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Abstract

In this report, we describe the research carried out under PATH Task Order 4208. The objective of
this project was to bridge the gap between the Automated Highway System (AHS) simulators SmartAHS
and SmartCAP, by implementing an integrated AHS micro-meso simulation environment for analyzing a
large-scale AHS network. In fulfillment of this goal, a meso-microscale traffic simulator was developed
that allows a stationary region of microsimulation to be defined within a larger, mesosimulated AHS.
This simulator permits analysis of traffic behavior in situations where both vehicle-level (microscopic)
and aggregate-flow (mesoscopic) effects are important, while avoiding the prohibitive computational
cost of microsimulating a large-scale AHS. The accomplishments of this project, including the develop-
ment of the meso-micro batch compiler, user interface, and a manual traffic extension to SmartCAP, are
detailed in this report.

Keywords: Automated Highway Systems, Advanced Vehicle Control Systems, software engineering,
link layer, coordination layer, traffic control, traffic flow
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1 Executive Summary

A large portion of PATH’s effort in the area of Advanced Vehicle Control Systems (AVCS) during the past
several years has focused on the development of theory and technologies that may significantly increase
highway safety and capacity through the use of Automated Highway Systems (AHS). To continue with the
analysis of AHS feasibility, it is necessary to perform exhaustive large scale simulations that will provide
information on the impact of the proposed technologies upon system safety and capacity. In particular, it is
necessary to study and evaluate how faults in a vehicle impact the overall AHS performance and capacity,
how the roadside control systems can react to these faults and perform degraded-mode activities at the higher
hierarchical levels, and how the roadside control system can detect faults either in the vehicle or in its own
infrastructure.

When the response of an AHS is being simulated, different degrees of precision are required. In some
sections of the highway the detailed behavior in each vehicle in the section must be simulated to model
vehicle or infrastructure faults, or test vehicle level fault detection and handling algorithms or degraded
mode maneuvers. This level of AHS simulation, where the dynamics of each vehicle is simulated, is called
microsimulation. The AHS microsimulation software developed by PATH is SmartAHS. This software
package is based on the hybrid systems language SHIFT [1].

In most sections, it is convenient to model the highway using fluid-like conservation models of traffic flow,
applied to the average traffic characteristics in that section, such as density, flow, and velocity. This level of
AHS simulation is called mesosimulation. Mesoscale simulators do not provide information about particular
vehicles but are instead capable of simulating large highway networks. The mesosimulation software used
by PATH for analyzing Automated Highway Systems is SmartCAP [2]. Although it is in principle possible
to microsimulate a large scale AHS, the computational cost is prohibitively high and, in many cases yields
no advantage over mesosimulation, except for the few sections of the highway where it is needed.

The aim of this project is to bridge the simulation gap between SmartAHS and SmartCAP, by implementing
an integrated AHS micro-meso simulation environment for simulating a large scale AHS network, where
both SmartCAP and SmartAHS run simultaneously and interact with each other. In this simulation environ-
ment, most of the highway sections in the AHS are simulated by the SmartCAP mesosimulation software,
except for one or more sections, which are simulated by the SmartAHS microsimulation software. Highway
sections that are microsimulated using SmartAHS are referred to as µ-windows. The topology of the entire
AHS, as well as the location and length of each µ-window is set up by the user, by means of user interface
software, named mminterface. The benefits of the meso-micro simulation environment are best realized
when µ-windows are placed in the regions where microscopic effects are of greatest interest; by allowing
the remainder of the AHS to be simulated by the more computationally efficient SmartCAP, the meso-micro
software is able to simulate the AHS at a lower computational cost than stand-alone SmartAHS.

This final report documents the theoretical design and software implementation of the integrated micro-meso
simulator. It also provides a brief tutorial on its use, including a simple AHS simulation example.

The following tasks were executed in this project:

1. The capabilities of SmartAHS were extended by developing a simplified sensor architecture, a sim-
plified vehicle-roadway environment processor, and a simplified set of regulation-layer components.
Under certain conditions, the simplified set produces identical results as the full components, and
increases simulation speed 4 to 5 fold.

2. The SmartCAP activity model was extended to include platooning and join/split maneuvers.

3. The interface between SmartCAP and SmartAHS was designed and implemented in SHIFT. A Smar-
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tAHS component was created to schedule and monitor all aspects of the interface between SmartCAP
and SmartAHS.

4. A batch compiler, written in Bourne and C shell scripts and named ”mminterface” (Meso-Micro
Interface), was developed as the user interface to set up the integrated meso-micro AHS simulation.
The highway topology is defined using the SmartCAP user interface.

5. A MATLAB-based visual interface was created which allows the user to view both levels of the sim-
ulation simultaneously, by including both macro (curves) and micro (vehicles) data in the same plot.
The visualization interface has MATLAB’s GUI capabilities, allowing the user to easily manipulate
(e.g. zoom, rotate, change) the graphical output.

6. The developed integrated meso/microscale simulation software was tested for different scenarios. The
PATH hierarchical control architecture, specifically the link, coordination, regulation, and physical
layers, was tested in the meso-microscale simulator.

The meso-micro simulator is well-suited for testing the response of an AHS to situations that are character-
ized by localized microscale phenomena, such as: the stalling of an individual vehicle, over-saturation of a
particular artery due to external factors (e.g. a sporting event), emergency vehicle maneuvers, and changes
in highway capacity due to different on-ramp metering policies. The use of the software is described in
Sec. 7 using a simple simulation example. The example shows a traffic density wave propagating forward
from the mesoscale region into the microscale region, thus demonstrating the functionality of the software.

2 Introduction

At present, the simulation tools available for analyzing highway traffic behavior, and specifically Intelligent
Vehicle Highway Systems (IVHS), generally fall into two categories, according to their level of modeling
detail: microscale and mesoscale simulators.

Mesoscale simulators are usually based on fluid-like models of traffic flow, applied to average traffic char-
acteristics such as density, flow, and velocity. They do not provide information about particular vehicles
but are instead capable of simulating large highway networks. Microscale simulators are based on mod-
els of individual vehicle dynamics, where the behavior of each vehicle depends on its locally perceived
environment.

Currently, the mesosimulation software used by the California PATH program for analyzing Automated
Highway Systems (AHS) is SmartCAP [2]. This software uses a conservation model of traffic density, cou-
pled with rules of traffic flow behavior given by a finite set of vehicle activities (e.g. join, cruise, change
lane). SmartCAP allows monitoring of aggregate traffic quantities in an AHS subdivided into sections of
approximately 0.5 miles. This level of abstraction has been proven adequate for reproducing large scale
traffic phenomena such as upstream moving waves of congestion and disturbances due to emergency vehi-
cles [3, 4]. Additional traffic flow theory used in the development of SmartCAP can be found in [5], and is
briefly described in Section 3.1.

The highway microsimulation software developed by PATH is SmartAHS. This software package is based
on the hybrid systems language SHIFT [1]. SmartAHS was designed to demonstrate several AHS concepts,
including the PATH hierarchical control architecture [6, 7]. This architecture divides the task of controlling
vehicles in an AHS into a hierarchical structure. The upper levels of the architecture (network and link)
are devoted to route planning and flow management across large expanses of highway. The lower levels
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(coordination, regulation, and physical) exist onboard each vehicle, and are responsible for vehicle-based
communications, maneuver selection, motion control, and actuation. Currently, all AHS control layers,
except for network, have been implemented in the SmartAHS environment [8].

In order to simultaneously capture the occurrence of small scale events and their impact on the larger high-
way, through adjustments to higher level controls and the propagation of congestion, multiple degrees of
modeling abstractions are needed. There are many traffic scenarios that are characterized by both meso-
scopic and microscopic effects. For example, in an AHS, it is important to study and evaluate how faults
in a vehicle impact the overall AHS performance and capacity, how the roadside control systems can react
to these faults and perform degraded-mode activities at the higher hierarchical levels, and how the roadside
control systems can detect faults either in the vehicle or in their own infrastructure. Strategies have been
developed to permit emergency vehicle (EV) transit through an AHS, specifically in the case of stopped
traffic [3, 4, 9]. In a realistic situation, EV transit will depend not only on maneuvers of nearby vehicles
but also upon the effects of traffic blockage on the entire highway. Another example involves on-ramp me-
tering. Entrance control schemes may be used to determine optimal on-ramp metering rates for a highway
system. Such rates are a function of the overall state of the highway, but implementation of entrance control
laws takes place at the level of individual vehicles. Although it is in principle possible to microsimulate
the entire AHS, the computational cost is prohibitively high (SmartAHS simulation capabilities are in the
range of 30 vehicles with a 25/1 real-to-simulation time ratio on a 4 processor Sun Sparc Ultra-II computer).
Furthermore, in many cases, such as the previous examples, it may only be necessary to examine selected
portions of the AHS at the microscopic scale, while mesoscale simulation is sufficient for the remainder of
the highway.

We have noted that (1) it is not possible to simulate large-scale AHS in SmartAHS in a computationally
efficient manner, and (2) in many situations, we are interested in examining the behavior of individual
vehicles only at specific locations within the AHS, such as near entry and exit stations. These observations,
combined with the need for a tool that is suitable for analyzing extensive AHS designs, have led us to
develop a meso-microscale simulation environment. The meso-micro simulator

• combines the SmartAHS and SmartCAP simulation models,

• allows the user define an AHS geometry, using the SmartCAP input file format, then select regions of
highway, called µ-windows, that will be microsimulated,

• for a given highway configuration, improves simulation speed relative to a purely microsimulated
AHS. This is due to the fact that the portions of the AHS outside the µ-windows are simulated by
SmartCAP, and unlike SmartAHS, the simulation cost of SmartCAP does not increase with the number
of vehicles in simulation,

• facilitates simulation set-up and executable file generation through its batch compiler, mminterface,
and enables visualization of both meso and microscale simulation outputs via its Matlab-based GUI.

The remainder of this report details the development and use of the meso-micro simulator. Section 3 gives
background information on both the SmartCAP and SmartAHS models. In Section 4, secondary accom-
plishments of this project, such as the extended versions of SmartCAP and SmartAHS, and the manual
traffic extension, are discussed. The primary contribution of this project is the completed meso-micro simu-
lator, and the meso-micro software design described in detail in Section 5. All elements of the user interface
are delineated in Section 6. Section 7 contains instructions on how to set up and run a simple simulation
example.
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3 Background

The main focus of this project was the development of an interface between the mesoscopic AHS simulator
SmartCAP and the microscopic simulator SmartAHS. In this section we review the main elements of the
SmartCAP and SmartAHS simulation models, in order to familiarize the reader with each simulator, and to
introduce notation and terminology that will be used in subsequent sections.

3.1 The SmartCAP model

The SmartCAP model is an example of a mesoscopic model of traffic behavior. Its level of abstraction falls
between that of a microscopic model, such as SmartAHS, and a macroscopic model, which may consist of
a series of interconnected links and nodes. A detailed description of SmartCAP can be found in [2]. Here
we give a brief review of the model, and introduce the notation used in Sections 4.1 and 5.4.

SmartCAP is a discrete time / discrete space model. Typically, the highway is divided into sections of about
250 meters in length. The time interval is on the order of 10 seconds. The behavior of automated traffic
in SmartCAP is governed by two principles: the conservation of vehicles, and the interaction between the
supply of space and the demand given by the activity plan. Automated vehicles within the AHS are classified
into types, according to their origin and destination. Each type has its own activity plan, which may vary
with time and space. The set of all activity plans is issued by the Traffic Management Center (TMC), which
operates according to user defined link layer control laws, and is assumed to have complete information of
the state of the AHS. Each activity plan consists of a set of probabilities for engaging in a maneuver during
the upcoming time interval. For example, an activity plan may specify that vehicles of type j, in section i,
have the following probabilities:

• 30% will request a split from their current platoon

• 20% will change lanes to the right

• 50% will continue to cruise without change.

Each maneuver or activity has an associated space and time requirement. For example, cruising as a leader
requires more space than cruising as a follower. Changing lanes requires space in both the current and
adjacent lanes. The amount of space used by an activity may vary with speed. The principle of space supply
versus activity demand dictates that the total space required by the activity plan cannot exceed the available
space in each section, for each time interval. If it does, certain activities are rejected according to rules of
prioritization, until the space constraint is satisfied.

Notation:

∆t ... Duration of the time interval
L(i) ... Length of section i
n(i,j,k) ... Number of vehicles in section i, of type j, time interval k
nl(i,j,k) ... Number of leaders in section i, of type j, time interval k
nf (i,j,k) ... Number of followers in section i, of type j, time interval k
v(i,k) ... Average traffic speed in section i during time interval k
q(i,j,k) ... Number of vehicles of type j leaving section i, during time interval k
ql(i,j,k) ... Number of leaders of type j leaving section i, during time interval k
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qf (i,j,k) ... Number of followers of type j leaving section i, during time interval k
APS(i,k) ... Average platoon size in section i during time interval k

The following relations exist among these variables:

n(i,j,k) = nf (i,j,k) + nl(i,j,k)

q(i,j,k) = qf (i,j,k) + ql(i,j,k)

q(i,j,k) = v(i,k) n(i,j,k)
∆t

L(i)

APS(i,k) =

∑
j n(i,j,k)∑
j nl(i,j,k)

The update of the traffic state at every time step is carried out in four steps. First, constraints are applied to
the number of maneuvers commanded by the TMC. This results in an estimate of the number of completed
maneuvers. Then an intermediate state is calculated by assuming that these maneuvers are completed with-
out forward movement of traffic. The intermediate state, denoted below with superscript bars, accounts for
lateral motions (lane changes) and changes in the numbers of leaders and followers through joins and splits.
The third step is to compute a speed for the upcoming time interval as the minimum between the command
by the TMC and the maximum allowable speed due to the availability of space in the downstream section.
Finally, vehicles are moved downstream according to the speed of the third step.

Additional notation:

Πm(i,j,k) ... Proportion of vehicles of type j completing maneuver m in section i, during time
interval k. m can take values c, l, r, s or j, representing cruise, lane change
left, right, split or join.

Πm
TMC(i,j,k) ... Maneuver proportions requested by the TMC

Λs
m(j) ... Average space required by vehicles performing maneuver m, in their current lane

Λr
m(j) ... Average space required by vehicles performing maneuver m,

in the lane to their right
Λl

m(j) ... Average space required by vehicles performing maneuver m,
in the lane to their left

TS(i) ... Total space (capacity) of section i
r(i) ... Lane to the right of lane i
l(i) ... Lane to the left of lane i
u(i) ... Lane upstream of lane i
d(i) ... Lane downstream of lane i

Step 1) SmartCAP computes Πm(i,j,k) for every i,j and m. This is done by first checking whether the
following constraint is satisfied in every section i:

∑
j

∑
m

[
n(i,j,k)Πm

TMC(i,j,k)Λs
m(j) + n(r(i),j,k)Πm

TMC(r(i),j,k)Λl
m(j) + n(l(i),j,k)Πm

TMC(l(i),j,k)Λr
m(j)

]
≤ TS(i)

If so, then Πm(i,j,k)’s are set to Πm
TMC(i,j,k). If not, the proportions are reduced. The set of rules for estimating

the number of completed maneuvers has been extended to include platooning behaviors in MOU 383. These
extensions are explained in detail in Section 4.1.
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Step 2) The intermediate state is computed as:

n̄(i,j,k) = n(i,j,k) + Πl
(r(i),j,k)n(r(i),j,k) + Πr

(l(i),j,k)n(l(i),j,k) (1)

Step 3) The average speed is computed as: v(i,k) = min(vTMC(i,k) , vspace(i,k)), where vspace(i,k) is the speed
at which the downstream section fills to capacity, and vTMC(i,k) is the velocity command from the TMC.

Step 4) Vehicle conservation is applied:

n(i,j,k+1) =
(

1− v(i,k)∆t

L(i)

)
n̄(i,j,k) +

(
v(u(i),k)∆t

L(u(i))

)
n̄(u(i),j,k) (2)

On-ramp and off-ramp flows are treated similarly.

3.2 The SmartAHS model

SmartAHS, a microsimulation framework for Automated Highway Systems, has been developed by the
California PATH program using the hybrid systems language SHIFT [1]. The SmartAHS software used in
this project is an extended version of a library provided by PATH through [10]. The basic SmartAHS library
defines the highway layout, vehicle dynamics and sensor and communication structures [11]. The general
structure of SmartAHS is shown in Fig. 1.

Figure 1: A schematic of SmartAHS architecture

The microsimulation of individual vehicles is based on the PATH multi-layer architecture [6, 7], shown
in Fig. 2. This architecture separates the control activities of an AHS into several levels. The network
and link layers are concerned with routing and regulating aggregate traffic flows over large-scale highway
systems. The coordination, regulation, and physical layers reside on-board each automated vehicle. These
lower layers handle vehicle-based communications, maneuver selection and coordination, motion control,
and actuation.

All control layers of the PATH hierarchical control architecture, except for network, have been implemented
in SmartAHS. Three of the layers (link, coordination and regulation) were incorporated into SmartAHS un-
der MOUs 238/310 and 287/311; none of these layers are present in the original SmartAHS library provided
through [10].
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Figure 2: PATH Hierarchical Architecture

One of the primary motivations for developing the meso-micro simulator was our observation of the compu-
tational inefficiency inherent in SmartAHS. SmartAHS simulation capabilities are in the range of 30 vehicles
with a 25/1 real-to-simulation time ratio on a 4 processor Sun Sparc Ultra-II computer, which indicates that
the computational cost of microsimulating an entire AHS, which could include hundreds or thousands of
vehicles, is prohibitively high. The low efficiency of the original SmartAHS library, in addition to pro-
viding incentive for the integration of SmartCAP and SmartAHS, led us to develop simplified versions of
the communication structure, the vehicle-roadway environment processor (VREP), the sensor environment
processor (SEP), the vehicle radar, and the regulation-layer control systems, as part of MOU 383. These
simplified components are described in Sec. 4.2, while the version of SmartAHS developed under MOUs
238/310 and 287/311 is reviewed in this section. Additional detail on the version of SmartAHS described in
this section can be found in the appendix of [12].

3.2.1 Physical Layer

The physical layer consists of vehicle dynamics, sensor and actuator dynamics, and other physical devices.
In the SmartAHS library, there are three different types of vehicle dynamics, allowing for simulations of
varying complexity: simple dynamics (kinematics), 2D (flat highway) vehicle dynamics, and 3D (complete)
vehicle dynamics [11]. For this project, we have used the simple kinematic vehicle dynamics exclusively, in
order to reduce the computational load. The kinematic vehicle dynamics lumps together the steering, engine,
and powertrain dynamics. For the braking actuator, a first order dynamic equation is used to simulate the
actuator time delay.

3.2.2 Regulation Layer

The regulation control laws are based on the algorithm given by [13], and most of the implementation in
SHIFT can be found in [14]. The structure of the implementation is illustrated in Fig. 3.

The regulation layer implementation consists of two sublayers: the regulation supervisor and the maneuver
control laws. The regulation supervisor selects the appropriate regulation control law according to the
commands it receives from the coordination layer. It creates the maneuver control law automaton and
initiates the maneuver, and then kills this automaton when the maneuver is completed. The maneuver
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Figure 3: A schematic of regulation layer implementation

controller consists of four parts: controller, region automaton, acceleration bounds automaton and desired
velocity function. More details on each part can be found in [14].

All normal mode regulation control laws were implemented in SmartAHS as part of MOUs 238/310 and
287. Lead, merge and split maneuvers are based on the control algorithm given in [13], the follow controller
is given by [15], and the changelane controller uses the same safety criterion given by [16] along with a
simplified stable lateral motion control. Safety is guaranteed by this controller, which is different from that
implemented in SmartPATH [17], for lane change.

3.2.3 Coordination Layer

The coordination layer design is based on that of SmartPATH [17] and the coordination protocol designs
of [18] and [6].

The coordination scheme consists of three parts: coordination supervisor, maneuver protocols and commu-
nication design. A schematic of the coordination layer implementation is given in Fig. 4. The coordination
supervisor coordinates with different maneuver protocols and manages their initiation and execution by
communicating with other vehicles or roadside systems. Basically it is a discrete-event system. The ma-
neuver protocols coordinate with other vehicles to guarantee the correctness and safety of each maneuver.
There are two steady state maneuvers: lead and follow, and some other transient maneuvers such as split,
merge, and changelane. The communication system in the AHS transmits information between vehicles
and handles exchange of information between the vehicles and the roadside system. There are two types
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Figure 4: A schematic of coordination layer implementation

of communication among vehicles: local area networks (LAN) and wide area networks (WAN). The LAN
is used to transmit the velocities and accelerations of both the platoon leader and immediately preceding
vehicle to each follower vehicle in the platoon [19], and the WAN is used for passing maneuver messages
among different vehicles. The roadside system also broadcasts link layer commands to all the vehicles in
the AHS.

The coordination supervisor is similar to the regulation supervisor, except it initiates maneuver protocols
instead of regulation control laws. Based on sensor information and messages received through the commu-
nication system, the coordination supervisor initiates either a maneuver initiator or responder. For example,
in Figure 5, when the leader of platoon A receives a link layer broadcast with a desired platoon length that
favors merging, the leader’s coordination supervisor can instantiate a merge maneuver initiator, then send
out a merge request message to the leader of the downstream platoon B. When the coordination supervisor of
the leader of platoon B receives this message, it will initiate a merge maneuver responder if it is not involved
in another maneuver. If it is unable to engage in a merge, for example because it is already performing a
split, it will send a rejection message, and the maneuver will be aborted. Otherwise an acknowledgment
message will be sent and the appropriate regulation layer controllers will be activated. Once the merge ma-
neuver concludes, the leader of platoon A will become a follower and execute the follower protocol, and the
leader of platoon B will become the leader of the new platoon.

The maneuver protocol consists of the coordinated actions among the vehicles involved in a maneuver. For
most of the transient maneuvers such as merge, split, and changelane, two protocols are needed for accom-
plishment of the maneuver: the maneuver initiator and responder. However, for steady-state maneuvers such
as lead and follow, one protocol is enough.

The implementation of communication in SmartAHS is based on the structure proposed by PATH staff and
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is different from that of SmartPATH [17]. The communication components must model each layer of the
open systems interconnection (OSI) reference model [20]. The OSI structure provided by the library [21]
is very complex; in order to increase simulation speed, we used the simplified communication structure
developed under MOUs 238/310, 287/311 and 312. In this version of the communication model, vehicle
control is integrated with its own communication devices at the message level. For coordination layer
communication, the components of the communication structure include: message, transmitter, receiver,
and a monitor with a message queue. These components interface with the coordination supervisor which
processes one message from the queue at a time. A message consists of originating vehicle ID, destination
ID and message string.

v

Platoon A Platoon B

Platoon C

C1C1 C2C2

Figure 5: Message level communication schematic

When one coordination control protocol initiates a request for a maneuver, the message will be created and
sent to the transmitter. The transmitter broadcasts the messages to the specific vehicles or roadside link layer
control systems involved in the maneuver. When the receiver accepts the message it will pass it through to
the coordination controller. The monitor works as a centralized component for the physical layer in the
communication. The monitor functions as a representation of a set of users adopting the same physical
medium; in addition, it models channel properties and keeps track of the transmitters sharing the channel.
Also the monitor models the connection type (point to point or broadcast channel). The vehicle ID is passed
as part of the vehicle to vehicle communication.

Figure 5 shows the two types of communication that can exist between vehicles in SmartAHS. C1 denotes
intraplatoon communication; for example, if the third vehicle in platoon A wants to split, it sends the split
request to the leader of the platoon by communication type C1. This type of message can be broadcast
using the point-to-point connection since each vehicle in a platoon knows the ID of the leader. Type C2
communication models communication among different platoons. This type is required to maintain string
stability of the platoon. The implementation of communication between the vehicles and the roadside system
is similar to that of the coordination layer.

3.2.4 Link Layer

The link layer of the AHS hierarchy is dedicated to the management of traffic over large regions, or links,
of an automated highway. A link is assumed to be a stretch of highway, in between entrances and exits,
which may be subdivided into one or more ∼500m sections. The link layer control system, as implemented
in SmartAHS, consists of four main structures:

• a traffic optimizer, which determines desired velocities and lane-change profiles for a single link of
the highway. The optimization algorithm is based on the method described in [22]. The optimization
repeats at a fixed time interval (e.g. every 5 min).
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• a stabilizing controller is based on the design in [23], and implemented as the SmartAHS component
FlowController. This controller determines the commanded velocity and lane-change propor-
tions for vehicles in the link. These commands are chosen to stabilize the actual link velocities and
lane-change rates about the desired values given by the link optimizer.

• a communications module, LinkTransmitter. The link transmitter component transmits speed
and activity proportion commands (e.g. the proportion of vehicles that should change lane) to the
vehicles in a section. For link layer message processing, each car is equipped with a LinkMonitor.
The link monitor receives the periodic broadcast and processes it. In the case of activity proportions,
the link monitor “tosses a coin” to set an activity flag. The coordination supervisor interprets this flag
together with the vehicle’s state to determine whether to execute the command, which originated from
the proportion.

• a traffic monitor, DensityChecker, that records the vehicle densities and lane change proportions
in each section of the link. These measurements are required for the stabilizing control calculations.

Fig. 6 shows a link, divided into several sections, along with the roadside components associated with
each section. Using the measured section densities, Ki−1, Ki, Ki+1, and the lane-change rate matrix,
Ni, provided by the traffic monitors, along with the desired density, velocity, and lane change rates, Kd,i,
Vd,i, Nd,i, computed by the traffic optimizer, the stabilizing controller for section i periodically calculates
commanded velocities and lane-change rates, Vc,i, Nc,i, which are broadcast to the vehicles in that section
via the LinkTransmitter. More detail on the link layer stabilizing controller can be found in [23].

monitor transmitter

stabilizing
controllerKi−1 Ki+1

Vc,i
Ki Ni c,iN

Kd,i Vd,i d,iN

section i

link

. . .. . .

link optimizer

Figure 6: Schematic of SmartAHS link layer components

4 Supplementary Accomplishments of MOU 383 / TO 4208

In addition to the primary task of developing the dual-scale simulator, MOU383/TO4208 included a number
of secondary tasks, which are described in this section. These tasks were intended to further the development
of the SmartCAP and SmartAHS models.
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4.1 Extension of SmartCAP Capabilities

The equations underlying the SmartCAP model, and the notation employed in this section are described in
Section 3.1.

SmartCAP was originally written for scenarios involving only independent vehicles. That is, it only allowed
1-vehicle platoons, or free agents. Later developments extended the model to include basic platooning
maneuvers such as join and split, but did not account for several important constraints on the number of
maneuvers that can be completed. An improved version of SmartCAP was developed under MOU 383 to
more accurately model platooning in the AHS by incorporating constraints on maximum platoon size and
the maximum number of completed maneuvers. The update required the definition of an extended state
(segregating leaders and followers), and various checks performed on the activity plan issued by the TMC
(Traffic Management Center). Equations 1 and 2 of Section 3.1 were replaced with Eq. 3 and 4 below:

n̄(i,j,k) = n(i,j,k) + Πl
(r(i),j,k)n(r(i),j,k) + Πr

(l(i),j,k)n(l(i),j,k) (3)

n̄l(i,j,k) = nl(i,j,k) + (Πs
(i,j,k)−Πj

(i,j,k))n(i,j,k) + Πl
(r(i),j,k)nl(r(i),j,k) + Πr

(l(i),j,k)nl(l(i),j,k)

n̄f (i,j,k) = nf (i,j,k)− (Πs
(i,j,k)−Πj

(i,j,k))n(i,j,k) + Πl
(r(i),j,k)nf (r(i),j,k) + Πr

(l(i),j,k)nf (l(i),j,k)

n(i,j,k+1) =
(

1− v(i,k)∆t

L(i)

)
n̄(i,j,k) +

(
v(u(i),k)∆t

L(u(i))

)
n̄(u(i),j,k) (4)

nl(i,j,k+1) =
(

1− v(i,k)∆t

L(i)

)
n̄l(i,j,k) +

(
v(u(i),k)∆t

L(u(i))

)
n̄l(u(i),j,k)

nf (i,j,k+1) =
(

1− v(i,k)∆t

L(i)

)
n̄f (i,j,k) +

(
v(u(i),k)∆t

L(u(i))

)
n̄f (u(i),j,k)

The computation of the number of completed maneuvers in the single-lane platooning and multiple-lane
platooning cases is explained below.

4.1.1 Single lane platooning

Join and split maneuvers are treated similarly to the original lane change maneuver in SmartCAP. As de-
scribed in Section 3.1, they are used to compute an intermediate state (Eq. 1), which assumes completion
of a portion of the total number of maneuvers requested by the TMC. The intermediate state is then prop-
agated downstream according to the speed determined by the velocity plan and the constraint on available
space (Eq. 2). The modifications implemented under MOU 383 are related to the estimation of the number
of completed joins and splits. Previously it was assumed that all joins and splits requested by the TMC
were completed. This led to some unrealistic situations; for example, the number of splits in a section
was allowed to exceed the number of followers. The restrictions of the improved version are based on the
following assumptions:

1. Each split involves at least one leader and one follower.

2. Each join involves at least two leaders.

3. Every leader can be involved in at most one join or split.
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4. The number of joins and splits may not cause the average platoon size to exceed the maximum platoon
size.

5. Splits and joins are in fair competition for completion as long as the maximum platoon size is not
exceeded. If maximum platoon size is exceeded by the TMC command, splits are preferred. Fair
competition means that the ratio of completed joins to completed splits equals that of requested joins
to requested splits (ρ in Eq. 5).

The problem of estimating the number of completed joins and splits in each section was posed as a con-
strained optimization. The objective is to maximize the number of completed maneuvers, without exceeding
the number of maneuvers requested by the TMC, and conforming to a series of constraints derived from the
assumptions listed above. The following notation is used:

For every highway section i, and every time interval k:

ns(i,k) =
∑

j

ns(i,j,k) . . .Number of completed splits

nj(i,k) =
∑

j

nj(i,j,k) . . .Number of completed joins

tf (i,k) =
∑

j

tf (i,j,k) . . .Total number of followers

tl(i,k) =
∑

j

tl(i,j,k) . . .Total number of leaders

dj(i,k) =
∑

j

n(i,j,k)Πj
TMC(i,j,k) . . .Number of joins requested by the TMC

ds(i,k) =
∑

j

n(i,j,k)Πs
TMC(i,j,k) . . .Number of splits requested by the TMC

In the above definitions, the index j represents vehicle types, or different OD pairs sharing the same section.
Eq.(5) then represents the problem to be solved for every section i and time interval k (indices i and k have
been omitted).

max(ns + nj) (5)

subject to : 2nj + ns ≤ tl

ns ≤ tf

nj

ns
=

dj

ds
= ρ

ns ≥ 0
nj ≥ 0
ns ≤ ds

nj ≤ dj
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Additionally, the solution must be such that the resulting average platoon size (APS) does not exceed the
maximum average platoon size (MPS). In SmartCAP, the problem is solved in two steps:

Step 1) Find a solution which ignores the maximum platoon size constraint (i.e. solve Eq.(5)). If this
solution yields a feasible average platoon size then it is kept. A solution to problem (5) is given by:

n̄s =

{
MIN

[
tl

1+2ρ , tf , ds

]
if ds �= 0

0 if ds = 0

n̄j =

{
ρ× n̄s if ds �= 0
MIN

[
1
2 tl , dj

]
if ds = 0

The resulting average platoon size is:

APS =
tl + tf

tl + n̄s − n̄j

?≤ MPS

If APS ≤ MPS then the solution is kept. If not, we proceed to Step 2.

Step 2) Because the TMC command results in platoons sizes exceeding MPS, we can assume that some of
the joins would have been rejected, and replaced with previously rejected splits. ∆ is defined as the number
of such replacements, and is found as the minimum of three quantities. ñs, ñj are the corrected numbers of
completed splits and joins:

ñs = n̄s + ∆ ≤ MIN(tf , ds)
ñj = n̄j −∆

∆ = min

[
1
2
(tl + n̄s − n̄j)

[
APS

MPS
− 1

]
; MIN(tf , ds)− n̄s ; n̄j

]

Step 3) The total number of completed maneuvers is now used to compute the proportions of completed
maneuvers for each vehicle type. Returning to the fully indexed notation, we have:

Πs
(i,j,k) =

ns(i,k)

ds(i,k)
Πs
TMC(i,j,k)

Πj
(i,j,k) =

nj(i,k)

dj(i,k)
Πj
TMC(i,j,k)

4.1.2 Multiple lane platooning

The previous development was extended to multiple lanes by considering two additional maneuvers: lane
change left and lane change right. It is assumed that lane changes can be performed by leaders or followers,
so there is no need to limit the number of lane changes to the number of free agents (which are currently
not explicitly calculated in SmartCAP). Also, it is assumed that these maneuvers can be completed within
a single section of the AHS. This requires that followers wishing to change lanes can separate quickly
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from their platoon with a short split maneuver. Thirdly, it is assumed that there is no platoon lane change
maneuver.

Additional assumptions are:

1. Each lane change maneuver occupies a platoon (leader) in the origin lane.

2. Whenever the maximum platoon size in the origin lane is not exceeded, all maneuvers are completed
in fair competition.

3. If the maximum platoon size is exceeded, a number of joins will be rejected and replaced with other
maneuvers, in proportion to their desired quantities.

4. Leader and follower lane changes both cause a loss of a follower in the origin lane and a gain of a
leader in the destination lane (i.e. no platoon lane change).

5. The average platoon size used to estimate whether the maximum platoon size will be exceeded as a
result of maneuvers is based only on the number of completed joins.

Additional notation:

nl(i,k) =
∑

j

nl(i,j,k) . . . number of completed splits

nr(i,k) =
∑

j

nr(i,j,k) . . . number of completed joins

dl(i,k) =
∑

j

n(i,j,k)Πl(i,j,k) . . . number of left lane changes requested by the TMC

dr(i,k) =
∑

j

n(i,j,k)Πr(i,j,k) . . . number of right lane changes requested by the TMC

The optimization problem for the multi-lane case is::

max(nl + nr + ns + nj) (6)

subject to : nr + nl + 2nj + ns ≤ tl

ns ≤ tf

nj

ns
=

dj

ds
= ρ1

nr

ns
=

dr

ds
= ρ2

nl

ns
=

dl

ds
= ρ3

ns ≥ 0
ns ≤ ds

Step 1) Again, the MPS constraint has been ignored in (6). Also, the number of lane changes may be further
reduced due to insufficient space in the adjacent lane. The maximizing solution to equation (6) is:

17



n̄s =

{
MIN

[
tl

1+2ρ1+ρ2+ρ3 , tf , ds

]
if ds �= 0

0 if ds = 0

n̄j =

{
ρ1 × n̄s if ds �= 0
βdj if ds = 0

n̄r =

{
ρ2 × n̄s if ds �= 0
βdr if ds = 0

n̄l =

{
ρ3 × n̄s if ds �= 0
βdl if ds = 0

with β = MIN

[
tl

dl + dr + 2dj
, 1.0

]

Step 2) Again we check the APS condition:

APS =
tl + tf
tl − n̄j

?≤ MPS

If so, the solution is kept.

Step 3)

If it is violated, it is again assumed that a number ∆ of joins will be aborted, and replaced with splits and
lane changes. The proportions in which ∆ is distributed among other maneuvers are denoted γs, γl and γr.

ñj = n̄j −∆ ≥ 0
ñs = n̄s + γs∆ ≤ MIN(tf , ds)
ñr = n̄r + γl∆ ≤ dr

ñl = n̄l + γr∆ ≤ dl

with

γs =
ds

ds + dl + dr
γr =

dr

ds + dl + dr
γl =

dl

ds + dl + dr

∆ is computed as the minimum of five quantities, with similar interpretations as in the single-lane case:

∆ = min

[
n̄j − tl +

1
MPS

(tl + tf ) ; n̄j ;
1
γs

(MIN(tf , ds)− n̄s) ;
1
γl

(dl − n̄l) ;
1
γr

(dr − n̄r)
]

Step 3 in the multi-lane case is the same as in the single-lane case.

The implementation of these restrictions on the allowable number of joins and splits required explicit com-
putation of the numbers of leaders and followers in the simulation. This was not available in previous
versions of SmartCAP. The SmartCAP state was therefore expanded, and now includes separate variables
for leaders and followers, which can be tracked by the user with the following user-functions:

double GetNLead( char *secName, int laneOffset, char *thetaName );
double GetNFollow(char *secName, int laneOffset, char *thetaName );
double GetNFreeA( char *sec‘Name, int laneOffset, char *thetaName );
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4.2 Extension of SmartAHS Capabilities

As part of the SmartAHS development task, an alternative set of simplified AHS components was developed
in order to increase run-time speed, and thus allow more vehicles in the SmartAHS window. Under certain
conditions, the simplified set produces identical results as the full components, and increases simulation
speed 4 to 5 fold. Full components can still be used on particular vehicles when detailed analysis of a
particular function is required. The new components include:

• 2D vehicle/roadside environment processor (VREP): Each vehicle has associated with it a Vehi-
cle Roadway Environment Processor (VREP) that calculates, at each time step, the 3D position and
orientation of the vehicle relative to the road [11]. The simplified VREP identically matches its 3D
counterpart in the case of flat highways (i.e. no inclined ramps or banking curves).

• Simple radars and sensor environment processor (SEP): The original SmartAHS library contains
elements that enable the modeling of vehicle radar in addition to other sensors. The RadarSensor
component detects the nearest vehicle, using a radar sensor model which depends on parameters fov,
minRange, and maxRange, i.e. the field of view angle and minimum and maximum detection ranges,
and computes the range and range rate of the detected vehicle. In order to prevent the sensors from
having to search over the set of all AHS vehicles to determine which ones are in range, the highways
are divided into subsections called cells, and a vehicle’s sensors restrict their searches to the cells
immediately surrounding the vehicle. The Sensor Environment Processor (SEP) is responsible for
keeping track of the vehicles that are currently in each cell [11].

The simplified front radar uses a lookup table to detect the front and back vehicles, and an algorithm
for updating the table when lane changes occur. The side radar remains the same, but is only activated
when needed for changing lanes. Use of these simple radars obviates the need for an SEP, which is
the most computationally intensive component of the software. Use of the simplified sensors is highly
recommended whenever more detailed analysis, such as sensor fault detection, is not needed.

• Regulation layer controllers: As described in Sec. 3.2, each regulation layer controller has an associ-
ated acceleration bounds automaton, e.g. the acceleration bound component for the merge controller.
This automaton carries out computations to ensure that the velocity, acceleration, and jerk of a vehicle
remain within specified limits [14].

Alternative versions of the regulation layer controllers, such as the merge and split maneuver con-
trollers, have been developed for this project to reduce computations by removing the comfort con-
straint on the applied jerk. This represents a significant reduction in computations, and yields nearly
identical results in most cases.

The components corresponding to each of these extensions to SmartAHS are listed in Table 1.

4.3 Manual Traffic Extension

In the original conception of this project, the last task dealt with the development of an interface between
moving regions of SmartCAP and SmartAHS. However, after the stationary meso-micro interface was com-
pleted, it was decided that a more direct and useful application of the meso-micro simulator, that would be
of greater benefit to PATH than the moving window design, would be in analyzing the interaction between
an AHS and its connecting manual traffic arterials. To satisfy this revised task, we created a new version of
SmartCAP, referred to as Manual SmartCAP, that is used to mesoscopically model manual freeway traffic.
Manual SmartCAP is based on Daganzo’s Cell Transmission Model (CTM) [24, 25]; the CTM was chosen
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Type Name SHIFT Filename Description

VREP vrep2D.hs 2D vehicle-roadway environment processor
SimpleRadar simpleradar.hs simplified radar

LeadController lead controller.hs lead maneuver controller
LeadRegion lead region.hs state-space region tracker for lead maneuver

MergeController merge controller.hs merge maneuver controller
MergeRegion merge region.hs state-space region tracker for merge maneuver

SplitController split controller.hs split maneuver controller
SplitRegion split region.hs state-space region tracker for split maneuver

Table 1: Modified SmartAHS components

as a guide for our design due to its theoretical simplicity, ability to reproduce traffic phenomena such as
backward propagation of congestion, and its similarity to the SmartCAP automated traffic model.

An overview of the Manual SmartCAP model is as follows. Consider a single-lane stretch of highway
with no merges or diverges. The stretch is divided into a number of segments (cells) which correspond to
SmartCAP sections. Using the SmartCAP notation of Sec. 3.1, define the number of vehicles, or occupancy,
in each cell as n(i, k) =

∑
j n(i, j, k). For cells of uniform length L(i) = vf∆t, where vf is the free-flow

speed and ∆t is the simulation time step, the CTM specifies that n(i, k) evolves according to

n(i, k + 1) = n(i, k) + y(i, k)− y(i + 1, k),

where y(i, k) is the number of vehicles that flows from cell i − 1 to i during the interval (k, k + 1). The
flow from cell i− 1 into cell i is the minimum of three quantities:

y(i, k) = min(n(i− 1, k), Qmax,
w
vf

(njam(k)− n(i, k))), (7)

where Qmax is the maximum flow that can enter cell i, w is the backward congestion propagation speed,
and njam(k) is the maximum vehicle occupancy that can exist in cell.

For this geometry, the CTM dynamics are converted into the manual SmartCAP form through several steps:

1. Define a relationship between the average velocity in a cell, v(i, k), and the number of vehicles leaving
a cell, y(i + 1, k), namely, v(i, k) = L(i)y(i+1,k)

n(i,k)∆t .

2. Use this relationship to find velocity equivalents for the terms on the right hand side of Eq. 7; e.g. if
y(i + 1, k) = Qmax, then v(i, k) = L(i)Qmax

n(i,k)∆t .

3. Replace the standard SmartCAP velocity update law with the velocity equivalent form of Eq. 7:

v(i, k) = min(vf ,
L(i)

n(i,k)∆tQmax,
wL(i)

n(i,k)∆tvf
(njam(k)− n(i + 1, k)))

The laws for handling merges are based on those described in [25]. Consider the 3-cell merge geometry
of Fig. 7. Vehicles flow from cells B and C into cell E. For every time interval k, we can determine the
sending flow, Si(k) = min(Qmax, n(i, k)), which is the maximum flow that a given cell, i, can supply
under free-flow conditions, as well as the receiving flow, Ri(k) = min(Qmax,

w
vf

(njam(k) − n(i, k))),
which is the maximum flow that the cell can accept under congested conditions. Here, SB(k), SC(k), and
RE(k) represent the sending flows from cells B, C and the receiving flow to cell E respectively.

SB(k) = min(Qmax, nB(k)),
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Figure 7: Typical merge section with upstream cells B and C and downstream cell E

SC(k) = min(Qmax, nC(k)),

RE(k) = min(Qmax,
w
vf

(nE,jam(k)− nE(k))),

In the Free-flow Case, all sending flows can be absorbed by the downstream cell, that is SB(k) + SC(k) ≤
RE(k). The maximum number of vehicles advance into the downstream cell, and the solution is given by,

yB(k) = SB(k),

yC(k) = SC(k),

In the Congested Case, the downstream cell does not have room for the combined upstream sending flows,
i.e., SB(k) + SC(k) > RE(k). The solution is given by,

yB(k) = mid(SB(k), RE(k)− SC(k), pRE(k)),

yC(k) = mid(SC(k), RE(k)− SB(k), (1− p)RE(k)),

where p is the merge priority coefficient. When the supply of vehicles from B and C is not exhausted, p
represents the fraction of RE that originates from B.

The law for handling diverges are based on those described in [25]. Figure 8 shows a 3-cell diverge geometry.
For every time interval k, the total flow out of cell E, yE(k) = yB(k) + yC(k), can be determined.

Figure 8: Typical diverge section with upstream cell E and downstream cells B and C

yE(k) = min(SE(k), RB(k)
β(k) , RC(k)

1−β(k)),

where β(k) is the split proportion, a user-defined quantity that specifies the fraction of vehicles currently in
cell E that will exit into cell B. β(k) determines the flows that enter cells B and C respectively as follows,

yB(k) = β(k)yE(k)

yC(k) = (1− β(k))yE(k),

The manual SmartCAP simulated occupancies match those of given by a CTM simulation of the same
highway segment. A description of the standard AHS SmartCAP model is given in Section 3.1. Please refer
to App. A for a more detailed description of the implementation and testing of Manual SmartCAP.
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Figure 9: µ-window

5 Design of the meso-micro simulator

This section describes the methodology that was followed for combining SmartCAP and SmartAHS. The
approach is based on the concept of the µ-window, which is the user-defined portion of the AHS network
to be simulated in microscopic detail (see Figure 9). The domain of SmartAHS comprises the µ-window
along with some auxiliary sections called transition zones. The remainder of the network is controlled by
SmartCAP. Many aspects of the design are related to the generation of consistent boundary conditions for
the µ-window. The computation of these boundary conditions takes place at the beginning of every meso-
time step (approximately every 10 seconds), and is based on a prediction of the mesoscopic traffic state for
the upcoming time interval. A correction to the mesoscopic state, designed to compensate for the differences
between the predicted and actual boundary flows, is outlined in Section 5.4. The various tasks of the meso-
micro simulator are coordinated by a SHIFT scheduling component shown in Figure 10. These tasks are
listed below with labels that are used for referencing throughout this section.

T0: Run SmartAHS / Pause SmartCAP for 1 meso-time interval.
T1: Consistency checks: Use recorded boundary flows to correct the meso-state.
T2: Update the link layer velocity and activity plans for the upcoming meso-time interval

using the corrected state.
T3: Compute predicted intermediate meso-state.
T4: Transfer intermediate states to SmartAHS.
T5: Record position of the last vehicle (real or ghost).
T6: Kill all remaining ghost platoons in the upstream transition zone (UTZ).
T7: Run the platoon placement algorithm using the predicted intermediate meso-state.
T8: Create ghost platoons with initial conditions given by the previous step.
T9: Complete meso-state update for the upcoming time interval.
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Figure 10: Scheduler

5.1 Boundary requirements for the µ-window

One of the main design issues for the meso-micro simulator was the selection of boundary conditions for the
µ-window. These boundary conditions represent the link between the mesoscopic and microscopic traffic
states. They must therefore be chosen in a way that preserves compatibility between the two models. The
following requirements were established as criteria for choosing the boundary conditions:

1. They should be such that all density states are conserved. In particular, total numbers of vehicles for
every vehicle type, and proportions of leaders and followers (i.e. average platoon sizes) should be
preserved in the transition through a µ-window boundary. This is equivalent to requiring that (over
every meso-time interval) average flows of leaders and followers, and of each vehicle type, should
agree in the meso- and micro- environments.

2. Microscopic vehicles generated at the upstream boundary should be safe (as defined in [26]) with
respect to other vehicles inside the µ-window.

3. Backward moving waves of congestion should travel uninterrupted over upstream and downstream
boundaries of the µ-window.

An example of a possible but inadequate boundary condition would be to equate meso- and micro- upstream
flows by generating microscopic vehicles at the upstream boundary at regular time intervals dictated by the
predicted mesoscopic flow. For example, if the density in the section immediately preceding the µ-window
were 18 veh/km, traveling at a predicted speed of 100 km/hr, the predicted flow into the µ-window over the
upcoming time interval would be 0.5 veh/sec. This could be generated by placing one vehicle at the upstream
boundary of the µ-window every 2 seconds. The type and maneuver (leader or follower) of each vehicle
would depend on the proportions of the preceding section. However, this solution may in some cases (e.g.
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if there is congestion inside the µ-window) lead to a violation of the safety requirement for the upstream
boundary condition. This is because vehicles are being placed in the µ-window under the assumption that
densities and speeds inside it are evenly distributed.

The boundary conditions implemented in the meso-micro simulator satisfy the requirements outlined above.
They are updated at the begining of each meso-time interval as follows:

• Microscopic densities (leaders, followers, and all types) in the section immediately upstream of the
µ-window are set to the values given by mesoscopic state. Set the target velocity for these vehicles
equal to the predicted mesoscopic velocity.

• The target speed of microscopic vehicles in the section immediately downstream of the µ-window is
set equal to the predicted average mesoscopic speed.

These boundary conditions do not directly dictate the values of the flows at the boundaries, but instead
specify densities and velocities in the sections upstream and downstream of the µ-window. This avoids the
possibility of violating the safety requirement. Two auxiliary sections are needed to realize these boundary
conditions. These are the upstream transition zone (UTZ) and the downstream transition zone (DTZ). They
are described in detail in Sections 5.2.2 and 5.3, and are represented schematically in Fig. 11. Fig. 11(a)
shows a µ-window bounded by upstream and downstream SmartCAP sections, while Fig. 11(b) shows the
topological elements that comprise the mesoscale and microscale regions of Fig. 11(a).

mesosimulation

(SmartCAP)

mesosimulation

(SmartCAP)

upstream
interface

downstream
interface

microsimulated window

(SmartAHS)

(b)

(a)

... ...

... ...

UTZ DTZ

mesosimulation

microsimulation

traffic flow

SCAP−u SCAP−d

Figure 11: (a) Conceptual drawing and (b) main topological elements of meso-micro simulator

5.2 Elements of the Upstream interface

Vehicles crossing the upstream boundary of the µ-window are influenced by traffic both inside and outside
of the µ-window. Their nominal speed is dictated by the upstream section, but may be diminished if traffic is
congested inside the µ-window. Furthermore, the backward propagation speed of congestion is determined
by the particular regulation layer control laws being used. The upstream transition zone (UTZ) is designed
to provide space for arranging vehicles with initial speeds and velocities that are within the safety bounds
of the regulation layer control laws. The total densities placed in the UTZ are given by the intermediate
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meso-state (Eq. 1, task T3). This is the state assuming that all maneuvers for the coming time interval
have been completed, but no vehicles have moved downstream. The particular arrangement of vehicles
in the UTZ (initial positions and platoon sizes) is calculated by the Platoon Placement Algorithm (PPA,
task T7), which is explained in Section 5.2.2. While in the UTZ, vehicles are not allowed to perform any
maneuvers, since these are assumed to be completed in the intermediate meso-state. If entry into the µ-
window is not impeded by congestion, the flow measured across the upstream boundary in both meso and
micro environments should be approximately equal, with differences due to rounding and randomness in the
initial vehicle distribution. These differences are cancelled by the meso-state correction task (T1). Vehicles
in the UTZ are of a simple type called the ghost platoon, which lacks many of the AHS vehicle components.
A description of this SHIFT type is given below.

5.2.1 Ghost Platoons

The primary reason for using a specialized vehicle type in the UTZ, instead of the fully-equipped SmartAHS
vehicle type, is computational efficiency. The total number of vehicles simulated is reduced by replacing
each platoon with a single rigid ghost platoon. Another reason is that there is no easy way in the SHIFT
language to delete the subset of vehicles remaining in the UTZ at the end of the meso-time interval (task
T6).

A single ghost-platoon component contains all the information needed to create a platoon of real vehicles
(i.e. number, type and order of vehicles in the platoon), but unlike a standard SmartAHS vehicle, a ghost
platoon lacks detailed regulation and coordination layers. It travels along the UTZ, controlled by the standard
regulation layer leader law, and materializes when it enters the µ-window. Because it is important to avoid
maneuvers taking place inside the UTZ, leaders are not allowed to request maneuvers until their entire
platoon has crossed the boundary.

The behavior of a typical ghost platoon is summarized in Figure 12.

Cruise as
leader Update #vehplatoons

Create real DIE

Figure 12: Schematic of ghost platoon evolution

A ghost platoon has the following state logic and rules:

1. A ghost platoon is created in the UTZ to represent one platoon, and is modeled with a simple vehicle
dynamics and a front sensor, a leader control law and basic information for that platoon, such as the
ordering and types of vehicles. The length of the ghost platoon is equal to the length of the platoon it
represents;

2. Once a ghost platoon enters the first SmartAHS section in the µ-window, it is converted into a real
platoon according to its stored platoon information;

3. Ghost platoons have enough communication structure to deny any requests for maneuvers. For ex-
ample, a real vehicle in the µ-window could request a changelane. The ghost platoon will ignore this
request;

4. Once the real platoon has been created, its corresponding ghost platoon destroys itself;

5. Once the SmartCAP simulation time interval has elapsed, all ghost platoons must be killed whether
they are located in the UTZ or in the µ-window. At the same time, the position and velocity of the real
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vehicles farthest downstream in the UTZ are recorded to be used in the next ghost platoon placement
cycle;

6. Ghost platoons are not capable of carrying out any coordination-level maneuvers.

5.2.2 Platoon Placement Algorithm (T7)

This algorithm translates the upstream meso-simulated densities into a list of discrete SmartAHS vehicles,
in a way that preserves the number of leaders and followers and the average platoon sizes. It also produces
initial positions for each platoon within the UTZ, and a randomized arrangement of vehicles within each
platoon.

The main steps of the algorithm are:

1. Check for available space using the intermediate number of leaders and followers in the upstream
section (n̄l(u,j,k), n̄f (u,j,k)) and the velocity (v(u,k)). These determine the integer numbers of leaders
and followers (na

l (u,j,k), na
f (u,j,k)) to be placed in the UTZ.

2. Platoon sizes: The average platoon size for the intermediate state is:

APS(u,k) =

∑
j (n̄f (u,j,k) + n̄l(u,j,k))∑

j n̄l(u,j,k)

A total of P =
∑

j n
a
l (u,j,k) + na

f (u,j,k) vehicles must be arranged in
∑

j n
a
l (u,j,k) platoons, with an

average size approximating APS(u,k). Defining ¯APS(u,k) = trunc(APS(u,k)), the following rule is used
to choose a platoon size PSn for the nth platoon in the set:

PSn =




¯APS(u,k) P −∑n−1
j=1 PSj ≥ ¯APS(u,k)

P −∑n−1
j=1 PSj 0 ≤ P −∑n−1

j=1 PSj < ¯APS(u,k)

0 P −∑n−1
j=1 PSj = 0

3. Vehicle arrangement in platoons: Once a size has been determined for each platoon, vehicle types are
selected to create the platoons. The first vehicle in the platoon is randomly chosen from the leader
types, and the rest from the pool of followers.

4. Ghost platoon spacing: once platoon size and vehicle arrangements have been determined, initial
positions for each platoon within the UTZ are calculated. The position of the trailing real vehicle
inside the UTZ determines the amount of space available for placing ghost platoons. The space
required by ghost platoons is the sum of the physical length of vehicles and the headways required
by leaders and followers to ensure safety. This space is subtracted from the total available space to
calculate the free space. This amount is then distributed randomly among platoons.

5.3 Elements of the Downstream interface

At the downstream interface, vehicles are phased out of the microsimulation and transformed into an equiv-
alent mesoscopic flow. The transformation is carried out in a smooth, computationally efficient manner by
replacing microscale vehicles with ghost vehicles. Ghost vehicles are used in order to:
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1. increase simulation speed, by reducing the number of SmartAHS components in simulation, as soon
as vehicles exit the µ-window;

2. provide continuity between micro and mesosimulated regions. The ghost vehicles track the average
velocity of the downstream mesosimulated flow. In addition, the positions and velocities of ghost
vehicles are detected by the radar of vehicles in the µ-window. Since the ghost vehicles travel at
the same speed as the downstream SmartCAP flow, and the vehicles in the µ-window maintain safe
spacing behind the ghost vehicles, downstream flow conditions (e.g. traffic jams) can be propagated
backward into the µ-window.

The process of removing microsimulated vehicles from the simulation environment is illustrated by the
example of Fig. 13. In the top drawing, vehicle v1 has exited the µ-window and has just crossed into the
DTZ. The stages that follow are:

t = t 1

v1, v2 exit
and release
gv’s

v1v2

micro−window

...

v1v2

t = t 2

t = t 3

gv2 gv1 exits

merging

DTZ

gv1

at end of DTZ
gv2 exits

direction of flow

gv2

Figure 13: Example: downstream interface

1. v1 travels downstream through the DTZ until all its platoon members and/or upstream maneuver
partners are inside the DTZ. An upstream maneuver partner of v1 is any vehicle upstream of v1 that
is currently engaged in a pairwise maneuver with v1. In Fig. 13, v2 is merging with v1, thus v2 is
the upstream maneuver partner of v1. If v1 were to disappear, with v2 still inside the µ-window, this
would cause referencing errors for v2. Thus, the maneuver pair is kept intact until it crosses into the
DTZ, where both partners can be removed safely and simultaneously from the microsimulation.

2. When both v1 and v2 are inside the DTZ, they spawn ghost vehicles (gv1 and gv2) before deleting
themselves from the simulation environment. gv2 remains, but gv1 disappears since only one ghost
vehicle per lane (in this case gv2) is needed to preserve the car-following behavior of vehicles in the
µ-window. These events take place within time step t2.

3. gv2 travels along the DTZ until (a) it reaches the downstream end, as in Fig. 13, or (b) another ghost
appears upstream in the DTZ. In either case, gv2 is removed from the simulation.

Flow characteristics are preserved across the downstream micro-meso boundary. The average velocity and
flow rate of vehicles exiting the µ-window are used as inlet parameters for the downstream mesosimulated
region.
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5.4 Consistency enforcing adjustments (T1)

As mentioned in Section 5.1, one of the requirements on the µ-window is that the variable representing the
flow across either of its boundaries have the same value in both the meso- and micro- environments. These
flows are depicted in Figure 14 with the following notation:

qCAP(u,j,k−1) ... # of vehicles in SmartCAP that crossed upstream boundary during time interval k − 1
qAHS(u,j,k−1) ... # of vehicles in SmartAHS that crossed upstream boundary during time interval k − 1
qCAP(d,j,k−1) ... # of vehicles in SmartCAP that crossed downstream boundary during time interval k − 1
qAHS(d,j,k−1) ... # of vehicles in SmartAHS that crossed downstream boundary during time interval k − 1

However, as the task scheduler reaches the end of state T0, it is not necessarily the case that qCAP(u,j,k−1) =
qAHS(u,j,k−1). There are two sources of discrepancy:

• The conversion of real densities to integer numbers of vehicles in the PPA.

• The SmartCAP assumption that density is distributed uniformly within each section.

UTZ DTZ
µ −window

qCAP(u) qCAP(d)

qAHS(u) qAHS(d)

SmartCAP

SmartAHS

Figure 14: Traffic flow across µ-window boundaries

The second source might become significant if, for example, a vehicle stops inside the µ-window, causing a
temporary queue to form near the upstream boundary. If the µ-window is relatively empty, the SmartCAP
speed prediction for the previous section is high. This translates (through the PPA) into large initial speeds
in the UTZ, and a large predicted flow between the UTZ and the µ-window by SmartCAP. However, the flow
measured by SmartAHS after the time interval has concluded is small, due to the blockage. This discrepancy
also affects the densities in the section upstream of the window, and in this case results in an underestimation
of the true speed of growth of the queue.

The consistency enforcing adjustments to the meso-state described in this section are based on the assump-
tion that the flows measured in SmartAHS are more precise than the prediction made by SmartCAP. This
is the case in the example described previously, where the assumption of uniformly distributed densities in
SmartCAP caused an overestimation of the upstream boundary flow. The SmartAHS version of the boundary
flows is preferred over the SmartCAP prediction because the representation of traffic within the µ-window
is more precise in SmartAHS than in SmartCAP.

Replacing the SmartCAP flow prediction with its SmartAHS counterpart implies additional adjustments to
the densities and velocities in the sections upstream and downstream of the µ-window. These are given in
Eq.(8) through (11). The← symbol is used to denote that the variable on the left-hand-side takes the vale
given by the right-hand-side. Also, the variables defined at the beginning of this section are further divided
into leaders and followers by adding subscript l’s and f ’s:.
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Upstream density adjustments :

nCAP(u,j,k) ← nCAP(u,j,k) + qCAP(u,j,k−1) − qAHS(u,j,k−1) (8)

nCAPl (u,j,k) ← nCAPl (u,j,k) + qCAPl (u,j,k−1) − qAHSl (u,j,k−1)

nCAPf (u,j,k) ← nCAPf (u,j,k) + qCAPf (u,j,k−1) − qAHSf (u,j,k−1)

Upstream speed adjustments :

vc
(u,k−1) ←

∑
j q

AHS(u,j,k−1)∑
j n̄(u,j,k)

(
L(u)

∆t

)
(9)

Downstream density adjustment :

nCAP(d,j,k) ← nCAP(d,j,k) − qCAP(d,j,k−1) + qAHS(d,j,k−1) (10)

nCAPl (d,j,k) ← nCAPl (d,j,k) − qCAPl (d,j,k−1) + qAHSl (d,j,k−1)

nCAPf (d,j,k) ← nCAPf (d,j,k) − qCAPf (d,j,k−1) + qAHSf (d,j,k−1)

Boundary flow adjustments :

qCAP(u,j,k−1) ← qAHS(u,j,k−1) (11)

qCAPl (u,j,k−1) ← qAHSl (u,j,k−1)

qCAPf (u,j,k−1) ← qAHSf (u,j,k−1)

qCAP(d,j,k−1) ← qAHS(d,j,k−1)

qCAPl (d,j,k−1) ← qAHSl (d,j,k−1)

qCAPf (d,j,k−1) ← qAHSf (d,j,k−1)

The adjustments to the boundary flows should take place after the other three in order for the values of
the SmartCAP flows to correspond to those used at the previous time step. To implement these equa-
tions, the µ-window scheduler component keeps track of the numbers of leaders and followers that enter
and exit its boundaries. This information is passed via foreign functions to a C-based code that imple-
ments the meso-state adjustments in SmartCAP. The three C functions involved are AHStoSC upflow(),
AHStoSC corrupvel(), and AHStoSC dnflow(). They can be found in sc.c in the SmartCAP
library.

6 User interfaces

This section provides a guide to the use of the meso-micro simulator. It begins with a general description
of the procedure for setting up a simulation experiment. The steps involved include creating input files
for both SmartCAP and SmartAHS describing the network geometry, traffic demands, and TMC activity
and velocity plans. In order to avoid the tedious task of having to generate two copies of the same input
specification, using two different input file formats (SmartCAP and SmartAHS), we’ve created a batch
compiler to automate several of these steps. The configurable variables of the batch compiler are described in
Section 6.1.1. Section 6.2 describes the use of a family of MATLAB-based functions for creating graphical
output of the simulation.
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6.1 Input

Setting up a simulation in the meso-micro environment involves several steps:

1. Create the user input file for SmartCAP: This file contains the details of the highway geometry and
traffic demands. The format is the same as the one used by SmartPATH [27].

2. Specify activity, velocity and entry plans for SmartCAP: These are coded in C (ActivityPlan(),
VelocityPlan() and EntryPlan(), for example in tmc1.c and vep1.c) using a library of
functions that give the user access to several of SmartCAP’s state variables.

3. Compile SmartCAP to a library file in the SmartAHS C-library (smart-cap.a).

4. Create the geometric specification of the µ-window for SmartAHS. The details of the SmartAHS
format can be found in [11]. It is important that the sections of the µ-window be given the same labels
as their counterparts in SmartCAP. Also, transition zones must be defined in highway top.hs, and
given labels that identify them as such.

5. Compile SmartAHS: This includes compiling the C-libraries and the SHIFT code.

The last three of these have been coded into a batch compiler written for the Bourne and C shells. This script
is referred to as mminterface (Meso-Micro Interface), and exists in the executable file mmface. The user
needs only to design the highway structure according to the SmartCAP format and to configure mminterface
to read it. mminterface will then create the appropriate SmartAHS input files and compile the program.
The batch compiler uses a format translating program called hwyc, written by Luigi Semezato and Misha
Kourjanski at PATH. Following is a short tutorial on the use of mminterface.

6.1.1 Configuring mminterface

First it is necessary to set the environment variable SmartAHSRootPath to the directory of your meso-
micro simulator. All files and directories involved should be under this directory. It is suggested to include a
line in your source file for setting the environment variable. For example, in the .cshrc file (for C-shell):

> setenv SmartAHSRootPath ˜/SmartAHS

Directory structure

mminterface takes a single file as input. Within this file, among other things, is defined the directory
structure of the meso-micro simulator. An example of a typical structure is given below. It is not essential
to follow this structure, and any changes should be reflected in mminterface.

˜/SmartAHS
[root of the simulator]
/mminterface
[the batch compiler]
/src
[location of some source files]
/mesomicro01
[working directory of a simulation]
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/bin
[location of Shift compiler script]
/c-src_mime
[location of C source files]
/include
[location of include files]
/lib_mime
[location of library files]

Input Files

Variables associated with meso-micro input files are:

• MesoMicroDir . . . Defines the meso-micro working directory. This directory is where
the executable simulation program will be placed (smart-ahs.sim).

• SCinput Input . . . Name of the user-defined SmartCAP input file containing the
geometric and demand characteristics of the test site.

• CompileLibFlag . . . This flag controls whether to compile the SmartAHS and SmartCAP
C-libraries or not (1/0). If set to 0, the compiler will only compile the
SHIFT-based code.

• tmc c File . . . Name of the C-based SmartCAP file containing the TMC plans.
• vep c File . . . Name of the C-based SmartCAP file containing the velocity plans.
• act c File . . . Name of the C-based SmartCAP file containing the space requirements

for each automated maneuver.

SmartCAP Input File Format SCinput Input

This file contains the design of the highway structure for simulation, which is written according to the
SmartCAP format [2]. A tag has been added to the format outlined in the SmartCAP manual to define the
boundaries of the µ-window. This tag is used by the mminterface script to create the SmartAHS input files.
It should be added to the lines describing the geometry of the µ-window in the HIGHWAY section of the
input file. The tag can take one of three values: MM, MMUP or MMDN, depending on whether the section is
part of the µ-window, immediately upstream or immediately downstream of it. The latter two are used by
mminterface to define the two transition zones (TZUP and TZDN) for the µ-window. A portion of a typical
input file is provided below:

//
HIGHWAY hw_2
LANE 1 AUTOMATED NONE_BARRIER MMUP
LANE 2 AUTOMATED NONE_BARRIER MMUP
GEOMETRY LINE 300
//
HIGHWAY hw_3
LANE 1 AUTOMATED NONE_BARRIER MM
LANE 2 AUTOMATED NONE_BARRIER MM
GEOMETRY LINE 300
//
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HIGHWAY hw_4
LANE 1 AUTOMATED NONE_BARRIER MMDN
LANE 2 AUTOMATED NONE_BARRIER MMDN
GEOMETRY LINE 300
//

This defines the section of highway labeled hw 3 as the µ-window, and hw 2 and hw 4 as influencing
the upstream and downstream transition zones. The current version of the meso-micro software allows for
several SmartCAP sections to be included in the µ-window, but requires that they all be connected.

Command line execution of mminterface

The command line for compiling a simulation is:

> mmface mesomicro_configuration_file

where mmface is the batch compiler program and mesomicro configuration file is the input
configuration file. For example:

> mmface mm01.config

If everything goes correctly, an executable simulation program (smart-ahs.sim) will be placed in the
working directory specified in the configuration file. This executable can then be run in either a graphical
mode (using TkShift), or in the command line mode.

6.2 Output

The standalone versions of SmartCAP and SmartAHS provide few options for output. SmartCAP produces
5 trace files containing records of all its state variables. It also provides scripts for reading and plotting these
output files in MATLAB. When this project began, the only user interfaces available for SmartAHS were
the command line and graphical debuggers (TkShift). There existed no facility for recording and re-playing
simulations, or for exporting simulated data to output files for later analysis. Furthermore, neither of these
two options (SmartCAP’s MATLAB scripts and SmartAHS’s TkShift) are capable of representing the two
scales of data co-existing in the meso-micro simulator. An alternative user interface, called mmplot, was
created for this purpose. mmplot consists of a group of MATLAB-based functions that operate on text
files exported by the meso-micro simulator. In contrast to TkShift, it allows the user to review the results of
a simulation run after it has terminated. Also, it gives the user access to the data processing and graphics
capabilities of MATLAB. Following is a description of its use.

Meso-micro output files

Several output files are needed to run mmplot. These are:

• ∗ d.m and ∗ sv.m : These contain the mesoscopic density and velocity state variables. The ∗ d.m file
was modified by this project to include additional platooning variables. The variables contained in
these two files are:

I represents the number of sections in the network, J the number of vehicle types (or OD pairs),
and K is the number of simulated time intervals. To obtain these files, the following lines must be
included in the meso-micro input file (SCinput Input):
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Figure 15: MMPLOT
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Name Dimension In file

time 1×K ∗ d.m
n I × J ×K ∗ d.m

leadn I × J ×K ∗ d.m
follown I × J ×K ∗ d.m

v I ×K ∗ sv.m
vcom I ×K ∗ sv.m

DENSOUT 1
SPACEOUT 1

• vehicle∗.m : These are trace files for individually simulated vehicles. They record the position
of each vehicle for every micro time interval. These files are currently the only output files available
in SmartAHS. They are created by the new VehicleDataIO type, located in data io.hs. Each
vehicle∗.m file (∗ represents a unique integer ID number for each vehicle) is updated at every time
step by adding a line containing the current position of the vehicle to the end of the file. These files
are placed in the OUTPUT subdirectory of the meso-micro source directory (MesoMicroDir).

• hinfo.m : Network topology file generated by the meso-micro simulation.

• Input file in the SmartCAP format. This is the file that is processed by mminterface.

• ∗.inp : µ-window input file in the SmartCAP format. This file is generated by mminterface and is
later translated into highway top.hs.

Once the simulation has concluded, all of these files should be copied to a common data input directory for
mmplot.

Running mmplot

The following directory structure should be created to run mmplot:

basedir\mesomicroplot\
basedir\datadir\

basedir is the root directory for mmplot (e.g. d:\MMplot). The mesomicroplot directory contains
the source files for mmplot. The main file is mmplot.m, and all others are secondary. The datadir
directory is the one mentioned above, where relevant output files from the meso-micro simulator should be
placed. The name datadir is arbitrary and can be changed in mmplot.m, for example to switch between
different data sets placed in different directories. In addition to basedir and datadir, a few other user
defined variables should be set in mmplot.m:

ahstopol . . . Name of the ∗.inp file
captopol . . . SmartCAP format input file
numveh . . . Number of vehicles to be plotted (should not exceed the

number of vehicle∗.m files.
numcartypes . . . Number of vehicle types (= J)
microdt . . . Microscopic time interval
mesodt . . . Mesoscopic time interval
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Running mmplot in the MATLAB command prompt produces a figure similar to the one shown in Fig-
ure 15. The top half of the window shows mesoscopic data. The network topology is rendered in a 3D
projection with µ-window sections appearing in yellow. Mesoscopic data is plotted along the network as
surfaces whose height above the highway ’pavement’ varies proportionally to the value of the variable.
A pull-down menu allows the user to switch between several mesoscopic variables (e.g. density, veloc-
ity, space). The bottom half of the window is devoted to the µ-window. Here, microscopically simulated
vehicles appear as colored boxes that move along the highway.

The functions provided by the graphical user interface are explained in the figure. These include time control
functions such as play, stop and step, and graphical functions like pan and zoom.

7 An example

A simple test scenario is presented here to illustrate the use of the input and output user interfaces described
in Section 6. The test network is shown in Figure 16. It is a straight one-lane highway with a bifurcation.
The upstream boundary is supplied with a flow of 1800 vph, divided equally among two vehicle types; f1
takes the left branch and f2 the right. At the bifurcation, vehicles of type f2 must perform a lane change
maneuver. A µ-window was placed at the bifurcation to focus on these lane change maneuvers.
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Figure 16: Test network

Three input files are needed to set up the meso-micro simulation:

1) The SmartCAP input file (SCexample) containing the details of the highway geometry and traffic de-
mands. A µ-window spanning sections hw 16 to hw 20 is created as follows:

//
HIGHWAY hw_16
LANE 1 AUTOMATED NONE_BARRIER MMUP
GEOMETRY LINE 500
//
HIGHWAY hw_17
LANE 1 AUTOMATED NONE_BARRIER MM
LANE 2 AUTOMATED NONE_BARRIER MM
GEOMETRY LINE 500
//
HIGHWAY hw_18
LANE 1 AUTOMATED NONE_BARRIER MM
LANE 2 AUTOMATED NONE_BARRIER MM
GEOMETRY LINE 500
//
HIGHWAY hw_19
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LANE 1 AUTOMATED NONE_BARRIER MMDN
GEOMETRY LINE 500
//
HIGHWAY hw_20
LANE 1 AUTOMATED NONE_BARRIER MMDN
GEOMETRY LINE 500
//

The two flow types (f1 and f2) are also defined in the SmartCAP input file. The following lines determine
their origin, destination and demand flows (4 sec/veh = 900 veh/hr):

SECTION FLOW
// FlowTypeName CarType DestHwName DestLane
FLOW f1 passenger hw_35 1
FLOW f2 passenger hw_50 1
//
SECTION INFLOW
// EntryHwName EntryLane
INFLOW hw_1 1
// flowType startTime endTime interval(sec/veh) weight activity
FLOW f1 0 3600 4.00 1.0 automated
FLOW f2 0 3600 4.00 1.0 automated
//

2) The TMC velocity plan is coded in VEPexample.c by modifying VelocityPlan(). In this exam-
ple, the link layer velocity command is maximum speed (GetVmax) throughout the highway:

void VelocityPlan()
{
char secName[28];
int secId, lane;
for ( secId=1; secId<=50; secId++ )
{

sprintf(secName,"hw_%d",secId);
lane = 1;
SetVdesired(secName,lane, GetVmax());

if( secId==17 | secId==18 )
{

lane = 2;
SetVdesired(secName,lane, GetVmax());

}
}

}

3) The activity plan in this example uses only cruise and lane change right maneuvers. Vehicles of type
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f2 were assigned a 100% likelihood of changing lanes in sections hw 17 and hw 18. This was done by
modifying ActivityPlan() in TMCexample.c:

void ActivityPlan()
{

int secId, lane;
char secName[20];

% -- Activity plan for type "f1" (all cruise) -----
for ( secId=1; secId<=50; secId++ )
{

sprintf(secName,"hw_%d",secId);
lane = 1;
SetPi(secName, lane, "f1", "join" , 0.0);
SetPi(secName, lane, "f1", "split" , 0.0);
SetPi(secName, lane, "f1", "lcleft" , 0.0);
SetPi(secName, lane, "f1", "lcright", 0.0);
SetPi(secName, lane, "f1", "cruise" , 1.0);
if ( secId ==17 | secId==18 )
{
lane = 2;
SetPi(secName, lane, "f1", "join" , 0.0);
SetPi(secName, lane, "f1", "split" , 0.0);
SetPi(secName, lane, "f1", "lcleft" , 0.0);
SetPi(secName, lane, "f1", "lcright", 0.0);
SetPi(secName, lane, "f1", "cruise" , 1.0);

}
}

% Activity plan for type "f2" ------------------
for ( secId=1; secId<=50; secId++ )
{

sprintf(secName,"hw_%d",secId);
if ( secId ==17 | secId==18 )
{
lane = 1;
SetPi(secName, lane, "f2", "join" , 0.0);
SetPi(secName, lane, "f2", "split" , 0.0);
SetPi(secName, lane, "f2", "lcleft" , 0.0);
SetPi(secName, lane, "f2", "lcright", 1.0);
SetPi(secName, lane, "f2", "cruise" , 0.0);
lane = 2
SetPi(secName, lane, "f2", "join" , 0.0);
SetPi(secName, lane, "f2", "split" , 0.0);
SetPi(secName, lane, "f2", "lcleft" , 0.0);
SetPi(secName, lane, "f2", "lcright", 0.0);
SetPi(secName, lane, "f2", "cruise" , 1.0);

}
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else
{
lane = 2;
SetPi(secName, lane, "f2", "join" , 0.0);
SetPi(secName, lane, "f2", "split" , 0.0);
SetPi(secName, lane, "f2", "lcleft" , 0.0);
SetPi(secName, lane, "f2", "lcright", 0.0);
SetPi(secName, lane, "f2", "cruise" , 1.0);

}
}

}

This completes the definition of input. The next step is to compile the program using mmface. The config-
uration file for mmface (mmexample) should contain the appropriate directories and filenames:

#
MESOMICROINTERFACE tmc_c_File
/mminterface/src/TMCexample.c
#
MESOMICROINTERFACE vep_c_File
/mminterface/src/VEPexample.c
.
.
.
MESOMICROINTERFACE SCinput_Input
/mminterface/SCexample
#

The meso-micro simulator is compiled by typing:

> mmface mmexample

The actual simulation can be executed with either the command line debugger or with TkShift. The simu-
lation output consisted of 48 vehicle files (e.g. vehicle12.m), 2 SmartCAP output files (SCexample d.m
and SCexample sv.m), and hinfo.m. These were placed, along with SCexample.inp, generated
by mmface, in a data directory called \mmplot\ExampleData\. This information was provided to
mmplot.m:

basedir = ’c:\mmplot\’;
datadir = [basedir ’ExampleData’];
ahstopol = [datadir ’\SCexample.inp’];
captopol = [datadir ’\SCexample’];
numveh=48;

Figure 17 shows the graphic output of mmplot. The mesoscopic state is illustrated in the top half of the
figure, which clearly shows a wave of uncongested traffic flow moving through the µ-window. The bottom
half of the figure shows a microscopic view of the µ-window, which can be used to observe lane changes in
more detail.
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Figure 17: Graphical user interface
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I. Executive Summary 

The objective of PATH T.O. 4208 is to develop software that simulates microscopic and mesoscopic traffic 

behaviors. This appendix focuses on the implementation of Daganzo’s Cell Transmission Model (CTM) in a 

simulation test bed of Interstate 210 in southern California, and the associated calibration efforts to replicate field 

data (derived from the Performance Measurement System, PeMS). To accomplish these tasks, we implemented the 

CTM by modifying existing SmartCAP software and extracted common characteristics from PeMS data to help us 

quantify and evaluate the simulation results. The CTM simulation software developed under this effort is referred to 

as Manual SmartCAP (MSCAP).  

The C-based MSCAP simulated 3600 time steps of a 76-cell highway in approximately 40 minutes on PATH’s 

moskvitch.path.berkeley.edu server, which is a 4-processor Sun Sparc Ultra II computer. We designed five 

performance measures that were used to evaluate the CTM predictions relative to the bottlenecks’ observed 

characteristics: onset time, flow capacity, congestion duration, location, and extent of congestion propagation. 

These performance measures were incorporated into four sets of experiments to assess the accuracy of MSCAP. 

The following parameters yielded the best results:  1705, 2110, and 1940 veh/hr/lane as the capacities of I-210’s 

three bottlenecks (BN1, BN2, and BN3), 129 veh/mi/lane for I-210’s jam density, 63 mph for I-210’s free flow 

velocity, and no hysteresis. 

In the first experiment, we gained intuition about the model by implementing a set of previously determined hand-

tuned parameters. These simulations created undesirable queues at the mainline inlet, which were eliminated by 

implementing the “free flow condition”. The “free flow condition” permitted large traffic flow throughout entire 

highway except at bottlenecks. 

In the second experiment, we studied the effects on onset times and congestion durations due to varying capacities. 

The simulated onset times were similar to the measured ones and were insensitive to changes in capacities. We 

discovered empirical relationships between BN1’s simulated duration and BN1 and BN2’s capacities; however, 

simulated durations were often significantly shorter than the measured durations. The pronounced effects on the 

BN2’s duration were not sufficiently predictable to serve as precise calibration guidelines. 

In the third experiment, we reduced the highway model’s jam densities to extend the congestion propagation. For 

Njam = 129 veh/mi/lane and the calibrated Qmax from the second experiment, congestion propagated approximately 

one mile short of our goal, the mainline inlet. Changes to Njam had negligible effects on other bottleneck 

characteristics for the experimental range. 

In the fourth experiment, we modeled flow-density hysteresis during congestion recovery for approximately two 

miles upstream of BN1 to lengthen congestion duration. Varying the start time of hysteresis throughout the observed 

range of hysteresis onset times negligibly affected traffic behavior. Varying the reduced congestion propagation 

speed revealed two distinct sets of results separated by a critical congestion wave speed that was 91% of the original 

wave speed: inability to recover from the initial congestion during the time period of interest and a mild congestion 

at the end of simulation. 
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Following this first calibration attempt, logical next steps may include improving the flexibility of modeling 

hysteresis, developing error characterization indices, calibrating using spatially varying parameters, implementing 

the Cell Transmission Ramp Metering Regulator, and developing algorithms to integrate SCAP and MSCAP.    
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II. Introduction 

The accomplishments described in this appendix were funded by both PATH T.O. 4136 and 4208. The objective of 

PATH T.O. 4208 is to develop software that simulate microscopic and mesoscopic traffic behaviors. The primary 

objective of PATH T.O. 4136 is to develop and implement ramp metering control algorithms to improve traffic 

flow on a subsection of I-210W, approximately a 14-mile stretch of highway that includes 21 on-ramps and 18 off-

ramps (see Fig. 1).  

 

 

 

 

Figure 1: Map of I-210 (I-210W runs right to left) 

This appendix focuses on the implementation of CTM [2] in a simulation test bed and the associated calibration 

efforts to replicate field data. To accomplish these tasks, we implemented the CTM by modifying existing 

SmartCAP software and extracted common characteristics from field data to help us quantify and better evaluate the 

simulation results. The CTM implementation is referred to as Manual SmartCAP (MSCAP). 

A. Traffic Data 

We used the Performance Measurement System (PeMS) as the source of data. Loop detectors collect 

occupancy and volume data every 30s. We are interested in the time period during which morning congestion 

occurs, 5:00 – 10:00 AM. The raw data were converted to density (ρ) in veh/mile and flow (q) in veh/hr. 

Typically, loop detectors are located upstream of an on-ramp and downstream of an off-ramp in addition to the 

on-ramps and off-ramps themselves (see Fig. 2). For this project, we assume free flows at the off-ramps, or that 

off-ramps discharge freely and cannot cause mainline congestions. 
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Figure 2: Typical I-210 loop detector locations 

B. Cell Transmission Model (CTM) 

We chose the CTM due to its theoretical simplicity and its ability to reproduce common traffic phenomena, 

such as backward propagation of congestion. An overview of CTM is as follows.  

Consider a single-lane stretch of highway with no merges or diverges (Fig. 3).  The stretch is divided into a 

number of segments (cells). A cell is the smallest geometrical unit, since the idea of lanes does not exist in a 

CTM highway. 

Using the notation of Sec. II.A, define the density of vehicles, in each cell as ∑=
j

kjiki ),,(),( ρρ  for cell 

i, vehicle type j, and time k. 

 

 

Figure 3: A typical non-merge, non-diverge highway segment 

For cells of uniform length tviL f∆=)( , where vf is the free-flow speed and ∆t is the time step, the CTM 

specifies that ρ(i,k) evolves according to 

),(),1(),()1,( kiqkiqkiki −−+=+ ρρ ,   (1) 

where q(i,k) is the number of vehicles that flows from cell i to i+1 during the interval (k, k+1). 

The flow from cell i into cell i+1 is the minimum of three quantities: 

( ){ }),1(),1(),,(),,(min),( max kikiwkiQkivkiq jamf +−+= ρρρ , (2) 

where Qmax is the maximum flow that can exit cell i, w is the backward congestion propagation speed, and 

ρjam(i+1,k) is the maximum vehicle density that can exist in cell i+1 at time k. This relationship is known as the 

Fundamental Diagram (see Fig. 4), which comprises two traffic regimes: free flow and congestion. In the free 

flow regime, flow is proportional to density, while flow is inversely proportional to density in the congestion 

regime.  

   

 

q(i-1,k) ρ(i,k) q(i,k)
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Figure 4: Fundmental Diagram that summarizes typical flow-density relationship 

Conservation of vehicles (Eq. 1) and the constitutive relationship (Eq. 2) are not sufficient for updating 

densities at on-ramps; thus, we introduce the Daganzo’s merge laws [3]. Consider the 3-cell merge geometry of 

Fig. 5. Vehicles flow from cells B and C into cell E.  

 

 

 

 

Figure 5: Typical 3-cell merge geometry  

For every time interval k, we can determine the sending flow, { })(,min)( max, kvQkS fBB ρ= , which is the 

maximum flow that a given cell, B, can supply under free-flow conditions, as well as the receiving flow, 

( ){ }),()(,min)( max, kikwQkR EjamEE ρρ −= , which is the maximum flow that the cell, E, can accept 

under congested conditions. 

In the Free-flow Case, the downstream cell can absorb all sending flows, that is )()()( kRkSkS ECB ≤+ . 

The maximum number of vehicles advances into the downstream cell, and the solution is given by, 

)()( kSkq BB = ,     (3) 

density 

flow 
vf w

ρjam ρc 0 

Qmax 

B 

C
E 

qC(k)

qB(k)
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)()( kSkq CC =      (4) 

In the Congested Case, the downstream cell does not have room for the combined upstream sending flows, i.e., 

)()()( kRkSkS ECB >+ . The solution is given by, 

{ })(),()(),()( kpRkSkRkSmidkq ECEBB −= ,   (5) 

{ })()1(),()(),()( kRpkSkRkSmidkq EBECC −−= ,  (6) 

where ]1,0[∈p  is the merge priority coefficient. When the supply of vehicles from neither B nor C is 

exhausted, p represents the fraction of RE that originates from B. 

Similar to the on-ramp case, Daganzo has developed diverge laws to describe traffic at off-ramps [3].  Fig. 6 

shows a 3-cell diverge geometry. 

 

 

 

 

Figure 6: Typical 3-cell diverge geometry 

For every time interval k, the total flow out of cell E, )()()( kqkqkq CBE += , can be determined as 

follows, 









−
=

)(1
)(,

)(
)(),(min)(

k
kR

k
kRkSkq CB

EE ββ
,   (7) 

where β(k) is the split proportion, a user-defined quantity that specifies the fraction of vehicles currently in cell 

E that will exit into cell B. β(k) determines the flows that enter cells B and C respectively as follows, 

)()()( kqkkq EB β=      (8) 

)())(1()( kqkkq EC β−=     (9) 

C. SmartCAP (SCAP) 

B

C

E

qC(k)

qB(k)
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SmartCAP is a discrete time / discrete space mesoscopic automated traffic model [1]. Conservation of vehicles 

and the interaction between the supply and demand of space govern traffic behavior. 

Vehicles are first classified by type, which is determined by a group’s common origin and destination. Each 

type of vehicle has an activity plan, which is determined by the Traffic Management Center (TMC). Activity 

plans include a set of probabilities that a type of vehicles will accomplish its maneuvers during a time interval. 

Space is defined as the amount of room that a type of vehicles needs to accomplish a maneuver. The possible 

maneuvers considered in this example are cruise, lane change right, and lane change left. Each maneuver 

requires a certain amount of space and time. 

Consider an automated highway model without platoons of vehicles, with uniform time interval ∆t and sections 

of uniform length L. The following notation is used: 

n(i,j,k)  Number of vehicles in section i, of type j, time interval k 

v(i,k)  Average traffic speed in section i during time interval k   

q(i,j,k)  Flow rate of vehicle of type j leaving section i, during time interval k 

Πm(i,j,k) Proportion of vehicles of type j completing maneuver m in section i, during time 
interval k. m can take values c, l, or r, representing cruise, lane change left or right 
respectively 

Πm,TMC(i,j,k) Maneuver proportions requested by the TMC 

Λm,s(j)  Average space required by vehicles performing maneuver m, in their current lane 

Λm,r(j)   Average space required by vehicles performing maneuver m, in the lane to their right 

Λm,l(j)   Average space required by vehicles performing maneuver m, in the lane to their left 

TS(i)  Total space of lane/section i 

r(i)  Lane to the right of lane i 

l(i)  Lane to the left of lane i 

u(i)  Lane immediately upstream of lane i  

Each section of the highway may contain multiple lanes. Each lane segment in a section is referred to as a 

patch. The patch is the smallest geometrical unit in a simulated highway. 

Fig. 7 shows the major components of SmartCAP. After the highway geometry is built according to an input 

file, the densities and velocities of each lane of the highway are initialized. Next is the time loop. The time loop 

routine is executed during each time interval to model traffic behavior. Finally, the simulation results are 

written to several files for later analysis. 
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Figure 7: Major components of SmartCAP 

The time loop includes three major components: the activity plan is read, velocities and densities for all 

sections are updated in the State Update routine, and space constraint is checked. The State Update loop can be 

divided into four major steps. 

 1. Πm(i,j,k) is first computed using the probabilities supplied by the activity plan. This is accomplished by the 

Activity Comp Const and Activity Space Const routines. The interaction between demand and supply of 

space dictates that the total space required by the activity plan must be less than the available space in each 

section, for each time interval. The maneuvers are rejected as long as demand exceeds supply. 

∑∑ <
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(10) 

If the above condition is satisfies, Πm(i,j,k)’s are set to Πm,TMC(i,j,k). Otherwise, the proportions are reduced. 

2. An intermediate state ),,( kjin  is calculated to reflect the completions of the maneuvers, namely 

vehicles that changed lanes into i, from r(i) and l(i). The Density Update1 routine handles these updates. 

),),((),),((),),((),),((),,(),,( kjilnkjilkjirnkjirkjinkjin rl Π+Π+=  (11) 

3. The average speed v(i,k) is calculated in the VSpaceME, VSpaceDOWN, and Velocity Update routines. 

The resulting cruising speed, if applied to the intermediate state, would fill the available space in the 

downstream section. 

{ }),(),,(),,(min),( kivkivkivkiv MEspaceTMC=     (12) 
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where vTMC(i,k), vspace(i,k), and vME(i,k) represent the desired velocity, the velocity that overflows the 

downstream section, and the velocity that overflows the current section respectively. 

 4. Vehicle conservation is applied in the Density Update2 routine: 

),),(()),((),,(),(1)1,,( kjiun
L

tkiuvkjin
L

tkivkjin 






 ∆+






 ∆−=+  (13) 

Starting from the output ramps and proceeding upstream to the input ramps, each section is updated 

similarly by the State Update loop. 

D. Manual SmartCAP (MSCAP) 

For the straight geometry (see Fig. 3), we notice similarities between CTM and SCAP’s governing principles. 

These similarities lead to the conversion of the CTM dynamics into the MSCAP form through several steps: 

1. Define a relationship between the average velocity in a cell, v(i,k), and the vehicle flow rate exiting a cell, 

q(i,k), namely, 
),(

),()(),(
kin

kiqiLkiv =  . 

2. Use this relationship to find velocity equivalents for the terms on the right hand side of equation (2) in 

section IIB; e.g. if max),( Qkiq = , then 
),(

)(),( max

kin
QiLkiv = . 

3. Replace the standard SmartCAP velocity update law with the velocity equivalent form of the equation (2) 

in section IIB.  

( )












+−
∆

= ),1()(
),(
)(,

),(
)(,min),( max kik

tkiv
iwLQ

kin
iLvkiv jam

f

f ρρ
ρ

 (14) 

The CTM merge and diverge laws described in section IIB were similarly implemented in MSCAP. Much 

attention was devoted to ensure that MSCAP maintained the SCAP architecture for several reasons: leveraging 

existing functions to shorten development time, allowing SCAP users to quickly become familiar with MSCAP, 

and minimizing integration time between MSCAP and SCAP. A comparison of the two packages’ respective 

time loops (see Fig. 8) primarily shows that MSCAP has fewer steps, which can be attributed to the 

abolishment of the intermediate state in MSCAP, due to the fact that cells do not have multiple lanes. 

 Note that the design and performance of MSCAP are additionally described in [4]. 
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Figure 8: Comparison of SCAP and MSCAP’s time loops 

III. Calibration to I-210 Data 

After developing MSCAP, we attempted to calibrate MSCAP to the traffic behavior on I-210, mainly derived from 

PeMS. This section introduces the fixed CTM parameters, introduces characteristics of the velocity contour plot, 

and discusses the motivations and results of the four sets of calibration experiments. 

A.  Fixed simulation parameters 

Table 1 displays the list of fixed simulation parameters. Free flow speed, vf, was determined from measured 

free-flow speeds on the I-210 test area. We chose the simulation time step by balancing the conflicting desires 

of short simulation time (larger cells) and acceptable resolution of the highway’s geometry (smaller cells). 

Multiplying free flow speed by time step yields the minimum cell length, which corresponds to the distance a 

free-flowing vehicle travels in one time step. Implementation of a cell length that is shorter than the minimum 

cell length would destroy the simulation’s numerical stability. We divided the highway into 76 cells. 

Guidelines that led to the current highway partition include the minimum cell length, locations of loop 

detectors, and MSCAP features (detailed in Appendix 3). The merge priority coefficient was approximated 

from measured flows using the following ratio, 
)()(

)(
)(

kqkq
kq

kp
ramponmainline

onramp

−+
= , for the mainline 

detector immediately upstream of the on-ramp. PeMS data showed significant noise about p=0.125, but the 

variations were often confined between 0.1 and 0.15. The split ratio for each divergent cell was determined 

SCAP MSCAP 
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similarly, 
)()(

)(
)(

kqkq
kq

k
rampoffmainline

rampoff

−

−

+
=β . Statistics show significant variations in split ratios; thus, we 

allow to them vary with respect to time. All simulations were carried out over the period of 5-10 AM. 

Free flow speed 63 mph 

Time step 5 s 

Minimum cell length 460 ft 

Number of cells 76 

Merge coefficent 0.125 (all on-ramps)
 

Table 1: Fixed simulation parameters 

Fig. 9 shows the mainline inlet demand into the I-210 test section. The demand curve was obtained from 

flows measured at the mainline detector farthest upstream in the test section. The demands for the first 

ten time steps of the simulation period average significantly higher than those for the second ten steps; 

therefore, we expect more severe congestions early in the simulation. According to the inlet demands, 

the congestion formed during the first half should slowly dissipate during the second half as demands 

decrease. We also assumed the highway to be entirely empty at the beginning of simulation, which may 

contribute to errors in the simulations. 

 

Figure 9: Fixed mainline inflow demands for I-210 

 

B.  Velocity contour plot 

Traffic engineers frequently consult velocity contour plots to gather intuitions of daily traffic behavior. 

Fig. 10 exemplifies a typical velocity contour plot. Since we mainly strive to capture congestion 

patterns, we emphasize quantification and evaluation of bottleneck characteristics rather than tracking 
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the flows in individual cells. We use the following characteristics to describe the behavior of a 

bottleneck: onset time, flow capacity, congestion duration, location, and extent of congestion 

propagation. 

 Onset time: start time of bottleneck 

 Flow capacity: largest flow allowed at the bottleneck (frequently observed at onset) 

 Congestion duration: time period that the bottleneck persists 

 Location: section in the highway where the bottleneck lies 

 Extent of congestion propagation: the affected segment in the highway 

Note that flow capacity and location are essentially inputs to MSCAP, that is, we adjust Qmax values 

directly at the observed bottleneck locations in order to match the observed bottleneck flow capacities. 

The other three characteristics are determined from MSCAP simulation outputs. 

 
Figure 10: Typical velocity contour plot 

 
Velocity contour plots show the behavior of traffic during our time interval of interest. We interpret the 

behavior at the upstream-most bottleneck as follows: congestion starts at the third time step and 

continues to slow traffic until the 19th time step. This bottleneck impacts all of its upstream sections, 

reaching the mainline inlet of the highway. The colors indicate that traffic starts in free flow (> 50 mph), 

slows down (30-50 mph) for half an hour, proceeds to essentially a stand still (< 30 mph) for almost four 

hours, and eventually recovers. The loop detectors sometimes gather obviously faulty results, which are 

discarded and shown in white. 

 

C.  Calibration methodology overview 

We conducted four sets of experiments to replicate the five observed characteristics. The motivation of 

our first experiment is to gain some intuition about the model before fine-tuning each parameter. For the 

first set of experiments, we observe traffic behavior using two sets of parameters: a hand-tuned set of 

spatially- uniform parameters (Qmax, ρjam) and a hand-tuned set of spatially-varying parameters. The 
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hand-tuning in this case was carried out for a different implementation of the CTM over a different time 

period, so these parameters are not necessarily expected to work well for MSCAP. The goal of the 

second set of experiments is to fine-tune flow capacities at each bottleneck and to observe the effects on 

onset times and congestion durations. For the third set of experiments, we calibrated jam density and 

observed its effects on the extents of congestion propagation. For the fourth set of experiments, we 

modeled the hysteresis phenomenon that was observed during congestion recovery to further increase 

congestion durations. 

1. Gaining intuition using hand tuned parameters 

Prior hand tuning efforts for a different CTM implementation resulted in two sets of parameters: 

spatially-uniform parameters and spatially-varying parameters. Qmax and ρjam are 2000 veh/hr/lane 

and 172 veh/mile/lane respectively for the spatially-uniform parameters. w is derived from vf, Qmax, 

ρjam ,and assuming a triangular fundamental diagram shape. Fig. 11 shows the simulation results 

obtained from applying these parameters to MSCAP. 

 
 

 

 

 

Figure 11: Velocity contour plot of Qmax = 2000 veh/hr/lane, ρjam = 172 veh/mile/lane 

An eye-balled comparison between Fig. 11 and typical PeMS velocity contour plots reveals that the 

simulation produced significantly less congestion, failed to generate all three major bottlenecks, and 

produced an undesirable congestion during the 18th time interval.  

The spatially-varying parameters were specified for most loop detector locations. Linear interpolation of 

two adjacent loop detectors was used to obtain the parameters for the cells that are located between loop 

detectors. Typically, these parameters vary 5% from the uniform parameters except the initial sections 

(Vernon, Irwindale Ave., and Mount Olive / I-605), which are 10% less than the uniform parameters. An 

application of the set of varying parameters produced Fig. 12. 

 

 

 

 

Figure 12: Velocity contour plot for spatially varying parameters 
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Fig. 12 displays almost no congestion and poorly simulates I-210. To more effectively compare the traffic 

behavior that resulted from using the spatially-uniform and the spatially-varying parameters, we replaced 

the variable parameters for the three initial upstream sections with the uniform parameters (see Fig. 13), 

which essentially increased those particular parameters by 10%. 

 

 

 

 

Figure 13:Velocity contour plot for a mixture of spatially varying and uniform parameters 

Fig. 13 more closely resembles Fig. 11; however, they both deviate greatly from typical PeMS velocity 

contour plots (see Fig. 10). Fig. 11 and Fig. 13 both show undesirable second onsets near the end of the 

simulation. Simulated flows are much less than PeMS flows throughout I-210; thus, we compare the 

mainline inlet demands to ensure that the tuned parameters permit the highway inlet to absorb the desired 

inflows (see Fig. 14). 

 

 

 

 

 

 

 

Figure 14: Comparison of mainline inlet flows 

Indeed, the simulated (see circle, x in Fig. 14) inflows are significantly less than PeMS (diamond) inflows 

during the first half of simulation when the demands are high. During the second half of the simulation, 

the simulation inflows significantly exceed the PeMS inflows. This phenomenon is a result of a queue 

formation at the mainline inlet; the queue discharges when inlet demands decrease later during the 

simulation.  
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An obvious solution to increase flows throughout the highway is to increase the cells’ allowable 

capacities; thus, we assign all Qmax = 2500 veh/hr/lane up to the first bottleneck location (Huntington) and 

Qmax = 2200 veh/hr/lane for the remainder of the highway, excluding bottleneck locations. This set of 

parameters is referred to as the “free flow condition” (see square in Fig. 14). Notice that the inlet demands 

for the “free flow condition” closely track that of PeMS. Implementation of the “free flow condition” 

allows us to achieve the high-level objective of replicating the bottlenecks’ characteristics; thus, we will 

impose the condition on all simulations in the remainder of this appendix. This condition also prevents 

queue formation at the mainline inlet and mini-bottleneck formations throughout the highway. In addition, 

implementation of the “free flow condition” means that we begin to solely pursue the fine-tuning of the 

spatially-uniform parameters. 

2. Effects of fine-tuning bottleneck capacities 

The major bottlenecks recur in at three locations: Huntington (33.049), Rosemead/Michillinda (29.999), 

and Lake (26.12). Fig. 15 shows the bottleneck locations on a map of I-210. 

 

Figure 15: Locations of bottlenecks 

PeMS (see Table 2) confirms the observation that the Huntington bottleneck (postmile 33.049) is the most 

severe because its average capacity is 21% and 15% respectively lower than BN2 and BN3’s capacities. I-

210’s geometry (see Fig. 15) shows that the long arc section causes the congestion, and PeMS on-ramp 

data shows that a large inflow from an on-ramp immediately downstream of Huntington worsens the 

congestion. 

Location 

(postmile) 

Average Capacity 

(veh/hr/lane) 

Range 

(veh/hr/lane) 

Std. Dev. 

(veh/hr/lane) 

33.049 1780 1630-1870 75 

29.999 2160 2060-2350 77 
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26.12 2050 1940-2140 48 

Table 2: PeMS congestion data 

We study the effects on onset times by holding two bottlenecks’ Qmax constant and varying the other Qmax 

within the observed PeMS’ range. The objectives for this set of experiments include matching PeMS’ the 

onset times (see Table 3) and discovering empirical relationships between onset times and capacities (see 

Fig. 16 & 17).  

Location 

(postmile) 

Average  

Onset Time 

Range Std. Dev

(min) 

33.049 5:45 5:30 – 6:00 10 

29.999 7:11 6:45 – 7:45 20 

26.12 7:01 6:15 – 7:30 21 

Table 3: PeMS onset time data for three bottlenecks 

The average onset time for BN1 is more than an hour earlier than the other two bottlenecks’, which 

coincides with our expectation because BN1 has the least capacity. Intuitively, the low capacity would be 

attained earlier than the other bottlenecks’ limits during the morning commute.  

The effects on BN2 and BN3’s onset times due to small variations in BN1’s capacity are negligible 

because BN2 and BN3 are located downstream of BN1; thus, the results are not shown. However, for 

large reductions in BN1’s capacity, we expect BN2 and BN3 to have later onset times because less traffic 

reaches those locations. 

Figure 16: Simulation onset times obtained by varying BN2 Qmax and holding BN1 = 1785 veh/hr/lane and 

BN3 = 2050 veh/hr/lane 

BN1: 1785 veh/hr/lane, BN3: 2050 veh/hr/lane
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Fig. 16 shows that onset times for BN1 and BN3 vary negligibly due to variations of BN2. We only 

obtained two data points for the experimental range because low capacities at BN2 forbids enough 

vehicles to travel downstream to congest BN3. Similar to the phenomenon observed by varying BN1, we 

expect BN2’s trivial effect on BN3 because BN3 is located downstream of BN2. Geometry suggests that 

BN2’s capacity would affect BN1’s behavior because the two bottlenecks are sufficiently close. However, 

BN2’s effects on BN1 are negligible because BN1’s onset time is much earlier than that of BN2. 

Obviously, we expect variations in BN2 to directly impact BN2’s onset time, and an increase in capacity 

results in a delay in onset time. 

For the experimental range of BN3 capacities, we only obtained two data points. Nevertheless, simulation 

for Qmax = 1940 veh/hr/lane at BN3 achieves a reasonable onset time. The other bottlenecks’ onset times 

experience minute change because BN3 is located too far downstream from the other bottlenecks. 

Figure 17: Simulation onset times obtained by varying BN3 capacity and holding BN1 = 1785 veh/hr/lane 

and BN2 = 2150 veh/hr/lane 

This set of experiments also yields empirical relationships between a change in congestion duration and a 

change in bottleneck capacities within the relevant range. We anticipate that a reduction in capacity results 

in an increase in congestion durations because fewer vehicles would traverse a bottleneck and more time 

would be needed to dissipate the same congestion. Once again, PeMS (see Table 4) indicates that BN1 is 

the most severe bottleneck because BN1’s duration averages 104% and 65% more than BN2 and BN3’s 

durations respectively. 

Location 

(postmile) 

Average Congestion 

Duration (min) 

Range 

(min) 

Std. Dev. 

(min) 

33.049 243 195-270 22 

BN1: 1785 veh/hr/lane, BN2: 2150 veh/hr/lane
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29.999 119 75-180 34 

26.12 147 105-240 38 

Table 4: PeMS congestion duration data for three bottlenecks 

Fig. 18 and Fig. 19 show distinct trends between changes in capacity and changes in duration, which 

allows us to systematically calibrate either BN1 or BN2’s capacity to obtain desirable durations for BN1. 

Figure 18: Trend between % change in BN1’s duration vs. % change in BN1’s Qmax 

Figure 19: Trend between % change in BN1’s duration vs. % change in BN2’s Qmax 

Fig. 18 shows that a 10% decrease in BN1’s capacity results in a 30% increase in BN1’s duration for the 

relevant range. Fig. 19 shows that a 10% decrease in BN2’s capacity results in a 10% increase in BN1’s 
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duration for relevant range. The apparent relationship between the variations in BN2’s capacity and BN1’s 

duration is especially surprising when we remember that BN1’s onset time remains constant due to 

changes in BN2’s capacity. This relationship likely results because the time period, during which 

congestion at BN2 recurs, coincides with the end of the congestion at BN1. A reduction in BN2’s capacity 

congests the traffic at this time and this congestion propagates upstream to prolong BN1’s duration. The 

pronounced effects on BN2’s duration are not sufficiently predictable to serve as a reliable calibration 

guideline. 

Although we obtain encouraging trends that may be used as calibration tools for the relevant capacities, 

the simulated durations are often significantly shorter than PeMS’. For BN1 data, we obtain the shortest 

observed duration, while most simulated BN1 results are significantly shorter than the shortest observed 

duration. Similarly, this experiment yields poor results for BN3, where the longest obtained duration was 

approximately 50% less than the shortest PeMS duration. BN2’s simulated duration results mostly fall 

between a negative standard deviation and the PeMS mean. We choose 1705 veh/hr/lane, 2110 

veh/hr/lane, and 1940 veh/hr/lane respectively for BN1, BN2, and BN3’s Qmax (sse Fig. 20), and the 

capacities stay fixed at these values during further experimentation. To improve the poor results, we later 

model the hysteresis phenomenon in congestion propagation speed in the fourth set of experiments.  

 

Figure 20: Qmax: BN1 = 1705 veh/hr/lane, BN2 = 2110 veh/hr/lane, BN3 = 1940 veh/hr/lane 

3. Effects of fine-tuning jam densities 

After the first two sets of experiments, we have simulated BN1’s extents of congestion propagation to be 

consistently more than two miles (postmile 37) shorter than the PeMS data (see Fig. 10), whose 

congestions often propagate to the inlet (postmile 39.159) of the highway. The other two congestions 

extend sufficiently upstream in simulations. We expect to effectively increase congestion propagation by 

reducing jam densities throughout the highway because allowing fewer vehicles to fit in a highway 

segment forces some of these vehicles to be placed farther upstream and slows traffic in a longer section of 

the highway. For this set of experiments, we hope to discover empirical relationships between jam density 

and distance of congestion propagation. 

We reduce jam densities up to 25%, and the relationship between jam density and congestion propagation 

is shown in Fig. 21. 
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Figure 21: Reducing jam density to increase congestion propagation (maximum extent given by postmile) 

BN1’s congestion propagates approximately one extra mile (2 postmile locations) for a 25% reduction in 

jam densities; however, congestion propagation still falls approximately one mile (2 postmile locations) 

short of the inlet. The velocity contour plot for ρjam = 129 veh/mi/lane is shown in Fig. 22. 

 

 

 

 

 

Figure 22: ρjam = 129 veh/mi/lane 

Although tuning congestion propagation using ρjam does not replicate PeMS data, a comparison of Fig. 22 

vs. Fig. 20 shows that ρjam negligibly affects the bottleneck’s other characteristics. The decoupling of Njam 

from the other characteristics may ease future calibration efforts.  

4. Effects of introducing hysteresis  

The objective of the set of experiments aims at lengthening congestion time duration by modeling the 

observed hysteresis phenomenon during congestion recovery. Hysteresis is shown in the modified 

Fundamental Diagram (see Fig. 23).  
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Figure 23: Hysteresis phenomenon observed during congestion recovery 

Similar to the original Fundamental Diagram (see Fig. 4), hysteresis can be best understood in terms of 

time. The Fundamental Diagram and the modified Fundamental Diagram exhibit similar behavior until 

some point during the congested period. After this point, PeMS data suggests that congestion recovers at a 

new congestion propagation speed (wnew) that is slower than the original speed (worig), as shown in Fig. 23.  

On some days, PeMS exhibits hysteresis at least at the Myrtle, Huntington, and Santa Anita segments; 

thus, we only model hysteresis for this two-mile stretch (located immediately upstream of BN1) of 

highway (see Fig. 15). We assume that the onset of hysteresis coincides with the time that corresponds to 

the longest upstream propagation. To evaluate hysteresis’ effects, we implement a step reduction of 5 – 

13.3% in congestion wave speed at 6:15 AM – 7:15 AM for this first modeling of hysteresis.  

First, we study traffic behavior by holding the percentage reduction constant at 5% while varying 

hysteresis’ onset time. The onset of hysteresis appears to have minimal effects; therefore, we model 

hysteresis to start at 6:15 AM (mode of PeMS start time) and vary the reduction percentage between 5 – 

13.3%. Two distinct sets of results emerge, which we separate by introducing a parameter, the critical 

congestion wave speed wcrit. For all wnew < wcrit, traffic does not recover from the initial congestion during 

the simulated time frame (see Fig. 24). In this regime, small congestions form at the downstream 

bottlenecks because the flow that passes through BN1 is small. 

 

 

 

 

Figure 24: Example of wnew < wcrit: Traffic does not recover from initial congestion 
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The second phenomenon occurs when wnew > wcrit (see Fig. 25), we notice a mild congestion at the end of 

simulation. However, traffic behavior is hardly distinguishable from the simulations where hysteresis was 

not modeled (see Fig. 22). For the calibrated set of parameters from experiments 1-3, we observe wcrit = 

0.91worig. 

 

 

 

 

Figure 25: Example of wnew > wcrit: Mild congestion starts at end of simulation, but otherwise negligible 

effects 

IV. Conclusion 

MSCAP was a successful implementation because I-210 simulations demonstrated the expected behavioral trends 

as predicted by the principles of the CTM. The C-based MSCAP simulated 3600 time steps of a 76-cell highway in 

approximately 40 minutes, and we observed that running multiple simultaneous simulations modestly extended 

runtime. Since the primary objective was to replicate general traffic behavior, we established bottleneck 

characteristics that facilitated quantifying simulation results. We designed four sets of experiments to replicate the 

bottlenecks’ observed characteristics, which provided a first effort in calibrating the entire I-210 test area.  

In the first experiment, we calibrated using some previously hand-tuned parameters, which resulted in a second 

congestion onset at the first bottleneck location. Examining the highway inlet flows revealed that queues formed 

and discharged due to insufficient flows at the mainline inlet. Since we wanted to impose the same mainline inlet 

demand in simulations as observed in PeMS data, we implemented the “free flow condition”, whose motivation is 

to eliminate mainline inlet queues and minor bottlenecks throughout the highway. The “free flow condition” 

parameters are Qmax = 2500 veh/hr/lane for all cells up to the first bottleneck location (Huntington) and Qmax = 2200 

veh/hr/lane for the remainder of the highway excluding bottleneck locations. 

In the second set of experiments, we tuned Qmax at bottlenecks and observed its effects on onset times and durations. 

PeMS suggests that Huntington is the most severe bottleneck due to its small average Qmax (21% and 15% less than 

BN2 and BN3’s Qmax respectively). Geometry and a large inflow from a nearby on-ramp most likely contribute to 

the congestion. The study of the onset time-capacity relationships resulted in onset times that were within a standard 

deviation of the observed mean. BN1’s onset time was mostly insensitive to variations because this severe 

congestion has an early onset time. Changes in BN2 and BN3’s capacity only negligibly impacted the associated 

bottlenecks’ onset times because the other bottlenecks were sufficiently far away.   
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Tuning Qmax yielded empirical relationships between Qmax and time duration. A 10% decrease in BN1’s Qmax results 

in a 30% increase in BN1’s duration, and a 10% decrease in BN2’s Qmax results in a 10% increase in BN1’s duration 

for the relevant range. For BN1 data, we obtained the shortest observed duration. This experiment yielded a duration 

that was approximately 50% less than the shortest PeMS duration for BN3. BN2’s duration mostly fell between one 

negative standard deviation and the PeMS mean. We chose 1705 veh/hr/lane, 2110 veh/hr/lane, and 1940 

veh/hr/lane for BN1, BN2, and BN3’s Qmax respectively, and the Qmax was fixed at these values for further 

experimentation. 

In the third set of experiments, we attempted to obtain desired congestion propagation by reducing ρjam up to 25% 

(129 – 172 veh/mile/lane) throughout the highway. For ρjam = 129 veh/mile/lane, BN1’s congestion propagated 

approximately one extra mile (2 postmile locations); however, congestion propagation was still approximately one 

mile (2 postmile locations) short of our goal. Although tuning congestion propagation using ρjam fell short of 

emulating PeMS behavior, ρjam appeared decoupled from the bottleneck’s other characteristics. 

Finally, we modeled hysteresis to obtain durations that better resembled PeMS’. We reduced congestion 

propagation speed by 5 - 13.3% starting at 6:15 AM – 7:15 AM. Start time of hysteresis negligibly affected 

bottleneck characteristics; however, simulations using various reduction percentages yielded two distinct sets of 

results. We introduced the parameter wcrit to effectively classify the results. For all wnew < wcrit, traffic failed to 

recover from the initial congestion during the simulated time frame. For all wnew > wcrit, traffic mildly congested at 

the end of simulation. However, traffic behavior appeared similar to the simulations that did not model hysteresis. 

For the calibrated parameters, we observed wcrit = 0.91worig. 

V. Future Studies 

Following this first calibration of MSCAP to PeMS, we propose several logical next steps to best leverage the 

development efforts that were invested in MSCAP. 

i. Improve the flexibility in modeling hysteresis, which would allow us to study hysteresis in more depth. 

Also improve the user experience for hysteresis-modeling simulations.  

ii. Develop error characterization indices to evaluate future simulations. Developing error characterization 

indices and evaluating an index have been difficult because of PeMS’ frequent unreliability.  

iii. Extensively calibrate MSCAP using spatially varying parameters. For fine-tuning, we should recognize 

the disparities among sections that had been neglected by imposing the “free flow condition”. 

iv. Implement Cell Transmission Ramp Metering Regulator (CTRMR) and to evaluate the performance of 

this control algorithm.   
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v. Develop algorithms to integrate MSCAP and SCAP. Much attention was invested during MSCAP’s 

development to ease potential integration with SCAP to study Automated Highway Systems / Manual 

traffic interactions. 
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Appendix I: Cell divisions of I-210W (traffic flows right to left, top to bottom) 
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Appendix II: Calibrated I-210 parameters (hysteresis was not implemented in the best simulation) 

Name Postmile Length (ft) Lanes Qmax (veh/hr/lane) Njam (veh/mi/lane) 
S-3  1000 4 2500 129 
S-2 39.159 1613.5 4 2500 129 
S1 38.209 1613.5 4 2500 129 
S2  988 4 2500 129 

S2_2 38.209 793 4 2500 129 
S3  500 4 2500 129 

S4_1 38.069 2356 5 2500 129 
S4_2 38 2356 5 2500 129 
S5n6  900 4 2500 129 

S7 37 1268.5 4 2500 129 
S8  634.5 4 2500 129 

S8_2  634 4 2500 129 
S9 36.589 500 4 2500 129 

S10  563 4 2500 129 
S11 36 638 5 2500 129 

S12n13 36 1336 5 2500 129 
S13  500 5 2500 129 
S14 35.409 1475 5 2500 129 
S15  837.5 4 2500 129 

S15_2  837.5 4 2500 129 
S16 35.409 1493 4 2500 129 
S17  500 4 2500 129 

S18_1 34.899 815 5 2500 129 
S18_2 34.049 815 5 2500 129 

S19  1369 4 2500 129 
S19_2  1369 4 2500 129 

S20 34.049 1931.5 4 2500 129 
S22 33.049 1931.5 4 2500 129 
S23  737.5 4 2500 129 

S23_2  737.5 4 1705 129 
S24_1 33.049 1381 5 2200 129 
S24_2 32.019 1381 5 2200 129 

S25n26  753 4 2200 129 
S26  753 4 2200 129 

S27n28 32.199 500 4 2200 129 
S28  562 4 2200 129 
S29 32.019 1615.5 4 2200 129 

S30n31 30.779 1615.5 4 2200 129 
S32  987.5 4 2200 129 
S33  987.5 4 2200 129 

S33n34 30.999 525 4 2200 129 
S34  650 4 2200 129 
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S35 30.779 977.5 4 2200 129 
S36n37 30.5 977.5 4 2200 129 

S38  675 4 2200 129 
S39  675 4 2200 129 

S39n40 30.139 518 4 2200 129 
S40  800 4 2110 129 
S41 29.999 506 5 2200 129 

S41_1  500 5 2200 129 
S42_1 29.879 544 6 2200 129 
S42_2 29.17 544 6 2200 129 

S43  822 5 2200 129 
S43_2  822 5 2200 129 
S44_1 29.17 931 6 2200 129 
S44_2 28.27 931 6 2200 129 

S45  1384 5 2200 129 
S45_2  1384 5 2200 129 

S46 28.27 688 5 2200 129 
S47  725 5 2200 129 

S48_1 28.03 500 6 2200 129 
S48_2  500 6 2200 129 

S49 27.64 500 6 2200 129 
S50n51  2066 5 2200 129 

S51 26.8 500 5 2200 129 
S52  1175 5 2200 129 

S52_2  1175 5 2200 129 
S53_1 26.8 500 6 2200 129 
S53_2  512 6 2200 129 

S54n55 26.12 525 6 2200 129 
S55  1150 6 2200 129 

S55_2  1150 6 1940 129 
S56 26.12 500 6 2200 129 
S57 25.68 500 6 2200 129 

S57_2  500 6 2200 129 
S58 25.6 500 6 2200 129 
S59  500 5 2200 129 
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Appendix III: Manual SmartCAP user manual 
 
This document highlights the differences between SCAP and MSCAP. We aim to prepare a SCAP user to become 
proficient quickly. We discuss the input files, the output files, and nuances users should keep in mind to obtain the 
results that were described in the main text. We focus on the non-typed version, since the typed version is 18 times 
more computationally intensive and not feasible for large-scale implementation.  
 
The user may change the simulation to the typed version by changing the TYPE token in ~/includes/user.h to 1. The 
VMAX token can be changed here to the desired free flow speed [m/s]. 
 
The tokens NJAMFACTOR and TIMECOUNT can be changed in ~/includes/sc.h. NJAMFACTOR is the proportion 
(njamnew / njamorig) used to calibrate jam density. TIMECOUNT is the frequency at which simulation is stored in the 
output files.  
 
Input files: 

1. ~/data/test6 
The is the main input file, which contains simulation parameters and highway information. The 
various all-capital words are tokens that SmartCAP understands to process the input data. (see 
~/includes/ioCAP.h, ~/src/cap/utils.c, and ~/src/hw/hwReadWrite.c for specific information on 
tokens) 
a. SECTION SMARTCAP: names of other input files, simulation end time, simulation time step, 

and output selections 
b. SECTION HIGHWAY: the unit selection, cells and their parameters, and highway connectivity 

Units: length [ft or m], qmax [veh/s], njam [veh/mi], numlanes does not include HOV lane 
c. SECTION FLOW: the names of the inflows (destination is arbitrary for the non-typed version) 
d. SECTION INFLOW: the inflow demand for the on-ramps. 
e. SECTION OUTFLOW: the off-ramps and their allowable maximum outflow 
 

2. ~/data/inflow2 
This file contains the inflow demand for the onramps, MSCAP expects the unit veh/interval 
a. 1st row must have heading: “time flowname1 flowname2 … flownameN”, these flownames 

must be in the same order as they are in input file #1, or the code will stop. 
b. There must be m additional rows, where m = (total simulation time / time step) 
c. The data must be separated by at least one space. 
d. For each time step, the data must be separated by a carriage return. 
e. Units: time [s], flow [veh/s] 
f. This file is generated by matlab function ~/data/mat2txt.m 
 

3. ~/data/beta 
This file contains the merge priority coefficients (p) for every on-ramp and the split proportions (β) 
for every off-ramp 
a. 1st row must have heading: “Div1 Div2 … DivN Mer1 Mer2 … MerM” 
b. There must be m additional rows, where m = (total simulation time / time step) 
c. The data must be separated by at least one space. 
d. For each time step, the data must be separated by a carriage return. 
e. This file is generated by matlab function ~/data/mat2txt.m 
f. The split proportions in this file are included only for the non-typed version. For the typed 

version, meaningful routing information is entered in the activity plan in ~/src/user/tmc1.c 
 

4. ~/src/user/tmc1.c, ~/src/user/vep1.c 
a. Initial conditions for occupancies [veh] are for every cell. The maximum velocities [m/s] are 

also set for every cell in both tmc1.c and vep1.c. 
b. Set the routing information (pi) for each activity in each flow in each section for both the typed 

and non-typed versions, but the information is only used for the typed version. MSCAP accepts 
two activities: cruise and lcright. Always set cruise to 1.0 and lcright to 0.0, except at divergent 
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blocks.  For the appropriate flow, set cruise to 0.0 and lcright to 1.0. Cruise represents vehicles 
continuing on the mainline, and lcright represents those going into an exit. 

 
Output Files: 

All output files are processed by the matlab script removefake.m, which produces text files that are processed 
by the excel macros ImportData (ctrl-w) & ImportData2 (ctrl-k) 
User may edit desired highway and traffic outputs to the function SaveOutput 
1. ~/data/hinfo.m 
Highway information includes regardless of input units: 

a. cell lengths [m] 
b. jam densities (veh/cell length) [veh/m] 
c. number of lanes excluding HOV lane* 
d. cell names* 
e. lane number: 1 implies mainline, 2 implies on-ramps / off-ramps 
f. patch id* 
g. patch ids for patches added for connection purposes at on-ramps 
h. on-ramp and off-ramp patch ids 

 
* available as a vector sorted by downstream-to-upstream and patch number 

 
The following non-typed output structures are declared in ~/includes/sc.h: NoTypeScDensityOutput, 
NoTypeScFlowOutput, NoTypeScRampOutput. The following typed output structures are declared in 
~/includes/sc.h: ScActOutput, ScDensityOutput, ScRampOutput. ScVelSpaceOut is declared both the typed 
and non-typed versions. 
2. ~/data/test6_*.m 

a. test6_d: occupancy data for every section (for every type in the typed-version) 
b. test6_sv: velocity data for every section 
c. test6_f: outflow data for every section (non-typed version only) 
d. test6_r: queue data at on-ramps 

 
MSCAP nuances 

Manual SmartCAP features several distinct differences from SmartCAP that are worth noting for future development and 
integration. 

• Manual SmartCAP discards the ideas of platoons, leaders, followers, space, and lanes that were essential to 
SmartCAP. However, Manual SmartCAP preserves SmartCAP’s structure by maintaining the same function names 
and invoking these functions in similar orders. Implementation also includes removal of subroutines that become 
irrelevant. Fig. 8 shows the major components of Manual SmartCAP. Notice that Manual SmartCAP’s structure 
differs from SmartCAP’s structure (Fig. 4) only in State Update loop. Check Space Constraint appears in Manual 
SmartCAP only as a debugging tool to ensure that the occupancies do not exceed the preset maximums. In State 
Update, VSpaceDOWN, Velocity Update, and Density Update 2 remain. 
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Fig. A1. Major components of Manual SmartCAP 

• Manual SmartCAP first updates velocities for all sections, then updates densities for all sections during each time 
interval. Conversely, SmartCAP updates both velocity and density sequentially for each section during each time 
interval.  

• In Manual SmartCAP, the demand and buffer in SmartCAP’s on-ramp queues were combined to reflect a CTM 
convention. Demand represented the user-defined metering rates. Buffer represented the amount of vehicles that 
were not allowed into the highway system because of jams in an on-ramp’s immediate downstream section. A 
buffer was more conveniently considered as a section of highway. The densities of the buffers were initially set to 
zero for simulations. SmartCAP vehicles only enter from the buffer.  

• Manual SmartCAP conventionalizes that the existence of two patches in a section signifies the location of a 
merge/diverge. At this location, the right patch represents the upstream/downstream patch for a merge/diverge (Fig. 
9 & Fig. 10). This convention is established because Manual SmartCAP does not consider lanes and SmartCAP 
prohibits connections of two patches to one patch. Implementation of the idea of a merge or a diverge using 
SmartCAP’s geometrical definitions necessitates the creation of two “lanes” at the locations of merges and diverges. 
As a result, the merge patch’s upstream patch and its right neighboring “lane” are designated as the two approaches. 
Similarly for the case of a diverge patch, its downstream patch and its right neighboring “lane” represent the two 
exits. 

 

Fig. A2. Implementation of a typical merge 
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Fig. A3. Implementation of a typical diverge 

• Manual SmartCAP updates velocity and density differently at merges and diverges than at straight away sections. 
Similarly to SmartCAP, MSCAP maintains the idea that velocity and density are updated starting from the 
downstream end at the off-ramps. However, at merges and diverges, MSCAP updates these sections as a block of 
three cells. As a result, the following geometries are not allowed: junctions with more than three legs, two 
consecutive merge cells, two consecutive diverge cells, and a diverge cell followed by a merge cell. To implement 
these geometries, a straight cell should be inserted between the two adjacent blocks. A merge cell followed by a 
diverge cell is allowed. The geometries that include two consecutive merge cells, two consecutive diverge cells, and 
a diverge cell followed by a merge cell may be implemented if velocity update is eliminated, leaving only density 
update. 

• Manual SmartCAP back-calculates velocity from actual flow in DensityUpdate2. Due to the added complexity of 
merge and diverge blocks, the actual velocity of the vehicles are calculated using flow, cell length and non-updated 
occupancy. This functionality has not been implemented for the typed version; thus, the velocities may be faulty. 
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