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Statistical inference of a single cell

gene expression model for

heterogeneous tissues

Graham Heimberg

Biological tissues are made up of many individual cells that perform different tasks in

concert to carry out sophisticated and essential processes. Knowing the behavior of each

cellular subpopulation in a tissue can therefore provide fundamental insight to how a

tissue’s normal functions are mis-regulated in disease. The recent advent of single cell

RNA-sequencing has enabled us to measure the gene expression profiles (a proxy of cellular

behavior) of the individual cells that constitute a heterogeneous tissue.

Single cell RNA-seq has already been used to identify new cell types in heterogeneous

tissues, however its further application is limited by the need for analyses designed

specifically for this new data type. Because single cell RNA-seq samples gene expression

profiles from the underlying tissue sample, the result is distribution of global gene

expression states. Analyses developed for handing individual gene expression profiles from

bulk RNA-sequencing are not applicable to this new data type, nor are they capable of

handling the increased measurement noise or tissue heterogeneity.
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In this thesis we present new statistical analyses for analyzing gene expression distributions

within tissue samples and comparing them across tissue samples. These analyses share a

common approach, to exploit a natural property of transcriptional systems to reduce the

complexity of this data. Through a survey of over 500 datasets, we find that global gene

expression profiles can be accurately represented as a linear combination of a relatively

small number of gene expression “programs”.

In order to represent heterogeneous tissues, infer a statistical model of the underlying

distribution of single cell gene expression states in a tissue. Using low dimensional

representations, we can now use Gaussian mixture models to fit a distribution to each

cellular subpopulation within a tissue. This unbiased model introduces a natural sense of

distance between heterogeneous tissue samples, can be used to identify patient specific

signatures, monitor disease progression through treatment, and classify disease state from

just 15 single cell transcriptomes. Throughout these applications, our model also reveals

biological insights including shifts in myeloid cell abundances, MHC I downregualtion for

immune evasion, and a clonally expanded tumor population.
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Chapter 1

Introduction

The genome and its genes

A cell’s behavior is determined by it’s genetic makeup and its exposure to the world

around it. The genetic component gives instructions for the cell’s immense functional

complexity. In humans, these genetic instructions contain all the information needed to

make every cell in the body, from neurons, to immune cells, to fat cells, place them

properly, and define how each type of cell should respond to a broad set of changes in their

local environments. The DNA that encodes these instructions is physically contained

within each cell in a chemical chain of just ∼ 3, 000, 000, 000 adenines, guanines, thymines,

and cytosines. The sequence is compact enough to be entirely stored in a ∼ 750 Megabyte

computer file. It is important that this genetic sequence stays protected and unchanged in

every cell throughout your life.

While the DNA is a static molecule that stores your genetic information, a cell’s

environmental exposures, dynamically vary how the cell uses its DNA. Within the 3 billion

nucleotides of a persons DNA there are specific stretches of DNA that encode recipes for
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proteins, known as genes. Proteins are tiny machines that are built on demand to carry out

various cellular functions. In order for cells to respond to demands of it’s local

environment, (e.g. take up nutrients when available) they need to create the appropriate

combinations of protein machines. In these situations, a cell first generates (“expresses”)

RNA transcripts, temporary copies of each needed genes’ DNA which are then sent them

off to guide protein assembly. These two processes, known as transcription and translation

respectively, present a unique opportunity to study cellular behavior because they reflect

an amalgam of the cell’s DNA and local environment. This thesis focuses on developing

measurement strategies and analysis tools to better our understanding of how cells

interpret their DNA in different contexts.

Profiling cellular behavior

In 2013, high throughput single cell RNA-sequencing was developed, enabling researchers

to precisely quantify gene expression profiles in individual cells. Previously, cells’ gene

expression profiles within a sample were measured in bulk, meaning that the entire sample

was reduced to a single average gene expression. Single cell RNA-seq is a particularly

attractive measurement because of it’s single cellular resolution and exponential growth in

cellular throughput.

Measuring cellular behavior is essential for basic research and understanding human health.

For example, single cell RNA-seq has already uncovered new types of cells that we didn’t

know existed. The new measurement places fundamental questions within reach. In cancer,

for example, the immune system fails to eradicate the tumor cells. This is because tumor

cells actively suppress the host’s own immune system. Using gene expression profiling to

identify mechanisms for how the tumor and host immune system interact is of extreme

interest. We can ask how many different mechanisms for evading the immune system do
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tumors have? From patient to patient, how much similarity is there in how the tumor

blocks the immune system? Are there general classes of immune evasion strategies that we

can see across patients?

Yet these more sophisticated applications are hampered by new analytical changes that

have come with the new data type. A primary challenge is how to handle the many

different cell types within a single heterogeneous tissue sample. For example, when

comparing images or DNA sequences, two images or genomes are aligned. However, in the

case of comparing heterogeneous tissues, it is unclear if such point set registration applies

or how to do it. Therefore, to compare single cell RNA-seq datasets, we need some sort of

mapping between them.

We develop analytical techniques to profile these complex systems through three methods.

This thesis focuses on exploiting statistical properties of gene expression for developing new

measurement strategies (Chapter 2), developing a compact, universal and interpretable

representation for cells (Chapter 3), and modeling heterogeneous populations of single cells

(Chapter 3). This work develops the first interpretable and comparable tissue model

developed for single cell RNA-seq, providing a powerful new tool to approach open

questions in molecular biology.
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Chapter 2

Low dimensionality in gene expression

data enables the accurate extraction

of transcriptional programs from

shallow sequencing

2.1 Introduction

All measurements, including biological measurements, contain a trade-off between precision

and throughput. In sequencing based measurements like mRNA-seq, measurement

precision is determined largely by the sequencing depth applied to individual samples. At

high sequencing depth, mRNA-seq can detect subtle changes in gene expression including

the expression of rare splice variants or quantitative modulations in transcript abundance.

However, such precision comes at a cost, and sequencing transcripts from 10,000 single cells

at deep sequencing coverage (106 reads per cell) currently requires two weeks of sequencing
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on a HiSeq 4000.

Not all biological questions require such extreme technical sensitivity. For example, a

catalog of human cell types and the transcriptional programs that define them can

potentially be generated by querying the general transcriptional state of single cells1. In

principle, theoretical and computational methods could elucidate the tradeoff between

sequencing depth and granularity of the information that can be accurately extracted from

samples. Accordingly, optimizing this tradeoff based on the granularity required by the

biological question at hand would yield significant increases in the scale at which

mRNA-seq can be applied, facilitating applications such as drug screening and whole organ

or tumor profiling.

The modern engineering discipline of signal processing has demonstrated that structural

properties of natural signals can often be exploited to enable new classes of low cost

measurements. The central insight is that many natural signals are effectively “low

dimensional”. Geometrically, this means that these signals lie on a noisy, low-dimensional

manifold embedded in the observed, high-dimensional measurement space. Equivalently,

this property indicates that there is a basis representation in which these signals can be

accurately captured by a small number of basis vectors relative to the original

measurement dimension2–4. Modern algorithms exploit the fact that the number of

measurements required to reconstruct a low dimensional signal can be far fewer than the

apparent number of degrees of freedom. For example, in images of natural scenes,

correlations between neighboring pixels induce an effective low dimensionality such that

most images are dominated by low frequency content. This allows high accuracy image

reconstruction even in the presence of considerable measurement noise such as point

defects in many camera pixels5. For example, in images of natural scenes, correlations

between neighboring pixels induce an effective low dimensionality that allows high accuracy

image reconstruction even in the presence of considerable measurement noise such as point
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defects in many camera pixels5.

Like natural images, it has long been appreciated that biological systems contain structural

features that can lead to an effective low dimensionality in data. Most notably, genes are

commonly co-regulated within transcriptional modules; this produces covariation in the

expression of many genes6–8. The widespread presence of such modules indicates that the

natural dimensionality of gene expression is not determined by the number of genes in the

genome, but rather by the number of regulatory modules. By analogy to signal processing,

this natural structure suggests that the lower effective dimensionality present in gene

expression data can be exploited to make accurate, “inexpensive” measurements that are

not degraded by noise. But when, and at what error tradeoff, can low dimensionality be

leveraged to enable low cost, high information-content biological measurements?

Here, inspired by these developments in signal processing, we establish a mathematical

framework that addresses the impact of reducing coverage depth, and hence increasing

measurement noise, on the reconstruction of transcriptional regulatory programs from

mRNA-seq data. Our framework reveals that “shallow mRNA-seq”, which has been

proposed to increase mRNA-seq throughput by reducing sequencing depth in individual

samples9–11 (Figure 2.1A), can be applied generally to many bulk and single cell

mRNA-seq experiments. By investigating the fundamental limits of shallow mRNA-seq, we

define the conditions under which it has utility and complements deep sequencing.

Our analysis reveals that the dominance of a transcriptional program, quantified by the

fraction of the variance it explains in the dataset, determines the read depth required to

accurately extract it. We demonstrate that common bioinformatic analyses can be

performed at 1% of traditional sequencing depths with little loss in inferred biological

information at the level of transcriptional programs. We also introduce a simple “Read

Depth Calculator” that determines optimal experimental parameters to achieve a desired

analytical accuracy. Our framework and computational results highlight the effective low
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dimensionality of gene expression, commonly caused by co-regulation of genes, as both a

fundamental feature of biological data and a major underpinning of biological signals’

tolerance to measurement noise (Figure 2.1B,C). Understanding the fundamental limits

and tradeoffs involved in extracting information from mRNA-seq data will guide

researchers in designing large-scale bulk mRNA-seq experiments and analyzing single-cell

data where transcript coverage is inherently low.

2.2 Results

Statistical properties of gene expression data determine the accuracy of Principal

Component Analysis at low read depth To delineate the impact of sequencing depth on the

analysis of mRNA-seq data, we developed a mathematical framework that models the

performance of a common bioinformatics technique, transcriptional program identification,

at low sequencing depth. We focus on transcriptional program identification as it is central

in many analyses including gene set analysis, network reconstruction12,13, and cancer

classification14–16, as well as the analysis of single cell mRNA-seq data. Our model defines

exactly how reductions in read-depth corrupt the extracted transcriptional programs and

determines the precise depth required to recover them with a desired accuracy.

Our analysis focuses on the identification of transcriptional programs from mRNA-seq data

through Principal Components Analysis (PCA), because of its prevalence in gene

expression analysis17,18 and its fundamental similarities to other commonly used methods.

A recent review called PCA the most widely used method for unsupervised clustering and

noted that it has already been successfully applied in many single-cell genomics contexts1.

Additionally, research in the computer science community over the last decade has shown

that many other unsupervised learning methods, including k-means, spectral clustering,

and locally linear embedding, are naturally related to PCA or its generalization, Kernel
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PCA19–22. Because of the deep connection between PCA and other unsupervised learning

techniques, we expect that our conclusions in this section will extend to other methods of

analysis (and we provide such parallel analysis in the supplementary information). Here,

we focus on PCA because the well-defined theory behind it provides a unique opportunity

to understand, analytically, the factors that determine the robustness of program

identification to low coverage sequencing noise.

PCA identifies transcriptional programs by extracting groups of genes that co-vary across a

set of samples. Co-varying genes are grouped into a gene expression vector known as a

principal component. Principal components are weighted by their relative importance in

capturing the gene expression variation that occurs in the underlying data. Decreasing

sequencing depth introduces measurement noise into the gene expression data and corrupts

the extracted principal components.

If the transcriptional programs obtained from shallow mRNA-seq data and deep

mRNA-seq data are similar, then we can accurately perform many gene expression analyses

at low depth while collecting data in much higher throughput (Figure 2.1). We therefore

developed a mathematical model that quantifies how the principal components computed

at low and high sequencing depths differ. The model reveals that performance of

transcriptional program extraction at low read depth is specific to the dataset and even the

program itself. It is the dominant transcriptional programs, which capture most variance,

that are the most stable.

Formally, the principal components are defined as the eigenvectors of the gene expression

covariance matrix, and the principal values λi are the associated eigenvalues that equal the

variance of the data projected onto the component12,17. We use perturbation theory to

model how the eigenvectors of the gene expression covariance matrix change when

measurement noise is added23,24. We perform our analysis in units of normalized read

counts for conceptual clarity (or normalized transcript counts where appropriate), but an
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identical analysis and error equation can be derived in FPKM units through a simple

rescaling. The principal component error is defined as the deviation between the deep (pc)

and shallow (p̂c) principal components.

Principal component error: ||pci − p̂ci|| ≈

√√√√√∑
j 6=i

pcTi

(
Ĉ −C

)
pcj

λi − λj

2

(2.1)

where C and Ĉ are the covariance matrices obtained from deep and shallow mRNA-seq

data respectively. Equation 1 can be used to model the impact of shallow sequencing on

any given mRNA-seq dataset. Moreover, qualitative analysis of the equation reveals the key

factors that determine whether low depth profiling will accurately identify transcriptional

programs. As expected, this equation indicates that the principal component error depends

on generic features including read depth and sample number as these affect the difference

between the shallow and deep covariance matrices in the numerator of Equation 2.1 (see

Supplemental Information Section 2.1). However, Equation 2.1 also reveals that the

principal component error depends on a system-specific property, the relative magnitude of

the principal values (captured by λi − λj). Since the principal values correspond to the

variance in the data along a principal component, this term quantifies whether the

information in the gene expression data is concentrated among a few transcriptional

programs. When genes covary along a small number of principal axes, the dataset has an

effective low-dimensionality i.e. the data is concentrated on a low-dimensional sub-space,

and transcriptional programs can be extracted even in the presence of sequencing noise.
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2.2.1 Mouse tissues can be distinguished at low depth in bulk

mRNA-seq samples

To understand the implications of this result in the context of an established mRNA-seq

data set, we applied Equation 2.1 to a subset of the mouse ENCODE data that uses deep

mRNA-seq ( 107 reads per sample) to profile gene expression of 19 different mouse tissues

with a biological replicate (Shen et al. 2012) (see Experimental Procedures). The analysis

revealed that the leading, dominant transcriptional programs could be extracted with less

than 1% of the studies original read depth. Specifically, the first three principal

components could be recovered with more than 80% accuracy (i.e. an error of

1− .8 = 20%) with just 55,000 reads per experiment (Figures 2.2A and S1A). To reach

80% accuracy for all of the first nine principal components, only 145,000 reads were needed

(Figure 2.7B). Increasing read depth further had diminishing returns for principal

component accuracy. To increase the accuracy of the first three principal components an

additional 5% (from 80% to 85%), 55% more reads were required. We confirmed these

analytical results by simulating shallow mRNA-seq through direct sub-sampling of reads

from the raw data set (see Experimental Procedures).

Further, as predicted by Equation 2.1, the dominant principal components were more

robust to shallow sequencing noise than the trailing, minor principal components. This is a

direct consequence of the fact that the leading principal values are well-separated from

other principal values, while the trailing values are spaced closely together. For instance,

λ1 is separated from other principal values by at least λ1 − λ2 = 5× 10−6, more than two

orders of magnitude greater than the minimum separation of λ25 from other principal

values, 1.5× 10−8 (Figure 2.2B). Therefore the 25th principal component requires almost

four million reads, 140 times more than the first principal component, to be recovered with

the same 80% accuracy.
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To explore whether the shallow principal components also retained the same biological

information as the programs computed from deep mRNA-seq data, we compared results

from Gene Set Enrichment Analysis applied to shallow and deep mRNA-seq data. At a

read depth of ∼ 107 reads per sample, the first three principal components have many

significant functional enrichments with the second and third principal components enriched

for neural and haematopoietic processes respectively (Figure 2.2C; see Figure 2.7C for first

principal component). These functional enrichments corroborate the separation seen when

the gene expression profiles from each tissue are projected onto the second and third

principal components (see Experimental Procedures). Neural tissues (cerebellum, cortex,

olfactory, and E-14.5 brain) project along the second principal component while the

haematopoietic tissues (spleen, liver, thymus, bone marrow, and E-14.5 liver) project along

the third principal component (Figure 2.2D).

The statistically significant enrichments of the first three principal components persisted at

low sequencing depths. At less than 32,000 reads per sample, only 0.37% of the total reads,

all ten of the top gene sets for these principal components passed our significance threshold

of p < 10−4 (negative predictive value and positive predictive value in Figures S1D,E). To

put this result in perspective, using only 32,000 reads per sample (corresponding to PCA

accuracies of 81%, 79% and 75% for the first three principal components respectively)

would allow a faithful recapitulation of functional enrichments while still multiplexing

thousands of samples, rather than dozens, in a single Illumina HiSeq sequencing lane.

Additionally, this low number of reads was still sufficient to separate the different cell types

(Figure 2.2D). We obtained similar results when working in FPKM units, suggesting that

the broad conclusions of our analysis are insensitive to gene expression units (Figures S1F,

S1G, S1H).

Transcriptional states in single cells are distinguishable with less than 1,000

transcripts per cell We wanted to explore whether shallow mRNA-seq could also capture
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gene expression differences between individual single cells within a heterogeneous tissue,

arguably a more challenging problem than distinguishing different bulk tissue samples. In

addition to the biological importance of quantifying variability at the single cell level,

single cell mRNA-seq data provides necessary context for analyzing the performance of

shallow sequencing for two reasons. First, single cell mRNA-seq experiments are inherently

“low depth” measurements as current methods can capture only a small fraction (∼ 20%)

(Shalek et al., 2014) of the ∼300K transcripts25 typically contained in individual cells.

Second, since advances in microfluidics26 now facilitate the automated preparation of tens

of thousands of individual cells for single cell mRNA-seq, sequencing requirements impose a

key bottleneck on the further scaling of single-cell throughput.

To probe the impact of sequencing depth reductions on single cell mRNA-seq data, we

analyzed a dataset characterizing 3,005 single cells from the mouse cerebral cortex and

hippocampus (Zeisel et al., 2015) which were classified bioinformatically at full sequencing

depth (average of ∼15,000 unique transcripts per cell) into nine different neural and

non-neural cell types. In addition to providing a rich biological context for analysis, this

dataset allows for a quantitative analysis of low-depth transcriptional profiling as it

incorporates molecular barcodes known as unique molecular identifiers (UMIs) that enable

the precise counting of transcripts from each single cell. The Zeisel et al. data therefore

allowed us to analyze the impact of sequencing depth reductions quantitatively in units of

transcript counts rather than in the less precise unit of raw sequencing reads.

Similarly to the bulk tissue data, we found that leading principal components in single cells

could be reconstructed with a small fraction of the total transcripts collected in the raw

data set. We focused our analysis on three classes of cell types, two classes of pyramidal

neurons with similar gene expression profiles, and oligodendrocytes, which are

transcriptionally distinct. As the first three principal values were well-separated from the

others (Figure 2.8A), Equation 1 estimated that the first three principal components could
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be reconstructed with 11%, 22%, and 38% error respectively with just 1000 transcripts per

cell (Figure 2.3A).

We confirmed this result computationally. With just 100 unique transcripts, we were able

to separate oligodendrocytes from the two classes of pyramidal neurons with > 90%

accuracy. With 1000 unique transcripts per cell, we were able to distinguish pyramidal

neurons of the hippocampus from those of cortex with the same > 90% accuracy (Figure

2.3B). The different depths required to distinguish these subclasses of neural and

non-neural cell-types reflect the differing robustness of the corresponding principal

components. The first principal component captures a broad distinction between

oligodendrocytes and pyramidal cell types (Figure 2.3C Left) and is the most robust to low

read depths. The third principal component captures a more fine-grained distinction

between pyramidal neurons, but is less robust than the first principal component at low

read depth, and hence requires more coverage. This is consistent with biological intuition:

more depth is required to distinguish between pyramidal neural subtypes than between

oligodendrocytes and pyramidal neurons.

We next asked how contributions of individual genes to a principal component change as a

function of read depth. For every principal component, we derived a null model consisting

of the distribution of the individual gene weightings, called loadings, from a shuffled

version of the data (see Experimental Procedures). Comparing the data to the null model,

we found that at a depth of ∼340 transcripts, > 80% of genes significantly associated with

the first principal component could still be detected (Figure 2.3C,D and Experimental

Procedures). At just 100 transcripts per cell, we were still able to identify oligodendroycte

markers, such as myelin-associated oligodendrocyte basic protein (Mobp) and

myelin-associated glycoprotein (Mag), as well as neural markers, such as Neuronal

differentiation 6 (Neurod6) and Neurogranin (Nrgn), as statistically significant, and

reliably classify these distinct cell types. However, below 100 transcripts per cell, cell type

13



classification becomes inaccurate, and this is correlated with markers such as Neurod6

being no longer statistically associated with the first principal component.

We were able to reach similar conclusions with three other single cell mRNA-seq

datasets27–29. With similarly low sequencing depths, we were able to distinguish

transcriptional states of single cells collected across stages of the developing mouse lung

(Figure 2.8B-D), wild type mouse embryonic stem cells from stem cells with a single gene

knockout (Figure 2.8E-G), and heterogeneity within a population of bone-marrow-derived

dendritic cells (Figure 2.8H-J). These results were also not PCA specific. We additionally

examined two of these datasets with t-SNE and LLE, two nonlinear alternatives to PCA,

and achieved successful classification of transcriptional states (Figure 2.8K-L), in each case

recapitulating the results of the original studies with fewer than 5000 reads per cell. These

results suggest that low-dimensionality enables high accuracy classification at low-read

depth across many methods.

Gene expression covariance induces tolerance to shallow sequencing noise In the datasets

we consider, the dominant noise-robust principal components corresponded directly to

large modules of co-varying genes. Such modules are common in gene expression data

(Eisen et al., 1998; Alter et al., 2000; Bergmann et al., 2003; Segal et al., 2003). We

therefore studied the contribution of modularity to principal component robustness in a

simple, mathematical model of gene expression (Supplemental Information Section 2.2).

Our analysis showed that the variance explained by a principal component, and hence its

noise tolerance, increases with the covariance of genes within the associated module

(Figure 2.4A) and also the number of genes in the module (Figure 2.9A-C). While highly

expressed genes also contribute to noise tolerance, in the Shen et al. data set we found

little correlation between the expression level of a gene and its contribution to the error of

the first principal component (R2 = 0.13, Figure S3D).

This analysis predicts that the large groups of tightly co-varying genes observed in the
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Shen et al. and Zeisel et al. datasets will contribute significantly to principal value

separation and noise tolerance. To directly quantify the contribution of covariance to

principal value separation in these data, we randomly shuffled the sample labels for each

gene. In the shuffled data, genes vary independently which eliminates gene-gene covariance,

raising the effective dimensionality of the data. In contrast to the natural, low dimensional

data, the principal values of the resulting data were nearly uniform in magnitude. This

significantly diminished the differences between the leading principal values within the

shuffled data (Figure 2.4B, top panel).

Consequently, reconstruction of the principal components became more read depth

intensive. For instance to recover the first principal component with 80% accuracy from

the shuffled Zeisel et al. data, 12.5 times more transcripts are required than for the

unshuffled data (Figure 2.4B, bottom panels). We reached a similar conclusion for the

mouse ENCODE data, where shuffling also decreased the differences between the leading

principal values and the rest, causing a 23-fold increase in sequencing depth required to

recover the first principal component with 90% accuracy (Figure 2.10).

Large-scale survey reveals that shallow mRNA-seq is widely applicable due to gene-gene

covariance Both our analysis of Equation 2.1 and our computational investigations of

mRNA-seq datasets suggest that high gene-gene covariances increase the distance of

leading principal values from the rest, thereby enabling the recovery of dominant principal

components at low mRNA-seq read depths. This finding, if a common phenomenon,

suggests that shallow mRNA-seq may be rigorously employed when answering many

biological questions. To assess whether our findings are broadly applicable, we performed a

broad computational survey of available gene expression data.

Since both gene covariances and principal values are fundamental properties of the

biological systems under study, these quantities may be analyzed using the wealth of

microarray datasets available, leveraging a larger collection of gene expression datasets as
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compared to mRNA-seq (see Figure ??A for analyses of several mRNA-seq datasets). We

selected 352 gene expression datasets from the Gene Expression Omnibus30 spanning three

species (yeast: 20 datasets, mouse: 106 datasets, and human: 226 datasets) that each

contained at least 20 samples and were performed on the Affymetrix platform.

Despite the differences between these datasets in terms of species and collection conditions,

they all possessed favorable principal value distributions reflecting an effective low

dimensionality. For instance, on average the first principal value was roughly twice as large

as the second principal value, and together the first five principal values explained a

significant majority of the variance, suggesting that these datasets contain a few, dominant

principal components (Figure 2.5A, left panel). By shuffling these datasets to reorder the

sample labels for each gene, we again found that these principal components emerge from

gene-gene covariance.

We related this pattern of dominant principal components to the ability to recover

biological information with shallow mRNA-seq in these datasets. To generate synthetic

mRNA-seq data from these microarray datasets, we applied a probabilistic model to

simulate mRNA-seq at a given read depth (see Experimental Procedures). We found that

with only 60,000 reads per sample, 84% of the 352 datasets have leq20% error in their first

principal component. This translates into an average of almost 1000% read depth savings

to recover the first principal component with an acceptable PCA error tolerance of 20%

(Figure 2.5A right panel). By applying GSEA to the first principal component of each of

the 352 datasets at low (100,000 reads per sample) and high-read depths (10 million reads

per sample), we found that > 60% of gene set enrichments were retained with only 1% of

the reads (Figure 2.5B,C). This analysis demonstrates that biological information was also

retained at low depth.

Collectively, our analyses demonstrate that the success of low-coverage sequencing relies on

a few dominant transcriptional programs. We also show that many gene expression
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datasets contain such noise-resistant programs as determined by PCA and identified them

with dominant dimensions in the dataset. Futhermore, low-dimensionality and

noise-robustness are properties of the gene expression datasets themselves and exist

independent of the choice of analysis technique. Therefore, unsupervised learning methods

other than PCA would reach similar conclusions, an expectation we verified using

Non-negative Matrix Factorization (Figure ??B).

2.2.2 The Read Depth Calculator: A quantitative framework for

selecting optimal mRNA-seq read depth and number of

biological samples

The optimal choice of read depth in an mRNA-seq experiment is of widespread practical

relevance, therefore we developed a Read Depth Calculator that can provide quantitative

guidelines for shallow mRNA-seq experimental design. Having pinpointed the factors that

determine the applicability of shallow mRNA-seq, we applied this understanding to

determine the read depth and number of biological samples to profile when designing an

experiment. To do so, we simplified the principal component error described by Equation

2.1 by assuming that the principal values of mRNA-seq data are “well-separated”, i.e. that

ratio between consecutive principal values λi + 1/λi is small (as defined in Supplemental

Information Section 2.1), an assumption justified by our large-scale microarray survey (See

Figures ??C,D). These assumptions enable us to provide simple guidelines for making

important experimental decisions, for example choosing read depth, N :

N ≈ κ2

nλi||pci − p̂ci||
(2.2)

where n is the number of biological samples, κ is a constant that can be estimated from

existing data. (See Supplemental Information Section 2.1 for a derivation of this equation
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and its limitations). This relationship can be understood intuitively. First, Equation 2.2

states that the principal component error decreases with read depth, a consequence of the

well-known fact that the Signal-to-Noise ratio of a Poisson random variable is proportional

to
√
N . The read depth also depends on λi which comes from the λi − λj term of Equation

2.1. Finally, the influence of the sample number n on read depth follows from the definition

of covariance as an average over samples. (Figure ??E shows that n is approximately

statistically uncorrelated with principal values across the microarray datasets.)

Equation 2.2 has implications for optimizing the tradeoff between read depth and sample

number in single cell mRNA-seq experiments. As principal component error depends on

the product of read depth and number of samples, error in mRNA-seq analyses can be

reduced equivalently in two ways, by either increasing the total number of profiled cells or

the transcript coverage. To illustrate this point, we computationally determined the error

in the first principal component of the single cell mouse brain data from Zeisel et al. as a

function of cell number. Consistent with Equation 2.2, our calculations show that

increasing the number of profiled cells reduces error in the first principal component

(Figure 2.6A). Furthermore, we show that with the Zeisel et al. data, multiple different

experimental configurations with the same total number of transcripts can yield the same

principal component error. For example, 100,000 transcripts divided between either 50 or

400 cells both yield approximately a 20% principal component error. This result is of

particular relevance in single cell experiments because transcript depth per cell is currently

limited by a ∼20% mRNA capture efficiency, and so cannot be easily increased31. In such

cases, limited sequencing resources might be best used to sequence more cells at low depth

rather than allocating sequencing resources to oversampling a few thousand unique

transcripts.

Experimentalists can use the Read Depth Calculator to predict requirements for read

depth or sample number in high throughput transcriptional profiling given their desired
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accuracy based on the statistics of principal value separation in our global survey. Figure

2.6B shows the reads required for desired accuracies and an assumed principal value for a

human transcriptional experiment with 100 samples (typical values for the first five

principal values for human are indicated in dashed lines). As an illustration, a hypothetical

experiment with a typical first principal value of 1.4× 10−5 (median principal value from

the 226 human microarray datasets) and 100 samples where 80% PCA accuracy is tolerable

requires less than 5,000 reads per experiment or less than 500,000 reads in total, occupying

less than 0.125% of a single sequencing lane in the Illumina HiSeq 4000.

The predictions from this analytically derived Read Depth Calculator are demonstrably

accurate. We compared the analytically predicted number of reads required for 80% PCA

accuracy in the first five transcriptional programs to the value determined through

simulated shallow mRNA-seq for 226 microarray and 4 mRNA-seq human datasets. We

determined κ empirically by fitting 50% of the datasets. Cross-validation with the

remaining 50% of the datasets showed remarkable agreement between the analytical

predictions and computationally determined values. In these calculations, the analytically

predicted number of reads required to reach 80% accuracy deviates from the depth

required in simulation by less than 10% (Figure 2.6C). The Read Depth Calculator is

available online (http://thomsonlab.github.io/html/formula.html).

Finally, while we use the first principal component for illustration, Equation 2.2 can be

applied to any principal component, including the trailing principal components. Recent

work discusses a statistical method to identify those principal components that are likely to

be informative, and this work can be used in conjunction with Equation 2 to pinpoint the

relevant principal components and the sequencing parameters needed to estimate them

satisfactorily32.
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2.3 Discussion

Single cell transcriptional profiling is a technology that holds the promise of unlocking the

inner workings of cells and uncovering the roots of their individuality26,32. We show that

for many applications that rely on the determination of transcriptional programs, biological

insights can be recapitulated at a fraction of the widely proposed high read depths. Our

results are based on a rigorous mathematical framework that quantifies the tradeoff

between read depth and accuracy of transcriptional program identification. Our analytical

results pinpoint gene-gene covariance, a ubiquitous biological properties, as the key feature

that enables uncompromised performance of unsupervised gene expression analysis at low

read depth. The same mathematical framework also leads to practical methods to

determine the optimal read depth and sample number for the design of mRNA-seq

experiments.

Given the principal values that we observe in the human microarray datasets, our analysis

suggests that one can profile tens of thousands of samples, as opposed to dozens, while still

being able to accurately identify transcriptional programs. At this scale, researchers can

perform entire chemical or genetic knockout screens or profile all ∼1,000 cells in an entire

C. elegans, 40 times over, in a single 400,000,000 read lane on the Illumina HiSeq 4000.

Because shallow mRNA-based screens would provide information at the level of

transcriptional programs and not individual genes, complementing these experiments by

careful profiling of specific genes with targeted mRNA-seq33 or samples of interest with

conventional deep sequencing would provide a more complete picture of the relevant

biology.

Fundamentally, our results rely on a natural property of gene expression data: its effective

“low-dimensionality.” We observed that gene expression datasets often have principal

values that span orders of magnitude independently of the measurement platform, and that
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this property is responsible for the noise tolerance of early principal components. These

leading, noise-robust principal components are effectively a small number of “dimensions”

that dominate the biological phenomena under investigation. These insights are consistent

with previous observations that were made following the advent of microarray

technology6–8, proposing that low dimensionality arises from extensive covariation in gene

expression. We suggest that the covariances and principal values in gene expression are

determined by the architectural properties of the underlying transcriptional networks, such

as the co-regulation of genes, and therefore it is the biological system itself that confers

noise tolerance in shallow mRNA-seq measurements. Related work in neuroscience has

explored the implications of hierarchical network architecture for learning the dominant

dimensions of data4,34.

Discovering and exploiting low-dimensionality to reduce uncertainty in measurements is at

the heart of modern signal processing techniques2,3. These methods first found success in

imaging applications, where low dimensionality arises from the statistics and redundancies

of natural images, enabling most images to be accurately represented by a small number of

wavelets or other basis functions. Our results suggest that shallow mRNA-seq is similarly

enabled by an inherent low-dimensionality in gene expression datasets that emerges from

groups of covarying genes. Just as only a few wavelets are needed to represent most

images, only a few groups of transcriptional programs seem to be necessary to produce a

coarse-grained representation of transcriptional state.

We believe that the measurement of many diverse biological systems could benefit from the

identification and analysis of hidden low-dimensional representations. For instance,

proteome quantification, protein-protein interactions, and human genetic variant data all

contain high levels of correlations, suggesting these datasets may all be effectively low

dimensional. We anticipate new modes of biological inquiry as advances from signal

processing are integrated into biological data analysis and as the underlying structural
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features of biological networks are exploited for large scale measurements.

2.4 Figures

Figure 2.1: A mathematical model reveals factors determining the performance of shallow
mRNA-seq (A) mRNA-seq throughput as a function of sequencing depth per sample for a
typical sequencing capacity of 200 million reads. (B) Unsupervised learning techniques are
used to identify transcriptional programs. We ask when and why shallow mRNA-seq can
accurately identify transcriptional programs. (C) Decreasing sequencing depth adds mea-
surement noise to the transcriptional programs identified by principal component analysis.
Our approach reveals that dominant programs, defined as those that explain relatively large
variances in the data, are tolerant to measurement noise.
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Figure 2.2: (A) Principal component error as a function of read depth for selected princi-
pal components for the Shen et al. data. For first three principal components, 1% of the
traditional read depth is sufficient for achieving > 80% accuracy. Improvements in error ex-
hibit diminishing returns as read depth is increased. Less dominant transcription programs
(principal components 8 and 15 shown) are more sensitive to sequencing noise. (B) Variance
explained by transcriptional program (blue) and differences between principal values (green)
of the Shen et al. data. The leading, dominant transcriptional programs have principal val-
ues that are well-separated from later principal values suggesting that these should be more
robust to measurement noise. (C) Gene Set Enrichment significance for the top ten terms of
principal component two (top) and three (bottom) as a function of read depth. 32,000 reads
are sufficient to recover all top ten terms in the first three principal components. (Analysis
for first principal component shown in Figure S1D and S1E.) (D) Projection of a subset of
the Shen et al. tissue data onto principal components two and three. The ellipses repre-
sent uncertainty at specific reads depths. Similar tissues lie close together. Transcriptional
program two separates neural tissues from non-neural tissues while transcriptional program
three distinguishes tissues involved in haematopoiesis from other tissues. This is consistent
with the GSEA of these transcriptional programs in (C).
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Figure 2.3: (A) Principal component error as a function of read depth for selected principal
components for the Zeisel et al. data. (B) Accuracy of cell type classification as a function
of transcripts per cell. Accuracy plateaus with increasing transcript coverage. At 1000
transcripts per cell, all three cell types can be distinguished with low error. At 100 transcripts
per cell, pyramidal cells cannot be distinguished from each other, while oligodendrocytes
remain distinct. (C Left) Covariance matrix of genes with high absolute loadings in the
first principal component. The genes with the 100 highest positive and 100 lowest negative
loadings are displayed. (C Middle) First principal component is enriched for genes indicative
of oligodendrocytes and neurons. (C Right) Genes significance as a function of transcript
count for the first principal component. (D) True and false detection rates as a function of
transcript count for genes significantly associated with the first three principal components.
Below 100 transcripts per cell, false positives are common.
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Figure 2.4: (A) Variance explained and covariance matrix for increasing gene expression co-
variance in a model. (B) Variance explained by different principal components for the Zeisel
et al. data set. (Middle) Covariance matrix shows large modules of covarying genes. (Bot-
tom) Dominant transcriptional programs are robust to low-coverage profiling as predicted
by model. Shuffling the dataset destroys the modular structure, resulting in noise-sensitive
transcriptional programs. For the shuffled data, 4250 transcripts are required for 80% accu-
racy of the first three principal components, whereas 340 transcripts suffices for the original
dataset.
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Figure 2.5: (A, left) Variance explained by the first five transcriptional programs of 352 pub-
lished yeast, mouse, and human microarray datasets. Shuffling microarray datasets removes
gene-gene covariance and destroys the relative dominance of the leading transcriptional pro-
grams. (A, right) Read depth required to recover with 80% accuracy the first five principal
components of the 352 datasets. Removing gene expression covariance from the data requires
a median of ∼10 times more reads to achieve the same accuracy. (B) Accuracy of Gene Set
Enrichment Analysis of the human microarray datasets at low read depth (100,000 reads,
i.e. 1% deep depth). Reactome pathway database gene sets are correctly identified (blue)
or not identified (yellow) at low read depth (false positives in red). ∼80% of gene sets can
be correctly recovered at 100,000 reads. (C) Accuracy of Gene Set Enrichment Analysis as
a function of read-depth.
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Figure 2.6: (A) Error in the first principal component of the Zeisel et al. dataset for vary-
ing cell number and read-depth. Black circles denote a fixed number of total transcripts
(100,000). Error can be reduced by either increasing transcript coverage or the number of
cells profiled. (B) Number of reads required (color) to achieve a desired error (y-axis) for a
given principal value (x-axis). Typical principal values (dashed black vertical lines) are the
medians across the 352 gene expression datasets. (C) Error of the Read Depth Calculator
(Equation 2) across 176 gene expression datasets used for validation (out of 352 total). The
calculator predicts the number of reads to achieve 80% PCA accuracy in each dataset (col-
ored dots). The predicted values closely agree with simulated results, with the median error
< 10% for the first five transcriptional programs.
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2.5 Experimental Procedures

2.5.1 Simulated shallow sequencing through down-sampling of

reads

Transcriptional data sets were obtained from the Gene Expression Omnibus (Zeisel et al.

was from www.linnarssonlab.org). mRNA-seq read counts were normalized by the total

number of reads in the sample. For each read depth, we model the sequencing noise with a

multinomial distribution. The Zeisel et al. data was sampled without replacement because

of the unique molecular identifiers (See Supplemental Experimental Procedures).

Finding genes significantly associated with a principal component We first generated a

null-distribution of gene loadings from the principal components of a shuffled,

transcript-count matrix. p-values were computed with respect to this distribution; averages

over 15 replicates are reported. Gene Set Enrichment Analysis Gene Set Enrichment

Analysis was performed with 1370 gene lists from MSigDB35. The loadings of each

principal component were collected in a distribution and loadings within 2 standard

deviations from the mean of this distribution were considered for analysis. We applied a

hypergeometric test with significance p-values cutoff of 10−4.

2.6 Supplemental Figures
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Figure 2.7: (A) Mean (solid lines) and standard deviation (error bars) in principal compo-
nent error of mouse tissue data (Shen et al.), as a function of read depth as calculated from
20 simulated shallow sequencing experiments at each of 25 indicated read depths. Narrow
width of error bars illustrates the stability of the PCA error calculation to the downsam-
pling procedure. The mean PCA error curves are also shown in Figure 2.2A. (B) Principal
component error for first 38 principal components of the mouse tissue data at 7 read depths,
illustrating the number of principal components that can be accurately reconstructed as sam-
ple read depth is decreased. For example, nine principal components can be reconstructed at
less than 20% error with only 133,000 reads per sample. (C) Gene Set Enrichment Analysis
for principal component 1 of the mouse tissue dataset at decreasing read depth. Significant
gene sets (see scale bar) are stable even below 32, 000 reads. Figure 2.2 focuses on analysis of
principal components 2 and 3 as they are of more biological relevance for classification. (D)
Negative Predictive Value of Gene Set Enrichment Analysis applied to mouse tissue data
for the first three principal components (color) over a large range of read depths. Negative
Predictive Value indicates the fraction of gene sets correctly considered insignificant out of
all gene sets considered insignificant. (E) Positive Predictive Value of Gene Set Enrichment
Analysis applied to mouse tissue data for the first three principal components (color) over
a large range of read depths. Positive Predictive Value indicates the fraction of gene sets
correctly considered statistically significant out of all gene sets considered statistically sig-
nificant. (F) Principal component error as a function of read depth for selected principal
components for the Shen et al. data as in Figure 2.2A. Here the transcriptional programs
are calculated from the FPKM values rather then read count data. Again the first three
principal components can be recovered with > 80% accuracy with just 1% of the traditional
read depths. Improvements in error exhibit diminishing returns as read depth is increased.
Less dominant transcription programs (principal components 8 and 15 shown) are more sen-
sitive to sequencing noise. (G) Variance explained by transcriptional program (blue) and
differences between principal values (green) calculated from the FPKM values. Like the read
count data, the leading, dominant transcriptional programs have principal values that are
well-separated from later principal values suggesting that these should be more robust to
sequencing noise. (H) Projection of a subset of the mouse tissue data onto principal compo-
nents two and three as in Figure 2.2. Here, principal components are calculated with FPKM
values, rather than read count data. As in Figure 2.2D, the ellipses represent uncertainty
due to sequencing noise at specific reads depths. Again, similar tissues lie close together.
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Figure 2.8: (A) Variance explained by principal components (blue) and differences between
principal values (green) of the Zeisel et al. data. Similar to the bulk mRNA-seq data, the
leading, dominant transcriptional programs have principal values that are well-separated
from later principal values suggesting that these should be more robust to measurement
noise. See Figure 2.3 for the principal component error and cell-type classification accuracy
as a function of transcript coverage. (B) Variance explained by principal components (blue)
and differences between principal values (green) of the Treutlein et al. data. (C) Principal
component error as a function of read depth for the first three principal components for the
Treutlein et al. data. (D) Transcriptional state of single cells during lung development at
two time points E16.5 and 18.5 from Treutlein et al. projected onto the first two principal
components (see Supplemental Experimental Procedures). Radii indicate error at given read
depth. Developmental stages corresponding to nascent (16.5) and mature (18.5) progenitor
cells can be distinguished at 3,200 reads. (E) Variance explained by principal components
(blue) and differences between principal values (green) of the Kumar et al. data. (F) Princi-
pal component error as a function of read depth for the first three principal components for
the Kumar et al. data. (G) Projection of the transcriptional state of wild type and Dgcr8
knockout mouse embryonic stem cells from Kumar et al. on the first two principal compo-
nents. The wild type cells separate from the knockout cells which are deficient in miRNA
processing at 3,200 reads. (H) Variance explained by principal components (blue) and dif-
ferences between principal values (green) of the Shalek et al. data. (I) Principal component
error as a function of read depth for the first three principal components for the Shalek et al.
data. (J) Projection of the transcriptional state of 18 bone-marrow-derived dendritic single
cells from Shalek et al. data on the first two principal components. The “mature” and “not
mature” cells are distinguishable at 3,200 reads. (K) and (L) Distinct transcriptional states
in single cells can be uncovered by the nonlinear unsupervised learning methods t-SNE and
LLE at low read depth. Computed clusters in Kumar et al. data and Shalek et al. data at
105 reads are almost identical to those obtained at 107 reads, with significant information
preserved even at 103 reads.
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Figure 2.9: (A) Principal value separation increases with module size. Principal values λi
shown for a sixteen gene system for increasing module size b (with q = 40, r = −8, and mi

constant within blocks and spanning [80, 200]). (B) Block-diagonal covariance matrix for a
general model of gene expression analyzed in the Supplemental Information Section 2.2 (the
ten gene, two module case is illustrated). The matrix is annotated with relevant parameters,
q, r,mi, b. The first principal component discriminates membership in the two underlying
gene expression modules. (C) Principal value separation increases or remains constant as
within-cluster covariance q increases. Clustered covariance matrices depicted along x-axis
and the first four principal values are analytically determined from the gene expression model
of (B) as described in Supplemental Information Section 2.2, with b = 4, r = −1, m1 =
10, m2 = 6. (D) Principal component loading error versus absolute gene expression level
for the Shen et al. dataset. For each gene, the absolute gene expression level is normalized
read counts summed across samples. The gene-wise loading error is calculated for gene i
as |pc1,i − p̂c1,i|/pc1,i at a read depth of 46,000 reads per sample. The weak correlation
(R2 = 0.13) indicates that absolute gene expression level does not significantly contribute to
the gene-wise principal component error.
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Figure 2.10: The gene expression covariance matrix of the Shen et al. data reveals large mod-
ules of covarying genes (middle), whose signature is a few, dominant transcriptional programs
that explain relatively large variances in the data (top). As predicted by the model, these
dominant transcriptional programs are robust to low-coverage profiling (bottom). Shuffling
the Shen et al. data destroys the modular structure, resulting in noise-sensitive transcrip-
tional programs. For the shuffled data, ∼2.3 million reads are required for 90% accuracy
of the first three transcriptional programs, whereas ∼100, 000 reads suffices for the original
dataset.
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Figure 2.11: (A) Principal value separations λi−λi+1 for six mRNA-seq datasets illustrating
the generality of principal value decay. Median of the differences between principal values
for the datasets after shuffling is shown in black. (B) Relationship between error in Non-
negative Matrix Factorization (NMF) and sum of first three principal values of microarray
data. NMF error calculated as median error across three NMF parts at 45,000 reads per
sample (see Supplemental Experimental Procedures). As the summed principal values on the
x-axis represent the variance explained by the first three principal components, this indicates
that the performance of NMF correlates with the existence of dominant, transcriptional
programs. (C) Ratio of principal values, λi/λ1, in human microarray data for 2 ≤ i ≤ 10.
Principal values are well-separated. (D) After shuffling datasets to remove gene expression
covariance, the principal values are no longer well-separated. (E) Sample number (x-axis)
and the magnitude of the first principal value λ1 (y-axis) are approximately uncorrelated.
Left: 20 yeast datasets, R2 = 0.04. Middle: 106 mouse datasets, R2 = 0.08. Right: 226
human datasets, R2 = 7.0× 10−4.

2.7 Supplemental Theory

This section develops the theoretical framework used in the main text to analyze shallow

sequencing. We use perturbation theory to find how principal components of shallow data

differ from those of deep data and explore this relationship in the context of a simple,

multinomial noise model for mRNA-sequencing. In the process, we provide background on

Equation 2.1 and derive Equation 2.2 of the main text.

We begin by summarizing and extending the notation of the main text.

2.7.1 Introduction and Notation

Suppose we have collected reads from deep mRNA-seq experiments in a matrix G of

dimensions g × n, where g is the number of genes in the genome and n is the number of

experimental samples analyzed. Each entry satisfies 0 ≤ Gij ≤ Ndeep, where Ndeep is the

total number of reads collected in each sample and is assumed (for convenience) to be

constant across samples. Then P 0
ij, the probability that a transcript from sample j maps to

gene i, is equal to Gij/Ndeep. We assume that Ndeep is large enough that P 0
ij represents the
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true, underlying probabilities of gene expression. It is frequently more convenient to work

with the row-centered probabilities, Pij , P 0
ij − n−1

∑
j P

0
ij. For instance, the deep gene

covariance matrix C, of dimensions g × g, is of fundamental interest and can be written

simply as C , PP T/(n− 1), where P is a matrix with entries Pij. Note that while we

define the covariance matrix in terms of transcript probabilities, we could similarly define

the covariance matrix in terms of transcripts measured in FPKM units, by rescaling each

Pij by a gene length dependent factor. We choose to work with transcript probabilities for

mathematical convenience.

Now assume that we repeat the sequencing experiments with only N � Ndeep reads. From

these shallow mRNA-seq experiments, we obtain data Ĝij from which we compute the gene

expression probabilities P̂ij and gene-gene covariances Ĉij, which we collect in matrices P̂

and Ĉ. (In general, we put hats on the quantities calculated from shallow data.) We are

primarily interested in minimizing the number of reads while preserving the biologically

relevant information contained in Ĉ. In particular, this section addresses the question of

how does sequencing depth N affect the distance between the ith principal component of P̂

and the ith principal component of C?

The principal components vi and principal values λi of the probability matrix P are the

eigenvectors and eigenvalues of the covariance matrix C and therefore satisfy

Cvi = λivi. (2.3a)

We adopt the convention that the eigenvectors are sorted by decreasing eigenvalue, so v1 is

the first eigenvector of C, corresponding to the direction of maximum variance in the data

P . Similarly, the shallow principal components and shallow principal values satisfy

Ĉv̂i = λ̂iv̂i. (2.3b)

The rest of this section is structured as follows. Section 2.7.1 describes a simple,
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multinomial noise model for mRNA-seq and describes how noise propagates to the shallow

covariance matrix. Section 2.7.2 explains how this noise “perturbs” the deep covariance

matrix and bounds the resulting change in the first principal component, thereby deriving

Equation (2) of the main text. Finally, Section 2.7.2 generalizes this result to higher

principal components.

We additionally use the following notation. A matrix X has elements Xij. The transpose

of a vector x is xT . Expectation is denoted E· and variance by Var·. We use ‖ · ‖ or ‖ · ‖2

to mean the `2 norm of a vector and the spectral norm of a matrix (i.e. the maximum

singular value of the matrix). We write ‖ · ‖1 for the `1 norm and ‖ · ‖∞ for the infinity

norm of a matrix (i.e. the maximum absolute row sum).

Noise Model

We first introduce a noise model that describes the impact of sequencing depth on the data

G. While there are many sources of noise in the measurement of mRNA-transcripts, we

begin with a simplifying assumption.

Assumption 1 The dominant source of noise in the measurement of mRNA-transcripts is

counting noise. Further, all noise, across both genes and samples, is uncorrelated.

Hence the data collected from shallow sequencing is

Ĝij ∼ Binomial(N,P 0
ij).

The maximum likelihood estimate of the true (i.e. obtained from deep data) gene

expression probabilities is simply

P̂ 0 = Ĝ/N.

Using the assumption that all noise (across both genes and samples) is uncorrelated and

further assuming that the binomial is well-approximated by the normal distribution, we
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have that the underlying probabilities are

P̂ 0
ij ∼ Normal

(
P 0
ij,

1

N
P 0
ij(1− P 0

ij)
)

which, when row-centered, are

P̂ij ∼ Normal
(
P 0
ij −

1

n

∑
j

P 0
ij,

1

N
P 0
ij(1− P 0

ij)
)
. (2.4)

With this notation, the shallow gene covariance is Ĉ , P̂ P̂ T/(n− 1).

Similar models for sequencing noise, as well as more specialized models for single-cell

RNA-seq, have been recently proposed10,36? ? –45. Our goal in what follows is to use the

simplest noise model to identify the important parameters and capture their basic

dependencies. However, more realistic noise models will fit comfortably in our framework.

To measure the error induced by shallow sequencing, we introduce two definitions.

Definition 1 The error in gene expression probabilities is E , P̂ − P .

From equation (2.4), this error is distributed as

Eij ∼ Normal
(
0,

1

N
P 0
ij(1− P 0

ij)
)
. (2.5)

Definition 2 The covariance distortion induced by shallow sequencing is D , Ĉ −C.

With the definitions of gene covariance as well as Definition 1, the covariance distortion

can be expanded as

D =
1

n− 1
(PET +EP T +EET ). (2.6)
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2.7.2 Perturbation theory

Our goal is to find how the principal components of P differ from those of P̂ . Our

approach treats the covariance distortion D as a (random) perturbation to the deep

covariance matrix C. We then use a result from perturbation theory as well as the

properties of the noise model of Section 2.7.1 to find the resulting change in the principal

components of P . Along the way, we introduce assumptions that reflect properties of

biological data that are needed to simplify the result.

Our main tool from perturbation theory23,24 describes how the eigenvectors of a positive

semi-definite matrix change when the matrix is perturbed:

Proposition 1 Let C be a positive semi-definite matrix with eigenvalues λ0k and

eigenvectors v0k. Further let

Ĉ(ε) = C + εD

be a perturbation of C. With some weak assumptions on D, the eigenvalues and

eigenvectors of Ĉ are

λ̂k(ε) = λ0k + ελ1k

v̂k(ε) = v0k + εv1k

where the first-order corrections to the eigenvalues and eigenvectors are

λ1k = v0Tk Dv
0
k

and

v1k =
∑
j 6=k

v0Tj Dv
0
k

λ0k − λ0j
v0j + akv

0
k.

Here ak is a constant that is determined by the constraint that v̂k is unit length.
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Equation (1) of the main text immediately follows from this proposition. As explained in

the main results, a natural measure of the error induced by shallow sequencing in the kth

principal component is ‖v̂k − vk‖2. From Proposition 1, this quantity is to first order

‖v̂k − vk‖2 ≈

√√√√a2k +
∑
j 6=k

(
vTj Dvk

λk − λj

)2

. (main text equation 1)

In this formula, ak can be determined by the convention that v̂k has unit length,

(1 + ak)
2 = 1−

∑
j 6=k

(
vTj Dvk

λk − λj

)2

.

We now focus on deriving an upper bound for the expected error of the first principal

component, E‖v̂1 − v1‖2, where the expectation is over noise. As a vector’s `2 norm is

always less than its `1 norm, we can bound the expectation of ‖v̂1 − v1‖1 instead. By

Proposition 1, we have to first order

E‖v̂1 − v1‖2 ≤ E‖v̂1 − v1‖1

= E
∑
j 6=1

∣∣∣∣vTj Dv1λ1 − λj

∣∣∣∣
≤ E

[∑
j 6=1

1

(λ1 − λj)2
∑
j 6=1

(vTj Dv1)
2

]1/2
(2.8)

where we have used the Cauchy-Schwarz Inequality to isolate the effects of the numerator

and denominator. As the Pythagorean Theorem states that
∑

j(v
T
j Dv1)

2 = ‖Dv1‖2, we

have, using the definition of matrix norm, that

E‖v̂1 − v1‖2 ≤ E‖D‖
[∑
j 6=1

1

(λ1 − λj)2

]1/2
. (2.9)
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The norm of the covariance distortion ‖D‖ can be expanded from equation (2.6) as

‖D‖ = ‖Ĉ −C‖

= (n− 1)−1‖(P +E)(P +E)T − PP T‖

= (n− 1)−1‖PET +EP T +EET‖

≤ (n− 1)−1
(
2‖PET‖+ ‖EET‖

)
≤ 2

n− 1
‖P ‖ ‖E‖+O(‖E‖2), (2.10)

where the last inequality follows from the sub-multiplicativity of the matrix norm. Hence

‖D‖ is bounded by the product of ‖P ‖ and ‖E‖ plus higher order error terms. Putting

this result in equation (2.9), we have

Proposition 2 With the notation established,

E‖v̂1 − v1‖2 ≤ E
2

n− 1
‖P ‖ ‖E‖

[∑
j 6=1

1

(λ1 − λj)2

]1/2
+O(‖E‖2). (2.11)

So far our analysis has been general, aside from dropping higher order terms in the

perturbation expansion. We next analyze in turn each of the three terms on the right side

of equation (2.11), ‖P ‖, ‖E‖, and {
∑

j 6=1 (λ1 − λj)−2}1/2, and introduce assumptions

where necessary to simplify. In particular, while ‖E‖ can be simplified in different ways

depending on the assumptions made regarding noise, we will assume the noise model of the

previous section to analyze this term.

The norm of P is easy to compute from the definition of the gene covariance matrix. As C

is defined to equal PP T/(n− 1), we have that ‖P ‖2 = (n− 1)‖C‖ from which follows

‖P ‖2 = (n− 1)λ1, (2.12)

using the fact that C is positive semi-definite.
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Next we turn to the norm of E, which fundamentally represents the “strength” of the

noise, or the “noise power,” caused by sequencing at a shallow depth. Evaluating this

quantity is more challenging, as from our noise model analysis of Section 2.7.1, each entry

of E is a gaussian random variable with a different variance. Such matrices are studied in

random matrix theory. For instance, corollary 4.2 of46 provides a “tail bound” for the

probability that the norm of this random matrix exceeds a fixed quantity. In our notation,

the tail bound states that

Pr{‖E‖ >
√
t} < min{(n+ g) exp(−t/2σ2), 1},

where σ2 is a “variance parameter” equal to

σ2 = max

{
max
j

1

N

∑
k

P 0
jk(1− P 0

jk), max
k

1

N

∑
j

P 0
jk(1− P 0

jk)

}
. (2.13)

This tail bound is sufficient to bound the first two moments of ‖E‖ as shown in Section 4.3

of46. The second moment of ‖E‖ follows from the fact that the expectation of a

non-negative random variable is one minus its cdf, so

E‖E‖2 =

∫ ∞
0

Pr{‖E‖ >
√
t} dt

≤
∫ ∞
0

min{(n+ g) exp(−t/2σ2), 1} dt

= 2σ2 log(n+ g) +

∫ ∞
2σ2 log(n+g)

(n+ g) exp(−t/2σ2) dt

= 2σ2 log e(n+ g).

This directly leads to a bound for expectation of ‖E‖. Since

Var‖E‖ = E(‖E‖2)− (E‖E‖)2, we have that E‖E‖ ≤ (E‖E‖2)1/2 from which

E‖E‖ ≤ σ{2 log e(n+ g)}1/2. (2.14)
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The term in the square root depends on n and g but very weakly. For instance, taking the

small values of g = 1000 and n = 10, the quantity {2 log e(n+ g)}1/2 is 3.97. On the other

hand, for g = n = 105, the term increases only to 5.14. Hence for values within an order of

magnitude of what we may encounter in practice, we incur little error by treating this term

as constant.

We now simplify the variance parameter of equation (2.13). The variance parameter is the

maximum of the largest row sum and the largest column sum of the variances in E. As

typically there are many more genes then samples, the largest column sum is greater than

the largest row sum and therefore determines σ2. More formally we have

Assumption 2 As commonly Pij � 1, assume that Pij � P 2
ij. Additionally suppose that

‖P ‖∞ < 1. This latter assumption will be satisfied if n is small, say n < 1/
√
λ1, as

‖P ‖∞ ≤
√
n‖P ‖2 ≤ n

√
λ1.

Then the variance parameter σ2 reduces to

σ2 ≈ max

{
max
j

1

N

∑
k

P 0
jk, max

k

1

N

∑
j

P 0
jk

}
= max

k

1

N

∑
j

P 0
jk =

1

N
. (2.15)

Combining these results, we have shown

Proposition 3 With Assumptions 1 and 2, the expectation of the norm of the error in the

gene expression probabilities E satisfies

E‖E‖ ≤ κ√
N

(2.16)

where κ is a constant ({2 log e(n+ g)}1/2) effectively independent of the dimensions of the

matrix.

Finally, we analyze the third term on the right side of equation (2.11). Splitting the term
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into two sums yields

[∑
j 6=1

1

(λ1 − λj)2

]1/2
=

[(∑
j≤n
j 6=1

1

(λ1 − λj)2
+
∑
j>n

1

λ21

)]1/2

≤
(

n− 1

(λ1 − λ2)2
+

g − n
λ21

)1/2

, (2.17)

using the fact that λ1 − λ2 ≤ λ1 − λj for all j > 1. As discussed in the main text, typically

the principal values “decay” rapidly so that the kth principal value spacing is large with

respect to λk. This observation allows us to compare the relative magnitude of the two

terms in equation (2.17) and motivates

Assumption 3 Let δλk , minj{|λk − λj|} be minimum distance between the kth principal

value and any other principal value. Assume that P satisfies

√
n

g − n
� δλk

λk
for all k. (2.18)

In general, we call matrices that satisfy this property well-separated.

In many cases of interest, δλk = λk − λk+1. Then equation (2.18) reduces to a simpler

expression,

λk+1

λk
� 1−

√
n

g − n
for all k.

Intuitively, this property states that each principal value is much smaller than the one that

preceded it. This property can be checked in actual data in Figures S5C and S5D. With

this assumption, we neglect the first term in the sum of equation (2.17) to obtain

[∑
j 6=1

1

(λj − λ1)2

]1/2
≤
(
g − n
λ21

)1/2

. (2.19)

We return to equation (2.11) and put all of these results together. If we apply the bounds
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of (2.12), (2.16), and (2.19) and drop the higher order error terms, we find

E‖v̂1 − v1‖2 ≤ 2κ

(
g − n

λ1N(n− 1)

)1/2

.

Since Assumption 3 implies that g � n and in practice n� 1, this inequality is

approximately

E‖v̂1 − v1‖2 ≤ κ

√
1

λ1Nn
(2.20)

where we have absorbed constants into κ. This completes our derivation of Equation (2).

Remark It is natural to ask what happens when n is large, contrary to Assumption 2. In

this case, the simplification used for the “variance parameter” in equation (2.15) no longer

holds, and equation (2.16) is replaced with

E‖E‖ ≤ κPmax

√
n√

N

where Pmax = maxij{Pij}. Consequently, the best bound our methods show for the error of

the first principal component is

E‖v̂1 − v1‖2 ≤ κ

√
1

λ1N
,

in place of equation (2.20).

Higher principal components

Similar reasoning shows that bound (2.20) can be adapted to apply to higher principal

components. For principal component k, the previous analysis holds but equation (2.17)
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must be generalized to

[∑
j 6=k

1

(λj − λk)2

]1/2
≤
(

n− 1

minj(λk − λj)2
+

g − n
λ2k

)1/2

With this modification, we find, using the same reasoning based on Assumption 3, that

E‖vk − vk‖2 ≤ κ

√
λ1
λk

√
1

nN
(2.21)

This is a conservative bound that will likely be sufficient for many applications. However,

the bound can be improved as we show next.

The key idea to improving the bound is that D can be written as a sum of rank-one

projections, many of which contribute only second order terms to the perturbation

expansion of Proposition 1. We will remove these second order terms to find a “reduced

perturbation” that we call D′ (which has strictly smaller norm than D) and use this

perturbation to bound E‖v̂k − vk‖ through Proposition 1. As an illustration, consider the

second principal component, v2, and its noisy counterpart, v̂2. To first order,

v̂2 − v2 =
∑
j 6=2

vTj Dv2

λ2 − λj
vj.

We expand the terms in D = Ĉ −C via eigendecomposition to find

v̂2 − v2 =
∑
j 6=2

vTj (Ĉ −C)v2

λ2 − λj
vj =

∑
j 6=2

( n∑
i=1

λ̂i
vTj v̂iv̂

T
i v2

λ2 − λj
vj −

n∑
i=1

λi
vTj viv

T
i v2

λ2 − λj
vj

)
.

In the inner sum, we incur an error of O(λ1‖D‖2) if we choose to skip the i = 1 term. This

is because both vTj v̂1 and v̂T1 v2 are on the order of ‖D‖. For sufficiently large number of

reads, this is smaller than the i = 2 term which is O(λ2‖D‖) as vTj v̂2 is O(‖D‖) and vT2 v̂2
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is O(1− ‖D‖2). Discarding these second order terms, we have by this analysis

v̂2 − v2 ≈
∑
j 6=2

vTj (Ĉ ′ −C ′)v2
λ2 − λj

vj =
∑
j 6=2

vTj D
′ v2

λ2 − λj
vj. (2.22)

In this equation, C ′ and Ĉ ′ are “reduced” matrices equal to
∑

i>1 viv
T
i and

∑
i>1 v̂iv̂

T
i

respectively, and D′ , Ĉ ′ −C ′ is the “reduced perturbation.” In general, to bound the

error of the kth principal component, the first k − 1 rank one projections of D onto viv
T
i

may be projected out with a loss of accuracy of only O(‖D‖2). As the reduced

perturbation D′ has a smaller norm, we are able to obtain better bounds.

With equation (2.22), we continue like we did with the first principal component, replacing

D with D′ in our analysis. Equation (2.8) is modified to give

E‖v̂2 − v2‖2 ≤ E

[∑
j 6=2

1

(λj − λ2)2
∑
j 6=2

(vTj D
′v2)

2

]1/2
≤ E‖D′‖

[∑
j 6=2

1

(λj − λ2)2

]1/2
≤ E

[
2

n− 1
‖P ′‖ ‖E‖+O(‖E‖2)

][∑
j 6=2

1

(λj − λ2)2

]1/2
(2.23)

Here P ′ is the “reduced” data, found by forming the singular value decomposition of P

without the first component, i.e.
∑

i>1

√
λi viw

T
i , and row mean centering the result. By

construction, P ′P ′T and PP T share the same eigenvectors.

Now consider the two terms in equation (2.23). The first term in brackets depends on ‖P ′‖

and E‖E‖. Equation (2.16) describing E‖E‖ is unchanged but equation (2.12) is now

replaced with

‖P ′‖2 = (n− 1)λ2. (2.24)
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The second term in brackets is

[∑
j 6=2

1

(λj − λ2)2

]1/2
=

[( ∑
1≤j≤n
j 6=2

1

(λj − λ2)2
+
∑
j>n

1

λ22

)]1/2

≤
(

n− 1

minj(λ2 − λj)2
+

g − n
λ22

)1/2

Now using the assumption that P is well-separated, this inequality is approximately

[∑
j>2

1

(λj − λ2)2

]1/2
≤
(
g − n
λ22

)1/2

. (2.25)

Substituting equation (2.24) and equation (2.25) into equation (2.23) and dropping higher

order terms, we have

E‖v̂2 − v2‖2 ≤
κ√
nNλ2

.

This technique can be applied iteratively. For the kth principal component, the first k − 1

rank one projections of D onto viv
T
i can be neglected, so that the norm of the “reduced”

data P ′ is {(n− 1)λk}1/2. Hence the error in the kth principal component is

E‖v̂k − vk‖2 ≤
κ√
nNλk

. (2.26)

2.7.3 Gene expression modules enhance principal value

separation in a simple model

In the main text we show that principal value separation determines the accuracy of

transcriptional program extraction at low read-depths. Through a broad survey of gene

expression datasets, we find that favorable principal value separation is common in

biological data allowing mRNA-seq at a drastically increased scale. In this section, we

study a simple gene expression model to ask how modularity, a core structural property of
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biological systems, might impart principal value separation and noise tolerance to gene

expression data. The relationship between gene expression modules and principal value

separation is of fundamental interest because transcriptional regulatory networks are

commonly organized into regulatory modules, groups of covarying genes. In fact the

covariance matrices of both the Shen et al. and Zeisel et al. datasets contain coherent gene

expression blocks that suggest an underlying modular architecture (Figure 2.4B and 2.10).

Within the context of a simple model, we rigorously show that principal value separation is

enhanced by such a modular architecture; principal value separation scales directly with

module size and the magnitude of gene expression covariance within modules. As such,

gene expression modules might endow biological systems with an inherent tolerance to

shallow profiling.

Gene expression model We consider a gene expression covariance matrix, C, that has

the block diagonal structure shown in Figure 2.3B. The matrix contains two blocks of size

b× b, and each block represents a module of covarying genes. Genes within each red block

have a positive covariance, and the two blocks have relative negative covariance represented

by green. For mathematical convenience, we consider all blocks to share a constant

within-block gene expression covariance q. The gene expression variances mi within each

block are assumed to be constant, but differ between the blocks to avoid module

degeneracy. The between-block covariances are likewise constant and equal to r. We note

that for a gene expression model with two mutually exclusive gene expression modules (i.e.

when module 1 is “on” module 2 is “off”), r ≤ 0 because covariance is calculated following

mean centering of the raw gene expression data. We also assume that q ≥ 0, m1 > m2,

m1 > q, m2 > q. Finally, we assume that q > |r| to ensure that the two blocks of genes are

distinct.

Solution to the model In this simple model, we now determine the factors that

influence the separation of the principal values of the underlying data. The principal
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values, denoted by λi, are defined as the eigenvalues of C and for this model can be

calculated analytically. There are 2b eigenvalues in total: b− 1 eigenvalues equal to m1 − q,

another b− 1 eigenvalues equal to m2 − q, and two eigenvalues given by

{λ1, λ2} = m+ (b− 1)q ±
√

(br)2 + {δm}2, (2.27)

with the notation m = (m1 +m2)/2 and δm = (m1 −m2)/2. When q and r both equal

zero, all gene-gene covariances are zero and the system has eigenvalues m1 and m2, both

with multiplicity b. For nonzero q and r, the non-degenerate eigenvalues separate from the

degenerate eigenvalues. In this case, λ1 is the largest eigenvalue of C and, for sufficiently

large q, λ2 is the second largest eigenvalue of C (Figure 2.9C). We note that the noise

tolerance of λ1 is of special interest because its associated eigenvector, the first principal

component of the gene expression data, identifies the gene expression modules in the

system (Figure 2.9B). The entries of this eigenvector, pc1, are positive for genes within one

module and negative for genes within the other module.

As described in the main text, the noise tolerance of pc1 depends upon the spacing

between λ1 and all other eigenvalues of C. These can be calculated directly as

λ1 − λ2 = 2
√

(br)2 + {δm}2 (2.28a)

λ1 − (m1 − q) =
√

(br)2 + {δm}2 − δm+ bq (2.28b)

λ1 − (m2 − q) =
√

(br)2 + {δm}2 + δm+ bq. (2.28c)

These quantities are depicted as a function of q in Figure 2.3C for a two-module, four gene

system.

The features that improve the noise tolerance of principal component recovery

Examination of the the principal value separations leads to two conclusions. First,

increasing the within-module covariance q increases the separation between λ1 and λi for
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i > 2 (equations 2.28b, 2.28c). Secondly, this effect scales with the size of the gene

expression modules. While both the covariance term q and the variance term mi contribute

to principal value separation, only the impact of the covariance term scales with block size

b (as bq). Hence for large modules (i.e. large b), the covariance terms may contribute

significantly to principal value separation. We conclude that gene expression modularity

directly increases the separation between λ1 and all other principal values, and thus

enhances the ability to extract principal component 1 at low read depth. (We note that our

model with covariance q fixed for all blocks can be generalized to allow for differing

covariance parameters within blocks and still yields qualitatively similar results.)

Finally, the impact of module size on principal value separation can be seen directly in a

generalized model where more than two gene expression modules are allowed. In Figure

2.9A, we analyze a series of covariance matrices where the number of genes is held

constant, but the number of gene expression modules is increased. In these calculations,

the covariance terms q and r are held constant (q = 40, r = −8) and mi span a constant

range, 80 < mi < 200. For constant q and r, the spacing between the largest eigenvalue

and all others eigenvalues (λ1 − λi) increases as module size increases. A system with two

modules has significantly increased principal value separation when compared with even a

four module system. Due to this scaling, large gene expression modules might significantly

enhance principal value separation and therefore noise tolerance in biological data.

2.8 Supplemental Experimental Procedures

Alignment of sequencing reads and quantification of read counts for public

mRNA-seq datasets

Raw mRNA-seq reads were obtained from the Gene Expression Omnibus. mRNA-seq

datasets used in Figure ??A are from10,27–29,47,48. The reads from these studies were aligned

to either human hg19 or mouse mm9 exomes. Exome files were constructed based upon
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the transcriptome annotations and gene feature files (gff) available from the UCSC genome

browser49. Open reading frames encoding rDNA, transposable elements, or other

non-protein coding features were not included in the exome. Reads were aligned to exomes

using Bowtie2 v 2.1.050 using the following options -D 25 -R 3 -N 1 -L 20 -i S 1 0.50 local.

Following alignment, the data was preprocessed prior to analysis. This was accomplished

by normalizing raw per gene read counts by the total number of reads collected for a given

sample, ensuring that the normalized reads of one experiment sum to one.

For the analysis of Zeisel et al., we used the transcript counts reported on the Linnarsson

Lab website.

Simulated shallow sequencing through down-sampling of reads

A computational downsampling procedure was applied to simulate the impact of reduced

read depth on public mRNA-seq datasets (the Zeisel et al. data required a different

method; see the next experimental procedure). Read counts for the deep mRNA-seq

experiments were normalized by dividing the number of reads mapped to a gene by the

total number of mapped reads in that experiment, generating a multinomial probability

mass function. For a given simulated read depth, we model the sequencing process by

drawing N reads, with replacement, from this multinomial distribution.

We sample with replacement because the number of molecules within an mRNA-seq

library, ∼1012 36, is much larger than the number of reads being sequenced, ∼107 47,

effectively making each sequencing event independent of others. To accelerate the

computation at simulated depths over one million reads, read counts were estimated

directly with a Poisson distribution. Similar downsampling procedures are frequently use

to model read depth reductions and associated measurement noise10,51.
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Simulated shallow sequencing through down-sampling of transcripts for Zeisel

et al. dataset

As the Zeisel et al. data contains unique molecular identifiers (UMIs) which allow for the

direct quantification of transcripts, the previously described downsampling procedure was

modified for this dataset. First, 15,000 transcripts were sampled with replacement for each

cell (as previously described) to obtain gene expression profiles with constant transcript

coverage per sample. We sampled 15,000 transcripts as that is approximately the average

number of unique transcripts observed per cell in Zeisel et al. To simulate low coverage

data, we sampled a desired number of reads from this reference distribution without

replacement.

Saturating expression levels of outlying genes

Following downsampling, the largest 1% of all gene expression values (based on read

counts) were set to the value of the 99th percentile of the data. This saturation was

performed to diminish the impact of extreme outliers on subsequent data analysis as PCA

is known to be sensitive to such outliers. Following saturation, data was renormalized to

preserve the equal weighting of each experiment. We found in practice that outlier filtering

was important for preserving biological structure and in fact was required for biological

replicates to cluster together in the mouse tissue dataset. The saturation threshold for29

was an exception to the 1% threshold, it was set to 2.25% to ensure biological replicates

clustered together. Read counts were used as the fundamental gene expression unit in the

analysis for simplicity in theoretical modeling and convenience during the simulated

down-sampling procedure. Similar results were obtained in FPKM units where read counts

are normalized for gene length.

For the Zeisel et al. dataset, after downsampling and before principal components analysis,

we removed the top 15 varying genes. We found that this was necessary for recapitulating

the original study’s classification of cell types at full transcript coverage.
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Evaluation of Equation 2.1

Evaluation of Equation 1 requires the deep principal components, deep principal values,

and the deep and shallow data covariance matrices. The deep principal components and

principal values were determined for each dataset directly from the deep normalized read

count data. Ĉ was then calculated on read count data generated through the simulated

down-sampling procedure described above. At each read depth, Equation 1 was evaluated

on twenty separate instances of Ĉ, and the mean principal component error was reported

as a percent of the theoretical maximum error (
√

2).

Projecting gene expression profiles onto the principal components

Classification plots show the principal component coefficients for each gene expression

profile (from either a bulk mRNA-seq sample or single cell). These coefficients represent

the amount of variance along the axis defined by the respective principal component, or the

projection of the expression profile onto a principal component. These coefficients are

computed by taking the dot product of the gene expression profile and the principal

component. When simulating low coverage mRNA-seq, the noisy, simulated gene

expression profile is projected onto the principal components computed from the noisy,

simulated gene expression data.

Zeisel et al. cell type classification accuracy

For classification of single cells from Zeisel et al. at a simulated depth, each sampled

transcriptional profile was compared to three reference transcriptional profiles. The

reference transcriptional profiles were computed by averaging the full depth transcriptional

profile of each cell type as classified by Zeisel et al. Each downsampled cell was then

assigned the cell type label of the most similar reference profile. False positives correspond

to mismatches between the assigned cell type and the cell type from Zeisel et al. at full

depth.
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Cell type classification by nonlinear dimensionality reduction

Figures 2.8K and L were generated by downsampling data from Kumar et al. and Shalek et

al. as described above, followed by dimensionality reduction with t-SNE and LLE. t-SNE

was applied through the scikit-learn Python package version 2.7.652 and LLE was

implemented following53.

Simple gene expression model

Simulated covariance matrices were generated for a system with six gene expression

modules. Module size was drawn from an exponential distribution and modules sorted for

increasing size. Within-module covariance was set to a uniform value (q, ranging from 10

to 80) and between-module covariance (r) was set to a constant for simplicity (-10).

Analysis and simulated downsampling of microarray data

Microarray data were downloaded from Gene Expression Omnibus30. To minimize the

effect of platform variability, one type of microarray platform was selected for each species.

We chose Affymetrix Yeast Genome S98 Array, Affymetrix Mouse Genome 430 2.0 Array,

and Affymetrix Human Genome U133 Plus 2.0 Array because they had the largest number

of datasets containing at least 20 samples. Log-transformed datasets were removed to

ensure that each dataset was preprocessed in the same way. After filtering, 20 datasets for

Saccharomyces cerevisiae, 106 datasets for Mus musculus and 226 for Homo sapiens

remained. Each dataset was normalized so that the gene expression values of each sample

sum to one. Further, as with the mRNA-seq datasets, we saturate expression levels at the

99% percentile to handle extreme expression outliers. To generate simulated mRNA-seq

data from microarray experiments, we used the normalized and filtered gene expression

matrix as input into our down-sampling procedure previously described. The normalized

gene expression matrix was used as a multinomial probability distribution and this

distribution was sampled to generate simulated mRNA-seq data at different read depths.

56



Equation 2.2: fitting the constant κ and cross validation

To fit κ in Equation 2.2, we first partitioned the microarray data into a training set and a

cross validation set, each consisting of half the datasets. We simulated shallow sequencing

on the microarray data within the training set at ten values between 103 and 107 reads to

obtain PCA error for each dataset. The constant κ from the Equation 2.2 was determined

by fitting (with a linear regression) the simulated PCA error to the analytical prediction of

Equation 2.2.

To demonstrate that the relationship is predictive, we simulated shallow sequencing on the

remaining 50% of the microarray datasets at all ten depths and compared the predicted

values with those observed from simulation. We further used the four mRNA-seq datasets

for mouse and human (which were not used for fitting) as additional cross-validation. For

each species, only one value of κ is calculated globally, and this value is used for all

principal components, read depths, and datasets (for humans, κ = 71.25 and for mice,

κ = 69.30).

Principal values and error in non-negative matrix factorization

Non-negative matrix factorization (NMF) was performed on normalized read count

matrices generated from microarray database. Three “deep” NMF vectors were computed

from the original data and three “shallow” NMF vectors were computed from simulated

mRNA-seq data with 45,000 reads. The pair of computations shared the same random

initialized state. Each shallow NMF vector from the simulated shallow mRNA-seq data

was matched with a corresponding deep vector. Our algorithm determined matches by

finding the one-to-one mapping that minimized the summed squared differences between

the deep and corresponding shallow NMF vectors. The normalized error was computed as

the magnitude of the difference between the matched NMF parts divided by the magnitude

of the deep NMF part. The sum of the normalized errors was computed for three different

initialization states. The median of the summed errors was used in Figure ??B.
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Chapter 3

Statistical models of heterogeneous

tissues reveals patient-specific

transcriptional signatures in

individual cells

3.1 Summary

Human disease is increasingly viewed as a tissue-level phenomena. While scRNA-seq

profiles gene expression of individual cells in a tissue, methods to systematically represent

and compare entire tissue samples are limited. Here, we develop a descriptive, single cell

gene expression tissue model built from single cell RNA-seq data and compare immune

models of donors in health and Acute Myeloid Leukemia. Our framework uses Gaussian

mixture models to fit a distribution to each cellular subpopulation within a tissue in a

generalized low dimensional space learned from ∼40,000 single cells. We then demonstrate

how this unbiased model can be used to identify patient specific signatures, monitor disease

progression through treatment and classify disease state from just 15 single cell
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transcriptomes. Throughout these applications, our model reveals biological insights

including shifts in myeloid cell abundances, MHC I downregualtion for immune evasion,

and a clonally expanded tumor population.

3.2 Introduction

Human diseases involve entire tissues, where many different types of cells collectively

determine disease initiation and progression54–56. In cancer, for example, tumor cells

stimulate T-cell receptors such as CTLA4 or PD-1 to inhibit a robust immune response57.

Profiling heterogeneous tissues (i.e. a mixture of cell types) in health and disease with

single cell RNA-seq (scRNA-seq) will uncover how different cell types interact in disease

progression and shed light on interventions that can be applied to treat the tissue as a

whole. However, there are currently no models that systematically characterize the

underlying distribution of all the gene expression states in a tissue. Such a model would

enable the application of distance metrics to compare heterogeneous tissue samples and

quantify the likelihood of observing a given transcriptional state in a tissue.

Single cell RNA-seq and modeling gene expression of tissues introduce new analytical

challenges. Because single cell RNA-seq samples gene expression profiles from the

underlying tissue sample, the result is distribution of global gene expression states.

Learning these distributions requires novel statistical models as analyses developed for

handing individual gene expression profiles from bulk RNA-sequencing are not applicable

to this new data type. Such a statistical model must deal with the high dimensionality of

gene expression space, high levels of dropout noise, and limited data availability.

Here, we develop a framework to infer a probabilistic model of gene expression states

within a tissue from sampled single cell transcriptomes and use it to compare tissue

samples from healthy donors and AML patients. First, we learn such a low-dimensional

space defined by a set of interpretable, generalized gene expression features learned from
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tens of thousands of independently and publicly collected single cell transcriptomes.

Within this low dimensional space, we use Gaussian Mixture Models (GMM) to fit

distributions to distinct cellular subpopulations within bone marrow mononucleated cells

(BMMCs). We then demonstrate three different ways to use this tissue model, building an

unbiased tissue classifier that is able to confidently distinguish health and disease from

single cell transcriptomes, identifying differences in tissue samples across donors, and

tracking a disease-specific cellular population through treatment.

3.3 Theory: Statistical inference to model tissues

from scRNA-seq data

We first introduce a dimensionality reduction and probabilistic modeling framework that

represents a tissue as a collection of cellular densities in a common, low dimensional gene

expression space. We consider a tissue to have an underlying distribution of single cell gene

expression states. Each single cell is a point in gene expression space, or a random variable

sampled from this tissue distribution. After sequencing thousands of cells in a tissue, we

wish to infer the probability density function representing the distribution of gene

expression profiles within the underlying tissue. Parameterizing an accurate probabilistic

tissue model would capture the covariance of gene expression in single cells and fully

describe the data obtained from a scRNA-seq sample. However, the scale of mammalian

genomes, ∼ 20, 000 genes, and the exponential scaling of gene expression space, prohibit

directly inferring a joint probability distribution of gene expression states within this space.

Therefore, we project each cell from each sample into a low-dimensional space before

inferring a probabilistic model. Single cell gene expression data has been demonstrated to

be accurately represented as a linear combination of gene expression features and weighted

by a respective coefficient vector, c58. Instead of modeling densities of cells in full gene

expression space, we infer a joint distribution, P (c), of gene expression features. We use
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Gaussian mixture models (GMM) to fit a multivariate Gaussian distribution parameterized

by a set of k means, covariance matrices, and positive weightings (µi, Σi, and πi

respectively) where k is the number of fitted cellular densities and
∑k

i πi = 1. The result is

a joint probability density function that defines the probability of observing a

transcriptional state c within a tissue model.

P (c) ≈
k∑
i=1

πiN (µi,Σi) (3.1)

The analytical form of this model enables a simple calculation to quantify a likelihood of a

given transcriptional state in a model. This capability is particularly useful with multiple

tissue models. For example, if we have two tissue models, where model 1 represents a

diseased tissue and model 2 represents a healthy tissue, we can evaluate whether a

transcriptional state is more likely to be observed in a healthy or diseased model using the

log-likelihood ratio:

log

(
P (cell state | model 1)

P (cell state | model 2)

)
= log

(
P (c|π1,µ1,Σ1)

P (c|π2,µ2,Σ2)

)
(3.2)

These log-likelihood statistics quantify how much information each cell’s transcriptional

state carries about different conditions such as health and disease.

GMMs have a number of desirable properties. They can be learned from the limited

number of cells available in scRNA-seq datasets, their parameters intuitively relate to

aspects of the biological system, and probabilities of transcriptional states can be

analytically calculated. Many other generative machine learning models such as

auto-encoders and deep generative adversarial neural networks don’t have many of these

characteristics59,60.
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3.4 A general dictionary of immunological

transcriptional states accurately represents single

immune cells

To overcome the limitations from high dimensional gene expression space and efficiently

learn probabilistic models for tissues, we first develop a general, interpretable, and low

dimensional “feature-space”, where immune cells in a wide range of contexts can be

accurately represented. We generate a general gene expression dictionary by decomposing a

diverse collection of 30 immune tissue samples (containing 40,000 immune cells) to find a

set of 150 consensus transcriptional programs. These samples include tissues with genetic

perturbations, chemical stimulations, and are sourced from mice and humans. We

extracted these features using Non-negative Matrix Factorization with `1 and `2 penalties

to increase interpretability and then cluster them to minimize redundancy (See SI1a).

Cells represented with the general immune expression dictionary are accurately represented

and have clear functional interpretation. We test the accuracy of our low dimensional

representation by quantifying the correlation between the weighted linear expansion from

feature-space (
∑k

i=1 fici) with the original measured gene expression profile, g. Our low

dimensional dictionary accurately represents cells from 20 different tissue samples that

were withheld from the dictionary training datasets (Fig 1c). Simply extracting features

from a gene expression dataset does not generalize to a dataset withheld from training.

To measure accuracy of the representation we look at the correlation between the measured

gene expression profile and the expanded linear combination of coefficients and gene

expression features, finding that the average correlation is ∼ 0.6 (See SI for performance on

more datasets). In general, we find empirically for samples of interest that m is of order 30

representing a vast reduction in the size of our data analysis space. Furthermore, every

feature has associated functional enrichments found using GSEA35 and t-SNE of cells in

this feature space show distinct clusters.
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3.5 GMMs accurately parametrize the cellular

subpopulations that make up a heterogeneous

tissue

The common, low dimensional space defined by the dictionary enables us to learn Gaussian

mixture models and intuitively interpret their parameters. We first train a GMM

consisting of 10 Gaussian components on 85% of the ∼ 2, 000 single cell transcriptional

profiles from a healthy donor (the remaining 15% of the single cell transcriptional profiles

for cross validation) using the Expectation Maximization algorithm. To rule out

over-fitting, we evaluate the log-likelihood objective function for the cross-validation data

and find that it is within 5.5% of the log-likelihood of the training data (See SI Figure 2).

To rule out under-fitting, we use Jensen-Shannon Divergence (JSD), which quantifies

differences in statistical distributions on a scale from zero to one, to evaluate how closely

marginal distributions from the model and the data match. We find that the average JSD

for each univariate and bivariate marginal distribution is ∼ 0.05 and ∼ 0.2, respectively,

suggesting that the model fits the data. See SI for more validation of the model fit. (Fig

2b,c) Furthermore, generating data from the GMM clusters with the observed data points.

(Fig 2d)

Each Gaussian component parameterizes populations of known cell types. Classifying each

individual cell associated with a component reveals that the components are highly

enriched for cells of the same identity. (Figure 2f) In future analyses, we refer to the

“identity” of a Gaussian component by the identity of it’s most popular cell type.
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3.6 Sample comparison: GMMs reveal

patient-specific transcriptional states in AML

With these probabilistic models, we can directly compare transcriptional states within

individuals, finding which transcriptional states are most informative about the disease or

even carry patient specific information. We quantify the similarity between each

probabilistic model using JSD. We find that the similarity between healthy donors is higher

than the similarity between AML patients (Figure 3b). (See SI for JSD calculation) By

comparing Gaussian components from each model, we can quantify shifts in abundances

for each cellular subpopulation, the difference between similar subpopulations in different

samples, and which features change the most. (Figure 3c). For example, looking at the T

cell Gaussian components, we can see how the mean feature profile differs. In AML1 we see

increased cytotoxity, splicing activity, and ATP metabolism. We also see striking

differences in the Gaussian weightings, corresponding to differences in cell type abundances.

The probabilistic model allows us to analytically calculate the likelihood of seeing an

individual cell come from a specific tissue model. Using equation 3.4, we can determine

whether a cell is more likely to come from a healthy bone marrow sample or an AML bone

marrow sample. We evaluate the log-likelihood ratio on cells withheld from the training for

each donor. We find that in healthy1, the vast majority of the likelihood ratios are

negative, meaning that they are more likely to come from the healthy1 model than the

AML1 or AML2 models. Conversely (Figure 3d-e) 73% and 86% of cells withheld from

AML1 and AML2 are more likely to be found in each of their respective models than either

healthy1 or healthy2.

When looking at the disease samples, we find additional aspects of how the two donors

differ. The cells with the highest likelihood ratios in AML1 are most closely associated

with a Gaussian component representing Mature Erythrocytes. However, the YY cells with

the highest likelihood ratio in AML2 are a different subpopulation, instead associated with
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a Gaussian component representing monocytes.

3.7 Treatment tracking: GMMs capture cellular

population structure changes through

unsuccessful bone marrow transplant

Generating models of patients before treatment lets us understand how the characteristics

of the individual’s disease are later affected. Before receiving a bone marrow transplant,

AML1 has subpopulation of mature erythrocytes that are associated with a Gaussian

component and have particularly high disease burdens. Looking closer at the cellular

subpopulation we see that the total variance of the cells within this state are the lowest of

all total variances from all Gaussian components of all four models suggesting that these

cells may be a clonal expansion. This observation is consistent with the original diagnosis

of erythroleukemia.

After treatment, cells in this subpopulation are no longer present. We determine this by

quantifying the log likelihood ratio of seeing a cell come from that Gaussian component

compared to any other component in the model for AML1 before treatment.

After treatment, the cells that were most unique to the patient before treatment are not

found again. However, the transplant of the donor was only partially successful and the

patient eventually relapsed. This comprehensive analysis allows us to track disease

progression over time across scales. (Figure 7)
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3.8 Disease diagnosis: Statistical models classify

disease status from single cell transcriptomes

Our model provides a new tool for classifying sick and healthy people by integrating

information across all cellular populations. We use cells withheld from training our GMMs

to classify which donor sample a cell originated from. For example, taking the 15% of cells

held out from the AML1 sample, we calculate the likelihood a cell came from each

underlying probability distribution (Figure 5a). The maximum likelihood classification

correctly assigns 86% percent of the cells withheld from the AML1 sample to have come

from the AML1 sample while 11% of the cells are assigned to AML2 and only 4% of the

cells are mis-classified over both healthy donors (Figure 5b). Furthermore, the most

common second choice for AML1 cells is the other AML patient.

While performance on classifying individual cells is high, we can boost classification

confidence high enough to diagnose disease in a tissue from a small number of single cell

profiles with high statistical significance. For example the likelihoods of a collection of m

cells, C = (c1, c2, ...cm), can simply be combined by multiplying the likelihood of each

individual cell. To test how many cells it would take to distinguish health and disease, we

sample different numbers of cells from AML2 and compare the likelihood ratio L(C|healthy1)L(C|AML1)

on models healthy1 and AML1. With as few as 15 cells we are able to get a positive log

likelihood ratio in at least 95 out of 100 different cell sampling trials. (Figure 5)

3.9 Discussion

Collectively, feature-space and GMMs provide a new perspective on analyzing scRNA-seq

data. Instead of comparing the expression profiles of individual cells, we infer a density

function that represents each tissue and compare these functions. The result is the first

descriptive, interpretable, and generative model for representing heterogeneous tissue
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samples. In fact because the descriptive model accurately captures the correlations

between gene expression features, once the model is built, downstream analyses no longer

rely on the scRNA-seq. The model generates synthetic data that is indistinguishable from

observed data. More importantly, the analytical form of the model provides a

comprehensive picture of the tissue, and when compared against other tissue models reveals

differences in population makeup, pathway activity within cell types, and individual cells.

Developing such models of scRNA-seq datasets introduces a new capabilities for

Information Retrieval. Once a tissue sample is represented within our feature-space and

GMM framework, we can simply and efficiently store, search, and retrieve models from a

database of thousands of samples61–63. As larger scRNA-seq databases of patient tissue

samples are collected and profiled, we can query databases with simple questions like

“which tissue sample looks most closely to this one?”, “Has a cellular subpopulation like

this one been observed before?”, or “Does this transcriptional state exist in any patients

who have responded to anti-PD1 therapy?”. With these large collections of data organized

in this way, we can begin to correlate disease states with drug outcomes.

As more data is collected across larger cohorts, this modeling framework provides an

opportunity to define immune states (and other tissues). This work can be extended to

track the gene expression dynamics of a single heterogeneous tissue over long time-scales

and learn how two distinct tissues influence one another within the same individual by link

models of multiple tissues together. Additionally, a dictionary of pre-defined gene

expression features, such as the feature-space representation provided here, provides

standardization across models.
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3.10 Figures
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Figure 3.1: (a)An illustration of our work flow. (left) Dictionary features are learned from
public scRNA-seq datasets. (top,right) Profiled tissue samples are projected into a low
dimensional space defined by our general dictionary. (lower) We infer a statistical model for
each individual tissue sample. These models enable downstream analyses such as sample
comparison, treatment tracking, and diagnosing disease. (b) Distributions of representation
accuracy, measured by correlation, for the dictionary defined space and a simple NMF-based
feature-space for cells withheld from training either method. The average gain in accuracy
from the dictionary is nearly 50%.
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Figure 3.2: (a) A cartoon representation of a heterogeneous population of cells represented
in feature space. We use a Gaussian mixture model to learn these distributional modes. (b)
Empirical and model fitted bivariate marginal distributions of feature-space. The differences
are quantified with the Jensen Shannon Divergence. (c) A histogram of the Jensen Shannon
Divergences for all bivariate marginal distributions. (d) t-SNE projection showing clustered
cellular transcriptional states and data sampled from GMM model. (f) t-SNE projection of
cells from healthy1 colored by their cell type.

72



73



Figure 3.3: (a) Cartoon showing comparisons of tissue models in feature-space. (b) Prob-
ability densities of individual patients are shown in two dimensions, defined by the first
two principal components of all cells in feature-space. Grey disks are Gaussian centroids,
whose size is proportional to its respective Gaussian component’s weighting. (c) All Gaus-
sian components representing cellular populations across the four donors are clustered using
Bhattacharaya dissimilarity. (d) Changes in cell type abundances within donors.
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Figure 3.4: (a) The distribution of total variance per cellular population. (b) The lowest
variance population corresponds to a population of mature erythrocytes from AML1.
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Figure 3.5: (a) Cells withheld from training the Healthy1 model are classified using maximum
likelihood. We quantify the likelihood scores for each withheld cell against all four models.
The score for each model is denoted by color. (b) Cells withheld from training the AML1
model are classified using maximum likelihood. (c) Confusion matrix for cell-based donor
classification. Rows denote the source of the cell while columns denote classification call.
True positives are along the diagonal. (d) Log likelihood ratio multiple cells (varies along
x-axis) taken from AML1 being classified as occupying a healthy or AML immune state. To
determine the AML immune state we use the AML2 model, excluding AML1. When the
entire 95% confidence interval mean values are shown in gray, otherwise red. (e) t-SNE of
AML1 where the held out cells are colored by their likelihood ratio of coming from AML1
vs a healthy model. The brightest population corresponds to the same population with the
lowest variance. (f) t-SNE of AML1 where the held out cells are colored by their likelihood
ratio of coming from AML1 vs a healthy model.
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3.11 Supplemental Information

3.11.1 Problem setup

Here, we are interested in developing a statistical model of gene expression for a tissue

sample profiled with single cell RNA-seq. This model should learn a density function that

describes the distribution of gene expression states in a tissue. We consider a gene

expression profile of each single cell, which can be represented by vector, g, in gene

expression space, as an observation of a random variable sampled from an underlying

probability density function, P (g). Inferring a probabilistic model of this density function

would capture the covariance of gene expression in single cells and fully characterize the

data obtained from a scRNA-seq sample.

However, due to the large dimensionality of gene expression space, the number of single cell

transcriptome observations required to learn a statistical model, P (g), is prohibitive. For

example, a naive, non-parametric binning model will have a parameter-space that scales

exponentially with the dimensionality, which in the case of the human genome m ≈ 20, 000.

We approach this problem two ways, first by reducing the dimensionality of gene

expression space followed by fitting the low dimensional data with a parametric statistical

model. Both of these steps reduce the number of parameters that we need to learn.

To infer a gene expression model of the tissue, we first project each cell from each sample

into a low-dimensional space. We can approximate each gene expression profile g with a

low dimensional representation, ĝ.

ĝ =
k∑
i=1

ci fi (3.3)

Where ci are the coefficients representing the weighting of the corresponding gene

expression feature, fi, k is the total number of gene expression features and k � m. Each

cell’s gene expression profile is now represented as a vector of coefficients, in a linear

expansion of weighted features.

We then learn a joint probability density function by fitting multivariate Gaussian
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distributions to cell densities in the reduced dimensional space. The result is a Gaussian

Mixture Model (GMM) describing the heterogeneous collections of cell states in the

common low dimensional space.

P (c) ≈
k∑
i=1

πiN (µi,Σi) (3.4)

where i is the index of the high density region fitted with a Gaussian distribution, µi is a

component mean, Σi is a component covariance matrix, πi is a non-negative weighting

proportional to the abundance of cells in a subpopulation fitted by the corresponding

Gaussian distribution such that
∑

i πi = 1, and N is a k dimensional multivariate Gaussian

distribution. We note that there are alternative parametric models that can also be used

(e.g. Bayesian networks).

3.11.2 Desired properties of a dictionary:

Interpretable:

The ideal gene expression feature dictionary defines features that are interpretable,

individually as well as in combination. These are distinct criteria. To increase the

interpretability of individual features, they should exclude superfluous genes, being

composed of genes as few genes as necessary to describe a specific function. Therefore we

are interested in sparse features, which include a relatively few amount of non-zero gene

weightings. We can measure sparsity with the L0 “norm”, which is defined as the number

of non-zero components in a vector,
∑

i |xi|0.

For interpreting cells as a combination of features, it is important that features are not

redundant. Redundancy between gene expression features complicates how to read of the

functional processes an individual cell is executing. For example, if cell has two highly

correlated features, and one is high while the other is low, the resulting functional

interpretation is unclear. We quantify redundancy between between features with the
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Pearson correlation coefficient, ρ(fi,fj).

Accurate:

The feature dictionary must also accurately represent the data. To determine whether gene

expression profiles are accurately represented in the low dimensional basis we can quantify

the difference between reconstructed gene expression profiles (ĝ =
∑k

i=1 cifi) and the

measured gene expression profile, ρ (ĝ, g). If the correlation between a cell’s measured

profile and its reconstructed profile is high, we consider this reconstruction to be accurate.

We suggest sufficiently “high” reconstruction accuracy is if ρ > 0.4. 0.4 is the empirical

average correlation between a true gene expression profile and a sampled gene expression

profile with 4,000 unique transcripts (denoted “sampling noise error” in Figure 1b). We use

correlation instead of euclidean distance because the bounded error quantification makes it

easier to compare representation error across cells. We note, that other similarity or

distance metrics, such as a euclidean distance these distances could be switched out

interchangeably.

General:

Here, our goal is to learn a general gene expression dictionary that is interpretable and

accurately represents immune datasets from a variety of contexts including samplings that

were not included in process of learning the dictionary. This generalization criteria ensures

that our features capture biological processes that are common to a range of contexts.

3.11.3 Learning a scRNA-seq gene expression dictionary

Here, we outline our approach to learning an interpretable, accurate, and general gene

expression dictionary. We represents immune datasets from a variety of contexts. To learn

a general representation, we analyze 30 immune related single cell RNA-seq data-sets in

order to identify co-varying gene modules. We first apply non-negative matrix factorization
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(NMF) to each dataset to extract gene expression programs. We then collect all the

features from each dataset and cluster them to remove redundancy. Through this

dictionary learning process, we take additional steps to encourage sparsity, de-correlate

transcriptional programs, and ensure that individual features are not over-fitted to just a

few cells within the training set.

To identify these transcriptional programs, each gene expression dataset Gi (m× n) is

decomposed into features W i (m× k) and coefficients H i (k × n). To increase NMF

interpretability we add L1 and L2 penalties to the features and coefficients. This approach

introduces explicit control over solution sparsity, and has already been applied to analyze

gene expression data64,65.

min
W i,Hi

||Gi −W iH i||2 + ...

α2||W i||2 + λ2||H i||2 + α1

k∑
j=1

||W i(:, j)||1 + λ1

k∑
j=1

||H i(j, :)||1

subject to W i ≥ 0, H i ≥ 0

Where α1 and α2 refer to the L1 and L2 penalty weightings for the NMF parts respectively

and λ1 and λ2 refer to the L1 and L2 penalty weightings for the coefficients respectively.

We note that in our hands we have found α1 and λ2 to be particularly important as alpha1

directly controls the sparsity of NMF parts, an important attribute of our features and λ2

prevents features from over-fitting a small number of cells, effectively enforcing the same

parts to be shared across a large number of cells.

After this NMF decomposition, each column vector, wi
j, within each W i is normalized so
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that ||wi
j||2 = 1. The result is a collection of NMF part vectors.

W i
(genes × k) =


w1 w2 . . . wk


(3.5)

We aggregate all of the NMF parts from each dataset, concatenating all the NMF part

vectors from each dataset into one large matrix.

W i =
[
W 1,W 2, ...W 30

]
Once we have collected the NMF parts from each dataset, we perform NMF on all of the

collected features together. We consider this as a “clustering” step as NMF is closely

related to k-means clustering and spectral clustering and can be used for such tasks66–68.

This clustering step consolidates redundant NMF parts, a key step for increasing

interpretability of a cell’s feature profile.

min
F,H

||W − FH||2 + ...

α2||F i||2 + λ2||H i||2 + α1

k∑
j=1

||F i(:, j)||1 + λ1

k∑
j=1

||H i(j, :)||1

subject to F ≥ 0, H ≥ 0
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The resulting F serves as our feature dictionary:

F(genes ×150) =


f1 f2 . . . f150


(3.6)

NMF as an algorithm gained attention when it was noted to isolate small “parts” of images

that more interpretable than those from Singular Value Decomposition. Algorithmically,

the optimization problem for NMF can be solved in many ways. We use the multiplicative

update rule proposed by Lee and Seung69:

Wia ←Wia

∑ Diµ

(WH)
Haµ

Haµ ←Haµ

∑
Wia

Diµ∑
j(WH)iµ

where i, j are row indices and µ, a are column indices. This algorithm preserves

non-negativity and the minimization function is guaranteed to be non-increasing with each

iteration, eventually converging to a local minimum. We use the multiplicative update rule

with sparse penalties, implemented in MATLAB70.

In practice there are drawbacks of using Non-negative matrix factorization. Most

importantly, the solution is not unique. In fact, many solutions can provide feature vectors

that represent the data with equivalent accuracy. The final solution is therefor dependent

on the initial conditions. Furthermore, each run of NMF requires the user to specify

number of resulting parts, just like k-means clustering. To combat both of these, we

initialize the NMF of each dataset four different times, each with a different number of

parts, (logarithmically spaced at 3, 7, 15, and 35). This way we can capture gene

expression information across different scales and have tested multiple initializations for
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each NMF. One consequence of the algorithm getting stuck in a local minimum is that

some feature vectors in F are left empty. These vectors are removed.

Representing gene expression using the dictionary: Our feature dictionary has

defined a general subspace of gene expression relevant for immune samples. One option is

to represent a new dataset in this ∼ 150-dimensional space by simply projecting our data

with least squares. We can confirm that the dictionary is capable of accurately

representing gene expression profiles of individual immune cells.

In Figure 1B, the average accuracy (correlation between measured profile and

reconstruction profile), is computed for 30 scRNA-seq datasets used to train the dictionary

and 23 scRNA-seq datasets withheld from dictionary training.

However, for datasets that we are most interested within this research, the bone marrow

samples in health and disease, there are many features that don’t contribute to the

accuracy in representing the data. Given that we wanted to learn a general immune

dictionary, it is not surprising that many dimensions within the subspace defined by the

dictionary are not relevant for these bone marrow samples. So we find that for this dataset,

we can reduce the subspace further with a feature selection step. To do the feature

selection we use multi-task LASSO, a joint feature selection method71. Instead of learning

which subset of features represent each individual cell, the multi-task approach searchers

for a feature subset that best represents all of the cells.

min
β

1

2

K∑
k=1

||G− FXk||22 + λ||X||2,1

Where ||X||1,2 =
∑K

i ||xi||2. The L2,1 regularization minimizes the L1 norm of the L2,1

rows of X to find a small set of features common to all tasks72.

A common method for choosing the penalty λ in feature selection is to hold out data and

find a penalization that represents the held out data nearly as well but reduces model

complexity73.73 defines this to be the lowest complexity model (highest penalty) within one
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standard error of the full dimensional representation.

3.11.4 Desired properties of a Statistical model:

Now that we have reduced the dimensionality of our gene expression space we can built

statistical models that describe the distribution of cellular gene expression states in

individual tissue samples. In particular, we want these statistical models to have three

properties:

Biologically interpretable and comparable

We would like our statistical model, M, to give us intuition to the biological system that

we are modeling. Therefore, we would like the model parameters, θ to correspond to

biologically interpretable quantities. Furthermore, we would like to be able to relate these

parameters between models. This will allow us to define a measure of difference between

models, d(M1,M2)→ d(θ1, θ2), between to models.

Analytical form

A model with an analytical form allows us to calculate probabilities directly from the

model without needing to sample from the model. Furthermore, an analytical form will

also allow us to compare models without without sampling from the model. For example,

the Bhattacharyya coefficient quantifies the overlap between two probability distributions

and has an analytical form for Gaussian Mixture models74. This reduces computational

time and gives exact answers.

Efficient learning

Our statistical model must be able to be quickly constructed from limited data (thousands

of cells) given the limitations on throughput of scRNA-seq.

To satisfy these goals, we use Gaussian Mixture Models to infer a statistical distribution
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for each tissue sample. In this case, we are using Gaussian Mixture Models (GMMs) to fit

the data. The motivation for this is to fit each density of cells within feature space with

their own multivariate Gaussian distribution. Here, we introduce GMMs and describe how

we have used them to represent tissue samples. We note that while a powerful framework,

deep generative adversarial networks cannot match these criteria. Once the cells are

embedded in a low dimensional space we can then learn our statistical model.

3.11.5 Fitting feature profiles of cells with a GMM

In the GMM, Gaussian components are linearly combined to represent complex probability

distributions. Each component of these GMMs itself is a multivariate Gaussian

distribution:

N (c|µ,Σ) =
e−

1
2
(c−µ)T Σ−1(c−µ)

(2π)
m
2 |Σ| 12

(3.7)

where c is the vector of feature coefficients of a cell, µ is the m-dimensional mean vector,

and Σ is the m×m covariance matrix.

In a Gaussian mixture model, individual Gaussian distributions are linearly combined with

their respective mixing coefficients π = (π1, π2, ...πk) and k is the number of Gaussian

components within a mixture model. The resulting joint probability density function is:

P (c) ≈
k∑
i=1

πiN (µi,Σi) (3.8)

Learning GMMs

The EM algorithm is a simple and common method for learning the Gaussian Mixture

Model parameters. Similar to Lloyd’s algorithm for k-means clustering, EM is an iterative

algorithm that assigns points to centroids in the “E-step” and recalculates centroid

properties in the “M-step”. However, unlike hard clustering of k-means, the EM algorithm
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and GMMs do soft clustering, where multiple clusters can have non-zero association with a

point.

1. Initialization

EM can be initialized in several different ways. Strategies for choosing initial centroids

include random points in space or sample centroids from data. Covariance matrices can be

initialized with just independent variances, resulting in a diagonal covariance matrix.

Alternatively, EM can be seeded with centroids determined from k-means, resulting in a

initialization with centroids and covariance estimations based on the centroid membership.

2. E-step: Calculate centroid “responsibility” for each point

With Gaussian components established, a soft assignment weighting for each Gaussian

component to each point c called the “responsibility” is computed as

rni =
πjN (µj ,Σj)∑k
i πiN (µi,Σi)

where n represents the index of each of the N data points.

3. M-step: Update Gaussian distribution parameters

The M-step uses the calculated responsibility scores to update the Gaussian mixture model

parameters, µ, Σ and π for each component and mixture.

Ni =
∑
i

rni

πi =
Ni

N

µi =
1

Ni

N∑
n=1

rnicn

Σi =
1

Ni

N∑
n=1

rni(cn − µi)T (cn − µi)
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Where Ni represents the expected number of points drawn from a Gaussian component.

4. Iterate: Alternate E-step, M-step until stopping criteria is reached

Each iteration including both the E and M steps increase objective function, the log

likelihood of each point c in the complete training data set C:

log(p(C) =
N∑
n

log

[
k∑
i=1

πi N (cn|µi,Σi)

]

GMM stability and convergence

While the EM algorithm is an extremely popular method there are known drawbacks

having to do with the convergence, speed, and stability. When using EM, ensuring

convergence and the rate at which it converges are known drawbacks. To ensure

non-singularity in estimating the sample covariance matrices, Σ, for each Gaussian mixture

and improving convergence rates, we add a ridge regularization term to the covariance

estimation step, adding variance along the identity of the covariance matrix to ensure that

it is well-conditioned75.

Σλ = Σ + λI

Where I is the identity matrix and λ is a regularization coefficient determining how much

variance to add into the covariance matrix. The same regularization coefficient, λ = 0.01 is

used for each tissue model.

In practice, we find EM to avoid the weaknesses outlined above. Learning a GMM for a

dataset with ≈ 2000 cells takes approximately half of a second. Because this time is so

short, we can fit each sample with a GMM 100 times (with XX% of the trials converging),

initialized with Gaussian component centroids at 10 locations randomly sampled from the

observed data points. We select the GMM that maximizes the likelihood of the training

data.
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GMM selection and assessing GMM fit

A fundamental concern for machine learning models is to ensure that the model is neither

under-fitting the data or over-fitting the data. Under-fitting is when the model doesn’t fit

the structure within the training data well, failing to capture the structure within the data.

When data is over-fit, the model doesn’t fits random properties of the data rather than the

structure of the data. For GMMs, this would result in a high log-likelihood score but the

model won’t generalize to data not trained on. We these two types of error separately.

Model selection and over-fitting: We first consider over-fitting the data. A common

source of over-fitting is trying to infer too many parameters with not enough data.

Therefore, over-fitting is coupled with model selection. In the model selection step, we fit

the data with GMMs with different numbers of components to find the model complexity

best suited for our datasets. We test models with 1 to 20 Gaussian components (Figure

SI2). We evaluate the log-likelihood score for each model over a set of cells held out for

cross validation. We find that the selected model complexity varies from sample to sample.

Alternatively, one could use Bayesian model comparison to select the appropriate model

complexity. However, this approach requires more assumptions on the data.

For each of these model complexities we randomly initialize the EM algorithm with 100

different starting points and use the model with the highest log-likelihood score. Scanning

over the different model complexities, we select the model complexity that maximizes the

average log likelihood of the withheld, cross validating data.

Under-fitting: To rule out under-fitting the data, we compare marginal distributions

from the observed data and the model. Using Jensen-Shannon divergence, we can quantify

the differences between each observed univariate marginal and the model’s univariate

marginal distribution as well as compare each bivariate marginal. This measure of

distributional difference ranges from [0,1], where 0 means that the distributions are
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identical and 1 means that they are highly dissimilar and is symmetric. Jensen-Shannon

divergence is calculated using the KL divergence, a non-symmetric measure of similarity of

two distributions, P (x) and Q(x), DKL(P (x)||Q(x)).

DKL(P (x)||Q(x)) =
k∑
i=1

P (x) log
P (x)

Q(x)

Jensen-Shannon Divergence (JSD) computes the KL divergence between each distribution

and an average of the two distributions:

JSD(P (x)||Q(x)) =
1

2
DKL(P (x)||M(x)) +

1

2
DKL(Q(x)||M(x))

Where M represents the averaged probability distributions:

M(x) =
1

2
(P (x) +Q(x)))

However, because the KL divergence is computed over a k ≈ 30 dimensional space, we

cannot explicit calculate the KL divergence. Instead we use a Monte Carlo approximation:

DKL(P (x)||Q(x)) ≈ 1

n

n∑
i=1

log
P (x)

Q(x)

The representation error in the model is low as the univariate and bivariate marginal

distributions of feature coefficients from the model closely match those from the observed

data and the synthetic data generated from the model clusters closely with the observed

data.

Another way of assessing model fit is generate data from the model and see how similar it

is to observed data. If the model is fits poorly, either under-fit or over-fit, these synthetic

cell profiles will for distinct clusters from the measured data. Using t-SNE76, we find that
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the the synthetic cell profiles do in fact cluster with the measured profiles. (Figure 2d)

Tissue state classifier

Using GMMs allows us to calculate the likelihood of a cell coming from each model. One

way to gain confidence in such a classification assignment is to make a prediction over

many cells instead of one. Finding the likelihood of a group of cells allows one to combine

the likelihood scores over each cell in the group. To calculate the likelihood of cells

C = (c1, c2, ..., cm), we can multiply the probabilities as each cell’s likelihood is

independent of the previous cells likelihood.

L(C|AML1) =
m∏
i

PAML1(ci)

Due to the likelihoods being so small (∼ 10−35), in practice we use the log-likelihood, so

that we can combine likelihood scores with addition of the log-likelihood scores, a

computation that is less prone to numerical error.

log [L(C|AML1)] =
m∑
i

log [PAML1(ci)]

Once we have calculated the likelihood over a population of cells, we can compute the ratio

of two models to identify which model is more likely and by how much.

LLR = log [L(C|AML1)]− log [L(C|healthy1)]

LLR(state i) = log

(
N (c|µi,Σi)

maxi 6=j N (c|µj ,Σj)

)
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3.11.6 Theoretical considerations for GMMs

GMM relation to k-means

While EM is a soft clustering method and k-means is a hard clustering method, the two

methods are are highly related algorithms77.

p(c|µk,Σk) =
1

(2πε)M/2
e−

1
2
||c−µk||2

r =
πke

−||c−µk||2/2ε∑
j πje

−||c−µj ||2/2ε

Ez [ln p(C,Z|µ,Σ,π)] = −1

2

∑∑
rnk||cn − µ||2 + const.

3.11.7 Practical considerations in applying GMMs to scRNA-seq

data

Acquisition and aggregation of scRNA-seq data

Our approach leverages tens of thousands of single cell transcriptomes to identify the axes

of variance within gene expression states, which we use to constrain the analyses of new

datasets. To identify these axes of variance, we obtained published human and mouse

scRNA-seq datasets profiling immune specific tissues such as blood, bone marrow, and the

purified cellular populations that descend from hematapoetic stem cells. Chemical, genetic,

or environmental perturbation experiments were included. Mouse genes were mapped to

their human orthologs, enabling grouped manipulation of transcriptional programs from
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both species.

We manually curated our compendium of datasets to reduce redundancy and ensure

consistency between measurements. Only 3’ scRNA-seq datasets generated from the 10x

Chromium platform were included. No batch correction was performed.

3.11.8 Normalization

Raw gene expression count data from a single scRNA-seq experimental index is represented

as a gene by cell (n×m) transcript matrix, D. All operations are performed on a

normalized and processed gene expression matrix of the same dimensions G and each

column is normalized so that each column vector of D sums to 106 and then each valued is

logged:

Gk
i,j = ln

(
106

Dk
i,j∑n

i=1D
k
i,j

)

Each matrix is individually normalized in this way, resulting in a compendium of

normalized gene expression matrices Gk.
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3.12 SI Figures
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Figure 3.6: (a) A schematic of the dictionary learning processes. First training datasets are
collected. Each dataset is decomposed using Non-negative Matrix Factorization with L1 and
L2 penalties. Next, all these NMF parts from each dataset are aggregated together. These are
clustered into 150 centroids to remove redundant NMF parts. (b) Pairwise correlation matrix
between NMF intermediates. (c) Pairwise correlation matrix between dictionary features.
(d) Distributions of correlations coefficients for NMF intermediates and the dictionary. (e)
Histogram of number of GSEA hits per feature. (g) Measured (left) and reconstructed from
feature-space (right) gene expression matrices (f) Clustered gene expression features.
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Figure 3.7: (a) Model selection for GMM. Thick lines show model evaluation on the withheld
cross validating data. Models are selected (red circles) maximize the average log likelihood
on the withheld data. (b) Assessing the fit of univarite, bivariate and trivariate marginal
distributions. These smoothed histograms show the distributions of errors between feature
combinations for the model and the observed data. (c) Clustering of the data and synthetic
data sampled from the GMM.
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Figure 3.8: (a) Likelihood plot for cell donor classification for cells sourced from healthy2
(a) Likelihood plot for cell donor classification for cells sourced from AML2
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Conesa. Differential expression in RNA-seq: A matter of depth. Genome Research, 21

(12):2213–2223, December 2011. ISSN 1088-9051, 1549-5469. doi:

10.1101/gr.124321.111. URL http://genome.cshlp.org/content/21/12/2213.

[39] Simon Anders and Wolfgang Huber. Differential expression analysis for sequence

count data. Genome Biology, 11(10):R106, October 2010. ISSN 1465-6906. doi:

10.1186/gb-2010-11-10-r106. URL

http://genomebiology.com/2010/11/10/R106/abstract.

[40] Katsuyuki Shiroguchi, Tony Z. Jia, Peter A. Sims, and X. Sunney Xie. Digital RNA

sequencing minimizes sequence-dependent bias and amplification noise with optimized

single-molecule barcodes. Proceedings of the National Academy of Sciences, 109(4):

1347–1352, January 2012. ISSN 0027-8424, 1091-6490. doi: 10.1073/pnas.1118018109.

URL http://www.pnas.org/content/109/4/1347.

[41] Dominic Grün, Lennart Kester, and Alexander van Oudenaarden. Validation of noise

models for single-cell transcriptomics. Nature Methods, 11(6):637–640, June 2014.

ISSN 1548-7091. doi: 10.1038/nmeth.2930. URL

http://www.nature.com/nmeth/journal/v11/n6/full/nmeth.2930.html.

[42] Philip Brennecke, Simon Anders, Jong Kyoung Kim, Aleksandra A. Ko lodziejczyk,

Xiuwei Zhang, Valentina Proserpio, Bianka Baying, Vladimir Benes, Sarah A.

Teichmann, John C. Marioni, and Marcus G. Heisler. Accounting for technical noise in

single-cell RNA-seq experiments. Nature Methods, 10(11):1093–1095, November 2013.

ISSN 1548-7091. doi: 10.1038/nmeth.2645. URL

http://www.nature.com/nmeth/journal/v10/n11/full/nmeth.2645.html.

109



[43] Bo Ding, Lina Zheng, Yun Zhu, Nan Li, Haiyang Jia, Rizi Ai, Andre Wildberg, and

Wei Wang. Normalization and noise reduction for single cell RNA-seq experiments.

Bioinformatics (Oxford, England), 31(13):2225–2227, July 2015. ISSN 1367-4811. doi:

10.1093/bioinformatics/btv122.

[44] Timothy Daley and Andrew D. Smith. Modeling genome coverage in single-cell

sequencing. Bioinformatics, 30(22):3159–3165, November 2014. ISSN 1367-4803,

1460-2059. doi: 10.1093/bioinformatics/btu540. URL

http://bioinformatics.oxfordjournals.org/content/30/22/3159.

[45] Catalina A. Vallejos, John C. Marioni, and Sylvia Richardson. BASiCS: Bayesian

Analysis of Single-Cell Sequencing Data. PLoS Comput Biol, 11(6):e1004333, June

2015. doi: 10.1371/journal.pcbi.1004333. URL

http://dx.doi.org/10.1371/journal.pcbi.1004333.

[46] Joel A. Tropp. User-Friendly Tail Bounds for Sums of Random Matrices. Foundations

of Computational Mathematics, 12(4):389–434, August 2011. ISSN 1615-3375,

1615-3383. doi: 10.1007/s10208-011-9099-z. URL

http://link.springer.com/article/10.1007/s10208-011-9099-z.

[47] Yin Shen, Feng Yue, David F. McCleary, Zhen Ye, Lee Edsall, Samantha Kuan, Ulrich

Wagner, Jesse Dixon, Leonard Lee, Victor V. Lobanenkov, and Bing Ren. A map of

the cis-regulatory sequences in the mouse genome. Nature, 488(7409):116–120, August

2012. ISSN 0028-0836. doi: 10.1038/nature11243. URL

http://www.nature.com/nature/journal/v488/n7409/full/nature11243.html.

[48] Rui Chen, George I. Mias, Jennifer Li-Pook-Than, Lihua Jiang, Hugo Y. K. Lam,

Rong Chen, Elana Miriami, Konrad J. Karczewski, Manoj Hariharan, Frederick E.

Dewey, Yong Cheng, Michael J. Clark, Hogune Im, Lukas Habegger, Suganthi

Balasubramanian, Maeve O’Huallachain, Joel T. Dudley, Sara Hillenmeyer, Rajini

110



Haraksingh, Donald Sharon, Ghia Euskirchen, Phil Lacroute, Keith Bettinger, Alan P.

Boyle, Maya Kasowski, Fabian Grubert, Scott Seki, Marco Garcia, Michelle

Whirl-Carrillo, Mercedes Gallardo, Maria A. Blasco, Peter L. Greenberg, Phyllis

Snyder, Teri E. Klein, Russ B. Altman, Atul J. Butte, Euan A. Ashley, Mark Gerstein,

Kari C. Nadeau, Hua Tang, and Michael Snyder. Personal Omics Profiling Reveals

Dynamic Molecular and Medical Phenotypes. Cell, 148(6):1293–1307, March 2012.

ISSN 0092-8674. doi: 10.1016/j.cell.2012.02.009. URL

http://www.cell.com/article/S0092867412001663/abstract.

[49] W. James Kent, Charles W. Sugnet, Terrence S. Furey, Krishna M. Roskin, Tom H.

Pringle, Alan M. Zahler, and and David Haussler. The Human Genome Browser at

UCSC. Genome Research, 12(6):996–1006, June 2002. ISSN 1088-9051, 1549-5469.

doi: 10.1101/gr.229102. URL http://genome.cshlp.org/content/12/6/996.

[50] Ben Langmead and Steven L. Salzberg. Fast gapped-read alignment with Bowtie 2.

Nature Methods, 9(4):357–359, April 2012. ISSN 1548-7091. doi: 10.1038/nmeth.1923.

URL http://www.nature.com/nmeth/journal/v9/n4/full/nmeth.1923.html.

[51] David G. Robinson and John D. Storey. subSeq: determining appropriate sequencing

depth through efficient read subsampling. Bioinformatics (Oxford, England), 30(23):

3424–3426, December 2014. ISSN 1367-4811. doi: 10.1093/bioinformatics/btu552.
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