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In optical wavelengths, galaxies are observed to be either red or blue. The
overall color of a galaxy is due to the distribution of the ages of its stellar population. Galaxies with currently active star formation appear blue, while those with
no recent star formation at all (greater than about a Gyr) have only old, red stars.
This strong bimodality has lead to the idea of star formation quenching, and various proposed physical mechanisms. In this dissertation, I attempt to reproduce
with Enzo the results of Naab et al. (2007), in which red and dead galaxies are
formed using gravitational quenching, rather than with one of the more typical
methods of quenching. My initial attempts are unsuccessful, and I explore the reasons why I think they failed. Then using simpler methods better suited to Enzo

xxii

+ AMR, I am successful in producing a galaxy that appears to be similar in color
and formation history to those in Naab et al. However, quenching is achieved using
unphysically high star formation efficiencies, which is a different mechanism than
Naab et al. suggests.
Preliminary results of a much higher resolution, follow-on simulation of
the above show some possible contradiction with the results of Naab et al. Cold
gas is streaming into the galaxy to fuel starbursts, while at a similar epoch the
galaxies in Naab et al. have largely already ceased forming stars in the galaxy.
On the other hand, the results of the high resolution simulation are qualitatively
similar to other works in the literature that show a somewhat different gravitational
quenching mechanism than Naab et al.
I also discuss my work using halo finders to analyze simulated cosmological
data, and my work improving the Enzo/AMR analysis tool “yt”. This includes two
parallelizations of the halo finder HOP (Eisenstein and Hut, 1998) which allows
analysis of very large cosmological datasets on parallel machines. The first version
is “yt-HOP,” which works well for datasets between about 2563 and 5123 particles, but has memory bottlenecks as the datasets get larger. These bottlenecks
inspired the second version, “Parallel HOP,” which is a fully parallelized method
and implementation of HOP that has worked on datasets with more than 20483
particles on hundreds of processing cores. Both methods are described in detail, as
are the various effects of performance-related runtime options. Additionally, both
halo finders are subjected to a full suite of performance benchmarks varying both
dataset sizes and computational resources used.
I conclude with descriptions of four new tools I added to yt. A Parallel
Structure Function Generator allows analysis of two-point functions, such as correlation functions, using memory- and workload-parallelism. A Parallel Merger
Tree Generator leverages the parallel halo finders in yt, such as Parallel HOP, to
build the merger tree of halos in a cosmological simulation, and outputs the result to a SQLite database for simple and powerful data extraction. A Star Particle
Analysis toolkit takes a group of star particles and can output the rate of formation
as a function of time, and/or a synthetic Spectral Energy Distribution (S.E.D.)

xxiii

using the Bruzual and Charlot (2003) data tables. Finally, a Halo Mass Function
toolkit takes as input a list of halo masses and can output the halo mass function
for the halos, as well as an analytical fit for those halos using several previously
published fits.
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Chapter 1
Introduction
1.1

Galaxies and Color
Ever since the 1920s, when Edwin Hubble correctly identified what were

previously thought to be nebulae in our Milky Way as in fact separate galaxies
lying far outside our own, astronomers and astrophysicists have been working to
understand how galaxies form and evolve over time. Because we now realize that
our galaxy is just one among the myriad galaxies in the universe, in order to understand our own galaxy and our origins, we must also make sense of other galaxies.
Through studying the differences between galaxies in time and space, and making
inferences as to the causes, scientific theories can be proposed to explain the physical processes that drive the differences, and galaxy formation overall. In the years
since Hubble, scientists have moved from chilly telescope viewing platforms and
the use of glass photo-plates to multi-wavelength computerized surveys utilizing
ground, aerial, and space-borne electronic instruments. All of the manpower and
resources have been directed at that difficult and incremental goal: to increase the
quantity and quality of galaxy data to confirm, modify or discard theories in favor
of better, more complete ones.
The simplest way to begin to understand differences in a dataset is to
categorize and compare the objects by their observable properties. Beginning
with Hubble (1936) the morphological properties of galaxies were recognized to be
related to their association (or lack thereof) with other nearby galaxies. Spheroidal
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or elliptical galaxies (early types) are generally observed in clusters of galaxies,
while grand design spirals and irregular galaxies (late types) are generally seen in
sparser areas.
Expanding the comparisons to different criteria, more differences become
apparent. The color of a galaxy can vary from red to blue, which is due to the
integrated color of all the stars in the galaxy. The color of a star depends on
the black-body temperature on the star The temperature of a star depends the
relative rates of hydrogen and helium fusion, which is a function of the mass of
the star. Stars are created over a range of masses with a distribution according
to the initial mass function (IMF, Salpeter, 1955; Chabrier, 2003). Massive stars,
which are luminous and hot, and therefore blue, have a shorter lifespans (before
dying in a supernova explosion) than less massive stars, which are dimmer, cooler,
and redder. This means that active star forming regions with the full mass range
of newly formed stars appear blue, and regions of little to no star formation,
with only old less massive stars, appear red. On larger scales, blue galaxies are
undergoing active star formation, while red galaxies have ceased forming stars
wholly and completely for at least the last 1 Gyr, leaving only aged red stars
(Renzini, 2006). In the local universe (z.0.1), such as the galaxies catalogued in
the Sloan Digital Sky Survey (SDSS, York et al., 2000), when galaxies are plotted
on a color-magnitude diagram they fall into two regions, the “blue cloud” and
the “red sequence” (Strateva et al., 2001; Baldry et al., 2004). The blue cloud is
populated by primarily less luminous late-type galaxies, while the red sequence
contains more luminous early-types. This color-morphology delineation has been
known for some time (Holmberg, 1958; Roberts and Haynes, 1994).
The color-magnitude bimodality is actually quite strong. Figure 1.1 shows
the raw number counts of galaxies in an absolute magnitude bin of width 0.5
centered at Mr = 19.75 as a function of color (Baldry et al., 2004). The data are
galaxies in the SDSS, which images in five wavelength broadbands, ugriz, where u
is the absolute magnitude in the blue filter (355 nm effective wavelength) and r is
the same through the red filter (616 nm). Color is found by taking the difference of
the two u-r, where larger values correspond to a redder galaxy. The Figure shows
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that there are two distinct peaks in the distribution, with a deep “green valley” in
the middle.

ns for the galaxy distributions in absolute magnitude bins of width 0.5. Each plot shows galaxy number counts vs. rest-frame u!r color.
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the blue cloud because early-type galaxies tend to be more massive and therefore
contain more stars than late-type galaxies. Additionally, early-type galaxies have
overall higher levels of metallicity, which is a direct result of the aged stars depositing metals in the galaxy through supernovae and stellar outflows over a long
period of time.

1.1.1

Galaxy Color Over Time
What is the physics that cause the bimodalities observed in the local galaxy

population? It is impossible to observe the macro-evolution of a galaxy in a human
lifetime, or even in the time since systematic astronomical records have been kept.
The only option available is to look at galaxies that are farther away, and therefore
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at an earlier stage in galaxy evolution. By observing galaxies over a wide range of
redshifts, the changes in galaxies over time can be added to the catalog.
The strong galaxy color bimodality is detected by many up to z ≈ 1-2 (e.g.
Bell et al., 2004a; Franzetti et al., 2007; Taylor et al., 2009a). Some detect the
bimodality up to z ≈ 3 (Giallongo et al., 2005; Brammer et al., 2009; Xue et al.,
2010), while others do not (Cirasuolo et al., 2007; Labbé et al., 2007), and this
remains a controversial subject. In particular, what has clearly changed since z
≈ 1-2 is the number density and stellar mass of red galaxies, which has increased
by roughly a factor of two during this period (Bell et al., 2007; Faber et al., 2007;
van Dokkum et al., 2010). In contrast, the same quantities for blue galaxies have
remained relatively flat.

1.2

The Growth in Structure of Galaxies Over
Time

1.2.1

Hierarchical Structure Formation
The changes to galaxies over time can not be understood without appealing

to the current best model of the growth in structure in the universe over time. This
is called the Lambda Cold Dark Matter (ΛCDM) model (Ostriker and Steinhardt,
1995), which models the large-scale phenomena in the universe, such as the Cosmic
Microwave Background (CMB), or the distribution of dark matter density.
A highly simplified timeline of galaxy formation is shown in Figure 1.2.
After the big bang, there were regions of slightly higher dark matter density. These
collapsed in on themselves, forming large-scale dark matter haloes, shown with gray
ovals. Within the large dark matter haloes, regions of even higher density collapsed
to higher densities, shown with dark gray circles. The baryonic matter (primarily
hydrogen and some helium, with minimal traces of heavier elements) followed the
dark matter distribution, shown with white arrows. Baryonic density grew at the
center of the collapsing regions. When and where the baryonic gas density was
high enough, and temperature low enough, stars were created. Where this happens
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on a large scale over long periods of time, many stars are formed, which is how
galaxies are created. Young stars are very blue, and as a star converts hydrogen
into heavier elements, the color of the star shifts red .

Figure 1.2 A simple diagram of galaxy formation. Note that the length scale
shortens at the second transitional black arrow. See text for details.
In this toy model, one would expect a galaxy to appear blue when young,
and less blue as it gets older. As more baryonic matter falls into the gravitational
potential well the galaxy sits in (called “accretion”), new stars are born from the
fresh supply, but older generation stars become red, shifting the galaxy red overall.
Middle-aged galaxies would have equal parts blue and red stars, and appear green.
Elderly galaxies would have mostly old stars, and appear red. A color distribution
plot in this (simplified, but accurate enough for this argument) scenario would not
have an intermediate dip, like in Figure 1.1.
Because a galaxy clearly cannot start out red, the growth in the red sequence
since z ≈ 1-2 requires that many galaxies that were blue have become red at some
point over this time span. Combined with the observation that the blue cloud has
remained relatively unchanged, a “bottom up” picture of galaxy color and mass
evolution begins to form. Less massive blue galaxies are continuously formed with
spiral morphology (in general), which can be explained by smooth gas accretion
(Elmegreen et al., 2005; Genzel et al., 2008a; Dekel et al., 2009b), or by gas-rich
galaxies merging at early times (Robertson et al., 2006; Springel and Hernquist,
2005; Governato et al., 2007). By some process that tends to destroy the spiral
symmetry (by mergers of spiral galaxies, for example, although this is not always

6
true (Hopkins et al., 2009)), they transition to the red massive elliptical sequence.
Because the green valley is so shallow, this transitionary phase must be triggered
rapidly and progress relatively quickly. The problem is how to shorten the galaxy’s
transtion from blue to red to minimize the time spent in the green phase. It is
not enough to slowly “turn down the knob” on star formation (through whatever
means) to make a red galaxy, all star formation must cease and remain at essentially
zero for over a Gyr (Renzini, 2006). For example, the Milky Way produces stars
at about 1 yr−1 M (Robitaille and Whitney, 2010), but it appears overall blue.
The need to transform blue galaxies past the green phase relatively quickly, and
the requirement of zero star formation rates, has motivated the idea of galactic
star formation “quenching,” wherein all star formation ceases rapidly and globally
throughout the galaxy.

1.2.2

Star Formation Quenching
There are two typical mechanisms to quench star formation (Hopkins et al.,

2008). The first way to inhibit star formation is by “feedback” from the existing
stars themselves. All stars of any age radiate energy which heats up the interstellar
baryonic gas. Active star formation creates bright blue stars that radiate strongest
of all, and some non-negligible fraction of young stars go supernova relatively
quickly (on the order of 10 Myrs after creation), releasing huge amounts of energy.
As mentioned above, baryonic gas needs to be sufficiently cold to form new stars.
The presence of stars and star creation can inhibit the formation of new stars by
keeping the star-forming regions too hot. A second suggested way is to cut off
the infall of new, cold baryonic matter into the galaxy. If a blue, star-forming
galaxy no longer has fresh gas for star formation, eventually star formation will
cease as all the cold dense gas is converted into stars, or is warmed to too high of
a temperature. Some suggested mechanisms to achieve this are discussed below.
Figure 1.3 shows three cartoons depicting star formation quenching mechanisms in blue galaxies. In each plot there are two colored regions depicting the
rough galaxy/halo mass relationships for each galaxy color type population. In
each plot the blue arrow shows the direction a galaxy moves in the blue popula-
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tion as it grows in stellar mass. Because red galaxies have ceased star formation,
they can only add new stars if the stars are created outside the galaxy and then
are added later. The new stars are added through “dry mergers”, that do not
introduce fresh star-forming gas to the galaxy. This is shown with a red arrow
next to each red population. The dashed line in each plot marks a threshold that
a galaxy or halo crosses in turning blue to red. Each threshold condition has a
black arrow that labels the suggested physical mechanism that pushes a galaxy
through the threshold. The cartoons provide a convenient way to think about star
8

Hopkins etthe
al. conditions that lead to a threshold
formation quenching because it illustrates

being crossed.

Figure 1.3 Three cartoons of star formation quenching mechanisms. The y-axis

F IG . 5.— Qualitative illustration of galaxy growth and quenching in three different basic models: a “merger” model, in which systems are quenched (for any
reason) after a major, gas-rich merger; a “halo quenching” model, in which systems are uniformly quenched when their halo reaches a critical mass MQ and
establishes a “hot halo” gas accretion mode; and a “secular” model, in which internal galactic processes (e.g. instabilities) determine and color, independent of
external processes. In all three models, star formation and accretion move systems to larger galaxy and halo masses in the blue cloud (blue shaded regions), and
dry mergers move systems to larger masses in the red sequence (red shaded regions). However, the division in this galaxy-halo mass space is different in each
case: for the “halo quenching” or “secular” cases it depends solely on halo mass or galaxy mass, respectively. In the “mergers” case, the transition line is tilted,
as the probability of mergers depends both on galaxy and halo mass. More massive halos are more evolved, live in higher-density regions, and have more likely
accreted other galaxies to supply a major merger, so the red fraction increases with halo mass. But at a given Mhalo , mergers are more efficient for high-mass
systems (and initial capture more likely), so the red fraction increases with galaxy mass. Note that for all of these, we are explicitly focused on central galaxies,
and ignore processes that may redden satellites.

refers to the mass of only the stars in the galaxy, and the x-axis to the whole halo
in which the galaxy lives. See text for further explanation. Taken from Hopkins
et al. (2008).

I will describe the first cartoon panel, “Mergers,” last. In the second cartoon
panel, “Halo Quenching,” the threshold condition is a critical halo mass MQ . The
idea here is when the mass of the halo containing a galaxy reaches MQ , the “Hot
Halo” causes infalling matter to be virial shock heated, which converts gravitational
energy into heat, and prevents the formation of new stars at the core of the halo.
Elliptical red galaxies are observed to have a large amount of hot gas (Mathews
and Brighenti, 2003), which motivates this suggested mechanism. This mechanism
applies to both gas being accreted via the smooth omni-directional flow and the

F IG . 6.— As Figure 5, but showing the predictions from full cosmological models (again, for central galaxies only). Galaxies are color-coded by whether or not
each model predicts they should be in the blue cloud or red sequence. Left: Our full merger model Monte Carlo predictions. Center: The semi-analytic model of
Croton et al. (2006), which implements a standard halo quenching model (albeit requiring the presence of a relatively massive BH to maintain quenching). Note
the apparent relatively low number of massive galaxies/halos owes to the sampling density of the model in its public release. Right: The modified semi-analytic
model of Bower et al. (2006), as described in § 3.2, where we assume the strong secular (disk instability) mode that dominates the morphological transformation
and gas exhaustion of most disks (in the model) also determines whether or not galaxies are quenched. Dashed lines in each qualitatively divide the red and
blue populations, as in Figure 5. Despite the considerably complexity added to these models, their qualitative behavior in the Mgal ! Mhalo plane reflects the key
distinctions of each corresponding toy model in Figure 5.

The Bower et al. (2006) models implement a strong disk instability (secular) mode, which dominates black hole growth

even without mergers, owing to the disk instability mode of
growth). For our purposes, therefore, it is effectively equiv-
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“cold streams” of clumpy gas accreted through narrow filaments. However the
latter are to penetrate the hot halo past the point at which the smooth flow is
shock heated, and it can play an important role in star formation in massive
galaxies (Dekel et al., 2009c,a). Another idea comes from the association between
massive galaxies and massive black holes that radiate huge amounts of energy,
called Active Galactic Nuclei (AGN). AGN are thought to radiate energy and cause
mass outflows large enough to significantly disrupt star formation in the associated
galaxy (Brüggen and Kaiser, 2002; Mcnamara and Nulsen, 2007; Morsony et al.,
2010). For massive galactic halos, there is a tight relation between the galaxy
mass and the mass of the central supermassive black hole (Magorrian et al., 1998;
Ferrarese and Merritt, 2000; Ho, 2008), which likely extends out to z ≈ 2-3 (Decarli
et al., 2010; Kisaka and Kojima, 2010; Trakhtenbrot and Netzer, 2010). Therefore,
the idea is that once a halo is massive enough, its central AGN can become active
enough enough to heat up the entire halo and prevent star formation.
In the “Secular” cartoon panel, the threshold condition M∗ refers to some
threshold of stellar mass. The idea is that once a galaxy has passed the threshold,
regardless of the colors of the stars in the galaxy, there is enough stellar energy to
prevent any new stars from forming through feedback. The galaxy becomes red,
and can continuously add new stars through dry mergers, keeping the stellar mass
above the threshold as older stars die.
The “Mergers” panel has been saved for last because it has the most general
threshold condition. “Gas-Rich Mergers” refers to one suggested mechanism in
which the “major” merger of gas-rich galaxies causes a “starburst” event due to
turbulent mixing gas (Klessen et al., 2009). Major mergers are when two halos
of comparable mass merge. There is no strict convention, but a typical value is a
merger is considered major if the ratio of masses of the two halos is less than 10:1.
Starburst events, periods of very high star formation rates, impart a great deal of
energy into the galaxy because young stars are very bright, and some fraction of
stars will die in supernova explosions relatively quickly, releasing vast quantities of
heat and radiation. The starburst heats up interstellar gas preventing new stars
from forming, similar to the “Secular” mechanism above. However, mergers can
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also push a galaxy red through the MQ threshold. because the combined halo
mass can virialize to a hot enough temperature for shock heating. Indeed, a major
merger may cause several of the suggested mechanisms simultaneously.
Galaxy mergers provide a convenient mechanism to convert spiral galaxies
into elliptical galaxies. When a spiral galaxy strongly interacts with another galaxy
of similar mass, it loses its spiral symmetry. It forms “tidal tails,” (which look like
a strand of stars between the galaxies) and can eventually become elliptical. One
of the better-known observations of this is NGC 4676 shown in Figure 1.4, or the
“Mice Galaxies,” that shows two spiral galaxies colliding. This effect was first
simulated by Toomre and Toomre (1972), and is a staple simulation for budding
computational astrophysicists today.

Figure 1.4 NGC 4676, credit: ACS Science & Engineering Team, Hubble Space
Telescope, NASA

1.2.3

Hierarchical Structure Formation, Continued
Now the full picture of galaxy formation in ΛCDM can be completed. The

first galaxies that form tend to be small blue spirals. Some galaxies grow in
mass through matter accretion over time, and can become red through the “Halo
Quenching” or “Secular” models. Other galaxies that are near the centers of clusters of galaxies will have a higher chance of mergers, and therefore will experience
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mergers with greater frequency. The product of the merger can be a large, red
elliptical galaxy that remains towards the center of clusters. The bimodalities of
galaxies fits in this model. Red galaxies are larger because galaxy size and major
mergers drive blue galaxies red. Red galaxies are at the centers of clusters, in
higher density regions, because that’s where interactions are more likely. Spiral
galaxies are in less dense areas because interactions destroys their shape and will
possibly push them to the red sequence.

1.3

Simulations of Reddened Galaxies
As mentioned above, it is impossible to directly observe a galaxy change

colors. There are ideas presented above on how to quench star formation, but there
is no way to actually see them in action and verify their accuracy. Toy models are
useful and instructive, but computer simulations are more rigorous and detailed.
With “reasonable approximations” to physical processes, simulations can produce
results that are similar to observations. Reasonable approximations means several
things. It is impossible to simulate physical systems with perfect accuracy, so compromises in resolution must be made. Even effects that are understood well, like
gravity, must be simplified for the sake of computational speed. Very complicated
phenomena that happen on scales much smaller than a galaxy, like formation of
an individual star, can only be approximated by simple recipes. By making the
right compromises, and understanding the consequences of those choices, computer
simulations provide a powerful laboratory to test astrophysical theories.
There are two main types of cosmological methods to study galaxy evolution. “Semi-analytic” (SA) models are based upon the output of N -body darkmatter only simulations, such as the Millennium simulation (Springel et al., 2005b).
Dark matter is treated as a collisionless particle that only interacts via gravity,
which simulates the hierarchical buildup of dark matter halos. Galaxies are imposed upon the halos with a parameterized model. The parameters of the model
depends primarily on the mass of the halo, its merger history and local environment, but also on other physically-motivated factors. The idea is that by varying
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the input parameters of the model, applying them to the catalog of simulated halos and comparing the SA output against the observational galaxy catalog, the
best-fitting parameters can provide insight into the history of galaxy evolution.
A more rigorous and computationally expensive way is to include the dynamics of baryonic gas using hydrodynamical methods. These simulations model
the hierarchical collapse of dark matter as particles, as above, but include more
detailed physical processes. This includes baryonic gas with hydrodynamics, parameterized star formation and feedback mechanisms, gas chemistry (ionization
only, nuclear reactions are typically not followed) and radiation.
One common type of hydrodynamical code uses a cartesian grid to subdivide the gas in to discrete elements, see the left panel of Figure 1.5. Each grid
element contains the data for that block of gas, such as density, temperature or
bulk velocity. Grid elements affect neighboring elements through the boundaries.
Enzo (O’Shea et al., 2004a; Norman et al., 2007), in particular, uses adaptive mesh
refinement (AMR) to increase the mass and spatial resolution of the gas in areas
of higher density in the simulation volume.

Figure 1.5 Two common ways to model hydrodynamics in astrophysical codes,
shown in two dimensions. AMR Grids subdivide the space into small blocks,
refining on important parts of the volume. SPH uses discrete particles. The SPH
smoothing kernel is shown for two particles in low- and high-density regions. See
text for details.
Another hydrodynamical method is called smoothed particle hydrodynamics (SPH) (Hernquist and Katz, 1989; Springel et al., 2001b; Springel, 2005). SPH
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breaks up the gas elements into discrete elements, called Lagrangian particles.
Each SPH particle has a mass and velocity, and experiences gravitational forces.
The hydrodynamical forces for each “SPH” particle are calculated using a smoothing kernel that calculates the hydrodynamical forces over nearby particles, shown
with double-ended arrows in the figure. SPH effectively increases resolution in
areas of higher density, similar to AMR codes, because the smoothing kernel is
smaller there. In contrast to grid-based AMR, there is no mass-refinement in
dense areas, which is an explicit shortcoming of the SPH method. However, SPH
codes in general have more accurate gravitational forcing than grid codes (O’Shea
et al., 2005b), meaning there are downsides to both methods.
Hydrodynamical Simulations of Quenching
There has been a concerted effort to investigate the star formation quenching various ideas using hydrodynamical cosmological simulations. Primarily, simulations have used SPH methods, and only a few (where noted below) have used
AMR tools.
Simulations with black holes, which may include methods of mass accretion
onto the black hole, energy feedback from the accretion disk, or directed mass
outflows, have shown that AGN can dramatically raise the gas temperature and
quench the star formation rate in a galaxy (Booth and Schaye, 2010), particularly
when mergers are involved (Springel et al., 2005a; Johansson et al., 2009a; Sales
et al., 2010; Schaye et al., 2010). Feedback from star formation and supernovae
have also been shown to quench star formation more rapidly than without (Hopkins
et al., 2008), however additional quenching mechanisms may be required to match
observations (Gabor et al., 2010).
Gas that is shock heated as it falls into a massive halo (above ∼ 1010 M )
can not radiatively cool rapidly enough to balance out the gravitational heating,
and the gas heats up inhibiting star formation (Birnboim and Dekel, 2003; Kereš
et al., 2005; Dekel and Birnboim, 2006a). However, this gas will eventually cool
in the core, and additional heating mechanisms are required such as clumpy, filamentary accretion of gas that keeps the halo hot due to gravitational heating
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(Birnboim et al., 2007; Dekel and Birnboim, 2008; Dekel et al., 2009b; Kereš et al.,
2009b,a).
More recently, the idea of morphological quenching in disk galaxies has been
explored, wherein the galaxy becomes stabilized against the formation of dense,
gravitationally-bound star-forming clumps (simulated with AMR tools; Martig
et al., 2009; Ceverino et al., 2010). These simulations are interesting because
they manage to inhibit star formation without appealing to any explicit feedback
mechanism.

1.4

Outline of the Dissertation
The rest of the dissertation is as follows. Chapter 2 discusses a set of sim-

ulations (Naab et al., 2007) that produce red galaxies at high redshift without
employing any of the standard quenching mechanisms. I discuss my (unsuccessful)
initial attempts to reproduce these results with Enzo, where I used as similar a set
of tools as possible to the published work. I then speculate on some ideas as to
why I was unsuccessful. The rest of the chapter discusses a different attempt, using
simpler tools better suited to Enzo + AMR. This attempt did produce a galaxy
quantitively similar to the ones in Naab et al., but via a different quenching mechanism (unphysical star formation efficiency). It also suffers from low resolution
which hampers a full analysis and comparison to the literature.
Chapter 3 presents some preliminary results from a new simulation, similar
to the ones in Chapter 2, but with much higher resolution. Cold gas is able to
stream into the galaxy at the core of the halo up to z ≈ 2.7. This appears to
be contradictory to the results in Naab et al. that show rapidly decreasing rates
of star formation in the galaxy at that time. On the other hand, the results
are qualitatively similar to other results investigating gravitational quenching that
show efficient streaming of cold gas into the cores of halos up to z ≈ 2. However, the
simulation needs to be evolved farther in time before a more complete comparison
can be made.
Chapters 4 and 5 cover my wide and varied adventures with the halo finder
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HOP (Eisenstein and Hut, 1998), and the parallelized versions of HOP I have
developed. These two chapters were written at different times and with different
aims, and there is some overlap between them. Chapter 4 discusses halo finders
in general terms, and describes the first (non-fully distributed) parallelization of
HOP I implemented in yt (Turk, 2008), called yt-HOP. A suite of benchmarks of
yt-HOP is performed, and the limitations of yt-HOP are outlined, which provides
the motivations for developing Parallel HOP. The rest of the chapter discusses the
utility of running HOP on a dataset multiple times in order to improve the quality
of the identified halos.
The next chapter (5) is a paper I have submitted to The Astrophysical
Journal Supplements. It describes the Parallel HOP method in detail, as well as
my implementation integrated into yt. The effects of a few performance-enhancing
features a user needs to know when using the yt implementation are outlined,
and a battery of performance benchmarks are presented. The end of the chapter
includes a useful guide for a user who wishes to inspect and understand the public
implementation in detail.
The final chapter (6) describes four analysis toolkits I have added to yt. The
Parallel Structure Function Generator can compute two-point functions, like structure functions and correlation functions, in full workload- and memory-parallelism
using a novel parallel communication model. It allows a user to define multiple
functions, that use any data field, that operate simultaneously and independently.
The Parallel Merger Tree utilizes the built-in parallel halo finders in yt (such as
Parallel HOP), to find the time-ordered lineage of the halos in a simulation. The
output is a SQL database, which is the industry-standard way of storing halo
merger trees like this. Both of the parallelized tools above are exposed to a range
of performance tests, and recommendations of how to use the tools are provided.
The Star Particle Analysis Toolkit allows a user to easily analyze the star formation history or calculate a synthetic Spectral Energy Distribution of a collection
of stars. The Halo Mass Function Toolkit takes a list of halos from a simulation
and calculates the halo mass function, and if the user wishes and supplies the cosmological parameters, it can output an analytical mass function fit using several
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published fits.

Chapter 2
Red and Dead Galaxies
2.1

Naab et al.
In the ΛCDM model of hierarchical build-up of galaxies, one would expect

massive elliptical galaxies to form last. Elliptical galaxies do not have the symmetry of a spiral galaxy, are redder and metal-rich, and are typically located at
the centers of clusters of galaxies. The simplest explanation is that smaller galaxies have merged over cosmological time to form the large present-day elliptical
galaxies.
However, observations show that there is a significant population of red
proto-elliptical galaxies in place as early as z=2-3 (Brinchmann and Ellis, 2000;
Treu et al., 2005; van der Wel et al., 2005), and that as much as one-fifth of present
day massive red ellipticals were in place by z=2 (Taylor et al., 2009b). The stars
in red and elliptical galaxies at the centers of clusters have a mean age similar to
the age of the universe, which suggests a monolithic collapse with a burst of star
formation (Rakos et al., 2008; Trager et al., 2008; Cooper et al., 2010; Stott et al.,
2010). Combined with the growth in stellar luminosity in red galaxies since z=1
(Bell et al., 2004b; Drory et al., 2004; Faber et al., 2007), their low rates of star
formation over that period (Rakos et al., 2008), and their increase in mass since
z=1 has led to the idea of “dry mergers” (van der Wel et al., 2005; Wel et al., 2008),
where mergers of star-rich and gas-poor galaxies build up the red ellipticals since
z=1 without triggering major starburst events. As discussed in the introduction,

16

17
ideas of how these “red and dead” galaxies came to be is a very active field of
study.
The simulations presented in Naab et al. (2007) interestingly produce red
elliptical galaxies from cosmological initial conditions without employing any of
the standard quenching mechanisms discussed in the introduction. The galaxies
form in voids and experience no major mergers throughout their lifetime. There
is no star formation or black hole feedback, nor any other mechanism to heat up
the gas in the halo besides gravitational collapse, hydrodynamics, and a simple
UV background (Haardt and Madau, 1996). The authors argue that quenching is
achieved through gravitational feedback without other forms of feedback, and that
this is a plausible way to produce the observed “red and dead” galaxies.

2.1.1

Method
Naab et al. outlines a very specific set of steps to take in order to produce

the isolated red galaxies. First, a low-resolution, dark matter-only simulation is run
in order to locate isolated halos. Isolated halos are found by looking for halos in the
total mass range between 7 × 1011 and 3 × 1012 M , that are more than 1 h−1 Mpc
away from any other halo with mass greater than 2×1011 M . Next, all the matter
that ends up in the halo at z=0 is tracked back in time to discover the minimallyenclosing box that contains the matter. A new, full-physics simulation is run, this
time including baryonic gas, hydrodynamics, star formation, a UV background,
and an increase in resolution in the minimally-enclosing volume. Increasing the
resolution in only the part of the box that has matter that interacts with the halo
allows the large-scale gravitational forcing to be preserved, while only resolving the
part of the box that is relevant. This method of increasing resolution in a small
part of the full volume vastly speeds up the computational time of a simulation.
Star particles are formed according to the method presented in Springel
and Hernquist (2003) (see §2.2.5 for more). The star particles represent a stellar
ensemble with a given age and metallicity, and are typically many orders of magnitude heavier than real stars. Star particles are formed on a characteristic timescale
t∗ , which is the rough amount of time it takes for a cold cloud of gas to convert into
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stars. In cosmological simulations like these, it is computationally impractical to
produce and evolve star particles with real masses, nor is there enough mass and
spatial resolution to do it accurately. Here and below, a “star” refers to the star
particle ensemble construct representing thousands of stars, and not a physical,
individual star.
The Springel and Hernquist method is a sub-grid model of star formation,
meaning it is attempting to model physical processes that cannot be explicitly
resolved, owing to the lack of mass-resolution of SPH particles. In this model,
each SPH particle is assumed to contain gas in both the hot and cold phases,
with the mass fraction of each depending on several energy-balacning equations.
Stars are created out of the cold mass in an SPH particle, according to a model
that produces them with a rate roughly proportional to the mass of cold gas and
the star formation time scale. The energy equations balance the effect of the UV
background and feedback from supernovae1 , as well as the equilibrium cooling of
gas using the method of Katz et al. (1996). The cooling method is also a sub-grid
model, which assumes that for a given gas density and temperature, and a UV
background, from the collisional and recombination rates of six species (H0 , H+ ,
He0 , He+ , He++ , e− ), the cooling rate of the gas can be calculated. Because the
calculation is done in ionization equilibrium, from one time step to the next there
is no requirement that the six species be physically conserved. These sub-grid
models are discussed in greater detail below.
Naab et al. simulates a few different halos as identified from the low resolution simulation, and performs a resolution-study, in which the resolution of the
small box is increased and the simulation re-run.

2.1.2

Results
To demonstrate that their galaxies are red, Naab et al. shows a synthetic

Spectral Energy Distribution (SED) for one of their typical galaxies at z=1, reproduced here in Figure 2.1. The SED is constructed using the data tables of
1

Note this does not mean that there is necessarily SN energy feedback back into the gas, just
that it is used in the energy balancing equations. This is discussed below in greater detail.
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Bruzual and Charlot (2003) and the age and metallicity of the stars. The tables
are organized by stellar age and metallicity, and contains flux energies in discrete
wavelength bins over a wide range of continuous wavelengths. The age of a star
and its metallicity, which is set to solar metallicity for all stars, is used to pull
the flux from the table for each star. The total flux is found by summing up the
individual fluxes weighted by the mass of each star. The flux in each summed
wavelength bin is normalized by the flux at a particular wavelength bin (Naab
et al. uses 5200Å), and the quantity plotted is relative flux in each wavelength
bin. According to Naab et al., “the SED looks remarkably similar to rest-frame
SEDs of extremely red objects. . . ", which can be seen in the relatively high fraction
of energy at longer wavelengths compared to stars nearly as old as the universe.

Figure 2.1 SED of galaxy A (2003 ) at z=1 (black line) with solar metallicity for all
stars. The SED of a 3.5 Gyr old simple stellar population is shown for comparison.
Figure 4 from Naab et al. (2007).
The galaxies created in the simulations are red because the stars are created
very early, and then the formation rate drops very quickly. The formation rate of
the stars in the galaxies at z=0 is plotted in Figure 2.2. The rate peaks at roughly
60 M

per year, but then quickly falls off, never rising above 10 M /yr after

z=1. The very low rate of star formation after z=1 leaves only the stars created
earlier, so the galaxies are red.
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Figure 2.2 SFR histories of galaxy A vs. lookback time. Figure 2 from Naab
et al. (2007). The resolution of dark matter and SPH particles increases from 403
to 2003 .
The rise and fall of star formation is sensitive to resolution. As the resolution increases, the stars are formed earlier, and the rate dies off faster and remains
lower through z=1 to z=0. This is not altogether surprising, as the star formation
rate depends closely on the density of the gas, and the maximum achievable density is an increasing function of resolution. With higher resolution, the minimum
density required for star formation can be produced slightly earlier, and stars are
formed slightly earlier. The residual rate is lower with resolution due to more
accurate modeling of the stripping of cool clumps of gas that infall into the halo.
This is discussed in more detail below in §2.1.3.
A large fraction of the stars in the galaxy at z=0 are not created there.
Figure 2.3 shows the total mass of stars that are in the central 30 kpc (proper)
of the halo (which is what has been chosen as the fiducial galaxy radius), and the
mass of each type of star population, accreted and formed in situ, as a function
of time. Note that the plot doesn’t track the rate of star formation in the inner
30 kpc, only the rate of stars being added to the galaxy. What this plot shows is
that star formation in the galaxy levels off after z=1, and any new stars are added
through accretion. By z=0, nearly half of the star mass in the galaxy is from stars
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created outside the galaxy. In combination with Figure 2.2, the two figures show
that accreted stars are created at roughly the same period as in situ stars, and
only later fall into the halo.

Figure 2.3 A panel of Figure 7 from Naab et al. (2007). The locations of formation
of the stars in the central 30 kpc of the halo at z=0 shown with respect to when
they enter the halo. “In situ” stars are formed in the halo, and “accreted” stars
are formed outside the halo and are later added to the halo at the time shown.

2.1.3

Proposed Quenching Mechanism
Figure 2.4 serves as a rough guide of the proposed quenching mechanism

for the red galaxies in Naab et al.’s simulations, which is discussed in greater detail
in Johansson et al. (2009b). At and around z ∼ 8 to 6, star formation happens
very efficiently in small clumps in the collapsing dark matter halo. This is depicted
with small white clumps in the grey dark matter halo. After about 1.5 Gyrs, the
star-forming regions become surrounded by an expanding bubble of hot gas that
is formed by the dissipational collapse of the ambient gas. The hot gas is shown
in red, surrounding the stars in the center of the halo. Any new inflows of cold
smoothly accreted gas is shock heated at the boundary of the hot region, and no
new star-forming gas enters the galaxy at the center of the halo. The cold gas is
shown with white arrows, which are shock heated at the boundary of the hot, red
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region, and stopped from forming new stars. From that point on, after z=1, any
new stars added to the galaxy are accreted through “dry” mergers of smaller halos
with no cold, dense gas. This is shown with black stars falling into the center of
the dark matter halo.

Figure 2.4 A cartoon of the proposed quenching mechanism. See text for details.
After the dissipational collapse is finished and is pressure supported, the
hot halo is heated through gravitational feedback, in which gravitational potential
energy of infalling matter is converted into heat. This sustains the hot gas envelope
against cooling, and continues to shock heat the smoothly accreted gas, preventing any in-situ star formation. As described in Johansson et al., there are several
mechanisms that can provide gravitational feedback. Streams of incoming lumpy
gas can transfer their gravitational potential energy to the ambient gas frictionally through decaying turbulence. Entropy can be added through the supersonic
collisions of infalling gas and the ambient gas, which creates propagating shock
waves. Adding gas mass to the central part of the halo (i.e. the galaxy) deepens
the potential well which contracts the ambient gas in the halo, which heats then
up through P dV work. The dynamical friction of infalling satellite galaxies causes
gaseous wakes that heat up the gas. In the case of the simulations in Naab et al.,
the reason given in Johansson et al. is that dry, dissipationless minor mergers after
z ≈ 2 provide enough gravitational feedback to keep the halo hot.
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Naab et al. emphasizes that quenching can only be seen at higher resolutions, where the limited ability of SPH to resolve Kelvin-Helmholtz instabilities
(Agertz et al., 2007) can be ameliorated. The lower resolution simulations allow
cold gas to fall to the center of the halo, while the high resolutions simulations
strip the clumpy cold gas and distribute it in the hot halo.
In summary, the picture is that stars are created very efficiently at early
redshifts, using up much of the star-forming gas. As the halo collapse continues, the
virial temperature is raised high enough to inhibit further in situ star formation,
so any new stars added to the galaxy must come from accretion. The halo is kept
hot due to gravitational heating via minor dry mergers, so that any accreted stars
also formed on roughly the same time frame as the stars already in the galaxy.

2.2

First Attempts to Reproduce with Enzo
The results of Naab et al. are compelling because the galaxies formed are

“red and dead”, without appealing to the usual star formation quenching mechanisms. Reproducibility is a crucial part of all science, and there is a distinct lack
of work in this field done with grid codes like Enzo. Enzo has several implementations of gas cooling methods and star formation models, including those used in
Naab et al.. In this section, my attempts to reproduce the result using Enzo is
discussed, as well as the reasons why I believe I was never successful.

2.2.1

A Brief Description of Enzo
What follows is a brief description of Enzo, based on the content of §2.1 of

O’Shea and Norman (2007).
Enzo is a publicly available, open-source2 Adaptive Mesh Refinement (AMR)
cosmology code developed by G. Bryan and others (Bryan and Norman, 1997, 2000;
Norman and Bryan, 1999; O’Shea et al., 2005a,b; Skillman et al., 2008; Norman
et al., 2009; Reynolds et al., 2009; Arieli et al., 2010; Collins et al., 2010). The code
couples a N -body Particle-Mesh (PM) solver (Efstathiou et al., 1985; Hockney and
2

See http://code.google.com/p/enzo/ to obtain the source code.
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Eastwood, 1988) used to follow the evolution of collisionless particles (dark matter
and stars) with an Eulerian AMR method for ideal gas dynamics by Berger and
Colella (1989), which allows high dynamic range in gravitational physics and hydrodynamics in an expanding universe. This structured AMR method utilizes an
adaptive hierarchy of grid patches at varying levels of resolution. Beginning with
the top (or root) grid patch that covers the entire volume in the simulation, the
rectangular parallelepiped child grid patches (referred to as “child grids”) cover a
region of space that requires higher resolution. The child grids may in turn become
parent grids to new, even more highly refined child grids. There is no limit to the
numbers of child grids and the depth of the refinement hierarchy (the former is
an increasing function of the latter), except those imposed by computational resources. A limit to the refinement depth lmax (where l = 0 is the permanent top
grid and refined grids have level l: 0 < l ≤ lmax ) is imposed to limit the depth of
the hierarchy. In Enzo the refinement ratio of resolution between parent and child
grids may be an arbitrary integer, but in general cosmological simulations (and
those described here) use a refinement ratio of 2. There are a variety of criteria
that control where refined child grids are placed, all of which increase resolution in
a region of space that is deemed important or "interesting." Here the child grids are
placed at locations of matter (dark and baryonic) over-densities compared to the
universal average, and the depth of the refinement depends on the magnitude of
the over-density. There are two hydrodynamical methods in Enzo, the Piecewise
Parabolic Method (PPM) (Colella and Woodward, 1984; Bryan et al., 1995) and
the method borrowed from the ZEUS code (Stone and Norman, 1992a,b). Cosmology simulations in Enzo typically use PPM because it is higher order accurate
and does not require artificial viscosity (in contrast to SPH, which does), which
smooths shocks in the hydrodynamical flow, and this is the method used here.
In Enzo, grids are evolved in time according to the Courant condition, which
determines the time step as a function of the crossing-time of moving matter in grid
cells. Matter is not allowed to travel more than some fraction (values around 0.5
are typical) of a cell width during a time step. This results in refinement in both
space and time. A schematic of how Enzo evolves in time is shown in Figure 2.5.
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A large time step is taken on the root grid first, following the Courant condition on
that level. On the next level, because the cells are smaller, the Courant condition
requires a smaller time step, which is roughly half as large as the higher time step
when the refinement ratio is set to 2. Once a child grid is evolved in time as far
as its parent, the baryon flux information from the child is exchanged with the
parent, which provides a more accurate solution on the less-refined level. The first
occurrence of this is step number (5). Between step (5) and (6) (and others like
it), all the grids below level 1 are compared to the refinement criteria. New grids
may be added, or unnecessary ones removed, and the hierarchy is rebuilt. In this
fashion, the simulation is advanced in time iteratively efficiently improving the
solution where required.

Figure 2.5 A diagram showing the order of operations for grids in an AMR
simulation. The three levels have progressively smaller time steps. Once a child
grid level has progressed as far in time as its parent grid level, the baryon flux
information from the child is used to improve the solution on the parent grid. This
is depicted with dashed arrows. The numbers in parentheses next to the time steps
and dashed arrows give the order of operations as the simulation is evolved.
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2.2.2

My Simulations
Following the prescription of Naab et al., a dark matter-only Enzo simula-

tion is run to locate isolated halos. This simulation uses 1283 dark matter particles
in a 50 h−1 Mpc cubical box divided into 1283 cells. By following the unique indices of the dark matter particles back in time from a halo, the minimally-enclosing
subvolume is found, which defines the region of increased resolution. Next, fullphysics (using the same set of physical models used in Naab et al.) simulations are
run very similarly, but not quite identically to Naab et al., due to the differences
between grid and SPH methods.
All full-physics simulations use the same 50 h−1 Mpc cubical box divided
into 1283 cells and particles. The simulation is re-centered on the chosen halo. This
allows the central cubical region [0.375, 0.625] to be covered with a static nested
grid with twice the spatial and eight times the mass resolution of the top grid.
The nested grid has 643 cells, and in this region the top-grid dark matter particles
are replaced with 643 dark matter particles with one-eighth the mass. The dark
matter particles have masses 7.3 × 109 and 9.1 × 108 h−1 M , and there are 1283 1283 ∗ 0.253 + 643 = 2,326,528 dark matter particles in total. AMR is allowed only
inside the nested grid, and adds up to three additional levels of refinement. This
gives a mass resolution comparable to the lowest resolution simulation presented
in Naab et al., and a spatial resolution of about 30 kpc at z=0.
The initial conditions for both the survey and full-physics runs are made
using Inits, which is the initial conditions generator distributed with Enzo. The
Eisenstein and Hu (1998) transfer function is used with the same cosmological
parameters as Naab et al.: (Ωm , Ωb , n, h, σ8 ) = (0.3, 0.05, 1.0, 0.65, 0.86). Initial
conditions are created for the root-level grid, and for the nested grids for the fullphysics runs at a redshift of z=99.
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2.2.3

Cen & Ostriker Star Formation with Non-Equilibrium
Cooling Results
The first attempts used different star formation and cooling methods than

Naab et al.. The methods used are the de-facto standard methods used in Enzo,
and it seemed wiser to start my experiments with a known quantity I had used
previously.
The star formation method of Cen and Ostriker (1992) (known as StarMaker
2 in Enzo 1.5) requires three conditions to make a star particle: the gas density
in a cell must be above some minimal threshold, it must be Jeans mass unstable,
and the flow must be convergent. Although this model certainly doesn’t cover all
aspects of how a star is formed, it is not explicitly assuming a sub-grid model. The
settings to make stars require cells with a baryonic overdensity of 100 or greater,
all stars must be greater than 76 × 105 M

, and the dynamical time is set to

2.1 Gyrs. These are bases on the default values in Enzo, and are not dramaticaly
different than the equivalent values used by Naab et al..
The gas cooling method uses the explicit six-species method of Abel et al.
(1997) and Anninos et al. (1997) (which follows the same species as in Naab et al.)
that follows a similar, but more detailed set of ionization and recombination rate
equations to determine the cooling rate of gas. In contrast to the method used in
Naab et al., the individual species are advected with the bulk flow of gas, allowing
for non-equilibirum conditions and conservation of matter ionization states.
A typical result of following Naab et al.’s prescription, and using these
methods above is shown in Figure 2.6. The star formation begins much later
than in Naab et al. and peaks about 30% lower. There is a similar decay of
star formation rate after the large spike, which is perhaps the only similarity.
With star formation peaking roughly 7 Gyrs later, this galaxy is not nearly as
red as the ones in Naab et al., and therefore qualitatively very different. Similar
results are found when a different isolated halo is chosen for the high-resolution
treatment. I performed a parameter-search varying the minimum stellar mass and
the refinement depth (the latter has the effect of raising the maximum achievable
gas density), and I was not able to form stars as early as what is seen in Naab
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et al..

Figure 2.6 The star formation rate for a galaxy using Cen & Ostriker star formation is plotted in blue plotted on top of Figure 2 of Naab et al. (2007). The
resolution of the Enzo run is most comparable to the 403 run of Naab et al..
Inspecting the merger tree (see §2.3.3 for more about how the merger tree
works) of this specific galactic halo shows that the small spikes in star formation
before the highest peak are likely due to merger events. However, by the peak of
star formation, the halo has not experienced a merger event for nearly two Gyrs.
Therefore, the peak of star formation is not due to a merger event. Nearly all
of the star particles (> 99%) in the galaxy at z=0 are formed inside the halo, in
contrast to Naab et al.. The stars are created later, and entirely within the halo,
because the conditions to make stars can only be reached in the densest regions of
an already-collapsed galactic halo, in contrast to the early and clumpy model of
Naab et al..

2.2.4

Springel & Hernquist Star Formation with Equilibrium Cooling Results
Because I was unsuccessful in reproducing similar results, the next step was

to do as close as possible an “apples to apples” comparison using Enzo. I used
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the same star formation and equilibrium cooling methods used by Naab et al. this
time in Enzo, using the same settings as in Naab et al., with the proviso (see
§2.3) that the ∆ > 55.7 overdensity refers to gas overdensity. This is translated
into a physical density using the current mean baryonic density of the universe,
assuming that the universe is entirely hydrogen, which is a reasonable assumption.
The minimum stellar mass was set to 1.6 × 107 M

and the dynamical time 1.5

Gyrs.
The star formation rate for an example galaxy using the same star formation
recipe and equilibrium cooling method as Naab et al. is shown in Figure 2.7. It
has not been over-plotted with the Naab et al. curves because the peak of star
formation is nearly 30 times lower, and it would be difficult to discern on the
larger scale. The only similarity between this result and Naab et al. is that star
formation begins at roughly 14 Gyrs in lookback time. The rate of star formation
never reaches the same peak as in Naab et al., and it doesn’t decay with time.
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Figure 2.7 The star formation rate for a galaxy using Springel & Hernquist star
formation is plotted with respect to time. The resolution of this Enzo run is most
comparable to the 403 run on Naab et al..
In other respects, this halo is very similar to the example using Cen &
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Ostriker star formation. It is roughly the same virial mass and has a similar
merger history. Simulations that target different halos, but that are otherwise
identical to the Springel & Hernquist example above, all begin star formation at
about 14 Gyrs in lookback time and have a peak formation rate of about two or
three M /yr. The differences between my results in Figures 2.7 and 2.6 appear
to be entirely due to the different star formation and gas cooling methods.

2.2.5

Differences and Problems
In the course of trying to understand the source of the vast differences

between the two sets of Enzo simulations, problems in the equilibrium cooling and
Springel & Hernquist star formation recipe were discovered. These problems in
combination, and likely independently as well, are the most likely source of the
problems, and in the case of the star formation, cannot be reconciled within Enzo.
Equilibrium Cooling Problems
In order to try to isolate the differences between the two cooling methods,
identical small test cosmological simulations are run that only differ in the choice
of cooling method. A cell-by-cell comparison shows that the cooling rates differ by
up to several orders of magnitude, far greater than the smaller differences in the
gas densities and temperatures between the two simulations. As mentioned above,
the equilibrium cooling method does not conserve and advect the six species that
the non-equilibrium method does. This means that the cooling rates calculated in
ionization equilibrium with radiative cooling have no memory of past events, which
reduces the accuracy and validity of the calculation. When using Enzo + AMR,
equilibrium cooling is not required thanks to better baryonic mass resolution, and
equilibrium cooling appears to produce inferior (or at best very different) results.
There is also a possibility that there is a bug in the cooling code. The
code was borrowed from an outside source and has been inserted into Enzo. I
have inspected the source code, and looked at the input and output of the module,
and seen nothing obviously wrong. However, none of the simulations I ran with it
produced results that I expected, and I am still somewhat puzzled as to why.
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Springel & Hernquist Star Formation Problems
Stars are formed probabilistically according to equation (39) of Springel
and Hernquist:
(

"

(1 − β)x∆t
m
1 − exp −
p∗ =
m∗
t∗

#)

(2.1)

where p∗ is the probability to make a star; m is the mass of the gas in
the grid cell or SPH particle; m∗ is the mass of the star particle to be created, is
constant, and is an user input; β is the fraction of stars that explode as a supernova
very shortly after formation; x is the fraction of the gas mass m that is cold; ∆t is
the current simulational time step; and t∗ is the star formation time scale. For a
given gas cell or SPH particle, p∗ is calculated and compared to a random number
drawn from the interval [0, 1). If p∗ > p, a star particle of mass m∗ is created,
with an equal amount of gas mass removed. p∗ is always positive but is not limited
otherwise. In the case of SPH, the mass for the particle is removed from a discrete
gas particle, while for grid codes it is removed from a grid cell. With AMR turned
on, the mass for a star comes from the most refined cell covering a patch in space,
and the change in mass is pushed up to lower resolution grid cells.
In Springel and Hernquist star formation, SPH gas particles are modeled
as having multiphase hot and cold fractions, with energy rate-balance equations
that govern the mass flow between the states. Energy feedback from supernovae
is included in the equations and has the effect of converting cold gas into the hot
phase. This energy is factored into the calculation of the cold fraction x, which
also includes the contribution of ionization equilibrium gas cooling. It is possible to
have this same supernova energy returned into the gas in the form of feedback, but
it is not by Naab et al. or my simulations. It is not clear how this is accomplished
in Naab et al., if the supernova energy is preserved in the rate-balance equations
but not returned to the gas, or if if the supernova energy terms have been removed,
as is in the case of the follow-up paper Johansson et al. (2009b). A query to the
author has yet to be answered.
Equation (2.1) can be simplified as follows. The recommended value of
β = 0.1 which means that the (1 − β) term can be approximated as identically
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equal to 1. The simulational time step ∆t is typically on the order of Myrs, while
t∗ is on order Gyrs, allowing the term inside the curly ({}) braces to be simplified
via Taylor expansion on ∆t/t∗
p∗ ∝ x

m ∆t
.
m∗ t∗

(2.2)

A further simplification can be made if the assumption is made that an
entirely cold chunk of gas is being considered, finally giving
p∗ ∝

m ∆t
.
m∗ t∗

(2.3)

This simplification shows that the probability to make a star is proportional
to the ratio of the amount of gas in the cell or SPH particle over the mass star to
be created, and the size of the time step with respect to the star formation time
scale.
This probabilistic formulation runs into problems with AMR because the
values of m and ∆t change with each new refinement level. Typically in Enzo, and
in the case of the presented simulations, a refinement factor of two is used. For each
refinement in three dimensions, a larger cell is divided into (r = 2)(d=3) = 8 smaller
cells, which means that roughly (but not exactly) m → m/8. Also with refinement
the time step is (roughly) halved ∆t → ∆t/2 due to the Courant condition, which
prevents gas and particles from crossing more than half of a grid cell per time step.
It would seem that with each refinement level, p∗ → p∗ /16, and the likelihood of
star creation drops dramatically. However, because the cell is cut up into eight
new cells, there are eight opportunities to make a star where there used to be one,
and two time steps in which to make stars instead of one, for a grand total of 16
opportunities where there used to be one. Unfortunately, the two factors of 16
do not cancel out and star-making probability is not conserved under AMR. The
separate, unconnected opportunities to make a star for refined cells do not add
up to the same overall probability of making a star without refinement. There is
either too much, or too little star-making probability, depending on the refinement
level.
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I confirmed this by writing a simple algorithm in Python3 that contained
the essential elements of this procedure. A single one dimensional cell with some
gas mass that is entirely cold is refined completely (meaning the number of cells
increases by a factor of 2 for every refinement level, and the time step is halved), and
after each refinement the refined cells each make a star according to Equation 2.3,
with the number of star-making opportunities increased with refinement. The total
mass of stars produced in all cells after each refinement is stored. As the refinement
deepens the total stellar mass produced can initially rise from the single-cell value
(which depends on the ratio of the top-cell mass to the minimum star mass), but
will always eventually fall and approach zero.
A simple analogy (ignoring time refinement) makes this probability problem
clearer. Instead of a physical model, a star is created based on a coin flip, heads or
tails. And instead of just heads or tails, a star is created if at least (the arbitrarily
chosen; any non-zero value works) 10% of the coin’s mass is flipped heads for any
one coin flip. For one coin, there is a 50% chance of making a star. This is shown
on the left side of Figure 2.8 where on average one star is created for every two
coin flips.

Figure 2.8 A diagram for a whole and halved coins situation. The possible outcomes of random flips are shown with arrows, along with the number of stars
created and the probability of each outcome. The bottom line shows the expected
number of stars created per coin flip. See text for more details.
3

See http://python.org/.
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The extension of the analogy is to cut the coin into smaller pieces, with
the simplest case into halves as in the right side of Figure 2.8. In this case, each
“round” of flips involves flipping each half once, making a star if 10% of the original
coin’s mass is in the heads (“up”) position in either coin. There are four different
outcomes that each occur with 25% probability. The two cases with one up and
one down make one star per round, both down makes zero stars, and both up
makes two stars. On average, for each round of flipping the pair of halves will
make one star, at twice the rate of the unrefined case.
Extending this analogy to smaller and smaller pieces, the star-making probability will increase until the coin pieces start becoming smaller than 10% of the
original coin’s mass. At that point, no single coin piece will be capable of having
10% of the original coin’s mass in the heads position, and no stars will be created at all. Neither situation of too much, or too little star-making probability is
desirable.
In an actual Enzo AMR simulation, the refinement picture is much more
complicated than this simple analogy. Not all root-level (least refined) cells end up
being refined, and not all parts of a cell are refined to the same level. Some parts
will over-contribute probability, and other under. In the end, the result is that
the probabilistic star creation formulation of Springel & Hernquist is not generally
applicable to an AMR simulation.
There are few options available that can ameliorate the probability problems, which are unfortunately mostly not very good options. If the values of m∗
and t∗ change with refinement level, star-making probability can be conserved.
However, this is inconsistent with the original formulation, and makes many tiny
star particles which is undesirable because it negatively affects the computational
efficiency of the simulation due to the Courant condition. Perhaps the best option
is if the refinement is limited such that all refined cells have a mass equal to an
average root-grid cell, the probability conservation is better (still not perfect). In
this scenario, all cells that are eligible to produce a star particle, i.e. the most
refined cell at that point in space, will have mass roughly equivalent to a SPH particle. Unfortunately, this will severely limit the effectiveness of AMR. There is a
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possibility of creating a “star probability field”, in which the probability of making
a star is added from many individual opportunities, and a star is created once the
total rises high enough. However, this goes against the original formulation, and
would have technical issues with AMR.
Problems Summary
The upshot of these problems is that these two sub-resolution physics models are not appropriate when using AMR. These equilibrium cooling and star making recipes are forced to assume physics that AMR can actually track. At best
the sub-resolution cooling method makes bad assumptions, and at worst the probabilistic star-making recipe completely fails under AMR.

2.3

A Different Approach
It is probably not possible to attempt to reproduce the results of Naab

et al. using the same star formation and cooling methods. At least I have not
been successful in my attempts. But by stepping back and looking at the proposed
quenching mechanism, an attempt can be made to try to understand their results
without using the exact same methods. One key part of the mechanism is that
stars are formed early and very efficiently in small clumps, before dissipational
collapse occurs and heats up the ambient halo gas. This question of star formation
efficiency is one that must be explored to understand the results of Naab et al.,
because without an early burst of star formation, the galaxy embedded in the halo
does not end up being red.
Taylor expaning Equation (2.1) on ∆t/t∗ again, but not immediately simplifying terms gives
p∗ = (1 − β)x

m ∆t
.
m∗ t∗

(2.4)

A probabilistic approach does not work in a grid code, and this issue can be
removed by combining the probability p∗ of making a star of mass m∗ into mstar ,
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mstar = (1 − β)xm

∆t
t∗

(2.5)

where mstar is the variable mass of the star particle produced. This formulation is more amenable with the variable cell mass m of Enzo + AMR. The
pre-factor (1 − β)x can be thought of modifying the star formation timescale t∗
up or down changing the rate of converting gas into stars (alternatively, it can be
thought of changing the fraction of the cell mass m contributes to the creation of
a star). The term β = 0.1 does not change, but the cool fraction 0 ≤ x < 1 does.
The bottom panel of Figure 1 in Springel and Hernquist (2003), reproduced here
as Figure 2.9, provides an idea of the range of x. The figure shows that the value
of x ranges from being either zero below some threshold, or 0.84 ≤ x < 1 above
the threshold. In the range where stars can be formed the overall efficiency is in
the range of about 0.76 ≤ (1 − β)x < 0.9.

Figure 2.9 The bottom panel of Fig. 1 of Springel and Hernquist (2003). The
fraction of gas in the cold phase for a chunk of gas m is shown as a function of
baryonic overdensity (assuming Ωb = 0.04).
In Springel and Hernquist (2003), star formation is prevented below a baryonic overdensity of δ ' 8 × 105 where δ = ρgas /ρ̄ and ρ̄ is the mean density of gas.
Naab et al. prevents star formation below ∆ = 55.7, where δ and ∆ are equivalent.
The difference in the two limits is due to the much lower resolution of the Naab
et al. simulation than the ones performed in Springel and Hernquist (2003). Peak
achievable gas density is an increasing function of resolution, therefore a lower
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resolution requires lowering the star formation density threshold.
Labeling Ceff = (1 − β)x as the star formation efficiency, Equation (2.5)
becomes
mstar = Ceff m

∆t
.
t∗

(2.6)

This simple form has reduced the star formation to a simple recipe, with a
single factor to easily vary the efficiency. If Ceff is thought of modifying t∗ , it is
clear that any positive value of Ceff is valid. Values greater than one will reduce
the time scale of star formation, and values less than one will do the opposite.
High (or low) star formation efficiency can be imposed as a directive, allowing its
effect on the galaxy to be isolated from every other setting of the simulation.

2.3.1

Kravtsov (2003) Star Formation
The simplified star formulation Eqn. (2.6) is basically identical to the one

described by Kravtsov (2003), which is one of the star formation recipes available
in Enzo. Similar to Springel and Hernquist, there is a lower density threshold (set
in number density nH ) that only allows star formation in denser areas. In Enzo
there is a further requirement that the star particle created have a minimum mass
mstar > mmin , which is to prevent very light particles that slow down the simulation
unnecessarily.
Using this star formation recipe is appealing for several reasons. It avoids
all of the issues of the sub-grid Springel and Hernquist model. The Cen and
Ostriker method uses physical tests for star formation not used by Springel and
Hernquist and Naab et al., so it is not a suitable choice. By keeping t∗ constant,
this formulation has only one input, star formation efficiency, which is exactly the
parameter we wish to investigate.

2.3.2

The Simulations
The simulations using Kravtsov star formation follow the nearly same pro-

cedure presented above for my earlier simulations. Using results from a survey

38
simulation, a halo is chosen and targeted with increased resolution. An additional
step performed for the low resolution simulation is the construction of the merger
tree for the halo (see §2.3.3). The merger tree of the target halo was output as a
Graphviz file which presents the history of the halo in a graphical form (see Fig.
6.16). A visual inspection was made to ensure that (at least at low resolution) the
target halo did not experience a merger with another halo with more than 10%
of its mass in its lifetime. As I am no longer attempting to precisely reproduce
the results of Naab et al., I chose the WMAP74 (Jarosik et al., 2010) parameters:
(Ωm , Ωb , n, h, σ8 ) = (0.266, 0.0449, 1.0, 0.71, 0.86).
In Naab et al., t∗ is set to a constant 1.5 Gyrs, which when combined with
the range of efficiency results in an effective range of 1.7 < t∗ < 2 Gyrs. For all my
simulations t∗ = 4 Gyrs is used, following the convention in Kravtsov (2003), and
I choose to only vary Ceff . This convention is more intuitive: it makes sense that a
higher Ceff produces more stars, where the physical effect is to actually lower the
star formation timescale. I have chosen five different values of Ceff = (0.1, 0.5, 1.0,
1.5, 10.0), which gives my simulations an effective range of 0.4 < t∗ < 40 Gyrs. As
will be shown below, this range includes unphysical star formation efficiencies.
Kravtsov uses a star formation density threshold of nH = 50 cm−3 . At
z=10 Kravtsov’s maximum resolution is about 24 pc, but for my simulations the
maximum proper resolution at z=10 is about 2.7 kpc. The maximum gas density
is a function of resolution, and a lower resolution limits the peak achievable resolution. Therefore, after some experimentation I chose a lower density threshold of
nH = 0.01 cm−3 . Using the same cosmology as the simulations, assuming that the
∆ > 55.7 is referring to a baryonic overdensity compared to the mean baryonic
density in the universe, at the beginning of star formation at z'10, this is roughly
equivalent to a number density threshold of nH = 0.1 cm−3 . It is reasonable for
these simulations to have a lower density threshold because the resolution is lower
than the ones in Naab et al.
Stars are prevented from forming before z=20, and must consume no more
than 90% of the gas mass in a cell, nor can they be smaller than 7.6 × 104 M
4
σ8 is unchanged from earlier simulations and is not the same as the WMAP7 value of
σ8 =0.801. This is an oversight on my part.
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. The gas cooling is calculated using the same six-species non-equilibrium cooling
method as in §2.2.3. The simulations are all identical other than the different
values of Ceff . The simulations are run from a redshift of z=99 to z=0 and have
126 or 63 checkpoints equally spaced in time saved to disk.
By default, data about star particles are only stored to disk by Enzo in
the regularly-spaced checkpoint files. The precise location of star formation is not
stored, and the stars can move a significant distance between formation and when
the next snapshot is written to disk. Therefore, I have added a small modification
to Enzo which outputs information about star particles (e.g. position, mass, unique
index) immediately after they are formed to text files to supplement the standard
checkpoint outputs. I use this information in some of my analyses, below, that
require knowledge of a stars precise formation location.

2.3.3

Halo Merger Tree
An essential part of the analysis is the halo merger tree, which is a SQLite5

database of the halo inter-relationships over time. The database is built using the
Parallel Halo Merger tree that I wrote as part of yt (see §6.2 for full details). In
summary, the halo merger tree is found by first running Parallel HOP (covered in
Chapter 5) on all the saved checkpoints, which outputs a list of the halos, and the
indices of the particles (both stars and dark matter) in the halos. I run Parallel
HOP with default settings and δouter =80.0. Because the particle indices in the
simulation are entirely unique, the relationship between halos over time can be
constructed by comparing the particle membership of halos between checkpoints.
“Parent” halos contribute some minimal fraction (which can be set by the user, I
use 20%) of their mass to a future halo, called the “child” halo. In practice, parent
halos either contribute the bulk of their mass to a child halo, or none at all, and
the choice of the minimal mass fraction is insignificant.
The data is stored in the SQLite database in a way similar to a typical
spreadsheet. A user must construct queries to the database, which then returns
the data. The merger tree database stores the particulars about each halo (e.g.
5

http://sqlite.org
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mass, position, bulk velocity), as well as the parent-child relationships.
The usage of the “parent” and “child” terms can be confusing. Unlike
biological children, which are the offspring of their parents, children halos are their
parents, but only after some time has passed. The children halos can change due
to mergers and other physical effects, and it is these changes in time and condition
that makes the child.
One of the questions a halo merger tree can answer, and is important for
the analyses presented below, is what is the main lineage of a halo? How can we
establish the direct line of parent halos that lead to the final halo at z=0? This is
exactly the same question as where the Nile or the Amazon rivers start. It may
sound like a trite comparison, but it is not. When following a river upstream, one
may decide that the river continues up whichever branch is the largest. Another
method is to pick the most distant water source that empties at the mouth of
the river, and label that as the headwaters. The analogous methods for halos are
respectively to recurse up the merger tree following the most massive parent at
each time step, or identifying the most ancient parent in the full merger tree. In
the case of rivers and halos, these two methods may give different answers. Here, I
have decided to follow the first method for simplicity. Due to the fact that the halos
studied here are isolated and experience no merger with a halo of comparable mass
to itself over its lifetime, it turns out that for these special halos, both methods
produce the same lineage.

2.3.4

Halo Analysis in yt
All of the analyses presented below are performed using yt. A user of yt has

the ability to define a sub-region of the full simulation for analysis. The regions
can be a parallelepiped, sphere or a cylinder. In the case of halos, analyses are
generally performed by defining a spherical region centered at the center of mass,
with a radius as defined by Parallel HOP. Within the sphere, yt can calculate a
wide variety of quantities such as the total enclosed mass, or the enclosed mass of
certain fields (e.g. just gas or just particles). It is easy to generate radial profiles
comparing field quantities (e.g. gas temperature and density) with radius.
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Because halo finders like Parallel HOP operate entirely on particles and
know nothing about the underlying Eulerian grid, a complication may arise during
halo analysis using yt-spheres. This complication has to do with the grid resolution
and the minimal reasonable size that yt can define a spherical region for analysis.
This is illustrated in Figure 2.10 in two dimensions. The grid has a resolution
of dx, and there are two spheres defined for analysis labeled by their respective
radii, r1 and r2 . It is incorrect to perform measurements on scales smaller than
the resolution of the simulation because the results are meaningless. The smaller
sphere is too small because it is smaller than dx, and if a user attempts to define
a sphere like this, yt will refuse to do it and returns an error. In yt, an analysis
sphere must have radius that is larger than the smallest grid cell size, such as the
larger sphere. This provides enough resolution such that the physical properties
calculated on the sphere are not below the resolution of the simulation.

Figure 2.10 Two spherical regions for analysis are defined on a Eulerian grid with
grid size dx within yt. The smaller sphere with radius r1 < 2dx is smaller than
the resolution and is invalid for analysis. The larger sphere with radius r2 ≥ dx is
valid for analysis.
For several of the analyses below, the halos are analyzed by defining a ytsphere on them with the radius provided by Parallel HOP. In particular, if the
radius is too small, the gas properties of the halo cannot be analyzed. This is
mentioned below when this issue affects the analysis and figures.
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2.4

Results Using Kravtsov Star Formation
The first test of this alternative star formation recipe is to discover if a

galaxy similar to what is seen by Naab et al. can be produced. The halos produced
here are a bit over twice the mass as Halo A (see §2.4.1 in this chapter and Table
3 of Naab et al.), which is the largest halo that Naab et al. produces. Much of the
discussion and figures in that paper focus on that halo in particular, and since it
is the halo closest in mass to the ones produced here, it is the halo I will use for
comparison. All of the figures from Naab et al. included here are for Halo A.
Figure 2.11 shows the synthetic SED for each of the galaxies at z=1 which
can be compared directly to the results in Fig. 2.1. The Ceff =10.0 galaxy appears
to be very nearly as red as the galaxy in Fig. 2.1, and significantly redder than
the other values of Ceff . The Ceff =10.0 galaxy is red because it experiences a very
large and early peak of star formation, followed by a much lower residual rate, as
shown in Figure 2.12. This peak is almost as early and even higher (likely because
this halo is larger than Halo A) than the peak seen in Figure 2.2, which leads to
a similarly red galaxy. The other simulations do not exhibit such a sudden peak
of star formation, nor one that is as high and that falls as quickly. The residual
star formation rate of the Ceff =10.0 halo is not quite low enough to be considered
quenching (which requires nearly zero star formation), but on the average it is very
similar to the lower resolution results in Figure 2.2. The bottom panel of Fig. 2.12
emphasizes the point that the star formation history of the Ceff =10.0 simulation
is very different from the others. Only 2 Gyrs after the first star is formed, nearly
80% of the stellar mass has been formed and the rate of star formation falls off
dramatically. In contrast, the other simulations continue to form stars at steady
rates all the way through z=0.
Figure 2.13 measures the amount of stellar accretion on the inner 30 kpc
(proper) in the same manner as Fig. 2.3. The stars that are in the galaxy at z=0
are identified and their unique identifiers stored. The merger tree is used to track
the progression of the center of mass of the main halo with time. The centers of
mass are compared to the locations and times of star formation events which are
read in from the special text files. The stars are marked as having formed “in situ”
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Figure 2.11 The synthetic SED for the stars in the galaxy at z=1 as identified by Parallel HOP. The fluxes come from Bruzual and Charlot (2003) using a
Salpeter IMF. Stars younger than 107 years are assumed to be obscured and are
not included. The dotted line is the SED for a 3.5 Gyr old stellar population.
in the inner 30 kpc, or ‘accreted’ outside the core. Additionally, the time at which
accreted stars first enter the inner 30 kpc is stored. These data are combined and
the output is shown in Fig. 2.13.
The Ceff =10.0 panel is similar to the Naab et al. result in that at the end of
the simulation roughly half of the stars in the core appear to have been accreted.
But to be certain, a close examination of the sudden jump in stellar mass at ∼12
Gyrs lookback time is required. At that point, nearly all of the stars that are
labelled as “Accreted” are added to the galaxy. The reason for this has to do with
the earliest Parallel HOP identifies the halo and the merger history of the halo,
which is examined in detail in §2.4.2. Briefly, Parallel HOP identifies the main
halo in the Ceff =10.0 simulation almost a gigayear farther back in time than the
time of the sudden jump. However, between then and the sudden jump, there is a
merger that causes the halo to appear to break up. The other halos do not break
up at all as a result of this merger, and their lineage is preserved. Conversely, when
the Ceff =10.0 merger tree is recursed back in time, the halo lineage is interrupted.

44

Redshift

Star Formation Rate (M ¯ yr−1 )

1000 0.1

0.3
0.6
Ceff =0.1
Ceff =0.5
Ceff =1.0
Ceff =1.5
Ceff =10.0

80
60
40

1 1.5 2 3 4 8
(A)

20

(B)

Total Stellar Mass (1011 M ¯ )

0
3.5
3.0
2.5
2.0
1.5
1.0
0.5
0.00

2

4

6

8

10

Lookback Time (109 yrs)

12

14

Figure 2.12 Star formation rates (A) and total stellar mass (B) for stars in the
galaxy at z=0 as identified by Parallel HOP as a function of time and Ceff . The stars
are binned by creation time into 300 equally-spaced bins that span the duration
of the simulation. The star formation rates are averaged over each bin.
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Figure 2.13 For stars that lie within the inner r=30 Kpc at z=0, each panel shows
the total mass of these stars separated by formation location as a function of time.
Stars labelled “In Situ” form in the inner 30 Kpc, and “Accreted” form outside and
later migrate inwards. Note that this plots when the star is accreted, not when it
is formed. This is similar to Fig. 7 of Naab et al.
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A comparison of the oldest center of mass of the halo (manually bridging the gap
in the merger tree) with the formation locations of these stars labelled as accreted,
confirms that in fact 99% of these stars form farther away than 30 kpc, and are
therefore genuinely considered accreted.
This apparent break-up is not in fact a destruction of the forming halo.
When the merger tree is created without considering the contribution of star particles, the merger tree for all five simulations are nearly identical, and there is no
break-up in the Ceff =10.0 simulation. This idea is explored further below, but it is
sufficient to summarize that there is something about the distribution of the star
particles during the break-up that prevents the halo finder from identifying the
halo for almost a Gyr.
As Ceff is increased there are some trends visible in Figures 2.11-2.13, and
Ceff =10.0 stands out an exceptional case. Higher values of Ceff produce an earlier
and higher peak rate of star formation, and except for Ceff =10.0 higher total stellar
masses in the halo. Due to the earlier peak in star formation, the galaxies become
redder with Ceff . The total stellar mass in the entire galaxy rises with Ceff , again
except for Ceff =10.0, which has less stellar mass than both Ceff =1.0 and 1.5. The
ratio of accreted stellar mass in the core to the stars formed in situ drops with Ceff ,
except for Ceff =10.0. At Ceff =0.1, the ratios are nearly equal, and by Ceff =1.5 there
is approximately three times as much stellar mass formed in situ than accreted.
But for Ceff =10.0, the ratios go back to being roughly equal. It appears that in
order to achieve the red galaxy seen by Naab et al., the star formation efficiency
needs to be pushed so high that it leads to some exceptional behavior.
In order to begin to speculate about why the Ceff =10.0 simulation looks so
different, the history of the halos using the merger tree must first be examined.
The next two sections (§2.4.1 and 2.4.2) look at how the halos change over time.

2.4.1

The Virial Properties of the Halos
The virial properties of the halos at z=0 are given in Table 2.1. They are

calculated by finding the virial radius, which is the radius of a sphere centered
at the center of mass of the halo that encloses a total mass density that is some
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Table 2.1 Halo properties for r ≤ rvir at z=0

Ceff

Mtotal a

Mgas a

Mdark a

Mstars a

Mbary a

rvir b

fhot c

fcrit d

hmstars e i

0.1

403

60.5

335

7.1

67.6

502

0.27

0.32

0.53

0.5

403

42.4

336

25.2

67.6

509

0.40

0.16

1.21

1.0

401

33.5

334

33.5

67.0

505

0.60

0.08

1.48

1.5

400

30.2

334

36.4

66.6

505

0.92

0.00

1.61

10.0

398

37.1

332

29.5

66.6

505

1.00

0.00

1.85

a

Total mass in 1010 M .
b

c
d

Radius in kpc.

Fraction of gas with temperature T≥ 105 K.

Fraction of gas with number density n ≥ 0.01 cm−3 .
e

Mean star particle mass in 106 M .

multiple of the cosmic mean density. The standard value is 200 times the cosmic
mean density, which is the value used here. Note that the total mass columns in
each row may not add perfectly up due to rounding.
The halos here are about twice the mass of Halo A in Naab et al., primarily
due to a higher quantity of dark matter within the virial radius. Halo A has slightly
more stellar mass than gas mass, more like the content ratio of the Ceff =1.5 halo
than the Ceff =10.0 halo. In terms of the hot fraction of gas, which is the fraction
of gas mass at 105 K or hotter, Ceff =10.0 is very much like Halo A, which has a
hot fraction of 0.99.
Because the halos presented here are all identical except for Ceff , many of
their properties are similar. The total halo masses exhibit a slight gradual decline
with increased Ceff , which is mirrored in the total dark matter masses. The total
baryonic mass (in stars and gas) shows a much smaller decline in total mass with
Ceff , which is likely linked to the decline in dark matter attracting slightly less
baryonic matter into the virial radius. The virial radii have a similar amount of
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variance as the total mass, but do not show a definite trend with Ceff .
The effect of Ceff is very pronounced on the baryonic quantities. Except
for Ceff =10.0, higher values of Ceff result in less gas and more stellar mass in the
halo. The fraction of critically-dense gas in the halo (at or above the limits for star
particle formation) falls with Ceff in conjunction with a steep rise in the fraction
of hot gas. While the temperature of gas is not an explicit factor in the star
formation method, it is an indication of how favorable conditions are in the halo
for star formation.
By following the main halo back in time using the merger tree, it is possible
to calculate virial properties of the halo as a function of time. Figure 2.14 shows
six different quantities measured inside the virial radius for each value of Ceff .
Again, the break in the Ceff =10.0 merger tree is shown with a truncated (in time)
curves for the Ceff =10.0 data. The halos follow a very similar path in terms of
total mass and virial radius, but diverge dramatically in every other measurement.
In particular, the Ceff =10.0 halo shows a very dramatic behavior in the criticallydense and hot fractions of gas. As soon as Parallel HOP can identify a halo for
analysis, 60% of the gas within the virial radius is already hot, and less than 50%
is above the critical star-making density. Gas temperature does not factor into
Kravtsov star formation, but it is an indication of how favorable conditions are in
the halo for star formation, and it is a factor in the Springel and Hernquist star
recipe.
The Ceff =10.0 simulation shows more remarkable behavior. As seen before
in Figure 2.12, at z=0 the total stellar mass falls below that of Ceff =1.0 and
1.5, contradicting the general trend in all the other simulations. The Ceff =10.0
total stellar mass line has a distinctly stair-step shape, with periods of very flat
and steep star accumulation. These stair-steps coincide with features in the other
panels, which can only be understood in the context of merger history of the halos.

2.4.2

Merger History of the Halos
The amount of particle mass (dark matter and stars) in each halo at z=0

that comes from all halo mergers is shown in Table 2.2. The masses shown are
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Figure 2.14 The virial properties of the halos as a function of lookback time. The
left panels (A-C) show the total masses enclosed inside the virial radii. The top
panel (D) on the right shows the virial radii; the middle (E) shows the fraction of
gas mass that is above 105 K; and the bottom (F) shows the fraction of gas mass
that is above the star creation density threshold.
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Table 2.2 Halo Mass Contributed by Mergers

a

Ceff

Total Mass at z=0a

Merged Massa

0.1

3.2

0.9

0.5

3.4

1.2

1.0

3.4

1.6

1.5

3.5

1.7

10.0

3.3

1.2

The masses as identified by Parallel HOP (1012 M ).

calculated by Parallel HOP and the merged masses are found using the halo data
stored in the merger tree database. Parallel HOP does not consider gas mass, and
therefore the table does not include the gas contribution to the halos.
Between roughly a third to a half of the particle mass of the halos at z=0
comes from mergers with less massive halos. The variance in ratio is due to the
different values of Ceff , which changes the ratios of stellar to gas mass in the merged
halos. Because Parallel HOP only operates on particles, baryonic mass can only
be tracked by Parallel HOP and the merger tree when the gas has been converted
to star particles. Higher values of Ceff convert more baryonic mass to stars, which
gives the appearance of a higher ratio of merged mass. This means that the actual
mass fraction of the final halo that is a result of mergers is likely closer to the
values with higher Ceff , because it is a more complete measurement of mass flow.
This means that for the halos roughly half of the halo mass at z=0 is a result of
earlier mergers.
The discrepancy in merged mass for Ceff =10.0 is due to the peculiar nature
of that halo’s history. As mentioned before, the halo experiences a break-up of
roughly a gigayear as a result of a merger, which destroys the merger tree lineage. This means that there is a gigayear of halo mergers trackable in the other
simulations that cannot be tracked in the Ceff =10.0 simulation.
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Figure 2.15 provides a detailed picture of the merger history for the halo
in each simulation. Before progressing further, the values in the shaded boxes in
each panel must be explained. The ratio shown in each is the number of halos
successfully analyzed to the total number of merger events. Halos are unsuccessfully analyzed if their radius (as provided by Parallel HOP) is too small to allow
for a yt-sphere to be defined. These physically small halos are low in mass, and
their kinematic effect on the main halo is minimal. Across the simulations none
are larger than 1 × 109 M , they are star-rich and dark matter poor (indeed some
have no constituent dark matter particles), and they max out at several hundred
particles, with the majority having less than 100. Their aggregate contribution is
much smaller than a single larger merger, and it is spread out over Gyrs. It would
be better to be able to analyze them, but the effect of the successfully analyzed
merged halos is much stronger on the main halo than the missing merged halos.
The halo radii as calculated by Parallel HOP are used to profile the incoming halos instead of the virial radius because it results in a larger and more
representative dataset. The virial radius is typically about 60-70% smaller than
the radius as calculated by Parallel HOP. Using the virial radius would eliminate
more halos from successful analysis and inclusion in the figure. Additionally, the
effect the merged halos have on the main halo is better represented by the mass
inside the larger yt-sphere as it will include all of the dark matter in the halo,
which constitutes the majority of the total mass in the halo.
The four largest merger events, in terms of the ratio of incoming mass to
main halo mass, happen at approximately (3.3, 4.4, 7.6, 12.3) Gyrs in lookback
time and have mass ratios of (0.13, 0.10, 0.08, 0.35), respectively. These are clearly
visible in Figure 2.14 and as reddish massive halos in Figure 2.15. It is the first one
of these mergers that appears to be responsible for the break-up of the Ceff =10.0
halo.
A close inspection of the merger times for the most massive halos shows
some variability between the different simulations. For example, between 2 and
6 Gyrs in lookback time the Ceff =1.0 simulation shows two halos more massive
than 1011 M

merge. In the same time frame, the Ceff =1.5 simulation shows
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Figure 2.15 Scatter plots of physical properties of halos that merge with the
mainline halo. The left panels show the hot and critically-dense fraction of gas
mass for each halo, and the right panels show the look-back time of the merger
and the total stellar to total gas mass ratio. The colors of the dots give the total
mass (dark + baryonic matter) of the incoming halo shown with the logarithmic
log scale at the top. The shaded boxes give the value of Ceff for that row, and the
ratio of merged halos that are successfully analyzed (and plotted in this figure) to
the total number of halo merger events (see text for details). The data are plotted
such that dots for less massive halos are obscured by those for more massive halos.
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is illustrated is the the total mass of stars inside the virial radius in comparison
with the total mass of stars that will eventually end up in the halo at z=0 as a
function of time. As Ceff increases, there is much more stellar mass being created
outside the halo than inside. The mass inside the virial radius catches up to the
total stellar mass with each larger merger event, which is particularly visible for
the Ceff =10.0 simulation.
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Figure 2.18 The total stellar mass inside the virial radius as a function of time
is shown with solid lines. The total mass of stars as a function of time that end
up in the halo at z=0 is shown with dashed lines using colors matching the solid
lines.
There is a distinct trend that the number of merged halos increases with
Ceff , again except for the Ceff =10.0 case. Between Ceff =0.1 and 1.5 the number
rises by almost a factor of twelve. The amount of mass falling into the halos does
not change, so the only explanation can be that the ability of Parallel HOP to
identify incoming mass as halos increases with Ceff . For Ceff = (0.1, 0.5, 1.0, 1.5,
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10.0) the number of stars in the entire simulation is (in thousands) (156, 286, 329,
344, 255) respectively. This is the same effect as already seen in Table 2.2, where
the conversion of gas into stars allows Parallel HOP and the merger tree to better
track the movement of mass into the main halos.

2.5

Discussion
In the Introduction (§1.2.2), star formation quenching is described as being

triggered by a variety of physical conditions that are met past some threshold. I
argue that the simulations presented above show a kind of quenching somewhat
different than the mechanism described by Naab et al. (2007) and Johansson et al.
(2009b), but with similar results, where a threshold has been crossed, for the
following reasons: 1. Between Ceff =0.1 and 1.5, the efficiency goes up by fifteen
times, but the colors of the galaxies in Figure 2.11 change by far less than the color
between Ceff =1.5 and 10.0, a change of less than seven times. 2. The total stellar
mass in each halo at z=0 rises steadily with Ceff except for Ceff =10.0, which falls
lower than what the overall trend would suggest. This is a hallmark of a quenching
threshold: between Ceff =1.5 and 10.0, a threshold has been passed that causes
the total mass of stars produced to fall. 3. If the merger tree is built without
considering star particles, the Ceff =10.0 halo does not experience an apparent
break-up and the lineage goes as far back in time as the other simulations. This
means that during the period of the break-up, the inclusion of the star particles
in Parallel HOP causes the halo to be unidentifiable. A possible explanation is
that the star particles are particularly clumpy, which would impede the ability for
Parallel HOP to build long chains of particles, or to merge the chains together into
a large final halo (see Chapter 5 for full details on how Parallel HOP works). If this
is in fact what is happening, it is similar to how early star formation is described
in Naab et al.. In the Ceff =10.0 halo, which is qualitatively similar to the Halo
A in Naab et al., it appears that there are also small clumps of stars falling into
the halo during the period in which the halo is being heated up by a dissipational
collapse (as in panel (E) of Fig. 2.14). 4. The hot and critically-dense fractions
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of the Ceff =10.0 halo are distinctly different than for the other halos. They both
reach saturation very rapidly, and only slightly deviate from that during the largest
merger events. Combined with the low, but not zero, residual star formation rate in
the galaxy, this points to the most likely explanation of the quenching mechanism in
operation here. Because the hot fraction remains saturated and the star formation
rate is not zero, what appears to be happening is that any cold gas is instantly
being turned into stars, and all that is left is the hot gas. The total stellar mass in
Ceff =10.0 is lower than in Ceff =1.0 or 1.5 because the much hotter halo can shock
heat more infalling gas, which inhibits star formation. 5. As Ceff increases, the
mergers become drier, and contribute less cold and dense gas to the main halo. A
crucial aspect of the Naab et al. model is that the mergers are dry after about z=1,
and that they deposit their potential energy as gravitational feedback. However,
it is unlikely that gravitational feedback is what is keeping the Ceff =10.0 halo hot.
The resolution of the simulation is not high enough (even though grid codes do not
suffer the same level of inability to resolve Kelvin-Helmholtz instabilities as SPH
codes (Agertz et al., 2007)) for the minor dry mergers seen here to gravitationally
heat the halo.
In summary, the similarities and differences between the Ceff =10.0 simulation and those in Naab et al. are as follows. Both simulations very efficiently form
stars early on in small, dense clumps, which then are enveloped by an expanding
hot halo of dissipationally-heated gas. However, here the star formation efficiency
must be pushed very high to achieve similar results. In both accreted gas is shock
heated by the expanding hot halo, preventing further in-situ star formation. In
Naab et al., the hot halo is preserved via gravitational feedback by dry, minor
mergers. Here, any accreted cold gas is instantly converted into stars, leaving only
hot gas, which can heat a larger amount of infalling gas, that in turn lowers the
total final stellar mass. Quenching is not fully achieved here as the residual star
formation rates are, on average, similar to the low-resolution results in Naab et al.
The question must then be asked, how physical are the star formation
efficiencies used here? Figure 2.19 plots the star formation rate as a function
of surface density for each halo, where each symbol is the halo at a snapshot
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in time. The lower values of Ceff exhibit nearly linear behavior, parallel to the
observational fit. However, as Ceff is increased, at about 2 M

pc−2 there is an

uptick in formation rates, and by Ceff =10.0, there is a kind of wall preventing
higher surface densities. The reason is likely that at very high efficiencies, gas
is not allowed to become denser than this because it is converted into stars very
quickly. This kind of behavior is not seen in observations, and therefore the highest
star formation efficiencies used here are likely unphysically high. In addition, the
lowest star formation rates used here are also unphysically low because the scatter
points lie too far below the observational fit.
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Figure 2.19 The global Schmidt law: The star formation rate is plotted versus
surface density. Each point is represents a measurement taken at a snapshot in
time for the halo with the corresponding Ceff . The solid line is the observational
fit (Kennicutt, 1998).
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The lower resolutions of these simulations also make them suspect. These
simulations are roughly similar to the lowest resolution results presented in Naab
et al. The low resolution simulations in Naab et al. are not drastically different
than the higher ones, but resolution studies are important to confirm convergent
behavior. Unfortunately, I have been unable to do a similar suite of simulations
with varying resolution. I have also been unable to do simulations of multiple
halos, which further makes these results questionable.
The low resolution prevents successful analysis of the data using the yt
bound clump finding algorithm (Smith et al., 2009). Running the clump finder on
the data identifies no bound clumps in or around the main halo, except for a large
one surrounding the entire halo.The discrepancy in merged This is unfortunate,
as it would allow study of the clumps that are believed to heat up the gas in the
halo, and are one of the suggested suggested sources of gravitational feedback.
It would allow comparisons to previous work studying the shock heating of cold,
clumpy flows of gas (Dekel and Birnboim, 2006b; Dekel et al., 2009a) or so-called
“morphological quenching”, in which the disk of the galaxy is morphologically
stabilized against the formation of star-forming dense clumps of gas (Martig et al.,
2009). It will take higher resolution simulations to be able to resolve the clumps.
The inner-core results shown in Figure 2.13 should also be viewed with some
skepticism considering that a sphere of radius 30 kpc at z=0, which is used to define
the stars for analysis, is at the very limit of the resolution of the simulation. A
higher resolution simulation, where the inner 30 kpc is covered by significantly
more cells, would be better.
The issue of whether or not the kind of dry mergers proposed by Naab
et al., and seen here, are in fact physical is an open question. Unfortunately, the
available literature discusses the question of major dry mergers, where the mass
ratios are much larger than seen here. Some argue, using both observations and
simulations, that dry major mergers cannot be the only (or major) source of the
growth in mass (Nipoti et al., 2009; Stott et al., 2010; Taylor et al., 2010; Williams
et al., 2010). Others contest that dry mergers can be the major source of growth
for present day red ellipticals (Liu et al., 2009; Naab et al., 2009; Feldmann et al.,
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2010; van Dokkum et al., 2010). There are some statistical limits on the numbers
of dry mergers (Khochfar and Silk, 2009; Robaina et al., 2010), but these lie above
the mass ratios seen here. It is debatable if these arguments can be applied to the
minor dry mergers seen here. Except for (Naab et al., 2009) which does look at
minor dry mergers, published work has been done mainly on so-called Brightest
Cluster Galaxies (BCGs), which are at the centers of rich clusters. The galaxy
simulated here and those in Naab et al. are not BCGs in rich clusters, and do not
experience major dry mergers.
I have successfully produced Naab et al.-like halos, but because it is accomplished using a different quenching mechanism, and also because of the lower
resolution, it is not a real test of the gravitational feedback mechanism. The work
presented here is promising, but clearly simulations of different halos with higher
resolution are required before more direct comparisons can be made.

Chapter 3
Gravitational Quenching and
Cold Streams
3.1

Introduction
The simulations presented in the previous chapter could not begin to probe

the question of gravitational quenching because the resolution was too low. The
simulations have similar resolution to the low resolution simulations in Naab et al.
(2007). However, in Naab et al., gravitational quenching effects are not observed
until the resolution is improved by at least 16 times over the baseline resolution.
The analysis in the previous chapter showed that even though quenching was
achieved using a different method (by unphysically high star formation efficiency),
the resolution was not high enough to resolve even the scale of the galaxy with
confidence, and not much could be gleamed from the results with respect to the
results of Naab et al. This chapter presents and discusses some preliminary results
from a new, higher resolution simulation, that in fact surpasses the resolution of
the highest ones presented in Naab et al.
The simulation has progressed only as far as z ≈ 2.7, which is unfortunate
because according to the follow-up paper by Johansson et al. (2009b), the gravitational feedback of minor mergers by gaseous and stellar clumps only becomes
important after z ≈ 2. However, by comparing the already available data to simi-
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lar work in the literature, some questions can be investigated that may shed light
on the Naab et al. results.
Gravitational feedback has been found to be a source of significant halo gas
heating using analytic estimates and high resolution hydrodynamical simulations
(Kereš et al., 2005; Dekel and Birnboim, 2006b; Kereš et al., 2009b; Dekel and
Birnboim, 2008; Dekel et al., 2009a,b). The findings show that for halos above and
below Mshock ≈ 1012 M , the thermal properties of infalling gas are different. In
lower mass halos, smooth cold flows of gas can fall deeply into the halo and feed
high rates of star formation in the galaxy. In more massive halos the smooth cold
flows are shock heated to the virial temperature and do not contribute as readily
to star formation. However, in massive galaxies (M > Mshock ) up to z & 2, cold,
dense, and clumpy gas streaming in from cosmic filaments can penetrate the hot
halo, reaching the core to feed a high rate of star formation in the galaxy. This may
explain the high rate of star formation seen in massive galaxies at higher redshifts
z ' 1.5 − 3 (Elmegreen et al., 2007; Genzel et al., 2008b; Stark et al., 2008). After
z ≈ 2, the mass of the halo is high enough such that the release of gravitational
energy of streaming infalling matter (primarily gas) is high enough to maintain the
temperature of the gas against cooling and quench star formation. The accreted
clumpy matter is subjected to ram-pressure drag by the hot ambient gas, which
forms shocks in the gas, that converts gravitational and kinetic energy into heat.
There may be additional sources of quenching such as AGN energy feedback or
matter outflows, but gravitational heating is more effective at heating the entire
halo. They key is that in these simulations, star formation quenching in the galaxy
cannot begin until after z ≈ 2, which is well after the star formation rate in the
galaxies in Naab et al. has begun to level off.
The halo in the new simulation, chosen according to the recipe in Naab
et al., is in about the right mass range, 9.1 × 1011 M

at z ≈ 2.7, to be on

the line between the two modes of gas accretion. The halos in Naab et al. are
special ones, located in voids with little to no major merger activity, while the
halos studied in the earlier references are not chosen in any particular way. If
gravitational quenching by cold baryonic streams is the main source of feedback
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energy, the current halo should exhibit the same markers seen at similar epochs
in the other simulations. In particular, the cold fraction of gas at the core of the
halo (i.e. the galaxy) should be increasing due to cold streams of gas that can
penetrate the hot halo shell.

3.2

The Simulation
The simulation presented here is centered on the same halo as as the simu-

lations presented in §2.3.2, but with increased spatial and mass resolution around
the halo and no star formation. The cosmological parameters (Ωm , Ωb , n, h, σ8 )
= (0.266, 0.0449, 1.0, 0.71, 0.86) are unchanged, as is the cosmological volume of
the box (50 h−1 Mpc). The full-volume root grid is divided into 1283 cells with
an equal number of dark matter particles, which also remains unchanged from the
earlier simulations. Instead of a single nested grid with twice the mass and spatial
resolution of the root grid, there are four nested grids progressively stacked that
raise the resolution by 24 = 16, to an effective 20483 grid resolution with 1.8 × 106
h−1 M dark matter particles. The most-deeply nested grid is large enough such
that (based on the dark-matter only survey simulation) no dark-matter particles
from lower resolution grids migrate inwards to the halo by z=0. AMR is turned
on for an additional 8 levels, which gives a maximum resolution of dx = 95/(1 + z)
h−1 pc. The AMR is super-Lagrangian, meaning it is set to resolve on baryonic
and dark matter overdensities of 4, different than the typical value of 8. Therefore,
the simulation refines early and very aggressively, and the full depth of refinement
is reached by z ≈ 13 in the densest regions, and coverage increases from that point
onward. The hydrodynamics are solved using a Harten-Lax-van Leer with contact
(HLLC) solver (Harten et al., 1983; Toro et al., 1994), which is new to Enzo and is
more numerically accurate and robust than previous solvers. There are 93 checkpoints stored on disk from z = 99 to z = 2.71, and they are separated by roughly
25 million years. Like the earlier simulations, a merger tree is built using Parallel
HOP (§5) and the parallel merger tree tool (§6.2). The merger tree is used below
to direct the study the virial properties of the halo as a function of time.
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One consequence of super-Lagrangian refinement is that the refined cells
in densest regions have, on average, 2l less gas mass than a root-grid cell, where
l is the refinement level. With the 12 levels of refinement used here, the mass in
refined cells falls below what a computationally reasonable minimum star particle
mass might be, and it would be difficult to create stars. In the place of actual star
particles, the cold fraction of gas in the halo can be compared to the sum of the
cold gas and star particles in the lower resolution results.

3.3

Results
Figure 3.1 shows how the virial mass of the halo, and the mass of the two gas

phases, grows with time. The steep rise before z = 4 in the total mass curve is due
to a merger which can be inferred from the low resolution results (see Figure 2.15).
Comparing with the Ceff =0.1 results,1 it can be seen that this halo is following
a very similar track in terms of total (DM + baryons) and total baryonic mass.
However, the hot and cold fraction behaves very differently. Except for the very
beginning of the dissipational collapse, in the high resolution results all of the gas
in the halo heats up during the collapse. This is not visible in the low resolution
results which does not capture the dissipational collapse of the halo. After z ≈ 4,
a combination of gas cooling and cold inflows begins to drop the hot fraction in
the high resolution simulation, and by the current state of the simulation, more
gas is cold than hot in the halo. The cold fraction is even more pronounced in the
low resolution results, due to the absence of any hot halo phase.
Figure 3.2 shows the same quantities as Figure 3.1 for the inner 30 Kpc
(proper) of the high resolution halo. The low resolution results are not shown
because the inner 30 Kpc is just barely at the minimum resolution of those simulations and therefore not a good comparison. Here again, the effect of a merger
around z ≈ 4 is visible in the Figure with a dip and a rise in most of the curves.
Again, the hot gas dominates the total gas budget during the dissipational collapse, and falls after z ≈ 4. The rise of the cold fraction is even stronger here than
1
All of the Ceff results look about the same in this plot, except for the Ceff =10.0 results which
have the break in the merger tree lineage.
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Figure 3.1 The total (DM + baryons) mass, and the mass of hot and cold baryons
inside the virial radius of the halo as a function of time for the high resolution (solid
lines) and the Ceff =0.1 (dashed) low resolution results. The Ceff =0.1 “Cold” line
is the sum of the cold fraction and stars inside the virial radius that simulation.
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in the halo as a whole, and by the current state of the simulation, roughly 70% of
the gas in the galaxy is cold. This shows that the cold gas is able to penetrate the
hot halo all the way to the core, expelling the less-dense hot gas.
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Figure 3.2 The total (DM + baryons) mass and the mass of baryons in the inner
30 Kpc (proper) of the halo as a function of time.
Figure 3.3 shows the density-weighted temperature of the gas and its bulk
flow. For much of the halo, the hot gas in the halo is shock heating the smooth
flow, which is visible at the virial radius. Also visible are three streams of matter
rapidly falling into the core of the halo, which is qualitatively similar to the results
in Dekel et al. (2009a) (see their Figure 1), that also exhibits three filaments of gas
that penetrates the hot halo. The cold streams of gas that feed high rates of star
formation in the galaxy above z & 2 is a key aspect of their results and proposed
quenching mechanism.
Figure 3.4 emphasizes the effect of the cold streams on the galaxy. Inside
30 Kpc the gas is highly turbulent and mixed, and combined with the high cold
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Figure 3.3 A slice with normal (0.92, 0.25, 0.82) through the center of mass of
the halo at z ≈ 2.7 showing the density-weighted gas temperature (color), the gas
velocity field (arrows, tails are separated by approximately 250 km s−1 ), and the 30
Kpc and virial radius (83 Kpc) shells (dashed circles). There are three fast-moving
streams of gas at approximately 10, 2, and 7 o’clock.
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fraction of gas in this region, this leads to prodigious star formation.
The results of running a clump finder on the gas (Smith et al., 2009) are
shown in Figure 3.5. There are three (self) gravitationally-bound clumps identified:
the main halo, and two smaller ones indicated by arrows. The two independent
clumps have masses of 9.2 × 108 and 1.5 × 109 M

, which would qualify them

as minor merger events. Additionally, the two “peninsula” shapes sticking out
the ends of the main halo clump appear to be due to two more clumps that have
been included within the main clump. There are many other diffuse clumps visible
falling into the center of the halo with their gaseous wakes clearly visible, that are
not gravitationally bound and therefore not identified by the clump finder.

3.4

Discussion
These preliminary results show that up to z ≈ 2.7, cold gas is effectively

penetrating the hot halo and reaching the core to feed star formation in the galaxy.
This is qualitatively similar to previous results that have simulated cold streams
feeding starbursts in galaxies up to z & 2, that are gravitationally quenched thereafter. In contrast, at z ≈ 2.7 the overall star formation rate in Naab et al. (Figure
2.2) is already falling rapidly, and in particular the in situ (inner 30 Kpc) star
formation (Figure 7 in Naab et al.) has already nearly leveled off. Through and
past z ≈ 2.7 gas continues to be added to the galaxies in Naab et al. (see the top
panel of Figure 6), but it does not contribute to in situ star formation, indicating
that it has been heated on its way through the halo. It appears that in the simulation presented here, this special halo chosen according to the recipe, exhibits gas
accretion histories more similar to results other than Naab et al.
Remembering that the cold gas here should be viewed as a sum of gas and
stars, it may be possible to reconcile the differences if most or all of the cold
gas that reaches the galaxy has in fact already turned into stars. However, this
would suggest a quenching mechanism more similar to the results in the previous
chapter, where an unphysically high star formation efficiency in the Ceff =10.0
simulation nearly instantly removes any and all cold gas. This is different than the
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Figure 3.4 The same as Figure 3.3 zoomed in on the inner 30 Kpc (the single
dashed circle). The tails of the arrows are separated by approximately 60 km s−1 )
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Figure 3.5 A projection along the z axis of gas density through a cubical region
centered on the halo with sides twice the maximum radius of the halo. The circles
show the 30 Kpc shell and virial radius. There are two gravitationally-bound
independent clumps indicated by arrows, and the larger clump that constitutes the
halo as a whole. The wakes behind the infalling clumps are very clearly visible.
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gravitational quenching by minor mergers suggested by Naab et al. and Johansson
et al. As mentioned before, no insights can yet be gained about the specific source
of gravitational quenching in this simulation and the ones in Naab et al. without
further evolution in time.
With respect to the future of this simulation, it is interesting that up to the
present state of the simulation the results seen already show a good deal of similarity to other published simulations. In particular, the characteristic triple-stream
of cold gas flows (Dekel et al., 2009a) that reach the galaxy is very similar to other
high resolution results. In those simulations, the primary source of gravitational
quenching energy is infalling baryonic matter in the form of gas, which is somewhat
different than the minor mergers proposed by Naab et al. The quenching can only
begin in the galaxy once the cold streams cease after z ≈ 2, which is later than
the same is seen in Naab et al. It will be interesting to see what happens after
z ≈ 2 to see which forms of gravitational quenching (if any) contribute to keeping
the halo hot.

3.5

Conclusions
Up to the current state of the simulation, it appears that the Naab et al.

results are not being reproduced. There is too much cold gas streaming into the
galaxy to account for the low rates of in situ star formation that should be seen.
On the other hand, these results are similar to other results that show that cold
gas can effectively feed starbursts in galaxies in this mass range during this epoch
of redshift. Although this halo has been chosen to be in a void, and is therefore
special, it appears to be typical in its cold gas accretion history.
Clearly, this simulation needs to progress farther before it can be effectively
compared to the results in Naab et al. As argued by Naab et al. and Johansson
et al., gravitational quenching by minor mergers does not dominate until after
z ≈ 2, which this simulation has yet to reach. Additionally, more simulations are
required with a resolution study of more isolated halos like this one, so that the
universality of the results, and their (dis)similarity to Naab et al. can be fully
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compared.

Chapter 4
Finding Dark Matter Haloes with
HOP
4.1

Introduction
The most interesting and observable astrophysical phenomena take place in

galaxies, but that is only part of the story. Most mass in the universe is in dark
matter, invisible but responsible for the hierarchical structure of matter in the
universe. Matter in the universe is clumped in progressively dense and compact
regions. This can be seen in Figure 4.1, a projection along the line of sight of
the matter density of a cosmological simulation. In 4.1(a), there are low density
regions in dark blue, and also high density clumps and filaments in yellows. A
closer look in 4.1(b) shows that on smaller scales the picture is similar. There are
low density blue regions, yellow clumps and filaments, and high density cores in
red. Galaxies form in the densest areas of dark matter, called haloes. In the Figure
4.1(b) these are the yellow and red regions.
In the formalism of cosmology, it is assumed that the universe has a constant matter density throughout. Clearly, this is not true on small scales, but on
large scales it is a good approximation. A region of high density surrounded by a
background field of constant density will collapse in on itself if its density is above
some threshold. The ratio of the density in the high density region to the back-
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(a)

(b)

Figure 4.1 Line of sight projected matter density through a cube 512 Mpc h−1 on
a side in 4.1(a), and a zoom-in of a small region 4.1(b), shown with a black square
in 4.1(a). Density from low to high is shown with blue to red colors, respectively.
ground density is called the “overdensity,” and is dimensionless. For simplicity a
spherical region of overdensity is assumed. If the spherical region has an overdensity greater than or equal to 200, it is gravitationally bound and will collapse. A
dark matter halo is a collection of mass that satisfies this condition.
There are several size scales of dark matter haloes. On the largest scales,
dark matter haloes encompass massive clusters of individual galaxies. These are
the largest yellow-green regions in the projection. Each galaxy resides in a dark
matter halo of higher density than the encompassing dark matter halo, which are
the red regions in the projection.
Because galaxies form in dark matter haloes, finding dark matter haloes
in a simulation is an important task. With a catalog of dark matter haloes over
time, taken from progressive snapshots of a simulation, a halo merger tree can
be built. It is believed that halo mergers have a large effect on the properties
of galaxies. Merger trees are used in semi-analytic models of galaxy formation,
where the specifics of haloes and their history of mergers are the primary inputs to
a model of their resident galaxies. A well-known example is the catalog of galaxies
built on the Millennium run (Springel et al., 2005b) by Croton et al. (2006). I have
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built a tool that builds merger trees in yt, which is covered in detail in §6.2.

4.1.1

Chapter Motivations
In this chapter I describe some of the improvements and ideas I have come

up with regarding the halo finding algorithm HOP (Eisenstein and Hut, 1998).
These were motivated by the needs I have of HOP for my research.
Working with ever-increasing larger cosmological datasets, I decided that I
needed an improved halo finder than what I was using, which was an un-parallelized
version HOP that could handle Enzo data called “Enzohop.” The product of this
decision was a parallel version of HOP, described in detail in 4.5. With this new
version of HOP, that I call “yt HOP” in this chapter, I have greatly increased
the speed and the size of the dataset HOP can analyze. There are two other
implementations of parallelized HOP that I describe in section 4.4. I was unaware
of these implementations when I developed yt HOP. As discussed in section 4.6,
yt HOP succeeds in the important dimension of problem size, where the other
implementations fail.
In section 4.7, I describe an attempt to use HOP to find low-mass haloes
very close to the resolution limit of the simulation I call ’piecewise HOP.’ I was
attempting to identify low-mass haloes from a particular dataset, but discovered
in doing so I was creating unphysical high-mass haloes. I find that by running
several different runs of HOP on the same dataset and only keeping a subset of
haloes from each run I can mitigate some of the problems with unphysical haloes.
The work described here, and the limitations of it, is what led me to develop
Parallel HOP, which is covered in Chapter 5.
Outline
This chapter is organized as follows. In section 4.2, several kinds of halo
finders are described. In section 4.3 the procedure of the original serial HOP
halo finder is outlined in detail. Two different implementations of parallel HOP
are examined in section 4.4, along with their advantages and limitations. A new
implementation of parallel HOP is described in section 4.5, that is in important
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ways an an improvement over other versions of HOP. A discussion of the various
versions of HOP, along with some ideas of a future implementation of HOP, is
given in section 4.6. Section 4.7 outlines a method of running HOP multiple times
on a dataset to extract as wide a range of halo sizes as possible.
Modern Parallel Computer Architecture Primer
Most modern computers are built using the Symmetric Multi-Processing
model (SMP), in which two or more identical processors, or multiple processing
cores on a one or more chips, share equal access to the same bank of shared memory. Within a SMP computer, any task can be given to any core with no difference
in computational speed or memory access time. Every personal computer sold in
recent years with multi-core technology follows the SMP model. Modern supercomputers are constructed by connecting individual SMP computers, or “nodes,”
together using a specialized high-capacity, low-latency network. As discussed below, in §4.4, a parallel program on a networked computer runs on two or more
cores on one or more SMP nodes.

4.2

Halo Finders
In cosmological simulations dark matter is represented by massive (many

orders of magnitude larger than the sun), collisionless particles. There are two
reasons for this. First, the exact nature of dark matter is not known. Dark matter
as a discrete particle that only interacts through gravity is the most convenient
thing to do. Second, computers are not infinitely powerful. Compromises between
mass resolution and practicality must be made. It is estimated that the Milky
Way has a dark matter halo 1012 M in mass, where M is the mass of the sun.
If the dark matter is represented by particles the mass of the sun, that would
take 1012 particles. None but the largest supercomputers in the world even have
enough aggregate memory to contain the data for that many particles. It would
also take prohibitively long to compute their motions. Therefore, depending on
the parameters of a simulation, typical dark matter particle masses are from 104
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to 108 M .
A common way of identifying haloes is called the Friends-of-Friends (FOF)
method (Davis et al., 1985). A pair of particles is grouped together when their
inter-particle spacing is some fraction of the global average inter-particle distance.
A typical value is 20%. Any subset of particles that collectively meet this requirement and share “friends” are grouped into a halo. This method is popular because it is simple and computationally easy. However, it doesn’t take gravitational
boundedness or physical overdensity into account when grouping particles. Calculating gravitational boundedness requires finding the kinetic and gravitational
potential energy for each particle and finding the sum, which is a very costly operation. Another problem with FOF is that it can over-connect haloes (Eisenstein
and Hut, 1998) by filamentary “bridges.”
In response to FOF, many other halo finders have been written that consider particle densities. The HOP method (although it is capitalized, HOP is not
an acronym, it descriptive), discussed in detail in this chapter, estimates the density at each particle. HOP makes groups by linking particles up density gradients.
Compared to the FOF method, HOP haloes are more robust, but HOP also does
not consider gravitational boundedness for the final haloes. The DENMAX algorithm (Gelb and Bertschinger, 1994), and it’s improvement SKID1 , calculate the
density at each particle similarly to HOP. Groups are formed by “sliding” particles in space toward local density maxima. Particles that collect at each maxima
are grouped together, and energetically unbound particles excluded from the final
groups. However, depending on the local density resolution, large groups can be
split into spurious smaller groups due to local density peaks. At higher computational expense, VOBOZ (Neyrinck et al., 2005) uses Voronoi diagrams (Voronoi,
1908) and Poisson statistics to create haloes and remove unbound particles.
To deal with the shortcomings of many halo finders, methods have been
written to process haloes into virialized subgroups, such as SUBFIND (Springel
et al., 2001a). Other methods like Hierarchical FOF (Klypin et al., 1999) are
used to find substructure within haloes. These are useful in many cases, but
1

http://www-hpcc.astro.washington.edu/tools/skid.html
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are more computationally expensive and are often run in concert with one of the
simpler halo finders described above. One halo finder that can find subgroups as
part of its algorithm is the AMIGA Halo Finder (AHF) (Knollmann and Knebe,
2009). AHF builds an AMR hierarchy from the particle distribution. Particles are
grouped based on their location in the AMR hierarchy and removed if unbound
to that group. Like parallel yt HOP below, it uses domain decomposition and
over-sampling to group particles in parallel.
Why HOP?
There are several reasons why I have focused on improving and extending
HOP, over another halo finder. As mentioned above, all halo finders have problems
associated with them. It’s not clear which one is “best.” When I first started using
Enzo, it came with a version of HOP called “Enzohop.” Enzohop was added by
Greg Bryan because HOP was one of the “better” halo finders at the time. It
continues to be a reasonable method. As such, HOP has become the default halo
finder for Enzo data. Enzohop, however, was a clunky and fickle application that I
was constantly having problems with. With the addition of HOP into “yt” (Turk,
2008), running HOP on a dataset was no longer difficult. Extending HOP became
possible without too much hassle, and all of my extensions and tests below of HOP
have been done with yt.

4.3

HOP
Figure 4.2 shows a simplified diagram of how HOP works. HOP first es-

timates the density at each particle using a smoothing kernel based on its Ndens
nearest neighbors (see below), calculated against the average density of particles
in the entire volume. The average density is simply the sum of all the particle
mass divided by the volume. The nearest neighbors are found using a kD-tree. A
kD-tree is way to optimize nearest neighbor searches, which is discussed in detail
in §4.4.2. Chains of particles are built by “hopping” from one particle to the next,
linking “uphill” to the densest of the nearest neighbors. The particle which is
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its own densest neighbor is the end of the chain, and chains that share the same
densest particle are proto-groups.
Final grouping is determined by three density parameters and a minimum
group size parameter. Any particle with a local density lower than δouter cannot
be the member of any group. Two or more proto-groups are connected if their
boundary particles are nearest neighbors to each other, and these particles average
local densities are greater than δsaddle . No proto-group whose maximum density
particle is below δpeak will be considered, unless it is linked to a denser proto-group
via δsaddle . As is shown in the figure, δpeak > δsaddle > δouter . All proto-groups
smaller than the minimum group size are discarded.

Figure 4.2 A simplified diagram of how HOP works. The particles are black dots,
and the local density is shown as a solid black line. Chains are shown as line
segments pointing to the densest particles. Each density peak is labeled (A, B, C),
and example values of δouter , δsaddle and δpeak are shown with dashed, dotted, and
dot-dashed lines respectively.
In Figure 4.2, there are three highest density peaks, labeled A, B and C. A
is not made into a proto-group because it is lower than δpeak . B and C are both
made into proto-groups because the highest density particle is above δpeak . B and
C are linked together to form a final group because the particles between them
have local densities above δsaddle . The particles in the chains a and b that that lie
below the δouter line are not included in the final B+C group. To differentiate the
B and C peaks, δsaddle needs to be raised above the densities of the particles that
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are between the two groups. These threshold parameters are discussed in more
detail in §4.7.
HOP Smoothing Kernel
There are two methods that calculate the local density at each particle
built into HOP. The default is a spherically symmetric cubic spline kernel (Monaghan and Lattanzio, 1985) from the SMOOTH2 package. The fit gives weight
to neighboring particles based on their distance to the central particle, decreasing
from unit weight at the central particle to zero weight at the distance of the Ndens
nearest neighbor. A second option uses a simple top-hat kernel in which the local
−3
density is (3/4π)Ndens rN
, where rN is the distance to the Ndens nearest neighbor.

4.4

Parallel HOP Implementations
The publicly available version of HOP is a strictly serial program. This

means that it can only run on one processor on one node. It is limited by the
amount of memory on that node. This makes it unsuitable for very large datasets
which require more memory than most computers have. For example, serial HOP
has been run on Enzo datasets with as many as 5123 ' 1.3×108 particles. However,
that task requires over 16GB of shared memory and takes over ten hours on the
analysis cluster “Verne”3 . Additionally, the unmodified HOP code is written to
accept only 32-bit integers and floats. Enzo is fully 64-bit capable and 1.3 × 108
particles is within a factor of two of the limit of 32-bit integer addressing. Enzo has
already produced cosmological simulations with 20483 particles, which is impossible
for unmodified HOP to analyze. It is clear that for current and especially future
datasets unmodified HOP is insufficient and modifications are needed.
Converting HOP to 64-bit is straightforward. The hard-wired assumptions
of data size are replaced with macros that can be made correct at compile time.
To enable HOP to handle very large datasets, it needs to be parallelized. The
2
3

http://www-hpcc.astro.washington.edu/tools/smooth.html
The specifics of Verne, and more benchmarking results are described in section 4.5.4.
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advantages in parallelizing a code are several. If a process can be broken up
into multiple pieces (or threads) that are run simultaneously on many cores, it
reduces the real-world time for a calculation. If the task can be distributed across
multiple nodes, the memory available is increased. If each thread requires only a
fraction of the total dataset, disk I/O (reads from and reads to disk) can be done
simultaneously to save time.
A“speedup” is a measure of the real-world time reduction of a caculation. A
speedup greater than one means the total execution time is reduced. Unfortunately,
speedups from parallelization are never perfect. Doubling the number of processors
typically does not reduce the execution time by two. Depending on the type of
parallelization used, there are different costs associated with parallelization that
cannot be avoided. More often than not, parallelization can be worthwhile, if done
in the right way.
There are two public versions of parallelized HOP. OpenMP HOP (§4.4.1)
and MPI HOP (§4.4.2) parallelize HOP in different ways and both achieve significant speedups. However, both also have significant drawbacks that prevent their
usefulness for very large datasets.

4.4.1

OpenMP HOP
A simple and effective way to parallelize a serial program is called OpenMP4 .

The primary strength of OpenMP is that it can take a strictly serial code, and
with very little effort, parallelize parts of it. OpenMP works only on SMP nodes
by dividing the computational load across all of the cores. OpenMP can also
perform some disk I/O in parallel. OpenMP is the method employed by MineBench
(Narayanan et al., 2006; Zambreno et al., 2006) to parallelize HOP.
OpenMP
The primary use of OpenMP is to split the workload of for loops into
chunks that can be processed in parallel. OpenMP takes the individual steps of
4

http://openmp.org/
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the loop and farms the work out equally to each core. If the for loop is computationally intensive, the division of labor can give significant speedups. The caveat
is that the chunks of a loop cannot depend on other parts of the loop. This is
a crucial point that applies to all kinds of parallelism. An algorithm cannot be
efficiently parallelized if each part or successive step depends directly on a previous
step.
As an illustration of this limitation, two example loops are shown in Figure
4.3. The Fibonacci sequence in Figure 4.3(a) cannot be parallelized because the
next result depends on the previous result. If it is split up, a later step will not
have the information it needs until the earlier steps have run, which destroys any
gains from parallelization. Conversely, the powers of two loop in Figure 4.3(b)
can be parallelized. Each step is independent and therefore each can be done
simultaneously. In Figure 4.4, OpenMP has split the loop giving half the work
to each of two threads. OpenMP doesn’t actually modify the source code. What
is depicted is the effective code that the two threads execute. The output isn’t
necessarily in increasing order. OpenMP threads can do work out of order, which
is equivalent to allowing each thread to do work without waiting for any other
thread. This is a central point of parallelization. It is possible to synchronize
OpenMP loops such that work is done in order, but that reduces much of the
advantages of parallelization.
To make a for loop parallel using OpenMP, each loop that should be parallelized at runtime is “decorated” by a #pragma statement. These statements
specify how the loop is parallelized, and which of the variables in the loop are
copied to each thread, or are shared. The decorators on appropriate loops are all
it takes to parallelize most programs. When the program is compiled from source,
a compiler flag is used to turn on or off the OpenMP decorators. With the decorators turned off, the code becomes serial again, which is sometimes desirable. If
compiled with OpenMP turned on, the number of threads spawned is controlled
at runtime by an environment flag. Typically, the best number of threads is equal
to the core count of the node, but it can be different if desired.
OpenMP is not without extra costs. OpenMP programs are primarily serial
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a1 = 0; a2 = 1
for i = 0 to 3 do
a3 ← a2 + a1
print a3 ,

a1 = 2

a1 ← a2

for i=0 to 3 do

a2 ← a3

print (a1 )i ,

end for

end for

Result: 1, 2, 3, 5,

Result: 1, 2, 4, 8,

(a)

(b)

Figure 4.3 Two psuedocode loops. The Fibonacci sequence in 4.3(a) is not parallelizable by OpenMP. The powers of two loop in 4.3(b) is.

–Thread 0–

–Thread 1–

a1 =2

a1 =2

for i in (0,2) do

for i in (1,3) do

print (a1 )i ,

print (a1 )i ,

end for

end for

Four Possible Results: (1, 4, 2, 8,), (2, 8, 1, 4,), (1, 2, 4, 8,), (2, 1, 8, 4,)
Figure 4.4 The effective loops executed by two OpenMP threads of loop 4.3(b).
As shown there is no guarantee that the powers of two are printed in increasing
order.
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with sections in parallel. When the code comes to a parallel section, extra threads
are activated. It takes time to open and close threads. Each thread requires local
copies of some data, which increases the memory requirements of the program.
It takes time to make copies of data for each thread, and time to collect the
data back into one piece. OpenMP is only worthwhile if the time it takes to
engage and disengage the machinery of parallelism is shorter than the time gains
of parallelization, and if the memory increase is not a problem.
OpenMP HOP
In OpenMP HOP, the most computationally costly steps are parallelized.
Disk I/O is done in parallel which reduces the data input time. Each OpenMP
thread reads in a chunk of the data and then copies it to a shared array. The local
density calculation for each particle doesn’t depend on the local density of any
other particle, so it can be done in parallel. The densest nearest neighbor location
can also be done in parallel for similar reasons.
The next two steps are not done in parallel. Building the chains of particles is not very computationally costly. The densest nearest neighbor calculation
has already been done. All that is left is to build the lists of connected particles. Similarly, linking the chains by densest particles is fast because there are
many fewer chains than particles, and there are many fewer densest particles than
chains. The writers of MineBench must have decided that these steps are not
worth parallelizing because the costs are too high and the gains too small.
The final step of HOP, connecting proto-groups via δsaddle , is parallelized
using locks. A lock is a way of preventing a race condition. Race conditions happen
when two or more threads attempt to write to the same variable or location in an
array at the same time. By setting a lock, a thread announces to the other threads
to wait until it is done. By design, there are OpenMP mechanisms to prevent race
conditions on locks.
HOP keeps an array that stores which proto-groups are connected, and
two proto-groups need only be connected once. If two or more threads decide to
connect the same two proto-groups simultaneously, a race condition would occur
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on the array without a lock. The lock is set when a thread tests to see if the two
proto-groups might be connected, and then released after the decision is made.
OpenMP HOP Performance
The amount
of speedup foundScalParC
for OpenMP HOP is shown in Figure
4.5.
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an OpenMP program is nearly as simple as running a serial one, so there almost
no reason to not use this version of HOP in place of the standard HOP.
However, OpenMP HOP does not address the single-machine memory limitations of standard HOP. In fact, because OpenMP requires temporary memory
for the threads, it uses more memory than standard HOP. Fortunately, it is only
slightly more memory because the largest arrays are shared between threads. On
the same machine this puts a lower limit on the size of the dataset OpenMP HOP
can analyze compared to standard HOP. However, as long as the memory requirements aren’t an issue, OpenMP HOP does provide a definite speedup over serial
HOP.

4.4.2

MPI HOP
Message Passing Interface5 , or MPI, is another way to parallelize programs.

This is the method used by Liu et al. (2003) to parallelize HOP. Unlike OpenMP,
MPI programs can run on multiple nodes. The threads communicate and coordinate with each other by passing messages. The absolute number of threads and
memory that can be used is limited by the resources available. For most tasks,
however, there is an ideal number of threads determined by the memory and computational requirements.
Message Passing Interface
MPI works fundamentally differently than OpenMP. While OpenMP programs are essentially serial programs with parallel sections, MPI programs are
parallel throughout. Each MPI thread runs for the duration of execution. MPI
HOP uses the Single Program Multiple Data model, in which each thread runs the
same program. At startup each thread is given an unique identification number
by the MPI machinery. The duties of each thread is determined by this number.
For example, the unique ID can be used to specify for each thread what data to
read from disk, what spatial part of a simulation is owned by each thread, or what
5

http://www.mpi-forum.org/
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parts of a algorithm to compute. The ID is also used for communication. Threads
use it like a postal address to send and receive messages to other threads.
ID = my_MPI_ID()
num = num_MPI_threads()
a1 = 2
for i=0 to 3 do
if i%num = ID then
print (a1 )i ,
end if
end for
Figure 4.6 A pseudocode MPI loop. % is the modulo operator.
Figure 4.6 shows a way to parallelize the powers of two loop from Figure
4.3(b) into two threads. Each thread is given a private identification number ID
from the MPI machinery. These numbers are zero-indexed, so the two threads
have IDs 0 and 1. Each thread also knows the total number of threads, num = 2.
Each thread does all the steps of the loop, but only the threads with the correct
ID do the work of printing a power of two. For the first step, 0%2 = 0 (% is the
modulo operator), and thread 0 prints “1,”. For the second step, 1%2 = 1, and
thread 1 prints “2,”. In this fashion, each thread is running the exact same code
on its own, but does different things with it. Note that just like OpenMP, there is
no guarantee that the powers of two will be printed in order.
MPI threads run separately without shared memory, even if the threads are
on the same SMP node. To coordinate and share data between threads, messages
are passed between threads using the MPI machinery. If two MPI threads are
on the same node, the message is passed within that node. Threads on different
nodes communicate over the network. Intra-node communication is much faster
than over the network. Communication is a two-step process. A message is sent
by one thread and received by another. Each action is coded explicitly, so care
must be taken to ensure they match.
Figure 4.7 illustrates a very simple round-robin MPI communication. Each
thread assigns a new random number repeatedly to the variable a. After the loop
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is done, the thread sends a to the previous thread in the round-robin, and receives
a from the next thread, which is now named b. As shown, sends and receives
specify the recipient and sender, respectively. The thread then runs the function
some_big_task() on b.
In this example, threads with higher values of ID will take longer to run
the loop. This means that threads will reach MPI_send() and MPI_recv() at
different times. A thread cannot continue on to some_big_task() until it receives
b. Threads will therefore wait until b is supplied, wasting time. This illustrates
that parallel code should be written to minimize the inter-reliance between threads
so as little time as possible is wasted waiting.
ID = my_MPI_ID()
num = num_MPI_threads()
for i=0 to [(ID + 1) ∗ 100]
do
a = random()
end for
MPI_send(a, (ID−1)%num)
MPI_recv(b, (ID + 1)%num)
some_big_task(b)
Figure 4.7 A pseudocode round-robin MPI communication.
There are other MPI communication methods that are based on sends and
receives. For example, a “broadcast” sends data to all threads simultaneously from
a single thread. “All-reduces” sum up values across all threads, and broadcast the
result simultaneously. “Barriers” are points in the code that synchronize all the
threads to that point. Once a thread reaches a barrier, it may not move forward
until all threads reach the same barrier. These and other MPI methods can be
used to build very complex parallel programs.
As mentioned before, the only limitation to the number of MPI threads
are the resources available, i.e. the number of cores on the networked nodes. In
practice, the ideal number of MPI threads is a function of many factors. Many
codes function best with certain thread counts, often powers of two. The memory
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usage of a problem gives a lower limit to the number of required nodes. MPI
communication between threads sharing a machine is much faster than between
separate machines. Increases in thread counts, that increase the number of separate
nodes used, can slow down execution times due to more inter-machine network
communication.
Some parts of codes cannot be split apart, which leads to memory and
workload duplication. For example, many codes maintain a list on each thread of
what data the other threads own. This list is used as a reference when exchanging
data between threads. As the problem size or thread count grows, the amount of
duplicated data on each thread increases, and so does the time the code spends
maintaining the list. The right choice of thread count keeps bookkeeping costs low
enough that it doesn’t overwhelm the actual work of the code.
Depending on the problem, different strategies are used to parallelize code.
In astrophysical applications, the best way is by spatial decomposition. Each
thread owns a subregion of the full volume. It only keeps the data, and does the
calculations, for that subregion. This distributes both the memory and computational load across all the threads. Physical values are updated locally by each
thread simultaneously, and then messages are passed exchanging data between
threads. Each thread requires from other threads only the data it needs to keep
its own subregion accurate.
MPI HOP and kD-trees
A kD-tree (Friedman et al., 1977) is a way to partition points in (Kdimensional) space into small “buckets” that contain a fixed number of points.
The buckets are sub-volumes that enclose the points. This organization is useful for nearest neighbor searches, and is why HOP uses a kD-tree. MPI HOP, as
implemented by Liu et al. (2003), uses the natural spatial decomposition of the
kD-tree to parallelize HOP.
kD-trees are built by iterative divisions of volumes into subvolumes, until
each subvolume has no more than the desired number of particles for a bucket.
Each cut is taken perpendicular to the longest spatial axis of the volume at the

90
location that divides the population of points in half. Figure 4.8 shows a two
dimensional kD-tree and the spatial decomposition. There are three sets of labelled
cuts that divide 24 particles into eight buckets of three particles each. The kDtree procedure automatically creates buckets of smaller volume in denser areas.
Particle data is only kept in the buckets. The “nodes” that connect “branches”
of the tree are depicted by ovals. The nodes keep track of the spatial extent and
particle counts in the buckets and nodes below. The top node contains counts for
all the particles and has limits equal to the entire volume.
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threads have a local kD-tree, the local kD-trees are communicated to all threads,
and each thread builds its own copy of the global kD-tree.
For each particle, the nearest neighbor search starts with a spherical shell
projected in the volume, see Figure 4.10. The sphere may reflect around the
periodic boundaries. The total number of particles in buckets intersected by the
sphere, local and non-local, is found using only the information from the global
kD-tree nodes. If the count is less than the number of nearest neighbors required,
the search radius is increased. For all particles on each thread a collective list
is created of remote buckets to be obtained from other threads. Therefore, each
thread makes only one request for data from any other thread. Liu et al. finds that
between 10% and 20% of the total number of particles are communicated during
this step, depending on the distribution of particles.
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to the same densest particle form proto-groups The proto-groups are formed on all
processors that own a part of the chains that form the proto-group.
According to the text in Liu et al., the final step of merging proto-groups by
boundary particles is done in parallel: “. . . every processor first builds a boundary
matrix for the groups constructed from its local particles and, then, exchanges the
boundary matrix among all processors.” However, an examination of the source
code doesn’t reflect this assertion. What in fact happens is that all of the particle
and proto-group data is communicated to a single thread, and that thread does
the group merging in serial. Either the source code examined is incomplete, or the
authors intended to parallelize this step, but decided not to. It can be speculated
that this step was not parallelized because it is computationally inexpensive (see
the performance discussion below), and difficult to parallelize effectively. This is a
serious problem with this implementation. Copying all the data to one thread puts
a cap on the absolute number of particles MPI HOP can analyze that is roughly
the same as serial HOP.
MPI HOP Performance
In tests, MPI HOP gives worthwhile amounts of speedup (see Figure 4.11).
Like the OpenMP speedup results above, these results were computed when SMP
computers did not have multi-core processors. Varying the processor count from 1
to 64 gives speedups values from 1 to 25, depending on the dataset and machine.
The two datasets are snapshots from the same simulation that has 491,520 particles. Dataset 1 is at high redshift, so the particles haven’t formed haloes and
are evenly distributed in the volume. Dataset 2 is at low redshift, when many
haloes have formed and particles are unevenly distributed. The Linux cluster performance degrades between 32 and 64 processors because the greater number of
threads causes high communication load, and the network on the Linux cluster is
inferior to the other two machines. Of course, the IBM SP2 and SGI Origin 2000
also see sub-linear performance gains with increasing processor counts for the same
reason.
Figure 4.12 shows the actual time of each test of MPI HOP, along with
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position over-samples each subregion with data from the neighboring subregions
with periodic boundary conditions taken into account. In this way a halo with its
center near a subdividing line will still contain all its particles.
The machinery to subdivide the volume, read in data, run HOP and process
the halo lists is written using “yt ” (Turk, 2008). Yt is an analysis package for AMR
data (Enzo in particular) written in the Python programming language. Yt has
an impressive array of capabilities that complement HOP. It can read and analyze
datasets in parallel. It can over-plot halo data on matter density projections (see
fig. 4.14), or build detailed halo merger trees (§6.2). It also has a parallel halo
profiler which is used to build detailed kinematic and mass profiles of haloes. With
yt and Python, it is simple to analyze haloes and write new analysis routines.

4.5.1

yt HOP Development History
The initial conception and first proof of concept implementation was done

by me using yt. I used a version of HOP that had been added to yt by Matthew
Turk that was serial only. The version of HOP in yt runs as a Python module.
The proof of concept showed that spatial decomposition with padding would work.
It wasn’t written in parallel or done in an elegant way. After showing my work
and explaining the concept to Matthew Turk, the primary author of yt, he added
the parallel wrappers that enabled the parallel I/O and final group merging across
the threads using MPI communication. Together we have incrementally improved
yt HOP into the form presented below.
Because yt and Python are open source, they are free and run on basically
every computing platform. The source code is completely open and users can
easily modify or add new features to yt. This is a big advantage over commercial
programs that are often used to analyze astrophysical data which cost thousands
of dollars, and therefore are not always available everywhere.
yt HOP Primer
By wrapping HOP inside of yt, the manipulation and extraction of haloes
from datasets is simple. Although the exact commands may change in the future,
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here are some illustrative examples of the convenience of yt HOP. This is not
the place for a full Python tutorial. It is sufficient to say that Python is an
interpreted programming language that can be accessed from a command prompt.
For example, commands typed into the prompt can perform math, manipulate
files, access a network or run interpreted functions or modules. Variables entered
or returned by earlier commands can be operated upon again as long as the Python
interpreter is not exited. When yt is run in parallel on a dataset, the commands
not entered interactively, rather they are prerecorded in a script that is read in at
runtime.
With a functioning install of yt, inside the Python interpreter these three
commands will run HOP on the dataset. The first command loads all of the yt
machinery to analyze datasets, including HOP. The second command references an
Enzo dataset into pf. The third command then runs HOP on the dataset returning
the results into haloes.
>>> from yt.mods import *
>>> pf = load("DD0065")
>>> haloes = HaloFinder(pf)
Python is a object oriented language, so haloes is a zero-indexed “list” of
halo objects. Derived quantities for haloes can be accessed by operating on each
halo object. In the examples below, the center of mass is in simulation units, total
mass in M (not M h−1 ), and get_size() returns the number of particles in
the halo. The list haloes is sorted in descending order of halo size, which is shown
by the last two commands.
>>> haloes[0].center_of_mass()
array([ 0.71869262, 0.97577169, 0.08269412])
>>> haloes[0].total_mass()
28462565520.360809
>>> haloes[0].get_size()
72336
>>> haloes[1].get_size()
20060
From a list of halo objects, it is simple to output a text file containing a list
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of all the haloes: haloes.write_out(“Haloes.txt”), or a HDF56 file containing
the position, velocity and identifying index for all the particles in the haloes:
haloes.write_particle_lists(“Particles”).

4.5.2

yt HOP Procedure

Spatial Decomposition and Oversampling
A cartoon example of the procedure is shown in Figure 4.13. In 4.13(a)
there are three haloes. Haloes 1 and 2 are unremarkable, while 3 is close enough
to the periodic boundaries that some particles exist on the opposite side of the
box. Unmodified HOP can account for periodic volumes, so serial HOP finds
halo 3 as one halo. In 4.13(b) the volume has been divided into four subregions,
A,B,C and D. Halo 1 is unaffected by the division. Haloes 2 and 3 are cut up
into multiple pieces and have particles in different subregions. To fix this, each
subregion expands to include data from neighboring regions, which is shown for
subregion C with dot-dashed lines in Figure 4.13(c). With the oversampling (or
padding), halo 2 is fully inside subregion C and HOP will find the correct halo.
Similarly, subregion B expands and accounts for the periodic boundary conditions
and halo 3 is made whole inside that subregion.
There is no requirement that the subregions be any particular shape. Rectangular (versus strictly cubic) subregions work well as long as there is sufficient
padding. The details of padding are investigated in §4.5.3.
Once HOP has been run on each subregion, each thread has a local list
of haloes and constituent particles. The oversampling can create spurious haloes.
For example, it is easy to see that most (if not all) of the particles in halo 2 are
included in (padded) subregion D, and a spurious halo is created. The centers
of each halo are shown with stars in Figure 4.13(c). The center of halo 2 is not
in the unpadded part of subregion D. Therefore, only haloes with centers in the
unpadded regions are considered accurate and are added to the final list. Each
local list of haloes, but not the constituent bulky particle data, is communicated
6
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(a)

(b)

(c)

Figure 4.13 In Figure (a) there are three haloes, one of which (3) has particles on
opposite sides of the volume due to the periodic boundary conditions. Figure (b)
shows the division into four subregions (A,B,C and D) with dotted lines. Figure (c)
shows the oversampling for subregion C into the subregions A,B and D with dotdashed lines. The oversampling allows halo 2 to be completely inside the padded
region C. Similarly (but not shown), halo 3 is made whole in subregion B with
to peroidic oversampling of neighboring regions. The center of each halo is shown
with a star.
to all threads, and each thread builds a copy of the full list of haloes.
Overdensity Threshold Calculation
The final step HOP takes to identify haloes is to cut apart or merge haloes
together depending on a linear overdensity threshold, which is set at runtime. The
details of how this affects the haloes generated is discussed in detail in section
§4.7. In yt HOP, an extra calculation is made to ensure that all subregions are
calculated against the same global overdensity.
When the HOP code receives a list of particles, it calculates an average
density based on the mass of the particles in the volume. The volume used is a
fixed cube of side length one. The average density is the baseline for comparison
when the overdensity contours are calculated for the haloes. Each instance of HOP
running on the separate subregions is unaware of how much mass is in the other
regions, so the local average density will not match the global value. To correct
for this, before HOP is run the global sum of particle mass is calculated, and each

100
thread of HOP i has its input overdensity threshold multiplied by this factor:

(overdensity threshold correction)i

=

global mass
(mass in full padded subregion)i

(4.1)

Without this correction, each thread will calculate a too low global average
density because it is given particles for only a fraction of the full cubic volume.
Therefore, the correction factor needs to be greater than one to correct for this.
In practice, each thread of yt reads in the particle data for its unpadded
region. Then the total mass of particles is summed up on all threads using a MPI
all-reduce. Then each yt thread reads in the data for its padded region, and HOP
is run using the corrected overdensity threshold. Unfortunately, this requires two
rounds of reading in data, but the unpadded data is cached from the first read so
this is not as slow as it might otherwise be.
Subregion Padding
As shown in the cartoon above (Figure 4.13), the padding needs to be large
enough to ensure that any halo near a division line is completely enclosed by a
padded subregion. It is unlikely that the largest halo in the simulation will be
on a subregion boundary, but there is no way of knowing this prior to finding the
haloes. Because the center of a halo must be in the unpadded part of the region, the
padding needs to be at least equal to the radius of the largest halo in the simulation.
It is found that the padding should be a bit larger than the largest object for the
most accurate results (see §4.5.3 below). The padding can be calculated from the
cosmology of the simulation, which will statistically determine the expected largest
halo size. For most simulations where parallel HOP is required, the padded volume
needed is no more than 25% larger than the unpadded volume. This is a small
enough increase that the domain decomposition retains great speed and memory
efficiency advantages over serial HOP.
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4.5.3

Parallel HOP Compared to Serial HOP

A Large Halo on a Boundary
An illustrative test of how much padding is needed is run on a dataset with
a very large halo on a boundary. This dataset has 643 dark matter particles in a
cubic volume 1 Mpc h−1 on a side. It forms a massive halo at z=0 which has a
maximum radius about one tenth the size of the simulation volume (or 100 Kpc
h−1 ). This is a contrived dataset but very useful for testing parallel HOP padding.
Figure 4.14 shows a subset of haloes from four runs of HOP on the same
dataset. Figure 4.14(a) shows the result for a serial run. The massive halo on the
right with 72 236 particles extends to the left side through the periodic boundary
conditions, although the black circle does not. According to serial HOP, the maximal radius of this halo in simulation units is 0.0886. The center of mass of the
halo is 0.0243 away from the boundary.
In Figure 4.14(b) parallel HOP is run with 8 threads and a padding of
p = 0.02, which is significantly smaller than the radius of the massive halo. The
massive halo now has only 71 117 particles, a deficit of 1.6%. This poses the
question, what happens to the missing 1 159 particles? There is no false group
created. These particles are on the left side of the volume, and the HOP thread
that runs on that subregion identifies them to a group whose center is in the padded
region, and it is discarded. This effect happens whenever a halo is next to any of
the subregion boundaries, not just the full domain boundary.
Figure 4.14(c) shows a run with p = 0.0643, the radius of the massive halo,
minus the distance of the center of mass to the boundary. The massive halo is now
larger than the serial one by one particle. To recover the exact same size halo, the
padding needs to be increased a little more. In Figure 4.14(d), p = 0.0786 and the
massive halo is now exactly the same as the serial one.
The reason why the padding has to be larger than the maximum radius has
to do with the local density smoothing kernel. HOP calculates the local density
for each particle based on the location of some number of its nearest neighbors.
The default is 64. If the padding isn’t big enough the smoothing kernel will choose
the wrong 64 particles, and the density of the particle will be off. So in Figure
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(a)

(b)

(c)

(d)

Figure 4.14 A subset of halos identified by HOP for a serial run 4.14(a), and three
parallel runs with eight threads. Each figure shows the full width of the volume
and projection along the line of sight, but not the full height. Figure 4.14(b) has a
padding of p = 0.02 (in simulation units), 4.14(c) has p = 0.0886, and 4.14(d) has
p = 0.0986. The radius to the most distant particle is shown with a black circle
around each halo center and the number of particles in each halo is shown to the
right of each center. The colors from blue to red are the projected matter density
(along the line of sight) from low to high, respectively, through the entire volume.
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4.14(c), the padding is just quite not large enough to give all the particles the right
nearest neighbors. However, the mass difference in the massive halo is very small.
Therefore, a padding equal to, or just a bit larger than the largest halo is sufficient.
Parallel HOP Deviation
As a consequence of subdividing the simulation volume, there can be small
deviations between parallel and serial runs of HOP on the same dataset. These
differences occur in the sizes of the haloes returned. Fortunately, it is a very small
amount. Less than 1% percent of haloes have less than a 1% change in their mass.
To illustrate this, the results of running serial and parallel HOP on three
datasets is compared. These three datasets are chosen to cover a wide range of
cosmological scales. Each are run on a z=0 dataset. The “Big Halo” dataset is
identical to the one discussed in §4.5.3. The “Normal” dataset is a 64 Mpc h−1 , 643
particle cosmology simulation. The “L7” dataset is a 512 Mpc h−1 , 5123 particle
cosmology simulation, which is a very large number of particles. Each parallel run
has enough padding such that an increase doesn’t change the haloes identified.
HOP is run serially, and with two threads for all datasets. Running with
two threads is the simplest test of parallel HOP. The “Big Halo” and “Normal”
datasets are also run with eight threads to test greater parallelism. “L7” is run
with more threads as well, but instead with 64 threads due to the higher particle
count. 64 threads is also a good choice for a production run on “L7.”
The “Normal” dataset exhibits no differences between the three runs. This
may be because there is nothing very special about this dataset. It doesn’t make
any huge haloes as in the “Big Halo” dataset, nor does it have tens of thousands
of haloes like “L7.” It may also due to chance floating-point rounding differences,
a point discussed below.
The “Big Halo” dataset has one halo different by one particle for both
parallel runs, out of 51 total haloes. In fact, the different halo is visible on the left
side of the Figures 4.14(a) and 4.14(d). The halo has 385 particles in the serial
run, but in the parallel run it has 384, a very small difference.
In the two-thread run on “L7,” there are three haloes different by one
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particle, out of 63 763 total haloes. In the 64-thread run, there are also three
different haloes by one particle, but only two are the same haloes as those from
the two-thread case. The serial run of HOP assigned about 23.5 million particles
to groups. The parallel runs are different by three particles each from the serial
run. This is a very, very small difference.
I argue that the effect of these differences are small and acceptable. Finding
haloes is already a fuzzy, imprecise business. Such small differences are smaller
than the inherent imprecision of halo identification itself. The tools that rely on
the output of HOP, such as halo radial profilers, use only the center and radii
of haloes, and those quantities change even less than the mass because of these
deviations. It is therefore an acceptable amount of difference between serial and
parallel HOP. Indeed, changing the values of δ by less than 1% has a stronger effect
on the haloes than parallel HOP does.
It is worth speculating where the differences come from. Referencing the
particles in Figure 4.2, if their local density is very close to δouter , they could
be subject to floating-point rounding differences as a consequence of the extra
multiplication from the overdensity correction factor. The result of the different
rounding could exclude or include it in a group differently than in the serial case.

4.5.4

yt HOP Performance
Three z=0 datasets are benchmarked with speedups shown in Figure 4.15.

“L7” and “Normal” have been discussed above. Dataset “1024” is a unigrid Enzo
simulation with 10243 dark matter particles in a volume 54.5 Mpc h−1 on a side.
The benchmarks are performed on two computers at the National Institute for
Computational Sciences in Tennessee. Kraken is a Cray XT5 with dual quadcore 2.3 GHz AMD Opteron chips (8 cores) and up to 16GB of shared memory
per node. Verne is a five-node cluster of Dell servers with quad quad-core 2.3
GHz AMD Opteron chips (16 cores) and 128GB of shared memory per node.
The Figure shows two kinds of speedups. “Overall Speedup” covers a full run of
parallel yt HOP, from start to finish, including disk I/O. “Computation Only” gives
the speedup for computational parts only, excluding disk I/O. It is important to
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consider both kinds of speedups because yt HOP is geared toward analyzing very
large datasets where disk I/O can be a significant fraction of the full run time.
Figure 4.16 shows the average absolute timing for all threads in seconds for
each part of yt HOP. The “yt Hierarchy” in red includes starting up the Python
interpreter on all nodes, reading in the configuration files, and building the yt grid
hierarchy. The yt grid hierarchy is used as a reference to read data, see §4.5.5
for details. “Reading Data” in blue covers the time it takes for each thread to
read in particle position and mass fields from disk. “HOP” in green only includes
the actual time HOP is running. In black, “Final Grouping” measures the time
taken to build the final list of haloes on all processors, which can include MPI
communication. The final step, “Writing Data” in yellow, includes reading the
particle velocity and index fields (which are not needed for the HOP algorithm
but are used to calculate final group properties), writing out a single text file that
lists all the groups, and saving the group particle data to HDF5 files, one file per
thread.
The “L7” dataset is benchmarked on Kraken with 4 to 64 cores. All runs
except the 64 core run have one thread per node. The 64 core run has two threads
per node. The memory requirements of “L7” are such that it will not fit on fewer
than 4 nodes, so the speedups are measured against the 4 core timing. From 4 to
16 cores, the speedup looks quite good. As can be seen in the corresponding plot
in Figure 4.16, this is because the times for data reading, writing, grouping and
HOP are all shrinking significantly. The 32 and 64 core runs see minimal speedups
over the 16 core run. This is most likely because with higher thread count there
is more competition for disk resources and more inter-node communication. The
yt hierarchy timing becomes more important because at startup many threads are
reading the same data off disk simultaneously. This effect is seen more strongly
in the “Normal” dataset. The HOP timing is nearly imperceptible, but the final grouping timing grows from 16 to 32 to 64 processors, indicating the higher
communication costs.
“L7” is also run from 1 to 16 cores on Verne. At four cores, Kraken and
Verne take about the same time to run. At higher core counts, Kraken runs faster.
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Figure 4.15 Speedups for three datasets on two machines. “L7” has 134 217 728
particles, “Normal” 262 144, and “1024” 1 073 741 824. Note that the 32 processor
“1024 on Kraken” x-axis value is unlabeled for readability.

107

L7 on Kraken
yt Hierarchy
Reading Data
HOP
Final Grouping
Writing Data

4000
2000

40000
35000
30000
25000
20000
15000
10000
5000
0 1
2 4
100000

32

Cores

L7 on Verne

8

Cores

16

1024 on Verne

10
5
0 12 4
8

64

Time (seconds)

Time (seconds)

0 4
8 16

15

9000
8000
7000
6000
5000
4000
3000
2000
1000
0

16

Cores

32

1024 on Kraken

1024

6000

20

512

8000

Normal on Kraken

16
64
128
256

10000
Time (seconds)

25
Time (seconds)

12000

Cores

Time (seconds)

80000
60000
40000
20000
0 1
2 4

8

Cores

16

Figure 4.16 Timings for each part of yt HOP for each run from Figure 4.15. Note
that the 32 processor “1024 on Kraken” x-axis value is unlabeled for readability.
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At 16 cores Kraken takes about 2000 seconds, while Verne about 5000. This is
likely due to the lower-performance scratch disk attached to Verne, compared to
Kraken. The disk performance may also be the source of the peculiar two-core
result, which exhibits an extremely long data reading step in blue. Perhaps the
two threads spend a great deal of time in competition for the same data on disk,
because of the shared padding, that doesn’t occur at higher thread counts where
the padding doesn’t overlap in the same way in thread-space. This puzzling result
reproduced itself in several runs, so it is not a singular anomaly.
Another puzzling result from the “L7” runs on Verne is the “Computation
Only” point at 16 cores in Figure 4.15. The speedup is almost 25, which is superlinear. This could be because the single core results, against which the 16 core
result is compared, is abnormally slow. But, both the 1 and 16 core timings have
been taken more than once, so this is not likely. Frankly, I am not sure why the
16 core speedup is so high.
The “Normal” dataset is benchmarked on Kraken with 1 to 32 cores. From
1 to 8 cores all threads are on the same node. The 16 and 32 core runs are on
two and four nodes, respectively. The overall speedup is negligible from 2 to 8
cores, and then falls below one at 16 and 32 cores. The reasons are visible in the
timing plot. As the core count increases, the startup timings increase dramatically,
while the HOP timing does not decrease fast enough to compensate. Startup goes
more slowly because each thread is attempting to read the Python binary off disk
simultaneously. This shows that running yt HOP in parallel on a small dataset
like this one is not worthwhile.
The “1024” dataset is run from 16 to 1024 cores on Kraken. Runs with
processor counts from 16 to 256 are run one thread per node. The 512 and 1024
core runs are run with two and four threads per node, respectively. The speedups
are compared against the 16 core run, and are not very good. Peaking at nearly
two times faster at 512 cores, it begins to drop at 1024 cores. The timing plot
shows the story, which is that the high number of haloes and threads causes the
communication during final grouping to overwhelm the other steps. By 1024 cores,
the full timing is basically a sum of only the hierarchy, final grouping and data
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writing steps. The actual work of HOP is indiscernible. The reading data step is
never visible because the dataset is a unigrid dataset. This means that each thread
reads data from only a few files, in contrast to the “L7” dataset, in which each
thread reads data from many files. The work disk on Kraken uses a file system
called Lustre7 , which does not perform well when opening many files by many
threads simultaneously. Once a file has been opened by a thread, the data can be
transferred very quickly, but opening many files is very slow.
Fortuitously, the “1024” dataset fits just barely within the shared memory
of a verne node. Timings are taken for runs from 1 to 16 cores. The speedups,
both overall and computational, are quite good from 1 to 16 cores. This is because
the dataset timings are driven primarily by the “HOP” timings, which decrease
nearly linearly in the timing plots. The single-core “1024” run may represent the
largest dataset of particles ever analyzed by a single thread of HOP. What this
suite of benchmarks show is that for large datasets, especially ones like “1024”, yt
HOP enables analysis that wasn’t possible before.
As a final note on performance, it is possible to replace the HOP in yt
with OpenMP HOP. This would give an increase in performance when running
yt HOP with fewer MPI tasks per node than the total cores per node. This kind
of parallelism is called “hybrid parallelism,” in which MPI threads run sections of
code in parallel on their nodes using OpenMP.
Machine Comparison
Table 4.1 compares the timing of each step of yt HOP takes for the same
core count on Kraken and Verne. There are three runs of “L7” and one of “1024.”
Each pair of values is for Kraken||Verne. The top values show the absolute timing
in seconds for that step, and the bottom shows the percentage of the total time.
There are a few conclusions that can be drawn from the numbers:
• Kraken and Verne have identical CPUs, and therefore the “HOP” timings are
very similar. Verne is perhaps a bit slower because there are more threads on
7

http://lustre.org/
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a single node competing for the data bandwidth to the same shared memory,
while Kraken threads do not share nodes.
• The scratch disk attached to Kraken handles parallel requests better than
Verne’s. The 4 core runs of “L7” take about the same time, but by 16 cores
Verne is about 80% slower than Kraken. This is because the “Reading Data”
and “Writing Data” steps take significantly longer on Verne than on Kraken.
This makes sense because Kraken’s scratch disk is a high-performance parallel disk system. Each thread of Kraken yt HOP is running on a different
node and the data channel (the network) is very fast. Each node of Verne
has its own scratch disk (presumably a RAID system8 ) that is not as highperformance as Kraken’s. All of the threads on Verne are competing for
resources over the same data channel. This difference in performance can be
seen in the “1024” timings as well.
• The big difference in “Final Grouping” timings for the “1024” dataset is likely
because intra-machine MPI communication is faster than over the network.
However, it’s not clear why such a big difference isn’t seen in the “L7” results.

Table 4.1 Same Core Count, Different Machine Comparison
Kraken||Verne

yt Hierarchy

Reading Data

HOP

L7, 4 cores

118 (sec)||136 (sec)
1.1%||1.2%

3673||3248
34.9||30.8

1274||1501
12.1||14.2

1710||1903
16.3||18.1

3593||3736
34.2||35.5

10504||10527

L7, 8 cores

113 (sec)||141 (sec)
2.3%||2.3%

1590||2221
33.0||36.5

766||777
15.9||12.8

894||1049
18.6||17.3

1448||1893
30.1||31.1

4814||6084

L7, 16 cores

140 (sec)||138 (sec)
6.5%||3.6%

524||1349
24.3||35.1

398||408
18.4||10.6

378||320
17.5||8.31

716||1629
33.2||42.3

2155||3846

21 (sec)||16 (sec)
0.2%||0.2%

272||253
0.8||3.0

3181||3376
37.8||40.4

3970||2928
47.1||35.0

1171||1778
13.9||21.3

8417||8354

1024, 16 cores

Final Grouping Writing Data

Total

Note: Individual timings may not add up to the total, and the percentages may not add up to 100 due to rounding.

8
RAID stands for “Redundant Array of Inexpensive Disks.” RAID is a way to build a collection
of disks that that function as a single file system. Different configurations can achieve higher
data transfer rates than a single disk, or different levels of redundancy, or both.
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4.5.5

yt HOP Advantages and Disadvantages
Yt HOP successfully negates the single-machine memory limitations of the

other versions of parallel HOP, but introduces different limitations, and is also
problem size limited. The restriction on problem size for yt HOP has to do with
the padding parameter. The padding parameter is a function of the cosmology of
the simulation, not the number of particles. This sets a minimum local subvolume
for each thread that cannot be reduced without affecting the haloes produced. If
the number of particles for a given cosmological volume is increased, the number
of particles for each thread increases. This limitation cannot be alleviated by
increasing the core and node count. At high enough particle counts, the number
of particles in the padded regions will reach the single-node memory limit, and yt
HOP will break. Yt HOP will reach this limit at much higher particle counts than
other versions of HOP, but the limit can be reached.
The value-added benefits of running HOP inside yt add additional limitations, especially for AMR datasets with many grids. In particular, Enzo AMR
datasets keep particle data in the highest resolution grid that covers the location
of the particle. The grids are saved in multiple spatially unordered files. To get
data for a particular particle, yt builds and references a hierarchy for the data
file that contains the appropriate grid. Every thread needs a copy of the entire
grid hierarchy. The hierarchy can become quite large, as shown in Table 4.2. The
memory usage is calculated for three datasets, along with the particle count and
number of grids. The memory usage is calculated using heapy, a Python memory
profiler module9 . The “Normal” and “1024” datasets have nearly the same number
of grids, and therefore similar memory usages. “L7” requires over a gigabyte per
thread because it is a large AMR dataset with nearly 400,000 grids. On average,
each grid uses 2.6 KB of memory. Because the hierarchy is reproduced on every
thread, for an AMR dataset a large chunk of memory is used up by yt and cannot
be used to store particle data for HOP.
One situation discovered in the course of exploring the limitations of yt HOP
has to do with simulations with smaller cosmological volumes and high particle
9

http://guppy-pe.sourceforge.net/
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Table 4.2 yt Grid Hierarchy Memory Usage Per Thread
Run
Particles
Grids
Hierarchy Memory (MB)
“Normal”
“L7”
“1024”

262 144
134 217 728
1 073 741 824

527
392 865
512

24.4
1075.0
23.0

counts. For a small cosmological volume, the padding must be a relatively large
fraction of the full simulation volume. This sets a high lower limit to the number of
particles each thread owns, and cannot be reduced by increasing the thread count.
At low redshifts this effect is compounded by the uneven distribution of particles.
Some subregions are nearly void of particles, while others with massive haloes have
many times the average. The workload is very uneven and some nodes may have
too many particles for the memory available. This problem could be alleviated
to an extent by allowing adaptive subregions, which would distribute particles
more evenly across the threads. This would only slightly alleviate the padding
limitation with a far more complex subdivision procedure. If this limitation is to
be surpassed, a different way of parallelizing HOP is required.
Offset yt HOP
A way to eliminate the problems of fixed padding is to run yt HOP thrice,
with the subregions offset between runs. Using the uniqueness of links between
nearest neighbors, incomplete haloes are stitched together in post-processing by
comparing particle IDs. The subregions use a minimal padding value that is an
inverse function of particle count. The padding limitation of yt HOP can thus be
eliminated at a high computational cost.
Central to this idea is the observation that if every particle in the unpadded
part of a subregion has the correct density, the link to its densest nearest neighbor will be correct. This is equivalent to the requirement that every particle on
the boundary of a subregion have a full compliment of N nearest neighbors. If
the average inter-particle spacing in the full volume is s, on average the padding
required is p = K ∗ s ∗ N/2, where K is a safety parameter greater than one.
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Because s ∝(number of particles)−1 , p goes down as the particle count goes up.
Especially at late redshifts, the inter-particle spacing changes by orders of magnitude throughout the simulation volume. It is trivial to make p dynamic by first
finding the number of particles in each subregion. Under-dense regions have larger
padding, and over-dense regions smaller padding. A dynamic padding in this fashion is a second benefit of this method. It reduces the added work to the threads
that already have the most work to do.
In the left of Figure 4.17, a long chain of particles is shown that is divided
by many small subregions. Because the subregions have sufficient padding, all the
links formed by particles in the unpadded region are correct. The rest of HOP is
allowed to proceed and a final list of haloes is produced, as in normal yt HOP. A
requirement of offset yt HOP is to output the particle ID data for each halo. This
will be used later on to merge haloes together.

Figure 4.17 The first and second grids used in offset yt HOP shown with dotted
and dot-dashed lines, respectively. The first grid is shown twice, shaded gray for
comparison with the second grid.
yt HOP is run again, with the same number of threads, but with the subregions offset from the first run by one-third of the diagonal length of each subregion.
The subregions are periodic as shown in Figure 4.17. yt HOP is run for a third
time with the subregions offset by an additional third. That three runs of yt HOP
are needed has to do with the intersections of the subregions. Figure 4.18 is a two
dimensional depiction of three offset subregions. With only two offset subregions,
there may be chains that cross both divisions and are broken in both runs of yt

114
HOP. The affected chains go through the circles marking the intersection of boxes
1 and 2. By using three offset subregions, shown with a third dashed subregion,
all links of all chains are undivided in at least one run of yt HOP. In fact, two
runs of yt HOP will likely give acceptable answers, but three runs is more reliable.
In three dimensions, the intersections of subregions are are lines in space, but the
principle is the same.

Figure 4.18 Three subregions 1, 2 and 3. Without three subregions, chain links
that go through the intersection of subregions 1 and 2 are incomplete, marked with
dashed circles.
Post-processing merges groups from the different runs of yt HOP. Because
the links in the chains are accurate, if two groups share at least two particles,
the groups are merged. In limited testing, this procedure creates a list of haloes
different from a serial run of HOP by roughly the same deviation as a single fullypadded run of parallel yt HOP.

4.6

Discussion of Parallel HOPs
The versions of parallel HOP discussed all have serious limitations. These

are due to memory constraints driven by the problem size. OpenMP HOP cannot
be improved in this respect. MPI HOP must eliminate the communication of
particle data to one thread before it can lose its memory constraint. Yt HOP
goes further towards the goal of analyzing larger problem sizes by discretizing the
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problem across many nodes. For datasets with large cosmological volumes, yt
HOP successfully distributes the problem. However, it runs into problems with
padding for smaller cosmological volumes. Offset yt HOP is an interesting proof of
concept, but it requires three runs and post-processing. None of these is an ideal
formulation of a true parallelized HOP.
A better parallel and distributed HOP would have no memory limits or
inconvenient procedures. In fact, the logic used in offset yt HOP provides the keys
to achieving this. Please refer to Figure 4.19:
1. Similarly to yt HOP, partition the volume into padded subregions using
yt. Despite the grid hierarchy memory requirements, the benefits of yt are
enough to use its framework. As discussed with offset yt HOP, calculate the
padding p for each subregion.
2. In each subregion for all particles, calculate the local density and densest
nearest neighbors, with the correction factor applied from equation 4.1.
3. Build particle chains for non-padded particles. Links are made ’uphill’ to
densest neighbors, shown with arrows. Chains may go one link deep into the
padded region. Links may not be made from a padded particle to a nonpadded particle. The padding correction factor K needs to be large enough
such that the links to the first particle in the padded regions are correct.
4. On all threads particles below δouter are removed from chains.
5. Chains that connect on common maximum dense particles are linked locally
on each thread. In the Figure chain B1 is identified with B3 .
6. Using communication, threads with links to padded particles inform the
threads that own the particles. In the figure, thread A communicates to
B that chain A2 is linked to a particle in thread B’s region. Thread B then
locally links chains A2 to B1 . Similarly, thread B communicates to thread
A, and thread A locally links chains B2 with A3 . When this round of communication is finished, threads broadcast their local chain linkages and each
thread builds a global list of linked local chains.
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7. Each thread locally merges chains together using the merger threshold δsaddle .
Thread A merges chains A1 with A2 , and thread B merges B1 with B2 .
After merging, the global list of linked chains is updated on all threads using
communication. Because B2 has already been linked to A3 , thread A will
merge A3 with A2 .
8. Using communication, the globally densest particle for each linked chain is
found, and a final halo is created if the density value is greater than δpeak .

Figure 4.19 Two adjacent subregions, A and B with padding shown by dashed
outer boxes. Links to particles in the padded region are found locally. Links from
particles in the padded region are found through communication and are shown
by dashed lines. Particle links that are made through communication are shown
with dashed lines. Arrows show the directionality of links, “uphill” to the densest
nearest neighbor.
With a fully parallel implementation of HOP like this, the number of particles is limitless. The performance would be similar to what is seen for the “1024”
dataset. Those runs spend most of their time in the communication step, and so
would a fully-parallel HOP. The computational costs of the HOP algorithm itself
would be inconsequential.
In the future it may be worthwhile to convert HOP to Unified Parallel C10
10

http://upc.lbl.gov/
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starting with MPI HOP as a base. UPC and MPI share several concepts that
will make conversion straightforward. Very few supercomputers currently support
UPC, but that will change in the future. A primary advantage of UPC is that
parallel programs can share a unified memory space, unlike MPI. Variables and
arrays can be accessed by any thread without an explicit MPI communication,
regardless of the actual physical location of the data. Arrays can also be larger
than the shared memory on a single node, which would remove the single-node
limitations of HOP. With UPC, a fully distributed HOP in terms of memory and
computational load, would require many fewer changes to the code than proposed
above.

4.7

Piecewise HOP
Most of the time one wishes to find haloes that are well-resolved in terms

of mass and space. This means finding haloes with large numbers of particles and
that are many times larger than the spatial resolution of the simulation. However,
sometimes it is necessary to find small haloes that are close to the resolution limit
of the simulation.
An example of this is when I wanted to identify L∗ haloes from the previously discussed “L7” dataset. Galaxies in L∗ haloes are important because they are
both relatively bright and also quite common. This makes them ideal targets for
observations. It was important to identify these haloes for a project because my
results were going to be compared against observations. In the course of attempting to coax the low mass haloes out of the dataset, I came up with the piecewise
HOP procedure described in this section. Unfortunately, after looking at the data
below, I decided that the “L7” dataset doesn’t have quite enough resolution to
reliably identify L∗ haloes.
L∗ haloes are on the order of 1012 M

h−1 in mass. Each dark matter

particle in “L7” is 7 × 1010 M h−1 in mass, so it takes roughly 20 particles to
make up a L∗ halo. As discussed in §4.5.3, the largest halo in “L7” is over 60,000
particles. Finding haloes of 20 particles is akin to finding extremely low density
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peaks, similar to peak A in Figure 4.2.
To identify peak A as an independent group, the values of δ need to be
adjusted. δpeak needs to be lower than peak A. A sufficiently low δouter is required
such that group A will have more than the minimum number of particles to define
a group. δsaddle has to be high enough to keep A from merging with the B+C
group.
In practice (as suggested in Eisenstein and Hut (1998)), the values of δ
are kept in fixed ratio of each other: δsaddle = 2.5δouter and δpeak = 3δouter . HOP
is therefore run with one parameter, and it is δouter that is referred to below as
the overdensity threshold. However, I find that it is convenient to imagine the
movement of the δpeak line as it “picks” out the peaks at varying densities.
With the correct threshold, group A will be identified, but the B+C group
will be very large and distended. With a low threshold, the “long tails” of the
particle chains will be included in the final groups. This effect can be seen in
Figure 4.20. These are volumetric projections of a set of haloes in the “Normal”
dataset for three runs of HOP. Particles are shown as spheres and are colored
by halo size, red to blue for the smallest to largest groups, respectively. Figures
4.20(a) to 4.20(c) show individual runs of HOP with decreasing threshold. The
largest groups in blues become larger by over-linking to nearby density peaks. In
4.20(c) in particular, there are many filamentary haloes that are unlikely to be
physical haloes.
A more quantitive analysis of this effect is shown in Figure 4.21. The
average radii for halos in mass bins is plotted for two different threshold runs of
HOP on “L7.” The low and high threshold runs are shown with stars and filled
circles, respectively. Error bars show the maximum and minimum halo radius in
each mass bin. Comparing the two runs it is clear that average low threshold
haloes have much larger radii than average high threshold haloes in the same mass
bin. This makes sense considering the reasoning above. Longer chains of particles
are included in the haloes, increasing the average radii. But this is not a desired
effect. The ranges of halo radii for medium and large mass haloes becomes quite
large in the low threshold case. Some mass bins have haloes that range in radii
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(a)

(b)

(c)

(d)

Figure 4.20 Four volumetric projections of particles in haloes. Particles are represented as shaded spheres with color from red to blue for smallest to largest group,
respectively. Figure 4.20(a) shows a high threshold run, 4.20(b) intermediate,
4.20(c) low, and 4.20(d) a piecewise catalog of the three (see text).

120
by nearly 20 Mpc h−1 . Clearly at low threshold these haloes become unphysically
extended.
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Figure 4.21 The average and minimum/maximum of halo radii in 20 mass bins
for runs of HOP on “L7.” The high threshold run is shown with filled circles, and
the low with stars. The mass bins are different because the range of masses is
different in the two datasets.
In order to find the low-mass haloes it is necessary to run with a low threshold. However, the medium and large mass haloes become unphysical. What is
needed is a catalog of reasonable haloes over the full range of halo masses. The
problem is how to combine several runs of HOP, each of which contain problematic
haloes, into one catalog with reasonable haloes throughout. This catalog would
include the desired low-mass haloes, and exclude the unphysical over-extended
haloes.
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4.7.1

Piecewise HOP Proceedure
To create a catalog of haloes from a dataset that captures the small haloes

as well prevents the problems given above, it is possible to run HOP on the same
dataset over a range of thresholds. Only haloes above a certain mass are kept
from the high threshold run, low-mass haloes from the low run, and intermediate
mass haloes from intermediate run(s) of HOP. This can be imagined as moving
the triplet of δ lines in Figure 4.2 up and down in concert to select only peaks
of certain height. The final catalog is pieced together from the individual runs of
HOP.
There are some potential problems with this approach. The same density
peak should not be included in the catalog more than once, which is another way
of saying that haloes from the separate runs of HOP shouldn’t share particles.
This can be easily checked by testing for particles that are members of more than
one halo. It is found that much less than 1% of the particles are shared between
haloes from different catalogs.
An example of a piecewise catalog is shown in Figure 4.21, with red cubes.
These haloes extend down to the same small masses that the low threshold run
finds, but it does not include the problematic, very large and massive haloes. The
range of halo radii for intermediate haloes is also better. The haloes below about
1014 M still have suspiciously large radii. This can be alleviated to an extent by
reducing the size of threshold steps, but only so much. Lowering the threshold will
inescapably capture longer chains of particles.
Figure 4.22 shows the mass function for haloes found with the low and high
threshold and piecewise runs of HOP. The mass function gives the average number
of haloes greater than a given mass per (Mpc/h)3 . In the plot the high threshold
line begins to flatten at low masses, indicating that the very low-mass haloes are
not included in the catalog. The low threshold catalog doesn’t flatten out at low
masses, but includes far too massive haloes at high mass. By using a piecewise
catalog, as shown in the Figure, the catalog can include the low mass haloes and
exclude the too-high mass haloes.
Looking back at Figure 4.20(d), it shows a piecewise catalog of the other
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Figure 4.22 The mass function of haloes for the low and high threshold and
piecewise runs of HOP. The piecewise catalog is more complete at low masses, but
does not include the too-massive haloes at high masses.
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three runs of HOP in Figure 4.20. The large groups are no longer far too massive
and over-connected. Some of the filamentary smaller groups have been removed
between Figures 4.20(c) and 4.20(d). However, there still are filamentary groups.
Again, a finer-grained set of low-threshold runs of HOP would do a better job of
eliminating this problem.

4.7.2

Piecewise HOP Discussion
The stated goal of the piecewise HOP procedure was to create a catalog

that includes haloes very close to the resolution limit of the dataset, that also
excludes the problematic haloes found with a low threshold run of HOP. The “L7”
dataset was the target of this procedure, and I did in fact succeed in finding lowmass haloes. The piecewise catalog does mitigate the problems of over-connected
massive haloes, but not nearly enough for the “L7” dataset. The halo catalog is
more complete to low masses, as seen in Figure 4.22, but there are still problems
with the low and intermediate mass haloes having unphysical radii, as seen in
Figure 4.21. In my opinion, there is merit to this idea, but its application to the
“L7” is too aggressive and does not work in this case.

Chapter 5
Parallel HOP
5.1

Introduction
The overarching goal of a cosmological N-body simulation is to accurately

model the hierarchical distribution of matter that is observed in the universe. It is
computationally efficient to model the mass distribution with collisionless massive
particles that represent dark matter. The first step in analyzing the distribution of
dark matter in a simulation is to locate the dark matter halos, which are collapsed
over-dense regions that host galaxies. Finding haloes is a computationally difficult task that requires establishing the halo memberships of all the particles in a
simulation. Similarly to the N-body simulation itself, it is impractical to compare
every pair of particles when doing calculations and approximations must be made
for the sake of efficiency.
The field of halo finders for simulated cosmological data is well-populated.
All are compromises between physical accuracy and computational speed. On one
end of the spectrum is the Friends-of-Friends (FOF) halo finder (Davis et al., 1985),
which is simple and computationally fast. FOF builds halos by linking together
all particles that are closer than a certain distance from each other. Most particles
will have several linkages, and by recursively following links between particles, a
halo can be identified from the set of inter-linked particles. However, FOF does
not use any physical property of the halo during selection and is well known to
over-connect halos by filamentary bridges (Eisenstein and Hut, 1998). In the same

124

125
article, Eisenstein and Hut present a method called HOP that improves halo finding
by considering the physical density of each particle rather than just locality. The
density of each particle is found by using a smoothing kernel over the neighboring
particles, and halos are built up by recursively linking particles to their densest
nearest neighbor, forming long chains of particles. These chains are then merged
to form the final halos. Halos identified by HOP are far less filamentary than those
of FOF, and are more likely to be physically meaningful. However, HOP does not
consider gravitational boundedness (kinetic plus potential energy) when assembling
halos. At higher computational expense, DENMAX (Gelb and Bertschinger, 1994)
and its improvement SKID1 compute physical density similarly to HOP, and also
remove gravitationally unbound particles from halos. VOBOZ (Neyrinck et al., 2005)
uses Voronoi diagrams (Voronoi, 1908) and Poisson statistics to create halos and
eliminate unbound particles.
Many modern halo finders have been designed to identify subhalos within
larger host halos, something that HOP (and therefore our parallelization of it) does
not do. Subhalos are gravitationally-bound objects that reside within or close to
larger host halos, such as satellite galaxies. This is often a multi-step processes,
where host halos are first found with a simple method (FOF is a popular choice)
and then each separately analyzed in greater detail and at higher computational
expense. This is the workflow employed by SUBFIND (Springel et al., 2001a), PSB
(Kim and Park, 2006) and the method described in Shaw et al. (2007). Many
methods identify self-bound substructures similarly to the DENMAX recipe such as
the BDM method of Klypin and Holtzman (1997), the IsoDen method of Pftitzner
et al. (1997), and the method described in Weller et al. (2005). Halo finders like
6DFOF (Diemand et al., 2006) and HSF (Maciejewski et al., 2009) locate substructure
by extending the halo finding into the phase space of the particles. Hierarchical
FOF (Klypin et al., 1999) builds a hierarchy of substructure by running FOF over
a range of linking lengths. Somewhat similarly, Adaptive FOF (van Kampen,
1995) finds substructure by automatically adjusting the linking length based on
local density. Hierarchies of substructure can also be found by basing halos on
1
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the hierarchy of grids used in an Adaptive Mesh Refinement (AMR) simulation
(MHF Gill et al. (2004), and its replacement AHF Knollmann and Knebe (2009)).
An interesting method based on HOP, called ADAPTAHOP (Aubert et al., 2004), is
capable of locating substructure and offers some ideas for the future direction of
Parallel HOP (see §5.6).
All modern cosmological simulation codes are run using the distributed
parallel model, in which both the memory and workload are handled by multiple
processing units on many discrete networked computing nodes. Increasingly, the
simulations produce datasets that can only be analyzed on similarly sized resources
to what is required for the simulation itself. In our research we use the Eulerian
AMR hydrodynamical and cosmological code Enzo (O’Shea et al., 2004b; Norman
et al., 2007), which is capable of running simulations with billions (109 ) of particles
that require terabytes of memory. Traditionally, HOP has been distributed with
Enzo and used as the primary halo finder for Enzo data. The publicly available
version of HOP2 (and the version distributed with Enzo, which adds a wrapper that
can read Enzo data) is not capable of analyzing very large datasets because it is
not parallel-capable. Even if a shared memory computer could contain the data for
billions of particles, the computational time for serially examining that much data
would be immense. Parallel halo finders, such as AHF and FOF (Springel, 2005)
would be feasible, but changing halo analysis platforms would make direct comparison to previous Enzo/HOP results difficult, impeding both resolution studies
and simulation verification.
Here we present a parallelized version of HOP, called Parallel HOP. It is an
update to the HOP method that can analyze arbitrarily large datasets on as many
cores and compute nodes as needed. In Section 5.2 we describe the original HOP
method in detail, as well as the limitations of two previous parallel versions of
HOP. The general Parallel HOP method is outlined step-by-step in Section 5.3.3,
which is applicable to any kind of N-body cosmological data. Our implementation
of Parallel HOP is described in Section 5.4, which is easily adaptable to non-Enzo
data. We benchmark our implementation in Section 5.5, and show that it can
2
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analyze very large datasets efficiently, and that it scales well with core count. We
discuss future possibilities of improving Parallel HOP in Section 5.6, as well as
continuing work on running it concurrently with an Enzo simulation as an inline
halo finder. 5.7 provides a guide to understanding the functional pieces that make
up the publicly-available source code of our Parallel HOP implementation.
In this chapter, computing “cores” refer to the physical units of a computer
that execute mathematical instructions, and “tasks” refer to the executables that
run on the cores. It is possible to run multiple tasks per core, but in this chapter
all benchmarks are run with one task per core. Therefore, “cores” and “tasks” are
used somewhat interchangeably, although they mean different things.

5.2

HOP
Building halos with the original HOP algorithm requires four stages. The

first stage calculates the density of each particle using a local smoothing kernel
based on the distances to and masses of its nearest neighbors. The default number
of nearest neighbors used for the smoothing kernel is Ndens (=65 by default), and
the kernel always includes the self-same particle. The density for each particle
is normalized with respect to the average density of particles in the simulational
volume. Therefore, the average density found using HOP is not the same as the
average density of the universe.
The nearest neighbors are found using a kD-tree (Friedman et al., 1977),
which is a space-partitioning data structure that allows nearest neighbors to be
found much more efficiently than by brute-force. A brute-force nearest neighbor
search requires O(N 2 ) inter-particle distance calculations, where N is the number
of particles. A kD-tree reduces the number of operations to O(N log N ), with no
loss of accuracy. A kD-tree is built by recursively subdividing a set of data points
(in this case, particle positions) into evenly sized “buckets” that typically contain
tens of data points. Each data point is assigned uniquely to a bucket, and the
buckets are geometrically associated with one another in a tree-like data structure
that is referenced when performing nearest neighbor searches. A kD-tree search
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is much faster than brute-force because a nearest neighbor search needs only to
compute distances to particles in a few nearby buckets, instead of all the particles
in the entire dataset.
The next step in HOP is to link each particle to its densest nearest neighbor,
which is the particle in the set of neighbors with the greatest density. This link may
be to the self-same particle if it is the densest particle in its set of neighbors. Long
chains of particles are built in the third step by “hopping” from lower to higher
density particles, following the links found in the previous step. Chains terminate
on a particle that is its own densest nearest neighbor. There is no restriction on
the shape of the chains, which means that there is also no restriction on the shape
of the final halos. Finally, geometrically adjacent chains are merged into final halos
according to merging rules and density threshold cutoffs.
A typical set of cutoff values excludes all particles from halos with densities
less than 80 times the average density of particles in the simulation, and requires
that all final halos have at least one particle with a density 240 times the average.
By default, these cutoff values are kept in a constant 3:1 ratio. Changing the
cutoff values has the strongest effect on the smallest halos. Raising the cutoff
values reduces the number of small halos identified, while lower values identify
more small halos at the cost of large halos becoming physically extended and overlinked by filamentary low-density bridges.
Chain merging in HOP attempts to merge density maxima inside of density
contours, and is done in five steps. A diagram showing example chains and merging
possibilities is shown in Figure 5.1. First, particles with density below a user-set
threshold δouter (=80 by default, as mentioned above) are excluded from becoming
members of any final halo. Second, the particle with maximal density is found for
each chain, and if that particle’s density is above a peak density threshold δpeak (=
3δouter by default), it is considered a proto-halo (but it is still considered a chain for
future steps, as well). Third, for all particles in chains, the Nmerge (=4 by default)
nearest neighbors are found. If a nearest neighbor particle has different chain
assignment from another, the average combined density δlink of the two particles
is calculated and added to a lookup table of boundary densities between chains.
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Note that the inter-chain links can be unidirectional—the particle in chain A that
has a particle in its set of Nmerge nearest neighbors in chain B, may not itself
be in the Nmerge set of any particle in chain B. Fourth, if two proto-halos have
a boundary density δlink ≥δsaddle (=2.5δouter by default), they are merged into a
combined proto-halo.
The final step which merges sub-δpeak chains to proto-halos is the most subtle. Sub-δpeak chains are recursively merged to proto-halos by following the densest
boundaries between chains “downhill” from proto-halos. As an example referring
to Figure 5.1, in the situation where δBC > δCD ≥ (δAD , δDE ), chain D is linked
to proto-halo B although it has no direct link to chain B. This specific situation
is unlikely, but it illustrates the recursive nature of the sub-δpeak chain merging
process. Note that because the boundary densities are established between particles on the fringes of chains, the boundary densities may be unrelated to the peak
density values (especially if the link crosses a density contour line). It is important
to mention here, because it is used in Parallel HOP, that a proto-halo will always
merge with all neighboring proto-halos with which it shares a boundary density
greater than or equal to δsaddle . However, sub-δpeak chains merge only with one
neighboring chain, the chain it shares the greatest (propagated) boundary density
with. Therefore the full, global set of chain-neighbor relationships must be found
before sub-δpeak chains can be merged. This non-local information requirement
is one of the most challenging aspects of the HOP method addressed by Parallel
HOP.
The input and runtime parameters of HOP are discussed in more detail in
§5.4.1.

5.3

Versions of HOP
The publicly available version of HOP is actually several executables that

are run consecutively, by hand. Before execution, the end-user must convert their
particle data into the native HOP format. There is a re-packaged version of HOP
included with Enzo, called EnzoHOP, that simplifies the process by joining the
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Figure 5.1 Five particle chains are labeled (A through E) at the location of their
peak density particle. Density contours surrounding particle chains are shown
with lines: δpeak (long-dashed) > δsaddle (short-dashed) > δouter (solid). The peak
of chains A, B, and E lie inside of a δpeak density contour, therefore the chains are
considered proto-halos. Spatially proximate chains with neighboring particles are
shown linked (dot-dashed lines), and each link has a boundary density δlink value
recorded. Proto-halos A and B are merged because their boundary density link
lies within a δsaddle density contour (δAB ≥ δsaddle ). Although δDE ≥ δsaddle , chains
D and E do not necessarily merge because D is not a proto-halo. Chains C and
D may merge separately or together with proto-halos A, B or E depending on the
relative values of the boundary densities δAD , δBC , δCD and δDE .
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components of HOP together into one executable, and can read Enzo data files
natively. While this enables a straightforward pipeline for Enzo data analysis,
EnzoHOP does not improve on HOP in any other way.
HOP is an efficient method for finding halos, but if run serially, the running time for analysis of a large dataset can be prohibitive. For example, in our
tests running serial HOP on a dataset with 5123 particles, HOP requires on the
order of 10 hours and about 8 gigabytes of shared memory. Extrapolation to a
larger datasets shows that the computation time and the memory requirements
will become prohibitively large.
There are two previous attempts to address the problems of speed and
memory usage of original HOP. OpenMP HOP (§5.3.1) increases the speed by
utilizing multiple processing cores on a single shared memory node, and MPI HOP
(§5.3.2) attempts to address both issues by running on multiple nodes and many
cores.

5.3.1

OpenMP HOP
OpenMP3 is a standardized Application Program Interface (API) that al-

lows a C, C++ or Fortran program to utilize more than one processing core on a
Symmetric Multi-Processing (SMP) shared memory node. OpenMP HOP, which
is part of the MineBench package (Narayanan et al., 2006; Zambreno et al., 2006),
parallelizes the most time and computationally-intestive parts of HOP. At eight
processors they find a speedup of more than five over a single processor run for a
range of datasets between approximately 6 × 105 and 4 × 106 particles (see Figure
1 of Zambreno et al.).
However, this implementation does not address the single node memory
limits of HOP because of the SMP requirement of OpenMP. Despite the improvements to computation time, the algorithm is not fundamentally changed, and thus
does not address the maximum dataset size.
3

http://openmp.org/

132

5.3.2

MPI HOP
Message Passing Interface (MPI4 ), is an API that enables multiple programs

(or “tasks”) running on one or more SMP nodes to communicate and coordinate
with each other, and operate as a single parallel program. The memory and processing cores available for the full job are the amalgamation of the capabilities
of the SMP nodes used. MPI HOP, as implemented by Liu et al. (2003), attempts to address the limitations of the original HOP implementation by using
data-parallelism via the MPI API. This is done by replacing the original serial
kD-tree with a distributed and parallel kD-tree. By design, the distributed kD-tree
very effectively balances the workload and memory usage across the nodes. On a
dataset with ∼ 5 × 105 particles the speedup of MPI HOP is similar to OpenMP
HOP through about 8 processors, but flattens at higher processor counts, and by
64 processors the speedup is about 20 (see Figures 6 & 8 from Liu et al.).
According to the text in Liu et al., both the hopping and final group merging
are performed in parallel. A thorough inspection of the MPI HOP source code
reveals that this is incorrect. Instead, the entirety of the particle data are collected
on one task and the work is done in serial, identically to original HOP. This means
that MPI HOP is no more capable of analyzing large datasets than the original or
OpenMP versions of HOP.

5.3.3

Parallel HOP Method
Here we outline each step of the Parallel HOP process in detail. Parallel

HOP addresses the main shortcomings of the versions of HOP described above. It
distributes both the memory and computational load across as many SMP nodes
as required, where the minimum number is set by the memory requirements. This
implementation successfully distributes the most computationally costly parts of
HOP and allows large datasets to be quickly analyzed.
The key to the Parallel HOP method is the local nature of the computational kernel. As mentioned above, the density of each particle depends only on
4
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the distances to and masses of the Ndens nearest neighbors for that particle. If
the representation of a particle in the computational kernel’s memory has its full
complement of Ndens nearest neighbors, its density will be calculated correctly. A
corollary of this fact is that if all of the neighbors of a particle also have their full
and correct compliment of nearest neighbors, the densest nearest neighbor link will
be correct for that particular particle.
Parallel HOP uses MPI communication to distribute the work and memory
load of the HOP algorithm across multiple SMP nodes. The method and implementation (see §5.4) share some similarities to MPI HOP, but there are some key
differences. Parallel HOP uses a separate and local kD-tree on each task, and
never copies the entire particle dataset onto a single task. Having separate kDtrees means that the O(N log N ) operations required for a nearest neighbor search
depends on the number of particles on a task, rather than the entire dataset, which
increases overall efficiency.
Step By Step
As a visual aid, please refer to Figure 5.2 for a diagrammatic flowchart of
the steps described below.
The first step of Parallel HOP is to spatially subdivide the data into nonoverlapping, space-filling subvolumes. Although the subvolumes are restricted to
being rectangular prisms, each may be of different size and shape. This flexibility
can be used to evenly distribute the workload across the computational resource,
which reduces inefficiencies and speeds up the run time (see §5.4.1). Each MPI
task is responsible for exactly one subvolume.
Following the identification and mapping of subvolumes to computational
tasks, the particle data in those subvolumes can be read into memory without
duplication. In Figure 5.3 each subvolume has an unique set of particles within its
local boundaries.
Next, a global lookup table is created that lists subvolumes (or, equivalently
tasks) that are geometric neighbors. Subvolumes may be neighbors via direct or
periodic face, edge or corner contact. The global lookup table of neighbors, and

134

Figure 5.2 Step by step flowchart of Parallel HOP. Inside the boxes (F) and (S)
mean the enclosed volume is the full volume or a subvolume, respectively. Chains
are labeled with capital letters (e.g. A, B, X), and final groups are labeled by G1
and G2 . The letters (G) and (L) following the captions label that step as either a
global (using MPI communication) or local operation, respectively. The numbers
next to each glyph refer to the steps and code functions described in 5.7.
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Figure 5.3 Two subvolumes, A and B, are filled with particles inside their initial
boundaries (solid lines). A and B share a face-boundary, as shown. Each subvolume is surrounded by padding (dashed lines, padding size Lp ) in which duplicated,
padded particles are placed, that are copied from neighboring subvolumes using
MPI communication. Particles αl and βl are the original local copies of their padded
duplicates αp and βp , which are stored in the neighboring padding region. Particles
αp and βp are deleted when no longer needed.
other lookup tables used below, are a quick-search data object with [key, data]
pairs, where the key is an unique identifier (such as MPI task ID or chain label)
and the data are values assigned to that particular key. In Figure 5.3, the global
lookup table of subvolume neighbors links subvolumes A and B together because
they share a face boundary.
The next step is to create and fill a buffer region around each subvolume
with particles. The goal of filling this “padding” region with particles is to provide
the correct set of nearest neighbors for all the particles in the original, unpadded
subvolume, including the particles close to the boundaries. With the correct set
of neighbors, all particles in the original, or “local” subvolume will have both
their correct density and their correct densest nearest neighbor. The padding is
calculated from the average inter-particle spacing in the subvolume. Defining the
padding length as Lp , we calculate the size of the buffer region with
q

Lp = s 3 Ndens V /N ,

(5.1)

where N is the number of particles in the (unpadded) subvolume, V is
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the volume of the subvolume, and s(> 1) is a relative safety factor to account for
variations in particle density on the boundaries (see §5.4.1 for a detailed discussion
of s). The cube-root of Ndens is included as a multiplier of the mean inter-particle
spacing to approximate the distance to the most distant nearest neighbor. In
Figure 5.3, Lp is shown to be equal on all sides of each subvolume for simplicity, but
it is usually advantageous to have different values of Lp for each face (see §5.4.1).
Using communication and a global lookup table of padding values, particles on the
boundaries of subvolumes are copied to the appropriate neighbor. In Figure 5.3,
particle αl , which is a local particle to subvolume A, has been copied to the padding
in subvolume B as αp . The situation is reversed for particle β. The particles
that reside in the padding constitute the only instance of persistent particle data
duplication in this method.
The padding on each face is a function of task count according to periodic
boundary conditions. When running in serial, the single task already contains in
memory all the particle data requried, and padding is unnecessary. At two tasks,
only two faces for each subvolume touch a different subvolume, so only two faces
need to be padded. Similarly, at four tasks, four faces need padding. Only at eight
tasks and above will all six faces of each subvolume require padding.
Once the subvolumes have been appropriately padded, the domain of the
halo finding problem has been isolated to only the data present on each task.
Each task then independently calculates the densities and nearest neighbors for
all of its particles, including the padded particles. With the padding in place,
only the fringe padded particles, and none of the local particles, have their density
calculated incorrectly.
Each task builds chains of particles similarly to original HOP, but with an
additional rule. There may be no chain link created from a padded particle to any
type of particle. However, chain links may be made from local particles to any
type of particle. This is to prevent link duplication (any link having to do with a
padded particle would otherwise exist in at least one other subvolume), and also
false linkages as a result of an incorrect set of nearest neighbors, which only affects
padded particles. With sufficient padding, it is a safe assumption that the densest
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nearest neighbor of a local particle, even if that neighbor is a padded particle, is
correct. But there is no such guarantee for a padded particle. This logic is far
simpler than an intra-padding distance cutoff, or some kind of nearest neighbor
correctness test. This process is depicted in Figure 5.4, where each task has built
several locally-labelled chains. Chains that terminate on the same particle are
given the same label, such as B1 . Allowed links are shown with solid lines, and
unallowed “virtual” links are shown with dashed lines.

Figure 5.4 Chains of particles are built in each subvolume according to the linking
rules (see text). ‘Virtual’ links that are made using communication are shown with
dashed lines.
The next step is an optional, local to each task, premerge of neighboring
chains that both have peak densities ≥δpeak (proto-halos) and a boundary density
δlink ≥δsaddle between them. This step is not in the original HOP method or
code. Premerging proto-halos increases the parallelism of the overall chain merging
process and reduces the size of the final global boundary density lookup table
(discussed below), which reduces the peak memory usage. In some cases, enabling
this step can reduce the full runtime by nearly 50%. For every particle in a protohalo, their Nmerge neighbors are found. If any of the neighbors are in a different
proto-halo, the average density of the pair of particles is added to a local lookup
table of chain pair boundary densities, if and only if it is the maximum boundary
density yet seen for that proto-halo pair. Neighboring particles that are both
padded particles are not used when building the lookup table. This rule prevents
incorrect proto-halo merging and duplication of relationships. This rule is also
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followed in the (non-optional) final merging step, described below. When the
search is complete, the local lookup table is used to premerge proto-halos.
Because any two proto-haloes that satisfy the above requirements will be
merged with or without premerging, these mergers can be done at the local level
before the global chain density boundary lookup table is created. The situation
is different for sub-δpeak chains. Because they merge with only one neighboring
chain, the global set of chain relationships needs to be found before they can be
merged.
The subdivision of the full volume into subvolumes can result in broken
chains if they cross a boundary between subvolumes. To reconstruct the full chains,
tasks communicate to their neighbors the chains that terminate on a particle in
the padding. Put another way, the “virtual” links are used to identify chains
between two tasks that must be joined into a single chain. In Figure 5.4, Task A
communicates to Task B that padded particle βp is part of chain A2 . Because Task
B has particle βl in chain B1 , Task B links the chains A2 and B1 together. Chains
B2 and A3 are similarly linked. The list of linked chains is collected globally, and
particles are reassigned to new chains built from these connections. In this fashion,
chains that are broken across boundaries are rebuilt without the requirement of
collecting the entire chain particle data on a single task.
Because of the way chains are built and linked across subvolumes, there
are particles that are authoritatively assigned to chains on one task, and exist
as unassigned padded particles on other tasks. In order to prepare for the final
chain merging step, all tasks must be informed of the chain assignments for their
padded particles. In this step, each task communicates the chain assignment for
its particles that are in the padding of their neighbors. This is based on the set
of particles that were communicated earlier to instantiate the padded population,
except only the subset of particles with chain assignments need to be communicated
this time. For example, in Figure 5.4 particle αl is assigned to the A2 +B1 chain,
and this step assigns particle αp on task B to the same chain.
The last part of Parallel HOP builds the final halos out of the separate
chains. In this step, both sub-δpeak chains and proto-halos are merged using the
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same logic as in original HOP. Even if proto-halos were previously premerged, this
step can merge proto-haloes that have become neighbors after the communication
steps above.
As in the premerging step, boundary densities between neighboring chains
are added to a local lookup table. The separate lookup tables are globally merged
using communication to find the full global collection of chain boundaries that
is replicated on all tasks. This global lookup table of chain boundaries can be
quite large, especially if premerging is turned off. Using the global lookup table
of boundaries, chain merging finishes with precisely the same logic as original
HOP, with a few modifications to take advantage of parallelism. The parallelism
attempts to split up the work of using the global lookup to make the final halos.
However, because the final merging step is a non-local operation, it cannot be
distributed using the established domain decomposition, and much of the work
ends up unavoidably duplicated.
The result is shown in Figure 5.5, that groups (G1 and G2 ) may have
particles in more than one subvolume. The padded particles have been discarded
and groups are made up of only the local particles with no duplication.

Figure 5.5 Padded particles are removed and groups (or halos) are formed in each
subvolume with global labels. G2 is wholly contained in subvolume A and G1 has
particles in both.
Once the halos have been identified independently of subvolume, the statistical properties of each halo (dark matter mass, center of mass and maximum
radius) are calculated in parallel.
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5.4

Parallel HOP Implementation
Our implementation of Parallel HOP is written as part of “yt” (Turk, 2008).

Yt is an analysis package for AMR data (Enzo in particular) written in the Python
programming language. Yt has an array of capabilities that complement Parallel
HOP, such as parallel computation of radial halo profiles and volumetric projections. The kD-tree used by Parallel HOP is KDTREE 2 (Kennel, 2004), which is
written in FORTRAN and is loaded into yt as a module. This is a different and
more accurate kD-tree implementation than the one original HOP uses.
This kind of mixed-code environment exploits the benefits of each language.
Python is an object oriented language with very powerful built-in functions and
data types. By using a highly-optimized, publicly available FORTRAN kD-tree,
the most computationally costly parts of the calculation can be done using compiled code. This is not to say that Python is slow and inappropriate for large
scientific calculations. There are several features and modules of Python that are
exploited in Parallel HOP that use optimized and vectorized compiled libraries in
the background.

5.4.1

Input and Runtime Parameters
There are a wide variety of parameters that control how Parallel HOP

runs. Some are “physical” parameters that directly affect the halos located and
have the same function in original HOP and Parallel HOP, others are “technical”
that control how Parallel HOP is run, have no analog in original HOP, and in
some cases can have a small effect on the halos. Most are user-controlled input
parameters, and a few are hard-wired in the source code that are generally not
changed. The parameters are described in detail below and are summarized in
Table 5.1.
Parallel HOP Parameters
Of the three density threshold parameters (δouter , δsaddle , δpeak ), only δouter
is a user-controlled setting in Parallel HOP. This is following the recommendation
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Table 5.1 Parallel HOP Parameters

Parameter

User Controlled?

Default

“Physical” Parameters, HOP and Parallel HOP
δouter : Outer Density Threshold

Yes

80.0

δsaddle : Proto-Halo Merging Threshold

No

2.5δouter

δpeak : Proto-Halo Threshold

No

3δouter

Ndens : Smoothing Kernel Size

No

65

Nmerge : Chain Boundary Search

No

4

“Technical” Parameters, Parallel HOP Only
Load-balancing

Yes

On

Load-balancing Subsample Fraction

Yes

0.03

Directional Padding

Yes

On

Padding Safety (s)

Yes

1.5

Chain Premerging

Yes

On

kD-tree Speedup

Yes

On
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for these parameters given by Eisenstein and Hut, as well as the default settings in
the source code of the original HOP implementation. As discussed in the original
method paper (see §3, and the tests of the threshold parameters in §2.4), the halos
are most sensitive to the value of δouter , and keeping the other two in a fixed ratio
has the advantage of simplifying the operation of the halo finder. Lower values of
δouter increases the number of halos, the total mass in halos and the mass of the
largest halos, and higher values have the opposite effect.
In the original method paper, there are three parameters (Ndens , Nmerge ,
Nhop ) that control how many neighboring particles are used for different steps.
Nhop sets how many neighbors are searched over when building chains. In §2.4 of
the paper, it is shown that of the three parameters the halos are most sensitive
to Ndens , with higher values reducing the number of small halos. In the original
source code, the defaults are for Nhop to be equal to Ndens (=65), and Nmerge =4.
Because Parallel HOP is designed to best replicate the results of original HOP,
these are the settings for Parallel HOP as well.
Load-balancing
Parallel HOP in yt employs a sophisticated load-balancing algorithm that
allows the use of an arbitrary number of tasks. It is constructed similarly to the
simple recursive bisection over particle positions method used in a typical kD-tree.
However, instead of cutting a (sub)volume into only two new subvolumes, this
method can cut a (sub)volume into several evenly-populated new subvolumes. The
number of cuts in each round, and the total number of cutting rounds, is taken from
the prime factorization of the number of tasks. The order of operations is such that
the first round of cuts subdivides the full volume into a set of equally-populated
subvolumes, where the number of subvolumes is equal to the greatest prime factor.
The remaining cuts proceed similarly in descending order of the remaining prime
factors, cycling in dimension like a typical kD-tree. If the number of tasks used is
a power of two, this process is identical to a typical kD-tree construction.
Ideally, the load-balancing would be accomplished by operating on all the
particles in the dataset as that would provide the most accurately balanced sub-
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volumes. However, it is unnecessary to operate on the entire dataset. Testing
shows that randomly selecting as little as 0.0003% of the full population, and
load-balancing on that subset can produce subvolumes with load-imbalances with
lower than a 10% spread in terms of particles per subvolume.
Therefore, to load balance a dataset, the first step is to read in a random
subset of the particle positions, where the default is a conservative, but still quite
small, 3% of all the particles. For maximum efficiency, the data is read off disk
in parallel, and communicated to one task, which then load-balances the dataset.
The single task then communicates the boundaries of the derived subvolumes back
to all the other tasks, and the analysis moves forward, which includes reading in
the full dataset.
Parallel HOP can also be run with load-balancing turned off, in which
case the subvolumes are all the same size and shape. With load-balancing turned
off, however, the work- and memory-load on tasks can be quite disparate. If the
distribution is excessively uneven, there will be tasks with very little workload that
are forced to wait on the overloaded tasks, which is very wasteful and inefficient,
and runtimes will be high.
Directional Padding
The distribution of particles within a subvolume can be highly uneven.
In this scenario, the average inter-particle spacing in the subvolume may not be
representative of the inter-particle spacing near the faces of the subvolume. In
particular, if the particles are sparser near a face than average, the padding distance
for that face can be too small to provide enough padded particles for the density
kernel. In the opposite case, the padding will be too large and there will be
unnecessarily duplicated data.
The solution is to have a different padding value for each of the six faces a
subvolume, and to calculate the padding as a function of the inter-particle spacing
using just the particles adjacent to that face. Unlike in Figure 5.3, with this option
turned on the padding Lp will generally not be the same on all sides. This option
ensures that each face of a subvolume is given a sufficient amount of padding,
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no more and no less. In tests, this option has the net effect of reducing the
amount of duplicated data without changing the results, and speeding up the
overall calculation by five to ten percent.
The particles adjacent to each face used for directional padding are selected
as follows. The non-directional padding is found using equation 5.1 on the entire
subvolume. Then, particles that are within that distance from each face are used
to re-calculate the inter-particle spacing close to the face, which in turn gives a
different padding value for each face. The padding safety parameter s, described in
detail below, is applied to the padding values to get the final, six-faced directional
padding values.
Padding Safety
It is crucial that all “local” particles in each subvolume have their full and
correct set of particles in their smoothing kernel. Because the actual inter-particle
spacing can vary over the boundaries of a subvolume compared to the average, the
calculated padding must be increased by some factor to account for low-density
pockets. The padding safety parameter s has a conservative default value of 1.5,
but the user can input a different value.
There is not a single correct value of s because the dynamical range of
inter-particle spacing depends on the specific halos and voids present in a dataset.
Smaller values are desirable because less padding means fewer particles are copied
during communication, and less memory is used on each task. Larger values than
what is required have no effect on results, but will slow down the analysis time and
uses more memory. On some datasets, values of s < 1.5 will suffice, but on others
s may need to be increased. The default value of s is large enough for all datasets
we have tested, but it is up to the user to ensure it is large enough by varying s
over a range to discover what is sufficient.
To demonstrate the effect of the padding safety parameter on the results,
Parallel HOP is run using 8 cores on a dataset with 1283 particles (D128) while
varying s, and compared to the single-core results for which padding is unnecessary
(see §5.5 for details on this dataset). Curves B, C and D in the upper part of Figure
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5.6 show the mean mass change in halos cross-matched from a parallel run to the
single-core run. With a small safety factor of 0.01, halos at nearly all mass scales
are different, most notably the 40% difference for the largest mass bin. This large
difference shows that with a too-small safety factor, the largest halo has been cut
nearly in half by the volume subdivision, and not glued back together. Increasing
the safety factor to 0.5 shows a dramatic improvement with only a small bump at
107 M , and by s = 1.0 the parallel and single-core halos are identical.
Chain Premerging
The optional premerging step represents a trade-off between consistency
and performance. A consequence of premerging is that the halos produced are
sensitive to the subdivision of the dataset, and are slightly altered when compared
to a non-premerged run. This is because the premerging step is a local operation, and proto-halos close to the subvolume boundary do not have information
about nearby proto-halos on adjacent tasks, which alters the eventual make-up of
the final halos. It is possible to fix this flaw, but it would require an expensive
global communication step prior to premerging, which eliminates the advantages
of premerging. This variation only arises when comparing two runs with different
settings; running the analysis twice with identical settings gives identical results.
There are three main advantages to premerging. First, because the operation is local to each task, no communication is necessary and work can be done
simultaneously on all tasks which increases the overall level of parallelism. Second, it reduces the amount of work required (sometimes dramatically) in the final,
global merging step. Third, premerging can reduce the size of the final chain merging density boundary lookup table, which can be a large data object. Because the
global table is replicated on all tasks, the effect of reducing its size is amplified by
the number of tasks. On some datasets premerging can reduce the full runtime by
a factor of two, and lower the peak memory usage significantly.
A dataset with 10243 particles (D1024) is used to demonstrate the changes
in halos because of premerging (see §5.5 for details on this dataset). The lower
part of Figure 5.6 quantifies the differences in halos by comparing the mass in halos
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Figure 5.6 The mean absolute fractional change in halo mass in mass bins for
cross-matched halos (by center of mass) between runs with different parameters.
Fractional differences equal to zero mean the two runs are in agreement. Original
HOP and Parallel HOP (PHOP) are run with the default settings (see Table 5.1)
except noted. In the top plot are comparisons using D128, and using D1024 are in
the bottom. The parameters varied for comparison are as follows. A: Original HOP
compared to PHOP on one core with identical (δouter , δsaddle , δpeak , Ndens , Nmerge )
values. B–D: Three runs of 8-core PHOP varying the safety factor s compared
to single-core PHOP. Values of s = (0.01, 0.5, 1.0) are given with line (B, C, D).
The most massive bin for line B has a 40.4% mean fractional mass difference and
falls outside the plot. E: PHOP on 64 cores with δouter =160.0, with and without
premerging. F: PHOP on 60 and 64 cores with δouter =160.0 and premerging. G:
PHOP on 64 cores with premerging, comparing δouter =160.0 and 161.6.
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cross-matched between two runs of Parallel HOP with different settings. Curve E
shows that the mean fractional change in halo mass with and without premerging
stays below roughly 0.01%. For comparison, curve G shows that a 1% change in
δouter has a much stronger effect on halos than permerging, by roughly two orders
of magnitude. The δouter =160.0 and 161.6 lines in the halo mass function in the top
panel of Figure 5.7 show that a 1% change in δouter results in a virtually indistinguishable difference in the ensemble halo properties. The premerging differences
are two orders of magnitude smaller than 1% of δouter , and therefore premerging is
an acceptable trade-off for the sake of performance.
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Figure 5.7 The Halo Mass Function for D1024 found using default input parameters and two values of δouter . The δouter =(160.0,161.6) lines are indistinguishable
from one another, which shows that a small change in δouter does not change the
ensemble halo properties significantly.
Curve F highlights that the premerging differences are a function of subvolume boundaries. Running with 60 cores produces a different set of subvolume cuts
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than with 64 cores, which produces a slightly modified set of halos at the same
level of variation as in curve E.
kD-tree Speedup
The kD-tree used here (KDTREE 2) has a feature that makes a resorted
internal copy of the particle position data that speeds up the nearest neighbor
searches by approximately 17%. This does not translate into a 17% speedup for the
entirety of Parallel HOP, but if there is enough memory to contain the duplicated
particle data, it is a worthwhile option. It is turned on by default, but the user
may turn it off if memory is constrained.

5.4.2

Comparison to Original HOP
This implementation of Parallel HOP can be directly compared to original

HOP by running both versions on one processing core on the identical dataset with
the same set of parameters. Original HOP is about 40% faster and uses 20% less
memory than Parallel HOP. This is because the original HOP kD-tree is faster
than KDTREE 2, and also from the the additional steps and data objects created
as part of the parallel machinery that occur even when run in serial.
Parallel HOP generally does not produce completely identical halos to original HOP. This is because the kD-tree used in original HOP calculates the distances
between particles incorrectly by approximately one part in a million (106 ), which
affects the smoothing kernel density calculations by up to one part in ten thousand.
This difference in distances and densities is enough to make perfect agreement between halos of original HOP and Parallel HOP impossible. Curve A in Figure 5.6
shows the fractional change in mass in cross-matched halos found by HOP and
Parallel HOP on D128. Although the relative errors in smoothing kernel densities
are small, the halo masses change by up to 6% in this example. Incorrect distance
calculations changes the memberships of the set of nearest neighbors for each particle, modifying the set of neighbors considered when building the initial chains
and chain boundary densities. For particles at the centers of halos with densities
much greater than δpeak (the densest particles in D128 have δ ≈ 5 × 105 ), a one
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part in ten thousand change in density is large in absolute terms, and can shuffle
the relative peak densities of proto-halos, which can then modify how sub-δpeak
chains are merged.

5.4.3

Analysis Output
The results of Parallel HOP can be used and output in several ways within

yt. The vital statistics (mass, center of mass, etc.) of each halo can be output as
a text file. The particle data for each halo can be output into HDF5 files5 , which
allows for detailed post-analysis or visualization of the halos themselves. Halos in
yt are represented as data objects that can be immediately passed to other analysis
toolkits in yt, such as a halo profiler module, Spectral Energy Distribution (SED)
generator (if the simulation contains star particles), or imaging libraries that can
make volumetric projections or cutting slices through the halo core.

5.4.4

Modular Portability of Parallel HOP
The core of our implementation of Parallel HOP is written in such a way

that porting it to another code base is not difficult. For each task, its input is
simply a subset of the particle data and subvolume boundaries, and its output are
the halo assignments and kernel densities for the particles, and the halo statistics
(center of mass, etc. . . ) for all the halos. The core implementation is agnostic to
how the data are stored on disk, how it is read into memory, and what will be
done with the output. For example, a simple wrapper as been written that reads
in raw binary files containing particle data and calls Parallel HOP. We encourage
inquiries into adapting Parallel HOP for different kinds of datasets.

5.5

Parallel HOP Performance
In this section the results of a suite of benchmarks of Parallel HOP on

three Enzo datasets is presented. The smallest dataset contains 1283 dark matter
5

http://www.hdfgroup.org/HDF5/
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particles in cube 1 h−1 Mpc on a side, the next larger has 5123 particles in a cube
512 h−1 Mpc on a side, and the largest has 10243 in a cube 5.6 h−1 Mpc on a side.
These datasets are referred to as D128, D512 and D1024, respectively. D128 and
D512 have been evolved to a redshift of z=0, and D1024 to z=6. Parallel HOP is
also benchmarked on a fourth dataset with 20483 particles, but at only one core
count, and it is discussed separately in §5.5.4. All of the benchmarks are run with
directional padding turned on.
Except for the largest dataset benchmarked, all of the timings are taken
on the Triton Resource6 at the San Diego Supercomputer Center. The Triton
Resource is a high-performance data-intensive machine made up of two clusters of
SMP nodes. The Triton Compute Cluster (TCC) contains 256 8-core nodes with
24 GB of shared memory. The Petascale Data Analysis Facility (PDAF) contains
28 32-core nodes, 20 with 256 GB of shared memory and 8 with 512 GB of shared
memory. Both clusters have access to the same high-performance disk array and
run identical executables. However, a parallel program may use nodes from only
one type of cluster at a time, never both simultaneously.
There are some important differences between these datasets and benchmarks. All datasets were analyzed with premerging turned on, and D1024 was
also run with premerging turned off. D128 and D1024 are unigrid datasets with 32
and 4096 total grid “tiles” (hereafter simply grids), respectively. D512 is a sevenlevel AMR dataset with 392,865 grids. There are some extra difficulties associated
with AMR datasets with high numbers of grids, such as D512. In Enzo, a particle’s data is stored in the most refined grid that covers the position of that particle.
Therefore, a significant fraction, if not all, of the grids in an AMR dataset contain
particle data. In the D512 dataset, reading the particle data requires accessing the
data from two to three orders of magnitude more grids than the other datasets.
This increases the number of disk operations and slows down the reading of data
when compared to a dataset with equal numbers of particles that is not AMR
(i.e. unigrid). In fact, as shown in Figure 5.8, at the same core count, reading the
particles for D1024 takes roughly the same time as D512, even though D1024 has
6

http://tritonresource.sdsc.edu/
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eight times the number of particles and performs load-balancing.
Another difficulty of AMR datasets comes from the startup- and memorycosts associated with building the hierarchy of grids and their spatial relationships
in yt. The grid hierarchy is referenced when reading data off disk, and each task
must have a full copy of the hierarchy in memory. The grid hierarchy for D512
uses approximately 700 megabytes of memory, which is not insignificant when each
task must hold in memory a complete copy.
In datasets of smaller cosmological volumes, the distribution of particles
can be highly uneven, while very large volumes are naturally evenly distributed.
Therefore, D128 and D1024 are run with load-balancing turned on, and D512 has
load-balancing turned off.

5.5.1

Timing Benchmarks
In order to measure the speed of various parts of Parallel HOP, a special

command is inserted at various points in the code to record precise time stamps
for each task. The locations of the time stamps are chosen to enclose the different
functional categories of Parallel HOP in order to carefully gauge how the code
scales with respect to core count.
Full Timings
In Figure 5.8 the absolute timing in seconds is shown for each run. The four
distinct parts of Parallel HOP are split into subsections of the bars. “yt Hierarchy”
refers to the startup costs incurred by the mechanics of yt, which includes reading
in the Enzo metadata files and building the grid hierarchy on each task. “Reading
Data” covers the time taken to read the particle data off disk and (if selected) the
time taken to perform the load-balancing. “Parallel HOP” includes all aspects of
Parallel HOP, including the kD-tree searching, group-building and halo statistics
computation. “Writing Data” sums up the time taken to write the halo information
to a text file, and one HDF5 file per task containing the particle data for just the
halos.
It is clear that the “yt Hierarchy” step is inconsequential to the full timing
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Figure 5.8 Full timings for Parallel HOP on three datasets. Each timing block
shows the real-world “wallclock” time taken collectively for all tasks for each step.
The triangles show linear scaling based on the smallest core count timing.
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of Parallel HOP, as it is difficult to discern in any of the runs. This shows that
the runtime of this implementation of Parallel HOP is not hindered by the yt
framework it relies on.
“Reading Data” displays interesting behavior for each of the timings. From
one to eight cores on D128, it falls, but rises again through 32 cores. The fall is due
to increased parallelism, and the rise is most likely a result of resource competition.
The data for D128 is stored in eight separate files, and by 32 cores there are several
tasks accessing each file simultaneously. As discussed above, because of the nature
of AMR datasets, disk I/O represents a larger fraction of the full runtime for D512
than the other two, particularly at lower core counts. But the extra challenge of
AMR is well parallelized when using more cores; from 2 to 64 cores the time drops
by nearly a factor of 20. For D1024 between 8 and 256 cores (also a 32 times
increase in core count), the drop is only slightly better than a factor of 4. D1024
exhibits smaller gains because of the extra cost of the initial round of data reading
for load-balancing.
The “Parallel HOP” step represents the bulk of the time for most runs, and
is discussed in detail below.
Finally, “Writing Data” is indiscernible in most runs and does not impact
runtimes significantly. Each task is independently writing data to disk, and the
amount of data is much smaller than was read in originally because only the data
for particles in halos are recorded as output.
Parallel HOP Timings
In Figure 5.9 the parts of Parallel HOP algorithm are examined in detail.
Each of the timing blocks plotted is a sum of the maximum time taken by multiple sub-timings in Parallel HOP that fit under the timing block description. A
sub-timing contributes time to only one of the timing block categories. Measuring
the maximum time in this fashion is more representative of the real computational costs than an average over all tasks because it exposes inefficiencies more
clearly. Because Parallel HOP is an asynchronous application, the summed maximum timings includes overlapping processes, which effectively means some time
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is double-counted. This is why the full sum of the timings in Figure 5.9 can be
longer than the corresponding timing in Figure 5.8.
“kD-tree Searching” covers the time taken to perform the multiple nearest
neighbor searches using KDTREE 2. The “MPI (+Related)” step covers both
MPI communication activities and operations undertaken by all tasks necessary
for parallelism. “Halo Creation” is the time required to perform the merging of
chains into final groups. If premerging is turned on, the time taken during that
optional operation is included in “kD-tree Searching” (because searching the kDtree constitutes the bulk of the time for premerging), Finally, “Halo Statistics”
includes calculation of the halo centers of masses, total masses, maximum radii
and bulk velocities.
The timings for the D128 dataset show that it is too small to be efficiently
analyzed by Parallel HOP. Between 1 and 32 cores there is very little increase in
speed. The MPI overhead starts to dominate the process with task count, and the
kD-tree timings do not fall quickly enough to compensate for it. This is because at
high core counts, the volume of padding needed for each task begins to approach
the volume of the subvolumes themselves. This kD-tree “workload floor” effect is
clear when the locations of the linear scaling triangles are compared across all four
sets of benchmarks. In all but the D128 timing, the triangles roughly track the
top of the kD-tree timing sections. which shows that the kD-tree workload scales
fairly linearly, except in D128.
The D512 dataset shows much better scaling, except for some odd results in
the MPI timings at 4, 16 and 64 cores. A close inspection of the output logs shows
that because of the particular distribution of particles, subdividing the full volume
without load-balancing turned on at these core counts produces subvolumes that
are not as evenly populated as the other core counts. The net effect is that tasks
wait on other tasks more, which is reflected in the MPI timings. To a smaller
extent it can also be seen in the kD-tree timings, which don’t fall as a fast as
might be expected at these particular core counts. Re-benchmarking D512 with
load-balancing turned on shows that the MPI overhead is reduced, but the overall
runtimes are increased by the extra disk I/O required.
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Figure 5.9 Timings for the “Parallel HOP” step. Each timing block is a sum of
maximum time taken for several separate steps that are described by the timing
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Creation, and (4) Halo Statistics. The triangles show linear scaling based on the
smallest core count timing.
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The differences between the two D1024 timings highlights the higher level
of parallelism provided by premerging chains. At eight cores, running without
premerging is actually faster because there is one fewer nearest neighbor search over
the particles. But at higher core counts, without premerging the “Halo Creation”
step does not shrink as quickly, and by 256 cores, the premerging run is 25% faster
than the run without.
Strong-Scaling
The overall and Parallel HOP-only speedups for each dataset are shown
in Figure 5.10. The Parallel HOP-only line excludes any disk-related operations.
At 32 cores, D128 is only 3.1 times faster than a single core run, which shows
that Parallel HOP is not appropriate for small datasets. D512 shows much better
scaling because it is a larger dataset and therefore more appropriate for Parallel
HOP. Again, the odd behavior at 16 and 64 cores can be seen with depressed
points at those core counts. The overall speedup for D512 is better than the
computational speedup at 64 cores for this same reason, and also because the
disk I/O shows very good parallelism between 2 and 64 cores. The advantage of
premerging is clear between the two D1024 Figures. At higher core counts the
speedup for both premerging curves is significantly higher than the curves without
premerging. The gap in the two speedup curves for D1024 is primarily attributable
to the cost of load-balancing.
The speedup curves depart from linear scaling for many of the same reasons.
Communication inefficiencies and quantities increase with task count, as does resource competition, which affects D128 and the 256-core D1024 timings the most
strongly (see §5.5.3). The total amount of particles contained in padded regions
also rises with core count, which further depresses performance. Variations in the
density of particles can have an effect on the load-balacing, both through their bulk
distribution as seen in D512 at 16 and 64 cores, and also on the scale of padding,
which contributes to load-imbalances between tasks, even when load-balancing is
turned on. The workload floor seen in the D128 timings shows that there is a
practical ceiling for the number of tasks for a given dataset.
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Figure 5.10 Overall and “Parallel HOP” only speedups. Note that the label for
16 cores is missing on the D1024 plots for legibility. The dashed lines show linear
scaling based on the smallest core count timing.
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Weak-Scaling
Weak-scaling is a good measure of the overhead in a parallel program incurred by the parallel machinery. The problem size and the number of cores used
are kept in a constant ratio over a range of core counts, so any increase in total
runtime should come from inefficiencies in parallel communication and associated
functions. Another motivation for weak-scaling tests is to model the behavior of
a code as problem size increases, in terms of both particle and core count. Ideal
weak-scaling is flat—the increase in problem size is perfectly compensated for by
the commensurate increase in the number of cores.
By randomly subsampling particles from D1024 and analyzing a range of
dataset sizes, it is possible to perform a weak-scaling study of Parallel HOP. Because the random subsampling requires modifying the dataset prior to running
Parallel HOP, it is impossible read in the data in precisely the same fashion as
the other benchmarks. An intermediate step stores the subsampled data on disk,
which is read in again for analysis using a different method than the other benchmarks. Therefore, only the timings for the computational parts of Parallel HOP
are plotted in Figure 5.11. The number of particles stored in memory per task is
kept constant at roughly 4.2 × 106 , but there is some small variability as a result of
imperfect load-balancing. The maximum number of particles stored on each task
is further increased by 10–20% after padding is considered.
From one core to 256, the computational time required rises from a little
over 300 seconds to just under 900. There are a variety of reasons for this rise,
but the primary one is that the workload is nonlinear with total particle count.
As the total number of particles rises, the sampling of the full dataset’s nonlinear
structure improves, and this is reflected in the workload-related statistics over the
range of benchmarks. At one core, 8.4% of all particles are in halos, and there are
3,007 initial chains that merge into 1,467 final halos. For 256 cores the figures are
11.4%, 1,170,042, and 124,660, respectively, which averages to 4,570 initial chains
per task. The 35% rise in the fraction of particles in halos leads to a 52% rise in
the number of chains per task, and a 389 times increase in the total number of
initial chains. Some of this increase is caused by chains broken by the subvolume
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Cores
Figure 5.11 Weak-scaling timings on data randomly subsampled from D1024.
The size of the dataset analyzed in each run is N × (10243 /256 = 4, 194, 304),
where N is the number of cores. The rise in analysis time is a result of a nonlinear
increase in workload with particle count. The default settings of Parallel HOP are
used for the timings. The triangles show linear scaling based on the single-core
timing.
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boundaries (and not entirely due to added structure), which is a function of the
number of cores used rather than just particle count.
Each step in Figure 5.11 is sensitive to these increases. Increasing the
fraction of particles in chains means the kD-tree must perform relatively more
nearest neighbor searches for the chain merging steps. The rise in the fraction
of particles in chains and halos, and having more chains globally, means more
data must be communicated and processed during the MPI steps. More chain
interactions via the boundary density lookup table complicates the work of merging
chains, which slows down the Halo Creation step. Finally, although the calculation
of halo statistical properties is parallelized, and the number of halos rises slower
than cores (85 times from one to 256 cores), because halos are global objects, the
work cannot be perfectly spread across the cores.
There are some secondary reasons for the rise in runtime. As mentioned in
§5.3.3, between one and eight tasks the number of padded faces for a subvolume
rises from zero to six, which in turn increases the workload for the kD-tree over
that range. With the increased number of initial chains, inevitably the load-balance
between tasks worsens, leading to increased communication-related inefficiencies,
which is reflected in the MPI timings.
Although the rise in runtime is not ideal, weak-scaling can never perfectly
flat in practice. Indeed, in light of the nonlinear workload increase, the weakscaling results are very good. A 256 times increase in total problem size, and all
of the nonlinear effects, merely triples the runtime over the base single-core mark.
It is possible to conceive a highly artificial dataset that would reduce the
nonlinear effects as follows. Equally-sized clumps of particles evenly gridded in
space are placed such that each task contains in memory one clump at the center
of its subvolume. No clumps are close to a subvolume boundary, so no chains need
reconnecting and padding is unnecessary, nor do any chains merge with chains
from a different subvolume. In this scenario, it is expected that the weak-scaling
would be much closer to ideal because nearly all the work has been completely
localized. However, this is not how datasets are created in practice, and the weakscaling results presented here are closer to a typical workflow. It is often beneficial
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to perform low-resolution survey simulations that help tune the settings used for
a large and expensive production simulation. When scaling up from the survey
simulations to the full size, the behavior of Parallel HOP on the datasets is much
closer to the results shown here than an artificial dataset lacking the nonlinear
workload increases.

5.5.2

Memory Usage
During the benchmark runs, the memory used for each task iss sampled at

a number of points during execution, and the peak level recorded. The memory
usage for the yt mechanisms separate from Parallel HOP are subtracted, leaving
just the memory usage for Parallel HOP. Across all three datasets and core counts
there is a nearly universal ratio of peak memory to number of particles (including
padding) of 1 megabyte per 4,500 particles. Individual tasks ranged by about
±20% from this ratio.
At first look, this may appear to be a significant amount memory per particle. It must be noted, however, that the peak memory includes not only the
padded particle data, but also the kD-tree structure, which is significant, as well
as the particle chain data (such as particle density and densest nearest neighbor
link), and the data objects created for communication. Data sent during communication exists on the sender and receiver simultaneously, briefly duplicating large
data objects, and it is during communication steps that peak memory levels are
reached.

5.5.3

Cores Per Node
Most of the benchmark runs use multiple cores per node (see Table 5.2).

When using more than one core on a SMP node, the cores compete for access to
shared computing resources (such as the memory bandwidth or disk access), and
overall runtimes are increased for the individual tasks when compared to single-task
timings. In isolated tests for this effect we see that for nearly all the benchmarks
there is at worst a roughly 10% slowdown for the most computationally intensive
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steps due to inter-core competition. However, when running on all 32 cores on a
Triton PDAF node, there is a 40% slowdown over a single task which affects the
kD-tree operations most strongly. This only affects the timings of the 256-core
D1024 runs, which are the sole case that use all 32 cores on the PDAF nodes.

5.5.4

A Large Dataset
To demonstrate its ability to scale up to larger datasets, Parallel HOP is

run on a redshift=0 dataset with 20483 particles in a cube 442 h−1 Mpc per side,
labelled D2048. It is run on the Cray XT5 Kraken7 at the National Institute for
Computational Sciences using 350 cores on 175 nodes, which collectively provide
2.8 terabytes of memory. The number of nodes is set by the minimum memory
requirements needed for the dataset, which are determined by the memory usage
scaling factor. Load-balancing, premerging and directional padding are turned on.
The full run takes one hour and two minutes. It spends a negligible amount
of time in the “yt Hierarchy” step, 13 minutes in the “Reading Data” step, 41
minutes in “Parallel HOP”, and 8 minutes in the “Writing Data” step. It is expected that the scaling performance of this dataset looks something like that of
D1024 (with premerging) because load-balancing would have the same effect on
the overall performance with core count.
Running Parallel HOP on a dataset this large shows that Parallel HOP
is capable of handling very large datasets efficiently. Indeed, no previous public
implementation of HOP is at all capable of analyzing a dataset with this many
particles. Even if a machine existed that had enough shared memory to contain
all the particle data, the run time would be prohibitively long.

5.5.5

Halo Mass Function
Figure 5.12 compares the halo mass function of D2048 for two values of

δouter to the Warren et al. (2006) fit. The data mass functions use the halo masses
calculated by Parallel HOP directly. Unlike in Figure 5.7, the two δouter lines are
7
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clearly discernible, and it shows that varying δouter has the main effect of changing
the number density of halos. In the Figure this moves the mass function up or
down. There is also a slight change in the curvature, which can be seen in the
slightly larger gap between the two mass functions at high mass when compared
to the low mass end. This is an indication that changing δouter changes the masses
of halos; a decrease in the thresholds makes halos more massive overall.
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Figure 5.12 The Halo Mass Function for D2048 found using default input parameters and two values of δouter . The Warren et al. (2006) fit is calculated using
the D2048 cosmological parameters: (ΩM , Ωb , n, h, σ8 ) = (0.25, 0.043, 0.951, 0.72,
0.8), where n is the primordial index.
The default δouter =80.0 line lies consistently below the fit. However, through
experimentation the δouter =50.0 line is found to be a fit closer fit inside the mass
range 1 × 1013 –1 × 1014 h−1 M . This mass range fits entirely within the range of
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halo masses Warren et al. uses to calculate their fit, which covers approximately
3 × 1010 –3 × 1015 h−1 M . The Warren et al. mass function is built by combining
halos from 16 different simulations, using about half a magnitude in mass range
from each (see their Figure 1). It is worth noting that the mass range of close
approach in Figure 5.12 is similar to the mass range used from each simulation in
Warren et al. This shows that over an appropriate mass range (which is limited
at the low end by the mass and spatial resolution, and at the high end by the
cosmological volume of the simulation), Parallel HOP is capable of producing a
reasonable halo mass function.
It is incorrect to plot a similar fit next to the D1024 data in Figure 5.7
because the halos lie in a mass range well below what is typically used to fit halo
mass functions (e.g. Warren et al., Tinker et al. (2008)).

5.6

Discussion
We show here that Parallel HOP is a successful parallelization of the HOP

algorithm. It can analyze datasets much larger than any previous implementation.
It can run on as few as one core, or as many cores as determined by the memory
or running time requirements.
Because Parallel HOP is parallelized using domain decomposition, it is particularly well suited for use as an inline halo finder in grid-based cosmological
simulation codes. With inline halo finding, galaxy-related objects can be introduced as the simulation runs, such as black holes at the centers of large halos,
or galcons (Arieli et al., 2008, 2010), which are a physically-extended analytical
model of galactic properties. A detailed merger history can be created for all the
halos, which can be used to model the morphologies and star formation histories
for the galaxies they contain. Tests of a preliminary inline implementation have
shown this to be an effective method for both unigrid and AMR Enzo simulations.
The subvolumes on which each task of Parallel HOP runs are identical to that of
the simulation, which rules out load-balancing within Parallel HOP as an option.
However, because Parallel HOP accesses the particle data directly in memory, it
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eliminates the sometimes costly “Reading Data” step and speeds up the overall
runtime. Additionally, any toolkit available within yt can be applied at the same
time to the halos and the entire dataset in general, which enables very powerful
and flexible inline analysis.
With regards to the method, the tightest bottlenecks have to do with nonlocal operations, such as the “Halo Creation” step. Although the premerging step
greatly alleviates that specific problem, it doesn’t fix the root cause of why “Halo
Creation” is slow and unparallelized. A true fix would involve a careful modification
of how the final halos are created that would remove the global boundary density
lookup table, and replace it by many separate lookup tables synthesized from each
of the initial local lookup tables.
Future improvements should also include optimization of the code for speed
and memory efficiency. Although the most computationally intensive parts of
Parallel HOP in yt already use compiled code, replacing some or all of the Python
with compiled modules would provide some speedup and memory savings over the
current implementation. Hybrid parallelism, in which both MPI and OpenMP are
used simultaneously, is an effective way to take advantage of modern multi-core
processors. Because Parallel HOP is domain decomposed, hybrid parallelism is a
very plausible way to speed up certain parts of the implementation. Replacing
the FORTRAN kD-tree with an implementation that runs on very fast graphics
hardware could provide substantial speed gains on workstations or clusters with
that kind of hardware (Zhou et al., 2008).
It is straightforward to adapt the Parallel HOP method, and indeed our implementation as well, for other kinds of cosmological simulational data. Although
yt is primarily written with AMR data, because of its modular nature it is possible
to write a new data reader within yt to handle other types of particle data. Alternatively, the Parallel HOP implementation source code could be adapted for use
inside of a different analysis package fairly easily. Because yt and Parallel HOP
are open-source, anyone may freely copy and modify the source code for their own
needs.
The ability to locate subhalos by using the modifications of HOP in ADAPTAHOP
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may be a worthwhile feature to add to Parallel HOP. Briefly summarized, ADAPTAHOP
finds (sub)halos as follows: Particle densities, and chains of particles (called “leaves”
by Aubert et al.), are found identically to HOP. Instead of merging chains and
proto-halos by all maximum boundary link values, the “symmetric” boundary
densities between chains are found and stored in a lookup table. A “symmetric”
boundary means that both chains have links to the other, which is not a requirement in HOP. Subhalos are identified by adjusting a density threshold parameter δs
which is compared to density boundary links (δlink from Fig. 5.1) between chains.
All links δlink < δs are destroyed, which modifies the chain relationships and selects
substructure during final merging, which is done very similarly to HOP. For example, if δs > (δAD , δBC , δCD ) and δs <= (δAB , δDE ), chains A and B, and E and D
would form two subhalos. Chain C may be marked as substructure, depending on
whether it has particles with density greater than δs . Finally, subhalos are rejected
if their statistical significance falls below the level of Poisson noise.
Because ADAPTAHOP is based on HOP, it should be possible to apply these
modifications to Parallel HOP. The modifications would be turned on and off depending on user-controlled parameters. The biggest difference would come from
the global chain density boundary lookup table, which would be constructed differently. The modifications would also preclude premerging, as the entire set of
density boundary links needs to be preserved for comparison against δs . The output of Parallel HOP would have to be modified to account for the hierarchies of
halos and subhalos, depending on the number of different values of δs input by
the user. The performance of Parallel HOP would be affected by the modifications. The runtime would increase with the number of link threshold parameters
δs . Roughly speaking, the length of the “Halo Creation” step in Fig. 5.9 would
increase linearly. Also, because particles would be multiply-assigned to (sub)halos,
and there would be many more (sub)halos, the memory requirements would rise,
as would the time of the “Halo Statistics” step.
This work was partially supported by NSF grants AST-0708960 and AST0808184. Computations were carried out on the Triton Resource of the San Diego
Supercomputer Center and on Kraken at the National Institute for Computational
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Sciences.

5.7

Parallel HOP Implementation Source Code
This appendix provides a road-map for understanding our Parallel HOP

implementation in detail. The source code is freely available online at the yt
homepage8 as part of the yt distribution. Yt has been built and installed on a
wide variety of operating systems, from laptops to supercomputers. It is opensource, and relies on only open-source libraries, so it is free for all to use wherever
and however they wish. Yt has an active developer community, and there is a
public mailing list linked from the homepage that a user can sign up for to receive
assistance on technical issues.
Referring to the numbered glyphs in Figure 5.2, below is a list that gives
the names of source files and functions that accomplish each part of Parallel HOP.
Within the yt source, there are three files that contain Parallel HOP functions.
They are yt/lagos/HaloFinding.py, yt/lagos/parallelHOP/parallelHOP.py,
and yt/extensions/kdtree/fKD.f90, which are referred to as HF, PH and KD,
respectively.
1. The command invoked by a user to run Parallel HOP is parallelHF, which
is contained in HF. It sets default initial values and returns the list of halo
objects from Parallel HOP at the very end of the analysis. In particular,
depending on the user’s settings, the subvolumes are defined in this function (see below), and the padding lengths are calculated, but not filled with
particles until later.
2. If load-balancing is set, HF: _subsample_points subsamples the particles,
and passes the subsampled points to HF: _recursive_divide which defines
the load-balanced subvolumes.
3. The particle data is read off disk in parallel in HF: parallelHOPHaloList.
8

http://yt.Enzotools.org/
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This function then calls the function PH: _chain_hop, which is the entrypoint function into the halo finding part of Parallel HOP.
4. Using the subvolume boundaries and padding lengths calculated earlier, each
task finds its set of neighbors and their padding lengths in PH: _global_padding and PH: _global_bounds_neighbors.
5. Based on the values of padding for neighboring subvolumes, PH: _is_inside
marks particles to be communicated to neighbors in
PH: _communicate_padding_data (and subsequent communication steps),
which fills the padding with particles on all tasks.
6. The particle data must be prepared prior to calling the Fortran kD-tree in PH:
_init_kd_tree. This then calls KD: create_tree which builds the kD-tree
and the resorted particle data for search optimization (if set by the user).
Next, KD: chainHOP_tags_dens is called to calculate the density for all the
particles locally on each task, including the padding. PH: _densestNN finds
the densest nearest neighbor for each particle, which then is used to build the
initial chains of particles in PH: _build_chains on each task independently.
7. If set, proto-halos are premerged on all tasks independently in
PH: _preconnect_chains.
8. In order to reconnect chains across subvolume boundaries, the chains must
have globally unique identifiers, which is set in PH: _globally_assign_chainIDs. Also, because links across boundaries only go “uphill”, each task
must have a lookup table of the densities of all the initial chains, which is
distributed in PH: _create_global_densest_in_chain. Once both of those
are done, the chains can be reconnected in PH: _connect_chains_across_tasks.
9. Prior to the final merging step, padded particles must be assigned to chains
authoritatively using communication in function PH: _communicate_annulus_chainIDs.
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10. The global boundary density lookup table is first built locally on each task
in PH: _connect_chains, and then merged globally in PH:_make_global_chain_densest_n.
11. Processing of the global lookup table happens in PH: _build_groups, which
defines the final set of particle halos. Using the list of halos, particles are
assigned to their halo in PH: _translate_groupIDs. Halo total sizes and
masses, and centers of masses are calculated in PH: _precompute_group_info.
Next, the particle velocities are read in, and the bulk velocity of halos
calculated (HF: parallelHOPHaloList). The halo objects are created and sorted
by halo mass (HF: _parse_output and _join_halolists). The list of halo objects
can then be written to a text file (HF: write_out), and the halo particle data stored
to HDF5 files (HF: write_particle_lists).
The content of this chapter is identical to a paper titled “Parallel HOP: A
Scalable Halo Finder for Massive Cosmological Data Sets”, with authors Stephen
Skory, Matthew J. Turk, Michael L. Norman and Alison L. Coil. It has been
accepted to The Astrophysical Journal Supplements in September, 2010. I hereby
acknowledge the contributions of my co-authors to the work presented in this
chapter.

Chapter 6
yt Tools
This chapter discusses four analysis tools that I have added to yt. Two of the
tools have been written to take advantage of work- and memory-load parallelism,
which allows analysis of nearly arbitrarily large datasets. The Parallel Structure
Function Generator, which uses a novel way to communicate data between tasks, is
described in §6.1. Included are examples of what this tool can be used for, a suite
of benchmarks, and recommendations for optimal configurations for users. The
simple, yet powerful Parallel Merger Tree Generator that uses several of the builtin tools of yt (namely, the halo finders) is profiled in §6.2. The output is a SQL
database, which allows for very powerful queries of the merger tree. The history of
star formation for a collection of star particles, and their collective Spectral Energy
Distribution, can be found using the Star Particle Analysis Toolkit discussed in
§6.3. Finally, the Halo Mass Function Toolkit in §6.4 allows a user to build the
mass function for a set of halos found in a simulation, or the calculation of an
analytical fit based on the cosmological parameters of the simulation.

6.1
6.1.1

Parallel Structure Function Generator
Introduction
A structure function generator is a generalized tool that provides a frame-

work for the evaluation of structure functions on a dataset. The most common
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kind of structure function is one with output that is a function of the physical
field values at a pair of two different points in space. Although it is possible to
conceive of a multi-point structure function that uses more than two points, the
tool presented here is not capable of that kind of analysis.
Studying turbulence in hydrodynamical simulations is a main application of
structure functions. For example, structure functions are used to study turbulence
intermittence, the deviation from the linearly-scaled cascade of turbulent energy
from large to small scales as described by Kolmogorov (1941).
Evaluating two-point correlation functions is another major application of
structure function generators. Two-point correlation functions are often used in
cosmology to study the distribution of galaxies and matter in the universe.
Simple Method Example
In its simplest form, a structure function generator picks two points in the
simulational volume at random, finds the field values at the points (e.g. gas density,
gas velocity, or magnetic field strength) and evaluates the function(s) over the two
points. The results are summed into initially zeroed bins with edges defined by the
range of point separation lengths. Once all the points have been generated, the
bins averages are calculated by normalizing by the number of times values have
been dropped into that bin.
For example, to calculate the Root Mean Square (RMS) velocity structure
function, which is often used to measure turbulence in hydrodynamical simulations,
it could be calculated as follows. A large list of random point pairs is generated
throughout the volume. A set of RMS value bins is created with extreme edges
defined by the range of possible point separations, and each bin is initialized with
a value of zero. For each point pair, the gas velocity at each point is found, and the
vector difference in gas velocity is calculated. Each vector element is squared, and
the vector elements summed to produce a positive scalar value (the S in RMS).
The scalar value is added to a RMS bin based on the separation of the points.
After all the points are evaluated, and the values in the bins have been averaged
(the M in RMS), the bins are square-rooted, producing the RMS velocity structure
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function as a function of pair separation. Figure 6.1 is an example of the output
of this procedure.
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Figure 6.1 An example of the output of the RMS velocity structure function.
In practice, the method outline above is unfeasible due to the large number of random pairs that must be generated such that each distance bin has a
statistically significant number of entries. Instead, a small number of lengths are
chosen sampling the desired point separation range, and points are generated that
are separated by only these lengths. Typically, the first point in the pair is chosen
at random, and the second point is found by picking a random direction in polar
coordinates (θ, φ), with the separation (r) predetermined. In this way, it is assured
that each length of point separations is well-sampled.
Probability Distribution Function
Instead of outputting the mean values as a function of point separation (as
in the example above), it is better to output a probability distribution function
(PDF) of function values for each separation length. The PDF describes the prob-
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ability of calculating a particular value of the structure function for a given point
pair separation length. With a PDF, not only can the mean values be calculated
(recovering the results of the example), but also the standard deviation and other
statistics without re-running the analysis. The modification comes in where and
how the output of the structure function is binned. Instead of one set of bins
defined by the point separation length, there is a set of bins per separation length,
and the range of bins is defined by the possible output values of the function. The
bins are initialized with zero (integer) counts for all point pair separation lengths
L. After calculating the structure function for a pair of points, in the set of bins
for the separation length L, the count of the bin according to the output value of
the function is increased by one. When all the points have been binned, the PDF
bins for each length L is normalized by dividing the bin counts by the total counts
for that length.
The result can be seen in Figure 6.2 for a particular pair separation length
L. The PDF shows that the probability peaks at some (arbitrary) intermediate
value of velocity differences, and drops at the extreme ends. To recover the mean
for this length L (the M in RMS), simply the multiply value of each bin (x axis)
by its normalized probability (y axis), and add over all the bins.
The main downside of storing data in a PDF is the range of output values
must be input by the user, leading to a multi-step analysis process. Typically, the
user first runs the SFG using only a (relatively) small number of pairs to discover
the range(s) of output values, and then re-runs with more points and corrected
PDF bin ranges. Even then, there can be values that lie outside the PDF bins
that are unsuccessfully binned.
Computational Difficulties
Calculating a structure function is computationally expensive. To get good
statistics, often billions or more point pairs must be generated per separation
length. For a dataset from a grid code (such as Enzo), the grid cell that a random
point lies inside of must be found in order to retrieve field values. When AMR
is turned on, it adds an additional layer of difficulty because many grid cells can
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Squared Velocity Difference Probability Distribution
Function for some length L

Squared Velocity
Difference Bins

Figure 6.2 The normalized PDF for a point separation length L. The curve gives
the probability of finding a squared velocity difference equal to the value of that
bin on the x axis.
cover the random point, but only values from the most-refined cell should be used.
If speed is required, the full data for each field used must be kept in memory all
all times. The alternative is ’out-of-core’ analysis, in which data is read off disk
only when needed, used, and then discarded. This is a much slower way of doing
things.

6.1.2

Parallel Structure Function Generator Implementation
The parallel structure function generator implementation presented here

addresses the computational difficulties presented above, but at the same time is
easy to use. An unlimited number of structure functions may be calculated simultaneously, and the functions may have multidimensional output. It is designed to
handle unigrid and AMR datasets without any input on the part of the user.

176
Parallel Analysis
Analyzing a dataset in parallel offers the two typical advantages, workload
sharing via multiple processing cores, and memory-load sharing via multiple shared
memory compute nodes. The method of parallelism used is spatial decomposition,
in which the full simulational volume is divided into subvolumes. Each parallel task
owns a subvolume that defines the portion of the field data it keeps in memory.
The full number of point pairs generated is evenly divided among the tasks. In
this implementation, the first point in each pair generated is always “local” to the
task that generates it. However, a problem happens when the second point in the
pair is in a subvolume owned by a different task. The field data from both points
is required to evaluate a structure function, so the task that generates the point
pair is incapable of evaluating the structure function by itself, and field data must
be communicated between tasks.
This is depicted in two dimensions in Figure 6.3. The full volume has been
divided into sixteen subvolumes, each labeled by the index of the task that owns
that portion. A number of point pairs have been laid down depicted with double
ended arrows. Some, like the pair labeled A, have both points in one subvolume
and the functions can be evaluated by one task. Others like B and C are in two
different subvolumes, and data must be communicated to evaluate the functions.
In order to pass field data between tasks, data queues of unevaluated points
and field values are communicated between tasks. The task that generated the pair
stores the point values in a queue (the Point Data Queue, or PDQ), and the field
values for the first point in a different queue (the Field Data Queue, or FDQ).
When a task receives the queues from a neighbor, it inspects the PDQ to see if it
owns any of the points (which are always the second point in each pair by design).
For all the points it owns in the PDQ, it retrieves the field values from memory, and
evaluates the structure functions completely using the values from the FDQ. The
function results are binned into local PDF bins for the separation length for each
structure function. The task then clears the processed entries from the queues,
and inserts new data of its own in the empty slots, if needed.
The queues are communicated task to task in a ring topology. A task

177

Figure 6.3 A two-dimensional cartoon of the spatial decomposition. Each subvolume is labeled with the index of the task that owns the data in that region. A
number of pairs of points are shown with double-ended arrows. Pair A lies entirely
on one task and requires no communication to be evaluated, while pairs B and C
cannot be evaluated by one task alone.
always sends its queues to the same neighbor and receives a new one from the same
(but different) neighbor. Communication happens in cycles with the generation
of random points. A task passes its queues along when it needs not generate any
more random points and has processed all the points in the queues that it can,
or it has filled up its queues with unevaluated pairs. In this fashion, if a task
cannot process a point in the queues or the queues are full, they are passed on and
eventually will reach the task that can process them. The cycles stop when all the
random points have been generated (the total number is specified by the user) and
all the queues are empty.
This is depicted in Figure 6.4, in which the queues (Q) are passed to the
right in a circular fashion. Queues get passed to the neighbor with a higher task
ID, and it wraps around from 15 to 0, completing the circle.

178

Figure 6.4 The ring communication model is depicted for each task. Queues are
passed to one task, and received from another in a circular fashion. It takes 16
communications cycles for a queue to go completely around the ring.
Modifications for AMR
When running the SFG on a unigrid dataset, locating the index of the
grid cell containing the data for a randomly-placed point is a simple. The index
is found by multiplying the coordinates of the point by the size of the grid in
each dimension, and the integer parts of the result gives the grid index for the
field data. But when running the SFG on an AMR dataset, there may be several
grid cells covering the point, and only data from the most refined cell should be
used. Therefore, there are two modes of operation of the SFG, unigrid and AMR.
The modes are automatically chosen by the code depending on the dataset being
examined.
When in unigrid mode, the indices are found as described above, but in
AMR mode, a kD-tree is used to locate the correct grid cell in a manner as follows.
First, a list of grid cell centers for the dataset is produced that uses the AMR grid
hierarchy to include only the most refined cells that cover each patch of space. This
is accomplished using an already existing method of yt. Next the list is used to
instantiate the kD-tree, using the highly optimized Fortran KDTREE2 code (Kennel
(2004), also used in Parallel HOP (see Chapter 5). The indices of the randomly
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generated points are found by querying the kD-tree for the closest grid cell center
point, which is then used to retrieve the correct field data. The kD-tree requires
more computational effort than the unigrid case, and this is typically the case for
the analysis of AMR data (see §6.1.3).
Multidimensional Vectorized Structure Functions
The functions that can be written for the SFG are both efficient and powerful. They are efficient because the must be written in a “vectorized” fashion.
A vectorized Python function operates on Numpy1 arrays, which are more memory efficient than standard Python data objects and have a library of optimized
mathematical functions that can be applied to them. The functions are powerful
because they can be written to output multidimensional values, which can be used
to track the relationship between data fields in a simulation.
The data going in and out of a structure function must be written to use
Numpy arrays. Numpy arrays are C arrays with a lightweight wrapper around
them allowing Python to manipulate them. Because they are essentially C arrays,
the Numpy’s library of functions can operate on them with complied C code that
is much faster than native Python. The Numpy functions can take advantage of
various special instruction sets for linear algebra and the vector processing units
of modern processors. The use of Numpy allows the laborious inner loops (such as
finding the square root of every element of an array) to be computed in compiled
code, leaving the higher level procedural work to Python with its superior ease of
use.
Multidimensional output allows the analysis of two or more output quantities in relationship to one another. For example, a structure function could output
the (RM)S velocity difference, as well as the density difference between the points.
This analysis would show the detailed relationship between density and velocity
in gas, which is very important for the study of turbulence and shocks.
One downside of a multidimensional structure function is that the number
of pairs that need to be generated goes like Πbi , where bi is the number of bins
1
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in each output dimension i of the structure function. This means that to get
a statistical sample in all the bins, the number of pairs to be generated goes
up exponentially, and so will the computational workload. Another downside is
the memory requirements for the PDFs goes up in a similar fashion, meaning the
number of bins in each dimension must be kept relatively low (compared to the onedimensional case). Nevertheless, having the capability to output multidimensional
structure functions is a useful feature of the SFG.
Random Number Generation
The random point pairs are generated using the Numpy implementation of
the Mersenne Twister (Matsumoto and Nishimura, 1998) random number generator. This random number generator has a period of 219937 − 1 and is completely
deterministic, both of which are important for the SFG. The long period means
that a sufficiently large number of random points can be generated without duplication, and the determinacy guarantees that results can be reproduced exactly.
The Mersenne Twister is instantiated with a seed value, and the seed is different
for each parallel task. The different seed means that the series of random numbers
generated are completely different on each task.
The Mersenne Twister is not is parallelized across the tasks. This means
that if a dataset is analyzed with different numbers of tasks (keeping other setings
identical), the random numbers generated will be different, slightly changing the
results. White it is possible to generate a list of random numbers on one task, and
then distribute them, it is impractical and would severely hamper the performance.
It is sufficient that the random numbers are deterministic with task count for the
results to be reproducible.
Memory Usage
The SFG can be very memory intensive, depending on the size of the dataset
being analyzed, the number structure functions being run, and the sizes and dimensionalities of the PDF bins. Each task keeps in memory a copy of the field data
in its subvolume, according to the fields each structure function uses. Therefore,
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if there is a wide variety of structure functions that use many different data fields,
the memory used will be relatively high.
For each function, a set of PDF bins are created on every task. Especially
if the PDFs are multidimensional, this can use a large amount of memory. For
example, if an analysis uses ten point separation lengths with a structure function
with two-dimensional in output, and the results are binned into a 1000×1000 PDF
bin, it costs 80 megabytes (106 ) of memory per task. Adding a few structure
functions like this can quickly use a great deal of memory.
The data queues cost a fair amount of memory, in particular because they
are communicated. In addition to the pair point locations, the queues store field
data values, which increases the memory needed with the number of fields used by
structure functions. Due to the nature of MPI communication, while the queues
are being communicated between tasks, arrays equal to the size of the queues exist
temporarily simultaneously on the sending and receiving tasks, effectively doubling
the amount of memory used by the data queues.
If AMR mode is on, the kD-tree itself can consume a good chunk of memory,
although in most cases it will be a factor of ten times smaller than the data required
for the field data on each task.
Output
There are two ways the results can be output to disk. The mean expectation
value for each point separation length for each function can be output to a text
file, and the raw PDF bins can be written to HDF5 files. The HDF5 files also
contain everything required for further analysis, such as the values of the point
separations, the range(s) of the PDF bins, and the total numbers of successfully
and unsuccessfully binned pairs.
User-Controlled Features
The typical mode of operation of the SFG assigns an unique subvolume to
each parallel task for purposes of memory load distribution. However, sometimes
the user may want to run with more processors and shared memory nodes than
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is minimally required to contain the dataset for purposes of increased throughput.
In this case, the SFG provides an option to multiply-assign tasks to subvolumes.
The full volume is subdivided into fewer subvolumes than is typical, meaning that
more than one task owns a copy of the field data in each subvolume. This also
means that the number of communication cycles needed is reduced.
How this modification changes the communication is shown in Figure 6.5, in
contrast to Figure 6.4. The ratio of subvolumes to tasks is set to four, and instead
of 16 subvolumes, there are now four subvolumes. Each subvolume now has four
tasks assigned to it. The order of queue passing happens identically to the 1:1
case, but the number of communication cycles required to go around the ring (in
the geometric sense) is now four, instead of 16. The reduction in communication
cycles reduces the overhead and speeds up the calculation.

Figure 6.5 The queue passing method is depicted when the subvolume:task ratio
is set to four. The queues are passed identically to Figure 6.4, but it takes fewer
cycles for a queue to return to a task owning the same field data.
The user can choose to do the analysis in a small subvolume of the full volume, eliminating irrelevant or uninteresting parts of the simulation and increasing
the effective efficiency. The subvolume is divided into smaller sub-subvolumes for
parallelism, nearly identically to the full-volume scenario. All the other features
of the SFG work identically to normal when running in this mode. The range of
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pair separation lengths is taken into consideration when calculating the extents of
the sub-subvolumes.
As is shown in the benchmarks section (§6.1.3), the size of the communication queues can have a big difference in the performance of the SFG. It is one of
the inputs controlled by the user and should be tailored to the size of the problem
and the number of parallel tasks.
The initial seeds used for the random number generator can be altered by
the user, allowing a dataset to be analyzed twice with the same overall settings
but with a different stream of random point pairs. This is useful when checking
for convergence of a result – below some precision the answers shouldn’t change
with different initial seeds.

6.1.3

Benchmarks
In this section a series of benchmarks profiling the performance of the SFG

is presented. All tests are run on a Unigrid Enzo dataset with 1283 grid cells,
hereafter called D128. Unless stated, all the tests are run using a single structure
function: the RMS velocity difference. Although this is a relatively simple function,
and much more complicated ones could be used, it is a function that will likely be
used the most with the SFG. All the tests include the time required for writing
the results to disk, which never takes more than a second in any of the runs.
All tests are run on the Triton Resource2 at the San Diego Supercomputer
Center.
Dependence on the Total Number of Point Pairs and Data Queue Size
Figure 6.6 shows the dependence of the full runtime on the number of pairs
generated per separation length and data queue size. All benchmarks are run on
a single 8-core Triton node.
Except for the two smallest number of pairs generated, the runtimes increase, as might be expected as the workload increases with the number of pairs.
The smallest two pair counts only take about two seconds each to run, and at these
2
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Figure 6.6 The full runtime on 8 cores as a function of total pairs per separation
length and data queue size. The solid circles connected by solid lines have a variable
queue size that is always one-tenth the size of the number of pairs generated, while
the sizes of the other queues are listed in the figure legend.
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runtimes variability in disk access overwhelms the computational runtime, leading
to the somewhat odd results.
At every pair length, runs with smaller queues are universally slower, and
are get slower as the data queue size decreases. This plot shows that runtimes
are decreased if the data queue is larger. There is a limit to this rule because the
memory required for the data queues can become too large and fill up the memory
of the compute nodes.
For the constant ratio results, the timings for the largest three numbers of
pair generation grow nearly perfectly linearly. In fact, they grow slightly superlinearly. At 105 pairs, the run time is 2.2 seconds, 106 takes 19.0 seconds, and
107 takes 186.1 seconds. This is most likely due to the fact that larger queues are
more efficient than smaller ones. It is expected that because the data queue size
may not increase without limit, as mentioned above, that this linear trend will not
continue with much larger numbers of pairs generated. With more pairs generated,
the communication costs will rise and the runtimes will rise faster than linearly.
Dependence on the Task Count and Data Queue Size
Figure 6.7 shows the relationship between core count, data queue size and
rull runtime on D128, keeping the number of random pairs constant at ten million
(1 × 107 ). All the tests are run on one 8-core Triton compute node. In all of the
runs, reading and writing data took no longer than three seconds, meaning the full
runtime is virtually identical to the computational-only timings.
At one core, the benchmark takes between 700 and 800 seconds. The slowest
runtimes on one core correspond to the largest and smallest data queue sizes,
suggesting the optimal data queue size may be an intermediate value. The smallest
data queue, shown with filled circles, offers the worst time gains as a function of
core count. Using a small data queue means that the number of communication
cycles is much higher (see Figure 6.8), and also that the work done in the optimized
Numpy functions is done in smaller, less efficient chunks. The best time gains are
seen when the data queue is on the order of the number of random pairs generated.
A large queue reduces the number of communication cycles and lets large chunks of
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calculations happen in the Numpy functions. The small rise at two cores in some
of the timings is likely due to the fact that at two cores the level of parallelism
hasn’t increased enough to offset the increased costs of communication.
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Figure 6.7 The full runtimes as a function of core count is plotted for various
ratios of number of random pairs generated to data queue size. Each benchmark
is run on D128 with ten million total random pairs.
The number of communication cycles as a function of core count and pair
separation length is shown in Figure 6.8 for two different queue sizes, keeping the
number of pairs generated constant at ten million. There are two striking features
of the plots. First, they are twins of each other, scaled by a factor of ten. This
shows that for a particular number of random pairs and core count, the number
of communication cycles scales linearly with the queue size. This isn’t completely
true, of course, because at the extreme limit of a queue size equal to the number
of random pairs (per task), the number of communication cycles required is equal
to the number of tasks. A queue size greater than the number of pairs is has no
advantage, and in fact, the code prevents that from happening because it wastes
memory. A ten-fold increase in number of communication cycles does not lead to a
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ten-fold increase in runtime, which is clear from Figure 6.7. This is because as the
queue size becomes smaller, the amount of data that is communicated is smaller,

Communication Cycles

and each communication event takes less time.
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Figure 6.8 The number of communication cycles as a function of pair separation
length and core count, for two different queue sizes (1 × 103 on top, 1 × 104 on
bottom), keeping the number of pairs generated constant at ten million.
Second, the 5 and 7 core counts display some unusual behavior, compared
to the other curves. At intermediate lengths, the 5 and 7 lines rise faster than the
8 and 6 lines, but rise more slowly at the longest lengths. This is because when
the full volume is subdivided into a prime number of subvolumes, it splits the
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volume along one axis only, making pizza box-like subvolumes. This is depicted
in Figure 6.9. In the figure, Task 3 has generated four pairs of points labeled A
through D that require communication to be evaluated by the structure functions.
Pairs B and D are about one-tenth of the size of the box, which corresponds to the
intermediate lengths in Figure 6.8, and A and C are long lengths about half the
box size. Because the data queues are passed in one direction only to tasks with
larger IDs, pair D will be evaluated after the next communication cycle by Task
4. However, pair B will take six communication cycles to be evaluated by Task 2.
With the longer pairs A and C, the maximum cycles for evaluation will be more
like three or four. It is possible to make a pair of a long length that is in Tasks
3 and 2, but it will be only a small fraction of the total generated. In contrast,
none of the intermediate pairs generated by Task 3 lie in any other Tasks but 2
or 4, giving a relatively large proportion of pairs that need to be communicated
six times. It is this relatively large fraction of points at intermediate lengths that
need to go almost entirely around the communication ring that the intermediate
lengths take extra communication cycles, and the converse when the lengths are
long.

Figure 6.9 The subvolumes when running with seven tasks is shown in two dimensions, labeled with their task ID. Four arrows depict random pairs generated
by Task 3 that have their second point outside 3’s subvolume which require communication to be evaluated by the structure function(s).
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The final consideration in data queue size is the time taken to communicate
the queues between tasks. A larger data queue will take longer to communicate
between tasks, which is fine if the queue is full of data. But when the queues are
mostly empty, the excessive queue size simply wastes time.
Dependence on AMR & Unigrid Mode
In order to measure the difference between AMR & Unigrid mode, analysis
is run on D128 with and without employing the kD-tree, but keeping all else equal.
This is accomplished by forcing the SFG to use the kD-tree on D128 by modifying
the code temporarily. Figure 6.10 plots the increased runtime incurred when in
AMR mode. Except for the single-core run, it is a decreasing overhead as a function
of core count. This is because as the core count rises, the number of grid cell points
entered into the kD-tree falls, which reduces the size and complexity of the tree,
and makes searches of the tree faster. The single-core run is somewhat puzzling,
however, in that it has the largest kD-tree of all the runs, so it should suffer the
largest performance hit. The best speculative reason is that due to the way the
kD-tree is searched in the SFG, the single-core run allows larger contiguous chunks
of points to be processed in Fortran, and it gains some performance over the other
AMR runs.
The increase in runtimes for AMR mode is not surprising, and is typical
for AMR data analysis. With higher numbers of subvolumes the excess in runtime
will become smaller as the kD-trees become smaller, but it will never go to zero.
Dependence on the Number of Structure Functions
The SFG is capable of evaluating multiple structure functions simultaneously, but it is not without extra cost. Figure 6.11 plots how the runtime increases
as a function of the number of structure functions. The same RMS velocity function as all the other benchmarks is simply repeated multiple times, and the tests
are run on one core to eliminate communication costs. The top plot shows that
the cost rises nearly linearly with the number of structure functions. The bottom
plot shows the additional runtime cost per structure function for each of the multi-
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Figure 6.10 The ratio in full runtimes on D128 using the AMR mode (kD-tree)
over the Unigrid mode. All runs generate 1 × 107 pairs per separation length and
use queues with 1 × 106 entries on a single 8-core node. There is no task to volume
duplication.
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function runs. From one to fifteen additional (or two to sixteen total) functions,
each new function adds between 85 and 92 seconds to the full runtime. The cost
lowers somewhat at higher numbers of functions because the effect of fixed costs
is averaged over a larger number of functions.
The RMS velocity structure function is a simple function, more complicated
functions with more operations would take more time to evaluate. In particular,
although the input and the output of a structure function must always be in Numpy
vector form, the mathematical operations in the function need not be Numpyoptimized. If the structure function cannot operate on the input using optimized
Numpy functions, and rather must use Python loops and functions, the runtime
will be significantly higher. There may be situations where this is unavoidable,
but the user should make a good effort to use Numpy optimizations as much as
possible.
Dependence on Subvolume Duplication
Figure 6.12 shows the effect of multiply-assigning tasks to subvolumes. The
benchmarks are performed on 64 cores with a constant number of total pairs and
queue sizes. Each value plotted represents a run with the same statistical properties. What is varied is the number of subvolumes, which is inversely related
to the number of tasks per subvolume. One task per subvolume corresponds to a
fully-divided volume, meaning there are 64 subvolumes and each task owns its field
data uniquely. Two tasks per subvolume gives 32 subvolumes, and each subvolume
owns field data owned by one other task. This pattern is continued up to 64 tasks
per subvolume, in which the full volume is not decomposed at all, and all tasks
own all field data.
The figure clearly shows that increasing the number of tasks per subvolume
can greatly speed up the analysis. Having fewer subvolumes lowers the amount and
number of times data needs to be communicated. This shows that when running
the SFG, the volume of the subvolumes should be set by the available memory as
to reduce the communication required. If the number of pairs to be generated is
increased, the numbers of tasks per subvolume should be increased, rather than
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Figure 6.11 Top: Total runtime as a function of number of structure functions
for D128. Each run uses 1 core, generates 1 × 107 pairs using queues 1 × 106 in size.
Bottom: Additional runtime per structure function as a function of total structure
functions for the runs plotted in the upper plot.
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Figure 6.12 The full runtime for D128 on 64 cores is shown as a function of tasks
per subvolume. One task per subvolume corresponds to 64 subvolumes, and 64
tasks per subvolume assigns the full volume to each task. Each run is run with
1 × 108 point pairs per separation length and data queues with 1 × 106 entries.
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the number of subvolumes.
Weak Scaling
Weak scaling is a good way to test the overhead of communication in a
parallel application. As the number of cores used is increased, the computational
workload on each is kept as constant as possible, so any changes in performance
should be due to communication. For the SFG, weak scaling is accomplished by
keeping the number of random pairs each task generates constant, which should
also keep the numbers of pairs evaluated by each task constant.
In Figure 6.13, the weak scaling on D128 is plotted for two situations as
a function of core count. Solid triangles show the timings for runs in which the
full volume is subdivided into as many pieces as cores used. Solid squares are for
runs in which the volume was not subdivided at all. The statistical results are
identical for each core count. The subdivided runs are remarkably slower than the
undivided ones. This emphasizes a point made in §6.1.3, that subvolumes should
only be made small enough to allow the field data to fit into memory for each
task. With small subvolumes, a very high percentage of the point pairs will lie
in different subvolumes, requiring nearly all the pairs to be communicated. This
contrasts with the undivided situation, in which no communication is required to
evaluate any pair.
It is difficult to tell in the figure that undivided results (squares) rise slightly
by 8% in runtime from one core to 64. This is most likely due to resource competition by tasks sharing a shared memory node. The results using eight or more
cores are run on nodes utilizing all the cores on the machines. One through four
cores use only part of a single node. Most of the 8% rise occurs between one and
eight cores, and there is very little further increase past eight cores.
Workload Balance
Inevitably, all parallel applications experience periods in which a task waits
for communication from one or more other tasks. The goal is to minimize this
by giving each task an equal share of the work (load-balancing), or by allowing
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Figure 6.13 Full runtime weak scaling results for D128 under two conditions. The
solid triangles correspond to runs in which the number of subvolumes equals the
number of cores, equivalent to one task per subvolume. The solid squares are runs
in which the full volume is not divided at all, and each task owns a copy of all of
the field data. Each task generates 1 × 107 pairs per pair separation length, and
the queue size is 1 × 106 entries.
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communication to occur simultaneously with computation (non-blocking MPI).
The SFG uses both of these methods. The random pairs are generated evenly
throughout the volume, meaning that on average each task generates and processes
an equal number of pairs. This is still the case for AMR datasets.
Figure 6.14 shows the work-wait cycle for a four-core run of the SFG. Each
work cycle generates pairs of the same separation length. When the number of
pairs specified have been generated and evaluated, the cycle ends, and the next
one begins.
There is very little waiting for the short pair separation lengths because
only a small fraction of the pairs generated lie in two subvolumes. Each task can
process nearly all the points independently and take nearly the same amount of
time because of spatial load-balancing. At longer lengths, the periods of waiting
become more common and longer. For the last two lengths (189s to 241s, and 241s
to 289s), there are a few waiting periods that last up to ten seconds.
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Figure 6.14 The work-wait cycle is shown for a four-core run with ten pair separation lengths. Work periods are shown in grey, waiting in white, and transitions
in black. The time markers on the x axis show the beginnings of each cycle of
calculations for each pair separation length, in order from smallest to largest.
To decipher why there are such long periods of waiting, we must appeal to
geometry. Figure 6.15 shows how the full volume is subdivided when running with
four tasks. Task 0 shares face boundaries with tasks 1 and 2, and corner/edge
boundaries with 3. Due to the large surface area of contact between 0 and 1, and
1 and 2, the probability of a random pair lying in those subvolumes is higher than
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one in 1 and 3. When task 0 fills its queues and hands them off to task 1, a large
majority of the points will be in task 1’s subvolume. Task 1 can then evaluate the
queues, and fill in the empty slots with more points. Conversely, when task 1 sends
its queues to task 2, a small fraction of the points will be in task 2’s subvolume.
Task 2 will therefore have less work to do clearing the queue, and fewer empty
slots to fill up with new data. Task 2 will be done with its work before other tasks
and is forced to wait.

Figure 6.15 The spatial subdivision of the full volume when running with four
tasks. Each subvolume is a long right parallelogram, labelled with the task owning
it.
The distribution of points in the queues will eventually equilibrate, eliminating the long wait periods. This is seen in Figure 6.14. For each pair separation
length cycle, once a task experiences a long wait period, there are no more long
wait periods. After the long wait periods, the queues have become more homogenous (due to going around the ring, not the waiting period), and the workload
is once again balanced. Therefore, the long wait periods should be a one-time
occurrence per cycle.

6.1.4

Discussion
The number of different ways the SFG can be run, as employed in the

benchmarks, shows that the performance varies greatly depending on input settings. Some general trends are clear. The data queues should be as large as
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practically possible, taking memory usage and communication time into consideration. The subvolumes should be only small enough such that field data fits into
memory for each task, and any additional tasks used should be assigned multiply to
subvolumes. Adding multiple structure functions adds a roughly linear time cost,
so it is probably beneficial to run with as many simultaneous structure functions
as desired.
The performance benchmarks make it obvious that the biggest increasing
costs in the SFG are due to communication. When the data queue size is small, or
when there is one task per subvolume, the runtimes are significantly higher due to
higher amounts of communication. Simply generating more pairs per separation
length increases runtime roughly linearly, which is entirely reasonable.
Alternate Communication Models
There are several other ways to communicate field data, and they are separated into two classes, “push” and “pull” models. Push models are similar to the
method presented here, in which half of the data required to evaluate structure
functions is communicated to the task that owns the other half. The second task
can then evaluate the function without the first task having any further involvement, lowering communication overhead. In a pull model, the task that generates
a pair requests field data from the task that owns the data for the remote point,
and then evaluates structure functions only for pairs it generates. This requires
two rounds of communication. There are advantages and disadvantages to both.
Pull models allow finer tuning over conditional pair generation. For example, if a structure function is density-limited, meaning that both ends of the pair
should be above a density threshold, not all randomly generated points will meet
the requirements. If a certain number of successfully evaluated pairs is required,
this means that more pairs will need to be generated to reach that number. In a
pull model, every task can keep a detailed log of successful and unsuccessful pairs
because it is responsible for evaluating all of the points it generates. In a push
model, the task the generates a point may not know if a pair is above the threshold.
It is possible to add a notification communication from the second task to the first,
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saying whether or not the pair was good, but that adds more communication and
reduces the advantages of the push model.
This problem of conditional pairs is actually simple to overcome in a push
model. It is a fast calculation to find the volume-filling fraction for a given density,
and this fraction can be used to calculate the extra number of random pairs needed
to statistically generate enough successful pairs.
Because pull models require two rounds of communication, they rely on the
MPI machinery more heavily than a push model. Any task may be sending and
receiving from any other task, which means that the possible number of messages
increases with the square of the task count. There is another implementation of a
SFG for Enzo/AMR data written by Rick Wagner (private communication), that
uses the pull model. While it is faster than this yt SFG (primarily because it is
written in pure C), it has been known to break supercomputers due to its heavy
communication load and typically can only be run at small task counts. Speed is
a good thing, but actually functioning is very important!
A variant of the push model not used here uses point-to-point queue communication rather than a ring. In this model, when a task gets ready to send its
queues, instead of sending all the data to just one neighbor regardless of ownership,
it splits the queues up into pieces and sends each part to the appropriate neighbor.
The advantage of this is that it takes significantly fewer communication cycles for
a point to be evaluated (from an average of N/2 to one, where N is the number of
tasks). The disadvantage of this is it is very similar in communication load to the
pull model, in which the message load increases like N 2 . It was in response to the
problems seen with the other SFG implementation that the ring communication
model was chosen, and this point-to-point method rejected.
Future Improvements
There exists the possibility of running the SFG concurrently, or “inline”
with Enzo. In this mode of operation, at periodic points during the course of a
simulation, Enzo would call the SFG and the analysis would be run. The analysis
results would be stored to disk, and the simulation would continue. Enzo data
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snapshots require a great deal of disk space, and post-analysis requires reading the
data into memory all over again. Inline analysis with the SFG has the advantages
that much less disk space is needed, and analysis can be run at much finer slices
in time.
Any future improvements of the mechanics of the SFG would probably have
to do with the communication. One possibility is to create a deeper pipeline of
data queues. Each tasks will hold onto more than one set of queues at a time, so
if one of its neighbors is unable to supply a fresh new queue, it can work using one
it already has and will not waste time waiting.
In terms of the fundamental design of the SFG, it is on a good, solid foundation. Because the structure functions themselves are written by the user, most
of the particular requirements for each function can be handled there without
modifying the SFG itself.

6.2
6.2.1

Parallel Halo Merger Tree
Introduction
According to the currently accepted model of hierarchical formation of

structure in the Universe, the mass of a galaxy is accumulated in two, non-exclusive
ways. Matter may simply be accreted onto the galaxy from the surrounding intergalactic medium, or multiple halos may merge together to form a larger single
galaxy. Because the mass accretion history drives the observable properties of a
galaxy, such as total mass, morphology and luminosity, it is important to be able
to track when and how much mass is added to a galaxy.
There is observational and simulational evidence that galaxy mergers (or
equivalently, the mergers of the dark matter halos that contain the galaxies), can
trigger relatively sudden and permanent change in a galaxy. It is believed that
major mergers, in which two galactic halos of roughly the same total mass collide,
are responsible for the build-up of the most massive observed galaxies, which are
elliptical, or spherical galaxies. That perhaps the ancestors of the massive halos were grand design spirals, like our Milky Way, and their spiral symmetry is
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destroyed as a result of the gravitational disruption caused by a major merger.
Mergers of halos can trigger sudden episodes of high rates of star formation, that
have consequences for the long-term luminosity and color of the galaxy.
The merger tree presented here is actually my second implementation of
a merger tree. My first was much less sophisticated, slower and was not well
integrated into yt. This merger tree is parallel in both work and memory load,
can automatically run a halo finder, and stores the output in a SQLite database
file3 . SQLite is an open-source Structured Query Language (SQL) database format
that runs on a wide variety of hardware and operating systems. Data is retrieved
from a SQL database by entering a query, which is a string formatted according
to the SQL specifications, and data is returned, formatted and constrained by the
parameters of the query. SQL databases are a very common method of storing
astrophysical data. Large surveys such as the Sloan Digital Sky Survey4 , and the
merger tree of the Millennium Simulation5 , are distributed publicly using SQL
databases. The design of the database in this merger tree are inspired by these
other databases.
This implementation includes several methods of accessing the data, including a simple method to build graphical merger trees.

6.2.2

Parallel Halo Merger Tree Implementation
The merger tree machinery relies on the fact that particles don’t change

(or lose) halo membership very often or very quickly. By comparing the unique
indices of particles in halos between discrete steps in time, the “parent-child”
relationship between halos can be established with good confidence. The long
chains of relationships between time-ordered halos, some of which merge multiple
halos into one halo, forms the merger tree.
It is worth clarifying the “parent-child” term used above. Physically, a halo
moves forward in time, adding or losing particles, and possibly interacting with
other halos. If the majority of particles in a halo are preserved over a period of time,
3

http://www.sqlite.org/
http://cas.sdss.org/
5
http://galaxy-catalogue.dur.ac.uk:8080/Millennium/
4
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it is fair to say that that halo is sustained as a unit. When building the merger
tree, it is instead convenient to think about the halos in a more time-discrete way,
in which the halo converts from one halo to another halo over a time step. This
means a halo is parent to a child halo in the time-ordered sense, rather than the
genetic sense that is the true meaning of the words. The child halo may indeed be
nearly identical to the parent halo in content, but they are separate units in the
merger tree.
Halo Finding
The first step is to find the halos in all the datasets, using the preferred
halo finder. If the merger tree is run in parallel, the halo finder will be run in
parallel, too. All of the halo finders implemented in yt will work for the purposes
of the merger tree, and it is up to the user to decide which halo finder with what
settings is best. The merger tree is capable of calling the halo finder on its own if
the halos have not yet been identified, and can use pre-calculated halo data if it is
available.
The halo finder must be set to output all the data that the merger tree
requires, and this is ensured if it is run automatically by the merger tree. The
merger tree requires the list of the centers of masses and other particulars for each
halo, as well as a full list of the particle indices in each halo, for every halo. Often
users will run a halo finder without saving the lists of particle indices because it
requires a fair amount of disk space, but this is crucial for the merger tree.
When the halo finder outputs the lists of particle indices in each halo, the
lists are stored in HDF5 files, one per task. The organization of particle data
in these files matches the domain decomposition that the halo finder used. Put
another way, the physical locations of the particles listed in each HDF5 file is
constrained by the particular subvolume of the task that created the file during halo
finding. This fact is used to speed up the matching of halo particle memberships,
as explained in §6.2.2.

203
Instantiating The Merger Tree Database
Before the halos are compared, a SQLite database file is created which will
hold the merger tree data. Initially, only the halo particulars (center of mass, bulk
velocity, etc. . . ) are inserted into the database, as the halo relationships are not
yet known. Most importantly, each halo from each dataset is given an unique
identifier during this process, which allows for simple identification during later
steps of the merger tree construction, and direct data retrieval from the completed
database.
SQLite databases require special treatment due to the way data is written
to them, and the nature of modern parallel file systems. In particular, SQLite
databases do not support simultaneous writes by multiple tasks. Because of this,
only one parallel task of the merger tree ever writes to the database at a time, and
it is always the same task.
Parallel file systems store data on multiple disks, which allows for faster
reading and writing of data. A consequence is single files can be split into several
pieces and physically stored on different disks, and sometimes with multiple copies
of each piece. After a file is modified, it can take some time for each copy of
the pieces to become identical, or “replicated” across the file system. During the
replication, after the database has been modified, the database file may appear to
be completely different for each parallel task in the merger tree, based on which
copy of the pieces the file system is providing. The replication may take less than
a second, but computers operate on timescales much shorter than that. To prevent
problems related to the parallel file system, there is a mechanism in the merger tree
that checks to make sure all tasks read the database as identical before continuing.
If the file is different between tasks, the merger tree will wait a few seconds and
recheck.
Identifying Likely Parent-Child Relationships
It is unlikely that a halo will travel a long distance between time steps
(provided the time between steps aren’t excessively long), so it is a good assumption
that a child halo will be physically close to the parent halo. It is inefficient to track
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the possible relationship every pair of halos between two time steps, so a list of
likely child halos is built for every parent halo based on the physical locality of the
child halos to the parent halos. This is accomplished by loading the list of centers
of masses for the two sets of halos, and using a kD-tree to identify likely children
for each parent. This potential relationship is stored and used when comparing
the particles in halos between snapshots.
Matching Halo Particle Membership
As explained above, the particle data in the HDF5 files is subdivided identically to the decomposition used while halo finding. In the case where the domain
decomposition is (nearly) identical between consecutive snapshots, which is usually the case if the same number of tasks is used for both snapshots, it is a good
assumption that most particles will not move from one subvolume to another. This
is similar to the assumption that particles do not change halo membership very often. This assumption can be used to speed up the comparison of halo memberships
between time steps, in a manner as follows.
A naïve way to compare halo particle memberships is to do a double-loop
over parent halos, and their likely child halos. The indices of each parent is compared to each of its child halos, and if there are a sufficient number of shared
particles, the relationship is stored. This is inefficient because most of the likely
child halos aren’t actually child halos, and work is wasted for every negative comparison.
Instead, the merger tree appeals to the subvolume-particle continuity and
eliminates the double loop. This is accomplished using the assumption made above,
and a small trick. Because most particles do not change halo membership between
consecutive snapshots, nor switch between subvolumes, if all the particles that
are in halos are read in for both snapshots, the lists of particle indices should be
nearly identical. Indeed, if the two lists are sorted by the value of the particle
indices, the two lists should appear to be nearly identical, the only differences
being the particles that are no loner in halos from one snapshot to the next, have
been added to halos, or have moved to a different subvolume. Stepping down each
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sorted list simultaneously, most of the time the next particle index in each list
will be identical. When this happens, the halos that this particle reside in are
recorded as sharing a particle, which if repeated enough times for the same two
halos, establishes a parent-child relationship between the time-ordered halos.
The particles that may have switched subvolumes must be accounted for,
especially if they continue to be assigned to halo. Because this is a small fraction
of the total number of particles in halos, this check can be accomplished by communicating all the particles that were not matched in the first pass, above, to a
single task. The single task repeats the comparison process described above with
the collected and re-sorted particle lists, matching any particles that did switch
subvolumes between snapshots. It is the contribution between halos from the parallel first pass, and the single-task second pass, that establishes the parent-child
relationships. The relationships are added to a lookup table that is referenced
when the database is updated, described below.
Updating the Database with Parent-Child Relationships
The parent-child relationships are not added to the database until all the
snapshots have been examined. This is due to the peculiarities of SQLite databases.
Adding a new entry into a database is a very quick operation. However, updating
an existing entry with new data is much slower. When an entry is to be updated,
there are conditionals with the update command that pick out the correct entry.
SQLite must compare the conditionals to each and every entry to see if the entry
must be updated.
To get around this, the merger tree creates a second, temporary database
when inserting the parent-child relationships. As entries from the first database
are read in, they are modified using the parent-child relationships in the lookup
table described above, and the modified entry is added to the second database.
After all the entries have been copied and modified between databases, the first,
original database is deleted, and the second database is renamed to take its place.
This avoids the slow update operation, and speeds up the insertion of the tree
relationships by over a factor of 1000.
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Multiple Parent-Child Relationshps
Every merger tree implementation must have the ability to assign multiple
parents to a single child halo (or else there would be no mergers!). This merger
tree has the added capability of assigning multiple children to a parent halo. This
is accomplished by tracking the contribution of parents to multiple children. If a
contribution is large enough (a setting controlled by the user) to a child halo, the
relationship is recorded.
The idea behind adding this capability is that when halos merge, it doesn’t
happen instantaneously. By allowing multiple children per parent halo, protracted
mergers can be tracked as one halo’s particles switch allegiance to the other halo.
This doesn’t add any extra computational effort, and only uses slightly more disk
space for the database.
Database Access and Convenience Tools
Building the merger tree database is only part of the process of analyzing a
simulation. The other part is creating questions that can be answered by examining
the merger tree. What is the mass history of the largest halo: how much mass was
accreted through simple infall, and how much was added from mergers with other
halos? Are there any halos that experience no major mergers and are larger than
a particular mass? For a given halo mass at z=0, how many average mergers of
all varieties does it experience per gigayear? Questions like this are simple to ask,
have deep consequences to the properties of a halo, and are easy to answer with
the merger tree database.
There are three methods of accessing the database provided by the merger
tree. The first method, if given halos at some later redshift, will output a Graphviz
file6 that visually depicts the merger history of those halos. An example zoom-in
of a larger tree is shown in Figure 6.16. The figure shows a protracted merger of
two halos that first exchange some particles, and then merge finally two snapshots
later.
The second access method provides a convenience wrapper for the database
6

http://graphviz.org/
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that simplifies the retrieval of records from the database using SQL queries. The
technical details of the SQL query language is outside the scope of this chapter,
but it is sufficient to say that very powerful queries can be written to retrieve data.
Combined with the power of Python, which is a complete programming language,
with relatively little effort simple or complicated analyses of a merger tree can be
accomplished.
The third method simply dumps the entire contents of the database to a
tab-deliminated text file, which can be useful for a small subset of users.

6.2.3

Benchmarks
The merger tree is benchmarked on a series of 126 data snapshots evenly

spaced in time from a redshift of 99 to the present era from a simulation with 1283
particles in a box 50 h−1 Mpc on a side. Although the merger tree can run a halo
finder automatically, the halos are already identified for all the snapshots in this
series of benchmarks. Finding the halos is a major aspect of building the merger
tree, but benchmarking the halo finder performance is outside the scope of this
analysis. The relevant result from halo finding benchmarks is that more processing
cores generally speeds up the halo finding. See §4.5.4 and §5.5 for the full suite of
halo finder benchmarks.
The earliest seven snapshots in time contain no identified halos, but they
are included in the benchmark timing for the sake of completeness. Including these
snapshots does not change the database, nor does it increase runtime significantly
because the merger tree marks them as empty simply and quickly, and ignores
them thereafter.
All benchmarks are performed on the Triton Resource at the San Diego
Supercomputer Center using one eight-core compute node.
Work Cycle
The work-cycle of the merger tree is as follows: First, the halos are found, if
needed, using the user-specified halo finder. Next, the SQLite database is created,
and filled with the data for each halo from each snapshot. Operating forward
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in time, the code loops over pairs of consecutive snapshots. In each loop the
halos in the pair are compared building the parent-child relationships, and the
results inserted into a lookup table of relationships. The process ends when all
consecutive pairs of snapshots have been compared, and the database updated
with the relationships.
Numbers of Halos and Particles Over Time
The number and sizes of halos is an important aspect in the work required
to build the merger tree. These quantities for the snapshots are shown in Figure
6.17 as a function of time, as well as the cycle time on one core. The numbers of
particles in halos increases steadily with time, and the total number of halos begins
to flatten out as large halos consume smaller halos due to mergers. The bottom
panel plots the real-world time required to compare each pair of time-ordered
snapshots as a function of cosmological time. The time required rises steadily,
similarly to the total number of particles. This shows that it is the number of
particles, and not the number of halos, that primarily drives the analysis runtime.
Dependence on Task Count
In order to discover the dependence of the speed of the merger tree on
parallelism, the merger tree is built using between one and eight cores. The results
are plotted in Figure 6.18, showing the different steps in order from bottom to top.
The greatest reduction in time comes from the speed of reading particle
data off disk (step 3) and comparing the lists of parent and child particles (step 4).
At one core, reading in the data takes approximately 215 seconds, and drops to
13 seconds at eight cores. This is a greater than 8-times speedup, which is better
than expected and is probably partially due to disk speed variability, which is
random and hard to compensate for or eliminate on a shared machine like Triton.
Comparing particles drops from 355 seconds to 40, which is just slightly better
than and 8-times speedup.
Step 2, which identifies the likely children for parent halos, actually increases
in time with core count. This is because there is competition for resources, namely
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Figure 6.17 The total number of halos, and total number of particles in all halos
is shown as function of time in the upper panel. The number of particles rises
steadily, while the number of halos flattens out, showing the effects of mergers on
the hierarchical buildup of halos. The bottom panel shows that the time required
to process each pair of snapshots increases steadily as the number of particles rises.
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Figure 6.18 The full timings for each step of the merger tree is given in seconds.
The steps are labelled in the same order they occur, and the timings for each step
are plotted in that same order, stacked from bottom to top for each core count. A
brief summary of labels: 1. Adding halo data to a new database. 2. Identifying
likely children to parent halos. 3. Reading in the particle indices for the halos off
disk. 4. Matching the indices of the particle lists between snapshots. 5. Adding
parent-child relationships to the temporary database. 6. Ensuring the database
appears identical to all tasks. Steps 5 & 6 are not discernible above the step 4
timings.
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access to the SQLite database, during this step. Each task is querying the database
simultaneously for the halo positions in order to find the likely children for the
parent halos in its subvolume. Because this step does not write to the database,
multiple simultaneous reads are just fine, but the net effect is to slow down the
operations compared to a fewer number of tasks.
Step 1 appears to slightly rise with core count, but not as uniformly or by as
much as Step 2. Indeed, the timings with 2 and 8 cores are nearly identical, which
hints that the timing depends as much on disk speed variability as core count.
Steps 5 and 6 are not discernible in the Figure, but are included to make
the point that they are inconsequential costs when constructing the merger tree.
As mentioned above, SQLite databases cannot be updated simultaneously, and
the benchmark times show that the mechanisms in the merger tree that address
this requirement do not negatively effect the run speed. Similarly, the step that
updates the database with the parent-child relationships (5) takes less than two
seconds and is not visible in the Figure, and it does not significantly effect the
runtime.

6.2.4

Discussion
The benchmarks show that through about four cores, running the merger

tree in parallel can reduce the runtime. Beyond that, disk-access competition
for the SQLite database begins to rise and the parallel efficiency falls. Despite
the fact that there is very little speedup with core count past four, there is one
very compelling reason to run the merger tree using higher levels of parallelism.
Because each task reads in all the indices for the particles in halos in a subvolume,
if the dataset is quite large, a correspondingly large amount of memory is required.
Without running the merger tree in parallel on distributed compute nodes, there
may not be enough total available memory to contain the particle data. What
the benchmarks show is that if parallel analysis is required, there is no loss of
performance when running in parallel. The user should simply use as many nodes
as required.
For similar reasons, if the merger tree is running a halo finder, the mem-
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ory and workload required for that should also figure into the core and compute
node count. In fact, the halo finding constitutes the bulk of the workload in constructing a merger tree by a factor of ten or more, so optimizing the halo finders
performance with the appropriate resources will give greater returns in the long
run than optimizing for the merger tree.
Future Improvements
Future improvements to the merger tree are going to be user-driven. For
example, it is conceivable that a user might want the ability to define a custom
data field for inclusion in the merger tree database, such as halo virial mass, spin
axis or other calculated quantities. Because the merger tree is part of yt, it will
be simpler to include the output of the other analysis packages in the merger tree
database than otherwise.
Performance enhancements could come from further optimizing the interaction with the SQLite database and other disk access steps. It may be possible
to reduce the competition by shuttling data between parallel tasks using communication. However, as it stands, the merger tree is quite fast and already fairly
well parallelized. If the performance will be increased, it will be in response to a
situation in which the current implementation is unable to function adequately or
satisfactorily.

6.3
6.3.1

Star Particle Analysis Toolkit
Introduction
All cosmological simulations have the goal of reproducing the observable

universe by modeling the process of hierarchical structure formation. What is
observed are galaxies, and specifically the stars and other luminous objects in
them. Therefore, to re-create the universe in a simulation, the simulation must
include some mechanism to make stars in a realistic fashion.
Stars are created in real galaxies where the gas is cold and getting colder,
dense, and the flow is convergent. The onset of star ignition, when hydrogen
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begins to be converted into heavier elements, happens on scales roughly the size
of our sun. Due to computational limitations, any hydrodynamical cosmological
simulation cannot have the dynamic range to resolve both a galaxy cluster and
individual stars. Because there is no hope of resolving the real physics behind star
formation, simplifications are employed when making stars in simulations.
Instead of forming “real” star particles comparable to the sun, star particles
with masses on the order of globular clusters (for example, ∼ 105 M

depending

on the resolution of the simulation) are created according to simple recipes. As it
turns out, this is not such a terrible simplification. Stars in globular clusters nearly
all of the same age, and they are tightly grouped in space, so grouping them into a
single particle has some basis in observations. The simple recipes vary in method,
but their basic aim is to turn cold, dense baryonic gas in the simulation into star
particles on a time scale similar to observations.
It is important measure how faithfully observations are being reproduced
with star formation in simulations. Presented here are two analysis tools I have
written to do this as part of yt. The first toolkit (§6.3.2) can analyze a population
of stars to find the history of star formation rates. The second tool (§6.3.3) uses
the data tables of stellar fluxes based on observations and theoretical models of
Bruzual and Charlot (2003) (hereafter B&C) to build synthetic Spectral Energy
Distributions (SEDs).

6.3.2

Star Formation History Toolkit
The Star Formation History Toolkit (SFHT) allows simple analysis of the

time of formation of stars in a simulation. It leverages the built-in functionality of
yt to enable users to analyze any sub-population of the stars limited by volume,
location, or other physical parameters. The output is an easily-plotted text file
giving the star formation history as a function of time for the selected population
of stars.
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SFHT Use & Output
The input of the SFHT can be one of several yt objects. It can accept a
yt object that defines a particular portion of the simulation, which may be the
entire volume. It can accept a halo object provided by the halo finder, which will
conveniently analyze only the stars in a halo automatically. Or, the user may pass
raw lists of stars if neither option above is appropriate.
With whatever method the user chooses, the SFHT needs only two fields,
the mass and creation time of the star particle. The mass of the star is binned
according to its creation time, building a histogram of star formation over time.
Cumulative star formation is found by forward-adding the histogram. All of the
calculations use Numpy functions for speed and memory efficiency.
Example output of the SFHT is shown in Figure 6.19 for an entire Enzo
dataset at z=6. Two of the outputs of the SFHT, star formation rate per year per
co-moving cubic megaparsec and cumulative stellar mass, are plotted as a function
of time and redshift.
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Figure 6.19 The star formation rate and cumulative stellar mass is plotted as a
function of time for an Enzo dataset at z=6.
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6.3.3

Synthetic Spectral Energy Distribution Generator
The Synthetic SED generator (SSED) is based on code generously provided

by Kentaro Nagamine, and adapted for use within yt by me. The original code
provided is written in C and reads in the formatted text files as distributed by
B&C. I have made two important changes to the code: I converted the code into
Python for inclusion in yt, and I converted the B&C tables from text to HDF5.
Including the code in yt allows a user to calculate the SSED for a population of
stars very simply. B&C chose to distribute their data in the form of text files
because text is portable and simple to parse, but it is very inefficient. Converting
the data tables into HDF5 reduces the disk space required by a factor of four, and
also speeds up reading data off disk.
The output of the SSED is a text file giving the cumulative flux as a function
of wavelength, or a SED in the rest-frame of the collection of stars.
B&C Data Tables
The B&C data tables contain the flux of a star as a function of wavelength,
depending on the age and metalicity of the star. The data tables are based on
observations of solar spectra, theories of stellar evolution and the dependence of
color on metalicity. Two sets of data tables are available for use within yt that
differ on the stellar initial mass function used, Chabrier (2003) or Salpeter (1955).
These are the same two sets of data tables the original C version of the code uses.
Because the data files are fairly large (about 50 megabytes in total in the
HDF5 format), they are not included by default with yt. The HDF5 files are
freely available for download off the yt website7 . I have received permission from
B&C to re-distrubute their data tables from the yt website, along with proper
acknowledgement.
SSED Creation & Output
The data needed to make a SSED can be passed to the toolkit in several
ways. The masses, ages and metalicities of the stars can be passed in as raw lists
7

http://yt.enzotools.org/files/bc03/
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by the user. Passing a yt object that describes a portion of the full volume restricts
the analysis to the stars in the subvolume. The analysis can also be done on the full
volume, if desired. Halos identified by a halo finder can be passed to the generator
as halo objects, which generates the SSED for the stars in each halo separately.
Young stars, typically under 10 Myrs, are shrouded by dense, opaque clouds of gas
and dust, and they can be excluded from the SSED by a user-controlled setting.
For each star in the population, based on its age and metalicity, the flux
curve is pulled from the B&C tables, and added to a total flux for the population,
weighted by the mass of the star. More massive stars are more luminous, so they
contribute more to the combined flux. In actuality, it is impractical to include data
for every precise combination of star age and metalicity. Stars therefore have their
flux values interpolated between the two table entries closest to its age, above and
below, from the table entry with the closest metalicity value.
The total flux can be output in two ways. It can be simply written to a
text file that gives the flux in physical units as a function of wavelength. The other
option is to write out a SSED with the normalization wavelength determined by
the user, with a default setting of 5200Å. Three contrived example synthetic SEDs
are shown in Figure 6.20 for single age stellar populations. As might be expected,
old stars show more flux in the red, long wavelengths, while the very young stars
have a nearly flat distribution due to their much bluer color.

6.3.4

Star Particle Analysis Discussion
The tools presented above are most useful when they are used in conjunction

with other functions of yt. With only a few lines of Python, a user can locate the
halos in a simulation, and find the SED and star formation history for each of the
halos nearly automatically. Because the tools use Numpy functions throughout,
they are very fast and memory efficient, allowing speedy star particle analysis.
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Figure 6.20 Three synthetic SEDs for single age stellar populations are plotted,
all with solar metalicity (Z = 0.02), normalized to the flux at 5200Å, using the
Chabrier models.
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6.3.5

Future Improvements
At the present, there are no specific plans to improve these tools. As far

I am concerned, they are fully featured already. This could change depending on
the needs of other users of the tools. Depending on the nature of their requests, I
am very willing to make modifications and improvements.
During the private correspondence with Gustavo Bruzual about releasing
the re-packages data tables, he mentioned work on a newer release of the data
tables. If or when they become public, it will probably be worthwhile to make
whatever modifications required to allow the SSED to use then.

6.4
6.4.1

Halo Mass Function Toolkit
Introduction
The hierarchical distribution of mass observed in the universe is due to

small fluctuations in the density of matter and energy after the big bang. Matter
was preferentially gravitationally attracted to the over-dense areas, and as mass
accumulated in them, their attractive force grew stronger, in turn attracting more
mass even more strongly. This led to a buildup of mass over a wide range of length
scales, that eventually created the stars and galaxies we see today.
In the picture painted above, the universe starts out somewhat “clumpy”,
and gets more clumpy over time. Press and Schechter (1974) used linear perturbation theory to follow the clumps in time to create an analytical model of the
number density of halos as a function of mass in the universe. Put another way, for
a given chunk of the universe, the model predicts how many halos are expected to
exist of a particular mass in that volume, depending on cosmological parameters
and the age of the universe.
It is useful to compare the number density halos produced in a cosmological
simulation to an analytical fit, like Press-Schechter. In a simulation, the range of
masses of halos that it can faithfully simulate depends on several factors. For small
halos, it is limited by the mass and spacial resolution, and for large by the size of
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the cosmological box. Very large halos are very rare, so it is statistically rare to
have a large halo in a small volume. By comparing the simulated distribution of
halos to an analytic fit, the range of reasonably well-resolved and sampled halos
can be measured.
What is usually computed is the Halo Mass Function (HMF), which measures the average number density of halos greater than a given mass (see Figure
6.21). The toolkit presented here is capable of outputting a HMF for input data,
and an analytic fit given a set of cosmological parameters.

6.4.2

Implementation
There are two distinct but related parts of the HMF toolkit. They may be

operated separately, or seamlessly together by the user. The first accepts a list of
halo masses and builds a HMF from the data by binning the halo masses into a
histogram. The second part produces an analytical fit of the HMF for the given
cosmology, with a choice of four different analytical fits.
Data HMF
The input to the data-HMF is a simple text file listing the masses of the
halos in the simulation. Because of the way that other tools work in yt that deal
with halos, it is more convenient for the input to be a text file, rather than the halo
objects that other yt toolkits accept. The halos are binned into a histogram over
the full range of input halo masses using the Numpy histogram function, which is
fast an efficient. The total number of halos greater than a particular mass is found
by backward-adding the bins of the histogram, from large mass bins to small. In
this fashion, the value in the smallest halo mass bin should equal the total number
of halos (as all the halos are bigger or equal its value, by definition), and the largest
mass bin has just the very largest halos, identical to the original histogram binning.
Next, the bin counts are normalized by dividing by the volume of the simulation
in proper Mpc. If the user wishes, they may provide a volume in different units
(such as co-moving) for a different normalization of the HMF.
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The output is simple text file containing the value of the mass for each bin,
and the normalized halo number density for each bin.
Analytical HMF Fit
The analytical fit implementation is based on code generously provided
by Brian O’Shea. Originally written in C, it has been converted into Python
for inclusion in yt. The Python version removes the requirement that the code
be re-compiled when changing settings, and it can take advantage of the built-in
functions offered by yt for obtaining the cosmological parameters for a simulation.
Although C is faster than Python, the computational requirements for the analytical fit are so small that the speed differences are inconsequential, and there is no
downside to the Python version.
The original C version uses the GNU Scientific Library8 (GSL) to evaluate
an integral as part of the calculating the analytic fit. Although there are several
integration functions in Numpy, due to the particular nature of the integral (it
ranges from 0 < x < ∞, with the value at x=0 undefined), it was simpler to write
a custom trapezoidal integration function to replace the GSL functionality. The
integrator uses several Numpy functions so it is quite fast and accurate.
There are four different analytical fits available in the toolkit, and they each
produce slightly different output. This includes the original analytic fits of Press
and Schechter (1974) and Sheth and Tormen (2002), and the fits from N-body
simulations of Jenkins et al. (2001) and Warren et al. (2006).
Typically, an analytic fit is generated for comparison to the mass function
found from a specific dataset. Therefore, the inputs to the analytic HMF generator
are usually the cosmological parameters used to instantiate and run the simulation,
but a fit can be produced for any set of parameters, if desired. The different outputs
from each of the fit functions are shown in Figure 6.21, which plots the fits shifted
by powers of ten, in comparison to some example Enzo data.
In all cases, at around 107 M

the simulated halos drop below the expected

number density, indicating the low-end of the simulation’s mass resolution. At the
8

http://www.gnu.org/software/gsl/
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Figure 6.21 The four analytical fits are each plotted in conjunction with the mass
function for a sample Enzo dataset. The axes are correct for the Press-Schechter
fit on top, and the others are shifted downward by powers of ten along the y-axis
in the same order as shown in the legend.
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high end (>1011 M

), the halos are slightly more massive than expected, but

there are perhaps only tens of halos in this mass range because the simulation
does not have a large enough cosmological volume to statistically sample massive
halos. The upshot of a plot like Figure 6.21 is that it shows the mass range in
which the simulation’s halos are reasonably well sampled and resolved in mass and
space.

6.4.3

Halo Mass Function Toolkit Discussion
Integrating the HMF toolkit into yt offers several advantages. Converting

the code from C into Python removes the requirement of recompiling the code for
any change to the analytical fit parameters. Instead of entering the cosmological
parameters by hand, yt parses the data for the user automatically. As a part of yt,
creating a HMF and fit for a simulation can just be part of a larger data workflow.
Indeed, all the steps that must come before making a HMF, in particular, finding
the halos, can be accomplished in yt. This HMF implementation allows users to
better automate the data analysis process.
Future Improvements
If in the future new and better analytical fits are published, it will be trivial
to add them as an option to the toolkit. As for other features, at this time there
are none that need to be added. The HMF toolkit does its job well and efficiently.
Any new features would come in response to a users request, or as a fix to a current
flaw.

Chapter 7
Conclusions
The results of this dissertation in Chapter 2 are an investigation of a method
of producing “red and dead” galaxies by Naab et al. (2007). It is established that
it is possible to create galaxies qualitatively similar to the low resolution results of
Naab et al., but by using an unphysically-high star formation efficiency, and not by
gravitational quenching. The main effect of this is that all cold gas is very quickly
converted into stars, leaving only the hot ambient medium in the halo. Stars are
formed very efficiently early on, similar to Naab et al., but the galaxy is not entirely
quenched. Any new cold gas added to the halo is rapidly turned into stars before it
can be heated up by the ambient gas in the halo (by shock heating, for example).
Additionally, high resolution is key to modeling the graviational quenching effect
of minor mergers in Naab et al., and the resolutions of the simulations in Chapter
2 are too low to capture this effect.
The preliminary results in Chapter 3 hint that the gravitational heating
mechanism suggested by Naab et al. will not be reproduced. The simulation has
been progressed to z ≈ 2.7, and cold gas is streaming into the galaxy at the core
of the halo where stars would be produced. In contrast, in situ star formation
has nearly ceased by this redshift in Naab et al.’s simulations. These early results
resemble other published work on gravitational quenching, in which cold streams
of gas efficiently penetrate the hot halo up to z ≈ 2, feeding starbursts in the
galaxy. The simulation needs to be run at least to z = 1, past the point at which
gravitational heating should begin to take effect, so a better comparison can be
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made.
Two ways of parallelizing the halo finder HOP are described, profiled, and
benchmarked in detail in Chapters 4 and 5. This includes the massively parallel implementation Parallel HOP, which allows the efficient and rapid analysis of
very large datasets on supercomputers. Parallel HOP has been used throughout
Chapters 2 and 3, in particular as part of the merger tree used to analyze the
halo merger tree. Various other aspects of HOP are investigated, including how to
locate halos over a wider mass range by varying the runtime parameters.
Detailed descriptions of three tools that I have added to yt, and used
throughout this dissertation, are described in Chapter 6. The parallel structure
function generator allows a user to perform analysis on a dataset without having
to adjust for parallelism, which means a script that runs on a personal computer
will work on a massively parallel supercomputer without modification. The parallel merger tree outputs a simple SQLite file that contains the full set of inter-halo
relationships that can be used to drive powerful analyses using the many other
tools in yt. Finally, the star particle analysis toolkit builds synthetic SEDs and
star formation histories simply and easily. Each of these tools made the analyses
in Chapters 2 and 3 possible.
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