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Abstract 

Engineering Nanoporous Materials for Transformation Optics and Energy 

by 

Christopher Walker Gladden 

Doctor of Philosophy in Engineering-Mechanical Engineering 

and the Designated Emphasis in Nanoscale Science and Engineering 

 

University of California, Berkeley 

Professor Xiang Zhang, Chair 

 

The focus of this work is on the design and fabrication of novel optical devices that exploit 

gradients in refractive index to bend and redirect light with a new level of control. Optical devices 

have now entered every facet of modern life, and enormous potential exists to harness light in new 

or more efficient ways. One such potential application is cloaking, which allows an object to be 

hidden from optical detection. Such an effect can be achieved even at visible frequencies with a 

passive device that simply uses a gradient in refractive index. 

When light experiences a gradient in index it is effectively pushed or pulled in the direction of the 

gradient. The theory of transformation optics allows for gradient index optical devices to be 

designed by performing coordinate transformations to bend and deform a virtual optical space. In 

this way we can push or pull on a virtual space such that it is deformed in the desired manner, and 

then calculate the gradients in refractive index required to push and pull light so that it behaves as if 

it is in the virtual space. These devices can achieve interesting optical effects, such as optical cloaking 

and perfect light concentration. The limit to the technique of transformation optics, however, is the 

fabrication of the designed devices. Transformed devices often require anisotropy, magnetic 

resonance, and large changes in refractive index in arbitrary profiles. To address this issue we 

develop additional theory to reduce these requirements, and several fabrication techniques are 

explored, beginning with traditional nanolithography and then moving to larger scale electro-

chemical processes.  

The key to fabrication of transformation optics devices is the effective medium theory, which states 

that if the components of a composite material are deep sub-wavelength, the material gains the 

effective properties of the mixture of its components. We have focused on porous silicon-based 

materials where the pore size is deep sub-wavelength and pore density can be spatially controlled. 

This variable pore density allows us to create gradients in refractive index. Using these techniques we 
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have demonstrated low index materials with exceptionally low surface roughness, cloaking of light in 

the visible spectrum, the fabrication of a gradient index concentrator, and even a lithium-ion battery. 

The first chapter of this dissertation describes the background of transformation optics and explores 

several examples of how the technique can be applied. The second and third chapters describe the 

design and nano-fabrication required to realize a cloaking device that operates at visible frequencies. 

This includes the fabrication of tunable low index optical substrates, the design process for a 

transformation optical cloak and experimental realization of the cloaking device. The second part of 

this dissertation focuses on applying these technological developments towards renewable energy by 

developing better fabrication processes that can create larger and more practical devices. This 

specifically includes the design of gradient index solar concentrators, large scale high throughput 

gradient index fabrication techniques, and porous silicon for lithium ion batteries. 
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in an oxygen environment. (c) The relationship between refractive index and etching 

current for porous silicon before and after oxidization, as measured by FTIR 
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exceeds the bulk index of SiO2 due to the remaining fraction of silicon.  As a result 

the calculation for porosity of SiO2 at low etching currents is incorrect. ....................... 26 

Figure 2.4 - The oxidation thinning process for porous silicon. The chip with an initial porous 

silicon layer (a) is removed from the etching chamber and dried. The chip is then 

placed on a hotplate at 300C for 10 minutes to oxidize a thin layer of silicon (b). The 

chip is then dipped in dilute HF (100:1) in order to remove the thin oxide layer, but 

leaving the silicon layer. Finally a rapid thermal annealing process is used to convert 
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Chapter 1. Transformation Optics 

1.1. Transformations and Porous Materials 
 

The purposeful manipulation of light has been a subject of intense human interest for many years. 

Sight is arguably the most information dense of the senses, and our interest in the visual world has 

informed much of human development. Light has allowed scientists to explore and understand stars 

at the far edges of the universe as well as the cellular mechanisms that are the fundamental 

components of life. Through all of this development our primary means of manipulating light has 

remained the lens. Composed of two or more surfaces that are interfaces between materials of 

different refractive index, a lens manipulates light by means of refraction. The spatial position and 

direction of propagation of the light determines the angle at which it is refracted at each of the 

interfaces, and by tailoring the curvature of the surfaces it is possible to focus light. Other optical 

components such as waveguides and mirrors can also be used to manipulate light, and waveguides in 

particular have seen a large increase in research and applications. The way that optical components 

are designed has also remained largely unchanged, where systems of lenses are assembled to create a 

focal plane with minimal aberration or distortion. 

A promising new method of designing or modifying optical components was recently proposed [1], 

[2]. In this method, referred to as transformation optics, an optical component is designed through 

clever use of coordinate transformation. While this technique can be used to create lenses, it can also 

be used to create new kinds of optical components that traditional design methods can’t achieve. 

The cost of this new transformation optics design technique is that the resulting the device requires 

properties that are often difficult to achieve in typical optical materials such as anisotropy, magnetic 

response, or gradients in refractive index. To address these intense material requirements a new field 

of materials research has emerged, which seeks to create new materials by assembling unit cells that 

have specific properties into a “metamaterial”. The idea of using such discrete units to compose an 

optical material was first explored in the early 1800s by Lorenz, Clausius, and Mossotti [3] whose 

theories later became the foundation of effective medium theory.[4] The field of metamaterials, 

however, was ignited by the theoretical [5] and experimental [6] demonstration of negative refractive 

index. 

Metamaterials offer the ability to tailor properties in arbitrary ways, creating anisotropic, magnetically 

resonant, or gradient index devices. Many metamaterial devices demonstrated so far have relied on 

some resonant effect to achieve the desired properties [7-9], and these resonances have enabled 

incredible properties, such as negative refractive index, but are also a major limitation for 

metamaterials. Since the resonators will only respond to certain wavelengths of light, the spectrum 

over which the metamaterial will behave as desired is restricted, additionally the resonators 

themselves create losses in the material, so the transmission through the device is low. One subset of 

metamaterials, however, doesn’t suffer from these drawbacks, and can be used for broadband and 
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low loss applications. By carefully designing the transformations, it is possible to reduce the 

anisotropy and magnetic response to low enough values that they can be neglected, so that the only 

requirement is to have a gradient in refractive index.[10,11] 

These gradient refractive index devices designed with transformation optics have the potential to 

introduce new ways of interacting with light, and owing to their broadband and low loss behavior, 

they could potentially be integrated into solar energy applications. One such example is shown 

schematically in Figure 1.1. Traditionally, solar cells (or any other light absorbing electro-optical 

device) are coated with a single or multi-layer anti-reflection coating that helps reduce the reflection 

losses at the top interface, as seen in Figure 1.1(a). This coating however, only prevents the incoming 

radiation from being reflected, and easily allows light reflected off the backside to escape. To address 

this issue some solar cells have textured interfaces, which scatter light into high angles and have been 

shown to increase radiation path length inside the device.[12] This scattering is a random effect, and 

as a result, very little can be done with the light optically after this scattering event. Transformation 

optics on the other hand, could potentially be used to create an optical layer that allows for 

generalize light control, providing concentration, collimation, or angular distribution as required by 

each particular device. This new paradigm of optical components will require a new set of materials 

to achieve the index gradients described by the transformation optical design technique. 

 

Figure 1.1 – Light control schemes in solar cells. (a) Traditional anti-reflection coatings provide 
enhancement to the quantity of light entering the system, but do not alter the path of light in the 
system. (b) Textured surfaces randomly refract and reflect light over a wide range of angles, and on 
average will increase the path length light travels within the system. (c) Transformation optics 
provides the potential to rationally design light management systems, without having to rely on 
randomization effects. 

Gradient index devices have existed for many years, and are commonly used in fiber optic 

applications, but have not become a part of mainstream optics components due primarily to 

difficulties in fabrication.[13] Most existing gradient index optics are created using variable doping 

patterns in glasses or semiconductors, and while this technique can achieve some simple gradient 

profiles, it is nowhere near capable of creating the complex gradients described by transformation 

optics.[14] In addition to limited spatial control over refractive index changes, the magnitude of the 

change resulting from doping is also quite modest, with        in most devices.[15] With the 

exception of a gradient index lenses design for use in fiber optics, very few gradient index devices 
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have be fabricated on an appreciable scale. One potential alternative to doped glasses is porous 

materials, which can act as optical media if the pore size is sufficiently small. 

Porous materials with pore size and pitch much smaller than the wavelength of light are considered 

an “effective media”, meaning that the electromagnetic properties are a combination of the 

properties of the solid porous material and the liquid or gas that fills the pores. While many complex 

theories exist (and will be discussed later) for describing the relative contribution of each 

component, a weighted average gives a good estimate of the resulting properties in most cases. For 

example a material with      , therefore, could be made 80% porous and have a resulting index 

of      . If it were somehow possible to continuously vary the porosity of a material spatially, 

then the range of refractive index available for gradient index devices could be 5-10 times greater 

than what is available currently. 

This dissertations attempts to address this potential for new optical devices by presenting both the 

theoretical and fabrication developments required to realize such devices. The remainder of Chapter 

1 develops the basic theory behind transformation optics and applies it to several pedagogical 

examples. Chapter 2 describes a porous material with tunable porosity that demonstrates a wide 

range of refractive index, albeit without spatial variation, and can be used as an optical substrate for 

transformation optics devices described later. Chapter 3 develops the transformation optical theory, 

nano-fabrication, and experimental realization of a cloaking device for visible light. This chapter 

highlights the potential of transformation optics, while also revealing the fabrication bottleneck for 

achieving large scale devices. Chapter 4 explores the use of transformation optics to design solar 

concentrators, such as the one pictured in Figure 1.1. Chapter 5 describes a new fabrication 

technique that can achieve the large-scale gradient index fabrication required by many 

transformation optical devices, without requiring any high level nano-fabrication tools. Finally 

Chapter 6 describes an unexpected but welcome application of this work, which is using the same 

porous materials that were designed for optical devices as anodes for Li-ion batteries. Through the 

developments described in this dissertation I hope to reveal that we are on the cusp of an optical 

revolution. 

1.2. 1-D Transformation 
 

Transformation optics is based on a well-known property of Maxwell’s equations, form invariance 

under coordinate transformation. This means that the equations will remain the same, and that the 

coordinate transformation will result only in a change in the constants. We can exploit this fact by 

bending and deforming the coordinates and the light in the system will follow accordingly. While the 

use of this property to control the flow of light was originally proposed some time ago [16, 17], it is 

only recently that transformation optic has received significant attention.[18] A simple way to 

understand the technique is to examine a 1-D transformation. 
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Imagine and optical space exists, defined by a Cartesian coordinate system with perfectly square unit 

cells. This is an un-transformed space, and light will propagate through it in a straight line, as shown 

in Figure 1.2(a). Maxwell’s equations in this optical space can be written as: 

           
  

  ⁄  

           
  

  ⁄  

Where   and   are the electric and magnetic field,    and    are the magnetic permeability and 

electric permittivity of vacuum, and      and      are the permeability and permittivity tensors for 

the material in each case respectively. 

 

Figure 1.2 – 1D Transformation. (a) Optical rays, denoted by red arrows, propagate across an optical 
space denoted by a Cartesian coordinate system and travel in a straight line. (b) Compressing a region 
of the optical space changes the propagation of the rays inside the compressed region. (c) Since the 
optical space is compressed only in one direction, the transformation is anisotropic, and light 
propagating with perpendicular and parallel magnetic fields will experience different optical constants. 
The electric field is always perpendicular to the compressed region in this example. 

The coordinate invariance of Maxwell’s equations can be understood in terms of the rays shown in 

Figure 1.2(a). These rays will always propagate through the system in the same way, and the rays are 

effectively glued to the coordinate system, so if we distort the coordinate system, the propagation of 

the rays will be distorted likewise. For example if we compress a region of the optical space, as 
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shown in Figure 1.2(b), we expect to see a distortion of the propagation of the rays. In this case the 

effect looks similar to refraction, and indeed it is, but we can actually derive the      and      

required to achieve this transformation. Since the electric and magnetic fields are symmetrical it 

follows that          . 

We can examine two rays propagating through the system to determine the values of      and     . 

The first ray, traveling parallel to the axis of compression shown on the left in Figure 1.2(c), has a 

magnetic and electric field perpendicular to the compression axis. Since the ray is glued to the 

coordinates, the compressed ray has the same path-length as the uncompressed ray, so we can write: 

         

Where   is the original thickness of the compressed layer, we define   as the compression factor in 

the compressed region,    is the free-space wave vector, and    is the wave vector inside the 

compressed region, parallel to the compression axis. We can now solve for    and   , the 

permittivity and permeability along the axis perpendicular to the compression. Using the definition 

of the wave vector we can then write: 

     √     

          

The second ray, traveling perpendicular to the axis of compression, is shown on the top in Figure 

1.2(c). This ray has an electric field perpendicular to the axis of compression, but a magnetic field 

which is parallel. Since this ray is traveling perpendicular to the compression, it must have the same 

propagation as a ray in free-space, so we can write: 

     √       √        

Using the values for    and    we solved above we find: 

        

Interestingly, because in this system           the boundary between the compressed and 

uncompressed regions is impedance matched, so there is no reflection even though a refractive 

effect is observed. The resulting material is anisotropic, and requires both magnetic and electric 

response. We can take this concept of coordinate transformations a step further by developing a 

framework to apply such transformations in more than one dimension. 

From this simple example the potential of transformation optics can be easily understood. This 

technique isn’t limited to electromagnetic waves. Recent work have extended this technique into 

transformations for elastic [19, 20] and matter waves.[21] 
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1.3. Multi-dimensional Transformations 
 

In a multi-dimensional system we must now account for the distortion of all three principal axes. We 

will define a three dimensional coordinate system x, where x is a tensor that can be expressed as    

where   represents the spatial dimension ( ,  , or  ) corresponding to one of the Cartesian 

coordinate directions ( ,  , or  ). In this coordinate system we can write Maxwell’s equations for a 

wave of fixed frequency as: 

            

            

With   and   are the permittivity and permeability defined as functions of the three dimensional 

spatial coordinate x as: 

       

       

It is important to establish   and   as tensors, since as we have seen above the properties resulting 

from a transformation will be anisotropic and spatially varying. If we perform a coordinate 

transformation defined by         then due to the invariance of Maxwell’s equations we can write 

in the new space [22, 23]: 

               

               

Where the prime symbol indicates that each variable is expressed in the new coordinate system. 

Using the coordinate transform we defined, we can renormalize the transformed electric and 

magnetic fields in terms of the Jacobian matrix A, where each element is defined as: 

  
   

    

   
 

The equations for the fields then simplify to: 

                  

                  

Using the above relations it is possible to derive the electromagnetic property tensors   and    in 

the new coordinate system as a function of the properties in the original medium,   and  , and the 

Jacobian of the transformed space A. 
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With these fully defined properties, it becomes possible to specify the material constants required to 

achieve any transformation. To create a device that manipulates the flow of light, we only need to 

determine the coordinate transformation that provides the distortion that we seek, and then the 

resulting material properties can be derived. While this simple set of equations allows for many 

different devices to be imagined, most practical devices require some simplifications in order to 

achieve realistic material properties. The following sections discuss several examples of how this can 

be done. 

1.4. Cylindrical Cloak 
 

A cylindrical cloak was one of the first proposed [1, 2] and demonstrated [24] applications of 

transformation optics. It is useful to examine a radial cloaking device in order to understand how 

this technique can be used to design novel optical materials. A cylindrical cloak is a hollow cylinder 

of optical material that is capable of masking the object at its center. When viewed at an angle 

normal to the axis of the cylinder, the object appears infinitesimally thin, and as a result it becomes 

invisible. 

To design a cylindrical cloak, we first define a cylindrical coordinate system with an object located at 

the origin and of radius   , which lies completely inside a larger space of radius    that contains the 

object. This original un-transformed space is shown schematically in Figure 1.3(a). If we now take all 

of the coordinates       and transform them into a new space where           then the 

coordinates {     } of the original system have been transformed to {        } in the new system. 

The transformation results from the compression of the object inside    so that in the new space it 

doesn’t exist, which means that the new radial coordinate begins at          . This 

transformation is shown schematically in Figure 1.3(b). The object that used to lie at the origin is still 

present, however, much like in the 1-D example above, we have compressed the coordinate system 

that contained the object so much that it has become extremely small. At the same time the 

remaining optical space outside the object has been stretched to compensate for the compression of 

the object.  
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Figure 1.3 – Radial Cloaking Device. (a) An object lies at the origin of a radial coordinate system, and 
it occupies an inner radius, outside of which is free space. (b) Using a coordinate transformation we 
can create a virtual coordinate system where the object region is compressed to be a point at the 
origin. The free space around the object becomes stretched as a result. (c) After some approximations 

the transformation results in a radial variation in    which can achieve the cloaking effect. Light that 
interacts with the system shown in (c) will pass by the object undisturbed. 

Using the definition above we can easily extract the relational equations between the two coordinate 

systems as: 

   
     

  
                 

This transformation equation completely described the compression and expansion we applied to 

the radial system, and using it we can calculate the material properties required for this 

transformation [1]. 

      
    

 
 

      
 

    
 

      (
  

     
)
     

 
 

The properties derived are unfortunately highly anisotropic and spatially varying in the radial 

direction. This anisotropy presents a particular fabrication challenge, since anisotropic materials 

occur rarely in nature and are difficult to fabricate owing to the multi-dimensional structures 

required. In order to simplify the transformation, and thereby the fabrication requirements, we can 

apply several assumptions, the first of which is that if we fix the polarization of light, then the 

material’s   and   will only vary along the axis of the electric and magnetic fields respectively. If 

additional simplifications are made such that perfect impedance matching isn’t required, the 

equations can be simplified [24]. Applying these two simplifications we arrive at: 
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   (
    

 
)
 

 

     

   (
  

     
)
 

 

Where now    and    are spatially invariant and    varies radially. A cloaking device employing this 

transformation was demonstrated in the microwave range using resonators with dimensions that 

varied in the radial direction.[24] While this successful cloaking experiment was the first of its kind, 

many drawbacks exist for this technique. Primarily, the cloak requires variation in    which must be 

achieved using a resonator to generate a non-unity value of  . These resonators have inherently high 

loss and narrowband devices [6, 25]. Additionally, magnetic responses on the order achieved in this 

experiment are not practically achievable at optical frequencies [26, 27]. Some efforts to overcome 

these limitations have been successful [7, 28], however, these optical metamaterials still suffer from 

large dispersion effects, which limit their functionality. While microwave frequency cloaking 

provided an interesting proof of concept, cloaking an object at optical frequencies is significantly 

more interesting. To overcome the limitations of this type of cloak, another type of transformation 

can be performed, using a technique called quasi-conformal mapping. 

1.5. Quasi-conformal Mapping 
 

Many possible techniques have been proposed for overcoming the drawbacks of the radial cloak. 

The use of non-Euclidian coordinate systems [29], elliptical geometry [30], plasmonic shells [31], 

quadratic transformations [32], and TM-polarization [33] have all been explored, but still failed to 

relax material property requirements enough to allow cloaking, or any other transformation, in the 

optical frequencies. A different technique, which eschews the radial geometry for a planar system, 

allows for radically relaxed material properties through clever reductions in anisotropy and magnetic 

response.[10] The unique property of this technique, which limits the transformation to a one 

dimensional plane, is that the singularities and anisotropy that normally result from the 

transformation are instead manifested as larger gradients in refractive index.[34] 

To eliminate anisotropy and singularity from the transformed system, it is necessary to perform only 

modest levels of transformation, and to avoid collapsing regions of optical space to singular points 

such as the radial cloak. Instead we can define a function to minimize the anisotropy in the system 

by controlling how the coordinate system is distorted. To do this we first define the covariant metric 

of the transformation in terms of its Jacobian matrix  . 
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This metric can be related to the anisotropy in the system,  , which is defined as the maximum ratio 

between the refractive indices in the directions of the coordinate system. 

  
 

 
 

     

√      
 

In order to minimize this anisotropy function, the quasi-conformal mapping method uses the 

Modified Liao Functional, 

  
 

  
∫   ∫   

 

 

 

 

      

      
 

Where   and   are defined as the width and height of the transformed region and     are the 

virtual coordinates of the transformed system. The effect of this minimization function is that the 

originally square Cartesian coordinates are transformed into rectangles with nearly constant aspect 

ratio. When performed on a suitable system, the aspect ratio of the resulting coordinate system is 

close enough to square that the resulting properties require so little anisotropy that it can be safely 

neglected. Traditionally transformations distort the coordinates into high aspect ratio rectangles or 

parallelograms which will result in large degrees of anisotropy. This technique however produces 

smooth variations in refractive index, which can be achieved without resonant elements and open 

the door for new broadband transformation optics devices that operate without resonant elements. 

The first demonstrations of this technique at microwave [35] and infrared [11] confirmed this 

broadband behavior in cloaking devices. Later work also showed that this technique is effective for 

designing other types of devices, such as plasmonic lenses [36] and multifunction devices [37]. While 

this technique is powerful, it is also mathematically complicated, and recently a much simpler 

method for achieving the same transformations was proposed.[38] 

1.6. Quasi-conformal Mapping Using Laplace Equation 
 

Up to this point all of the transformations described were geometrically simple and involved only 

compression or expansion of a single coordinate. This simplicity allows for tidy analytical 

descriptions of the required optical constants, but ultimately most practical devices will involve 

transformations that require numerical solutions. Using numerical tools allows us to draw the 

geometry of the two coordinate systems we wish to transform between, without having to develop 

equations to precisely describe the transformation. As an additional benefit, when used correctly we 

can use the numerical tools to minimize both anisotropy and magnetic response such that gradient 

index devices can be easily designed.[38] 



 

11 
 

As an example of the power of this technique, we will examine the results of a transformation 

applied to a Luneburg lens. The Luneburg lens, first described by Luneburg in 1964 [39], is itself a 

gradient index optic. It consists of a radial gradient given by the equation: 

  √   √  (
 

 
)
 

 

This gradient is defined such that any collimated light entering the sphere is focused on the surface 

of the sphere at the point on the opposite side of the sphere that is intersected by a line parallel to 

the propagation of the light which also intersects the center of the lens. Thus all rays of a given angle 

that intercept the lens will be focused to the same point, regardless of their spatial offset from the 

center. This property, among others, makes the Luneburg lens an appealing device to study, since it 

is possible to create a perfect (albeit curved) image using such a lens. In order to make the Luneburg 

lens more useful, it would be convenient if one part of the lens were made flat, such that the lens 

could focus onto a flat surface, like a sensor. 

In order to flatten the Luneburg lens we start with a 2D case, and describe a circular lens with a 

refractive index profile as shown in Figure 1.4(a). We can now define an optical space, the shape is 

arbitrary, but since we are using Cartesian coordinates a rectangle makes the definition of boundary 

conditions simple. The rectangle is chosen to be significantly larger than the lens, the reason for this 

will be discussed later. The lens is then embedded in the optical space, with a portion of the lens 

hanging below the bottom of the rectangle, as shown in Figure 1.4(b). This overhung portion will be 

flattened as we develop the transformation, and the percentage of the diameter which is over the 

boundary will be known as the compression factor   which will be expressed as a percentage. 

The new system consists of 6 boundaries, which are marked in Figure 1.4(b). In order to achieve the 

compression, boundary 5 will be flattened so that it is collinear with 4 and 6. Once this 

transformation is performed the resulting device will be a rectangle, as shown in Figure 1.4(c). One 

edge of the device has been flattened, but the transformation will create a gradient index object that 

fills the entire optical space. The rectangle that defines the space should be chosen to be large 

enough such that the properties are approximately equal to vacuum at boundaries 1, 2, and 3. 

To transform the coordinate system from the virtual space shown in Figure 1.4(b) to the desired real 

space shown in Figure 1.4(c) we first have to geometrically define the virtual space, then set the 

boundary conditions that flatten the desired surface (boundary 5 in this case), generate a map of 

refractive index in virtual space, and then finally translate the virtual map into real space to retrieve 

the required index profile. The index profile in the virtual coordinate system is found by solving two 

instances of the Laplace equation (     , one for the x-direction and one for the y-direction. 

Using the boundaries numbered in Figure 1.4(b) we define    to be the x-direction transformation 

then we define Neumann boundary conditions on surfaces 2, 4, 5 and 6 and Dirichlet boundary 

conditions on surfaces 1 and 3 with values equal to     and      respectively. This set of boundary 

conditions allows the x-direction coordinates of our transformation to deform around the 
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protruding portion of the lens. Next, we define    to be the y-direction transformation, and we can 

specify a second set of boundary conditions for this equation where surfaces 1 and 3 are Neumann 

boundary conditions and surfaces 2, 4, 5, and 6 are Dirichlet boundary conditions. Since we have to 

define a value for the Dirichlet boundaries we set surface 2 equal to      and more importantly, we 

set surface 4, 5 and 6 all equal to zero. By setting surface 5 equal to a constant, we are flattening the 

protruding bump. 

 

Figure 1.4 – Transforming a Luneburg lens. (a) The Luneburg lens has a radial refractive index 
gradient, and focuses collimated light from any angle onto the opposite surface of the lens. (b) To 
design the transformation the lens is placed in a virtual optical space and a portion of the lens defines 
the lower boundary. The circled numbers indicate the boundaries of the system. After applying the 
transformation the virtual space shown in (b) is converted to the real space shown in (c). The 
transformed lens has a flattened focal plane along a portion of is surface; dashed line indicates the 
profile of the original lens. 

Now we can use the derivation for multi-dimensional transformations to define a set of global 

expressions that will be solved by our numerical solver while it finds a solution to the two Laplace 

equations. We can specify the components of the Jacobian   where the   or   subscript indicates 

the component in that direction. 

        
   

    
   

 

       
     

  

       
   

    
   

 

       
     

  

Now using the definition we have for   we can write the functions for permittivity in the different 

directions within the material as a function of the Jacobian matrix  . 
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If done properly this technique will result in a material property tensor where the only significant 

component is in the z-direction, eliminating the need for anisotropy as long as the electric field is 

confined in the x-y plane.  

The results of the numerical calculation are plotted below in Figure 1.5. The refractive index profile 

of the virtual space compressed 10%, 25%, and 50% is shown in Figure 1.5(a), (b), and (c) 

respectively. The white region is defined by     with blue regions as       and red regions 

     . As the percentage compression increase, the range of refractive index also increases, which 

is a common theme in transformation optics. The greater the compression, or the sharper a bend 

that a coordinate system makes, the more dramatic the variation in refractive index required to 

achieve it. This should make intuitive sense, given that it with index gradients it is easier to make 

gradual instead of sudden changes to the propagation of a beam. In the virtual space plots the black 

lines indicate the real coordinate lines for the x-y coordinate system.  

It is also useful to describe transformation optics in terms of the distortion of individual unit cells, 

since this is how the numerical calculation takes place. As we saw in the 1-D transformation case, if 

a unit cell is stretched the refractive index goes down, and if it is compressed the refractive index 

goes up. Since the path length of light is conserved, light must travel more quickly through the larger 

unit cell and more slowly through the smaller unit cell so that they are equal and the entrance and 

exit. If we examine the curvilinear coordinate system that is superimposed on Figure 1.5(a)-(c) we 

can see that the larger unit cells are blue (high index), and the smaller unit cells are red (low index). 

This might at first seem to contradict the prior statement regarding the role of unit cell distortion in 

determining index, however, since the system picture is in fact the virtual system, it is the inverse of 

these unit cells that matters. As a result, all the unit cells pictured in (a)-(c) will be transformed into 

the x-y coordinate system, where they will all be the same size, meaning that the cells which are large 

in virtual space must be compressed to be equal to their counterparts in real space, and likewise for 

small unit cells. As a result we see high index at regions of high compression, particularly at the 

bottom apex of the circle, and low index at regions of high expansion, particularly at the corners 

where the circle meets the rectangular boundary. 
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Figure 1.5 – Transformed Luneburg Lens. A Luneburg lens of radius 1 is embedded in a 2x4 optical 
space with a different fraction of its radius impinging on the lower edge of the space, 10%, 25%, and 
50% in (a), (b), and (c) respectively. The virtual space shown in (a)-(c) is crossed by the x-y 
coordinates shown as solid black lines. The distortion of each x-y unit cell corresponds to the change 
in refractive index. Regions of high compression near the corners of the lens show lowered index 
(red) whereas regions of high expansion near the apex of the lens show increased index (blue). By 
transforming from the virtual coordinate system to the real system, the final index profiles (d)-(f) are 
obtained. As the percentage compression increase the refractive index requirements also increase due 
to the greater distortion of the coordinate system. 

Now that the index profile of the coordinate transformation has been derived the next step is to 

multiply the virtual space index profile by the actual index profile of the Luneburg lens so that the 

resulting device will behave as a Luneburg lens. This is done by simply defining an index profile for 

the lens and multiplying it by the map shown above in Figure 1.5(a)-(c). Then the resulting profile 

should be transformed (usually by interpolation) into the real coordinates so that the final device 

geometry can be seen. The results of this final transformation are shown for 10%, 25%, and 50% 

compression in Figure 1.5(d), (e), and (f) respectively. In Figure 1.5(d) the outline of the original 

Luneburg lens can be seen, since the relatively modest compression leaves the majority of the lens 

un-transformed. The index at the top 3 boundaries fades nearly to one in (d), but (e) and (f) show 

some small index variation along the boundaries, this could be easily corrected by increasing the size 

of the optical space around the lens, but was left as an instructive error. As the lens is shifted further 

down and the compression increases, the original profile of the lens is lost, and the final device 

shown in (f) looks nothing like the original Luneburg lens, owing to the strong index variation 



 

15 
 

required by the transformation overpowering the more subtle index variation required by the lens 

itself. One important simplification which is made in this device is that the bottom boundary is not 

impedance matched, which can be clearly seen since the refractive index is non-unity along the 

bottom edge. This does not prevent the Luneburg lens from being used both for focusing or 

collimating a point source, but it does introduce reflections at the interface that are not present in 

the original circular lens. 

Now that we have created our first useful transformation optic device, numerical simulations can 

provide an easy avenue to examine its performance and check it against the performance expected 

from an un-transformed Luneburg lens. 

1.7. Performance of Transformed Luneburg Lens 
 

While the fabrication of Luneburg lenses and even transformed Luneburg lenses has been described 

previously, little attention is paid to the parametric variation of refractive index range to 

compression ratio. Since available refractive index range is often the limitation for transformation 

optics fabrication, throughout this dissertation there are discussions focused on designing 

transformation optics such that they lie within the index range limits given by the particular 

fabrication technique to be employed. For the Luneburg lens in particular, we saw in Figure 1.5 that 

increasing the compression increased the index range, and that information is plotted graphically in 

Figure 1.6. 

 

Figure 1.6 – Refractive index range and acceptance angle of a transformed Luneburg lens as a 

function of compression. Lens refractive index included. 

The completely uncompressed Luneburg lens has a        which is already well outside most 

existing techniques for creating gradient index devices, and as Figure 1.6 clearly shows, adding the 

compression quickly increases that required index range by an order of magnitude. Also plotted is 

the acceptance angle of the lens, defined as the range of angles over which light collected by the lens 

will fall on the flattened region. Clearly if the range of angles that the lens must function over is 
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limited the device fabrication would be simplified by minimizing the amount of compression. For 

some applications, such as solar concentration, the acceptance angle should be very low (<10°) and 

the result is that very little compression is required to achieve the desired effect. Further discussion 

on transformations for solar concentrator applications can be found in Chapter 4. 

 

Figure 1.7 – Finite element simulations of electromagnetic performance of transformed Luneburg 
lens. Each plot is broken into two halves, electric field strength out of the plane is shown in the top 
graph (green) and total EM power is shown in bottom graph (blue). Solid black squares indicate the 
transformed optical space, and the solid curved lines indicate the lens region. In (a)-(c) the 
performance of the lens at various angles of incidence is plotted, with the center of the beam directed 
at the center of the lens. Note the focal point shifts along the flattened surface dependent on incident 
angle. In (d)-(f) the performance of the lens at a fixed angle and variable x-offset is plotted. The focus 
remains at a fixed location on the flattened plane regardless of x-offset. 

 

For the remaining analysis we chose the 10% compression case owing to its sufficiently high 

acceptance angle and relatively reasonable index range requirements. Figure 1.7 shows finite element 

electromagnetic simulations of the device pictured in Figure 1.5(d). In each the z-direction 

component of the electric field is shown in the top half, and the total electromagnetic power density 

is show in the lower half. The simulations are performed with 532 nm light on a lens with 2 µm 

diameter with impedance matched layers to prevent reflection at the focus. Figure 1.7(a)-(c) show 

the response of the device to variations in angle of incidence, where the center beam is always 

intersecting the top of the lens. The variation of angle results in the expected spatial variation of the 

focus, with (c) showing the focus at the far edge of the flattened region just as the lens stops 

capturing light. The power plots in (a)-(c) show that the focus of the beam falls along the flattened 
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plane. In Figure 1.7(d)-(f) the performance of the lens at fixed angle (20°) and variable x-offset is 

shown. In this case, regardless of the x-offset, all the light impinging on the lens is focused to the 

same point. This property is not found in all lenses and can be extremely useful in certain 

applications where it is important to determine the incident angle of light in addition to its spatial 

position. 

As expected the transformed Luneburg lens performs identically to a traditional Luneburg lens over 

the range of angles which the transformation is designed. Microwave frequency experiments have 

proven that such a transformed lens performs precisely how it was designed.[40] The lens is 

expected to function just as well under reciprocal conditions. Indeed, the reciprocal function was 

used to demonstrate this type of transformed lens at the infrared frequencies.[41] 

1.8. Conclusion & Outlook 
 

As was demonstrated through the examples in this Chapter, transformation optics offers a set of 

tools for designing or modifying optical elements and devices. These resulting devices can have 

extreme material properties, but through intelligent use of assumptions and simplifications it is 

possible to reduce the requirements of these devices to within the limits of existing fabrication. This, 

however, highlights one of the most important aspects of transformation optics research, which is 

that refractive index variations available are the ultimate limit for such devices, and any techniques 

that can be used to increase the useful range of index in gradient index devices will enable more and 

more powerful transformation optics devices. This dissertation will introduce several fabrication 

techniques that allow transformation optics devices to operate in ways that were previously difficult 

or impossible to achieve. 

Continued developments in transformation optics theory are demonstrating the utility and flexibility 

of the technique, with more and more exciting devices being proposed each year. Ultimately it will 

be the development of a large scale, large    fabrication technique that will lead to the realization of 

many of these devices. 
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Chapter 2. Tunable Low Index Substrate 

2.1. Low Index Materials 
 

The refractive index of a material determines the light-matter interactions that are the foundation of 

photonic devices. A simple lens for example consists of a sharp boundary between two materials of 

different refractive index. If this boundary is curved, then the light that passes through it becomes 

convoluted with that curvature. This principal has been used to design countless optical devices, 

everything from eyeglasses to telescopes. An optical fiber uses the sharp boundary at the edge of the 

fiber in order to trap the light inside. While for many applications a material such as glass or plastic 

works perfectly well, the next generation of optical devices will require access to a broader range of 

refractive index, both higher and lower.  

Many applications of photonic devices require low index materials in order to achieve high quality 

devices.[1] Glasses have served this purpose for many years, since a range of dopants allow the index 

to be tuned as desired to meet the needs of many different devices. There is a limit, however, on the 

minimum index obtainable by using these glasses, and as a result there is a small but steady stream of 

novel low index materials that have been proposed.  

As was described in Chapter 1, transformation optics allows us to design many different optical 

devices. The most common embodiment of these devices comes in the form of waveguide 

configuration silicon on insulator [2, 3], where a high index silicon layer serves as a waveguide and is 

sitting on top of a low index silicon oxide. The index contrast between the two allows the light to be 

trapped inside the silicon layer. The silicon layer is patterned using high resolution nano-lithography, 

and the small holes drilled in the silicon control the local filling fraction of silicon. Using this 

variation in filling fraction it is possible to achieve the wide range of refractive index that 

transformation optics devices require. Figure 2.1 shows the index range required for typical infrared 

transformation optics devices.[4] 

There is a strong desire to demonstrate these transformation optics devices at shorter wavelengths, 

so that they can operate with visible light. When moving to visible wavelengths, however, a new 

waveguide material is required, since silicon is strongly absorbing. If we choose a material such as 

silicon nitride, the minimum index required in the waveguide part of the device drops below the 

index of silicon oxide, as shown in Figure 2.1. In a waveguide system, the light is trapped in the high 

index layer by total internal reflection. In this case the silicon oxide would no longer be able to 

isolate the waveguide, and light would escape from the waveguide and render the device non-

functional. To counteract this effect we require a lower index material that can still serve as a 

suitable substrate for visible wavelength transformation optic devices. 
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Figure 2.1 – Refractive index is plotted against wavelength for silicon (orange) and silicon nitride 
(blue). Also show is a typical refractive index range required to achieve a cloaking device. In infrared 
systems silicon oxide serves as a low index substrate for the high index silicon waveguide. In visible 
systems (shown in blue) the available materials prevent the use of silicon oxide, since it does not have 
a sufficiently low index to prevent leaking of energy from the waveguide. A low index substrate 
material is required, shown in the lower dotted line. Inset shows the relationship between scattering 
and lattice constant for periodic inclusions in a material, for visible wavelengths the pitch must 
approach lambda/4 in order to prevent significant scattering in the device. 

When designing a low index material, there are several important parameters to consider. The 

primary concern is the refractive index, which determines the speed at which light propagates 

through the medium and also determines how light will interact with its interfaces. An important 

secondary concern is the material attenuation, which can manifest itself as either absorption of light 

or scattering of light. Another secondary concern is the material quality at the interfaces, how 

smooth or rough the material is determines how well light enter and exits the material. The final 

concern is with dispersion, which is the variation of the refractive index with wavelength. This 

particular property only matters if the application calls for broadband performance, but in some 

cases dispersion can be the limiting factor. 

 

Polymers provide a suitable alternative to glasses in many applications and are available in a wide 

range of refractive index. Bulk polymers, however, cannot generally be found in refractive index less 

than 1.3 [5] and are also not as durable as glass or other inorganic optical materials. Particularly for 

the application of transformation optics, polymers are also limited in their processing temperature 

and reactivity, which prevent their use in micro and nano-fabrication tools such as reactive ion 

etching (RIE) and plasma enhanced chemical vapor deposition (PECVD).  
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In order to reduce the refractive index of a solid material below 1.3 some of the solid should be 

replaced with air or vacuum. These porous media are treated as homogenous as long as the 

wavelength of light is much longer than the period of the pores.[6] This scattering limit for porous 

materials is shown in the inset of Figure 2.1. In this regime the composite material is considered an 

effective medium, and it’s refractive index properties can be calculated as a mixture of its two 

components. There are several different effective medium calculations that can be used to determine 

the filling fraction required to achieve a specific index. Equation 2.1 shows the Bruggeman theory, a 

symmetrical function which provides appropriate approximations under many conditions.[7] 

 
     

      
      

     

      
   

Where f is the filling fraction of component 1, and   ,   , and    are the electric permeability of 

component 1, component 2, and the effective medium respectively. Bruggeman theory is particularly 

accurate at filling fractions near 50%, and is considered inferior to other theirs at very low and very 

high filling fractions. Another common formulation used is the Maxwell Garnett theory.[8] 

     

      
  

     

      
 

Where f,   ,   , and    are defined similarly to above. The Maxwell Garnett theory is more accurate 

at small or large filling fractions, and can be used to supplement the Bruggeman theory at these 

extrema. 

Porous materials can be generated in many different ways, with a variety of pore sizes, surface 

roughness, and solid filling fractions. Some of the lowest index materials available are aerogels, 

which are made by supercritical drying of gel materials. Aerogels can have solid filling fractions of 

less than 1% and are considered to be the lowest index solid materials available.[9-12] While all 

aerogels begin as polymer networks, efforts to convert these into inorganic materials have been 

successful using a number of different techniques.[13-15] The most promising of these materials is 

silica aerogels, which can be found with refractive index as low as 1.05.[16] While for many 

applications silica aerogel materials would be considered ideal, they do have several drawbacks that 

prevent their use in transformation optics systems. The release of the supercritical fluid from the 

aerogel network necessarily disrupts the surface, creating large voids in the otherwise smooth 

surface.[17] These voids can result in significant scattering of light if the aerogel is used as a 

substrate for waveguide devices and reduce the propagation distance of light inside the waveguide. 

Since many promising transformation optics devices require higher interfacial quality, an alternative 

to aerogels is required.  

Other techniques, such as glancing angle deposition or nanowire growth, give direct control over the 

nanostructure of the effective medium. These techniques have been suggested to create low index 

materials, and have demonstrated index as low as 1.05 in a number of cases.[18] Self-assembled 

porous materials made from nanoparticles of glass have been shown to have refractive index as low 

as 1.3.[19] Silica sol-gel processes can achieve porous glasses with index below 1.2.[20]  
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These materials are typically cones, wires, or spheres, which form an effective medium by nature of 

their extremely small size. However, because of the piecewise construction of these materials they 

are unsuitable for use in transformation optics systems, since it would be impossible to deposit a 

smooth film on a surface that is constructed of many individual elements. 

As an alternative to both of these approaches, electrochemically etched porous silicon can be used as 

a starting material to create low index optical material.[21] Porous silicon has several advantages, 

most notably, since the material starts as a polished silicon wafer, the top interface is very smooth 

and flat. Second, the electrochemical etching process provides excellent tunability of the pore size 

and density, making it possible to engineer a material with precisely the properties required.[22] 

2.2. Fabrication of Porous Silicon Oxide 
 

Electrochemically etched porous silicon was first discovered in Uhlir in 1956.[23] The material went 

generally unnoted until the discovery of visible luminescence by multiple researchers in the early 

1990s.[24, 25] Following that discovery a significant effort went into studying the underlying physics 

of the pore formation and the origin of the luminescent effect.[26-28] However, while many were 

interested in the its use for light emission, several groups worked on using this material as a passive 

optical element in Bragg reflectors and other multilayer thin film devices.[29-30] Despite all of these 

various efforts, no significant applications were found for the porous silicon material. In later 

developments the tunability of refractive index in porous silicon became of greater interest. 

Figure 2.2 shows a typical porous silicon fabrication process. To achieve high pore densities and 

uniform layers, a highly doped p-type wafer is selected. The wafers used have a resistivity of 0.01 - 

0.02      which corresponds to a boron impurity concentration of                     . 

These wafers are diced into one-inch chips and then loaded into a Teflon etching cell with an 18 

mm diameter. The etching cell is held closed with three nylon screws, and sealed with a chemical 

resistant O-ring. The chamber is then filled with 49.5% hydrofluoric acid and ethanol in a ratio of 

1:1 as shown in Figure 2.2 (a). Next a constant current power source is attached to the etching cell, 

with the positive terminal connected to an aluminum foil electrode that contacts the backside of the 

silicon wafer, and the negative terminal connected to a platinum ring electrode that sits at the top of 

the solution as shown in Figure 2.2 (b). 
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Figure 2.2 - A typical porous silicon process is shown. (a) etching chamber is filled with a mixture of 
HF and Ethanol and sealed with a rubber O-ring. (b) a constant current source is attached to the cell, 
with the positive terminal connected to an aluminum electrode on the silicon, and the negative 
terminal connected to a platinum electrode in the solution. The current is applied to a set time and a 
porous silicon layer is created. (c) the porous layer is subjected to rapid thermal annealing at 850C, 
which converts the porous silicon network into a porous silicon oxide. After cooling, the final 
substrate (d) is ready to be used as a low index platform for optical devices.  

As current flows through the cell, holes are driven to the surface of the silicon at the 

semiconductor/electrolyte interface. When these holes reach the surface, they effectively oxidize the 

surface silicon atom by removing electrons, at which point the silicon atom is dissolved into a silicon 

hexafluoride ion by the surrounding fluoride in a reaction given by: [31]  

               
          

This reaction proceeds in such a way that the holes are preferentially driven towards the existing 

etch sites, resulting in the creation of pores. For a typical etching current of 280-600 mA/cm2 the 

etching process is allowed to proceed for 15 – 120 seconds, depending on the desired thickness. For 

high etching currents (>1300 mA) the maximum etching time is greatly reduced to prevent the 

destruction of the porous network. After etching, the cell is rinsed 4 times with ethanol to remove 

the residual HF, and then dipped in hexane and air-dried. The hexane reduces the surface tension 

during drying and reduces the risk that the porous network will collapse. While critical point drying 

can be used, hexane drying provides comparable results with significantly less time required. 

After etching the chip can then be oxidized by rapid thermal annealing (RTA) in an oxygen 

environment, as shown in Figure 2.2 (c). The chips are loaded onto a carrier wafer and subjected to 

a thermocouple controlled heatlamp anneal at 300 °C for 5 minutes in an oxygen environment using 

an AG Associates Heatpulse 210T RTA. This initial oxidation forms a uniform silicon oxide shell 

that helps prevent the destruction of the network during subsequent high temperature oxidation.[32] 

After cooling the chips are then heated to 850 °C under 20 SCCM of O2 for 16 minutes, which 
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completely converts the porous network to silicon oxide. Once removed from the RTA the porous 

SiO2 is ready to be used as a substrate for transformation optics devices. 

 

Figure 2.3 - (a) Two chips with porous silicon layers, etched at 440 mA/cm2 on the left and 600 
mA/cm2 on the right. (b) The same two chips after 16 minutes of annealing at 850 C in an oxygen 
environment. (c) The relationship between refractive index and etching current for porous silicon 
before and after oxidization, as measured by FTIR reflectance curve fitting. (d) The relationship 
between porosity and refractive index for porous silicon before and after oxidation, calculated using 
effective medium theory and measured refractive index. At low etching currents the porous silicon is 
too dense to be completely converted to oxide during the rapid thermal annealing, and the index 
exceeds the bulk index of SiO2 due to the remaining fraction of silicon.  As a result the calculation for 
porosity of SiO2 at low etching currents is incorrect. 

In order to properly design the low index substrate, a method for measuring the refractive index of 

the layer was needed. The porous silicon layers are on the order of 2-20 μm thick, and while the top 

surface is exceptionally smooth, the bottom surface has long range roughness that makes precise 

ellipsometery measurements difficult. To overcome this the porous layers were measured in a fourier 

transform infrared (FTIR) microscope spectrometer to determine the reflected intensity in the 

infrared. Using a curve fitting technique described in more detail in Chapter 5, the refectance 

spectrum and cross-sectional SEM thickness measurement can be used to accuately determine the 

refractive index. The etched porous silicon layers have a distinct dark amber color before oxidation, 

and afterwards the layers are almost completely transparent as can be seen in Figure 2.3(a) and (b). 

FTIR index measurements are shown for both before and after oxidation in Figure 2.3(c). The 

strong relationship between etching current and refractive index means that the substrate can be 

easily adjusted to any desired index down to a minimum of 1.23. Above  600 mA/cm2 of 
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etching current, the behavior of the etching cell becomes much less predictable, the porous layers 

are inhomogeneous and generally of poor optical quality. The porosity, shown in Figure 2.3(d) can 

be calculated using the Bruggeman effective medium approximation.[7] The results for silicon are 

within the expected range of porosities given in the literature, but for silicon oxide the porosity for 

low etching currents is below 0. This is a result of the incomplete oxidation of the silicon layer, 

owing to its low initial porosity. As the material oxidizes, it swells, reducing the overall porosity of 

the material. If the initial porosity is too low, it is thought that this swelling can effectively isolate 

small regions of silicon before they are oxidized. The final refractive index is then a mixture of 

silicon, silicon oxide, and air, which explains why the highest index seen for the oxide is near 1.55. 

While a refractive index of 1.23 is suitable for some transformation optics devices, it still prevents 

more ambitious designs, such as a visible wavelength cloaking device, which will be shown later to 

require a substrate with index below 1.2. To further reduce the index of these materials a secondary 

processing technique can be used to push past the limits of direct etching. 

2.3. Oxidation Thinning 
 

 

Figure 2.4 - The oxidation thinning process for porous silicon. The chip with an initial porous silicon 
layer (a) is removed from the etching chamber and dried. The chip is then placed on a hotplate at 
300C for 10 minutes to oxidize a thin layer of silicon (b). The chip is then dipped in dilute HF (100:1) 
in order to remove the thin oxide layer, but leaving the silicon layer. Finally a rapid thermal annealing 
process is used to convert the remaining silicon into a low index substrate material (d). 

In order to continue to reduce the index of the material, a technique is required where the porosity 

of the as-etched bulk can be uniformly reduced. One way of achieving this is the process of 

oxidation thinning which was described for macro-porous silicon structures.[33] Oxidation thinning 

allows the reduction of the solid filling fraction of the silicon network, shown schematically in 

Figure 2.4. The process begins by performing a selective surface oxidation at 300°C, which is just 
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hot enough to oxidize a thin layer uniformly around the porous network, Figure 2.4(b). This oxide 

layer is removed by a dip in dilute HF (100:1 ethanol:HF), Figure 2.4(c). To improve the 

performance of the dip, the oxidized porous layer should be wetted with isopropyl alcohol or 

ethanol before being dipped in the HF solution. This process can be repeated multiple times until 

the desired index is reached or the porous network is completely destroyed. Once the desired 

porosity is reached the network can be oxidized by RTA, as shown in Figure 2.4(d). 

 

Figure 2.5 - SEM images of oxidized porous silicon layers etched (a) at 280 mA/cm2, (b) and (c) at 
600 mA/cm2. Sample shown in (c) has been subjected to a single iteration of the oxidation thinning 
process, and a noticeable increase in both porosity and surface roughness can be seen. The effect of 
the thinning process is shown in (d), where the index for 0, 1, and 2 thinning iterations are shown in 
blue, red, and green lines respectively. The points (A), (B), and (C) correspond to images (a), (b), and 
(c) respectively. At high etching currents, performing more than one oxidation thinning process will 
result in the destruction of the porous silicon layer due to mechanical instability.  

The oxidation thinning process allows for a significant reduction in refractive index, at the cost of an 

increase in surface roughness, shown in Figure 2.5. The etching current determines the maximum 

number of oxidation thinning iterations that can be performed, where for currents near 440 

mA/cm2 and above the porous network does not survive the second HF dip. The surface roughness 

is measured using tapping mode AFM with ultrasharp tips (<10 nm), but due to the nanoporous 

nature of the material, completely accurate roughness measurements are difficult. The porous layers 

etched under low current show the lowest roughness, owing to the overall reduction in pore size and 

density; however, it is worth noting that even after the thinning process, the roughness remains near 
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3 nm RMS, which is smooth enough to be used as a substrate for optical waveguides in visible 

frequency range. After a single thinning process, the minimum index is reduced from 1.23 to 1.15.  

This process adds another degree of flexibility in selecting precisely the material properties that are 

most important for a particular application. For example, if surface roughness is the most critical 

parameter, then a substrate etched at high current with no thinning process would be superior. 

Alternatively, if uniformity is the most important parameter, then a substrate etched at low current 

and then subjected to two thinning processes could yield a layer with superior uniformity. Finally if 

the most critical parameter is refractive index, then a high etching current and a single thinning 

process can produce a substrate with refractive index as low as 1.15, possibly even lower. 

 

2.4. Porous Silicon Oxide as a Substrate 
 

Porous silicon oxide layers fabricated as described above are compatible with a wide range of 

nano/micro fabrication techniques, which make them easy to integrate into existing device 

fabrication recipes. Two of the most fundamental processes for nano-fabrication are lift off and 

reactive ion etching (RIE). Figure 2.6 depicts a typical process flow for these two processes. 

Lift-off processing is an excellent way to pattern thin films of metal or dielectric material with 

nanometer precision. It also lends itself to multi-layer deposition for creating metamaterials and 

other novel composites. The process begins with a porous silicon oxide substrate, which is prepared 

as described above. If conventional UV lithography is used, the resist can be coated directly on the 

wafer, if electron-beam lithography is used, a conducting layer needs to be placed either on above or 

below the resist. One option for this is to deposit indium tin oxide (ITO) by either sputtering or 

electron-beam evaporation. For the example shown in Figure 2.6 (c) a 10 nm film of ITO is 

deposited in a highly directional manner using electron-beam evaporation. The high directionality 

helps to prevent clogging the porous network. The film is deposited at 0.3 Å/s and then removed 

immediately from the chamber and placed on a hotplate at 350 °C. This hotplate annealing step is 

critical in establishing good conductivity from electron-beam evaporated ITO films. After the ITO 

deposition, an electron-beam resist is applied by spin coating. In this case PMMA A5 is spun at 5000 

RPM using a drop-casting technique to prevent infilling of the porous network. If the PMMA is 

applied to the porous substrate before it is spinning at high speed then it will infiltrate the porous 

network and be difficult to remove. Applying the resist in several drops as the chip spins up to speed 

prevents this problem and still provides a uniform and controlled film of resist. After spinning the 

resist is then baked at 180 °C on a hotplate to remove any residual solvent. The resist is then 

exposed using a high resolution electron beam lithography system at a typical dose of 1500 μC/cm2. 

After exposure the resist is developed for three minutes in a 3:1 mixture of isopropyl alcohol (IPA) 

and methyl isobutyl ketone (MIBK) which is chilled to 0 °C in an ice water bath. The chilled 

developer is used to achieve lower line roughness and larger undercut to assist with the lift off stage. 
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After development a thin film of gold is evaporated using the same electron-beam evaporation 

technique, where the directionality helps prevent film growth on the sidewalls, which would cause 

the lift-off process to fail. Finally after the thin film is deposited, the resist is dissolved in acetone 

heated to 80 °C on a hot plate, followed by brief sonication and/or stirring or blowing with acetone 

to remove any residual film. After a final IPA rinse the device is complete, and Figure 2.6 (d) shows 

that exceptionally small features can still be generated on these porous substrates. 

 

 

Figure 2.6 – The lift off process is depicted in (a). The chip begins with the low index porous layer, 
followed by ITO thin film deposition and e-beam resist. After exposure the resist is developed and 
the pattern material is deposited. After the deposition, the resist can be dissolved and the pattern 
remains on the low index substrate. The RIE process is depicted in (b). Starting with the low index 
substrate, PECVD nitride and oxide layers form the device and hard mask layers respectively. After 
spinning, exposing and developing the resist, the pattern is transferred to the hard mask using an 
anisotropic etch process. Finally the hard mask is used to pattern the device layer in the same way. An 
example of the lift-off process, where electron-beam lithography was used to define micron sized 
bow-tie antennae (c) with 25 nm gaps (d). The RIE process was used to pattern a nitride waveguide 
with holes ranging in size from 20nm to 70nm (e). 

While the lift-off process works well for films such as gold, which can be directionally deposited in 

high quality films using electron-beam evaporation, other materials require deposition by sputtering 

or chemical vapor deposition, which are conformal and not compatible with lift-off. One example of 

this process is shown in Figure 2.6 (b), where a silicon nitride film is patterned using electron-beam 
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lithography. The process begins with the prepared porous silicon substrate, which then has a two 

stage plasma enhanced chemical vapor deposition (PECVD) process which first deposits a silicon 

nitride layer which will serve as our waveguide, and then a silicon oxide layer which will act as a hard 

mask during subsequent etching. Then resist is spun, exposed and developed in an identical manner 

to the lift off process. After resist development the sample is place in a reactive ion etcher (RIE) 

where it under goes two etching processes. The Centura Etcher located in the Marvell Nanolab 

allows for very low pressure, setup with a 200W fixed power etch and temperature controlled 6 inch 

electrodes fixed at 15 °C and 5-6mm spacing to provide high directionality. The first process is a 

selective silicon oxide etch, which transfers the pattern from the resist to the silicon oxide hard mask 

using 7 SCCM CF4 and 13 SCCM CHF3 without O2 in an atmosphere of 35 SCCM Ar. The second 

stage etches the nitride layer using the oxide hardmask. While it is difficult to maintain directionality 

during this etch, we found that 3 SCCM O2 and 26 SCCM CH3F in and atmosphere of 26 SCCM Ar 

provides reliable etching for most geometries. Due to the high oxygen content in the second etch, it 

is not possible to etch the nitride directly from the resist, since the resist is very easily burned off by 

the oxygen plasma. The burning of the resist in oxygen plasma is the primary reason a hardmask is 

required. After the nitride layer is etched through, the top silicon oxide layer should be nearly 

completely consumed if the etch rates and thicknesses are well calculated. This technique was used 

to fabricate a visible wavelength cloak, which is described in greater detail in Chapter 3. Figure 2.6(e) 

shows a SEM image of the final device, with the patterned silicon nitride film sitting atop the porous 

silicon oxide. 

While the above applications firmly establish the usefulness of porous silicon oxide as a substrate for 

many optical and particularly transformation optics devices, one major limitation is that until now 

the porous silicon oxide layer was married to the silicon substrate, preventing its use in transmission 

devices or other configurations where the silicon chip interfered. 

2.5. Porous Layer Transfer 
 

It is possible to switch between etching of porous silicon and electropolishing the silicon surface by 

tuning the current, HF solution concentration, or pore diffusion kinetics.[34, 35] In a more exact 

formulation of the kinetics of the etching reaction given by Ronkel and Schultze[36], the reaction 

can be described as a hole diffusion (charge transfer) mediated silicon oxidation step given by: 

                        

Followed by a fluoride ion diffusion (mass transfer) limited silicon oxide etching step given by: 

             
            

If the rate of hole diffusion toward the surface is high compared to the rate of ion diffusion then the 

oxidation reaction will occur uniformly across the silicon/electrolyte interface and the result will be 

an electropolished surface. If the rate of hole diffusion toward the surface is low compared to the 
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rate of ion diffusion then the silicon/electrolyte interface will be predominately silicon, and the 

specific site reactions where the oxide is created will result in the formation of pores. 

If we apply this concept to our porous silicon layers, we can see that by simply adjusting the HF 

concentration, we can easily switch between pore formation and electropolishing. The result of this 

is that a thin film of porous silicon can be undercut and freed from the silicon substrate, and then 

transferred to any type of receiver substrate. This process is shown schematically in Figure 2.7(a)-(d). 

First a porous layer is etched into the silicon wafer, then using a diamond scribe or other sharp 

implement a region around the porous layer is mechanically scored to define the outline of the layer 

that will be lifted off. This outline can be drawn either with solution in the cell or with a dry cell.  It 

is also possible to skip the mechanical scoring step if the electropolishing process is allowed to 

continue for an extended period of time, usually greater than 10 minutes. After scoring, the chamber 

is filled with 20:1 ethanol:HF solution and etched at high voltage for 2-10 minutes. This 

electropolishing step removes all the connections between the porous layer and the substrate except 

for very near the edges, which is why scoring the edges is important. During the electropolishing it is 

possible for trapped gas bubbles to form underneath the porous layer. It is important to very 

carefully remove such bubbles, as the rupturing of one will destroy the thin porous material. After 

the electropolishing step the chamber is carefully drained and rinsed with pure ethanol several times 

to remove the residual hydrofluoric acid. Finally the free porous layer can be carefully transferred to 

a receiver substrate by slowly flowing ethanol over the chip and allowing it to slide into position on a 

new substrate. 

One large advantage of the porous layer transfer technique is that the silicon wafer can be reused 

many times. After the electropolishing step (which only removes a trivial amount of silicon) the 

wafer is ready for another porous layer to be formed. Figure 2.7(e) shows the results of a series of 

etches performed on the same wafer, with each porous layer having a different thickness and 

porosity.  It is also possible to transfer the porous layers to curved substrates, as shown in Figure 

2.7(f). Finally and potentially most interesting, porous layers that are transferred to heat tolerant 

substrates can be oxidized in the same manner as was previously described and made into 

transparent porous silicon oxide. A porous layer transferred to a sapphire substrate is shown before 

and after oxidation in Figure 2.7(g) and (h) respectively. 
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Figure 2.7 - The porous layer transfer process allows thin porous silicon layers to be transferred to a 
variety of receiver substrates. A porous layer is etched and removed from the etching cell (a). A 
carbide pencil is used to draw a circle around the edge of the porous layer. This optional step reduces 
the difficulty in removing the porous layer and results in a more uniform layer since the edges are 
excluded. The chip is then returned to the etching cell and a high bias is applied in a very dilute 
HF:Ethanol mixture (1:20) to electropolish underneath the porous silicon layer. This process is 
allowed to proceed since very little etching occurs in the porous network itself, since it is significantly 
less conductive than the bulk silicon. Finally the substrates are rinsed multiple times and then 
transferred to a receiver substrate using any of a variety of methods (d). A single silicon wafer can be 
used to produce many different porous silicon layers as shown in (e), where a single chip of silicon 
was used to produce all three porous layers pictured. The porous layers are flexible and can easily be 
transferred to curved surfaces (f). If transferred to a substrate compatible with rapid thermal 
annealing, the layers may also be oxidized after the transfer and used for low index applications where 
transparency is critical. 

Once the porous layer has been transferred to an appropriate substrate, drying is the most critical 

procedure. Depending on the amount of adhesion between the substrate and the porous layer, 

allowing the layer to air dry may result in peeling or cracking. To prevent this, a superior solvent 

such as hexane can be used, or a supercritical drying step may be required. In most cases where the 

receiver substrate is clean and smooth, the adhesion is sufficient to prevent the porous layer from 

being removed under any normal stresses. The possibility of transferring porous layers and then 

oxidizing them allows for a wealth of new potential applications well beyond low index substrates. 

2.6. Conclusion and Outlook 
 

An electrochemical silicon etching technique allows for the simple and well controlled fabrication of 

substrates with variable refractive index as low as 1.15. These layers can have easily tuned refractive 

index and have exceptionally low surface roughness which makes them well suited for optical 
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substrate applications. Additionally, the ability to separate these thin films from the substrate and 

transfer them to a variety of different materials opens the door for many potential uses. This 

substrate is critical to the optical devices designed and described in Chapter 3 and Chapter 5, where 

its low index and ease of fabrication allowed it to be integrated into complex transformation optics. 

In Chapter 6 this material takes an unexpected twist and is used as an anode in a Li-ion battery 

system, highlighting the flexibility and breadth of functionality of porous silicon. 

Many unexplored potential uses for low index porous silicon and silicon oxide exist.  This substrate 

could be combined with plasmonic resonators and used as a highly sensitive detector, since the 

resonance is dependent on the refractive index of the substrate.  This material could also potentially 

be used for its mechanical properties, such as high surface area. 
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Chapter 3. Visible Cloaking Device 

3.1. Transformation Optics & Cloaking 
 

Invisibility cloaks, a family of optical illusion devices that route electromagnetic (EM) waves around 

an object so that the existence of the object does not perturb light propagation, are still in their 

infancy. Artificially structured materials with engineered EM properties, known as metamaterials,[1, 

2] have been used to control the propagation of EM waves. Metamaterials have been applied to 

cloaking using the transformation optics design methodology[3] to control the propagation of 

optical[4-8] and more recently plasmonic[9-11] waves. The invariance of Maxwell’s equations under 

coordinate transformation[3] allows the space around an object to be reshaped such that the light 

can propagate in the desired manner. Such transformations usually require EM properties with 

extreme values that are only achievable in metallic metamaterials and have been experimentally 

demonstrated for cloaking at microwave frequencies.[12, 13] Because of the significant metallic loss 

at optical frequencies, the implementation of invisibility cloaks for visible light has been difficult. 

Recently another innovative strategy was developed based on exploiting uniaxial crystals.[14, 15] 

These devices have demonstrated cloaking in visible frequencies for a certain polarization of light 

based on intrinsic anisotropy in the crystals. 

As an alternative, conformal mapping,[16] in which an inverse transformation of the electrical 

permittivity and magnetic permeability leads to a spatially variable refractive index profile, can be 

applied to cloaking.[17] A two-dimensional (2D) quasi conformal mapping (QCM) technique can be 

employed to numerically minimize the anisotropy in the index profile which results from the optical 

transformation. 2D QCM is the basis for the carpet cloak,[18] in which an object is hidden under a 

reflective layer (the carpet). To achieve cloaking, the raised protrusion (the bump) created in the 

reflective layer is mapped to a flat plane and the resulting 2D index profile forms a carpet cloak 

device. In contrast to resonant optical structures,[19, 20] QCM carpet cloak provides a broadband 

loss-less design and may be invariably extended in the third dimension with some limitations,[21] 

experimentally demonstrated to operate for a range of viewing angles.[19] The relatively modest 

material requirements dictated by QCM enabled the implementation of the cloaking devices in the 

infrared[20-22] using a silicon waveguide. The index variation in these systems is realized through a 

spatial modulation of the filling fraction of dielectrics at subwavelength dimensions, providing a 

weighted average index according to the effective medium approximation. At shorter wavelengths 

however, devices reported so far suffer from significant scattering from surfaces within a unit cell as 

the feature sizes become comparable to wavelength. More importantly, the silicon device layer 

employed in the infrared becomes lossy due to absorption at visible frequencies. To realize cloaking 

at visible frequencies, the unit cell size must be reduced and a new material system is required that 

provides both transparency and sufficient index contrast. In this chapter we demonstrate a visible 

light carpet cloak device made of silicon nitride on a nanoporous silicon oxide substrate that was 
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described in Chapter 2.[1] This unique substrate increases the available index modulation and 

enables the implementation of transformation optics for guided visible light. 

In order to design, fabricate and demonstrate a cloaking device that works across the visible 

spectrum it is important to first understand how the cloak is designed and what it is actually doing 

when it cloaks an object. Figure 3.1 shows the details of the design of a carpet cloak.  

 

Figure 3.1 – Design of a carpet cloak. (a) The object, shown as a star, is hidden underneath a bumped 
mirror, which sits atop a flat mirror, creating the cloaked region shown in blue. The large arrow shows 
the direction of the coordinate transformation, which flattens the bump by fitting the curved mirror 
to a straight line in the new coordinate system. (b) The virtual space shows that the bump has been 
flattened by the transformation, and light interacting with the system will be reflected as if from a flat 
mirror. (c) The real space has a gradient in refractive index, resulting from the transformation. This 
gradient allows the real space to be the optical equivalent of the virtual space shown in (b). 

The carpet cloak device works in a two dimensional space, such as a slab waveguide, where light is 

confined to two propagation directions. The cloaking effect is achieved by flattening the bumped 

mirror shown in Figure 3.1(a). The new coordinate system is created by solving two instances of the 

Laplace equation (     , one for the x-direction and one for the y-direction. The four boundaries 

are numbered in Figure 3.2(a). If we define    to be the x-direction transformation then we define 

Neumann boundary conditions on surfaces 2 and 4 and Dirichlet boundary conditions on surfaces 1 

and 3 with values equal to      and      respectively. This set of boundary conditions will allow 

the x-direction coordinates of our transformation to move around the bump, but doesn’t flatten the 

bump itself. Next, if we define    to be the y-direction transformation, we can specify a second set 

of boundary conditions for this equation where surfaces 1 and 3 are Neumann boundary conditions 

and surfaces 2 and 4 are Dirichlet boundary conditions. Since we have to define a value for the 

Dirichlet boundaries we set surface 2 equal to      and more importantly, we set surface 4 equal to 

zero. By setting surface four equal to a constant, we are taking a curved surface and flattening it. The 

virtual space created by this transformation is shown in Figure 3.2(b). This artificial optical space no 

longer has a bump, and light that travels through it will emerge from the space as if it reflected from 

a flat surface. By using the solution to our transformation using the calculations detailed in Chapter 

1, we can retrieve the refractive index profile required to produce this transformation, shown in 

Figure 3.2(c). An important difference between this case and the transformed Luneburg lens 

described in Chapter 1 is the coordinate system in which the calculation takes place. For the 

Luneburg lens the calculation for the refractive index profile is done in virtual space and then 
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transformed to real space, since the square geometry is what is desired in real space. For the carpet 

cloak the calculation is done in real space, and the resulting profile is the final device, this is because 

the virtual space is not the desired geometry, but rather the desired optical space. 

The relative refractive index variation shown in Figure 3.1(c) would need to be multiplied by the 

background index of the desired medium to generate the true index profile. The particular bump 

shown in Figure 3.1 resulted in a relative index variation of           (          . The 

implementation of a cloaking device is a balance between the width and height of the bump and the 

refractive index variation that can be achieved in the waveguide material system. For visible 

wavelength cloaking in particular this presents a difficult balance between making the bump large 

enough to properly disturb the field if it isn’t cloaked, while still remaining with the index variation 

available using materials transparent in the visible spectrum. 

3.2. Cloak Design & Simulation 
 

To properly design a visible wavelength cloak the material system first needs to be defined, at least 

in general, such that an appropriate    can be used. Since the cloak designed in this case is 2D, the 

resulting device should be 2D. For light to be confined in a 2D plane we should use a slab 

waveguide, with a high index material supported on a low index substrate. For this particular 

experiment silicon nitride was selected at the waveguide material, which limits the highest index to 2. 

The refractive index variations will be achieved by controlling the distribution of nanoscopic holes 

in the waveguide, and using reasonable minimum and maximum porosity values of 20% and 80% 

we arrive at an approximate index range of 1.2-1.8 (      ) using simple mixing. More 

sophisticated effective medium theories will be used later to calculate exact values. With an upper 

limit of        Figure 3.2 can be used to select an appropriate bump width and height. Figure 

3.2(a) shows the relative index variation required to transform a 300nm high bump for various bump 

widths. Figure 3.2(b) shows the relative index variation to transform a 6 µm wide bump for various 

heights.  
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Figure 3.2 – Relative refractive index as a function of cloaked bump width (a) and height (b). Bump 
height is fixed at 300nm in (a) and bump width is fixed at 6 µm in (b). All bump curves are defined by 

     function. While both    curves are expected to follow the same exponential function, the bump 
height (b) isn’t varied to the same extremes and the variation appears less exaggerated as a result. 
Insets show real space index profiles at the indicated width (a) and height (b). 

 

All bump curves are defined by      function. While the critical parameter in the bump design is the 

ratio between height and width, dividing the two parameters into separate graphs more clearly shows 

their interdependence. The data in Figure 3.2 could be used to select and design a bump of arbitrary 

size by simply normalizing the widths or heights. 

From the data displayed in Figure 3.2 a width of 6 µm and height of 300 nm is appropriate. The 

relative index variation of a bump that size is 0.906-1.266, but when multiplied by 1.4 so that the 

minimum index is above the calculated minimum index range, the actual index variation required is 
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1.27-1.77 (      ). This index range is well within the estimated material limits and the bump 

should be sufficiently large to scatter light effectively. Since the transformation is the same for any 

bump with the same ratio of height to width (1:20) we could conceivably scale the bump to much 

larger sizes, however, there is a second limitation to be considered when fabricating the cloaking 

device. The transformed optical space must be much larger than the cloaked region, and while there 

isn’t an exact analytical derivation of how much space is required, simulations show that the 

transformed area should be on the order of 100 times larger than the cloaked area, otherwise 

significant index variations exist at the boundaries of the transformed space as was discussed in 

Chapter 1. 

Using the cloak bump geometry derived above it is possible to perform electromagnetic simulations 

of the cloak performance using the RF module in COMSOL. Since the transformed optical space is 

flat, the cloak should work for all angles of incidence and any offset from the center. To test this, a 

parametric simulation was run with a 10 µm beam width and 600 nm wavelength for a case where 

the bump is cloaked by the refractive index profile and a case where the surrounding medium is 

constant refractive index so the bump is not cloaked. Figure 3.3 shows the results of these 

simulations. In Figure 3.3 (a) and (b) the input angle is varied such that the beam is always reflecting 

off the center of the bump. The output beam shown on the right hand side of the dashed line 

maintains its Gaussian profile after reflecting off the cloaked bump, but not after reflecting off the 

uncloaked bump. While this effect is clearly visible at all angles, it is most pronounced between 40° 

and 60° where the two lobes are distinct but not too separated. In Figure 3.3 (c) and (d) the input 

offset is varied at a fixed angle of 45° so that the beam center arrives at some positive or negative 

offset from the center of the bump. The output beam in (c) is nearly identical for all offsets, except 

for the two extrema where the simulation domains interfere slightly. In (d), however, an interesting 

behavior is observed. When the beam is centered perfectly the two lobes are clearly visible and the 

cloaking effect is clear, however, when the beam is offset by a few microns, the two lobes are of 

vastly different amplitudes, and attention must be paid to the position of the lobes, so as not to 

confuse the large lobe with a cloaking effect. 

Since the effect of the cloaking device is much clearer from variations in the incident angle than the 

beam offset, the experiment should be designed to vary the offset position rather than the angle so 

that small errors in the offset could be corrected and the cloaking effect could be clearly 

demonstrated. 
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Figure 3.3 – Electromagnetic simulation of cloak performance. A 10 µm wide beam is incident from 
the left side of the dashed line and reflects off the bumped surface, exiting on the right side of the 
dashed line. The blue curves above each simulation domain show the beam energy profile at the input 
and output of the system. In (a) and (c) the input and output are nearly identical because the cloak 
hides the effect of the bump, whereas in (b) and (d) the output is split by the bump. 
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3.3. Experimental Design 
 

To properly demonstrate the cloaking device, a measureable output needs to be created for the 

system. In this particular design that is achieved by the use of gratings. The gratings are designed to 

couple light from out of plane into the waveguide. The light focused on a grating will be scattered 

into the waveguide and will propagate perpendicular to the grating, and when light from the 

waveguide reaches a grating it will subsequently be scattered out of the waveguide and visible in the 

far-field. By using two gratings, positioned on either side of the device, it is possible to controllably 

couple light into and out of the waveguide and observe the field distribution at the output. This field 

distribution can be used to determine if the cloaking device is functioning or not. Several controls 

need to be integrated into the experiment to ensure the device is actually achieving a cloaking effect. 

These controls are shown in Figure 3.4 (a)-(c). The flat mirror (a) serves as a positive control, and 

should reflect the input beam without any distortion. The negative control is a bumped mirror (b) 

which has the bump shape that was chosen from Figure 3.2, but without any refractive index 

variation, and should disturb the output beam in an obvious way. Finally the experimental device (c) 

has the variable refractive index required to hide the bump, and the reflection should be identical to 

the flat surface. This experimental setup allows for a single device to confirm the cloaking effect. 

The gratings are designed to have only 3 periods and are most effective at 600 nm, but are capable 

of coupling light from 400nm-800nm which covers the majority of the visible spectrum. 

The next challenge in the design of the cloak is determining the proper layout of the holes so that 

the refractive index varies appropriately inside the device. The required index profile is extracted 

from the transformation calculation and then imported into MATLAB. In MATLAB a hexagonal 

lattice of holes is generated, and the hole size is adjusted within each unit cell so that it is the 

appropriate index. The Bruggeman Model for effective media with spherical or cylindrical inclusions 

of   elements is given by:[24] 

∑  

     

          
  

 

 

Where    is the volume or area fraction of element   and the sum ∑      .   is the number of 

spatial dimensions and    and    are the element and effective properties respectively. By using a 

fixed lattice spacing, it is possible to define a hole half-pitch that is below the effective medium 

threshold, which is generally accepted to be       For visible frequencies it isn’t possible to 

fabricate structures that strictly meet that threshold, but simulations and experiments indicate that a 

half-pitch up to     still has high quality device performance.[25] With the electron beam 

lithography system being used a hole half-pitch of 60 nm is possible, so the holes are designed with 

120 nm pitch and variable size from 20-100nm as shown in Figure 3.4(d). Since the bump geometry 

would result in some holes intersecting with the bump itself a simple calculation repositions and 

resizes holes to maintain approximately correct index in these reduced size unit cells. While these 
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holes do not maintain 100% accuracy to the original index profile as the other holes do, the 

approximation is close enough such that little distortion results. 

 

Figure 3.4 – Experimental design of a waveguide cloaking device. The cloaking experiment is shown 
schematically in (a)-(c), where (a) is a flat mirror control, which should reflect the input beam without 
perturbation, (b) is the bump mirror control which should cause noticeable distortion in the reflected 
beam, and (c) is the cloaked device which should show identical behavior to the flat control (a). Flat 
gratings allow the input beam offset to be varied precisely so that the cloaking effect can be clearly 
demonstrated. The refractive index profile of the cloak is shown in (d) overlaid is the hole pattern that 
is calculated to achieve this index variation. The proposed device is rendered in (e) where a nitride 
waveguide patterned with the holes shown in (d) sits atop a low index material. The silver mirror 
conforms to the bump, and light propagates confined within the nitride layer. 

In order for the waveguide device to operate, the substrate index needs to be lower than the lowest 

index in the nitride waveguide. In the case of the device described above, the minimum index is 

1.27, so an index of 1.25 or lower is required for the substrate. The porous silicon material described 

in Chapter 2 provides both the low index and low roughness required to serve as the substrate for 

this device. Figure 3.4(d) shows a cross-section of the device design. The variable index nitride 

waveguide is isolated by the low index material, and the silver mirror provides a reflective surface for 

the device. Light propagates inside the plane of the nitride layer, entering and exiting through 

identical gratings positioned on either side of the device at equal angles. The overall device is 

designed in the shape of a triangle with the sides matching the angle of the input grating, this 

prevents secondary reflections from interfering with the performance of the device. 
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3.4. Device Fabrication 
 

Fabrication of the device requires a high resolution lithography system. For this device in particular 

the CRESTEC electron beam lithography system available in the Marvell Nanofabrication 

Laboratory (Nanolab) was used. This system allows for large field exposures with resolution below 

20 nm with reliable registered stage movement. Since the cloaking devices require a silver mirror to 

function, the devices need to be fabricated close to the edge of a cleaved wafer. Using the alignment 

tools on the CRESTEC it possible to place the lithography pattern very close to the edge of the 

device, and to write both controls and the device in a single exposure. While the determination of 

the size of the bump may seem arbitrary, it is important to consider both the minimum feature size 

and maximum field size of the lithography system used to fabricate the cloak, in this particular case a 

6 µm × 300 nm bump would require 20 µm × 10 µm cloak area, which meets the abilities of the 

CRESTEC system perfectly. 

The fabrication process is shown in Figure 3.5(a)(I-VII) beginning with the porous silicon oxide 

substrate (I) described in Chapter 2. The 300 nm silicon nitride device layer and 100 nm silicon 

oxide hard mask are deposited on top of the porous oxide (II) using standard recipes in a parallel 

plate plasma enhanced chemical vapor deposition system (PECVD). The nitride layer seals the 

porous oxide and prevents liquid infiltration during later wet processing steps, and the oxide hard 

mask is required to etch high aspect ratio features into the nitride layer. In order to achieve higher 

etch selectivity the traditional PMMA e-beam resist was replaced with ZEP-520A resist, diluted with 

Anisol 1:1.2 to give a resist thickness of approximately 120 nm when spun at 5000 RPM (III). The 

resist is hard-baked at 200 C for 2 min to remove residual solvent. The resist is exposed using the 

CRESTEC system at a dose of 240 µC/cm2 and then developed in temperature controlled Xylenes 

at 0 C for 45 seconds. After development the chip is rinsed in temperature controlled MIBK at 0 C 

for 1 minute, and then finally rinsed using isopropyl alcohol using a room temperature squirt bottle 

and dried with a nitrogen gun (IV). Figure 3.6(b) shows an AFM scan of the patterned ZEP-520A 

resist. 

After development the oxide hard mask is etching using the Centura Oxide reactive ion etcher (RIE) 

in the Nanolab. The Centura allows for low pressure etching using a turbo pump to keep the etch 

sidewalls straight. Etching was performed at 18 mTorr, and the 6 inch electrodes were held at 15 C 

throughout the etching process. The sample was placed on the cathode and input power was fixed at 

200 W with 6 mm electrode gap. Gas flows during the oxide etch were 7 SCCM CF4 and 13 SCCM 

CHF3 with no O2 in 35 SCCM Ar. Performing the etch without oxygen prevents the rapid removal 

of the resist and the resulting etch selectivity between oxide and ZEP-520A was 1:1. After the silicon 

oxide layer was etched through, the remaining ZEP-520A was removed using oxygen plasma at 

300W (V). The nitride layer was etched using the same Centura Oxide tool with 3 SCCM O2 and 26 

SCCM CH3F in 26 SCCM Ar. The oxygen is required to increase the nitride etch rate, hence the 

requirement for the oxide hard mask. Under these conditions the nitride to oxide selectivity is 

approximately 3:1 (VI). Despite the relatively low selectivity, high aspect ratio features could be 
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etched due to the low pressure and high power maintaining a highly anisotropic etch. Figure 3.5(c) 

shows the pattern as transferred to the nitride layer, with (d) showing the hole pattern near the 

bump. 

 

 

Figure 3.5 – Fabrication procedure for visible cloak. (a) The fabrication steps (I-VII). (b) AFM scan 
of the patterned resist (IV). (c) Overall device pattern transferred to nitride (VI) with input and output 
gratings and the triangular cloaking device. (d) Close up view of device pattern transferred to nitride 
(VI) with porous silicon layer visible below the bump region. Reproduced by permission of The American 
Chemical Society [23] 

Once the nitride etch is completed the bottom edge of the sample is etching using focused ion beam 

(FIB) so that silver can be deposited on the bump surfaces. Finally the chip is mounted vertically 

and silver is deposited by electron beam evaporation using a CHA Industries Solution System at a 

rate of 2 Å/s without wafer rotation. To check the quality of the fabrication the device is examined 

under SEM and then the completed device is then ready to be imaged in a microscope. 

3.5. Experimental Results 
 

The experimental setup required a tunable laser source, to demonstrate the cloaking effect at 

multiple wavelengths in the visible spectrum. The setup used was a standard Zeiss inverted 

microscope with a side port that allowed a tunable laser to be coupled in. A Spectra Physics Mai Tai 
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femtosecond laser was coupled to Spectra Physics Inspire OPO which allowed the wavelength of 

the second harmonic generation to be tuned between 800nm and 400nm. The laser input 

polarization was controlled with a half-wave plate to maximize coupling with the grating. When the 

beam propagating through the waveguide reflects off the silver mirror the polarization is rotated, 

and this effect is exploited by a second polarizer in front of the CCD which filters out most of the 

scattered light from the input grating. This setup is shown schematically in Figure 3.6(a). 

 

Figure 3.6 – Experimental setup used to demonstrate cloaking device. (a) A standard inverted 
microscope equipped with dark field objective is used to image the device (SEM shown in inset). The 
laser input polarization is controlled using a half wave plate and the output is controlled using a 
polarizer. (b) Darkfield image of the cloaking device, with the beam path highlighted in green. (c) 
Laser image of device, with the large spot corresponding to the input, the yellow triangle is the 
cloaking device, and the red square is the output beam profile. Reproduced by permission of The American 
Chemical Society [23] 

Using the microscope with a dark field objective to align the sample allows the gratings and device 

to be clearly resolved, as seen in Figure 3.6(b). Finally by switching the filter cube it is possible to 

illuminate the sample with the laser instead of the lamp, and the image shown in Figure 3.6(c) is 

obtained. The large bright spot on the left side is the scattering from the input grating, which is 

mostly filtered by the crossed polarizer at the input to the CCD. The gratings for this device were 

designed to operate across a wide range of frequencies, and as a result do not couple light efficiently 

and the crossed polarizer is required to resolve a clear image of the output grating, shown in the 

bottom in the red box. The beam profile at the output grating is the primary response of the system, 

and by scanning the laser vertically along the input grating and observing the behavior of the profile 

at the output grating it is possible to determine if the object is cloaked. 
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Figure 3.7 –Simulations with 600nm light show clear scattering with the cloak off (a) and an 
unperturbed beam with the cloak on (b). Experimental results obtained from a single sample are 
shown in (c). At all wavelengths, the flat surface reflects a single lobed spot, the bumped surface 
shows a clear perturbation. The cloaked surface shows a profile almost identical to the flat surface. 
The images are shown in false color. Slight deviations arise from minor imperfections in the cloak or 
gratings due to the fabrication process. Reproduced by permission of The American Chemical Society [23] 

To definitively demonstrate the cloaking effect, a single sample containing the cloaking device and 

both positive and negative controls was examined. The expected performance is shown in more 

detailed simulations in Figure 3.7(a) and (b). The multiple lobes of the beam that result from the 

bump can be clearly seen in (a) where the refractive index is constant, but are entirely absent in (b) 

where the refractive index profile of the cloak is used. The performance of the cloaking device is 

detailed in Figure 3.7(c) for three demonstrative wavelengths across the visible spectrum. The 

cloaking effect is apparent in the similarity between the flat and cloak beam profiles, which stand in 

stark contrast to the multi-lobed profiles seen from the bump. The beam profiles for the different 

wavelengths are dissimilar due to irregularities in beam shape exiting the OPO, additionally 480nm 

was the minimum output wavelength of the system at the time the experiments were performed. 

The three wavelengths used cover the majority of the visible spectrum, and represent the first time 

that a gradient index carpet cloak has been demonstrated across the visible spectrum. 
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3.6. Conclusion & Outlook 
 

The carpet cloak device detailed above is the first gradient index cloaking device to be demonstrated 

in the visible spectrum, and represents a step forward for transformation optics devices. Several 

large obstacles were overcome in the development of this device that will allow the development of 

other transformation optics devices for visible spectrum applications. The low index substrate 

developed for this device was explored in detail in Chapter 2, but the fabrication techniques used to 

create this cloak could be used to design and make any number of transformation devices such as 

lenses, beam shifters, and resonators. 

Ultimately cloaking devices will need to be scaled to larger sizes. Already two groups have 

demonstrated cloaking devices that rely on material anisotropy to create cloaks on a much more 

macroscopic scale[14, 15], but the devices are limited to strict angular and polarization requirements 

to achieve the effect. Laser-direct writing has been used to fabricate large carpet cloaks that operate 

at the edge of the visible spectrum, but still cannot cloak objects of any significance.[25] A more 

practical fabrication technique is required to push transformation optics and other devices out of the 

realm of micron size devices. In Chapter 5 a new technique for fabricating transformation optic 

devices is described, with the potential to significantly increase the practicality of these devices. 
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Chapter 4. Miñano Concentrator 

4.1. Solar Energy Concentration 
 

Transformation optics has previously been demonstrated to effectively cloak objects, bend light, and 

create multi-function waveguide devices[1-4], but hasn’t been successfully applied to any pressing 

world problems. To this end this chapter explores the possibility of designing transformation optical 

devices that can be used for solar energy concentration. The idea of using transformation optics for 

concentration has been proposed as an inverse of the radial cloak [5], but this device has the same 

large material requirements of a radial cloaking device. Similarly other work has examined inverting 

the use of transformed imaging lenses to be used as concentrators [6, 7]. This chapter is concerned 

with the theoretical developments required to create such concentrators, and develops an alternative 

method to create such concentrators. The subsequent chapter deals with the invention of a new 

fabrication technique to demonstrate these devices. 

Solar energy concentration has many applications, the two most important of which are solar hot 

water generation and solar photovoltaics.[8, 9] The utility of concentration for hot water generation 

is obvious, higher concentration increases the heat flux and results in higher temperatures and faster 

heating. The effect of concentration is more subtle for photovoltaics, where the increased photon 

flux actually results in an increase in open circuit voltage.[10] 

 

Figure 4.1 – Solar photovoltaic performance under concentration. (a) Ideal efficiency curves 
calculated by detailed balance for 1x, 10x, and 100x concentration for semiconductor bandgap 
between 0 and 3 eV. (b) Operational voltage (Vop) for an ideal photovoltaic under 1x, 10x, and 100x 
solar concentration. Voltage is proportional to the log of concentration time solar solid angle. Inset 
shows schematically that under 5x concentration the solar disk is effectively 5 times larger. 

Photovoltaic cells operate by converting solar photons into electrons inside a semiconductor with a 

bandgap close to the energy of solar photons (1-3 eV). The efficiency of the cell depends on the 
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bandgap, as seen in Figure 4.1(a). The detailed balance calculations used can be found in Shockley 

and Queisser.[11] An interesting effect is introduced when the solar light is concentrated on the cell, 

a significant increase in efficiency can be seen. This occurrence of this increase is non-trivial, since 

the efficiency is normalized to the input radiation, one would expect more power out per unit area, 

but not necessarily an increase in efficiency. The origin of this effect is the open circuit voltage of 

the photovoltaic cell, which in an ideal case is slightly smaller than the bandgap of the 

semiconductor. This voltage is determined by a number of factors, one of which is the solid angle 

over which the solar photons are entering the cell as can be seen in the equation in Figure 4.1(b). A 

more detailed derivation of this quantity can be derived from the thermodynamics of the system.[12, 

14] The increase in concentration is actually reducing entropy generation inside the system, and as a 

result the efficiency increases. This result shows that even achieving 10x concentration can result in 

significant gains in solar cell efficiency, opening the door for transformation optics to make 

significant impacts in the solar energy field. 

Solar concentration is limited by its own thermodynamic limit, which can be derived from the 

second law of thermodynamics.[15] The limit is given as: 

   (
  

    
)
   

 

Where    is the geometric concentration, defined by the ratio of input area to output area.    is the 

refractive index at the input interface (also known as receiver index).   is defined as the acceptance 

angle of the concentrator, where light incident at angles less than   will be concentrated and greater 

than   will be reflected from the system.   is the spatial dimension of the concentration effect, 2 for 

concentrators that focus a source to a line, 3 for concentrators that focus to a point. This simple 

limit defines an ideal concentrator, which can concentrate light of a given angular distribution to its 

maximum.  

The concept of an ideal concentrator allows us to quantify the performance of real world 

concentrators. Standard designs such as microlens arrays and parabolic trough mirrors can only 

expect to reach 25% and 70% of the ideal concentration, respectively. As a result the enhanced 

efficiency gained from concentration must compete with the loss of energy due to non-ideal 

concentration. The effect of non-ideal concentration can be thought of in terms of the acceptance 

angle  . In a non-ideal system, light incident at angles less than   has a probability to be reflected 

away from the system, and light incident at angles greater than   also has a probability to be 

concentrated. Unfortunately these effects do not balance, since the concentrator is focused on the 

solar source, 70%-90% of the radiation should be incident at angles less than  . As a simple 

example, we can take a system with 800 W/m2 of direct radiation, and 200 W/m2 of indirect 

radiation, which corresponds to a typical day in California. A non-concentrating system would 

collect 1000 W/m2, a 10x ideal concentrator would produce 8000 W/m2 losing most of the indirect 

radiation. A 75% efficient concentrator would collect only 6000 W/m2 in direct radiation and 500 

W/m2 in indirect radiation. Very few concentrator systems even approach 70% efficiency and as a 
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result the potential gains in solar energy production are limited. One well known concentrator 

system can achieve ideal concentration, however is suffers from its own limitations. 

 

 

Figure 4.2 – Compound parabolic concentrator (CPC). (a) The geometry of a CPC defined by heavy 

black lines, with input and output apertures a1 and a2 respectively and acceptance cone  . Edge rays 
are shown by light black lines. (b) Aspect ratio of a CPC with respect to its concentration factor, 

formula for height given in inset. 

The compound parabolic concentrator, original described for capturing photons emitted from high 

energy physics experiments [16], provides ideal concentration in 2D. This device, pictured 

schematically in Figure 4.2(a), consists of two parabolas, whose foci are at the intersection between 

the opposite parabola and the exit aperture. Designed using the theory of nonimaging optics, this 

concentrator is one of a few examples of an ideal concentrator. The concentrator is designed so that 

all rays of light incident at angle   are concentrated by the parabola onto the far edge of the exit 

aperture, a2 in Figure 4.2(a). This device has had some success in both optical concentration and 

illumination applications, but it has limited utility in high concentration applications due to its 

extreme aspect ratio requirements, illustrated in Figure 4.2(b). In order to have a concentrator that 

achieves 10x concentration, it would need to be 5 times taller than the width of the input aperture, 

resulting in obnoxiously large devices for any kind of significant concentration or receiver size. One 

possible solution is to break the receiver into many smaller concentrators[17], but this complicates 

the system both optically and electronically. An alternative design, with more well controlled aspect 

ratio is highly desirable for solar concentration applications. 
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4.2. Quasi-conformal Concentrator 
 

Quasi-conformal mapping,[18, 19] which was discussed in detail in Chapter 1 and was used to 

design the cloak described in Chapter 3, can also be used to generate a concentrating device. Using 

the same principals we can create a new geometry and effectively compress the optical space at the 

output so that the light emerging from the system is concentrated. 

 

Figure 4.3 – Quasi-conformal concentrator. (a) Transformed coordinate system compressed 10x, 
with the two arrows indicating the direction of the compression that was applied. (b) Resulting 
refractive index profile for the concentrator device, scale bar ranges from 0 to 6, the maximum index 
in the transformed region is 9. 

To design the concentrator, a geometric profile should be selected for the compression. In the case 

shown in Figure 4.3, the profile is borrowed from a Miñano Concentrator, which will be described 

in detail in the next section. This profile was used so that the two concentrators could be compared 

easily. With the desired geometry in place, the boundary conditions are set in a manner similar to the 

cloak. If we define    to be the x-direction transformation then we define Neumann boundary 

conditions on the two horizontal surfaces and Dirichlet boundary conditions on the two vertical 

surfaces with values equal to      and      as defined by the edges of the input aperture 

respectively. This set of boundary conditions will apply the x-direction compression of our 

coordinate system. In order to complete the transformation we define    to be the y-direction 

transformation, and specify a second set of boundary conditions for this equation where vertical 

surfaces are Neumann boundary conditions and horizontal surfaces are Dirichlet boundary 

conditions. Since we have to define a value for the Dirichlet boundaries we set the bottom surface 

equal to zero and the top surface equal to     . Solving this set of equations in COMSOL results in 

the index profile shown in Figure 4.3(b).  
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The results of this transformation are discouraging. The device has a very broad range of refractive 

index, and could not be fabricated from any known material. This result highlights a limitation of 

quasi-conformal mapping, which is that the area of the transformation must be small compared to 

the optical space available.[20] In the cloak, the bumped region was much smaller than the optical 

space available. In this case, however, the compression is too dramatic and the resulting index 

profile requires too much variation. This intrinsic limitation to quasi-conformal mapping prevents it 

from being used to design a concentrator with more than a few times concentration, as a result a 

different method needs to be used to generate such devices. An alternative method exists within the 

nonimaging optics community, and the remainder of the chapter will examine this technique and 

adapt its theories to this particular problem. 

4.3. Miñano Method using Poisson Brackets 
 

The Miñano design method is an alternative approach to design a concentrator with gradient 

refractive index.[21] Rather than relying on the quasi-conformal mapping approach, it instead uses 

Poisson brackets and the eikonal equation to design a coordinate system.[22, 23] The treatment in 

this section is limited to 2D, but these concepts can be extended into 3D without adding significant 

complexity.[24] While the fabrication methods for gradient index materials in 2D are becoming 

more well developed, creating devices with arbitrary index profiles in 3D is still not attainable on any 

significant scale. 

The purpose of the method is to calculate the refractive index distribution required to produce a 

certain distribution of light inside a given system. To do this we can use the eikonal equation: 

   ‖  ‖  

where   is the optical path length and   is the refractive index. This equation however can only be 

used if the optical path is known, and that requires knowledge of the index. To get around this we 

instead define a set of curves which are perpendicular at all points on the desired optical path of the 

light in the system. If we define a set of lines as            where   is a constant (not to be 

confused with concentration) and for each   there exists a line that is perpendicular to all light rays 

in the system at a certain point. This set of lines and the optical rays themselves then make up an 

orthogonal coordinate system, and the transformation between this system and Cartesian 

coordinates         will produce the refractive index profile. Now we can calculate          

     and obtain: 
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In this equation    is already known, since we have defined the set of curves  . If we can calculate 

the function 
  

  
 then the refractive index can be found using the eikonal equation. To apply this 

principal to a concentrator we first need to define the set of curves. 

For this design in particular, we will define a set of curves made up of circular arcs, centered along 

the vertical x2-axis, with variable radius and offset from the horizontal x1-axis. Each curve is defined 

by: 

     
             

  

where   is the radius of the arc, and    is the vertical component of the new coordinate system, and 

is effectively parallel to the optical path through the system. The lines defined by these curves make 

up    which is the horizontal component of the new coordinate system, and is perpendicular to the 

optical path and   . Since we want our concentrator to have flat input and output apertures the 

equation for   should go to infinity at these points along the    axis. A chosen function for the    

lines will allow us to define the coordinate system. Using the equation given in [22], we have: 
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where   is a function of   . We now need to examine this function at its two extremes:      and 

    , which correspond to the input and output apertures respectively.  
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Where    is defined as the specific width of the output aperture, and is used in this case to clarify 

that the quantity is constant under this special condition. With these equations we can now define 

the concentration of our system. Since the inlet width is given by    we can define 
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It is now possible to fully define our coordinate system. Previously we had not specified an equation 

for       except in general terms. Now we can choose a function such as 

       
 

  
      

  
 

which approaches infinity at both extrema as required and where   is a constant. We can calculate 

  by substituting in our function for   
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With our coordinate system fully defined we can now use the eikonal equation to calculate the 

refractive index gradient. The equation below is derived assuming constant refractive index    at 

both the inlet and outlet apertures as well as along the optical axis. 
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Where    is given by 

   
      

   
 

      
    

  
    

     
 

Solving for all points along         for each    vector yields a 2D refractive index map where light 

propagates along the curves defined by   . Figure 4.4 shows the results of these calculations 

performed in Matlab. 

The calculated index profile is found for the         coordinate system, which can be understood as 

a virtual space. Figure 4.4(a) shows this virtual space as a Cartesian coordinate system with the 

original coordinates         projected as lines. The transformation from virtual to real space can be 

seen in Figure 4.4(b) where the curvilinear coordinate system         is projected onto the Cartesian 

coordinates        . When calculating the index profile the resulting matrix is in virtual space, 

which is shown in Figure 4.4(c). Note that the color scale is red for index less than    and blue for 

index larger than   . The white lines are the optical axes of the system, which are fixed to equal    

in order to obtain a solvable system of equations. Once this index profile is transformed to real 

space the actual device profile is obtained, seen in Figure 4.4(d).  
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Figure 4.4 – Calculation of refractive index profile using Miñano method for a concentrator with 

      and       . (a) Virtual space, lines show constant    and    projected into the   
 
     

coordinate system. (b) Real space, lines show constant    and    projected into the   
 
     coordinate 

system. (c) Refractive index profile as calculated in the   
 
     coordinate system. (d) Refractive index 

profile in real space after coordinate transformation. 

By examining the geometry of the system, the performance of the concentrator can be understood 

intuitively. If we understand that a ray of light traveling perpendicular to a gradient of refractive 

index will be bent towards the higher index we can see how light entering vertically on the side of 

the concentrator sees a strong gradient (red) towards the center of the device that bends that ray 

towards the center, after being steered towards the center the light needs to be returned to vertical to 

exit the device, so the second gradient is away from the center of the device (blue) and the light is 

bent towards the exit aperture. The overall refractive index variation is significantly lower than the 

device obtained using quasi-conformal mapping and warrants additional study. 

4.4. Performance & Limitations 
 

It has been shown that the Miñano method can be used to design a gradient index concentrator with 

significantly improved index range. To test the concentrator designed above it can be integrated into 

an electromagnetic wave solver. In this particular case the COMSOL RF module was used to 

confirm that the concentration effect occurs as intended. 
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Figure 4.5 – Electromagnetic simulations of concentrator designed by Miñano method, calculated at 
600nm using a 20 µm input aperture. In (a)-(d) the left-hand image the electromagnetic field lines are 

shown, note in (a) and (b) how precisely the field lines conform to the    and    seen in the previous 
figure. The right-hand image shows the total EM power. (c) and (d) show the highest acceptance angle 
for the concentrator, in both cases the light is focused above the edge of the output aperture, which is 
inherently different behavior than what is seen in compound parabolic concentrators. 

Electromagnetic simulations performed on small scale concentrators allow the individual field lines 

to be clearly resolved, but also introduce certain numerical errors in the simulation. Simple ray 

tracing doesn’t provide additional information about the concentrator, since it was derived using the 

ray tracing principals. As a result of the limitations of the number and size of elements in the 

domain, a maximum inlet aperture of 20 µm is selected. The simulations were performed at 

wavelengths across the visible spectrum, but results presented in Figure 4.5 are only for 600nm. In 

(a) and (b) the field lines can be clearly seen to follow the coordinate system derived in the prior 

section. The electromagnetic power plotted on the right-hand side of Figure 4.5(a) and (b) clearly 

shows the desired concentration effect.  

The behavior of a concentrator is most interesting at the limits of its acceptance angle, which is 

plotted for two different concentrations in Figure 4.5(c) and (d). The limiting angle is necessarily 

smaller for devices with higher concentration, as described by the ideal concentrator equation. Like 

compound parabolic concentrators (CPC), at its maximum acceptance angle the concentrator 

reflects incoming radiation off of one edge and focuses it on the opposite edge of the exit aperture. 

Unlike the CPC however the Miñano concentrator is designed with an aspect ratio of 0.5.  
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Figure 4.6 – Refractive index range requirement as a function of concentration with       . 
Shaded region bound by the two curves is the required index variation. Inset shows concentrators 
designed at various concentration factors, all displayed using the same color scale. 

While simulations show that the concentrator described above is an effective device, the required 

index for any significant concentration is still prohibitively large, as can be seen in Figure 4.6. Even 

at a concentration of 2, the required index range is 1 to 2.4. This would require a device that could 

vary in refractive index from air to diamond, which while conceivably possible is entirely unpractical 

for solar concentrators.  

Previous studies of these concentrators did not elaborate further on techniques to reduce these 

index variations, partially because of the inherent impracticality of gradient index devices. However, 

as was demonstrated in the previous chapter, gradient index materials are now more controllable 

than ever, and additional theoretical manipulation of these devices could potentially result in devices 

that lie within the limits of our fabrication techniques.  

4.5. Aspect Ratio Scaling 
 

The concentrator derived above has a fixed aspect ratio that is a result of the coordinate system in 

which it was designed. We can modify the previous derivation to relax that restriction in the hopes 

that increasing the aspect ratio will reduce the index range requirements while still providing 

superior performance when compared to compound parabolic concentrators. 

We will introduce a scaling factor   which will be multiplied by the original vertical coordinate. Since 

the original system had a vertical coordinate that was half the horizontal coordinate all of the original 

devices had an aspect ratio of 0.5. If we now define    from 0 to   we can define a new    and   
  

derived as 
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   will now trend towards infinity at      and      so that the aspect ratio of the device can be 

adjusted. We now need to recalculate the value of   using the scalable   . 
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Finally we can calculate the refractive index of the scalable system as a function of  . 
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Using this new derivation it is possible to specify an aspect ratio and concentration factor, allowing 

one to tune the concentrator to meet the exact requirements of the application system. The results 

of these calculations are shown in Figure 4.7 below. 

Relaxing the aspect ratio has a dramatic impact on the required index range of the Miñano 

concentrators. By increasing the aspect ratio from 0.5 to 2 (    to    ) the index range required 

for a 10x concentrator is reduced from        to        as can be seen in Figure 4.7(a). The 

concentrators in question are shown in Figure 4.7(b) with a fixed color scale. Comparing the far left 

concentrator to the far right the difference in index requirements can be visualized. The higher 

aspect ratio concentrator works on the same principle, but with more vertical space to bend the 

light, less extreme gradients are required since less extreme deflections are required. 
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Figure 4.7 – Aspect ratio scaling to relax index variation requirements. All calculations are for 

      . (a) Refractive index variation as a function of concentration is shown for aspect ratios 0.5, 1, 

and 2. (b) Calculated index profiles for concentrators with       as indicated by the dashed line in 

(a). All profiles are plotted using the same color scale to allow easy comparison. 

The scaled Miñano concentrator provides a potential alternative compound parabolic concentrators, 

particularly at high concentrations where the CPC becomes unwieldy. A Miñano concentrator with 

100x concentration and an aspect ratio of 2 would only require         and would be 25 times 

smaller aspect ratio than an equivalent CPC. We now have gradient index devices that are within 

reach for current fabrication techniques.  

4.6. Angular Performance 
 

The theoretical derivation of the Miñano concentrator ensures that it is an ideal concentrator, 

however to confirm the ideality of these devices it is useful to examine their angular response. As 

was described above, and ideal concentrator has a perfect cutoff at its acceptance angle, with all light 

incident at angles greater being rejected from the system. In an angular response curve this is 

equivalent to a box. While numerical simulations obviously introduce significant error, they can still 

be used to qualitatively check if the concentrator is performing as an ideal concentrator. 
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Figure 4.8 – Angular performance of Miñano concentrators. (a)-(d) Concentrator efficiency as a 
function of incident angle, ideal performance is shown with a thin black line, numerical simulation 
results shown in thick blue line. (e)-(h) Spatial representation of electromagnetic power output from 
the exit aperture as a function of incident angle. Each vertical slice shows the field profile at that 

particular incident angle.  

Parametric numerical simulations carried out using the RF module of COMSOL show good 

agreement between the theoretical performance of an ideal concentrator and the Miñano devices. 

Figure 4.8(a)-(d) show the theoretical (thin black line) and numerical (thick blue line) results for two 

different concentrations and aspect ratios as indicated on each figure. While the numerical solution 

is not perfectly coincident with the theory, the error is within reasonable error resulting from 

meshing and scattering artifacts. The field distribution at the exit of the concentrator as a function of 

angle is shown in Figure 4.8(e)-(h). These plots show an interesting effect, as the focus of the 

concentrated light moves from being evenly distributed across the aperture to being focused at the 

edge, and then jumps to the opposite edge just before reaching the maximum incidence angle. This 

effect can also be seen in Figure 4.5(c) and (d), where the peak power focus appears to be above the 

exit aperture, but after the focus the light is reflected to the opposite edge of the aperture. 

While these results do not conclusively show that the designed devices are ideal, they indicate strong 

angular selectivity which is the primary attribute of an ideal concentrator. With the theoretical 

treatment described above it is now possible to design ideal concentrators of arbitrary concentration 

and aspect ratio, many of which lie within the range of existing or developing gradient index 

fabrication techniques. 
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4.7. Conclusion & Outlook 
 

The Miñano concentrator described in this section expands the tools available for designing 

transformation optics elements for energy applications. While some of the flexibility and ease of 

implementation of Quasi-conformal mapping is lost, significant reductions in refractive index 

requirements are gained.[25] With these new device designs we can begin to fabricate gradient index 

concentrators using existing techniques. While using the techniques described in Chapter 3 would 

result in micron sized devices, the next chapter will explore a new method that could potentially be 

used to produce such devices on the centimeter scale. That may still seem small compared to a 

commercial solar cell, however, most concentrated photovoltaic systems have a cell size on the order 

of centimeters, and gradient index concentrators could potentially be used as a final stage in a multi 

stage concentration design. 

The design described in this section was adapted specifically for concentration applications, but with 

additional work it could be possible to use this technique to design optical devices with other 

functions. The Miñano design method should be explored further to explore new potential uses in 

other fields of optics. 
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Chapter 5. Gradient Index Materials from Porous Silicon 

5.1. 2D Gradient Index Devices 
 

Traditional optical elements rely on refractive or reflective surfaces to shape the light that travel 

through them, and an optical system is designed from a combination of surfaces to achieve a specific 

function. Gradient index optics offers an alternative to this well established paradigm of optical 

design, where a single gradient index element can replace many refractive surfaces.[1] 

 

Figure 5.1 – Gradient index devices. (a) Carpet cloak device - masks a bumped mirror and makes it 
appear flat. The effect works by slowing light that hits the top of the bump and accelerating light that 
interacts with the bottom corners, by doing this the wavefront is reconstructed such that the bump is 
rendered invisible. (b) Miñano concentrator – concentrates directional incoming light from the inlet 
(bottom) by first bending light towards the center using the low index pink region, then by bending it 
back to vertical using the high index blue region. White is index 1.5. (c) Compressed Luneburg lens – 
An ideal imaging lens, modified by transformation optics so that 10% of the focal plane is flat rather 
than curved, the circular blue region is the original Luneburg lens, with the darker blue and red 
regions providing the flattening effect. White is index 1. (d) Janus Device – A device that has different 
optical functions in different directions: in the vertical direction the device acts as a lens, in the 
horizontal direction it acts as a beam shifter. 

Gradient index optics appear in nature, such the lens of the human eye. The lens of the human eye 

is able to achieve vastly superior imaging than a single lens system would normally be capable of 
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thanks to its refractive index gradient. Several other examples of gradient index devices are shown in 

Figure 5.1.  

The carpet cloak, which can hide a bump in a reflective surface using an optical transformation, is 

shown in Figure 5.1(a). While these devices have been demonstrated in the visible [2] and IR [3] the 

scale of the devices has so far been limited to tens of microns using electron beam lithography, or 

hundreds of microns using direct laser writing. [4] In order for a cloaking device to have any real 

utility, it should be able to hide something that is visible to the naked eye. The Miñano concentrator, 

Figure 5.1(b), which was described in detail in Chapter 4, is another example of a useful gradient 

index device that simply cannot be fabricated on the required scale given current fabrication 

techniques. 

Gradient index optics can also be used to replace traditional optical elements like lenses and mirrors. 

The Luneburg lens for instance, is a perfect lens created from a refractive index gradient whose 

profile is given by: 

     √  (
 

 
)
 

 

where   is the radius of the lens and   is the radial position along the lens. This lens provides an 

ideal imaging system, creating a perfect image on a circular surface opposite of the source. 

Transformation optics can be used to flatten one of the surfaces, as shown in Figure 5.1(c), to make 

the Luneburg lens more practical for integration into traditional planar surfaces, such as CCDs or 

solar cells. So far demonstrations of such transformed lenses [5, 6] have been in microwave, or 

limited to the same nanofabrication techniques used for the carpet cloak, and as a result are small 

and impractical. Finally, Figure 5.1(d) shows a multifunction device known as the Janus device.[7] 

This device can serve different optical functions in different directions and presents an exciting 

possibility for new optical elements, but these designs are currently impractical for any real optical 

system due to fabrication constraints. 

It should be apparent from the above discussion that the limitation for gradient index devices is not 

in design or application, but in fabrication. Current fabrication techniques for gradient index devices 

do not allow arbitrary refractive index profiles to be patterned into optical media.[8] Doped glasses 

are the current state of art for gradient index optics, but are limited to relatively modest gradients 

and variations.[9] Nanofabricated devices like the carpet cloak discussed in Chapter 3 are limited to 

small sizes and are expensive and time consuming to produce. To unlock the true utility of gradient 

index optics a new fabrication technique is needed to provide a simple and effective way to pattern 

arbitrary refractive index profiles. 

One potential way of approaching this problem was alluded to in Chapter 2, where porous silicon 

was discussed. In Chapter 2 we describe a porous silicon material created by an electrochemical 

etching process. Due to the nanoscale nature of the pores, the resulting porous network has an 

effective refractive index which can be controlled by adjusting the etching current, and thereby 
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adjusting the pore density. By adjusting the etching current with time, it has been shown that various 

Bragg reflectors and other 1D gradient index devices can be made.[10-12] In these devices the etch 

conditions are changing during the etching process, and as a result arbitrary z-direction index 

profiles can be tailored. This technique can be very effective for replacing some optical thin film 

deposition techniques, but in order to extend this technique into 2D devices we need to be able to 

create x-y gradients. This can potentially be performed by controlling the shape of the electric field 

inside the etching cell, but precise and arbitrary control of an electric field inside an electrochemical 

system is difficult at best. The alternative is then to use light to modulate the local carrier density in 

the silicon instead, a technique called photoelectrochemical silicon etching.[13] 

5.2. Photoelectrochemical Silicon Etching 
 

Photoelectrochemical silicon etching has several key advantages over existing gradient index 

fabrication techniques. It can be applied to a large scale (up to the size of a silicon wafer) and the 

etching process itself can progress rapidly, with typical etch times between 2 and 10 minutes. 

Compared to typical nanolithography techniques such as focused ion beam and electron beam 

lithography, PEC silicon etching is many orders of magnitude faster and cheaper. It also can 

produce arbitrary pore patterns with pore sizes far below the sizes typically obtained from 

holographic techniques.[14] Also, unlike nanoimprint lithography [15], PEC silicon etching requires 

no master mask, and can be used to create layers tens or hundreds of microns thick. However, the 

use of PEC etching to create optical devices is only well explored in 1D. 

Photoelectrochemical (PEC) silicon etching was first described in 1977 by Arita and Sunohara.[16] 

Significant academic interest arose from the work of Sailor [17] which showed high fidelity greyscale 

images transferred to silicon. It has since been shown that PEC etching can be used to create 

luminescent structures with various geometries.[18, 19] PEC etched silicon has been explored for 

many applications, including sensing [20], silicon LEDs [21], and photonic crystals [22], but its use as 

a 2D refractive index gradient has not been well explored. 

These PEC devices differed fundamentally from many of the previous optical porous silicon work 

because the silicon used was n-type. The resulting porous silicon had high levels of luminescent 

emission, but also suffered from high scattering.[23, 24] To understand the reason n-type silicon was 

preferred, Figure 5.2(a) shows a detailed schematic of the PEC etching process. The process begins 

when a photon is absorbed in the silicon layer, and generates an electron hole pair. This pair is then 

quickly separated by the electric field created between the two electrodes. Once two holes reach a 

surface silicon atom, an oxidation reaction can occur, and the oxidized silicon atom can 

subsequently be removed by the HF acid.[16] The positive charge is then transferred to H+ ions that 

then react at the Pt electrode and complete the circuit. One can see that if the silicon is n-type the 

process is well controlled, since holes are a minority carrier and can only be generated by the 

photoexcitation. The process is well described and established under n-type etching conditions, and 

much of the initial investigation in this chapter was performed on n-type silicon. This process, 
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however, proved to have significant problems in generating high quality optical materials that 

matched the low scattering and controllable thickness seen in the p-type porous silicon described in 

Chapter 2.  

 

Figure 5.2 – Photoelectrochemical (PEC) Silicon Etching. (a) Typical PEC etch process, stages are 
marked by vertical dashed lines. Initially an electron-hole pair is created by photon absorption. The 
charge carriers are separated by the electric field induced by the two electrodes. Two holes oxidize a 
surface silicon atom and it can be removed by HF, releasing H+ ions, H2, and a SiF6 molecule. Finally 
the H+ ions react at the Pt surface to release their charge and create H2. (b) IV Curve for PEC silicon 
etch with p-type silicon under dark and 7 kW/m2 illumination conditions. Linear behavior is in 
contrast to n-type silicon. Onset of electropolishing is indicated by slight dips in the curves at 0.3 A 
and 0.4 A for illuminated and dark conditions respectively. (c) Typical cross-section of p-type porous 
silicon layer etched at 1:3 HF:EtOH and 10 mA. Inset shows top view of porous structure. (d) 
Photographs of etched silicon with illuminated region marked by center circle and dark region 
surrounding. 

PEC etching using p-type silicon presents a different challenge. Since the material has a high 

concentration of holes the number of photogenerated holes is insignificant at typical etching 

conditions, and the resulting etched films appear uniform regardless of illumination.[25] In order to 

find an acceptable etching condition, it is necessary to carefully balance the photogenerated carriers 

with the drift current created by the electric field. In order to do this the typical etching currents 

used for p-type silicon need to be reduced by an order of magnitude from what is typically used. To 

maintain effective etching, the solution concentration of HF also needs to be reduced, otherwise the 
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porous network will have low pore density and large pores.[26] Figure 5.2(b) shows the IV curve 

measured at fixed current for PEC etching in p-type silicon with 1:3 HF:EtOH under dark and 7 

kW/m2 illumination. This figure is important because it shows that unlike n-type silicon, significant 

etching occurs in the dark state and illumination is reducing the voltage required to reach a fixed 

current which is consistent with the hypothesis that the illumination is contributing a significant 

number of new carriers to the system. Also note that the electropolishing cutoff, signified by a slight 

dip in the curve, occurs at 0.3 A under illumination and 0.4 A in the dark. The electropolishing 

cutoff sets an upper limit for etching current, but to create stable porous networks it is usually 

recommended to be well below the cutoff, so 1-200mA is the available etching current range for 1:3 

HF:EtOH for 0.01 ohm-cm p-type silicon. Figure 5.2(c) shows a typical cross-section and surface 

(inset) of the p-type PEC porous silicon etched under these conditions. In addition to controlling 

the porosity of the etched layer, it is also important to control the layer thickness. Since the 

illumination can change the porosity, it will also necessarily have an impact on the etch rate. In n-

type silicon this effect is very pronounced, however, in p-type silicon the effect is more subtle. 

In order to determine the best conditions to use for creating gradient index materials we 

experimentally tested a wide range of current and solution concentration conditions while 

illuminating a circular region in the center of the chip. Photographs of a select few resulting samples 

are shown in Figure 5.2(d). The ideal etching condition would provide a large difference in porosity 

with a small corresponding difference in thickness. Due to the high sensitivity of this technique to 

silicon doping and quality, it is necessary to repeat these experiments if the silicon feedstock is 

changed, and the conditions used for here should only be considered at a guide for subsequent 

experiments. For the particular silicon feedstock used in these experiments, the following conditions 

were determined to be the best combination of high index contrast and low thickness variation: 

p-type Silicon – 0.01-0.02 ohm-cm 

Solution Concentration - 1:3 HF:EtOH 

Etching Current – 10 mA - 30 mA 

It is interesting to note that the discovery of the photoelectrochemical etching effect in p-type 

silicon is not new, and has been described in [27, 28] but that this work represents one of the few 

such efforts to achieve this type of etching. While it would be easy to claim that the actual 

determination of the proper etch conditions occurred through careful modeling and analysis or 

through use of previous literature, the actual discovery was far more serendipitous. Before the 

discovery of p-type photo etching, the best hope for reducing the scattering effect in n-type silicon 

seemed to be adjusting the doping level in the silicon feedstock. Since adjusting the doping is the 

most difficult parameter to tune, this was left as the last resort for determining high quality etching 

conditions. During a parametric etching study of one of these n-type wafers, a piece of highly doped 

p-type silicon was mixed into the chips. Due to the dramatically different etch conditions required 

for etching silicon of different dopant concentrations, the parametric sweep used was quite broad, 

and the p-type chip randomly found its way into the etch chamber at a particularly low etch current. 
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The result was photo-etching similar to what is seen in n-type silicon, but with significant visual 

differences that made that particular chip stand out. During analysis of the data collected from that 

experiment, the anomalous behavior of that chip warranted a reexamination, but upon repeating the 

experiment (with n-type silicon this time) the results were significantly different. Once this 

phenomena was observed it became clear that the chip that was used in the original etch was p-type, 

and the experiment was repeated properly. Once we had discovered the proper etching conditions 

to achieve photo-etching in p-type silicon the optimization of the technique proceeded very rapidly. 

This happenstance discovery of what turned out to be a very small parametric window is perhaps 

the single most important interface between dumb luck and science in this body of work.  

5.3. DMD Dynamic Mask 
 

With the proper etching conditions established, it is now necessary to design an illumination system 

that allows for arbitrary light patterns to be projected onto the silicon surface for etching. To achieve 

this we selected to use an optical projector and a focusing system. This allows for a simple computer 

interface with the projector to control the pattern projected onto the silicon surface. The projector 

we selected is a Casio XJ-A241. The Casio projector uses a new system that combines blue laser 

diodes and red LEDs with a phosphor for green emission which are reflected off of a DMD mirror 

to create an image. The advantage of this system is that the blue light is highly monochromatic, 

which is an advantage if precise illumination control is needed. Since silicon absorption is much 

higher in shorter frequencies, having a monochromatic blue illumination prevents bulk absorption 

and generates the majority of the carriers at the desired interface. This is important because carriers 

generated deeper in the bulk of the silicon can diffuse laterally away and blur the resulting image. 

The optical and electrical system used for PEC silicon etching is shown in Figure 5.3(a). The 

projector image is focused using a three lens system and reflected off a single mirror to focus the 

image on the silicon surface. A mirror is used in place of a beamsplitter to reduce the creation of 

multiple reflections and ghost images. Because of the high sensitivity of the technique, a ghost image 

that is many times less bright can still cause noticeable changes in the etched area. To correct for 

spherical aberration is it also important that the projected image travels along the optical axis of the 

three lens system, which requires a tilt-able mount for the projector. In addition to normal spherical 

aberration in the system, the liquid meniscus also produces a distortion in the image, this can be 

corrected either by precisely filling the chamber such that the curvature of the meniscus is 

minimized, or by only projecting images on the central region of the etching cell. The silicon chip is 

held inside a Teflon etching cell, with an aluminum foil back electrode and a circular platinum top 

electrode. Nylon screws and a chemically resistant O-ring create a seal to prevent leakage of the 

HF:EtOH solution. A computer controlled constant current power supply is used to adjust the 

etching current, which is typically fixed throughout the etch, but could conceivably be varied to 

introduce an additional degree of freedom in the etching process. 
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Figure 5.3 – Silicon Etching Setup – (a) Projector system used for silicon etching, three lenses focus 
image onto silicon chip inside Teflon etch cell. Pt and Al electrodes are connected to constant current 
power supply. Etch cell is sealed with screws and O-ring. (b) Spectrum of Casio XJ-A241 projector 
used in the setup, inset shows the optical power output from the projector as a function of greyscale 
value (black = 0, white = 1). (c) Projected image used to test fidelity of etching setup. (d) Resulting 
etched image viewed through dark field microscope. (e) Luminescent image, illuminated with UV. (f) 
Bright field image shows spatial porosity/thickness variations. All scale bars are 2 mm. 

The optical characterization of the projector is shown in Figure 5.3(b). The sharp blue peak is a 

result of the laser diode illumination scheme, with the very broad green peak resulting from 

phosphorescent emission, and the modest red peak from LED emission. More importantly, despite 

the high quality of this projector, optical power measurements shown in the inset indicate that only 

half of the greyscale spectrum has any power variation. This is important since the projected 

patterns need to have a large and linear spread of optical power. This optical power curve is 

convoluted with the index gradient curves for the patterns to create the proper greyscale intensity 

profile to create the desired index profile. 

To protect the user from the hazardous chemicals used in the system, the projector setup is 

mounted to an optical breadboard that makes the entire system portable, and a rail system is used to 

align the lenses to reduce the difficulty of realignment due to the setup requiring constant 

movement. The optical system can be placed inside a chemical hood so that HF and H2 gasses 
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released during the etching are contained. Additionally all users of the system are required to wear 

chemically resistant supported nitrile gloves and face protection. 

To check the alignment and focus of the optical system, as well as the greyscale patterning, a simple 

greyscale image shown in Figure 5.3(c) was projected onto an n-type wafer and etched for 2 minutes 

at 30 V in 1:3 HF:EtOH. The resulting pattern was imaged using a dark field microscope, which can 

be seen in Figure 5.3(d). The high scattering from dark field provides good images, but accentuates 

the shortcomings of n-type silicon for optical devices, where scattering should be minimized. The 

patterns etched into n-type silicon show distinct luminescence when illuminated with UV, as shown 

in Figure 5.3(e). The refractive index and thickness variation created by this etch can be seen in the 

bright field image shown in Figure 5.4(f). The focus of the system can be adjusted by changing the 

position of the final lens, which is mounted on a translational stage. The liquid meniscus disturbs the 

focus of the system, so the useful portion of the chip is reduced slightly. Additionally the design of 

the projector system is such that the focus is not flat relative to the optical axis of the projector, so it 

is necessary to tilt the Teflon chamber slightly to compensate for this. Tilting the chamber is 

preferable to tilting the projector, since having the projector and the external lenses on the same 

optical axis makes aligning the setup much simpler. It is also necessary to perform test focusing 

using the backside of a silicon chip, such that the surface scatters sufficient light to be seen or 

imaged. Previous versions of the setup included beamsplitters and cameras, but these components 

were removed because they were introducing additional images on the wafer and provided little 

utility during the etch process. With the etching setup well established, the next important step is to 

develop a reliable method for measuring the refractive index and thickness of the fabricated films. 

5.4. FTIR Refractive Index Measurement 
 

In order to measure the refractive index of the etched films a Fourier transform infrared (FTIR) 

spectrometer and microscope setup was used to measure the infrared reflectance spectrum of the 

fabricated chips. This spectral data was then fitted using custom Matlab code designed for this 

application. The thickness of the layer was measured with SEM cross-section, and then by fixing the 

height, the curve fitting model could converge on the refractive index. This technique was used 

instead of ellipsometry because when compared directly to ellipsometric data, it provided more 

consistant results and higher quality fits. This could in part be due to the uneven bottom surface 

created by the etching, which disturbs the ellipsometric data, or that the commercial software 

models we not well suited to characterizing porous silicon. FTIR investigation of porous silicon 

refractive index has been described previously [29], but a detailed description is appropriate here 

since this data is critical to the development of PEC etched gradient index devices. 

The curve fitting assumes a single porous layer sitting on a silicon substrate. Since both the substrate 

and porous layer are composed of silicon (or silicon oxide), it is important to include the dispersion 

effects in the model. The calculation uses the dispersion of silicon and silicon oxide given by the 

Sellmeier Equation.[30] 



 

77 
 

         √  
             

                
 

              

               
 

             

           
 

     
 √          

             

                
 

             

       
 

Since the wafers being used have high doping levels, it slightly increases the accuracy of the fit to 

include the free carrier absorption in the silicon that results from doping. This empirical absorption 

factor is given as:[31] 

         
    

For p-type silicon with 0.01 ohm-cm resistivity the absorption factor and carrier density are given by 

              and            respectively. This absorption factor is integrated into the 

overall absorption in the system as well as being used to calculate the imaginary index of the silicon 

substrate, which impacts the reflected intensity. 

             
    

  
  

To calculate the refractive index of the porous layer of porosity   we need an effective media 

approximation. For this model the Bruggeman approximation for cylindrical inclusions as described 

by Lazarouk was used.[32] 
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This model was chosen since the porous layers closely resemble solid layers with cylindrical 

inclusions, and this estimation is accurate at both high and low porosities. With the silicon substrate 

and air refractive index fully defined, we can now calculate the reflection as a function of 

wavelength  , layer thickness  , porosity  , and extinction in the porous layer     . 

The reflection from the first interface is given by: 
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And the reflection from the second interface is given by: 
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The interference of the two reflected waves gives a total reflection of: 

  
        

   

             
 

  
  

 
      

And finally the total reflected power is given by: 

  | |  

Using this simple two wave interference model with the complex refractive index allows for all of 

the physics of the system to be modeled with a few simple equations. The calculation is then solved 

using a three stage brute force optimization algorithm that varies  ,  , and      across the possible 

values to find the best fit.  

 

Figure 5.4 – FTIR Data Fitting – Reflectance as a function of wavelength as measured by FTIR is 
shown in solid black lines. Theoretical curve fitting under various conditions is shown in thin blue 
lines. Fixed height calculations use SEM cross-section measurements for the film thickness, free 
height calculations allow the model to find a best fit by varying the height. While in some cases the 
fixed and free heights were very close, often the free height model would converge on incorrect 
refractive index, so fixing the height is preferable. 

Figure 5.4 shows curve fitting using the above calculations for four different cases. The software is 

flexible enough to allow for a fixed or variable height, as well as accounting for extinction within the 

layer. It is important to note that by allowing a model to have too many free parameters, it can 

achieve a perfect fit, but it might do so at unreasonable conditions. Figure 5.4(a) and (b) show data 

(thick black line) and theoretical fit (thin blue line) for a film using the thickness as measured from 

the SEM. The refractive index retrieved and the RMS error of the fit is almost identical in both 

cases, regardless of the inclusion of attenuation. In Figure 5.4(c) and (d) the solver is allowed to vary 

the thickness of the film in order to find the best fit, and in both cases the RMS is reduced 
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significantly, particularly when attenuation is also allowed to vary. However, it should be noted that 

the index retrieved in these cases was incorrect when compared to mass loss measurements and 

ellipsometery.  

In order to have truly reliable index data, we found that having SEM cross-section for thickness 

estimation was critical, otherwise the model could find false positives. In many cases allowing a 5% 

variation in height from the measured value resulted in a significant reduction in RMS fit and usually 

had a small impact on the retrieved index. As a result the data presented in this paper was calculated 

first based on fixed-height measurements from SEM data, and then allowed to relax to a best fit 

within 5% variation. This allows for some error in the SEM cross-section to be compensated for by 

the curve fitting. 

5.5. Porosity Gradients 
 

Previous investigations of refractive index generated by PEC etching have been limited to binary or 

step functions. Now using FTIR to measure the refractive index, it is now possible to project 

continuous illumination gradients and measure the refractive index along the gradient to characterize 

the system. The results of such an experiment are shown in Figure 5.5.  

The data shown in Figure 5.5 were gathered from gradients etched into 0.01-0.02 ohm-cm p-type 

silicon at 10 mA in 1:3 HF:EtOH for 10 minutes. The intensity variation was 0 to 0.5, which covers 

the entire power spectrum of the projector. The resulting chip shown in Figure 5.5(b) was then 

cleaved down the middle and scored with a diamond scribe in even increments along the length of 

the gradient. One half of the chip was then oxidized at 800 C for 8 minutes in a rapid thermal 

annealing system identical to the one described in Chapter 2. FTIR measurements were made for 

each half at each of the markings, and subsequent SEM cross-sections were taken. The FTIR data 

was fit using the cross-section height and the refractive index at each location was retrieved. 

For the as etched samples we see 10% height variation with a       , which puts this material 

well within the useful range for IR devices. For the oxidized sample there is a 17% height variation 

with a       , which is useful, but does not provide the same index range as we saw from the 

patterned nitride layers discussed in Chapter 3. 
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Figure 5.5 – Refractive index as a function of greyscale value. (a) Refractive index as measured by 
FTIR as a function of greyscale intensity of illumination for both as etched silicon and oxidized 
silicon. Greyscale values only range up to 0.5 due to contrast cutoff. Oxidation carried out at 800C for 
8 minutes. (b) and (f) are photographs of the etched silicon before and after oxidation respectively, 
showing the greyscale variation along the length of the chip. (c)-(e) show SEM cross-section of the as 
etched silicon chip at greyscale intensities of 0.07, 2.3 and 4.1 respectively, indicated by dashed lines in 
(a). (g)-(i) show similar cross-sections after oxidation. All scale bars are 1 µm. 

The height variation along the gradient can be clearly seen in the SEM cross-sections shown in 

Figure 5.5 (c)-(e) and (g)-(i) for the as etched and oxidized cases respectively. It is interesting to note 

that increasing illumination intensity decreases pore density but increases layer thickness. The effect 

of illumination on p-type silicon is considerably more complex than in the n-type case. This effect 

could prove useful for devices where the waveguide thickness was also to be varied to increase the 

refractive index range, since mode index decreases for decreasing waveguide thickness. The effect of 

oxidation on thickness can be seen from the relative expansion of the layers of different porosity. 

For the most porous layer, Figure 5.5(c), we see that after oxidation the layer thickness increases by 

6%. For Figure 5.5(d) and (e) the layer thickness grew by 10% and 14% respectively, showing that 

the volume fraction of silicon in the porous network determines the amount of expansion seen 

during oxidation, as is expected from other porous systems. 

While these results show impressive index variation, these do not represent the limits of this 

technique, but rather only serve as a proof of concept that PEC silicon etching can be used to 
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created arbitrary refractive index devices. In order to demonstrate the power of this technique, the 

following sections will deal with the fabrication and testing of a Miñano concentrator using this 

technique. 

5.6. Gradient Index Device Fabrication 
 

In order to properly demonstrate the utility of this technique, we have selected a device that has 

until now not been fabricated using any manufacturing scheme due to its difficult index and scale 

requirements. The Miñano concentrator, as described in Chapter 4, provides ideal concentration of 

light using a gradient index device. The resulting device can have an aspect ratio much smaller than 

other ideal concentrators achieving the same concentration. 

To fabricate a Miñano concentrator, it is necessary for the device to have metal mirrors on the sides, 

which adds significant complexity to the fabrication process. Without this requirement the device 

could be created in a single step by the PEC etching setup. As it is, the device first needs to be 

patterned and etched using traditional lithography and etching techniques, and then the PEC etching 

step can create the required index profile. The fabrication process is shown in Figure 5.6. 

The device fabrication begins by depositing a 300 nm PECVD oxide hard mask layer on a highly 

doped p-type silicon wafer. An i-line resist with a thickness of approximately 1 µm is spun onto the 

wafer. The resist is exposed using the Karl Suss Mask Aligner using 2000 W/m2 illumination for 

11.5 seconds. The resist is then developed for using the wafer development track in the Nanolab as 

shown in Figure 5.6(a)-I and Figure 5.6(b). The concentrator pattern is then transferred to the oxide 

hard mask using an oxide etch performed in a parallel plate plasma etcher at 30 nm/min using 80 

SCCM ChF3 and 4 SCCM O2 at 150 W as shown in Figure 5.6(a)-II. The plasma etch completely 

removes unmasked oxide and leaves some residual polymer on the wafer surface. The wafer is then 

cut into quarters and etched in a deep reactive ion silicon etch (DRIE) at standard conditions as 

shown in Figure 5.6(a)-III. The DRIE etch process removes 2-10 µm of silicon and creates the 

silicon platform that will serve as the device, but it also results in roughening of the unmasked 

silicon surface as seen in Figure 5.6(c). This roughening creates a scattering surface on the silicon 

surrounding the device platform and makes alignment of the projected image and the etched 

platform much easier. Figure 5.6(d) show a photograph of the silicon surface after the DRIE 

etching. The roughening effect is stronger near the edges of the wafer, so the wafer is quartered 

before etching to increase the roughness on patterns on the inside of the mask. Next the wafer 

quarter is diced into 3 chips, each with a single platform and then loaded one at a time into the 

etching chamber. The Matlab generated image of the index profile is projected onto the wafer and 

aligned by adjusting the pattern position within the projected image. Fine tuning of this alignment is 

performed by changing the angle of the mirror. This alignment technique reduces the amount of 

manual adjustment of the optical elements within the system and preserves the optical alignment. 

The pattern is then etched for 2-4 minutes in 1:3 HF:EtOH at 10 mA as shown in Figure 5.6(a)-IV. 

After etching the pattern is rinsed with ethanol and checked for alignment errors, if the alignment is 
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satisfactory, the sample is placed back into the chamber and etched for 2 minutes in 1:3 HF:EtOH 

at 50 mA to create a low index porous layer as seen in Figure 5.6(a)-V. SEM cross-section in Figure 

5.6(e) shows a clear demarcation between the two layers, with the low index substrate layer serving 

to isolate the planar waveguide device. The gradient index device after etching the low index layer 

can be seen in Figure 5.6(f). Some distortion of the pattern near the edges results from the meniscus, 

but since the device is fabricated on a platform, only the uniform background is distorted and the 

critical alignment features in the center of the device are not disturbed. 

 

Figure 5.6 – Miñano Concentrator Fabrication – (a) Fabrication process flow for concentrator. I – 
photoresist pattern of concentrator shape generated by photolithography. II – oxide etch creates 
oxide hardmask in concentrator shape. III – silicon etch creates device platform. IV- PEC etching 
removes residual oxide and patterns gradient index device. V – high current etching creates low index 
substrate layer and isolates device waveguide. VI – high angle metal deposition applies reflective side 
mirrors. (b) Photograph of photoresist pattern on silicon. (c) Tilted SEM image after silicon etch (III) 
showing residual oxide and roughened silicon surface. (d) Photograph of silicon platform after silicon 
etch (III). (e) SEM cross-section after under etch (V), the two regions can be clearly distinguished. (f) 
Photograph of silicon platform after PEC etch and under etch (V). (g) Top down SEM of device 
sidewall after gold deposition showing good adhesion to sidewall with minimal metal deposited on the 
top surface. 

The final step of the fabrication is to deposit a metal film on the sides of the concentrator to act as 

mirrors. This is done using a high angle sample mount, with the concentrators mounted at >87°. 

Using a CHA Solution e-beam evaporation tool a 2 nm chromium film is deposited at 0.2 Å/s to 
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serve as an adhesion layer. This layer is thick enough to provide adhesion on vertical surfaces but 

not horizontal surfaces and reduces the amount of deposition on the device surface. Next a 100 nm 

gold film is deposited at 1.0 Å/s using the same tool. A top down SEM image of the platform edge 

after metal deposition is shown in Figure 5.6(g). The bright vertical line is the gold film with 

roughened silicon on the left, and the device platform on the right. The device chip is then removed 

and rotated 180° and the deposition process is repeated so that both sides of the concentrator have 

metal mirrors. 

The final device consists of a silicon platform with a gradient index patterned waveguide layer on a 

low index porous silicon layer and the sides are coated with gold mirror layers. As fabricated the 

device will only operate at IR frequencies, however, it is possible to design the device for visible 

wavelengths and oxidize the chip in a rapid thermal annealer prior to metal deposition. After the 

device is fabricated, some additional processing is necessary to prepare the device for experiment. 

This processing depends on the particular experimental setup and is detailed in the subsequent 

section. Additionally, not all devices require this level of fabrication to be tested experimentally, 

since many gradient index optics do not rely upon reflections inside the device. It is possible to 

fabricate devices like the transformed Luneburg lens directly onto the wafer without the need for 

any additional fabrication. 

 

Figure 5.7 – Verification of Index Profile – (a) Miñano concentrator gradient profile convoluted with 
projector output power profile. Dashed line indicates location of cross-section. (b) Etched device 
result from projected image shown in (a) etched at 10 mA for 4 minutes. Solid line indicates location 
of cross-section. Inset shows device after sectioning. (c) Comparison of refractive index 

measurements from FTIR (solid black) to calculated (dashed red) index profiles. 

To check the correlation between the fabricated device design and the actual refractive index profile, 

a test sample was fabricated as shown in Figure 5.7. A concentrator with a concentration factor of 

10 and an aspect ratio of 1.5 was designed using the Miñano method. The resulting index profile was 

then convoluted with the power output profile of the project to obtain the gradient map shown in 

Figure 5.7(a). This gradient image was projected using the etching setup and etched into 0.01-0.02 

Ohm-cm p-type silicon for 4 minutes at 10 mA in 1:3 HF:EtOH. The resulting sample can be seen 
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in Figure 5.7(b). To check the index along a cross-section of the device, the chip was scored and 

cleaved to reveal the edge of the porous silicon, as seen in the inset in Figure 5.7(b). This cross-

sectioned chip was then scored at regular intervals along the width of the concentrator at the top 

edge and FTIR measurements were made in between the marks. Finally SEM cross-section 

measurements were made to check the height of the porous network in each region and the 

refractive index was calculated. A comparison between the expected refractive index and measured 

refractive index are shown in Figure 5.7(c). Error bars include error in index measurement and x-

position, and as a result are significantly larger than those seen in Figure 5.5. The correlation 

between calculated and measured refractive index is excellent for the cross-section measured above. 

In principal the only thing that remains to be proven is that this material can be used effectively in 

waveguiding systems. 

5.7. Experimental Setup 
 

In order to demonstrate the effectiveness of the fabrication technique described above we have 

designed a simple optical experiment to measure the performance of the concentration effect seen 

from the Miñano concentrator. A gradient index concentrator is placed in parallel to a uniform 

index slab waveguide of identical input aperture size. The gradient index devices presented above 

have significantly less scattering than many other effective media, but scattering is still a limitation. 

In order to demonstrate the concentrator effect the energy emission from the two waveguides can 

be compared to determine the losses in the device and the resulting concentration factor. 

Since the fabricated devices are planar waveguides, some method of coupling light into the 

waveguide system is required. Figure 5.8(a) and (b) show grating coupling and free space coupling 

techniques respectively. The difference between the techniques is the method of coupling light into 

the system, since both rely on gratings to couple light out of the system. Grating coupling provides a 

moderately efficient way to couple free space light into the high-k vectors required in the waveguide. 

Since gratings require an additional lithography and etching step, they are more cumbersome to 

integrate into the device. Additionally the gratings are directional, and in order to couple light in at a 

different angle requires a different grating. Free-space coupling on the other hand is less efficient 

and less controllable, but allows for the input angle to be changed within a certain range. Both 

techniques were tested and gratings were found to be the most viable due to the large amount of 

scattering signal that was introduced by side coupling. 
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Figure 5.8 – Optical Experiment Setup – (a) Device schematic in a grating coupled configuration. 
Light is coupled in at input gratings at the top of the device and control. Light that transverses the 
waveguide is coupled out at output gratings placed at the bottom of the device. (b) Device schematic 
for free space coupled configuration. Input light is coupled directly into the cleaved surface at the top 
of the waveguide and the output radiation is scattered out in the same manner as (a). (c) Optical 
experiment setup, a simple two lens system provides low level magnification of the sample and 
focuses an image onto the IR Camera. A beam splitter provides optional bright field illumination. The 
excitation light source (SCLS) can be positioned independently to couple into the device. 

To fabricate the gratings in the porous silicon structure a standard electron beam lithography pattern 

and dry etching process was modified to accommodate the unique properties of the porous silicon. 

The silicon network can be easily penetrated by dilute e-beam resists, which significantly complicates 

fabrication. To avoid this penetration, the silicon chip containing the sample should be allowed to 

reach its peak spinning speed, and then resist can be applied carefully in the center of the chip. 

When performed properly, this technique will minimize the penetration of resist into the porous 

network and leave a thick layer of resist on top of the porous silicon. If instead the chip is saturated 

with resist first and then spun, the layer thickness of resist on top of the porous silicon layer will be 

significantly lower than expected. After the resist layer has been spun and baked, in this case PMMA 

A5 spun at 2000 RPM for 50 seconds and baked at 180° C for 120 seconds, the sample can be 

exposed using any standard e-beam lithography tool without the need for an additional conduction 

layer. To fabricate our gratings the Crestec e-beam lithography tool was used because it possesses 

the capability to stich writing fields together with nanometer precision. This allows us to write 

gratings consisting of 3 periods of 500 nm trenches with 1 µm pitch in millimeter lengths, with the 

longest gratings exceeding a centimeter in length. Because of the repeatability and uniformity of the 
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gratings patterned with this tool, the coupling efficiency along the grating is fairly uniform. After 

exposure and development, which occurs at 0° C for 5 minutes, the sample is etched using a reactive 

ion etching system. The porous silicon is attacked significantly faster than bulk silicon or PMMA, so 

it is possible to etch deep gratings in a fraction of the time usually required for silicon. Difficulty 

arises however when the gratings are etched too deeply and become fragile or unstable. Since porous 

silicon lacks the rigidity of bulk silicon, it is critical that the etch depth not exceed 1 µm, and ideally 

the depth of the gratings should be ~500 nm. While any etching tool can be used to etch porous 

silicon, its accelerated etch rate makes well controlled etching key, and as a result we used an 

inductively coupled plasma reactive ion etcher that allowed precise control of the etch rate and 

provided repeatable etching results. Once the gratings are in place the sample can be mounted in the 

experimental setup and tested. 

 

Figure 5.9 – Optical experiment layout – The implementation of a porous silicon waveguide coupling 
experiment was achieved using two optical tracks which are perpendicular to one another. The 
horizontal track begins with the light source, which is filtered, focused, and then reflected onto the 
sample with a glass coverslide. The reflected beam from coverslide is reflected again from the surface 
of the sample, but the angle is controlled such that the reflection does not enter the microscope. The 
vertical axis is a two lens infinitely coupled microscope system with variable ND and band pass filters 
and a polarizer to optimize output from the gratings. A computer controlled IR camera collects 
images from the microscope, and a 3 axis stage allows the position of the beam to be changed on the 
sample. 
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In order to test the devices a simple optical microscope was designed. The simplified system 

schematic shown in Figure 5.8(c) consists of two lenses that provide limited magnification in an 

infinitely coupled system. A beam splitter installed in the collimated portion of the beam path allows 

for the sample to be illuminated with a lamp if necessary. The Super-Continuum Light Source 

(SCLS) is used to provide broadband illumination across the visible and IR. The full output power 

of the SCLS is 8W, so significant attenuation is required (not shown). This attenuation is typically 

achieved by sending the primary beam from the SCLS through a clean glass coverslide, which will 

reflect approximately 4% of the beam towards the desired path, with the rest of the beam entering a 

well contained beam dump that can dissipate the energy. The angle and position of this polarizer is 

important, since it will control the polarization orientation of the light that enters the sample. The 

actual layout used for the optical experiments can be seen in Figure 5.9. 

The super-continuum light source is mounted on a wedge holder and the output is fed into a lens 

tube with an adjustable iris aperture at the end. This iris cuts off a large portion of the light that is 

scattered when the beam exits the fiber and allows the focusing lens to be aligned precisely in the 

center of the beam to reduce aberrations in the focus. The horizontal beam path, highlighted by the 

large orange arrow, intersects a thin glass slide mounted on a two axis tilt mount that serves as a 

beamsplitter/attenuator. Adjusting the angle of the glass controls the input angle of the beam, which 

should be as close to normal as possible. However, because the sample itself is reflective, the beam 

should intersect slightly off normal so that the reflection from the sample doesn’t enter the vertical 

beam path and potentially damage the camera. This angle of the input coupling is ~5 degrees from 

normal, and the reflected beam hits the edge of the filter wheel, as seen in the small orange arrow in 

Figure 5.9. The majority of the laser power is sent directly to the beam dump, but a small amount of 

power is sent into the gratings and coupled through the waveguide, and this coupling is imaged 

using the vertical beam path. The neutral density filters mounted in the filter wheel allow for the 

beam to be attenuated in known and repeatable quantities, so that measurements of coupling with 

orders of magnitude difference in power can be compared. After the neutral density filters, and 

optional notch filter can be used to image small bands of wavelengths. A polarizer filters some 

scattered light out, since the emission from the grating is polarized. This polarizer is not as effective 

as the crossed polarizers used in Chapter 3, since the polarization isn’t rotated as light traverses the 

device, it isn’t possible to filter the light scattered from the input grating. After being filtered the 

light is focused on the camera, and the waveguide coupling can be quantified by measuring the 

intensity of collected light. 

5.8. Experimental Results 
 

The optical experimental demonstration of the porous silicon material requires a detailed 

quantification of the losses experienced in the material. The waveguide system fabricated using our 

photoelectrochemical etching technique can easily produce slab waveguides. The slab waveguide can 

confine light inside a high index layer which is sandwiched between two lower index materials. Light 
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inside the high index material can be trapped by total internal reflection, which occurs at angles 

greater than the "critical angle". Any waveguide system will experience losses due to a number of 

different factors, and quantifying those losses will allow us to accurately compare waveguide systems 

and quantify the performance of our system.  

The primary forms of loss in dielectric waveguides are scattering, absorption, and radiation.[33] 

Scattering results from imperfections in the waveguide material, which can be inclusions in the 

waveguide that are large enough to scatter light, or imperfections in the interfaces that allow a small 

amount of radiation to lose the critical angle confinement. Absorption occurs when the material has 

a non-zero imaginary refractive index, which is common in semi-conductors. In this case the light 

traveling through the waveguide is absorbed by electrons in the waveguide material. Radiation 

occurs when the waveguide is bent such that the incident angle of light is no longer below the 

critical angle, so a small amount of radiation leaks out of the system. Radiation losses can also occur 

if the index of the material in the waveguide is reduced to the point of being very close to the index 

of the low index region. In this case the critical angle is changed and certain modes of propagation 

in the material are allowed to leak out of the waveguide. 

 

Figure 5.10 – Waveguide Measurements – (a) Transmission as a function of propagation length as 
measured by integrating along the length of 1.2 mm gratings, plotted as solid red line. Error bars 
indicate standard deviation, exponential fit shown as thin black line. Waveguides are excited using 
broadband IR illumination. (b)-(c) CCD images of waveguide coupling, input grating on left-hand side 
and output grating on right-hand side. 

In our material system all three losses are a potential concern. Scattering losses can occur from large 

pores or defects in the etched material interfaces, absorption losses can occur due to the changed 

electronic structure in the porous silicon [34], and radiation losses can occur as a natural result of the 
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gradient index nature of the waveguides. While determining the precise source of loss in the 

waveguide can be difficult, quantifying the overall losses is critical, and Figure 5.10 shows the 

measurement of losses in porous silicon waveguides etched at 10 mA with an isolation layer etched 

at 50 mA. 

The waveguide loss experiment consisted of several sets of gratings, with each set containing 

gratings spaced at 1, 1.5, and 2 mm. The position of the 3 axis stage is adjusted to so that the beam 

is coupled into the grating, and the total intensity at the output grating is measured with the IR 

camera. The illumination spot size is ~100 µm, so it is scanned along the 1.2 mm length of the 

grating and the measurements are averaged for each propagation distance. The results of this 

experiment are shown in Figure 5.10(a). The solid black line is the experimentally collected data, and 

the thin black line is an exponential fit. The variation along the length of the grating, and between 

gratings of similar lengths is shown as the error bars. To calculate the loss in the system we use the 

standard form of intensity loss in decibels: 

              (
  

  
⁄ ) 

In the case of the porous silicon waveguide material results the measured losses are 2.7 dB/mm. 

This amount of loss is significantly lower than other effective media, such as the nanofabricated hole 

arrays used in Chapter 3, but is still significantly higher than pristine waveguide materials. This level 

of loss enables this technique to be used for millimeter scale devices, which would be several orders 

of magnitude larger than previous effective media transformation optics devices. However, more 

work is required to reduce these losses so that this technique can be scaled to even larger devices. It 

is also useful to quantify the loss in the system in terms of the imaginary refractive index,  , as 

shown below. In our system we find that          for infrared wavelengths.  

  
       

              
 

The images shown in Figure 5.10(a)-(c) give a visual representation of the coupling through the 

waveguides which are 1, 1.5, and 2 mm long respectively. In these images the gain is increased to the 

point of saturation in some areas so that the non-propagation scattering from gratings can be seen 

more clearly. It can been seen that the output power from the light coupling through the waveguide 

is significantly higher than the surface scattering effects that naturally occur when using grating 

couplers. It is also significant to note that these gratings are operating across a broad spectrum of 

frequencies in the IR, and offer the opportunity to demonstrate gradient index devices under “white 

light” conditions. 

 



 

90 
 

5.9. Conclusion & Outlook 
 

We have demonstrated that photoelectrochemical etching has the potential to become a next 

generation fabrication technique for gradient index devices. Its versatility, low cost, and high speed 

will enable a new generation of optical elements that can take full advantage of the principals of 

transformation optics. These new devices could enhance optical interconnects, cell phone cameras, 

satellite imaging systems, or any number of applications where space, weight and image quality are at 

a premium. 

There are still many areas for additional development of this technique. The scattering of the device 

layer should be reduced as much as possible, which is certainly possible by further optimizing wafer 

doping and etching conditions. Additionally, it is theoretically possible to extract more index 

variation than seen in the devices presented in this chapter, either through higher dynamic range 

light sources or continued development of the etching conditions. However, the most important 

future development for this technique is in the z-dimension. 

The possibility exists to extend this technique into 3D, to create truly arbitrary refractive index 

profiles in 3 dimensions by varying the illumination and current over time. The presently described 

setup is capable of this technique, however significant additional characterization and process 

development is required. Developing this technique to allow the etching of 3D devices would be the 

first time that such a fabrication technique was available for optical frequency devices. 

The PEC technique is powerful, but does suffer from several drawbacks. Minor drawbacks include 

the toxic chemistry and high silicon quality requirements, but most significant among these is that 

the devices are currently limited to silicon and its oxide. This could be alleviated if a technique was 

developed to infill the porous network with another material and then remove the silicon, then the 

material would only be limited by available sol-gel chemistry. Most promising in this regard is TiO2 

infilling [35], which could potentially lead to visible wavelength devices with        or more. 

With that in mind, we expect continued development of this technique to help fill the fabrication 

gap between gradient index device designs and reality. 
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Chapter 6. Porous Silicon for Li-ion Batteries 

6.1. Lithium Ion Batteries 
 

Rechargeable lithium-ion batteries hold great promise as energy storage devices to help adapt 

renewable energy to existing utility and transportation systems. Electrical energy storage is currently 

the most viable method to solve the temporal and geographical mismatch between the supply and 

demand of electricity generated from renewable sources. As renewable energy becomes a larger part 

of the grid, energy storage becomes more critical for many applications such as portable electronics, 

electric vehicles, and even household electricity.  

Traditional lithium-ion batteries operate based on intercalation reactions, in which Li+ ions are 

inserted (extracted) from an open host structure with electron injection (removal).[1-4] This process 

is used on materials like order graphite crystals, where the lithium ions can be inserted between the 

carbon layers. This process, however, results in a limited specific charge storage capacity. Since the 

layers of li-ions are separated by large sheets of graphite, a significant portion of the device is made 

up of chemically inactive carbon, which adds weight and volume to the device. These existing 

electrodes cannot achieve the higher energy density, higher power density, and longer lifespan that 

the modern battery applications require.[3] The most useful metric for measuring a batteries 

capability to enable these kinds of new applications is gravimetric capacity, measured in mAh/g, 

which gives an idea of the energy density the battery can be expected to store. Liquid fuels like 

gasoline have several order of magnitude higher energy density than batteries, but have non-

reversible reactions that prevent their use in electrical energy storage 

Recently there has been a push to explore new materials and reactions that are more mass efficient 

in conversion. One material with huge potential is Si, which can be used as an alloying electrode. In 

an alloying reaction the lithium is integrated into the crystal (or amorphous) structure of the 

electrode material. Silicon has the highest known theoretical charge capacity (4200mAh/g) of any 

known electrode material due to its extremely efficient integration of silicon. Silicon, however, 

experiences enormous structure and volume changes during the alloying process, and it is 

challenging to prevent the destruction of the silicon material during this process. Since silicon 

expands 400% during Li+ ion insertion and extraction a large hysteresis in the charge and discharge 

potentials can be seen. This problem also results in low power rate, short cycle life due to material 

instability, and poor electron and ion conduction.[5] 

Recently, Si nanostructures of various geometries have been explored to address the volume 

expansion and fracture issues.[6-16] Si nanowires [6], carbon/Si spheres [9], Si nanotubes [17, 18], 

core-shell crystalline/amorphous Si nanowires [19], and Si nanotubes have all shown an initial 

capacity close to theoretical limit while providing excellent (> 90%) capacity retention over a large 

number of cycles.[20] These devices, however, require complex and energy intensive nanofabrication 
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schemes, and a low cost and high throughput processes with great mass and morphology control are 

still desirable to reach the full potential for commercialization.  

In this chapter the porous silicon substrate that was developed in Chapter 2 is extended into li-ion 

battery applications. The result is a simple and scalable electrochemical process to fabricate li-ion 

battery anodes with high capacity and cyclability.[21] 

6.2. Battery Device Design 
 

To investigate the electrochemical performance of the nanoporous silicon networks the material 

needs to be integrated into a standard battery test setup. Two-electrode 2032 coin cells with 

nanoporours silicon on copper foil as one electrode and Li metal as the counter electrode.  The two 

electrodes are separated by an ion-conducting electrolyte and can be charged and discharged at a 

fixed rate using a battery testing station. 

 

Figure 6.1 – Coin Cell Structure – The typical structure of a Li-ion coin cell. The cell can supports 
the positive terminal containing the cathode, which is crimped together with the anode cap to form a 
complete battery. An physical separator layer prevents the battery from shorting. 

The structure of a typical coin cell is shown in Figure 6.1. The cell consists of two terminals, the 

positive cathode and the negative anode. In our experimental setup the anode material consists of a 

thin layer of porous silicon on conductive foil that serves as a current collector. This foil is mounted 

securely to the anode cap. The other half of the cell consists of the metal cell can, which has a 

lithium metal cathode mounted to it. The two halves are mounted together using a crimping device, 

and a gasket prevents the two metallic caps from contacting. A separator layer that is filled with and 
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organic solvent with dissolved lithium salts provides the ion-conduction pathway. As the cell is 

charged lithium flows away from the lithium metal cathode and is absorbed by the porous silicon 

material. The silicon has an alloying reaction with the lithium ions and can absorb up to 4.4 lithium 

ions per atom of silicon. This absorption of lithium results in nearly 400% volume expansion once 

the battery has reached peak charge. This volume expansion is the limiting factor for most silicon 

based lithium ion batteries, since the silicon material is typically pulverized in the process. During 

discharge the lithium ions flow out of the silicon and condense back onto the lithium metal. In 

normal cells this condensation typically would for dendritic structures that could potentially short 

the battery, but in this test setup the two half cells are separated by considerable distance and 

shorting is not a concern. 

As the volume of Si will expand upon the full lithiation to 400% of the original, samples with 80% 

porosity were used in order to minimize volume changes. To understand the intrinsic properties of 

these nanoporous Si networks, galvanostatic cycling was used with voltage cutoffs of 0.01 and 1V vs 

Li/Li+. The charge capacity referred to here is the total charge inserted per unit mass of the 

nanoporous Si networks during Li insertion, whereas the discharge capacity is the total charge 

removed during Li extraction. 

6.3. Battery Anode Fabrication 
 

The nanoporous Si networks were fabricated using the process shown in Figure 6.2(a). This process 

is modified slightly from the porous layer transfer process described in Chapter 2, but the essential 

steps are the same. Silicon wafer chips (0.01-0.02 Ω-cm p-type) are secured in a Teflon etch cell 

filled with a 1:3 hydrofluoric acid and ethanol mixture. A platinum top electrode and aluminum 

bottom electrode provide and electric field to drive holes to the surface. A nanoporous Si thin film is 

etched under constant current and light illumination by exploiting the surface oxidation reaction that 

was described in detail in Chapter 5. 

In order to separate this porous layer from the substrate the solution is exchanged for 1:20 

HF:EtOH and etched at 30 V to undercut the porous network.[22] Finally the etch cell is flushed 

with pure ethanol, and then the thin layer of nanoporous Si is transferred to Cu foil by slowly 

flowing ethanol over the chip while holding it in contact with the foil. The porous layer on Cu foil is 

then rinsed with hexane and allowed to air dry. The silicon substrate can be reused many times, 

ensuring efficient use of the Si source material. 

In order to transfer the porous silicon layer to the copper foil intact it is important to be extremely 

gentle. Once the under etching process is performed, any large disturbance to the free-standing 

membrane will cause it to rip or disintegrate. In order to rinse such a fragile layer it is preferable to 

tilt the etching cell at a 45° angle when filling and draining it. This prevents liquid from impacting on 

the membrane and shattering it. Once the layer has been rinsed it is often still attached to the 

substrate near the edges, where the O-ring met the silicon and the etch rate was much lower. In 
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order to free the membrane it is necessary to use a small tweezer or scribe to manually free these 

stuck edges. Occasional rinsing with ethanol will remove the debris released during this mechanical 

scoring process. 

 

 

Figure 6.2 – Fabrication Process Flow – (a) Schematics of fabrication process flow. The nanoporous 
film is first etched in 3:1 HF:EtOH under illumination, then undercut in 20:1 HF:EtOH. After being 
rinsed in EtOH it can be transferred to Cu foil and the substrate is reused. (b) Nanoporous Si film on 
Si substrate. (c) Nanoporous Si film transferred to Cu film. Reproduced by permission of The Royal Society of 
Chemistry [21] 

One critical parameter in this process is the adhesion between the porous silicon membrane and the 

copper foil. It is critical that the copper foil be pristine and that the drying process be carried out 

using hexane. If the film is allowed to dry in a manner such that water condenses into the porous 

network, it can create stresses in the film that will cause it to delaminate from the foil. Additionally, 

if the porous layer is too thick or the copper foil is contaminated, the adhesion between the two will 

fail. 

The porosity of these nanoporous Si networks can be controlled by adjusting the etching current 

and illumination intensity Figure 6.3. Increasing etching current uniformly increases the porosity of 

the network, while increasing illumination intensity decreases the porosity of the network.[23] The 

porosity is measured using FTIR reflectance spectroscopy which is then fitted using the dispersion 

of silicon and effective medium theory to calculate the refractive index and corresponding porosity 

[24] (Figure 6.3 inset). We assume the porosity is uniform along the thickness direction, which can 

be seen in Figure 6.4(b) and (e). To increase the accuracy of the model, the layer thickness is 

measured using SEM cross-section and compared to the model fitting. 
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Figure 6.3 - The dependence of porosity on illumination intensity. Inset: fourier transform infrared 
spectroscopy for porosity characterization. Reproduced by permission of The Royal Society of Chemistry [21] 

The illumination porosity control allows for a wide variety of potential porosity conditions to be 

tested while retaining essentially the same thickness and etching current. One important potential 

future application of this technique would be to create spatially non-uniform porous battery layers, 

where very high porosity regions were supported by lower porosity regions that served as current 

collectors. 

6.4. Porous Silicon Anode Structure 
 

The structural changes of the nanoporous Si networks before and after lithiation were studied using 

scanning electron microscopy (SEM), and transmission electron microscopy (TEM). The as-

fabricated nanoporous Si networks have an average pore size of 20 nm and 1um thickness as 

revealed in SEM images in Figure 6.4(a). Cross-section SEM showed the whole porous Si networks 

are well contacted to the Cu substrate in Figure 6.4(b), which is crucial for battery performance. The 

as-fabricated nanoporous Si networks were single crystalline, as confirmed by TEM in Figure 6.4(c).  
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Figure 6.4 - Nanoporous Si networks before cycling a) top view SEM image, b) cross section SEM 
image, c) TEM image, inset: SAD pattern. Nanoporous Si networks (SEI has been removed) after 
cycling d) top view SEM image, e) cross section SEM image, f) TEM image, inset: SAD pattern. 
Reproduced by permission of The Royal Society of Chemistry [21] 

As shown in Figure 6.4(f), The nanoporous Si becomes predominately amorphous during 

electrochemical cycling, similar to what has been observed in SiNWs. 

SEM studies in Figure 6.4(e) found that the networks remained adhered to the substrate. 

Delamination is suspected to be the primary failure mechanism for the porous silicon network, since 

the adhesion between the porous silicon and copper foil is problematic even before cycling.  

The poresize of the networks also appears to have decreased after lithiation, as expected from the 

predicted volume change. The pore size is also reduced by the formation of the solid-electrolyte 

interphase, which forms on all silicon surfaces. It is important to note that the networks do not 

pulverize after cycling because of the large porosity which can accommodate the volume change, as 

shown in Figure 3 d and e. When batteries were constructed of layers of lower porosity, significant 

destruction of the porous network was observed. In this particular study, the maximum porosity 

used provided the best results, which indicates that the optimal porosity may not yea have been 

achieved. Unfortunately porous silicon films with porosities exceeding 80% showed very poor 

adhesion and could not be fabricated into devices 

6.5. Electrochemical Performance 
 

The first discharge capacity was 2570 mAh/g at the C/10 rate, or 10h per half-cycle (Figure 2a). The 

irreversible capacity loss is likely due to reactions at the surface of these nanoporous structures. One 
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possibility is the formation of a surface-electrolyte interphase (SEI) film due to electrolyte 

decomposition.[20, 25, 26] This has been well studied in both carbonaceous and Si electrodes. The 

second possibility is the decomposition of the native oxide that forms on the Si. The low Coulombic 

efficiency is limited to the first cycle, suggesting that any surface reactions occur only during the 

initial cycling. More studies will be done to determine the exact processes and the origin of the large 

initial irreversible capacity loss. 

 

Figure 6.5 - Electrochemical characteristics of nanoporous Si networks tested between 1 V and 0.01 
V. a, Delithiation capacity and CE of nanoporous Si networks at the charge/discharge rate of C/10 
for the first 15 cycles, then at the charge/discharge rate of 1C until 200 cycles. b, Voltage profiles 
plotted for the 1st, 10th, 20th, 100th and 200th cycles. e, Capacity of nanoporous Si networks cycled 
at various rates from C/20 to 2C. All the specific capacities of DWSiNTs are reported based on the 
total weight of Si–SiOx. Reproduced by permission of The Royal Society of Chemistry [21] 

The Coulombic efficiency starting from for the 2nd cycle is above 97%, showing excellent reversible 

cycling after the surface reactions are completed. The discharge capacity remains stable at 1800 

mAh/g over 20 cycles (Figure 4a), indicating that the nanoporous Si networks remain contacted to 

the current collector and do not undergo pulverization. 

The voltage profiles of the different cycles are shown in Fig. 4b. The lithiation potential shows a 

sloping profile between 0.1 and 0.01 V, consistent with the behaviour of amorphous silicon. No 

obvious change in charge/discharge profile can be found after 200 cycles, indicating superior and 
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stable cycling performance. This long cycle life without any electrolyte additive can be attributed to 

the stable SEI and materials in the nanoporous Si materials. 

High rate capabilities were also observed in the nanoporous Si networks (Figure 4b). 

Charging/Discharging at C/20, C/10, C/5, C/2, 1C and 2C revealed good cyclability. The 

Coulombic efficiency of 99.7% was also quite high, indicating excellent reversibility. The capacity 

was very stable at the high rates, indicating good Li diffusivity in the Si. Although the capacity 

dropped at the 1C rate to 1200 mAh/g, it was still much higher than the theoretical capacity of 

graphite (372 mAâh/g). Also it is found that addition of binder (CMC binder) can improve the 

performance, which has been reported before16. In the case of Si-C composite, it is reported that 

the addition of a binder can improve the performance by holding the active materials together7. 

However, in this study, since the nanoporous Si networks did not pulverize after electrochemical 

cycling, it is believed that the binder improves the performance by improving the electrical contact 

between active materials and current collectors.  

6.6. Conclusion & Outlook 
 

In conclusion, we have shown that nanoporous Si network anodes with 80% porosity have a high 

specific capacity(2570 mAh/g) and excellent cycling performance(>200 cycles) without any 

electrolyte additives. Our nanoporous silicon anode design is easy to fabricate and has good 

electronic contact between the network and the current collector. Thus, nanoporous silicon 

networks can be a promising, higher-capacity alternative for the existing graphite anode in lithium 

ion batteries. 

This application highlights the utility that can be realized from exerting precise control over the 

porosity in nanoporous networks. Through use of photoelectrochemical etching, we can access a 

wide variety of materials that are otherwise difficult to fabricate. The potential exists for the lithium 

ion battery anodes with far more complex structure than the simple geometry presented here. In the 

future, experiments could be performed on inhomogeneous porous layers, fabricated in the same 

way as the gradient index materials in Chapter 5. Such materials might be able to exploit low 

porosity regions as structural and conductive support and utilize low porosity regions for bulk 

lithium adsorption. Due to the electrochemical potential difference between amorphous and 

crystalline silicon it is possible to seleectivly adsorb lithium in only the desired regions. Another 

exciting possibility is using conformal coatings such as atomic layer deposition to provide structural 

and conductive support to a porous silicon network. 
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Chapter 7. Conclusion & Future Prospects 
 

The goal of this dissertation was to highlight the enormous potential presented by gradient index 

devices, and to underscore the lack of suitable fabrication techniques for such materials. The 

transformation optics design techniques give access to a wide variety of potential devices, and when 

supplemented with the Miñano design method the possibilities for useful optical devices become 

vast.  

In Chapter 1 we described the fundamental principles behind transformation optics, and the ability 

to create a new optical device by modifying optical space. This technique can create wondrous 

devices with impossible material requirements, and so an additional discussion explored how to 

modify this technique to create realistic materials. We found that using quasi-conformal mapping 

with the Laplace equation we could create new devices that required only gradients in refractive 

index, without any anisotropy or magnetic response. The transformed Luneburg lens was explored 

as an interesting and pedagogical example of the power of this technique. The flattened Luneburg 

lens maintained all of its essential properties, but fit into a new and more convenient spatial package 

that could potentially be integrated with traditional optical devices. 

In Chapter 2 we take our first look at porous silicon as a material, in this case for its use as a low 

index substrate. The utility of electrochemically etched silicon is shown in its wide range of index 

tunability as well as it exceptionally low surface roughness. In order to push the refractive index of 

this porous material lower, two additional oxidation techniques were discussed. The first was the 

simple oxidation of the entire porous network, the second and more subtle technique involved cyclic 

surface oxidation and etching to increase the bulk porosity of the material in a stepwise manner. 

Finally an exciting technique for separating the silicon from the substrate opened the door for a 

wide variety of new applications, one of which was explored in Chapter 6. 

In Chapter 3 we took the theoretical developments from Chapter 1 and the optical substrate from 

Chapter 2 to design and fabricate a cloaking device for visible wavelength light. First we discussed 

the techniques for designing the cloak, and then examined the complex process of fabricating a 

nitride waveguide with patterned holes on top of the oxidized porous silicon. These devices were 

shown to cloak a 6 µm bump from light across the visible spectrum, one of the first demonstrations 

of its kind. This material system offered a flexible and useful platform for creating visible wavelength 

transformation optics devices; however, it also highlighted the difficulty in fabrication for large scale 

gradient index devices. 

In Chapter 4 a new type of transformation optics device design was explored to overcome some of 

the limitations of quasi-conformal mapping. The Miñano method provides a way around the limit in 

traditional transformation optics where the available optical space must be much larger than the 

transformed region, enabling the design of a high concentration ideal concentrator in a compact 

package. The index range requirements for the concentrators designed with the Miñano method 

were 10-20 times lower that traditional transformation optics. In order to further relax the index 
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range requirements the method was modified to incorporate a variable aspect ratio. The devices 

designed using this method show great promise, and potentially open the door for other 

transformation optics devices to be designed using this technique. 

In Chapter 5 we address the problems presented in Chapters 3 and 4 by developing a new gradient 

index fabrication technique based on photoelectrochemical silicon etching. This technique relies on 

a similar chemical reaction to the porous silicon described in Chapter 2, but the addition of 

illumination control allows the refractive index to be modulated in the x-y directions during the etch 

process. The resulting devices show the potential for large index gradients of        in silicon 

and        in silicon oxide. This technique was then integrated with traditional silicon 

micromachining to create gradient index devices with arbitrary gradient profiles on a scale that has 

been impossible until now. The Miñano concentrators fabricated with this technique showed that 

photoelectrochemical silicon etching can potentially be used to scale up transformation optics out of 

the range of microns and into centimeters. 

Finally, in Chapter 6 we explored an interesting application of the porous silicon described in 

Chapter 2. The porous silicon layers were separated from their substrates and transferred to copper 

foil, and the resulting devices were used as lithium ion batteries. The batteries demonstrated 

impressive performance and were able to suitably address many of the problems that silicon has 

faced as an anode material. The porous silicon network was able to expand without breaking during 

the silicon adsorption and this effect kept the batteries running for many hundreds of cycles. This 

demonstration highlights the utility of exerting precise control over nanoporous materials. 

In conclusion this dissertation has shown that while transformation optics is a powerful technique, 

it’s only as useful as the fabrication processes that support it, and that porous silicon has a bright 

future as an optical material in this new generation of devices.  

 




