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ABSTRACT OF THE DISSERTATION

Divergence-Free Interpolation on Irregular Domains and Consistent Particle Initialization
for Material Point Methods

by
Jing Jin
Doctor of Philosophy, Graduate Program in Computer Science

University of California, Riverside, September 2026
Professor Craig Schroeder, Chairperson

Numerical simulations commonly store field data on a regular Eulerian grid, but
the grid alone is rarely enough. For instance, particle tracing and semi-Lagrangian advection
must evaluate the field at arbitrary locations. In those settings, accuracy depends on how
faithfully discrete data and the continuum are connected, a connection most fragile where
irregular boundaries intersect the grid data. This dissertation develops methods for two
problems of this kind.

The first subject is the interpolation of divergence-free vector fields from MAC
grid data over irregular domains. Preserving this property under interpolation ensures that
the reconstructed field remains consistent with the incompressibility of the underlying flow.
Spline-based divergence-free interpolation schemes are efficient on regular grids but break
down near irregular boundaries, leaving a gap region in which the divergence-free property
is lost. We construct interpolation schemes that fill this gap: over triangles and squares in
two dimensions, and over tetrahedra and and cubes in three dimensions, completing the in-

complete divergence-free polynomial basis with rational functions. In three dimensions, cut



cells are divided by a specially constructed marching-cubes table producing non-inverted
tetrahedra that match continuously across grid cells. The resulting interpolation is ana-
lytically divergence-free, C° continuous everywhere, local, and compatible with prescribed
domain boundary velocities.

The second subject is the initialization of particle states for the Material Point
Method, where inconsistent particle volumes and positions produce spurious startup mo-
tion which we refer to as the boiling effect. We express the inconsistency as a residual
between particle-rasterized nodal volumes and target nodal volumes of the domain dis-
cretization and eliminate it before the first time step, either by repositioning the particles
through a Gauss—Newton iteration or by adjusting their volumes through a regularized
least-squares solve. The target volumes are computed in three ways: a radially symmetric
closed-form approximation, exact tensor-product integration for box domains, and numeri-
cal quadrature. Experiments on square and cube domains show that their accuracy where
walls meet is decisive: the exact and quadrature targets stop the boiling effect in two and

three dimensions, whereas the radial approximation succeeds only in two.

vi



TABLE OF CONTENTS

List of Figures X
List of Tables xviii
1 Introduction 1
1.1 Background . . . . . .. L L 1
1.2 Divergence-Free Interpolation on Irregular Domains . . . . . . ... .. .. 3
1.3 Consistent Particle Initialization for the Material Point Method . . . . . . . 5
1.4 Contributions . . . . . . . . L Lo 9
1.5 Dissertation Organization . . . . . .. . ... ... ... ... .. ... 11

2 Divergence-free Interpolation of MAC Grid Data Over Irregular Domains 12

2.1
2.2

2.3

2.4

2.5

Introduction . . . . . . ..o 12
Discretization . . . . . . . ... Lo 18
2.2.1 Boundary representation . . . . . . . . .. ... Lo 21
2.2.2 Canonical shapes . . . . . . . ... 22
2.2.3 Basisselection . . . ... ... L 23
2.2.4  Triangles with cubic boundary polynomials . . . . . . ... .. ... 25
2.2.5  8Squares . . o. ... 28
Cut-cell div-free interpolation . . . . . . . .. .. .. ... L. 29
2.3.1 Cell classification . . . . . . . .. ... 32
2.3.2 Interpolation in Interior cells . . . . . .. . ... ... ... ... .. 35
2.3.3 Node classification . . . . . . ... ... 000 35
2.3.4  Face classification . . . . .. ... L o 36
2.3.5 Facesample points . . . . . . . ... 37
2.3.6  Summary of the Entire Interpolation Process . . . . ... ... ... 38
Analysis . . . . .. 40
2.4.1 Lipschitz continuity and bounds . . . . . . ... ... ... ... .. 40
2.4.2  Lipschitz continuity and bounds for triangles . . . . . ... ... .. 42
Numerical tests . . . . . . . . . L 44
2.5.1 Random triangle and random square test . . . . . . ... ... ... 44
2.5.2  Visualization of div-free errors in canonical objects . . . . . . . . .. 46
2.5.3 Visualization of non-polynomial basis functions . . . . . . . .. ... 47
2.5.4 Refinement Study . . . . . . . . ... 50
2.5.5  Streamline of the div-free velocity field . . . . . ... ... ... ... 54

vii



2.5.6  Full basis vs polynomial div-free basis . . . . . ... ... ... ... 56

2.5.7 Path trace plotting . . . . . . . . .. ... Lo 57
2.5.8 Random velocity field continuity test . . . . . . . .. ... 59
2.5.9 Analytical velocity field projection test . . . . . . . ... ... L. 62
2.6 Conclusion . . . . . . . . e 64
Divergence-free Interpolation of Three-dimensional MAC Grid Data over
Irregular Domains 65
3.1 Introduction . . . . . . . . . . . . e 65
3.2 Discretization . . . . . ... Lo e 72
3.2.1 Canonical shapes . . . . . . . . . ... 73
3.2.2 Basisselection . . .. .. L 77
3.3 Cut-cell div-free interpolation . . . . . . . . ... ... ... ... 7
3.3.1 Cell classification . . . . . . . .. ... 79
3.3.2 Node classification . . . . . . ... ... 0o 80
3.3.3 Edge classification . . . . ... ... ... ... . 0. 82
3.3.4 Face classification - cubes . . . . ... ... . L 82
3.3.5  Face classification - tetrahedra . . . . . . . ... ... ... ... 87
3.3.6 Direct computation from transition faces . . . ... ... ... ... 90
3.3.7 Interpolation procedure . . . . . ... ... ... .. ... ..., 92
3.4 Marching cubes with tetrahedra . . . . . . . ... .. 0oL 93
3.4.1 Cube face triangulation . . . .. . ... ... L L. 95
3.4.2 Tetrahedralization procedure - marching cubes . . . . . . ... ... 96
3.5 Numerical tests . . . . . . . . . . L 100
3.5.1 Random tetrahedron and random cube test . . . . . ... ... ... 101
3.5.2 Seeding MAC griddata . . . . . ... ... ... ... ... ... 103
3.5.3 Refinement Study . . .. .. .. .. .. ... ... ... 104
3.5.4 Full basis vs polynomial div-free basis . . . . . . .. ... ... ... 108
3.5.5 Path trace plotting . . . . . . ... ... oL 110
3.5.6 Random velocity field continuity test . . . . . . ... ... L. 113
3.5.7 Analytical velocity field projection test . . . . . . . .. .. ... ... 114
3.6 Conclusion . . . . .. . . e 115

Reducing the Boiling Effect in the Material Point Method through Con-

sistent Particle Initialization 125
4.1 Introduction . . . . . . . . .. 125
4.2 Discretization . . . . . . ... 131
4.2.1 Background . . . . .. .. 131
4.2.2 The Boiling Problem . . . . . . ... .. ... 0 oo 133
4.2.3 Proposed Solution: Volume Matching . . . ... ... ... ... .. 136
4.2.4 Solving the Matching Problem . . . .. .. .. .. ... ... .... 137
4.3 Evaluating the Target Volume . . . . . . . . . ... . ... . ... 143
4.4 Numerical tests . . . . . . . .. 150
4.4.1 Setup . . . .. 150
4.4.2 Parameter Settings . . . . . . . ... Lo L o o 151

viii



4.4.3 Comparison of Target Evaluation Methods . . . . .. .. ... ... 152

4.4.4 Volume Correction versus Position Correction . . . . . . . . . .. .. 154

4.4.5 Node Volume Error Before and After Correction . . . .. ... ... 156

4.4.6 Peak Velocity Evolution and Comparison to Lattice Seeding . . . . . 160

447 Dam Break . . . . . . . . ... 163

4.4.8 Two-Density Stratification. . . . . . .. .. .. ..., 165

4.5 Conclusion . . . . . . . . 168
4.5.1 Limitations and Future Work . . . . . . . . . ... ... ... .... 169

5 Conclusion 171

X



2.1

2.2

2.3

24

LIST OF FIGURES

Canonical triangle (blue) with degree 2 and canonical triangle (red) with
degree 3. Sample points occur at the vertices of the triangle and equally
spaced along the edges. Along each edge this provides three or four sample
points on each edge, which suffice to uniquely specify a quadratic or cubic
polynomial along the edge. This polynomial specifies the value reconstructed
field at the boundary. . . . . .. . ... Lo

Canonical square (blue) with degree 2 and canonical square (red) with degree
3. As with triangles, sample points for squares occur at the vertices of the
square and equally spaced along the edges. Three points suffices to define a
quadratic polynomial, and four points suffices for a cubic polynomial.

Sample points for transition cells (®) are located at grid nodes (») and grid
faces (s). Sample points for triangles within cut cells (O) are located at
triangle vertices (s, ) and edges (o). . . . . . ..o

(Left) Flux-averaged normal velocity samples are obtained along edges from
MAC grid data (—), domain boundary conditions (—), and by requiring
triangles to have zero net flux (—). (Right) Sample points are then com-
puted by evaluating the spline-based interpolation scheme (.), evaluating the
domain boundary conditions (s), using an integrated average of the domain
boundary conditions (.), interpolating from MAC grid data (s), and by fitting
polynomials to the endpoints and flux-averaged normal velocity of an edge (o).
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Cells in a domain that has been cut must be interpolated differently based
on where they are with respect to the cut (—). (Left) Cells that are outside
(o) do not get interpolated. Cut cells (O), are cells that are cut by the
boundary; these cells are triangulated and interpolated as triangles. Cells
adjacent to cut cells are transition cells (®); these cells have a neighboring
cell that is cut. Because of the cut neighbor, the spline-based divergence-
free interpolation scheme cannot be applied. These cells are interpolated as
squares. Cells beyond the transition cells are classified as interior (m). These
are interpolated using the regular spline-based scheme. (Middle) Nodes are
classified into four categories. Interior nodes (e) are at corners at least one
interior cell. Outside nodes (o) are outside the domain. Cut points (e) are
intersections of the domain boundary and faces. The rest are transition nodes
(o). (Right) Faces are be classified into Interior faces (—) that are shared by
at least one Interior cell, Boundary faces (—) that connects two cut points,
Transition faces which include other uncut faces (—) and cut faces(—), and
Auziliary faces (- -) that are created to triangulate cut cells. . . ... . ..

For each of the four combinations above, we constructed an interpolated ve-
locity from random but flux-consistent sample values (in the sense that the
total flux into the triangle is zero). Each of these velocity fields is analytically
divergence-free everywhere. The plots show the central difference approxi-
mation to the divergence, colored using the color map shown. While the
velocity field is analytically divergence-free everywhere, it is not C! at the
corners. This causes the central difference approximation of the divergence
errors to be much larger near the corners. (This figure is best viewed using
the online version of this paper.) . . . . . ... ... ... ... ... ....

The figure shows the two quadratic and three cubic non-polynomial basis
functions for the canonical triangle. Here u is encoded as red and v is encoded
as green, with the ranges mapped into the interval [0, 1], as shown in the color
legend. Observe that the colors are smoothly varying, a consequence of the
Lipschitz continuity of the interpolation scheme. (This figure is best viewed
using the online version of this paper.) . . . . . .. ... ... ... ... ..

The figure shows the rational basis functions for the quadratic and cubic
cases for the canonical square. Here u is encoded as red and v is encoded as
green, with the ranges mapped into the interval [0,1]. See Figure 2.7 for a
color legend. Observe that the colors are smoothly varying, a consequence
of the Lipschitz continuity of the interpolation scheme. (This figure is best
viewed using the online version of this paper.) . . . . . ... ... ... ...
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This figure shows the value of || Vu|| for the rational basis functions for the
canonical triangle. For each rational basis, the values are mapped to [0, 1].
There are two such basis functions for the quadratic case and three for the
cubic case. In the cubic case, each triangle has sharp velocity gradients at
one vertex and is well-behaved elsewhere. The quadratic modes are each
constructed from two of the cubic modes and thus show sharp gradients at
two vertices. . . . . . . ..

This figure shows the value of ||Vu||f for the rational basis functions for the
canonical square. For each rational basis, the values are remapped to [0, 1].
In each basis function, the velocity gradients are well-behaved except at one
VEIEeX. . . o o o e e e e

This figure shows the ring-shaped domain used in the numerical tests.

Divergence-free interpolation exhibits closed streamlines even in irregular
flows through irregular domains at low resolution. Although the analytic
velocity has zero normal component, the discrete boundary conditions are
computed on a polygonal approximation of the circular boundaries and as
such has nonzero normal components. This causes a few trajectories to exit
the domain through the boundary. . . . . ... ... ... ... .. .....

The top illustration shows the different types of cells within a circular do-
main. The red diagonal line shows a path that crosses the interior region.
This path visits all cell types as well as all types of transitions that can oc-
cur between types. The input velocity field of the domain is ug,, which is
divergence-free but sufficiently high frequency that it cannot be resolved on
this grid. The bottom-left plot shows the interpolated velocity along the red
path when interpolating using the full bases. The red line indicates the u
component, and the blue line indicates the v component. The interpolated
velocity is continuous along the entire path. The bottom-right plot shows
the interpolated velocity of the same path using only polynomial bases. This
path contains discontinuities as the path transitions from one element to the
next. The use of an unresolved data causes some of these discontinuities to
be large enough to be visually observed. When interpolating smooth data,
these discontinuities would be too small to visually observe. . . . . . .. ..

The left figure shows the canonical tetrahedron with vertices at (0,0,0),
(1,0,0), (0,1,0) and (0,0,1). The right figure shows the canonical cube
with vertices at (0,0,0), (1,0,0), (0,1,0), (1,1,0), (0,0,1), (1,0,1), (0,1,1)
and (1,1,1). Vertex samples (o), edge samples (o), and face samples(e) are
indicated. . . . . .. Lo

Cell classification in a 3 x 3 x 1 portion of the domain. . . . . . . .. .. ..
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Velocities at transition nodes are reconstructed from neighboring face data.
For each coordinate direction, the nodal normal velocity is obtained by a
least-squares fit using four neighboring faces, whose MAC grid components
are taken to live at the centroid of the interior portion of the grid face. For the
emphasized direction, the interior portions of the face edges (—), the interior
node (o), and and exterior vertices (o) are shown. The four face centroids
used in the fit are marked in green (e), and the node being computed is
marked in black (e). The other two coordinate directions () are omitted
for clarity; in total, twelve faces are used for each node (four per velocity
COMPONENE). o v v v v v v v v e e e e e e e e e e e e e e

Node classification within a 3 x 3 x 1 region of the computational domain.
( e ) are interior nodes; these are nodes that touch interior cells. The nodes
outside the domain are outside nodes (e ). The cut points ( e ) are located on
edges where they intersect the boundary. The rest are the transition nodes (

Classification of edges in a 3 x 3 x 1 portion of the domain.transition cells.
() indicates the interior edges, which are edges that touch an interior cell.
() indicates the transition edges, which border a transition cell but not
an interior cell. The diagonal edges (—) are diagonals of the square faces
between the cut-cells and transition cells. Other edges inside the domain are
cut edges (). v v v i

(a) Ordering of samples on a transition face corresponding to (3.4). The black
number indicates the index of corresponding matrix column for each input
sample position; the green entry represents the integrated average across the
square. The red number indicates the index of corresponding matrix row for
each output face sample. (b) Ordering of samples on a triangle face corre-
sponding to (3.5). The black number indicates the index of corresponding
matrix column for each input sample position. The green entry is the inte-
grated average across the triangle. The red number indicates the index of
corresponding matrix row for each output face sample. . . . . . . . ... ..

The square face between a transition cell and a cut cell is split along its
diagonal into two triangles. This illustration shows the indexing convention
used in Section 3.3.6 and shows the spatial location of sample points. The
polynomial on the triangle is defined by interpolation from the neighboring
transition cell that shares this face. Samples on the face and along the
diagonal edge are computed from the velocities at the four square vertices
and the average velocity integrated over the square face. Other edge samples
are linearly interpolated. . . . . . . . .. ... .o

For each marching cubes case, the marching cubes table encodes the bound-
ary triangulation, surface triangulation, and interior tetrahedra. . . . . . . .
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This is an example of a forbidden tetrahedron under the non-negative vol-
ume requirement. The sign of the volume of this tetrahedron can change
depending on where edges are cut. Such tetrahedra are not permitted in the
marching cubes table. . . . . ... oo

Example of a polyhedron with its surface triangulation and boundary trian-
gulation shown. Several boundary triangles are coplanar, which prevents the
polyhedron from being tetrahedralized into valid nonnegative-volume tetra-
hedra using only the existing vertices. Additional vertices must be inserted
to obtain a valid tetrahedralization. Polyhedra such as this one cannot be
represented by a tetrahedralization in the marching-cube lookup table. The
marching cubes table must be constructed to avoid cases such as this.

Boundary triangulations for all 16 cases. For faces parallel to the zy plane or
the xz plane, the = axis runs horizontally and the other axis runs vertically.
For faces parallel to the yz plane, the y axis runs horizontally and the z axis
vertically. The node with the lowest index is the bottom left vertex. The same
case layout is used for all MAC grid faces, which causes the discretizations
in neighboring cubes to be consistent. . . . . . ... ... ... ... ....

Spherical shell domain used in the refinement study. The shell is centered
at (0.5,0.5,0.5) within the unit cube, with inner radius 7, = 0.15 and outer
radius 7oyt = 0.35. The left panel shows a three-dimensional view of the inner
and outer bounding spheres. The right panel shows a cross-section through
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the center, with the shell region shaded and the center and two radii marked. 106

Approximation error and divergence as functions of element conditioning. In
both cases the maximum observed error correlates strongly with condition
number k of the tetrahedron. This shows that errors seen in L., arise from
poorly conditioned elements and are sensitive to element conditioning. These
poorly conditioned elements typically have very small volumes. . . . . . ..

Analytic divergence (the coefficient of the divergence basis mode) plotted
against element volume (left) and element condition number (right). The
magnitude is at most 10710, effectively zero. The larger values correlate
strongly with tetrahedron volume rather than with condition number.
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3.15 This figure shows the interpolated velocity along a path through the domain.
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The path passes through cut cells and transition cells near the ends of the
path and through the interior cells near the middle. The input velocity field
of the domain is ugp, which is divergence-free but sufficiently high frequency
that it cannot be resolved on this grid. The left plot shows the interpolated
velocity along the path when interpolating using the full bases in u (top),
v (middle), and w (bottom). The interpolated velocity is continuous along
the entire path. The right plot shows the interpolated velocity of the same
path using only polynomial bases. This path has discontinuities as the path
transitions from one element to the next. This lack of continuity is caused
by the lack of a full interpolation basis, which prevents the interpolated field
from matching the prescribed boundary values and produces a discontinuity.
The use of an unresolved data causes some of these discontinuities to be
large enough to be visually observed. When interpolating smooth data, these
discontinuities would be too small to visually observe. On full uncut MAC
grid faces, the integrated average causes the high-frequency by very regular
velocity field to be averaged out to near zero, resulting in a nearly constant
interpolation in the interior. . . . . . . . . ... o Lo L

The boiling effect. A body of fluid at rest under gravity, whose exact solution
is v = 0 for all time, is simulated with the natural particle initialization.
(a) The initial state, at rest. (b) The boiling effect: the particles exhibit
spurious velocities, colored by magnitude |v,|. The agitation persists.

Signed distance to a flat boundary. An interior node x; (d < 0) retains most
of its kernel support inside the domain, while an exterior node x; (d > 0)
contributes only a small spherical cap. In both cases the clipped integral is
the same closed-form function f(d), independent of the plane’s orientation.

Error of the radially symmetric closed form on a circle of radius 10h (2D)
and a sphere of radius 4h (3D), against Gauss—Legendre quadrature of the
tensor-product B-spline. Volumes are normalized by the unit cell volume,
so an interior node has Vju.q = 1. Left: volume difference versus signed
distance. Right: relative error (lines, left axis) over nodes with reference
volume above 1073, with the reference volume shown as bars (right axis).
The largest relative errors occur where the reference volume is nearly zero,
so their absolute contribution is small; the drop toward —100% past d = %h
reflects the spherical support assumed by the closed form. . . . ... .. ..

Quadrature evaluation of the target volumes. A regular lattice places ¢ X ¢
points per grid cell (here ¢ = 2; solid lines are grid cells of size h, dashed
lines the quadrature subcells). Points outside the domain (open circles) are
discarded by the level-set test; each remaining point (filled) carries an equal
volume share AV, = h?/q¢%, and the targets are computed by the standard
particle-to-grid gather over thisset.. . . . . .. ... .. ... ... .....
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Hydrostatic test in 2D at water level 0.75 under the slip boundary condition,
shown at frames 0, 30, 60, and 100 (left to right). (a) In the uncorrected
baseline, visible flow patterns emerge and progressively disturb the parti-
cle distribution and the free surface. (b) With the position correction and
quadrature-based target evaluation (¢ = 2), the particles stay at rest: the
distribution remains uniform and the free surface stays flat. . . . . ... ..

Node volumes for the 2D hydrostatic test (unit box, water level 0.75, res-
olution 32), normalized by h?; nodes with zero target are masked in gray.
(a) Exact tensor-product targets, logarithmic scale; dashed lines mark the
container walls and the free surface. (b) Signed error after Poisson-disk seed-
ing, before correction. (c) Signed error after position correction; note the
color scale differs from (b). (d) Absolute error after correction, logarithmic

Residual energy 3||r(Xy)||? of the position correction versus Newton iteration
on the hydrostatic test (resolution 32, exact targets), for three water levels
in 2D (solid) and 3D (dashed). The 2D runs converge below the tolerance
within nine iterations; the 3D runs stop at the iteration cap of ten with

residuals near 107°, which is nevertheless sufficient to eliminate the artifact

Maximum velocity over time for the hydrostatic test on a 32¢ grid, com-
paring target evaluation methods. The quadrature-based targets (¢ = 2, 3)
are indistinguishable from the exact tensor-product targets, while the radial
approximation and regular seeding retain residual motion. . . . . . . . . ..

Close-up of the initial particle distribution for the 2D hydrostatic test (unit
box, water level 0.75, resolution 32). Each panel shows the same 8 x 8-
cell region of the domain, spanning the free surface: the dashed line marks
the initial water level, with water below and empty cells above, and light
gray lines indicate the grid cells. Left: regular lattice seeding with four
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Dam break test: (a) initial configuration, (b) collapse, (c¢) impact against

the right wall, (d) near rest. The water column of width 0.5 and height 1 is
released in a box of height 2; frames from the uncorrected run. . . . . . ..
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Dam break test at resolution (32): (a) RMS and (b) maximum particle ve-
locity over the first 1000 frames. The baseline uses the original particle
initialization, while the corrected run uses the position fix with quadrature-
based target evaluation (¢ = 2). The two runs show almost the same velocity
behavior during collapse, impact, and later sloshing, indicating that the cor-
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particle velocity over 300 frames, comparing baseline seeding with position
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Particle distributions at frames 0, 30, 100, and 300 (left to right) for the
sharp-interface two-density test; the light fluid is blue and the dense fluid
is red. In the baseline run (a) the interface roughens and the particle ar-
rangement in both layers is visibly disturbed. In the corrected run (b) the
interface remains flat and the particle distribution is nearly unchanged over
all 300 frames. . . . . . . e
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Chapter 1

Introduction

1.1 Background

Continuum physics describes materials ranging from fluids to solids through par-
tial differential equations. Simulating these equations numerically has become an essential
tool across science and engineering. In computer graphics, physics-based simulation pro-
duces visual effects such as snow [79], sand [47], and water that would be impractical to
animate by hand. In computer science and engineering, the same machinery underlines the
study of incompressible flow [22], magnetohydrodynamics [9] , and geotechnical processes
such as landslides and soil failure [73]. Across these applications, the central requirement re-
mains the same: the discrete representation must faithfully preserve the underlying physics,
while numerical artifacts introduced by the discretization must not be mistaken for genuine
physical behavior.

Numerical simulation of continuum physics commonly stores field data on a regular

Eulerian grid. Regular grids are efficient: the equations of motion can be discretized with



compact stencils, fast solvers apply directly, and global constraints such as incompressibility
can be enforced through a projection step [22]. The grid alone, however, is rarely enough.
semi-Lagrangian advection [75] and particle tracing [38] must evaluate the field at arbitrary
locations within the domain, not merely at the grid points where data is stored. Hybrid grid-
particle methods such as the Material Point Method (MPM) [80] go further. They represent
the material itself as a set of Lagrangian particles carrying mass, volume, velocity, and other
state information. And at every time step they transfer information between the particles
and the grid. In both cases, the accuracy of the simulation depends not only on the grid
solver but on how faithfully the discrete data and the continuum are connected.

This dissertation addresses two instances of this connection, each of which fails
in a characteristic way when the boundary of the domain or of the material intersects the
grid data. The first, and the main subject of this thesis, is the interpolation of divergence-
free vector fields from MAC grid data over irregular domains: standard divergence-free
interpolation schemes are exact on regular grids but break down near irregular boundaries,
leaving a gap region in which the divergence-free property is lost (Section 1.2). The second
is the initialization of particle states in MPM: common sampling strategies produce particle
volumes and positions that are inconsistent with the underlying continuum representation,
causing spurious motion at startup known as the boiling effect (Section 1.3). We introduce

the necessary background and the specific challenges of each problem in turn.



1.2 Divergence-Free Interpolation on Irregular Domains

Many physical systems are governed by divergence-free vector fields (Equation (1.1)).

V-u=0. (1.1)

In incompressible flow, the velocity field satisfies this constraint as an expression of volume
conservation. The magnetic field in Maxwell’s equations and magnetohydrodynamics is
subject to the same constraint, reflecting the absence of magnetic monopoles [9]. A common
discretization for such fields is the marker-and-cell (MAC) grid [38], which stores the normal
component of vector field at the center of each cell face. This staggered layout admits a
natural discrete analogue of Eq. (1.1): a cell is discretely divergence-free when the fluxes

across its faces sum to zero,

Z up Ay =0, (1.2)

fetaces
where uy is the stored normal velocity on face f with respect to the outward normal, Ay
is the face area (in a cut-cell discretization, the area of the portion of the face inside the
domain [63]), and the product uy Ay is the flux of the vector field through that face. For an
interpolated velocity field to be pointwise divergence-free, the interpolation must be built on
data that satisfy this discrete condition. Grid data can be made discretely divergence-free
by a projection step [22], which solves a Poisson problem for a pressure and subtracts its
gradient from the velocity field.
Even when the grid data satisfy Eq. (1.2) exactly, however, the data live only at

face centers, and querying the velocity at arbitrary points requires interpolation. There



the divergence-free structure is easily lost: interpolating each velocity component indepen-
dently yields a field with nonzero divergence between grid points. The resulting errors are
visible and accumulate over time. In flows with closed streamlines, the interpolated field
spirals inward or outward instead of recirculating; traced particles drift across invariant flow
structures; and volume is spuriously created or destroyed along trajectories [41, 20]. This
has motivated a substantial body of work on interpolation schemes that are divergence-free
by construction. On regular grids, local spline-based constructions achieve this efficiently:
divergence-free splines date back to Handscomb [37], and recent constructions provide local,
flux-consistent schemes of second and higher order [70, 67]. Alternatives based on radial
basis functions [61, 57] or on reconstructing a vector potential [66, 72] generally require the
solution of a global system, which makes the local grid-based constructions attractive in
practice.

Most of these constructions, however, assume every cell is a full, uncut cell of
a regular grid. Practical domains are rarely rectangles: fluid flows around immersed ob-
jects [64], and the domain boundary cuts through grid cells, producing cut cells with par-
tial faces and a modified discrete divergence [63]. Near such boundaries the spline-based
schemes break down for two reasons. First, they require a full neighborhood of uncut,
discretely divergence-free cells, so they cannot be evaluated within a band of cells around
the boundary. Second, the field near the boundary must be compatible with the velocity
prescribed on the boundary itself, a constraint the regular-grid construction do not see. The
result is a gap region between the domain boundary and the region where regular inter-
polation applies. Divergence-free interpolants for this regime do exist in the finite-element

setting [35, 34], but they are built on simplicial meshes and their own degrees of freedom



rather than on MAC face data, and offer no direct remedy. In the gap region, then, no
continuous divergence-free interpolant is available that is consistent with both the grid data
and the boundary conditions. Filling this gap is harder than it may appear. Over individual
triangles and squares (or tetrahedra or cubes in 3D), polynomials of a given degree that
are divergence-free within each element cannot generally be matched continuously across
element boundaries; achieving continuity requires enriching the space with non-polynomial
functions [35, 34]. The difficulty is compounded in three dimensions, where cut cells take
on a far greater variety of geometries than in the plane. Chapters 2 and 3 of this disser-
tation construct such interpolants in two and three dimensions, respectively. The resulting
interpolants are local, C° continuous, pointwise divergence-free, and compatible with the

prescribed boundary data.

1.3 Comnsistent Particle Initialization for the Material Point

Method

The Material Point Method [80] simulates materials using particles and a back-
ground grid together. In MPM, the material is discretized into a set of particles, each
representing a small portion of the material and moving with it. Each particle carries
material state, including its mass m,, volume V},, velocity v,, and deformation gradient
F,. The deformation gradient encodes local deformation history, from which the stress is
evaluated through the constitutive model, the material-specific law relating deformation to
stress. Meanwhile, the equations of motion are solved on the grid. Each time step transfers

information from particles to grid nodes through the grid basis functions N;, where N;(xp)



weights the contribution of particle p to node 7. Through this transfer, the grid accumulates
mass, momentum, and other quantities from the particles; the equations of motion are then
advanced on the grid, and the updated solution is transferred back to the particles. We
sketch this cycle below in its simplest explicit form, following the formulation of Stomakhin
et al. [79]; practical implementations refine each stage, but the structure remains the same.

The particle-to-grid transfer accumulates mass and momentum at the nodes, yield-

ing the nodal mass m; and momentum m;v;, respectively:

m; = Z mpNi(xp), m;v; = Z mpVpNi(Xp), (1.3)
P P

The grid velocities (v;) are then advanced by the nodal forces (f;), which are evaluated by

quadrature over the particles using the stress o, from the constitutive model.

At
new: — i —_— fi, fi = — N; R 14
v; v+ - E Vp opVN;i(xp) (1.4)

‘ p
where each particle contributes with weight V), its current volume. Finally, the updated
velocities are interpolated back to the particles through the same basis functions, and the
particles are advected,

vy = ZV?ewNz(Xp), x, 7 = xp + At vy (1.5)
7

This sketch omits many components of a complete solver, but the underlying structure is
what concerns us here: material state resides on the particles, forces and the momentum

update are computed on the grid, and the two are coupled through the basis functions NV;.



The division of labor is what makes the hybrid scheme worthwhile. The parti-
cles provide a Lagrangian description of the material: mass and history-dependent state
are carried with the motion, advection is handled trivially by moving the particles, and
topological changes require no special treatment since the particles carry no connectivity.
The grid, in turn, provides a regular Eulerian structure on which forces, collisions, and the
momentum update are computed efficiently. Because the grid carries no persistent state, de-
formation never accumulates on it, allowing the grid to remain undistorted regardless of the
material deformation. MPM therefore handles large deformation and complex material be-
havior robustly, and has been widely adopted in computer graphics [79] and computational
mechanics [25].

Within this cycle, the particles also serve a second role: they are the quadrature

points for the integrals in the governing equations. The internal force at a grid node,

Q
p

is approximated by a weighted sum over the particles, with each particle’s volume V), serving
as its quadrature weight [76]. This approximation is faithful only when the particle state is
consistent with the grid and the domain: the volumes rasterized from particles onto each

node must match the volume that node represents geometrically,

> VuNi(xp) ~ /QNidx, (1.7)



where the right-hand side is the nodal volume of the domain discretization itself, and the
quality of these targets limits how well any correction can perform. Equation (1.7) is a local
condition, imposed at every node: the total particle volume may equal the domain volume
exactly while individual nodes see too much or too little, and it is this local mismatch that
corrupts the quadrature.

The consequence is visible at the very start of a simulation. A tank of fluid at
rest under gravity should remain at rest, with internal forces balancing gravity exactly.
When the initial particle state violates Eq. (1.7), however, the nodal forces evaluated from
the particles no longer cancel gravity, and the material begins to move with no physical
cause, resulting in a spurious, surface-concentrated agitation that we call the boiling effect.
The violation has an interior component, where particle volumes must tile space correctly
under the grid basis functions, and a boundary component, where the material region cuts
through grid cells and particles claim too much or too little volume. Common sampling
strategies such as jittered lattices and Poisson-disk sampling [19] produce distributions that
look uniform but satisfy neither requirement.

Existing correcting techniques target different problems. Runtime corrections with
MPM improve the particle—grid transfers [11, 42] or shift particles against density drift
during the simulation [94, 13]; these operate at every time step and address errors as
they arise, whereas the inconsistency considered here is present before the first step is
taken. The closest precedent comes from smoothed particle hydrodynamics (SPH), a fully
Lagrangian method in which field quantities are reconstructed directly from neighboring
particles through smoothing kernels, with no background grid. Because the reconstruction

quality depends on how the particles are arranged, SPH has developed particle packing



methods that adjust the initial configuration before the simulation begins [23, 62]. These
methods, however, differ from the present setting in three respects: they target a kernel-
consistency condition intrinsic to SPH rather than the grid condition of Eq. (1.7); they
correct by iterating a pseudo-dynamic relaxation rather than by minimizing an explicit
objective; and they adjust particle positions only, never treating particle volume as an
unknown, even though in MPM the volume enters the quadrature directly as the weight.
Chapter 4 of this dissertation formulates initialization for MPM itself: the violation of
Eq. (1.7) becomes an explicit residual over the two unknowns of the quadrature, the particle
volumes and the particle positions. Adjusting the volumes yields a regularized least-squares
system; adjusting the positions, our preferred route, yields a nonlinear problem solved by

Gauss—Newton. The correction runs once, before the first time step.

1.4 Contributions

This dissertation makes the following contributions.

e Divergence-free interpolation of MAC grid data over irregular domains
in two dimensions(Chapter 2). We construct interpolation schemes on triangles
and squares with arbitrary quadratic or cubic polynomial boundary data. Because
divergence-free polynomials of these degrees do not form a complete basis on either
shape, we augment them with rational functions. The resulting schemes are analyti-
cally divergence-free whenever the element boundary data have zero net flux and are
continuous in all cases. Our construction fills the gap region between an irregular

boundary and the interior, extending efficient spline-based divergence-free interpola-



tion [67] to cut-cell domains. The combined scheme is local, analytically divergence-
free, and CY continuous throughout the domain, up to and including the domain

boundary.

Extension to three dimensions (Chapter 3). We present divergence-free inter-
polation schemes for cubes and tetrahedra: the cube scheme supports tensor-product
cubic polynomial boundary conditions, and the tetrahedron scheme supports quartic
polynomial boundary conditions. Cut cells are divided into tetrahedra by a specially
constructed marching-cubes table that produces non-inverted tetrahedra consistent
across neighboring grid cells. Applied on the cut cells, our schemes extend a spline-
based divergence-free interpolation scheme to the boundary of an irregular domain;
the resulting interpolation is C¥ continuous, analytically divergence-free, and remains

purely local, built from polynomials and rational functions.

Consistent particle initialization for the Material Point Method (Chap-
ter 4). We cast the inconsistency behind the boiling effect as an explicit residual,
Eq. (1.7), and drive it down by relocating particles with a Gauss—Newton solver, with
a Krylov-based volume correction as the linear alternative. The procedure is a one-
time preprocess requiring no change to the MPM time stepping. On square and cube
domains, the accuracy of the target volumes at edges and corners proves decisive:
exact targets stop the boiling in 2D and 3D, a radial approximation succeeds only in
2D, and a quadrature evaluation with a modest number of points performs identically
to the exact computation while remaining applicable beyond the box. The method is

developed and validated on box domains; irregular containers remain future work.
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1.5 Dissertation Organization

The remainder of this dissertation is organized as follows. Chapter 2 presents the
two-dimensional divergence-free interpolation scheme: C° continuous, analytical divergence-
free interpolation over triangles and squares, used to extend spline-based interpolation over
a MAC grid to irregular cut-cell domains. Chapter 3 extends the construction to three
dimensions, with divergence-free bases for cubes and tetrahedra and a marching-cubes table
for dividing cut cells. Chapter 4 addresses particle initialization for the Material Point
Method, correcting particle volumes and positions to eliminate the boiling effect. This
study is validated on box domains in two and three dimensions. Chapter 5 summarizes the

contributions and discusses limitations and future work.
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Chapter 2

Divergence-free Interpolation of
MAC Grid Data Over Irregular

Domains

2.1 Introduction

Divergence-free vector fields play an important role in the numerical simulation
of many types of physical phenomena. They occur in Maxwell’s equations and thus play
a central role in simulations of magnetohydrodynamics [9, 29, 89, 4, 5, 6, 8]. They are
also frequently used to represent velocity fields in simulations of the incompressible Navier
Stokes [41, 10, 66, 55, 83] and Stokes equations [49, 45, 48]. One common approach to such
simulations is to store physical quantities in a regular grid. The divergence-free property can

then be enforced through a global projection step, which results in a field that is discretely
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divergence-free. For many applications, this regular arrangement of data is sufficient. For
other applications, however, these vector fields need to be interpolated to general locations
within the simulation domain, such as for semi-Lagrangian advection or particle tracing.
While there are many efficient ways to interpolate grid data, these do not generally preserve
the divergence-free property. This has lead to the development of a rich variety of schemes
specifically designed to produce analytically divergence-free vector fields.

There are many approaches that have been proposed to address this problem.
One popular approach is the use of radial basis functions (RBF). These methods generally
require the solution of a global system [61, 54, 57]. Farrell et al. [30] uses a multi-level
framework to improve the efficiency of the global method. Drake et al. [28] avoids the
global system by constructing local approximants on separate subsets of samples, which
are then combined to form the final result. Radial basis functions are commonly used for
processing the unstructured data or scattered data [18, 3, 27, 15]. Yang et al. [89] proposes
a similar strategy using a linear superposition of orthogonal functions and solving a global
system. For multiresolution problems, wavelet-based approaches have also been explored
[16, 82|, including some with support for fluid domain boundary conditions [26, 77, 43].
Bittner and Urban [16] constructs divergence-free multi-wavelets based on cubic Hermite
splines.

Another major class of methods constructs a vector potential and then utilizes the
fact that the curl of a vector field is divergence-free [31, 66, 10, 39]. These methods usually
require solving a large global system to compute the vector potential. Ravu et al. [66] uses
spline functions for constructing the vector potential from grid data, and the coefficients of

the spline are determined locally, achieving better efficiency than a global scheme. Silberman
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et al. [72], Chang et al. [20] increase the efficiency by using a sweeping strategy, so that only
the solution of a scalar Poisson problem for the vector potential is required. Rather than a
global solve, Solin et al. [74] trains a network-based model incorporating a latent potential
field variable.

Methods designed for regular grids typically produce an divergence-free interpo-
lation over the space of polynomials. B-splines of appropriate orders naturally form a
divergence-free polynomial reconstruction on regular grids. This was the basis for one of
the earliest approaches [37], which used a global solve to construct natural cubic splines.
Yassine and McGraw [90] instead constructs tensor-valued Bezier patches, where the con-
trol points for the patches are solved by a global system of equations in the least squares
sense. Balsara [4] reconstructs the velocity field on adaptive mesh, resulting in a system
of equations to solve for the coefficients of the quadratic polynomials. Balsara [5] then ex-
tended the method to unstructured data. Most of the grid-based polynomial divergence-free
reconstructions, however, are local [58, 6]. Jenny et al. [41] developed a novel conservative
interpolation scheme for collocated girds in two dimensions, which Wang et al. [85] extended
to three dimensions and applied to steady state and time-dependent flow fields with strong
velocity gradients. Téth and Roe [81] propose an interpolant based on prolongation and
restriction. Schroeder et al. [70] proposed a general construction for local divergence-free
polynomial interpolation schemes with a focus on maintaining C° or C' continuity. Roy-
Chowdhury et al. [67] extended this construction to fourth-order accurate interpolation and
curl-free interpolation. They also proposed a flux-consistent interpolation scheme, which

we use as part of our scheme.
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Divergence-free interpolation on polygonal or polyhedral elements has received
significant interest in the context of finite element or virtual element method discretiza-
tions [93, 12, 21]. One particularly popular polynomial construction is based on the use of
Raviart-Thomas spaces [33, 86]. Frerichs and Merdon [33] introduces a local energy pro-
jector which commutes with the divergence operator. With the help of the operator onto
a generalized Raviart-Thomas element space, they develop a piecewise divergence-free non-
conforming virtual element method. In order to obtain the pressure-robustness for the div-
free virtual element methods on polygonal meshes, Wei et al. [86] proposes a div-preserving
reconstruction based on the Raviart-Thomas interpolation on local subtriangulations of the
polygons. The finite element method with Raviart-Thomas spaces has been used for many
applications [95]. Li and Rui [50] considers the Stokes problem on general simplicial meshes.
The velocity space is the polynomial space enriched by the Raviart-Thomas-Nédélec space
and achieves the exact div-free and pressure-independent velocity interpolation. Frachon
et al. [32] studies the cut finite element discretizations of a Darcy interface problem based
on the mixed finite element pairs on the space of discontinuous polynomial functions and
the Raviart-Thomas space. Liu et al. [53] considers a quasi-regular background polygonal
mesh and handles boundaries using cut cells. They produces a divergence-free velocity field
everywhere except within an O(h) neighborhood of the boundary. Balsara and Dumbser
[7] develops a polynomial divergence-free reconstruction of the magnetic field up to fourth
order accuracy for magnetohydrodynamics (MHD) applications. Their reconstruction is
continuous in the normal component but not the tangential components. In general, these

methods produce a divergence-free polynomial reconstruction of a vector field on polygo-

15



nal elements. Our reconstructions supplement polynomials with rational functions, which
allows us to form a complete divergence-free basis.

Rather than using a mesh over the entire computation domain, as is normally
done in finite element methods, one often prefers to use a regular grid in the interior for ef-
ficiency. In the presence of irregular boundaries, this leads to cut cells. Applying grid-based
divergence-free interpolation over these cut cells does not generally lead to a divergence-
free reconstruction within those cells. The problem of extending interpolation to irregular
boundaries is thus of interest. The ability to handle irregular boundaries is of particular rel-
evance to immersed boundary methods, where an immersed boundary (such as a rigid body
[59], deformable body [64], or interfaces [71, 91]) is embedded in a grid. These methods are
convenient since a regular grid may be used in most of the domain, with special treatment
only required in or near cells which are cut by the body [84]; our proposed approach fits
nicely within this framework. Prior work also has demonstrated the flexibility of such ap-
proaches. Chang et al. [20] supports irregular solid geometry by using marching squares to
triangulate cut cells and then discretizes them using a novel curl-noise-inspired potential
ramping procedure. Bao et al. [10] handles immersed boundaries and achieve divergence-
free velocities using a vector potential-based formulation. They show that this leads to
improved volume conservation. Kingora and Sadat-Hosseini [46] uses an interpolation-free
immersed boundary method to simulate the incompressible flow problems with complex
immersed boundaries; grid cells cut by the immersed boundary are reshaped to conform to
the shape of the immersed boundary. While this method handles thin immersed objects,
the discretization relies on an uncut grid that contains fluid everywhere. Albuquerque et al.

[1] extends divergence-free interpolation for the immersed boundary to unstructured poly-
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hedral grids. Like Chang et al. [20], we handle cut cells by triangulating them. However,
we do so with a purely local method, without the need to construct a vector potential.

Most divergence-free methods are based on polynomial reconstructions. Poly-
nomials are widely used because they are a convenient basis for reconstructions because
they are easy to work with and have good numerical properties. However, the space of
divergence-free polynomials over triangles or squares does not form a complete basis. This
leads many divergence-free reconstructions over triangles to be discontinuous. Completing
the basis requires including basis functions that are not polynomials. Notably, Guzman
and Neilan [36] constructed a continuous divergence-free interpolation over triangles in two
dimensions by supplementing the usual polynomial basis functions with bubble functions,
which are rational functions. Guzman and Neilan [34] extended this basis to tetrahedra in
three dimensions also using bubble functions. We propose a simpler set of rational functions
to complete our basis for triangles. The two formulations are mathematically equivalent,
however, as their basis elements can be expressed as a linear combination of ours (and visa
versa). We also construct rational function basis functions to complete the divergence-free
basis for squares.

In this paper we construct discretizations for triangles and squares that are C°
continuous with quadratic or cubic polynomial data specified along their boundaries. The
discretizations are analytically divergence free in the interior provided the net flux across
the specified boundary is zero. This capability allows us to extend an existing divergence-
free discretization intended for regular grids to handle irregular domains. We use our
triangle and square discretizations to fill in the gap between the interior, which the regular

scheme can efficiently handle, and the irregular boundary. The resulting discretization
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will be C° continuous and analytically divergence-free everywhere. We demonstrate this
end-to-end discretization on a cut MAC grid using method of Ng et al. [63] to project the
velocity field to be discretely divergence-free, the flux-consistent spline-based divergence-
free discretization of Roy-Chowdhury et al. [67] in the interior away from the boundary,
and our new discretizations to fill in the boundary region. For the sake of terminology, we
will assume throughout this paper that the quantity we are interpolating is a velocity field.

We use the terms “face” and “edge” interchangeably.

2.2 Discretization

The intended application of our discretization is to extend spline-based divergence-
free interpolation schemes, which can efficiently interpolate data from a regular grid, to
handle irregular boundaries. We assume that the underlying grid data has been projected
to be discretely divergence-free in the sense that the total flux into each cell is zero Ng et al.
[63]. We also assume that the velocity is known analytically at the boundary and that this
velocity field is a quadratic polynomial. In practice, this captures most common cases, such
as stationary objects (zero), translating objects (constant) or rigid bodies (affine). In this
paper, we refer to these boundary velocities as the domain boundary conditions. While a
spline-based scheme could be used to interpolate velocities to the boundary, the velocity
field would not be analytically divergence-free near the boundary. The interpolated velocity
field would also not be compatible with the domain boundary conditions. This leaves us
with a gap region between the domain boundary and the region over which the spline-

based interpolation can be applied. This gap has prescribed boundary velocities, leading
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to the need for our interpolation scheme to handle arbitrary polynomial element boundary
conditions (up to some fixed polynomial degree). In practice, spline-based interpolation
schemes require a neighborhood of uncut grid cells in order to produce an analytically
divergence-free result, leading to a layer of uncut grid cells and a layer of cut grid cells,
as shown in Figure 2.5. We thus construct a scheme for squares, which we apply to uncut
grid cells, and triangles, which we used to discretize cut cells. We refer to the prescribed
boundary velocities on these triangles and squares as element boundary conditions.

We begin by noting that, while it is always possible to be CY continuous with arbi-
trary polynomial boundary data, it will not always be possible to be analytically divergence-

free, since

/ u-ndA:/V-udV:O (2.1)
oN Q

is a constraint on the velocity at the boundary. If this constraint is satisfied, then we want
to interpolate to a divergence-free velocity field. Otherwise, we are content to interpolate
to a non-divergence-free velocity field, but in all cases we require continuity everywhere.
Note that since the velocity field is specified along the entire boundary of each triangle or
square, we can readily calculate the fluxes across each edge. The compatibility condition

requires that these fluxes sum to zero.
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(0,0)

Figure 2.1: Canonical triangle (blue) with degree 2 and canonical triangle (red) with degree
3. Sample points occur at the vertices of the triangle and equally spaced along the edges.
Along each edge this provides three or four sample points on each edge, which suffice to
uniquely specify a quadratic or cubic polynomial along the edge. This polynomial specifies

(1,0)

the value reconstructed field at the boundary.

(071) (%_’1) (171)
(0’%)“ Degree 2 "(17%)
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Figure 2.2: Canonical square (blue) with degree 2 and canonical square (red) with degree 3.
As with triangles, sample points for squares occur at the vertices of the square and equally
spaced along the edges. Three points suffices to define a quadratic polynomial, and four

points suffices for a cubic polynomial.
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2.2.1 Boundary representation

Although we assume that boundary data is a polynomial, representing the bound-
ary data directly as polynomials is not very convenient since they are difficult to transform.
Instead, we will represent our boundary velocity by sampling the boundary data at the ver-
tices and at one (for quadratic polynomials) or two points (for cubic polynomials) equally
spaced along each edge. This provides three or four sample points along each triangle or
square edge (including the corners), which suffices to uniquely determine the original poly-
nomial. The sample points are illustrated in Figures 2.1 and 2.2. We note that sample
points are only used as a convenient representation for the polynomials that we specify on
the boundary of triangles and squares; they do not in general coincide with MAC grid data.
Sample points along an edge shared by adjacent shapes need not coincide, provided they
are sampled from the same polynomial. We will use these sample points to construct the
coefficients for our basis functions, which we use to perform interpolation within shapes.

Since there is a one-to-one correspondence between boundary velocity polynomials
and sample points, the number of degrees of freedom N in the sample points is the same as
the number of degrees of freedom available in the boundary polynomials themselves. The
number of degrees of freedom is fixed (N = 2sd, where s is the number of sides (3 or 4)
and d is the polynomial degree (2 or 3)). The problem of interpolation then reduces to the
problem of selecting an independent set of IV —1 analytically divergence-free basis functions,
which span the space of possible boundary polynomials that satisfy the flux condition. We
can then supplement this basis with an extra divergent mode to ensure compatibility with

the boundary when the boundary data has nonzero net flux.
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2.2.2 Canonical shapes

Although the number of basis functions required is fixed, the basis functions them-
selves will depend on the shape and size of the triangles and squares being interpolated.
Address this by constructing a suitable basis over a canonical triangle or square and then
mapping this basis onto arbitrary triangles and squares. Our canonical triangle has vertices
fixed at (0,0), (1,0), and (0, 1), and our canonical square has vertices fixed at (0,0), (1,0),
and (1,1), and (0,1). The canonical shapes are shown in Figures 2.1 and 2.2.

Let © be our canonical shape, and let Q be the original shape. Let ¢ : O — Q be an
affine mapping from the canonical shape to the original shape. That is, x = ¢(X) = AX+b
for some matrix A and vector b. (For triangles, A and b are easy to compute from the
vertices of the original triangle. For squares, we only need translate and scale.) If T(X) is
an interpolated velocity field in our canonical shape, then we can push this velocity forward

to the original shape with
u(x) = <8> ax) = AuX) x=0¢ (x). (2.2)

Pushing forward a divergence-free vector field in this way preserves the divergence-free

property, since

oux) 9, . _ 0% om,_
S = o (AUR) 7 = A—AT (2.3)

B ou(x)\ oa, 1\ ou\
Vx-u—tr( o >_tr<A8xA )-tr(ax)—vx u=0. (2.4)
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Here we used the fact that A is a constant, which was a consequence of ¢ being affine. This
relationship is not true for more general mappings ¢. We have now reduced our problem to
the simpler task of finding a divergence-free basis over a canonical shape. Since these are
fixed, once a basis is selected, it can simply be hardcoded.

One convenient advantage of using sample points rather than polynomials to rep-
resent the polynomial element boundary conditions is that it is straightforward to transform

them into canonical space: U = A~ tu.

2.2.3 Basis selection

Next, we consider the basis selection process. Basis functionsuy (k =1,2,3,..., N),
are velocity fields ug(z,y) = (uk(x,y), vp(z,y)) that are polynomials of appropriate degree
along the boundary of the canonical shape. Thus, for the triangle case u(0,y), ux(x,0),
and Uy (z,1 — ) must be polynomials of appropriate degree (quadratic or cubic). For the
square case, ux(0,y), Ux(1,y), Ug(z,0), and Ug(z,1) must be polynomials of appropriate
degree. Note that we do not require basis functions to be polynomials in the interior of the
canonical shape.

Each function ug(x,y) can be associated with a sample vector Gy, which is the
N-vector formed by evaluating the basis function at the locations of all of the % sample
points and stacking the results into one vector. We consider a set of basis functions {u} to
be linearly independent if their corresponding sample vectors {G;} are linearly independent.
Note that if a set of basis functions is linearly dependent, then a linear combination of their
corresponding sample vectors will be zero, which implies that the same linear combination of

the basis functions will evaluate to the zero polynomial along the boundary of the canonical

23



shapes. While this linear combination of basis functions need not be zero in the interior, it
has no effect on the boundary and is of no use to us.

A set of N linearly independent basis functions {u;(z,y),...,un(z,y)} forms a
full basis; it spans the full space of possible element boundary conditions for the shape. We

evaluate our interpolated velocity field as a linear combination

N
U(z,y) = > cxlig(z,y), (2.5)
k=1

where the coefficients ¢, must be chosen based on the specified boundary conditions for
the canonical shape, which is specified by its sample vector w. This linear combination
effectively defines interpolation within a single square or triangular canonical element. We

can enforce continuity by requiring
N
W= ey =K, (2.6)
k=1

where K is a matrix whose columns are G and c is a vector of the coefficients c¢;. We note
that K is a fixed N x N matrix which will be known ahead of time and whose inverse can
be precomputed and stored.

When constructing a basis, we will choose U; (z,y), ..., dny—1(z,y) to be divergence-
free fields. The final basis function Uy (z, y) must necessarily be divergent. For the divergent
basis function, we select the affine mode ty = (x,y), which allows the interpolation scheme
to exactly reproduces affine functions, even if that affine function is not divergence free.

This ensures that the interpolation will be second order accurate. If the element boundary
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conditions are compatible with a divergence-free vector field, then its sample vector w will
be a linear combination of the divergence-free basis sample vectors u; (z,y), ..., uy—_1(x,y).
This will result in ¢y = 0, ensuring that the divergent basis mode is not used to compute

the interpolated vector field.

2.2.4 Triangles with cubic boundary polynomials

We are ready to begin constructing our interpolation basis functions. We be-
gin by searching for a basis for the triangle case with cubic polynomials at the boundary.
Since divergence-free vector fields are conveniently described by stream functions, we in-
stead look for functions s(x,y) and then let u = —g—; and v = %. In this case, there
are 9 sample points (three at the vertices and two per edge), which in 2D gives N = 18
degrees of freedom. Since one mode will be divergent, we need to find 17 stream functions.
The obvious basis functions to use are polynomials. There are 14 independent polyno-
mial stream functions whose corresponding u,v are cubic polynomials at the boundary:
x,y, 22, zy, y2, 23, 22y, vy?, y3, 2, 23y, 2%y?, 2y3, y*. There are in fact many more polyno-
mials that are cubics at the boundary, such as 22y?(1—z—y)?2, which leads to basis functions
that are identically zero at the boundary. The list of 14 is maximal, in the sense that any
other polynomial would be linearly dependent with the ones above (that is, its sample vec-
tor is in the span of the 14 sample vectors for the polynomials listed). This leaves us 3 basis
functions shy of a full basis.

One option would be to give up on completing the basis and instead solve (2.6) in

a least squares sense. We evaluate the numerical properties of this strategy in Section 2.5.6.
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Although the accuracy of this scheme is quite good, it cannot be continuous, since it cannot

span the full space of cubic polynomial element boundary conditions.

basis |1 2 3 4 5 6 7 8 9
s(w, y) xr vy x? Ty y2 3 xzy g;yz y3
u(z,y) |0 -1 0 —x -2y 0 —2? —2zy —3y>
v(z,y) |1 0 22 y O 32 2xy y2 0
basis 10 11 12
3 3 3 3
s(z,y) 1{7+rxfﬂ—x3y—x2y2 193_7+11’_7_x3y_2x2y2_wy3 _

23

3 3 2
u(z,y) —ufiy)g—l—(xiiy)Qva‘g—FQa:Qy —W—%+x3+4x2y+3xy2 x

2 22243 2 3
v(z,y) %—%—?M@—Qxf f’_iy—k(lgw—?)xzy—élxyz—yg Y

Table 2.1: Stream functions and corresponding basis functions for the canonical triangle
with quadratic polynomial boundary conditions. There are 9 divergence-free polynomial
modes that are quadratic polynomials when evaluated at the boundary. We supplement
these with two rational modes, which forms a full basis for the divergence-free subspace.
Mode 12 is divergent and has no corresponding stream function; this mode completes our
full basis. When the net flux across the boundary is zero, the coefficient for mode 12 will
be zero, and the reconstructed result will be divergence free.

basis |1 2 3 4 5 6 7 8 9 10 11 12 13 14
s(ry) [z y 2® ay y* 2° 2Py wy® P 2t oSy 2Py ay
u(z,y) |0 =1 0 —z -2y 0 —2? —2zy —3y> 0 —23 —22%y —3ay®> —4y°
v(z,y) |1 0 20 y 0 322 22y 2 0 423 32%y 2xy? Y3 0
basis 15 16 17 18
3 3 3
S(IE,y) 1{?2 1%% xLng _
Y x
u(z,y) _13,7 _(1—2y)2 (21(_‘2_7253 ) T
3 22 (2243y
V@) | e i e | Y

Table 2.2: Stream functions and corresponding basis functions for the canonical trian-
gle with cubic polynomial boundary conditions. The first 14 divergence-free modes are
polynomials. We supplement these with 3 divergence-free rational modes to complete the
divergence-free subset of the basis. Mode 18 is divergent and has no corresponding stream
function.

Instead, we must search for basis functions that are not polynomials. It turns out

that there are suitable basis functions in the space of rational functions. One such stream
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. . 3 . 3 2 .
function is s = 1%?/, which leads to u = _Ofiy)Q and v = % These functions reduce to

polynomials at the boundary since they vanish at x = 0, produce a constant denominator at
y =0, and lf—y =1 when x + y = 1. Additional basis functions can be found by exploiting
symmetries of the triangle; the full basis is shown in Table 2.2.

While polynomials are trivially continuous, the same is not true for rational func-
tions. In particular, the one above is potentially problematic when 1 —y = 0, which occurs
at one corner of the triangle. Let r = ﬁ Since 0 < x <1 —1y, we have 0 < r < 1. Then
u=—(1-yr> = 0and v = 3(1 —y)r? — 0 as y — 1. In this way, the basis function
is continuous everywhere inside the triangle, though care should be taken when evaluating
it near the corner. The other rational basis functions are symmetries of this one and have
similar properties.

All that remains is to select the divergent mode. We select the affine mode (x,y),

which ensures that the interpolation scheme will reproduces affine functions.

Quadratic boundary polynomials A basis for the quadratic case can be obtained from
the cubic case since quadratic polynomials are also polynomials of degree at most 3. The
general strategy is to select the polynomials that are of suitable degree and then to find
linear combinations of the cubic basis functions using the rational elements that reduce to
quadratics at the boundary. The corresponding basis is shown in Table 2.1. Note that only
two rational basis functions are required, but they are both combinations of two of the cubic

rational basis elements.

Note on differentiability Although the rational functions are continuous inside the

triangle, their gradients are not. For example, for the mode u = —ﬁ above, % =
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—3r2. Along the triangle edge z = 0, we have g—g = 0. Along the edge y =1 — =z,

we have % = - (13_33;)2 = —3. Thus, the partial derivative is not continuous at the triangle

corner. However, since 0 < r < 1, the partial derivatives are all bounded. This implies
that the basis functions are all Lipschitz continuous and thus well-behaved. Although the
partial derivatives are not continuous, the divergence is identically zero everywhere and

thus continuous.

2.2.5 Squares

The process of finding a suitable basis for the square is similar to the process
for the triangle. In the cubic boundary polynomial case, we have N = 24 degrees of
freedom at the boundary, of which 23 should be divergence-free. In this case the polynomials
s(z,y) = 2'y* (with i,k < 3 and i+k > 0) as well as 2, y*, %$4y2(2y—3), and %m2y4(233—3)
are the admissible polynomials for the stream function, yielding 19 basis functions. We
find that we are missing 4 basis functions. As with the triangle case, these functions

can be chosen as rational functions. In this case, a suitable stream function is s(z,y) =

23 (1—z)% (14x)?
T4y

— 2% 4+ 2% — 2%?. The rational piece has the property that its gradient

manages to decay to a polynomial when x =0, x =1, y = 0, or y = 1. These polynomials
may have degrees higher than cubic, so the extra polynomial terms are needed to reduce
the boundary polynomials to cubics. The denominator vanishes at the corner of the square
where © = y = 0. The rational function is a polynomial multiple of Ix—jy, which has the
property that it and its gradient both vanish in the limit z,y — 0. As such, the stream
function and velocity will be well-defined and continuous everywhere in the square. The

qualitative behavior is similar to the triangle case.
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As in the triangle case, the divergent mode is chosen to be (z,y) so that the
interpolation scheme exactly reproduces affine functions, even if that affine function is not
divergence free. The full bases for the quadratic and cubic polynomial cases are show in
Tables 2.3 and 2.4. The continuity and differentiability properties of the rational modes for

the square case are similar to those for the triangle case.

basis 12 3 4 5 6 7 8 9 10 11
s(r,y) | v x 3> wy 22 ay? 2Py 2% P 20 2000 — 32y? — 3a%yP
w(z,y) | =10 2y —x 0 —2zy —2? —22%y —3y°> 0 —623y% + 627y + 92%y?

viz,y) | 01 0 y 2x y* 2xy 229> 0 322 62%y° — 92%y? — 6293

basis 12 13 14 15 16
s(z,y) | glzy) gla,l-y) gl-z,1-y) gll-2y) | —
u(z,y) | —gy(z,y) gy(r,1-y) g,(1-2,1-y) —gy(1-2z,9)| =
v(x,y) | g2(x,y) gelz,1—y) —go(1—2,1-9y) —g.(1 —2,9) | ¥

glz,y) = flz,y) —daby + 32y + 42 gy(x.y) = fy(x,y) — 42® + 627y
ge(z,y) = fulz,y) — 1222y + 922> + 1623

Table 2.3: Stream functions and corresponding basis functions for the canonical square with
quadratic polynomial boundary conditions. There are 11 polynomial modes available, and
we supplement them with four rational modes to complete the divergence-free subset of
the basis. Mode 16 is divergent and has no corresponding stream function. The function
f(z,y) and its derivatives f,(z,y) and fy(x,y) are given in Table 2.4. The function g(x,y)
is constructed from f(x,y) by adding polynomial terms that reduce the polynomials for the
reconstructed fields at the boundary from cubics to quadratics.

2.3 Cut-cell div-free interpolation

In the section, we show how divergence-free interpolation for triangles and squares
can be used to extend efficient spline-based interpolation schemes to handle irregular bound-

aries. For divergence-free interpolation to make sense, we must first start with grid data
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basis 1 2 3 4 5 6 7 8 9 10 11 12 13 14
s(ry) | y oy wy 2 wmy® 2Py 2Py Y0 2wy 2Py 2t Py
w(z,y) | =10 2y —x 0 —22y —2® —22%y —3y> 0 -3xy? —23 —32%y? 223y
v(z,y) | 01 0 y 2¢ 9> 2wy 2wy 0 322 o3 322y 2xy3  322%y?

basis 15 16 17 18 19
s(zy) | 2%y 2ty 52ty (=3 4 2y) 527y (=3 4 22)
u(z,y) | —323y> 0 —4y> —2ty(—3+2y) —aty? —22%3(—3 +22)
v(z,y) | 32%y3 423 0 22392 (—3 + 2y) oyt (=3 + 27) + 2%y?
basis 20 21 22 23 24
S(IE,y) f(xay) f<x71_y) f(l—IE,l—y) f(l—li,y) —
u(l"y) _fy(xay) fy(x,l—y) fy(l_xvl_y) _fy(l_xvy) L
’U(.I',y) fm(x>y) fx($71_y) _fx(l_x71_y) _fw(l_x>y) Yy
_ z(l—z)(1+w) — _ 9,6 5, 9pdy 2 2
e(z,y) = =1, f(z,y) = —22° + 22°y — 22%y* + 2x(z + y)e(w,y)
fy(@,y) = 20° — daty — 2we(w, y)?
fe(x,y) = —162° + 102y — 823y? + 22(3 — T2%)e(x,y) — 2we(x,y)?

Table 2.4: Stream functions and corresponding basis functions for the canonical square with
cubic polynomial boundary conditions. In this case, we have 19 polynomial divergence-free
modes available, which we supplement with four divergence-free rational modes. Mode 24
is divergent and has no corresponding stream function.
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that has been projected to be discretely divergence-free. We use a MAC grid discretization
for our regular grid, where the x and y components of velocity are stored at faces of cells.

For our notion of discretely divergence-free we follow the discretization of Ng et al.
[63]. Here, cell faces through which the boundary passes are said to be cut, and the fraction
of that face that is inside is called the face fraction. The face fraction s for uncut faces
that are inside are 1, and the face fraction s for uncut faces that are outside are 0. For cut
cells, it will be between 0 and 1. The discretization of Ng et al. [63] stores at MAC grid
locations the normal component of the integrated average velocity over the interior portion
of that face. The flux across a face is then the scalar velocity component stored at the
face times the grid face size Az times the face fraction. We consider a cell to be discretely
divergence-free if the sum of fluxes into the cell is zero. Note that if nonzero velocities are
specified at the boundary, the flux across the boundary in each cell also contributes to its
divergence. This discretization of cut cell projection is convenient because of the simple
relationship between the grid velocities and the definition of flux. See Figure 2.5.

A MAC grid provides only one scalar velocity value per grid face, but our divergence-
free shapes require 2D velocities at sample points at their vertices and along their edges. It
is also undesirable to use divergence-free shapes throughout the domain due to the compu-
tational cost. Instead, we want to use an efficient spline-based interpolation in the interior
and then transition to shapes near the boundary. This requires us to classify grid cells
depending on whether they will be interpolated with spline-based interpolation, a div-free
square, or div-free triangles. We must then compute polynomial velocity fields of appropri-
ate degree along the boundaries between shapes to ensure flux consistency and continuity.

These boundary polynomials define the sample points used to compute basis coefficients for
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the shapes. In this section, we construct a scheme that accomplishes all of these tasks. The

procedure for computing the sample points is illustrated in Figure 2.4.

2.3.1 Cell classification

We begin by classifying cells based on the way they will be interpolated. Cells
that are outside of the domain are not interpolated. These are uncut cells that are entirely
outside of the boundary. Cells that have been cut by the boundary are called cut cells;
cut cells are further divided into triangles using marching squares. These triangles will be
interpolated using the quadratic version of the triangle scheme. Cells adjacent to cut cells
we refer to as transition cells. These cells are not cut, but they are too close to the interface
to apply the spline-based interpolation scheme. We will interpolate these cells using the
cubic version of the square scheme. Beyond that we have interior cells, which we interpolate

using the spline-based scheme. The classification is illustrated in Figure 2.5.
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Figure 2.3: Sample points for transition cells (®) are located at grid nodes (s) and grid faces
(). Sample points for triangles within cut cells (O) are located at triangle vertices (s, «) and
edges (o).
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Figure 2.4: (Left) Flux-averaged normal velocity samples are obtained along edges from
MAC grid data (—), domain boundary conditions (—), and by requiring triangles to
have zero net flux (—). (Right) Sample points are then computed by evaluating the
spline-based interpolation scheme (.), evaluating the domain boundary conditions (), using
an integrated average of the domain boundary conditions (.), interpolating from MAC grid
data (s), and by fitting polynomials to the endpoints and flux-averaged normal velocity of

an edge (o).
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Figure 2.5: Cells in a domain that has been cut must be interpolated differently based
on where they are with respect to the cut (—). (Left) Cells that are outside (o) do
not get interpolated. Cut cells (O), are cells that are cut by the boundary; these cells
are triangulated and interpolated as triangles. Cells adjacent to cut cells are transition
cells (@); these cells have a neighboring cell that is cut. Because of the cut neighbor,
the spline-based divergence-free interpolation scheme cannot be applied. These cells are
interpolated as squares. Cells beyond the transition cells are classified as interior (m).
These are interpolated using the regular spline-based scheme. (Middle) Nodes are classified
into four categories. Interior nodes (e) are at corners at least one interior cell. Qutside
nodes (o) are outside the domain. Cut points (e) are intersections of the domain boundary
and faces. The rest are transition nodes (e). (Right) Faces are be classified into Interior
faces () that are shared by at least one Interior cell, Boundary faces () that connects
two cut points, Transition faces which include other uncut faces (—) and cut faces(—),
and Auziliary faces (- _) that are created to triangulate cut cells.
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2.3.2 Interpolation in Interior cells

Efficient spline-based divergence-free interpolation schemes exist for regular MAC
grid layouts [37, 70, 67]. These schemes are only usable when the MAC cells they collect
data from have been discretely projected in a way that is consistent with a uncut MAC grid.
Since cut cells have a different discrete notion of divergence, these interpolation schemes will
produce divergence velocity fields if evaluated too close to the interface. We must therefore
take care not to use them too close to the interface.

Another consideration when choosing an interpolation scheme for the interior is
flux consistency. After projection using Ng et al. [63], MAC grid locations store the normal
component of the integrated average velocity across the interior portion of the grid face.
The flux across the face can be computed by multiplying the velocity stored on the MAC
grid by the grid size and face fraction. The output of an interpolation scheme is a velocity
field defined at all points in the domain; integrating this velocity field over a grid face
produces another value for the flux across the face. If these two fluxes agree, we call the
interpolation scheme flux consistent. In this paper, we use the flux consistent scheme from

[67] to interpolate velocity in interior cells.

2.3.3 Node classification

The discretization of transition and cut cells must be done carefully so that we
maintain continuity between neighbors. The easiest way to ensure this consistency is to
compute velocities at nodes and faces first. To do this, we must classify nodes. Interior
nodes are nodes that are the corner of at least one interior cell. The velocity for these nodes

can be computed by evaluating the spline-based interpolation scheme at the location of the
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node. Qutside nodes are nodes that lie outside the interface. These nodes play no role since
they are never used. All other grid nodes are classified as transition nodes; in almost all
cases, these nodes are the corner of at least one transition cell but not the corner of an
interior cell, though in degenerate cases it is possible for a transition node to have only cut

cells as neighbors. We compute the velocity at transition nodes as

Jogr w1+ fiaun s fio1v 0 1+ [ 1000

)
fisg it hivdy Fij—t * figed

2

where f; 1 j denotes the face fraction along a face. In addition to grid nodes, we introduce
27
cut points along cut faces at the point where they are cut. The velocities of cut points are

dictated by boundary conditions. The node classification is shown in Figure 2.5.

2.3.4 Face classification

With nodal velocities chosen, we are ready to choose face velocities. Since our
interpolation schemes use sample points, we must compute cut points for each face that will
participate in triangle or square interpolation. As with nodes, we do this by first classifying
faces. Because [67] produces cubic polynomials at faces, we must use the cubic square
interpolation discretization. We assume that our cut boundary is defined by quadratic
polynomials, which allows us to use the simpler quadratic discretization for triangles. Faces
adjacent to cut cells require one sample point in the middle of the inside portion of each
face. Faces adjacent to transition cells require two equally spaced cut cells at % and % along

the face. Note that many faces shared by a cut cell and a transition cell will end up with
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three sample points. The face classification is shown in Figure 2.5. The layout of sample
points within the grid is shown in Figure 2.3.

Interior faces are faces of interior cells; their velocities are dictated by the spline-
based interpolation scheme; sample points for these faces are computed by evaluating the
interpolation scheme at the locations of the sample points. We connect adjacent cut points
along the boundary with segments that we call Boundary faces. These are not faces of
the MAC grid, but they participate in triangle interpolation within cut cells and require a
sample point at their midpoint, which can be evaluated from domain boundary conditions.
We refer to the inside portions of grid faces that have been cut as cut faces. The remaining
faces adjacent to transition cells or cut cells we refer to as transition faces. When we divided
cut cells into triangles using marching squares, we created some faces between the triangles.

We call these auziliary faces.

2.3.5 Face sample points

We compute sample points for cut faces, transition faces, and auxiliary faces using
the velocity samples at the endpoints along with the integrated average normal velocity
component. In the case of cut faces and transition faces, the integrated average component
is just the scalar MAC velocity sample stored on that face. The integrated average normal
velocity component for auxiliary faces is computed by requiring the total flux into each
triangle to be zero. The endpoints lie at grid nodes or cut points; the velocities at those

locations were computed in Section 2.3.3.
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We define the velocity field along the face separately for the normal and tangential
components. In each case, we let u, and u; be the component of velocity at the endpoints.

In the tangential direction, we define the velocity profile along the face to be

u(t) = uq + t(up — uq), (2.8)

where t = 0,1 are the endpoints of the face. The normal direction must be treated more
carefully, since it must be consistent with the integrated average normal velocity u,,. We

define the normal velocity along a face to be the quadratic polynomial

u(t) = 3(uq + up — 2um )t? — 2(2uq + up — 3um )t + uq. (2.9)

Finally, sample points are computed by evaluating the polynomials for the normal and

tangential components at the locations of the sample points.

Non-divergence-free interpolation Although the intended application of this interpo-
lation scheme is for constructing an analytically divergence-free interpolated velocity field,
we still would like the method to be well-behaved even if this is not possible. When a cut cell
has nonzero divergence, we compute fluxes across auxiliary faces such that this divergence

is distributed among the triangles inside the cut cell proportional to their areas.

2.3.6 Summary of the Entire Interpolation Process

In short, our objective is to construct the interpolant that handles the irregular

boundary on a MAC grid. The input MAC data are the velocities stored at the face centers
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along with the function for evaluating the velocity of the domain boundary. Based on those
given data, we achieve our goal by discretizing the whole domain as triangles and squares.
And to do interpolation inside each element we collect sample points along the element

boundaries. This whole procedure is shown in Table 2.5.

Table 2.5: Summary of the Full Interpolation Scheme

1: procedure PRECOMPUTE

2 Classify cells

3 Classify nodes and compute node velocities
4 Classify faces and compute face velocities
5: Precompute transition cells

6 Collect sample points

7 Compute coefficients of the basis

8 Precompute cut cells:

9 Make triangles

10: Compute flux on shared edges of the triangles
11: Collect sample points
12: Compute coefficients of the basis

13: end procedure

14: procedure INTERPOLATE

15: Find the cell containing the query point

16: if interior cell then

17: Apply flux-consistent spline-based interpolation
18: else if transition cell then

19: Compute square basis values

20: Scale with precomputed coeflicients

21: else if cut cell then

22: Find the triangle containing the query point
23: Compute triangle basis values

24: Scale with precomputed coefficients

25: end if

26: end procedure
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2.4 Analysis

2.4.1 Lipschitz continuity and bounds

Let Q be a region of space and u(x) be a vector field. Then, we can define the
Lipschitz constant L(u,{2) as

a0~ u)]
L(u,Q) = vaé)g x—yl (2.10)

The constant L(u, () gives us a measure of how wildly varying the vector field u is. In the
interior, our basis functions are differentiable, and we can instead use the more computa-

tionally efficient form
L(u, ) = sup || Vu(x)||2. (2.11)
xEeN

If the specified boundary velocity values are wildly varying, then the interpolated velocity
values necessarily will be as well. However, if the boundary velocity values are well-behaved,
then the interpolated velocity values ought to be as well. Let €2 be a triangle or a square,

and let 02 be its boundary. Then the ratio
R(92) = sup R(u, Q) (2.12)

captures how well-behaved the interpolation scheme is for a fixed geometry. Note that
L(u, ) can be computed from (2.11) but L(u, 0f2) must be computed from (2.10). Since

00 C , we necessarily have R(€2) > 1. Note that the denominator is computed by
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considering any two points on the boundary of the square or triangle, including points that
are on different edges. A natural question to ask is whether R(Q2) is bounded over all
possible choices of u and Q. If Q is the canonical triangle or square, then this is clearly
the case. The basis functions are Lipschitz continuous, and the coeflicients for these basis
functions are obtained by solving (2.6), which amounts to multiplying the sample points
by the fixed matrix K—!. Lipschitz continuity is thus guaranteed. For the general case, we

explore the Lipschitz bounds numerically.

Numerical estimation of L(u,2) Although direct estimation from (2.11) is straight-
forward, it converges very slowly. Instead, we estimate the using coordinate descent for the
optimization. We try all locations on a regular 10 x 10 grid in the space of the canonical
triangle or square as initial points for the optimization so that the global maximum is very

likely to be found.

Numerical estimation of L(u,02) The boundary case in general requires us to use
(2.10), which is less efficient because we must now sample at two locations. In practice, we
observe that the maximum is achieved at one of two simpler cases, so we compute them
separately. The case of both sample points being on one edge amounts to computing the
maximum magnitude of the derivative of a cubic polynomial, which we solve analytically.
The second special case is when the two sample points are arbitrarily close to a vertex but
on different edges. This reduces to singular value problem, which we solve analytically.
What is left is the general case when both points are on different edges. Since each point’s

location is along an edge, it is given by a single scalar. Thus, we must optimize (2.10) over
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two scalars. We perform this optimization using coordinate descent and initialization over
a 10 x 10 as in the interior case.

In both the boundary and interior cases, we must still sample over different choices
of 2 and u. Once these have been chosen, we are able to use the procedures above to
accurately and efficient compute the corresponding Lipschitz bounds and then calculate

R(u, ).

Square In the case of the square, the only freedom in choosing € is location and scale;
since R(Q)) is invariant on these transformations, R(2) is just a fixed number. For n =
103,10%,10° we estimate R(Q) by sampling n different u and  using cubic polynomials.
The corresponding numerical estimates for R(Q2) are 3.863, 4.245, and 4.454. This suggests

that R(Q) is bounded.

2.4.2 Lipschitz continuity and bounds for triangles

Max R(u, )

m Quadratic Cubic
100 | 5.41 x 102 4.77 x 10!
200 | 9.52 x 10" 9.86 x 10!
400 | 6.76 x 10> 9.74 x 10!
800 | 1.16 x 103 1.15 x 103
1600 | 6.81 x 10 4.69 x 103
3200 | 9.46 x 103 9.35 x 102
6400 | 8.19 x 103 7.78 x 102
12800 | 6.13 x 10* 1.20 x 10°

Table 2.6: The maximum value of R(u,{2) observed with different numbers of randomly
sampled triangle-velocity paints (£2,u) varies wildly, takes on large values. The constant
does not appear to be converging to any value, which suggests that the ratio is unbounded.
The wild variations suggest that large values are possible but not especially common. In
practice, these occur when a randomly generated triangle is especially poorly-conditioned.
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The case of triangles is much more complex than the case for squares. To analyze
it numerically, we randomly sample (€2, u) pairs and then estimate R(u, {2) numerically as
described above. As in the square case, we can get a sense for whether R(u, () is bounded
by adding additional samples. The results of this experiment are shown in Table 2.6. Unlike
in the square case, the ratios observed may be quite large (over 10%) and do not appear
to be converging. This suggests that there might not be a finite bound. Doubling the
number of samples often does not reveal a new maximum, suggesting that large values may
be unlikely in practice. Investigating triangles that produced particularly large ratios leads
to the observation that large ratios correspond to poorly conditioned triangles.

Indeed, consider a triangle with vertices (0,0), (1,0), and (—1,¢), where € > 0 is
small. The velocity field

2(ex — € + 2y)(ex + y)y/
u= (2.13)

(=223 — (22 — 1)y%e — 23) /€
is a cubic polynomial and divergence free, and so the interpolation scheme with cubic
polynomials will exactly recover this vector field in the interior. Asymptotically, we find
L(u,Q) — 1/e and L(u, 092) — 2, so that R(u,2) — 2/e. That is, even with just polynomial
basis functions, R(Q2) is unbounded. However, if the triangles are well-conditioned, then
R($2) will be bounded. This suggests that large Lipschitz constants in poorly-conditioned
elements are a consequence of the elements themselves, not a limitation in the way the
divergence-free interpolation was constructed. Achieving a bounded Lipschitz ratio is thus

a matter of avoiding poorly conditioned triangles.
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2.5 Numerical tests

We evaluate the performance of the proposed interpolation scheme using a variety

of numerical tests. In these tests, we use the vector fields from [67]:

sin(x 4 2) sin(y + 4) sin(370z + 2) sin(370y + 4)
Uy, = U2y =

cos(z + 2) cos(y + 4) cos(370z + 2) cos(370y + 4)

sin(x 4 2) + sin(y + 4)
U2 =

cos(z + 2) + cos(y + 4)

The velocity fields us, and ugp are divergence-free, while uo. is divergent. The field ug;, has
sufficiently high frequency that it will not be well-resolved on any test; it behaves essentially

as random numbers.

2.5.1 Random triangle and random square test

We conduct simulation tests for random triangles and random squares to verify
continuity at edges and the div-free properties in interior areas. We run eight sets of tests,
corresponding to the choice of (S)quare or (T)riangle, (Q)uadratic or (C)ubic boundary
polynomial degree, and whether the net flux over the boundary is divergence-(F)ree or
(D)ivergent. Triangle vertices are sampled randomly within the range [—1,1] x [—1,1].
Squares have side lengths uniformly sampled within [0.1,1]. Element boundary condi-
tions are selected by sampling velocities at sample points randomly with ||u|l.c < 1. For

divergence-free tests, the divergent mode is projected from the sample points.
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Shape type | Case label U (err) loo(div)
TQF 1.26 x 1071 1.45 x 1077
TCF 4.06 x 107 7.02 x 1077

Triangle

TQD 1.19 x 10714 2.84
TCD 2.41 x 1071 1.07
SQF 1.2x10718  282x 107"
Square SCF 9.93 x 107" 5.62 x 1078
SQD 9.13 x 10~ 1.23

SCD 5.58 x 10714 0.0935

Table 2.7: This table shows the results of the numerical continuity tests. Here, “T” refers
to triangles, “S” refers to squares; “Q” refers to quadratic polynomials and “C” refers to
cubic polynomials; and “F” means the velocity field was divergence free and “D” means
the velocity field was divergent. We observe continuity to roundoff error in all cases. Diver-
gence is at the truncation error level for the central difference stencil used to evaluate the
divergence error on the divergence-free cases.

To test continuity we sample 100 points on the edges of the triangle or square.
We then evaluate the ¢, norm of the difference between the boundary polynomials and the
interpolation routine evaluated at those points. The result is shown as o (err) in Table 2.7.
In each case, the errors are at roundoff levels, verifying that the interpolation achieves the
prescribed element boundary conditions. To verify the divergence-free property, we sample

100 points in the interior and approximate the divergence with finite differences using

v'uz u(':U—I_E?y);u(;U_E?y) + U(:B7y+€)2_v(x7y_€) (214)
€ €

with € = 107°. We then compute the maximum absolute value of the divergence across the
sample points. The result is shown as £ (div) in Table 2.7. In the divergence-free cases, the
maximum divergence is due to the accuracy of the finite difference approximation, though a
bit higher than we might expect. We explore this error more in the following numerical test.

In the divergent cases, the maximum divergence is something nonzero but finite, as would
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be expected. Thus we see that the proposed interpolation scheme is analytically divergence

free when the element boundary conditions have zero net flux, but it is always continuous.

2.5.2 Visualization of div-free errors in canonical objects

a) Triangle, quadratic b) Triangle, cubic ( ) Square, quadratic (d) Square, cubic

10-15 10~4

Figure 2.6: For each of the four combinations above, we constructed an interpolated velocity
from random but flux-consistent sample values (in the sense that the total flux into the
triangle is zero). Each of these velocity fields is analytically divergence-free everywhere.
The plots show the central difference approximation to the divergence, colored using the
color map shown. While the velocity field is analytically divergence-free everywhere, it is
not C' at the corners. This causes the central difference approximation of the divergence
errors to be much larger near the corners. (This figure is best viewed using the online
version of this paper.)

In our next numerical test, we visualize the divergence of the interpolation. The
setup is the same as in the previous test, except that we only consider the divergence-
free cases and fix the triangle or square to be the canonical one. Velocities are initialized
as before. For each pixel in the image, we approximate the divergence numerically using
central differences as before. The results are shown in Figure 2.6. The divergence in color

on a log scale. We observe that the computed errors are generally green away near the

middle, which corresponds to an error on the order of 1072, which is consistent with our
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finite differencing errors. The errors near the corners are much higher. This is because the
finite difference approximation is less accurate near the corners. Although the divergence
is analytically zero everywhere, the velocity gradient does not exist at the corners and has
sharp gradients nearby. This degrades the accuracy of the finite difference approximation

near corners.

2.5.3 Visualization of non-polynomial basis functions

In this section, we plot the non-polynomial basis functions for visualization pur-
poses. For triangles, there are two rational basis functions for quadratic and three rational
basis functions for cubic, shown in Figure 2.7. In each case, the basis function’s value was
normalized to the range [0, 1], with the u component encoded in the red channel and the v
component encoded in the green channel. The blue channel is zero. Observe that the color
changes are smooth and well-behaved, consistent with the Lipschitz continuity of the basis
functions. Equivalent plots for the square are shown in Figures 2.8. In the square case,
there are four basis functions for both cubic and quadratic. As in the triangle case, the
basis functions appear smooth, consistent with their Lipschitz continuity.

Unlike the velocity values, the velocity gradients of the rational function basis
functions are not continuous at the corners. To observe this, we plot ||[Vul|r for each of the
rational bases as a color map, with the values mapped to the interval [0, 1]. The rational
bases for triangles are shown in Figure 2.9. The three subfigures from the right show the
three modes for the cubic case. Each of these basis functions fails to be C' at one of its

vertices. Observe that the plots are smooth everywhere, except near one of the corners,
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1
0
0 u 1

a) Quadratic b) Quadratic ) Color legend

A b b

) Cubic ) Cubic ) Cubic

Figure 2.7: The figure shows the two quadratic and three cubic non-polynomial basis func-
tions for the canonical triangle. Here u is encoded as red and v is encoded as green, with
the ranges mapped into the interval [0, 1], as shown in the color legend. Observe that the
colors are smoothly varying, a consequence of the Lipschitz continuity of the interpolation
scheme. (This figure is best viewed using the online version of this paper.)
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) Rational modes for the quadratic square basis.

) Rational modes for the cubic square basis.

Figure 2.8: The figure shows the rational basis functions for the quadratic and cubic cases
for the canonical square. Here u is encoded as red and v is encoded as green, with the
ranges mapped into the interval [0, 1]. See Figure 2.7 for a color legend. Observe that the
colors are smoothly varying, a consequence of the Lipschitz continuity of the interpolation
scheme. (This figure is best viewed using the online version of this paper.)
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where the velocity gradients exhibit high spacial frequency. The two plots for the quadratic
case, shown on the left of the row, are similar, except that the high spatial frequency is
observed at two vertices; this is because the modes are formed by combining two of the cubic
rational basis modes. The square case is shown in Figures 2.10. Note that the corner issues

confined relatively closer to the vertices in the square case, and the frequency variations are

b

somewhat less pronounced in the Frobenius norm.

NN

a) Quadratic (b) Quadratic ) Cubic (d) Cubic ) Cubic

0 1

Figure 2.9: This figure shows the value of |Vul|r for the rational basis functions for the
canonical triangle. For each rational basis, the values are mapped to [0,1]. There are two
such basis functions for the quadratic case and three for the cubic case. In the cubic case,
each triangle has sharp velocity gradients at one vertex and is well-behaved elsewhere. The
quadratic modes are each constructed from two of the cubic modes and thus show sharp
gradients at two vertices.

2.5.4 Refinement Study

In this section, we consider the convergence of the proposed divergence-free inter-
polation algorithm for MAC velocity fields on domains with irregular boundaries. For this
test, we use a MAC grid on [0,1]? cut into a ring shape by two concentric circles with radii
0.25 and 0.45 centered at (0.5,0.5), as illustrated in Figure 2.11. On this geometry, we con-

sider three different velocity fields on the MAC grid. (1) The normal velocity components



A TEIN

a) Velocity gradlents for the rational modes for the quadratic square basis.

.H.'

b) Velocity gradients for the rational modes for the cubic square basis.

1

Figure 2.10: This figure shows the value of ||Vul|r for the rational basis functions for the
canonical square. For each rational basis, the values are remapped to [0,1]. In each basis
function, the velocity gradients are well-behaved except at one vertex.

(0,0)

Figure 2.11: This figure shows the ring-shaped domain used in the numerical tests.
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stored on the faces of the MAC grid are initialized from the divergence-free field ug, by
using the integrated average of the normal component of the analytic velocity us, over the
faces of the MAC grid. Cut faces are integrated over the portion of the face that is inside
the domain. The boundary condition imposed over boundary edges of the discretization
is computed as the integrated average of the normal component of the domain boundary
conditions over those edges. In this way, the MAC velocities are flux consistent; the flux
across the face is equal to the velocity sample times the area of the face. Our interpolation
is discretely divergence-free under these conditions. (2) The MAC grid data is initialized
from ug, by sampling it at the face centers. Our interpolation will be approximately, but
not exactly, divergence-free under these conditions, since the MAC grid data will not be flux
consistent. (3) The MAC grid data is initialized from the divergent field ug. by sampling
it at the face centers. Our interpolated result will be divergent on this field. We study the
convergence under refinement by refining the MAC grid under all three scenarios.

To evaluate and compare the errors across resolution, we fix 10° randomly sampled
points inside the domain (not at grid locations). The sample points are fixed across all
resolutions, and we ensure that all of the sample points are inside the discretized domains
at all resolutions. We estimate the divergence at these sample points using finite differences
as in Section 2.5.1. The ¢2 and ¢, errors at these sample points are shown in Table 2.8.
For the divergence-free analytic velocity field us,, we observe second order in ¢5. Errors in
{~ are much noisier, but the error generally stays within a small constant of the ¢5 error.
The divergent case is significantly more noisy, under both norms, but the overall order is

still approximately second order. We expect to see second order convergence, since our
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u | bc| Res ly(err) | Order of error(fs) loo(err) | Order of error(fu) l5(div) | Order of error(fs) (oo(div) | Order of error(fs)

8 [820x107T] - 3.67 x 1072 | - 1.46 x 1073 | - 3.90 x 1072 | -

16 | 2.35x 1074 ! 1.80 1.54 x 1073 ! 1.25 9.10 x 1076 ! 7.32 9.10 x 1073 ! 2.10

o | 32 |519x107° 2.18 7.03x 1074 L.14 8.50 x 1077 | 10.06 744X 1077 13.58

Z| 64 |1.23x107° 2.08 3.35 x 1074 | 1.07 7.50 x 1079 | 0.18 1.41 x 1079 -0.92

128 | 2.98 x 1076 ! 2.04 1.83 x 1072 ! 4.19 2.05 x 1077 ! -4.77 2.05 x 1074 ! -7.18

256 | 7.34 x 1077 | 2.02 3.79 x 1076 2.27 6.10 x 1072 | 5.07 3.05 x 1077 9.39

w 512 | 1.82x 1077, 2.01 9.54 x 1077 | 1.99 5.90 x 1079 | 0.05 1.64x 1077 | 0.90
@ 8 [9.15x107"! - 421 <1073 - 518 <1077 - 490 x 10721 -

16 | 2.56 x 1074 1.84 1.79 x 1073 1.23 1.85 x 1072 1.48 311 x 1072 0.65

2| 32 |577x1075 2.15 5.95x 1074 | 1.59 551 x 1074 | 1.75 3.16 x 1072 | -0.02

5| 64 | 138x 107 ! 2.06 2.84 x 1074 ! 1.07 1.56 x 1074 ! 1.82 6.35 x 1073 ! 2.32

A | 128 | 3.39%x 1076 2.03 1.72 x 107 4.04 4.88 x 1075 1.67 2.65 x 1073 1.26

256 | 8.37 x 1077 | 2.02 3.24 x 1076 | 2.41 1.27 x 1075 1.95 6.09 x 1074 | 2.12

512 | 2.08x 1077 ! 2.01 8.16 x 1077 ! 1.99 2.55 x 1076 | 2.31 139 x 107! 2.13
8 [1.91x1073 1 - 6.45 x 1073 1 - 235 x 1071 1 - 481 x 10711 -

16 | 5.03x 107 | 1.93 2.36 x 1073 | 1.45 2.37x 1071 | -0.01 5.06 x 1071 | -0.07

32 | 116 x 107 2.11 8.24x 107" | 1.52 2.38 x 107" | -0.00 519 x 107" | -0.04

o | 64 | 274x107° 2.08 3.57 x 1074 1.21 2.38 x 1071 -0.00 5.19 x 10711 -0.00

. Té“ 128 | 6.65 x 1075 | 2.04 247 %1075 3.85 2.38 x 1071 | -0.00 521 x 1071 | -0.00

| Z | 256 | 1.64x107% 2.02 3.89 x 107 | 2.67 2.38 x 107! | -0.00 523 x 1071 -0.00

512 | 4.05 x 1077 1 2.01 9.68 x 1077 1 2.01 2.38 x 1071 1 0.00 5.23 x 1071 -0.00

1024 | 1.01 x 1077 | 2.01 240 x 1077 | 2.01 2.38 x 1071 | 0.00 523 x 1071 | -0.00

2048 | 2.51 x 107% | 2.00 5.66 x 1075 | 2.08 2.38 x 107! | 0.00 523 x 107 | 0.00

4096 | 6.30 x 1079 1 1.99 7.50 x 1079 1 2.92 238 x 1071 1 0.00 523 x 10711 0.00

Table 2.8: This table shows the interpolation error in a ring shaped domain with velocity
field ug, and us. using the full interpolation basis. us, field is divergence-free while the
uy, field is divergent. “Ave” means the grid data was populated from the analytic velocity
by averaging over the face. “Sample” means the velocity was obtained by sampling the
analytic velocity at the face center.

interpolation scheme recovers affine velocity fields, but it will not recover quadratic velocity
fields.

The divergences are also instructive. For the flux-consistent data, divergences are
generally low and reflect errors in the fixed central differencing stencil used to numerically
approximate the divergence. Occasionally much larger errors are observed, which occurs
when the central difference stencil crosses between elements. Since the interpolated velocity
is analytically divergence-free, the central difference approximation of its divergence does
not improve with refinement. In the sampled case, the interpolated velocity is not analyt-
ically divergence free; instead, the errors decrease with refinement as the accuracy of the
reconstruction improves. In the case of the divergent velocity field, the divergence instead

converges to its correct nonzero value under refinement.
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Note on refinement strategies When performing refinement studies, care is required
when deciding how the refinement should be performed. In the case of cut-cell strategies
such as ours, the usual strategy is to simply refine the background grid, which reflects the
way these methods are used in practice. Each level of refinement is a cut cell discretization,
where the cut parts occupy a progressively smaller fraction of the full domain. This tends
to produce noisy convergence, especially in /., since the grid will be cut differently at each

level of refinement.

2.5.5 Streamline of the div-free velocity field

Figure 2.12: Divergence-free interpolation exhibits closed streamlines even in irregular flows
through irregular domains at low resolution. Although the analytic velocity has zero normal
component, the discrete boundary conditions are computed on a polygonal approximation
of the circular boundaries and as such has nonzero normal components. This causes a few
trajectories to exit the domain through the boundary.

In this section we visualize the streamlines of an interpolated divergence-free veloc-

ity field. Because our velocity field is divergence-free, these streamlines should form closed
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loops or leave the domain. For this test, we use the ring geometry (see Figure 2.11) with

the divergence-free velocity field

D gule— Ly D) (2.15)
uy(z,y) = (2 + 92 +1) ( (2.16)

2zy(R? + r? — 222 — 2y?)
ug(z,y) = (2.17)
R*r? — (322 + y?)(R? +r2) + (522 + 92 (2 + ¢?)

where r = .25 and R = .45 are the inner and outer radii of the annulus. This velocity field
has the property that it has zero normal velocity but nonzero tangential velocity along the
boundaries of the annulus. It also contains flow around the annulus as well as local vortices.
We use a low-resolution 8 x 8 grid so that the velocity field and geometry are poorly-resolved
to make interpolation errors more visually obvious. We construct the streamlines as in [67].
The results are shown in Figure 2.12. As in [67], we observe that our trajectories are
generally closed loops, both in the form of local vortices and flows around the annulus. We
do not observe spirals, which would be observed if the interpolation were not divergence-free.
We also observe three trajectories that reach the boundary. Although the analytical velocity
does not contain a normal component along the (analytical) boundary, the same is not true
of the discretized polygonal boundary, which does contain normal velocity components.
As such, the interpolated velocity also contains small normal components, which allow

streamlines to exit the domain.
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2.5.6 Full basis vs polynomial div-free basis

u | bc | Res Ly(err) | Order of error(f2) Us(err) | Order of error(fu) l(div) 1 Order of error(fs) lso(div) 1 Order of error({s)

§ [7.78x 1071 ] - 3.54 x 1077 | - 424 x 1077 | - 1.63x 1072 | -

16 | 2.36 x 107+ ! 1.72 9.27 x 1074 ! 1.93 4.70 ! -10.11 3.36 x 10% ! -17.66

o | 32 [519x107° 2.18 3.76 x 1074 | 1.30 2.91 x 1071 | 4.01 2.78 x 10% 3.60

Z | 64 | 1.23x107° 2.08 177 x 1074 | 1.09 4.80 x 107" -0.72 4.80 x 102 | -0.79

128 | 2.99 x 1076 ! 2.04 1.48 x 107° ! 3.58 5.42 x 1072 ! 3.15 4.43 x 10" ! 3.44

256 | 7.35 x 1077 2.02 3.65 x 1076 | 2.02 2.24 x 1077 | 11.24 537 x 1074 16.33

w 512 | 1.82x 1077 | 2.01 9.25 x 1077 | 1.98 5.86 x 1076 | 1.93 1.92x 1074 | 1.49
2a 8 | 7.69x10° T - 3.01x 1073 ! - 7.01x 1075 | - 2.23% 1072 -

16 | 244 x 107% 1.66 9.52 x 1074 1.66 451 I -9.33 3.36 x 10% -17.20

2| 32 |565x107°, 2.11 3.34 x 1074 | 1.51 2.99 x 1071 | 3.92 2.85 x 102 | 3.56

S| 64| 137x 10751 2.05 151 x 1074 1.15 5.05x 107" ! -0.76 5.05 x 10% ! -0.83

@ | 128 | 3.37 x 1076 2.02 1.26 x 1075 1 3.57 547 x 1072 3.21 4.43 x 10" 3.51

256 | 8.36 x 1077 | 2.01 3.11x 1076 | 2.02 2.89 x 107 | 10.89 1.01 x 1073 | 15.43

512 | 2.08 x 1077 ! 2.01 7.86 x 1077 ! 1.9 6.81x 1070 ! 2.09 2.91 x 1074 ! 1.79
8 [1.53x107% 1 - 3.62 x 1073 1 - 238 x 1071 1 - 482 % 10711 -

16 | 4.58 x 104 | 1.74 1.12x 1073 | 1.69 141 x 10" | 5.89 141 x 10% | -14.83

32 | 1.12x 107 | 2.04 5.40 x 107* | 1.05 3.82x 107" | 5.20 2.98 x 107 | 5.56

o | 64 ] 268%x107° 2.06 1.87 x 1074 1 1.53 241 x 1071 0.67 3.40 x 10" 1 3.13

S| 128 | 6.58 x 1076 | 2.03 1.56 x 1075 | 3.59 243 x 1071 | -0.01 462 x 101 | -0.44

e § 256 | 1.63 x 1076 | 2.02 3.90 x 1076 | 2.00 2.38 x 1071 | 0.03 523 x 107! | 6.47

T 512 | 4.05x 1077 2.01 9.72 x 1077 1 2.01 2.38 x 1071 1 0.00 523 x 1071 1 -0.00

Table 2.9: This table shows the interpolation error in a ring shaped domain with velocity
field uy, and ug. using only polynomial basis functions. The usg, field is divergence-free
while the uy,. field is divergent. “Ave” means the grid data was populated from the analytic
velocity by averaging over the face. “Sample” means the velocity was obtained by sampling
the analytic velocity at the face center.

Our approach to constructing divergence-free velocity field on squares and trian-
gles is based on using a maximal set of divergence-free polynomial basis modes and then
supplementing them with rational functions to achieve a complete basis for the divergence-
free subspace. An alternative strategy, such as when using Raviart-Thomas elements, is to
instead just use polynomials. We compare against this alternative strategy within our basis
framework by omitting the rational basis functions to see how this affects the behavior. Since
we no longer have a full basis, the matrix K that we invert will no longer be full rank, so
we use its pseudoinverse instead. This modified scheme effectively chooses the polynomial
divergence-free interpolation that most accurately fits the element boundary conditions.

Since the interpolation does not match its specified boundary velocities, we expect that the

interpolation will be discontinuous across elements. But otherwise, we expect the scheme
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to be analytically divergence free and second order accurate under the same conditions as
when the rational basis functions are included. To evaluate the accuracy, we repeat the
refinement study Section 2.5.4 with the rational basis functions omitted. The results are
shown in Table 2.9. The overall interpolation accuracy is comparable, which suggests that
the incomplete basis is nonetheless sufficient for accurate interpolation. In the case of the
divergences, however, we observe that very large divergence estimates are observed in come
cases. This is an artifact that occurs when a finite difference stencil crossing a discontinuity.
Because the interpolation converges under refinement, the magnitude of the discontinuities
should decrease with refinement as well. For applications where continuity is not essential,

omitting the rational basis functions may be entirely reasonable.

2.5.7 Path trace plotting

In Section 2.5.1, we explored the interpolation continuity properties of individual
triangles or squares. In this section, we wish to explore the continuity for the interpolation
over cut MAC grids and also the role that the rational modes play in achieving continuity
between elements.

For this test, we use a circular domain on a low-resolution 16 x 16 grid. The
discretization of this domain is shown in Figure 2.13, with colors differentiating triangulated
cut cells, transition cells, and interior cells. We initialize the MAC grid from the high-
frequency uy, using face-integrated values to obtain flux-consistent data on the MAC grid.

Since this velocity field is not resolved at this resolution, the MAC data behaves like random
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Figure 2.13: The top illustration shows the different types of cells within a circular domain.
The red diagonal line shows a path that crosses the interior region. This path visits all cell
types as well as all types of transitions that can occur between types. The input velocity field
of the domain is ugy, which is divergence-free but sufficiently high frequency that it cannot
be resolved on this grid. The bottom-left plot shows the interpolated velocity along the red
path when interpolating using the full bases. The red line indicates the v component, and
the blue line indicates the v component. The interpolated velocity is continuous along the
entire path. The bottom-right plot shows the interpolated velocity of the same path using
only polynomial bases. This path contains discontinuities as the path transitions from one
element to the next. The use of an unresolved data causes some of these discontinuities to be
large enough to be visually observed. When interpolating smooth data, these discontinuities
would be too small to visually observe.
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but flux consistent data, which tends to make undesirable numerical properties visually
apparent.

We examine the interpolated velocity profile along a path through the domain.
This path was chosen so that it crosses all types of transitions. The path being traversed
and the results are shown in Figure 2.13. We observe that the interpolated values along the
path are C? continuous in both u and v components but appear to have slope discontinuities.

This is the level of continuity that we expected.

Polynomial basis only We repeat this path continuity test with the rational basis func-
tions omitted, as described in Section 2.5.6. The resulting trace is also shown in Figure 2.13.
Compared with the full scheme, we observe discontinuities in the trace. Without a full basis,
the interpolated field is not able to match the prescribed velocity profile along the boundary;
only a least-squares fit is achieved. Because of this, the velocity profiles along the boundary
for adjacent elements need not match up at the boundary, which results in discontinuities.
Although omitting the rational modes leads to discontinuities, these may be acceptable if
the application is not sensitive to them. Since the interpolation accuracy is second order,
the interpolation errors will be small if the field is resolved, so that any discontinuities must

also be small.

2.5.8 Random velocity field continuity test

In this section, we test the compatibility of our full cut-cell interpolation scheme
on an irregular domain. For this test, we use a [0 — 1]> MAC grid with 322 resolution.

We cut the regular grid with a circle centered at (3, 3) with radius 0.3; the interior of the
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circle is our domain. We initialize the MAC faces with uniform random data in the range
[—1, 1] and set boundary velocity to zero to ensure compatibility. We then project this field
with cut-cell projection discretization of Ng et al. [63] to produce a discretely divergence-
free MAC vector field. We note that the resulting velocity field has high frequency in the
interior (since the field can vary from -1 to 1 over a single grid cell). The reconstruction
also has high shear at the boundary, since the projection of Ng et al. [63] naturally enforces
slipping boundary conditions (it never enforces zero tangential velocity) while our boundary
condition for this test is zero in the tangential direction as well.

To evaluate the effectiveness of the cut-cell interpolation, we sample the circle’s
interior with 10 points, excluding a narrow band of width 1073 to ensure the sample
points lie inside the discretized polygonal region. We approximate the divergence at each
sample point using (2.14) with e = 1078, We note that we have used an e small enough
to avoid approximating divergence using velocity samples from different elements. The
reconstruction is only C, and mixing samples between elements leads to large errors in the
finite difference approximation of divergence. In this test, we found the #» and £, errors
in the central-difference approximation of the divergence were 1.32 x 1077 and 2.56 x 1072,
which is consistent with what was observed when testing on individual elements.

We evaluate continuity by approximating the Lipschitz bound L(u, ) at each
sample point. To do this, we randomly select Ax € [—6,8]? with § = 1072 at each sample
point, then use (2.10) with y = x + Ax. In this test, sample points are allowed to cross
elements, which ensures continuity between elements. The /5 and ¢, norms of the resulting
bounds are 5.56 x 10" and 3.52 x 10%. Note that the 5 bound is quite close to the expected

bound for the input, which we would expect to be approximately 2/Axz = 64. About 0.13%
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of sample points exceed this by a factor of ten, with the worst sample point exceeding it by
a factor of almost 60. In practice, these sample points are observed to occur near triangle
edges where the reconstructed velocity profile has strong tangential shear. This suggests that
a more sophisticated selection of tangential velocities along boundaries between elements
may significantly reduce smoothness in velocity gradients.

We investigate the continuity and divergence of the interpolated velocity field
derived from a random velocity field. In this context, a random velocity field indicates
that the input MAC grid velocities are randomly sampled. We employ Ng et al. [63] to
project this velocity field into a div-free velocity field, followed by interpolation based on

that projection. Our testing methodology is as follows:

The domain is defined as a circle. We project the random velocity field and initialize
both div-free squares and triangles, with the input boundary velocity and boundary

average velocity function set to 0. We denote the interpolated function as U.

e We randomly sample 10 points within the domain, ensuring they are positioned a

small € distance away from the boundary to confirm they lie inside the domain.

e The discrete divergence at each point is calculated using equation 2.14, with At set

to 1078.

e The Lipschitz constant is computed locally for each point, x. We randomly sample
Ax from the range [~1073,1073] x [-1073,1073]. The Lipschitz constant for x is then

given by

_ NUx+ Ax) — U]

Ly
[Ax]

(2.18)
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e Finally, we calculate both the f» norm and the /., norm of the divergence and L«

across all 10% points.

We get the £, norm of the Ly is 5.56 x 10'. s, norm of the Ly is 3.52 x 103, and the £ norm
of the divergence is 1.32 x 10~7 and the ¢, norm of the divergence is 2.59 x 107°. From the
results, we could tell that the interpolated velocity field is divergence-free. Additionally, we
successfully project a random velocity field into a div-free field, as evidenced by the ¢5(div)

norm of 1077 and the £ (div) norm of 1075.

2.5.9 Analytical velocity field projection test

In this section, we construct a divergent velocity field

, (2% —2)(¥*/3 = ¥*/2)
u =uy, + , (2.19)

(v? — y)(a®/3 — 2?/2)
and project this field to be discretely divergence-free using the projection scheme of Ng
et al. [63] to demonstrate compatibility with the projection scheme. The projection scheme
solves a discrete Poisson problem for the pressure and uses it to project the velocity field
onto a divergence-free vector field on an irregular domain. When a velocity field is de-
composed into a divergence-free part and a curl-free part, the projection scheme should
recover the divergence-free component. In this case, the divergence-free component is ug,,
so the projected velocity field should match us,. We use the irregular domain shown in
Figure 2.11. We initialize the MAC grid velocity by sampling the divergent velocity field
u’ at the face centers. Cut faces are sampled at the midpoint of the inside portion of the

face. Note that we do not initialize the MAC data by integrating over the faces for this
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test; the discretely divergence-free velocity field is obtained through projection by solving
the Poisson equation. We denote the projected velocity as w, so that w — uy, is the error.
We sampled 10° points within the domain and use the equation (2.14) with e = 10~% to
approximate the divergence. We run this test with resolutions from 32 to 1024; the results
are shown in Table 2.10. We observe roughly second error convergence, which is what we
expect for Ng et al. [63]. The divergence is not significantly affected by resolution, since
the interpolated velocity is analytically divergence free and the divergence stencil is not

changing (e is fixed).

u | bc| Res lo(div) | Order of error(fy) loo(div) 1 Order of error(fa) lo(err) 1 Order of error(fa) loo(err) 1 Order of error(fa,)
32 [ 3.54x1070 | - 354 %1077 | - 9.01 x 1077 | - 2.04 x 1077 | -
o | 64 | 7.10x 107! 8.96 7.88x 1077 ! 12.13 2.56 x 107° ! 1.81 6.85x 10~ ! 1.58
u S| 128 | 640 x 1070 0.15 3.61 x 1077 1.13 7.49 x 1076 1.77 2.73 x 1071 1.33
1 E ] 256 | 6.10x107%, 0.07 2.36 x 1077 | 0.61 2.03x 1076 | 1.88 8.87 x 1075 | 1.62
512 | 6.00 x 1072 | 0.02 3.05x 1077 | -0.37 4.32x 1077 | 2.23 2.45x107° | 1.85
1024 | 5.90 x 1072 1 0.02 3.33 x 1075 1 3.20 7.50 x 1078 1 2.53 4.20 x 1070 1 2.55

Table 2.10: This table shows the results of projecting a divergence velocity field using the
projection scheme from [63]. Interpolating this projected data yields a velocity field that
is analytically divergence-free. The divergence errors are due to the truncation error in the
central differencing divergence stencil, which is not changing under refinement. The errors
show the difference between the interpolated projected velocity and the analytical projected
result. The convergence order is approximately two.

Although the divergence-free interpolation might seem very expensive, we did not
find this to be the case, especially compared with other computational costs that would be
involved in applications. On this test at the highest resolution (1024), we observed that
applying the projection from Ng et al. [63] was by the far the most expensive step, taking
6.95 s; an equivalent step will almost always be included in any computational scheme that

produces divergence-free grid data. By contrast, precomputing the divergence-free squares

and triangles took 0.03 s, and performing the evaluation for the test (which included 6
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million div-free interpolations) took 0.40s. Other miscellaneous overhead on the test case

took 0.26 s.

2.6 Conclusion

In this paper, we have presented analytically divergence-free interpolation schemes
over triangles and squares, where the interpolated vector fields at the boundary are arbitrary
quadratic or cubic polynomials. We then show that these discretizations can be used to
extend an existing divergence-free interpolation scheme designed for regular MAC grids to
handle irregular boundaries. The resulting scheme is analytically divergence-free and C°
continuous everywhere. This allows efficient schemes designed for regular grids to be used in
the interior while also allowing an analytically divergence-free vector field to be constructed
up to the boundary. Although the schemes for triangles and squares are not differentiable at
the corners, we show that they are nevertheless Lipschitz continuous, provided the triangles
themselves are well-conditioned.

The scheme presented is specific to 2D, since we present discretizations for triangles
and squares but not 3D shapes like cubes or tetrahedra. The discretizations are readily
extended to higher degree polynomials at the boundary, since polynomials suffice for all
additional basis functions. The algorithm employed for discretizing the portion of the
grid near the boundary does not attempt to ensure well-conditioned triangles, nor does it
attempt to ensure Lipschitz continuity within those triangles. The general strategy relies on
the interpolation scheme used for the interior being flux-consistent, which limits the range

of schemes that can be used in the interior. We leave these considerations for future work.
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Chapter 3

Divergence-free Interpolation of
Three-dimensional MAC Grid

Data over Irregular Domains

3.1 Introduction

Divergence-free vector fields appear widely in computational physics and form the
foundation for numerical methods for many conservation laws. In magnetohydrodynamics,
the solenoidal constraint on the magnetic field stems from Maxwell’s equations, and pre-
serving it discretely is essential for stable, physically meaningful simulations of magnetized
fluids [9, 29, 89, 4, 5, 6, 8]. The same constraint governs the velocity field in incompressible
flow, making divergence-free representations a recurring requirement for the incompressible

Navier-Stokes [41, 10, 66, 55, 83] and Stokes equations [49, 45, 48].
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A common approach in such simulations is to store fields on a structured grid and
enforce the divergence constraint globally, often through a projection step that produces a
discretely divergence-free field. This is adequate when the field is evaluated only at grid
locations. Many algorithms, however, require values at arbitrary points: semi-Lagrangian
methods trace characteristics through cells, particle methods move samples continuously,
and visualization tools query fields along streamlines or other geometric paths. Standard
interpolants are efficient and well understood, but they generally do not preserve the di-
vergence constraint satisfied by the discrete data. This gap has motivated reconstruction
methods whose outputs are analytically divergence-free.

The need for such interpolants is especially clear in particle tracking. Spurious
divergence introduced by standard interpolation can produce artificial particle clustering or
depletion in regions with strong velocity gradients. Jenny et al. [41] introduce a conservative
velocity interpolation scheme for tracking particles in a finite-volume flow solver; this idea
was shown by Meyer and Jenny [58] to largely eliminate spurious distribution of particles in
two-dimensional incompressible flow and was later extended to three dimensions by Wang
et al. [85], where it was shown to improve particle distributions in geodynamic flows with
large viscosity contrasts. Beyond particle tracking, the same need arises wherever discrete
divergence-free fields must be evaluated away from grid locations, and several families of
analytically divergence-free interpolants have been developed to meet it.

One family of approaches constructs the divergence-free interpolant globally. Ra-
dial basis function methods accommodate scattered or unstructured samples in arbitrary
dimensions through a global solve over matrix-valued divergence-free kernels [61, 54, 57, 30],

with related global expansions in orthogonal bases for three-dimensional magnetic field in-
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terpolation [89]. Drake et al. [28] avoid the global system by combining local approximants
built on separate sample subsets. In practice, global solves and boundary handling can
limit the applicability of these methods in three-dimensional grid-based fluid settings [20].
Wavelet methods instead use a multi-scale basis on structured grids, well-suited to problems
with rich multi-resolution content [16, 82, 26], including extensions that incorporate differ-
ent boundary conditions [77, 43, 78]. These methods address challenges different from ours,
such as unstructured samples or multiscale fields, and are not tailored to the structured,
locally sampled setting considered here, where global approaches can be more expensive
than local reconstruction schemes.

Another major class of methods constructs a vector potential A and represents the
divergence-free field as V x A, which automatically satisfies the divergence-free constraint
[31, 66, 10, 39]. In 2D, the potential reduces to a scalar stream function, whereas in 3D
it becomes a vector potential with gauge freedom; recovering a smooth, velocity-consistent
potential typically requires a global solve. Finn and Chacén [31] use a tricubic spline vector
potential for volume-preserving integration of solenoidal fields, and Ravu et al. [66] fit the
derivatives of the B-spline vector potential directly to 3D grid velocities, both requiring the
solution of a large global system. A different strategy first recovers discrete A values and
then interpolates these values to obtain a continuous potential[10, 72, 20]. Bao et al. [10]
first introduce this strategy, solving a vector Poisson problem for the discrete potential.
On a periodic rectangular domain, the problem decouples into three scalar Poisson solves
handled by FFT. Silberman et al. [72] and Chang et al. [20] replace the vector Poisson
solve with a sweeping strategy that produces a candidate potential locally, followed by a

single scalar Poisson solve to enforce a Coulomb gauge for smoothness. Silberman et al. [72]
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still apply only to uniform grids, while Chang et al. [20] further support irregular cut-cell
obstacles.

On regular grids, divergence-free interpolation is typically built within a poly-
nomial space, with the constraint enforced by the choice of basis functions. Handscomb
[37] gives one of the earliest such constructions, recovering velocity components as tensor-
product splines from face-integrated flux data through a global solve. Most subsequent work
has favored local reconstructions: Balsara [4] fits cell-wise quadratic polynomials on adap-
tively refined Cartesian blocks using face-centered flux constraints; this was later raised to
third and fourth order using WENO to keep face moments non-oscillatory across the steep
gradients of MHD shocks [6]. From a different angle, Jenny et al. [41] introduce a quasi-
conservative two-dimensional velocity interpolation scheme designed to preserve accurate
dilatation behavior for particle tracking, extended to three dimensions by Wang et al. [85].
Té6th and Roe [81] construct prolongation and restriction operators that preserve the dis-
crete divergence across refinement levels. Schroeder et al. [70] give a dimension-independent
recipe for local divergence-free polynomial interpolants with C° or C'! continuity, and Roy-
Chowdhury et al. [67] extend it to fourth order, add a curl-free variant, and introduce a
flux-consistent formulation that we adopt in our scheme. These methods assume the simu-
lation domain is grid-aligned and do not address how to enforce divergence-free constraint
at the irregular cut-cell interfaces.

Beyond regular grids, divergence-free reconstructions have also been developed
on polygonal or polyhedral elements in the finite element, virtual element, and finite vol-
ume literature [93, 12, 21]. These methods typically construct divergence-free polynomial

bases on shape-regular polytopes, often based on Raviart-Thomas spaces or related H(div)-
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conforming spaces [33, 86, 50]. On tetrahedral meshes, Balsara [5] develops a second-order
divergence-free reconstruction. Balsara and Dumbser [7] extend this up to fifth order using
a constrained L? projection to map a standard WENO reconstruction onto the divergence-
free polynomial subspace. In both constructions, the reconstruction is normal-continuous
across faces but tangentially discontinuous. Such approaches rely on meshes that conform
to the domain geometry. In cut-cell methods, where a background grid is intersected by
the domain boundary, element shapes are determined by intersection rather than mesh
generation, and polynomials alone cannot form a complete divergence-free basis.

As an alternative to the methods above, cut-cell methods use a regular grid in the
interior for efficiency and introduce cut cells near irregular boundaries. However, extending
a divergence-free interpolant from the background grid to the cut region is nontrivial and
has motivated substantial work.

Immersed boundary methods (IBMs) are one setting in which this problem arises.
They embed an irregular boundary, such as a rigid body [59], a deformable body [64], or an
interface [71, 91], in a background grid that does not conform to it. Some IBMs represent
the boundary through a force distributed over nearby grid cells, while others apply special
treatments in or near the cut cells produced by the boundary. This flexibility has made
IBMs a powerful tool for flow simulations in complex geometries [84]; with applications
across many practical fields [65, 69, 2]. Our method fits within this paradigm, using a
regular background grid with special treatment near or within cut cells.

Several recent approaches have used this setting. Albuquerque et al. [1] construct
a divergence-free least-squares interpolant on unstructured polyhedral grids in 2D. The

interpolant is anchored at the body surface and does not require cut-cell shape informa-
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tion. Kingora and Sadat-Hosseini [46] work in 3D with cut cells reshaped to conform to
the immersed boundary, absorbing cut volumes and face areas into area-fraction-weighted
coefficients. Thus, the discretization stencil remains uncut. Cut finite element methods
(CutFEM) take a different approach. They retain a non-boundary-fitted background mesh,
with modifications to the discrete spaces or stabilization terms near the interface. Frachon
et al. [32] develop a cut finite element method for a Darcy interface problem using Raviart-
Thomas or Brezzi-Douglas-Marini velocity spaces. The cut cells are not reconstructed.
Instead, standard basis functions are retained on the whole background elements, and the
cut geometry enters only through integration over the portions of each element lying in the
physical subdomains. Liu et al. [53] construct an analogous CutFEM discretization for the
Stokes problem using the Scott-Vogelius pair. The pair is defined on a macro-refined mesh,
obtained by applying a Clough-Tocher split in 2D or an Alfeld split in 3D. The ghost penalty
perturbs the discrete continuity equation, so the resulting velocity is pointwise divergence-
free only outside an O(h) neighborhood of the boundary. Chang et al. [20] take a different
route. Instead of constructing a CutFEM space, they enforce boundary-respecting incom-
pressibility by correcting a Cartesian vector-potential interpolant near the solid boundary
via a ramping procedure. Their method avoids treating cut cells directly and keeps the
fluid discretization on the background grid, using triangulation only to represent the solid
surface. In contrast, our method reconstructs basis functions directly on the cut cell and
solves for their coefficients locally.

Polynomial bases are the natural starting point for such reconstructions and are
widely used because they are easy to work with and have good numerical properties. How-

ever, the space of divergence-free polynomials over simplices or tensor-product cells does
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not form a complete basis in either two or three dimensions. The issue is more pronounced
in three dimensions, where matching across a shared face requires representing arbitrary
polynomials on a two-dimensional surface, and the divergence-free polynomial space inside
the element does not supply enough degrees of freedom to span the required facial poly-
nomials. Completing the basis requires including basis functions that are not polynomials.
Guzmén and Neilan [34] construct a continuous divergence-free interpolation over tetrahe-
dra in three dimensions by supplementing the usual polynomial basis with rational face and
edge bubble functions, extending an earlier triangular construction Guzméan and Neilan [35]
from two to three dimensions; closely related rational-bubble constructions appear in their
concurrent work on plane elasticity [36]. Their construction is body-fitted: it assumes a
conforming tetrahedral mesh of the domain and builds basis functions on whole simplices,
leaving the case of cut cells on a background grid unaddressed. Working in the cut-cell
setting, we propose rational functions to complete our basis for the tetrahedra and an anal-
ogous rational completion for cubes, extended from the 2D work [44]. They also construct a
method for assembled these elements into a global interpolant for the irregular domain. We
use spline-based divergence-free interpolation on MAC grids in the deep interior, where the
stencil has access to enough surrounding data. Near the domain boundary, the spline-based
reconstruction is no longer valid, leaving a gap between the deep interior and the boundary.
We fill this gap with cubes and tetrahedra that carry their own divergence-free bases. The
result is a continuous, divergence-free interpolant that extends all the way to the domain

boundary.
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3.2 Discretization

This paper extends the work of divergence-free interpolation on 2D irregular do-
mains to 3D. As in 2D, we wish to perform analytically divergence-free interpolation from
MAC grid data. Away from the boundary, we use an efficient spline-based flux-preserving
divergence-free scheme [67]. We assume that the MAC grid data has been projected to be
discretely divergence-free in the same sense as in 2D, namely that the flux across each MAC
grid face is the velocity stored at that face times the area of that face that is inside the
domain, and that the total flux within each MAC cell is zero. This is consistent with Ng
et al. [63]. We assume that the velocity values along the boundary are known analytically;
we refer to these as domain boundary conditions.

In the 2D case, once cut points are computed along faces, the fraction of the face
that is inside is well-defined. In 3D, this is not the case. It is important that the face
fraction that is considered to be inside for a cut MAC grid face is consistent with the MAC
grid projection. In both cases, we compute this fraction using marching cubes. This will
ensure consistency with our interpolation in cut cells.

As in 2D, the spline-based interpolation that we use in the interior cannot be used
near boundaries, leaving a gap. We fill this gap using cubes and tetrahedra, which we refer
to as shapes. As in 2D, we will compute polynomial boundary conditions for these shapes,
which we refer to as element boundary conditions. This will ensure C° continuity across cell

faces and between shapes.
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3.2.1 Canonical shapes

Analogous with the 2D case, we define two canonical shapes: a cube and a tetra-
hedron. We can construct a divergence-free basis for these canonical shapes and then push
the resulting velocity field forward to the original shape, which preserves the divergence-free

property [44]. This allows the basis to be constructed in advance and hard-coded.

Tetrahedron

We use the tetrahedron with vertices at (0,0,0), (1,0,0), (0,1,0), and (0,0,1) as our
canonical tetrahedron. In the case of the tetrahedron, we will need to be able to handle
degree four polynomials as boundary conditions. This requirement comes as the result
of needing continuity between tetrahedra and cubes; see Section 3.4. Since there are 15
monomials of the form x%® where 0 < a,b and a + b < 4, we will need 15 sample points
on each face. This leads to the sample point layout with a sample points at each vertex,
three sample points in the interior of each edge, and three sample points in the middle of
the face, as shown in Figure 3.1. This leads to 34 sample points for the full tetrahedron.
Since each sample point is a velocity sample that has three degrees of freedom in 3D, this
leads to a total of 102 degrees of freedom in our sample points. We must therefore construct
a basis with 102 functions, of which 101 will be divergence-free and one will be divergent.
While this seems daunting, the task is manageable because most of these can simply be
polynomials.

To construct our basis, we begin by selecting as many polynomials as possible.

These basis functions are of the form Uy = (Pro(x,y, 2), Pry(x, Y, 2), Pr2(2,y, 2)) Where
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D(0,0,1)

B(1,0,0) D(1,1,0)

Figure 3.1: The left figure shows the canonical tetrahedron with vertices at (0,0, 0), (1,0,0),
(0,1,0) and (0,0,1). The right figure shows the canonical cube with vertices at (0,0,0),
(1,0,0), (0,1,0), (1,1,0), (0,0,1), (1,0,1), (0,1,1) and (1,1,1). Vertex samples (o), edge
samples (o), and face samples(e) are indicated.

p1,p2,p3 are polynomials and Vi, = 0. A basis vector is constructed from each basis
function by evaluating it at the locations of the sample points and stacking the results into
a vector of size 102. Basis functions are considered to be independent if their corresponding
basis vectors are linearly independent. It turns out that 85 of the divergence-free basis
functions as well as the divergent basis function can be polynomials. This leaves 16 modes
that cannot be polynomials. As in the 2D case, it turns out that it suffices to construct
these as rational functions.

Much of the difficulty in constructing a rational basis consists of identifying the
form for the denominator polynomials. In 2D, the necessary rational functions had denom-
inators consisting of polynomials of the form: 1 —x, 1 —y, and « + y. In the canonical
triangle, A\; = x, Ay = y, and A3 = 1 — x — y are the barycentric coordinates, which al-
lows us to express these denominators as A\; + A;. This was consistent with the form of
the bubble functions from Guzman and Neilan [36]; the two papers had basis functions
that spanned the same space, though they differed in form. In 3D, the situation is much

more complex. In the case of our canonical tetrahedron, our barycentric coordinates are
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M=z, g =y, A3 =2, and \y =1 —2 —y — 2. Guzméan and Neilan [34] presented a
3D extension of the 2D bubble functions. They used rational functions with denomina-
tors like (A; + Aj)(Ai + Ak)(Aj + Ag), which they refer to as rational face bubble functions.
They also included rational edge bubble functions, which have denominators of the form
(NiAj +0(Ai + ;) (A + Aj).

We note that it is possible to form a full basis using only denominators of the
form (A; + Aj)(Ai + Ak)(Aj + Ag). Denominators such as those in the rational edge bubble
functions are unnecessary. Once the denominators are known, we only need to search the
space of polynomials of some maximum degree for the numerators; this leads to a linear
algebra problem. In particular, once we have fixed a denominator d(z,y, z), we look for

polynomials pg(z,y, z), where

T, = <p1(:v,y72) p2(z,y,2) p3(,y, Z)>. (3.1)

d(z,y,2)? d(z,y,2)* d(z,y,2)?
Note that we allow the denominator to be squared, since we would like to allow d(x,y, z) to
occur in the denominator of the stream function. Simpler denominators are included in this
description, since factors from the denominator can cancel with factors from the numerator.
The resulting velocity field must be divergence free (V - d; = 0). It must be a polynomial
at the boundary, so that lim,_,o Uy is a vector of polynomials in ¥, z of total degree at most
4 (and similarly for y — 0, z — 0, and z — 1 — x — y). As in prior methods, we require the
rational functions to be continuous over the entire canonical shape, including the boundary.

Our final tetrahedron basis is shown in Tables 3.5 and 3.6.
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Cube

We use the unit cube [0, 1] as our canonical cube. In the case of the square, we
required the ability to handle cubic polynomials as boundary conditions, since the spline-
based interpolation used in the interior uses polynomials of this degree. In 3D, the spline-
based interpolation can produces polynomials in two variables (z and y for faces parallel
to the a2y plane). These polynomials contain terms of the form 2%’ where 0 < a,b < 3.
This gives us 16 polynomial coefficients. This leads to a 4 x 4 grid of sample points on each
face, where values on edges and vertices are shared across neighboring faces. The canonical
cube is show in Figure 3.1. This leads to 56 sample points for the full cube with 168 total
degrees of freedom. We must therefore construct a basis with 168 functions, of which 167
will be divergence-free and one will be divergent.

The basis construction for the cube case mirrors the tetrahedron case. We begin
by identifying a maximal set of polynomial basis functions. We are able to construct 135
divergence-free modes and the divergent mode as polynomials. This leaves 32 modes that
must be divergent. In 2D, these denominators looked like z + y (up to symmetries such as
x —1—zand y - 1 —y). In 3D they look like (z + y)(x + 2)(y + 2) up to symmetries.
While 32 may seem like a lot of rational modes to compute, most of these are related by
simple symmetries. There are only three novel basis modes required for the cube; the rest
are obtained from these by symmetries. This makes them much simpler to implement. The
procedure for finding them is similar to the procedure for tetrahedra. Our final cube basis

is shown in Tables 3.7 and 3.8.
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3.2.2 Basis selection

The process for constructing an interpolation function from sample points and a
set of basis modes closely follows the procedure in 2D. Each basis function uy is associated
with a sample vector 01, which consists of the values of the basis function evaluated at the
M sample points and stacked into a large vector of size N = 3M. The N x N matrix K is
constructed by taking the vectors tix as its columns. By construction, the basis vectors 1y
are linearly independent, so that K is invertible. Since it only depends on the basis vectors,

it is also fixed. The interpolation function is a linear combination of the basis functions

N
W(x,y,2) = Y cplip(z,y, 2). (3.2)
k=1

This function should agree with the prescribed sample points w, so that

N
W= Z cpy; = Ke, (3.3)
k=1

The coefficients ¢;, are then ¢ = K~!'Ww. Since K is fixed, we can simply precompute and
hard-code the matrix K—!. We thus obtain our coefficients from our sample points with a

fixed-size matrix-vector multiply.

3.3 Cut-cell div-free interpolation

With our divergence free interpolation on cubes and tetrahedra, we can now extend
an existing spline-based divergence-free interpolation scheme on MAC grids to irregular

boundaries. The general strategy here is the same as in 2D, though the 3D case is more

77



difficult in several places. As in 2D, the starting point is a MAC grid, where normal velocity

components are stored at grid faces.

Figure 3.2: Cell classification in a 3 x 3 x 1 portion of the domain. ( @ ) indicates
the interior cells, which are uncut cells with uncut neighbors; spline-based interpolation is
possible on these cells. ( ) indicates the transition cells, which are uncut cells with cut

neighbors; these are interpolated as cubes. The cut-cells ( @ ) are grid cells that are cut
by the boundary; these are divided into tetrahedra. The portions of the cut cells outside
the domain are shaded gray.

This grid data has been projected to be discretely divergence-free. We assume
that Ng et al. [63] was used for this purpose, though any scheme that defines its discrete
notion of divergence free in the same way is suitable. Ng et al. [63] defines for each face a
face fraction, which is the fraction of the area of the face (between 0 and 1) that is inside
the cut boundary. It is 0 for uncut faces that are completely outside the domain and 1 for
uncut faces that are inside. For faces that have been cut, we compute this face fraction
using marching cubes. We make use of a carefully-crafted marching cubes table for this
purpose, which we describe in Section 3.4. The velocity components stored on the MAC
grid represent the integrated average velocity over the portion of the grid face that is inside.

Multiplying this by the face fraction gives us the net flux of fluid across that face. Ng et al.
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[63] projects the MAC grid data so that the net flux of fluid into each grid cell is zero.
Note that in the case of nonzero boundary conditions, the flux across the boundary also
contributes to the net flux for the cell.

For grid cells that are far enough from the boundary, one may use an efficient
spline-based divergence-free interpolation scheme. As in 2D we require the spline-based
scheme to additionally be fluz consistent in the sense that the integrated average normal
velocity component over a grid face should agree with the MAC sample stored on that face.
We use the flux consistent scheme from Roy-Chowdhury et al. [67]. This scheme uses MAC
data from a 3 x 3 x 3 cell neighborhood in order to interpolate within a cell; this scheme can
only be used if none of those cells is cut. For all other cells, we must interpolate using cubes

or tetrahedra. To facilitate this, we classify cells based on how they will be interpolated.

3.3.1 Cell classification

The cell classification is the same as in 2D. Cells that are fully outside of the
domain are not interpolated. Cells that have been cut by the boundary are called cut
cells; these cells will be cut into tetrahedra using marching cubes and then interpolated as
tetrahedra. Transition cells are not cut cells but are adjacent to at least one cut cell; these
cells will be interpolated using cubes. Interior cells lie entirely within the domain and are
not adjacent to any cut cells; these cells are interpolated using the efficient spline-based

scheme. The classification is shown in the Figure 3.2.
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Figure 3.3: Velocities at transition nodes are reconstructed from neighboring face data. For
each coordinate direction, the nodal normal velocity is obtained by a least-squares fit using
four neighboring faces, whose MAC grid components are taken to live at the centroid of the
interior portion of the grid face. For the emphasized direction, the interior portions of the
face edges (—), the interior node (o), and and exterior vertices (e) are shown. The four face
centroids used in the fit are marked in green (o), and the node being computed is marked in
black (e). The other two coordinate directions () are omitted for clarity; in total, twelve
faces are used for each node (four per velocity component).

3.3.2 Node classification

Next, we classify nodes. Our node classification is the same as in 2D, but we
must be more careful when computing them. Interior nodes are corners of at least one
interior cell. The velocity at the interior nodes is computed using the spline-based scheme
to ensure continuity. Outside nodes lie outside the interface and are never used. All other
grid nodes are transition nodes. These must be computed from the MAC velocity data from
the surrounding 12 faces, all of which contain valid data.

In 2D, the faces are edges, so their geometry is entirely determined by their face
fractions. This allowed transition nodes to be evaluated by weighting the surrounding
MAC grid data using the face fractions. Applying a similar strategy in 3D results in an
interpolation scheme that fails to recover affine velocity fields. In 3D, the node velocity

requires three components, each of which is stored on a different set of MAC grid faces. Each
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component is interpolated from the four adjacent MAC grid faces, as shown in Figure 3.3.
The MAC grid data stores an integrated average of the velocity on the interior portion of
a grid face. If the exact velocity is affine, then this averaged velocity will agree with the
analytical velocity at the centroid of the interior portion of a grid face. This gives us an
accurate velocity component at the centroid locations for the four grid faces. We compute
the nodal velocity component from the four centroid components using linear regression.
This requires solving a small 3 x 3 linear system for each of the components on the transition
nodes.

In addition to grid nodes, we also add cut points, which are the locations where the
grid edges intersect the domain boundary. The velocities at the cut points are computed

from the domain boundary conditions. The node classification is shown in Figure 3.4.

Figure 3.4: Node classification within a 3 x 3 x 1 region of the computational domain. (e )
are interior nodes; these are nodes that touch interior cells. The nodes outside the domain
are outside nodes ( ® ). The cut points ( e ) are located on edges where they intersect the
boundary. The rest are the transition nodes (e ).
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3.3.3 Edge classification

We next compute sample points along the edges of our canonical shapes. For
transition cells, we will require two sample points along segments. For tetrahedra, we will
require three sample points along edges. Interior edges are edges of the MAC grid that
are also edges of an interior cell; sample points on these edges are computed by evaluating
the spline-based scheme to ensure continuity. Transition edges are uncut edges of the MAC
grid that are not adjacent to an interior cell; sample points on these edges are computed
by linearly interpolating the velocities stored at the endpoints. All of the edges that occur
on transition cells are interior edges or transition edges. Diagonal edges are diagonal edges
on grid faces between transition cells and cut cells; these sample points are used to define
the interpolation inside the adjacent cut cell. These sample points can be computed by
interpolating the velocity from the transition cell. In practice, we find it more convenient
to compute them directly, as noted in Section 3.3.6. Cut edges are the remaining edges.
These include all of the other edges of the tetrahedra inside cut cells, such as cut grid edges
or edges in the interiors of cut cells. Sample points on these edges are computed by linearly
interpolating the velocities stored at the endpoints. The edge classification is shown in

Figure 3.5.

3.3.4 Face classification - cubes

Our cube discretization uses tensor product cubic polynomials along each face.
This requires 16 degrees of freedom for each face of the cube, of which 4 are supplied by

the vertices and 8 are supplied along the four edges. This leaves 4 sample points that must
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Figure 3.5: Classification of edges in a 3 x 3 x 1 portion of the domain.transition cells. (__)
indicates the interior edges, which are edges that touch an interior cell. (_) indicates the
transition edges, which border a transition cell but not an interior cell. The diagonal edges
(—) are diagonals of the square faces between the cut-cells and transition cells. Other edges
inside the domain are cut edges (—).

be computed in the interior of each cube face. At this point, we have already computed
sample points at the vertices and edges of these faces. Interior faces are grid cell faces that
are adjacent to an interior cell; the sample points on these faces are computed using the
spline-based interpolation scheme for interior cells. The rest of the grid faces that border
transition cells we refer to as transition faces. We compute sample points for these faces
from the MAC grid sample for the face as well as the sample points on the edges and vertices
of the face.

Transition faces come in two slightly different varieties. In general, one or more of
the edges of a transition face may touch an interior face, and those sample points are com-
puted from the spline-based interpolation scheme. Faces of this type always occur between
two transition cells. Simple transition faces do not contain any edges that touch interior

cells; these edges are always linearly interpolated from their endpoints. All transition faces
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that touch cut cells are simple, and they way that their sample points are constructed plays
a major role in the treatment of tetrahedra.

In the absence of flux considerations, we could define the velocity field inside
a simple transition face using bilinear interpolation from the vertices. This definition is
consistent with doing linear interpolation along the edges of the face. For z faces, this gives
us the polynomial basis 1, z, y, and xy along the face. We use this to define the velocity
field in the tangential direction, but it does not give us enough freedom in the normal
direction. The flux across the face would be entirely determined from linear interpolation
and corresponds to the average of the vertices. The actual flux across the face is stored in
the MAC grid data and will be different from this value. Instead, we must supplement our
polynomial basis 1, z, y, zy, and z(1—z)y(1—y). The additional mode gives us the ability to
specify an arbitrary flux along the face while being consistent with the linear interpolation
along the edges. Velocity fields on simple transition faces are always polynomials of this
form. Note that the maximum polynomial degree on a simple transition face is 4; this is
why we needed to define our canonical tetrahedron basis to support degree-4 polynomials.

With the special needs of simple transition faces in mind, we return to the general
discussion of transition faces. We have available to us 13 velocity values: 4 vertex sample
points, 8 edge sample points, and the integrated average velocity. In the normal direction,
the integrated average is the MAC grid velocity component. In the tangential direction, the
integrated average is a design choice, and we use the average of the other 12 values. This
gives us the correct integrated average in the special case of simple faces and is observed to
work well in the general case. This gives us our 13 input velocities. The output is 4 sample

points for the face. We would like the mapping from input to output to be linear, so our
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task is to construct a 4 x 13 matrix. Once we have this matrix, computing sample points
on transition faces becomes a matrix-matrix multiplication (with sizes 4 x 13 and 13 x 3,
since sample points are 3D vectors).

We begin the construction of the 4 x 13 matrix by first finding a 16 x 13 matrix,
which maps the 13 input values to the 16 coefficients of a general bi-cubic polynomial p(z, y)

on the square domain [0, 1]2. We then enforce properties that this polynomial must satisfy:

e p(z,y) agrees with the first 12 input values at the locations of the sample points.

The integrated average fol fol p(x,y) dx dy agrees with the last input value.

If the edge sample points are linearly interpolated from the vertex sample points, then
p(x,y) = co + 12 + coy + c3zy + caz(l — x)y(l — y) for some coefficients cx. This

ensures that simple faces are handled correctly.

If the sample points are consistent with a polynomial p(z,y) that is quadratic in x

(or y), then the reconstructed p(x,y) will be quadratic in z (or y).

Note that the final requirement is not strictly needed by our algorithm, but it serves as
a convenient way to choose some of the remaining degrees of freedom (in fact, the fourth

property implies the third). This still leaves 4 degrees of freedom, which we choose arbi-

85



trarily. We can then evaluate this polynomial at the 4 sample points. This gives us the

4 x 13 matrix

The indexing of the 13 input degrees of freedom and the 4 output degrees of freedom are
shown in (a) of Figure 3.6. Note that we used the same procedure for simple and non-simple

transition faces.

013 7 g 41 (0,1)3
109 3e o4 ¢12 ) {2
8 11
13
9¢ le o9 ol1 7 10

00l 5 6 2010 (0l 4 5 6 20,0
(a) Transition Face Samples (b) Cut Face Samples

Figure 3.6: (a) Ordering of samples on a transition face corresponding to (3.4). The black
number indicates the index of corresponding matrix column for each input sample position;
the green entry represents the integrated average across the square. The red number indi-
cates the index of corresponding matrix row for each output face sample. (b) Ordering of
samples on a triangle face corresponding to (3.5). The black number indicates the index of
corresponding matrix column for each input sample position. The green entry is the inte-
grated average across the triangle. The red number indicates the index of corresponding
matrix row for each output face sample.
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At this point in the algorithm, we have all of the information we need to perform
divergence-free interpolation in transition cells using our canonical cube. All that remains

is to handle cut cells.

3.3.5 Face classification - tetrahedra

The treatment of cut cells is complicated by the need to manage the flow through
the tetrahedra within a cut cell. The first step is to compute the flux across each of the
triangles that forms a face of a tetrahedron. This process couples the tetrahedra and is
somewhat sensitive to the marching cubes discretization. Once these fluxes are available,
we use the fluxes to compute sample points on the faces; this step is independent for each

triangle.

Face fluxes

We use marching cubes to divide each cut cell into tetrahedra as described in
Section 3.4. We evaluate flux across the boundary from domain boundary conditions.
Additionally, we have the total flux across each of the faces of the cube. This allows us to
compute the total flux into the cell. We divide this total net flux among the tetrahedra
in proportion to their volumes; this prevents the scheme from concentrating all of the
divergence into one tetrahedron. If the flow is incompressible, the total flux should be zero.

The next step is to compute fluxes for the triangles that lie along the faces of the
grid cell. For triangles that border transition cells, the velocity field (and thus the flux)

along the triangle is given by the interpolation scheme in the transition cell.
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For triangles that lie on the boundary between two cut cells, we have some freedom.
Grid faces between cut cells are cut into triangles using marching cubes. An obvious solution
would be to divide the total flux across the grid face to the triangles in proportion to their
area, but this solution would not recover affine fields correctly. Instead, we use a two-step
procedure. First, we estimate the integrated average face velocity for each of the triangles
as the average of the velocities at its vertices; scaling by area gives a flux estimate. In the
case of an affine velocity field, the vertices at the velocities will be exact, so the integrated
average will also be exact. Adding the estimated fluxes for the triangles gives us the total
estimated flux, which will in general differ from the actual flux across the grid face. We
then divide the residual flux among the triangles in proportion to their areas. This gives us
our fluxes for these triangles. Note that in the case of an affine velocity field, the estimated
flux will equal the actual flux across the face, and so the correction step has no effect.

What remains is to compute fluxes for triangles that are in the interior of the
grid cell. Following the strategy similar for 2D, we use a greedy strategy. For tetrahedra
where three of the four triangles have fluxes available, we compute the flux for the fourth
triangle so that the target flux in the tetrahedron is achieved. In 2D, all of the fluxes can be
computed in this way, but in 3D this is not the case. One will often encounter a situation
where all remaining tetrahedra have at most two triangles with valid fluxes. We can break
the deadlock by selecting a tetrahedron with fluxes on only two triangles and assign one of
the other triangles a symbolic flux. The tetrahedron now has three faces with fluxes, and
the algorithm continues. The number of symbolic fluxes that may be required depends on
the marching cubes table, but in our case the maximum number of symbolic fluxes that

may be required is three. That is, instead of fluxes being a simple number, the fluxes have
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the form a + bx + cy + dz, where a,b, c,d are numbers and z,y, z are free variables that
must be determined. At this stage, all of the triangles have fluxes, but we may have 0-3
variables that must be selected. For each of the interior triangles, we compute an estimated
flux by averaging the vertex velocities and multiplying by triangle area. We then compute
x,1y,z to minimize the difference between the resulting triangle fluxes and the estimated
fluxes in the least squares sense. This requires us to solve one linear system of size up to
3 for each cut cell. With x,y, z available, we can compute the actual numerical flux for
each triangle. Dividing the triangle fluxes by triangle area gives us the integrated average
velocity for each triangle. With this flux computation, the per-triangle fluxes enable the

interpolation to exactly recover the affine velocity field.

Sample points

At this stage, each triangle inside a cut cell has sample point available at each
vertices, three sample points along each edge, and the integrated average velocity for the
triangle. We need to compute three sample points for the interior of the triangle. In the case
of triangles that are on grid faces touching transition cells, the sample points can simply be
evaluated from the transition cell. For the other triangles, we compute the sample points
using a matrix-matrix multiply in much the same way we did in Section 3.3.4 for transition
cells. Each triangle has a sample point on each vertex, three sample points on each edge,
and an integrated average velocity. This gives us 13 velocity values for each triangle; see (b)

in Figure 3.6 for the numbering of the 13 inputs and the three outputs. The three outputs
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are the three sample points for the triangle. The output is produced by multiplying by the

3 x 13 matrix

000 -4 9 —12 -4 9 —12 4 —15 4 45
1
My=glo 00 -12 9 -4 4 -15 4 -4 9 -12 45|- (3.5)

000 4 -1 4 =12 9 -4 =12 9 —4 45

This matrix is computed in a similar way as in Section 3.3.4. We construct from the 13
inputs the coefficients of a general degree-4 polynomial for the triangle. We require that
evaluating the polynomial at the sample points recovers the first 12 inputs, and computing
the integrated average over the triangle recovers the last input. To help eliminate degrees
of freedom, we then require that if the triangle has edges defined by linear interpolation,
then the resulting polynomial will have the form c¢g + c1x + coy + c3zy(1 —x —y). This case
is very common; all triangles that do not share edges with the boundary or transition cells
are of this type. In the case of an affine velocity field, this ensures that the sample points

will be computed exactly. The remaining degrees of freedom are chosen arbitrarily.

3.3.6 Direct computation from transition faces

Edge sample points, triangle integrated average velocity, triangle fluxes, and tri-
angle sample points that occur on grid faces touching transition cells are all defined by
interpolation in the transition cell. This definition is necessary for continuity. While this
is a simple and perfectly reasonable way to compute these quantities, we in practice opt
to compute them directly since we construct tetrahedra in cut cells and cubes in transi-

tion cells during the same pass through our grid. The computational procedures below are
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equivalent to interpolation in the transition cell. We begin with a grid face that is adjacent
to a transition cell and a cut cell. This face is the square ABCD, as shown in Figure 3.7.
Marching cubes divides this square into two triangles; we will consider the triangle ABC,
where BC' is a diagonal of the square. Let w4, up, uc, and up be the velocities at the
four vertices of the grid face. Let up be the integrated average velocity for the face. The
normal component of ug is just the sample stored on the MAC grid face at that location;
the tangential components are the average of the four vertices. All of the desired quantities
are linear combinations of these five values with fixed coefficients, which makes them very
efficient to compute. The coefficients are deduced so that these procedures are equivalent

to interpolation in the transition cell.

C(0,1) D(1,1)

A(0,0) B(1,0)

Figure 3.7: The square face between a transition cell and a cut cell is split along its diagonal
into two triangles. This illustration shows the indexing convention used in Section 3.3.6 and
shows the spatial location of sample points. The polynomial on the triangle is defined by
interpolation from the neighboring transition cell that shares this face. Samples on the face
and along the diagonal edge are computed from the velocities at the four square vertices
and the average velocity integrated over the square face. Other edge samples are linearly
interpolated.
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Let up, ug, and ugr be the three sample points on the BC, the diagonal of the

square ABC D, as shown in Figure 3.7. Then,

_ —33ua + 63up — 65uc — 33up + 324up

up o (3.6)
—80uy — 80up — 80uc — 80up + H76ug (3.7)
ug = .
@ 256
—33us — 65up + 63uc — 33up + 324ug
UR = . (38)
256
The integrated average velocity for triangle ABC is
U= up + % (3.9)

The flux across this triangle is obtained by multiplying the integrated average by the trian-
gle’s area. Finally, the sample points ug, uy, and uys inside the triangle (See Figure 3.7)

are

~ 63ug — 33up — 33uc — 65up + 324ug

3.10
e 256 (3.10)
—12uy — 12up — 76uc — 76 432
up = uA up uc up + 452ug (3.11)
256
—12uy — 76up — 12uc — 76 432
wyy = UuA up 25U60 up + uE (3.12)

3.3.7 Interpolation procedure

All of the sample points for divergence-free cubes and divergence-free tetrahedra
are now available. The basis function coefficients are computed from the sample points via

matrix multiplication as described in Section 3.2.2. This completes the interpolation setup.
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To interpolate to a specified location in space, we first identify the grid cell that
contains that point and determine whether it is an interior cell, transition cell, cut cell,
or outside cell. Outside cells are not interpolated. Interior cells are interpolated from the
spline-based scheme. Transition cells are interpolated using a divergence-free cube. For cut
cells, we visit each tetrahedron in the cell to find the one that contains the query point and

then use a divergence-free tetrahedron for interpolation.

3.4 Marching cubes with tetrahedra

In this paper, we use marching cubes for in our discretization of Ng et al. [63],
where it is used to calculate face areas. We also use it to construct a tetrahedralization for
the interior of cut grid cells. Each grid cell has 8 vertices, and the level set at each vertex
may be positive or negative, resulting in 28 = 256 cases. A traditional marching cubes
table encodes for each of these cases the topology of the triangles that form the surface
between the inside and outside portions of a grid cell. One may construct for each of the
six faces of the grid cell a triangulation of the interior portion of that face that is inside the
level set. We will refer to this as the boundary triangulation. The surface and boundary
triangulations together form a polyhedron, which can be divided into tetrahedra. We will
refer to this as the interior tetrahedralization. All three discretizations can be encoded
using a marching cubes style tabulation. These discretizations are shown in Figure 3.8. To

be suitable, a marching cubes implementation must satisfy the following properties:
e The surface triangles must be faces of the interior tetrahedra.

e The boundary triangles must be faces of the interior tetrahedra.

93



e The interior tetrahedra must always have nonnegative volume for any values of the

level set.

e The boundary triangles must be consistent across neighboring grid cells.

® [
&7 * i .
(¢) Interior tetrahedraliza-

(b) Surface triangulation.

(a) Boundary triangulation. tion.

Figure 3.8: For each marching cubes case, the marching cubes table encodes the boundary
triangulation (left: N\ ), surface triangulation (middle: I ), and interior tetrahedra (right:

). Boundary triangles and surface triangles are faces of the interior tetrahedra. Boundary
triangles lie on faces of the cube. Boundary triangles on a cube face are identical for both
cells that share the cube face.

We also do not allow additional vertices to be inserted other than the cut points
along the edges of the cube and the vertices of the cube. We are not aware of any previously
existing marching cubes implementation with these properties. Indeed, these properties are
nontrivial to achieve at the same time. The nonnegative volume requirement forbids certain
tetrahedra, such as the one in Figure 3.9 from occurring in the table. Because many of the
boundary triangles are coplanar, many of the possible polyhedra cannot be tetrahedralized

at all without inserting new vertices; see Figure 3.10 for an example. If the cases are

tetrahedralized independently, they will not match up with the tetrahedra in neighboring
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(a) Positive signed volume. (b) Negative signed volume.

Figure 3.9: This is an example of a forbidden tetrahedron under the non-negative volume
requirement. The sign of the volume of this tetrahedron can change depending on where
edges are cut. Such tetrahedra are not permitted in the marching cubes table.

cells. Unlike in classical marching cubes, the solutions to the cases are not independent.

All cases must be constructed at once so that they agree at the boundaries.

Figure 3.10: Example of a polyhedron with its surface triangulation and boundary triangu-
lation shown. Several boundary triangles are coplanar, which prevents the polyhedron from
being tetrahedralized into valid nonnegative-volume tetrahedra using only the existing ver-
tices. Additional vertices must be inserted to obtain a valid tetrahedralization. Polyhedra
such as this one cannot be represented by a tetrahedralization in the marching-cube lookup
table. The marching cubes table must be constructed to avoid cases such as this.

3.4.1 Cube face triangulation

The key to achieving continuity is to fix the triangulation along the faces of the
cubes. Each cube face has 4 vertices, resulting in 2* = 16 different cases. Each case

must be triangulated. Of these, one case produces no triangles (case 0), four produce one
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triangle (cases 1, 2, 4, 8), and two produce isolated triangles (cases 6 and 9). For these
cases, the triangulation is fixed. Five cases produce a quadrilateral (cases 3, 5, 10, 12,
15), which can be divided into triangles in 2 ways. The remaining four cases produce a
pentagon (cases 7, 11, 13, 14), which can be divided into triangles in 5 ways. This leads
to 2° - 5% = 20,000 possible ways in which the boundary triangulations can be chosen. We
select a suitable triangulation for the boundary by brute force. For each of the 20,000
possible ways of selecting the boundary triangulation, we attempt to compute tetrahedra

for all 256 marching cubes cases.

3.4.2 Tetrahedralization procedure - marching cubes

We begin with an existing marching cubes implementation, which gives us interface
triangles for all 256 cases. By fixing one of the 20,000 boundary triangulations, we are left
with a polyhedron for each of the 256 cases. We must then divide the polyhedron into
tetrahedra. In the process of doing this, we must ensure that we do not violate any of the
criteria above. We also seek to minimize the number of symbolic variables required during
the flux computation stage of our interpolation scheme.

The vertices of all of the tetrahedra must lie on a vertex of the cube or at a cut
point along an edge of the cube. Since a cube has 8 vertices and 12 edges, there are 20
possible tetrahedron vertex locations and thus (%f) = 4845 possible tetrahedra. We then
discard tetrahedra that always have zero volume or for which the volume’s sign depends on
where along the edges the cube was cut. This gives us a list of valid tetrahedra.

We construct the tetrahedra by a recursive backtracking algorithm. At each level,

we identify all pairs of adjacent triangles on the polyhedron whose vertices form a valid
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tetrahedron. For each such tetrahedron, we try removing the tetrahedron from the polyhe-
dron and attempt to divide the result into tetrahedra recursively.

When three of the faces of the chosen tetrahedron are on the surface of the poly-
hedron, the tetrahedron will be solvable. The order in which the backtracking constructs
tetrahedra is also a suitable order for solving the tetrahedra to compute triangle fluxes;
fluxes for all triangles on the surface of the polyhedron are known. Thus, the process of
removing the polyhedron is equivalent to the process of computing the flux on the fourth
face. Removing these tetrahedra results in removing three triangles and adding back one
(unless the polyhedron itself is a tetrahedron, in which case we are done). Thus, we are
guaranteed progress.

When only two of the faces of tetrahedron are on the surface of the polyhedron,
the tetrahedron is not solvable. While computing fluxes, we had to add a symbolic flux
to solve such tetrahedra. During the tetrahedralization procedure, we enforce a maximum
number of times we are allowed to select this type of tetrahedron; after that they are
discarded. Note that removing these tetrahedra leaves the number of triangles in the poly-
hedron unchanged. It is also possible that “removing” the tetrahedron would actually make
the polyhedron larger. Setting a maximum number of such tetrahedra guarantees progress,
and final correctness is ultimately ensured by manual inspection of the final table.

Without additional refinements, the above algorithm results in combinatorial ex-
plosion. We can prevent this by keeping track of the tetrahedra that have been selected or
rejected; these tetrahedra are not eligible to be selected during recursive calls. This prevents

tetrahedra from being added and removed repeatedly (no termination), and it prevents us
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from trying to add the same set of tetrahedra in all possible orderings (combinatorial ex-
plosion).

To minimize the number of symbolic fluxes, we first attempt to construct tetrahe-
dra with a maximum limit of zero fluxes. If that fails, we try again allowing one flux, then
two, and then three fluxes. We found a solution with only three fluxes required, so we need
not search beyond that.

The procedure we used for constructing tetrahedra is not an efficient algorithm,
nor is it guaranteed to find a solution if one exists. It is not a general purpose algorithm for
constructing tetrahedra. It did suffice for our purposes. Of the 20,000 possible boundary
triangulations for the cases, two yielded valid tetrahedra for all 256 cases. Although the
algorithm does not technically guarantee that the tetrahedralization is suitable, we verified
all 256 cases manually to ensure that it is. The boundary triangulations we used is shown
in Figure 3.11.

Since the need for continuity between faces prevents the table from being filled
using symmetries, all cases are unique. Instead, please see the source code for this project,
which is available online from the corresponding author’s website, for the full marching
cubes implementation, along with the marching cubes tables and corresponding tables of

tetrahedra. This includes the code used to extract triangles and tetrahedra from the tables.
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Figure 3.11: Boundary triangulations for all 16 cases. For faces parallel to the xzy plane
or the zz plane, the = axis runs horizontally and the other axis runs vertically. For faces
parallel to the yz plane, the y axis runs horizontally and the z axis vertically. The node
with the lowest index is the bottom left vertex. The same case layout is used for all MAC
grid faces, which causes the discretizations in neighboring cubes to be consistent.
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3.5 Numerical tests

In the numerical tests that follow, we use the following vector fields

sin(z + 2) sin(y + 4) sin(z + 6)

U3q = cos(z + 2) cos(y + 4) cos(z + 6)

cos(z + 2) sin(y + 4)(cos(z + 6) + sin(z + 6))
sin(370z + 2) sin(370y + 4) sin(370z + 6)

usp = cos(370x + 2) cos(370y + 4) cos(370z + 6)

cos(370x + 2) sin(370y + 4)(cos(370z + 6) + sin(370z + 6))

sin(z 4 2) + sin(y + 4)

Uze = | cos(y + 2) + cos(z + 4)
cos(z + 2) + cos(z + 4)
T+ 2y
U3q = Y+ z
—2z + 3z
r+2y+3z+1
Wse = | 4o + 2y + 5z — 2

6r+Ty—2z+3

The fields usg, ugy and ug. are from [67]. The field ug, is divergence-free, well-resolved, and
nonlinear; it provides a good overall evaluation of accuracy. The field ug is divergence-free,
very high frequency, and nonlinear; it is not well-resolved at any of the resolutions we test

and behaves essentially as random numbers. The field us. is nonlinear and well-resolved
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but not divergence-free; it provides a good overall evaluation of accuracy on divergent fields.
The final two fields usgy and us. are affine, with ugg being divergence-free and us. being
divergent. We use them to evaluate our ability to exactly recover divergence-free fields.
Most of our numerical tests are based on the tests used for the 2D version of this algorithm

[44].

3.5.1 Random tetrahedron and random cube test

Next we demonstrate that interpolation over a individual tetrahedron or cube is
continuous at the boundary. We also verify that they produce divergence-free interpo-
lation when the boundary conditions have zero net flux. We perform this test using a
randomly generated (C)ube or (T)etrahedron and a randomly generated velocity field that
is divergence-(F)ree or (D)ivergent. This leads to four case. We sample tetrahedron ver-
tices in [—1,1]2, and for cubes we select the side length randomly in [0.1,2]. We randomly
generate element boundary conditions by choosing sample points in ||uljc < 1. In the
divergence-free case, we project off the divergent mode.

To verify continuity, we need to show that the interpolated velocity agrees with
the prescribed values at the boundary. To do this, we sample 100 points on each face of the
tetrahedron or cube. At each point, we compute the velocity directly from the polynomial
on that face of the element and compare it to the velocity obtained by interpolation. The

l~ norm of the error is shown as ¢y (err) in Table 3.1. In all four cases the errors are at
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roundoff levels. We test the divergence-free property by sampling 100 points in the interior.

At each point, we estimate the divergence with finite differences using

u@+ey,z) —ul@—ey,2) vaytez) —v(@y—«c2)
_|._
2¢ 2¢
w(z,y,z+¢€) —w(x,y,z2—€)
2e

V-u~

(3.13)
+

with € = 1075 The results are shown as /. (div) in Table 3.1. When the boundary
conditions are projected to be divergence free, the maximum divergence on the order of
10~7. This error is due to the accuracy of the finite difference approximation. These errors
are not at roundoff error due to truncation in the finite difference approximation, which is
especially high near the corners of the shapes where the interpolation is continuous but not
differentiable. This is similar to what is observed in the 2D case [44]. When the boundary
conditions are not projected to be divergence-free, the maximum divergence is finite and
on the order of unity. Note that continuity is achieved even if the velocity field is not

divergence-free.

Shape type | Case label lo(err) loo(div)
TF 243 x 10713 1.76 x 10~
Tetrahedron TD 2.52 x 10~13 0.983
Cube CF 4.02 x 10712 899 x 107
CD 6.05 x 10712 0.176

Table 3.1: Results of the numerical continuity tests. Here, “T” denotes tetrahedra and “C”
denotes cubes. The labels “F” and “D” indicate whether the velocity field is divergence-free
or divergent, respectively. In all cases, the continuity error on the boundary faces is at the
level of roundoff. For the divergence-free cases, the measured divergence error is at the
truncation-error level of the central-difference stencil used to compute it.
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3.5.2 Seeding MAC grid data

In subsequent numerical tests, we work from MAC grid data. Our interpolation
scheme assumes that MAC grids will store the normal component of the integrated average
velocity for each face of the grid. This is the state that the MAC grid would naturally
be in after projected using a scheme such as [63]. When initializing the grid from an
analytical velocity, it is important that the MAC grid be initialized to this state. For MAC
faces, we use marching cubes to get a triangulation of the interior portion of the face. We
then compute the integrated average velocity over the triangles analytically. Scaling these
averages by the triangle areas gives us fluxes, which are additive. Dividing the total face
flux by the total face area produces the final integrated average velocity that we store on
MAC grid faces. For domain boundary conditions, our algorithm uses integrated average
velocities over a triangulation of the portion of the boundary within the grid cell. We
construct this triangulation using marching cubes and compute the integrals the same way
as for the MAC grid faces. We use the same procedure for the boundary conditions required
by the projection of [63].

This leaves us with the problem of integrating analytical velocity fields exactly
over triangles. The velocity fields uzg and us. are polynomials, so we can simply use
Gaussian quadrature to compute them. The remaining velocity fields contain terms like
sin(ax + r) sin(by + s) sin(cz + t), cos(ax + r) sin(by + s) cos(cz + t), etc. We use angle sum

and difference formulas to compute these quantities in terms of quantities of the form
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sin(azx + bx + cx + d) and cos(ax + bx + cx + d). We can integrate those as follows. Let §2

be the triangle ABC'. Let k = (a, b, ¢) so that ax + bxr + cx = k - x. We then have

a=k-(B-A)
f=k-(C—-A)
v=k-A+d
g(z,y) = Sin(w)/i : Zin(y)/y
hayy) = 17 60s<w>>/§ - ;1 — cos(y)) /y
1 . ‘
area(Q) /Q sin(azx + by + cz + d) = 2(sin(y + a)h(B — a, —a) — cos(y + a)g(B — a, —v))
are;(Q) /QCOS(CM + by + cz +d) = 2(cos(y + @)h(B — a, —a) +sin(y + @)g(B — a, —a))

Although the functions g(x,y) and h(z,y) can be computed directly, care should be taken

to avoid dividing by zero. Both functions are continuous and bounded everywhere.

3.5.3 Refinement Study

Next we consider interpolation over a MAC grid with irregular boundaries. We use
a MAC grid on the domain [0, 1]2. The domain is cut by two concentric spheres centered at
(0.5,0.5) with radii 0.15 and 0.35, leaving a shell-shaped region, as illustrated in Figure 3.12.
For this tests, we use the velocity fields us,, use, uzg, and us.. We populate the MAC
grid from the analytic velocities as described in Section 3.5.2. Note that us, and ugg are

divergence-free while us. and us. are not.
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Figure 3.12: Spherical shell domain used in the refinement study. The shell is centered at
(0.5,0.5,0.5) within the unit cube, with inner radius i, = 0.15 and outer radius 7oy = 0.35.
The left panel shows a three-dimensional view of the inner and outer bounding spheres. The
right panel shows a cross-section through the center, with the shell region shaded and the
center and two radii marked.

To evaluate the errors, we need to test errors at locations that are not grid lo-
cations. For this, we randomly seed 10° points, which we hold fixed across resolutions,
ensuring that all of the points are inside the domain at all resolutions. As before, we esti-
mate divergence at these points using finite differences as in (2.14). The ¢3 and ¢ errors
are shown in Table 3.2. We observe second order in /9 for the nonlinear velocity fields ug,
and us.. Errors in /o, are much noisier, but the error follows the /5 error. The larger errors
in /o, are due to reduced accuracy in poorly conditioned tetrahedra; we investigate this
further below.

We expect to see second order convergence, since our interpolation scheme recovers
affine velocity fields but not quadratic velocity fields. usgy and us. are affine velocity fields,
so we expect them to be exactly represented by our interpolation scheme. We observe that
the errors are close to roundoff levels at all resolutions and do not display any improvements

in accuracy under refinement. Note that the magnitudes of the errors are about an order
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of magnitude larger when the underlying velocity field is not divergence-free. There are
several steps in the algorithm designed to handle the complications of a divergent input;
while these do succeed in recovering affine velocity fields, they also contribute significantly
to the overall errors when recovering affine velocity fields.

One might expect the finite difference errors to be on the order of €2 = 10712, or
taking into account catastrophic cancellation, 10719, Even in /5(div) we observe errors on
the order of 10~8. Nevertheless, these errors are due to the finite difference approximation
used to evaluate the errors. Indeed, the errors f2(div) and £ (div) are similar between the
two tests and across resolutions, even though the interpolation errors themselves are vastly
different. This is consistent with these errors reflecting the accuracy of the finite difference
divergence approximation itself rather than the interpolations scheme.

Because all of the basis functions are analytically divergence-free except for one
divergent mode, the coefficient on that divergent mode provides another marker for the
amount of divergence in the interpolated result. The maximum absolute value of this
coefficient across all elements is shown in the final column ¢ (div,). These coefficients are
observed to be near roundoff errors at low resolution and increase with resolution. In the
absence of roundoff errors, this coefficient would be exact at all resolutions. Its degradation
reflects the tendency for sources of errors that affect its accuracy (such as poorly conditioned
tetrahedra or catastrophic cancellation) to become more common at higher resolutions.

Next, we analyze the relationship between the errors we observe and the geometric
properties of the tetrahedra. We use the same spherical shell geometry with us, at a
resolution of 32. To validate the influence of tetrahedron conditioning on accuracy and

divergence, we plot tetrahedron volume and condition number against interpolation errors
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(Figure 3.13(a)), finite difference divergence errors (Figure 3.13(b)), and the size of the
divergent mode’s coefficient (Figure 3.14). We observe a clean correlation between how
poorly conditioned a tetrahedron is and how large the each of the three errors for that
tetrahedron can be. In particular, the larger errors observed in the [, norm result from
the poorly-conditioned tetrahedra that marching cubes occasionally produces. At the same

time, these errors do not significantly affect the lo norm since such elements have very small

volumes.
—=5.0 —45 —5.0
Ry
—55 —5.01 =55
21 5.5
—6.0 —6.0
= . = 60 =
E 20 = &
. o = =}
2 —aq 1t —70" g 0l —70 7
§ —75 —75 =75
51
—8.0
-8.0 -8.0
00 05 10 15 20 00 05 10 15 20
logo(x) log;o()
(a) Error versus tetrahedron condition num- (b) Divergence versus tetrahedron condition
ber & number k

Figure 3.13: Approximation error and divergence as functions of element conditioning. In
both cases the maximum observed error correlates strongly with condition number x of the
tetrahedron. This shows that errors seen in L, arise from poorly conditioned elements and
are sensitive to element conditioning. These poorly conditioned elements typically have
very small volumes.

3.5.4 Full basis vs polynomial div-free basis

Our interpolation scheme constructs a full divergence-free basis on each element,
which we supplement with a divergent mode. This allows us to be continuous across element

boundaries. The cost we pay for this is the need to use rational functions for some of our
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Figure 3.14: Analytic divergence (the coefficient of the divergence basis mode) plotted
against element volume (left) and element condition number (right). The magnitude is at
most 10710, effectively zero. The larger values correlate strongly with tetrahedron volume
rather than with condition number.

basis functions. An alternative approach is to use a purely polynomial basis, such as Raviart-
Thomas elements. We can emulate such a strategy within our framework by omitting the
rational basis functions. This modification introduces a few subtle issues. The matrix K
is no longer full rank, since we do not have a full basis. Simply using the pseudoinverse
instead does not result in divergence-free interpolation. Instead, we select the component
of the divergent mode so the remainder is divergence-free. Then, we use the pseudoinverse
to map the divergence-free part onto the divergence-free modes. This procedure is linear
and results in a new matrix K that replaces K~ in the original algorithm. If the basis had
been complete, this procedure would recover the inverse.

We now repeat the refinement study from Section 3.5.3 using this strictly poly-
nomial basis. The results are shown in Table 3.3 and are similar to what we observe in

the original method. While the polynomial-only version may not be continuous at element
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boundaries, it is nevertheless an accurate interpolation scheme. As such, we would also

expect the discontinuities to converge to zero under refinement.

3.5.5 Path trace plotting

To demonstrate continuity across the various types of transitions that can occur
between elements, we fill a MAC grid using our divergence-free but high frequency data ug,
as described in Section 3.5.2. This velocity field is not resolved on the grid and behaves as
random data, though due to the integration procedure, this data is discretely divergence-
free. We then plot a path through the domain as separate curves for u, v, and w. We use a
coarse 163 domain and random data to make transitions easier to observe in the plots. Since
the interpolation scheme is accurate, the discontinuities when interpolating well-resolved
data would be too small to observe visually, though they could still cause problems for
applications that rely on continuity. The path and results are shown in Figure 3.15. We
observe that the curves for u, v, and w are C? continuous along the path. We also observe
discontinuities in the slope, which we expect since the interpolation is not C*.

We note that in the interior, the random data does not appear very random and
in fact is almost constant. Although the data is highly oscillatory, integrating it over a large
MAC grid face cancels out most of the variation, resulting in MAC grid data that is nearly
zero in the interior. Near the boundaries, cancellation is much less pronounced, resulting
in much larger interpolated results in these areas. A similar phenomenon was observed in

2D [44], though averaging in two dimensions instead of one exacerbates the effect.
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Figure 3.15: This figure shows the interpolated velocity along a path through the domain.
The path passes through cut cells and transition cells near the ends of the path and through
the interior cells near the middle. The input velocity field of the domain is ugp, which is
divergence-free but sufficiently high frequency that it cannot be resolved on this grid. The
left plot shows the interpolated velocity along the path when interpolating using the full
bases in u (top), v (middle), and w (bottom). The interpolated velocity is continuous along
the entire path. The right plot shows the interpolated velocity of the same path using only
polynomial bases. This path has discontinuities as the path transitions from one element
to the next. This lack of continuity is caused by the lack of a full interpolation basis, which
prevents the interpolated field from matching the prescribed boundary values and produces
a discontinuity. The use of an unresolved data causes some of these discontinuities to be
large enough to be visually observed. When interpolating smooth data, these discontinuities
would be too small to visually observe. On full uncut MAC grid faces, the integrated
average causes the high-frequency by very regular velocity field to be averaged out to near
zero, resulting in a nearly constant interpolation in the interior.
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Polynomial basis only Next, we repeat the path trace using the polynomial-only basis,
which we described in Section 3.5.4. The trace is shown in Figure 3.15. The general
shape of the traces is similar to the case with the full basis. Examining the trace more
closely, however, reveals several discontinuities in the interpolated profile. Thus, although
a polynomial-only basis is as accurate as the full basis, it is unable to produce a continuous
interpolation over the simple shapes. There are not enough degrees in the basis with only
polynomials to match up with the element boundary conditions, so only a least-squares
fit is achieved. Under refinement, these discontinuities will decrease as the errors in the

interpolation decrease.

3.5.6 Random velocity field continuity test

In this test, we demonstrate compatibility of our divergence-free interpolation with
non-analytical data. For our domain, we use a MAC grid with resolution 322 on the domain
[0,1]3. We then cut this domain using a sphere with radius 0.3 centered at the center of the
grid (0.5,0.5,0.5). We fill the MAC grid with random data in the range [—1,1]. We set the
boundary velocities to zero for compatibility. Next, we project the MAC grid values using
the cut-cell projection discretization of Ng et al. [63], where we again enforce zero boundary
conditions for compatibility. This produces MAC grid data that has been projected to be
discretely divergence-free. The resulting velocity field has very high frequency, including
deep in the interior. Note that although we specify zero velocities at the boundaries, the
Poisson projection of Ng et al. [63] naturally enforces slip boundary conditions and so may

introduce nonzero tangential components at the boundary.
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As in Section 3.5.3, we seed the interior portion of the domain with 10® points.
We ensure the particles lie inside the discretized region by excluding a thin band of width
1073 (about 3% the width of a grid cell) along the analytical boundary. Following [44] we
evaluate divergence at each point sample using (3.13) with ¢ = 1078, The small stencil
width reduces the chances of a finite difference stencil crossing element boundaries. Since
the interpolation is C° but not C!, the derivative discontinuities would create large errors in
the divergence approximation. The {5 and ¢, errors in the central-difference approximation
of the divergence were 4.35 x 1077 and 2.29 x 10~%. In our interpolation scheme, all of the
interpolation modes are divergence-free except for the one divergent mode (z,y,z). As
before, we can use the coefficient for the divergent basis mode as another measure for the
divergence in the reconstruction. The maximum absolute value of the this coefficient over
all the elements is 2.73 x 107!2. These results are consistent with what was observed with

individual elements.

3.5.7 Analytical velocity field projection test

Next, we perform a refinement study using Poisson projection on the well-resolved

but non-divergence-free velocity field

(2 —2)(*/3 = y?/2)(2* /3 = 2*/2)

W= uga | (42— y)(a?/3 —a?/2)(2/3 — 22/2) | (3.14)

(2% = 2)(a%/3 — 2% /2)(y° /3 — */2)

which is constructed as the sum of the divergence-free field us, and a term which is the

gradient of a polynomial. The MAC grid data is computed from the analytic velocity as in
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Section 3.5.2. We then project this velocity to be divergence-free using the projection scheme
of Ng et al. [63], where we evaluate the boundary conditions from us,. The projection
should recover us, as the analytical solution. We use a spherical shell (Figure 3.12) for
our grid domain, and we run the test over resolutions from 8 to 512. Let w be the projected
velocity, which we can evaluate at arbitrary locations using our interpolation. The error
is then w — ug,. As in previous examples, we sample 10° points within the domain and
use the equation (3.13) with ¢ = 1078 to approximate the divergence. The results are
shown in Table 3.4. The convergence orders are consistent with second order accuracy,
which is consistent with the use of Ng et al. [63] and also the second order observed for
our interpolation on an analytical velocity field. The divergence errors are fairly consistent
across resolutions, since these errors are dominated by the central difference approximation,

which is not changing under refinement.

3.6 Conclusion

In this paper, we have presented schemes for divergence-free interpolation in tetra-
hedra and cubes. We present the cube scheme for tensor product cubic polynomial boundary
conditions, and we present the tetrahedron for quartic polynomials. This allows us to ex-
tend a spline-based divergence-free interpolation scheme to the boundary of an irregular

domain. The resulting interpolation scheme is C° continuous and divergence-free.
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Although we only present the basis functions for the degrees of polynomials that we
required for our final reconstruction, the basis is readily adapted to other degrees. Reducing
the polynomial degree is straightforward, since the new basis will be a linear combination
of the existing one. The size of the basis required shrinks dramatically with the required
polynomial degree, resulting in a more efficient interpolation for applications that can use
lower polynomial degree.

Our scheme inherits some limitations of the corresponding 2D scheme. The ra-
tional basis functions are Lipschitz continuous, but they are not differentiable at the edges
or corners of the shape, and the method does not explicitly optimize the conditioning of
the tetrahedra. Our extension into the gap region also relies on the interior spline-based
interpolation scheme being flux-consistent. Relaxing this assumption should be possible,
and would be an interesting direction for future exploration.

Our scheme requires tetrahedra to have non-negative volume and to match up
with neighboring tetrahedra. For this, we construct a special marching cubes table that
is able to produce a tetrahedralization of the interior whose tetrahedra have non-negative
volumes and match continuously between grid cells. Marching cubes tables adapted to
produce tetrahedra appear occasionally (such as for computing finite element integrals over
cut cells), but the properties of the resulting tetrahedra are typically left unspecified. Non-
inverted tetrahedra and continuity between elements are not needed for computing integrals.
Given the difficulty of obtaining those properties without adding additional interior vertices,
it seems likely that such tables lack one or both properties. Our table is designed to provide

both.
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Chapter 4

Reducing the Boiling Effect in the
Material Point Method through

Consistent Particle Initialization

4.1 Introduction

The Material Point Method (MPM) [80] is a numerical method that simulates
materials using two structures at the same time: a set of particles and a background grid.
Each particle carries the material properties, such as mass, volume, velocity, and deforma-
tion gradient. At every time step, the particle information is transferred from the particles
to the grid, the equations of motion are solved on the grid, and the result is transferred
back to update the particles. Because the particles move freely while the grid stays fixed,

MPM handles large deformation naturally, without the mesh distortion problems of pure
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mesh-based methods [14]. For this reason, MPM has been widely used to simulate snow [79],
sand [47, 24] and other complex materials in both computer graphics [92, 87] and compu-
tational mechanics [73, 25].

The accuracy of MPM depends on how well the particles perform this transfer.
The governing equations require integrals over the material domain, such as the internal
force acting on each grid node. MPM approximates this integral by quadrature: the integral
is replaced by a weighted sum over the particles, where each particle acts as a sample point
and its volume acts as the weight. For example, the internal force at a grid node 7 is

computed as

f, = /UVNidx ~ =Y 0, VNi(xp) Vp, (4.1)
Q
p

where oy, is the particle stress, V; is the grid basis function, x,, is the particle position, and V},
is the particle volume. This approximation is accurate only when the particle positions and
volumes are consistent with the grid: the particles must cover the domain evenly, and each
volume must match the space the particle actually represents. When particles are clustered
or leave gaps, or when their volumes do not add up correctly under the grid basis functions,
the weighted sum misrepresents the true integral. This gap between the exact integral and
the particle sum is quadrature error, and the analysis of Steffen et al. [76], Baumgarten and
Kamrin [13] showed that it can influence the overall accuracy of MPM.

Quadrature error is especially harmful at the very start of a simulation. Consider
a tank of water at rest under gravity: physically, the internal forces should exactly balance
gravity, and nothing should move. However, if the initial particle state is inconsistent, the

quadrature in Eq. (4.1) evaluates the force integrals inaccurately, and the grid receives forces
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that do not balance. The particles then begin to move even though no physical cause exists.
This spurious motion ranges from persistent noisy jittering to coherent, directed drift, and is
often strongest near the domain boundary; because the disturbed surface resembles boiling
water, we refer to it as the boiling effect. The inconsistency has two sources. In the interior,
the particle positions and volumes must be consistent with the background grid, so that
the particle volumes correctly tile space under the grid basis functions. Near the boundary,
the particles must additionally be consistent with the shape of the domain itself: where
the boundary cuts through grid cells, particles tend to claim too much or too little volume,
so the quadrature effectively integrates over the wrong region. In both cases, the problem
does not come from the material model or the time integrator: it is already present in the
initial particle state, before the first time step is taken. Common sampling strategies such as
regular lattices with jittering or Poisson disk sampling [19] produce distributions that look
uniform to the eye, but satisfy neither consistency requirement, and therefore still trigger
the boiling effect.
Particle disorder is not unique to MPM. Smoothed Particle Hydrodynamics (SPH) [60],

a fully particle-based method with no background grid, suffers from a closely related prob-
lem: its kernel approximations are accurate only when the particles are evenly distributed,
and as particles move during the simulation, this uniformity is gradually destroyed. The
SPH community developed a family of runtime corrections that repair the distributions dur-
ing time stepping. Particle shifting techniques [88, 51] move each particle a small distance
toward regions of lower particle concentration every time step, keeping the distribution close
to uniform. Diffusive schemes such as 0-SPH [56] take a different route: instead of moving

particles, they add a small diffusion term to the density equation that smooths out the noise
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caused by the disorder. Both approaches are effective and widely used. And both treat the
symptoms continuously, applying a correction at every time step for the entire simulation,
rather than addressing the inconsistency appearing at the beginning of the simulation.

In MPM, runtime remedies mainly improve the transfer between particles and
grid. One line of work replaces the point-sample quadrature with richer particle represen-
tation. For example, the Generalized Interpolation Material Point method (GIMP) [11]
uses smoother representations of discrete material point data and treats each particle as a
small block rather than a point. The Convected Particle Domain Interpolation (CPDI) [68]
further lets this block deform with the material. Both smooth the transfers and reduce the
error a particle causes when it crosses a cell boundary. A second line of work improves
what is transferred: the Affine Particle-In-Cell (APIC) method [42] and the Moving Least
Squares material point method (MLS-MPM) [40] carry a locally linear velocity field on each
particle, making the transfers more accurate and less dissipative. Closer in spirit to SPH
shifting, Zhang et al. [94] detect regions where the particle density has drifted from its cor-
rect value during the simulation and shift particles along the density gradient to correct it.
Baumgarten and Kamrin [13] propose the d-correction, which shifts material points incre-
mentally during a simulation to counteract flow-induced clumping. All of these techniques
operate during time stepping, and they do improve the overall accuracy and stability of
MPM. However, they don’t explicitly address the inconsistency that exists at the start of
the simulation. If the initial positions and volumes are already inconsistent with the grid
and the domain, the boiling effect can still occur due to the spurious startup forces.

A complementary line of work fixes the particle distribution before the simulation

starts. In SPH, this is known as particle packing or particle relaxation. The basic recipe
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was introduced by Colagrossi et al. [23]. The idea is starting from a rough initial sampling,
an auxiliary simulation is run in which particles repel each other and gradually settle,
and this fictitious dynamics is iterated until the particles reach a steady, evenly spaced
configuration; the real simulation then starts from the settled state. The quality target
of this process is the kernel consistency condition, Zj V;ViWi; =~ 0, where W;; is the
smoothing kernel between particles ¢ and j and the gradient is taken with respect to the
position of particle ¢; the condition states that the kernel gradients around each particle
should cancel out, as they would for a perfectly uniform distribution. Litvinov et al. [52]
showed that while particles perturbed off a uniform grid lose zero-order consistency and
exhibit non-decaying integration error, such relaxed distributions restore the partition-of-
unity property, recovering convergence rates comparable to those of particles on a uniform
grid. Later work extended the recipe to practical geometry. Negi and Ramachandran
[62] developed algorithms for domains with complex boundaries and provided an open-
source implementation. Boregowda and Liu [17] extended packing to boundary-integral
SPH, incorporating the boundary integral terms to the shifting dynamics so that particles
conform to surface-element boundaries without ghost-particle layers. Moreover, Zhao et al.
[96] extended relaxation to multi-body systems, coupling the relaxation of contacting bodies
so that zero-order consistency improves at fluid-solid interfaces. This improvement is critical
for Eulerian SPH, where particles never rearrange after initialization.

These initialization methods do not carry over directly to MPM, for three reasons.
First, they target the different consistency condition. All of them drive the zero-order
condition »_;V;V;W;; ~ 0 (the kernel gradient summation [96]), or, through a diffusion

analogy, the concentration gradient [17], which is intrinsic to SPH, where particles interact
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with their neighbors through kernels. MPM particles interact only with the grid, and the
relevant condition is that the quadrature in Eq. (4.1) reproduces the true integrals under the
grid basis functions. A distribution satisfying the kernel condition can still be inconsistent
with a particular grid. Second, they correct by simulation rather than by solving. Pseudo-
dynamic relaxation iterates a fictitious dynamics and waits for equilibrium: uniformity
indicators can be monitored, but the iteration is not a descent method for any objective, the
indicators can stall or rise mid-run [17], and termination falls back to heuristic such as fixed
iteration counts or relative-change thresholds [96]. Third, particle volume is never treated
as an unknown. Relaxation moves positions only. However, in MPM, particle volume V),
enters the quadrature directly as the weight of each sample, which could be adjusted as well.
Within MPM itself, the closest relative is the d-correction of Baumgarten and Kamrin [13].
Clumping is detected via a nodal “over-shoot” measure comparing the particle-integrated
volume against the exact nodal volume, and particles are shifted by a gradient descent
step on this error norm; the measure is one-sided, detecting over-integration but not under-
sampling. The method therefore shares the position-only, correct-by-nudging character of
the SPH relaxation methods, and it operates at runtime rather than on the initial state. An
initialization method formulated for MPM itself, one that measures the full two-sided grid
residual and corrects both particle volumes and particle positions by explicitly minimizing
it, is still missing.

In this work, we address the boiling effect at its source: we correct the initial
particle state itself, before the first time step is taken. We formulate the inconsistency as
an explicit objective, the residual between the particle-rasterized nodal volumes and the

nodal volumes implied by the domain discretization itself. The residual can be driven down
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through either set of unknowns of the quadrature, giving two solvers: a linear volume cor-
rection solved as a regularized least-squares system, and a nonlinear position redistribution
solved with a Gauss—Newton method, which cannot produce invalid particle volumes and
therefore serves as our main approach. The correction runs once, before the simulation

starts, and requires no modification of the MPM time stepping itself.

4.2 Discretization

4.2.1 Background

The Material Point Method (MPM) is a hybrid particle-grid discretization. The
material is represented by a set of Lagrangian particles that carry all persistent state vari-
ables, such as mass, volume, velocity, and deformation history. A fixed background Eulerian
grid is used as a computational scratchpad on which the momentum equation is solved each
time step. The core pipeline of each time step is a particle-to-grid transfer of mass and
momentum, a grid-based solve of the momentum equation, and a grid-to-particle transfer
that updates particle velocities and positions.

Particles are indexed by p, with positions x, € Q@ C R? (d = 2,3), volumes V,,
masses my, = poV, (where py is the rest density and €2 the initial material domain), velocities
vp, and deformation gradients F),. The grid is uniform with spacing h, and its nodes are
indexed by i with positions x;. Particles and grid communicate through interpolation
weights w;, = N;(x,) and their gradients Vw;, = VN;(x,), where NN; is the basis function

of node 7, defined below.
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We describe the general pipeline following the formulation of [79]; concrete imple-
mentation, including the one used in this work, may differ in individual stages for practical
reasons (e.g., choice of basis functions, time integration scheme, choice of transfer scheme,
or constitutive update) without affecting the structure relevant to this chapter. Each time

step consists of three stages.

Particle-to-grid transfer (P2G). Mass and momentum are gathered from the particles

onto the grid nodes:

m; = Zwipmp, (mv); = Zwipmpvp, v, = =, (4.2)
p p

Grid update. Internal forces are computed at the nodes from the particle stresses. Then
Cauchy stress o), = o(F)) of each particle p is evaluated from its deformation gradient F,,

through the constitutive model. The nodal force is then

fi = —ZVpUpV’wz‘p + m; g, (4.3)
p

and the grid velocities are advanced,

R

vl — v At
my

7

(4.4)

followed by the enforcement of boundary conditions on the grid velocities.
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Grid-to-particle transfer (G2P). The updated grid velocities are interpolated back to
the particles, the particles are advected, and the deformation gradient is updated from the

grid velocity gradient:

vyt = Z wip v, x = x4+ Atv )T F)tl = <I+At Z vi”H(Vwip)T)F;.
- -

Z (4.5)

The interpolation kernel. Throughout this work, N; is the tensor-product quadratic

B-spline

% - U2, "LL| S %7
d (k) (k)
z\%) —x
pu— pr— 2
N;(x) k|_|1N< N > , N(u) % (% _ |u|) : % < ul < %’ (4.6)
0, otherwise,

which is C!. And that force (4.3), which involves Vuw;,, remains continuous as particles

cross cell boundaries and has compact support [—%h, %h}d centered at the node, so that

each particle interacts with at most 3¢ nodes.

4.2.2 The Boiling Problem

Consider the standard initialization pipeline. Particles are sampled inside the
material domain €2 by Poisson-disk sampling, with an approximately uniform density of

nppe Particles per grid cell, and every particle is assigned the same volume,




where N, is the total particle count. This choice appears natural: the particle volumes tile
the domain exactly, and the sampling is unbiased. Nevertheless, a simulation initialized
this way exhibits a persistent artifact in the simplest possible setting. A body of fluid at
rest under gravity, which should remain exactly quiescent, develops grid-scale velocity noise
from the first time step and never settles; the particles jitter and churn indefinitely, as if

the fluid were boiling (Figure 4.1). We refer to this artifact as the boiling problem or boiling

effect.

(a) normal (b) boiling 0.25

0.20

0.15

A7

0.10

0.05

0.00

Figure 4.1: The boiling effect. A body of fluid at rest under gravity, whose exact solution
is v = 0 for all time, is simulated with the natural particle initialization. (a) The initial
state, at rest. (b) The boiling effect: the particles exhibit spurious velocities, colored by
magnitude |v,|. The agitation persists.

We first observe what does not go wrong. The weights satisfy the partition of

unity, >, N;(x) = 1, so summing the rasterized nodal volume u; = Zp w;pVp over all nodes

gives

Y oui = ZZV})wip = vazwz‘p = > V=19 (4.8)

%
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for any particle arrangement, and the same argument applied to the mass gather in (4.2)
shows that the total mass is likewise exact. Global conservation holds by construction, and
yet the artifact appears: the defect must be local.

Each node should receive a share of volume equal to the material it represents. In
practice it receives u; = Zp wipVp, a weighted sum over the particles in its support. The
discrepancy between the target geometric volume and the volume actually received depends
on the sample distribution. Poisson-disk sampling is uniform only on average: one node’s
support holds a few more particles, another’s a few fewer. Since every particle carries the
same volume, u; inherits these fluctuations directly. The error is typically worse near the
domain boundary, where a node represents only a fraction of the support volume.

The nodewise mismatch enters the dynamics through the internal-force quadra-
ture (4.3). For a fluid at rest under gravity, the continuum internal force balances gravity at
every interior node. The discrete sums do not balance. The gravity force m; g inherits the
wip-weighted mass gather of (4.2), while the internal force (4.3) is a quadrature weighted
by Vw;,. When the particles are irregularly distributed, the two errors do not cancel. The
residual becomes spurious nodal forces and, through (4.4), spurious velocities in the absence
of any physical disturbance. Eliminating the artifact therefore requires matching the gath-
ered volume to the node’s representative volume node by node. And making this precise
requires defining what a node’s representative volume is, which is the subject of the next

section.
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4.2.3 Proposed Solution: Volume Matching

We define the volume that node ¢ represents as the domain integral of its weight

function,

called the target volume. For a node whose support lies inside 2, b; = h?%. For nodes near
the boundary, including nodes outside €2 whose support reaches in, b; lies partial between
0 and h?. Evaluating (4.9) is the subject of Section 4.3.

The proposed initialization requires the rasterized volume to match the target at

every node:

u; = Zwipvp = b; for all 7. (4.10)
p

The effect on the density estimate is immediate. If the particles are initialized with a

uniform density pg, then the density represented by node i is

Win TN .
g = XMy Ui (4.11)
b bi

Thus, under (4.10), every node represents exactly the density pp.

The condition (4.10) defines a system with two sets of unknowns: the particle
volumes V), for which the residual 7; = u; — b; depend linearly on the unknowns, and the
particle positions x,, for which the dependence is nonlinear through ws;, = N;(x,). The

next section develops solvers for each set of unknowns separately.
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4.2.4 Solving the Matching Problem

The matching condition (4.10) can be pursued through either set of unknowns.
We first correct the particle volumes, which leads to a linear solve. Its shortcoming then

motivates the main approach of this work, which corrects the particle positions.

Volume Correction

We first hold the particle positions fixed and treat the particle volumes as the
unknowns. Let n, denote the number of nodes and n, denote the number of particles. We
define W € R™"*" by W;, = w;p.

The matching condition then becomes the linear system
WV =b.

Since n, > ny,, this system is underdetermined and generally admits many solutions. To
select a unique solution, we penalize deviations from the seed particle volumes V© defined

n (4.7). We therefore minimize
1 A
B(V) = LWV —b|? + J[V — VI, (412)

where A > 0 controls the strength of the regularization. Setting the gradient to zero yields

the normal equations

(W'W+A)V = Wb+ AV (4.13)
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We write this system in the standard form

AV =T,

where

A=WTW 4+, f=WTb+AV'

Since A > 0, the matrix A is symmetric positive definite. Therefore, the linear
system (4.13) is well suited to the conjugate gradient (CG) method. As a Krylov-subspace
method, CG accesses A only through matrix-vector products. It can therefore be imple-
mented without assembling or factorizing the system matrix. Start from an initial guess

Vy, CG updates the solution as

Vii1 = Vi + apqy,

where qp is the search direction at iteration k and «y is the corresponding step length. To
compute oy and compute the residual, CG requires the matrix-vector product Aqy. In this

problem, that product can be evaluated without assembling A:

Aq, =W (Way) + Aag.

The product Wqy, gathers particle values to the nodes using the weights w;,. The product
W'y then spreads the resulting nodal vector y back to the particles through the same

weights. Thus each iteration requires one particle-to-grid pass and one grid-to-particle
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pass. Neither W nor the much larger matrix W W is stored. This matrix-free formulation
makes the solve practical even for systems with millions of particles. Each CG iteration
requires two passes over the particles, and the convergence is determined by a residual
tolerance. Since each iteration steps along a best descent direction of the quadratic (4.12),
the objective is sufficiently reduced within a modest budget, typically 200 iterations in our
experiments.

The method has one structural flaw. Nothing in (4.12) constrains the volumes
to remain strictly positive, and in practice the correction does drive some particle volumes
negative, particularly near the boundary where the target volumes are small. A particle with
negative volume carries negative mass and is physically meaningless. This flaw motivates

the main approach of this work: leave the volumes untouched and move particles instead.

Position Correction

We now hold the particle volumes fixed at the seed values V°, which are positive
by construction, and treat the particle positions as the unknowns. Let X € R%™ collect
all particle positions, and let X° denote the initial positions produced by the Poisson-disk

sampling. The residual of the nodal volume-matching condition, condition,

r(X) = W(X)V°? - b,
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is now a nonlinear function of X, since the weights w;, = N;(x,) depend on the positions.
As in the volume correction, we regularize the solution toward the initial sample. Here, the

regularization penalizes particle displacements, and we minimize
1 2 A 02
B(X) = 5 r (O + 51X - X°|2 (4.14)

where A > 0 keeps the corrected positions close to the sampled distribution, preserving its
blue-noise quality rather than allowing particles to drift arbitrarily far in pursuit of the fit.
Unlike particle volumes, the position variables are not subject to a positivity constraint. We
can therefore use a relatively small regularization parameter, allowing the solver to correct
the nodal volume mismatch while introducing only modest particle displacements.

Since F is a smooth nonlinear function, we minimize it with Newton’s method.
Newton’s method replaces E near the current iterate Xy by its second-order Taylor model

and steps toward the minimizer of that model. Let
gr = VE(X}), Hy, = V?E(X})
denote the gradient and Hessian at Xj. The Newton direction &y is obtained by solving
Hié, = —gy. (4.15)
The iterate is then updated according to
Xpy1 = X + gy,
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where «j, is a step length chosen to ensure sufficient decrease of the objective. Newton’s
method is attractive for its rapid local convergence. Near a nondegenerate minimizer, the
second-order model becomes accurate and the iterates converge quadratically. As a result,
only a small number of Newton iterations is typically required.

The objective (4.14), the gradient and Hessian have a special structure inherited
from the least-squares form. Let J = 0r/0X denote the Jacobian of the residual. Its entry

coupling node ¢ to particle p is

i 0 T
Jin = aXp = V;ngl(xp) )

a 1 x d block built from the weight gradient. Then
g=Jr+AX-X"), H=J"J+> rViri+AlL
i
The Gauss-Newton method approximates the Hessian by dropping the middle term:
H ~ J'J+ M. (4.16)

This approximation has three common advantages. It requires no second derivatives of the
weights. The dropped term is proportional to the residual, so the approximation is accurate
when the residual is small, which is exactly the regime the iteration drives toward. Most
importantly, the approximate Hessian (4.16) is symmetric positive definite by construction,

so every step is a descent direction, whereas the full Hessian can become indefinite when the
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residual does not vanish. In our experiments the full Newton and Gauss—Newton Variants
produced very similar convergence behavior, and we therefore use Gauss-Newton.

The complete procedure is summarized as follows. Line 4 is where the Krylov

Algorithm 1 Position correction by Gauss—Newton

1 Xg + X0 > Poisson-disk sample
2: for k=0,1,2,... until ||gx|| < e do

3: compute r(Xy), gk

4: solve (JTJ+ XI)é), = —gi by CG

5: find a by Wolfe line search

6: Xpa1 ¢ X + a0y

7 project particles outside {2 back to the surface

8: end for

solver enters. Each Gauss-Newton step is a symmetric positive definite linear system of the
same kind as (4.13), so it is solved by the same matrix-free CG method, with the operator
JTJ 4+ M and the right-hand side —gy, passed to the solver. As before, CG only needs the
matrix-vector product: multiplying by J is a particle-to-grid pass and multiplying by J '
is a grid-to-particle pass, now using the weight gradients VN;(x,) in place of the weights.
Neither J nor J'J is stored, so each Newton iteration remains as cheap as a few transfer
passes over the particles.

The implementation details complete the method. First, the step length «j in
line 5 is chosen by a line search satisfying the Wolfe conditions, which guarantees sufficient
decrease of E at every iteration. Second, a step may move a particle outside the domain; in
line 7 such particles are projected back onto the domain surface along the normal direction
of the level set, so that all particles remain inside €2 throughout the iteration. The outer

iteration runs for at most ten Newton steps, or fewer if the gradient norm falls below a
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tolerance. In practice, ten iterations reduce the residual enough for the volume match to
serve its purpose.

The position correction avoids the main limitation of volume correction. Each
particle retains its positive seed volume Vpo, so negative volumes and masses cannot oc-
cur. Before the correction, particle volumes are globally rescaled by the ratio of the total
target node volume to the total particle volume, so that the correct total volume is achiev-
able regardless of the number of seeded particles. The resulting particle state satisfies the
nodal volume matching condition while remaining physically valid. For this reason, position

correction is the primary approach used in this work.

4.3 Evaluating the Target Volume

This section presents three techniques for evaluating the target volume (4.9), in
the order they were developed: a closed-form approximation based on a radially symmetric
kernel, an exact computation for box domains, and a quadrature method for arbitrary
geometry. Each was motivated by a limitation of the previous one, as we describe along the

way.

Radially Symmetric Approximation

The target volume (4.9) is the kernel integral over the portion of its support inside
the domain. Near a flat boundary, this region is obtained by cutting the support with a
plane, as illustrated in Figure 4.2. For a radially symmetric kernel, the integral depends
only on the signed distance d from the node to the plane. It is independent of the plane

orientation. This motivates replacing the tensor-product B-spline with a radial kernel,
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reducing the target volume to a closed-form function f(d) evaluated at each node’s level-set

value.

Figure 4.2: Signed distance to a flat boundary. An interior node x; (d < 0) retains most
of its kernel support inside the domain, while an exterior node x; (d > 0) contributes only
a small spherical cap. In both cases the clipped integral is the same closed-form function
f(d), independent of the plane’s orientation.

We choose the form
~ r 2
N(r) = A <1 - ) ,  r<R, (4.17)

which is radially symmetric, polynomial in r like the quadratic B-spline, and compactly
supported with R = %h, The largest radius inscribed in the B-spline support. We work at
h=1s0 R= %; general h is recovered by scaling at the end. The constant A is fixed by
one constraint: a node deep in the interior must receive the same target as under the true
kernel, namely the unit cell volume. Since the kernel is used only for volume computation
and not for transfers, this matching of the total integral is the property that matters, and

no partition of unity is required. In 2D the constraint reads

R 7,2 2 4
/OA<1—R2> 2rrdr =1 = A:377r’
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and in 3D

R 2\ 2
T 9 35

We now derive f(d). Place the node at the origin and the boundary at y = —d,
so that the domain is the half-plane {y < —d}: for d < 0 the node lies inside the domain
and the boundary passes above the origin, and for d > 0 below. The target is the weighted

volume of the kernel support below this line,

J@= /{y<d}m{r<R} N b

In 2D, integrating over z first reduces the inner integral to a closed form in y, and the outer

integral evaluates to

 (—256d° + 1872d% — 5346 d) 9 — 4d> + 10935 arccos(%!)

f(d) = 10935 = , (4.18)

In 3D, the result is the simpler degree-seven polynomial

1 35, 35 4 7 o 20 -
SR R | S R 4.1
) =5 -5 0% 514 T 2157 ¢ (4.19)

Both hold on d € [—%, %], with f = 1 below this range and f = 0 above. For general grid

spacing, the volume is computed using the scaled kernel, giving

fu(d) = Rh% fi (Z) in 2D, fu(d) =h3 fi (Z) in 3D, (4.20)
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where fi is the unit formula above. In practice, each node evaluates fj at its level-set value
and the target is assigned directly.

We verified the approximation on smoothly curved boundaries by comparing it
against direct numerical integration of the tensor-product B-spline over a circular domain
of radius 10Ah in 2D and a spherical domain of radius 4h in 3D. All grid nodes whose kernel
support intersects the boundary were evaluated: since the support is a cube of half-width
%h, this band extends to node distances of %ﬂh and %\/gh from the boundary in 2D
and 3D respectively. Reference values were computed by Gauss—Legendre quadrature of
the B-spline over its support inside the domain. Figure 4.3 reports the error as a function
of the signed distance to the domain boundary. The absolute error remains below 3.9% of
the unit cell volume in 2D and 5.5% in 3D, concentrated near the boundary and vanishing

toward the interior, so the approximation is adequate where the boundary is smooth.
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Volume difference Relative error and reference volume
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Figure 4.3: Error of the radially symmetric closed form on a circle of radius 10h (2D) and
a sphere of radius 4h (3D), against Gauss—Legendre quadrature of the tensor-product B-
spline. Volumes are normalized by the unit cell volume, so an interior node has Vi uaq = 1.
Left: volume difference versus signed distance. Right: relative error (lines, left axis) over
nodes with reference volume above 1073, with the reference volume shown as bars (right
axis). The largest relative errors occur where the reference volume is nearly zero, so their
absolute contribution is small; the drop toward —100% past d = %h reflects the spherical
support assumed by the closed form.

The relative error in Figure 4.3, however, already exposes the structural limits of
the single-distance form, which stem from two geometric simplifications. First, the closed
form assumes a spherical support, but the true support is a cube. Beyond |d| = %h the
formula is already zero while the cube corners still overlap the domain, so the relative error
reaches —100%. Second, a single signed distance cannot encode boundary curvature, visible
as the positive bias at moderate distances, much less two intersecting walls. Both effects are
mild on smooth domains. At the edges and corners of a box, the support is cut by two or
three planes at once, and the single-wall formula overestimates the target by up to a factor
of two and four, respectively. In our 2D experiments the approximation suppresses the

boiling effectively, but in 3D the residual boiling concentrates precisely along the wall-wall

edges. This observation motivated the exact computation of the next section.

147



Exact Evaluation for Box Domains

To confirm that the residual boiling in 3D is caused by the target error at edges and
corners, we compute the exact targets for an axis-aligned box domain. Two structural facts
make this possible. The kernel is a tensor product, and the box is a product of intervals,

so the integral (4.9) factorizes into one-dimensional integrals along each axis:

d ey k) _ (k)
bi:/Ni(x)dx: H/ N(““'hm) dz®, (4.21)
f k

=179

where [ag, ¢i] is the extent of the box along axis k. We assume the walls of the box coincide
with grid lines. With the quadratic B-spline supported on three cells, only a few cases arise.

Integrating the kernel (4.6) over the interval gives the exact fractions

45> node one cell outside the wall,
1 %, node on the wall,
7 / N = (4.22)

15> nhode one cell inside the wall,

1, node two or more cells inside,

and zero for nodes two or more cells outside. The exact target of node i is then the product

of its per-axis fractions,

d
bi = h* T fuli), (4.23)
k=1

where fi(7) is the fraction (4.22) selected by the node’s integer distance to the nearer wall

on axis k. The assignment is a lookup with no integration at run time.
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The product structure quantitatively explains why the radial approximation fails
at wall-wall edges and corners. Replacing the approximate targets by the exact values (4.23)
eliminates the residual boiling in our 3D experiments, confirming that the target accuracy
at these nodes governs the artifact. The exact computation, however, is tied to the box

geometry; general domains require the method of the next section.

Quadrature Evaluation for General Domains

The exact computation of the previous section confirms that accurate targets elim-
inate the artifact, but it relies on the factorization over a box. For a general domain, no
closed form is available, and we evaluate the integral (4.9) by numerical quadrature.

The method requires no new machinery. We place a regular lattice of quadrature
points over the grid, with ¢ points per axis in each cell, and discard the points outside the
domain by testing the level set. Each remaining point represents an equal share of the cell

volume, AV, = h / g%. The target of node i is then the quadrature sum

bi & Y Ni(xg) AV, (4.24)

which is a particle-to-grid gather over the quadrature points, with the points in place of
the particles and their volume shares in place of the particle volumes. The implementa-
tion reuses the transfer infrastructure of Section 4.2.1 directly, treating the lattice as a
temporary particle set, and the cost is a single gather pass before the simulation starts.
This construction mirrors the problem it solves. The boiling arose because the simulation

particles form a poor quadrature rule for the integrals (4.9); the targets are computed by

149



the same gather, but over a regular sample with correct weights. An example is shown in

Figure 4.4.
(0] o o o o 89
(0] o o O/ (] (]
/o\o\r—/o ° °

Figure 4.4: Quadrature evaluation of the target volumes. A regular lattice places ¢ x ¢ points
per grid cell (here ¢ = 2; solid lines are grid cells of size h, dashed lines the quadrature
subcells). Points outside the domain (open circles) are discarded by the level-set test; each
remaining point (filled) carries an equal volume share AV, = h?/q?, and the targets are
computed by the standard particle-to-grid gather over this set.

The parameter g controls the accuracy. In our experiments the ¢ can be a reason-
able small value (e.g., ¢ = 2 or ¢ = 3) for the box domain, and the resulting simulations
behave identically. The method extends to any domain with a level set, at any boundary

orientation, and requires neither the flat-boundary assumption of the radial approximation

nor the box structure of the exact computation.

4.4 Numerical tests

4.4.1 Setup

All experiments in this section use a hydrostatic test: water fills the bottom portion
of a unit box (a square in 2D, a cube in 3D) under gravity g = 9.8, with the walls of the

box coinciding with the domain boundary. The fluid is weakly compressible with a simple
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pressure model, and the exact solution is trivial: the water remains at rest, so any particle
velocity is artifact. Particles are seeded by Poisson-disk sampling at the default density
per cell, and the grid resolution is 32 cells per axis unless stated otherwise. Each run is
advanced for 100 frames.

We report two scalar summaries of the maximum particle speed, (vmax(tx)), over

a 100-frame run: the peak speed,

VUpeak = m]?X Umax (tk>7

and the RMS speed,

. 1/2
_ - 2
Urms = (100 Zk: Umax(tk) ) .

The peak captures the worst instantaneous artifact, while the RMS reflects its persistence.
Sustained boiling keeps (vmax(tx)) high across many frames, whereas a brief transient affects

only a small number of frames.

4.4.2 Parameter Settings

The position correction of Section 4.2.4 has two parameters: the regularization
weight A and the Newton stopping tolerance. Used naively, both would require retuning
at every resolution, because the two terms of the objective (4.14) shrink at different rates
under grid refinement: the volume residuals scale with the cell volume, so the residual term
scales as h2?, while the displacements scale with the cell size, so the penalty scales as h2. We
remove this dependence by nondimensionalizing the objective, dividing volumes by h% and

measuring displacements in cells, which makes both terms pure numbers. The dimensionless
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weight A and the tolerance on the dimensionless gradient are then tuned once, on a 2D run
at resolution 32, and frozen for all experiments in this section, across resolutions and across
2D and 3D. We use A = 1076 and a gradient tolerance of 1 x 107, with at most ten Newton

iterations and at most 200 CG iterations per step, as described in Section 4.2.4.

4.4.3 Comparison of Target Evaluation Methods

Tables 4.1 and 4.2 compare the three target node volume evaluation techniques
of Section 4.3 on the hydrostatic test in 2D and 3D respectively, all using the position
correction with the parameters of Section 4.4.2. The uncorrected baseline is included for
reference. To check that the conclusions do not depend on a particular configuration, each
technique is run at three water levels (0.25, 0.5, and 0.75 of the box height) and under two
wall boundary conditions, slip and separating. For each run we report vpeax and vpms.

In 2D (Table 4.1), the radially symmetric approximation, exact evaluation, and
quadrature-based evaluation all significantly reduce both the peak and RMS velocities com-
pared to the uncorrected baseline. The effect is most pronounced at water level 0.75, where
the baseline yields vpeak = 0.26 and vrms = 0.21. Exact evaluation and quadrature-based
evaluation reduce vpeak to 0.06 and vyps to 0.018, while the radially symmetric approxi-
mation achieves a comparable but slightly weaker reduction, to 0.07 and 0.02 respectively.
The performance is similar under both wall boundary conditions, slip and separating. The
reduction in velocities is likewise consistent across all water levels, although the baseline

itself degrades with increasing water level, exhibiting more pronounced boiling effects. For
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Table 4.1: vpeak and vpms over 100 frames of the 2D hydrostatic test at resolution 32, for
three water levels and two wall boundary conditions.

Water level

0.25 0.5 0.75
BC Target evaluation Upeak Urms Upeak Urms Upeak Urms
None (baseline) 0.0465 0.0215 0.127 0.101 0.263  0.211
Radial approximation 0.0308 0.00645 0.0516 0.0135 0.069 0.0199
slip Exact (box) 0.0181 0.00437 0.0364 0.0105 0.0642 0.0181

Quadrature (¢ = 2) 0.018 0.00439 0.0363 0.0105 0.0639 0.0181
Quadrature (¢ = 3) 0.018 0.00438 0.0363 0.0105 0.0641 0.0181

None (baseline) 0.0462 0.0217 0.127 0.101 0.264 0.212
Radial approximation 0.0307 0.00641 0.0509 0.0133 0.0686 0.0197
sep Exact (box) 0.0169 0.00413 0.0361 0.0102 0.0635 0.0179

Quadrature (¢ = 2) 0.0169 0.00415 0.036 0.0102 0.0636 0.0179
Quadrature (¢ = 3) 0.0169 0.00414 0.036 0.0102 0.0635 0.0179

the quadrature-based evaluation, ¢ = 2 and ¢ = 3 denote using 2-point and 3-point per
dimension, respectively. The two settings produce nearly identical results.

In 3D (Table 4.2), the radially symmetric approximation still reduces both the
peak and RMS velocities, but less effectively than in 2D, whereas exact evaluation and
quadrature-based evaluation remain fully effective. As in 2D, the quadrature-based evalua-
tion produces nearly identical results for ¢ = 2 and ¢ = 3. We conclude that for box-shaped
domains, 2-point quadrature per dimension suffices, so the cost of quadrature-based target
evaluation can be kept low without sacrificing accuracy.

Finally, Figure 4.5 visualizes the effect in 2D at water level 0.75 under the slip
boundary condition, showing frames 0, 30, 60, and 100 of the uncorrected baseline and of
the position correction with quadrature-based targets (¢ = 2). In the baseline, parasitic

motion builds up over time: the particle distribution grows increasingly uneven and the free
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Table 4.2: vpeak and vpms over 100 frames of the 3D hydrostatic test at resolution 32, for
three water levels and two wall boundary conditions.

Water level

0.25 0.5 0.75
BC Target evaluation Upeak Vrms Upeak Vrms Upeak Vrms
None (baseline) 0.0471 0.0209 0.156  0.13  0.231 0.194
Radial approximation 0.0639 0.0181 0.0908 0.0569 0.102 0.0918
slip Exact (box) 0.0176 0.00431 0.0372 0.0111 0.0646 0.0197

Quadrature (¢ = 2) 0.0176 0.00433 0.0373 0.0111 0.0643 0.0198
Quadrature (¢ = 3) 0.0175 0.00431 0.0372 0.0111 0.0643 0.0197

None (baseline) 0.0464 0.0213 0.156 0.131 0.233 0.195
Radial approximation 0.064  0.0183 0.0908 0.0567 0.102 0.0915
sep Exact (box) 0.0157 0.00393 0.037 0.0107 0.064 0.0195

Quadrature (¢ = 2) 0.0159 0.00396 0.037 0.0107 0.0639 0.0194
Quadrature (¢ = 3) 0.0157 0.00394 0.037 0.0107 0.0639 0.0194

surface becomes ragged. With the correction, the particle distribution remains uniform and

the free surface stays flat throughout the simulation.

4.4.4 Volume Correction versus Position Correction

In addition to the position-fix results presented above, Table 4.3 compares the
volume-fix against the position-fix of Section 4.2.4 on the hydrostatic test in 2D and 3D, at
three water levels under slip boundary conditions. All runs use quadrature-based targets
with ¢ = 2. The volume fix uses a single regularization weight A = 0.01 for all cases;
the position fix uses its own regularization weight and parameter settings as specified in
Section 4.4.3.

At this setting the two corrections perform comparably: both suppress the boiling
to the comparable level across all water levels and both dimensions, with the position

correction slightly ahead throughout. The distinction between the two methods appears
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(b) Position correction with quadrature targets (¢ = 2)

Figure 4.5: Hydrostatic test in 2D at water level 0.75 under the slip boundary condition,
shown at frames 0, 30, 60, and 100 (left to right). (a) In the uncorrected baseline, visible
flow patterns emerge and progressively disturb the particle distribution and the free sur-
face. (b) With the position correction and quadrature-based target evaluation (¢ = 2), the
particles stay at rest: the distribution remains uniform and the free surface stays flat.
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when stronger correction is desired. Decreasing A tightens the fit to the targets, but for
the volume correction it also enlarges the deviations from the seed volumes, and eventually
some particle volumes turn negative: at A = 1073 with water level 0.75, negative volumes
appear in both 2D and 3D. The accuracy of the volume correction is therefore capped by
the positivity requirement. This is why the position correction serves as the main approach

of this work.

Table 4.3: Volume correction versus position correction on the hydrostatic test (resolution
32, slip boundary conditions, three water levels). All cases use quadrature-based target
evaluation with ¢ = 2.

Water level

0.25 0.5 0.75
Fix Upeak Urms Upeak  Urms  Upeak  Urms
op Volume 0.0187 0.00445 0.0382 0.011 0.0645 0.0213
Position  0.018  0.00439 0.0363 0.0105 0.0639 0.0181
gp Volume 0.0196 0.0048 0.0404 0.0133 0.065 0.0248

Position 0.0176 0.00433 0.0373 0.0111 0.0643 0.0198

4.4.5 Node Volume Error Before and After Correction

The preceding sections established that correction effectively suppresses the boil-
ing artifact; here we visualize the underlying volume change directly on the grid, which
highlights the importance of the correction both in the interior and near the boundaries.
Figure 4.6 examines the spatial distribution of the volume match on the 2D hydrostatic test
(unit box, water level 0.75, slip boundary, resolution 32), using exact targets and position
correction with A = 106 and Newton tolerance 1076, Node volumes are normalized by the

cell volume h?, and nodes with zero target are masked in gray throughout the figure.
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Figure 4.6, Panel (a) shows the targets themselves on a logarithmic scale: interior
nodes carry one full cell, wall nodes one half, corner nodes one quarter, and nodes one cell
outside the domain the small positive values implied by the B-spline support, visible only
because of the logarithmic scale. Panel (b) shows the signed error after seeding and before

correction,
1
e, = ﬁ<ZwZP(XO)V; - bl),
p

which exhibits the two error populations of Section 4.2.2: zero-mean sampling noise across
the interior, and a systematic positive bias on the wall nodes, where near-boundary particles
splat weight across the domain boundary. The maximum absolute error is 3.0 x 10~ with
RMS 5.6 x 1072

Panel (c) shows the same signed error after the position correction. Both error
populations are eliminated: the maximum absolute error drops to 4.3 x 10~* and the RMS
to 1.2 x 107°, a reduction of roughly three orders of magnitude; note that the color scale
differs from panel (b) accordingly. Panel (d) plots the absolute error after correction on
a logarithmic color scale to expose its full dynamic range. The largest remaining residual
sits at a ghost node adjacent to the intersection of the free surface and the container wall,
where the target volume is smallest but positive.

Figure 4.7 further shows how the correction reaches this state, plotting the residual
energy 1||r(X)|/?, without the penalty term, over the Newton iterations, for both dimen-
sions and all three water levels under the same setup. The first three iterations do the bulk

of the work, reducing the residual by five to six orders of magnitude. The 2D runs then

converge below the tolerance within eight or nine iterations, while the 3D runs flatten near
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Figure 4.6: Node volumes for the 2D hydrostatic test (unit box, water level 0.75, res-
olution 32), normalized by h?; nodes with zero target are masked in gray. (a) Exact
tensor-product targets, logarithmic scale; dashed lines mark the container walls and the
free surface. (b) Signed error after Poisson-disk seeding, before correction. (c) Signed er-
ror after position correction; note the color scale differs from (b). (d) Absolute error after
correction, logarithmic scale.
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10~° and terminate at the iteration cap of ten without reaching the tolerance. This confirms
the remark of Section 4.2.4: the tolerance is deliberately strict and need not be reached,
since the residual level attained by ten iterations is already sufficient for the volume match

to eliminate the artifact, as the preceding results show.
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Figure 4.7: Residual energy 3||r(Xy)||? of the position correction versus Newton iteration
on the hydrostatic test (resolution 32, exact targets), for three water levels in 2D (solid) and
3D (dashed). The 2D runs converge below the tolerance within nine iterations; the 3D runs
stop at the iteration cap of ten with residuals near 10~°, which is nevertheless sufficient to

eliminate the artifact

In summary, the position correction removes both the interior sampling noise and

the boundary bias of the seeded state, the very mismatch that drives the boiling effect,
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reducing the node volume error by roughly three orders of magnitude within ten Newton

iterations.

4.4.6 Peak Velocity Evolution and Comparison to Lattice Seeding

To continuously track how the boiling effect develops or diminishes over time,
we plot the per-frame maximum particle speed, vmax(tx), over 100 consecutive frames.
Figure 4.8 presents the results for the hydrostatic test at resolution 32, with a water level
of 0.75 in 2D and 0.5 in 3D. Seven configurations are shown: the uncorrected baseline; the
three target evaluation methods of Section 4.3, each with the position correction (radial
approximation, exact, and quadrature at ¢ = 2 and ¢ = 3); and regular lattice seeding as
an ablation, in which particles are placed on a uniform lattice with uniform volumes and no
correction. The lattice counts, 4 and 9 particles per cell in 2D (8 and 27 in 3D), are chosen
so that the seeded lattices coincide with the quadrature lattices at ¢ = 2 and ¢ = 3, and
the initial volume match therefore holds by construction without any solve.

The baseline climbs from the first frames and never settles, reaching 0.26 in 2D
and 0.16 in 3D. The exact and quadrature curves are almost overlapping throughout: the
maximum pointwise difference over all 100 frames is 6.9 x 107% (¢ = 2) and 2.8 x 1074
(¢ = 3) in 2D, and 3.4 x 107* and 1.9 x 10~* in 3D, and all of them decay toward zero.
The radial approximation shows different behavior in 2D and 3D. In 2D, its curve remains
close to the exact solution and decreases at a similar rate. In 3D, however, it deviates from
the exact solution early and then stabilizes at approximately 0.06. This persistent nonzero

value reflects the target approximation error near the edges and corners of the box.
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Figure 4.8: Maximum velocity over time for the hydrostatic test on a 32¢ grid, comparing
target evaluation methods. The quadrature-based targets (¢ = 2,3) are indistinguishable

from the exact tensor-product targets, while the radial approximation and regular seeding
retain residual motion.
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The lattice runs also suppress the boiling, as expected from their built-in initial
match, but their behavior differs in character from the corrected irregular samples. Instead
of decaying, the lattice runs sustain a periodic oscillation around 0.04-0.06 that persists
over the whole run and is not reduced by the finer lattice. Regular sampling is also known
to exhibit undesired patterns in practical applications, which is why our method targets
irregular samples in the first place. The corrected Poisson-disk configuration reaches a lower
velocity that continues to decay over time, while preserving the blue-noise distribution of the
particle sample. Figure 4.9 illustrates this contrast directly: the lattice sample is perfectly
regular, while the Poisson-disk sample before and after correction is nearly indistinguishable
to the eye. The correction achieves the volume match through small positional adjustments

that leave the irregular, evenly spaced character of the sample intact.
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Figure 4.9: Close-up of the initial particle distribution for the 2D hydrostatic test (unit
box, water level 0.75, resolution 32). Each panel shows the same 8 x 8-cell region of the
domain, spanning the free surface: the dashed line marks the initial water level, with water
below and empty cells above, and light gray lines indicate the grid cells. Left: regular
lattice seeding with four particles per cell. Center: Poisson-disk sampling before correction.
Right: the same Poisson-disk sample after position correction with quadrature-based targets
(¢ = 2). The correction moves particles only slightly and preserves the irregular, evenly
spaced character of the sample.
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4.4.7 Dam Break

The hydrostatic test isolates the initialization artifact, but its exact solution is
trivial: nothing should move. To confirm that the correction does not disturb a genuinely
dynamic simulation, we run a dam break test. A column of water is released at one side of a
box and collapses under gravity; the front travels along the floor, strikes the opposite wall,
and the fluid sloshes until it comes to rest (Figure 4.10). Unlike the hydrostatic test, the
initial geometry is transient: the configuration the correction acts on is destroyed within the
first frames of the simulation. The purpose of the experiment is therefore not to measure a
reduction of the artifact, but to verify that the correction introduces no spurious behavior

of its own.

Figure 4.10: Dam break test: (a) initial configuration, (b) collapse, (c) impact against the
right wall, (d) near rest. The water column of width 0.5 and height 1 is released in a box
of height 2; frames from the uncorrected run.
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The domain is a box of width 1 and height 2, discretized at resolution 32 (32 x 64
cells). The water column occupies the left half of the floor, with width 0.5 and height

1. Gravity, the pressure model, the seeding, and the correction parameters are those of

Section 4.4.1 and 4.4.2, and the corrected run uses the position fix with quadrature-based

targets (¢ = 2). The side and bottom walls use the slip boundary condition. The top wall
uses the separating condition instead: under a slip ceiling, splashed particles that reach
the top remain attached to it and slide along it, which contaminates the velocity statistics
without affecting the flow.

Figure 4.11 plots the RMS and maximum particle velocity over the first 1000
frames, for the baseline and the corrected run. The two curves coincide through the collapse,
the impact against the wall, and the subsequent sloshing decay. The difference in the initial
particle positions produces no visible difference in the velocity evolution at any stage. We

conclude that the correction is safe to apply as a default. It removes the artifact where the

artifact exists, and leaves the dynamics unchanged where it does not.
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Figure 4.11: Dam break test at resolution (32): (a) RMS and (b) maximum particle velocity
over the first 1000 frames. The baseline uses the original particle initialization, while the

corrected run uses the position fix with quadrature-based target evaluation (¢ = 2).

The

two runs show almost the same velocity behavior during collapse, impact, and later sloshing,
indicating that the correction does not change the overall dynamics.
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4.4.8 Two-Density Stratification

The hydrostatic test above uses particles of uniform mass, leaving open whether
the fix extends to varying particle masses. We address this with a two-density stratification
test. The test also probes a consequence of the artifact that the previous experiments cannot
show: spurious motion acting on a density interface progressively degrades the structure of
the solution.

The domain is a box of width 2 and height 4, discretized at resolution 32 (32 x 64
cells), with slip boundary conditions on all four walls. Two fluids fill the box in a stably
stratified arrangement: a dense fluid with p; = 2 occupies the bottom half (y < 2) and
a light fluid with pg = 1 occupies the top half, separated by a sharp horizontal interface.
Particles are seeded over the full domain by Poisson-disk sampling as in Section 4.4.1, and
particles below the interface are assigned the dense mass. Gravity, the pressure model, and
the correction parameters are those of Sections 4.4.1 and 4.4.2, and the corrected run uses
the position fix with quadrature-based targets (¢ = 2). Each run is advanced for 300 frames.

Because the stratification is stable, the exact solution is static: the pressure gra-
dient balances gravity in each layer, and the interface remains flat. Any sustained motion
is therefore artifact, as in the hydrostatic test, but now in the presence of a discontinuous
per-particle mass distribution.

Figure 4.12 plots the RMS and maximum particle velocity for both runs. The
curves coincide over the first frames: the particles are seeded at zero pressure, so the fluid
compresses slightly under gravity and excites a global oscillation that is independent of the

initialization quality. In the corrected run this oscillation is the only motion present, and it
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Figure 4.12: Sharp-interface two-density test: (a) root-mean-square and (b) maximum
particle velocity over 300 frames, comparing baseline seeding with position correction using
quadrature targets (¢ = 2). The exact solution is static. In the corrected run the initial
settling oscillation decays steadily toward zero. In the baseline run the velocity remains
large throughout: it does not decay monotonically but wanders, rising again after frame
250, as spurious motion continues to agitate the interface.

decays steadily toward zero. In the baseline run the velocity remains large throughout and
does not decay monotonically, rising again after frame 250; the spurious motion is sustained
rather than transient.

Figure 4.13 shows the particle distributions at frames 0, 30, 100, and 300. In the
baseline run the interface roughens progressively: particles of each fluid are pushed across
the interface, and the initially uniform particle distribution within each layer is visibly
disturbed. In the corrected run the interface remains flat and the particle distribution is
nearly unchanged over all 300 frames. The degradation in the baseline is driven entirely by
the initialization error. No physical mechanism in the simulation acts to disturb a stably
stratified configuration at rest.

We draw two conclusions. First, the correction applies effectively to particles

of non-uniform mass. Second, the initialization error is not confined to the start of the
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32
3

(b) Position correction with quadrature targets (¢ = 2)

Figure 4.13: Particle distributions at frames 0, 30, 100, and 300 (left to right) for the
sharp-interface two-density test; the light fluid is blue and the dense fluid is red. In the
baseline run (a) the interface roughens and the particle arrangement in both layers is visibly
disturbed. In the corrected run (b) the interface remains flat and the particle distribution
is nearly unchanged over all 300 frames.
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simulation: the baseline run shows that its effect accumulates over hundreds of frames,

while the corrected run remains close to the exact solution throughout.

4.5 Conclusion

This chapter addressed a persistent artifact in MPM fluid simulation: spurious
velocities, or “boiling,” arising from inconsistent particle initialization. We showed that
the standard seeding procedure produces a rasterized volume field that disagrees, node
by node, with the volume each node represents under the B-spline transfer, and that this
disagreement alone is sufficient to inject energy into a fluid that should remain at rest. Our
contribution is an initialization stage that removes the inconsistency before the first time
step by enforcing a volume matching condition at every node. We developed two solvers for
this condition: a regularized linear correction of the particle volumes, solved matrix-free by
conjugate gradient, and a Gauss—Newton correction of the particle positions with Wolfe line
search, likewise matrix-free. The volume correction is capped by a positivity requirement,
since decreasing the regularization weight eventually drives particle volumes negative, and
the position correction, which cannot produce an invalid particle, therefore serves as the
main approach.

In deriving the targets, we identified a consequential error in the radially symmet-
ric closed-form approximation: built on a single signed distance, it cannot represent two
intersecting walls, and it overestimates boundary-node volumes at edges and corners in 3D
by factors of up to two and four. This overestimate is itself a source of residual boiling.

Exact tensor-product node volumes eliminate the error on box domains, and a quadrature
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evaluation at modest order (¢ = 2-3) reproduces the exact targets on the box using the
existing gather—scatter infrastructure. The quadrature construction itself is not tied to the
box and can be extended to general level-set geometries. We further nondimensionalized the
solver parameters so that a single calibration, performed once on a coarse 2D run, transfers
across resolutions and dimensions.

The method was validated through three main experiments of increasing dynamic
complexity. In two- and three-dimensional hydrostatic water-column tests, the correction
reduces nodal volume errors by approximately three orders of magnitude and brings the
velocities close to equilibrium, whereas the baseline method exhibits persistent boiling. On
a stratified two-density configuration, the correction extends to non-uniform particle masses
and preserves the interface that the baseline progressively roughens. On a dam break,
the corrected and uncorrected runs coincide, confirming that the correction introduces no

spurious behavior of its own.

4.5.1 Limitations and Future Work

The experiments in this chapter are confined to axis-aligned box domains, and two
directions remain open.

The first is irregular geometry, such as a spherical container. The quadrature
targets already handle such shapes by construction, and the initialization solve itself carries
over unchanged. The obstacle is the boundary handling at run time. Containers that
coincide with the domain walls are enforced through the domain boundary condition, which
processes boundary nodes in pairs: momentum removed from a node outside the wall is

redistributed to its partner inside, so the grid retains the momentum that the volume-
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matching targets account for. Containers that do not coincide with the domain walls must
instead be enforced as collision objects, whose treatment projects each nodal velocity against
the object independently, with no paired redistribution; the momentum removed at the
boundary is simply discarded. This unpaired projection introduces an inconsistency at
the boundary that persists regardless of the initial state, and our preliminary experiments
indicate that the initialization fix alone does not remove the resulting artifact. Extending
the validation to irregular containers therefore goes together with a collision treatment that
conserves the momentum it currently discards, which we regard as the natural next step.
The second is the analytical evaluation of the targets for complex objects. The
quadrature method is general but numerical; the radial approximation shows that a closed-
form evaluation can be both cheap and accurate where its geometric assumption holds,
and its failure at edges and corners is a failure of the single-distance form, not of the
analytical approach as such. Closed-form constructions that account for more of the local
boundary geometry, such as multiple distances or curvature information, would combine
the convenience of the radial formula with the accuracy of the exact targets, and we regard

this as a promising direction.
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Chapter 5

Conclusion

In this dissertation, we have presented methods for two problems that arise where
grid data meets a bounded domain: the interpolation of divergence-free vector fields from
MAC grid data over irregular domains, and the initialization of consistent particle states
for the Material Point Method (MPM).

For interpolation, we constructed divergence-free schemes over triangles and squares
in two dimensions and over tetrahedra and cubes in three dimensions, completing the in-
complete divergence-free polynomial basis with rational functions. In three dimensions,
cut cells are divided by a specially constructed marching-cubes table that produces non-
inverted tetrahedra matching continuously between grid cells. These schemes fill the gap
region between an irregular boundary and the interior where spline-based schemes apply,
yielding an interpolant that is analytically divergence-free, C% continuous everywhere, and
purely local.

For initialization, we formulated the inconsistency behind the boiling effect as the

residual between the particle-rasterized nodal volumes and the target nodal volumes of the

171



domain discretization. The residual can be minimized through either set of unknowns: a
linear volume correction solved as a regularized least-squares system, whose accuracy is
capped by the requirement that particle volumes remain positive, or a nonlinear position
redistribution solved with a Gauss—Newton method, which cannot produce invalid volumes
and serves as our main approach. Both stages run once, before the first time step, and
the corrected initial states substantially reduce the boiling effect relative to the uncorrected
initialization. Applying the method to square and cube domains with water showed that
the accuracy of the target volumes is decisive where walls meet: with exact nodal volumes,
computed in closed form for these domains, the correction successfully stops the boiling
effect in both two and three dimensions, whereas a radially symmetric approximation of the
nodal volume is effective only in two dimensions, leaving spurious motion along the edges
of the domain box in three dimensions. A quadrature evaluation of the targets reproduces
the exact values at modest order and extends the construction beyond the box geometry.

In both problems, a property that holds automatically on a regular interior fails
at the boundary, and the remedy is to impose the missing structure explicitly — exactly,
by construction, or approximately, by minimization. The two works differ in how far this
program is carried: the interpolation handles general irregular boundaries, while the initial-
ization is demonstrated on grid-aligned domains, with its extension to irregular geometry
outlined as future work.

Several directions remain. The rational basis functions are not differentiable at
element corners in two dimensions and along element edges in three dimensions, and the
discretization does not optimize element conditioning; a conditioning-aware discretization

of the gap region would improve the reconstruction. The interpolation scheme also de-
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pends on a spline-based interpolant in the interior, an assumption that could possibly be
relaxed later. For initialization, the exact nodal volumes that stop the boiling effect admit
closed forms only for simple geometries, and while the quadrature evaluation extends the
targets beyond the box, an analytical construction that is both efficient to evaluate and
accurate where boundaries meet at edges and corners, precisely where the radially sym-
metric approximation fails, remains open. Carrying the validation to irregular containers
further requires a consistent boundary treatment for containers that do not coincide with
the domain walls. Finally, there is the mismatch between the stencils through which gravity
and stress act: gravity acts through the weighted nodal mass, whereas stress acts through
the weight gradients, and addressing this gap directly may further suppress the remaining

artifacts.
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