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Abstract

We present an algorithm and implementation for the parallel computation of
exact exchange in Quantum ESPRESSO (QE) that exhibits greatly improved
strong scaling. QE is an open-source software package for electronic structure
calculations using plane wave density functional theory, and supports the use
of local, semi-local, and hybrid DFT functionals. Wider application of hybrid
functionals is desirable for the improved simulation of electronic band energy
alignments and thermodynamic properties, but the computational complex-
ity of evaluating the exact exchange potential limits the practical application
of hybrid functionals to large systems and requires efficient implementations.
We demonstrate that existing implementations of hybrid DFT that utilize
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a single data structure for both the local and exact exchange regions of the
code are significantly limited in the degree of parallelization achievable. We
present a band-pair parallelization approach, in which the calculation of exact
exchange is parallelized and evaluated independently from the parallelization
of the remainder of the calculation, with the wavefunction data being effi-
ciently transformed on-the-fly into a form that is optimal for each part of the
calculation. For a 64 water molecule supercell, our new algorithm reduces
the overall time to solution by nearly an order of magnitude.

Keywords: hybrid DFT; QuantumESPRESSO; scalability

1. Introduction

The central computational problem in the fields of chemistry and ma-
terials science is the accurate and efficient representation and evaluation of
the quantum mechanical interactions that govern the properties of complex
systems. One of the most important tools for addressing this problem is
density functional theory (DFT), in which the interactions between electrons
are expressed by a functional of the electronic density [1, 2]. DFT has been
successfully applied in a vast array of studies, including characterization of
the adsorption properties of porous materials [3], prediction of the thermo-
dynamic and optical properties of new materials [4], simulation of X-ray ab-
sorption spectra [5], and investigation of the binding energies of biomolecules
[6].

Despite these successes, DFT suffers certain known limitations that re-
sult from the difficulty of constructing accurate functionals. In particular,
the local and semi-local functionals most commonly used for the study of
condensed-phase systems include approximations to static exchange interac-
tions that tend to cause excessive delocalization of the electrons. This in
turn results in underestimation of reaction barriers, condensed phase band
gaps, and charge transfer excitation energies [7, 8].

To a certain extent, these issues can be addressed through the use of
hybrid functionals, such as HSE [9, 10], B3LYP [11], and PBE0 [12], which
incorporate some amount of exact exchange. Relative to local and semi-local
functionals, hybrid functionals have been demonstrated to produce a more
accurate degree of charge localization [13, 14], improve the accuracy of band
gaps [13, 15, 16] and polarizabilities [17], yield structural properties that
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are more consistent with experiment [15, 18, 19], and enable more accurate
simulation of the degree of dissociation of ionic species [20].

A major challenge to the use of hybrid functionals is the large computa-
tional cost associated with the calculation of the exact exchange potential,
particularly in the case of plane wave implementations which cannot take
advantage of the neglect of exchange matrix elements whose basis functions
do not overlap, as employed in localized orbital representations. Although
considerable progress has been made in recent years [21, 22, 23, 24], hybrid
functionals remain prohibitively expensive for many problems. In order to
achieve reasonable time-to-solution, hybrid DFT calculations on non-trivial
systems typically necessitate the use of large numbers of processors; however,
achieving good strong scaling in this regime is algorithmically challenging.

This paper presents a “band-pair” approach to the parallelization of the
calculation of exact exchange within the QuantumESPRESSO (QE) soft-
ware suite [25]. A brief overview of the theory underlying hybrid functionals
is provided in Sec. 1.1. In Sec. 2.1 we outline the existing implementation of
hybrid DFT in QE, and in Sec. 2.2 identify the primary issues limiting the
performance. The band-pair parallelization algorithm is described in Sec.
3.1. In Sec. 3.2, we demonstrate the effectiveness of a parallelization strat-
egy in which the calculation of the exact exchange potential is parallelized
independently of the parallelization of the other regions of the code, which
is made possible through an efficient algorithm for on-the-fly transformation
of the main QE data structures. The details of this data structure transfor-
mation are provided in Sec. 3.3. Finally, the results in Sec. 4 demonstrate
that our modifications greatly improve the strong scaling performance of the
code, enabling the application of hybrid functionals to significantly larger
systems than was previously possible within reasonable timescales.

1.1. KS Theory

The purpose of a self-consistent field (SCF) calculation in QE is to iden-
tify the ground or excited-state wavefuction that satisfies the Kohn-Sham
equations,

ĤKS [ρ; r]ψi(r) = εiψi(r), (1)

where ψi is the wavefunction of the ith electronic band, ĤKS [ρ; r] is the KS
Hamiltonian, εi is the eigenvalue of the ith band, and ρ is the electronic
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density,

ρ(r) =
nocc∑
i=1

|ψi(r)|2, (2)

where nocc is the number of occupied bands. Because the Kohn-Sham Hamil-
tonian is implicitly dependent upon the wavefunction, practical solution of
Eq. 1 is obtained through self-consistent convergence of nested loops that
iterate over the Fock operator and the charge density, respectively. Each
iteration of the charge density is updated through an iterative Davidson di-
agonalization algorithm.

In atomic units, the KS Hamiltonian takes the form

ĤKS [ρ; r] = −1

2
∇2 + vKS [ρ; r] + αK̂ [{ψj}; r] , (3)

where α is the fraction of exact exchange used. In the case of local or semi-
local DFT functionals, α = 0 and the Hamiltonian becomes functionally
dependent only on the electronic density, The local or semi-local contribution
to the Hamiltonian is

vKS [ρ; r] = vext(r) + vJ[ρ; r] + (1− α)vxc [ρ; r] , (4)

where vext(r) is the external potential, which typically corresponds to the
Coulomb potential of the nuclei, vxc [ρ; r] is the local or semi-local approx-
imation to the exchange-correlation potential, and vJ[ρ; r] is the Coulomb
potential resulting from the mean-field electron density,

vJ[ρ; r] =

∫
ρ(r′)

|r′ − r|
dr′. (5)

The expression K̂ [{ψj}; r] in the last term of 3 is the exact exchange operator.
Its action on the wavefunction is

(K̂ [{ψj}; r]ψi)(r) = −
nocc∑
j=1

kij(r)ψj(r) (6)

where

kij(r) =

∫
ψ∗j (r′)ψi(r

′)

|r′ − r|
dr′. (7)
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In Eq. 7 and throughout this paper we use the generalized k-point case. Ex-
tension of our algorithm to the gamma-point only case, in which the wave-
functions are represented as real, is trivial and has been implemented. In
plane wave implementations, the convolution which defines kij(r) is typically
calculated through the use of a product of Fourier transforms, exploiting the
Fast Fourier Transform (FFT) algorithm:

kij(r) = FFT−1
[
c(g) FFT

[
ψ∗j (r′)ψi(r

′)
]]
, (8)

where

c(g) = FFT

[
1

|r′ − r|

]
. (9)

The primary cost of a hybrid DFT calculation is the application of the
exact exchange operator K̂ [{ψj}; r]. Application of K̂ [{ψj}; r] to all of the
occupied wavefunctions requires the computation of n2

occ integrals. Each in-
tegral is computed through the use of FFTs that are performed numerically
over a grid that spans the entire simulation cell; thus, the cost of each indi-
vidual FFT scales with O(npw log [npw]), where npw is the number of plane
waves. As a result, the cost of calculating the exact exchange component
of ĤKSψi [{ψj}; r] tends to exhibit at best O(n2

occnpw log [npw]) scaling [21].

By contrast, the cost of evaluating the other contributions to ĤKSψi [{ψj}; r]
tend to scale as O(noccnpw log [npw]) or better.

2. Methods

2.1. Overview of Existing Parallelization

In Sec. 1.1, it was shown that plane wave DFT simulations typically
require the computation of many FFTs. As a result, the most basic level
of parallelization employed by QE is plane wave parallelization. In this ap-
proach, the plane waves that are used to represent ψ are distributed across
processes, with all of the processes simultaneously contributing to the cal-
culation of each FFT. QE includes an algorithm for parallel plane wave cal-
culations that can use external libraries for serial FFTs or, alternatively, an
internal version of the FFTW[28] library.

Another approach to parallelization in QE is band parallelization, which
involves assigning the work of multiple FFTs to be simultaneously performed
by different groups of processes. QE 5.2.0 supports two mutually exclusive
methods for band parallelization: (1) “task group” parallelization and (2)
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“band group” parallelization. Although similar in purpose, these two meth-
ods affect different regions of the code, and cannot be switched between
during runtime. The QE SCF code can be regarded as consisting of two
different regions: an exact exchange region that is responsible for the calcu-
lation of the exact exchange contributions to the Hamiltonian, energy, and
other physical properties of the system, and a local region that is responsible
for all other tasks. Task group parallelization only enables parallelization
over FFTs in the local regions of the code, while band group parallelization
only enables parallelization over FFTs in the exact exchange regions of the
code.

Band group parallelization is designed to enhance the performance of
vexx k and vexx gamma, the subroutines that calculate (K̂ [{ψj}; r]ψi)(r)
in the k-point and gamma-point only cases, respectively. Algorithm 1 out-
lines a simplified version of the QE 5.2.0 implementation of vexx k. The
algorithm consists of a double loop over bands i and j, with the inner loop
being parallelized with respect to band groups. When band groups are used,
each process is assigned to a band group, and each band group is assigned a
set of bands in the range jbnd start:jbnd end. Across all band groups, the
values of jbnd start:jbnd end span the range 1:nbnd, where nbnd is the total
number of eigenvectors computed by the iterative Davidson diagonalization
algorithm. The outer loop of Algorithm 1 is performed over the total num-
ber of bands that have not converged for a given step of the diagonalization
algorithm, nuncov. Only the work in the inner loop of Algorithm 1 is par-
allelized between band groups, with all other work being duplicated across
band groups. Within each band group, individual FFTs are parallelized over
plane waves; thus, the number of band groups determines the degree to which
the calculation uses parallelization over plane waves vs. parallelization over
bands. A calculation using a single band group is parallelized exclusively
over plane waves, while a calculation using a number of band groups equal
to the number of processes is parallelized exclusively over bands. The num-
ber of band groups used by a calculation is set at runtime using the -nbgrp
option, which defaults to 1.

2.2. Performance Issues

As described in Sec. 2.1, QE offers multiple approaches for parallelizing
the calculation of exact exchange, with the number of task groups or band
groups controlling the degree to which the parallelization is performed over
plane waves or over bands. Fig. 1 illustrates that when using large numbers
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Algorithm 1 Previous implementation of vexx k.

1: procedure vexx k
2: ...
3: for i in nunconv do
4: ...
5: for j in jbnd start:jbnd end do
6: calculate kij(r)

7: (K̂ψi)(r) += ψbuff
j (r)kij(r)

8: ...
9: sum (K̂ψi)(r) across band groups

10: ...

of processes, the use of some form of band parallelization is essential for
the purpose of obtaining optimal performance. These results, along with
all others in this paper, are obtained using the NERSC [27] Edison system,
which consists of Intel Ivy Bridge nodes with dual socket 12 core E5-2695
processors. Fig. 1(a) shows the walltime of an SCF calculation on a cubic
simulation cell of 64 water molecules, using the semi-local PBE functional [26]
and 64 nodes. The walltimes obtained for this system are found to depend
strongly on the number of task groups used, with the calculation using 4 task
groups requiring approximately half the walltime of the calculation using 1
task group. Similarly, Fig. 1(b) shows the dependence of the walltime of a
64-node SCF calculation using the hybrid PBE0 functional upon the number
of band groups used. When using the hybrid functional, the importance
of band parallelization is especially large, with up to a 28x speedup being
obtained when band groups are employed. From these results, it is clear that
the optimal performance of QE is largely dependent upon the efficiency of
the band parallelization, particularly when calculating exact exchange.

Fig. 2 shows a breakdown of the different contributions to the walltime of
a 64-node SCF calculation on a cubic simulation cell of 64 water molecules,
using 64 band groups. Counter-intuitively, in QE 5.2.0 the walltime asso-
ciated with the local regions of the code dominates the total cost of the
calculation, such that the exact exchange regions of the code only represent
approximately 24% of the total walltime. This is inconsistent with the ex-
pectation described in Sec. 1.1 that the calculation of exact exchange should
dominate the cost of the calculation, and is a consequence of the fact that
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Figure 1: Walltimes for an SCF calculation on a cubic simulation cell of 64 water molecules
using QE version 5.2.0, on a log-log scale. Part (a) provides results using the semi-local
PBE functional for different numbers of task groups, while part (b) provides results using
the hybrid PBE0 functional for different numbers of band groups. All calculations were
performed using 64 Ivy Bridge nodes, with 24 MPI tasks per node. We note that in the
case of our improved code described in Sec. 3, the parallelization efficiency of band groups
is enhanced, leading to larger performance gains with respect to increasing number of band
groups.

when using band groups, all of the work outside of the exact exchange regions
of the code is duplicated across band groups. More specifically, everything
outside of the inner loop of Algorithm 1 is performed serially with respect to
band groups, which causes the walltime of the local regions of the code to
increase linearly with respect to the number of band groups. In Sec. 3.2, we
describe an algorithm for parallelizing the calculation of the local regions of
the code between band groups, which reduces the walltime associated with
the local regions of the code and leads to the more intuitive results shown by
the blue columns in Fig. 2.

Fig. 3 shows the fraction of walltime associated with the local regions of
the code for several SCF calculations performed for systems of 16, 32 and
64 water molecules, and using the PBE0 functional and various numbers of
nodes. In each calculation, the number of band groups is equal to the number
of nodes. The fraction of time spent in the local part of the calculation
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Figure 2: Relative contributions to the walltime of an SCF calculation on a system of
64 water molecules, using 64 Ivy Bridge nodes and 64 band groups. From left to right,
timings are reported for the FFTs performed in local regions of the code, all other work
in the local regions of the code, the FFTs performed in the exact exchange regions of the
code, and all other work performed in the exact exchange regions of the code. Using QE
5.2.0, a majority of the calculation time is spent in the local regions of the code. Using
the improvements described in Sec. 3, a much smaller amount of time is spent on the
local regions of the code, resulting in a larger proportion of time being spent in the exact
exchange regions of the code.

increases with the number of nodes; moreover, it is observed that regardless
of the size of the system, the relative cost of the local part of the calculation
is largely determined by the ratio of the number of nodes to the number of
molecules. Because practical calculations on large systems tend to require
using correspondingly large numbers of nodes and band groups, the fraction
of time spent in the local regions of the code does not necessarily decrease
as the size of a system is increased. In Sec. 3.2 we propose a method for
parallelizing the exact exchange regions of the code independently from the
parallelization of the local regions of the code, the local regions of the code
can be parallelized between band groups.
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Figure 3: Fraction of walltime spent in local regions of the code for an SCF calculation
performed on systems of 16, 32, and 64 water molecules, and using QE 5.2.0. Each
calculation is performed using 1 band group per node. For any given ratio of the number
of nodes to the number of molecules, the fraction of time spent in local regions of the code
is largely independent of the total simulation size. Furthermore, the fraction of time spent
in local regions of the code increases as more nodes are used.

3. Code Improvements

As illustrated by Fig. 4, calculation of the exact exchange contribution to
Hψ involves two loops over bands; however, in previous versions of QE only
the inner loop is parallelized with respect to band groups. In Sec. 3.1, we
describe a modified approach to band group parallelization in which instead
of parallelizing over bands in the inner loop, the parallelization is performed
over individual band pairs. In addition to eliminating duplication of work in
“Loop i” of Fig. 4, this approach improves load balancing and significantly
increases the scalability of the code. In Sec. 3.2, we describe a method for
enabling parallelization of the work in the “Diag. Loop” of Fig. 4 across
band groups. This method requires a transformation of the data structure
representation of ψi and K̂ψi, which is illustrated by Fig. 5 and discussed in
more detail in Sec. 3.3.
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Figure 4: Overview of the code in QE 5.2.0 (left) and with the improvements described in
Sec. 3 (right). Each oval represents a loop within the SCF calculation. The “Diag. Loop”
corresponds to the iterative Davidson diagonalization algorithm, “Loop i” corresponds to
the outer loop over bands in subroutine vexx k, and “Loop j” corresponds to the inner
loop over bands in subroutine vexx k. Loops that are performed serially with respect to
band groups are colored red, while loops that are performed in parallel with respect to band
groups are colored blue. Steps involving inter-band group communication are highlighted
by a black border. Major changes in the improved code include the introduction of band
group parallelization in Loop i, as discussed in Sec. 3.1, and the parallelization of the local
part of the code across band groups, as discussed in Sec. 3.2. Enabling parallelization
of the local part of the code across band groups requires on-the-fly changes to the data
structure of ψi and K̂ψi, as described in Sec. 3.3 and depicted in Fig. 5.

3.1. Pair Parallelization

As illustrated by the data in Fig. 6, load balancing in previous versions
of QE becomes problematic for large nbgrp. The timings are obtained from
a system of 16 water molecules having a total of 64 doubly-occupied valence
bands. When nbgrp is within approximately an order of magnitude of the
number of occupied bands, the strong scaling profile of QE exhibits discon-
tinuities caused by imperfect load balancing in Algorithm 1. Because each
band group is assigned an integer number of bands in the inner loop of Algo-
rithm 1, perfect load balancing is only possible when the number of bands is
evenly divisible by the number of band groups. As nbgrp increases, the work-
load becomes increasingly imbalanced between the band groups. A maximum
of nbnd band groups can be employed, as any additional band groups would
have a load of zero bands.

An alternative approach to the parallelization over bands described in
Algorithm 1 is instead to parallelize over band pairs, as described in Al-
gorithm 2. Because the number of band pairs is equal to nbndnunconv, it is
possible to distribute band pairs more evenly between band groups. In this
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Figure 5: Data structure representation of ψi. As shown in Fig. 4, independent par-
allelization of the local and exact exchange regions of the code requires an on-the-fly
transformation of the data structure of ψi and K̂ψi from a representation that is suitable
for the local regions of the code and another representation that is suitable for the exact
exchange regions of the code. This is because the parallelization in the local regions of the
code is implemented according to the convention that {ψj} is distributed between nodes
in the manner indicated on the left, with each band being distributed across all nodes.
Conversely, band-pair parallelization of the exact exchange calculation requires that each
band group stores the entirety of {ψj}, but only for a subset of bands. Transformation
between these two data structures is conceptually similar to a transpose; however, because
the ordering of the g-vectors is not the same in each case, the actual process is significantly
more complex. Details of the data structure transformation algorithm are provided in Sec.
3.3.

approach, the outer loop is parallelized with respect to band groups, with the
variables ibnd start and ibnd end performing roles analogous to jbnd start
and jbnd end in Algorithm 1. For the inner loop of vexx k, the values of
jbnd start and jbnd end depend upon i. Because nunconv is not constant be-
tween iterations of the Davidson diagonalization algorithm, the total number
of pairs that are calculated by Algorithm 2 is not the same each time the algo-
rithm is executed. As a result, the values of ibnd start, ibnd end, jbnd start,
jbnd end are updated at the start of the algorithm. In order to minimize
the amount of duplicated work in the outer loop, pairs are assigned to band
groups in such a way as to minimize the range of ibnd start : ibnd end for
each band group; thus, in addition to improving load balancing, Algorithm
2 also reduces the amount of code that is performed serially with respect to
band groups.
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Figure 6: Strong scaling of an SCF calculation on a system of 16 water molecules using the
PBE0 functional. Timings are collected only for the calls to vexx, and without inclusion
of any inter-band group communication operations within vexx; these communication
costs are discussed in Sec. 3.3. The red curve corresponds to QE 5.2.0, while the blue
curve corresponds to the band-pair parallelization approach. Ideal scaling is shown by the
black lines. The large jumps in the QE 5.2.0 timings at 32 nodes and 64 nodes are a result
of imperfect load balancing.

3.2. Independent Parallelization of the Exact and Local Regions of the Code

As described in Sec. 2.2, one of the primary inefficiencies in the use of
band group parallelization is the duplication of the local part of the calcula-
tion across band groups. In this section, we describe a strategy for enabling
independent parallelization of the local and exact exchange regions of the
code, such that the use of band groups does not affect the parallelization or
performance of the local regions of the code.

The key change involved in our independent parallelization scheme is that
in the local regions of the code, the calculation is performed as though the
DFT functional was non-hybrid and nbgrp = 1, regardless of the actual value
of nbgrp input by the user. Consequently, the local part of the calculation is
always parallelized across all nnodes used by the calculation, with the same
performance that would be obtained if nbgrp = 1. Furthermore, this change
enables the use of task groups for the computation of FFTs in the local
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Algorithm 2 Improved implementation of vexx.

1: procedure vexx k
2: ...
3: determine ibnd start, ibnd end, jbnd start, and jbnd end
4: for i in ibnd start:ibnd end do
5: ...
6: for j in jbnd start(i):jbnd end(i) do
7: calculate kij(r)

8: (K̂ψi)(r) += ψbuff
j (r)kij(r)

9: ...
10: sum (K̂ψi)(r) across band groups

11: ...

regions of the code, which was shown in Sec. 2.2 to be essential for obtaining
good performance when parallelizing across large numbers of nodes. In the
exact exchange regions of the code, the calculation is performed using the
user-defined value of nbgrp, similarly to how this part is normally performed
in QE 5.2.0, except with the additional improvements described throughout
this paper.

The primary challenge involved in implementing this independent paral-
lelization method is that it requires that the data structure representation of
several quantities, including ψi(g) and Hψi(g), be different in the local and
exact exchange regions of the code. In the local regions of the code, ψi(g)
and Hψi(g) are distributed across all processes with respect to g-vectors,
with every process having a subset of the g-vectors for all bands i. In the
exact exchange regions of the code, ψi(g) and Hψi(g) are distributed across
all processes within a single band group, with the processes in a single band
group storing values for only a subset of the bands i.

Fig. 5 illustrates the difference between the local and exact exchange
data structures. Transformation between the two data structures approxi-
mately corresponds to a transpose operation; however, the process is greatly
complicated by the fact that each data structure utilizes a different ordering
of the g-vectors. As a result, transforming between the local and exact data
structures is algorithmically non-trivial, and the performance and scalability
of our independent parallelization method is largely dependent on the effi-
ciency of this process. The implementation details of this transformation are
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described in the next section.

3.3. Data Structure Transformation

For each iteration of the iterative Davidson diagonalization algorithm, the
exact exchange potential, K̂ψ, is calculated through a call to the subroutine
vexx k. Within the context of the independent parallelization approach
described in Sec. 3.2, every call to vexx k requires two transformations of
the data structure. First, at the start of vexx k, ψ must be transformed
from the local data structure to the exact exchange data structure. Second,
at the end of vexx k, K̂ψ must be transformed from the exact exchange
data structure to the local data structure.

Algorithm 3 describes the transformation from the local data structure to
the exact exchange data structure. There are three main steps in this process.
First, an inter-band group communication step is performed in which each
band group gathers all of the data that it requires from all of the other
band groups. Second, an intra-band group communication step is performed
in which each process within a band group gathers all of the data that it
requires from all of the other processes within the band group. Third, each
process places the gathered data into the correct locations in the transformed
array ψexx

i

Importantly, the entire transformation in Algorithm 3 requires the com-

munication of at most 4ngceil
[

nbnd

nbgrp

]
floats per band group, where ng is the

number of g-vectors. This is an improvement over previous versions of QE,
for which the calculation of the exact exchange potential involves commu-
nication steps that exhibit poor strong scaling. In previous versions that
duplicate the work of calculating ψ, it is necessary to synchronize the val-
ues of ψ calculated by each band group by broadcasting ψ from a single
band group. The broadcast requires that each band group receives a total of
2ngnbnd floats.

The transformation of K̂ψ at the end of vexx k is performed similarly.
First, an inter-band group communication step is performed in which the
calculated contributions to each K̂ψi are summed across band groups. Sec-
ond, a communication step is performed in which each process within a band
group gathers all of the data that it requires from all of the other processes.
Third, each process places the gathered data into the correct locations in the
transformed array K̂ψloc

i

In previous versions of QE, the parallelization of the inner loop of vexx k
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Algorithm 3 Forward data structure transformation of ψ.

1: ! Part 1 - Place all required elements of ψ onto the correct band groups
2: for ibgrp=1 to nbgrp do
3: for ir=1 to n ibands(ibgrp) do
4: is = ibands(ir,ibgrp)
5: CALL MPI GATHERV(sendbuf = ψ(:, is), recvbuf = ψwork(:, ir),
6: root = ibgrp-1, ...)

7:

8: ! Part 2 - Place all elements of ψwork onto the correct MPI ranks
9: for iproc=1 to nproc do

10: for i=1 to c send(iproc)%size do
11: ig = c send(iproc)%indices(i)
12: for ibnd=1 to n ibands(my bgrp id+1) do
13: c send(iproc)%msg(i, ibnd) = ψwork(ig, ibnd)

14: CALL MPI ISEND( buf = c send(iproc)%msg, ... )

15: for iproc=1 to nproc do
16: CALL MPI IRECV( buf = c recv(iproc)%msg, ... )

17:

18: ! Part 3 - Place all elements into the correct array locations of ψout

19: for iproc=1 to nproc do
20: for i=1 to c recv(iproc)%size do
21: ig = c recv(iproc)%indices(i)
22: for ibnd = 1 to n ibands(my bgrp id+1) do
23: ψout(ig, ibnd) = c recv(iproc)%msg(i, ibnd)
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means that each band group calculates a subset of the terms required to
determine each K̂ψi; consequently, it is necessary to sum the contributions
to each K̂ψi from all band groups. In the pair-parallelized approach described
in Sec. 3.1, only a subset of the band groups will contribute to the calculation
of any given K̂ψi, greatly reducing the amount of communication required
to calculate K̂ψ. In the case in which nbnd is divisible by nbgrp, all terms

required to compute any given K̂ψi are determined by a single band group,
and no inter-band group summation is necessary. Otherwise, if nbgrp is less
than nbnd, at most two band groups contribute to the calculation of each
K̂ψi, and a maximum of 2ng floats must be summed across each band group.

In addition to the transformation of ψ and K̂ψ in vexx k, it is also
necessary to transform the array evc at the beginning of the subroutine
exxinit, which contains the eigenvectors that are used to construct ψbuff

j (r)
in Algorithm 2. This transformation is performed in the same way as the
transformation of ψ. Because exxinit is only called once per Davidson di-
agonalization, the transformation of evc occurs comparatively infrequently,
and contributes little to the total communication costs.

Fig. 7 shows the total cost of communication required in subroutine
vexx k for an SCF calculation on a cubic simulation cell of 64 water molecules.
When using QE 5.2.0, vexx k requires the use of both an inter-node broad-
cast and an inter-node summation; consequently, the cost of communication
increases with respect to the number of nodes used. When using the im-
proved parallelization scheme presented in this paper, the total amount of
data that must be communicated within vexx k is much smaller, and tends
to decrease with respect to the number of band groups; this results in sig-
nificantly improved communication costs. Further optimizations would be
possible for large calculations and for machines with good support for over-
lapped computation and parallel communication, because computation of
vexx k could commence on subsets of the data, before the entire data set
was transferred.

4. Conclusions and Outlook

In this paper, we have presented an improved method for the paralleliza-
tion of hybrid DFT calculations within QE. As shown in Fig. 8(a), these
changes lead to large improvements in the strong scaling of the code. In par-
ticular, the cost of a 96-node calculation on a system of 64 water molecules is
found to be a factor nine times cheaper and faster than in previous versions of
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Figure 7: Total walltimes for the communication operations performed within the subrou-
tine vexx k. All calculations are performed using 1 band group per node. The red curve
shows the cost of communication using QE 5.2.0, while the blue curve shows the cost of
communication using the modifications described in this paper.

the code. This approximately order-of-magnitude enhancement is made pos-
sible through the combination of a band-pair approach to load distribution
and an efficient algorithm for independently parallelizing the exact exchange
and local regions of the code, which enables the use of band groups and task
groups within a single execution of the code. We are currently working to
incorporate the improved algorithm described here in the 6.x releases of QE.

Interestingly, Fig. 8(b) shows that the strong scaling of subroutine vexx k
is superior to the strong scaling of the overall SCF code. This suggests that
when using our algorithm, the parallelization efficiency of a hybrid DFT cal-
culation is primarily limited by the performance of the local regions of the
code. Further improvements to the strong scaling are thus likely to require
refactoring of the local regions of the code, likely with special attention to
the implementation of task groups.
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