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Abstract

Semantic Representation in the Human Brain
by
Alexander G Huth
Doctor of Philosophy in Neuroscience
University of California, Berkeley
Professor Jack L. Gallant, Chair
The goal of the human sensory system is to build a useful internal representation of
the world. In vision, this means that the brain categorizes and identifies all the objects
and actions that are being observed. In language, it means that the brain understands the
meaning of each word that is being perceived, and integrates across words to understand
the meaning of a narrative. Both of these processes can be seen as extracting the meaning,
or semantic content, from a dense stream of sensory information. We know very little
about how the brain accomplishes these feats. Indeed, entire fields of research (computer
vision and natural language processing) are devoted to reproducing on a computer feats of
understanding that the human brain accomplishes with ease. We may be able to gain insight
into these processes by studying how the semantic information extracted from visual and
linguistic stimuli is represented in the brain.
This dissertation describes three functional magnetic resonance imaging (fMRI) experiments that have helped to reveal how visual and linguistic semantic information are represented across the human cerebral cortex. These experiments relied on a relatively new fMRI
analysis methodology known as voxel-wise modeling (VM). Although this methodology was
developed for modeling how the brain represents the structure of visual information, it was
adapted here for modeling representation of the extremely complex semantic information
present in natural movies and natural narrative stories.
The first experiment (Chapter 2) showed that information about object and action categories present in natural movies is represented in a low-dimensional semantic space that is
shared across subjects. Projecting this semantic space across the cortex revealed that semantic information is represented in broad cortical gradients that cover a surprising amount of
the cortical surface. The second experiment (Chapter 3) showed that information about the
semantic content of narrative spoken stories is also represented in a low-dimensional space
that is shared across subjects. To model the complex cortical maps for this semantic space
a new technique was developed called PrAGMATiC (Probabilistic And Generative Model
of Areas Tiling the Cortex). This new technique revealed that the cortical semantic maps
can be explained by about 230 functional areas that cover much of the prefrontal cortex,
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temporoparietal junction, precuneus, and temporal cortex. Finally, the third experiment
(Chapter 4) showed that a novel hierarchical logistic regression (HLR) model could accurately decode the categories of objects and actions present in natural movies from fMRI
responses.
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Chapter 1
Introduction
Functional magnetic resonance imaging (fMRI) is a technology that gives researchers the
ability to peek inside the human brain and observe its activity. This oﬀers the opportunity
to do something that had until recently only existed in the realm of science fiction: observe
human thoughts. Yet in order to interpret the brain activity that is recorded by fMRI
and understand the content of a thought, we must first make measurements where that
content is known. In this dissertation I focused on two of the many possible modalities
that could be used. First, I collected data from subjects who were watching natural movies,
and then built models describing how the semantic content of these movies is represented
in the brain. Second, I collected data from subjects who were listening to naturally spoken
narrative stories, and then built models describing how the semantic content of these stories
is represented in the brain. Together these experiments showed that the semantic information
contained in natural visual and linguistic stimuli is represented in complex maps that cover
much of the cortex. This introductory chapter will describe the series of fMRI experiments
that led up to those reported in this thesis.
The idea that diﬀerent types of information are represented in diﬀerent regions of the
brain significantly predates fMRI. Yet fMRI has revealed much of what we know about
representation in the human brain. One pivotal finding was that information about faces is
represented in a region of the inferior temporal cortex known as the fusiform face area (FFA)
(Kanwisher et al. 1997; McCarthy et al. 1997). While it had long been known that the
visual cortex is composed of many diﬀerent functional brain areas, and that each visual area
represents a diﬀerent type of information (Felleman & Van Essen 1991), the idea that there
are brain areas devoted to processing single categories of visual stimuli changing how people
thought about the brain. In quick succession researchers found other brain areas devoted to
processing specific types of visual stimuli, such as bodies (Downing et al. 2001, Peelen &
Downing 2005) and outdoor scenes (Epstein & Kanwisher 1998; Aguirre et al. 1998).
At this point one might not have been faulted for thinking that understanding the nature
of thought would be easy: if each concept was represented in a diﬀerent brain area, then we
simply need to catalog all the brain areas. But this view crumbled quickly, as researchers
failed to find brain areas selective for categories such as food or tools (Downing et al. 2006;
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Haxby et al. 2001). This led to a new view, that information about the category of a visual
stimulus is distributed across the cortex, and not isolated into one brain area (Haxby et al.
2001).
The rise of this distributed representation hypothesis was driven in part by the development of a new technology called multi-voxel pattern analysis (MVPA). Previous to this
point, almost all fMRI studies had used the statistical parametric mapping (SPM) analysis
framework that was developed in the mid-1990’s (Friston et al. 1994; Worsley et al. 1996).
The SPM framework uses tools from random field theory to test for significant spatially
contiguous “blobs” of activation in the brain. In contrast, MVPA uses tools from machine
learning, such as support vector machines (SVM) and logistic regression, to discriminate between high-resolution patterns of brain activity (Haxby et al. 2001; Carlson et al. 2003; Cox
& Savoy 2003). Yet there is a serious issue with MVPA that hampers its scientific usefulness:
it is diﬃcult to determine which parts of the brain are important for a particular MVPA
model. Thus when using MVPA one cannot make conclusions about where information
about a particular stimulus is represented, only that it is represented somewhere. A later
refinement of MVPA uses a so-called “searchlight” method where MVPA is not run on the
whole brain, but instead on a spherical window that is swept across the brain (Kriegeskorte
et al. 2006). However, the resolution of the spatial information produced by this method is
severely limited by the size of the searchlight, which cannot be very small.
It is illustrative to consider the relationship between analysis methods, the results they
produce, and the conclusions that are based on those results. In SPM, one is meant to find
large, contiguous regions of brain that are more active in one condition than in another. It
is no surprise that experiments using this method found contiguous regions–indeed it would
be impossible for them not to. Similarly, in MVPA one is meant to find distributed patterns
across the brain that are more active in one condition than in another. And again, it is no
surprise that experiments using MVPA found that categories are represented in distributed
patterns across the cortex. Thus it is reasonable to suggest that finding an unbiased account
of representation will require a new method that assumes neither “blobby” nor distributed
representation.
A less biased approach than SPM or MVPA was made possible with the advent of voxelwise modeling (VM) (Thirion et al. 2006; Kay et al. 2008; Mitchell et al. 2008; Naselaris et
al. 2009; Nishimoto et al. 2011) in the late 2000’s. In VM the stimulus is first transformed
into a feature space. This transformation represents a hypothesis about how the stimulus is
represented in the brain, and can be a highly nonlinear function (Wu et al. 2006). The goal of
this nonlinear transformation is to represent the stimulus in a feature space that is linearly
related to fMRI responses, and for that reason it is called a linearizing transformation.
Following this transformation, regularized linear regression is used to build a separate model
of the fMRI responses in each voxel. This produces a voxel-wise encoding model, which is
represented as a set of weights across the features. Because this encoding model converts
a transformed stimulus representation into a predicted fMRI time course, it can be used to
predict how a voxel will respond to a novel stimulus that was not used in the regression.
While this procedure appears outwardly similar to the generalized linear model (GLM)
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framework that is employed in SPM, there are a number of critical diﬀerences that greatly
enhance the eﬀectiveness and sensitivity of VM. First, VM works extremely well when the
number of stimulus features is very large (Kay et al. 2008; Nishimoto et al. 2011; Huth et al.
2012) while SPM requires a small number of features that can be visualized separately. This
advantage stems from VM’s use of regularized linear regression models (Wu et al. 2006),
which cannot be used in a traditional SPM analysis. Second, VM is frequently used with
natural stimuli such as natural images (Kay et al. 2008; Naselaris et al. 2009; Stansbury et
al. 2013) or natural movies (Nishimoto et al. 2011; Huth et al. 2012). In contrast, SPM
cannot handle the high-dimensionality of natural stimuli. Third, voxel-wise models can be
used to predict fMRI responses on held-out data that were not used to fit the models, and
these predictions can be used to assess the eﬀectiveness of the model. This cross-validation
approach makes it possible to determine exactly how much of the variance in the fMRI
response is accounted for by the voxel-wise model.
The output of VM is a separate voxel-wise model, consisting of a weight for each feature,
for each voxel in the brain. These models show us what eﬀect each stimulus feature has
on activity in each voxel. Because each voxel is modeled independently, the resolution of
the information produced by VM is exactly the same as the resolution of the fMRI scan:
no smoothing (as in SPM) or spatial aggregation (as in MVPA) needs to be performed.
This means that VM can be used to address questions regarding the anatomical distribution
of information across the cortex without introducing additional biases. In the following
chapters I will describe how I used VM to look at the representation of visual categories
from natural movies and the representation of narrative semantic information from natural
spoken stories. In the final chapter I will show how a related approach can be used to decode
information about visual categories from fMRI responses to natural movies.
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Chapter 2
Representation of visual categories
This chapter is reprinted from Huth AH, Nishimoto S, Vu AT, Gallant JL (2012) A continuous semantic space describes the representation of thousands of object and action categories
across the human brain. Neuron, 76(6), 1210-1224. doi:10.1016/j.neuron.2012.10.014 with
permission.

2.1

Introduction

Previous functional magnetic resonance imaging (fMRI) studies have suggested that some
categories of objects and actions are represented in specific cortical areas. Categories that
have been functionally localized include faces (Avidan, et al., 2005; Clark et al., 1996; Halgren
et al., 1999; Kanwisher et al., 1997; McCarthy et al., 1997; Rajimehr et al., 2009; Tsao, et
al., 2008), body parts (Downing et al., 2001; Peelen & Downing, 2005; Schwarzlose et al.,
2005), outdoor scenes (Aguirre et al., 1998; Epstein & Kanwisher, 1998), and human body
movements (Peelen et al., 2006; Pelphrey et al., 2005). However, humans can recognize
thousands of diﬀerent categories of objects and actions. Given the limited size of the human
brain it is unreasonable to expect that every one of these categories is represented in a distinct
brain area. Indeed, fMRI studies have failed to identify dedicated functional areas for many
common object categories including household objects (Haxby et al., 2001), animals and
tools (Chao et al., 1999), food, clothes, and so on (Downing et al., 2006).
An eﬃcient way for the brain to represent object and action categories would be to
organize them into a continuous space that reflects the semantic similarity between categories. A continuous semantic space could be mapped smoothly onto the cortical sheet so
that nearby points in cortex would represent semantically similar categories. No previous
study has found a general semantic space that organizes the representation of all visual categories in the human brain. However, several studies have suggested that single locations
on the cortical surface might represent many semantically related categories (Connolly et
al., 2012; Downing et al., 2006; Edelman et al., 1998; Just et al., 2010; Konkle & Oliva,
2012; Kriegeskorte et al., 2008; Naselaris et al., 2009; Op de Beeck et al., 2008; O?Toole
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et al., 2005). Some studies have also proposed likely dimensions that organize these representations, such as animals versus non-animals (Connolly et al., 2012; Downing et al., 2006;
Kriegeskorte et al., 2008; Naselaris et al., 2009), manipulation versus shelter versus eating
(Just et al., 2010), large versus small (Konkle & Oliva, 2012), or hand- versus mouth- versus
foot-related actions (Hauk et al., 2004).
To determine whether a continuous semantic space underlies category representation in
the human brain we collected blood-oxygen-level-dependent (BOLD) fMRI responses from
five subjects while they watched several hours of natural movies. Natural movies were
used because they contain many of the object and action categories that occur in daily
life, and they evoke robust BOLD responses (Bartels & Zeki, 2004; Hasson et al., 2004;
Hasson et al., 2008; Nishimoto et al., 2011). After data collection we used terms from
the WordNet lexicon (Miller, 1995) to label 1364 common objects (i.e., nouns) and actions
(i.e., verbs) in the movies (see Experimental Procedures for details of labeling procedure
and Figure A.1 for examples of typical labeled clips). WordNet is a set of directed graphs
that represent the hierarchical is-a relationships between object or action categories. The
hierarchical relationships in WordNet were then used to infer the presence of an additional
341 higher-order categories (e.g., a scene containing a dog must also contain a canine).
Finally, we used regularized linear regression (see Experimental Procedures for details; Kay
et al., 2008; Mitchell et al., 2008; Naselaris et al., 2009; Nishimoto et al., 2011) to characterize
the response of each voxel to each of the 1705 object and action categories (Figure 2.1). The
linear regression procedure produced a set of 1705 model weights for each individual voxel,
reflecting how each object and action category influences BOLD responses in each voxel.

2.2

Results

Category selectivity for individual voxels. Our modeling procedure produces detailed information about the representation of categories in each individual voxel in the brain. Figure
2.2A shows the category selectivity for one voxel located in the left parahippocampal place
area (PPA) of subject AV. The model for this voxel shows that BOLD responses are strongly
enhanced by categories associated with man-made objects and structures (e.g. building,
road, vehicle, and furniture), weakly enhanced by categories associated with outdoor scenes
(e.g. hill, grassland, geological formation) and humans (e.g. person, athlete), and weakly
suppressed by non-human biological categories (e.g. body parts, birds). This result is consistent with previous reports that PPA most strongly represents information about outdoor
scenes and buildings (Epstein & Kanwisher, 1998).
Figure 2.2B shows category selectivity for a second voxel located in the right precuneus
(PrCu) of subject AV. The model shows that BOLD responses are strongly enhanced by
categories associated with social settings (e.g. people, communication verbs, and rooms), and
suppressed by many other categories (e.g. building, city, geological formation, atmospheric
phenomenon). This result is consistent with an earlier finding that PrCu is involved in
processing social scenes (Iacoboni et al., 2004).
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Movies were shown
to subjects

Response to each
category was found
using regularized
linear regression

Movies were labeled
with 1705 nouns
and verbs

2.8

-0.4

BOLD responses were
recorded from the whole
brain using fMRI

0.7

-1.5 -2.1 -3.2

x

0.1

0.1

-2.7

1.7

-0.8 -3.7

=

-0.9 -1.0 -1.6
120 minutes

120 minutes

Category labels

Category model
weights

BOLD responses

Figure 2.1: Schematic of the experiment and model. Subjects viewed two hours of natural movies
while BOLD responses were measured using fMRI. Objects and actions in the movies were labeled
using 1364 terms from the WordNet lexicon (Miller, 1995). The hierarchical is a relationships
defined by WordNet were used to infer the presence of 341 higher-order categories, providing a
total of 1705 distinct category labels. A regularized, linearized finite impulse response regression
model was then estimated for each cortical voxel recorded in each subject’s brain (Kay et al., 2008;
Mitchell et al., 2008; Naselaris et al., 2009; Nishimoto et al., 2011). The resulting category model
weights describe how various object and action categories influence BOLD signals recorded in each
voxel. Categories with positive weights tend to increase BOLD, while those with negative weights
tend to decrease BOLD. The response of a voxel to a particular scene is predicted as the sum of
the weights for all categories in that scene.
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Figure 2.2: Category selectivity for two individual voxels. Each panel shows the predicted response of one voxel to each of the 1705 categories, organized according to the graphical structure
of WordNet. Links indicate is a relationships (e.g. an athlete is a person); some relationships used
in the model are omitted for clarity. Each marker represents a single noun (circle) or verb (square).
Red markers indicate positive predicted responses and blue negative. The area of each marker indicates predicted response magnitude. The prediction accuracy of each voxel model, computed as
the correlation coeﬃcient (r) between predicted and actual responses, is shown in the bottom right
of each panel along with model significance (see Results for details). (A) Category selectivity for
one voxel located in the left-hemisphere parahippocampal place area (PPA). The category model
predicts that movies will evoke positive responses when structures, buildings, roads, containers,
devices, and vehicles are present. Thus, this voxel appears to be selective for scenes that contain
man-made objects and structures (Epstein & Kanwisher, 1998). (B) Category selectivity for one
voxel located in the right-hemisphere precuneus (PrCu). The category model predicts that movies
will evoke positive responses from this voxel when people, carnivores, communication verbs, rooms,
or vehicles are present, and negative responses when movies contain atmospheric phenomena, locations, buildings, or roads. Thus, this voxel appears to be selective for scenes that contain people
or animals interacting socially (Iacoboni et al., 2004).
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A semantic space for representation of object and action categories. We used principal
components analysis (PCA) to recover a semantic space from the category model weights in
each subject. PCA ensures that categories that are represented by similar sets of cortical
voxels will project to nearby points in the estimated semantic space, while categories that
are represented very diﬀerently will project to diﬀerent points in the space. To maximize
the quality of the estimated space only voxels that were significantly predicted (p < 0.05,
uncorrected) by the category model were included (see Experimental Procedures for details).
Because humans can perceive thousands of categories of objects and actions, the true
semantic space underlying category representation in the brain likely has many dimensions.
However, given the limitations of fMRI and a finite stimulus set we expect that we will only
be able to recover the first few dimensions of the semantic space for each individual brain,
and fewer still dimensions that are shared across individuals. Thus of the 1705 semantic PCs
produced by PCA on the voxel weights, only the first few will resemble the true underlying
semantic space while the remainder will be determined mostly by the statistics of the stimulus
set and noise in the fMRI data.
To determine which PCs are significantly diﬀerent from chance, we compared the semantic
PCs to the PCs of the category stimulus matrix (see Experimental Procedures for details of
why the stimulus PCs are an appropriate null hypothesis). First, we tested the significance
of each subject’s own category model weight PCs. If there is a semantic space underlying
category representation in the subject’s brain, then we should find that some of the subject’s
model weight PCs explain more of the variance in the subject’s category model weights than
is explained by the stimulus PCs. However, if there is no semantic space underlying category
representation in the subject’s brain, then the stimulus PCs should explain the same amount
of variance in the category model weights as do the subject’s PCs. The results of this analysis
are shown in Figure 2.3. Six to eight PCs from individual subjects explain significantly more
variance in category model weights than do the stimulus PCs (p < 0.001, bootstrap test).
These individual subject PCs explain a total of 30-35% of the variance in category model
weights. Thus, our fMRI data are suﬃcient to recover semantic spaces for individual subjects
that consist of six to eight dimensions.
Next, we used the same procedure to test the significance of group PCs constructed
using data combined across subjects. To avoid overfitting, we constructed a separate group
semantic space for each subject using combined data from the other four subjects. If the
subjects share a common semantic space then some of the group PCs should explain more
of the variance in the selected subject’s category model weights than do the stimulus PCs.
However, if the subjects do not share a common semantic space then the stimulus PCs should
explain the same amount of variance in the category model weights as do the group PCs.
The results of this analysis are also shown in Figure 2.3. The first four group PCs explain
significantly more variance (p < 0.001, bootstrap test) than do the stimulus PCs in four out
of five subjects. These four group PCs explain on average 19% of the total variance, 72%
as much as do the first four individual subject PCs. In contrast, the first four stimulus PCs
only explain 10% of the total variance, 38% as much variance as the individual subject PCs.
This result suggests that the first four group PCs describe a semantic space that is shared
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Figure 2.3: Amount of model variance explained by individual subject and group semantic spaces.
Principal components analysis (PCA) was used to recover a semantic space from category model
weights in each subject. Here we show the variance explained in the category model weights by each
of the 20 most important PCs. Orange lines show the amount of variance explained in category
model weights by each subject’s own PCs and blue lines show the variance explained by PCs of
combined data from other subjects. Gray lines show the variance explained by the stimulus PCs,
which serve as an appropriate null hypothesis (see text and methods for details). Error bars indicate
99% confidence intervals (the confidence intervals for the subjects’ own PCs and group PCs are
very small). Hollow markers indicate subject or group PCs that explain significantly more variance
(p < 0.001, bootstrap test) than the stimulus PCs. The first four group PCs explain significantly
more variance than the stimulus PCs for four subjects. Thus, the first four group PCs appear to
comprise a semantic space that is common across most individuals, and which cannot be explained
by stimulus statistics. Furthermore, the first six to nine individual subject PCs explain significantly
more variance than the stimulus PCs (p < 0.001, bootstrap test). This suggests that while the
subjects share broad aspects of semantic representation, finer-scale semantic representations are
subject-specific.
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across individuals.
Finally, we determined how much stimulus-related information is captured by the group
PCs and full category model. For each model we quantified stimulus-related information
by testing whether the model could distinguish among BOLD responses to diﬀerent movie
segments (Kay et al., 2008; Nishimoto et al., 2011; see Experimental Procedures for details).
Models using 4-512 group PCs were tested by projecting the category model weights for 2000
voxels (selected using the training dataset) onto the group PCs. Then the projected model
weights were used to predict responses to the validation stimuli. We then tried to match the
validation stimuli to observed BOLD responses by comparing the observed and predicted
responses. The same identification procedure was repeated for the full category model.
The results of this analysis are shown in Figure A.2. The full category model correctly
identifies an average of 76% of stimuli across subjects (chance is 1.9%). Models based on
64 or more group PCs correctly identify an average of 74% of the stimuli, but incorporate
information that we know cannot be distinguished from the stimulus PCs. A model based
on the 4 significant group PCs correctly identifies 49% of the stimuli, roughly two thirds as
many as the full model. These results show that the 4-PC group space does not capture all
of the stimulus-related information present in the full category model, indicating that the
true semantic space is likely to have more than four dimensions. Further experiments will
be required to determine these other semantic dimensions.
To visualize the group semantic space, we formed a robust estimate by pooling data from
all five subjects (for a total of 49685 voxels) and then applying PCA to the combined data.
Visualization of the semantic space. The previous results demonstrate that object and
action categories are represented in a semantic space consisting of at least 4 dimensions,
and that this space is shared across individuals. To understand the structure of the group
semantic space we visualized it in two diﬀerent ways. First, we projected the 1705 coeﬃcients
of each group PC onto the graph defined by WordNet (Fig. 2.4). The first PC (shown in
Figure 2.4A) appears to distinguish between categories that have high stimulus energy (e.g.
moving objects like person, vehicle, and animal) and those that have low stimulus energy
(e.g. stationary objects like sky, city, building, and plant). This is not surprising, as the first
PC should reflect the stimulus dimension with the greatest influence on brain activity, and
stimulus energy is already known to have a large eﬀect on BOLD signals (Fox et al., 2009;
Nishimoto et al., 2011; Smith et al., 1998).
We then visualized the second, third, and fourth group PCs simultaneously using a threedimensional color map projected onto the WordNet graph. A color was assigned to each of the
1705 categories according to the following scheme: the category coeﬃcient in the second PC
determined the value of the red channel, the third PC determined the green channel and the
fourth PC determined the blue channel (see legend Figure 2.4B; see Figure A.3 for individual
PCs). This scheme assigns similar colors to categories that are represented similarly in the
brain. Figure 2.4C shows the second, third and fourth PCs projected onto the WordNet
graph. Here humans, human body parts, and communication verbs (e.g., gesticulate and
talk) appear in shades of green. Other animals appear yellow and green-yellow. Nonliving
objects such as vehicles appear pink and purple, as do movement verbs (e.g., run), outdoor
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Figure 2.4: Graphical visualization of the group semantic space. (A) Coeﬃcients of all 1705
categories in the first group PC, organized according to the graphical structure of WordNet. Links
indicate is a relationships (e.g. an athlete is a person); some relationships used in the model have
been omitted for clarity. Each marker represents a single noun (circle) or verb (square). Red
markers indicate positive coeﬃcients and blue negative. The area of each marker indicates the
magnitude of the coeﬃcient. This PC distinguishes between categories with high stimulus energy
(e.g. moving objects like person and vehicle) and those with low stimulus energy (e.g. stationary
objects like sky and city). (B) The three-dimensional RGB colormap used to visualize PCs 2-4.
The category coeﬃcient in the second PC determined the value of the red channel, the third PC
determined the green channel and the fourth PC determined the blue channel. Under this scheme
categories that are represented similarly in the brain are assigned similar colors. Categories with
zero coeﬃcients appear neutral gray. (C) Coeﬃcients of all 1705 categories in group PCs 2-4,
organized according to the WordNet graph. The color of each marker is determined by the RGB
colormap in panel B. Marker sizes reflect the magnitude of the three-dimensional coeﬃcient vector
for each category. This graph shows that categories thought to be semantically related (e.g. athletes
and walking) are represented similarly in the brain.
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categories (e.g., hill, city, grassland) and paths (e.g. road). Indoor categories (e.g. room,
door, and furniture) appear in blue and indigo. This figure suggests that semantically related
categories (e.g. person and talking) are represented more similarly than unrelated categories
(e.g. talking and kettle).
To better understand the overall structure of the semantic space we created an analogous
figure in which category position is determined by the PCs instead of the WordNet graph.
Figure 2.5 shows the location of all 1705 categories in the space formed by the second, third,
and fourth group PCs (a movie showing the categories in 3D is included in supplemental
materials). Here, categories that are represented similarly in the brain are plotted at nearby
positions. Categories that appear near the origin have small PC coeﬃcients, and thus are
generally weakly represented or are represented similarly across voxels (e.g. laptop and
clothing). In contrast, categories that appear far from the origin have large PC coeﬃcients,
and thus are represented strongly in some voxels and weakly in others (e.g. text, talk, man,
car, animal, and underwater). These results support earlier findings that categories such as
faces (Avidan et al., 2005; Clark et al., 1996; Halgren et al., 1999; N. Kanwisher et al., 1997;
Gregory McCarthy et al., 1997; Rajimehr et al., 2009; Tsao et al., 2008) and text (Cohen et
al., 2000) are represented strongly and distinctly in the human brain.
Interpretation of the semantic space. Earlier studies have suggested that animal categories (including people) are represented distinctly from non-animal categories (Connolly
et al., 2012; Downing et al., 2006; Kriegeskorte et al., 2008; Naselaris et al., 2009). To
determine whether hypothesized semantic dimensions such as animal versus non-animal are
captured by the group semantic space, we compared each of the group semantic PCs to
nine hypothesized semantic dimensions. For each hypothesized dimension we first assigned
a value to each of the 1705 categories. For example, for the dimension animal versus nonanimal we assigned the value +1 to all animal categories and the value 0 to all non-animal
categories. Then we computed how much variance each hypothesized dimension explained
in each of the group PCs. If a hypothesized dimension provides a good description of one of
the group PCs, then that dimension will explain a large fraction of the variance in that PC.
If a hypothesized dimension is captured by the group semantic space but does not line up
exactly with one of the PCs, then that dimension will explain variance in multiple PCs.
The comparison between the group PCs and hypothesized semantic dimensions is shown
in Figure 2.6. The first PC is best explained by a dimension that contrasts mobile categories
(people, non-human animals, and vehicles) with non-mobile categories. The first PC is also
well explained by a dimension that is an extension of a previously reported animacy continuum (Connolly et al, 2012). Our animacy dimension assigns the highest weight to people,
decreasing weights to other mammals, birds, reptiles, fish, and invertebrates, and zero weight
to all non-animal categories. The second PC is best explained by a dimension that contrasts
categories associated with social interaction (people and communication verbs) with all other
categories. The third PC is best explained by a dimension that contrasts categories associated with civilization (people, man-made objects, and vehicles) with categories associated
with nature (non-human animals). The fourth PC is best explained by a dimension that
contrasts biological categories (animals, plants, people, and body parts) with non-biological
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Figure 2.5: Spatial visualization of the group semantic space. (A) All 1705 categories, organized
by their coeﬃcients on the second and third PCs. Links indicate is a relationships (e.g. an athlete
is a person) from the WordNet graph; some relationships used in the model have been omitted for
clarity. Each marker represents a single noun (circle) or verb (square). The color of each marker
is determined by an RGB colormap based on the category coeﬃcients in PCs 2-4 (see Fig. 4B for
details). The position of each marker is also determined by the PC coeﬃcients: position on the x axis
is determined by the coeﬃcient on the second PC and position on the y-axis is determined by the
coeﬃcient on the third PC. This ensures that categories that are represented similarly in the brain
appear near each other. The area of each marker indicates the magnitude of the PC coeﬃcients
for that category; more important or strongly represented categories have larger coeﬃcients. The
categories man, talk, text, underwater, and car have the largest coeﬃcients on these PCs. (B) All
1705 categories, organized by their coeﬃcients on the second and fourth PCs. Format same as
panel A. The large group of animal categories has large PC coeﬃcients, and is mainly distinguished
by the fourth PC. Human categories appear to span a continuum. The category person is very
close to indoor categories such as room on the second and third PCs, but diﬀerent on the fourth.
The category athlete is close to vehicle categories on the second and third PCs, but is also close
to animal on the fourth PC. These semantically-related categories are represented similarly in the
brain, supporting the hypothesis of a smooth semantic space. However, these results also show that
some categories (e.g. talk, man, text, and car) appear to be more important than others. A movie
showing this semantic space in 3D is included in Supplemental Materials.
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categories, as well as a similar dimension that contrasts animal categories (including people) with non-animal categories. These results provide quantitative interpretations for the
group PCs and show that many hypothesized semantic dimensions are captured by the group
semantic space.
The results shown in Figure 2.6 also suggest that some hypothesized semantic dimensions are not captured by the group semantic space. The contrast between place categories
(buildings, roads, outdoor locations, and geological features) and non-place categories is not
captured by any group PC. This is surprising because the representation of place categories
is thought to be of primary importance to many brain areas, including the parahippocampal
place area (PPA; Epstein & Kanwisher, 1998), retrosplenial cortex (RSC; Aguirre et al.,
1992), and temporo-occipital sulcus (TOS; Nakamura et al., 2000; Hasson et al., 2003). Our
results may appear diﬀerent from the results of earlier studies of place representation because
those earlier studies used static images and not movies.
Another hypothesized semantic dimension that is not captured by our group semantic
space is real-world object size (Konkle & Oliva, 2012). The object size dimension assigns
a high weight to large objects (e.g. boat), medium weight to human-scale objects (e.g.
person), a small weight to small objects (e.g. glasses), and zero weight to objects that have
no size (e.g. talking) or can be many sizes (e.g. animal). This object size dimension was not
well captured by any of the four group PCs. However, based upon earlier results (Konkle
& Oliva, 2012) it appears that object size is represented in the brain. Thus it is likely that
object size is captured by lower-variance group PCs that could not be significantly discerned
in this experiment.
Cortical maps of semantic representation. The results of the PC analysis show that the
brains of diﬀerent individuals represent object and action categories in a common semantic
space. Here we examine how this semantic space is represented across the cortical surface.
To do this we first constructed a separate cortical flatmap for each subject using standard
techniques (Van Essen et al., 2001). Then we used the scheme described above (see Figure
2.4) to assign a color to each voxel according to the projection of its category model weights
into the PC space (for separate PC maps see Figure A.4). The results are shown in Figures
2.7A and 2.7C for two subjects (corresponding maps for other subjects are shown in Figure
A.5). (Readers who wish to explore these maps in detail, and examine the category selectivity
of each voxel, may do so by going to http://gallantlab.org/semanticmovies.)
These maps reveal that the semantic space is represented in broad gradients that are distributed across much of anterior visual cortex (some of these gradients are shown schematically in Figure A.6). In inferior temporal cortex, regions of animal (yellow) and human
representation (green and blue-green) run along the inferior temporal sulcus (ITS). Both the
fusiform face area (FFA) and occipital face area (OFA) lie within the region of human representation, but the surrounding region of animal representation was previously unknown.
In a gradient that runs from the ITS toward the middle temporal sulcus (MTS), human
representation gives way to animal representation, which then gives way to representation
of human action, athletes, and outdoor spaces (red and red-green). The dorsal part of the
gradient contains the extrastriate body area (EBA) and area MT+/V5, and also responds
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Figure 2.6: Comparison between the group semantic space and nine hypothesized semantic dimensions. For each hypothesized semantic dimension we assigned a value to each of the 1705
categories (see methods for details) and we computed the fraction of variance that each dimension
explains in each PC. Each panel shows the variance explained by all hypothesized dimensions in one
of the four group PCs. Error bars indicate bootstrap standard error. The first PC is best explained
by a dimension that contrasts mobile categories (people, non-human animals, and vehicles) with
non-mobile categories, and an animacy dimension (Connolly et al, 2012) that assigns high weight
to humans, decreasing weights to other mammals, birds, reptiles, fish, and invertebrates and zero
weight to other categories. The second PC is best explained by a dimension that contrasts social
categories (people and communication verbs) with all other categories. The third PC is best explained by a dimension that contrasts categories associated with civilization (people, man-made
objects, and vehicles) with categories associated with nature (non-human animals). The fourth PC
is best explained by a dimension that contrasts biological categories (people, animals, plants, body
parts, plant parts) with non-biological categories, and a dimension that contrasts animals (people
and non-human animals) with non-animals.
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Figure 2.7: Semantic space represented across the cortical surface. (A) The category model
weights for each cortical voxel in subject AV are projected onto PCs 2-4 of the group semantic
space, and then assigned a color according to the scheme described in Figure 2.4B. These colors are
projected onto a cortical flat map constructed for subject AV. Each location on the flat map shown
here represents a single voxel in the brain of subject AV. Locations with similar colors have similar
semantic selectivity. This map reveals that the semantic space is represented in broad gradients
distributed across much of anterior visual cortex. Semantic selectivity is also apparent in medial
and lateral parietal cortex, auditory cortex, and lateral prefrontal cortex. Brain areas identified
using conventional functional localizers are outlined in white and labeled (see supporting material
for abbreviations). Boundaries that have been inferred from anatomy or which are otherwise
uncertain are denoted by dashed white lines. Major sulci are denoted by dark blue lines and
labeled (see supporting material for abbreviations). Some anatomical regions are labeled in light
blue (Abbreviations: PrCu=precuneus; TPJ=temporoparietal junction). Cuts made to the cortical
surface during the flattening procedure are indicated by dashed red lines and a red border. The
apex of each cut is indicated by a star. Blue borders show the edge of the corpus callosum and
sub-cortical structures. Regions of fMRI signal dropout due to field inhomogeneity are shaded with
black hatched lines. (B) Projection of voxel model weights onto the first PC for subject AV. Voxels
with positive projections on the first PC appear red, while those with negative projections appear
blue and those orthogonal to the first PC appear gray. (C) Projection of voxel weights onto PCs
2-4 of the group semantic space for subject TC. (D) Projection of voxel model weights onto the first
PC for subject TC. Note: Explore these datasets yourself at http://gallantlab.org/semanticmovies

✂

CHAPTER 2. REPRESENTATION OF VISUAL CATEGORIES

17

strongly to motion (positive on the first PC, see Figures 2.7B and 2.7D).
In medial occipitotemporal cortex, a region of vehicle (pink) and landscape (purple) representation sits astride the collateral sulcus (CoS). This region, which contains the parahippocampal place area (PPA), lies at one end of a long gradient that runs across medial parietal
cortex. Toward retrosplenial cortex (RSC) and along the posterior precuneus (PrCu) the
representational gradient shifts toward buildings (blue-indigo) and landscapes (purple). This
gradient continues forward along the superior bank of the intraparietal sulcus (IPS) as far
as the posterior end of the cingulate sulcus (CiS) while shifting representation toward geography (purple-red) and human action (red). This long gradient encompasses both the dorsal
and ventral visual pathways (Ungerleider & Mishkin, 1982) in one unbroken band of cortex
that represents a continuum of semantic categories related to vehicles, buildings, landscapes,
geography, and human actions.
This map also reveals that visual semantic categories are well represented outside of
occipital cortex. In parietal cortex, an anterior-posterior gradient from animal (yellow) to
landscape (purple) representation is located in the posterior bank of the postcentral sulcus
(PoCeS). This is consistent with earlier reports that movies of hand movements evoke responses in the PoCeS (Buccino et al., 2001; Hasson et al., 2004), and may reflect learned
associations between visual and somatosensory stimuli.
In frontal cortex, a region of human action and athlete representation (red) is located
at the posterior end of the superior frontal sulcus (SFS). This region, which includes the
frontal eye fields (FEF), lies at one end of a gradient that shifts toward landscape (purple)
representation while extending along the SFS. Another region of human action, athlete, and
animal representation (red-yellow) is located at the posterior inferior frontal sulcus (IFS)
and contains the frontal operculum (FO). Both FO and FEF have been associated with
visual attention (Buchel et al., 1998), so we suspect that human action categories might be
correlated with salient visual movements that attract covert visual attention in our subjects.
In inferior frontal cortex, a region of indoor structure (blue), human (green), communication verb (also blue-green), and text (cyan) representation runs along the IFS anterior to
FO. This region coincides with the inferior frontal sulcus face patch (IFSFP) (Avidan et al.,
2005; Tsao et al., 2008) and has also been implicated in processing of visual speech (Calvert
& Campbell, 2003) and text (Poldrack et al., 1999). Our results suggest that visual speech,
text and faces are represented in a contiguous region of cortex.
Smoothness of cortical semantic maps. We have shown that the brain represents hundreds of categories within a continuous 4-dimensional semantic space that is shared among
diﬀerent subjects. Furthermore, the results shown in Figure 2.7 suggest that this space is
mapped smoothly onto the cortical sheet. However, the results presented thus far are not
suﬃcient to determine whether the apparent smoothness of the cortical map reflects the specific properties of the group semantic space, or rather whether a smooth map might result
from any arbitrary 4-dimensional projection of our voxel weights onto the cortical sheet. To
address this issue we tested whether cortical maps under the 4-PC group semantic space are
smoother than expected by chance.
In order to quantify the smoothness of a cortical map, we first projected the category
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Figure 2.8: Smoothness of cortical maps under the group semantic space. To quantify smoothness
of cortical representation under a semantic space, we first projected voxel category model weights
into the semantic space. Then we computed the mean correlation between voxel semantic projections as a function of the distance between voxels along the cortical sheet. To determine whether
cortical semantic maps under the group semantic model are significantly smoother than chance,
smoothness was computed using the same analysis for 1000 random 4-dimensional spaces. Mean
correlations for the group semantic space are plotted in blue, and mean correlations for the 1000
random spaces are plotted in gray. Gray error bars show 99% confidence intervals for the random
space results. Group semantic space correlations that are significantly diﬀerent from the random
space results (p < 0.001) are shown as hollow symbols. For adjacent voxels (distance 1) and voxels
separated by one intermediate voxel (distance 2), correlations of group semantic space projections
are significantly greater than chance in all subjects. This shows that cortical semantic maps under
the group semantic space are much smoother than would be expected by chance.

model weights for every voxel into the 4-dimensional semantic space. Then we computed the
correlation between the projections for each pair of voxels. Finally we aggregated and averaged these pairwise correlations based on the distance between each pair of voxels along the
cortical sheet. To estimate the null distribution of smoothness values and to establish statistical significance, this procedure was repeated using 1000 random 4-dimensional semantic
spaces (see Experimental Procedures for details).
Figure 2.8 shows the average correlation between voxel projections into the semantic space
as a function of the distance between voxels along the cortical sheet. In all five subjects, the
group semantic space projections have significantly (p < 0.001) higher average correlation
than the random projections, for both adjacent voxels (distance 1) and voxels separated by
one intermediate voxel (distance 2). These results suggest that smoothness of the cortical
map is specific to the group semantic space estimated here. Because the group semantic
space was constructed without using any spatial information, this finding independently
confirms the significance of the group semantic space.

CHAPTER 2. REPRESENTATION OF VISUAL CATEGORIES

19

Importance of category representation across cortex. The cortical maps shown in Figure
2.7 demonstrate that much of neocortex is semantically selective. However, this does not
necessarily imply that semantic selectivity is the primary function of any specific cortical
site. To assess the importance of semantic selectivity across the cortical surface we evaluated
predictions of the category model, using a separate data set reserved for this purpose (Kay
et al., 2008; Naselaris et al., 2009; Nishimoto et al., 2011). Prediction performance was
quantified as the correlation between predicted and observed BOLD responses, corrected to
account for noise in the validation data (see methods and Hsu et al., 2004).
Figure 2.9 shows prediction performance projected onto cortical flat maps for two subjects
(corresponding maps for other subjects are shown in Figure A.7). The category model
accurately predicts BOLD responses in occipitotemporal cortex, medial parietal cortex, and
lateral prefrontal cortex. On average, 22% of cortical voxels are predicted significantly (p <
0.01 uncorrected; 19% in subject SN, 20% in AH, 26% in AV, 26% in TC, and 21% in JG).
The category model explains at least 20% of the explainable variance (correlation ¿ 0.44) in
an average of 8% of cortical voxels (5% in subject SN, 7% in AH, 10% in AV, 12% in TC, and
7% in JG). These results show that category representation is broadly distributed across the
cortex. This result is inconsistent with the results of previous fMRI studies that reported
only a few category-selective regions (Schwarzlose et al., 2005; Spiridon et al., 2006). (Note,
however, that the category selectivity of individual brain areas reported in these previous
studies is consistent with our results.) We suspect that previous studies have underestimated
the extent of category representation in the cortex because they used static images and tested
only a handful of categories.
Figure 2.9 also shows that some regions of cortex that appeared semantically selective in
Figure 2.7 are predicted poorly. This suggests that the semantic selectivity of some brain
regions is inconsistent or non-stationary. These inconsistent regions include the middle
precuneus, temporoparietal junction, and dorsolateral prefrontal cortex. All of these regions
are thought to be components of the default mode network (DMN) (Raichle et al., 2001)
and are known to be strongly modulated by attention (Downar et al., 2002). Because we did
not control or manipulate attention in this experiment, the inconsistent semantic selectivity
of these regions may reflect uncontrolled attentional eﬀects. Future studies that control
attention explicitly could improve category model predictions in these regions.

2.3

Discussion

We used brain activity evoked by natural movies to study how 1705 object and action categories are represented in the human brain. The results show that the brain represents
categories in a continuous semantic space that reflects category similarity. These results are
consistent with the hypothesis that the brain eﬃciently represents the diversity of categories
in a compact space, and they contradict the common hypothesis that each category is represented in a distinct brain area. Assuming that semantically related categories share visual
or conceptual features, this organization likely minimizes the number of neurons or neural
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Figure 2.9: Model prediction performance across the cortical surface. To determine how much of
the response variance of each voxel is explained by the category model, prediction performance was
assessed using separate validation data reserved for this purpose. (A) Each location on the flat map
represents a single voxel in the brain of subject AV. Colors reflect prediction performance on the
validation data. Well predicted voxels appear yellow or white, and poorly predicted voxels appear
gray. The best predictions are found in occipitotemporal cortex, the posterior superior temporal
sulcus, medial parietal cortex, and inferior frontal cortex. (B) Model performance for subject TC.
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wiring required to represent these features.
Across the cortex, semantic representation is organized along smooth gradients that seem
to be distributed systematically. Functional areas defined using classical contrast methods
are merely peaks or nodal points within these broad semantic gradients. Furthermore, cortical maps based on the group semantic space are significantly smoother than expected by
chance. These results suggest that semantic representation is analogous to retinotopic representation, in which many smooth gradients of visual eccentricity and angle selectivity tile
the cortex (Engel et al., 1997; Hansen et al., 2007). Unlike retinotopy, however, the relevant
dimensions of the space underlying semantic representation are not known a priori, and so
must be derived empirically.
Previous studies have shown that natural movies evoke widespread, robust BOLD activity
across much of the cortex (Bartels & Zeki, 2004; Hasson et al., 2004; Hasson et al., 2008;
Haxby et al., 2011; Nishimoto et al., 2011). However, those studies did not attempt to
systematically map semantic representation or discover the underlying semantic space. Our
results help explain why natural movies evoke widely consistent activity across diﬀerent
individuals: object and action categories are represented in terms of a common semantic
space that maps consistently onto cortical anatomy.
One potential criticism of this study is that the WordNet features used to construct the
category model might have biased the recovered semantic space. For example, the category
surgeon only appears four times in these stimuli, but because it is a descendent of person
in WordNet, surgeon appears near person in the semantic space. It is possible (however
unlikely) that surgeons are represented very diﬀerently from other people, but that we are
unable to recover that information from these data. On the other hand, categories that
appeared frequently in these stimuli are largely immune to this bias. For example, among
the descendents of person there is a large diﬀerence between the representations of athlete
(which appears 282 times in these stimuli) and man (which appears 1482 times). Thus it
appears that bias due to WordNet only aﬀects rare categories. We do not believe that these
considerations have a significant eﬀect on the results of this study.
Another potential criticism of the regression-based approach used in this study is that
some results could be biased by stimulus correlations. For example, we might conclude that
a voxel responds to talking when in fact it responds to the presence of a mouth. In theory,
such correlations are modeled and removed by the regression procedure as long as suﬃcient
data are collected, but our data are limited and so some residual correlations may remain.
However, we believe that the alternative?bias due to pre-selecting a small number of stimulus
categories?is a more pernicious source of error and misinterpretation in conventional fMRI
experiments. Errors due to stimulus correlation can be seen, measured and tested. Errors
due to stimulus pre-selection are implicit and largely invisible.
The group semantic space found here captures large semantic distinctions such as mobile
vs. stationary categories, but misses finer distinctions such as old faces vs. young faces (Op
de Beeck, 2010) and small objects vs. large objects (Konkle & Oliva, 2012). These fine
distinctions would likely be captured by lower-variance dimensions of the shared semantic
space that could not be recovered in this experiment. The dimensionality and resolution
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of the recovered semantic space are limited by the quality of BOLD fMRI, and by the size
and semantic breadth of the stimulus set. Future studies that use more sensitive measures
of brain activity or broader stimulus sets will likely reveal additional dimensions of the
common semantic space. Further studies using more subjects will also be necessary, in order
to understand diﬀerences in semantic representation between individuals.
Some previous studies have reported that animal and non-animal categories are represented distinctly in the human brain (Downing et al., 2006; Kriegeskorte et al., 2008;
Naselaris et al., 2009). Another study proposed an alternative: that animal categories are
represented using an animacy continuum (Connolly et al., 2012), in which animals that
are more similar to humans have higher animacy. Our results show that animacy is well
represented on the first, and most important, PC in the group semantic space. The binary distinction between animals and non-animals is also well represented, but only on the
fourth PC. Moreover, the fourth PC is better explained by the distinction between biological
categories (including plants) and non-biological categories. These results suggest that the
animacy continuum is more important for category representation in the brain than is the
binary distinction between animal and non-animal categories.
A final important question about the group semantic space is whether it reflects visual or
conceptual features of the categories. For example, people and non-human animals might be
represented similarly because they share visual features such as hair, or because they share
conceptual features such as agency or self-locomotion. The answer to this question likely
depends upon which voxels are used to construct the semantic space. Voxels from occipital
and inferior temporal cortex have been shown to have similar semantic representation in
humans and monkeys (Kriegeskorte et al., 2008). Therefore, these voxels likely represent
visual features of the categories, and not conceptual features. In contrast, voxels from
medial parietal cortex and frontal cortex likely represent conceptual features of the categories.
Because the group semantic space reported here was constructed using voxels from across the
entire brain, it probably reflects a mixture of visual and conceptual features. Future studies
using both visual and non-visual stimuli will be required to disentangle the contributions
of visual versus conceptual features to semantic representation. Furthermore, a model that
represents stimuli in terms of visual and conceptual features might produce more accurate
and parsimonious predictions than the category model used here.

2.4

Experimental Procedures

MRI data collection
MRI data were collected on a 3T Siemens TIM Trio scanner at the UC Berkeley Brain
Imaging Center using a 32-channel Siemens volume coil. Functional scans were collected
using a gradient echo-EPI sequence with repetition time (TR) = 2.0045s, echo time (TE)
= 31ms, flip angle = 70 degrees, voxel size = 2.24 x 2.24 x 4.1 mm, matrix size = 100 x
100, and field of view = 224 x 224 mm. 32 axial slices were prescribed to cover the entire
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cortex. A custom-modified bipolar water excitation radiofrequency (RF) pulse was used to
avoid signal from fat.
Anatomical data for subjects AH, TC, and JG were collected using a T1-weighted MPRAGE sequence on the same 3T scanner. Anatomical data for subjects SN and AV were
collected on a 1.5T Philips Eclipse scanner as described in an earlier publication (Nishimoto
et al., 2011).

Subjects
Functional data were collected from five male human subjects, SN (author SN, age 32), AH
(author AGH, age 25), AV (author ATV, age 25), TC (age 29), and JG (age 25). All subjects
were healthy and had normal or corrected-to-normal vision.

Natural Movie Stimuli
Model estimation data were collected in twelve separate 10-minute scans. Validation data
were collected in nine separate 10-minute scans, each consisting of ten 1-minute validation
blocks. Each 1 minute validation block was presented 10 times within the 90 minutes of
validation data. The stimuli and experimental design were identical to those used in (Nishimoto et al., 2011) except that here the movies were shown on a projection screen at 24x24
degrees of visual angle.

fMRI data pre-processing
Each functional run was motion-corrected using the FMRIB Linear Image Registration Tool
(FLIRT) from FSL 4.2 (Jenkinson & Smith, 2001). All volumes in the run were then averaged
to obtain a high quality template volume. FLIRT was also used to automatically align
the template volume for each run to the overall template, which was chosen to be the
template for the first functional movie run for each subject. These automatic alignments were
manually checked and adjusted for accuracy. The cross-run transformation matrix was then
concatenated to the motion-correction transformation matrices obtained using MCFLIRT,
and the concatenated transformation was used to resample the original data directly into
the overall template space.
Low-frequency voxel response drift was identified using a median filter with a 120-second
window and this was subtracted from the signal. The mean response for each voxel was then
subtracted and the remaining response was scaled to have unit variance.

Flatmap construction
Cortical surface meshes were generated from the T1-weighted anatomical scans using Caret5
software (Van Essen et al., 2001). Five relaxation cuts were made into the surface of each
hemisphere and the surface crossing the corpus callosum was removed. The calcarine sulcus
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cut was made at the horizontal meridian in V1 using retinotopic mapping data as a guide.
Surfaces were then flattened using Caret5.
Functional data were aligned to the anatomical data for surface projection using custom
software written in MATLAB (MathWorks, Natick, MA).

Stimulus labeling and preprocessing
One observer manually tagged each second of the movies with WordNet labels describing
the salient objects and actions in the scene. The number of labels per second varied between
1 and 14, with an average of 4.2. Categories were tagged if they appeared in at least half of
the one second clip. When possible, specific labels (e.g. priest) were used instead of generic
labels (e.g. person). Label assignments were spot-checked for accuracy by two additional
observers. For example labeled clips see Fig. S1.
The labels were then used to build a category indicator matrix, in which each second of
movie occupies a row and each category occupies a column. A value of 1 was assigned to each
entry where that category appeared in that second of movie and all other entries were set
to zero. Next, the WordNet hierarchy (Miller, 1995) was used to add all the superordinate
categories entailed by each labeled category. For example, if a clip was labeled with wolf,
we would automatically add the categories canine, carnivore, placental mammal, mammal,
vertebrate, chordate, organism, and whole. According to this scheme the predicted BOLD
response to a category is not just the weight on that category, but the sum of weights for all
entailed categories.
The addition of superordinate categories should improve model predictions by allowing
poorly sampled categories to share information with their WordNet neighbors. To test this
hypothesis we compared prediction performance of the model with superordinate categories
to a model that used only the labeled categories. The number of significantly predicted
voxels is 10-20% higher with the superordinate category model than with the labeled category
model. To ensure that the principal components analysis (PCA) results presented here are
not an artifact of the added superordinate categories, we performed the same analysis using
the labeled categories model. The results obtained using the labeled categories model were
qualitatively similar to those obtained using the full model (data not shown).
The regression procedure also included one additional feature that described the total
motion energy during each second of the movie. This regressor was added in order to explain
away spurious correlation between responses in early visual cortex and some categories.
Total motion energy was computed as the mean output of a set of 2139 motion energy filters
(Nishimoto et al., 2011) where each filter consisted of a quadrature pair of space-time Gabor
filters (Adelson & Bergen, 1985; Watson & Ahumada, 1985). The motion energy filters tile
the image space with a variety of preferred spacial frequencies, orientations, and temporal
frequencies. The total motion energy regressor explained much of the response variance in
early visual cortex (mainly V1 and V2). This had the desired eﬀect of explaining away
correlations between responses in early visual cortex and categories that feature full-field
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motion (e.g. fire, snow). The total motion energy regressor was used to fit the category
model, but was not included in the model predictions.

Voxel-wise model fitting and testing
The category model was fit to each voxel individually. A set of linear temporal filters was
used to model the slow hemodynamic response inherent in the BOLD signal (Nishimoto et
al., 2011). To capture the hemodynamic delay we used concatenated stimulus vectors that
had been delayed by 2, 3, and 4 samples (4, 6, and 8 seconds). For example, one stimulus
vector indicates the presence of wolf 4 seconds earlier, another the presence of wolf 6 seconds
earlier, and a third the presence of wolf 8 seconds earlier. Taking the dot product of this
delayed stimulus with a set of linear weights is functionally equivalent to convolution of the
original stimulus vector with a linear temporal kernel that has non-zero entries for 4-, 6-,
and 8-second delays.
For details about the regularized regression procedure, model testing, and correction for
noise in the validation set, please see the Supplementary Experimental Procedures.
All model fitting and analysis was performed using custom software written in Python,
which made heavy use of the NumPy (Oliphant, 2006) and SciPy (Jones et al., 2001) libraries.

Estimating predicted category response
In the semantic category model used here each category entails the presence of its superordinate categories in the WordNet hierarchy. For example, wolf entails the presence of canine,
carnivore, etc. Because these categories must be present in the stimulus if wolf is present,
the model weight for wolf alone does not accurately reflect the model’s predicted response to
a stimulus containing only a wolf. Instead, the predicted response to wolf is the sum of the
weights for wolf, canine, carnivore, etc. Thus to determine the predicted response of a voxel
to a given category we added together the weights for that category and all categories that
it entails. This procedure is equivalent to simulating the response of a voxel to a stimulus
labeled only with wolf.
We used this procedure to estimate the predicted category responses shown in Figure
2, to assign colors and positions to the category nodes shown in Figures 4 and 5, and to
correct PC coeﬃcients before comparing them to hypothetical semantic dimensions as shown
in Figure 6.

Principal components analysis
For each subject we used principal components analysis (PCA) to recover a low-dimensional
semantic space from category model weights. We first selected all voxels that the model predicted significantly, using a liberal significance threshold (p < 0.05 uncorrected for multiple
comparisons). This yielded 8269 voxels in subject SN, 8626 voxels in AH, 11697 voxels in
AV, 11187 voxels in TC, and 9906 voxels in JG. We then applied PCA to the category model
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weights of the selected voxels, yielding 1705 PCs for each subject. (In additional tests we
found that varying the voxel selection threshold does not strongly aﬀect the PCA results.)
Partial scree plots showing the amount of variance accounted for by each PC are shown in
Figure 3. The first four PCs account for 24.1% of variance in subject SN, 25.9% of variance
in AH, 28.0% of variance in AV, 25.8% of variance in TC, and 25.6% of variance in JG.
Next we tested whether the recovered PCs were diﬀerent from what we would expect by
chance. For details of this procedure, please see the Supplementary Experimental Procedures.
In this paper we present semantic analyses using PCA, but PCA is only one of many dimensionality reduction methods. Sparse methods such as independent components analysis
(ICA) and non-negative matrix factorization (NNMF) can also be used to recover the underlying semantic space. We found that these methods produced qualitatively similar results to
PCA on the data presented here. In this paper we present only PCA results because PCA
is commonly used, easy to understand and the results are highly interpretable.

Stimulus identification using category model and models based on
group PCs
To quantify the relative amount of information that can be represented by the full category
model and the models based on group PCs, we used the validation data to perform an
identification analysis (Kay et al., 2008; Nishimoto et al., 2011). For the full category model
we calculated log-likelihoods of the observed responses given predicted responses to the
validation stimuli and the fitted category model (Nishimoto et al., 2011). Here we declare
correct identification if the highest likelihood for aggregated 18-second (9 TR) chunks of
responses can be associated with the correct timings for the matched stimulus chunks within
+/- one volume (TR). In order to minimize the potential confound due to non-semantic
stimulus features, the prediction of the total motion energy regressor was subtracted from
responses before the analysis.
To perform the identification analysis for models based on the group PCs we repeated the
same procedures as above, but using group PC models. We obtained these models by voxelwise regression using the category stimuli projected into the group PC space (see Voxel-wise
model fitting and Principal Component Analysis in Methods). In order to assess variability
in the performance measurements we performed the identification analysis 10 times, based
on group PCs obtained using bootstrap voxel samples.
To reduce noise, the identification analyses used only the 2,000 most predictable voxels.
Prediction performance was assessed using 10% of the training data that we reserved from
the regression for this purpose. Voxel selection was performed separately for each model and
subject.
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Comparison between group semantic space and hypothesized
semantic dimensions
To compare the dimensions of the group semantic space to hypothesized semantic dimensions,
we first defined each hypothesized dimension as a vector with a value for each of the 1705
categories. We then computed the variance that each hypothesized dimension explains in
each group PC as the squared correlation between the PC vector and hypothesized dimension
vector. To find confidence intervals on the variance explained in each PC we bootstrapped
the group PCA by sampling with replacement 100 times from the pooled voxel population.
We defined nine semantic dimensions based on previous publications and our own hypotheses. These dimensions included mobile vs. immobile, animacy, humans vs. nonhumans, social vs. non-social, civilization vs. nature, animal vs. non-animal, biological vs.
non-biological, place vs. non-place, and object size. For the mobile vs. immobile dimension
we assigned positive weights to mobile categories such as animals, people, and vehicles, and
zero weight to all other categories. For the animacy dimension based on (Connolly et al.,
2012) we assigned high weights to people, and intermediate and low weights to other animals
based on their phylogenetic distance from humans: more distant animals were assigned lower
weights. For the human vs. non-human dimension we assigned positive weights to people
and zero weights to all other categories. For the social vs. non-social dimension we assigned
positive weights to people and communication verbs and zero weights to all other categories.
For the civilization vs. nature dimension we assigned positive weights to people, man-made
objects (e.g. buildings, vehicles, tools), and communication verbs, and negative weights to
non-human animals. For the animal vs. non-animal dimension we assigned positive weights
to non-human animals, people, and body parts, and zero weight to all other categories. For
the biological vs. non-biological category we assigned positive weights to all organisms (e.g.
people, non-human animals, plants), plant organs (e.g. flower, leaf), body parts, and body
coverings (e.g. hair). For the place vs. non-place dimension we assigned positive weights to
outdoor categories (e.g. geological formations, geographical locations, roads, bridges, buildings) and zero weight to all other categories. For the real-world size dimension based on
(Konkle & Oliva, 2012) we assigned a high weight to large objects (e.g. boat), medium
weight to human-scale objects (e.g. person), a small weight to small objects (e.g. glasses),
and zero weight to objects that have no size (e.g. talking) and those that can be many sizes
(e.g. animal).

Smoothness of cortical maps under group semantic space
Projecting voxel category model weights onto the group semantic space produces semantic
maps that appear spatially smooth (see Fig. 7). However, these maps alone are insuﬃcient
to determine whether the apparent smoothness of the cortical map is a specific property of
the 4-PC group semantic space. If the categorical model weights are themselves smoothly
mapped onto the cortical sheet, then any 4-dimensional projection of these weights might
appear equally as smooth as the projection onto the group semantic space. To address this
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issue we tested whether cortical maps under the 4-PC group semantic space are smoother
than expected by chance.
First, we constructed a voxel adjacency matrix based on the fiducial cortical surfaces.
The cortical surface for each hemisphere in each subject was represented as a triangular
mesh with roughly 60,000 vertices and 120,000 edges. Two voxels were considered adjacent
if there was an edge that connects a vertex inside one voxel to a vertex inside the other.
Next, we computed the distance between each pair of voxels in the cortex as the length of
the shortest path between the voxels in the adjacency graph. This distance metric does
not directly translate to physical distance, because the voxels in our scan are not isotropic.
However, this aﬀects all models that we test and thus will not bias the results of this analysis.
Next, we projected the voxel category weights onto the 4-dimensional group semantic
space, which reduced each voxel to a length 4 vector. We then computed the correlation
between the projected weights for each pair of voxels in the cortex. Finally, for each distance
up to 10 voxels, we computed the mean correlation between all pairs of voxels separated by
that distance. This procedure produces a spatial autocorrelation function for each subject.
These results are shown as blue lines in Fig. 8.
To determine whether cortical map smoothness is specific to the group semantic space,
we repeated this analysis 1000 times using random semantic spaces of the same dimension as
the group semantic space. Random orthonormal 4-dimensional projections from the 1705dimensional category space were constructed by applying singular value decomposition to
randomly generated 4x1705 matrices. One can think of these spaces as uniform random
rotations of the group semantic space inside the 1705-dimensional category space.
We considered the observed mean pairwise correlation under the group semantic space
to be significant if it exceeded all of the 1000 random samples, corresponding to a p-value of
less than 0.001.
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Chapter 3
Representation of narrative semantics
3.1

Introduction

One of the hallmarks of humankind is our remarkable facility with language. Comprehending
the meaning of a narrative story is a diﬃcult problem that the human brain seems to solve
with ease. To comprehend a story it is likely that the brain constructs an internal representation of the meaning, or narrative semantic content, of the story. Previous studies have
suggested that this narrative semantic information is represented in many diﬀerent regions
of the brain, including the temporal lobe, inferior frontal lobe, medial prefrontal cortex, and
precuneus (Binder et al. 2005; Lerner et al. 2011; Honey et al. 2012; Friederici et al. 2000;
Whitney et al. 2009). It is likely that these brain regions contain maps of narrative semantic
representation. Yet nothing is known about how these maps are organized, or which concepts
are represented there.
In this study we used functional MRI (fMRI) and voxel-wise modeling (VM) to discover
how narrative semantic information is represented across the cortex. We began by recording
whole-brain BOLD responses while five subjects listened to two hours of stories from The
Moth Radio Hour (Figure 3.1). A semantic feature space was then constructed by finding
the co-occurrence between each word in the stimulus and a set of 985 common English
words across a large corpus of natural text (Mitchell et al. 2008). We then used VM (Kay
et al. 2008; Mitchell et al. 2008; Naselaris et al. 2009; Nishimoto et al. 2011; Huth et
al. 2012; Stansbury et al. 2013) to estimate how each of the 985 semantic features were
represented in each individual cortical voxel in each subject. To interpret these data we
performed principal components analysis (PCA) separately on the voxel-wise models for
each subject and on combined models from all five subjects (Shinkareva et al. 2011; Huth et
al. 2012). Then we used a novel generative modeling approach (PrAGMATiC, Probabilistic
And Generative Modeling of Areas Tiling Cortex) to find semantic cortical areas that are
consistent across subjects. This approach showed that the semantic content of speech is
represented in complex maps consisting of dozens of functional areas.
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Figure 3.1: Schematic of experiment. Five subjects listened to over two hours of naturally spoken
stories while BOLD responses were measured using fMRI. Stories were transcribed and then the
transcripts were aligned to the audio to determine exactly when each word and phoneme was spoken.
Each word in the stories was projected into a 985-dimensional semantic space that was constructed
using word co-occurrence statistics in a large corpus of text. A regularized finite impulse response
(FIR) regression model was then estimated for each voxel in each subject’s brain. The resulting
model weights describe how concepts mentioned in the stories influence BOLD signals in a voxel.

CHAPTER 3. REPRESENTATION OF NARRATIVE SEMANTICS

3.2

31

Results

What types of semantic information are represented in the brain?
Each of the approximately 60,000 voxel-wise models estimated for each subject is represented
by a vector of weights reflecting the relative influence of each of the 985 semantic features.
Interpreting and visualizing these high-dimensional data is diﬃcult. However, given the
signal limitations of fMRI, it is likely that much of the information in the voxel-wise models
is redundant (Shinkareva et al. 2011; Huth et al. 2012; Lashkari et al. 2010). If this is true
then it should be possible to summarize the information provided by the voxel-wise models
in a low-dimensional space that is easier to interpret and visualize. Therefore, we used
principal components analysis (PCA) to find the low-dimensional space that captures the
most variance across a population of voxel-wise models. The PCA procedure produces a set
of orthogonal semantic dimensions, rank ordered by the variance they explain across voxels.
Each of the 985 semantic features has a unique projection onto these principal components
(PCs). Across the 10,000 best-modeled voxels in each subject we needed around 109 PCs to
explain 90% of the variance (112 in subject AH, 119 in WH, 98 in ML, 104 in JG, and 111 in
DS). Taken together the PCs form a cortical semantic space. Concepts that are represented
similarly in the brain are close together in this space, while concepts that are represented
very diﬀerently in the brain are far apart.
The PCA showed that more than 100 PCs are needed to explain each subject’s brain.
However, we expect that only a few PCs are shared across subjects because of fMRI noise
and inter-subject variability. To determine how many shared semantic dimensions we can
recover from these data we performed a leave-one-out analysis in which we tried to predict
the semantic dimensions in each subject from the other four subjects (Huth et al. 2012).
We began by concatenating the voxel models obtained for four of the five subjects, and then
performing PCA on these aggregated data. Then we determined how much variance each of
the group semantic dimensions explained in the voxel models of the remaining subject. This
procedure was repeated five times, leaving a diﬀerent subject out each time. In four of the
five subjects, at least four dimensions explained significantly more variance than expected
by chance (p < 0.01, Bonferroni corrected, bootstrap test; Figure B.1). Thus, our fMRI data
appear to be suﬃcient to recover about four semantic dimensions that are common across
subjects. To obtain a robust estimate of the common semantic dimensions we applied PCA
to combined models from all five subjects and limited all subsequent analyses to the first
four PCs.
The group PCA procedure produces a low-dimensional semantic space that is shared
across subjects. However, these dimensions still must be interpreted. To do this, we first
projected 10,000 common words onto each of the four common semantic dimensions. Then we
found the words comprising the convex hull of the 10,000 word dataset in the 4-dimensional
common semantic space. These 220 words were plotted on four diﬀerent pairs of dimensions:
the first PC versus the second PC, the second versus the third, the first versus the fourth,
and the fourth versus the third (Figure 3.2).
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Figure 3.2: Principal components of voxel-wise semantic models. Principal components analysis
(PCA) was used to discover which types of semantic information are most important for representation in the brain (Huth et al. 2012). A leave-one-out analysis revealed that at least four semantic
dimensions are common across subjects (Figure B.1). For interpretation we projected 10,000 common words into the 4-D space. Then we determined which words had the highest projections in this
common space by finding the convex hull of the 10,000 word dataset. These 220 words were then
plotted on four diﬀerent pairs of dimensions. Each word was assigned a color based on its projection
along the first three dimensions: the red component corresponds to the first dimension, green to
the second, and blue to the third. The size of each word is determined by its norm (i.e. distance
from the origin) in the 4-D semantic space. The first dimension distinguishes concepts associated
with scenery, such as “scenery” and “clouds” from concepts associated with drama, such as “murdered”, and “confessed”. The second dimension distinguishes concepts associated with movement
and location, such as “visit” and “arrive”, from concepts associated with physical properties, such
as “metallic” and “smooth”. The third dimension distinguishes concepts associated with numbers
and time, such as “five” and “year”, from concepts associated with thoughts and feelings, such
as “hatred” and “thoughts”. The fourth dimension distinguishes concepts associated with time,
such as “seconds” and “stops”, from concepts associated with social groups, such as “culture” and
“society”. These four dimensions were used as the basis for understanding how narrative semantic
representation is organized across the cortex.
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The first PC distinguishes concepts associated with scenery, such as “scenery” and
“clouds” from concepts associated with social drama, such as “murdered”, and “confessed”.
The second PC distinguishes concepts associated with movement and location, such as “visit”
and “arrive”, from concepts associated with physical properties, such as “metallic” and
“smooth”. The third PC distinguishes concepts associated with numbers and time, such as
“five” and “year”, from concepts associated with thoughts and feelings, such as “hatred” and
“thoughts”. The fourth PC distinguishes concepts associated with time, such as “seconds”
and “stops”, from concepts associated with social groups, such as “culture” and “society”.
While no previous experiment has examined the representation of narrative semantics, the
semantic PCs found here bear some similarity to previously reported semantic dimensions.
For example, studies using visual stimuli have shown that the semantic distinction between
animate and inanimate categories is important in the brain (Connolly et al. 2011; Huth et al.
2012). The first semantic PC we found distinguishes between social drama?a set of concepts
that entails animate actors?and inanimate scenery. However, the stories used in this study
contain little content related to non-human animals, making it diﬃcult to determine whether
the first PC found here actually captures animacy. Thus we must conclude that determining
the full range of similarities and diﬀerences between the representations of narrative and
visual semantics is an eﬀort that goes well beyond the scope of this paper.

Where is semantic information represented in the brain?
The common semantic space shows us what types of semantic information are represented
in the brain, but does not show us where in the brain that information is represented.
Earlier studies have showed that areas such as the prefrontal cortex (PFC), temporoparietal
junction (TPJ), and precuneus (PrCu) respond consistently to narrative speech (Lerner et
al. 2011; Regev et al. 2013). However, little is known about what specific types of semantic
information are represented in each brain area.
To discover how the common semantic space is represented across the cortex we projected
the voxel-wise models onto each of the four common semantic dimensions. We simultaneously
plotted voxel-wise projections on the first, second, and third dimensions using an RGB
colormap (Figure 3.3; for individual PC projections see Figure B.2). In this colormap the
red component of each voxel is determined by its projection onto the first semantic dimension,
the green component by the projection onto the second dimension, and the blue component
by the third dimension. The colors here match those used to visualize the semantic space
(Figure 3.2). Thus a green voxel in this map produces relatively greater BOLD responses to
concepts that are colored green in the semantic space, such as “edges” and “layers”. This
map shows that semantic information is mostly represented in complex patterns that are
distributed across two broad, continuous regions of the brain: PFC (excluding supplementary
motor and most of premotor cortex), and a band that includes superior temporal cortex,
TPJ, occipitotemporal cortex, and the PrCu. The general patterns found here appear in
every subject in our sample (Figure 3.4).
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Figure 3.3: Cortical maps of semantic representation. Voxel-wise semantic model weights for
subject ML were projected onto each of the common semantic dimensions. These projections are
shown here on a flattened cortical surface uniquely constructed for one subject. The maps for PCs
1, 2, and 3 were combined using an RGB colormap. The red coloring of each voxel corresponds
to its projection on the first PC, green to the second PC, and blue to the third PC. Major sulci
are annotated in black and known functional areas in white. This map shows how the individual
PC maps overlap. For example, in left inferior prefrontal cortex there is a rostral-caudal pattern of
three positive areas on the first dimension and three positive areas on the second dimension. On
the combined map we see that these areas intercalate, forming a band that alternates between pink
(responding most to drama), yellow (human description), and green (physical properties).

PrAGMATiC: a generative model for cortical maps.
The semantic maps presented here indicate that semantic information is represented in complex patterns distributed broadly across the cortical sheet. One classical method for describing such patterns is to divide the cortex up into distinct functional areas (Felleman and Van
Essen, 1991). However, current approaches to functional parcellation are suboptimal. The
most common approach is to identify functional regions-of-interest (ROIs) based on a binary
contrast between two functional localizers. In almost all studies, the ROIs are identified at
the group level, after mapping individual brains into a standard coordinate space such as
MNI. The functional localizer approach is not appropriate for the rich data that we present
here, and mapping into MNI coordinates would smooth the data and reduce the information
available.
To overcome the limitations of previous methods of functional parcellation, we developed a new Probabilistic And Generative Model of Areas Tiling the Cortex (PrAGMATiC).
PrAGMATiC recovers the most likely distribution of functional areas without requiring reg-

CHAPTER 3. REPRESENTATION OF NARRATIVE SEMANTICS

35

istration of multiple subjects into a common coordinate space. This model assumes that
the observed functional maps are comprised of many homogeneous brain areas that are both
functionally and anatomically consistent across subjects.
Parameters of the generative model determine the number of areas, rough distances between areas, and what type of semantic information is represented in each area. However,
the precise arrangement and size of the semantic areas in each individual brain is allowed to
diﬀer substantially. This flexibility lets the generative model to identify areas that are consistent across subjects, despite variations in the underlying cortical anatomy. Furthermore,
because the model is generative, it can be used to predict semantic maps in subjects who
were not used to estimate the model parameters.
PrAGMATiC consists of two components: an arrangement model and an emission model
(Figure 3.5A). The arrangement model determines how the functional areas are anatomically
arranged across the cortex and enforces that the areas are arranged similarly for all subjects.
Similarity of model arrangement across subjects is enforced by including the locations of
functional “anchors,” which are known ROIs that were localized in separate experiments.
The emission model determines how the cortical map is produced based on an arrangement
of cortical areas. Further details about the generative model parameterization can be found
in Methods.
The specific version of the PrAGMATiC algorithm presented here assumes that all the
voxels within a functional area represent the same type of semantic information. This assumption is inconsistent with our previous suggestion that cortical maps should be modeled
using smoothly-changing gradients instead of homogeneous areas (Huth et al. 2012). Although we believe that it should be possible to implement a generative model that assumes
that functional data is distributed in gradients (or in a mixture of areas and gradients), a
gradient-based model is mathematically and computationally challenging, and so is beyond
the scope of this report. Future development of the PrAGMATiC framework should allow
us to objectively compare the performance of gradient-based and areal models of functional
parcellation.
We used a leave-one-out cross-validation procedure to determine how many areas PrAGMATiC should use to explain the cortical maps. Using data in four of the five subjects,
we constructed models with 8, 16, 32, 64, 128, and 256 total areas in each hemisphere.
Because PrAGMATiC is forced to tile the entire cortex?including regions that do not represent semantic information?we then counted the number of areas with significant semantic
representation in each model (see Methods for details). This procedure was repeated five
times, each time holding out a diﬀerent subject. Next we tested how well each model could
predict the semantic map for the held-out fifth subject. To measure model goodness-of-fit
we computed the likelihood of the actual semantic map for the held-out subject under the
model fit (see Methods for details).
The results show that models with about 110 significant areas were best at predicting
maps in the left hemisphere, and models with about 120 significant areas were best in the
right hemisphere (Figure 3.4B). This suggests that it takes about 230 homogeneous functional
areas to describe how semantic information is represented in cortex.

CHAPTER 3. REPRESENTATION OF NARRATIVE SEMANTICS

36

Figure 3.4: PrAGMATiC: a generative model for cortical maps. To find cortical areas with consistent semantic selectivity across subjects we constructed a generative model of cortical maps. (A)
This model consists of two parts: an arrangement model and an emission model. The arrangement
model assumes that springs join each functional area to every other centroid and a set of functional
anchors that are based on known regions of interest (ROIs). The equilibrium lengths of the springs
are assumed to be identical across subjects, but the exact location and size of the areas can vary
from subject to subject. The emission model assumes that each area represents one type of semantic information, which is stored as a semantic value on the area centroid. Each point on the cortex
is assigned the semantic value of the closest centroid, forming a Voronoi diagram. For details see
Methods. (B, D) To choose the best number of functional areas we used a leave-one-out approach.
For each number of areas, the model was fit using data from four subjects and then tested on the
fifth subject. This procedure was repeated five times, holding out a diﬀerent subject each time.
These panels show the log likelihood ratio of the left hemisphere (B) and right hemisphere (D)
held-out subject data relative to a null model with zero values everywhere. The log likelihood ratio
is shown for the best model using each number of areas tested (8, 16, 32, 64, 128, 256) and each of
the five subjects. We found that the overall best number of total areas was 256. (C, E) The model is
forced to tile the entire cortex with areas, including locations that are not semantically responsive.
To account for this we tested whether each area contained significantly more semantically selective
points than we would expect by chance. These panels show the number of significant areas and log
likelihood ratio on the held-out subject for each model fit in the left hemisphere (C) and the right
hemisphere (E). The best models have about 110 significantly semantically responsive areas in the
left hemisphere and 120 in the right.

CHAPTER 3. REPRESENTATION OF NARRATIVE SEMANTICS

37

We visualized the best PrAGMATiC models by plotting model predictions for the heldout subject on the cortical surface (Figure 3.5). To judge goodness of fit across the surface
we computed the likelihood of the actual semantic map at each point on the cortex under the
PrAGMATiC model and under a null model with zero (mean) semantic values everywhere.
In Figure 3.5 we show the log ratio of the model likelihood and null likelihood across the
surface. Here we can see that many of the functional areas found by our model match the
map. In general PrAGMATiC predicts the semantic values much better than the null model.
To build a canonical model of narrative semantic representation across the cortex, we
used the best parameters determined by cross-validation to fit a generative model for the
left hemisphere across all five subjects. The map for one subject is shown in Figure 3.6.
This canonical model has 113 significant semantic areas. We divided these areas into eight
anatomically distinct groups: prefrontal cortex (PFC) has 59 areas, insular cortex (IC) has
one area, superior temporal cortex (STC) has 12 areas, inferior temporal cortex (ITC) has
seven areas, temporoparietal junction (TPJ) has 18 areas, occipital cortex (OCC) has four
areas, intraparietal sulcus (IPS) has four areas, and precuneus (PRCU) has eight areas. We
assigned each of the 118 areas a number within its anatomical group.
To determine which concepts are represented in each area we computed the average
semantic model within each area across all five subjects. Then we predicted the response of
the average model to each word in our lexicon and found the ten words that elicit the highest
predicted response. These words are shown form selected areas in Figure 3.6. In addition to
the results presented here, we invite readers to explore these PrAGMATiC data for multiple
subjects at http://gallantlab.org/semanticstories.
PrAGMATiC explained semantic representation in the left hemisphere prefrontal cortex
(PFC) using 59 functional areas. The canonical map shows that all of the three known
prefrontal speech production areas (Broca’s area: pfc4, pfc5, pfc6; sPMv (Wilson et al.
2004): pfc19, pfc20, pfc28; and pre-SMA (Blank et al. 2002): pfc48 pfc49, pfc50) respond to
dramatic and social words. In lateral PFC we found areas that respond to abstract concepts
such as science and joy, scenery, and concepts related to scholarly pursuits such as essay and
answer (pfc47, pfc42, pfc41, pfc46). In dorsal lateral prefrontal cortex we found areas that
respond to time words (pfc30, pfc31, pfc40) and numbers (pfc37, pfc39) (Simon et al. 2004).
In inferior lateral prefrontal cortex we found areas that respond to words describing visual
and physical properties (pfc24, pfc25, pfc32, pfc33). In the frontal operculum we found areas
that respond to highly abstract concepts (pfc7, pfc8, pfc9, pfc10, pfc11, pfc15).
PrAGMATiC explained left hemisphere superior temporal cortex (STC) using 12 functional areas. Many of these areas respond most to dramatic and social words (stc1, stc2,
stc6, stc7, stc9, stc8, stc10, stc11, stc12). However, a few areas inside on the anterior middle
temporal gyrus (MTG) respond to family and non-dramatic social concepts (stc3, stc4, stc5).
PrAGMATiC explained left hemisphere inferior temporal cortex using seven functional
areas. The medial-most area (itc7) overlaps with the parahippocampal place area (PPA)
and responds to words describing outdoor locations and clothes. Of the six more lateral
areas, five respond to visual descriptions, clothes, and physical properties (itc2, itc3, itc4,
itc5, itc6), and one responds to dramatic and social words (itc1).
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Figure 3.5: PrAGMATiC prediction maps. Comparison of actual semantic maps (like that shown
in Fig. 3.3) and semantic maps predicted by PrAGMATiC for three subjects. Separate PrAGMATiC models were fit using data from every combination of four of the five subjects. Then that
model was used to predict the semantic map in the held-out subject. Here we show the actual left
hemisphere semantic maps for three subjects (left column), the predicted semantic map for each
subject based on data in the other four subjects (center column) and the goodness of fit at each
location on the cortex (right column). To compute goodness of fit we computed the log ratio of
the actual data likelihood under the PrAGMATiC model to the data likelihood under a null model
with zero (mean) semantic values everywhere. Positive log likelihood ratios show locations that
are better predicted under the PrAGMATiC model than the null model. Negative values show
locations that are better predicted under the null model. Most semantically responsive locations in
the prefrontal cortex, temporoparietal junction, precuneus, and temporal cortex are well predicted
by PrAGMATiC.
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Figure 3.6: Cortical maps with semantic functional areas. Here we show the canonical left
hemisphere semantic map that was fit using data from all five subjects with the parameters that
had the best cross-validation performance. The map is shown for subject S2 (other subjects are
shown in Figure B.3). This map is shown using the same colormap as Fig. 3.3. The 113 functional
areas containing a significant fraction of semantically responsive locations are shown in color and
labeled. To interpret the map we found the ten words that our model predicts will cause the highest
response in each functional area. The best ten words for a few selected areas are shown here.
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PrAGMATiC explained left hemisphere occipital cortex (Occ) using four functional areas.
These areas overlap with visual areas V3, V4, LO, V3A, V3B, and the extrastriate body
area (EBA). Three of these areas respond to abstract concepts such as science (occ1, occ2,
occ4). The area that overlaps with EBA responds to body-related words such as holding,
arm, grabs, knees, and arms (occ3).
PrAGMATiC explained the left hemisphere temporoparietal junction (TPJ) using 18
functional areas. In central TPJ we found four areas that respond to dramatic and social
words (tpj4, tpj5, tpj6, tpj7). In superior TPJ we found areas that respond to numbers
(tpj1), places (tpj2), and numbers (tpj10). In anterior TPJ we found areas that respond to
physical properties and touch-related words such as flame, smooth, and gentle (tpj8, tpj9,
tpj15, tpj16, tpj17). One dorsal area close to the intraparietal sulcus (IPS) respond to visual
properties (tpj18).
PrAGMATiC explained the left hemisphere intraparietal sulcus (IPS) using four functional areas. All of these areas respond to words related to scenery and visual properties.
PrAGMATiC explained the left hemisphere precuneus (PrCu) using eight functional areas. The core of precuneus responds to dramatic and social words (prcu6) or family members
(prcu4). The neighboring posterior area, which overlaps with retrosplenial cortex (RSC), a
known place-selective functional area, responds to places (prcu1). The posterior-most area
responds to words related to mental states such as memories, dream, and excited (prcu2).
Overall, it is surprising that so many of these areas appear to represent social drama
and emotionally charged words. One possible explanation is that emotional arousal causes
widespread BOLD responses throughout much of the cortex, creating the appearance of representation. Such a global arousal artifact would likely be captured by changes in breathing
or heart rate, yet physiological regressors are unable to explain away these eﬀects. A diﬀerent possible explanation is that these areas diﬀer along finer-scale semantic dimensions than
those we were able to recover here. However, a more detailed analysis of representation in
these areas lies beyond the scope of this paper.

3.3

Discussion

In this study we showed how the representation of narrative semantic information is mapped
across much of the cortex. Using PrAGMATiC, a novel generative model of cortical maps,
we found that semantic representation can be explained by a complex map consisting of
around 120 functional areas in each hemisphere. These areas are distributed broadly across
prefrontal cortex, parietal cortex, and temporal cortex.
One surprising aspect of these findings is that many diﬀerent types of semantic information are represented in a large constellation of functional areas within the prefrontal cortex
and temporoparietal junction. Furthermore, some types of semantic information are represented in multiple areas located within PFC and TPJ. Such concepts include time and action
(tpj10 and pfc14), numbers (tpj2 and pfc20), and time and place (tpj9 and pfc13). Based
on anatomical connectivity it is likely that the PFC and TPJ reflect diﬀerent stages in a
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semantic processing hierarchy (Catani et al. 2004). Therefore, the appearance of multiple
representations across diﬀerent functional areas within PFC and TPJ probably is a result of
the limited sensitivity of our method. Much the same situation prevails in the face processing
network, where it is currently assumed that each face patch represents a diﬀerent aspect of
face-related information (Moeller et al. 2008).
We also observed an alternating pattern of semantic representation along the rostralcaudal axis of inferior frontal cortex. Along this axis we observe alternation between the
representation of visual and physical concepts (pfc1, pfc3, pfc5) and the representation of
social and dramatic concepts (pfc2, pfc4). These areas cover the superior portion of Broca?s
area (Brodmann areas 44 and 45). This repetitive organization appears analogous to the
multiple retinotopic representations in visual cortex, suggesting that these prefrontal brain
areas represent multiple stages within a narrative semantic hierarchy. However, using the
current method we are unable to distinguish how these representations might diﬀer along
this hierarchy. Future targeted studies or more detailed analyses of these data may elucidate
what role this inferior frontal network has in understanding speech.
One surprising finding of this study is that, although this study included no visual stimuli
and our subjects’ eyes were closed throughout the experiment, higher retinotopic visual
areas represent abstract concepts related to art, science, and philosophy. Before this study,
we would have predicted that higher visual areas would, if anything, represent concepts
associated with concrete nouns (i.e., concepts that are associated with specific visual stimuli).
Furthermore, earlier studies and meta-analyses that compared brain activity elicited by
abstract and concrete concepts reported that abstract concepts are represented in anterior
temporal and inferior frontal cortices (Binder et al. 2005; Wang et al. 2010). One possible
explanation is that the earlier studies simply missed this result because they used methods
that are relatively less sensitive than the approach used here. Another possibility is that this
aspect of narrative semantic representation in higher visual cortex is suppressed by visual
input, but is unmasked when subjects listen to stories with their eyes closed.
The PrAGMATiC algorithm used here showed that the cortical maps of narrative semantic representation can be explained by about 200 homogeneous semantic areas. Yet
examining the maps for individual subjects suggests that many areas would be better explained using gradients than homogeneous areas. If the cortical map is instead comprised
of smooth gradients (Huth et al. 2012), then PrAGMATiC will overestimate the number of
functional areas, because it will use multiple homogeneous areas to approximate a smooth
gradient. The best way to determine whether the map is truly composed of gradients or
homogeneous areas will be to compare the prediction performance of homogeneous areaand gradient-based models. This will be an important direction for future studies of cortical
representation.
The cortical map organization found here is rich and complex, comprising hundreds of
functional areas, each of which represents a diﬀerent type of narrative semantic information. To fully understand these maps we highly suggest that readers explore these datasets
themselves using our interactive web viewer (http://gallantlab.org/semanticstories).
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Experimental Procedures

MRI data collection
MRI data were collected on a 3T Siemens TIM Trio scanner at the UC Berkeley Brain
Imaging Center using a 32-channel Siemens volume coil. Functional scans were collected
using a gradient echo EPI sequence with repetition time (TR) = 2.0045s, echo time (TE) =
31ms, flip angle = 70 degrees, voxel size = 2.24 x 2.24 x 4.1 mm (prescribed slice thickness =
3.5 mm with 18% slice gap yields 4.1 mm total thickness), matrix size = 100 x 100, and field
of view = 224 x 224 mm. 30 axial slices were prescribed to cover the entire cortex and were
scanned in interleaved order. A custom-modified bipolar water excitation radiofrequency
(RF) pulse was used to avoid signal from fat.
Anatomical data were collected using a T1-weighted MP-RAGE sequence on the same
3T scanner.

Subjects
Functional data were collected from four male subjects and one female subject, AH (author
AGH, age 26), WH (author WAdH, age 31), ML (age 32), DS (age 31), and JG (age 26).
All subjects were healthy and had normal hearing.

Natural Speech Stimuli
The model estimation dataset consisted of ten 10- to 15-minute stories taken from The Moth
Radio Hour. In each story, a single speaker tells an autobiographical story in front of a live
audience. The ten selected stories cover a wide range of topics and are highly engaging. All
subjects (including the authors) were nave to the stories prior to the experiment. Each story
was played during a separate scan. The length of each scan was tailored to the story, but
also included 10 seconds of silence both before and after the story. The model validation
dataset consisted of one 10-minute story also taken from The Moth Radio Hour. This story
was played twice for each subject in order to estimate response reliability. Model estimation
and validation data were collected during two 2-hour scanning sessions.
Stimuli were played over Sensimetrics S14 in-ear piezoelectric headphones (Sensimetrics,
Malden, MA, USA). A Berhinger Ultra-Curve Pro hardware parametric equalizer was used
to flatten the frequency response of the headphones based on calibration data provided by
Sensimetrics. All stimuli were played at 44.1 kHz using the pygame library in Python. All
stimuli were normalized to have peak loudness of -1 dB relative to max. However, the stories
were all performed by diﬀerent speakers and were not uniformly mastered, so diﬀerences in
total loudness remain.
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fMRI data pre-processing
Each functional run was motion-corrected using the FMRIB Linear Image Registration Tool
(FLIRT) from FSL 4.2 (Jenkinson & Smith, 2001)?. All volumes in the run were then
averaged to obtain a high quality template volume. FLIRT was also used to automatically
align the template volume for each run to the overall template, which was chosen to be the
template for the first functional movie run for each subject. These automatic alignments were
manually checked and adjusted for accuracy. The cross-run transformation matrix was then
concatenated to the motion-correction transformation matrices obtained using MCFLIRT,
and the concatenated transformation was used to resample the original data directly into
the overall template space.
Low-frequency voxel response drift was identified using a 2nd order Savitsky-Golay filter
with a 120-second window and this was subtracted from the signal. The mean response for
each voxel was then subtracted and the remaining response was scaled to have unit variance.

Flatmap construction
Cortical surface meshes were generated from the T1-weighted anatomical scans using Caret5
software (Van Essen et al., 2001)?. Five relaxation cuts were made into the surface of each
hemisphere and the surface crossing the corpus callosum was removed. The calcarine sulcus
cut was made at the horizontal meridian in V1 using retinotopic mapping data as a guide.
Surfaces were then flattened using Caret5.
Functional data were aligned to the anatomical data for surface projection using custom
software written in Python.

Stimulus transcription and preprocessing
Each story was manually transcribed by one listener and then the transcript was checked by
a second listener. In addition to the words spoken in the story, certain sounds (e.g. laughter,
lip-smacking and breathing) were annotated to improve the accuracy of the automated alignment. The audio of each story was downsampled to 11 kHz and then automatically aligned
to the transcript using the Penn Phonetics Lab Forced Aligner (P2FA; Yuan and Liberman,
2008). The forced aligner attempts to find the exact temporal onset and oﬀset of each word
and phoneme using a phonetic hidden Markov model (HMM). The pronunciation of each
word was guessed using the CMU pronouncing dictionary. Words and word fragments that
appeared in the transcript but not in the dictionary were manually added using Arpabet
phonetic notation.
After automatic alignment was complete, each aligned transcript was manually checked
and corrected by an experienced listener using Praat software (Boersma & Weenink, 2013).
The corrected aligned transcript was then spot-checked for accuracy by a diﬀerent listener.
Finally the aligned transcripts were converted into separate word and phoneme representations. The phoneme representation of each story is a list of pairs (P, t), where P is a
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phoneme and t is the time from the beginning of the story to the middle of the phoneme
(i.e. halfway between the start and end of the phoneme) in seconds. Similarly the word
representation of each story is a list of pairs (W, t), where W is a word.

Word rate and phoneme rate model construction
To account for the highly variable speech rate both within and across stories we constructed
two single-feature models that simply count the number of words and number of phonemes
that occurred during the acquisition of each fMRI volume (2.0045 s).

Phoneme model construction
To account for response variance caused by the low-level phonetic content of the speech stimuli we constructed a 39-parameter model that captures how often each of the 39 phonemes
in English was spoken over time. This model was constructed from the phoneme representation of the stories: the lists of phoneme-time pairs (P, t) were re-arranged into 39 lists,
each of which contains only the times of a single phoneme. These lists of times were then
downsampled to the fMRI acquisition rate.

Semantic model construction
To account for response variance caused by the semantic content of the speech stimuli we
constructed a 985-parameter semantic model based on word co-occurrence statistics in a
large corpus of text (Mitchell 2008; Lund & Burgess 1996; Furnas et al. 1988). First we
constructed a 10,470 word lexicon from the union of the set of all words appearing in the
stimulus stories and the set of the 10,000 most common words in the training corpus. We then
selected 985 basis words from the Wikipedia “List of 1000 basic words” (contrary to the title,
this list does not actually contain 1000 unique words). This basis set was selected because it
consists of common words and spans a very broad range of topics. The training corpus used
to construct this model includes the transcripts of 13 Moth stories (including the 10 used
as stimuli), 604 popular books, 2,405,569 wikipedia pages, and 36,333,459 user comments
scraped from reddit.com. In total the 10,470 words in our lexicon appeared 1,548,774,960
times in this corpus.
Next we constructed a word co-occurrence matrix, M , with 985 rows and 10,470 columns.
Iterating through the training corpus, we added 1 to Mi,j each time word j appeared within
15 words of basis word i. A window size of 15 was selected to be large enough to suppress
syntactic eﬀects (i.e. word order) but no larger. Once the word co-occurrence matrix was
complete, we log-transformed the counts, replacing Mi,j with log(1 + Mi,j ). Next each row
of M was z-scored to correct for diﬀerences in basis word frequency, and then each column
of M was z-scored to correct for word frequency.
Each column of is now a 985-dimensional semantic vector representing one word in the
lexicon. This representation tends to be semantically smooth, such that words with similar
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meanings (such as “dog” and “cat”) have similar vectors, but words with very diﬀerent
meanings (such as “dog” and “book”) have very diﬀerent vectors.
The semantic model was constructed from the word representation of the stories: for
each word-time pair (w, t) in each story we selected the corresponding column of , creating a
new list of semantic vector-time pairs, (Mw,t ). These lists of vectors were then downsampled
to the fMRI acquisition rate.

Stimulus downsampling
Before downsampling to the fMRI acquisition rate, the phoneme and semantic models are
represented as unevenly-sampled impulse trains. We resampled these impulse trains at evenly
spaced time points corresponding to the middle of each fMRI volume using a 3-lobe Lanczos
filter with the cutoﬀ frequency set to the fMRI Nyquist rate (0.249 Hz).

Voxel-wise model fitting and testing
A linearized finite impulse response (FIR) model (Nishimoto et al. 2011; Huth et al. 2012)
consisting of four feature spaces was fit to each voxel in each subject’s brain. These four
feature spaces are word rate (1 parameter), phoneme rate (1 parameter), phonemes (39
parameters), and semantics (985 parameters). A separate linear temporal filter with four
delays (1, 2, 3, and 4 time points) was fit for each of these 1026 features, yielding a total of
4104 features. This was accomplished by concatenating feature vectors that had been delayed
by 1, 2, 3, and 4 time points (2, 4, 6, and 8 seconds). Thus in the concatenated feature
space one channel represents the word rate 2 seconds earlier, another 4 seconds earlier, and
so on. Taking the dot product of this concatenated feature space with a set of linear weights
is functionally equivalent to convolving the original stimulus vectors with a linear temporal
kernel that has non-zero entries for 1-, 2-, 3-, and 4-time point delays. It should be noted
that this model incorporates a 1-time point delay that was not used in earlier publications
from this group (Nishimoto et al. 2011; Huth et al. 2012) because auditory cortex has
shorter hemodynamic delays than visual cortex (Soltysik et al. 2004).
Before doing the regression, we first z-scored (subtracted the mean and divided by the
standard deviation) each feature channel within each story. This was done because each
story includes diﬀerent semantic content, and so has a diﬀerent mean and variance in each
feature channel.
The 4104 weights for each voxel were estimated using L2-regularized linear regression
(a.k.a. ridge regression). To keep the scale of the weights consistent and prevent bias in
subsequent analyses, a single value of the regularization coeﬃcient was used for all voxels
in all subjects. This regularization coeﬃcient was found by bootstrapping the regression
procedure 50 times in each subject. In each bootstrap iteration 800 time points (20 blocks
of 40 consecutive time points each) were removed from the training dataset and reserved for
testing. Then the model weights were estimated on the remaining 2937 time points for each
of 20 possible regularization coeﬃcients (log spaced between 10 and 1000). These weights
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were used to predict responses for the 800 reserved time points and then the correlation
between actual and predicted responses was found. After the bootstrapping was complete,
a regularization-performance curve was obtained for each subject by averaging the bootstrap sample correlations first across the 50 samples and then across all voxels. Next, the
regularization-performance curves were averaged across the five subjects and the best overall
value of the regularization parameter (183.3) was selected. The best overall regularization
parameter value was the best value in three individual subjects. For the other two subjects
the best regularization parameter value was slightly higher (233.6).
All model fitting and analysis was performed using custom software written in Python,
which made heavy use of the NumPy (Oliphant, 2006) and SciPy (Jones, Oliphant, & Peterson, 2001) libraries.

Principal components analysis
For each subject we used principal components analysis (PCA) to recover a low-dimensional
semantic space from the semantic model weights. We first selected the 10,000 best predicted
voxels according to the average bootstrap correlation (for the selected regularization parameter value) obtained during model fitting. This was done to reduce noise from poorly modeled
voxels. Then we removed temporal information from the weights by averaging across the
four delays for each feature. The weights for the word frequency, phoneme frequency, and
phoneme models were then discarded, leaving only the 985 semantic model weights. Finally
we applied PCA to these weights, yielding 895 PCs for each subject. Partial scree plots
showing the amount of variance accounted for by each PC are shown in Figure B.1.
To recover a group low-dimensional semantic space we applied PCA to combined data
from the five subjects after subtracting the mean voxel weight from each subject. This group
semantic space was used for visualization and for subsequent analyses.

PrAGMATiC
The PrAGMATiC generative model has two components: an arrangement model and an
emission model. The arrangement model defines a probability distribution over possible
arrangements of the semantic areas. This model assumes that the location of each area is
defined by a single point called the area centroid. Each centroid is modeled as being joined
to every other centroid by a spring. While the exact centroid locations can vary from subject
to subject, the equilibrium length of each spring is assumed to be consistent across subjects.
The probability distribution over possible locations of the centroids is then defined using
the Hamiltonian (or total potential energy) of the spring system. This distribution assigns
a high probability to low-energy arrangements of the centroids (i.e. where the springs are
not being stretched very much, and so little potential energy is stored in the springs) and
low probability to high-energy arrangements (where the springs are stretched a lot).
The second component is the emission model, which defines a probability distribution
over semantic maps given an arrangement of semantic areas. In the emission model each area
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centroid is assigned a particular semantic value in the 4-D common semantic space. This
value determines what type of semantic information is represented in that area. To generate
a semantic map from any particular arrangement, each point on the cortical surface is first
assigned to the closest area centroid (creating a Voronoi diagram). Then the semantic value
for each point is sampled from a spherical Gaussian distribution in semantic space, centered
on the semantic value of the centroid.
A consequence of modeling semantic maps using a Voronoi diagram is that every point
on the cortex must be assigned to an area, while we know that many points on the cortex are
not semantically selective. We distinguished between semantically selective and non-selective
areas by testing whether each area contained more significantly semantically selective cortical
points than would be expected by chance. Significance was determined at q(FDR) < 0.01
using a binomial test on the number of significantly semantically responsive vertices within
each area. The null hypothesis was that the number of significant vertices was equal to the
average number across the entire cortical surface.
To train the generative model we used a version of the Boltzmann learning rule (Ackley
et al. 1985) that was modified to work with our model. This learning rule iteratively updates
the spring lengths and semantic values, maximizing the probability of the observed maps
and minimizing the probability of unobserved maps. This learning rule was applied for 1000
steps for each model. For details see Supplemental Methods.
In addition to the learned parameters and the number of areas, the model also has hyperparameters that control the trade-oﬀ between maximizing the likelihood of the map in each
subject and maximizing the similarity of the maps across subjects. These hyperparameters
are the temperature of the spring system, beta, and the standard deviation of the Gaussian emission model, sigma. The temperature of the spring system controls how similar the
arrangements must be across subjects, while the standard deviation of the emission model
controls how well the maps must match the functional data in each subject.
To select the best number of areas and other hyperparameters we used leave-one-out
cross-validation. For each set of hyperparameters and each number of areas we fit the model
three times using data from four subjects, then tested the model on the fifth subject. To
test the model we used Monte Carlo integration to compute the likelihood of the map in
the test subject given the model. This procedure was run separately for the left and the
right hemispheres. For each number of areas and each hemisphere we then selected the best
settings for the other hyperparameters in order to do a fair comparison.
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Chapter 4
Decoding visual categories
4.1

Introduction

In the past decade considerable interest has developed in decoding stimuli or mental states
from brain activity measured using functional magnetic resonance imaging (fMRI). Here we
present a new method for decoding object and action categories from brain activity evoked
by natural movies. Brain decoding can be viewed as as the problem of finding the stimulus,
S, that is the most probable given the evoked BOLD responses, R, under the probability
distribution P (S|R). To date, two general approaches have been been used to solve this
problem. The oldest approach to this problem is direct decoding. Under this approach, one
constructs an explicit model of P (S|R), a function that directly predicts the stimulus based
on the response. This approach has been used for decoding which of two visual categories
is being viewed (Haxby et al. 2001; Carlson et al. 2002; Cox et al. 2003), which of two
categories a subject is dreaming about (Horikawa et al. 2013), and the possible categories to
which a static scene might belong (Stansbury et al. 2013). The primary problem with direct
decoding models is the implicit assumption that each variable being decoded is independent.
This assumption is particularly problematic when decoding natural scenes, where objects
tend to be highly correlated with one another. (Stansbury and colleagues solved this problem
by using an independent topic model to decode scene categories, and then using those topics
to infer which objects were present in the scene (Stansbury et al. 2013).)
A more recent approach to this problem is Bayesian decoding. Under this approach,
one constructs an explicit model of P (R|S), a function that predicts the response based on
the stimulus. Then, Bayes’ rule is used to invert the conditional probability: P (S|R) =
P (R|S)P (S)/P (R). This approach has been used to decode the visual appearance and
semantic category of static natural images (Naselaris et al. 2009), the appearance of natural
movies (Nishimoto et al. 2011), and the semantic category of isolated visual objects or words
(Mitchell et al. 2008; Shinkareva et al. 2011). The most diﬃcult aspect of implementing the
Bayesian approach is constructing a prior distribution over stimuli, P (S). This issue can be
sidestepped by using a large empirical prior (Naselaris et al. 2009; Nishimoto et al. 2011),
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but for categories in natural movies no such datasets are available.
Here we used a new approach, hierarchical logistic regression (HLR), to capture dependencies among object and action categories and to decode object and action categories from
natural movies. We first recorded BOLD fMRI responses from seven subjects while they
watched two hours of natural movies (Figure 4.1). We then labeled the salient object and
action categories in each one second segment of the movies, using the taxonomy provided
by WordNet. The BOLD responses and category labels were then used to estimate a HLR
model encompassing 479 categories. This model predicts the presence of each object and
action category based on a spatiotemporal pattern of activity across thousands of voxels in
the brain. To validate the model, we recorded BOLD responses from the same seven subjects
while they watched an additional nine minutes of novel natural movies that had not been
used to estimate the model. The movies used for model validation were repeated ten times
and the responses were averaged across repeats to reduce noise. Finally we used the fit HLR
to decode which object and action categories were present in the validation movies.
Hierarchical logistic regression model.
Logistic regression is a natural choice for modeling a system with gaussian inputs (such
as BOLD responses) and binary outputs (such as the presence of a category). However, an
ordinary logistic regression model would implicitly assume that each category is independent
from all the others. This is problematic because object and action categories in natural
stimuli are defined theoretically, not operationally. For example, it is not clear whether the
category label of one particular object should be motor vehicle, car, station wagon, or 1993
Mercury Sable. It would not be appropriate to build separate logistic models for each of
these categories because they are not independent. It is impossible for a scene to contain a
station wagon but not a car, so the decoded probability of containing a station wagon must
be no more than the decoded probability of containing a car.
In this study we solved this problem by using a hierarchical logistic regression (HLR)
model. This model does not decode each category independently. Instead, it decodes the
conditional probability that each category is present, given that its hypernyms (parent categories) are present. These conditional probability relationships can be represented as a
graphical model (Figure 4.2). The graphical model shows how the joint probability distribution over categories can be factored into a series of conditional probabilities.
P (motor vehicle, car, station wagon|R) = P (motor vehicle|R) ∗
P (car|motor vehicle, R) ∗
P (station wagon|car, R)
Where R is the vector of voxel responses.
To fit the HLR model, we estimated separate logistic model weights for each term in this
factored probability distribution. For example, to fit a logistic model for the conditional
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Figure 4.1: Schematic of experiment. The experiment consisted of two stages: model fitting and
model validation. In the model fitting stage, seven subjects were shown two hours of natural
movies while BOLD responses were recorded using fMRI. Salient object and action categories
were labeled in each one second segment of the movies. Direct decoding models were then fit
that optimally predicted the labels from linear combinations of voxel responses. In the model
validation stage, the same seven subjects were shown nine minutes of new natural movie stimuli
that were not included in the fitting stimulus set. These movies were repeated ten times and
the responses were averaged to reduce noise. The previously fit models were then used to decode
which categories were present in the movies. To assess model performance, the decoded category
probabilities were compared to actual category labels in a separate validation set reserved for this
purpose.
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Figure 4.2: Hierarchical regression graphical model. A hierarchical logistic regression (HLR)
model was used to capture dependencies between decoded categories. A portion of the WordNet
graph is shown here. White nodes represent categories to be decoded. The shaded node represents
the observed voxel responses. The HLR model does not decode each category from the responses
independently. Instead, it decodes the conditional probability that a hyponym (child category)
is present, given that its hypernyms (parent categories) are present. The decoded probabilities
of hypernyms and hyponyms are then multiplied together to compute the probability that the
hyponym is present.
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probability that car is present we used only the time points when motor vehicle was present
in the movies used to estimate the model.
To decode categories we simply multiplied these conditional probabilities together. For
example, to decode the probability that car was present we used the conditional model to
estimate the probability that car was present given that motor vehicle was present, then
used another model to estimate the probability that motor vehicle was present. Finally we
multiplied these probabilities together to find the joint probability that car and motor vehicle
were present, given a vector of voxel responses.

4.2

Results

After fitting the HLR model, we used Eq. 1 to compute the probability that each category
appeared at each time point in the validation data. (Recall that these data were acquired
using movies diﬀerent from those used to gather data for fitting the model, and that they
were not used to fit the models.) We quantified HLR model prediction accuracy using the
area under the receiver operating characteristic (ROC) curve.
Decoding performance for individual categories.
Figure 4.3 shows HLR model predictions in one subject for a few categories: talk, animal, vehicle and thing (similar plots for the other six subjects are shown in Figures C.1C.6). Each panel on the left side of the figure shows the predicted category time course,
P (category, hypernyms|R), in blue. Shaded regions indicate periods when the category was
actually present. Each panel on the right side of the figure shows the ROC curve for the
corresponding category decoder. The shaded region under the ROC curve shows the density
of the null distribution of ROC curves, which was determined by shuﬄing. All the AUCs
shown in this figure are significantly greater than expected by chance (q(F DR) < 0.01).
The first row of Figure 4.3 shows the predicted time course for the verb talk. The
predicted probabilities are very high when talk occurs in the movie and they are relatively
low at other times. There are no large false positives. However, the predicted time course
is not temporally precise: it takes a few seconds to rise and fall. For example, talk occurs
very briefly at 2.7 minutes, but the predicted time course is much slower. The area under
the ROC curve (AUC) is 0.918, demonstrating that the decoder is extremely accurate. This
suggests that the cortical representation of talk is suﬃciently robust and at a large enough
scale to be decoded using fMRI.
The second row of Figure 4.3 shows the predicted time course for the category animal.
The AUC for animal is 0.911, demonstrating that the decoder is extremely accurate. As
with talk, this suggests that the cortical representation of animal is suﬃciently robust and
at a large enough scale to be decoded using fMRI.
The third row of Figure 4.3 shows the predicted time course for the category vehicle. (This
is a general category that includes several more specific categories such as car, motorcycle,
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Figure 4.3: Decoded time courses and decoding performance from subject ML for individual
categories. Results for 4 out of the 479 categories decoded in this study. (Left column) Each
row gives the decoded probability that a specific category of object or action was present in the
movie over time. Blue lines show the decoded probability and gray regions show time points when
the category was actually present in the movie. Decoded probabilities for the verb talk and the
noun animal are high when those categories are present, and lower at other times. However, the
probabilities are not temporally precise: talk appears at only one time point at 2.7 minutes, but
the decoded probability takes time to rise and fall. Decoded probabilities for the noun vehicle
and the noun thing (which includes categories as diverse as body of water and body part) are less
accurate than talk or animal. However, the decoding model correctly assigns low confidence to its
predictions, as evidenced by the fact that the decoded probability for thing hovers around the prior
value of 0.32. (Right column) Receiver operating characteristic (ROC) analysis summarizing
overall decoding accuracy for each of the four categories. The ROC plots the true positive rate
(TPR) as a function of the false positive rate (FPR) of the decoder. Performance of the decoder
is shown in blue. Chance performance was determined by shuﬄing the stimulus timecourse and
recomputing the ROC curve (see Methods). The distribution of curves across 1000 shuﬄes is shown
on the same plot in gray. The area under the ROC curve (AUC) is shown within each panel and
significant values (q(F DR) < 0.01) are marked with an asterisk. The ROC curves indicate that
both talk and animal are decoded accurately, but vehicle or thing are not decoded well.
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and boat.) The predicted response is very high for one period when vehicle is present (at 6.1
minutes). However, response predictions are not high for several other periods when vehicle
is present. There are also some time points where the predicted response is high but no
vehicle is present (e.g. at 0.5 minutes). The AUC is 0.758, demonstrating that the overall
accuracy of the decoder is fair. This shows that the cortical representation of vehicle is not
as distinctive or reliable as the representations of talk or animal.
The fourth row of Figure 4.3 shows the predicted time course for the category thing.
Thing is a high-level category that includes categories such as body part and body of water.
The predicted responses are consistently intermediate, and there are few large peaks or
troughs. Time points where thing is actually present have marginally higher predicted values
than time points where thing is not present. Although the AUC of 0.694 is statistically
significant, it is low relative to the other categories shown here. This shows that the cortical
representation of thing is not distinctive. We believe that this is the case because thing is
an artificial category that is not strongly represented in the brain.
Decoding performance for all categories.
The results thus far showed that the decoder is not equally successful for all categories. To
explore this issue further we computed the decoding performance (AUC) for all categories
that appeared in at least 3 time points in the validation dataset. In Figure 4.4 we show these
AUCs organized according to the structure of the WordNet semantic taxonomy (similar plots
for each subject are shown separately in Figures C.7-C.13). Here the color of each node
reflects the AUC (averaged across all the subjects), and the saturation reflects confidence in
the AUC estimate.
Many general categories, such as person, mammal, communicate, and structure are decoded accurately, suggesting that these categories are represented by specific, consistent
patterns of activity in the brain. In contrast, other general categories, such as thing and
abstraction, are decoded poorly, even though the hyponyms of poorly decoded general categories can be decoded accurately. For example, thing is poorly decoded, but its hyponyms
body of water and body part are both decoded accurately. This result suggests that body
part and body of water are represented very diﬀerently, so the linear model that we use here
cannot decode both categories simultaneously.
Conditional decoding performance.
The results shown in Figure 4.4 suggest that we can determine whether each general category
is reflected in brain activity. If decoding accuracy for a category is lower when we only look at
timepoints where its hypernym is present than when we look across all timepoints, it shows
that the category is more diﬃcult to discriminate from its siblings than from more distant
categories. This suggests that the grouping of the category with its siblings is reflected in
the brain (Figure 4.5). Alternatively, if decoding accuracy for a category is higher when we
condition on presence of its hypernym, it shows that the category is easier to discriminate
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Figure 4.4: Graphical visualization of decoding accuracy. The plot is arranged according to the
graphical structure of WordNet. Circles and squares denote the 479 categories that appeared in
the movies used for model validation. Circles indicate objects (nouns) and squares indicate actions
(verbs). Decoding performance was aggregated across all subjects by concatenating the decoded
probability timecourses. The size of each marker denotes the area under the ROC curve (AUC) for
that category, ranging from 0.5 to 1.0. The marker colors denote the p-value for that category’s
AUC; deeper blue reflects smaller p-values. Categories where decoding accuracy is significant
are displayed as filled circles (q(F DR) < 0.01). The AUC is high for some general categories,
such as person, mammal, communicate, and artifact. It is low for others, such as thing, matter,
instrumentality, and abstraction. This suggests that some general categories are well represented
in the brain at a scale that can be measured using fMRI, while others are not. The AUC is usually
low for specific categories that are more infrequent. This doesn’t necessarily imply that infrequent
categories are represented poorly in the brain; it may merely reflect insuﬃcient data. The AUC
is also low for background categories, such as plant, location, and atmospheric phenomenon. This
may occur because subjects do not usually attend to these categories well unless instructed to do
so explicitly.
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from its siblings than from more distant categories. This suggests that the grouping of the
category with its siblings is not reflected in the brain.
To test this we computed the AUC for each category only using timepoints in the validation dataset where the hypernym was present. Then we used a permutation test to determine
whether the conditional AUC was significantly higher or lower than the total AUC. Because
the connections used here were drawn from WordNet, this test can tell us which WordNet
categorizations are represented in the brain and which are not.
The results of this analysis are shown in Figure 4.6. We plotted the conditional AUC for
each category on the same WordNet graph used in Figure 4.4. Here the size and color of the
nodes reflect the conditional AUC of each category, i.e. how well the decoder can distinguish
between a category and its siblings. Connections between categories are color-coded by the
diﬀerence between the full and conditional AUC. If the conditional AUC is significantly
higher than the full AUC the connection is colored red, because the category is easier to
distinguish from its siblings than from other categories. Alternatively if the conditional
AUC is significantly lower than the full AUC the connection is colored green, because the
category is more diﬃcult to distinguish from its siblings than from other categories.
Among the WordNet connections that are not reflected in brain activity we find thing and
body of water, thing and body part, organism and plant, abstraction and communication,
way and road, gesticulate and nod, and penguin and sea bird. Each of these connections is
between a general category and a specific category that is very diﬀerent from other members
of the general category. For example, penguin is the only flightless sea bird, and plant is the
only non-animate branch of organism.
Among the WordNet connections that are significantly reflected in brain activity we
find travel and fly, matter and fluid, physical phenomenon and atmospheric phenomenon,
geological formation and slope, vegetation and forest, person and male, and person and
adult. Each of these connections is between a general category and a specific category that
is typical of the general category. For example, slope is a specific geological formation but
it contains very generic features that are likely present in many other geological formations.
Decoding performance for individual time points.
The HLR model recovers information about the presence of individual categories in the
stimulus, but each time point in these stimuli contains many categories. To test how well
the HLR model decodes all of the categories present at each time point, we computed the
probability of the actual categories present in the stimuli, S(t), given the model estimates.
This value was normalized by the prior probability of the actual categories, P (S). Here we
approximated the prior probability of any single category P (Si ) by setting it equal to the
proportion of the time that the category was present in the movies used for model estimation.
Thus, the likelihood of the decoded category relative to the prior for each time point is given
by:
P̂ (S(t))
P (S)
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Figure 4.5: Conditional versus full AUC. The HLR assumes that the structure of WordNet is
reflected in the brain. Yet this may not be the case. If a particular grouping of categories (shown
as a graph in A) is strongly reflected in the brain, then we would expect that that group of
categories will be highly separable from other categories, the categories within the group may not
be distinguishable from each other. This situation is shown graphically in B, where a number of
categories are plotted in a hypothetical 2-dimensional response space. Categories within a group
are shown in blue and other categories are gray. The target category is shown as a circle. Here the
blue categories are easily distinguished from other categories, leading to a high total AUC for the
selected category. Yet the selected category is not easily distinguished from its siblings, leading to
a low conditional AUC (cAUC). A diﬀerent situation is shown in C, where the grouped categories
do not elicit very similar responses. Here the selected category is easier to distinguish from its
siblings than from other categories, leading to a high cAUC and lower total AUC. This suggests
that for WordNet-based category groupings that are not reflected in the brain, the cAUC will be
significantly higher than the total AUC.
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Figure 4.6: Graphical visualization of decoding accuracy after conditioning on parent categories.
Decoding performance for each of the 479 categories, conditioned on the presence of their hypernym
in the scene. The figure is arranged identically to Figure 4. The conditional AUC was computed
only on timepoints where the hypernyms of a category are present, which forces the model to
discriminate amongst sibling categories. When the conditioned AUC for a category is less than the
AUC for that same category on the full timecourse (shown in Figure 4), then discrimination amongst
siblings is more diﬃcult than discrimination between more distant categories. Conversely, when the
conditioned AUC for a category is greater than the AUC for that category on the full timecourse,
then discrimination among siblings is more diﬃcult than discrimination between more distant
categories. This suggests that this category should not be grouped with its siblings, according to
the brain data. The significance of this diﬀerence was evaluated for each edge in the WordNet
graph. If a category is significantly more similar to its siblings than would be expected by chance,
the edge between that category and its hypernym is colored green. If a category is significantly less
similar to its siblings than would be expected by chance, the edge between that category and its
hypernym is colored red. Thus red edges show links in WordNet that do not appear in the fMRI
data, while green edges show links in WordNet that certainly do appear in the fMRI data. For
example, thing is a hypernym of both body of water and body part–two arguably distant semantic
categories. In comparison with Figure 4.3, we see that both of these categories have significantly
higher conditioned AUCs than their AUCs on the full timecourse.
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Figure 4.7 shows the relative log likelihood across time averaged across subjects (similar
plots showing data for each subject separately are shown in Figures C.14-C.20). Likelihoods
greater than zero indicate periods when HLR model estimates are relatively more likely than
the prior, and those less than zero indicate periods when the prior is relatively more likely.
Some periods in the movie are decoded consistently better than others. Examination of
the original movies shows that decoding is most accurate for underwater scenes and scenes
containing a single person. One explanation for this is that these scenes contain only a
few categories, all of which are well-modeled by the decoder. Decoding is least accurate
for timepoints that include transitions between scenes. This could be because these scenes
contain more category labels than other scenes. Decoding is also inaccurate for scenes that
contain unusual categories, such as wine being poured into a wineglass.

4.3

Discussion

This study shows that substantial semantic information can be decoded from BOLD signals
evoked during passive viewing of natural movies. The underlying hierarchical logistic regression (HLR) model is based on the semantic taxonomy of WordNet. This HLR model captures
dependencies among the categories that are being decoded. Our results show that thousands
of object and action categories can be decoded from BOLD responses. Furthermore, multiple
categories can be decoded simultaneously.
WordNet is only one possible way to represent the category structure of natural movies,
and its use causes some problems. For example, some high level categories in the WordNet
hierarchy are not well represented by the brain. One category that is poorly represented
is thing. WordNet defines thing as “a separate and self-contained entity”, and it is the
hypernym of body of water as well as body part. The logistic regression fails to recover any
information about thing from BOLD responses. This is particularly problematic because the
decoded probability that a specific category appeared in the stimulus is proportional to the
product of the probabilities for all hypernyms of that category. Thus, any general category
that is decoded poorly, such as thing, will suppress the decoded probabilities of many other
categories, such as face and ocean. Future studies could correct this problem by modifying
the WordNet hierarchy, or by replacing it entirely with a category hierarchy that is inferred
directly from brain data.
Another issue that impacts decoding performance is the statistical regularity of natural
scenes. The hierarchical semantic model assumes that each category is independent of every
other category, given its hypernyms. This assumption is clearly false in many cases. For
example, although car and road are distant relatives in the WordNet taxonomy, they are
highly correlated in natural movies. A decoder that took these statistical relationships could
combine information from categories that are not directly related in the WordNet taxonomy.
This would likely improve decoding performance.
One major issue with this type of decoding analysis is that it is diﬃcult to interpret why
the model fails. If a category is decoded well, then there must be information about that
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Well-decoded
timepoints

Poorly-decoded
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Figure 4.7: Overall decoding performance at each time point across all object and action categories, averaged across all subjects. Prediction accuracy is expressed as the likelihood of model
predictions, relative to the prior likelihood that each category is present. The likelihood calculations
only include categories whose hypernyms are present in the scene, so they respect the hierarchical
structure of the graph. The likelihood is computed as the product of the probability of the binary
label for each category present, followed by a logarithm. Values at zero indicate that the model
performs as well as would be expected by merely guessing based on prior probabilities. Shaded
regions indicate performance significantly better than chance (p < 0.01, permutation test). Two of
the best-decoded timepoints are shown at top. One is a man walking, the other is an underwater
scene showing a school of fish. These are simple and stereotypical scenes that can be decoded
accurately. Two of the worst-decoded timepoints are shown at bottom. One is mid-fade transition
between scenes of a horse jumping and a woman drinking, the other is a closeup of a deer’s eye.
The transition scene cannot be decoded accurately because the temporal precision of the decoder
is poor. The deer eye is an atypical scene that is found rarely in the stimuli used to estimate the
voxel-wise models.
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category in the BOLD signal and so there must be information about that category in the
brain. If a category is decoded poorly, however, it is unclear whether that category is not
represented in the brain or the responses related to that category are simply very noisy. The
only way to address this issue is using an encoding model approach, which predicts brain
responses from the categories (Naselaris et al. 2011). Encoding models applied to these data
(Huth et al. 2012) have showed that human, animal, communication, movement, and vehicle
categories are represented in areas with little noise.
The HLR model developed here has potential applications in any experiment where the
hierarchical level of a representation is unknown a priori. In a more tightly controlled
experiment, this approach could be used to tease apart the contributions of basic-level and
exemplar-level representations in diﬀerent visual areas. This approach could also be used
to study other modalities; for example, category representation in language. Using more
controlled experimental stimuli could also correct the issue of statistical regularity in natural
scenes that likely impacts the results in this experiment.

4.4

Experimental procedures

Subjects
Functional data were collected from seven human subjects. All subjects were healthy and
had normal or corrected-to-normal vision. The experimental protocol was approved by the
Committee for the Protection of Human Subjects at University of California, Berkeley.

Experimental Design
The stimuli for this experiment consisted of 129 minutes of natural movies drawn from Hollywood movie trailers and other sources. These stimuli are identical to those used in earlier
experiments from our laboratory (Nishimoto et al.2011; Huth et al. 2012) and responses are
identical to those used in (Huth et al. 2012) for five of the subjects. Salient objects and
actions were labeled in each second of these movies using WordNet labels (Huth et al. 2012).
This resulted in 1364 unique labels. After adding entailed hypernym labels the total number
of categories is 1705.

MRI data collection and preprocessing
MRI data were collected on a 3T Siemens TIM Trio scanner at the UC Berkeley Brain
Imaging Center, using a 32-channel Siemens volume coil. Functional scans were collected
using a gradient echo-EPI sequence with repetition time (TR) = 2.0045s, echo time (TE) =
31ms, flip angle = 70 degrees, voxel size = 2.24 x 2.24 x 4.1 mm, matrix size = 100 x 100,
and field of view = 224 x 224 mm. The entire cortex was sampled using 32 axial slices. A
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custom-modified bipolar water excitation radiofrequency (RF) pulse was used to avoid signal
from fat.
Separate model estimation and model validation datasets were collected. The stimuli for
the model estimation dataset consisted of 120 minutes of Hollywood movie trailers. Functional data for the model estimation dataset were collected in 12 separate 10-minute scans,
over three scanning sessions. The stimuli for the model validation dataset consisted of 9
unique minutes of movie trailers, repeated 10 times. Functional data for the model validation dataset were collected in 9 separate 10-minute scans and then averaged. Throughout
stimulus presentation for both datasets, subjects fixated on a dot that was superimposed on
the movie and located at the center of the screen. The color of the dot changed continuously
to maintain visibility.
Each run was motion corrected using the FMRIB Linear Image Registration Tool (FLIRT)
from FSL 4.2 (Jenkinson & Smith, 2001). A high quality template volume was then obtained
by averaging all volumes in the run. FLIRT was also used to automatically align the template volume for each run to the overall template, which was chosen to be the template for
the first functional movie run for each subject. These automatic alignments were manually
checked and adjusted for accuracy. The cross-run transformation matrix was then concatenated to the motion-correction transformation matrices obtained using MCFLIRT, and the
concatenated transformation was used to resample the original data directly into the overall
template space.
Low-frequency voxel response drift was identified using a median filter with a 120-second
window and this was subtracted from the signal. The mean response for each voxel was then
subtracted and the remaining response was scaled to unit variance.
Anatomical images were obtained using a T1 MP-RAGE pulse sequence. These images
were then segmented to obtain a 3D representation of the cortical surface using Caret5
software (Van Essen et al., 2001).

Model Fitting
The HLR model comprises a separate conditional logistic regression model for each category.
Each conditional logistic regression model maps a spatiotemporal pattern of voxel activity
to the binary presence (1) or absence (0) of one category, for time points where all of that
category’s hypernyms are present. The input to the model is a length 15000 vector consisting
of the BOLD responses for 5000 voxels at three separate time points. Multiple time points
were included because BOLD responses are slow, taking many seconds to rise and fall after a
neural event. Including multiple time points in the model allows the regression procedure to
learn a linear filter that will deconvolve the slow BOLD response function from the stimulus
time course. Thus to predict the presence of a category at time t, the model uses voxel
responses at times t+2, t+3, and t+4 TRs. With a TR of 2 seconds these delays correspond
to 4, 6, and 8 seconds.
While the cortex contains tens of thousands of voxels, many of these voxels are very
noisy or contain little information about the stimuli. Thus to reduce model complexity and
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eliminate noisy inputs only the 5000 best voxels in each subject were used as input to the
HLR model. These 5000 voxels were selected using encoding model performance (detailed
in Huth et al. 2012). In this approach an independent encoding model was fit for each voxel
using regularized linear regression. Encoding models predict the response of single voxels
as a weighted sum across binary category labels. This modeling procedure was repeated 50
times, each time holding out and predicting responses on a separate segment of the model
fitting dataset. Model prediction performance was then averaged across the 50 folds and the
best 5000 voxels were selected.
To build each conditional logistic regression model we first selected only the subset of the
model estimation data where all the hypernyms of the selected category were present. For
example, for the category sports car we selected all the time samples where a car was present.
The model was then fit to these data using gradient descent with early stopping. First, the
data was broken into two sets: 90% of the data were used for gradient descent and 10% were
used to estimate the stopping point. At each iteration the weights were updated based on the
gradient descent data, and then the model error was evaluated using the early stopping data.
If the error on the early stopping data did not decrease for ten consecutive iterations, the
gradient descent procedure was terminated. Voxel weights were initialized to zero with a bias
term set to produce the prior probability of the category given its hypernym. This procedure
yields a solution similar to L2-penalized regression. Each model was fit three times using
separate early stopping datasets and then averaged the resulting weights. The intercept of
each model was set to yield the prior probability of the category given its hypernyms, which
was found using the training dataset.
To avoid overfitting the model output was smoothed toward the original prior probability.
We assumed a beta prior distribution on model outputs with the mean set to each category’s
conditional prior probability. We then fit a scaling parameter η such that
P̃ (Si |Sî , R) =

P (Si |Sî , R) + ηPi,0
1+η

where Pi,0 is the conditional prior probability for the ith label, maximized the log likelihood
of one minute of held out data.
All individual category models were then combined to form a hierarchical logistic regression (HLR) model that describes full probability distribution over all scene labels as the
product of each conditionally independent individual model output.

Model Evaluation
Receiver Operating Characteristic (ROC) Analysis.
An ROC analysis was used to assess model decoding performance for each category. The
first input to the ROC analysis is a predicted timecourse for one category on the validation
dataset, where each point represents the probability that the category was present at a
particular time. The second input is a binary timecourse representing the known presence or
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absence of the semantic category on the validation dataset. We then gradually increased the
classification threshold from 0 to 1 and computed the fraction of false positive (i.e. points
where the predicted timecourse is higher than the threshold but the category is not present)
and true positive (i.e. where the predicted timecourse is higher than the threshold and the
category is actually present) classifications. Then we plotted the true positive rate (TPR)
against the false positive rate (FPR), producing an ROC curve. A common statistic used
to gauge classification performance is the area under the ROC curve (AUC). A value of 1
represents perfect classification, where the value for any timepoint where the category is
actually present is higher than the value for every timepoint where the category is absent.
We determined chance level of the AUC by shuﬄing the binary labels for each category.
Blocks of 4 TRs were shuﬄed to produce a new timecourse with the same prior probability
and similar autocorrelation structure. Diﬀerent block sizes were used but showed little
quantitative diﬀerence. The AUC was then computed for each of 1000 shuﬄed timecourses,
and the distribution of AUCs was fit with a beta distribution centered at 0.5. We then
computed the probability of obtaining the actual AUC under this distribution. The actual
AUC was declared significant if its probability under this null distribution was below the
significance threshold.
Model Likelihoods.
In order to assess the model on a per scene basis, we calculated the likelihood of each scene
given the decoded category probabilities. A category was only included in this calculation if
all of its hypernyms were present in the scene, as the graph structure of our model guarantees
that a category is not present if any of its hypernyms are not. The likelihood of the scene is
then computed as the probability of obtaining each category’s binary label under the model.
Since our model is initialized to produce each category’s prior probability as an output, we
used a constant prediction of the prior probability as a null model. We then computed the
log likelihood ratio between our HLR model and the null model as our metric of performance.
To obtain an estimate for chance level performance we shuﬄed the model output for each
category across time and recomputed the log likelihood ratio. We performed 100,000 shuﬄes
to obtain an accurate estimate of the distribution of chance performance.
Determining significance.
Significance thresholds for each model evaluation was determined by applying the BenjaminiHochberg procedure to limit the false discovery rate across multiple comparisons to 0.01.
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Chapter 5
Conclusion
The experiments presented in this thesis show that the representation of both visual categories and narrative linguistic semantics in the human brain can be at least partially explained by continuous low-dimensional semantic spaces that are shared across subjects.
These semantic spaces reveal that the cortical patterns of semantic representation are intricate and complex, covering more of the cortex more densely than had been previously
shown. I suggested in Chapter 2 that these patterns are best explained by a system of
cortical gradients, in which semantic selectivity changes gradually and smoothly across the
cortical surface. Then in Chapter 3 I developed a new method for modeling patterns that
are shared across subjects with a probabilistic and generative model of areas tiling the cortex (PrAGMaTiC). This model does not yet capture cortical gradients, but instead builds
a locally constant approximation of the cortical maps. In Chapter 4 I showed that these
patterns can be exploited to decode information about which visual categories were present
in a continuous natural movie.
These experiments do not provide conclusive answers to any questions, nor do they resolve
any debates. It could even be said that most of these results are independent from earlier
results in the field. But that does not mean that they are not useful. On the contrary, I
believe that these results provide a new perspective on semantic representation in the brain.
This is the bird’s-eye view of semantic representation, where we see the large-scale patterns
and not the nitty gritty. Instead of focusing on a few individual categories, these experiments
were an attempt to capture a holistic, total picture of semantic representation. And like so
many things in biology that picture is intricate, detailed, and complex. We are still far from
fully integrating this information and understanding how semantic information is represented
in the cortex. So let’s go exploring!
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Appendix A
Supplement for “Repr. of visual
categories”
A.1

Supplementary Tables
Table A.1: Abbreviations, localizers, and references for known functional areas

Name
FFA (fusiform face
area)

Anat. Location
Posterior
fusiform
gyrus

Localizer
Faces - objects contrast

References
Kanwisher, McDermott, & Chun, 1997;
McCarthy,
Puce,
Gore, & Allison, 1997

OFA (occipital face
area)

Just
anterior
V4v/VO

to

Faces - objects contrast

Halgren et al., 1999;
Kanwisher et al., 1997

IFSFP
frontal
patch)

IFS anterior to precentral sulcus

Faces - objects contrast

Avidan,
Hasson,
Malach, & Behrmann,
2005; Tsao, Moeller,
& Freiwald, 2008

ATFP (anterior temporal face patch)

Temporal pole

Faces - objects contrast

Rajimehr, Young, &
Tootell, 2009

EBA
(extrastriate
body area)

Anterior to MT+ on
the medial temporal
gyrus

Human bodies - objects contrast

Downing, Jiang, Shuman, & Kanwisher,
2001

FBA (fusiform body
area)

Fusiform sulcus/gyrus
anterior to FFA

Human bodies - objects contrast

Peelen & Downing,
2005;
Schwarzlose,
Baker, & Kanwisher,
2005

(inferior
sulcus face
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Name
PPA (parahippocampal place area)

Anat. Location
Collateral fissure

Localizer
Scenes - objects contrast

References
Epstein & Kanwisher,
1998

TOS (transverse occipital sulcus)

Just
inferior
to/overlapping with
V7

Scenes - objects contrast

Hasson, Harel, Levy,
& Malach, 2003; K.
Nakamura et al., 2000

RSC
(retrosplenial
cortex)

Medial wall just superior to PPA

Scenes - objects contrast

Aguirre, Zarahn, &
Desposito, 1998

FEF (frontal
fields)

Precentral sulcus and
superior frontal sulcus

Self generated
cades - fixation
trast
Self generated
cades - fixation
trast
Self generated
cades - fixation
trast

saccon-

Paus, 1996

saccon-

Corbetta et al., 1998

saccon-

Grosbras, Lobel, de
Moortele, LeBihan, &
Berthoz, 1999

eye

FO (frontal operculum)

Inferior portion
precentral sulcus

SEF (supplementary
eye fields)

Dorsal-medial frontal
cortex

Vper (visual periphery, including V1-V4)

Surrounding mapped
retinotopic visual cortex
Posterior inferior temporal sulcus

Self generated saccades - fixation contrast
Coherent - scrambled
motion contrast

pSTS (posterior superior temporal sulcus)

As it sounds

High auditory and visual repeatability

A1 (primary auditory
cortex)

Heschl’s gyri

AC (auditory cortex)

Superior
gyrus

Auditory repeatability and anatomical location
Auditory repeatability

S1F/M1F (primary
somatosensory
and
motor cortex, foot)

Superior-medial central sulcus

S1H/M1H (primary
somatosensory
and
motor cortex, hand)

Central sulcus

S1M/M1M (primary
somatosensory
and
motor cortex, mouth)

Inferior central sulcus

MT+ (middle temporal)

of

temporal

Foot motion - rest
contrast, S1F and
M1F split at fundus
of central sulcus
Hand motion - rest
contrast, S1H and
M1H split at fundus
of central sulcus
Mouth motion - rest
contrast, S1M and
M1M split at fundus
of central sulcus

Tootell et al., 1995

Penfield & Boldrey,
1937

Penfield & Boldrey,
1937

Penfield & Boldrey,
1937
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Name
SMHA (supplementary motor hand
area)

Anat. Location
Middle
cingulate
gyrus

Localizer
Hand motion - rest
contrast

References
Fried et al., 1991

SMFA (supplementary
motor
foot
area)

Middle
cingulate
gyrus/sulcus

Foot motion - rest
contrast

Fried et al., 1991

IPS (intraparietal sulcus)

Lateral parietal cortex

Retinotopy

V1-V4, V3A, V3B

Occipital cortex

Retinotopy

Hansen, Kay, & Gallant, 2007

LO (lat.
complex)

Anterior to V4

Retinotopy

Hansen et al., 2007

VO

Inferior to V4v

Retinotopy

Brewer, Liu, Wade, &
Wandell, 2005

V7

Anterior to V3A/V3B

Retinotopy

Hansen et al., 2007

occipital

Table A.2: Abbreviations for anatomical features
Abbreviation
CoS
ITS

Full name
Collateral sulcus
Inferior temporal sulcus

MTS

Middle temporal sulcus

STS

Superior temporal sulcus

IPS

Intraparietal sulcus

CisMR

Marginal ramus of the cingulate sulcus

PoCeS
CeS
IFS
SFS

Postcentral sulcus
Central sulcus
Inferior frontal sulcus
Superior frontal sulcus

CiS

Cingulate sulcus

PrCu
TPJ

Precuneus
Temporoparietal junction
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Table A.3: Category model performance within known functional areas. Prediction performance
of the 1705-category model within known functional areas. For each area in each hemisphere, this
table shows the number of subjects in which the area was identified (N), the average correlation
coeﬃcient within the area (corrected to account for noise in the validation dataset), the average
number of voxels whose activity was predicted significantly (p < 0.05 uncorrected), and the average
total number of voxels within the area (each voxel is 20.7mm3 in volume).
Area

Hemi.

N

Avg. Corr.

A1

L

4

0.088

Signif. / Total
voxels
14 / 152

R

4

0.100

20 / 148

L

5

0.152

124 / 633

R

5

0.166

139 / 572

ATFP

L
R

0
1

0.298

3/8

EBA

L

5

0.449

146 / 172

R

5

0.430

123 / 158

L

2

0.367

4/7

R

1

0.525

8 / 10

L

5

0.164

65 / 216

R

5

0.165

47 / 167

L

5

0.387

39 / 61

R

5

0.441

58 / 72

L

5

0.143

24 / 108

R

5

0.191

24 / 74

L

3

0.254

21 / 53

R

3

0.230

37 / 89

L

5

0.219

163 / 364

R

5

0.224

147 / 316

L

5

0.286

87 / 117

R

5

0.311

120 / 165

L

4

0.378

68 / 82

R

4

0.429

53 / 59

L

3

0.322

15 / 24

R

3

0.312

19 / 26

L

5

0.263

70 / 123

AC (incl. A1)

FBA
FEF
FFA
FO
IFSFP
IPS
LO
MT+
OFA
PPA
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Area

RSC
SEF
TOS
V1
V2
V3
V3A
V3B
V4
V7
VO
Foot (S1/M1)
Hand (S1/M1)
Mouth (S1/M1)
pSTS
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Hemi.

N

Avg. Corr.

R

5

0.298

Signif. / Total
voxels
46 / 68

L

5

0.239

32 / 75

R

5

0.244

46 / 107

L

4

0.110

3 / 29

R

4

0.110

3 / 34

L

3

0.327

32 / 58

R

4

0.322

53 / 75

L

5

0.109

60 / 248

R

5

0.111

75 / 279

L

5

0.115

92 / 294

R

5

0.125

111 / 332

L

5

0.125

82 / 243

R

5

0.147

113 / 281

L

5

0.205

40 / 69

R

5

0.236

47 / 74

L

5

0.208

36 / 67

R

5

0.236

50 / 77

L

5

0.160

85 / 197

R

5

0.184

101 / 211

L

5

0.292

79 / 110

R

5

0.266

95 / 137

L

2

0.204

16 / 26

R

2

0.237

27 / 35

L

5

0.102

30 / 220

R

5

0.083

21 / 209

L

5

0.081

29 / 365

R

5

0.091

25 / 290

L

5

0.093

31 / 280

R

5

0.091

22 / 229

L

4

0.348

63 / 107

R

4

0.385

92 / 137
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Supplementary Figures

Figure A.1: Example stimuli with category labels. Representative frames from six movie clips
that were used as stimuli in this experiment, along with the labels that were assigned to those clips.
The WordNet lexicon (Miller, 1995) was used to label salient objects and actions in each second of
the movies. Each WordNet label (e.g. bison.n.01) has a name (bison), a part-of-speech (n for noun
or v for verb), and a number (01, indicating the first meaning of bison).
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Figure A.2: Stimulus identification accuracy using diﬀerent numbers of group PCs. We used an
identification analysis (Kay et al., 2008; Nishimoto et al., 2011) to quantify the amount of information retained in the semantic space defined by the group PCs. Identification accuracy measures
how well a model can associate BOLD responses observed across a voxel population with the stimuli that evoked them (see Experimental Procedures for details). Here we show the identification
accuracy for each subject in a separate panel. Identification accuracy for the full category model
is shown as a red marker. Identification accuracy for models based on diﬀerent numbers of group
PCs (4 ? 512) are shown as blue markers. The voxel set used to construct the group PC space
was bootstrapped 10 times, and error bars here show the minimum and maximum identification
accuracy over the 10 bootstrap samples, while the markers show the average identification accuracy
across the 10 samples. The full category model can correctly identify an average of 76% of stimuli
across subjects (chance is 1.9%), while the model based on the 4-PC group space can correctly
identify 49% of the stimuli, roughly two thirds as many as the full model. These results show that
the 4-PC group space does not capture all of the stimulus-related information present in the full
category model, indicating that the true semantic space likely has many more than four dimensions.
Further experiments will be required to significantly resolve the other semantic dimensions. Note
that models based on 64 or more group PCs have approximately the same identification accuracy
as the full category model.
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Figure A.3: Coeﬃcients of the 1st-4th group semantic PCs. Each panel shows all 1705 categories,
organized according to the graphical structure of WordNet. Each marker represents a single noun
(circle) or verb (square). Red markers indicate positive coeﬃcients and blue negative. The size of
each marker indicates the magnitude of its coeﬃcient on the PC. (A) The first PC distinguishes
between categories with high stimulus energy (e.g. moving objects like person and vehicle) and
low stimulus energy (e.g. stationary objects like sky and city). (B) The second PC distinguishes
between categories involved in social interaction (e.g., people, communication verbs, indoor spaces,
body parts, and furniture) and those involved in outdoor activities and actions (e.g., animals,
vehicles, outdoor events, geological formations, movement verbs, and landscapes). (C) The third
PC distinguishes between categories associated with nature (e.g., animals, plants, body parts, and
materials) and categories associated with civilization (e.g., vehicles, roads, and indoor spaces). (D)
The fourth PC is diﬃcult to interpret, but roughly distinguishes between living categories (e.g.,
animals, people, and plants) and most other categories (particularly text).

APPENDIX A. SUPPLEMENT FOR “REPR. OF VISUAL CATEGORIES”
A

✂

Subject AV

✂

83

PC 2
✂

✂

✂

S
LH

A
B

S
✂
✂

Correlation with PC

RH

✂
+

-

✂

✂

A

✂

✂

PC 3
✂

✂

✂
✂
✂
✂

✂

C

✂
✂

✂

PC 4
✂

✂

✂
✂
✂
✂

✂
✂

Figure A.4: Cortical flat maps with individual PC projections. Similar to Figure 7 in the main
text, this figure shows the second, third, and fourth group semantic PCs projected on the cortical
flat map constructed specially for subject AV. (A) Each location on the map represents a single
voxel in subject AV. The color reflects the projection of the voxel category model weights on the
second PC (shown in Figure S3B). Voxels that are positively correlated with the second PC appear
red, while negatively correlated voxels appear blue. Voxels orthogonal to the second PC appear
gray. (B) Same, for third PC. (C) Same, for fourth PC.
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Figure A.5: Cortical maps of semantic representation for subjects SN, AH, and JG. Similar
to Figure 6 in the main text, this figure shows the semantic space projected onto the cortical
surface for subjects SN, AH, and JG. (A,C,E) Category model weights for each cortical voxel are
projected onto PCs 2-4 of the group semantic space, and then assigned a color according to the
scheme described in Figure 4B. These colors are projected onto cortical flat maps constructed
separately for each subject. Each location on these maps represents a single voxel. Locations with
similar colors have similar semantic selectivity. Brain areas identified using functional localizers
are outlined in white and labeled (see Table S1 for details). Uncertain anatomical boundaries are
shown as dashed white lines. Major sulci are denoted by dark blue lines and labeled (see Table
S2). Some anatomical regions are labeled in light blue (Abbreviations: PrCu = precuneus; TPJ
= temporoparietal junction). Cuts made to the cortical surface during flattening are indicated by
dashed red lines and a red border. Blue borders show the edge of the corpus callosum and subcortical
structures. Regions of fMRI signal dropout are shaded with black hatched lines. (B,D,F) Projection
of voxel model weights onto the first PC. Voxels that are positively correlated with the first PC
appear red, while negatively correlated voxels appear blue. Voxels orthogonal to the first PC appear
gray.
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Figure A.6: Schematic of semantic gradients. This figure is similar to Figure 7 in the main text,
but shows schematically the semantic gradients that appear consistently across subjects. These
gradients are described in detail in the main text. (A) The cortical flat map constructed for
subject AV. Semantic gradients are indicated by blue and white arrows and numbered. Gradient 1
starts in the posterior inferior temporal sulcus (ITS), which is selective for humans (green and bluegreen), continues through a region of animal selectivity (yellow), and ends at the posterior middle
temporal sulcus (MTS), which is selective for human actions, athletes, and outdoor spaces (red and
green-red). Gradient 2 starts in a region of the collateral sulcus that is selective for vehicles and
landscapes (pink and purple), continues superiorly along the medial wall to retrosplenial cortex
(RSC), which is selective for buildings and landscapes (blue-indigo and purple), then continues
anteriorly along the superior bank of the intraparietal sulcus (IPS), which is selective for geography
and human actions (red-purple and red). Note that this gradient crosses one of the relaxation
cuts made to the cortical surface, and so appears discontinuous. Gradient 3 starts in the inferior
postcentral sulcus (PoCeS), which is animal selective (yellow and yellow-green), and ends in the
anterior part of the temporoparietal junction (TPJ), which is landscape selective (purple). Gradient
4 starts in the posterior superior frontal sulcus (SFS), which is selective for human actions (red),
and ends in the anterior SFS, which is selective for landscapes (purple). (B) The cortical flat map
constructed for subject TC with semantic gradients.
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Figure A.7: Model prediction performance across the cortical surface for subjects SN, AH, and
JG. To determine how much response variance for each voxel is explained by the category model,
prediction performance was assessed using the validation data. (A) Each location on these maps
represents a single voxel in subject SN. Well predicted voxels appear yellow or white, poorly predicted voxels appear gray. Borders and notations on the graph are as described in the earlier
Figures. The best predictions are found in occipitotemporal cortex, the posterior superior temporal sulcus, medial parietal cortex, and inferior frontal cortex. (B) Model performance for subject
AH. (C) Model performance for subject JG.
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Supplementary Movies

Supplementary Movie 1. Rotating 3D PC space. Similar to Figure 5 in the main text,
this movie shows all 1705 categories, organized by their coeﬃcients on the second, third, and
fourth group PCs. Links indicate is a relationships (e.g. an athlete is a person) from the
WordNet graph; some relationships used in the model are omitted for clarity. Each marker
represents a single noun (circle) or verb (square). The color of each marker is determined by
an RGB colormap based on the category coeﬃcients in PCs 2-4 (see Figure 4 for details).
The position of each marker on the y-axis is determined by the coeﬃcient on the third PC,
and the position of each marker on the x-axis is determined by the coeﬃcients on the second
and fourth PCs. In the first frame the x-axis is exactly the second PC. In the 75th frame
(1/4 of the movie duration) the x-axis is exactly the fourth PC. This movie can be viewed
at http://www.sciencedirect.com/science/article/pii/S0896627312009348.

A.4

Supplementary Experimental Procedures

Functional localizers
Retinotopic localizer. Retinotopic mapping data were collected in four 9-minute scans. Two
scans used clockwise and counterclockwise rotating polar wedges, and two used expanding
and contracting rings.
Motor localizer. Motor localizer data were collected during one 10-minute scan. The subject
was cued to perform six diﬀerent motor tasks in a random order in 20-second blocks. For the
hand, mouth, foot, speech, and rest blocks the stimulus was simply a word at the center of
the screen (e.g. “Hand”). For the saccade block the subject was shown a pattern of saccade
targets.
For the “Hand” cue the subject was instructed to make small finger-drumming movements
with both hands for as long as the cue remained on the screen. Similarly for the “Foot” cue
the subject was instructed to make small toe movements for the duration of the cue. For the
“Mouth” cue the subject was instructed to make small mouth movements approximating
the nonsense syllable balabalabala for the duration of the cue–this requires movement of
the lips, tongue, and jaw. For the “Speak” cue the subject was instructed to continuously
subvocalize self-generated sentences for the duration of the cue. For the saccade condition
the written cue was replaced with a fixed pattern of twelve saccade targets, and the subject
was instructed to make frequent saccades between the targets.
Area MT+ localizer. Area MT+ localizer data were collected in four 90-second scans consisting of alternating 16-second blocks of continuous and temporally scrambled natural movies.
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Visual category localizers. Visual category localizer data were collected in six 4.5-minute
scans consisting of 16 blocks, each 16 seconds long. During each block, 20 images of either
places, faces, human body parts, non-human animals, household objects, or spatially scrambled household objects were displayed. Each image was displayed for 300 ms followed by a
500 ms blank. Occasionally the same image was displayed twice in a row, in which case the
subject was asked to respond with a button press.
Auditory localizer. Auditory cortex localizer data were collected in one 10 minute scan. The
subject listened to 10 repeats of a 1-minute auditory stimulus, which consisted of 20-second
segments of music, speech, and natural sounds. To determine whether a voxel was responsive
to auditory stimuli, the repeatability of the voxel response across the 10 stimulus repeats
was calculated using an F-statistic.

RGB colormap construction
Principal components analysis (PCA) produces a low-dimensional orthogonal space. While
each dimension is not necessarily interpretable on its own, the space as a whole is highly
interpretable (see Fig. 5). In order to visualize projections of voxel models and categories in a
three-dimensional space we constructed a trivariate colormap. In this colormap each location
in the 3-D unit cube is mapped to a unique color. We used this scheme to visualize both
category coeﬃcients and model projections into the PC space. However, we do not expect
these data to map uniformly onto a cube. Instead, the distribution of model projections tends
to be spherical. Mapping spherical data onto the RGB cube is ineﬃcient, as the corners of
the color space (where the strongest colors reside) are underutilized. Thus we devised a
modified RGB colormap that could eﬃciently map spherical data onto unique RGB values.
Our modified RGB map can be thought of as a 3-dimensional sphere in which each point
represents a unique RGB value. This sphere is derived from the original RGB cube (a unit
cube centered at the origin) by the following procedure: the coordinates of each point within
the cube are first normalized by their L-infinity norm (the maximum value of the three
coordinates) and then multiplied by their L-2, or Euclidean norm. This procedure maps the
unit cube onto a unit sphere.

Voxel-wise model fitting and testing
L2-penalized linear least square regression (also known as ridge regression) was used to
find weights on the feature channels that best predicted responses on the model estimation
data, which consisted of 7200 seconds of stimuli and responses. The following procedure
was repeated 15 times: we fit the model using a range of regularization coeﬃcients on all
but a randomly selected 500 seconds of model estimation data (for a total of 6700 seconds
of training data). Using the weights found for each regularization coeﬃcient we predicted
the responses to the held-out 500 seconds of data and computed the correlation between
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actual and predicted responses separately for each voxel. Once this was done 15 times, the
test correlations for each voxel and regularization coeﬃcient were averaged across the 15
repetitions. The best regularization coeﬃcient was then selected for each voxel.
Finally, we used all 7200 seconds of training data and the selected regularization coeﬃcient
for each voxel to fit the model. To obtain a single weight for each category and each voxel, the
weights for the three delays were averaged. The resulting weights were used in all subsequent
analyses.
To determine model performance we generated predictions for the 540 seconds (270 samples)
of model validation data that were not used for model estimation. We then found the
correlation between predicted and mean response for each voxel across the ten repetitions
of the validation stimuli. To test whether a voxel was predicted significantly above chance
level we used a bootstrap procedure. The 270 time points in the validation data were
resampled with replacement 10,000 times and the correlation between resampled predicted
and resampled actual responses was computed for each sample. The p-value of the correlation
was computed as the fraction of samples for which the correlation was less than zero; under
the null hypothesis of no correlation this would yield p=0.5. The voxels shown in Figure
2 have very high correlations (0.530 and 0.659) and p-values too small to probe using this
bootstrap method. To assign p-values to these correlations we used an exact formula to
compute the p-value of the correlation between two Gaussian random variables.
While the correlation between predicted response and actual mean response is an appropriate
metric for assessing significance, it is biased downward due to noise in the validation data
(David & Gallant, 2005; Hsu et al., 2004; Sahani & Linden, 2003)?. Because the actual
mean response is calculated using a finite number of repetitions (in this case 10) it contains
residual noise in addition to signal. This noise level is likely to vary across voxels due to
vascularization and magnetic field inhomogeneity. We accounted for noise in the validation
data using the method developed in Hsu et al., 2004?, in which the raw correlation is divided
by the expected maximum possible model correlation (called the noise ceiling) for each voxel.
For very noisy voxels, however, this method led to divergent correlation estimates. To correct
this issue we limited voxel noise ceilings to be above some value k. For k=1, the estimated
actual correlation is the observed correlation between response and prediction, and for k=0
the estimated actual correlation is the original divergent estimate. We set k to 0.10, which is
the p¡0.05 significance threshold for the correlation of two gaussian variables of length 270.

Significance testing of principal components
If there is no structured semantic space underlying the true model weights (i.e. the weights
for each voxel are independent from the other voxels) then the PCs of the estimated model
weights will be identical to the PCs of the stimulus matrix. This bias in the estimated weight
PCs is due to the regularized regression procedure, which trades a small increase in bias for
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a large decrease in error (Hoerl & Kennard, 1970)?. Thus in order to appropriately evaluate
statistical significance of the estimated model weight PCs we compared them to the stimulus
PCs. This significance criterion ensures that the semantic structure that we observe in the
PCs is due primarily to the fMRI data and not the statistics of category co-occurrence in
the stimuli.
We first tested whether each individual-subject model weight PC accounted for more variance
than would be expected by chance. To find confidence intervals on the variance accounted
for by each PC we bootstrapped the model weight PCA by sampling with replacement from
the voxel population 1000 times. Similarly, confidence intervals on the variance in model
weights accounted for by each stimulus PC were obtained by bootstrapping the stimulus
PCA 1000 times. The amount of variance accounted for in the model weights by each of
the model weight PCs (orange lines) and stimulus PCs (gray lines) is shown in Figure 3,
along with error bars denoting 99% confidence intervals. To test the hypothesis that a model
weight PC accounts for more variance than the corresponding stimulus PC we counted the
number of times in the 1000 bootstrap samples that the stimulus PC accounted for more
variance than the model weight PC. The null hypothesis for this analysis is that the stimulus
PC and the model weight PC account for the same amount of variance. We rejected the null
hypothesis if the stimulus PC never accounted for more variance than the voxel weight PC
across the 1000 bootstrap samples (corresponding to p¡0.001).
Because lower-variance PCs are more sensitive to noise and thus more likely to yield false
positives, we tested the PCs sequentially and stopped testing after encountering the first nonsignificant PC. This procedure revealed that subject SN has 6 significant PCs (which account
for 29.6% of variance), AH has 7 significant PCs (which account for 33.1% of variance), AV
has 7 significant PCs (which account for 35.5% of variance), TC has 7 significant PCs (which
account for 34.3% of variance), and JG has 8 significant PCs (which account for 34.2% of
variance).
Next we tested PCs constructed using combined data from many subjects. For each subject
we constructed a set of group PCs using combined data from the other four subjects, leaving
out the selected subject. For example, to test subject SN we performed PCA on combined
model weights from subjects AH, AV, TC, and JG. We then computed the amount of variance
accounted for in the model weights for the left out subject by each of the group PCs.
As with the individual subject PCs and stimulus PCs, confidence intervals on the variance
explained by the group PCs were found using the bootstrap. We then tested whether each
group PC explained more variance than the corresponding stimulus PC using the statistical
procedure described above. We found that subjects SN, AH, AV, and TC were significantly
explained by 4 group PCs (which accounted for 19.1%, 17.3%, 21.6%, and 20.6% of variance,
respectively), and subject JG was significantly explained by 3 group PCs (which accounted
for 15.4% of variance).
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This analysis suggests that the five subjects share a common semantic space consisting of
at least the first three group PCs, and four of the five subjects share four group PCs. We
estimated the full group semantic space using PCA on combined data from all five subjects
(49685 voxels total). The data were never spatially averaged across subjects, and never
transformed into a standard functional brain space.
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Supplementary Figures

Figure B.1: Importance of semantic principal components across subjects. Principal components
analysis (PCA) was used to discover the most important semantic dimensions from semantic model
weights in each subject. Here we show the amount of variance explained in the semantic model
weights by each of the 20 most important PCs. Orange lines show the amount of variance explained
by the subject’s own PCs, blue lines show the variance explained by the PCs of combined data
from the other four subjects, and gray lines show the variance explained by the PCs of the story
stimuli. To account for possible diﬀerences in ordering of the group and stimulus PCs relative to
the subject, those PCs were re-ordered to maximize their correlation with the subject’s PCs. Error
bars indicate 99% confidence intervals. Hollow markers indicate subject of group PCs that explain
significantly more variance (p < 0.001, bootstrap test) than the corresponding stimulus PCs. The
first four PCs explain significantly more variance in four out of five subjects, and thus seem to
comprise a semantic space that is common across most individuals.
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Figure B.2: Single PC cortical maps of semantic representation for one subject. Voxel-wise semantic model weights for subject ML were projected onto each of the common semantic dimensions.
These projections are shown here on a cortical flatmap specifically constructed for one subject.
(A,B,C,D) Voxel-wise model projections on PCs 1, 2, 3, and 4. Voxels that did not have a significant total projection on the four PCs (q(F DR) > 0.01) are shown in gray. Positive projections
are shown in red, negative projections are shown in blue, and near-zero projections are shown in
white. These maps show that semantic information is represented in two contiguous brain regions:
prefrontal cortex and a band including posterior temporal cortex and parietal cortex.
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Figure B.3: Canonical PrAGMATiC maps for all subjects. Comparison of actual semantic maps
(left column; like those shown in Figs. 3.3 and 3.5) and the canonical semantic maps produced
by PrAGMATiC (middle column) for all five subjects. The canonical PrAGMATiC model was fit
using data from all five subjects. The maps shown here are the most likely arrangement of areas in
each subject given the group model. Additionally we show the goodness of fit at each location in
the cortex (right column; see Fig. 3.5 in the main text for details). The canonical map has higher
likelihood than the null model almost everywhere in every subject. This is not surprising because
the model was fit on these data, but this demonstrates that the subjects have similar cortical maps
for representing narrative semantics.
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Supplementary Experimental Procedures

PrAGMATiC
We represent the energy of an arrangement of cluster centroids, C, as:
E(C) = −β

!

i,j,s

kijs

(dijs − Lij )2
d¯is

where β is a hyperparameter representing the spring temperature, k is the spring constant,
dins is the distance from centroid i to centroid j in subject s, Lij is the learned equilibrium
distance between those centroids, and d¯is is the mean distance from centroid i in subject s to
every other centroid. The spring constant is set to be the inverse of the equilibrium distance.
This makes nearby centroids strongly aﬀect each other but highly separated centroids only
weakly aﬀect each other. Dividing by the mean distance serves as a local scale normalization,
which allows for diﬀerent subjects with diﬀerent sizes of cortex. This means that only the
relative distances (e.g. area B is twice as far away from area A as area C is) need to be
preserved across subjects.
We represent the energy of a map of cortical values, X, as:
E(X|C) =

−1 !
(xls − Ml,C )2
2
σ l,s

where σ is the standard deviation of the emission gaussian, l is an index over vertices on the
cortical surface, s is an index over subjects, x is the observed semantic value at a particular
vertex, M is the semantic value of the nearest cluster centroid in C to vertex l. This energy
function simply represents a Gaussian distribution centered around the semantic value for
the closest centroid.
Thus the total energy is given as:
E(X, C) = E(C) + E(X|C)
To train the generative model we used a version of the Boltzmann learning rule [Ackley et al.
1985] that was modified to work with our model. This learning rule iteratively updates the
spring lengths and semantic values, maximizing the probability of the observed maps and
minimizing the probability of unobserved maps. To update the equilibrium spring lengths
and semantic values, we first sample a new arrangement given the actual semantic map
(drawing from P (C|X)). Then we compute the gradient of the total energy relative to the
the spring length:
!
∂E(X, C)
dijs − Lij
∝ −β
kijs
∂Lij
d¯is
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and the gradient of the total energy relative to the semantic value:
∂E(X, C)
−1 !
∝ 2
(xli − Mi )
∂Mi
σ
Descending along this gradient would minimize the energy of the observed state, but it
would not maximize the energy of unobserved states. To maximize the energy of unobserved
states we first sample a new semantic map given the current arrangement (drawing X ′
from P (X|C)), then resample C ′ based on this model-derived semantic map (drawing from
P (C ′ |X ′ )). Then we recompute the gradients of the energy relative to the spring lengths
and semantic values in the new sample:
!
d′ijs − Lij
∂E(X ′ , C ′ )
∝ −β
kijs
∂Lij
d¯′is

∂E(X ′ , C ′ )
−1 ! ′
∝ 2
(xli − M i)
∂Mi
σ
Finally we subtract these gradients from one another, and then use the total gradient to
update the spring lengths and means:
Lt+1
ij
Mit+1

"

#

"

#

∂E(X ′ , C ′ ) ∂E(X, C)
= Ltij + ϵ
−
∂Lij
∂Lij
=

Mit

∂E(X ′ , C ′ ) ∂E(X, C)
+ϵ
−
∂Mi
∂Mi

98

Appendix C
Supplement for “Decoding visual
categories”

APPENDIX C. SUPPLEMENT FOR “DECODING VISUAL CATEGORIES”

C.1

99

Supplementary Figures

Figure C.1: Decoded time courses and decoding performance from subject AH for individual
categories. Similar to Figure 4.3, this figure shows results for four out of the 479 categories decoded
in this study. (Left column) Each row gives the decoded probability that a specific category of
object or action was present in the movie over time. Blue lines show the decoded probability and
gray regions show time points when the category was actually present in the movie. (Right column)
Receiver operating characteristic (ROC) analysis summarizing overall decoding accuracy for each of
the four categories. The ROC plots the true positive rate (TPR) as a function of the false positive
rate (FPR) of the decoder. Performance of the decoder is shown in blue. Chance performance was
determined by shuﬄing the stimulus timecourse and recomputing the ROC curve (see Methods).
The distribution of curves across 1000 shuﬄes is shown on the same plot in gray. The area under
the ROC curve (AUC) is shown within each panel and significant values (q(F DR) < 0.01) are
marked with an asterisk.
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Figure C.2: Decoded time courses and decoding performance from subject AV for individual
categories. Similar to Figure 4.3, this figure shows results for four out of the 479 categories decoded
in this study. (Left column) Each row gives the decoded probability that a specific category of
object or action was present in the movie over time. Blue lines show the decoded probability and
gray regions show time points when the category was actually present in the movie. (Right column)
Receiver operating characteristic (ROC) analysis summarizing overall decoding accuracy for each of
the four categories. The ROC plots the true positive rate (TPR) as a function of the false positive
rate (FPR) of the decoder. Performance of the decoder is shown in blue. Chance performance was
determined by shuﬄing the stimulus timecourse and recomputing the ROC curve (see Methods).
The distribution of curves across 1000 shuﬄes is shown on the same plot in gray. The area under
the ROC curve (AUC) is shown within each panel and significant values (q(F DR) < 0.01) are
marked with an asterisk.
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Figure C.3: Decoded time courses and decoding performance from subject JG for individual
categories. Similar to Figure 4.3, this figure shows results for four out of the 479 categories decoded
in this study. (Left column) Each row gives the decoded probability that a specific category of
object or action was present in the movie over time. Blue lines show the decoded probability and
gray regions show time points when the category was actually present in the movie. (Right column)
Receiver operating characteristic (ROC) analysis summarizing overall decoding accuracy for each of
the four categories. The ROC plots the true positive rate (TPR) as a function of the false positive
rate (FPR) of the decoder. Performance of the decoder is shown in blue. Chance performance was
determined by shuﬄing the stimulus timecourse and recomputing the ROC curve (see Methods).
The distribution of curves across 1000 shuﬄes is shown on the same plot in gray. The area under
the ROC curve (AUC) is shown within each panel and significant values (q(F DR) < 0.01) are
marked with an asterisk.

APPENDIX C. SUPPLEMENT FOR “DECODING VISUAL CATEGORIES”

102

Figure C.4: Decoded time courses and decoding performance from subject NB for individual
categories. Similar to Figure 4.3, this figure shows results for four out of the 479 categories decoded
in this study. (Left column) Each row gives the decoded probability that a specific category of
object or action was present in the movie over time. Blue lines show the decoded probability and
gray regions show time points when the category was actually present in the movie. (Right column)
Receiver operating characteristic (ROC) analysis summarizing overall decoding accuracy for each of
the four categories. The ROC plots the true positive rate (TPR) as a function of the false positive
rate (FPR) of the decoder. Performance of the decoder is shown in blue. Chance performance was
determined by shuﬄing the stimulus timecourse and recomputing the ROC curve (see Methods).
The distribution of curves across 1000 shuﬄes is shown on the same plot in gray. The area under
the ROC curve (AUC) is shown within each panel and significant values (q(F DR) < 0.01) are
marked with an asterisk.
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Figure C.5: Decoded time courses and decoding performance from subject TC for individual
categories. Similar to Figure 4.3, this figure shows results for four out of the 479 categories decoded
in this study. (Left column) Each row gives the decoded probability that a specific category of
object or action was present in the movie over time. Blue lines show the decoded probability and
gray regions show time points when the category was actually present in the movie. (Right column)
Receiver operating characteristic (ROC) analysis summarizing overall decoding accuracy for each of
the four categories. The ROC plots the true positive rate (TPR) as a function of the false positive
rate (FPR) of the decoder. Performance of the decoder is shown in blue. Chance performance was
determined by shuﬄing the stimulus timecourse and recomputing the ROC curve (see Methods).
The distribution of curves across 1000 shuﬄes is shown on the same plot in gray. The area under
the ROC curve (AUC) is shown within each panel and significant values (q(F DR) < 0.01) are
marked with an asterisk.

APPENDIX C. SUPPLEMENT FOR “DECODING VISUAL CATEGORIES”

104

Figure C.6: Decoded time courses and decoding performance from subject WH for individual
categories. Similar to Figure 4.3, this figure shows results for four out of the 479 categories decoded
in this study. (Left column) Each row gives the decoded probability that a specific category of
object or action was present in the movie over time. Blue lines show the decoded probability and
gray regions show time points when the category was actually present in the movie. (Right column)
Receiver operating characteristic (ROC) analysis summarizing overall decoding accuracy for each of
the four categories. The ROC plots the true positive rate (TPR) as a function of the false positive
rate (FPR) of the decoder. Performance of the decoder is shown in blue. Chance performance was
determined by shuﬄing the stimulus timecourse and recomputing the ROC curve (see Methods).
The distribution of curves across 1000 shuﬄes is shown on the same plot in gray. The area under
the ROC curve (AUC) is shown within each panel and significant values (q(F DR) < 0.01) are
marked with an asterisk.
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Figure C.7: Graphical visualization of decoding accuracy for subject AH. Similar to Figure 4.4
in the main text, this figure is arranged according to the graphical structure of WordNet. Circles
and squares denote the 479 categories that appeared in the movies used for model validation.
Circles indicate objects (nouns) and squares indicate actions (verbs). Decoding performance was
aggregated across all subjects by concatenating the decoded probability timecourses. The size of
each marker denotes the area under the ROC curve (AUC) for that category, ranging from 0.5 to 1.0.
The marker colors denote the p-value for that category’s AUC; deeper blue reflects smaller p-values.
Categories where decoding accuracy is significant are displayed as filled circles (q(F DR) < 0.01).
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Figure C.8: Graphical visualization of decoding accuracy for subject AV. Similar to Figure 4.4
in the main text, this figure is arranged according to the graphical structure of WordNet. Circles
and squares denote the 479 categories that appeared in the movies used for model validation.
Circles indicate objects (nouns) and squares indicate actions (verbs). Decoding performance was
aggregated across all subjects by concatenating the decoded probability timecourses. The size of
each marker denotes the area under the ROC curve (AUC) for that category, ranging from 0.5 to 1.0.
The marker colors denote the p-value for that category’s AUC; deeper blue reflects smaller p-values.
Categories where decoding accuracy is significant are displayed as filled circles (q(F DR) < 0.01).
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Figure C.9: Graphical visualization of decoding accuracy for subject JG. Similar to Figure 4.4
in the main text, this figure is arranged according to the graphical structure of WordNet. Circles
and squares denote the 479 categories that appeared in the movies used for model validation.
Circles indicate objects (nouns) and squares indicate actions (verbs). Decoding performance was
aggregated across all subjects by concatenating the decoded probability timecourses. The size of
each marker denotes the area under the ROC curve (AUC) for that category, ranging from 0.5 to 1.0.
The marker colors denote the p-value for that category’s AUC; deeper blue reflects smaller p-values.
Categories where decoding accuracy is significant are displayed as filled circles (q(F DR) < 0.01).
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Figure C.10: Graphical visualization of decoding accuracy for subject ML. Similar to Figure 4.4
in the main text, this figure is arranged according to the graphical structure of WordNet. Circles
and squares denote the 479 categories that appeared in the movies used for model validation.
Circles indicate objects (nouns) and squares indicate actions (verbs). Decoding performance was
aggregated across all subjects by concatenating the decoded probability timecourses. The size of
each marker denotes the area under the ROC curve (AUC) for that category, ranging from 0.5 to 1.0.
The marker colors denote the p-value for that category’s AUC; deeper blue reflects smaller p-values.
Categories where decoding accuracy is significant are displayed as filled circles (q(F DR) < 0.01).
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Figure C.11: Graphical visualization of decoding accuracy for subject NB. Similar to Figure 4.4
in the main text, this figure is arranged according to the graphical structure of WordNet. Circles
and squares denote the 479 categories that appeared in the movies used for model validation.
Circles indicate objects (nouns) and squares indicate actions (verbs). Decoding performance was
aggregated across all subjects by concatenating the decoded probability timecourses. The size of
each marker denotes the area under the ROC curve (AUC) for that category, ranging from 0.5 to 1.0.
The marker colors denote the p-value for that category’s AUC; deeper blue reflects smaller p-values.
Categories where decoding accuracy is significant are displayed as filled circles (q(F DR) < 0.01).
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Figure C.12: Graphical visualization of decoding accuracy for subject TC. Similar to Figure 4.4
in the main text, this figure is arranged according to the graphical structure of WordNet. Circles
and squares denote the 479 categories that appeared in the movies used for model validation.
Circles indicate objects (nouns) and squares indicate actions (verbs). Decoding performance was
aggregated across all subjects by concatenating the decoded probability timecourses. The size of
each marker denotes the area under the ROC curve (AUC) for that category, ranging from 0.5 to 1.0.
The marker colors denote the p-value for that category’s AUC; deeper blue reflects smaller p-values.
Categories where decoding accuracy is significant are displayed as filled circles (q(F DR) < 0.01).
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Figure C.13: Graphical visualization of decoding accuracy for subject WH. Similar to Figure 4.4
in the main text, this figure is arranged according to the graphical structure of WordNet. Circles
and squares denote the 479 categories that appeared in the movies used for model validation.
Circles indicate objects (nouns) and squares indicate actions (verbs). Decoding performance was
aggregated across all subjects by concatenating the decoded probability timecourses. The size of
each marker denotes the area under the ROC curve (AUC) for that category, ranging from 0.5 to 1.0.
The marker colors denote the p-value for that category’s AUC; deeper blue reflects smaller p-values.
Categories where decoding accuracy is significant are displayed as filled circles (q(F DR) < 0.01).
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Figure C.14: Overall decoding performance at each time point across all object and action
categories for subject AH. Prediction accuracy is expressed as the likelihood of model predictions,
relative to the prior likelihood that each category is present. The likelihood calculations only include
categories whose hypernyms are present in the scene, so they respect the hierarchical structure of
the graph. The likelihood is computed as the product of the probability of the binary label for
each category present, followed by a logarithm. Values at zero indicate that the model performs as
well as would be expected by merely guessing based on prior probabilities. Shaded regions indicate
performance significantly better than chance (p < 0.01, permutation test).

Figure C.15: Overall decoding performance at each time point across all object and action
categories for subject AV. Prediction accuracy is expressed as the likelihood of model predictions,
relative to the prior likelihood that each category is present. The likelihood calculations only include
categories whose hypernyms are present in the scene, so they respect the hierarchical structure of
the graph. The likelihood is computed as the product of the probability of the binary label for
each category present, followed by a logarithm. Values at zero indicate that the model performs as
well as would be expected by merely guessing based on prior probabilities. Shaded regions indicate
performance significantly better than chance (p < 0.01, permutation test).
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Figure C.16: Overall decoding performance at each time point across all object and action
categories for subject JG. Prediction accuracy is expressed as the likelihood of model predictions,
relative to the prior likelihood that each category is present. The likelihood calculations only include
categories whose hypernyms are present in the scene, so they respect the hierarchical structure of
the graph. The likelihood is computed as the product of the probability of the binary label for
each category present, followed by a logarithm. Values at zero indicate that the model performs as
well as would be expected by merely guessing based on prior probabilities. Shaded regions indicate
performance significantly better than chance (p < 0.01, permutation test).

Figure C.17: Overall decoding performance at each time point across all object and action
categories for subject ML. Prediction accuracy is expressed as the likelihood of model predictions,
relative to the prior likelihood that each category is present. The likelihood calculations only include
categories whose hypernyms are present in the scene, so they respect the hierarchical structure of
the graph. The likelihood is computed as the product of the probability of the binary label for
each category present, followed by a logarithm. Values at zero indicate that the model performs as
well as would be expected by merely guessing based on prior probabilities. Shaded regions indicate
performance significantly better than chance (p < 0.01, permutation test).
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Figure C.18: Overall decoding performance at each time point across all object and action
categories for subject NB. Prediction accuracy is expressed as the likelihood of model predictions,
relative to the prior likelihood that each category is present. The likelihood calculations only include
categories whose hypernyms are present in the scene, so they respect the hierarchical structure of
the graph. The likelihood is computed as the product of the probability of the binary label for
each category present, followed by a logarithm. Values at zero indicate that the model performs as
well as would be expected by merely guessing based on prior probabilities. Shaded regions indicate
performance significantly better than chance (p < 0.01, permutation test).

Figure C.19: Overall decoding performance at each time point across all object and action
categories for subject TC. Prediction accuracy is expressed as the likelihood of model predictions,
relative to the prior likelihood that each category is present. The likelihood calculations only include
categories whose hypernyms are present in the scene, so they respect the hierarchical structure of
the graph. The likelihood is computed as the product of the probability of the binary label for
each category present, followed by a logarithm. Values at zero indicate that the model performs as
well as would be expected by merely guessing based on prior probabilities. Shaded regions indicate
performance significantly better than chance (p < 0.01, permutation test).
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Figure C.20: Overall decoding performance at each time point across all object and action
categories for subject WH. Prediction accuracy is expressed as the likelihood of model predictions,
relative to the prior likelihood that each category is present. The likelihood calculations only include
categories whose hypernyms are present in the scene, so they respect the hierarchical structure of
the graph. The likelihood is computed as the product of the probability of the binary label for
each category present, followed by a logarithm. Values at zero indicate that the model performs as
well as would be expected by merely guessing based on prior probabilities. Shaded regions indicate
performance significantly better than chance (p < 0.01, permutation test).

