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ABSTRACT OF THE DISSERTATION

Neural Responses to Structured Random Inputs

by

Johnatan Aljadeff

Doctor of Philosophy in Physics

University of California, San Diego, 2014

Professor Tatyana O. Sharpee, Chair
Professor David Kleinfeld, Co-Chair

Recurrent random network models are a useful theoretical tool to under-

stand the irregular activity of neural networks in the brain. To preserve the analyti-

cal tractability, often it is assumed that connectivity statistics are homogeneous. In

contrast, experiments highlight the importance of the heterogeneity found in neural

circuits. By extending the dynamic mean field method we solved the dynamics of

a recurrent neural network with cell-type-dependent connectivity. These networks

undergo a phase transition from a silent state to a state with chaotic activity, and

can sustain multiple global activity modes that are predicted by our analysis. By

finding the location of the critical point at which the phase transition occurs we

derived a new mathematical result: the spectral radius of a random matrix with

xiv



block structured variances, which serves as the network’s connectivity matrix. Ap-

plying our results we explain how a small number of hyper-excitable neurons that

are integrated into the network can lead to significant changes in its computational

capacity; and show that a clustered architecture, where inter-cluster connectivity

is weaker than intra-cluster connectivity, can also lead to network configurations

that are advantageous from a computational standpoint.

The heterogeneity of neural networks is perhaps rivaled only by the diver-

sity of the external sensory environment. Every organism is constantly bombarded

by stimuli that inherit their statistical structure from that environment, and tend

to have strong correlations. The computation that neurons perform adapts to the

stimulus statistics, making it important to find the features a cell is sensitive to

using stimuli that are as close to natural as possible. Spike-Triggered-Covariance

is a popular and computationally efficient dimensionality reduction method that

finds the features that are relevant for a cell’s computation. Using this technique

to analyze model and retinal ganglion cell responses we show that strong stimulus

correlations interfere with analysis of statistical significance of candidate input di-

mensions. Using results from random matrix theory we derive a correction scheme

that eliminates these artifacts, allowing for an order of magnitude increase in the

sensitivity of the method.

xv



Chapter 1

Introduction

A physicist venturing into neuroscience is often faced with some version of

the question: “why is physics good to understand the brain?”. One way to view the

document in front of you is a detailed answer-by-example that is the culmination

of my work as a student at UCSD and as a researcher in the Computational

Neurobiology Laboratory at The Salk Institute. I therefore find it appropriate to

include, in the introduction to this document, the (shorter) answer I use in a social

setting:

Let’s think for a second about air. Physics is good in understanding

the behavior of air through temperature, humidity, pressure - without

needing to know where every molecule is. We hope that the methods of

physics can help us find their analogues in the brain, and that under-

standing them will tell us something about how the brain works without

needing to know what every neuron is doing.

My research projects, although quite different from one another, fit into the

overarching goal of studying how computation emerges from the brain. To develop

a systematic understanding of how information processing is represented by the

activity of the brain’s astronomical number of degrees of freedom, we must have

good mechanistic descriptions of this activity in a broad range of length and time

scales.

I begin in Chapter 2 with the analysis of the global activity of a recurrent

neural network with firing-rate units that has random connectivity. In this net-

work the inputs to each neuron are the firing rates of the rest of the neurons in the

1
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network, weighted by a synaptic strength variable summarized in a connectivity

matrix. From a mathematical standpoint, the analysis is done in the thermody-

namic limit, where the number of neurons N → ∞. Taking this limit allows us to

derive the input and output statistics of all the neurons in the network, giving a

description of the irregular, variable activity on a macroscopic level.

Figure 1.1: Piet Mondrian (1872-1944) Composition C. 1920. Oil on canvas,
60.3×61 cm. c© HCR International. Acquired through the Lillie P. Bliss Bequest.
The Museum of Modern Art (reproduced with permission). Mondrian’s theory
of Neo-plasticism defined restrictive rules for his paintings. He used only red,
blue, yellow and gray-scale, and only vertical and horizontal lines. This and other
paintings by Mondrian resemble the visualization of the model parameters (see
insets to Fig. 2.3). Although these rules may sound strict, they are quite liberal
compared to the rules with which we can define analytically tractable models.



3

Previous formulations of this model [60] have assumed there is no under-

lying mesoscopic structure, in contrast to recent experiments that highlight the

importance of the incredible heterogeneity one finds in real neural networks [41].

We generalize this class of models by introducing such a mesoscopic structure: a

multiplicity of cell-types and cell-type-dependent connectivity statistics. By ex-

tending the dynamic mean field method used to study this class of models we

derive an analytic solution to the dynamics of these networks.

Our theoretical results are applied in Chapter 3 to gain insight into the

structure function relationship of two types of neural networks. First, we look

into networks that undergo adult neurogenesis, a phenomenon whereby new neu-

rons with distinct biophysical properties migrate into two restricted regions of the

mammalian brain. Second, we define our general model such that the network has

a clustered architecture, where neurons that belong to the same cluster are more

strongly connected than neurons in different clusters. Our newly developed ana-

lytical understanding of the general network model allows us to make hypotheses

on what components of the connectivity structure of the networks we study could

potentially make them good computational machines.

I then depart from the meso- and macroscopic levels of description to discuss

the activity of single neurons. These neurons are assumed to be a part of a sensory

stream, where to a first approximation their activity is driven primarily by the

external stimulus, rather than by recurrent connections. Experiments reveal that

such neurons extract specific features from the stimulus and their activity indicates

to downstream populations on the existence or absence of these features. One

realizes then that these neurons sum their inputs in a stereotyped and highly

structured fashion, unlike the neurons in the random networks discussed above

whose inputs may be structured but there are summed with no selectivity.

Much attention has been given to developing techniques that allow us find

what computations neurons perform on their inputs. These techniques use data

from reverse correlation experiments, where the recorded neurons are driven by a

controlled multidimensional stimulus. The goal of these techniques is to create a

computational model that can successfully predict the neuron’s time series from
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the stimulus.

Spike-Triggered-Covariance (STC) is a popular and computationally effi-

cient technique to find stimulus subspace that is relevant to the neuron’s response.

In chapter 4, we show why when this method is used with strongly correlated

Gaussian stimuli the stimulus’ leading principal components interfere with the

statistical significance analysis of candidate relevant dimensions.

Using results from randommatrix theory, and specifically the Spiked-Wishart

ensemble of random covariance matrices [24, 45], we derive a correction scheme that

eliminates these artifacts. Using model cell and retinal ganglion cell responses we

show how the Spiked-Wishart correction can increase the sensitivity of the STC

method by an order of magnitude, as predicted by analysis.

I conclude my dissertation in Chapter 5 by giving an overview of where I

think the work discussed here will have the most impact in the future, and by

giving an outlook to my own future research goals.

Notation. With the exception of Chapters 2 and 3, parameters and notations do

not retain their meaning between chapters (e.g. γ has different meaning in Chap-

ters 2 and 4). Unless otherwise noted, boldface lowercase letters denote vectors

and boldface uppercase denotes matrices. Superscript T denotes matrix or vector

transpose, and superscript † denotes conjugate transpose.



Chapter 2

Recurrent rate networks

Studies of recurrent neural networks suggest that they have optimal com-

putational capacity at or close to the critical point of transition from silent to

chaotic dynamics [10, 63, 49, 66]. The term “computational capacity” refers to the

network’s ability to perform computational tasks [63], its memory of past inputs

[66], its input selectivity properties [49] and other emergent dynamic properties

associated with computation.

These results were obtained for networks with a single cell-type: the dy-

namic equations and the connectivity statistics are the same for all the neurons in

the network. In contrast to these theoretical models, recent experiments highlight

the heterogeneity in structure and in activity of biological neural networks. This

heterogeneity is apparent in all scales below the macroscopic scale at which we

study the network, including fine-scale micro-circuitry [74] and mesoscopic con-

nectivity statistics between cell-types and brain regions [54, 41].

As a step towards bridging this gap between theory and experiment, we

generalize here an analytically tractable model to include multiple cell-types and

connectivity statistics (which can be interpreted as connectivity rules) that depend

on the cell-type identity of both the pre- and post-synaptic neurons. We show that

networks with multiple cell-types, like networks with a single cell-type [60], exhibit

a phase transition between the silent state and a state of chaotic dynamics.

In networks with cell-type specific connectivity the transition depends on

the network’s connectivity structure, and is related to the spectral properties of the

5
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random matrix serving as the model network’s connectivity matrix. Specifically,

by finding the location of the critical point for the multiple cell-type network we

derive a new result in random matrix theory: the support of the spectral density

of asymmetric matrices with block-structured variances. In addition to the critical

point itself, our analysis predicts what global autocorrelation modes the network

can sustain in the chaotic regime.

2.1 Dynamic mean field theory

The starting point for our analysis of recurrent activity in neural networks

is a firing-rate model where the activation xi(t) of the ith neuron determines its

firing-rate φi(t) through a nonlinear function φi(t) = tanh(xi). The activation of

the ith neuron depends on the firing-rate of all N neurons in the network:

ẋi(t) = −xi(t) +
N∑

j=1

Jijφj(t), (2.1)

where Jij describes the connection weight from neuron j to i.

Previous work [60] considered a recurrent random network where all con-

nections are drawn from the same distribution, grouping all neurons into a single

cell-type. In that work the distribution of matrix elements was chosen to be Gaus-

sian with mean zero and variance g2/N , where the parameter g defines the average

synaptic gain in the network.

According to Girko’s circular law, the spectral density of the random matrix

J in this case is uniform on a disk with radius g [22, 8]. When the real part of some

of the eigenvalues of J exceeds 1, the quiescent state xi(t) = 0 becomes unstable and

the network becomes chaotic [60]. Thus, for networks with cell-type independent

connectivity the transition to chaotic dynamics occurs when g = 1. Using the

replica method, the network with discrete time dynamics was shown to undergo

the same transition, and in the chaotic regime its activity can be suppressed in the

presence of external noise drive [37].

Here these results are extended to networks with D cell-types, where each

cell-type (or group of neurons) has a fraction αd of neurons in it. The mean



7

connection weight is 〈Jij〉 = 0. The variances N〈J2
ij〉 = g2cidj depend on the cell-

type of the input (c) and output (d) neurons; where ci denotes the group neuron i

belongs to. In what follows, indices i, j = 1, . . . , N and c, d = 1, . . . , D correspond

to single neurons and neuron groups, respectively. Averages over realizations of J

are denoted by 〈·〉.
It is convenient to represent the connectivity structure using a synaptic gain

matrix G. Its elements Gij = gcidj are arranged in D2 blocks of sizes Nαc ×Nαd.

The mean synaptic gain, ḡ, is given by

ḡ =
1

N

(
N∑

i,j=1

G2
ij

) 1
2

=

(
D∑

c,d=1

αcαdg
2
cd

) 1
2

. (2.2)

Defining J0
ij ∼ N (0, N−1) and nd = N

∑d
c=1 αc allows us to rewrite Eq. (2.1) in a

form that emphasizes the separate contributions from each group to a neuron:

ẋi = −xi +
D∑

d=1

gcid

nd∑

j=nd−1+1

J0
ijφj (t) . (2.3)

We use the dynamic mean field approach [7, 61, 60] to study the network

behavior in the N → ∞ limit. From Eq. (2.3) It is clear that using a scalar

dynamic mean field theory similar to [60] is not suitable for this network, because

the inputs to neuron i depend explicitly on i through ci. Nonetheless, averaging

Eq. (2.3) over the ensemble from which J is drawn implies that only neurons that

belong to the same group are statistically identical. Therefore, to represent the

network behavior it is enough to look at the activities ξd(t) of D representative

neurons and their inputs ηd (t).

The stochastic mean field variables ξ and η will approximate the activi-

ties and inputs in the full N dimensional network provided that they satisfy the

dynamic equation

ξ̇d (t) = −ξd (t) + ηd (t) , (2.4)

and provided that ηd (t) is drawn from a Gaussian distribution with moments

satisfying the following conditions.

First, the mean 〈ηd(t)〉 = 0 for all d. Second, the correlations of η should

match the input correlations in the full network, averaged separately over each
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group. Using Eq. (2.4) and the property N
〈
J0
ijJ

0
kl

〉
= δikδjl we get the self-

consistency conditions:

〈ηc (t) ηd (t+ τ)〉 =
D∑

a,b=1

na∑

j=na−1+1

nb∑

l=nb−1+1

gciagdkb
〈
J0
ijJ

0
kl

〉
〈φ [xj(t)]φ [xl(t+ τ)]〉

= N−1

D∑

a,b=1

na∑

j=na−1+1

gciagdkbδikδjl 〈φ [xj(t)]φ [xl(t+ τ)]〉

= δcdN
−1

D∑

a=1

na∑

j=na−1+1

g2cia 〈φ [xj(t)]φ [xj(t+ τ)]〉

= δcdN
−1

D∑

a=1

Nαag
2
ca 〈φ [ξa(t)]φ [ξa(t+ τ)]〉

= δcd

D∑

a=1

αbg
2
caCa(τ). (2.5)

Here, C (τ) is the average firing rate correlation vector. Its components (using the

variables of the full network and averaging over time) are

Cd(τ) =

nd∑

i=nd−1+1

〈φ[xi(t)]φ[xi(t+ τ)]〉 , (2.6)

translating to

Cd(τ) = 〈φ[ξd(t)]φ[ξd(t+ τ)]〉 (2.7)

using the mean field variables. Importantly, the covariance matrix H(τ) with

elements Hcd (τ) = 〈ηc (t) ηd (t+ τ)〉 is diagonal, justifying the definition of the

vector H = diag (H).

With this in hand we rewrite Eq. (2.5) in matrix form as

H (τ) = MC (τ) , (2.8)

where M is a constant matrix reflecting the network connectivity structure, with

elements

Mcd = αdg
2
cd. (2.9)
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2.2 The solution to the self-consistency equations

A trivial solution to Eq. (2.8) is H(τ) = C(τ) = 0 which corresponds to the

silent network state: xi(t) = 0. Recall that in the network with a single cell-type,

the matrix M = g2 is a scalar and Eq. (2.8) reduces to H(τ) = g2C(τ). In this

case the silent solution is stable only when g < 1. For g > 1 the autocorrelations

of η are non-zero which leads to chaotic dynamics in the N dimensional system

[60].

In the general case (D ≥ 1), Eq. (2.8) can be projected on the eigenvectors

of M leading to D consistency conditions, each equivalent to the single group case.

Each projection has an effective scalar given by the eigenvalue in place of g2 in

the D = 1 case. Hence, the trivial solution will be stable if all eigenvalues of M

have real part < 1. This is guaranteed if Λ1, the largest eigenvalue of M, is < 1.

Note that M has strictly positive elements, so by the Perron-Frobenious theorem

its largest eigenvalue (in absolute value) is real and positive and the corresponding

eigenvector has strictly positive components.

If Λ1 > 1 the projection of Eq. (2.8) on the leading eigenvector of M gives

a scalar self-consistency equation analogous to the D = 1 case for which the trivial

solution is unstable. As we know from the analysis of the single cell-type network,

this leads to chaotic dynamics in the full network. Therefore Λ1 = 1 is the critical

point of the multiple cell-type network.

Another approach to show explicitly that Λ1 = 1 at the critical point is

to consider first order deviations in the network activity from the quiescent state.

Under this approximation ‖x‖ � 1 so x ≈ tanh x leading to

C(τ) ≈ ∆(τ), (2.10)

where ∆(τ) is the autocorrelation vector of the activities with elements ∆d(τ) =

〈ξd(t)ξd(t+ τ)〉. By invoking Eq. (2.4) we have

H(τ) =

(

1− d2

dτ 2

)

∆(τ). (2.11)

Substituting Eq. (2.11) into Eq. (2.8) leads to an equation of motion for ∆(τ):

d2∆(τ)

dτ 2
= (I−M)∆(τ). (2.12)
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When M is symmetric, this is an equation of motion of a particle in a harmonic

potential

∆̈c(τ) = − ∂

∂∆c(τ)
V [∆(τ)] (2.13)

V [∆(τ)] =
1

2

D∑

c,d=1

(Mcd − δcd)∆c(τ)∆d(τ) (2.14)

The shape of the multivariate potential depends on the eigenvalues of M (see

Fig. 2.1). The first bifurcation (assuming the elements of M are scaled together)

occurs when Λ1 = 1, in the direction parallel to the leading eigenvector. Physical

solutions should have ‖∆(τ)‖ <∞ as τ → ∞ because ∆(τ) is an autocorrelation

function.
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Figure 2.1: Harmonic approximation of the self-consistent potential. For D = 2
we plot V (∆) as a function of ∆1,∆2 for three cases: (a) 1 > Λ1 > Λ2 (b)
Λ1 > 1 > Λ2 (c) Λ1 > Λ2 > 1. The qualitative shape of the self consistent
potential depends on the number of eigenvalues of M that are larger 1. Black lines
point at the direction of the (orthogonal) eigenvectors of M, parallel to the axes
of the paraboloids.

When all eigenvalues of M are smaller than 1 the trivial solution ∆(τ) = 0

is the only solution (in the neighborhood of xi(t) = 0 where our approximation is

accurate). At the critical point (Λ1 = 1) a non trivial solution appears, and above

it finite autocorrelations lead to chaotic dynamics in the full system. Establishing

the existence of a positive Lyapunov exponent requires analysis of the full self

consistency equations and cannot be done using the linearized approximation.
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In general M is asymmetric. Consider its Schur decomposition:

M = UΛ̃U†, (2.15)

where U is unitary and Λ̃ is upper triangular and has the eigenvalues of M on its

diagonal in decreasing order of their real part. This decomposition gives a feed-

forward structure where the components corresponding to low ranking eigenvalues

of M drive components with higher corresponding eigenvalues (but not vice versa).

This feed forward structure in the non-normal case was elegantly analyzed by

Murphy and Miller [38] and Hennequin et al. [23].

Therefore, again, when all the eigenvalues of M have real part < 1, only

the trivial solution is stable. In Section 2.4 below we discuss in greater detail

the implications of knowing what subspace is spanned by the eigenvectors with

corresponding eigenvalues with real part > 1.

ΛDΛD+1

U ∆(τ)1
†

U  ∆(τ)D

†... ...

Λ1 ΛD*

* U    ∆(τ)D+1

†
* U  ∆(τ)D

†

*

ℜΛ=1

Λ
~

Figure 2.2: Feedforward effective dynamics of autocorrelation modes. A
schematic showing the feedforward influences of the D components of the group
averaged autocorrelations projected on the Schur basis vectors (see Eq. (2.15) in
text). The components 1, . . . , D? (D? is the number of eigenvalues of M with real
part > 1) have strong self couplings (red) and remain finite. Vanishing components
(blue) “drive” the finite ones but the opposite is not true. Autocorrelations remain
finite only along the first D? columns of U.

In Fig. (2.3) we show example spectra and activity traces of representative
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neurons for three networks. The formula for the support of the spectral density

is discussed below. In Appendix A we include description of detailed numerical

checks of the main results of this chapter, including the behavior of the spectrum

outliers for finite N and a calculation of the largest Lyapunov exponent.

The full form of Eq. (2.12) originally derived in [60] for the D = 1 case

has proven to be an important component in understanding the stimulus-response

properties of this model (see Eq. (6) in [49]). Therefore, to understand the stimulus

response properties of the network with multiple cell-types it is important to have

the full form (i.e. without the linear approximation) of Eq. (2.12) for D ≥ 1.

The autocorrelation vector is governed by the following equation of motion for a

particle in D dimensions

∆̈c (τ) = ∆c (τ)−
D∑

d=1

Mcd
∂

∂∆d (τ)

∫

dγ (z)×
{∫

dγ (x) Φ
[√

∆d (0)− |∆d (τ)|x+
√

|∆d (τ)|z
]}2

, (2.16)

with dγ(x) = 1√
2π
e−x2/2dx and Φ(x) =

∫ x

0
φ(x′)dx′. We identify the first term in

the RHS as the kinetic term with normalized dimensionless mass set to 1, and the

second term as the time and initial condition dependent anharmonic potential.

2.3 The spectral radius of J

Recall the dependence of the connectivity parameters and the critical point

at which the network transitions to chaos. In the single and multiple cell-type

networks this transition occurs when a finite mass of the spectral density of J has

real part > 1. The spectral density of J is not uniform on its support (like the

density in theD = 1 case), but it is rotationally invariant in the complex plane. We

first establish the circular symmetry of the spectrum of K, a matrix with complex

Gaussian entries that have the same mean and variance as J. We will then assume

that the circular symmetry of a matrix with real entries (i.e. the spectrum of J)

follows from universality. We write

K = G ◦K0, (2.17)
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Figure 2.3: Networks with cell-type dependent connectivity (N = 2500): spec-
trum and dynamics. The support of the spectrum of the connectivity matrix J

is accurately described by
√
Λ1 (radius of blue circle) for different networks. Top

insets - the synaptic gain matrix G summarizes the connectivity structure. Bot-
tom insets - activity of representative neurons from each type. The line <{λ} = 1
(purple) marks the transition from quiescent to chaotic activity. (a) An example
of chaotic network with two cell types. The average synaptic gain ḡ (radius of red
circle) incorrectly predicts this network to be quiescent. (b) An example silent net-
work. The average synaptic gain ḡ incorrectly predicts this network to be chaotic.
(c) An example network with six cell-types. In all examples the radial part of the
eigenvalue distribution ρ(|λ|) (orange line) is not uniform.

where ◦ is the Hadamard (elementwise) matrix product and where K0
jk =

1√
2
(y1jk+

iy2jk) with y
1
jk ∼ N (0, 1/N), y2jk ∼ N (0, 1/N).
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For fixed G, we assume that in the N → ∞ limit the spectrum of K is

independent of the realization of K0 as long as it is drawn from the Gaussian

distribution [58]:

P
(
K0
)
=

1

Z
exp

{

−N
2
Tr
[
K0K0†]

}

. (2.18)

The distribution P (K0) is invariant under the transformation K0 → eiθK0 which

rotates the eigenvalues of K0 and K by an angle θ in the complex plane. Therefore

the spectrum of K must be invariant under this transformation, meaning that it

is indeed circularly symmetric.

With the circular symmetry in hand, we know that when Λ1 = 1 the eigen-

values of J are bounded in the unit circle r = 1. For networks with cell-type

independent connectivity, Λ1 = g2 and r = g. Requiring continuity, this implies

that the circle that bounds the eigenvalue density of J has radius

r(α,g) =
√

Λ1 =
√

max [λ(M)]. (2.19)

2.3.1 Scaling properties of r

The overall synaptic gain ḡ can be thought of as the naive guess for the

coordinate that determines the location of the phase transition. However, from

Fig. (2.3) it is clear that
√
Λ1, the true coordinate, is not equal to ḡ. Moreover,

the average synaptic gain can be bigger (panel a) or smaller (panel b) than
√
Λ1,

depending on the details of the connectivity structure. The inequality
√
Λ1 6= ḡ

is a signature of the block structure of G (and consequently the variances of the

elements of J). It is instructive to examine two specific cases where
√
Λ1 = ḡ.

Columnar organization. When the connectivity statistics depend on the cell-

type identity of the pre- or post-synaptic neuron (but not both), the average and

effective gains are equal. In fact, for this case the full spectral density was derived

by Rajan and Abbott [48]. Here the matrix entry gcd depends only on one of its

indices. Since the spectra of J and JT are identical it is sufficient to show this for

either the first or the second index. Let us assume gcd does not depend on the

second index, so we can write it as gc. Therefore, the matrix M is in fact D copies
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of a vector with elements vc = αcg
2
c . The non-negativity of the elements ensures

the only non-zero eigenvalue is Λ1 =
∑D

c=1 vc corresponding to the eigenvector of

all 1’s. We can use the fact
∑D

c=1 αc = 1 and restore the index d to get

Λ1 =
D∑

c=1

αcg
2
c =

D∑

c=1

αc

(
D∑

d=1

αd

)

g2cd =
D∑

c,d=1

αcαdg
2
cd = ḡ2. (2.20)

Randomly permuted matrix. Now J is drawn as before (i.e. Jij = gcidjJ
0
ij)

and then the elements are randomly permuted to give the doubly stochastic ma-

trix J̃. In the limit N → ∞, all the elements J̃ij follow the same non Gaussian

distribution. The variance of this distribution is the weighted average of variances

in the matrix J which is exactly N−1ḡ2. In Subsection 2.3.2 below we will explain

why our formula holds for non-Gaussian distributions.

2.3.2 Universality
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Figure 2.4: Universality and sparse connectivity. (a) Our results extend to sparse
connectivity matrices, an example matrix with non-Gaussian element distributions.
The formula for the radius (blue circle) is in agreement with the numerical results.
Insets shows average synaptic strengths, G (top) and the sparsity levels (bottom).
(b) In each block the elements of J were drawn from a centered β distribution with
different parameters leading to skewed and bimodal distributions.
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The original version of Girko’s circular law was for matrices with gaussian

entries [22, 8]. Since then a stronger, more universal version of the theorem was

proven where the assumption of Gaussian entries is relaxed. Indeed, according to

Tao et al. [65], if the elements of J are drawn from any distribution with finite

second moments (N〈J2
ij〉 = g2 < ∞) the limiting spectral distribution is uniform

on a disk with radius g.

The only assumption we made to get to an effective self-consistent equation

identical to that found in [60] (for which universality is known) is that gcd < ∞.

Therefore our result for the matrix J inherits the universality property from the

matrix J0. In other words, our results for matrices with block structured variances

extend to non-Gaussian distributions, provided that 〈Jij〉 = 0 and N〈J2
ij〉 = g2cidj .

An example non-gaussian distribution (with finite second moment) is

p(J) = (1− s)δ(J) + s
(
2πg2

)− 1
2 exp

(

− J2

2g2

)

(2.21)

with 〈J2
ij〉 = sg2. This distribution describes a network with random sparse connec-

tions, i.e. each connection is 0 with probability 1− s and the non-zero connections

are gaussian. By the universality of Girko’s circular law, the radius of the support

of a random matrix with elements drawn from the distribution above is
√
sg.

Let scd be the elements of a D × D matrix of sparsity parameters. The

distribution from which Jij is drawn is

p(Jij) = (1− scicj)δ (Jij) + scicj

(

2πg2cicj

)− 1
2

exp

(

− J2

2g2cicj

)

. (2.22)

Recall our definition of the matrix Mcd = αcg
2
cd, where g

2
cidj

is the variance of the

element Jij. The modified matrix that includes the effect of sparsity is then

M̃cd = αcscdg
2
cd = scdMcd, (2.23)

and the support of the spectral density of the sparse connectivity matrix has radius

r (α,g, s) =

√

Λ1

[

M̃ (α,g, s)
]

. (2.24)

Note that M̃ is still non-negative because scd ∈ [0, 1].
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2.4 Global autocorrelation modes
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Figure 2.5: Autocorrelation modes. Example networks have N = 1200 and 3
equally sized groups with α,g such that M is symmetric. (a) When D? = 1,
autocorrelations maintain a constant ratio independent of τ . (b) Rescaling by
the components uR1c merges the autocorrelation functions. (c) When D? = 2, the
autocorrelation functions are linear combinations of two autocorrelation “modes”
that decay on different timescales. Projections of these functions 〈uRc |∆(τ)〉 are
shown in (d). Only projections on |uR1 〉, |uR2 〉 are significantly different from 0.
Insets show the variance of ∆ (τ) projected on

∣
∣uRc
〉
averaged over 20 networks in

each setting.

Next we analyze the network dynamics above the critical point. In the

chaotic regime the persistent population-level activity is determined by the struc-

ture of the matrix M. Consider the decomposition M =
∑D

c=1 Λc|uRc 〉〈uLc | where
|uRc 〉, 〈uLc | are the right and left eigenvectors ordered by the real part of their cor-

responding eigenvalues <{Λc}, satisfying 〈uLc |uRd 〉 = δcd.

By analogy to the analysis of the scalar self consistency equation in [60] we
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know that the trivial solution to Eq. (2.8) is unstable in the subspace

UM = span{|uR1 〉, . . . , |uRD?〉}, (2.25)

where D? is the number of eigenvalues of M with real part > 1.

In that subspace the solution to Eq. (2.8) is a linear combination of D?

different autocorrelation functions. Conversely, in the D−D? dimensional orthog-

onal complement subspace U⊥
M

the trivial solution is stable. As a consequence, the

vectors H(τ),∆(τ) are restricted to UM and their projection on any vector in U⊥
M

is 0.

In the special case D? = 1 only one eigenvalue of M has a real part > 1, and

the we can write H(τ) = uR
1 ζH(τ) and ∆(τ) = uR

1 ζ∆(τ) where ζH(τ), ζ∆(τ) are

scalar functions of the time lag τ determined by the nonlinear self-consistency con-

dition (Eq. 2.16). In the mean field approximation every neuron in the same group

has the same activity statistics, so here the activity of neurons in all groups follows

the same autocorrelation function. The scaling is determined by the components

uR1c of the leading right eigenvector of M (see Fig. 2.5, panels a and b):

∆c (τ)

∆d (τ)
=

∑nc

i=nc−1+1〈xi (t) xi (t+ τ)〉
∑nd

j=nd−1+1〈xj (t) xj (t+ τ)〉 =
uR1c
uR1d

. (2.26)

In general D? can be larger than 1. In Fig. (2.5)c,d we show an example

network with three cell-types and D? = 2. Note that for asymmetric M, |uRc 〉 are
not orthogonal and U⊥

M
is spanned by the left rather than the right eigenvectors:

U⊥
M

= span{〈uLD?+1|, . . . , 〈uLD|}.
Note that the same effects can be understood using the Schur decomposi-

tion formalism introduced in Section 2.2 above. In Appendix A we include another

numerical test of our theoretical prediction: there, the eigenvectors of M are sys-

tematically varied such that the ratio of the components of the leading eigenvector

spans five orders of magnitude.

Why may our statements about the global structure of autocorrelations be

important? With our results we think it could be possible to put constraints on the

strength of mesoscopic connectivity in the real neural networks using recordings

from multiple areas, that do not have to be simultaneous. Moreover, by making
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assumptions on the specificity of cross area connections (or lack thereof) we can

use data such as that in [41] to make predictions on the structure of average

autocorrelations in different brain regions.

In a recent review [59], Haim Sompolinsky wrote with regard to the class

of firing-rate network models

...such models do not capture many of the salient features of brain dy-

namics, most notably, its rich cohort of rhythmic patterns, which char-

acterize the different global states of the brain.

I find it ironic that Sompolinsky is underselling the phenomena the class of models

he is a major proponent of can explain. A close inspection of panel c of Fig. (2.5)

shows that when the number of active autocorrelation modes D? > 1, the average

autocorrelation of each group has relatively high power in different value of the lag

τ . This indicates that neurons in different groups are have high power in different

frequency bands.

2.5 Related models and properties

2.5.1 Effect of input

The analogy between our mean field equation and the homogeneous case,

for which the effect of input has been studied [37, 49, 66] suggests that our re-

sults can be extended to understand the non-autonomous behavior of a network

with multiple cell-types and cell-type-dependent connectivity statistics. We antic-

ipate that stimulus dependent suppression of chaos effects [49] will be revealed by

studying dynamical regimes described by the following self consistency equation:

∆̈c (τ) = − ∂

∂∆c (τ)

[

−1

2
∆2 (τ)

]

(2.27)

−
D∑

d=1

Mcd
∂

∂∆d (τ)

∫ 2π

0

dθ

2π

∫∫∫

d3γ (x)×

Φ
[√

∆d (0)− |∆d (τ)|x+
√

|∆d (τ)|z + hd (ω) cos (θ)
]

×

Φ
[√

∆d (0)− |∆d (τ)|y +
√

|∆d (τ)|z + hd (ω) cos (θ + ωτ)
]

.
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Here ω is the input frequency, Id are scaling coefficients of inputs to neurons in

group d, and we have defined

d3γ(x) = (2π)−
3
2 exp

[

−1

2

(
x2 + y2 + z2

)
]

dxdydz (2.28)

hd (ω) = Id/
√
1 + ω2. (2.29)

Understanding this equation could prove to be more than just a mathematical

curiosity. Stimulus dependent reduction of variability has been hypothesized to be

a possible mechanism for selective attention in neural circuits [49].

Suppression of chaos in the D = 1 network occurs for a fixed resonant

frequency that depends on the network’s single parameter, g. The structure of

Eq. (2.27) suggests that the resonant frequency (or perhaps frequencies) will de-

pend on the parameters of the network. It is not inconceivable to think that the

D2 parameters summarized in g could be modulated on a timescale slower than

that of changes in firing rates (for example through spatially segregated astrocytic

domains or cell-type-specific neuromodulators). In our analysis this timescale has

been set to 1 for convenience. Therefore, a systematic characterization of the stim-

ulus dependent suppression of chaos in the network studied here could be a step

towards a more detailed understanding of the mechanisms of selective attention.

In the the context of a stochastic-linear network, Hennequin et al. [23] used

the spectrum of the matrix studied by Rajan and Abbott [48] (discussed in Section

below) to characterize the transient dynamics of that simple network in response to

inputs. They assumed the connectivity matrix has spectral radius slightly smaller

than 1, and found a trade-off between the slow decay caused by the near critical

eigenvalues and the fast excursions along specific directions in phase space caused

by non-normal amplification. It would be interesting to study whether this tradeoff

is affected by the block structure of the cell-type-dependent connectivity matrix

that is the main subject of this Chapter.

2.5.2 Excitation and inhibition

Typically, outgoing connections from any given neuron are all positive or

all negative, obeying Dale’s law [18]. Within random networks, this issue was
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addressed by Rajan and Abbott [48] who studied a model where columns of J are

separated to two groups, each with its offset and element variance. They computed

the bulk spectrum by imposing a “detailed balance” constraint, where the sum of

incoming connections to each neuron is exactly 0 [48, 70]. The distribution of

outliers which appear when this constraint is lifted was computed by Tao [64].

The dynamics of networks with cell-type-dependent connectivity that is offset to

respect Dale’s law were addressed in [14] with some limitations.

The approach used here cannot be applied in straightforward fashion be-

cause the covariance matrix Hcd (τ) = 〈ηc (t) ηd (t+ τ)〉 is not diagonal. We can

however derive a set of secondary balance constraints that must be met or else

the network will be trivially dominated by a single eigenvector of the connectivity

matrix. Using the same notation, the connectivity matrix can be written as

Jij = N−βqcidj + gcidjJ
0
ij (2.30)

J0
ij ∼ N

(
0, N−1

)
(2.31)

where q is the offset matrix and β sets the scaling of offsets. The balance condition

(for all c) is
D∑

d=1

αdqcd =
D∑

d=1

q̄cd = 0 (2.32)

implying the D × D matrix q̄ with elements αdqcd has at most D − 1 non-zero

eigenvalues. Note that J0
ij is of order N

− 1
2 . There are two natural normalizations

of the offset matrix q. If β = 1 the mean field theory we write will be independent

of N . The problem is that in the N → ∞ limit the offset will vanish and the

network will no longer obey Dale’s principle. We will therefore focus on the β = 1
2

case where the scaling between the offset and random parts of the connectivity are

independent of N (see Table 2.1 for summary).

Secondary balance constraints

As N → ∞ the deterministic and random terms in J decouple and its

spectrum has two additive contributions. The bulk is supported by a disk in the

complex plane with radius that equals the square root of largest eigenvalue of the
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Table 2.1: Normalizations for networks with offset synaptic connectivity. The A
summary of the implications of the two natural choices of normalization of offset
term in networks with offset cell-type dependent synaptic connectivity.

Mean field theory Connectivity statistics
and spectrum of J

β = 1/2 N dependent N independent,
can be defined to obey Dale’s law

β = 1 N independent N dependent,
cannot be defined to obey Dale’s law

matrix M, as we had before for q = 0 (no offsets). In addition to the bulk there

are at most D − 1 eigenvalues equal to
√
N times the non-zero eigenvalues of q̄.

Consider the D = 2 case with α = (α1, 1− α1) and

q = q0

(

s (1− α1) s (−α1)

1− α1 −α1

)

(2.33)

q̄ = q0α1 (1− α1)

(

+s −s
+1 −1

)

. (2.34)

Note that excitation and inhibition is balanced independent of s - a parameter

that determines whether excitation and inhibition of excitatory neurons is stronger

(s > 1) or weaker (s < 1) than excitation and inhibition of inhibitory neurons.

If s = 1, this reduces to the case studied by Rajan and Abbott [48]. Here, both

eigenvalues of q̄ are 0, so J has no eigenvalues outside of the bulk that grow with

N .

If s 6= 1, q̄ has one non-zero eigenvalue: q0f (1− α1) (s− 1). For s > 1, J

will have a single positive eigenvalue proportional to
√
N . It is possible to define

a matrix K with elements

Kij =
1√
N
q0α1 (1− α1) (s− 1)

︸ ︷︷ ︸

constant offset

+gcidjJ
0
ij (2.35)

that is unbalanced but has the exact same spectrum as J in the N → ∞ limit (see

Fig. 2.6).

The eigenvector associated with a positive, deterministic eigenvalue of J

that scales with N will dominate the dynamics as N grows and that eigenvalue
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Figure 2.6: Second order balance conditions. Example spectra and element dis-
tributions of balanced and unbalanced matrices (J,K, respectively) with identical
spectra. Parameters: N = 1000, α1 = 0.4, q0 = 5, s = 5

4
, g = 1.

becomes further and further from the bulk. Therefore, for the dynamics to remain

“interesting” the following D − 1 inequalities must be met:

<λ(q̄) ≤ 0. (2.36)

The analogue of this secondary balance condition was first noted by Sompolinsky

and van Vreeswijk (Eqs. 4.9-4.10 in [69]) for D = 2 in a sparse spiking neural

network model, but was not known in general for D > 2.

D2 dimensional mean field theory

We can write a mean field theory for this model that will defend explic-

itly on N leading to D2 self consistency conditions, only D(D + 1) of which are

independent. We will use the following abbreviated notations:

〈
η0cη

τ
d

〉
= 〈ηc(t)ηd(t+ τ)〉 (2.37)

〈
φ0
aφ

τ
a

〉
= 〈φ[ξa(t)]φ[ξa(t+ τ)]〉 . (2.38)
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The dynamical equations can be written as

ẋi = −xi +
N∑

j=1

(

N− 1
2 qcidj + gcidjJ

0
ij

)

φj (2.39)

= −xi +N− 1
2

D∑

d=1

qcid

nd∑

j=nd−1+1

φj +
D∑

d=1

gcid

nd∑

j=nd−1+1

J0
ijφj. (2.40)

The first moment of the field η is

〈ηc〉 = N
1
2

D∑

d=1

q̄cd 〈φd〉 , (2.41)

and the second moment is

〈
η0cη

τ
d

〉
= N

D∑

a=1

D∑

b=1

q̄caq̄db
〈
φ0
aφ

τ
b

〉
+ δcd

D∑

a=1

αag
2
ca

〈
φ0
aφ

τ
a

〉
. (2.42)

Define Mcd = αdg
2
cd and Qabcd = q̄caq̄db. Eq. (2.42) becomes:

〈
η0cη

τ
d

〉
=

D∑

a=1

D∑

b=1

(NQabcd + δabδcdMca)
〈
φ0
aφ

τ
b

〉
(2.43)

Define the indices µ, ν = 1, . . . , D2 as µcd = (c− 1)D + d. We can rewrite

Eq. (2.42) again using the “generalized consistency matrix” A with elements

Aµabνcd (N) = δabδcdMac +NQµabνcd (2.44)

as

Hµ (τ) =
D2
∑

ν=1

AµνCν (τ) (2.45)

where

Cµcd
(τ) = 〈φc (t)φd (t+ τ)〉 (2.46)

Hµcd
(τ) = 〈ξc (t) ξd (t+ τ)〉 . (2.47)

We have defined D2 self consistency equations that explicitly depend on N , in

analogy to the D self-consistency conditions in Eq. (2.5). Preliminary numerical

simulations suggest that the analogous prediction to that made in Section 2.4 holds,

i.e. that average autocorrelation vectors are significantly different from zero along

eigenvectors of A associated with eigenvalues that have real part > 1.
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Validity of mean field theory

To establish the validity of the mean field theory written above we need to

study the behavior of its predictions for the network dynamics as N grows. Even

when the inequalities expressed in Eq. (2.36) are satisfied, the number of active

autocorrelation modes (i.e. the number of eigenvalues of A(N) with real part > 1)

is a function of N (see example in Fig. 2.7). In the language of physics, our mean

field theory predicts that a phase transition occurs as a function of the system size.

Beyond the number of active modes, the shape of the modes (i.e. the eigenvectors

of A corresponding to eigenvalues with real part > 1) and their relative strength

also depend explicitly on N .

N  =659

100

0

1000 10000

0

10

N

Re
λ

(A
)

1

Figure 2.7: N Dependence of D2 dimensional mean field theory. The real part
of the eigenvalues of A(N) is plotted as a function of N for the model defined
in Eq. (2.34). Parameters: D = 2, f = 0.2, q0 = 0.15, s = 1

2
, g = 1. The

eigenvalues themselves, and also the number of active modes depend explicitly on
N : for N ≤ N0 there is only one active mode and for N > N0 there are two
(N0 = 659).

The N dependence of this prediction is particularly interesting and should

be verified numerically and, if possible, justified analytically. Doing so is beyond

the scope of the dissertation. As a speculation, I would guess that we should not

expect to observe a phase transition that occurs as a function of the system size.
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Therefore a minimal value of N = N0 we should require for the prediction to be

valid is one such the number of active modes is the same for any N > N0.

2.5.3 Beyond block structured matrices

The derivation of the support of the spectral density of the connectivity

matrix J relies on the vector dynamic mean field formalism. We assumed that D

was finite and independent of N , so there are O(N) neurons in each group, validat-

ing the mean field treatment in the N → ∞ limit. Consider the case where D does

grow with N but still D � N such that there are infinitely many neurons in each

group in the N → ∞ limit. Here G is a deterministic real N×N matrix defined by

a function f : [0, 1]2 → R such that, up to some smoothness requirements that f

must satisfy, the gain of every individual synapse is set independently of all other

synapses.

By setting Gij = f(i/N, j/N) it is rather simple to write the analogue of Eq.

(2.19) for this general matrix model. In Appendix B we show that a if D = logN

and if all the derivatives of f on the unit square exist and are uniformly bounded,

it is possible to estimate f with a piecewise constant function with D×D blocks,

and that the error of this estimate vanishes in the N → ∞ limit. Therefore in that

limit the spectral density of the generalized matrix to be bounded by a circle with

radius

r(G) =
√

Λ1 =
√

max [λ(N−1G ◦G)]. (2.48)

The rotation invariance of the spectrum of J = G ◦ J0 follows from the same

argument made in the case where G has block structure (see Section 2.3).

We checked that this formula holds for the case where G is a circulant

matrix defined by:

yij =
i− j

N
−
⌊
i− j

N

⌋

∈ [0, 1)

Gij = g(yij), (2.49)

with

g(y) = Ae−y2/2σ2

cos2(fπy). (2.50)
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The advantage of using circulant matrices is that the eigenvalues of N−1G ◦G are

given known closed form and that 1 � rank(M̃) . N . The largest eigenvalue is

given by the integral

Λ1 =

∫ 1

0

g2(y)dy, (2.51)

which can be evaluated analytically or numerically, depending on the choice of

g(y). Two examples of such matrices and the corresponding network dynamics are

plotted in Fig. (2.8).
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Figure 2.8: Spectra and activity of networks with circulant connectivity. For two
example networks (N = 1000) with generalized deterministic scaling matrix G

defined to be a circulant matrix. The parameters for the top network are A = 1,
1/2σ2 = 10 and f = 5, and for the bottom network A = 5, 1/2σ2 = 2 and f = 2,
see Eq. (2.50) for parameter definitions. (a) The spectra of J = G ◦ J0 (black
circles) and the radius of the support (blue line) given by the analytic formula
in Eq. (2.51). (b) The matrices G. (c) Activity of 10 random neurons from the
network. Again, when Λ1 > 1 the network is chaotic.

Beyond the support of the spectrum of the connectivity matrix and the

transition to chaos, it is possible to make statements on the dynamics of the net-
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work above the critical point. In Section 2.4 we derived an analytic formula for

the subspace of the D dimensional space to which the autocorrelation vector ∆(τ)

is restricted to. In the N dimensional space of individual neuron autocorrelation

functions, this amounts to predicting what vectors will be the system’s leading

principal components. Note that this is different from the results of the principal

components analysis performed in [47] on the firing rates, rather than the the auto-

correlations, which gives an extensive number of significant principal components.

Principal component analysis of the individual neuron’s autocorrelation

functions in the original (finite D) and generalized (D = logN → ∞) cases gives

noisy results - the N dimensional autocorrelation vector “leaks” out of the sub-

space spanned by the eigenvectors of M (projected up to N dimensions). We

checked that in the full N dimensional space of neuron autocorrelation functions

the predictions of the model with finite D and the model discussed here coincide.

However, further investigation is required to check how accurate the eigenvalues

and eigenvectors of M̃ predict the PCA results on the autocorrelation functions in

both models.

Parts of this chapter are based on material contained in Aljadeff?, Stern?,

Sharpee. Transition to chaos in random networks with cell-type-specific connectiv-

ity. Submitted, arXiv:1407.2297 [q-bio.NC], 2014.



Chapter 3

Applications

The goal here is to use the understanding developed in Chapter 2 regarding

the behavior of random neural networks to study two particular examples of real

biological neural networks. There, we were able to introduce a new level of hetero-

geneity into the neural network model while maintaining its analytical tractability.

Now we would like to choose the network parameters such that they model some

of the mesoscopic (cell-type) level details of real neural networks. By then solving

the critical point and the dynamic behavior of the neural populations we can gain

insight into the structure-function relationship in these networks. This of course

has to be done with some caution, as many of the important details of real neural

networks (in particular the microscopic circuitry) are assumed by our model to be

completely random.

3.1 Adult neurogenesis

The phenomenon of adult neurogenesis has been the target of numerous

impressive experimental efforts in the past two decades. By now, much is known

about the process by which neurons in adult mammals develop and migrate into

the dentate gyrus and the olfactory bulb. A number of laboratories have been

able to characterize the time course of the electrophysiological properties of the

new cells from their birth until they are integrated in the network as “mature”

neurons. However, the function of these neurons remains a point of contention. A

29
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handful of computational models have been proposed to explain the function of

the new neurons, but they tend to depend on a very large number of parameters

([28, 9, 39, 19, 4, 51] but see [15]). Thus, it is usually hard to generalize these

models or untangle what specific property is crucial for the hypothesized function

of these neurons.

Despite the differences in existing computational models as well as exper-

imental results, it is widely accepted that new neurons in the dentate gyrus are

important in the process of memory formation. In the olfactory bulb it is agreed

that new neurons help in odor discrimination. At least in some of the experiments

animals that had new neurons performed significantly better than animals with

impaired neurogenesis in tasks where these two brain areas are thought to play a

key role.

Our model offers a complementary view point on the problem. To do that

we need to make a connection between the experimental evidence and the general

network model we studied. Specifically we need to answer the question: what form

of the parameters α (the group size vector) and g (the connectivity rule matrix)

is appropriate for studying neurogenesis?

It is obvious that our model cannot capture all the details that are known

about neurogenic cells. We can, however, loosely interpret many of the properties of

the new cells as contributing to its “hyperexcitable” characteristics [43, 2]. Among

these properties are the low threshold for Long Term Potentiation (LTP, [52, 20]),

the high LTP amplitude [20], the broad tuning curves in the premature stages [3]

and an increased Excitatory Post Synaptic Potential (EPSP) amplitude [68]. It is

important to note that the new neurons are involved in a transition process that

is essentially time dependent. This is in contrast with the chaos (or silence) in

our network model that is a steady state solution. Therefore we restrict ourselves

to discussion of the network state having the potential for a successful learning

process to occur.
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Table 3.1: Parameter definitions for adult neurogenesis network model. The
simplified model of adult neurogenesis is studied as a function of four parameters
defined below.

Parameter Meaning

α1 fraction of new cells in the network
1− ε strength of connections between regular neurons
γ1 strength of connections between regular neurons and new neurons
γ2 strength of connections between new neurons

3.1.1 Transition to chaos

We will work in a 4 parameter system summarized in Table (3.1). The

properties of the new cells are lumped into γ1 and γ2 which by the hyperexcitability

of the new neurons are assumed to be greater than 1. We also assume that the

network without the new neurons is slightly subcritical, so that 1 � ε > 0. With

these definitions, the matrix M reads:

M =

(

α1γ
2
2 (1− α1) γ

2
1

α1γ
2
1 (1− α1) (1− ε)2

)

. (3.1)

For simplicity we further reduce the system to 3 parameters by setting γ1 = γ

and γ2 = γ2/(1 − ε). This specific choice does not change the scaling law we

derive below provided that γ41 − γ22 does not go to 0 faster than ε. In addition,

we neglect terms smaller than first order in ε since the non-neurogenic cells are

assumed to form a network that is slightly subcritical. The largest eigenvalue of

M that determines the behavior of the network is

Λ1 = α1γ
4 (1 + 2ε) + (1− α1) (1− 2ε) +O

(
ε2
)
. (3.2)

By setting Λ1 = 1 we obtain an expression for the critical point. First we can check

this result reduces back to the case of a single cell-type. Setting ε = 0 we expect

that the new neurons are not needed for the system to cross the critical point

into the chaotic regime. Indeed, in that case Eq. (3.2) becomes α (γ4 − 1) = 0,

which means that neurogenesis is “canceled” by virtue of setting α = 0: no new

neurons; or γ = 1: new neurons are identical to old neurons. When we restore the

ε dependence the equation for the critical point is

α? (γ, ε) =
2ε

γ4 (1 + 2ε)− (1− 2ε)
≈ 2ε

γ4 − 1
(3.3)



32

3.1.2 Learning capacity

We have described the transition of the neurogenic model network to the

chaotic state as a function of a set of 4 biologically inspired parameters. We now

turn to establish the relationship between this transition to the learning capacity of

the network. Sussillo and Abbott have shown [63] in the context of the homogenous

rate equations that when g > 1 (but not much greater), it is possible to train the

network to perform computational tasks using a Recursive Least Squares algorithm

they called FORCE. For a relatively broad collection of computational tasks, it

suffices to train a vectorwout of feedforward weights such that the dynamics become

ẋi = −xi +
N∑

j=1

(
Jij + win

i w
out
j

)
φ (xj) . (3.4)

Here win is a constant random vector of feedback weights. Intuitively, training

is possible when g > 1 because the degrees of freedom of the chaotic dynamical

system contain a large collection of frequencies and wave forms from which the

target function can be built. To achieve a certain learning capacity in the D = 1

network, the network must undergo global changes by way of increasing g, and

therefore changing all the synapses.

Recently, learning algorithms more powerful than FORCE have been de-

veloped in the field of machine learning for large recurrent networks (for example,

[35]). These algorithms however allow for all the elements of J to change, and

they tend to be non local, i.e. changes to the synaptic weight Jij may depend on

the activity of a neuron k other than i or j. For these and other reasons neither

FORCE nor the type of algorithms mentioned above are thought to be “biologically

plausible”.

Nevertheless, we think that studying the behavior of FORCE when J is

heterogenous can be meaningful. Even if the true learning rules the biological

network uses are not direct implementation of FORCE, some principles are prob-

ably shared. For example, it has been shown in songbird learning paradigms that

a baseline level of variability allows for template matching via an exploration of

large enough portions of the phase space [42].
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Figure 3.1: Learning capacity of model of adult neurogenesis. (a) The learning
index lΩ (α1, γ) for four pure frequency target functions (Ω0 = π/120) plotted
as a function of the radius r =

√
Λ1. The training epoch lasted approximately

100 periods of the target signal. The radius is a good coordinate to describe
the learning capacity. (b) The same data, averaged over the target frequencies,
plotted in the γ−α1 plane. Contour lines of lΩ (α1, γ) (white) and of

√
Λ1 (black)

coincide approximately in the region where lΩ peaks, supporting our conclusion
that learning is modulated in parameter space primarily by

√
Λ1, the effective gain

of the network.

We have performed extensive numerical simulations that show there is a

significant portion of parameter space where the non-neurogenic network is unable

to robustly learn target signals, but the network with neurogenesis does succeed.

For simplicity we chose γ = γ1 = γ2. The radius of the eigenvalue boundary (
√
Λ1)

for which we find that learning is robust is approximately equal to the value of

g for which learning in the network with a single cell-type is robust, for a large

range of target frequencies Ω. Moreover, we find that Λ1 is a good coordinate in

parameter space to describe how the network’s learning index is modulated. For

fixed ε, contour lines of the learning index

lΩ (α1, γ) =

∣
∣
∫
z̃ (ω) δ (ω − Ω) dω

∣
∣

∫
z̃ (ω) z̃? (ω) dω

=
|z̃ (Ω)|
∫
z2 (t) dt

(3.5)

approximately coincide with contour lines of Λ1, so in fact lΩ (α1, γ) ≈ lΩ [Λ1 (α1, γ)].

z̃ (ω) is the fourier transform of the readout unit z(t) =
∑N

i=1w
out
i φ (xi(t)) after

the learning epoch. Note that if g (or
√
Λ1) are too big, the chaotic system is too
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hard to control and again one cannot learn within reasonable training epochs.

We continued by studying the relative activities of the new and old neurons

in the model. Recall that thanks Eq. (2.26), we know that when Λ1 > 1 the ratio

of the autocorrelation functions for the two populations is given by the ratio of the

components of the leading eigenvector of M. For ε = 0 and α1 � 1, this ratio is

given by

χ(α1, γ) ≈ α1 + γ2 − 4α1γ
2(1− γ2 + γ4). (3.6)

In all the region of high learning capacity we have χ > 1, so the mean firing

rate of the new neurons is higher than that of the old ones, consistent with the as-

sumptions we made when we chose the connectivity rule matrix. The contour lines

of χ (α1, γ) are approximately orthogonal to those of Λ1 (and by extension to those

of the learning index). This means the network can tolerate rather large variations

in the average activity of the two sub-populations, so long as the combination of

γ and α1 gives Λ1 that allows learning.

3.1.3 The full distribution of eigenvalues of J

Our analysis provides the radius of the circle that bounds the eigenvalues

of the connectivity matrix. According to the theory, an infinite network is always

chaotic when that radius is greater than 1. For finite N numerical simulations show

that a small number N? of eigenvalues with real part greater than 1 are necessary

for the network to become chaotic. To compute N1 (J), the number of eigenvalues

of J with real part greater than 1, the complete distribution of eigenvalues ρJ (λ)

is required; rather than its boundary - the radius of the circle given by Eq. (2.19).

As can be seen in Fig. (2.3)c, the distribution of eigenvalues inside the

boundary for a network with multiple cell-types is not uniform like in the single

cell-type case, and an expression for it in terms of the parameters is not known.

Moreover, N1 depends on the parameters α1 and g separately, and not only through

the specific combination Λ1. However, some progress can be made thanks to Ah-

madian et al. [1] who studied a matrix model that differs from ours in general,

but coincides with it if an additional constraint is put on the matrix g. When

this constraint is satisfied (see Appendix C for details), we can use the results of
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[1] to obtain an expression for the full distribution ρJ (λ). In the context of the

neurogenic network this constraint is the one we used above: γ2 = γ21/(1− ε) (α1

and ε remain free parameters).

Calculating ρJ (z) is a rather tedious exercise and it will be relegated to

Appendix C. The conclusion of that calculation is that the fraction µ1 = N1/N

of eigenvalues of J that lie outside the unit circle scales as µ1 ∼ √
α1Q (γ) for

γ > 1 where Q (γ) is a rapidly saturating function of γ. The γ dependence of this

functions could be expected. The stronger the connections of the new neurons are,

the more modes of the linearized dynamical system are “pulled” out of the unit

circle and contribute to the spontaneous chaotic dynamics.

The α1 dependence is much less intuitive. Recall that α1 is the fraction

of the total N neurons that are new. In a sense, α1 is the order of magnitude

of the system’s “investment” towards achieving criticality. This particular scaling

suggests that the “return” in terms of non-decaying dynamic modes is large. In

fact, the ratio µ1 diverges as 1/
√
α1 in the limit α1 → 0. We have computed the

spectra of J matrices for which the condition that allows us to compute ρJ (λ) does

not hold and found that even for γ1 � 1 the scaling µ1 ∼ √
α1 is preserved (see

inset to Fig. 3.2b).

3.1.4 An alternative formulation of the model

Instead of the parametrization described in Table (3.1), consider a model

where for the purposes of connectivity there is only a single group. The hyper-

excitability of the new neurons could be modeled by replacing φ(xi) with φ(βxi)

(β > 1) for ci = 1. Now the new neurons reach their saturated firing rate for

smaller depolarizations. In general we can rewrite the dynamics of the model (Eq.

2.3) as

ẋi = −xi + g
N∑

j=1

J0
ijφ
[
βcjxj (t)

]
. (3.7)
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Figure 3.2: Dynamics and spectra of model of adult neurogenesis. (a) When
rank (g) = 1 the radial part of eigenvalue distributions is known and plotted for
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eigenvalue distribution built from 100 instances of J matrices (N = 1000) with
the same parameters is in excellent agreement with Eq. (C.8). Inset - for 10 α1

between 0.01 and 0.1 we plotted the log of the spectral density (bottom) and the
proportion of eigenvalues with modulus greater than 1 (top). The

√
α1 scaling of µ1

is conserved even when the rank (g) = 1 condition (triangles) is broken by setting
γ2 = γ (squares, new neurons are connected to new and old neurons with the same
strength) or γ2 = 0 (circles, new neurons are not connected to new neurons). (b)
The exact scaling relationship of the proportion of eigenvalues outside the unit
circle was derived (Eqs. C.9-C.11) µ1(γ, α1) = N1/N . This relation gives the
explicit γ dependence of the scaling between µ1 and α1 and we see that it rapidly
approaches

√
α1 as γ is increased.

By defining yi = βcixi, Eq. (3.7) becomes

ẏi = −yi + βcig

N∑

j=1

J0
ijφ [yj (t)]

= −yi +
N∑

j=1

Jijφ [yj (t)] , (3.8)
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with gcd = gβc.

We have thus returned to the case studied by Rajan and Abbott in [48],

where the connectivity depends only on the cell-type identity of the the pre-

synaptic neuron. As shown in Section 2.3.1 (and specifically Eq. 2.20), when

the connectivity depends only on the cell-type identity of the pre-synaptic neuron,

the effective synaptic gain in the network is equal to the average synaptic gain

(
√
Λ1 = ḡ). Therefore, if the division into two groups (new and old neurons) is

to have an effect that is not simply explained by the increased excitability (see

discussion below), the new neurons must also have increased maximal firing rates,

as was observed empirically (see for example the modeling study [4] and references

to experimental papers therein).

3.1.5 Discussion

We have shown in an artificial neural network with parameters inspired by

neurogenic biological networks that learning is most effective above the edge of

chaos. Combining these results with our newly developed theoretical understand-

ing of these networks we view Eq. (3.3) as a scaling law. It defines the scaling

between the prevalence of neurogenesis (α1) and the overall hyperexcitability pa-

rameter (γ). To the extent that the collection of the new cells’ electrophysiological

properties can be “lumped” into one parameter, this result makes a prediction for

what this parameter should be for neurogenesis to be “effective”.

In the entire region of parameter space plotted in studied in the numerical

supervised learning simulations, the block structured connectivity means that the

effective gain is larger than the average gain (
√
Λ1 > ḡ), see Fig. 3.3. This

suggests that modulating the synaptic gain can carry a larger effect on the learning

capacity of the multiple cell-type network (and specifically, the neurogenic network)

compared to what one may expect based on changes in mean connectivity gain.

These results demonstrate that a small group of neurons could place the overall

network in a state conducive to learning.

Furthermore, our model suggests that the newborn neurons need not have

a specific function within the network as hypothesized by previous authors. The
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Figure 3.3: Effective and average gain in model of adult neurogenesis. We plot
the ratio of effective and average synaptic gain in a simplified model of adult
neurogenesis. In the entire γ − α1 plane

√
Λ1/ḡ > 1. Interestingly, every γ there

is a value α1 = α?(γ) > 0 such that the ratio is maximal (plotted in white).

new neurons put the network in a state where the geometry of its attractors can

be modulated to perform a computational task, but the particular role of each

new neuron can be task and network specific. This is in agreement with recent

experimental findings in the olfactory bulb [33].

Another recent experimental finding is that increased neurogenesis pro-

motes forgetting [5]. This too is consistent with our model where new neurons do

not have a well defined prescribed function and thus may interfere with the at-

tractor dynamics of the “old” network. In addition, if the network’s connectivity

matrix has spectral radius which is “too big” - which happens when neurogenesis

is increased - it is difficult to harness the chaotic dynamics and get the network to

learn.
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Table 3.2: Parameter definitions for a clustered network model. Through the
parameters defined below we study a dynamic model of a network with D clusters.

Parameter Meaning
γ1 + γ2 strength of connections within a cluster
γ2 strength of connections to other clusters
θ = γ1/γ2 clustering coefficient

αd relative size of each cluster (
∑D

d=1 αd = 1)

3.2 Clustered networks

Now we choose the parameters defining the network’s connectivity structure

to model a clustered network, where the connectivity between neurons with the

same cluster identity is stronger than between neurons that belong to different

clusters. We can introduce space as a meaningful variable, for example by arranging

the clusters on a ring such that nearest neighbor clusters share stronger connections

than next nearest neighbors.

For simplicity we will focus on a case that preserves many degrees of symme-

try, allowing us to understand the effects carried by the clustering coefficient and

the heterogeneity of cluster sizes (see Table 3.2). The elements of the connectivity

rule matrix g read:

gcd = γ2 (δcdθ + 1) = δcdγ1 + γ2. (3.9)

We are interested in perturbations around the network with equal sized

clusters. Therefore the following definitions will be convenient: ψ0 is the point at

which all cluster sizes are equal:

ψ0 = D−1
[
1, . . . , 1
︸ ︷︷ ︸

D

]T
, (3.10)

and ψc is a vector that describes a relatively large decrease in the size of cluster c

and a small increase in size of all the other clusters:

ψc = D−1
[
1, . . . , 1
︸ ︷︷ ︸

c−1

,−D + 1, 1, . . . , 1
︸ ︷︷ ︸

D−c

]T
. (3.11)

We will study the eigenvalues and eigenvectors of the matrix M evaluated

at ψ0 + εψc. Note that −1 < ε < 1
D−1

because the components of ψ0 + εψc must

be positive and smaller than 1.
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3.2.1 Cluster size heterogeneity and simplex geometry

It is easy to see that the eigenvalues of M (ψ0 + εψc) are independent of

the index c, so we will denote the largest eigenvalue by Λ1(ε). For Λ1(ε) we have

min
ε

Λ1(ε) = Λ1(0) = γ2 +
γ1
D

(3.12)

max
ε

Λ1(ε) = Λ1(−1) = γ2 + γ1 (3.13)

Assuming that γ2+
γ1
D
< 1 < γ2+γ1 means that there is a critical surface separating

the silent network configurations from the chaotic configurations. We show here

that this critical surface is bounded by the simplex (hyper-tetrahedron) defined by

the points ψ0 + εψc.

Let us compute Λ1(ε), the effective synaptic gain of the network at the

vertices of the D simplex. We do so by making an ansatz for the eigenvector

associated with that eigenvector (and assuming with no loss of generality that

c = 1):

u1

(
ψ0 + εψ1

)
=
[
χ, 1, . . . , 1
︸ ︷︷ ︸

D−1

]T
(3.14)

The matrix equation M (ψ0 + εψ1)u1 (χ) = Λ1(ε)u1 (χ) gives two independent

equations in two unknowns (Λ1, χ). Solving, we find

Λ1(ε) =
γ2
2D

{

2θ +D + εθ (2−D) (3.15)

+
√

Dθ (Dθ + 4 (D − 1)) ε2 + 2Dθ (D − 2) ε+D2
}

.

Setting Λ1(ε) = 1 gives an implicit equation for the size of the perturbation that

is sufficient to take the system across the critical surface.

To show that the simplex defined by the vertices ψ0 + εψc indeed bounds

the critical surface, we compute Λ1(ε, s) the largest eigenvalue of the matrix M

evaluated on the edges connecting the vertices:

M = M
[
ψ0 + sεψc + (1− s)εψd

]
, (3.16)

with s ∈ [0, 1/2]. This involves solving three equations in three unknowns (Λ1(ε, s),
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χ1, χ2), leading to the result1:

max
s

Λ1 (ε, s) = Λ1 (ε, s = 0) = Λ1 (ε) . (3.17)

min
s

Λ1 (ε, s) = Λ1 (ε, s = 1/2) . (3.18)

3.2.2 Partitioning the volume of parameter space

Let us now examine what portion of the parameter space volume is occupied

by subcritical networks (i.e. networks that are in the silent state). We have shown

that the critical surface is bounded by a D simplex with edge length order ‖ε‖ < 1

(the exact value of the critical εC is given implicitly by Eq. (3.16)). Therefore the

volume enclosed by the critical surface for fixed γ1, γ2 is smaller than the volume

of the simplex defined by the vertices ψ0 + εCψc:

VC(D) < VC
4
(
D, εC

)
(3.19)

The fact that the relative size of each cluster is a number between 0 and 1 means

that the critical simplex is smaller than the regular D simplex (with edges of length

1):

VC
4
(
D, εC

)
< V1

4 (D) (3.20)

It is well known that the volume of a regular D simplex goes rapidly to 0 as the

dimensionality increases:

V1

4 (D) =

√
D

2
D+1
2 (D + 1)!

(3.21)

We therefore conclude that the volume of parameter space that is occupied

by silent network configurations goes to 0 as the number of clusters grows. In

other words, there are fewer arrangements of the cluster size vector α such that

Λ1 is close to its minimal value obtained when all the clusters are the same size

(αd = 1/D for all d = 1, . . . , D). Any minimal heterogeneity in the cluster size

significantly increases the effective gain of the network.

1The details of this calculation are not shown.
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Figure 3.4: Simplex geometry of clustered networks. (a) In three cluster network
we plot

√
Λ1 as a function of the cluster sizes (gray scale) and the

√
Λ1 = 0.97, 1

contour lines (red) that form triangles. (b) For a 4 cluster network the isosurfaces√
Λ1 = 0.97, 1 form tetrahedra. In both D = 3, 4, the point with lowest Λ1 is the

one where all clusters are the same size. Note that the lines and surfaces are not
exactly flat as shown by our analysis of the eigenvalues of M under perturbations,
but it is impossible to see the difference between the flat lines/surfaces of the
simplices defined by the vertices.

3.2.3 Switching effects

Consider a network with two clusters, with the rest of the parameters are as

in Eq. (3.9). Analysis of the eigenvector of M associated with the large eigenvalue

reveals interesting switching behavior. From Eq. (3.16), the eigenvalues of M are

Λ±(γ1, γ2, ε) =
1

2

[

γ1 + γ2 ±
√

γ1 (γ1 + 2γ2) ε2 + γ22

]

. (3.22)

For the special case γ1 = 2 we are guaranteed for every ε, γ2 that

Λ+(2, γ2, ε) > 1 > Λ−(2, γ2, ε), (3.23)

so there is only one active autocorrelation mode in the network. Under these

conditions let us study the ratio of activities in the two clusters. The leading

eigenvector is

u1 (ε, γ2) =

(

χ

1

)

, χ =
1

1− ε

[√

1 +
4ε2

γ2

(

1 +
1

γ2

)

− ε

(

1 +
2

γ2

)]

. (3.24)
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Figure 3.5: Switching effects in a two cluster network. We plot χ, the ratio of
average activities of two clusters as a function of the inter-cluster connectivity and
the size of perturbation away from the network where cluster sizes are equal. As
γ2 becomes small, the cluster that is slightly larger dominates the dynamics.

According to Eq. (2.26), the ratio of the components of u1 (= χ) gives

the ratio of average activities of the two clusters in the network. For γ2 = 0

the clusters are decoupled. When γ2 is finite but small, the weak coupling leads

to an interesting effect seen by examining χ. The direction (+ or −) of a small

perturbation in the cluster size around α1 = α2 = 1
2
(i.e. ε = 0) switches the

identity of the dominating cluster. Moreover, the fact that

lim
γ2→0

∂χ

∂ε

∣
∣
∣
∣
ε=0

= ∞ (3.25)

shows that very weak coupling between clusters can dramatically change the dy-

namics of the network.

We do not go into a detailed analysis for the general case in which the intra-

cluster connectivity γ1 6= 2. Qualitatively, γ1 < 2 there is a region in parameter

space where the network is silent, and when the inter-cluster connectivity γ2 is
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Figure 3.6: Switching effects in a three cluster network. We plot the components
of the leading eigenvector u1 in a three cluster network with fixed connectivity
parameters as a function of the the sizes of two clusters (the size of the third
cluster, α3 is constrained such that α1 + α2 + α3 = 1). There are three abrupt
transitions in the identity of the dominating cluster close to the critical surface
Λ1 = 1.

large enough, the bigger of the two clusters dominates the dynamics. When γ1 > 2

there is a regime where both Λ1 and Λ2 are > 1 meaning that there are two active

modes that interact and the interplay of the two clusters are more complicated.

The sharp transition between markedly different dynamical regimes is re-

vealed for the specific parametrization we chose here, where the cluster size is

varied. Similar effects are observed for other parameterizations of clustered archi-

tecture, including in networks with more than two clusters as is suggested by the
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special simplex geometry of the isosurfaces of Λ1.

The parameters defining the connectivity (along with the connectivity it-

self) in our model are constant. Thus, network behaviors like switching of dom-

inant clusters or tuning to a critical point are not described by the dynamics of

the model. However a variety of biological mechanisms can control the parameters

analogous to g (and perhaps even α) on timescales longer than these typical for

the networks we study here.

In that regard we would like to point out how very small perturbations

to cluster sizes or intra-cluster connectivity can lead to switching behaviors that

have been observed in spiking models of clustered neural networks [32]. It is also

possible that the switching effects that, as presented here depend on changes in the

parameters of a deterministic network, may be manifested for constant connectivity

if noise is added to the system.

3.3 Gene regulation networks

Our approach may be useful in studying networks outside of neuroscience,

and specifically gene regulation networks. Boolean networks with random ad-

jacency matrices are a popular model model for studying the dynamics of gene

expression levels [16, 62]. They are closely related to the matrices we studied here

thanks to the universality which allows sparseness and the treatment of matrices

with deterministic offset terms (Subsections 2.3.2 and 2.5.2, respectively).

It is hypothesized that at the critical point these networks have the flexibil-

ity to exhibit multiple phenotypes and a balance between robustness and evolvabil-

ity [27, 57]. Moreover, previous authors have used results random matrix theory

results to study models of genetic control that are hypothesized to be a contributing

factor to cancer through “Dynamical Network Instability” [46].

Advances in high throughput experimental methods and statistical infer-

ence algorithms allow estimation of parameters for large networks of genes [26],

revealing rich structures. The results we derive here hold exactly for continuous

rate models as long as the non-linearity is saturating and monotonic with respect
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to the input. While we currently cannot incorporate microscopic motifs, our work

can be viewed as a step towards a large N analytical treatment of heterogenous

continuous gene regulation networks. Beyond testing the criticality hypothesis, it

may be possible to use our results for the global autocorrelation modes the net-

work sustains (see Section 2.4) to derive constraints on the strengths of interactions

between groups of genes from individual time-series data.

Parts of this chapter are based on material contained in Aljadeff?, Stern?,

Sharpee. Transition to chaos in random networks with cell-type-specific connectiv-

ity. Submitted, arXiv:1407.2297 [q-bio.NC], 2014.



Chapter 4

The Spiked-Wishart correction to

Spike-Triggered-Covariance

Many biological systems perform computations on inputs that have very

large dimensionality. Determining the relevant input combinations for a particular

computation is often key to understanding its function. A common way to find

the relevant input dimensions is to examine the difference in variance between the

input distribution and the distribution of inputs associated with certain outputs.

In systems neuroscience, the corresponding method is known as spike-triggered co-

variance (STC). This method has been highly successful in characterizing relevant

input dimensions for neurons in a variety of sensory systems. So far, most studies

used the STC method with weakly correlated Gaussian inputs.

However, it is also important to use this method with inputs that have

long range correlations typical of the natural sensory environment. In such cases,

the stimulus covariance matrix has one (or more) outstanding eigenvalues that

cannot be easily equalized because of sampling variability. Such outstanding modes

interfere with analyses of statistical significance of candidate input dimensions that

modulate neuronal outputs. In many cases, these modes obscure the significant

dimensions. We show that the sensitivity of the STC method in the regime of

strongly correlated inputs can be improved by an order of magnitude or more.

This can be done by evaluating the significance of dimensions in the sub-

space orthogonal to the outstanding mode(s). Analyzing the responses of retinal

47
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ganglion cells probed with 1/f Gaussian noise, we find that taking into account

outstanding modes is crucial for recovering relevant input dimensions for these

neurons.

4.1 What is Spike-Triggered-Covariance?

The first step in the STC method is to compute the covariance matrix of

stimuli that lead to a spike Ĉ and the covariance matrix of all stimuli Cs:

Ĉij =
1

n− 1

n∑

t=1

(
ŝti − 〈ŝi〉

) (
ŝtj − 〈ŝj〉

)
(4.1)

Cs
ij =

1

N − 1

N∑

t=1

(
sti − 〈si〉

) (
stj − 〈sj〉

)
(4.2)

Here, n is the number of recorded spikes, N is the number of stimulus frames, sti

is the value of the stimulus along the ith dimension at time t. The hat denotes

that this stimulus triggered a spike and angle brackets denote averaging over the

entire stimulus ensemble (〈ŝi〉 thus is the average across the distribution of inputs

that triggered a spike, or the spike-triggered-average).

The second step is to compute the difference between these covariance ma-

trices

∆C = Ĉ−Cs, (4.3)

and to find which of its eigenvalues are significantly different from zero. The

corresponding eigenvectors span the neuron’s relevant subspace.

Statistical significance is determined by comparing the eigenvalues of ∆C

to the null spectrum, the distribution of eigenvalues of the matrices

∆Cnull = Cnull −Cs. (4.4)

The matrices Cnull are formed assuming no association between the stimulus and

the neural response, i.e. by using random spike times chosen at the same rate

found for real neurons.

If the spike train has particular temporal structure (e.g. bursting, a re-

fractory period), then Cnull is obtained by random shifts of the spike train with
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periodic boundary conditions [11]. Significant eigenvalues of ∆C can be positive

or negative.

In another formulation, instead of subtracting the prior covariance matrix

in Eq. (4.3), the stimulus is decorrelated (“whitened”) prior to its spike triggered

characterization [55]. For completeness, the details of this method are brought

in Appendix D.2. We will refer to this method as the “one centered” method,

because the null distribution is centered around the identity matrix, rather than a

matrix of zeros, as in Eq. (4.3). Correspondingly, we will refer to the version of the

STC method obtained by diagonalizing Eq. (4.3) as the “‘zero-centered” method.

Both the one-centered and the zero-centered versions are similarly affected by

inhomogeneous sampling variability.

The approach of finding the relevant stimulus dimensions outlined in Eqs.

(4.1-4.4) is equivalent to doing so by diagonalizing the matrix ∆Č with elements

∆Čij =
1

n− 1

n∑

t=1

(
ŝti − 〈si〉

) (
ŝtj − 〈sj〉

)
− 1

N − 1

N∑

t=1

(
sti − 〈si〉

) (
stj − 〈sj〉

)
(4.5)

This matrix describes a change in the second moment between the distributions

stimuli that elicit a spike and that of all stimuli, after subtracting the mean stimulus

〈s〉. Despite the fact that ∆C̃ 6= ∆C, their eigenvectors coincide.

4.1.1 Computing the global null distribution

Note that some authors have used an alternative, nested, method to test

significance that yields similar results. For completeness it is detailed in Ap-

pendix D.3. Eigenvalues of ∆C are identified as significant if they lie outside

the [α, 100− α] percentile interval of the null distribution, where the parameter α

specifies the level of significance. The null distribution is constructed by comput-

ing many realizations of the matrix ∆Cnull. If one chooses α = 0, the number of

randomized spike trains is inversely proportional to the confidence interval with

which significance is determined.

The authors of [55] proposed a slightly different definition of the null distri-

bution and a nested hypothesis technique for significance testing. For the analysis

of the model cell simulations, we used both significance testing methods with the
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zero-centered and one-centered STC formulations and obtained similar results.

For the rest of this chapter we will refer to our significance testing method as the

“global” one, and focus mainly on the “zero-centered” formulation of the STC

method. Using this combination the important effects of the strong stimulus cor-

relations on the analysis are more easily understood.

4.2 Second moment structure of natural scenes

0 50 100
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2

λ

rank
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b

Figure 4.1: Example covariance spectrum of a natural scene. (a) The example
covariance spectrum computed from collection of 10 × 10 non-overlapping pixel
patches taken from the natural scene on the left (the La-Jolla cove). The largest
eigenvalue is approximately 50 times larger than the second largest eigenvalue. (b)
The first six principal components are plotted on the bottom (rank ordered left
to right). The first principal component is the coherent mode, a signature of the
strong correlations (note that the image has been mean subtracted prior to the
principal component analysis).
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Before describing the results of our simulations the retinal ganglion cell

recordings and their analysis we discuss the mathematical structure of the stimulus

we are interested in. STC analysis is guaranteed to work when the stimulus has

Gaussian statistics, even in the presence of (potentially strong) correlations. We

will therefore use a Gaussian stimulus with a second moment that is matched to

that of natural scenes. The well known algebraic decay of power as a function

of frequency in natural scenes [50], meaning that natural scene statistics are non-

Gaussian. However, looking only at the pixel-pixel covariance, the scale invariant

statistics mean that the spectrum of these covariance matrices typically follows a

heavy-tailed distribution. This is apparent when performing Principal Component

Analysis (PCA) on natural scene image patches [67].

We analyzed the van Hateren set of natural scene images and found that,

independent of the length scale, the spectrum of the covariance matrices computed

from thousands of non-overlapping image patches always followed a heavy tailed

distribution. Each image patch had p pixels with p = 100 − 300. The ratio

of the largest and second largest eigenvalues of these covariance matrices ranges

between 5 and 100, and the ratio of the largest eigenvalue and the average ranges

between 100 and 2000. For all the images we analyzed, we found that the leading

principal component (i.e. the eigenvector associated with the largest eigenvalue of

the covariance matrix) is a “coherent mode”1: a vector with all positive components

that are approximately equal to each other.

The coherent mode is a signature of the strong stimulus correlations and is a

direct result of the scale invariant statistics of natural scenes. In Fig. (4.1) we show

an example natural image, its corresponding covariance spectrum and the leading

principal components. The principal components ranked below the coherent mode

form a collection of orthogonal edge detectors, some of which correspond to an

eigenvalue still much larger than the mean eigenvalue of Cs. In Fig. (4.2) we show

example stimulus frames drawn from an uncorrelated Gaussian distribution (top)

and a Gaussian distribution with covariance that is equal to the one computed in

Fig. (4.1).

1Sometimes also called the “DC component”
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Figure 4.2: Example white and strongly correlated Gaussian noise. Six example
10 × 10 pixel stimulus frames. Top: Gaussian white noise. Bottom: Strongly
correlated Gaussian noise with the same population covariance computed from the
natural scene in Fig. (4.1). Note that the contrast (i.e. the standard deviation of
each pixel value independently of the other pixels) is the same for both stimulus
ensembles.

4.2.1 Relation to Wigner’s semi-circle law

Shuffling entries of covariance matrices derived from natural scenes yields

matrices whose spectra follow the generalized semi-circle law for random symmetric

matrices with non-zero mean [72, 25]. The spectral density of such matrices is given

by

ρW+ (λ) =

√
4σ2 − λ2
2πσ2

+







0 |µ| < σ

1
N
δ
[

λ−
(

µ+ σ2

µ

)]

|µ| > σ
(4.6)

where µ/
√
N and σ2/N are the mean and variance of the matrix element distri-

bution. The eigenvector associated with the outstanding eigenvalue λ1 = µ + σ2

µ

(when |µ| > σ) is exactly the coherent mode u1 = 1√
p
(1, . . . , 1)T . Moreover, not

only do the shuffled covariance matrices follow this distribution, the largest eigen-

value of the matrix Cs is very well approximated by µ + σ2

µ
despite the fact that

the natural images have been mean subtracted prior to computing the covariance

of sample image patches (see Eq. 4.2).
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Figure 4.3: Wigner and covariance matrices derived from natural scenes. We
plot the spectral density of the population covariance, sample covariance, and
symmetric random matrices with matched element distribution. (a) Eigenvalue
distribution of an example population covariance matrix Cp (p = 256) computed
from the van Hateren data set. The largest eigenvalue (marked with an arrow)
corresponds to an eigenvector with only positive components, and is ≈ 10 times
larger than the second largest eigenvalue (also marked) and ≈ 100 times larger
than the mean eigenvalue. (b) Eigenvalue distribution of a collection of sample
covariance matrices computed from stimuli randomly drawn from a multivariate
Gaussian distribution N (0,Cp). In red is the analytic prediction for the outstand-
ing eigenvalue. The spread of these eigenvalues (black, inset) is in agreement with
the prediction in Eq. (4.12). (c) Eigenvalue distribution of symmetric random ma-
trices with elements randomly drawn from a distribution given by the elements in
the sample covariance matrices. In red is the complete prediction (semicircle and
outstanding eigenvalue) given by Eq. (4.6). Diagonal and off-diagonal elements are
drawn separately from the distribution of matrix elements in panel b.
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4.3 The Spiked-Wishart Ensemble

An underlying assumption made in the formulation of STC is that the cell’s

true relevant subspace will be correctly revealed when the number of presented

stimulus frames and the number of spikes N, n → ∞, or least much greater than

the number of stimulus dimensions N, n � p. If the stimulus is drawn from a

mean zero Gaussian distribution with population covariance Cp

st ∼ N (0,Cp) (4.7)

the sample covariance approaches Cp in the N → ∞ limit:

lim
N→∞

1

N − 1

N∑

t=1

ststT = Cp. (4.8)

However, the limit N, n→ ∞ may not be attainable for numerous practical

reasons. Therefore it is interesting to consider the case where N, n > p, but not

much greater. Under this condition, we can no longer assume that the sample

covariance converges to the population covariance. In other words, when N, n are

not much greater than p, Cs is a biased estimator to Cp. To study the artifacts this

bias introduces into the STC analysis, we consider the limit where the “penalty”

for taking the N, n → ∞ limit is that also the number of stimulus dimensions

p→ ∞, such that their ratio

γ =
N

p
(4.9)

is constant and matches the empirical ratio. Assuming that the firing rate is

constant, the ratio n
p
is also constant and will be denoted by γ̂.

Establishing the relationship between the spectral density of sample and

population covariance matrices is for finite values of γ is one of the classical results

of the research in the random covariance matrix theory community. This is known

as the Marčnko-Pastur equation [36] which implicitly relates the Stieltjes trans-

form2 of the spectral densities of Cs and Cp. Explicit solution to this equation are

known only for simple and restricted cases.

2Also known as the Cauchy transform.
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When the population covariance is proportional to the identity matrixCp =

σ2
I (i.e. st is a white noise stimulus) the spectral density of Cs is given by the well

known Marčnko-Pastur distribution [36]:

ρMP(λ) =
γ

2πσ2λ

√

(λ+ − λ) (λ− λ−)

λ± = σ2

(

1± 1√
γ

)2

. (4.10)

These covariance matrices are known as the Wishart ensemble.

A second case where the Marčenko-Pastur equation has an analytic solution

is known as the Spiked-Wishart ensemble [24, 45]. In the Spiked-Wishart matrix

model, the eigenvalues of the population covariance are all equal to σ2 (which we

will normalize to one), except for a small constant number ν � p (p is the stimulus

dimensionality) of outstanding modes with eigenvalues larger than one:

λ(Cp) =
{
1 + τ1, . . . , 1 + τν
︸ ︷︷ ︸

ν

, 1, . . . , 1
︸ ︷︷ ︸

p−ν

}

τ1, . . . , τν > 1. (4.11)

This form of the population covariance spectrum is different from the one

we find empirically in covariance matrices derived from natural scenes (see Sub-

section 4.2). However we show that the distribution of outlying eigenvalues in

sample covariance matrices derived from natural scenes are well approximated by

the analytic expressions for the Spiked-Wishart ensemble we quote below (from

[45]). For each τi >
√
γ (i = 1, . . . , ν), the eigenvalue λi of C

s is drawn from the

corresponding distribution %i(λi) where

%i(λi) =
1

√

2πσ̂2
i /N

exp

[

(λi − (1 + τ̂i))
2

2σ̂2
i /N

]

1 + τ̂i = (1 + τi)

(

1 +
1

γτi

)

σ̂2
i = 2(1 + τi)

2

(

1− 1

γτ 2i

)

. (4.12)

The rest of the eigenvalues of Cs are drawn independently from the Marčenko-

Pastur distribution ρMP(γ) written in Eq. (4.10).
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Figure 4.4: Spiked-Wishart prediction for natural scenes. Scaling properties of
the outstanding eigenvalues of drawn from the Spiked-Wishart ensemble compared
to the outstanding eigenvalues of sample covariance matrices, where the population
covariance is derived from the van Hateren image dataset. Across multiple orders
of magnitude of σ̂, τ, γ, the spread of outstanding eigenvalues of Cs is within 10%
of the theoretical prediction (relative error is indicated according to the color-bar
on the right). This justifies using these results to understand the behavior of STC
when the stimulus’ second moment matches natural scenes.

In addition to biases in eigenvalue estimates, there are also biases in the

estimation of eigenvectors. The dot product between the true (population) ith

eigenvector up
i and the ith eigenvector us

i of the sample covariance approaches

∥
∥usT

i u
p
i

∥
∥
2 −→

N,p→∞

(
1− γ−1τ−2

i

1 + γ−1τ−1
i

)

. (4.13)

This result regarding the distribution of sample eigenvectors will prove to be useful

in understanding the effects of finite sampling in the one-centered formulation of

STC (see Subsection 4.4.2 below).

The ν Gaussian distributions %i(λ) describe the spread of outlying sample

covariance eigenvalues. Note that the mean 1+ τ̂i and variance σ̂2
i /N of these dis-

tributions depend explicitly on τi, the distance of each outlier from the bulk (that
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has been set to 1). In Fig. (4.4) We show that the largest five sample covariance

spread of outlying eigenvalues, when the population covariance is derived from nat-

ural scenes, is in excellent agreement with the prediction given by the results for

the Spiked-Wishart ensemble. The population covariance matrices derived from

the van Hateren images were normalized by setting the mean of the smallest 90%

of eigenvalues to 1. With these in hand we are now ready to understand how

the second moment of natural scenes statistics introduces artifacts into the STC

analysis, and propose a correction scheme to eliminate those artifacts.

4.4 The correction scheme

In the context of STC, the consequences the properties of the outstanding

sample covariance eigenvalues are twofold. First, Eq. (4.12) indicates that the

variance of the outstanding eigenvalues around their mean increases with the square

of their value and is inversely proportional to the number of samples. Thus, for

sample sizes that are not much larger than the stimulus dimensionality (1 . γ̂ . 10

in the simulation results presented in Fig. 4.6), the increased variance of the

outstanding sample eigenvalue means that Cs and Cnull will not cancel each other

exactly along these vectors. Second, the mean estimate contains a positive bias

relative to the population values. The combination of these two effects widens

the null-distribution used to test the significance of the resulting eigenvectors,

effectively masking features that should otherwise be identified as being relevant.

To compensate for the symmetry breaking effects caused by strong corre-

lations in the input space, we propose to modify the zero-centered formulation of

the STC method in the following way. Because the largest decrease in variance

is between the coherent mode and the rest of the stimulus principal components,

we propose to test the significance of changes in variance separately along the co-

herent mode and in the subspace orthogonal to it. Explicitly, to do the analysis

in the p− 1 dimensional subspace, the coherent mode us
1 (the leading eigenvector

of Cs normalized to 1) is projected out of all stimuli. If st is the stimulus vector
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presented at time t, one can perform the STC analysis using s̃t instead of st where:

s̃t = st −
(
usT
1 st
)
us
1. (4.14)

The matrix ∆C̃ denotes the covariance difference matrix computed accord-

ing to Eq. (4.3) with s̃t instead of st. In this approach the correct number of

relevant dimensions (and the correct relevant subspace) is determined by evaluat-

ing significance in the subspace orthogonal to the coherent mode, and then adding

back their projections on the coherent mode from the corresponding eigenvectors

evaluated in the full input space.

Theoretically, if the relevant subspace has large projections on the stimulus’

low ranking principal components, one could find yet more significant features by

performing the STC analysis in the subspace orthogonal to the second and even the

third stimulus principal components (us
2 and us

3, respectively). However, as more

stimulus components are projected out, the signal to noise ratio of the remaining

stimulus is reduced so it may be impossible to resolve additional features.

4.4.1 Estimating the improvement

We find that considering the coherent mode separately from the rest of stim-

ulus dimensions reduces the value of γ̂ for which the full relevant subspace is found

to be significant by a factor of 10 in the model cell simulations. This improvement

can be approximated from Eq. (4.12) in the following way. Assuming the cell’s

relevant subspace is exactly orthogonal to the coherent mode, the extremal values

of the null distribution are random gaussian variables ξ(γ, γ̂, τ1) with variance

〈
ξ2
〉
−
〈
ξ
〉2 ≈ 2(1 + τ1)

2(N−1 + n−1). (4.15)

To correctly identify the relevant features, the variance of ξ must be smaller than

the eigenvalues of ∆C associated with these relevant feature. This implies that

the number of stimuli N and the number of spikes n sufficient for identifying the

relevant features as significant increases with τ1 as:

N, n ∝ (1 + τ1)
2. (4.16)
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Upon removal of the coherent mode, the minimum value of N for which the

signal to noise ratio will be high enough to identify the relevant dimensions scales

as (1+ τ2)
2 corresponding to the stimulus’ second principal component. Therefore

the improvement is proportional to

(
1 + τ1
1 + τ2

)2

≈
(
τ1
τ2

)2

. (4.17)

In our simulations this corresponds to a predicted 17.8 fold improvement. Given

that our model features were not exactly orthogonal to the coherent mode, and

that the spectrum obtained from the van Hateren dataset has a heavy tail and

does not conform exactly to the Spiked Wishart ensemble, an approximate 10 fold

improvement represents a good agreement with the prediction (see Fig. 4.6 and

Subsection 4.5.2).

It is noteworthy that the minimum requirement on the dataset size for

obtaining the correct number of relevant dimensions is actually smaller with cor-

related stimuli than it is for white noise stimuli for the same neuron (compare

Fig. 4.6 panels a-d) when the model parameters were matched such that the firing

rate remains constant across different stimulus statistics.

Another important point is that considering the coherent mode separately

is different from simply discarding a “DC-like” component that could be found to

be significant by the STC. This is because when N is small, no dimensions are

found to be significant with the coherent mode as part of the stimulus ensemble.

4.4.2 Sampling issues and the pre-whitening approach

In the classical formulation of STC, where p remains constant as N → ∞,

it is possible to compensate for the symmetry breaking effects caused by strong

correlations in the input space by equalize variances before performing the STC

analysis. This is the essence of the one-centered formulation of the STC method

[55]. In principle, “whitening” should work with Gaussian stimuli with any co-

variance structure. However, as discussed above, in the case of strongly correlated

stimuli and N not much bigger than p, the estimation of eigenvalues (i.e vari-

ances along different dimensions in the input space) possesses strong variability
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and biases given by Eq. (4.12).

As a consequence, normalization by a variance estimated from one part of

the dataset does not fully remove correlations in a different subset of the data.

With increasing dataset size, the estimate of the variance along the coherent mode

improves. However, because the absolute value of variance is not relevant in the

pre-whitening method, dimensions with smaller variance can cause just as much

contamination as the coherent mode.

In addition, the estimation of variance along dimensions corresponding to

τi just larger than 1/
√
γ remains poor for large N . If τi = 1/

√
γ + ε, the sample

eigenvalue estimation error diverges as , as follows from Eq. (4.12). In other words,

as γ increases, the bulk of the distribution narrows and new eigenvalues separate

from the bulk.

It is these eigenvalues with intermediate values that are poorly determined

and make it problematic to equalize variance along different dimensions. Another

signature of this phenomenon is that usT
i u

p
i ≈ 0 for these dimensions, as follows

from Eq. (4.13). Thus, these dimensions are poorly estimated from the sample

covariance and, as a consequence, the variance along one stimulus dimension in

the training set will be inappropriately used to normalize variance along a different

stimulus dimension in the test set.

Altogether, we observed that pre-whitening stimuli did not improve the

estimation of relevant stimulus features compared to the zero-centered method,

compare panels a and b in Fig. 4.6. Intuitively, in the zero-centered method the

dimensions with the largest variance provide the largest uncertainty in variance

estimation, whereas in the one-centered version the problematic dimensions change

depending on the dataset size, and are not easily identified a priori.

4.4.3 Adding back the coherent mode

An important consideration is that the final analysis can include the com-

ponents of the relevant dimensions onto the coherent mode. This is possible for two

reasons. First, the coherent mode us
1 does not represent an arbitrary dimension in

the input space, but is one of the eigenvectors of the sample covariance matrix Cs.
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Second, the significant eigenvectors of ∆C have the form [11]

q =

p
∑

i=1

λiu
s
i

(
usT
i φ
)
, (4.18)

where λi is the ith eigenvalue corresponding to us
i the ith eigenvector of the sample

covariance matrix, and φ is one of the relevant features.

Because of these two properties, eigenvectors evaluated in the full input

space and in the subspace orthogonal to the coherent mode differ only in their

components along the coherent mode (see the details of the derivation below).

This makes it possible to analyze cells with features that have nonzero components

along the coherent mode.

According to [11] and in contrast to Eq. (4.18), after projecting the coherent

mode out, the significant eigenvectors of ∆C̃ can be written as

q̃ =

p
∑

i=2

λiu
s
i

(
usT
i φ
)
, (4.19)

because the coherent mode is exactly the vector us
1.

Comparing expressions for the eigenvectors of ∆C and ∆C̃, one sees that

there is a one-to-one correspondence between them. This correspondence can be

identified based on proportionality in components along second, third, and other

principal components:
qTus

i

q̃Tus
i

=
qTus

j

q̃Tus
j

(4.20)

for any i, j ≥ 2, although in practice we expect this equality to be the most accu-

rate for the projection the highest ranking principal components that are better

sampled. In sum, once the eigenvector ṽ is found to be significant in the subspace

orthogonal to us
1, the eigenvector that should be identified as significant in the full

stimulus space is v that satisfies the condition of Eq. (4.20).
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4.5 Model cell responses
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Figure 4.5: Illustration of masking effects in STC analysis by spike triggered
covariance analysis of a model cell response. The model cell had one relevant
feature orthogonal to the coherent mode. (a) Inputs are plotted when projected
on the eigenvectors corresponding to the largest eigenvalues of ∆C, and marginal
distributions. Inputs that elicited a spike are shown in red, and those that did not
in blue. (b) The empirical eigenvalue distribution of ∆C (black) compared to the
null distribution (blue). No eigenvalues of ∆C are found to be significant (shaded
area indicates 98% confidence intervals for the support of the null distribution).
(c) Rank ordered eigenvalues (black) plotted with the null distribution (blue). (d)
Nested rank-wise significance testing. The highest ranked eigenvalues of ∆C are
within the 98% confidence intervals derived from the null distribution constructed
for each rank separately (see Appendix D.3 for details). (e) For each randomized
spike train we computed δ2φ, the variance of the projection of the spike-triggered
stimulus on the relevant feature φ (distribution shown in yellow). The purple line
indicates δ2φ for the real spike train, suggesting the spike train contains enough
signal to determine the relevant feature as significant. Inset shows the relevant
feature, a 16× 16 image patch (p = 256). Simulation details: N = 1189, n = 329,
250 repetitions to find ∆Cnull.

4.5.1 Illustration using a one dimensional cell

We begin with a simple example to illustrate the issues that arise when the

STC method is used to analyze neural responses to strongly correlated Gaussian

noise. We simulated a model neuron where the neuronal responses were mod-

ulated by stimulus projections onto a single dimension. One can see that this
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Table 4.1: Parameters for Linear-Nonlinear-Bernoulli models. All values are given
in units of the stimulus pixel-wise standard deviation.

Parameter Value Relevant equation Relevant figure

δA 0.85 4.21 4.5
θA 1.02 4.21 4.5
δB 0.28 4.22 4.6
θB 0.89 4.22 4.6

one-dimensional model can be easily recovered by performing STA analysis, yet

we think it is a useful example to understand the artifacts introduced into the STC

analysis by the eigenvalue corresponding to the coherent mode.

The stimuli were constructed to match the second-order statistics from the

set of images in the van Hateren dataset [67]. In the example shown in Fig. (4.5)

obtained for dataset of a moderate size, no eigenvalues fell outside of the 98% confi-

dence intervals (1% bounds for the largest and smallest rank-ordered eigenvalues).

Yet, the spike train contains enough signal about the cell’s input-output function

to identify the relevant feature for this level of significance. Specifically, the vari-

ance along the relevant dimension in the spike-triggered stimulus: δ2φ = var
(
ŝTφ

)

is much smaller than can be explained by random spike times (see Fig. (4.5)e).

The model cell’s probability of firing a spike at time t is given by

P
(
spike|st

)
=

1

1 + exp
[
δ−1
A (θA − φT

As
t)
] (4.21)

The parameters for this and the other model cells are given in Table 4.1. The

relevant feature φA1
is plotted in panel e of Fig. (4.5). This is known as the

Linear-Nonlinear-Bernoulli (LNB) model, where the L refers to the projection of

the stimulus on the model feature (or potentially features, as seen below), the N

refers to the saturating sigmoidal function and finally B refers to the probabilistic

process by which spikes are drawn at random.
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Figure 4.6: Systematic test of the Spiked-Wishart correction scheme. Spectra of
∆C for increasing dataset size in the case of strongly correlated Gaussian noise (a-
c) and white noise (d). (a-d) The range of spikes covered is from n ≈ p to n ≈ 22p.
Panel b shows the results using the pre-whitening (“one-centered”) method, and
panel c shows the results after evaluating significance in the subspace orthogonal
to the coherent mode. Each vertical line shows the result of a single simulation.
Significant (insignificant) eigenvalues are shown in red (black), and the range of
the null distribution (1000 evaluations of∆Cnull, 98% confidence interval) is shown
in gray. (e-h, left) Gray shaded area is the support of the null distribution, which
itself is plotted in blue. The significant (insignificant) portion of the spectrum
of ∆C is plotted in red (black). These example spectra, with the corresponding
significant vectors, are for conditions with a small number of spikes (indicated by an
orange star in ad) for which both of the formulations find no significant dimensions.
N = 1189, n = 300 for the correlated stimulus condition in panels eg, N = 1189,
n = 280 for the white stimulus condition in panel h. (e-h, right) Results of the
nested significance testing. We note that the second ranked eigenvalue in panel e is
outside of its confidence interval, but still cannot be found to be significant. This
happens because of the noise along the coherent mode. (i,j) Results when STC
is performed using the proposed correction scheme. The two relevant dimensions
(black frame) and the decorrelated significant features (red frame) have subspace
overlap of 0.82. The models were defined such that the mean firing rate remained
unchanged between the two stimulus conditions.
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4.5.2 Detailed study of a two dimensional cell

We tested our theoretical prediction of for the correction scheme using a

two dimensional model cell with firing probability:

P
(
spike|st

)
= 1−

∏

i=1,2

[

1− 1

1 + exp
[
δ−1
B (θB − ‖φT

Bs
t‖)
]

]

(4.22)

We generated simulated spike trains of this model cell responding to strongly

correlated Gaussian noise, as well as white noise. The parameters were normalized

such that the average firing rates are the same for both stimulus conditions.
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Figure 4.7: Comparison with pre-whitening method. Spike triggered covariance
using all pseudoinverse orders and using the nested significance testing with 99%
confidence intervals (large box) compared to the analysis using our proposed cor-
rection scheme (top). Black means no significant features were found for that
combination of γ̂ and pseudoinverse order. Cold (hot) colors indicate that one
(two) features were found to be significant. The corresponding color bars on the
right indicate the geometric average of the feature projections on the two model
dimensions (cold colors) or the subspace overlap with the model (hot colors).

Using the Spiked-Wishart Ensemble we found that for γ̂ ≈ 1 is sufficient for

both relevant features to be recovered, in contrast to γ̂ ≈ 10 without the correction



66

(Fig. 4.6). The performance of the one centered formulation of STC is comparable

with the uncorrected zero centered formulation (Fig. 4.6 panels b,f and Fig. 4.7).

This improvement is in agreement with out theoretical estimation explained in

Subsection 4.4.1.

4.6 Retinal ganglion cell responses
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Figure 4.8: Analysis of responses of 22 salamander retinal ganglion cells probed
with strongly correlated stimulus. (a) Significant (insignificant) eigenvalues of ∆C

in red (black) and the null eigenvalue distribution (blue) for an example cell. Null
distribution were constructed using the global approach with 500 shuffled spike
trains. Without the correction scheme there is only one significant dimension. The
corresponding visual feature is shown in the inset before decorrelation. (b) Same
for the corrected covariance matrix ∆C̃. Here there are six significant dimensions
with spots likely representing the subunits within the cell’s receptive field (but
see discussion in text). The gray shade indicates the range of the null distribution
used to determine significance. (c) For the entire dataset we computed the number
of significant features before (left) and after (right) using our proposed correction
scheme. Gray lines represent single cells, and red lines represent the standard
deviation.

We demonstrate the importance of this correction scheme by analyzing

recordings of 22 salamander retinal ganglion cells (RGCs). These neurons were

probed with a correlated noise stimulus whose covariance matrix was matched to
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that of natural visual stimuli. Without correcting for the presence of the coherent

mode, the STC analysis yielded no significant dimensions for a third of the cells,

and very few for the rest (see Fig. 4.8). This happens because the eigenvalue cor-

responding to the coherent mode injects large eigenvalues into the null eigenvalue

distribution, as seen in Eq. (4.12), thus masking the cell’s true relevant features.

Following the correction, the number of significant dimensions per cell increased

from 1.1 ± 0.2 to 4.6 ± 0.5 (see Fig. 4.8a for the full population values). The di-

mensionality of the relevant subspace increased for 21 out of 22 cells. For one cell,

we were unable to find a significant dimension either before or after the correction

of the method. The distributions of null eigenvalues used to determine which of

the eigenvectors of are significant (Fig. 4.8b,c) became much more narrow when

evaluated in the subspace orthogonal to the coherent mode.

The large spatial extent of the components within the relevant features is

likely a result of two factors:

• First,∆C being a symmetric matrix, its eigenvectors are orthogonal. Assum-

ing the different significant eigenvectors have non-zero elements in a relatively

localized region of the receptive field, to meet the orthogonality constraint

the elements

• Second, previous studies that used indirect methods to quantify the retinal

ganglion cell response suggest that salamander RGCs have diffuse receptive

fields compared to mouse or primate RGCs; and are less tightly locked to the

stimulus [56, 53]. Our results confirm these results directly by using strongly

correlated Gaussian stimuli.

4.7 Discussion

Analyzing responses of neurons in early sensory processing stages to Gaus-

sian stimuli was thought to be a solved problem. Spike-triggered covariance was

shown to be the appropriate computational method to determine a cell’s relevant

subspace. Having that subspace, assuming there are “enough spikes”, one can bin

the relevant subspace and directly compute the nonlinearity using Bayes’ theorem.
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The results presented here show that predicting the responses of retinal

ganglion cells probed with a strongly correlated Gaussian stimulus is not as simple

as previously thought. The model simulations in Section 4.5 suggest that by using

the Spiked-Wishart correction allows to recover what is likely a large portion of

the cell’s relevant subspace. In salamander retinal ganglion cells we find a complex

receptive field structure that was not previously appreciated. This could possibly

be a result of non-linear dendritic integration of inputs, or the effect of lateral

connections.

This brings with it a new challenge: to fully characterize the cell’s input-

output function we need to compute the nonlinearity in that subspace. Having

multiple cells still requires many spikes. Thus, current work in the field attempts

to find efficient computational methods to recover the full input-output function

of the cell, possibly by imposing simplifying biophysically motivated constraints

on the nonlinearities.

This chapter is based on Aljadeff, Segev, Berry, Sharpee. Spike triggered

covariance in strongly correlated gaussian stimuli. PLoS computational biology,

9(9):e1003206, 2013.



Chapter 5

Conclusion

I conclude my dissertation by looking forward and providing an outline of

how work I hope to do in the future is related to some of the problems I studied

during my doctoral training.

5.1 Learning

Perhaps the most astonishing attribute of neural networks is that they learn.

Learning is a word that carries many different meanings in different contexts. For

the purposes of this dissertation it is sufficient to think of learning as the process

of changing the structure of neural networks, on a wide range of timescales, such

that their dynamics and the computations they perform are better suited for the

natural environment.

In recent years the experimental techniques used to measure neural circuits

activity and structure has made enormous strides forward. Nonetheless our under-

standing of how the microscopic processes we can observe lead to the emergence

of computation through learning is limited. I discuss problems related to this

fundamental question from two perspectives: supervised learning, which I have

worked on and discussed in Chapter 3 and unsupervised learning, which is the

more realistic scenario, but also harder from the mathematical point of view.

69



70

5.1.1 Supervised learning

The work described in Chapter 2 focuses on understanding the dynamics

of random recurrent neural networks. Our main contribution to this theoretical

effort is the addition of a deterministic mesoscopic structure to the network, that

does not prohibit a systematic and analytic description of the global dynamics.

This structure allows us to build links between the theoretical model and real

neural networks by choosing the parameters of the model to capture some of the

properties found in experiment. This was done for two types of networks in Chapter

3. As explained in Section 2.5, the analogy between the mean field consistency

equations for our model and the unstructured model suggests that the previous

results pertaining to the stimulus response properties [49, 66, 44, 34] could be

generalized to apply to structured networks.

In Section 3.1 we showed using numerical simulations that the structured

network (specifically, the dynamical model of adult neurogenesis) can be trained to

perform computational tasks, similarly to the unstructured network. Empirically

we find that the performance of the two networks peaks when the effective synaptic

gain (which we derived here for the structured case) is slightly bigger than its

critical value. This supports the qualitative reasoning offered by previous authors

[63] for why it is possible to train these networks, and why it is easier to do so

when they are initialized in the chaotic regime.

However, despite many efforts, it is not known how the parameters that

describe the network structure and the details of the task determine whether the

network can learn to perform the task. In the future, I hope to be able to advance

the understanding of this fundamental problem. A precise description of the re-

lationship between tasks, architectures and performance may give further insights

into the design principles of real neural networks. Some recent theoretical results

point at a research program that could be fruitful.

A crucial component of understanding the networks’ ability to learn is a

characterization of their autonomous behavior. As was described here in some

detail, the autonomous dynamics are fairly well understood for networks with

unstructured [60] and structured [48, 70, 1, 6] connectivity. Importantly, evidence
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from numerical investigations suggests that this richness can in fact increase the

computational capacity.

Learning networks are non-autonomous, and have evolving synaptic weights.

Plasticity is often driven by an error signal that is fed back into the network - a

signal whose spectrum depends on the target network activity (i.e. the details

of the task) and the frequency dependence of the learning capacity. Rajan et al.

[49] studied the input-output relations in the frequency domain for a network with

constant connectivity. It may be possible to extend their analysis and derive a self

consistent equation that ties together the input-output relation of the network and

the learning capacity (through the adiabatic approximation of the Fourier trans-

formed error signal). If such a mathematical relation is obtained, taking the limit

of vanishing errors would allow one to test whether the solution is stable.

Even if the error does vanish, successful learning requires robustness to

noise. Burak and Fiete [13] obtained a lower bound for the diffusion of a network

away from a stable attractor - the analogue of the network’s trajectories while

it is performing the task - by assuming the recurrent activity can be thought

of as a purely feed-forward process with respect to the action potentials emitted

during the last synaptic time constant. The details of the network they studied are

different from the ones commonly used in the reservoir computing paradigm, but

their approach could potentially serve as a good starting point for the robustness

part of the problem.

5.1.2 Unsupervised learning and self-organization

Despite the utility of the supervised learning paradigm, from numerical and

analytical perspectives, there are only very few (if any) brain regions where can-

didate error signals have been observed empirically. This forces us to ask - how

does the brain learn without a supervisor? Similarly to the case of the connectivity

structure of neural networks, the knowledge of the microscopic mechanisms govern-

ing synaptic plasticity and circuit self-organization has made big strides forward

in recent years. However, it is not well understood how these mechanisms lead to

the empirically observed connectivity statistics, and what makes these particular
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networks efficient and effective computational machines.

A class of recently developed theoretical models (for example, [31]) pro-

vide a good framework for studying these problems for three main reasons. First,

the network self-organizes according to a set of plasticity mechanisms which are

simplified recapitulations of their empirically observed counterparts. Second, the

self-organized network serves as a better reservoir (assuming the existence of an

error signal) than random neural networks with connectivity that lacks structure,

when the networks are trained to perform computational tasks. Third, the con-

nectivity statistics arising from the model after the self-organization epoch were

shown to match the connectivity statistics in cortex [75].

To explain what challenges this problem poses, I briefly describe the com-

ponents of the computational network model. On fast timescales, each neuron in

the network receives inputs from all the neurons connected to it, weighted by the

connectivity matrix, and non-linearly integrates them to give its own instantaneous

activity. On slow timescales the connectivity matrix itself changes according to the

activity of the neurons, effectively averaged over a long time window. Changes to

the connectivity matrix depend on relative spike timing, and are therefore non-

linear functions of the neuron activities.

Attempts to find a self-consistent description of the changes in the neural

network dynamics and the changes in connectivity are at the forefront of research

in the theory of dynamical systems, graph theory and and random matrix the-

ory. In the absence of synaptic plasticity, the traditional mean-field approach for

treating recurrent neural networks is to assume that each neuron is driven by some

background network activity (the mean-field) which is the same for all neurons. A

self-consistent solution is obtained by requiring that many “copies” of that neuron

will yield the same properties of the background activity. This method is insuffi-

cient once synaptic plasticity is introduced because now the interaction of every

pair of neurons on short timescales changes the connectivity, so we may no longer

assume that we can simply take copies of a single representative neuron to describe

the background activity.

Studies that extend this approach either make strong simplifying assump-
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tions on the spike production mechanism [21] or are not yet published [40]. The

basic idea is to neglect correlations beyond second order in both the neuron ac-

tivities and the synaptic strengths (the elements of the connectivity matrix). This

essentially leads to a mathematical description of a network with many pairs of

neurons with plastic weights between them that together give the background ac-

tivity. So far, these efforts have succeeded in matching simulation results for short

self-organization epochs. On longer timescales, the connectivity becomes unstable,

in the sense that many connections become much stronger than feasible given the

biophysics of synapses. For the network to remain stable on longer timescales it is

necessary to refine the theory to treat models of self-organization for which, as we

know from numerical simulations, the connectivity remains stable.

5.2 Recurrent and feed-forward views of network

function

Chapters 2 and 3 are written from rather a different view-point compared

with Chapter 4. While it is true that many of the biophysical details found in real

neural networks are ignored in our network models, their hallmark - the recurrent

connectivity - is a feature of almost all brain areas. In contrast, much of the

work in the field of system identification - our contribution included - explicitly

assumes that the variability of the neural response can be accurately explained by

a feed-forward model that ignores the recurrent inputs these neurons receive. Can

these points of view be reconciled? In other words, can we explain the apparent

low-dimensional processing that matches neuron behavior with the dynamics of

the neural network?

In only a handful of brain areas do we have a satisfactory understanding

of how the apparent success of the feed-forward approach emerges from the recur-

rent neural substrate. These include the retina, primary visual cortex and cells

with place and grid fields in the hippocampus (see for example [29, 71]). These

works integrate our anatomical knowledge of the connectivity and biophysics of

the network with our knowledge of the types of input it receives and its response.
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Section 2.5.3 can be viewed as a first step toward dealing with these issues

in a general network model. In that section, our analysis predicts that the leading

principal components in the N dimensional space of autocorrelation functions have

large projections specific eigenvectors of a deterministic matrix derived from the

network’s connectivity; and very small projections on other eigenvectors. Hence

for the generalized model discussed there, the network sustains multiple global and

dynamic autocorrelation modes, but the participation of each neuron in each mode

is given by the corresponding components in the eigenvectors of the aforementioned

deterministic matrix (and in general are not equal for all neurons).

Multi-unit recordings have allowed labs to push forward state-space models

that are fit to the data in a reduced subspace, usually via PCA-like methods [17].

These models explain the amplitude, frequency and phase content of the neurons’

activity. Given the deterministic part of the connectivity structure, our analysis

predicts what reduced space will preserve the amplitude and frequency content.

In that subspace a state-space model could be much simpler because it only has

to account for the phase relationships between neurons.

More importantly, in the context of sensory processing, our analysis of

the network’s active dynamic modes offers a dynamical-systems view-point to the

typical low dimensional structure of receptive fields. The low dimensional dynamic

structure we derived can be thought of as an analogue of the low dimensional

receptive field; and the differential participation of cells in these modes can be

thought of as the cell specific receptive field properties, for example, preferred

orientation or location in a retinotopic map.

5.3 Future work within neuroscience and physics

5.3.1 Theoretical neuroscience

Within theoretical neuroscience, the chronological order of my dissertation

projects and future work can be be viewed as progression towards the goal of build-

ing faithful mathematical models of brain circuits. These models are designed, in

one way or another, to give mechanistic and quantitative answers to the funda-
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mental problem of emergence of computation from biological neural networks.

Chapter 4 focuses on building phenomenological models for single neuron

computation, assuming feed-forward processing of inputs. Generally speaking this

framework allows us to ask questions about how the computations are adapted

to the natural sensory environment and questions on the hierarchical organiza-

tion of sensory processing. In Chapters 2 and 3 the assumption of feed-forward

processing is relaxed and the model we studied is of a recurrently connected net-

work. The simplifying assumption made at this level is that the connections, or

the structure of the network, are stationary. Work that I plan to do in the future

will aim to extend models of recurrent networks to include the effects of synaptic

plasticity. These are expected to have implications both on the understanding of

the global network dynamics and computational properties as a result of modula-

tion of network structure; and on the understanding of what microscopic plasticity

mechanisms are consistent with the observed activity.

5.3.2 Physics

The fundamental problems outlined here are the interface of physics, mathe-

matics and theoretical neuroscience. Any progress towards solving these problems

requires developing new methods that can be loosely referred to as “adiabatic

mean-field theory” in the spirit of work published in the nuclear physics literature

[30] and early publications in studies of network dynamics [40]. As discussed in

great detail here, the conceptual idea of mean-field theory is to assume that on

average each element in a physical system interacts with the same surrounding en-

vironment, and when its activity is duplicated many times it must self-consistently

reproduce the properties of the environment. In both the supervised and unsu-

pervised paradigms, one can think of the process of plasticity as slow changes to

the nature of the interaction with the environment. In physics the theoretical tool

most often used to understand a system of interacting elements, with slowly chang-

ing interaction parameters, is the adiabatic approximation. Therefore, from the

point of view of theoretical physics, these problems require adapting the so-called

adiabatic mean-field theory to the neural network system.
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In some sense this type of theory, and this class of models, represent a

departure from the classical statistical physics metaphor with which I started this

dissertation, likening the thermodynamic properties of a gas to the computational

properties of a neural network. This is because plasticity has no natural analogue

in this metaphor, and so we are left with the challenging task of taking what we

learned from theories of classical physical systems and using that to formulate a

theory for an ever-evolving, open system.

Appendix E includes comments and remarks on non-research matters.



Appendix A

Numerical tests of results in

Chapter 2

A.1 Eigenvalue boundary

Much of the work in the field of random matrix theory is devoted to un-

derstanding the empirical spectrum for finite N , especially near the edge of the

support of the density in the N → ∞ case. Here we do not get into these issues

rigorously and adopt a rather simple way of quantifying the convergence of the

support of the spectral density to that defined in Eq. (5). For a one parameter

(α) family of matrices with D = 2, N = 500 and

g =

(

2 5

3 6

)

, (A.1)

we computed the eigenvalue with maximal absolute value and averaged over 200

instances of J for five values of α. The error as a function of N decreases as N− 1
2 ,

exactly like the finite N behavior of J0 which is known analytically [12] (see Fig.

A.1). The mean field result we derived implies that
√
Λ1 is a tight bound on the

support of the eigenvalue distribution, i.e. there is no r <
√
Λ1 such that in the

N → ∞ limit all eigenvalues of J are inside a disk of radius r. The N dependence

of the error supports the tightness of this bound because had it not been tight the

error would not monotonically decrease with N .
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Figure A.1: Outliers for finite N . For the one parameter family ofD = 2 matrices
defined by α1 ∈ (0, 1) and gcd = c2+d we computed the dependence of the accuracy

of our result on the the size of the matrix: error(N,α) = 〈‖
√
Λ1−max|λ(J)|‖√

Λ1
〉J. The

scaling of the error (independent of α) is identical to that found in the homogeneous
case (black). Inset: for different values of N and fixed α = 0.5 we plot the
radial part of the spectral density. For increasing N the outliers (eigenvalues with
modulus greater that

√
Λ1) are suppressed.

A.2 Largest Lyapunov exponent

We used the standard method [73] to compute the largest Lyapunov expo-

nent for the system parameterized as follows: D = 2, α1 = α2 =
1
2
and

g =

(

κ/2 1/2

2 κ/2

)

. (A.2)

When κ is varied between 0.3 and 3, Λ1 varies between 0.71 and 1.27. For this

parameterization, the average synaptic gain ḡ = (
∑D

c,d=1 αcαdg
2
cd)

1
2 is greater than

1 for all values of κ in that range. Since N is finite the transition does not occur

exactly at Λ1 = 1. It is however in excellent agreement with the Lyapunov ex-
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ponent for the single cell-type (D = 1) system (when N is the same for the two

networks and g is matched to
√
Λ1).
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Figure A.2: Numerical calculation of largest Lyapunov exponent. The maximal
Lyapunov exponent for 25 realizations in each value of Λ1 of network (parameters
in text) compared with a homogeneous network. Inset: the value of the average
synaptic gain ḡ is always greater than 1 for this parametrization.

A.3 Autocorrelation modes

In the main text we have explained what bearing the leading eigenvectors

of M have on the dynamics, and specifically on the autocorrelation modes in the

network. In Fig. (2.5) we have shown an example of this phenomenon. Here we

verified that a simulated network satisfies this theoretical prediction for a family

of networks parameterized by θ with D = 2, α = (1/2, 1/2) and

g =
√
2





(
Λ1 cos

4 θ + Λ2 sin
4 θ
) 1

2 (Λ1 − Λ2)
1
2 |cos θ sin θ|

(Λ1 − Λ2)
1
2 |cos θ sin θ|

(
Λ1 sin

4 θ + Λ2 cos
4 θ
) 1

2



 . (A.3)

It follows that M has eigenvalues Λ1,Λ2 corresponding to

u1 =

(

cos2 θ

sin2 θ

)

u2 =

(

sin2 θ

− cos2 θ

)

. (A.4)
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If Λ1 > 1 > Λ2 we expect for any θ ∈ [0, π/2], independent of τ ,

χ(θ) =

∑N
2

i=1〈xi (t) xi (t+ τ)〉t
∑N

i=N
2
+1〈xi (t) xi (t+ τ)〉t

= tan2 θ. (A.5)
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Figure A.3: Numerical test of autocorrelation modes prediction. For a one param-
eter family of systems (Eq. A.3) we ran the system (N = 1000,

√
Λ1,2 = 10, 1/2)

50 times for each value of θ between 0 and π/2. We averaged the autocorrelation
function over neurons belonging to the same group and computed χ, the autocorre-
lation ratio. The results are in excellent agreement with the theoretical prediction
(red line). Insets - (bottom) three example traces from cluster 1 (blue) and cluster
2 (red) and (top) the corresponding autocorrelation functions. The ratio of these
two functions as a function of the lag τ (orange) is compared to the theoretical
prediction tan2 θ (black, here θ = 1.52).



Appendix B

A piecewise estimate of the

continuous synaptic gain function

Let f : [0, 1]2 → R. For N ∈ N, define the indices µ1, µ2 = 0, . . . , logN − 1.

Using these indices define the piecewise constant function gN : [0, 1] → R

gN

(

x1 ∈
[

µ1

logN
,
µ1 + 1

logN

)

, x2 ∈
[

µ2

logN
,
µ2 + 1

logN

))

= f

(
µ1 +

1
2

logN
,
µ2 +

1
2

logN

)

(B.1)

which will be denoted by gN (µ1, µ2). We will show that for appropriate smoothness

conditions, in the limit N → ∞ the error of using gN rather than f vanishes. To

that end define the N dependent error

ε2N =

∫ 1

0

∫ 1

0

[gN (x′1, x
′
2)− f (x′1, x

′
2)]

2
dx′1dx

′
2 (B.2)

=

logN−1
∑

µ1=0

logN−1
∑

µ2=0

∫ µ1+1

logN

µ1
logN

∫ µ2+1

logN

µ2
logN

[gN (x′1, x
′
2)− f (x′1, x

′
2)]

2
dx′1dx

′
2 (B.3)

=

logN−1
∑

µ1=0

logN−1
∑

µ2=0

ε2N (µ1, µ2) . (B.4)

We write each of the log2N error terms using the shorthand notation
∫∫

µ1,µ2
d2x′ =

∫ µ1+1

logN
µ1

logN

∫ µ2+1

logN
µ2

logN

dx′1dx
′
2

ε2N (µ1, µ2) =

∫∫

µ1,µ2

[gN (x′1, x
′
2)− f (x′1, x

′
2)]

2
d2x′. (B.5)
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By definition, gN is constant in the integration range so

ε2N (µ1, µ2) =
1

log2N
g2N (µ1, µ2)

−2gN (µ1, µ2)

∫∫

µ1,µ2

f (x′1, x
′
2) d

2x′

+

∫∫

µ1,µ2

f 2 (x′1, x
′
2) d

2x′ (B.6)

We assume that f ∈ C∞ everywhere on the square
{

x1, x2| x1 ∈
(

µ1

logN
,
µ1 + 1

logN

)

, x2 ∈
(

µ2

logN
,
µ2 + 1

logN

)}

, (B.7)

so by defining the shorthand notation

g
(n1,n2)
N (µ1, µ2) =

∂n1

∂xn1

1

∂n2

∂xn2

2

f

(
µ1 +

1
2

logN
,
µ2 +

1
2

logN

)

(B.8)

we write its Taylor series expansion

f (x1, x2) =
∞∑

n1=0

∞∑

n2=0

1

n1!n2!
f (n1,n2)

(
µ1 +

1
2

logN
,
µ2 +

1
2

logN

)

×
(

x1 −
µ1 +

1
2

logN

)n1 (

x2 −
µ2 +

1
2

logN

)n2

(B.9)

=
∞∑

n1=0

∞∑

n2=0

1

n1!n2!
g
(n1,n2)
N (µ1, µ2)

×
(

x1 −
µ1 +

1
2

logN

)n1 (

x2 −
µ2 +

1
2

logN

)n1

. (B.10)

Next we integrate it on the appropriate square:
∫∫

µ1,µ2

f (x′1, x
′
2) d

2x′

=
∞∑

n1=0

∞∑

n2=0

1

n1!n2!
g
(n1,n2)
N (µ1, µ2)

×
∫∫

µ1,µ2

(

x′1 −
µ1 +

1
2

logN

)n1 (

x′2 −
µ2 +

1
2

logN

)n2

d2x′ (B.11)

=
1

log2N

∞∑

n1=0

∞∑

n2=0

(2 logN)−(n1+n2)

(n1 + 1)! (n2 + 1)!
g
(n1,n2)
N (µ1, µ2) δn1∈2Nδn2∈2N (B.12)

=
1

log2N

∞∑

n1=0

∞∑

n2=0

(2 logN)−2(n1+n2)

(2n1 + 1)! (2n2 + 1)!
g
(2n1,2n2)
N (µ1, µ2) (B.13)
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The Taylor series expansion of f 2 on the same square is

f (x1, x2) =
∞∑

n1=0

∞∑

n2=0

∞∑

m1=0

∞∑

n2=0

g
(n1,n2)
N (µ1, µ2) g

(m1,m2)
N (µ1, µ2)

n1!n2!m1!m2!

×
(

x1 −
µ1 +

1
2

logN

)n1+m1 (

x2 −
µ2 +

1
2

logN

)n2+m2

. (B.14)

Integrating and rearranging the sums

∫∫

µ1,µ2

f 2 (x′1, x
′
2) d

2x′

=
∞∑

n1=0

∞∑

n2=0

∞∑

m1=0

∞∑

m2=0

1

n1!n2!m1!m2!
g
(n1,n2)
N (µ1, µ2) g

(m1,m2)
N (µ1, µ2)

×
∫∫

µ1,µ2

(

x′1 −
µ1 +

1
2

logN

)n1+m1 (

x′2 −
µ2 +

1
2

logN

)n2+m2

d2x′ (B.15)

=
1

log2N

∞∑

n1=0

∞∑

n2=0

∞∑

m1=0

∞∑

m2=0

(2 logN)−(n1+m1+n2+m2)

n1!n2!m1!m2! (n1 +m1 + 1) (n2 +m2 + 1)

×g(n1,n2)
N (µ1, µ2) g

(m1,m2)
N (µ1, µ2) δn1+m1∈2Nδn2+m2∈2N (B.16)

=
1

log2N

∞∑

n1=0

∞∑

n2=0

n1∑

m1=0

n2∑

m2=0

(2 logN)−2(n1+n2)

(2n1 −m1)! (2n2 −m2)!m1!m2!

×g
(2n1−m1,2n2−m2)
N (µ1, µ2) g

(m1,m2)
N (µ1, µ2)

(2n1 + 1) (2n2 + 1)
. (B.17)
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Putting things together the expression for ε2N (µ1, µ2) becomes

ε2N (µ1, µ2)

=
1

log2N

{

g2N (µ1, µ2) +
∞∑

n1=0

∞∑

n2=0

(2 logN)−2(n1+n2)

(2n1 + 1) (2n2 + 1)

×
[

−2

(2n1)! (2n2)!
gN (µ1, µ2) g

(2n1,2n2)
N (µ1, µ2)

+

n1∑

m1=0

n2∑

m2=0

g
(2n1−m1,2n2−m2)
N (µ1, µ2) g

(m1,m2)
N (µ1, µ2)

(2n1 −m1)! (2n2 −m2)!m1!m2!

]}

(B.18)

=
1

log2N

∞∑

n1=0

∞∑

n2=0

(2 logN)−2(n1+n2)

(2n1 + 1) (2n2 + 1)
(1− δn1,0δn2,0)

×
[

−2

(2n1)! (2n2)!
gN (µ1, µ2) g

(2n1,2n2)
N (µ1, µ2)

+

n1∑

m1=0

n2∑

m2=0

g
(2n1−m1,2n2−m2)
N (µ1, µ2) g

(m1,m2)
N (µ1, µ2)

(2n1 −m1)! (2n2 −m2)!m1!m2!

]

(B.19)

We assume that f and its derivatives are uniformly bounded on the unit square

such that g
(n1,n2)
N (µ1, µ2) ≤ θ for all µ1, µ2, all n1, n2 and all N ∈ N. Using this,

the error

ε2N (µ1, µ2) ≤ θ2

log2N

∞∑

n1=0

∞∑

n2=0

(2 logN)−2(n1+n2)

(2n1 + 1) (2n2 + 1)
(1− δn1,0δn2,0) (B.20)

×
[

−2

(2n1)! (2n2)!
+

n1∑

m1=0

1

(2n1 −m1)!m1!

n2∑

m2=0

1

(2n2 −m2)!m2!

]

≤ θ2

log2N

∞∑

n1=0

∞∑

n2=0

(2 logN)−2(n1+n2)

(2n1 + 1) (2n2 + 1)
(1− δn1,0δn2,0)

×
n1∑

m1=0

(
2n1

m1

) n2∑

m2=0

(
2n2

m2

)

(B.21)

≤ θ2

log2N

∞∑

n1=0

∞∑

n2=0

(logN)−2(n1+n2)

(2n1 + 1) (2n2 + 1)
(1− δn1,0δn2,0) (B.22)

≤ θ2

log4N
. (B.23)

The total error then satisfies

ε2N ≤ log2Nε2N (µ1, µ2) ≤
(

θ

logN

)2

, (B.24)
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and in the limit N → ∞

ε2 ≤ lim
N→∞

(
θ

logN

)2

= 0. (B.25)



Appendix C

The case g2cd = ΓcΓd

We will use the general expressions derived in Ahmadian et al. [1] to obtain

the explicit functional form of the eigenvalue distribution ρJ(r) for the limited case

where the rank of g is 1. We will do so for the heterogenous matrix that gives a

network model of adult neurogenesis (see Section 3.1, and specifically Eq. (3.1)).

The same exercise can be done for other definitions of g. When the rank 1 condition

is met, the N ×N matrix with elements gcidj can be expressed as an outer product

of a single vector gcidj = ΓiΓj. To that end we define γ2 = γ21/(1−ε). The notation
used in [1] is slightly different from ours. To equate the matrix of interest to ours,

we have (in their notation): M = 0, R = L = diag(Γ) where

Γi =







γ/
√
1− ε if i = 1, . . . , Nα1

√
1− ε if i = Nα1 + 1, . . . , N.

(C.1)

To avoid confusion we denote the real valued function g2(z) as h(r) where r = |z|.
For the special case M = 0 (as we have here) Ahamadian et al. derived simple

expressions (Eqs. 2.13-2.16) in terms of si, the singular values of the diagonal

matrix (RL)ij = δijΓ
2
i , which here are si = Γ2

i .

Let us begin by deriving the boundary of the eigenvalue distribution of J,

when g is defined as described above. This of course coincides with Eq. (5) but

we include it here for completeness and to familiarize the interested reader with

the notation used in [1]. The support, or the area in the complex plane where the
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distribution ρJ(r) is non-zero, is a disk centered at 0 with radius r0 given by

r0 =

(

1

N

N∑

i=1

s2i

) 1
2

=
√

α1γ4(1− ε)−2 + (1− α1) (1− ε)2. (C.2)

The next step is to find the function h(r) defined implicitly by the equation:

1 =
1

N

N∑

i=1

1

r2s2i + h(r)
(C.3)

=
α1

r2γ−4(1− ε)2 + h(r)
+

1− α1

r2 (1− ε)−2 + h(r)
.

Rearranging and defining v = (1 − ε)2 and u = γ−4 we get a quadratic equation

for h(r). Since h(r) is a real valued function we take only the positive branch of

the solution to the quadratic equation:

h (r) =
1

2

[
1− r2

(
v−1 + uv

)]
+

1

2

√

r2 (v−1 − uv)2 + 2r2 [(2α1 − 1) (v−1 − uv)] + 1.

(C.4)

We also need the derivative of h(r) with respect to r. To simplify we define:

p1 (γ, ε) = (1− ε)−2 + (1− ε)2 γ−4 (C.5)

p2 (γ, ε) =
[
(1− ε)−2 − (1− ε)2 γ−4

]2

p3 (α1, γ, ε) = 2 (2α1 − 1)
[
(1− ε)−2 − (1− ε)2 γ−4

]
.

which leads to:

h′ (r) = −p1r
2

+
2p2r

3 + p3r
3

2 (p2r4 + p3r2 + 1)
1
2

. (C.6)

We are now ready to compute the density

ρJ (r) =







− (2πr)−1 h′ (r) if r < r0

0 if r > r0

(C.7)

=
1

4πr

[

p1r −
2p2r

3 + p3r

(p2r4 + p3r2 + 1)
1
2

]

Θ(r0 − r)

We want to use Eq. (C.8) to find µ1 (α1, γ, ε), the fraction of the mass of ρJ(r)

outside the circle of radius 1. That quantity reduces to a simple expression in
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terms of the function h (r) defined in Eq. (C.4), as noted by Ahmadian et al. We

then have

∫ 2π

0

dθ

∫ r0

1

rρJ (r) dr = −
∫ r0

1

h′ (r) dr = h (1)− h (r0) . (C.8)

With proper normalization the quantity of interest is

µ1 (α1, γ, ε) =
h (1)− h (r0)

h (0)− h (r0)
. (C.9)

Let us examine the limiting behavior of N1 by setting ε = 0 (and keeping u = γ−4).

Under these conditions we have

µ1 (α1, u (γ) , ε = 0) = −u
2
+

1

2

√

u2 + 4α1 (1− u). (C.10)

As expected we get µ1 = 0 when the homogeneous case J = J0 is recovered through

γ = u = 1 or through α1 = 0. When γ > 1 and α1 > 0 we observe two behaviors:

for fixed α1 and increasing γ (decreasing u) the fraction of eigenvalues outside the

unit disk is monotonically increasing, as could be expected. The α1 dependence

(for fixed γ) is more surprising. For γ & 1, µ1 (α1, γ, ε = 0) ∼ √
α1, and as in the

limit γ → ∞
lim
γ→∞

µ1 (α1, γ, ε = 0) =
√
α1. (C.11)

In fact, γ ≈ 5 is sufficient for the equation above to be a very good approximation

(see Fig. 3.2). This scaling may provide a theoretical argument for the functional

significance of neurogenesis. We elaborate on this point in Section 3.1.



Appendix D

Details of STC analysis

D.1 Decorrelation within the STC method

Within the STC method, stimulus correlations need to be removed from the

estimates of eigenvectors obtained by diagonalizing matrix ∆Cnull. This correction

is needed, because the eigenvectors of ∆Cnull have a form
∑p

j=1Cijφj where φj,

where φ is one of the cell’s relevant features [11]. One may wish to use a pseudoin-

verse, instead of the full inverse of the matrix Cs to minimize noise amplification

at higher spatial frequencies. Assuming that the eigenvalues are ordered to be

monotonically decreasing, the pseudoinverse of order k is given by

C−1(k) =
k∑

n=1

λ−1
n us

nu
sT
n . (D.1)

In the analysis of data from retinal ganglion cells, the optimal order of

the pseudoinverse was determined in the following way. The dataset was divided

into the training and test sets. The features were computed by diagonalizing

the matrix ∆Cnull (see Eq. (4.3)), in either the full input space or in the space

orthogonal to the coherent mode using the training set. Following that, the optimal

pseudoinverse order k? was selected as the one that yielded decorrelated features

that convey the most information about, or give the largest predictive power for,
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the neural response. Explicitly,

k? = argmax
k={1,...,p}

I(k)

I(k) =

∫

dmxPk(x|spike) log
Pk(x|spike)
Pk(x)

(D.2)

where Pk(x) is the probability distribution of the projections of stimuli onto the

d significant eigenvectors (qi), decorrelated by C−1(k?). q̄i = C−1(k?)qi are the

decorrelated significant features, and:

x = [x1, . . . , xd]
T

xi = q̄T
i s. (D.3)

D.2 One-centered formulation

An alternative to removing stimulus correlations from the eigenvectors of

∆C is to remove stimulus correlations from each of the stimulus vectors, prior

to the diagonalization of ∆C, a procedure that is known as pre-whitening [55].

The sample stimulus covariance matrix from Eq. (4.2) can be written in terms of

eigenvalues λn and eigenvectors un as

Cs =

p
∑

n=1

λnu
s
nu

sT
n . (D.4)

We can now define a matrix Cw =
∑p

n=1 λ
− 1

2
n us

nu
sT
n . Then, the analogue of ∆C in

the one-centered formulation of STC is given by:

C∆ = CwĈCw. (D.5)

This procedure is equivalent to whitening each of the stimulus frames indepen-

dently (by multiplying it with Cw) and then computing the spike-triggered covari-

ance. In the limit of infinite data, the null hypothesis corresponds to Ĉ = Cs. In

this case C∆ = I. For a dataset of finite size, the null distribution is computed

from many realizations of the matrix

C∆
null = CwCnullCw (D.6)
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where Cnull is the same as in the zero-centered formulation (see Eq. 4.4). The

eigenvalues of C∆ (most of which are close to 1) can then be compared to the null

eigenvalue distribution, using either the nested global significance test (described

below, Subsection D.3) or the nested significance test described below.

In Fig. (4.7) we analyzed the simulated spike trains of a two dimensional

model cell using every pseudoinverse order of Cs. The prewhitening is then done

using this matrix C−1(k?) (see Eq. D.1) instead of the full rank matrix C−1(p).

Performing the one-centered STC analysis using all pseudoinverse orders

is equivalent to testing p models. Therefore, the confidence interval of the null

distribution should be adjusted from the [α, 100−α] percentile range to [αDS, 100−
αDS], where αDS is the Dunn-Šidák correction:

αDS = 100×
[

1− (1− α/100)
1
p

]

≈ α/p. (D.7)

D.3 Nested significance testing

Significance can be tested in a nested fashion using p rank-ordered null

distributions. This method is detailed in [55]. For completeness we briefly describe

it here. For each of the randomized spike trains the eigenvalues of ∆Cnull (or

C∆
null for the pre-whitened formulation, see Eq. D.6 above) are rank ordered. The

eigenvalues of each order from all the randomized spike train compose a separate

null distribution.

Then, for each of these p distributions we found a confidence interval. If

the smallest eigenvalue of ∆Cnull (or C∆
null) is smaller than the lower bound of its

relevant confidence interval (or if the largest eigenvalue is larger than the upper

bound) the corresponding eigenvectors are determined to be significant. These

eigenvectors are then projected out of the entire stimulus ensemble and the analysis

is repeated until no eigenvalues are found to be significant.

Note that according to this method some eigenvalues of ∆Cnull (or C∆
null)

can be identified as insignificant but still be outside of the confidence interval

computed for their rank if the largest eigenvalue lies within its confidence intervals

(see right side of Fig. 4.6 panel e).



Appendix E

Remarks on non-research matters

Finally, I wish to end the dissertation with some comments and remarks on

academic matters that are not directly related to my research projects or future

work.

E.1 International exchange

UCSD and the Salk Institute are great environments for people from all

over the world to interact, exchange ideas and collaborate. In these environments

it is easy to expand one’s network of colleagues, an expansion that would have

been limited in many other places. As an Israeli citizen I am very glad to have

discussed scientific matters (and a little politics, too) with Iranians, Palestinians

and Lebanese - people that I would have never been able to talk to in Israel.

Despite the fact that most international students are well integrated into

the scientific community on campus, many of us find ourselves in delicate and

sometimes vulnerable situations that may affect academic performance. Since

this dissertation serves as a document that summarizes and concludes my doctoral

training at UCSD I think it is appropriate to use this avenue to express my opinions

and impressions on this matter.

As a student, I am not familiar with all the details of the differences in

cost of hiring United States citizens or international students as teaching and

research assistants. I am also not familiar with the procedure (from the university’s
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administration side) for sponsoring visas for international students. Nevertheless

I think it is important to bring two specific issues to the attention of students,

faculty and administration.

Dependent health insurance

The rules and regulations pertaining to the health plan the university of-

fers to dependents of international students (which I will not elaborate on here)

mean that in some cases it becomes prohibitively expensive for them to insure

themselves. These issues were partially alleviated by the Affordable Care Act that

was passed during my studies at UCSD. Still, a significant portion of dependents

of international students remain uninsured. Given the cost of health care I think

this is a dangerous situation for the students as well as the university. This was

brought to the attention of the relevant administration personnel but no systematic

solution has been found.

Visa issues towards graduation

According to United States immigration laws, international students that

graduate without a job offer that begins up to 30 days after submitting their

dissertation must leave the country. To make transition between graduate school

and a post-doctoral job as smooth as possible it is extremely important that both

students and faculty are aware of the laws that apply to their individual situation

and plan accordingly ahead of time.

E.2 Teaching

During my doctoral training I had a few opportunities to be a teaching

assistant in undergraduate and graduate level courses, both at UCSD and at the

Marine Biology Laboratory (MBL) at Woods Hole. The most significant experi-

ences were the ones where I was actively involved in individual student research

projects as a part of the Biophysics of Neurons and Networks offered at the UCSD
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physics department and the Methods in Computational Neuroscience course at

the MBL. Developing ideas with students and helping them bring their projects

to completion has helped me a great deal in my own research by broadening the

scope of the topics I am familiar with, by helping start new collaborations and by

forcing me to revisit some of my own research projects from a different perspective

or with different tools.

It is clear to me that not every graduate student would benefit in the same

way from teaching or even that these opportunities exist for every student. Nev-

ertheless, I think that encouraging all Ph.D. students to become more involved

in the education activities in their departments is in the interest of the students

themselves (for the reasons mentioned above, as well as valuable teaching experi-

ence) and the department - as it raises the enthusiasm among younger graduate

students and undergraduates. This is especially true for activities that involve

material that is close to current and ongoing research.

This statement may sound obvious, but in fact opposing views are quite

common among faculty. Teaching is many times regarded by faculty as a “waste

of time” that should be avoided unless it is necessary for financial reasons. I could

not disagree more with these views, and I am very fortunate that my committee and

especially my advisor Tatyana Sharpee and co-chair David Kleinfeld encouraged

me to participate in educational activities that were not directly related to my

research.
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