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Abstract

Noise, Quantization, and Priors in Neural Networks

by

Alexander G. Anderson

Doctor of Philosophy in Physics

University of California, Berkeley

Professor Bruno A. Olshausen, Co-chair

Professor Michael R. DeWeese, Co-chair

A fundamental task for both biological perception systems and human-engineered agents is
to infer underlying causes from incoming measurements. Approximate inference in a proba-
bilistic graphical model is a method to generate algorithms that solve such a problem. Not
only does the approximate inference seek to reduce the exponential computation necessary
in a naive application of Bayes theorem, but approximations are made to handle varied
hardware constraints.

The first chapter explores the computations done by the brain in order to decode the
signals from a moving retina to achieve high acuity vision. In this case, the problem is
formulated as a probabilistic generative model and the decoding computations are a result
of doing approximate Bayesian inference. The parameters of the inference computation are
derived from the parameters of the generative model instead of being learned.

The second chapter explores the problem of prediction of noisy temporal sequences. Here,
recurrent neural networks which are good at learning non-linear temporal dependencies are
combined with Kalman filters which are good at dealing with noise and uncertainty. While
the resulting computations could, in principle, be approximated by a neural network, our
model results in better prediction performance for eye movements than a simple neural
network.

The third chapter explores neural networks with binary weights and activations. Such
networks are constrained to be binary and need a modified learning algorithm, but they
both use less power and less time to execute. This work develops a theory, based on high-
dimensional geometry, that explains why binary neural networks have similar performance
to their 32 bit floating point counterparts.
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y
t . The

notation |1 : t indicates an estimate given the observations from time steps 1 to
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Chapter 1

Introduction

One of the most fundamental tasks for both biological perception systems and human-
engineered agents is to infer underlying causes from incoming sensory data. For instance,
how does the human visual system take in signals from the retina and form an internal
representation of the world? There are many obstacles to this type of inference problem.
The measurements may not be exactly repeatable (the same causes generate different obser-
vations) and nuisance variables (e.g. causal factors that aren’t necessary for taking actions)
become entangled with the observations. All such computations must be solved by a partic-
ular type of hardware (e.g. humans need to use the hardware that is the human brain).

While Bayesian inference is not a panacea, it provides a mathematical formalism that
allows one to make substantial progress. First, a problem is broken down into random vari-
ables that describe the situation at hand. Suppose that M are the measurements, C are
the underlying causal factors of interest, and N are the nuisance variables. It is often the
case that one can more easily write a generative model which specifies process by which
the measurements are generated by the causal factors of interest and the nuisance variables,
P (M |N,C). Next, priors on the causal factors, p(C) and nuisance variables p(N) are speci-
fied. Given this generative model, the task to be solved is to infer C given M . The solution
provided by the Bayesian approach involves computing the following expression:

P (C|M) =

∑
N p(M |N,C)P (N)P (C)∑
N,C p(M |N,C)P (N)P (C)

While this formulation is very general, it is not useful for many practically necessary
problems (e.g. an organism navigating the world). First, for some problems it may still be
difficult to specify the generative process of the data. Second, the sums over all nuisance
variables and causal factors often require a sum over exponentially many items, which is
either highly inefficient or impossible to realize with current hardware. There is a large
body of research dedicated to approximating these computations in order to solve practical
problems.

While one might wonder if there is a formulation that gets around these problems, I
would argue that this is a consequence of a fundamental issue described by the no free
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lunch theorem. One instantiation of the no free lunch theorem states that if an algorithm
performs well on one set of problems then it necessarily performs poorly on a different set
of problems. A solution method that is as general as Bayesian inference is necessarily going
to be complicated. Thus one game to be played by researchers is to identify problems of
interest and methods that work well in that particular context. That is to say, my goal is
to identify problems of interest and then use a combination of intuition, domain expertise,
and experimentation to identify the priors and types of algorithms that work well in that
domain. Another way of phrasing this is that the job of the scientist is to identify problems
of interest and the model structures that are well-suited to that problem.

One can trade off between computation time during compile time for computation time
during run time. To be more specific, consider the idea of (approximate) compiled inference.
Given the generative model described above, one would like to create an algorithm that
either exactly or approximately infers the underlying causes given the measurements. It is
often the case that at the expense of some extra computation at compile time, one can more
efficiently do the inference computation at run time. At one extreme, one would compute
the distribution of the causal factors for all possible measurements and store them in a table
that supports fast lookup at run time. At the other extreme, no computation would be done
at compile time and the Bayesian computations would be done from scratch at run time.
A recent, successful approach in the middle is to train (compile) a neural network to do
approximate Bayesian inference and then execute the neural network at run time.

One of the most important tools for reducing computation and increasing interpretability
is to create a probabilistic graphical model. If there is additional structure among the
random variables in the model, then inference computation can be done more efficiently.
More formally, consider a collection of random variables, Ni (N stands for node) and a
directed acyclic graph, such that the joint distribution of the nodes is

p(N) =
∏
i

p(Ni|Nπ(i))

where Nπ(i) denotes the parents of node i in the graph. Then the questions of interest are
mapped onto marginal and conditionals of this distribution. While computing marginal
distributions of a probability distribution can take exponential time, these marginals can be
computed more efficiently when a graph has this type of structure. The intuition is that
computing the marginal distribution of a particular node may only require the marginal
distribution of a subset of all other available nodes.

One of the most practically useful probabilistic graphical models is the Hidden Markov
Model (HMM). Here, there are hidden states Ht that only depend on the previous hidden
state and measurements Mt that only depend on the current hidden state where t indexes
time. The joint distribution is

p(H0:T , O0:T ) = p(H0)
T∏
t=1

p(Ht|Ht−1)p(Ot|Ht)
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where Xa:b denotes Xa, Xa+1, ..., Xb. One common question to ask given a HMM is the
filtering problem: what is the hidden state at time t given the observations until time t?
Mathematically, this is written as ft(Ht) = p(Ht|O0, . . . , Ot). It can be shown that

ft(Ht) ∼ p(Ot|Ht)
∑
Ht−1

p(Ht|Ht−1)ft−1(Ht−1)

where ∼ denotes proportional to. This equation involves two computations. First, in the
prediction step, the estimate of the new hidden state is computed by multiplying by the
hidden state transition function: p(Ht|O0:t−1) =

∑
Ht−1

p(Ht|Ht−1)ft−1(Ht−1). Second, in the
update step, the predicted hidden state is multiplied by the likelihood of the observation given
the hidden state and that result is normalized to get the filtering estimate of the hidden state
at time t: ft(Ht) ∼ p(Ot|Ht)p(Ht|O0:t−1). A Kalman filter is the result of compiling inference
to solve the filtering problem in a HMM where the internal state transition and observation
models are Gaussians whose means are linear functions of the inputs and covariances are
constants.

Inference in a generative model can serve to address important scientific questions. For
instance, suppose that there is a real-world problem that can be posed as doing inference in a
generative model. Then compiling inference in that generative model gives a concrete method
for solving that real-world problem. In problems where inference is difficult, this approach
is a starting point for finding a non-trivial solution to the inference problem. Furthermore,
it is sometimes the case that the computations emerge from this approach say something
about the fundamental computations that are necessary to solve the problem.

The final point to consider is: how do we actually execute these computations in hardware
that is sufficiently fast and power efficient? While computers are very flexible in terms of
what they can do, there are many situations where it is desirable to have an algorithm that
doesn’t require a memory buffer (i.e. an online algorithm) or a computation that uses a
small amount of power to compute.

All of these themes play an important role in this thesis.
Chapter 2 considers the problem of how the brain can see small objects in the presence

of an inhomogeneous and moving retina. The measurements, R, are electrical pulses or
spikes that come from the retina and must be processed by the rest of the visual system.
The position of the eye, X, is a nuisance variable and a sparse coding representation of
the identity of an object in the world, A, is the underlying causal factor to be inferred.
The generative process of these spikes can be described by a probabilistic graphical model.
The problem of interest is written as the inference of A given R. As this problem is solved
in the brain, an online algorithm that uses a non-exponential amount of computation is
sought. Writing out the resulting approximate inference algorithm shows that there are two
fundamental computations associated with the inference. First, new (noisy) measurements
are used to update the internal position estimate using the same approach as the HMM
equation. Second, the spikes are dynamically routed by the internal estimate of the eye
position to the relevant part of the representation of the object in the world.



4

Chapter 3 considers the problem of predicting future eye position given noisy measure-
ments of the current eye position. IfXt is the current eye position (e.g. vertical and horizontal
gaze angles), and the noisy observations of the eye position are Xo

t , then the goal is to esti-
mate Xt+∆t given Xo

0:t. While a HMM-based solution would seem natural for this problem,
a good model of the internal state transition function, p(Xt|Xt−1) remains elusive. Conse-
quently, this work considers a new approach that combines recurrent neural networks with
Kalman filtering. The result of the HMM predict step is directly estimated with a Gaussian
whose parameters are the outputs of a recurrent neural network (e.g. p(Xt+1|Xo

0:t)). This
sidesteps the need for estimating p(Xt|Xt−1). The update step is the same as that of a
normal Kalman filter as it involves marginalizing the product of two Gaussians.

Chapter 4 develops a theory for understanding the recent success of using neural networks
with binary weights and activations to predict object identity from images. While neural
networks have been shown to produce state of the art results in a wide range of domains,
they often consume a lot of power in practice. Binary neural networks replace expensive 32
bit floating point operations with quick and power-efficient binary ones. Here, efficient com-
putation on a novel computational substrate takes center stage. The most computationally
expensive part of running inference in a neural network is weight-activation dot products of
high-dimensional vectors. The key idea is that these dot products are essentially unchanged
when the underlying vectors are converted from continuous vectors to binary vectors in
situations of practical interest.
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Chapter 2

High-Acuity Vision from Retinal
Image Motion

This work was done jointly with Kavitha Ratnam, Austin Roorda, and Bruno Olshausen.

2.1 Summary

During visual fixation, humans have a stable, high-acuity perception of the world despite
substantial drifting movements of the eyes. Recent experiments demonstrate the benefit of
these movements for the discrimination of a small letter whose stroke spacing is near the
sampling limit of the cone photoreceptor array. This is remarkable because the visual fea-
tures defining the object span just a few photoreceptors, yet the eye’s own motion spreads
these features over many photoreceptors within the presumed temporal integration window
of downstream cortical neurons. Here we present a possible neural mechanism by which
such drift motions in the retina could confer a benefit for the discrimination of high-acuity
targets: by simultaneously estimating object shape and eye motion, neurons in visual cortex
can compute a higher-quality representation of an object by averaging out non-uniformities
in the retinal sampling lattice. The model predicts that this is accomplished by two sep-
arate populations of cortical neurons - one providing a representation of object shape and
another representing eye position or motion - which are coupled through specific multiplica-
tive connections. Combined with the recent experimental findings, our model suggests that
the visual system may utilize principles not unlike those used in computational imaging for
achieving ”super-resolution” via camera motion.

2.2 Introduction

In recent experiments demonstrating the benefits of drifting eye motion [1], subjects are
shown a diffraction-limited letter E in one of four orientations (strokes pointing up, down,
left, or right) during natural drift movements of the eye. The subject’s task is to report the
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Figure 2.1: Model Overview: (A) An upright E (leg width of 0.8 arcmin) projected onto
a simulated cone lattice (spacing 1.09 arcmin) with 500 ms of drift eye movements [1]. RGC
cell spikes are generated using an LNP model [2] with ON and OFF cells. (B) The spikes
(R) are observed and the latent factors (A) and eye position (X) must be simultaneously
inferred (also note the pattern in pixels (S) and the dictionary (D)). Our spike decoder
repeatedly alternates between two steps. (C) In the first step, the estimate of the pattern is
fixed and the estimate of the eye position is updated (shown as a probability cloud). When
the position at the next point in time is predicted, the uncertainty of the position estimate
grows (P (Xt+1|R0:t)). R0:t denotes the spikes from time 0 to time t. By cross-correlating
the current estimate of the pattern with the incoming spikes and probabilistically combining
the result with the prediction, one obtains the updated position estimate, P (Xt+1|R0:t+1).
Note St = DAt is the current internal estimate of the pattern given R0:t visualized in pixel
space. (D) In the second step, the neurons representing the internal position estimate act
to dynamically route incoming spikes by multiplicatively gating their connections to the
internal pattern estimate, thus updating S.

letter’s orientation. The stimulus size is chosen to challenge the subject to the point that the
orientation is discriminated correctly 40 to 60 percent of the time. In a second condition, the
image of the E is stabilized on the retina by a real-time eye tracker with cone-level precision.
Here, subjects’ performance decreases. In a third condition, the stimulus moves on the retina
with the same statistics as natural eye motion, but incongruent (uncorrelated) with the eye’s
true motion. Surprisingly, while subjects are aware of the incongruent motion of the stimulus,
their task performance is the same as the natural condition in which there is no perception
of motion. Thus, there must be a neural mechanism for improving task performance that
makes use of the movement of the stimulus relative to the retina independent of whether the
motion is generated by the eye or not.

Our goal here is to elucidate the neural mechanisms that could underlie these experimen-
tal results with a computational model capable of exhibiting the same behavior. Previous
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modeling efforts have sought to use neural computations to build up invariant representa-
tions of sensory signals using shifter circuits [3] or map-seeking circuits [4]. Previous research
on modeling high-acuity vision made an important contribution by posing the problem as
one of Bayesian inference and proposed a model that decodes retinal ganglion cell (RGC)
spikes generated from a stimulus moving due to fixational eye movements [5, 6]. Burak et
al. show that for stimuli with binary pixels, a decoder of these spikes must take into account
the motion of the eye under reasonable assumptions about the size of the eye motions and
the firing rates of RGCs. Otherwise, the reconstructed pattern is a blur. However, some of
their modeling assumptions (discrete eye movements and stimuli that are binary patterns)
result in a model where motion is still a hindrance rather than a source of increased visual
acuity. Our approach builds upon and extends this work by allowing for continuous eye
movements and stimuli that are gray-valued patterns. Since their mean-field approach does
not generalize to such a situation, we developed a novel, approximate Bayesian inference
method based on an online approximation of the expectation maximization (EM) algorithm
[7]. The resulting model demonstrates how retinal image drift can actually improve visual
acuity by averaging over inhomogeneities in the retinal sampling lattice.

The general idea that motion is beneficial for an image sensor has been considered in a
variety of disciplines. In the computational imaging community, the problem of combining
a sequence of low resolution images to form one high-resolution image has well-developed
solutions (e.g. [8]). In the field of active perception, Rucci et al. [9, 10, 11] have studied the
signal whitening benefits of small eye motions where the eye movements transfer the power
of the signal landing on the retina from the spatial domain to the time domain. Their theory
assumes that stimulus information is made readily available by the cones (their highest
spatial-frequency stimuli are 11 cycles/deg, resulting in stimulus features that are far larger
than the spacing between cones) and focuses on post-receptoral amplification of information
in different spatio-temporal frequency bands due to motion. Our work, by contrast, is focused
on the very highest spatial frequencies (50 cycles/deg) where where stimulus information is
compromised at the earliest stages due to inhomogeneities in the retinal cone mosaic, and
among the cones themselves. In this case, a spatially non-uniform, non-linear, iterative
computation is necessary to infer the stimulus. Furthermore, in contrast to this previous
work, we provide a concrete mechanism for decoding the temporally-encoded signal.

2.3 Results

Dynamic Routing Emerges from Approximate Bayesian Inference

We model the responses of retinal ganglion cells using a linear-nonlinear-poisson (LNP)
model without any spike history dependencies. The cones feed into midget retinal ganglion
cells (RGC) that establish the spatial sampling limit of the retina (one ON and one OFF
RGC per foveal cone [12]). Our hypothesis is that the visual cortex seeks to infer the
stimulus, S, given the incoming spikes, R, where the trajectory of the eye, X, is an unknown
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variable. While the brain can, in principle, estimate motion on this scale of visual drift
using proprioceptive or efference copy signals, a number of lines of evidence suggest that this
is not the case [13, 14, 15]. Furthermore, the incongruent motion experiments of Ratnam
et al. demonstrate that such an efference copy is not necessary for a high-acuity vision
task. If X and R are known, S can be inferred by accumulating evidence from spikes
after the motion is used to correct for the translation of the eye. Likewise, if S and R
are known, X can be inferred by finding the translation of the pattern, S, that is is most
consistent with the measurements, R. Jointly inferring X and S results in an ill-posed
problem as one variable is needed to infer the other. Thus we impose priors on the stimulus
and the eye trajectory and consider the posterior distribution of the stimulus given the
spikes p(S|R) ∼

∑
X p(R|X,S)p(X)p(S) which integrates out all possible trajectories of the

eye. From this, we derive a set of computations for inferring S in a causal, computationally
tractable and neurally plausible way. These equations can be interpreted as describing the
interactions between two separate populations of neurons - one representing hypotheses about
eye position, X, and another representing S. They interact multiplicatively together with
the incoming spikes, R, (Eq. 2.1) to simultaneously infer object shape and retinal position
(Fig. 2.1).

Motion is Beneficial for Multiple Types of Retinal
Inhomogeneities

Much like looking through a broken window, viewing the world through a stationary, in-
homogeneous retina results in a belief about the world that is precise in some places and
uncertain in others. The key idea of this work is that this detrimental, non-uniform uncer-
tainty can be alleviated by moving the retina with real eye movements. Our main result is
that the signal generated by a moving retina, when properly averaged by downstream neural
circuitry that takes into account the eye’s motion, results in a higher quality representation
of the stimulus as compared to the signal generated by a stationary retina (Fig. 2.2).

Beyond the punctate sensitivity of the cones, there are other sources of inhomogeneities
in the retina that can compromise the accurate recovery of the luminance of the retinal image
including variable cone gain factors [16], different spectral sensitivities [17] and disruptions
in the cone mosaic caused by retinal degeneration [18]. Even in extreme cases where retinal
degenerations have resulted in a fovea with 52 percent fewer cones than normal, patients
still have normal visual acuity [19]. Our model illustrates how these limitations can be
compensated for by eye movements. In Fig. 2.3, we show that motion improves the recovery
of the stimulus when 30 percent of the cones in the simulated retina are dropped out.
Furthermore, compounding the challenge of recording luminance, the visual system also has
to infer the color of the retinal image as well [20]. The randomly placed cones tend to form
clumps and the three cones types vary widely in their proportions [17]. The role that eye
motion plays in this inference process is an important topic that merits further investigation.
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Figure 2.2: Benefits of motion for the discrimination of high-acuity targets: (A)
Stimulus (S) to be recovered. (B) SNR of the reconstruction of the E as a function of
time (shaded region shows plus-minus half a standard deviation averaged over 40 trials).
Either the stimulus is moved relative to the retina (S:M - Motion), or not (S:NM - No
Motion). In both of these cases, our approximate EM algorithm (D:EM) and the optimal
decoder assuming there is no motion (D:NM) are used to decode the pattern. Note that
D:EM > D:NM when there is no stimulus motion (S:NM) because the uncertainty over the
position implicitly smoothes the pattern. The difference between the two best methods is
statistically significant ( S:M | D:EM > S:NM | D:EM with p = 0.002 at t = 700 ms). (C)
Typical Reconstruction of the pattern in the case of motion and no motion after 700 ms. (D)
Reconstruction over time in the case of motion using the EM algorithm. (E) Reconstruction
over time in the case of motion assuming no motion. (F) Estimates of the horizontal and
vertical position using the EM algorithm with stimulus motion. The blue curve shows the
true eye position and red curve shows the estimated eye position (where the shaded red
region shows plus or minus one standard deviation of this estimate).
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Figure 2.4: Neurons with structured receptive fields improve inference: (A) A
natural scene patch projected onto a retina that moves according a random walk. The
generated spikes are decoded using three pattern priors (IND: independent pixel prior, PCA:
gaussian prior, SP: dictionary trained with sparse coding with both a L1 and L2 prior).
(B) SNR at t = 600 ms relative to PCA averaged over 15 trials (different patches and
eye trajectories). Error bars show 95 percent confidence intervals (C) A random set of 25
elements from the sparse coding dictionary. (D to F) Example reconstructed patterns for
each method after 600 ms.
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A Sparse Pattern Prior Improves Inference

In order to infer more complex spatial patterns such as would occur in natural scenes, it
is desirable to utilize a richer prior, p(S), that captures this structure. For this we turn to
the sparse coding model of V1 [21], which utilizes the generative model S = DA, where D
is a dictionary of features and A is a set of latent variables with a sparse prior p(A). The
goal is then to infer the latent factors, A, rather than a pictoral description of the pattern,
S, given the incoming spikes, R. The resulting equations for inferring A given S can be
interpreted as describing the dynamics of a neural model where the elements of A correspond
to the activations of cortical neurons that have receptive fields corresponding to D [22].
Likewise, in our work, the equations resulting from inferring A given R can be interpreted
as describing the interactions between two populations of neurons that work together to
jointly infer the eye position and the latent factors. Using a dictionary trained on natural
images yields neurons that have oriented receptive fields, similar to neurons in V1. However,
an important difference in our model is that these neurons track features as they drift
across the retina rather than remaining locked in retinotopic coordinates. Our experiments
on whitened natural scene patches (whitening the stimulus serves as an approximation to
the center surround receptive field structure of RGCs) demonstrate that the sparse prior
improves inference of the spatial pattern (Fig. 2.4).

The latent factors at time t are estimated by minimizing a cost function with three
terms that correspond to: the prior on the pattern, the past estimate of the pattern and a
constraint based on the incoming RGC spikes. Taking the derivative of the cost function
gives the dynamics for the individual latent factors. Focusing on the measurement term, if
Rt,j is the number of spikes emitted by RGC j in the time interval [t, t+ ∆t], the update for
the kth latent factor is

∆Âevidencek ∼
∑
j

Rt,j〈gj,k(x)〉t − 〈λt,jgj,k(x)〉t∆t (2.1)

where gj,k(x) is a position dependent gain factor that denotes the connection strength be-
tween neuron j and latent factor k, and 〈·〉t denotes an average over the estimate of the
internal eye position at time t. The precise mathematical form of gj,k(x) is determined by
the parameters of the spiking model (SI, Sec. 2). The first term of this equation corresponds
to a multiplicative gating of the incoming spikes by the internal position estimate. The
second term is a homeostatic term that corresponds to the expected number of incoming
spikes given the internal estimate of the spatial pattern.

2.4 Discussion

A key question that arises from this model is whether the neurons in the foveal region of V1
form a locally stabilized, object-centered representation, or a dynamically changing repre-
sentation that moves along with eye motion. This question has been investigated previously
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with conflicting results from different labs [23, 24, 25]. Recent experimental work on map-
ping the receptive fields of V1 neurons while compensating for eye motion is a promising
approach to resolve this question [26]. It should be noted that while our model recovers an
explicit stabilized representation of the object, it is also possible that these computations
could be done in a non-stabilized representation that still integrates information efficiently
(SI, Sec. 4). It is also possible that the visual cortex has instances of both types of cells.
In addition to neurons sensitive to the shape of the stimulus, we also predict that there is
a collection of neurons that track the position of the eye to high precision in visual cortex.
In line with this, Snodderly et al. [27] find that some V1 cells have varying activation in
response to drift and microsaccades (eg. tuned to one or the other, or a combination). More
generally, there is good reason to believe that the neural computations associated with the
fovea are fundamentally different than the periphery. Fixational drift is large relative to the
receptive field sizes of RGCs in the fovea (but not in the periphery) and there is an additional
factor of cortical amplification in the fovea. There are four times more LGN cells per RGC
and ten times more striate cells per LGN projection [28] in the fovea versus the periphery.
How exactly this over-representation is being utilized merits further attention.

The role of eye movements in visual perception is an important and long-studied problem.
We use psychophysical experiments and mathematical modeling to identify a novel principle
by which one can understand the benefits of drift eye movements for the perception of high-
acuity targets: eye movements carry the stimulus across the retina in order to acquire a higher
acuity representation of the spatial structure in the world than would otherwise be possible
due to inhomogeneities in retinal sampling. This principle has far-reaching consequences
both for understanding biological sensory systems and the design of novel sensors. From the
biological side, this principle informs future experiments on the high-acuity perception of
color and active perception for vision and other sensory modalities. From the technological
side, the novel algorithms of this work motivate the design of imaging systems that make
use of non-uniform, noisy, and cheap sensors whose measurements are combined with image
priors to infer high-quality images.

2.5 Methods

Model Notation

Subscripts: t: time step, i: pixel index, j: RGC index, k: latent factor, p: particle number.

1. S is the spatial pattern to be inferred, in a pixel representation. Si denotes a particular
pixel of the pattern. Si is constrained to be between smin and smax (for natural scenes,
(−0.5, 0.5), (0, 1) for the tumbling E). XS

i denotes the center of pixel i. The pixels
are placed in a grid with spacing ds. The simulated projected image of the pattern,
I(x), is smoothed using Gaussian interpolation, with σS = 0.5 ∗ ds. Thus I(x) =∑

i SiN(x;µ = XS
i , σ = σS) where N denotes a Gaussian.
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2. A is the vector of latent factors that generate S through a dictionary, D (e.g. S = DA).
Ak denotes the kth latent factor.

3. D is the dictionary where Dk is the kth dictionary element.

4. XR
t (abbreviated as Xt) denotes the position of the retina relative the cone lattice. X

is used as an abbreviation of Xt for all t.

5. Rt,j denotes the number of spikes of RGC j in the time window [t, t + ∆t]. ∆t is the
timestep of the simulation (taken to be 1 ms). R is used as an abbreviation for Rt,j

for all t and j.

6. A jittered cone lattice with spacing de is constructed. Each cone is connected to one
ON cell and one OFF cell. The jth RGC has a Gaussian receptive field N(x;µ =
XE
j , σ = σEj ) with a full width half max of 0.48 times the cone spacing [29] (thus

σE = 0.203 · de where de is the spacing of the cones).

7. DC is the diffusion coefficient of the eye movements, λ0 = 10 Hz, λ1 = 100 Hz are the
baseline and maximum firing rates of the neurons [30].

Spiking Model

The spiking of the neurons are modeled using an LNP model with no spike history depen-
dencies.

log p(Rt,j|S,Xt) = Rt,j log[λj(S,Xt)dt]− λj(S,Xt)dt (2.2)

λj(S,Xt) = exp
(
log λ0 + log(λ1/λ0) · c′′j,t

)
(2.3)

c′′j,t = c′j,t if j ∈ ON or 1− c′j,t if j ∈ OFF (2.4)

c′j,t = (cj,t − smin)/(smax − smin)) (2.5)

cj,t = g ·
∑
i

SiT (XR
t )i,j (2.6)

T (XR)i,j =
1

2πσ2
exp

[
−
||XS

i −XE
j −XR||2

2σ2

]
(2.7)

σ2 = (σS)2 + (σE)2 (2.8)

g is a gain factor that sets the maximum size of cj,t to be 1 when S is the vector of 1s.
The inner product of the pattern projected onto the retina with the Gaussian receptive
field for each cone for an arbitrary displacement of the retina is calculated as follows: let T
denote the translation operator and Ej denote the receptive field of the jth neuron. Then∫
d~x [S(~x)TXREj(~x)] =

∑
i Si
∫
d~x [N(~x; ~XS

i , σ
2
S)N(~x; ~XE

j + ~XR, σ2
E)] =

∑
i Si ·N( ~XS

i − ~XE
j −

~XR; 0, σ2
S + σ2

E). Thus the inner product can be written as
∑

i SiT (xR)i,j
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Generation Model

In order to generate a spike train for our decoder, a spatial pattern and an eye motion
trajectory are fed into the spiking model above. The eye path is either generated by a
diffusive random walk with a diffusion constant DC = Dgen

C or a drift eye motion trajectories
(from [1]). The stimulus is either an E or a natural scene patch.

Motion and Pattern Priors

There are many possible pairs of eye motion paths and spatial patterns that are consistent
with the incoming retinal spikes. In order to deal with this ambiguity, we impose priors on
the eye trajectory and the pattern. The spiking model p(R|X,S) (defined above) and the
priors define the relationships between the random variables in the probabilistic graphical
model shown in Fig. 1.

Motion Prior : The fixational eye movements are modeled as a diffusion process with a
diffusion constant DC ≡ Dinfer

C . Note that the optimal Dinfer
C may not be equal to Dgen

C , so
this parameter is optimized using cross validation.

p(X0) = δ(X0) (2.9)

− log p(Xt|Xt−1) =
1

2(DC/2)∆t
(Xt −Xt−1)2 + C (2.10)

Note that Xt is a two dimensional vector, so for the overall vector to have a diffusion constant
of DC∆t, then each individual component has a diffusion constant of DC/2∆t. Higher order
priors that seek to both infer the eye position and the velocity of the eye were investigated,
but did not provide significant benefits for inference. However, such a direction could help
to reformulate the model in terms of tracking the velocity of the eye instead of the absolute
position.

Pattern Prior Priors of the form

− log p(S|A) = δ(S −DA) (2.11)

are considered where δ(x) is a delta function. As a result of this pattern prior, the latent
generative factors of the pattern are estimated instead of directly estimating pixels.

The independent pixel prior as in Burak et al. [6] may be seen as a special case where D
is the identity matrix and there is a uniform prior on A.

In the natural scenes experiments, the prior on A is chosen to be a combination of a L1
and a L2 prior. The L1 part of the prior is − log p(A) = β

∑
k |Ak|. The L2 part of the

prior is of the form 0.5 · (A − µ)TΣ−1(A − µ) where µ and Σ are precomputed mean and
covariances of the latent factors. This prior is implemented by setting Â0 = µ and Ĥ0 = Σ−1

in the initialization of the algorithm.
An additional term is added to the cost function to force the pixels to be in the range

[Smin, Smax]: − log p(Si) = γ ∗ (Θ(Si − Smax) + Θ(−(Si − Smin))) where Θ(x) is x if x > 0
and zero otherwise and γ is a parameter.
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Pattern Prior Training

Tumbling E: The entire pattern is defined on a 20 × 20 array where the width of each leg
of the E is 2 pixels. A simple pattern prior is used to reconstruct the E (as opposed to a
prior that forces the inferred pattern to be one of the four orientations of the E) in which
the dictionary consists of blocks of 2x2 pixels, with no sparsity imposed.

Natural Scenes: Sparse coding was used to train the dictionary. 32 by 32 image patches
were chosen randomly from a set of natural scenes images from the Van Hateren natural
images database [31]. The images are whitened by convolving with a whitening filter based
on natural scene statistics: f ∗ e−(f/0.35N)2 . Sparse coding minimizes the objective function
(S − DA)2 + k|A| where S is the pattern in a pixel representation, D is a dictionary, and
A is a set of sparse generative factors. k is a constant that trades off reconstruction error
and sparsity [21]. The value of k is chosen so that the reconstruction error and the sparsity
penalty are the same order of magnitude. This ensures that the minimization procedure
attempts to seek a trade off between sparsity and reconstruction error. In jointly optimizing
for A and D, for fixed D, FISTA is used to find the best A. A gradient step of size ε
for D is taken and the dictionary elements are normalized to have L2 norm of one. The
value of ε is annealed during learning. The dimensionality of the sparse code is three times
the effective dimensionality of the data (computed by using PCA to find the number of
components that account for 90 percent of the variance). As convergence is usually poor for
a fully-connected dictionary, D, the dictionary elements are divided into 10 groups. The first
group has dictionary elements whose values are constrained to be zero except the top left 16
by 16 part of the pattern. The next set of dictionary elements have nonzero values with this
16 by 16 patch is shifted by 8 pixels to the right. Doing all such shifts gives 9 groups. The
last group is fully-connected.

For the L1 part of the sparse coding natural scenes prior, β is chosen through cross
validation in the full simulation. For the L2 part of the sparse coding natural scenes prior,
the mean and covariance of the sparse codes of 104 held-out patterns were computed in the
sparse coding simulations (e.g. minimizing (S −DA)2 + k|A|).

For the natural scenes data, a prior based on second order statistics (PCA) was also
considered. The is the covariance matrix of the input patterns in a pixel representation, C,
can be written as C = PV P T where P is an orthonormal matrix and V is a diagonal matrix
with non-negative entries. P is used as the dictionary, D. If µ is the mean of the data
after converting to the PCA basis, then − log p(A) = 0.5 ∗

∑
k(Ak − µk)2V −1

k,k . This prior is

implemented by setting Â0 = µ and Ĥ0 = V (see the definitions of Â and Ĥ below). For the
PCA basis, note that the whitening filter does not fully whiten the data because of the high
frequency cut-off in our whitening filter. The 20 percent of the principal components that
contributed the smallest amount of variance were removed to improve numerical stability of
the inference algorithm (the prior takes the inverse of variance associated with each of these
component, which are very small numbers).
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Eye Trace Preprocessing

Eye motion traces from the experiments in [1] were used. The visual task is to determine
the orientation of a small tumbling E. The eye motion traces are obtained using an adaptive
optics scanning laser ophthalmoscope. Trials with microsaccades are thrown out. The raw
data is cleaned by using interpolation to replace one timestep outliers and trials with longer
sections of invalid data are thrown out. Finally, a Kalman filter with a diffusion motion prior
is used to smooth the data. Since the error between the smoothed path and the true path
has roughly double the standard deviation of the AOSLO’s error [32], half of the difference
between the data and the smoothed path is added to the smoothed path to retain some of
the non-smooth component of the eye motion (aka tremor).

Other Experimental Parameters

In the simulations of Fig. 2, the cone lattice has an average spacing of 1.09 arcmin and
the spacing between the legs of the E is 0.8 arcmin. These parameters reflect the stimulus
sizes and cone spacings in the experiments of [1]. Each stimulus and motion condition was
simulated n = 40 times.

In the simulations of Fig. 3, the same stimulus size, the cone spacing and eye trajectories
were used as in Fig. 2.2. However, 30 percent of the cones were randomly dropped out. The
simulations were run 21 times for each condition to produce uncertainty estimates.

In the simulations of Fig. 4, a whitened 32 by 32 natural scene patch is projected onto a
retina scaled to subtend a square with a side length of 32 * 0.75 = 24 arcmin. The irregular
hexagonal lattice with an average spacing of 1 arcmin moves according to random walk eye
movements with Dc = 20 arcmin2/s. Each prior was used to infer the spatial pattern for
15 different natural scenes patches. Significance is calculated between a method and PCA
(∗ ∗ ∗∗: p < 0.0001, ∗ ∗ ∗: p < 0.001).

All p-values were calculated using the 2-sided Kolmogorov-Smirnov test statistic.

Algorithm for Inferring the Pattern and the Motion from the
Spikes

The following algorithm is a causal and online method for decoding a stimulus from spikes
when the eye position is unknown (SI, Sec. 1). The algorithm requires storing three quanti-
ties in memory:

1. qt(Xt) is the algorithm’s current estimate of the position of the eye at time t. This
distribution is estimated as qt(Xt) =

∑
pWt,p · δ(Xt, Xt,p) where Xt,p is a collection of

positions, and Wt,p are the corresponding weights.

2. Ât, is a vector of size Nl (the number of latent factors) that represents the algorithm’s
estimate of the underlying spatial pattern, represented in a latent space, after looking
at spikes in the time interval [0, t].
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3. Ĥt is a matrix of size Nl by Nl that represents the inverse of the covariance associated
with the estimate of At after looking at spikes in the time interval [0, t].

The algorithm consists of the following steps:
1. Initialize Â0 and Ĥ0 (set to 0 unless otherwise noted).
2. Update q:

qt+1(Xt+1) ∼ p(Rt+1|Xt+1, S = DÂt)
∑
Xt

p(Xt+1|Xt)qt(Xt) (2.12)

A particle filter with resampling [33] is used to estimate this equation with Np = 20 particles
(performance saturates at this Np). p(Xt+1|Xt) is used for the proposal distribution.

3. Update the estimate of the latent factors:

Ât+1 = argminA
[
Eg(A) + Et+1

r (A) + Ep(A)
]

(2.13)

Eg(A) =
1

2
(A− Ât)THt(A− Ât) (2.14)

−Et
r(A) = 〈log p(Rt|Xt, S = DA)〉qt(Xt) (2.15)

−Ep(A) = [log p(A)]− (A− Ât)∂ log p(A)

∂A
|A=Ât (2.16)

+γ ∗
∑
i

Θ(Si − smax) + Θ(−(Si − smin)) (2.17)

where Θ(x) = x for x ≥ 0, and zero otherwise. The minimization is executed using the
FISTA algorithm [34] with 320 gradient steps per timestep (often not necessary, but ensures
minimization). The Lipschitz constant is chosen using cross validation. A neural interpre-
tation emerges when writing out the FISTA equations for this minimization (SI, Sec. 2).

4. Update the value for the Hessian (SI, Sec. 3):

Ĥ t+1 = exp

(
−∆t

τ

)
Ĥ t +

∂2

∂A2
Et+1
r (A)|A=Ât+1 (2.18)

where τ is a time constant for forgetting the Hessian. In practice, τ is set to be large.
Indeed, this is an online algorithm because the previous state, (q, Â, Ĥ)t, is combined

with new data, Rt+1, to calculate the new state (q, Â, Ĥ)t+1.

No Motion Decoder

As a control for the motion benefit due to motion, a decoder which assumes that there
is no motion is considered. In this case, the model collapses into a simple model Â =
argmaxA p(A|R) = argmaxA log p(R|X = 0, S = DA) ∼

∑
j R̄j log λt,j − λt,j where R̄j is

the average firing rate of neuron j. This loss function is optimized using AdaDelta (many
methods suffice).
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SNR

Given a ground truth pattern, S, and an estimated pattern, S ′ = DA′, the SNR is computed
as follows. First, the average difference between the estimated path and the true path is
computed. This is used to shift the estimated pattern, (call that S ′′). Then S · S/(S −
S ′′) · (S − S ′′) is computed where each pattern is represented by a sum of Gaussians. Eg.

if {U, V } =
∑

i{U, V }iN(x;x
{u,v}
i , σ), then U · V =

∫
dx
∑

i,i′ UiVi′N(x;xui , σ)N(x;xvi′ , σ) =∑
i,i′ UiVi′N(0;xui − xvi′ ,

√
2σ).

2.6 Detailed Calculations

Full Derivation

While there are many possible decoders, the goal of this work is to create a neurally plausible
decoder with the following properties. First, the algorithm should be causal (eg. not using
information from the future to infer the current state). Second, the algorithm should be
an online algorithm. That is to say that the algorithm has a finite memory buffer that it
updates using observations. A Kalman filter is a good example of an algorithm of satisfying
these two requirements. Third, the algorithm should work with a pattern representation that
does not necessarily consist of pixels, but where each neuron could have a structured (e.g.,
oriented) receptive field as in V1 (as compared to pixel receptive fields that result from an
independent pixel prior). Fourth, the algorithm should be computable in a non-exponential
amount of time as is typical in the full Bayesian treatment of many problems.

Our model is specified using a probabilistic graphical model. If N are all the random
variables of the graphical model, then the joint distribution is p(N) =

∏
i p(Ni|Nπ(i)) where

π(i) denotes the parents of node i in the graph defining the model. All other quantities of
interest are computed by marginalizing the resulting distribution. Our approach is based on
using the EM algorithm to approximate argmaxAp(A|R) and then expanding the resulting
equations using a Gaussian approximation to the data terms. In an ideal Bayesian world,
one would compute p(A|R). This assigns a probability for every possible set of latent factors
given the observed spikes. As this is intractable, the argmax is taken:

Â = argmax
A

p(A|R) = argmax
A

∑
S,X

p(A, S,X|R) (2.19)

= argmax
A

log
∑
S,X

p(A, S,X,R) (2.20)

= argmax
A

log
∑
X

p(R|X,S = DA)p(X) + log p(A) (2.21)

The evaluation of the sum over X (for fixed A) involves numerically integrating over all
timesteps of the simulation using a particle filter (which may not behave well numerically).
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Since the expression must be evaluated many times for each value of A during optimization,
expectation maximization is used (EM) [7]. Following the traditional EM recipe (which
comes from introducing a variational distribution q), first initializeA→ A′ and then alternate
between two steps:

q(X)← p(X|R, S = DA′) (2.22)

A′ ← argmax
A

∑
X

q(X) log p(R|X,S = DA) + log p(A) (2.23)

The temporal structure of the problem allows for a number simplifications. First, the
logarithm splits up the evidence coming in at different times. Expanding out the logarithm
shows us that only the marginals of q(X) at each time point are needed to evaluate this
expression.

argmax
A

∑
X

∑
t

q(X) log p(Rt|Xt, S = DA) (2.24)

= argmax
A

∑
t

∑
Xt

qt(Xt) log p(Rt|Xt, S = DA) (2.25)

= argmax
A

∑
t

〈log p(Rt|Xt, S = DA)〉t (2.26)

= argmin
A

∑
t

Et
r(A) (2.27)

where qt(Xt) is the Xt marginal of q(X) (recall X = (X0, . . . XT ) where T is the total number
of timesteps in the simulation) and the sum over Xt weighted by qt(Xt) is abbreviated as
〈·〉t. According to the EM equations, the marginals of q(X) are

qt(Xt) =
∑
X−t

p(X|R, S = DA′) = p(Xt|R0:T , S = DA′) (2.28)

≈ p(Xt|R0:t, S = DA′) (2.29)

where X−t denotes the set {Xt′ |t′ 6= t}. Conditioned on a fixed A, the model is a hidden
Markov model and the desired marginals are the smoothing estimate of the position. The
smoothing estimate is replaced with the filtering estimate in order to get a causal position
estimator (i.e. no spikes from the future are used to estimate the current position of the
eye). A particle filter is used to estimate these marginals.

Next, the optimization for A is modified to be causal. First, the summation over all time
is broken up in order to only use the data up to a time t.

Ât = argmin
A

t∑
t′=0

Et′

r (A)− log p(A) (2.30)
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where qt is an estimate of Xt at time t and Ât is the current estimate of the latent factors.
This computation requires memory that grows linearly with t. We seek an online algorithm.
The sum of data terms from t′ ∈ [0, t] is modified such that all of the terms in the past are
replaced by a Gaussian approximation.

t∑
t′=0

Et′

r (A) ≈ 1

2
(A− Ât)THt(A− Ât) +BT (A− Ât) + C (2.31)

Ht =
t∑

t′=0

∂2

∂A2
Et′

r (A)|A=Ât′ (2.32)

Ht = Ht−1 +
∂2

∂A2
Et
r(A)|A=Ât (2.33)

where HT , B, C don’t depend on A. As Ât is a local minima:

B − ∂ log(A)

∂A
|A=Ât = 0 (2.34)

The prior is kept separate because the sparsity prior is not twice differentiable. Putting this
approximation of the past data into the equation to be optimized, we get:

Ât+1 = argmin
A

1

2
(A− Ât)THt(A− Ât) + Et+1

r (A) (2.35)

+(A− Ât)T ∂ log p(A)

∂A
|A=Ât − log p(A) (2.36)

In order to prevent problems in the inference of A from the pixels going out of bounds
in the log-linear firing rate equation, a term is added to the cost function that penalizes the
entries of the vector S = DA from going out of bounds. The quadratic prior is incorporated
by initializing H0 and Â0 to be nonzero.

Creating a Dynamical System by Following the Gradient

As a gradient-based optimization scheme is used, the latent factors evolve according to the
dynamical system: dA

dt
∼ −dE

dA
. For simplicity, consider an ON cell where smin = 0 and

smax = 1.
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−∂E
t
r(A)

∂A
=

∂

∂A

∑
j

〈log p(Rt,j|Xt, S = DA)〉t (2.37)

=
∑
j

∂

∂A
〈Rt,j log λt,j − λt,j dt〉t (2.38)

=
∑
j

〈[Rt,j − λt,j dt]
∂ log λt,j
∂A

〉t (2.39)

∆Ak ∼ −
∂Et
∂Ak

+ [Ht(A− Ât)]k + [δ(A)]k (2.40)

δ(A) =
∂ log p(A)

∂A
|A=Ât −

∂ log p(A)

∂A
(2.41)

− ∂Et
∂Ak

∼
∑
j

Rt,j〈gj,k(x)〉t − 〈λt,jgj,k(x)〉tdt (2.42)

gj,k(x) ≡ g
∑
i

Di,kTi,j(x) (2.43)

using the fact that
∂ log λt,j
∂Ak

= g log λ1
λ0
∗
∑

iDi,kT (xt)i,j ∼ g
∑

iDi,kT (xt)i,j. The sign of this

derivative is flipped for the OFF cells. [·]k denotes extracting the kth entry of a vector.
The equation for the derivative of the data term admits a neural interpretation. The

position-dependent gain factor, gj,k(x), is the product of the connection strength between
pixel i and neuron j, Ti,j(x), and the dictionary. The result is the connection strength
between RGC j and latent factor k. The equation for the derivative of the data term, Et,
as two parts. In the first part, the average position-dependent gain factor is computed by
averaging over the internal position estimate. This value modulates the impact of the spike
Rj on latent factor k. The second term is a decay term that looks at the expected number
of spikes that are coming in given the current estimate of the latent factors. In particular,
λt,jdt is the number of spikes that the circuit expects to come in the interval [t, t+ ∆t].

Second Derivative of Spike Log-Likelihood

Taking the derivative of Eq. 2.43 gives:

∂2

∂Ak′∂Ak
Et
r(A) = −dt

∑
j

〈λt,j
∂ log λt,j
∂Ak′

∂ log λt,j
∂Ak

〉t (2.44)

noting that the second derivative of log λ with respect to A is zero because it is a log-linear
model. As before, the derivative of log λ is replaced to get

∂2

∂Ak′∂Ak
Et
r(A) ∼

∑
j,p

Wp,tλt,jgj,k′(Xt,p)gj,k(Xt,p) (2.45)
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where the proportionality constant is dt
(

log λ1
λ0

)2

and the particle filter has weights Wp,t

associated with positions Xt,p.

Alternative Representations

It should be noted that while our model recovers an explicit stabilized representation of the
object, it is also possible that these computations could be done in a non-stabilized rep-
resentation. From the perspective of Bayesian inference, there are observations, R, and a
hidden state, X,A. To map the problem into a hidden Markov model, consider the random
variables At for t ∈ {0, . . . T} where At+1 = At and A0 = A. These quantities are related by
an observation model p(R|Xt, At) and a state transition model p(At, Xt|At−1, Xt−1). In prin-
ciple, it is possible to do a change of variables from Xt, At, to another set of hidden variables,
which would result in a different neural representation (e.g. an unstabilized representation).
In particular, suppose that the representation of the stimulus is in retinotopic coordinates.
Define Āt to be the latent factors representing the stimulus as it lands on the retina at time
t. E.g. Āt = T̄XtA where T̄ is the translation operator that acts on the latent factors.
While this simplifies the observation model, it complicates the state transition model. E.g.
we would need to update Āt+1 from Āt and Xt+1 − Xt. This would require the circuit to
know how to compute a translation in an arbitrary direction in the current encoding of the
pattern (e.g. if TX is the translation operator in pixel space, then the circuit would need
to implement T̄X ≈ D−1TXD which is a translation operator in the latent factor space). In
experiments with such model, we found it difficult to model that translation operator. More
theoretical work on a translation operator that acts on a sparse code of a pattern could
enable such a model.

This idea can be explored further in equations. Define ∆Xt = Xt+1 −Xt. Then writing
out the Bayesian equations and use conditional independencies in the model:

p(At+1|R0:t+1) ∼ (2.46)∑
∆Xt,At

p(At+1,∆Xt, At, Rt+1|R0:t) (2.47)

=
∑

∆Xt,At

p(Rt+1|At+1)p(At+1|At,∆Xt)p(∆Xt)p(At|R0:t) (2.48)

= p(Rt+1|At+1) ∗
∑
∆Xt

p(∆Xt) ∗ p(At = T̄−∆XtAt+1|R0:t) (2.49)

using the additional fact that the motion prior used in this work is translation invariant (e.g.
p(∆Xt|Xt) = p(∆Xt)) and At+1 = T̄∆XtAt. Compared to before, the observation model is
simpler: p(Rt+1|At+1, Xt+1) = p(Rt+1|At+1) because the location of the object in the world
in retinotopic coordinates determines the spikes. However, there is a more complex hidden
state update equation for At that does not have a simple analytical form.
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Diffusion Constant Comparison

In order to facilitate comparisons between different models, a method to match the diffusion
constants for different models of eye movements is presented. Regardless of the model, it

should be the case that the quantity E[(X(t+∆t)−X(t))2]
∆t

is same constant.

1. Discrete time diffusion on a lattice (as in [6]): Diffusion happens on a rectangular lattice
with lattice spacing a. Each of the four possible steps happens with a probability D∆t.
Thus the ratio is 4D∆ta2

∆t
= 4Da2. For the majority of their paper, a = 1

2
is used.

2. Continuous time diffusion in continuous space (as in [10]): Here, diffusion is modeled
using the diffusion equation ut = 1

2
D∇2u. In this equation, the variance as a function

of time is 2D∆t, so the ratio is 2D.

3. Discrete time in a continuous space (this paper): Position is updated as Xt+1 = Xt +
(D∆t/2)∗ε where ε is drawn from a 2 dimensional standard normal distribution. Thus
the expected difference is D∆t/2 for each component of the eye position, so the total
expectation divided by ∆t is D.

Thus 4Dburaka
2 = 2Dkuang = Dus.
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Chapter 3

Latency Compensation with
Recurrent Neural Networks for Gaze
Contingent Displays

This chapter represents work done at a summer internship with the Research group at Oculus
VR, LLC. with Alexander Fix and Aaron Nicholls. Additional experiments were done in the
subsequent year under the support of the National Science Foundation under Grant No.
DGE 1106400.

3.1 Summary

Gaze-contingent displays are limited by the latency, noise characteristics, and robustness
of eye tracking. While regularities in eye movements suggest that a predictive model can
compensate for delays, eye movements in a dynamic, 3D environment are sufficiently complex
that hand-tuned solutions have only been shown to work in restricted contexts. We use
modern machine learning methods to can predict the future 3D gaze location given the past
eye trajectory in a complex environment. Our recurrent neural network predictor reduces
the mean squared error of gaze angle prediction at 20 ms by 25% over previous state of the
art. On the specific task of vergence prediction, we achieve better accuracy than a baseline
linear predictor. Furthermore, we obtain state of the art results for gaze angle prediction
when the eye position is intermittently lost by extending previous methods of RNN sequence
prediction to handle missing observations. While previous methods have been restricted to
eye movements at a fixed depth, generated by stimuli on a screen, we demonstrate the first
non-trivial predictive model of 3-D eye movements which simultaneously handles smooth
pursuit and saccades in depth. More generally, a flexible framework is provided for gaze
prediction which can utilize multiple streams of data in a computationally efficient manner.
For instance, head rotation velocities can be incorporated in addition to past gaze angles
to improve prediction during combined head/eye movements such as those generated by the
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vestibulo-ocular reflex or gaze saccades.

3.2 Introduction

A gaze-contingent display is one that depends on the current location of the user’s gaze,
including [35, 36, 37, 38, 39, 40, 41, 42] among others. See [43] for a survey. In these systems,
gaze tracking can be utilized for multiple purposes, with prior real-time applications including
user input, performance optimization, improvement of visual fidelity, and driving avatar eyes
for social interaction. A fundamental limitation of the gaze-contingent paradigm is that there
is a time delay between when a change in gaze direction occurs and when the display can
be updated to reflect that change. This latency includes not just the renderer-to-display
latency, but also latency from the integration time of the cameras, time for computation in
the eye tracker, and any other system delays.

Not properly compensating for these delays may result in unwanted visual artifacts, and
reduction of image quality in the display. For example, in a foveated display like [36], not
properly placing the region of foveation at the center of the viewer’s gaze can result in the
viewer seeing the part of the display rendered at low resolution, with corresponding loss of
image sharpness. Correct prediction of eye motion can allow the foveated region to stay
directly under the gaze point, even as the eye moves.

While eye movements are non-deterministic, even the most high-velocity eye movements
have characteristics and correlations (e.g. between the movements of the two eyes) which
may make them more predictable. Seminal research by Bahill and Stark showed that the
magnitude of a saccade is closely related its maximum velocity [44]. As the peak velocity
occurs during the middle of a saccade, it is possible [37] to predict where the saccade is going
to land by estimating the maximum velocity and converting that into a saccade size.

In a realistic environment, human eye movements are much more complex than those
studied in [44]. We leverage the power of modern machine learning methods for sequence
prediction by proposing a recurrent neural network to capture the non-trivial regularities
in eye movements that make them predictable. In addition, many gaze-contingent display
techniques depend on an accurate estimate of not just gaze direction, but also the vergence
depth of the two eyes. Consequently, we aim to predict not just gaze angles, but the full 3D
point of gaze of the user.

Summary of Contributions

• We present a recurrent neural network predictor that consistently beats baseline meth-
ods of gaze angle prediction over a wide range of time intervals and noise levels.

• We give the first model for explicitly predicting vergence depth, an important input
for gaze-contingent displays like varifocal and rendered depth-of-field systems. On this
task we show substantial improvements over baseline methods.
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• Finally, we propose a new method of continuous sequence prediction in the case of noisy
and missing data by using a RNN to approximate the predict step from the Kalman
filter. This leverages an RNN to learn complex internal state dynamics compared to
that of a hand-designed Kalman filter state transition model.

The rest of this paper is organized as follows: in Section 3.3, we discuss related work. In
Section 3.4, we discuss our different methods for prediction. In Section 3.5, we present our
results on two different datasets. Finally, we discuss our work and conclude.

3.3 Related Work

Types of Eye Movements

Eye movements in a dynamic environment are often complex in nature, although they can
be classified into four basic types: saccadic, vergence, smooth pursuit, and vestibulo-ocular
eye movements. Each of these has its own components, subclasses and dynamics, and they
frequently overlap or operate in conjunction with each other, as demonstrated when the eyes
track an object (pursuit) moving in depth (vergence) during head rotation (vestibulo-ocular).
This review of the different types of eye movements will serve to contextualize previous efforts
of gaze angle prediction and the challenges involved in gaze-contingent displays.

Saccades are ballistic eye movements which serve to rapidly move the eye’s locus of
fixation. The velocity profile of a saccade typically involves a rapid increase in velocity, a
peak velocity in the range 10− 1000◦/s[45], and a slightly slower decrease in velocity.

In contrast to other classes of eye movements which are conjugate in nature (with the
eyes turning the same direction), vergence eye movements are disconjugate, turning the
eyes in opposing directions to change the depth of fixation inward (convergence) or outward
(divergence). The combination of version (conjugate) and vergence eye movements can
produce complex sequences. For example, saccades which serve to change the fixation point
in depth and angle simultaneously are typically composed of the superposition of a vergence
and a version eye movement, whose temporal profiles are offset by a short time lag and differ
between the two eyes [46], complicating attempts at prediction.

In a dynamic environment, eye movements are generated by the movement of both the
user and the objects in the scene. Moving stimuli can elicit smooth pursuit eye movements
which can reach speeds of 90◦/s [47]. Head movement, which is common in HMD systems,
elicits the vestibulo-ocular reflex where the eyes counterrotate to keep the image of the
world on the retina relatively fixed. The typical velocities during natural head movements
are around 100◦/s but can be as large as 300◦/s[48]).

In addition to these large, rapid eye movements, the eye exhibits different types of smaller,
corrective behaviors. While they are difficult to predict effectively due to their short dura-
tions, they are worth noting to interpret our results. Indeed, assuming that the eye has an
average speed of 100 deg/s during the onset of a saccade, the uncertainty in 20 ms prediction
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when a user is fixating is 100◦/s · 20ms = 2◦. Thus any eye movements smaller than this,
such as fixational eye movements to keep the eyes focused on a target, whose amplitudes
are bounded by one degree[49], are not easily predicted. After saccades land, corrective eye
movements such as glissades can follow to correct for over- or undershoot in the original
saccade.

Gaze Contingent Displays

Although there are many applications of eye-tracking technology, for the purposes of this
work, we focus on (real-time) gaze-contingent display approaches. These combine both head
and eye movement, and their closed-loop nature places specific constraints on the end-to-end
latency between changing gaze and display update. Prior work on specific applications of
gaze-contingent display techniques includes foveated rendering[35, 36, 37], improved delivery
of retinal focus cues [38] (including varifocal[39], focal surface[50], and rendered depth of field
approaches[40, 41]), and display system alignment and error reduction[42]. Many of these
techniques utilize not only gaze directions, but a gaze depth determined by the vergence
angles of the two eyes, exploiting the coupling of the convergence and accommodation reflexes
to infer an approximation of depth of accommodation.

For each application, different types of eye movements may be most relevant, and differ-
ent demands will be placed on the accuracy of prediction and latency reduction required.
For example, for foveated rendering, prediction of angular saccades is of primary impor-
tance, since the foveated region must remain centered around the gaze direction of each eye.
Smooth pursuit must also be correctly followed, and depending on the degree of foveation,
corrective motions during a fixation may be relevant as well. For blur-reproducing displays
like varifocal [39] and rendered depth of field [40, 41], the primary challenge is predicting ver-
gence. Alignment correction in multifocal systems [42] requires prediction of the eye’s pupil
as a 3D position in space, and may not be concerned with the gaze direction. Of course,
real systems will include combinations of these ideas (e.g., a varifocal, foveated display) so
prediction must be able to handle all types of eye motions.

Gaze Angle Prediction

Previous work on gaze angle prediction has followed two main lines of research: template-
based models and Kalman filter-based models. [51] proposed identifying the peak velocity
of a saccade and predicting the saccade to land at twice the distance between the start of
the saccade and the peak velocity. Related work in [52] uses a compressed exponential as a
tempate. Once a saccade is detected, the first few points of the saccade are used to infer the
parameters of this template, one of which gives the overall amplitude of the saccade. This
model more carefully considers the non-linear, asymmetric velocity profile of saccades, but
it only considers horizontal saccades. Recent work in [37] uses machine learning to predict
the landing point (next fixation) of a saccade. Like this work, we will produce a learned
model for gaze prediction; however, we aim to predict not just saccades, but general eye
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motions. Additionally, we will predict continuously in time, and not just the location of the
next fixation.

While the template-based methods are encouraging, there is much to be gained by using a
prediction method, such as a Kalman Filter, that continuously updates as more samples are
obtained (instead of using a fixed number of samples). Furthermore, Kalman filter models
explicitly handle tracking noise, which is important for realistic eye trackers. The Two State
Kalman Filter (TKSE) [53] uses a Kalman filter to estimate the eye position and velocity and
then does a constant velocity extrapolation to predict the eye location. Komogortsev et al.
[54] introduce the ocularmotor plant mechanicam model (OPMM) to predict the horizontal
component of one eye. This approach creates a set of Kalman filter equations that model
the biology of the eye. Importantly, they find that saccades are non-linear and the TKSE
does not work well for saccades (but is sufficient for smooth pursuit with relatively slowly
moving objects). Their approach with the OPMM uses a TKSE when the velocity is small,
and then switches to the OPMM for a fixed duration when the velocity hits a threshold.
One challenge of this model is that the pulses that the brain sends to the eye muscles are
hand-coded in the model, and there is not a simple way to infer the duration and effect of
these pulses in an online manner for varying types of eye movements.

In summary, the key lessons that one can learn from previous work are: 1. Saccades have
a non-linear, asymmetric velocity profile whose peak velocity is informative for estimating
the total amplitude of the saccade. 2. A velocity threshold that takes into account the noise
of the eye tracker is a useful feature for dividing eye movements between saccades, smooth
pursuit, and fixations.

While both lines of research are meritorious, they are likely to fail in the case where
saccades are generated by stimuli with varying depth and motion characteristics. The main
issue is that there are enough different types of eye movements that a hand-designed solution
is complex and fragile. Methods from machine learning have the potential to solve these
problems with model design.

Recurrent Neural Networks and Nonlinear-State Space Models

Recurrent neural networks are a class of machine learning algorithms designed to process
sequences of arbitrary length. They are typically characterized by an input sequence, Xt,
a hidden state, Ht, and an output, Yt. The previous hidden state and the current ob-
servation are combined using a parameterized function to generate the new hidden state,
Ht = f(Ht−1, Xt). The observation is read out from the new hidden state using another
function: Yt = g(Ht). Recurrent neural networks can use their hidden state to keep track of
information from the past that is useful for future prediction without explicitly memorizing
all of the past inputs.

There is a large collection of prior work in the 1990s on recurrent neural networks for
time series prediction [55]. More recently, researchers have been tackling the issue of noisy
sequence prediction using recurrent neural networks. Graves [56] uses recurrent neural net-
works to generate handwriting by predicting the horizontal and vertical position of a pen
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Figure 3.1: RNN architectures with and without missing data. a. In the case of no
data loss, at each time t, we have an input, Xt, a target output, Yt, and a hidden state, Ht.
The current input, Xt, and the previous hidden state, Ht−1, are passed into the RNN cell.
The RNN cell generates the new hidden state, Ht, and a prediction for Yt. The prediction
consists of a mean, µyt and a standard deviation σyt . b. In the case of data loss, at time
t, the network additionally outputs an estimate of the next input with mean and standard
deviation µxt+1|1:t, σ

x
t+1|1:t, and an estimate of Yt, with mean and standard deviation µyt , σ

y
t .

The notation |1 : t indicates an estimate given the observations from time steps 1 to t. At
time t + 1, the noisy measurement of the position Xo

t+1 (with standard deviation σot+1) is
combined with the estimate from the previous time step. The mean of this improved gaze
angle estimate is passed into a RNN with the same architecture as in the case of no data
loss.

one time step into the future and feeding that back into the RNN at the next time step.
A key feature of this architecture is that it not only predicts a future location for the pen,
but an uncertainty associated with that value as well. Compared to [56], the current work
considers noisy observations in addition to noisy predictions.

In a related line of work, a number of researchers have sought to combine the non-linear
characteristics of a recurrent neural network with the robustness against noise provided
by a Kalman filter. Until recently, there has been little progress in fitting the parameters
of hidden Markov models with non-linear state transition functions. Dual-estimation with
an unscented Kalman Filter [57] or the EM algorithm applied to Kalman filters [58] are
the canonical approaches, but they do not generalize well to sufficiently complex non-linear
functions. More recently, [59, 60, 61, 62] investigate the use of variational inference to
fit the parameters of non-linear state space models. [63] uses recurrent neural networks
for prediction and input a masking vector corresponding to missing values in a temporal
sequence (for their application, missing data is often informative). There has also been work
on differentiating through a Kalman filter [64].



31

3.4 Methods

In this section, we view eye tracking prediction as a sequence prediction task. We will
assume the existence of an eye tracker, which at each time step produces outputs Xt =
(θX,L, θY,L, θX,R, θY,R) giving the horizontal (X) and vertical (Y) gaze angles of the left (L)
and right (R) eyes at time t. Our goal is to predict future values Yt = Xt+∆t for some time
delay ∆t. We will denote predicted outputs by Ŷt.

For some types of gaze contingent displays, such as varifocal and rendered depth-of-field
displays, we are also interested in predicting derived functions of the gaze angles such as
vergence depth. We calculate vergence depth in diopters as 1/z = 1

d
· (tan θX,L − tan θX,R)

where d is the user interpupillary distance (IPD) and z is the vergence depth in meters.

Baseline models: Prediction with No Data Loss

In our experiments, we compare against three baseline methods, representing both naive
models and the current state-of-the-art.

The simplest model, the Current Predictor (CP) uses the current, or most-recent, gaze
angle for prediction: Ŷ CP

t = Xt. This model is essentially a null-predictor, and the error
between this model and the observed future value Xt+∆t gives the error from not doing any
prediction at all.

The Linear Predictor (LP) uses a linear model going back k time steps to predict the
future: Ŷ LP

t = W (0)Xt + W (1)Xt−1 + . . . + W (k−1)Xt−k+1 The model parameters W are fit
using standard linear regression and k is chosen through cross-validation.

Because vergence is a non-linear function of gaze angle, we extend this to a Quadratic
Predictor (QP) for predicting vergence. We add to the linear model all quadratic terms
W �Xt−t′X

T
t−t′′ for t′, t′′ ∈ {0, 1 . . . k − 1} when doing regression.

Baseline models: Prediction with Data Loss

In real-world eye tracking, the position of the eye can be temporarily lost for a variety of
reasons. To that end, we want to handle uncertain and missing observations. Let Xt be the
true eye position as before. Let Xo

t denote the observed eye position, with some uncertainty
σot . More precisely, we model observation noise by X0

t = Xt + σ0
t · ε where ε is Gaussian

noise, ε ∼ N(0, 1). When the eye direction is lost by the tracker, we set the uncertainty σ0
t

to a large, fixed value.
For uncertain and missing observations, a common approach uses Kalman Filters, which

maintain an internal estimate of the state along with an uncertainty of this estimate. In the
case of data-loss, we compare with two Kalman Filter based models.

The naive baseline to handle data-loss is the Constant Kalman Predictor (CKP) which
uses a Kalman Filter that evolves according to Xt = Xt−1 + ε ·σtr. This model assumes that
the eye position is constant unless there are new observations. Note that it is different from



32

the Current Predictor, as the estimated uncertainty of the Kalman Filter will grow larger
the more frames are missed without an observation.

Finally, current state-of-the-art for eye tracking with missing data is the Two State
Kalman Filter (TKSE) [53]. This model uses a Kalman filter whose hidden state is the
joint position Xt and velocity Vt of the eye. These evolve according to Xt+1 = Xt+∆t ·Vt+ε
and Vt+1 = Vt + ε′. For both Kalman filter models, we perform prediction by running the
model forward the appropriate number of time steps without adding observations. While
there are other methods for prediction in restricted contexts, this is the only model that we
are aware of that handles gaze angle prediction for the horizontal and vertical components
of both eyes.

Recurrent Neural Network Model

Our proposed RNN Predictor (RNN) uses a recurrent neural network for prediction (Fig-
ure 3.1a). We first describe the model in the case without data-loss. At each time step, the
RNN outputs two vectors which correspond to the mean (µ) and standard deviation (σ) of
a Gaussian. Additionally, the RNN cell at time t outputs a hidden state which is passed to
the RNN cell at time t+ 1. The initial hidden state at time t = 0 is set to zero.

RNN Loss Functions

For training, we begin with the loss function from [56]:

L(Y ;µ, σ) ≡ − log p(Y |µ, σ) =
∑
t

1

2
∗
(
Yt − µt
σt

)2

+ lnσt + C (3.1)

The optimum of this loss is the maximum likelihood estimate of the parameters, given the
inputs Xt and observations Yt. To handle the potentially noisy eye-tracker outputs, we make
two modifications to this loss:

L(Y ;µ, σ) ≡
∑
t

ψ

(
Yt − µt
σt

)
+

1

2
max{log(σt), log(σ̃)} (3.2)

where ψ is a robust kernel which penalizes outliers less than the L2 cost in (3.1), and σ̃ is
an additional hyperparameter, the uncertainty floor, which prevents the model from being
overconfident in its predictions.

For the robust kernel ψ we choose the Huber norm, defined by

l(x) =

{
x2

2
if |x| < a

a ∗ |x| − a2

2
if |x| > a

(3.3)

This use of a robust kernel is similar to [56] which clips the gradients ∂l
∂σ

. Additionally,
during training, each gradient vector is clipped using the global norm [65].
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For the uncertainty floor, we set σ̃ to be half of the empirical noise of the data. Note
that by truncating the term log(σt) to be at most log(σ̃), we prevent the model from being
rewarded for highly certain predictions (i.e., with σt very small).

Data preparation

We augment the data by adding the causal feature Xt − Xt−1, i.e., the finite-difference
velocity appoximation. By explicitly feeding the eye velocity as input, model complexity
was somewhat reduced and accuracy improved.

In order to reduce the dynamic range of the predicted values, the RNN is trained to
predict the difference between the true target, Yt, and a baseline predictor, Ŷ base

t = Ŷ CP
t .

That is, we reparameterize the output so that a fixation (holding a constant gaze angle) is a
flat zero-output, regardless of where in the visual field the user is looking. We also normalize
the data to have a standard deviation of 1 on the training set (by multiplying both inputs and
outputs by appropriate scaling constants). We observed that this normalization and output-
reparameterization eliminated problems related to the RNN nonlinearities saturating.

Training

During training, we initialize matrices in the model using the Xavier rule [66], and set
biases to zero. The network has 2 or 3 layers of LSTM cells where the forget gate biases are
initialized to be equal to 1 in order to facilitate training. Derivatives of the loss function with
respect to the parameters are computed using backpropagation, and updates are performed
using ADAM [67]. For the results in Table 3.1, the number of hidden units per layer was
determined using cross validation ( 20 to 60). As the performance is not sensitive these
parameters, the other comparisons used 30 hidden units per layer.

RNNs with Data Loss

The Noisy RNN (N-RNN) is our generalization of the RNN to the case of uncertain and
missing observations (Figure 3.1b). The RNN-based approach for noisy sequence prediction
is inspired by the Kalman filter approaches of Section 3.4. At each time step, in addition to
predicting the target output Xt+∆t, we additionally predict the next input Xt+1 (both mean
and standard deviation).

Then this predicted input is probabilistically combined with the next observation accord-
ing to the rule: (µp, σp) = (µ1, σ1)⊕ (µ2, σ2) where µ denotes the mean of each Gaussian and
σ denotes the standard deviation of each Gaussian and

µp = µ1 ·
1/σ2

1

1/σ2
1 + 1/σ2

2

+ µ2 ·
1/σ2

2

1/σ2
1 + 1/σ2

2

(3.4)

σp = (1/σ2
1 + 1/σ2

2)−1/2 (3.5)
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The combined mean µp is fed into the RNN cell. This equation is motivated by the assump-
tion that the current eye position measurement only depends on the current eye position:

p(Xt+1|Xo
t+1, X

o
t , X

o
t−1 . . .) ∼ p(Xo

t+1|Xt+1) · p(Xt+1|Xo
t , X

o
t−1 . . .) (3.6)

As both distributions are Gaussian, the computation in (3.6) has a simple analytic form
described by ⊕ above. Recent work has also explored backpropagating through these equa-
tions [59, 64]. In other words, while we use the same update step as the Kalman fil-
ter, we use an RNN to directly execute the predict step. In contrast, a non-linear state
space model would start with an explicit model of p(Xt+1|Xt) and require one to compute
p(Xt+1|Xo

t , X
o
t−1, . . .) =

∑
Xt
p(Xt+1|Xt)p(Xt|Xo

t , X
o
t+1 . . .).

Training

To train our network with uncertain data, the loss function is a weighted sum of the loss
functions for predicting Yt and Xt+1. Training data is generated by starting with intervals
of clean data and then corrupting the input to the network. The sequence starts with an
interval of valid data with a length uniformly chosen from a range (a1, a2), followed by an
interval of dropped frames of length (b1, b2), repeating till the end of the sequence.

Like the regular RNN, the noisy RNN also predicts differences in gaze angles. At time
t, the input to the N-RNN is the difference Xo

t −Xo
t−1. The outputs are predictions of the

differences (Xt+1 −Xt) and (Yt −Xt) given the observations from 0 to t. During test time,
the N-RNN outputs are combined with the input to form the estimates of the current position,
X̂t|t, and the future position Ŷt|t (where |t denotes the estimate given the observations from
0 to t) by iterating the following equations:

X̂t|t = Xo
t if t = 0 X̂t|t = X̂t|t−1 ⊕Xo

t if t > 0 (3.7)

X̂t+1|t = X̂t|t + (Xt+1 −Xt)|t (3.8)

Ŷt|t = X̂t|t + (Yt −Xt)|t (3.9)

where + denotes the sum of two Gaussians: (µ1, σ
2
1) + (µ2, σ

2
2) = (µ1 + µ2, σ

2
1 + σ2

2).

Parameter Selection and Uncertainty Estimation

For the main results in Tables 3.1 and 3.3, the following procedure was used to determine the
best hyperparameters for each model and to report errors. The data was split into training,
validation, and test sets with percentages 80%, 10%, 10%, respectively. Initial ranges for the
hyperparameters of all of the models were specified. The models were trained on the training
set and validation set accuracy was fed into the hyperparameter optimization tool hyperopt
[68]. This tool proposes a new set of parameters based on the prior parameter ranges and
the validation set losses. After training each model 30 times with different parameters, the
hyperparameters that generated the best validation error were chosen. Uncertainties were
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Figure 3.2: Gaze Angle Prediction (without data loss). Left: Example results for 20
ms gaze angle prediction on the EyeLink dataset. Note that while only the horizontal angle
of the left eye is plotted, the predictors jointly use the horizontal and vertical gaze angles of
the left and right eyes. The light blue curve shows the current eye position and the dark blue
curve shows the eye position 20 ms in the future. All predictors want to be as close to the
dark blue curve as possible. The red curve shows the results from the linear predictor and
the green curve shows the results from the RNN predictor with shaded bands out to plus
or minus one standard deviation. Observe that the linear predictor overshoots the landing
position of the saccade much more than the RNN predictor. Right: Example results for the
HMD dataset. Notice that while the HMD data has a lower sampling frequency, the results
are qualitatively the same.

obtained by bootstrapping. In particular, the uncertainties are the standard deviations of
the test error obtained by training each model with the given best hyperparameter values
10 to 20 times where the training set is sampled with replacement.

3.5 Results

Data Collection

Two datasets were collected with the goal of studying gaze angle and vergence depth predic-
tion in a dynamic environment. The first dataset uses an EyeLinkTM eye tracker with both
high update rate and accuracy, which we use to prototype our methods. The second dataset
was collected in a consumer HMD (the Oculus RiftTM), modified to include eye tracking
cameras and illuminators. The cameras are placed inside the headset, and view the user’s
eyes via hot-mirrors. The image of the pupil boundary and corneal glints are combined using
model-based tracking to produce gaze directions, with algorithms akin to [69]. While the
EyeLink data gives an upper bound on the performance that one could expect, the HMD
data gives an evaluation of a system similar to future gaze-contingent displays. Data was
collected under informed consent from participants in a research study, with the purpose of
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Figure 3.3: Gaze Angle Prediction with data loss (EyeLink dataset). The dark blue
curve shows the eye position 20 ms into the future. All predictors want to be as close to
the dark blue curve as possible. The magenta mask shows the intervals of time where the
eye position was dropped to simulate data loss. The light blue curve shows the mean of
the constant Kalman predictor and the red curve shows the mean and standard deviation
of the TKSE predictor. The green curve shows the N-RNN predictor. Notice that the RNN
behaves well when the eye tracker looses track of the eye near the end of the saccade.

studying eye motion and physiology across a population. No actual gaze-contingent content
was presented to the user — eye motion traces were collected while the participant viewed
standard VR content, described below.

In the EyeLink dataset, gaze angle data was collected using an EyeLink 1000TM tower
mount with a 1000 Hz sampling frequency (with average fixation accuracy 0.25 − 0.5◦ and
resolution of 0.01 − 0.05◦). Participants (n = 5) free-viewed two moving baby mobiles
that elicited saccades in depth and smooth pursuit eye movements (totaling 100 minutes
of data). The participants used forehead and chin-rests during data collection to minimize
head motion. The stimuli have a depth range of 0.4 to 4 diopters and subtend a visual angle
of 30 degrees horizontally and vertically.

The data was preprocessed by first being split into 200ms sequences. Sequences where
the eye-tracker lost track, due to blinks or other tracking failures, were removed from the
dataset. Because this dataset had many long fixations by the participants, we additionally
removed sequences where neither eye moved more than 2◦, to reduce the class-imbalance
problem.

For the HMD dataset, gaze angles were collected from a head mounted display with
a 201 Hz sampling frequency. n = 29 participants performed a variety of tasks including
a calibration procedure, the game Job SimulatorTM, the TouchTM controller demo, and a
visual search task. These tasks each encouraged different types of eye motion: calibration
sequences largely consist of saccades and fixations as the user looked at gaze targets; Job
Simulator and the Touch demo require manual manipulation of objects, and are typical of a
current VR experience; and the visual search task explicitly required the user to make VOR



37

Table 3.1: 20 ms Gaze Angle Prediction Test Error (all data is aggregated). Top: No
Data Loss. CP: Current Predictor, LP: Linear Predictor, RNN: Recurrent Neural Network
Predictor, ILP: Independent Eye Linear Predictor, IRNN: Independent Eye Recurrent Neural
Network. Bottom: Simulated Data Loss. CKP: Constant Kalman Predictor, TKSE: Two
State Kalman Filter, N-RNN: Noisy Recurrent Neural Network.

EyeLink HMD
Method Err (deg) % Imp Err (deg) % Imp
CP 2.83± 0.00 0.0± 0.0% 3.27± 0.00 0.0± 0.0%
LP 1.92± 0.00 32.4± 0.2% 2.71± 0.00 17.3± 0.0%
RNN 1.43± 0.01 49.6± 0.4% 2.45± 0.01 25.1± 0.2%
ILP 2.19± 0.02 22.6± 0.6% 2.83± 0.00 13.5± 0.0%
IRNN 1.45± 0.01 48.7± 0.4% 2.62± 0.01 19.9± 0.2%
CKP 3.08± 0.00 0.0± 0.0% 3.29± 0.00 0.0± 0.0%
TKSE 6.68± 0.00 −120± 0.0% 3.46± 0.00 −5.3± 0.0%
N-RNN 2.07± 0.03 32.9± 1.1% 2.59± 0.01 21.2± 0.2%

motions and saccades between different depths. Similar preprocessing was applied to split
the data into sequences, and remove sequences with tracking failure and long fixations.

Gaze Angle Prediction

In this subsection, the data from all participants was aggregated and then split into training,
validation, and test sets. In order to compute the RMSE values in Table 3.1, the intervals
where the input eye velocity was at least 20◦ per second were determined to exclude fixations
from the average. These intervals were then extended by 10 ms to include time intervals
where the predictors may overshoot or overshoot. No Data Loss : A typical result is shown
in Fig. 3.2. The RNN predictor outperforms the constant and linear predictors as the
green line is closer to the dark blue line. It is worth noting that the linear model, in
addition to overshooting the saccade, amplifies the glissades (small corrections) after the
saccade has landed whereas the RNN doesn’t. Results for different time delays are shown
in Fig. 3.4a. The RNN model outperforms the other models over a wide range of delays.
Summary statistics are contained in Table 3.1. Data Loss : In order to simulate dropped
frames from the eye tracker, data loss is randomly generated by starting with clean data and
then corrupting it. The time intervals of valid and invalid data were uniformly chosen from
the ranges (a1, a2) = (20ms, 40ms) and (b1, b2) = (5ms, 30ms) during training. A typical
result is shown in Fig. 3.3. The constant velocity extrapolation of the TKSE does very poorly
when the eye tracker loses track of the eye during a saccade. In contrast, the noisy RNN has
much better behavior during data loss due to its non-linear predictive properties. Summary
statistics are contained in the bottom half of Table 3.1. These numbers are obtained by
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Table 3.2: Model Generalization: 20 ms Gaze Angle Prediction (HMD). Top: Test Set 1.
Bottom: Test Set 2.

Method Err (deg) % Imp
CP 3.314 0.00%
LP 2.686 18.94%
RNN 2.392 27.83%
CP 3.136 00.00%
LP 2.668 14.92%
RNN 2.381 24.09%

randomly dropping data with the same valid data intervals as during training, but the
invalid data intervals chosen uniformly from the range (b1, b2) = (5ms, 10ms).

Generalization Between Participants

In order to study model generalization, the participants from the HMD study were broken
into three groups g1 (n = 12), g2 (n = 12), and g3 (n = 5). All of the data from g2 was
randomly split into two parts g2a, and g2b with proportions 0.85 and 0.15, respectively. g1 and
g2a were joined to create a training set. g2b and g3 were used as test set 1 and test set 2. Test
set 2 shows us how well the model generalizes to new users whose data was not used during
training. The results are summarized in Table 3.2. We note that the performance drops only
moderately when being tested on users whose data was not included in the training data.

Model Robustness

While our experiments were done with relatively high fidelity eye tracking, we can simulate
the model performance on data with more noise. Starting with the EyeLink dataset, noise
with standard deviation σadded was added to each component of the network input (the un-
corrupted trace is still used for the training signal, and the network is evaluated on validation
data). Fig 3.4b shows these results. Note there there is a relatively smooth degradation in
performance as noise is added.

Joint vs. Independent Eye Prediction

A key goal of this research is to understand the predictability of binocular eye movements
in the presence stimuli that elicit saccades in depth. It is known that saccades in depth are
generated by a combination of a vergence (where the eyes move in a disconjugate manner)
and version (where the eyes move in the same direction) eye movements. Thus it is an
interesting question to what extent the trajectory of the left eye is useful for predicting the
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Figure 3.4: Model Performance for varying time delays and noise added. (EyeLink
dataset). a. RMSE error as a function of time delay. The RNN predictor outperforms the
other methods over a wide range of time delays. LP4 is the linear predictor that takes in
four timesteps and computes quadratic features for the sake of prediction. b. RMSE Error
as a function of added noise. While the EyeLinkTM provides high-quality data, we also show
results when the data has been corrupted by white noise of a varying standard deviation.
Note that the model degrades smoothly as a function of the added noise.

gaze angles of the right eye. Surprisingly, we demonstrate that the RNN models perform
only moderately better when they have access to both eyes jointly (as opposed to predicting
the eye position independently). See Table 3.1 for the results (IRNN and ILP are the RNN
and LP models trained to predict each eye independently of the other eye). We note that in
order to control for model complexity, we did hyperparameter optimization for each method
independently. An example trace is given in Figure 3.5.

Vergence Depth Prediction

In addition to gaze angle prediction, models were trained to directly predict the future
vergence depth in diopters (Table 3.3). An example result is shown in Fig 3.6. While we
found statistically significant reductions in error when using prediction, the RNN model
resulted in only a marginal improvement in RMSE error over the quadratic predictor. There
are two reasons for these results. First, as the vergence depth is a difference between two
noisy measurements (of eye position), the signal to noise ratio for vergence depth prediction
is smaller as compared to gaze angle prediction. Second, the vergence depth has less non-
linear temporal structure on the timescales of 10 ms that can be leveraged by a non-linear
predictor as compared to gaze angle prediction. We found that directly regressing on the
vergence depth in diopters produced better results than regressing on the future eye location
and then calculating the vergence depth using that prediction. The direct prediction of
vergence depth may be useful for improving gaze displays with adaptive focus [39].

In order to understand the extent to which these reductions in errors are useful, we calcu-
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Figure 3.5: Joint eye prediction versus independent eye prediction. (EyeLink
dataset). Note that this figure has a zoomed-in timescale compared to other eye traces. As
the model predicts eye position jointly for each eye, as a control, we look at the predictive
model applied independently to each eye. The vertical position of the left and right eyes is
shown during the onset of a saccade. The frames surrounding the earliest possible prediction
are marked with vertical dashed lines, at the onset time of the saccade plus ∆t. Joint eye
prediction allows the model to be more aggressive in predicting the onset of a saccade since
there are more measurements indicating that the eye velocity has surpassed a threshold.

late how the errors in angle measurement propagate to errors in vergence depth. Suppose that
a participant with IPD d is verging at a depth z on axis (so θ ≡ θX,L = −θX,R = tan−1 d

2z

where 0 is verging at infinity). Now suppose that the error in the angle measurement is
∆θ. In the small angle limit, this corresponds to an error 1

z
+ ∆(1

z
) = 2

d
tan(θ + ∆θ) =

2
d
(tan θ + ∆θ · sec2 θ). Note that sec2 θ = (d/2z)2 + 1 ≈ 1. Assuming an accuracy of 0.1◦

in the eye tracker and an average IPD of 0.065m, the resulting error due to calibration is
approximately ∆(1

z
) ≈ 2

d
∆θ ≈ 2

0.065m
∗ 0.5 ∗ π

180
= 0.05m−1 Thus errors in the vergence depth

resulting from eye tracker noise are the same order of magnitude as the reduction in error
from the predictive model.

3.6 Discussion

The goal of this work is to create predictive models that operate on the full complexity of
human eye movements in a dynamic environment (such as those that would be generated by
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Table 3.3: Vergence Depth Prediction Test Error.

(12 ms) EyeLink (10 ms) HMD
Reg Err (diop) % Imp Err (diop) % Imp
CP 0.1346± 0.0000 0.0± 0.0% 0.2129± 0.0000 0.0± 0.0%
LP 0.1302± 0.0002 3.3± 0.2% 0.2066± 0.0000 3.0± 0.0%
QP 0.1266± 0.0009 6.0± 0.6% 0.2042± 0.0001 4.1± 0.0%
RNN 0.1231± 0.0007 8.6± 0.5% 0.2008± 0.0001 5.7± 0.1%

a head mounted display). In contrast, past work has focused largely on horizontal saccades or
eye movements generated by stimuli on a screen. Indeed, given the wide range of knowledge
about eye movements, it is natural to instead consider a model-based approach. For instance,
one could imagine a model with parametrized templates for each type of eye movement and
a classifier that decides which template to use for prediction at a particular time.

Compared to this hypothetical, and thus far unrealized approach, there are a number
of advantages to our regression-based method. First, we implicitly solve the problems of
determining which eye movement is happening and which template to use for prediction.
Second, data is easy to collect as the data requires no explicit labeling (the future serves
as the regression target for the present) and model fitting requires relatively little hand-
engineering. Finally, this approach generalizes straightforwardly to unrestricted, dynamic
environments.

While there are no other models that do prediction in the case of unrestricted eye move-
ments, there are challenges moving the RNN-based approach forward. Recurrent neural
network models are harder to interpret. Likewise, one could imagine that a more inter-
pretable model like a parameterized template model would be easier to fit to new users with
a small amount of data. Regardless, our methods provide a bound on the amount of error
that one could reasonably expect to compensate for with a predictive model.

One path towards synthesizing these two approaches is feature engineering. Indeed, we
found it to be advantageous to precompute the change in position Xt − Xt−1 and feed it
into the network in addition to the absolute position, Xt. Furthermore, the raw eye position
measurements (pixels) were normalized using a calibration procedure into gaze angles which
facilitated shared feature learning across participants. Future research will investigate how
exactly to make use of various features that have been investigated in the eye movement
literature. Kalman filtered estimates of the eye position, velocity, and acceleration have
been used to detect saccades (e.g. [70]). The time since the onset of the most recent saccade
might be a useful feature. However, it is not clear how to normalize such a feature and if
such a feature can be unambiguously calculated when there are other eye movements besides
saccades. Furthermore, it is known that the motion of the eyes is tightly coupled to the
motion of the head during VOR eye movements and gaze saccades. Thus the motion of the
headset will be another useful feature. Determining the best way to use the head motion is
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Figure 3.6: Vergence Depth Prediction: a. 15 ms Vergence Depth Prediction (EyeLink
dataset). The dark blue, light blue, red, and green curves correspond to the future vergence
depth, the current vergence depth, the result of the linear predictor, and the result of the
RNN predictor, respectively. LP is the linear predictor that uses quadratic features. b.
Traces of the horizontal (X) and vertical (Y) components of the left (L) and right (R) eyes of
an oblique saccade in depth which serve as input to the predictor. c. Power spectrum of the
different predictors. The RNN predictor is substantially less noisy than the linear predictor
for high frequencies.

an open question (e.g. what is the correct coordinate system to use).
Moving from the design of the algorithms to the real-time implementation, there are

a number of issues to consider. First of all, our recurrent neural network models involve
relatively small matrix multiplications, so they can be computed efficiently in real-time.
However, as the predictive models can be sensitive to outliers, it will be important to have
an input handler and an output handler to control the results of the predictive model. For
instance, if the eye location has been lost for too long, it may make sense to turn off the
prediction. Likewise, it may be useful to add a layer to bound the maximum velocity of the
predicted eye location. Next, it will be important to develop methods to fit the parameters of
the model to a new participant. While a model trained on aggregated data works reasonably
well, a promising direction is to feed a conditioning vector into the RNN that corresponds
to the identity of the participant. Then one could use a RNN model to predict this vector
for a new participant.
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3.7 Conclusion

We demonstrated state of the art results on the prediction of gaze angle using a novel
recurrent neural network architecture. This method is both able to take into account non-
trivial temporal dependencies in eye movements and handle situations where the position of
the eye is temporarily lost. This type of approach will be useful for the prediction of other
noisy, continuous sequences with temporal regularity. Furthermore, the flexibility of the RNN
framework allows us to easily include other variables that may be relevant for prediction (e.g.
the velocity of the head if the data were not collected in a head-fixed situation).
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Chapter 4

The High-Dimensional Geometry of
Binary Neural Networks

4.1 Summary

Recent research has shown that one can train a neural network with binary weights and
activations by augmenting the weights at train time with a high-precision continuous latent
variable that accumulates small changes from stochastic gradient descent. However, there
is a dearth of work to explain why one can effectively capture the features in data with
binary weights and activations. Our main result is that the neural networks with binary
weights and activations trained using the method of Courbariaux, Hubara et al. (2016)
work because of the high-dimensional (HD) geometry of binary vectors. In particular, the
ideal continuous vectors that extract out features in the intermediate representations of
these BNNs are well-approximated by binary vectors in the sense that dot products are
approximately preserved. Furthermore, the results and analysis used on BNNs are shown to
generalize to neural networks with ternary weights and activations. Compared to previous
research that demonstrated good classification performance with BNNs, our work explains
why these BNNs work in terms of HD geometry. Our theory serves as a foundation for
understanding not only BNNs but a variety of methods that seek to compress traditional
neural networks. Furthermore, a better understanding of multilayer binary neural networks
serves as a starting point for generalizing BNNs to other neural network architectures such
as recurrent neural networks.

4.2 Introduction

The rapidly decreasing cost of computation has driven many successes in the field of deep
learning in recent years. Consequently, researchers are now considering applications of deep
learning in resource limited hardware such as neuromorphic chips, embedded devices and
smart phones ([71], [72], [73]). A recent realization for both theoretical researchers and in-



45

dustry practitioners is that many traditional neural networks can be compressed because they
are highly over-parameterized. While there has been a large amount of experimental work
dedicated to compressing neural networks (Sec. 4.3), we focus on the particular approach
that replaces costly 32-bit floating point multiplications with cheap binary operations. Our
analysis reveals a simple geometric picture based on the geometry of high dimensional binary
vectors that allows us to understand the successes of the recent efforts to compress neural
networks.

[74] and [75] showed that one can efficiently train neural networks with binary weights
and activations that have similar performance to their continuous counterparts. Such BNNs
execute 7 times faster using a dedicated GPU kernel at test time. Furthermore, they argue
that such BNNs require at least a factor of 32 fewer memory accesses at test time that
should result in an even larger energy savings. There are two key ideas in their papers
(Fig. 4.1). First, a continuous weight, wc, is associated with each binary weight, wb, that
accumulates small changes from stochastic gradient descent. Second, the non-differentiable
binarize function (θ(x) = 1 if x > 0 and −1 otherwise) is replaced with a continuous one
during backpropagation. These modifications allow one to train neural networks that have
binary weights and activations with stochastic gradient descent. While the work showed how
to train such networks, the existence of neural networks with binary weights and activations
needs to be reconciled with previous work that has sought to understand weight matrices as
extracting out continuous features in data (e.g. [76]). Summary of contributions:

1. Angle Preservation Property: We demonstrate that binarization approximately pre-
serves the direction of high-dimensional vectors. In particular, we show that the angle
between a random vector (from a standard normal distribution) and its binarized ver-
sion converges to arccos

√
2/π ≈ 37◦ as the dimension of the vector goes to infinity.

This angle is an exceedingly small angle in high dimensions. Furthermore, we show that
this property is present in the weight vectors of a network trained using the method
of [74].

2. Dot Product Proportionality Property: First, we empirically show that the weight-
activation dot products, an important intermediate quantity a neural network, are
approximately proportional under the binarization of the weight vectors. Next, we
argue that if these weight activation dot products are proportional, then the continuous
weights in the [74] method aren’t just a learning artifact. The continuous weights
obtained from the BNN training algorithm (which decouples the forward and backward
propagation steps) are an approximation of the weights one would learn if the network
were trained with continuous weights and regular backpropagation.

3. Generalized Binarization Transformation (GBT): We show that the computations done
by the first layer of the network are fundamentally different than the computations be-
ing done in the rest of the network because correlations in the data result in high
variance principal components that are not randomly oriented relative to the bina-
rization. Thus we recommend an architecture that uses a continuous convolution for
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Figure 4.1: Review of the [74] BNN Training Algorithm: (a) A binary neural network is
composed of binary convolution transformers (dashed green box). Each oval corresponds to
a tensor and the derivative of the cost with respect to that tensor. Rectangles correspond
to transformers that specify forward and backward propagation functions. Associated with
each binary weight, wb, is a continuous weight, wc, that is used to accumulate gradients. k
denotes the kth layer of the network. (b) Each binarize transformer has a forward function
and a backward function. The forward function simply binarizes the inputs. In the backward
propagation step, one normally computes the derivative of the cost with respect to the input
of a transformer via the Jacobian of the forward function and the derivative of the cost
with respect to the output of that transformer (δu ≡ dC/du where C is the cost function
used to train the network). Since the binarize function is non-differentiable, the straight-
through estimator ([77]), which is a smoothed version of the forward function, is used for
the backward function .

the first layer to embed the image in a high-dimensional binary space, after which it
can be manipulated with cheap binary operations. Furthermore, we illustrate how a
GBT (rotate, binarize, rotate back) is useful for embedding low dimensional data in a
high-dimensional binary space.

4. Generalization to Ternary Neural Networks: We show that the same analysis applies
to ternary neural networks. In particular, the angle between a random vector from
a standard normal distribution and the ternarized version of that vector predicts the
empirical distribution of such angles in a network trained on CIFAR10. Furthermore,
the dot product proportionality property is shown to hold for ternary neural networks.

4.3 Related Work

Neural networks that achieve good performance on tasks such as IMAGENET object recogni-
tion are highly computationally intensive. For instance, AlexNet has 61 million parameters
and executes 1.5 billion operations to classify one 224 by 224 image (30 thousand opera-
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tions/pixel) ([78]). Researchers have sought to reduce this computational cost for embedded
applications using a number of different approaches.

The first approach is to try and compress a pre-trained network. [79] uses a Tucker
decomposition of the kernel tensor and fine tunes the network afterwards. [80] train a
network, prune low magnitude connections, and retrain. [81] extend their previous work to
additionally include a weight sharing quantization step and Huffman coding of the weights.
More recently, [82] train a dense network, sparsify it, and then retrain a dense network with
the pruned weights initialized to zero. Second, researchers have sought to train networks
using either low precision floating point numbers or fixed point numbers, which allow for
cheaper multiplications ([83], [84], [85], [86], [87], [88]).

Third, one can train networks that have quantized weights and or activations. [77]
looked at estimators for the gradient through a stochastic binary unit. [89] train networks
with binary weights, and then later with binary weights and activations ([74]). [78] replace
a continuous weight matrix with a scalar times a binary matrix (and have a similar approx-
imation for weight activation dot products). [90] train a network with weights restricted in
the range −1 to 1 and then use a noisy backpropagation scheme train a network with binary
weights and activations. [91], [92] and [93] focus on networks with ternary weights. Further
work seeks to quantize the weights and activations in neural networks to an arbitrary number
of bits ([94], [75]). [95] use weights and activations that are zero or powers of two. [96] and
[94] quantize backpropagation in addition to the forward propagation.

Beyond merely seeking to compress neural networks, the analysis of the internal repre-
sentations of neural networks is useful for understanding how to to compress them. [97]
found that feature magnitudes in higher layers do not matter (e.g. binarizing features barely
changes classification performance). [98] analyze the robustness of neural network repre-
sentations to a collection of different distortions. [99] observe that binarizing features in
intermediate layers of a CNN and then using backpropagation to find an image with those
features leads to relatively little distortion of the image compared to dropping out features.
These papers naturally lead into our work where we are seeking to better understand the
representations in neural networks based on the geometry of high-dimensional binary vectors.

4.4 Theory and Experiments

We investigate the internal representations of neural networks with binary weights and ac-
tivations. A binary neural network is trained on CIFAR-10 (same learning algorithm and
architecture as in [74]). Experiments on MNIST were carried out using both fully connected
and convolutional networks and produced similar results. The CIFAR-10 convolutional neu-
ral network has six layers of convolutions, all of which have a 3 by 3 spatial kernel. The
number of feature maps in each layer are 128, 128, 256, 256, 512, 512. After the second,
fourth, and sixth convolutions, there is a 2 by 2 max pooling operation. Then there are two
fully connected layers with 1024 units each. Each layer has a batch norm layer in between.
The experiments using ternary neural networks use the same network architecture. The di-
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mensionality of the weight vectors in these networks (i.e. convolution converted to a matrix
multiply) is the patch size (= 3 ∗ 3 = 9) times the number of channels.

Preservation of Direction During Binarization

In this section, we analyze the angle distributions (i.e. geometry) of high-dimensional binary
vectors. This is crucial for understanding binary neural networks because we can imagine
that at each layer of a neural network, there are some ideal continuous weight vectors that
extract out features. A binary neural network approximates these ideal continuous vectors
with a binary vectors. In low dimensions, binarization strongly impacts the direction of a
vector. However, we argue that binarization does not substantially change the direction of a
high-dimensional continuous vector. It is often the case that the geometric properties of high-
dimensional vectors are counter-intuitive. For instance, one key idea in the hyperdimensional
computing theory of [100] is that two random, high-dimensional vectors of dimension d whose
entries are chosen uniformly from the set {−1, 1} are approximately orthogonal. The result
follows from the central limit theorem because the cosine angle between two such random
vectors is normally distributed with µ = 0 and σ ∼ 1/

√
d. Then cos θ ≈ 0 implies that θ ≈ π

2
.

Building upon this work, we study the way in which binary vectors are distributed relative to
continuous vectors. As binarizing a continuous vector gives the binary vector closest in angle
to that continuous vector, we can get a sense of how binary vectors are distributed relative
to continuous vectors in high dimensions by binarizing continuous vectors. The standard
normal distribution, which serves as an informative null distribution because it is rotationally
invariant, is used to generate random continuous vectors which are then binarized. This
analysis gives a fundamental insight into understanding the recent success of binary neural
networks. Binarizing a random continuous vector changes its direction by a small amount
relative to the angle between two random vectors in moderately high dimensions (Fig. 4.2a).
Binarization changes the direction of a vector by approximately 37◦ in high dimensions. This
seems like a large change based on our low-dimensional intuition. Indeed, the angle between
two randomly chosen vectors from a rotationally invariant distribution is uniform in two
dimensions. However, two randomly chosen vectors are approximately orthogonal in high
dimensions. Thus while it is common for two random vectors to have an angle less than 37◦

in low dimensions, it is exceedingly rare in high dimensions. Therefore 37◦ is a small angle
in high dimensions.

In order to test our theory of the binarization of random vectors chosen from a rotationally
invariant distribution, we train a multilayer binary CNN on CIFAR10 (using the [74] method)
and study the weight vectors1 of that network. Remarkably, there is a close correspondence
between the experimental results and the theory for the angles between the binary and
continuous weights (Fig. 4.2b). For each layer, the distribution of the angles between the
binary and continuous weights is sharply peaked near the d→∞ expectation of arccos

√
2/π.

1If each convolution is written as the matrix multiplication Wx where x is a column vector, then the
weight vectors are the rows of W .
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Figure 4.2: Binarization of High-Dimensional Vectors Approximately Preserves their Direc-
tion in Theory and Practice: (a) Distribution of angles between two random vectors (blue),
and between a vector and its binarized version (red), for a rotationally invariant distribution
of dimension d. The red distribution is peaked near the d→∞ limit of arccos

√
2/π ≈ 37◦

(SI, Sec. 1). While 37◦ may seem like a large angle, that angle is small as compared to
the angle between two random vectors in moderately high dimensions (i.e. the blue and red
curves are well-separated). (b) Angle distribution between continuous and binary weight
vectors by layer for a binary CNN trained on CIFAR-10. For the higher layers, there is a
close correspondence to the theory. There is a small, but systematic deviation towards large
angles (SI, Fig. 4.6). d is the dimension of the filters at each layer. (c) Standard deviations
of the angle distributions from (b) by layer. We see a correspondence to the theoretical
expectation that standard deviations of each of the angle distributions scales as d−0.5 (SI,
Sec. 1). (d) Histogram of the components of the continuous weights at each layer. The
distribution is approximately Gaussian for all but the first layer. Furthermore, there is a
high density of weights near zero, which is the threshold for the binarization function.

We note that there is a small but systematic deviation from the theory towards larger angles
for the higher layers of the network (Fig. 4.6). Ternary neural networks are considered in
(SI Sec. 4.6) and yield a similar result.
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Dot Product Proportionality as a Sufficient Condition for
Approximating a Network with Continuous Weights

Given the previous discussion, an important question to ask is: are the so-called continuous
weights a learning artifact without a clear correspondence to the binary weights? While
we know that wb = θ(wc), there are many continuous weights that map onto a particular
binary weight vector. Which one is found when using the straight-through estimator to
backpropagate through the binarize function? Remarkably, there is a clear answer to this
question. In numerical experiments, we see that one gets the continuous weight vector such
that the dot products of the activations with the pre-binarization and post-binarization
weights are highly correlated (Fig. 4.3). In equations, a · wb ∼ a · wc. We call this relation
the Dot Product Proportionality (DPP) property. The proportionality constant, which is
subsequently normalized away by a batch norm layer, depends on the magnitudes of the
continuous and binary weight vectors and the cosine angle between the binary and continuous
weight vectors. The theoretical consequences of the DPP property are explored in the rest
of this section.

We show that the modified gradient of the BNN training algorithm can be viewed as
an estimator of the gradient that would be used to train the continuous weights in tradi-
tional backpropagation. This establishes the fundamental point that while the weights and
activations are technically binary, they are operating as if the weights are continuous. For
instance, one could imagine using an exhaustive search over all binary weights in the net-
work. However, the additional structure in the problem associated with taking dot products
makes the optimization simpler than that. Furthermore, we show that if the dot products
of the activations with the pre-binarized and post-binarized weights are proportional then
straight-through estimator gradient is proportional to the continuous weight network gradi-
ent. The key to the analysis is to focus on the transformers in the network whose forward
and backward propagation functions are not related in the way that they would normally be
related in typical gradient descent.

Suppose that there is a neural network where two tensors, u, and v and the associated
derivatives of the cost with respect to those tensors, δu, and δv, are allocated. Suppose that
the loss as a function of v is L(x)|x=v. Further, suppose that there are two potential forward
propagation functions, f , and g. If the network is trained under normal conditions using g
as the forward propagation function, then the following computations are done:

v ← g(u) δv ← L′(x = v = g(u)) δu← δv · g′(u)

where L′(x) denotes the derivative of L with respect to the vector x. In a modified back-
propagation scheme, the following computations are done

v ← f(u) δv = L′(x = v = f(u)) δu← δv · g′(u)

A sufficient condition for δu to be the same in both cases is L′(x = f(u)) ∼ L′(x = g(u))
where a ∼ b means that the vector a is a scalar times the vector b.
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Now this general observation is applied to the binarize transformer of Fig. 4.1. Here,
u is the continuous weight, wc, f(u) is the pointwise binarize function, g(u) is the identity
function2, and L is the loss of the network as a function of the weights in a particular layer.
Given the network architecture, L(x) = M(a · x) where a are the activations corresponding
to that layer and M is the loss as a function of the weight-activation dot products. Then
L′(x) = M ′(a · x) � a where � denotes a pointwise multiply. Thus the sufficient condition
is M ′(a · wb) ∼ M ′(a · wc). Since the dot products are followed by a batch normalization,
M(k~x) = M(~x) → M ′(~x) = kM ′(k~x). Therefore, it is sufficient that a · wb ∼ a · wc, which
is the DPP property. When the DPP only approximately holds, the second derivative can
be used to bound the error between the two gradients of the two learning procedures. In
summary, the learning dynamics where g is used for the forward and backward passes (i.e.
training the network with continuous weights) is approximately equivalent to the modified
learning dynamics (f on the forward pass, and g on the backward pass) when we have the
DPP property.

While we demonstrated that the BNN learning dynamics approximate the dynamics that
one would have by training a network with continuous weights using a mixture of empirical
and theoretical arguments, the ideal result would be that the learning algorithm implies
the DPP property. It should be noted that in the case of stochastic binarization where
E(wb) = wc is chosen by definition, the DPP property is true by design. However, it is
remarkable that the property still holds in the case of deterministic binarization, which is
revealing of the fundamental nature of the representations used in neural networks.

While the main focus of this section is the binarization of the weights, the arguments
presented can also be applied to the binarize block that corresponds to the non-linearity of the
network. The analogue of the DPP property for this binarize block is: wb ·ac ∼ wb ·ab where
ac denotes the pre-binarized (post-batch norm) activations and ab = a denotes the binarized
activations. This property is empirically verified to hold. For the sake of completeness, the
dot product histogram corresponding to wc ·ac ∼ wb ·ab is also computed, although it doesn’t
directly correspond to removing one instance of a binarize transformer. This property is also
empirically verified to hold (SI, Fig. 4.5).

Impact on Classification: It is natural to ask to what extent the classification performance
depends on the binarization of the weights. In experiments on CIFAR10, if the binarization
of the weights on all of the convolutional layers is removed, the classification performance
drops by only 3 percent relative to the original network. Looking at each layer individually,
removing the weight binarization for the first layer accounts for this entire percentage, and
removing the binarization of the weights for each other layer causes no degradation in per-
formance. This result is evident by looking at the 2D dot product histograms in Fig 4.3. The
off-diagonal quadrants show where switching the weights from binary to continuous changes
the sign of the binarized weight-activation dot product. In all of the layers except the first
layer, there are very few dot products in the off-diagonal quadrants. Thus we recommend the

2For the weights, g as in Fig. 4.1 is the identity function because the wc’s are clipped to be in the range
[−1, 1].
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Figure 4.3: Binarization Preserves Dot Products: Each subplot shows a 2D histogram of
the dot products between the binarized weights and the activations (horizontal axis) and the
dot products between the continuous weights and the activations (vertical axis) for different
layers of a network trained on CIFAR10. Surprisingly, the dot products are highly correlated
(r is the Pearson correlation coefficient). Thus replacing wb with wc changes the overall
constant in front of the dot products, while still preserving whether the dot product is zero
or not zero. This overall constant is divided out by the subsequent batch norm layer. The
shaded quadrants correspond to dot products where the sign changes when replacing the
binary weights with the continuous weights. Notice that for all but the first layer, a very
small fraction of the dot products lie in these off diagonal quadrants. The top left figure
(labeled as Layer 1) corresponds to the input and the first convolution. Note that the
correlation is weaker in the first layer.

use of the dot product histograms for studying the performance of binary neural networks.
Removing the binarization of the activations has a substantial impact on the classification
performance because that removes the main non-linearity of the network.

Input Correlations and the Generalized Binarization
Transformation

Not surprisingly, some distributions are impacted more strongly by binarization than others.
A binary neural network must adapt its internal representations in such a way to not be
degraded too much by binarization at each layer. In this section we explore the idea that the
principal components of the input to the binarization function should be randomly oriented
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relative to the binarization. While the network can adapt the higher level representations
to satisfy this property, the part of the network that interfaces with the input doesn’t have
that flexibility. We make the novel observation that the difficulties in training the first layer
of the network are tied to the intrinsic correlations in the input data. In order to be more
precise, we define the Generalized Binarization Transformation (GBT)

θR(x) = RT θ(Rx)

where x is a column vector, R is a fixed rotation matrix, and θ is the pointwise binarization
function from before. The rows of R are called the axes of binarization. If R is the identity
matrix, then θR = θ and the axes of binarization are the canonical basis vectors (..., 0, 1, 0, ...).
R can either be chosen strategically or randomly.

The GBT changes the distribution being binarized through a rotation. For appropriate
choices of the rotation, R, the directions of the input vectors, x, are changed insignificantly
by binarization. The angle between a vector and its binarized version is dependent on the
dot product: x · θR(x), which is equal to xT θR(x) = (Rx)T θ(Rx) = y · θ(y) where y = Rx.
As a concrete example of the benefits of the GBT, consider the case where x ∼ N(0,Σ)
and Σi,j = δi,j exp(2ki) for k = 0.1 (therefore y ∼ N(0, RΣRT )). As the dimension goes to
infinity, the angle between a vector drawn from this distribution and its binarized version
approaches π/2. Thus binarization is destructive to vectors from this distribution. However,
if the GBT is applied with a fixed random matrix3, the angle between the vector and its
binarized version converges to 37◦ (Fig. 4.4). Thus a random rotation can compensate for
the errors incurred from directly binarizing a non-isotropic Gaussian.

Moving into how this analysis applies to a binary neural network, the network weights
must approximate the important directions in the activations using binary vectors. For
instance, Gabor filters are intrinsic features in natural images and are often found in the
first layer weights of neural networks trained on natural images (e.g. [102, 103]). While the
network has flexibility in the higher layers, the first layer must interface directly with the
input where the features are not necessarily randomly oriented. For instance, consider the
27 dimensional input to the first set of convolutions in our network: 3 color channels of a 3
by 3 patch of an image from CIFAR10 with the mean removed. 3 PCs capture 90 percent
of the variance of this data and 4 PCs capture 94.5 percent of the variance. The first two
PCs are spatially uniform colors. More generally, large images such as those in IMAGENET
have the same issue. Translation invariance of the image covariance matrix implies that the
principal components are the filters of the 2D Fourier transform. Scale invariance implies
a 1/f 2 power spectrum, which results in the largest PCs corresponding to low frequencies
([104]).

Another manifestation of this issue can be seen in our trained networks. The first layer
has a much smaller dot product correlation than the other layers (Fig. 4.3). To study this, we
randomly permute the activations in order to generate a distribution with the same marginal
statistics as the original data but independent joint statistics (a different permutation for

3Random rotation matrices are chosen from the Haar distribution on SO(3) using the method of [101].
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Figure 4.4: Left: Random Rotation Improves Angle Preservation for a Non-Isotropic Gaus-
sian. Random vectors are drawn from a Gaussian of dimension d with a diagonal covariance
matrix whose entries vary exponentially. As in Fig. 4.2, the red curve shows the angle be-
tween a random vector and its binarized version. Since the Gaussian is no longer isotropic,
the red curve no longer peaks at θ = arccos

√
2/π. However, if the binarization is replaced

with a GBT with a fixed random matrix, the direction of the vector is again approximately
preserved. Right: Permuting the activations shows that the correlations observed in Fig. 4.3
are not merely due to correlations between the binary and continuous weight vectors. The
correlations are due to these weight vectors corresponding to high variance directions in the
data.

each input image). Such a transformation gives a distribution with a correlation equal to
the normalized dot product of the weight vectors (SI Sec. 3). The correlations for the higher
layers decrease substantially but the correlation in the first layer increases (Fig. 4.4, right).
For the first layer, the shuffling operation randomly permutes the pixels in the image. Thus
we demonstrate that the binary weight vectors in the first layer are not well-aligned with the
continuous weight vectors relative to the input data. Our theoretically grounded analysis
is consistent with previous work. [80] find that compressing the first set of convolutional
weights of a particular layer by the same fraction has the highest impact on performance if
done on the first layer. [94] find that accuracy degrades by about 0.5 to 1 percent on SHVN
when quantizing the first layer weights. Thus it is recommended to rotate the input data
before normalization or to use continuous weights for the first layer.

4.5 Conclusion

Neural networks with binary weights and activations have similar performance to their con-
tinuous counterparts with substantially reduced execution time and power usage. We pro-
vide an experimentally verified theory for understanding how one can get away with such a
massive reduction in precision based on the geometry of HD vectors. First, we show that
binarization of high-dimensional vectors preserves their direction in the sense that the angle
between a random vector and its binarized version is much smaller than the angle between
two random vectors (Angle Preservation Property). Second, we take the perspective of the
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network and show that binarization approximately preserves weight-activation dot products
(Dot Product Proportionality Property). More generally, when using a network compres-
sion technique, we recommend looking at the weight activation dot product histograms as a
heuristic to help localize the layers that are most responsible for performance degradation.
Third, we discuss the impacts of the low effective dimensionality of the data on the first
layer of the network. We recommend either using continuous weights for the first layer or
a Generalized Binarization Transformation. Such a transformation may be useful for ar-
chitectures like LSTMs where the update for the hidden state declares a particular set of
axes to be important (e.g. by taking the pointwise multiply of the forget gates with the cell
state). Finally, we show that neural networks with ternary weights and activations can also
be understood with our approach. More broadly speaking, our theory is useful for analyzing
a variety of neural network compression techniques that transform the weights, activations
or both to reduce the execution cost without degrading performance.

4.6 Extended Comparisons

Expected Angles

Random n dimensional vectors are drawn from a rotationally invariant distribution. The
angle between two random vectors and the angle between a vector and its binarized version
are compared. A rotationally invariant distribution can be factorized into a pdf for the
magnitude of the vector times a distribution on angles. In the expectations that we are cal-
culating, the magnitude cancels out and there is only one rotationally invariant distribution
on angles. Thus it suffices to compute these expectations using a Gaussian.

Lemmas:

1. Consider a vector, v, chosen from a standard normal distribution of dimension n. Let
ρ = v1√

v21+...+v2n
. Then ρ is distributed according to: g(ρ) = 1√

π
Γ(n/2)

Γ((n−1)/2)
(1 − ρ2)

n−3
2

where Γ is the Gamma function.

Proof: Begin by considering the integral G(ρ0) = p(ρ < ρ0) =
∫ ∏

i dvip(v)I(ρ(v) < ρ0)
where I is an indicator function. The desired distribution comes from taking the
derivative of this cumulative distribution g(ρ0) = d

dρ0
G(ρ0). Consider the general-

ized spherical coordinate transformation: v1 = r cosφ1, v2 = r sinφ1 cosφ2, v3 =
r sinφ1 sinφ2 cosφ3, ... vn−1 = r sinφ1 · · · sinφn−2 cosφn−1, vn = r sinφ1 · · · sinφn−2 sinφn−1

where φ1, . . . , φn−2 ∈ [0, π] and φn−1 ∈ [0, 2π]. The generalized spherical volume
element is dv = rn−1 sinn−2(φ1) sinn−3(φ2) · · · sin(φn−2)drdφ1 · · · dφn−1. https://en.

wikipedia.org/wiki/N-sphere#Spherical_coordinates Thus we can write out the
integral

G(ρ0) =
∫
I(cosφ1 < ρ0) e−r2/2√

(2π)n
rn−1 sinn−2(φ1) sinn−3(φ2) · · · sin(φn−2)drdφ1 · · · dφn−1

The integral factorizes and all of the terms are independent of ρ0 except the integral

https://en.wikipedia.org/wiki/N-sphere#Spherical_coordinates
https://en.wikipedia.org/wiki/N-sphere#Spherical_coordinates
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over φ1 ≡ φ. Thus G(ρ0) ∼
∫ π

0
I(cosφ < ρ0) sinn−2(φ)dφ. Using the substitution

ρ = cosφ (which is also consistent with the definition of ρ above), dρ = − sin(φ)dφ,

sin ρ = (1−ρ2)0.5, so G(ρ0) ∼
∫ 1

−1
I(ρ < ρ0)(1−ρ2)(n−3)/2dρ. Taking the derivative with

respect to ρ0 and using the fundamental theorem of calculus gives g(ρ) ∼ (1−ρ2)(n−3)/2.
The normalization constant is equal to a beta function that evaluates to the desired
result (substitute t = ρ2).

2. Γ(z+α)
Γ(z+β)

= zα−β
(

1 + (α−β)(α+β+1)
2z

)
+O(|z|−2) as z →∞

Cases:

• Distribution of angles between two random vectors.

Since a Gaussian is a rotationally invariant distribution, we can say without loss of
generality that one of the vectors is (1, 0, 0, . . . 0). Then the cosine angle between
those two vectors is ρ as defined above. While the exact distribution of ρ is given by
Lemma 1, we note that

– E(ρ) = 0 due to the symmetry of the distribution.

– V ar(ρ) = E(ρ2) = 1
n

because 1 = E
(∑

i x
2
i∑

j x
2
j

)
=
∑

iE
(

x2i∑
j x

2
j

)
= n ∗ E(ρ2)

• Angles between a vector and the binarized version of that vector, η = v·θ(v)
||v||·||θ(v)|| =∑

i |vi|√∑
v2i ∗
√
n

–

E(η) =

√
n√
π
∗ Γ(n/2)

Γ((n+ 1)/2)
lim
n→∞

E(η) =

√
2

π

First, we note E(η) =
√
nE(|ρ|). Then E(|ρ|) =

∫ 1

0
dρ ρ 2√

π
Γ(n/2)

Γ((n−1)/2)
(1− ρ2)

n−3
2 =

2√
π
∗ 1
n−1

Γ(n/2)
Γ((n−1)/2)

(substitute u = ρ2 and use Γ(x+1) = xΓ(x) ). Lemma two gives

the n → ∞ limit. 2√
π

√
n

n−1
Γ(n/2)

Γ((n−1)/2)
≈ 2√

π

√
n

n−1

√
n
2

[
1 + 0.5∗0.5

2(n/2)

]
=
√

2
π

(
1 + 5

4
∗ 1
n

)
+

O(1/n2)

–

V ar(η) =
1

n

(
1− 1

π

)
+O(1/n2)

Thus we have the normal scaling as in the central limit theorem of the large
n variance. We can calculate this explicitly following the approach of https:

//en.wikipedia.org/wiki/Volume_of_an_n-ball#Gaussian_integrals.

As E(η) has been calculated, it suffices to calculate E(η2). Expanding out η2,

E(η2) = 1
n

+ (n− 1) ∗E( |v1v2|
v21+...v2n

). Below we show that E( |v1v2|
v21+...v2n

) = 2
πn

. Thus the

variance is:

https://en.wikipedia.org/wiki/Volume_of_an_n-ball#Gaussian_integrals
https://en.wikipedia.org/wiki/Volume_of_an_n-ball#Gaussian_integrals
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1

n
∗
(

1− 2

π

)
+

2

π
−
(√

n√
π

Γ(n/2)

Γ((n+ 1)/2)

)2

Using Lemma 2 to expand out the last term, we get [
√
n√
π
(n/2)−1/2(1 − 1/(4n) +

O(n−2))]2 = 2
π
(1− 1/(2n) +O(n−2)). Plugging this in gives the desired result.

Going back to the calculation of that expectation, change variables to v1 = r cos θ,
v2 = r sin θ, z2 = v2

3 + ...+v2
n. The integration over the volume element dv3 . . . dvn

is rewritten as dzdAn−3 where dAn denotes the surface element of a n sphere.
Since the integrand only depends on the magnitude, z,

∫
dAn−3 = zn−3 ∗ Sn−3

where Sn = 2π(n+1)/2

Γ(n+1
2

)
denotes the surface area of a unit n-sphere. Then

E

(
|v1v2|

v2
1 + . . . v2

n

)
= (2π)−n/2Sn−3

∫ 2π

0

dθ| cos θ sin θ|∗
∫
rdrzn−3dz∗ r2

r2 + z2
∗e−(z2+r2)/2

Then substitute r = p cosφ, z = p sinφ where φ ∈ [0, π/2]

= (2π)−n/2 ∗ 2Sn−3

∫ π/2

0

dφ cosφ3 ∗ sinφn−3

∫ ∞
0

dp ∗ pn−1e−p
2/2

The first integral is 2
n(n−2)

using u = sin2 φ. The second integral is 2(n−2)/2Γ(n/2)

using u = p2/2 and the definition of the gamma function. Simplifying, the result
is 2

π∗n .

Thus the angle between a vector and a binarized version of that vector converges to arccos
√

2
π
≈

37◦, which is a very small angle in high dimensions.

An Explicit Example of Learning Dynamics

In this subsection, we look at the learning dynamics for the BNN training algorithm in
a simple case and gain some insight about the learning algorithm. Consider the case of
regression where the target output, y, is predicted with a binary linear predictor with x as
the input. Using a squared error loss, L = (y − ŷ)2 = (y − wbx)2 = (y − θ(wc)x)2. (In
this notation, x is a column vector.) Taking the derivative of this loss with respect to the
continuous weights and using the rule for back propagating through the binarize function
gives ∆wc ∼ −dL/dwc = −dL/dwb · dwb/dwc = (y − wbx)xT . Finally, averaging over the
training data gives

∆wc ∼ Cyx − θ(wc) · Cxx Cyx = E[yxT ] Cxx = E(xxT ) (4.1)

It is worthwhile to compare this equation the corresponding equation from typical linear
regression: ∆wc ∼ Cyx−wc ·Cxx. For simplicity, consider the case where Cxx is the identity
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matrix. In this case, all of the components of w become independent: δw = ε ∗ (α − θ(w))
where ε is the learning rate and α is the entry of Cyx corresponding to a particular element,
w. Compared to regular linear regression, it is clear that the stable point of these equations
is when w = α. Since the weight is binarized, that equation cannot be satisfied. However, it
can be shown (?) that in this special case of binary weight linear regression, E(θ(wc)) = α.
Intuitively, if we consider a high dimensional vector and the fluctuations of each component
are likely to be out of phase, then wb · x ≈ wc · x is going to be correct in expectation with
a variance that scales as 1

n
. During the actual learning process, we anneal the learning rate

to a very small number, so the particular state of a fluctuating component of the vector
is frozen in. Relatedly, the equation Cyx ≈ wCxx is easier to satisfy in high dimensions,
whereas in low dimensions, it is only satisfied in expectation.

Proof for (?): Suppose that |α| ≤ 1. The basic idea of these dynamics is that steps of
size proportional to ε are taken whose direction depends on whether w > 0 or w < 0. In
particular, if w > 0, then the step is −ε·|1−α| and if w < 0, the step is ε·(α+1). It is evident
that after a sufficient burn-in period, |w| ≤ ε∗max(|1−α|, 1+α) ≤ 2ε. Suppose w > 0 occurs
with fraction p and w < 0 occurs with fraction 1 − p. In order for w to be in equilibrium,
oscillating about zero, these steps balance out on average: p(1− α) = (1− p)(1 + α)→ p =
(1 + α)/2. Then the expected value of θ(w) is 1 ∗ p + (−1) ∗ (1 − p) = α. When |α| > 1,
the dynamics diverge because α − θ(w) will always have the same sign. This divergence
demonstrates the importance of some normalization technique such as batch normalization
or attempting to represent w with a constant times a binary matrix.

Dot Product Correlations After Activation Permutation

Suppose that A = w · a and B = v · a where w, v are weight vectors and a is the vector
of activations. What is the correlation, r, between A and B? Assuming that E(a) = 0,
E(A) = E(B) = 0. Then

E(AB) =
∑

i,j wivjE(aiaj) = wTCv where Ci,j = E(aiaj). Setting v = w and w = v

gives E(A2) = wTCw and vTCv. Thus r = wTCv√
(wTCw)(vTCv)

.

In the case where the activations are randomly permuted, C is proportional to the identity
matrix, and thus the correlation between A and B is the cosine angle between u and v.

Angle Plot

Ternary Neural Networks

Moving beyond binarization, recent work has shown how to train neural networks where the
activations are quantized to three (or more) values (e.g. [75]). Indeed, ternarization may be
a more natural quantization method than binarization for neural network weights because
one can express a positive association (+1), a negative association (−1), or no association
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Figure 4.5: Activation Binarization Preserves Dot Products: Left: Each panel shows a
2D histogram of the dot products between the binarized weights and binarized activations
(vertical axis) and post-batch norm (but pre-activation binarization) activations (horizontal
axis). The binarization transformer does little to corrupt the dot products between weights
and activations. Right: Dot products between the binary weights and binary activations
(horizontal axis) compared against the dot products between the continuous weights and
continuous activations (vertical axis). The dot products are not significantly impacted by
removing binarization.
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Figure 4.6: Angle distribution between continuous and binary weight vectors by layer for a
binary CNN trained on CIFAR-10 (same plot as in Fig. 4.2b except zoomed in). Notice that
there is a small but systematic deviation towards larger angles relative to the theoretical
expectation (vertical dotted line). As the dimension of the vectors in the layer goes up,
the distribution gets sharper. The theory predicts that the standard deviation of these
distributions scales as 1/

√
d. This relationship is shown to approximately hold in Fig. 4.2c.
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(0) between two features in a neural network. We show that the analysis used on BNNs
holds for ternary neural networks.

The quantization function: tera(x) = 1 if x > a, 0 if |x| < a, and −1 if x < −a is used
in place of the binarize function with the same straight-through estimator for the gradient.
Call a the ternarization threshold. The exact value of a is only important at initialization
because the scaling constant of the batch normalization layer allows the network to adapt
the standard deviation of the pre-nonlinearity activations to the value of a. The network
architecture from the previous experiments was used to classify images in CIFAR-10 and a
was chosen to be equal to 0.02. In practice, roughly 10 percent of the ternarized weights
were zero (Fig. 4.7a) and 2 percent of the activations were zero. Thus the network learning
process did not ignore the possibility of using zero weights. However, more work is needed
to effectively use the zero value for the activations.

The empirical distribution of angles between the continuous vectors and their ternarized
counterparts is highly peaked at the value predicted by the theory (Fig. 4.7b). Random
vectors are chosen from a standard normal distribution of dimension d. As in the case of
binarization, the ternarized version of a vector is close in angle to the original vector in
high dimensions (Fig. 4.7c). These vectors are quantized using tera for different values of
a. The peak angle varies substantially as a function of a (Fig. 4.7d). Note that for a = 0,
the ternarization function collapses into the binarization function. The empirical value of a
is the ratio of the empirical threshold to the empirical standard deviation of the continuous
weights. Thus a ≈ 0.02/0.18 ≈ 0.11 for the higher layers. Remarkably, the theoretical
prediction for the peak angle as a function of a matches closely with the empirical result
(Fig. 4.7b).

Finally, the dot product proportionality property is also shown to hold for ternary neural
networks (Fig. 4.7e). Thus the continuous weights found using the TNN training algorithm
approximate the continuous weights that one would get if the network were trained with
continuous weights and regular backpropagation.
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a b

c d e

Figure 4.7: Ternarization of High-Dimensional Vectors Preserves their Direction in Theory
and Practice: (a) Histogram of the components of the continuous weights at each layer for
a ternary CNN trained on CIFAR-10. The distribution is approximately Gaussian for all
but the first layer. The vertical lines show the ternarization thresholds and approximately
10 percent of the weights are sent to zero. (b) Angle distribution between continuous and
ternary weight vectors by layer. The vertical dotted line (at θ ≈ 34◦) indicates the theoretical
prediction given the empirical ternarization threshold (≈ 0.11). d is the dimension of the
filters at each layer. (c) Distribution of angles between two random vectors (blue), and
between a vector and its quantized version (red), for a rotationally invariant distribution of
dimension d. The ternarization threshold is chosen to match the trained network. As the
red and blue curves have little overlap, ternarization causes a small change in angle in high
dimensions. (d) Angle between a random vector and its ternarized version as a function of
ternarization threshold for d = 1000. There is a large variation in the angle over different
thresholds. (e) Ternarization preserves dot products. The 2D histogram shows the dot
products between the ternarized weights and the activations (horizontal axis) and the dot
products between the continuous weights and the activations (vertical axis) for layer 3 of the
network. The dot products are highly correlated.



62

Chapter 5

Conclusion

Approximate inference in an appropriately constructed generative model was shown to be a
broadly applicable method. There are many ways to move this work forward.

First, the scientific stories of this thesis are far from settled. In the first chapter, the
question of how the brain actually achieves high-acuity vision remains an open question.
While Bayesian inference suggests that the brain uses a stabilized version of the stimulus
in the early visual areas, a representation that shifts with the eye is also consistent with
the Bayesian model after a non-linear transformation of the hidden variables of the model.
Only experiments will be able to fully settle the question. In the second chapter, while
one method of combining recurrent neural networks and Kalman filters was investigated, a
more parsimonious version of the model needs to be created before such an approach will
be broadly adopted. Indeed, the model is complex relative to a regular Kalman filter and
requires a significant amount of computing power to fit. In the third chapter, many other
methods of quantization and compression of neural networks may follow the same principles.
A more comprehensive study of the importance of the precision of neural network weights
may bring to light fundamental principles for understanding neural networks.

Next, while the Bayesian formulation of a problem describes the computations being
done, a key problem of neuroscience and engineering is to translate those computations into
a physical implementation. In the terminology of David Marr, there is much work to be
done in order to bridge the gap between the algorithmic level and the implementational
level of machine learning algorithms. On the biological side, we describe a set of dynamics
that the brain could use to solve to integrate signals from a moving retina to achieve high-
acuity vision. The next step is to consider more seriously a physical implementation of this
algorithm. On the engineering side, we analyze quantized neural networks where continuity
was thought to be essential. As this field has recently discovered, continuity is important
during model training, but not as much so during model inference. Thus a natural next step
is to consider a low-power, physical implementation of binary neural networks.

Finally, the current zeitgeist in the field of machine learning favors models with high per-
formance but low interpretability. However, as practitioners seek to translate these advances
into products that make decisions that impact people’s lives, models that are interpretable
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will become increasingly valuable. While simple methods like linear regression are easily in-
terpreted, they lack expressiveness. Approximate Bayesian inference offers a middle ground
where one can create powerful models that have interpretable parts or intermediate repre-
sentations. Improving the methods for fitting these models, reducing the complexity of the
implementation will be essential for them to gain more widespread adoption.
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