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ABSTRACT OF THE DISSERTATION

Falsification Testing for

Causal Design Assumptions

by
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Doctor of Philosophy in Statistics

University of California, Los Angeles, 2021

Professor Mark Stephen Handcock, Chair

To justify the credibility of their causal designs, researchers are increasingly reporting the

results of falsification analyses on the observable implications of their necessary causal as-

sumptions. Traditional hypothesis testing procedures for these purposes are improperly

formulated, therefore this work contributes to the growing body of research promoting

equivalence-based tests for the falsification of causal assumptions (e.g. Hartman and Hi-

dalgo, 2018; Hartman, 2020; Bilinski and Hatfield, 2018).

To this end, I first present an empirical application with an emphasis on falsification

testing (Chapter 2). In this chapter, augmented synthetic control methods are used to esti-

mate the causal effect of a Los Angeles police reform policy, supplemented with falsification

analyses to both strengthen the credibility of the design decisions and contextualize the

significance of the results in context.

The remainder of this work proposes equivalence-based tests. Chapter 3 develops an

equivalence test for conditional independence hypotheses, paying particular attention to the

interpretability and specification of the necessary equivalence range. Many causal designs
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require the conditional ignorability assumption, and thus balance testing is proposed as an

application of this method.

Chapter 4 takes a broader view of causal assumption evaluation. For a suite of com-

mon causal designs (selection on observables, mediation, difference-in-differences, regression

discontinuity, synthetic control, and instrumental variables), I map the necessary causal

assumptions to the testable observable implications, ultimately contrasting traditional fal-

sification approaches to proposed equivalence-based alternatives. To conclude, Chapter 5

discusses the implications and limitations of this work with an emphasis on open questions

in causal assumption evaluation.
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CHAPTER 1

Introduction

With increasing calls for credible causal designs (e.g. Angrist and Pischke, 2010, Samii,

2016), researchers are increasingly being asked to defend their design and model specifi-

cation designs. In practice, causal assumptions are not verifiable due to the fundamental

problem of causal inference (Holland, 1986). As a result, researchers employ falsification tests

to evaluate the observable implications of their required assumptions, given the assumptions

hold. This thesis focuses on falsification testing for evaluating common causal design as-

sumptions. As an example of falsification testing within an empirical context, Chapter 2

presents an application with extensive falsification analyses for the synthetic control method

(SCM, Abadie and Gardeazabal, 2003; Abadie, Diamond, and Hainmueller, 2010; Abadie,

Diamond, and Hainmueller, 2015).

The empirical application of Chapter 2 can be summarized as follows: In 2011, the Los

Angeles Police Department (LAPD), in conjunction with other governmental and nonprofit

groups, launched the Community Safety Partnership (CSP) in several public housing devel-

opments in Los Angeles. Following a relationship-based policing model, officers were assigned

to work collaboratively with community members to reduce crime and build trust. How-

ever, evaluating the causal impact of this policy intervention is difficult given the notable

differences between communities where CSP was implemented and the surrounding commu-

nities in South Los Angeles. In Chapter 2, we use a novel data set based on the LAPD’s

reported crime incidents and calls-for-service to evaluate the effectiveness of this program

via augmented synthetic control models, a cutting-edge method for policy evaluation. We
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perform falsification analyses to evaluate the robustness of the results. In the public housing

developments where it was first deployed, we find that CSP exhibited modest but statis-

tically insignificant reductions in reported violent crime incidents, shots fired and violent

crime calls-for-service, and Part I reported crime incidents. We do not find evidence of crime

displacement from CSP regions to neighboring control regions.

Following the application, this thesis contributes to the growing literature suggesting

equivalence-based approaches for falsification testing (e.g. Hartman and Hidalgo, 2018;

Hartman, 2020; Bilinski and Hatfield, 2018). Equivalence testing, as introduced in Sections

3.3 and 4.2, seeks to correct common problems with hypothesis misinterpretation in tradi-

tional tests of design assumptions. Briefly, equivalence testing flips the null and alternative

hypotheses of a traditional test of design, requiring the researcher to provide enough evidence

to reject a claim contrary to the desired design.

Chapter 3 is a focused investigation and explication of equivalence-based falsification test-

ing for conditional independence hypotheses. Conditional independence relationships serve

as the foundation of many observational designs and model assumptions. When evaluating

such assumptions, the researcher wishes to falsify their necessary claim, providing evidence

in favor of conditional independence. However, current tests are designed to fail to reject,

and therefore fail to find evidence against, the intended claim. In Chapter 3, I develop an

equivalence-based conditional independence test wherein the researcher aims to reject a null

of conditional dependence, thus corroborating conditional independence. This test is then

applied to item response theory and causal inference balance testing, providing placebo tests

for the local independence and conditional ignorability assumptions, respectively.

Building from Chapter 3, this thesis then more broadly considers falsification testing,

and therefore assumption evaluation, across the suite of common causal designs. Chapter

4 can be summarized as follows: With the advent of the credibility revolution, researchers

are often asked to defend their unobservable causal claims. Given the missing data problem

in causal inference, these causal assumptions are not verifiable and therefore researchers
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must investigate the observable implications of these unobservable claims. For the most

common causal designs, i.e. selection on observables, difference-in-differences, synthetic

controls, instrumental variables, regression discontinuity, and mediation designs, Chapter

4 outlines the set of testable observable implications for each required causal assumption. In

conjunction with the growing equivalence testing literature, tests are then proposed which

falsify the causal claim in a manner accordant with principles of scientific theory.

This thesis concludes with a review of the advancements herein and suggestions for future

work (Chapter 5). Additionally, Appendixes for Chapters 2 and 3, Sections A and Sections

B, respectively, are provided. The first provides extended results for the CSP evaluation with

particular attention given to the data description, robustness to alternative specifications,

and provides results for other units and outcomes. The second appendix provides additional

data descriptions for the two applications for the conditional independence test contained

within Chapter 3.
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CHAPTER 2

Impact Evaluation of the LAPD Community Safety

Partnership

2.1 Introduction

In 2011, the Los Angeles Police Department (LAPD) partnered with the Housing Authority

of the City of Los Angeles, and the Urban Peace Institute to launch the Community Safety

Partnership (CSP) (Rice and S. K. Lee, 2015). CSP was designed to address high levels

of violent crime and the corrosive effects of multi-generational violent gangs entrenched in

several Los Angeles public housing developments (PHDs). In Jordan Downs, Nickerson

Gardens, and Imperial Courts, located in the Watts neighborhood of South Los Angeles,

rivalries between gangs in the PHDs brought near daily conflict to the communities and

allowed violent and property crime to thrive.

At its core, CSP was a rethinking of how to approach the problems of violent crime

and gangs built around a relationship-based policing model. Two decades of heavy-handed

crime suppression had succeeded in cultivating widespread distrust of police, but appeared

to do little to blunt the control of gangs (Leap, 2020; Rice and S. K. Lee, 2015). CSP saw

arrest-based crime suppression as a last resort and rather sought to have “police officers and

residents work in mutually respectful partnership to identify and prevent crime” (LA Office

of the Mayor, 2017). Funded by the LAPD and the Housing Authority of the City of Los

Angeles, CSP recruited and trained a special group of officers for five-year assignments in

the PHDs. CSP officers were tasked with “support[ing] community and youth programs,
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address[ing] quality of life issues and develop[ing] programs to address and reduce violent

crimes” (LAPD News Release, 2015). In effect, CSP officers were to become invested mem-

bers of the community, rather than simply an intervening force that shows up when there

are problems.

The relationship-based model was expected to impact crime and disorder, while also

improving trust between police and the public. The rationale was that the informal social

networks linking CSP officers to community members make it easier to identify the problems

that matter to community members (not just the police). Informal social networks allow

police and community members to try out solutions together, in near real-time, blunting the

potential that small problems metastasize into serious ones. The corollary is that solving

smaller problems (and avoiding serious ones) helps to build trust in those informal social

relationships and, by extension, the police-public partnership. The relationship-based model

contrasts with other, established forms of community policing that most often rely on in-

termittent community meetings to identify problems, which then largely fall to police and

other city agencies to solve (Skogan, 2006; Eck and Maguire, 2000). CSP is therefore akin

to just-in-time adaptive interventions in health (Nahum-Shani et al., 2018), with the adap-

tive flexibility in CSP provided by the relationships formed between police and community

members.

The communities participating in CSP exhibited reduced violent crime and improved

relations with the police almost immediately, a fact that attracted considerable media atten-

tion (e.g. Siegler, 2013; Blackstone, 2014; Streeter, 2014). Though encouraging, it is critical

to recognize that inferring causality is challenging under the circumstances. CSP was im-

plemented in highly targeted communities and developed at a time when Los Angeles was

experiencing an unprecedented decline in crime.1 Crime peaked in Los Angeles in 1992, a

year which saw nearly 1,100 murders citywide. Los Angeles then experienced nearly two

1Figure A.1 provides Los Angeles homicide counts from 1987 - 2017 (Federal Bureau of Investigation,
2021; Blumstein, Wallman, and Farrington, 2006).
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decades of falling violent and property crimes, while simultaneously adding a half-million

new residents. At its lowest point in 2013, there were 251 homicides citywide, a 335% re-

duction from the earlier peak. Given the overall decrease in crime throughout the city, it

is possible that crime would have fallen in CSP areas, even if the program had not existed.

Given the significance surrounding policing reform in America, it is important to carefully

consider the causal impact of community-policing programs such as the CSP.

To determine whether CSP actually reduced crime, we require knowledge of what crime

and disorder would have been like in these communities had CSP not been implemented, i.e.,

the counterfactual. Here we aim to evaluate the causal impact of CSP using panel data:

we have access to crime outcomes measured pre- and post-treatment across South Los An-

geles communities that both participated in CSP (treated units) and did not participate in

CSP (control units). We consider two common approaches to estimating causal effects using

panel data, including difference-in-differences and synthetic control methods. As discussed

in Section 2.4.2.1, the parallel trends assumption required for a difference-in-differences ap-

proach is not credible in this application and thus is not appropriate for this application.

Therefore, we rely on an alternative approach designed for our data setting, the synthetic

control method (SCM), in which there are relatively many pre-treatment time periods and

one (or few) treated units.

Synthetic control methods, introduced in a series of seminal papers by Abadie and

Gardeazabal (2003), Abadie, Diamond, and Hainmueller (2010), and Abadie, Diamond,

and Hainmueller (2015), in effect, construct a counterfactual for the treated units using a

weighted combination of “donor control units”, or control units that never receive treatment.

While widely used in policy evaluations, these methods have until recently been infeasible in

a number of important data settings. In particular, when SCM weights are constrained to

the simplex, balancing on larger numbers of pre-treatment periods and incorporating addi-

tional observable covariates, this weighting becomes less feasible (Ferman and Pinto, 2019).

Additionally, when treatment is implemented for more than one unit, one must find a prin-
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cipled way to pool the information across the SCMs (Ben-Michael, Feller, and Rothstein,

2019). We follow O’Neill et al. (2016) and Robbins, Saunders, and Kilmer (2017) and fully

pool the treated units by considering the average treated unit.

We use a new technique, the augmented synthetic control method (ASCM) (Ben-Michael,

Feller, and Rothstein, 2021b), to estimate the impact of CSP. ASCM is an innovative method

that extends the powerful SCM approach to a data setting like ours, in which we have few

treated units; many pre-treatment time periods with which to fit the data; and possible

violations of the necessary causal identifying assumptions required by the original SCM. To

address violations of the traditional SCM assumptions, such as imperfect pre-treatment fit

of SCM weights, the ASCM uses an outcome model for bias adjustment, simultaneously

minimizing the extrapolation from the control units in a principled way using regularization

via ridge regression. Thus, ASCM is a cutting-edge method that allows for robust estimation

of treatment effects for policies such as CSP, which are implemented in a small number of

jurisdictions where other methods may not be credible.

We evaluate the impact of CSP on crime in Nickerson Gardens, Jordan Downs, and Impe-

rial Courts, three public housing developments in South Los Angeles, for the six-year period

between 2012-2017 using a novel data set based on the LAPD’s reported crime incidents

and calls-for-service data. Specifically, we estimate the average number of violent crime

incidents, Part I crime incidents, and violent crime calls-for-service prevented bi-annually

per public housing development. Previewing our results, we find statistically insignificant

reductions across our crime measures. We estimate that, on average, CSP prevented 5.51

(p = 0.48) violent crimes and reduced violent crime calls-for-service by 1.26 (p = 1) per

six-month period per public housing development between January 1, 2012 and December

31, 2017 (p-values for the joint null of no effect in any post-treatment period are provided

in parentheses). Additionally, we find that, on average, CSP led to an reduction of 10.36

(p = 0.58) Part I reported crime incidents per six-month period per housing development

during this time.
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The remainder of this paper proceeds as follows. In Section 3.2, we describe CSP and

how it sought to address well-known challenges in “community policing.” In Section 2.3,

we describe the data used in model balancing and testing. Section 2.4 introduces panel

data methods before presenting augmented synthetic control methods and their underlying

assumptions. Section 2.5 turns to model evaluation using placebo tests. Section 2.6 presents

results on the impact of CSP in Jordan Downs, Nickerson Gardens, and Imperial Courts

PHDs. Section 2.7 discusses the implications of the results for CSP and relationship-based

policing more broadly.

2.2 Background

The Community Safety Partnership was launched in four public housing developments in

Los Angeles in late 2011 (Leap, 2020). It is one part of a comprehensive approach to vio-

lence reduction in places that have long suffered under the control of powerful street gangs

and the corrosive effects of heavy-handed crime suppression tactics, persistent neglect by

city officials, and concentrated social and economic disadvantage (Fagan and J. MacDonald,

2012). Gang prevention and intervention efforts, as well as broad community engagement

projects, are spearheaded by the Mayor’s Office of Gang Reduction and Youth Development

(GRYD) (Tremblay et al., 2020). Infrastructure improvement in PHDs is the responsibility

of the Housing Authority of the City of Los Angeles. CSP is a merging of these motivations,

responsible for establishing and sustaining basic security and safety in the targeted commu-

nities. The approach of CSP is to concentrate on building long-lasting relationships between

police and members of the community, leveraging those relationships for collaborative prob-

lem solving (Leap, 2020; Rice and S. K. Lee, 2015).

CSP extends a fifty-year history of community policing efforts that have all sought to

correct for the many deficiencies of the professionalization model that dominated much of the

20th Century (Reisig, 2010; Blumstein, 2018; Katzenbach, 1967; Kelling and Moore, 1989;
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Sherman et al., 1973; Kelling, Pate, et al., 1981; Goldstein, 1979; Goldstein, 1977). In spite

of promising early steps, community policing today is perhaps best described as a general

orientation adopted by policing organizations. Indeed, the US Department of Justice defines

community policing as “a philosophy that promotes organizational strategies which support

the systematic use of partnerships and problem-solving techniques, to proactively address

the immediate conditions that give rise to public safety issues such as crime, social disorder,

and fear of crime” (DOJ, 2009, pg.1). The most persistent criticism of community policing is

that it is too amorphous (Cordner, 1997; Skogan, 2006). A wide range of policing strategies

and tactics may qualify as community policing. Thus, evaluation and generalization of

individual community policing efforts is challenging. In Section 2.7 we situate our findings

in the broader community policing literature.

CSP in Los Angeles was designed with these weaknesses of past community policing ef-

forts in mind. It is a deliberate model of police recruitment, training, deployment, strategic

and tactical orientation, and command oversight (Leap, 2020). CSP started with a year of

planning prior to launch in 2011.2 A detailed selection process was established to recruit offi-

cers with existing orientations towards problem solving. Selected officers underwent training

aimed at building understanding of the interrelated cultural, demographic, and economic

factors that impact public safety in CSP sites. Training was designed and delivered by the

Urban Peace Institute, a community-based civilian organization. Officers were trained on

techniques for defusing community-wide dangers without over-relying on traditional suppres-

sion tactics such as arrest.

The CSP model also recognized that alternatives to suppression require trust and a net-

work of community relationships that could be called on to solve immediate, local problems

see also Skogan, 2006. Since building reliable social networks requires both time and sta-

bility of effort, CSP established long-term deployments for officers, lasting five-years in each

2In Section A.2.4 we drop this year of planning (2011) from the pre-treatment data and estimate “pseudo”
effects of CSP. The results are comparable to the reported ATTs and therefore provides evidence against
notable anticipation effects.
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community. The deployments also had a separate command structure allowing for greater

autonomy and discretion of officers. Officers were provided unique incentives (promotion and

pay) to reward community-engaged behaviors not captured by traditional metrics such as

crime and arrest statistics. The ultimate goal of CSP was not only to build trust in policing,

but also to provide the basic security and safety necessary for normal social and economic

activity. While it is clear that CSP has not been immune to many of the well-known chal-

lenges facing community policing, such as ambiguity about how to balance enforcing laws

against relationship building (Leap, 2020), even partial adherence to the CSP model may be

expected to have an impact. Our purpose is to evaluate whether CSP succeeded in improving

basic security and safety in the PHDs where it was deployed.

2.3 Data

We rely on three primary sources to construct our dataset: LAPD reported crime incidents

data, LAPD calls-for-service data, and U.S. Census data. Below we discuss how treated

units, donor control units, and outcome and covariate data are defined.

2.3.1 Outcomes

Our focus is on estimating the causal impact of CSP on crime and disorder. The augmented

synthetic control method we rely on requires both pre- and post-treatment measures of

crime as well as pre-treatment covariate data. In this section we describe how we define and

aggregate our crime outcomes using the LAPD reported crime incidents and calls-for-service

data.

To introduce the two LAPD data sources, a crime, or a reported crime incident, in the

LAPD’s South Bureau region typically originates from a call to the police by a member of the

public, i.e. a call-for-service. However, because reported crimes also undergo a verification

process, they filter out much of the noise associated with calls (Klinger and Bridges, 1997).
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Therefore, a given crime will only be listed once in the reported crime incidents data, while

multiple, distinct calls pertaining to that incident may be reported in the calls-for-service

data. Calls-for-service are thus viewed as an aggregate indicator of police demand, fear of

crime, and victimization (Porter et al., 2019). Reported crimes are viewed primarily as an

indicator of victimization. We consider outcomes of both measures here.

Within these LAPD data sources, we only include observations with valid geospatial

coordinates for which we can attribute treatment status, i.e. CSP or non-CSP locations can

be determined. We exclude crime incidents and calls recorded with geospatial coordinates

corresponding to police stations.3 We restrict our final dataset to the period of overlap for

these two data sources, measuring reported crime incidents and calls-for-service outcomes

during the period July 1, 2007 to December 31, 2017.

As discussed in Section 2.2, CSP was largely motivated by a desire to decrease violent

crime rates in certain regions of South Los Angeles. Therefore, this work focuses on es-

timating the effect of CSP on several violent crime outcomes. The US Federal Bureau of

Investigation tracks two broad categories of crimes on an annual basis: Part I and Part II

crimes. The so-called Part I crimes are serious crimes that occur with sufficient frequency

and visibility to warrant statistical tracking. The Part I crimes include homicide, aggravated

assault (assault with a deadly weapon), robbery, rape, burglary, car theft, and arson. It ex-

cludes crimes such as kidnapping which is serious, but rare. The so-called Part II crimes are

lesser crimes that range from simple assault to vandalism.

Within this work, we consider three violent crime outcomes related to this official crime

severity categorization. First, we measure reported Part I crime incidents, excluding arson

from the standard list of Part I crimes due to irregular reporting in police data. Second, we

consider two measures of non-property violent crime: violent crime, drawn from the reported

crime incidents data, and shots fired and violent crime, drawn from the calls-for-service data.

3It is common practice to use a police station address when the location of the crime is unknown. This
exclusion removes approximately two percent of the data.
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Formally, we define our primary outcomes of interest as violent crime incidents, shots

fired and violent crime calls-for-service, and Part I crime incidents. We categorize the re-

ported crime data and calls-for-service data based on the LAPD Consolidated Crime Analysis

Database (CCAD) code provided in the data sources. Our primary outcomes are defined as

follows (CCAD code in parentheses): violent crime is defined as homicide (110), assault with

a deadly weapon/ attempted homicide (230), and robbery (210); shots fired and violent crime

calls-for-service is defined as shots fired (246), robbery (211), assault with a deadly weapon

(245), and murder (187) calls. Part I crime incidents is defined as homicide (110), assault

with a deadly weapon/ attempted homicide (230), robbery (210), rape (121), burglary (310),

and stolen vehicle (510).4 Our primary analyses consider the aggregate raw count data, but

we show the results are robust to evaluation using per capita outcomes, normalizing by the

Census population counts discussed below. These analyses are included in Section A.4.2.

Due to the sensitive nature of the data, we are not able to provide the raw data as part

of the publication. Substantially similar open-source data is available at https://data.

lacity.org/. In addition, individuals may request data for research purposes by contacting

the LAPD directly. Instructions are available at https://www.lapdonline.org/inside_

the_lapd/content_basic_view/9136.

2.3.1.1 Temporal Aggregation

The data described above is reported in real-time. For our analysis, we aggregate our crime

data bi-annually (i.e. in 6-month periods) which we refer to as semesters. Temporally,

semesters are defined as events from January 1 to June 30 (denoted in our graphs as year.0)

and from July 1 to December 31 (denoted year.5) within a given year. Semester is chosen

as the smallest time-level specification as it is better able to demonstrate seasonal trends

than year and is less noisy than quarter -level data. Our choice of temporal aggregation

4Nonviolent crime outcomes (reported crime incidents: residential burglary; calls-for-service: quality of
life) are evaluated and included in Section A.5.
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leaves us with nine pre-treatment measurements and twelve post-treatment. To evaluate

the robustness of our choice, we consider aggregating up to 3-month periods (quarter) and

show that the semester -level results are substantively similar to the quarter -level results in

Section A.4.2.

2.3.2 Treated Units

Our treated units are defined, geographically, by the public housing developments in LAPD’s

South Bureau that received CSP in November, 2011. In particular, this includes Jordan

Downs, Nickerson Gardens, and Imperial Courts.5 We note that CSP was implemented in

Jordan Downs, Nickerson Gardens, and Imperial Courts in November, 2011. Therefore, at

the semester level, treatment implementation is approximated with the beginning of 2012

(i.e. 2012.0 in our figures). 6

2.3.3 Control Units

A key part of synthetic control methods is defining donor control units. As public housing

developments are unique in their community structure, we aim to find naturally-occurring

control units that are of similar size and lie within a similar geographic region. We use

Census boundaries, and their associated shapefiles, to construct control units for analysis.

Los Angeles is a large and diverse metropolis, so we first restrict the data to Census

tracts within the 77th Street and Southeast Divisions of LAPD’s South Bureau, which are

5Two additional public housing developments within LAPD’s South Bureau received the CSP intervention
in July 2016 (Avalon Gardens and Gonzaque Village) and one in October 2017 (Harvard Park). We do
not have sufficient post-treatment data to robustly evaluate the impact, however we use these units as a
robustness check for pre-treatment model fit in Section A.6. CSP was also deployed in the Ramona Gardens
public housing development in East Los Angeles in late 2011. Ramona Gardens was not considered in our
analyses since it is outside the South Los Angeles Bureau, from which we draw our donor controls.

6Under this approximation, the final pre-treatment semester contains approximately two months of CSP
conditions, which might lead to concerns about bias due the final pre-treatment period containing some
treated data. Our results are robust to assigning treatment periods to be exact (i.e. recoding incidents in
November and December, 2011 to have occurred during the first semester of 2012). See Section A.4.2.
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closest to the treated units, limiting to the southernmost Census tract in the region as tract

2911.10. We refer to this region as “South Los Angeles”. By restricting the pool of control

units to a geographic area more closely surrounding the treated units, rather than using the

whole of the LAPD area, we inherently address unobservable factors specific to this region

(Abadie, Diamond, and Hainmueller, 2015).

Within this restricted geographic region, donor control units are defined using Census

geographies. Spatially, events are grouped by Census block group boundaries, shown for

the region of study in Figure A.2. In total, the pool of control units consists of 234 block

groups where all units that eventually receive treatment are excluded. We focus on block

group-level control units, rather than block -level control units (the smallest Census geography

unit) as the former is of a similar population size to public housing units. All CSP PHDs are

comprised of multiple Census blocks. In our analyses, Jordan Downs and Imperial Courts

each encompass seven blocks while Nickerson Gardens encompasses 13 blocks. Therefore,

these PHDs are of similar geographical size to the average block group, or donor control unit,

in our study: the average number of blocks within a control block group in our region of

study is 10.41.

Status Region Violent Crime Incidents Part I Crime Incidents Shots, Violent

Crime Calls

Treated Imperial Courts 16.00 28.56 28.89

Treated Jordan Downs 20.11 40.78 29.11

Treated Nickerson Gardens 42.44 75.33 57.00

Control South Los Angeles 8.31 18.20 16.43

Reference Los Angeles 3.42 10.48 12.79

Table 2.1: Average violent crime counts per semester during the pre-treatment period by

the treated units of interest, the average Los Angeles block group, and the average control

unit in the restricted, South LA region of study.

Table 2.1 provides average violent crime counts per semester during the pre-treatment
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period for the treated units of study, the average unit in the control region of South LA,

and, for reference, the average block group in LA more broadly. For each of the outcomes,

the treated units have substantially more violent crime per semester: LA and South LA

block groups average 3.42 and 8.31 reported violent crime incidents, respectively, while the

treated PHDs have between 16.00 (for Imperial Courts) and 42.44 (for Nickerson Gardens)

average reported violent crime incidents per semester. This disparity is consistent for both

the reported Part I crime incidents and shots fired and violent crime calls-for-service. This

outcome table shows the uniqueness of our treated units, and supports our decision to limit

the control area to South LA, as South LA is more similar to the treated units than LA on

average.7

2.3.4 Pre-treatment Covariates

Accounting for pre-treatment covariates in the construction of the weights can reduce bias

in synthetic control methods (Botosaru and Ferman, 2019). Our LAPD crime data does

not include additional demographic information; to account for demographic differences

between the treated and donor control units, we append demographic measures from the

2010 Census. We consider the following pre-treatment covariates from the Census data:

proportion of residents who identify as Hispanic or Latino; white, black, or “other” single

race category; total number of housing units; and variables for the distribution of residents

by age and gender.8

Our pre-treatment covariates are defined using Census block groups.9 As we define our

donor control units at the block group level, this naturally allows us to merge the Census

data with our crime data. However, while bigger than a census block, our treated PHDs

7We present per capita outcomes in Table A.1.

8See Section A.1.2 for the full data description.

9Data from the Census Bureau’s Decennial Census, which records various demographic information, are
only available for blocks and block groups.
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do not always consist of an entire block group region. Therefore, to construct demographic

profiles, all blocks within a given PHD are aggregated to construct a single block group unit.

Blocks assigned to a PHD are then removed from the set of donor control block groups.10 For

figures demonstrating the allocation of Census units to PHD boundaries, see Section A.1.1.

Status Region Housing Population Hisp. Lat. White Black Male

Under18

Female

Under18

Treated Imperial Courts 576 1998 0.56 0.2 0.41 0.51 0.4

Treated Jordan Downs 708 2714 0.67 0.21 0.32 0.56 0.42

Treated Nickerson Gardens 1254 4409 0.6 0.17 0.39 0.54 0.41

Control South Los Angeles 386 1318 0.58 0.22 0.4 0.33 0.3

Reference Los Angeles 564 1510 0.46 0.51 0.1 0.23 0.22

Table 2.2: Demographic descriptions by the treated units of interest, the average control

unit in the restricted, South LA region of study, and the average Los Angeles block group.

Of these included Census covariates, Table 2.2 reports those where the treated units

are most different from the South LA region from which we draw our donor control units

(see Table A.2 for comparison of the remaining covariates). As a reference, we also present

averages for broader Los Angeles. As expected, Jordan Downs, Nickerson Gardens, and

Imperial Courts each have more housing units and more population than the average control

unit in both Los Angeles and the South Los Angeles region of study. Nickerson Gardens is

especially housing and population dense with approximately three times the population of

the average LA and South LA block group. The treated PHDs also tend to have a greater

proportion of residents under 18: the proportion of both male and female residents under

18 is nearly double that of the average control unit in LA. The racial characteristics of the

10The American Community Survey (ACS) records covariates on socioeconomic status, educational at-
tainment, and geographical mobility. However, the ACS information is minimally recorded at the block group
level and therefore would require additional assumptions to match the nonstandard PHD regions. In Sec-
tion A.4.1, we demonstrate the results for Jordan Downs, which comprises a single block-group, are robust
to the inclusion of these ACS covariates.
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treated units are similar to that of South LA, but unique from the average LA block group,

supporting our decision to restrict donor control units to South LA.

2.4 Methodology

Synthetic control methods (SCMs) solved an important problem for applied policy re-

searchers by providing a method for estimating the causal effect with one (or few) treated

unit(s), relying on a version of a selection-on-observables assumption. In essence, synthetic

control methods construct a counterfactual for the treated unit using a weighted combina-

tion of the control units, known as a “synthetic control.” The weights are constructed to

make the synthetic control’s pre-treatment outcomes match those of the treated unit, and

the effect is estimated as the average difference in the post-treatment period between the

treated unit and the synthetic control unit.11 However, SCMs are no panacea and the origi-

nal authors only suggest the use of synthetic controls with (near) exact pre-treatment fit on

the pre-treatment outcomes and when many pre-treatment periods are available. Despite

these constraints, SCM is “arguably the most important innovation in the policy evaluation

literature in the last 15 years” (Athey and G. W. Imbens, 2017).

Recent advances in SCMs aim to relax the perfect pre-treatment fit for pre-treatment out-

comes and covariates. We note extrapolation is a concern in our data as the crime outcomes

in our treated units are higher than many of the donor control units, see Figure A.4. Finding

a feasible set of weights becomes more difficult with higher dimensional data, particularly

with a growing number of pre-treatment outcomes and covariates, thus many papers have

suggested regularized approaches to constructing the weights (e.g. Doudchenko and G. W.

Imbens, 2016; Robbins, Saunders, and Kilmer, 2017; Ben-Michael, Feller, and Rothstein,

2021b; Abadie and L’Hour, 2020). These relax the balance constraints, possibly allowing for

11Matching methods are related to this approach, where, with one-to-one matching, control units are given
a weight of zero or one.
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extrapolation (such as Doudchenko and G. W. Imbens (2016) and Ben-Michael, Feller, and

Rothstein (2021b)). There are papers that aim to weaken the linear-factor model assumption

required for identification (Hazlett and Xu, 2018). Another branch of research has shown

the relationship between SCM and difference-in-differences, and uses this to incorporate a

type of model-based adjustment to SCM (e.g. Doudchenko and G. W. Imbens, 2016; Ferman

and Pinto, 2019; Arkhangelsky et al., 2018; Ben-Michael, Feller, and Rothstein, 2021b).

We employ one such approach, augmented synthetic control methods, detailed in Section

2.4.4, which combines regularized weights with a model-based adjustment to improve infer-

ence when exact pre-treatment fit is infeasible (Ben-Michael, Feller, and Rothstein, 2021b).

ASCM incorporates many of the model-based adjustment approaches (including Doudchenko

and G. W. Imbens (2016), Ferman and Pinto (2019), Arkhangelsky et al. (2018)) as special

cases.

Finally, our data setting does not fit in the canonical SCM framework in that we have

three, rather than one, treated unit. Many recent methods have extended both difference-

in-differences and SCM to multiple treated units with, potentially, staggered adoption. Ben-

Michael, Feller, and Rothstein (2019) show that researchers can partially or fully pool the

information in the treated units. We take a “fully pooled” approach suggested by O’Neill

et al. (2016) and Robbins, Saunders, and Kilmer (2017), in which treated units are first

averaged before constructing the SCM weights and conducting the augmentation step, in

effect averaging the results of separate ASCM estimates for each unit.

2.4.1 Notation and Estimands

We now introduce notation and details, following those outlined in Ben-Michael, Feller, and

Rothstein (2021b), for the augmented synthetic control method. We have i = 1, . . . , N units

observed for t = 1, . . . , T time periods with N and T fixed. We consider Di as an indicator

that unit i is treated at time T0 < T , where units with Di = 0 never receive treatment. For

simplicity of notation, and following conventional notation, we assume that only one unit,
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i = 1, is treated. As discussed above, we have three treated units treated at time T0 in which

we use full-pooling, in effect averaging the three treated units to define unit i = 1. We let

N0 = N − 1 be the number of possible donor control units. We define the pre-treatment

time period as T ≤ T0, and the post-treatment time period as T > T0.

We define the potential outcomes for unit i at time-period t as Yit(1) for treatment

and Yit(0) for control (Rubin, 1974). We rely on the common stable unit treatment value

assumption (SUTVA), which rules out interference between units and assumes treatment

and control is commonly defined among all units (Rubin, 1978).12 We define pre-treatment

outcomes as X, where X1· refers to the pre-treatment outcomes for the treated unit i = 1,

and X0· refers to the matrix of pre-treatment outcomes for donor control units. We also

consider a small set of pre-treatment covariates Zi ∈ RK , from the appended Census data,

with Z1· and Z0· defined analogously. The observed outcomes in our dataset are thus:

Yit =


Yit(0) if Di = 0 or t ≤ T0

Yit(1) if Di = 1 and t > T0

We define the potential outcomes under control as generated by a fixed component,

mit and an additive idiosyncratic component εit drawn from some distribution P (·) with

mean zero, making Yit(0) = mit + εit. We then define the treated potential outcome as

Yit(1) = Yit(0) + τit where the τit are the individual level treatment effects for a given time

period t. The fundamental problem of causal inference is that the potential outcomes for

unit i and time t are never jointly observable, making τit unobservable (Holland, 1986). Yet,

this quantity is of primary interest in policy problems such as the CSP evaluation, where

we wish to know the impact of CSP for, specifically, the units who received treatment. To

evaluate the CSP policy, our primary quantity of interest, then, is the average treatment

12Spillover effects are a genuine concern for crime deterrence interventions. We further evaluate potential
violations of this assumption, particularly the impact of interference, in Sections A.2.3 and A.2.3.1, and find
no statistically significant evidence of spillover effects.
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effect on the treated (ATT), a policy-relevant estimand that captures the impact of the CSP

for the PHDs that participated in the program. We can also evaluate the average treatment

effect for the treated units at a given time period, called the ATTt:

ATTt = E[Yit(1)− Yit(0)|Di = 1], T0 < t ≤ T. (2.1)

ATT = E[ATTt], T0 < t ≤ T. (2.2)

Substantively, the ATTt (Equation (2.1)) is the average difference between the crime rates

in treated regions post-treatment and what the crime rate would have been in those regions

during the post-treatment years had CSP not been implemented for a given post-treatment

time period t > T0. Equation (2.2), the average of the ATTt over all post-treatment time

periods, captures the overall impact of CSP during our study period.

In Ben-Michael, Feller, and Rothstein (2021b), the authors follow the extant literature

and consider two models for mit, including an outcome that is linear in pre-treatment out-

comes and covariates, and a linear factor model. They consider bias bounds of ASCM under

these models. Causal identification of the estimands above relies on an ignorability assump-

tion, namely that the treatment assignment Di is ignorable given model mit, formalized

as:

E[DiεiT ] = EεT [(1−Di)εiT ] = EεT [εiT ] = 0 ∀ T > T0 (2.3)

which states that the noise terms in the post-treatment time-periods are mean-zero and

uncorrelated, meaning that the noise terms do not systematically differ for treated and

control units. This allows us to estimate the counterfactual synthetic control as a weighted

combination of the donor control units, with weights estimated to balance the pre-treatment

outcomes and covariates. The bias bounds further impose independence across time and

units, with common variance.
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2.4.2 Difference-in-Differences

A common approach to estimating causal effects with panel data is difference-in-differences,

which leverage a “parallel trends” assumption, that the treated units follow a parallel, but

mean shifted path, to the control units in the absence of treatment to address confounding

of treatment assignment. Difference-in-differences was originally derived under a single pre-

and post-treatment time period (Card and Krueger, 1993; Angrist and Pischke, 2008), but

recent literature has extended these results to allow for more pre- and post-treatment time

periods with optional staggered treatment implementation (e.g. Athey and G. Imbens, 2018;

Callaway and Pedro H.C. Sant’Anna, 2020a; Egami and Yamauchi, 2021), and shown the

relationship to common two-way linear fixed effects estimators in time-series cross-sectional

analysis (e.g. Imai, Kim, and E. Wang, 2020). With numerous pre-treatment observations,

researchers can rely on the extended parallel trends assumption, which provides a testable

implication (i.e. a placebo test), namely that parallel trends holds among the pre-treatment

time periods (Callaway and Pedro H.C. Sant’Anna, 2020a; Egami and Yamauchi, 2021).

2.4.2.1 Failure of Parallel Trends

We leverage our multiple pre-treatment time periods to evaluate the plausibility of the par-

allel trends assumption in our application. The right hand panel of Figure 2.1 presents

the time trends in the treated and control units for each outcome. As is visually evident,

the treated and control units do not follow similar pre-treatment trends, with crime mea-

sures spiking then steeply declining in our treated PHDs, and crime more gently declining

in the control region. We conduct a statistical test of this assumption using the double

difference-in-differences estimator of Egami and Yamauchi (2021), which tests the parallel

trends-in-trends assumption, a further relaxation of the extended parallel trends assumption

allowing for linear time-varying unmeasured confounding.

The left hand panel of Figure 2.1 provides statistical evidence of strong deviations from
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even this weaker version of parallel trends. The figure presents standardized equivalence

confidence intervals (Hartman and Hidalgo, 2018) of the effect at each pre-treatment time-

period using the double difference-in-differences estimator. The parallel trends-in-trends

assumption implies these estimates should be close to zero, and as discussed in Egami and

Yamauchi (2021), the equivalence confidence interval should be narrow to provide credible

evidence for parallel trends. Our data exhibit large ranges around zero, with many time

periods exhibiting differences of one or more standard deviations above the baseline control

mean, indicating a lack of evidence for the plausibility of the parallel trends assumption. One

alternative is to rely on a conditional parallel trends assumption (see Callaway and Pedro

H.C. Sant’Anna, 2020a) which allows for the inclusion of covariates to meet the parallel

trends assumption, however given the large deviations from parallel trends, our relatively

limited set of additional observed covariates, and our limited number of treated units, we

instead rely on the alternative identification strategy provided by SCMs.

2.4.3 Synthetic Control Method Weights

We begin by describing estimation using synthetic control methods (SCMs), which estimate

Equations (4.27) and (4.28) by constructing a counterfactual for the treated unit as a convex

combination of the donor control units, where the weights are chosen such that the weighted

average of the controls closely approximates the pre-treatment outcomes and covariates for

the treated units. Specifically, we follow Ben-Michael, Feller, and Rothstein (2021b), and

choose SCM to solve the following constrained optimization problem13:

min
wSCM∈∆N0

θx||X1· −X0·
′wSCM ||22 + θz||Z1· − Z0·

′wSCM ||22 + ζ
∑
i:Di=0

f(wSCMi ) (2.4)

where the weights wSCMi are constrained to be in the simplex ∆N
0 = {wSCM ∈ RN0 | wSCMi ≥

13An importance matrix of the pre-treatment outcomes and covariates can be incorporated, see Ben-
Michael, Feller, and Rothstein (2021b).
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(a) Reported Crime: Violent Crime (b) Reported Crime: Part I Crime

(c) Calls for Service: Shots Fired and

Violent Crime

Figure 2.1: To assess the plausibility of the parallel trends assumption, we plot the equiva-

lence confidence intervals, in standard deviations from baseline control group mean, across

pre-treatment time (left) and the mean outcome across time (right) for the treated units

(black) and the control units (gray). Parallel trends are not plausible for these outcomes.

0∀i,
∑

iw
SCM
i = 1}, and are normalized to sum to 1. The “synthetic control” counterfactual

is estimated as the weighted average of the post-treatment outcomes of the control units,

Ŷ SCM
1t (0) =

∑
i:Di=0w

SCM
i Yit for time period t > T0, with weights wSCM . Thus, we can

estimate the ATTt, t > T0, as the difference in the treated unit and the weighted donor

control units, and the ATT as the average of the ATTt over all t, t > T0.

ÂTT t = Y1t − Ŷ SCM
1t (0) for t > T0 (2.5)

ÂTT =
1

T − T0

∑
t:t>T0

(
Y1t − Ŷ SCM

1t (0)
)

(2.6)

The ζ in Equation (2.4) is a dispersion parameter proposed by Abadie, Diamond, and

Hainmueller (2015). We return to the choice of ζ below, ultimately relying on ridge regression
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for regularization. The constraint that the weights must be positive implies that the treated

unit must be within the convex hull of the donor control units, a requirement that is harder

to meet as the dimensionality of the problem increases, such as with more pre-treatment

time periods or covariates (Ferman and Pinto, 2019). If weights are allowed to be negative,

the estimator extrapolates beyond the convex hull. While the original suggestion of Abadie,

Diamond, and Hainmueller (2010) was to avoid using SCM when excellent pre-treatment

fit on the pre-treatment outcomes and covariates cannot be achieved, ASCM relaxes the

constraints to allow for principled extrapolation beyond the convex hull.

2.4.3.1 Synthetic Control Weights with Intercept Shift

One approach to addressing the failure of the parallel trends assumption for difference-in-

differences is to combine the synthetic control method with an intercept shift (Doudchenko

and G. W. Imbens, 2016; Ferman and Pinto, 2019). This allows for unobservable unit-level

differences unaddressed by the synthetic control weights by differencing the unit-level pre-

treatment average for each unit. Let Ȳi = 1
T0

∑
t:t≤T0 Yit be the pre-treatment average for

unit i. This results in the following estimator for the ATTt:

ÂTT t = Y1t − Ȳ1 −
∑
i:Di=0

wSCMi (Yit− Ȳi) for t > T0. (2.7)

When the weights are uniform, this estimator is equivalent to the standard difference-

in-differences estimator. This “SCM with intercept-shift” model is a special case of the

augmented synthetic control method we describe below.

2.4.4 Augmented Synthetic Control Methods (ASCM)

When excellent pre-treatment fit on the pre-treatment outcomes and covariates is not achiev-

able given the constraints on the weights in Equation (2.4), Ben-Michael, Feller, and Roth-

stein (2021b) suggest an augmented synthetic control. ASCM relaxes the constraint that the
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weights lie within the simplex, allowing for negative weights on donor control units–a form

of extrapolation. Akin to doubly robust estimation (Bang and J. M. Robins, 2005), ASCM

introduces an augmentation step that first estimates then adjusts for the potential bias in

the SCM estimate due to residual imbalance in the pre-treatment outcomes and covariates.

The generic form of the ASCM estimator for the potential outcome under control is:

Ŷ ASCM
it (0) =

∑
i:Di=0

wSCMi Yit︸ ︷︷ ︸
SCM Estimator

+
(
m̂1t(X,Z)−

∑
i:Di=0

wSCMi m̂it(X,Z)
)

︸ ︷︷ ︸
Augmentation (Bias Adjustment)

(2.8)

for t > T0, and ÂTT t and ÂTT are estimated analogously to SCM, replacing Ŷ SCM
1t (0)

with Ŷ ASCM
1t (0). Notice the difference from SCM is that ASCM includes a model-based bias

adjustment as the difference between a model-based prediction for the treated unit at time

t given pre-treatment outcomes and covariates (m̂1t(X,Z)) and the SCM weighted model-

based prediction for the donor control units (
∑

i:Di=0 w
SCM
i m̂it(X,Z)) at time t. Following

Ben-Michael, Feller, and Rothstein (2021b), we rely on ridge regression (Hoerl and Kennard,

1970) for our augmentation step, with m̂(X,Z) = η̂0 + X′η̂x + Z′η̂z, which is fit with ridge

regression to solve

min
η0,ηx,ηz

=
1

2

∑
i:Di=0

(Yi − (η0 + X′ηx + Z′ηz))
2 + λx||ηx||22 + λz||ηz||22 (2.9)

Following the authors, we consider pre-treatment outcomes and covariates of equal im-

portance, with θx = θz = 1, and we regularize with a common parameter λx = λz = λridge.

Under a linear data-generating process, ridge ASCM, as described above, is a type of reg-

ularized SCM weight as described in Equation (2.4), with a ridge penalty. Pre-treatment

outcomes and covariates that are more predictive of the outcome will have larger coefficients,

and therefore be more important in balancing, with larger imbalances leading to larger aug-

mentation adjustments. Under a linear model mit, ridge ASCM penalizes divergence from

the SCM weights, where λridge controls the level of extrapolation.
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We follow the suggestion of Ben-Michael, Feller, and Rothstein (2021b), and select λridge

using cross-validation with a leave-one-out time-period for t < T0 (i.e. the pre-treatment

period) to find the λridge that minimizes MSE. We also consider an additional scenario in

which we achieve exact balance on lagged outcomes (λz = 0), and conduct ridge ASCM after

residualizing the pre-treatment outcomes on the pre-treatment covariates. Importantly, the

hyperparameter λ allows ridge ASCM to navigate the bias-variance trade-off when SCM

weights are feasible and controls extrapolation in a principled way, while deviating as little

as possible from the SCM weights (thus minimizing extrapolation). Ben-Michael, Feller, and

Rothstein (2021b) show that ASCM controls bias under both a linear and an (unobserved)

linear factor model, extending the well-known results of Abadie, Diamond, and Hainmueller

(2010) for the original SCM weights.

2.5 Model Evaluation

Evaluating the credibility of SCM methods is difficult, particularly in light of the fact that we

are estimating the treatment effect for a very small number of units, in this case only three

PHDs. Traditionally, the most common way to evaluate the fit of synthetic control methods

has been to use placebo tests (Abadie, Diamond, and Hainmueller, 2015), which rely on

the idea that we should not find evidence of treatment effects where none should exist, i.e.

before treatment has been implemented or among the control units. Estimation of nonzero

placebo effects would undermine the credibility of the final results. The more evidence that

passes the scrutiny of the placebo tests, the more credible the resulting analysis.

These placebo tests, suggested by the literature (Heckman and Hotz, 1989; Abadie,

Diamond, and Hainmueller, 2010; Abadie, Diamond, and Hainmueller, 2015), serve as the

primary method of evaluating the appropriateness of SCM methods. In particular, we assess

the fit of the ASCM for each outcome separately using in-time placebos estimating placebo

(i.e. null) effects for the pre-treatment period to assess the model fit. Taken holistically,
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these checks are used to evaluate the credibility and confidence in our estimates.

Before evaluating the impact of CSP in the post-treatment periods, we assess the ability

of the ASCM to balance the trajectory of the pre-treatment outcome for the treated units

and the synthetic control. During the pre-treatment period, CSP was not implemented and

therefore the ASCM models should not detect a treatment effect for any outcome. Non-zero

effects would indicate possible remaining confounding, calling into question causal inferences

on that outcome. Any observed imbalance could also indicate the potential scale of bias in

the estimated impact of CSP.

To ensure the placebo ASCM models are only evaluated on the pre-treatment period,

we split the pre-treatment period into training and testing sets using roughly a 2/3 : 1/3

rule, with pseudo-implementation dates as 2010.5 and 2011. Therefore, these methods have

6 : 3 and 7 : 2 training to testing periods, respectively, and implement the Ridge ASCM

with covariates model. While the results of this paper focus on the Jordan Downs, Nicker-

son Gardens, and Imperial Courts PHDs, the model specification approach described here

severely limits the time frame for these regions. Therefore, we provide additional placebo

checks using the in-time placebos on two additional PHDs with later implementation dates

in Section A.6 of the supplementary materials.

The results for these in-time, model evaluation placebos are shown in Table 2.3. The

placebo effect for violent crime is estimated as 4.88 (p = 0.71) and 5.74 (p = 0.45), for the

2010.5 and 2011 pseudo-implementation dates, respectively. For reference, the pre-treatment

semester average for this outcome in Jordan Downs, Nickerson Gardens, and Imperial Courts

is 26.19 incidents. Therefore the ratio of the placebo estimate to the pre-treatment average

is approximately 19% and 22%, respectively. Given only six and seven periods were used to

train these pre-treatment models, respectively, this is a positive result suggesting the ASCM

is able to capture unobserved confounding in the outcome and selection into treatment.

Part I crime incidents has an estimated pseudo-ATT of 0.03 (p = 0.74) and -5.84 (p =

0.88) for the two implementation dates, respectively, approximately 0% and 12% of the
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Outcome Pre-T Average 2010.5 2011

Violent Crime Incidents 26.19 4.88 (0.71) 5.74 (0.45)

Part I Crime Incidents 48.22 0.03 (0.74) -5.84 (0.88)

Shots Fired and Violent Crime Calls 38.33 -3.49 (0.87) -2.48 (0.79)

Table 2.3: In-time Placebos: The estimated ATTs are provided for the pseudo-treatment

implementation dates of 2010.5 and 2011. For comparison, the average counts of each violent

crime outcome per semester are shown. The p-values for the joint null of no effect in any

post-treatment period are provided in parentheses.

pre-treatment semester average of 48.22. The shots fired and violent crime calls-for-service

estimates are -3.49 (p = 0.87) and -2.48 (p = 0.79) for the 2010.5 and 2011 treatment dates,

approximately 9% and 6%, respectively, of the pre-treatment semester average of 38.33. We

consider the proportionally small estimated bias in these outcomes a good indicator of our

ability to construct appropriate synthetic control models for the Part I crime incidents and

shots fired and violent crime calls-for-service outcomes.

2.6 Results

In this section, we evaluate the treatment effect of CSP on the reported violent crime in-

cidents, reported Part I crime incidents, and shots fired and violent crime calls-for-service

outcomes across the Jordan Downs, Nickerson Gardens, and Imperial Courts PHDs. Follow-

ing Ben-Michael, Feller, and Rothstein (2021b), we report results across a suite of models.

We consider (1) standard SCM balancing on pre-treatment outcomes and covariates; (2) an

SCM with intercept-shift model balancing on pre-treatment outcomes and covariates after

removing unit-level pre-treatment means, (3) Ridge ASCM with Covariates, balancing on

pre-treatment outcomes and pre-treatment covariates, and (4) Ridge ASCM with residual-

ized outcomes, balancing on pre-treatment outcomes residualized against the pre-treatment
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covariates. 95% point-wise confidence intervals for each time period in the plots are com-

puted via conformal inference (Chernozhukov, Wüthrich, and Zhu, 2021).

From Section 2.5, we find evidence that these results pass several placebo tests, bolster-

ing confidence in the fit of the ASCM models for these outcomes of interest. As presented

in Table 2.4, CSP has an estimated impact of approximately 5.3 fewer reported violent

crime incidents, with estimates of -5.51 (p = 0.48) and -5.04 (p = 0.52) for the unresidu-

alized and residualized ridge ASCM covariate models, respectively, per semester per public

housing development during the post-treatment period. Here, and subsequently, we present

permutation-based conformal inference p-values for the joint null hypothesis of no effect

in any post-treatment period in parentheses.14 The shots fired and violent crime calls-for-

service outcome suggests an insignificant reduction of approximately 2.5, with estimates of

-1.26 (p = 1) and -3.73 (p = 0.92) for the unresidualized and residualized covariate models,

respectively. Compared to the pre-treatment semester averages, these PHDs experienced an

average decrease of 19-21% and 3-10% in reported violent crime incidents and shots fired

and violent crime calls-for-service per semester, respectively.

Additionally, CSP has an estimated reduction of approximately 10.8 reported Part I

crime incidents per semester per housing development during the post-treatment period,

with estimates of -10.36 (p = 0.58) and -11.26 (p = 0.93) for the unresidualized and residu-

alized covariate models, respectively. Considering these covariate models, the ATT estimate

corresponds to a decrease of 21-23% compared to the pre-treatment semester average.

Figure 2.2 provides the ATTt estimates across time across the suite of models for each

of our outcomes. Consistent with our results above, our point estimates generally indicate

reductions in violent crimes and calls-for-service, but they are statistically insignificant.

14Abadie, Diamond, and Hainmueller (2010) propose a permutation-based inference technique estimating
the placebo effect for each control unit. While we rely on the conformal inference approach, we note that
the p-values for our violent crime and Part I crime estimates are significant (both p = 0) while the shots
fired and violent crime calls estimate is insignificant (p = 0.97) using this technique. See Section A.3.2 for
details.
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Outcome SCM SCM + FE ASCM Ridge Residualized ASCM Ridge

Violent Crime Incidents -3.97 (0.96) -8.86 (0.59) -5.51 (0.48) -5.04 (0.52)

Part I Crime Incidents -7.51 (0.91) -16.26 (0.77) -10.36 (0.58) -11.26 (0.93)

Shots Fired and Violent Crime Calls 2.02 (0.99) -6.36 (0.99) -1.26 (1) -3.73 (0.92)

Table 2.4: Estimated impact of CSP for the Jordan Downs, Nickerson Gardens, and Imperial

Courts PHDs. ATT estimates are provided with conformal inference p-values for the joint

null that the effect is zero in every post-treatment period in parentheses across our four

models.

We find that the results are robust to the type of SCM or ASCM model used. The

estimates for SCM and Ridge ASCM without covariates are very similar for each outcome.

For violent crime incidents (Figure 2.2a) and Part I crime incidents (Figure 2.2b), we see

substantial improvement in model fit from including the augmentation step, as evidenced by

the pre-treatment trends moving closer to zero. We still see some evidence of pre-treatment

imbalance in the shots fired and violent crime calls (Figure 2.2c), even with the inclusion of

the augmentation step, warranting some caution when interpreting results.

In Section A.3.1 we evaluate the similarities in the weights and residual covariate im-

balances across model specification for each outcome. We note that the SCM and SCM

with intercept shift models ascribe weights of zero or near-zero to most controls, with only

a handful of donor units having non-zero weights. The ridge ASCM models have far less

sparse weights, with many between -0.10 to 0.10 on these same donor units (Figure A.9).

This extrapolation, combined with the augmentation step, allows the ASCM to achieve bet-

ter covariate balance and pre-treatment fit than SCM and SCM with intercept shift models

(Figure A.8), boosting confidence in the ridge ASCM model estimates.
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2.7 Discussion and Conclusions

This paper seeks to quantify the effect of the Community Safety Partnership (CSP) on

reported crime incidents and calls-for-service in Jordan Downs, Nickerson Gardens, and

Imperial Courts, three public housing developments in South Los Angeles. These housing

developments experienced high levels of violent crime, entrenched multi-generational gangs,

and policing focused on crime suppression before treatment implementation in 2011. Using

the augmented synthetic control method, which allows us to construct counterfactuals for

communities in which CSP was implemented, observed reductions in violent crime measures

were not statistically significant. We estimate that CSP led to an average reduction of

5.51 (p = 0.48) fewer violent crimes and 1.26 (p = 1) fewer violent crime calls-for-service

per semester per housing development between January 1, 2012 and December 31, 2017.

The estimates reflect reductions of 21% and 3% in reported crime incidents and calls-for-

service, respectively, compared to pre-intervention means. CSP led to an average decrease

of 10.36 (p = 0.58) Part I crime incidents per semester per housing development during

this same period, corresponding to an average decrease of 21% in the Part I crime rate.

Confidence bounds for these estimates are large, perhaps unsurprisingly, due to the nature

of the synthetic control framework, which has few treated units, as well as the inherent

noisiness of the crime data. Furthermore, preliminary analyses suggest CSP did not simply

displace crime from Jordan Downs to neighboring regions, as discussed in Sections A.2.3 and

A.2.3.1.

We report results using raw counts of crime and disorder outcomes. However, the popu-

lation density of the PHDs we study is above that of the average control unit as shown in

Table 2.2. We also analyze per-capita outcomes defined as crime counts per 1000 residents.

The Census population vector is recorded by block so we can construct an exact estimate

of population, in terms of perfectly matched spatial boundaries, for both the treated and

control units. Ultimately, as seen in Section A.4.2, the per-capita results are substantively
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similar to our analyses.

Our results are consistent with many in the broader literature. Community policing

programs variously incorporate police organizational change, community engagement and

problem-solving efforts (Skogan, 2006; Eck and Maguire, 2000). While the focal problems

are supposed to be those that the community identifies as most important to them (e.g.,

abandoned cars, public intoxication), the responsibility for solving those problems has gen-

erally fallen on the police with (or without) help from partner agencies within the city.

The heterogeneity in implementations has made evaluation of community policing difficult.

Contextualizing our results, we note that many studies have found limited evidence that com-

munity policing reduces crime (Cordner, 1997; J. M. MacDonald, 2002; Eck and Maguire,

2000), and, as with our study, a number of studies have found statistically insignificant re-

ductions in crimes (see the systematic review in (Blair et al., 2021)). A recent experimental

study of community policing across six countries in the Southern Hemisphere found largely

similar results (Blair et al., 2021). Partial implementation and declining model fidelity over

time contribute to observed null effects (J. M. MacDonald, 2002). Overall, the point es-

timates for the impact of CSP appears at a similar level to other intervention strategies

including both crime suppression, such as gang injunctions (Ridgeway et al., 2019; Grogger,

2002), focused deterrence approaches (Anthony A. Braga et al., 2001; D. Kennedy, Piehl,

and A. Braga, 1996; D. M. Kennedy, 1997), and community-led interventions, such as GRYD

(Brantingham, Tita, and Herz, 2021; Park et al., 2021). Evaluations of focused deterrence

programs implemented in cities across the United States have documented reductions in

crime and delinquency both larger than and comparable to that observed with CSP. See

Anthony A Braga and D. L. Weisburd, 2012 for a comprehensive meta-study of focused

deterrence strategies, which finds statistically significant overall effects.

There are several limitations to our work that are worth noting. First, CSP existed

alongside other police and community-based approaches to crime and disorder. Gangs based

in Nickerson Gardens and Jordan Downs were subject to gang injunctions starting in 2003
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and 2005, respectively. Gangs based in Imperial Courts were not subject to an injunction,

though the injunction in Nickerson Gardens covered Imperial Courts geographically. The

two injunctions were in place continuously over the period of observation, and were only

curtailed in 2018. The impact of injunctions are therefore expected to be part of both the

pre-treatment and treatment periods at Nickerson Gardens and Jordan Downs, and may

have also influenced Imperial Courts. The GRYD program, also in place during our period

of study, covered the entire geographic region (the LAPD’s South Bureau) containing both

our treated and donor control units. While these bundled interventions do not affect our

underlying causal identification strategy since they were in existence throughout the entire

time period of our study, they may impact our interpretation of the treatment provided by

CSP, especially if the impact of such community policing programs are dependent on the

context of existing policing interventions.

Second, it is important to recognize that our results here do not speak to the other major

component of CSP, which was to restore trust and build lasting relationships between police

and the communities they serve (Leap, 2020; Rice and S. K. Lee, 2015). Clearly ensuring the

safety and security of community members is a necessary component of such a process, but

there is more involved than simply low crime numbers. Future work will need to integrate

evidence from the qualitative impact of CSP on people’s lives as the counterpart to this

quantitative story.
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(a) Violent Crime Incidents

(b) Part I Crime Incidents

(c) Shots Fired and Violent Crime Calls for Service

Figure 2.2: The over time ATTt (t > T0) estimates for each outcome for each model, including

(1) standard SCM; (2) SCM with fixed effects model; (3) Ridge ASCM; (4) Residualized

Ridge ASCM. 95% point-wise conformal inference confidence intervals provided in gray.
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CHAPTER 3

An Equivalence Test for Conditional Independence

Hypotheses

3.1 Introduction

Conditional independence relationships are a centerpiece of statistical theory and causality

(Dawid, 1979; Rubin, 1974; Spirtes et al., 2000), serving as the foundation of many de-

signs, assumptions, theorems, and models (Fisher et al., 1920; Fisher, 1934; Fisher et al.,

1937; Rosenbaum and Rubin, 1983; Dawid, 1979). In addition, in many applications such

as genetics (Wille and Bühlmann, 2006), ecology (Denham, Falk, and Mengersen, 2011),

and epidemiology (Richardson and Gilks, 1993b), researchers are interested in conditional

independence to learn and communicate the underlying relationships between observational

variables (e.g. Richardson and Gilks, 1993a; Richardson and Gilks, 1993b; Mahdi et al.,

2012; Mastakouri, Schölkopf, and Janzing, 2019; Ekici and Onsel, 2013; Morales, Ribas, and

Vellido, 2016; Wille and Bühlmann, 2006; Denham, Falk, and Mengersen, 2011).

Practitioners also often graphically display conditional independence mappings to in-

fer relationships (e.g. Ekici and Onsel, 2013; Mastakouri, Schölkopf, and Janzing, 2019;

Morales, Ribas, and Vellido, 2016; Lauritzen, 1996; Jordan et al., 2004). Bayesian networks

(Jensen et al., 1996), exponential random graphs (Lusher, Koskinen, and G. Robins, 2013),

and causal directed acyclic graphs (DAGs; Spirtes et al., 2000; Pearl, 2009), to name a

few, all visualize conditional independence and dependence among variables. Within these

graphs, conditional dependencies are expressed via connections drawn between variables.
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Each graph is therefore laden with conditional independence assumptions, as the absence of

a path between two variables denotes a conditionally independent relationship. As a result

of the widespread applicability of these graphical interpretations, researchers are actively

developing tests of statistical conditional independence (e.g. Fukumizu et al., 2008; Doran

et al., 2014; Chalupka, Perona, and Eberhardt, 2018; Shah and Peters, 2018; K. Zhang et al.,

2012; Q. Zhang et al., 2017; Strobl, K. Zhang, and Visweswaran, 2019; Heinze-Deml, Peters,

and Meinshausen, 2018), reviewed in Section 3.2.1 and of which the Generalized Covariance

Measure (GCM) of Shah and Peters (2018) is selected as the basis of the proposed method.

While conditional independence is assessed in many settings, this work is primarily moti-

vated by applications where the researcher wishes to provide evidence in favor of conditional

independence (e.g. when validating model assumptions or observational causal designs).

There are two considerations for this context: (1) conditional independence is an untestable

problem, no test for conditional independence uniformly controls Type 1 Error (Shah and

Peters, 2018) and (2) hypothesis tests of design are often incorrectly interpreted, providing

a failure to find evidence against the claim (Hartman and Hidalgo, 2018).

Regarding the first, as proved in Shah and Peters (2018), no test of conditional inde-

pendence maintains uniform significance level across the set of alternatives: for each test

of conditional independence, there is an edge case the test will not appropriately detect.

Therefore, to properly apply a conditional independence test, the researcher must under-

stand which alternatives of the test do not have power, a complicated problem in many

settings. This work follows Shah and Peters, 2018 in using the GCM’s conditional indepen-

dence test, which “convert[s] the problem of finding an appropriate test to the more familiar

problem of prediction” (p.7). Section 3.2.1 reviews the conditional independence testing

literature and justifies the choice of GCM as the basis of the equivalence test.

Additionally, the available conditional independence tests are improperly formulated such

that rejecting the null supports a dependence relationship between variables. Within this

context of conditional independence testing, letting X, Y , and Z represent random variables,
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the hypotheses would then be structured as follows

H0 : X⊥⊥Y |Z (3.1)

HA : X 6⊥⊥Y |Z (3.2)

to attempt to provide support for the assumption of X is conditionally independent of Y

given Z ( Equation 3.1). However, failing to reject conditional independence cannot be

interpreted as acceptance of this null, weakening the strength of the potential results.

To correct these issues with the hypotheses, I propose an equivalence-based test for con-

ditional independence, contributing to the field of statistical equivalence tests (e.g. Wellek,

2010; Berger, Hsu, et al., 1996; Hartman and Hidalgo, 2018; Hartman, 2020). Equivalence

tests are designed to reject a significant deviation from the null as opposed to failing to

reject, and improperly accepting, the null outright. In this setting, an equivalence test for

conditional independence switches the previous null and alternative hypotheses:

H0 : X 6⊥⊥Y |Z (3.3)

HA : X⊥⊥Y |Z. (3.4)

By rejecting, or falsifying, a claim inconsistent with the assumption, Equation 3.3, the

researcher may provide direct support in favor of the assumption, Equation 3.4. In this

way, researchers avoid interpreting “nonsignificant differences with significant homogeneity”

(Hartman and Hidalgo, 2018).

In tests of equivalence, the researcher must define the “equivalence range,” in this con-

text, the acceptable level of deviation from a perfectly conditionally independent result. As

discussed in Section 3.3, the GCM’s covariance-based measure is difficult to credibly specify,

thus the equivalence test is developed for use with a correlation-based equivalence range.

Section 3.3.2 provides guidance in specifying a correlation-based bound using statistical

knowledge when the corresponding substantive bounds are unknown.

The equivalence-based conditional independence test is then applied to one area of statis-

tics, item response theory (IRT), and one area of causality, balance testing. The first of

37



these, item response theory (IRT), refers to a widely-applicable area of research wherein

researchers analyze tests and questionnaires, assuming conditionally independent item re-

sponses, to infer latent characteristics about the test and test takers (Lord, 1980). For the

causal application, inferences from observational data generally rely upon some assumption

of “as-if” randomization, conditional ignorability, or exchangeability, assuming the poten-

tial outcomes are conditionally independent of treatment given confounders (Rubin, 1974;

Rosenbaum and Rubin, 1983). For each of these two applications, I propose a placebo test

for the necessary conditional independence assumption, local independence or conditional

ignorability, respectively. Sections 3.4.1 and 3.4.2 outline these fields, assumptions, and the

proposed placebo tests.

For the IRT application, I evaluate several data sources (Kan, 2009; P. J. Ferrando,

2002; Holocher-Ertl, Kubinger, and Menghin, 2003) and use the equivalence-based GCM

test to evaluate the local independence assumption: any given pair of item responses are

independent of each other given the latent traits of the respondents. In these applications,

no psuedo-measures of the latent variables are considered. Therefore I utilize factor analysis

(Harman, 1976) to construct placebo latent traits. To test the local independence assumption

in Section 3.4.1, I thus evaluate conditional independence between item responses given the

estimated factors in lieu of the unobservable, latent traits.

With regards to the balance test, the inherent missingness of the potential outcomes

makes directly evaluating conditional ignorability assumptions impossible. As causal as-

sumptions are themselves unverifiable, researchers must evaluate the observable implications

of their assumptions, certain tangible properties of the data generating process that should

hold if the assumption is true. Therefore, Section 3.4.2 proposes a placebo test for the con-

ditional ignorability assumption using the equivalence-based GCM test. If one assumes the

“as-if” randomness of treatment, a related placebo outcome should also be “as-if” random-

ized. This placebo test is then applied to Arceneaux et al. (2016), in which the authors

evaluate placebo outcomes which should not be effected by the intervention of interest given
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a set of confounding variables.

This paper proceeds as follows. Section 3.2 presents the formal definition of conditional

independence, reviews the conditional independence testing literature, and introduces the

GCM. Section 3.3 develops the equivalence-based conditional independence test with recom-

mendations for determining the correlation-based equivalence range. Section 3.4 proposes

placebo tests for local independence and conditional ignorability assumptions by applying

the equivalence-based GCM to real-data applications. Section 3.5 discusses implications and

suggestions for future work.

3.2 Background

Statistical conditional independence is often formalized in one of two ways: first, for random

variables X, Y , and Z, we say X is strongly conditionally independent of Y given X, formally

written as X⊥⊥Y |Z, if the following conditions hold (Dawid, 1979):

p(x, y|z) = p(x|z)p(y|z) (3.5)

p(x|y, z) = p(x|z) (3.6)

Alternatively, let E1 = {f ∈ L2
X,Z , E(f(X,Z)|Z) = 0} and E2 = {g ∈ L2

Y,Z , E(g(Y, Z)|Z) =

0}. For f ∈ E1 and g ∈ E2, X is weakly conditionally independent of Y given Z, X⊥⊥Y |Z,

if and only if (Daudin, 1980):

E(f(X,Z)g(Y, Z)) = 0. (3.7)

While early conditional independence tests were often built around the definition of strong

conditional independence (e.g. Fukumizu et al., 2008), estimation of these distributions was

often computationally intensive. Recent research, including the GCM (Shah and Peters,

2018), generally rely upon the weaker definition.

As proved in Shah and Peters (2018), no test of conditional independence maintains

uniform significance level across the set of alternatives. Therefore, to properly apply a
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conditional independence test the researcher must understand which alternatives of the test

do not have power. However, as the authors note, even if the researcher understands the

circumstances under which a conditional independence test lacks power, they likely do not

know the exact data generating process which is often necessary to select an appropriate

conditional independence test. This need for an easily-understandable test directly relates

to our need for a user-friendly test statistic for purposes of the equivalence range, as will be

discussed further in Section 3.3.2.

3.2.1 Conditional Independence Testing Literature

Conditional independence testing research began with kernel-based tests, which favor tests of

strong conditional independence (e.g. Fukumizu et al., 2008), with recent research, including

regression-based tests, favoring weak conditional independence (e.g. Shah and Peters, 2018).

In the following literature review, I focus on kernel-based and regression-based tests, two of

the most common subclassifications of conditional independence tests. For a comprehensive

review of the literature, see Li and Fan, 2020.

A primary area of research in conditional independence testing focuses on kernel-based

tests such as the Conditional Hilbert-Schmidt Independence Criterion (CHSIC, Fukumizu

et al., 2008), Kernel-based Conditional Independence Test (KCIT, K. Zhang et al., 2012),

Kernel Conditional Independence Permutation Test (KCIPT, Doran et al., 2014), and ap-

proximate kernel-based tests (Strobl, K. Zhang, and Visweswaran, 2019). Using strong

conditional independence (Dawid, 1979), kernel mappings capture higher order moments

which can provide researchers an option for dealing with the curse of dimensionality. How-

ever, estimating kernel matrices is computationally intensive, offsetting some of the accuracy

gains.

First, CHSIC maps the data into a reproducing kernel Hilbert space (RKHS) and adapts

the Hilbert-Schmidt norm of the normalized cross-covariance operator, introduced as the

Hilbert-Schmidt Independence Criterion (HSIC) in Gretton et al. (2005), to discern con-
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ditional dependence relationships (Fukumizu et al., 2008). The authors adjusted HSIC to

evaluate conditional independence by using the conditional cross-covariance operator, which

HSIC (and therefore CHSIC) intuitively is based around: X⊥⊥Y if PXY = PXPY . However,

the null must be permuted and as a result CHSIC struggles with high-dimensional data

(Doran et al., 2014) and larger conditioning sets (K. Zhang et al., 2012), making the test

slow for larger datasets as well as less accurate in simulations (Doran et al., 2014; Chalupka,

Perona, and Eberhardt, 2018).

KCIT then attempted to address the computational difficulties of estimating the null in

CHSIC. In KCIT, another kernel-based test statistic is used with a derived asymptotic distri-

bution under the null (K. Zhang et al., 2012). The null distribution is comparatively easier to

compute, it can be approximated by the gamma distribution, but the test statistic requires

the eigendecompositions and traces of the kernel matrices. Therefore, the computational

gains in estimating the null are largely lost by the required matrix computations.

Meanwhile, KCIPT takes a different approach to this problem by reducing the number of

permutations required to estimate the null distribution and employing the maximum mean

discrepancy test statistic (MMD) in a two-sample testing problem (Doran et al., 2014).

Similarly to CHSIC, KCIPT uses the intuition X⊥⊥Y |Z if PXY Z = PX|ZPY |ZPZ . Therefore,

if we consider our dataset to be drawn from this PXY Z distribution, we wish to permute

a sample from PXY Z that simulates this PX|ZPY |ZPZ distribution. These two samples can

then be compared and should only be similar if the conditional independence relationship

holds. This test only requires one permutation to estimate the null distribution, however,

learning this permutation is somewhat intensive.

Approximations of KCIT and kernel-based methods, such as the Regression-based Condi-

tional Independence Test (RCIT, Strobl, K. Zhang, and Visweswaran, 2019) and Randomized

(Conditional) Correlation Test (RCoT, Strobl, K. Zhang, and Visweswaran, 2019), are able

to greatly improve the computational efficiency by leveraging Fourier features in approximat-

ing KCIT. The latter test, RCoT, is equivalent to the regression-based test from Q. Zhang
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et al. (2017).

Regression-based tests are another active area of conditional independence testing re-

search. Of these, Hoyer et al. (2009) and Peters et al. (2014) avoid the computational

expense of kernels for the added assumptions of the additive noise model (ANM). The RE-

gression with Subsequent Independence Test (RESIT), as introduced by these authors, takes

a two-step approach while using ANM assumptions to test for the weak conditional indepen-

dence of X⊥⊥Y |Z via unconditional independence of the X and Y residuals. In the first step,

X and Y are both individually regressed on Z. In the second step, RESIT tests for indepen-

dence of the residuals of the two models using HSIC. Detecting independence relationships

under RESIT is therefore reliant upon the modeling assumptions from step one.

Q. Zhang et al. (2017) introduce KRESIT, a variant of RESIT leveraging kernels, at-

tempting to strike the balance between the comparative speed of RESIT with the lack of

modeling assumptions in kernel-based tests. In KRESIT, as opposed to RESIT, the first

step regressions are done on RKHS mappings of X and Y, improving the method’s ability to

detect nonlinear dependencies in the residuals. As noted previously, KRESIT is very similar

to RCoT, the two methods differ in how they estimate the null distribution with the latter

employing Fourier features.

In Heinze-Deml, Peters, and Meinshausen (2018), among a suite of methods, the authors

propose the Residual Prediction Test (RPT). This test scales the residuals from the X on Z

regression, evaluating whether the scaled residuals are dependent upon the Y on Z regression.

However, this approach requires assumptions on the noise, retaining the correct significance

level when the noise is additive. Also, the tests in this paper induce additional requirements

on the conditioning variable (i.e. discrete or continuous data).

The regression-based Generalized Covariance Measure (GCM) (Shah and Peters, 2018)

evaluates the covariance between the residuals of the X on Z and Y on Z regressions to

evaluate the X⊥⊥Y |Z conditional independence relationship. If the conditional independence

relationship holds, the portions of X and Y that remain after conditioning on Z, i.e. the
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residuals, should be independent and thus have a covariance of zero. The univariate setting

requires that the conditional expectation functions from each regression are estimated. The

multivariate setting requires estimation of the correlation matrix.

In the following sections, I use the GCM as the basis of our equivalence-based conditional

independence test. As a regression-based test, the GCM is faster than its kernel-based

counterparts and does not sacrifice accuracy. However, the main strength of the GCM

is the interpretability of the conditional independence test and hypotheses. The GCM’s

reliance on covariance, regression models, and residual terms roots the complicated problem

of conditional independence testing into fundamental statistical concepts. This foundation

is accessible by practitioners with a basic understanding of statistics, and lends itself to the

interpretable equivalence-based test introduced in Section 3.3.1.

3.2.2 The Generalized Covariance Measure

Recall the weak definition of conditional independence, Equation 3.7, proposed by Daudin

(1980). Thus, for all relationships where X⊥⊥Y |Z, the cov(X, Y |Z) = 0, giving rise to the

field of covariance-based conditional independence tests. However, recalling the impossibility

result in Shah and Peters (2018), observing the cov(X, Y |Z) = 0 does not ensure X⊥⊥Y |Z

as there are always alternatives where cov(X, Y |Z) = 0 and X 6⊥⊥Y |Z. Therefore, this section

is structured as follows: after introducing the GCM, I will discuss the GCM’s assumptions,

providing insights as to when the GCM is a suitable test for conditional independence.

For a given distribution of (X, Y, Z), Shah and Peters (2018)’s Generalized Covariance

Measure (GCM) tests the aforementioned implications of weak conditional independence,

Equation 3.7, resting upon the decomposition of X and Y into portions that depend upon

Z and remaining noise, εX and εY , respectively:

X = f(Z) + εX

Y = g(Z) + εY .
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After modelling the portions that depend upon Z, expressing f(Z) = E(X|Z = z) and

g(Z) = E(Y |Z = z), the noise in X and Y can be written as the residual between the

observed variable and model:

ε = x− f(z)

ξ = y − g(z).

Under weak conditional independence, we should observe a covariance of zero in the portions

of X and Y that do not depend upon Z, the ε and ξ, respectively. Given the residual terms

capture Z, the following results do not require conditioning on Z. Therefore, the GCM test

tests the following hypotheses:

H0 : cov(ε, ξ) = 0 (3.8)

HA : cov(ε, ξ) 6= 0. (3.9)

By design, E(ε) = 0 and E(ξ) = 0, but the E(εξ) may vary. Thus, deconstructing the

conditional covariance of the residuals, the GCM hypotheses can equivalently be expressed

as testing cov(X, Y |Z) = 0 by evaluating H0 : E(εξ) = 0.

To introduce the GCM test statistic, first define R as the product of the residuals of the

predicted models,

R = (x− f̂(z))(y − ĝ(z)) = ε̂ξ̂. (3.10)

In the univariate setting, the GCM test statistic is defined as

T (n) =

√
n 1
n

∑n
1 Ri

( 1
n

∑n
1 R

2
i − ( 1

n

∑n
1 Rj)2)1/2

(3.11)

for observations i = 1...n. This test statistic is therefore the expectation of the residual

product divided by the standard error of the residual product. Given the GCM assumptions

hold, T (n) is distributed standard normal, indicating the conditional independence hypothesis

will be rejected with large values of the test statistic.
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I now introduce these underlying assumptions of the GCM (Shah and Peters, 2018). The

primary assumption requires the product of the mean squared prediction errors (MSPE) to be

small. Define the MSPE for a given regression function h as MSPEh = 1
n

∑n
i=1(h(zi)−ĥ(zi))

2,

this first assumption is then:

MSPEfMSPEg = o(n−1), (3.12)

where the MSPEs are with respect to the X ∼ Z and Y ∼ Z regressions, respectively.

Additionally, assume the average product of the prediction error and expectation of the

observed residual is bounded by one for each respective regression:

1

n

n∑
i=1

(f(zi)− f̂(zi))
2E(ξ2) = O(1) (3.13)

1

n

n∑
i=1

(g(zi)− ĝ(zi))
2E(ε2) = O(1). (3.14)

The GCM also requires the weak assumption of 0 < E(ξ2ε2) < ∞ and that the prediction

error is uniformly small. Under these assumptions, the T (n) asymptotically and uniformly

converges to a standard normal distribution.

Given these assumptions, the GCM is generally appropriate when the underlying con-

ditional expectation functions are sufficiently fitted to the data, thus shifting this to the

common statistical problem of fitting a predictive model. The GCM allows for various

model functions (e.g. generalized additive model, gradient boosting, or kernel ridge regres-

sion), so that the researcher can select the model that is most appropriate for their dataset

as measured by an appropriately small MSPE product. As with typical modeling problems,

subject matter knowledge is helpful in determining the proper model, but most statisticians

have experience fitting appropriate predictive models.
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3.3 Equivalence-Based Conditional Independence Test

With an understanding of the mechanics of the GCM, this section inverts the hypotheses

to create an equivalence-based test for conditional independence. The GCM as introduced

previously may be used to provide support for conditional dependence, i.e. rejecting the null

indicates rejecting conditional independence. However in certain settings, such as evaluating

model assumptions, the researcher may wish to provide support for conditional independence,

i.e. rejecting the null indicates rejecting conditional dependence. Equivalence testing enables

this inversion of the null hypotheses.

Canonically, equivalence testing is rooted in biomedical applications, comparing the ef-

fectiveness, or “bioequivalence,” of two comparable drugs such as the brand name versus

generic version of the same medication (Berger, Hsu, et al., 1996). In such settings, reg-

ulatory agencies wish to provide evidence that directly supports that the two drugs are

equivalent. This requires some predetermined definition of “equivalence” in context. Thus,

researchers must define the “equivalence range,” the range of values that would indicate an

insignificant deviation from the perfectly equivalent result.

Equivalence tests use a null hypothesis of difference so rejecting this hypothesis can

be interpreted as finding statistically significant evidence of no difference (Wellek, 2010).

Thus, equivalence tests flip the standard null and alternative hypotheses, allowing researchers

to test a null inconsistent with their desired claim against the alternative where the ideal

hypothesis holds (Hartman and Hidalgo, 2018). This shifts the burden of proof to the

researchers, requiring statistically significant evidence to reject the opposite of their claim.

To introduce this key component of the equivalence test, consider the equivalence ana-

logue of the two-sample t-test in which the researcher compares means from the treated and

control groups, µT and µC , respectively, after dividing by the standard deviation, σ. The

hypotheses for the two-sample equivalence t-test are as follows (Wellek, 2010; Hartman and
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Hidalgo, 2018):

H0 :
µT − µC

σ
≥ εU or

µT − µC
σ

≤ εL (3.15)

HA : εL ≤
µT − µC

σ
≤ εU . (3.16)

Define the equivalence range as (εL, εU), and for simplicity consider a symmetric range, i.e.

εU = −εL. These hypotheses then test whether the standardized difference in means exceeds

the equivalence range. If this difference is within the equivalence range, the researchers

conclude the two groups are equivalent.

To develop an equivalence analogue of the GCM, recall the original null hypothesis,

Equation 3.8, is a function of the conditional covariance. Therefore, an equivalence test

would require the researcher to bound the equivalence range in terms of covariance, a non-

standardized value that is likely difficult to determine in many settings. The equivalence-

based GCM is developed in Section 3.3.1, followed by a correlation-based version of this

equivalence test. Given the standardized values and widely understood interpretations of

correlation coefficients, I provide guidance in setting this correlation-based equivalence range

in Section 3.3.2 for contexts in which the researcher does not have strong priors to inform de-

termination of the equivalence range. This section is concluded by a replication of the original

GCM simulations in Shah and Peters, 2018 to demonstrate the efficacy of the equivalence-

based GCM.

3.3.1 An Interpretable Equivalence-Based Conditional Independence Test

Converting the GCM to an equivalence test requires the interval inclusion method, deter-

mining whether the 100(1 − 2α)% confidence interval on the GCM test statistic contains

the chosen equivalence range (Berger, Hsu, et al., 1996). This approach is equivalent to the

two one-sided test (TOST, Berger, Hsu, et al., 1996) where two, one-sided t-tests are con-

ducted for both the εL and εU , individually. In the standard case, the difference in means is

compared to each given epsilon, although a ratio test may also be used (Berger, Hsu, et al.,
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1996). The TOST is noted to be asymptotically uniformly most powerful (Romano et al.,

2005) although with less than optimal power in finite samples (Hartman and Hidalgo, 2018).

Using the intersection union approach, the original GCM hypotheses, Equations 3.8 and

3.9, are updated to test whether the conditional covariance exceeds the equivalence range of

εL, εU :

H0 : cov(ε, ξ) ≥ εU ∪ cov(ε, ξ) ≤ εL (3.17)

HA : εL < cov(ε, ξ) < εU . (3.18)

To implement this test, the user must specify equivalence bounds in terms of the conditional

covariance: (εL, εU) := ±σεξ.

However, to develop a practical test we must also consider whether researcher’s may

credibly specify the equivalence range. User-specification of this range in terms of conditional

covariance may be challenging in many settings. Lacking strong substantive theory, there

is no widely-accepted definition of “negligible” or “low” covariance. If the user does not

have a strong prior to inform the value of this term, specification of this covariance may be

difficult to justify. User-specification of the partial correlation, however, a value between -1

and 1, would likely be a much simpler task. Additionally, many researchers are familiar with

common interpretations of correlation coefficients and may use statistical knowledge to set

this value.

Recall the correlation is equivalent to the covariance divided by the standard errors for

each term. Therefore, I convert GCM’s covariance-based confidence interval to a partial cor-

relation confidence interval before applying the interval inclusion method. I divide E(εξ|Z)

and SE(εξ) by consistent estimators of σε|Z and σξ to get a consistent estimator in terms of

correlation. The correlation-based equivalence hypotheses are thus

H0 : corr(ε, ξ) ≥ εU ∪ corr(ε, ξ) ≤ εL (3.19)

HA : εL < corr(ε, ξ) < εU , (3.20)
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where the equivalence range is a function of the partial correlation, (εL, εU) := ±ρεξ. The

next section offers guidance in setting this correlation-based equivalence range.

3.3.2 The Equivalence Range

Selecting the equivalence range is a critical task in any implementation of an equivalence

test. As Rainey (2014) notes, the size of the equivalence range indicates the strength of the

user’s claim. In this context, the equivalence range qualifies the definition of a conditionally

independent relationship. While an author may argue a given equivalence range indicates a

conditionally independent relationship between the two variables, later readers may disagree

with that decision.

Common practice in equivalence testing is to set the equivalence range using subject

matter knowledge. However, as mentioned previously, practitioners are likely unable to

bound the σX,Y |Z using substantive knowledge in many contexts. Therefore, the equivalence-

based GCM was converted to consider an equivalence range in terms of partial correlation,

a value from 0 to 1. This conversion enables practitioners to more credibly state their

equivalence range using either substantive knowledge or fundamental principles in statistics.

The statistical literature has several accepted classifications for “negligible” versus “weak”

relationships based upon correlations or effect sizes. While interpretations of correlation

coefficients vary, researchers generally agree that ρ < 0.1 indicates a very weak or negligible

relationship and 0.1 < ρ < 0.3 indicates a weak relationship (Akoglu, 2018). Alternatively,

when discussing correlation with regards to effect size, J. Cohen (1988) describes a given

effect size as low when ρ < 0.1 and moderate when 0.1 < ρ < 0.3.

Combining these two approaches, I propose default values for the correlation-based equiv-

alence range. Using Wellek (2010)’s language for default equivalence range tolerances, re-

define the epsilon function for the (εL, εU) as follows: define the “strict” tolerance level as

(εL, εU) = ±0.1 and “liberal” tolerance level as (εL, εU) = ±0.3. In the absence of strong
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priors on the partial correlation, these default value may serve as a starting point. However,

when subject matter knowledge is available, researchers should select their own equivalence

bound instead of relying upon a default. I echo Hartman and Hidalgo (2018) in stressing

default settings do not have bias-bounding properties and urge the researcher to justify their

chosen equivalence bound, default or not, as a proper definition of “inconsequentially small”

variation from a perfectly conditionally independent relationship within the context of their

data.

3.3.3 Simulations

To demonstrate the effectiveness of the equivalence-based GCM, I reproduce the simulations

from Shah and Peters, 2018. The authors test X⊥⊥Y |Z where Z = NX , Y = fa(Z) + NY ,

and X = fa(Z) + NX where NX , NY , NZ ∼ N(0, 1) i.i.d. and fa(z) = exp(−z2/2)sin(az).

To test the equivalence conversion, replace the NX , NY and correlate the X and Y error

terms with a known ρ. In the following simulations, the εX , εY are drawn mean zero with

σX , σY = 1 and σXY , σY X = ρ. Consider the following distributions with 1000 simulations

wherein the random variables have 1000 rows:

1. Z ∼ N(0, 1), X = fa(Z) + 0.3 · εX , Y = fa(Z) + 0.3 · εY , a = 2

2. The same as (1) but with a = 4

3. Z1, Z2 ∼ N(0, 1) independent, X = f1(Z1)− f1(Z2) + 0.3 · εX , Y = f1(Z1) + f1(Z2) +

0.3 · εY

4. Z ∼ N(0, 1), X = f1(Z) + 0.3 · εX , Y = f1(Z) + 0.3 · εY

5. Z ∼ N(0, 1), X = f2(Z) · εX , Y = f2(Z) · εY

Note, the simulation (4) above deviates from that in the original paper to only consider

univariate X and Y instead of bivariate random variables.
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Consider one-sided equivalence bounds using the liberal default setting, εU = 0.3. For an

understanding of the desired simulation results under the liberal tolerance, the equivalence-

based GCM should reject the null hypothesis of conditional dependence with a decreasing

rejection rate as ρ approaches 0.3. The test should reject at the α-level at ρ = 0.3. After

ρ > 0.3, the test should fail to reject the conditional dependence relationship.

Figure 3.1: Rejection rates for the GCM test (red) versus equivalence-based GCM test

(blue) at the liberal tolerance level. The GCM test fails to reject conditional independence

relationships when the DGP correlation is close to zero. The equivalence-based GCM test

rejects a conditionally dependent relationship when the DGP correlation is less than the

chosen equivalence range (denoted with vertical line). Simulations 1-5 from left to right, top

to bottom.
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In Figure 3.1, the original GCM (red) and equivalence-based GCM (blue) perform as

expected. The GCM fails to reject conditional independence when the correlation is close to

zero, and the equivalence-based GCM rejects conditional dependence when the correlation

is less than the equivalence range of 0.3. All of the simulations are slightly conservative,

rejecting at the α-level just before the liberal tolerance.

Figure 3.2: Rejection rates for the GCM (red) versus equivalence-based GCM (blue) at the

strict tolerance level. The equivalence-based GCM is less powerful with correlations close to

zero. Simulations 1-5 from left to right, top to bottom.

The strict tolerance level simulations, Figure 3.2, show the equivalence-based GCM test

has greater difficulty when the true correlation is close to zero. Of the five settings, only the

third simulation rejects the null of dependence 100% of the time when the true correlation is
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zero. Simulations 1, 2, and 4 reject the null of dependence around 80-95% of the time when

the true correlation is zero. Simulation 5 largely fails to estimate conditional correlations

within the equivalence range when the true conditional correlation is within the equivalence

range. These results suggest the bias remaining after the GCM procedure is large enough to

push the true correlation past the acceptable range of values.

This claim is further supported by the point at which the equivalence-based GCM rejec-

tion rates level out at 0% rejection. For Simulations 1, 2, 3, and 5, the equivalence-based

GCM fails to reject the hypothesis of dependence, defined as a conditional correlation greater

than 0.1, when the true correlation is roughly 0.07. This indicates the potential remaining

bias in the estimate is at least 0.03 units. Taken within the larger context of a correlation

value, this amount of bias may be inconsequential. However, with a low equivalence range,

this amount is sizable. Therefore, I urge caution when considering the strict tolerance level

with the conditional correlation measure. The applications in this work therefore favor the

liberal tolerance of ±0.3, considering variables that are up to a weakly correlated as an

equivalence relationship.

3.4 Empirical Applications: Placebo Testing

In this section, I propose two applications in placebo testing for the equivalence-based con-

ditional independence test: the first to the local independence assumption of item response

theory (IRT) and the second to the conditional ignorability assumption of causality. For

these applications, I introduce the area of research and conditional independence hypotheses

of interest, then propose the suggested placebo test. These placebo tests are then applied

to real-data applications: for the IRT setting Kan (2009), C. Zopluoglu (2012), and C. Zo-

pluoglu and M. C. Zopluoglu (2015), and for the balance testing setting Arceneaux et al.

(2016). Both of these results are then compared to the corresponding traditional analyses

which test nulls of conditional independence.
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3.4.1 Item Response Theory

When analyzing tests or questionnaires, researchers often use item response theory to eval-

uate both the tests and the individuals who take them. IRT methods use test responses to

infer the latent characteristics of the test taker (e.g. their unobserved abilities or attitudes)

and test (e.g. subclassifications of the various questions). Among other assumptions, IRT

methods require local independence, the conditional independence of the test items given the

latent variables (Birnbaum, 1968; Lord, 1980). As an example, upholding local independence

may require conditioning on test taker proficiency, i.e. a student who answers one question

correctly may be more likely to answer another test question correctly (Linden and Glas,

2010).

Consider a fixed j = 1...N number of test takers who are administered i = 1...n questions.

For each individual j and item i, let Uij denote the item response. Define θj as the latent

ability of test taker j where θ ∈ R. Consistent with Linden and Glas (2010), consider the

following definition of local independence: for each possible subset k of the items, where

each subset is of size K ≤ n, the selected item responses are conditionally independent of

each other given the latent variable

P (ui1, ..., uiK |θ) =
K∏
k=1

P (uik|θ). (3.21)

P (uik|θ) indicates the probability function for the ik item response given the latent variable

θ while P (ui1, ..., uiK |θ) indicates the joint probability of the subset of item responses given

θ. Therefore, under local independence we are assuming many conditional independence

relationships. Each response Uik is independent of response Uik∗ for k∗ = 1, ..., k−1, k+1, ...K

and each item i = 1...n after conditioning on the latent variable θ:

Uik⊥⊥Uik∗|θ ∀ (k∗ = 1, ..., k − 1, k + 1, ...K, i = 1...n). (3.22)

In practice, researchers rely upon various statistics to detect local dependencies with

most geared towards discrete (i.e. Likert scale or multiple choice) responses (e.g. Yen, 1981;
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Van den Wollenberg, 1982; Yen, 1984; Chen and Thissen, 1997). Several of these are related

to the chi-square test (e.g. the Q1 Yen, 1981 and Q2 Van den Wollenberg, 1982), while the

X2 and G2 have null distributions similar to a chi-square distribution (Chen and Thissen,

1997). However, the Q3 (Yen, 1984) is one of the more commonly used test statistics.

The Q3 method calculates the correlation, rdikdjk , of the unit response residual for item i,

dik = uik − P̂i(θ̂k) where P̂i(θ̂k) denotes the probability function for the kth person and ith

item, with the corresponding residual for item j, i.e. djk, for a given individual k (Yen,

1984). Each value in the correlation matrix of the residuals should be close to zero, or

practitioners may simply evaluate whether the max correlation in the matrix is close to

zero (Christensen, Kreiner, and Mesbah, 2013; Christensen, Makransky, and Horton, 2017).

Research in the IRT local independence literature is ongoing (e.g. Edwards, Houts, and

Cai, 2018; Huggins-Manley and Han, 2017) with several advancements built upon this Q3

statistic (e.g. Christensen, Makransky, and Horton, 2017; Debelak and Koller, 2020).

Given the equivalence-based conditional independence test is most effective for continuous

variables, we focus on IRT with continuous item responses. IRT for continuous variables is

a developing field with related work in IRT (e.g. C. Zopluoglu, 2012; C. Zopluoglu, 2013;

Noel and Dauvier, 2007; P. J. Ferrando, 2019; P. Ferrando and Navarro-González, 2020),

latent factor modeling (e.g. Haertel, 1990; Stout, 2007), and factor analysis (e.g. Quinn,

2004; P. J. Ferrando, 2009). In practice, “continuous” responses often result from questions

where test takers are asked to select some point on a given number line with labeled ends

(i.e. almost never, almost always). Continuous item responses are frequently recorded in a

variety of settings, for example, personality assessments (e.g. Joyner, Rhodes, and Loprinzi,

2018; Whaite et al., 2018) and online or adaptive learning evaluations (e.g. Klinkenberg,

Straatemeier, and Maas, 2011; Wagner and Kunnan, 2015).

In this subsection, I demonstrate the usage of the equivalence-based conditional indepen-

dence test by means of a placebo test for continuous IRT settings. Due to confidentiality

concerns, many datasets reported in continuous IRT papers were unavailable for analysis.
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Of the available datasets (Kan, 2009; P. J. Ferrando, 2002; Holocher-Ertl, Kubinger, and

Menghin, 2003), all lacked a psuedo-measure of potential latent variables. I therefore uti-

lize factor analysis (Harman, 1976) to infer potential latent variables from these available

continuous IRT datasets, testing the assumption via placebo tests using the psuedo measures.

Factor analysis aims to explain relationships between covariates through fewer underlying,

latent factors. To do this, factor analyses extract the covariances between variables from

the total covariance structure which includes covariate-specific variances. Ideally, given the

underlying factors, the variables themselves would be conditionally independent. Factor

analyses often take two forms: exploratory or confirmatory factor analyses (EFA versus

CFA, Thompson, 2004). In EFA, researchers are interested in identifying the possible latent

factors (e.g. Costello and Osborne, 2005; Yong, Pearce, et al., 2013). In CFA, researchers

wish to test the relationships between variables and factors (e.g. Brown, 2015). Therefore,

this application is an example of EFA. To improve the interpretability of factors, which are

extracted but not given meaningful labels by the algorithm, factor analyses often employ

rotation methods which vary by factor analysis type. Rotation methods aim to simplify

each factor, selecting the fewest variables with the highest loadings, a measure of relative

importance in comprising the factor, as possible (Rummel, 1988). In this paper, I employ

factor analyses with varimax rotation (Kaiser, 1958), thus forcing the factor loadings for

each variable to either high or low extremes.

After inferring the potential latent variables such that the factors sufficiently explain the

underlying data structure, as measured by low p-values for the corresponding hypothesis

test, I isolate those items which appear in only one factor. By isolating items which are

largely influenced by a single unobserved confounder, there should be negligible relationships

between that item and the other items after conditioning on the single confounder. Therefore,

for a given item, Ui, with a single confounder, I test for conditional independence relationships

between Ui and the remaining items in the study, Uj, conditional on said confounder. Letting

each latent variable measure be represented with θ, the equivalence-based GCM evaluates
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the following hypotheses:

H0 : Ui· 6⊥⊥ Uj· | θ (3.23)

HA : Ui· ⊥⊥ Uj· | θ. (3.24)

When a pair of items are related through the same latent variable and conditioned on that

latent variable, the equivalence-based GCM should reject the null of conditional dependence

between the items, Equation 3.23.

3.4.1.1 Examples: Kan (2009), P. J. Ferrando (2002), and Holocher-Ertl, Kub-

inger, and Menghin (2003)

I now present the three datasets of interest. The first dataset, Self Efficacy (Kan, 2009; C.

Zopluoglu, 2012; C. Zopluoglu and M. C. Zopluoglu, 2015), reports the results of 10 items

administered to 307 teachers. The items asked the teachers to self-report their efficacy in

various teaching duties. The second dataset, EPIA (P. J. Ferrando, 2002; C. Zopluoglu, 2012;

C. Zopluoglu and M. C. Zopluoglu, 2015), asked 1,033 undergraduate students five items

from the Spanish EPI-A impulsivity subscale (Luengo, 1986). For each question, students

marked a point on a line segment (with labeled ends: almost never, almost always) and

the reported value is the distance from the starting point.1 The final dataset, Extroversion

(Hohensinn, 2018; Hohensinn et al., n.d.; Holocher-Ertl, Kubinger, and Menghin, 2003),

provides the results from eight items from a German personality test, the Big Five Plus One

Persönlichkeitsinventar (data from B5PO-R, a revision of the B5PO Holocher-Ertl, Kubinger,

and Menghin, 2003), that measures extroversion across 150 test takers.

Table 3.1 contains the results of the factor analyses on the three datasets. For the first,

Self Efficacy, the 10 items are broken into three factors of seven, seven, and four variables,

respectively, with a p-value of 0.09 for the hypothesis that the factors are sufficient, suggesting

the estimated factor structure is a relatively good representation of the dataset. The EPIA

1See Section B.1 for the question text of the Self Efficacy and EPIA datasets.
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dataset of five items results in two factors of 3 and 2 items each, respectively, with a p-value

of 0.76, suggesting the estimated factor structure is a poor representation of the dataset. The

Extroversion dataset of eight items results in two factors of six and 5 items each, respectively,

with a p-value of 0.01, suggesting the estimated factor structure is a good representation of

the dataset.

Dataset Items Factor 1 Items Factor 2 Items Factor 3 Items P-Value

Self Efficacy 10 4, 2, 8, 6, 3, 10, 7 5, 6, 3, 8, 9, 10, 7 1, 7, 10, 3 0.09

EPIA 5 5, 4, 2 1, 3 0.76

Extroversion 8 8, 1, 7, 4, 3, 6 6, 2, 8, 7, 4 0.01

Table 3.1: For each of the three datasets, the factor composition is shown. The p-values

correspond to the hypotheses that the reported factors sufficiently explain the data. Factor

items are listed in order of highest to lowest factor loading. See Table B.1 for exact loadings.

For the first two datasets, the text for each question is available (see Section B.1). Using

this information in conjunction with the factor loadings (Table B.1), I construct substantive

labels for each factor. Based upon the factor loadings, covariances among items in the Self

Efficacy dataset are due to three latent abilities that characterize the teachers: student-

focused interaction (i.e. fostering student expression and participation, tailoring learning

spaces to specific student needs), adaptability (i.e. assessment variability, adaptation to dif-

ferent learning styles and needs), and teaching skills (i.e. employs variety of teaching strate-

gies, adheres to lesson plans and aims). The individuals of the EPIA dataset vary among

their dynamic behaviors (i.e. impulsivity, quick-thinking, multitasking) and excitability (i.e.

need for excitement and aggressive reactions). For each of these analyses, there are clear

differences between factors, suggesting some confidence in the ability of the factor analyses

to parse out interdependencies. In accordance with the difference in p-values between the

two datasets, the latent traits captured by the Self Efficacy factors are more apparent than

that of the EPIA.
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Using these measures of the latent traits, labeled for the first two datasets and unlabeled

for the third, I test the IRT local independence assumption via the equivalence-based GCM

test at the liberal equivalence range of ±0.3. As reported in Table 3.2, I test 43, 16, and 20

hypotheses for the Self Efficacy, EPIA, and Extroversion datasets, respectively. Figure 3.3

reports the GCM’s estimated conditional correlation and 90% confidence interval for each

tested hypothesis. The equivalence range is between the plotted dashed lines, denoting the

pre-specified region in which the researcher believes variation is contextually inconsequential

or otherwise due to random chance. The color of the correlation error bars corresponds to the

rejection decision of the equivalence null hypothesis: red denotes a failure to reject conditional

dependence and blue denotes a rejection of conditional dependence. For comparison, the

rejection decision with regards to the traditional null of conditional independence is also

provided.

As shown in Figure 3.3, many of the item responses are estimated to be weakly correlated

after conditioning on the appropriate latent trait, as many of the conditional correlation

estimates fall within -0.3 to 0.3. This provides some confidence that the factor analysis

behaves as expected in capturing latent traits. To analyze the results of the equivalence test,

we are interested in those hypotheses which reject the null of dependence (blue in Figure 3.3).

The equivalence test rejects a conditionally dependent relationship if the entire confidence

interval falls within the equivalence range (dashed lines). By performing an equivalence test,

the researcher would therefore be able to find support for the local independence assumption

in 53%, 75%, and 35% of the placebo tests for the Self Efficacy, EPIA, and Extroversion

datasets, respectively (Table 3.2).

For comparison, consider the rejection of the independence null, the null of the traditional

conditional independence test, denoted by the dashed correlation error bars in Figure 3.3.

If the researchers were to perform a traditional independence test, 65%, 38%, and 45% of

the placebo tests for the Self Efficacy, EPIA, and Extroversion datasets, respectively, would

reject a claim consistent with the assumption (Table 3.2). This result can be interpreted as
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Figure 3.3: The estimated conditional correlations and 90% confidence intervals are plot-

ted for each hypothesis tested from each dataset. Rejection of the equivalence hypothesis,

X 6⊥⊥Y |Z, is denoted by color and rejection of the traditional hypothesis, X⊥⊥Y |Z, is denoted

by line type.

estimating which hypotheses, at a minimum, violate the assumption. Alternatively, 35%,

62%, and 55% of the traditional hypotheses resulted in a fail to reject decision. While often

interpreted as “evidence” of a conditionally independent relationship, this should not be

interpreted as such. Instead, the practitioner does not have enough data to reject conditional

dependence. In this way, implementing an equivalence test for the assumption allows the
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Dataset No. Hypotheses Rejected by Equiv GCM Failed To Reject by GCM

Self Efficacy 43 53% 65%

EPIA 16 75% 38%

Extroversion 20 35% 45%

Table 3.2: For each dataset, the number of hypotheses, rejection rate for the equivalence

null, and rejection rate for the traditional null are reported.

researcher to provide direct support for conditional independence assumptions by rejecting

conditional dependence as opposed to failing to reject conditional independence.

Given these results, the contextual relevance of these placebo tests are discussed. The

item responses of the Self Efficacy dataset have conditional correlations close to the equiv-

alence range of ±0.3. However, given the pre-specified equivalence bound only permits

weakly correlated relationships, only 53% of the Self Efficacy hypotheses have a contextually

permissible result in terms of acceptable deviations from perfect conditional independence.

Similarly, only 35% of the Extroversion hypotheses were deemed conditionally independent,

however five of the 20 hypotheses appear to be just outside of the equivalence bounds.

Among these hypotheses, the practitioner may be able to identify a portion of the test

in which local independence is more credible. As an example, for Self Efficacy most of the

violated hypotheses are conditional on the first two latent factors, student-focused interaction

and adaptability, respectively, and thus the practitioner may be able to analyze the subset

of questions which are designed to test the third latent factor, teaching skills.

The second dataset, EPIA, has several hypotheses with large estimated conditional cor-

relations. As an example, item responses 1 and 3, given the second latent trait, excitability,

are strongly correlated with an estimated correlation of approximately 0.9. Results with

higher than expected correlations warrant further investigation as the questions may not be

designed as intended. However, given the factor analysis did not adequately capture the
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underlying variation for this dataset (Table 3.1, p-value of 0.76), the latent traits may be

poorly constructed instead of, or in addition to, the questionnaire.

In practice, IRT researchers should attempt to supplement their data with a latent vari-

able measure to evaluate the local independence assumption via a series of placebo tests.

Given the researchers cannot ensure the latent variables are sufficient, these placebo tests do

not confirm the local independence assumption passes. However, this procedure may provide

some evidence in support of this necessary IRT assumption.

To conclude, within Figure 3.3 note the proximity of most of the correlation error bars to

the equivalence range. By adjusting the equivalence range to ±0.4, the researcher would re-

ject more equivalence hypotheses. By adjusting the equivalence range to ±0.1, the researcher

would reject fewer equivalence hypotheses. This underlines the importance of pre-specifying

the equivalence range to determine the contextually-appropriate level of allowed variation.

To bolster the credibility and reproducibility of equivalence tests, the researcher should de-

fine the equivalence bounds in their pre-analysis plans and provide a contextual defense of

the chosen specification. To avoid being subject to a specification debate, practitioners may

follow best practices in Hartman and Hidalgo (2018) and report the equivalence confidence

interval.

3.4.2 Placebo Balance Test

In the past few years, researchers in causal inference and econometrics have pushed for

credible causal designs as part of the credibility revolution (Samii, 2016; Angrist and Pischke,

2010). This section seeks to add to the ongoing discussion of best scientific practices by

proposing a placebo test for the evaluation of the selection on observables design within the

field of observational causal inference.

In the absence of an RCT2, non-randomized treatment assignment often results in treat-

2Although the randomization of treatment assignment in experimental designs theoretically satisfies un-

62



ment and control groups which vary in both observed and unobserved confounders. As a

result, many designs rely upon an ignorability, exchangeability, or conditional ignorability

assumption which ensures treatment assignment is randomly or “as-if” randomly assigned

given a set of pre-treatment covariates.

Formally, under the potential outcomes framework (Neyman, 1923, Rubin, 1974), define

the set of potential outcomes as Yi(0), Yi(1) for individual i where treatment assignment is

denoted with Di = 1 for treated units and Di = 0 for control units. The conditional ignor-

ability assumption states the potential outcomes are independent of treatment assignment

given covariates X:

Yi(0), Yi(1)⊥⊥Di|X. (3.25)

Under this assumption, observed differences in outcomes of interest are due to the only

variant, treatment assignment, and not due to distributional differences in observed and

unobserved covariates. Using principles of conditional independence, one can equivalently

evaluate conditional exogeneity, defined as D⊥⊥U |X where U are unobserved variables.

To satisfy “as-if” randomization assumptions, researchers often employ selection on ob-

servables designs (SOO, e.g. matching or weighting3) to control for confounding variation.4

These designs artificially adjust the pre-treatment characteristics of the treatment and con-

trol groups to appear “comparable.” While researchers cannot assess conditional ignorability

confoundedness assumptions, balance tests can also evaluate whether this condition holds for the given
actualization of the randomization scheme.

3Matching and weighting designs aim to balance the set of observable covariates between the control
and treatment groups. While lacking parametric assumptions, matching methods can run into the curse
of dimensionality (Abadie and G. W. Imbens, 2006). In high-dimensional settings, observations may not
have sufficiently close matches and therefore researchers must remove unmatched data from the analyses.
Additionally, as noted in King, Lucas, and Nielsen, 2017, matching methods often face a balance versus
matched sample size trade-off: researchers achieve less imbalance with a smaller matched sample size at the
cost of higher variance in effect estimates, and vice versa.

4Alternatively, Rosenbaum and Rubin, 1983 suggests conditioning on a balancing score, reducing the
covariate space to a single variable on which to balance. Traditionally, this is done via propensity score
methods. However, propensity scores are parametrically estimated and therefore could result in misspecifi-
cation bias if estimated incorrectly.
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directly (Holland, 1986), this “comparability” is generally measured via balance, an observ-

able implication of this assumption, in one of two ways: 1) mean balance, comparing the

means of observed covariates between groups and 2) distributional balance, comparing the

distributions of observed covariates between groups. Balance on observables is verifiable,

but balance on the potential outcomes is unverifiable.

To evaluate mean balance, the equivalence two sample t-test can be used to compare

means between two treatment groups (Wellek, 2010; Hartman and Hidalgo, 2018). This

test is straightforward when considering univariate balance, see examples from Hartman and

Hidalgo (2018). However, applied researchers often believe several covariates contribute to

the data generating process underlying their study and therefore desire mean balance across

several covariates. Within this context, multiple testing corrections should be considered.

When considering multivariate balance, in lieu of running many low-dimensional balance

tests, researchers may employ a single, omnibus balance test (Hansen and J. Bowers, 2008;

Caughey, Dafoe, and Seawright, 2017). These tests have the added benefit of considering

joint balance, thereby capturing interactions between covariates.

In the spirit of omnibus balance tests, I propose a placebo balance test leveraging the

equivalence-based GCM test to evaluate whether Yt−1⊥⊥D|X for some pre-treatment placebo

outcome Yt−1. If the potential outcomes were “as-if” randomly assigned, i.e. the conditional

ignorability assumption was true, then one would expect a pre-treatment placebo outcome

Yt−1 would also be “as-if” randomly assigned. While I reference this placebo outcome as

Yt−1, this test could also be applied to a given placebo variable Z.

In assessing the conditional independence relationship Y (0), Y (1)⊥⊥D|X the observed Y

cannot be directly plugged into the equivalence-based conditional independence test: Y =

Y (0) when D = 0 and Y = Y (1) when D = 1, a violation of the assumption when there is

an effect of treatment. Additionally, due to the unobserved potential outcomes we cannot

use the observed Y (0) and D directly, i.e. Y (0)⊥⊥D = 0|X will always indicate conditional

independence.
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Therefore consider the following placebo test: if the covariate space captures the con-

founding between Y and D, and thus conditional ignorability holds, then one might expect a

similar placebo outcome, defined as Yt−1, to also be conditionally independent of D given the

covariates. I propose a set of simulations to demonstrate the utility of the equivalence-based

GCM test in this setting.

Generate Y,D as functions of X and their respective error terms, εY , εD. The errors are

themselves correlated with a known ρ. See Figure 3.4 for a graph of the data generating

process. As the correlation between εY and εD increases, the conditional independence rela-

tionship becomes less believable. With the input of the correlation-based equivalence range,

the user specifies at which point the correlation is no longer characterized as representative

of a conditionally independent relationship.

X

D

Y

εY

εD

Figure 3.4: Causal structure for Y (0)⊥⊥D|X with varied correlation between the errors.

In the following simulations, set the number of rows as n = 1000 and number of simula-

tions as n.sim = 1000. The random variables and parameters are defined as follows:

• X ∼ N(0, 1)

• Y ∼ N(0, 1) + εY

• D ∼ Binomial(n, p = logit−1(N(0, 1) + εD))
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• (εY , εD) ∼ N(

0

0

 ,
 1 corr(εY , εD)

corr(εY , εD) 1

)

The corr(εY , εD) parameter is varied with vector ρ = (0.1, 0.15, 0.2, ..., 0.8).

This section uses a placebo outcome, Yt−1, to test Yt−1⊥⊥D|X using the correlation-based

approach to the conditional independence equivalence test. Contrary to a potential outcome,

the Yt−1 is fully observed and therefore this relationship can be tested directly. However, the

correlation-based equivalence range must be adjusted to account for the binary treatment

assignment.

Given the binomial D, the known corr(εY , εD) parameter does not directly translate

to the estimate of this term calculated by the equivalence-based GCM. To demonstrate

this, I provide Monte Carlo simulations using 5000 simulations. According to the described

data generating process, the known correlation in the errors is ρ = (0.1, 0.15, 0.2, ..., 0.8).

Therefore, a proper test would estimate a partial correlation close to this value.

In Figure 3.5, the Monte Carlo simulations compare the observed Yt−1 to 1) the inverse

logit used to assign treatment, usually unobserved, and 2) the treatment assignment vector,

D. In the figure, the first model is the unobservable “propensity” model (the “ground

truth”) and the latter the observable “treatment” model. The known correlation parameter

is plotted for reference. While practitioners could estimate a propensity model, therefore

an “observable” continuous representation of D, this approach would induce undesirable

model specification assumptions. Additionally, this approach would fail in scenarios with

unobserved confounding such as the described simulations.

To assess whether the original covariance-based GCM test performs as expected, first

consider Figure 3.5 (upper). In this plot, the propensity and treatment assignment models

estimate a similar conditional covariance across all levels of the known correlation in the

error terms. However, the correlation is consistently, and substantially, underestimated by

the binary model in Figure 3.5 (lower). The propensity score model slightly overestimates

66



the known conditional correlation, with a maximal bias of 5%, for low values of the known

correlation.

Figure 3.5: For known correlation between the Yt−1 and D errors, consider the Monte Carlo

estimates of the conditional covariance (upper) and partial correlation (lower). The partial

correlation estimate from the Yt−1, D|X model underestimates the known parameter while

the Yt−1, P ropensity|X model closely tracks the known partial correlation.

Now consider user-implementation of this equivalence range with either the strict or

liberal equivalence tolerances. First, the user implements the equivalence-based GCM to

test Yt−1⊥⊥D|X with a strict equivalence tolerance of (εL, εU) = ±0.1, thus considering

negligible correlation as “equivalent” to conditional independence. Given the bias in the

Monte Carlo simulations, Figure 3.5 (right), the test will return an equivalence result for
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weak correlations up to 0.20. For larger chosen equivalence ranges, this gap is more severe. If

the user implements the equivalence-based GCM with the liberal tolerance of (εL, εU) = ±0.3,

the placebo model will conclude equivalence for strong correlations of up to 0.75.

To address this issue, let Figure 3.5 (right) benchmark the discrepancy between the known

correlation and that of the binary D model. For a desired equivalence range allowing negligi-

ble levels of correlation, i.e. the liberal range of 0.30, an error correlation of 0.30 corresponds

to a conditional correlation of 0.15 in the placebo model. Therefore, for the liberal range of

0.30, input (εL, εU) = ±0.15. Additional adjustments for conditional correlations including

a binary variable may be made similarly. Future work is required to develop a closed-form

adjustment.

Using this adjusted equivalence tolerance, rejection rate simulations for the original GCM

versus equivalence-based GCM are provided in Figure 3.6. In practice, the method performs

as expected, albeit slightly conservatively. The liberal equivalence test rejects at the α-level

at approximately 0.14, slightly before the adjusted, equivalence range of 0.15. As is ideal, the

test consistently rejects the conditional dependence hypothesis for underlying correlations

up to 0.05, decreasingly rejects this hypotheses up to a correlation of 0.14, and fails to reject

conditional dependence otherwise.

3.4.2.1 Example: Arceneaux et al. (2016)

In this section, I apply the equivalence-based conditional independence test to Arceneaux

et al. (2016). In this study, researchers test whether news media influence the voting be-

havior of members of the United States House of Representatives (henceforth referred to as

“members of Congress”). The voting behavior outcome is measured by party votes, each

member’s compliance or noncompliance with their party’s behavior on those votes which are

largely split along partisan lines. Party votes underline core ideological differences between

members of Congress, are a determinant of political reputations, and are of greater interest

to constituents (e.g. Carson et al., 2010; K. T. Poole and Rosenthal, 2007). Therefore, the
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Figure 3.6: Rejection rate for the original GCM test (red) vs equivalence-based test (blue)

of Yt−1, D|X for the liberal tolerance. The adjusted equivalence ranges 0.15 is denoted with

vertical lines. For this liberal tolerance, the equivalence-based test is conservative, rejecting

at the α-level just before the equivalence range.

authors test whether partisan news media influences a representative’s partisan voting be-

havior. The authors measure each party vote by each member of Congress during the period

of study as a singular observation, denoting compliance with the party consensus as a binary

variable. To evaluate with the GCM, I aggregate the votes by congressional term, district ID

(combination of state and congressional district), and member of Congress to create a count

party votes outcome. Additionally, as is consistent with Arceneaux et al. (2016), I present

separate models for Democratic and Republican members of Congress.

To isolate the effect of news media outlets, the authors consider the period from 1992-

2002. A conservative media outlet, Fox News, began broadcasting in locations across the

US from 1997-2002. Therefore, the authors evaluate the influence of this news media source

on congressional voting behavior. The units of study are congressional districts which can

be divided as follows: those not exposed to Fox News during the period of study and those

at least partially exposed to Fox News during the period of study.5 Consistent with Clinton

and Enamorado (2014), DellaVigna and Kaplan (2007), and Hopkins and Ladd (2013), the

5Arceneaux et al. (2016) allow for treatment implementation partially through a congressional term in the
1997-2002 dataset. With the aggregation procedure, those observations are recoded as being exposed or not
exposed to Fox News during a given year, a more granular version of staggered treatment implementation.
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authors treat the regional implementation of Fox News broadcasting as a natural experiment.

The authors must therefore assume the as-if randomization of congressional districts to Fox

News exposure and perform a series of balance and robustness checks to bolster this claim. In

doing so, they consider three possible violations of as-if randomization: 1) self-selection into

treatment and control groups, 2) anticipation effects, and 3) imbalances between treatment

and control groups in confounding variables.

First, the authors found no evidence that congressional actors lobbied for Fox News

broadcasting within their districts. Second, the Fox News rollout was not considered to be

strategically-targeted to right-leaning areas (DellaVigna and Kaplan, 2007). Third, the au-

thors test for imbalances between the treatment and control groups, reporting “It does not

appear that the rollout of Fox News is correlated with the party of congressional members,

their ideology, seniority, campaign spending behavior, the quality of challengers, the viability

of incumbents, or the districts’ presidential vote. The one exception is the seniority of Re-

publican member of Congress.” However, the authors then argue the effect of this potential

violation would be diminished, as more senior members of Congress often have greater elec-

toral safety (e.g. Collier and Munger, 1994). Taken together, these results are interpreted

as evidence supporting the as-if randomization assumption.

To supplement these analyses, the authors also provide several placebo tests. While the

balance tests may rule out observed confounding, both unobserved covariates and the out-

come itself may systematically vary between treatment and control groups. As a first placebo

test, the authors compare a placebo party votes outcome across treatment and control dis-

tricts. This placebo outcome is the party votes measured from 1991-1996, before the period

of study. Ultimately, the authors “do not find any statistically discernible differences between

the placebo Fox News districts and all others.” As an additional placebo, the authors con-

sider the impact of Fox News on nonparty votes during the period of study. Nonparty votes

are those in which political parties do not divide along ideological lines. These votes are often

not central to ideological differences or political reputations, and thus member of Congress
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do not alter their behavior on these votes immediately preceding re-elections (Lindstädt and

Vander Wielen, 2014). The authors ultimately do not find Fox News influences nonpartisan

voting behaviors.

Figure 3.7: The estimated conditional correlations and 90% confidence intervals are plotted

for each placebo test. Rejection of the equivalence hypothesis, X 6⊥⊥Y |Z, is denoted by color

and rejection of the traditional hypothesis, X⊥⊥Y |Z, is denoted by line type.

Following the models in Arceneaux et al. (2016), I test for the conditional independence of

the placebo outcomes with Fox News exposure given a set of potential confounding variables

broadly measuring electoral vulnerability, electoral competitiveness, and district partisan-

ship.6 Figure 3.7 reports the conditional correlations with corresponding 90% confidence

intervals against the rejection decisions for both the traditional null of independence and the

equivalence null of dependence. Given the complications with calculating the test statistic

with respect to a binary treatment, the liberal equivalence range is adjusted to ±0.15.

Of the four placebo tests, none of the outcomes pass at the adjusted liberal equivalence

range (Figure 3.7). However, the most important of these - the Republican pre-treatment

party votes outcome - is closest to being fully contained in the equivalence range. The esti-

mate itself is nearly centered at zero, but the standard errors exceed the allowable variation.

6See Section B.2 and the Appendix of Arceneaux et al. (2016) for additional description of these covariates.
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The remaining placebo outcomes - the pre-treatment Democratic party votes, Republican

nonparty votes, and Democratic nonparty votes - do not pass the equivalence test. The

estimate itself for the Republican nonparty votes outcome exceeds the equivalence range.

Given the Fox News exposure may be expected to more strongly influence the voting behavior

of Republican representatives, this result may indicate remaining unobserved confounding

between Republican members of the House, as measured via their nonparty voting behavior,

and the exposure to Fox News.

Taken collectively, these results provide inconclusive evidence for the as-if randomization

assumption as all tests fail to reject the null hypothesis of dependence. Under the traditional

approach, the researcher would have rejected independence for the Republican nonparty

votes outcome, therefore providing evidence against as-if randomization for this outcome.

Similarly, the remaining outcomes provide inconclusive evidence for as-if randomization with

a failure to reject the null of independence under the traditional null.

3.5 Conclusion

Conditional independence relationships are as a fundamental tenet of statistics with wide-

ranging applications. Therefore, this work focuses on developing an equivalence-based con-

ditional independence test. Building upon the Generalized Covariance Measure (GCM)

conditional independence test Shah and Peters, 2018, this new approach leverages the in-

terval inclusion method (Berger, Hsu, et al., 1996) to convert the GCM hypotheses into an

equivalence framework.

The GCM is well-suited to this purpose, translating the impossible problem of condi-

tional independence testing (Shah and Peters, 2018) to one in which the user can evaluate

the suitability of the method by tackling a standard predictive modeling problem. However,

all equivalence tests require user pre-specification of the “equivalence range,” the level of de-

viation from perfect conditional independence that is acceptable within context. Researchers
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in many fields would likely find GCM’s covariance-based measure difficult to pre-specify.

Therefore, the equivalence-based conditional independence test is converted to accept

correlation-based equivalence ranges. Practitioners are likely more able to credibly set a

correlation-based equivalence range using widely-known statistical definitions of “negligible”

or “weak” correlation or effect sizes as opposed to relying solely on subject matter knowledge

to bound a conditional covariance term. In the spirit of Wellek (2010), I thus propose “strict”

and “liberal” default tolerances of this correlation-based equivalence range, (εL, εU) = ±0.1

and (εL, εU) = ±0.3, respectively, reflecting common interpretations of correlation and effect

size (J. Cohen, 1988; Akoglu, 2018) for use in cases where the practitioner does not have

strong prior beliefs about these values.

This work concludes with two proposed placebo tests for conditional independence as-

sumptions: the first, to the local independence assumption of item response theory (IRT) and

the second, to the conditional ignorability assumption required for selection on observables

and many causal designs. Under the local independence assumptions, researchers assume

the item responses are conditionally independent from each other given some latent traits

inherent to the respondents. Under the conditional ignorability assumption, the potential

outcomes are assumed to be independent of the treatment assignment given some set of

pre-treatment covariates.

For the IRT application, I apply the equivalence-based GCM test to three IRT datasets

(Kan, 2009; P. J. Ferrando, 2002; Holocher-Ertl, Kubinger, and Menghin, 2003). These

datasets do not have psuedo-measures of the latent variable, therefore I estimate these

unknowns via factor analyses. The equivalence-based conditional independence test then

assesses whether the item responses are conditionally independent of each other given the

estimated latent factors. This application is informative in designing a placebo test for

this setting, and researchers are encouraged to consider supplementary measures as placebo

latent traits.

Conditional ignorability is often assessed by balance tests, therefore I propose a placebo
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balance test in the spirit of omnibus balance testing. However, this problem is complicated

by the inherent missingness of potential outcomes, i.e. when Y (0) is observed then D = 0.

Therefore, I evaluate whether some placebo outcome, Yt−1, or more generally some placebo

variable Z, is conditionally independent of the treatment assignment given the confounders:

Yt−1⊥⊥D|X. This placebo test for conditional ignorability is complicated by the binary

treatment assignment. The correlation-based measure of the equivalence-based GCM does

not behave as expected when applied to one or more binomial variables. Therefore, Monte

Carlo simulations are used to benchmark the adjustment for this discrepancy, allowing the

researcher to adjust their desired equivalence range to account for the binomial treatment

assignment. This placebo testing procedure is then applied to Arceneaux et al. (2016) to

consider both placebo pre-treatment outcomes and placebo post-treatment measures.

This work has several implications for the future of the equivalence testing and assump-

tion evaluation literatures. As the first equivalence-based conditional independence test,

this work offers a correlation-based equivalence range with some guidance in the absence of

strong priors. Future empirical works judging the practical effectiveness of these defaults,

and offering guidance when these defaults are inappropriate, are warranted.

Considering the applications, this work offers a simple benchmarking procedure to ac-

count for the correlation between continuous and binary variables. This setting is particularly

important for causal settings, such as the placebo balance test, and as such future implemen-

tations would benefit from a closed-form adjustment. For both placebo tests, comparisons of

these proposals with current standards in the literature may prove interesting. Similarly, IRT

practitioners able to compare the estimated latent factors with known potential confounders,

measured via supplementary data, may lend more credence to this equivalence-based test as

an option for the evaluation of conditional independence assumptions.
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CHAPTER 4

Corroborating Causal Designs Through the

Falsification of Assumption Implications

4.1 Introduction

In the past several years, increased attention has been given to the credibility of causal designs

within empirical contexts (e.g. Angrist and Pischke, 2010; Samii, 2016). Given the funda-

mental problem of causal inference (Holland, 1986), causal assumptions are not verifiable,

and thus researchers must defend their causal claims given certain observable implications

of those necessary claims. In practice, this defense is often mounted via falsification testing

wherein researchers attempt to find counterexamples to the causal assumptions of interest.

As noted in Section 4.2, the concept of falsification testing originated from seminal texts

on the philosophy of science (Popper, 2005). In this work, the author describes the process

of proving or disproving a scientific hypothesis. In practice, universal hypotheses are never

proven true, as validation requires confirmation that every possible instance of the claim

behaves as expected. Instead, current research in assumption evaluation focuses on the

latter, disproving scientific claims. If researchers can rule out plausible counterexamples to

the claim, in attempts to falsify the claim, then each failed falsification attempt is evidence

in favor of the hypothesis of interest. As the number of falsification results consistent with

the claim increase, so does confidence in the scientific theory.

This paper adds to the growing literature improving best practices in falsification anal-

yses for causal designs through the incorporation of equivalence testing (e.g. Hartman and
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Hidalgo, 2018; Bilinski and Hatfield, 2018; Hartman, 2020). In tests of causal assumptions,

hypothesis tests are often structured such that the null hypothesis is consistent with the

claim. Therefore, a “positive” testing result is failing to reject the causal claim. However,

this approach “equates insignificant difference with significant homogeneity” (Hartman and

Hidalgo, 2018).

Equivalence tests reverse the null and alternative hypotheses, testing whether the ob-

served data is inconsistent with the claim of interest (Wellek, 2010; Berger, Hsu, et al.,

1996). Under an equivalence framework, the researcher hopes to reject inconsistency and

provide more direct evidence in support of the assumption of interest. As noted by other

authors, (e.g. Hartman and Hidalgo, 2018; Hartman, 2020), this distinction between tra-

ditional testing and equivalence testing is more powerful in small sample settings where

researchers are less likely to have enough data to reject the traditional null.

Throughout this work, particular attention is given to outlining and proposing equiva-

lence based approaches for the evaluation of common causal assumptions. Section 4.4 delves

into the selection on observables (SOO, e.g. matching Stuart, 2010 or weighting Imai and

Ratkovic, 2014 methods), mediation (Imai, Keele, and Tingley, 2010; J. M. Robins and

Greenland, 1992; Pearl, 2001), difference-in-differences (DiD, Card and Krueger, 1993; An-

grist and Pischke, 2008), regression discontinuity (RD, Thistlethwaite and Campbell, 1960),

synthetic control (SCM, Abadie and Gardeazabal, 2003; Abadie, Diamond, and Hainmueller,

2010; Abadie, Diamond, and Hainmueller, 2015), and instrumental variables (IV, Angrist,

G. W. Imbens, and Rubin, 1996; Staiger and Stock, 1994) designs in detail, mapping the

assumptions to the observable implications to the traditional placebo tests to equivalence

approaches. Equivalence-based empirical applications for these designs can be found in Hart-

man and Hidalgo (2018) for the SOO, Bilinski and Hatfield (2018) for the DiD, and Hartman

(2020) for the RD designs. Of the remaining methods, an empirical application for SCM is

provided in Section 4.5. Mediation is not considered given its similarity to SOO designs and

IV is left for future work given its reliance on subject matter arguments.
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Concluding this paper, Section 3.5, is a discussion of future areas of research to improve

practices in equivalence testing for these common causal models. Of particular note, in

addition to the assumptions listed by method herein, all of these models require the stable

unit treatment value assumption (SUTVA, Rubin, 1980; Rubin, 1986) within the potential

outcomes framework Neyman, 1923; Rubin, 1974. Given the varying SUTVA concerns for

the designs of interest, future research is necessary to propose best practices for SUTVA

falsification.

Additionally, both within and across assumptions, repeated falsification analyses induce

a multiple testing problem. Current approaches focus on all-or-nothing, conjunction or

disjunction (e.g. Friston et al., 1999 or Phillips and Ghosh, 2014), approaches which may

be too strict in this setting. Partial conjunction testing (Benjamini and Heller, 2008) is a

particularly interesting approach allowing for rejection under the null given some proportion

of tests reject. This method has already been applied to similar settings, i.e. Karmakar,

Small, et al. (2020), in which the authors use partial conjunction tests to test independent

subtheories about a larger causal theory. More work must be done to combine disparate

falsification results under dependence, and hierarchical dependence structures, as is the case

here.

This paper is organized as follows. Section 4.2 presents the concept of falsification test-

ing in scientific theory. Section 4.3 introduces equivalence testing with common tests and

suggestions for best practices. Section 4.4 maps the model assumptions, to the observable

implications, to the common placebo tests, and then proposes equivalence-based tests for

these implications. Section 4.5 implements these equivalence procedures for the SCM with

an empirical application. Section 4.6 discusses suggestions for future areas of research.
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4.2 Background: Falsification for Causal Assumptions

Within the context of the credibility revolution (Angrist and Pischke, 2010, Samii, 2016),

researchers have increasingly turned to informal falsification tests to assess the observable

implications, and ultimate believability, of their necessary causal claims. Of note, the nec-

essary assumptions themselves are inherently unobservable due to the fundamental problem

of causal inference (Holland, 1986), the full set of potential outcomes is never observed for

a given unit at a given time. Therefore, these assumptions are typically evaluated through

their observable implications, certain data properties likely to hold if the assumptions are

valid.

The concept of falsification dates back to Karl Popper’s Logic of Scientific Discovery, first

published in German in 1935 (English re-print: Popper, 2005). When evaluating a theory,

one can take two approaches to gathering evidence: the researcher may attempt to prove

their theory is true, verification, or false, falsification. As Popper notes, theories are “never

empirically verifiable,” hypotheses can only be evaluated by being falsified or “refuted by

experience” (Popper, 2005; p.18). To prove a universal, scientific hypothesis, one must assert

all possible cases are consistent with the claim; to disprove a universal, scientific hypothesis,

only a single, meaningful counterexample is required (Popper, 2005; p. 19, 49). In this way,

the strength of a theory rests in its ability to withstand rigorous falsification testing (Popper,

2005; p.19-20).

Evidence supporting a theory is still useful, but viewed as corroboration, not verification,

of the scientific theory:

It should be noticed that a positive decision can only temporarily support the

theory, for subsequent negative decisions may always overthrow it. So long as

theory withstands detailed and severe tests and is not superseded by another

theory in the course of scientific progress, we may say that it has ‘proved its

mettle’ or that it is ‘corroborated’ by past experience. (Popper, 2005; p. 10)
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Therefore, when considering the validity of a scientific theory, researchers consider the

strength of both falsification and corroboration results (Popper, 2005; p. 95, 248). This

repeated testing of scientific theories does not lead to declarations of “true” or “false” theo-

ries, instead scientific theories are considered probabilistically.

Under Popper’s framework, summarized in Figure 4.1, beliefs about scientific theories,

even those rigorously tested, are subject to change with scientific progress and repeated

testing. With increased, high-quality falsification and corroboration results, scientists have

increased confidence in their beliefs. However, there is always the possibility of failing to

observe or test for a key scenario, and therefore coming to a faulty conclusion. If after

repeated testing a scientist observes such a scenario that changes current beliefs, the scope

of the hypothesis must be adjusted and restricted. Therefore, within this paper I propose

more rigorous, equivalence-based falsification tests in the hopes of increasing confidence in

future, published causal designs while furthering credibility research.

In practice, researchers use an assortment of approaches to garner evidence, via corrob-

oration or falsification, in evaluating their design assumptions including balance, placebo,

robustness, and falsification tests.1 Given the different definitions of these terms in the

literature, I consider these methods as follows in this work.

Balance tests are tests specific to the conditional ignorability or exchangeability assump-

tion, wherein researchers attempt to demonstrate “comparability” between treatment and

control groups as measured by mean or distributional balance in outcomes or covariates

(Sekhon, 2007; King, Lucas, and Nielsen, 2017). Placebo tests estimate treatment effects

where none should exist. Frequent applications include placebo outcomes (i.e. epidemiol-

ogy’s negative controls: Lipsitch, Tchetgen, and T. Cohen, 2010), pre-treatment periods (i.e.

estimating effects at placebo cutoffs in regression discontinuity designs: Cattaneo, Idrobo,

1Similarly, sensitivity analyses, methods for estimating bias from unobserved confounding, are a vital tool
in the practitioner’s toolbox. While practitioners should pair all analyses with sensitivity analysis to test
the unconfoundedness assumption (Rosenbaum, 2005), an overview of such methods is beyond the scope of
this paper.
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Figure 4.1: To test a theory in accordance with Popper, 2005, a scientist subjects the

proposed theory, H0 to rigorous falsification and corroboration testing. As the number of

positive, high-quality test results increases, the scientist’s confidence in the theory increases.

Although, all beliefs about scientific theories are subject to change with scientific progress

and repeated testing.

and Roćıo Titiunik, 2019), or in non-treated units (i.e. the spatial placebo test of the syn-

thetic control method: Abadie, Diamond, and Hainmueller, 2010). Robustness tests assess

model or parameter specification (i.e. Lu and White, 2014). Falsification tests broadly in-

clude balance, placebo, and robustness tests wherein the researcher attempts to falsify the

claim via searching for a contradiction to the claim.

As an example of the intersecting nature of these terms, consider a scenario in which a

researcher wants to assess whether the fit of their synthetic control model is realistic, i.e.

reflects the unobserved data generating processes of the treated unit. More formally, the re-

searcher is testing the required conditional ignorability and unconfoundedness assumptions.

If these assumptions hold, the researcher would expect to see the following observable impli-

cation: no effect of treatment during the pre-treatment period. The researchers then attempt
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to falsify this result via placebo testing by estimating an effect during the pre-treatment pe-

riod where none should exist. Finding a nonzero effect would not negate later analyses, as

one test is not conclusive evidence against the design assumptions, but may indicate bias in

subsequent effect estimates.

In the above settings, methods for testing design assumptions are typically formulated to

test a null hypothesis of no difference, evaluating whether the design is consistent with their

assumptions. In the previous example, the researcher tests whether a placebo effect is zero,

H0 : Pre-Treatment ATE = 0, hoping to fail to find evidence of a non-null result. Therefore,

under a “positive” result the researcher fails to reject their assumption. However, as noted

by other authors (Hartman and Hidalgo, 2018), this interpretation is flawed: failure to reject

the null hypothesis indicates insufficient information to make a determination on the test

outcome.

4.2.1 Equivalence-Based Falsification Testing

To address this concern and improve the quality of evidence from falsification tests, re-

searchers are increasingly turning to equivalence testing, a method of testing the theory by,

ideally, rejecting the falsified hypothesis (Hartman and Hidalgo, 2018; Bilinski and Hatfield,

2018; Hartman, 2020). This contrasts with the previously described, traditional approach of

failing to reject the true hypothesis.

As discussed in Hartman and Hidalgo, 2018, equivalence tests flip the null and alternative

hypotheses in a standard hypothesis test. In an equivalence framework, the null hypothesis

is inconsistent with the researcher’s claim of interest while the alternative hypothesis is con-

sistent with the claim of interest. A “positive” equivalence result in a falsification framework,

therefore supports the causal claim by rejecting the opposite of the claim. In equivalence-

based falsification tests the researcher provides evidence in support of their design-based

decisions.
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Along this vein, I introduce two approaches: equivalence testing and non-inferiority test-

ing (Wellek, 2010; Berger, Hsu, et al., 1996). The former is a two-sided test of “equality

except for practically irrelevant deviations” (Wellek, 2010, p. 1), and the latter, a one-sided

test for the “absence of a relevant difference in favor of the comparator” (Wellek, 2010, p. 1).

Both tests rely upon the contextual definitions of “relevant” versus “irrelevant” differences,

also called the “indifference zone” or “equivalence range”.

In specifying the equivalence range, the researcher quantifies the amount of variation

that could be attributable to chance or is inconsequential in terms of bias. For the two-

sided equivalence test, I denote this range with εL, εU . The non-inferiority test only requires

specification of a single value, εL. Within this work, I focus on equivalence testing as any

equivalence test can be turned into a non-inferiority test by setting εU to an extremely large

value (Wellek, 2010, p. 30).

The equivalence range can generally be discussed in raw units (i.e. on the scale of the

variable) or standardized units. For the latter, Wellek (2010) provides default equivalence

values for “strict” or “liberal” tolerances for common equivalence tests. Alternatively, and

perhaps preferably, the researcher may use substantive knowledge to manually set the equiv-

alence range. This approach requires leveraging external knowledge of the subject-matter

literature to assert an acceptable level of variability from an exact or perfect estimate. As

noted in Rainey (2014), a narrow substantive equivalence range indicates a strong claim on

behalf of the researcher. However, the narrower the equivalence range, the more data is

required to reach acceptable power levels (Hartman and Hidalgo, 2018). See Section 4.3.4

for practical guidance in setting this range and Section 4.6 for discussion of future research

in this area.
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4.3 Generalized Equivalence-Based Falsification Approaches

In this section, I provide generalized equivalence frameworks for common assumption evalu-

ation approaches including testing whether 1) differences between the treatment and control

group are practically insignificant and 2) effects are practically insignificant. This section

concludes with a discussion of best practices in equivalence testing, including usage of the

equivalence confidence interval in lieu of equivalence range specification justifications and

debates.

4.3.1 Notation

Using the potential outcomes framework (Neyman, 1923; Rubin, 1974), define a treatment

indicator, Di, such that units receiving treatment are denoted by Di = 1 and units who

do not receive treatment, i.e. those in control, have Di = 0. Time periods are denoted

by t ∈ (1, . . . , T ), and treatment is implemented at time T0. Consider a case with N total

units where units i ∈ 1...N/2 units receive treatment at time T0 and the rest are never

exposed to treatment. Define unit i’s potential outcomes at time t as {Yit(0), Yit(1)} under

control and treatment, respectively. Observed potential outcomes are denoted with Yi. The

individual-level treatment effect for unit i at time t is defined as

τit = Yit(1)− Yit(0). (4.1)

Given the inherent uncertainty in estimating individual-level effects, researchers are often

interested in aggregate effects such as the average treatment effect (ATE),

ATE = E[Yit(1)− Yit(0)] = E[τit]. (4.2)

or average treatment effect on the treated (ATT),

ATT = E[Yit(1)− Yit(0)|Di = 1]. (4.3)
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While population-level effects are often of primary concern, such as the population average

treatment effect (PATE), this quantity is often infeasible to measure. Practitioners, there-

fore, frequently rely upon sample-level effects, such as the sample average treatment effect

(SATE). In the absence of a randomized controlled trial (RCT), the identification of observa-

tional average causal effects, including the ATE and ATT, requires SUTVA and ignorability

assumptions, discussed in Sections 4.6 and 4.4.1, respectively.

4.3.2 Tests for standardized difference in means

Researchers and practitioners often use tests of standardized mean difference in evaluating

causal designs. The most common setting is balance tests, as randomization and ignorabil-

ity assumptions are required for SOO, mediation, RD, SCM, and IV designs as discussed

in Sections 4.4.1, 4.4.2, 4.4.4, 4.4.5, and 4.4.6, respectively. In balance testing, researchers

often compare the means of observed covariates between treatment and control groups to

evaluate assumptions of “comparability” of these groups. For conditional ignorability as-

sumptions, the two-sample equivalence t-test is appropriate to garner support for the “as-if”

randomization of the observational data (Hartman and Hidalgo, 2018).

The equivalence analogue of the traditional t-test, this method compares the standardized

difference in the treatment and control group means, µT and µC , respectively, with shared

standard deviation σ. The hypotheses are defined as follows: (Wellek, 2010; Hartman and

Hidalgo, 2018):

H0 :
µT − µC

σ
≥ εU or

µT − µC
σ

≤ εL (4.4)

HA : εL ≤
µT − µC

σ
≤ εU . (4.5)

Under the equivalence null hypothesis, Equation 4.4, the researcher is investigating whether

the standardized difference in means exceeds the upper or lower bounds of the equivalence

range, (εL, εU). Under the equivalence alternative hypothesis, Equation 4.5, the researcher

asserts the difference in means is within the acceptable level of variation defined by the
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equivalence range.

4.3.3 Tests for effects

The two one-sided test (TOST) is designed for settings where researchers wish to demon-

strate equivalence in the raw mean difference. As an example, the TOST is often applied

in pharmaceutical settings where researchers would like to demonstrate a generic drug is

equivalent to its name-brand counterpart (Berger, Hsu, et al., 1996). Within the context of

homogeneity for instrumental variables designs, researchers may use the TOST to demon-

strate a lack of heterogeneity in instrument strength or among observed outcomes as a means

of evaluating the homogeneity assumption (see Section 4.4.6).

In these settings, researchers may test hypotheses to either evaluate the difference in

means or the ratio of the means. The latter, the ratio test, is often applied in medical or

pharmaceutical settings for purposes of demonstrating bioequivalence, see Berger, Hsu, et al.

(1996) for more information. For the evaluation of causal assumptions, I focus on the former

and structure the hypotheses as follows:

H0 : µT − µC ≥ εU or µT − µC ≤ εL (4.6)

HA : εL ≤ µT − µC ≤ εU .. (4.7)

The TOST is comprised of two one-sided t-tests, individual tests of each claim in the

null, therefore the researcher rejects the null hypothesis if both tests are rejected at the

α-level. As noted by Hartman and Hidalgo (2018), the TOST approach is nearly equivalent

to determining whether the 90% confidence interval of the parameter of interest lies within

the pre-specified equivalence range, a method suggested in Rainey (2014) and Gross (2015),

although the confidence interval approach is less powerful.
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4.3.4 Navigating Falsification Approaches in Practice

In practice, specification of the equivalence range is of paramount importance. Existing

methods, such as the equivtest R package (Hartman and Hidalgo, 2018) and TOSTER R

package (Lakens, 2017), both allow for equivalence range specifications in raw units, for

specification of acceptable differences on the scale of the variable, or standardized units such

as standard deviations or effect sizes.

Both methods also provide approaches for when the subject matter literature is insuffi-

cient in defining this range. Hartman and Hidalgo (2018) follows Wellek (2010) in imple-

menting default tolerances. These defaults allow user specification of “strict” or “liberal”

equivalence ranges as set by Wellek (2010). As an example, for the two-sample equivalence

t-test, “strict” and “liberal” tolerances correspond to 0.36 and 0.74 standardized differences,

respectively. Lakens (2017) introduces a method based upon power analyses. Using the

desired significance level, statistical power, and sample size, the researcher can define the

smallest effect size of interest (Lakens, 2014). The equivalence range is then defined as

anything smaller than this smallest meaningful effect size. Amidst this variety of options

for equivalence range specification, the practitioner is more likely to be able to specify a

contextually-defined range and retains the option of using default values when the applied

literature lacks strong priors for this range.

While these options provide ample flexibility for the user-specification of the equivalence

range, specification searches or debates are still a risk. As a result, reporting the equivalence

confidence interval is often more transparent (Hartman and Hidalgo, 2018). This range is

the equivalence region supported by the available data: the true value is expected to fall

within this range 100(1−α)% of the time. Therefore, by reporting the equivalence confidence

interval, the researcher is expected to defend why this objectively-defined range, as opposed

to a (perhaps subjectively) user-specified equivalence range, identifies those contextually

irrelevant deviations from the ideal result.
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4.4 Falsification Tests for Common Causal Designs

Within this section, I introduce equivalence-based falsification tests for the following com-

mon causal designs: selection on observables, mediation, difference-in-differences, regression

discontinuity, synthetic control methods, and instrumental variables. For each design, par-

ticular attention is given to mapping the necessary, untestable assumptions to the testable

observable implications, reviewing current practice in placebo testing, and ultimately sug-

gesting a statistical equivalence test for each implication. Tables 4.1 and 4.2 explicitly outline

this mapping for each assumption by causal design.
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4.4.1 Selection on Observables (SOO)

Falsification testing for selection on observables designs is largely covered in Section 3.4.2. In

brief, observational methods such as matching and weighting require an unconfoundedness or

“as-if” randomization assumption wherein the control and treatment units are comparable

in the absence of the formal randomization procedure of experimental designs. Although,

researchers may additionally wish to verify that a given experimental design both practically

and theoretically satisfies the unconfoundedness assumption.

Methodology: Matching approaches nonparametrically select control units “similar”

to treated units in terms of pre-treatment characteristics. Similarity is defined in terms of a

distance metric as in exact matching, Mahalanobis matching, or propensity score matching

(Ho et al., 2011; Stuart, 2010). See Stuart (2010) for a review of these common matching

methods. Matching methods have a trade-off between sample size and balance (King, Lucas,

and Nielsen, 2017): optimal balance may use a small proportion of the dataset, inducing

model dependence; alternatively, attempting to match on a large set of variables may result

in poor balance. As a result, researchers generally employ ad hoc methods to optimize both

balance and matched sample size (i.e. Ho et al., 2007; Rosenbaum and Rubin, 1984).

In contrast, weighting approaches apply weights to each observation to attain mean or

distributional balance. Matching, therefore, can be considered a special case of weighting

where some weights are zero. For a set of weights, wi : 0 < wi < 1, a weighting estimator

for the ATT is structured as follows:

ATT =
1

n1

∑
i:Di=1

Yi −
1

n0

∑
i:Di=0

wiYi (4.8)

Weighting estimators with extreme weights may have high variance. To alleviate the

curse of dimensionality, both matching and weighting approaches can employ the propensity

score, a balancing score which collapses many covariates into one covariate with which to

balance (Rosenbaum and Rubin, 1983). These approaches rely upon an assumption of correct
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model specification, leading to the covariate balancing propensity score which attempts to

alleviate this concern (Imai and Ratkovic, 2014).

An advantage of these approaches is the lack of parametric assumptions. However, finding

a suitable matching or weighting scheme is reliant upon the available pool of control units.

This can take the form of the common support, overlap, or convex hull assumptions. These

assumptions require overlap between the treated and control distributions.

4.4.1.1 Conditional Ignorability

Formally, define the set of potential outcomes as Yi(0), Yi(1) for individual i where treatment

assignment is denoted with Di = 1 for treated units and D = 0 for control units. The un-

confoundess, conditional ignorability, or as-if randomization assumption states the potential

outcomes are independent of treatment assignment given covariates X:

Yi(0), Yi(1)⊥⊥Di|X. (4.9)

Under this assumption, observed differences in outcomes of interest are due to the only

variant, treatment assignment, and not due to distributional differences in observed and

unobserved covariates. Using principles of conditional independence, one can equivalently

evaluate conditional exogeneity, defined as D⊥⊥U |X where U are unobserved variables.

Observable Implication: Mean or Distributional Balance

As is discussed in Section 3.4.2, under the conditional ignorability assumption, researchers

would expect to see similarity in covariates between the treatment and control groups. This

similarity can be measured by comparing the means, i.e. mean balance, or distributions,

i.e. distributional balance, between the treatment and control groups. Traditional balance

testing approaches includes comparing standardized differences in means across the space of

covariates (e.g. Austin, 2009) or implementing omnibus balance tests which more holistically

compare the treatment groups (e.g. Hansen and J. Bowers, 2008).

Equivalence versions of these placebo tests have been identified. For mean balance,
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researchers should implement a series of univariate balance tests using the equivalence two-

sample t-test Hartman and Hidalgo, 2018. Although, as noted in Section 4.6, multiple testing

approaches may need to be considered to unify a disparate set of univariate results. Akin

to distributional balance, I propose the equivalence-based conditional independence test in

Section 3.4.2.

See Section 3.4.2 for an empirical application of the equivalence-based conditional in-

dependence test for balance testing. Falsification analyses for conditional ignorability are

applied to Arceneaux et al., 2016 in which researchers estimate the effect of news media

influence on the voting behavior of members of the US House of Representatives.

4.4.2 Mediation

In many applied settings, researchers may believe the treatment both directly effects the

outcome and indirectly effects the outcome via some intermediary, mediating variable. The

total effect of treatment is then the sum of the direct and indirect effects of treatment

on the outcome. However, in causal mediation analyses (Imai, Keele, and Tingley, 2010;

J. M. Robins and Greenland, 1992; Pearl, 2001), the researcher is primarily interested in

estimating the “average indirect effect.” Mediation analyses encourage investigation of the

causal mechanisms underlying a treatment or policy intervention which can improve infer-

ences about intervention effectiveness. For example, a null total effect of treatment might

hide positive indirect effects through certain mediating variables and negative indirect effects

through others.

Methodology: Let Mi denote the level of the mediator variable for unit i, with Mi(Di)

denoting the mediator value for a given binary treatment assignment. A potential outcome

can then be expressed as Yi(Di,Mi(Di)). The unit-level total effect of treatment is the

average of the unit-level direct effect:

ζi(d) = Yi(1,Mi(d))− Yi(0,Mi(d)), (4.10)
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and the unit-level indirect effect:

δi(d) = Yi(d,Mi(1))− Yi(d,Mi(0)) (4.11)

for a given treatment level d. The estimand of interest, the average causal mediation effect

(ACME), is expressed as:

δ̄(d) = E(Yi(d,Mi(1))− Yi(d,Mi(0))). (4.12)

Imai, Keele, and Tingley (2010) suggests methods for parametric and nonparametric

estimation of the ACME. Simply, the researcher fits mediator and outcome models, simulates

the two possible mediator values (for binary treatment levels), and simulates the four possible

potential outcomes (one set of potential outcomes per mediator prediction). In parametric

settings, this procedure is repeated over a range of model parameters and in nonparametric

settings, on bootstrapped data samples. The estimated ACME is the average of these results.

4.4.2.1 Sequential Ignorability Assumption

Mediation requires the sequential ignorability assumption (Imai, Keele, and Yamamoto,

2010), a dual set of conditional independence conditions: first, a version of conditional

ignorability (Equation 4.13), and second, the mediator is conditionally independent of the

potential outcomes (Equation 4.14):

{Yi(d′,m),Mi(d)}⊥⊥Di|Xi = x (4.13)

Yi(d
′,m)⊥⊥Mi(d)|Di = d,Xi = x (4.14)

for d, d′ = 0, 1, X pre-treatment covariates, and where 0 < Pr(Di = d|Xi = x) and 0 <

p(Mi = m|Di = d,Xi = x).

Equation 4.13 is an extended conditional ignorability assumption: treatment assignment

is random with respect to both outcomes and mediators, conditional on pre-treatment covari-

ates. This assumption can be met by design-based treatment randomization or a conditional

as-if randomization argument.
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The second assumption, Equation 4.14, can only be met via as-if randomization (Keele,

2015a). If one were to randomize the mediator, the link between treatment assignment and

mediator is broken. This is no longer in the spirit of mediation analyses, as the broken

pathway results in zero indirect effects and two direct effects: the effect of the treatment on

the outcome and the effect of the mediator on the outcome. Therefore, this assumption is

particularly difficult to justify and requires an argument of no unobserved confounders.

Researchers tend to defend their mediation designs via sensitivity analyses as recom-

mended by Imai, Keele, and Yamamoto (2010). Although sensitivity analyses are not without

limitations: they are model-specific and lack a universal threshold for acceptance/ rejection

(Imai, Keele, and Tingley, 2010; Keele, 2015a).

Yeager and Krosnick (2017) offer a design-based suggestion for falsifying the sequential

ignorability assumption. Primarily concerned with a pre-existing link between the mediator

and outcome variable, they propose measuring the outcome variable before implementing the

treatment so any mediation effect is temporally “impossible.” In participants with outcomes

measured after treatment implementation, the observed mediation effect can be adjusted

by the “impossible mediation effect.” A positive falsification result would be a corrected

mediation effect not equivalent to zero.

For the purposes of constructing falsification analyses, the observable implications of the

sequential ignorability assumption are mean or distributional balance with regards to the

pre-treatment covariates and mediator.

Observable Implication: Mean or Distributional Balance

As noted in Section 3.4.2, testing for conditional independence with respect to the poten-

tial outcomes is an impossible task given the set of potential outcomes is never fully observed.

However, the first condition of the sequential ignorability assumption can be evaluated like

that of the conditional ignorability assumption of Section 4.4.1: via mean balance and the

equivalence t-test (Hartman and Hidalgo, 2018) or via distributional balance and the condi-
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tional independence testing approach in Section 3.4.2. Furthermore, given the mediator is

observed, the equivalence-based conditional independence test may be applied to evaluate

approximations of Equations 4.13 and 4.14 using placebo outcomes for Y in conjunction with

the observed mediator, treatment assignment, and covariates.

Given the similarity tests for conditional ignorability, an application for this method is

not provided. See Section 3.4.2 for an empirical example of the equivalence-based conditional

independence test for balance testing. Falsification analyses for conditional ignorability are

applied to Arceneaux et al., 2016 in which researchers estimate the effect of news media

influence on the voting behavior of members of the US House of Representatives.

4.4.3 Difference-in-differences (DiD)

Difference-in-differences methods use strong causal assumptions to estimate the post treat-

ment control state of a small number of treated units. Under DiD, the practitioner typically

has one or few treated units to compare against the control unit(s). Original DiD applications

(Card and Krueger, 1993; Angrist and Pischke, 2008) were restricted to one pre-treatment

period and one post-treatment period, but later implementations of DiD have relaxed the

framework to multiple periods (e.g. Athey and G. W. Imbens, 2021; Callaway and Pedro HC

Sant’Anna, 2020b; Egami and Yamauchi, 2021). To estimate the effect of treatment on the

treated group, DiD assumes the treated unit’s counterfactual behavior is parallel to that

of the observed behavior in the control units. Under this parallel trends assumption, DiD

allows practitioners to discuss the relative change in the treated units, generating a baseline

with which to compare the observed post-treatment behavior of the treated unit.

Methodology: Let Ti = 0 denote a pre-treatment time period and Ti = 1 denote a post-

treatment time period. DID methods are concerned with estimating the ATT (Equation 4.3),

namely, the average difference between the observed post-treatment behavior of the treated

units and what would have happened in the treated units during the post-treatment period

under control conditions. To estimate the counterfactual behavior of the treated units, DID
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methods estimate the ATT with τDID by leveraging the fully observed behavior of the control

units:

τDID =
(
E[Yi|Di = 1, Ti = 1]− E[Yi|Di = 1, Ti = 0]

)
−(

E[Yi|Di = 0, Ti = 1]− E[Yi|Di = 0, Ti = 0]
)
. (4.15)

In the pre-treatment period, we observe the relative change in the treated units as compared

to the control units when both are experiencing control conditions. If we assume this relative

trend would have held throughout the post-treatment period, we can estimate the counter-

factual behavior of the post-treatment treated unit. Using this “parallel trends” assumption,

the DID adjusts the observed change in the treated unit by the amount of change potentially

due to confounding factors observed in the control units.

4.4.3.1 Parallel Trends Assumption

Recall D denotes treatment assignment with D = 1 denoting members of the treatment

group and D = 0 denoting members of the control group. Let W denote the treatment

status at a given time point. More formally, the parallel trends assumption is

E(YT=1(W = 0|D = 1)− E(YT=0(W = 0|D = 1) =

E(YT=1(W = 0|D = 0)− E(YT=0(W = 0|D = 0) (4.16)

where E(YT=1(W = 0|D = 1) is an unobserved quantity. Under the parallel trends assump-

tion, this quantity can be estimated using the observed quantities in Equation 4.16. The

following methods rely upon the extended parallel trends assumption which considers this

assumption across multiple time periods.

Evaluating the observable implications of the parallel trends assumption typically has

been done by evaluating whether the 1) difference between the pre-treatment slopes or 2)

the observed placebo effects are sufficiently close to zero (e.g. Roth, 2019).

Observable Implication: Parallel Pre-Treatment Trends
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The most commonly evaluated implication of parallel trends is observed parallel trends

between the control and treatment group in the pre-treatment period. Traditionally, this

implication is visually and/or statistically assessed via a comparison of the slopes of the

pre-treatment treated and pre-treatment control outcomes (e.g. Akosa Antwi, Moriya, and

Simon, 2013; Lara Ibarra, McKenzie, and Ruiz-Ortega, 2021).

Instead of relying on these measures, Bilinski and Hatfield (2018) develop an equivalence-

based falsification test for the pre-trends implication, suggesting a “one step up” approach.

The researcher proposes a model with a stronger trend than parallel trends would support, i.e.

a linear trend indicating a non-negligible difference underlying the treated and control groups.

By testing whether the differences in effect are greater than some equivalence threshold, the

researcher may be able to rule out meaningful assumption violations.

See Bilinski and Hatfield (2018) for an application of this method to Akosa Antwi, Moriya,

and Simon (2013) in which the authors estimate the effects of the Affordable Care Act on

young adults.

Observable Implication: Negligible Pre-Treatment Effects

DID requires parallel trends, not identical trends, therefore a credible DID design may

have treatment and control outcomes at different scales with an observed “treatment effect”

across pre-treatment time. However, researchers must then demonstrate why the inherent

differences between the treatment and control groups do not indicate remaining confounding

(Kahn-Lang and Lang, 2020). Thus, in many cases an observable implication of a credible

DID design is the lack of pre-treatment effects between the treatment and control units.

With multiple time periods, researchers may employ event study regressions to identify

potential pre-treatment effects (e.g. Miller, Johnson, and Wherry, 2019). To evaluate the

pre-treatment effects, the researcher estimates coefficients for the treatment effects at speci-

fied points during the pre-treatment period. Event study plots then provide the confidence

intervals on these coefficients which, ideally, should be close to zero to indicate weak evidence
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of placebo effects.

Under an equivalence framework, Egami and Yamauchi (2021) provide a similar plot

and report the 95% equivalence confidence intervals for the pre-treatment effects. Following

the suggestion of Hartman and Hidalgo (2018), the authors provide the smallest equivalence

range supported by the data as discussed in Section 4.3.4. To defend parallel trends under this

method, the equivalence confidence intervals need to be sufficiently close to zero, indicating

negligible placebo effects, in context.

See Egami and Yamauchi (2021) for an application of this method to Malesky, Nguyen,

and Tran (2014) in which the authors estimate the effects of the recentralization of authority

in Vietnam on public services.

4.4.4 Regression Discontinuity Designs (RD)

Regression discontinuity designs (Thistlethwaite and Campbell, 1960) are used when treat-

ment is assigned at some threshold of a covariate, “running”, “forcing”, or “score” variable.

The RD framework estimates the effect of the intervention by evaluating the behavior of

those “just above” and “just below” the treatment assignment threshold. If one believes

units “just below” and “just above” the threshold are similar in observed and unobserved

confounders, then one can estimate a local treatment effect for units near the threshold. A

central theme of RD designs, therefore, is assessing the comparability of units around the

treatment threshold and determining the appropriate window around the threshold within

which to compare treatment and control groups.

Methodology: Based upon the treatment assignment mechanism, RD designs can be

categorized as either sharp or fuzzy. In sharp designs, treatment is strictly assigned by

the treatment assignment threshold. Fuzzy designs capture the remaining RD settings with

noncompliance or other sources of variability in treatment assignment about the threshold.

Furthermore, there are two RD frameworks with different identifying assumptions: the
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continuity-based RD and local randomization RD. The more intuitive approach, the local

randomization RD, is motivated by the assumption that units about the threshold are “as-

if” randomly assigned to treatment. The continuity-based RD requires lesser assumptions,

mainly the continuity of both the regression functions and distributions about the threshold.

To begin, consider a setting with N treated units where each unit has a score variable,

Xi, with a given cutoff, c, used to determine treatment assignment, Di. The set of potential

outcomes is {Yi(Di = 0), Yi(Di = 1)}. For the purposes of this example, assume treatment

is assigned if the unit’s score variable is below the cutpoint.

In sharp RD designs, treatment is strictly assigned by position relative to the threshold

or cutoff, Di = 1(Xi ≤ c), with the sharp RD treatment effect, τSRD, the effect of treatment

is measured by measuring the effect on units at the cutoff:

τSRD = E[Yi(1)− Yi(0)|Xi = c]. (4.17)

In practice, however, zero to few units have scores directly equivalent to the threshold.

Therefore, this quantity is evaluated with units close to the cutoff:

τSRD = limx→cE(Yi|Xi = x)− limx←cE(Yi|Xi = x). (4.18)

In fuzzy RD designs, treatment is strongly, but not perfectly, determined by the score

variable, Xi. Therefore, the fuzzy RD treatment effect, τFRD, adjusts the effect of those

intended for treatment by the effect of the realized treatment assignment:

τFRD =
limx→cE(Yi|Xi = x)− limx←cE(Yi|Xi = x)

limx→cE(Di|Xi = x)− limx←cE(Di|Xi = x)
. (4.19)

The remainder of this section individually considers continuity-based designs, in which

the conditional expectations are estimated by local regression functions on either side of

the threshold, and local-randomization designs, which center on randomization inference

(Cattaneo, Rocio Titiunik, and Vazquez-Bare, 2016).
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4.4.4.1 Continuity Assumption

Following G. W. Imbens and Lemieux (2008), I provide the identifying assumption for the

continuity-based framework. Both sharp and fuzzy continuity-based designs, equations 4.18

and 4.19, rely upon smoothness or continuity assumptions to approximate the behavior at

the threshold with the behavior near the threshold (Hahn, Todd, and Van der Klaauw, 2001;

D. S. Lee, 2008). This can be done via continuity in the conditional expectations (Equation

4.20) or in the conditional distributions (Equation 4.21) :

E[Y (0)|X = x] and E[Y (1)|X = x] are continuous in x. (4.20)

FY (0)|X(y|x) and FY (1)|X(y|x) are continuous in x for all y. (4.21)

Continuity can be assessed via 1) continuity in the covariates or 2) continuity in the

density about the threshold. If the continuity assumption were to hold, then the user would

not expect to see remaining confounding either influencing 1) treatment and control units

such that they appear dissimilar in measured characteristics or 2) a unit’s ability to receive,

or fail to receive, the treatment assignment.

In addition to tests for these implications, Cattaneo, Idrobo, and Roćıo Titiunik (2019)

provide several other observable implications of a credible continuity-based RD design: 1)

no placebo effects at psuedo cutoffs, 2) the robustness to removal of observations immedi-

ately surrounding the cutoff, and 3) include sensitivity analyses. For the first and second,

evaluating whether placebo effects are negligible and evaluating the robustness of the RD to

restricted sets of units, reporting and justifying the resulting equivalence confidence intervals

on the placebo effects would suffice. For the last, see Cattaneo, Idrobo, and Roćıo Titiunik

(2019) for further information to inform the bandwidth selection.

Observable Implication: Continuity in Pre-Treatment Covariates, Placebo

Outcomes at Cutoff

To identify the observable implication for the continuity assumption, consider the fol-

lowing: If RDs for covariate and placebo outcomes are found to be discontinuous at the
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cutoff, one could reasonably argue the potential outcomes may also be discontinuous at this

point due to the same underlying confounding mechanisms. Likewise, an observed disconti-

nuity would indicate a treatment effect in pre-treatment covariates or placebo outcomes in

which no effect should exist. Therefore, evidence supporting the continuity in covariates or

placebo-outcomes at cutoff may improve the credibility of the continuity assumption.

Traditionally, to assess continuity in the pre-treatment covariates and placebo outcomes,

the researcher runs RDs on the covariates and placebos, individually treating those variables

as the outcome of interest (Cattaneo, Idrobo, and Roćıo Titiunik, 2019). As a first analysis,

researchers report plots of these psuedo-outcome RDs. To be consistent with the continuity

assumption, one would expect the RD plots for each variable to fail to exhibit a notable

jump at the cutoff. Additionally, the point estimates, confidence intervals, and significance

results for each RD would ideally indicate a negligible effect.

Hartman (2020) provides an equivalence test for the continuity assumption, testing the

null hypothesis,

H0 : τZ > εU or τZ < εL, (4.22)

which compares the placebo effect τZ to the equivalence range. If there was no discontinuity

at the cut-point, then the placebo effect would be sufficiently close to zero. Using consistent

estimators for the placebo effect and standard error estimates, the rejection criterion is

therefore

Reject H0 iff |τ̂Z/ŜE(τZ)| < Cα(ε/ŜE(τZ)) (4.23)

for a test statistic C from Wellek (2010). As in the traditional approach, individual tests

would need to be performed for each pre-treatment covariate and placebo outcome with

equivalence confidence intervals reported. See Hartman (2020) for the application of this

method to Eggers et al. (2015) in which the authors evaluate the efficacy of RD designs to

close congressional races wherein incumbency advantages may be believed to influence such

close election results.
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Observable Implication: Continuous Density at Cutoff

As an additional implication of continuity, researchers investigate potential sorting at the

cutoff (Cattaneo, Idrobo, and Roćıo Titiunik, 2019). Differences in the number of observa-

tions about the threshold suggests selection bias, or sorting, in the scores about the threshold.

Sorting would suggest the treatment assignment mechanism does not fully explain realized

treatment assignment and additional factors, perhaps even the units themselves, are able to

manipulate their score and thus their treatment assignment.

In practice, sorting may be evaluated with graphical measures or via statistical density

tests (Cattaneo, Idrobo, and Roćıo Titiunik, 2019). Graphically, a histogram about the

cutoff should look like a uniform distribution, failing to indicate respondents at the cutoff

are notably more or less likely to receive the treatment rather than control state. Statistical

measures include a binomial test, which requires user-selection of a restricted window about

the cutoff, or the comparison of density measures from opposite sides of the cutoff.

Hartman (2020) provides an equivalence-based test for this observable implication of the

density assumption, testing the null hypothesis

H0 : f+/f− > ε or f+/f− < 1/ε, (4.24)

where f+ = limx→cf(x) and f− = limx→c−f(x). The alternative hypothesis suggests the

observable implication of this causal assumption, the ratio of the estimates should be equal

to one. The rejection criterion is therefore

Reject H0 iff T1 ≥ zα and T2 ≤ −zα (4.25)

where T1 =
f+− 1

ε
f−√

V ar(f+)+ 1
ε2
V ar(f−)

and T2 = f+−εf−√
V ar(f+)+ε2V ar(f−)

. Again, the equivalence con-

fidence interval is reported to demonstrate the contextually negligible region of imperfect

density results.

See Hartman (2020) for the application of this method to Eggers et al. (2015) in which the

authors evaluate the efficacy of RD designs to close congressional races wherein incumbency

advantages may be believed to influence such close election results.
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4.4.4.2 “As-if” Randomization of Treatment within Window Assumption

Using notation from Sekhon and Roćıo Titiunik (2017), the local randomization framework

hinges upon “as-if” randomization of treatment in some window, W = [c− c0, c+ c0], around

the cutoff c (Sekhon and Roćıo Titiunik, 2017; De la Cuesta and Imai, 2016):

{Yi(1), Yi(0)}⊥⊥Di ∈ W. (4.26)

This assumption is similar to conditional ignorability assumptions previously discussed, but

restricted to the window about the cutoff instead of conditional on pre-treatment covariates.

Therefore, an observable implication of this assumption is mean or distributional balance as

previously discussed in Section 3.4.2 and Sections 4.4.1.1 and 4.4.2.1. The continuity-based

RD observable implications discussed previously are also expected to hold under the local

randomization RD design.

Observable Implication: Mean or Distributional Balance

Furthermore, under the local randomization identifying assumption, the pre-treatment

covariates and placebo outcomes should be balanced about the threshold. Section 3.4.2 and

Sections 4.4.1.1 and 4.4.2.1 include further discussion of balance testing. See Section 3.4.2

for an empirical example of the equivalence-based conditional independence test for balance

testing to the Arceneaux et al., 2016 study of the influence of news media on members of

Congress.

4.4.5 Synthetic Control Methods (SCM)

Synthetic control methods (SCM, Abadie and Gardeazabal, 2003; Abadie, Diamond, and

Hainmueller, 2010; Abadie, Diamond, and Hainmueller, 2015) are widely used for policy

evaluation applications as this method is well-suited for scenarios with few treated units and

possible site-selection bias complicating the selection of control units. The synthetic control

method constructs a synthetic control by finding a weighted combination of control units that

achieves balance with the pre-treatment characteristics of the treated units. This weighting
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approach is an alternative to researcher-selection of the control group and a solution to cases

where a suitable naturally-occurring control may not exist.

Methodology: Define a treatment indicator, Di, such that units receiving treatment are

denoted by Di = 1 and units who do not receive treatment, i.e. those in control, have Di = 0.

To be consistent with the literature, I use notation for a single treated unit. Time periods

are denoted by t ∈ (1, . . . , T ), and treatment is implemented at time T0. Consider a case

with N total units where the first unit, i = 1, is treated at time T0 and the rest, i = 2...N ,

are never exposed to treatment. Under the potential outcomes framework (Rubin, 1974),

define unit i’s potential outcomes at time t as {Yit(0), Yit(1)} under control and treatment,

respectively, where Yit(1) is only defined for t ≥ T0. Similarly, the treatment effect for unit

i at time t is defined as τit = Yit(1)− Yit(0).

Define Yi as the observed outcome for unit i at time t with treatment status d. The average

treatment effect on the treated (ATT) is the difference between the observed behavior of the

treated unit and what would have happened to the treated unit during the same period had

treatment not been implemented:

ATTt = E[Yit(1)− Yit(0)|Di = 1, T = t] (4.27)

ATT = E[ATTt], T0 < t < T. (4.28)

The ATTt, Equation (4.27), is the ATT indexed by time. Equation (4.28), is the point-

estimate, the average of the ATTt over all post-treatment time periods.

Synthetic control methods find a set of weights for the control units, constrained to sum

to one, that optimally balance the pre-treatment characteristics of the weighted control with

that of the treated unit. Defining the weight for a given control unit as w∗i , the SCM can

be used to estimate the treatment effect for treated unit i = 1 at time t by constructing an

estimate for the counterfactual Yit(0):

ÂTTt = Y1t(1)−
∑
i>1

w∗i Yit(0) (4.29)
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There is no closed-form estimate for synthetic control standard errors. Therefore, researchers

tend to rely upon randomization inference (e.g. Abadie, Diamond, and Hainmueller, 2010;

Abadie, Diamond, and Hainmueller, 2015), placebos and robustness checks (e.g. Abadie,

2021), and bootstrapped or conformal inference bounds (e.g. Ben-Michael, Feller, and Roth-

stein, 2021a) on the effect to evaluate model fit and significance.

Abadie (2021) outline contextual requirements and data requirements for the SCM. Of

these, I isolate the convex hull, no anticipation effects, and no interference requirements as

formal assumptions for the SCM. Although the latter of these assumptions is characteristic of

the stable unit treatment value assumption (SUTVA, Rubin, 1980; Rubin, 1986), relegated

to Section 4.6, this assumption is investigated here as is consistent with common practice in

the SCM literatures.

However, as noted by Abadie (2021), several additional expectations must be met in

order to build a credible SCM: 1) the effect of interest must be distinguishable from the

underlying distribution of the outcome, 2) enough pre-treatment and post-treatment periods

must be observed in order to both appropriately fit the model and capture the underlying

time-varying effects, and 3) a suitable control group must be available. Inherent in this last

expectation is the belief that the treated units are not exposed to idiosyncratic shocks that

are unobserved in the control units. Shocks observed only within one treatment group would

contribute bias to the model and not be “differenced out” as is characteristic of SCMs.

Therefore, in the following sections I focus on three assumptions: 1) the convex hull

assumption, 2) no anticipation effects assumption, 3) no interference assumption. Common

procedures related to these three items of interest evaluate the observable implications of

both the formal and informal expectations required for the SCM.
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4.4.5.1 Convex Hull Assumption

In order to fit a credible SCM, the pre-treatment imbalances between the synthetic control

and treated unit must be close to zero (Abadie, Diamond, and Hainmueller, 2010). To fit

weights that achieve perfect or near perfect pre-treatment balance, thereby reducing the

potential for large interpolation biases, the SCM assumes the treated units fall within the

set, or convex hull, of the control units in a multidimensional sense across the outcomes and

required covariates (Abadie, 2021). If the convex hull assumption is violated, the SCM will

not be able to find weights such that the synthetic control closely tracks the control state of

the treated unit. Under violations of the convex hull assumption, the augmented synthetic

control is an interesting derivative of the SCM for this case, adjusting the traditional SCM

model with a bias adjustment model fitted from the observed pre-treatment imbalances

(Ben-Michael, Feller, and Rothstein, 2021a).

This assumption can be assessed by examination of the convex hull with regards to the

pre-treatment covariates and placebo outcomes. This can be done via visual measures of the

outcomes across time.

Observable Implication: Pre-Treatment Convex Hull in Observables

If the treated units are contained within, or close to, the convex hull of the treated units

in observables across pre-treatment time, then the credibility of the SCM is improved. The

simplest falsification check for this method is the visual comparison of the outcome and

other continuous covariates across pre-treatment time (e.g. Chapter 2). If these univariate

comparisons of the observed variables between the groups is consistent, then the researcher

has failed to find evidence contrary to the convex hull assumption. However, violations of this

assumption may persist in a multidimensional sense, post-treatment, or in unobservables.

Of note, violations of this assumption would also indicate a violation of one of the above

expectations for SCM: the researcher would not have a suitable control group.

As a statistical check of the convex hull assumption, the researcher would expect the
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“synthetic controls” of the pre-treatment covariates and placebo outcomes, constructed using

the weights specified by the outcome model of interest, to approximate the corresponding

measures of the treated unit (Abadie, 2021). Under the convex hull assumption, the synthetic

control would resemble the treated unit in observed potential confounders in addition to the

outcome and unobserved potential confounders. To evaluate this assumption, the TOST can

be used to evaluate the placebo effects in the pre-treatment outcome and covariates.

See Section 3.4.2 for an empirical application of the equivalence-based conditional in-

dependence test to balance testing. Falsification analyses for conditional ignorability are

applied to Arceneaux et al., 2016 in which researchers estimate the effect of news media in-

fluence on the voting behavior of members of the US House of Representatives. See Section

4.5 for application.

4.4.5.2 No Anticipation Effects Assumption

As in many methods, the researcher expects the specified model is an accurate representa-

tion of the underlying data generating process for the outcome. A benefit of the SCM is the

ability to “control” for unobserved confounding if the interaction between the confounders

and the outcomes is observed pre-treatment and consistent post-treatment. If the weights

accurately capture the data generating process, and thus the inherent bias from the unob-

served confounders on the outcome, then the confounding is simply “differenced out” when

estimating the effect in the post-treatment period (Hazlett and Xu, 2018). Therefore, in

a credible SCM, there may be no anticipation effects as this would bias the weight selec-

tion process. Similarly, there may be no pre-treatment shocks, outliers from the underlying

distribution, which would also unduly influence the weight selection.

Observable Implication: No Pre-Treatment Effects

In this section, I present procedures for the no anticipation effects assumption (Abadie,

2021), i.e. in-time placebo analyses (e.g. Chapter 2, Ben-Michael, Feller, and Rothstein,
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2021a), which are a means of both assessing this assumption and the sufficiency of pre-

treatment data in capturing the underlying data generating processes. To implement the

in-time placebo, researchers train and test the data entirely on the pre-treatment period

(Heckman and Hotz, 1989; Abadie, Diamond, and Hainmueller, 2010; Abadie, Diamond, and

Hainmueller, 2015). Within the pre-treatment period, researchers psuedo-assign treatment

and estimate the effect of this “treatment” using the same SCM specifications as the desired

final model. If the model is properly fitted and anticipation effects are negligible, then the

placebo SCMs should not estimate a notable treatment effect where none should exist.

If the SCM estimates notable effects within the pre-treatment period, this is taken as

evidence of potential anticipation effects or of a poorly-fitted SCM. In teasing out the source

of bias, the pre-treatment imbalance of the model is again of interest. If the psuedo-model

looks to be properly fitted, with imbalances close to zero, then the placebo effect is indicative

of anticipation effects or idiosyncratic shocks in the pre-treatment testing period that are not

present in the pre-treatment training period. The presence of such shocks is of interest to

researchers, as this may indicate the SCM is sensitive to several unusual final periods leading

up to treatment which themselves may not be representative of the desired counterfactual

post-treatment trend.

Additionally, this placebo may also be used as a means of assessing the sufficiency of the

data in fitting the SCM. If the researcher is not able to achieve low levels of pre-treatment

imbalances, then the covariate set and/or the amount of pre-treatment information does not

adequately capture the underlying data generating processes. In many settings, researchers

run several in-time placebos testing multiple psuedo-treatment dates of increasing proximity

to the true treatment implementation (e.g. Chapter 2, Ben-Michael, Feller, and Rothstein,

2021a). As more of the pre-treatment period is used as training data, the researcher would

expect to see vanishing imbalances under a credible SCM.

To determine whether the in-time placebo effects are negligible, follow a TOST approach

akin to Liu, Y. Wang, and Xu (2020) in which the authors propose an equivalence test for
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the absence of meaningful pre-treatment treatment effects. As it applies to the ATT, the

TOST tests for equivalence between the factual and estimated counterfactual.

See Liu, Y. Wang, and Xu (2020) for an empirical application of this method to Hain-

mueller and Hangartner (2019) in which the authors estimate the effects of switching from

citizen-led to politician-led reviews of immigrant naturalization applications. See Section 4.5

for application.

4.4.5.3 No Interference Assumption

SCM methods additionally require no interference between units, a hallmark of the SUTVA,

further discussed in Section 4.6. Given the spatial component of SCM interventions, re-

searchers may be concerned about spillover effects between treated units and neighboring

control units (e.g. in neighborhood-specific crime interventions such as Chapter 2). This

assumption of no interference is also required for the expectation of a suitable control group.

To fit a credible SCM, the researcher requires control units that are not exposed to the

intervention or confounders uncharacteristic of the control group (Abadie, 2021).

Observable Implication: Effect Not Sensitive to Units of Concern

In practice, researchers often remove the control units which may be exposed to spillover

effects, comparing the results between the full and restricted models (e.g. Abadie, 2021) or

estimate the “effect” of CSP in the non-treated potential spillover regions (e.g. Chapter 2).

If potential spillover effects are not unduly influencing the analyses, the resulting estimates

should be similar when those units are removed. However, the absence of differential effects

does not indicate a lack of spillover effects. The dropped units may be of relatively low im-

portance in determining the SCM weights, or units not considered may experience treatment

spillover. For the latter approach, the SCM should not estimate “effects” of treatment in

the non-treated potential spillover units.

In a related robustness check, practitioners may implement leave-one-out SCMs, alter-
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nating which control unit to remove from the analyses (e.g. Abadie, 2021). If a leave-one-out

model is substantively different than the results model, then the SCM weighting procedure

is highly dependent upon the missing control unit. The researcher must then ensure the

heavily-weighted unit is representative of the treated unit(s), ensuring potential idiosyn-

cratic shocks or inherent dissimilarities are not biasing the resulting model.

Both approaches can be evaluated with the TOST. The first test, a comparison of a

full versus reduced model, is a typical application of the TOST. The second requires many

pairwise TOST analyses to assess whether each reduced control model is equivalent to the

full model. See Section 4.5 for application.

4.4.6 Instrumental Variables (IV)

Instrumental variables methods (IV, Angrist, G. W. Imbens, and Rubin, 1996, Staiger and

Stock, 1994) can be used to estimate causal effects when lacking either treatment random-

ization or “as-if” treatment randomization, i.e. treatment ignorability assumptions do not

hold. To estimate the causal effect of treatment, IV methods leverage an instrumental vari-

able to estimate the causal effect of treatment. If the instrument is assumed to be “as-if”

randomized and effects the outcome only through the treatment, among several required

identifying assumptions, the observed relationship between the instrument and outcome can

be attributed to the treatment.

Identification of causal effects via instrumental variables relies upon four assumptions:

1) relevance of the instrument, 2) the exclusion restriction, 3) ignorability/ exchangeability

of the instrument, and 4a) effect homogeneity or 4b) effect monotonicity. For partial identi-

fication, bounding of the effect estimate, only the first three assumptions are required. The

selection of the fourth assumption, homogeneity or monotonicity, selects the causal parame-

ter of interest, the average treatment effect (ATE) or local average treatment effect (LATE),

respectively.
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In this section, I focus on placebo and falsification analyses for IV settings with non-binary

outcomes. For additional discussion of the IV assumptions and evaluation approaches, see

Lousdal (2018) and Labrecque and Swanson (2018).

Methodology: Define Z as the instrument, Y as the outcome, and D as the binary

treatment assignment. Under the IV framework, the causal effect of treatment is defined for

a binary or continuous instrument, Z. If Z is binary, the causal effect of treatment is:

E[Y |Z = 1]− E[Y |Z = 0]

E[D|Z = 1]− E[D|Z = 0]
(4.30)

Equation 4.30 corresponds to the average effect of the instrument on the outcome divided

by the average effect of the instrument on the treatment assignment. Under full compliance,

the causal effect of treatment on the outcome and the the causal effect of the instrument

on the outcome are equivalent. For continuous Z, the IV causal effect of treatment is thus

extended:

Cov(Y, Z)

Cov(D,Z)
. (4.31)

The simplest IV estimation method is via sample averages for the four quantities of

interest in Equation 4.30. Another common approach for IV estimation is via two-stage

least squares. In the first stage, the researcher estimates E(D|Z) by modeling the treatment

assignment given the instrument, D ∼ α0 + α1Z. Using the predicted values for the first

stage, the researcher estimates E(Y |Z) by modeling the outcome given the instrument,

Y ∼ β0 + β1Ê(D|Z).

Assumption evaluation for instrumental variables designs is particularly challenging as

many of the required assumptions are justified via subject matter arguments. In practice,

researchers are recommended to present bounds and focus on the first three assumptions

(Swanson and Hernán, 2013) or utilize methods which allow for relaxations of the assump-

tions (e.g. Hernán and J. M. Robins, 2020). This section introduces the method and as-

sumptions, but falsification analyses for this design are limited.
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4.4.6.1 Relevance Assumption

Relevance, the first IV assumption, assumes the instrument Z has an association with the

treatment assignment D, Z 6⊥⊥D. This assumption can be verified by demonstrating an

association between the instrument and treatment assignment (Angrist, G. W. Imbens, and

Rubin, 1996). Researchers may compare the effect of D on Z, estimated in the first stage

of two-stage least squares, to F statistic or R2 thresholds to evaluate both relevance and

instrument strength (Lousdal, 2018).

4.4.6.2 Exclusion Restriction Assumption

Second, the exclusion restriction, assumes no direct effect of the instrument on the outcome;

the instrument only effects the outcome through the treatment. This assumption can be

falsified with the next assumption, ignorability, in a test of dissonance (F. Yang et al., 2014).

The researcher identifies a falsifiable claim from the subject literature believed to be true

(i.e. treatment does not effect a given subgroup). If the IV identification assumptions are

defensible, the model should find evidence supporting the subject-matter belief. A negative

falsification result indicates “a collection of claims that are individually plausible but mutu-

ally inconsistent without clear indication as to which claim is culpable for the inconsistency”

(F. Yang et al., 2014).

This test does not indicate which assumption is likely false, only providing evidence

against either the IV assumptions or the subject-matter claim. As formalized in Keele et al.

(2019), the subject-matter assumption can take one of the following forms: 1) the instrument

and treatment are independent within a certain subgroup, 2) the outcome and treatment are

independent within a certain subgroup, or 3) a placebo outcome is independent of treatment

but not potential confounders.
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4.4.6.3 Ignorability/ Exchangeability Assumption

Under the ignorability assumption, Z⊥⊥(Y,D)|X, the researcher assumes the instrument Z

is “as-if” randomly assigned, ensuring Z does not share common causes with Y . Similar

to previous ignorability assumptions, this can be evaluated using either balance checks or

negative (i.e. placebo) outcomes (Davies et al., 2017). Following Section 3.4.2, the placebo

outcome is incorporated via the equivalence-based conditional independence test.

Observable Implication: Mean or Distributional Balance

An observable implication of the exchangeability/ ignorability assumption, the “as-if”

randomization of the instrument, is balance among observed covariates across different levels

of the instrument. Mean balance can be evaluated via the equivalence t-test (Hartman and

Hidalgo, 2018).

Alternatively, IV analyses with negative control outcomes can provide evidence support-

ing instrument ignorability. Negative control outcomes are not directly effected by treatment

but share a similar confounding structure as the outcome of interest. Therefore, an asso-

ciation between the instrument and negative control outcome may suggest an assumption

violation via confounding. This concept is similar to the placebo balance test and can be

implemented using Section 3.4.2.

4.4.6.4 Homogeneity and Monotonicity Assumptions

Both homogeneity and monotonicity are strong assumptions, therefore researchers are en-

couraged to report the bounds derived from the first three assumptions to gauge the contex-

tual reliance upon the fourth assumption (Swanson and Hernán, 2013). Homogeneity is a

stronger assumption than monotonicity and requires the causal effect of D on Y is constant,

forbidding varying, heterogeneous effects across individuals. To weaken this assumption,

researchers may assume effect homogeneity within a given subgroup of the instrument or

conditional on a set of covariates (Hernán and J. M. Robins, 2020). While weaker than ho-
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mogeneity, the monotonicity assumption is still a strong assumption requiring no “defiers” of

treatment, indicating individuals consistently respond to the instrument. Both homogeneity

and monotonicity are often justified by subject-matter arguments with the former viewed as

more unlikely to hold than the latter.

4.5 Application: Synthetic Control Models

In this section, I apply the above equivalence-based approaches to an empirical application

of the synthetic control method. Of the six discussed designs, empirical applications for

selection on observables, difference-in-differences, and regression discontinuity are contained

in Hartman and Hidalgo, 2018 and Section 3.4.2, Bilinski and Hatfield (2018), and Hartman,

2020, respectively. Mediation is not addressed given its similarity to the SOO applications.

IV is not considered given the reliance of many IV applications on subject matter arguments.

Throughout this section, I implement falsification analyses for the four SCM assumptions

outlined previously, the assumptions of the convex hull, no anticipation effects, and no

interference. These equivalence-based approaches are applied to the application in Ben-

Michael, Feller, and Rothstein (2021a). The intervention of interest is the 2012 enactment of

a tax cut law in Kansas. Ideally, the tax cuts would improve the economic output of Kansas,

as measured by increases in the outcome, the log gross state product (GSP). The period of

study is from 1990 to 2016.

Given the governor campaigned with promises of reduced taxes, there is the potential for

anticipation effects. Additionally, as noted by Ben-Michael, Feller, and Rothstein (2021a),

Kansas experienced some confounding not present in the remaining controls, the other US

states. Kansas both experiencing a drought, which would have hurt their agricultural output,

and a decline in their aerospace sector. In the final models in Ben-Michael, Feller, and

Rothstein (2021a), several covariates are included. These covariates are also included here:

log state revenue per capita, log local revenue per capita, log average weekly wages, number
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of establishments per capita, the employment rate, and log GSP per capita.

4.5.1 Convex Hull Assumption

As a first approach at evaluating the convex hull assumption, consider a simple plot of the

outcomes and covariates across the treatment and control units during the pre-treatment

period (Figure 4.2). Using this visual check, the treated unit Kansas is contained within the

set of control outcomes, although the outcome of interest, log GSP per capita, is the only

measure in which Kansas looks most typical of the controls.

Figure 4.2: As an investigation of the convex hull assumption, the treated unit (bold) is

compared to the control units (gray) in terms of the outcome and pre-treatment covariates

across the pre-treatment period.

From this measure, we also note another violation of the SCM assumptions. In several
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of the graphs, one or few control units exhibits an idiosyncratic shock, most notably in the

per capita employment level and number of establishments per capita, where a control unit

spikes at two to three times the average trend around 1996. As mentioned in Section 4.4.5.2,

the SCM control units are expected to exhibit similar pre-treatment trends as the treated

units, lacking idiosyncratic shocks. As a result, the units in question should be removed

from final models for the Kansas treatment effect.

Alternatively, as discussed in Section 4.4.5.1, researchers may consider placebo effects in

the pre-treatment characteristics between the synthetic control and treated unit to investi-

gate the convex hull assumption. Using the weights from the pre-treatment SCM outcome

model, I assess these placebo effects in the outcome and covariates. These “ATTs” for the

pre-treatment variables and the outcome of interest are provided in Figure 4.3. Again, the

first two graphs exhibit the large shocks, indicating the weighting is improperly fitting to

the confounding or noise which is irrelevant to Kansas. Aside from the log local revenue per

capita, these psuedo ATTs all cross the x-axis denoting a zero effect. However the signifi-

cance, or lack thereof, of the variability around this perfectly negligble result is difficult to

justify from the ATTs alone.

To simplify interpretation of this figure, the two one-sided test (TOST) evaluates the null

of a non-negligible placebo effect inconsistent with a credible SCM design. The equivalence

range specification is that of the “strict” tolerance of the equivalence t-test, denoting differ-

ences greater than 0.36 standard deviations as a contextually-relevant effect (Wellek, 2010).

This equivalence test rejects the null hypothesis for the outcome, log GSP per capita, and

one of the covariates, log average weekly wage per capita. For a graphical interpretation,

the equivalence range for each TOST is denoted with dashed lines in Figure 4.3.

Taken collectively, these falsification tests for the convex hull assumption, via the pre-

treatment convex hull observable implication, are interpreted as mixed evidence in favor of

the assumption. The most important implication of the assumption, that the outcome of

interest satisfies the pre-treatment convex hull, is consistently satisfied. Therefore, provided
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Figure 4.3: ATTs for the covariates with equivalence range for the TOST provided with

dashed lines.

the reported final SCM exhibits low levels of pre-treatment imbalance, the researcher may

be able to argue imbalance on the other four covariates is inconsequential. However, in

practice, a researcher should remove the control units with potential idiosyncratic shocks

and re-evaluate.

4.5.2 No Anticipation Effects Assumption

To test for anticipation effects, researchers often implement in-time placebos: training and

testing the model in the pre-treatment period and assessing whether effects are detected prior

to treatment implementation. First, the data is subsetted to only contain those periods up

to 2012, the implementation of the Kansas tax cut bill. Several in-time placebos are then
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considered with psuedo-implementation dates of 2004, 2007, and 2010.

Figure 4.4: ATTs for each psuedo-implementation are provided with shaded conformal in-

ference bounds. Dashed line denotes psuedo-implementation date.

In this setting, the researcher is interested in both pre-treatment imbalance, indicative

of a poorly fitted model, and post-treatment imbalance, indicative of fitting to noise and/or

the detection of anticipation effects. Traditionally, this information is reported visually as

in Figure 4.4. As the number of training period increase, the placebo effects are closer to

zero (Figure 4.4). From this figure, the relative scale of the ATT is unclear which makes

interpretation of the relative importance of the observed imbalance challenging.

As a result, the TOST is applied to each of the psuedo ATTs to test whether the observed

outcome in the treated unit is equivalent to that of the synthetic control. The TOST for

each psuedo-implementation date rejects the null of difference. Therefore, we find evidence

in support of the no anticipation effects assumption.

4.5.3 No Interference Assumption

Under the no interference assumption, practitioners often take one of two approaches: 1)

comparing the full model to a model with a reduced covariate set where potential spillover
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regions are removed or 2) iteratively removing control units to compare leave-one-out models

to the full model. For a more detailed discussion, see Section 4.4.5.3.

Consider a simplistic example: the researcher believes Kansas’ tax cuts make business

more lucrative in Kansas than in those states immediately bordering Kansas. Individuals in

the states surrounding Kansas may be more willing to start new businesses within Kansas,

and therefore will contribute to an increase in the log GSP per capita post-treatment. Under

this potential SUTVA violation, we remove the states bordering Kansas (Nebraska, Missouri,

Oklahoma, and Colorado) and compare the full model to the reduced model. The resulting

ATT estimates do not appear to change much, the full model has an average treatment effect

of -0.032 (p = 0.98) compared to the reduced model’s -0.041 (p = 0.96) where the p-values

test the joint null of no effect. The equivalence test is consistent with this result. The TOST

rejects the hypothesis of difference at the equivalence range of 0.36 standard deviations.

The second falsification test requires many TOSTs to compare each leave-one-out model

to the full model. Again, the estimates do not suggest the model is overly sensitive to a

particular control unit. Each of the 49 TOST tests reject that the full model is different from

the leave-one-out model. As discussed in 4.6, future research should incorporate multiple

testing adjustments.

4.6 Future Avenues of Research

Given the breadth of causal designs and their required assumptions, there are several main

considerations when conducting equivalence-based falsification tests that should be further

addressed. In this section, I discuss possible extensions for 1) falsification testing for SUTVA

and spillover assumptions, and 2) multiple testing proposals for unifying information from

multiple falsification tests per design or assumption.

Additionally, while not a common causal design in itself, most causal designs require the

stable unit treatment value assumption (SUTVA, Rubin, 1980; Rubin, 1986). SUTVA has
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two components: 1) consistency/ no alternate versions of treatment, and 2) no interference

(Rubin, 1986). As discussed in Keele (2015b) and Hernán and VanderWeele (2011), au-

thors debate how to evaluate consistency. More specifically, whether inconsistency points

to a larger problem of a poorly-defined causal question (Hernán and Taubman, 2008). For

example, if treatment is inconsistent enough to exist in multiple forms (i.e. individuals are

prescribed a “healthy” diet), interpretation of the effect of treatment may not be meaningful

due to heterogeneity in how treatment was applied or inappropriate due to failing to control

for varying confounders under varying versions of treatment. Pearl (2010), in the directed

acyclic graph (DAG) framework, considers consistency a theorem of a correctly-specified

causal model.

The second component, the interference assumption, is generally of greater concern. In

many scenarios, it may be implausible to assume no interaction between or within treatment

groups. As a result, research on effect estimation in the presence of interference is ongoing in

both experimental (i.e. Imai and Jiang, 2019; Imai, Jiang, and Malani, 2020) and observa-

tional (i.e. Vazquez-Bare, 2020) contexts. Within the context of assessing potential SUTVA

violations as related to common causal analyses, Abadie (2021) suggests and my coauthors

and I implement (Chapter 2), a possible placebo test for SUTVA interference with respect

to the SCM. If SUTVA holds, model estimates after removing control units with potential

SUTVA violations would be similar to the reported results. In this way, a comparison of the

reported model with the full donor pool to a model built from a restricted donor pool may

be informative. Additional work is required to implement similar falsification analyses for

the remaining models.

As a final consideration, consider the case in which a researcher has employed a handful

of falsification tests to evaluate either a singular assumption or, more holistically, the overall

causal design. After applying a series of falsification tests, the researcher must then make a

unified determination on the overall strength or credibility of said causal design. In the case

of disparate results either within or across assumptions, this may be a difficult task. As an
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example, consider selection on observables designs: researchers often wish to achieve balance

on several variables and therefore run several balance tests (e.g. Hartman and Hidalgo, 2018).

Practitioners then subjectively determine the acceptable level of imbalance across multiple

tests, a practice which may become increasingly complicated if the researcher believes the

tests to be of varying importance.

To address this multiple testing problem, researchers may consider several combinations

of the individual null hypotheses. Researchers may conclude an overall rejection result if

at least one test rejects, a test of the conjunction null. As an example, researchers in

neuroimaging utilize conjunction nulls when hoping to identify universally expressed effects

across persons to identify “typical” anatomical features (e.g. Friston et al., 1999). Alter-

natively, researchers may wish to reject the null if every individual test rejects, a test of

the disjunction null. In these settings, one significant result is significant enough to warrant

further investigation (e.g. identifying one genetic marker which denotes predisposition for

cancer out of a series of markers Phillips and Ghosh, 2014). However, I believe the interme-

diary approach, rejecting the null hypothesis if some fraction of tests are rejected, a test of

the partial conjunction null, is most suitable for falsifying causal design assumptions. This

more measured approach has been employed to unify the results of meta analyses (e.g. J.

Wang and Owen, 2019). Additionally, Karmakar, Small, et al. (2020) consider this approach

for a similar setting, employing partial conjunction tests to unify the results of independent

subtheories in evaluating causal hypotheses.

As introduced in Benjamini and Heller (2008), for n individual hypotheses, the partial

conjunction null evaluates whether u
n

hypotheses are false, for some determined threshold u

and the actual number of false tests ū:

H
u/n
0 : ū < u

H
u/n
A : ū ≥ u

The p-values for the individual tests are then combined into an overall p-value based upon the
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dependence structure between the individual p-values. Under independence, the researcher

may use Stouffer’s method (Stouffer et al., 1949) or Fisher’s method (reprint: Fisher, 1992),

to name a few, but dependencies between the individual hypotheses are perhaps more likely

in this setting.

Research in combining multiple dependent p-values is ongoing (e.g. Sheng and J. Yang,

2013; W. Poole et al., 2016) Traditionally, researchers use the Bonferroni correction (Dunn,

1961) or Simes’ p-value (Simes, 1986). The Bonferroni is the simplest of these two ap-

proaches, scaling the u-smallest p-value

pu/n(s) = (n− u+ 1)p(u)(s), (4.32)

but is generally considered to be too conservative (e.g. Simes, 1986; Narum, 2006; Eich-

staedt, Kovatch, and Maroof, 2013). However, recent research highlights some benefits of

the Bonferroni correction (VanderWeele and Mathur, 2019). Alternatively, to assess whether

u/n hypotheses are consistent with the claim, Simes’ p-value sorts the p-values in ascending

order, taking the minimum p-value of the u-highest p-values:

pu/n(s) = min
i=1,...,n−u+1

{n− u+ 1

i
p(u−1+i)(s)

}
. (4.33)

However, Simes’ method may only be used under further conditions (Benjamini and Yeku-

tieli, 2001; Simes, 1986; Benjamini and Heller, 2008). Further work needs to be done to

identify the optimal method for this setting, in addition to empirical work teasing out the

nuances of reporting these combined results in context.
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CHAPTER 5

Concluding Remarks

Given the fundamental problem of causal inference (Holland, 1986), evaluating causal as-

sumptions is a difficult problem. In the face of the perennially unobserved counterfactual,

researchers must rely on the evaluation of observable implications of their causal assump-

tions. As noted in Section 4.2, in practical settings, no theory may be proved true and

instead must be corroborated by a series of falsification tests (Popper, 2005). Therefore,

even if researchers implement cutting-edge falsification approaches, they may still fail to de-

tect an assumption violation. Equivalence-based tests for design assumptions alleviate some

issues with falsification testing, but further research is still required to continue to raise the

standards of design credibility. In this final section, I review the advancements made herein

and highlight avenues for future research.

In this thesis, Chapter 2 provides an example of falsification testing in context. The syn-

thetic control method has revolutionized policy evaluation (Athey and G. W. Imbens, 2017)

but has relatively abstract assumptions (e.g. Abadie, 2021) and lacks closed form standard

errors (e.g. Ben-Michael, Feller, and Rothstein, 2021a). In the face of such uncertainty,

Chapter 2 serves as an example of the utility of falsification testing for corroborating design

decisions and contextualizing the substantive significance of the results.

Chapter 3 builds upon this work by addressing one of the most fundamental assumptions

in causal inference: conditional ignorability. In this thesis, I develop the first equivalence test

for conditional independence hypotheses, paying particular attention to the interpretability

of the equivalence range. Chapter 3 converts a regression-based test of conditional indepen-
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dence to an equivalence test of conditional dependence before ultimately presenting empirical

applications of this method to problems in statistics (item response theory) and causality

(balance testing).

This work concludes with a broader investigation of causal assumption evaluation, more

specifically, to selection on observables, mediation, difference-in-differences, regression dis-

continuity, synthetic control, and instrumental variables designs. I map the set of untestable,

necessary assumptions to the set of testable, observable implications for each assumption and

design. For each implication, I review the traditional falsification and placebo tests before

ultimately presenting an equivalence-based approach. This work is an important roadmap

for researchers looking to investigate and defend the credibility of their causal designs.

However, additional work is required to make equivalence testing more widely accessible.

As noted previously, I stress that the the specification of the equivalence range is a determi-

nant in the credibility of the researcher’s results. As discussed in Section 4.3.4, to avoid both

specification searches and specification debates, the equivalence confidence interval may be

used. However, contextualizing equivalence results with sensitivity analyses may help clarify

uncertainty in the these tests. To my knowledge, Rosenbaum and Silber (2009) is the first

work at the intersection of sensitivity analyses and equivalence testing, enhancing the con-

textual discussion of their equivalence tests with consideration of the potential magnitudes

of bias. Further works along this vein may prove both interesting and fruitful.

Additionally, the investigation of conditional ignorability has several remaining chal-

lenges. The placebo balance test proposed in Chapter 3 requires a simple benchmarking

procedure to account for the correlation between continuous and binary variables. Future

works would benefit from a closed-form solution in the presence of a binary variable, as is

often the case with treatment assignment. Empirical works judging the efficacy of the default

equivalence tolerances for this method may also prove insightful.
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APPENDIX A

Impact Evaluation of Community Safety Partnership

A.1 Data Description

As noted in the paper, CSP was implemented following a crime decline throughout the City

of Los Angeles. Using data from Federal Bureau of Investigation, 2021, consider Blumstein,

Wallman, and Farrington, 2006’s visualization of the LA homicide count from the years 1987

- 2017 (Figure A.1). During the late 80s, LA experienced an increasing homicide rate which

peaked in 1992 with 1,100 murders citywide. Following this peak, homicides within the city

began to decrease until roughly stabilizing between 2010 - 2017. The minimum homicide

total occured in 2013 with a count of 251 homicides citywide, a 335% reduction from the

1992 peak.

Figure A.1: Number of homicides per year in the City of Los Angeles from 1987-2017.

In the remainder of this section, we map the treated public housing developments (PHDs)

to the treated “block group” units, introduce the age and gender covariates, and provide evi-
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dence that the final results may be robust to the inclusion of socioeconomic status covariates.

Status Region Violent Crime Incidents Part I Crime Incidents Shots, Violent

Crime Calls

Treated Imperial Courts 8.01 14.29 14.46

Treated Jordan Downs 7.41 15.02 10.73

Treated Nickerson Gardens 9.63 17.09 12.93

Control South Los Angeles 6.67 14.68 13.42

Reference Los Angeles 4.26 15.62 21.31

Table A.1: Average per capita violent crime counts per semester during the pre-treatment

period by the treated units of interest, the average Los Angeles block group, and the average

control unit in the restricted, South LA region of study.

To complement Table 1 of the main paper which reports the pre-treatment average raw

crime counts for the outcomes of interest, we now provide the average per capita outcomes

for this same period. Table A.1 compares the pre-treatment semester averages of each per

capita outcome across the treated units, South LA control region, and the larger City of Los

Angeles. Consistent with the raw count outcomes, the treated units experienced higher levels

of reported violent crime incidents than South LA and Los Angeles after being adjusted for

population. Unlike South LA which is comparable to the treated units, the greater Los

Angeles region exhibits more calls-for-service than the treated units. This further supports

our decision to restrict the pool of control units to the South LA region.

A.1.1 Census Units to PHD Allocation

As discussed in the main paper, the reported crime incidents and calls-for-service are reported

at specific longitude-latitude coordinates. Therefore, the data must be aggregated to some

spatial specification. Given the inclusion of 2010 Census covariates, a spatial specification

in terms of Census boundaries would be ideal. As noted in the paper, Census data allows
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for spatial aggregation specifications of either block, block group, or tract (from smallest to

largest). A Google Earth view of the study region and the resulting breakdown into Census

tracts is shown in Figure A.2.

Figure A.2: Left: a Google Earth view of the region of interest with CSP PHDs labelled.

Right: South Bureau in terms of Census Tract boundaries to the southernmost cut-point of

Tract 2911.10. Region of study outlined in blue. CSP public housing developments in red.

The outlined region of interest is a subset of South Bureau including most of the LAPD’s

Southeast and 77th Street Divisions.

In the reported analyses, we use block group as the spatial unit given its similarity in

size to the treated public housing developments. However, in allocating Census tracts, block

groups, and blocks to PHD units, there are cases where Census boundaries do not exactly

reflect natural public housing development (PHD) boundaries. Figure A.3 shows the block

allocations for each treated unit, regions that do not contain public housing are highlighted

in red. As shown in the figure, we err on the side of over-estimation of the region of interest

for conservative effect estimates. Of note for our main analyses, Imperial Courts (Tract 2431,

top left) is a total of seven blocks where one block contains some control regions; Nickerson

Gardens (Tract 2426, top middle) is a total of 13 blocks where three of those contain some
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Figure A.3: Treated units in this paper aggregate a combination of blocks using the respective

darker outlines. The red highlighted regions do not contain public housing but are included

under these boundary definitions. By including the control regions, we may slightly over-

estimate the overall effect of CSP. Top, left to right: Imperial Courts, Nickerson Gardens,

Jordan Downs. Bottom, left to right: Avalon Gardens, Gonzaque Village, Harvard Park.

control regions; Jordan Downs (Tract 2421, top right) includes the entire tract, seven blocks,

where three blocks contain some control regions. The large untreated portion of Jordan

Downs in Block 1003 is comprised of a high school, charter school, and several businesses.

A.1.2 Additional Covariate Descriptions

The covariate models include an “other” race category and “variables for the distribution of

residents by age and gender.” In this section, we describe these variables in greater detail

and compare the included covariates across the treatment and control units.
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The race table of the 2010 Census breaks respondents into the following categories: white

alone, black alone, American Indian and Alaska Native alone, Asian, Native Hawaiian and

Other Pacific Islander alone, “Some Other Single Race”, or “Two or More Races”. The

“other” race category is therefore those who do not identify as these listed single races alone

or as bi- or multiracial. We include this “other” category as it captures a large proportion

of respondents, i.e. 22% and 34% of the typical LA and South LA block groups, respectively.

Race categories not included capture five percent or fewer of the PHD residents on average.

The age and gender covariates are recorded in the “Sex by Age” 2010 Census table. This

table breaks residents by Census region into the following categories: total population, male,

male under 5 years, male 5 to 9 years, male 10 to 14 years, male 15 to 17 years, male 18 and

19 years, male 20 years, male 21 years, male 22 to 24 years, male 25 to 29 years, male 30 to

34 years, male 35 to 39 years, male 40 to 44 years, male 45 to 49 years, male 50 to 54 years,

male 55 to 59 years, male 60 and 61 years, male 62 to 64 years, male 65 and 66 years, male

67 to 69 years, male 70 to 74 years, male 75 to 79 years, male 80 to 84 years, male 85 years

and over, with the same age groupings for females.

In lieu of including such fine-grained age information, we aggregate the “Sex by Age”

covariates as follows: male (as the proportion in the total population); male under 18, male

18 to 25, male 25 to 30, male 30s, female under 18, female 18 to 25, female 25 to 30, female

30s (as the proportion of residents within the respective gender).

In addition to these “Sex by Age” groupings, the covariate set is comprised of these

remaining variables: proportion of residents who identify as Hispanic or Latino, white, black,

or “other” single race category; total number of housing units. In the main paper, we

compare the violent crime outcomes and selected covariates (those which vary most between

the treatment and control groups) across the units of study. Table 2.1 provides similar

comparisons for all of the remaining covariates.

As shown in Table A.2, the treated units of Imperial Courts, Jordan Downs, and Nick-

erson Gardens are largely comparable to the average unit in the control region, South Los
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Status Region Other Male 18-25 Male 25-30 Male 30s Female 18-25 Female 25-30 Female 30s

Treated Imperial Courts 0.34 0.11 0.07 0.11 0.11 0.09 0.15

Treated Jordan Downs 0.39 0.12 0.05 0.09 0.12 0.06 0.13

Treated Nickerson Gardens 0.39 0.12 0.06 0.11 0.13 0.10 0.13

Control South Los Angeles 0.33 0.13 0.08 0.13 0.12 0.07 0.13

Reference Los Angeles 0.21 0.11 0.09 0.16 0.10 0.08 0.16

Table A.2: Average covariate counts per semester during the pre-treatment period by the

treated units of interest, the average Los Angeles block group, and the average control unit

in the restricted, South LA region of study.

Angeles, and the reference region, Los Angeles. Among these, the “other” race category is

comparable among the treated units and control units, but less reflective of the average unit

in the greater Los Angeles.

A.2 Evaluation of Model Assumptions

In this section, we more thoroughly evaluate the identifying assumptions required under this

framework and 1) demonstrate the need to use a synthetic control method that accounts

for the likely violations of the convex hull assumption, 2) discuss the linear factor model

assumption and the potential for bias under the augmented synthetic control method (ASCM,

2021a), and 3) fail to find evidence of displacement by failing to find evidence that the Stable

Unit Treatment Value Assumption (SUTVA, 1974) does not hold.

A.2.1 Assumptions: Convex Hull

The synthetic control method (SCM, 2010, Abadie, Diamond, and Hainmueller, 2015) uses

a convex combination of the control units to construct an estimate of the treated unit coun-

terfactual. Therefore, the SCM is only able to construct a valid synthetic control if the set

of treated units is contained within the convex hull of the pre-treatment outcomes of the
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control units. There has to exist a weighted sum of control units that resembles the treated

units on pre-treatment outcomes. If the treated units are too different from the controls,

then SCM will not be able to find a set of weights that satisfies the weighting constraints and

achieves balance between the pre-treatment outcomes for the treated units and the synthetic

control. As shown in Figure A.4, the raw count data does not fit the convex hull assumption,

as PHDs tend to experience a higher volume of crime than our control units, likely partially

due to the higher population density of PHDs. The treated outcomes tend to exceed the

control outcomes across all time periods at the chosen block group unit specification. As

a consequence, the traditional synthetic control estimator would be a biased estimator of

our data. Crime rate outcomes calculated per capita do lie within the convex hull of pre-

treatment control outcomes. For this reason, we check per capita results in Section A.4 and

show the results are robust to this alternative specification.

Figure A.4: Violent crime outcomes for the treated units (bolded) versus control units (light

gray) for the raw count outcome (left) vs per capita outcome (right). The violent crime

count outcome shows a convex hull violation that is resolved when considering the rate of

crime per 1000 persons.

A.2.2 Assumptions: Linear Factor Model

SCM assumes the outcome can be re-written as a linear factor model of the pre-treatment

outcomes, time-related terms, and error term (Abadie, Diamond, and Hainmueller, 2010).
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A violation of the linear factor model assumption may lead to large interpolation biases

(Abadie, Diamond, and Hainmueller, 2010). Under this assumption, in ASCM, the model

estimation error can be broken down into bias from underfitting the model due to imbalance

and bias from overfitting the model to noise (Ben-Michael, Feller, and Rothstein, 2021a).

Ideally, the augmentation step would reduce the bias from imbalanced fit without overfitting.

While we cannot attribute the bias reduction to a particular source, Table A.3 presents

model summary results to compare the ASCM model to the SCM and uniform weighting

approaches.

Violent Crime Part I Crime Shots Fired and Violent Crime Calls

L2 Imbalance 2.95 (94.6%) 3.45 (96.4%) 16.53 (77.5%)

Covariate L2 Imbalance 5.16 (88.1%) 4.09 (94.4%) 10.85 (82.4%)

Avg. Estimated Bias -21.82 -50.37 2.58

Table A.3: L2 imbalance measures for each outcome (percent improvement over uniform

weights in parentheses) and average estimated bias between SCM and ASCM models for the

violent crime, Part I crime, and shots fired and violent crime count outcomes.

To explain these measures, we present the results for the violent crime outcome in Ta-

ble A.3. First, consider the performance of the covariate-free, lagged outcome ASCM. The

L2 imbalance between the average treated unit and the synthetic control is 2.95 which is a

94.6% improvement over uniform weights. After adding covariates, the average treated unit

and the synthetic control are separated by a covariate L2 imbalance of 5.16, an 88.1% im-

provement over uniform weights. By adjusting for covariates and constructing this synthetic

counterfactual, the ASCM reduces an average of -21.82 points of bias through the modeling

procedures.
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A.2.3 Assumption: Stable Unit Treatment Value Assumption (SUTVA)

Under the potential outcomes framework, we require the SUTVA (Rubin, 1974) that there

be no interference between units, meaning the treatment status of unit i cannot affect the

potential outcomes of unit j, for j 6= i. In the present case, no interference between treated

units and non-adjacent control units is reasonable to assume (Ridgeway, Grogger, Moyer,

and MacDonald, 2019). Contagious spread of the benefits of deterrence, or of crime events

(e.g., via displacement) are thought to be very local processes (D. Weisburd, Wyckoff, Ready,

Eck, Hinkle, and Gajewski, 2006; Loeffler and Flaxman, 2017). We cannot exclude, however,

interference between treated units, or between treated units and their adjacent controls.

First, despite the spatial separation of the PHDs, CSP deployments in Nickerson Gardens,

Jordan Downs, and Imperial Courts shared a common LAPD command structure. Officers

and staff could have discussed operations across PHDs, causing joint treatment effects across

both units. We must assume this effect is negligible.

Second, and of primary concern, treated units may interfere with neighboring, non-CSP

regions. Crime displays patterns of local contagion (Mohler, Short, Brantingham, Schoen-

berg, and Tita, 2011) and hot spot policing experiments have shown diffusion of benefits

over relatively short spatial distances (K. Bowers, Johnson, Guerette, Summers, and Poyn-

ton, 2011). Therefore, we evaluate potential crime displacement by estimating the effect of

CSP on control units neighboring the Jordan Downs PHD.

These displacement analyses are restricted by the available data. First, some neighbors of

Jordan Downs, Nickerson Gardens, and Imperial Courts are under LA Sheriff’s Department

jurisdiction. Our analyses are limited to only those spillover regions within LAPD jurisdic-

tion. Second, Nickerson Gardens is a short distance from Gonzaque Village and therefore the

two PHDs share potential spillover regions. Due to these shared potential spillover regions,

we would not be able to attribute any observed effect to Nickerson Gardens as opposed to

Gonzaque Village. Additionally, the blocks surrounding Imperial Courts cover a relatively
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large region, and therefore cannot be divided into the two shorter distance thresholds we

suggest. To address this, the investigation of displacement effects is solely focused on Jordan

Downs and should be considered exploratory in regards to the overall displacement effect of

CSP.

Figure A.5: Displacement regions for Jordan Downs (black) are considered for Census regions

within approximately 270 m (green) and approximately 500 m (blue). The orange and green

shaded regions to the right of Jordan Downs are not within LAPD jurisdiction.

To test displacement from Jordan Downs, we consider neighboring regions of Jordan

Downs that are within two distance thresholds, approximately 890 ft (270 m) and approx-

imately 1,640 ft (500 m), from the borders of the PHD. For each distance, we redefine

neighborhoods within the threshold as a new, psuedo-treated block group unit. True treated

regions are removed from consideration as either treated or control units. For a map of the

Jordan Downs displacement regions, see Figure A.5. We then estimate the treatment effects

of these pseudo-treatment regions, which neighbor the treated PHD, but were not, them-

selves, directly treated. Evidence of an effect in these buffer regions would indicate possible

spillover effects of the CSP.
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A.2.3.1 Crime Displacement from CSP Program

Type Distance Violent Crime Part I Crime Shots Fired and Violent Crime Calls

Raw 270 m -2.77 (0.73) -4.9 (0.81) -2.85 (0.84)

Per Capita* 270 m -6.14 (0.52) -7.68 (0.65) -4.51 (0.88)

Raw 500 m -4.84 (0.84) 0.5 (0.8) 3.91 (0.71)

Per Capita* 500 m -0.24 (0.51) 2.98 (0.61) 4.48 (0.72)

Table A.4: Estimated ATT for regions within each distance threshold (270, 500 m) from

Jordan Downs. To compare the per capita results with the count results, we approximate

the count estimates with row “Per Capita*” where we multiply the crime per capita (by

1000 residents) by 2.714 (for the 2714 residents in Jordan Downs in 2010 census counts).

In terms of displacement, we are interested in evaluating whether the observed reduction

of violent crime and disorder in the Jordan Downs, Nickerson Gardens, and Imperial Courts

PHDs is simply transferred to neighboring regions with a less intense police presence. Figures

A.6 and A.7 provide the estimated crime and calls trajectories for the 270 m and 500 m

distance thresholds, respectively. ATT estimates for the effect of CSP in these regions are

provided in Table A.4.

Using the available LAPD data, these analyses are largely inconclusive. Preliminary evi-

dence suggests that shots fired and violent crime calls-for-service may have declined slightly,

compared to synthetic controls, in areas within 270 m around Jordan Downs. In terms

of raw counts and per capita counts, respectively, the ASCM model suggest an insignifi-

cant reduction in shots fired and violent crime calls-for-service of -2.85 (p = 0.84) or -4.51

(p = 0.88), respectively, in the displacement region 270 m from Jordan Downs (joint null

p-values reported in parentheses). The reported violent crime incidents and Part I crime

incidents models are inconclusive, as the large pre-treatment imbalances may signify sub-

stantial remaining bias. Therefore, we conclude there is no evidence for crime displacement

and tentative evidence for a small diffusion of benefits in shots fired and violent crime calls-
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Figure A.6: Crime outcome trajectories for Jordan Downs (solid) versus the estimated syn-

thetic control (dashed) do not indicate crime displacement between Jordan Downs and adja-

cent controls within the 270 m distance threshold. Left to right: count outcomes, per capita

outcomes.

for-service to areas within 270 m of Jordan Downs.

The 500 m displacement results in Figure A.7 are again largely inconclusive. The syn-

thetic control models for the reported violent crime incidents and Part I crime incidents

outcomes do not achieve suitable pre-treatment balance before the implementation date of
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Figure A.7: Crime outcome trajectories for Jordan Downs (solid) versus the estimated syn-

thetic control (dashed) do not indicate crime displacement between Jordan Downs and adja-

cent controls within the 500 m distance threshold. Left to right: count outcomes, per capita

outcomes.

2012. The shots fired and violent crime outcome suggests an insignificant increase of 3.91

(p = 0.71) or 4.48 (p = 0.72) in calls-for-service, for the raw and percapita outcomes, respec-

tively. This suggests a potential slight crime displacement in shots fired and violent crime

calls-for-service to neighboring regions within 500m of Jordan Downs.
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A.2.4 Assumption: No Anticipation Effects

Additionally, given the CSP program was implemented with approximately a year of planning

prior to launch in late 2011, there may be concerns about potential anticipation effects. In

this subsection we estimate the effect of CSP on the outcomes of interest after dropping this

planning year (2011) from the dataset. Table A.5 provides these psuedo-ATT estimates. For

the unresidualized ridge ASCM, the psuedo-ATT to ATT estimates are -4.28 (p = 0.63) to

-5.51 (p = 0.48) for the violent crime, -12.12 (p = 0.73) to -10.36 (p = 0.58) for the Part I

crime, and -1.53 (p = 1) to -1.26 (p = 1) for the shots fired and violent crime calls outcomes,

respectively. For each of these three outcomes, the difference between the psuedo-ATT and

ATT estimates is -5% , 4%, and 0% of their respective outcome’s pre-treatment average.

Therefore, we do not find compelling evidence for anticipation effects.

Outcome Psuedo ATT Estimate

Violent Crime Incidents -4.28 (0.63)

Part I Crime Incidents -12.12 (0.73)

Shots Fired and Violent Crime Calls -1.53 (1)

Table A.5: Estimated impact of CSP for the Jordan Downs, Nickerson Gardens, and Imperial

Courts PHDs after dropping the CSP planning period (2011) from the pre-treatment period.

ATT estimates are provided with conformal inference p-values for the joint null that the

effect is zero in every post-treatment period in parentheses.

A.3 Further Evaluation of ASCM Fit

In this section, we further discuss the fit of the ASCM models with plots of the covariate

imbalance, synthetic control weights, distribution of placebo effects across space, and trajec-

tory plots. Then, we evaluate the robustness of the results given different model specification

decisions: per capita outcomes and the quarter (i.e. 3 month period) time specification.
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A.3.1 Additional Measures of ASCM Fit

Following the results in the main paper, we provide additional analyses comparing the four

models (the synthetic control, synthetic control with intercept shift, ridge augmented syn-

thetic control, and residualized ridge augmented synthetic control) for the reported violent

crime incidents outcome.1 The ASCM models exhibit superior covariate balance than the

SCM models with the Residualized ASCM exhibiting perfect balance by design (Figure A.8).

Figure A.8 also demonstrates which covariates were not “accounted for,” or inadvertently

balanced, when the model weights were chosen. In particular, the treated units and synthetic

control were most different in the proportion of both female and male residents under 18,

proportion of males in their 30s, total housing units, and total population.

Additionally, the ASCMs more evenly distribute the weights among the pool of control

units while the SCMs give a handful of outcomes higher weights (Figure A.9). While both

sets of models have some control units with relatively high weights, the ASCMs give most

observations a weight between -0.10 and 0.10 instead of zero weight.

A.3.2 Spatial Placebo

As introduced in (Abadie, Diamond, and Hainmueller, 2010) and (Abadie, Diamond, and

Hainmueller, 2015), constructing a set of placebo effects across space can also be informative

in contextualizing the results. For each control unit, we assign treatment to the control and

shift the original treated unit to the donor pool. We then estimate the effect of CSP on the

psuedo-treated control unit during the period of study. The control units were never exposed

to CSP treatment during this time period, and as such the ASCM models should not detect

an effect of CSP.

By estimating placebo effects for the control units, we construct a distribution of placebo

1The covariate balance and weights plots are comparable, respectively, across the suite of outcomes.
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Figure A.8: The covariate imbalance, in terms of absolute standardized difference, for the

reported violent crime incidents outcome across the SCM models and ASCM models. The

ASCM models demonstrate low levels of imbalance with the residualized model performing

optimally.

effects with which to compare the observed treatment effect and construct a p-value. If the

effect of CSP on the treated units is outside of the distribution of placebo effects, we have

more confidence in the observed treatment effect estimates.
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Figure A.9: The SCMs and ASCMs relied upon substantially different combinations of units

to create the synthetic controls. The SCMs gave a few units large weights; the ASCMs have

a few highly-weighted observations with most observations ascribed weights between -0.10

and 0.10.

In calculating the p-value, the root mean squared prediction error (RMSPE) is a com-

monly used test statistic (see Firpo and Possebom, 2018 for more details), loosely defined

as the ratio of the average psuedo-treated control fit over the post-treatment period to the

average psuedo-treated control fit during the pre-treatment period:

RMSPEj =

∑T
t=T0+1(Yjt − Ŷjt(0))2/(T − T0)∑T0

t=1(Yjt − Ŷjt(0))2/T0

(A.1)

As noted in (Abadie, Diamond, and Hainmueller, 2010), models with “poor” pre treat-

ment fit as compared to that of the treated unit should be removed from the analyses and

p-value calculation. A poorly fitted model indicates an inability to construct an appropri-
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ate synthetic control with the available data. Therefore, after calculating the RMSPE and

before calculating the p-value, psuedo-treated control models with “poor” pre-treatment fit

are removed.

For our data, we define “poor” fit as an RMSPE that is five times greater than the

observed RMSPE for the treated.2 The p-value is then the proportion of control models

with higher RMSPEs than the treated model using the reduced set of control models. This

approach is akin to testing a null hypothesis of no effect on the outcome where the p-value

is calculated by giving equal weight to the included control models (2018). This assumption

may not be reasonable given the uniqueness of the PHD units as compared to the control

units.

The results of the spatial robustness check are contained in Figure A.10 and Table A.6.

From the figure, the effect for violent crime and Part I crime appears significant (p = 0 and

p = 0.04, respectively). As demonstrated in the figure, the treated PHDs exhibit relatively

lower levels of pre-treatment imbalance in these two outcomes compared to the control

models. The shots fired and violent crime calls-for-service is insignificant with a p-value of

0.97 and substantially higher levels of pre-treatment imbalance than the control models (also

with an increasingly null post-treatment result than the controls).

Type Violent Crime Part I Crime Shots Fired and Violent Crime Calls

Unreduced 0 ( 1
234

) 0.05 ( 11
234

) 0.97 (228
234

)

Reduced 0 ( 1
230

) 0.04 ( 10
229

) 0.97 (58
60

)

Table A.6: The p-values, the proportion of control models with higher RMSPEs than the

treated models, are provided for the violent crime, Part I crime, and shots fired and violent

crime outcomes for the Jordan Downs, Nickerson Gardens, and Imperial Courts PHDs.

2Regardless of the specification, the nearly null pre-treatment imbalance for the violent crime and Part I
crime models results in significant p-values regardless of this specification. We provide the unadjusted and
adjusted visualizations and p-values to demonstrate this.
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Figure A.10: Spatial placebos for the Jordan Downs, Nickerson Gardens, and Imperial Courts

PHDs for the count outcomes. The comparative scale of the ATTt effect appears moderately

significant for the violent crime incidents and Part I crime incidents outcomes, while the

ratio measure of the post-pre effect is insignificant. Left: unreduced control group. Right:

reduced control group.
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A.4 Robustness to Alternative Specifications

In this section, we demonstrate the robustness of the results to an extended covariate set

using information from the American Community Survey (ACS). In addition, alternative

temporal and count specifications are evaluated. The ASCM models are robust to quarter,

per capita, and an exactly-coded late 2011 treatment date.

A.4.1 ACS Covariates

Aside from lagged outcomes, the 2010 Census covariates used in the final models mostly

contain demographic information: Hispanic or Latino origin, race, gender, age, and total

number of housing units per block group. Notably lacking is socioeconomic status covariates,

recorded by the American Community Survey (ACS). As noted in the paper, the ACS data

is recorded by block group, so the public housing development “block groups” cannot be

constructed by block as described in Section A.1.1. Of the three treated units of primary

study – Jordan Downs, Imperial Courts, and Nickerson Gardens – only Jordan Downs uses a

full 2010 Census block group geography. Therefore, in this section we compare the estimated

effect of CSP on Jordan Downs using only the demographic covariates and using an extended

covariate set to assess the potential robustness of our results to socioeconomic status and

additional possible confounders.

In addition to concerns over the imperfect spatial aggregation, the ACS includes some

post-treatment information. More specifically, we use the Census Bureau’s 2009-2013 5-Year

American Community Survey which includes two years of the post-treatment period. This

survey was selected as it includes most of the pre-treatment period, however, it also includes

slightly more than a year of post-treatment data. Therefore given potential bias induced

by both the inexact spatial boundaries and the included post-treatment information, this

exercise should be treated as exploratory.

To begin, we describe the included ACS data. The ACS dataset includes information
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on geographical mobility, denoted with the proportion of residents in the same house one

year ago; school enrollment, the proportion of residents in school; educational attainment,

the proportion of residents with either a high school diploma or a bachelors degree as their

maximal level of education (as separate covariates); median household income; median per-

capita income; the proportion of residents on food stamps; and the proportion of residents

who are unemployed.

Outcome Ridge ASCM + Census Ridge ASCM + ACS + Census

Violent Crime Incidents -3.07 (0.83) -5.32 (0.94)

Part I Crime Incidents -7.21 (0.91) -8.15 (0.81)

Shots Fired and Violent Crime Calls -2.05 (0.84) -4.32 (0.9)

Table A.7: For each outcome, ATT estimates (with the joint p-value in parentheses) of

the effect of CSP in Jordan Downs are provided using either Census data or the ACS and

Census data. These results suggest the inclusion of additional ACS covariates would not

substantively influence the results.

Figure A.11 compares the results from two sets of covariates; the ATT estimates with

joint p-value (in parentheses) are reported in Table A.7. For each of the three outcomes

of study – violent crime incidents, Part I crime incidents, and shots fired and violent crime

calls-for-service outcomes – models fitted using the demographics covariate set (Census data)

and the demographics and socioeconomic status covariate set (Census and ACS data) are

comparable. For the Census versus ACS and Census datasets, we report estimates of -3.07

(p = 0.83) and -5.32 (p = 0.94) for violent crime incidents and -7.21 (p = 0.91) and -8.15

(p = 0.81) for Part I crime incidents across the two covariate sets, respectively. The shots

fired and violent crime calls-for-service model is inconclusive, exhibiting poor pre-treatment

model fit. Collectively, these results suggest the inclusion of the ACS covariates would not

substantively influence the reported results.
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Figure A.11: For the Jordan Downs PHD, the Census-only model (lefthand column) is largely

comparable to the Census and ACS model (righthand column) for the violent crime incidents

(top) and Part I crime incidents (middle). The shots fired and violent crime calls-for-service

outcome (bottom) is inconclusive with poor pre-treatment model fit. This suggests the

inclusion of the extended ACS covariate set, in addition to the Census data and lagged

outcomes, would not substantively influence the results.
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A.4.2 Alternative Specifications

In this section, we evaluate the robustness of our results to per capita outcomes (per 1000

persons in 2010 Census counts3), the quarter time specification, and to an exact coding

of the late 2011 treatment implementation date. These alternative specifications are then

compared to the final estimates from the paper – models of the raw count outcomes at the

semester time specification where the treatment implementation date is approximated with

2012. For ease of comparison, we adjust the quarter -level to the semester -level and adjust

the per capita by 1000 persons to the raw population counts. These adjustments are denoted

with the “*” in Table A.8 and the following discussion.

Type Time Violent Crime Part I Crime Shots Fired and Violent Crime Calls

Raw Semester -5.51 (0.48) -10.36 (0.58) -1.26 (1)

Raw Quarter* -6.64 (0.21) -8.89 (0.5) -0.84 (0.99)

Per Capita* Quarter* -4.42 (0.36) -12.04 (0.69) -1.77 (0.99)

Per Capita* Semester -4.89 (0.88) -11.79 (0.94) -1.14 (1)

Raw 2011 adj. -4.48 (0.52) -10.96 (0.66) -0.08 (1)

Table A.8: Count and per capita ATT estimates for the Jordan Downs, Nickerson Gardens,

and Imperial Courts PHDs. To compare the per capita results with the count results, we

approximate the count estimates with row “Per Capita*” where we multiply the crime per

capita (by 1000 residents) by 2.828 (for the average of 2828 residents in these PHDs in 2010

Census counts). We adjust the quarter results to the semester level with “Quarter*” where

quarter estimates are multiplied by two.

As shown in Table A.8, the results from these three robustness checks are largely con-

sistent with our original estimates. The raw count violent crime estimates for semester and

quarter* indicate an average semester reduction in violent crime of roughly six reported

3US Census Bureau: 2010 Census, Summary File 1, Table P1: Total Population.
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incidents; the raw count Part I crime estimates indicate an average decrease of roughly nine

incidents; the raw count shots fired and violent crime units indicate an average reduction of

roughly one calls-for-service. All raw count outcomes have insignificant joint p-values.

The per capita estimates for the three outcomes are comparable to the raw count out-

comes. For violent crime incidents, the per capita* quarter* and per capita* semester indi-

cates an average semester reduction of roughly four incidents. The Part I crime incidents

per capita models estimate effects of roughly -12 for both the per capita* quarter* and per

capita* semester models. Similarly, the shots fired and violent crime calls models indicates

an average reduction of roughly one call for the per capita* quarter* and per capita* semester

models.

The final model, the 2011 adjusted model, is also consistent with the reported findings.

As discussed in the main paper, CSP was implemented in Jordan Downs, Nickerson Gardens,

and Imperial Courts in early November 2011, therefore the main results consider two post-

treatment months – November and December 2011 – as pre-treatment. As shown above, this

adjustment largely does not influence our results: the violent crime estimates are roughly

within one unit, the Part I crime estimates are roughly within 0.5 units, and the shots

fired and violent crime estimates are roughly within one unit of the reported model with an

inexact treatment implementation date.

A.5 Additional Crime Outcomes: Jordan Downs, Nickerson Gar-

dens, and Imperial Courts

In this section we introduce the burglary reported crime incidents and quality of life calls-

for-service outcomes and provide the corresponding placebo results for the Jordan Downs,

Nickerson Gardens, and Imperial Courts PHDs.

The outcomes are defined as follows (LAPD Consolidated Crime Analysis Database

(CCAD) code in parentheses): burglary incidents are defined as burglary (310); quality of
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life calls-for service are defined as intoxication (390), disturbance (415), minor disturbance

(507), vandalism (594), dispute (620), and screaming (930).

A.5.1 In-Time Placebo

Outcome Pre-T Average 2010.5 2011

Residential Burglary Incidents 13.04 2.38 (0.86) -1.59 (0.97)

Quality of Life Calls 172.81 -50.1 (0.63) -31.3 (0.7)

Table A.9: The estimated ATTs are provided for the psuedo-treatment implementation dates

of 2010.5 and 2011. For comparison, the average count of the residential burglary and quality

of life outcomes per semester are shown.

As shown in Table A.9, the burglary placebo models estimate effects of 2.38 (p = 0.86)

and -1.59 (p = 0.97) for 2010.5 and 2011 psuedo-implementation dates, respectively, with

insignificant joint p-values in parentheses. These placebo effects correspond to 12-18% of the

pre-treatment semester average burglary count. The quality of life outcome looks to have

greater imbalance with estimates of -50.1 (p = 0.63) and -31.3 (p = 0.7), again insignificant,

for the two models, respectively. These estimates correspond to 18-29 % of the semester

average quality of life calls-for-service count. These results indicate the Ridge ASCMs with

covariates may achieve proper synthetic control fit for the burglary outcome but likely not

the quality of life outcome.

A.6 Preliminary Avalon Gardens and Gonzaque Village Analyses

In this section, we present in-time placebo analyses for the Avalon Gardens and Gonzaque

Village PHDs. CSP was implemented in these PHDs in mid-2016, therefore the post-

treatment period consists of three periods using the available data. Final results for these

analyses are preliminary in nature due to the short post-treatment period and are thus not
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formally presented in this document.

A.6.1 In-Time Placebo

Semester averages for violent crime, Part I crime, and shots fired and violent crime in

the pre-treatment period for Avalon Gardens and Gonzaque Village are substantially lower

than those of the previous PHDs (Table A.10). Therefore, the violent crime model evalu-

ation placebo estimates of -1.07 (0.13), -2.08 (0.38), and -2.14 (0.25) for the three psuedo-

implementation dates, respectively, are large compared to the pre-treatment semester aver-

ages of 4.32. This is consistent with the smaller p-values.

The burglary outcome also exhibits relatively large psuedo-ATT estimates: the largest

ATT of -1.23 (0.59) is 51% of the pre-treatment semester average. While the earlier imple-

mentation dates for Part I crime have moderately small p-values, the 2015 psuedo-estimate

is 32% of the corresponding semester average.

Unlike the other outcomes, the shots fired and violent crime and quality of life models

appear well-balanced. For shots fired and violent crime, the worst-case in-time placebo result,

-0.24 (0.43), is 3% of the pre-treatment average of 8.71. Likewise, the worst-case quality of

life result of -3.06 (0.98) is 7% of the corresponding pre-treatment average.

Outcome Pre-T Average 2013 2014 2015

Violent Crime Incidents 4.32 -1.07 (0.13) -2.08 (0.35) -2.14 (0.26)

Residential Burglary Incidents 2.42 -1.23 (0.62) -0.92 (0.42) -0.03 (0.26)

Part I Crime Incidents 9.24 -1.97 (0.83) -1.5 (0.35) -2.93 (0.68)

Shots Fired and Violent Crime Calls 8.71 0.07 (0.74) -0.24 (0.42) -0.11 (0.08)

Quality of Life Calls 43.63 -3.06 (0.98) -2.81 (0.99) -2.82 (0.91)

Table A.10: The estimated ATTs are provided for the psuedo-treatment implementation

dates of 2013, 2014, and 2015. For comparison, the average pre-treatment counts of each

outcome per semester are shown.
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APPENDIX B

An Equivalence Test for Conditional Independence

Hypotheses

B.1 Item Response Theory Data Description

In this section, I report additional information for the item response theory application.

First, I provide the the text for the questionnaires corresponding to the Self Efficacy and

EPIA datasets. In addition, I report the factor loadings for the three sets of factor analyses:

Self Efficacy, EPIA, and Extroversion. These questions and factor loadings are informative

in inferring the labels of the estimated latent factors, as referenced in Section 3.4.1.

First, the questionnaire text for Self Efficacy is as follows (Kan, 2009; C. Zopluoglu,

2012; C. Zopluoglu and M. C. Zopluoglu, 2015):

1. Implementing variety of teaching strategies

2. Creating learning environments for the effective participation of students

3. Providing the acquisition of learning experiences according to the students’ physical,

emotional, and psychomotor characteristics

4. Creating learning environments in which students can effectively express themselves

5. Implementing a variety of assessment strategies (formal, informal)

6. Understanding differences in students’ learning styles and providing learning opportu-

nities in compliance with these differences
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7. Using teaching methods and techniques within the framework of educational plans and

aims

8. Discovering students’ interests and skills and guiding them accordingly

9. Using educational technology effectively in classrooms to support teaching

10. Designing and implementing educational variables such as motivation, reinforcement,

feedback, etc.

Second, the questionnaire text for EPIA is as follows (P. J. Ferrando, 2002; C. Zopluoglu,

2012; C. Zopluoglu and M. C. Zopluoglu, 2015):

1. Longs for excitement

2. Does not stop and think things over before doing anything

3. Often shouts back when shouted at

4. Likes doing things in which he/she has to act quickly

5. Tends to do many things at the same time.

The questionnaire text for the Extroversion questionnaire (Hohensinn, 2018; Hohensinn et

al., n.d.; Holocher-Ertl, Kubinger, and Menghin, 2003) is not publicly available. The factor

loadings for each of these datasets are reported in Table B.1.

Using the factor loadings in conjunction with the questionnaire text above, labels for

the latent factors can be inferred for the Self Efficacy and EPIA datasets. As discussed in

Section 3.4.1, these factors are attributed the following labels:

• Self Efficacy : student-focused interaction (i.e. fostering student expression and partici-

pation, tailoring learning spaces to specific student needs), adaptability (i.e. assessment

variability, adaptation to different learning styles and needs), and teaching skills (i.e.

employs variety of teaching strategies, adheres to lesson plans and aims)
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Dataset Factor Item (Factor Loading)

Self Efficacy 1 4 (0.82), 2 (0.69), 8 (0.50), 6 (0.49), 3 (0.41), 10 (0.38), 7 (0.34)

Self Efficacy 2 5 (0.71), 6 (0.53), 3 (0.47), 8 (0.40), 9 (0.40), 10 (0.33), 7 (0.32)

Self Efficacy 3 1 (0.87), 7 (0.58), 10 (0.34), 3 (0.32)

EPIA 1 5 (0.57), 4 (0.47), 2 (0.37)

EPIA 2 1 (0.48), 3 (0.34)

Extroversion 1 8 (0.75), 1 (0.69), 7 (0.68), 4 (0.47), 3 (0.36), 6 (0.31)

Extroversion 2 6 (0.89), 2 (0.71), 8 (0.43), 7 (0.37), 4 (0.33)

Table B.1: For each of the three datasets, the factor composition by item with corresponding

factor loadings is shown. Factor items are listed in order of highest to lowest factor loading,

indicative of highest to lowest importance in factor composition.

• EPIA: dynamic behaviors (i.e. impulsivity, quick-thinking, multitasking) and excitabil-

ity (i.e. need for excitement and aggressive reactions).

B.2 Balance Testing Data Description

In this section, I provide further information on the covariates from Arceneaux et al. (2016).

See the Appendix of Arceneaux et al., 2016 for explanation of the potential confounding

effects of these covariates. The covariates used in Arceneaux et al. (2016) are as follows:

Days to Election includes three variables, one for each of the 2-year congressional terms in

the 6-year post-treatment period; Days with Fox includes three variables, is the product

of treatment exposure and Days to Election; Retirement measures whether the member

of Congress retired during the term in office; Seniority measures the years in office (as

a discrete variable); Lagged Vote Share is the percentage of votes received in member’s

previous election; Qualified Challenger and Lagged Qualified Challenger denotes whether the

member currently faces or recently defeated a challenger with previous experience in office,
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respectively; Spending Gap and Lagged Spending Gap is the natural log of the spending gap

between the challenger and incumbent in the upcoming and previous elections, respectively;

Lagged District Partisanship records the vote share won by presidential candidate of that

member’s political party in the previous presidential election; in addition to five binary

variables denoting the vote type category (i.e. regular passage, suspension, amendments,

procedural partisanship, or other passage vote type).

In accordance with the sum aggregation of the party votes and nonparty votes outcomes,

aggregation of confounding variables must also be considered. Most of these variables are

measured at a single point in time (i.e. Seniority, Lagged Vote Share, Qualified Challenger,

Lagged Qualified Challenger, Spending Gap, Lagged Spending Gap, Lagged District Partisan-

ship) or are binary variables (i.e. Retirement) and thus aggregation is unnecessary. However,

Days to Election and Days with Fox are not compatible with the aggregated voting behavior

outcomes and thus are dropped from the analyses. The vote type categorical variables are

counted across the congressional term, district ID, and member of Congress.
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