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Abstract
Building Generally Intelligent Robots
by
Homer Walke
Doctor of Philosophy in Computer Science
University of California, Berkeley

Professor Sergey Levine, Chair

Large-scale imitation learning is a promising approach to building a generally intelligent robot. In prin-
ciple, by training on a large and diverse dataset of human demonstrations we should obtain a model that
generalizes broadly across tasks and environments, similar to foundation models in language and vision.
However, training a foundation model for robotics presents unique challenges. Collecting robot data is
expensive, so robot pre-training datasets are small and often do not provide enough coverage for mean-
ingful generalization across the vast amount of complexity in the real world. Additionally, the model
architecture must balance competing demands. The architecture needs to be flexible, expressive, and
high-capacity to fit heterogenous data collected on robots with widely varying sensor and actuators. At
the same time, the model needs to be efficient enough to support real-time control, even when condi-
tioned on a history of high-dimensional image observations. To address these challenges, we first present
techniques for collecting robot data with sufficient coverage of tasks and environments as well as a dataset
for generalization research. Then, we propose a robot foundation model architecture and demonstrate
its broad generalization when trained on a dataset of 800K demonstrations on single-arm manipulators.
Next, we extend the architecture to enable joint training on data from multiples types of robots, includ-
ing bimanual arms, wheeled robots, and quadrupeds, and we find promising signs of positive transfer
across embodiments. Finally, we tackle the challenge of adding memory to a robot foundation model.
We design a memory system that enables tasks requiring anywhere from a few seconds to many minutes
of observation history.
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Chapter 1

Introduction

Modern robots are capable of automating a vast amount of physical labor, from folding laundry in a
home, to picking strawberries on a farm, to sorting packages on an assembly line. However, robots are
still not widely deployed in every setting where they would be useful. The key challenge is not building
more capable robot hardware, but rather developing general-purpose robot software or a “robot brain.”
Given the scale and diversity of tasks we want robots to perform, manually programming the robot for
each new application would be impossible. Ideally, the robot should learn in a manner similar to humans
by watching demonstrations of a task, internalizing the strategy, and generalizing the behaviors to similar
tasks. This approach, known as imitation learning, offers a promising path towards a general-purpose
robot. More concretely, if we fit a high-capacity neural network to a large and diverse dataset of human
demonstrations (e.g. collected via teleoperation), we can obtain a model that not only performs the tasks
in the dataset, but also generalizes to tasks in the distribution of the dataset. Imitation learning is appeal-
ing because, in principle, we can simply scale the size of the training dataset such that all the tasks we want
to perform are in-distribution, thereby obtaining a generally intelligent robot. Recent trends in natural
language processing and computer vision support this scaling hypothesis. The now standard approach
to solving a language or vision problem is to apply a foundation model, or a very high-capacity model
trained on an internet-scale dataset. Foundation models outperform hand-engineered approaches and
specialist models by generalizing knowledge gained from the abundance of tasks seen in their training
data. Critically, these generalization abilities scale with model size and the amount of training tokens. In
this thesis, we examine the challenges involved in training such a foundation model for robotics, with the
ultimate goal of building a generally intelligent robot.

Unfortunately, scaling the size of the training data and model is not as straightforward in robotics. Un-
like in language and vision, robot data cannot be easily scraped from the internet, so we must generate it.
However, collecting robot data via teleoperation is time-consuming and expensive, so existing robot pre-
training datasets do not have nearly enough coverage of all the settings in which we would like to deploy
robots. This issue is exacerbated by the fact that robot data is extremely heterogeneous since different
robots have widely varying sensors, actuators, and control frequencies. The result is that robot datasets
often have “data islands” or pockets of very similar data with no coverage in between, making meaning-
tul generalization difficult. We also cannot directly adopt model architectures from language and vision
research since robotics has a variety of unique constraints. We need a very flexible architecture that can
supportdifferent sets of inputs and outputs to accommodate heterogenous data. The model also needs to



be expressive enough to model complex action distributions. But perhaps most problematic, the model
needs to be high-capacity to fit a large amount of data but still efficient enough to operate in real-time,
even when conditioning on high-resolution images from multiple cameras and potentially even a short
history of past image observations.

In this thesis we argue that despite these challenges, scaling up robot datasets and models is the most
promising path towards generally intelligent robots, and we take steps towards solving both the data and
modeling problems. In Chapterwe present techniques for collecting robot data with enough coverage
for meaningful generalization, and we contribute a dataset to accelerate generalization research. Then,
in Chapter [3, we combine this dataset with robot data from labs around the world to form a massive
pre-training dataset of over 800K demonstrations on robot arms. We propose a generalist robot policy
architecture, train it on this dataset, and find that the model has impressive generalization abilities. In
Chapter 4] we push the size and diversity of the pre-training dataset even further by jointly training on
multiple types of robot embodiments, including bimanual robot arms, wheeled robots, and quadrupeds.
We demonstrate promising signs of transfer across these embodiments. Finally, in Chapter we signifi-
cantly enhance our ability to fit this large and diverse data by adding memory to the model. We present
a system capable of performing tasks requiring anywhere from a few second to many minutes of obser-
vation history. We conclude in Chapter 6 by summarizing the key results, identifying important open
problems, and proposing directions for further research.

1.1 Contributions

The research in this thesis was conducted in collaboration with many others. Below are the publications
supporting each chapter as well as my contributions.

Chapter2: Homer Walke, Kevin Black, Tony Z Zhao, Quan Vuong, Chongyi Zheng, Philippe Hansen-
Estruch, Andre Wang He, Vivek Myers, Moo Jin Kim, Max Du, Chongyi Zheng, Tony Zhao, Philippe

Hansen-Estruch, Quan Vuong, Andre He, Vivek Myers, Kuan Fang, Chelsea Finn, and Sergey Levine.

BridgeData V2: A dataset for robot learning at scale. In Conference on Robot Learning, 2023.

Contributions: Iled the collection of the dataset (designing tasks and protocols, managing student data
collectors), trained many of the models, designed the evaluations, conducted the evaluations, and wrote

the paper.

Chapter 3: Dibya Ghosh*, Homer Walke*, Karl Pertsch*, Kevin Black*, Oier Mees*, Sudeep Dasari,
Joey Hejna, Charles Xu, Jianlan Luo, Tobias Kreiman, You Liang Tan, Pannag Sanketi, Quan Vuong,
Ted Xiao, Dorsa Sadigh, Chelsea Finn, and Sergey Levine. Octo: An open-source generalist robot policy.
In Robotics: Science and Systems, 2024.

Contributions: Iled model evaluations, designed the main WidowX evaluation benchmark, contributed
to the initial model design and implementation, and ran many of the evaluations.

Chapter 4: Ria Doshi*, Homer Walke*, Oier Mees, Sudeep Dasari, and Sergey Levine. Scaling cross-
embodied learning: One policy for manipulation, navigation, locomotion and aviation. In Conference



on Robot Learning, 2024.

Contributions: I contributed to the design, implementation, and training of the model and wrote the

paper.

Chapter s: Marcel Torne, Karl Pertsch, Homer Walke, Kyle Vedder, Suraj Nair, Brian Ichter, Allen
Z.Ren, Haohuan Wang, Jiaming Tang, Kyle Stachowicz, Karan Dhabalia, Michael Equi, Quan Vuong,
Jost Tobias Springenberg, Sergey Levine, Chelsea Finn, and Danny Driess. MEM: Multi-Scale Embodied
Memory for Vision Language Action Models. In arXiv preprint arXiv:2603.03596, 2026.

Contributions: I contributed to the design and implementation of the video encoder and short-horizon
memory system. I iterated on early versions of the long-horizon memory system.

*Lead authors



Chapter 2

Collecting Robot Data for Generalization
Research

2.1 Motivation

A useful robotic system needs skills that generalize across the wide variety of conditions found in the real
world. Recent results in computer vision and natural language processing have demonstrated that we can
obtain broad generalization by training high-capacity models on large and diverse datasets [23,166]. How
can we apply this same recipe in robotics? The general strategy seems straightforward. First, collectalarge
dataset of demonstrations of robot behaviors. Then, train an expressive policy to extract the desirable
behaviors with behavioral cloning or offline reinforcement learning (RL). Given enough data in enough
settings, we should learn a policy that can generalize across many tasks and environments.

However, in practice, assembling a dataset with the right features to accelerate research in large-scale
robot learning presents a significant challenge. Since collecting a large dataset of robot behaviors is time-
consuming, the dataset should be reusable outside of the institution where it was collected. Ideally, any
researcher could train on the dataset and obtain a policy with reasonable performance on their tasks. To
enable this, the dataset needs extensive coverage of tasks and environments so that policies learned on the
data will generalize to new lab settings. Many existing robot datasets contain only one or a few environ-
ments and tasks , meaning a researcher would need to exactly replicate a scene from the data to
use them for robot learning. Additionally, the dataset should support flexible task conditioning, through
goal images or natural language instructions, so that researchers can easily command policies trained on
the data to perform new tasks. Importantly, the dataset should contain data for many feasible tasks in a
given environment so that a multi-task policy must learn to pay attention to the task specification rather
than inferring the task from the initial observation.

We propose a new dataset, which we call BridgeData V2 because it greatly expands on the previously
released Bridge Dataset [54]. BridgeData V2 contains 50,365 demonstrations of 13 skills across 24 envi-
ronments, more than 7 times as many demonstrations as the original Bridge Dataset. BridgeData V2 is
not just a quantitative improvement: the new dataset is specifically designed as a useful resource for a
wide range of robot learning research. The greater quantity and diversity of data enables better general-
ization to new lab settings and, unlike the first Bridge Dataset, the demonstrations were collected in scenes



with many possible skills to support open-vocabulary task specification through either goal images or lan-
guage instructions. We also augment the demonstrations with 9,731 trajectories collected from a heavily
randomized pick-and-place policy to boost the robustness of the foundational objection repositioning

skill.

These features make BridgeData V2 well suited for use with a variety of different robot learning meth-
ods, many of which make different assumptions. While a number of datasets have been proposed in
the past, these have typically only been used with one type of method (e.g., text-conditional behavioral
cloning) [84,z0]. To illustrate the versatility and broad applicability of BridgeData V2, we include a com-
prehensive evaluation of 6 different state-of-the-art robot learning methods, which include algorithms
for text-conditioned imitation learning [z0], goal-conditioned imitation learning, and goal-conditioned
RL [88,r73]. These methods cover a range of key design decisions involving the policy architecture, the
use of observation histories, action discretization, and action prediction horizon. We also analyze how
the performance of some of these methods changes with dataset size and diversity, showing that large and
diverse datasets like BridgeData V2 are an important ingredient in enabling good performance.

Our contributions are a new dataset of robotic manipulation behaviors as well as the empirical study of
state-of-the-art offline learning methods using the introduced dataset. We find that BridgeData V2 is use-
ful as an offline dataset for a wide variety of learning algorithms and across multiple labs. Additionally, in
our scaling analysis, we find that performance improves with both model size and dataset size and diver-
sity. We believe BridgeData V2 is both a useful resource for robot learning research and a demonstration
of the promise of data-driven robot learning.

2.2  Related Work

Prior work on robot learning has often leveraged small datasets that cover a single task in a single domain
to develop better learning methods [11z, [77, 186, 36]. Several prior projects have as-
sembled large robot datasets for a single behavior like grasping 65, 2], poking [1], pushing
l61], or rope manipulation [14z]. Others include multiple tasks I, [19].

However, even the multi-task datasets are difficult for other researchers to use, because they are collected
in a single environment, and therefore do not facilitate cross-environment generalization. In order for an-
other researcher to use such a dataset, they would need to make their own environment match perfectly.
We instead aim to provide a dataset that covers many tasks and many domains, so that other researchers
can use the data to experiment with robot learning on large datasets in their own laboratories. Some prior
work has proposed large, diverse, and multi-task datasets, but uses proprietary robots [zo}[84]. We aim to
facilitate academic research by using a low-cost publicly available robot that any lab can acquire. Other
projects have tried using low-cost, handheld grasping devices to collect large datasets 190} zz1], but this
technique requires inferring actions from video and then transferring behaviors to a robot. There are
also several large datasets for robotic navigation [g53} i71], some covering multiple widely available
mobile robot platforms [r79]. While these datasets approach a similar research topic, our aim is specif-
ically to provide a dataset for large-scale robotic manipulation. Assembling a large real-world dataset is
time-consuming and expensive, so there has also been significant work on developing simulated environ-
ments and datasets for robotic manipulation (133, 224} and navigation 7z 102]. However, it is
difficult to replicate the complexity of the real world (e.g., objects, environments, lighting, and physics)
in a simulator well enough to thoroughly evaluate the robustness and generalization abilities of robot



Dataset # Traj. #Skills #Env. Lang. PublicData Public Robot Collection

MIME 8.30k 12 I X v v human
RoboTurk 2.10k 2 I X v v human
RoboNet [77] 162k n/a 10 X v v scripted
MT-Opt [o1] 8ook 1 1 X X v scripted & learned
BridgeData 7.20k 4 2 v v v human
BC-Z 26.0k 3 1 v v X human
RT-1 [zo] 3ok 2 3 v X X human
RH20T [g7] 3.0k 41 50 v v v human
0,

RoboSerl] ~ 98sk 6 u  / % v
BridgeData V2. 6o.ik 13 24 v/ v v fg;f:lf;f;

Table 2.1: BridgeData V2 is a large and diverse publicly available robotic manipulation dataset suitable
for a wide variety of learning methods. See Sectionfor definitions of “skill” and “environment.”

learning methods. A real-world dataset provides a research testbed that is truer to downstream robotics
applications.

Most closely related to this project is the original Bridge Dataset [543 103]. While our dataset is quantita-
tively larger, our work also provides a number of qualitative differences (see Table2.1). We include both
demonstration data and autonomously collected data, as well as provide language descriptions. The aim
is to make the dataset useful not only for multi-task imitation learning, but for a variety of learning meth-
ods that might have different assumptions: for example, reinforcement learning methods that require
data with broader coverage and may benefit from noisy suboptimal trajectories [103], methods that re-
quire language descriptions to run language-conditioned imitation learning [84], or methods that use
high-capacity models and require very large datasets before they can perform at their full potential [zo].
To validate this, we specifically select a wide variety of methods in our evaluation to show that our work
provides a single dataset that is compatible with many approaches [26,/68,[56,230]. This is highly nontriv-
ial, as virtually all prior robotic manipulation datasets have been evaluated with only one or a few meth-
ods zo]. Additionally, unlike many prior datasets [2;,[84], our experiments isolate the effect of
data diversity and show that greater diversity improves generalization, corroborating the result from Bro-
han etal. [zo]. Our experiments extend Brohan etal. [zo] by showing that skill diversity improves general-
ization, notjust object diversity. Released earlier this year and collected concurrently with BridgeData V2,
RH20T proposes a dataset with several robots and 13k demonstrations. While RH20T is large and
diverse, we provide a comprehensive analysis of policies trained on BridgeData V2, and show that these
policies can generalize across environments and institutions. Training on a combination of the largest
datasets released so far is an exciting and promising direction for future work.

"We count pick-and-place as one skill since it is typically performed in one motion. We also count motions that are the reverse
of each other (e.g. opening and closing a drawer) as a single skill. In general, the number of skills reported in this table may
not match the number reported in the papers associated with each dataset.



2.3 BridgeData V2

Our goal is to design a dataset that facilitates research in large-scale robotlearning. The dataset should sup-
port generalization to novel tasks, environments, and even institutions. The dataset should also support
flexible task conditioning through either goal images or natural language instructions. In this section, we
discuss how we collected the data as well as its composition.

2.3.1 System setup
Fixed Camera . .
{i‘,‘fﬁl%ﬂgﬁq Figure 2.1: (System setup) A picture of our robot setup show-
WidowX 250 ing the WidowX 250 robot arm and various cameras. For
— " RobotArm . . .
sensing, we use an RGBD camera that is fixed in an over-the-

shoulder view, two RGB cameras with poses that are random-
* ized during data collection, and an RGB camera attached to
the robot’s wrist. The images are saved at a 640x480 resolu-
tion and the control frequency is s Hz. We collect demonstra-
tions by teleoperating the robot with a VR controller. See Ap-

pendix for additional details.

Randomized Cameras

The robot setup (Figure.1) costs approximately $4,000 in total and consists of parts that are all publicly
available with a turnaround time of less than two weeks.

2.3.2 Data collection

We designed our data collection protocol to support learning multi-task, generalizable skills. To support
broad generalization, we collected data for a wide range of tasks in many environments with suitable
variations in objects, camera pose, and workspace positioning. To support the evaluation of multi-task
learning methods, we collected data for many possible tasks simultaneously in each environment. This
ensures that a policy must pay attention to the task specification, rather than inferring the task from its
observations. Notably, this philosophy differs from the original Bridge Dataset, where data was collected
for a specific (smaller) set of predefined tasks.

For example, we might set up a kitchen scene with several food items and utensils as well as a drawer.
Then, the data collector collects demonstrations by performing any feasible task, such as opening the
drawer or putting a utensil in the sink. To speed up data collection, we do not require the positions of the
objects in the environment or the robot to be reset between trajectories. We also do not require the data
collector to label trajectories with task names. Every so trajectories, the collector randomizes the poses of
the cameras, switches out the objects in the scene, and randomizes the position of the workspace relative
to the robot.

Repositioning objects is a widely applicable skill and thus we wanted to learn policies that can pick-and-
place a large number of objects in many environments. During the data collection process, we realized we
could partially automate the collection of pick-and-place data with a heavily randomized scripted policy.
While this policy fails frequently, we can run it autonomously to collect a large amount of pick-and-place
data for a wide range of objects more quickly than teleoperating the robot. Methods that benefit from



Mixed Object & Environment Mixed Object & Cloth
Manipulation (3,119) Manipulation (2,086)

Tabletops

Environment (12,290)

Manipulation (3,343) Cloth Manipulation (2,960)

Block Stacking (2,769)
Granular Sweeping (1,136)

/’\ Other (498)

Other (1,917)

Toy Sinks (3,102)

Object Manipulation
(34,509)

Toy Kitchens
(33,111)

Figure 2.2: (Dataset composition) (L) The various types of tasks in BridgeData V2. The majority of the
data comes from foundational object manipulation tasks, such as pick-and-place, pushing, and sweeping.
Additional data comes from environment manipulation, which includes opening and closing doors and
drawers. The remaining data comes from more complex tasks, such as stacking blocks, folding cloths,
and sweeping granular media. Some segments of the data contain mixtures of these categories. (R) The
24 environments in BridgeData V2, grouped into 4 categories. The majority of the data comes from 7
distinct toy kitchens, which include some combination of sinks, stoves, and microwaves. The remaining
environments come from diverse sources, including various tabletops, standalone toy sinks, a toy laundry
machine, and more.

suboptimal data, such as offline RL, can leverage this autonomous data to learn more robust behaviors.
Note that users are free to exclude the autonomous data from training, but our dataset offers the flexibility
to explore both options.

Since we do not annotate trajectories with task names during data collection, we used a crowdsourcing
platform to label the data post-hoc. Annotators were asked to describe the task being performed by the
robot in each trajectory, with particular emphasis on the final location of any moved objects.

2.3.3 Dataset composition

To effectively describe the composition of our dataset, we will first define “skill” and “task,” two terms
that have had many different meanings in prior work. We use “skill” to denote groups of trajectories that
exhibit similar motions — such as pick-and-place, sweeping, folding, or door opening — but potentially
with different objects or arrangements of objects. We use “task” to denote groups of trajectories that
correspond to a similar language instruction, which in practice typically means that similar motions (e.g.,
pick-and-place) with different objects (e.g., a fork or a bowl) correspond to the same skill, but to different
tasks. This usage of the terms resembles some prior work on language-conditioned robot learning [zo

BridgeData V2 includes 13 skills that range in complexity. A large portion of the data consists of the
foundational skills of pick-and-place, pushing, and reorienting objects, since these skills are applicable
in a wide variety of settings and mastery of these skills may transfer to more complicated behaviors. The
more complex skills include opening and closing doors and drawers, wiping surfaces, folding cloths, stack-
ing blocks, twisting knobs, flipping switches, turning faucets, zipping zippers, and using tools to sweep



pick-and-place reorientation sweeping lever drawer

Figure 2.3: (Skills + Environments)
Examples of skills and environments in
the dataset. BridgeData V2 includes
a wide variety of skills, environments,
and objects to support broad general-
ization.

door cloth pushing stacking » laundry

granular media. To ensure that we can learn generalizable skills, the data includes examples of each these
skills applied to a wide variety of objects and in a wide variety of environments. BridgeData V2 features
24 environments, including kitchens, sinks, and tabletops, as well as more than 100 objects. In total,
BridgeData V2 contains 50,365 expert demonstrations and 9,731 trajectories from a scripted policy. Fig-
ureshows abreakdown of the environments and skills in the demonstration data and Figureshows
some examples. We provide additional statistics in Appendix

2.4 Offline Learning Methods

To demonstrate that BridgeData V2 is compatible with a variety of learning methods with different as-
sumptions, we evaluated several state-of-the-art offline learning methods using the data. We selected both
goal-conditioned methods (in the form of goal images) and language-conditioned methods because our
dataset is designed for open-vocabulary task specification. The observation space for all of the methods is
128x128 RGB images, except for RT-1 which uses 320x256 RGB images. We use only the over-the-shoulder
camera view. The 7D action space of the robot consists of continuous 6D Cartesian end-effector mo-
tion, corresponding to relative changes in pose, as well as a discrete dimension to control the opening
and closing of the gripper. We provide the full implementation details and training data statistics in Ap-

pendix

2.4.1 Goal-conditioned methods

Behavioral cloning with goals (GCBC). As a baseline, we evaluate a standard goal-conditioned behav-
ior cloning method. We use a ResNet-34 to encode the observation and goal. The image encoding is then
passed through several fully connected layers to produce a robot action.

Diffusion behavioral cloning (D-GCBC). Prior work has shown that highly expressive policies can
better model multi-modal action distributions, leading to improved performance on a variety of tasks
(77,36} [68]. We modify our GCBC baseline to represent the policy using a diffusion process and train
with the DDPM objective [73].

Action chunking with transformers (ACT). Previous work has also noted that predicting action se-
quences instead of single actions can benefit imitation learning 36]. ACT instantiates this with
transformers and a conditional VAE training objective, allowing the model to generate multi-modal
action sequences.

Contrastive RL (CRL). Along with imitation learning methods, we also evaluate a goal-conditioned



reinforcement learning method. CRL casts goal-conditioned RL as a representation learning problem,
parameterizing goal-conditioned value functions as log-linear representations analogous to contrastive

learning [56} 53, 232].

2.4.2 Language-conditioned methods

Behavioral cloning with language (LCBC). As a baseline, we evaluate a standard language-conditioned
behavior cloning method [193]. The natural language instruction is first encoded using the MUSE sen-
tence embedding [218]. Then the image observation is encoded using a ResNet-34 with FILM condi-
tioning on the language encoding [153]. The final encoding is then passed into a fully connected policy
network to produce a robot action.

RT-x [z0] is a large transformer model trained via behavior cloning to predictlow-level robot actions. The
inputs are first tokenized using a pre-trained EfficientNet [197] (for images) and a pre-trained language
model (for the language instruction). These tokens are then passed to a decoder-only transformer to
predict discretized robot actions. RT-1is the only method to take a history of observations as input and
uses a higher image resolution than the other methods.

2.5 Experiments

The goal of our experiments is to evaluate the utility of our dataset for testing a variety of multi-task offline
learning methods. Rather than attempting to rigorously analyze different design decisions in the learn-
ing methods, we aim to determine the extent to which our dataset facilitates large-scale robot learning
research. Our experiments are designed to answer the following questions:

1. Can we learn a broad range of tasks with both goal and language-conditioned methods?
2. Can we generalize the skills in the dataset to new objects and environments?
3. Can another institution use the dataset to obtain skills that work in their lab?

4. How does model size, dataset size, and dataset diversity aftect the performance of our learned poli-
cies?

2.5.1  Can we learn a broad range of skills that generalize to new objects and
environments?

We first evaluated the methods in Section [2.4|on tasks that are seen in the training data (see Table [2.2)).
Even though these tasks are seen in training, the methods must still generalize to novel object positions,
distractor objects, and lighting. These tasks test a range of abilities: opening the drawer requires precisely
inserting the gripper into the handle, sweeping the beans involves using a tool and predicting the motion
of granular media, stacking a block requires delicate balancing, grasping the corn cob requires correctly
orienting the wrist joint, and flipping the pot requires coordinating all six degrees of freedom. To ob-
tain success rates for each method, we collected 10 trials for each task, varying the positions of objects
and distractors between trials. Most apparently, RT-1 is significantly better than our LCBC baseline,
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Task GCBC D-GCBC ACT CRL LCBC RT=

Open drawer 0.4 0.6 0.5 0.4 0.5 Lo
Sweep beans into pile with bar 0.9 0.9 0.9 0.7 0.4 0.6
Fold thin blue cloth over object 0.4 0.7 0.7 0.5 0.5 0.9
Stack green block on yellow block 0.4 0.2 03 0.6 0.0 0.0
Put corn in pot 0.9 0.8 0.8 0.8 0.0 0.0
Put carrot on plate 0.7 0.4 0.1 0.0 0.0 0.8
Flip pot upright 0.1 0.1 0.0 0.4 0.4 0.4
Put eggplant in pot o.I 0.2 0.0 0.0 0.0 0.2
Average 0.49 0.49 0.41 0.42 0.23 0.49

Table 2.2: (Evaluation on seen tasks) Overall, the goal-conditioned methods were comparable. How-
ever, RT-1 outperformed LCBC. Success rates are averaged over 10 trials.

likely due to a combination of design decisions such as larger images, action discretization, and obser-
vation histories. The goal-conditioned methods are comparable to each other in success rate. We also
noticed qualitative differences in the robotic behaviors each method produced. For instance, D-GCBC,
ACT, and RT-1 exhibit more pauses, because their expressive policy distributions can accurately model
pauses in the demonstration data. However, since D-GCBC lacks observation histories like RT-1 or ac-

tion chunking like ACT, it sometimes produces jerky behaviors indicating oscillation between modes in
the action distribution. These behaviors are best observed in the video on ourwebsitel

Next, we evaluated the methods on tasks that require generalizing skills in the data to novel objects and
environments (see Table . For instance, in the rice sweeping task, both the rice and brush are unseen.
In the cloth folding task, the cloth is a different color and thicker than the cloths in the training data. In
the task of putting a marker into a bowl, the entire environment is unseen, including the objects. The
large and diverse training set enabled a considerable degree of generalization, with most methods attaining
non-zero success on most tasks. However, the language-conditioned methods particularly struggled on
tasks involving unseen objects since these object names are not grounded in the dataset. Once again, RT-1

greatly outperformed the LCBC baseline.

2.5.2 Can another institution use the dataset?

To demonstrate that the dataset is useful for other researchers, we had another institution set up the
robot and evaluate the same methods in their lab. The tasks and environments in this evaluation matched
tasks seen in the training data; however, there were differences in robot setup, camera placement, lighting
conditions, and object instances that led to a significant domain shift. We evaluated 3 tasks in our lab
(Lab 1) and at the other institution (Lab 2) with all the methods. As seen in Table|2.4} performance was
somewhat worse in Lab 2, but all methods attained non-zero success. RT-1 especially showed only a small
degradation in performance. The performance of goal-conditioned methods degraded more, though
we note that the “flip the pot upright” task is particularly difficult for a goal-conditioned method since
the orientation of the pot is difficult to distinguish. Additionally, the “put eggplant in pot” is a very
challenging task in both labs since the eggplant easily slips out of the gripper. Note that these evaluations
were performed zero-shot, without any new data collected in Lab 2, and we expect fine-tuning on a small
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Task GCBC D-GCBC ACT CRL LCBC RT=

Sweep rice into pile with brush* 0.6 0.0 0.3 0.3 0.0 o.1
Fold thick gray cloth over object® 0.3 0.6 0.7 0.0 0.0 0.4
Put marker in bowlf 0.6 0.6 0.2 0.7 0.0 0.0
Wipe the table with the cloth? 0.6 0.5 0.4 0.6 0.4 0.9
Put the mushroom in the poti 0.7 0.9 o.I 0.7 o.I 0.6
Put the spoon on the clothf 0.8 0.7 0.0 0.8 0.0 1.0
Average 0.60 0.55 0.28 0.52 0.08 0.50

* Unseen objects, seen environment t Unseen objects, unseen environment t Seen objects, unseen environment

Table 2.3: (Evaluation on unseen tasks) Either the objects, environment, or both objects and environ-
ment were unseen. We found that both language and goal conditioned methods exhibit non-zero success,
demonstrating that BridgeData V2 supports broad generalization. Success rates are averaged over 10 tri-
als.

Lab1— Lab2
Task GCBC D-GCBC ACT CRL LCBC RTa
Put carrot on plate 0.703 0.4= 0.0 0.1~ 0.0 0.0~ 0.3 0.0~ 0.0 0.8 0.4
Flip pot upright 0.1™ 0.0 0.170.2 0.0 0.3 0.4 0.2 0.4 = 0.1 0.4~ 0.6
Puteggplantinpot o1~ o.x 02702 0.0 > 0.0 0.0~ 0.1 0.0 0.0 02702
Average 030 0.3 0.230.03 0.030.J0 0.30.20 0.130.03 0.47 ~ 0.40

Table 2.4: (Cross-institution evaluation) We find that both goal-conditioned and language-
conditioned methods achieve non-zero success at a new institution (Lab 2), demonstrating that our
dataset is useful for other researchers. Success rates are averaged over 10 trials.

amount of data in a new lab to significantly improve performance, as discussed in prior work [54].

2.5.3 How does varying the size of the model and the size and diversity of the
dataset affect performance?

Lastly, we analyzed how the performance of our goal-conditioned BC method varies with model size and
dataset size and diversity (see Figure|2.4). First, we tested GCBC with different sizes of image encoders
on the task of moving a spoon. We found that higher capacity models perform strictly better at this
task. Qualitatively, the smaller models often failed to correctly rotate the gripper to pick up the spoon
when it was positioned horizontally. Next, we evaluated GCBC trained on datasets of different size. To
create smaller datasets, we randomly subsampled the data stratified by task, preserving diversity while
decreasing the number of trajectories. We found that as dataset size increases, performance improves for
both a seen and unseen task. To test how skill diversity affects performance, we trained GCBC on two
datasets: one dataset with only 3 skills (pick-and-place, pushing, and wiping) and another dataset with
all 13 skills. We kept the size of these datasets approximately the same (28k vs 27k trajectories). We found
that performance on an unseen pick-and place task was significantly improved by training on data with
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Figure 2.4: (Scaling analysis) (L) Performance of goal-conditioned behavior cloning trained on
BridgeData V2 improves with higher capacity models and larger training sets, suggesting that our dataset
provides an effective foundation for studying scalable policy learning. (R) We compared the performance
of GCBC trained on a dataset with only 3 skills and a dataset with all 13 skills, keeping the size of the
datasets approximately the same. On an unseen task, the policy trained with greater skill diversity per-
formed significantly better, indicating positive transfer between skills. We used 20 trials per policy in this
experiment.

greater skill diversity. This result indicates that data from other skills can improve the robustness of the
pick-and-place skill. Brohan et al. [zo] also isolate data diversity and find that greater diversity improves
generalization, however they study diversity in objects. We analyze skill diversity and arrive at a similar
conclusion. Taken together, the results in this section indicate that scaling the dataset and model capacity
turther is a promising path toward greater capabilities.

2.6 Discussion

We presented BridgeData V2, a dataset with 60,096 trajectories of robotic manipulation behaviors de-
signed to enable research on scalable robot learning methods. Our dataset covers a wide range of tasks
and environments and supports methods with various assumptions, including goal and language condi-
tioned imitation learning and reinforcement learning. BridgeData V2 was collected with a low-cost and
widely available robot arm, making it suitable for accessible research on robot learning. Our evaluation
also demonstrates that a wide range of learning algorithms can use BridgeData V2 to produces policies
that generalize across tasks, environments, and institutions. We believe this is a strong validation of the
utility of our dataset, as many previously proposed datasets have only been evaluated with one or a small
number of methods, and typically at a single institution.

Our dataset does have a number of limitations. While we provide a variety of behaviors, including ma-
nipulation of deformable objects, tools, and furniture, the tasks are generally low-precision and do not
require complex manipulation of forces. This is reasonable for studying generalization but does not cover
the challenges that might occur with more forceful manipulation or more dynamic tasks, such as throw-
ing, moving heavy objects, or low-tolerance industrial insertion. Pushing the frontier on more precise,
dexterous, and dynamic tasks is an exciting avenue for future data collection efforts. Additionally, our
dataset was collected entirely at a single institution, and although we demonstrate that by utilizing a va-
riety of environments our data enables robots to perform tasks in other labs, an even broader coverage of
environments would be a desirable property in future datasets. Finally, although we deliberately chose an
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accessible and low-cost robot arm, it may be difficult for other researchers to standardize around the same
robot. Therefore, a particularly exciting direction for future data collection work would be to assemble
multi-robot datasets that enable some degree of generalization across robot morphology. Nonetheless,
we hope that our dataset will serve as an important stepping stone toward making scalable robot learning
research practical, accessible, and effective.
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Chapter 3

Designing a Generalist Robot Policy

3.1 Motivation

The common approach for robotic learning is to train policies on datasets collected for the specific robot
and task athand. Learning from scratch in this way requires significant data collection effort for each task,
and the resulting policies usually exhibit only narrow generalization. In principle, collected experience
from other robots and tasks offers a possible solution, exposing models to a diverse set of robotic control
problems that may improve generalization and performance on downstream tasks. However, even as
general-purpose models become ubiquitous in natural language [149},203] and computer vision [168}ro1],
it has proven challenging to build the analogous “general-purpose robot model” that can control many
robots for many tasks. Training a unified control policy in robotics presents unique challenges, requiring
handling different robot embodiments, sensor setups, action spaces, task specifications, environments,
and compute budgets.

Towards this direction, several works have proposed robotic foundation models that directly map robot
observations to actions and provide zero-shot or few-shot generalization to new domains and robots. We
broadly refer to these models as “generalist robot policies” (GRPs), emphasizing their ability to perform
low-level visuomotor control across tasks, environments, and robotic systems 19} [5O} [239) 20, 181,
Z, 209} o@]. For example, the GNM model [180] generalizes across different robotic navigation
scenarios, the RoboCat model [r9] handles different robot embodiments for goal-conditioned tasks, and
the RT-X model performs language-conditioned manipulation across five robot embodiments. Al-
though these models represent significant steps toward a true “general-purpose robot model,” they have
been limited in multiple important aspects: they typically constrain downstream users to a pre-defined
and often restrictive set of input observations, e.g., a single camera stream; they lack support for effective
finetuning to new domains; and importantly, the largest of these models are not available to the general

public.

We design a system for pretraining generalist robot policies more suitable for the diversity of interfaces in
downstream robotic applications. The core of our modelis a transformer architecture that maps arbitrary
input tokens (created from observations and tasks) to output tokens (then decoded into actions), which
can be trained on a diverse dataset of robots and tasks. With no additional training, this policy can accept
different camera configurations (e.g., workspace or wrist cameras), can control different robots, and can
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be guided via either language commands or goal images — all by simply changing which tokens are fed
into the model. Most importantly, the model can be adapted to new robot setups with new sensory
inputs, action spaces, or morphologies by adding appropriate adapters and finetuning with a small target
domain dataset and an accessible compute budget.

Our primary contribution is Octo, a transformer-based policy pretrained on the largest robot manipula-
tion dataset to date: 8ook robot demonstrations from the Open X-Embodiment dataset [148]]. Octo s the
first GRP that can be effectively finetuned to new observations and action spaces and the first generalist
robot manipulation policy that is fully open-source, including the training pipeline, model checkpoints,
and data. Finally, while the individual components that comprise Octo — a transformer backbone, sup-
port for both language and goal image specification, and a diffusion head to model expressive action
distributions — have been discussed in prior work, the particular combination of these components into
a powerful generalist robot policy is unique and novel.

We demonstrate through extensive experiments on 9 robots across 4 institutions that our combined sys-
tem leads to state-of-the-art performance for out-of-the-box multi-robot control for single and dual-arm
manipulation tasks and that Octo can be used as an effective initialization for finetuning to unseen setups
with new observation and action spaces. In the process, we carefully study the effect of different design
decisions when pretraining GRPs; we evaluate how the choice of data distribution, model architecture,
and policy formulation affects the quality of the pretrained GRP. Our evaluation highlights the utility of
scale and flexibility: our best models are those trained on the widest data mixtures, with the least restric-
tive inductive biases, and with policy objectives that can fit the diversity of behaviors in the pretraining
data.

We release all resources required to train, use, reproduce, and finetune an Octo model. We provide pre-
trained Octo model checkpoints with 27M and 93M parameters that, out of the box, support multiple
RGB camera inputs as well as both language and goal image task specification. We also provide scripts
for finetuning these models on new domains, as well as our complete pretraining pipeline, including op-
timized data loaders, transformer implementations for multimodal inputs, and tools to monitor training
progress.

3.2 Related Work

Many works train policies using a large dataset of trajectories collected from a robot, from early efforts
using autonomous data collection for scaling policy training (139} 114, [89} 43} to more recent
efforts that explore the combination of modern transformer-based policies with large demonstration
datasets [zo, 87} 230} 194]. These works primarily focus on a single embodiment, while Octo
trains policies on robot datasets assembled across multiple embodiments, increasing the effective size of
the training dataset and allowing finetuning to a range of robot setups.

More recently, papers have focused on broadening the generalization abilities of robot policies. Multiple
works leverage diverse non-robot data or pretrained vision-language foundation models to boost policy

generalization to new scenes and tasks [194} 239} 225} 33 [795 224 187} [7 6, 164 1775 (134 5 107 335 501 - More closely

related to Octo are recent works that train robot policies across data from multiple robot embodiments:
the GNM model [181,180] generalizes across robot navigation setups while RoboCat [19] and RT-X [148]

control multiple single-arm manipulation robots. While these models deliver impressive policy learning
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results, a key issue is their lack of flexibility: they typically require users to stick to the sensory inputs
and action space used during pretraining and do not support adaptation to new observation and action
spaces. Furthermore, the largest models are not publicly accessible. Octo differs from these works in
multiple aspects: it is trained on a larger and more diverse robot data mix, it supports a wider range of
downstream applications via efficient finetuning to new robot setups, and it is fully open source and
reproducible.

Octo’s design is inspired by several recent advances in robot imitation learning and scalable transformer
training, including the use of denoising diffusion objectives [73] for action decoding [37} (67} 191], the pre-
diction of “action chunks”, i.e., sequences of future actions [230} 37} 63], and model layouts and learning
rate schedules inspired by the literature on scalable vision transformer training [#9,zz7]. Our work is the
first to leverage these approaches in the context of learning cross-embodied generalist policies and we find
that they can lead to substantial performance improvements. In our evaluation, we present ablations to
assess the importance of these components, alongside a more comprehensive list of what we found to be
(un)important in Appendix[8.2.s} we hope our findings are useful for future research on generalist policy
learning.

A key ingredient for training generalist robot policies is robot training data. In contrast to vision and
language data that can be scraped from the web, obtaining robot data at scale is challenging and often
involves significant investments in hardware and human labor. There are multiple large robot navigation
and autonomous driving datasets 223, 206]]. In recent years, there have also been
multiple efforts for building robot manipulation datasets of increasing scale and diversity, either collected
via scripted and autonomous policies [43}[89} 92 24} 159, 66] or human teleoperation [131, 134} 543 207}
20} 57} I} ir78]]. Octo is trained on the Open X-Embodiment dataset [148]], a recent effort that
pooled many of these aforementioned robot datasets. The Open-X dataset contains approximately 1.sM
robot episodes, of which we curate 8ook for Octo training. We note that the RT-X model used a
more restricted subset of 350K episodes, so to the best of our knowledge, Octo is trained on the largest
robotics manipulation demonstration dataset to date.

3.3 The Octo Model

In this section, we describe the Octo model, our open-source generalist robot policy that can be adapted
to new robots and tasks — including new sensory inputs and action spaces — via finetuning. We discuss
the key design decisions, training objectives, training dataset, and infrastructure. The design of the Octo
model emphasizes flexibility and scale: it supports a variety of commonly used robots, sensor configura-
tions, and actions while providing a generic and scalable recipe that can be trained on large amounts of
data. It also supports natural language instructions, goal images, observation histories, and multi-modal,
chunked action prediction via diffusion decoding [37]. Furthermore, we designed Octo specifically to
enable efficient finetuning to new robot setups, including robots with different action spaces and difter-
ent combinations of cameras and proprioceptive information. This design was selected to make Octo
a flexible and broadly applicable generalist robot policy that can be utilized for a variety of downstream
robotics applications and research projects.
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Figure 3.1: Model architecture. Left: Octo tokenizes task descriptions (green) and input observations
(blue) using a pretrained language model and a lightweight CNN, respectively. Top: The transformer
backbone processes the sequence of task and observation tokens and produces readout tokens (purple)
that get passed to output heads to produce actions. Bottom: The block-wise attention structure of the
transformer allows us to add or remove inputs and outputs during finetuning: for example, we can add
new observations (blue, dashed) or action spaces (purple, dashed) without modifying any pretrained pa-
rameters.
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3.3.1 Architecture

At its core, Octo is a transformer-based policy 7. It consists of three key parts: input tokenizers that
transform language instructions ¢, goals g, and observation sequences 01, . . . , 0 into tokens [Tl, T, To]
(fig.[3.1, left); a transformer backbone that processes the tokens and produces embeddings ¢;, €4, €, =
T(T1, Ty, To) (fig.3.1, top); and readout heads R(e) that produce the desired outputs, i.e., actions a.

Task and observation tokenizers We convert task definitions (e.g., language instructions ¢ and goal
images ¢) and observations o (e.g., wrist and third-person camera streams) into a common “tokenized”

format using modality-specific tokenizers (see fig. 3.1, left):

* Language inputs are tokenized, then passed through a pretrained transformer that produces a
sequence of language embedding tokens. We use the t5-base (11M) model [163]].

* Image observations and goals are passed through a shallow convolution stack, then split into a
sequence of flattened patches [79].

We assemble the input sequence of the transformer by adding learnable position embeddings p to task
and observation tokens and then arranging them sequentially [TT, Ton:Tozs--- } .

Transformer backbone and readout heads Once the inputs have been cast to a unified token se-
quence, they are processed by a transformer (see fig. 3.1, top). This is similar to prior works that train
transformer-based policies on sequences of observations and actions [z13, 162]. The attention pattern of
the Octo transformer is block-wise masked: observation tokens can only attend causally to tokens from
the same or earlier time steps 7,0+ as well as task tokens 77 (green). Tokens corresponding to non-
existing observations are fully masked out (e.g., a dataset without language instructions). This modular
design enables us to add and remove observations or tasks during finetuning (see below). In addition to
these input token blocks, we insert learned readout tokens ‘T g (purple). A readout token at T 4 at-
tends to observation and task tokens before it in the sequence, but is not attended to by a7y observation
or task token — hence, they can only passively read and process internal embeddings without influencing
them. Readout tokens act similarly to the [CLS] token in BERT, serving as a compact vector embedding
of the observation sequence thus far. A lightweight “action head” that implements the diffusion pro-
cess is applied to the embeddings for the readout tokens. This action head predicts a “chunk” of several
consecutive actions, similar to prior work [z30} 57].

Our design allows us to flexibly add new task and observation inputs or action output heads to the model
during downstream finetuning. When adding new tasks, observations, or loss functions downstream, we
can wholly retain the pretrained weights for the transformer, only adding new positional embeddings, a
new lightweight encoder, or the parameters of the new head as necessitated by the change in specification
(see fig. 3.1, bottom). This is in contrast to prior architectures [0} 181], where adding or removing an im-
age input or changing the task specification would require re-initializing or re-training large components
of the pre-trained model.

This flexibility is crucial to make Octo a truly “generalist” model: since we cannot cover all possible robot
sensor and action configurations during pretraining, being able to adapt Octo’s inputs and outputs dur-
ing finetuning makes it a versatile tool for the robotics community. Prior model designs that use standard
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Figure 3.2: Training dataset composition. We curate a subset of 25 datasets from the Open X-
Embodiment dataset that have image observations, end-effector actions, and show diverse behaviors.
The pie chart visualizes the fractions that each dataset contributes to every training batch on average.
The dataset weights are determined by the number of samples in each dataset with small modifications

to balance dataset size and diversity (see section 3.3.2]for details).

Bridge

transformer backbones or fuse visual encoders with MLP output heads lock in the type and order of in-
puts expected by the model. In contrast, switching the observation or task for Octo does not require
re-initializing most of the model.

3.3.2 Training data

We train Octo on a mixture of 25 datasets from the Open X-Embodiment Dataset [148], a diverse collec-
tion of robot learning datasets. Our training mixture includes demonstration data of a variety of tasks
from several robot embodiments and scenes. These datasets are heterogeneous not just in terms of the
robot type, but also in the sensors (e.g., including or not including wrist cameras) and labels (e.g., includ-
ing or not including language instructions). See fig.[3.2/and Appendix for the detailed mixture. To
create our training mixture [, we curate the data by first removing all Open-X datasets that contain no
image streams, as well as those that do not use delta end-effector control. We also remove datasets that
are too repetitive, have a low image resolution, or consist of excessively niche tasks. For the remaining
datasets, we roughly categorize them into “more diverse” and “less diverse” datasets based on the tasks
and environments, and then double the weight of the more diverse datasets during training. We also
down-weight a few datasets with many repetitive episodes to avoid dominating the mixture. Finally, we
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zero-pad any missing camera channels and align the gripper action spaces between the datasets such that
a gripper command of +1 means “the gripper is open” and o means “the gripper is closed.” While we
found the resulting training mixture to work well, future work should perform a more thorough analysis
of data mixture quality for pretraining general robot policies.

3.3.3 Training objective

We use a conditional diffusion decoding head to predict continuous, multi-modal action distributions [73)
37]. Importantly, only one forward pass of the transformer backbone is performed per action prediction,
after which the multi-step denoising process is carried out entirely within the small diffusion head. We
found this policy parameterization to outperform policies trained with MSE action heads or discretized
action distributions [zo] in both zero-shot and finetuning evaluations. To generate an action, we sample
a Gaussian noise vector £ ~ N (0, 1 ) and apply K steps of denoising with a learned denoising network
€9(2", e, k) thatis conditioned on the output z* of the previous denoising step, the step index k, and the
output embedding e of the transformer action readout:

" = a2’ — yeg(2F, e, k) + N(0,0°1)). (3.1)

The hyperparameters o, v, and o correspond to the noise schedule: we use the standard cosine schedule
from [r35]. We train the diffusion head using the standard DDPM objective first proposed in [73], where
we add Gaussian noise to the dataset actions and train the denoising network €5 (¥, €, k) to reconstruct
the original action. For a detailed explanation of diffusion policy training, see Chi et al. [37]. We list all

hyperparameters in Appendix

We use the same diffusion training objective during finetuning and update the full model, a recipe which
outperformed those that freeze subsets of the pretrained parameters. In all finetuning experiments, we
employ the same recipe: given a small target domain dataset with around 100 trajectories, we finetune for
sok steps using a cosine decay learning rate decay with linear warmup.

3.3.4 Training Details

We trained two variants of our model: Octo-Small with a transformer backbone that mirrors the size of
a ViT-§, and Octo-Base with a transformer backbone that mirrors the size of a ViT-B [49].

We use the AdamW optimizer [rz3] with an inverse square root decay learning rate schedule [zz7] with
weight decay of o.1 and gradient clipping of 1.0. The ViT-B was trained for 300k steps with a batch size
of 2048 using a TPU v4-128 pod, which took 14 hours. A finetuning run of the same model on a single
NVIDIA Asooo GPU with 24GB of VR AM takes approximately s hours and can be sped up with multi-
GPU training.

We train using 2 frames of observation history; in our preliminary experiments, we found significantly
diminishing gains beyond the first additional frame. We use hindsight goal relabeling [3], which selects
a state uniformly from the future in the trajectory to assign as the goal image, similar to prior work
o7, 181, 139]. We apply common image data augmentations during training, and randomly
zero out the language instruction or goal image per training example to enable Octo to be conditioned
on either language instructions o7 goal images. For datasets without language annotations, we always
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use goal image conditioning. This enables our model to learn control mostly from self-supervised visual
observations and reduces the burden on language annotation, similar to prior work on multi-context im-

itation learning [126,[138} 137 139] . For more details on the choice of hyperparameters, see Appendix[8.2.4|

3.3.5 Model Checkpoints & Code

We open-source all resources required to train, finetune and run our model (seeht tps: //octo-models|.
github.iol:

* Pretrained Octo checkpoints for Octo-Small (27M params) and Octo-Base (93M params).

* Finetuning scripts for Octo models, in JAX.

* Model pretraining pipeline for Octo pretraining on the Open X-Embodiment dataset, in JAX.

* Standalone data loaders for Open X-Embodiment data, compatible with JAX and PyTorch.
We provide a simple example for loading and running a pretrained Octo model in Appendix|8.2.2]

3.4 Experiments

Our experiments provide an empirical analysis of Octo, evaluating its ability to serve as a general robotic
foundation model across several axes:

1. Can Octo control multiple robot embodiments and solve language and goal tasks out of the box?

2. Do Octo weights serve as a good initialization for data-efficient finetuning to new tasks and robots,
and does it improve over training from scratch and commonly used pretrained representations?

3. Which design decisions in Octo matter most for building generalist robot policies?

Evaluation setups We evaluate Octo’s capabilities across a representative spectrum of 9 robot learn-
ing setups at 4 institutions (see fig.3.3). We test Octo’s ability to control different robots out-of-the-box
(“zero-shot”) for language and goal image tasks using robot setups that match the pretraining data, where
all robots are controlled with delta end-effector control actions and the observation spaces are RGB im-
ages. We also evaluate Octo for data-efficient finetuning to new environments and tasks, including with
new observations (force-torque inputs in “Berkeley Insertion”), new action spaces (joint position con-
trol in “Berkeley Pick-Up”) and new robot embodiments (“Berkeley Coke” and “Berkeley Bimanual”).
Each of the finetuning setups uses ~ 100 in-domain demonstrations and finetunes in < 5 hours on a
NVIDIA Asooo GPU, using the same hyperparameters across all setups (see Appendix[8.2.4)). Our eval-
uation tasks test Octo’s ability to interact with diverse objects (e.g., “WidowX BridgeV2"), solve long-
horizon tasks (e.g., “Stanford Coffee”) and perform precise manipulation (e.g., “Berkeley Insertion”).
For more details on each evaluation setup, see Appendix8.2.6}

Comparisons We compare Octo’s ability to control multiple robots out-of-the-box to the best openly
available generalist robot policy, RT-1-X [148], using the released checkpoint. Similar to Octo, RT-1-X
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Figure 3.3: Evaluation Tasks. We evaluate Octo on 9 real robot setups across 4 institutions. Our evalua-
tions capture diverse object interactions (e.g., “WidowX BridgeV2"), long task horizons (e.g., “Stanford
Coftee”) and precise manipulation (e.g., “Berkeley Peg Insertion”). We evaluate Octo’s capabilities to
control robots in environments from the pretraining data out-of-the-box and to efficiently finetune to
new tasks and environments with small target domain datasets. We also test finetuning with new observa-
tions (force-torque inputs for “Berkeley Peg Insertion”), action spaces (joint position control in “Berkeley
Pick-Up” and “Berkeley Bimanual”) and new robot embodiments (e.g., “Berkeley Bimanual” and “Berke-

ley Coke”).

is pretrained on the Open X-Embodiment robot dataset and aims to control multiple robots zero-shot,
thus providing a natural point of comparison. We also compare the zero-shot capabilities of Octo to
RT-2-X, a 55 billion parameter vision-language model finetuned on the Open X-Embodiment dataset to
produce robot actions. The RT-1-X and RT-2-X models are trained on a more restricted subset of
350K episodes (compared to 8ook episodes for Octo). We further compare Octo’s performance as a policy
initialization for data efficient finetuning to two common approaches: (1) training on the target domain
demonstrations from scratch and (2) using pretrained visual representations. While a number of prior
works have proposed other pretraining schemes for imitation finetuning [§4} 52, 57, to our knowledge
no prior method provides a pretrained policy that has been demonstrated to finetune successfully to zew
observation and action spaces. However, pretrained visual representations such as VC-1 [128] have been
used in this way, and therefore we use these methods as another point of comparison.

For finetuning, we found that training our large transformer architecture from scratch overfit quickly
on the small datasets. Instead, we obtained better from-scratch results using a canonical policy archi-
tecture employed by many prior works: a ResNet visual encoder with FiILM language condition-
ing, combined with a small transformer action decoder trained with a diffusion objective, similar to
[20} 230} 37, 1z7]. Our instantiation of this architecture has 28 M parameters (similar to RT-1 [zo]). We
adopt this as our from-scratch baseline (“ResNet+Transformer Scratch”). We also compare to a pre-
trained visual representation following the procedure of Majumdar et al. [rzg]. A ViT-B visual encoder is
initialized to the VC-1 weights [129], a state-of-the-art visual representation pretrained on 4,000 hours of
ego-centric videos and ImageNet, and combined with an MLP action decoder. The full model is trained
to predict expert actions using an MSE loss (“VC-1”).

3.4.1 Octo Controls Multiple Robots Out-of-the-Box

*For the WidowX, since RT-2-X is not openly available, we report the RT-2-X numbers from [r3] (dashed bar) and use the same
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Figure 3.4: Zero-Shot Evaluation. Out-of-the-box, Octo can control multiple robots in environments
from the pretraining data. When using natural language to specify tasks, Octo outperforms RT-1-X [148]],
the current best openly available generalist robot policy across three different robot embodiments and
setups. Octo also performs similarly to RT-2-X [239] on the tested WidowX and RT-1 Robot tasks

We compare the zero-shot manipulation capabilities of Octo, RT-1-X, and RT-2-X in fig. We evalu-
ated on several tasks selected from the pre-training dataset including picking and placing, wiping a table
with a cloth, and opening and closing drawers. For each robot, we selected two language tasks from the
corresponding OXE dataset and performed 10 trials per task with varying initial conditions (details in
Appendix . The chosen tasks are “in-distribution” from the pre-training data, but the evaluation
requires methods to generalize to new object positions, lighting conditions, backgrounds, and distrac-
tor objects. While all methods acted reasonably across tasks in the pretraining environments, we found
that on average Octo had a 29% higher success rate than RT-1-X (35sM parameters). For the WidowX and
RT-1 Robot evaluations, we also compared to RT-2-X (s billion parameters) [z39] and found that Octo
performed similarly.

Additionally, while RT-1-X and RT-2-X only support conditioning on language instructions, Octo also
supports conditioning on goal images. We evaluated our model on the WidowX tasks using goal image
conditioning and found that it achieved a 25% higher success rate than when evaluated with language
conditioning. This is likely because goal images provide more information about how to achieve the task.
In the BridgeV2 domain, we performed a fine-grained analysis of the zero-shot capabilities in table
measuring performance on setups seen in the dataset, and for novel environments, scenes, and skills.
While the Octo model achieves high success on novel objects, zero-shot performance slightly degrades in
a new scene, and high degradation for novel behaviors like flipping or precise insertion.

3.4.2 Octo Enables Data-Efficient Learning in New Domains

We report data-efficient finetuning results to new domains in table 3.1, We find that finetuning Octo
leads to better policies than starting from scratch or with the pretrained VC-1 weights. On average across
the six evaluation setups (detailed in Appendix[.2.6), Octo outperforms the next best baseline by 52%.
Importantly, we use the same recipe and hyperparameters for fine-tuning Octo on all evaluation tasks (see

section [3.3.3), making this a good default configuration.

tasks for the Octo and RT-1-X evaluations. For the RT-1 Robot, the authors of RT-2-X kindly performed the evaluations for
us.

24



Berkeley Insertion®  Stanford Coffee  CMU Baking  Berkeley Pick—UpT Berkeley Coke  Berkeley Bimanual Average

ResNet+Transformer Scratch 10% 45% 25% 0% 20% 20% 20%
VC- [rzg] 5% 0% 30% 0% 10% 50% 15%
Octo (Ours) 70% 75% 50% 60% 100% 80% 72%

Table 3.1: Finetuning Evaluation. Octo enables data-efficient finetuning to new domains and out-
performs training from scratch as well as state-of-the-art pretrained visual representations. Each domain
uses ~ 100 target demonstrations and the same finetuning hyperparameters. In each domain, success
rates are averaged over 20 trials. *: New observation input (force-torque proprioception). 1: New action
space (joint position control).

Aggregate Performance

Octo-Small (Ours) 83%
; RT-X dataset mix 60%
R Single robot dataset (Bridge Data) 43%
; Discretized Action Prediction 18%
§ Continuous Action Prediction (MSE) 35%
§ Resnet-so + Transformer[i48] 70%
<

Table 3.2: Model Ablations. We achieve best performance when using the ViT architecture, diffusion ac-
tion head, and wide training data mixture. All evaluations are performed on the WidowX setup. Success
rates are averaged over 4o trials across two language-conditioned tasks and two goal-conditioned tasks.

The results also underline Octo’s ability to accommodate new observations (force-torque inputs for
“Berkeley Insertion”), action spaces (joint position control for “Berkeley Pick-Up”) and new robot em-
bodiments (“Berkeley Coke” and “Berkeley Bimanual”). This makes Octo applicable to a wide range of
single and dual arm robotic manipulation problems that go beyond a single camera input and end-effector
position control.

3.4.3 Design Decisions for Generalist Robot Policy Training

We have demonstrated the effectiveness of Octo as a zero-shot multi-robot controller and as an initializa-
tion for policy finetuning. We next analyze the effects of difterent design decisions on the performance
of the Octo policy. Concretely, we focus on the following aspects: (1) model architecture, (2) training
data, (3) training objective, and (4) model scale. Unless noted otherwise, we perform all ablations on the
Octo-Small model due to our compute budget.

Model architecture Prior transformer-based policy designs typically encode input images with large
ResNet-style [[69] encoders and fuse the resulting image features with a comparatively small transformer [zo}
181, i8s]. Instead, we opt for a “transformer-first” architecture that uses very shallow
CNN patch encoders and concentrates most of the parameters and FLOPS in the transformer backbone,
similar to canonical vision transformer architectures [9]. In Table[3.2)we show that this scalable architec-
ture leads to substantially improved performance when training on the full Open X-Embodiment data
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mix. Importantly, we found ResNet-based architectures to perform better than ViTs when training on
small datasets, e.g., in our “from scratch” comparisons, underlining that large transformer policies are
uniquely suited for scalable training on diverse datasets.

Training data Octo is trained on the most diverse cross-embodied robot dataset to date, a mix of
25 datasets that we manually curated from the Open X-Embodiment dataset (see section[3.3.2). We
ablate the impact of this training mix by comparing to Octo models trained on a smaller mix of 11 datasets
used in training the RT-X models and a baseline trained only on data from the target robot do-
main. In Tablewe show that the performance of Octo increases as we increase the number of training

datasets. This suggests that expanding the data mix to even more datasets may further improve policy per-
formance. We will leave this for future work, along with a more thorough investigation of best practices
for data curation.

Training objective We compare Octo’s diffusion decoding training objective (see section to
common alternatives from prior work: simple MSE loss [r7, 1] and cross-entropy loss on discretized
actions [zo}z39]. In Table[s.2) we find that Octo’s diffusion training objective leads to substantially im-
proved performance. This improvement is likely because the diffusion head can model multi-modal ac-
tion distributions (unlike the MSE head) while retaining the precision of continuous actions (unlike the
discrete head). Qualitatively, the policy acts more decisively than MSE-trained policies, and more pre-
cisely than those trained with discretized actions.

Model scale We compare Octo models of three different sizes following the ladder of common vision
transformer models [2z7]: Octo-Tiny (1oM), Octo-Small (27M), and Octo-Base (93M). In Figure3.s|we
show that the zero-shot performance of the policy scales with increasing model size. We find that the Base
model is more robust to initial scene configuration than the Small model, and is less prone to early grasp
attempts, indicating the larger model has better visual scene perception.

3.5 Discussion

We introduced Octo, alarge transformer-based policy pretrained on the largest robot manipulation dataset
to date, 8ook robot trajectories. We demonstrated that Octo can solve a variety of tasks out-of-the-box
and showed how Octo’s compositional design enables finetuning to new inputs and action spaces, mak-
ing Octo a versatile initialization for a wide range of robotic control problems. Apart from the model
itself, we have released our full training and finetuning code, alongside tools that make it easier to train
on large robot datasets.

While Octo achieves strong performance in both zero-shot and finetuning evaluations, we find that the
current model still has several short-comings, which we attribute in large parts to characteristics of the
training data. First, we found that the current Octo model struggles with adequately processing wrist
camera information. Often finetuning results were stronger when using only a third person camera in-
stead of combining third person and wrist camera. Additionally, we notice a large difference between
language-conditioned policy performance and goal-conditioned policy performance. In both cases, alack
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Figure 3.5: Model Scaling. The performance of Octo improves with larger model sizes on both URs and
WidowX tasks. Success rates are averaged over 10 trials on one language-conditioned task per robot.

of the respective modalities in the training data is the likely reason: only 27% of the data contains wrist
camera information and only 56% of the pretraining data contains language annotations.

Expanding the data used to train Octo is a natural avenue of improvement. Since the Open X-Embodiment
datasetis comprised of optimal robot demonstrations, the current model trains via imitation; future work
may consider learning from sub-optimal or online interaction data that require alternative objectives.
Further, while we trained and evaluated Octo exclusively on single and dual-arm manipulators; expand-
ing to a wider set of robots that perform navigation or mobile manipulation would be an direction of

high opportunity.

While Octo represents a step towards building generalist robot policies that work out-of-the-box on di-
verse robot setups, there remains work to improve the model, including better language conditioning,
improved support for wrist cameras, and incorporating data beyond optimal demonstrations. We hope
that Octo offers a simple launchpad for researchers and practitioners to access larger robotic datasets and
leverage pretrained robotics models for efficient learning of new tasks and broad generalization.
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Chapter 4

Controlling Multiple Robot Embodiments
with a Single Policy

4.1 Motivation

Much of the recent success in machine learning has been driven by training general-purpose models on
increasingly diverse and multi-task data. For example, visual and language tasks, once handled by task-
specific methods, are now performed more effectively by general vision-language models that can transfer
knowledge across tasks [18} 150]. Similarly, in robotics, recent data aggregation efforts have
made it possible to train general-purpose policies on robot data collected across multiple embodiments,
tasks, and environments. These generalist policies can out-perform narrow policies trained with data
from only the target robot and task by transferring visual representations and skills 148]. In addition
to the benefits of positive transfer, training generalist cross-embodied policies minimizes the amount of
engineering that must be done to design and tune policy architectures for each robot.

However, training a general-purpose robot policy is uniquely challenging, since robot systems can vary
widely in their camera views, proprioceptive inputs, joint configurations, action outputs, and control fre-
quencies. Initial efforts at training large-scale cross-embodied policies have often been limited to single
robot arms or ground navigation robots which can be controlled with a single camera view and relative
waypointaction for the base or end-eftector [148} 147,217, [216]. Further increasing the diversity of embod-
iments these policies can control requires a model architecture that supports conditioning on any number
of camera views or proprioceptive observations, as well as predicting actions of any dimension. Follow-
ing prior work, we take a sequential modeling approach to cross-embodied imitation learning 19].
We propose a transformer-based policy that supports variable observations and actions by casting inputs
and outputs to a sequence. We scale this approach to control the most diverse set of embodiments with a
single policy to date, including single and bimanual robot arms, ground navigation robots, quadcopters

and quadrupeds.

With our transformer policy, we can train on robot data with any number of camera views or proprio-
ceptive sensors by simply tokenizing and arranging the observations into a sequence. At the same time,
we can predict actions of any dimension, crucially without the need to manually align the action spaces
of different embodiments [216]. For each action type, we insert a set of action readout tokens into the
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input token sequence. Then, we pass the corresponding output embeddings into action-space specific
heads to produce a vector of the correct dimensions. Our policy can accept tasks in the form of language
instructions or goal images, allowing a user to choose the task modality that is most natural for a given
embodiment.

Our primary contribution is a cross-embodied robot policy trained on the largest and most diverse robot
dataset to date with 9ooK trajectories and 20 distinct embodiments. Our policy can control robots with
varying observation and action types, from a quadruped with proprioceptive sensors and 12 joints to a
bimanual robot with 3 cameras and 14 joints. We find in extensive real world experiments that our policy
matches the performance of the same architecture trained on just the target robot data, as well as the best
prior method in each setting, demonstrating that our architecture can absorb heterogeneous robot data
without negative transfer, while performing comparably to state-of-the-art specialist methods tailored for
each robot. Additionally, we find that our method outperforms the state of the art in cross-embodiment
learning while alleviating the need for manually aligning observation and action spaces.

4.2 Related Work

Early work on cross-embodied robot policy learning has explored a number of techniques, including
conditioning on explicit or learned representations of the embodiment, [32,[74]], domain randomization
and adaptation 3z, 59% 203 226]], modular policies 220, or model-based RL [75} 62}
r71]. Generally, these prior projects have operated on a smaller scale, only evaluating in simulation or
training policies on small amounts of robot data to control a small number of robots for a few tasks.

A number of prior works have sought to scale up robot learning by using large amounts of data from a
single robot embodiment, collected either autonomously 189} 160} 166} 108] or with human tele-
operation [zo} 239, [87} 97, 207, 54, 131, fo]]. Other prior works train on data from multiple robots, but
require each robot to have the same observation and action space [z17, 181, 127, [176]. For
example, Shah et al. [181] train one policy across many navigation robots using an egocentric camera view
and 2D waypoint actions, and the RT-X models are trained across single robotic arms using a 3rd
person camera view and 7-DoF end-effector position actions. Our method does not require the data to
have a common observation and action space, enabling simultaneous control of robots with disjoint sets
of sensors and actuators, e.g., robot arms and quadrupeds.

There have been a few large-scale efforts to train a single policy on robot data with varying observations
and action spaces [19, 167,147, 216]. Octo can be fine-tuned on robots with observations and actions
that are distinct from those seen during pre-training. However, Octo only pre-trains on data from single
robot arms and does not explore co-training on more heterogeneous data. Reed et al. and Bous-
malis et al. [19] propose a flexible transformer-based policy that handles varying observation and action
spaces during pre-training. They demonstrate their policy can control robot arms with different action
spaces, including 4-DoF, 6-DoF, 7-DoF, and 14-DoF (using a 3-finger hand). We explore the challenges
in increasing both the diversity of embodiments and environments a single policy can operate in. Along
with increasing the number of arm embodiments we can control, e.g., high-frequency bimanual arms, we
demonstrate navigation and quadrupedal locomotion, and we evaluate across a wide range of real-world
settings, while they limit their evaluation to a standardized cage. We also explicitly evaluate for transfer
across embodiments by comparing policies with and without cross-embodiment co-training, while their
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focusis on autonomous self-improvement. Perhaps most related to our work, Yang etal. study trans-
fer across manipulation and navigation data. However, their focus is on leveraging the fact that egocentric
motion in navigation looks similar to egocentric motion from wrist cameras in manipulation, and they
perform manual alignment of the actions across these two embodiments. Instead, our focus is on training
a policy that can control embodiments beyond arms and ground navigation robots, including those with
observations and action spaces that cannot be cast to a common format. Our method, CrossFormer, is
the first to co-train on four distinct action spaces (single-arm manipulation, ground navigation, bimanual
manipulation, and quadrupedal locomotion) without any observation space constraints or action-space
alignment while maintaining state-of-the-art performance on each robot.

Training generalist, cross-embodied policies requires multi-robot datasets, and there have been several
efforts to collect such large-scale cross-embodied datasets 8ol 181 57]. In particular, the Open
Cross-Embodiment dataset (OXE) [148]] aggregates 1.5 million episodes of robot data, and we train on a
subset of 9ooKtrajectories. We note that the Octo and RT-X models are also trained on the
OXE dataset, however they only use a subset with single robot arms. We additionally use the GNM
navigation and DROID (large-scale Franka manipulation) datasets, along with Gor quadruped and
ALOHA [z30] bimanual data collected by concurrent work [74].

4.3 Designing a Cross-Embodied Policy

The primary challenge in robotic learning with many embodiments lies in handling widely varying ob-
servation and actions spaces, as well as differences in control frequency and other aspects of the robotic
system. Robotic systems can have varying numbers of camera views or proprioceptive sensors, and they
may be controlled by a variety of different action representations, including joint angles, Cartesian po-
sitions, and motor torques. In order to standardize the data to a common format, some prior work on
training cross-embodied policies has ignored certain observation types (such as either wrist or third per-
son views in manipulation) [148}zr7] or aligned action spaces across robots [216]]. Instead, following other
prior work 147]], we cast cross-embodied imitation learning as a sequence-to-sequence problem
and choose a transformer-based policy architecture that can handle varying length sequential inputs and
outputs.

Due to their sequential nature, a transformer policy enables encoding all available observation types from
each embodiment by serializing them into a flat sequence. Similarly, we can decode variable length actions
which allows us to use the optimal action type for each embodiment. Using this flexible output, we can
also predict variably sized chunks of actions. Action chunking improves the temporal con-
sistency of actions and reduces compounding error which is particularly important for high-frequency
fine manipulation. Together, a transformer backbone and action chunking enables our policy to control
robots ranging from a bimanual ALOHA system with joint position control at 20Hz, to ground and
aerial navigation robots with 2D waypoint control at sHz.

Atahigh level, our transformer policy follows prior work that trains transformers on multi-modal data
19, [147]. Observations and a task specification are tokenized by modality-specific tokenizers, assembled
into a token sequence, and fed into a causal, decoder-only transformer backbone that is shared across all
embodiments. The output embeddings are then fed into separate action heads for each class of embodi-
ment to produce actions of the corresponding dimension, as shown in Figure
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Figure 4.1: Policy architecture. Our architecture enables cross-embodied policy learning through a
transformer backbone. Our policy accepts variable observation inputs by tokenizing images and propri-
oceptive information, predicts variable action outputs using action readout tokens, and conditions on

language instructions or goal images.

4.3.1 Training data

Our training data mixture covers 20 different robot embodi-
ments, varying widely in observation space, action space, and
control frequency. We start from the single-arm manipula-
tion subset of the Open Cross-Embodiment dataset used by
Octo [177]. Then, we add the DROID Franka manipula-
tion dataset [97]], 7K trajectories of ALOHA data collected
across two institutions (referred to as ALOHA-multi-task),
60 hours of navigation from the GNM dataset [180], 25 min-
utes of walking data from a Gor quadruped (referred to as
Gor-walk), and 200 trajectories of additional Franka data col-
lected in our own lab (referred to as Franka-tabletop). We
classify the datasets that are most relevant to each of our
evaluation settings (see Section as the target datasets
and up-weight them relative to the other datasets during
training. Our target datasets are BridgeData for Wid-
owX evaluation, ALOHA-multi-task for ALOHA evalua-
tion, GNM [i80] for navigation evaluation, Gor-walk for
quadruped evaluation, and Franka-tabletop for Franka eval-
uation. We collected the Gor data by rolling out an expert

¥ Quadruped
8%

£2<d Bimanual
17%

Dataset
Embodiment
Sampling

Weights 58%

@ Navigation £ Single Arm

17%

Figure 4.2: Training Data Mix. We
group the 20 embodiments in our train-
ing data into categories and visualize their
contribution to our data mix. The pie
chart shows the average composition of
each training batch based on the sampling
weights.

policy trained with RL in simulation [i88]. See Figure|4.2]for our training data mix and Appendix8.3.1

for further details on the composition of datasets collected ourselves along with the sampling weights.

4.3.2 ‘Tokenizing variable observation types and task specifications

The first step in training our cross-embodied policy is creating the input sequence. The trajectories in
our robot training data are sequences of time-steps where each time-step contains image observations /,
proprioceptive observations P, and an action. Data from each embodiment may have a different num-
ber of camera views per time-step and may or may not include proprioceptive observations. To create the
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input sequence, we first define an observation history length £ and chunk each trajectory into k-length
segments, [I;, ..., Iy, Prii]. We then tokenize each observation according to its modality. Images
are processed with a ResNet-26 encoder to produce a feature map that is flattened along the spatial
dimensions and projected to the token embedding size. Proprioceptive observations are simply projected
to the token embedding size. Along with the observation sequence, the policy also accepts a task specifi-
cation. Importantly for cross-embodied control, our policy accepts task specifications either in the form
of a language instruction [ or a goal image ¢. In some settings, like navigation, tasks are more naturally
specified as an image goal whereas in other settings, like manipulation, tasks are more easily specified with
language. Language instructions are jointly processed with image observations using FiILM [54]. Goal
images are stacked on the current image along the channel dimension before being fed into the image
encoder.

Because our training data consists of data from single-arm manipulators, dual-arm manipulators, quadrupeds,
and ground navigation robots, our policy supports conditioning on any subset of the following obser-
vation types: (1) Workspace Image: A 3rd person camera view in manipulation settings. (2) Navi-
gation Image: An egocentric camera view in navigation settings. (3) Wrist Image: A view from a
wrist-mounted camera in manipulation settings. (4) Quadruped Proprioception: Joint positions and
velocity estimates for quadrupeds. (5) Bimanual Proprioception: Joint positions for bimanual manip-
ulation settings. To maximize transfer across embodiments, we share image encoder weights for camera
views of the same type. So, for example, the workspace images in single arm and bimanual manipulation
settings are processed by the same ResNet image encoder. In total we use four image encoders: one for
the workspace view in manipulation settings, one for the egocentric view from ground navigation robots,
and two for wrist cameras in manipulation settings. After input tokenization, we have a sequence of ob-
servation tokens [I}*F, PFM . It P where L and M denote the number of tokens for image and
proprioceptive observations.

4.3.3 Predicting variable length actions

After creating the input sequence, the next step is to process the input sequence with a transformer to
predict an action of an appropriate dimension for each embodiment. We use a transformer with a block-
wise causal attention mask such that observation tokens can only attend to observation tokens at the same
or prior time-steps ¢. Following prior work [177], we insert special readout tokens R after the observation
tokens at each time-step in the input token sequence. These readout tokens can only attend to prior ob-
servation tokens, and thus serve as a convenient representation from which to predict actions. The final
input sequence is [I}*, PM RN TEL PR RPN where N denotes the number of readout to-
kens. We pass the input token sequence through the transformer to obtain an embedding sequence. We
then apply an action head to the embeddings corresponding to the readout tokens to produce actions.
There are several possibilities for the action head. Past work has explored regression with an Li or L2
loss, classification with a cross-entropy loss, or diffusion. We choose to predict continuous actions and
employ an L1 loss because of its success in prior work on high-frequency bimanual manipulation [z39].
Accordingly, our action heads simply project the readout token embeddings to the action dimension.
For some embodiments, we predict a chunk of sequential actions. Action chunking has been shown to
improve policy performance in prior work and is essential for embodiments with high control
frequencies where compounding error would build up too quickly. Since our action heads project the
readout tokens to the action dimension size, we match the number of readout tokens to the action chunk
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size for each embodiment. Our policy has 4 action heads which produce chunked actions of the follow-
ing types: (1) Single arm Cartesian positions: A 7-dimensional action denoting the relative change in
Cartesian position of the end-effector and the gripper actuation. We predict a chunk of 4 actions and
execute on single robot arms at s-isHz [17]. (2) Navigation waypoints: A 2-dimensional action de-
noting a waypoint relative to the robot’s current position. We predict a chunk of 4 actions and execute
on navigation robots at 4Hz [i81] . (3) Bimanual joint positions: A 14-dimensional action denoting
the joint positions of both arms. We predict a chunk of 100 actions and execute on bimanual robot arms
at 20Hz [239]. (4) Quadruped joint positions: A 12-dimensional action, predicted with no chunking,
denoting the joint positions of the legs. We predict only 1 action and execute on a quadruped at 20Hz
[188]. Action chunk sizes are taken from prior work in each robot setting.

4.3.4 Training details

In practice, we mask observations that are missing for an embodiment, so that each batch element con-
tains all observation types and all readout token groups, and these token groups occupy fixed locations
within the context window. Alternatively, for memory efficiency, observation and readout tokens could
be densely packed to remove padding and fit more time-steps of context for embodiments with fewer
observation types. This is a strategy used by prior work [167]. However, by not fixing observation and
readout token types to a set location in the context window, the model would need to infer the embod-
iment purely from the observations in order to predict actions of the correct type (rather than relying
on the positional embeddings of the readout tokens). The observations for some embodiments can look
similar (such as navigation and manipulation with only a wrist camera), so this design may require ap-
pending a prefix to the token sequence indicating the embodiment.

Our transformer backbone has 12 layers, 8 attention heads, an MLP dimension of 2048, and a token
embedding size of s12. In total, our model has 130M parameters. We initialize the ResNet-26 encoders
with ImageNet pre-trained weights. We use a context widow size of 2135 tokens, which fits 5 time-steps
of context with all observation and readout token groups present. We found that good performance on
navigation required 5 time-steps of observation history and using this context length did not hurt perfor-
mance for other embodiments. We trained for 300K gradient steps with a batch size of 512 which took 47
hours on a TPU Vse-256 pod. We use the AdamW optimizer [z3], an inverse square root decay learning
rate schedule [2z7], weight decay of 0.1, and gradient clipping of 1.0. We apply standard image augmen-
tations. During training, we use hindsight goal relabeling and sample future observations uniformly at
random to use as goals [3]. If a language instruction is available for a trajectory, we randomly mask ei-
ther the language or goal so that at test time we can condition our policy using either task specification

[r26} 137

4.4 Evaluation

Our experiments are designed to test whether our single cross-embodied policy can control multiple robot
embodiments without sacrificing performance when compared to robot-specific imitation learning ap-
proaches. Specifically, we aim to answer the following questions: (x) Can our policy trained on many
robots match the performance of a policy trained on data from only the target robot? (2) Does our pol-
icy match the performance of the best prior imitation learning method in each robot setting? (3) How
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Figure 4.3: Evaluation Settings: Our tasks include single-arm manipulation settings, dexterous and
bimanual task settings, navigation, and aviation. Please refer to Secfor a full breakdown.

does our policy compare to prior cross-embodied policies that align observation and action spaces?

Evaluation setups. We evaluate over a wide range of tasks and embodiments (see Fig.[4.3): (x) Wid-
owX Manipulation: We use the Bridge setup from Walke et al. [z07]. We use an over-the-shoulder
camera view and and sample actions from the single arm head of our policy. We perform 48 trials per
policy over two language-conditioned tasks and two goal-conditioned tasks. (2) Franka Manipulation:
We use the DROID setup from Khazatsky et al. [97]. We use an over-the-shoulder camera view and
sample actions from the single arm head of our policy. We perform 39 trials per policy over two language-
conditioned tasks. (3) ALOHA Bimanual Manipulation: We use the ALOHA setup from Zhao et al.
[230]. We use 3 camera views, one overhead and two wrist, and sample actions from the bimanual head of
our policy. We perform 20 trials per policy over two language-conditioned tasks. (4) LoCoBot Naviga-
tion: We use the LoCoBot setup from Shah etal. [181] which has one camera view. We evaluate on suite of
three skills: path-following, obstacle avoidance, and sharp corner-turning. We collect a topological map
of goals similar to Shah et al. and evaluate success based on distance to the closest node within the
topological map of goal images. We sample actions from the navigation head of our policy. We evaluate in
6 locations, using one trial per location and policy as done in prior work [180} i81]. (5) Gox Quadruped:
We evaluate on a Unitree Gor which uses proprioceptive observations oy € R, We sample actions from
the quadruped head of our policy. As our evaluation metric we report the average reward achieved over
25 minutes normalized by the the reward achieved by the RL-trained expert policy that generated the
data (see Section|4.3.1). (6) Tello Quadcopter: Finally, we experiment with a Tello quadcopter using the
navigation head of our policy. Since the navigation head outputs 2-D relative waypoints, we maintain a
static height throughout the trajectory [181, i80]. Notably, we do not train on quadcopter data so this
setting requires gero-shot generalization to a new embodiment (though not to a new set of observation
inputs and action outputs). We evaluate in 3 locations, using one trial per location and policy as done in

prior work [180} i81].

Baselines and comparison methods. To evaluate how co-training on data from other embodiments
affects performance for a given embodiment, we train our policy architecture on just the data from the
target embodiment using the target dataset (see Section for each evaluation setting. Because these
datasets are smaller than our full data mix, we create smaller versions of our architecture, ranging from
sM to 9sM parameters, to avoid overfitting. We refer to this method as the single-robot dataset baseline.
We also compare our method to the best prior method in each setting to evaluate whether we can match
the performance of an approach that was specifically tuned for each robot. For the WidowX we use Octo
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Figure 4.4: Real Evaluation. We compare CrossFormer to the same architecture trained on just the data
from the target robot, as well as the best prior method on the data from the target robot.

[#7], for the Franka we use OpenVLA [g9]], for ALOHA we use ACT [2390], for the LoCoBot and Tello
quadcopter we use VINT [181]. We do not compare to a prior state-of-the-art method for the Gor setting
due to the lack of a corresponding imitation learning method for quadrupedal locomotion. Finally, in
the navigation and manipulation settings, we compare to the policy from Yang et al. [216], by using the
original 186 M parameter policy. Yang et al. leverage the fact that the egocentric view in navigation
looks similar to wrist camera views in manipulation, and they align the action spaces of these two settings
accordingly. This comparison evaluates whether our approach can perform similarly with no manual
alignment of action spaces.

4.4.1 Can CrossFormer match the performance of training on only a single-
robot dataset, as well as the best prior method in each setting?

Figureshows the performance of our method compared to our architecture trained on just the single-
embodiment target datasets for each setting (see Section [4.3.1) and the best prior method for each setting.
Overall, we find that our method performs comparably to training on just the target dataset in all evalu-
ations, demonstrating that our architecture can absorb data from widely varying embodiments with no
negative transfer. On average over all embodiments, CrossFormer has a 73% success rate, while the single-
robot dataset baseline has a 67% success rate. Additionally, CrossFormer performs similarly to the best
prior imitation learning method in each evaluation setting, demonstrating that our policy architecture
can match state-of-the-art methods that have been specifically developed and tuned for each robot. On
average over all embodiments, CrossFormer has a 73% success rate, while the best prior method has a 51%
success rate. Because there is no suitable prior imitation learning method for the Gor, it is not included
in the reported best prior method average.

4.4.2 Is aligning the observation and action spaces really needed?

Lastly, we compare our policy to Yang et al. in the LoCoBot navigation and WidowX manipula-
tion settings. In the navigation setting, our policy significantly outperforms Yang et al. in all tested
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Figure 4.5: Comparison to Yang et al. [216]. We compare CrossFormer to Yang et al. [216], which
aligns actions for navigation and manipulation and only uses a single camera view at a time. CrossFormer
outperforms Yang et al. [216] by 3x overall, on both tabletop manipulation from a third person camera
view as well as common navigation tasks.

scenarios including turning corners, avoiding obstacles, and making sharp turns. Qualitatively, we also
found our policy to be much smoother, navigating in straighter lines with fewer stops and starts. Both
policies are trained on the same amount of LoCoBot data (from the GNM dataset), so this result indicates
that our policy architecture can better fit its cross-embodiment training data. Surprisingly, in the Wid-
owX manipulation setting, we found that Yang et al. [216] obtained a zero success rate, despite training
on the same relevant WidowX data as CrossFormer (i.e the Bridge dataset) and additional WidowX data
collected in their own lab. We hypothesize that this is because we evaluate from the 3rd-person camera
view. While Yang et al. train with both 3rd-person and wrist camera views, only one view is input
to the policy at a time, potentially resulting in underfitting to 3rd-person control. CrossFormer only uses
the 3rd-person view for the WidowX setting due to a lack of publicly available WidowX wrist-camera
data. However, we note that our policy can accept a varied number of camera views (using up to three si-
multaneously for bimanual manipulation) and does not require forcing two camera views into the same
input slot. In summary, our policy outperforms Yang et al. in both settings, demonstrating that
manual alignment of observation and action spaces is not necessary for good performance, and that our
flexible architecture allows our policy to better fit heterogeneous cross-embodied data.

4.5 Discussion

We introduced CrossFormer, a scalable and flexible transformer policy trained on the largest and most
diverse dataset to date, 900K trajectories across 20 different robot embodiments. We demonstrated a
principled way to learn a single policy that can control vastly different embodiments including single and
dual arm manipulation systems, wheeled robots, quadcopters, and quadrupeds. Our results show that
CrossFormer matches the performance of specialist policies tailored for individual embodiments, while
also significantly outperforming the state of the art in cross-embodiment learning. However, our work
does have limitations. Our results do not yet show significant positive transfer across embodiments. We
anticipate that as we train on larger robot datasets with more embodiments, we will see greater positive
transfer. Another limitation is that our data mix uses hand-picked sampling weights to avoid over-training
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on datasets with many repetitive episodes and under-training on the data most relevant to our evaluation
settings. In principle, as we scale model size, the policy should have the capacity to fit all the data equally
well without any data weighting. Finally, given that we need large models to fit large multi-robot datasets,
the model’s inference speed can become a limiting factor. In this work we successfully applied our policy
to a high-frequency, fine-grained bimanual manipulation task, but as we scale the model’s size we may
not be able to control these higher frequency embodiments. Future hardware improvements will help
to alleviate the issue, but further research is needed on techniques for using large models to control high-
frequency robots. Future work could also include exploring techniques to enable greater positive transfer
across embodiments while maintaining the flexibility of our architecture, techniques for data curation,
and incorporating even more diverse data sources like sub-optimal robot data or action-free human video.
We hope that this work will open the door for more general-purpose and flexible robot policies that can
efficiently learn and transfer knowledge from the experience collected across diverse robot embodiments.
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Chapter s

Adding Memory to a Generalist Robot Policy

5.1 Motivation

Efficiently and effectively endowing robotic policies with memory requires multiple levels of abstraction.
While in principle we could simply encode the entire sequence of past observations into the context of the
policy, this becomes intractable for long tasks, necessitating either very short sequences or significant sub-
sampling. However, in practical settings, the representation required for long- and short-term memory is
likely to be very different. For example, the robot might need to remember a recent observation to handle
occlusions, and it might need to remember that it has already added one of the ingredients when cooking
a meal. But these memories are fundamentally different: the former might require storing a few images
over a short time period, the latter might require long-term memory but only a few bits of information.

An effective memory architecture for robot policies should use multiple modalities to represent mem-
ories at these different levels of abstraction. For short-horizon memory, dense image-based memory is
well-suited to resolve occlusions and allows the robot to quickly adapt its manipulation strategy, e.g., by
changing the grasp after failing to pick up an object. For long-horizon memory, we often only need to
keep track of events at a semantic level, such as which ingredient has already been added to a dish. In
this case, a language-based representation provides much better compression than raw observations, and
allows us to store high-level memories over long time periods.

Based on these observations, we introduce Multi-Scale Embodied Memory (MEM), a system for equip-
ping policies with multi-modal, long-horizon memory. MEM combines two key ingredients to make long-
horizon memory tractable. First, we use a video encoder architecture to effectively encode multiple sec-
onds of dense image-based memory into a compact representation. Second, we introduce a language-
based memory mechanism in which the policy keeps track of semantic events in a compressed language
format. This memory system can not only accommodate very long horizon tasks, but also enables a va-
riety of new capabilities by leveraging the short-term memory, such as in-context adaptation to correct
mistakes, and resilience to partial observability and self-occlusion.

To evaluate MEM, we integrate it into the 7y ¢ model [i56], a generalist VLA trained on a diverse mixture
of robot, vision-language, and video data. We show that the resulting policy achieves state-of-the-art
performance across a wide range of complex manipulation tasks. We also show that MEM enables our
policy to solve long-horizon tasks like cleaning up a whole kitchen or preparing a grilled cheese sandwich,
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which require keeping track of memories for up to fifteen minutes.

In summary, we introduce a system for multi-scale, long-horizon memory for robot policies. By effec-
tively representing short- and long-horizon memory via video and language representations respectively,
MEM allows robot policies to keep track of memories across tens of minutes, without sacrificing runtime
constraints. To implement MEM, we use an efficient video encoder architecture and a language-based mem-
ory system, and demonstrate their effectiveness through state-of-the-art performance across diverse robot
tasks. With MEM, we enable robot policies to perform complex tasks like cleaning up whole kitchens,
which can span up to fifteen minutes.

5.2 Related Work

Vision language action models with memory. Recent works have demonstrated that learned robot
control policies, trained on large amounts of diverse robot experience, can lead to generalizable manipula-
tion, e.g., in unseen environments [81,[80} 199}, z0z, z19]). Vision language action models (VLAs) [50}
21, 7 200} 212, 12} zo1] are a popular approach for training
such generalist policies, in which a pre-trained vision-language model is finetuned with robot experi-
ence. While many of today’s state-of-the-art VLAs are trained without memory and act purely based on
the current observation of the environment [98} [80} [81, 146]], a growing number of works have
explored adding memory to policy training since it is a core requirement for solving a wide range of real-
world tasks. While early works explore architectures with recurrent memory modules 132]), more
recent works that use transformer-based architectures simply pass a dense history of prior observations
into the policy ; computational and latency constraints make it challenging to scale such
approaches to support very long-horizon memory. Some works have explored latent memory architec-
tures [49]), but only evaluated on short-horizon memory tasks. Others have proposed various
heuristics to compress memory information, e.g., by relying on purely proprioceptive memory [2z9],
2D point tracks [z33, z9]], by only retaining keyframes from prior timesteps [192} z10} [133], or by repre-
senting memory in natural language [1r7]. A challenge for all these approaches is that it is hard to find a
one-modality-fits-all solution for robot memory, and each individual representation will result in a com-
promise on capabilities: proprioception, point traces, or natural language alone, for example, lose precise
spatial information about grasp angle and height that is necessary to correct a slipped grasp. Keyframes,
on the other hand, need to aggressively sparsify the observation history to make inference computation-
ally feasible in long-horizon tasks, but may lose the ability to estimate environment and robot dynam-
ics, which often requires more densely sampled observations. In contrast to these prior works, we in-
troduce a multi-modal memory system that combines short-horizon, dense vision-based memory with
long-horizon, language-based memory. This allows us to resolve partial observability, perform in-context
adaptation, and solve long-horizon tasks, all without sacrificing efhiciency. Finally, an orthogonal line of
work proposes approaches for mitigating causal confusion [39, z33] in which a policy with memory er-
roneously learns to copy over prior actions, e.g., by introducing auxiliary objectives [z0)]. While similar
approaches could be combined with our memory system, our experiments suggest that we can achieve
high policy performance without such objectives, which may be attributed to our large-scale and diverse
training data.

Long-Context Models. Outside of robotics, a large body of work has explored the training of long-
context language and vision-language models [1z1, 198} 144]]. In particular, in the context of video pro-
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cessing, there is a rich literature on designing efficient encoders for long video inputs [# 9, 116]. Our work
leverages similar ideas to [9} [4]] for using sparse attention operations to efficiently process video inputs.
Yet, in the context of robotics, latency constraints imposed by the real world require additional efficiency
considerations: processing more than ten minutes of high-frequency, multi-frame video within a latency
budget of a few hundred milliseconds is challenging, even on modern hardware. Thus, our work com-
bines a short-horizon, video-based memory architecture with a significantly more compressed, language-
based memory architecture for effective long-horizon context.

5.3 Multi-Scale Embodied Memory for VLAs

In this section, we describe our proposed system for equipping VLAs with memory on multiple time
scales. For robot policies deciding on the next action to take, relevant context often spans multiple time
scales. The most recent timesteps help understand the dynamics of the robot and scene, resolve self-
occlusions, and quickly adapt fine-grained manipulation strategies like re-grasps. On the other hand,
long-horizon memory is required to understand, for example, which steps of a recipe have already been
completed, or which subtask has repeatedly failed. In theory, both types of context could be provided
by conditioning the policy on a dense sequence of all its previous observations. However, this becomes
quickly infeasible for tasks spanning tens of minutes. Our goal in designing Multi-Scale Embodied Memory
(MEM) is to enable both efficient short azd long-term memory. For short-horizon memory, we use an ef-
ficient video encoder architecture that allows us to pass a multi-second horizon of observations to the
policy, enabling rapid in-context adaptation and robustness to self-occlusions. For long-horizon mem-
ory, we design a language-based memory representation, and train the model to keep track of past events
at a semantic level, in natural language. This way, we can equip our policies with memory spanning up
to 15 minutes, without sacrificing runtime latency constraints.

We first give an overview of the MEM memory system (section 5.3.1), then provide a detailed description of
both the language-based memory (section|s.3.2)) and video encoder architecture (section ,and finally
detail the instantiation of our memory system in the my ¢-MEM VLA (sections.3.4).

5.3.1 Multi-Scale Embodied Memory (MEM)

fig.[s.1shows an overview of our MEM system. Our goal is to train a policy 7 (@44 #|0¢—1.t, g) that predicts
a chunk of continuous robot actions @ conditioned on the task goal ¢ in natural language, as well
as a sequence of dense observations (e.g. images, proprioceptive state) provided as input. In comparison,
most previous VLAs only condition on a single observation o;, while we want the policy to process many
(T) observations.

As mentioned above, scaling the number of past observations such that they span multiple minutes, and
can thus serve as a form of long-range memory is infeasible. Therefore, we factorize the problem of action
prediction as follows:

W(at;t+H, liv1, M |0t7T:t; my, g)
~ 7TLL(CLt:t+H|0t—K:t, li+1, g)

WHL(lt-i-lu mt+1|0t7 my, 9)7
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Figure 5.1: The MEM memory system equips VLAs like g ¢ with long-horizon memory via two key components:
(1) a high-level policy is trained to keep track of long-horizon semantic events by updating a language memory
my (left, section 5.3.2)), (2) the low-level policy uses a short-horizon observation-based memory that is efficiently
encoded via a video encoder (right, section|s.3.3).

where we separated the probability of actions into a low-level policy 7y, and high-level policy 7. The
low-level policy models sequences of actions conditioned on the task goal g, a shorter sequence of obser-
vations (/' < T') and a subtask instruction /;;;. The subtask instruction, in turn, is generated by the
high-level policy, which is not only conditioned on the task goal, but also a summarization 1 of previous
semantic events in natural language. We call this summarization the language memory in the following.
It allows us to significantly reduce the number K < T of dense observations that are input to the model,
without sacrificing the ability to capture memory on the order of many minutes. While previous work
has employed a similar split into high- and low-level policies with subtask instructions as the interface,
the key novelty here is that 7y, additionally predicts the updated language memory 1,1 based on its
own previous prediction 1.

s.3.2 Language Memory for Long-Term Memory

The language memory m, is a summary of previous semantic events that happened while the policy is
solving a task. The main idea is to train the high-level policy 7 ({141, My41]|0i— K1, M, g) such that it
predicts the relevant summary 1,1 from its previous summary m, and current observations and task.
This way, the model explicitly decides when and how to update its memory representation. For example,
for a kitchen cleaning robot that already placed a plate in the cabinet and just finished picking up the next
bowl, a memory update may look like the following:

my: I placed a plate in the cabinet and moved to the counter.

ﬂ

mi+1: I placed a plate in the cabinet, moved to the counter, and picked up a bowl.

In order to train 7y, we need to obtain appropriate training data, including summarization actions
we want the high-level policy to take. For this, we develop a pipeline to generate training data for the
transition between m; and my 1 as follows. Given a robot episode with subtask language annotations
lo.T, we pass the subtask instructions together with an indicator whether the subtask execution failed or
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Figure 5.2: Naively passing a sequence of observations into the backbone of a VLA rapidly increases inference
latency. Our efficient video encoder architecture allows us to use many observation frames while remaining under
critical real-time inference thresholds [} 16]]. Timings measured for the g VLA, with four input camera streams
on one NVIDIA Hioo GPU.

succeeded to an off-the-shelf pre-trained language model (LLM) and ask it to summarize all information
from the previous subtasks that is still relevant for future task execution. We collect the corresponding
output and use it to label the sequence for training the high-level policy.

Importantly, we instruct the LLM to remove or compress information in the language memory when-
ever appropriate. For example, instead of remembering the precise attributes of all objects that were ma-
nipulated (“I put a light green bowl, a dark blue bowl and a bright yellow bowl
into the top right cabinet”),itisoften sufficient to just remember where the bowls were placed
(“I placed three bowls in the top right cabinet”). Compressing the language memory
helps keep it succinct (and thus inference fast) and reduces the potential for train-inference distribution
shift, since fewer bits of information are carried over between timesteps. We find that current generation
LLM:s are effective at this task when prompted to keep only the minimal set of relevant information.

5.3.3 Video Encoder for Dense Short-Term Visual Memory

The language memory mechanism, as described in the last section, can capture long-term semantic con-
cepts. In order to enable our policies to reason about fine-grained details, dynamics, and resolve self-
occlusion, access to a dense sequence of previous observations o, i is required as input to the policy. In
most VLASs, encoding the observations, especially for images, accounts for the largest fraction of compute
spent during training and significantly impacts inference speed. Therefore, as we show in fig. simply
encoding a sequence of observations one-by-one and passing them into the VLA backbone quickly be-
comes infeasible as the context grows beyond a few timesteps. The VLA will rapidly incur inference
latencies beyond what prior work has deemed acceptable to prevent significant degradation in on-robot
performance for dexterous manipulation tasks [ts} 16].

To address this, we propose to use a video encoder that can compress frames in the time dimension be-
fore passing the encoding into the VLM backbone. Our video encoder extends Vision Transformers
(ViTs) [49], typically used as the vision encoder in most VLAs, to encode video inputs. Importantly,
our encoder leaves the single-image performance of the VLM we start with invariant, and thus can be
used to endow any pre-trained VLM with highly eftective (yet computationally cheap) visual memory
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Figure 5.3: We propose to use an efficient video encoder architecture for compressing short-horizon, image-based
memory. Our architecture expands standard ViTs for encoding video inputs by interleaving layers that apply
bidirectional spatial attention wzthin each observation (white arrows) with layers that additionally apply causal-
temporal attention operations across observations (black arrows). We drop observation tokens for past timesteps
in upper layers of the ViT to compress the inputs and reduce the number of tokens passed to the VLA backbone.
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capabilities.

ViTs process images in patches and repeatedly perform bidirectional attention across the patch embed-
dings (across multiple layers) to derive a final set of output embeddings. We keep the same general struc-
ture and our video encoder first patchifies all images in the input video separately. Inspired by exist-
ing work on space-time separable attention for video understanding (see e.g. Bertasius et al. [g] for an
overview) we then modify the attention mechanism every 4-th layer of the ViT to incorporate both spa-
tial (as is standard in ViTs) but also temporal context. To avoid prohibitively expensive joint attention
operations over the very large number of total patches in time and space, our architecture factorizes atten-
tion into separate spatial and temporal attention operations. Every 4-th layer additively adds attention
over the time dimension by performing attention over the timesteps’ representations for the same image
patch using a causal attention mask (“temporal”) - see fig.[5.3/for a visual depiction and Appendix(8.4.3|for
a mathematical description. This reduces the computational complexity of the corresponding attention
in each layer from O(n*K?) (for naive attention over both time and space) to O(Kn? + nK?). Finally,
to reduce the number of patches processed by the subsequent VLA transformer backbone, we only pass
the representation computed for the current timestep onwards (dropping representations for all patches
from past timesteps). Thus, our video encoder matches the number of tokens typically passed into the
VLA backbone in single-timestep VLAs without memory; and we effectively force the video-encoder to
incorporate temporal information into the representation produced for the current observation (via the
modified attention mechanism).

A key property of our video encoder is that it does not introduce new learnable parameters compared to
standard, single-image ViTs. Video encoding capabilities are added by modifying the aztention pattern of
the ViT and adding a fixed sinusoidal temporal position encoding. Thus, we can initialize the weights of
our video encoder from the pre-trained ViT weights of any standard vision-language-models, just like in
no-memory VLAs. To maximize feature transfer, we ensure that for K = 1, i.e., single-image input, our
encoder’s initialization exact/y matches that of the VLM, which we achieve with a sinusoidal temporal
position embedding that has value 0 for ¢t = 0.

In summary, our video encoder architecture allows us to effectively scale observation-based memory
to tens of seconds without incurring prohibitive computational overhead during training or inference
(fig.[s-2)), while at the same time permitting initialization from pre-trained vision-language model weights.

5.3.4 Integrating MEM into the s VLA

For our experimental evaluation, we equip the 7y ¢ VLA [57] with MEM memory by adapting its archi-
tecture to support the video encoder from section Like 7 ¢, the mp.¢ VLA with MEM is initialized
from a pre-trained Gemmas-4B VLM [g3]. Following Driess et al. [§1], the model is trained with both
discrete FAST action token prediction and a flow-matching action expert [80] with 86oM param-
eters. Gradients don’t flow from the action expert into the VLM backbone [51]. The model is trained
with an input resolution of 448x448 px per camera stream and up to four camera streams (depending on
the robot embodiment).

In addition to past camera frames, the observation memory of the 7y ¢ model with MEM memory also
contains past proprioceptive states, e.g., joint angles. The 7y ¢ VLA represents the robot’s state in text
form. However, in the case of a sequence of past states, this would quickly lead to a very large number
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Figure 5.4: We test MEM policies across multiple challenging, long-horizon dexterous manipulation tasks that re-
quire retaining memory for up to fifteen minutes, including setting up a recipe, cleaning up a kitchen (section|s. 4.1,

and making a grilled cheese sandwich (section .

of state text tokens. To prevent this, we instead use a continuous state embedding by projecting each
proprioceptive state into the backbone embedding space with a linear projection. This way, we only
produce K proprioceptive state tokens for an observation memory of length K.

We pre-train 7 6-MEM on a diverse mixture of data that includes teleoperated robot demonstrations, pol-
icy rollout data, and human corrections similarly to Physical Intelligence et al. [157], vision-language tasks,
and video-language tasks, such as video captioning. During pre-training, we train the model with a se-
quence of six observations (five past and the current observation), spaced with a stride of one second.
During post-training, we find that we can flexibly expand this horizon and accommodate much longer
observation-based memory (up to 18 frames and 54 seconds of observation-based memory in our experi-
ments), similarly to what has been observed in language model and vision-language model training [31].
We run all on-robot experiments using either inference-time real-time chunking (RTC, [13]) or training-
time RTC [16] for asynchronous real-time inference.

5.4 Experimental Evaluation

Our experimental evaluation aims to answer the following questions: (1) Does MEM enable VLAs to per-
form tasks that require long-term memory spanning up to 15 minutes? (2) Does MEM unlock new capabil-
ities in VLA models, like in-context adaptation of manipulation strategies, based on short-term memory
of recent failures? (3) How does the performance of MEM compare to prior approaches for adding memory
to VLA models?

5s.4.0 MEM Solves Tasks Requiring Long-Horizon Memory

We evaluate our method’s potential for enabling long-horizon tasks using two challenging scenarios that
require retaining memory for up to fifteen minutes (see fig. |s.4, rows 1 & 2): (1) Recipe setup: The robot
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Figure s.5: Performance of policies on challenging, long-horizon manipulation tasks. Without memory, even state-
of-the-art generalist policies like 7 ¢ struggle to perform such tasks. We ablate the memory components and show
these tasks are solvable by combining short-horizon, observation-based memory, with long-horizon, language-based
memory. Naive memory of past language instructions, without compression, struggles with training-inference
distribution shifts.

is given a detailed prompt specifying the ingredients and cookware required to cook a recipe and their
location, and is asked to fetch all of them from various cabinets, drawers, or, e.g., the fridge, and place
them at a specific location, e.g., on the stove or a specific countertop. Memory is required to keep track
of all items that have already been assembled and remember to close drawers, cabinets, or the fridge once
the task is complete. We train on 42 recipes across diverse kitchen scenes, and evaluate on five of the
recipes in unseen kitchens and with unseen objects. (2) Clean up kitchen: The robot needs to clean
up a messy kitchen environment, including stowing objects in the fridge, wiping countertops, washing
dishes with soap and running water, and placing dishes in the drying rack. Memory is required for re-
membering steps in the cleanup process (e.g., whether soap has been added to the dishes before washing,
whether both front and back of the dish have been washed), remembering which surfaces have already
been cleaned, and remembering to close cabinets after objects have been stowed. This task is not only
challenging from a memory perspective, but also requires policies to perform multiple dexterous ma-
nipulations, from wiping surfaces to carefully handling water and soap. For more details on training
data, evaluation conditions, and scoring rubrics for progress scores, see section All evaluations use
10 rollouts per policy and task or recipe, and we report mean =+ standard error in all graphs.

ﬁg.shows the results: without memory, even state-of-the-art models like 7 ¢ struggle to perform these
challenging long-horizon tasks. While prior works have shown policies that perform manipulation over
extended periods of time [157], solving real-world tasks with flexible subtask sequences and frequent par-
tial observability fundamentally requires memory. The results show that MEM is effective at providing
the required context to the policy across both short and long-horizon time intervals, and increases policy
success rate signiﬁcantly.
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To better understand what contributes to 7 6-MEM’s strong performance, we perform a detailed abla-
tion study of the different components of our approach. We report the results in fig. |s.5. We compare
to versions of our policy that remove short-horizon video memory or long-horizon language memory,
and show that both are essential to solving the challenge tasks. Without video memory, the robot may
struggle to understand how long it has been washing a plate or wiping a surface, and get “stuck” indefi-
nitely. Video memory also helps robustify manipulation tasks via in-context adaptation (see section.
Long-horizon language memory, on the other hand, is essential for remembering semantic events in the
more distant past. It allows the policy to keep track of steps in the recipe, or remember to close doors
that it has opened. We also evaluate a version of our policy that removes the compression applied to the
language-based memory (see section|s.3.2)): instead of training the model to compress and discard infor-
mation that is no longer needed, we simply concatenate all previous subtask instructions up to a max-
imum length in the input of the high-level policy. We find that this type of “naive” language memory
works significantly worse than our model-predicted summaries. The core challenge with “naive” lan-
guage memory is a large train-inference distribution shift: during training, most episodes utter any given
subtask instruction only once (e.g., “pick up bowl” — “place bowl in cabinet”)since they are
typically near-optimal human demonstrations. Yet, during inference time policies may repeatedly fail
on a given subtask, causing the high-level policy to repeatedly produce the same subtask before finally
succeeding and moving on (“pick up bowl” — “pick up bowl” — “pick up bowl” — “place
bowl in cabinet”), leading to a distribution shift that can degrade overall policy performance. In
contrast, MEM’s language memory mechanism would simply not update the memory representation until
the bowl was successfully picked up. This compression of context (e.g., discarding failed attempts) thus
reduces distribution shift and improves overall performance.

5.4.2 In-Context Adaptation of Manipulation Strategies

In the previous section, we showed that MEM can enable VLAs to solve very long-horizon tasks. In this
section, we investigate whether equipping VLAs with memory can unlock improved performance, even
on shorter-horizon tasks that at first glance may not require memory. Intuitively, while memory across
tens of minutes is useful for keeping track of overall task progress, short-horizon memory can enable
policies to adapt their behavior 7n-context and intelligently react to mistakes: instead of failing in the
same way over and over, policies can use context of previous failed attempts to, for example, modify the
way in which they are trying to pick up an object, or how they open a door.

To test whether MEM unlocks such in-context adaptation, we set up two tasks on which current state-of-
the-art VLAs like 7 ¢ struggle (fig. : picking up flat objects like chopsticks with an out-of-distribution
table height, which leads to frequent mis-grasps, and opening fridges where the direction the door opens
is unclear, resulting in repeated failed opening attempts.

To teach policies the in-context adaptation strategy, we follow [157] and collect targeted human feedback:
after the policy fails, a human intervenes and provides a demonstration of the corrected manipulation
strategy, like adjusting grasp height for picking up the chopstick. For the fridge-opening task, we collect
exploration rollouts in which the demonstrator initially does not know the opening mechanism, so the
data naturally contains both the failed attempt and the subsequent corrective demonstration. We then
simply finetune the 7 6-MEM policy with this correction data, keeping the failed attempt that preceded the
correction in the short-term memory of the model during training. As a result, the model learns to adapt
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Figure 5.6: VLAs with memory can perform in-context adaptation of manipulation strategies, like adjusting grasp
height or door opening direction. Without memory, policies get stuck with a suboptimal strategy.
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Figure 5.7: Comparison of approaches for equipping VLAs with memory across core memory capabilities (han-
dling partial observability, counting, visual memory). VLAs without memory struggle to perform these tasks. Only
MEM’s memory approach performs well across all core capabilities.

its manipulation strategy when it sees a mistake in its short-term memory. We compare to finetuning the
memoryless 7 ¢ policy on the same intervention data.

The results in fig. show that the MEM-VLA with memory is much more effective at leveraging the
corrections, and learns to adapt its manipulation strategy on the fly. The policy without memory has
no way to remember which strategy was attempted before, and therefore cannot intelligently change
the strategy after a mistake. In contrast, policies with memory can use the context to understand which
strategy has already been tried and failed, and adjust accordingly.

s.4.3 Analysis Experiments

Tasks. To compare our method to existing approaches that equip VLAs with memory across a wide range
of capabilities, we develop a suite of challenging manipulation tasks that measure the ability of policies
to use memory efficiently, and perform dexterous manipulations (see figs. 5.7/ and s.9| for task visualiza-
tions). The tasks span a diverse set of scenarios involving single-arm, dual-arm, and mobile robots. They
test for core memory capabilities, like handling partial observability (e.g., remembering which drawer
an object was placed in by a human; unpacking a grocery bag and remembering whether objects are left to
unpack; placing and removing multiple mugs under a coffee machine), counting (e.g., counting scoops
of coftee to add to a coftee grinder), timing (e.g., remembering how long a grilled cheese sandwich has
been cooking, see fig. , and spatial memory (e.g., remembering which parts of a window have al-
ready been wiped). They also require policies to perform precise manipulations (e.g., folding a stack of
laundry or assembling a cardboard box). They are thus well-suited to test the limits of existing memory
approaches and also compare to the performance of state-of-the-art VLAs without memory. Following
prior work [80]], we collect small post-training datasets for the most challenging manipulation tasks and
for the memory tasks, and evaluate policies out-of-the-box for all remaining tasks (fig.s.9). We provide
detailed descriptions of all task setups in section

Comparisons. A number of prior works leverage observation-based (shorter-horizon) memory, and ad-
dress its computational challenges through aggressive compression of observations from past timesteps.
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We compare our approach to two representative prior works to understand the tradeofts of different
memory representations: (1) Pool Memory akin to Jang et al. [86]), we compress all past observations into
a single “memory token” using average pooling. We implement it by encoding each of the past observa-
tions separately with the pre-trained single-frame ViT, and then applying an average pooling operation
on the frame encodings before passing them into the VLA backbone. The current timestep’s observa-
tion is separately encoded and passed into the VLA without pooling; (2) Proprio Memory conditions
on a history of low-dimensional robot states only, akin to [zz9], to avoid the computational cost of high-
dimensional image memory. All proprioceptive states from past timesteps are separately passed through
a linear projection, and then fed into the VLA backbone. To ensure fair comparison, we re-implement
all approaches on top of the 7y ¢ VLA backbone and use a version of our model without language-based
long-horizon memory. To test the performance of our policy on the most dexterous tasks, we also com-
pare to T ¢ without memory, a state-of-the-art VLA that has shown strong results on complex manipula-
tion tasks [156]). Finally, to better understand the effect of pre-training on memory efficacy, we compare
to MEM-Posttrain-Only, an ablation of our method that introduces the video encoder only during post-
training on the target task, starting from the pre-trained 7 ¢ checkpoint, akin to Li et al. [r53].

We report results in fig. We first compare the different memory approaches on tasks that test core
memory capabilities (fig. . As expected, the mp ¢ VLA withour memory struggles on these tasks and
often has to resort to random chance, e.g., when picking which of four drawers to open to find the object
hidden inside (25% success) or whether or not to add another scoop of coffee (50% success). In contrast,
existing memory solutions improve performance, particularly on simpler memory tasks that only require
a few bits of memory, e.g., remembering how many scoops of coffee have already been added to the hop-
per. We find that Pool-Memory’s aggressive observation compression via average-pooling can lead it to
struggle particularly on tasks that require longer-term memory, like remembering the past positions of
multiple coffee mugs or recalling how many objects are left to unpack in a grocery bag. Proprio-Memory
on the other hand is only effective in tasks where the robot needs to remember its own state, but struggles
in scenarios where remembering the environment state is necessary: e.g., recalling which drawer contains
a particular object.

In comparison, the MEM VLA is the only model that achieves strong performance across #// tested memory
capabilities. It can reliably handle partial observability challenges like remembering the location of ob-
jects, and also leverage these capabilities in dexterous tasks like unpacking a bag of groceries. Notably, pre-
training the observation-based memory on a diverse data mix of robot and non-robot data significantly
improves the ability of the model to leverage its memory — even when the memory horizon is significantly
expanded during post-training (e.g., from s seconds in pre-training to up to 1 minute in post-training).
The version of our model that only introduces memory during post-training is noticeably worse at lever-
aging the information from past timesteps (see fig.[s.8). We emphasize that this model is still initialized
from a base 7 ¢ checkpoint pre-trained on the same diverse robot data, but did not develop memory
capabilities during this pre-training. Finally, the head-to-head comparison of Ours (post-train only) vs.
Pool-Memory demonstrates that even without pre-training, our video encoder design is a more effective
approach for extracting information from prior timesteps than separately encoding each timestep and av-
erage pooling. By interleaving temporal attention operations throughout the layers of the ViT, our video
encoder can more effectively extract and compress the relevant information.

In addition to testing core memory capabilities, we also test the performance of MEM across a range of
challenging dexterous manipulation tasks (fig.[s.9). We find that the MEM VLA not only makes effective
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Figure 5.8: Pre-training MEM on a diverse dataset of robot and non-robot video data makes it more effective at
using its memory to solve diverse manipulation tasks. Introducing memory during post-training only results in
substantially lower performance.

use of memory in tasks that require it, but it can a/so match the state-of-the-art performance of the g ¢
VLA across challenging dexterous manipulation tasks. This is notable, since numerous previous works
have reported degradations in performance from adding memory to policies, e.g., due to causal confu-
sion [39}233]. We attribute MEM’s strong performance in large parts to our diverse pre-training data mix-
ture, which contains episodes of varying optimality, speed, and control frequency, in addition to diverse
internet videos. Together, this diversity can prevent spurious correlations in the video encoder that may
arise when training on smaller, more uniform robot datasets, and lead to the brittleness and performance
degradation of policies with memory reported in prior work.

5.5 Discussion

We presented Multi-Scale Embodied Memory (MEM), an approach for equipping VLAs with long-horizon
memory. MEM enables VLAs to perform long-horizon tasks that require tens of minutes of memory, while
obeying real-world latency constraints. MEM also enables in-context adaptation of manipulation strate-
gies and, when combined with the 7y ¢ VLA, achieves state-of-the-art performance across a wide range
of manipulation tasks. To achieve this, MEM introduces a mixed-modal memory architecture that com-
bines short-horizon, video-based memory, with a long-horizon, language-based memory mechanism. We
believe that MEM is only the first step towards building robot policies that can effectively manage very
long-horizon memory. Future work can explore how we can scale memory to last beyond the horizon of
a single episode, to span weeks, months, or years of deployment, and allow us to build robots that learn
continually at deployment time.
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Figure 5.9: In addition to effectively using its memory, MEM also matches the performance of state-of-the-art non-
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Chapter 6

Conclusion

In this thesis, we addressed the challenges involved in training a generalist robot policy through large-scale
imitation learning. First, we tackled collecting the pre-training dataset. We found it critical to ensure that
every skill was collected in many environments and each environment afforded many skills to enable gen-
eralizable behaviors and a steerable policy. We employed these techniques to collect BridgeData V2, a
dataset that has been invaluable in further research on generalist policies. Next, we used BridgeData V2,
along with many other datasets released in the Open X-Embodiment project, to study the design of a gen-
eralist policy architecture. We found that we could achieve a high-capacity, expressive, and finetune-able
model while maintaining fast inference through a modular design, consisting of observation tokenizers, a
large transformer backbone, and a diffusion action head. Our model, Octo, outperformed prior general-
ist policies and from-scratch baselines when evaluated zero-shot and finetuned. However, Octo was only
pre-trained on single robot arms. With CrossFormer we explored whether we could train a single policy to
control multiple robot embodiments, including bimanual robot arms, wheeled robots, and quadrupeds.
We designed a model that supported variable observation spaces and action spaces during pre-training
and maximized parameter sharing across embodiments. CrossFormer performed as well as or better than
policies trained on data from a single robot, indicating no negative transfer and some promising signs of
positive transfer across embodiments. Finally, we tackled a key component missing from both Octo and
CrossFormer: memory. We designed a two-part memory system consisting of a textual representation to
capture longer horizon, high-level history and an efficient video encoding to capture shorter horizon, low-
level history. Our system, MEM, enabled tasks requiring anywhere from a few seconds to many minutes
of observation history.

We have outlined a promising path towards building a generally intelligent robot by continuing to scale
the breadth and depth of robot teleoperation data and fitting ever larger models to this data via imitation
learning. However, there are a number of remaining challenges that are not likely be solved entirely by
scaling this approach. First, while the work in this thesis demonstrates impressive generalization of skills
across objects and environments, current robot models struggle to generalize to tasks requiring entirely
new behaviors. For example, while our robot models may be able to fold a new type of shirt when trained
on ample shirt folding data, they cannot open the lid of a washing machine if lid opening is not present in
their training data. Current robot models lack the “physical common sense” necessary to perform tasks
requiring entirely new motions. Secondly, the performance of our robot models is still too low for them
to be useful in practical settings. For example, robot models trained entirely with imitation learning may
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achieve 60% success on folding shirts, but we need 99% success to feasibly deploy the robot in real homes.

In principle, both of these challenges could be addressed by collecting a greater breadth and depth of
teleoperation data. With enough demonstrations of enough tasks, the model should start generalizing to
entirely new behaviors, and with enough demonstrations of a single task, the model should almost never
fail. However, given that teleoperation is time-consuming and expensive, it is unreasonable to expect we
could collect enough data to fully address both of these issues. The space of possible robot behaviors is
vast, and achieving near perfect success on a task with imitation learning is notoriously difficult [r75].
Solving these challenges will potentially require entirely new data collection techniques and learning ap-
proaches.

One promising research direction is alternative data sources beyond teleoperation. Data collection with
handheld grippers or even human hands is significantly cheaper and faster. If we can reliably track the
positions of the grippers or hands to recover actions, this data could significantly augment teleoperation
data and enable enough coverage to achieve broader generalization over behaviors. Another
promising direction is reinforcement learning. Reinforcement learning allows the model to learn from
its mistakes by training on its own sub-optimal rollouts, minimizing the distribution shift between train-
ing and deployment, and potentially pushing the performance of the model to near 100% [82]. While
significant work remains in the pursuit of generally intelligent robots, we anticipate that the ideas in this
thesis will form a strong foundation for further research.
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Chapter 8

Appendix

8.1 Collecting Robot Data for Generalization Research

8..1 Data Statistics

We provide a full list of the skills in our dataset (following our definition of skill in Section in Table
We provide a breakdown of which portions of the dataset include which sensors in Figure 8.1,

8.1.2 Learning Method Implementation Details

Below we list relevant implementation details for each method. The complete set of evaluation tasks is
shown in Figure

All the goal-conditioned methods take in both an observation and goal. During training, the goal associ-
ated with an observation is selected by uniformly sampling an observation from the future timesteps in
the trajectory.

Goal-conditioned behavior cloning

The observation and goal are stacked channel-wise before being passed into a ResNet-34 image encoder.
This image encoding is passed through 3 256-unit fully connected layers to predict the robot action. We
augment the observation and goal with random crops, random resizing, and color jitter. We use the Adam
optimizer [100] with a learning rate of 3e-4. We use a linear warmup schedule with 2000 steps.

Diffusion goal-conditioned behavior cloning

In our implementation, we adopt the behavior cloning with diffusion strategy from the IDQL [68].
However, we do not learn a value function. The observation and goal are stacked channel-wise before
being passed into a ResNet-34 image encoder. This image encoding is used to condition a diffusion pro-
cess that models the action distribution. We use the DDPM (Denoising Diffusion Probabilistic Models)
style objective as introduced by Ho et al. [73]. We augment the observation and goal with random crops,
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Skill

Pick-and-place (includes reorienting objects in place)
Pushing objects

Wiping (e.g., wiping the table with a cloth)
Sweeping (e.g., sweeping beans into a pile)
Stacking

Folding cloths

Opening and closing drawers

Opening and closing doors

Opening and closing cardboard box flaps
Twisting knobs

Flipping switches

Zipping and unzipping

Turning levers

Table 8.1: The full set of skills in BridgeData V2. We define a skill to be a group of trajectories that require
similar motions from the robot but may include different objects and start/end positions.

Over-the-Shoulder,
Randomized (13,239)

Over-the-Shoulder,
Randomized, Depth (5,819)

Over-the-Shoulder,
Randomized, Wrist (5,533)

Over-the-Shoulder,
Randomized, Depth, Wrist (2,315)

Over-the-Shoulder
Only (33,245)

Figure 8.1: Breakdown of the entire dataset, including the autonomously collected data, by what camera
views are included. “Over-the-shoulder” refers to the primary fixed camera, and “randomized” refers to
the two alternative camera views that are randomized by the data collectors every so trajectories. “Depth”,
when present, is from the same perspective as the primary fixed camera. “Wrist” refers to the wide-angle
wrist-mounted camera. More cameras were added to the hardware setup throughout data collection, so
the majority of the data only includes the primary fixed camera view, and very little data currently includes
all 4 views. However, now that the hardware is in place, more and more data will include all 4 views as
the dataset continues to grow.
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Seen Tasks

Unseen Tasks

Figure 8.2: The complete set of evaluation tasks. The seen tasks are (clockwise): sweeping beans into a
pile, putting a corn cob in a pot, opening a drawer, putting an eggplantin a pot, stacking a block, flipping
a pot upright, folding a cloth, and putting a carrot on a plate. The unseen tasks are (left to right): putting
a marker in a bowl, sweeping rice into a pile, folding a thick cloth, putting a mushroom in a pot, putting
a spoon on a cloth, and wiping the table with a cloth.

random resizing, and color jitter. We use the Adam optimizer [100] with a learning rate of 3e-4. We use a
linear warmup schedule with 2000 steps.

Action Chunking with Transformers

We use the same ACT hyperparameters as the original paper [230] except for the chunk size. The original
ACT has chunk size 100 to accommodate for high-frequency control (soHz) and long trajectories (1000
steps), while in our case the control frequency is sHz and the trajectory is much shorter at around so-100
steps. We therefore reduced the chunk size to 5 and noted better performance. In addition, ACT was
originally proposed as a single task method; we modify ACT to make it goal-conditioned. The observa-
tion and goal are stacked channel-wise before being passed into a ResNet-18 image encoder. The ACT
policy was trained on a consumer grade workstation with 1x Nvidia 2080Ti GPU for 3 days.

Contrastive RL

Our implementation of contrastive RL mostly follows the design decisions described in [232] except for
the following changes. First, given the observation and goal images, we feed them separately through
a ResNet-34 encoder instead of a 3-layer CNN image encoder to get output encodings. Those image
encodings then pass through two MLPs to get representations of the observation and the goal. Second,
we share the ResNet-34 encoder between the value function and the policy. Intuitively, this encourages
sharing of the causal information learned by the representations and speeds up learning. This ResNet
backbone helps the method to consume large amounts of training data. Third, we increase the GCBC
regularization coeflicient to 0.2 to avoid sampling out-of-distribution actions and use the same batch size
as other methods to make fair comparisons. Our contrastive RL objective retains the temporal-difference
(TD) style used in [535]. We use the Adam optimizer [160] with a learning rate of 3e-4. We use a linear
warmup schedule with 2000 steps.
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Task BridgeData Vi+ PTR  BridgeData Va2

Put marker in bowl 0.05 0.65
Put mushroom in pott 0.10 0.70
Average 0.08 0.70

T Unseen objects, unseen environment * Seen objects, unseen environment

Table 8.2: (Dataset size and diversity ablation) Comparison of the performance of GCBC
trained on only BridgeData V1 + PTR (13k trajectories, 15 environments, 11 skills) and GCBC trained
on BridgeData V2 (60k trajectories, 24 environments, 13 skills). The greater size and diversity of
BridgeData V2 enables significantly better generalization to these unseen tasks.

Language-conditioned behavior cloning

Our implementation of LCBC uses a ResNet-34 with FILM conditioning. The language instruction
is first encoded with a frozen MUSE encoder and passed through 2 fully connected layers. The image
observation is then passed into the ResNet, which is conditioned on the language embedding using FiLM
layers. FILM layers are applied at the end of every ResNet block to condition on language throughout the
network. Finally, the image encoding is passed into a fully connected network to predict the action. We
use the Adam optimizer [160] with a learning rate of 3e-4. We use a linear warmup schedule with 2000
steps.

RT-x

We use the same hyper-parameters as the original RT-1 paper [z0], except for increasing the sequence
length of the transformer from 6 to 15 to accommodate for the longer episode length. We scale each
action dimension to range -1 and 1 and use a vocabulary size of 256 to tokenize the actions.

8.1.3 Hardware Setup

We use an Intel RealSense D435 RGBD camera as a fixed over-the-shoulder camera view and two Logitech
Co20 webcams to capture alternative camera views that are randomized during data collection. For the
wrist camera, we designed a custom 3D printed mount to attach a Raspberry Pi camera module to the
gripper. We used a Meta Quest 2 VR headset to teleoperate the robot.

8.1.4 Comparison to the Original Bridge Data

In Table we compared the performance of GCBC trained on the combination of the original Bridge
Data and data collected for PTR [ro3]], with the performance of GCBC trained on all of BridgeData V.
We find that the additional data released as part of this paper significantly improves performance on un-
seen pick-and-place tasks.
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8.2 Designing a Generalist Robot Policy

8.2.1 Contributions

Dibya Ghosh: led model development, proposed and implemented large parts of the final model design,
babysitted the training runs and touched all parts of the codebase, helped with model evaluations and tech
report writing.

Homer Walke: led model evaluations, designed the main Bridge evaluation benchmark, contributed to
the initial model implementation and ran many of the evals for this tech report.

Karl Pertsch: managed the overall project, led Open-X data integration and curation, led writing of this
tech report, contributed to model development and implementation and ran model evaluations for the
tech report.

Kevin Black: led data loading and training infrastructure, managed TPU pod training, created the
project website, contributed to model development and implementation, and helped with robot eval-
uations and tech report writing.

Oier Mees: ran countless ablations for model development, contributed to model implementation,
helped with evals and writing of the tech report.

Sudeep Dasari: contributed the model evaluations at CMU, experimented with pretrained encoders.
Joey Hejna: contributed the model evaluations at Stanford.

Tobias Kreiman: contributed model evaluations in simulated environments.

Ria Doshi: contributed to explorations into cross-morphology training.

Charles Xu: contributed the model evaluations for Berkeley Peg Insert.

Jianlan Luo: contributed the model evaluations for Berkeley Peg Insert.

You Liang Tan: helped diagnose and resolve bottlenecks in data loading.

Lawrence Yunliang Chen: helped set up and run URs finetuning experiments at Berkeley AutoLab.
Pannag Sanketi, Quan Vuong, Ted Xiao: contributed model evaluations on the Google Robot.

Dorsa Sadigh, Chelsea Finn, Sergey Levine: provided guidance throughout the project and feedback
on the writing of this tech report.

8.2.2 Octo Code Example

Loading a pretrained Octo model and performing inference requires little code:

import jax

> from octo.model.octo_model import OctoModel

4
S
6

8

model = OctoModel.load_pretrained("hf://rail-berkeley/octo-base")
print (model.get_pretty_spec()) # Print out the input-output spec
observation = {"image_primary": img}

task = model.create_tasks(texts=["pick up the fork"l)

action = model.sample_actions (
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Octo Pretraining Dataset Mixture

Fractal [zo] 17.0%
Kuka 17.0%
Bridge[34; o7l 17.0%
BC-Z 9.1%
Stanford Hydra Dataset [3] 6.0%
Language Table 5-9%
Taco Play 139] 3.6%
Furniture Bench Dataset 70| 3.3%
UTAustin Mutex [182]] 3.0%
Austin Sailor Dataset 2.9%
Roboturk 2.8%
Toto [z33] 2.4%
Austin Sirius Dataset [1zg]] 2.3%
Berkeley Autolab URs [30] 1.5%
IAMLab CMU Pickup Insert 1.2%
Viola 1.29%
Berkeley Fanuc Manipulation 1.0%
NYU Franka Play Dataset [41] 0.9%
UCSD Kitchen Dataset [z13] <0.1%
Jaco Play [43] 0.6%
Berkeley Cable Routing 0.3%
Austin Buds Dataset 0.3%
CMU Stretch 0.2%
NYU Door Opening [r51] 0.1%

DLR EDAN Shared Control 0.1%

Table 8.3: Octo pretraining data mixture using datasets from the Open X-Embodiment dataset [148].

observation, task, rng=jax.random.PRNGKey (0))

Listing 8.1: Example Python code to perform inference with a pretrained Octo model.

8.2.3 Data Mixture

We list the detailed training mixture used for training the Octo models in Table[8.3} The sampling weights
are mostly determined by the relative size of the datasets with a few manual adjustments (see Section|3.3.2)).

8.2.4 Training Hyperparameters

We mostly follow documented practices for training vision transformers [2z7]. We use the AdamW op-
timizer [1z3] with an inverse square root decay learning rate schedule [zz7] and linear learning rate warm-
up. We list hyperparamaters used during training in Table[8.4)and the model parameters for the different
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Hyperparameter Value

Learning Rate 3e-4
Warmup Steps 2000
LR Scheduler reciprocal square-root
Weight Decay 0.1
Gradient Clip Threshold I
Batch Size 2048

Table 8.4: Hyperparameters used during training.

Model Layers Hidden size D MLP size Heads Params

Octo-Small 12 384 1536 6 27M
Octo-Base 2 768 3072 2 3M

Table 8.5: Architecture details of Octo model variants.

sizes in Table We apply standard image augmentations during training. Concretely, for the 3rd per-
son camera we apply stochastic crops followed be a resize to 256 x 256, followed by color jitter. Finally,
we normalize the input image to have pixels with float values between -1.0 and 1.0. For the wrist camera,
we apply the same procedure except without the random crop and resizing to 128 x 128 instead.

The images are passed through a shallow convolution stack, then splitinto a sequence of flattened patches [79]
of size 16 x 16. This results in 256 tokens for the 3rd person camera images and 64 tokens for the wrist
camera images. For datasets containing language annotations, we use a pretrained t5-base (111M) trans-

former model that produces a sequence of 16 language embedding tokens.

The diffusion action head consists of a 3-layer MLP with a hidden dimension of 256, residual connections,
and layer normalization. We use the standard DDPM objective as introduced by with a cosine noise
schedule and 20 diffusion steps.

8.2.5 Things that Worked and Did Not Work (Yet)
Things we found improved performance

* Adding history during pretraining: Models with one frame of history as context performed
better in zero-shot evals than models pretrained without history. We did not observe benefits of
increasing the history length further on the few tasks we evaluated on, though other tasks may

benefit.

* Using action chunking: We found it helpful to use “action chunking” [z39], i.e., to predict mul-
tiple actions into the future, for getting more coherent policy movements. In our evaluations, we
did not find temporal ensembling of future actions to provide additional benefits beyond receding
horizon control.

* Decreasing patch size Tokenizing images into patches of size 16 x 16 led to improved perfor-
mance over patches of size 32 X 32, particularly for grasping and other fine-grained tasks. This
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does add compute complexity (the number of tokens is 4x), so understanding how to balance
compute costs and resolution remains a problem of interest.

* Increasing shuffle buffer size: Loading data from 25 datasets in parallel is a challenge. Specif-
ically, we found that achieving good shuffling of frames during training was crucial — zero-shot
performance with a small shuffle buffer (20k) and trajectory-level interleaving suffered significantly.
We solved this issue by shuffling and interleaving frames from different trajectories before decod-
ing the images, allowing us to fit a much larger shuffle buffer (up to sook). We also subsample at
most 100 randomly chosen steps from each training trajectory during data loading to avoid “over-
crowding” the shuffle bufter with single, very long episodes.

Things that did not work (yet)

* MSE Action Heads: Replacing our diffusion decoding head with a simple L2 loss led to “hedging”
policies that move very slowly and e.g., fail to rotate the gripper in WidowX evaluations.

* Discrete Action Heads: Discretizing actions into 256 bins per dimension and training with cross-
entropy loss like in Brohan et al. [z0] led to more “decisive” policies, yet they lacked precision and
often missed the grasp.

* ResNet Encoders: did not scale as well to larger datasets in our evaluations (see Table[3.2)), though
they did outperform our ViT architecture when training from scratch on a small dataset (around
100 demonstrations).

* Pretrained Encoders: ImageNet pretrained ResNet encoders did not provide benefit on zero-
shot evals, though may be confounded with ResNet architectures underperforming as mentioned
above.

* Relative Gripper Action Representation: When aligning the gripper action representations of
the different datasets, we tried (A) absolute gripper actions, i.c., actions are +1 when the gripper
is open and o if it is closed, and (B) relative gripper actions, i.c., gripper action is +1/0 only in
the timestep when the gripper opens/closes and o.5 otherwise. We found that the latter tends to
open/close the gripper less often since most of the training data represents “do not change gripper”
actions, leading to a slightly higher grasp success rate. At the same time, the relative representation
led to less retrying behavior after a grasp failed, which was ultimately worse. Thus, we chose the
absolute gripper action representation.

* Adding Proprioceptive Inputs: Policies trained with propioceptive observations seemed gener-
ally worse, potentially due to a strong correlation between states and future actions. We hypothe-
size this might be due to a causal confusion between the proprioceptive information and the target

actions [46].

* Finetuning Language Model: In order to improve the visuo-lingual grounding of Octo we
experimented with: i) varying sizes of the Ts encoder [163]: small (30M), base (M), and
large (386M) as well as ii) finetuning the last two layers of the encoder. Using the frozen base
model resulted in the best language-conditioned policies. We did not find improvements when
using larger encoders or finetuning the encoder. We hypothesize this might be due to the lack of
rich, diverse, free-form language annotations in most of the datasets.
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8.2.6 Experimental Setups

Berkeley Bi-Manual

Berkeley Coke

WidowX BridgeV2

URS Tabletop RT-1 Robot Berkeley Peg Insert Stanford Coffee CMU Baking Berkeley Pick-up
> 7 Fi

0-Shot Evaluation Finetuning Evaluation

Figure 8.3: Evaluation Tasks. Replicated from the main text for convenience. We evaluate Octo on
9 real robot setups across 4 institutions in zero-shot and finetuning scenarios.

Zero-Shot Evaluations

WidowX BridgeV2  Uses the setup of Walke et al. [z07], in which a Trossen WidowX 250 6-DOF
robot performs diverse manipulation tasks. The observation consists of a single third person camera
stream and the action space is end-effector position deltas. We evaluated two language-conditioned tasks
in which a the robot needs to “place the carrot on plate”, and “put the eggplant in the pot.” While these
tasks are in-distribution, the policy must still generalize to novel object positions. We performed 10 trials
per task and varied objects positions between trials.

URs  Uses the setup of Chen et al. [30], in which a URs robot arm performs multiple table top ma-
nipulation tasks. The observation consists of a single third person camera stream and the action space
is end-effector position deltas. We evaluated twp language-conditioned tasks: picking a toy tiger from
a bowl and placing it into a different bowl as well as wiping a table with a cloth. While these tasks are
in-distribution, the policy must still generalize to novel object positions, distractor objects, and lighting.
Since the training data was collected months ago and the robot setup was taken down and re-assembled,
the policy must also generalize to other miscellaneous changes in the environment like a slightly different
camera view and background. We performed 10 trials per task and varied objects positions between trials.

RT-1 Robot Uses the setup of Brohan et al. [zo], in which a proprietary robot performs multiple table
top and furniture manipulation tasks. The observation consists of a single third person camera stream
and the action space is end-effector position deltas. We evaluated on the task of picking up a 7up can,
apple, blue chip bag, or brown chip bag, as well as the task of opening or closing drawers on a cabinet.
While these tasks are in-distribution, the policy must still generalize to novel object positions. Addition-
ally, since the robot setup was moved between buildings, the policy must also generalize to miscellaneous
changes in the environment like a slightly different camera view and background. We performed 1o trials
per task and varied objects positions between trials.

Model Ablations

All of our model ablations were evaluated on the WidowX setup. We present a more detailed breakdown
of the success rates per task in Table We evaluated on two language-conditioned tasks (put carrot
on plate and put eggplant in pot) and two goal-conditioned tasks (put bread on plate and put spoon
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Language-conditioned Goal-conditioned

Put carrot on plate  Put eggplantin pot Put bread on plate Put spoon on glove  Average

Octo-small (Ours) 80% 90% 70% 90% 83%
b RT-X dataset mix [14§] 80% 80% 40% 40% 60%
a Single robot dataset (Bridge Data) 20% 70% 60% 20% 43%
% Discretized Action Prediction [148] 0% 20% 10% 40% 18%
§ Continuous Action Prediction (MSE) 70% 30% o% 40% 35%
Iz Resnet-s0 + Transformer 80% 60% 100% 40% 70%
&
<

Table 8.6: Model Ablations. We achieve best performance when using the ViT architecture, diffusion
action head, and wide training data mixture. All evaluations are performed on the WidowX setup. Suc-
cess rates are averaged over 40 trials across two language-conditioned tasks and two goal-conditioned tasks.

Generalization Type Task Success Rate  Average
(0)
In-distribution Put carrot on‘ plate 80% 8%
Put eggplant in pot 90%
0
Novel objects Put bread on plate 70% $0%
Put spoon on glove 90%
i Put mushroom in pot 20% .
Novel environment Put spoon on cloth Co% 40%
. Flip cup on its side 10% 0
Novel skill Put block in slot 0% 5%

Table 8.7: Zero-shot Generalization Analysis. Using the WidowX setup, we analyze the generalization
capabilities of Octo-small along several different axes. Octo performs the best on in-distribution tasks and
generalizes well to novel objects and environments. However, Octo struggles to generalize to skills not
seen in the WidowX embodiment. Success rates are averaged over 20 trials across two tasks.

on glove). The goal-conditioned tasks contain objects not seen in the Bridge dataset. Additionally, we
analyze the generalization capabilities of Octo across several different axes, such as novel objects, novel

environments and novel skills in Table[8.7|

Finetuning Evaluations

CMU Baking The robot must pick up the toy bread object, place it in the toaster, and shut the toaster.
This task requires generalization across initial positions (of both the toaster and object) and the shape of
the target toy bread object. We use an end-effector delta action space (Cartesian position + rotation delta).
Observations come from the 3rd-person front-facing Zed camera. Actions are predicted at 15 Hz, and
executed on the robot using the R2D2 Franka controller, The finetuning dataset consists of 120 demos
collected via expert VR tele-operation, and every policy was evaluated using 20 trials (4 novel test objects
with s positions each).
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Stanford Coffee The robot is tasked with picking up one of four different Keurig Coffee Pods and
placing it inside of a Keurig machine. This task requires both generalization across initial positions and
colors of the coffee pod, as well as precise placement in the Keurig machine. We use an end effector delta
action space with an open source controller running at 10 Hz based on Polymetis (found |here).
We use only a single 3rd-person wrist observation. Our training dataset contained 118 expert demonstra-
tions from varied coftee pods and positions collected via VR tele-operation. We evaluated policies for 20
episodes, five episodes for each of four different color coftee pods.

Berkeley Peg Insertion  The task is to insert a pre-grasped 3D-printed peg into a matching sloton a 3D-
printed board inside the bin. The matching tolerance between the peg and the hole is 1.smm; which makes
it a contact-rich precise part-mating task. The robot must learn an appropriate policy to “search” for
the matching opening through contact, which necessitates the use of force/torque measurements. The
observation space of the policy consists of a single side-view camera image, the end-effector twist, and the
end-effector force/torque reading. The policy sends action commands as the robot’s end-eftector twists
at s HZ, tracked at 1000 HZ by a low-level impedance controller. Our finetuning dataset is composed of
100 human demonstrations from the FMB dataset [1z5]. We evaluated trained policies for 20 trials with
randomized board positions.

Berkeley Pick Up We use the setup of Radosavovic et al. [162]. The robot needs to pick up a block
from a table top surface after being trained on a dataset of 100 pickups of various objects. The robot
uses joint position control with an underlying Polymetis control stack [18] (here). It is conditioned on a
wrist camera input image, as well as the proprioceptive readings of the robot. We evaluted on the task of
picking up the yellow cube and used 20 trials.

Berkeley Coke A Trossen Robotics ViperX robot is tasked with picking up a coke can from a table.
The ViperX is completely unseen in the training mixture, thus this task tests the model’s capabilities to
generalize to a new robot embodiment. The task also requires generalization across different positions of
the coke can with the ViperX robot using end-effector delta control at sHz. The policy uses image obser-
vations from a third person and a wrist camera. Our training dataset contained 115 expert demonstrations
collected via VR tele-operation from varied positions.

Berkeley Bimanual The task requires an ALOHA bimanual robot [230], consisting of two ViperX
robot arms, to pick up a sharpie marker with the right hand from the workbench and remove its cap with
the left hand. Since Octo was only pre-trained with single-arm robot data, we re-initialize a new action
head that maps to the 14-dimensional action space of ALOHA (2x 6 joint positions + 2x gripper posi-
tion). A successful policy needs to use image observations from the left and right wrist cameras to predict
precise manipulation behaviors. Best performance for both our methods and baselines was achieved by
predicting an action chunk of 64 during training, and then during test-time executing 12 actions with
receding horizon control before re-planning. We evaluated the uncapping task using 1o trials, where the
pen was placed in a different location for each trial.
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8.3 Controlling Multiple Robot Embodiments with a Single Pol-
icy

More information and videos can be found on our website: |crossformer-model.github.iol

8.31 Training Data

We list the sampling weights for each dataset in our data mixture in Table We up-weight our target
datasets: Bridge, ALOHA-multi-task, GNM, Gor-walk, and Franka-tabletop.

8.3.2 Training Hyperparameters

In Tablewe list the hyperparameters for the optimizer and policy architecture. In total, along with the
ResNet-26 image encoders and action heads, our model has 130M parameters. We initialize the ResNet-
26 encoders with ImageNet pre-trained weights. Training took 8o hours on a TPU Vse-256 pod. We
apply color jitter and random resizing/cropping image augmentations. During training, we use hindsight
goal relabeling and sample future observations uniformly at random to use as goals []. If a language
instruction is available for a trajectory, we randomly mask either the language or goal so that at test time we
can condition our policy using either task specification [126]. For our method and baselines we trained,
we selected checkpoints based on the validation mean squared error since we found this very roughly
correlates with robot performance.

8.3.3 Evaluation Setups

Below we provide further details on our evaluation settings (see Fig. for images). For goal-condtioned
tasks, we arrange the scene and take the goal image before rolling out the policy. For the language-
conditioned tasks, we use language instructions that are semantically in the distribution of the training
data (though may not appear exactly in the training data).

For the manipulation settings, we ran the models on a machine with an NVIDIA 4090 (or similar GPU)
that was connected to the robot. For the ground navigation and drone experiments, we ran the models
on a separate server and sent actions over a wireless network.

WidowX Manipulation We use the Bridge setup from Walke et al. [z07]. We use an over-the-shoulder
camera view and and sample actions from the single arm head of our policy. We evaluated two language-
conditioned tasks, putting a spoon on a cloth and putting a carrot on a plate, and two goal-conditioned
tasks, putting a mushroom in a pot and putting a cloth on a saucer. We used 12 trials per policy and task.
Positions of the objects were varied between trials.

Franka Manipulation We use the DROID setup from Khazatsky et al. [97]. We use an over-the-
shoulder camera view and sample actions from the single arm head of our policy. We evaluated for 27
trials per policy on the language-conditioned task of using a sponge to sweep pinecones into a dustpan.
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CrossFormer Dataset Mixture

Fractal [zg] 17%
Kuka 2.2%
BC-Z [85] 2.2%
Stanford Hydra Dataset [8] 0.015%
Language Table [rz7] 1.5%
Taco Play [169} 139] 1.29%
Furniture Bench Dataset [70] 0.83%
UTAustin Mutex [182] 0.76%
Austin Sailor Dataset 0.74%
Roboturk [30] 0.79%
Toto [233] 0.68%
Austin Sirius Dataset [1zo]] 0.59%
Berkeley Autolab URs [3o] 0.41%
IAMLab CMU Pickup Insert 0.31%
Viola 0.32%
Berkeley Fanuc Manipulation 0.26%
NYU Franka Play Dataset [71] 0.28%
Jaco Play 1.6%
Berkeley Cable Routing 0.089%
Austin Buds Dataset [237] 0.072%
CMU Stretch 0.053%
DLR EDAN Shared Control [161]  0.019%
DROID [g7] 0.022%
Bridge [54} 17%
GNM (180 17%
ALOHA-multi-task 7%
Gor-walk 8.5%
Franka-tabletop 8.5%

Table 8.8: The CrossFormer training data mixture uses datasets from the Open X-Embodiment
dataset [148] and additional data collected for this project.
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Hyperparameter Value
Optimizer AdamW
Learning Rate 3e-4
Warmup Steps 2000
LR Scheduler reciprocal square-root
Weight Decay 0.1
Gradient Clip Threshold I
Batch Size 512
Layers 2
Attention heads 8
Token embedding size 512
MLP dimension 2048
Context length 2135
Total training steps 300K

Table 8.9: Training hyperparameters for CrossFormer.

We also evaluated for 12 trials per policy on the task of flipping a pot upright. The positions of the objects
were varied between trials.

ALOHA Bimanual Manipulation We use the ALOHA setup from Zhao et al. [230]. We use three
camera views, one overhead and two wrist, and sample actions from the bimanual head of our policy. We
evaluated two language-conditioned tasks, taking the cap off of a pen and picking up a knife and using it
to cut a piece of sushi. We used 10 trials per policy and task. The position of the pen, knife, and sushi was
varied between trials.

LoCoBot Navigation We use the LoCoBotsetup from Shah etal. [181] which has one camera view. We
evaluate on suite of three skills: path-following, obstacle avoidance, and sharp corner-turning. We sample
actions from the navigation head of our policy. We combine our policy with the graph-based planner
and distance function from Shah et al. [81]. We first obtain a topological map M of the environment
by teleoperating the robot. Then, at every time-step we find the closest node in M, search the graph for
the shortest path from this node to the goal, and command the policy with the most immediate subgoal
in the path. We evaluate the success of a trajectory based on the number of subgoals between the closest
node at the end of the trajectory and the goal. We evaluate in 6 locations, using one trial per location and
policy as done in prior work [180} 81].

Gor Quadruped We evaluate on a Unitree Gor which uses proprioceptive observations o, € R™. We
sample actions from the quadruped head of our policy, and the task is to walk forward. Importantly,
unlike prior work [216], we directly control the quadruped’s joints rather than doing higher level control
with navigation waypoints. As our evaluation metric we report reward achieved over 25 minutes normal-

ized by the reward achieved by the RL-trained expert policy that generated the data (see Section |4.3.1).
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Task Single-Robot Dataset ~ Best Prior Method ~ CrossFormer

Put the spoon on the cloth 0.25 (12) 0.25 (12) 0.25 (12)
: Put the mushroom in the pot 0.00 (12) 0.17 (12) 0.25 (12)
WidowX Put the cloth on the saucer 0.75 (12) 0.67 (12) 0.75 (12)
Put the carrot on the plate 0.67 (12) 0.25 (12) 0.33 (12)
Frank Sweep the pinecones into the dustpan 0.41(27) 0.52 (27) 0.41(27)
ranka Flip the pot upright 0.83 (12) 0.67 (12) 0.83 (12)
Uncap the pen 0.60 (10) 0.70 (10) 0.80 (10)
ALOHA Use the knife to cut the sushi 0.40 (10) 0.30 (10) 0.60 (10)
Obstacle avoidance 0.95 (2) 0.30 (2) 0.95 (2)
LoCoBot Cornering 0.95 (2) 0.85(2) 0.95 (2)
Sharp cornering 0.85(2) 0.30 (2) 0.88(2)
Tello Quadcopter Cornering 0.68 (3) 0.68 (3) 0.82(3)
Gor Walking I N/A I
Average 0.68 (116) o.s1 (116) 0.73 (116)

Table 8.10: Real Evaluation (detailed). We compare CrossFormer to the same architecture trained on
just the data from the target robot, as well as the best prior method on the data from the target robot. The
number of trials is in parentheses. For ground and aerial navigation (LoCoBot and Tello Quadcopter) the
success metric is the proportion of subgoals reached on the path towards the goal. For the Gor, we report
reward achieved over 25 minutes normalized by the reward achieved by the RL-trained expert policy that
generated the data. Because there is no suitable best prior imitation learning method for the Gor, we do
not include it in the best prior method average.

Tello Quadcopter Finally, we perform evaluation on a Tello quadcopter using the navigation head
of our policy. Since the navigation head outputs 2-D relative waypoints, we maintain a static height
throughout the trajectory [181 180]. Notably, we do not train on quadcopter data so this setting requires
zero-shot generalization to a new embodiment. We evaluated on the skill of turning a corner. We evaluated
in 3 locations, using one trial per policy and location as done in prior work [180}, 81].

8.3.4 Evaluation Results
In Table[8.10|we provide a more detailed breakdown of our evaluation results by task.

8.4 Adding Memory to a Generalist Robot Policy

8.4 Contributions

The project was started by HW and DD. DD, HW, and J TS designed the video encoder and short-horizon
memory system. KP designed the long-horizon memory system. MT, KP, HW, KV, SN, and ME designed
the evaluation suite and performed experimental evaluations, including model post-training. DD, KP,
AR, and QV developed the pre-training recipe and data mixture, and ran large-scale model training. HW,
KD, KS, and MT developed the infrastructure for long-context VLA training. JT optimized inference
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of the MEM VLA. SL and CF provided advice throughout the project. MT, KP, DD, BI, KV, SN, SL, and
CF worked on writing, illustrations, and the video.

8.4.2 Task Details
Long-horizon Tasks (section

Preparing the items for a recipe  The goal of the task is for the robot to take out all of the items for
a recipe. The items are placed in various, randomized locations throughout the kitchen (fridge, cabinet,
drawers, stove ...). The policy’s prompt specifies which items should be assembled, where they should be
placed (countertop, stove, sink), and their respective initial location in the kitchen. We list a few prompt
examples below. The robot will receive 1 point per item retrieved and placed in the requested position.
Most recipes consist of 6 to 7 points. We collected data on over 40 recipes with a large variety of objects,
scenes, appliances, prompts. The evaluation is done on a variety of unseen scenes, with seen recipes.

i Mashed potatoes 1
J

Take out supplies for the recipe. Remove the lid from the pot on the stove and place the lid on the
countertop to the left of the sink, and pick up the pot and place it in the sink. Get the potatoes,
butter, milk from the fridge and place them on the countertop to the left of the sink. Get the masher
from the top drawer to the left of the sink and place it on the countertop to the left of the stove.

g Y,

Fried rice

Take out the supplies for the recipe. Get the bag of rice and the spam from the cabinet on the
bottom right of the dishwasher and place them on the countertop to the left of the sink. Get the
soy sauce from the fridge and place it on the same section of the countertop to the left of the sink.
Get the pan from the bottom cabinet to the right of the dishwasher and put it on the stovetop.
Get the spatula from the top drawer to the right of the dishwasher and place it on the pan on the
stovetop.

N J

Pizza N

Take out the supplies for the recipe. Get the baking tray from the bottom cabinet on the left of
the dishwasher and place it on the countertop to the left of the sink. Get the pizza dough, package
of pepperoni, and bag of cheese from the fridge and place them on the countertop to the left of
the sink. Get the dough roller from the top drawer to the right of the stove and place it on the
countertop to the left of the sink.

Cleaning the kitchen  This task requires cleaning a kitchen by wiping the countertop with the sponge,
drying the countertop with a paper towel, storing any food items left in the countertop inside the fridge,
putting all the dishes from the dishrack into the cabinets, and washing all of the dishes from the sink.
The scoring consists of +1 point per subtask done and on average episodes consist of 8 subtasks. Below
we provide an example prompt.
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Clean kitchen }

Clean up the kitchen. Wipe the countertop with the sponge and dry it with the paper towel and
throw the towels in the trash can under the sink. Put the mustard in the fridge. Put the dishes in
the bottom cabinet on the left of the fridge. Wash the blue plate and black plate and place them in
the dishrack.

In-context adaptation (section
Chopstick Pick Up  The policy is tasked with picking up a chopstick on a variable height table. During

data collection, the chopstick is placed at random locations on the table with random table heights in
the upper half of the table height range. We collect human interventions whenever the policy mis-grasps,
and then train both memory and non-memory policies on this data and evaluate them with the chopstick
randomly placed on the table at the lowest table height setting. The final policies are scored +1 for picking
up the chopstick and +1 for placing it in the bin, and success is a score of 2.

Open Refrigerator The goal of the task is to open a fridge in front of the robot. The fridge does not
have obvious visual cues indicating which side the door hinge is on, leading policies to often attempt to
open it in the wrong direction. We collect human interventions whenever the robot opens the fridge in
the wrong direction. For evaluation, an episode is defined as successful if it takes < 4 grasps to open the
door, to test for intentional strategy switching rather than repeated random sampling.

Analysis Experiments (section [s.4.3)

Three-way swap mugs The goal is to place three coffee mugs under a coffee machine sequentially.
Two mugs start at random positions on the table and a third mug starts under the coffee machine. The
scoring consists of obtaining +1 point for each mug that goes on the coffee machine without tipping and
without repeating mugs. Only one mug can go on the coffee machine at a time, so the robot needs to
place it back on a random location on the table after it was placed under the coffee machine to make
space for the next mug.

Find object The goal is to retrieve the hidden object in a cabinet with four drawers. In the beginning of
the episode, a person places the object in a random drawer. The robot needs to remember which drawer
the person placed the object into, then open the correct drawer and retrieve the item and place it on the
table. One point will be received for successtully accomplishing the task without opening any incorrect
drawer.

Unpack groceries  The goal is to retrieve all items from a grocery bag without missing any items inside.
Theinside of the bag is not observable from the third person camera of the robot, and the number of items
in the bag is randomized across episodes. Thus, to complete the task, the robot will need to remember
how many objects are left in the bag from its past wrist camera observations. Episodes are marked as a
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success if the policy retrieved all items from the bag and indicated completion by moving home once all
items are retrieved.

Scoop coffee  The goal is to put exactly two scoops of coffee beans in a grinder. The robot needs to
remove the lid from the hopper of the grinder, pick up a coffee scoop, put two scoops of coffee from an
opened coffee bean package into the grinder, then put the lid back on. Episodes are marked as a success
if exactly two scoops are added to the grinder and the lid is put back on.

Grilled cheese The goal of the task is to prepare a grilled cheese sandwich. The robot has to assemble
the grilled cheese sandwich in the pan, then wait for the grilled cheese to cook, flip it, wait for the other
side to cook, and finally plate the grilled cheese. The policy receives +1 point for assembling the sandwich,
cooking for the correct amount of time (between 30 seconds and 3 minutes per side), flipping, and plating.

Window cleaning  The goal is to wipe the window door of a phone booth. The task consists of spray-
ing windex on the window, ripping off a paper towel from a roll, then wiping the whole window, and
finally throwing the paper towel in the trash. The robot needs to remember which steps have been com-
pleted and which part of the window have already been wiped during the cleaning phase. Episodes are
marked as a success if all steps of the task are completed. It is considered a failure if the policy fails to wipe
parts of the window.

Table bussing The goal is to sort 12 objects from a tabletop into (A) a bussing bin (for utensils and
tableware), and (B) a trash can (for plastic containers, bottles, and wrapping paper). The policy receives
a score of +1 for every correctly placed item.

Shirt folding The robot has to fold a shirt on a tabletop. At the beginning of the episode the shirt is
flattened on the table. The episode is scored as a success if the shirt is successfully folded into a rectangle
without seams sticking out or excessive wrinkles.

Clean up counter The goal is to clean items from a counter into a drawer. The robot has to open the
drawer, place all items on the counter into the drawer, and close it. An episode is counted as a success if
all subtasks are completed successfully.

Make bed The goal is to tidy a bed, by straightening the blanket, and placing any pillows at the head of
the bed. The episode is scored as a success if all pillows are placed at the head of the bed, and the blanket
is tidied.

Kitchen cleanup The goal is to clean the counter of a kitchen, by placing multiple plates, bowls, and
a cutting board from the counter into a nearby sink. The episode is scored as a success if all plates are
placed into the sink.
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Batch folding In contrast to the shirt folding task, here the clothes start in a hamper on one side of the
table. The robot needs to take the clothing item out of the hamper, flatten it, fold it, and then stack it onto
a stack of existing clothes on the table. The hamper may contain various t-shirts and shorts. Episodes are
scored as successes if the clothing items are folded into rectangles without seams sticking out or excessive
wrinkling.

Box building Given a flattened cardboard cutout, the robot is tasked to fold the cardboard into a
box. This task requires multiple precise, well-coordinated bimanual manipulations to assemble the box.
Episodes are scored as successful if the box is fully assembled without damaging the box.

8.4.3 Video encoder with Space-Time Separable Attention

We describe how we can adjust a layer in a given ViT image encoder to instantiate our video-encoding
scheme.

Let zé;l denote the input embeddings to layer [ for spatial patch p and timestep t (where t € [— K, 0]).
We first modify the embedding by adding a sinusoidal position embedding based on ¢, denote the output
of this step with

-1 !

2, =1z, +et),

where e(t) denotes the sinusoidal position embedding and we set the boundary condition e(0) = 0.
We then re-use the ViT’s standard query key and value projections which in our case are given as
d; = Wo'LN(z,.).
kG = Wi'LN(z, '), (8.1)
voi = WV'IN(z,)),
where a indexes the attention head and LN denotes a layer-norm implementation (we use RMSNorm

but this choice is dependent on the ViT we start from).

Next, we can define the general attention mechanism (ignoring normalization for brevity of notation) as
the softmax over the query and key outer product:

0pi(S = {1, NLT = {1, THIE = SM((@5)" - oKy dpesver] ), (82)

where SM denotes the softmax operationand S = {1,... N}and T = {1,..., T} denote the spaceand
time indices we want to perform attention over respectively. With this general definition we can define

the space only attention mechanism as instantiating a3 (S = {1,... N}, 7 = {}) and the time only

attention mechanism as instantiating ozi,’i (S ={},T ={1,...,T}). Thus the attention mechanism
used in our video encoder is precisely given as
(S8 ={1,... N} T = {Dlgi(S ={1,... N} T ={1,..., T}[]). (8.3)

And thereafter we follow the standard computation of a transformer layer, i.e. we compute the outputs
of the transformer by first combining attention weights o with values v and passing the corresponding
outputs to a MLP.
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