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In a vibration-based damage detection paradigm, a structural health monitoring 

(SHM) system is designed to acquire data from which damage-sensitive features will 

be observed in order to classify the damage state of the structure without providing 

false positive indications of damage. An optimization routine is introduced that 

exploits the concept of SHM as a pattern recognition problem for which there is a 

space of solutions that can be searched by global optimization algorithms to improve 

damage detection sensitivity. 
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The optimization procedure is general in that it can be used to improve a 

number of elements that are particular to the problem of damage detection including: 

the excitation, method of data conditioning, detection features, and statistical metrics 

of comparison. In particular, this work focuses on tailoring excitations for global, 

active sensing SHM applications via evolutionary algorithms. Indications of damage 

in the response are shown to be more detectable in both computational and 

experimental platforms using excitations that have been tailored to the application via 

the optimization routine. 

Using the routine, a class of excitations that significantly enhance damage 

detection relative to untailored inputs is discovered and shown to do so because of a 

change in the state-space representation of structural response. When state-space 

features are employed, the relative power of structural response frequencies is shown, 

in the most basic case, to significantly affect the 2-torus representation of the response. 

The routine is also used to show that sensitivity is significantly affected by the 

employed detection feature. In particular, the introduction of temporal information in 

the feature formulation dictates that improved detection occurs for a class of chaotic 

excitations. 

In addition, a method is introduced that allows tailored inputs to be generated 

for more complicated structures by training on a simple infinite impulse response 

filter. Design of the filter only requires identification of two structural resonant 

frequencies. A 6% reduction in bolt stiffness in an experimental structure is clearly 

classified as damaged using state-space features and excitations that have been trained 

on the filter. The reduction in stiffness is not visible using traditional modal methods. 



1 

1 INTRODUCTION 

1.1 Background 

All engineered systems and structures are subject to degradation or damage 

that can potentially lead to failure or reduced performance at some point within their 

design lifetime. As such, it is necessary for structural owners to expend a significant 

amount of time and capital on the early detection and mitigation of damage that, if left 

untreated, could lead to failures resulting in economic loss at a minimum and to loss of 

life in the extreme. 

Typically, non-destructive evaluation (NDE) techniques are employed to help 

detect structural degradation resulting from the elements, normal use, or unexpected 

events. This can be a problem if the asset must be removed from service in order to 

perform the inspection. In addition to the cost incurred by the inspection procedure, 

there is an opportunity cost associate with removal of the asset from service. This is 

particularly pertinent to the airline industry and the military.  

For civil structures such as bridges, the structure may not need to be removed 

from service for inspection, but an inspection must be performed in the first place, 

which can be problematic if resources are limited. As will be discussed in more detail 

shortly, the need for regular maintenance is an issue if manpower and money are 

limited. The inspection burden is especially exacerbated if an extreme event such as an 

earthquake or an explosion has potentially damaged multiple structures. The need to 
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ensure safety through inspection after such an event increases the already burdensome 

cost to government, industry, and the general populace. 

Regardless of the cost of inspection, the cost of failing to detect damage can be 

significantly higher. Economic loss is one possibility, but loss of life can occur in the 

extreme. An inspection regime designed to prevent such events is hampered by the 

fact that even regular maintenance and vigilance can fail to detect incipient damage. 

Thus, there is motivation to reduce both the cost of inspection and the possibility of 

failure.  

Structural health monitoring (SHM) is a relatively new field of engineering 

that seeks to address some of the life maintenance, economic, and safety issues 

associated with civil, aerospace, and naval structures and vehicles. The concurrent 

increase in processor speed and decrease in processor size coupled with advances in 

sensor technology and the development of effective pattern recognition algorithms has 

allowed for the possibility of smart structures and devices. In essence, technological 

progress may allow vehicles and structures to be embedded with a nervous system that 

provides information about the health of the asset to its operators. An effectively 

designed SHM system would decrease maintenance and operation costs while 

simultaneously improving safety and reliability. 

1.1.1 Economic and Safety Considerations 

The requirement for regular inspection significantly increases the total life 

cycle cost of any structural asset. For example, Hall and Conquest (1999) estimate that 

for military and commercial aircraft, 27% of total lifecycle costs stem from inspection 



3 

 

 

and repair. Given that lifecycle costs for a Boeing 747 aircraft are much higher than a 

purchase price of around $200 million (Boller and Staszewski 2004); the costs of 

inspection and repair are not insignificant. 

Within the aerospace industry, the fraction of operating costs attributable to 

operation and maintenance (O&M) is only expected to increase as civilian and 

military fleets age. Worldwide, there were around 4,600 military and civilian aircraft 

over 15 years old and 1,900 aircraft over 25 years old in 1997. In 1999 those numbers 

had risen to 4,730 (3% increase) and 2,130 (12% increase), respectively (Boller 2001). 

In parallel, the Congressional Budget Office estimates that O&M costs for military 

aircraft rise by 1-3% for each additional year of age (Kiley 2001). At a more detailed 

level, Sampath reported in 1996 that the average number of hours required for 

scheduled inspection and repair of the EF-111A aircraft was approximately 8000 

while in 1985 that figure was only around 2200 (Sampath 1996). Whether they are 

viewed from an averaged or detailed perspective, these figures portend continued 

escalation in O&M costs for the world’s aging aircraft. 

Similarly, O&M costs associated with civil infrastructure around the world are 

expected to rise in coming years. The unfortunate collapse of the I-35W bridge in 

Minneapolis on August 1, 2007 has again drawn attention to the fact that many of the 

nation’s aging bridges are rated as structurally deficient. The National Bridge 

Inventory maintains data on 599,976 bridges of which nearly 72,500 are rated as 

structurally deficient, where “structurally deficient” refers to bridges with major 

deterioration, cracks, or other deficiencies in their decks, girders, foundations, or other 

structural components (Scovel 2007). As of late August of 2007, 6149 of the 116,086 
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bridges on the National Highway System (which supports over 70% of bridge traffic) 

were categorized as structurally deficient. The cost of immediately addressing 

deficient bridges was estimated early in 2007 at a minimum of $65 billion (Scovel 

2007). 

The label “structurally deficient” does not mean that the bridge is in danger of 

immanent collapse. Rather, the bridge must be monitored and maintained in order to 

ensure that such a collapse does not occur. Past accidents may serve to illustrate that 

this is not always possible even with reasonable inspection standards, but erroneously 

categorizing a bridge as unfit for use is also costly.  

Chang, et al. (Chang et al. 2003) point out that as of 2001, the U.S. was 

spending around $10 billion per annum to replace obsolete bridges that are categorized 

as deficient—based on limited information. Current attempts to classify bridges as 

safe for use rely on a combination of visual inspection and tap tests supplemented with 

finite element models whose governing equations are often based on best guesses 

about the parameters that make up a particular bridge (Chang et al. 2003). Not only 

are the employed non-destructive evaluation techniques limited in the type of 

degradation that they can detect, but inadequate staffing and funding only allow a two-

year inspection schedule at best.  Given these methods of classification, it is probable 

that bridges that have been rated as obsolete have been erroneously repaired, replaced, 

or retired. More ominously, the number of bridges that have been incorrectly classified 

as safe for use is also unknown. 
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1.1.2 Monitoring Techniques 

Government and industry are beginning to realize that more robust and 

efficient means of tracking the evolution of damage or faults in engineered systems are 

required to keep O&M costs from escalating and to prevent the occurrence of 

catastrophic failures. Currently, four related areas of research exist to address the 

problem of system fault detection: non-destructive evaluation (NDE), statistical 

process control (SPC), condition monitoring (CM), and structural health monitoring 

(Worden and Dulieu-Barton 2004). This dissertation is focused on SHM, but a brief 

description of the three related disciplines is also included.  

Statistical process control is typically concerned with monitoring 

manufacturing and production processes in order to minimize defects and deviations 

from planned design and will not be addressed specifically. Condition monitoring 

typically refers to the detection of faults through the analysis of vibration data 

collected from sensors affixed to rotating machinery. This field is considered mature 

and has become standardized for use in industrial applications (Farrar et al. 2001).  

NDE and SHM are similar in that both disciplines seek to detect and monitor 

flaws (e.g., cracks, composite disbonds) in structural materials before they propagate 

to the point of failure. Some NDE applications, such as pressure vessel monitoring or 

rail defect detection, employ NDE in an on-line capacity, but in general, NDE is 

typically performed off-line, that is to say, the asset is taken out of service prior to the 

inspection process (Worden and Dulieu-Barton 2004). A sensor suite on the structure 

may indicate abnormal behavior that requires investigation or a time-based 

maintenance schedule may dictate that the structure be removed from service for a 
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routine inspection. A wide range of NDE methods are available, including thermal-

wave imaging, pulse eddy currents, and laser-based ultrasonics, to name a few. 

Achenbach (Achenbach 2000) provides a good summary of current NDE techniques 

as well as suggested references for further study.  

SHM is distinct from NDE in that defect detection and monitoring is meant to 

occur on-line and data collected from the asset is acquired with a sensor system that is 

necessarily an integral part of—or at least continuously affixed to—the structure. 

SHM is essentially an attempt to create smart structures that are capable of monitoring 

their condition or “health” in real-time and has been enabled largely by the 

development of low-cost, miniaturized computers and sensors. As envisioned, SHM is 

attractive for a number of reasons (Sohn et al. 2003): (1) a reduction in the probability 

of catastrophic failure resulting from unexpected or rapid damage progression between 

inspection periods; (2) the transition from a time-based maintenance schedule to a 

condition-based maintenance schedule that reduces capital expenditure and 

opportunity costs arising from unnecessary inspections; (3) a reduction in material and 

fuel costs associated with over-designed aerospace and marine vehicles and structures; 

(4) the ability to monitor and possibly repair remote structures such as satellites; (5) 

quickly providing information on whether civil infrastructure is viable for use 

following a natural disaster. The aforementioned reasons are not meant as an 

exhaustive description of all the possible benefits of SHM. 

Similar to condition monitoring, damage detection in SHM is typically 

performed by monitoring changes in the vibration response of a structure. Within this 

vibration-based detection paradigm, damage is recognized as pre-existing material 
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defects (which are present in all materials) that have progressed due to structural use, 

wear, or environmental degradation to the point where they are observable has macro-

scale damage (e.g., a crack) that may or may not affect normal operation of the asset, 

but do affect the vibration characteristics of the structure. Similarly, geometric damage 

(a bent wing panel) or connectivity damage (a loose bolt) are damage modes that are 

expected to change, at a minimum, the local vibration characteristics of the structure in 

the vicinity of the damage and, less noticeably in some cases, the global vibration 

characteristics of the structure. In short, changes in the physical properties of the 

structure are expected to induce changes in structural dynamics (Doebling et al. 1998). 

Ultimately, SHM is concerned with detecting and monitoring damage before it 

progresses to the point that the intended operation or function of the structure is no 

longer possible, i.e., the asset fails. 

1.1.3 SHM as Statistical Pattern Recognition 

In recent years the SHM task has been defined as a problem of statistical 

pattern recognition. In particular, Farrar and Worden (Farrar and Worden 2007) define 

the SHM problem as being composed of four main categories: (1) operational 

evaluation, (2) data acquisition and cleansing, (3) feature selection, and (4) statistical 

model development.  

Operational evaluation describes the need to initially assess the environment, 

monitoring conditions, and operating regime of a particular structure to be monitored 

such that a detection system that is most likely to detect an expected type of damage 

can be designed. A decision about whether to monitor the structure with a global or 
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local SHM scheme would be made at this time. The tradeoffs between local and global 

methods will be touched upon later. 

 Data acquisition and cleansing is the stage in which decisions about sensor 

placement, data storage and transmission, and the rate of monitoring (continuous, 

regular intervals, after discrete events) are considered and finalized. Signal processing 

concerns such as noise reduction and filtering would also be elements of this stage. 

Feature selection is a major component of any SHM scheme and refers to 

vector or scalar quantities that are distilled from physical variables that have been 

observed while the structure is in operation. Ideally, these quantities should condense 

acquired data such that extraneous information is discarded and the feature remains 

sensitive to indications of damage that affect the observed physical variable while 

remaining insensitive to environmental or operational noise. Feature selection is one 

of the most important aspects of the SHM process and will be considered in detail 

within this dissertation. 

Statistical model development is the stage at which sets of features that have 

been distilled from the data must be analyzed and classified with some level of 

statistical confidence. In particular, algorithms borrowed from the fields of pattern 

recognition and machine learning (Worden and Manson 2007) are employed to 

answer a subset of a hierarchy of five questions that are important to the SHM process 

( Rytter 1993) and (Farrar and Worden 2007): 

(1) Is damage present in the structure? (Existence) 

(2) Where is the damage located? (Location) 

(3) What mode of damage is present? (Type) 
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(4) How severe is the damage? (Extent) 

(5) How much useful life remains? (Prognosis) 

The statistical model employed to distinguish between features will determine if and 

how these questions are answered. 

 Drawing on the machine learning literature (Cherkasky and Mulier 1998), 

Worden and Manson (Worden and Manson 2007) break down the process of statistical 

model development into the three pattern processing subcategories of group 

classification, regression, and density estimation. Group classification and regression 

both require that data from the undamaged (baseline) and damaged structure be 

available either from the structure itself, a similar structure, or a computational model 

of the structure. Thus, these methods are considered supervised learning techniques 

because the algorithms that will operate on sets of features collected from structural 

response will need to be trained to identify the damage state of the structure.  

 Assuming a set of data has already been used to train the classification 

algorithm, group classification is an attempt by the algorithm to classify some new set 

of structural response data into one of at least two classes (e.g., damaged vs. 

undamaged or linear vs. nonlinear damage). Statistical distributions learned from the 

training data are associated with each class and thus, the classification of the new data 

set can be achieved with a given level of statistical confidence. 

 Similarly, if training data are available, regression attempts to correlate (or 

form a map between) input data acquired from the structure with continuous output 

variables such as degree of damage (e.g., the continuous extent of a crack) or location 

of damage (e.g., the Cartesian coordinates of an impact site). 
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Density estimation allows for the possibility of unsupervised learning, where 

the damage condition can be identified without relying on training data. Rather, a 

distribution is assigned to data extracted from the structural response and future 

observations of structural response are monitored for deviations that are not predicted 

by the previously observed distribution. Unexpected response data are presumed to 

arise from damage and thus this mode of damage detection is called outlier or novelty 

detection. Unsupervised learning methods are not expected to be able to characterize 

damage beyond ascertaining its existence in the structure. At the other extreme, 

damage prognosis is only possible if sufficiently accurate models of the structure, the 

load condition, and the damage progression are available. 

With group classification and density estimation there is often a need to make a 

decision about the damage condition of the structure. The need to make a decision 

between two alternate theories based on evidence observed from a random distribution 

is called a hypothesis test. Typically, the decision is coupled with a desire to minimize 

certain types of risk associated with erroneously making the wrong decision. In a 

binary hypothesis test a decision must be made about whether to accept the null 

hypothesis (H0) or reject the null and accept the alternative hypothesis (H1). The null 

hypothesis is typically thought of as the “default” decision. Incorrectly rejecting the 

null hypothesis when it should be accepted is called a type I error or false positive, 

while incorrectly rejecting the alternative hypothesis when it should be accepted is 

called a type II error, or false negative (Kay 1998).  

Often, there is a stronger penalty associated with one of the two types of error. 

For example, assume that a decision needs to be made about the existence of damage 
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in a critical part. Let H0 correspond to the statement “damage is not present” and H1 

correspond to the statement “damage is present”. A false positive is undesirable 

because it would reduce confidence in the SHM system, while a false negative is 

worse because it could lead to failure if damage remains undetected. The goal of 

statistical pattern recognition is to reduce the probability of both types of error. 

When attempting to decide between two competing hypotheses, there is often 

some quantitative measure that provides a sense of the distance between two observed 

distributions. Within this dissertation, such a measure will be called a statistical metric 

of comparison. For example, a simple metric that could be used to compare between 

two univariate Gaussian probability density functions (PDFs) might be the distance 

between their means. Another example is the Kolmogorov-Smirnov distance which is 

the maximum distance between two cumulative distribution functions (CDFs). Thus, 

the essence of a comparison metric is to try to quantify the similarity or dissimilarity 

of observed distributions. 

In summary, this dissertation adopts the idea that SHM can be viewed as a 

problem of statistical pattern recognition. Vibration data observed from structural 

response to some form of excitation is obtained and compressed into features that are 

selected such that they change when damage is introduced to the structure. A 

statistical method of comparison is employed to determine the damage state of the 

structure which can range in sophistication from verifying the existence of damage to 

prognosticating the expected lifetime of the structure. 
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1.1.4 SHM History and Example 

Some of the initial attempts to employ vibration data for SHM were 

investigated by the aerospace and offshore petroleum industries in the 1970s and 

1980s (Sohn et al. 2004; Farrar et al. 2001). Research undertaken by NASA ultimately 

resulted in a vibration-based inspection system that is currently used to detect fatigue 

damage in shuttle components that are covered by the thermal protective system and 

are resistant to traditional NDE methods (Hunt et al. 1990; Farrar et al. 2001). 

According to (Doebling et al. 1998; Farrar et al. 2001),  researchers working 

on the problem of detecting damage to offshore oil platforms were less successful in 

developing a viable detection system based on damage-induced shifts in modal 

frequencies and mode shapes. Machinery-induced platform vibration and the hostile 

marine environment led to noisy measurements which often confounded observed 

data. Changing platform mass associated with drilling activities, variations in fluid 

storage levels, the growth of marine organisms, and tidal variations all led to 

difficulties in deciding whether changes in natural frequencies were driven by damage 

or operational and environmental variability. Finally, wave motion was found to 

provide insufficient excitation of the high frequency modes required for global 

detection of local damage. The methods employed and problems encountered in these 

platform monitoring attempts are instructive in that they nicely encapsulate many of 

the issues encountered today with the development of SHM. 

First, the use of modal frequencies and mode shapes as indicators of damage is 

an example of feature selection. As mentioned previously and as described by 

Doebling et al. (Doebling et al. 1998), the selection of a damage-sensitive feature is 
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driven by the competing goals of data compression, damage sensitivity, and 

insensitivity to environmentally- or operationally-induced dynamic changes. Selecting 

natural frequencies as damage indicators is an example of data compression: the entire 

response of the system has been reduced to corresponding pairs of eigenvalues and 

eigenvectors that describe the fundamental nature of the structural response. 

Unfortunately, the loss of information can also lead to a decrease in the sensitivity of 

the feature to damage. For example, if damage is localized, it may only be observable 

in higher frequency modes and will go unnoticed if those modes have not been 

selected for observation.  

The need to excite higher frequency modes in order to detect the presence of 

damage, highlights the problem of how to sufficiently excite those frequencies that are 

likely to correspond to damage when the location, extent, and type of damage are not 

known a priori. Furthermore, excitation of higher frequencies can be problematic due 

to increased energy requirements. The tension between the usually local nature of 

damage and global response dynamics is emblematic of the general tradeoff between 

local and global SHM methods. On the one hand, as long as sufficient excitation 

energy is supplied, global methods increase the chances of detecting damage with a 

minimum number of sensors if the probable location of damage cannot be reasonably 

inferred. Conversely, local methods are better at detecting and quantifying the extent 

of damage in a local region of the structure with the risk of missing the onset of 

damage in other locations or at the cost of a relatively dense network of sensors. 

Coupled with the competing tradeoffs of detection sensitivity, sensor 

placement, and excitation energy requirements is the potential for non-damage related 
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changes in structural response to generate false positive indications of damage. 

Changes in the ambient environment, operating conditions, or boundary conditions 

can all lead to perturbations in structural dynamic response that can be erroneously 

catalogued as damage.  

For example, the natural frequency of a single degree-of-freedom (1DOF) 

spring-mass system is given by 

m

k
=  (1.1) 

where   represents the natural frequency in radians, k is the stiffness of the spring in 

N/m and m is the mass in kg. Thus, the natural frequency will decrease when either k 

decreases or m increases. If an offshore oil platform is modeled as a 1DOF spring-

mass system where the support pylons correspond to the spring and the platform is 

viewed as a lumped-mass, then an increase in platform mass related to drilling 

activities will lower the natural frequency just like the stiffness decrease that might 

occur, for example, if the cross section of one of the support pylons was substantially 

reduced, would lower the natural frequency. Thus, in this application, if natural 

frequencies are used as features, successful damage detection depends on properly 

accounting for environmental and operational changes. Such an accounting is an 

example of data normalization. 

 To reiterate, there were three major problems encountered by investigators in 

their attempts to monitor offshore oil platforms: feature selection, adequate excitation 

power, and false positive indications of damage caused by environmental and 

operational variability. These three problems are emblematic of issues encountered in 
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all SHM applications and also describe the aspects of SHM that are addressed in this 

dissertation. 

1.2 Research Motivation 

The SHM framework described in Section 1.1.3 is heavily focused on the 

collection, reduction, synthesis, and analysis of vibration data collected from a given 

structure. Indeed, as discussed in (Farrar and Worden 2007), the bulk of the technical 

literature in the field is devoted to the identification of features for damage detection. 

Similarly, a portion of this dissertation will also be committed to the investigation of 

new damage detection features; however, the majority of the dissertation will be 

dedicated to a subject that, to the best of the author’s knowledge, has not seen much 

consideration in the technical literature: tailoring structural excitations to improve 

damage detection sensitivity. 

Prior work on input modification for the purpose of improved detection 

sensitivity has been from the vantage of control theory. Solbeck and Ray show that 

control of a feedback loop between response and excitation can be used to increase the 

change in frequency observed in a beam for a given change in system mass or stiffness 

(Solbeck and Ray, 2006). Similarly, Epureanu employs nonlinear feedback between 

the structure and the excitation to enhance detection (Epureanu et al. 2005). 

1.2.1 Modes of Excitation 

The necessary but often implicit assumption present for any derivation of a 

detection feature is that information pertaining to damage is to be found in the 

observed structural response. Unfortunately, as highlighted by the example of the 
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offshore oil platform, damage may never be detected because local damage registers 

only in the higher modes of the structural response and the excitation is incapable of 

activating those higher modes given energy constraints.  

If the location and extent of damage is unknown, one means of increasing the 

probability of detection would be to excite as many frequencies as possible. This could 

be achieved by using wideband excitation (e.g. white noise) or by using an excitation 

with time-dependent frequency characteristics such as a sine-sweep. For a fixed 

amount of input energy, the wideband input will distribute its energy over all of the 

frequencies in the band which will reduce the amount of energy exciting the band of 

interest. On the other hand, although the amount of energy applied to each frequency 

will be larger for the sine sweep, any indication of damage will be non-stationary; 

therefore, features must be developed that are capable of detecting damage within the 

interval of time in which such indications are present in the response. Each of these 

techniques is a global method that assumes that the SHM practitioner is capable of 

inducing active excitations, i.e., actuators that are capable of exciting the structure are 

controllable. 

If active excitations are possible and the probable location of damage can be 

predicted, then it may be advantageous to use a local SHM technique. One possibility 

would be the use of piezoelectric patches and high frequency guided waves (Matt et 

al. 2005). In this manner, most of the excitation energy is expected to contribute to the 

activation of any incipient damage. The tradeoff is that the location of damage must be 

expected and/or the density of sensors must be increased.  
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In the worst case, ambient excitations originating from environmental or 

operational processes will be the only source of structural actuation (e.g., waves 

forcing an offshore oil platform, traffic on a bridge). In such a situation, the excitation 

is fixed and manipulation of sensor placement or the algorithms used to extract 

indications of damage are the only ways to improve the probability of damage 

detection. 

Returning to the idea of global active excitations, tradeoffs between a 

broadband input and a swept-sine excitation were discussed solely from the 

perspective of power per band in the frequency domain. This dissertation, in part, 

explores the possibility that power and frequency considerations might not be the only 

factors that govern whether a given input will improve the probability of damage 

detection.  In particular, approaching the problem from a nonlinear dynamics 

perspective, deterministic phase relationships (the exact dynamic evolution of an 

excitation) are viewed as a possible element of the excitation that may help to improve 

damage detection sensitivity. From this perspective, it may be possible to increase the 

effective signal-to-noise ratio (SNR) of damage information relative to background 

noise or other variability. 

1.3 Research Overview 

The primary thrust of this dissertation is an exploration of the possibility that 

for any given structure, damage mechanism, and set of detection features, there exists 

an excitation or class of excitations that, when used to activate the structure, will 

maximally increase damage detection sensitivity. In its most general form, the 
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problem of finding tailored excitations can be viewed as a search over the space of all 

possible excitations for a globally optimum excitation. The search space is limited by 

selecting various excitation sources that are governed by parameters that can be easily 

manipulated to produce variations in the excitations produced by the source. Even so, 

the space of solutions available to each of the explored excitation sources is still 

infinite and is often characterized by discontinuities.  

Correspondingly, direct search algorithms and specifically evolutionary 

algorithms (optimization heuristics that are guided by the principles of natural 

selection and survival of the fittest) are used to search the space of excitations 

available to each source for those excitations that improve damage detection 

sensitivity when used to excite the structure. These algorithms are shown to be useful 

for efficiently searching these spaces and are also employed in novel ways to help 

guide the discovery of some of the underlying principles that govern improvements in 

detection sensitivity observed for tailored excitations. 

A priori constraints on the type of excitations that can be produced to excite a 

structure are limited as much as possible in the selection of excitation sources. As a 

result, both deterministic and stochastic excitation sources are investigated with 

excitations from both types of sources converging to similar results. In parallel, 

detection features that are capable of identifying damage given both deterministic and 

stochastic excitations are developed. In particular, the problem is approached from a 

nonlinear dynamics perspective with emphasis placed on the development of features 

that make use of a state-space representation of structural response data.  
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Returning to the idea of tailored excitations, a class of inputs is presented that 

significantly improve damage detection sensitivity when compared with the results of 

other excitations that have not been tailored to the structure. Reasons for why the 

tailored excitations improve sensitivity are given and the implications for SHM are 

discussed.  

The importance of determinism is tested by creating and testing phase 

randomized versions of the tailored excitations on the structure. Damage sensitivity is 

found to decrease for these excitations relative to the original tailored inputs, which is 

significant because phase randomized excitations maintain the same frequency 

structure as the excitations from whence they are created but are non-deterministic. 

Thus, it is shown that—even for linear structures—the frequency characteristics of an 

excitation do not completely determine sensitivity to damage. 

The use of chaotic excitations to excite structures is also investigated. Chaotic 

excitations are considered attractive because they have a broadband frequency 

structure but are also deterministic. Thus, the benefit of wideband excitation is 

achieved while the degradation in feature sensitivity due to a random input is avoided. 

In addition, theoretical links between chaotic inputs and structures are explored for the 

possibility of improved damage detection. In the process, evolutionary algorithms are 

used to search the space of systems of ordinary differential equations for those systems 

that have desirable properties. Results from this work are useful for damage detection 

and possibly for system identification. 

Tailored excitations are tested experimentally and found to improve detection 

sensitivity. In addition, a class of excitations is described that can be used to improve 
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robustness to noise and boundary condition perturbations. A theoretical framework 

based on the structural transfer function is used to explain how excitations can be 

tailored to reject perturbations that arise from frequency shifts such as those caused by 

temperature-induced expansion or contraction of structures. 

The effect of features on tailored excitations is investigated and found to 

significantly change the type of excitations that should be applied to the structure. For 

example, one type of feature that does not employ temporal information performs best 

if a multi-tone excitation is applied to the structure, while another type that does use 

temporal information performs best if chaotic inputs are applied. An explanation is 

offered for why this is the case. Related results demonstrate that conditioning of the 

data has an effect on tailored excitations given a particular feature. Overall, a strong 

coupling between excitation, feature, and statistical comparison is demonstrated and it 

is shown that significant improvements in detection sensitivity are possible if tailored 

excitations are used. 

Finally, the problem of implementing tailored excitations on structures where a 

model is unavailable or is too computationally expensive is explored. One method that 

capitalizes on the class of excitations that were shown to improve detection is 

experimentally verified and presented. A second method that substitutes a filter for the 

structural model is also explained and experimentally verified to improve damage 

detection sensitivity. 
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1.4 Dissertation Overview 

Chapter 2 introduces the concept of state-space embedding and in particular 

overviews many of the issues related to, and strategies used for, delay-reconstruction 

of attractors from a time series. State-space features that are used throughout the 

dissertation such as prediction error, generalized interdependence, and continuity are 

introduced. New features and variations of existing state-space features are described. 

Chaos theory and its implications for SHM are also discussed. 

Chapter 3 overviews the calculation of Lyapunov exponents and Kaplan-Yorke 

dimension and explains how the Kaplan-Yorke conjecture motivates the search for 

systems of ordinary differential equations (ODEs) that can be used to produce 

excitations that improve damage detection in a structure. Two evolutionary 

algorithms—differential evolution and gene-expression programming—that are used 

throughout the dissertation are introduced and their application to the search for 

tailored excitations is detailed. Issues related to searching the parameter space of an 

ODE system are described. 

An optimization routine that uses an evolutionary algorithm to modify the 

parameters of an excitation source such that excitations produced by the source 

improve damage detection in a computational structural model is introduced in chapter 

4. The optimization routine is applied to deterministic excitation sources (ODE 

systems) as well as stochastic sources (shaped noise). The results from both 

optimizations converge to a similar result that demonstrates that two-tone excitations 

are preferred for damage detection. The reason for this result is explained and its 

implications for SHM are explored. The effects of noise, extent of damage, and 
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determinism on tailored excitations are evaluated. Necessarily, phase-randomized 

excitations are introduced as a means of testing the importance of determinism. 

Results in chapters 4 are based primarily on one type of state-space feature. 

Chapter 5 demonstrates that the selected feature can have a significant impact on the 

type of excitations that should be applied to the structure for improved detection 

sensitivity. In particular, many of the state-space features introduced in chapter 2 work 

best when coupled with chaotic inputs. Interestingly, the chaotic excitations selected 

have parallels with the two-tone results presented in chapter 4. Reasons for why 

particular excitations are favored for a given feature are explained. 

Chapter 6 details the results of an experimental evaluation of designed 

excitations. Excitations are tailored to a computational spring-mass system and the 

resulting excitations are tested on an experimental version of the system. Tailored 

excitations are shown to improve fitness relative to untailored inputs depending on 

how baseline data are acquired. In many cases, boundary condition perturbations 

related to experimental design can overwhelm damage detection for many of the 

tailored excitations. This dissertation demonstrates, however, that this is not 

universally true for all of the tested excitations. One of the tailored inputs consistently 

detects damage rather than boundary condition perturbations. The reasons for this 

robust damage detection are explained. Thus, it is shown how the excitation can be 

tailored to build in damage detection that is robust to non-damage related 

perturbations to the dynamics. 

One drawback of tailored excitations is the need for a model on which to test 

excitations. Chapter 7 is concerned with the generation of tailored excitations for 
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structures where it is infeasible to accurately model the dynamic response of the 

system. This is accomplished by viewing the natural frequencies of a structure as the 

poles of a simple discrete-time filter. In this manner, the outputs from an excitation 

source can be tailored to the structure without a model that accurately models response 

dynamics. The technique does require that at least two of the natural frequencies of the 

structure be identified while it is in the baseline condition.  

Finally, a review of the dissertation is provided along with a discussion of open 

research questions and suggested additional work. 

1.5 Original Contributions and Extension of Knowledge 

The chief motivation behind this dissertation is to determine whether 

excitations can be tailored for particular SHM applications such that damage detection 

sensitivity is improved. The problem has been approached from a nonlinear dynamics 

perspective with emphasis on state-space representations of observed response data 

and features that capitalize on this representation. In addition, ideas derived from 

chaos theory have been used to motivate the search for improved excitations with 

results that have often been surprising. Furthermore, the coupling of evolutionary 

algorithms and nonlinear ordinary differential equation systems has yielded insights 

that are applicable to the fields of nonlinear dynamics as well as SHM. Additional 

work related to system identification may be warranted, given observed results. 

Ultimately, the multidisciplinary aspect of the research has resulted in ancillary 

questions and answers that are of interest.  
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Given the above discussion, the most significant original contributions of this 

research, in no particular order, are: 

1. Computational and experimental demonstration that excitations can be tailored 

to improve damage detection sensitivity in SHM applications; 

2. Use of evolutionary algorithms to successfully search the space composed of 

systems of ordinary differential equations for those systems that have desired 

characteristics; 

3. Development and investigation of state-space detection features that have 

better sensitivity and robustness to noise than features presented in the 

literature; 

4. Use of evolutionary algorithms to shape stochastic inputs for improved damage 

detection; 

5. Discovery of two-tone excitations that significantly improve detection 

sensitivity and an explanation of why improvement is observed; 

6. Demonstration that determinism, not just frequency content, is an important 

element of improved damage detection through the use of phase randomized 

excitations; 

7. Demonstration that the excitation, feature, and comparison metric must all be 

considered together for improved detection sensitivity; 

8. Discovery that a number of state-space features require a chaotic input for 

improved damage detection and that the frequency structure of such inputs is a 

broadband version of the two-tone inputs described above;  
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9. Discovery of class of excitations that improve the rejection of false positive 

indications of damage caused by boundary condition perturbations and 

explanation of why they work; 

10. Development of an optimization routine that allows for improved excitations to 

be generated for any structure without recourse to an exact model of the 

structural dynamics as long as at least two of the natural frequencies are 

approximately known. 

Overall, the concept of tailoring excitations to improve damage detection in 

structures is a subject that has not been adequately addressed in the technical 

literature. It is hoped that this dissertation will spur subsequent investigation of the 

idea and that it will provide a launching point from which others may embark.
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2 Chaos, Embedding, and State-Space Features 

2.1 Chapter Overview 

In chapter 1, the excitation of the structure was seen to be an important 

consideration for any SHM application. In particular, the application of enough power 

over a sufficient range of frequencies such that damage indications are observable in 

the response is a requirement.  In addition, it will be shown in chapter 5 that the 

interplay between the structural response to excitation and the feature employed to 

observe that response is critical, further emphasizing the importance of excitation 

selection. Broadband and time-varying excitations, each with attendant strengths and 

weaknesses, were discussed as means of applying enough power over a sufficient 

range of frequencies to ensure damage detection in the response.  

Concerning broadband inputs, a decrease in detection sensitivity due to a 

stochastic input is one problem that arises, given traditional broadband sources, if a 

deterministically-based feature is employed. This chapter overviews how chaotic 

excitations—which are both broadband and deterministic—provide a known 

excitation that allows the sensitivity improvement observed for deterministic features 

to be enhanced. Improved sensitivity of the features is useful for counteracting the 

attendant power-dependent decrease in sensitivity observed for larger bandwidth 

excitations. The application of chaotic inputs necessarily leads to a discussion of state-
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space, embedding, and features that are formulated to exploit attractors reconstructed 

from observed time series. 

This chapter begins by motivating the use of steady-state excitations in global 

SHM as opposed to time-varying methods. Following this, the use of steady-state 

chaotic inputs is justified with emphasis placed on their broadband, deterministic 

nature. A natural question arises concerning how chaotic inputs are generated, which 

leads to an overview of nonlinear ordinary differential equations and their applicability 

to SHM as excitation sources. The discussion is also used to introduce concepts and 

terminology pertaining to nonlinear dynamics. 

One concept in particular—that of delay embedding—is introduced and 

motivation for its use in SHM applications is provided. The discussion then leads into 

an overview of the theory related to state-space embedding and outlines some of the 

difficulties associated with attractor reconstruction. In particular, methods for selecting 

delay and dimension are overviewed.  

Following this, features that exploit a state-space representation of structural 

response data are introduced. One feature—prediction error—is overviewed and 

variations that differ from its previous definition in the SHM literature are introduced. 

A series of computational studies is undertaken to characterize the damage detection 

sensitivity of the features in the presence of noise and show that the introduced 

features outperform the prediction error formulation presented in the literature. First, 

motivation is provided for why steady-state (statistically stationary) inputs are useful if 

global excitations are employed for SHM. 
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2.2 Steady-State Excitations 

A tradeoff between damage detectability and bandwidth must be balanced 

when applying a global excitation. Worden et al. (2005) observed that the size of 

damage that can be detected from changes in system dynamics is inversely 

proportional to the frequency range of excitation. As bandwidth increases, smaller 

instances of damage are less likely to be observed.   This is a restatement of the idea 

that power-per-band must be considered for any proposed excitation. 

A countervailing concern is that the frequencies at which damage is most 

likely to manifest are unknown a priori; therefore, there is motivation to excite as 

large a band as possible in order to ensure that indications of damage are detectable in 

the observable response dynamics. Unfortunately, power is limited and must be 

dispersed over the bandwidth of the supplied excitation. Thus, there is a tradeoff 

between the number of frequencies excited and the power available at each of those 

frequencies. 

One way to resolve the issue is to apply a swept-sine excitation. All of the 

available power will be applied at a single frequency that is swept through the desired 

bandwidth at a given sweep rate, assuring that sufficient power is applied to each of 

the frequencies within the band. As a result of the time-varying nature of the response, 

it becomes necessary to develop features that are capable of damage detection given 

nonstationarity. Examples of such features include the short-time Fourier transform, 

the Wigner-Ville distribution, and wavelets (Staszewski and Robertson 2006). 

An alternate method is to apply a broadband excitation with sufficient power to 

reasonably excite all frequencies in the band. In this case, the amount of power 
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required to adequately excite the damage-specific frequencies is unknown and will 

ultimately be limited by the actuator and any application-specific constraints on 

vibration amplitude. The use of steady-state broadband excitation is attractive because 

indications of damage are also presumed to be steady state. This improves the 

reliability of feature statistics drawn from the response, especially those that are based 

on a state-space formulation. A state-space formulation is attractive for reasons that 

will be explained in Section 2.4. First, it is necessary to address an additional concern 

related to broadband excitations: how to generate a broadband input. 

White noise excitation is a broadband input commonly used to identify the 

natural frequencies of a structure and the use of stochastic features for SHM has been 

investigated in the literature (Fassois and Sakellariou 2006). Damage detection 

through the use of stochastic inputs is most attractive because of the possibility of 

employing ambient vibrations as the sole source of excitation. Stochasticity, however, 

is detrimental to detection sensitivity given the deterministic features under 

investigation. Conversely, although chaotic inputs are broadband, they are also 

deterministic, and therefore do not suffer the same loss in sensitivity. 

2.3 Chaotic Excitations 

Chaos describes the behavior of certain nonlinear systems whose dynamics are 

characterized by extreme sensitivity to initial conditions (Abarbanel 1996). In 

particular, extreme sensitivity to initial conditions describes the condition where small 

perturbations to the initial state of the system exponentially diverge, leading 

eventually to possibly very different final states of the system. This amplification of 
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minute differences in initial conditions effectively limits the ability to predict the state 

of the system beyond a certain period of time. Thus, chaotic dynamics may appear to 

be random, although the dynamics are completely deterministic, i.e., every state of the 

system is completely defined by the state of the system at the previous instant in time, 

and a given initial condition will always yield the same response in a system provided 

the parameters also have not changed. In addition, chaos is characterized by a 

broadband frequency spectrum. Thus, nonlinear systems can be used to create time 

series that are both broadband and deterministic, which can in turn be used as for 

structural excitation; essentially coupling the output of the nonlinear dynamic system 

with the dynamic system described by the structure. 

Broadband inputs are attractive in the context of SHM but have typically been 

produced in the past using stochastic excitation sources. This means that features with 

deterministic formulations will suffer a decrease in detection sensitivity and an 

increase in feature variance. Determinism reduces some of these problems and, 

therefore, chaotic excitations can be attractive for SHM because they combine both 

determinism and a broadband frequency spectrum. 

This aspect of chaotic inputs was exploited in the context of SHM by Todd, et 

al. (2001) when they demonstrated that an attractor-based detection feature could 

outperform several modal-based features at detecting loss of stiffness in a 

computational spring-mass system when excited by a chaotic waveform. A number of 

studies building on this work were completed in the following years (Trickey et al. 

2002; Nichols et al. 2003; Nichols, Todd, and Wait 2003; Moniz et al. 2004; Nichols 

et al. 2004). A brief review of works that include state-space features for damage 
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detection but do not specifically employ chaotic inputs is included in Section 2.5. 

Given that there is motivation to use chaotic excitations, it is useful to describe how 

they can be created. 

Throughout this dissertation, chaotic time series will be generated by 

integrating three-dimensional systems of nonlinear ordinary differential equations 

(ODEs) of the form 

( )μ;zFz =  (2.1) 

where z is a vector of state variables, m is a vector of parameters, and z  is a vector of 

first time derivatives of the state variables. The term “oscillator” will be used at times 

to denote a system of ODEs of the form given in (2.1). Chaotic time series can be 

generated either by iteration of a nonlinear discrete map with at least two dimensions, 

or by integration of a continuous nonlinear dynamical system composed of at least 

three dimensions (Nayfeh and Balachandran 1995). The latter is used throughout this 

work. 

The nonlinear system that gave rise to the modern interest in chaos theory was 

employed by Lorenz (1963) to study heat convection in the upper atmosphere and is 

given by  

( )

3213

21312

121

zzzz

zzzzz

zzz

=

+=

=

, (2.2) 

where the parameters  = 10,  = 28, and b = 8/3 were used by Lorenz in his 

computational simulation of weather systems. This system will be called the typical 

Lorenz system with typical parameters. Holding to the form given in (2.1), a more 
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generalized version of this system of equations will be used throughout this 

dissertation and is given by 

( )

( )

( )μμ

μμμ

μμ
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=

+=

=

, (2.3) 

where  is called the speed parameter and is used to scale the frequency band of the 

oscillator without changing the fundamental nature of its dynamics (e.g., from periodic 

to chaotic). Integration of the oscillator produces a time series corresponding to each 

of the state variables zi, any one of which can be employed to excite a structure. A 

wide variety of dynamic behavior, ranging from constant (non-oscillatory) to 

harmonic to chaotic, is available to the oscillator as it is integrated for a given set of 

parameters. Changing any one of the parameters can lead to a bifurcation that yields 

fundamentally different dynamics. For example, the system changes from a damped 

periodic oscillator to a chaotic oscillator when  is changed from 24 to 28, as shown in 

Figure 2.1. Each system has been integrated with a fourth-order Runge-Kutta scheme. 
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Figure 2.1: (a) Time series corresponding to each state variable of the Lorenz system integrated 

for 50 s with  =10,  = 28, and  =8/3. Each time series is normalized by the maximum absolute 

value out of the three series. (b) State-space attractor corresponding to the three time series 

shown in (a). (c) Time series corresponding to each state variable of the Lorenz system integrated 

for 50 s with  =10,  = 24, and  =8/3 with same normalization. (d) Corresponding attractor. 

 

The effect of the speed parameter is to simply scale each of the parameters by 

the same amount, which increases the bandwidth of the oscillator without changing the 

nature of its dynamics. As shown in Figure 2.2b, the flow of the dynamics visits more 

points on the attractor because the oscillator’s time scales have been sped up. 
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Figure 2.2: (a) 2-D projection of Lorenz attractor with  =10,  = 28, and  =8/3, and  = 1 (all 

time series normalized by max value out of three series). (b) 2-D projection with  = 4. (c) 

Normalized power spectral density estimate of time series corresponding to each attractor.  

 
Thus, the Lorenz system of equations produces a broad range of chaotic 

excitations. Ultimately, many nonlinear ODE systems are capable of producing 

chaotic excitations for certain sets of parameters, and as will be discussed in chapters 3 

and 4, some parameter values lead to excitations that can improve detection sensitivity 

in SHM applications. The need to find sets of parameters that yield sensitivity-

improving excitations upon integration is resolved by using evolutionary algorithms to 

search the parameter space associated with a given ODE system and is detailed in 

chapter 3.  

An additional question addressed by the present work is whether certain ODE 

systems are better suited for producing excitations that improve damage detection for 

a given SHM application. This question is predicated on the notion that deterministic 

phase relationships that are unique to a given excitation may be important for 

improvement in detection sensitivity, and will be explored more in depth in chapter 4. 

 Figure 2.1and Figure 2.2 introduce the geometric state-space objects that are 

known as attractors named thus, because, for a given set of parameters, the state-space 

trajectories corresponding to a wide range of initial conditions will approach the 
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attractor after an initial period of transient dynamics provided the initial conditions 

reside within the basin of attraction corresponding to the attractor. A simple example 

serves to introduce some basic nonlinear dynamics terminology and illustrate the 

relationship between initial conditions, attractors, and basin of attraction. 

 

Figure 2.3: Illustration of a potential well. The ball is constrained to roll on frictionless surface 

under the influence of gravity. 

 

In Figure 2.3, a ball is constrained to roll on a frictionless surface under the 

influence of gravity and is allowed to be released with a given velocity from any 

position on the curve y = f(x). For certain combinations of initial position and velocity 

the ball will remain within the well located at the minimum of y = f(x). Because the 

surface is frictionless, the ball will oscillate within the well indefinitely and the 

position of the ball plotted as a function of time will be sinusoidal. If the position and 

velocity of the ball are plotted against each other for each instance in time, the 

trajectory of the ball in the phase space will trace out a circle. There are also a number 
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of initial conditions that force the ball to leave the potential well and move toward - . 

These initial conditions lead to an unbounded or unstable solution.  

If damping is introduced into the system, some trajectories in the phase space 

will be attracted to a single fixed point corresponding to the minimum of the function. 

Various combinations of position and velocity will lead to the same fixed point which 

qualifies as an attractor. The phase-space trajectories corresponding to some initial 

conditions will spiral into the fixed point as damping reduces the amplitude of 

oscillation to zero. This type of fixed point is called a focus in the literature and its 

basin of attraction is the locus of initial conditions in the phase space that all lead to 

the focus rather than the unstable solution. Other damped dynamic systems can yield 

different types of steady-state solutions including sinusoidal and chaotic varieties. 

Sinusoidal steady-state attractors are called limit cycles.  

 For chaotic solutions, the state-space manifold to which trajectories initiated 

within the basin of attraction evolve to in time is often called a strange attractor. 

These state-space objects are of interest because although the predictability of a 

chaotic system diminishes for increasing prediction horizons, the trajectories of the 

system are confined to reside on the manifold. Thus, chaotic solutions are globally 

stable and a number of dynamic invariants such as fractal dimension and Lyapunov 

exponents (LEs) can be calculated by observing the distribution and evolution of 

points on the attractor. These quantities, which will be explained more fully in chapter 

3, characterize the dynamics and are invariant to the method by which the attractor is 

embedded.  
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2.4 Embedding 

If the equations that govern the dynamics of a system are precisely known, as 

is the case for the Lorenz system, then it is a simple matter to construct the attractor 

because each of the state variables is known explicitly. Often, however, it is the case 

that the governing equations of a system are unknown and a reconstruction of the 

dynamics in the state space is required. A number of theorems have been developed 

that allow a state-space reconstruction to be made simply through the observation of a 

single state variable or function thereof. These delay-embedding theorems (Whitney 

1936; Takens 1981; Sauer 1991; Sauer and Yorke 1993) offer a powerful argument for 

the use of state-space in global SHM. 

The theorems state that it is possible to reconstruct the attractor corresponding 

to a dynamical system simply by making delayed copies of the observed time series. 

In particular, given a discretely sampled time series x = x(n), n = 1,2,…, N*+(M*-1)T 

= N, an attractor, X, is created by choosing an embedding dimension, M*, and an 

embedding delay, T such that 

( ) ( ) ( ) ( )( )[ ]TMnxTnxnxnX 1*++= , n = 1…N*. (2.4) 

Thus, the matrix X is composed of M* columns and N* rows where each column is a 

delayed version of the observed vector x. Note that N* < N corresponds to the number 

of M*-dimensional points (each point is called a state vector) on the attractor. 

 The delay reconstruction will preserve all of the important qualitative aspects 

of the dynamics, in particular, the number of fixed points and invariants such as 

dimension and LEs. This implies that all of the relevant dynamics will be observable 

even if the state variables have not been directly sampled.  
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In the context of SHM, this means that only one sensor is required to observe 

the global dynamics of the structure and, furthermore, that damage that affects the 

dynamics of the structure will be observable in the state space reconstructed from that 

single time series. Thus, a state-space paradigm for SHM has the potential to reduce 

the number of sensors required to monitor a structure, resolve some issues pertaining 

to sensor placement, and address the problem of local damage observability that can 

be a hindrance for global methods. Furthermore, state-space features have been shown 

to increase detection sensitivity relative to other methods in some applications (Todd 

et al. 2001). 

 Delay embedding requires selection of a dimension and delay that provide an 

appropriate reconstruction of the underlying dynamics. Strictly speaking, an 

embedding should be a diffeomorphism that maps the flow from the space M  to the 

space *M  where M is the true dimension of the state space and M* is the embedding 

dimension. Essentially, the embedding can be thought of as a one-to-one, smooth 

change of coordinates that may distort the flow but that does not change the order in 

which points on the trajectory are visited in the reconstructed space (Broomhead and 

King 1986).  

In other words, the chief concern for an attractor reconstruction is that the 

qualitative dynamics of the flow should be preserved and that there should be no self-

intersections. Such intersections can occur if the dimension of the reconstructed space 

is smaller than the number of dimensions required to completely observe the 

dynamics. For example, a limit cycle embedded in a 1-D space will be the projection 

of a circle onto a line. On the other hand, embedding the circle in a 3-D Euclidean 
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space will preserve all the aspects of the original circle. Embedding an attractor in a 

dimension larger than required does not damage the quality of the embedding, but it 

does increase computational complexity and data storage requirements. Thus, it is 

desirable to embed the reconstruction in the lowest dimensional space that completely 

unfolds the attractor (prevents self-intersection). 

 The correct choice of delay is also a concern. In theory, nearly any delay will 

yield a correct embedding in the sense of preserving qualitative dynamics; however, 

with noisy, finite-length, finite-precision experimental data there are certain delays 

that improve the calculation of dynamical invariants (Fraser and Swinney 1986). Of 

particular concern is the desire to maximize the amount of information provided by 

each new coordinate, especially in an experimental setting where sampling rates, fs, 

are typically high, to help ensure smooth observations of the underlying physical 

process. As a result, short delay values will yield delay coordinates that are highly 

correlated and points on the embedded attractor will tend to fall along a diagonal line 

in the state-space. Brief descriptions of accepted methods for dealing with the issues 

of delay and dimension are given below. 

2.4.1 Selecting Delay 

Two methods are commonly employed to estimate the appropriate delay: select 

the first zero-crossing of the autocorrelation function (Abarbanel 1996) or select the 

first minimum of the average mutual information function (AMI) (Fraser and Swinney 

1986). Here, the latter method is used exclusively and its calculation is included for 
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completeness, the former is hampered by the fact that it only detects linear 

relationships in the data, but can be useful as a quick estimator.  

The goal of choosing a delay is to maximize the statistical independence 

between each of the elements of the state vector, and one means of doing so is to find 

the time scales at which elements of the time series are least correlated. A good 

candidate for this task is the mutual information function: a function which estimates 

the amount of statistical redundancy present between two time series based on a 

probabilistic framework. In this sense, it is a more general measure of statistical 

independence than that given by autocorrelation.  

Delay determination is accomplished by estimating the average mutual 

information between a time series x and delayed versions of itself at various delays, . 

In particular, for discrete data, the mutual information is estimated as  

( ) ( )
( )

( ) ( )
=

+

+

+

n nn

nn
nn

xPxP

xxP
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ˆˆ

,ˆ
log,ˆˆ

2 , (2.5) 

where ( )nxP̂  and ( )
+nxP̂  are estimates of the probability density functions for x(n) 

and x(n+ ) and ( )
+nn xxP ,ˆ  is the estimate of their joint density. The subscripts have 

been introduced to indicate an element of x for compactness. Density estimates are 

calculated simply by binning the data and calculating the histograms. More 

sophisticated means of estimating the densities are available but were unnecessary for 

the present work. If x and its delayed copy are plotted against each other in the plane, 

then the mutual information is a statistic that provides a measure of how redundant the 

second (delayed) axis is (Fraser and Swinney 1986). 
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2.4.2 Selecting Dimension 

As with delay, two methods for calculating the appropriate embedding 

dimension from a time series are discussed. The first method relies on the false-

nearest-neighbors algorithm (FNN) and the second on singular value decomposition 

(SVD) of the time series. 

 False nearest neighbors (Kennel and Abarbanel 1992) is based on the concept 

that if an attractor is under-embedded (embedded in too low a dimension), for at least 

some of the points on the under-embedded attractor there will be neighbors who are 

neighbors solely because they have been projected from the unobserved dimension 

onto the hyperplane (e.g., a limit cycle projected onto a line). Thus, the method of 

FNN selects M* = 1 as the embedding dimension and calculates the number of nearest 

neighbors to each point on the attractor X. The attractor is then embedded with M* = 2 

and nearest neighbors calculated again for each point. The number of false neighbors 

for all of the points is retained and the process is repeated for each successive 

dimension until the number of false neighbors is reduced to zero. The process is 

performed with a fixed value for delay. 

 Broomhead and King (1986) employ a method based on a singular systems 

analysis to calculate dimension. They argue that it is possible to determine the 

dimension of the attractor by using singular value decomposition to determine the 

number of linearly independent vectors that can be constructed from delayed copies of 

an observed timed series. In addition to dimension estimation, and of particular 

importance to the current work, the method can be used to embed directly.  



42 

 

 

In particular, the first step is to create a trajectory matrix, Xtraj, that is formed in 

the same manner as an attractor (Eq. 2.4) with T = 1 and dimension, M’. Following 

this, the matrix is decomposed by singular value decomposition as 

TT

traj
USVX =  (2.6) 

where UM’ x M’, is an orthogonal matrix of left singular column vectors, SM’ x M’ is a 

diagonal matrix of singular values ordered from largest to smallest, and VN* x M’ is a 

matrix composed of right singular column vectors. The formulation given in (Eq. 2.6) 

is the transpose of the formulation given by Broomhead and King, but the results are 

the same. Essentially, the decomposition projects the cloud of points formed by the 

trajectory onto an orthogonal basis determined by the directions of maximum variance 

in the data. Thus, the left singular vectors are the basis vectors with corresponding 

singular values that scale their lengths. V contains the projection of Xtraj onto the basis 

described by U and S. Broomhead and King argue that the projection of the data onto 

this new basis can be used directly as the embedding if the magnitude of the singular 

values is used to decide the embedding dimension, M*. 

 Specifically, the magnitude of each singular value describes the significance of 

its associated left singular vector. If the data were noise-free, then the number of non-

zero singular values would correspond to the number of linearly independent vectors 

and the dimension of the attractor would be known. Noise, however, forces all of the 

singular values to be non-zero; therefore, it is necessary to establish a threshold for 

deciding between significant singular values that correspond to deterministic data and 

those singular values (and dimensions) that correspond to noise. Typically, the 
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magnitude of the singular values (ordered from largest to smallest) will drop quickly 

and level out at some average value that depends on the noise floor. 

 In this dissertation, most of the results are determined by using a modified 

version of the embedding method described by Broomhead and King. In particular, if 

there are MD singular values that are above the noise floor, then M* = MD and the 

attractor is defined as the first MD columns in V. As will be seen in chapter 4, this 

method is useful because it is fast, has built-in noise reduction, eliminates the need to 

calculate delay directly, and normalizes the amplitude. Writing Eq. 2.6 in terms of V, 

1
= USXV

traj
, (2.7) 

 the singular values normalize the projected data. Each basis vector is normalized by 

the variance in that direction. Thus, two sinusoids with the same frequency but 

different amplitudes will be mapped from limit cycles with different “diameters” to 

the same diameter limit cycle in the state space. This is beneficial when the embedded 

attractor is used to determine fitness during an excitation optimization. In particular, 

differences in response dynamics rather than response amplitude are emphasized. This 

can be important in an experimental context because changes in response amplitude 

can more easily arise due to operational variability than fundamental changes in 

dynamics. For example, in an active excitation application, a change in actuator power 

may lead to different response amplitude while the essential response dynamics 

remain unchanged. Thus, amplitude normalization helps remove differences in 

response amplitude that are unrelated to damage. 

 Although the method removes the need to calculate the delay explicitly, there 

are some prescriptions that should be followed. In particular, although delay is fixed at 
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unity when building the trajectory matrix, the number of columns M’ is still variable. 

Broomhead and King suggest the inequality:  

*
'

f

f
M s

 (2.8) 

where f* is the maximum frequency of the time series. This prescription assumes that 

SVD is used to calculate a dimension that is unknown a priori. As SVD is employed 

here, this assumption is incorrect.  

The dimension is often known or assumed for many of the procedures that 

require an embedding in this work. For example, if the response time series has been 

observed from a 2DOF spring-mass system, then it is known that the dominant 

dynamics will be mostly described in a two- to three-dimensional space. Thus, SVD is 

not required for the calculation of dimension as it will remain fixed at M* = 3. This 

fact eliminates some of the arguments that are made in favor of the prescription given 

by Eq 2.8.  

In particular, one of the primary arguments for limiting the dimension of the 

trajectory matrix is based on the observation that, as the dimension increases, the 

number of significant singular values increases as well. If dimension is unknown, this 

may result in the selection of a larger dimension than required. Such an error is 

undesirable from the perspective of computational burden but does not negatively 

affect the quality of the embedding (although limited data can affect embedding 

quality as dimension increases). Furthermore, the dimension is often fixed and, 

therefore, the addition of more significant singular values is irrelevant because they 
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are not used to inform a choice of dimension. Thus, choosing too large a dimension for 

the trajectory matrix is not a significant problem in the current application. 

Given this knowledge, a new prescription based on the first natural frequency 

of the structure is provided. Specifically, a good choice for M’ is equal to twice the 

delay that would best unfold the structure’s first natural frequency as if it were a single 

tone. That is to say, for traditional delay embedding, a good delay is one that would 

embed a single tone at the structure’s first natural frequency as a perfect circle in the 

phase space (limit cycle) and is given by 
1

T = fs/(4 1) ~ 25 samples for fs = 1000S/s. 

In more detail, if position is described by a sine wave, then the time derivative is a 

cosine wave. If displacement is the only observed variable, then the velocity that 

corresponds to position at a given time can be found by advancing 1/4 cycle along the 

displacement curve. Given discretely sampled data, the delay corresponding to 90o 

will be one fourth the number of samples per cycle of the sinusoid. If delay embedding 

were used, 
1

T would ensure that time scales at the first natural frequency are fully 

embedded in three dimensions. 

For SVD embedding, if a single row (state vector) of the trajectory matrix is 

viewed as a window through which the data are observed, then selecting M’ = 
1

2T  

helps ensure that at least two cycles of the time scales that occur at the structure’s first 

natural frequency will be observed in the window and will therefore be observable as a 

feature of the data prior to SVD. Based on experience, this prescription works well 

enough and is used throughout this dissertation. 
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 The SVD method of embedding has been criticized in general for the fact that 

it is based on linear correlations (Mees et al. 1987; Fraser 1989); however, even the 

critics acknowledge that both methods of embedding have their benefits and 

drawbacks (Fraser 1989). Here, SVD is found to be highly useful because of noise 

reduction and the elimination of the need to calculate delay explicitly. Furthermore, 

code for SVD has been standardized and the algorithms can be implemented quickly 

on commercial software packages such as Matlab. Figure 2.4 shows the true Lorenz 

attractor alongside its delay reconstruction and an SVD embedding as well as their 

noise-corrupted counterparts. Note that the SVD embeddings have been scaled but that 

the qualitative dynamics of the embedded attractors are the same. The noise-reduction 

offered by the SVD embedding is clearly observed. 

 

Figure 2.4: Projections of the Lorenz attractor with typical parameters onto the plane. (a) The 

true attractor given by the state variables of the system. (b) A delay embedding using only the z1 

state variable. (c) An SVD embedding using only the z1 state variable. (d), (e), and (f) are noise 

corrupted versions of (a), (b), and (c), respectively. Signal-to-noise ratio is 100. 
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2.5 State-Space Features 

Given that the attractor can be reconstructed from a sampled time series and 

that indications of damage are present in its state space reconstruction, it is of interest 

to develop features that extract this information. Several features have already been 

presented in the literature for this task and some additional features are developed in 

this work. Features that have been developed for state space analysis in general 

include generalized interdependence (Arnhold et al. 1999), dynamic continuity 

(Pecora et al. 1997), nonlinear prediction error (Schreiber 1997), correlation 

dimension (Grassberger and Procaccia 1983), time scale separation (Cusumano and 

Chatterjee), parameter drift (Chaterjee et al. 2002)  phase space warping (Chelidze and 

Cusumano 2004), local attractor variance ratio (Todd et al. 2001), Lyapunov 

exponents (Trendafilova and Van Brussel 2001), and correlation dimension (Logan and 

Mathew 1996). 

An early application of state space features for damage detection was the use 

of correlation dimension for detecting bearing faults in rotating machinery (Logan and 

Mathew 1996). More recently, a number of studies have looked at state space features 

for damage detection in condition monitoring and SHM applications, including: local 

attractor variance ratio (Todd et al. 2001), Lyapunov exponents (Trendafilova and Van 

Brussel 2001), time scale separation (Cusumano and Chatterjee 2000), parameter drift 

(Chaterjee et al. 2002), probability density function differences (Epureanu et al. 2004)  

phase space warping (Chelidze and Cusumano 2004), nonlinear prediction error 

(Nichols et al. 2003), continuity (Moniz et al. 2004), and interdependence (Overbey 
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and Todd 2008). The current work will investigate continuity, interdependence, and 

prediction error in more detail. 

Interdependence, continuity, and prediction error all make use of the concept 

of nearest neighbors to a fiducial point. For a given fiducial point selected from an 

attractor with uniform probability, some set of additional points on the attractor that 

are geometrically close to the selected point will also be selected. The investigated 

features then make use of the dynamic evolution of these neighborhoods and fiducial 

points to compare between corresponding neighborhoods and fiducial points on other 

attractors. Differences in the dynamics of the attractors as measured by changes in the 

dynamics of the fiducial points and nearest neighbors are quantified in various ways. 

The quantified differences in dynamic evolution constitute the features and statistical 

distributions of the features are developed by gathering large numbers of comparisons.  

Each of the features requires a fiducial point to be selected from a baseline 

attractor and the accumulation of set of nearest neighbors. These points will then be 

evaluated relative to some comparison attractor that might represent the structure in 

its damaged condition. In detail, the first step to generating a neighborhood of points is 

to select a single fiducial point, ( )aa fnX = , from an attractor, where fa  [1,2,…,N*] 

is randomly and uniformly selected. Given the selection of this fiducial point, the 

Euclidean distance between the fiducial point and any other point on the attractor can 

be determined. This distance is labeled i,j where i = fa is the index of the fiducial 

point and j  [1,2,…,N*] such that j fa is the index of another point, ( )jnX a = , on 

the attractor. a

fa
 is the set of all distances between the selected fiducial point with 
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index fa and the other points on the baseline attractor, ordered from smallest to largest. 

The set, a

f a
, of P nearest neighbors to the fiducial point is created by selecting the 

first P distances from a

fa
 corresponding to points on the attractor that also satisfy the 

condition Ta hfj > , where hT is the Theiler window (Theiler 1986) used to remove 

from consideration nearest neighbors that are temporally correlated to the fiducial 

point. The subscript and superscript, a, is generic to any attractor with a = b referring 

to a baseline attractor and a = c denoting a comparison attractor. This method of 

selecting fiducial points and nearest neighbors is common to all of the features 

discussed in this work. 

Each fiducial point selected on a baseline attractor requires a corresponding 

fiducial point to be picked from the comparison attractor. The corresponding fiducial 

point can be selected based on its coordinates in the state space, or based on its time 

index (geometric and temporal methods of fiducial point transference, respectively).  

For example, for the fiducial point ( )bb fnX =  on a baseline attractor there is a 

corresponding state vector that represents the coordinates in the state space. The 

probability that this exact point exists on the comparison attractor is small, but there 

are still nearest neighbors that can be collected from around that location in the state 

space. The index n = fb that selects the fiducial point from the baseline attractor can 

also be used to select the fiducial point from the comparison attractor as ( )bc fnX = . 

These methods are generic to any points on the attractors. In chapter 6 it is shown that 

simply changing the manner in which fiducial points are transferred between attractors 
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can completely change the type of excitation that should be used for improved damage 

detection. 

2.5.1 Feature Accumulation 

The method of feature accumulation is the same for each feature. Given a 

comparison between two attractors, a number of fiducial points, F, are selected with 

uniform probability from the attractor. Each collected feature is a sample drawn from 

an unknown distribution corresponding to that comparison. As the true distribution of 

features is unknown, a resample-and-average routine is employed in order to force 

Gaussian structure via the Central Limit Theorem. 30% of the F features are uniformly 

sampled (with replacement) and averaged to generate a sample of a new distribution. 

This procedure is repeated F times to yield a resampled feature distribution that is 

nominally Gaussian. F = 0.2N* has been found to work well. 

2.5.2 Generalized Interdependence 

Generalized interdependence (Arnhold et al. 1999) was introduced as a 

measure of generalized synchronicity, and has recently been adapted as an SHM 

feature as well (Overbey and Todd 2008). The feature derives a measure of the size of 

a neighborhood around a fiducial point on a baseline attractor, selects a neighborhood 

of points around the corresponding fiducial point on a comparison attractor, transfers 

the comparison neighborhood back to the baseline attractor based on time indices, 

calculates a measure of the transferred neighborhood size, and finally, generates a 

ratio between the size of the two neighborhoods. 
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In detail, for a fiducial point ( )bb fX  (the form n = fb has been dropped for 

compactness) and its corresponding set of neighbors, b

fb
, gathered from a baseline 

attractor, the squared mean Euclidean distance between the fiducial point and its 

neighbors is defined as 

( ) ( )[ ]
2

1

1

=

=
P

j

bbb

b

f jXfX
P

D
b

. (2.9) 

c

fc
Q  represents the set of indices corresponding to all the points in the neighborhood 

c

fc
that have been gathered from around the temporally-transferred comparison 

attractor fiducial point ( )bc fX . Also, 
cf

q   [1,2,…,P] represents an index that selects 

elements from c

fc
Q . A second distance measure is defined as 
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The local generalized interdependence feature is the ratio of these two distances: 

cb

f

b

f
f

b

b

b D

D
S = . (2.11) 

Hence, if the attractors are very similar and synchronized, 
cb

fb
D will be very close to 

b

fb
D , and 

bfS  will be close to one. If the attractors are similar yet phase-offset, the 

points in the neighborhood transferred from the baseline will be grouped in a small 

geometric area, but at some distance away from the original fiducial point ( )bb fX . As 

a result, the generalized interdependence will be much lower, but will maintain a low 

variance over all fiducial points. If Xc is completely unrelated to Xb, the 

interdependence will be low and the variance over all fiducial points will be higher 
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than in the purely desynchronized scenario. The bidirectional temporal mapping of 

points between attractors allows the feature to be sensitive to phase differences or 

desynchronization between time series, but immune to geometric distortions such as 

amplitude changes, rotations, or coordinate exchanges. Interdependence provides a 

quantification of generalized recurrence in the geometries of the two attractors and has 

the advantage that its values will always reside in the range 10
bf

S , with a high 

value representing strong interdependence and a low value representing the reverse. 

As a structure is damaged, it is expected that the similarity between the baseline state 

and comparison state will decrease with a corresponding decrease in interdependence. 

This feature is explored in more detail in chapter 5. 

2.5.3 Continuity Statistic 

 The continuity statistic was originally proposed by Pecora et al. (1997) and 

adapted for an SHM application in Moniz et al. (2004). This feature expresses a 

measure of the likelihood that a continuous function exists from one geometric state-

space object to another and seeks to determine whether there is a smooth mapping 

from the baseline attractor to the comparison attractor. Given a fiducial point on the 

baseline attractor, Xb(fb), the set b

fb
 of P nearest neighbors will exist within some 

radius   from the fiducial point. Given this set, L of these points comprise a subset 

that, when transferred temporally, reside within a neighborhood of radius c on the 

comparison attractor (Figure 2.5). 
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Figure 2.5: Points within a radius- c hypersphere on Xb map to points within a radius-  

hypersphere on Xc. 

 

 The continuity null hypothesis assumes that each of the points in b

fb
 could 

map to a radius- c hypersphere on Xc with probability 0.5. This essentially assumes the 

null hypothesis represents a coin flip, which can be expressed by a binomial 

distribution. In particular, for a given number of neighbors, the binomial distribution is 

calculated with the parameters (P, 0.5), which allows a determination of the 

cumulative probability of finding some number of points within the c-ball by chance.  

Specifically, for a given c, the number of nearest neighbors from the baseline 

(transferred temporally) that reside within the hypersphere on the comparison attractor 

is counted to yield L. In order to reject the null hypothesis, the probability that L of the 

P points are in the c-hypersphere must be less than , where 1-  is the confidence 

interval. If  = 0.05 (as it is in this dissertation), the cumulative probability of finding 
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L points within the hypersphere must be less than 5% to reject the null hypothesis with 

95% confidence. For each fiducial point and fixed , c is increased until the hull 

hypothesis can no longer be rejected. This minimum c for a given fiducial point is 

what is termed the continuity statistic *(fb). If for a given , L = 0 for all c, then  is 

increased. Setting  > 0 allows some points to be mapped outside of the c-ball 

because of noise in the data. Continuity is explored in more detail in chapter 5. 

2.5.4 Prediction Error 

Prediction error (PE) was originally proposed as a nonstationarity test 

(Schreiber 1997) and was first used in an SHM context by Nichols et al. (2003). It is 

essentially a measure of how well the dynamic evolution of one attractor predicts the 

dynamic evolution of another. If the local dynamics of a neighborhood on one 

attractor can predict how the fiducial point on another attractor evolves in the state 

space, then the prediction error will be low and the two attractors are assumed to have 

similar dynamics in that local region.  Repeated application of this comparison 

procedure provides an averaged view of how the attractors are dynamically related. 

Fiducial points and their nearest neighbors are selected from the baseline and 

comparison attractors, but there are a number of permutations on the details involved 

in this procedure that will be explored more thoroughly. The procedure used by 

Nichols, et al. (2003) to generate prediction error is similar to that introduced by 

Schreiber (1997) and dictates that a fiducial point be selected on the comparison 

attractor. The fiducial point is then transferred geometrically to the baseline attractor 

and a set of nearest neighbors is accumulated. This set of nearest neighbors is then 
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evolved by some number of time steps, s, termed the prediction horizon, to yield the 

time-evolved neighborhood b

sfc +
. The average or centroid of this neighborhood  

( ) ( )
+

=+
b

scfbX

bcb nX
P

sfc
1

. (2.12) 

is used as the prediction of where the fiducial point on the comparison attractor should 

evolve to, and the Euclidean distance between this predicted coordinate and the time-

evolved fiducial point 

( ) ( )sfXsfc
M

cccb

x

fc
++=

*

1' . (2.13) 

 is the prediction error corresponding to that fiducial point. 

 Fiducial point neighborhoods were gathered using a radius-based approach in 

(Nichols, Nichols et al. 2003) rather than the mass-based approach used here and in 

Nichols et al. (2004). The former acquires some number of nearest neighbors within a 

fixed geometric distance from the fiducial point and the latter selects a fixed number 

of points. Each method yields similar results in an SHM context and no further 

comments will be made concerning the difference. 

 A second difference between the prediction error method described above and 

the methods employed in this study pertains to which attractor is used to predict the 

other. Schreiber notes in (Schreiber 1997) that the feature is not symmetric, that is, 

predicting the evolution of Xc(fc) with a baseline neighborhood is not necessarily 

expected to produce the same results as predicting the evolution of  Xb(fb) with a 

comparison attractor neighborhood. Using the baseline attractor as a database for 

predicting orbits on the comparison attractor is not always the same as using the 
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comparison attractor as a database for predicting orbits on the baseline. For example, 

if Xb appears as a limit cycle and Xc contains the limit cycle as an unstable periodic 

orbit, then Xb will predict Xc, but Xc will poorly predict Xb. The chance of this 

occurring in an SHM context seems unlikely, although it has been shown that damage 

can induce a chaotic response in some cases (Logan and Mathew 1996). Thus, the 

comparison attractor is used to predict the evolution of fiducial points on the baseline 

instead and the feature is labeled
bf
. This distinction is subtle and either method will 

produce good results for the studies described in this work. 

In this dissertation, neighborhood size (P), Theiler window,  and prediction 

horizon are not found to significantly affect results and are set to P ~ N*/1000 based 

on Pecorra and Carrol, (1996), hT = 2T, and s = 1.  A study of the effects of P and s on 

prediction error was conducted by Overbey et al. (2007). 

2.5.5 Prediction Error Variations 

Prediction error as described above exclusively employs geometric methods of 

point transference between attractors. This aspect of the feature makes it a candidate 

for use with stochastic excitations but does not include temporal information that 

might be available. In a global active sensing SHM paradigm, where the input to the 

structure is known, it makes sense to take advantage of temporal information. In 

particular, three methods of fiducial point and nearest neighbor transference will be 

investigated in this dissertation. The first describes the aforementioned procedure 

where fiducial points are transferred geometrically and neighbors are collected by 

selecting neighbors that are geometrically near to the transferred fiducial point. The 
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second category allows the fiducial point to be transferred temporally but the 

neighbors are still collected based on geometric proximity. The third method assumes 

temporal fiducial transfer and also allows neighbors that have been collected on either 

attractor to be transferred temporally as well. Temporal transference of neighbors is 

necessary for some of the PE variations that will be described shortly. In short, the 

three categories allow various levels of temporal dependence for the feature 

calculation. These three methods can be labeled all geometric, partial geometric, and 

all temporal. 

Another variation that will be examined pertains to the amount of averaging 

that is carried out for each PE calculation. For example, rather than use a set of 

neighbors gathered on Xc to predict the evolution of a single fiducial point on Xb, it 

might be advantageous to predict the evolution of a neighborhood centroid on Xb. 

Such a modification, however, can increase the computational burden of the feature. 

The final variation seeks to explore the effect of bias that might be introduced 

by the manner in which the feature is calculated. For example, if the centroid of the 

comparison attractor is used to predict the fiducial point evolution of the baseline, then 

there is no information related to how well the fiducial neighborhood on the baseline 

would have predicted its own fiducial point evolution. If the error associated with 

auto-prediction is subtracted from the error associated with cross-prediction, then the 

remaining error term is more representative of dynamical differences between the two 

attractors. Note that auto- and cross-prediction as used above are distinct from their 

use to denote auto-prediction between attractors produced by a single sensor at 

different times and the cross-prediction between attractors generated by different 
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sensors at the same time as described in (Nichols, Nichols et al. 2004). The term self-

prediction will be used to refer to the use of a neighborhood to predict the evolution of 

its own fiducial point, and auto- and cross-prediction will be used to refer to 

comparisons between attractors gathered from the same or different sensors, 

respectively. 

Two new methods of prediction error calculation are presented. The first 

variation simply subtracts the self-prediction error of the baseline attractor from the 

prediction error shown in Eq. 2.13: 

( ) ( ) ( ) ( )sfXsfcsfXsfc bbbbbbbc

FC

fb
++++= . (2.14) 

The subscripts of the first term in Eq. 2.14 have been swapped relative to those in Eq. 

2.13 because the comparison attractor is predicting the evolution of the baseline. The 

superscript “FC” denotes a fiducial-centroid method of prediction error as distinct 

from a centroid-centroid method of prediction error: 

( ) ( )sfcsfc bbbc

CC

fb
++= , (2.15) 

where the centroid of the comparison is used to predict the evolution of the baseline 

centroid. 

 The problem with the formulations in (2.14) and (2.15) is that they require an 

additional neighbor accumulation on the baseline if neighbors are only transferred 

geometrically. Alternatively, if the accumulated neighbors are gathered on the 

comparison attractor and transferred to the baseline via their time indices (similar to 

interdependence), then only one neighbor accumulation is required. 
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 Thus, there are three variations of prediction error that have been 

formulated: the original (Eq. 2.13), the fiducial-centroid variation that accounts for 

self-prediction error (Eq. 2.14), and the centroid-centroid variation (Eq. 2.15). The 

detection sensitivity of these three variations is compared in Section 2.6. 

 

2.6 Computational Comparison of Prediction Error Features 

Each of the three prediction error features are tested and compared for damage 

detection sensitivity, robustness to noise, and sensitivity to chaotic excitation 

bandwidth. There are a total of nine variations among the three features: three feature 

variations coupled with three methods of fiducial point and neighbor transference. 

Note that the all temporal method of neighbor transfer does not apply to the original 

PE feature as described; however, the feature can be formulated such that the 

neighbors are gathered around the fiducial point on the baseline and then transferred to 

the comparison attractor via their time indices. The computational burden remains the 

same in this case. Given these nine features, the effect of noise on their ability to 

discern damage in a simple computational spring-mass model is examined. 

2.6.1 Spring-Mass-Damper Model 

The model shown in Figure 2.6 is used to generate the data used for feature 

comparison because the simplicity of the model helps to ensure that observed 

variations in damage detection sensitivity stem from the features themselves. 
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Figure 2.6: 2DOF spring mass system. m=0.0001, c=0.001, k1 = k2 = 1 in the undamaged case, k1 = 

0.97*k2 in the damaged case. z1* is the normalized first state variable produced by integration of 

an ODE system. x1 and x2 are displacements from the equilibrium position. 

 

The system is characterized by parameters m = 0.0001, c = 0.001, and k1 = k2 = 1, 

where k1 is the undamaged condition of the spring. The features require only raw 

numerical data that are assumed to be acquired with the same units; thus, no units are 

provided as they would be a purely arbitrary assignment. Damage is introduced to the 

structure by reducing the stiffness of k1. The baseline natural frequencies of the system 

are near b

1 /2  = 9.8 Hz and b

2 /2   = 25.7 Hz, while the damaged natural 

frequencies are near d

1 /2  = 9.7 Hz and d

2 /2   = 25.6 Hz. 

 A fixed-step fourth-order Runge-Kutta algorithm is used to integrate the state-

space form of the forced spring-mass system 

EzAxx += , (2.16) 

where the left-hand side is a vector of velocity components, x is a vector of structural 

response variables, A is a matrix of stiffness, mass, and damping coefficients, z = [0 0 

0 z1]
T is a vector of excitation inputs with z1 is the first state variable of the forcing 

ODE system. E is a matrix of coupling coefficients describing the relationship 

between the excitation and the structure. Specifically, A is defined as 
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=
CMKM

I0
A

11 , (2.17) 

where M and K and C are the mass, stiffness, and damping matrices, respectively. E is 

a 4 x 4 matrix comprised mostly of zeros, where E[4,4] = 1/m is the only non-zero 

element. The displacement of either mass can be used as the system observable; the x1 

time series is embedded here. 

2.6.2 Signal-to-Noise Ratio, Excitation Bandwidth, and Prediction Error 

A simple study of the effect of signal-to-noise ratio (SNR) and chaotic 

excitation bandwidth on the nine PE variations is performed by exciting the spring-

mass system with the output of the typical Lorenz system of equations. For the SNR 

study, the excitation speed is fixed at  = 10 and features are compared for SNR values 

of 20dB, 15dB, 10dB, and 5dB. For the bandwidth study, the SNR is fixed at 20dB 

and fitness is compared for the speed parameters 10, 20, 40, 60, 80, and 100.  

For both studies, the oscillator is integrated for 55 s from the initial condition 

[0 1 0]T with a fixed step size of 0.001 s and the first 30 s of the resulting z1 time series 

are discarded to eliminate transients. The remaining 25 s excitation is normalized by 

the largest magnitude value in the time series to yield z1* and used to excite the 

spring-mass system at the last mass as shown in Figure 2.6. Then, the first 5 s of the 

resulting response time series are discarded to eliminate transients. The remaining 20 s 

displacement response of the first mass is embedded in the state space with the SVD 

algorithm as described in Section 2.4.2. The trajectory matrix is embedded using T = 1 

and M’ = 52 and after singular value decomposition, the first M* = 3 right-singular 
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vectors are used to embed the response as shown in Eq. 2.7. Thus, given the structure 

in its baseline or damaged condition, a chaotic excitation produced by the Lorenz 

system yields a response that is embedded in the state space using SVD. This observed 

attractor will be used to test the various prediction error features.   

In particular, the effect of additive Gaussian noise on the ability of the features 

to discern between two baseline responses of the structure and a damaged response. 

Damage is simulated by reducing the stiffness of the first spring by 3%. The 

corresponding maximum change in natural frequency occurs for the first mode and is 

approximately 1%, which is close to the minimum observable frequency shift for 

experimental studies that employ modal analysis (Farrar and Jauregui 1996; Swamidas 

and Chen, 1995; De Roeck et al. 2000]. Thus, this damage condition is viewed as an 

approximate representation of how well the features might perform relative to modal 

analysis. Both baseline and damage responses are embedded and the effect of noise on 

feature performance is observed.  

First, a response time series is gathered from the structure in the baseline (x = 

xb) and the damaged (x = xd) condition. Two baseline series are created from the 

pristine baseline response by adding two Gaussian noise time series w1 and w2 such 

that xb1 = xb + w1 and xb2 = xb + w2. Each noise time series is composed of N samples 

drawn from the normal distribution, N(0, corrupting
2
), where the corrupting variance is 

related to the variance of xb and the desired signal-to-noise ratio by 

SNR

signal

corrupting

2

2
=  (2.18) 
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The damaged response series is corrupted with a third Gaussian series to produce a 

comparison series xc = xd + w3, where the noise variance is proportional to the 

variance of xd.  

Embedding these time series yields the attractors, Xb1, Xb2, and Xc, from which 

estimates of prediction error can be extracted. For each tested feature, a distribution of 

prediction error, the baseline distribution, is accumulated by using Xb2 to estimate the 

dynamics of Xb1, and a second comparison distribution is acquired by using Xc to 

predict the dynamics of Xb1. Once these distributions have been acquired, they are 

forced to approximate Gaussian distributions via the procedure described in Section 

2.5.1. Comparing between the two distributions yields an estimate of how well the 

damage can be detected and how noise affects the detection feature. 

 In particular, a distance measure between two Gaussian distributions can be 

defined as 

cb

G

μ 2

= , (2.19) 

where μ = μc – μb is the distance between the mean of the comparison and baseline 

distributions, respectively, and c and b are the corresponding standard deviations. 

Distributions that are widely separated and have a small spread of values about their 

means will have large G. Thus, a feature that yields a larger G than another feature 

when tested on the same data set is deemed to outperform the other. 

 One problem with this formulation of distance pertains to normalization of the 

raw feature values included in each distribution. For each distance calculated between 
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a baseline and comparison distribution, it is necessary to normalize all values in each 

distribution by the largest observed magnitude from either of the distributions. This 

scales each distribution such that all values in both distributions must reside on the 

interval [-1, 1] and allows for direct distance comparisons between features. This 

scaled distance will be denoted by G*. 

 Ten different comparisons are made at each noise level for each feature. As 

mentioned, a comparison is made between distributions acquired from two baseline 

responses with additive noise and a damaged response with additive noise. Thus, each 

comparison requires three new instances of additive noise and the calculation of G*. 

The mean, *G , and standard deviation, , of the ten G* acquired for each 

comparison are plotted for each feature and signal-to-noise ratio at the 3% damage 

condition.   

 

Figure 2.7: (e) Averaged distance between baseline and comparison distributions vs. SNR. Three 

feature variations (centroid-centroid, fiducial-centroid, and original) are shown for the all 

geometric method of transference. Mean and standard deviation are calculated from ten distances 

measured from comparisons with different instances of additive noise. Sample histograms 

corresponding to the best and worst feature at 20dB, ((a) and (b), respectively), and the best and 

worst feature at 5dB ((c) and (d), respectively) are provided.   
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Figure 2.8: (e) Averaged distance between baseline and comparison distributions vs. SNR. Three 

feature variations (centroid-centroid, fiducial-centroid, and original) are shown for the partial 

geometric method of transference. Mean and standard deviation are calculated from ten distances 

measured from comparisons with different instances of additive noise. Sample histograms 

corresponding to the best and worst feature at 20dB, ((a) and (b), respectively), and the best and 

worst feature at 5dB ((c) and (d), respectively) are provided.   

  

 

Figure 2.9: (e) Averaged distance between baseline and comparison distributions vs. SNR. Three 

feature variations (centroid-centroid, fiducial-centroid, and original) are shown for the all 

temporal method of transference. Mean and standard deviation are calculated from ten distances 

measured from comparisons with different instances of additive noise. Sample histograms 

corresponding to the best and worst feature at 20dB, ((a) and (b), respectively), and the best and 

worst feature at 5dB ((c) and (d), respectively) are provided.  

 

Given this framework, the results for all three PE variations given all 

geometric, partial geometric, and all temporal transference are shown in Figure 

2.7Figure 2.8Figure 2.9, respectively. 
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Next, the features are compared for various values of the speed parameter  

with fixed SNR = 20dB, the results of which are shown in Figure 2.10. 

 

Figure 2.10: (e) Averaged distance between baseline and comparison distributions vs. Lorenz 

oscillator speed. Mean and standard deviation are calculated from ten distances measured from 

comparisons with different instances of additive noise. Three feature variations (centroid-

centroid, fiducial-centroid, and original) are shown in each plot for (a) all geometric, (b) partial 

geometric, and (c) all temporal methods of transference. SNR =20dB for all cases. Note the scales.  

  

 

Figure 2.11: Normalized PSD estimate of the baseline structural response for three excitation 

speeds: e = 10, 20, and 100. Natural frequencies are near 9.8 Hz and 25.8 Hz. SNR = 20dB. 
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Finally, the power spectral density (PSD) of the structural response for  = 10,  = 20, 

and  = 100 are shown in Figure 2.11. 

As might be expected, temporal information should be exploited if at all 

possible. The best and worst features are all capable of discerning a 3% change in 

stiffness at the 5dB noise level as long as some temporal information is included 

(compare Figure 2.7c,Figure 2.7d, Figure 2.8c, Figure 2.8d, Figure 2.9c, Figure 2.9d)   

All feature formulations work best for the all temporal method of transference.  

The centroid-centroid formulation outperforms the other formulations on 

average. It is surpassed by the fiducial-centroid formulation for the partial geometric 

method of transfer, but not by a significant amount. The centroid-centroid feature 

gains the most when the all geometric method of transference is used, but it is 

surpassed by the fiducial-centroid feature at lower SNRs. In general, however, any 

difference in performance based on feature formulation tends to diminish at low SNRs 

as noise effects dominate.  

Both of the newly introduced formulations outperform the original feature for 

all methods of transference and all SNR values. The original PE feature with all 

geometric transference that has been used in the literature (Nichols, Nichols et al. 

2004) is the worst performing feature of the nine tested variations, although it does 

have low variance in its calculation and was shown to outperform a feature based on 

an autoregressive model, which is a commonly used approach for feature extraction. 

That the new formulations of PE outperform the original version bodes well for their 

use in SHM. Calculation of the original feature does not include the normalization 
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shown in Eq. 2.13 because SVD embedding is expected to perform the same function 

in this case.   

 The excitation bandwidth generally affects each feature in the same manner. 

The same general trend of increasing performance for the first three speed parameters, 

followed by a drop at  = 40, an increase at  = 80, and finally a drop at  =100 is 

followed by most of the features: their ranking is independent of excitation bandwidth. 

From Figure 2.11 it is apparent that the slowest speed is not fully exciting the second 

mode, but at  = 20, the power at both modes has saturated and is similar to the power 

at those modes for  =100. The intervening speeds between 20 and 100 produce 

similar results. Reasons for why some excitations outperform others are the central 

thrust of this dissertation and will be addressed in detail in later chapters. 

2.7 Chapter Summary 

The results of this study demonstrate that significant gains in detection 

sensitivity are possible simply by modifying the formulation of one feature. The use of 

temporal information has a particularly large effect on performance. A more averaged 

prediction of the dynamics through the use of the centroid-centroid feature also offers 

improvement. The increased computational burden of two neighbor searches is 

nullified if the all temporal method of transference is employed. Thus, the best PE 

variation is no more expensive computationally than the original feature. Although a 

second averaging procedure is required, this is trivial relative to a nearest neighbor 

search. All nearest neighbor searches employ a k-d tree search (Bingham and Kot 

1989) to reduce the computational burden for the tested features. 
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Although temporal methods work best, the all geometric centroid-centroid 

feature is used in much of chapters 4 and 5. This is an attempt to introduce some 

generality as the geometric feature does not require synchronous drives or 

synchronous acquisition. The effect of desynchronization on the temporally-based 

features should be investigated in future work. Chapter 6 compares the all geometric 

and partial geometric methods of transference for the centroid-centroid formulation 

and shows that a significant change in the type of excitation that should be employed 

for improved sensitivity: the introduction of temporal information requires chaotic 

inputs for improved detection. Overall, however, the all geometric centroid-centroid 

feature is used throughout this dissertation. References to prediction error refer to this 

feature unless otherwise noted or obvious from context. 

In conclusion, this chapter has provided motivation for the use of steady-state, 

chaotic excitations in global SHM. Along the way, concepts and terminology related 

to nonlinear dynamics and delay embedding were introduced. Some details related to 

the delay embedding procedure were discussed; in particular, the SVD method of 

embedding that is used throughout this dissertation was explained. Features that 

exploit a state space representation of structural response were discussed. New 

prediction error variations were introduced, compared to the previous formulation, and 

found to outperform the original.
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3 Tailored Dimension with Evolutionary Algorithms 

3.1 Introduction and Overview 

In addition to the development of new state-space features, chapter 2 discussed 

some concerns that relate to excitations in the context of a global, active SHM 

paradigm. Specifically, the need to balance power, bandwidth, and damage 

observability were discussed and chaotic excitations were introduced as one means of 

dealing with some of these tradeoffs. Chaotic time series are amenable to state-space 

analysis and, therefore, issues pertaining to attractor embedding were discussed along 

with the introduction of features based on this paradigm. Finally, a computational 

comparison of state space features was performed for various noise levels and chaotic 

excitation bandwidths.  

The study of excitation bandwidths demonstrates that all of the features are 

better able to discriminate between a baseline and damaged condition when certain 

oscillator speeds are used and that there is no clear trend to show that faster or slower 

excitation speeds are best for damage detection. These results imply that there might 

be more to an excitation than its frequency spectrum. That is to say, improved damage 

detection might not be predicted solely based on excitation frequency characteristics 

and the structure’s frequency response. 

The power spectrum of the response was approximately the same for all speeds 

other than  =10. Thus, performance difference between the features at various speeds 

does not depend on differences in applied power at the natural frequencies. 
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Performance is non-monotonic (for  = 60 performance is less than that at  = 80 but 

greater than at  = 100) which rules out arguments based solely on “saturation” of the 

response spectrum or large vs. small excitation bandwidth. Thus, there are other 

aspects of the excitations that differentiate them from one another. Theory from 

nonlinear dynamics may provide insight into such aspects. 

In particular, invariants such as dimension and Lyapunov exponents (LEs) are 

not directly dependent on the frequency spectrum. It is possible to have excitations 

that have the same dynamical invariants, but different frequency spectra. Furthermore, 

there is theory that directly addresses the problem of coupled dynamical systems, and 

more specifically, filtered dynamical systems.  

A structure acts as a filter on the excitation (assuming no feedback); it has been 

shown (Badii et al. 1988; Pecora and Carroll 1996) that filtering can lead to an 

increase in the dimension of a chaotic signal. Therefore, damage can be observed in 

the state space because change in the filter leads to change in the dimension. Theory 

relates the LEs to dimension (Kaplan and Yorke 1979) and additional theory (Davies 

and Campbell 1996) describes the union of the LEs of an excitation and a filter as the 

spectrum of the response. Thus, if it is possible to control the LEs of the input, then it 

is possible to control the LEs of the filtered response, and consequently, the dimension 

of the output. This idea has been investigated from the perspective of properly exciting 

the structure for damage observability while simultaneously minimizing the dimension 

of the response (Nichols, Todd, Seaver et al. 2003). What has not been considered as 

carefully is the idea that there are inputs that can force larger changes in response 

dimension for a given change in the filter: it may be possible to tailor the excitation 
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such that changes in the structure due to a given damage mechanism are more clearly 

observed in the response. This necessitates precise control of the excitation Lyapunov 

exponents. 

Such control, however, requires manipulation of the ODE excitation source 

parameters. It is not possible to determine a priori what the LEs will be for a given set 

of ODE parameters. This requires a search of the parameter space for those parameter 

sets that produce a desired Lyapunov spectrum. Complicating the matter, this space is 

continuous, infinite, nonlinear, and non-differentiable which suggests the use of direct 

search techniques (Storn and Price 1997) such as simulated annealing or evolutionary 

algorithms (EAs).  

In particular, differential evolution (Storn and Price 1997) is a form of EA that 

is introduced in this chapter as a means of searching the parameter space of an ODE 

system for those excitations with desirable LE spectra. The method is shown to 

efficiently search the space and desired spectra are produced. 

Although DE is capable of searching the parameter space of an ODE system, 

an additional question is raised about whether a desired LE spectrum can even be 

produced by a given ODE system for any of its possible parameters. Evidence is 

provided that implies that not all LE spectra are available to a given ODE system and 

its attendant parameter space. 

In order to guarantee that this can be circumvented if it is the case, a second 

search algorithm is overviewed. Gene expression programming (GEP) (Ferreira 2001) 

is a form of genetic programming (GP) (Koza 1992) that allows for the possibility of 

encoding entire ODE systems as potential solutions to the search for specific LE 
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spectra (both algorithms are EAs). The algorithm is coupled with DE to allow a search 

of each generated ODE system parameter space. The combined GEP/DE algorithm is 

shown to be capable of generating ODE systems with corresponding parameters that 

produce a desired LE spectrum. 

Following this, the concept of tailoring the spectrum of excitations is tested on 

a computational system and the results are discussed. Finally, the applicability of the 

hybrid algorithm to applications other than SHM, such as system identification and 

pure mathematics, is overviewed. First, a discussion of the relationship between 

Lyapunov exponents and dimension is provided. 

3.2 Lyapunov Exponents and Kaplan-Yorke Dimension 

As was discussed in chapter 2, there are a number of dynamic invariants that 

can be used to try to characterize the essential dynamics of a given system. These 

invariants measure either the size of the state space (how many variables govern the 

dynamics) or quantify certain characteristics of the attractor such as: how the 

distribution of points vary with length scale (correlation dimension, box-counting 

dimension); how quickly nearby points expand or contract in the state space 

(Lyapunov exponents); or the rate of information generation (Kolmogorov-Sinai 

entropy). Lyapunov exponents (LEs) and their relationship to chaotic excitations and 

dimension as described by the Kaplan-Yorke conjecture are of particular interest. 

LEs are a measure of how quickly nearby points in the state space converge or 

diverge under the action of F(z;μ) (Eq. 2.1). For two trajectories on the attractor that 
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have some initial infinitesimal separation i(n = 0) in the direction i, the rate of 

separation is expected to follow  

( ) ( )0i
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is the Lyapunov corresponding to that direction. The LE describes the average rate of 

exponential growth or decay associated with perturbations in a given direction. The 

number of LEs and the number of state space dimensions are equal and all of the LEs 

associated with a given system are called its Lyapunov spectrum. The Lyapunov 

spectrum can also be thought of as describing how a volume element will deform in 

the state space over time with some directions shrinking and others expanding (for 

chaotic systems). 

For an ODE system, the dynamics describe a continuous flow in the state space 

and, therefore, at least one of the LEs will always be zero. For chaotic systems, at least 

one of the exponents must be positive which quantifies the inherent instability that 

leads to sensitive dependence on initial conditions. For globally stable systems, 

however, the sum of the exponents, or the divergence, must be negative; therefore, a 

chaotic system is characterized by one positive exponent, +, one zero exponent, 0, 

and one negative exponent, -, where 
+

. The positive exponent and the 

negative divergence correspond to the stretching and folding of the dynamics, 

respectively, that characterize chaotic systems.  
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The dimension of an attractor can be less than the state space in which it is 

embedded (e.g., a limit cycle is a 1-D attractor in a 2-D state space), and strange 

attractors in particular have non-integer or fractal dimension. Kaplan and Yorke 

conjectured that the attractor dimension and the LEs are related by 

1

1

+

=
+=

i

i

KYD  
(3.3) 

where  is the maximum number of exponents, arranged in descending order, that can 

be added before the sum becomes negative. It has been proven that the Kaplan-Yorke 

(or Lyapunov) dimension, DL, is an upper bound on the information dimension which 

is itself an upper bound on the correlation dimension, Dc, which will be described 

shortly (Ledrappier 1981). 

3.3 Coupled Dynamic Systems and Lyapunov Spectra 

The connection between LEs, attractor dimension, and SHM is made by noting 

that Lyapunov exponents can be calculated for a linear filter, that the Lyapunov 

spectrum of a filtered excitation is the union of the excitation and filter LE spectra, 

and that infinite impulse response (IIR) filters can induce a change in the dimension of 

a filtered response. The latter point was observed by Badii et al., explained by Pecora 

and Carroll (Pecora and Carroll 1996), and is relevant to SHM because a structure is 

essentially an IIR filter. Thus, if the Lyapunov dimension of an excitation can be 

controlled by adjusting the LEs, and the LEs of a structure are known (this will be 

discussed shortly), then it is possible to adjust the input such that the dimension of the 

output is controlled. Dimension control of the output of a liner system through 
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manipulation of the input LE spectrum was demonstrated experimentally by Nichols, 

Todd, et al. (2003). 

In that work, it was argued that controlling the output dimension is important 

for SHM because limits on data size suggest the dimension of the response attractor 

should be kept as small as possible, while at the same time the effect of the structure 

on the dynamics should be maximized in order to observe damage-induced changes in 

the dynamics. These are competing requirements because exciting more of the 

structure’s dynamics can increase the dimension of the response. 

To see how this is the case, consider the coupled dynamic system given by Eq. 

2.16; the LE spectrum of the matrix A is the logarithm of the real parts of its 

eigenvalues (Davies and Campbell). For a stable filter, all of the LEs will be negative. 

In addition, it has been proven that for such a system, the LE spectrum of the response 

is the union of the input and filter spectra,  
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where the superscripts refer to (R)esponse, (F)orcing, and (S)tructure and NDOF is the 

number of degrees of freedom of the linear filter. Each set of exponents is assumed to 

be arranged in descending order.  

Thus, all of the filter’s LEs represent contracting directions in the response 

state space and only the most weakly contracting directions contribute to the 

calculation of the Kaplan-Yorke dimension. As the number of structural LEs included 

in the calculation of DL is increased, the influence of the structure on the response 

dynamics is expected to increase, and, correspondingly, the response attractor is 
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expected to have a larger dimension. Nichols et al. (2003) showed that these 

countervailing criteria could be balanced through control of the excitation LEs. 

3.4 Structural Damage and Dimension Change 

Data requirements and sufficient structural interaction are both valid reasons to 

consider tailored inputs, but there are additional benefits for SHM that are possible 

given control of the input Lyapunov spectrum.  In particular, DL could change as a 

function of evolving LEs, if, for example, a progressive damage mechanism were 

affecting structural dynamics. A few examples serve to illustrate the effect. 

 A structure forced by a chaotic input for the case where the Lyapunov 

dimension of the response of the baseline structure is given by 

E

SEE

LD
2

1213
++

+=       (3.5) 

and the magnitude of the first five response LEs is such that 
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where the remaining structural LEs are irrelevant to the calculation of dimension. Note 

that any zero LEs of the excitation will always be included in the calculation of 

dimension. A type I interaction (see Figure 3.1a) occurs when the progression of 

damage in the structure causes the magnitude of the first two structural LEs to 

decrease linearly (with different slopes in this case) and when at some point during the 

damage progression there is an exchange such that ES

32 > . When the negative LE of 

the excitation determines the denominator of the fractional portion of DL, the change 
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in dimension with damage is only a function of the (assumed) linearly changing 

structural LE.  

 

Figure 3.1: The effect of a hypothetical damage progression on Lyapunov exponents and 

Lyapunov dimension. (a) DL as a function of damage with a type I interaction (c) forcing a change 

in the rate of dimension change. 1
E
 = 4 for (a) and (c). (b) DL as a function of damage with a type 

II interaction (d) forcing a change from  = 3 to  = 4. 1
E
 = 8 for (b) and (d). 

 

This hypothetical damage progression could also evolve in the opposite 

direction to that just described; for example, in the baseline case ES

32 <  and the 

magnitude of the LEs increases until the response spectrum must be reordered such 

that Eq. 3.6 holds. For type I damage, that an exchange between LEs occurs is not 

critical. Rather, the example serves to illustrate that DL as a function of damage can 

change more rapidly depending on which LEs are involved in the fractional 
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calculation of dimension. This demonstrates that there could be a choice of input LEs 

that will produce the most change for a given structure and damage scenario. 

 The scenario shown in Figure 3.1b is called a type II interaction for the 

purposes of this discussion. Again, Lyapunov dimension is a function of damage 

progression and, in this case, the numerator of the fractional portion does not remain 

solely a function of three exponents. In this example, the baseline response spectrum is 

such that: 
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and the magnitudes of the first two structural exponents are both decreasing such that 

at some point during the damage progression both structural exponents can be 

included in the fractional sum (  = 4) and the negative excitation LE is included in the 

denominator of the fractional portion, that is: 
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A type III interaction describes a combination of type I and type II interactions 

during damage progression and a type IV interaction refers to the case where E

3  is not 

involved with the dimension calculation during the course of  observed damage 

progression and  remains constant. The case where SE

13 >  (DL is constant over the 

period of damage progression) is called a type V interaction, and finally, a type II 

interaction that does not include any negative LEs of the excitation at any point during 

the damage progression is called a type VI interaction. 
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 Badii et al. (1988) described situations for filters with NDOF = 1 that are similar 

to types I, II, and V for various degrees of filtering. In particular, they consider 

dimension from the perspective of thermodynamics and view a dimension increase as 

a phase transition. The abrupt change of state associated with a phase transition might 

also be applicable within an SHM context if a type II interaction is observed as a result 

of damage. Thus, this change in Lyapunov dimension might be observable in the 

dynamics. 

A discussion of correlation dimension serves to provide justification for why 

this change should be detectable. Specifically, the correlation dimension attempts to 

quantify how the number of points within a hypersphere changes with volume. If each 

point on the attractor is selected as the center of a hypersphere of radius D, then an 

estimate of correlation dimension can be made by counting points within the 

hypersphere as the radius is scaled. The average of a summation over all points on the 

attractor and over all length scales yields an estimate of the correlation dimension. In 

detail, the correlation sum for a given hypersphere radius is evaluated as  
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 where the Heaviside function, , is unity when the distance between the points is less 

than or equal to the radius of the hypersphere and zero when it is not. If Equation 3.9 

is evaluated over many length scales, then an estimate of the correlation dimension is 

given by calculating the slope of the line given by  
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on a log scale (Grassberger and Procaccia 1983).  

Thus, the correlation dimension measures the distribution of points on the 

attractor. Furthermore, the Lyapunov dimension and the correlation dimension are 

often found to be similar and upper bounds on—if not equal to—the information 

dimension as mentioned previously (Ledrappier 1981). Therefore, there is a 

connection between the Lyapunov dimension and the distribution of points on the 

attractor at all length scales. This suggests that the correlation dimension could be 

used to detect damage in the structure directly as has been discussed previously 

(Logan and Mathew, 1996); however, stable estimates of Dc are difficult to obtain 

from experimental data and it has been suggested (Nichols, Todd, Virgin, et al., 2003) 

that correlation dimension is a poor choice of feature for SHM.  Instead, prediction 

error might be a candidate feature for detecting the dimension change associated with 

damage if a change in the distribution of points on the attractor suggests a change in 

the dynamics. This will be discussed further in Section 3.7.   

Although there is no reason to assume that damage will affect the LEs linearly, 

the above discussion is relevant to more complicated forms of LE variation with 

damage evolution. The point is that changes in LEs can change the dimension of the 

embedded attractor and that the amount of change observed for a given damage 

progression can be influenced by the input. For the examples shown, it is apparent that 

a type II interaction can be forced to occur if at least one positive and one negative LE 
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of the driver (more than three LEs are possible for higher dimensional ODE systems) 

can be controlled independently. 

In Nichols, Todd, Seaver et al. (2003), the excitation was tuned by scaling the 

bandwidth of a chaotic oscillator with the speed parameter. Although this technique 

for scaling the LEs may be effective in many cases, it only scales the magnitude of 

both LEs equally without changing the scaling between the two exponents. The ratio 

between their magnitudes, 

E

E

R
1

3
=      , (3.11) 

will remain constant for all values of  (R is an alternative formulation of the 

divergence for 3-D systems).  

This is a problem if simultaneous control of dimension as well as type I and II 

interactions is desired because the positive exponent controls how many exponents 

will be included in the fractional sum, while the magnitude of E

3 controls whether a 

type II interaction occurs or whether the damage evolution is in a favorable regime 

relative to a type I interaction. Scaling both excitation inputs equally reduces the 

ability to precisely control these relationships; for example, decreasing the positive 

exponent to include less of the structural LEs may change the negative exponent 

magnitude in a way that prevents a type II interaction for a given damage progression. 

Thus, the magnitude of the positive and negative LEs relative to each other is also 

important: the required spectrum is defined by R. There are infinitely many spectra 

with a given R because of the scaling offered by . For example, if the exponents + = 
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4, - = -80 are desired, this is the same as the spectrum + = 1, - = -20 with  = 4. R 

must be manipulated if precise control of type II interactions is desired. This, however, 

is not possible for an ODE system with a fixed set of parameters. 

3.5 ODE Parameter Selection for Tuned Lyapunov Spectra 

In order to modify R for a given ODE system, F(z;μ), it is necessary to change 

the parameters of the system prior to integration. Unfortunately, it is not possible to 

ascertain the Lyapunov spectrum without numerically integrating the system and 

calculating the LEs with a suitable estimation algorithm (Wolf et al. 1985; Abarbanel 

et al. 1991). It is usually not even possible to determine whether a given set of 

parameters μj will produce a chaotic attractor. For example, a stability analysis of the 

fixed points of an ODE system will predict what parameter values will force the fixed 

points to be unstable, but will provide no indication as to whether the response will be 

chaotic. Local stability analysis of fixed points provides no information about global 

stability and cannot predict chaotic behavior. 

Lyapunov functions can be constructed to test the global stability of a fixed 

point. Although conservation laws can be used to help construct Lyapunov functions 

for oscillators that correspond to physical systems, there is no general procedure for 

building a Lyapunov function (Nayfeh and Balachandran 1995). Even if knowledge of 

fixed point instability and global stability could provide an indication of a chaotic 

response, R would still be unknown without integrating the system. 

Melnikov analysis can be used to predict whether an ODE system will produce 

a chaotic response, but the analysis is usually restricted to Hamiltonian systems 
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(conservative systems that preserve volume elements in the state space, i.e., that have 

no damping) (Nayfeh and Balachandran 1995). Some work has been done to extend 

the analysis to non-Hamiltonian systems (Salam 1988), but in general the method is 

too involved to be practical for the current problem. Furthermore, Melnikov analysis 

provides no information concerning what the value of R will be for a given set of 

parameters. 

Thus, there remains the problem of calculating R for a given Fi(z,μj), where the 

subscripts i and j have been introduced to refer to the i-th ODE system (e.g., the 

Lorenz system of equations or the Rossler system of equations (Rossler 1976)) with 

the j-th set of parameters. This section will primarily be concerned with how to find R 

for various parameter sets uj given the fixed ODE system Fi. The term “oscillator” will 

usually refer to a given ODE system with a fixed set of parameters, but may 

sometimes be used to differentiate between various Fi if the context is clear. 

The following sections will discuss some peculiarities related to searching the 

parameter space of an ODE system for those parameter sets that produce a desired 

Lyapunov spectrum. In particular, justification for the use of evolutionary algorithms 

(EAs) to search the space is provided and details pertaining to the search are 

presented. 

3.5.1 The Parameter Space 

The problem of finding a set of Lyapunov exponents with a particular R is 

essentially an optimization over the parameter space corresponding to a given Fi. 

Specifically, it is necessary to find some μj such that integration of the system Fi(z,μj) 
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yields a Lyapunov spectrum that is close (as determined by some distance measure or 

fitness function) to the value Rk = | -|/ +. The search space is infinite and, in particular, 

is non-smooth as will be shown by a few examples. 

If the generalized Lorenz system (Equation 2.3) is considered and all of the 

parameters save μ1 and μ2 are fixed at the values of the typical Lorenz oscillator 

(Equation 2.2), then the plane defined by μ1 and μ2 can be systematically explored and 

the LE spectrum corresponding to each point determined. Figure 3.2 is a plot of the 

largest Lyapunov exponent calculated by integrating each μj = [ 1μ 2μ  1 28 1 1 8/3]T 

with  = 1 for a period of time sufficient to allow the LEs to converge when calculated 

with the algorithm described in (Wolf 1985). Figure 3.3 is an expanded version of the 

plot in Figure 3.2. 
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Figure 3.2: Maximal LE as a function of μ1 and μ2. μ1  is varied from 5 to 61 by increments of 0.1.  

μ2 is varied from 1 to 50 by increments of 0.1. Parameter combinations within the dark blue 

regions along the top and in the upper-left corner were not calculated and are set to -1.  

 

 

Figure 3.3: Maximal LE as a function of μ1 and μ2. μ1  is varied from 14 to 15 by increments of 

0.005.  μ2 is varied from 3.5 to 4.7 by increments of 0.005. The color scale for this plot is different 

from that in Figure 13. 
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The parameter space has self similarity at multiple scales, which is reminiscent of a 

fractal set. Another example is given in Figure 3.4 for different parameters. 

 

Figure 3.4: Maximal LE as a function of μ1 and μ4. μ1  is varied from 1 to 100 by increments of 2.  

μ4 is varied from 1 to 100 by increments of 2. The color scale for this plot is different from those 

in the previous two figures. 

 

 

In this case, the parameters are fixed at the typical Lorenz values as before, but 

now μ2 = 10 and the variable parameters are μ1 and μ4. The chaotic and quasiperiodic 

(two zero LEs and one negative LE) regions definitely seem to be bounded by a 

distinct curve; however, there is no known analytical method for calculating these 

regions. 

What Figure 3.2, Figure 3.3, and Figure 3.4 illustrate is that the parameter 

space is continuous, nonlinear, and non-differentiable and thus, direct search methods 

such as simulated annealing or evolutionary algorithms should be employed (Storn 

and Price 1997). In addition, even with the exact oscillator and computational data, 

Lyapunov exponent calculations are imprecise and therefore the space is “noisy”. 
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Gradient-based search techniques would not be expected to perform well in this 

context; thus, a direct search is employed.  

In particular, differential evolution (DE) is a simple method that has been 

tested against, and found to outperform, a number of popular simulated annealing 

algorithms, genetic algorithms, and stochastic optimizers on a suite of test functions 

commonly used to test global optimization algorithms (Storn and Price 1997). The 

method was designed to work with vector-encoded data (e.g., an ODE parameter 

vector) and has been successfully used to search as high as 60-dimensional spaces. 

Given these bona fides, the algorithm was used to search the parameter space of ODE 

systems and found to work quite well. A quick overview of the method follows. 

3.5.2 Differential Evolution 

Differential evolution works by randomly generating an initial population of 

vectors whose elements are selected from some initial range of values. During each 

generation, the fitness of each of these potential solutions will be evaluated by the 

fitness function and better solutions will be selected through some process analogous 

to biological crossover and mutation such that the overall fitness of the population 

tends to improve with passing generations until some stop criterion is met. A 

schematic of the procedure is shown in Figure 3.5. 
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Figure 3.5: Schematic of differential evolution algorithm. 

 

 Each generation of the algorithm requires a test of each member of the 

population. A member of the population that is currently under consideration is called 

the target vector. For each target vector a difference vector is formed from the 

difference of two randomly selected vectors from the population (a uniform 

distribution is assumed for all random decisions). This difference vector is scaled by 

the scaling factor, Fs, before it is added to a third randomly selected mutation vector. 

The target vector is not allowed to be selected as any of these three vectors. The 

addition of the scaled difference vector to the mutation vector is the DE equivalent of 

mutation.  

Crossover is accomplished by generating a new trial vector that is composed 

of elements from either the target vector or the scaled and mutated difference vector. 
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Elements for the trial vector are selected by looping through the trial vector and, for 

each potential element, selecting an element from the target vector if a uniformly 

selected random number on [0, 1] is greater than the crossover constant, CR, and 

selecting from the mutated vector otherwise. 

The fitness of the trial vector is evaluated and if this fitness is larger than the 

fitness of the test vector, the trial vector takes the place of the test vector in the 

population of the next generation. As mentioned, each member of the population for 

the current generation will be tested against a trial vector with the fittest solution 

selected for reproduction.  

Here, all optimizations that employ DE use Fs = 0.9 and CR = 0.5. These 

values were found to work well for the current application, and as is the case with 

many stochastic optimization routines, are not selected based on any concrete criterion 

but by trial-and-error. Additional details concerning the algorithm are available in 

Storn and Price (1997).  

The algorithm is tested by generating a Lyapunov spectrum for the typical 

Lorenz oscillator and then using DE to modify the parameters of the generalized 

Lorenz system until the desired spectrum is produced. First, a population of parameter 

vectors is generated by uniformly selecting values for each individual parameter μj,k 

from (0, 30]. The initial condition for all tested solutions is [0 1 0]T and the system is 

integrated for a period of time (e.g. 50 s) in order to help remove transients prior to the 

calculation of the spectrum and evaluation of the fitness function.  

The fitness function in this work is defined by three terms: the Euclidean 

distance between the desired and current Lyapunov spectrum triplets ( ), a term that 
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penalizes solutions that have no positive LE, and a penalty for spectra with positive 

divergence (unstable systems). More specifically, the penalty term for all negative 

exponents was set as P- = 100 and for positive divergence as PD = 900. It is possible 

for 0 to appear positive due to the estimation process; therefore, the smallest 

magnitude LE must be ignored prior to testing for the existence of a positive exponent.  

The goal is to maximize the fitness function defined as  

DPP
fit

++
=

1
     . (3.12) 

The results of a sample optimization are provided in Figure 3.6. 

 

Figure 3.6: Elite fitness vs. generation for one differential evolution search of a parameter space. 

The ODE system is the best discovered by the combined GEP/DE optimization shown Figure 3.10. 

 
Although a global optimization routine is used for this application, a global 

optimum is not required as a final result. In practice, all that is required is that the 

algorithm produce an LE spectrum that is arbitrarily close to the desired solution. For 
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the test case, it is not necessary for the algorithm to generate the exact parameter 

vector that produced the test spectrum. Instead, the algorithm is said to have succeeded 

as long as the spectrum is an acceptable distance from the desired spectrum after a set 

number of generations or, alternatively, as long as the algorithm produces a spectrum 

that is within a defined distance in an acceptable period of time. In this work, the 

halting criterion for optimizations is simply a predefined number of generations. 

Given the results in Figure 3.6, it is apparent that DE can satisfactorily search 

the parameter space for a specified LE spectrum. What is not addressed, however, is 

the possibility that for a given ODE system Fi, the R that is required to produce the 

desired interaction cannot be produced by any μj in the corresponding parameter 

space. To the best of the author’s knowledge, this is an open question. 

3.6 Generating ODE Systems with Tuned Lyapunov Spectra 

As an illustrative example, the generalized Lorenz system is considered with 

all of the parameters set initially to the typical Lorenz values. Then, some of the 

parameters are varied individually, with the other parameters held fixed, by scaling 

them with a multiplication parameter. The LE spectrum for each multiplication value 

is calculated along with the corresponding R. Figure 3.7 shows a range of 1/R values 

corresponding to such an operation.  
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Figure 3.7: R
-1

 vs. multiplication factor for various parameters with non-varied parameters held 

fixed at the typical Lorenz values. Multiplication factor is increased by 0.01 for each step. The 

“pivot point” corresponds to the typical Lorenz oscillator when the multiplication factor is unity. 

 

Figure 3.7 shows that the 1/R values available to the Lorenz system for the 

range of parameters studied with the typical Lorenz oscillator as the “pivot point” are 

approximately confined to reside within the interval [0, 0.14] with some regions in the 

interval more densely covered than others. For comparison, some studies performed 

by the author on the simplest chaotic system discovered by Sprott (1994) show that for 

a large number of parameters, 1/R is confined to a band around 0.17. If 1/R is bounded 

from above for all μj in the parameter space, then there is at least one parameter vector 

that produces the minimum divergence oscillator for that particular Fi. A related 

question pertains to what the maximum maximal LE is for a particular system. Both 

questions could be of interest when designing excitations to force a desired type of 
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interaction for a given SHM application. If divergence is limited to a particular range 

of values for a given Fi, then the following search procedure offers a means of 

developing entirely new ODE systems in order to ensure that any R  1 (stable 

systems) may be created, if required. 

3.6.1 Gene Expression Programming 

Genetic programming was introduced by Koza (1992) as a means of breeding 

computer programs under the influence of natural selection for applications in 

machine learning, symbolic regression, and data-mining. GP is attractive for a number 

of reasons, one of which is the possibility of discovering the underlying mathematical 

expressions that govern a data source to be learned simply by observation of the 

source output (the inverse problem) and is briefly discussed in the context of system 

identification and state space representation in Section 3.8. GP is an effective 

methodology for searching the fitness landscape associated with an abstract solution 

space. In this case, the space of ODE systems is the solution space and the fitness 

landscape is determined by the Lyapunov spectra that can be produced by a given 

ODE with a fixed set of parameters. Each ODE system has an attendant parameter 

space and therefore it will be necessary to search both the system and parameter 

spaces simultaneously. This is accomplished by combining gene expression 

programming with DE and will be discussed in Section 3.6.2. First, an overview of the 

overall GP concept is provided. 

GP requires the selection of some set of functions and terminals that will be 

encoded by the algorithm. Here, the functions will include addition, subtraction, and 
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multiplication, but the algorithm is not limited to such operators. Boolean operators, 

trigonometric functions, etc., are all possible elements of the function set. Terminals 

are the arguments of the functions. The terminals will be the state variables that 

describe an ODE system as well as a constant that is always unity. Thus, within the 

context of functions and terminals it is possible to encode an ODE system.  

More specifically, each equation that makes up an ODE system is encoded as 

one “gene” in a “chromosome” and each chromosome is considered a member of a 

population whose members are subjected to the genetic operators of selection, 

crossover and mutation in order to create new populations of candidate solutions that 

can be tested against the fitness function. The use of these genetic operators to 

exchange information between chromosomes is typical of the genetic algorithms 

(GAs) introduced by Holland (1975). The difference between GP and GAs is the 

manner in which members of the population are encoded as chromosomes (genotype) 

and expressed (phenotype). 

The canonical GP model encodes the chromosomes as parse trees similar to 

those used in the programming language LISP (Mitchell, 1996) and as shown in 

Figure 3.8. In this section, the state variables are denoted by x, y, and z as well as z1, 

z2, and z3 throughout the discussion of GEP. 
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Figure 3.8: (a) A gene composed of alleles where each allele is function or terminal that encodes a 

node on the expression tree (b).  The gene is composed of a head and a tail. The nodes of the tree 

are numbered from top-to-bottom and from left-to-right. The expression encoded by the tree is 

shown. The state variables are denoted by x, y, and z rather than the z1, z2, and z3 notation that 

has been used previously. 

 

In GP, these trees are both the genotype and the phenotype. That is, new 

solutions are created by operating on the tree directly. For example, a mutation of the 

solution might involve changing node 4 from multiplication to subtraction to create 

the new solution (z-y-z)+x*y = x*y-y. Thus, the search space and the solution space 

are one and the same. In addition, the length of each chromosome depends on the size 

of the tree and is allowed to vary during the optimization. These are the fundamental 

differences between GP and gene expression programming (GEP). 

GEP is a variant of the GP family of optimization procedures that was 

developed by Ferreria (2001). It uses fixed-length strings as chromosomes that encode 

each parse tree (expression tree to keep with the original terminology in (Ferreria 

2001)). Genetic operators work on the fixed-length strings directly, but each string 

encodes a different expression tree. Thus, the search space (the chromosomes or the 

genotype) is separate from the solution space (the expression trees or the phenotype). 
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This paradigm allows an unconstrained search of the space of chromosomes while 

ensuring that every solution in the solution space is syntactically correct (e.g., no 

solutions with pathologies such as x*+y) as was observed in (Banzhaf 1994). An 

additional benefit of GEP is that the size of potential solutions is automatically 

bounded by the fixed-length encoding. Conversely, GP is subject to bloat which 

describes the tendency of the algorithm to produce lengthy solutions if a penalty 

function for large size is not introduced. Therefore, GEP is a convenient candidate 

algorithm for searching the ODE system space. 

As mentioned previously, each chromosome that encodes an ODE system is 

made up of genes that describe each of the equations in the system. For this work, only 

3-D systems are considered and correspondingly there are three genes in each 

chromosome. In turn, each gene is made up of “alleles” that encode the functions and 

terminals. In addition, each gene is broken up into two subsections: a head and a tail, 

as shown in Figure 3.8. Alleles within the head can be drawn from either the function 

or the terminal set, while alleles in the tail can only be composed of elements from the 

terminal set. The number of alleles in the head, hg, is user-defined and the length of the 

tail, tg, is governed by  

1)1( max += aht gg , (3.13) 

where amax is the maximum number of arguments required for any of the functions in 

the function set. In this work, a = amax = 2 due to the function set (+,-,*) where a is the 

number of arguments required for any function. In addition, hg = 5 for all 

optimizations and therefore, the length of each gene is 11. 
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 Expression trees are built from the chromosome by starting at the first position 

in the gene (the root) and counting the number of arguments required for that allele 

where zero arguments are required if the allele is a terminal. The root of the gene is 

the first node in the expression tree and the number of arguments required for that 

allele will determine how many additional alleles will be drawn from the following 

positions in the gene (moving in order from left to right through the gene). These 

alleles will be placed in the next layer of the tree starting from the left-most node and 

moving to the right-most node (nodes 2 and 3 in Figure 3.8).  The sum of the 

arguments required for each of these newly included nodes determines how many new 

alleles will be drawn from the gene and placed in the third layer of the tree from left to 

right (nodes 4-7 in Figure 3.8). When no more arguments are required, that is, only 

terminals have been selected as arguments for the previous layer’s functions and 

placed in the tree, the expression tree is complete. Equation 3.13 guarantees that there 

will always be enough terminals in the tail to provide arguments to the functions in the 

head. 

 The tree is converted into an expression by writing the elements of the nodes in 

order starting at the bottom layer of the tree and moving from the left-most argument 

(if a > 2) through the source node in the higher layer and back down to the right-most 

argument. This expression becomes the left-most argument for the node in the second 

layer up from the current layer. For example, in Figure 3.8 nodes 8 and 9 in the fourth 

layer are the arguments of node 4 in the third layer. Thus, starting with node 8, moving 

through node 4, and back down to node 9 yields the expression (z*y), which becomes 

the left-most argument for node 2 in the second layer. No more nodes are present in 
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the fourth layer, so the process repeats starting with the left-most node in layer three 

which is now the expression (z*y). Following the same procedure yields ((z*y)-z) as 

the left-most argument for the node in the first layer. Move to node 6 and repeat the 

procedure for nodes 6, 3, and 7 to yield (x*y) as the right-most argument for node 1. 

Finally, repeat again to produce the expression ((z*y)-z) + (x*y). 

 Each ODE system is encoded simply by appending three genes into a 

chromosome composed of 33 alleles (for length 11 genes). The allele at position 1 in 

the chromosome is the root for the first gene, position 12 is the root for the second, 

and 23 the root of the third. The first gene encodes the equation for x , the second gene 

encodes y , the third encodes z , and so on if additional dimensions are included.  

For each generation, two classes of genetic operator are used to move genetic 

information between genes (recombination) and within genes (transposition), while a 

third operator (mutation) can randomly change alleles by selecting from the function 

and terminal sets. Transposition is allowed to work both on the level of alleles and the 

level of genes (e.g., exchange the first two equations in an ODE system). Further 

details of these operations are available in (Ferreria, 2001). Following mostly the 

prescriptions given in (Ferreria, 2001), the probability of mutation (mutation rate) for 

each allele is such that three mutations per chromosome are expected during each 

generation. The insertion sequence transposition rate, the root insertion transposition 

rate, and the gene transposition rate are all set to 0.1. The one-point, two-point, and 

gene recombination rates are all set to 0.3. Roulette wheel selection is used to pick 

members of the population for replication and the top two solutions are always 
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retained for each generation (elitism). Details pertaining to the implementation of GAs 

are given in (Mitchell, 1996).  

A subroutine that checks for pathological systems is included after random 

initialization of the population for the first generation and after each new population 

has been selected in subsequent generations. Specifically, the Jacobian of each system 
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(3.14) 

is calculated and evaluated at some suitable point (e.g., [0.1 0.2 0.3]T) that is unlikely 

to produce zero values for any of the terms in the Jacobian. Then, each row and 

column is summed to determine if there are any columns or rows that are all zero. 

Zero rows in the Jacobian correspond to a zero rate of change for at least one of the 

state variables which effectively reduces the dimension of the system by one. Zero 

columns correspond to the case where one of the state variables does not appear on the 

right-hand side which corresponds to two uncoupled systems and is similarly 

undesirable. The subroutine checks all members of the population for such errors and 

loops through the recombination and transposition steps with mutation included after 

every tenth loop until a viable system is found. Thus, each member of the new 

population in a given generation is a viable ODE system. 
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3.6.2 Combined GEP/DE Search Algorithm 

Given the above exposition, it is apparent that an ODE system can be encoded 

in a chromosome, and that the chromosome can be manipulated with a genetic 

algorithm to create new ODE systems. Before any calculation of fitness, however, it is 

necessary to include parameters and perform a second optimization of the parameter 

space for each of the ODE systems. Parameters are included by multiplying each state 

variable or nonlinear combination of state variables by a separate parameter. If 

multiple constants have been included and combined into a value other than unity, the 

constant is set to unity and is multiplied by a parameter (i.e., it becomes a parameter). 

A program capable of symbolic manipulation, such as Matlab, is used to simplify each 

expression before parameters are included. Following this process, differential 

evolution is used to search the parameter space of each ODE system for a set number 

of generations with the best fitness from each optimization selected as the fitness for 

that ODE system. Thus, a DE optimization is required for each member of the 

population at each generation of the GEP optimization. A schematic of the GEP 

optimization with DE used as a sub-optimization is shown in Figure 3.9. 
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Figure 3.9: Schematic representation of one generation of the hybrid GEP/DE search algorithm. 

  

 To test the capability of the hybrid optimization procedure, a Lyapunov 

spectrum is calculated for a known system and the algorithm is allowed to search for 

spectra that are close to the known spectrum. This is also a search for chaotic systems 

because the target spectrum was generated by a chaotic system. Specifically, the 

Sprott B system (Sprott, 1994), 
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 , (3.15) 

was integrated with all the parameters set to unity and  = 1 to yield the spectrum + = 

0.21, 0 = 0, - = -1.21. The results of the combined optimization are shown in Figure 

3.10. The size of the DE population was 10 and 30 generations were evaluated for 
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each fitness calculation (both relatively small numbers for direct search). The size of 

the GEP population was 20 and the algorithm was run for 50 generations. 

 

Figure 3.10: Elite (best) solution fitness vs. generation for one run of the combined GEP/DE 

algorithm along with some representative attractors produced by solutions at various 

generations. (a) The Sprott B system that produced the target spectrum. (b) Elite solution 

corresponding to generation 5. (c) Elite solution first encountered at generation 6. (d) Member of 

population discovered in generation 49, not the elite solution. (e) Best solution discovered during 

the optimization. Non-zero values of the second LE are a result of noise in the calculation of LEs. 

Parameter values corresponding toe ach solution are not shown. 

  

The results indicate that the hybrid algorithm is capable of finding chaotic 

systems that produce similar spectra to that of the target. Many of the members of the 

population at each generation were chaotic but are not shown. Comparing between (b), 

(c), and (e) in Figure 3.10, it is apparent that many of the discovered solutions have 

similar dynamics and are closely related. The algorithm has moved into a local region 

of the search space that is capable of producing many systems with the desired 
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spectrum. The appearance of a system with a different “flavor” of dynamics in the 49th 

generation might indicate that the algorithm was beginning to move out of the local 

region in which it spent most of the optimization. This has not been explored. 

The algorithm has failed to find the global optimum corresponding to the 

actual generating system, but this probably is because the LE spectrum is not a unique 

identifier of an ODE system. For example, an optimization was performed where the 

initial population was composed of ODE systems that were “perturbations” from the 

generating system. The algorithm selected the true generating system within seven 

generations. 

Thus, the hybrid GEP/DE algorithm is capable of searching the combined 

system/parameter space for those oscillators that are capable of generating a desired 

LE spectrum. Practically, within the context of SHM, it would be easier to implement 

the DE optimization on a single system. The DE optimization is fast enough that 

several Fi that are known to be chaotic could be tested quickly to see if they could 

produce the desired R. If these initial optimizations fail, then it might be advantageous 

to use the combined search algorithm. Ultimately, it is apparent that the Lyapunov 

spectrum of the excitation can be turned precisely and a representative system should 

be tested to determine if improved detection is possible given a tailored input. 

  

3.7 Computational Test of Tailored Inputs for Improved Detection 

A 5DOF spring-mass system is used as the model system with which to 

determine the effect of type II interactions on damage detection. As with the 2DOF 

model presented in Section 2.6.2, the structure is excited at the last mass with a time 
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series generated via integration of an ODE system. Coupling between the systems is 

described by Eq. 2.16 with the appropriate substitutions for a 5DOF system. In the 

undamaged condition, the stiffness of each spring is equal and damage is induced by 

reducing the stiffness of k1. A schematic of the system is shown in Figure 3.11. 

 

 
Figure 3.11: Spring-mass system forced by output of oscillator. 

 

The LEs of this system are calculated by taking the real part of the eigenvalues 

of A as given by Eq. 2.17, which yields two identical sets of five independent 

eigenvalues for the system. One of these sets is extraneous and can be ignored in 

oscillatory systems. Damage is simulated by decreasing the stiffness multiplier of the 

first spring from unity (k1 = 80) to 0.05 (k1 = 4) in increments of 0.01. The five 

eigenvalues of the system are calculated at each damage condition and are tracked as a 

function of damage in order to determine if a large change in dimension over the 

course of a damage evolution will result in improved damage detection. 

Three oscillators are used to generate excitations: the typical Lorenz (Eq. 2.2), 

the typical Sprott (Eq. 3.15 with all parameters set to unity), and a variation on the 

Lorenz with parameters μ = [29.80, 13.85, 11.16, 22.56, .43, 13.79, 2.55]. The speed 

parameter of the oscillators is used to scale their Lypunov spectra such that a type II 

interaction occurs for some spring-mass system. That is to say, the spectrum of the 

excitation is not adjusted to match a single system; rather, a number of spring-mass 

systems are considered and the combination of speed and system that produce a type II 
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change is investigated. Thus, there are two systems whose dynamic behavior is similar 

although the LE spectrum for each system is unique, and there is a completely 

different system with its own set of LEs. The LEs of each system are calculated by 

initially integrating for 100 s with a step size of 0.1 s. The final values of this 

integration are used as the initial values for an integration of 400 s with a time step of 

0.01s that employs the Wolf algorithm (Wolf et al. 1985) and applies Gramm-Schmidt 

Reorthonormalization every 0.5 s. This long integration ensures that the exponent 

calculations have converged before they are evaluated by the fitness function. 

Frequent reorthonormalization prevents the vectors whose growth is monitored to 

estimate the LEs from collapsing such that differences between them can’t be 

monitored within machine precision. More details on the calculation of LEs are 

provided in (Wolf et al. 1985). 

Therefore, rather than searching the parameter space of an ODE system for the 

desired spectra required to force a type II exchange, it is convenient to adjust the 

parameters of the spring-mass system and search for those systems that will display 

such an exchange for a fixed oscillator.  This necessitates a determination of which 

damping levels will produce an interaction between the structural and excitation LEs 

such that the maximum change in dimension over the course of a damage evolution is 

observed. Thus, an investigation into the change in DL = DKY as a function of damage 

for a given damping coefficient and speed parameter , is performed by recording the 

change in DKY over the course of damage evolution from undamaged to a 95% 

reduction in spring stiffness. 
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One calculation of DKY is made in the baseline condition and another is made 

at the 95% damage level. The absolute value of the difference between these two 

calculations ( DKY) is determined and a test for whether a change in the integer 

portion of DKY  has occurred (type II interaction) is made. This procedure is 

systematically performed for a number of combinations in the plane defined by c and  

and the change in dimension is plotted out of the plane. The plot is colored red when a 

type II interaction has occurred, as shown in Figure 3.12. 

  

 
Figure 3.12: Change in DKY over the course of spring stiffness reduction as a function of the 

damping coefficient (abscissa) and speed parameter, , for the 5DOF spring-mass system forced 

by: (a) the typical Lorenz oscillator, (b) a variation of the Lorenz oscillator, and (c) the Sprott 

system. The red triangular regions indicate when type II interaction has occurred. Black squares 

represent combinations of c and  that have been tested for improved damage detection. 

 

Three positive excitation LEs (~1.49, ~4.45, and ~9.15) are chosen as 

comparison cases and the speed parameter of each system of ODEs is varied 

independently to produce positive LEs with values close to the desired values. Table 

3.1 is a list of the excitations with the mean and the standard deviation of the 

Lyapunov exponents determined from the final 20,000 of a total of 40,000 LE values 

calculated as the exponents converged as well as the speed parameter used to generate 

the spectrum. Each of these excitations is coupled into the spring-mass system for 
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each of three different damping parameters. The damping coefficients are set to c = 

0.03, c = 0.09, and c = 0.12, while m = 0.001 and k = 80 were the base values of the 

mass and stiffness coefficients and remained constant throughout all comparisons.  

Table 3.1: Mean Lyapunov Exponents determined from the final 20,000 LE values out of 40, 000 

total LE calculations. The standard deviations for the calculations are provided, along with the 

values of the speed parameter required to produce the listed LEs. 

 
 

 

From Figure 3.10, it can be seen that some of the comparison cases have 

excitations that are optimized in the sense that a type II interaction occurs as the spring 

stiffness is varied from 100% to 5% of the base stiffness and some of them are not 

(type IV or V interactions). The tested combinations of c and  are selected because 

they represent a type II dimension change for different combinations of the three 

oscillator speeds and three structural systems. For each spring-mass system (constant 

c, or one column of black squares in Figure 3.10) there are three speeds where only 

one of the speeds forces a type II exchange. In addition, for each fixed speed, there is 

only one system where a type II exchange is observed (one row of black squares in 

Figure 3.10). This is meant to remove the possibility that—if dimension change is 
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observable—some factor other than LEs (such as bandwidth) is responsible for the 

observed improvement. 

Thus, given the first mass displacement response in both the baseline and 

damaged conditions, the attractors are embedded (using delay embedding in this 

study), and 2000-sample prediction error distributions are calculated from 

comparisons between the baseline condition and each damaged condition. After 

resampling-and-averaging the mean and the 10th and 90th quantiles of the nominally 

Gaussian distribution are plotted for each damage level. Figure 3.13 shows the damage 

progression in stiffness reduction increments of 5% for each speed of the typical 

Lorenz oscillator given the c = 0.03 spring-mass system, i.e. the first column of black 

squares in Figure 3.10a. Figure 3.14 shows the damage progression in stiffness 

reduction increments of 5% for each speed of the typical Lorenz oscillator given the c 

= 0.09 spring-mass system, i.e. the third column of black squares in Figure 3.10a. 

Each attractor used to generate the comparison distribution is embedded with M* = 4 

as predicted by the false-nearest-neighbors algorithm and delay as selected from the 

first minimum of the average mutual information function. The all geometric centroid-

centroid prediction error is used as the feature. 
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Figure 3.13: Prediction Error plots for c = 0.03 spring-mass system excited by the typical Lorenz 

oscillator with (a) 1 = 1.49, (b) 1 = 4.49, and (c) 1 = 9.16. Damage percentage (decreasing 

stiffness) is on the abscissa and a type II interaction occurs in the 1 = 1.49 case at approximately 

58% damage. 

 

 
Figure 3.14: Prediction Error plots for c = 0.12 spring-mass system excited by the typical Lorenz 

oscillator with (a) 1 = 1.49, (b) 1 = 4.49, and (c) 1 = 9.16. Damage percentage (decreasing 

stiffness) is on the abscissa and a type II interaction occurs in the 1 = 9.16 case at approximately 

87% damage. 

 
From Figure 3.13 and Figure 3.14 it is evident that a type II interaction during 

the course of the damage evolution does not consistently predict improved damage 

detection. The jump in fitness observed between 85% and 90% damage in Figure 

3.14c is not common for most of the observed type II interactions. Given the severity 

of the damage for this case, the jump cannot be taken to represent an improvement. 

The interaction shown in Figure 3.13a clearly does not show any improvement.  The 

data shown represent some of the worst plots; other plots continue to show a 

monotonic increase in prediction error with damage. However, none of the 

comparisons for all speed, damping, or oscillator combinations show any significant 

increase in observability at the predicted type II interaction. Direct examination of the 
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PE plots indicates that type II interactions have no discernable effect on the behavior 

of prediction error. 

It is possible that the prediction error feature is not sensitive to the type of 

attractor change that might be represented by a change in Kaplan-Yorke dimension. 

The conjecture says nothing about how a change in dimension would be manifest in 

the attractor geometry and, therefore, many additional features, statistical metrics, and 

methods of embedding were tested in an attempt to detect the predicted change. For 

example, extreme value statistics (Worden et al. 2005) were used on the prediction 

error distributions in an attempt to improve the sensitivity without trying any new 

features. If dimension change only affects certain regions of the attractor, then the 

change might be obscured by the averaging effect of selecting fiducial points from all 

over the attractor. Extreme value statistics were seen as a means of improving the 

sensitivity of the PE feature because only three types of statistical distribution describe 

the extreme values of any typical distribution and, therefore, small changes in attractor 

geometry might be observed in the tails of the PE distribution. Type II interactions did 

not affect the tails in any manner detectable through the use of extreme value statistics. 

SVD embedding was employed to improve noise characteristics, and was also 

used directly as a feature by monitoring deviations from orthogonality between the 

baseline and damaged conditions over the course of the damage evolution. Neither 

method was capable of detecting dimension change. Although, dimension calculations 

from a time series will have significant variance, a dimension efficient estimator 

proposed by Takens (Takens 1985; Theiler 1990) was used to estimate the correlation 

dimension. As expected, the variability in the estimator obscures any change in 
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dimension expected for the type II interaction. The estimator does track the general 

trend of the Kaplan-Yorke dimension over the course of the damage evolution; 

however, as a damage feature it performs poorly compared to prediction error. 

In general, many of the described techniques work reasonably well as damage 

detection features, but the expected gain in sensitivity motivated by the Kaplan-Yorke 

conjecture is not observed. This work is not taken to conclusively show that such an 

improvement is not detectable. For example, the predicted change in dimension may 

require more data than was accumulated in this study. In addition, the exact effect on 

attractor geometry associated with the dimension change is unknown. There may be a 

feature that is better tailored to observe such change; however, given the difficulty of 

observing the change directly with a dimension estimator, it is unclear how such a 

feature should be formulated. The study also focused on spring-mass systems; other 

systems (e.g., nonlinear systems) may exhibit more extreme changes in the dynamics 

as a function of the Kaplan-Yorke dimension.  

In any case, as far as practical SHM is concerned, the difficulties in calculating 

dimension and Lyapunov exponents may preclude the Kaplan-Yorke conjecture as a 

means of predicting tailored excitations for improved damage detection. The idea of 

tailoring excitations, however, does not depend on the Kaplan-Yorke conjecture. 

Chapter 4 demonstrates that excitation improvement can be formulated more generally 

as a search for an input—over the space of all possible excitations—that improves 

damage detection. Thus, improved excitations are selected directly through 

observation of their effect on damage detection, without recourse to the theoretical 

motivation provided by the Kaplan-Yorke conjecture.  
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3.8 Chapter Summary 

This chapter began with an introduction to the concept of dimension increase 

in filtered chaotic data. In particular, how the union of Lyapunov exponents of the 

excitation and the structure correspond to the Lyapunov spectrum of the response was 

discussed. The spectrum of the response is related to the dimension of the response 

through the Kaplan-Yorke conjecture and a change in a structure excited by a chaotic 

excitation is like a change in an IIR filter which affects the dimension.  It was argued 

that changes in the correlation dimension—which is usually equal to the Kaplan-

Yorke dimension and describes the scaling of points in the state space—would be 

detectable with a state-space feature. 

Following this, a summary of how the chaotic input can be tailored to force a 

low-dimensional response while still maintaining sufficient interaction with the 

structure for damage detection by scaling the speed parameter was provided. This 

work was extended by showing that the Lyapunov spectrum of the input can be 

tailored such that integer changes in dimension are observed. Such changes in 

dimension, however, require precise control of the Lypaunov spectrum, which is not 

possible simply through scaling the bandwidth via the speed parameter. Thus, 

differential evolution was introduced and shown to successfully search the parameter 

space of an ODE system for excitations with desired spectra.  

The full range of LE spectra may not be accessible to a given ODE system and 

its attendant parameter space. A hybrid search algorithm that employs gene expression 

programming and differential evolution to search the space of ODE systems for those 

that have parameter sets capable of producing the desired LE spectrum was introduced 
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to guarantee the generation of an excitation with any spectrum. The combined search 

algorithm is capable of producing a desired spectrum and is able to search for chaotic 

oscillators in the space of ODE systems. 

Next, the computational model used to test the theory that excitations can be 

tailored to structures via proper coupling of input and structural LEs was discussed. A 

test matrix designed to rule out the possibility that any observed detection 

improvement would be driven by the bandwidth of the input or the particular structure 

under observation was described. Improvement in damage detection through the use of 

prediction error was not observed. Although detection improvement through the use of 

the Kaplan-Yorke conjecture may be possible, data requirements and the variability of 

dimension calculations may rule out practical use of the theory in SHM. 

A number of interesting tangents to the SHM problem were explored, 

particularly within the field of nonlinear dynamics. The hybrid search algorithm is a 

general technique that can be applied to a number of problems, particularly in the 

fields of parameter and system identification. In particular, coupling the algorithm 

with state-space features may allow efficient output-only system identification. For 

example, any observation of a given dynamical phenomenon can be embedded in the 

state space through the delay embedding theorems. Following this reconstruction, the 

output of models produced by the hybrid algorithm can be compared to the known 

reconstruction through the use of prediction error. If the model is capable of predicting 

the observed response as measured by lower prediction error, then the fitness of the 

proposed model will be higher. In this way, it may be possible to search the space of, 
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for example, ODE systems for those systems that are capable of predicting observed 

phenomena. 

In the next chapter, the algorithms are applied in an SHM application by 

searching the space of excitations produced by an ODE system for those excitations 

that improve damage detection. In particular, the damage detection problem is 

generalized and many aspects of the problem are shown to be amenable to 

improvement via the global search techniques presented in this chapter. 
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4 Tailored Excitations for Structural Health Monitoring 

4.1 Introduction and Overview 

Chapter 3 demonstrated that it is possible to search the space of ODE systems 

in order to produce any LE spectrum that might be needed for an SHM application. 

Although the ability to search the space of ODE systems and their attendant parameter 

spaces is of use generally (e.g., for system identification), the use of LEs as a 

descriptor for predicting tailored inputs is not a necessity. It may be more 

advantageous to put as few restrictions as possible on the form that the excitation can 

assume. Previously, the search for improved inputs has been confined to chaotic 

excitations because of the theoretical framework offered by the Kaplan-Yorke 

conjecture.  In this chapter, a technique is described that places no limits on the type of 

excitation that can be applied to the structure.  

The problem of improved damage detection through input modification is cast 

more generally as an optimization/search over all possible excitations that could be 

applied to the structure. Specifically, the goal is to find the excitation—out of the 

space of all possible excitations—that provides the best damage detection sensitivity 

for a given structure, mode of damage, and method of observation. Extending this 

idea, the entire process of damage detection in structures is itself a problem that can 

be optimized or improved through the use of global search techniques, and specifically 

in this work, via evolutionary algorithms. 
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Distinct excitation sources may offer differing degrees of improved detection 

sensitivity. In particular, three different ODE systems are considered as excitation 

sources and their parameter spaces are searched for excitations that improve damage 

detection in a computational model. The optimization procedure used to produce 

improved inputs is introduced and results are provided that indicate that the three 

excitation sources are not all capable of providing the same degree of sensitivity 

improvement in the model.  

A ranking in the capability of oscillators to provide improved inputs indicates 

that there may be a single oscillator or class of oscillators out of the space of all 

possible oscillators that can produce the best detection sensitivity for a given SHM 

application. More generally, this implies that there may be some globally optimal 

excitation that should be applied to the structure. Furthermore, similarities between 

some of the best discovered inputs imply that there is a particular type of excitation 

that each of the ODE systems is attempting to produce for the model system.  

As a means of reducing the constraints inherently imposed by the use of ODE 

systems, a new excitation source is employed that is designed entirely in the frequency 

domain and then transformed into the time domain. A technique is introduced that 

allows the frequency spectrum to be shaped by an evolutionary algorithm and show 

that the results converge to a certain class of excitations. Thus, allowing the EA to 

partition power in the frequency domain is used to explain the results that are observed 

from optimization of the ODE systems. 

Furthermore, an explanation is provided for why detection sensitivity is 

improved. The EA is shown to converge to a class of multi-tone excitations that are 
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tailored to the structure’s transfer function such that a pair of response tones in the 

output has a balance of power that can be disrupted by the introduction of damage. 

Specifically, one tone slightly dominates the other before damage, and the other 

dominates the former after damage. This fundamentally changes the nature of the 2-

torus in the state space, which, in turn, is easily detected by prediction error. 

This explanation for what types of excitation improve damage detection 

implies that the frequency characteristics of the input and their relationship with the 

transfer function are all that matter if improved detection is desired. This possibility is 

tested by generating phase-randomized versions of the best excitations produced by 

the oscillators and it is shown that the deterministic versions outperform the phase-

randomized inputs even though they both have the same frequency spectrum. As the 

SNR decreases, the damage detection capability of features extracted from structural 

response to either the deterministic or phase-randomized inputs converges. That is to 

say, the effect of a deterministic input on detection sensitivity is reduced as SNR 

diminishes. 

The importance of determinism is further explored by generating excitations 

composed of a summation of sinusoids whose power and frequency characteristics 

match those of the oscillator-generated excitations. Damage discrimination for these 

sinusoid mixtures is reduced relative to those produced by the oscillators, indicating 

that determinism and frequency characteristics do not fully explain the observed 

improvement in the tailored excitations. This suggests that the deterministic phase 

relationships of the excitation influence damage detection. An introduction to the 

generalized optimization routine begins the chapter. 
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4.2 Data-Driven Optimization for SHM 

As discussed previously, it may be advantageous to reduce the number of a 

priori constraints on what type of excitations can be used to excite the structure. 

Therefore, it is convenient to continue to use the output of an ODE system. As 

overviewed in chapter 2, such systems are capable of producing a wide variety of 

dynamics including single tone, multi-tone, and quasiperiodic responses in addition to 

chaos.  As excitation sources, ODE systems are versatile in both the time- and 

frequency-domains and provide a convenient initial condition for an investigation of 

excitation improvement in SHM. 

Given that the constraints of chaotic excitation and the relationship of LEs to 

the Kaplan-Yorke dimension have been removed, an alternate optimization procedure 

with a different fitness function must be employed. In particular, a general 

optimization procedure that can be used for many aspects of the SHM problem is 

introduced. All major aspects of the feature extraction procedure are viewed as 

elements in an optimization problem where the objective function is defined by the 

need to improve damage detection. It is assumed that for a given structure and mode 

of damage there is a combination of excitation, data conditioning, feature, and metric 

of comparison that will be most sensitive to the onset of damage while simultaneously 

rejecting noise. All of these elements can be adjusted independently and possibly in 

concert in order to determine the effect on damage detection, and a global 

optimization algorithm is used to search the space of SHM configurations for those 

configurations that improve detection sensitivity.  
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In particular, the optimization routine is comprised of six major elements: (1) 

an excitation source that can be modified to produce different excitation time series; 

(2) a system/structure that can be excited to produce a response in both a damaged and 

undamaged condition; (3) some means of conditioning or pre-processing the response 

data; (4) the selection and calculation of a feature that can be collected from the 

observed data; (5) a metric that allows comparison between features collected from the 

data; and (6) a global optimization algorithm. Any noise models that affect either the 

excitation or the observed response are considered elements of the system/structural 

model. Sensor placement is not included in this procedure as presented but there is 

nothing that precludes this possibility. Finally, it is emphasized that the excitation 

source is not limited to the output of an ODE system as will be shown in Section 

4.2.1.2. 

The general optimization procedure is as follows: for each parameter set that 

encodes a potential solution, an output from the source (1) is normalized in some 

manner (e.g. to enforce constant energy) and used to excite the model structure in both 

the baseline and damaged condition from which response time series are extracted and 

some noise model employed to corrupt the data (2). Features are mined from the 

response (3, 4) and some metric of comparison (5) is used to provide a measure of the 

distance between the baseline and damaged states in order to classify the condition of 

the structure. The fitness of the current solution will be a function of this distance 

measure and is passed to the global search algorithm as the fitness for that solution in 

that generation (6). Following the accumulation of fitness for each member in the 

population, the algorithm builds the next generation of potential solutions based on 
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their fitness values and the process is repeated. Figure 4.1 provides a schematic of the 

general optimization procedure with examples of each element (1-6) as they are 

defined in the study described in Section 4.2.1. 

 

Figure 4.1: Data-driven optimization procedure. 

 
The most general optimization that varies multiple elements simultaneously 

(e.g. both the excitation and feature parameters/types are encoded as solutions in each 

generation) is not explored. Instead, an optimization of the excitation with all other 

elements fixed is performed. Chapter 5 demonstrates that an excitation optimization 

will be affected by the method of embedding and by the selection of feature and 

comparison metric but no attempt is made to optimize these elements of the SHM 
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process simultaneously. Future work should investigate the possibility of combined 

element optimization. 

4.2.1 Excitation Optimization 

Given the above description of the general optimization procedure, an 

excitation optimization with all other elements fixed is now considered. The details of 

a single generation of the algorithm as it is depicted in Figure 4.1 are described in 

Section 2.6.2. Briefly, excitations are the z1 time series produced by an ODE system 

with a given parameter set normalized by the maximum magnitude element in the time 

series. The model system is a 2DOF spring-mass-damper system with damage 

simulated as a decrease in the stiffness of the first spring. Pristine responses in both 

the baseline and damaged condition are corrupted with additive Gaussian noise and 

embedded in state space via SVD. Some state-space feature is used to compare 

between the two baseline attractors as well as one baseline and the damaged attractor, 

yielding two feature distributions that are forced to be nominally Gaussian via the 

procedure described in Section 2.5.1. The measure defined in Eq. 2.19 is used as the 

fitness function 

cb

Gfit
μ 2

== , (4.1) 

where the means of the distributions and the spread of values about those means 

provide a measure of distance as described in Section 2.6.2. Differential evolution is 

the global search algorithm employed, and the parameters that govern the dynamic 
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evolution of the ODE system are the potential solutions upon which the algorithm 

operates.  

Ultimately, the goal is to determine if there is some globally optimum 

excitation that can be applied in a given SHM application and, in addition, understand 

why such an input improves damage detection. First, a comparison between the best 

excitations that can be produced by separate ODE systems and their parameter spaces 

is conducted. The goal of these comparisons is three-fold: first, demonstrate that there 

is a much to be gained in detection sensitivity simply from searching the parameter 

space of a single ODE system; second, if the best excitation available to a given ODE 

system is better or worse than the best available to another system, then this may 

provide insight into what differentiates better excitations from lesser ones; third, if 

each excitation source converges to a similar excitation, then there is evidence that a 

globally preferred excitation type for the tested model and damage condition exists.  

Given that it is impossible to search the entire parameter space of the ODE 

system, the last point is particularly important because whether a given search of the 

parameter space has settled on a local or global maximum in the search region (let 

alone the entire space) is unknown. The convergence of multiple optimizations to 

similar solutions for different parameter spaces implies (but does not prove) that the 

selected solutions are near optima that are the best for a constrained search region. In 

other words, the possibility that the search procedure is consistently settling on a local 

regional optimum (rather than global) because of the search parameters would be more 

difficult to rule out if the optimization were only performed on a single ODE system. 
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4.2.1.1 Optimization and Comparison of Three ODE Systems 

 The model used for the comparisons is the same 2DOF spring-mass-damper 

system described in Section 2.6.1 with damage modeled as a 3% reduction in the first 

spring stiffness during the optimization and all geometric centroid-centroid prediction 

error is the feature. All optimizations are performed with SNR = 20dB. The three ODE 

systems considered are the Lorenz, Rossler, and Sprott. The Lorenz is given by Eq. 

2.3, and the Rossler and Sprott systems are given respectively by: 
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 Each oscillator is integrated for 100 s from an initial condition of [0 1 0] with 

the first 30 seconds ignored and the resulting signal used as the input to the spring-

mass system. The first 20 s of this integration are also discarded leaving only the 

steady-state solutions of the spring-mass system for consideration. Unbounded 

solutions are discarded by assigning negative fitness values without integrating the 

spring-mass system. Fixed-point solutions are assigned a fitness of zero so that their 

genetic material can still be incorporated into the optimization in the beginning stages 

of the algorithm when the entire population might have zero fitness.  
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 In order to demonstrate that optimization of the input can improve damage 

detection, each of the systems is employed as the excitation source for the data-driven 

optimization procedure described above and five separate optimization runs are 

performed for each source. In particular, for each optimization, 30 generations are 

allowed to transpire for a population of 10 solutions where each parameter vector is 

initialized with uniform probability from (0,30]. 

 Note that DE does not limit the range of the parameters after initialization, 

although in this case any parameter vectors with  > 30 were forced to set  = 30. This 

restriction is implemented because the integrator employs a fixed step size which 

limits the frequency range the integrator is capable of capturing. Integrations are 

performed with a fixed-step fourth-order Runge Kutta algorithm because variable-step 

algorithms such as the Matlab routine ODE45 are occasionally found to produce 

spurious integrations resulting from coupled integrator-oscillator dynamics. The step 

size for the integration of both the oscillator and the structure is t = 0.001 s. 

Another issue pertains to the use of SVD for embedding. In some cases, noise, 

damage, or both can cause an exchange in which left singular basis vector is dominant 

or a sign change in one of the vectors. Such solutions are a problem because they will 

change the direction of the flow in the state space. For example, if a limit-cycle is 

embedded from the baseline and noise forces the second left-singular vector of the 

second baseline to exchange sign, then the direction of flow about the limit cycle will 

be reversed. Such a situation will lead to large prediction errors and an artificially low 

fitness. More problematic is if the same situation occurs in the damaged case because 
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an artificially large fitness is calculated. Such solutions are detected and their fitness 

set to zero. 

Even with these peculiarities, SVD embedding provides benefits as the method 

of embedding for the optimization procedure. Primarily, it removes the need to 

estimate the appropriate delay and dimension for a given response which significantly 

reduces computation time and removes the need to code algorithms that automatically 

select delay or dimension values. Such algorithms are difficult to implement with, for 

example, AMI because noise in the estimation can fool the algorithm into selecting an 

erroneous delay value. Often, human judgment is required to appropriately select 

delay. In this regard, SVD embedding reduces the difficulty associated with the large 

number of embeddings that must be created from observed data. Furthermore, 

amplitude normalization is built in to the embedding procedure. Finally, the 

availability of established code and noise reduction properties are also attractive. 

One final point to note about the embedding employed in the optimization is 

that the attractors are purposely under-embedded with M* = 2. This is because the 

dominant dynamics of the 2DOF system evolve in the plane corresponding to the right 

singular vectors with the two largest singular values; therefore, the third dimension 

tends not to add much additional information and only increases computation time. 

Furthermore, the third dimension is more heavily influenced by noise than the first 

two dimensions; degrading further any need to include it in the embedding. Thus, the 

attractors are viewed as projections and are subject to self intersection. This method of 

observing the data is essentially combining a state space representation with a pattern 

recognition problem. The true embedding is not entirely necessary because all 
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compared attractors have the same projected self intersections and therefore prediction 

error is employed more for detecting change in the attractor “image” projected on the 

plane than as a purely dynamics-based change detector. 

Given these details, the results of the optimization demonstrate that significant 

improvement is observed even when the population size and number of generations 

are low. Figure 4.2 is a comparison of the best solution produced by the Lorenz system 

with the best typical Lorenz excitation for the all geometric centroid-centroid feature 

from Section 2.6.2, Figure 2.10a (  = 80). The feature distributions have been 

normalized by the max value so they can be compared directly with the results 

presented in Section 2.6.2. Fitness and G are the same. 

 

Figure 4.2: Baseline-baseline and baseline-damaged PE histograms calculated from the 2DOF 

spring-mass system response to (a) the output from the typical Lorenz oscillator with  = 80 and 

(b) the best tailored Lorenz from five optimization runs. SNR =20dB, M* = 3 (for calculation). 

 

Thus, it is evident that some improvement in discernability has been achieved; 

however, truly significant improvement is observed for the best excitation produced 

by the Sprott system, as shown in Figure 4.3b. 
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Figure 4.3: Baseline-baseline and baseline-damaged PE histograms calculated from the 2DOF 

spring-mass system response to (a) the best tailored Rossler excitation and (b) the best tailored 

Sprott excitation from five optimization runs. SNR =20dB, M* = 3 (for calculation). 

 

The best Sprott excitation should be used for this particular structure and 

damage condition, as the extent of sensitivity improvement is striking. The 

computational effort required to obtain this result is relatively mild (at most a few 

hours). Excitation optimization seems worth the effort, but it would be better to 

understand why the improvement occurs so that an optimization might not be required 

in the first place. Figure 4.4 shows the response attractors corresponding to excitation 

by each of the three best oscillator outputs. 

 

Figure 4.4: Two baselines and one damaged response attractors corresponding to excitation by (a) 

the best Rossler excitation, (b) best Lorenz excitation, and (c) best Sprott excitation. SNR = 20dB.  
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Simply comparing the attractors in Figure 4.4 by eye makes it clear that the 

attractors in (c) are the attractors that are most dissimilar, and hence, will have the 

largest fitness value. What leads to the clearly observed differences in the state-space 

dynamics? 

The frequency domain is one means of understanding why the improvement 

occurs. The power spectral density estimates of the three response series are generated 

and shown in Figure 4.5. 

 

Figure 4.5: Normalized power spectral density estimates of the response time series produced by 

(a) the Rossler system, (b) the Lorenz system, and (c) the Sprott system. Estimates are provided 

for both baselines and the damaged case. Damage forces small shifts in the magnitude of some of 

the tones. 

 

Comparing between the power spectra demonstrates that all three excitations 

have input power near the first natural frequency, but beyond that similarity, there 

does not seem to be any obvious defining characteristic to set them apart. For 

example, energy at the second natural frequency does not predict performance, which 

might be a first guess for how the search algorithm would partition energy in the 

frequency domain: supplying power to as many natural frequencies as possible at the 

same time.  

One commonality between the three excitations is that they are characterized 

by harmonics, but this is not unusual, and, is expected for nonlinear dynamic systems. 
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Thus, it is difficult to determine whether such behavior is due to the natural behavior 

of ODE systems, or whether the optimization routine has generated these excitations 

for improved detection in the structure. The question of harmonics will be examined in 

Section 4.2.3.1. 

A comparison of best inputs produced by the three oscillators indicates that 

power input at the first natural frequency is a consistent element between the three. 

Harmonics are present, but it is not possible to determine if this is a requirement for 

improved detection or whether it is an artifact of the excitation source. The proximity 

of input tones to the first natural frequency and the extent of power gain or loss in 

those tones fail to predict detection sensitivity. Unfortunately, the inherent dynamics 

of the source confound our ability to determine what factors predict improved damage 

detection. Thus, a new excitation source with no inbuilt dynamical relationships is 

considered.  

4.2.1.2 Bandpass Optimization 

One means of investigating the frequency characteristics that are beneficial to 

improved damage detection without including any a priori deterministic relationships 

is to construct a sequence of Fourier amplitudes (i.e., specify the frequency domain) 

and transform them into the time domain via the inverse discrete Fourier transform 

(IDFT). Excitation normalization can be directly included by forcing the power 

(variance) of the excitations to remain constant depending on the characteristics of the 

generated amplitude spectrum. The phase values corresponding to each amplitude are 

randomly selected from a uniform distribution between 0 and 2 .  
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Excitations produced in such a manner have no deterministic phase 

information, and therefore, frequency characteristics are the only aspects of the 

excitation that carry meaningful information about how the excitation interacts with 

the structure. Thus, employing a global search algorithm to adjust the frequency 

characteristics of the excitation source with improved damage detection as the 

objective function, any consistent solution produced by the algorithm will offer insight 

into what frequency characteristics are truly beneficial for damage detection. 

For the simplest case of a bandlimited white spectrum, the amplitude of the 

Fourier spectrum will remain constant for every frequency sample within the defined 

bandwidth, . If specified, power, bandwidth, the sampling frequency of the time 

series, and the number of Fourier transform samples, NFFT, determine the required 

Fourier amplitude. The sampling rate of the time series must be specified as an input 

variable because the Fourier transform has not been created from an existing time 

series. The choice of sampling rate will determine the fastest time scales of the 

generated time-domain signal. 

To investigate the effect of frequency on improved excitations, an optimization 

of the bandwidth of the excitation is performed by testing excitations produced by the 

source on the same 2DOF spring-mass system used for the ODE system comparison. 

As mentioned, the power of the excitation is held constant while the cutoff 

frequencies, and hence the bandwidth, are subject to change by the optimization 

routine. Given a particular bandwidth, all of the transform samples within this 

bandwidth are assigned the value 
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where z
2 is the variance of the signal, fa and fb are, respectively, the lower and upper 

cutoff frequencies and k = -NFFT/2,…,-1,0,1,…NFFT/2-1 indexes the frequency bins. 

Frequency resolution is governed by frequency bin size fs/NFFT, and correspondingly, 

any specificed cutoff frequencies are rounded down to the next frequency bin if 

required. Construction of the amplitude spectrum is applied to both the positive and 

the negative frequency axes. 

 Following the specification of bandwidth amplitudes, the phase corresponding 

to each frequency bin on the positive axis is sampled from a uniform distribution such 

that 
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The phase of the negative frequency axis is the negative of the positive axis. 

( ) ( )kk ff +=     akb fff . (4.7) 

Once the amplitude and phase have been specified, they are combined to form the 

Fourier transform 
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of a signal, z(n), n = 1,2,…,NFFT, which is then determined by transforming Fz into the 

time domain via the IDFT. The time period covered by this signal is NFFT /fs. For this 

optimization, the lower cutoff frequency is constrained to remain greater than or equal 

to unity and the upper cutoff frequency is not allowed to exceed fs/10.   
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Each generated excitation is applied in both the baseline and undamaged cases, 

i.e. the phase distributions are not re-calculated for each damage case. For a given 

potential solution with a fixed bandwidth, three separate excitations with different 

phase distributions are generated and used to actuate the structure in the baseline and 

damaged condition. The minimum fitness generated by the three excitations for that 

solution is taken as the fitness for that generation. The population size is 10, the 

number of generations is 100, the first spring stiffness is reduced by 3% to simulate 

damage, NFFT = 32768S, fs = 1000S/s, and only the last 20,000 samples of the 

generated time series are used to excite the 2DOF system. 

The essential result from this procedure is that the best excitation on average 

has the largest bandwidth possible, given the constraints on the cutoff frequencies. 

Five separate 100-generation optimization runs each produce a solution where the first 

cutoff frequency is less than the first natural frequency and where the second cutoff 

frequency is close to the maximum allowed. The tendency of the algorithm to select 

large bandwidth excitations runs counter to the intuition that a lower bandwidth 

excitation that brackets at least one natural frequency or a range of natural frequencies 

should be more heavily influenced by the structural response and, consequently, 

changes in that response. In order to test this idea, a modification to the bandpass 

optimization is introduced that allows the algorithm freedom to allocate power in the 

frequency domain such that specific frequency bands are allocated more power 

relative to other frequencies. 
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4.2.1.3 Sinusoidal Bandpass Optimization 

The introduced modification allows the algorithm to allocate power in the 

frequency domain via a sinusoidal amplitude variation of the passband. Specifically, in 

addition to adjusting the cutoff frequencies of the bandlimited excitation, the 

amplitude and frequency (cycles/bandwidth) of the sinusoidal amplitude modification 

are added as parameters to be adjusted by differential evolution. This is a 

programmatically simple means of allowing the algorithm to allocate power within the 

frequency band while maintaining similar signal energy. 

In the sinusoidal shaping routine, the amplitude spectrum is initially defined in 

the same manner as described above: with the goal of generating an excitation with 

constant power irrespective of the bandwidth. Initial amplitudes are assigned 

according to Eq. 4.5. Following the creation of the constant-amplitude passband, the 

amplitude of the passband is allowed to vary about this defined mean. The frequency, 

f , of this oscillation defined in units of cycles/bandwidth and the maximum variation 

from the mean amplitude, , defined on the domain [-1,1] determine the amplitude 

oscillation as shown below: 
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where N  = NFFT /fs is the number of frequency bins that reside within the bandwidth 

and n , an integer, is a counting index for these bins. Using this framework, fa, fb, , 

and f  are all members of a vector of solutions subject to modification by DE. The 

algorithm is constrained by forcing there to be at least 100 frequency bins/cycle of the 
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sinusoid (N /f  < 100). In this way the sinusoid “signal” is appropriately “sampled” by 

the frequency bins and the passband amplitude remains smooth. The same 

optimization parameters given for the simple bandpass source optimization are also 

used for the current source optimization. 

The results of the sinusoid optimization improved the fitness of the resulting 

excitations relative to the best constant-bandwidth excitations and also provided 

insight into the physics of the problem. Figure 4.6 shows some example fitness plots 

generated by the algorithm along with the normalized power spectral density for a few 

of the best cases. The natural frequencies of the structure are shown as vertical lines 

on the PSD plots. The best solutions minimize the energy applied at the first natural 

frequency, increase power at the second natural frequency, and increase the total 

bandwidth.  

 

 
Figure 4.6: Maximum population fitness vs. generation for the sinusoidal-bandwidth 

optimization. The corresponding normalized power spectral densities (PSD) of the best solutions 

are provided. The vertical lines represent the natural frequencies.  Fitness has not been calculated 

from normalized distributions. 
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That power is reduced at the first natural frequency is intriguing. Given 

intuition, increased power at the natural frequencies might be presumed to improve 

fitness because a decrease in stiffness will decrease the first natural frequency. 

Therefore, more representation of that frequency in the response as driven by 

increased power at that frequency would seem like a better means of guaranteeing the 

appearance of damage indicators in the response. This intuition, however, is not 

validated by the algorithm. 

The best excitation out of the three shown in Figure 4.6 has introduced a lower 

frequency sinusoidal oscillation at the same time that it has introduced a minimum 

near the first natural frequency and a maximum near the second natural frequency. 

The excitation with the most oscillations per bandwidth offers the worst performance. 

From the three presented solutions it appears that the number of oscillations per 

bandwidth has a larger effect on fitness than the overall bandwidth, and that reduced 

power near the first natural frequency and increased power near the second are 

essential for improved detection. Given these observations, it may be the case that the 

formulation of the excitation source has again introduced constraints that prevent a 

true understanding of the physics behind improved damage detection. 

4.2.1.4 Two-Band Optimization 

In particular, the algorithm appears to increase power near the second natural 

frequency and decrease power near the first; however, to maintain smooth amplitude 

variations, the sinusoidal shaping procedure as defined does not allow very high 

frequency amplitude oscillations. In addition, the power increase between the first and 

second natural frequencies is limited by their separation and the period of the sinusoid 



137 

 

 

for a given sinusoid amplitude. Step changes in frequency are not allowed, and it is 

possible that better excitations would not allocate power to the same frequencies that 

currently receive power due to the nature of the excitation source constraints. 

To assess this possibility, an excitation source limited to two frequency bands 

is defined. Specifically, the algorithm is allowed to operate on two frequency bands of 

equal bandwidth and differing amplitudes, with the amplitude of each frequency band 

constrained to be some fraction larger or smaller than the constant-energy amplitude 

defined in Eq. 4.5 for a single band. The sign of the amplitude adjustment for one band 

is also constrained to be the opposite of the amplitude adjustment for the other band. 

Thus, the frequency domain amplitude is defined as: 
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where differential evolution is allowed to vary the lower cutoff frequencies fa and fc of 

the two bands, the bandwidth  = 1 = 2 of each band (the two bandwidths are forced 

to be equal), and the amplitude adjustment, . As defined, power is kept constant for 

each generated excitation in this optimization as well. During the course of the 

optimization, if one frequency band overlaps with the other, the lower cutoff 

frequency for the second band is shifted such that fc = fb+fs/NFFT as long as fd  <= fs/10. 

If an overlap arises such that fa + fs/NFFT + 2  > fs/10 then only one constant-
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amplitude band with cutoff frequencies fa and fb = fs/10 is generated. Separate 

optimizations are performed with the bandwidth constrained to be less than or equal to 

20 Hz, 40 Hz, and fs/20 = 50 Hz. 

 The best excitations selected by the two-band optimization are better than the 

best selected by the sinusoidal-band optimizations, which in turn produce better 

excitations than the single-band source. The best solutions of the two-band 

optimization all include the first natural frequency in the first band where the first 

band is allocated less power than the higher-frequency band. In addition, the selected 

excitations tend to have as large a bandwidth as allowed by the constraint condition, 

consistent with the results from the previous optimizations. As shown by (a) and (b) in 

Figure 4.7, however, these results are only local optima compared to fitness associated 

with (c).  

 

 

Figure 4.7: Maximum population fitness vs. generation for the two-band optimization. The 

corresponding normalized power spectral densities (PSD) of the best solutions are provided. The 

vertical lines represent the natural frequencies. The maximum bandwidth, max, allowed for a 

given optimization is provided. Fitness has not been calculated from normalized distributions. 
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The excitation produced for run (c) in Figure 4.7 is significantly improved 

relative to the other excitations shown. Counter to the trend of increased bandwidth 

observed for all of the previous optimizations and for runs (a) and (b), the bandwidth 

of each of the bands is equal to the frequency resolution of the Fourier transform (  = 

fs/NFFT). Thus, the bands are approaching single tones, and can be thought of as 

multiples of each other. The first band is situated close to the natural frequency with a 

power significantly reduced relative to the second band. Reminiscent of the harmonic 

excitations observed for the ODE system results, the second band is almost exactly 

three times the frequency of the first band. The appearance of the second band at a 

harmonic of the first does not seem a coincidence. Furthermore, the fact that the bands 

approach single tones suggests that the input should, in fact, be composed of tones. 

 

4.2.1.5 Two-Tone Optimization 

The small bandwidth solution produced by the two-band optimization suggests 

the use of a sinusoid mixture, specifically, the sum of two sinusoids. Given that the 

small two-band result has the largest fitness out of any of the optimizations presented 

thus far, an additional optimization routine is employed whereby the amplitude and 

phase of a pair of sinusoids are adjusted while the frequencies of each tone are held 

fixed.  

Fixing the frequencies is deemed necessary because previous attempts at 

optimizing sinusoid mixtures (an idea that naturally follows from the multi-tone 
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results of the ODE optimizations) were unsuccessful at locating improved solutions. 

This is probably because the combined amplitude/phase/frequency space is difficult to 

search, especially when the desired solution (as will be seen) composes a relatively 

small region of the space. A more thorough study of this search space is warranted but 

is not explored in this dissertation. In the meantime, with frequency fixed, the 

amplitude and phase of two sinusoids are modified by the EA and summed as follows 
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where f1 and f2 are the fixed frequencies and A1, A2, 1, and 2 are the terms subject to 

modification. An M* = 3 embedding is used for all optimizations. Several fixed 

frequency values are studied and discussed shortly in Section 4.2.3.1. The next section 

discusses the type of excitations that differential evolution is attempting to create for 

each source. 

4.2.2 Two-Torus Response and Improved Damage Detection 

The best excitations generated by DE for the two-tone optimization tend to 

force the two dominant frequency components of the output to have similar power and 

are consistent with the results of the two-band optimization. This is representative of 

the class of inputs that should be used to excite the structure. In particular, in the 

simplest case, improved excitations will be composed of two frequency components 

with the first component situated in the vicinity of the first natural frequency and the 

second component at some multiple, m, of the first tone.  

In particular, the power of these tones in the output should be closely balanced. 

In the baseline response, one of the tones is slightly dominant (more powerful) than 
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the other. Following a damage event, this dominance is reversed. Recalling that the 

relationship between a filter, an input, and an output can be written in the frequency 

domain as, 

( ) ( ) ( )fZfHfY = , (4.12) 

where Y(f), H(f), and Z(f) are the Fourier transforms of the response, impulse response 

function, and excitation, respectively. The filter acts as a multiplicative gain on the 

input at each frequency. H(f) is typically called the frequency response function 

(FRF), which is the special case of the z-transform of the filter (the transfer function) 

evaluated on the unit circle (Oppenheim et al., 1999). In keeping with the idea of 

structure as filter, the term transfer function will typically be used instead of the term 

FRF. 

When damage forces the natural frequencies of the transfer function to shift to 

lower frequencies (in this case), the gain at each frequency shifts as well. A tone at a 

fixed frequency will essentially be positioned at a different point on the transfer 

function curve, and therefore, excitation components with that frequency content will 

see a change in the gain imposed by the transfer function. If this shift forces an 

exchange between which input tone is dominant in the response, then detection 

sensitivity is improved.  

The tone nearest the natural frequency is called the probe tone and the second 

tone is called the observation tone. The tone nearest the natural frequency is most 

sensitive to changes in the system transfer function and acts as a probe of the structure 

under observation. The second tone provides a backdrop against which changes in first 

tone power caused by the shift in transfer function can be easily observed. Figure 4.8 
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illustrates the relationship between input tones, the transfer function, and a power 

exchange in the output.  

 

 

Figure 4.8: Input power spectral density (PSD) for a two-tone input shown in (a). (b) Transfer 

function for the first mass with forcing at the last mass for the 2DOF system. Natural frequencies 

decrease due to softening spring damage condition. (c) Baseline response PSD and (d) damaged 

response PSD. An exchange in the dominant tone occurs due to damage. 

 

The observed improvement in damage detection can be explained by noting 

how the response will appear in state-space. An embedded two-tone response will 

appear as a torus with the lower frequency component controlling the “ring-diameter” 

and the higher frequency component controlling the “tube-diameter”. The response 

trajectory will wrap about the surface of the torus, as illustrated in Figure 4.9a. 
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Figure 4.9: (a) Schematic of state-space torus corresponding to a two-tone signal with ring- and 

tube- diameters shown. (b) SVD-embedding of the two baseline responses and damaged response 

corresponding to a sinusoidal excitation with f1 = 9.15 Hz and f2 = 5f1. The two baseline cases each 

represent a spindle-torus and the damaged case represents a ring-torus. 

 
As the relative power between the two frequencies changes, the corresponding 

diameters of the embedded state-space torus will change as well. An exchange 

between which frequency component dominates as a result of damage changes the 

embedded torus from a “ring-torus” where the ring-diameter is larger than the tube-

diameter to a “spindle-torus” where the tube-diameter is larger than the ring-diameter 

or vice-versa. Such an exchange is observed in state space (Figure 4.9b) and is 

detectable using prediction error. 

4.2.3 Effects of Power Exchange and Frequency on Fitness 

If a two-tone excitation is known to increase damage detection, a natural 

extension is to determine what features of a given two-tone input will maximize 

detection for a given SHM application. As described previously, optimizations that 

attempted to search the frequency space in addition to the phase and amplitude spaces 

of a sinusoid mixture were unsuccessful. DE cannot be employed to obtain insight into 
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what the probe and observation tone frequencies should be. Knowing, however, that a 

shift in transfer function dictates the gain, the probe tone frequency should be such 

that the largest change in gain for a given shift is observed. Such locations will be in 

the vicinity of the natural frequencies.  A similar argument can be made for the 

observation tone. 

 

4.2.3.1 Amplitude Ratio and Power Exchange 

Selection of the observation tone frequency for a given probe tone frequency is 

not straightforward. Most particularly, when a simple two-tone sinusoid mixture is 

employed, detection sensitivity is reduced significantly if the observation tone 

frequency is not an integer multiple of the probe tone frequency. Even relatively 

minor frequency deviations from the harmonic will reduce fitness, suggesting a 

connection with the harmonic excitations selected by DE for the ODE system sources.  

There is a range of amplitudes for the sinusoid mixture that will allow a power 

exchange to occur. Thus, even for a given damage-induced power exchange, there is a 

selection of amplitudes that maximizes fitness. Thus, for each pair of fixed 

frequencies, the effect of phase in Eq. 4.11 can be ignored and A2 can be scaled for a 

fixed A1 through the region of the amplitude ratio RA = A1/A2 that forces an exchange 

of power and calculate the fitness for each value of the amplitude ratio. The range of 

ratios that force a power exchange is called the exchange region. The results of a few 

representative cases are provided in Figure 4.10. 
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Figure 4.10: Fitness vs. amplitude ratio for (a) m = 4, (b) m = 4.01, (c) m = 4.25, (d) m = 5, (e) m = 

7, and (f) m = 10, f1 = 9.15Hz. The exchange region is shaded in grey for each figure. For (a), (b), 

(c), and (f) rotation effects are present for all fitness values corresponding to RA in the exchange 

region. No rotation effects are present for any of the fitness values shown in (d) and (e). Rotation 

effects are most pronounced in (f) for the globally optimum fitness value although rotation effects 

are also present for the locally optimum fitness value in the exchange region. Each plotted fitness 

value is the average of 100 separate fitness calculations each made with new instances of additive 

noise on both baselines and the damaged response time series. Values of RA required to force an 

exchange become smaller as m increases consistent with the monotonically decreasing gain from 

the transfer function as f increases. 

 
These results illustrate three points: (1) m should be an integer for improved 

detection, (2) even among integer multiples, some multiples are better than others, and 

(3) in some cases, the best fitness does not occur within the exchange region. The third 

point is due to the SVD method of embedding and the first two points are intriguing 

because there is no ready explanation for why they are so. Damage occasionally 

introduces rotations in the state space due to the SVD method of embedding, which 

explains (3). This effect increases fitness but has nothing to due with the dynamics of 

the attractors.  
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The m = 4 case outperforms the other multiples.  This is in part because an 

SVD rotation is present, but the m = 4 case is presented not to show that it is the best, 

but rather to illustrate the precipitous decrease in fitness observed when m is merely 

perturbed from an integer value. The extent of rotation observed for (a), (b), and (c) in  

Figure 4.10 is the same and therefore they can be compared directly. It is interesting to 

note that m = 4.25 outperforms m = 4.01, and although not shown, the m = 4.5 case 

outperforms the m = 4.25 case. The common trend to these observations is that the 

fitness decreases as the winding number increases.  

The winding number (Nayfeh and Balachandran, 1995) describes how many 

times the flow of the attractor must circle the ring of the torus before it begins to 

repeat its path on the surface of the torus (i.e., intersects itself). When the frequency 

that governs the tube diameter is an integer multiple of the ring diameter frequency, 

the winding number is unity and the flow repeats its path on the surface of the torus 

within one rotation about the ring diameter. For irrational frequency ratios the 

frequencies are incommensurate and the flow on the torus will never repeat. For m = 

4, 4.01, and 4.25 the winding number is 1, 100, and 4, respectively, and similar trends 

have been observed for other values of m. We hypothesize that PE is reduced in such 

cases because the spread of neighbor evolutions for a given fiducial point is large and 

therefore the prediction error associated with each fiducial point is a more averaged 

value that is less affected by the change between spindle and ring tori. 

Although not shown, the maximum fitness values found for m = 2 and m = 3, 

are less than the fitness observed for m = 5. The observation tone corresponding with 

m = 5 resides well beyond the pole-dominated region of the transfer function (f2 = 
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9.15*5 = 45.75Hz).  This is unusual because sensitivity is expected to be most 

pronounced for values of m that place the observation tone within the region of the 

transfer function that is dominated by the poles at the natural frequencies (e.g. m = 2) 

as these are the regions that exhibit the largest change in gain for a given shift in 

frequency. The sensitivity of maximum fitness would not be expected to be a strong 

function of m for values of m that place the observation tone at frequencies beyond the 

last natural frequency of the system (m > 3 in this case) because the transfer function 

is a smooth, monotonically decreasing function of frequency in this region. 

Furthermore, m = 5 exhibits no SVD rotation effects and therefore any damage 

detection is purely a function of the dynamics. 

The m = 5 case outperforms the m = 7 excitation, which is interesting because 

the latter has no rotation effects and is also located well beyond the pole-dominated 

region of the transfer function. This indicates that the exact choice of m will affect 

fitness. It is possible that the phase of each input could be adjusted such that 

differences in fitness are negated, this possibility has not been explored. Even if the m 

= 5 and m = 7 cases could be made equivalent through phase offsets, based on 

observations not shown here, the effect of phase on fitness is unlikely to make up the 

difference in fitness between the m = 2 case (max fitness ~ 0.23)  and the m = 5 case. 

It is unclear why an integer multiple observation tone residing far outside the pole-

dominated region would outperform excitations with harmonic observation tones 

within or near that region. 
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4.2.3.2 SVD and State Space Rotation 

The influence of the rotation effect on the fitness of the two-tone inputs is a 

phenomenon that, if observed at all for the ODE system embeddings, has a small 

effect in those cases. For the two-tone inputs, however, the rotation effect can be quite 

pronounced and is a function of input sinusoid phase, m, damage, M’, and T. An 

example is provided in Figure 4.11. 

 

 
Figure 4.11: (a) SVD embeddings of the baseline and damaged responses to a two-tone excitation 

with f1 = 9.15 Hz and f2 = 5f1. This is a projection of the embedding shown in Error! Reference 

source not found.b. (b) SVD embeddings of the baseline and damaged responses to a two-tone 

excitation with f1 = 9.15 Hz and f2 = 4f1. This is a projection of the embedding shown in (c). The 

use of SVD for embedding has introduced a rotation of the damaged attractor in the m = 4 case 

but not in the m =5 case. The change between spindle- and ring-torus is evident in (c).  

 
This rotation effect is dependent on the time scales of the time series and their 

relationship with the “window” through which the time series is observed when the 

trajectory matrix is created prior to SVD embedding. For two-tone excitations, it is 

hypothesized that there are only two time scales observed within the window which 

disproportionately affects the way that data are projected by the SVD algorithm. 

Changing the phase of the time series or changing the dimension of the trajectory 

matrix (i.e., the observation window length) affects the relative power of each time 

scale observed within the window. This effect is then multiplied for each state vector 

in the trajectory matrix. 
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Two methods have been attempted to try to remove these rotations. The first 

was to project the second baseline and damaged time series onto the basis formed by 

the first baseline. The second method was to calculate the direction cosines between 

the basis vectors created by the baseline and the basis vectors corresponding to the 

time series with the rotation relative to the baseline. Thus, the rotated basis can be 

transformed such that it corresponds to the baseline basis. Neither of these methods is 

effective. This indicates that the rotation is driven by the data and not by the basis. 

That is to say, the attractor has a rotation within the space described by its basis and 

this rotation is unknown. Therefore, unless provision can be made to account for the 

rotation, this is an effect that must be accounted for when calculating attractors 

associated with two-tone inputs if truly dynamical comparisons are desired. 

From the perspective of SHM, this effect may actually be beneficial as a means 

of damage detection if it is not overly sensitive to noise. In this study, determination of 

the physics that drive improved excitations is desired and, thus, changes in fitness 

introduced by the observation technique are undesirable. The rotation problem is 

limited to excitations with limited frequency content of significant power. In 

particular, the attractors produced in response to excitations produced by ODE 

systems are not subject to this phenomenon. 

4.2.4 Optimization Convergence to Multi-Tone Power Swap Solutions 

The two-tone power exchange phenomenon is a good predictor of detection 

sensitivity given an input. How does the optimization procedure progress through the 

search space for a single ODE system parameter optimization? For one optimization 
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of the Sprott system where a randomly initiated population of 10 solution vectors is 

allowed to run for 200 generations, the best (elite) solution produced for each 

generation is recorded and a plot of maximum population fitness vs. generation is 

provided in Figure 4.12. 

 

 
Figure 4.12: Elite solution fitness vs. generation. The normalized PSD corresponding to each elite 

solution is provided at the indicated location. f = 1/2  – fp where 1 is the first natural 

frequency of the damaged system and fp  is the tone located closest to the first natural frequency 

(probe tone). The probe tone frequency is provided for some of the plots when the ratio between 

observation tone, fo, and probe tone is also provided. Prediction error histograms are provided 

for the first and last elite solutions. 4000 PE values are plotted for each histogram and 500 

frequency bins make up the abscissa. The normalized input PSD is provided for the first elite 

solution. Optimization performed with M* = 2. 

 
Monitoring the progression of the elite solution in each generation provides a 

good sense of how the algorithm is selecting excitations. In the initial generations of 

the algorithm, the best excitation is a multi-periodic input where the lower frequency 
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components are all of similar power. As a result, the response to this input is 

dominated by the input frequency component that resides closest to the first natural 

frequency of the system (stage (i) in Figure 4.12). This is the probe tone corresponding 

to this solution. Thus, the first improvement in fitness occurs when the first natural 

frequency is identified. In many cases, this initial identification procedure is achieved 

by a chaotic solution. The second natural frequency of the system plays a relatively 

insignificant role in the response.  

The next big jump in fitness occurs when the algorithm selects an input that 

minimizes the role of the natural frequency relative to two more dominant frequency 

components (ii). The probe tone is at a higher frequency than the first natural 

frequency. In addition, the overall number of active frequency components in the 

response has diminished.  

The next excitation (iii) has two improved characteristics: the probe tone has 

similar power to the observation tone and occurs at nearly twice the frequency of the 

observation tone.  Another improvement is observed (iv) when the probe tone shifts 

closer to the first natural frequency of the damaged system. This is the closest the 

probe tone will approach to the natural frequency for the rest of the optimization but 

occurs at the expense of the observation tone no longer residing at half the frequency 

of the probe tone. As a result, the next jump in fitness occurs (v) when the observation 

tone moves to reside at half the frequency of the probe tone. The final large fitness 

improvement (vi) occurs when the relative input power of the observation and probe 

tones is adjusted such that a power exchange occurs on the output when damage is 

introduced to the system (exchange not shown). 
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The solutions selected in the ODE optimizations of Section 4.2.1.1 seem to be 

following the optimization trend observed in Figure 4.12. The fitness differences 

between the solutions can mostly be explained by noting: (a) how near the probe tone 

is to the first natural frequency; (b) whether an exchange of power is forced; (c) how 

close the observation or probe tone is to an integer multiple of its counterpart; and (d) 

whether the observation tone is larger than the probe tone. Solutions that do not force 

an exchange of power on the output have simply failed to finish converging; for 

example, they might be at stage (v) rather than stage (vi) in their solution space. 

Thus, any comparison between ODE system excitation sources must take these 

factors into account. Using this framework, the differences in performance of each of 

the studied ODE systems are explainable by considering harmonics. Each of the ODE 

systems has a probe tone near the first natural frequency, and performance can be 

explained by considering each of the additional frequency components as an 

observation tone. Recalling Figure 4.5, the response spectrum corresponding to the 

Sprott system (Figure 4.5c) only has significant frequency content at the harmonics of 

the probe tone. Although not shown, the ratio between the observation tone and the 

probe tone for each of the Sprott frequencies is within 1/100 of the harmonic.  

The Lorenz spectrum (Figure 4.5b) has the second harmonic of the probe tone 

but this tone has relatively low power compared to the subharmonic near 0.5fp and the 

tone near 1.5fp, and the sensitivity is driven instead by these tones. The second 

harmonic is even overpowered by the tone at 2.5fp. Although these tones that are a half 

step removed from the harmonics are not as desirable as the true harmonics, they 
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improve sensitivity more than observation tones that reside at frequencies with larger 

winding numbers relative to the probe tone.  

This is why the Rossler excitation (Figure 4.5a) has the lowest fitness. The two 

most prominent frequencies are the probe tone and the observation tone at the first 

subharmonic, but the other frequency components are at frequencies with larger 

winding number. There is a tone near the second harmonic, but it is not well 

represented in the response relative to the tones at lower frequencies. From 

observation, excitations with subharmonic observation tones do not perform as well as 

excitations with harmonic observation tones. 

The above discussion pertains to differences between the tailored inputs 

themselves. The tailored inputs in turn significantly outperform non-optimized inputs 

such as the typical Lorenz (although the best Rossler barely outperforms the best 

broadband Lorenz excitation). This is despite all three oscillator optimizations having 

failed to converge to a solution that forces an exchange of power between any of the 

tones. For example, the best Sprott solution shown in Figure 4.12 exhibits an exchange 

of power and, correspondingly, it performs better than any of the excitations 

discovered in Section 4.2.1.1. 

Differential evolution is successful in searching the space of excitations that 

improve detection sensitivity because a given ODE system can produce a broad range 

of frequency relationships as a function of the parameters. In the optimization case 

shown here, the best initial solution is multi-tonal with a number of equal power 

frequency components. Excitations with a broad range of frequency components, such 

as chaotic inputs, help the algorithm determine what frequencies are important. Once 
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the natural frequencies have been observed, the algorithm settles into a region of the 

parameter space where parameter perturbations are more likely to lead to beneficial 

frequency relationships given the structure under observation. ODE systems are 

excellent excitation sources for input optimization because it is so easy for the 

algorithm to switch between the broad range of frequencies required to encode system 

natural frequencies in the gene pool and the more specialized excitations with 

frequency information that is specific to the structure under observation. 

The only features of an excitation that matter for improved damage detection 

are based in the frequency domain. If so, then determinism—and more specifically, 

deterministic phase relationships—shouldn’t have an affect on detection sensitivity. 

4.2.5 Phase Randomized Excitations 

The ODE system optimization tends to be driven chiefly by frequency 

considerations. Specifically, the position of the probe tone relative to the natural 

frequency and the position of observation tones relative to probe tone and their relative 

power. If frequency is all that matters then removing the deterministic information in 

the tailored excitations produced by the ODE systems should not affect the fitness; 

provided the frequency content remains unchanged. Phase randomized inputs are 

created from deterministic signals by transforming into the frequency domain, 

randomizing the phase without modifying the amplitude, and then transforming back 

into the time domain. This operation preserves the frequency spectrum as well as 

second-order statistical moments (Theiler et al., 1992) 
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Surrogate excitations are created by transforming each excitation into the 

frequency domain via Fourier transform and randomizing the phase. Phase values are 

randomized by first generating a uniform vector of perturbations, z, and then by 

adding perturbations to the existing phase values associated with positive frequencies 

and subtracting the corresponding perturbations from the phase values associated with 

negative frequencies.  

In detail, perturbations corresponding to one side of the frequency axis are 

generated as, 
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where fs = 1000Hz, NFFT  =  50,000, and fk corresponds to a frequency bin-center as 

described in Section 4.2.1.2. After the perturbation vector is generated, they are added 
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The zero component indicates that no phase perturbation is added to the frequency bin 

corresponding to the DC offset. The resulting phase vector is then recombined with 

the amplitude vector such that 
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is the phase-modified Fourier transform. This sequence is then transformed into the 

time domain via the IDFT to produce a time series with exactly the same frequency 

spectrum as the original series less any deterministic phase relationships. 

 The capability of the deterministic and phase-randomized excitations are 

compared by performing a fitness vs. SNR test similar to that conducted for the PE 

features in Section 2.6.2. A 3% stiffness decrease represents damage and a comparison 

is made between two noise-corrupted baselines as well as one baseline and the 

damaged time series. All geometric centroid-centroid prediction error is used to 

compare between the embedded attractors with G (Eq. 4.1) used to indicate the 

distance between the nominally Gaussian resampled distributions. Ten comparisons 

are made at each noise level and the average and standard deviation of the distances 

are plotted for each excitation in Figure 4.13. The last SNR value plotted for each 

excitation still shows 100% discrimination (for finite data) between the two PE 

distributions for all ten comparisons. 
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Figure 4.13: Fitness vs. SNR in dB for the Rossler, Sprott, and Lorenz excitations and their 

respective surrogates (same line style, lower fitness). The mean and standard deviation of ten 

separate comparisons (excitation held constant, new instance of additive noise) made at each noise 

level are shown. Lowest SNR points shown on the plots are accurate to approximately +/- 0.5 dB. 

 
Frequency information does not completely determine detection sensitivity. All 

of the phase-randomized excitations have reduced fitness relative to their deterministic 

counterparts. As the amount of indeterminism on the output increases, the frequency 

content of the excitation gains prominence. At some point the phase relationships of a 

less optimal excitation are not as important as the frequency content of a better 

excitation. This is demonstrated near SNR = 13dB when the phase-randomized 

version of the best Sprott excitation becomes a better excitation than the deterministic 

Rossler and again near 3dB when it overtakes the best Lorenz input. Figure 4.13 is a 

clear indication that there is more to improved excitations than frequency content. 

Deterministic phase relationships are important as well. 
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4.3 Chapter Summary 

This chapter began with an outline of a general procedure that includes many 

aspects of the vibration-based SHM paradigm as elements to be optimized by a direct 

search algorithm. These elements include the excitation source, data conditioning, and 

feature extraction.  An evolutionary algorithm was selected as the direct search 

procedure differential evolution was specifically considered as a means of searching 

the excitation space associated with improved damage detection in a computational 

spring-mass system.  

A comparison was made between three ODE systems as excitation sources, 

where DE was used to search their attendant parameter spaces. The three sources did 

not produce excitations with equal detection sensitivity and it was unclear what 

aspects of the excitations would predict damage detection performance. 

It was concluded that the frequency characteristics of sensitivity-improving 

excitations could be better tested by removing determinism from the excitation source. 

This was accomplished by allowing DE to adjust the upper and lower bandlimits of a 

bandpass excitation source. This optimization showed that larger bandwidths produced 

better fitness on the output. This was somewhat counterintuitive result inspired an 

optimization where the algorithm was allowed to sinusoidally partition power in the 

frequency domain. 

The results of this sinusoidal bandpass optimization showed that improved 

sensitivity was observed when power was reduced at the first natural frequency and 

increased near the second. The characteristics of the generated excitations and the 

constraints imposed by the excitation source suggested that it might be beneficial to 
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allow an optimization of a two-band excitation source where each band could be 

allocated more or less power with the other receiving the opposite gain or loss. The 

best excitation produced by this optimization produced two bands with the smallest 

bandwidth possible with one band near the first natural frequency and the other at 

exactly three times the first band. This result suggested an optimization of a two-tone 

sinusoid mixture. 

Optimizing the amplitude and phase of a sum of two sinusoids demonstrated 

that the sinusoid amplitudes should be selected such that the tones have nearly similar 

power in the output. If the onset of damage forces a change in which tone is dominant, 

then large fitness values are observed. 

The reason for this degree of sensitivity was shown to be driven by the state-

space representation of a two-tone response as a 2-torus. Specifically, a change in 

dominant tone changes the nature of the torus from a spindle torus to a ring torus or 

vice-versa and this change is readily detected by geometric prediction error. 

An additional study of two-tone excitations was performed to demonstrate the 

effect of the amplitude exchange. There is a significant increase in fitness for 

amplitude ratios that force an exchange of power. In addition, the study showed that 

fitness is highly sensitive to the multiple of the probe tone frequency at which the 

observation tone resides. Harmonics produce the largest fitness, and frequencies with 

large winding numbers relative to the probe tone produce lower fitness values. This is 

hypothesized to be related to the use of prediction error as the feature.  

In addition, there are certain harmonics where the fitness is increased if the 

observation tone resides at that frequency relative to other harmonics. This 
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dependence of fitness on harmonics is unexplained, especially because some of the 

larger fitness solutions are produced when the observation tone resides outside of the 

pole-dominated region of the structural transfer function. 

The results of these optimizations were then employed to explain fitness 

differences between the three ODE system excitations. In particular, the optimization 

procedure identifies the first natural frequency of the model system by employing 

multi-tone or chaotic excitations. The algorithm then proceeds to produce through 

successive stages an improved excitation that is composed of a probe tone near the 

first natural frequency with at least one additional observation tone at an integer 

multiple of the probe tone. The final stage of the evolution generates an excitation that 

forces a power exchange between the probe and observation tones as a function of 

damage. 

Finally, although the optimizations can be explained mostly through frequency 

domain arguments and the system transfer function; there is still a component of 

improved fitness that is driven by the deterministic phase relationships of the input. 

This was demonstrated by generating phase randomized versions of the optimized 

ODE excitations and testing them as inputs to the structure. The deterministic 

excitations outperformed their respective phase-randomized counterparts over several 

decades of signal-to-noise ratio. However, the phase-randomized excitation based on 

the best excitation produced by all three ODE systems was shown to outperform even 

the deterministic excitations produced by the other two oscillators when the SNR was 

low enough. This shows that both frequency and phase information are important for 
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improved damage detection and that the importance of determinism diminishes as the 

noise on the output increases. 

All of these optimizations were performed for one version of prediction error: 

the all geometric centroid-centroid feature. The next chapter shows that the selected 

feature will significantly affect the nature of the tailored input. 
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5 The Effect of Features on Tailored Excitations 

5.1 Introduction and Overview 

Chapter 4 showed that an excitation can be optimized via a data-driven 

procedure such that damage detection sensitivity is improved. The technique requires 

an excitation source from which inputs can be obtained. A model structure is excited 

in both the damaged and baseline states and information about damage is extracted 

from the response time series via some feature or set of features. Knowledge about 

how well the damage is detected is passed to an evolutionary algorithm where fitter 

solutions are used to create a new generation of solutions that has better fitness than 

the previous population. In this manner, the space of solutions can be searched for 

those excitations that improve damage detection in the model system. 

A search of the excitation space was performed by optimizing a number of 

different excitation sources. All these sources converge to a particular class of 

excitations. Specifically, the excitation that improves damage detection in the structure 

was shown to be composed of at least two sinusoids with output power balanced such 

that damage forces a change in which of the two tones is dominant. This has a 

significant effect on the state-space torus that represents the two-tone response 

dynamics and is easily detected by the all geometric centroid-centroid prediction error 

feature. 

This chapter will illustrate that the method of conditioning can affect how well a 

tailored excitation performs for a given feature. In previous chapters SVD was used as 

the means of embedding and it was shown that significant improvement in detection 
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sensitivity is achieved when an excitation composed of two sinusoids is employed on 

the structure. Specifically, the excitations were shown to outperform those produced 

by the ODE system optimizations.  

Results in this chapter illustrate that the two-tone power exchange phenomenon 

is best used with SVD embedding. In particular, when delay embedding is employed, 

the excitations produced by the oscillators outperform the two-tone excitations. 

Detection sensitivity is still improved when delay embedding is used on a two-tone 

excitation; just less so than delay embedding the Lorenz-excited response.  

The employed feature can also have a significant effect on the nature of the 

excitations produced by the optimization routine. In particular, when the feature 

employs temporal information in its formulation, the optimization routine will 

generate chaotic excitations with a frequency spectrum that is tailored to the observed 

structure. Specifically, for a 2DOF spring-mass system, power input at the first natural 

frequency is reduced and power applied at the second natural frequency is increased. 

The chaotic excitations produce a response that is similar to the two-tone excitations in 

that the power of two tones is similar on the output and damage forces a change in 

which broadband natural frequency peak is dominant. The problem of damage 

detection is more of a coupled problem than has been explored previously.  

5.2 Delay Embedding vs. Singular Value Decomposition 

The fitness of the oscillator-generated excitations is less than some of the better 

two-tone inputs (e.g., those with observation tones at m = 4 or m = 5 times the probe 

tone frequency). For example, in Figure 4.12, the best solution forces a power 
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exchange and for this reason is compared with the m = 5 two-tone excitation. The 

fitness for the Sprott excitation with M* = 3 is 0.448 with no normalization, and 282.0 

with normalization. Fitness for the two-tone excitation at the peak of the power 

exchange region (Figure 4.10d) is approximately 1.2 with no normalization and 368.2 

with normalization. The fitness associated with the two-tone input is not influenced by 

a state-space rotation. Both excitations force an exchange of power as a result of 

damage, but the fitness of the two-tone input is larger. The normalized PE histograms 

corresponding to each excitation are shown in Figure 5.1. 

 
Figure 5.1: Histograms calculated from attractors embedded with SVD. (a) Baseline-baseline and 

baseline-damaged histograms calculated from response to Sprott excitation that forces power 

exchange. (b) Baseline-baseline and baseline-damaged histograms calculated from response to 

two-tone excitation with m = 5 that forces power exchange. 

 

When the response attractors are delay embedded, fitness for the normalized 

Sprott excitation is 80.2, while normalized fitness for the two-tone input is 27.9. The 

normalized PE histograms corresponding to each excitation are shown in Figure 5.2. 

Delay for each of the attractors is calculated from the first minimum of the average 

mutual information function. The normalized fitness for the delay-embedded attractors 

is much lower than that of those embedded with SVD.  
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Figure 5.2: Histograms calculated from delay-embedded attractors. (a) Baseline-baseline and 

baseline-damaged histograms calculated from response to Sprott excitation that forces power 

exchange, T = 26. (b) Baseline-baseline and baseline-damaged histograms calculated from 

response to two-tone excitation with m = 5 that forces a power exchange, T = 15. 

 
The SVD-embedded version of the Sprott excitation is shown in Figure 5.3a. 

The SVD-embedded version of the m = 5 two-tone input is shown in Figure 4.9b. 

Comparing these attractors with the delay embedded versions of the Sprott and two-

tone excitations (Figure 5.3b and Figure 5.3c), the delay embedded version of the 

Sprott excitation is topologically similar to the SVD embedded version; in contrast, 

the two-tone embedding shows no indication of the power swap that has occurred as a 

result of damage. Correspondingly, the fitness of the two-tone input is significantly 

reduced relative to the fitness associated with the Sprott excitation. 

 
Figure 5.3: (a) Projection of the SVD embeddings of the baseline and damaged responses to the 

best selected Sprott excitation. (b) Projection of the traditional delay embeddings of the baseline 

and damaged responses to the same excitation, T = 26. Note that the higher frequency component 

(the probe tone in this case) is represented by the smaller loop. Changes in the attractor are most 

pronounced within this region. (c) Delay embedding of a two-tone input with m = 5 and T = 15.  
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The ODE-generated excitation should be employed rather than the two-tone 

input if traditional delay embedding is used. The delay embedding is less sensitive to 

shifts in frequency than the SVD embedding. An explanation for why changes in 

system response to the Sprott excitation would be more visible is not completely clear, 

although deterministic phase relationships could be an explanation. 

Although the power exchange phenomenon seems to be a result that would 

hold no matter the embedding method, it is possible that an EA optimization 

performed with delay embedding rather than SVD embedding would settle on an 

excitation that emphasizes something other than the power exchange. Just as the SVD 

embedding introduces a rotation it is possible that the delay embedding method is 

more sensitive to some other damage-induced change. This seems unlikely, however, 

for damage that is introduced as a change in stiffness. A shift in frequency is a strong 

manifestation of such a change and the exchange of relative power in the response 

seems like a natural means of detecting this shift. The fact that the best excitation for 

an application depends on how the attractor is embedded should be investigated in 

more detail. 

5.3 Effect of Temporally-Based Features on Tailored Inputs 

Recognizing that the method of conditioning can affect the fitness associated 

with a given input, additional results in this dissertation are derived given the SVD 

method of embedding. In particular, the effect of feature selection on the outcome of 

an excitation optimization is explored. First, the all geometric and partial geometric 
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methods of fiducial point transference for the centroid-centroid prediction error feature 

are compared. 

5.3.1 Geometric vs. Temporal Prediction Error 

The all geometric method transfers a fiducial point from the baseline attractor to 

the comparison attractor via the state-space coordinates of that point and gathers 

nearest neighbors based on their geometric proximity to the transferred fiducial point 

(Section 2.5.5). The partial geometric method transfers the fiducial point from the 

baseline to the comparison attractor via the time index of that point. Nearest neighbors 

are still gathered from the local region around that point (i.e., geometrically). 

This seemingly minor change has a large effect on the nature of the selected 

excitations. This is shown by performing a set of optimizations using the Lorenz 

system as the excitation source and the same 2DOF system that has been used 

previously. In one optimization, the all geometric centroid-centroid feature that has 

been used previously is employed. In the second optimization, the partial geometric 

centroid-centroid feature is used. Again, all that has changed is the manner by which 

the fiducial points are transferred between attractors. The first feature requires no 

temporal information in its formulation, while the latter does. As demonstrated by 

Figure 5.4 and Figure 5.5, this change significantly changes the nature of the 

excitation selected by differential evolution. Each figure represents the best 

optimization run out of five, with a population size of 10 and 600 generations. 
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Figure 5.4: (a) Plot of maximum population fitness vs. generation for an optimization that 

employs all geometric centroid-centroid prediction error. (b) A 2D projection of the chaotic input 

attractor for one of the early solutions produced by the optimization. The broadband frequency 

spectrum of the chaos allows the natural frequencies of the structure to be identified as shown by 

the power spectral density (PSD) plot of the baseline structural response. (c) The baseline and 

damaged response attractors. (d) Power spectral density of the baseline response, input is multi-

tonal with a probe tone and two observation tones. 

 

 
Figure 5.5: (a) Plot of maximum population fitness vs. generation for an optimization that 

employs partial geometric centroid-centroid prediction error. (b) Multi-tone excitations with 

similar power frequency components are often observed in the beginning stages of the 

optimization and effectively identify at least one of the structure’s natural frequencies. (c) A 2D 

projection of the chaotic input attractor selected by the optimization routine. (d) Embedded 

response attractors for baseline and damaged conditions. (e) Power spectrum of one of the 

baseline responses.  
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A striking difference in the class of selected excitation is observed when the 

partial geometric feature is used rather than the all geometric feature: chaotic 

excitations are preferred. This result confirms that the detection feature and the type of 

preferred excitation are strongly coupled and demonstrates that care should be taken 

when choosing the excitation in an active sensing application. 

Chaotic excitations may be preferred for the temporally-transferred feature 

because of the broadband nature of chaos and because time-indexing anchors fiducial 

points to trajectories on both attractors. Specifically, a broadband input ensures that 

each frequency component in the excitation is subject to modification by the structural 

transfer function at that particular frequency. Most importantly, the entire excitation 

frequency band that brackets the poles of the transfer function will be subject to the 

gain at those frequencies. As the pole of the transfer function shifts as a result of 

damage, each of the frequencies in the band will experience a corresponding change in 

amplification. 

 Time-indexing may be important for detecting this change because it ensures 

that each fiducial point is anchored to the same trajectory on both attractors. As the 

response attractors in Figure 5.4c demonstrate, a shift in frequency causes the 

trajectories to shift in the state-space. For a multi-tone excitation, these trajectories are 

well established by the periodic nature of the response. As a result, a fiducial point that 

has been geometrically transferred from the baseline trajectory to the point in the 

damaged attractor’s state-space where that trajectory would have been will accumulate 

a set of neighbors from a similar location on the shifted damaged trajectory. In other 

words, the accumulated neighbors are not too dissimilar from the neighbors that would 
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have been gathered had the fiducial point been transferred via its time index. When 

these neighbors are time evolved, the calculated centroid will chiefly exhibit a change 

that arises from this geometric offset. Thus, both PE features will generate similar 

results for the multi-tone inputs (although the all geometric feature will outperform the 

partial geometric feature, as explained shortly). 

Chaotic excitations will not revisit the same state space location more than 

once (although they do revisit the same region) and each of the trajectories on the 

attractor will experience an offset arising from the transfer function frequency shift. 

Furthermore, the trajectories cover much of the attractor in the state space as they 

range over its surface. Thus, when the fiducial point is transferred geometrically, there 

is a much greater chance that the neighbors that are collected will be from entirely 

different local trajectories than would have been selected with a time-indexed transfer. 

Each of these trajectories has been perturbed in a different manner as a result of the 

frequency shift and therefore, it is hypothesized that the geometric feature is hampered 

by a more averaged observation of the changed response. Each of the selected 

neighbors evolves along its own trajectory and it is possible that the damaged neighbor 

set will produce a centroid that is quite similar to the centroid produced by the baseline 

neighborhood evolution just by chance. 

The term “geometric offset” has already been introduced in the above 

discussion; the concept of temporal offset is shown in Figure 5.6. 



171 

 

 

 
 Figure 5.6: Conceptualization of the two categories of offset that contribute to the distance 

between two points on the baseline and damaged attractors when both attractor trajectories are 

projected onto the same plane. The fiducial points are shown in red and collected neighbors are 

orange. All points from the baseline are transferred to the damaged attractor via their time 

indices. Temporal offset describes the shift in each damaged point relative to its corresponding 

baseline point along the trajectory. Geometric offset refers to the distance between points that is 

due to the distance between the trajectories themselves in state space. The offsets labeled are for 

the fiducial point, similar yet unique offsets are present for each of the neighbor points as well. 

The distance between each pair of points with identical indices (e.g. points ab and ad) will be some 

combination of temporal and geometric offsets. The relative contribution of the two offsets 

comprising each distance will not be the same for each pair of points.  

 

Here temporal offset refers to the distance along the trajectory between a point on the 

baseline attractor and a point on the damaged attractor that have identical indices—

essentially a phase shift. The geometric offset refers to the distance between the 

trajectories in the state space. Each distance between points with the same time indices 

on the two attractors is composed of an element arising from the geometric offset and 

an element from the temporal offset. These two terms are not introduced as strict 

mathematical constructs; rather, they help to conceptualize the effect of both types of 

fiducial point transference.  
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For example, for a geometrically transferred fiducial point the point fd would 

be the same point as fb (i.e., it would have the same coordinates). Thus, for the multi-

tone excitation, the selected neighbors will not be the same neighbors gathered as 

shown in the figure (points ad, bd, and cd), however, they will be gathered from the two 

damaged trajectories that are in the vicinity of fd. Thus, the distance between the 

baseline and damaged centroids captured by the all geometric feature mostly arises 

from the change in frequencies associated with damage and the attendant geometric 

offsets of the trajectories in the state space. These trajectory offsets between the 

baseline and damaged attractors are observed in Figure 5.4c. 

On occasion—even with a multi-tone input—the neighbors that are gathered 

from around the geometrically-transferred fiducial point will not be from the same 

trajectory that they would have been gathered from had they been transferred 

temporally. In the situation illustrated in Figure 5.7, this leads to a larger prediction 

error for that fiducial point.  
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Figure 5.7: Close-up view of some hypothetical baseline and damaged attractor trajectories 

projected onto the same plane. (a) When the fiducial point is temporally transferred between the 

baseline and damaged attractor, prediction error will arise from temporal offsets (see Figure 10) 

between the fiducial points on their respective trajectories and any geometric offset between the 

trajectories. (b) When the fiducial point is transferred geometrically, it does not reside on any 

damaged attractor trajectory but rather in the same spatial location as the baseline fiducial point. 

In this example, the trajectory closest to the fiducial point evolves in the opposite direction which 

leads to a larger prediction error. 

 
The neighbors can be collected from different trajectories with geometric fiducial 

point transfer, explaining why the all geometric feature outperforms the partial 

geometric feature, given a multi-tone input (as will be seen). It may also be the reason 

that temporal information is required for a feature that employs a chaotic input.  

In the case of a chaotic input, there will be many trajectories in the vicinity of 

the fiducial point. Damage is not likely to significantly change the number of 

trajectories in that vicinity, except, perhaps, for fiducial points on trajectories at the 

edge of the attractor. In addition, any new (damaged) trajectories that move into the 

local region occupied by the fiducial point are likely to evolve in the same general 

direction as the baseline trajectories. Thus, the distance between the centroids has a 

higher probability of being smaller when geometric transfer is employed. 
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This is not a problem for temporally transferred points. Each fiducial point is 

anchored to a single trajectory, and therefore, the collected neighbors on the 

comparison attractor are more likely to have similar time indices to the neighbors that 

were gathered on the baseline attractor. This is the case because trajectories that are 

close in state space will deform similarly as a result of damage due to the fact that they 

represent similar frequency components in the time series. As a result, distances 

between the time-evolved centroids are more likely to reflect geometric and temporal 

offsets arising from transfer function frequency shifts. Many of the trajectories will 

exhibit these shifts due to the broadband chaotic input and therefore, the partial 

geometric feature performs well on such excitations and the selection pressure to 

select a multi-tone input is not as strong as it is for the all geometric feature. 

5.3.2 Interdependence and Continuity 

The pressure to select chaotic inputs during the optimization procedure is more 

severe for the generalized interdependence and continuity features. These features rely 

almost exclusively on temporal offsets and are generally unaffected by geometric 

offsets. To see why the features are insensitive to geometric offsets, the details of their 

implementation are considered more closely in Figure 5.8. 
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Figure 5.8: Illustration of how interdependence (a) and continuity (b) both emphasize temporal 

offsets rather than geometric offsets (see text).  

 
For interdependence, the fiducial point on the baseline is transferred to the 

damaged attractor via its time index. Following this, neighbors are gathered from near 

fiducial point on the damaged attractor (orange circles in Figure 5.8) and transferred 

back to the baseline attractor via their time indices. In addition, a collection of 

neighbors (blue diamonds) are gathered on the baseline attractor from around the 

fiducial point (red square).  Following these two accumulations, the distances between 

the neighbors on the baseline and the fiducial point are summed and the same 

summation is performed for the distances between the transferred neighbors and the 

baseline fiducial point. Interdependence is less than unity if the transferred 

neighborhood is larger than the baseline neighborhood. The transfer of neighbors back 

to the baseline trajectories emphasizes temporal offsets and minimizes geometric 

offsets.   

Continuity is similar in that neighbors are transferred via time indices, this time 

from the baseline trajectories to the damaged trajectories. To begin with, neighbors are 
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gathered from around a baseline fiducial point and are then transferred temporally to 

the comparison attractor. Following this, the number of points residing within a 

hypersphere of radius c on the damaged attractor is determined and if the chance that 

those neighbors could have mapped within the hypersphere is less than some 

threshold, the radius is decreased. The minimum radius at which the null hypothesis 

that the points were mapped by chance can be rejected is considered the continuity 

feature. If neighbors are likely to map from one hypersphere to the other then the 

radius, and hence the feature, will be small.  

This is precisely what occurs when the multi-tone excitation is used to excite 

the structure. Although frequency shifts have forced an offset in the trajectory, the 

neighbors that are gathered within the damaged hypersphere are mostly the neighbors 

that were gathered from the baseline hypersphere. Thus, a large number of points will 

map within a small radius around the fiducial point and the continuity feature remains 

small. This is less likely to occur when a chaotic excitation is employed because each 

trajectory will be offset by the shift in the transfer function; necessitating a larger 

radius hypersphere on the damaged attractor to capture enough points to reject the null 

hypothesis. Thus, selection pressure during the optimization will force a chaotic 

solution. The best excitations produced by the five optimizations performed for each 

feature are shown in Figure 5.9. Output power near the second natural frequency is 

significant.  
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Figure 5.9: (a) 2D projection of the excitation attractor corresponding to the best input discovered 

for the continuity feature. (b) The normalized input power spectrum for the input shown in (a). 

(c) The normalized response power spectrum corresponding to the same input. (d) A projection 

corresponding to the best excitation found for the interdependence feature. (e) and (f) are the 

corresponding input and response spectra. Note that the input and response spectra are on 

different frequency scales. Baseline natural frequencies of structure are near 9.8 Hz and 25.7 Hz. 

 

5.3.3 Characteristics of the Selected Chaotic Excitations 

Differential evolution selects chaotic excitations that are similar for all three of 

the temporally-based features. In particular, input power is minimized near the first 

natural frequency and increased near the second natural frequency. In doing so, the 

algorithm is seeking an input that forces the two dominant broadband peaks driven by 

the first and second natural frequency to be of similar power in the output. The parallel 

with the multi-tone inputs described previously is clear. 

 The spectra associated with the chaotic solutions found for the interdependence 

and continuity features offer some evidence that such a power balance is what is 

sought by the algorithm (Figure 5.9). Further evidence to support this hypothesis is 

found by comparing between the top three solutions selected for temporal prediction 

error, as shown in Figure 5.10. 
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Figure 5.10: Input and response power spectra corresponding to the best excitations produced by 

the top three temporal PE optimization runs. The normalized fitness of the three excitations is 

180.6, 157.0, and 58.8 for the first-, second-, and third-best excitations, respectively. Each column 

corresponds to an excitation. The top row contains the input spectra and the bottom row contains 

the baseline response spectra. Note that the input and output spectra have different frequency 

scales. The natural frequencies are shown by the vertical lines in (a), (b), and (c). 

 
The worst of the three excitations shown in Figure 5.10 has a broadband 

spectrum that is similar to the typical Lorenz spectrum. Power is maximized near the 

first natural frequency and correspondingly there is only one dominant broadband 

peak in the response. The second-best excitation inputs similar power at both natural 

frequencies, but relative to the third-best excitation, there is more power at the second 

natural frequency. Finally, the best excitation has put the most power near the second 

natural frequency and has minimized power near the first. Although the output power 

is not balanced, the second natural frequency is represented more than either of the 

other two inputs. Additional evidence for the hypothesis that balanced output tones are 

desirable is presented after a study of how well the features perform, given excitations 

that were optimized for other features. 
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5.3.4 Feature-Specific Excitations and Performance 

Given that features influence the optimization so heavily, how will each 

feature perform when employed with an excitation that was optimized using a 

different feature during the optimization? If the temporally-based features produce 

similar excitations, then perhaps there is a certain class of excitations that is best for 

temporally-based features. Conversely, it may be the case that each feature has a class 

of excitation that is specific to its particular formulation. These possibilities are 

explored by testing each combination of feature and feature-specific excitation to 

determine performance. Each feature is also compared given an excitation produced 

by the typical Lorenz oscillator with  = 100. For each comparison, ten fitness values 

are calculated to get a sense of feature variance. For each feature-excitation 

combination where the excitation was trained using the feature, the worst of the ten 

fitness calculations is used. For all of the other comparisons the best fitness out of the 

ten is used. The results of these comparisons are shown in Figure 5.11. 
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Figure 5.11: Baseline-baseline and baseline-damaged histograms for each excitation-feature 

combination. The first four rows correspond to the best excitation produced by an optimization 

employing the listed feature. Each column corresponds to the use of the listed feature to detect 

damage in the structural response. The final row shows the capability of each feature to detect 

damage given an excitation produced by the typical Lorenz oscillator. Each histogram is 

composed of 4000 feature values where 500 bins were used to plot the two histograms on the same 

abscissa. Note that interdependence will decrease with increasing damage. All fitness values 

shown in (a)-(t) are shown again in the table, with the highlighted squares representing the best 

fitness for each feature. The fitness values shown for (a) and (e) are within feature variance. 

 
The chief conclusion from Figure 5.11 is that there is a preferred excitation for 

each feature. Fitness is largest when a feature is used to detect damage given an 

excitation optimized for that feature. As shown by the comparisons in the fifth row of 
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Figure 5.11, all four features capably detect damage; however, the comparisons in the 

diagonal of the first four rows and columns (Figure 5.11a, f, k, and p) are significantly 

improved. Thus, use of the appropriate excitation-feature combination increases 

detection sensitivity. 

The interdependence and continuity features are relatively interchangeable. 

Both features work well on the excitation that was optimized for the other feature 

(Figure 5.11a, b, e, and f). The fitness for Figure 5.11e is larger than that for Figure 

5.11a, although the fitness in Figure 5.11a is the worst of ten fitness calculations, and 

the fitness in Figure 5.11e is the best of ten fitness values. In essence, the difference in 

fitness is within feature variance. The compatibility between the two features bolsters 

the suggestion that the preferred excitation for each feature is the same or similar. 

Interdependence and continuity are also most similar in their formulation; both 

features express a measure of the differences between groupings of points in the state-

space geometries that depend chiefly on temporal offsets. 

Given either continuity or interdependence as the feature, additional evidence 

that differential evolution is searching for a similar excitation is supplied by noting 

that the two excitations both have strong tones corresponding to the first and second 

natural frequencies. The dominant tone near 28Hz in Figure 5.9c was reproduced by a 

number of the optimizations for both interdependence and continuity. This suggests 

that the same excitation class works well for both features. 

When interdependence and continuity are employed, however, on a temporal 

PE excitation there is a decrease in fitness (Figure 5.11i and j). The same occurs for 

the reverse (Figure 5.11c and g), although the decrease is less for temporal PE. The 
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increased sensitivity of the two similar features to the excitation is likely a result of 

their emphasis on temporal offsets; geometric offsets are mostly transparent to the two 

features, and thus, any excitation that fails to emphasize temporal shifts will reduce the 

fitness of the features. Temporal PE is more robust because it is sensitive to both types 

of offset. Correspondingly, temporal PE performs well with all of the optimized inputs 

(Figure 5.11c, g, k, o). As described above, temporal PE does not outperform 

geometric PE for the same reasons that geometric PE does not work as well with 

chaotic inputs. 

Variation exists even within the chaotic class of inputs and the differences 

between the inputs do not seem to be driven solely by frequency considerations. The 

response spectra of the best temporal PE excitation and the best interdependence 

excitation are similar (Figure 5.10d and Figure 5.9f, respectively); both natural 

frequencies are well represented in the response. Furthermore, both input spectra 

(Figure 5.10a and Figure 5.9e) are characterized by reduced power near the first 

natural frequency. While both features perform reasonably well when employed on the 

other feature’s best excitation, both features improve significantly when used with 

their respective tailored inputs. Given the similar frequency characteristics of each 

excitation and response, it would seem that each feature is sensitive to other aspects of 

the excitations that may not have to do with frequency. It is possible that deterministic 

phase relationships may play a part in differentiating the features. 

That temporal PE does not perform as well on the interdependence excitation 

also provides evidence that forcing similar power broadband frequency components in 

the response may not be essential for that feature. Conversely, continuity performs 
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better given the best interdependence excitation. The response spectrum of the best 

continuity excitation (Figure 5.9c) is less balanced than the response spectrum of the 

best interdependence excitation (Figure 5.9f) The continuity and interdependence 

features are seeking to produce the same class of inputs; equal power broadband peaks 

in the response are desirable for these features. 

5.4 Chapter Summary 

This chapter has focused mainly on the effects of conditioning and feature on 

the type of excitations produced by the excitation optimization procedure. First, the 

method of embedding can have an effect on what type of excitation should be 

employed for improved detection. In particular, the two-tone excitations that usually 

outperform the oscillator-generated excitations geometric PE is employed do not 

perform as well if delay embedding is used. The power exchange that is so clearly 

detected when SVD is employed for embedding is not well observed with delay 

embedding. The power exchange between the probe tone and one observation tone for 

one of the Sprott excitations clearly affects the delay-embedded attractor. Thus, 

oscillator-generated excitations should be used to excite the structure if delay 

embedding is employed. 

The feature used during the optimization will significantly affect the class of 

excitation selected by the search algorithm. Features that employ temporal information 

in their formulation require chaotic excitations for improved damage detection. This 

contrasts with the multi-tone excitations preferred for geometric prediction error. One 

hypothesis for the reason that chaotic excitations are preferred is because a broad 
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range of frequencies will be affected by a shift in the transfer function. This frequency 

shift will offset many of the trajectories in the state space and due to time indexing in 

the feature formulations, these shifts are detectable. Failure to use time indexing 

means that the trajectory shifts may not be observed because the neighbors of the 

geometrically transferred fiducial point evolve to similar locations in the state space. 

The chaotic excitations produced for temporal PE, interdependence, and 

continuity have similarities that also parallel aspects of the multi-tone excitations 

preferred for geometric PE. In particular, power is minimized near the first natural 

frequency and increased near the second natural frequency. Thus, the broadband peaks 

corresponding to the natural frequencies of the structure approach a condition where 

they have similar power in the response. An excitation that demonstrates this 

definitively was not found but evidence was supplied that implies such a conclusion. 

Further work in this area is warranted. 
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6 Experimental Demonstration of Tailored Excitations 

6.1 Introduction and Overview 

Until this point, all experiments have been performed on computational models: 

much use has been made of the spring-mass system. The use of simple models 

improves the ability to determine what elements of the excitation are preferred for 

improved damage detection, and in this chapter an experimental oscillator system is 

introduced and it is shown that excitations that have been optimized on a model of the 

system will improve damage detection in the experimental system. 

Furthermore, the two-tone excitations discovered in chapter 4 may be tailored to 

the observed structure such that boundary condition perturbations that otherwise might 

cause false positive indications of damage are rejected. This is achieved by balancing 

the power of the two input tones and selecting their frequencies such that various 

combinations of frequency shifts in the transfer function can be emphasized or 

suppressed. This is useful, for example, if temperature effects are expected to stiffen a 

structure while damage effects are expected to soften the structure. The excitation can 

also be tailored such that the reverse is true, that is, it is more sensitive to hardening 

effects than softening effects. The chapter begins with a description of the 

experimental setup and procedure, the results are discussed, and finally, a class of 

excitations that are resistant to boundary condition perturbations is described. 
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6.2 Experimental Oscillator 

In order to determine how well the optimized excitations work on an 

experimental structure a computational model of the structure with nominally similar 

parameters to the experimental system is generated, excitation optimization is 

performed on the model, and then the generated excitations are tested on the 

experiment directly. 

6.2.1 Experimental Setup 

The experimental structure is the 5DOF spring-mass system shown in Figure 

6.1a. The five masses are aligned vertically and allowed to slide along the supporting 

steel rod under excitation from the shaker attached to the fifth mass. Accelerometers 

(100 mV/g) are attached with wax to each of the masses while a force sensor (50 

mV/lb) is used to measure the excitation. The shaker is bolted to a 4’ x 2’ x ” steel 

plate which also serves as the anchor plate for the test-support frame. A stinger is used 

to couple the shaker to the force sensor, which is bolted flush with the fifth mass. The 

shaker update rate and all data acquisition are performed at 4 kS/s with the force and 

acceleration responses sampled in multiplex by a National Instruments SCXI-1531 

module. Excitations are designed for the experimental oscillator by running an 

optimization procedure on a model of the system as described in the next section. 
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Figure 6.1: (a) Experimental 5DOF spring-mass system. A force gauge is placed in-line with the 

stinger and the last mass. (b) 5DOF spring-mass model with damping. Parameters used for the 

model are shown.  Damage is introduced by reducing the stiffness of the first spring by 7%. (c) 

Natural frequencies of the experimental and model systems. 

 

6.2.2 Tailoring the Excitation 

Excitations are designed for the experiment by running the optimization 

procedure shown in Figure 4.1 and described in Section 4.2 with a 5DOF model of the 

experimental system. A schematic of the model and list of the parameters employed is 

given in Figure 6.1b. The z1 time series generated by integrating the Lorenz ODE 

system is applied at the last mass (recall Eq. 2.16 in Section 2.6.1) with the 

acceleration response of the first mass taken as the system observable. Damage is 

introduced by reducing the stiffness of k1 (the spring closest to the fixed base) by 7% 

which is the degree by which the stiffness of the first spring is reduced in the 
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experiment. The mass and stiffness values given in Figure 6.1b are also based on 

experimental parameters. 

Damping is estimated as the average of the five log decrements calculated 

from the acceleration response of each mass to an impulse. Although this is not the 

best estimate of damping, a first-order approximation is sufficient because stiffness 

changes—not damping—drive the dynamical changes that are observed as a result of 

damage. In addition, although the natural frequencies of the model and actual systems 

are not exact, improved excitations generated for the model system are found to work 

well on the experiment for reasons that will be described in Section 6.2.3. 

 The excitation source employed for the optimizations is the Lorenz system of 

equations, where each integration is carried out for 35 s from the initial condition z = 

[0 1 0]T with the first 10 seconds of the integration discarded after integration to 

remove transients. The resulting input is used to excite the model system at the last 

mass and after integration the first 5 s of the excitation are discarded as well. Thus, 

steady-state excitations are expected. During the optimization procedure, the fixed 

step size is 0.00025 s.  

Candidate excitations are created by allowing differential evolution to operate 

on a starting population of 10 parameter vectors where elements of the vector are 

initialized with uniform probability from the range (0,30]. The speed parameter is 

restricted to stay below 40 during the course of the optimization and five 100-

generation runs are performed with the best solution out of five selected to excite the 

experimental system. The employed feature is the all geometric centroid-centroid 

prediction error and thus, the tailored inputs are multi-tonal rather than chaotic. 
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6.2.3 Experimental Procedure 

As has been the case for all of the computational data-driven optimization 

procedures, two baselines are created from a pristine response and corrupted with 

additive white noise and a damaged time series with a third instance of additive noise 

is observed as well. The goal of the algorithm is to drive the baseline-baseline and 

baseline-damaged feature distributions apart under the action of natural selection and 

modification of the input. Given an excitation as the end result of this procedure, the 

input is tested on the experimental structure in the same manner. That is, two baseline 

responses are extracted from the structure as well as a damaged response. The 

experimental design, however, necessitates the accumulation of two classes of 

baseline. 

The first class of baseline is acquired prior to disassembling the structure. 

Specifically, two runs of 25 s are applied to the system via the shaker for each of the 

trial excitations and the two acquired responses are the baseline first mass acceleration 

time series b1a and b1b. These baselines are most similar to the baselines used in the 

optimization procedure: they differ only due to (assumed) additive white noise arising 

from minor environmental and experimental variations. Following the accumulation of 

the two baselines, the structure is disassembled, the reduced-stiffness spring is 

installed, the structure is reassembled, and two damaged time series d1a and d1b are 

recorded. 

The second class of baseline is accumulated following acquisition of the two 

damaged time series. The structure is dismantled again, the original spring is 

reinstalled, and after reassembly, two additional baseline time series b2a and b2b are 
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recorded. In addition to the noise included in the first two baselines, these baselines—

when compared to the first baselines—incorporate additional dynamical changes that 

result from deviations of the support rod from vertical and changes to the support 

structure: that is, boundary condition perturbations. 

All damaged distributions are calculated by comparing between b1a and d1a, 

while the baseline-baseline distribution is calculated using two different sets of 

baselines: one set gathered prior to disassembly, the other gathered after reassembly. 

A hypothesis test that employs a baseline distribution gathered from between b1a and 

b1b be called a case 1 comparison. A baseline distribution formed from a comparison 

between b1a and b2a is called a case 2 comparison. For a case 1 comparison, both 

baseline time series are recorded prior to dismantling the structure and installing the 

damaged spring. In a case 2 comparison, one baseline time series is recorded prior to 

installing the damaged spring and the second baseline is recorded after the undamaged 

spring has been reinstalled and the experiment reassembled. 

Any successful change detection given a case 1 comparison will not guarantee 

that the reduced spring stiffness is what is being detected; i.e., change detection may 

be successful, but there is no guarantee that it is damage detection. Repeatable 

discrimination given a case 2 comparison strongly suggests that the stiffness 

reduction—not boundary condition perturbations—has been detected. 

A total of eight excitations are tested and compared in this study: (1) the best 

excitation from the best optimization run (out of five) produced by the Lorenz system; 

(2) a phase-randomized version of the best excitation; (3) a sinusoid mixture that 

matches the frequency spectrum of the best excitation; (4) the second-best excitation 
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produced by the optimization that produced the best excitation; (5) a phase-

randomized version of the second-best excitation; (6-8) typical chaotic Lorenz inputs 

with  = 40, 100, and 200. All of the excitations are normalized by the maximum 

magnitude value in the time series. Of these excitations, the sinusoid mixture is the 

only input that has not been adequately explained in previous chapters. 

The sinusoid mixture is generated by summing a number of sinusoids with 

amplitudes adjusted such that the power spectrum of the mixture is similar to that of 

the excitation whose spectrum should be matched. The phase of each sinusoid is set as 

zero for simplicity, although the phase can affect the fitness of the excitation. The 

point of such an exercise is to further illustrate the importance of deterministic phase 

relationships. If the spectrum is closely matched to the original and the excitation is 

deterministic, the fitness of the mixture and the original should be similar if 

deterministic phase relationships do not matter. The spectrum of the mixture and the 

best Lorenz are shown in Figure 6.2. The first 14 frequencies (except for the DC 

component) are closely matched by the sinusoid mixture. Frequency components 

60dB down and lower were ignored. As will be seen, the state space is dominated by 

the top five tones in the response, and no frequencies beyond 150 Hz are well 

represented. 
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Figure 6.2: Normalized power spectral density of the best discovered excitation and its sinusoid 

analogue. 

 

6.2.4 Results and Discussion 

For each of the excitations tested on the structure, the results are separated into 

case 1 and case 2 and then displayed in Figure 6.3. All of the tested excitations shown 

in Figure 6.3 are able to detect a change in the system when the baseline distribution is 

calculated as described for case 1. This illustrates that the excitations are capable of 

change detection but does not prove that they are capable of damage detection, given 

the design of the experiment.  

This is because variations between the two case 1 baselines are caused solely 

by measurement, experimental, and environmental noise. Once the system has been 

dismantled to install the damaged spring, the dynamics in the damaged condition 
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incorporate variations originating from boundary condition changes associated with 

the dismantling procedure, the stiffness reduction associated with the new spring, and 

noise sources that were present during the baseline-baseline comparison. As such, it is 

impossible to determine whether detected changes in structural dynamics are caused 

by damage or boundary condition differences. An experiment where a reduction in 

stiffness could be introduced without perturbing the boundary conditions would be a 

better test of the detection improvement gained from the optimization procedure, such 

as the one introduced in chapter 7. 

 

 
Figure 6.3: (a) Fitness values determined from the experiment for each excitation and boundary 

condition case. Only the best excitation and its surrogate and multi-tone analogues are shown for 

case 2 results as none of the other excitations could successfully discern the damaged condition. 

(b) Prediction error (PE) histograms corresponding to the best excitation with case 2 boundary 

conditions. (c) PE histograms corresponding to the best excitation multi-tone analogue with case 2 

boundary conditions. (d) PE histograms corresponding to the best excitation phase-randomized 

surrogate with case 2 boundary conditions.  
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Only one of the tailored inputs and its analogues are capable of detecting 

damage consistently. All of the other excitations are unable to reliably detect damage 

given a case 2 baseline distribution. Fitness for most of these excitations is close to 

zero or is negative, that is, boundary condition perturbations completely overwhelm 

any indication of the reduction in spring stiffness. The results from these excitations 

are not shown. 

Nevertheless, all of the excitations are able to discern the change that 

accompanies installation of the spring. More specifically, the best excitation 

outperforms all of the typical chaotic inputs by a significant margin. We note that the 

phase-randomized surrogate of the best excitation and the sinusoid mixture have 

significantly reduced fitness relative to the original; an indication that excitation 

frequency characteristics are not the only determinant of detection sensitivity. The 

same trend is observed for the second-best input and its surrogate.  

Even with a case 2 baseline, the best excitation outperforms the best chaotic 

Lorenz input. This validates the results provided in chapter 5, showing that the feature 

and the excitation should be considered in concert. All geometric prediction error does 

not perform as well with chaotic inputs, and thus, the tailored input outperforms the 

typical Lorenz input.  

To ensure that the results observed for the best excitation are repeatable, an 

additional round of tests is performed. In this case, the best excitation is used to excite 

the structure for five new trials with a case 2 comparison. Each trial involves a 

complete disassembly and reassembly procedure in order to accumulate five unique 

case 2 baselines. In addition, the second- and third-best excitations discovered during 
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the same optimization run are also tested on the structure. Again, the best discovered 

excitation is the only input that can reliably discern between boundary condition 

perturbations and damage. The other excitations produce negative fitness values for 

some of the five trials, illustrating the dependence on boundary condition 

perturbations. In contrast, the best excitation detects damage and rejects false positives 

arising from the dismantling procedure for all five trials. The reason for this improved 

performance is related to the tendency of nonlinear ODE systems to generate multi-

tone excitations as well as the improved fitness observed for the two-tone power 

exchange discussed in chapter 4. 

Typically, the optimization procedure will tend to converge to an excitation 

that places a probe tone near the first natural frequency of the structure; which is also 

the case for the current application. The optimization procedure selects for a probe 

tone near the first natural frequency of the model; however, this tone does little good 

when applied to the experimental system, which has a very different first natural 

frequency. 

This does not prevent the discovery of good solutions, however, because the 

solutions produced by the ODE system are often multi-tonal. If the structure is multi-

modal (as actual structures are), then there are a number of transfer function poles that 

can be observed in order to detect changes in the natural frequencies. There are more 

opportunities for the algorithm to place probe tones near these natural frequencies. An 

excitation that places only a probe tone and an observation tone near the first natural 

frequency is not as likely to be as sensitive to damage as an excitation that has placed 

a probe tone near more than one natural frequency. As a result, the algorithm is more 
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likely to produce excitations with more than one probe and observation tone pair. The 

experiment provides a good example of this type of excitation. As shown in Figure 6.4 

the excitation has a probe tone near the first and second frequencies of the model and 

the latter corresponds well with the experimental natural frequency. 

 
Figure 6.4: Normalized power spectral densities calculated from the experimental first mass 

acceleration response to the best discovered excitation. Case 2 baselines as well as the damaged 

response are shown. Solid vertical lines represent the experimental natural frequencies near 30, 

55, 75, 97, and 112 Hz. Dotted vertical lines represent the model natural frequencies at 18, 53, 83, 

104, and 116 Hz. 

  
 The general two-tone power exchange concept helps to explain what governs 

the fitness of the more complicated multi-tone inputs. The multi-tone input simply 

represents a combination of probe and observation tone pairs. The introduction of 

additional tones with similar power generates additional considerations as each 

introduced tone can be paired with each other tone to yield a combination of output 

power balances that depend on the structural transfer function. Transfer function 

frequency shifts may affect the gain at all of the input tone frequencies but the largest 
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changes are observed when an exchange of power between a pair of tones occurs. The 

tones affected by the power exchange need not be the most powerful tones in the 

response, although the effect is enhanced if they are dominant. 

Looking more closely at Figure 6.4, there is an exchange of power between the 

probe tone near 55 Hz and the observation tone near 73 Hz (which is also a probe tone 

for the third natural frequency). The probe tone is more dominant than the observation 

tone prior to the introduction of damage. Following the introduction of damage, the 

observation tone dominates the probe tone and this exchange significantly affects the 

state space attractors as seen in Figure 6.5. The exchange between these two tones 

drives most of the change in the state space; however, each of the other tones in the 

response is essentially an observation tone relative to the two tones that experience the 

largest shift in power. This is shown by the deformation of the attractor “loops” that 

represent each dominant frequency in the state space. 

 
Figure 6.5: (a) Projections of the baseline embeddings of the experimental first mass acceleration 

time series for one case 2 trial given excitation by the best discovered input. (b) The damaged 

embedding as well as the two baseline embeddings. 

 
The above discussion may provide an indication of why the best excitation is 

able to detect damage but it does not explain why the excitation is robust to boundary 
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condition perturbations. The same sensitivity that allows for damage detection could 

also force the excitation to register false positives; however, the excitation consistently 

detects the damaged condition given a case 2 comparison. This robust rejection of 

perturbation-induced false positives stems from the positioning of probe and 

observation tones relative to the poles of the transfer function. 

6.3 Perturbation-Resistant Excitations 

The position of the two tones near 55 Hz and 73 Hz is essential to the best 

excitation’s resistance to boundary condition perturbations. The tone at 73 Hz plays 

the part of an observation tone to the probe at 55 Hz; however, the roles could just as 

easily be reversed because the tone near 73 Hz is effectively a probe tone for the third 

natural frequency at 75 Hz and the tone near 55 Hz could be an observation tone. The 

probe and observation tone discussion in chapter 4 generally assumed that the 

observation tone was not near a natural frequency. The proximity of each of these 

tones relative to the natural frequencies is an important factor in rejecting 

perturbations. 

The relative power between the two tones in the baseline condition, which tone 

initially dominates, and by how much, will determine sensitivity to parameter 

perturbations. The final element that affects robust detection is the expected direction 

of natural frequency shifts in the transfer function due to damage, for example, a 

hardening vs. a softening stiffness change. These three factors—the position of the 

tones relative to the transfer function, which tone initially dominates the response, and 
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the direction of the transfer function shift—allow the best discovered input to reject 

boundary condition changes as false positive indications of damage. 

 
Figure 6.6: Representations of parameter perturbations for a two-pole system. The location of the 

input tones relative to the transfer function poles in the frequency domain is demonstrated by the 

arrows. The power of the output tones before and after a perturbation event is illustrated by the 

delta functions below the transfer function.  (a) Scenario A: parameter perturbations shift the 

poles of the transfer function in opposite directions (black arrows). If the change in transfer 

function gain, H12(f), at the probe tone frequency (fp) and the observation tone frequency (fo) are 

the same, then the power ratio between the two tones remains the same because each tone loses 

the same amount of power. (b) Scenario B: parameter perturbations force poles together and each 

tone gains the same amount of power. (c) Scenario C: each pole shifts to a higher frequency. The 

probe tone gains power while the observation tone loses power and no exchange of power occurs. 

(d) Scenario D: each pole shifts to a lower frequency. The probe tone loses power while the 

observation tone gains power. There is a chance that a parameter perturbation will force an 

exchange of power if the power imbalance between the tones is not large enough initially. Damage 

will still be detected if the perturbation does not produce a larger frequency shift. 

 
Four types of perturbations that can affect the transfer function are shown in 

Figure 6.6. A two-pole transfer function is shown, and a two-tone excitation with 

frequencies given by the red arrows is presumed to excite the system. Boundary 

condition perturbations could conceivably shift the poles of the transfer function apart 

(scenario A), together (scenario B), to higher frequencies (scenario C), or to lower 

frequencies (scenario D). These scenarios cab be termed A-, B-, C-, and D-
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perturbations. Depending on the three factors discussed above, the input can be 

designed such that sensitivity to either of these scenarios is increased, while sensitivity 

to the others is decreased. 

If the perturbations change the gain at each tone frequency by equal amounts 

and the probe tone initially has more power than the observation tone near the second 

natural frequency, the initial power balance between the two tones for A- and B-

perturbations will be unchanged, because each tone gains or loses the same amount of 

power. If both poles shift to higher frequencies, then the probe tone will gain power 

relative to the observation tone and no exchange of power will occur. If both poles 

shift to lower frequencies, a power exchange may occur as the probe tone loses power 

depending on the initial power balance between the two tones.  

Ideally, for D-perturbations, the baseline power imbalance is such that a 

softening parameter perturbation caused by boundary condition changes or 

environmental variability for both natural frequencies does not force an exchange of 

power. Instead, the damage-induced shift must be larger than the perturbed shift to 

reliably detect damage. The initial power imbalance and the extent of a damage-

induced shift relative to a perturbation-induced shift determine the sensitivity of the 

excitation. 

The assumption of equal change in gain for each tone is not likely to occur in a 

typical situation, yet the logic of parameter shifts relative to the location and power of 

probe and frequency tones is unchanged. Instead, design of the input becomes a matter 

of increasing or decreasing the likelihood of the perturbations forcing a power 

exchange. Thus, if the input tones are designed as described above, scenarios A and B 
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are less likely to force an exchange of power. Similarly, an exchange of power forced 

by C-perturbations is unlikely to occur if the initial power imbalance between the 

probe and observation tones is sufficient. The initial power imbalance required to 

prevent an unwanted exchange of power essentially governs detection sensitivity.  

The effect of a power exchange on the attractors and the importance of such an 

exchange only occurring as a function of damage are illustrated by comparing Figure 

6.7 and Figure 6.8. Figure 6.7 is a different best input trial from that shown in Figure 

6.5. In this case, boundary condition perturbations are more severe and the two 

baseline attractors exhibit more differences. The drop in probe tone power between the 

second baseline and the first baseline that forces these attractor differences can also be 

seen in Figure 6.7c. 

 

 
Figure 6.7: (a) Projections of the baseline embeddings of the experimental first mass acceleration 

time series for a different best excitation case 2 trial than the one shown in Error! Reference source 
not found.. (b) The damaged embedding as well as the two baseline embeddings. (c) Three most 

dominant tones from the normalized power spectra of the baseline and damaged acceleration 

time series. An exchange of power is observed between the probe tone near 55 Hz and the 

observation tone near 73 Hz as a result of damage. The two baselines are more dissimilar than in 

Error! Reference source not found. due to the larger drop in probe tone power in the second 

baseline run 

 
  Figure 6.8 is derived from the third-best excitation. This input is similar to the 

best input except that the three tones near the second, third, and fourth natural 

frequencies reside at slightly higher natural frequencies. This does not prevent damage 



202 

 

 

discernment for some of the case 2 trials. In other trials, however, the excitation fails 

to reject boundary condition perturbations. Ironically, the reason for this failure is 

because of a power swap—one forced by boundary condition perturbations. 

 

 
Figure 6.8: (a) Projections of the baseline embeddings of the first mass acceleration time series for 

one case 2 trial with excitation by the third-best input. (b) The damaged embedding as well as the 

two baseline embeddings. (c) Three most dominant tones from the normalized power spectra of 

the baseline and damaged acceleration time series. The tone near 55 Hz is dominant in the first 

baseline case while the tone near 92 Hz is dominant in the second baseline case. Note that an 

exchange of power still occurs between the tones near 55 Hz and 73 Hz in the damaged case.   

 
 Figure 6.8c shows an exchange of power between the probe tone near 55 Hz 

and the observation tone near 73 Hz as a result of damage. Unfortunately, there is also 

an exchange of power between the probe tone near 55 Hz and the observation tone 

near 92 Hz for the second baseline. This exchange clearly affects the embedded 

attractor as is seen in Figure 6.8a. As a result the prediction error between the two 

baselines is on the same order as the prediction error between the baseline and 

damaged attractors. The prediction error distributions associated with Figure 

6.5,Figure 6.7, and Figure 6.8 are shown in Figure 6.9. 
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Figure 6.9: Resampled prediction error histograms from: (a) first trial associated with the best 

discovered input; (b) second trial associated with the best excitation; (c) trial with the third-best 

excitation. Each abscissa is divided into 500 bins and each histogram is composed of 4000 PE 

values. 

 
Shifting the three input tones near 55 Hz, 73 Hz, and 92 Hz to higher 

frequencies serves to change the excitation sensitivity to perturbations for two reasons. 

First, the initial power of the probe tone near 55 Hz is reduced as it moves away from 

the pole. Second, the sensitivity of the observation tones near 73 Hz and 92 Hz is 

increased as they shift closer to their respective poles. The reduction in initial probe 

tone power and the increased sensitivity of the observation tones combine such that 

boundary condition perturbations are more likely to force an unwanted power 

exchange. The complications introduced by the addition of multiple tones are well 

illustrated by this example. 

This interplay of power between the three tones for the third-best excitation 

suggests the possibility that damage could be localized through careful selection of 

input tone characteristics and observation of local state space regions. For example, 

damage to the third spring will affect the third natural frequency differently than 

damage to the first spring affects the third natural frequency. Theoretically, tone pairs 

could be arranged such that a given pair is more sensitive to shifts in the pole that is 

closest to the probe tone for that pair. Larger frequency shifts related to that pole 
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would have a more pronounced affect on local regions of the state space that 

correspond to those frequencies.  

An example of a localized change in the state space is given by the appearance 

of the tight loop in the second baseline attractor shown in Figure 6.7a. The spectrum 

shown in Figure 6.7c is similar to the complete spectrum for the best excitation trial 

shown in Figure 6.4; the loop develops because the balance of power between the five 

most prominent tones has shifted enough to allow the tone near 110 Hz to be better 

represented in the state space. The major loops in the state space mostly correspond to 

the five most powerful tones shown in Figure 6.4. 

As described, state-space-based damage localization would require detailed 

knowledge of the effect of damage at different locations on either the system natural 

frequencies or its local state space geometries. As a result, a supervised learning 

procedure using either the structure (assuming repeatability) or a well-represented 

model is required, which is already a necessity and preferred for the optimization 

procedure. The concept of monitoring local regions of state space has been 

investigated by Overbey and Todd (2008) where it was shown that employing 

prediction error only on local state-space geometries can effectively increase 

sensitivity to specific damage. Although local state space regions were not used as a 

means of determining damage location on a structure, the extension is clear. 

Monitoring probe and observation tone pairs to locate damage is reminiscent of 

work by Adams et al. (1978), where damage detection and localization were achieved 

by monitoring the ratios of pairs of natural frequencies. The same principles apply, but 

in this case, the increased sensitivity of prediction error to a single class of 



205 

 

 

perturbation by using specifically improved active excitations provides additional 

information that could be used to help with damage presence and location detection. 

As with Adams et al. (1978), a model or knowledge of dominant natural frequencies is 

required in order to design the input.  

Regardless of whether damage localization can be achieved with tailored 

excitations, the primary benefit of the two-tone excitations is that they can be designed 

to reject parameter perturbations. Environmental and operational effects that lead to 

particular classes of perturbations can be more readily rejected through proper input 

design. For example, an increase in stiffness or temperature (depending on the 

application), or a decrease in mass will be observed as a C-perturbation. An increase 

in mass or decrease in temperature will yield the more confounding D-perturbation, 

but may not force a power exchange if the initial power imbalance is sufficient. As 

long as a decrease in stiffness is more likely to cause an exchange of power, the 

number of false positives can be reduced.  

So far, rejection of parameter perturbations has been discussed under the 

assumption that damage will manifest as a decrease in fitness, but there is no need to 

restrict discussion to detecting D-perturbations. In particular, it is possible to design 

the input tones such that sensitivity to any of the perturbations is increased with an 

attendant decrease in sensitivity to the other perturbation types. For example, if the 

initial balance of power is switched such that the observation tone is more powerful 

than the probe tone in the baseline condition, then the sensitivity to C- and D-

perturbations will be reversed. An expected stiffening event is more likely to be 
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detected than a softening event. Similar reversals in sensitivity to environmental and 

operational perturbations will occur.  

In effect, sensitivity to any of the perturbation scenarios can be increased 

relative to the other perturbation scenarios by moving the probe or the observation 

tone to a lower or higher frequency relative to the nearest pole. For example, 

sensitivity to A-perturbations can be increased by maintaining the probe tone as the 

dominant baseline tone in the position shown in Figure 6.6 and moving the 

observation tone to a higher frequency than the second pole. If this is happens, B-, C-, 

and D-perturbations will be less likely to force an exchange of power. Given this new 

configuration, simply exchanging which tone is dominant in the baseline condition 

will change the sensitivity from A- to B-perturbations. Similarly, the observation tone 

could stay where it is shown in Figure 6.6 and the probe tone could be placed at a 

lower frequency than the first natural frequency in order to increase sensitivity to A- or 

B-perturbations. Thus, it appears that the input can be engineered to reject boundary 

condition perturbations and improve localization capability.  

6.4 Chapter Summary 

The excitation optimization procedure is capable of producing inputs that 

improve damage detection in an experiment. In particular, two tailored excitations 

were compared to surrogates, sinusoid mixtures with similar frequency characteristics, 

and various chaotic excitations with differing frequency bands. The best tailored input 

significantly improved damage detection in all cases. The second-best excitation was 

only capable of change detection given the design of the experiment. In all cases, the 
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phase randomized surrogate and the sinusoid mixture were less fit than their oscillator-

generated counterparts. 

Two classes of baseline conditions were tested: the first assuming that 

boundary condition perturbations induced by the installation of the damaged spring are 

small and can be ignored; the second required reassembly of the structure prior to 

calculating a second baseline. The first case does not allow a definitive determination 

between damage- and perturbation-induced dynamic changes. Excitations capable of 

distinguishing the reassembled baseline condition from the damaged condition have 

truly performed damage detection rather than change detection. Only the best 

discovered excitation and its analogues were capable of case 2 discrimination. 

A power exchange between probe and observation tones near the second 

natural frequency of the structure drive this excitation’s excellent performance. 

Furthermore, it was shown that the probe and observation tones are such that boundary 

condition perturbations are more likely to be rejected. Reasons for why this is the case 

were presented and benefits that could arise from careful selection of input tones such 

as damage localization and the rejection of environmentally- and operationally-

induced false positives were discussed. 
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7 Experimental Demonstration of Tailored Excitations 

7.1 Introduction and Overview 

In chapter 6 it was shown that a model can be used to train an ODE system to 

generate excitations that improve damage detection in an experimental oscillator. The 

model and experimental parameters are nominally similar, and the equations of motion 

governing the experimental system are known precisely. This is not always the case. 

For many practical applications, the parameters are not well characterized, the model 

is approximate, the model is complicated, or some combination thereof. The excitation 

optimization routine is general and can be parallelized to run each population 

member’s fitness calculation simultaneously, which allows for more complicated 

models to be introduced; it is of interest, however, to develop a means of rapidly 

improving excitations for any structure in the minimum amount of time. In this 

chapter, a procedure is introduced that only requires knowledge of two of the 

structure’s natural frequencies in order to create improved inputs. 

In particular, noting that the zeros of a filter will suppress frequency information 

and the poles will amplify frequency information, the idea that a structure simply 

filters the input is exploited and an infinite impulse response (IIR) filter with poles that 

mimic the resonances of the structure is designed. Damage is simulated by a second 

filter where the poles have been shifted by a fixed amount to simulate a softening 

stiffness change. These filter analogs take the place of the structural model and are 

used to shape the frequency spectrum of the time series produced by the excitation 
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source. Building on the two-tone results presented in chapter 4, all that the filters need 

approximate are at least two of the structure’s natural frequencies.  

Furthermore, one of the temporally-based features is employed during the 

optimization so that chaotic inputs are generated. This further reduces the need to 

accurately model the transfer function as the broadband peaks of the chaotic tailored 

inputs are spread over the frequency domain such that the two sensitivity improving 

broadband peaks preferred in the response are more likely to occur. These concepts 

are tested on a one-bay frame structure characterized by two bolted lap joints across 

the span where damage is simulated by reducing the preload of one of the lap joints. 

Thus, the need for a complicated structural model during the supervised learning 

process that yields tailored excitations is removed. In doing so, any evolutionary 

pressure to select excitations with deterministic phase relationships that might improve 

detection sensitivity is removed; the focus is shifted instead to frequency information. 

Deterministic excitations are still desirable, however, because deterministically-

formulated features are used. Before experimental results are presented, a description 

of the elements of basic filter theory is provided to show how the structural analog is 

generated. 

7.2 Filter Theory: Difference Equations, Poles, and the Z-Plane 

The goal of the filter analog is simply to match the poles of the filter with the 

structural resonances in the frequency domain. In addition, once the poles have been 

specified in the frequency domain, it is necessary to implement the filter. This is 

accomplished using difference equations that relate delayed samples of the input and 
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output. These difference equations have a defined relationship with the location of 

poles and zeros in the z-plane and the z-plane is used to inform the design of the filter. 

Thus, a brief review of difference equations, the system or transfer function, and the z-

plane is provided. Much of the following discussion is informed by (Oppenheim et al., 

1999). 

The notation in previous chapters employed x to represent structural response 

and z to denote the state variables of a system of ODEs. In this chapter, such notation 

could be confusing as when discussing the z-transform. Thus, in this chapter, yn 

represent the discretely sampled response to an input vn. In particular, the response of 

a structure to an input can be described by the convolution of the input and the 

structure’s impulse response function hn as 

nnn hvy =     , (7.1) 

which has a corresponding z-transform 

( ) ( ) ( )zVzHzY =     , (7.2) 

where the system function, H(z), is the z-transform of the impulse response function. 

Evaluating the system function on the unit circle, z = e
j , yields the frequency 

response function H(e
j

). V(e
j

) and Y(e
j

) correspond to the Fourier transforms of the 

input and output, respectively. This relationship between input and output through the 

system function is important for understanding how a filter described by a difference 

equation can approximate a structure. 

 Continuing, consider the class of systems whose input and output satisfy the 

difference equation 
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Take the z-transform of both sides of Eq. 7.3 and factor Y(z) and V(z) to yield, 

( ) ( )zVzbzYza
M

k

k

k

N

k

k

k =
== 00

 , (7.4) 

which, noting  Eq. 7.2, can be rearranged as 
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The z-k terms are shift operators defined such that akz
-k = akyn-k and bkz

-k = bkvn-k . Thus, 

the system function of a difference equation can be written as the ratio of polynomials 

that describe the factors that multiply delayed copies of the data sequences given by yn 

and vn. Equation 7.5 can then be written in factored form as 
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where each of the factors (1-ckz
-1) contributes a pole at z = 0 and a zero at z = ck, and 

each of the factors (1-dkz
-1) contributes a zero at z = 0 and a pole at z = dk. The form 

given in Eq. 7.6 is useful for locating the position of poles and zeros in the z-plane, 

which will ultimately provide insight into how the poles and zeros of the system 

function filter the frequency content of the input. 

 The above discussion is illustrates the link between the system function in the 

z-domain (and ultimately the frequency domain) and the difference equation in the 
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time domain. The behavior of a given structure—as represented in general by its 

frequency response function (FRF), and in part by its natural frequencies—can be 

approximated by a difference equation of the form given in Eq. 7.3. The following 

example illustrates the relationship between poles, zeros, natural frequencies, and 

difference equations. 

 Assume a system function given by  

( )
( )( )11 11

1
=

zrezre
zH

jj
     . (7.7) 

which is in the form given by Eq. 7.6. Each of the dk terms is a vector in the z-plane 

written in polar form where r is the length of the vector from the origin and  is the 

positive angle between the abscissa and the vector. As shown, there will be two zeros 

at z = 0 (one from each factor) and two poles: one at at z = rej
 and the other at z = re-j

. 

The location of the poles and zeros can be represented pictorially on the z-plane as 

shown in Figure 7.1. 
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Figure 7.1: z-plane representation of poles (‘x’) and zeros (‘o’) relative to the unit circle as defined 

by system function given in (8) with  = 60
o
 and r = 0.75.  Multiplicity of the zeros at the origin is 

shown. 

 
The discrete Fourier transform is the special case of the z-transform evaluated 

on the unit circle where, for a given sampling rate fs,  =  represents the Nyquist 

frequency, fs/2. The frequency attenuation or gain associated with a zero or pole, 

respectively, will be more pronounced as r approaches unity. If the system is to remain 

stable, r must be less than unity for each of the poles. The angle represented by  

governs the frequencies that will be most affected by a given pole or zero. Thus, 

Figure 7.1 shows that input frequencies that are near 60o/180o = 1/3 the Nyquist rate 

will be amplified by the system function while the zeros at the origin will have no 

effect on frequency. The pole in the bottom half of the z-plane represents the negative 

portion of the frequency spectrum. 
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 Given the amplification of input frequencies that are near the resonances of a 

structure, the natural frequencies are analogous to the poles of a system function, and a 

filter of the form given in Eq. 7.3 can be designed that approximates structural 

resonances. Equation 7.7 can be expanded and simplified to yield 

( )
( ) 221cos21

1

+
=

zrzr
zH  . (7.8) 

Which, recalling Eqs. 7.3, 7.4, and 7.5, corresponds to the difference equation 

( ) nnnn vyryry =+ 2

2

1cos2 . (7.9) 

Imposing causality (yn = 0 for all n < 0) and initial rest conditions (vn = 0 for all n < 0), 

the response of the filter to the input sequence vn can be determined. 

 Thus, the frequency response of the structure can be approximated by 

multiplying filters of the form given by Eq. 7.7 for each natural frequency included in 

the analogous filter, Ha(z), as follows: 

( ) ( )
=

=
W

i
ia

zHzH
1

 , (7.10) 

where W is the number of natural frequencies and 

( )
( )( )11 11

1
=

zerzer
zH

ii j

i

j

i

i  . (7.11) 

Given Ha(z) the factors can be multiplied to yield the form shown in Eq. 7.8 

and ultimately determine the difference equation that will approximate the frequency 

characteristics of the structure. Damage to the structure is simulated by creating a new 

filter where each new pole has been shifted by a given angle from the baseline filter 
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poles. For example, a softening damage condition is simulated by allowing the i (or a 

subset of the i) to shift to lower frequencies by a set amount (e.g., 1%).  

The exact amount of simulated damage is not in itself important. Rather, 

simulated damage should be enough that the frequency shift is noticeable but not so 

much that any excitation that minimally excites any frequencies near any i will see 

large changes in the frequency response. If any of the poles has been shifted 

significantly more than the other poles, then the optimization will emphasize the 

dominant pole and power will be concentrated in that frequency band.  

Once the difference equation corresponding to the analogous filter has been 

obtained, then it is a simple matter to determine the effect of the filter on the excitation 

produced by an ODE system with a given set of parameters. Thus, the filter Ha(z) is 

used to provide evolutionary pressure that forces excitations produced by the ODE 

system to have frequency characteristics that improve damage detection for a given 

structure and damage condition. 

7.3 Frame Experiment 

The structure on which the idea of filter-as-structure-analog is tested is the 

single-bay aluminum frame structure shown in Figure 7.2. The 7 x 2 x 3/8 (inches) 

vertical elements are connected via steel angle brackets (2.5 x 2.5 x 0.25) to the 7 x 2 x 

3/8 horizontal members. The vertical members are attached to a steel base plate (48 x 

24 x 3/4) using angle brackets. The three horizontal members are connected with 

bolted lap joints as shown in Figure 7.2. 
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The structure is excited via the MB Dynamics shaker described in Section 

6.2.1. Similarly, all data acquisition equipment (accelerometers, force gauge, 

acquisition board and modules, etc.) are the same as described in that section. The 

shaker update rate is 4 kS/s and all data acquisition is performed at 4 kS/s. The shaker 

excites the structure horizontally and is attached to the vertical spar via a stinger 

coupled into a force gauge. The force gauge is affixed flush with the spar. Let the 

vertical spar excited by the shaker be called the right-most vertical spar and let the bolt 

closest to the right-most spar be labeled bolt A. 

Four accelerometers acquire data in the vertical direction. Two accelerometers 

are attached near each bolt: one on the upper side of the horizontal spar, the other 

below the spar, coaxial with the upper accelerometer. Only data from the upper-most 

accelerometer near bolt A (channel 1) are analyzed. Each pair of accelerometers is 

affixed to the right-most or left-most horizontal spar on the side of the bolt closest to 

the vertical spar and no accelerometers are attached to the central spar. The first 10 s 

of each 30 s excitation applied to the structure are discarded to remove transients. 

Bolt A is a Strainsert SXS-FB instrumented with a strain gauge to measure 

preload. A piezostack is placed between the structure and the bolt in order to adjust the 

preload. The piezostack is controlled with a Piezomechanik GmbH SVR-1000 

amplifier that can output voltages between 1000 V and -200 V. The pieozostack is 

initially powered to 500 V and then the instrumented bolt is nominally tightened to 

150 in-lbs with a torque wrench. Thus, bolt preload can be controlled by increasing or 

decreasing the voltage across the piezostack. All excitations are applied to the 

structure with a fixed baseline preload of approximately 1740 lbs, the voltage is 
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decreased such that the preload is reduced by 100 lbs (~6%), and then a second 

baseline is acquired by increasing the voltage across the stack until the voltage signal 

from the bolt is the same as it was in the original baseline configuration. Preload is 

estimated from data specifications supplied by the manufacturer. 

 

 
Figure 7.2: One-bay frame structure. Piezo-stack controls preload of the instrumented bolt. 

Accelerometers are on the top and bottom spar near bolt. All response data correspond to the 

acceleration response of the upper right accelerometer (top of spar, closest to shaker). 

 
Structural resonances are identified by using bandlimited white noise with a cutoff 

frequency of 1500 Hz to excite the structure. The normalized power spectral density of 

the structural response acquired from the channel 1 accelerometer is provided in 

Figure 7.3. The first natural frequency is close to 46 Hz, and the remaining five 

dominant peaks are at approximately 116, 270, 360, 460, and 600 Hz. 
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Figure 7.3: Estimation of power spectral density of acceleration response to band-limited white 

noise excitation, 20 averages, 50% overlap, Kaiser-Bessel window with  = 7.85. (a) Full 

spectral range. (b) Spectral range of interest. 

 

7.4 Filter Analogs and Excitation Design 

 To determine if excitation can be improved for the frame structure, three 2-

pole (4th-order) filters are designed to match three pair combinations of natural 

frequencies as determined from the spectral density. The filters mimic the three pairs 

of natural frequencies at 46 Hz and 116 Hz (filter A), 116 Hz and 270 Hz (filter B), 

and 116 Hz and 460 Hz (filter C). Excitations are generated for each filter separately 

via the data-driven optimization procedure described in Section 4.2 with the Lorenz 

system of ODEs given by Eq. 2.3 as the excitation source. The population size is 10, 

the initial vectors are initialized uniformly from the range (0,30], and 600 generations 

are allowed for an optimization run. Interdependence is the employed feature. 

 There are three methods by which excitations can be generated for the 

structure, because each filter is specific to the sampling rate at which it is designed. 

The frequencies that are affected by poles or zeros depend on both the specification of 

 and a sampling rate. This can be beneficial because it means the optimization can be 
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performed at a lower sampling rate than will be used for the experiment, which is 

important because the update rate of the shaker will effectively control the speed 

parameter of the oscillator time series. If the time series is generated at 1 kHz and a 4 

kHz update rate is used, then the effective speed parameter is  = 4. As a result, the 

optimization can be performed with a sampling rate of, for example 1 kHz, and once 

the excitation has been selected the result can be sped up by integrating the oscillator 

with  = 4 before it is used to excite the structure with an update rate of 4 kHz. The 

only caveat is that the filter frequencies must be scaled such that the upconversion 

maintains the correct frequency ratio between the two poles.  

In addition, performing the optimization at a lower frequency has the added 

benefit of reducing the size of the space that differential evolution must search in order 

to find an excitation with the correct frequency structure to force the broadband two-

tone response that improves detection. This is important because experience has 

shown that optimizations performed for larger sampling rates are less likely to 

converge as often as those performed on the smaller search space. Thus, the first 

method is to optimize with a lower sampling rate and then speed up the oscillator to 

generate the final time series (or, alternatively, integrate for longer with a lower 

sampling rate and allow the faster update rate to speed up the input). Care must be 

taken if the poles of the filter are closely spaced to ensure that sufficient frequency 

resolution is available to differentiate the poles. In addition, in structures with 

sufficient spatial symmetry, the appearance of repeated roots may affect filter design 

considerations. 



221 

 

 

The second method is to perform an optimization at a lower sampling rate and 

use the solutions from that integration to seed the initial population of an optimization 

performed at a higher sampling rate. Any members of the lower sampling rate 

optimization must be scaled appropriately with their respective speed parameters prior 

to seeding the new optimization. For example, each member of a seed population 

produced by a 1 kHz sampling rate optimization must be scaled by  = 4 prior to 

beginning a 4 kHz sampling rate optimization. The third method is to simply perform 

the optimization at the sampling rate that will be used on the experiment. As 

discussed, this can be a problem if the experimental sampling frequency is large. 

All three methods have been investigated but the examples that are provided 

were developed using the second method. This is viewed as the most thorough search 

because any inaccuracies in the scaling procedure are avoided (frequencies do not 

always scale strictly linearly in practice), and the algorithm is highly likely to settle on 

a good solution during the higher sampling rate optimization given an initial condition 

from a lower sampling rate optimization. 

Now, one of the filters and its characteristics are examined in more detail. In 

particular, the results of a 1 kHz optimization performed with filter A as the structural 

model. The baseline filter is given by 

( )
( )( )( )( )12
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A       (7.12) 

where b

1 = 4.14o, b

2 = 10.44o, r1 = 0.997, r2 = 0.999, and a zero with r3 = 0.999 is 

added at DC (  = 0) to reduce the gain for the lowest frequencies. The damaged filter, 
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( )zH d

A , is give by Eq. 7.12 with the same radii for the poles and zero and with d

1 = 

0.99*4.14o and d

2 = 0.99*10.44o representing a 1% decrease in the natural 

frequencies of the poles due to damage. A 1% decrease in natural frequencies is used 

for all three filters. The parameters for filter B are b

1 = 10.44o, b

2 = 24.3o, r1 = 0.999, 

r2 = 0.9985, and r3 = 0.999. The parameters for filter C are b

1 = 10.44o, b

2 = 41.4o, r1 

= 0.999, r2 = 0.999, and r3 = 0.999.    The magnitudes of the transfer function 

corresponding to the damaged and undamaged versions of filter A are given in Figure 

7.4. 
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Figure 7.4: Magnitude of the filter given by Eq. 7.12 for the baseline (blue) and damaged 

condition (red). The difference in magnitude at each of the natural frequencies is visually 

estimated to match the ratio of gains corresponding to the natural frequencies of the structure as 

shown in Figure 7.3. 

 
The best excitation produced by the optimization performed with a 1 kHz 

sampling rate is used to excite the baseline and damaged filters and the filtered 

response is shown in Figure 7.5. Interestingly, the lower frequency broadband peak is 

dominant in the baseline case and the higher frequency peak is dominant in the 

damaged case. This is taken as the final piece of evidence to suggest that—at least for 
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interdependence, and probably continuity—the preferred input is a chaotic analogue of 

the two-tone power exchange excitations discovered and discussed in chapter 4. The 

effect of the shift in the transfer function gain around the poles is also clearly visible, 

especially on the higher-frequency side of the second pole as seen in Figure 7.5b.  

 
Figure 7.5: (a) PSD of the baseline and damaged filtered response. (b) Magnified version of (a). A 

power exchange between which broadband peak is dominant has occurred as a result of damage. 

 
Again, chaotic excitations are probably preferred for the interdependence feature (and 

more generally for other temporally-based features) because this broadband shift in a 

large number of frequencies is clearly visible in state space. Each frequency near the 

pole is in a way its own version of the torus exchange for two tones and will warp the 

baseline attractor accordingly. 

 The high sampling rate optimization for filter A also fails to produce a power 

exchange, and the same is true for filter B and filter C.  All three optimizations 

converge to excitations that produce similar two-peak broadband response spectra, but 

none of the high sampling rate optimizations forces a power exchange. 
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7.5 Results and Discussion 

The results of the filter optimizations are tested by comparing the improved 

inputs produced by the optimizations to a broad range of typical chaotic Lorenz inputs 

with various bandwidths. As mentioned previously, a single baseline response is 

recorded for each input, the preload is reduced by ~6% and a damaged response is 

recorded given each input, and finally, the preload is increased to the baseline 

condition whereupon the second set of baseline responses is recorded. A total of 40 

excitations are tested and compared. For the typical Lorenz system given by Eq. 2.2, 

the tested speed parameters are as follows:  = 50, 75, 100, 125, 150, 175, 200, 225, 

250, 275, 300, 350, and 400. The top five excitations from the filter A optimization are 

tested as well as the top ten excitations from filters B and C. The best excitation 

produced by the low sampling rate filter optimization used to seed the filter A 

optimization is also tested by scaling with  = 4. 

The filter optimization is designed to be as easy to implement as possible. Thus, 

there is no curve fitting of the system transfer function and no attempt to design the 

filter as closely as possible with the real structure. Rather, the PSD is observed, the 

poles are placed near the resonances, the relative power of the resonances is noted, and 

the power of each filter pole is designed by inspection to match the general shape of 

the real transfer function. Lacking strong motivation to do otherwise, the radii of the 

poles are equal. If one of the poles clearly dominates, then it may be worthwhile to 

reduce the gain of that pole relative to the other poles in order to prevent convergence 
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to a solution that erroneously places a premium on the model pole by construction, 

especially because available power will be limited in the application. 

Due to the approximate nature of the filter analogs, there is no guarantee that the 

best excitation produced for the model filter will actually work as predicted on the 

actual structure. That is to say, the fitness rankings of the final population are not 

expected to hold when the excitations are applied on the experiment. Thus, if there is 

no guarantee that the best excitation for the model is the best for the structure, then a 

better means of determining the quality of the optimization procedure is to test all of 

the final population excitations and note the worst input. In this manner, the likelihood 

that any given excitation produced by the optimization will improve detection 

sensitivity relative to the naïve broadband inputs can be determined. If all of the 

excitations improve fitness relative to the untailored inputs, then there is motivation to 

pick any one member of the final population as the employed excitation and the 

optimization procedure is worth the effort. 

The acceleration response corresponding to channel 1 is embedded via SVD 

with M’ = 52 and M* = 3 (noting that 2*T 1 ~ 44 samples). Given the discussion in 

Section 2.4.2, better noise reduction properties and no adverse affects from more 

singular values are expected if the trajectory matrix is built with more dimensions than 

suggested by Eq. 2.8 and a fixed dimension is used for embedding. Similarly, if the 

required embedding dimension is larger than three, the boundary between true 

dynamical differentiation and pattern recognition is merely blurred. Excitations are 

compared by noting their fitness as defined by Eq. 4.1. The scaled excitation is 
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grouped with the filter A results and the fitness of all of the tested excitations is 

plotted in Figure 7.6.  

 
Figure 7.6: (a) Fitness vs. excitation. First half of graph corresponds to typical Lorenz excitations 

where the speed parameter governs bandwidth. The fitness of five of the ten excitations in the 

final generation of the filter A optimization (‘x’) are shown (no data for remaining four) as well as 

the fitness of the scaled excitation. The fitness of the final ten solutions for both the filter B (‘o’) 

and filter C (squares) optimizations are shown. (b) PE histograms corresponding to  = 50. (c) PE 

histograms corresponding to the worst overall optimized input. (d) PE histograms corresponding 

to  = 400. (e) PE histograms corresponding to the best overall optimized input. 

 
 Most of the excitations produced by the optimizations outperform most of the 

Lorenz inputs. The  = 350 and  = 400 excitations outperform the six filter A results 

but more than half of the final population excitations from both the filter B and filter C 

optimizations outperform the fastest Lorenz inputs. The fastest Lorenz inputs require a 

high sampling rate, while the excitations produced for the filter A optimization are for 

the lowest two natural frequencies of the structure. Thus, sampling and data storage 

and processing requirements are less exacting for the filter A excitations than for the 

fastest Lorenz inputs. Based on these results, tailoring the input will increase detection 
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sensitivity. Selecting any of the excitations from the final generation population is 

likely to improve detection sensitivity over an untailored input.  

 Having optimized about interdependence when designing the excitation, it is 

instructive to calculate the fitness associated with all of the prediction error variations. 

Prediction error is calculated with the nine variations of PE that were presented in 

Section 2.5.5. In Figure 7.7 the fitness of the features calculated from the response to 

each of the excitations is plotted except for the scaled excitation. The columns of sub-

figures represent excitations that were optimized using the listed filter as a model. 

Each row of sub-figures corresponds to the centroid-centroid, fiducial-centroid, or 

original feature variations. Each of the three plots within a sub-figure corresponds to 

the method by which the fiducial points are transferred between attractors, .i.e. all 

geometric, partial geometric, and all temporal. The horizontal line represents the best 

fitness calculated using—for the first row—the centroid-centroid feature with either 

the  = 50 or the  = 400 bandwidth excitation, whichever is larger. The same is true 

with the fiducial-centroid and original features for row two and three, respectively. 

The lines are near fitness = 76, 31, and 4 for each row, from top to bottom.  
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Figure 7.7: Comparison of all of the PE variations for each excitation. (a) centroid-centroid 

feature for all three methods of transference with the five best solutions from final generation of 

the filter A optimization. (b) centroid-centroid feature, 10 excitations from final generation of 

filter B optimization. (c) centroid-centroid feature, 10 excitations from final generation of filter C 

optimization.  (d), (e), and (f) are same as (a), (b), and (c) with fiducial-centroid rather than 

centroid-centroid. (g), (h), and (i) are same as (a), (b), and (c) with the original PE feature rather 

than centroid-centroid. 

 
Thus, it is apparent which features have benefited from the optimization and 

whether they perform better than a typical Lorenz input. The frequency content of the 

excitations increases in correspondence with the filter on which the excitations were 

designed (from right to left). In addition, prior to plotting the sub-figures, the 

interdependence features corresponding to each excitation for a specific filter 

optimization were sorted from largest to smallest. Each fitness value in the sub-figures 
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is plotted according to how interdependence was sorted in descending order. Thus, 

features with a monotonically decreasing trend in fitness correspond well with the 

fitness trend of the interdependence feature (e.g. Figure 7.7b). 

Figure 7.7 illustrates a number of concepts and trends. For one, temporal 

information should clearly be employed if possible. The all temporal method of 

fiducial and neighbor point transfer typically outperforms the other methods of 

transference when comparing between the centroid-centroid and fiducial-centroid 

variations. On the other hand, all of the original feature variations work best with 

partial geometric transfer. Interestingly, the partial geometric version of the fiducial-

centroid feature is preferred for the filter C excitations. Noting that filter C has the 

highest frequency pole and, correspondingly, excitations tailored to that pole have 

higher frequency content, it is hypothesized that the fiducial-centroid feature is 

sensitive to bandwidth although it is not clear what mechanism is driving the feature to 

select only partial temporal information over full temporal information.  

One possibility might be that when neighbors are transferred from the baseline 

to comparison attractor via their indices, higher frequency content may spread the 

neighbors over a wider initial region on the comparison attractor. Following time 

evolution, when the centroid is compared to the fiducial point on the baseline, any 

changes due to damage are obscured by perturbations arising from the large distances 

covered on the attractor by each neighbor as it evolves at the fast time scales. In 

essence, the initial spread of points has overwhelmed any observable change due to 

damage. The all temporal version of centroid-centroid prediction error performs well 

on the same high frequency input, probably because without a corresponding 
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averaging process on the baseline to provide an indication of the error associated with 

the initial spread of the neighborhood, comparison to a single point when the 

neighbors have been temporally transferred is unable to reject changes associated with 

natural perturbations at fast time scales (i.e., temporal shifts along trajectories). 

Conversely, if the neighbors are gathered on the comparison attractor from a local 

region near the temporally-transferred fiducial point, then the initial spread due to 

transference is reduced and the feature is able to better detect dynamical changes 

related to damage when comparing to a single point on the baseline.   

Corresponding to what was shown computationally in Section 2.6, the 

centroid-centroid feature generally outperforms the other PE feature variations in the 

experimental application. Given that the  = 400 line near fitness = 76 was calculated 

using all temporal centroid-centroid PE ( CC

fb
), nearly all of the tailored excitations 

improve detection sensitivity relative to the typical Lorenz when this feature is 

employed. Perhaps not too surprising, given the similarity in their formulations, all 

temporal CC

fb
follows the fitness trend of interdependence closely. Interdependence 

and all temporal CC

fb
 are compared in Figure 7.8. 

 
Figure 7.8: Comparison between interdependence and all temporal centroid-centroid prediction 

error. (a) Fitness vs. excitation for filter A. (b) Fitness vs. excitation for filter B. (c) Fitness vs. 

excitation for filter C. 
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 Two points are illustrated by the plots in Figure 7.8: (1) all temporal 

CC

fb
outperforms interdependence in many cases, especially at low frequencies; (2) the 

feature outperforms interdependence at its best (Figure 7.8c). These are just the 

clearest points; other trends in the data are also visible. In particular, the PE features 

performs on average more poorly at higher frequencies then at lower frequencies. In 

fact, the fitness values associated with all five filter A excitations are nearly all larger 

than the 20 fitness values associated with excitations from the two higher frequency 

filter optimizations. Interdependence tends to outperform the PE feature for many of 

the high frequency results and the largest fitness associated with the PE feature for the 

filter C optimization is an outlier relative to the other excitations.  

In order to determine why some excitations are better than others for the 

interdependence feature, the baseline response spectra corresponding to the best and 

worst excitations produced by the filter A, filter B, and filter C optimizations are 

compared in Figure 7.9, Figure 7.10, and Figure 7.11. In addition, the spectra 

corresponding to the Lorenz excitation with  = 300,  = 350, and  = 400 are provided 

in Figure 7.12. 
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Figure 7.9: (a) Baseline response spectrum estimated from channel 1 acceleration response to 

input by the best excitation produced for the filter A optimization. (b) Baseline response spectrum 

estimated from channel 1 acceleration response to input by the worst excitation produced for the 

filter A optimization. 

 
 

 
Figure 7.10: (a) Baseline response spectrum estimated from channel 1 acceleration response to 

input by the best excitation produced for the filter B optimization. (b) Baseline response spectrum 

estimated from channel 1 acceleration response to input by the worst excitation produced for the 

filter B optimization. 
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Figure 7.11: (a) Baseline response spectrum estimated from channel 1 acceleration response to 

input by the best excitation produced for the filter C optimization. (b) Baseline response spectrum 

estimated from channel 1 acceleration response to input by the worst excitation produced for the 

filter C optimization. 

 

 
Figure 7.12: (a) Baseline response spectrum estimated from channel 1 acceleration response to 

excitation by the  = 300 Lorenz oscillator. (b)  Baseline response spectrum estimated from 

channel 1 acceleration response to excitation by the  = 350 Lorenz oscillator. (c) Baseline 

response spectrum estimated from channel 1 acceleration response to excitation by the  = 400 

Lorenz oscillator. 

 
 Three factors determine how well interdependence performs: (1) the frequency 

range of the excitation, (2) how power is balanced between the dominant tones, and 

(3) whether the tone near 460 Hz is dominant. The latter factor is important because 

the largest change in frequency is observed for that natural frequency. Considering the 

spectra corresponding to excitations produced for the filter A optimization shown in 

Figure 7.9. Power is balanced between the tones and the only difference between the 

spectra is that there is more high frequency content in the best excitation response. 
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Given Figure 7.8a, the difference in fitness between the excitations for the 

interdependence feature is small. 

 Comparing between the best and worst excitation response spectra 

corresponding to the filter B optimization, both spectra are characterized by a balance 

of broadband peaks as is expected for good detection. The difference between the two 

is that one includes the frequency band around 460 Hz. Thus, if both excitations 

produce balanced broadband peaks in the output, the better excitation will be 

determined by which set of peaks experiences the largest frequency shift with damage. 

 A similar result is observed for the excitations generated in the filter C 

optimization. The difference between the best excitations shown in Figure 7.10 and 

Figure 7.11 is that there are more peaks with similar power in the response for the best 

filter C excitation. Based on experience with the results of ODE system optimizations, 

detection is improved in the broadband case when there are multiple similar power 

peaks; a situation analogous to having multiple probe and observation tone pairs. 

Thus, the best excitation corresponding to the filter C optimization has (1) multiple 

balanced peaks and (2) includes the 460 Hz peak as part of the balance. This explains 

why the excitation produces the largest fitness out of all the tailored inputs.  

 The spectra corresponding to the three highest frequency Lorenz excitations 

are shown to further illustrate that balanced power peaks in the output helps improve 

detection. In Figure 7.12a there are no peaks to balance the dominant peak near 116 

Hz, thus the fitness is relatively low compared to the fitness generated by the two 

higher frequency inputs. As shown by Figure 7.12b and Figure 7.12c each of these 

inputs has a balance between the peak associated with the second natural frequency 
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and a higher frequency peak. Although the difference in fitness is small, the larger 

bandwidth excitation slightly outperforms the  = 350 bandwidth excitation because 

the second peak is balanced more evenly with the lower frequency peak. The fact that 

the second peak is at a higher frequency may influence the fitness as well. The point to 

emphasize is that scaling the bandwidth of the typical Lorenz oscillator will 

occasionally produce equal power peaks in the response and it is at these bandwidths 

that detection sensitivity is improved. Such trends are observed near  = 125 and  = 

250 and, correspondingly, the fitness is larger for those bandwidths as seen in Figure 

7.6. 

 All of the points elucidated in the above discussion are predicted by what 

excitations are selected for the filter analogs in the optimization routine. The 

evolutionary algorithm seeks to generate a broadband power exchange for the filters 

and this behavior is also observed in the real system. When the similar power peaks 

are at higher frequencies, the interdependence feature outperforms the all temporal 

centroid-centroid PE feature, while the latter significantly outperforms the former at 

lower frequencies. The reasons behind this behavior are unclear. In addition, for the 

filter B and filter C optimizations, when the input fails to produce balanced peaks, the 

PE feature begins to outperform interdependence. This implies that the PE feature is 

either more robust or—given that it typically does not outperform interdependence 

when the excitation produces high frequencies and balanced peaks—that it performs 

better for some other type of excitation that is not characterized by equal power peaks. 

The latter hypothesis is more likely because it corresponds with the results 

presented in Section 5.3, where it was shown that the excitation produced for the 
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interdependence feature has more balanced output tones and that the fitness of the 

partial geometric centroid-centroid feature does not perform as well when calculated 

with the balanced excitation. Given that the partial geometric and all temporal 

features trend similarly compared to interdependence (Figure 7.7a, b, and c), based on 

the results shown in Figure 5.10, as well as the improved performance of the feature at 

low frequencies, it is possible that the temporally-based centroid-centroid prediction 

error features perform best with chaotic inputs that are slightly dominated by a lower 

frequency peak. The reasons for this preference—if it is accurate—are unclear. 

Overall, the comparison between all temporal centroid-centroid prediction 

error and interdependence illustrates the importance of excitation-feature coupling to 

the damage detection problem. In this case, one of the features is best employed on 

low frequency excitations while the other works best with high frequency excitations. 

Both features work well with a chaotic input that tends to balance broadband peaks in 

the output. In addition, both features significantly outperform the other PE variations.  

As predicted by the results in section 5.3, the prediction error feature works 

well with excitations optimized for the interdependence feature. In that same section, 

the reverse was not the case and the same behavior is present in the experimental 

results. As the balance of power between the peaks degrades for the various 

excitations, there is a corresponding drop in fitness for the interdependence feature. 

Prediction error, on the other hand, does not see the same level of fitness degradation 

and is a more robust feature in this application. 

Ultimately, the filter optimization can significantly improve damage detection 

sensitivity for the frame structure. In addition, the all temporal centroid-centroid 
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prediction error feature is shown to work best at low frequencies and well enough at 

high frequencies while remaining robust to excitations that do not produce equal 

power peaks in the response. Given that some of the best detection is observed for 

excitations generated for the lower frequency filter optimization, future observation of 

the frame structure should employ the PE feature with an excitation that has at least 

been optimized to the interdependence feature. An optimization employing the PE 

feature in question has not been performed and may yield still greater performance. 

Alternatively, if the optimization is performed using the PE feature, then power may 

be allocated to favor a particular resonant frequency and given that the gain of the 

model may be quite different from the true gain, it is possible that such an 

optimization would overly power the favored resonance and actually decrease the 

fitness of the feature. In any case, the feature performs well when interdependence has 

been used for the optimization. 

As a final comparison, the structural response frequency spectra corresponding 

to excitation by 1500 Hz bandlimited noise for both baselines and the damaged 

condition are plotted in Figure 7.13.  
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Figure 7.13: Normalized response spectra estimated from channel 1 acceleration response to 1500 

Hz bandlimited Gaussian noise in both baselines and damaged condition. 

 

Shifts in the natural frequencies are not immediately apparent, although amplitude 

differences between the baseline and damaged spectra are observed between 650 Hz 

and 750 Hz and at the first and second antiresonances. A priori knowledge of which 

spectrum corresponds to which condition suggests that these regions of the spectrum 

could be monitored in order to detect damage; however, accurate identification of the 

damaged state without prior knowledge of how the spectrum would be affected is 

questionable.  Moreover, it appears that the classic modal parameter extraction from 

these very similar response spectra would not be any more useful.  In contrast, Figure 

7.6 illustrates that clear statistical classification of the same damage state is possible 

using the methods outlined in this chapter. 
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7.6 Chapter Summary 

This chapter showed that a simple filter implemented as a difference equation 

could be used to force excitations produced by a system of ODEs to allocate power in 

the frequency domain such that they improve damage detection sensitivity in an 

experimental system. Specifically, an IIR filter was designed such that the poles of the 

filter coincided with the natural frequencies of the structure under observation. A 

baseline and a damaged filter were constructed, where the damaged filter differed 

from the baseline in the placement of its poles. A softening damage condition was 

simulated which required the damaged filter poles to shift to lower frequencies by a 

fixed amount. 

A one-bay frame structure was introduced as the experimental platform on 

which to test the concept of the filter-analog optimization. Bolt preload was controlled 

through the use of a piezostack and preload was measured with an instrumented bolt. 

By identifying the structure’s natural frequencies in the baseline condition, two-pole 

filters were designed to match a given pair of resonant frequencies. Three filters were 

designed and use to train the excitations which were then tested on the system. As the 

true transfer function gain of the system is unknown, the entire final population of an 

optimization was tested in order to show that most of the excitations outperform 

various typical Lorenz oscillators that have been scaled to various bandwidths. 
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Interdependence was used as a feature in order to force two-peak broadband chaotic 

solutions. 

The filter optimization occasionally produces a chaotic excitation that results 

in an exchange between which broadband peak is dominant in the response as a 

function of damage. Such a result is a broadband analogue of the two-tone power 

exchange excitations discussed in chapter 4 and was hypothesized as the preferred 

excitation in chapter 5. The shift in transfer function leads to a shift in the gain applied 

to a frequency band near the pole which supports the hypothesis that this is why 

chaotic excitations are selected by the optimization routine. 

 All nine prediction error variations described in chapter 2 were tested on the 

results generated from the experiment. A comparison between the features showed 

that the results matched computational results presented in chapter 2. Several of the 

prediction error variations were shown to be insensitive to damage, while a number of 

others are sensitive. In particular, the centroid-centroid features outperform the other 

feature variations. In addition, the all temporal centroid-centroid PE feature was 

shown to significantly outperform the interdependence feature at low frequencies. This 

result suggests that the feature should be used in the case of the frame structure 

because data acquisition and storage requirements are less stringent with lower 

frequency inputs. In addition, the feature is one of the least computationally expensive 

features, especially compared to the other centroid-centroid variations. 

 Thus, increased detection sensitivity can be achieved simply by optimizing 

about a simple filter analog of the structure. All that is required is that at least two 

natural frequencies be identified. If the best prediction error feature is employed, then 
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the lowest natural frequencies are preferred, at least in this application. The same may 

be the case in other situations and, thus, a similar optimization and damage detection 

process are recommended for other applications.  
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8 Conclusions, Contributions, and Future Research 

8.1 Conclusions and Contributions 

Economic and safety concerns associated with aging civil infrastructure and 

aerospace fleets are driving research within the field of integrated structural health 

monitoring (SHM). In particular, the development of smart structures and vehicles—

spurred in recent years by  increased computer processing speed and decreased 

processor size coupled with improvements in sensor technology and the development 

of pattern recognition algorithms—offers the promise of mitigating costs and safety 

concerns related to aging vehicles and structures. This dissertation has contributed to 

the growing body of knowledge within this field chiefly through the introduction and 

implementation of global search algorithms as a means of improving the damage 

detection process that is integral to any SHM system. This dissertation has focused 

specifically on the generally overlooked problem of tailoring the excitation for a given 

application. 

In particular, the issue of damage detection is viewed as an optimization 

problem that can be improved through the use of global direct search algorithms. More 

specifically, SHM is considered a pattern recognition problem and cast as a 

constrained optimization where the goal is to improve damage detection sensitivity for 

a given structure, mode of damage, and means of damage observation and 

classification. The statistical pattern recognition problem is found to be composed of 

components that are amenable to improvement via the data-driven optimization 
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procedure. These components include the means by which vibration data acquired 

from the structure are conditioned prior to the extraction of damage sensitive features 

that are used to classify the structure as damaged or undamaged via statistical metrics 

of comparison. In addition, the excitation applied to the structure is also viewed as an 

element that can be improved using the optimization routine. It is stressed that these 

components of the optimization routine are generic and are not limited to the 

excitation sources, conditioning methods, or features and metrics employed in this 

work, although this study was necessarily limited to that of tailoring excitations for 

improved damage detection – a subject that has received little attention in the 

literature. The issue of damage detection was shown to be a highly coupled problem, 

focusing specifically on structural excitation and damage detection features with some 

emphasis on the conditioning process. The problem was approached from a nonlinear 

dynamics perspective with emphasis on the use of state-space features as a means of 

monitoring the response dynamics for indications of damage. 

A number of state space features were developed based on features that have 

been used in the literature. In particular variations of nonlinear prediction error were 

developed and shown to significantly improve detection sensitivity relative to the 

version described in the literature. Improvement was shown both computationally and 

experimentally. Specifically, temporal information was shown to enhance the 

performance of the features and averaging in the state space was shown to improve 

detection and robustness to noise.  

Operating within the framework of a state-space representation of the data, 

motivation for the development of improved excitations was initially driven by theory 
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linking the dynamic invariants of an input with those of a filtered output via invariants 

of the filter. Specifically, the Lyapunov exponents (LEs) of the excitation can 

theoretically be matched to the LEs of a structure such that the dimension of the state-

space attractor is predictable. Previous attempts to limit the dimension of the response 

for data reduction purposes while maintaining detection sensitivity provided 

motivation to show in this work that a large change in the state-space dimension of the 

response can theoretically be observed through proper modification of the input 

Lyapunov spectrum.  

In order to control the spectrum of an input appropriately, differential 

evolution was employed to search the parameter space of a system of ordinary 

differential equations (ODEs) for parameter sets that would produce excitations with 

detection-improving Lyapunov spectra. The differential evolution procedure was 

shown to successfully search the parameter space for specified spectra. Evidence was 

provided that not all Lyapunov spectra are available to a given system of ODEs and 

therefore there is motivation to search the space of ODE systems in addition to their 

attendant parameter spaces. A novel hybrid optimization procedure composed of gene 

expression programming and differential evolution was introduced as a means of 

searching for ODE systems capable of generating any Lyapunov spectrum that might 

be desired. The space of ODE systems and their parameter spaces can effectively be 

searched for a desired LE spectrum and, consequently, chaotic systems can be 

discovered as well.  

Ultimately, the predicted improvement in detection was not detected for 

tailored excitations. As a consequence, a supervised learning procedure was developed 
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to allow direct improvement of damage detection through the use of a model system. 

Any modification to the excitation, conditioning, feature, or metric can be introduced 

and the effect on damage observed as long as an assumption about the damage 

mechanism can be made and the structure can be observed in its damaged and 

undamaged condition. Information about how well damage is detected is used to 

develop a fitness value that informs an evolutionary algorithm’s search of the solution 

space.  

Focusing on tailored excitations showed that significant improvement in 

detection sensitivity is achieved in a computational model if the output of an ODE 

system is controlled via the parameter space. ODE systems were used as an excitation 

source because such systems are capable of a wide range of dynamic behavior and 

frequency characteristics. Thus, limits on the excitations available to the differential 

evolution algorithm in its search for inputs that improve damage detection in a model 

structure were reduced. Three different systems of ODEs produced excitations with 

different degrees of detection sensitivity improvement. Initially, the observed 

improvement was unexplained but an explanation was found by introducing new 

excitation sources that build excitations directly in the frequency domain. 

Specifically, differential evolution was used to control the amplitude spectrum 

of the Fourier transform and then create time domain signals by using the inverse 

Fourier transform. A novel means of shaping the frequency domain of an excitation by 

allowing the amplitude spectrum to vary sinusoidally across a specified bandwidth 

was introduced. This excitation source was used to generate inputs for a 2DOF model 

spring-mass system and the evolutionary algorithm—when allowed to shape the 
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spectrum—was shown to minimize power at the first natural frequency and increase 

power at the second natural frequency. Using variations on the power shaping 

excitation source and various ODE systems, it was found that all of the sources 

converge to a common class of excitation when differential evolution is allowed to 

modify the parameters that govern excitation characteristics.  

In particular, the class of excitation that improves damage detection in the 

model structure is characterized in its simplest form by a pair of excitation tones that 

interact with the system transfer function such that the power of the tones is closely 

balanced in the response. In the baseline condition one of the tones slightly dominates 

the other and after the introduction of damage, the latter dominates the former. This 

change in dominant tone is strongly represented in the state space by a change 

between a ring torus and a spindle torus or vice versa. Each tone governs one of the 

two diameters that describe a torus, and changes in the relative power of the tones 

affect the flow of the dynamics in the state space as it evolves on the surface of the 

torus. The end result is that one version of prediction error is highly sensitive to this 

change and therefore, excitations that force this type of behavior are preferred for 

improved damage detection using the employed feature. Such an excitation has not 

been described in the literature. 

The behavior of this type of excitation was explored in more detail and certain 

frequency multiples were found to be favored. In particular, excitations that improve 

sensitivity are composed of a probe tone that is situated near a resonant frequency and 

a second observation tone that is a harmonic of the probe tone. Detection sensitivity is 

significantly improved in the region where the amplitudes of the tones are such that 
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damage forces an exchange in power on the output. Sensitivity is decreased when the 

observation tone is not situated at a harmonic of the probe tone. Evidence was 

provided that detection sensitivity is reduced as the wrapping number of the two tones 

is increased. Harmonics perform best, while incommensurate frequencies are least 

effective. This may be due to the formulation of geometric prediction error. It was also 

found that even for probe tones situated at harmonics of the probe tone, certain 

harmonics improve detection more than others. This is unrelated to the positioning of 

the tones relative to the poles of the transfer function but a full explanation for the 

difference in fitness is unknown. 

Optimizations employing an ODE systems as the excitation source attempt to 

create multi-tone excitations that position at least one probe tone near a natural 

frequency of the structure and have multiple observation tones that reside at integer 

multiples of the probe tone. The best excitations produced by the ODE systems are 

ones where the observation tones are at harmonics of the probe tone. Given that this is 

the case, the best excitations allow a power exchange between at least one of the 

observation tones and the probe tone as a result of damage. In short, the creation of 

novel excitation sources that allowed the evolutionary algorithm to allocate power in 

the frequency domain was used to inform the discovery and subsequent 

characterization of a class of excitations that improve damage detection sensitivity. 

The understanding afforded by these studies allowed a description of how the 

evolutionary algorithm tailors the output of ODE systems to improve damage 

detection. The convergence of multiple source optimizations to a single class of 

excitation strongly supports the conclusion that such excitations are globally preferred 
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for the structure, damage mode, and feature used in these studies. That is to say, a 

softening damage condition in a multi-pole system is best detected with geometrically 

transferred prediction error when the two-tone inputs described in this work are used 

to excite the system. It is possible that this class of excitations generalizes to more 

complicated systems and experimental evidence that this is the case has been 

provided. 

Prior to demonstrating experimentally the ideas presented above, it was shown 

that the method of embedding will affect the nature of the excitations that should be 

employed on the structure. Specifically, the traditional method of delay embedding 

should not be used with simple two-tone inputs that are simply the summation of 

sinusoids. Rather, the output of an ODE system better highlights the onset of damage 

in the state space when delay embedding rather than SVD embedding is employed. 

Thus, damage detection sensitivity has been shown to be affected by the combination 

of excitation, conditioning (embedding in this case), and feature. The coupled nature 

of the problem illustrates that care should be taken when designing SHM systems and 

interpreting results that the nature of the features, input, and means of conditioning are 

taken into account. 

Detection sensitivity can be improved for an experimental system. In 

particular, excitations tailored to a model of an experimental oscillator are able to 

improve damage detection in the physical system relative to naïvely applied 

excitations produced by the traditional Lorenz oscillator with various excitation 

bandwidths. In addition, phase-randomized versions of the tailored inputs decrease 

sensitivity. This result demonstrates that deterministic inputs are preferred for 
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improved detection sensitivity when deterministically-formulated features are 

employed. Phase-randomized inputs are useful for demonstrating the importance of 

determinism because they maintain the frequency characteristics and second-order 

statistics of the input. Thus, even for linear systems, it is not just the frequency 

characteristics of the input and their relationship with the frequency response function 

of the system that affect damage detection. In addition, computational studies showed 

that the importance of determinism reduces as the signal-to-noise ratio decreases and, 

eventually, the frequency content of the input controls any observed detection 

improvement. The use of phase-randomized signals in this manner appears to be 

original; their typical application is to prove or disprove that the response of a system 

is characterized by deterministic relationships.  

Determinism is important for improved detection but, more specifically, the 

deterministic phase relationships of an excitation may affect sensitivity as well. 

Evidence for this was provided by generating a mixture of sinusoids with nominally 

the same power spectrum as the tailored excitations and showing that sensitivity was 

decreased in the experimental system relative to the original inputs. It was shown 

that—at minimum—excitations with the same frequency spectra will not show the 

same level of detection improvement in an experimental system using the state space 

features developed in this work – determinism matters. In addition, evidence was 

provided that the particular deterministic phase relationships of an excitation are 

important as well because the sinusoid mixtures created to mimic tailored inputs are 

deterministic and have nominally the same frequency spectrum as the tailored inputs, 

yet their detection sensitivity is significantly reduced. An exact description of what 
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aspects of an excitation beyond frequency content and determinism improve detection 

is left to future work.  

The design of the experimental system described above was such that 

improved sensitivity was observed when the baselines were both acquired prior to the 

introduction of damage but not if the baselines were acquired after reassembly of the 

system. The sensitivity of the damage detection procedure in this case is also sensitive 

to perturbations caused by changes in the boundary conditions. This is a significant 

problem in general for many damage detection paradigms and this application was no 

different. In this case, however, the two-tone inputs mentioned previously were shown 

not only to improve detection sensitivity but to reject changes associated with 

boundary condition perturbations. This was illustrated experimentally.  

Improved detection is controlled by the placement of the probe and observation 

tones relative to the poles of the system transfer function. In particular, four types of 

transfer function perturbations were described and it was shown that the input power 

imbalance of the probe and observation tones and their placement relative to the poles 

can be designed such that sensitivity to any of the four perturbations is increased while 

sensitivity to the other three perturbations is decreased. Unique sensitivity to a given 

type of perturbation is controlled by increasing or decreasing the likelihood of an 

exchange of power between the probe and observation tones on the output as a result 

of shifts in the transfer function. Thus, it is possible to improve detection sensitivity 

while simultaneously rejecting environmentally- or operationally-induced 

perturbations as long as the perturbations do not mimic the shifts in the transfer 

function caused by damage. If the perturbations do mimic the shifts in the transfer 
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function, then they must necessarily be less than the order of the shifts caused by 

damage, which is no different than any typical damage detection application.  

The developed optimization framework has been used to tailor excitations to 

an experimental structure. Change detection can be improved via the procedure if 

boundary condition perturbations are not large. Furthermore, the two-tone excitations 

can be designed such that type I classification errors associated with boundary 

condition perturbations are reduced. In addition, structural response to multi-tone 

inputs with several sets of probe and observation tone pairs my allow damage 

localization if local regions of the state space are monitored for changes corresponding 

to particular pairs of tones and any power exchanges that might occur as a result of 

damage. The excitation could be designed to isolate the relative degree of shift in each 

of the poles as a result of change in the system. This possibility should be investigated 

more thoroughly. 

In addition, a more thorough investigation of the effect of features on the 

excitation optimization procedure was conducted. The most striking result was the 

discovery that the introduction of temporal information in the feature formulation 

results in the selection of chaotic excitations by the evolutionary algorithm. 

Furthermore, in the case of a 2DOF system, spectral power is allocated such that a 

broadband analogue of the two-tone response discussed above is produced. Power is 

reduced at the dominant resonant frequency and increased at the frequency with 

smaller gain such that the broadband peaks corresponding to these frequencies are of 

similar power in the output. For certain excitation-feature combinations, the 
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introduction of damage in the model system forces an exchange of which broadband 

peak is dominant in the response.  

Chaotic inputs are selected because they are both broadband and deterministic. 

In particular, each frequency in the band that brackets each pole of the transfer 

function experiences a change in gain when the transfer function shifts due to damage. 

This change forces all the trajectories corresponding to these frequencies to shift in the 

state space; essentially warping the attractor. Temporally-formulated features detect 

this shift more readily than the change in torus geometry associated with a single or 

even multiple probe and observation tone pairs. A number of state-space features 

including generalized interdependence, continuity, and variations of prediction error 

were compared and an explanation how the sensitivity of each is affected by the nature 

of the input was provided. Interdependence, continuity, and prediction error with 

temporally-transferred fiducial points all force the optimization to select a chaotic 

input. The geometrically-based prediction error feature has reduced performance given 

a chaotic input but is still capable of detection. Interdependence and continuity do not 

work if the multi-tone inputs preferred by the geometric feature are employed. These 

results illustrate that the feature formulation significantly affects the class of excitation 

that should be applied to the structure. 

Ultimately, the optimization routine is based on a model; all excitation training 

must be performed in a supervised learning mode. For more complicated systems, the 

complexity of the model will significantly increase the optimization time. Thus, there 

was motivation to develop a means of optimization that does not rely on a model that 

mimics the true system dynamics. Specifically, an optimization procedure that 
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employs a simple infinite impulse response filter as substitution for a structural model 

was introduced. The poles of the filter are designed to correspond to a pair of the 

structure’s identified natural frequencies and used to force the output of an ODE 

system to allocate power in the frequency domain according to the preferred excitation 

class associated with the detection feature.  

Interdependence was used as a training feature to force the creation of chaotic 

excitations that were then used to excite the experimental one-bay frame structure 

from which the natural frequencies that guided the creation of the filter were 

identified. The use of features that force chaotic excitations is helpful because, by 

design, no attempt is made to match the gain of the filter to the true gain of the system. 

Precise control of output power is limited and the broadband input offered by a chaotic 

input decreases the need to closely control input power. This combination of chaotic 

input and features that exploit chaotic inputs in a state space representation allows the 

creation of inputs that improve detection in the experimental structure. This was 

demonstrated by showing that excitations with significantly improved detection were 

produced when trained on a filter analog of the structure matched to the first two 

natural frequencies. The tailored excitations were compared with typical chaotic inputs 

that had not been tailored to the system. Every member of the final population of 

solutions produced by the algorithm improves detection. Thus, improvement in 

detection sensitivity is possible with a minimum amount of effort in the design of the 

optimization procedure or model and any one of the solutions produced by the 

algorithm is likely to improve detection sensitivity relative to an untailored input. 

Furthermore, the frequency content of the tailored inputs can be controlled and, 
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therefore, sampling rates and data storage requirements can be reduced. The proposed 

optimization scheme offers significant improvement in detection sensitivity with a 

minimum amount of effort and might be useful for a range of SHM applications. 

 

8.2 Future Work 

The optimization framework introduced in this work offers a number of 

avenues for further exploration. For example, tailoring features, conditioning methods, 

and statistical metrics to fixed excitations has not been attempted as of yet, but may 

yield a number of insights about to the damage detection problem.  The optimization 

of sensor placement has already been sttudied, but the combined optimization of 

tailored inputs, features, and sensor placement may yield new ideas for exploration. 

Focusing on tailored excitations, the prospect of localization via cross-

prediction of attractors generated from multiple sensors at the same time rather than 

auto-prediction of attractors gathered from the same sensor at different times could 

easily be tailored by optimization procedure. It is possible that the excitations 

produced by such an optimization will converge to solutions that are unlike those 

presented in this work. In addition, the introduction of nonlinear damage rather than 

linear damage may change the resulting solutions significantly. Additional features 

such as those based on the Hilbert transform could be used, for example, to detect 

damage modes that manifest more readily as phase shifts in response data. 

The hybrid optimization procedure has the potential—especially when coupled 

with a state-space representation of data—for use in system and parameter 
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identification. Specifically, data observed from some unknown source could be 

embedded in state space and features such as prediction error could be used to 

compare between the observed data and the output of, for example, ODE systems that 

have been constructed with the algorithm. For a properly constructed state space, the 

full dynamics of the observed system are represented and, thus, representing the data 

in state space may offer a means of guiding an evolutionary algorithm to create a 

system that at least closely mimics the physics of the observed phenomenon. The 

hybrid algorithm developed in this work is a good initial algorithm with which to test 

such an application. Other applications might include the creation of Lyapunov 

functions for complicated ODE systems in order to determine global stability. In 

addition, besides any purely academic interest in the ability to create chaotic systems 

from scratch, there is the possibility that such capability could be used in the field of 

chaotic encryption. 

The data-driven optimization procedure may find use with stochastic inputs. 

For example, treating the output of a distribution that describes some natural 

phenomenon such as wave heights or flutter amplitude as an excitation source may 

yield insights into when damage detection should be attempted in ambient SHM 

applications. The algorithm may settle on a set of parameters that corresponds to a 

particular range of environmental conditions that improve detection in the application. 

If so, data concerning the state of the structure would be acquired when environmental 

conditions are most conducive to detection. 

Throughout this dissertation, the idea of a globally optimal excitation for a 

given structure, damage mode, and detection paradigm (features, conditioning, 
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statistical metrics) has been discussed. More work concerning this concept is in order. 

In addition, a number of results have been presented that are not fully explained. For 

example, with two-tone inputs, certain harmonic multiples of the probe tone are 

preferred for the observation tone. The reasons for this should be determined. Also, 

evidence that there is more to an improved input than frequency characteristics and 

determinism has been observed. What elements of the input dynamics and structure 

drive this difference? Exploration of the idea of deterministic phase relationships bears 

further scrutiny. Elucidation of the difference between excitations preferred for delay 

embedding versus those preferred for SVD embedding is also of interest. Additional 

work on tailored inputs for guided waves and local SHM techniques should also be 

investigated.   

The methodology introduced in this dissertation offers a wide range of options 

for further exploration. The concept of tailored inputs is largely undeveloped in the 

literature and is ripe for exploration. Again, it is emphasized that the proposed 

optimization procedure is general and is not limited to the state-space paradigm 

employed in this study. As such, optimization of any number of feature-excitation 

combinations (such as features derived from autoregressive models) may be of interest 

to those in the field. Furthermore, application of the filter optimization procedure to 

more complicated structures should be explored. The procedure needs to be tested 

more extensively in practical SHM applications. 
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