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Abstract 

The Revolution Will Be Televised: Identifying, Organizing, and Presenting 

Correlations Between Social Media and Broadcast Television 

   by 

Patrick Florence Riley 

Doctor of Philosophy in Information Management and Systems 

University of California, Berkeley 

Professor Yale Braunstein, Chair 

 

Many popular facets of live information, known collectively as communication technology, 

deliver ongoing, socially-relevant narrations of our world. Traditionally, different types of 

communication media were considered to be in competition, but recently they have been 

discovered to be complementary and synergistic. This paper will concentrate on the role, 

influence, and potential of the integration of various types of communication media with 

particular attention to the recent phenomenon of social media and broadcast television. 

 

This research demonstrates how to develop a listening platform that enables one to capture, 

parse, analyze, cluster and present correlations between social media and broadcast 

television.  The listening platform, called LiveDash for this research, uses a number of 

innovative media real-time media capturing, link analysis, clustering, and social networking 

analysis techniques to provide an immediate “system of record” of what is being mentioned 

on television, social networks, and journalism wires. Using media servers designed 

specifically for this project, LiveDash captures and records all national television channels 

from the United States, and incrementally indexes what is said on Broadcast Television in 

real-time. LiveDash also crawls the links people share on Twitter, Digg, and other social 

sharing services, and indexes the content on those pages as soon as they are shared, allowing 

users to find the newest, most socially-relevant content in real-time. 

 

Due to this sophisticated system, it is now possible to identify and comprehend the 

correlations of information between social media and broadcast television.  Moreover, by 

conducting annual surveys and user experience research, this research explores the 

simultaneous usage of social media and broadcast television by users.  With over two million 

unique visits to Livedash.com last year alone, this research demonstrates that not only are 

users increasingly using social media and broadcast television simultaneously, but also value 

interactivity and contextual, correlated information to augment their broadcast television 

experience.  LiveDash and its mobile device component, LiveDash Mobile, show how users 

react, process, and value additional computer recommended social media while watching 

broadcast television. A REST API for the LiveDash system has also been made available for 

academic uses and further research. 
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Chapter 1 
 

 

Introduction 

 
 

1.1  Correlations Between Social and Broadcast Media 
 

Traditionally, social and broadcast media have been viewed as separate and even 

opposing entities.
1
  It was thought that as more people began using the Web in their spare 

time, fewer of them were watching television. Along with increasingly sophisticated 

recording technology that allows viewers to watch television whenever they want, the 

Internet and technological advances threatened television‟s claim to a captive audience. 

Commercials, the bread and butter of broadcast media, became less valuable as an 

advertising medium as audiences fast-forwarded them away or simply streamed videos on 

their computers. The Internet, it seemed, could only serve as television‟s nemesis.  Instead, 

this research will demonstrate that not only is social media not a nemesis of broadcast 

television, it is likely a wingman.   

Through a series of surveys, data analysis, and user experience research, this 

dissertation will demonstrate a strong correlation between information patterns, flows and 

velocity between social media and broadcast television. One of the hurdles in illustrating 

correlations between social and broadcast media has been that it was difficult to identify and 

analyze the patterns, epidemics and velocity that information was flowing between the two 

media types due to information asymmetry. Although the public could search through social 

media using numerous search engines, it was previously not possible to search what was said 

on broadcast television.  For the first time, the LiveDash system solves this information 

asymmetry problem for both public and private use, by allowing broadcast television to be 

indexed.  We have composed a complex platform of capture servers, social media servers, 

and indexing systems designed specifically for comparing broadcast television and social 

media information flows. Once the information about what was said on broadcast television 

is captured and indexed, society has a “system of record” of what, when, and how 

information was distributed through television. The LiveDash system has the power to 

provide the public, researchers, marketers, and others to better understand what information 

others are receiving through broadcast television.  As a social proof of both this prior 

information asymmetry problem, and demonstration of the information needs that LiveDash 

has provided, the LiveDash system, created exclusively for this dissertation without an 

marketing distribution, had over three million unique visits last year, the majority being 

referred to the Livedash.com project from the popular search engine, Google.com.  Not only 

does this illustrate a public desire for this broadcast television information, but also that users 

                                                           

1
 Reeves, Byron and Clifford Nass, The media equation: how people treat computers, television, and new media 

like real people and places, Cambridge University Press, New York, NY, 1996 
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typically feel confident that they can use the same search tools as they would to find other 

types of information.   

There are at least three popular facets of live information, where there are ongoing, 

popular, socially-relevant narrations of our world:  Broadcast Television, traditional 

journalism, and the Internet.  Some people consume all three of these sources of information, 

whereas others may rely exclusively on just one source.  When researchers, marketers, or 

others are only able to search one or two of these narratives, they only get a partial idea of 

what information people are receiving and absorbing. With LiveDash, the patterns of 

information epidemics of how information is spread through the various communication 

channels, such as Twitter topic trends in the evenings typically following live TV 

programming, or how emergencies across the world (2009 New York Hudson River Plane 

Landing) are often mentioned first on social networking communities and then appear on 

television, sometimes even using content produced in the social networking communities in 

live TV broadcasts.   

This dissertation will confirm our additional prediction that a majority of broadcast 

television viewers are also simultaneously and actively using other communication 

distribution channels on either or both their mobile phone and personal computers.  

Furthermore, through the use of user task analysis and user experience studies, this research 

will demonstrate how users interact differently on their second or third screen experiences 

based on the context, familiarity and type of broadcast television they are viewing, 

suggesting an optimal augmented online television experience will need to be highly 

customized and specific in order to provide value to users.   Lastly, this research has already 

resulted in further research, which encouraged the formation of the LiveDash Application 

Programming Interface (API), a full Representational State Transfer (REST), for further 

research in the correlations between information exchange of broadcast television and social 

media.     

Recent trends in social and broadcast media have shown that the relationship between 

social media and broadcast television may be more complementary than competitive.  This 

will be illustrated by first examining a few scenarios that demonstrate how information flows 

seamlessly between social media and broadcast television, and at times, amplify and 

reverberate each other. 

 

1.1.1   JetBlue 
 

Social media has a remarkable propensity for spreading, and even for creating, news. 

One of the most striking instances of social media‟s power as an advertising medium is 

JetBlue‟s “All-You-Can-Jet” campaign. Knowing that September is notoriously slow month 

for passengers and wanting to fill up potentially empty seats, JetBlue came up with the All-

You-Can-Jet pass. This offer allowed unlimited flying on the JetBlue airline for $599 for the 

first month after Labor Day in 2009. This was a pure word-of-mouth marketing campaign, 

initiated by a single tweet, that initially involved no traditional paid advertising (newspapers, 

magazine, or television advertisements) of any kind.  

In Internet terminology, the campaign “went viral,” spreading rapidly from user to 

user. Bryan Baldwin of JetBlue Communications said that JetBlue‟s single tweet was solely 

responsible and observed that the campaign “really got its jumpstart in the social media 
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world.” Within 24 hours of the tweet, JetBlue‟s website was inundated by curious would-be 

travelers. According to USA Today, “clicks to the airline‟s online route-map spiked a 

whopping 861%.”
2
 

The campaign did not, however, stay on the Internet. The buzz generated through 

social media soon spread to broadcast media. MSNBC News Live,
3
 Hardball with Chris 

Matthews,
4
 the ABC 7 Morning News,

5
 and Good Morning America

6
 all mentioned the 

tweeted campaign, sometimes merely noting its existence and sometimes, like the users of 

social media, speculating on what JetBlue intended and what last minute travel plans could 

be arranged. These news shows were not always paid to advertise the pass; they simply 

mentioned it because it had become a topic of interest to so many potential audience 

members. 

A curious transformation did occur as news of the All-You-Can-Jet pass spread. 

Instead of “All-You-Can-Jet,” the pass became known as “All-You-Can-Fly.” Part of the 

name, the one most closely associated with JetBlue, was replaced. This did not, however, 

stop the airline from being associated with the pass. Indeed, it simply came to be referred to 

as “JetBlue‟s All-You-Can-Fly pass.”  

News of the appealing offer spread recursively through both broadcast and social 

media; as more people heard about it on the Internet, more broadcast networks reported it, 

leading to more people discussing it on the Internet. The single tweet spread over the 

Internet, collecting thousands upon thousands of new Twitter fans for JetBlue, and gaining 

the company mention after free mention on television. Thirty-six hours before the promotion 

ended, the “All-You-Can-Jet” pass had sold out. Social media, and in particular, Twitter, was 

to blame. 

The success of the campaign was due to social media platforms being available, and 

then broadcast television picking up the story, but this hardly explains everything, since 

companies tweet about their promotions regularly and do not see such phenomenal results. 

One key aspect was how well this particular campaign lent itself to discussion and 

innovation. What made people talk was not just the pass itself, but what could be done with 

it: what they could do with it. 

The Internet, perhaps even more than traditional media, tends to highlight stories that 

fall under the heading of human interest. One example is the case of Seth Miller, an IT 

consultant with a love of flying. Miller bought an “All-You-Can-Jet” pass and planned an 

itinerary that sent him on 10 different flights over sixty hours, a travel plan that enabled him 

                                                           

2
 Grove, J. (2009, August 21). Blame Twitter: JetBlue‟s all-you-can-jet pass sells out early. Mashable. 

Retrieved from http://mashable.com/2009/08/21/jetblue-all-you-can-jet/ 
3
 MSNBC. (2009, August 16, 5:00am). News Live. [Television broadcast]. USA. 

http://www.livedash.com/transcript/msnbc_news_live/5304/MSNBC/Sunday_August_16_2009/77653/ 
4
 MSNBC. (2009, August 12, 2:00pm). Hardball with Chris Matthews. [Television Broadcast]. USA. 

http://www.livedash.com/transcript/hardball_with_chris_matthews/5304/MSNBC/Wednesday_August_12_200

9/76714/ 
5
 ABC. (2009, August 13, 5:00am). ABC Morning News. [Television Broadcast]. USA. 

http://www.livedash.com/transcript/abc_7_morning_news/714/KGO/Thursday_August_13_2009/76917/ 
6
 ABC. (2009, August 13, 7:00am). Good Morning America. [Television broadcast]. USA.  

http://www.livedash.com/transcript/good_morning_america/714/KGO/Thursday_August_13_2009/76932/ 
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to spend a lot of time up in the air and still return on time to work.
 7

 His escapades were 

mentioned in quite a few articles reporting on the popularity of the pass.  

Another two travelers, Joe DiNardo, a marketing executive, and Clark Dever, a 

photojournalist, took advantage of the tendency of social networks to follow curious human 

adventures. They propositioned several companies about sponsoring their journey in 

exchange for wearing the companies‟ promotional materials. The two friends created a 

website, twelvehoursinacity.com, booked 19 flights over a period of 12 days, and recorded 

their adventures. They collected a dozen sponsors in all, including the well-known Dunkin 

Donuts. 

Other travelers also created blogs and websites, spreading the promotion and 

JetBlue‟s brand name. Today, JetBlue is one of the best-known companies on social 

networking sites, at least in part because of one little tweet. The “All-You-Can-Jet” pass 

demonstrates an interesting phenomenon: trending topics tend to be passed through both 

social and broadcast media and to increase in popularity. Because they are popular, they 

become newsworthy. The more newsworthy they are, the more they are passed through both 

social and broadcast media. 

 

1.1.2   Hudson River Plane Crash 
 

Sometimes, however, even newsworthy events are not initially found out by 

traditional broadcast networks, as is the case with the Hudson River plane crash. What could 

have been one of the most tragic incidents in aerial history turned out to be one of the most 

remarkable events of heroism and disaster prevention. A plane carrying 155 passengers was 

failing; a crash was inevitable. By ditching the plane into the chilly Hudson River, the pilot 

saved all of their lives.  

Within fifteen minutes, the news had broken about the crash and of the passengers‟ 

survival. The source? Not CNN. Not the New York Times. It was, instead, a picture posted on 

Twitter by Janis Krums, a man on the ferry that went to rescue the passengers. The New York  

Times did not run the story until twelve minutes later,
8
 and for a while, CNN borrowed 

Krums‟s tweeted picture when it ran the story.  

                                                           

7
 Gregory, S. (2009, August 20). Twittering over JetBlue‟s all-you-can-jet pass. Time Business. Retrieved from 

http://www.time.com/time/business/article/0,8599,1917579,00.html 
8
 Deards, H. (2009, January 19). Twitter first off the mark with Hudson plane crash coverage. World Editors 

Forum. Retrieved from 

http://www.editorsweblog.org/multimedia/2009/01/twitter_first_off_the_mark_with_hudson_p.php 



5 

 

 

 

Certainly, a picture on Twitter lacks the authority of a well-known news station with 

a legion of reporters and fact-checkers. By the same token, well-known news stations have 

limited resources; social media has as many people who are inclined to contribute to it. 

Moreover, as with the Hudson River plane crash, people are able to give their immediate 

impressions of events as they are occurring. The original picture of the plane in the river was 

taken from a ferry, on the scene, as the rescue was happening. Electronic devices that 

connect to the Internet allow people on the ground (or on the boat, in this case) to post real-

time updates even as a newsworthy event is occurring. 

 However, oftentimes, an eye-witness view is a limited one. Anyone witnessing an 

event, momentous or otherwise, has only a limited perspective. It is not unusual for someone 

on a scene to call out or to access the Internet to find out what is happening. While people 

may have witnessed a plane crash into the river, they would not know details about the flight 

or the passengers aboard. This information would have to come from other sources, such as 

broadcast news, the airline, or the families of people on the flight. 

 The Internet is especially helpful in the last instance. It is not unusual for family 

members, especially younger family members, to spend a significant amount of time on 

social networks. If a family member or a friend or even someone in the community is 

involved in some kind of newsworthy event, they will usually post about it on their social 

network.  

Even more than telephones, social networks have the ability to rapidly spread 

information, and they maintain an exact record of what was said, when it was said, and who 

said it. This kind of information is invaluable for any news station looking for potential 

interviewees. Krums found himself the subject of several interviews, in the case of the 

Hudson River plane crash. Other eye-witnesses also identified themselves through their 

postings. Even if a reporter on the scene could not interview everyone at that moment, he or 

Figure 1 and 2: The photo taken by Janis Krums, and his original Tweet reporting the plane in 

the Hudson River.  Source: Twitpic.com, and Twitter.com 
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she could not doubt find more people by simply tracking the trending topics and who seems 

to have insider knowledge about them. 

 The relationship between social media and traditional news channels is one that is 

continuing to change. Many major news channels reported not just about the Hudson River 

plane crash, but the phenomenon of social media breaking news stories. The Wall Street 

Journal and the Huffington Post both reported on the power of social networks to provide 

“on-the-ground” updates, and the Wall Street Journal cited the attacks in Mumbai as another 

example of social media reporting.
9
 Their response is singularly interesting, considering 

some of the lamentation over the Internet spelling out the destruction of other forms of 

media. Rather than being upset at social networks breaking the news, they seem to have 

adopted them as another tool in their toolbox and another story among many.  

  

1.1.3   Curling at the 2010 Winter Olympics 
 

The Hudson River plane crash was a newsworthy event. Even without Twitter‟s help, 

it probably would have drawn worldwide attention. More peculiar was the incident of the 

2010 winter Olympics. Curling, one of the least watched sports, became one of the most 

popular, at least in part because of a funny picture posted to Twitter. 

Fabio Chiorino, or “the Teapot Guy,” as he became known on the Web, posed for a 

picture while facing down a teapot meant to represent a curling stone.
10

 To make the image 

even more ridiculous, he held a kitchen broom and tossed some ice cubs on the floor in front 

of him. In curling, a 42 lbs stone is pushed down a sheet of ice, with competitors using 

brooms to sweep or “curl” the ice to control the stone‟s travel. The picture became one of the 

trending topics on Twitter, and more viewers tuned into the broadcast of curling than ever 

before, according to the United States Curling Association. 

The larger audience for curling was not an uncomplicated success. In simple terms, 

the networks gained more viewers to a broadcast that was typically unpopular, and curling 

gained some notoriety as a sport; indeed, some people probably heard about it for the first 

time from Chiorino‟s picture. However, curling did not gain popularity for the reasons that 

curling athletes might have wished. It is unlikely that people attracted to the broadcast by 

Chiorino‟s picture were there to appreciate the difficulties and complexities of guiding a 

curling stone across the ice. In fact, they were probably watching the sport because they 

thought it was funny.
11

 

New York Magazine observed on February 27, 2010, that “Jay Leno [made] the joke 

that everyone in the world [had] been making for the past few weeks: Curling is silly,” when 

he mocked the sport on a Tonight Show promotion. People were watching curling as comedy. 

Looking at a relatively ordinary event and finding humor in it is more than an Internet trend; 
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it is an integral part of online culture. This culture is perhaps, finding its cousin in reality 

television.  

Certainly, in Chiorino‟s story, reality television is what it became. A person who had 

posted a silly picture on the Internet was the subject of broadcast media attention. Curling 

experts, responding to the ridicule of their sport, proposed a challenge to Chiorino: step out 

of the kitchen, put down the teapot, and try curling with the professionals. Chiorino became 

the guest of the Neutrogena Curling Center in Sao Paulo, Brazil. He came with his infamous 

teapot in hand and was soon shown out onto the ice, where the Canadian curling instructor, 

Brian Chick, beat him 4-0 in a curling competition.
12

 

Social media has the potential not just to report and spread news quickly, but to create 

it. Viral postings in social media, such as Chiorino‟s picture, become news events in their 

own right and are carried into the public arena and reported on by traditional media. 

 

1.1.4   Oxygen Live and Bad Girls Club 
 

In the previous examples, buzz over a particular story was created more or less by 

accident. Online social networks caught up ideas that either lent themselves to adventure or 

to humor, and only later did traditional broadcast media take advantage of the audience 

created on the Internet. Catching on to the ability of social media to draw viewers, television 

networks have recently started to take a less passive role and to utilize the marketing 

potential of social media.  

Oxygen‟s launch of social media material alongside the season premiere of “Bad 

Girls Club Miami” is one example of such a marketing campaign, and it was a roaring 

success. The show topped the rating of other 9:00pm television programs on far larger 

networks. During a New York City launch party, cast members of the past and present kept 

their Internet fans up to date about the event on their blogs and tweets.
13

 It was the biggest 

opening night in Oxygen‟s history.
14

 

The social media elements of the show were more elaborate than a single tweet, and 

far more deliberate. The viewing party incorporated many components of television that 

viewers have long expressed an interest in: the lives of stars and the glamorousness of a big 

city. Ordinary fans would not, generally speaking, be wanted at such an exclusive party. 

Indeed, they were not there. No extra champagne or caviar had to be provided. However, 

they were permitted more of a glimpse into the performance lifestyle, receiving real-time 

updates on the party directly from those attending. Although they were not present in the 

same physical space, they were presence in the same temporal moment.  
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Although how much they could chat with the stars was limited, there was still the 

tantalizing possibility of being acknowledged by a celebrity. Moreover, they had the 

opportunity to discuss the party with other social media users, either fellow fans or their own 

friends. In addition to releasing content onto Facebook and Twitter during key moments in 

the show, Oxygen also kept its social viewing component, OxygenLive television, fresh with 

new material at key points in the show. They provided so much information that no one 

person could keep track of it all, and so viewers were able to pick and choose what they read 

about and thus to share information with their friends. 

Indeed, Oxygen directly encouraged audience members to chat about the show. 

OxygenLive television, the “real-time viewing party,” provided a venue for fans to chat with 

each other and sometimes with the stars. On the website, these online social events are 

announced in advance and presented next to buttons that allow the news to be easily passed 

around Facebook or Twitter with a single click. 

One of the interesting aspects about such platforms is their mapping of real life social 

interactions to online social events. Some of the elements are there; for example many of the 

events feature the stars of the show, thereby allowing audience members to interact with 

them in real-time. 

However, thousands of fans could not feasibly fit into the same room and maintain a 

relatively coherent conversation. The social media format lends itself well to handling a lot 

of input from fans in a short period of time and selecting questions and comments to be 

publicized. 

Perhaps most important is that people feel, on some level, that they are a part of an 

interactive, social experience, and that feeling is important to them when watching shows 

like the “Bad Girls Club.”  

 

1.1.5   ABC Academy Awards 

 
Another community that audiences love to know about is the Hollywood community. 

Glamorous and scandalous, the stars of the motion picture industry are a common subject of 

speculation and gossip. People coming out of a theater are unlikely to center their discussions 

of movies will center on the plot and characters. Instead, they talk about the talent behind 

them. 

The 2011 Academy Awards featured an innovative presentation. ABC engineered its 

website so that Oscar winners would first be seen on the television, accepting their awards. 

Afterwards, ABC recorded the winners backstage and streamed this footage to a companion 

website. Audiences viewed the Oscar recipients‟ polished, public reactions, and then were 

allowed a glimpse of their personal celebrations afterward.  

The fascination with people‟s private lives is nothing new for the film industry.
15

 It 

has been argued that peering into other people‟s privacy is exactly what the art of film is 

about, at times.
16

 During the late 19
th

 and early 20
th

 century, when film was developing as 
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both a technology and an industry, the simplest of films delighted audiences. One of the most 

popular films, The Kiss, was no more than a short clip of a middle aged couple kissing each 

other. Yet, the novelty of glimpsing people in an intimate moment and being able to stare, 

without fear of interruption or of being caught snooping, greatly appealed to audiences.  

 Even as the movie industry developed, people were insatiably curious about the real 

people behind the faces on screen. For some time, the identity of actors and actresses was 

kept quiet by production studios so that the stars could not demand higher wages. When the 

studios finally gave in to public pressure and let their talent become known to the public, the 

motion picture industry took off. 

Soon enough, a tendency developed to equate stars with their on-screen personas. 

Katharine Hepburn, for example, generally played sophisticated and intelligent characters, 

not entirely unlike herself. Actors and actresses sometimes refer to this as being type-cast: 

audiences come to associate talent with a certain type of person, and they tend to feel jarred 

out of the story of the movie if a star plays a character too far outside their type. This is just 

one illustration of how audiences blend fictional characters with the people who pretend to 

be them. 

At the same time, audiences are aware of the differences between characters and the 

stars who play them. The increase in audiences having up two and even three screens, one for 

television and others for additional information and communication, could almost be 

described as a physical manifestation of these cognitive tendencies. People seem to maintain 

at least two parallel tracks of thought. In one, they are paying attention to the substance of 

the broadcast media: the story, and its characters. In the other, they are tracking the reality 

behind the show: the stars and production details and the Hollywood lifestyle. ABC, wishing 

to keep these tracks parallel and not have viewers‟ attention drift from their programming, 

designed a system of broadcasting and Internet content that encouraged people to stay 

focused on their programming on both screens. By posting content on the Internet, ABC 

hoped to keep its viewers focused and to attract new viewers.
17

 

 

1.1.6   Viewing Howard Stern’s Private Parts 
 

Sometimes social media is all that draws audiences to television broadcast. The 1997 

film Private Parts is a biographical account of the infamous shock radio host, Howard Stern, 

a movie known fairly well among Stern‟s fans but hardly a Hollywood classic. When it was 

re-aired on television, it was not the sort of film to have ratings skyrocketing, except for the 

fact that the subject and star, Howard Stern himself, was tweeting long.  

Stern used Twitter to watch “with” the audience. As the movie played, Stern posted 

comments about it on his Twitter account, inciting Stern fans and curious people from 

around the world to tune in to the HBO2 network so that they could enjoy his insider 

perspective. Even for non-Stern fans, his commentary was probably interesting. What better 

way to learn about a notorious star than through his commentary about his own biography as 

it played out before his eyes? 
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There are many different threads that made this particular event appealing to 

audiences. Firstly, it appealed to the tendency of audiences to want to peek behind the scenes 

and learn more about the lives of stars. Secondly, it incorporated an interesting social 

element into a broadcast, a practice that many audience members appreciate. Third, it was 

done in real-time, as the movie played. This gave audiences the opportunity to be more than 

viewers; they became participants. Fourth, it allowed people a chance of talking to Howard 

Stern. Even if a person was not especially interested in Stern, he or she might be tickled by 

the idea of talking to him. Associating with stars or celebrities makes a good story, regardless 

of whether someone is actually a fan. 

Finally, it was funny and clever: Stern himself can be funny, if a person appreciates 

his kind of humor, but even more importantly, the structure was clever; a star was 

commenting on a film about his own life. Stern lived an infamous and interesting life as a 

public figure. Then he made a movie about his life, making himself into even more of a 

public figure and also portraying a representation of himself. Then, later, he commented on 

both the film and his life. The overlap between all three experiences is something audiences 

seem to be interested in.
18

 The airing of a relatively unimportant movie became an event, as 

Stern revisited his past and visited the Internet. 

Stern‟s tweets were varied. Some of them commented on the experience of social 

media. He remarked at one point that “this seems to be a good use of twitter..while the movie 

runs I can give you some behind the scenes stuff.” Recursion is a theme in communication 

media. Much of his more memorable commentary, however, took the form of funny 

anecdotes. One characteristic of all these anecdotes is that they were easy to remember and 

repeat; they were good gossip. Stern regaled Twitter with stories of the time he stuffed a 

metal bar into his pants for a (filmed) stunt. Many of the anecdotes, in a way, exemplified 

Stern, and this is one example. As Stern is known for his raunchy sense of humor (among 

other things), the act of shoving a phallic metal bar into his pants is consummate Stern. 

Anecdotes that promote star recognition and identification are popular. 

So, too, are anecdotes that add more audience members and/or perspective to a scene, 

even if those audience members are not there in real time. During one scene, Stern tweeted 

that the cast was laughing so much that they had to do multiple retakes. In a curious way, this 

put audience members in the position of not just watching the film with Stern, but watching 

the film with his cast, as it was created. Less abstractly, whenever audiences watch that scene 

– or talk about it – they will have the additional perspective of the cast interrupting it 

constantly with their laughter. 

People want to know about people. Tracking identity is something human brains are 

programmed to do on a fundamental level. They organize according to identities, whether 

through concepts, groups, or individuals.
19

 Thus, it is unsurprising that many of anecdotes 

gave insight into the personalities of the cast. One actress, Mary, took breaks in her pregnant 

woman costume and pretended to smoke, thus horrifying those passing by. Stern noted that 
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she was not really a smoker. This anecdote is made more attractive by the fact that it is funny 

as well. 

Stern also answered the occasional question about the shooting, giving audiences a 

chance ask questions of the man himself. For example, responding to a question about his 

hair, he said, “Yes highheel girl that is a wig...several different wigs.never used my own 

hair.it was easier with all the different looks.”
20

 This sort of detail is perhaps not something it 

would have occurred to people to wonder about or Stern to talk about, and its obscurity 

might well make it an interesting piece of gossip. 

None of these tweets were Pulitzer material, but they added a new and compelling 

dimension to the film. Jeff Probst, the host of “Survivor,” remarked that “in a sense, you are 

in the living room, watching it together.” Moreover, there is always the thrilling possibility 

that he just might deign to answer your question, making the experience just that more 

interactive. 

Unlike the commentary that is often included in DVD recordings, Stern‟s 

observations about the film were presented in real time. Dick Costolo, the CEO of Twitter, 

said that “people feel like they have to watch the show, while it‟s going on.”
21

 Mr. Costolo 

suggested that the opportunity to watch a movie or a television show with its stars could 

draw audiences into television programming at specific times, something that has become 

less and less common with the advent of better recording technology. 

 

1.2   The Evolution Towards an Interactive Three Screen 

Experience  

 
Television has always been a social activity. Radio, which laid the foundation for 

television programming, was often the focal point of a household. Friends would come over 

to listen to favorite shows, and in the evenings, families would gather around the radio. 

When television adopted radio‟s format, it also adopted its audiences‟ tendency to enjoy the 

mass media in each other‟s company. 

For some time, the emergence of the Internet, cell phones, and other technologies that 

allowed for people to quickly and easily communicate with one another seemed to push 

television out of the spotlight. Instead of sitting in front of the television together, audiences 

were sitting in front of the computer watching YouTube videos and instant messaging each 

other. 

The “Loves Me, Loves Me Not” report of 2008 examined broadcast television‟s 

popularity in the United Kingdom, with consideration to the rapidly developing forms of 
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mass media that seemed to be replacing it.
22

 The report asked whether “technology would 

drive television and its viewers farther apart, or bring them together.” 

Streaming video on the Internet began as a less-than-respectable practice, since it 

frequently entailed violation of copyright and loss of profits for those who had originally 

produced the content. In recent days, however, even the Royal Household has put up a 

YouTube channel, and sharing video clips over the Internet has become a common practice. 

Still, surveys showed that the public did not consider it very important at all to view 

television on the Internet; they were content with traditional broadcasting. The overall data is 

misleading. Over a quarter of the younger audiences surveyed considered Internet television 

an important development. 

One worry of television producers is the decreasing revenue from advertising on 

television. With the increase of direct television that allows viewers to watch popular shows 

without commercial breaks, television advertising profits are declining. Even product 

placements are not making up the difference. This may simply be because many television 

advertisements do not yet include an online component. Researchers speculate that the 

Internet may allow corporations to better track the efficacy of their advertisements. If 

viewers log onto the product website after a commercial, then the commercial has done its 

job.
23

  

The line between television and other types of media technology is one that is 

becoming increasingly blurry. An emerging trend, called “social television,” is bringing 

television broadcasting back into people‟s social lives. Instead of drawing a sharp distinction 

between broadcast television and other communication technologies, developers are now 

integrating the two. Social television is a kind of interactive media. Engaging actively with 

the screen, audiences can access information such as recommendations, ratings, and reviews. 

They can also, at times, chat with each other via text, audio, or even video. 

Indeed, users have already invented the idea of social television. When people watch 

television, they do not just watch television. According to one Nielsen report (2010), 59% of 

television viewers sometimes simultaneously surf the Internet.
24

  Nielsen has begun issuing 

many of these reports, called Three Screen Reports, which track how people use television, 

computers, and their smart phones simultaneously. 

Nielsen compiles statistics on how people are using communication media, trying to 

discover trends that affect viewing patterns. It essentially looks at how people watch 

television. Some prefer to watch television traditionally, as it is aired, while others watch 

time-shifted television, which is recorded television, or stream broadcasts onto their 

computers or mobile devices. Nielsen also looks at which activities are related. For example, 

do traditional broadcast television users also surf the Internet while their favorite shows are 

on? Many correlations are possible. 

Another area of study is the demographic groups engaged in different activities 

centering on communication media. Nielsen, at present, focuses primarily on age and gender, 
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but obviously other demographics, such as economic status, geographic location, urban, 

suburban, or rural environment, and so on, will affect usage patterns. Age, however, is one of 

the most important measures; it can be used to hypothesize how viewing patterns will change 

as the population ages and becomes more technologically savvy. 

 

1.3   Dissertation Focus and Purpose 
 

Television is decidedly a social media. Viewers react emotionally to television 

content, and discuss it with others before, during, and afterward broadcasts. The exchange of 

thoughts and ideas about a television show, whether in the form of humor; speculation about 

the progression of the show; or discussion about the characters and stars, enhances the 

television viewing experience and draws audiences to broadcast media. 

LiveDash, a listening platform that monitors everything said across social media, and 

everything said on national broadcast television, was developed to further research in social 

television. Examination of the data, surveys of users who are searching for real-time 

television information, and design innovative interfaces for users have shown that the 

technological differences between traditional and social media have imposed an artificial 

distinction of “social media” and “broadcast media.” Both are communication media, which 

attract viewers and spread information.
25

 They do so in different but complementary and 

continually evolving ways. Social media can be used to provide material for broadcast 

media, attract or create audiences, or to make broadcast media more enjoyable. Broadcast 

media, by contrast, provides material for social media and grants authority to social media 

discussions; it gives people something to talk about. 

This leads to the phenomenon that, with social media, people enjoy watching “bad” 

television. Reality television is a trend that has increased with the use of social media. It 

creates a legion of some 200 million amateur anthropologists who speculate on the 

supposedly real dysfunctional lives of reality television actors. The “bad” television also 

provides a strange mirror-world to our own, one that is almost comical. Between the 

anthropological commentary and the humorous perspective, social media allows viewers to 

pretend they are not wallowing in “low culture” or bad television. Instead, they are making 

psychological observations or finding the humor in the human experience. 

Web 2.0 was supposedly a television killer. Instead, it has become the wingman. 

Broadcast networks are learning to utilize audiences‟ tendency to use social and broadcast 

media in collaborative ways, designing their marketing platforms and even programs to adapt 

to the newest trends in communication technology. 
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Chapter 2 

 

Background and Previous Contributions 
 

2.1   Classical Information Search and Retrieval Literature 

 

Vannevar Bush, reflecting on the capacities of science and technology to help and to 

harm society in 1945, was one of many scientists who recognized that scientific discovery 

was not dependent only on research but on the successful accumulation and dissemination of 

that research. Even as early as the 1940s, scientists were finding themselves overwhelmed by 

the deluge of information from thousands of their fellows. With the increase of 

specialization, they were having trouble finding the time to understand, to say nothing of to 

remember, the most recent studies. Much of their time and energy was consumed trying to 

comprehend and retain relevant information. Bush observed that the methods of 

communication were “totally inadequate for their purpose.” Civilization had become “so 

complex,” he argued that the most important task of scientists was to “mechanize” their 

collected knowledge. A better system of accessing necessary information would give 

scientists, and indeed, people in general the “privilege of forgetting” and allow them to direct 

their efforts to making use of civilization‟s accumulated knowledge.
26

 

 Gerard Salton was one of the most prolific of the early writers and researchers on 

informational search and retrieval systems. He realized that primary to information retrieval 

(IR) was the organization of that material, and consequently, much of his work focused on 

the indexing of items in a body of information.
 27

  He sought to determine where pieces of 

information should be located and to describe how they were related in order to improve 

findability. He researched theories of indexing that allowed him to rank index terms in order 

of importance, combining concepts from computer science, mathematics, and linguistics. He 

is most well-known for his vector-space model of indexing, which represents pieces of 

information as vectors and thus allows them to be more effectively compared. 

 One of the primary purposes of IR is to reduce the amount of time required to find 

necessary information. Salton explored the difficulty of balancing the precision of the 

information with the amount of the information. Generally speaking, the more precise the 

information, the fewer the results, and the contra positive: the more results, the less precise 

the information. He explored and examined methods assigning of a value of importance, or 

“weight,” to give words or phrases within a database or document. 

These methods included the frequency of a keyword‟s appearance in a document; the 

comparison between a keyword‟s frequency in a document to the collection of documents; 

and the interaction of a keyword with a user population. This last type of assignment was 
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based on the idea of “dynamic information values” (or weights), which are not determined 

from the document itself, but from interaction with the IR system. For example, if a number 

of users rank a term as relevant, that term would become more weighted. When the Internet 

came into being, dynamic information values could be modified much more rapidly. 

As the many different kinds of indexing suggest, not all systems of information are of 

the same substance. Hollaar and Stellhorn (1977) distinguished between formatted databases, 

which were or could be easily indexed into attributes, and large document collections. 

Formatted databases have known attributes and attribute values, whereas textual databases 

“retrieval keys consisting of arbitrarily chosen words or portions of words” and their 

contexts. Naturally, the large document collections presented some difficulties. Hollaar and 

Stellhorn found that one of the best ways of searching through such a database was to use 

inverted files, indexes of relevant keywords or phrases with corresponding lists of all the 

documents they were found in. 

However, there were technological limitations. Given the high number of relevant 

terms, inverted files were severely taxing to the computers of 1977, and although the method 

of retrieval was effective, the retrieval itself was slow. Hollaar and Stellhorn  proposed a 

system that would make IR using inverted files more efficient, using specialized processors 

to perform repetitive tasks.
28

 

Using the limited processing power of early computers as effectively as possible 

guided a great deal of early IR research. Essentially, the fewer the steps necessary to get to 

the desired piece of information, the better. While Hollaar and Stellhorn were optimizing the 

computer systems, Boyer and Moore (1977) were optimizing the computer programming. 

They introduced a string search algorithm in “A Fast String Searching Algorithm,” which is 

now a string search standard and called the Boyer-Moore algorithm. By eliminating character 

strings early on in the search, they were able to find keywords with remarkably few iterations 

of the algorithm.
29

 

 As researchers found more efficient methods of IR, searching became more rapid and 

more automatic. Gradually, computers became more accessible to individuals. Then the 

Internet was created, and the amount of information available increased exponentially. This, 

indeed, was the intended purpose of the Internet. Tim Berners-Lee developed the concept in 

1990 as a system of complex IR. In 1994, the landmark paper “The World-Wide Web” 

followed, defining many of the processes and terms that shape the Web today. These include 

an address system (URLs), a network protocol (HTTP), and a markup language (HTML). 

The Web was designed so that it could be used without specialized training.
30

 

Consequently, researchers were, and are, constantly looking for ways to make the 

user interface of web-based IR as natural as possible. Some users found themselves baffled 

as to how the results of their searches had come about. Mukherjea and Foley (1995) proposed 

a solution to the problem of being “lost in hyperspace”: showing the user where she was 
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within the system. The information system would effectively appear as a variety of paths and 

interactions, so the user would know the “direction” she was going. However, since the 

system was so large, Mukherjea and Foley suggest using a stylized representation of these 

paths, a map of information. Only the important nodes, or “landmarks,” would be included.
31

 

Then, the user could see the path that led to her destination.  

  Recognizing a need for the mechanization of IR, early researchers began by tackling 

the problems of organization and categorization, exploring ways of indexing and searching 

for information that made sense to users. As they ran into technological barriers, they 

designed new computer systems and new computer programs to streamline the search 

process. As speed became less of a concern with the accumulation of effective algorithms 

and improved technology, and as search engines became vastly more accessible, they began 

to focus on how to improve search results further by representing searches in ways that 

helped users to understand how they were navigating informational systems. 

 

2.2   Search Engine Relevance, Ranking Algorithms 

 
In 1979, Bates observed that even the best IR technology could not equal the IR 

capabilities of information specialists. Accordingly, she decided that the methodology of 

these experts required further study in order to take IR technology to the next level. She 

introduced the concept of information search tactics, seeking to further IR technology by 

incorporating the “specifically human, psychological processes involved in searching” as 

opposed to the more mathematical and logical processes of computers. She distinguished 

between four types of tactics: (1) monitoring tactics, which kept the search and search 

process in the researcher‟s focus; (2) file structure tactics, which helped the researcher to 

navigate effectively through a body of information; (3) search formulation tactics, which 

allowed the researcher to more efficiently discard and categorize items of information; and 

(4) term tactics, which examined which terms and what relationships were useful for 

searching.
32

 

 In 1989, Bates foresaw that “there would soon be something approaching whole 

libraries accessible by computer.” Recognizing the increasing amount and complexity of 

information available in a digital format, she sought to break away from the classic IR 

model, which contested the need for an “artificial query representation.” Instead, she argued 

that users could use IR systems most effectively if they could find information in a way that 

felt natural to them. To accomplish this goal, she proposed a “berrypicking” model of 

information retrieval, which is to say, retrieving information by “a series of selections of 

individual references and bits of information at each stage of an ever-modifying search,” 

similar to how many users typically conduct searchers. Essentially, she found that IR systems 

should be able to accommodate evolving search queries, incorporate a wide variety of 
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sources, and allow for search techniques that reflected physical search activities such as 

browsing.
33

 

 One of the greatest challenges to IR technology was, and is, the Web, which is 

constantly expanding and, on a global level, subject to very little intentional organization. 

Kleinberg (1999) defined three types of Web-based user-queries: specific queries, broad-

topic queries, and similar page queries. For specific queries, locating websites that match a 

user‟s specific intentions can be difficult. The high frequency of a given term or even its 

presence at all is often not indicative of the actual meaning of the page. For example, 

Harvard is a common word, but the website for the university, www.harvard.edu, does not 

often use the word “harvard” in its content. Thus, a search for “harvard” would not turn up 

the most relevant results if the searching algorithm was based on keyword frequency. With 

regards to broad-topic queries, many websites could apply to a given query. With so many 

results, there is too much information for a user to process, which creates an “abundance 

problem.”  

Kleinberg proposed returning only the most “authoritative” pages and explored 

finding these pages through analysis of the link structures of websites. Links often indicate 

relevance, since human judgment is involved in their creation and organization. By linking 

one page to another page, Kleinberg argued, the designer “conferred authority” on the latter 

page. Since people may create links for reasons other than relevance, however, Kleinberg 

suggested that “hub” pages be used as jumping off points to determine authority. Essentially, 

a hub page links to multiple sites that are considered authoritative. In Kleinberg‟s words, 

“Hubs and authorities exhibit what could be called a mutually reinforcing relationship: a 

good hub is a page that points to many good authorities; a good authority is a page that is 

pointed to by many good hubs. Kleinberg and others experimented with algorithms for 

determining both hub pages and authoritative websites, using their mutually reinforcing 

relationship to refine results.
34

 This basic system is the one used by today‟s cutting-edge 

search engines.  

In 1998, Brin and Page proposed “a prototype of a large-scale search engine” based 

on research of link structure analysis. This search engine was, and is, called “Google.” 

Google operates on a system of ranking called PageRank, which uses links to “calculate a 

quality ranking for each page”; PageRank can be thought of as the probability of a random 

Internet surfer visiting a given page. The PageRank is modified by a damping factor, the 

probability that the surfer will “get bored and request another random page.” The system 

assumes that the users will appreciate high quality pages, and so high quality pages will 

either be linked to by many pages or linked to by a few pages with a high PageRank. 

Google also had a different relational strategy than most search engines at the time it 

was launched. Other search engines would “associate the text of a link with the page that the 

link is on”; Google also associated it with “the page the link [pointed] to,” enabling the 

engine to utilize the description from the anchored page, which is often superior to the 

description of the page itself; and additionally allowing non-text documents, such as images, 
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databases, and programs, to be indexed by the text-based search engine. The system also has 

the advantage of making it possible to return search results for web pages that Google has not 

specifically indexed.
35

 This system was so successful that today “to Google” something is 

generally understood to mean “to find” something on the Internet. 

While enterprising researchers were implementing search engines, others were busy 

testing them. In “Analysis of a very large web search engine query log,” Silverstein et al. 

(1999) analyzed individual queries, query duplication, and query sessions. They found that, 

contrary to previous assumptions, users typically search with short queries, which they 

seldom modify, and look no further than the first 10 results. The queries they chose 

frequently correlated with parts of phrases within the results, even though they rarely 

specified them as such.
36

 

Researchers seeking to refine and improve the user interface of IR began by studying 

and applying the methodologies of traditional information specialists to computer programs. 

The proliferation of information and searchers due to the World Wide Web created a novel 

testing ground for IR technology: a vast body of information with no global organization, 

and a great number of people with no particular training in traditional search procedures. To 

index the Internet, so to speak, researchers studied, then implemented, a search engine based 

on link structure analysis. Once this structure came into common usage, it was found that 

users did not carry out digital searches the same way they did physical searches.  

 

2.3   Determining Influence, Credibility, and Authority 
 

From its earliest stages, IR technology was developed through a process of 

negotiation with researchers and with users. The writing was on the wall for this relationship 

early on in sociological studies. The 1955 work of Katz and Lazarsfeld, Personal Influence, 

articulated the two-step flow hypothesis. Instead of a one-step process where media directly 

influenced the masses, the authors theorized that there was an intermediary step: “opinion 

leaders” who had a better access and understanding of the media. These leaders would then 

provide the masses with their interpretation of the media.
37

  

 How people interpreted and understood their world – and who that information came 

from -- became a topic of developing interest in the sociological world. In 1966, Berger and 

Luckmann introduced the theory of the “social construction of reality.” They posited that as 

people interact within society, they disseminate and repeat conceptions of each other‟s 

identities and roles. When these conceptions become standardized, they are said to be 

institutionalized. People are then expected to act within their institutionalized roles. Thus 

Berger and Luckmann argue that people construct social meaning socially, through their 

interactions.
38

 This argument was, at the time, revolutionary; it meant that meaning was not 
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inherent in people‟s actions, but rather determined by unconscious processes of social 

collaboration.  

 Granovetter explored how micro and macro levels of social circles are linked. In the 

case of a network of friends, he argued that the strength of ties between the two friends 

dictated how much their networks would overlap. He observed that most sociological 

research had dealt with strong ties and suggested that focusing on weaker ties would lead to 

studies of interactions between, rather than within, groups and also to the research that could 

examine more vaguely defined groups. The dissemination of ideas and information could 

also be explored.
39

 

 A concept that arises again and again is the idea of social credit of one kind or 

another. Granovetter and Fukuyama studied it in economic terms, exploring how and why 

people acted as they did in business relationships. Granovetter claimed to take a middle-of-

the-road approach to social theory. He saw one extreme as researchers who believed that 

individuals were to be trusted, but institutional structures had made malfeasant behavior too 

costly for most of them to risk. On the other end of the extreme were researchers who 

suggested that some “generalized morality” guided human action. 

Granovetter‟s approach was embeddedness theory, which states that economic relationships 

are embedded within social relationships. Social connections, accordingly, discourage people 

from economically harming each other. People remember how people have acted and how 

they have been treated in the past, and they may choose to trust or distrust a business 

depending on that interaction.
40

 

In his popular book, Trust: the Social Virtues and the Creation of Prosperity, 

Fukuyama (1995) made the argument that economics is grounded in social life. He claimed 

that some societies and cultures are more effective economically because of certain cultural 

characteristics, specifically the promotion of hard work and trust. The behavior of successful 

business cultures was, he thought, based on “set of ethical habits and reciprocal moral 

obligations” rather than on a system of rules and regulations imposed from the outside. 

Societies that lack these agreed upon norms and that constantly debated and litigated their 

rules had stunted economic growth. Trust created an unspoken consensus, whereas explicit 

rules created an environment where time and effort was wasted on argument.
41

 

The idea of trust and the networks that form from that trust underlie a great deal of 

modern organization. People have a remarkable capacity for identifying groups and the 

relationships between them. One study by Watts et al (2002) showed that individuals were 

capable of sending a message through the network of people they knew to a distant target 

person, averaging only about six people to the target. The researchers thus determined that 

social networks are “searchable”; people recognize personal identities according to “sets of 

characteristics measured along a number of social dimensions.” They suggest that this model 

and method of search may also apply to many other IR problems.
42
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This study is revealing not just for its own conclusions, but as part of a trend of 

investigating the processes by which people naturally organize themselves. Brown and 

Duguid (1991) examined how this natural organization and how people view it can 

sometimes obfuscate actual practice. Workplaces were “generally viewed as conservative 

and resistant to change,” a place of practice and not of learning or innovation. However, the 

authors argued that these distinctions are illusionary and suggest that many work-around 

procedures that employees engage in are predicated on both learning and innovation. In order 

to see these phenomena, that is, in order to see how information is created and disseminated 

within an organization, the authors argue that an understanding of the communities and 

power structures within the organization is necessary. The authors conclude that “conceptual 

reorganization to accommodate learning-in-working and innovation, then, must stretch from 

the level of individual communities-of-practice and the technology and practices used there 

to the level of the overarching organizational architecture, the community-of-

communities.”
43

 

 Sociologists have studied how information is spread, examining means of influence 

and social regulation. They have theorized about the importance of social connections, 

especially trust, in activities that might not be considered strictly social, such as economic 

practices. They argue that an established sense of credibility and community often makes for 

effective organizations. Other researchers have examined more specific instances of social 

IR, studying how people understand networks of groups and of organizations. 

 

2.4   Information Interfaces and Presentation 
 

As technological tools became more numerous and more sophisticated with the 

continued development of IR technology, the field itself underwent a recursive problem: IR 

technology itself was becoming unmanageable. Although many tools such as language 

processors, mail programs, and editors were available to aid in the analysis and 

dissemination of information, they were not presented in a way that made them easily 

accessible. When a particular tool was needed, it was not easy to find, because no coherent 

system of organization existed. In 1993, Greenberg found that there was insufficient 

knowledge on the subject of user behavior, synthesized a number of empirical studies, and 

published The Computer User as Toolsmith. He developed the model of a handyman‟s 

workbench for how to organize computing environments, especially those online. His work 

was very influential in the field of user-interface.
44

 

 Another problem lurking in the field of IR was the retrieval of images. The most 

common ways of searching for in images in 2003 were keyword searches and similarity 

searches, which function by selecting a sample image and finding those similar to it. Yee et 

al provided an alternative method of searching meant to allow users to “navigate along 
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conceptual dimensions” through “hierarchical faceted metadata and dynamically generated 

query previews” and conducted a usability study to determine the method‟s efficacy. 

Metadata is just what it sounds like: data that is beyond the base data. The image 

itself is the data, and metadata is a conceptual description of the image. It can be content-

oriented, theme-oriented, name-oriented, geographically oriented, media-type oriented, and 

so on, which is why Yee et al proposed the idea of faceting; the metadata could be divided 

into independent categories: themes, content, medium, and so on. Either the entirety of the 

metadata or individual facets of the metadata could then be displayed hierarchically. 

“Located in Vienna >Austria > Europe” is an example of a hierarchical facet. “By Pablo 

Picasso” is an example of a flat facet. Previews of the search results were “dynamically 

generated,” which is to say that they were created in immediate response to user queries. 

Although users were unfamiliar with the interface, a factor which often leads to 

dissatisfaction, 90% of the usability study participants preferred the new interface to 

traditional keyword and similarity searches.
45

 

Interface studies do not only conduct usability studies. Some of them are strictly 

observational. One of the best ways to learn about user behavior is to give users information 

and study what they do with it, thus allowing researchers the possibility of discovering new 

IR interface designs that might better serve users and also the opportunity to see how users 

are responding to existing interfaces. Some studies have examined to what extent people use 

computers to manage their personal information systems.
46

 Others have investigated the 

characteristics of user search behavior, including such factors as culture, situation, and the 

eventual usage of information.
47

 

Jones et al (2002) wanted to know how users stored and organized information they 

had located and might want to find again. Some used the tools intended for quick relocation, 

such as bookmarking and history tools built into their browsers. In addition to these tools, 

they would also email themselves web address to themselves with embedded comments in 

the body; print web pages; and save web pages to their hard drives. Jones et al found that 

information storage practices varied according to “workplace role and … relationship to the 

information” being gathered.
48

 

One well-known study took place over four successive years with the Text Retrieval 

Conferences Interactive Track. Belkin et al (2001) sought the means to improve one aspect 

of IR that users found most difficult, query formulation and reformulation, and also tested 

out user interface research methodologies in various comparative and iterative projects. They 

studied the efficacy of several common methods of query reformulation, including variations 

of (1) relevance feedback, wherein the user provides feedback about the relevance of search 
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results, and the system re-computes the search parameters and (2) local context analysis, 

wherein the system presents new term suggestions. They sought to identify which of these 

methods users preferred, how much effort was required to use them, and how effective they 

were in accomplishing IR tasks.
49

 

As IR technology has become more sophisticated, research has increasingly focused 

on how to make it more useful to searchers. Studies have focused on how to organize IR 

tools and how to search for non-text information in a way users find more naturalistic. Other 

studies have not tried to test any parameters in particular but have sought to observe user 

behavior with existing IR technology, seeking insight into what is effective and what needs 

to be added. Finally, these studies have also searched for methodologies that will return 

useful and consistent results insofar as research itself is concerned. 

 

2.5   Clustering and Link Analysis 
 

In a 2000 paper, Gibson et al discussed a new approach for organizing nonnumeric, 

or “categorical” data into clustered sets. While numbers lend themselves to linear order and 

to categorization such as “\like” and “\unlike,” non-numeric data, such as would be found the 

database for a car dealership, include such terms as “\manufacturer,” \model,” \dealer,” 

\price,” \color,” \customer” and \sale date.” Only the price and sale date are numerical. 

Gibson at al use an “iterative method” to determine the similarity between terms based on 

their co-occurrences. First, an item is seeded with a small amount of weight. This weight 

then spreads, or propagates, to items where the first item co-occurs. These items, having 

gained weight, spread it further to other instances of their co-occurrences, and thus the 

process iterates. 

This method has several advantages. Significantly, it has no “a priori quantization,” 

which is useful because artificial mathematical assignments can sometimes lead to the 

destruction of the web of relationships that the program is supposed to find. Additionally, it 

allows items that do not co-occur with the original item to gain weight. It can track 

relationships between terms without those terms having to co-occur. Rather, the similarity is 

inferred from the sets of co-occurrences with which they have significant overlap. Even 

when there is not significant overlap, the method allows for “more distant” correlation to be 

established between terms.
50

 

Finding relationships is certainly a common function of an IR search. However, at 

times there are so many relevant results that they are more than a user can process. Bharat 

and Henzinger (1998) studied the process of topic distillation on the Web. The Web is a 

unique body of information in that it is constantly changing and growing, and the quality of 

its content varies considerably. Users, however, tend to search it with very short queries, 

which can lead to an excessive number of results of highly variable quality and relevance. In 
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topic distillation, the vast number of search results is “distilled” into the results most relevant 

to the user. To accomplish this distillation, Bharat and Henzinger modified a link structure 

analysis with content analysis and found that user satisfaction with results was improved by 

45%.
51

 

Another experiment in topic distillation (1998) compared a topic distillation engine, 

CLEVER, with the popular search engines Yahoo! and AltaVista. Search engines are 

distinguished from distillation engines on the basis that they filter out irrelevant pages, low-

usefulness pages, and low-quality pages and return fewer results. The CLEVER distillation 

engine functioned by having two distinct types of pages: hubs, which had links to many 

relevant sites, and authorities, which had relevant content. After assembling an initial set of 

pages, the kind which would be returned by a traditional research engine, the distillation 

engine found even more pages, the root set, through pages linked to in the initial set. Each 

page was assigned a hub-weight and an authority-weight, which was then modified through 

multiple iterations, based on the relationships between the hub and authority weights. The 

pages with the highest scores are then chosen, similar sites are eliminated, and results are 

refined through relevance feedback, a technique called comparative precision. The 

distillation engine outperformed both Yahoo! and AltaVista.
52

 

Working within the CLEVER project, Chakrabarti et al (1998) created an Automatic 

Resource Compiler (ARC), an IR system that automatically compiles “a list of authoritative 

web resources on any (sufficiently broad) topic.” Such lists are already created by engines 

such as Yahoo! and Infoseek, but those engines depend on human input; they are not 

generated by computer alone. They found, in one of the first studies comparing the quality of 

resources lists compiled through different methods that ARC was able to perform almost as 

well, and sometimes better, than manually compiled lists. The automatic nature of ARC 

allows lists to be more easily kept up to date and to generate new lists much more efficiently 

with little loss in quality.
53

 

Another type of automatic IR technology is a crawler, a program designed to create a 

local collection of websites. The major search engines regularly crawl the Web in order to 

determine what pages will be included in their search results. A crawler begins with a set of 

seed pages, which it searchers for links. The pages it links to are then likewise searched, and 

so on. If this process is terminated after the collection reaches a target size and the entire 

collection refreshed for the next crawl, it is called a periodic crawler. If the crawler keeps 

tracking the web pages, updating and refreshing them and not establishing a new collection, 

it is called an incremental crawler. Incremental collection allows for savings in network 

bandwidth and a more timely collection of pages. In the interest of optimizing an incremental 
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crawler, Cho et al (2000) studied how web pages change over time and suggested specific 

parameters as to how an incremental crawler should operate.
54

 

In order to optimize IR tools for the continually evolving database of the Web, 

researchers have sought to create search and compilation engines that function automatically 

and involve no manual processing. These processes frequently involve “seeding” an initial 

source with authority, and then, by following patterns such as co-occurrence and link 

structure, relating the initial source to an increasingly number of pages. Seeding tends to be 

iterative, repeating and refining searches in multiple but similar steps. Indeed, the iteration 

and refinement of searches is amongst the most successful of IR methodologies. 

 

2.6   Media Segmentation and Classification 
 

Being able to segment media according to given criteria is essential for indexing and 

search purposes. These, in turn, allow viewers to discuss and disseminate information about 

broadcast media on the Web. 

Commercial detection is one of the most basic functions of media segmentation and 

classification. For many viewers, having a way to efficiently skip through commercials 

would make television watching far more enjoyable, and technology is quickly catching up 

with their preferences. Being able to distinguish commercials from other programming is 

also necessary if programs are to be reliably mined for keywords. 

Thus, many researchers have developed methods to automatically separate 

commercials from television programs. Mizuntani et al (2005) designed a sophisticated 

commercial detection system. Traditionally, commercial detection was based on the 

detection of black frames and silences, which usually mark boundaries where commercials 

begin. These cues, however, are not always available, and so the researchers proposed a 

heterogeneous process, synthesizing “local” video, audio, and temporal cues “in their global 

context.” Local features are simply those inherent in commercials; the global context is the 

time a commercial is likely to occur in a given program, and it changes according to the type 

of program. 

Local features are more varied than global features. They include such characteristics 

as rapidly switching between different backgrounds, so as to be more dynamic and keeping 

the viewers‟ attention. Overlay text also tends to take different forms in commercials than in 

broadcasts. These features were input into a discriminative classifier, and the results were 

transformed using a Support Vector Machine, in which form they could be more easily 

compared and used to determine the probability of where commercial boundaries were. This 

method improved the results derived from frame analysis and even performed acceptably 

when frames were not available.
55
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An alternative to the strategy of manually assigning parameters of features to detect 

commercials is to use genetic algorithms (GAs) to assign the parameters. GAs function 

loosely according to evolutionary terms, generating a set of candidates, selecting the fittest 

among them, and combining the selected candidates. This method was used with features 

that included luminance, letterboxes, and keyframe distances in a study by Agnihotri et al 

(2003); they found that GAs outperformed the values assigned by an experienced engineer 

and significantly contributed to the flexibility of the segmenter.
56

 

 At other times, it is necessary not simply to detect the block of commercials but to 

identify specific commercials. Presently, marketers must employ people to ensure that their 

commercials are broadcast in the time slot they paid for. They do this by identifying 

important features of commercials. Some features can be directly measured; these include the 

length of the commercial spot (which is limited), the black frames between commercials, and 

the amplitude of the audio, as commercials are broadcast louder than the show itself. Indirect 

features include things such as quick cuts between scenes, rapid color changes, still images 

presenting the product, and text. By comparing these features to the expected commercial in 

a given spot, commercials can easily be recognized.
57

 

 Commercial blocks can be divided into their component commercial spots, and 

television programs and films can be divided into their component scenes. This division 

moves segmentation closer to semantic divisions and assists in summary and navigation. 

Sundaram and Chang (2002) designed a segmenter that only utilized features that could be 

computed. Visual features of scenes included relatively consistent color composition and 

similar lighting conditions, and audio features included similar ambient noises (either music 

or sound).
58

 

Lienhart et al (1999) took a semantic approach to the problem of scene division, 

attempting to divide scenes along the lines of dialog and audio and video sequences. They 

looked at shot boundaries and compared them to setting boundaries, dialog boundaries, audio 

sequence boundaries, and finally scenes, with success rates ranging from 50% to 86%, and 

false positive from 0% to 19%. They concluded that identifying features that indicated 

semantic boundaries was the most significant determinant of their results, as would be 

expected.
59

 

Shots are a group of frames taken by a single camera, and related shots are organized 

into scenes, which are related to the semantic meaning of a given sequence. Kender and Yeo 

(1998) proposed a novel approach that took into account the limitations of human cognitive 
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processing. They observed that there are limits to how much most people can process in 

terms of perspective changes within a given shot, and apply these parameters to the 

calculations of scenes. They call the ability of the media to adapt to human perceptual limits 

“coherence.” Instead of dividing scenes into discrete intervals with absolute boundaries, they 

measure coherence continuously, and the variations in this continuous measure can then be 

used to calculate probable divisions of scenes, if required.
60

 

 Chaisorn et al (2003) also understood that segmentation was a process that could be 

partitioned. The researchers first segmented and tagged various shots from news broadcasts, 

which feature many different stories. They designated seventeen categories that the shots 

could belong to: Intro/Highlight, Anchor, 2Anchor, People, Speech/Interview, Live 

reporting, Sports, Text-scene, Special, Finance, Weather, Commercial, Lead-in/lead-out 

shots, Top story logo, Sports logo, Play of the day logo, and the Health logo. The latter five 

categories were specific to the news stations whose data they were using. 

Once they had the data classified into categories, they organized them into 

component story segments using Hidden Markov Models (HMM). A Markov process is, 

loosely speaking, a transformation from one state to another. It is “hidden” when the original 

state is unknown and conclusions must be drawn from the existing state. In the case of 

segmentation, HMMs are often a way of allowing a computer to draw conclusions about 

semantic meaning without the computer having any genuine understanding of the actual 

semantic processes.
61

 

 The automatic segmentation of media is a tremendously useful but also tremendously 

complex problem, one which has not been satisfactorily resolved. Commercials, distinct from 

other types of broadcast material, can be more or less reliably detected because of their 

consistent usage of black frames, and the performance of commercial segmentation improves 

even further when augmented by features. Segmentation based on semantic, human 

categories presents more of a problem. Researchers have attempted to use only 

computationally measurable qualities, while others have explored the possibilities of using 

the limits of human cognitive capacity to inform the probability of segment boundaries. 
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Chapter 3 
 

 

Information System and Research 
 

 

 

3.1  The Anatomy of a Social and Broadcast Media Listening 

Platform 

 
 

3.1.1   Correlating Broadcast Television, and Social Media 

 
LiveDash uses a number of innovative media data capturing, link analysis, clustering, 

and social networking analysis techniques to provide a live pulse of what is being mentioned 

on television, social networks, and journalism wires in real-time, and what has been 

mentioned in the past. Using specially designed media servers, LiveDash captures and 

records ninety national television networks from the United States, and indexes the television 

transcripts in real-time. LiveDash also crawls the content composed and links people share 

on Twitter, Digg, Facebook and other social sharing services, and indexes the content on 

those pages as soon as they are shared, allowing users to find the freshest, most socially-

relevant content in real-time. 

Respectful of the copyright regulations of broadcast television, LiveDash utilizes 

only closed-caption and metadata of broadcasts, and archives the recorded video for only one 

month. Similar to how search engines cache websites, LiveDash capture servers are creating 

indexable metadata of shows and recording everything mentioned on television, allowing 

users to search what is being mentioned on television, social networks, and newswires.  In 

order to understand the correlations and relationships between Broadcast television and 

social media, it is necessary to capture, parse, analyze, and prioritize all this information.  

The following sections will describe in detail how the LiveDash system works in order to do 

so. 

 

3.1.2   The Challenges of Data Mining the Internet 
  

Knowing that most of the readers will have previous knowledge of the Internet, this 

dissertation will give only a summary of the history and description of the Internet. First, 

despite popular belief, the Internet is not the Web. The Web was conceived by Tim Berners-

Lee while he was working at CERN (Centre European pour la Recherché Nucleaire), 

Switzerland, when he made popular the phrase “World Wide Web,” and created the first 

Web client program called “Worldwide Web” in 1989.  In simple terms, the Web is the 

overall distribution system with numerous protocols (HTTP, TCP/IP, etc) and languages 

(Hypertext Markup Language, etc.) 
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Of course, the Internet makes the Web what it is, offering the communication layer 

and network, originally developed by ARPANET during the Cold War. The Internet today 

would not be possible without the work of Bob Kahn and Vinton Cerf, who developed 

Transmission Control Protocol/Internet Protocol in 1973, and eventually put the concepts 

into practice in 1982 to form the Internet. 

An additional important component in the history of the Internet was the invention of 

Mosaic by Marc Andreessen and his team at the University of Illinois. Mosaic was an 

Internet client that offered consistent graphical user interface across multiple computer 

operating systems by accessing information from the Internet. Jim Clark and Marc 

Andreessen later founded Netscape Communications, which created exponential public 

growth and consumption of the Internet, marking a significant contribution to the formation 

and popularity of the Internet. 

Directories were the primary tool of navigation in the early version of the Internet, 

but the sheer breath of the Internet and the need for users to find information quickly inspired 

the development of Internet search engines.  Excite in 1993 and EINet Galaxy and Yahoo! in 

1994,created the first Web directories, which eventually evolved into the search engines, due 

to competitive pressure from Lycos, AltaVista, Inktomi, Ask Jeeves, and many others. Later, 

Google went online in 1998, followed by Microsoft‟s search contribution in 2003. Equally 

important, the World Wide Web Consortium (W3C) was created to offer international 

leadership of the future development of the Internet, and to encourage standards and 

interoperability during the evolution of the Web. Between this foundation and 2001, the 

Internet grew exponentially and received significant investment from government and 

commercial organizations. 

In the last decade, the Internet has grown at an unprecedented rate, making it the 

largest public data source the world has even seen. One of the challenges of working with 

this large data source is that it has many unique characteristics. The sheer amount of data on 

the Web is enormous, and continues to grow every minute. Adding to the complexity, the 

coverage of data is extremely diverse and extensive, providing information on just about 

anything. In contrast to a focused database, such as the Yellow Pages, the Internet offers data 

on just about every aspect of the measurable world. The data also exists in significantly 

different contexts, such as structured web pages, various multimedia files, tables, and texts.  

Considering the diversity and sheer depth of the Internet, it should not be surprising 

that the signal to noise ratio is an additional challenge that should not be underestimated. 

Most web pages contain many areas of information, including the navigation, legal notices, 

content, temporal information, and user information.  Depending on the scope of the 

information need, likely only a small part of the page is relevant. Also, the information 

quality of the page is not predetermined, as anyone can place anything online, regardless of 

quality or accuracy. 

Other characteristics that make data mining on the Internet challenging are the 

content flux of the Internet, and the dynamic nature of the Web evolving over time.  

Listening for changes on the Internet is not only vital for offering refined data mining, but 

also extremely challenging due to the exponentially increasing data production on the 

Internet. 

In order to understand the source and process behind LiveDash, it is necessary to 

understand some of the principles of data mining, some of the previous work related to data 
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mining, and a number of algorithms used to employ the system. This section will first cover 

the principles of mining for data on the Internet and later follow with the processes used to 

discover and index multimedia and capture and index broadcast media, data which was not 

publicly available on the Internet during the time of this project. 

 

3.1.3    Mining for Co-occurrences and Association Rules 
 

One of the most measurable, fundamental and definitive classes in data mining is 

association rule learning. This is important for the analysis of both social media and 

broadcast television so that we can confidently measure, and offer recommendations of likely 

related information, and cluster information that is believed to have a strong correlation with 

each other.  An association rule is a relationship between items that can be mathematically 

defined. The focus of association rule learning is discovering co-occurring associations 

among data, and many algorithms, applications and systems rely heavily on association rule 

learning.  Made popular in 1993 by Agrawal et al,
62

 the popular use case of association rule 

learning is market basket analysis. The popular example of associated rule learning is the 

basket data analysis, explaining customer purchases in a grocery store. Let us propose that 

10% of customers purchase beer and cheese at the same time.  Further, let us suggest that the 

customers who purchase cheese also purchase beer 80% during the same shopping 

occurrence. This would be listed as an association rule as: 

 

Cheese  Beer   [Confidence = 80%, Support = 10%] 

 

This classic example seems general, but demonstrates how association rules can be 

used to for co-occurrence relationships and patterns, such as those between social and 

traditional media. For example, it would be useful to track the associations between the usage 

of social media to discuss a show and the broadcasting of that show. However, television 

information is mostly not available online without the intervention of a metadata recorder 

such as LiveDash. The data mining procedures discussed here can, however, be applied more 

broadly. 

Since the Web and not a grocery store is under discussion, examples framed in online 

terms will be most helpful. First, the market basket analysis can be transformed into a web 

search analysis. Instead of items purchased in a grocery store, terms searched for on a 

website will be used. Specifically, let us posit a movie website with links to actors and 

actresses that 100 users have visited. Consider the following: 

 

Brad Pitt, Angelina Jolie  Tom Cruise [Support 10%, Confidence = 20%] 

antecedent  consequent 

 

Out of the visitors to the site, 50 followed links to Brat Pitt‟s and Angelina Jolie‟s 

pages. Of those who went to Pitt‟s and Jolie‟s pages, 10 also visited Tom Cruise‟s page. The 
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support is 10/100, or 10%; it is the number of times visitors followed this navigation pattern 

(Pitt, Jolie, and Cruise) compared to the total visitors to the site. The confidence of the rule is 

10/50, or 20%; it is the number of times visitors followed this navigation pattern compared to 

the number of times visitors followed the antecedent. The support tells us how likely a 

navigation pattern is, whereas the confidence tells us the probability of whether a navigation 

pattern, the consequent, will occur, given its antecedent. The confidence is also called the 

predictability of the rule. 

Association rules have specific terms for grouping. The overall visitation statistics of 

the website are known as the items in a database. A single action within that database, such 

as a click to Brad Pitt‟s page, is known as an item. A group of related actions, such as one 

user clicking on three different pages, is known as an itemset. If a user only performs one 

action on a given visit, that action is also known as an itemset, even though it only contains 

one item. Items are usually assigned the variable k, as in, “There are k-items in the database” 

or, “There are (a real number) items in the database.”  

Association rules can indicate a good deal about user behavior. First, they describe 

the behavior; this is the rule itself. Second, they find if the behavior is frequent; this is the 

support. Finally, they determine whether the behavior is likely, compared to other behaviors; 

this is the confidence. Such an understanding of user behavior can be used to refine search 

results, to optimize pages for advertising, and to generally find correlations in information 

usage. 

The question naturally arises: how are these rules to be found? While manually 

collecting and inputting the data is theoretically possible, the massive amount of information 

available on the Web makes doing so prohibitive, and the existence of computers makes it 

unnecessary. Algorithms can be designed to sort through data and to find the most useful 

association rules.  One of the most important and frequently used algorithms is known as the 

Apriori algorithm, which generates frequent itemsets (not rules) for how those items are 

associated. The first job of many algorithms is to eliminate data quickly so that running the 

algorithm is more efficient. This is what the Apriori algorithm does. 

According to the Apriori property (which is also known as the downward closure 

property), if an item does not occur very often, then associations with that item will also be 

rare. This very simple property allows the Apriori algorithm to quickly scan and eliminate 

infrequent associations. Recall that the frequency of an item is known as its support. It is 

useful to break itemsets into levels, since this is what the algorithm does. The first level 

contains itemsets with one item, the second level contains itemsets with two items, and so on. 

Consider the following data, which represents the visits to an imaginary website with pages 

about popular reality television shows. We have four television show pages with the 

following visitation statistics: Hell‟s Kitchen: 95 visits, Dancing with the Stars: 5 visits, 

American Idol: 25 visits, Bad Girls Club: 70 visits. 

 In the first step, the algorithm searches on the first level, searching for the number of 

visits to each individual page, i.e. the frequency of each individual item. It looks only at this 

level, not anything above it, and determines which items are frequent. This is known as a 

level-wise search. The criterion for frequency is simple: if an item has more than a minimum 

support (which can either be generated in a separate step or defined by the user), then it is 

frequent. This property is called the minimum item support (MIS). If an item has less than 
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the MIS, then it is infrequent. In the case of our fake reality television show website, the MIS 

is 10% (20 clicks). This means that Dancing with the Stars is eliminated. 

The next step in the algorithm is to generate candidates for itemsets. This is where the 

first step is useful: only the candidates that contain frequent items will be generated. Not only 

are itemsets containing only the one item, Dancing with the Stars, eliminated; all itemsets of 

any number of items that contain that item are eliminated. An itemset of {Hell‟s Kitchen, 

Dancing with the Stars} will not meet the MIS because Dancing with the Stars does not meet 

the MIS, so the algorithm doesn‟t even generate that association as a candidate. By simply 

not generating candidates that contain infrequent items, the algorithm greatly reduces the 

number of association rules that it has to process. Only the itemsets containing Hell‟s 

Kitchen, American Idol, and Bad Girls Club will be generated. Thus, the following candidate 

list is generated: 

 

{{Hell‟s Kitchen}:95, {American Idol}:25, {Bad Girls Club}: 70} 

 

The initial item in the set, as shown above, is known as the “seed,” since it grows further 

candidates according to the candidate-gen() function. This function has two steps, the join 

step, where items are combined, and the prune step. Moving up to the second level, two item 

itemsets are generated from the candidate list of frequent items. This is known a join step. 

The results are as follows: 

  

{{Hell‟s Kitchen, American Idol}: 25, {Hell‟s Kitchen, Bad Girl‟s Club}:30 (15 are not 

included, since they were eliminated), {American Idol, Bad Girl‟s Club}:15 (5 are not 

included, since they were eliminated)} 

 

Then this list is pruned of infrequent items. According to the MIS of 20%, the set 

{American Idol, Bad Girl‟s Club} is infrequent, so it is eliminated from the next join step. 

This step joins two frequent itemsets if they have exactly the same items except for the last 

item. In our rather small set, this results in the following: 

 

{{Hell‟s Kitchen, American Idol, Bad Girl‟s Club}: 21}} 

 

At this point, there are no further steps to take. The last generated candidate is 

evaluated for MIS and either pruned or kept. In the above case, it would be kept, since its 

MIS is above 10%.  The Apriori algorithm looks at frequent itemsets, not at frequent 

association rules. Frequent itemsets show what pages are clicked together; frequent 

association rules show that if certain pages are clicked, certain other pages will probably be 

clicked. They are in the form of if-then statements. For example, the following rule might be 

observed: 

 

Hell‟s Kitchen, Kitchen Nightmares  Master Chef 

 

This rule states that if a user clicks on web pages about Hell‟s Kitchen and Kitchen 

Nightmares, then that user will also click on the web page about Master Chef. This would 

make sense, since all these shows are about cooking and star the infamous Gordon Ramsay. 
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Frequent itemsets look at correlations, whereas frequent association rules look at causality. 

Once frequent itemsets have been generated, it is relatively simple to generate association 

rules from them. It is possible to exhaustively search the data for all the rules, but this would 

be inefficient, so most algorithms for rule generation have ways of eliminating large subsets 

of potential rules early on. 

 This eliminating can be accomplished through a property similar to that of the 

downward closure property. Essentially, if a rule with a given consequent is found to be true, 

that same rule will also be true for any subsets of the given consequent.  So, if Dancing with 

the Stars, American Idol  Hell‟s Kitchen, Celebrity Duets is true, Dancing with the Stars, 

American Idol  Hell‟s Kitchen is also true. 

 In order to generate association rules for a given set of data, the algorithm begins by 

generating all rules that have only one item in their consequent (i.e., Dancing with the Stars, 

American Idol  Hell‟s Kitchen). These single consequents are then used to generate two 

item consequents, and so on, until all possible rules have been generated.  These rule 

generation strategies can apply to more than transaction data or clicks on a given webpage. 

It‟s also possible to apply them to documents, where a single document is considered to be 

the activity of one visitor to a website and the words on the page all the links that they 

clicked during that visit.  

Mining relational tables is also possible, though not directly. The table must first be 

converted into transaction data, a relatively simple process. Each value in a given category is 

made into an attribute-value pair, by attaching the category (the attribute) to each value. This 

pair then constitutes an item, insuring that items in a given set remain distinct.  

 The selection of itemsets is, as previously described, reliant on a minimum support. 

Determining the right support is critical for obtaining good results. However, sometimes 

there is no one “right” support, because having one support assumes that all items have 

similar frequencies, an assumption which is often wrong in real-life situations. This can lead 

to rare items in the data being missed, if the minimum support is too high, or result in a 

proliferation of irrelevant associations, a problem known as combinatorial explosion, if the 

minimum support is too low. Sometimes, data with enough variance in frequency requires 

more than one support. 

 One of the best solutions to this problem is to have the user assign multiple minimum 

supports to each item. Then, the data mining engine can be programmed not to generate 

items sets that contain both rare and frequent items; this is called introducing a constraint. 

However, this constraint can interfere with the downward closure property. Below we have 

four television stars from the popular series, House. Each has been assigned an individual 

minimum support to reflect how often his or her page is visited.  

 

Hugh Laurie, MIS = 20%; Omar Epps, MIS = 7%; Lisa Edelstein, MIS = 15%; Olivia Wilde, 

MIS = 6%  

 

 Consider that the Apriori algorithm has completed its first step, generating all 

frequent items, and the above are the results. In the second step, it is found that the itemset 

{Hugh Laurie, Lisa Edelstein} only has a support of 11%, which does not meet either the 

20% or 15% support of the individual items. Eliminating this itemset is thus appropriate, 

according to the algorithm. However, its eliminating will also result in the elimination of 
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other itemsets in step three. Neither {Hugh Laurie, Lisa Edelstein, Omar Epps} or {Hugh 

Laurie, Lisa Edelstein, or Olivia Wilde} will be generated, even though both would be 

frequent, according to their respect 7% and 6% supports.  

A modification of the Apriori algorithm, called MS-Apriori, resolves this problem by 

sorting items according to their minimum item support values in ascending order and 

introducing a support difference constraint. The items from House would be sorted as 

follows:  

 

Olivia Wilde, MIS = 6%; Omar Epps, MIS = 7%; Lisa Edelstein, MIS = 15; Hugh Laurie, 

MIS = 20%; 

 

This organization satisfies the sorted closure property, which is similar to the 

downward closure property. Basically, since the items are sorted, the itemsets with the lowest 

support values are established as candidates first. The trouble with this approach is that it 

leads to a proliferation of itemsets because the lowest minimum support is being used. Thus a 

support difference constraint can be introduced to reduce the pool of candidates and to allow 

the user to specify to what degree the pool should be narrowed. Association rules are then 

generated using these frequent itemsets. 

 

3.1.4   Mining Class Association Rules 
 

A particular subset of association rules are known as class association rules. These 

combine association rules, which have no predetermined target, with classification rule 

mining, which have only one target. 

The situation may arise, for example, when a user has a text-based collection 

categorized by topics (called target items) and wants to know how words within the 

collection correlate with each topic. When items in a collection correlate with other items, 

these relationships are called class association rules. One particularly useful combination is 

search queries and pages clicked, a form of transaction data, which can then be used for 

target items, such as advertisements. Thus, a class association rules would help to find what 

advertisement topics were associated with particular queries and chosen results. 

Whereas a normal association rule can have multiple consequents, a class association 

rule can have only one: the class. The difference can be seen below: 

 

Normal association rule: Hell‟s Kitchen, American Idol  Dancing with the Stars 

Class association rule: Hell‟s Kitchen, American Idol  reality television 

 

The normal association rule correlates watching Hell‟s Kitchen and American Idol 

with also watching Dancing with the Stars, whereas the class association rule assigns a class 

to Hell‟s Kitchen and American Idol: reality television.  

 The Apriori algorithm in its original form does not work well with class association 

rules; it tends to result in combinatorial explosion. Thus, another algorithm, which is based 

on the Apriori algorithm, is used. This algorithm is known as Class Association Rule-

Apriori, or CAR-Apriori. 
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CAR-Apriori requires only a single, iterative step to generate rules. This step 

combines the generation of candidate rules with the assessment of their minimum supports 

and confidences. Basically, all the rules, called ruleitems, have to satisfy the user-specified 

constraints of support and confidence. To satisfy the support, the k-ruleitem must occur 

above a minimum (rule)item frequency; the correlations have to be relatively frequent in 

order to be considered rules. Confidence is used determined by how many of the rule items 

fit into an assigned class. If most of the rule items belong to the same class, the rule is said to 

be confident. Since rules generated with CAR-Apriori can have only one consequent, 

additional candidate rules are generated by adding items to the antecedent and testing the 

supports and confidences; this is known as adding an item to the condition set. 

 Many of the same principles that apply to normal association rules also apply to class 

association rules. Relational table data can be easily converted into class association rules, in 

much the same process as they are for normal association rules. The data become value-

attribute pairs, the conditions, and the assigned class remains in its original form; it does not 

require the attribute “class” because it is the only item in the consequent and thus does not 

require disambiguation. Likewise, class association rules lend themselves well to the user 

setting multiple minimum supports. The user can specify a minimum support for every item, 

as with normal association rules, or specify a support for every class. For example, a user 

may want the class of reality television, a very popular trend in television, to have a 

minimum support of 20% in an algorithm designed to classify genres. A less popular genre, 

such as documentaries, might have a support of 5%. In the cases of minimum supports for 

both items and for classes, support constraint differences can be added to restrict the number 

of rules generated. 

 

3.1.5   Mining for Sequential Patterns: Generalized Sequential Pattern and 

PrefixSpan 
 

Although association rule mining ignores the order of the transactions, this order can 

be important. On the Web, it can be useful for finding navigational patterns. In text 

documents, the word order in a sentence is essential for determining linguistic patterns. In 

these situations and others, association rules do not work well because the order of items is 

critical to finding associations. Thus, data mining must turn to sequential rules. 

 In sequential pattern mining, items are, as with association rules, organized into 

itemsets, which are usually designated with the variable a. The difference is that these 

itemsets have a specific order, called a sequence. The order of the items within each itemset 

is generally in alphabetical order. Each itemset in a sequence is called an element. Each item 

can be listed only once in an element but may occur multiple times throughout the sequence, 

in different elements. The number of itemsets (or elements) in sequence is its size, and the 

number of items in the sequence is its length. A sequence of a given length is called a k-

sequence, and k designates the number of items. The support is defined as the number of 

sequences that contain a given sequence over the total number of sequences. A hierarchy of 

sequences is as follows: 

 

Sequence > Itemsets / Elements: Size > Items: Length 
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Two important algorithms for mining sequential patterns are the original Generalized 

Sequential Pattern (GSP), which functions with a single minimum support, and its variant, 

the MS-GSP algorithm, which has multiple minimum supports. 

The basic GSP algorithm works nearly the same as the Apriori algorithm, generating 

all frequent sequences and then storing all the likely candidates. The candidate generation 

step is somewhat different, as it involves a join step which eliminates duplicate sequences. 

Sequences are generated by joining two sequences together, much as new itemsets are 

created by adding additional items in Apriori. Sequence 1 is joined with Sequence 2 “if the 

subsequence obtained by dropping the last first item of S1 is the same as the subsequence 

obtained by dropping the last item of S2.” 

This can have two different results. In the first case, “the added item forms a separate 

element if it was a separated element in S2 and is appended at the end of S2 in the merged 

sequence”; in the second case, if it was not a separated element, “the added item is part of the 

last element of S2 in the merged sequence.” This is known as the join step. For example, in a 

given set of sequence, SI: <{1, 2}{4}> joins with SI: <{2}{4,5}> to create <{1, 2}{4, 5}>. 

By contrast, <{1}{4, 5}> does not join with either sequence because no sequence has the 

form <{4, 5}{x}> or <{4, 5, x}>. In the prune step, a sequence is eliminated (pruned) if any 

one of its (k-1)-subsequences does not meet the minimum support.  

 As with association mining, some sequences appear with disproportionate frequency. 

In this case, it is possible to use the MS-GSP algorithm to allow the user to assign multiple 

minimum supports to elements. This leads to some difficulties. With the MS-Apriori 

algorithm, the order of itemsets was unimportant, and so they could be sorted to put the 

minimum item supports in ascending order. With sequences, however, the order is relevant. 

MS-GSP incorporates an algorithm that addresses this problem. 

Another sequential mining algorithm is called PrefixSpan. Unlike the Apriori and 

GSP algorithms, it does not generate candidates. While GSP first performs a breadth search, 

eliminating many initial possibilities, PrefixSpan begins with a depth search. It searches for 

all frequent items in its initial scan and then locates sequences with corresponding lengths, 

generating sequences from the prefix. It is particularly efficient because it does not generate 

all possible elements in a given sequence. Instead, it finds only elements that contain 

frequent prefixes “because any frequent subsequence (i.e., element) can always be found by 

growing a frequent prefix.” 

 PrefixSpan requires a dataset of sequential transactions and a minimum support. For 

example, a series of time-stamped posts on Twitter represent a sequence, since the tweets 

were posted in a certain order. PrefixSpan begins by sorting each item in ascending order: the 

first tweet posted is first, and so on. In this case, an item can be considered to be repeated if 

is about the same topic. PrefixSpan then finds all the items that have the preset minimum 

support. These frequent items then become the prefixes for all the sets of sequential patterns. 

Each prefix represents a subset of the sequential patterns.  

 To find sequential patterns, the algorithm takes one prefix at a time and extends it by 

adding items to it. This item can either join the last itemset of the prefix or form a separate 

itemset. The algorithm finds all frequent patterns of two forms: (1) <{_, x}> and {y, x} and 

(2) <{_}{x}>, for all the frequent prefixes. 
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 In order to set multiple minimum supports, the algorithm MS-PS is used. First, a 

minimum item support it assigned. Then, the algorithm finds all items that have at least the 

minimum item support and sorts them in ascending order according to their support values. 

The user specifies a support difference constraint, which is then used to calculate which 

items to discard. 

 Three types of sequential rules can be generated, sequential rules, label sequential 

rules, and class sequential rules. The first form, sequential rules, is where X is a proper 

subsequence of Y, if the length of Y is larger than that of X. Then, X  Y. For example, 

Twitter topics might demonstrate the following rule: 

 

 <{New Releases}{Harry Potter}>  <{New Releases}{Top Box Office Returns} {Harry 

Potter, Transformers}>  

 

 Label sequential rules (LSRs) take the form of “X is a subset of Y, where Y is a 

sequence and X is a sequence produced from Y by replacing some of its items with 

wildcards.” The replaced items are called labels. LSRs are using for predicting the labels and 

the probability that they will occur. The wildcards can be restricted to match only a certain 

type of item, and so more specific sequential rules can be mined. In the example below, the 

spaces designated as wildcards could be used to predict how a user will explore topics in a 

social network.  

 

<{New Releases}{*}{Harry Potter, *}>  <{New Releases}{Top Box Office Returns} 

{Harry Potter, Transformers}>  

 

Class sequential rules (CSR) function in almost exactly the same way as class association 

rules and are discovered in similar ways. A given sequential pattern is assigned a class. Thus: 

 

<{Transformers}{Harry Potter}>  class: science fiction and Fantasy film 

 

3.1.6   Supervised Learning 
 

Supervised learning is essentially how computers “learn”; they find patterns in data 

that they then apply to other data. It is also often referred to in academic language as 

inductive learning. Whereas humans learn from experiences, computers learn from data. This 

type of programming is used extensively, especially with Web data mining. 

 There are various types of supervised learning, but LiveDash is concerned primarily 

with predicting the class of a given item of data, as to add metadata, compose high 

confidence clusters, and compose more customized recommendations. The basic form of 

supervised learning includes a set of discrete (noncontinuous) attributes A and a target 

attribute C, for class. The values that C takes are called class labels. As can be inferred from 

these two types of attributes, supervised learning is basically a relational table: the set of 

attributes is related to target attributes, which together describe a “past experience.” This past 

experience is variously called a data record, an example, an instance, a case, or a vector. 

Collectively, data records are referred to as data sets.  
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 The purpose of supervised learning is to produce a “classification/prediction 

function” that relates the attributes in A to the classes in C. This function is also known as a 

“classification model, a predictive model… or a classifier.” A classifier could, for example, 

sort through a television programming schedule and assign each show a genre (the class).  

 The first step of supervised learning requires input from a human being. The 

programmer takes a data set and manually assigns classes to the items. This step is why it is 

called supervised learning; the computer‟s lessons are “supervised” by a person. The data 

mining program then uses the relationships from this training set and applies them to future 

instances, creating a model. This model is then tested for accuracy with test data. One record 

of the test data is manually classified, and the other is not. The manually classified test data 

is compared with the computer classified test data. 

 To summarize, when a computer learns, it takes a data set D, aka past experiences, 

performs a task T, and is evaluated with a performance measure (the accuracy) M. If the 

system predicts class labels more accurately after processing the training data, it is said to 

have learned.  

 The fundamental assumption of machine learning is that the training data represents 

the same patterns as the actual data. If a machine is to learn anything useful, the training data 

it processes must reflect the distribution of the actual data. 

 The steps of learning are relatively simple. A system processes training data 

according to a learning algorithm and produces of model of how to process future data. This 

model is then tested with a test data set. If the model is highly accurate, then it is accepted. If 

not, then either a different learning algorithm must be chosen or the data must be 

preprocessed. Usually, these steps must be repeated multiple times. Sometimes, achieving a 

satisfactory model is not possible because the data is highly random or because current 

learning algorithms are not sufficiently sophisticated to process it. 

 One of the most commonly used types of learning algorithms is decision tree 

learning, which has the advantages of being accurate and efficient. A decision tree has two 

types of nodes: decision nodes, which are internal nodes that contain tests, often in the form 

of questions, and leaf nodes, which are terminal nodes that specify a class. The first decision 

node is called the root node. Each of its possible outcomes form new branches (new decision 

nodes) until they reach a point where they are assigned a class value at the leaf node. Then 

the tree ends. Given a large data set, many decision trees are possible; which one is created 

depends on the algorithm being used. 

 One of the fundamentals of creating good training data is to have the outcomes of the 

decision nodes be as pure as possible. “A pure subset is one that contains only training 

examples of a single class”; the subsets “have the same class as the class of the leaf.” For this 

reason, small, accurate decision trees are usually preferable to larger and more general trees. 

Smaller trees are easier for users to understand, because sometimes the user must evaluate 

the system, as with a doctor diagnosing a patient‟s disease with the aid of a decision tree. 

 In real life situations, decision trees rarely have entirely pure subsets. Usually, 

examples that reach a leaf node are of different classes. A measure of the purity is, however, 

used to calculate the confidence in the tree‟s divisions. According to Liu “the value of x/y is, 

in fact, the confidence value… and x is the support count.” This suggests how a decision tree 

can be converted into an algorithm: the branches become a set of if-then rules. An if-then 
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rule can be formed from each branch from root to leaf: the decision nodes form the 

conditions, and the leaf forms the consequent.   

 Unlike association rule mining, rules found in decision trees only find rules that exist 

within the tree‟s data. Additionally, the set of rules a tree generates are “mutually exclusive 

and exhaustive,” meaning that only one data instance covers, or satisfies, the conditions of a 

given rule. A tree is also a generalization, including only the key patterns in the data. 

 Programs usually learn decision trees from a “divide-and-conquer strategy.” Initially, 

the data set is concentrated entirely at the root. The data set is then broken apart into its 

subsets of data records, and the tree expands downward into branches the tree as the root is 

divided by decision nodes. The division stops when all the data records have been assigned 

to the same class or when every attribute has been used. Each iteration of branching selects 

the best attribute to divide the data “according to the values of the attribute.”  

The best attribute is selected by a function, the impurity function, which maximizes 

the subset‟s purity. The impurity function essentially compares the possible outcomes of 

choosing a given classification. The purer the outcomes are, the more desirable the 

classification.  

 The two most popular purity functions are called “information gain” and 

“information gain ratio” functions. The information gain function is makes use of 

information theory‟s entropy function. Entropy is essentially a measure of disorder. As the 

data becomes purer, the entropy value becomes smaller, which makes sense, since entropy is 

a measure of disorder, and “disorder” can be a measure of impurity. The information gain 

function determines the entropy value of a given data set and then evaluates every attribute, 

determining which one reduces the entropy the most.  New branches are created until the 

reduction in entropy is no longer significant, and the significance value is determined by the 

programmer. 
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 The information gain function tends to focus most on attributes with many values, 

which can skew the results in favor of those attributes. For example, the attribute of “user 

ID” in a database might well contain many values largely irrelevant to the classification 

process. Nonetheless, an information gain function would weight “user ID” heavily because 

it had so many values, and “user ID” would be near the root of the decision tree. In such an 

instance, the information gain ratio function can be introduced. Essentially, the information 

gain ratio function “normalizes the gain using the entropy of the data with respect to the 

values of the attribute”; it biases the decision tree against considering attributes with many 

values. 
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 The information gain or gain ratio function can handle continuous attributes, such as 

temperatures, by representing them as discrete values. This is done by dividing the 

continuous attributes into intervals, which then function as discrete values. Usually, a binary 

split is used to divide the continuous attributes into intervals. While there is theoretically an 

infinite range of values in a set of continuous attributes in reality, the number of attributes in 

a given data set is finite. These can be used to determine a threshold, which is used to 

determine how many intervals there will be. 

 Decision tree learning presents some difficulties. Since a tree learning algorithm 

continues iteratively until it runs out of either impurity or attributes, some trees may be very 

long and have many leaves that apply to only a few data records. While this might work well 

with the training set, its specificity will probably lead to poor performance with an unseen 

data set because the model will generalize poorly. When a model has high accuracy with the 

test data and lower accuracy with unseen test data, the phenomenon is also known as 

overfitting. Overfitting can be, and usually is, caused by noise, such as “wrong class 

values/labels and/or wrong values of attributes.” A high amount of complexity and 

randomness can also be responsible. 

 The solution to overfitting is pruning. In dendrological terms, some of the branches 

are cut back and replaced with more generalized classes. One way of doing this is pre-

pruning, which is to say, stopping the branching before it becomes unnecessarily specific. 

However, post-pruning is generally more effective, since it allows us to see the whole picture 

of the tree and to determine which branches overfit the data. The determination which 

branches to prune is accomplished through an estimated error; “if the estimated error for a 

node is less than the estimated error of its extended sub-tree, then the sub-tree is pruned.” 

Another approach is to use a validation set, which is like a test set, except it is evaluated at 

each decision node instead of at each leaf node.  

 Pruning can be done to rules as well as to decision trees, though the rules may not be 

mutually exclusive and exhaustive afterward. As a result, some of the data records may not 

have a rule or may satisfy several rules. The data records with no rules can be assigned a 

“default class,” usually the most frequently occurring class. If data records satisfy several 

rules, the rules can be ordered. 

 In real life situations, attribute values are often unavailable for one reason or another. 

This can be dealt with by assigning the value that occurs most often to the spot or by 

assigning the value “unknown” to it. Other alternatives are to distribute “the training example 

with the missing value for the attribute to each branch of the tree proportionally according to 

the distribution of the training examples that have values for the attribute.”  
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3.1.7 Classifier Evaluation 

 
Once a prediction model is created, its accuracy must be checked. One of the most 

basic ways to accomplish this is to divide the number of correct instances in a test set by the 

total number of instances in the test set, giving a percentage of accuracy. 

 To be able to test for accuracy, a given data set must be divided into a training set and 

a test set. Sometimes a random sampling is selected for the training set and the leftovers are 

used for the test set. Another method is to use older data for the training set and newer data 

for the test set. This often more accurately reflects real-life applications, since the classifier 

will often be used on future data. Multiple random sampling and cross-validation can be used 

for smaller data sets. 

 Sometimes, only one class is relevant, and this is especially true for Web searches, 

where a user may be searching websites for a single topic. In this case, the topic is the only 

class that a user would be interested in, and it is called the positive class. The rest of the 

classes are negative classes, and they can be lumped together into one negative class. As the 

name implies, the negative is not of much interest to the user, and so the usual way of 

determining accuracy – over the entire span of classes available – does not work in the case 

of a positive class. A highly accurate prediction model does not necessarily say much about 

the positive class. 

 Instead, precision and recall, which respectively evaluate how precise and how 

complete the classifier works for the positive class, should be used. Precision is defined as 

the “the number of correctly classified positive examples divided by the total numbers of 

examples that are classified as positive.” The recall is “the number of correctly classified 

positive examples divided by the total number of actual positive examples in the test set.” 

 

Precision and Recall 
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 Usually, it turns out that high precision means low recall, and vice versa. An F-Score is “the 

harmonic mean of precision and recall,” a way of combining the two measures into one. 

Another way of balancing precision and recall is their breakeven point, the point at which 

they are equal. 
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3.1.8   Rule Induction 
 

It is possible to develop classification rules without first creating a decision tree. This 

process is called rule induction or rule learning. Most systems of rule learning use the 

sequential covering algorithm. In this algorithm, rules are listed in a specific order (called a 

decision list), and a classifier learns them, one at a time, and removes the training data 

records covered by the rules. Then the next rule removes more training data, and so on. 

 One algorithm works by ordered rules without preset classes, which enables it to find 

rules from any class. It begins by finding the best rule in the decision list. Then, all the 

training instances covered by this rule are removed, and the algorithm moves on to the next 

iteration. Not every training instance will have a good rule, and these instances are assigned a 

default class. 

 In contrast, another algorithm uses ordered classes; it learns all the rules from one 

class and then moves onto another. The overall order of the classes is unimportant, but 

internally, each group of classes has a specific order. Usually, this algorithm finds the rarest 

classes first and progresses to the most common classes. Otherwise, the training examples 

that could be assigned the rarest classes might end up removed early on because of their 

overlap with more frequent classes and some rules might not be learned. Both of these 

algorithms produce a list of rules can then be directly apply to a model for classifying a data 

record. 

 The function learn-one-rule() is commonly used in such algorithms. As its name 

suggests, it learns one rule. Beginning with an empty set of conditions, it checks through all 

the possible conditions. As noted earlier, a condition is one item in the antecedent of a rule. 

The function then tests the conditions, attaching consequents to them to generate candidate 

rules. From these rules, it determines the best condition. In the next step, it adds a second 

condition to the first and again generates and tests candidates. This process continues until 

the “stopping condition is satisfied.” 

 Learn-one-rule() is known as a greedy algorithm because once a condition is added, it 

will not be modified. This means that not every combination of attribute and value is tested. 

Since testing every such combination would make generate an unreasonable number of 

possibilities, greedy is acceptable. To make the algorithm a little less greedy, a beam search 

can be performed. This allows more than one best condition to be selected; so, instead of one 

best condition, there are k best conditions. The number of best conditions can be preset and 

thus the condition selection becomes wider. Learn-One-Rule-1 is one algorithm that makes 

use of a beam search. 

Learn-One-Rule-2 is a function designed to generate rules for a particular class. It 

begins by separating training data into positive and negative sets. The positive set has the 

desired class, and the negative set has the rest of the classes. Both of these sets are then 

subdivided into growing and pruning sets. The growing sets, GrowPos and GrowNeg, 

generate rules. The growRule() function generates a rule by iteratively “adding a condition to 

its condition set.” Each condition is evaluated until the best condition is determined and the 

rule contains some positive instances in GrowPos and no negative instances in GrowNeg. 

The pruning sets, PrunePos and PruneNeg, simply serve as validation sets. 



42 

 

Rule induction is an example of the separate-and-conquer strategy, which is 

distinguished from the divide-and-conquer strategy of decision tree learning. The separate-

and-conquer strategy works, as we have seen, by separating out one condition and then 

expanding on it, generating only one rule. By contrast, the divide-and-conquer strategy splits 

the data into m subsets, where m is the number of values of the attribute. Each step of the 

divide-and-conquer strategy generates m rules. Consequently, dividing-and-conquering is a 

much more efficient approach to rule generation. 

While decision trees, and thus if-then rules, are easy to understand, they can be 

misleading when generated by sequential covering; the data that the rule covers are removed 

once they are covered. The generated rule may have fit the data records it removed very well, 

it might not fit well with the overall data set or with different data sets.  

 

3.1.9   Classifications Based on Associations 
 

One of the problems with decision tree models of rule learning is that they do not find 

the rules that will actually perform best in a given set of data. Class association rules (CARs) 

can, unsurprisingly, also be used for classification, and empirical studies have proven that in 

many instances, they find rules that lead to more accurate classification. These rules can 

function directly, function as features or attributes, or function as normal form of association 

rules. Class association rules that function directly or as features can be used for either 

tabular data or for transactions, while normal class association rules are generally only used 

with transactions. 

Classification using association based rules is useful on the Web, where there are 

frequent occurrences of both tabular and transaction-based data. They have the additional 

advantage of finding not just a subset of the rules, as rule induction does, but all rules within 

specified parameters.  

 A class association rule (CAR) has a class label, as previously stated, takes the form 

of a set of conditions that lead to one consequent, the class label. Thus: X1, X2  C, where 

C is the class. Rules from a rule induction system are the same as rules that come from CAR 

if only discrete attributes are being considered. The processes differ because CAR mining 

works by finding all the rules that satisfy user-specified constraints of confidence and 

support, while rule induction “finds only a subset of the rules.” A decision tree might find the 

rules in the example below: 

 

Watches_BBC = false  Class = No 

Watches_BBC = true, Likes_Richard_Armitage = true  Class = Yes  

Watches_BBC = true, Likes_Richard_Armitage = false  Class = No  

 

However, other rules exist in the data that may not be discovered, such as: 

 

Gender = female, Likes_Richard_Armitage = true  Class = Yes 

Gender = female, Likes_Richard_Armitage = false  Class = No 
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These latter rules are important for determining user preferences, and a decision tree 

that branched elsewhere early on could miss them entirely. Research shows that CAR-based 

classification often performs more accurately than rule induction systems. 

 Sometimes, the greater number and scope of the rules generated by CAR mining are 

useful to have. In the case where an application was supposed to find product problems, a 

larger list of rules would show the user more possibilities for product problems and thus 

better enable her to find the causes of those problems. Alternatively, when evaluating the 

demographics of a given television show, a larger list of rules could better inform network 

executives about the diversity in their audience and the variety of approaches they could take 

to market a show. Rules mined from a decision tree may not be quite so thorough. 

 Decision trees have the advantage of having no constraints of minimum support of 

minimum confidence, so they can find rules that have very low supports, although these are 

likely to be pruned. CAR mining, which has no constraints, can result in combinatorial 

explosion. One way of modifying CAR rules is to simply stop the algorithm once a certain 

number of rules have been generated, especially when using very low minimum supports and 

confidences. Unfortunately, may prevent rules with many conditions from being generated, 

because short rules are created before long rules, as the mining algorithm moves from one 

level to another. 

 Both decision trees and rule induction work naturally with continuous attributes. 

CAR mining has no good way of dealing with them. One common work-around is to utilize 

an algorithm that represents continuous attributes as discrete values, which can then be 

plugged into CARs. 

 CAR mining has some additional considerations that need to be addressed. For one, 

CAR mining generates many rules, many of them redundant or overfitted. Thus, rule 

pruning, of the same sort used in decision tree building, is necessary. Another consideration 

is that multiple minimum class supports are often required, given the tendency for class 

distributions to be unbalanced. If a dataset has two classes, Y and X, and 95% of the data is 

in Y and 5% in X, then a minimum support of 6% will not find any rules for X. However, a 

lower minimum support may generate too many rules with Y. Assigning a different 

minimum support to each class solves this problem. Finding the best minimum support for 

each class is by creating several models with varying ranges of supports and using 

validations sets to choose the final results. Assigning different minimum confidences for 

each class is also possible, though this does not usually have an effect since the results of 

classifiers tend to have relatively high confidence. 

Once a set of CAR rules has been generated and pruned, a classifier can be built. As 

discussed earlier, there are three methods of classification that use CARs; this is the direct 

approach. There are three basic methods generating classifiers from CARs: using the 

strongest rule, using a subset of the rules, and combining multiple rules. Using the strongest 

rule is the simplest classifier building strategy. Strength can be determined by various 

measurements, such as confidence, an X2 test, or functions combining both supports and 

confidences. The class of the strongest rule “is then assigned as the class of the test instance.”  

 A subset of rules can also be used. Of all the rules discovered, a subset of them often 

has a particularly high support and confidence, and these can be used for the training data. 

Subsets of rules are used for the Classifications Based on Association (CBA) system, one of 

the more popular classifiers.   
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 Combining multiple rules works in a single step. For each data set, the system finds a 

subset of rules. If all the rules in this subset have the same class, then the test data is assigned 

that class. If there are different classes, the system divides them into class-based groups and 

finds the strongest group. The class of the strongest group is then assigned to the test 

instance.  

 All of the above methods use class association rules to directly classify data. When 

class association rules are used as features, it is considered indirect. Instead of the entire rule, 

CARs as features use only the conditions. Frequently, this is done with the Boolean method. 

Data is partitioned in a given set depending on whether or not it has a particular feature (i.e., 

a certain set of conditions). If it has the feature, it is assigned a feature value of 1. If not, it is 

assigned the value of 0. Because CARs often generate rules that have multiple associations 

with class-labels, choosing a subset from dataset based on the features or modifying the 

original dataset allows better results to be obtained. After features have augment the data set, 

the remaining data is classified normally, e.g., through decision trees or naïve Bayesian 

methods.  

Class association rules can be used for normal association rules as well. This is 

intuitive; classes are a type of association. One example is e-commerce websites, which 

recommend productions based on a customer‟s previous purchases. The recommendation is 

an association, but also a classification or prediction. In the first step, the system records the 

data from previous transactions and mines association rules from them. These data are not 

assigned any classes. In the second step, the system must make a prediction. It does this by 

going through the association rules and choosing the strongest rule. The consequent of the 

strongest rule is then predicted as a product that a user would like, and so is recommended. If 

multiple rules are strong, then multiple predictions may be accurate, and so the system can 

recommend multiple products. 

Using association rules for predictions is valuable because they find associations 

regardless of class, whereas classification algorithms only find items of a fixed class. 

Multiple minimum supports are especially helpful when class association rules are used in 

this fashion because rare items will otherwise often be missed.  

 Supervised learning can also be conducted along the lines of probability, which is 

what naïve Bayesian classification does. Bayes‟ Theorem, which Thomas Bayes created in 

the late 18
th

 century, has instigated a modern revolution in probability studies. It essentially 

establishes a mathematical form that necessitates prior probabilities being taken into account. 

For example, we can say that 1% of Americans like reality television. 80% of women who 

like reality television will tell their friends that they enjoy it. 9.6% of people who dislike 

reality television will also claim that they enjoy it.  If an American claims to like reality 

television, what is the probability that she actually likes it? Most people will answer 80%, 

but the answer is actually 7.8%. This is because there are two conditional probabilities: the 

80% and the 1%. People have the tendency not to take into account all of the prior 

probabilities. Bayesian classification does, and the 7.8% is known as the posterior 
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probability. Thus, the Bayes theorem gives us a way of measuring the strength of evidence in 

terms of probability, a singularly useful trait when finding associations between data.
63

 

Naïve Bayesian classification takes the mathematical form of Pr(C= c(j) | d), which is 

to say the probability of class c occurring within a set of data, d. Classification estimates the 

posterior probability of a given class. After running through the data, the class mostly likely 

to occur, i.e., the most probable, is assigned to d.  This system is known as naïve because it 

considers the properties or features of an item to affect the probability of that item‟s class 

independently. For example, an unclassified television program might star Summer Glau 

(one feature) and include a lot of space travel (another feature). These features would 

increase the program‟s probability of being classified as Firefly independently, not jointly.  

 Because such probabilities required to build a naïve Bayesian classifier can be found 

in just one scan of the data, this is an extremely efficient algorithm. It is also, according to 

research, quite accurate despite the assumption of conditional independence. 

 There are some caveats. Bayes classifiers function only with discrete values, so it is 

necessary to process data with continuous numeric attributes into intervals. Also, a class that 

does not occur at all can also cause significant problems. Specifically, it has a zero 

probability, which cancels out all the other probabilities and makes the overall probability 

zero. The zero probability problem can be addressed with smoothing, usually with Lidstone‟s 

law of succession. Missing values, which are an unfortunate necessity, can be outright 

ignored. 

 

Lidstone Smoothing 
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Naïve Bayesian functions are applied to data sets of a training model that have pre-

defined classes in order to create a classifier. The model is then tested, augmented, and used 

on real-life data. The purpose of a classifier is, of course, to classify documents 

automatically. In the case of the Web, this is an especially important task. A naive Bayesian 

learning method, one designed to learn texts, takes advantage of naturally occurring patterns 

in text and has proven more effective than decision tree models and inductive rule learning.  

 Naïve Bayesian learning is based on “a probabilistic generative model,” which 

“assumes that each document is generated by a parametric distribution governed by a set of 

hidden parameters.” These parameters are estimated from training data, then “applied to 

classify each test document using Bayes‟ rule by calculating the posterior probability that the 
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distribution associated with a class (represented by the unobserved class variable) would 

have generated the given document.” The documents are then classified according to their 

most probable class, such as: 

 

Naïve Bayesian Class Probability for a Test Case 

 

)|()Pr(maxarg
||

1

jii

A

i

j cCaAPRcCc  
  

 

 The naïve Bayesian learning model is based on the assumptions that “the data… are 

generated by a mixture model,” which just means that they subcategories are not considered 

in the model, and that “there is one-to-one correspondence between mixture components and 

document classes.” In the mixture model, the distribution of a given class, also known as a 

mixture component, corresponds to a data cluster. The parameters of the data cluster describe 

the cluster. 

 Mixtures can be weighted. Each class corresponds to a specific mixture component 

(one-to-one). “The mixture weights are class prior probabilities.” Each document is 

generated by “first selecting a mixture component (or class) according to class prior 

probabilities (i.e. mixture weights); second, “having this selected mixture component 

generate a document according to its parameters.” 

 

Probability of a Document Being Generated by a Mixture Model 
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 Text documents, like human language, are sequential; words must be in a certain 

order, and so must sentences. In a naïve Bayesian model, this sequence is dispensed with, 

and the document is treated like “a bag of words.” A word‟s probability is irrelevant to its 

position in the document. Ignoring the ordering of words allows a document to be treated as 

though it was “generated by a multinomial distribution,” meaning that the classifier will run 

“as many independent trials” as there are items in the document.  

 Parameters are estimated from the training data. The number of time a word occurs 

within the training data of a given class divided by the total number of words in that class is 

the probability of a given word. Despite the fact that a naïve Bayesian learning model does 

not represent reality, it is a very accurate classifier.
64
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3.1.10   Capturing Broadcast Television Media 
 

Recording and disseminating a broadcast television generally constitutes a violation 

of copyright, so it can be difficult to study viewer activity in relation to broadcast media. 

LiveDash avoids this problem by creating indexable metadata that allows users to find 

information about a program but does not reproduce publically the broadcasts themselves. 

These indexes are similar to how search engines cache websites.  

Part of LiveDash‟s indexing of television data is done through the detection and 

recorded of closed-captioned data, as described by enabling a display of closed captioning 

status upon detecting a code of a proper subset of closed-caption data codes.  Basically, this 

system informs people of when closed-captioning data is available. LiveDash uses it to detect 

when closed-caption data is available so that it can record that data and use it for indexing 

purposes, which has been found on just about all national channels.  

Closed-caption data is text that corresponds to the dialogue in a given television 

program, similar to subtitles that we see in the movies. When someone in a program speaks, 

what they say appears on the bottom of the screen. Closed-captioning was originally 

designed to assist the hearing-impaired audiences in understanding and enjoying films. Most 

televisions today have a closed-captioning decoder, in accordance with the Television 

Decoder Circuitry Act of 1990.
65

 This decoder can be turned on or off by the viewer, but the 

default is off. 

 In order to detect when closed-captioning data is available, we have created a system 

wherein a software driver controls a hardware component module that constantly monitors 

the closed-caption circuitry for an indication of any of a plurality of predetermined valid 

closed-captioned data codes.  Sometimes, shows are only partially close-captioned, as is the 

case with many news programs. For this reason, the invention includes a timer when the user 

is informed of the availability of captioned material. When the timed period ends, the 

message indicating the presence of captioned material also goes away. This allows 

LiveDash‟s servers to know precisely when closed-captioned data is available.
 
 

LiveDash also augments the closed caption data by retrieving temporally relevant 

information from the Internet. Centralizing the deployment of searches, it utilizes a search 

engine commander that simultaneously launches queries into multiple search engines. The 

purpose of this functionality is to augment broadcast television with information from the 

Internet, such as the numerous social network and news sources mentioned prior. 

The power of this system comes from its access to the Internet and utilization of 

multiple search engines, which improves the richness of the information received, since 

different search engines use different algorithms. The search engines return their results, and 

the search engine commander filters them. Additionally, the filters are effective because the 

system knows what a user is watching at a given time through information taken from an 

electronic guide. The guide categorizes information in certain semantic categories related to 

broadcast television and film, such as episode numbers, the names of actors and actresses, 

the directors and producers, and the genre. 
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3.2 Classification, Clustering, Link Analysis Strategy, and 

Correlations between Social and Broadcast Media 
 

3.2.1   Overview 

 
LiveDash, as a comprehensive, searchable multimedia platform, relies on a complex 

web of information gathering and indexing. Numerous studies have attempted to find and 

utilize correlations between social and broadcast media, and LiveDash has adapted many of 

these approaches. One of the primary challenges of correlating social and broadcast media 

lies in automating the processes of information gathering and organization. Television is not 

always archived, and even when it is, manual processing requires a great deal of time and 

effort. If LiveDash were to rely on human archiving, it simply would not function; 

information would be received much too slowly to provide users with the rapid information 

and feedback that the system presently allows. Therefore, LiveDash depends on automatic 

collection and indexing of broadcast television.  

This section will address the problems of making television broadcasts into usable 

source material and connecting that material to the Internet, where it can either be further 

explored or shared with other users. The first section will address LiveDash‟s methods for 

obtaining data from television, including speech recognition software, closed-caption 

transcripts, and compression and modification of video and audio material. The second 

section will address the classification of data, covering the topics of genre and user 

preference. This is especially important for LiveDash Mobile, which provides certain 

amounts and types of material based on these classifications. The third section will address 

clustering, particularly issues of segmentation as related to news stories and commercial 

breaks. The fourth section will examine temporal correlations. The fifth section will look at 

the processes of finding semantic correlations, indexing, and link analysis, and the final 

section will evaluate the overall systems of information. 

LiveDash is a complex system based on multiple servers serving complementary 

purposes. These can be roughly divided into media capture servers, several dedicated servers, 

and a storage server. The ten media capture servers record ten channels simultaneously, 

create transcripts of every program, and store the recorded video for thirty days (one server is 

a backup, totally ninety channels). They also maintain local indexes for modeling and backup 

purposes. The three dedicated servers are responsible for processing data and providing 

emergency storage and service. The supervised learning / data mining server is responsible 

for decision tree functions, rule induction, naïve Bayesian classification, and K-Nearest 

Neighbor Learning. The unsupervised learning / data mining server is responsible for K-

means clustering, data standardization, discovering data holes and regions, and cluster 

evaluation. Finally, the backup index server backs up all of the project‟s source code and 

takes over web request responsibilities in the event of the web server‟s failure. The two index 

/ storage / web servers index information and serve it to API and web requests. These servers 

are also responsible for link analysis, information integration, and determining real-time 

relevancy. 

 



49 

 

 

 

3.2.2 Gathering Information on Broadcast Media 
 

Broadcast media is an extraordinarily complex and extensive body of information 

which, up through the present, has not been comprehensively cataloged into a searchable 

format. Even new programs are not designed or created with their future searchability in 

mind, and so broadcast television is constantly producing a wealth of untapped information. 

One striking example of this is the British Broadcasting Corporation (BBC). The 

BBC creates material “for four television channels, nine network radio stations, and 

numerous local radio stations.” Researchers describe the archiving of a single 50 minute 

news show as taking an archivist seven hours to catalog in detail. Thus, 90% of BBC‟s 

broadcasts are annotated at only a basic level and are difficult to reuse.
66

 The time it takes to 
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catalog material also delays its reuse, which is especially problematic for news and current 

affairs, whose usefulness is time-sensitive. 

Although no automated system will be precise or as accurate as a human annotator 

with the present technology, any automated system will still make up for some of the 

deficiencies of human archiving, namely the considerable delays or its simple absence. While 

an automated system may currently provide lower quality results or leave out significant 

material, so little of broadcast television material is accessible that the performance of 

indexing system does not need to be exceptional in order for it to provide a benefit.
67

 

One of the first tasks in finding correlations between broadcast and social media is 

creating a record of the broadcast media. LiveDash does this, broadly speaking, through a 

combination of closed-captions, speech recognition software, and video and audio recording 

and analysis.  

Created as an aid to hearing-impaired viewers of television, closed-captions are 

essentially subtitles, though because of their purpose, they occasionally contain other audio 

representations, such as someone knocking on a door or a car alarm sounding. Subtitles only 

represent speech. Happily for those interested in organizing and preserving television 

broadcasts, closed-captions provide a record that would not otherwise exist. Moreover, they 

are not subject to the same stringent copyright laws as the broadcasts themselves, and so they 

are useful for archival and research purposes, commercial or otherwise.  

One of the advantages of LiveDash is that it makes closed-caption transcripts 

available on a searchable online database. Closed-captions, as raw data, provide users with 

some benefit even without substantial processing. Closed-captions are words, language, and 

thus searchable like much of the text-based information on the Internet. Closed-captions, as 

compared to video or audio, have the additional advantage of requiring relatively little 

computational power to process.
68

 

Moreover, closed-captions contain information about the structuring of the broadcast, 

information that a computer does not have to derive. Although closed caption transcripts are 

almost always in uppercase, they do contain some syntactic markers, such as format changes 

between commercials and the show. The very absence or presence of closed captioning can 

also provides some information about the broadcast, indicating spaces of silence or primarily 

visual material. 
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Transcripts usually show the actual text in addition to the time in seconds, as 

measured from the beginning of the show when the captioned was initiated. Other markers 

give clues to transitions in the closed-captions as well. “>>> markers indicate topic changes, 

while speaker turns are marked with >>.” These markers are generally reliable, but, since 

they were created by humans, they are prone to human error. Usually, people simply forget 

to insert these markers. Sometimes, the transcript also contains typing errors and text that 

was not spoken during the show, such as  “[CLOSED CAPTIONING PROVIDED BY 

BELL ATLANTIC, THE HEART OF COMMUNICATION].” These can mislead search 

engines, which do not generally have the powers of discrimination to tell what was actually 

spoken if there are no explicit indications.  

Moreover, since the purpose of closed-captions is to aid the hearing-impaired, they 

only describe audio input, not images. Mostly, closed-captions are dialogue, and if a video 

does not have dialogue, then it will not have much closed-caption data. Also, closed-

captioning usually has an average eight-second lag time compared to the spoken words, 

varying “anywhere between 1 and 20 seconds across shows.” Even if a video does have 

Figure 4: LiveDash Broadcast Television Capture Flow 
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dialogue, closed-caption data is not always created for it, although this can be addressed 

(partially) through speech recognition and transcription programs. 

 Automatic speech recognition and transcription programs are can be prone to errors. 

LiveDash uses advanced speech recognition programs to check spelling and augment where 

closed caption data is not available.   When compared, however, closed-captioned data is far 

more accurate when it is available. Speech in the audio track is transcribed via the Sphinx-II 

Speech Recognition System, which has the additional feature of recording the temporal 

placement of each word, “recording to within 10 milliseconds when it began and when it 

ended.” Such temporal data has a variety of uses, ranging from establishing correlations to 

making media easily searchable; recognition software that creates a more exact record of 

timing is helpful in these applications.
69

 

 Other data readily available is audio and video material, from which a great deal of 

information can be extracted. Usually, the raw material is compressed or otherwise reduced 

for search purposes; otherwise, the sheer amount of computer storage space would be 

prohibitive. High quality recordings are not usually required for processing purposes. Video 

features such as representations of colors on the screen and the number of faces being shown, 

and audio features, such background noise or music, can be identified from simplified data 

input. Other cues that can be detected and exploited are the structure of shows, the 

recognition of logos, the theme music of a show, or the face of a particular person. 

Thus, LiveDash sometimes uses low level video material in its applications. Discrete 

cosine transform (DCT) coefficients are a way of reducing a high-quality and large-sized 

video into a practical representation that takes up less space and can be more easily 

processed. Because neighboring pixels in images and pixels in consecutive frames tend to 

correlate which each other, the correlations can be used to predict these adjacent data. DCTs 

thus map this spatial data into transformed coefficients, which are still recognizable but 

require less storage space. 

MPEG-1 videos already have these coefficients and so are even easier to handle. 

Conveniently, many classifications, such as commercials, genres, and topics, correlate with 

certain audio and visual features, features that a computer can identify even with relatively 

low quality of media. Beseale and Cook (2006) demonstrated the use of “closed captions and 

discrete cosine transform coefficients individually as features for classifying movies by genre 

and learning user preferences” in one study.
70

 

 

3.2.3   Segmentation of Data: Classification and Clustering 
 

The variety in today‟s media can be overwhelming. With hundreds of television 

networks and thousands of films to watch, audiences are only able to evaluate a small 

percentage of the media available to them. As a result, the ability to efficiently classify media 

is critical for connecting the right audiences with the right media. 
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The two types of segmentation LiveDash uses can be broadly defined as classification 

and clustering. Classification is distinguished from clustering, although the two may look 

similar. Classification relies on categories pre-defined by a human, whereas clustering 

discovers patterns through the computing process and groups together similar data based on 

these patterns. Both strategies are useful for the processing of broadcast and social media. 

Classification, for example, can be used for categories such as genre. Whether a program is 

children‟s entertainment, reality television, drama, or news is a matter of classification. 

These are all pre-defined human categories; the job of the classifier is to assign a given show 

to its corresponding genre. 

Clustering can be used for more broad-based organizing principles. Finding programs 

to recommend to a given user might be one task for clustering; the actual assignment of user 

preference would be a type of classification. Advertising is also usually a matter of 

clustering. A clustering program could discover some of the relationships between what 

shows a viewer watches and what websites they visit. Classification and clustering are often 

complimentary processes. For example, a clustering algorithm might find similar shows, 

which could then be classified as shows a user either liked or disliked. A classifier requires 

training data, whereas a clustering program does not. LiveDash uses both classification and 

clustering, depending on the requirements of a given task. 

 One of the tools LiveDash uses for classification is a support vector machine (SVM). 

A SVM divides the data into two sets: a training set and a test set. The data in the training set 

is manually classified, and then the SVM classifier is trained with it. Then, the model 

classifier produced from the training data is tested on the test data. A SVM requires that data 

be represented as numbers in a vector form. The vector form allows attributes to be mapped 

numerically and thus for areas of overlap to be more accurately detected. 

Features can be used for more than assigning a genre or determining a user‟s interest. 

They could also help establish multimedia databases that are easily searchable, create 

“model” users which would help improve searches, notify Internet users of videos of interest, 

and determine genres not just for overall movies, but for individual scenes, which would 

assist in filtering or summarization.
71

 

 In addition to the full transcripts, LiveDash closed-captions are converted into feature 

vectors without regard to their sequence, as in the “bag-of-words” model.
72

 The vectors 

consist of a term and the number of items it occurred in. Common words, such as “and” and 

“the” are eliminated, and redundancy was reduced by using Porter‟s stemming algorithm, 

which removes the suffixes of words, leaving just their roots. The roots are used instead of 

the original words. Each movie is represented as a collection of shots, and each shot is 

represented by features of that shot. The basic processing of video is to convert DVD format 

to MPEG-1 clips at a 240 x 352 resolution. 

 Classification often combines multiple methods to improve results. LiveDash utilizes 

both closed-captions and discrete cosine transform coefficient to aid in classification. The 

benefit of using two processes to perform the same classification is that the results can be 
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compared. Areas of significant overlap, that is to say, results that are highly correlated, have 

a higher probability of being accurate than results obtained from just one process.  

Clustering can take a variety of forms. In the case of broadcast media, it is one of the 

primary ways to determine boundaries between concepts, scenes, stories, and programs. In 

order to tailor information to a specific user, at a specific time, watching a specific show, 

being able to organize broadcast media is critical. In the simplest instance, LiveDash needs to 

know when commercial breaks occur, as this is often a good time to provide viewers with 

supplementary information about the show. In a news show, retrieving the right information 

from the Web depends on being able to recognize the story being discussed. For a sitcom, if 

a particular scene is a trending topic on social media networks, viewers need to be able to 

access it quickly.  

Although clustering is a principle underlying so much of LiveDash‟s functionality 

and purpose, this dissertation will confine itself to the discussion of different segmentation 

methods, illustrating with examples how these could be used to organize broadcast media. 

The examples will not be exhaustive. Generally speaking, LiveDash uses a combination of 

segmentation methods to fill in any gaps one method may have, to modify information 

gleaned from one method, and to generally improve search results. 

While a person can easily recognize boundaries in visual, audio, and textual media, 

computers have no such powers of distinction. Text and images mean only as much as their 

individual pixels, and audio files no more than component sounds. The challenge of 

clustering is to find aspects of a given medium that a computer can use to define appropriate 

boundaries. 

One of the primary sources to mine is the video material. Video has many visual cues 

and patterns that correlate with scene breaks, commercials, and other categories. Scene 

breaks are cuts between individual camera shots, and they often include fade or dissolve 

effects. These effects are relatively easy for a computer to track, and they correlate with the 

type of broadcast being presented. The detection of scene breaks is conducted through 

complementary color histogram analysis and Lucas-Kanade optical flow analysis of the 

MPEG-encoded video, as described Hauptmann and Smith (1995).
73

 This method also can 

identify camera movement, such as zooms and pans, and editing effects, such as cuts, which 

indicate shot changes. 

Within a news story, there are multiple scene breaks which usually appear “at 

intervals of less than 15 seconds.” Commercials, on the other hand, switch much more 

rapidly between shots, as advertisers attempt to engage an audience in a short period of time. 

Thus, by simply comparing the intervals between scene breaks, a segmentation engine can 

begin to distinguish commercials from news stories. Particular types of scene breaks can also 

indicate the presence of commercials. Commercials are generally marked, at beginning and 

end, by black frames. It is not a perfect system, since the low quality of MPEG encoded 

video makes distinguishing dark frames from black frames difficult, but other features can be 

used augment segmentation performed by identification of black frames. By combining two 
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features, black frames and the rate of scene changes, it is possible to determine commercial 

breaks with passable accuracy. Black frames can be used for scene changes or for night shots 

that do not indicate commercials, so alone they do not suffice. LiveDash already marks scene 

breaks as part of identifying key frames, frames representative of a given set of frames, and 

so it requires very little extra processing to find which segments of a given recording has 

more rapid scene breaks. 

To identify commercial breaks, candidates for black frames and scene changes are 

generated. “Sections of the show that are surrounded by black frames separated by less that 

1.7 times the mean distance between black frames in the show, and that have sections 

meeting that criterion on either side, are marked as probably being commercials on the basis 

of black frames.” 

Candidates for scene breaks are generated based on where the color historogram 

changes quickly over a span of frames. If the optical flow is smooth, then candidates are 

rejected because camera movements such as pans, tilts, and zooms, all have a smooth optical 

flow. Optical flow in scene breaks, by contrast, is abrupt and random. Candidates 

demonstrating a disordered optical flow are considered potential scene breaks. 

Finding boundaries is not the only ways to identify segments; finding continuity and 

similarity between frames can also be very effective. Similar frames can indicate a change in 

segment. For example, a news anchor is often correlated with some kind of scene change. 

LiveDash uses two measures of frame similarity, both of which look at “key frames, a single 

chosen representative frame for each scene, and compares them for similarity throughout the 

news broadcast.” This aspect of the system is analogous to that used by Informedia. 

A subset of similar frames (which include the whole shot) is face recognition. Face 

similarity detection is conducted via CMU‟s face detection algorithm. If these faces are 

within key frames, they are compared using the eigenface technique developed by Pentland 

(1994).
74

 This comparison generates a matrix of pair-wise similarity coefficients, which can 

then be used to find the most frequently occurring faces and the closest matches. The 

important faces can then provide a basis for segmentation boundaries. 

Color histogram similarity compares the “distribution of colors across sub-windows 

in the current keyframe” across “all pairs of key frames in the show…The key frame that 

occurs most frequently in the top 25 similarity candidates and has the highest overall 

similarity score to others is used as the root frame. It and its closest matches will be used as 

the candidates for segmentation based on image similarity.” 

Optical flow is also measured in MPEG videos. Optical flow has an encoded value, 

and it can be used to measure how much movement takes place in a given segment of video. 

When the value is extracted, it can show whether either the camera or people or objects 

within a given scene moved. Generally speaking, certain points in broadcast media will not 

have a lot of movement. The divisions between stories in a news show, for example, are less 

likely to have a lot of movement. On a more abstract level, “sad” or “serious” scenes will 

have less movement.  
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The amplitude of an audio signal also frequently correlates with its content. Low 

amplitudes often indicate the end of a story segment. Silences frequently have low 

amplitudes, and they are detected, specifically, with CMUseg Audio Segmentation. Changes 

in background noise may also be useful for segmentation, based on the acoustic similarity for 

varying news stories. Similar music or sounds can indicate similar scenes, whereas 

differences can indicate a change of location. Comparing two different inputs, such as the 

same faces across different sets of background noises is one of the bases for tracking 

coherent elements of a story across scene changes.
75

 

When searching a webpage on the news, users are most frequently interested in a 

particular topic. They want, for example, to find out how a certain story has progressed. 

Broadcasts, however, generally contain multiple unrelated stories, so a summary of the entire 

broadcast would require a user to search through the summary to find their topic. 

Unfortunately, the division of a broadcast into its constituent stories is not a simple one for a 

machine, since there are no reliable demarcations between news stories.
76

  

Audio, video, and textual cues are used to segment a news programs. The video and 

captions are used to augment division based on “the analysis of a transcription produced 

using ASR (automatic speech recognition).” Many visual features, like the representations of 

colors on the screen and the number of faces being shown and audio features, like 

background noise or music, “were used to train a hidden Markov model (HMM).” These 

augment features improved precision from 0.584 to 0.802, and recall similarly improved 

from 0.488 to 0.7493. 

LiveDash uses the segmentation algorithm known as the C99 segmenter, which 

performs well even compared to segmenters that use training data. It is somewhat 

problematic for video and audio material because the voice recording programs do not use 

punctuation or formatting to indicate the boundaries between sentences and paragraphs. This 

problem can be dealt with by segmenting the transcript data by silences, which serve a 

similar function as punctuation. C99 also requires longer segments to produce good results, 

so segments less than a certain length (twenty words or so) are grouped together.  

C99 functions by calculating “the similarity between input segments using the cosine 

measure,” giving high scores to segments that contain many of the same words, in which 

those words occur with similar frequencies, and lower scores to documents that contain 

different words, or in which the words occur with different frequencies. To scale these 

measurements, C99 uses “a ranking of cosine scores for similarities between each pair of 

segments in each part of the input text. Initially, all of the input segments are grouped 

together in one big super-segment, and segmentation then proceeds by breaking this initial 

segment into successively smaller super-segments. Each time a supersegment is divided, an 

attempt is made to divide it so that the break is made between the most dissimilar 
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neighboring segments it contains.”
77

 When tested with BBC news stories, it generally 

worked well, with the exceptions of short stories and headlines. Fortunately, these are 

problems that a document matcher can compensate for.  

  

3.2.4   Correlations: Temporal, Geographical, and Semantic 
 

 A common problem with searching for web data is the overwhelming number of 

unfiltered results, which often arise in part because user queries are frequently short and 

nonspecific. One way of distilling results is to offer the user specific search terms, which will 

help eliminate some results, but this promptly leads to the problem of how to determine 

semantic relationships between words. Additionally, the results then require further user 

input, which users are often reluctant to provide. 

 Researchers examining the relationship to semantic meaning and the behavior of 

popularity over time posited that queries that had a similar semantic meaning would show 

similar patterns of popularity. 
78

 This relationship would obviate the need to understand the 

semantic meaning of words, a notoriously sticky problem. These correlations can be used to 

expand searches and to improve advertisements in addition to improving search results. 

One of the most apparent correlations between social media and broadcast media is 

temporal overlap. This can be used to measure all sorts of relationships: how many users visit 

a webpage after a show; what social media usage is like during a television broadcast; how 

social events online affect viewing patterns of television.  

Chien and Immorlica examined the correlations between the popularity of a query 

over time and its semantic similarities, defining a measure of temporal correlation. This 

correlation provided context to the queries, reflecting, for example, the popularity of queries 

such as chocolate and hearts in February around Valentine‟s Day. For news in particular, the 

changes in queries around important events could be easily tracked. For example, the results 

with the strongest correlation to scott peterson, after his conviction, included “court 

television, laci peterson (his murdered wife), and modesto bee (his hometown newspaper).” 

 LiveDash uses temporal correlation substantially, not only to improve search results, 

but to find patterns of online and broadcast trends. Chien and Immorlica propose a formal 

measure of temporal correlation.
79

 They “define the frequency of a query q over a particular 

time unit i as the ratio of the number of occurrences of q in i to the total number of queries in 

i. [The] measure of the temporal correlation between two queries p and q over a span of 

many time units is then the standard correlation coefficient of the frequencies of p and q. 

This is a value between −1 and 1 with larger values indicating stronger correlation.” 

                                                           

77
 Dowman, M., Tablan, V., Cunningham, H., & Popov, B. (2005). Web-assisted annotation, semantic indexing 

and search of television and radio news. Proceedings of the 14
th

 International Conference on the World Wide 

Web. New York, USA. 
78

 Chien, S., & Immorlica, N. (2005). Semantic similarity between search engine queries using temporal 

correlation. Proceedings of the Fourteenth International Conference on World Wide Web. WWW 2005 (pp. 2-

11). 
79

 Chien, S., & Immorlica, N. (2005). Semantic similarity between search engine queries using temporal 

correlation. Proceedings of the Fourteenth International Conference on World Wide Web. WWW 2005 (pp. 2-

11). 



58 

 

 To address significant variations in temporal data which may skew the results away 

from useful correlations, LiveDash measures the density of occurrences over a given period 

of time rather than just the number of their occurrences. This also keeps some queries from 

turning up artificial correlations due to a high frequency of occurrences. Using density as 

opposed to frequency has proven to be effective. To demonstrate the efficacy of density as 

compared to number of occurrences, Chien and Immorlica looked at the highest correlated 

queries with both methods, using southwest airlines as a sample and found significant 

improvement in the results from density. 

These researchers also use the correlation of the frequency functions instead of the 

covariance. Covariance compares how two variables (queries) differ; if two queries occur 

frequently and have high variance, they will have an unnaturally high correlation with other 

temporal queries. The do not scale. Correlations of frequency functions can, however, be 

scaled to their appropriate, relevant size, thus normally the results of variance computation. 

Temporal correlation does indeed result in semantically related queries. This occurs, 

as might be expected, around specific events. The number of queries looking for income tax 

information increases significant on April 15, for example. The correlation between events 

and an increased frequency of queries related to the events makes temporal correlation a very 

effective measure. This methodology can also found relationships among non-event driven 

queries, such as that of Wal-Mart, which is more popular during the day; the same pattern is 

probable for other large retail stores. Likewise, queries in other areas, such as newspapers, 

airlines, and banks, share similar patterns among themselves.  

One of the major weak points of the temporal correlation approach is that it does not 

handle infrequent queries well, and a large proportion of queries are exactly that. Although 

this weakness makes temporal correlation less useful in isolation, it could be useful for 

augmenting existing data mining and search distillation methods. 

Temporal correlation is also inefficient if it is naïve, as the naïve approach requires 

that the processor store a number of queries and necessitates a linear pass through all the data 

q. “Borrowing from classical techniques in low-dimensional embeddings and nearest 

neighbor algorithms [4, 5, 6], [Chien and Immorlica] demonstrate a particularly simple and 

easily implemented approach to find approximate top-correlated queries in much less space 

and time. [Their] technique requires storing only 128 bits of data for each query, and a linear 

pass through these 128 bits for an expected 1776 fraction of the queries. This makes real-

time processing of input queries feasible.” 

Some things to consider with temporal correlation are: 1) the definition of a time unit; 

2) the length of time a set of data should be studied; 3) the definition of meaningful 

correlation. Event-driven queries, such as the season premiere of a television show or 

national election results, naturally show better results over longer time units because they are 

relatively infrequent in shorter periods. More frequent queries, such as a search for television 

programming or for current movie releases, have more periodic frequency functions and 

perform best with shorter time units. 

News services tend to be most popular on weekdays, children‟s entertainment sources 

on weekends, and large retailers consistent. More subtle are the differences within categories. 
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Television news sources are most popular in the morning, whereas television news sources 

have popularity that is more uniformly distributed throughout the day.
80

 

Patterns in more frequent queries are best established over a short period of time. 

Indeed, if they are studied over longer periods, atypical results can obscure the more 

consistent patterns that occur on a daily or weekly basis. More infrequent queries, generally 

event-driven, must be studied over a longer period of time in order to establish when queries 

and events genuinely correlate. Looking at queries over the month of February would skew 

the correlation toward an unnatural popularity of Valentine‟s Day, for example. 

 

3.2.5   Semantic Correlations, Indexing, and Link Analysis 
 

As previously noted, broadcast media is not generally stored in a format that is easily 

accessible or searchable, if it is stored at all. The combination of the proprietary nature of 

television shows, the significant amount of manual labor required to create good archives, 

and the lack of resources available to devote to indexing has resulted in much of broadcast 

media being watched and, effectively, forgotten. 

From various points of view, the inability to retrieve broadcast media is detrimental. 

Audiences are unable to easily find information about their favorite programs, which is 

particularly disappointing when compared with how little effort is required to locate 

information posted on the Internet. Moreover, researchers are unable to track important 

trends. Considering how integral communication media are to the shape of society, these 

patterns and trends are important for understanding how people‟s daily lives are shaped and, 

potentially, how they are changing. Finally, the broadcast media providers themselves suffer 

from this lack of indexing. They are unable to efficiently track how particular programs 

affect viewer behavior online and thus do not benefit from a more developed understanding 

of how social media can draw audiences to them or how advertising on the Internet can be 

used in complementary ways.  

One of the simplest and yet most attractive uses of indexing is to make audiovisual 

information searchable in much the same way as a text document is searchable. That is to 

say, in text documents it is possible to immediately jump to a particular word. The same is 

possible for audio searches if the timing information of each word is recorded. Closed 

caption data is often inaccurate about specific timing data, lagging up to 20 seconds at points, 

whereas speech recognition software is far more accurate. However, the transcripts from 

speech recognition are riddled with so many errors that they do not produce good results. 

Thus, LiveDash takes advantage of the strengths of both approaches, aligning closed-

captioning data with speech recognition program transcripts to create relatively accurate and 

easily searchable records of broadcast television. The use of closed-captioned data makes the 

accuracy of the speech transcription less important because the primary function of speech 

transcription is to provide temporal, not linguistic, data. Thus, LiveDash uses a relatively 

efficient speech recognition program that utilizes a narrow beam search, considering only a 
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small number of possible words in the recognition process. Although the narrow beam 

detracts from the accuracy of the speech recognition, it speeds up the process, uses less 

computational power, and still can be aligned with the transcript to a satisfactory degree with 

closed-caption data. 

The basic process of alignment involves two streams of data: one from the speech 

recognizer and one from the closed-captioned transcript. The alignment algorithm compares 

these two streams, searching for points where they match and points where they do not. 

While editing, deleting, or substituting data as necessary, it finds the best possible match. 

LiveDash uses the popular dynamic time warping procedure which “will accomplish with a 

guaranteed least cost distance for two text strings. Usually the cost is simply measured as the 

total number of insertions, deletions and substitutions required to make the strings identical.” 

This dynamic time warping procedure aligns speech recognition transcripts with 

closed caption transcripts, copying the time stamps from the speech recognition onto the 

closed captioned data. “Since misrecognized word suffixes are a common source of 

recognition errors, the distance metric between words used in the alignment process is based 

on the degree of initial sub-string match.” Even with relatively low accuracy, this process 

still improves timing and thus segmentation over using only closed caption data.
81

 

Although making video or audio material searchable is one step in indexing, it is by 

no means produces an entirely a satisfactory record. A simple word search does not turn up 

the ideal results, especially in a record with a large amount of data.  

One of the best ways to improve the results is by segmenting the data, as discussed in 

earlier sections. Segmentation allows a keyword search to be more significant and to create 

more accurate correlations. For example, a news show might contain any number of stories, 

each on a different topic. A keyword search that attempted to find correlations between all 

these topics would turn up largely irrelevant information. Instead, keywords within a given 

topic or news story are what are needed. These keywords can then be used to classify a given 

segment and to search the web for corresponding topics. Once the boundaries of each story 

have been established, the LiveDash system finds keywords that will describe what occurs 

during that story.  

These keywords and the date and time of the program can then be used to perform 

queries on the Web, which is done through LiveDash‟s indexing server. The name of the 

program and network are generally known, and so the search can be specific to that 

network‟s website, from which a list of candidate pages are generated. At that point, 

LiveDash can usually find the page which corresponds with a given news story. 

More information about the program can then be derived from the page itself, helping 

to classify the story. In the case of news stories, specific locations, summaries, and titles are 

all frequently available in the data and meta-data of the page. Moreover, since the 

information on a web page has significantly fewer errors than the transcript from speech 

recognition and even includes cues like capitalization and function, semantic analysis is 

made much easier. 
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Semantic analysis is a critical part of returning the best search results. LiveDash uses 

the Knowledge and Information Management (KIM) information extraction framework to 

find units in the webpage that relate to a given user query. The basic problem of semantic 

information is that humans unconsciously apply it to language, deriving all sorts of 

categories, concepts, and connections that a computer would be entirely unaware of. A 

computer does not know, for example, that “Sydney” could refer to a geographic location or 

to a person unless these categories are programmed into it. For example, see the result of a 

search on LiveDash for the term “blackberry.”  Likely due to the dominance of technology 

conversations, we find that actually all the links being shared are in fact about the 

BlackBerry phone model, but we can imagine this term also bringing up links and 

conversations such as the berry, the music song “Blackberry” from Black Crowes, or other 

disambiguation. 

 

 

  

More complicated categories and their relationships quickly become complex 

problems. Consider the question, “How is a flower like a human being?” People answer this 

question in a multitude of ways: they compare physical characteristics, such as shape, color, 

texture, and smell; they compare biological characteristics, such as evolutionary 

backgrounds, DNA, and the necessities for food and water; they could also abstract even 

further, assigning the flower human preferences such as enjoying sunlight; finally, they could 

even start combining and comparing these different categories. For example, a wilting flower 

has a definite shape, which could be compared to a human hanging his head, but the shape 

might also map to sadness, which is in the category of emotion. Mostly, humans make these 

kinds of categorizations and comparisons without thinking about them consciously. 

 Thus, understanding what a human being wants from a particular query is 

extraordinarily difficult for a computer, even if that understanding is second nature to the 

Figure 5: Screen capture of the LiveDash executing the search query “blackberry” with the 

Shared Links search filter.  Source: livedash.com 
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person and question and, indeed, to other people. The KIM (Knowledge and Information 

Management) semantic annotation platform tries to make up for a computer‟s lack of human 

conceptualization through a vast database of annotated data. The annotations to the data 

(attached to specific words) contain metadata in the form of information about possible 

categories and relationships. 

Although far from achieving human comprehension, the KIM system allows a search 

engine more flexibility, both in terms of finding correlations and allowing a user to specify 

additional parameters. Moreover, because of the amount of annotated data that already exists 

in KIM‟s database, it can be used in conjunction with other data mining programs to produce 

high quality and automated search results. 

KIM allows users to search an index more specifically, such as by individuals or 

location. It also comments on (annotates) the data with related material that clarifies the 

meaning of the data. Semantic annotation is valuable for searches because it helps a 

computer to “think” more like a human being, recognizing and identifying many 

relationships between words and concepts that are sometimes rather abstract. 

KIM‟s ontology is called PROTON (short for PROTo Ontology). Ontologies in 

general define concepts and how they relate; PROTON in particular defines about 300 

classes (or categories) and 100 properties (descriptions or qualities) of upper-level ontology, 

providing information on most general concepts, with particular attention “to named entities 

(people, locations, organizations) and concrete domains (numbers, dates, etc.).”
82

 

 Using PROTON, Kim automatically identifies how entities in text documents relate 

to its substantial database, and then assigns each entity a URI, which is the character string 

used to identify entities online. PROTON organizes the URIs according to layers. The Top 

module contains the broadest and most common entities, such as people and cities. The 

Upper module contains subcategories of the Top module.  

 Part of KIM‟s power is the amount of information it has cataloged. The first step in 

processing data is scanning its categories for matches. It combines the simple word-search 

with “a shallow analysis of the text, and pattern matching grammars.” Kiryakov et al 

determined that on average, KIM managed to achieve an F1 score of 91.2% with regards to 

identifying dates, people, organizations, locations, percentages, and money within a database 

of UK, international, and business news. 

KIM, unlike other information extract systems, has the ability to identify unique 

entities and annotate repeat occurrences with the same URI. “This will assign the entities to a 

position in an ontology that is a formal model of the domain of interest. Each entity will also 

be linked to a specific instance in the knowledge base for that entity (which will be added if 

it does not exist at that point), and it will also be linked to a semantic entity description. KIM 

will also try to determine when the same named entity appears in two different formats, so 

that, for example, New York and N.Y. would both be mapped to the same instance in the 

knowledge base.” 

Automated speech recording transcripts does not KIM system, due to the poor quality 

of the transcripts and absence of punctuation and capitalization. Moreover, KIM was not 

designed to be used with spoken language. Thus, only the linked web pages were used with 
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KIM, improving the recall and precision for annotation but ultimately annotating a document 

other than the broadcast itself.  

Generally speaking, users will be most interested in searching for a particular story or 

person. The KIM platform‟s user interface makes this easily possible, allowing both text and 

semantically enhanced searches. A search for someone with the last name of “Sydney” could 

be specified to be a person, for example, thus filtering out the results for Sydney, Australia.  

 KIM‟s Web UI has a variety of different searches from which a user can choose. One, 

for example, allows the user to look for an organization within a specific location. The most 

complex of these options gives the user the option of specifying any combination of different 

categories he or she wants to search within. For example, results from news broadcasts take 

the form of the headlines for the indexed stories, and clicking on them will bring up the full 

details. Clicking on one of the headlines will bring up the full details as well as the original 

broadcast, as in Rich News. 

LiveDash uses KIM to produce indexed documents, called GATE (short for General 

Architecture for Text Engineering) documents that provide an overview of a given topic. In 

the case of a broadcast news program, users searching the web for news they saw on 

television are most likely interested in particular stories. A GATE document contains the 

main content, notably the title, summary, and section features in addition to a URL link to 

the original broadcast and the time the story played within it. “(The program name, channel 

and date must be provided when the file is input into the annotation system, while the rest of 

the information is derived during the annotation process.)” 

Together, the GATE documents create a detailed catalog of each news story and can 

be used to index the news story for search engines. GATE documents might also be created 

for individual episodes of shows or for other useful segments of broadcast media. In addition 

to a direct web search, these documents also provide the basis for streaming information 

during an actual broadcast, as with LiveDash Mobile.  

For example, a GATE document for an episode of a sitcom might contain such key 

information such as guest stars, a list of scenes, and a time-coded transcript. If the laugh-

track data was also available, it might even be able to highlight some of the punchier jokes 

by measuring the amplitude of the laughter at a given time. By combining these GATE 

documents with recordings of the original broadcasts, networks can create relatively 

sophisticated archives with very little human labor.
83

 

When first search engines were being created to surf the net, they retrieved results 

based mostly on content and similarity of the indexed pages. However, the sheer number of 

web pages made a query for a given topic return an absurdly high number of relevant results, 

and spammers could easily trick search engines into displaying their low quality pages. 

Beginning in 1996, the standard for search engines became not pages, but hyperlinks. Links 

to different pages on a site contain important information about the broad categories of those 

pages, while links to other websites imply that those sites have some level of authority. 
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 Between 1997 and 1998, two highly influential hyperlink based search algorithms 

were developed from social network analysis. These were Hyperlink-Induced Topic Search 

(HITS), followed by Google‟s PageRank. These algorithms are useful not only for returning 

search results but for finding Web communities, “a cluster of densely linked pages presenting 

a group of people with a common interest.”
84

  

 LiveDash uses link analysis similarly, but also does a temporal value to links being 

shared and discussed on Twitter.  This link analysis is important so it is possible to see if 

users are talking and sharing about content online and how it may related to content on 

Broadcast Television. For example, imagine that during live television programming, a 

fictional photographer was asked what kind of camera he uses, and he said a “Nikon D90.” 

The LiveDash system knows that this term was used at a certain time, and can suggest direct 

or indirect causality to the links be shared and discussed, in that same particular time, on 

Twitter.  As shown below, we find that the LiveDash system has listed the links being shared 

on Twitter for “Nikon D90” at this time, and also clustered identical link content together as 

a bundle.   One of the examples illustrates that a link was shared in the last hour over 42 

times. LiveDash solves the problem of not only deciding which links are important overall, 

such as how HITS and PageRank work, but also the information velocity of links as they are 

being shared. 
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3.2.6   Evaluation 
 

Usage of LiveDash is ultimately dependent on the index documents produced by the 

system, since they are what are searched. The quality of these documents depends on how 

well the program finds corresponding segments. The developers of Rich News, a news 

broadcast segmenter that utilizes processes similar to those of LiveDash, observed that “three 

of the key components in the annotation process, topical segmentation, key-phrase 

extraction, and web search, are all particularly prone to error, and therefore unreliable.” The 

upside is that the other steps can sometimes amend these errors. If the segmenter, for 

example, did not separate two stories, the web search section would still only allow that story 

to correspond to one topic, which the keyword match would verify. Although the start and 

end time of the resulting indexed document would be incorrect, the approximation would be 

functional. 

 The method of evaluation was twofold: under strict conditions, the annotation was 

considered successful only if the story was an exact match; under lenient conditions, a 

closely related story was acceptable. Testing under these conditions revealed that Rich News 

had high precision but relatively low recall, resulting in an average F1 score. This score may 

be slightly misleading, since many of the stories missed were only one or two lines. 

 Rich News would be most improved with the advent of better speech recognition 

software. Given that it already uses the best available, however, improvements will have to 

be made in other areas. Closed captions could be used to produce transcripts, although some 

of the closed caption transcripts from live reports are themselves created from speech 

recognition software. For radio, however, and many of the older news shows, closed-caption 

data is not available. 

Another area to improve is the segmentation, and this could be done through latent 

semantic analysis (LSA). LSA searches collections of documents for co-occurring words. 

Words that frequently co-occur are likely to be semantically related. This would improve 

segmentation, as “document segments could be calculated not only based on the presence of 

the same word stems in each document segment, but also on the presence of semantically 

related words stems.” LSA has already been adapted to C99, so there is little extra work to be 

done. The key-phrase extractor could also benefit from LSA, helping to identify word and 

thus phrases that are semantically related.
85

 

 

 

3.3   Information Consumption and Needs of Users  
 

Providing information about broadcast media that can be easily processed on the 

Internet has become a key point of research in information studies, and considering recent 

patterns of audience behavior, it is perfectly clear why. Nielsen‟s Three Screen Survey 

explores the communication media habits of audiences, specifically examining how mobile 
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device, computer, and television usage behaviors overlap and interact. Releasing new data 

quarterly, Nielsen continues to observe trends in audience members that point to a growing 

dependence on three-screen usage. Thus, integrating data from these three different screens 

becomes a subject of increasing importance. 

Nielsen observes that audiences are not so much replacing traditional media 

platforms as they are adding them. In its 2009 2
nd

 quarter report, it found that if Americans 

had in home Internet access 57% sometimes watched television while online at least once a 

month. This overlap is small, encompassing only 3% of their television viewing time, but 

nonetheless significant; it represents 28% of their at home Internet usage. Compared to 

Nielsen‟s 2008 statistics, this showed a 2.7% rise in simultaneous Internet and television 

usage.
86

 

Similar to Nielsen studies, LiveDash conducted an online survey that asked 100,000 

users each year from 2008 to 2011 about their behavior while watching television. LiveDash 

also found that the simultaneous usage of broadcast television and the Internet was 

increasing significantly. The writing is on the wall: more people are beginning to use Internet 

and television at the same time. 

 

 2009 2010 2011 

Percent of Persons Using television/Internet 

Simultaneously 58.2% 62.5% 68.4% 

Percent of Persons Watching Television “Live” 83.4% 85.1% 87.6% 

 

 These trends in communication media can be beneficial to those who are aware of 

them. Pioneering new research from ThinkBox and the Internet Advertising Bureau (IAB) 

has shown that using television and online together in advertising campaigns is significantly 

more effective for advertisers than using either in isolation.
87

 Their combined use produces 

major benefits for advertisers, including dramatically increased positive brand perception 

amongst consumers – sometimes 50% higher – as well as significantly greater likelihood of 

purchase. 

 Although the ThinkBox study looked specifically at the effectiveness of advertising 

on purchases, the trends and the patterns of audience behavior that it identified can be 

mapped effectively to other exchanges between different forms of communication media. 

Specifically, the flow of information motivates people to take action is a significant feature 

of this study. Such patterns of information could be applied to how viewers are attracted to 

television shows (and thus to commercials, and thus to more television); how media needs to 
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Figure 7: Results of livedash.com visitor survey across three years.  Source: livedash.com 
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be adapted to better provide for audience‟s information needs; and, more generally, what 

methods are effective in disseminating information across multiple media platforms.  

Conducted by Q Media Research, this study was one of the first times effectiveness 

of using television and the Internet in tandem had been examined in depth. The sample 

focused specifically on “digital consumers”; people who own a digital television and use 

broadband Internet, and are medium to heavy users of each. Because the study focused on 

the most “tech-savvy” of the UK population, around 25% of its total, these results provide an 

indication of how future media consumption and consumer behavior may develop. In terms 

of their precise media usage, 64% of the sample stated that they sometimes watched 

television while using the Internet, while 48% stated that they did this most days. 

The research comprised both quantitative and qualitative elements in order to provide 

a holistic view of how both media work together in UK marketing campaigns. The 

quantitative stage used a demographically representative online sample of 3,011 respondents 

with both digital television and broadband Internet access. It gauged the effectiveness of 

television and Internet advertising combined and assessed how this can be exploited by 

advertisers to greater effect. The qualitative element of the research featured engagement 

diaries in ten households, an online discussion forum, and in-home observation of how 

people use and engage with television and online in a natural context. The research featured 

advertising from three major brand categories: automotive, fast moving consumer goods 

(FMCG), and finance. 

 

Figure 8: Concurrent Use of TV & Internet is Becoming Mainstream.  Source: Brennan, 

David. (2009). TV sponsorship: A brand's best friend. Journal of Sponsorship, Volume 2, 

Number 2, 250-256. 
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3.3.1   Motivation and Concurrent Behavior 
 

The combination of qualitative and quantitative elements allowed researchers to determine 

how much users were using television and the Internet together and to analyze their 

motivations for doing so. Almost half of of the sample watched television and went online at 

the same time on a daily basis. This increased to 61% on a weekly basis. Going online was 

second only to eating for activities that people were engaged in while the television was on. 

Researchers began by querying the study participants about their motivations for 

using the Internet and for watching television, regardless of whether they did so in 

combination or in isolation. Unsurprisingly, researching/finding information (75%) and 

communication (66%) came out as the top two motivators for going online; and 

entertainment (80%) and relaxation (73%) came out as the top reasons for watching 

television.  However, interestingly, the Internet is increasingly becoming a destination 

for entertainment and relaxation with 56% of people saying that they go online for these 

reasons. This overlap between functionalities would not have been have seen a few years ago 

when the boundaries between the two media were much more defined. 

 

3.3.2   The Roles of Social and Broadcast Television Media 
 

Although the boundaries between online and broadcast media are becoming 

increasingly permeable, these two media are not interchangeable. They provide different 

information in different formats. Thus, the study sought to explore how information, 

motivation, and action moved between them. In particular, the study was concerned with 

how audiences behaved as consumers, and so it looked at the stages from information being 

received to an audience member making a purchase. Both media can fulfill multiple needs 

across all the stages of product consumption, from telling consumers about a brand that they 

have never heard of before, to deciding which brands are more relevant to them, and finally 

to purchase decisions. 

However, using the two media together does provide a very powerful 

combination. Although this is not always the case, the relationship tends to flow from 

television to the Internet by television sparking initial interest, awareness, and word-of-

mouth about a brand, and the Internet providing consumers with the information they need to 

decide if the brand is relevant to them, to re-evaluate a brand, and to aid in decision making 

and ultimately purchase.  

This particular combination is powerful in raising purchase consideration, with 

television generally starting the process and online completing it. The survey showed two 

thirds of people had watched television/film via the Internet, primarily as a way to catch up 

with broadcast television. 53% claimed to have done this via broadcaster websites and 45% 

claimed to have watched this on YouTube. People having control over watching what they 

want when they want it is also important to consumers, with 29% stating this as their reason. 
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These patterns of information flow are especially interesting considering that most 

audience members claimed that they used television for relaxation and entertainment; 

television is actually the media that most often provides the seed of information that leads to 

further exploration, although 68% and 74% are not that far apart. Thus, in a sense, the critical 

information is being provided not only through the Internet but through television. The seed 

of interest, it seems, begins with television. Significantly more participants (58% compared 

to 74% and 72%) had their interest sparked in a brand from television or gained new 

information about a brand from the television. 

Surprisingly, participants claimed that television also provided information nearly as 

often the Internet. Considering how much more information is available online, such as 

product reviews and detailed descriptions of products, many of which people know to be less 

biased than the information provided on television ads, the Internet might be expected to be 

most useful in these instances. Indeed, the survey participants themselves cited the Internet 

as something they used primarily for information gathering. 

The differences between online and broadcast media and their effects on consumer 

behavior are perhaps better understood when taken together. The qualitative work of the 

study allowed researchers to gain insight into the relationship that consumers have with 

television and the Internet combined. This can been seen in a number of different ways, from 

television driving consumers online to online advertising re-enforcing television messages. 

Figure 9: Both TV and Online Advertising Can Fulfill Roles Across All Stages.  Source: 

Brennan, David. (2009). TV sponsorship: A brand's best friend. Journal of Sponsorship, 

Volume 2, Number 2, 250-256. 
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How each media drives purchasing is where the variation between the two media lies. 

Television and online ads have a significant influence on driving purchases (75% and 52% 

respectively), but online advertisements are more likely to trigger online investigation and 

purchase. Television also showed this pattern, but its influence on offline purchase and 

talkability was more significant. Thus, it seems that multiple behaviors drive purchasing. 

When television and online advertisements were used in combination, however, they 

created a synergistic loop as the strengths of both media came together to improve the 

effectiveness of marketing campaigns. A number of key brand metrics rose considerably 

when both media were used together across all three of the categories examined. In fact, the 

average of all six campaigns we used showed an uplift of 18 percentage point on brand 

metrics, with the likelihood of buying or using a product increasing by more than 50% when 

television and online advertising were used together. 

 

 

Figure 10: Using Both TV & Online Brings the Audience Closer to the Brand.  Source: 

Brennan, David. (2009). TV sponsorship: A brand's best friend. Journal of Sponsorship, 

Volume 2, Number 2, 250-256. 
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The researchers suggested that further developments in disseminating information 

across both media needed to take this powerful relationship into account. Moreover, they 

suggested some best practices. One of their simplest suggestions was that television and 

online campaigns need to have a consistent theme or message. Given how frequently survey 

participants claimed to move between the two media, this consistency makes perfect sense; if 

audiences are to be able to identify a given product, then its identity must remain consistent 

both online and on television. Online, this will have the obvious effect of improving search 

results. On the television, this will serve to reinforce the message of the advertisement. 

Repetition breeds familiarity, and brand familiarity is generally a good thing for advertisers. 

 However, television advertisements and online advertisements should by no means be 

in the same form. When people are watching television, they will probably accept and even 

enjoy attention-grabbing, high-sensory audio and visual material, which is why television‟s 

strengths are excitement and impact. Television may not be a viewer‟s sole focus, as the 

Nielsen studies suggest, but it is a medium that can demand audiences‟ attention without 

causing offense. 

By contrast, the same advertisements being broadcast on the Internet would be 

extraordinarily disruptive to most online activities. (In video streaming, they would be more 

acceptable.) This is apparent from how people use the Internet: they interact with other 

people and engage with information on their own terms. A high-energy advertisement that 

snapped quickly from one thought to the next would interfere with both their conversations 

and their command over what they wanted to see of the material. Generally speaking, 

television is a more passive medium, and online is a more active medium. 

Nonetheless, both television and the Internet are highly visual media. Particularly 

since audiences often engage in multitasking, information needs to be presented in a fashion 

that makes it immediately identifiable. One of the easiest ways of accomplishing this is to 

have a high level of visual synergy between television and online advertisements. This is just 

to say that the advertisements should relate and complement each other on a visual level. 

Honda, for example, used a Rubik‟s cube for both online and broadcast advertisements. This 

image became somewhat iconic of both Honda and the message of the advertisement that it 

was associated with. 

Finally, as the study showed that television was more successful in introducing new 

brands, the researchers suggested that online advertisements should be used as an extension 

medium, to target those who have seen the television advertising to extend the message of 

the campaign. This is not to say that online advertising does not have its part in drawing 

audience interest. However, given the results of the study, marketing would do best to 

allocate its resources to the places where they will be most effective. 

 Research shows that communication media platforms are not engaged in a zero-sum 

game. Audiences use different media in complimentary ways. By identifying the strengths of 

each media and how information flows between them, purveyors of information can adjust 

their presentation to achieve improved results in advertising and user satisfaction.  
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3.4 Information Interface and Presentation User Research  
 

Having learned from this prior research on multi-screen usage, which demonstrated 

that users are in fact seeking to augment their television experience with additional sources 

of information and communication, we sought to use the LiveDash system to test what kind, 

how often, and how much information do users want. Clearly, many people are using 

multiple communication media platforms in complementary ways. The Q Media Research 

study examined how users were responding to both broadcast television and online 

advertisements and found that users had different expectations of each medium: television 

was for relaxation and entertainment, while the Internet was for research, information 

gathering, and communication. However, there was significant overlap between these 

expectations, and advertisements that displayed consistent messages and themes across both 

broadcast and online media created a synergistic effect that led audiences to more brand 

identification and purchases.  

Although the Q Media Research study was useful for advertisers, it also highlighted 

deeper themes about the preferences and behavior of two or three screen users: people prefer 

certain types of media for certain tasks. Part of this is habit, surely, but the presentation of 

information and the interface with the system play even more critical roles. 

One of the key elements of modern communication media is that it tends to be less of 

new technology handed down to the masses from on high as it is collaboration between 

developers and users. When presented with a communication medium, people use it as best 

fits their needs, and these are frequently ways that developers did not anticipate or could not 

initially address. Humans providing humans with information are utilizing the same mental 

processes, generally speaking, and they can adapt to different communicators, formats, and 

requirements simply by virtue of thinking. 

Computers do not process information the same way as human beings, as has been 

extensively demonstrated. Thus, whenever a user wants some of an IR system that 

overreaches the flexibility of that system, the user is bound to be frustrated, and developers 

are bound to have more work to do. Acknowledging the necessity of a dialogue between 

users and developers that continually transforms a given media, we designed an interactive 

study, aiming to answer the question: What information needs do people currently have 

while watching broadcast television? A study utilizing the LiveDash Mobile app investigated 

whether or not people wanted information from their other screens while watching television, 

what sort of information they wanted if they did want information, and whether they viewed 

their second and third screen as a passive or active vehicle. 

 The assumption was that people, being naturally curious, probably want supplemental 

information when watching television. Indeed, the steadily increasing number of visitors to 

the LiveDash site, 528,729 in 2009; 850,293 in 2010; and 3,783,702 in the first half of 2011 

indicates an enormous interest in this kind of information.  
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For example, when a guest star shows up on a television show, people frequently 

want to know who that person is and what other movies and television programs he or she 

has been in. When people watch television, they often focus on more than just the plot and 

characters defined by the program. One of the most common parallel threads of interest is 

tied in with celebrity watching, which can take the form of naming stars, identifying other 

productions they have been in, and even (or especially) keeping tabs on their “personal” lives 

and relationships. 

 Broadcast television programs contain a lot of information, any of which viewers 

could potentially hone in on and seek further information about. If an interesting song plays 

in the background, they might wonder what the song is and who sings it. If they really enjoy 

the song, they might want to know where it can be purchased. Likewise, a viewer might see 

an attractive article of clothing and seek out the brand name and a place to buy it or 

something similar. It is typical for audiences to not only be interested in the details of a 

television show, but to take actions related to them, such as making a purchase. 

 In the case of a news show, viewers might want to know more about the story. 

Possibly, they will need to look up words or locations to make sense of the story. Perhaps 

they have turned on the television in the middle of a story and would like some more 

Figure 11: Livedash.com Public Web Traffic.  Source: Google Analytics, 

google.com/analytics 
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background information.  The LiveDash study attempts to explore a medium for finding 

these answers in a relevant and timely fashion. 

In order to explore these questions, we created a user application for LiveDash, a 

program that streams and indexes television content. We developed an integration system to 

enable the LiveDash Mobile app to connect with the LiveDash system over a wireless 

Internet connection. LiveDash Mobile employs a reference fingering printing system in order 

to stream data onto a cell phone. Drawing from its database of indexed broadcast television, 

LiveDash identifies each of the shows according to a reference audio fingerprint. Each of 

these fingerprints contains information representative of the data it was created from. The 

fingerprints are indexed alongside the broadcast media files. LiveDash mobile detects when a 

user is watching broadcast television and compares the audio fingerprint to that of the media 

being streamed, allowing LiveDash Mobile to identify the show.  

  

The LiveDash Mobile app discovers the LiveDash software and detects exactly what users 

are watching and exactly how far along they are in the show. Using this information, 

LiveDash Mobile delivers a real-time, pop-up video-like experience by sending entertaining 

Figure 12: Screen capture of LiveDash 

Mobile on an Apple I-Pod Touch. 
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or relevant data to the second screen. This second screen is a smart phone; LiveDash Mobile 

was developed as a smart phone app.   

When the user opens LiveDash Mobile, the application discovers what program, if any, the 

user is watching, comparing the audio fingerprint to the database, including real-time, live 

television programming. If broadcast television programming is found, the app identifies 

what is being watched without the user having to press a single button, but does offer the 

user a chance to rescan or select manually.  LiveDash mobile tracks the information in the 

show as it is broadcasted. So, for example, if a basketball player makes an exciting play, and 

is mentioned in the closed captions, LiveDash will send the user information about that 

player.  Most importantly, LiveDash Mobile gives the user the option to discover more 

information, including links with nuggets of information that make content easy to explore. 

Moreover, the app makes it easy to share this information, giving the user the option to 

directly send it to two popular social media platforms, Facebook and Twitter. At any moment 

in time the user can pause the video and the experience on the app automatically pauses as 

well. 

With permission from the University of California at Berkeley‟s Committee for 

Protection of Human Subjects, the LiveDash Mobile experience explained prior was used by 

over 100 users with smart phones who were given limited access to the LiveDash Mobile 

application. Over the course of four weeks, a LiveDash Mobile experience was tested with 

different sets of users, and six different types of television shows.  

By conducting interviews, testing responses to information provided, and over 500 

hours of user testing, the second and third screen information needs of individuals watching 

broadcast television was carefully examined.  Some high level discoveries should be 

explained first. 

When it comes to delivering information about shows there is no one-size-fits-all 

approach. Users made it clear that there is a need for every type of programming to have a 

second screen experience, but that the second screen experience should be designed 

differently depending on the nature of the content being watched. The type, frequency, 

delivery, and timing of information must “fit the show.” That is to say, the LiveDash Mobile 

experience needed to provide easily accessible information relevant to the particular genre of 

the show.  The automatic and contextual information when watching news and sports 

programming produced by the LiveDash system had a significantly higher satisfaction 

(respectively 68% and 74%) juxtaposed to the contextual information provided for drama 

programming (36%).  Despite the sophistication and high personalized recommendation 

LiveDash system, the same system was indentifying more interesting correlations of news 

and sports, than compared to that of drama, sitcoms, movies and reality television. 

The information for each show was designed collaboratively with users of LiveDash 

mobile, based on the types of information they were seeking, how often and when they 

wanted the information and what form they preferred the information in.   Similarly, the type 

of information that users preferred tended to change the most drastically with the type of 

show, but distinct categories emerged such as quotes for comedy shows, gossip for reality 

shows, stats for sports, and Wikipedia articles for news broadcasts. Information about 

celebrities, athletes and guest stars was popular across all programming. 

As was to be expected, the amount and frequency of information had to be the right 

balance so as to not disrupt viewers during important or memorable moments but to also 
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keep their attention during less activity on television.  There was a clear pattern that users in 

the study maximized their utility of the LiveDash system when exposed to the least amount 

of information when watching drama programming and movies, and the most when watching 

unscripted shows.  Overall, the research found that no matter what someone was watching, 

less text (less than three “related links” each with no more than 200 characters) was generally 

better. Also, accompanying the information with a visual image was typically preferred over 

no image, as can be shown in Figure 12. Depending on the type of information, links to allow 

the user to explore more was also received well. For example, users had a higher click rate 

on relevant Wikipedia links, IMDB, YouTube videos, and celebrities‟ Twitter and Facebook 

accounts. It was found that the important part was offering these options to users to allow 

them decide the extent to which they wanted to pursue additional information. 

Temporal aspects of when to offer social media and other relevant information were 

also studied.  The moment at which someone wanted to engage with extra content was also 

different depending on the type of programming. When delivering information during a 

show, the testers stated and demonstrated by usage that receiving the notification during a 

slow moment or during a commercial break, not during the show itself, was highly favorable 

compared to having it available as soon as it was mentioned, contrary to our original 

assumptions. 

It was also found that a user‟s familiarity with drama and movie programming 

affected their desire for additional information on those respective drama and movie 

experience.  If it was the user‟s first or second time watching the show, they were generally 

less satisfied with the augmented LiveDash experience. Testers reported wanting more 

information if it was the second time they had watched a particular episode. 

 After testers expressed their preferences about information, overall user experience, 

frequently of recommended links and information, and type of information, we were able to 

draw some detailed conclusions about how applications attempting to enhance or provide a 

valued three-screen experience like LiveDash Mobile should present information to users. 

These preferences were highly correlated with the genre of the programming because each 

genre has such a distinct structure. 

Drama programming operates by drawing the user into the fictional narrative. 

Engaging with the subtle emotional nuances of an unfolding tragedy requires considerable 

focus on the part of a viewer, and so the LiveDash Mobile experience for dramas was 

eventually tailored to this end. It offered users the opportunity to hone their memories of the 

characters and plot, providing them with striking images and memorable moments. These 

were of a serious nature, to preserve the serious nature of the show. Very little text was 

included, as reading long pieces of information would be distracting. Indeed, this research 

showed a higher satisfaction of the LiveDash Mobile experience when it was generally 

image heavy with little to no text at all during dramas and mostly updated before and after 

the show and during commercials, not during the show itself. 

 Comedies, on the other hand, tend to weather interruptions well. The programming 

and design of comedies including television shows, standup, and even movies, often bounce 

between ideas and moods quickly, rapidly shifting from one frame to the next, and thus this 

type of programming, it was discovered, lend themselves well to the LiveDash Mobile 

application. Users commented that paying too much attention to a second screen can lead to 

missing either set ups of jokes, punch lines, or some more subtle comedic moments, so it was 
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shown that in order to maximize utility, a medium amount of information is streamed to the 

second screen, a little before and after, and also some during the show‟s slower points. This 

information had to, again, match the mood of the programming. Humorous text, images, and 

quotes were the most common parts of the experiences. Especially funny, popular, or talked 

about scenes could also be re-experienced by links, social media conversations, and more.  

Reality television programming is mostly character-driven. Insofar as there is a plot, 

it is generally synonymous with the premise of the show, and thus does not require the 

audience to follow it, and it was found from users that they know going in. Characters also 

tend to be somewhat exaggerated, and their language tends to be simplistic (as in “reality”), 

so viewers do not need to pay close attention to what is going on; they have multiple ways to 

clue in. It was demonstrated that frequent streaming of information from LiveDash works 

well for this type of programming. However, people are likely not inclined to dwell for a 

long time on this information any more than they are the show itself, so LiveDash Mobile 

was enjoyed much more when it provided users with many images (which can be 

comprehended more or less instantly) of both people, situations and defining moments in the 

show. Social media commentary and enjoyed suggested links tends to include celebrity 

gossip stories or quotes. It was found that most users enjoyed this information streamed 

continuously during the programming, complementing people‟s understanding of the 

characters.  

The ideal three screen experience for News programming was shown to vary 

significantly, depending on what news was being delivered. Sometimes the news focuses on 

high profile people, and at other times it is more topic or story driven. Since most stories do 

involve a fair amount of speech, however, it was found that a minimum of text was again 

desirable, as otherwise following the news story would be difficult.  It was also shown that 

suggested links by other news agencies, other than the source the user was watching on 

broadcast television, and social media sources of information were both more popular.  

LiveDash Mobile generally streamed information before and after the show, providing 

images and links to more information from sources like Wikipedia.  This was contrary to 

what we expected, but what we did find was that users were still using another screen to 

search for information, but using their own search terms.   Essentially, users wanted links and 

additional outlying information that LiveDash was not providing. 

 Finally, sports programming lends itself well to a high volume of information before, 

during, and after the show, and this information is mainly in the form of numbers, statistics, 

and images. It was found that the best experience to present to users in a three screen 

experience was predictions and prior performances before the show. During the show, it was 

found that offering contextually relevant statistics, links to players, photos, social 

commentary were preferred.  And after the show, users enjoyed seeing options of memorable 

moments in the game, news stories, and post-game social commentary. 

These findings are indicative of several trends. First of all, the information about a 

show has to be carefully filtered to prevent providing too much information. For example, a 

user watching a competitive reality television episode for the first time would be unhappy 

with being told who had been eliminated from the show during the commercial break, before 

they were able to watch it on the show. Thus, linking to sites that provide episode summaries 

could prove detrimental. In such a case, no information would be preferable to information 

that detracted from the viewing experience. 
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 Another trend is that users consider television to be their first screen when they are 

watching a broadcast. The television is the screen that has priority over their attention. Thus, 

anything that detracts from their focus on the first screen is considered a disruption. Users 

would be unlikely to turn down television in order to focus on a supplementary video 

streamed to their mobile phone, for example. This effect was very pronounced. Many users 

considered an excess of information to be distracting from the broadcast, even though they 

could, of course, have just put down the phone when the show started up again. It seems that 

audiences dislike having time to investigate only a portion of the information they are 

presented with on the mobile screen. 

 A three screen experience could be described as a form of multi-tasking, but in truth, 

very little tasking is required either from the television or from an app that provides 

information automatically. The most action an audience member has to take is to glance 

down at their mobile phone. This can lead to more direct action, such as clicking a link in 

response to something he or she has read or posting an update to a social network.  

The simultaneous focus on multiple media platforms is known as continuous partial 

attention, and involves skimming the surface of given information without focusing deeply 

on it.
88

 Watching is a comparatively more direct method of information processing; it is an 

activitiy associated with hunting in the not-too-distance evolutionary past, and so it have 

cognitive systems associated with it that operate very quickly, without the intervention of the 

far slower conscious processes. Both listening and reading, on the other hand, involve the 

processing of language, a cognitively complex mental activity, which is slow in comparison 

to identifying an image. Audio material, although people can quickly respond to it, is 

competing noise unless the television is muted. Moreover, it cannot be easily comprehended 

until all of it has been heard. Thus, for a person paying only partial attention to a second 

screen, images are the preferred form. The presentation of information in a form that can be 

quickly processed is an essential quality for media used as a supplement to television. Image-

heavy material was just one aspect of what users wanted out of LiveDash Mobile. Indeed, 

they had definite expectations about what sort of information they should receive on their 

mobile phone. The study found that users preferred and even expected that LiveDash Mobile 

would be customized to suit their preferences.  

The study found that users have an expectation of high customization on the second 

screen. Phones, for example, are highly personal devices, much more so than television sets, 

creating a general expectation that all experiences on mobile devices will be highly 

personalized. In fact, along with the rise precipitous rise in cell phone ownership has 

developed a trend of a sort of phone fashion, wherein people, especially young people, 

design and display their phones as a sort of accessory. In their most simple forms, these 

fashions exist in things like ring tones and wallpapers. For example, to make the experience 

even more personalized, users can often times assign ringtones to certain people. In other 

instances, the phone simply observes a person‟s usage patterns and adjusts its presentation of 

information to accommodate that, e.g., a frequent callers list.
89 

The phone is not a one-way 
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 Stone, L. (2011). Continuous Partial Attention. Retrieved from http://lindastone.net/qa/continuous-partial-
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channel like a television. People interact closely with their phones and expect the phone to 

know something about them as a result. 

Phones and personal computers store a considerable amount of information about 

their users and, to some extent, make use of it. A phone with a built in GPS, for example, 

normally has the option to give users directions based on their current location. The 

LiveDash Mobile testers suggested that this information and other information could be used 

to make intelligent decisions about the input it provided them during television shows. 

Search engines already exhibit this behavior; based on what pages a user selects, they refine 

future results, personalizing them without the user having to explicitly set parameters. 

Mobile device users prefer and expect their devices to make “intelligent” decisions, aligning 

the type of information to the type of user. If the phone (and thus the app) knows that a 

person is male or female, it can still fall flat if the exact content doesn‟t add value, e.g. 

showing a skirt to a male user. 

Overall, what was found was that the second and third screens work best as an active 

experience.  Television watching is inherently a passive experience. Average Americans 

watch five hours of television per day, and they sit and stare at the screen. As previously 

observed, television viewers consider watching the television to be their priority, and 

engaging excessively with another media platform interrupts that. Still, researchers wondered 

if testers viewed LiveDash Mobile the same way they did their television. Does the second 

screen work the same way as the first? The study suggested that this was not the case.    

Although television watching is itself a passive experience, people generally used the 

second screen in a fairly active way. People want to touch and interact with things on their 

phone and share content with others, particularly content that makes them look good to their 

friends. LiveDash Mobile pushes information to audiences while they watch television. At 

times, people found this to be a delightful experience, and at other times it was more 

distracting. When the second screen is used as an active vehicle, people expect to have 

control over what they want and when they want it. An active experience puts the user in the 

driver‟s seat; once they are there they need to be given the wheel.  Control and customization 

should be improved, and needs to be accounted for.   

Feedback given by participants, albeit anecdotal, clarifies what sort of activity 

television watchers want to engage in with their mobile devices. Generally speaking, the 

active engagement with their phone is not quite the same as their typical interaction with the 

Internet. Television watching is the primary activity, and the mobile device, generally 

speaking, should enhance that, not detract from it. Thus, the design of future broadcasting 

television interactive applications need to move in the direction of anticipating the activities 

of users and enabling them to perform them more or less instantaneously. For example, users 

clearly expect a personalized experience from their phones, and to some extent this can be 

achieved by the phone making intelligent decisions based on user-supplied information. 

However, some decisions, such as the categories of information received and how much 

information is received, are too ambiguously connected to user information for the system to 

automate. Consequently, the design of future broadcasting television interactive applications 

could be significantly improved by allowing users to customize the output from the app. 

In conclusion, people want different things depending on what they watch. Therefore, 

a successful three screen experience correlating social media and broadcast television must 

take into account the type of television programming.  People also expect a high quality and 



80 

 

personalized experience, and synchronized information is best when personalized to the 

individual.  The additional screens work well as an active experience, and so it should be 

engaging and inspire action. 
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Chapter 4 
 

 

Conclusions 
 

4.1   Conclusions 
 

Even prior to composing the LiveDash system, it was clear that broadcast television and 

social media were starting to interact with each other, such as television networks designing 

ways to use social media to promote their programming. However, the problem was that it was 

difficult to understand the epidemics and velocity that information was flowing between the two 

media types.  Although the public could search through social media using numerous search 

engines, it was previously not possible to search what was said on broadcast television.  The 

LiveDash system solves this information asymmetry problem by allowing broadcast television to 

be indexed. Once the information about what was said on broadcast television is captured and 

indexed, society has a “system of record” of what, when, and how information was distributed 

through television. The LiveDash system has the power to provide the public, researchers, 

marketers, and others to better understand what information others are receiving through 

broadcast television. 

There are at least three popular facets of live information, where there are ongoing, 

popular, socially-relevant narrations of our world:  Broadcast Television, traditional journalism, 

and the Internet.  Some people consume all three of these sources of information, whereas others 

may rely exclusively on just one source.  When researchers, marketers, or others are only able to 

search one or two of these narratives, they only get a partial idea of what information people are 

receiving and absorbing. With LiveDash, the patterns of information epidemics of how 

information is spread through the various communication channels, such as Twitter topic trends 

in the evenings typically following live TV programming, or how emergencies across the world 

(2009 New York Hudson River Plane Landing) are often mentioned first on social networking 

communities and then appear on television, sometimes even using content produced in the social 

networking communities in live TV broadcasts.   

The correlations and interactions between broadcast television and social media have 

been shown to be strong.  If we return to the original scenario mentioned in the introduction, of 

the JetBlue “All-You-Can-Jet” campaign, and where JetBlue employees were praising the 

distribution power of Twitter as being significantly responsible for an over 800% traffic increase 

to their website.  The information that JetBlue was limited to social media, due to their inability 

to retrieve information of what was mentioned on broadcast television.  Yet, JetBlue‟s campaign 

was mentioned organically on broadcast television over thirty times across various national 

channels.   
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Social media was the only original distribution channel for this campaign, and yet, this 

information crossed into broadcast television, which introduced further reverberations in social 

media.  This is an example of how such information is valuable to business, but one can imagine 

other scenarios of how this new source of information can be used in academics, governments, 

and society as a whole.   

This research has also suggested that one can use these correlations to not only study 

correlations between broadcast television and social media, but also offer users an improved 

broadcast television experience.  Organizing, prioritizing, and presenting information for the 

three screen experience are some of the most exciting areas for future development in 

information technology. Communication media, it has been shown, is constantly in flux, as users 

and developers collaboratively create and adapt technology to suit their preferences and needs. 

Nonetheless, some trends are discernable, and these suggest areas of future research. 

Users‟ tendency to take information from one screen and input it onto a second or third 

screen has created an urgent necessity to organize material on the Web and on broadcast 

television so that it is easily accessible and searchable. The Web has presented significant 

challenges to information retrieval since its conception. As more websites are added, the amount 

Figure 13: Screen shot of a search executed on Livedash.com for the query “all you can fly.”  

Source: livedash.com 
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of information available online continually increases, and very little of it has any global 

organization.  

With databases of information rapidly growing, the need is clear for methods to 

automatically index online materials so that they can be easily retrieved. Association, co-

occurrences, decision trees, and probability-based searches are all processes used by search 

engines to provide relevant, distilled results in response to user queries. These processes are 

further refined by the analysis of hyperlinks and the assignments of hubs and authorities. 

Broadcast media likewise must be searchable and retrievable, but it has additional 

considerations. Most importantly, unlike much of the material online, it is primarily recorded 

in a video form. Video material requires different kinds of processing than textual material 

before it can be organized and indexed. Speech recognition transcripts and closed-captioned 

data, especially when used together, are very useful, but additional features, such as frame 

similarity, amplitude measures, and optical flow analysis frequently improve the accuracy of 

segmentation and classification tasks. 

Thus, although users have clearly expressed their wishes to integrate information 

across multiple platforms, much work still must be done to automatically process both online 

and broadcast media before users will have access to ideal results.  Several studies have 

sought to discern the direction users would like to see information technology take. 

Examining the behavior of audiences watching television and using the Internet, the Q Media 

Research study found that television often attracted people to an idea, which they would then 

explore on the Internet. Thematic coherence improved audiences‟ ability to track ideas, and 

improved the results of marketing campaigns. 

Users in this research project indicated that they enjoyed the information, within 

certain parameters. They did not want their shows interrupted with excessive text or the 

possibility of the plot being spoiled. Moreover, they preferred information to be immediately 

comprehensible, primarily in the form of images. The kind of information and how often 

they wanted it varied depending on the genre of the show and on whether they had seen the 

show before. Additionally, they wanted the option to customize information from the app, 

both in its type and its amount. As LiveDash Mobile operated on a device partially defined 

for its quality of being customizable, their desire to have information on it personalized 

makes sense. This LiveDash study showed that users readily accepted the idea of multiple 

screens enhancing each other, rather than interfering with each other. The three screen 

experience is a fused experience, even if users do not have all three screens up at once. 

Television, mobile devices, and computers serve complementary, not exclusionary, purposes. 

 

4.2   Suggestions for Future Research 
 

 Many television networks have already launched integrated media platforms to 

encourage more people to tune in and discuss their television shows. Considering this trend, 

further study into the relationship between Facebook messages and postings and people 

tuning in to broadcast television would be beneficial for tracking media usage patterns. For 

example, Facebook has a feature that allows users to “like” certain topics. When a user 

chooses to like the topics, updates about them are periodically posted on their Facebook wall. 

Such updates could notify users that a program is on, thus attracting audience members, or 

they could inform social networkers about social media events that they could participate in. 
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A study aimed at discovering what information should be posted to Facebook walls might 

reveal interesting trends. More generally, studies exploring how updates on Facebook affect 

broadcast television watching would likely be worthwhile. 

 Another interesting direction for research is the automation of research itself. 

Applications already exist that allow mobile devices or computers to interface with 

televisions, thereby learning what is being broadcast to the screen through the audio 

fingerprinting processes described in this project. Such applications would allow correlations 

between social media usage and television watching to be directly tracked. These 

correlations could then be used to optimize any number of new projects. As part of this 

research, we have created a powerful REST API for all of LiveDash‟s listening platform 

functionalities in an effort to further accelerate research and related projects.  If interested, 

please find attached full API documentation as Appendix A1. 

 With the LiveDash API, others can, and have started to use broadcast television 

information in a powerful way.  For example, there is future research now being done to 

compare the sentiment of users on social media, and now with LiveDash information, the 

sentiment of broadcast television news channels, and how sentiment affects the stock market.  

Other future research using the LiveDash API compares the virility and amount of 

impressions that a negative political advertisement enjoys juxtaposed to others.  LiveDash 

will remain as a tool to help scholars, business individuals, historians, linguists, politicians, 

and society in general discern patterns of similarity and correlations between social media 

and television.  
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Appendices 

 

Appendix A 1  LiveDash API Documentation 

 

A 1.1  Live TV API 

A 1.2  Shared Links API 

A 1.3  Video API 

A 1.4  News API 

A 1.5  Blogs API 

A 1.6  Forums API 

 

 

A 1.1  Live TV API 

 

Login/Logout 

URL: 
http://www.livedash.com/login_api.php 

HTTP Method: 
GET / POST 

Result Format: 
XML 

Parameters: 

 action: To login or logout, if action is not specified only the login status will be 

displayed. 

1. login 

2. logout 

 username: Required for log in. 
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 password: Required for log in. 

Response: 

 status: 1 if logged in, 0 if otherwise 

 message: 

1. Logout Success: logout was successful 

2. Login Success: login was successful 

3. Incorrect Login: Invalid user name/ password 

4. Inactive Account: Account is inactive 

Examples: 

 Logout: http://www.livedash.com/login_api.php?action=logout 

 Login: http://www.livedash.com/login_api.php?action=login&username=username&

password=password 

 

TV Search 

URL: 
http://www.livedash.com/search_api.php 

HTTP Method: 
GET 

Result Format: 
XML 

Authorization: 
You API key is required to access the API. It should be provided in the GET parameter 

"apikey" 

Parameters: 

 query: Required. Keywords to be searched 

 apikey: Required. Your API key 

 rpp: Optional. Number of results per page. Default: 50. Max: 50 

 page: Optional. Page number. Default: 1 

 channel: Optional. Restrict search within a certain channel. See below for a listing of 

channel parameters 

 exact_date: Optional. Restrict search within a particular date. Format: mm/dd/yyyy 

(Must be URL encoded) 
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 date: Optional. Restrict search within a certain period of time. Disabled if exact_date 

is present. Accept value from 1 - 6: 

1. Last hour 

2. Last day 

3. Last 3 days 

4. Last week 

5. Last 2 weeks 

6. Last month 

Examples: 

 Simple keyword query: http://www.livedash.com/search_api.php?query=obama 

 Setting results per page and page 

number: http://www.livedash.com/search_api.php?query=obama&rpp=5&page=2 

 Restrict search to Nov 3, 

2009: http://www.livedash.com/search_api.php?query=obama&exact_date=11%2F03

%2F2009 

 Show only results from last 

week: http://www.livedash.com/search_api.php?query=obama&date=4 

 Show only from a 

channel: http://www.livedash.com/search_api.php?query=obama&channel=cnn 

Channel list and parameters: 

 ABC: abc 

 AE: ae 

 CBS: cbs 

 CNBC: cnbc 

 CNN: cnn 

 CNN Headline: cnnh 

 CW: cw 

 Cartoon Network: cartoon-network 

 Comcast Sports: csnba 

 Comedy Central: comedy 

 Discovery: discovery 

 Disney: disney 

 E!: e 

 ESPN: espn 

 ESPN 2: espn2 

 ESPN Classic: espncl 

 ESPNews: espnews 

 Food Network: food 

 Fox: fox 

 Fox News: fnc 

 History: history 
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 Home and Garden: hgtv 

 KICU: kicu 

 KOFY: kofy 

 KRON4: mykron 

 MSNBC: msnbc 

 NBC: nbc 

 Nick at Night: nicknight 

 Nikelondean: nikp 

 PBS: pbs 

 

Video Download 

The video download function returns a temporary URL that allows the requested video to be 

downloaded. The URL only works for 2 minutes. 

URL: 
http://www.livedash.com/download_video_api.php 

HTTP Method: 
GET / POST 

Result Format: 
XML 

Parameters: 

 video_file: A unique ID of the video to be requested. This is obtained from the Search 

API, under "video_file" when logged in. 

Response: 

 video_url: URL to the requested video 

 error: 

1. Not Logged In: User not logged in 

2. No Video Access Privelege: User does not have access to video 

Examples: 

 Logout: http://www.livedash.com/download_video_api.php?video_file=video_file 
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A 1.2  Shared Links API 

Shared Links Search 

URL: 
http://www.livedash.com/search_web_api.php 

HTTP Method: 
GET 

Result Format: 
XML 

Authorization: 
You API key is required to access the API. It should be provided in the GET parameter 

"apikey" 

Parameters: 

 query: Required. Keywords to be searched 

 apikey: Required. Your API key 

Examples: 

 Simple keyword 

query: http://www.livedash.com/search_web_api.php?query=obama&apikey=123456

7 

Response: 

Below is a description of each field in the result section of the response: 

 title: Title of the shared link. 

 excerpt: An excerpt of the linked page. 

 url: URL of the shared link. 

 first_shared_time: The time the link was first shared in Unix timestamp. 

 first_shared_on: The source the link was first shared. 

 num_shares: Number of times the link was shared 

 shared_user: The user that first shared the link 

 shared_user_thumb: URL to the thumbnail of the first user that shared the link. 

 shared_user_url: URL to the page of the first user that shared the link. 
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A 1.3  Video API 

Video Search 

URL: 
http://www.livedash.com/search_video_api.php 

HTTP Method: 
GET 

Result Format: 
XML 

Authorization: 
You API key is required to access the API. It should be provided in the GET parameter 

"apikey" 

Parameters: 

 query: Required. Keywords to be searched 

 page: Optional. Page number (Result per page is 20) Default: 1 

 source: Optional. Source of the video. Default: All Source. Accept value from 1 - 6: 

1. YouTube 

2. CBS 

3. Dailymotion 

4. MTV 

5. ESPN 

6. Hulu 

 duratoin: Optional. Length of the video. Default: All Duration. Accept value from 1 - 

3: 

1. Short (0-5 min) 

2. Medium (5-20 min) 

3. Long (20 min or more) 

 apikey: Required. Your API key 

Examples: 

 Simple keyword 

query: http://www.livedash.com/search_web_api.php?query=obama&apikey=123456

7 

 Setting page 

number: http://www.livedash.com/search_video_api.php?query=obama&page=2&api

key=1234567 
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 Find only short videos (0 - 5 min) from 

youtube: http://www.livedash.com/search_video_api.php?query=obama&source=1&

duration=1&apikey=1234567 

Response: 

Below is a description of each field in the result section of the response: 

 title: Title of the video. 

 description: Description of the video. 

 url: URL of the video. 

 time: Time when the video was published. 

 duration: Length of the video. 

 source: Source of the video 

 thumb_url: URL to the thumbnail of the video 

 

A 1.4  News API 

News Search 

URL: 
http://www.livedash.com/search_news_api.php 

HTTP Method: 
GET 

Result Format: 
XML 

Authorization: 
You API key is required to access the API. It should be provided in the GET parameter 

"apikey" 

Parameters: 

 query: Required. Keywords to be searched 

 page: Optional. Page number (Result per page is 10) Default: 1 

 date: Optional. Restrict search within a certain period of time. Default: No restriction. 

Accept value from 1 - 4: 

1. Last hour 

2. Last day 

3. Last week 



98 

 

4. Last month 

 apikey: Required. Your API key 

Examples: 

 Simple keyword 

query: http://www.livedash.com/search_news_api.php?query=obama&apikey=12345

67 

 Find news from the last 

month: http://www.livedash.com/search_news_api.php?query=obama&date=4&&api

key=1234567 

Response: 

Below is a description of each field in the result section of the response: 

 title: Title of the news article. 

 description: Description of the news article. 

 url: URL of the news article. 

 time: Time when the news article was published. 

 source: Source of the news article. 

E. Domain and Account Assets 

 

A 1.5  Blogs API 

URL: 
http://www.livedash.com/search_blog_api.php 

HTTP Method: 
GET 

Result Format: 
XML 

Authorization: 
You API key is required to access the API. It should be provided in the GET parameter 

"apikey" 

Parameters: 

 query: Required. Keywords to be searched 



99 

 

 rpp: Optional. Results per page. Default: 20. Maximum: 99 

 page: Optional. Page number. Default: 1 

 date: Optional. Restrict search within a certain period of time. Default: No restriction. 

Accept value from 1 - 4: 

1. Last hour 

2. Last day 

3. Last week 

4. Last month 

 apikey: Required. Your API key 

Examples: 

 Simple keyword 

query: http://www.livedash.com/search_blog_api.php?query=obama&apikey=12345

67 

 Setting results per page and page 

number: http://www.livedash.com/search_blog_api.php?query=obama&page=2&rpp

=30&apikey=1234567 

 Find blogs from the last 

month: http://www.livedash.com/search_blog_api.php?query=obama&date=4&&api

key=1234567 

Response: 

Below is a description of each field in the result section of the response: 

 title: Title of the blog. 

 description: Description of the blog. 

 url: URL of the blog. 

 time: Time when the blog was published. 

 author: Author of the blog. 

  

 

A 1.6  Forums API 

Forum Search 

URL: 
http://www.livedash.com/search_forum_api.php 

HTTP Method: 
GET 
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Result Format: 
XML 

Authorization: 
You API key is required to access the API. It should be provided in the GET parameter 

"apikey" 

Parameters: 

 query: Required. Keywords to be searched 

 rpp: Optional. Results per page. Default: 20. Maximum: 99 

 page: Optional. Page number. Default: 1 

 date: Optional. Restrict search within a certain period of time. Default: No restriction. 

Accept value from 1 - 3: 

1. Last 24 hour 

2. Last week 

3. Last month 

 apikey: Required. Your API key 

Examples: 

 Simple keyword 

query: http://www.livedash.com/search_blog_api.php?query=obama&apikey=12345

67 

 Setting results per page and page 

number: http://www.livedash.com/search_blog_api.php?query=obama&page=2&rpp

=30&apikey=1234567 

 Find blogs from the last 

month: http://www.livedash.com/search_blog_api.php?query=obama&date=4&&api

key=1234567 

Response: 

Below is a description of each field in the result section of the response: 

 title: Title of the forum post. 

 description: Description of forum post. 

 url: URL of the forum post. 

 time: Time when the forum post was published. 
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