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Abstract

In earlier work, we proposed a recognition memory model
that operates directly on digitized natural images. The model
is called the NaturalInput Memory (NIM ) model. When
presented with a natural image, the NIM model employs a
biologically-informed perceptual pre-processing method that
translates the image into a similarity-space representation. In
this paper, the NIM model is validated on individual natural
stimuli (i.e., images of faces) in two tasks: (1) a similarity-
rating task and (2) a recognition task. The results obtained
with the NIM model are compared with the results of corre-
sponding behavioral experiments. The similarity structure of
the face images that is reflected in the similarity space forms
the basis for the comparison. The results reveal that the NIM
model’s similarity ratings and recognition rates for individual
images correlate well with those obtained in the behavioral ex-
periments. We conclude that the NIM model successfully sim-
ulates similarity ratings and recognition performance for indi-
vidual natural stimuli.

Keywords: Memory modeling, perception, representation,
recognition, computer science, computer simulation.

Introduction
Many psychological modelers have developed so-called ‘sim-
ilarity spaces’ that represent similar items in close prox-
imity to each other (e.g., Shepard, 1957; Nosofsky, 1986;
Shepard, 1986; Valentine, 1991; Busey, 1998; Edelman,
1998; Steyvers, Shiffrin, & Nelson, 2004). So far, existing
memory models have usually been tested with three types
of spaces: (1) artificially generated similarity spaces (e.g.,
Shiffrin & Steyvers, 1997), (2) similarity spaces derived from
co-occurrence of objects in the environment (e.g., word co-
occurrence in texts; Landauer & Dumais, 1997), and (3) sim-
ilarity spaces derived from human similarity judgments (e.g.,
Busey & Tunnicliff, 1999). In the latter, the resulting sim-
ilarity spaces reflect similarities obtained from human judg-
ments. However, because representations are not derived di-
rectly from the stimuli, these models fall short in constructing
a representation that is grounded in the natural world.
We proposed the NaturalInput Memory (NIM ) model
(Lacroix, Murre, Postma, & Van den Herik, 2004), which
employs a biologically-informed perceptual pre-processing
method to derive representations directly from natural visual
stimuli. Therefore, unlike any of the existing models, the NIM
model is able to make predictions for responses to individual
natural stimuli. In our earlier work, we showed that the NIM
model produces general effects found in experimental recog-
nition memory studies (Lacroix et al., 2004; Lacroix, Murre,
Postma, & Van den Herik, in prep). In this paper, we show

that the NIM model can predict similarity ratings and recog-
nition rates for individual natural stimuli. The model is tested
on a similarity-rating task and a face-recognition task using
the same facial stimuli that were used in behavioral exper-
iments (Busey, unpublished results; Busey, 1998; Busey &
Tunnicliff, 1999).
The outline of the remainder of this paper is as follows. In the
following section, the NIM model is introduced and discussed
briefly. Then, we will test the NIM model on the similarity-
judgment task and the face-recognition task, discuss the re-
sults, and provide a conclusion.

The NIM model
The NIM model encompasses the following two stages.

1. A perceptual pre-processing stage that translates a natural
image into feature vectors.

2. A memory stage comprising two processes:

(a) a storage process that stores feature vectors in a straight-
forward manner;

(b) a recognition process that compares feature vectors of
the image to be recognized with previously stored fea-
ture vectors.

Below we will discuss both stages briefly (see Lacroix et al.,
2004, for a more detailed exposition of the NIM model).

The perceptual pre-processing stage
The perceptual pre-processing stage in the NIM model is
based on the processing of information in the human visual
system. Motivated by eye fixations in human vision, the pre-
processing stage takes local samples at selected locations in
a natural image. Since humans tend to place fixations at or
near contours in a visual scene, the NIM model ’fixates’ ran-
domly along the contours in an image (e.g., Norman, Phillips,
& Ross, 2001). The features extracted at fixation locations in
the face image consist of the responses of different derivatives
of Gaussian filters. Such multi-scale wavelet decomposition
models are biologically plausible (see, e.g., Bartlett, Little-
worth, Braathen, Sejnowski, & Movellan, 2003; Kahana &
Sekuler, 2002; Palmeri & Gauthier, 2004). By applying a set
of filters at multiple scales and orientations, a representation
of the image area centered at the fixation location is obtained
(Freeman & Adelson, 1991). A pre-processed image is then
represented by a number of feature vectors, each correspond-
ing to a fixation. After feature-vector extraction, we apply a
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principal component analysis to the extracted feature vectors
in order to reduce their dimensionality. We selected the first
50 principal components, since it has been shown that approx-
imately 50 components are sufficient to accurately represent
faces (e.g., Hancock, Burton, & Bruce, 1996).

The memory stage
Whereas in the NIM model, the pre-processing stage is bi-
ologically informed, the memory stage is kept as simple as
possible. Instead of attempting to model the cortical or sub-
cortical memory structures in a biologically plausible way, we
simply assume that feature vectors are retained (i.e., ‘stored’)
in a similarity space (c.f., Nosofsky, 1986). The memory
stage comprises two processes: the storage process and the
recognition process. The storage process stores the pre-
processed natural image in memory. The recognition pro-
cess determines the familiarity of the image to be recognized
by comparing feature vectors of the image with previously
stored feature vectors. The familiarity of an image is equal to
the average familiarity of its feature vectors. The familiarity
of a feature vector is determined by the number of previously-
stored feature vectors that fall within a hypersphere with ra-
dius r, centered around the feature vector (i.e, the number
of nearest neighbors). Formally, the familiarity of imageA,

which we will denote asfA, is defined as:fA = ∑
tA
i=1 fAi
tA

, with
fAi the familiarity of theith feature vector of imageA, and
tA the total number of feature vectors extracted from image
A. To obtain false-alarm and hit rates, we compare our famil-
iarity values,f , to a decision criterionθ. When a familiarity
value, f , of an image to be recognized exceeds the criterion,
the image is recognized, otherwise, the image is not recog-
nized.

The similarity-rating task
To test the psychological plausibility of the similarity-space
representations that the NIM model derives from natural
stimuli a comparison to human similarity ratings is needed.
Therefore, we compared model and human similarity ratings
on identical sets of natural stimuli. In this section, we re-
view two behavioral similarity-rating experiments, describe
the similarity-rating stimulations with the NIM model, and
provide a brief discussion of the results.

Behavioral similarity-rating experiments
Human similarity-ratings were obtained in two studies:
Busey (unpublished results1) and Busey (1998). In both ex-
periments, subjects were repeatedly presented with two faces
and were instructed to rate the similarity by assigning a num-
ber ranging from 1 (most similar) to 9 (least similar). This
resulted in human similarity ratings for all possible pairs of
faces. In the experiment of Busey (unpublished results), 238
subjects were tested on pairs of faces from a set of 60 faces
(8 of the faces contained in the set were morphs, created by
averaging 2 of the 52 other faces). Across subjects, this re-
sulted in a total of about 25 ratings for each possible pair. In
Busey (1998), 343 subjects were tested on pairs of faces from
a set of 104 faces (16 of which were morphs, created from
averaging two of the 88 other faces), resulting in at least six

1also referred to in Steyvers and Busey (2000)

ratings for each possible pair. The similarity ratings for indi-
vidual subjects were translated into z-scores and within each
experiments these scores were averaged over subjects.

Similarity-rating simulations with the N IM model
The NIM model bases a similarity rating for two faces
on the similarity-space representations that result from pre-
processing those faces. Since this task involves no memory
processes, the memory stage is not employed in these simu-
lations. We presented the NIM model with all possible face
pairs from the sets of face images used in the experiments
of Busey (unpublished results; 1998). For each face of a pair
(A,B), 100 feature vectors were extracted. Then, for each fea-
ture vector of faceA, the number of feature vectors of faceB
residing within a hypersphere with radiusr centered around
the feature vector (i.e., the nearest neighbors), were counted.
The average number of nearest neighbors for all feature vec-
tors of faceA determined the similarity value,s, of faceA
andB. Since, subjects in the experimental study made a sim-
ilarity rating from 1 (most similar) to 9 (least similar), we
transformed each similarity values into a similarity rating,
SR, from 1 to 9. We applied the following linear transform:

SR=

 [(9− s−(u−0.01)
b )] if 0 < s< 8∗b+u

9 if s= 0
1 otherwise

where [x] represents the entier function that returns the largest
integer value contained in x,r is the radius parameter, andb
andu are constants. First, we varied the radiusr to obtain the
r value for which correlations between human similarity rat-
ings and similarity values produced by the NIM model were
optimal. With this optimal valuer held constant,u andb were
varied to find theu andb values for which human similarity
ratings and model similarity ratingsSRcorrelated best. Simi-
larity values,s, and similarity ratings,SR, were averaged over
1000 simulations.

Similarity-rating simulation results
We varied the value of the radiusr from 2.0 to 6.0. For both
experiments (Busey, unpublished results; 1998), we found
that simulations withr = 5.0 resulted in the highest correla-
tions between model similarity values (s) and experimentally
obtained similarity ratings. The precise value ofr was not
critical to the results. Then, for the similarity valuess pro-
duced withr = 5.0, we varied theu andb values of the lin-
ear transform to find those that produced the best correlations
between human and model similarity ratingsSR. For both
experiments, we found that foru = 0.02 andb = 0.02, the
highest correlations were obtained, which wereR= 0.65 and
R= 0.70 for the two experiments, respectively. Fig. 1 shows
the similarity ratingsSRproduced by the NIM model (r = 5.0,
u = 0.02, andb = 0.02) as a function of the similarity ratings
that were obtained experimentally by Busey (1998). A simi-
lar distribution of similarity ratings was found when compar-
ing the NIM model’s similarity ratings to those obtained in
the experiment by Busey (unpublished results).

Discussion of the similarity-rating results
An analysis of the similarity ratings obtained in the experi-
ment by Busey (unpublished results) showed that there was
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Figure 1: The NIM model’s similarity ratings (z-scores;r =
5.0, u = 0.02, andb = 0.02) as a function of the experimen-
tal similarity ratings (z-scores+10) obtained by Busey (1998),
R= 0.70.

considerable variation between different subject’s similarity
ratings. When similarity ratings of the subjects were divided
into 5 groups, correlations between the different group aver-
ages ranged from 0.72 to 0.75. This demonstrates the limited
consistency of the similarity judgments across subjects. It is,
therefore, highly unlikely that correlations between similarity
ratings produced by our model and experimental similarity
ratings will exceed the value of 0.75. Given this considera-
tion, the similarity-space representations of the NIM model
can be said to correlate reasonably well with the experimen-
tally obtained similarity ratings.
Although very high correlations are unlikely, small increases
might be achieved by testing different transforms of the simi-
larity values into the similarity ratings. It is very well possible
that human similarity-rating category boundaries are not lin-
ear.
Several studies have compared representation spaces result-
ing from various image pre-processing schemes to the out-
comes of psychological experiments. For instance, Calder,
Burton, Miller, Young, and Akamatsu (2001) and Dailey,
Cottrell, Padgett, and Adolphs (2002) did this for coding fa-
cial expressions and Hancock, Bruce, and Burton (1998), and
Kalocsai, Zhao, and Biederman (1998) did this for face iden-
tity. Hancock et al. (1998) used an approach similar to ours,
by comparing human similarity judgments with similarity-
space representations. They found small correlations of about
0.20 and argued it to be caused by the noisiness of the hu-
man data. Kalocsai et al. (1998) used a same-different judg-
ment task to compare the performances of a Gabor-filter pre-
processing scheme and a global template-matching classifier
with human data. In the experiment subjects had to judge
whether two sequentially presented images were of the same
individual. They found correlations up to 0.91. However,
these were based on a small sample of 16 trials. Moreover,
the similarity judgments were obtained using a much simpler
binary classification task.

The recognition task
In order to validate the recognition predictions of the NIM
model for individual natural stimuli, we compared the recog-

nition rates produced by the NIM model with those that were
obtained in two behavioral experiments. The first behav-
ioral recognition experiment is the face-recognition experi-
ment of Busey (unpublished results), employing 60 faces and
238 subjects. The second is the face-recognition experiment
of Busey and Tunnicliff (1999), employing 104 faces and 180
subjects. The face images used in these experiments are iden-
tical to those used in the similarity-rating experiments. Again,
our simulations used the same face images as were used in the
behavioral experiments.
Below, we describe the behavioral face-recognition experi-
ments, present the simulation results obtained with the NIM
model, and provide a brief discussion.

Behavioral recognition experiments
In the experiments, Busey (unpublished results) and Busey
and Tunnicliff (1999) determined the recognition rates (i.e.,
hit rates and false-alarm rates) for different types of faces.
The sets of 60 and 104 faces employed in the experiments
contained three types of faces: (1) normal faces, (2) parent
faces, and (3) morph faces. Each morph face was the average
of two parent faces.
In the face-recognition experiment of Busey (unpublished re-
sults), the set of 60 faces was subdivided into two sets of 30
faces such that each set contained 18 normal faces, 8 parent
faces and 4 morph faces. When a morph was in one set, its
parents were in the other. Half of the subjects were presented
with a study list with the faces from set 1 and tested for old-
new recognition for the faces from both set 1 (i.e., targets)
and set 2 (i.e., lures). For the other half of the subjects this
was reversed. This allowed hit and false-alarm rates to be ob-
tained for each of the 60 faces.
In the face-recognition experiment of Busey and Tunnicliff
(1999), subjects were presented with a study list with 36 nor-
mal faces and 32 parent faces. Then, old-new recognition was
tested for these 36 normal faces (i.e., normal targets) and 32
parent faces (i.e., parent targets) along with 20 new normal
faces (i.e., normal lures) and 16 new morph faces (i.e., morph
lures). The morph lures were the average of two parent targets
that were either dissimilar or similar to each other. Dissimilar
and similar morph lures resulted from dissimilar and similar
morph parents, respectively.

Recognition simulations with the NIM model
In half of the simulations of Busey’s (unpublished results)
face-recognition experiment, the NIM model was presented
with the 18 normal faces, 8 parent faces, and 4 morph faces
from set 1 and in the other half with those from set 2. Then
the model was tested for old-new recognition of the presented
faces (i.e., targets) along with the 18 normal faces, 8 parent
faces, and 4 morph faces from the other set (i.e., lures).
In the simulations of the face-recognition experiment of
Busey and Tunnicliff (1999), the model was presented with
the 36 normal faces, and 32 parent faces from the study list
of the behavioral study. Then recognition was tested for these
faces along with the 20 new normal faces (i.e., normal lures)
and the 16 new morph faces (i.e., morph lures) from the test
list of the behavioral experiment.
In the behavioral experiments, the images were presented for
1500 ms, followed by a two-second delay. In our simula-
tions, the number of fixations selected and stored for each
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face was set to 10 which corresponds to approximately 2 sec-
onds of viewing time. For recognition, the NIM model cal-
culated the familiarity of each target and lure on the basis
of 100 fixations (as described previously). Comparison of
the familiarity values to the decision criterion,θ, determined
the recognition rates, i.e., the hit-rates for the targets and the
false-alarm rates for the lures. In these simulations the radius
r and the decision criterionθ were varied to determine the
root mean square errors (RMSE) and the correlation values
between recognition rates produced by the NIM model and
experimentally obtained recognition rates. The radiusr and
the decision criterionθ were our only free parameters.

Recognition simulation results

For the simulations of the face-recognition experiment of
Busey (unpublished results) in which set 1 were the targets
and set 2 were the lures as well as for the simulations in
which this was reversed, the smallestRMSEbetween exper-
imentally obtained recognition rates and those produced by
the NIM model resulted with a radiusr = 3.5 and a recogni-
tion decision criterionθ = 0.01. The correlations with these
parameter settings, wereR= 0.82 for the experiment in which
set 1 were the targets and set 2 were the lures andR= 0.68 for
the experiment for which this was reversed. Fig. 2 shows the
model recognition rates with these parameter settings ((a) for
simulations in which set 1 were the targets and set 2 were
the lures, (b) for simulations in which set 2 were the tar-
gets and set 1 were the lures) as a function of experimentally
obtained recognition rates. For the simulations of the face-
recognition experiment of Busey and Tunnicliff (1999), the
smallestRMSEbetween experimentally obtained recognition
rates and those produced by the NIM model resulted with a
radiusr = 3.5 and a recognition decision criterionθ = 0.02.
The correlation obtained with these parameter settings was
R= 0.60. Fig. 3 shows the recognition rates produced by the
NIM model with these parameter settings as a function of the
experimentally obtained recognition rates.

Discussion of the recognition results

Recognition rates produced by the NIM model agree quite
well with experimentally obtained recognition rates. Across
the two behavioral face-recognition experiments, three main
effects were found in the data. These will be discussed and
compared to the recognition results of the NIM model. Then,
an important difference between the recognition rates pro-
duced by the NIM model and those obtained experimentally
for dark-skin faces will be discussed. Finally, we will make a
brief remark about the radius parameterr that was used in the
simulations.
The first effect found in the experimental data is that morph
lures are falsely recognized more often than normal lures.
This effect was successfully produced by the NIM model for
simulations of both the experiments of Busey (unpublished
results) and Busey and Tunnicliff (1999).
The second effect is that in the experiment of Busey and
Tunnicliff (1999), which employed similar and dissimilar
morph lures, false-alarm rates for the similar morph lures
were higher than those for the dissimilar morph lures. This
effect was also produced successfully by the NIM model sim-
ulations of the experiment of Busey and Tunnicliff (1999).

(a)

(b)

Figure 2: The NIM model’s face-recognition rates (r = 3.5,
θ = 0.01) as a function of the experimental recognition rates
obtained by Busey (unpublished results). (a) set 1: targets, set
2: lures,R= 0.82, andRMSE= 0.156 and (b) set 2: targets,
set 1: lures,R= 0.68 andRMSE= 0.167.

The third effect concerns the false-alarm rates for lures com-
pared to the hit rates for their parents. In the behavioral ex-
periments the false-alarm rate for the morph lures approached
the hit rates for their parents. In the experiment of Busey
and Tunnicliff (1999) the false-alarm rates even marginally
exceeded the hit rates for the similar lures (and not for the
dissimilar lures). However, as can be seen in Figs. 2 and
3 the NIM model produced clearly smaller false-alarm rates
for the morph lures compared to the hit rates for their par-
ents. By changing the parameters of the NIM model, a bet-
ter agreement with experimental findings could be obtained.
Fig. 4 shows the results with parameter settingsr = 3.9 and
θ = 0.02 for simulations of Busey’s (unpublished results) ex-
periment in which set 1 were the targets and set 2 were the
lures and Fig. 6 shows the results for simulations of Busey
and Tunnicliff (1999)’s experiment with parameter settings
r = 3.8 andθ = 0.03. Compared to the data in Figs. 2(a) and
3, the false-alarm rates for the morph lures are increased rel-
ative to the hit rates for their parents. This is at the expense,
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Figure 3: The NIM model’s face-recognition rates (r = 3.5
andθ = 0.02) as a function of the experimental recognition
rates obtained by Busey and Tunnicliff (1999),R= 0.60 and
RMSE= 0.180. For the group of lures indicated by an ellipse,
a large difference in experimental and model recognition rates
is observed.

however, of lower overall correlations and largerRMSE’s be-
tween experimental and model recognition rates.
Two points should be noted about the third effect. First,
the experimental data showed substantially larger variations
in rates obtained for similar as well as dissimilar target par-
ents than for other types of faces. Therefore, deviations be-
tween the model and experimental results concerning the dif-
ference in recognition of parents and their morphs can partly
be explained by the noisiness of the experimental recognition
rates for parents. Second, while in the experimental data of
Busey and Tunnicliff (1999), the false-alarm rate for the sim-
ilar morph lures exceeded the hit rate of their parents (and
the false-alarm rate for the dissimilar lures did not), this ef-
fect was small and not significant (α = 0.05). For the four

Figure 4: The NIM model’s face-recognition rates (r = 3.9,
θ = 0.02) as a function of the experimental recognition
rates obtained by Busey (unpublished results),R= 0.73, and
RMSE= 0.184.

specific lures, indicated by an ellipse in Fig. 3, considerable
deviations from the experimental data are observed. The NIM
model produces a recognition rate around 0, while humans
tend to falsely recognize these faces very often. The corre-
sponding faces are shown in Figs. 5(a), 5(c), 5(c), and 5(d). A
striking fact is that these are faces of people with a very dark
skin color. Moreover, no other lures were faces with such a
dark skin color. Experimental studies have shown that much
experience with faces of a given race, improves recognition
of these faces relative to others (for an overview see, Meiss-
ner & Brigham, 2001). As a result, faces of other races look
more similar than faces from one’s own race. This effect is
also known as the other-race effect. In the experiment, when
a subject has seen a face of a certain racial type other than
its own on the study list, it will have a hard time discriminat-
ing it from a different face of that same racial type presented
on the test list. Presumably the larger part of the subjects
participating in the experimental face-recognition task were
Caucasians that have abundant experience with Caucasian
faces compared to non-Caucasian faces. Therefore, they will
exhibit a worse recognition performance for non-Caucasian
faces. In contrast, the NIM model is presented with the 104
faces only, and bases the PCA on the characteristics of these
faces of which roughly a quarter were non-Caucasian. This
is a possible explanation for the low false-alarm rate of the
NIM model on the four black-skin lures and the relatively
high false-alarm rate of human subjects on these same faces.

(a) (b) (c) (d)

Figure 5: The four faces corresponding to the four dots indi-
cated by an ellipse in Fig.3

Figure 6: The NIM model’s face-recognition rates (r = 3.8
andθ = 0.03) as a function of the experimental recognition
rates obtained by Busey and Tunnicliff (1999),R= 0.52 and
RMSE= 0.210.
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As a final remark we would like to note that for the
similarity-rating and the recognition tasks, a different setting
of the radius parameterr resulted in the best correlations be-
tween model and human data. Although we have not expli-
cated the meaning of the radius parameterr, we interpret it as
the attentional weighing of all dimensions that depends on the
task (cf., the GeneralizedContextModel (GCM); e.g., Nosof-
sky, 1986). In our future work, we intend to explore the inte-
gration of our model with Nosofsky’s GCM.

Conclusion
Previous studies showed that the NIM model produces gen-
eral effects found in experimental recognition-memory stud-
ies. In this paper, the NIM model is validated on individual
natural stimuli. The model is tested on a similarity-rating task
and a face-recognition task using the same face images as
were used in experimental studies. From our results we con-
clude that the NIM model can simulate similarity judgments
and recognition performance for individual natural stimuli
quite reliably.
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