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Abstract

Text as Controller and Crutch: Generative Control and Over-reliance in

Vision-Language Models

by

Qiucheng Wu

Text has become a central interface in modern vision-language models. In visual

generative models, text provides an intuitive mechanism for controlling image and video

synthesis. In multimodal large language models, however, text can also become a shortcut

that causes models to underutilize visual information. This dissertation studies these two

roles of text: as a controller for visual generation, and as a crutch that reveals limitations

in multimodal understanding.

The first part of this dissertation investigates text-based controllability in visual gen-

eration. I study how natural-language instructions can guide image editing, image gen-

eration, and video synthesis across different forms of visual control. For image editing, I

develop a multimodal large language model agent that translates user requests into exe-

cutable editing operations in professional software. Since ground-truth edits are difficult

to define, I further introduce a generalist reward model that evaluates editing results

through multimodal reasoning and provides scalar feedback for reinforcement learning.

For video generation, I study text-guided camera control, where natural-language cam-

era descriptions specify complex camera motions. By synthesizing controllable training

data and disentangling visual appearance from camera motion, this work enables more

flexible video generation guided by both content and camera instructions. I also examine

diffusion-based image generation and editing, showing how manipulating the diffusion

process and attention mechanisms can improve content preservation, visual attribute

x



control, and compositional faithfulness.

The second part of this dissertation studies the limitations of multimodal understand-

ing. Although multimodal large language models have achieved strong performance on

many vision-language tasks, they often rely heavily on textual cues and struggle when

essential information must be inferred from images. I analyze this imbalance through spa-

tial reasoning and planning tasks, showing that current models can fail even in visually

simple scenarios when textual descriptions do not provide sufficient guidance. I further

explore training strategies that reduce excessive textual hints and encourage models to

reason more directly from visual inputs.

Together, these studies show that text can serve as a powerful control interface in

vision-language models, while also revealing the risks of excessive reliance on text in mul-

timodal understanding. This dissertation highlights the importance of building systems

that use text effectively while developing stronger visual reasoning capabilities.

xi



Contents

Curriculum Vitae viii

Abstract x

1 Introduction 1
1.1 Overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.2 Challenges and Problem Statement . . . . . . . . . . . . . . . . . . . . . 3
1.3 Dissertation Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . 5
1.4 Organization of the Dissertation . . . . . . . . . . . . . . . . . . . . . . . 7

2 Tool-Assisted Text-Guided Image Editing 9
2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9
2.2 Background and Prior Work . . . . . . . . . . . . . . . . . . . . . . . . . 12
2.3 RetouchIQ . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13
2.4 Generalist Reward Model . . . . . . . . . . . . . . . . . . . . . . . . . . . 18
2.5 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21
2.6 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27

3 Text-Guided Camera Control in Video Generation 28
3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28
3.2 Background and Prior Work . . . . . . . . . . . . . . . . . . . . . . . . . 32
3.3 Preliminaries . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33
3.4 VividCam . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34
3.5 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39
3.6 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

4 Text-Guided Visual Attribute Control in Diffusion Models 47
4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47
4.2 Background and Prior Work . . . . . . . . . . . . . . . . . . . . . . . . . 50
4.3 Attribute Disentanglement in Stable Diffusion Models . . . . . . . . . . . 52
4.4 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 58
4.5 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65

xii



5 Region-Aware Attention Control for High-Fidelity Text-to-Image Gen-
eration 66
5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 66
5.2 Background and Prior Work . . . . . . . . . . . . . . . . . . . . . . . . . 69
5.3 Method . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70
5.4 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 76
5.5 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85

6 Measuring Visual and Textual Understanding in MLLMs 86
6.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 86
6.2 Background and Prior Work . . . . . . . . . . . . . . . . . . . . . . . . . 89
6.3 The Visual Spatial Planning Benchmark . . . . . . . . . . . . . . . . . . 91
6.4 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 97
6.5 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105

7 Enhancing Visual Understanding in MLLMs 106
7.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 106
7.2 Background and Prior Work . . . . . . . . . . . . . . . . . . . . . . . . . 108
7.3 Modality Gap in MLLMs . . . . . . . . . . . . . . . . . . . . . . . . . . . 109
7.4 Mitigating Modality Gap . . . . . . . . . . . . . . . . . . . . . . . . . . . 111
7.5 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 115

8 Conclusion and Future Directions 116
8.1 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 116
8.2 Future Directions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 117

Bibliography 120

xiii



Chapter 1

Introduction

1.1 Overview

Vision-language models have become a central direction in modern artificial intelli-

gence, enabling machines to connect natural language with visual perception and gener-

ation. Recent progress has led to two major lines of development. The first focuses on

visual generation, where text serves as a natural interface for controlling images [1–3] and

videos [4–7]. Through textual prompts or instructions, users can guide generative models

to synthesize visual content [8–10], modify existing images [11–13], and adjust styles and

spatial attributes [14–16]. The second focuses on multimodal understanding, where mul-

timodal large language models receive interleaved visual and textual inputs and produce

language responses based on both modalities [17–20]. These models have shown strong

capabilities in visual question answering, reasoning, planning, and interactive tasks.

Despite this progress, the role of text in vision-language models remains complex.

In visual generation, text is a powerful controller. It provides an accessible and expres-

sive way for users to communicate high-level intent without directly manipulating pixels,

layouts, editing parameters, or camera trajectories. A single natural-language instruc-
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Introduction Chapter 1

tion can specify desired visual attributes, editing goals, or dynamic camera behavior.

However, achieving precise and reliable text-based control remains challenging. Textual

instructions are often abstract, ambiguous, or underspecified, while visual generation re-

quires concrete decisions about appearance, structure, motion, and editing operations.

This creates a modality gap between user intent expressed in language and the visual

transformations produced by the model.

In multimodal understanding, text can play different roles. Multimodal large lan-

guage models are often trained on data where textual information provides rich descrip-

tions of visual content. As a result, these models may learn to rely heavily on text

while underusing the image. When essential information is available only through vi-

sual inputs, especially in tasks involving spatial reasoning, visual planning, or diagram

understanding, models can fail even when the visual scene appears simple to humans.

This imbalance suggests that strong language reasoning does not necessarily imply strong

visual reasoning.

This dissertation studies these two facets of text in vision-language models. The

first part (Chapters 2 – 5) investigates how text can be used to improve controllability in

visual generation and editing. It studies instruction-based image editing with professional

software tools, text-guided camera control in video generation, and text-guided control in

diffusion-based image generation and editing. The second part (Chapters 6 – 7) examines

how over-reliance on text limits multimodal understanding. It analyzes the gap between

visual and textual reasoning in multimodal large language models and explores training

strategies that encourage models to reason more directly from visual inputs.

Through these studies, this dissertation aims to better understand both the strengths

and limitations of text-centric vision-language modeling. Text provides a powerful inter-

face for controlling visual systems, but excessive dependence on text can weaken visual

grounding and reasoning. By examining text as both “controller” and “crutch”, this

2



Introduction Chapter 1

dissertation provides insights toward building vision-language models that are more con-

trollable, visually grounded, and reliable.

1.2 Challenges and Problem Statement

Although vision-language models have made rapid progress, open challenges remain

on both the generation side and the understanding side. On the generation side, text is

expected to serve as a flexible control interface for visual content. The central questions

are what aspects of images and videos language can control, and how such control can be

achieved through model design, training pipelines, or external visual editing tools. On

the understanding side, multimodal large language models are expected to reason jointly

over text and images. However, recent observations suggest an imbalance between textual

and visual understanding, where models may rely heavily on language while underusing

visual inputs. This dissertation studies these two challenges.

The first challenge is text controllability in visual generation and editing. Text in-

structions provide an intuitive way for users to express visual intent, but language and

visual content belong to different modalities. Human users can interpret an instruction

and infer the relevant visual changes, such as object layout, attribute faithfulness, aes-

thetic quality, style, video content, and camera motion. For visual generative models,

achieving this form of control is substantially more difficult. The model must ground

textual descriptions in concrete visual features, determine which aspects of the image

or video should change, preserve irrelevant content, and produce outputs that remain

visually coherent and faithful to the instruction. This challenge appears across multiple

technical routes. In diffusion-based image generation and editing, the question is how to

guide the generative process so that text controls the intended attributes, layouts, and

compositions. In video generation, the question extends to temporal content and camera

3



Introduction Chapter 1

behavior, where language must specify not only what appears in the scene but also how

the camera moves through it. In tool-assisted image editing, the question becomes how

to translate open-ended user requests into structured operations in professional editing

software. These routes differ in architecture and execution mechanism, but they share

a common problem: how to translate natural-language instructions into visual results

through controllable transformations.

The second challenge is over-reliance on text in multimodal understanding. Multi-

modal large language models have demonstrated strong capabilities in visual question

answering, reasoning, planning, and interactive tasks. However, their apparent multi-

modal competence can be strongly influenced by the textual information provided during

training and evaluation. Many datasets contain rich textual descriptions that summa-

rize or reveal important visual content, allowing models to solve tasks through language

shortcuts rather than direct visual reasoning. As a result, when critical information is

available only from the image, these models may fail to interpret spatial relations, visual

structures, or diagrammatic information, even in cases that are straightforward for hu-

mans. This raises a fundamental question about whether current MLLMs truly integrate

visual and textual information in a balanced way. Addressing this challenge requires

diagnostic benchmarks that expose the gap between textual and visual reasoning, as well

as training strategies that reduce excessive textual hints and encourage models to rely

more directly on visual inputs.

The core problem addressed in this dissertation is how to use text effectively in

vision-language models while maintaining strong visual grounding. On the generation

side, this requires methods that improve the ability of language to control images and

videos across different control targets and technical mechanisms. On the understanding

side, this requires methods that diagnose and mitigate excessive dependence on text.

Together, these challenges motivate a unified study of how text can serve as a powerful

4
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control interface in visual generation, while also revealing and addressing its role in

creating imbalance in multimodal understanding.

1.3 Dissertation Contributions

This dissertation makes contributions in two main directions: text-controlled visual

generation and editing, and visual reasoning in multimodal understanding.

Text-Controlled Visual Generation and Editing.

• Instruction-based image editing with professional tools. I develop an

MLLM agent for instruction-based image editing that translates natural-language

requests into executable operations in professional editing software. This work ex-

plores a tool-assisted route for visual editing, where the model leverages mature

editing tools rather than directly generating edited images as a black box. To train

the agent, I introduce a two-stage learning framework with supervised fine-tuning

and reinforcement learning, supported by a generalist reward model that evaluates

editing results through multimodal reasoning.

• Text-guided camera control in video generation. I study how natural lan-

guage can control camera motion in video generation. Instead of requiring users to

specify explicit camera trajectories, this work enables users to describe both scene

content and camera behavior through text. I construct synthetic training data with

controllable object and camera motion, and propose a training strategy that disen-

tangles visual appearance from camera control, enabling more flexible and realistic

text-guided video generation.

• Text-guided visual attribute control in diffusion models. I study the in-

5
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herent disentanglement capability of text-to-image diffusion models for image edit-

ing. This work shows that partially modifying text embeddings during denoising

can change target attributes while preserving semantic content, and develops a

lightweight optimization method for attribute editing without fine-tuning the dif-

fusion model.

• Region-aware attention control for high-fidelity text-to-image genera-

tion. I study how to improve prompt-image fidelity in text-to-image diffusion

models, especially when prompts involve multiple objects, attributes, or spatial

layouts. This work introduces an attention-control method that predicts object

regions and combines global prompt attention with object-specific local attention

across denoising steps, reducing missing objects, mismatched attributes, and mis-

located objects without fine-tuning the diffusion model.

Over-Reliance on Text in Multimodal Understanding.

• Benchmarking visual reasoning limitations in MLLMs. I study the im-

balance between visual and textual understanding in multimodal large language

models. Through spatial reasoning and planning tasks, I show that current MLLMs

often struggle when essential information must be inferred from visual inputs rather

than textual descriptions. This work provides diagnostic evidence that strong lan-

guage reasoning does not necessarily imply strong visual reasoning.

• Training MLLMs to rely more on visual inputs. I explore training strategies

that reduce excessive textual hints and encourage multimodal models to reason

more directly from images. Using geometry reasoning as a representative setting,

this work investigates how changing the structure of multimodal supervision can

improve visual understanding and reduce dependence on text.

6
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Together, these contributions provide a systematic study of the dual role of text in

vision-language models. On the generation side, they improve the ability of text to control

images and videos across tools, diffusion models, and camera-aware video generation. On

the understanding side, they reveal and address the risks of excessive dependence on text,

pointing toward multimodal models that are more visually grounded and reliable.

1.4 Organization of the Dissertation

The remainder of this dissertation is organized as follows.

• Chapter 2: Tool-Assisted Text-Guided Image Editing studies instruction-

based image editing with professional editing tools. This chapter presents an MLLM

agent that translates natural-language requests into executable editing operations.

It further introduces a training framework based on supervised fine-tuning and

reinforcement learning, where a generalist reward model provides feedback for open-

ended visual edits.

• Chapter 3: Text-Guided Camera Control in Video Generation focuses on

controlling camera motion in video generation through natural language. Instead of

requiring users to specify explicit camera trajectories, this chapter studies how text

can describe both scene content and camera behavior. It presents a data synthesis

pipeline and a training strategy that disentangles visual appearance from camera

motion, enabling more flexible text-guided video generation.

• Chapter 4: Text-Guided Visual Attribute Control in Diffusion Models

studies the inherent disentanglement capability of text-to-image diffusion models

for image editing. This chapter shows how partially modifying text embeddings

7
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during the denoising process can change target attributes while preserving seman-

tic content, and presents a lightweight optimization method for attribute editing

without fine-tuning the diffusion model.

• Chapter 5: Region-Aware Attention Control for High-Fidelity Text-to-

Image Generation investigates how to improve prompt-image fidelity in text-

to-image diffusion models, especially when prompts involve multiple objects, at-

tributes, or spatial layouts. This chapter presents an attention-control method that

predicts object regions and combines global prompt attention with object-specific

local attention across denoising steps, reducing missing objects, mismatched at-

tributes, and mislocated objects without fine-tuning the diffusion model.

• Chapter 6: Measuring Visual and Textual Understanding in MLLMs

examines the imbalance between visual and textual understanding in multimodal

large language models. This chapter introduces diagnostic tasks for spatial rea-

soning and planning, showing that current MLLMs may struggle when essential

information must be inferred from visual inputs rather than textual descriptions.

• Chapter 7: Enhancing Visual Understanding in MLLMs studies how to

reduce excessive dependence on text and encourage stronger visual reasoning. Us-

ing geometry reasoning as a representative setting, this chapter explores training

strategies that provide less textual information and require models to infer key

relationships directly from images.

• Chapter 8: Conclusion and Future Directions summarizes the main find-

ings of the dissertation and discusses future directions for building vision-language

models that are more controllable, visually grounded, and reliable.

8



Chapter 2

Tool-Assisted Text-Guided Image

Editing

2.1 Introduction

The recent progress of multimodal large language models (MLLMs) has unlocked a

vast landscape of applications that bridge visual understanding and linguistic reasoning.

Beyond perception and captioning, MLLMs are now capable of acting as general-purpose

agents that can invoke external tools, combining the broad reasoning capabilities of lan-

guage models with the precision and domain expertise of specialized systems. Such

MLLM agents have demonstrated their potential in a wide range of domains, from re-

trieval [21,22] and image generation [23–25] to autonomous workflows [18,26–28], show-

casing an emerging paradigm of reasoning-driven tool use.

Among these applications, one particularly creative and artistically meaningful direc-

tion is to empower MLLM agents to interact with professional image editing software,

such as Adobe Lightroom and PicsArt [29, 30]. However, mastering such software de-

mands deep technical and creative expertise, posing a barrier for both casual users and
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Convey the vast, serene grandeur of the night sky—a quiet sense of 
infinity beneath the luminous Milky Way.

Create an epic, moody seascape with a cool teal-blue tone. Bring 
richness to the sky and waves, give a dramatic, cinematic intensity.

Let’s give this image a warmer feel and shift the tones to enhance 
the ambient glow and overall richness.

I want the Chicago Theater to stand out with a bold 
cinematic glow, radiant and glorious against the night.

Make the image feel more vivid and alive, softening heavy shadows and 
bringing warmth and depth to the scene.

Make the flowers look more vibrant and lively, with richer tones and a 
crisp, refreshing feel that brings out their natural beauty.

Give this photo a warm vintage feel, adding depth and a 
timeless sense of nostalgia for this character.

Make the scene feel warmer and more inviting, with gentle golden 
light that adds comfort and a calm, cozy atmosphere.

Figure 2.1: We present RetouchIQ, an MLLM agent that performs customized
image retouching using Lightroom. Given a user instruction and an image input,
RetouchIQ produces high-quality results across various quality enhancement and
style transformation scenarios.

professional photographers who may excel at capturing images but lack the specialized

knowledge for effective retouching. Existing solutions [31–33] adopt various post-training

strategies to equip MLLMs with tool-use capabilities, including reinforcement learning

(RL) aimed at reproducing human-edited results. However, due to the inherently subjec-

tive nature of creative photo retouching, multiple edits can be equally good, and different

users may produce distinct yet valid outcomes for the same request. Consequently, exist-

ing rule-based pixel-level rewards (See Figure 2.3) become unreliable when model training

is anchored to a single reference edit.

To address this challenge, we introduce RetouchIQ, an MLLM-based agent that

performs instruction-based executable image editing, converting user requests into in-

terpretable reasoning and actionable steps. RetouchIQ leverages a professional im-

age processing platform, Lightroom, to execute fine-grained parameter adjustments that

align with natural language instructions (e.g., “create an epic, moody seascape, give a
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dramatic, cinematic intensity” as shown in Figure 2.1). Crucially, we introduce a gen-

eralist reward model (GRM), which is an RL fine-tuned MLLM that evaluates edited

results with a series of generated metrics on a case-by-case basis. To construct pairwise

(strong/weak) data for RL training of the GRM, a natural approach is to generate weak

edits via inverse-edit perturbations—using predefined tools and parameter offsets [34].

However, we find that this seemingly reasonable strategy yields sub-optimal performance

due to a distribution shift between these synthetic weak edits and the real weak ed-

its produced by the policy editing model. We further introduce a new training scheme

(Policy-Guided Reward Training, PGRT) designed to align the data distributions of the

policy editing model and the reward critic model, thereby yielding stronger and more

stable performance.

Experiments show that RetouchIQ exhibits strong capabilities in producing aes-

thetically consistent, instruction-aligned, and publication-quality image edits. Com-

pared with existing agent and diffusion-based editing systems, our framework offers bet-

ter semantic consistency and perceptual quality, while providing explainable reasoning

throughout the editing process. Our contributions are threefold:

• We introduce RetouchIQ, the first framework to address the inherently subjective

nature of image retouching by introducing a generalist reward model that provides

flexible, context-aware supervision beyond conventional verifiable rewards.

• We propose PGRT, a RL paradigm that leverages signals from the policy editing

model itself to refine reward estimation and better capture nuanced perceptual

differences between before- and after-edit images.

• RetouchIQ demonstrates strong performance in both semantic alignment and

perceptual quality, surpassing state-of-the-art general purpose MLLMs, MLLM
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agents and diffusion-based systems, and producing edits that closely approach

professional-level retouching.

2.2 Background and Prior Work

Image Retouching Image retouching aims to enhance visual appeal by adjusting tone,

color, and illumination while preserving realism and semantic consistency. Early works

focused on learning to predict image editing operations to achieve aesthetically pleasing

results [35–39]. While these methods provide step-wise and explainable editing proce-

dures, these models typically have little or no capability to capture nuanced, user-specific

goals, which prevents them from handling diverse textual instructions. More recently,

diffusion-based models [40, 41] have been explored for image enhancement and editing

according to user prompts [13, 42–44]. Although these models can interpret natural-

language instructions, they often unintentionally alter the original image content and

environment due to the stochastic nature of the diffusion process. To address these lim-

itations, recent research has begun exploring multimodal LLM agents that interact with

external editing tools to achieve desired retouching effects [31–33]. These studies demon-

strate that MLLMs possess potential to understand user intentions and reason about

proper editing steps, even in a zero-shot setting [45,46].

Generalist Reward in Reinforcement Learning Precise reward signals are central

to fine-tuning LLMs for reasoning capabilities. Previous approaches mainly rely on ver-

ifiable rewards [47–49], which provide rule-based scores determined by the correctness

of the final answers. While such methods have proven effective in objective domains

such as mathematics and programming [50–52], recent studies show that they struggle

in more complex and subjective tasks [53], such as the agentic scenario. One way to
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Figure 2.2: Overview of RetouchIQ. Left: We annotate the user instruction and
reasoning for training data. Generated data are filtered to ensure quality. Middle:
The supervised fine-tuning stage. Based on the user instruction (e.g., pop more),
the policy model needs to reason the correct parameters (e.g., exposure) and change
them accordingly. Right: The reinforcement learning stage. We leverage a generalist
reward model to propose metrics and provide scalar reward guidance for policy model.
Details of the reward model is introduced in Sec 2.4.

overcome this is through a generalist reward model [53,54], where an LLM reward model

is trained to score the answers. In this chapter, we extend this concept by training an

MLLM-based reward model that assesses output images through a series of dynamically

generated evaluation metrics.

2.3 RetouchIQ

In this section, we introduce RetouchIQ, an MLLM agent that performs instruction-

based image retouching leveraging Lightroom. We first introduce the overall setup

in Sec. 2.3.1. Then, we introduce the training pipeline, including data preprocessing

(Sec. 2.3.2), supervised fine-tuning (Sec. 2.3.3), and reinforcement learning (Sec. 2.3.4).
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2.3.1 Overview

The RetouchIQ pipeline is illustrated in Figure 2.2. RetouchIQ includes a policy

model that translates a user’s natural-language instruction into two outputs:

• A reasoning trace, describing the semantic interpretation and aesthetic intent of

the request, and

• A sequence of parameterized editing tool-use operations that can be executed

in Lightroom runtime environment (e.g., {exposure=+0.9; contrast=-30}).

To achieve this, we adopt a two-stage training strategy. In the first stage, supervised fine-

tuning (SFT), the model learns to simulate gold reasoning processes and corresponding

editing operations from real user edits. In the second stage, reinforcement learning (RL),

the model self-explores diverse reasoning paths and editing plans, gradually discovering

better editing strategies under different input conditions. However, collecting a suitable

training dataset that includes images, user editing intentions, and detailed editing steps

required for SFT and RL remains challenging. To address this, we design a data collection

pipeline to curate and preprocess high-quality data for subsequent training.

2.3.2 Data Preparation

An ideal training datum should contain the following elements: a before-and-after

image pair (I0, I), a user editing goal g expressed in natural language, a reasoning process

q describing how to plan the optimal editing strategy, and an editing step sequence e

consisting of parameter configurations within Lightroom.

We present the data preparation pipeline in the left panel of Figure 2.2. We start by

collecting initial data from user editing histories in Lightroom, where the before-and-after

image pairs (I0, I) along with the corresponding editing sequences e are recorded. Note
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that, unlike existing work [32] that synthesizes post-edit images by applying predefined

editing presets, our before–after image pairs are collected from real human users, making

them naturally closer to real-world editing scenarios. However, two essential elements are

missing from the source data: ❶ the specific editing goal g that the user had when mod-

ifying the image, and ❷ the reasoning process q that guided the user’s use of Lightroom

tools during editing.

As such, we seek to annotate g and q by leveraging an MLLM-based annotator.

Specifically, the annotator takes as input the triplet (I0, I, e) and first infers the user’s

editing intention g based on the differences between the images and the applied editing

steps. It is then prompted to generate a reasoning process q, simulating how an MLLM

agent would reason and produce the final editing sequence e accordingly. To ensure

the quality of the generated instructions and reasoning processes, we apply a systematic

filtering procedure to remove image pairs with unclear editing intentions or inconsistencies

between the generated intentions and reasoning. The MLLM annotator remains fixed

throughout the entire process.

2.3.3 Supervised Fine-Tuning Stage

With the prepared training data, we now perform supervised fine-tuning of the MLLM

policy model in RetouchIQ. We initialize the policy model from a pretrained MLLM

backbone and fine-tune it using the instruction–reasoning–edit corpus. Given an input

image I0 and user instruction g, the model is trained to generate both a textual rea-

soning trace q and structured editing steps e. The supervised fine-tuning objective is

an autoregressive loss that minimizes the negative log-likelihood over the target token

sequence:

LSFT = −
∑
t

log pθ(yt | y<t, I0, g), (2.1)
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Figure 2.3: Problematic rewards in image retouching tasks. Given a before–after
image pair (left), ❶ verifiable rewards (middle) rely on metrics between the edited
image and ground truth, such as pixel differences. However, since multiple valid edits
can satisfy user intent, these rewards become imprecise. ❷ The reward model’s
precision strongly depends on its training data distribution (right). When trained
to distinguish good user edits from randomly perturbed images, it may later struggle
to assess results from the policy model that produces combined, complex edits.

where θ denotes the model parameters, yt is the t-th output token, and y<t represents all

previously generated tokens. The output sequence contains both the natural-language

reasoning q and the editing operations e in a structured format. This stage enables the

model to learn semantically grounded mappings between linguistic aesthetic intent and

executable editing parameters, providing a strong initialization for downstream reinforce-

ment learning.

2.3.4 Reinforcement Learning Stage

While supervised fine-tuning aligns the policy editing model with demonstration data,

it cannot guarantee optimal aesthetic alignment with user intent across diverse images

and instructions. To further improve the model’s ability to generalize and adapt, we

refine the policy through RL, allowing it to explore various reasoning paths and editing

strategies beyond the demonstration data.
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A conventional practice in RL is to develop a verifiable reward, which gives scores

based on pre-defined rules such as similarities to a ground truth reference image [32].

However, this strategy faces a fundamental challenge in image editing, where the inher-

ently subjective nature of aesthetics makes it impossible to define a single verifiable ground

truth. As illustrated in Fig. 2.3, a given instruction (e.g., “make it feel like a fall scene with

autumn vibes”) can correspond to multiple acceptable results, each expressing the intent

differently through tone, warmth, or color balance. In this setting, conventional reward

definitions based on pixel-wise or reference-based comparisons fail to capture semantic

quality or artistic preference. Such metrics are suitable for deterministic reconstruction

tasks but are inadequate for open-ended, instruction-driven retouching, where subjective

aesthetic judgments play a central role.

We therefore further refine the policy via RL using the reward model rϕ, which eval-

uates how well an edited result satisfies the given instruction. For a policy πθ(q, s | I0, g)

that predicts editing actions given the image and instruction, the objective is to maximize

the expected reward:

J (θ) = Eq,s∼πθ
[rϕ(g, I0,Execute(I0, e)) + rformat(q, s)] , (2.2)

where Execute(·) denotes applying the predicted edits in the Lightroom engine to obtain

the resulting image, and rformat is a format reward [47]. During training, the policy

samples candidate edits, receives feedback, and updates its parameters via gradient ascent

on J (θ), progressively improving instruction alignment and aesthetic quality.

As such, the success of this RL stage heavily depends on the quality of the reward

model. Ideally, the reward model should provide a scalar signal that accurately reflects

the quality of the generated edit. However, the criteria for a successful edit vary across

different input images and user instructions. To flexibly adapt to diverse scenarios and
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Figure 2.4: Overview of generalist reward model. Left: Given a before-edited
image and a user-edited after image After-u (“u” for “user”), we perturb the editing
process to obtain a suboptimal image, After-w (“w” for “weak”). Middle: In the
SFT stage,the reward model first learns to generate metrics and then produces scalar
rewards for the two input images. Right: In the RL stage, we introduce policy-guided
reward training (PGRT), where the suboptimal image After-w is provided by the
policy model rather than generated through perturbation. The goal of the RL stage
is to assign a higher scalar reward to the user-edited (strong) image After-u.

deliver precise reward guidance, we propose a generalist reward model that first generates

a set of metrics describing the key aspects of a successful edit and then scores the output

image accordingly. The following section provides details of the generalist reward model.

2.4 Generalist Reward Model

In this section, we present the Generalist Reward Model (GRM) used in RetouchIQ,

describing the preparation of its training data and the procedures for model optimization.

2.4.1 Overview

The overall GRM preparation pipeline is shown in Figure 2.4. The proposed MLLM-

based reward model evaluates image retouching quality by taking a before–after image
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pair (I0,Execute(I0, e)) and the corresponding editing instruction g. Then, it produces

two outputs sequentially:

• A self-generated set of metrics that describe the key characteristics a successful

edit should exhibit, and

• A scalar reward value reflecting the overall quality of the retouching according to

these metrics.

Similar to the policy model, we first prepare dedicated training data for the GRM.

We then adopt SFT and RL to ensure that the GRM provides accurate and consistent

guidance across diverse retouching scenarios.

2.4.2 Data Preparation

When preparing the training data, the key challenge lies in constructing accurate

and reliable gold signals. Our primary objective is to ensure the correct ordering in

supervision: a better retouching result should receive a higher reward than a suboptimal

one under the same instruction.

To achieve this, we construct a paired comparison dataset by augmenting the training

corpus with strong and weak edits for each original image, as shown in the left panel

of Figure 2.4. Starting from the initial data pool containing before-after pairs (I0, I),

we treat the reference after image I as a strong edit corresponding to the annotated

instruction g. To obtain a weak edit, we intentionally perturb the editing configuration s

to produce an alternative version that omits or misadjusts several key parameters during

the editing process, resulting in a suboptimal outcome Iw. This perturbation is guided

by a frozen MLLM to maintain edits that remain plausible yet perceptually inferior. We

further apply filtering mechanisms to ensure that each generated Iw is indeed weaker

than I, providing reliable ranking consistency for reward learning.
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Finally, we annotate each (I, Iw) pair using an MLLM. Since the ground-truth order-

ing between the strong and weak edits is known, we retain only annotations that correctly

assign a higher score to I, obtaining annotated metrics m and scores for the strong and

weak response (s, sw) correspondingly.

2.4.3 Training

Supervised Fine-Tuning Stage We first perform supervised fine-tuning so the GRM

learns to produce metrics and corresponding scores consistent with annotations. The

training examples contain input image I0, editing instruction g, two after-edit images

I and Iw, and annotated metric m and scores (m, s, sw). The training objective is an

autoregressive loss that fits the annotation:

Lreward
SFT = −

∑
t

log pϕ(yt | y<t, I0, I, Iw, g). (2.3)

This stage trains the model to explain aesthetic metrics in natural language and to

produce scalar scores accordingly.

Policy-Guided Reward Training (PGRT) in RL The previous SFT stage relies

on perturbed sub-optimal images, which introduces intrinsic bias toward a limited set of

edit categories. As illustrated in Figure 2.3, we observe that many perturbations involve

single adjustments to exposure and temperature, while the results generated by policy

model often involve combined and complex edits. This reveals a training distribution

shift, which may cause inferior performance of the reward model when predicting real

outputs from policy models.

Our goal is to align the reward model with the policy distribution during train-

ing. To this end, we propose policy-guided reward training (PGRT), which trains the

20



Tool-Assisted Text-Guided Image Editing Chapter 2

reward model on data consistent with the policy’s editing distribution. As shown in

Figure 2.4 (right), the RL stage replaces perturbed images with policy-generated re-

sults, shifting Iw from the perturbed to the policy-generated distribution. Given paired

examples (I0, I, Iw), the reward function is defined as

J (ϕ) = Em,r,rw∼πϕ
[I[r > rw] + rformat(m, r, rw)] , (2.4)

where I[·] is a 0-1 indicator, and rformat is a format reward ensuring that both metrics

and scores are properly generated. Essentially, this reward function penalizes the model

when it incorrectly assigns a higher score to a weaker edit.

PGRT relies on the outputs of the policy model. Therefore, when training Re-

touchIQ, we adopt an alternating training strategy in which the policy model and the

reward model are optimized in turn to progressively enhance each other’s performance.

It is worth noting that when training the reward model for the first time, the RL stage

uses only perturbed edits, since the policy model is not yet trained.

2.5 Experiments

In this section, we evaluate RetouchIQ under various retouching settings and com-

pare it with state-of-the-art methods. We focus on the following questions:

• Can RetouchIQ consistently provide high-quality image retouching results?

• How does the generalist reward model overcome the challenges in conventional

verifiable reward?

• How does the policy-guided reward training improves the reward model and policy

model in RetouchIQ?
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2.5.1 Experiment Settings

Datasets We curate large-scale, high-quality datasets for training both the policy

model and the reward model. For the policy model, the final training set contains 190K

image–instruction pairs covering a wide range of global and local retouching tasks. Each

input image is associated with three instruction variants that differ in length and com-

plexity, providing diversity during training. For the reward model, we construct a dataset

of 10K perturbed samples, where each datum consists of an original image, its ground-

truth editing, and a corresponding sub-optimal version. During alternating training, an

additional 5K samples are generated to further fine-tune the reward model under the RL

objective.

Implementation The policy and reward models are built upon Qwen2.5-VL-7B [55].

For the MLLM annotator and perturber, we employ GLM-4.5V [48]. During training, we

first fine-tune the reward model using the perturbed dataset. We then perform alternating

fine-tuning of the policy and reward models, as described in Sec. 2.3 and 2.4.

Benchmarks To the best of our knowledge, there is no existing public benchmark for

evaluating image retouching quality using professional editing software such as Light-

room. Therefore, we introduce RetouchEval, a dedicated benchmark designed to

assess retouching quality. RetouchEval consists of 300 instruction–image pairs cu-

rated from real user editing histories. The dataset is divided into three splits: quality

enhancement, which focuses on enhancing the overall visual quality of the input image;

style transformation, which aims to alter the artistic or tonal style of the image; and local

retouching, which targets localized adjustments rather than global edits. In addition, we

also evaluate on MIT-Adobe5K [56], a public benchmark for general image enhancement

in Lightroom. It is worth noting that, unlike our setting, MIT-Adobe5K does not include
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explicit user intentions; as its primary objective is to improve perceptual quality rather

than to achieve a customized editing style. Following previous work [31], we conduct

evaluations on 400 randomly selected test images.

Baselines We compare RetouchIQ with three categories of state-of-the-art baselines:

❶ General-purpose MLLMs: We carefully design editing instructions and prompt

leading MLLMs, including Gemini-2.5 [57] and GPT-5 [17], to evaluate their zero-shot

ability to interpret user instructions and generate valid editing plans. ❷ MLLM Agents:

JarvisArt [32] serves as a representative state-of-the-art agent that leverages Lightroom

for image editing. We also include MonetGPT [31], a strong baseline focusing on im-

age quality enhancement within Lightroom. ❸ Diffusion-based Models: We further

evaluate how advanced diffusion-based models, flux-pro-1.1 [58], respond to editing

instructions and perform corresponding modifications. Note that Google’s NanaBanana

and Adobe Firefly are popular image editing solutions but are closed-source. Since their

underlying architectures (e.g., pure diffusion or hybrid systems) remain undisclosed, we

instead compare against the leading open-source diffusion model, flux-pro-1.1.

Metrics Following prior work [32], we adopt the following metrics: ❶ L1 and L2 dif-

ferences between the output and the ground-truth images; ❷ Perceptual quality and se-

mantic consistency scores evaluated by GLM-4.5V [48]. For the MIT-Adobe5K dataset,

we report PSNR, LPIPS, and SSIM, following the original benchmark setting.

2.5.2 Qualitative Comparisons

Figure 2.5 presents side-by-side comparisons between RetouchIQ and representa-

tive baselines across three scenarios: quality improving, style changing, and local retouch-

ing. We observe that each baseline exhibits distinct deficiencies. First, general-purpose
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reward model configurations. The lines show the accuracies of the reward model, while
the bars indicate the scores of the corresponding policy model.

MLLMs such as GPT-5 tend to over-edit images, as shown in the 3rd and 5th rows. This

is likely because these models struggle to infer coherent and natural parameter config-

urations in a zero-shot manner. Second, the diffusion-based method Flux Pro fails to

preserve the original image structure, leading to noticeable identity and environmental

distortions in all examples. Among MLLM agents, MonetGPT struggles with style chang-

ing tasks, while JarvisArt fails on customized requests, such as incorrectly adjusting the

temperature in the first row and missing the black-and-white conversions in the fourth

row. In contrast, RetouchIQ consistently produces results that are more semantically

aligned and professionally styled, particularly in challenging scenarios such as nighttime

balancing and tone harmonization.

2.5.3 Quantitative Evaluation

Next, we quantitatively evaluate performance on RetouchEval and MIT-Adobe5K.

The results are shown in Table 2.1 and 2.2. We observe that RetouchIQ achieves su-

perior results across various scenarios, outperforming diffusion-based and MLLM-agent

baselines by large margins. Similar gains are observed on MIT-Adobe5K, demonstrating

that RetouchIQ generalizes beyond the curated instruction dataset and transfers well to
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Table 2.1: Quantitative comparisons on the RetouchEval benchmark. We consider
three categories of baselines: general-purpose MLLMs (GPT-5, Gemini-2.5); MLLM
agents (MonetGPT, JarvisArt); and diffusion-based methods (Flux-Pro). Meanwhile,
we report the performance of RetouchIQ under both the SFT (RetouchIQ-SFT)
and RL (RetouchIQ-GRM) stages. We also include results from a variant trained
with rule-based reward (RetouchIQ-Rule). The best results are shown in bold, and
the second-best results are underlined.

Quality Improving Style Changing Local Retouching

L1 ↓ L2 ↓ SC ↑ PQ ↑ O ↑ L1 ↓ L2 ↓ SC ↑ PQ ↑ O ↑ L1 ↓ L2 ↓ SC ↑ PQ ↑ O ↑

Flux-Pro [58] 64.97 98.14 6.12 6.09 6.10 68.20 70.01 6.48 6.36 6.42 67.93 82.86 6.19 6.26 6.22
GPT-5 [17] 36.21 47.53 6.74 6.51 6.62 39.17 50.36 6.89 6.76 6.82 37.20 47.56 6.07 6.89 6.47
Gemini-2.5 [57] 39.58 51.60 6.56 6.72 6.64 41.54 53.01 5.82 6.28 6.05 36.11 46.72 6.01 6.63 6.31
MonetGPT [31] 32.05 44.98 6.52 7.05 6.78 41.03 52.75 5.87 6.03 5.95 30.08 44.98 6.27 6.70 6.48
JarvisArt [32] 32.17 46.23 7.22 6.59 6.90 33.90 48.23 7.39 6.88 7.13 38.19 49.75 6.45 6.39 6.42
RetouchIQ-SFT 35.03 46.63 6.71 6.67 6.69 38.80 51.55 7.04 6.96 7.00 26.41 42.10 5.98 6.84 6.40
RetouchIQ-Rule 32.65 46.47 7.14 6.61 6.87 35.74 49.01 7.17 6.91 7.04 28.22 43.89 6.20 6.83 6.51
RetouchIQ-GRM 31.41 44.99 7.57 7.48 7.51 34.08 47.71 7.29 7.34 7.31 27.03 42.73 6.39 6.92 6.65

standard aesthetic editing benchmarks. Notably, the inclusion of RL fine-tuning with the

generalist reward contributes a consistent improvement across all metrics, confirming the

value of multimodal reward alignment. Meanwhile, we observe that JarvisArt often

achieves relatively high semantic consistency scores.

2.5.4 The Role of Reward Model and PGRT

In this section, we analyze the role of the reward model in RetouchIQ. Specifically,

we examine how policy-guided reward training (PGRT) improves the reward model itself,

and how this improvement, in turn, benefits the policy model training. We consider two

variants of the generalist reward model: ❶ an untrained version, i.e., an off-the-shelf

MLLM; and ❷ a version trained only on perturbed data generated by the image perturber

introduced in Sec. 2.4.

The results are in Figure 2.6. We first report the accuracy of the reward model

(line plot). Here, accuracy measures whether the reward model correctly assigns lower

rewards to sub-optimal images either from perturbed synthesis data (blue line) or from

actual policy-generated data (red line). As shown in the figure, PGRT shifts the reward
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Table 2.2: Quantitative results on the MIT-Adobe5K benchmark.

SSIM LPIPS PSNR

GPT-5 [17] 0.72 0.26 20.82
MonetGPT [31] 0.82 0.17 23.10
JarvisArt [32] 0.76 0.23 21.03
RetouchIQ-SFT 0.84 0.20 22.37
RetouchIQ-GRM 0.86 0.16 23.14

model’s distribution toward actual policy-generated data, achieving the highest accuracy

on that set. Next, we use these reward models to train policy models and report their

performance on the RetouchEval benchmark, illustrated by the bar plot. We observe

that PGRT yields the best overall performance, indicating that policy-guided reward

training effectively produces a reward model that better supports the policy model’s

learning process.

2.6 Conclusion

This chapter introduced RetouchIQ, an instruction-based MLLM agent that per-

forms executable image editing via professional software interfaces. By converting natural-

language instructions into parameterized edits, it enables controllable, transparent ma-

nipulation beyond black-box diffusion methods. A generalist reward model assesses edit-

ing quality, providing human-like feedback for reinforcement learning. This enhances

instruction consistency and demonstrates the potential of reasoning-based policies with

multimodal rewards for intelligent visual editing.
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Chapter 3

Text-Guided Camera Control in

Video Generation

3.1 Introduction

In creative video generation, camera motion is pivotal for conveying intent, enhancing

expressivity, and adding artistic value. As a result, recent work in video generation has

focused heavily on equipping text-to-video models with camera control. Camera control

in video generation is commonly approached via two paradigms: text-based control, where

motion is described directly in the input prompt [59–61], and trajectory-based control,

where explicit 3D motion trajectories are provided as additional conditioning [62–64].

With sufficient training data labeled with camera motion, both paradigms can effectively

reproduce similar motion patterns in generated videos.

However, truly creative video generation demands more than just replicating conven-

tional camera techniques like panning or dollying. It requires inventing stylized, intricate

motions (as exemplified by the dramatic impact of the Dolly Zoom in Hitchcock’s Ver-

tigo), or crafting scene-specific movements tailored to expressive content (e.g., tracking
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Figure 3.1: State-of-the-art method [63] fails to generate unconventional camera motions.

an unconventional car race). In such cases, collecting enough training data that embodies

these avant-garde or bespoke camera motions is infeasible.

Unfortunately, without enough training data support, neither the text-based nor

trajectory-based camera control can generalize well to unseen camera motions. For ex-

ample, Figure 3.1 illustrates results from state-of-the-art baseline method [63]: while it

can reproduce conventional motions such as a forward push (1st row), it fails on more

complex, expressive ones (2nd row). In this case, the intended motion was the camera

pans left and right, seeking a sunflower in a glass vase, then locking focus and pushing

in upon finding it. As shown, the generated videos fail to follow the delicate control of

the camera panning left/right process, resulting in videos with large perturbations and

losing focus.

In short, there is a fundamental paradox between the data-intensive nature of training

generative AI models and the creative nature of camera control. So our question is: Can

we enable learning out-of-distribution camera motions without real training data?

In this chapter, we explore an alternative solution: instead of collecting real videos

with uncommon camera motions, we generate synthetic videos with the intended mo-

tions as training data for generative models. However, while synthetic videos can cover

arbitrary motions, they often exhibit virtual styles that diverge significantly from real-

istic ones. Directly training models on such videos would seriously degrade generation
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Camera: The camera pans around, searching  (①, ②) for a static colorful birdhouse. Upon finding it, the camera locks focus 
and pushes in (③) on the hand-painted designs. Content: A birdhouse hangs from a low branch, surrounded by greenery.

Camera:  The camera first tracks a running dog (①). Then, the camera switches focus (②) to a static bicycle (③) leaning against 
a tree. Content: … runs through a grassy field, tongue lolling out, while the bike rests on a tree surrounded by fallen leaves.

Training Videos

Camera:  The camera pushes forward with intermittent explosive tremors (①), focusing on a worn-out teddy bear lying on 
ground.  Content: A car explodes in a fiery blast, sending debris and dust into the air.

Camera:  The camera rotates 180 degrees in place.  Content: An astronaut in a white spacesuit slowly spins weightlessly in the 
silence of outer space in the spaceship.

Figure 3.2: VividCam learns diverse unconventional camera motions from synthetic videos.

quality. Of course, such drawbacks could potentially be alleviated by generating super-

high-quality, real-like synthetic videos [65], but this would incur tremendous manual

efforts and professional expertise to prepare these videos.

Essentially, the problem boils down to a disentanglement problem, i.e., separating

appearance and camera motion information in synthetic videos and guiding models to

learn only the latter. To this end, this chapter presents ViVidCam, which uses synthetic

Virtual Videos to fine-tune models for producing correct Camera motions. ViVidCam

focuses on disentanglement mechanisms. First, inspired by AnimateDiff [5], we adopt

a dual-adaptation training scheme: we first learn the appearance of synthetic videos

through a LoRA and then learn the camera motion; at inference, the appearance LoRA

is discarded so the outputs no longer carry undesirable virtual styles. However, this tech-

nique has only been used to bridge minor appearance gaps, and is insufficient to resolve
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the drastic appearance differences between realistic and virtual videos. To further miti-

gate virtual appearance, ViVidCam employs a training recipe with two complementary

components: (i) Data: we synthesize two sets of videos for training, one without cam-

era motions (to train the appearance LoRA) and one with motions (to train the motion

module); and (ii) Training signals : we introduce an optical-flow based loss for the mo-

tion module, providing appearance-invariant supervision that stabilizes motion learning

and strengthens disentanglement. Finally, we use special text prompts to anchor virtual

appearance, enabling the model to better distinguish virtual from realistic styles.

We find that even when the generated videos are of very low visual quality, comprising

only basic geometries rendered in low-poly 3D scenes (top row in Fig. 3.2), ViVidCam

can still effectively disentangle the synthetic appearance from motion and generate real-

istic videos with the camera motion learned from the virtual videos (bottom four rows

in Fig. 3.2). Our experiments demonstrate that models trained with ViVidCam can

handle a wide variety of complex, compound camera motions while maintaining realistic

visual quality comparable to models trained on real footage.

In summary, our main contributions are as follows:

1. We introduce ViVidCam, a novel framework for generating realistic videos with di-

verse camera motions by leveraging synthetic data efficiently rendered from engines

like Unity.

2. Despite the significant domain gap, ViVidCam effectively mitigates artifacts present

in low-quality synthetic videos and focuses on learning their complex camera mo-

tions.

3. We demonstrate that our framework can synthesize a wide range of camera motions

with precise, consistent control and high visual quality.
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3.2 Background and Prior Work

Video Generative Models Early explorations in video generation tasks focused on

GANs [66,67]. Recently, leveraging advancements in diffusion models [40,41,68,69], video

generative models have rapidly evolved. Early diffusion-based video generative models

originated from adapting existing image generative models by incorporating additional

motion modules [5,70–73]. More recently, many end-to-end video generation models have

achieved superior results in terms of video quality, resolution, and duration [4, 74–76].

For conditional video generation, various works have explored using text or images to

guide the content in generated videos. Rapid progress in video generation has led to

several groundbreaking works [6, 61, 77,78].

Camera Control in Video Generation Recently, a line of research has focused

on enhancing the controllability of video generative models [79–81]. An important as-

pect is managing camera motion [82–85]. Early works learned simple, fixed movements

(e.g., zooming, panning) from reference videos [5, 74], while later methods conditioned

generation on input trajectories [86, 87], representing cameras through camera matri-

ces [88] or Plücker embedding [62, 63]. These approaches, however, depend on large

annotated datasets, which are scarce and offer only limited motion diversity. Recent

works [64, 89, 90] have devoted significant effort to constructing and curating large-scale

realistic video datasets with camera trajectory annotations.

Improving Video Generation Models Using Synthetic Data Training on realis-

tic video datasets often faces limitations, such as the absence of camera motion annota-

tions and the limited diversity of motion patterns [62,88]. As such, several studies turned

to synthetic datasets, many of which focus on multi-view generation [91] and human an-

imation [92–94]. For camera motion editing, recent work has synthesized new training
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videos by modifying camera trajectories in existing sequences [95], though these efforts are

generally restricted to simple motions. For camera control in video generation, recent

approaches generate training videos with explicit camera trajectories in virtual scenes

rendered by 3D engines [65, 96]. However, these methods typically demand substantial

manual effort to generate complex and diverse scenes and objects. In contrast, our work

leverages simple, low-poly 3D environments, enabling diverse camera motions without

reliance on large-scale annotation or labor-intensive scene design.

3.3 Preliminaries

We first provide a brief overview of text-to-video diffusion models, which serve as the

base model of our work. To train a diffusion model, we first generate a set of corrupted

videos, denoted as X1:T , by adding progressively increasing Gaussian noises ϵ1:T , to the

clean video, X0. The diffusion model then learns to predict the additive noise and denoise

noisy videos into cleaner videos. We focus on two types of diffusion models with slightly

different training objectives.

Text-Based Control Only Standard text-to-video diffusion models condition the de-

noising process only on a text input, denoted as c. The training loss can be written

as

L(θd) = EX0,t,ϵt [ϵt − ϵ̂θd(Xt, c, t)], (3.1)

where θd denotes the parameters of the noise predictor. During inference, clean videos

are progressively denoised from pure-noise videos using the trained noise predictor con-

ditional on text c. We denote the generation process as gθd(c).
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Figure 3.3: VividCam. We first render initial scene using publicly available assets.
Then, we render videos with and without camera motion. These videos are used
to train the camera and appearance modules, generating videos with desired camera
motions. Details of training are in Sec. 3.4.3.

Trajectory-Based Control Recent works control camera poses using trajectories rep-

resented as Plücker embeddings p, which are encoded via Eθe(p) with parameters θe. The

training loss becomes

L(θd,θe) = EX0,t,ϵt [ϵt − ϵ̂θd(Xt, c, Eθe(p), t)]. (3.2)

The inference generation process becomes gθd(c, Eθe(p)).

3.4 VividCam

In this section, we first formulate the research problem of synthesizing unconven-

tional camera motions. Then, we introduce VividCam, a framework to generate them

leveraging completely virtual synthetic videos. The overall pipeline is shown in Fig. 3.3.

3.4.1 Problem Formulation

We aim to fine-tune pre-trained text-to-video diffusion models to follow certain camera

motions, which can be unconventional so the pre-trained models do not generalize well

on them.
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Specifically, we consider two camera control paradigms. For text-based control,

the camera motion instructions are specified as additional input prompts, denoted as

cm, such as ‘The camera pans around, searching for a bird.’ We fine-tune a text-only

diffusion model, parameterized as θd, to integrate the additional camera instructions, so

the generation process becomes gθd+∆θcd(cm ⊕ c), where ⊕ denotes text concatenation,

and ∆θcd denotes the fine-tuning weight difference.

For trajectory-based control, the camera motions are out-of-distribution camera

trajectories p. We fine-tune only the trajectory encoder of a text-to-video diffusion model,

since the encoder already provides basic camera control abilities [63]. The adapted gen-

eration process becomes gθd(c, Eθe+∆θce(p)), where ∆θce are fine-tuning weight difference

(only the trajectory encoder weights are updated; the diffusion model weights are kept

frozen).

Since the camera motions are unconventional, realistic video datasets often lack suf-

ficient examples for training. We propose to leverage synthetic videos rendered by a

physics engine, which allows for arbitrary and diverse camera trajectories. As such, we

consider two research questions:

• What types of synthetic videos are most effective for camera motion learning?

• How to ensure the model learns camera motion independently of video appearance?

To answer these questions, we first detail the process for rendering training videos in

Sec. 3.4.2. Then, wepresent our pipeline for disentangling camera motion from artificial

appearances in Sec. 3.4.3.

3.4.2 Render Training Videos

Our first step is to prepare synthetic videos for camera motion training. Leveraging

the rendering engine, we are able to generate arbitrary camera motions within a virtual
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Table 3.1: Summary of camera motion categories. We classify them into three cate-
gories based on their complexity. These motions are derived from realistic applications
in everyday videos and filmmaking.

Category Examples Videos/Filmmaking Applications

Simple Push in, Tilt up ❒ Emphasize an object

Composed Push in → Truck left ❒ Emphasize, then reveal surroundings

Complex

Expressive

Seek object (pan/tilt search) ❒ Simulate searching for a target
Switch focus between objects ❒ Highlight relational dynamics
Orbit shot ❒ Showcase all sides of objects
Handheld shake ❒ Simulate instability or realism

Stylized
Dolly zoom ❒ Create dramatic perspective shift
Explosive shake ❒ Convey impact or chaos
Camera rotation (90/180°) ❒ Disorient viewer, mark transition

scene. Note that while it is possible to include a variety of synthetic objects in the scene,

we focus on constructing the scene with minimal numbers and categories of objects to

reduce human efforts. Below, we describe the key details of the rendering process.

The rendered scene All synthetic videos are rendered in a low-poly 3D scene using

Unity. The scene consists of a background, floor, and objects. Examples of these elements

are shown in Fig. 3.3. Notably, these elements are created using basic geometries. When

preparing to synthesize videos, we first randomly sample a background, floor texture, and

arbitrarily determine the positions of the objects. Fig. 3.3 also illustrates an example of

the initial settings of the scene.

Videos with camera motions Next, we define the camera motion for the videos.

Unity allows users to specify camera movement through code, enabling the simulation of

arbitrary camera motions in the scene with just a few lines of code. We consider diverse

simple and complex motions listed in Table 3.1. We denote these synthetic videos with

camera motions as Xc (c stands for ‘camera’).
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Videos without camera motions VividCam also requires a set of videos without

camera motions to aid the disentanglement between appearance and camera motion. For

this purpose, as shown in Fig. 3.3, we synthesize another set of training videos, denoted

as Xa (a stands for ‘appearance’), which consist of identical appearance styles but with

a static camera.

3.4.3 Dual Adaptation Training Scheme

Next, we introduce the pipeline to learn camera motions without introducing synthetic

side effects by leveraging the rendered data Xc and Xa. Prior work suggests that a

LoRA module trained specifically to capture the appearance of videos can help mitigate

the domain gap in realistic video training datasets [5]. Motivated by this insight, we

investigate whether similar techniques can be applied to absorb synthetic artifacts in

fully virtual-style videos. Our training involves two steps.

Step 1: Appearance Adaptation We first train a LoRA, called the appearance

LoRA, to model the visual characteristics of synthetic scenes without entangling motion,

using the static videos Xa that contain no camera movement. The training objective is

thus formulated as

Text-Based Control: L1(∆θa) = EX0∼Xa,t,ϵt [ϵt − ϵ̂θd+∆θa(Xt, c, t)],

Trajectory-Based Control: L1(∆θa) = EX0∼Xa,t,ϵt [ϵt − ϵ̂θd+∆θa(Xt, c, Eθe(p0), t)],

(3.3)

where the ∆θa denote the appearance LoRA parameters, c only contains scene descrip-

tions (and no camera motion descriptions), and p0 denotes a static camera trajectory.

Step 2: Camera Control Learning We then further fine-tune the models on the new

camera motion, in the presence of the trained appearance LoRA (which is kept frozen),

using the dataset Xc. The training objective consists of two components. The first is the
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standard diffusion loss:

Text-Based Control: L2(∆θcd) = EX0∼Xc,t,ϵt [ϵt − ϵ̂θd+∆θa+∆θcd(Xt, cm ⊕ c, t)],

Trajectory-Based Control: L2(∆θce) = EX0∼Xc,t,ϵt [ϵt − ϵ̂θd+∆θa(Xt, c, Eθe+∆θce(p), t)],

(3.4)

where cm is the camera motion description. ∆θcd is a LoRA module only used for text-

based model. For trajectory-based control, instead of LoRA fine-tuning, we perform full

fine-tuning on the camera encoder, denoted by ∆θce.

In addition, we introduce an optical-flow-based loss to encourage camera motion learn-

ing by aligning frame-to-frame differences between predictions and ground truth:

Lflow =
1

K − 1

K−1∑
k=1

∥∥(X̂(k+1)
0 − X̂

(k)
0

)
−
(
X

(k+1)
0 −X

(k)
0

)∥∥
1
, (3.5)

where X̂0 is the predicted video reconstructed from the noisy input Xt; (k) denotes the

frame index. The final training loss in step 2 is therefore L = L2 + λLflow, where λ > 0

balances two losses.

It is important to note that the camera control adaptation is performed on different

model components for text- and trajectory-based methods. For text-based control, the

camera LoRA is performed on the diffusion model weights, superimposed on top of the

appearance LoRA. For trajectory-based control, the adaptation is performed on the tra-

jectory encoder, which is separated from the appearance LoRA on the diffusion model,

because the former is responsible for processing the trajectory information.

The fundamental idea behind dual adaptation is that since the appearance LoRA

already learns the virtual appearance information, the camera control learning no longer

needs to learn the same information, and can focus on what the appearance LoRA does

not learn – camera motion.
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Inference After the training, we only deploy camera modules ∆θcd and ∆θce during

inference, while the appearance LoRA ∆θa is discarded. This would largely remove the

undesirable synthetic appearance acquired during training. Specifically, given an input

text prompt c with camera instruction cm or camera pose p, the video can be synthesized

using gθd+∆θcd(cm ⊕ c) for text-based model or gθd(c, Eθe+∆θce(p)) for trajectory-based

model, respectively.

Style-aligned Prompt While the appearance LoRA helps address domain gaps, we

observe that relying on it alone still introduces synthetic artifacts (see Sec. 3.5.4). To

further disentangle the appearance and camera motion learning, during both training

stages, which are trained on virtual videos, we append a virtual indicator to the input

text prompt, c, in the form of ‘In this low-poly <VIRTUAL> scene.’ This would help the

model differentiate the virtual style. During inference, this virtual indicator is dropped,

which further removes the virtual appearance quality.

3.5 Experiments

In this section, we evaluate VividCam under various camera motions and compare

it with state-of-the-art methods. We focus on the following questions: ❶ What types

of camera motions can VividCam generate? ❷ Can VividCam provide precise camera

control? ❸ Despite being trained exclusively on low-poly synthetic videos, can Vivid-

Cam synthesize high-quality realistic videos?

3.5.1 Experiment Settings

Implementation For all experiments, we use CogVideoX-5B [4] as the base model. For

text-based control, the LoRA rank is 128 and 512 for appearance and camera learning,
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respectively. Notably, different camera motion types are trained using a single cam-

era LoRA module. For trajectory-based control, we fine-tune the AC3D model built on

CogVideoX-5B. Similarly, a single trajectory encoder is trained to handle multiple mo-

tion types.

Camera Motions As shown in Table 3.1, we systematically consider three broad cat-

egories of camera motions: simple, composed, and complex movements. Simple camera

movements refer to basic motions in six different directions. Composed movements com-

bine two simple motions. Specifically, when motion 1 is combined with motion 2, the

first half of the video follows motion 1, and the second half motion 2. We consider combi-

nations of {push in, pull out} × {truck left, truck right}, resulting in four combinations.

Beyond these, complex camera motions include more unconventional practices, divided

into expressive motions that convey semantic meaning (e.g., seeking objects, handheld

shake) and stylized motions that create dramatic visual effects (e.g., explosive shake,

camera rotation). All of these camera motions are motivated by realistic applications in

everyday videos and filmmaking.

3.5.2 Qualitative Results

We present qualitative results of text-based control in Fig. 3.4. We highlight the

following three features:

Stable camera motion We observe that the generated videos exhibit stable camera

motion. For example, in the first row, the camera steadily pushes forward at a constant

speed, as evidenced by the predictable changes in the sizes and positions of objects, such

as the stone annotated in the frames.
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Camera: The camera pushes forward, highlighting a toddler blowing bubbles. Then, the camera trucks right.  
Content: A toddler giggles as bubbles float away in a sunny backyard, with toys and a garden visible in the background.

Camera: The camera pushes forward, focusing on a roaring campfire.  
 Content: The campfire is surrounded by logs and stones, with a forest backdrop.

Camera: The camera pans around, searching for a static steaming loaf of bread. Upon finding it, the camera locks focus and 
pushes in on the golden crust. Content: A loaf of bread cools on a wooden cutting board, with a knife and a small dish of butter.

Camera:  The camera orbits the static snow globe.  
Content: A snow globe featuring a tiny winter village sits on a mantelpiece, surrounded by festive decorations.

Camera: The camera pushes forward with intermittent explosive tremors, focusing on a typewriter covered in ash.  
Content: Nearby a typewriter, a wall of flame roars as a gas line explodes, shaking the entire area.

Camera:  The camera first tracks a flying sparrow. Then, the camera switches focus to a black-feathered crow.  
Content: The sparrow darts swiftly through the air, settling on a branch dotted with pink blossoms.

Camera:  The camera rotates 180 degrees in place.   
Content: An astronaut in a white spacesuit slowly spins weightlessly in the silence of outer space in the spaceship.

Figure 3.4: Qualitative results of diverse camera motions. From top to down: ❶ Push
forward; ❷ Push forward, then truck right; ❸ Orbit shot; ❹ Pan around, then focus on
one object; ❺ Switch focus between objects; ❻ Camera shaking; ❼ Camera rotating.
The three panels correspond to simple, composed, and complex camera motions.
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Table 3.2: Camera pose precision measurements. The best TransErr and RotErr
values are in bold, and the second-best are underlined.

Simple Motion Composed Motion Complex Motion

TransErr ↓ RotErr ↓ FVD ↓ TransErr ↓ RotErr ↓ FVD ↓ TransErr ↓ RotErr ↓ FVD ↓

CameraCtrl [62] 0.3578 0.1358 2577.35 0.3835 0.1989 2000.37 0.5753 0.7042 1503.76
CogVideoX [4] 0.3113 0.0297 1781.90 0.5107 0.1338 2168.99 0.4327 0.5067 1488.36
AC3D [63] 0.2639 0.0973 1996.32 0.4389 0.1958 2241.88 0.4271 0.5864 1719.82
VividCam-Cog 0.1704 0.0407 1808.30 0.2208 0.1593 2162.60 0.4011 0.5013 1866.40
VividCam-AC3D 0.2502 0.1162 2007.15 0.1908 0.1968 2280.71 0.3376 0.3619 1721.45

Ability to handle dynamic objects VividCam can generate precise camera motions

for both static and dynamic objects. For example, in rows 1, 2, 5, and 6, we demonstrate

that VividCam can synthesize high-quality moving objects, such as children, birds, and

fire effects.

Mastery in unconventional camera motions VividCam can synthesize unconven-

tional camera motions, many of which semantically depict story-like camera shots. For

example, in row 4, VividCam simulates a common scenario where a person looks around

for bread and locks focus once they find it. This capability suggests broad applications

beyond simple camera movement controls. Additionally, we note that some delicate mo-

tions, like shaking in row 6, are difficult to convey through static images. To illustrate

this, we annotate the shaking frames to highlight the blur and camera motion.

3.5.3 Quantitative Evaluations

In this section, we quantitatively compare our framework with existing models and

methods. We compare our work with the following representative baselines:

CameraCtrl [62] enables trajectory-based camera control for U-Net diffusion mod-

els via Plücker embedding. In experiments, we provide both prompts and camera poses

as inputs.

CogVideoX [4] demonstrates text-based camera motion control, likely due to ex-
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Table 3.3: Human study results. The best scores are shown in bold, and the sec-
ond-best are underlined.

Simple Motion Composed Motion Complex Motion

Action Correctness ↑ Realism ↑ Action Correctness ↑ Realism ↑ Action Correctness ↑ Realism ↑

CameraCtrl [62] 0.79 0.68 0.90 0.74 0.62 0.60
CogVideoX [4] 0.80 0.74 0.53 0.65 0.61 0.68
AC3D [63] 0.74 0.72 0.75 0.66 0.68 0.65
VividCam-Cog 0.86 0.77 0.93 0.74 0.77 0.68
VividCam-AC3D 0.74 0.78 0.90 0.78 0.81 0.65

posure to relative motion data during pre-training. In experiments, we provide prompts

that combine both camera motion instructions and content descriptions as inputs.

AC3D [63] achieves trajectory-based camera control using ControlNet [14] on DiT [68]

based models. Similar to CameraCtrl, we provide the same trajectory and prompt

description as input.

For all methods, we use the official implementations and checkpoints from their repos-

itories. We conduct experiments across three levels of motion: simple, composed, and

complex. Each category consists of 100 input prompts.

Evaluation Metrics Following prior work [62, 97], we use FVD [98] to assess visual

quality, and report TransErr and RotErr to evaluate camera action accuracy. However,

in the text-based control setting, the model does not have access to the ground-truth

trajectory, making these metrics potentially unfair. To address this, we conduct a human

study to evaluate both the correctness of camera actions and the realism of the generated

videos. We report Action Correctness and Realism scores from 88 participants.

Automated Evaluation Results We present the automated metric results in Ta-

ble 3.2. Our text-based and trajectory-based methods are denoted as VividCam-Cog

and VividCam-AC3D, respectively. As shown, our method demonstrates strong cam-

era motion precision across diverse motion categories, as indicated by the low TransErr

and RotErr values. Additionally, we highlight that our method preserves video quality,
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w/o Appearance LoRA

w/o Style-aligned Prompts

VividCam

Figure 3.5: Visual examples illustrating the effects of appearance LoRA and
style-aligned prompts.

as evidenced by the small FVD difference compared to the vanilla CogVideoX and

AC3D. Notably, the original CogVideoX achieves good RotErr performance for simple

and composed motions. We find this is because such motions involve minimal camera

rotation, whereas vanilla CogVideoX typically produces videos with imprecise camera

translation (high TransErr) and lacks camera rotation altogether. The following human

evaluation further highlights its limitations.

Human study results We present human study results in Table 3.3. We observe

that VividCam-Cog consistently generates more precise camera motion compared to

the baselines across all categories of camera motion, and VividCam-AC3D shows ad-

vantages on more complex motions. Additionally, VividCam produces high-quality,

realistic-style videos, as evidenced by the comparable realism scores given by partici-

pants.

3.5.4 Ablation Study

In this section, We conduct ablation studies to examine two key design choices: ❶

Algorithm side: Is it necessary to incorporate appearance LoRA and style-aligned
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prompts? ❷ Data side: Does including realistic videos in the training data improve

performance?

The role of appearance adaptation and style-aligned prompts We first exam-

ine how appearance LoRA and style-aligned prompt design help mitigate the negative

effects of synthetic appearance. For ablation, we train one model without the appearance

adaptation step. In parallel, we train another model in which the style-aligned prompt

is omitted from the input text during training.

We conduct a human evaluation and show results in Table 3.4. Overall, we find the

absence of appearance adaptation and style-aligned prompts leads to a clear decline in

the model’s ability to synthesize realistic videos. As shown in Figure 3.5, without appear-

ance adaptation and style-aligned prompts, the generated appearance closely resembles

the synthetic data, resulting in significantly degraded video quality (e.g., synthesized

texture in 1st row and distorted glasses in the 2nd row). In contrast, our full model

configuration effectively mitigates these visual artifacts, producing clean, realistic videos

with the desired camera motion.

Add realistic videos in training data Second, we examine whether adding realistic

videos improves training. We use the RealEstate10K [99] dataset, which provides an-

notated camera trajectories. Thus, experiments are conducted in the trajectory-based

camera control setting. The training set includes 500 synthetic and 500 realistic videos.

Results in Table 3.5 indicate that using only virtual training data performs comparably

to mixing in realistic videos. We hypothesize that realistic data offers little benefit due to

the limited diversity of camera motions in RealEstate10K. Given the extra human effort

required to collect large-scale realistic data, VividCam offers a cost-efficient training

paradigm.

45



Text-Guided Camera Control in Video Generation Chapter 3

Table 3.4: Effects of appearance LoRA (A-LoRA) and style-aligned prompts (S-Prompt).

Action Correctness Realism

w/o A-LoRA 0.75 0.60
w/o S-Prompt 0.93 0.65
VividCam 0.93 0.74

Table 3.5: Effects of realistic data in training.

Action Correctness Realism

Mixed data 0.88 0.75
Virtual data 0.91 0.72

3.6 Conclusion

In this chapter, we propose VividCam, which uses synthetic Virtual Videos to fine-

tune video generation models to generate correct Camera motions. Notably, we show

that synthetic videos do not need to be realistic at all. In fact, VividCam shows that video

diffusion models can effectively learn camera motion from surprisingly simple synthetic

data, often comprising basic geometries rendered in low-poly scenes. Experiments show

that models trained with VividCam can master various compound and complex camera

motions, while maintaining a level of realism comparable to baselines trained on real

footage. Ultimately, our work offers an efficient approach to synthesizing realistic videos

with precise camera motion control, especially for unconventional motions.
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Chapter 4

Text-Guided Visual Attribute

Control in Diffusion Models

4.1 Introduction

Image generation has been a widely-studied research problem in computer vision, with

many competitive generative models proposed over the last decade, such as generative

adversarial networks (GANs) [100–104] and variational autoencoders (VAE) [105–108].

Recently, diffusion models [40,41,109,110], with their ability to generate high-quality and

high-resolution images in different domains, have soon attracted wide research attention.

One important research direction regarding image generative models is the ability

to disentangle different aspects of the generated images, such as semantic contents and

styles, which is crucial for image editing and style transfer. A generative model with

a good disentanglement capability should satisfy the following two desirable properties.

First, it should permit separate modification of one aspect without changing other aspects.

As an example shown in Fig. 4.1, in text-to-image generation, when the text input changes

from “a photo of person” to “a photo of person with smile”, the generative model should
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t=T t=0

Reverse Diffusion

t’=0.7T

A photo of person
A photo of person 
with smile

Figure 4.1: The disentanglement property of stable diffusion models. The top image
is generated conditioned on “a photo of person”. The bottom image is generated
with all descriptions replaced with “a photo of person with smile”, and changes the
person’s identity. The middle image is generated by partially replacing descriptions
at later steps, and maintains the person’s identity.

have the ability to modify just the expression of the person (i.e., from the top image to

middle image in Fig. 4.1) without changing the person’s identity (the bottom image in

Fig. 4.1). Second, the parameters learned from modifying one image should transfer well

to other similar images. For example, the optimal parameters that can add smile to one

person should also work for images of different people with different genders and races.

Previous studies have discovered that GANs are inherently endowed with a strong

disentanglement capability. Specifically, it is found that there exist certain directions

in the latent space separately controlling different attributes. Therefore, by identifying

these directions, e.g., via principal component analysis [111], GAN can achieve effective

disentanglement without any re-training or fine-tuning. On the other hand, such an

inherent disentanglement capability has yet to be found in diffusion models. Hence come

our research questions: Do diffusion models also possess a disentanglement capability

with the aforementioned nice properties? If so, how can we uncover it?

In this chapter, we seek to answer these research questions. Our finding is that for

stable diffusion model [8], one of the diffusion models that can generate images based on

an input text description, disentangled image modifications can be achieved by partial

modifications in the text embedding space. In particular, if we fix the standard Gaussian
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Table 4.1: Summarization of explored attributes. ✔ shows successfully disentangled
attributes and ✘ shows failure cases. Small edits on the image are harder to be
disentangled when the target attribute correlates with other parts of the image.

Scenes Person

✔
Global

Styles (children drawing, cyberpunk, anime), Building appearance Styles (renaissance, Egyptian mural, sketch, Pixar)

(wooden, red brick), Weather & time (sunset, night, snowy) Appearance (young, tanned, male)

Local Cherry blossom, rainbow, foothills Expressions (smiling, crying, angry)

✘ Small edits Cake toppings, remove people on the street Hats, hair colors, earrings

noises introduced in the denoising process, and partially change the input text embedding

from a neutral description (e.g., “a photo of person”) to one with style (e.g., “a photo of

person with smile”), the generated image will also shift towards the target style without

changing the semantic content. Based on this finding, we further propose a simple, light-

weight algorithm, where we optimize the mixing weights of the two text embeddings

under two objectives, a perceptual loss for content preservation and a CLIP-based style

matching loss. The entire process only involves optimizing over around 50 parameters

and does not fine-tune the diffusion model.

Our experiments show that the inherent disentanglement capability in stable diffusion

model can already disentangle a wide range of concepts and attributes, ranging from

global styles such as painting styles to local styles like facial expressions, as shown in

Table 4.1. As shown in Fig. 4.2, by learning the optimal mixing weights of the two

descriptions, stable diffusion models can generate convincing image pairs that only modify

the target attribute, and the optimal weights can generalize well to different images. The

experiment results also show that our proposed image editing algorithm, without fine-

tuning the diffusion model, can match or outperform the more sophisticated diffusion-

model-based image-editing baselines that require fine-tuning. The findings of this chapter

can shed some light on how diffusion models work and how they can be applied to image

editing tasks.
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Attribute: Cherry Blossom Attribute: Red Brick
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Original Image Original + Attribute Original Image Original + Attribute Original Image Original + Attribute

Figure 4.2: Example attributes disentangled from the stable diffusion model. Based
on a fixed stable diffusion model, we disentangle the target attribute from a single
training image. The learned parameters can then be applied to an unseen image and
achieve the same edit.

4.2 Background and Prior Work

Disentanglement in Generative Models The ability to disentangle different at-

tributes is a key desired property of generative models. Previous work that studies dis-

entanglement mainly aims to learn parameters that allow modifications on a target aspect

without changing other aspects, and the learned parameters should generalize to differ-

ent images [104, 112, 113]. For pre-trained GANs [103, 104, 114, 115], it has been shown

that the disentanglement can be achieved by moving towards particular directions in its

latent space [111,116–118], which will lead to attribute-only changes [119–121]. Multiple

methods have been proposed to discover these latent directions, which leverage auxiliary

classifiers [116, 117], principal component analysis [111] , contrastive learning [122], and

information maximization [123]. Besides GANs, disentanglement has also been studied

in VAE and flow-based models [124, 125]. Recently, two works study disentanglement

in diffusion models. The first work disentangles attributes by learning a shift in the

embedding space of an intermediate layer of U-Net [126, 127], such that applying the

shift satisfies the disentanglement criteria. Particularly, they use a neural network to
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generate such shifts. However, disentangling in the hidden layer representation of U-Net

might be sub-optimal, as can be observed that their method struggles at disentangling

holistic styles of the image. Moreover, their search space and number of parameters are

much larger than ours. By contrast, we consider the text embedding space, which is

more natural for text-to-image diffusion models and achieves comparable or better re-

sults with only 1.2% parameters of theirs. Another work that studies disentanglement

is [128]. They train an encoder to generate an image-specific representation, which is later

used as input to diffusion models to reconstruct the original image. Disentanglement is

done by finding corresponding directions in this representation space similar to methods

in GANs [116, 117]. However, their method requires re-training a diffusion model from

scratch, whereas we fix the pre-trained diffusion model.

Diffusion Models Diffusion models [40,41,109,110] are a family of generative models

that have achieved state-of-the-art performance in image synthesis and have advanced re-

search in super-resolution [129,130], inpainting [131,132], density estimation [133], video

synthesis [10, 134], and areas beyond computer vision [135–139]. Building on top of dif-

fusion models, various methods have been proposed to control the generation process

through external models [140, 141] or additional inputs [142]. One type of conditional

generation models is the text-to-image diffusion models [8, 9, 143, 144], which take text

descriptions as inputs and generate images that match the text descriptions. Due to the

expressiveness of text and superior generation quality of diffusion models, these mod-

els allow unprecedented control over generated images and have inspired many novel

applications.

Image Editing Image editing is a widely-studied task [145, 146]. Many GAN-based

editing works [121,147–150] have demonstrated strong controllability. Recently, diffusion

51



Text-Guided Visual Attribute Control in Diffusion Models Chapter 4

models have been broadly adapted to image editing task [11, 13, 151–153]. With the

CLIP encoder [154] that bridges text and image, generation process can be guided by

arbitrary text descriptions [141]. To preserve the contents in a local region, [155] relies on

an auxiliary mask, such that contents in the unmasked region are largely kept unchanged

during generation. Moreover, some works [156–158] propose to invert the input image

to find text embeddings that can synthesize the same object but in different scenes

and views. Although these works have demonstrated successful edits, there are two

limitations. First, most of the methods require fine-tuning diffusion models [156,157,159].

For each editing task, they have to fine-tune and store the whole diffusion model, making

them unscalable to a large amount of edits. Second, many methods rely on auxiliary

inputs such as image masks [155,160,161] or multiple examples of the edited object [157,

158], which are not always available. Besides, only editing masked region may cause

incoherence between masked and unmasked regions. Leveraging the disentanglement in

stable diffusion, we propose to perform image editing without auxiliary inputs and the

need to fine-tune diffusion models, which is more practical to use.

4.3 Attribute Disentanglement in Stable Diffusion

Models

In this section, we will explore the disentanglement properties inherent in diffusion

models, and then propose an approach for disentangled image modification and editing

utilizing these properties.
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4.3.1 Preliminaries on Diffusion Models

We first provide a brief overview of the denoising diffusion implicit model (DDIM) [110]

conditioned on input text descriptions that is used in the stable diffusion model [8], which

we will be primarily studying in this chapter. Given a text embedding, denoted as c, the

goal of the text-conditioned DDIM is to generate an image, denoted as X0, that conforms

to the text description. DDIM defines a set of noisy images, X1:T , by adding Gaussian

noise to X0 according to a predefined diffusion process. Each Xt is corrupted with a

larger noise than Xt−1, and XT is very close to standard Gaussian noise. The generation

process of DDIM tries to denoise from XT all the way back to X0. Specifically, in the

first step, XT is randomly drawn from a standard Gaussian distribution. Then, each

Xt−1 is inferred from Xt via the following denoising process:

Xt−1 = γt0Xt + γt1ϵθ(Xt, t, ct), (4.1)

where ct is the text embedding used at step t. In most common settings, generating one

image only requires one text description c, so ct = c for all t. Here we make it dependent

upon t to accommodate the discussions in the following subsections. ϵθ∗(Xt, t, ct) is a pre-

trained denoising network that infers X0 given the input of Xt and ct. The parameters

of the denoising network, θ∗, are considered fixed throughout this section. γt0 and γt1 are

defined as

γt0 =

√
αt−1

αt
, γt1 =

√
1− αt−1 −

√
αt−1

αt
− αt−1, (4.2)

and α0:T are hyperparameters that govern diffusion process.

Note that in the general DDIM framework, a Gaussian noise is added to each denoising

step in Eq. (4.1), but we follow the convention [159] to set the variance to 0 for better

stability. Therefore, the generated image is a deterministic function of initial random

noise XT and the text descriptions c1:T . Thus we introduce the following notation,

X0 = g(XT , c1:T ), (4.3)
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to summarize the image generation process. The stable diffusion model follows the same

setup, except that the diffusion process is performed on a hidden embedding space, so

Eq. (4.3) can also summarize its generation process.

4.3.2 The Disentanglement Properties

Now we are ready to study whether the stable diffusion model is inherently capable of

disentangling styles from semantic content. For concreteness, we will present our findings

based on one specific example, but the findings are consistent across different cases.

Consider two text embeddings, c(0) and c(1). c(0) is the embedding of a style-neutral

description, “a photo of person”, and c(1) is the embedding of a description with an

explicit style, “a photo of person with smile”. When c(0) is fed to the model, the generated

image is a person with neutral expressions (top image in Fig. 4.1). We investigate whether

the model can generate an image of the same person with only the facial expression

changed, when we fix XT (hence controlling all the randomness) and replace c(0) with

c(1).

Case 1: Full Replacement In our first attempt, we replaced text embeddings at all

denoising steps with c(1). The resulting generated image undesirably changes the identity

of the person, as shown in the bottom image in Fig. 4.1.

Case 2: Partial Replacement In our second attempt, we replaced the text embed-

dings to c(1) only at the later denoising steps, i.e.,

ct = c(1), ∀t ≤ t′, ct = c(0), ∀t > t′, (4.4)

where t′ = 0.7T in this example. In this case, the image can successfully maintain the

identity of the person while only changing the smile, as shown in the middle image in

Fig. 4.1.
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T t+1 t 0

DM Fixed Diffusion Model

DM

… …
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Figure 4.3: Overview of our method that finds optimal text embedding for disen-
tanglement. In this example, c(0) is the embedding of “A castle”, and c(1) is the
embedding of “A children drawing of castle”. First two rows: optimization process
that finds the best soft combination of c(0) and c(1), such that the modified image
(the second row) changes the attribute without affecting other contents. Last row:
the learned text embedding can be directly applied to a new image, which leads to
the same editing effect.

As can be concluded, there exists an inherent disentanglement capability in stable

diffusion models, which can be triggered by partially replacing the text embeddings, but

not with full replacement.

4.3.3 Optimizing for Disentanglement

In Sec. 4.3.2, we have seen one way of realizing a disentangled generation of image

using c(0) and c(1). However, this is not necessarily the optimal way of combining the two

embeddings in terms of disentanglement. In this subsection, we will propose a principled

and tractable optimization scheme to combine a given pair of c(0) and c(1) to achieve the

best disentanglement, illustrated in Fig. 4.3.

The key relaxation for the optimization framework is the soft combination of the text

embeddings. Specifically, instead of feeding either c(0) or c(1) at each denoising step t, we
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feed a soft combination of the two, namely

ct = λtc
(1) + (1− λt)c

(0) ≡ c
(λ)
t , (4.5)

where λt is a learnable combination weight. The soft combination offers a much richer

representation power, with both cases discussed in Sec. 4.3.2 being its special cases (by

setting λt to either 1 or 0).

Given a random noise XT and the text description pair c(0) and c(1), the optimization

procedure for λ1:T is as follows. First, two images are generated, a style-neutral one

generated with c(0) and the other generated with c
(λ)
1:T :

X
(0)
0 = g(XT , c

(0)), X
(λ)
0 = g(XT , c

(λ)
1:T ). (4.6)

Our goal is to find an optimal λ1:T such that X
(λ)
0 maintains the same semantic content

as X
(0)
0 but conforms to the style described in c(1), which is achieved by solving the

following optimization problem similar to [121,126]:

min
λ1:T

Lclip(X
(0)
0 ,X

(λ)
0 , c(0), c(1)) + βLperc(X

(0)
0 ,X

(λ)
0 ). (4.7)

β is the hyperparameter that balances the two loss terms. Lclip is the directional CLIP

loss [162] that encourages the image change from X
(0)
0 to X

(λ)
0 matches the text change

from c(0) to c(1) in the CLIP embedding space.1 Lperc is the perceptual loss [163] that

prevents drastic changes in semantic content:

Lperc(X
(0)
0 ,X

(λ)
0 ) = ∥h(X(0)

0 )− h(X
(λ)
0 )∥1, (4.8)

where h(·) denotes a perceptual network that encodes a given image. In stable diffusion

models, the number of denoising steps can be as few as 50 and so are the corresponding

λ1:T , so this optimization problem involves very few parameters and does not need to

fine-tune the diffusion model itself.

1In practice, we use a different text embedder for Lclip, but for brevity we still use c(0) and c(1) to
denote the embeddings.
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4.3.4 Extension to Image Editing

With the disentangled image modification algorithm developed, we can now extend

the approach to achieve disentangled image editing. The only difference of the image

editing setting compared to the settings in the previous subsections is that rather than

having the diffusion model generate the neutral image conditioned on c(0), the neutral

image is now externally given, which we denote as I to show the distinction. Therefore, if

we could find a value for initial random variable XT such that the stable diffusion model

can generate exactly the same image as I when conditioned on c(0), we can then use the

same approach in Sec. 4.3.3 for the image editing task.

To this end, we adapt the image inversion approach proposed in [13, 159], which

recursively generates a set of noisy images, X̂1:T based on I as follows:

X̂0 = I, X̂t+1 = γ′t0X̂t + γ′t1ϵθ(X̂t, t, c
(0)), (4.9)

where

γ′t0 =

√
αt+1

αt
, γ′t1 =

√
1− αt+1 −

√
αt+1

αt
− αt+1. (4.10)

It has been shown [159] that by setting XT = X̂T and following through the generation

process in Eq. (4.1) with ct = c(0), the resulting X0:T−1 would satisfy Xt ≈ X̂t, ∀t ∈

[0, T − 1], and therefore X0 ≈ I.

To further close the approximation gap, we introduce a new diffusion process, where

the approximation error is added as a correction term. Formally, the new diffusion process

starts with X̃T = X̂T , and then

X̃t−1 = γt0X̃t + γt1ϵθ(X̃t, t, ct) +Et, (4.11)

where the Et is the correction term defined as

Et = X̂t−1 − γt0X̂t − γt1ϵθ(X̂t, t, c
(0)). (4.12)
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Again, for notational brevity, we summarize this new generation process as

X̃0 = g̃(X̃T , c1:T ,E1:T ). (4.13)

It can be easily shown that g̃(X̂T , c
(0),E1:T ) = I.

Now that we have developed a generation process that can reconstruct I, we can

now follow the same procedure in Sec. 4.3.3 to perform image editing, with the image

generation in Eq. (4.6) replaced with

X̃
(0)
0 = g̃(X̂T , c

(0),E1:T ) = I, X̃
(λ)
0 = g̃(X̂T , c

(λ)
1:T ,E1:T ). (4.14)

It is worth emphasizing that when generating X̃
(λ)
0 , the error correction terms E1:T are

still fixed to the ones computed for reconstructing I. To further enhance the quality of

the edited image, we adopt the re-diffusion approach in [11].

4.4 Experiments

We will perform experiments to explore the inherent disentanglement capability in

the stable diffusion model and evaluate the performance of our method.

Implementation Details For all experiments, we use the diffusion model stable

-diffusion-v1-4 [8], which is pre-trained on laion dataset [164]. The pre-trained

model is frozen throughout all experiments, and we keep the default hyperparameters of

the model. All images generated by our method are in size 512 × 512. We use a variant

of the DDIM sampler [165] to synthesize images with 50 total backward diffusion steps.

To optimize λ1:T , we use Adam [166] optimizer with learning rate 0.03. To balance two

loss terms, we set β to 0.05 for all human face experiments and 0.03 for all experiments

on scenes and buildings. Finally, when editing real images, the number of re-diffusion

steps is 20.
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Figure 4.4: Example disentanglement results. Text description with style (c(1)) is
shown below each row, which consists of the style-neutral text description (c(0)) and
target attribute description, separated by comma. Top two panels: successful cases.
Bottom panel: failure cases. Within each attribute, first row: results on optimiza-
tion images; second row: results of transferring to unseen images; left column:
source images; right column: modified images.
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4.4.1 Exploring the Disentanglement Capability

Since the foundation of our method hinges on the inherent disentanglement capability

in the stable diffusion model, we would like to first explore the strength and the limit

of this capability. In particular, the research question we would like to answer is what

are the attributes and objects that the stable diffusion model can inherently disentangle

well, and what cannot. To this end, we perform a comprehensive qualitative study where

we first compile a list of objects and attributes that have been tested upon in existing

work on image disentanglement [111, 116, 126], as shown in Table 4.1. For each object-

attribute pair in the list, we craft a text description pair, the neutral description c(0) and

the description with style c(1). In particular, c(0) includes just the name of the object,

e.g., “A castle”, and c(1) is constructed by appending the description of the attribute to

c(0), separated by comma (e.g., “A castle, children drawing style”). Next, we generate

five style-neutral images for each c(0) and use the optimization method in Sec. 4.3.3 to

disentangle the attribute from these five images.

Results The results are shown in Table 4.1, and some generated image pairs with their

text descriptions are shown in Fig. 4.4, where the top two panels show some successful

cases. In each panel, the first row (marked “Training”) shows the results where the op-

timal λ1:T are learned specific to that image pair; the second row (marked “Transfer”)

shows the results of applying the learned λ1:T to a new image with the same object and

target attribute. As can be observed, using our method, the stable diffusion model, with-

out any re-training, can disentangle a surprisingly wide range of objects and attributes

already. In particular, our method is strong at disentangling global styles that cover

largely the whole image, such as scenery styles, drawing styles, and architecture materi-

als, where the scenery layout or building structure is largely maintained while only the

target attribute is modified. Our method can also disentangle many local attributes like
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Figure 4.5: Human evaluations on A (attribute similarity), P (content preser-
vation), and O (overall quality). The number shown in each bar indicates the
percentage of users who vote for our method is better than the baseline for the corre-
sponding aspect.

facial expressions. Besides, the learned λ1:T has a great transferability to unseen images,

thus satisfying both disentanglement criteria in Sec. 2.1.

On the other hand, stable diffusion has difficulties disentangling attributes that in-

volve small objects, e.g., adding small accessories, as shown in the bottom panel of

Fig. 4.4. When the target attribute is added, the model tends to also change some other

correlated attributes, such as the style of the cake or the identity of the person, which

may be ascribed to the model’s weaker control of finer-grained details. Nevertheless,

these results suggest that the disentanglement capability in an unmodified stable diffu-

sion model may be stronger than previously revealed, which provides a good justification

for our method that applies it as is to image editing.

4.4.2 Evaluation on Disentangled Image Editing

In this section, we will evaluate our proposed method on the image editing task as

described in Sec. 4.3.4.

Configurations Since there is no ground-truth for the image editing task, we conduct

a subjective evaluation on Amazon Mechanical Turk. Specifically, we use the Celeb-

A [167] and LSUN-church [168]. For each dataset, we use the first 20 images as the source

image and perform 4 types of the edit used in [159] (i.e., tanned, male, sketch, pixar for
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human faces; and golden, wooden, snowy, red brick for churches). The main baseline is

DiffusionCLIP, which is a state-of-the-art diffusion-based image editing approach that

requires fine-tuning. Each subject was presented with a pair of images edited by the two

methods from the same source image in a randomized order and asked three questions

regarding the editing quality: (1) (attribute similarity) which image better incorporates

the target attribute in a natural way; (2) (content preservation) which image better

preserves other contents; and (3) (overall) which image has better overall quality.

Subjective Evaluation Results Fig. 4.5 shows the results of the percentage of an-

swers that chose our method in each of the three questions and in each target attribute.

As can be observed, in 6 out of the 8 attributes, our method outperforms the base-

line in almost all three aspects, demonstrating the high quality of its disentanglement.

We discovered a common failure case in DiffusionCLIP where the attributes are so

over-optimized that some artifacts are introduced and some irrelevant parts of the im-

age are modified. Our method, with its light-weight optimization, can avoid the over-

optimization problem. On the other hand, our method is less competitive in human-

related editing, underperforming the baseline in two attributes, “sketch” and “pixar”.

One potential cause is that the diffusion model in DiffusionCLIP is specifically trained

to generate human images. Nevertheless, these results show that the inherent disentan-

glement capability in stable diffusion can enable powerful image editing that can even

outperform the baseline that requires fine-tuning.

Qualitative Comparison with More Baselines Besides DiffusionCLIP, we have

identified three other baselines that use diffusion models for image editing, which are

Blended-Diffusion [155], Prompt-to-Prompt [13], and Imagic [156]. We gener-

ate qualitative comparisons by collecting the source and edited images shown on their
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Figure 4.6: Visual comparisons. The source images and the corresponding baseline
results are taken from the original papers. Each row indicates the comparison to one
particular baseline.

papers and using our method to perform the edit. The edited images are displayed side-

by-side in Fig. 4.6, with each row corresponding to one baseline. As can be observed,

our method maintains the semantic content better than Blended Diffusion, which

undesirably changes the details such as the grass. Our method performs relatively on par

with DiffusionCLIP and Prompt-to-Prompt in terms of both attribute matching

and content preservation. Finally, compared with Imagic, our method arguably changes

slightly more semantic content (e.g., adding stars) but the overall quality is very com-

petitive. These results consistently verify the high quality of our edited images against

each baseline’s most representative results reported in their papers.
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4.4.3 Ablation Study

As described in Sec. 4.3.3, the optimal λ1:T depends on specific values of c(0), c(1), and

XT . We thus like to investigate whether our image editing algorithm is robust against

variations in these inputs. To check the robustness against c(0) and c(1) in the image

editing task, we generate different edited images from the same source image by varying

the text descriptions. We study three types of variations.

First, we study how the way that c(1) appends the target attribute description can

affect the results. Specifically, we fix c(0) and the target attribute, and generate three

c(1)’s with different ways to concatenate the target attribute: direct concatenation, con-

catenation separated by a comma, and concatenation separated by “with”, as illustrated

in the top row of Fig. 4.7. As can be seen, the resulting edit images are hardly impacted

by such variations.

Second, we study whether varying the complexity of the target attribute description

in c(1) would affect the results. To this end, we again fix c(0) and gradually add more

modifiers describing the same target attribute to c(1), as shown in the second row of

Fig. 4.7. As can be seen, while having more modifiers can amplify the editing effects,

having one modifier is sufficient to generate an effective edit.

Finally, we study whether variations in c(0) would affect the results. Specifically, we

fix the target attribute description and generate three versions of c(0) that describe the

same source object, a short description, a longer description by adding non-informative

words, and a description generated by an image captioning model [169]. As shown in the

bottom row of Fig. 4.7, the image editing is largely consistent in almost all cases, but fails

with the c(0) generated by the image captioning model. One possible cause is that the

generated caption is usually lengthy and contains more details, which may overwhelm

the target attribute description.
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Figure 4.7: Text descriptions for image editing. The original image is shown in the
first column. On the right columns, we demonstrate the results when changing text
descriptions c(0) and c(1).

4.5 Conclusion

In this chapter, we study the disentanglement property in the stable diffusion model.

We find that stable diffusion inherently has the disentanglement capability, and it can be

triggered by partially replacing the text embedding from a style-neutral description to

one with desired style. Motivated by this finding, we propose a simple and light-weight

disentanglement algorithm where the combination weights of the two text embeddings

are optimized for style matching and content preservation. With only 50 parameters

being optimized, our method demonstrates generalizable disentanglement ability and

outperforms sophisticated baselines that require fine-tuning on image editing task.
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Chapter 5

Region-Aware Attention Control for

High-Fidelity Text-to-Image

Generation

5.1 Introduction

Diffusion models [40, 41, 109, 110, 170] have recently revolutionized the field of im-

age synthesis. Compared with previous generative models such as generative adversarial

networks [100–103] and variational autoencoders [105, 106, 108], diffusion models have

demonstrated superior performance in generating images with higher quality, more di-

versity, and better control over generated contents. Particularly, text-to-image diffusion

models [8,9,143,144,171] allow generating images conditioned on a text description, which

enables generation of creative images due to the expressiveness of natural language.

However, recent studies [172,173] have revealed that one critical limitation of existing

diffusion-model-based text-to-image algorithms is the low fidelity with respect to the

text descriptions – the content of the generated image is sometimes at odds with the
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(a)

Missing Objects

A zebra brazing on green grass 
next to a pile of rocks.

An airport employee giving 
directions to an airplane.

StableDiffusion Ours
Mismatched Attributes

StableDiffusion Ours

A bedroom has green carpeting 
and a bed.

A red car is to the left of a 
 black mailbox.

Mislocated Objects
StableDiffusion Ours

The teddy bear is right of the 
suitcase.

(b) (c)

The brown teddy bear is placed 
high above the toilet.

Figure 5.1: Example generation by stable-diffusion-v1-4 and our method. Stable
diffusion model makes three types of errors that include missing objects, mismatched
attributes, and mislocated objects. Errors are highlighted in red.

text description, especially when the description is complex. Specifically, typical errors

made by stable diffusion models fall into three categories: missing objects, mismatched

attributes, and mislocated objects. For example, in Fig. 5.1(a), stable diffusion model

ignores the airplane even though it is mentioned in text; in Fig. 5.1(b), the model confuses

“red car” and “black mailbox” and generates a red mailbox; in Fig. 5.1(c), the model

locates teddy bear behind the toilet, despite the description “teddy bear is placed high

above the toilet.”

Such infidelity problems suggest that the cross-attention map on the text description

may not be accurate. In particular, if we view the generation process of a diffusion

model as a sequence of denoising steps, then the cross-attention on text descriptions

can be considered as a function of both spatial (pixels) and temporal (denoising steps)

information. Therefore, the inaccuracies of the cross-attention can result from the loose

control over both the spatial and temporal dimensions. On one hand, spatial attention

controls at what pixels the model should attend to each object and the corresponding
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attributes mentioned in the text. If the spatial attention is incorrect, the resulting images

will have incorrect object locations or miss-associated attributes. On the other hand,

temporal attention controls when the models should attend to different levels of details

in the text. As previous works have revealed, diffusion models tend to focus on generating

object outlines at earlier denoising steps and on details at later [43]. Thus loose control

over the temporal aspect of attention can easily lead to overlooking certain levels of the

object details. In short, to improve the fidelity of text-to-image synthesis, one would

need to explicitly control both spatial and temporal attention to follow an accurate and

optimal distribution.

In this chapter, we propose a new text-to-image algorithm based on a pre-trained con-

ditional diffusion model with explicit control over the spatial-temporal cross-attention

map on text. The proposed algorithm introduces a layout predictor and a spatial-

temporal attention optimizer. The layout predictor takes the text description as input

and generates a spatial layout for each object mentioned in the text. Alternatively, the

layout can also be provided by the user. Then the spatial-temporal attention optimizer

imposes direct control over the spatial and temporal aspects of the attention according

to the spatial layout. In particular, for the spatial aspect, we parameterize the attention

map such that the attention outputs in the designated pixel region for an object are a

weighted combination of attention over the entire text description and that over the local

description that specifically describes the corresponding object. In this way, we manage

to emphasize the attention over the object descriptions. For the temporal aspect, we

allow the combination weights to change across time and optimized according to a CLIP

objective that measures the agreement between the generated images and the text de-

scription. In this way, we allow the attention to focus more on the entire description

at the early stage and gradually shift to the detailed local descriptions as the denoising

process proceeds. The entire pipeline resembles a typical painting process of a human,
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where each object’s position is determined beforehand and the focus gradually shifts from

global information to the local details of each object.

We conduct extensive experiments on datasets that contain real and template-based

captions [174, 175] and our newly created synthetic dataset that contains complex text

descriptions. Results show that our method generates images that better align with de-

scriptions compared to other stable diffusion-based baselines. As shown in Fig. 5.1, our

method effectively resolves the above-mentioned three errors. Particularly, controlling

spatial attention locates objects at the desired position, and controlling temporal atten-

tion promotes the occurrence of objects with associated attributes. Our findings shed

light on fine-grained control of diffusion models in text-to-image generation tasks.

5.2 Background and Prior Work

Diffusion Models Diffusion models are a class of generative models that have

demonstrated strong performance on image synthesis tasks [40, 41, 109, 110, 140, 170].

These models synthesize images by sampling a noisy image from the standard Gaus-

sian distribution and iteratively denoising it back to a clean image. Their impressive

performance has advanced research in multiple computer vision areas including inpaint-

ing [131, 132, 176], image editing [11, 13, 43, 152], super-resolution [129, 130], video syn-

thesis [10, 134, 177], and applications beyond computer vision [135, 178, 179]. Among

these, text-to-image diffusion models have gained significant attention [3,9,144,171,180].

Taking text descriptions as inputs, these models generate high quality images that are

semantically aligned with the input text, which have led to many creative and artistic

applications.
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Enhancing the Controllability of Text-to-Image Diffusion Models While text-

to-image models have shown promising results, recent works have highlighted cases where

models fail to generate high-fidelity images with respect to the input text [172, 173]. To

this end, prior works have explored various ways to enhance the controllability of text-

to-image diffusion models. One line of work enhances the controllability by improving

diffusion models’ ability to understand natural language, which includes using a more

powerful text encoder that is separately trained on language modeling tasks [9,171], incor-

porating linguistic structures in the text to guide the cross-attention between image and

text [172], and decomposing a complex text description into multiple components that

are easy to generate [151]. Another line of work conditions diffusion models’ generation

on auxiliary inputs such as object layout [15, 171, 181, 182] and silhouette [14, 183–186].

By modifying diffusion models’ attention operation according to these auxiliary infor-

mation or directly fine-tuning diffusion models to take these auxiliary inputs, they are

able to control the location and shape of the objects in the image. Finally, some work

adds temporal aspect control on diffusion models by modifying the input text condition

at each denoising step, which allows them to disentangle a desired attribute from other

contents [43]. Different from prior works, our method imposes both spatial and temporal

control in cross-attention layer. Moreover, our method does not require auxiliary inputs

and does not fine-tune the diffusion model.

5.3 Method

5.3.1 Problem Formulation

We focus on the standard text-to-image problem. Given a text description, denoted as

D, our goal is to generate an image that is consistent with D. For a concrete exposition,
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A red car is to the left  
of a black mailbox. Layout Predictor

A photo of a 
red car.

A photo of a 
black mailbox.

A red car is to the 
left of a black 
mailbox.

(x1, y1)
(x2, y2) Human Input

OR

M1M2

Figure 5.2: Overview of our text-to-image generation pipeline at one denoising step.
Given input text D, we first parse it and extract all objects mentioned, constructing
local descriptions Li. Next, the layout predictor predicts the pixel region for each
object in the text. The diffusion model attends to the global description D and
additionally attends to the local description Li in object i’s region. The final attention
output is a weighted combination of attention to both global and local descriptions,
where the combination weights sum up to 1 for each pixel and are optimized for each
denoising step to achieve a high fidelity with D.

we will use an example description “A red car is to the left of a black mailbox” in the

following. Our work aims to improve the fidelity of the generated image to text, which

includes three requirements:

• Object Fidelity: The generated images should include all the objects mentioned

in D. In our example, the generated image should contain a car and a mailbox.

• Attribute Fidelity: The attributes of each object in the image should match

those in D. In our example, the car should be red; the mailbox should be black.

• Spatial Fidelity: The relative spatial positions of the object should match the

description in D. In our example, the car should be on the left and the mailbox on

the right.

We will tackle these problems using a pre-trained, fixed stable diffusion model.
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5.3.2 Method Overview

To achieve high-fidelity text-to-image generation, we propose an algorithm consisting

of the following four steps.

Step 1: Object Identification We extract all the objects mentioned in D, denoted

as O1:N , by eliciting the noun phrases using spaCy.1 N is the total number of objects.

In our sample, O1 =“a red car” and O2 =“a black mailbox”.

Step 2: Layout Prediction For each object Oi, we use a layout predictor to predict

its pixel region, Ri, which is a set of pixels roughly specifying where the object should

be. The layout can also be provided by human users.

Step 3: Local Description Generation For each object Oi, we generate a local

text description, Li, containing only that object information using a simple template. In

our example, there are two local descriptions. L1 =“A photo of a red car” and L2 =“A

photo of a black mailbox”.

Step 4: Attention Optimization During the generation process, we guide the

diffusion model to combine attention to both the global description D and the local

descriptions L1:N according to the object layout. The attention combination weights are

optimized for each input description.

The following subsections will provide further details about steps 2 and 4.

5.3.3 Layout Predictor

Our layout predictor is adapted from [187], which aims to predict the center coordinate

Ci = [Xi, Yi] for each object Oi. Specifically, the layout predictor is a transformer that

1https://spacy.io/.
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takes the text description D as the input. At the output position where the input

mentions the object Oi, we let the transformer output a set of Gaussian mixture model

(GMM) parameters to fit the object’s center coordinate Ci. Formally, denote fi(D;θ) as

the output of the layout predictor at the location of the mentioning object Oi. Then

fi(D;θ) =

K⋃
k=1

{µik,Σik, wik}, (5.1)

where µik, Σik, and wik denote the mean, covariance matrix and the prior probability of

mixture k; θ denotes the network parameters.

To improve the fidelity of the object positions in the predicted layout, we introduce a

hybrid training objective including an absolute position objective and a relative position

objective.

Absolute Position Objective The absolute position objective provides direct super-

vision of the exact position of each object. Formally, we assume access to an image

captioning dataset Dreal with description D as well as the extracted labels of all the ob-

jects {Oi} and their center coordinates {Ci}. Then the training objective is to minimize

the negative log-likelihood of the ground-truth coordinates under the predicted GMM

distribution, i.e.

Labs(θ) = ED,{Ci}∼Dreal

[ N∑
i=1

ℓnll(Ci;fi(D;θ))
]
, (5.2)

where ℓnll(Ci;fi) denotes the negative log-likelihood of ground truth Ci under the GMM

specified by fi.

Relative Position Objective In many cases, the text description only mentions the

relative positions of the objects, and thus it is more important to ensure the relative

position of the predicted position is correct than the absolute position. To further enforce

the fidelity of the relative positions, we introduce the following relative position objective.
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To start with, we construct a synthetic dataset, Dsyn, which consists of text description

D with explicit descriptions of relative spatial relations. We first randomly select N

objects with attribute modifiers. We then select M pairs of objects to specify their

relative spatial relation. For object pair (Oi, Oj), their spatial relation, Rij, is randomly

drawn from “left of”, “right of”, “above” and “below”. Finally, we prompt GPT-3 [188] to

generate the text description D that mentions all the objects and their relative positions.

Our familiar “A red car is to the left of a black mailbox” is one such example.

Next, we introduce a loss to penalize violating the relative position. If object i is to

the left of object j, we enforce that the rightmost mixture mean of object i is to the left

of the leftmost mixture mean of object j. Formally,

ℓrel(Rij = “left”;fi,fj) = max{max
k

µik(0)−min
k

µjk(0),−δ}, (5.3)

where µik(0) denotes the zeroth element (the x-coordinate) of µik, and δ is a pre-specified

margin. The ℓrel of the other three types of relations are defined similarly. The relative

position loss is thus the aggregation of ℓrel across the synthetic dataset:

Lrel(θ) = ED,{Rij}∼Dsyn

[ ∑
i,j:Rij ̸=∅

ℓrel(Rij ;fi,fj)
]
, (5.4)

where fi is short for fi(D;θ).

Training and Inference The final training objective is the combination of both:

Llayout(θ) = Labs(θ) + ξLrel(θ), (5.5)

where ξ is a hyperparameter. During inference time, we randomly draw the center coor-

dinate Ci from the predicted GMM. The pixel region for object Oi, Ri, is defined as a

circular region centered at the drawn Ci with a fixed radius r. Ri only roughly regulates

the position of the generated objects, and the actual size of the object can go beyond or

below the size of Ri. Thus a fixed r is sufficient for this purpose.
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5.3.4 Spatial-Temporal Attention Optimization

Recall that D is the global description and {Li} are local descriptions for each object.

Our goal is to guide the diffusion model to attend to not only D, but also Li in object i’s

region, Ri, so that the model is more strongly prompted to generate the specific object

as specified in the layout.

Spatial-Temporal Attention Recall the standard cross-attention [189] is defined as

Attention(Q,K,V ) = softmax
(
QKT /

√
d
)
V , (5.6)

where Q ∈ Rh×w,d is the queries vectors for each pixel, and K,V ∈ Rl,d are key and value

vectors for each text description token; h and w represent the image height and width,

l represents the text description length; d represents the dimension of each attention

vector.

Since we have multiple text descriptions, we define KD,VD as the key and value

vectors for the global description D, and KLi ,VLi for the local description Li. Further,

we introduce a set of binary mask matrices {Mi} to indicate the region for each object,

i.e.

Mi(x, y) = 1, if (x, y) ∈ Ri, and 0, otherwise. (5.7)

Then the output of the attention layer of the denoising network at time t is defined as

O(t) =

N∑
i=1

λitMi ⊙Attention(Q,KLi ,VLi)

+
(
1−

N∑
i=1

λitMi

)
⊙Attention(Q,KD,VD),

(5.8)

where λit are the attention combination weights, and ⊙ denotes element-wise multiplica-

tion. Note that the combination weights are functions of time t, which is motivated by

the observation that different denoising steps control the generation of different levels of

details. When synthesizing images, the combination weights λit are optimized on the fly
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for each corresponding mask and time. By introducing this time dependency, we allow

the diffusion model to focus more on the global description at earlier time steps and shift

to local descriptions later.

Optimization Objective All the attention combination weights, λ = {λit}, are de-

termined by maximizing the consistency between the generated image and the text de-

scription as measured by the CLIP similarity [154]. We introduce two CLIP similarities,

a global CLIP similarity that compares the entire image and the global description, and

a set of local CLIP similarities that compare the images at each object region and the

corresponding local descriptions. Formally, denote the generated image as I(λ), and its

local patch at each object’s region as IOi(λ).
2 Note that we adopt the deterministic

PLMS denoising process [165] (i.e., with σ = 0), so both I and IOi are deterministic

functions of λ. Then the loss for optimizing λ is given by

Lattend(λ) = −CLIP(I(λ),D)− γ
N∑
i=1

CLIP(IOi(λ),Li), (5.9)

where CLIP(·) denotes the CLIP similarity, and γ is a hyperparameter.

5.4 Experiments

We conduct experiments to evaluate our method’s performance and generalizability.

We also perform ablation study on important design choices of our method.

Implementing Details We adopt RoBERTa-base [190] as the base model for layout

predictor and use 5 mixtures in GMM. We use stable-diffusion-v1-4 [8] pre-trained on

the laion dataset [164] and freeze it throughout all experiments. All generated images

2To standardize the image patch sizes, IOi is obtained by cropping the original image with a minimum
square that encompasses Ri and resizing it to 224×224.
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are in the size of 512 × 512. We use PLMS sampler [165] to synthesize images with 50

denoising steps, and we use Adam [166] to optimize the layout predictor and attention

combination weights.

5.4.1 Evaluation on Fidelity of Generated Images

We first evaluate our method on object, attribute, and spatial fidelities as introduced

in Sec. 5.3.1 using both objective and subjective metrics.

Baselines We identify four baseline methods on generating images from complex text

descriptions. (1) Vanilla-SD [8] is the pre-trained text-to-image stable diffusion model

that directly generates images conditioned on the text description. (2) Composable-

Diffusion [151] is a diffusion-based compositional generation method. To generate

images from a text description, the text is first decomposed into the conjunction of

multiple components (e.g., for the example in Sec. 5.3.1, the components are “A red

car is to the left of a black mailbox.” AND “A red car” AND “a black mailbox”).

Each component is separately modeled by the diffusion model and then composed to

generate an image by merging the outputs of each denoising step. (3) Structure-

Diffusion [172] improves Vanilla-SD on generating images with better fidelities. They

do so by first extracting noun phrases at different levels of the parsing tree. The model

then separately attends to each noun phrase and combines the attention outputs by taking

their arithmetic mean. Different from our method, they perform cross-attention on the

whole image instead of the region specific to an object. (4) Paint-with-Words [171]

assumes that users provide the pixel region of each object to be generated. Pixels in the

region then increase their attention weights to the text that describes the corresponding

object, and the amount of increase is determined by heuristic rules. For a fair comparison,

we use the pixel region predicted by our layout predictor.
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Datasets and Metrics We conduct experiments on three datasets. (1) MS-COCO

[191] contains photos taken by photographers and manually annotates the caption for

each photo. We use the caption as the input text description. (2) VSR [175] is proposed

for probing spatial understanding of vision-language models. Constructed from a subset

of MS-COCO, it uses templates to generate captions that describe spatial relations in

the image (e.g., “The horse is to the left of the person.”). (3) GPT-synthetic is the

synthetic dataset introduced in Sec. 5.3.3. We manually check the test set to filter out

sentences that do not conform to the specified spatial relation. Compared with VSR,

this dataset has more diverse and complex text descriptions. The final dataset contains

500 descriptions, and we downsample MS-COCO and VSR to have the same size.

For automatic evaluations, we consider two metrics. (1) Object Recall measures

the percentage of successfully synthesized objects over objects mentioned in the text. We

use DETR [192] to detect objects in generated images. To calculate recall, we divide the

number of detected objects in the text by the total number of objects in the text that also

belong to one of the MS-COCO categories. It measures the object fidelity of generated

images.(2) Spatial Relation Precision (SPRel Precision) measures the percentage of

the correct spatial relations among all the relations whose corresponding objects are

successfully synthesized. This metric measures the spatial fidelity of generated images.

We consider the relation of left, right, above, and below because their correctness can be

evaluated by comparing the bounding box centers.

Results The results are shown in Table 5.1. As shown in the table, our method out-

performs all baselines on both object recall and SPRel precision. Specifically, compared

with baselines that do not have spatial attention control (all but Paint-with-Words),

our method is significantly better on SPRel precision, which illustrates the effectiveness

of spatial control and indicates that it is difficult for the stable diffusion model to gen-
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Table 5.1: Automatic evaluation of our method and baselines. SPRel Precision: Spa-
tial Relation Precision. Best numbers are in bold. SPRel precision is not available
on MS-COCO since most captions do not have an explicit spatial relation.

MS-COCO VSR GPT-synthetic

Object SPRel Object SPRel Object SPRel
Recall Precision Recall Precision Recall Precision

Vanilla-SD 58.0% – 62.1% 56.0% 42.4% 56.8%
Composable-Diffusion 51.8% – 60.8% 72.2% 34.4% 52.6%
Structure-Diffusion 61.7% – 62.3% 58.3% 43.0% 59.3%
Paint-with-Words 57.3% – 63.8% 47.1% 45.9% 53.5%
Ours 69.6% – 65.1% 75.0% 47.2% 66.7%

erate correct spatial relations without guidance on the layout. Our method moves the

burden of generating objects at the correct location from diffusion models to a separate

layout predictor, allowing the whole pipeline to achieve better spatial fidelity. On the

other hand, compared with Paint-with-Words that does not impose the temporal

attention control, our method achieves better object recall, showing that our optimized

combination weights across the temporal dimension strike a better balance between local

and global descriptions.

Fig. 5.3 demonstrates examples of text descriptions and images generated by our

method and baselines. We observe that our method resolves three types of errors in

baselines. First, our method alleviates the missing object issue (in the top panel). Base-

lines tend to focus on one object in the text and ignore other objects (e.g., focusing on

the elephant and ignoring the man in the second row), whereas our method generates all

objects. Second, as shown in the middle panel, our method mitigates the mismatched

attribute issue. Particularly, baselines struggle when multiple objects are mentioned in

the text, where they mismatch the attribute and object (e.g., red truck in the first row).

Finally, the bottom panel shows examples where our method reduces the number of

mislocated objects.
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The motorcycle is parking to the right of a bus.
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A man riding on top of an elephant into water surrounded by forest.

The white truck was parked besides a red building.

The yellow banana is to the left of a red gem.

The cat is within the backpack.

A red cup is situated to the left of a blue bag.

Ours (2)Vanilla SD

Figure 5.3: Example images generated by our method and baselines. Typical errors
of baselines include missing objects, mismatched attributes, and mislocated objects.
Ours (1)/(2) show the results with two different random seeds.
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Table 5.2: Subjective evaluation of our method and baselines. Best numbers are in
bold. Spatial relation is not available on MS-COCO because very few of its captions
contain spatial relations. Attribute is not available on VSR as its captions do not con-
sider attribute. Object, Attribute, and Spatial show the total score of 50 evaluations,
where a model with the highest fidelity would achieve a score of 100. Overall denotes
the percentage of generation of each method that is rated better than our method.

MS-COCO VSR GPT-synthetic

Object (100) ↑ Attribute (100) ↑ Overall Object (100) ↑ Spatial (100) ↑ Overall Object (100) ↑ Attribute (100) ↑ Spatial (100) ↑ Overall

Vanilla-SD 66 62 42% 64 66 48% 60 58 60 38%
Composable-Diffusion 53 48 30% 63 60 18% 63 60 47 28%
Structure-Diffusion 60 63 48% 54 64 32% 58 54 58 32%
Paint-with-Words 75 74 52% 54 59 30% 65 52 57 32%
Ours 75 74 – 68 77 – 84 83 86 –

Subjective Evaluation To further evaluate the fidelity and quality of the generated

images, we perform a subjective evaluation on Amazon Mechanical Turk. Specifically,

we randomly sample 25 text descriptions for each dataset in Table 5.1. Each subject

was presented with the text description and corresponding image generated by a single

method or a pair of methods and asked the following four questions: (1) (Object Fidelity)

Does the image contain all objects mentioned in the text? (2) (Attribute Fidelity) Are

all synthesized objects consistent with their characteristics described in the text (e.g.,

color and material)? (3) (Spatial Fidelity) Does the image locate all objects at the

correct position such that the spatial relations in the text are satisfied (if an object in

the relationship is missing, it is considered as an incorrect generation)? and (4) (Overall)

Which image in the pair has higher fidelity with the text and has better quality? The

first three questions are evaluated for each method individually with a score of 0, 1, or 2,

where 2 denotes all objects/attributes/relations are correct and 0 denotes none of them is

correct. The last question is evaluated on a pair of images, one generated by our method

and the other by a baseline. Each generated image is evaluated by two subjects, so the

total score of the first three questions is 100.

Table 5.2 shows the results. Our method achieves significantly better performance

in most cases, especially on GPT-synthetic dataset that contains multiple objects and

relations in the same description. The results show that our method is effective at
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Figure 5.4: Performance when number of objects and spatial relations in the text increase.

generating images with high fidelity without sacrificing perceptual quality.

5.4.2 Additional Analyses

Performance on Each Text Complexity Level To explore the capability of our

method, especially on complex text, we analyze the performance at each complexity

level. Specifically, we use the GPT-synthetic dataset where multiple objects and relations

can appear in the same description. We use the number of objects N and number

of spatial relations M introduced in Sec. 5.3.3 as proxies for text complexity and plot

the performance of each method as the text becomes more complex. i.e., we plot the

performance for each value of N regardless of M , and vise versa for M . As shown in

Fig. 5.4, the performance of all methods decrease as the text becomes more complex, but

our method still outperforms or is on par with others on complex descriptions. Note that

Paint-with-Words uses the same layout predictor as ours, which partially explains its

strong performance.

Generalizability to novel object combinations Generalizability is a critical re-

quirement for text-to-image models. However, since MS-COCO dataset is collected from

real photos, most of its captions contain object pairs and object-attribute pairs that are

common in daily life, which are also more likely to overlap with stable diffusion’s pre-
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The black motorcycle was placed on top of a yellow bus.
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Figure 5.5: Example images generated by our method and baselines on novel object
combinations.

training data. Thus we additionally evaluate our method on another synthetic dataset

that is created similarly to Sec. 5.3.3, but contains uncommon object pairs, object-

attribute pairs, and object spatial relations. Fig. 5.5 shows sample images generated by

our method and baselines. It can be observed that our method successfully generates

novel object pairs (e.g., “zebra is looking at computer”).

5.4.3 Ablation Study

In this section, we will investigate the influence of two important steps in our method,

namely, the layout predictor and the spatial-temporal attention. We first study how

spatial-temporal attention affects our performance. To do that, we consider three variants

of attention.

First, we explore the attention without spatial control. Concretely, the diffusion

model still attends to both global description and local descriptions. However, instead

of only attending to a local description in the pixel region of the object, the model now

attends to all local descriptions in the whole image. The combination weights at each
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Table 5.3: Ablation performance on GPT-synthetic test set.

Object Recall SPRel Precision

Ours 47.2% 66.7%

No spatial control 39.6% 51.7%
No temporal control 43.8% 61.4%
No optimization 41.0% 55.6%

denoising step are optimized with only the global CLIP similarity in Sec. 5.3.4. Table 5.3

shows that its performance drops drastically, demonstrating the importance of spatial

control.

Second, we explore the attention without temporal control, where combination

weights remain the same for all denoising steps. Note that the weights can be different

for each object and are optimized with Lattend(λ) in Sec. 5.3.4. The results in Table 5.3

show a significant degradation under both metrics, indicating the benefits of temporal

dependency on attention.

Finally, we explore the attention without optimization. Specifically, we fix the

combination weight λit = 1
N for all i and t, where N is the number of objects. This

value is also the initialization point of {λit} in our method. As shown in Table 5.3, the

performance further drops compared to the no temporal control variant. The results

indicate that optimizing the combination weights for a new text description is critical for

generating images with high fidelity.

We further study the effects of our layout predictor, which includes the layout predic-

tor trained with only one of the absolute and relative position objectives, the comparison

with ground truth and user-provided pixel region, and a different strategy to construct

the pixel region for an object.
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5.5 Conclusion

In this chapter, we study the text-to-image synthesis task based on diffusion models.

We find existing methods lack explicit control on cross-attention in diffusion models,

which leads to the generation of low-fidelity images. We propose an algorithm that

imposes control on cross-attention in spatial and temporal aspects. Experiments show our

method outperforms baselines in generating high-fidelity images. Further ablation study

verifies the effectiveness of our spatial and temporal attention control. One limitation

of our method is the reliance on a time-consuming optimization scheme, which takes

around 10 minutes for each text-to-image generation. Future work may consider striking

a better balance between performance and efficiency.
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Chapter 6

Measuring Visual and Textual

Understanding in MLLMs

6.1 Introduction

The rapid advancement of large language models has driven considerable growth in

their capabilities to produce fluent text in many domains, generating outputs exhibit-

ing potential “reasoning” and “understanding” abilities [193–196]. Recently, multimodal

large language models (MLLMs) have advanced on LLMs through training on native

image inputs, to achieve impressive performance generating text describing and relating

to input images [197–201], with applications in image captioning, visual question answer-

ing, and visual reasoning [202–205]. The swift evolution of MLLMs has enabled them to

tackle increasingly sophisticated tasks that require multiple emerging abilities in complex

scenarios. However, as model capabilities and deployment needs advance, the challenges

in usefully evaluating them grow in kind.

Planning is a fundamental capability in intelligent systems that is particularly con-

tested in LMs [206]. Visual spatial planning refers to the task of comprehending the
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Table 6.1: Comparison with representative existing benchmarks. Note that we focus
on spatial reasoning related capabilities. ✔ indicates that the measurement is covered
by the corresponding benchmark, while ✘ indicates not covered.

Benchmark
Capabilities

Diagnosing
IncapabilitiesVisual

Recognition
Spatial Relation
Understanding

Plan with
Spatial Info

MMMU [207] ✔ ✘ ✘ ✘
MathVision [208] ✔ ✘ ✘ ✘
MME [209] ✔ ✔ ✘ ✘
SeedBench [210] ✔ ✔ ✘ ✘
MM-Vet [211] ✔ ✔ ✘ ✘
AlgoPuzzle [212] ✔ ✔ ✔ ✘
MMSI [213] ✔ ✔ ✔ ✘

VSP ✔ ✔ ✔ ✔

spatial arrangement of objects in a scene and designing action plans to achieve a desired

outcome. For example, the classical maze problem can be considered a visual planning

task, where an agent is given an input image describing the maze environment and is

asked to produce a viable path to navigate the player from the starting position to the

goal. This task requires two capabilities: image perception, which enables the agent

to understand the objects, environment and spatial relations present in the image, and

reasoning, which enables the agent to perform strategic decision-making.

Visual spatial planning is an important capability in many potential applications for

MLLMs, such as navigating in complex environments with autonomous driving [214,215]

or manipulating objects with robotic hands [216,217]. However, although there have been

increasingly more benchmarks to evaluate the vision processing capabilities of MLLMs,

few systematically investigate the underlying factors affecting their (in)ability to perform

visual spatial planning tasks. As shown in Table 6.1, while most of the existing bench-

marks identify the capability to recognize objects as a key feature of MLLM, quite a

few benchmarks [207, 208] do not evaluate their ability to understand spatial relations,

and even fewer benchmarks [212, 213] examine the ability to use spatial information in

complex tasks, e.g., navigation on a road map based on the position towards goals. More
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importantly, it is often unclear why MLLMs perform so poorly on the spatial

planning tasks that are generally considered easy for humans [212]. As a re-

sult, two research questions emerged: ❶ [Evaluation] How performant are MLLMs in

performing visual planning tasks? ❷ [Diagnose] What are the bottleneck capabilities,

e.g., perception or reasoning, that limit the performance of MLLMs in visual planning

tasks?

To this end, we introduce Visual Spatial Planning (VSP), a benchmark specifically

designed to evaluate and diagnose the spatial planning capabilities of MLLMs. As il-

lustrated in Figure 6.1, the VSP benchmark consists of various environment settings

designed to assess the capabilities of models in different scenarios. We focus on abstract

scenarios to facilitate the design of diagnostic subtasks with consistent environments

(Sec. 6.3.5). The first two scenarios, Maze Navigation and Blocks World, are basic envi-

ronments developed from classical planning tasks. Additionally, we challenge the model’s

abilities in dynamic and realistic applications through the Collision and Google Map sce-

narios, respectively. All environments are fully observable through input images. The

MLLMs are required to interpret the visual inputs, deduce the consequences of each

action, and execute the designated tasks. To comprehensively evaluate the fine-grained

capabilities needed for visual spatial planning, VSP includes 4.6K questions in 12 metic-

ulously designed tasks that feature both simulated and photorealistic visual inputs. In

addition to testing end-to-end spatial planning, these tasks test essential individual visual

planning abilities, such as image perception and reasoning.

We apply the VSP benchmark to evaluate existing state-of-the-art MLLMs, including

both open-source and private ones. Surprisingly, we find that even the most competitive

MLLMs sometimes struggle in performing the simplest visual planning tasks, such as

a 3x3 maze problem. Our fine-grained capability analysis further reveals that existing

MLLMs have flaws in reasoning and bigger bottlenecks in perception. We believe the
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Maze Navigation Scenario

Blocks World Scenario

Basic Environment Dynamic Environment

Realistic Environment

Google Map Scenario

Collision Scenario

Diagnosing: Why MLLM fail?

Object Perception Error Spatial Relation Perception Error Reasoning Error

…

Model:	
The	player	
is	at	row	1,	
column	4,	so	
…

Model:	
The	green	block	
is	to	the	left	of	
the	orange	block	
…

Model:	
The	player	is	
at	row	3,	
column	6.	A	
hole	is	at	
row	3,	column	
7.	Moving	
right	is	
safe,	so	…

Figure 6.1: Overview of the VSP benchmark. The benchmark evaluates tasks that
require MLLMs to perform complex reasoning by utilizing the spatial information
they perceive, and diagnoses their failure modes using a series of carefully designed
subtasks.

VSP benchmark highlights critical weaknesses in current MLLMs and sheds light on

future directions for enhancing their spatial understanding and planning capabilities.

6.2 Background and Prior Work

6.2.1 General Planning in LMs

Planning has been a central focus of research in AI. Traditional work in AI planning

includes using formal languages to represent and solve planning problems [218], and

developing algorithms like dynamic programming and reinforcement learning to explore
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environments and formulate viable plans [219, 220]. While these works mostly focus on

predefined and restricted environments, recently, with the advancement of LMs, it has

become intriguing to study whether LMs, with the potential to be general intelligent

agents, can perform planning in different settings and environments [221–223]. Many

works explore the best ways to activate the planning capabilities of LMs, including divide

and conquer [224–227], grounding outputs in admissible actions [228,229], retrospecting

and refining [230, 231], and leveraging external tools [232, 233]. Meanwhile, with the

increasing capabilities of LMs, growing research efforts are now dedicated to benchmark

their planning capabilities in various complex environments [234–236].

6.2.2 Spatial and Visual Planning in LMs

Many planning tasks in LMs involve understanding visual environments and com-

prehending spatial information. In embodied agent studies, LMs play a crucial role in

grounding visual entities with references in open-domain instructions and formulating

plans based on spatial constraints. Consequently, they are increasingly used in physi-

cally grounded scenarios such as object rearrangement [216,217,237], cooking [238,239],

navigation [228, 229, 240], etc. LMs are also used in AIGC to propose spatial arrange-

ments of entities following instructions [241]. While realistic planning tasks align with

real needs, their complexity and expansive action spaces limit the analysis of LMs’ de-

tailed planning capabilities. Therefore, research also focuses on LMs’ planning in abstract

environments and games. For example, mystery blocksworld is a dynamically generated

set of blocksworld tasks to test generalization in LMs [206]. Additionally, many text

games have been introduced to test LMs’ abilities in spatial understanding and imagina-

tion [234, 242–244]. While many of these studies transform visual information into text

inputs, recent works also explore direct understanding and processing of visual inputs
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leveraging MLLMs [212,213].

6.2.3 Benchmarks for MLLMs

MLLMs have inherited and advanced many intriguing features from text-only LMs

[243,245]. Benchmarks for MLLMs have rapidly emerged to evaluate performance in areas

such as image content understanding [209,246], perception [247,248], knowledge [207,208,

249], and reasoning [207,209,250]. While these benchmarks quantify MLLMs’ abilities in

many fields, their capabilities in spatial understanding and reaction are relatively under-

explored. Some benchmarks cover spatial relations understanding [210, 211], but often

overlook the ability to devise complex spatial action plans based on visual environment

constraints. Recently, several benchmarks explore the capability of planning utilizing

spatial information, such QA and navigation in virtual or realistic scenarios [212, 213,

251,252]. While measurements on these benchmarks reveal some incapability of MLLMs,

it is often unclear why they cannot perform well in these tasks. In this chapter, we focus

on evaluating and diagnosing the ability to comprehend spatial arrangements of objects

and devise action plans to achieve specific outcomes. Our benchmark highlights future

directions for improving MLLMs towards models with general intelligence.

6.3 The Visual Spatial Planning Benchmark

6.3.1 Overview of the Benchmark

In this benchmark, our objectives are two-fold: ❶ quantify the visual spatial planning

capabilities of MLLMs; and ❷ uncover current capability bottlenecks that limit the effec-

tiveness of MLLMs in visual spatial planning tasks. The first objective requires broader

task designs. Specifically, the tasks should range from classical planning tasks [236,253]
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to ones in those more dynamic and realistic environments. On top of that, the second ob-

jective requires deeper task designs. In particular, performing spatial planning in visual

environments requires a series of cohesive steps. For example, to generate an accurate

path to navigate a player to a goal, an agent needs to be able to correctly view and

understand the visual map, reason to find which actions are safe or dangerous, and come

up with a detailed plan to achieve the goal. Each of these steps could be challenging for

a developing MLLM, and understanding which of these subtasks challenge them most

will drive future improvement.

To this end, we propose the Visual Spatial Planning (VSP) benchmark, with the

objective of measuring and diagnosing the capabilities of MLLMs in producing accurate

spatial plans in visual environments. VSP consists of four scenarios: ❶ the simulated

Maze Navigation scenario, whose main task is to move a game character through

a maze; ❷ the photo-realistic Blocks World scenario, whose main task is to move

blocks from a starting configuration to a goal configuration; ❸ the dynamic Collision

scenario, whose main task is to determine if there is a danger of collision between two

objects in the environment, and ❹ the realistic Google Map scenario, whose main

task is to find a path in real streets of New York City. In addition to the main task, VSP

introduces four sub-tasks that focus on the individual capabilities needed for the main

task:

• T1. Single Object Perception – Determine the characteristics of a single object;

• T2. Spatial Relation Perception – Determine the relative positions of two

objects;

• T3. Environment Perception – Find textual descriptions that describe the

visual environment;

• T4. Spatial Reasoning – Determine the consequence of a series of actions or

moves.
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Main Task Sub-Tasks

Spatial Planning  

<Question>  
Please generate an action plan to 
navigate the player to the goal 
without falling into any holes.

<Model-1 Answer>  
Down, Down, Down, Right

<Model-2 Answer>  
Right, Down

Object Perception  
Please indicate whether row 
3, column 3 contains a hole 
in the given map.

Spatial Relation Perception  
Please indicate the spatial 
relation between the player 
and the goal.

Environment Perception 
Please select the best text 
representation of the given 
map: 
(A) <Textual	Description> 
(B)  …

Reasoning  
Please indicate whether the 
given action is safe: 

Left,	Down,	Right,	
Down,	Down,	Right.

Figure 6.2: Overview of the Maze Navigation scenario.

The sub-task details are designed specific to both scenarios. Furthermore, to demon-

strate the model’s performance under different levels of environmental complexity, we

establish progressive difficulty settings for various tasks, which are measured by param-

eters such as map size, minimum required number of actions, etc. In what follows, we

introduce each scenario in detail, as well as the data curation and the task creation

processes.

6.3.2 The Maze Navigation Scenario

The Maze Navigation scenario is inspired by the popular implementation [253] of

a fully observable path-finding problem. As depicted in Figure 6.2 left, it simulates a

classical grid world environment with a designated start and goal position, where part of

the grids contain obstacles (the “holes”) and cannot be passed through.

The main spatial planning task and the four sub-tasks are defined as follows:

• Main Task (Spatial Planning) – Generate a safe path to navigate from the start

grid to the goal;

• T1 (Single Object Perception) – Determine if a specified grid is safe;

• T2 (Spatial Relation Perception) – Find spatial relations between elements;
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Main Task Sub-Tasks
Spatial Planning 
  

<Question>  
Please find a moving plan to 
transit transit from the 
beginning state to the end state.

<Answer>  
move(purple, green) 
move(red, table) 
move(blue, table) 
move(yellow, red) 
move(blue, yellow)

Object Perception  
Please indicate the color of 
the block at stack 2, level 3? 
(Stack is counted from left 
to right; level of blocks is 
counted from bottom to top)

Spatial Relation Perception  
Please indicate the spatial 
relation between the yellow 
and the red block. 
(A)	The	red	block	is	above	
the	yellow	block 
(B)	...

Environment Perception 
Please select the best text 
representation of the given 
initial state: 
(A) <Textual	Description> 
(B)  …

Reasoning  
Please determine whether 
the given moving plan can 
be executed: 
move(red,	table)	
move(purple,	green)

In
iti

al
 S

ta
te

Ta
rg

et
 S

ta
te

Figure 6.3: Overview of the Blocks World scenario.

• T3 (Environment Perception) – Find the description that fits the environment;

• T4 (Spatial Reasoning) – Determine the consequence of a given action series.

An example of input image and questions is demonstrated in Figure 6.2. Each task

is equipped with progressive adjusted difficulty settings to comprehensively evaluate the

model’s capability. For Main Task and T1-T3, the difficulties are measured by the size

of the map, ranging from 3x3 to 8x8, where a larger map introduces more challenges in

correctly perceiving objects and planning accordingly. For task T4, since a longer path

naturally introduces more challenges for reasoning, we adopt path length ranging from 1

to 9 as the difficulty measure.

6.3.3 The Blocks World Scenario

The Blocks World is a widely-adopted planning problem [236,254, 255]. As depicted

in Figure 6.3 left, in this scenario, the agent is given images containing sets of blocks in

unique colors. These blocks are stacked vertically, forming multiple stacks on the table.

The agent is asked to turn the blocks from initial state to target state through a series

of moving actions. For each action, the agent can only move the top block of any stack,

providing it is moved to either the table or the top of another stack.
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Similarly, the main spatial planning task and the four sub-tasks are defined as follows:

• Main Task (Spatial Planning) – Form a moving plan to achieve the target state

of block arrangement;

• T1 (Single Object Perception) – Determine the color of the block at a specific

position;

• T2 (Spatial Relation Perception) – Determine the spatial relation between two

blocks;

• T3 (Environment Perception) – Find the text representation that fits the visual

environment;

• T4 (Spatial Reasoning) – Determine the consequence of a given moving plan.

An example of input image and questions is demonstrated in Figure 6.3. Similar to

Maze Navigation, each task is equipped with progressive adjusted difficulty. Specifically,

in Main Task and T4, the difficulties are measured by the number of actions involved,

ranging from 1 to 7, which quantifies the complexity of the action plan. On the other

hand, for tasks T1-T3, which focus on perception, the difficulty is measured by the

number of blocks presented in the image, ranging from 3 to 5.

6.3.4 The Collision and Google Map Scenario

We further experiment in a more dynamic (the collision scenario) and realistic (the

Google map scenario) settings to explore the capabilities of models in more challenging

cases. The input of these two scenarios are shown in the right panels of Figure 6.1.

• Collision Scenario In this scenario, the input map is similar to Maze Navigation

scenario. However, in this case, the player is moving in an environment where a car is

also present and moving. Given the moving information (speed, direction) of the player

95



Measuring Visual and Textual Understanding in MLLMs Chapter 6

Prepare Input Image Formulate Prompts Auto Evaluation

Level 3x3 Level 5x5 Level 8x8

Difficulty Control Synthesis

Difficulty Control Sample

1-
st

ep

5-
st

ep

3-
st

ep

… The following figure shows how the player, 
the holes, the lands, and the goals look like. 
<IMAGE-1>------------	

… We provide an example map to further 
illustrate the rules. <IMAGE-2>-
In this provided example: 
- The player is at … 
- The goal is at …

… We provide an example map to further 
illustrate the rules.  

<IMAGE-1>------------------

This example features four  
blocks arranged in three stacks: 
- Stack 1: Purple block (alone) 
- Stack 2: Blue block (alone) 
- Stack 3: From bottom to top: Orange block, 
Red block …

Down, Down, Left, Up

Right, Down, Left

E
va

l

move(red, table)

move(red, yellow)

E
va

l

Figure 6.4: Benchmark creation process. Left: We prepare input images that fulfill
the task requirements with different difficulties. Mid: We formulate input prompts
consisting of interleaved texts and images. Right: We develop automatic evaluation
process for each task.

and the car, the model needs to determine the time the player and the car reaches the

goal, and then determine if there is a collision danger here.

• Google Map Scenario In this scenario, the input image is a real Google map

depicting the streets and avenues in New York City. The starting location and the goal

are randomly chosen crossroads in the map and are marked on the image. The goal of

the model is to find a path from the starting location to the goal. The model needs to

output a path described by directions (north, east, west, south) and the number of blocks

to traverse (e.g., head north for 2 blocks, then head east for 3 blocks).

6.3.5 Benchmark Creation and Quality Control

In Figure 6.4, we demonstrate the general process for benchmark creation and quality

control. We use the Blocks World and Maze Navigation scenarios as examples.

First, in the left panel of Figure 6.4, we prepare the input images used for each task
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and scenario. In the Maze Navigation scenario, we generate input maps using the OpenAI

Gym package [253], with modifications to ensure that the positions of the player, the goal,

and the holes are all randomly generated. In the Blocks World scenario, we sample pairs

of images from the BIRD dataset [255], ensuring there is at least one viable plan to move

the blocks from the initial state to the target state. The images are prepared conditional

on different levels of difficulty.

Second, as shown in the center of Figure 6.4, we formulate input prompts for each task.

The prompt consists of interleaved text and images to provide sufficient information. For

example, for Maze Navigation, we include images to show the appearance of elements in

the map and provide example maps to better illustrate how the models should interpret

the map. We invite native speakers to refine the prompts so that they accurately describe

the task requirements.

Finally, in the right panel of Figure 6.4, we evaluate the performance of MLLMs. It

is worth noting that the answer for each task is often not unique. For example, in the

Blocks World scenario, there can be many ways to move the blocks to reach the target

state. As such, we develop scripts to accurately evaluate each individual answer.

In addition to the steps above, some tasks require extra steps to ensure meaningful

questions, candidates, and answers. For example, in T4 of the Blocks World scenario,

the input actions must cover various valid/invalid movements.

6.4 Experiments

In this section, we present evaluation results of state-of-the-art MLLMs under our

main tasks and sub-tasks. Our goal is to answer the following research questions: ❶ How

well can state-of-the-art MLLMs perform in the visual spatial planning tasks? ❷ What

are the bottleneck capabilities that limit the MLLMs in visual spatial planning tasks?
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6.4.1 Baselines

We evaluate representative MLLMs including both private and open-source models.

For private models, we include their different versions to observe how their abil-

ities involved and what is the state-of-the-art performance. We cover the following

private models : ① Gemini [18, 199] has demonstrated remarkable capabilities in im-

age understanding and reasoning. We adopt Gemini-1.0 (Gemini-1.0-pro-vision) and

Gemini-2.0 (Gemini-2.0-flash) in our experiments. ② Claude [256, 257] is a fam-

ily of MLLMs strong at advanced reasoning and vision analysis. We adopt Claude-3

(claude-3-sonnet-20240229) and Claude-3.7 (claude-3-7-sonnet-20250219) in the

experiments. ③ GPT [197,258] inherent strong text understanding capabilities from text-

only models and is equipped with vision capabilities. We use GPT-4V (turbo-2024-04

-09) and GPT-4o (gpt-4o-2024-05-13) for evaluation.

Besides, we cover the following open-source models : ④ LLaVA-Next [198] demon-

strates strong reasoning abilities comparable to private models. We adopt llava-v1.6-

vicuna-7b for evaluation. ⑤ InternLM-XComposer2 [259] shows strong ability to un-

derstand free-form text-image composition. We adopt internlm-xcomposer2-7b and

internlm-xcomposer2-vl-7b, with the former focusing on general text-image composi-

tion and the latter focusing on VL benchmarks. ⑥ SPHINX [260] unfreezes the LM during

pre-training to enhance cross-model alignment. We adopt SPHINX-v2-1k. ⑦ LLaMA-3.2

[261] exceeds on several image understanding tasks. We adopt llama-3.2-90B-Vision

in our experiments. ⑧ Pixtral [262] is a recent MLLM that demonstrates strong perfor-

mance across a series of multimodal tasks. We adopt pixtral-12b-2409. ⑨ Qwen [55]

demonstrates strong object localization and visual recognition in several vision-langauge

tasks. We adopt Qwen2.5-VL-7B-Instruct. We use the public released checkpoints and

codes.
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Table 6.2: Zero-shot success rates for the spatial planning task at various difficulty lev-
els. Maze Navigation difficulty levels represent the maze’s square grid length. Blocks
World difficulty levels correspond to minimum steps to a solution. Results better
than 30% are bolded.

Maze Navigation Blocks World
Collision

Goo
Map Overall

Difficulty level 3 4 5 6 7 8 1 3 5 7

Gemini-1.0 [199] 0.31 0.26 0.15 0.06 0.14 0.10 0.10 0.14 0.00 0.01 0.13 0.00 0.1167
Gemini-2.0 [18] 0.93 0.81 0.62 0.41 0.30 0.27 0.85 0.49 0.18 0.07 0.44 0.07 0.4533
Claude-3 [256] 0.52 0.33 0.16 0.15 0.16 0.09 0.12 0.03 0.00 0.00 0.18 0.02 0.1467
Claude-3.7 [257] 0.71 0.56 0.56 0.27 0.18 0.28 0.89 0.57 0.33 0.44 0.49 0.11 0.4492
GPT-4V [197] 0.55 0.36 0.27 0.13 0.17 0.10 0.50 0.17 0.03 0.00 0.24 0.02 0.2117
GPT-4o [258] 0.68 0.58 0.35 0.24 0.18 0.23 0.71 0.33 0.12 0.03 0.16 0.04 0.3042

LLaVA-Next [198] 0.03 0.03 0.02 0.08 0.09 0.04 0.04 0.01 0.00 0.00 0.02 0.00 0.0300
InternLM [259] 0.27 0.16 0.06 0.05 0.04 0.07 0.10 0.03 0.00 0.00 0.25 0.00 0.0858
InternLM-VL [259] 0.15 0.14 0.08 0.04 0.02 0.05 0.02 0.00 0.00 0.00 0.22 0.01 0.0600
SPHINX [260] 0.11 0.08 0.05 0.02 0.04 0.03 0.07 0.06 0.01 0.00 0.04 0.00 0.0425
LLaMA-3.2 [261] 0.23 0.18 0.16 0.08 0.08 0.10 0.05 0.00 0.00 0.00 0.14 0.00 0.0850
Pixtral [262] 0.32 0.20 0.17 0.10 0.06 0.06 0.21 0.11 0.01 0.00 0.22 0.03 0.1242
Qwen-2.5 [55] 0.45 0.33 0.20 0.09 0.15 0.08 0.06 0.03 0.00 0.01 0.45 0.06 0.1592

6.4.2 Main Task (Spatial Planning) Evaluation

First, we present the main task results for the four scenarios, which reflect the general

spatial planning capabilities of MLLMs. All the evaluation in this section is conducted

under zero-shot setting. Evaluations with in-context learning and fine-tuning are pre-

sented in Sections 6.4.5 and 6.4.6.

The performance is demonstrated in Table 6.2. We also present difficulty levels in

the table, which is measured by the size of the map (3 represents 3x3 maps) in Maze

Navigation and by the minimum number of steps in Blocks World. From the table, we

summarize our findings as follows:

VSP highlights both the advancements and the challenges in MLLMs’ spa-

tial planning capabilities. Notably, private MLLMs demonstrate a clear trajectory

of improvement, with earlier versions performing worse and later iterations showing ad-

vancements - though still exhibiting deficiencies. In fact, even some of the most capable

models frequently make mistakes on tasks such as navigating a 7x7 map or executing

3-step block-moving tasks, which are often trivial for humans. Meanwhile, open-source
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models face even greater difficulties and rarely succeed in these tasks. Overall, VSP

demonstrates that while MLLMs have made progress in spatial planning, they still ex-

hibit considerable room for improvement.

MLLMs face significant difficulties with spatial planning in dynamic and

realistic environments. Based on the experimental results, most models perform worse

when tested in dynamic (Collision) and realistic (Google Map) settings. We identify two

major reasons: First, the tasks in Collision are complex and typically require multiple ca-

pabilities. For example, to assess collision danger, the model must locate both the player

and the car on the map, calculate the time needed for the player to reach the goal, and

determine if the car will hit the player during that time. This poses significant challenges

for the models. Second, the inputs in the Google Map are intricate and contain a series

of irrelevant symbols, making it difficult for the model to accurately interpret the map.

The models’ performance in these environments suggests that current models are not yet

equipped to handle spatial reasoning in such complex environments. Consequently, we

focus on the Maze Navigation and Blocks World scenarios in the following experiments

to diagnose the models’ hidden weaknesses in VSP tasks.

Quick performance decay as difficulty increases. We observe a significant drop

in the success rates of MLLMs as task difficulty escalates. For example, GPT-4V may

achieve a success rate of over 50% on 3x3 size maps, but this plummets to just 10% on

8x8 maps. Analyzing the impact of increased difficulty, we identify two major challenges

for the models: First, increasing size of the map in Maze Navigation scenario could make

it difficult for the model to accurately perceive the positions of elements within the map.

Second, the increase in both map size and the number of steps required for moving blocks

heightens the challenge for the model to reason deeply through the entire path and devise

a complete, viable solution. In the following experiments, we focus on these two factors

and provide in-depth diagnoses with subsequent tasks.
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Table 6.3: Decomposed Capability Analysis. Results better than 70% are bolded.
Each task consists of test with different difficulties.

Maze Navigation Blocks World

Task T1 T2 T3 T4 T1 T2 T3 T4

Random Guess 0.5 0.25 0.25 0.5 0.17 0.25 0.25 0.5

Gemini-1.0 [199] 0.58 0.56 0.33 0.49 0.86 0.51 0.54 0.55
Gemini-2.0 [18] 0.66 0.91 0.96 0.80 0.95 0.96 0.99 0.76
Claude-3 [256] 0.45 0.67 0.32 0.61 0.43 0.53 0.49 0.66
Claude-3.7 [257] 0.72 0.88 0.97 0.79 0.94 0.84 0.99 0.94
GPT-4V [197] 0.56 0.27 0.46 0.56 0.73 0.80 0.70 0.71
GPT-4o [258] 0.58 0.67 0.58 0.74 0.95 0.90 0.90 0.76

LLaVA-Next [198] 0.49 0.27 0.21 0.54 0.22 0.21 0.24 0.55
InternLM [259] 0.48 0.27 0.29 0.58 0.25 0.32 0.26 0.53
InternLM-VL [259] 0.41 0.20 0.17 0.47 0.22 0.20 0.20 0.53
SPHINX [260] 0.56 0.28 0.32 0.59 0.24 0.33 0.27 0.58
LLaMA-3.2 [261] 0.53 0.29 0.33 0.57 0.28 0.36 0.29 0.56
Pixtral [262] 0.44 0.35 0.33 0.51 0.49 0.72 0.63 0.57
Qwen-2.5 [55] 0.58 0.62 0.31 0.50 0.53 0.46 0.79 0.56

Challenges in open-source models. Finally, we note that open-source models

often face difficulties on these tasks. As will be analyzed in Section 6.4.3, their perception

and reasoning capabilities present greater challenges. Besides, we note two other factors:

① Context length: Open-source models typically have shorter context windows compared

to private models. Thus, these models may not have enough capacity to understand

the complete inputs. For example, llava-v1.6-vicuna-7b is trained with a context

window of 2048 tokens, while each image consumes 576 tokens. As such, when fed with

multiple images and long texts in our tasks, the total token length may surpass training,

resulting in poor performance. ② Multiple image input: Our tasks require the model

to understand multiple images interleaved with text inputs, whereas some open-source

models are only trained with single-image inputs, with the image positioned at the start

of the input. To further explore their potential, we assess their performance after fine-

tuning in Section 6.4.6. Also, we note that recent open-source MLLMs often avoid these
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two issues, which may contribute to the improved performance observed in Table 6.2.

6.4.3 Diagnose the Perception and Reasoning

From the previous observation, we identify that spatial perception and reasoning

could be two important capabilities for an agent to successfully perform visual spatial

planning. Next, we evaluate these two abilities through the remaining tasks T1-T4.

Similar to previous setting, all the evaluation is conducted under zero-shot settings.

Table 6.3 shows the decomposed capability results. Strong private models like Gemini-

2.0 and Claude-3.7 show better performance across these tasks, demonstrating solid per-

ception and reasoning capabilities, which explain their superior performance in the main

tasks. However, they still exhibit some deficiencies, such as perceiving the location of a

single object in Maze T1, highlighting a critical area for improvement. Furthermore, the

performance of many open-source models is mostly close to random guessing on these

tasks, indicating significant gaps compared to private models. One caveat is that while

T4 focuses on reasoning capabilities, it still relies on the perception capabilities because

the input still contains images. We perform further analysis to disentangle these two

abilities in Section 6.4.4.

6.4.4 The Effects of Visual Input

Previous analysis shows that even strong MLLMs have clear deficiencies in various

aspects of visual spatial planning. In this study, we focus on disentangling the effects

of perception and reasoning by exploring the performance gain assuming the model had

perfect perception.

The key strategy here is to create a scenario where the model has acquired all nec-

essary information that would typically be obtained through visual perception. To this
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This is a 4x4 map. 
The player is at: row 1, column 1; 
The hole(s) are at: row 1, column 
2; row 4, column 1; 
The goal is at: row 4, column 4.

| | Col 1 | Col 2 | Col 3 | Col 4 | 
| Row 1 | @ | # | _ | _ | 
| Row 2 | _ | _ | _ | _ | 
| Row 3 | _ | _ | _ | _ | 
| Row 4 | # | _ | _ | * |

- Stack with purple block 
- Stack with blue block 
- Stack with orange block, red 
block, from bottom to top 

Pure Text InputVision Input Table Input Vision Input Pure Text Input

Maze Navigation Scenario Blocks World Scenario

Figure 6.5: The visual and corresponding textual inputs.
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Figure 6.6: Result with the visual/textual input. When environment is described by
text instead of image, the performance increases vastly.

end, for every input image, we produce the corresponding textual inputs and replace

those images, as shown in Figure 6.5. For the Maze Navigation scenario, we use either

pure text descriptions or tables to depict the image. For the Blocks World scenario, we

use pure text descriptions. We do not use tables for the Blocks World scenario because

the number of blocks in each horizontal stack is usually unequal, making it difficult to

form a complete table.

The results are shown in Figure 6.6. We observe a clear performance improvement

when using textual input across every task. This suggests image perception presents

significant challenges for MLLMs, and poor perception ability is a key factor in the

inferior performance observed in previous tasks. Meanwhile, note that even with textual

input, Gemini still cannot achieve decent performance on tasks that require reasoning.

This indicates its deficiencies in reasoning.
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Table 6.4: Effects of providing in-context examples.

Maze Navigation Blocks World

Task T1 T2 T3 T4 Main T1 T2 T3 T4 Main

Gemini, 0-shot 0.58 0.56 0.33 0.49 0.17 0.86 0.51 0.54 0.55 0.03
Gemini, 1-shot 0.50 0.66 0.31 0.48 0.20 0.91 0.68 0.71 0.59 0.03
Gemini, 2-shot 0.53 0.68 0.31 0.51 0.21 0.90 0.76 0.70 0.61 0.03
Gemini, 4-shot 0.53 0.67 0.35 0.53 0.19 0.91 0.64 0.69 0.62 0.06

GPT-4V, 0-shot 0.56 0.27 0.46 0.56 0.26 0.73 0.80 0.70 0.71 0.10
GPT-4V, 1-shot 0.55 0.50 0.47 0.57 0.28 0.89 0.84 0.94 0.73 0.11
GPT-4V, 2-shot 0.55 0.63 0.50 0.56 0.30 0.90 0.83 0.95 0.71 0.16
GPT-4V, 4-shot 0.54 0.69 0.54 0.56 0.29 0.90 0.79 0.96 0.73 -

6.4.5 In-context Learning in Visual Spatial Planning

In-context learning is a widely-adopted method to enhance LM’s reasoning ability

[196]. In this analysis, we study if it boosts visual spatial planning capabilities. We

included varying numbers of examples for Gemini-1.0 and GPT-4V and show results

in Table 6.4. There are two key observations: First, in-context examples make some

potential contributions, but they are not significant. The examples only benefits in

several sparse cases, such as T2 in Maze Navigation and T3 in Blocks World. Second,

scaling examples generally does not help, as illustrated by the saturated performance in

each task.

6.4.6 Fine-tuning in VSP Tasks

Finally, we evaluate the open-source model through dedicated training. We performed

LoRA fine-tuning on llava-v1.6-vicuna-7b and internlm-xcomposer2-7b. The mod-

els are trained on 10k data points (image-text pairs) for each task and scenario. We

use the default hyperparameters provided in the official repository. The results, shown

in Table 6.5, demonstrate clear performance improvements for both models across a se-

ries of tasks, highlighting their potential in spatial planning. Additionally, we observe
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Table 6.5: Fine-tuning results for open-source models.

Maze Navigation Blocks of World

Model Setting T1 T2 T3 T4 Main T1 T2 T3 T4 Main

LLaVA
zero-shot 0.49 0.27 0.21 0.54 0.05 0.22 0.21 0.24 0.55 0.01
fine-tune 0.53 0.99 0.51 0.93 0.60 1.00 1.00 1.00 1.00 0.97

InternLM
zero-shot 0.48 0.27 0.29 0.58 0.11 0.25 0.32 0.26 0.53 0.00
fine-tune 0.52 0.59 0.91 0.59 0.17 0.29 0.44 0.69 0.62 0.09

that LLaVA shows greater improvement compared to InternLM, suggesting that different

model architectures may exhibit varying levels of efficacy in spatial planning capabilities.

6.5 Conclusion

This chapter presents VSP, a benchmark measuring and diagnosing the visual spatial

planning capabilities in MLLMs. VSP quantifies the model’s performance through a

series of carefully designed tasks, with main tasks testing general spatial planning abilities

and sub-tasks diagnosing individual capabilities needed for the main task. VSP shows

that current MLLMs fail to generate effective plans for even simple spatial planning

tasks, and further analyses expose their bottlenecks in spatial perception and reasoning

abilities. This chapter illuminates future directions for improving MLLMs’ abilities in

spatial planning.
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Chapter 7

Enhancing Visual Understanding in

MLLMs

7.1 Introduction

Multimodal large language models (MLLMs) have shown exceptional reasoning ca-

pabilities on complex tasks that require multimodal reasoning. However, recent stud-

ies [263,264] reveal a reasoning imbalance: these models often rely heavily on textual cues

while under-exploiting visual information when generating answers. This over-reliance

on text leads to suboptimal results on tasks that require genuine visual reasoning. We

refer to this phenomenon as the modality gap. As exemplified in Figure 7.1, when critical

information present in the visual modality is removed from the text, MLLMs fail to an-

swer questions that could have been correctly answered when the full text was provided,

highlighting their insufficient visual reasoning.

To understand the origin of this imbalance, we focus on the training recipes of current

MLLMs. An important observation is that many training samples contain overlapping

information across the textual and visual modalities. In such cases, it may be easier for
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The Visual “Blindness” of MLLM

• Observation: MLLM shows a significant performance gap
between these two settings:

In parallelogram ACDE, AE //
DC, ED // AC, ..., ED=15cm.
Find the area of ACDE.

Given the diagram, find the area

of parallelogram ACDE.

Figure 7.1: Current MLLMs exhibit an imbalance between visual and textual reason-
ing. When information present in the visual modality is removed from the text, the
MLLM fails to answer the question.

MLLMs to rely on the already complete textual information rather than engage in visual

reasoning. We hypothesize that this training process largely contributes to the modality

gap. Our preliminary evidence supports this view: under standard training setups, the

gap between text and vision centric performance widens over time, underscoring the need

for more balanced training strategies.

Building on these insights, our goal is to identify improved training recipes for MLLMs

that jointly ❶ ensure the effective use of visual information and ❷ maintain or enhance

overall reasoning ability in the targeted domains. We approach this problem from two

perspectives: data and loss. From the data perspective, we consider vision-centric and

text-centric data in supporting balanced multimodal reasoning and explore how sim-

ple data mixing and carefully designed curriculum strategies can leverage the strengths

of both modalities. From the loss perspective, we propose a KL-based self-distillation

objective that transfers reasoning competence from full-text to partial-text inputs, pre-

serving general reasoning performance while strengthening visual grounding. Our key

contributions are as follows:

• We establish a diagnostic that reveals a consistent discrepancy between text-centric

and vision-centric performance across a range of public and private MLLMs at
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different scales. Furthermore, we show that current training setups widen this

discrepancy, underscoring the need for targeted recipes beyond naive RL.

• We propose improved RL training recipes from the perspectives of data and loss,

designed to preserve reasoning competence in the textual modality while reducing

the reasoning gap across modalities.

7.2 Background and Prior Work

7.2.1 Multimodal Large Language Models

Multimodal Large Language Models (MLLMs) have emerged as powerful tools that

integrate visual and textual information to perform a wide range of tasks, including im-

age captioning, visual question answering, and geometric reasoning. Notable MLLMs

include Qwen2.5-VL series [55,265,266], VL-Rethinker series [49], MiniCPM series [267],

InternVL3.5 series [268], Kimi-VL series [269], Gemma series [270], GPT-5 [17] and Gem-

ini [57]. These models typically employ a combination of pre-trained vision encoders and

large language models, fine-tuned on multimodal datasets to enhance their understanding

and generation capabilities across both modalities.

7.2.2 Visual Reasoning in MLLMs

Visual reasoning is a critical capability for MLLMs, enabling them to interpret and

reason about visual content in conjunction with textual information. Recent studies like

Mathverse [263] have highlighted the challenges MLLMs face in effectively utilizing visual

information, often defaulting to text-based cues. This has led to the identification of the

modality gap, where models perform significantly better on text-centric tasks compared

to vision-centric ones.
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Table 7.1: Base model performance.

Model Dataset Text Vision Avg Gap

Qwen2.5-VL 3B PGPS9K 0.2397 0.1812 0.2105 0.0585
MathVerse 0.3568 0.2866 0.3147 0.0702

Qwen2.5-VL 7B PGPS9K 0.3775 0.2998 0.3387 0.0777
MathVerse 0.5501 0.4576 0.5110 0.0925

MiniCPM-V-4 PGPS9K 0.3470 0.3020 0.3245 0.0450
MathVerse 0.4435 0.3721 0.4007 0.0714

Gemma-3-4b-it PGPS9K 0.4050 0.2612 0.3559 0.1438
MathVerse 0.4236 0.3350 0.3705 0.0886

Kimi-VL-A3B PGPS9K 0.4057 0.3132 0.3595 0.0925
MathVerse 0.5791 0.4827 0.5123 0.0964

VL-Rethinker 7B PGPS9K 0.4045 0.3605 0.3825 0.0440
MathVerse 0.6542 0.5728 0.6053 0.0814

InternVL3.5 8B PGPS9K 0.5218 0.3965 0.4592 0.1253
MathVerse 0.6668 0.5419 0.5919 0.1249

Qwen3-VL PGPS9K 0.6970 0.6699 0.6835 0.0271
MathVerse 0.6406 0.6089 0.6167 0.0317

GPT-52 PGPS9K 0.9400 0.8000 0.8700 0.1400
MathVerse 0.7667 0.6333 0.7000 0.1334

Gemini 2.5 Flash2 PGPS9K 0.9200 0.7400 0.8300 0.1800
MathVerse 0.8696 0.7778 0.8200 0.0918

To address this issue, various methods have been proposed, including specialized

training datasets [19, 271, 272], model architecture design [273, 274], and loss functions

that encourage visual attention [264, 275, 276]. In this chapter, we build upon these

foundations and explore RL-based methods to enhance visual reasoning, mitigating the

modality gap.

7.3 Modality Gap in MLLMs

We begin by quantifying the modality gap across a range of open-source and com-

mercial MLLMs. To illustrate this gap, we consider two kinds of data:

• D1: Text-centric. All necessary information is contained within the provided text,

and the MLLM can solve the problem through textual reasoning.

2Due to API costs, the results are evaluated on a subset of 50 test samples.
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Table 7.2: Standard RL training on PGPS9K Results.

Model Text-centric Vision-centric Avg

Qwen2.5-VL 3B 0.2397 0.1812 0.2105
Qwen2.5-VL 3B D1 0.6208 0.4480 0.5249
Qwen2.5-VL 3B D2 0.5118 0.5050 0.5084

Qwen2.5-VL 7B 0.3775 0.2998 0.3387
Qwen2.5-VL 7B D1 0.7422 0.5377 0.6400
Qwen2.5-VL 7B D2 0.6342 0.6040 0.6191

• D2: Vision-centric. Some necessary information is present in the image but not in the

text, requiring the MLLM to perform visual reasoning to successfully solve the problem.

To construct D1 and D2, we draw upon two challenging visual reasoning datasets:

PGPS9K [277] and MathVerse [263]. In PGPS9K, each question consists of a textual

condition and a question statement, accompanied by a fully annotated figure that specifies

entities and their relations. Accordingly, we define D1 as the setting where both the image

and text provide complete information, and D2 as the setting where information present

in the image has been removed from the text. For MathVerse, following prior work,

we define D1 and D2 subsets to focus respectively on text (Text-Dominant and Text-

Lite subsets) and vision (Vision-Intensive, Vision-Dominant, and Vision-Only subsets)

reasoning capabilities.

Metrics We report the text-centric and vision-centric performance measuring on

D1 and D2. in addition, we report the overall performance as the average accuracy

across D1 and D2.

Direct Inference Results We begin by evaluating a series of off-the-shelf MLLMs.

The results are summarized in Table 7.1. Across both the PGPS9K and MathVerse

datasets, we observe a consistent modality gap: text-centric performance is consistently

higher than vision-centric performance across various open-source and commercial mod-
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els of different sizes. Moreover, stronger MLLMs tend to exhibit a larger performance

gap. This discrepancy underscores the need for targeted strategies to enhance the visual

reasoning capabilities of MLLMs.

Effect of Standard RL Training Next, we explore how standard training influences

the modality gap. In this experiment, we apply DAPO [278] to fine-tune Qwen2.5-VL

(3B and 7B) under both D1 and D2 settings from the PGPS9K training set. Note that

all figures in D1 and D2 have their entities, relations, and other geometric properties

explicitly annotated. Thus, the model can always obtain complete information related to

the question from the image. As shown in Table 7.2, training on D1 primarily improves

text-centric performance but enlarges the modality gap as training progresses, whereas

training on D2 strengthens vision-centric performance and narrows the gap, though at

the expense of overall accuracy.

Moreover, as shown in Figure 7.2, during standard training on D1, the modality gap

progressively increases with training steps. These observations indicate that the standard

training recipe is insufficient to resolve the modality gap in MLLMs, highlighting the need

for more nuanced training strategies.

7.4 Mitigating Modality Gap

In this section, we investigate an improved RL training recipe from two complemen-

tary perspectives to enhance the visual reasoning ability of MLLMs:

Data We explore two training strategies: ① mixed training, which combines D1 (full-

text) and D2 (partial-text) samples to expose models to both text- and vision-centric

inputs; and ② curriculum training, which first trains on D1 to consolidate reasoning
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Figure 7.2: Standard training recipe widens modality gap.

In parallelogram ACDE, AE // 
DC, ED // AC, ..., ED=15cm. 
Find the area of ACDE. 

Given the diagram, find the 
area of parallelogram ACDE. 

Data Perspective Loss Perspective

Training Stages
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Multimodal LLM
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Figure 7.3: We consider two types of data: ❶ both text and image contain complete
information, referred to as full text ; and ❷ the text omits information already present
in the image, referred to as partial text. We then analyze better training recipe from
both data and loss perspectives.

under textual guidance, and then shifts to D2 to strengthen image-based reasoning and

reduce shortcut reliance.

Loss We introduce a KL-based self-distillation loss to align the model’s output distri-

bution on D2 with that on D1, thereby preserving core reasoning ability while enhancing

visual understanding.
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Table 7.3: Data mixing and curriculum training results

PGPS9K MathVerse

Training Strategy Text Vision Avg Text Vision Avg

Qwen2.5-VL 3B
Mixed training 0.6162 0.5683 0.5923 0.4724 0.4202 0.4411
Curriculum Stage 1 (D1) 0.5840 0.4163 0.5002 0.4937 0.4317 0.4565
Curriculum Stage 2 (D1→D2) 0.5978 0.5400 0.5689 0.4902 0.4369 0.4582

Qwen2.5-VL 7B
Mixed training 0.7010 0.6565 0.6788 0.5493 0.4833 0.5097
Curriculum Stage 1 (D1) 0.7305 0.5272 0.6289 0.4995 0.4442 0.4663
Curriculum Stage 2 (D1→D2) 0.7060 0.6630 0.6845 0.5695 0.5060 0.5314

7.4.1 Data Perspective

Implementation In this section, we compare the mixed training and curriculum train-

ing strategies. For mixed training settings, we stop training until the DAPO training

parameter num gen batches reaches 10, for curriculum settings, we use the same total

training steps but split evenly between the two stages, in which Stage 1 trains on D1 and

Stage 2 trains on D2.

Result As summarized in Table 7.3, curriculum training generally matches or sur-

passes mixed-data training in both in-distribution (PGPS9K) and out-of-distribution

(MathVerse) evaluations. Intuitively, Stage 1 on D1 consolidates general reasoning and

solution formatting under rich textual guidance; Stage 2 on D2 then compels stronger

visual grounding. This two-stage approach effectively improves both text-centric and

vision-centric performance.

7.4.2 Loss Perspective

Implementation We introduce a contrastive self-distillation KL loss to transfer rea-

soning ability from inputs with full text condition to those with partial text condition.

For each paired prompt that shares the same image and question, (x(1), x(2)) ∈ (D1,D2),
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Table 7.4: Loss perspective results.

PGPS9K MathVerse

Training Strategy Text Vision Avg Text Vision Avg

Qwen2.5-VL 3B
Plain 0.5840 0.4163 0.5002 0.4937 0.4317 0.4565
w\ KL 0.5595 0.4647 0.5321 0.4819 0.4158 0.4423
w\ KL + Curriculum 0.6122 0.5527 0.5825 0.4708 0.4223 0.4417

Qwen2.5-VL 7B
Plain 0.7305 0.5272 0.6289 0.4995 0.4442 0.4663
w\ KL 0.7328 0.5430 0.6379 0.5700 0.4879 0.5207
w\ KL + Curriculum 0.7342 0.6787 0.7065 0.5376 0.4855 0.5063

we first sample a sequence ŷ from πθ(· | x(1)). When this sequence is verified correct, we

align next-token distributions under the same prefix ŷ<t by defining pt := πθ(· | ŷ<t, x
(2))

and qt := stopgrad[πθ(· | ŷ<t, x
(1))]. We then minimize a forward KL averaged over time:

LcKL(θ) =
1

T

T∑
t=1

KL
(
pt ∥ qt

)
. (7.1)

The forward KL encourages the model’s response distribution under partial-text in-

puts to cover the high-confidence region of its own distribution under full-text inputs. In

practice, this KL loss is computed for all rollouts (without DAPO roll out batch group

filtering) and added to the RL objective with weight α = 0.01, providing a dense learning

signal and helping maintain the overall training loss optimization process stable. After

the contrastive KL loss has stabilized, the model is further fine-tuned on D2 to enhance

its visual reasoning ability.

Result We compare three training strategies in Table 7.4: ❶ Plain RL on D1, ❷ with

KL, i.e., adding the contrastive KL loss, and ❸ with KL + Curriculum, where the KL-

trained model is subsequently fine-tuned on D2. From the in-distribution results on

PGPS9K, both KL and KL + Curriculum consistently outperform the plain baseline,
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confirming that the KL term effectively transfers reasoning ability and stabilizes the

optimization process. However, on the out-of-distribution dataset MathVerse, the im-

provements are less consistent, likely due to annotation and representation mismatches

between the datasets. Specifically, PGPS9K provides explicit geometric cues, whereas

MathVerse often omits such markings, weakening cross-domain transfer. Overall, the

KL loss enhances general reasoning ability, while the subsequent curriculum fine-tuning

slightly degrades out-of-distribution performance, reflecting the impact of differing an-

notation styles across datasets.

7.5 Conclusion

We present a systematic study on reducing the modality gap of MLLMs through

reinforcement learning. Our experiments show that curriculum training effectively bal-

ances text-centric and vision-centric reasoning, and a KL-based self-distillation loss trans-

fers reasoning competence from text-rich to vision-centric inputs. Together, these find-

ings yield practical guidance: favor curriculum + contrastive KL to build MLLMs with

stronger and more balanced visual reasoning capabilities.
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Conclusion and Future Directions

8.1 Conclusion

This dissertation studies the dual role of text in vision-language models. On the

generation side, text serves as a powerful control interface that allows users to specify

visual intent through natural language. On the understanding side, text can also become

a shortcut that causes multimodal models to underuse visual inputs. Through these two

perspectives, this dissertation examines how text enables controllability in visual genera-

tion and how excessive reliance on text reveals limitations in multimodal understanding.

The first part of this dissertation focuses on text-controlled visual generation and edit-

ing. I study instruction-based image retouching with professional editing tools, where

an MLLM agent translates user requests into executable operations and learns from a

generalist reward model. I then study text-guided camera control in video generation,

where natural-language descriptions specify complex camera motions without requiring

explicit camera trajectories. I further investigate diffusion-based image generation and

editing, showing how text embeddings can be manipulated for visual attribute control

and how region-aware attention guidance can improve prompt-image fidelity. Together,
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these works demonstrate that text can provide an expressive and flexible interface for con-

trolling visual content across editing tools, image diffusion models, and video generation

systems.

The second part of this dissertation focuses on over-reliance on text in multimodal

understanding. I study this issue through spatial reasoning, visual planning, and geom-

etry reasoning tasks, where essential information must be inferred from images rather

than textual descriptions. These studies show that strong language reasoning does not

necessarily imply strong visual reasoning. Current MLLMs may perform well when tex-

tual cues are sufficient, yet struggle when they must rely on visual evidence. I further

explore training strategies that reduce excessive textual hints and encourage models to

reason more directly from images.

Overall, this dissertation contributes methods for building vision-language models

that use text effectively while maintaining strong visual grounding. Text can make visual

systems more controllable and accessible, but it should not replace visual perception and

reasoning. The studies in this dissertation suggest that future vision-language models

should be designed not only to follow language instructions, but also to faithfully ground

those instructions in visual content.

8.2 Future Directions

The findings in this dissertation suggest several directions for future research.

More flexible text-based control in visual generation. A first direction is to

develop visual generative models that support more flexible and fine-grained control

through natural language. Existing models can often follow high-level prompts, but

reliable control over specific visual aspects remains difficult. Future systems should allow
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users to control various features such as object layout, attributes, lighting, temporal

dynamics, and editing operations with greater precision. Such control should also be

robust to abstract, incomplete, or subjective instructions, since real users often describe

visual intent in natural language rather than through formal specifications. Achieving

this goal requires stronger grounding between text and visual representations, better

mechanisms for identifying which parts of the visual content should change, and methods

that preserve irrelevant content while modifying only the intended aspects.

Unified and simultaneous control across visual aspects. A second direction is

to move beyond separate models or separate mechanisms for different kinds of control.

Many current approaches treat attribute editing, layout control, and style control as

independent problems. However, real visual creation often requires these forms of control

simultaneously. For example, a user may want to change the style of an image, preserve

the identity of a subject, adjust local lighting, and maintain a specific spatial composition

at the same time. Similarly, video generation may require coordinated control over scene

content, object motion, camera movement, and temporal consistency. Future work should

develop unified frameworks that can integrate multiple control signals within a single

model or system. Such systems would reduce the need for task-specific control modules

and make text-guided visual generation more practical for complex creative workflows.

Balanced visual and textual understanding in MLLMs. A third direction is to

build multimodal models that integrate visual and textual information in a more bal-

anced way. Current MLLMs often benefit from strong language priors, but these priors

can also dominate model behavior when visual evidence is necessary. Future research

should study this imbalance across a broader range of tasks, including spatial reasoning,

visual question answering, embodied planning, and user-interface reasoning. These set-
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tings require different forms of visual grounding, from low-level perception to high-level

relational and causal reasoning. A more complete understanding of text-vision imbalance

will require benchmarks that separate what can be inferred from language priors from

what must be inferred from images. Beyond diagnosis, this imbalance also calls for train-

ing and evaluation pipelines that discourage models from relying on textual shortcuts.

This may involve reducing excessive textual descriptions during training, constructing

examples where language priors conflict with visual evidence, and evaluating models un-

der visual-only or visually critical settings. It may also require new reward models and

diagnostic tools that explicitly measure whether model predictions are grounded in the

image. These efforts can help move MLLMs toward stronger visual grounding and more

reliable multimodal reasoning.

Together, these future directions point toward vision-language models that are more

controllable in generation and more visually grounded in understanding. Such models

should use text as a powerful interface, while preserving the ability to perceive, reason

about, and act upon visual information directly.
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