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Abstract

Computational Approaches to Big Data and Deep Time in Ecology, Hydrology, and
Geomorphology

by

Richard Barnes

Doctor of Philosophy in Energy & Resources

and the Designated Emphasis in

Computational and Data Science and Engineering

University of California, Berkeley

Professor John Harte, Chair

Some of the most challenging problems in ecology, hydrology, and geomorphology
arise from processes which play out over large spatial scales and long time intervals.
High-resolution global digital elevation models are becoming available. They will
allow problems of broad spatial extent to be addressed, but only if we can handle the
enormous volume of data. Similarly, performance gains in computers now make it
feasible to test more complex theory using computational models, but only if efficient
techniques are used. In this dissertation I develop and demonstrate techniques for
handling large geospatial raster datasets and rapidly modeling ecological and hydro-
logical processes, producing results that are orders of magnitude more efficient than
previous work. Notably, these techniques work on both high-performance machines
and laptops. Finally, I apply the techniques to a challenging problem at the interface
of ecology, evolution, climate, and geology.
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Chapter 1

Introduction

1.1 Overview
Some of the most challenging problems in ecology, hydrology, and geomorphology
arise from processes which play out over large spatial scales and long time intervals.
Global digital elevation models are becoming available with unprecedented resolu-
tion. They will allow problems of broad spatial extent to be addressed, but only if we
can handle the enormous volume of data. Similarly, performance gains in computers
now make it feasible to test more complex theory using computational models, but
only if efficient techniques are used. In this dissertation I develop and demonstrate
techniques for handling large geospatial raster datasets and rapidly modeling eco-
logical and hydrological processes, producing results that are orders of magnitude
more efficient than previous work. Notably, these techniques work on both high-
performance machines and laptops. Finally, I apply the techniques to a challenging
problem at the interface of ecology, evolution, climate, and geology.

Big data. Digital elevation models (DEMs) are widely used in geospatial analysis
for estimating the hydrologic and geomorphic properties of terrain. These include
soil moisture, terrain stability, erosive potential, rainfall retention, and stream power.
Knowing these properties aids in the prediction of landslides, flooding, river avulsion,
and climate-water interactions [121, 9]. The availability of high-resolution, global-
scale digital elevation models (DEMs) will enable new science and aid in addressing
important questions in hydrology, geomorphology, agriculture, and climate science,
among other fields.

The size and resolution of DEMs has been growing. In 2014, the USGS began
releasing 30m Shuttle Radar Topography Mission (SRTM) DEM data for the en-
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tire land area of the planet [56]. This global dataset again comes in at about 200
billion cells. Just three years later, in 2017, the Polar Geospatial Center (PGC)
released ArcticDEM6: a 30 trillion cell DEM covering 14% of the planet at 2m reso-
lution. [139] The PGC is partnering with public and private agencies like the National
Geospatial-Intelligence Agency and Planet Labs to expand the spatial and tempo-
ral scope of their dataset. Ultimately, it will be possible to produce high-resolution
DEMs for most of the planet on a daily basis.

If each cell in a DEM can be considered independently or as part of a local neigh-
borhood, then computation is embarrassingly parallel and it is possible to process
datasets of this size efficiently using existing algorithms and infrastructure, such as
Google Earth. However, hydrological calculations cannot be performed in this way.
The flow of water from one cell to the next creates long-range interactions that could
not previously be effectively parallelized.

A core set of operations underpins many hydrologic and geomorphic models.
These include determination of terrain attributes such as slope and curvature; flow
routing; depression flooding and breaching; flat resolution; and flow accumulation.

Previous algorithms subdivided DEMs and used continuous communication to
simulate a single, large DEM on which to perform these operations. As chapters 2
and 3 will explored, this limits scalability. My work shows that it is possible to fully
decompose the some of the problems, allowing them to scale.

Specifically, my approaches ensure that, regardless of the DEM’s size: (a) each
DEM cell is accessed a fixed number of times; (b) all compute nodes remain fully
utilized; (c) the algorithms can run effectively on laptops or supercomputers; and
(d) only a fixed number of low-cost communication events are required. The algo-
rithms are optimal in terms of time, space, and communication complexity. No prior
algorithms can make these guarantees.

I have developed effective parallel algorithms for depression-filling and D8 flow
accumulation, two core operations in terrain analysis. These permit the processing of
datasets 1000 x larger than was previously possible, up to several trillion cells or more
(see chapter 2 and chapter 3). Depression-filling on the 120 billion cell 10m NED
dataset took 48min using 48 cores (chapter 2) and flow accumulation took 15min
(chapter 3. On a dataset small enough for the industry-standard TauDEM software
to process, the depression-filling algorithm ran 6.3 x faster, used 19 x less bandwidth,
70 x less communication time, and 7 x less RAM. Wall-times scaled linearly with the
size of the tested datasets culminating in a two trillion (1012) cell DEM equivalent in
size to the entire conterminous United States at 3m resolution. This is three orders
of magnitude larger than any DEM ever tested in the literature.

In addition to efficient computation, global digital elevation models cannot easily
be stored in rectangular grids: no such grid can be overlayed in a regular fashion onto
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the Earth’s oblate spheroid. Using a different cell geometry, such as a hexagon, allows
for a complete tessellation while having other desirable properties. chapter 5 explores
these tessellations and shows how they can be arranged to minimize distortion.

Developing holistic understanding of big raster data is a grand geospatial chal-
lenge. My work suggests that this challenge can be met.

Deep time. Geomorphology as a field has proposed a number of competing the-
ories about what forces govern the evolution of landscapes and how. Testing these
theories empirically is challenging: the systems involved have nonlinear dynamics
that play out over tens of thousands of years. However, accurate simulations can be
used as a tool to distinguish between competing theories.

The evolution of landscapes has practical applications in the storage of long-
term nuclear waste. The first attempt to perform such long-term modeling sought
to determine whether, when, and how a Strontium-90 plume under the West Val-
ley Demonstration Project would escape its confines. The LandLab 1.0 [21] and
Terrainbento [22] packages were used for this processing, which included a Bayesian
optimization stage to correlate model outputs with known landscape characteris-
tics. The effort required over one million compute hours (114 compute-years) [23,
24], highlighting the need for more efficient computation. A collaboration based on
the depression-filling techniques discussed in chapter 2 produced a 25,000 x speed-up
over Landlab 1.0’s depress-filling component (now released in Landlab 2.0 [21]). In
chapter 4 techniques for accelerating the landscape model’s governing equations are
discussed, the new techniques allow for faster calculations (minutes instead of hours)
on finer grids (10,000 x 10,000 cells vs. 500 x 500 cells).

Applications. Many of the applications of my work are still forthcoming through
various collaborations. One collaboration seeks to determine the rules which govern
the movement of rivers globally. Another combines the work here with new tech-
niques I’ve developed to study how ground- and surface-water have affected global
climate since the last glacial maximum [7, 8].

An outstanding challenge in both geology and ecology is how the processes these
fields study influence each other over long periods of time. chapter 6 begins to answer
this question through the development of a performant agent-based model which
captures feedbacks and historical contingencies by incorporating ecology, evolution,
geology, and climate. The model’s geology is relatively simple compared to that
expressed elsewhere in this work, but the chapter as a whole demonstrates the utility
of the approach while the other chapters collectively show how to improve the model’s
geology.
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Values. One of my goals with this work was to make my advances accessible. I
have done this in three ways.

First, my algorithms operate efficiently on both laptops and supercomputers:
they are able to make full and effective use of whatever resources are available. Such
“democratic algorithms" are necessary to ensure that the benefits of the computa-
tional advances are realized by all users, not just those who are well-resourced. That
is, the theoretical advances which make software effective and broadly usable en-
code values. Democratic algorithms are important for novel geospatial applications.
Cloud environments such as Google Earth are tempting because they enable users to
perform analyses that might otherwise be impossible, but they can also be traps that
prevent users from finishing their work if the necessary algorithms are not available,
in addition to issues of preservation and reproducibility.

Second, all of my work is available as open source software with extensive in-code
comments and unit tests (see individual chapters for specifics), as well as integrations
into high-level languages and tools like Python, GRASS, QGIS, and LandLab. This
stands in contrast to much of the scientific software I’ve seen; software which is
poorly written, poorly documented, and poorly tested.

Third, in some cases I have deliberately sacrificed maximal performance to make
my work more accessible to practitioners. This is especially so in chapter 4, where I
use OpenMP and OpenACC, rather than CUDA, for my implementations.

Challenges remain. Foremost, although my algorithms are efficient, they are not
yet general. It is unclear whether similar algorithms exist for other common terrain
analysis techniques. “Flow algebras" conceptualize a general approach [170] to this
problem, but have not yet been realized in practice. Graph algorithm building blocks
(GABB) [92] have been realized and may suffice, but are likely to be too general given
that many geospatial graphs are embedded-planar while GABB is suitable for any
topology.

1.2 Structure of the Dissertation
This dissertation is structured around five lead-authored papers that advance our
ability to handle big data and deep time when evaluating theory in several fields
including ecology, hydrology, and geomorphology. Each paper is characterized by the
use and/or advancement of computational methods to answer scientific questions or
to enable new science.

Each chapter corresponds to one of the papers. Citations from the papers have
been collected into a single bibliography.
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• Chapters 2 and 3 develop methods for handling the Big Data of Landscapes.
The chapters describe computational techniques which enable the processing of
global-scale digital elevation models. These techniques are shown to be orders
of magnitude better than previous work.

• Chapter 4 develops a method for handling the Deep Time of Landscapes.
Though this work deliberately uses simple techniques, it still produces an order-
of-magnitude speed-up over previous work.

• Chapter 5 considers how the big data of landscapes can be stored by exploring
how a particular class of discrete global grids interacts with geospatial data
under different projections.

• Chapter 6 demonstrates an interdisciplinary problem in deep time which can be
addressed by coupling ecologic and geologic models with efficient computation.

1.3 What we won’t get to
The work in this dissertation is extended in a number of published and in-review
publications I have not included.

• The work in Chapters 2, 3, and 4 assumes an impermeable landscape. Jim
Kirchner, Kerry Callaghan, and Andy Wickert all suggested that incorporat-
ing groundwater was a necessary and logical next step. A collaboration with
Callaghan and Wickert has yielded new techniques for handling ground- and
surface-water coupling that brings the goal of modeling these interactions glob-
ally within reach by reducing computational requirements by several orders of
magnitude (see: Barnes, Callaghan, and Wickert [7] and Barnes, Callaghan,
and Wickert [8]).

The work in Chapter 2, 3, and 5 deals with large graphs and big spatial problems.
I’ve explored these topics in other contexts as well:

• Electoral gerrymandering became a major concern after the 2010 redistricting,
especially in subsequent elections where both major political parties capital-
ized on the benefits of disenfranchising their political opponents. One way of
addressing the problem is to forbid districts which don’t pass certain geometric
thresholds. Barnes and Solomon [19] is a computational political science piece
which shows that such a test is likely fruitless: choices that must be made to
make such a measurements introduce fatal variations and biases into the results.
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Barnes and Solomon [19] builds on my expertise in geospatial problems by ex-
tending my work to vectorized data. A paper-in-progress demonstrates that
simple methods of redistricting have poor mathematical stability and tend to
disenfranchise more voters than they help. This work is helping inform math-
ematical and policy work aimed at reducing gerrymandering.

• Chapters 2 and 3 solve challenging graph problems. In Barnes et al. [20], I
combine graph analysis with machine learning by addressing a major barrier
to the utilization of public transit: variability in trip and waiting time. My
collaborators and I develop a neural network machine learning model to accu-
rately predict bus travel times; we achieve better training stability than and
a 30% MAPE improvement over the previous state of the art. This work is
currently powering Google Maps’ public transit predictions worldwide.

• Continuing with the theme of graph problems, Barnes, Delling, and Iyer [15]
shows that retrospectively finding the best routes in human mobility data can
be reduced to a large graph problem which can further be preprocessed using
contraction hierarchy methods to facilitate fast tuning of routing engines. This
work is being used to tune the Apple Maps routing engine.

In summary, what comes next is, as they say, further research.
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Chapter 2

Parallel Priority-Flood Depression
Filling For Trillion Cell Digital
Elevation Models On Desktops Or
Clusters

Barnes, Richard. (2016). Parallel priority-flood depression filling for trillion
cell digital elevation models on desktops or clusters. Computers & Geo-
sciences, 96, 56–68. doi: 10.1016/j.cageo.2016.07.001

Best Student Paper Award at Geomorphometry 2018
(together with chapter 3)

Outstanding Student Presentation Award at AGU 2019
(together with Chapters 3 and 4)

2.1 Abstract
Algorithms for extracting hydrologic features and properties from digital elevation
models (DEMs) are challenged by large datasets, which often cannot fit within a
computer’s RAM. Depression filling is an important preconditioning step to many of
these algorithms. Here, I present a new, linearly-scaling algorithm which parallelizes
the Priority-Flood depression-filling algorithm by subdividing a DEM into tiles. Us-
ing a single-producer, multi-consumer design, the new algorithm works equally well

http://dx.doi.org/10.1016/j.cageo.2016.07.001
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on one core, multiple cores, or multiple machines and can take advantage of large
memories or cope with small ones. Unlike previous algorithms, the new algorithm
guarantees a fixed number of memory access and communication events per subdi-
vision of the DEM. In comparison testing, this results in the new algorithm running
generally faster while using fewer resources than previous algorithms. For moder-
ately sized tiles, the algorithm exhibits ∼ 60% strong and weak scaling efficiencies
up to 48 cores, and linear time scaling across datasets ranging over three orders of
magnitude. The largest dataset on which I run the algorithm has 2 trillion (2 · 1012)
cells. With 48 cores, processing required 4.8 hours wall-time (9.3 compute-days).
This test is three orders of magnitude larger than any previously performed in the
literature. Complete, well-commented source code and correctness tests are available
for download from a repository.

2.2 Introduction
Digital elevation models (DEMs) are representations of terrain elevations above or
below a chosen zero elevation. Raster DEMs, in which the data are stored as a rectan-
gular array of floating-point or integer values, are widely used in geospatial analysis
for estimating a region’s hydrologic and geomorphic properties, including soil mois-
ture, terrain stability, erosive potential, rainfall retention, and stream power. Many
algorithms for extracting these properties require that, by following flow directions
downhill from one cell to another, it is always possible to reach the edge of the DEM.

Depressions (see Lindsay [104] for a typology) are inwardly-draining regions of
a DEM which have no outlet and, therefore, confound such algorithms. Although
depressions may be representative of natural terrain, such as in the Prairie Pothole
Region of the United States, they may also result from technical issues in the DEM’s
collection and processing, such as from biased terrain reflectance or conversions from
floating-point to integer precision. [125] Note that depressions are distinct from pits,
which are single DEM cells whose neighbors all have a higher elevation.

Depressions may be dealt with by filling them in to the level of their lowest
outlet, as will be done here. Several authors have argued that this approach produces
inferior results compared to approaches which either solely breach depression walls
or combine breaching and filling. [104, 113, 74, 103, 47] As a particularly egregious
example of a situation in which breaching would be better, Metz, Mitasova, and
Harmon [117] shows one river along which 92% of cells were adjusted by depression-
filling. However, a DEM may be modified extensively without compromising results,
depending on the nature of the analysis being done. Additionally, breaching and
hybrid approaches continue to lag behind recent developments in depression-filling,
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including the one described here, both in terms of execution times and the size of
the DEM it is possible to process.

For a given DEM Z, depression-filling, such as described by this paper, produces
a new DEM W defined by the following criteria [138]:

1. The elevation of each cell of W is greater than or equal to its corresponding
cell in Z.

2. For each cell c of W , there is a path that leads from c to the boundary by
moving downwards by an amount of at least ε between any two cells on the
path, where ε may be zero. Such a path is referred to as an ε-descending path.

3. W is the lowest surface allowed by properties (1) and (2).

This paper considers only the most common case wherein ε = 0. Setting ε > 0
requires more complex methods than those described here.

DEMs have increased in resolution from 30–90m in the recent past to the sub-
meter resolutions becoming available today. Increasing resolution has led to increased
data sizes: current DEMs are on the order of gigabytes and increasing, with billions
of cells. Even in situations where only comparatively low-resolution data is available,
a DEM may cover large areas: 30m Shuttle Radar Topography Mission (SRTM) el-
evation data has been released for 80% of Earth’s landmass. [56] While computer
processing and memory performance have increased appreciably, development of al-
gorithms suited to efficiently manipulating large DEMs is on-going.

If a DEM can fit into the RAM of a single computer, several algorithms exist
which can efficiently perform depression-filling operations (see Barnes, Lehman, and
Mulla [18] for a review and Zhou, Sun, and Fu [199] for the latest work in this area).
If a DEM cannot fit into the RAM of a single computer, other approaches are needed.

In this paper, I will argue that existing approaches are inefficient and do not scale
well. I will then present a new algorithm which overcomes the problems identified.
The new algorithm is able to efficiently fill depressions in DEMs with more than a
trillion cells and will work on both single-core machines and supercomputers. The
algorithm achieves this by subdividing not just the data, but the problem itself: it
is able to limit communication to a fixed number of events per subdivision and I/O
to a fixed number of events per DEM cell. The algorithm may also offer efficiency
advantages even if a DEM can fit entirely into RAM.

2.3 Background
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Source Year Cells Resolution Dimensions Adjective Time (min) Min/Cell
This paper (RichDEM) 2016 2 · 1012 10m ∼1,291,7152 rather large 287 8 · 10−9

Gomes et al. [67] 2012 3 · 109 30m 50,000 x 50,000 huge 58 1 · 10−8

Do, Limet, and Melin [50] 2010 2 · 109 ?? 36,002 x 54,002 huge 21 1 · 10−8

Do, Limet, and Melin [49] 2011 2 · 109 ?? 36,002 x 54,002 huge ??
Yıldırım et al. [196] (TauDEM) 2015 2 · 109 10m 45,056 x 49,152 large ??
Arge et al. [6] (GRASS) 2003 1 · 109 10m 33,454 x 31,866 massive 3720 3 · 10−6

Lindsay [104] (Whitebox GAT) 2015 9 · 108 3 arc-sec 37,201 x 25,201 massive 8.6 1 · 10−8

Tesfa et al. [171] 2011 6 · 108 ?? 24,856 x 24,000 large 20 3 · 10−8

Wallis et al. [183] (TauDEM) 2009 4 · 108 ?? 14,949 x 27,174 large 8 2 · 10−8

Danner et al. [47] 2007 3 · 108 3m ?? massive 445 1 · 10−6

Metz et al. [117, 118] (GRASS) 2010 2 · 108 30m ?? massive 32 6 · 10−7

Table 2.1: DEM sizes, dimensions, and processing times for authors working with large DEMs. The table
should be used only to develop a sense of the maximum sizes and the range of times it can take to process
large DEMs. Times between algorithms should not be directly compared as different hardware has been used
in all cases and different operations have been performed in many cases. For instance, Yıldırım et al. [196]
performs depression-filling while Lindsay [104] performs depression breaching. The authors’ description of the
size of their data is also included; all authors used “large". Some algorithms are part of larger terrain analysis
suites, these are listed in parentheses.
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Existing algorithms have taken one of two approaches to DEMs that cannot fit
entirely into RAM. They either (a) keep only a subset of the DEM in RAM at any
time by using virtual tiles stored to a computer’s hard disk or (b) keep the entire
DEM in RAM by distributing it over multiple compute nodes which communicate
with each other. I argue here that existing algorithms pay high costs in terms of
disk access and/or communication which prevent them from scaling well; the new
algorithm pays much lower costs.

Table 2.1 lists several authors mentioned here who have developed algorithms
specifically for large DEMs. The sizes of the largest DEMs they test are listed,
along with their choice of adjective to describe this size. Gigacell (109 cells) DEMs
represent the upper limit of these tests. Here, I will go further than “massive" and
bigger than “huge" by testing a trillion cell, or teracell (1012 cells), DEM. After ruling
out “ginormous", I refer to this new size class as being rather large.

Virtual Tiles

The virtual tile approach subdivides a DEM into tiles, a limited number of which
can fit into RAM at a given time. When the RAM is full, tiles which are not being
used are written to the hard disk. Virtual tiles are advantageous because they can be
easily incorporated into any existing algorithm by modifying the algorithm so that
it accesses data through a tile manager. The tile manager maps cells to tiles and,
if the tile is not in memory, retrieves it, possibly writing an old tile to disk first.
Since hard disk access is slow, existing algorithms reduce I/O by favoring access to
nearby rather than distant cells. This helps increase the locality of access, which
is favourable for caching. Unfortunately, virtual tile algorithms are unable to make
strong locality guarantees and therefore, are ultimately unable to limit how often a
particular tile will be loaded into memory.

Arge et al. [6], whose work is encapsulated in the TerraFlow1 package and
included with GRASS [70], was one of the first to examine I/O efficient algorithms
for depression-filling (among other operations). As discussed in their paper, since
disk access is costly, blocks of data are read from memory in an attempt to amor-
tize this cost. Arge et al. describe a depression-filling algorithm which is bounded
by O(N logN) I/Os and O(N logN) operations (see their paper and Aggarwal and
Vitter [3] for a more exact description of the access complexity). Details of the algo-
rithm’s memory management are not described. They compared the speed of their
algorithm against ArcInfo 7.1.2 (an industry-standard for the time) and achieved
run-times twice as fast and completed larger problems. Danner et al. [47] describes

1http://www.cs.duke.edu/geo*/terraflow/

http://www.cs.duke.edu/geo*/terraflow/
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an algorithm similar to Arge et al. [6], but theirs performed a breaching operation
on depressions.

Metz, Mitasova, and Harmon [118] present a Priority-Flood [18] depression-
breaching algorithm (now included with GRASS). The algorithm uses the GRASS
segment library as a tile manager and, in comparison testing, achieves run-times
almost twice as fast as Arge et al. [6], though the authors note that they expect that
the algorithm by Arge et al. [6] would be faster on larger datasets.

Gomes et al. [67] present a virtual tile approach using an O(N) integer variant
Priority-Flood in their EMFlow package2. The DEM is subdivided into tiles accessed
via a tile manager. Tiles are compressed before being written to memory to limit the
amount of memory to be written and, later, read; this halves the execution time of
the algorithm. Locality is achieved by using a “least recently used" (LRU) cache to
evict the least-recently used tile from memory. As the flood proceeds, it may produce
“islands" of unprocessed terrain. These islands, if present, are detected and processed
one at a time, which further increases locality. The algorithm out-performs that of
Arge et al. [6] by ∼20 x on the largest DEMs they consider. Their implementation
is limited to 2-byte integer data on square datasets.

Yıldırım et al. [196] present3 a similar algorithm with the addition of shared
memory parallel processing. The input DEM is divided into tiles and each tile is
associated with its own thread. The threads then perform some computations in
parallel and regularly synchronize their border information. Tiles are managed by a
centralized thread which swaps out the least recently used tile and tries to prefetch
tiles it anticipates will be needed. At its heart, the Yıldırım et al. algorithm relies
on the Planchon and Darboux [138] algorithm, which repeatedly sweeps the entire
DEM until all depressions are filled.

Though some authors continue to base their work on the Planchon–Darboux
algorithm [196, 195] and many practitioners use it, there is good evidence to suggest
that it has been superseded by the Priority-Flood: for their largest dataset, Wang
and Liu [184] find that their variant of the Priority-Flood algorithm runs 3 x faster
than Planchon and Darboux. In turn, Barnes, Lehman, and Mulla [18]4 achieve
run-times 16% faster than Wang and Liu. Zhou, Sun, and Fu [199]5 achieve run-
times 44.6% faster than Barnes, Lehman, and Mulla. These speed-ups are due to
continuous decreases in the time complexity of the algorithms involved, from the
O(N1.2) complexity of the Planchon and Darboux algorithm to the O(m logm) with
m� N complexity of the Zhou, Sun, and Fu algorithm.

2https://github.com/guipenaufv/EMFlow
3https://bitbucket.org/ahmetartu/hydrovtmm
4https://github.com/r-barnes/Barnes2013-Depressions
5https://github.com/zhouguiyun-uestc/FillDEM

https://github.com/guipenaufv/EMFlow
https://bitbucket.org/ahmetartu/hydrovtmm
https://github.com/r-barnes/Barnes2013 -Depressions
https://github.com/zhouguiyun-uestc/FillDEM
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The algorithms above all use virtual tile methods to handle DEMs too large to fit
into RAM. Although a range of techniques are used to increase access locality and
speed including island detection, LRU-caches, and prefetching, all of the underlying
depression-filling algorithms work by flooding terrain inwards from the perimeter of
the DEM. Therefore, all of these algorithms must at least load the entire perimeter
before they can begin flooding terrain. Walking the perimeter of a DEM is inherently
non-local and, for large DEMs with long perimeters, many tiles may be loaded and
evicted from the cache.

In general, there is no way to guarantee locality and disparate tiles may need
to be repeatedly loaded. Therefore, the number of memory accesses will tend to
increase with the size of the DEM; this decreases the scalability of the algorithms,
as will be demonstrated in §2.7. The algorithm presented here is superior to existing
virtual tile approaches because it can guarantee locality and ensure that each tile is
accessed a fixed number of times, regardless of the size of the DEM.

Parallel, Multiple Nodes

Distributing a DEM over several compute nodes may seem to be a solution to this as
the entire DEM can then be kept in RAM and, indeed, several authors have pursued
this path.

Wallis et al. [183] (part of TauDEM6) modify the aforementioned Planchon and
Darboux [138] algorithm by dividing the DEM into a series of strips each of which is
managed by its own process. Each of the full DEM sweeps required by Planchon and
Darboux is performed in parallel and all nodes communicate with their neighbours
after each sweep.

Do, Limet, and Melin [50] and Do, Limet, and Melin [49] calculate catchment
basins and flow accumulation, respectively, using a distributed minimum spanning
tree algorithm. Depressions are not explicitly treated. Their approach passes edge in-
formation in addition to graph information between nodes, each of which holds a tile
of the larger DEM. They do not provide an analysis of their algorithm’s communica-
tion requirements nor source code. Using 8 processors their method is approximately
10 x faster than that of Arge et al. [6]. Note that this implies that their algorithm is
out-performed by Gomes et al. [67].

Tesfa et al. [171] assume a depression-filled DEM, divide the large DEM into
strips, and regularly synchronize information between the strips to calculate hydro-
logical proximity measures.

6https://github.com/dtarb/TauDEM

https://github.com/dtarb/TauDEM
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Yıldırım et al. [196], as described above, uses parallel processing in shared memory
on a single machine to process a tiled DEM. This captures some of the speed gains
of a fully parallel approach while decreasing the number of processors required by
using a tile manager; however, their algorithm still requires frequent interprocess
communication.

For large DEMs, strips such as those used by Wallis et al. [183] and Tesfa et al.
[171] will be too large to fit into a single worker’s memory, so any approach based
on this cannot scale, though it is generally possible to convert a strip approach into
a tiled approach [196].

Frequent internode communication, as employed by many of the aforementioned
algorithms, is necessary to synchronize the nodes, but can slow down the progres-
sion of the algorithm. More problematically, existing algorithms (except for that of
Yıldırım et al. [196]) require that enough nodes be available to hold the entire DEM
in RAM (otherwise a tile-swapping approach, prone to the aforementioned problems,
would be required). Since node count is a factor in supercomputer scheduling, delays
in the commencement of calculations may dominate the time-to-solution. As an al-
gorithm progresses towards a solution, many nodes may be functionally idle, which
unnecessarily wastes supercomputing service units and monopolises resources.

The algorithm presented here is superior to existing parallel computing approaches
because it can (a) guarantee that all nodes remain fully utilised (save for a fixed num-
ber of brief synchronization events), (b) it can operate using fewer nodes than would
be required to hold the entire dataset, and (c) it requires only a fixed number of
internode communications and disk accesses. This results in significant performance
improvements over an existing algorithm.

2.4 The Algorithm
Earlier, a depression-filled surface W was defined. The effect of the algorithm is
to produce this surface, which will be referred to as the global solution. Since I am
considering DEMs too large to fit into RAM all at once, tiles will be used to calculate
intermediate solutions which, together, can be used to construct the global solution.

The algorithm has a single-producer, multiple-consumer design which proceeds
in three stages. (1) The producer allocates tiles to the consumers, who calculate an
intermediate based on the tile and pass a small amount of information about the
intermediate back to the producer. (2) Based on this data, the producer calculates
the information needed for each consumer to independently produce its share of a
global solution. (3) It provides this to the consumers who modify their intermedi-
ates based on it. The modified intermediates collectively form the global solution: a
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Acceptable Unacceptable

Figure 2.1: An example of an acceptable and an unacceptable tiling.

depression-filled DEM. This design is effectively two sequential MapReduce opera-
tions and is general enough to be implemented with either threads or processes using
any of a number of technologies including OpenMP, MPI, Apache Spark [198], or
MapReduce [48]. Here, I use MPI.

The third stage of the algorithm modifies intermediates generated by the first
stage. But this modification cannot take place until after the second stage has
completed. There are three strategies for caching these intermediates which affect
both the speed and the RAM requirements of the algorithm as a whole. These
strategies are as follows. (a) The evict strategy: a consumer evicts its intermediates
from RAM and works on other tiles. This option uses the least RAM and disk space.
(b) The cache strategy: a consumer writes its intermediates to disk and works on
other tiles. There is a related strategy, cacheC in which the intermediate data
is compressed before being written to disk. This strategy uses the same RAM as
evict, but more disk space. Which strategy is fastest will depend on hardware
configurations and should be determined by testing. (c) The retain strategy: a
consumer keeps its intermediate in RAM at all times.

If the DEM cannot fit entirely into the RAM of the available node(s), the evict
and cache strategies still allow the DEM to be processed. In the limit, only the
producer’s information and a single tile need be in RAM at a time. This allows
large DEMs to be efficiently processed by a single-core machine, decreasing resource
costs and democratizing analysis. Additional RAM and cores, as may be available on
high-end desktops or supercomputers, will result in faster time-to-completion. Only
if sufficient RAM is available such that the entire dataset can be stored in RAM at
once, can the retain strategy can be used. This strategy will result in the fastest
time-to-completion.

To proceed, the DEM is first subdivided into rectangular tiles. These need not all
have the same dimensions, but any two adjacent tiles must share the entire length
of their adjoining edges, as exemplified by Figure 2.1. Relaxing these restrictions
would be straight-forward, but is not done here in order to maintain simplicity of
presentation.
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max=5

Figure 2.2: Solving a single tile. The Priority-Flood begins by adding all of the edge
cells to the priority queue. Queued cells are represented by a black circle. Each
edge cell is the mouth of its own watershed, represented with different colours here.
The queue’s lowest cell c is dequeued and its neighbours added to the queue; the
neighbours inherit c’s watershed label. Depressions are filled in. When two different
watersheds meet, the maximum elevation of the two meeting cells is noted: here
there are five distinct elevation levels and the two watersheds meet at an elevation
of 5. If this noted elevation is the lowest of any meeting of the two watersheds, it is
retained as the watersheds’ spillover elevation. Further details are provided in [18].

If the DEM comes in a pre-tiled form, as is the case with the datasets consid-
ered here, these tiles can be used without modification as long as they meet the
aforementioned requirements. If the DEM is not pre-tiled, i.e. comes in a single file,
appropriate tile dimensions can be specified by the user and portions of the file can
then be read as tiles.

Solving a Single Tile

In each tile, all depressions are filled and each cell is associated with a “watershed": a
collection of cells which all drain to the same outlet cell. This operation is performed
by the watershed variant of the Barnes, Lehman, and Mulla [18] Priority-Flood
algorithm and applied to each tile, as described in the next paragraph. Zhou, Sun,
and Fu [199] have recently published a new variant of Priority- Flood which runs
almost twice as fast as that presented by Barnes, Lehman, and Mulla The Zhou,
Sun, and Fu algorithm is too complex to present here, but minor modifications make
it a direct substitute for the Barnes, Lehman, and Mulla algorithm, so I use the
former for timing tests and the latter for description. If, in the future, even faster
algorithms than that of Zhou, Sun, and Fu emerge, these could likewise be used.

The Barnes, Lehman, and Mulla algorithm adds DEM cells to a priority-queue
pq which efficiently (in O(logN) time per cell) orders the cells such that the cell
with the lowest elevation is always at the front of pq; NoData cells are taken to be
lower in elevation than any cell with data. The algorithm is initialized by adding all
of the DEM’s edge cells to pq.
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When a cell c is popped from pq, if c does not already have a watershed label
then its neighbours ni are considered. c will be given the label of the first ni (if any)
found which already has a watershed label and is at an elevation less than or equal
to c. If no such ni is found, then c is given a new label.

Next, the elevation of any unlabeled ni which has an elevation less than c is
increased to match that of c. This step fills in depressions because pq guarantees
that any cell which is lower than c and not part of a depression would have been
visited before c.

All ni which had not been previously labeled are given the same label as c,
indicating they are now part of the same watershed. For all of the ni which had
been previously labeled, the maximum elevation of c and ni is noted and, if ni has a
different label from c and this elevation is less than the elevation of any previously
observed meeting of the two labels, it is retained. This is the lowest spillover point
from c’s watershed to n’s watershed. Cumulatively, all of the spillover points form a
spillover graph connecting watersheds together.

Finally, all ni which had not been previously labeled are added to pq and the
process repeats.

Once there are no more cells in pq, this step of the process is done. At this point,
if the tile being considered was adjacent to one of the edges of the DEM, all of the
cells’ labels on that edge are noted as being connected via their minimum elevation
to the special label 1. This same information is depicted graphically in Figure 2.2, in
pseudocode in Algorithm 2.1, and with extensively commented supplementary source
code. The net effect of performing this step on each tile is shown in Figure 2.3.

Algorithm 2.1 Subdivision Priority-Flood: This is a variation of Algorithm 5 of
Barnes, Lehman, and Mulla [18]. A plain queue is used to accelerate the standard
Priority-Flood and a common label is applied to all cells draining to an outlet. Upon
entry, (1) DEM contains the elevations of every cell or the value NoData (which is
assumed to be a very negative number) for cells not part of the DEM. (2) DEM may be a
tile of a larger DEM. At exit, (1) DEM contains no depressions. (2) Labels contains a
label for every cell. (3) All cells which drain to a common point at the edge of the DEM
bear the same label. (4) Graph associates label pairs with the minimum spillover
elevation between the labels.
1: Let Tile be tile info from Algorithm 2.3.
2: Let Open be a min-first priority queue
3: Let Pit be a plain queue
4: Let Labels have the same dimensions as DEM
5: Let Labels be initialized to 0
6: Let Graph associate label pairs with elevations
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a b c
0 1 2 3 4 5 6 7 8 9

Figure 2.3: Global View of Solving a Single Tile. Cells are shown as small squares
with black borders and tiles as larger 7 x 7 squares separated by white space. Colours
in (a) and (b) correspond to elevations, as shown in the legend. Colours in (c) cor-
respond to various watershed labels; even though the same label colour may appear
in separate tiles each label should be considered globally unique. (a) shows the raw
DEM. In (b) the Priority-Flood depression filling operation described in §2.4 and
Figure 2.2 has been performed. The effect of this is that the tiles no longer have
internal depressions; this difference is most notable in the central tile. Another effect
of this is that each tile is now associated with a “watershed": a set of cells which
drain to a common point. These watersheds are shown in (c). Note that although
the central tile does not contain depressions, many of the cells in the central tile are
part of a depression when the DEM is considered as a whole.

7:
8: Receive Tile from the producer
9: Read the specified portion of the full DEM into DEM
10: for all c on the edges of DEM do
11: Push c onto Open with priority DEM (c)
12: end for
13: while either Open or Pit is not empty do
14: if Pit is not empty then
15: c← pop(Pit)
16: else
17: c← pop(Open)
18: end if
19: if Labels(c) = 0 then
20: if ∃ a neighbour n s.t. Labels(n) 6= 0 and DEM(n) ≤ DEM(c) then
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21: Labels(c)← Labels(n)
22: else
23: Labels(c)← uniquelabel()
24: end if
25: end if
26: for all neighbors n of c do
27: if Labels(n) 6= 0 then
28: if Labels(c) = Labels(n) then
29: repeat loop
30: end if
31: e← max

(
DEM(c),DEM(n)

)
32: oe← Graph

(
Labels(c),Labels(n)

)
33: if oe = null or e < oe then
34: Graph

(
Labels(c),Labels(n)

)
← e

35: end if
36: else
37: Labels(n)← Labels(c)
38: if DEM(n) ≤ c.z then
39: DEM(n)← c.z
40: Push n onto Pit with z = c.z
41: else
42: Push n onto Open with priority DEM (n)
43: end if
44: end if
45: end for
46: end while
47: if this was an edge tile then
48: for all cells c on the edge of the DEM do
49: oe← Graph

(
Labels(c), 1

)
50: if oe = null or DEM(c) < oe then
51: Graph

(
Labels(c), 1

)
← DEM(c)

52: end if
53: end for
54: end if
55: Return edges of DEM and Labels, along with Graph in a Tile to the producer

Constructing a Global Solution

As each tile finishes being processed, as described above, its consumer sends some
information about the tile to the producer, as described in the next paragraph.
Once this information is sent, the consumer can apply one of the caching strategies
described above: evict, cache, or retain. If cache or retain are used, the
depression- filled DEM and the watershed labels of each cell must be saved. The
spillover graph can be discarded.
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Algorithm 2.2 HandleEdge: Combine two tiles by joining their edges. An analogous
algorithm for handling corners is not shown. Upon entry, (1) DEMA and DEMB contain
the elevations of an adjoining edge of the tiles A and B. LabelsA and LabelsB contain the
labels of an adjoining edge of the tiles A and B. Graph is a master graph containing the
partially-joined graphs of all of the tiles. It is modified in place. At exit, (1) DEMA,
DEMB, LabelsA, and LabelsB are unmodified. Graph associates labels between the two
tiles with the minimum elevation required to spill between them.
1: Let DEMA be a vector of cell elevations from tile A
2: Let LabelsA be a vector of cell labels from tile A
3: Let DEMB be a vector of cell elevations from tile B
4: Let LabelsB be a vector of cell labels from tile B
5: Let Graph be an association of pairs of labels with an elevation
6: for all i in Length(DEMA) do
7: for all ni ∈ i+ {−1, 0, 1} do
8: if ni < 0 then repeat loop
9: if ni = Length(DEMA) then repeat loop
10: if LabelsA(i) = LabelsB(ni) then repeat loop
11: e← max

(
DEMA(i),DEMB(ni)

)
12: oe← Graph

(
LabelsA(i),LabelsB(ni)

)
13: if oe = null or e < oe then
14: Graph

(
LabelsA(i),LabelsB(ni)

)
← e

15: end if
16: end for
17: end for

Figure 2.4: Handle Edges. The adjoining edge cells of tiles are used to construct
a global solution. Here cells have elevations corresponding to the number in their
center and belong to watersheds denoted both by their colour and the orientation
of the small black box. All cells are compared with their neighbours in the adjacent
tile, as denoted by the black lines in the upper half of the figure. After the algorithm
is finished, the spillover elevation of all adjacent watersheds is known, as depicted by
the right-hand side of the figure. In each cell-cell comparison, the maximum elevation
of the pair is that pair’s spillover. For each watershed-watershed pair, the minimum
of the cell-cell comparisons is the watershed spillover. As an example, consider just
one pair of watersheds: min(max(4, 5),max(4, 1)) = min(5, 4) = 4.
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Figure 2.5: Communication Required for a Global Solution. (Refer to Figure 2.3
for an explanation of colours.) A portion of the information shown in Figure 2.3 is
needed to construct a global solution. The elevations of each perimeter cell (shown
in (a)), the labels of each perimeter cell (shown in (b)), and the spillover graphs of
each tile (shown in (c)) are sent to a central node. The central tile does not have a
spillover graph because all of the cells are part of the same watershed: a node for
this watershed is created later (see Figure 2.6).

The consumer sends the following information to the producer: (a) the elevations
of each cell on all four edges of the tile, (b) the labels of each cell on all four edges
of the tile, and (c) the tile’s spillover graph. Figure 2.5 depicts this. The amount of
information sent is therefore proportional to the length of the tile’s perimeter and its
number of watersheds; all of this information is sent only once per tile. Communi-
cation costs and data sizes are discussed theoretically in §2.5 and empirically in §2.7
and Table 2.3.

The producer uses non-blocking communication to delegate unprocessed tiles to
consumers in round-robin fashion. The producer then uses a blocking receive to
collect data from the consumers as they finish processing. Once all of the tiles have
been processed, the elevation and label information is used to merge all of the tiles’
spillover graphs into a single, large spillover graph encompassing all of the watersheds
in the DEM. To do this, the labels of each tile are adjusted so that they are globally
unique (except for the special label 1, which indicates the edge of the DEM) and
each of the separate graphs are unioned into a large graph.

Next, each pair of adjoining edges is considered and used to connect the individual
tiles’ spillover graphs together. Each cell c of an edge is adjacent to 2–3 neighbouring
cells ni in its adjoining edge. For each pair of cells {c, ni}, the maximum elevation of
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Figure 2.6: Depression-Filling on the Global Spillover Graph. As described by §2.4,
the information communicated from each tile, as shown in Figure 2.5 is combined
to form a global spillover graph (shown in (a)). Priority-Flood depression-filling is
performed on this graph to determine the minimum elevations of each label (shown
in (b)). These graphs are too large to comfortably put in print, but can be read in
electronic versions of this paper. Figure 2.2 provides a visual representation of how
the Priority-Flood works.

the two cells is noted and retained if the labels of the two cells differ and no previous
meeting of the two labels has generated a lower elevation. A similar procedure is
performed for the corner cells of tiles which are diagonally adjacent. This same
information is depicted graphically in Figure 2.4, in pseudocode in Algorithm 2.2,
and via extensive comments in the supplementary source code.

The resulting large graph is itself a digital elevation model. All of the water-
sheds (represented by nodes in the large graph) adjacent to the edges of the DEM
have been linked to a single node with the special label 1 (§2.4) which is taken to
have an elevation of −∞. This is used to seed a Priority-Flood (Algorithm 2 from
Barnes, Lehman, and Mulla [18]) which sets the elevation of each node of the spillover
graph to the level of the lowest spillover point by which that node can be accessed.
Figure 2.6 depicts this.

Broadcasting & Finalizing the Global Solution

Recall that nodes represent watersheds, which may consist of cells of many differ-
ent elevations. The foregoing has established the minimum elevation any cell in
the watershed may have while still being guaranteed of draining to the edge of the
DEM. Therefore: any cell with that watershed’s label below this level must have
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Algorithm 2.3 Main Algorithm: Upon entry, (1) DEM contains the elevations of
every cell or the value NoData (a very negative number) for cells not part of the DEM. At
exit, (1) DEM contains no depressions. Communication is assumed to be non-blocking,
except where otherwise noted. Consumers perform their calculations asynchronously with
respect to the Producer. Note that consumers must be assigned the same tiles in the first
and second part of the algorithm for retain to work.
1: Let Consumers be a thread/process pool
2: Let a tile have the filename, dimensions, edge information, and spillover graph for a tile
3: Let Tiles be a collection of tiles
4: Let MGraph be a graph which associates pairs of labels with elevations
5: Let DEM be a rather large digital elevation model
6:
7: Divide DEM into tiles
8: for all tiles b do
9: Delegate b to the next consumer t
10: Have t perform Algorithm 2.1 on b
11: If there are no more consumers start again at the first
12: end for
13: while any tile is still unreceived do
14: Block until any consumer returns
15: Store the information returned
16: end while
17:
18: Make the labels of Tiles globally unique
19: Merge all graphs in Tiles into MGraph
20:
21: for all adjoining edges e of adjacent tiles do
22: Pass e and MGraph to Algorithm 2.2
23: end for
24: for all adjoining corners c of diagonally adjacent tiles do
25: Pass c and MGraph to an Algorithm 2.2 analogue
26: end for
27:
28: Run Alg. 2 from Barnes, Lehman, and Mulla [18] on MGraph’s labels
29: Let MResult be the elevation of each label after this
30: Adjust MResult back to tile-specific labels
31:
32: for all tiles b do
33: Send b and its portion of MResult to the next consumer t
34: if t cached the results of Algorithm 2.1 then
35: Let t load the cached results
36: else
37: Let t rerun Algorithm 2.1
38: end if
39: Let t raise the elevation of cells to match MResult
40: If there are no more consumers start again at the first
41: end for
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Figure 2.7: Progression to a Global Solution. (a) shows the raw DEM and (b) shows
the result of performing depression-filling on each individual tile, as in Figure 2.3.
(c) shows the result of raising the each cell to the minimum elevation of its label as
determined by the depression-filled global spillover graph shown in Figure 2.6. (c)
therefore represents the desired, depression-filled DEM and contains no depressions
at any scale. Each tile can be saved separately or combined into a single output.
The central tile most clearly shows the progression.

its elevation increased. To accomplish this, the labels are adjusted to once again be
tile-specific. The labels and their associated global elevations are then distributed to
their respective tiles.

In order to perform this final elevation adjustment, each tile needs the depression-
filled elevations and labels generated in §2.4 by Algorithm 2.1. How these are now
obtained depends on the chosen caching strategy. If, (a) evict was used, then the
intermediate must be recalculated as described by §2.4, and then the aforementioned
adjustment made. Alternatively, if (b) cache or (c) retain were used, then a single
O(N) scan of the tile is sufficient to finalize the solution. The pros and cons of these
strategies are discussed in §2.5.

Ultimately, each tile is saved separately to disk for further processing, which may
include mosaicing the tiles back into a single depression-filled DEM. The foregoing
information is encapsulated in Algorithm 2.3 and via extensive comments in the
supplementary source code.
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2.5 Theoretical Analysis

Time Complexity

The time complexity of the algorithm is a function of the time taken to process
each individual tile and the time taken to build the global solution. Individual tiles
are processed using some variant of Priority-Flood. If n is the number of cells per
tile, this takes O(n + m logm) time per tile (O(n) for integer data) where m ≤ n;
typically, m � n. Let us assume the worst-case, which implies O(n log n) time per
tile.

The global solution requires that Priority-Flood be performed on the combined
spillover graph of the tiles. The number of nodes in this graph is proportional to the
number of watersheds. The maximum number of watersheds a tile can have is equal
to its number of edge cells, which is ∼ 4

√
n. If we call the number of tiles T , then

the global solution takes O(T
√
n log T

√
n).

Once this graph has been processed, if the individual tiles were cached, then
an O(n) sweep per tile is sufficient to finish the job, otherwise, if evict was used,
Priority-Flood must be performed on each tile followed by an O(n) sweep. Assuming
the worst case, finalizing takes O(n log n) time.

Therefore, in the worst-case, the total time is O(Tn log n) or O(Tn) for integer
data. Either way, for a fixed tile size, the algorithm is linear in the number of
cells. Running a single Priority-Flood on the entire dataset at once would take
O(Tn log Tn) time (O(Tn) for integer data) [18]; therefore, the new algorithm should
be faster even without employing multiple cores. The aforementioned Planchon and
Darboux [138] algorithm operates in O((Tn)1.2) time; this is significantly slower than
the new algorithm.

Disk Access

The new algorithm guarantees that each tile, and therefore, each cell, need only
be loaded into memory a fixed number of times. Recall from §2.4 that there are
three memory retention strategies. (a) retain. The entire dataset is retained in
the memory of the nodes at all times: this requires one read and one write per
cell. (b) cache. The dataset cannot fit entirely into the memory of the nodes, so
intermediate results (labels and elevations) are cached to disk: this requires three
reads and three writes per cell. The cacheC strategy would require less, but this
is difficult to analyze due to the many compression algorithms that could be used.
(c) evict. No intermediates are cached: this requires two reads and one write per
cell.
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retain is the fastest strategy, but unlikely to be feasible for large datasets.
cache reduces computation versus evict, but is more expensive in terms of disk
access. cacheC may use nearly any amount of computation depending on the
algorithm employed: a good algorithm should yield acceptable compression with
minimal processing. Previous algorithms based on virtual tiles must be at least as
expensive as retain. Each time such an algorithm swaps a virtual tile out of memory,
it incurs the cost of one write (and, later), one read. Therefore, if approximately
half the virtual tiles are swapped once, the costs will surpass evict. Put another
way: if the dataset is twice as large as the available RAM, it is reasonable to expect
a virtual tile algorithm to be more expensive than that presented here. Given the
size of the test sets I employ, this is almost certainly the case.

Communication

In the new algorithm, the data type of the flow directions and labels is fixed at
1 byte/cell and 4 bytes/cell, respectively. The data type and, therefore, size, of
the elevations may change with the input data; call it E bytes. Disregarding data
structure overhead, the new algorithm needs to pass the flow directions, labels, and
elevations of each tile’s 4

√
n edge cells to the producer at a cost of (4

√
n)(5 + E)

bytes. In addition each tile sends its spillover graph. The spillover graph stores the
minimal elevation of each watershed’s meeting point; therefore, each meeting point
requires two labels and one elevation. Since there are at most 4

√
n watersheds, if

they all meet this costs (4
√
n)(8 + E) bytes; however, in practice this is an over-

estimate, as shown in Table 2.3. In turn, for each tile the producer passes back a
mapping of each label to an elevation offset at a cost of (4

√
n)(4 + E). Therefore,

the total communication cost is approximately (4
√
n)(3E + 17) per tile.

Previous parallel implementations have exchanged edge elevation information be-
tween adjacent cores after each iteration of their algorithms. For a tiled dataset
the cost between two cores is (2

√
n)E bytes per iteration. Therefore, the cost of

communication between two cores in a previous algorithm surpasses the cost of com-
munication between a producer and a single consumer in the new algorithm after
(6 + 34/E) iterations. Since, typically, E > 103, this is essentially six.

If the number of cores used by the new algorithm is P , then the communication
costs between any two cores of an iterative algorithm should surpass the cost of all
of the consumers communicating with a single producer in the new algorithm after
about 6P iterations. For the configuration used here, P = 48, so this number is
about 288, which is small in comparison to the size of the datasets and, therefore, is
likely to be exceeded.
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DEM Resolution Tiles Cells/Tile Tile Size Total Size Cells
SRTM Resampled 10m 14297 108032 233MB 3.34TB 1.7 · 1012

SRTM Global 30m 14297 36012 26MB 371GB 1.9 · 1011

NED 10m 1023 108122 468MB 478GB 1.2 · 1011

PAMAP North 1m 6666 31252 39MB 260GB 6.5 · 1010

PAMAP South 1m 6723 31252 39MB 263GB 6.6 · 1010

SRTM Region 1 30m 164 36012 25.9MB 4.3GB 2.1 · 109

SRTM Region 2 30m 161 36012 25.9MB 4.2GB 2.1 · 109

Table 2.2: Datasets employed for testing the new algorithm. Tiles indicates the
number of tiles the DEM was divided into by its provider. Tile Size indicates how
much uncompressed space it would take to store the number of cells in the tile, given
its data type (cell count times data type size). Total Size indicates how much space
it would take to store all of the tiles in the dataset.

2.6 Empirical Tests
I have implemented the algorithm described above in C++11 using MPI for commu-
nication, the Geospatial Data Abstraction Library (GDAL) [63] to read and write
data, and Boost Iostreams to handle compression for the cacheC strategy. Tests
were performed using Intel MPI v5.1; the code is also known to work with OpenMPI
v1.10.2. There are 1505 lines of code and 203 lines of comments. Since the algo-
rithm does not rely on details of the communication, implementing the algorithm
with Spark or MapReduce or would be straight-forward. The code can be acquired
from https://github.com/r-barnes/Barnes2016-ParallelPriorityFlood.

To demonstrate the scalability and speed of the algorithm, I tested it on several
large DEMs, including one rather large one, as shown in Table 2.2. All of these DEMs
came pre-divided into equally-sized tiles by their providers; I used these existing tile
structures in most of my tests; however, my implementation of the algorithm can
also break a monolithic DEM into tiles suitable for processing, and this is also done.

The DEMs tested include

• PAMAP7: A LiDAR DEM covering the entire state of Pennsylvania. The data
is available as 13,918 tiles divided into a north section and a south section.
These sections are projected differently and, therefore, the two are considered
independently here.

• NED8: National Elevation Dataset 10m data. Higher resolution 3m and 1m
7ftp://pamap.pasda.psu.edu/pamap_LiDAR/cycle1/DEM/
8ftp://rockyftp.cr.usgs.gov/vdelivery/Datasets/Staged/Elevation/13/IMG/

https ://github.com/r-barnes/Barnes2016-ParallelPriorityFlood
ftp://pamap.pasda.psu.edu/pamap_LiDAR/cycle1/DEM/
ftp://rockyftp.cr.usgs.gov/vdelivery/Datasets/Staged/Elevation/13/IMG/
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data are available, but only in patches, whereas 10m data are available for the
entire conterminous United States, Hawaii, and parts of Alaska. The entire
10m NED DEM is considered here as a single unit. Although islands are
present in the DEM, the algorithm implicitly handles these without an issue.

• SRTM: Shuttle Radar Topography Mission (SRTM) 30m DEM. This 30m data
covers 80% of Earth’s landmass between 56◦S and 60◦N. The data was originally
available as several regions covering North America9, which are considered
separately here; more recently, global data10 has been released. The global
data is considered as a single unit here. Since the surfaces of oceans and the
like are topographically uninteresting tiles which would contain only oceans are
not present in the dataset.

• There are not many datasets available which are large enough to tax the algo-
rithm described here, so I resampled the SRTM global data to three times its
original resolution (30m to 10m). This resulted in a rather large DEM which
is henceforth called SRTM-RG.

Further details on acquiring the aforementioned datasets are available with the
source code.

Tests were run on the Comet machine of the Extreme Science and Engineering
Discovery Environment (XSEDE) [177]. Each node of the machine has 2.5GHz Intel
Xeon E5-2680v3 processors with 24 cores per node, 128GB of DDR4 DRAM, and a
320GB of local SSD storage. Nodes are connected with 56Gbps FDR InfiniBand.
Data were held in Oasis: a 200GB/s distributed disk Lustre filesystem. Code was
compiled using GNU g++ 4.9.2. Although intermediate products could be stored in
nodes’ local SSD burst memory, I do not do so here in order to subject the algorithm
to a more antagonistic environment.

Five tests were run. For the first four tests, the algorithm was run using the
evict strategy to simulate a minimal-resource environment. The fifth test relaxed
this and tested the algorithm in all modes.

The first test ran the algorithm on two nodes (48 cores) for each of the datasets
listed in Table 2.2 using the full dataset and all of the available cores. The result is
shown in Table 2.3.

All of the datasets contain islands of data surrounded by empty tiles, or have
irregular boundaries. Therefore, in order to test scaling, the largest square subset
of contiguous tiles was identified in each dataset. The resulting subsets were 44 x 44

9http://dds.cr.usgs.gov/srtm/version2_1/SRTM1/
10http://e4ftl01.cr.usgs.gov/SRTM/SRTMGL1.003/2000.02.11/

http://dds.cr.usgs.gov/srtm/version2_1/SRTM1/
http://e4ftl01.cr.usgs.gov/SRTM/SRTMGL1.003/2000.02.11/
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(PAMAP North and South), 39 x 39 (SRTM Global), 19 x 19 (NED), 11 x 11 (SRTM
Region 1 and 2).

The second and third tests were performed on these contiguous square subsets.
Strong scaling efficiency is a metric of an implementation’s ability to solve a problem
faster by using more resources. To test this, increasing numbers of cores (up to
48) were used on the full square subsets. Weak scaling efficiency is a metric of an
implementation’s ability to solve proportionately larger problems in the same time
using proportionately more resources. To test this, one core was used to process one
row of each square subset, two cores for two rows, and so on. The results are shown
in Figure 2.8.

In a fourth test, a comparison was made against the work of both Wallis et al.
[183] (TauDEM11) and Gomes et al. [67] (EMFlow12). To handle the input limitations
of EMFlow, a 40,000 x 40,000 single-file DEM was constructed by merging SRTM
Region 2 data. All code was compiled using GNU g++ 4.9.2 with optimizations
enabled. usr/bin/time and mpiP13 were used to measure memory usage as well as
communication times and loads. Both attach to programs at runtime, eliminating
the need for modification.

TauDEM would not process the test dataset with only 2 cores, so a direct compar-
ison with either EMFlow or the new algorithm in this configuration was not possible.
Therefore, TauDEM and the new algorithm were compared using 48 cores distributed
over 2 nodes, similar to all of the above tests. EMFlow is single-threaded and so was
compared against the new algorithm using varying numbers of cores.

In the fifth test, the algorithm’s various operating strategies (evict, cache,
cacheC, and retain) were compared on a single node using the SRTM regional
datasets. The cache and cacheC strategies utilized the node’s local SSD for in-
creased performance. The results are shown in Table 2.4.

11e19dc083e, master, https://github.com/dtarb/TauDEM
120ca9e0ef0, master, https://github.com/guipenaufv/EMFlow
13http://mpip.sourceforge.net

https://github.com/dtarb/TauDEM
https://github.com/guipenaufv/EMFlow
http://mpip.sourceforge.net


CHAPTER 2. PARALLEL PRIORITY-FLOOD 30

●

●●

●

●
●

●●

●●101.5

102

102.5

103

103.5

104

104.5

109.5 1010 1010.5 1011 1011.5 1012

Cells

W
al

l−
T

im
e ●

●
●
●
●
●
●

ned
pan
pas
srtm_g
srtm_r1
srtm_r2
srtm_rg

(a) Wall−Time

●●
●

●

●

●

●

0

10

20

30

0 10 20 30 40 50
Cores

S
pe

ed
−

up ● ned
pan
pas
srtm

(b) Speed−up Ratio

●

●

●
●

●
● ●

60

80

100

0 10 20 30 40 50
Cores

E
ffi

ci
en

cy ● ned
pan
pas
srtm

(c) Strong Scaling

●

●

●

●
●

●

60

80

100

0 10 20 30 40
Cores

E
ffi

ci
en

cy ● ned
pan
pas
srtm

(d) Weak Scaling

Figure 2.8: Results. Let N be the number of cores used, t1 be the time taken by
one core to perform one work unit, and tN be the time taken by N cores to perform
the job. The speed-up ratio is given as t1

tN
where the job size is unchanged. Strong

scaling is given by t1
NtN

where the job size is unchanged. Weak scaling is given by
t1
tN

where the job size is increased proportionally to N . (a) includes more than one
point per dataset: the 48-core strong-scaling results have been included here to flesh
out the trendline.
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DEM Min % Hrs Sec MB MB KB MB MB
SRTM Resampled 287 10 11 223 84 21,625,210 50 4,109 291 1,307 12,236
SRTM Global 33 11 8 25.5 37 11,478,908 29 1,452 104 209 6,011
NED 48 25 4 37.1 6 1,451,911 6 380 377 1,725 1,295
PAMAP North 17 15 9 12.8 12 2,384,615 12 717 109 234 1,943
PAMAP South 16 15 9 12.5 10 1,720,776 10 709 107 233 1,703
SRTM Region 1 0.5 14 3 0.32 0.3 95,106 0.3 16 99 184 478
SRTM Region 2 0.5 14 3 0.31 0.4 139,472 0.4 17 105 162 494

Table 2.3: Results. Time is the time-to-completion (aka wall-time) of the algorithm. Sec/109 cells indicates
how many wall-time seconds it took the algorithm to process a billion cells on each dataset. All Time indicates
the sum of the processing and I/O time of every CPU core used by the algorithm; this is the unit supercomputing
centers charge by. % I/O indicates what percentage of the All Time value was spent on reading and writing
data. Prod. Calc is the amount of time the producer spent calculating the global solution. Labels is the
number of unique, global labels required. Sent is the amount of data sent by the producer. Received is the
amount of data received by the producer. Tx/Tile is the sum of the data received and sent divided by the
number of tiles in the dataset. Cons. VmHWM is the virtual memory “high water mark" used by one of the
consumers to store its data, as determined by the Linux kernel. Prod. VmPeak is the peak virtual memory
used by the producer to store its data and the shared libraries it uses, as determined by the Linux kernel.
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DEM evict cache cacheC retain
SRTM Region 1 60 81 (1.4 x) 51 (0.8 x) 34 (0.6 x)
SRTM Region 2 56 80 (1.4 x) 50 (0.9 x) 32 (0.6 x)

Table 2.4: Timing results in seconds, and speed-up factors versus evict, for different
caching strategies.

2.7 Results & Discussion

Comparisons

In §2.3 I argue that the new algorithm should scale better than existing algorithms
because it has lower time complexities, can use multiple cores, and has fixed I/O and
communication requirements. The results of my tests support this.

EMFlow running with a maximum of 2GB RAM and tiles of 400 x 400 cells (the
settings discussed by Gomes et al. [67]) had 494 s wall-time and used 1.8GB RAM.
The new algorithm running with one consumer and 400 x 400 tiles had 1,015 s wall-
time (2 x more) and used 674MB RAM (2.7 x less).

I tested the effect of larger tile sizes by running EMFlow with 4,000 x 4,000 tiles.
This gave 2,957 s wall-time (6.0 x more versus 400 x 400 tiles) and used 1.8GB RAM.
Compared to this, the new algorithm with one consumer and 4,000 x 4,000 tiles gave
a wall-time of 583 s (1.2 x more) and used 450MB RAM (4 x less). Running the new
algorithm with five consumers and 4,000 x 4,000 tiles gave a wall-time of 170 s (2.9 x
less) and used 1.2GB RAM (1.5 x less).

It is notable that EMFlow with small tiles and a single processor runs just 1.2 x
faster than the new algorithm with a single consumer and large tiles. EMFlow uses an
O(n) integer Priority-Flood based on hierarchical queues whereas my implementation
of the new algorithm uses a O(n log n) variant suitable for any data type. In this
case, it seems that the cost of generality is small. It is also notable that when the
new algorithm uses five consumers, it runs significantly faster than EMFlow while
using less RAM.

On the 40,000 x 40,000 test set, TauDEM had 144 s wall-time, transmitted 887MB,
used 5,729 s for communication, and took 37GB RAM. The new algorithm (running
with a tile size of 4,000 x 4,000) had 23 s wall-time (6.3 x faster), transmitted 46MB
(19 x less), used 82 s for communication (70 x less), and took 5.1GB RAM (7.3 x less).
Communication time is greater than wall-time because it is a summation across many
cores. The foregoing confirms many of the predictions made in §2.5.
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Flexible Operation

The above demonstrates that the algorithm can leverage many-core systems, but
also operate well with much more limited resources. Table 2.3 provides further
confirmation of this. VmPeak shows the maximum RAM used by the producer to
hold both its data and the shared libraries used by the program and VmHWM shows
the maximum RAM used by a consumer. Since the producer and consumers trade off
operation, they do not contend for computational resources. Therefore, the memory
required to process a DEM using only one consumer is approximately the sum of
VmHWM and VmPeak: 13.5GB for a 3.34TB dataset in the largest case. 6.5GB
would be sufficient to process any of the datasets mentioned in Table 2.1. The time
required for such an operation is given by the “All Time" column of Table 2.3, since
the time required for calculations by the producer is negligible (< 84 s in the largest
case).

As Table 2.4 shows, running the algorithm’s various strategies on the SRTM re-
gional data provides further evidence of the algorithm’s flexibility. While the cache
strategy does not seem to provide a performance advantage, the cacheC strategy
saves several seconds of processing time. On larger datasets, this could make a notice-
able difference. Clearly, when resources are available, utilizing the retain strategy
is worthwhile.

Scaling

In §2.5, I argued that the algorithm should scale linearly with the number cells for
a fixed tile size. Figure 2.8a confirms this: a linear fit to the log-log plot has a slope
of 0.97 (R2 = 0.99) across datasets whose sizes differ by three orders of magnitude.
The NED data points are likely higher than the trend line due to their larger tile
sizes.

Figures 2.8c and 2.8d show sustained efficiencies of 60% on up to 48 cores dis-
tributed across two nodes for the datasets with smaller tiles. The larger tiles of the
NED result in lower scaling efficiencies of 55%, but this too remains nearly constant
as the number of cores increases. As a result, as the number of cores increases, the
speed-up ratio shown in Figure 2.8b is approximately linear with an average slope of
0.56 across all datasets. This contrasts with the results of Yıldırım et al. [196] whose
implementation quickly reached diminishing returns (see their Figure 7).

Additionally, note that the 21,625,210 unique watershed labels required for the
largest dataset fall well below the 4,294,967,295 threshold of an unsigned 32-bit
integer (at which point a larger data type would be required).
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Larger datasets

Can even larger, perhaps even unusually large, datasets be used? Yes. No funda-
mental limit prevents the algorithm from scaling to even larger datasets than those
tested here. As Figure 2.8 shows, the algorithm’s time complexity is linear and it
scales well across large numbers of cores. Additionally, the processing time required
by the producer is negligible in comparison to the total, and the per tile commu-
nication requirements are low. Although the 13.5GB RAM and 9.3 compute-days
required for the SRTM-RG dataset are near the limits of a high-spec laptop, they
are well within what a server or supercomputer is capable of.

A more complex implementation could reduce the producer’s requirements by
performing partial computation of the global solution as tiles return their data. For
clarity, I have opted to build a simpler implementation which stores all of the tiles’
returned data in memory prior to calculating the global solution. This is why the
producer requires such a large amount of memory.

Speed improvements

The algorithm can run faster. As discussed generally by Luengo Hendriks [106] and
in the context of Priority-Flood by Barnes, Lehman, and Mulla [18], many priority-
queue implementations are available and some are much faster than others. In addi-
tion, O(N) priority-queues such as radix heaps and hierarchical queues are available
for integer and specially-formatted floating-point data. For my implementation, I
have used the general-purpose O(N logN) C++ STL priority-queue. While faster im-
plementations exist, the STL is general and well-tested, making it a safe choice. The
work of Zhou, Sun, and Fu [199] also suggests that faster implementations of the
serial Priority-Flood may be possible.

Robustness

The algorithm is robust in the face of crashes and other interruptions. The data
each tile sends to the central node could be cached allowing the algorithm to proceed
without having to repeat work after a crash. Once the central node has calculated
a global solution, this solution can be cached and distribution to tiles, along with
output-generation, can continue after an interruption. For simplicity, I have not yet
included this capability in my own implementation.
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Correctness

I believe it is and hope that the foregoing description and pseudocode will be sufficient
for an interested reader to convince themselves of this. But a seemingly convincing
proof may be flawed. Therefore, I have built an automated tester which performs
correctness tests on arbitrary inputs. This tester, along with several tests, is included
in the source code.

Of the works cited in Table 2.1, none describe a correctness testing methodol-
ogy, though several [49, 118, 117] compare the results of stream network extraction
between algorithms or other data sources. Unfortunately, since this end result will
differ by methodology it cannot be used as an argument for algorithmic correctness.

In any test, a correct result must be established. While ArcGIS or GRASS
could be used for this, doing so would introduce a large and potentially expensive
dependency that could not be included with the source code. Therefore, I run a
simple implementation of the Priority-Flood on the entire DEM to establish correct
results. This algorithm is well-established in the field and its implementation is
simple enough that its correctness can be established by inspection. [18]

In testing, if a single file is given as input, an authoritative answer is generated
from the file as described above. The file is then subdivided into tiles. A large
number of different tile dimensions are tested to ensure that the results of the new
algorithm agree with the authoritative answer independent of the tile dimension used.
If a pre-tiled dataset is given as input, the tiles are merged using gdal and treated
as a single unit to generate an authoritative answer. The algorithm is then run on
the uncombined tiles. In all cases, the algorithm is run with each of its memory
retention strategies. Running this suite of tests on a number of inputs did not show
any deviation from the authoritative answer, which is evidence of correctness. The
source code available with this paper includes this test suite.

2.8 Coda
A limitation of the algorithm presented here is that it only fills depressions; often,
though, flow accumulation is also desired. To obtain it, flow directions must be cal-
culated [18, 16]; however, care is needed to ensure that the methods used for doing
so do not break the bounds on the number of communication and I/O events es-
tablished here. In future work, I will describe how this problem can be overcome,
and flow directions assigned. Additionally, it may be possible to extend the tech-
niques described here to implement depression breaching in a manner similar to that
described by Lindsay [104].
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Once flow directions are assigned, Barnes, Lehman, and Mulla [17] has provided
a theoretical description of an algorithm which permits the calculation of flow accu-
mulation using a fixed number of I/O and communication events per tile. In future
work, I will couple this algorithm with that presented here to construct a complete
package for processing rather large DEMs. This work can likely be extended to in-
corporate ideas from the “flow algebra" described by Tarboton and Baker [168] to
form a very general approach for extracting hydrological features and properties from
DEMs.

In summary, prior depression-filling algorithms for large digital elevation models
required massive centralized RAM, suffered from unpredictable and slow disk ac-
cess when a virtual tile approach was used, or required large numbers of nodes and
communications when parallel processing was used. In contrast, the present work
has introduced a new algorithm which ensures fixed numbers of disk accesses and
communication events. This enables the efficient processing of rather large DEMs
on both high- and low-resource machines.

Complete, well-commented source code, an associated makefile, and correctness
tests are available at https://github.com/r-barnes/Barnes2016-ParallelPr
iorityFlood. This algorithm is part of the RichDEM (https://github.com/r-
barnes/richdem) terrain analysis suite, a collection of state of the art algorithms
for processing large DEMs quickly.
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3.1 Abstract
Continent-scale datasets challenge hydrological algorithms for processing digital ele-
vation models. Flow accumulation is an important input for many such algorithms;
here, I parallelize its calculation. The new algorithm works on one or many cores,
or multiple machines, and can take advantage of large memories or cope with small
ones. Unlike previous parallel algorithms, the new algorithm guarantees a fixed num-
ber of memory access and communication events per raster cell. In testing, the new

http://dx.doi.org/10.1016/j.envsoft.2017.02.022
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algorithm ran faster and used fewer resources than previous algorithms, exhibiting
∼30% strong and weak scaling efficiencies up to 48 cores and linear scaling across
datasets ranging over three orders of magnitude. The largest dataset tested had two
trillion (2 · 1012) cells. With 48 cores, processing required 24 minutes wall-time (14.5
compute-hours). This test is three orders of magnitude larger than any previously
performed in the literature. Complete, well-commented source code and correctness
tests are available on Github.

3.2 Software
Complete, well-commented source code, an associated makefile, and correctness tests
are available at https://github.com/r-barnes/Barnes2016-ParallelFlowAccum.
The code is written in C++ using MPI and constitutes 2,131 lines of code of which
58% are or contain comments.

This algorithm is part of the RichDEM (https://github.com/r-barnes/ric
hdem) terrain analysis suite, a collection of state of the art algorithms for processing
large digital elevation models quickly.

3.3 Introduction
Digital elevation models (DEMs) are representations of terrain elevations above or
below a chosen zero elevation. Raster DEMs, in which the data are stored as a rectan-
gular array of floating-point or integer values, are widely used in geospatial analysis
for estimating a region’s hydrologic and geomorphic properties, including soil mois-
ture, terrain stability, erosive potential, rainfall retention, and stream power. Many
such analyses require that every cell in a DEM have an associated flow accumulation
(otherwise known as upslope area, contributing area, and upslope contributing area).
Informally, if there were a rain storm, flow accumulation is directly proportional to
the total amount of water which would pass through a cell as it flowed downhill from
higher elevations.

DEMs have increased in resolution from 30–90m in the recent past to the sub-
meter resolutions becoming available today. Increasing resolution has led to increased
data sizes: current DEMs are on the order of gigabytes and increasing, with billions of
cells. Even in situations where only comparatively low-resolution data are available,
a DEM may cover large areas: 30m Shuttle Radar Topography Mission (SRTM)
elevation data has been released for 80% of Earth’s landmass. [56] While computer

https://github.com/r-barnes/Barnes2016-ParallelFlowAccum
https://github.com/r-barnes/richdem
https://github.com/r-barnes/richdem
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processing and memory performance have increased appreciably, development of al-
gorithms suited to efficiently manipulating large, continent-scale DEMs is on-going.

If a DEM can fit into the RAM of a single computer, several algorithms exist
which can efficiently calculate flow accumulation. [18, 108] If a DEM cannot fit into
the RAM of a single computer, other approaches are needed. This paper presents
such an approach.

Formally, the flow accumulation A of a point p is defined as

A(p) = w(p) +
∑

n∈N (p)

α(n, p)A(n) (3.1)

where w(p) is the amount of flow which originates at the cell p. Frequently this is
taken to be 1, but the value can also vary across a DEM if, for example, rainfall or
soil absorption differs spatially. The summation is across all of the cell’s neighbours
N (p). α(n, p) represents the fraction of the neighbouring cell’s flow accumulation
A(n) which is apportioned to p. Flow may be absorbed during its downhill movement,
but may only be increased by cells, so α is constrained such that

∑
p α(n, p) ≤ 1 ∀n.

To calculate flow accumulation, a DEM is used to construct a directed acyclic
graph of flow directions. The flow directions determine what fraction of the flow
originating in and passing through a cell is apportioned to each of its neighbours.
Though there are many ways of determining this, all flow metrics can be characterized
as being either divergent or non-divergent. Non-divergent metrics, such as D8 [129]
and ρ8 [55], apportion a cell’s flow to a single one of its neighbours. As a corollary,
with such metrics two streams which join will never split apart and every cell’s
flow exits the DEM through a single downstream cell. Divergent methods such as
D∞ [169] and MFD [59] apportion a cell’s flow to at most two and possibly many
neighbours, respectively. As a corollary, with such metrics streams may bifurcate
and a cell’s flow may exit the DEM through many downstream cells. The one-to-
many property of divergent flows makes developing divide-and-conquer approaches
difficult, so only non-divergent metrics are considered here. Relatedly, most forms of
absorption represent a simple extension of the algorithm presented here. Therefore,
I consider only the case where α(n, p) = {0, 1}; that is, I consider only non-divergent
flow metrics in which flow is directed to a single downstream neighbour.

Often, flow directions must be calculated only after internally-draining regions of
a DEM called depressions (see Lindsay [104] for a typology) have been eliminated.
This can be done in one of two ways. (1) The depressions can be filled to the level of
their lowest outlets. Barnes [13] discusses an efficient method for doing so on rather
large DEMs using methods based on the Priority-Flood [18]. (2) Depressions that
are small or shallow enough can be breached, as in Lindsay [104]. See Barnes [13]
for a review of depression-filling in large DEMs.
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In addition to depression-filling, flats (areas of a DEM with no local relief) must
be assigned flow directions. This can be done by either (a) routing flow towards only
lower terrain [88, 18] or (b) routing flow both away from higher terrain and towards
lower terrain [16, 61]. Here the former option is chosen for computational efficiency.
The choice of algorithms for depression filling and flat resolution do not affect any
of the details of how flow accumulation is calculated.

Existing algorithms [67, 49, 196, 6, 171, 182, 47, 118, 117, 104, 195] have taken
one of two approaches to DEMs that cannot fit entirely into RAM. They either
(a) keep only a subset of the DEM in RAM at any time by using virtual tiles stored
to a computer’s hard disk or (b) keep the entire DEM in RAM by distributing it over
multiple compute nodes which communicate with each other. Barnes [13] reviews the
designs of these algorithms and argues that both of these approaches scale poorly
due to the high costs of disk access and/or communication; in contrast, the new
algorithm pays much lower costs.

The algorithm presented here is superior to previous approaches because it can
(a) guarantee locality, ensuring that each DEM cell is accessed a fixed number of
times, regardless of the size or content of the DEM; (b) guarantee that all compute
nodes remain fully utilised; (c) operate using fewer nodes than would be required to
hold the entire DEM; and (d) it requires only a fixed number of low-cost communi-
cation events.

These improvements mean that the new algorithm can easily process datasets
which may have been infeasible in the past. I demonstrate this on a trillion cell
DEM. After ruling out “gargantuan", I follow Barnes [13] in referring to this new
size class as being rather large.

3.4 The Algorithm
The algorithm assumes that non-divergent flow directions have been previously de-
termined by a separate algorithm of the user’s choice. Depressions and flats may or
may not be present. The algorithm then efficiently calculates Equation 3.1 based on
these flow directions. Since I am considering DEMs which are generally too large
to fit into RAM all at once, tiles will be used to calculate intermediate solutions
which, together, can be used to construct a global solution. Although the algorithm
is described and implemented in terms of an 8-connected raster, other topologies,
such as hexagonal DEMs, could be used.

The algorithm has a single-producer, multiple-consumer design—one process pro-
duces tasks, delegates them, and aggregates results, while all the other processes
handle the tasks produced—which proceeds in three stages. (1) The producer allo-
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cates tiles to the consumers, which calculate an intermediate based on the tile and
pass a small amount of information about the intermediate back to the producer.
(2) Based on this data, the producer calculates the information needed for each con-
sumer to independently produce its share of a global solution. This information takes
the form of a flow accumulation offset. (3) It provides this offset to the consumers,
which modify their intermediates based on it. The modified intermediates collec-
tively form the global solution. This design is effectively two sequential MapReduce
operations and is general enough to be implemented with either threads or processes
using any of a number of technologies including OpenMP, MPI, Apache Spark [198],
or MapReduce [48]. Here, I use MPI.

The third stage of the algorithm modifies intermediates generated by the first
stage. But this modification cannot take place until after the second stage has com-
pleted. There are three strategies for caching these intermediates which affect both
the speed and the memory requirements of the algorithm as a whole. These strate-
gies are as follows. (a) The evict strategy: a consumer evicts its intermediates from
RAM and works on other tiles. This option uses the least RAM and disk space,
but requires recalculation of the intermediates later. (b) The cache strategy: a
consumer writes its intermediates to disk in a compressed form (despite the process-
ing requirements, this is faster than storing the data uncompressed [13]) and works
on other tiles. cache use the same RAM as evict, but more disk space. Which
strategy is fastest will depend on hardware configurations and should be determined
by testing. (c) The retain strategy: a consumer keeps its intermediates in RAM at
all times.

If the DEM cannot fit entirely into the RAM of the available node(s), the evict
and cache strategies still allow the DEM to be processed. In the limit, only the
producer’s information and a single tile need be in RAM at a time. This allows
large DEMs to be efficiently processed by a single-core machine, decreasing resource
costs and democratizing analysis. Additional RAM and cores, as may be available on
high-end desktops or supercomputers, will result in faster time-to-completion. Only
if sufficient RAM is available, such that the entire dataset can be stored in RAM at
once, can the retain strategy can be used. This strategy will result in the fastest
time-to-completion.

To proceed, the DEM is first subdivided into rectangular tiles of equal dimension.
Equal dimensions are not necessary, but requiring it makes the implementation easier.
Regardless, this is a natural input format since all of the DEMs considered here are
distributed in the form of many square tiles of equal dimension.
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Solving a Single Tile

Flow accumulations are calculated for each tile separately using any standard serial
flow accumulation algorithm. The one I describe here is based on an algorithm by
Wallis et al. [182] and is particularly simple, making it easy to present and verify.
Other algorithms [33] could be used and may work faster due to better caching
properties, though I do not explore this possibility here. If, in the future, even faster
algorithms emerge (a route which might be pursued by leveraging GPUs), these could
likewise be used.

To calculate flow accumulation, the new algorithm uses three rasters. (1) A flow
directions raster F , which indicates which of a cell’s neighbours receives its flow. A
cell may also take the special values NoFlow and NoData. NoData denotes a cell
which is not part of a DEM, but still contained within its bounding box. NoFlow
denotes a cell which is part of a DEM, but without a defined flow direction. Without
loss of generality, let us assume here that F (c), rather than being a raw flow direction,
is the address of the cell that flow direction points to. (2) A dependencies raster D,
which indicates how many of a cell’s neighbours flow into it. (3) A flow accumulation
raster A, which tracks the total flow passing through each cell. Figure 3.1 depicts
these arrays graphically. The new algorithm also keeps (4) a vector L denoting links
between perimeter cells. This vector will be explained shortly.

The single tile algorithm proceeds in several stages, which are described below,
depicted in Figure 3.1, and shown in Algorithm 3.1.

First, the algorithm begins by initializing D and A to zero.
Second, the algorithm scans through F . If, for a cell c, F (c) = NoData, it is

skipped and the corresponding cells D(c) and A(c) are also marked NoData. If
F (c) = NoFlow, it is skipped. Otherwise, D(F (c)) is incremented, provided it is
within the tile and not NoData.

Third, any cell with D(c) = 0 is a cell which receives no flow from any other cell;
therefore, its flow accumulation is known: it is simply 1, or any other user-specified
weighting value, as in Equation 3.1. All such cells are collected into a queue Q.

Fourth, a cell c is popped from the queue Q. The flow accumulation A(c) of this
cell is added to its downstream neighbour F (c), if such a neighbour exists, and the
dependency count D(F (c)) of this neighbour is decremented. If this results in the
neighbour having no dependencies, D(F (c)) = 0, the neighbour, F (c), is added to
Q.

Fifth, the fourth step is repeated until all cells have been processed. Now every
cell’s flow accumulation is known, and no cell has any dependencies.

Sixth, the vector L is populated by considering every edge cell in turn. Each
edge cell either accepts flow from another tile, passes flow to another tile, both, or
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neither. To classify a given edge cell c, c’s flow path (F (c), F (F (c)), . . . ) is followed
until it either exits the DEM through an edge at some exit cell e or terminates at
a NoData or NoFlow cell. Once the termination point of the flow path is found,
L(c), is set to either e or the special value FlowTerminates, accordingly. Further,
if F (c) itself exits the DEM (has a flow path of length one), then L(c) is set to the
special value FlowExternal. Pseudocode for this is shown in Algorithm 3.2.

Cells marked FlowTerminates receive flow from another tile, but do not pass
it on to any other tile. They represent the leaves of a flow graph. In contrast,
cells marked with an exit cell e pass flow through the tile to another point on the
perimeter. Cells marked FlowExternal take flow originating within the tile, as
well as flow from other tiles, and pass it along to neighbouring tiles.

The fundamental problem each tile encounters is that it does not know how much
flow it will receive from each neighbouring tile. Thus, every cell along every flow path
is offset from its true value by an unknown amount that may be a function of several
variables. Fortunately, this information can be calculated by considering in aggregate
the perimeters of all the tiles. Therefore, when a given tile is done being processed
as described above, a small amount of information about the tile is sent to the
Producer for use in constructing the global solution. This same information is shown
in Figure 3.1, in pseudocode in Algorithm 3.1, and with extensively commented
supplementary source code.

Algorithm 3.1 Single Tile Flow Accumulation: Upon entry, (1) F contains
the flow direction of every cell or the value NoData for cells not part of the DEM,
including those outside the boundaries of the data. In the following, assume that it
denotes the address of the cell pointed to by the flow direction. (2) F may be a tile of a
larger DEM. At exit, (1) A contains the flow accumulation of every cell. L denotes
where each perimeter cell links to.
1: Let A have the same dimensions as F
2: Let D have the same dimensions as F
3: Set D(c) = 0 for all c
4: Set A(c) = 0 for all c
5: for all c in F do
6: if F (c) = NoData then
7: A(c)← NoData
8: continue on line 5
9: end if
10: if F (c) = NoFlow then
11: continue on line 5
12: end if
13: if F (F (c)) = NoData then
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Figure 3.1: Solving a Single Tile. DEM cells are shown as small squares with black
borders. Colours in (a) and (c) correspond to elevations, as shown in the legend.
Note that elevations are not required by the algorithm: they are included here for
explanatory value only. Colours in (b) and (e) correspond to the flow accumulation,
with darker shades of grey representing lower values. The flow directions (a) are
used to send the perimeter flow directions (d) to the producer. Likewise, once the
flow accumulations (b) of the tile have been calculated, the flow accumulations of
the perimeter cells (e) are sent to the producer. (c) shows how the perimeter cells
are linked together by flow paths. This information is simplified and sent to the
producer, as shown in (f).
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14: continue on line 5
15: end if
16: D(F (c))← D(F (c)) + 1
17: end for
18:
19: Let Q be a queue
20: for all c in D do
21: if D(c) = 0 and F (c) 6= NoData then
22: Add c to Q
23: end if
24: end for
25:
26: while Q is not empty do
27: c←the top cell of Q
28: A(c)← A(c) + 1
29: if F (c) = NoData then
30: continue on line 26
31: end if
32: if F (c) = NoFlow or F (F (c)) = NoData then
33: continue on line 26
34: end if
35: A(F (c))← A(F (c)) +A(c)
36: D(F (c))← D(F (c))− 1
37: if D(F (c)) = 0 then
38: Push F (c) onto Q
39: end if
40: end while
41: for all c on the perimeter of F do
42: L(c)←FollowPath(c) . See Alg. 3.2
43: end for

Constructing a Global Solution

As each tile finishes being processed, as described above, its consumer sends some
information about the tile to the producer, as described in the next paragraph.
Once this information is sent, the consumer can apply one of the caching strategies
described above: evict, cache, or retain. If cache or retain are used, the flow
accumulation of each cell must be saved. For retain the flow directions must also
be saved.

The consumer sends the following information about each perimeter cell of the tile
to the producer: (a) its flow direction F , (b) its flow accumulation A, and (c) its link
information L, as shown in Figure 3.1. The amount of information sent is therefore
proportional to the length of the tile’s perimeter. All of this information is sent only
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Algorithm 3.2 FollowPath: For a given perimeter cell c determine which cell it links
to. Upon entry, (1) F contains the flow direction of every cell or the value NoData
for cells not part of the DEM, including those outside the boundaries of the data. In the
following, assume that it denotes the address of the cell pointed to by the flow direction.
At exit, (1) L is updated at position c to denote which perimeter cell c connects to, or to
one of the special values FlowTerminates or FlowExternal.
1: Let c be the perimeter cell in question
2: c0 ← c
3: while True do
4: if F (c) = NoData or F (c) = NoFlow then
5: L(c0)← FlowTerminates
6: return
7: end if
8: cn ← F (c)
9: if cn is outside the tile then
10: if c = c0 then
11: L(c0) =FlowExternal
12: else
13: L(c0) = c
14: end if
15: return
16: end if
17: c← cn
18: end while

once per tile. Communication costs and data sizes are discussed theoretically in §3.5
and empirically in §3.7 and Table 3.2.

The producer uses non-blocking communication to delegate unprocessed tiles to
consumers in round-robin fashion. The producer then uses a blocking receive to
collect data from the consumers as they finish processing. Next, each pair of tiles’
adjoining edges (or corners) is considered and used to connect the individual tiles
together into a single global flow graph, as shown in Figure 3.2.

The global flow graph is solved using the same strategy described in §3.4 and
Algorithm 3.1, with modifications as follows.

1. Cells which are not marked as FlowExternal are set to A = 0 initially.
This prevents double-counting: such cells’ flow has already been accumulated
downstream.

2. Additions to a cell’s flow accumulation are tracked in an offset accumulation
array A′. To pass flow downstream, A and A′ are added together. This is
because a cell labeled FlowExternal may receive flow from other tiles which
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must be tracked and which should not be confused with flow originating from
within the tile itself.

Finally, the offset matrix A′ is distributed to the tiles. Figure 3.2 expands on the
foregoing.

Algorithm 3.3 Main Algorithm: Upon entry, (1) F contains the flow directions
of every cell or the value NoData for cells not part of the DEM. At exit, (1) A contains
the flow accumulation of each cell. Communication is assumed to be non-blocking, except
where otherwise noted. Consumers perform their calculations asynchronously with respect
to the Producer. Note that consumers must be assigned the same tiles in the first and
second part of the algorithm for retain to work.
1: Let Consumers be a thread/process pool
2: Let a tile have a filename, dimensions, and edge information
3: Let Tiles be a collection of tiles
4: Let F be a flow direction raster
5:
6: Divide F into tiles
7: for all tiles b do
8: Delegate b to the next consumer t
9: Have t perform Algorithm 3.1 on b
10: If there are no more consumers start again at the first
11: end for
12: while any tile is still unreceived do
13: Block until any consumer returns
14: Store the information returned
15: end while
16:
17: Aggregate the perimeter information into a global flow graph
18: Generate a flow accumulation offset A′ from this flow graph using the modified version of

Algorithm 3.1
19:
20: for all tiles b do
21: Send b and its portion of A′ to the next consumer t
22: if t cached the results of Algorithm 3.1 then
23: Let t load the cached results
24: else
25: Let t rerun Algorithm 3.1
26: end if
27: Let t add A′ to every cell in its downstream flow path
28: If there are no more consumers start again at the first
29: end for
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Figure 3.2: The Global Flow Graph. The elevations from which this information is
derived are shown in Figure 3.3. Cells are shown as small squares with black borders
and tiles as larger 7 x 7 squares separated by white space. Cells’ flow directions are
indicated by the light gray arrows in each cell. The numbers along the left-hand side
of each cell represent, from top to bottom: (a) its flow accumulation as calculated by
the single-tile algorithm (§3.4, Algorithm 3.1); (b) its flow accumulation after cells
which are not FlowExternal are set to A = 0; (c) its flow accumulation offset
A′ after the global solution has been calculated. Dark lines with arrows represent
links between perimeter cells. The value of 100 in the bolded cell on the middle
tile of the right-hand side is achieved by taking inputs from the bottom-right tile
(60 + 7 + 1 + 3 + 28 = 99) and adding 1 for the cell’s own addition to its flow
accumulation.
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a b c
0 1 2 3 4 5 6 7 8 9

Figure 3.3: Overview of the Process. Cells are shown as small squares with black
borders and tiles as larger 7 x 7 squares separated by white space. Colours in (a)
and (b) correspond to elevations, as shown in the legend. Colours in (c) correspond
to flow accumulation with darker colours representing less accumulation. Given an
elevation raster (a), a separate algorithm treated here as a black box produces flow
directions (b). The flow directions are then used to calculate the flow accumulation
(c).

Broadcasting & Finalizing the Global Solution

The foregoing has established the accumulation offsets that need to be added along
the flow paths of every tile. Applying this offset is straight-forward: the values from
A′ are added to every downstream cell of the flow paths they are part of. In order to
perform this adjustment, each tile needs the flow accumulations calculated in §3.4 by
Algorithm 3.1. How these are now obtained depends on the chosen caching strategy.
If (a) evict was used, then the intermediate must be recalculated as described
by §3.4, and then the aforementioned adjustment must be made. Alternatively, if
(b) cache or (c) retain were used, then a single O(N) sweep of the tile is sufficient
to finalize the solution. The pros and cons of these strategies are discussed in §3.5.

Ultimately, each tile is saved separately to disk for further processing, which may
include mosaicing the tiles back into a single, large DEM. The foregoing information
is encapsulated in Algorithm 3.3 and via extensive comments in the supplementary
source code. An overview of the whole process is shown in Figure 3.3.
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3.5 Theoretical Analysis

Data Types

In the new algorithm, the data type of the flow directions is fixed at 1 byte/cell. This
is sufficient to indicate which of 8 neighbours a cell should point to, as well as to
indicate NoFlow and NoData. Space could be saved by packing these ten distinct
values into a nibble, but I do not pursue this optimization here.

For the largest raster considered, the worst-case flow accumulation value is ∼1012.
Since GDAL does not use 64-bit integers, the double-precision floating-point data
type is used to measure accumulation. The IEEE754 standard specifies that this type
will have a 53-bit significand. Therefore, exact integer precision can be maintained
for datasets up to ∼1016 cells. This should be sufficient for most current and future
applications, though the compromise on precision could be easily remedied through
modifications to GDAL.

The Links array must be able to address any cell on the perimeter of a tile.
Therefore, its data type must be able to hold values at least as long as this perimeter.
An unsigned 16-bit integer should be suitable for this as it allows values up to 65,535,
which permits tiles of ∼163842.

Time Complexity

The time complexity of the algorithm is a function of the time taken to process each
individual tile and the time taken to build the global solution. Individual tiles are
processed using a serial flow accumulation algorithm. If n is the number of cells per
tile, all such algorithms take O(n) time per tile. Variations in the run-time of these
algorithms will be dominated by cache behavior.

The global solution requires that flow accumulation be performed on the global
flow graph aggregated from the tiles’ perimeters. The number of nodes in this graph
is exactly equal to the number of cells in all the tiles’ perimeters. A single tile has a
perimeter of ∼4

√
n cells. If we call the number of tiles T , then the global solution

takes O(T
√
n).

Once this graph has been processed, if the individual tiles were cached, then at
worst O(n) accumulation offsets must be applied; otherwise, if evict was used, the
flow accumulation must be performed on each tile followed by the application of
offsets. Either way, finalizing takes O(n) time.

Therefore, in the worst-case, the total time is O(Tn). This is divided evenly
between the available processors giving a total time of O(Tn/p). Running a flow ac-
cumulation on the entire dataset at once would take O(Tn) time. Therefore, the new
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algorithm is faster than a serial algorithm in proportion to the number of available
cores. Thus, we do not expect a significant reduction in raw processing time. How-
ever, the new algorithm’s disk access and communication patterns, discussed below,
represent a significant theoretical and observed speed-up over previous approaches.

Disk Access

The new algorithm guarantees that each tile, and therefore, each cell, need only
be loaded into memory a fixed number of times. Recall from §3.4 that there are
three memory retention strategies. (a) retain. The entire dataset is retained in
the memory of the nodes at all times: this requires one read and one write per
cell. (b) cache. The dataset cannot fit entirely into the memory of the nodes,
so intermediate results (flow accumulations) are cached to disk: this requires less
than three reads and two writes per cell when compression is used. (c) evict. No
intermediates are cached: this requires two reads and one write per cell.

retain is the fastest strategy, but unlikely to be feasible for large datasets.
cache reduces computation versus evict, but is more expensive in terms of disk
access. With compression, cache may use nearly any amount of computation de-
pending on the algorithm employed: a good algorithm should yield acceptable com-
pression with minimal processing. Previous algorithms based on virtual tiles must
be at least as expensive as retain. Each time such an algorithm swaps a virtual tile
out of memory, it incurs the cost of one write (and, later), one read. Therefore, if
approximately half the virtual tiles are swapped once, the costs will surpass evict.
Put another way: if the dataset is twice as large as the available RAM, it is rea-
sonable to expect a virtual tile algorithm to be more expensive than that presented
here. Given the size of the test sets I employ, this is almost certainly the case.

Communication

Disregarding data structure overhead, the new algorithm needs to pass information
regarding F , A, and L for each of the tile’s 4

√
n edge cells to the producer at a cost of

(4
√
n)(1+8+2) bytes. In turn, for each tile the producer passes back AccumOffset

for each edge cell at a cost of (4
√
n)(8). Therefore, the total communication cost is

approximately (4
√
n)(19) per tile.

Previous parallel implementations have exchanged edge accumulation information
between adjacent tiles after each iteration of their algorithms. For a tiled dataset,
the cost between two cores is (2

√
n)(8) bytes per iteration. Therefore, the cost

of communication between two cores in a previous algorithm surpasses the cost of
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DEM Resolution Tiles Cells/Tile Tile Size Total Size Cells
SRTM Global 30m 14297 36012 13MB 185GB 1.9 · 1011

NED 10m 1023 108122 117MB 120GB 1.2 · 1011

PAMAP North 1m 6666 31252 9.7MB 65GB 6.5 · 1010

PAMAP South 1m 6723 31252 9.7MB 66GB 6.6 · 1010

SRTM Region 1 30m 164 36012 13MB 2.1GB 2.1 · 109

SRTM Region 2 30m 161 36012 13MB 2.1GB 2.1 · 109

Table 3.1: Datasets employed for testing the new algorithm. Tiles indicates the
number of tiles the DEM was divided into by its provider. Tile Size indicates how
much uncompressed space it would take to store the number of cells in the tile, given
its data type (cell count times data type size: in this case, one byte). Total Size
indicates how much space it would take to store all of the tiles in the dataset.

communication between a producer and a single consumer in the new algorithm after
five iterations. Again, for a large dataset this is easily exceeded.

3.6 Empirical Tests
I have implemented the algorithm described above in C++11 using MPI for commu-
nication, the Geospatial Data Abstraction Library (GDAL) [63] to read and write
data, Cereal to serialize data during communication [69], and Boost IOstreams
to handle compression for the cache strategy. Tests were performed using In-
tel MPI v5.1; the code is also known to work with OpenMPI v1.10.2. There are
2,131 lines of code of which 58% are or contain comments. Since the algorithm
does not rely on details of the communication, implementing the algorithm with
Spark or MapReduce or would be straight-forward. The code can be acquired from
https://github.com/r-barnes/Barnes2016-ParallelFlowAccum.

To demonstrate the scalability and speed of the algorithm, I tested it on several
large DEMs, including one rather large one, as shown in Table 3.1. All of these DEMs
came pre-divided into equally-sized tiles by their providers; I used these existing tile
structures in most of my tests.

The DEMs tested include

• PAMAP1: A LiDAR DEM covering the entire state of Pennsylvania. The data
is available as 13,918 tiles divided into a north section and a south section.

1ftp://pamap.pasda.psu.edu/pamap_LiDAR/cycle1/DEM/

https://github.com/r-barnes/Barnes2016-ParallelFlowAccum
ftp://pamap.pasda.psu.edu/pamap_LiDAR/cycle1/DEM/
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These sections are projected differently and, therefore, the two are considered
independently here.

• NED2: National Elevation Dataset 10m data. Higher resolution 3m and 1m
data are available, but only in patches, whereas 10m data are available for the
entire conterminous United States, Hawaii, and parts of Alaska. The entire
10m NED DEM is considered here as a single unit. Although islands are
present in the DEM, the algorithm implicitly handles these without an issue.

• SRTM: Shuttle Radar Topography Mission (SRTM) 30m DEM. This 30m data
covers 80% of Earth’s landmass between 56◦S and 60◦N. The data was originally
available as several regions covering North America3, which are considered
separately here; more recently, global data4 has been released. The global data
is considered as a single unit here. Since the surfaces of oceans and the like are
topographically uninteresting, tiles which would contain only oceans are not
present in the dataset.

Further details on acquiring the aforementioned datasets are available with the
source code.

Tests were run on the Comet machine of the Extreme Science and Engineering
Discovery Environment (XSEDE) [177]. Each node of the machine has 2.5GHz Intel
Xeon E5-2680v3 processors with 24 cores per node, 128GB of DDR4 DRAM, and
320GB of local SSD storage. Nodes are connected with 56Gbps FDR InfiniBand.
Data were held in Oasis: a 200GB/s distributed disk Lustre filesystem. Code was
compiled using GNU g++ 4.9.2.

Four tests were run. For each test, the new algorithm was run using the evict
strategy to simulate a minimal-resource environment.

The first test ran the algorithm on two nodes (48 cores) for each of the datasets
listed in Table 3.1 using the full dataset and all of the available cores. The result is
shown in Table 3.2.

All of the datasets contain islands of data surrounded by empty tiles, or have
irregular boundaries. Therefore, in order to test scaling, the largest square subset
of contiguous tiles was identified in each dataset. The resulting subsets were 44 x 44
(PAMAP North and South), 39 x 39 (SRTM Global), 19 x 19 (NED), 11 x 11 (SRTM
Region 1 and 2).

The second and third tests were performed on these contiguous square subsets.
Strong scaling efficiency is a metric of an implementation’s ability to solve a problem

2ftp://rockyftp.cr.usgs.gov/vdelivery/Datasets/Staged/Elevation/13/IMG/
3http://dds.cr.usgs.gov/srtm/version2_1/SRTM1/
4http://e4ftl01.cr.usgs.gov/SRTM/SRTMGL1.003/2000.02.11/

ftp://rockyftp.cr.usgs.gov/vdelivery/Datasets/Staged/Elevation/13/IMG/
http://dds.cr.usgs.gov/srtm/version2_1/SRTM1/
http://e4ftl01.cr.usgs.gov/SRTM/SRTMGL1.003/2000.02.11/
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faster by using more resources. To test this, increasing numbers of cores (up to
48) were used on the full square subsets. Weak scaling efficiency is a metric of an
implementation’s ability to solve proportionately larger problems in the same time
using proportionately more resources. To test this, one core was used to process one
row of each square subset, two cores for two rows, and so on. The results are shown
in Figure 3.4.

In a fourth test, a comparison was made against the work of both Wallis et al.
[182] (TauDEM5) and Gomes et al. [67] (EMFlow6). These algorithms have source
code available, claim to be suitable for large datasets, and claim to be faster than
other algorithms, including ArcGIS.

To handle the input limitations of EMFlow, a 40,000 x 40,000 single-file DEM was
constructed by merging SRTM Region 2 data. All the packages were compiled using
GNU g++ 4.9.2 with optimizations enabled. /usr/bin/time and mpiP7 were used
to measure memory usage as well as communication times and loads. Both attach
to programs at runtime, eliminating the need for modification.

Since EMFlow is single-threaded, the new algorithm, TauDEM, and EMFlow were
compared using a single active core. Additionally, the new algorithm and TauDEM
were compared using 24 cores distributed across a single node.

3.7 Results & Discussion

Comparisons

In §3.3 I argued that the new algorithm should scale better than existing algorithms
because it can use multiple cores, and has fixed I/O and communication requirements.
The results of my tests support this.

EMFlow running with a maximum of 2GB RAM and tiles of 400 x 400 cells (the
settings discussed by Gomes et al. [67]) had 658 s wall-time and used 2.2GB RAM.
Running with one process, TauDEM took 530 s and used 20.4GB RAM. In contrast,
the new algorithm working on tiles of 4,000 x 4,000 cells gave 152 s wall-time and
used 0.4GB RAM.

On the 40,000 x 40,000 test set, TauDEM with 24 processes had 42 s wall-time,
transmitted 556MB, used 1,256 s for communication, and took 21.1GB RAM. The
new algorithm (running with a tile size of 4,000 x 4,000) had 23.9 s wall-time, trans-
mitted 30MB, used 163 s for communication, and took 6.7GB RAM. Communication

5e19dc083e, master, https://github.com/dtarb/TauDEM
60ca9e0ef0, master, https://github.com/guipenaufv/EMFlow
7http://mpip.sourceforge.net

https://github.com/dtarb/TauDEM
https://github.com/guipenaufv/EMFlow
http://mpip.sourceforge.net
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(c) Strong Scaling
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(d) Weak Scaling

Figure 3.4: Results. Let N be the number of cores used, t1 be the time taken by
one core to perform one work unit, and tN be the time taken by N cores to perform
the job. The speed-up ratio is given as t1

tN
where the job size is unchanged. Strong

scaling is given by t1
NtN

where the job size is unchanged. Weak scaling is given by t1
tN

where the job size is increased proportionally to N . In (a) 48 cores are used.
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DEM Min % Hrs Sec MB MB KB MB MB
SRTM Global 24.0 7.8 64 14.5 19 1,651 2,263 274 258 6,424
NED 14.8 7.6 55 7.1 3.7 349 480 822 1,975 1,393
PAMAP North 9.6 8.9 61 5.2 7.3 669 917 238 199 2,915
PAMAP South 9.6 8.8 65 5.7 7.5 675 925 238 199 2,936
SRTM Region 1 0.4 12.3 51 0.1 26 19 26 274 239 382
SRTM Region 2 0.5 13.4 64 0.1 28 19 26 274 239 382

Table 3.2: Results. Time is the time-to-completion (aka wall-time) of the algorithm.
Sec/109 cells indicates how many wall-time seconds it took the algorithm to pro-
cess a billion cells on each dataset. All Time indicates the sum of the processing
and I/O time of every CPU core used by the algorithm; this is the unit by which
supercomputing centers charge. % I/O indicates what percentage of the All Time
value was spent on reading and writing data. Prod. Calc is the amount of time the
producer spent calculating the global solution. Sent is the amount of data sent by
the producer. Received is the amount of data received by the producer. Tx/Tile is
the sum of the data received and sent divided by the number of tiles in the dataset.
Cons. VmHWM is the virtual memory “high water mark" used by one of the con-
sumers to store its data, as determined by the Linux kernel. Prod. VmPeak is the
peak virtual memory used by the producer to store its data and the shared libraries
it uses, as determined by the Linux kernel.

time is greater than wall-time because it is a summation across many cores. The
foregoing confirms the predictions made in §3.5.

Based on the foregoing, I conclude that in all respects the new algorithm is both
faster and uses fewer resources than existing algorithms, at least for datasets of the
size tested.

Flexible Operation

The above demonstrates that the algorithm can leverage many-core systems, but
also operate well with much more limited resources. Table 3.2 provides further
confirmation of this. VmPeak shows the maximum RAM used by the producer to
hold both its data and the shared libraries used by the program, and VmHWM
shows the maximum RAM used by a consumer. Since the producer and consumers
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trade off operation, they do not contend for computational resources. Therefore, the
memory required to process a DEM using only one consumer is approximately the
sum of VmHWM and VmPeak: 6.7GB for a 185GB dataset in the largest case. The
compute time required for such an operation is given by the “All Time" column of
Table 3.2, since the time required for calculations by the producer is negligible (19 s
in the largest case).

Scaling

In §3.5, I argued that the algorithm should scale linearly with the number cells for
a fixed tile size. Figure 3.4a shows this to be partly true: a linear fit to the log-log
plot has a slope of 1.2 (R2 = 1.00) across datasets whose sizes differ by three orders
of magnitude. The deviance from 1.0 is likely due to memory effects that are not
well-captured by the time complexity analysis.

Figures 3.4c and 3.4d show sustained efficiencies of 30% on up to 48 cores dis-
tributed across two nodes for the datasets with smaller tiles. The larger tiles of the
NED result have higher efficiencies of 50%, likely due to lower I/O overhead. As a
result, as the number of cores increases, the speed-up ratio shown in Figure 3.4b is
approximately linear with an average slope of 0.34 across all datasets.

Larger datasets

Can even larger, perhaps even unusually large, datasets be used? Yes. No fundamen-
tal limit prevents the algorithm from scaling to even larger datasets than those tested
here. As Figure 3.4 shows, the algorithm’s time complexity is approximately linear
and it scales decently across large numbers of cores. Additionally, the processing
time required by the producer is negligible in comparison to the total, and the per-
tile communication requirements are low. The 6.7GB RAM and 14.5 compute-hours
required for the SRTM-G dataset are well within the limits of a high-spec laptop.

A more complex implementation could reduce the producer’s memory require-
ments by performing partial computation of the global solution as tiles return their
data. For clarity, I have opted to build a simpler implementation which stores all of
the tiles’ returned data in memory prior to calculating the global solution.

Speed improvements

The algorithm can run faster. Although the flow accumulation algorithm presented
here is optimal in terms of time complexity, its run-time is dominated by its cache
behaviour. My personal experiments with an algorithm by Braun and Willett [33]
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suggest that there may be ways to ameliorate this. It may also be possible to leverage
GPUs for greater speed. However, Table 3.2 makes it clear that the greatest gains
will come from optimizing I/O. Possible methods include using the Lustre filesys-
tem’s stripe option, prefetching data to nodes’ SSDs, and utilizing GeoTIFF’s data
compression options. However, the efficacy of these optimizations will be dependent
on the architecture of the test system, so I do not pursue them here.

Robustness

The algorithm is robust in the face of crashes and other interruptions. The data each
tile sends to the central node could be cached, allowing the algorithm to proceed with-
out having to repeat work after a crash. Once the central node has calculated a global
solution, this solution can be cached and loaded in order for finalization to continue.
For simplicity, I have not yet included this capability in my own implementation.

Correctness

A formal proof of correctness is beyond the scope of this paper. However, I have
built an automated tester which performs correctness tests on arbitrary inputs. This
tester, along with several tests, is included in the source code.

In any test, a correct result must be established. While ArcGIS or GRASS
could be used for this, doing so would introduce a large and potentially expensive
dependency that could not be included with the source code. Therefore, I use a
simple implementation of a flow accumulation algorithm to establish correct results.
This algorithm can be verified by inspection and then used to test the new algorithm.

In testing, a dataset’s tiles are merged using gdal and treated as a single unit to
generate an authoritative answer. The new algorithm is then run on the uncombined
tiles. In all cases, the algorithm is run with each of its memory retention strategies.
Running this suite of tests on a number of inputs did not show any deviation from
the authoritative answer, which is evidence of correctness.

3.8 Coda
A limitation of the algorithm presented here is that it performs only simple flow ac-
cumulation while there are many other properties that may be of interest. Tarboton
and Baker [168] suggest the possibility of a generalized “flow algebra" which could
capture the calculations of these many properties in a single system. In future work,
I will investigate generalizing the techniques presented here and in Barnes [13] for



CHAPTER 3. PARALLEL FLOW ACCUMULATION 59

use with flow algebras to form a very general approach for extracting hydrological
features and properties from DEMs. Another limitation is that the new algorithm
requires that the flow metric it considers be non-divergent. In future work I will
endeavour to relax this limitation.

In summary, prior flow accumulation algorithms for large digital elevation mod-
els required massive centralized RAM, suffered from unpredictable and slow disk
access when a virtual tile approach was used, or required large numbers of nodes and
communications when parallel processing was used. In contrast, the present work
has introduced a new algorithm which ensures fixed numbers of disk accesses and
communication events. This enables the efficient processing of rather large DEMs
constituting trillions of cells on both high- and low-resource machines.

Complete, well-commented source code, an associated makefile, and correctness
tests are available at https://github.com/r-barnes/Barnes2016-Parallel
FlowAccum. This algorithm is part of the RichDEM (https://github.com/r-
barnes/richdem) terrain analysis suite, a collection of state of the art algorithms
for processing large DEMs quickly.
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4.1 Abstract
Solving inverse problems, performing sensitivity analyses, and achieving statistical
rigour in landscape evolution models requires running many model realizations. Par-
allel computation is necessary to achieve this in a reasonable time. However, no pre-
vious landscape evolution algorithm is able to leverage modern parallelism. Here, I
describe an algorithm that can utilize the parallel potential of GPUs and many-core
processors, in addition to working well in serial. The new algorithm runs 43 x faster
(70 s vs. 3000 s on a 10,000 x 10,000 input) than the previous state of the art and
exhibits sublinear scaling with input size. I also identify key techniques for multiple
flow direction routing and quickly eliminating landscape depressions and local min-
ima. Complete, well-commented, easily adaptable source code for all versions of the
algorithm is available on Github and Zenodo.

http://dx.doi.org/10.1016/j.geomorph.2019.01.002
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4.2 Introduction
Models can be used to help determine how landscapes are formed and to predict
their futures. However, doing so may require exploring many possible governing
equations and initial conditions [178, 43]. To do this with statistical rigour may
require require millions of model realizations [178, 33]. This computational cost is
exacerbated by the need for numerical stability and accuracy, which often requires
using small time increments and/or high spatial resolutions [85]. Performing such
computational experiments in serial is not feasible.

Nodes with many-core CPUs and several graphics processing units (GPUs) repre-
sent the state of the art and the future of high-performance computing [51]. However,
current landscape evolution algorithms are not designed to take advantage of such
machines. Here, I resolve this by presenting several implementations of a landscape
evolution model designed to work in a variety of parallel environments offering geo-
scientists a way to take advantage of these systems.

The greatest speed gains I achieve stem from the use of GPUs. In contrast
with CPUs, GPUs execute individual tasks slower than CPUs but are capable of
performing the same task concurrently on thousands of unique data elements [127].
Until recently, programming both GPUs and multi-core CPUs was challenging due
to the need for specialized programming languages; however, industry-wide efforts
to make parallelism more accessible have led to standards such as OpenMP [46] and
OpenACC [131], which provide ways of integrating parallelism into languages such
as C++. The implementations I present here use these standards to make it easier
for non-specialists to adapt the accompanying source code to their needs.

4.3 Methods

An example model

To demonstrate the techniques used in the new algorithm, I reimplement an O(n)
implicit integrator developed by Braun and Willett [33] for the stream power equa-
tion. This is the most efficient algorithm previously published for this purpose. I
will refer to this below as the B&W algorithm and use it to benchmark and verify
the new code. The new algorithm produces identical results to the B&W algorithm
and is also implicit in time. The design of the new algorithm is similar to the B&W
algorithm; differences between the two will be described as they arise.

The design of the B&W algorithm imposes serious limitations on parallelism and
scalability; it is also limited to D8 flow routing. In contrast, my new algorithm can
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Figure 4.1: An example output of the landscape evolution algorithm: a nonlinear,
self-organizing system.

fully leverage the power of modern CPUs, distribute work without load imbalance
between many cores, and effectively offload work to accelerators such as GPUs. The
algorithm produces outputs similar to that shown in Figure 4.1.

The algorithm described here could be applied to many equations governing the
evolution of landscapes, such as those reviewed by Tucker and Hancock [178] and
Chen, Darbon, and Morel [43]. As a demonstration of the algorithm, I use the stream
power equation. Whipple and Tucker [187], Royden and Perron [153], and Lague
[100] further explain the equation and show examples of its use while Campforts and
Govers [39] explore numerical issues that may arise from it. In the equation, the
evolution of the elevation h of a point on a landscape is modeled as:

∂h

∂t
= −KAm̂

(
∂h

∂x

)n̂

(4.1)

where K is a scalar whose value may be influenced by, for example, lithology, channel
width, and channel hydrology; A is the flow accumulation or contributing drainage
area; and m̂ and n̂ are scaling constants. Solving the equation using the implicit
(backwards) Euler method coupled with Newton–Raphson iteration permits the use
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of longer timesteps and leads to higher numerical accuracy than would otherwise be
possible [33].

The appropriate values for K, m, and n are debated. For instance, theoretical
analyses place n between 2

3
and 5

3
, but possibly higher than 2 [153]. This uncertainty

can be dealt with, in part, through sensitivity analyses, though this requires addition
realizations of the model. Although values of m,n = 1, 2 permit analytic solutions to
Equation 4.1 which accelerate its solution, the methods developed here are general
and apply to any choice of values.

In the context of this paper, Equation 4.1 is solved for all of the cells in a grid
of elevations. The equation is used to adjust the elevation of an upstream cell based
on the flow accumulation at the cell, the elevation of its downstream neighbour, and
the steepness of the local gradient. If elevation of the downstream neighbour is not
known, the equation will have too many unknown variables and cannot be solved.
Therefore, a boundary condition is needed. Here, I achieve this by setting the grid’s
perimeter cells to a fixed base level; Braun and Willett [33] discuss other possibilities.

Since the elevation of the perimeter cells is known, Equation 4.1 can be solved for
the cells adjacent to the perimeter cells, and then the cells adjacent to those cells.
This continues until all of the cells are calculated. Similarly, the cells at the peaks
of the elevation grid pass flow downstream. Thus, a processing order is needed that
allows cells to be processed from upstream to downstream in order to calculate flow
accumulation and from downstream to upstream to adjust cells’ elevations. This
paper presents techniques for obtaining such an ordering in a parallelized way.

Algorithmic improvements

Breadth-first ordering

The key difference between the new algorithm and B&W is the topology of the flow
graph (the graph traced by flow descending from one node to the next) as illustrated
in Figure 4.2. The new algorithm performs a breadth-first traversal while the B&W
algorithm performs a depth-first traversal.

The traversals are formed by building a list of source nodes from which to begin.
These nodes are later removed from the list and their neighbours added; this process
repeats. The order in which nodes are added and removed determines which traversal
is performed.

The B&W algorithm’s depth-first traversal is built using a stack ordering (Fig-
ure 4.2a) in which the first nodes to be added are the last nodes to be removed.
The first of a node’s upstream neighbours is visited, and then the first of that node’s
upstream neighbours, and so on. When there are no more upstream neighbours, the
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Figure 4.2: Comparison of traversals/orderings.

algorithm back-tracks one level and processes the next upstream neighbour, if there
is one.

In contrast, the new algorithm’s breadth-first traversal is built using a queue
ordering (Figure 4.2b) in which the first nodes to be added are the first nodes to
removed. All of a node’s upstream neighbours are visited, then all of the upstream
neighbours’ neighbours and so on. This means that nodes are visited in an expanding
wave (shown as dashed lines in the figure) from whatever nodes are used to initiate
the traversal.

In both orderings, nodes that are upstream or downstream of each other cannot
be processed in parallel since information from one node is needed to determine
properties of the other.

The breadth-first traversal provides an easy route to parallelism. The expanding
wavefront of the traversal groups nodes into “levels", as denoted by the dashed line
in Figure 4.2b. Though levels must be processed sequentially, the nodes in each level
can be processed in parallel because they are causally independent.

Effectively parallelizing a depth-first traversal is known to be a difficult prob-
lem [146]. To see why, consider Figure 4.2a. One parallel thread could execute Node
2 and its upstream nodes while another could process Node 5 and its upstream nodes;
however, this means that the first thread would have three nodes to process while the
second thread would have four. One way to prevent such load imbalance is to launch
a new parallel task every time the flow graph branches. However, this is not a good
solution: there is a significant overhead to starting new parallel threads [37] and,
since each task would process a single node, the overhead of starting a task is likely
to exceed the work done by that task. Another potential solution is to only launch
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tasks when there are large branches in the flow graph. But this begs the question of
how large such a division should be and how long it would take to determine the size
of branches. Put simply: parallelizing a depth-first traversal takes more time than
it saves.

Figure 4.3 illustrates the foregoing on actual data from the empirical tests de-
scribed later in the paper, showing the topology and timing of four parallel threads
executing the Erosion step of the algorithm (section 4.3).

The breadth-first traversal consists of levels in which many nodes can be processed
in parallel (Figure 4.3b). The threads process 70, 71, 74, and 74 nodes each; the first
thread has to wait while the last two threads process four additional nodes. This
good load balancing means that full parallelism can be used throughout the traversal
leading to rapid completion (Figure 4.3d).

In contrast, as Figure 4.3a shows, the depth-first traversal initially has a high
degree of parallelism, equal to the number of edge nodes of the elevation model.
However, many of the chains of interconnected nodes (these are known as trees) are
small. As a result, much of the available parallelism is quickly exhausted until a
single thread is operating on a single, usually large, tree (the dark red portion of
Figure 4.3c). In this example, the threads process 48, 51, 85, and 105 nodes each
and the first two threads must wait while the last thread processes 57 additional
cells. Such waiting represents a lost opportunity for parallelism and acceleration.

The type of traversal used also affects which portions of the elevation grid a
parallel thread operates in. In the depth-first traversal threads tend to hop around
to different parts of the grid (Figure 4.3e) while in the breadth-first traversal the grid
is divided more or less evenly between the threads (Figure 4.3f).

Local minima

It is often desirable to calculate flow directions only after internally-draining regions
of a digital elevation model such as depressions and pits (see Lindsay [104] for a
typology) have been eliminated. This ensures that all flows can reach the edge of the
model. Depressions may arise spuriously from random initial conditions, inaccuracies
in floating-point mathematics [66], or from features such as lakes and endorheic
basins.

Depressions may be dealt with in one of three ways.

• They can be ignored. Over time, the model’s erosive processes will either fill
them or create outlets.

• The depressions can be filled to the level of their lowest outlets. This is
the method recommended by Braun and Willett [33], who suggest a subop-
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Cells That Can Be Processed In Parallel
Cells of the same colour must be run sequentially Cells of the same colour may be run in parallel

(a) Stack Order (b) Queue Order

When Cells Are Processed
Warmer cells are processed later

(c) Stack Order (d) Queue Order

Which Thread Processes Which Cells
Cells of the same colour are processed by the same thread

(e) Stack Order (f) Queue Order

Figure 4.3: Stack vs. queue: illustrated on a larger example using four threads. See
section 4.3 for details. Figure 4.2 shows a smaller example for which the algorithm
is explained.
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timal O(N
√
N) algorithm. Optimal theoretical and empirical performance

for depression-filling is achieved by the Priority-Flood algorithm identified by
Barnes, Lehman, and Mulla [18]. On integer (or appropriately discretized
floating-point) data Priority-Flood runs in O(N) time. For general floating-
point data, it runs in O(m logm) time where m � N . Recent work by Zhou,
Sun, and Fu [200] and Wei, Zhou, and Fu [185] has helped to minimize the
wall-time. For larger models, Barnes [13] presents an optimal parallelization of
Priority-Flood.

• Depressions may also be breached by cutting a channel from a depression’s pit
cell(s) to some point beyond its outlet, as detailed by Lindsay [104].

The filling of depressions may result in flat regions where there is no locally-
defined flow direction. If desired, such regions may be resolved either (a) as part of
Priority-Flood [18] or (b) by routing flow both away from higher terrain and towards
lower terrain [16].

Larger models

For truly large elevation models, Barnes [13] and Barnes [12] describe optimal parallel
algorithms for performing depression-filling and flow accumulation. These algorithms
can process trillions of cells in less than an hour using only modest computational
resources. Although such grids are presently larger than those used in the context
of landscape evolution modeling, they may be of interest in the future.

Multiple flow directions

The B&W algorithm uses the D8 flow router [128, 109]. This models flow as de-
scending along the path of steepest slope from a cell to a single one of its neighbours,
provided there is a local gradient. This implies the convenient property that flows
only converge and never diverge. As a result, each cell has only a single receiver and
Equation 4.1 is solved with respect to only a single pair of cells: one upslope, the
other down. Multiple-flow direction (MFD) routers [59, 141, 81, 169, 137, 134, 161,
133, 136] break this assumption.

When multiple-flow directions are present a cell may have multiple downstream
receivers. Recall that the boundary conditions of the stream power equation require
that the elevation of downstream cells be known before the adjusted elevation of
their upstream neighbour can be calculated. Figure 4.4 shows the flow graph of a
set of cells, some of which have more than one downstream neighbour. Before the
elevation of cells 2, 3, and 4 can be calculated, the elevation of cell 1 must first be
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Figure 4.4: Multiple-flow directions. When multiple-flow directions are present a
cell may have multiple receivers. Cells are numbered in the order they should be
processed.

known. Similarly, the elevation of cell 2 must be known before that of cells 5 and 6
can be calculated. Dashed lines are used to indicate the outward flow of information.
The lines imply a breadth-first (queue) ordering; they exactly match the ordering
of Figure 4.2b. A similar wavefront cannot be constructed for a depth-first (stack)
ordering. Therefore, a breadth-first traversal is necessary for using multiple-flow
directions. Developing an efficient implementation for this is beyond the scope of
this paper, but I will explore it in future work.

Techniques for efficient parallelism

The following are a few notes on parallelism as it applies to shared memory environ-
ments and how it influences the algorithms described here.

Amdahl’s law [4, 99] says that a program’s speed-up due to parallelism is bounded
by the number of available parallel units and the time the program must spend
running serial code. If the program spends half its time in serial code, then even
using infinite parallelism can only halve the run-time. In B&W only a subset of
the steps of the algorithm is parallelized; therefore, as the number of parallel units
increases, the run-time is dominated by the serial steps. Here, I overcome this by
parallelizing all steps.

The algorithm consists of several distinct steps. Each step involves one or more
loops over the elevation model, or portions thereof. These loops may be parallelized
when their iterations are independent of each other. Such loops are denoted in the
pseudocode with for‖. For instance, during Uplift (section 4.3, Algorithm 4.5) each
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cell is raised by a constant factor. Since no cell needs information from any other
cell for this to happen, all the cells may be uplifted concurrently.

Sometimes, one or more steps may be executed concurrently. For example, ele-
vations are used to determine a processing order. Once this order is known, Flow
Accumulation (section 4.3, Algorithm 4.4) can be calculated without reference to the
cells’ elevations. Similarly, the Uplift subroutine (section 4.3, Algorithm 4.5) does
not depend on flow accumulation. As a result, Flow Accumulation and Uplift can
be calculated at the same time.

The threads of a parallel program can proceed independently of each other. The
algorithms described here operate in a shared memory environment in which all
parallel threads can access each other’s memories. Without careful synchronization,
two or more threads may try to read from and write to the same memory location
simultaneously. This is known as a race condition and leads to unpredictable behavior
and erroneous results [42, p. 243].

A race condition can be avoided by either carefully synchronizing threads or by
using atomic variables. An atomic variable fuses a read, modify, write sequence into
a single, indivisible operation allowing each thread to ignore the existence of the
others [42, p. 90]. Atomic variables are slower than normal variables, so it is best to
limit their use and, when they are used, to access them with only a limited number
of threads. Some algorithms are not possible without atomics.

Both OpenMP [46] and OpenACC [131]—two widely-used frameworks for par-
allel programming—synchronize all threads at the end of each parallel-for region,
unless explicitly told not to. This is known as an implicit barrier. Barriers prevent
steps from being run concurrently and ensure that each step has the prerequisite in-
formation it needs to run. Not every barrier can be eliminated, but removing those
that can is vital to obtaining good parallel performance. In my implementations, I
remove many implicit barriers, allowing threads to independently proceed through
several steps before reaching a barrier. For simplicity the pseudocode does not show
this, but readers can find full details in the accompanying source code.

The presence of if clauses within the inner loops of an algorithm can lead to
slow downs by a factor of two or more. This happens when the CPU fails to predict
the value of the if statement and is known as failed branch prediction. On a GPU,
the different results of an if statement must be serialized across groups of parallel
threads; this is known as warp divergence. Therefore, wherever possible, I try to
keep the inner bodies of loops simple. Those if statements that remain in the code
could not be eliminated.
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Parallel frameworks

Parallelism can be realized in one of several ways. On a single core, single-instruction,
multiple-data (SIMD) instructions can be used. These are CPU instructions that
allow the same operation to be applied to several contiguous data elements at once.
The latest such instruction set, AVX-512, can process 16 single-precision or 8 double-
precision values at once. The B&W algorithm cannot take advantage of SIMD since
each thread operates on a separate tree of the flow graph and each tree is inherently
sequential. In contrast, the new algorithm is designed to produce contiguous data.

On a CPU, OpenMP may be used to easily divide an array between separate
threads/cores. This permits the full power of a multi-core CPU to be used. For
example, the new Summit supercomputer at Oak Ridge National Lab has 192 SIMD
units per compute node, allowing for up to 3072 single-precision calculations at once.
In contrast, each node has only 48 cores, which is the maximum parallelism that can
be applied by B&W.

GPUs, accessible via both OpenMP and OpenACC, provide an avenue to even
greater parallelism. The Nvidia Tesla V100 GPUs used by Summit allow for approx-
imately 163,840 parallel threads. Each node has several such GPUs. But, as above,
leveraging this parallelism requires the breadth-first design of the new algorithm.

The algorithm

The new algorithm models each grid cell as having receiver nodes (those receiving
flow from an upslope neighbour) and donor nodes (those nodes which pass their flow
to a downslope neighbour). Figure 4.5 depicts these concepts.

Computers are able to read and access memory faster when elements are laid out
and accessed in a regular, predictable fashion. Such a layout allows processors to
anticipate what memory will be needed and fetch it preemptively [53, 166]. Gridded
data in which cells connect with only adjacent neighbours in the grid is optimal for
this purpose and used here. Additionally, the simplicity of this layout makes data
transfer between the CPU and GPU fast.

Table 4.1 shows a worked example of the arrays developed in the following algo-
rithms. Parallelism is tricky to get right, so well-commented source code is provided
as a reference.

Step 1: initialization

The algorithm requires several global variables. These are as follows:
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Cell 1 2 3 4 5 6 7 8 9 10
Elev 3 2 3 4 1 2 3 2 4 3
Rec 2 5 2 7 X 5 6 5 7 8
Donor - 1 - - 2 7 4 10 - -

- 3 - - 6 - 9 - - -
- - - - 8 - - - - -

Dnum 0 2 0 0 3 1 2 1 0 0
Order 5 2 6 8 1 3 7 10 4 9
Levels 0 1 4 8 10
Accum 1 3 1 1 10 4 3 2 1 1

Table 4.1: Arrays used in the algorithm: a worked example. All arrays are zero-
indexed. The entries of theCell row refer to the node labels in Figure 4.5. Elevations
are chosen arbitrarily such that donor cells are higher than receiver cells, though the
algorithm would handle cells of the same elevation by eroding first one and then
the other. Receivers are calculated per Algorithm 4.1. Donors are calculated per
Algorithm 4.2. Note that the Donor array should be read as snaking down one
column, then down the next, and so on. Each column refers to one node’s entries
and each node has Dmax entries, some of which are unused (these are marked with
dashes ‘-’). The Dnum array is the number of entries of each column of the Donor
array that are filled in; that is, the number of Donors each cell has. The Order
array is the order in which cells should be processed, as determine by Algorithm 4.3;
these values are the same as those shown in Figure 4.2b. The Levels array notes
the 0-indexed beginnings of each level of parallelized cells, as marked by the dashed
lines in Figure 4.2b. The flow Accumulation array shows the flow accumulation of
each cell, as determined by Algorithm 4.4.

• Dmax : The maximum number of potential donors of any cell in the elevation
model. For a rectangular grid with horizontal, vertical, and diagonal connec-
tions, this is eight.

• m̂: The exponent of the flow accumulation area in the stream power equation
(Equ. 4.1).

• n̂: The exponent of the local slope in the stream power equation (Equ. 4.1).

• û: The rate of uplift.

• NoFlow: A constant indicating that the cell has no receiver.
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Figure 4.5: Elevation nodes and their connections. Solid arrows denote flow along
the path of greatest slope while dashed lines denoted possible flow routes of lesser
slope that are modeled as having no flow. In this example, Nodes 4 and 9 are the
donors of Node 7 and Node 6 is the receiver of Node 7. Node 5 is at the base level
(marked by the solid line) and its elevation does not change. Figure adapted from
Braun and Willett [33].

• ε: The tolerance for convergence in the Newton–Raphson method.

• K A factor influencing the rate of erosion, as described above.

• ∆x: The width of a grid cell.

• ∆y: The height of a grid cell.

• ∆t: The duration of a timestep.

The algorithm requires one input array:

• Elev: The height/elevation model. This is a one-dimensional array of size
width by height. A particular cell at location (x, y) is addressed as y ·width+x.

Step 2: determine receivers

Here, for each cell c, we determine which of c’s neighbours receives its flow, choosing
the neighbour with the greatest downhill slope. The address of the receiving neigh-
bour is stored in the Rec array. Each entry in this array has a corresponding cell in
the Elev array. Note that cells on the perimeter of the model do not transfer flow.
This step is conceptually identical to its counterpart in the B&W algorithm.
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Algorithm 4.1 Determine Receivers
1: Let Rec have the same dimensions as Elev
2: Initialize Rec to NoFlow
3:
4: for‖ all cells c in the interior of Elev
5: smax ← 0 . Maximum slope
6: nmax ← NoFlow . Neighbour with that slope
7: for all neighbours n of c do
8: s← (Elev[c]− Elev[n])/dist(c, n)
9: . Slope from c to n
10: if s > smax then
11: smax ← s
12: nmax ← n

13: Rec[c]← nmax

Step 3: determine donors

The Donors array is an inversion of the Rec array. Each cell in Elev corresponds
to Dmax entries in this array, where each entry denotes the address of a cell from
which flow is received. Thus, the address of the cells from which a particular cell
(x, y) will receive flow are given by Dmax · (y · width + x) + k = Dmax · c + k for
k ∈ [0,Dnum(c)), where Dnum(c) indicates the number of neighbours from which c
receives flow.

In the B&W algorithm, each donating cell informs its receiver that it will be
receiving a donation. This prevents parallelization because multiple donor cells may
pass their information at the same time: a race condition. This could be prevented
with atomic operations, but a more performant solution is to have each cell identify
its donors. Though this introduces an if statement, the cost of doing so is less than
the cost of using an atomic.

Algorithm 4.2 Determine donors
1: Let Donor have the same dimensions as Elev ·Dmax
2: Let Dnum have the same dimensions as Elev
3:
4: for‖ all cells c in the interior of Elev
5: Dnum[c]← 0
6: for all neighbours n of c do
7: if Rec[n] = c then
8: Donor[Dmax · c+ Dnum[c]]← n
9: Dnum[c]← Dnum[c] + 1
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Step 4: generate order

The Order array stores the addresses of cells in the order they are to be processed.
Traversing the array from left to right corresponds to sweeping the elevation grid
from lower to higher elevations and ensures that a boundary condition is available
for solving the implicit form of the stream power equation. Traversing the array
from right to left corresponds to sweeping the elevation grid from higher to lower
elevations and allows flow accumulation to be calculated. Each cell appears in this
array once. The levels array contains indices corresponding to subdivisions of Queue.
The cells in each level may be processed in parallel.

At this stage the algorithm fundamentally differs from B&W: B&W uses a stack
whereas I use a queue. From the perspective of graphs this is the difference between
depth-first and breadth-first traversal, respectively. The difference is illustrated in
Figure 4.2 and, again, in Figure 4.3. As explained in section 4.3, this greatly increases
potential parallelism.

To build Order, all of the cells without receivers (the mouths of rivers and pits
of depressions) are first added to the queue. A note is made in Levels of how many
of these cells there are (see Table 4.1). Next, all of these cells’ donors are added and
another note is made in Levels. And then the donors of the donors are added, and
so on.

This step is written as a serial algorithm (Algorithm 4.3). How it is parallelized
depends heavily on the implementation, as described in section 4.4. One possibility
is to have each parallel thread generate its own private ordering. An alternative is
to use an atomic variable to synchronize the placement of cells into an ordering that
all the parallel threads refer to. In both cases, minimal changes to the pseudocode
shown in Algorithm 4.3 are necessary, as demonstrated in the accompanying source
code.

Algorithm 4.3 Generate Queue
1: Let Levels be a vector that is “sufficiently long"
2: Levels[0]← 1
3: Ls ← 1 . Write location in Levels
4: nqueue← 0 . Open location in Order
5:
6: for all cells c in Rec do
7: if Rec[c] = NoFlow then . Is it a source cell?
8: Order[nqueue]← c
9: nqueue← nqueue + 1

10: Levels[Ls] = nqueue . Note last cell of Levels
11: Ls ← Ls + 1
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12:
13: LL ← −1 . Lower index of current level
14: LU ← 0 . Upper index of current level
15: while LL < LU do
16: LL ← LU

17: LU ← nqueue
18: for c ∈ [LL, LU) do
19: for all k ∈ Dnum[c] do
20: Order[nqueue]← donor[Dmax · c+ k]
21: nqueue← nqueue + 1

22: Levels[Ls]← nstack
23: Ls ← Ls + 1

24: Ls ← Ls − 1 . Correct overshoot

Step 5: compute flow accumulation

The Accum array stores the flow accumulation (also known as drainage area, con-
tributing area, and upslope area) of each cell. As described by O’Callaghan and
Mark [128] and Mark [109], the flow accumulation A of a cell c is defined recursively
as

A(c) = w(c) +
∑

n∈N (c)

α(n, c)A(n) (4.2)

where w(c) is the amount of flow which originates at the cell c; frequently, this is
taken to be 1, but the value can also vary across an elevation grid if, for example,
rainfall or soil absorption differs spatially. The summation is across N (c), the set of
all the cell c’s neighbours. α(n, c) represents the fraction of the neighbouring cell’s
flow accumulation A(c) that is apportioned to c; this is zero for non-donor cells.
Flow may be absorbed during its downhill movement, but may only be increased by
cells, so α is constrained such that for a given cell c,

∑
n α(c, n) ≤ 1. In the B&W

algorithm each cell passes flow to its receiving neighbour. Here, each cell determines
what flow it receives, similarly to how Donor (section 4.3) cells were determined.
This permits flow accumulation to be parallelized across each level of the queue (see
Fig. 4.3).

Algorithm 4.4 Flow Accumulation
1: Let A have the same dimensions as Elev
2: Initialize A to ∆x∆y
3:
4: for l ∈ [Ls − 2, 0] do
5: for‖ c ∈ [Levels[l],Levels[l + 1])
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6: for i ∈ [0,Dnum[c]) do
7: n← Donor[Dmax · c+ i]
8: A[c]← A[c] +A[n]

Step 6: uplift

Tectonic uplift is incorporated in a straight-forward manner: every cell is elevated
at some rate û. Boundary cells, commonly edge cells, are excepted: their elevation
is fixed. Note that parallelism is still trivial if uplift varies spatially. This step is
performed the same as in the B&W algorithm.

Algorithm 4.5 Uplift
1: for‖ all cells c in the interior of Elev
2: Elev[c]← Elev[c] + û∆t

Step 7: calculate erosion

Finally, the stream power equation can be solved via the implicit Euler method using
Newton–Raphson iteration. Note that, due to the new breadth-first topology, the
cells within each level are neither receivers nor donors of each other. More impor-
tantly, there is no causal connection between them. This means that all of the cells
in a level can be executed in parallel, as in Algorithm 4.6, Line 2. Note that the
tolerance check on Line 11 could be replaced with a fixed number of loops if the max-
imum number required were known. The ordering developed in section 4.3 ensures
that the information needed by the boundary conditions of the implicit equation is
always available.

Algorithm 4.6 Calculate erosion
1: for l ∈ [1, Ls) do
2: for‖ i ∈ [Levels[l],Levels[l + 1])
3: c← Order[i] . Current focal cell
4: n← Rec[c] . Neighbour of focal cell
5: F ← K ·∆t ·Acc[c]m/dist(n, c)n
6: h0 ← Elev[c] . Elevation of focal cell
7: hn ← Elev[n] . Elevation of neighbour cell
8: hnew ← h0 . Current updated value of Elev[c]
9: hp ← h0 . Previous updated value of Elev[c]
10: δ ← 2ε . Difference between updated values
11: while |δ| > ε do . While difference > tolerance
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12: hnew ← hnew − (hnew − h0 + F · (hnew − hn)n)/(1 + F · n · (hnew − hn)n−1)
13: δ ← hnew − hp . Update difference
14: hp ← hnew . New previous value
15: Elev[c]← hnew . New elevation for focal cell

Rinse, repeat

All of the above steps, excluding initialization, are repeated as many times as neces-
sary until the desired interval of time has been simulated.

Test setup

Implementations

For testing, I have developed the following implementations:

• B&W: The B&W serial algorithm described by [33].

• RB: A serial version of the new algorithm.

• B&W+PI: A fully parallel version of the B&W algorithm.

• RB+PQ: A fully parallel version of the new algorithm.

• RB+GPU: The new algorithm adapted for use with a GPU.

Complete, well-commented, easily-adaptable source code, an associated makefile,
and correctness tests are available at https://github.com/r-barnes/Barnes2019-
Landscape and on Zenodo [10]. The code is written in C++ using OpenACC for
GPU acceleration and OpenMP for multi-core CPU acceleration. In addition to the
implementations listed above the source code contains several intermediate imple-
mentations to help readers understand the technical choices that led to the current
design. The code constitutes 3,304 lines of code spread across several implemen-
tations (averaging 367 lines of code per implementation). 42% of the lines are or
contain comments. All algorithms were targeted to the native architecture of the
test machines and compiled using GCC (except where noted) with both full opti-
mizations and “fast math" enabled, as described in the makefile. This code can
be adapted to maximize performance across an array of environments that may be
available to a reader: serial, multi-core, or GPU-enabled machines.

Minimal effort has been put into low-level optimizations. This is intentional: the
code here is meant to be accessible to any geoscientist comfortable working with C,
C++, or other lower-level languages. OpenMP and OpenACC have been used for

https://github.com/r-barnes/Barnes2019-Landscape
https://github.com/r-barnes/Barnes2019-Landscape
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parallelism because they are easier to learn and use than more expressive accelerator
frameworks such as OpenCL and CUDA. Scientists unfamiliar with these languages
and concepts will still be able to make use of the code: extensive documentation and
a straight-forward coding style should allow manipulation of key elements without a
full understanding of the code.

Test environment

Two machines have been chosen to be reflective of the resources available to users of
CPU-only HPC systems or those including GPUs. Comet, a supercomputer managed
by XSEDE [177], was used for CPU timing tests. Each node has two 12-core Intel
Xeon E5-2680v3 CPUs with 128GB DDR4 RAM. SummitDev, a supercomputer
managed Oak Ridge National Lab’s Leadership Computing Facility, was used for
GPU timing tests. Each node has two 10-core IBM POWER8 CPUs with each core
supporting eight hardware threads (160 threads total). Each node has 500GB DDR4
memory and is attached to four NVIDIA Tesla P100 GPUs. Running the CPU code
on SummitDev yielded wall-times similar to Comet, though optimizing CPU code
specifically for SummitDev is beyond the scope of this paper.

Test setup

Square elevation rasters of several sizes were generated. Each cell of the rasters was
initialized to a random value drawn from a uniform distribution in the range [0, 1].
Seed values were set so that all implementations at a given size used the same data,
allowing for safe intercomparison.

All tests were run for 120 timesteps to better extract the effect of input size on
wall-times. This is sufficient to reach steady-state for small inputs, but additional
iterations would be necessary to achieve convergence on larger inputs.

Correctness and accuracy

The outputs of all of the implementations have been compared and are identical.
This suggests that the implementations are correct. The source code includes a
script that performs this comparison automatically.

However, the numerical accuracy of the integration method should be considered.
Campforts and Govers [39] demonstrate that the implicit first-order finite-difference
method used by Braun and Willett [33] and accelerated here is subject to numerical
diffusion [176]. The effect of this is that major discontinuities in a river (such as
waterfalls) are gradually smoothed away during upstream propagation. To address
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Figure 4.6: Timing comparisons for all implementations for two input sizes.

this Campforts and Govers have developed a finite volume method with flux lim-
iting [167]. This permits accuracy equal or greater than a second-order method in
smooth regions and first-order accuracy in the proximity of sharp discontinuities [39].
A model based on this algorithm has been implemented in Matlab [40]. Though this
model could be accelerated using the methods described here, I refrain from doing
so to simplify the presentation. It should be noted that in the parameter searches
that motivate this work rapid exploration of the parameter space is often paramount.
This can be achieved be intentionally using simple, fast models, even at the expense
of some accuracy. Once the general shape of parameter space is known, it can be
refined with more accurate models, which are generally slower.

4.4 Results and discussion
Figure 4.6 shows the aggregate of the results of the tests below. For the larger grid
size, the new algorithm runs 13 x faster than the B&W serial implementation on a
CPU and 43 faster on a GPU. The performance details of each implementation are
discussed below. Note that the ranges of values along the x-axes in the figures are
different in each of the two panels.
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Figure 4.7: Timing comparisons for the B&W and RB (serial) implementations.

Serial implementations

Figure 4.7 compares the wall-times of the B&W and RB implementations. These
serial implementations differ only in whether or not a stack or a queue is used.
Note that for the 10002 grid, the RB implementation is slightly faster, but that it is
slower for the 10,0002 grid. This indicates that for most models using a breadth-first
traversal should have a negligible impact on speed versus using a depth-first traversal.
As we will see, a breadth-first traversal gives shorter wall-times when parallelism is
used.

Figure 4.7 also shows that the majority of the wall-time (an average of 75%) is
consumed by the erosion function. Optimizing this is therefore key to improving the
efficiency of both algorithms.

CPU parallel implementations

The hour-plus wall-time of the serial implementations demonstrates the need for par-
allelism. Since the erosion function takes the majority of the wall-time, parallelizing
it is a good place to start. Doing so reduced its wall-time by 75% and reduced the
wall-times of both algorithms to 10 s for the 10002 grid and 1200 s for the 10,0002
grid, a 66% reduction versus serial performance.
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Figure 4.8: Timing comparisons for the parallel CPU implementations (B&W+PI,
RB+PQ).

To improve on this, I parallelized all the steps of the algorithms and removed syn-
chronization barriers (discussed earlier), this further halved the wall-times. I then
parallelized the construction of the queue/stack (Step4_GenerateOrder) in B&W by
using OpenMP tasks to avoid explicit stack construction, but this did not lead to bet-
ter performance. Performance gains were possible in the RB algorithm by giving each
thread its own private queue in Algorithm 4.3. Passing this private queue onward
to subsequent steps allows several stages of the algorithm to proceed independently
without any synchronization. Timing comparisons of the parallel implementations
of the two algorithms are shown in Figure 4.8.

GPU implementation

OpenACC was used, in conjuction with the PGI compiler, to build a GPU imple-
mentation of the RB algorithm. In the implementation, Step 4: Generate Order was
parallelized by treating the variable nqueue in Algorithm 3 as an atomic (see sec-
tion 4.3) using a limited number of threads to avoid contention. Alternative designs
either did not show a significant speed-up or yielded more complex code.

Figure 4.9 shows the results. For the smaller grid, the GPU runs no faster than
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Figure 4.9: Timings for the RB+GPU implementation.
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Figure 4.10: Scaling for the RB+GPU implementation. Distinct scaling behaviours
are delineated. As discussed in section 4.4, all regions scale sublinearly.
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the RB+PQ implementation; for the larger grid, the GPU gives a 3 x speed-up. The
between the two input sizes depicted in Figure 4.9 is notable. A 100 x increase in
the grid size caused the RB+PQ implementation to take 100 x longer to complete; in
contrast, the RB+GPU implementation took only 28 x longer. The implementation
scales sublinearly. Figure 4.10 illustrates this. In each region the algorithm’s wall-
time scales as O(Nx). From left to right, the linear-fit values of x are 0.33, 0.16,
0.42, and 0.92.

The GPU has other advantages. Its unused compute power can be used to simul-
taneously process other models. In multi-GPU systems such as Summit, this means
many model realizations can be carried out in a short time. GPUs also tend to be
more energy-efficient than CPUs, so the net energy, environmental, and monetary
costs of doing a given calculation are reduced.

Future improvements

There are still opportunities to improve GPU performance. Step 4: Generate Order
is difficult to parallelize because memory is accessed in a non-contiguous fashion
and so little computation is done. I have handled this in my implementation by
using a small number of threads to atomically handle the queue. Improved atomic
performance in forthcoming hardware will accelerate this strategy. Future compiler
improvements may accelerate the existing implementations and allow new strategies
to be used, such as methods based on stream compaction [26]. Alternatively, at the
expense of more difficult, machine-specific code, CUDA, a GPU-specific language,
could be used to better leverage the hardware.

4.5 Conclusions
The foregoing has detailed algorithmic and methodological approaches to accelerat-
ing the modeling of landscape evolution. On the CPU, the resulting parallel imple-
mentation runs in less than a third the time of the fastest B&W implementation.
On the GPU, the implementation runs 43 x faster than the serial implementation of
the B&W algorithm, 9 x faster the best parallel B&W implementation, and scales
sublinearly with input size.

My on-going work focuses on extending the algorithm to multi-GPU environ-
ments in order to efficiently perform the large numbers of forward solutions that are
necessary for inverse problems or sensitivity analysis; working to develop the multiple
flow direction algorithm suggested earlier in this paper; and using the GPU-specific
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language CUDA to develop an implementation that, though less user-friendly, will
run even faster.

Complete source code and tests are available at https://github.com/r-barn
es/Barnes2019-Landscape and on Zenodo [10].

4.6 Acknowledgments
This work was supported by the Department of Energy’s Computational Science
Graduate Fellowship (Grant No. DE-FG02-97ER25308), the National Science Foun-
dation’s Graduate Research Fellowship, and an SC travel grant.

Empirical tests and results were performed on the Oak Ridge National Labora-
tory’s Leadership Computing Facility’s Summitdev supercomputer, which is a proto-
type machine for the forthcoming Summit supercomputer, and on XSEDE’s Comet
supercomputer [177], which is supported by the National Science Foundation (Grant
No. ACI-1053575).

The OpenACC techniques used in the paper were taught at the CSGF Program
Review’s “Mini-GPU Hackathon" led by Fernanda Foertter, Thomas Papatheodore,
Adam Simpson, Verónica Vergara Larrea, Mark Berrill, and Matthew Norman. Jack
DeSlippe and Thorsten Kurth helped with an unused OpenMP implementation at
an LBNL KNL Hackathon. Mat Colgrave of the PGI Compiler Group found bugs
in both my code and the PGI compiler. Kelly Kochanski provided helpful discussion
and ideas.

In-kind support was provided by Lorraine B., Myron B., Hannah J., Kelly K.,
Lydia M., Myron M., John O., and Jerry W.

https://github.com/r-barnes/Barnes2019-Landscape
https://github.com/r-barnes/Barnes2019-Landscape


85

Chapter 5

Optimal orientations of discrete
global grids and the Poles of
Inaccessibility

Barnes, Richard. (2019). Optimal orientations of discrete global grids and
the Poles of Inaccessibility. International Journal of Digital Earth, 1–14.
doi: 10.1080/17538947.2019.1576786

5.1 Abstract
Spatial analyses involving binning often require that every bin have the same area,
but this is impossible using a rectangular grid laid over the Earth or over any pro-
jection of the Earth. Discrete global grids use hexagons, triangles, and diamonds
to overcome this issue, overlaying the Earth with equally-sized bins. Such discrete
global grids are formed by tiling the faces of a polyhedron. Previously, the orien-
tations of these polyhedra have been chosen to satisfy only simple criteria such as
equatorial symmetry or minimizing the number of vertices intersecting landmasses.
However, projection distortion and singularities in discrete global grids mean that
such simple orientations may not be sufficient for all use cases. Here, I present an
algorithm for finding suitable orientations; this involves solving a nonconvex opti-
mization problem. As a side-effect of this study I show that Fuller’s Dymaxion map
corresponds closely to one of the optimal orientations I find. I also give new high-
accuracy calculations of the Poles of Inaccessibility, which show that Point Nemo, the

http://dx.doi.org/10.1080/17538947.2019.1576786
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Figure 5.1: The Earth projected onto various polyhedra. Cuboctahedron drawn from
Wikipedia, others drawn from Wijk [192] with permission of the publisher.

Oceanic Pole of Inaccessibility, is 15 km farther from land than previously recognized.

5.2 Introduction

Discrete global grids

A discrete global grid (DGG) is a set of cells which partition a planet’s surface; that
is, every point on the planet’s surface is uniquely associated with a cell. A common
example of discrete grid is the set of 1◦x1◦ latitude-longitude graticules. A discrete
global grid system (DGGS) is a series of discrete global grids consisting of grids of
greater or lesser resolution (more or fewer cells). An example of such a system could
be the combination of the 1◦x1◦ and 1/2◦x1/2◦ latitude-longitude graticules. However,
it is common to use the term DGGS more narrowly to refer to systems consisting of
polyhedra whose faces are divided into hexagons, triangles, or diamonds all of which
have the same dimensions, with convenient relationships between higher and lower
resolution grids [157].

A discrete global grid is specified by a number of design choices including: (1) A
base polyhedron; (2) A fixed orientation of this polyhedron relative to the planet;
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Figure 5.2: A hexagonal tiling of the Earth based on an icosahedron. Pentagons
are marked with black dots. Image produced with dggridR [11], an R package for
manipulating discrete global grids.

(3) A method for hierarchically partitioning the faces of the polyhedron; (4) A
method for transforming this planar partitioning onto the planet’s spherical/ellipsoidal
surface. These choices, and other properties of discrete global grid systems are re-
viewed by Sahr, White, and Kimerling [157], while the projection distortion induced
by using discrete global grids is reviewed by White et al. [188] and Kimerling et al.
[94]. This paper explores how the second design choice—orientation—can be opti-
mized once a polyhedron is chosen.

Spatial analyses involving binning often require that every bin have the same
area, but this is impossible using a rectangular grid laid over the Earth or over any
projection of the Earth. Discrete global grids overcome this issue by projecting the
Earth onto various polyhedra. Some commonly-used polyhedra, which are explored
here, include the cuboctahedron, regular dodecahedron, regular icosahedron, regular
octahedron, and regular tetrahedron; these are shown in Figure 5.1. To form a
discrete global grid the polyhedra are overlaid with hexagonal, triangular, or diamond
cells of equal size (Figure 5.2).

Hexagonal cells in particular have several convenient properties. All hexagonal
cells on a face share a common orientation (as opposed to triangles) and always meet
neighbouring cells across edges rather than points (as opposed to both triangles and
diamonds), which is convenient for modeling. Hexagonal cells require 13.4% fewer
samples to reconstruct certain classes of signals [116]. While a number of other
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advantages of hexagonal cells are reviewed in He and Jia [77], the utility of hexagons
can be intuited from the fact that they are the basis of the human visual system [159]
and the brain’s navigation system [75].

Discrete global grids are useful for spatial statistics and have exceptionally low
areal and angular distortion as compared to other projections. [73, 157, 94, 188,
164] In practice, they have been used for discretizing atmospheric dynamics [173],
ecological observation [29], studying long-range animal migration [98], modeling tidal
waves [102], solving the shallow-water equation [78, 79], analyzing remote sensing
data [149], and for spatial binning by the Uber ridesharing company [179]. They
have also been proposed as a basis for global digital elevation models [160].

The mathematical transforms from latitude-longitude to discrete global grid cell
indices involve numerous trigonometric calculations and may include iterative meth-
ods [71, 45]. In the past, such calculations were prohibitively slow; however, recent
increases in CPU speed as well as the ability to offload repetitive calculations on
large datasets to GPUs has largely overcome this hurdle. Additionally, algorithmic
developments such as improved indexing schemes mean that for basic operations such
as finding parent, child, and neighbour cells it is now possible to avoid many of these
calculations altogether [101, 155, 201, 27, 120]. Collectively, this is leading to wider
usage and standardization efforts [130].

Unfortunately, discrete global grids are not with issues. For instance, at any
resolution a hexagonally-tiled icosahedron will have exactly twelve pentagons, each
of which is 5/6 the size of the hexagons [94]. These sorts of singularities appear
at the vertices of all polyhedra and may break important geometric or topologic
assumptions made in code or statistical analyses. Figure 5.2 demonstrates this with
a toy example in which the number of earthquakes over a time period are binned and
polygonal cells are indicated. Notice that these cells overlap landmasses; this may
be undesirable depending on the analysis being performed. Additionally, for any cell
geometry, the areal or angular distortion of the cells comprising a grid, though lower
than traditional projections, is still a function of their location on a polyhedron’s
face [73, 94, 188].

Choosing an orientation which minimizes such effects is a nonconvex optimization
problem. Here, I solve this problem for several common polyhedra for several com-
mon scenarios depicted in Figure 5.3 by finding orientations which: (a) Maximize
the average distance of all vertices from land; this is useful for applications consid-
ering only landmasses. (b) Maximize the average distance of all vertices from water;
this is useful for applications considering only oceans. (c) Maximize a single vertex’s
distance from a coastline; this yields the Poles of Inaccessibility (see below) and is
useful for ensuring that a single landmass or ocean of interest has a single singularity
near its center; this can be used in place of a polar projection. I also identify ori-
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(a) (b) (c)

Figure 5.3: Conceptual diagram of some quantities being optimized. See text for
further details.

entations which minimize and maximize the overlap of the polyhedron’s edges with
landmasses; this configuration is useful for minimizing distortion within landmasses
or oceans. In addition, I find the orientations which maximize and minimize the
number of vertices intersecting landmasses.

The orientations in the foregoing list will not be suitable for all studies using
discrete global grids; however, the source code associated with this paper can be
used to generate customized configurations.

Cartography

In addition to their general applicability to any study using discrete global grids,
finding these orientations makes a contribution to cartography. Buckminster Fuller’s
Dymaxion map is based on an unfolding of the triangular faces of an icosahedron.
I have found no evidence that the orientation of Fuller’s icosahedron is known to
optimize any particular quantity, though Fuller’s orientation is claimed to be the
only one known for which no vertices fall on land [156]. Several tables of coordinates
for the vertices of Fuller’s orientation exist, but there are differences between the
tables as well as internal inconsistencies within some of the tables themselves [72].

Wijk [192] presents an optimized orientation of an unfolded icosahedron. How-
ever, the optimization only minimizes the length of land cut by an unfolded edge of
the icosahedron, rather than the total length of land intersecting the icosahedron’s
edges. That is, it is only suitable for flat maps meant for visual display.

This study finds self-consistent coordinates for Fuller’s orientation, as optimized
for a known quantity. It also provides an edge-overlap minimizing orientation.
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Poles of Inaccessibility

Finding orientations which maximize the distance of a single vertex from a coastline
corresponds to the problem of finding the Poles of Inaccessibility. If the point of a
polyhedron is located at such a pole, then the distance of one of its vertices from
a coastline is at an extrema and any rotation about this vertex will have this same
property. Poles of Inaccessibility, especially the Arctic, Antarctic, Eurasian, and
Oceanic poles, have long drawn explorers, often at great personal expense and risk.
For this reason, determining their locations accurately is important, though there
has been limited work on this.

Garcia-Castellanos and Lombardo [62] present a method of finding poles by adap-
tively refining a rectangular grid of test points to zoom in on a pole; however, they
perform their calculations assuming a spherical Earth and so generate incorrect val-
ues for all poles, though their values are often close to the ones I find and usually
within uncertainties induced by coastline data. Martinez [112] refined the Garcia-
Castellanos and Lombardo method, but did not calculate the locations of Poles. Rees
et al. [145] utilized the Garcia-Castellanos and Lombardo method, though with ellip-
soidal calculations, to find the Arctic Pole. Frączek and Kneller [57] used converging
isolines on a planar projection of the areas in question to find Poles; however, the
choice of a planar projection was a poor one and leads to differences of many kilo-
meters versus all other studies. A list of the Poles of Inaccessibility as found here is
given in Table 5.3.

5.3 Methods

Outline

Finding suitable orientations of polyhedra for discrete global grids is an optimization
problem whose objective is a function of the distance of coastlines to the polyhedras’
vertices and edges. The shape of Earth’s coastlines implies that this problem is
nonconvex (Figure 5.5). To solve the problem, I use a hillclimbing algorithm with
simulated annealing, as detailed below.

The methods described below will exhaustively generate all the possible orienta-
tions for each of several polyhedra. This is done at a coarse resolution using elliptical
calculations. Duplicate orientations will be searched for and removed. Each remain-
ing member of this sparsely-sampled orientation space will then used as a starting
point for a hillclimbing algorithm which finds optimal orientations given some cri-
teria of interest. Several polyhedra are considered here (Figure 5.1): the cubocta-
hedron, the regular dodecahedron, the regular icosahedron, the regular octahedron,
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Polyhedron Primary Vertex Vertices
Regular Icosahedron (0, 90◦) (0,±90◦), (36n◦,−1n arctan( 1

2 )) ∀n
Regular Dodecahedron (1, 1, 1) (±1,±1,±1), (0,±φ,±φ−1), (±φ−1, 0,±φ),

(±φ,±φ−1, 0)

Regular Tetrahedron (1, 0,−1/
√

2) (±1, 0,−1/
√

2), (0,±1, 1/
√

2)
Regular Octahedron (1, 0, 0) (±1, 0, 0), (0,±1, 0), (0, 0,±1)
Cuboctahedron (1, 1, 0) (±1,±1, 0), (±1, 0,±1), (0,±1,±1)

Table 5.1: Nominal vertex coordinates of the polyhedra considered in this paper.
Vertices are generated by taking all permutations of the ± signs and all unique
values of n. The symbol φ denotes the golden ratio: 1+

√
5

2
.

and the regular tetrahedron. Since textual descriptions may be insufficient to recre-
ate the algorithm, I provide source code on Github at https://github.com/r-
barnes/Barnes2017-DggBestOrientations. Various software packages were used
in the analysis [189, 190, 11, 25, 115].

Orientating polyhedra

The first step is to develop a method for orientating polyhedra. The orientation of
a polyhedron can be described by three parameters: the latitude λ and longitude
φ of one of its vertices (henceforth, the “primary vertex") with respect to a fixed
coordinate system along with the rotation θ of the other vertices about a vector
from the origin to the primary vertex, where latitude λ ∈ [−90◦, 90◦], longitude
φ ∈ [−180◦, 180◦), and rotation θ = [0◦, 360◦).

Table 5.1 lists the nominal vertex coordinates of the polyhedra. Each polyhedron
was rotated from this default orientation to one in which its primary vertex was
aligned with λ = 90◦, φ = 0. To do this, the 3-space coordinates of the polyhedra
were normalized. The vector ~P connecting the origin to the primary vertex was
then crossed with the (0, 0, 1) polar vector (~P × (0, 0, 1)) to generate a vector ~r
about which the polyhedra needed to be rotated to obtain a polar configuration.
Following Glassner [65, p. 466], the quantities c = ~P · (0, 0, 1), s =

√
1− c2, t = 1− c

were defined and the rotation matrix:

R =

 tx2 + c txy + sz txz − sy
txy − sz ty2 + c tyz + sx
txz + sy tyz − sx tz2 + c

 (5.1)

generated, where x, y, z were drawn from ~r. An arbitrary vector ~v’s coordinates in
the polar configuration were then ~v ′ = R~v.

https://github.com/r-barnes/Barnes2017-DggBestOrientations
https://github.com/r-barnes/Barnes2017-DggBestOrientations
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(a) Rotation about the polar vector. (b) Rotation to a new polar vector.

Figure 5.4: Polyhedral rotations. Note that θ and φ are not redundant.

Once the polyhedra were in the normalized polar configuration described above,
they could be rotated to any orientation (λ, φ, θ) by first rotating all points by an
angle θ about the z-axis (Figure 5.4a). A unit vector to (λ, φ) could then be calculated
and the matrix from Equation 5.1 generated (Figure 5.4b). The polyhedra could
then be rotated so that their polar vertex was coincident with the point described by
(λ, φ). Note that θ and φ are not redundant: the former changes the locations of all
a polyhedron’s vertices only about the z axis while the latter changes their location
with respect to an arbitrary rotation vector.

Enumerating polyhedral orientations

The second step was to generate a list of initial orientations. To do so, the polar
vertex was rotated to a series of positions generated by a Fibonacci spiral wrapped
about a sphere. [110, Eq. 4] This construction produces a set of orientations which are
distributed more or less evenly across the Earth with a separation of approximately
100 km. As detailed below, as orientations were generated, those with either no
vertices intersecting a landmass or with many vertices intersecting landmasses were
retained. Orientations which were close to each other were discarded.

Finding landmass intersections

To determine how many vertices of an orientation intersected a landmass, Web-
Mercator projected landmass polygons were acquired from OpenStreetMap. [132,
174] Conveniently, in this dataset large landmasses were subdivided into smaller
polygons. The polygons’ bounding boxes were pack-loaded into a Boost R-Tree [194]
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and those which were perfect rectangles were noted as such. This enabled quick
point-in-box checks for the projected vertices. When these checks indicated the
possibility of landmass intersection for a non-rectangular region, a more expensive
point-in-polygon check was performed using a method elaborated by Franklin [58].
Orientations with either zero or many landmass intersections were retained.

Search space pruning

Detecting nearby orientations was necessary to reduce the search space and the
number of results found by the optimization procedure. To do so, orientations’
vertices were projected into Cartesian 3-space and placed into a nanoflann [30] kd-
tree. For a given orientation O, neighbouring orientations could be found by querying
the kd-tree for a list of vertices nearby to each vertex of O. If another orientation
O′ appeared in each list, then each of its vertices was nearby to one of O’s vertices,
implying that O′ was nearby to O and allowing one of the two to be discarded.

Finding optimal orientations

The third step was to optimize the orientations. To do so, for a given polyhedron
and orientation, the distances of the polyhedrons vertices to the nearest coastline
were determined, as described below. If a vertex fell within a landmass its distance
to a coastline was taken as negative; otherwise, the distance was taken as positive.

Orientations were optimized for several quantities. (a) Orientations which maxi-
mize some vertex’s distance from a coastline (the Poles of Inaccessibility); these could
be found efficiently by optimizing for a single vertec and ignore the rest. (b) Orien-
tations which minimize and maximize the average distance across all vertices from
coastlines; orientations where vertices are far from the ocean or far from land, respec-
tively. (c) Orientations which minimize and maximize the overlap of the polyhedron’s
edges with landmasses.

To determine the vertices’ distance from land, WGS84 landmass polygons were
acquired from OpenStreetMap [132, 175]. Since calculating the distance between
vertices and landmass line segments would have been prohibitively slow, interpola-
tion was performed to ensure that no segment of coastline exceeded 500m in length.
Segments exceeding this threshold were subdivided by inserting points at 500m in-
tervals along a great circle arc connecting the segment’s endpoints. Using the great
circle approximation for interpolation is permissible because the distances involved
were small: no segment of coastline exceeded more than a few tens of kilometres in
length.
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All the interpolated points and the endpoints of the original segments were then
projected into Cartesian 3-space using geographiclib [90] for ellipsoidal calculations
and indexed using a nanoflann [30] kd-tree for quick nearest-neighbour lookups. Once
a vertex’s nearest neighbour was identified, great ellipse distances were calculated us-
ing geographiclib’s distance routines. For each orientation, the minimum, maximum,
and average distances of its vertices from coastlines were retained.

Hillclimbing

To find optimal orientations, each of the orientations generated by the Fibonacci
spiral (§5.3) was used as the initial value of a simulated annealing hillclimbing algo-
rithm (Russell and Norvig 2002, §4.3; Skiena 2012, §7.5.2). For a given orientation,
the hillclimbing algorithm chose at random one of λ, φ, θ and added to it a value δ
drawn from a normal distribution with zero mean and and some standard deviation
on the order of a half-degree. If the modified orientation was better than the original,
it was retained and modified itself; otherwise, another attempt at improvement was
made using a different modification. After a threshold number of failures, the algo-
rithm terminated. To obtain high-precision estimates of the optimal orientations the
standard deviation of δ was annealed; that is, its value was reduced in several stages.
Simultaneously, the number of failed attempts at improvement was increased.

For each initial value, the hillclimbing algorithm was run several times. Using
several initial values, repeated runs, and annealing all help hillclimbing algorithms
to avoid local optima and find global optima (Russell and Norvig 2002, §4.3; Skiena
2012, §7.5.2). In addition, as shown in Figure 5.5, the search space was characterized
by smooth isolines and broad basins of attraction, which meant the hillclimber had
a favourable working environment.

Poles of Inaccessibility

The location of the Poles of Inaccessibility is a function of the data used to constrain
them; therefore, for finding the Poles of Inaccessibility several datasets were used: the
OpenStreetMap data described above as well as the full-resolution versions of the L1
(land-ocean divide), L5 (Antarctic ice), and L6 (Antarctic grounding line) subsets
of the Global Self-consistent, Hierarchical, High-resolution Geography (GSHHG)’s
coastline data [186].

For each dataset and pole, a similar optimization process to that described above
was repeated. Hillclimbing was begun at the Fibonacci spiral points discussed earlier,
as well as at all Poles identified by previous authors.
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Figure 5.5: Isolines of distance from shorelines. Note the smoothness of the iso-
lines and the broad basins of attraction: this is a good environment for hillclimbing
algorithms. Image adapted from Gaianauta and Wikipedia Contributors [60] and
generated using the method described by Garcia-Castellanos and Lombardo [62].

The extent of the polyhedron’s edges which overlap landmasses is also of interest.
This value was estimated by generating sample points every 1 km along great circles
connecting a polyhedron’s vertices. The point-in-landmass check described above
was then applied to each point and the number of points within a landmass taken as
an estimate of the overlap.

Precision

The algorithm’s precision is acceptable. Separate runs of the hillclimbing procedure
usually resulted in values within less than 10m of each other. For points within
5000 km of the Earth’s surface, geographiclib’s error is bounded by 7 nm for the
WGS84 ellipsoid [90]. The data sources are also fairly accurate. 90% of identifiable
coastal features in the GSHHG data are stated to be within 500m of their true
locations [186]. An analysis of OpenStreetMap’s coastline data shows that many of
the line segments forming the coasts have characteristics suggesting accuracy [83].
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Compute Requirements

Computation and data utilized single nodes on XSEDE’s Comet supercomputer [177]
with 128GB RAM and Intel Xeon E5-2680v3 CPUs. Running the algorithm con-
sumed about 3.2GB of RAM, most of which was needed to store coastline data and
spatial indices. Using less detailed datasets or reducing the number of interpolated
coastline points could reduce this value significantly. Finding all the Poles of Inacces-
sibility took about 30 s, finding extreme values for orientations without considering
edge overlaps took about 270–390 s depending on the polyhedron. Minimizing and
maximizing edge overlaps took about 10.5 hrs; this time could be reduced by using
greater parallelism to perform point-in-landmass checks or fewer great arc points to
estimate edge overlap. However, in most applications, a discrete global grid will be
generated and orientated only once, so these time costs are likely acceptable.

5.4 Results & Discussion
While the tables included here specify only the orientation of each polyhedron for
each objective, the full vertex coordinates of the top one hundred orientations for
each objective are available in a dataset on Zenodo [14].

Polyhedral Orientations

The optimal orientations found by the methods described above are listed in Table 5.2
and shown in Figure 5.6. These orientations offer advantages over those previously
known by allowing a practitioner to selectively minimize the effects of distortion in
modeling and statistical calculations. Where these orientations are not suitable, the
provided code can be used to generate new ones.

For each polyhedron, the orientations which maximized and minimized the num-
ber of vertices intersecting landmasses also turned out to maximize or minimize other
quantities of interest. Thus, if this is the only value that needs to be optimized for
an application, one of several entries can be chosen from Table 5.2.

Until now, Fuller’s was the only known icosahedral orientation with no vertices
intersecting land. In contrast, four such distinct optimal orientations are listed in
Table 5.2. Many others which were suboptimal are included in the Zenodo dataset.
Of the optimal icosahedral orientations, Fuller’s most closely resembles my orienta-
tion which places no vertices on land while minimizing edge overlap with landmasses.
This makes a certain sense, as such an orientation would be one of the easiest to find
without the computational techniques used here.
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Figure 5.6: Vertices of the Optimal Icosahedral Orientations. Purple squares repre-
sent the orientation which minimizes edge overlap with landmasses; green triangles
maximize edge overlap. Blue diamonds stars represent the orientation in which ver-
tices are, on average, farthest from water; red circles represent the orientation in
which vertices are, on average, farthest from land.

Poles of Inaccessibility

In some cases, my results for the Poles of Inaccessibility agree with previous au-
thors’ to within a half-kilometre, lending credence to both methods. In other cases,
I am able to improve on previous results by several kilometres due to the use of
ellipsoidal calculations, improved optimization techniques, and better coastline data.
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The results are shown in Table 5.3.
The difference between older values and those calculated in this study is most

dramatic for Point Nemo, the Oceanic Pole of Inaccessibility, which I find to be 15 km
from the site originally calculated by Lukatela [107]. Measuring the distance of the
coordinates specified by Lukatela to the coastlines used in this study gives a distance
within 0.5 km of Lukatela’s. This strongly suggests that the improvement is due not
to differences in data, but to improved optimization techniques. The new location of
Point Nemo is similar across the datasets used, including the GSHHG L1, L1+L5,
and L1+L6 data; that is, the location is not a function of the grounding line of the
Antarctic ice cap.

The data sources used suggest two Eurasian Poles, in agreement with Garcia-
Castellanos and Lombardo [62]. South America is found to have one pole, but,
1,400 km away, there is a second contender whose distance from the sea is within
14 km of the first. The location of the Arctic Pole agrees with a recent calcula-
tion [145].

The Antarctic Pole’s location is much debated, due primarily to whether or not
coastal ice shelves are included and where grounding lines are believed to lie. I use
several coastlines (see Table 5.3) and find locations that differ from others previously
generated. However, given the up-to-date data used and the accuracy of the method,
these are likely the most accurate locations yet calculated.

5.5 Conclusions
The foregoing describes a method for optimally orientating the polyhedra which un-
derlie discrete global grids. This will allow researchers to minimize distortion and
nonconformities within areas of interest. The method was applied to find several op-
timal orientations for several polyhedra. The orientations found are superior to those
used as defaults in existing software in that they minimize or maximize quantities
which may affect the statistical accuracy of calculations.

More concretely, the method provides a disciplined way of orientating polyhedra
so that their singularities (such as the twelve pentagons in the icosahedral hexagonal
discrete global grid) are located away from study areas. This can eliminate special
cases in GIS and modeling software, leading to reduced run-times. Though discrete
global grids already have low distortion, the method provides a way to reduce this
further by locating vertices and edges nearer or farther from study regions (depending
on the use case). Pre-calculated values for some common scenarios are provided.

This paper makes a contribution to cartography by providing a set of self-consistent
coordinates for Buckminster Fuller’s Dymaxion map and identifying Fuller’s orien-
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tation as an approximation of the optimal orientation found here which places no
vertices on land while minimizing edge overlap with landmasses.

Several of the orientations correspond to improved values for the Poles of Inacces-
sibility, mostly notably for the Oceanic Pole of Inaccessibility (Point Nemo), which
is found to be 15 km farther from land than previously known.
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Table 5.2
Polyhedron ∩ Objective Value (km) λ φ θ
Cuboctahedron 0 max(avg dist) 735.01 38.9689 138.8750 10.6348
Cuboctahedron 9 max(avg dist) −4.04 51.3955 119.7020 38.4839
Cuboctahedron 0 min(avg dist) 205.55 39.6608 −123.7870 36.8049
Cuboctahedron 9 min(avg dist) −26.79 52.0223 121.4800 38.9133
Cuboctahedron 0 max(edge) 2460.00 18.8825 105.7470 118.3770
Cuboctahedron 9 max(edge) 2800.00 51.5696 120.4260 38.7461
Cuboctahedron 0 min(edge) 1368.00 72.9324 123.2670 157.9570
Cuboctahedron 9 min(edge) 2632.00 51.5923 119.8290 37.6189

Regular Dodecahedron 12 max(avg dist) 298.92 72.2229 −79.1023 31.0049
Regular Dodecahedron 12 min(avg dist) −37.91 61.9328 121.9160 65.9673
Regular Dodecahedron 12 max(edge) 2438.00 16.7750 36.9887 33.0034
Regular Dodecahedron 12 min(edge) 2025.00 14.1091 34.6717 19.9835

Regular Icosahedron 0 max(avg dist) 717.62 25.4981 −139.4880 58.2846
Regular Icosahedron 8 max(avg dist) 407.80 21.8598 −14.1591 47.9955
Regular Icosahedron 0 min(avg dist) 223.73 24.9672 67.4845 57.7353
Regular Icosahedron 8 min(avg dist) 44.18 34.5965 −85.5585 34.8110
Regular Icosahedron 0 max(edge) 3147.00 55.0965 140.7330 15.5157
Regular Icosahedron 8 max(edge) 3576.00 79.1494 −54.0237 49.0449
Regular Icosahedron 0 min(edge) 2456.00 18.9602 −61.1569 21.7798
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Table 5.2 continued
Polyhedron ∩ Objective Value (km) λ φ θ
Regular Icosahedron 8 min(edge) 3007.00 37.3477 −85.0918 33.5892

Regular Octahedron 0 max(avg dist) 603.07 54.6526 −37.6691 61.7792
Regular Octahedron 0 min(avg dist) 18.11 6.5108 99.6481 27.2856
Regular Octahedron 0 max(edge) 2115.00 5.4642 −140.9980 2.2740
Regular Octahedron 6 max(edge) 2364.00 70.1654 −152.9320 11.0783
Regular Octahedron 0 min(edge) 631.00 43.7180 154.1320 72.1882
Regular Octahedron 6 min(edge) 2225.00 70.4859 −158.0970 10.7513

Regular Tetrahedron 0 max(avg dist) 500.94 −20.1978 71.8464 79.3600
Regular Tetrahedron 0 min(avg dist) 3.30 64.3874 −64.6626 97.0248
Regular Tetrahedron 4 min(avg dist) −193.32 14.4545 −84.0842 104.7930
Regular Tetrahedron 4 min(avg dist) −9.80 55.8814 −88.5392 44.2746
Regular Tetrahedron 0 max(edge) 1654.00 36.7333 52.4700 26.8652
Regular Tetrahedron 4 max(edge) 1662.00 −44.7858 167.9140 18.9960
Regular Tetrahedron 0 min(edge) 408.00 49.8592 −37.3255 5.9246
Regular Tetrahedron 4 min(edge) 1088.00 −15.4571 47.9196 87.5066

Table 5.2: Optimal orientations for various quantities. Orientations are given in degrees by the
latitude λ and longitude φ of a polar vertex along with the rotation θ of the other vertices about
a vector connecting the origin to the polar vertex, as described in the text. The ∩ number indi-
cates the number of the orientation’s vertices which intersected land. Objective is the value which
was optimized: either the “edge", the kilometres of edges overlapping land, or “avg dist", the av-
erage distance of all the polyhedron’s points to a coastline. Distances from vertices intersecting
a landmass to its coastline are measured in negative kilometres, so “min(avg dist)" places points
within landmasses and “max(avg dist)" places points in oceans. All values were calculated using
the OpenStreetMap WGS84 data. [175]
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Table 5.3
Region Dataset Longitude Latitude Distance Stated

(deg. E) (deg. N) (km) (km)
Africa Castellanos et al. [62] 26.17 5.65 1812.4620 1814
Africa GSHHG 26.1533 5.6413 1814.5158
Africa OpenStreetMap 26.1295 5.6589 1815.4150

Antarctica Soviet Station Loc 54.9666 −82.1 721.7009
Antarctica GSHHG L1+L5 103.6340 −78.2633 1273.2928
Antarctica GSHHG L1+L6 105.3855 −77.3963 1136.2129
Antarctica OpenStreetMap 104.1178 −78.2582 1271.1539

Arctic Pole Rees et al. [145] 176.149 85.802 1007.6039 1008
Arctic Pole GSHHG 176.1423 85.8015 1007.6777
Arctic Pole OpenStreetMap 176.2386 85.7911 1008.9112

Atlantic Ocean GSHHG −43.3728 24.1923 2033.5187
Atlantic Ocean OpenStreetMap −43.3704 24.1851 2033.8849

Australia Castellanos et al. [62] 132.27 −23.17 915.6601 928
Australia GSHHG 132.2759 −23.1732 925.4459
Australia OpenStreetMap 132.1727 −23.1948 921.9290

Eurasia 1 Castellanos et al. [62] 88.14 45.28 2508.0536 2514
Eurasia 2 Castellanos et al. [62] 82.19 44.29 2505.4197 2510
Eurasia 1 GSHHG 88.2483 45.3413 2513.9415
Eurasia 2 GSHHG 82.1144 44.3184 2509.9685
Eurasia 1 OpenStreetMap 88.3172 45.4435 2509.9536
Eurasia 2 OpenStreetMap 83.9694 44.6740 2505.2134

Great Britain Castellanos et al. [62] −1.56 52.65 107.7333 108
Great Britain OpenStreetMap −0.9640 52.0141 114.4462
Great Britain GSHHG −1.5641 52.6552 108.0925

Greenland Castellanos et al. [62] −41.0 76.50 471.2712 469
Greenland GSHHG −40.4239 75.9660 471.9905
Greenland OpenStreetMap −40.3902 76.0305 474.2257

Indian Ocean GSHHG L1 100.0547 −47.7347 1943.3848
Indian Ocean OpenStreetMap 99.9677 −47.6319 1940.8913

Madagascar Castellanos et al. [62] 46.67 −18.33 258.7060 260
Madagascar OpenStreetMap 46.7003 −18.2645 264.0657
Madagascar GSHHG 46.6663 −18.3382 259.5957

North America Castellanos et al. [62] −101.97 43.46 1629.7740 1639
North America GSHHG −102.0111 43.3764 1639.6549
North America OpenStreetMap −102.0101 43.4370 1643.7562

Pacific Ocean
(Point Nemo) GSHHG −123.4345 −49.0273 2704.7991

Pacific Ocean
(Point Nemo) OpenStreetMap −123.3920 −49.0031 2701.1721

Pacific Ocean
(Point Nemo) Castellanos et al. [62] −123.45 −48.89 2689.4857 2690
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Table 5.3 continued
Region Dataset Longitude Latitude Distance Stated

(deg. E) (deg. N) (km) (km)
South America Castellanos et al. [62] −56.85 −14.05 1449.9471 1517
South America 1 GSHHG −56.9922 −14.3902 1490.5321
South America 2 GSHHG −65.5487 −5.0537 1476.4901
South America 1 OpenStreetMap −63.1885 −6.3248 1511.6636
South America 2 OpenStreetMap −59.2126 −10.7342 1467.2206

Table 5.3: Poles of Inaccesibility. If Dataset lists GSHHG or OpenStreetMap, then the calculation
was performed in this study; otherwise, the value is drawn from the source provided. All loca-
tions are listed for WGS84. Distance is distance with respect to the GSHHG or OpenStreetMap
coastline. For values drawn from other studies, the distance has been recalculated for the GSHHG
coastline [186] used in this study. Stated is the distance as stated in the original study. The differ-
ence between Distance and Stated is due to this study’s improved techniques and, possibly, updated
coastline data. Results from Frączek and Kneller [57] are omitted due to their low accuracy.
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Chapter 6

65 Million Years of Change in
Temperature and Topography
Explain Evolutionary History in
Eastern North American
Plethodontid Salamanders

Barnes, Richard, & Clark, A. T. (2017). Sixty-Five Million Years of Change
in Temperature and Topography Explain Evolutionary History in East-
ern North American Plethodontid Salamanders. The American Naturalist,
190(1), E1–E12. doi: 10.1086/691796

2018 MCED Award for Innovative Contributions to Ecological Modelling

6.1 Abstract
For many taxa and systems, species richness peaks at mid-elevations. One potential
explanation for this pattern is that large-scale changes in climate and geography have,
over evolutionary time, selected for traits that are favored under conditions found
in contemporary mid-elevation regions. To test this hypothesis, we used records of
historical temperature and topographic changes over the past 65Myr to construct
a general simulation model of Plethodontid salamander evolution in eastern North
America. We then explore possible mechanisms constraining species to mid-elevation

http://dx.doi.org/10.1086/691796
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bands by using the model to predict Plethodontid evolutionary history and contem-
porary geographic distributions. Our results show that models which incorporate
both temperature and topographic changes are better able to predict these pat-
terns, suggesting that both processes may have played an important role in driving
Plethodontid evolution in the region. Additionally, our model (whose annotated
source code is included as a supplement) represents a proof of concept to encourage
future work that takes advantage of recent advances in computing power to combine
models of ecology, evolution, and earth history to better explain the abundance and
distribution of species over time.

6.2 Introduction
Peaks in species richness at mid-elevation bands have been observed in ecosystems
and taxa around the globe [142]. A number of ecological processes may contribute
to this “hump shaped" distribution including varying autotrophic productivity [151],
tradeoffs between competitive ability and environmental tolerance [64], and differ-
ences in area and isolation, which often reach their respective maximum and min-
imum at mid-elevations [158]. Evolutionary processes have also been suggested;
however, they are more difficult to support, as it is often unclear how speciation and
extinction rates have changed over time [122].

We propose to address this question using Plethodontid salamanders as a model
system. These salamanders are often used as model organisms for studies combining
ecology and evolutionary biology [35]. Nearly all of the ∼450 extant Plethodontid
species are found in North or Central America [119, 5], and there is substantial ev-
idence that the family originated in the southern Appalachians [193, 52, 123, 80]
48–79Mya [96, 111]. In eastern North America, their current range is largely con-
tiguous, stretching across most of the United States and southern Canada east of
the Mississippi [80]. Plethodontids are therefore a particularly tractable system for
studying long-term patterns of speciation, as the clade appears to have originated,
diversified, and persisted within a relatively distinct geographic region.

Using phylogenetic and species distribution data for eastern North American
Plethodontids, Kozak and Wiens [97] argue that evolutionary stasis could be a mech-
anism driving worldwide patterns of species richness along elevation gradients. The
authors showed that Plethodontid richness peaks along mid-elevation bands in the
Appalachians, and suggested that this is due to increased “time-for-speciation” in
these regions. They cite several possible mechanisms that could lead to evolution-
ary stasis within fixed elevation bands, including interspecific competition and daily
variation in temperature and moisture. However, the evolutionary history of Plethod-
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ontids has coincided with dramatic environmental and geographic change, compli-
cating this explanation. Since the early Permian, the Appalachians have likely lost
more than half their original elevation [163]. Similarly, over the past 65Myr, there
have been large and rapid fluctuations in mean global temperature [197]. Such events
present a dynamic backdrop for evolution, with potentially major impacts on species’
evolutionary histories [148, 144]. For example, recent molecular work suggests that
both the phylogenetic and geographic relationships among Plethodon serratus sub-
populations have been strongly influenced by changes in regional climate throughout
the Pleistocene [172].

We hypothesize that variation in temperature and topography, rather than eleva-
tion gradients per se, have changed and constrained the ranges of Plethodontid sala-
manders over their evolutionary history. Because salamanders are small, ectother-
mic, and relatively poor dispersers, they are sensitive to changes in temperature, and
species ranges are often restricted to specific microclimates determined by local tem-
perature and moisture [41, 64, 172]. Large-scale changes that have caused the area
available at any particular range of temperatures to vary substantially over time have
therefore also potentially changed the space and resources available to salamander
species with limited temperature tolerances. If conditions currently found in mid-
elevations were historically more common than other conditions, then it would stand
to reason that these regions are also disproportionately species rich. This would
be particularly evident if processes such as those cited by Kozak and Wiens [97]
prevented species from adapting to other conditions that have been less historically
common.

To evaluate the influence of changes in temperature and topography, we focus on
95 Appalachian Plethodontid taxon groups found primarily east of the Mississippi.
These include 79 recognized species and 16 undescribed lineages, including all 82
lineages from Kozak and Wiens [97], and 13 additional species from Kozak, Mendyk,
and Wiens [96] (see Appendix A for the full species list). In all, this accounts for
all but 6 of the described species in the region. We used these data, including
species’ ranges, richness, and phylogenies, to construct a “general simulation model"
of Plethodontid evolution [143, 144, 68]. GSMs are useful when processes are too
complex to analyzed analytically [44] and include a wide class of computational
methods to predict species’ responses to the joint influences of evolutionary and
ecological processes.

We used this model to emulate species trait evolution and community dynamics in
response to temperature gradients over 65Myr of historical climate and topographic
change in eastern North America. Next, we parameterized alternate versions of this
model for scenarios where temperature and elevation either change through time
or remain static. Finally, we compared model fits across scenarios to test whether
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including the historical information significantly improved predictions.

6.3 Methods
The complete, annotated code used to run the simulations is described here, available
in the Supplemental Materials, and accessible online at (https://github.com/r-
barnes/BarnesClark2017-Salamanders). More specific details regarding our
simulation, phylogenetic reconstruction, and optimization methods are also available
in the Supplemental Materials (Appendix A).

Our GSM tracks the evolutionary history of a single progenitor species, and all of
its descendant species, from an origin 65Mya to the present. Since it would be com-
putationally prohibitive to simulate millions of individual salamanders, each species
is instead represented by one or more “populations" which span larger spatial and
temporal scales than would an individual. Biologically, these populations might be
thought of as demes—subgroups whose trait and genetic differences are small relative
to the species as a whole. In our model, we assume that individuals within a pop-
ulation are spatially proximal, share the same traits, and are genetically identical.
Between populations, these aspects can vary, which leads to within-species variation
in traits, relatedness, and geographic range. The “abundance" of a species in our
model is therefore determined by the number of populations of that species summed
across all spatial bins. If multiple populations of a species share the same spatial bin
at the same time, these populations can “breed" (representing interactions between
individuals from the two populations), generating a new “child" population, as de-
scribed in §6.3. Over time, mutations can accumulate (generally because populations
move to new elevation bands and become reproductively isolated from other popu-
lations of the same species). If the genetic differences among populations within a
single species become large enough as a result of this, the populations diverge into
separate species.

The model progresses in discrete, uniform timesteps. Within each timestep sev-
eral events occur. (a) Populations suffer mortality based on how their optimal tem-
perature differs from their environment, as well as the local density of con- and het-
erospecifics (i.e. number of populations per unit area in each elevation bin; see details
in §6.3); (b) The surviving populations breed to produce new populations, during
which genetic mutations and crossover may result in new species (§6.3); (c) Both
the parent and child populations have an opportunity to migrate to higher or lower
elevations (§6.3). As topography and temperature vary in simulation time, the to-
tal area available at any given temperature fluctuates, thereby subjecting species to
changing selective pressures leading to recreations of potential evolutionary histories.

https://github.com/r-barnes/BarnesClark2017-Salamanders
https://github.com/r-barnes/BarnesClark2017-Salamanders
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Knobs and Scenarios

Because GSMs are complex, it is helpful to design them with “control knobs", which
can be toggled to test different scenarios and assumptions [68]. Our GSM contains
two primary control knobs: temperature and elevation (§6.3). When these
knobs are “off", we hold their conditions constant for the whole simulation; when they
are “on", we vary conditions following historical patterns. Our GSM also includes 7
parameters that are directly optimized to match observed patterns, and 5 secondary
control knobs. We use these optimized parameters and secondary knobs to provide
the best possible model fit for testing our primary hypotheses about temperature
and topography, and to test the effects of various model assumptions

The 7 optimized parameters are: µ and σ2, which control the mutation rates
of species relatedness and temperature optima (see §6.3 for details); p, which con-
trols the threshold for speciation (§6.3); w0 and wT , which control mortality rates
as a function of temperature (§6.3); and wC and wH , which control the strength of
con- and heterospecific competition (§6.3). The secondary control knobs are: com-
petition (§6.3), dispersal (§6.3), ancestral elevation (§6.3), re-invasions
(§6.3), and timestep (which sets the model’s timestep to either 0.5 or 0.1Myr).
The effects of these knobs are discussed in the indicated sections.

Temperature and Topographic Change

In our model, temperature at a given time varies depending on local elevation follow-
ing the adiabatic lapse rate of dry air, -9.8◦C/km. If the temperature knob is “on",
temperature also changes over time according to historic data on global temperature
change [197] (see Appendix A for details). The time-series for sea-level temperature
is shown in Fig. 6.1a.

We discretize space into a series of 50 equally-spaced bins representing the total
area available at different elevation bands. To characterize the contemporary area
available as a function of elevation, we used data from WorldClim corresponding to
the contemporary range of Plethodontids east of the Mississippi, collated in Kozak
and Wiens [97] (their Table 1). If elevation is “off" this modern elevation data is
used to describe topography. If elevation is “on", then the area available in each
bin varies over time following the region’s orogenic history, which is driven largely
by the erosion of the Appalachians (see details in Appendix A). As erosion occurs,
higher bins are removed. We also tested two settings for ancestral elevation:
the original Plethodontid ancestor was placed either (a) at sea level or (b) at the
middle of the initial elevation range.
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Figure 6.1: Time trends predicted from the fitted scenario with elevation and tem-
perature change (ET). Lines show mean ± one standard deviation. (a) Black line
shows temperature trend over time, and orange shows species richness. (b–c) Blue
and red shows rates for speciation and extinction, respectively. Darker regions show
overlap between confidence intervals.

Breeding

In our model, each salamander population is described by three traits: a species
id, a neutral genome used to test relatedness, and an optimal temperature Topt at
which the salamander’s temperature-dependent mortality (§6.3) is at a minimum.



CHAPTER 6. SALAMANDER EVOLUTION 110

Breeding events take place between “parent" populations, and give rise to new “child"
populations, which can themselves become parent populations in the next timestep.
Randomly chosen pairs of populations breed with each other, but only if they are
conspecific (share a species id), share at least fraction p of the characters in their
genotype, and are located in the same elevation bin, which implies close geographic
proximity of the populations. See Appendix A for details.

The neutral genome that determines relatedness is implemented as a 64-bit field
which changes independently of the salamander’s optimal temperature. Child pop-
ulations inherit these characters from either of their parents with a 50% probability,
plus an additional mutation probability determined by µ. Optimum temperature
follows a random walk, whereby child populations inherit the average trait values of
their parents, plus a random mutation drawn from a normal distribution with zero
mean and standard deviation σ2.

Mutations may accumulate over time leading to genotype divergence in reproduc-
tively isolated populations. If these differences exceed a fraction p, the populations
can no longer breed and we consider them members of separate species. Speciation is
therefore an emergent characteristic of our model, which can arise through any mech-
anism that imposes reproductive isolation. Most frequently, this occurs through ge-
ographic isolation (i.e. allopatric speciation), among populations that have dispersed
to different elevation bins. Reproductive isolation could also occur within a single
elevation bin through random chance (i.e. sympatric speciation), though geographic
proximity makes this unlikely. However, while technically possible, this second mode
of speciation is rare in our model.

Mortality

Each population has a per-timestep mortality probability determined by the density
of con- and heterospecifics in its bin, as well as the degree to which its optimal
temperature is mismatched to its environment. Note that population mortality only
leads to extinction events if all populations that make up a particular species die
out.

At each timestep a population has a probability of dying out given by a logistic
function:

Λ = wT (Topt − Tbin)2 + wHAH + wCAC + w0 (6.1)
Pr[death] = 1/(1 + exp(−Λ)) (6.2)

This is effectively a stochastic Lotka-Volterra competition equation, where w0 de-
scribes the base mortality rate, wT describes changes in mortality attributable to
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deviations of the population’s optimal temperature Topt from the environment’s tem-
perature Tbin, and wC and wH describe, respectively, the influence of competition
between con- and heterospecifics, expressed by their respective abundances per unit
area, AC and AH .

These latter parameters enforce a soft “carrying capacity" for the bin when
wC > 0. Thus, bins with smaller areas will generally support fewer populations,
and populations are less likely to persist in a bin if the bin’s temperature is far
from their optimum temperature. When many populations are present, mortality
increases. We test three settings for competition: (a) no heterospecific competi-
tion (wH = 0), (b) equal con/heterospecific competition (wH = wC), and (c) unequal
con/heterospecific competition (wH and wC are optimized separately as two inde-
pendent parameters).

Dispersal

We test three settings for dispersal. Depending on this, at each timestep a popu-
lation has a 50% probability of migrating to (a) a randomly chosen bin neighboring
their current bin (random local dispersal), (b) a neighboring bin which more closely
matches their optimal temperature (directed local dispersal), or (c) a randomly cho-
sen bin anywhere along the elevation gradient (global dispersal). Dispersal rate is
therefore controlled by timestep length.

Though Plethodontids are thought to have originated in the southern Appalachi-
ans, there is some evidence that lineages that initially dispersed out of eastern North
America later re-invaded the region as many as four times [111]. re-invasion ac-
counts for this. When it is “on" populations have a 0.1% chance per timestep of
leaving the simulated region. Once they leave, populations persist and mutate, but
do not compete or experience temperature and elevation fluctuations. They have a
0.1% chance per timestep of re-invading the simulated region. In simulations, this
typically leads to the first successful re-invasion by an outside lineage around 50Mya,
with additional invasions becoming more frequent as time moves forward, roughly
matching the hypothesized historical invasion history of Martin et al. [111].

Empirical metrics

We compared our simulation results for extant species (i.e. those present 0Mya) to
empirically observed patterns and molecular phylogenies based on six metrics. Four
of these have been suggested previously as important for analyzing GSMs [122, 68]:
(a) total species richness (i.e. number of species); (b) total species with the middle
of their elevation range falling in each elevation bin; (c) species elevational range
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size frequency distributions; and (d) lineages through time (LTT) plots. We also
include two additional metrics: (e) Pybus and Harvey’s gamma statistic [140], which
better characterizes recent divergence events; and (f) Blomberg’s K statistic [31],
which we use to characterize the relationship between phylogenetic distance among
species, and differences in the temperature at the middle of their elevational range
(an empirical proxy for optimum temperature).

For metrics (a–c), we used the richness and distributional data from Kozak and
Wiens [97], and matched them to the elevation bins from our simulation. For metrics
(d-f), we used the published phylogeny from Kozak, Mendyk, and Wiens [96]. We use
this phylogeny because it corresponds directly to the lineages in Kozak and Wiens
[97], and its topology closely matches that of a more recent study by Martin et al.
[111]. To account for uncertainty in divergence times for the molecular phylogeny,
we used the aligned sequences and methods from Kozak, Mendyk, and Wiens [96] to
reconstruct 10,000 bootstrapped replicates of the maximum likelihood phylogeny in
RAxML version 8.2.9 [165]. We then time calibrated the resulting trees based on the
age constraints from Kozak, Mendyk, and Wiens [96] using the PATHd8 algorithm
[34] implemented in phyloGenerator [135]. We then calculated metrics (d–f) for all
10,000 trees, resulting in an empirical frequency distribution for each metric (see
details in Appendix A).

Model Fitting and Scenarios

To optimize the 7 parameters (§6.3) in our model, we used a simulated annealing
algorithm to maximize the likelihood of observed data given simulated predictions
across all six empirical metrics (§6.3). Because these metrics involve different num-
bers of comparisons (e.g. there is only a single observed species richness to compare,
but there are many observations across time for the LTT plot), likelihoods vary by
orders of magnitude across metrics even when models fit well. This leads some met-
rics to have a disproportionately strong effect on the optimization. To prevent this,
we calculated a likelihood ratio for each metric by taking the raw likelihoods for the
observed data given the model, and dividing them by the likelihood that would be
expected for the observed data if it perfectly matched the simulated distribution.
We then minimized the value of this metric, which maximized the weighted model
likelihood. This ensured that the log likelihood ratios of each metric were generally
within the same order of magnitude, giving the metrics roughly equal weight in our
optimization process. See Appendix A for details.

Because there were almost 300 potential configurations of the secondary knobs
(§6.3) in our GSM, we used a forward selection procedure to determine the best
position for them (see Appendix A). This led us to a configuration with shared
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con/heterospecific competition, random local dispersal, a mid-elevation ancestral
origin, no re-invasions, and timestep of 0.5Myr.

To test whether including information about temperature and topographic change
improved the GSM’s fit, we optimized on the above best configuration using the two
primary knobs. This gave four different scenarios: temperature and elevation
off (scenario “N"); only elevation on (“E"); only temperature on (“T"); and
both knobs on (“ET").

To test the effects of some of our model assumptions, we also optimized the ET
scenario for all possible single-knob deviations from the best configuration of the
five secondary knobs. This gave seven additional scenarios: two for dispersal,
two for competition, one for ancestral elevation, one for re-invasion, and
one for timestep. We then ran 5000 iterations for each of these four primary
and seven secondary scenarios at their maximum likelihood parameter estimates
to calculate model likelihoods and distributions for each of our metrics. Finally,
to test for significant differences in likelihood between models, within each of the
primary and secondary scenarios, we bootstrapped by resampling 5000 iterations
with replacement, and calculated the likelihood for each iteration.

6.4 Results
For the total fit across all six metrics, the ET scenario, which included both elevation
and temperature changes through time, provided significantly better fits than the E,
T, and N scenarios; the latter fit the worst (Table 1). For the seven secondary
scenarios that we tested, all provided significantly worse total fits than the regular
ET scenario, with the exception of two (the global and directed dispersal scenarios,
and re-invasion on) for which the total fit was not significantly different.

For the LTT plot and predictions of extant species richness (which simply reflects
the LTT plot at 0Mya), the ET scenario matched observed trends reasonably well
(Fig. 6.2a,d), though the richness predictions followed a bimodal distribution. The
best predictions came from the scenario with dispersal set to “directed". For
both the random and the directed dispersal settings, the ET scenario matched the
general trend from the molecular phylogeny, with an accumulation of roughly 0.5
lineages per Myr for the first 40Myr of the simulation, increasing to 5 lineages per
Myr for the last 15–20Myr (Fig. 6.2a, Fig. 6.3a). Setting ancestral elevation
to “low" technically gave a lower likelihood ratio, but predicted an average of 150
extant species, and performed well because of a very broad distribution for simulated
values.
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Figure 6.2: Comparison of observed and predicted metrics, based on the fitted sce-
nario with elevation and temperature change (ET). Black lines show observed data,
while blue lines show results from simulations. Grey shaded region in (a) and blue
shaded regions in (a–c) show 95% confidence intervals for observed and simulated
metrics, respectively. Lines in (b–c) show values for observations, or median for sim-
ulated values. Lines in (d–f) show smoothed kernel density estimates, points show
frequency calculated empirically from binned data.

For species’ mid-elevation distribution, predictions from the ET scenario closely
matched the observed “hump-shaped" trend (Fig. 6.2b). Several of the secondary
scenarios provided significantly better fits with qualitatively similar results, but dif-
ferences in likelihood were small. For the species elevation range distribution, the
ET scenario significantly outperformed all other primary and secondary scenarios,
except for the T scenario, though again, these predictions were qualitatively simi-
lar to those from the ET scenario. For all models, the fit for elevation range was
relatively poor, with significantly too few species with elevation ranges greater than
1000m, and significantly too many with ranges of 0m (Fig. 6.2 c).

As with richness, ET predictions for the Gamma statistic produced a bimodal
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Figure 6.3: Examples of metric comparisons and time trends for other fitted scenar-
ios. Panels (a), (b), and (e) are for the scenario with directed dispersal. Panels (c),
(d), and (f) are for the scenario with multiple re-invasions. Symbols and intervals
for (a–d) are as described in Fig. 6.2 (a), (d), (e), and (f), respectively. Colors and
intervals in (e–f) are as described in Fig. 6.1 (b).

distribution including both positive and negative values (Fig. 6.2e). For the K statis-
tic, the ET model predicted values that were significantly less than 1, but skewed
somewhat lower than those from the molecular phylogeny (Fig. 6.2f). Nevertheless,
likelihoods for the ET model were significantly greater than those for the other pri-
mary scenarios, with the exception of the T scenario, which fit the Gamma statistic
significantly better. Among the secondary scenarios, several outperformed the ET
scenario for these metrics, and the multiple re-invasions scenario provided particu-
larly good predictions for both the Gamma and K statistics (Fig. 6.3c–d).

The ET scenario predicted smooth time trends for total species richness (Fig. 6.1a),
speciation and extinction rates (Fig. 6.1b), and per-capita speciation and extinction
rates (Fig. 6.1c). In general, speciation exceeded extinction for the first 15Myr of the
simulation, leading to a rapid accumulation of species, followed by a slightly higher
extinction than speciation rate, leading to a gradual total decline in richness. This
broadly matched trends in the E and T scenarios, though scenarios without elevation
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change did not experience net loss of species over time. Conversely, speciation and
extinction dynamics for many of the secondary scenarios, including the two best-
fitting scenarios, directed dispersal (Fig. 6.3e) and multiple re-invasions (Fig. 6.3f),
appeared to be strongly driven by temperature changes, with peaks in extinction rate
corresponding to periods of rapid temperature change around 50, 25, and 15Mya.

6.5 Discussion
Our results suggest that changes in temperature and elevation jointly influenced the
evolutionary history of Plethodontid salamanders in the populations we consider.
This was by no means a foregone conclusion: though they utilize different informa-
tion about historical environmental dynamics, the N, E, T, and ET scenarios all
include the same number of model parameters, and there is no analytical reason
to assume that the more “complex" scenarios should yield better predictions. Our
findings are consistent with results for several Plethodontid species from the North
American interior highlands that attribute geographic distributions and phylogenetic
relationships to a combination of climate and topographic factors, particularly dur-
ing the Pleistocene era [111, 172]. This also accords with findings for the Eurycea
bislineata species complex east of the Mississippi, which suggest that small changes
in topography, and particularly in historical drainage basins, explain phylogenetic
relationships [95].

Unlike these existing studies, our results apply to a larger set of lineages and rely
on mechanisms which act at substantially larger spatial and temporal scales. Never-
theless, large-scale climate and geographic changes have previously been suggested
as important drivers of evolutionary change [148]. For example, dramatic shifts in
community composition and species ranges resulting from climate change have been
recorded among terrestrial plant and animal communities, particularly over the past
12Kyr in eastern North America [86]. Similarly, over the past few hundred thousand
years, Milankovitch climate forcing has been posited as a major driver of large-scale
shifts in species distributions [54], and may be responsible for promoting rapid speci-
ation among closely-related lineages, while reducing the formation of deep branches
in species phylogenies [87].

Contemporary diversity and species elevation ranges

As noted above, mid-elevation bands tend to have greater relative area, which may
promote species diversity [158], especially if temperatures are stable. However, the
mid-elevation diversity observed in contemporary populations in our model cannot
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be explained by these factors alone: historical temperatures were generally much
higher than they are today [197], and temperatures matching those in contemporary
mid-elevation bands were comparatively rare. Despite this, because species mid-
elevation bands were better described by the E scenario and their elevation ranges
were better described by the T scenario (Table 1), it appears that joint consider-
ation of historical temperature and elevation changes are necessary for explaining
species elevational distributions. This may also indicate that elevation changes were
important for driving interspecific differences in geographic distribution and tem-
perature tolerance, while temperature fluctuations were important for within-species
variability in temperature tolerances.

Several of the secondary scenarios were better able to predict species mid-elevation
band than was the primary ET model, including scenarios with Competition set
with reduced interspecific competition relative to conspecific competition, Disper-
sal set to directed local dispersal or global dispersal, and the scenario with re-
invasion turned on. Reduction in the strength of interspecific competition allows
more species to coexist within a single elevation band [64], which could explain why
this scenario was better able to model high diversity at mid-elevation ranges.

Because the secondary dispersal and re-invasion scenarios allowed species to col-
onize areas more rapidly than the primary model, these scenarios’ superior predic-
tive ability for species mid-elevation bands may also indicate that rapid dispersal
was important for colonizing contemporary mid-elevation bands as they came to
represent a larger fraction of the total available area. This would match findings
suggesting that the large, fragmented geographic ranges of some Plethodontids led
to rapid divergence during the Pleistocene [172]. Interestingly, these scenarios also
correspond to predictions of rapid temperature-driven extinction events between 10-
30Mya (Fig. 6.3e,f), which suggests that a substantial portion of the contemporary
salamander species resulted from relatively recent diversification events. This pro-
vides another explanation of why these scenarios were better able to explain high
diversity at contemporary mid-elevation bands, as this diversification would have
coincided with the rapid increase in available area at these temperature ranges over
the past 10My.

Scenario results

In accordance with results from other GSMs, our findings suggest that no single
model is able to simultaneously match all of the metrics that we test [68]. Though
the ET scenario was the best-fitting model when considered across all of the metrics
that we tested, it performed poorly for predictions of extant species richness, and
the Gamma and K statistics; it was outperformed by several other scenarios for
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both the LTT plot and the extant species mid-elevation distribution. The same
problem persisted even for higher-dimensional interactions among control knobs that
we tested. For example, a three-way interaction scenario testing the ET model with
directed dispersal and multiple re-invasions performed worse than either of the two-
way interactions. Thus, different scenarios of our GSM appear to be best suited for
predicting specific kinds of metrics.

The most obvious difference between the primary and secondary scenarios was in
the relationship between speciation and extinction rates over time. In the ET model
(and all other primary scenarios), wT was small, and correlations between diversifica-
tion rates and temperature change were weak (Fig. A1 in Appendix A). Nevertheless,
the K statistic was significantly less than 1, suggesting that selective pressures on
temperature optima were sufficiently strong to override niche conservatism (which
arises in the models as a low σ2 value, representing a Brownian process with limited
drift) [31]. Conversely, in most of the secondary scenarios, effects of temperature on
mortality were substantially higher, and periods of rapid temperature change corre-
sponded to spikes in extinction rates. Interestingly, speciation rates changed little
through time in these scenarios, which does not match current paradigms of “bursts"
of speciation leading to, or following from, major extinction events [147]. This sug-
gest that the Plethodontid species pool may be primarily determined by a relatively
constant background rate of speciation, with periodic bursts of extinction.

Our results for the competition scenarios suggest that competitive effects among
con- and heterospecifics are not significantly different. However, assuming no het-
erospecific competitive interactions led to small but significant reductions in likeli-
hood, suggesting that in addition to environmental changes, competitive interactions
among species are important in this system [144]. This matches results for global
amphibian distributions [124], and for physiological models of the species Pletho-
don teyahelee [64], which suggest that a combination of competition, physiological
tolerances, and dispersal limitation determine salamander species ranges.

Among the dispersal scenarios, directed dispersal substantially outperformed
global dispersal for predictions of extant species richness, and outperformed ran-
dom local dispersal for both richness and LTT plots. This illustrates the importance
of metacommunity dynamics with limited dispersal for maintaining diversity in our
model [76, 82, 93], though it suggests that species’ abilities to track favorable climate
gradients is important as well [2, 144]. The sharp “elbow" in the LTT plots for both
the molecular and simulated phylogenies are consistent with high extinction rates
relative to speciation (Fig. 6.2a, Fig. 6.3a), match previous results for Plethodontids
[126], and generally match predictions from all scenarios that we tested. Interest-
ingly, given that scenarios which predicted rapid spikes in extinction rates through
time generally provided better estimates of the LTT plot than scenarios that did
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not, this suggests that periodic extinction events may be important for accurately
recreating the patterns observed in the molecular phylogeny [122].

For the scenario with multiple re-invasions, improved fits for the Gamma and K
statistics suggest that recolonization events from outside of eastern North America
are important for explaining Plethodontid diversification rates and the evolution of
their temperature optima; this accords with molecular and biogeographic evidence
[111]. Compared to the ET scenario, the Gamma statistic for the re-invasion scenario
was lower, and primarily, but not significantly, negative, suggesting that the speci-
ation rate has been slowing over time [140]. Potentially, this is because re-invasions
from outside the region allowed for deep branching events in the phylogeny without
the need for high speciation and extinction rates.

Modeling methods

The models that we present here have a number of advantages over existing methods.
First, because we separately track relatedness and trait values, traits are generally
correlated with phylogenetic relatedness in our model, but are not determined by it
[1]. Second, our approach allows speciation to emerge as a coupled result of pop-
ulation size, genetic isolation, and drift, without the need to impose an exogenous
speciation rate [84]. Importantly, our method even allows speciation to take place
sympatrically if, by random chance, nearby populations fail to mate for a sufficiently
large number of timesteps [105] (though spatially segregated populations are natu-
rally much more likely to diverge). Third, in our re-invasion scenarios, we show a
simple but tractable method for incorporating evolutionary dynamics outside of the
main area of interest, which seems to perform well for our system. Finally, while our
optimization methods follow existing methods for GSMs by pooling all prediction er-
rors into a single term [68], the likelihood ratio approach that we utilize allows us to
fit multiple metrics simultaneously without individual components of those metrics
dominating the optimization.

There are also a number of important caveats for interpreting our model results.
Most importantly, we model temperature, competition, and dispersal at very large
scales. Salamanders are strongly influenced by moisture and humidity [41, 172], and
their distributions are often strongly associated with microclimates and small-scale
topography such as river valleys and drainage basins [28, 95, 89]. Thus, even before
the Pleistocene when salamander ranges were more contiguous, it is unlikely that
a one-dimensional elevation model accurately characterizes dispersal barriers and
habitat gradients in the region. While mechanistic models exist that could be used
to incorporate these smaller-scale influences on salamander populations [181, 91, 36,
64], such methods are typically parameter rich and difficult to fit [144]. Moreover,
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even if we could accurately model species responses, it would be difficult, or perhaps
impossible, to hindcast historical changes in small-scale factors such as microhabitats
and drainage basins across a multi-million year timeline. Thus, it may not be possible
to improve our predictions by incorporating more detailed environmental models.

Additionally, while we do account for within species variability in optimum tem-
perature, which is potentially important [32], we do not account for within-or-
between species variation in temperature tolerance width. This is partially an at-
tempt to simplify the model, and matches methods used in previous GSMs [144, 68].
Nevertheless, it also represents a methodological challenge for future studies. Ideally,
niche width should be allowed to evolve over time just like other traits. However,
unless this is incorporated as part of a trade-off, species will naturally evolve to have
the highest temperature tolerance range possible.

A third problem is that for a number of our empirical metrics, even the best-
fitting models still provide relatively poor fits. In particular, the elevation range
frequency distribution includes too many species with very small ranges, and not
enough with large ranges. This could be reflective of incomplete sampling for real-
world data. Plethodontids are well-known for including many cryptic and poorly
described species [38, 172], and wide species ranges could result from erroneously
lumping multiple species, or from incorrectly characterizing recently diverged species
[150]. Nevertheless, it seems likely that our GSM simply does not allow for sufficient
migration of isolated populations; one way to address this would be to allow dispersal
probability and distance to evolve as a trait, facilitating the evolution of generalist
and specialist species.

Similarly, for both Gamma and K statistics, our predictions produce substantially
wider and less symmetrical distributions than do the molecular phylogenies. This
appears to be a result of the discrete branch lengths that our simulations produce
(e.g. the shortest tip is always at least one timestep long). In the scenario with shorter
timesteps, the distributions for both statistics are substantially more gaussian and
better centered on the observed values. Adding random noise to the branch lengths
from simulations with longer timesteps gave similarly improved results, which again
suggests a discretization effect.

Conclusion

Our results suggest that community-level interactions coupled with geographic and
climate changes are important contributors to the observed correspondence between
Plethodontid salamander phylogenetic and spatial patterns in eastern North America
[97]. Our results also show the practical applicability of linking population dynamics,
community composition, and environmental change in a GSM framework to explain
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evolutionary histories [68]. Recent advances in models that include both species
interactions and evolution have provided useful insight into understanding both pro-
cesses [143, 144, 152]. We hope that incorporating geological and climate history
provides further insight, and that our study can help others apply similar tools in
the future.
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A Supplementary Matrials: Computer Simulation
Code

The full, commented code needed to replicate the results that we present here is
available at https://github.com/r-barnes/BarnesClark2017-Salamanders.
This code is written following C++11.

https://github.com/r-barnes/BarnesClark2017-Salamanders
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Total Fit Richness Mid-Elevation Elevation Range
Scenario LR p-value LR p-value LR p-value LR p-value
Elev+Temperature (ET) 4.71 – 0.38 – 0.09 – 1.81 –
Neither (N) 7.66 <0.001*** 1.25 <0.001*** 0.11 <0.001*** 1.89 <0.001***
Temperature-Only (T) 6.54 <0.001*** 1.09 <0.001*** 0.09 0.3158 1.74 >0.999***
Elevation-Only (E) 5.4 <0.001*** -0.37 >0.999*** 0.03 >0.999*** 1.88 <0.001***
wH 6= wC 6.73 <0.001*** -0.38 >0.999*** 0.05 >0.999*** 1.92 <0.001***
wH = 0 4.95 0.0388* -0.25 >0.999*** 0.19 <0.001*** 1.97 <0.001***
Directed Dispersal 4.75 0.38 -0.43 >0.999*** 0.01 >0.999*** 2.2 <0.001***
Global Dispersal 15.09 <0.001*** 11.22 <0.001*** 0.05 >0.999*** 2.87 <0.001***
Low Elevation Origin 17.72 <0.001*** -0.66 >0.999*** 0.22 <0.001*** 3.8 <0.001***
Multiple Re-invasions 4.49 0.9386 0.23 0.9032 0.07 >0.999*** 1.92 <0.001***
Time-step = 0.1 15.12 <0.001*** 11.25 <0.001*** 0.12 <0.001*** 2.94 <0.001***

LTT Plot Gamma statistic K Statistic
Scenario LR p-value LR p-value LR p-value
Elev+Temperature (ET) 2.14 – -0.28 – 0.57 –
Neither (N) 2.01 >0.999*** 0.59 <0.001*** 1.8 <0.001***
Temperature-Only (T) 2.11 0.9064 0.04 <0.001*** 1.48 <0.001***
Elevation-Only (E) 3.02 <0.001*** -0.41 >0.999*** 1.25 <0.001***
wH 6= wC 3.07 <0.001*** 2.16 <0.001*** -0.08 >0.999***
wH = 0 2.75 <0.001*** -0.05 <0.001*** 0.35 >0.999***
Directed Dispersal 1.63 >0.999*** 1.41 <0.001*** -0.08 >0.999***
Global Dispersal 1.29 >0.999*** -0.3 0.7426 -0.04 >0.999***
Low Elevation Origin 1.55 >0.999*** 13.12 <0.001*** -0.31 >0.999***
Multiple Re-invasions 2.89 <0.001*** -0.35 0.9644* -0.27 >0.999***
Time-step = 0.1 1.31 >0.999*** -0.27 0.3924 -0.24 >0.999***

Table 1: Likelihood for each scenario evaluated at their maximum likelihood parameter estimates. LR shows the likelihood ratio as
described in the main text. Note that models with smaller LR have higher likelihood. P-values test LRET < LRi for each scenario
i. Asterisks indicate significant differences (∗α < 0.05; ∗∗α < 0.01; ∗∗∗α < 0.001).
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C Temperature data
We model historical temperature using the δ18O ratio mean global temperature series
developed by Zachos et al. [197]. Unfortunately, this index indicates rapid drops in
temperature during periods of heavy glaciation regardless of temperature change,
as lighter oxygen isotopes are disproportionately bound up in the polar ice caps.
This begins to confound the index around 32Mya and throughout the past 10Myr.
To compensate for this bias, we have adjusted the Zachos et al. [197] record from
32Mya onward by subtracting the rapid decrease in predicted temperature that
occurred then from all subsequent years in the temperature record (Peter Huybers,
personal communication). Because the glaciation-driven shift from 10Myr on is more
gradual, we could not use the same method to adjust for this change, meaning that
our temperature records for the past 10Myr are likely less accurate. There are few
fixes for this, since more accurate ice records only go back 1–2Myr. However, the
magnitude of temperature matters less in our model than its rate of change. Since
the change from 10Myr is relatively gradual, and coincides with actual cooling events
during that time period, the uncertainty in the second half of our temperature series
is unlikely to have major impacts on our results.

We transformed the above “mean global temperature" to an estimate for eastern
North America by shifting the temperature series so that its final value (for simu-
lated temperatures at sea level at 0Mya) matches the modern mean diurnal summer
temperature at sea level for Greensboro, NC: 25NWS2011. This transformation is
for visualization purposes and does not influence the model, as no aspect of species’
temperature response depends on absolute temperatures, and the original salaman-
der species is initialized with an optimum temperature matching that of its local
environment.

D Breeding
Within each bin we allow up to ten reproduction events per bin per timestep. These
are chosen by testing 100 random pairs of populations for breeding compatibility.
Thus, reproductive rate in the model is determined by the length of a timestep.

The genome for testing relatedness is implemented as a 64-bit field and changes
independently of the salamander’s optimal temperature. For each species id, the
genome of the first population recorded as a member of that species is saved to a
list. All populations that descend from that ancestral population are considered to
be members of the same species, so long as their genome differs from the ancestral
genome by no more than a fraction p. When conspecific populations breed, the
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Figure A1: Estimates for the optimized parameters in the GSM. µ and σ2 control mutation
rates of species relatedness and temperature optima, respectively; p controls relatedness threshold
for breeding and speciation; w0 and wT control mortality rates as a function of temperature; wC

and wH control the strength of conspecific and heterospecific competition, respectively. Points
and intervals show mean and standard deviation averaged across simulated annealing iterations,
weighted by parameter set likelihood. Because the sampling window contracts over time in simulated
annealing, this estimate of the standard deviation is biased towards smaller values, and should only
be interpreted as a general indication of the shape of the likelihood surface, not as a tool for
significance testing.
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child population’s genome is determined by a combination of those of its parents:
Where the parents’ genomes agree, the child inherits the joint character; otherwise,
the child takes the character of one or the other parent, with 50% probability. Each
bit in the child’s genome is then flipped with some small probability, a “genotype
mutation rate”, µ. If a child population’s genome mutates sufficiently that it differs
from the ancestral genome by more than fraction p, there is a speciation event, and
the child species is given a new species id. Hence, related populations that become
reproductively isolated can diverge over time to become different species.

E Topographic data
We used nonlinear regression to fit a standard normal curve to data from Kozak and
Wiens [97] (their Table 1), which describes the area-elevation relationship for 200m
bands across the range of Plethodontids east of the Mississippi river. This gave a
normal density function with mean 0.15 km, standard deviation 0.21 km, and scaling
factor 1.2 · 106 km2, which transforms units of relative frequency from the normal
density function to units of square kilometers within one unit of altitude.

This regression model suggests that the 1.4–1.6 km elevation band is the highest
modern band with over 1000 km2 of area; we therefore take this as the maximum.
Orogenic estimates for the Appalachians suggest that they reached a peak height of
3.5–4.5 km at the end of the Permian [163], and that they have eroded at a relatively
constant rate over the past 210My [114], though there is evidence that they remained
near their peak height up to 150-120Mya [180]. Assuming that half of the difference
between their maximum and contemporary peaks was lost by 65Mya, this suggests
a peak height at 65Mya of ∼2.8 km.

To simulate this erosion, we altered the standard deviation of our normal curve
for the contemporary mountain chain to maintain the same z-score for this older
peak area, yielding a new standard deviation of 0.39 km. We then modeled ero-
sion over time by decreasing the maximal elevation and standard deviation linearly
until they matched the modern values. As the simulation progresses, the area at
higher elevations slowly drops, and the highest bins become inaccessible when they
no longer contain any land area, until we reach a maximum elevation of 1.6 km for
the contemporary mountain range.



CHAPTER 6. SALAMANDER EVOLUTION 126

F Phylogenetic reconstruction
We compared the phylogenies that resulted from our simulations to the molecular
phylogeny of Kozak, Mendyk, and Wiens [96]. This phylogeny was constructed
using three mitochondrial genes (ND4, Cyt-b, and ND2) and three nuclear genes
(RAG-1, POMC, and BDNF). To incorporate uncertainty in divergence times in
the molecular phylogeny, we used the aligned sequences from the 2009 study to re-
build the published tree, and created 10,000 bootstrapped replicates using the rapid
bootstrapping algorithm in RAxML version 8.2.9 [165]. In order to match the correct
crown clades for time calibrating the tree, we used the published 2009 phylogeny as
a constraint tree.

To time-calibrate the bootstrapped trees, we used the PATHd8 algorithm [34],
implemented using the source code in phyloGenerator [135]. We utilized the same age
constraints as Kozak, Mendyk, and Wiens [96], derived primarily from Wiens [191]:
Crown age for Plethodontids, 61Mya; crown age for Plethodon, ≥19Mya; crown age
for Aneides, ≥19Mya; crown age for Bolitoglossinae, ≥5Mya.

Because we used the 2009 phylogeny as a constraint tree, we do not incorporate
much of the potential uncertainty in tree topology. This is potentially problematic,
as many species in the 2009 phylogeny include data for only one or two genes. How-
ever, because the topology of the Kozak, Mendyk, and Wiens [96] tree generally
matches that of a more recent study that included additional genomic information
[111], this seems unlikely to greatly impact our results. More problematically, the
crown ages from Wiens [191] do not match those used by Martin et al. [111]. As such,
even though we account for some uncertainty in divergence times with bootstrap-
ping, we only control for that uncertainty conditioned by the crown ages in Kozak,
Mendyk, and Wiens [96] and Wiens [191]. This likely explains why we see only minor
variability in the LTT plot and other statistics across the bootstrapped replicates.
Nevertheless, our methods could easily be adapted to utilize information from other
phylogenies that include more detailed time calibration. Similarly, removal of the
constraint tree, though it would make time calibration more difficult, would also
allow us to test for the effects of uncertainty in tree topology.

We built, bootstrapped, and time-calibrated the tree using the full suite of species
included in Kozak, Mendyk, and Wiens [96]. We then trimmed the tree to include the
following 95 lineages found primarily east of the Mississippi river (alphanumeric codes
corresponding to the lineages described in Kozak, Mendyk, and Wiens [96], Kozak
and Wiens [97], and Martin et al. [111]): Aneides aeneus; Aneides hardii; Desmog-
nathus aeneus KHK51; Desmognathus apalachicolae KHK157; Desmognathus brim-
leyorum; Desmognathus carolinensis KHK103; Desmognathus conanti A 8399; Des-
mognathus conanti D KHK227; Desmognathus folkertsi KHK340; Desmognathus fus-
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cus A RMB513; Desmognathus fuscus B KHK570; Desmognathus imitator KHK05;
Desmognathus monticola A; Desmognathus monticola B; Desmognathus ochrophaeus
WKS05; Desmognathus ocoee A KHK01; Desmognathus ocoee B KHK62; Desmog-
nathus ocoee C KHK56; Desmognathus ocoee D KHK53; Desmognathus ocoee E
KHK31; Desmognathus ocoee F KHK22; Desmognathus ocoee G RMB268; Desmog-
nathus orestes KHK129; Desmognathus quadramaculatus A KHK52; Desmognathus
quadramaculatus D KHK499; Desmognathus santeetlah 11775; Desmognathus wel-
teri KHK414; Desmognathus wrighti KHK310; Desmognathus wrighti KHK73; En-
satina eschscholtzii TWR569 CEA; Eurycea aquatica 61299; Eurycea bislineata A;
Eurycea cirrigera C KHK245; Eurycea cirrigera D KHK419; Eurycea cirrigera L
KHK174; Eurycea gutt NC KHK330; Eurycea junaluska KHK8.280; Eurycea longi-
cauda KY KHK388; Eurycea lucifuga TN KHK698; Eurycea multiplicata CEA; Eu-
rycea quad MS KHK192; Eurycea tonkawae NEW; Eurycea wild cirr E KHK71203;
Eurycea wild cirr J KHK8.234; Eurycea wilderae M KHK8.95; Gyrinophilus por-
phyriticus danielsi ABS010; Hemidactylium scutatum; Phaeognathus hubritchti; Ple-
thodon albagula; Plethodon amplus; Plethodon angusticlavius; Plethodon aureo-
lus; Plethodon caddoensis; Plethodon chattahoochee; Plethodon cheoah; Pletho-
don chlorobryonis; Plethodon cinereus; Plethodon cylindraceus; Plethodon dorsalis;
Plethodon electromorphus; Plethodon elongatus; Plethodon glutinosus; Plethodon
grobmani; Plethodon hoffmani; Plethodon hubrichti; Plethodon jordani; Plethodon
kentucki; Plethodon kiamichi; Plethodon kisatchie; Plethodon meridianus; Plethodon
metcalfi; Plethodon mississippi; Plethodon montanus; Plethodon nettingi; Plethodon
ocmulgee; Plethodon petraeus; Plethodon punctatus; Plethodon richmondi; Pletho-
don savannah; Plethodon sequoyah; Plethodon serratus; Plethodon shenandoah; Ple-
thodon shermani; Plethodon teyahalee; Plethodon variolatus; Plethodon ventralis;
Plethodon virginia; Plethodon websteri; Plethodon wehrlei; Plethodon welleri; Pleth-
odon yonahlossee; Pseudotriton montanus diastictus KY 71757; Pseudotriton ruber
VA KHK585; Stereochilus marginatus CEA

G Likelihood calculation
To determine the likelihood of the empirically observed metrics given the distribution
of simulated model results, we calculated the sum of the product of the observed
frequency distribution times the simulated frequency distributions for each metric
(i.e.

∑
i(Pr[obsi|simi])).

To calculate probability density, we binned data from simulation results and from
the bootstrapped molecular phylogeny using the following breakpoints, and calcu-
lated the frequency with which results fell into each bin: For richness, we calculated
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the frequency with which any given number of extant species remained at the end of
a simulation; for LTT plots, we calculated the frequency of any given number of lin-
eages, binned by time intervals of 1My; for elevation and elevation range, we binned
results into evenly-spaced bins with 50m intervals; for the Gamma statistic, used
0.1 unit-wide bins; and finally for the K statistic, we used 0.01 unit-wide bins. We
compared this method to a kernel density smoother, and found that binning yielded
better optimizations than did the kernel smoother.

Finally, to calculate the likelihood ratio that we present in the main text, we first
calculated the likelihood of observed metrics given simulated data. We then divided
this likelihood by the likelihood of the simulated data given the simulated data.
Thus, the likelihood ratio LR =

∑
i(Pr[obsi|simi])/

∑
i(Pr[simi|simi]). This helped

weight the likelihoods for each metric such that all were in roughly the same order
of magnitude, and prevented any single metric from dominating the optimization
routine.

H Optimization
Because our GSM is stochastic, each run generates a distinct result, even if param-
eter and control knob settings are not changed. We used this property to generate
frequency distributions for each of the six comparative metrics by iterating the model
repeatedly, and calculating the metrics for each iteration. We then used these fre-
quency distributions to calculate likelihood, and weighted likelihood ratios.

For each optimizer step in our simulated annealing algorithm, we calculated likeli-
hood based on 100 iterations of the GSM. We started with uniform random sampling
windows of (10−6, 0.1) for µ and σ2, (0.78, 1.0) for p, (10−6, 0.5) for wT , wH , and wC ,
and (−4, 1) for w0, and then shrunk these over 50 steps with an exponentially de-
clining cooling rate, starting with the full window, and ending with each window
constricted by a factor of e−5. These windows allowed a wide range of behavior,
but prevented aberrant behavior within the first few timesteps, such as the model
from spawning thousands of species or killing off all populations. To ensure that
the optimizer was converging reliably, we began the optimizer from several different
starting points, and compared its results to a separate optimizer based on Newton’s
method. All of these converged to similar values.

In order to ensure that we had run enough iterations of our fitted models to
mitigate Monte Carlo variation, we repeated the entire simulation and bootstrapping
procedure twice. Of all the likelihoods tested, only seven changed in significance
between the two analyses. For the T scenario, predictions for species mid-elevation
distributions became significantly worse than predictions from the ET model, while
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predictions for the LTT became significantly better. For competition set to no
competitive interactions, total likelihood increased a bit, removing the significant
difference between it and the ET model. For dispersal set to global, predictions
for the Gamma were significantly better than predictions from the ET model. Finally,
for re-invasions set to on, the total likelihood increased slightly to be significantly
higher than that for the ET model, as did the likelihood for predictions of richness,
though when we re-ran simulations for this scenario several more times, we found that
this increase in total likelihood was not consistent across replicates. As a precaution,
we repeated the entire optimization procedure for all primary and secondary scenarios
with the re-invasions knob turned “on", but found no qualitative differences in
results. Though we ideally would have increased the number of iterations further,
each run of this procedure required roughly 1,000 processor hours and generated
more than 10GB of data output, making substantial increases in iteration number
impractical.

I Forward Selection Procedure
Because there were almost 300 potential configurations of the secondary knobs in
our GSM, we used a forward selection procedure to determine the best position for
them. Starting with shared competition set to wH = 0, dispersal set to global,
ancestral elevation set to sea-level, re-invasion set to “off", and timestep
set to 0.5Myr, we then changed the knobs one at a time, each time optimizing
the seven model parameters and calculating the resulting likelihood for each new
configuration. We then repeated the procedure starting from the configuration with
the highest likelihood. This led us to a configuration with shared con/heterospecific
competition, random local dispersal, a mid-elevation ancestral origin, no re-invasions,
and timestep of 0.5Myr.
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Chapter 7

Conclusions

Our world is rife with complex systems whose behavior is driven by feedback, individual-
level effects, mesoscale physics, nonequilibrium dynamics, and nonlinearities. Com-
putational science can help elucidate the behavior of these systems.

High-resolution global datasets and rapid simulation will allow us to study how
hydrological and geomorphological phenomena play out at both the macro and micro
scales, spatially and temporally, and how the behaviors of these systems emerge from
the simple theories which are thought to govern them. In this dissertation I have
developed new methods to enable analysis of these systems. I’ve developed these
methods to express a kind of “democracy": they work efficiently regardless of the
computational resources employed.

Global datasets require special considerations, not just computationally, but also
in how we transform and reduce data to forms amenable to processing. chapter 5
explored this, showing that the seemingly simple goal of controlling distortion rapidly
leads to complex optimization problems and a large number of competing choices.

Chapter 6 explored a difficult interdisciplinary question: why does species richness
vary predictably with altitude? Addressing this question demonstrates both the util-
ity of computation for testing theory as well as the need for efficiency. Ultimately,
we conclude that simple explanations for the observed pattern are insufficient: in
this situation historical contingencies inescapably impact the present. Though the
ecologic model used in the chapter is relatively complete, the geologic model is com-
paratively simple. In future work, the techniques from the earlier chapters could be
used to answer the questions of chapter 6 with greater fidelity.

More such questions await; this dissertation provides some of the methods needed
to answer them.
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