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Abstract of the Dissertation 
 

Studies of Monte Carlo Methodology for Assessing Convergence, Incorporating Decision 
Making, and Manipulating Continuous Variables 

 
by 

 
Nicole Alexandra Zelinsky 

 
Doctor of Philosophy 

 
University of California, Merced 2020 

 
Professor Jack L. Vevea, Chair 

 
In this dissertation, I explore challenges that simulation researchers face. First, I 

argue that compared to using inferential models, assessing simulation convergence is the 
superior method to determine the number of dataset replications to use when conducting 
a simulation. I devise a novel way of assessing simulation convergence with rounded 
cumulative means and apply it to four examples alongside a more conventional, 
analytical technique. Second, I highlight the importance of incorporating statistical 
decisions into the simulation process. I illustrate that with examples of decisions 
surrounding model selection, convergence of an individual model’s estimates, and 
modifications made during preliminary statistical analyses (e.g., due to outliers or a 
perceived assumption failure). Third, I compare the use of continuous manipulated 
variables that have been discretized into levels to those generated along the full 
continuum of possible values. Based on linear and non-linear simulation examples, 
discretized manipulated variables appear more effective than continuous variables, 
mainly due to the taxing process of establishing simulation convergence along a 
continuum as opposed to a point estimate.   
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Chapter 1 
 

In 1946, researchers at Los Alamos were faced with a challenge: Estimate the 
multiplication rates of neutrons in order to make predictions about fission explosions 
(Eckhardt, 1987). When they could not find the answer through deterministic 
mathematical methods, one researcher presented an alternative approach. While playing a 
solitaire card game, Stanislaw ‘Stan’ Ulam tried to determine the probability that any 52-
card configuration was winnable. After spending enough time attempting to calculate the 
solution, Ulam wondered if it would be more practical to repeatedly set up games and 
tally whether or not it was possible to win each game. Then, Ulam tried to apply the same 
concept to his research by starting out with random numbers, following them through the 
known process, determining the outcome of interest, and repeating the numerical 
experiment through the recently invented electronic computer. A colleague suggested 
naming the method after the casino where Ulam’s uncle went to gamble, Monte Carlo 
(Metropolis, 1987). Ulam’s Monte Carlo method played an important role in 
understanding fission and as the method became more popular, a wider umbrella of 
physics research.  

More recently, statisticians, analysts, and science researchers (including 
quantitative psychologists) have used Monte Carlo methods to assess the properties of 
statistical models. Although that research is based on the same core concepts, some parts 
differ from Ulam’s original implementation (e.g., setting up a statistical model instead of 
a physical one and improved computer power). Unfortunately, those improvements are 
not as widely shared as they could be. All too often, any methodological improvements in 
Monte Carlo simulations have been relegated to brief references in a simulation on 
another topic or word of mouth, resulting in more instances of reinventing the wheel. As 
a case in point, another Los Alamos researcher had used Monte Carlo methods 15 years 
before Ulam (Metropolis, 1987).  

Spending time researching simulation methodology – just as others research the 
design and methodology of conventional psychology experiments – could help 
researchers produce better simulations. Also, researching methodology can tell which 
things matter or not in a general situation or how to determine when a difference might 
matter in a specific situation. Finally, analysts might actually report their justifications if 
there is research to support doing a simulation one way instead of another way.  

This dissertation is an attempt to promote research of the design and analysis of 
simulations and subsequently to promote better Monte Carlo simulations.  

In Chapter 2, I give an overview of common aspects of simulation research. A 
researcher should first understand the theory and previous research concerning their 
model of interest before positing the simulation hypotheses or research questions. That 
knowledge guides the selection of manipulated variables, outcome variables, and the 
operationalization of those variables. For the simulation to be informative to the target 
audience, a researcher should determine the realistic conditions seen or used in practice. 
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After coding and running the simulation, the researcher presents the results and 
determines the degree to which those results answer the original research questions.  

In Chapter 3, I discuss two rationales that researchers might use to determine the 
number of dataset replications to use when conducting a simulation. The first rationale 
advises researchers to determine the number of replications based on the power of a 
corresponding inferential model to detect an effect. In response to this rationale, I 
performed a simulation that demonstrates the disadvantages of using inferential models. 
The second rationale advises researchers to determine the number of replications based 
on convergence to the degree of precision desired by a researcher. Based on that 
rationale, I demonstrated multiple techniques for determining convergence, including 
some developed as part of this chapter.  

In Chapter 4, I investigate how simulation outcomes may change depending on 
whether the simulation incorporates decision-making criteria commonly used in data 
analysis. For example, researchers often use statistical tests or indices to select a final 
model. This chapter includes an example simulation that compares bias conditional on 
whether a researcher chooses the more complex model based on a statistical test or not.  

In Chapter 5, I explore the use of continuous, manipulated variables in 
simulations. Researchers often use continuous, manipulated variables in a simulation but 
generate data at a few discrete points of the variable instead of across the continuous 
spectrum. As the relationship between a manipulated and outcome variable becomes 
more complex, the researcher must use more discrete points to get a good picture of the 
relationship. This chapter considers the benefits of using a continuous manipulated 
variable instead of one with discrete levels and the why the drawbacks appear to 
outweigh those benefits.  

In Chapter 6, I conclude the dissertation with some takeaway messages and 
advice to researchers about precision and external validity as well as potential future 
directions.  
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Chapter 2 

 
Although Monte Carlo simulations are indispensable to quantitative 

psychologists’ research, tutorials about them are limited, and research supporting some 
practices over others is even less common. Current literature provides advice on 
designing and performing a Monte Carlo simulation. Each guide or reference frames the 
advice based on the model, such as structural equation modeling (SEM) (Bandalos & 
Gagné, 2012; Bandalos & Leite, 2013; Lee, 2015), item response theory (IRT) (M. 
Harwell, Stone, & Hsu, 1996) or psychometrics, (Feinberg & Rubright, 2016); type of 
data, such as clinical (Beaujean, 2017) or medical (Burton, Altman, Royston, & Holder, 
2006; Morris, White, & Crowther, 2019); or programming language, such as R (Hallgren, 
2014; R Core Team, 2018), SAS (Fan, Felsovályi, Sivo, & Keenan, 2003; SAS Institute, 
2014), or Python (Van Rossum & Drake, 2009; for cases when it runs more quickly). 
Because the guidelines for how to do a simulation are generally consistent across those 
areas, researchers can use knowledge from all topics to gain a better understanding of 
how to do a simulation. In this chapter, I review the main components to constructing and 
executing a simulation of a statistical method, which I categorize as simulation 
justification, design, implementation, results, and reporting.  

 
Simulation Justification 

 
Current literature recommends that before conducting a simulation, researchers 

should first familiarize themselves with the statistical problem, review relevant past 
research, and determine how a simulation would help resolve that problem (Boomsma, 
Hoyle, & Panter, 2012). That is, researchers should treat introducing and motivating 
Monte Carlo research with no less scrutiny than for any other investigation just because 
the empirical research is an experiment with computer-generated data (Burton et al., 
2006). Scientific research builds upon past knowledge; hence, a researcher should not 
begin a Monte Carlo experiment without knowing the relevant statistical theory and past 
literature (Bandalos & Gagné, 2012). After all, tracing the progress other research has 
made on similar problems is still a fundamental part of science. By reviewing previous 
research, investigators can learn which variables might be influential or irrelevant when 
asking their own questions (Beaujean, 2017).  Researchers may also critique past Monte 
Carlo experiments in their review and approach the problem from a different angle. It is 
easy to replicate a simulation with program scripts and a seed to tell the random number 
generator where to start, but the different assumptions researchers make about their own 
datasets result in variation between experiments (Beaujean, 2017).  

A natural way to connect where the current study fits into the broader topic is to 
highlight a gap in the current literature and how this simulation would help fill it 
(Bandalos & Leite, 2013). Researchers should determine how this problem impacts 
experimental designs and results of substantive research. To focus the simulation 
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properly, it helps to have a list of research questions or study aims.  Some also 
recommend making hypotheses about results of those questions (Boomsma et al., 2012).  

Specific to simulation, the discussion should address why a simulation is 
necessary instead of a proof (Fan et al., 2003). For example, there is no need to use a 
simulation to determine the variability of sample means because the Central Limit 
Theorem provides the necessary analytical answer (Boomsma et al., 2012). In social 
sciences, simulations often seek to determine how well a method works given 
assumptions cannot be met with mathematical precision. Sample sizes are not infinite, 
and real data are not normally distributed. For example, it is not possible to determine 
analytically how a lack of independent errors affects inference about regression 
parameters, but the issue can be studied by simulation. Another common justification for 
the use of simulation is that statistical theory on the topic does not yet exist, for instance 
for fit indices.  

 
Simulation Design 

 
After solidifying and justifying the research questions, an investigator determines 

the variables to manipulate, the simulation design, and which outcome variables to 
measure.  Simulation designs use a specific set of terminology that is often similar to that 
from analysis of variance (ANOVA) designs (Feinberg & Rubright, 2016). Researchers 
have control over manipulated variables, usually called factors.  Each factor contains 
multiple levels (sometimes called conditions) which are almost always categorical 
realizations of that variable. Researchers should ensure variable conditions connect back 
to real-world practice to increase external validity. If primary investigators find that 
simulation levels are too dissimilar compared to their own studies, they may treat the 
simulation as irrelevant to their own research.  

Each unique combination of factor levels constitutes a design cell.  For example, 
suppose researchers have two factors: a sample size factor that has three levels (small, 
medium, and large) and a dimensionality factor that has two levels (unidimensional and 
multidimensional).  A design combining both of these factors would contain six cells. 
Three cells would have unidimensional data with small, medium, and large sample sizes 
respectively, and the other three cells would contain multidimensional data at those same 
sample sizes.   

One easily circumventable inefficiency can be to separate factors into multiple 
separate cells that can actually be implemented as one cell.  Only some manipulated 
variables, often data characteristics, require different cells because the data simulated for 
each cell must come from a different true population. This paper will refer to this type of 
factor as a between-cell factor. Some common instances are sample size, degree of non-
normality, and degree of discretizing a continuous trait  (Bandalos & Gagné, 2012). 
Unlike with such data characteristics, researchers can analyze multiple models or model 
characteristics with the same simulated dataset. In that way, researchers can save 
resources by generating separate data only for necessary population differences and 
running multiple model types within one cell. Within-cell factors are often model type, 
model complexity, model misspecification, or method of estimation (Bandalos & Gagné, 



20 

 

2012). As simulations become larger, saving resources becomes increasingly important. 
It is possible to do this is by minimizing variation within a cell. Researchers can attain 
sufficient precision with fewer resources by reducing the simulation variability, which 
results in stable results with fewer replications. Methods like those are known as variance 
reduction techniques (Skrondal, 2000). Making sure that only between-cell factors (and 
not within-cell factors) are in separate cells is the most basic variance reduction technique 
(Thisted, 1988).  

Many simulation designs are fully crossed, meaning that every possible level 
combination is represented by its own cell (M. Harwell et al., 1996). The previous 
example combining sample size and dimensionality into a six-cell design is a fully 
crossed design. It is not always possible to use a fully crossed design if it does not make 
sense to combine some levels. For instance, if I have a factor governing the amount of 
censorship (none, low, moderate, and severe), it does not make sense to cross that factor 
fully with a factor dictating the mechanism of censorship (p-value, effect size, funding 
source). Specifically, when no censorship occurs, it does not make sense to consider 
differences in different patterns of censorship across different mechanisms.  

Even if it is possible to cross all conditions, some designs strategically implement 
a subset of all possible combinations to conserve resources (Skrondal, 2000). Because 
crossing any between-cell factor level can greatly increase the number of cells, whether a 
simulation is fully crossed or not, resources will tend to determine the maximum number 
of practical cells. For example, a fully crossed simulation of four factors each with three 
levels would contain 81 cells, and adding a single level to one factor would increase that 
to 108 cells.  

Researchers should decide which outcomes are interesting for their particular 
simulation, just as they would with a conventional study. The most prominent outcomes 
in simulation studies are measures of the bias and mean squared error (MSE) or root 
mean squared error (RMSE) of each parameter (Bandalos & Leite, 2013). Bias measures 
the difference between the true population value and a specific sample estimate. An 
estimate has a positive bias if the mean of all estimates is larger than the true parameter 
and a negative bias if it is smaller. MSE measures the variability of the estimates of a 
parameter about the true value of the parameter. If the estimate is unbiased, then the MSE 
is simply the variance of the estimates. If the bias is not 0, then the MSE value is the sum 
of variance and squared bias. Taking the square root puts the value back into the original 
parameter’s metric (as opposed to a squared metric). Bias does not automatically 
supersede MSE or RMSE in importance. It is possible for an unbiased method with a 
large variability to be less useful than another method that has a small or moderate bias 
but also a noticeably smaller spread. As an example, Figure 2.1 depicts four samples: 
unbiased with narrow spread, unbiased with wide spread, biased with narrow spread, and 
biased with wide spread. Both bias and RMSE indicate that an estimate would have an 
unbiased, narrow spread in an ideal situation and not a biased, wide spread. However, 
analysts can see that an estimate with a biased, narrow spread is preferable to one with an 
unbiased, wide spread based on the RMSE but not the bias alone.   



21 

 

 
Figure 2.1. Examples of estimate bias versus spread. The figure contains four random 
samples of 250 from a normal distribution. Through rescaling, all samples have means of 
exactly 0 (unbiased) or 0.075 (biased) and standard deviations of exactly 0.025 (narrow 
spread) or 0.1 (wide spread).  

 
Although these are the most standard outcomes of interest, other simulations 

might also calculate statistics specific to their needs. Type I error, Type II error, power, 
proportion of confidence interval coverage, empirical standard error, model fit, and 
proportion of model convergence are all common additional measures of the model’s 
performance.  

 
Simulation Implementation 

 
Current literature guides how to implement the simulation, from the basics of 

generating data to increasing coding efficiency and dealing with error catching. Before 
researchers can estimate anything, they have to generate the data in a random fashion1. 
When beginning to implement a simulation, researchers should determine which program 
or programs they will use (Lee, 2015). Generally, this will be based on a combination of 
how well each program can implement the desired models and the researchers’ skills with 
each program or programming language. Because the simulation will run for many 
replications, researchers will need to automate replications of the simulation process. 
Sometimes a simulation must use multiple programs to estimate all models of interest. 

 
1 Even though this proposal will refer to random numbers, all numbers generated by computer programs are 
pseudo-random numbers which are generated deterministically but behave as if they were random. 
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For instance, if a simulation intentionally compares how different programs address the 
same question or if two models are available only in different programs, researchers must 
incorporate multiple programs into their simulation. For the purposes of this paper, I will 
assume the reader is using R alone, unless indicated otherwise.  

After the investigators have chosen the program(s), they should make sure to use 
a high-quality random number generator.  A computer program cannot produce anything 
randomly; randomly generated data are actually based on pseudo-random algorithms 
(Burton et al., 2006). If researchers specify the same starting place (known as a seed), the 
program can reproduce the identical random numbers during every run. Early random 
number generators, such as RANDU, contained clumps or patterns of numbers which 
could be seen when viewed in more than two dimensions. Most modern programs, 
including R, have default generators like the Mersenne Twister with much higher 
standards so that repetition or clumping sequences are not problematic. A more modern 
issue to worry about is random number generation when running a simulation on parallel 
cores of a high-powered computer (Karl, Eubank, Milovanovic, Reiser, & Young, 2014; 
Morris et al., 2019). Without careful specification, the streams of random numbers 
generated on each core may overlap, ruining the independence between results for the 
overlapping replications. When creating data, researchers should determine exactly how 
to operationalize factor levels. Often the level values depend on what makes sense in the 
real world (Bandalos & Gagné, 2012). Appropriate levels of sample size may vary across 
disciplines. To make a simulation informative for the researchers’ intended audience, it 
should include levels that are useful to all members of that audience. Even if an extreme 
sample size is not practical (either too high or too low), researchers might consider 
adding it as a level to include results as the model works under ideal conditions or as the 
model breaks down.  

Other factor levels may be more involved and subjective. Having non-normally 
distributed data as a factor could mean using a variety of possible distributions instead 
and choosing the specific parameters of those distributions. In some cases, implementing 
different factor levels may mean manipulating the data after producing them. For 
instance, researchers could generate data from a correctly specified model but then 
modify them. While operationalizing levels, researchers should also determine how to 
produce the non-manipulated or static features in their data that satisfy each combination 
of factor levels simultaneously.  

Although that may be done by selecting constants, some situations would 
realistically vary the features, making it more appropriate to use a distribution (Feinberg 
& Rubright, 2016). Researchers could choose an arbitrary parametric distribution to 
introduce some variation, but it is more appropriate to choose the distribution’s type and 
parameters based on data observed in real analyses. Alternatively, analysts could extract 
real values to form an empirical distribution and directly use that distribution in their 
simulation instead of using it to determine the simulation distribution’s parameters. 
Unfortunately, just as the arbitrary distribution may not be informative enough, an 
empirical distribution might contain idiosyncrasies, which introduces the risk of being too 
specific to a particular situation. A compromise between a parametric distribution 
(whether arbitrary or informed) and an empirical distribution is to use a heavily informed 
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parametric approximation, which would consist of a mixture of parametric distributions 
to capture all important features of an empirical sample.  

For example, the number of effect sizes in a meta-analysis simulation may be a 
factor, but the sample size used to generate each effect size may be fixed or vary from 
effect size to effect size. Although researchers could use an arbitrary uniform distribution 
to generate sample sizes, it would not be representative of real samples because all sizes 
would be equally likely. A more realistic approach might be to collect effect size sample 
sizes, rescale chi-square distributions with different parameters, and implement the 
closest match in the simulation. Analysts could instead stop after collecting sample sizes 
and directly resample values from that empirical distribution. Finally, researchers could 
make a parametric approximation by creating a weighted mixture of many narrow 
discrete uniform distributions (Appendix C contains an example R function of that 
combination used in Chapters 3 and 4).  

Once data have been generated, researchers should run each dataset through the 
desired models and collect the relevant output from the model results (Burton et al., 
2006). Digital storage can be cheap or in some cases free, so collecting more output or 
keeping the original raw data is a safer option than saving the bare minimum. 
Additionally, although saving the seeds would allow for a perfect recovery of the results, 
re-running a simulation from seeds could take hours or weeks depending on the scale of 
the simulation. Thus, saving raw output is advisable. Once all models have estimated 
results from one dataset, it can help to save that output before moving on to the next 
dataset. That set up can be safer than waiting for the whole cell to finish because an error 
may happen, and if researchers are halfway through a simulation when a program crashes 
or power fails, they can at least keep the first half of their output.  

After saving one dataset and its corresponding estimates, a simulation’s script 
should be able to loop automatically back to the beginning so that the simulation 
replicates a specified number of times. Researchers also need to make sure that the loop 
does not break (Burton et al., 2006). Error messages that a model function may produce, 
for example if the model fails to converge, would normally be harmless for a single 
dataset, but those messages could stop the simulation from running any part of the script 
after the error. Using conditional statements or error handling functions like R’s try() or 
trycatch() can help prevent simulation failure from periodic extreme samples, especially 
in cells with intentionally extreme conditions. 

After the simulation is running, a pilot test is useful where researchers look at 
their output for errors and refine code (Beaujean, 2017). Considering whether the output 
makes sense can help identify errors in the script, such as a conflict between what an 
object should contain and what it actually contains. Then, refinement is useful to help 
speed up how long one replication takes; when applied to all replications, it could save 
hours or days of simulation time. To decrease simulation time in R, researchers can pull 
user-specified functions outside of loops or employ vectorization inside of loops (Tse, 
2013).  Benchmarking functions can help users determine which pieces of the code are 
the slowest so users can ensure that improving code efficiency does not take longer than 
it would have taken the simulation to run with less optimal code (Wickham, 2014).  



24 

 

 
Obtaining and Presenting Simulation Results 

 
After pilot testing, researchers determine the number of replications to use for a 

simulation (Burton et al., 2006; Feinberg & Rubright, 2016). In surveys of simulations, 
the number of replications most commonly fell between 500 and 10,000 (Burton et al., 
2006; M. Harwell, Kohli, & Peralta-Torres, 2018; M. Harwell et al., 1996). Because each 
replication produces more data, the outcome variable’s value changes with every 
replication added to the simulation. Even though it is not important exactly which 
replication the simulation stops on, adding additional replications should not drastically 
change the final value. The final mean of a parameter estimate might seem to settle on a 
value, but 100 or 1,000 replications later that value might increase if the earlier samples 
did not estimate a large enough value. The number of replications should depend on the 
level of accuracy desired for a particular parameter estimate. Chapter 3 goes into more 
details about the possible methods and how to implement them.  

Researchers debate whether to use both descriptive and inferential statistics to 
analyze results of simulations. According to surveys, the majority (93.2% in 1981, 94.1% 
between 1981 and 1991, and 99.9% between 1985 and 2012) of simulations have 
reported their results descriptively in tables or graphs (M. Harwell et al., 2018, 1996; 
Hauck & Anderson, 1984). In the journal Structural Equation Modeling, researchers used 
meta-models, which may be inferential or descriptive, in 29% of simulations (Boomsma, 
2013). Supporters of inferential analyses in simulations research denounce the 
subjectivity of interpreting tables and graphics alone, especially considering how 
prevalent inferential models are in conventional investigations (Bandalos & Gagné, 
2012). Opponents refrain from using inferential techniques because simulation cells often 
violate the assumptions of the meta-models, and power from a large number of 
replications would be able to detect significant effects that have no practical importance. 
This dissertation will assume that researchers will not summarize results with inferential 
procedures; Chapter 3 discusses and illustrates some of the problems with analyzing 
simulation results using meta-models.   

As long as the simulation has converged upon stable parameter estimates, 
researchers would continue on to calculate the models’ results. Many simulations begin 
by determining the proportion of simulated datasets for which the statistical model being 
assessed in the simulation fails. In some cases, iterative estimation for one model will 
converge and another will fail to converge for the same dataset. For clarity, researchers 
should explicitly document which replications contribute to each simulation estimate and 
which replications researchers felt should be removed. Removal could occur because 
some part of the output indicated poor estimation, for example, standard errors that failed 
to estimate, unusually large estimation values, or warning messages produced by the 
software. Once all cases of non-convergence have been identified, it may help to examine 
the datasets to seek insight into why estimation failed. Although a complex model could 
fail to converge because the dataset is too small to support it, other data characteristics 
could be at fault. For example, an unusually homogeneous sample modeled by a 
hierarchical linear model may not converge because the model includes a restriction so 
the variance component cannot be a negative number. After deciding what to include in 
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the analysis, researchers typically calculate descriptive statistics from their chosen 
outcome variables, usually a version of bias and either MSE or RMSE, to assess the 
quality of estimation. For a parameter 𝜃 and its estimate from one replication, 𝜃, the bias 
would be 𝐵𝑖𝑎𝑠 𝜃 = 𝜃 − 𝜃 (Bandalos & Gagné, 2012). Researchers can calculate this 
individual bias when comparing any estimate to its known parameter value. However, 
when researchers present the results from a Monte Carlo simulation, they calculate the 
procedure’s bias over all replications. Because a simulation will have a parameter 
estimate for each of 𝑁 replications, the final bias at the cell level would be 

𝐴𝑣𝑒𝑟𝑎𝑔𝑒 𝐵𝑖𝑎𝑠 𝜃 = ∑ , sometimes called absolute bias. If the original scale of 

the parameter is not intuitive to work with, it can be converted to relative bias by 

including the parameter value, 𝐴𝑣𝑒𝑟𝑎𝑔𝑒 𝑅𝑒𝑙𝑎𝑡𝑖𝑣𝑒 𝐵𝑖𝑎𝑠 𝜃 = ∑ /𝑁  or 

percentage bias by multiplying the relative bias by 100%, 

𝐴𝑣𝑒𝑟𝑎𝑔𝑒 𝑃𝑒𝑟𝑐𝑒𝑛𝑡𝑎𝑔𝑒 𝐵𝑖𝑎𝑠 𝜃 = ∑
%

. Researchers should consider the 

parameters they are working with when deciding whether to use either relative or 
percentage bias. Either type of bias would be undefined when a parameter’s true value is 
zero. Similarly, if a parameterr is close to zero, the corresponding relative or percentage 
bias may exaggerate an otherwise small absolute bias. When the true parameter is not too 
close to zero, considering the bias relative to the true parameter has an interpretation 
advantage over absolute bias. For example, two absolute biases may be identical, but if 
one parameter is large and the other small, the percentage biases reflect how meaningful 
the bias is to the small parameter (and how insignificant to the large parameter).  

In addition to bias, researchers could calculate RMSE, as 𝑅𝑀𝑆𝐸 𝜃 =
∑

, to 

measure a parameter’s bias and variance together. As illustrated in Figure 2.1, it is 
important to take both bias and spread into account when assessing an estimate. Without 
RMSE, researchers may overlook the advantages of an estimate with less variability, 
even if that estimate has a slight bias.  

Once researchers have calculated the results, it is almost always necessary to 
present them in tables or figures (recall that the previous example of a fully crossed 
simulation with four factors generated 81 cells of results). To make it easier to read 
simulation results, many tables of simulation results use bold type to highlight important 
values (e.g., when a cell’s mean bias is above a specified threshold). Putting an 
overwhelming amount of information in each table or figure graph is counterproductive 
since it defeats the purpose of summarizing results in a clear way.  

Similarly, researchers can use universal guidelines of graphing when presenting 
grids of graphs associated with cell factors. Conventionally, the x-axis of a line or bar 
graph should represent a continuous or categorical variable, respectively. Simulations 
tend to contain discrete levels of continuous variables. If researchers chose to treat the 
factor of the x-axis as continuous, data should be appropriately spaced along the axis. For 
example, a factor with levels of 1, 2, 3, and 4 should be evenly spaced, but if levels are at 
1, 2, 4, and 8, the distance between 4 and 8 should be four times the length of the distance 
between 1 and 2. Researchers must be careful when representing even a clearly 
continuous variable if it cannot be spaced correctly. If a factor like that must go on the x-
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axis, researchers should use a bar graph to treat it categorically. Additionally, researchers 
should consider the graph’s audience when choosing how to represent factors; for 
instance, using colors to distinguish factors may prove counterproductive to colorblind 
readers or journals that print only in grayscale. Similar issues may arise with styles of 
lines, characters, or bar-shadings if they are difficult to distinguish from one another, 
especially when datapoints overlap.  

Usually, figures and tables of less interesting results would go into a supplemental 
material section as an appendix to the manuscript. As more digital options have arisen, a 
few researchers have created R Shiny applications. Depending on the specific setup, the 
application allows users to indicate the cells or factors of their interest, which reduces the 
tedium of sifting through pages of figures.  

 
Reporting 

 
For science to function, it is not enough to perform a simulation properly; 

researchers must record and share their process and findings for others to review and 
critique. Unfortunately, previous literature has stated there is much room for 
improvement in this area (Boomsma, 2013; Hoaglin & Andrews, 1975). To help 
researchers, Boomsma (2013) constructed a 40-point checklist specific to structural 
equation modeling simulations, and Morris et al. (2019) incorporated reporting 
requirements into a larger list of steps for setting up and executing a simulation.  

Reporting is an important step to ensure transparency and replicability in 
simulation research. Researchers should include information about small and not-so-
small choices and coding details such as the software version, random number generator, 
seeds, and scripts of code. Additionally, the report must contain enough information 
about variability (e.g., report Monte Carlo error) so the reader can make informed 
conclusions based on a simulation. When publishing a manuscript, it may not be possible 
to include all details necessary for replication, but researchers now have the option to 
include that precise information in an online packet of supplemental material.  

 
Continued Research 

 
The literature describing good simulation practice does not adequately address all 

aspects of simulations (Skrondal, 2000). Due to the controversy over how to determine 
the number of simulation replications and lack of interest in the question, there are few 
methods to guide researchers in choosing the total number or projecting the desirable 
number of replications. Simulations rarely address researchers' choices about how they 
decide to analyze their datasets even though those decisions can change the findings. 
Continuous manipulated variables are common in the real world, but simulation 
researchers usually pick discrete values of those variables for the simulation that may be 
arbitrary and obfuscate the larger patterns in the results. In the following three chapters, I 
pursue solutions to these gaps in the current simulation literature.   
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Chapter 3 
 

Many areas of research rely on statistical models to facilitate understanding of 
complex data and to explain real-world phenomena through theory. Researchers need a 
way to determine if a specific model tends to work well. To investigate how models 
generally perform, researchers conduct simulation studies of statistical models. A 
researcher would want to know if the model properly estimates parameters. This includes 
determining if all estimates in that model are unbiased, how biased are any biased 
estimates, and how variable are the estimates around the biased or unbiased estimate. 
Because inference testing is important, researchers would also want to know if the model 
is rejecting true null hypotheses at nominal rates (the Type I error rate) and how often it 
rejects false null hypotheses (power). Furthermore, detecting and portraying the Type I 
error and power rates as confidence intervals might illuminate why those rates are high or 
low. Finally, even if the model works perfectly under ideal conditions, researchers may 
not want to use a model if it does not work well under practical conditions or when 
assumptions are violated. Simulation studies provide information on all of those areas of 
one or more models, providing additional details on statistical indices, model comparison, 
or other ancillary statistical techniques.  

In a typical simulation study (sometimes called a Monte Carlo experiment), a 
researcher produces many data sets from a known population and applies one or more 
models under investigation to those data. Because the researcher knows the truth about 
the population, he or she can compare parameter estimates from sample data sets to those 
true values. The closer the central tendency and spread of a model’s estimates are to the 
population parameters, the better that model is for data analysis despite any challenging 
data characteristics (e.g., unmet assumptions or small sample sizes). Researchers can then 
employ their models with more confidence.  

In Monte Carlo experiments, researchers repeat the process of creating a random 
sample and estimating relevant parameters many times.2 Those parameter estimates could 
include values that researchers do not tend to think of as estimates, such as Type I error 
rates. They are parameters in the simulation but not necessarily in the model. In theory, 
the law of large numbers ensures that the mean of those statistics will converge to a stable 
estimate as the number of replications in the simulation reaches infinity.3 Because an 
unending simulation is not useful, researchers must settle on a finite number of actual 
replications.  

Researchers rarely state how they determine the number of replications in their 
simulations, and that choice may not relate to simulation convergence at all. Despite 
previous calls to report a justification for that number (Boomsma, 2013; Harwell, Kohli, 
& Peralta-Torres, 2018; Hauck & Anderson, 1984), between 90% and 100% of 
researchers fail to report their reasoning (Burton, Altman, Royston, & Holder, 2006; 

 
2 Although more strategic alternatives to simple random sampling exist (see Casella & Berger, 2002, 
Chapter 4). 
3 It will converge to a stable estimate of the true parameter value for that situation. This is not necessarily 
the unbiased specified parameter value.  
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Harwell et al., 2018; Hauck & Anderson, 1984). Some researchers choose the number of 
replications based on previously used rules of thumb, typically to values such as 1,000 or 
10,000 (Burton et al., 2006), presumably with the assumption that all outcomes of their 
own simulation will converge by that same benchmark. Others calculate the number 
based on an allocation of resources and round to the nearest hundred or thousand 
replications (Morris et al., 2019). If investigators plan to use hypothesis testing when 
analyzing their results, they may use power analyses to determine a sufficient number of 
replications instead of focusing on obtaining greater stability (Robey & Barcikowski, 
1988). Although arbitrary or practical choices are convenient, neither may be close 
enough to the ‘asymptotically large’ sample that the law of large numbers requires. 
Without a firmer benchmark, researchers cannot determine if an outcome measure’s 
precision has overshot or fallen short of the desired amount.  

The literature that offers advice on the conduct of simulations generally proposes 
two potential methods to guide the number of replications that researchers should use to 
achieve convergence: a cumulative mean plot and the Monte Carlo error equation. By 
using the former method, researchers can visualize how much the outcome’s mean value 
is moving after each replication to determine if the mean has stabilized enough to be 
considered converged (Robert & Casella, 2010). With the later method, researchers can 
use a simple equation from sampling theory to determine the appropriate number of 
replications based on a short, initial simulation run (Feinberg & Rubright, 2016).4 Using 
an exact equation based on Monte Carlo error bypasses the graphical ambiguity and 
makes it easier to justify the chosen number of replications (Morris et al., 2019).  

Instead of reporting tables and graphs of descriptive statistics alone to understand 
a simulation’s results, some researchers also use inferential models to interpret the 
outcome measures. In a simulation, those models are referred to as meta-models; 
common examples of meta-models are analysis of variance (ANOVA) or logistic 
regression. The argument for using meta-modeling would be similar to that for modeling 
real-world results. That is, the Monte Carlo sample is a small portion of the population 
with sample statistics that contain sampling error. As sampling error increases, the 
average difference between the parameter estimate and the true parameter value 
increases. The intent of meta-modeling is to assess whether apparent patterns in the 
simulation results are genuine or reflect the sampling uncertainty. If researchers choose to 
use a meta-model, they must also consider that each meta-model has its own 
assumptions, such as homogeneity of variance. Sample size is one of the most commonly 
manipulated variables in simulations and nearly always results in heterogeneity of 
variance.5 

Past research can tell us how ANOVAs (one type of meta-model) behave with 
heterogeneous data. Harwell, Rubinstein, Hayes, and Olds (1992) reviewed results from 
28 simulation studies of ANOVA performance and synthesized them into meta-
regression analyses, including six with Type I error rate as the outcome variable. In the 
context of a one-way ANOVA, researchers predicted the Type I error rate with variables 

 
4 Under some circumstances (e.g., t-tests) it is possible to determine the standard error of a parameter 
estimate analytically because, in a simulation, 𝜎 is known. 
5 Strictly, it always results in heterogeneity, but some heterogeneity could be subtle enough that it is 
masked by sampling error and exerts less influence on the final results.  
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such the number of groups in the ANOVA, total sample size, and a measure of 
homogeneity of variance. To assess homogeneity of variance, researchers coded the ratio 
of the smallest and largest cell variance into categories (from equal variance up to a ratio 
above 8). In the five models that included variance ratio as a predictor, larger variance 
ratio cells exhibited more Type I error rate inflation. Total sample size was also 
significant in one model but not practically interesting across all six meta-analyses. The 
28 simulation studies contained an average total sample size of 111 across all ANOVA 
groups (between 2 and 9 cells depending on the primary study). An average sample of 
111 mirrors real-world data samples but is much smaller than the equivalent sample sizes 
used in simulation studies. In that case, the sample size would be the number of 
replications across all cells, often thousands or tens of thousands of replications (Burton 
et al., 2006).  

With simulation data, researchers are in an ideal position to increase the sample 
size until the sampling error is negligible, but increasing the sample size could introduce 
dependencies if the new data are from a different location, time period, or unintended 
population. Even if researchers could prevent or statistically account for those 
dependencies, the researchers’ budget could limit the size of a sample. In contrast, 
computational power and time are the main limitations to increasing the sample size in a 
simulation, and neither is vulnerable to population contamination. If researchers can 
determine the truth by being patient and increasing the sample size, why make educated 
guesses from assumption-laden meta-models or inference? Some simulations may take an 
unreasonable amount of time to analyze enough samples, but many no longer do, thanks 
to the increase in computer processing power over the past few decades.  

Yet simulation studies continue to use inferential techniques from meta-models. A 
survey of multiple major journals found that a small portion of simulation studies 
employed meta-models, up to 2.2% for ANOVA models specifically (Harwell et al., 
2018).6 However, this seems to vary widely; a survey of one journal found that 
researchers used meta-models in 29% of simulations (Boomsma, 2013).7  

In this paper, I address an important fault of using meta-models with inference 
and promote a more effective approach to presenting results as descriptive statistics. The 
first goal of this study is to determine what happens when a researcher chooses to analyze 
simulation results through a meta-model without meeting the assumptions. The 
simulation attempts to answer the question: If a data set from a simulation does not meet 
the assumption of homogeneity of variance, how inflated is the Type I error rate of an 
ANOVA? Harwell et al. (1992) addressed that same question, but I use sample sizes 
scaled to be realistic for simulation studies. 

I argue that a better way to analyze simulation results is based on interpreting 
converged descriptive statistics; but researchers rarely report why they believe estimates 
have converged after using a certain number of replications. My second goal is to 
demonstrate ways researchers can check for simulation convergence. As part of this goal, 
I review two current methods and offer suggestions for additional methods. Next, I 
highlight how the number of replications changes depending on which estimates 

 
6 Biometrics, British Journal of Mathematical and Statistical Psychology, Biometrika, Journal of the 
American Statistical Association, Technometrics, and Psychological Methods 
7 Structural Equation Modeling: A Multidisciplinary Journal 
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researchers decide to report and how estimates are reported (e.g., bias versus percentage 
bias). Then, I introduce a method for assessing convergence of nuisance parameters and 
compare it to other methods. Finally, I review miscellaneous issues that could arise when 
the number of parameter estimates in a simulation increases. To demonstrate these 
convergence techniques, I simulate data that I subject to a t-test, a simple meta-analytic 
model, a weight-function meta-analytic model, and a factor-analysis model.  
 

Meta-Model Simulation 
 
Methods 

To inform the meta-model simulation, I surveyed the simulation literature of one 
journal for the prevalence of reported meta-models and inference.8 Between 1994 and 
2018, 45 simulation studies used a meta-model to support the interpretation of their 
results; typically, researchers employed ANOVA models. Over a third of the articles 
containing meta-models discussed statistical significance of that model. The remaining 
28 articles employing meta-models interpreted effect sizes from those models. Because 
ANOVA models were the most prevalent, all meta-models in the simulation are ANOVA 
models. For more information about ANOVA models, see Appendix A. 

To determine the amount of heterogeneity found in simulation meta-models, I 
recorded the standard deviations of outcome measures within each simulation cell from 
Hutchinson and Olmos (1998), one of a few articles that provided that information. I 
compared the four between-cell standard deviations from the condition that had the most 
levels. I obtained 64 sets of four standard deviations from the eight outcome measures 
combined with eight levels of other manipulated variables. For each set, I took the ratio 
between the smallest standard deviation and the other standard deviations, then rounded 
the ratios to whole values.9 The most common sets of standard deviation ratios were 
{1,1,1,1}, 18 times, {1,1,2,3}, 15 times, {1,1,1,2}, 12 times, {1,1,2,4}, 5 times, and 
{1,1,2,5}, 4 times. Four sets contained a ratio exceeding 10: {1,2,2,24}, {1,2,2,25}, 
{1,2,3,33}, and {1,2,4,50} although each set appeared only once. Based on those data, I 
chose levels five levels of heterogeneity: The sets {1,1,1,1}, {1,1,1,2}, and {1,1,2,5} 
because they appeared frequently; the set {1,1,1,10} because more extreme ratios were 
not uncommon; I also included the set {1,1,1,5} to compare to {1,1,2,5}, a set that 
contains a less extreme ratio greater than one.  

The goal of the simulation was to determine the Type I error rate for an ANOVA 
under common simulation conditions. I generated normally distributed data from a one-
way ANOVA model made up of four cells. All cells had a true mean of 0, but the 
heterogeneity and sample sizes varied. I manipulated the amount of heterogeneity across 
five levels ({1,1,1,1}, {1,1,1,2}, {1,1,1,5}, {1,1,2,5}, {1,1,1,10}) from my survey. I 
changed the sample size within each cell across three levels (100, 1,000, 10,000) based 
on the number of replications per cell found through a survey of simulation literature (M. 
Harwell et al., 2018). This resulted in a total of 5 × 3 = 15 cells. I estimated each dataset 

 
8 Structural Equation Modeling: A Multidisciplinary Journal 
9 Although statisticians tend to discuss variance ratios, this chapter operationalizes heterogeneity with ratios 
of standard deviations. Nothing in this research requires knowing the distribution (a potential advantage of 
variance ratios), and standard deviations are easier to interpret intuitively. 
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with a correctly specified ANOVA model. Then, I recorded whether I rejected or failed to 
reject the null hypothesis of the omnibus test for significance to calculate the Type I error 
rate. 
 
Results 

I used R 3.5.1 (R Core Team, 2018) on a Windows machine to run the simulation 
across 6 cores with R’s default pseudo-random number generator, the Mersenne Twister. 
Seeds, versions for each R package, and simulation code are available in Appendix B.10 I 
used cumulative mean plots to check the convergence of the Type I error rate for each of 
the 15 cells after 180,000 replications. Eight cells were sufficiently stable when rounded 
to two decimal places.11 Type I error rate estimates from the other seven cells were 
sufficiently stable after approximately 1 million replications;12 those cell conditions were: 
𝑁 = 100, {1,1,1,2} and {1,1,1,10}; 𝑁 = 1,000, {1,1,1,2}, {1,1,1,5}, and {1,1,1,10}; and 
𝑁 = 10,000, {1,1,1,2} and {1,1,1,5}.  

As shown in Figure 3.1, the Type I error rate increased as heterogeneity increased. 
The Type I error rate for a test conducted with an alpha level of .05 was approximately 
nominal for the homogenous situation, but it increased to approximately 0.065, 0.095, 
and 0.10 when the standard deviation in the fourth cell increased to two times, five times, 
and ten times the other cells, respectively. The lower part of Figure 3.1 depicts the slight 
decrease in Type I error rate when the standard deviation of the third cell increased to 2. 
Although the heterogeneity impacted the Type I error rate, the increase in sample size did 
not substantially affect it.  

 
Discussion 

Increased heterogeneity resulted in more Type I errors regardless of the sample 
size. That finding is consistent with previous research (M. R. Harwell et al., 1992), but 
this research used larger sample sizes consistent with sizes typically encountered in 
simulation studies. This adds more evidence against the use of meta-models in simulation 
studies, especially because sample size is a prevalent manipulated condition in 
simulations that tends to introduce heterogeneity.  

The goal of a simulation is to inform how well a statistical model works. When 
heterogeneity warps inferential results, the resulting false positive results may carry over 
to applied research and, potentially, to practice. By not using meta-models, researchers 
allow fewer false findings to move forward in both quantitative and substantive research.  

Researchers can glean useful information from simulations only if they contain 
conditions similar to real-life situations. This simulation did not include levels of 
heterogeneity over {1,1,1,10} or models with more or fewer than four groups. Similarly, 
the data did not include any other assumption violations or complications that might 
influence Type I error rate other than heterogeneity and sample size. Despite researchers 
also using MANOVA and logistic regression meta-models, the current research did not 
investigate either; future research may include those models.  

 
10 Raw data are available by contacting the author.  
11 I will discuss this method in more detail during later sections of this chapter.  
12 One million (replications) does not divide equally between six computer cores, which resulted in a few 
extra replications past one million for those cells. Exact values are listed in Table 3.1 for those interested.  
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Figure 3.1 The top plot depicts the how the average Type I error rate increases as the 
standard deviation of the ANOVA’s fourth cell increases. For the first three ANOVA 
cells, the population standard deviations are 1, but the fourth cell’s standard deviation 
varies. To represent that idea, I use the notation SDs = {1,1,1, 𝑥}, with x as 1, 2, 5, or 10. 
The bottom plot depicts how the average Type I error rate decreases as the standard 
deviation of the ANOVA’s third cell increases. Different line types indicate the sample 
size of each ANOVA cell, but mean differences of different sample sizes are within 
sampling error. To represent the standard deviations of the third cell changing, I use the 
notation SDs = {1,1, 𝑥, 5}, with x as 1or 2. 
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Table 3.1  
 
Replications per Cell in ANOVA Meta-Model Simulation 

 Variability (as sets of standard deviations) 
Sample Size {1,1,1,1} {1,1,1,2} {1,1,1,5} {1,1,2,5} {1,1,1,10} 

n = 100 180,000 
(4,400) 

1,000,002 
(62,180) 

180,000 
(36,595) 

180,000 
(6,013) 

1,000,002 
(141,849) 

n = 1,000 180,000 
(11,289) 

1,000,002 
(130,625) 

1,000,002 
(174,414) 

180,000 
(2,287) 

1,000,002 
(1,544) 

n = 10,000 180,000 
(872) 

1,000,032 
(62,384) 

1,000,032 
(12,828) 

180,000 
(10,347) 

180,000 
(11,466) 

Note. The sets of standard deviations correspond to the standard deviation in each cell of 
the four cell ANOVA meta-model. Numbers without parentheses indicate the total 
number of replications in a cell. Numbers inside parentheses indicate how many 
replications it took until the rounded cumulative mean stayed the same to 2 decimal 
places.13  

 
Although heterogeneity does not increase bias of effect sizes in balanced 

ANOVA, effect sizes in an unbalanced ANOVA are still susceptible to distortion due to 
heterogeneity (Skidmore & Thompson, 2013). Future research could investigate if the 
amounts of heterogeneity seen in simulation studies biases (or increases the bias of) 
commonly reported effect sizes, such as 𝜂 , 𝜂 , or 𝜔 . I did not investigate that 
hypothesis as part of the current chapter because summarizing the results from a 
simulation with any of those effect sizes seems less than informative. Whether or not the 
researcher used the summary effect size, the simulation results would still need to include 
more interpretable, cell-specific statistics in tables or graphs. That being said, some 
simulation tutorials encourage their use (Boomsma et al., 2012). Effect sizes associated 
with unbalanced cells may be inflated or deflated depending on how a cell’s 
heterogeneity is paired with its sample size (e.g., high heterogeneity paired with 
comparatively smaller sample sizes results in a different effect than high heterogeneity 
paired with comparatively larger sample sizes). A simulation may have an unbalanced 
design if some models do not converge for all datasets, resulting in fewer estimates in 
some cells. That research would also be informative for researchers who plan to simulate 
different numbers of replications in each cell because some cells reach convergence 
before others.  
 

Convergence Examples 
 

If inferential meta-models are not a good way to analyze simulation results, how 
should researchers determine how many replications to run? I argue that researchers 

 
13 Although seven cells contained over 1 million replications, only three failed to converge by 180 thousand 
replications. I used more replications for the other four cells because an initial, incorrect version of the code 
indicated that the other four cells also failed to converge by 180 thousand replications. 
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should continue running replications until parameter estimates have converged. Over the 
years, computer speed and accessibility have increased rapidly. Calculating an exact 
value would require infinite replications, but realistically, the simulation estimates need 
to be converged only to the researchers’ desired precision. Then, researchers can present 
the differences between descriptive statistics either graphically or in a table. 

In this section, I use four examples to demonstrate methods to assess convergence 
and compare decisions that can change how many replications would be required. In the 
t-test example, I demonstrate all methods and compare the number of replications when 
based on two simulation parameter estimates, the mean and power, instead of one, the 
mean. In the simple meta-analysis example, I compare the number of replications in each 
of four cells when reporting the estimates themselves versus as percentage bias. In the 
weight-function selection model example, I introduce a sensitivity analysis technique to 
demonstrate an alternate way of choosing the precision of nuisance parameters, and I 
compare the replications recommended in each of four cells to the number recommended 
when treating the nuisance parameter more conventionally. In the confirmatory factor 
analysis example, I compare the number of replications in one cell depending on the 
desired precision of model indices. In both confirmatory factor analysis cells, I include 
checks of model selection and model fit estimates for convergence as well as some 
processes to make the convergence analysis more efficient with many estimates. I use the 
tictoc R package (version 1.0; Izrailev, 2014) to time all runs; information on timing is 
available in Appendix B. 

In each example, I include a corresponding table detailing the decisions between 
choosing a number of replications and deciding if convergence has been achieved or not. 
I use the term step to refer to the process of generating each set of replications and 
assessing estimates from those replications. If there are not enough replications for all 
estimates to converge in one step, I initiate a subsequent step with more replications and 
continue adding steps until I achieve convergence.  
 
Methods 
Literature that gives advice on running simulation studies recommends examining 
convergence with either a cumulative mean plot or the Monte Carlo error equation 
(Feinberg & Rubright, 2016; Robert & Casella, 2010). I consider the cumulative mean 
plot first. Plotting the cumulative mean gives us a visual impression of how much the 
mean of the outcome’s value moves after each replication and guides us in assessing 
whether the mean has stabilized enough to be considered converged (Robert & Casella, 
2010). For example, I generated 2,500 replications distributed 𝑁(1, 0.2 ), and used the 
dplyr (version 0.8.0.1; Wickham, François, Henry, & Müller, 2019) function cummean 
for the cumulative mean. Figure 3.2a depicts a conventional cumulative mean plot. 
Despite the abundant information the graphic gives, that method shares the downsides of 
many graphical techniques – that the decision is in the eye of the beholder and that the y-
axis may exaggerate or minimize data fluctuations. Figure 3.2b contains the same data as 
2a, but 2a minimizes the apparent fluctuations still happening to the mean due to the 
wider y-axis.  

If researchers assess a cumulative mean plot visually, some may decide that a 
cumulative mean plot is stable while others may continue to add more replications. To 
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improve objectivity, researchers might quantify the cumulative mean’s stability (i.e., 
define convergence) by setting a cutoff precision, deciding on a measure of variability to 
compare to the cutoff, and choosing the proportion of replications to include when 
calculating that measure of variability. A cutoff might be based on the margin of error 
associated with an estimate’s desired precision. If researchers desire one decimal place of 
precision, the margin of error around the final value would be ±0.05; for two decimal 
places, this would be ±0.005. Then, researchers would choose a measure of variability, 
such as a range or standard deviation, of the cumulative means. To meet convergence, 
that measure must be below the chosen cutoff. Finally, researchers must decide the 
proportion of the most recent replications to include in the variability measure’s 
calculation. Using larger proportions would define convergence more conservatively 
because early cumulative means vary more than later ones, but using a proportion that is 
too small may not allow the cumulative mean to stabilize enough.  

As an example, a researcher might calculate the range of the last third of the 
cumulative mean replications and decide that the range must be smaller than 0.005 to 
label the estimate as converged. Another could desire that the standard deviation of the 
last half of the cumulative mean replications be below 0.005. A variation on this 
approach could be to have three standard deviations of the last half below 0.005, which 
works out to one standard deviation below 0.005/3 =  0.0016. For the 2,500 
replications presented in Figure 3.2, the range of the last third is 0.0046 and the standard 
deviation of the last half is 0.0014. Both values are smaller than their respective cutoffs 
above, and a researcher might decide this is enough evidence to support convergence.  

It is also possible to make the graphic less subjective by choosing how precise an 
estimate should be and then rounding the cumulative mean to that level of precision. If 
researchers were interested in replicating the experiment until the estimate converged to 
two decimal places, they could round the cumulative mean to generate a convergence plot 
like the one in Figure 3.2c.14 Furthermore, publication standards indicate the proper levels 
of precision for reported values (American Psychological Association, 2010); achieving 
graphical convergence to that level of precision amounts to saying that any change in the 
estimated value would be too small to change the reported value. In Figure 3.2c, it is 
much clearer that the cumulative mean is still changing in the second decimal place 
because of the sudden jumps between 1.02, 1.01, and 1.00 around replications 345, 540, 
and 2,250. This remains clear on a plot with a different y-axis, such as Figure 3.2d. 
Although rounding minimizes the noise from a conventional cumulative mean plot, it 
may also unfairly exaggerate small differences. For example, the hypothetical unrounded 
cumulative mean values, 0.994 and 0.995, are almost identical, and rounding them to 
0.99 and 1.00 diminishes that similarity.  

 

 
14 The rounding function in R uses the “round to even” rule to if it encounters a number exactly on the edge 
between two options. For example, when rounding to the nearest integer, 0.5 becomes 0, but 1.5 would 
become 2. This is the recommended standard for computing algorithms but not the one often used in social 
science research; instead borderline values are more often rounded up. Because of how rarely estimates 
occur exactly on a borderline and the field’s familiarity with rounding up all borderline values, I will use 
the rounding up rule in this chapter. 
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Figure 3.2. All graphs contain the same 2,500 replications of data from a 𝑁(1, 0.2 ) 
distribution. Graphs in the top row depict unrounded cumulative means of the mean 
estimate, and graphs in the bottom row both depict rounded cumulative means of the 
mean estimate. The y-axis changes depending on the column; graphs in the first column 
have a wider y-axis than graphs in the second column. Despite containing the same data, 
graph a appears to have converged, but data in graph b does not appear as converged due 
to the more focused y-axis. Despite graphs c and d having the same difference in y-axis, 
both graphs with rounded cumulative means clearly depict non-convergence due to the 
sudden drop near replication 2,250. 

 
There will always be some level of precision lost due to rounding. Style guides 

and journal standards require some level of rounding based on a number of decimal 
places or significant digits (American Psychological Association, 2010; Cole, 2015). 
Often those are 2-3 decimal places or 2-3 significant digits, but those guidelines have 
exceptions. Numbers in the thousands or millions probably do not need two decimal 
places of precision, and p-values may need more than two. Both of those could also 
change depending on the specific context of the research or if the number needs to be 
transformed for clarity (e.g., into a percentage or from grams to kilograms).  
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A rounded cumulative mean appears less stable when the true parameter is on the 
boundary between rounding up or down. Figure 3.3a depicts a cumulative mean plot of 
the mean estimate based on 20,000 replications from a 𝑁(0.455, .2 ). The plot switches 
between 0.45 and 0.46 as the final estimate many times; the final switch is near 
replication 17,750, and seems too close to the end of the run for a researcher to be 
confident that the simulation has converged. Figure 3.3b depicts a cumulative mean plot 
of the mean estimate based on 20,000 replications from a 𝑁(0.450, .2 ). The plot 
decreases to 0.45 before replication 1,000 and stays at that value for the rest of the run. 
Compared to Figure 3.3a, Figure 3.3b demonstrates the estimate’s stability after fewer 
replications despite both populations having the same variance. This is because the true 
value is exactly at the rounded value instead of on the edge between values. Whether this 
is a “feature” or a “bug” depends on whether researchers feel that it is more important for 
practical convergence to consist of a stable reported number or a number within a set 
tolerance.  

A possible solution is to add a constant to vertically shift the cumulative mean 
away from the sensitive rounding value. To prevent achieving convergence by mistake, 
this “constant method” should be used only if the estimate has a value just above or 
below the rounding border line. For estimates rounded to the second decimal place, I 
would check the third decimal place for a “4” or “5” (i.e., values just above or below the 
rounding border line). I would then determine the constant by taking half of the desired 
margin of error; for two decimal places, the margin of error is 0.005, so my constant is 
0.0025. If the rounding border value would round the estimate down, use the negative of 
that constant (and the positive constant if the value would round the estimate up). 
Specifically, “5” would be associated with positive constants like 0.0025 and “4” with 
negative constants like -0.0025, but this is reversed if the original estimate is negative. In 
the Figure 3.3a example, I checked to see if the third decimal place of the mean estimate 
was a “4” or a “5.” Because M = 0.4558681, which has a “5” in the third decimal place, I 
included the positive constant 0.0025 to the cumulative mean. That resulted in the stable 
rounded cumulative mean in Figure 3.3c. As illustrated later in this chapter, even if an 
estimate requires the constant method, it does not guarantee convergence. Although there 
is now evidence of convergence, the best way to report the exact value in text or a table is 
unclear: 0.45, 0.46, or 0.455 ± .005.  

It is also possible that a rounded cumulative mean estimate may seem converged, 
but after including more replications, the final estimate changes again. If researchers are 
still interested in convergence to two decimal places and decide to stop after the final half 
of the values settle on the same rounded number, then the example estimate from Figure 
3.3c would be considered converged by replication 2,000. However, shortly after 2,000 
replications, there is evidence against convergence because the rounded cumulative mean 
changes to a different value.  
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Figure 3.3. The top-left graph a depicts the mean estimate’s rounded cumulative mean of 
20,000 replications from a 𝑁(0. 455, 0.2 ). The bottom graph b depicts the mean 
estimate’s rounded cumulative mean of 20,000 replications from a 𝑁(0. 450, 0.2 ). 
Heavy gray dashed lines indicate the population mean that each cumulative mean is 
converging to. Both come from distributions with the same variance, but because the 
assessment of convergence is based on rounding, graph b depicts convergence while 
graph a remains unstable. The top right graph c presents the same data as graph a with a 
constant of 0.0025 added to each datapoint. The result shows that the rounding border 
appears to be responsible for the perceived instability. 

 
Alternatively, a researcher could use the formulaic method of finding the 

appropriate number of replications, which comes from sampling theory (Feinberg & 
Rubright, 2016). Based on an initial run, researchers can determine the empirical standard 
error, 𝜎 , (also called Monte Carlo error) using the equation 
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where 𝑁  is the number of replications in the initial run and 𝜎 is the estimated standard 
deviation of the initial run’s parameter estimates. Instead of checking to see how 𝜎  
compares to the researchers’ desired amount of precision, researchers can determine the 
number of replications corresponding to that precision by solving for 𝑁 . Explicitly,  
 

 𝑁 = ,  (2) 

 
where 𝜎 , is the researchers’ desired amount of precision.  

Researchers could use the standard deviation of the initial 2,500-replication run 
and Equation 1 to determine that 𝜎 =  0.0039. Because 𝜎 is below the two-decimal-
place cutoff of 0.005, the formula suggests that the simulation’s mean estimate has 
sufficiently converged. Equation 2 can provide an equivalent indication of sufficient 
evidence by estimating that 𝑁 ≈ 1,538 replications for 𝜎 = 0.005; because the 
current number of estimates exceeds 1,538, the empirical standard error must be below 
0.005 as well.15  

Despite the formula’s recommendation to stop, the plot depicts a decreasing 
cumulative mean that rounds to the correct value (1.00 instead of 1.01) only after more 
than 2,000 replications. Researchers employing the equation alone would not have 
detected the downward trend. A cumulative mean plot does depict that, and a rounded 
cumulative mean plot would have indicated when the trend made a practical difference in 
reporting. 

For binomial estimates (such as Type I error rate and power), the proper standard 

deviation to use is 𝜎 =  �̂� × (1 − �̂�) with �̂� as the estimated rate of a binary event 
happening for a specific initial run (or 𝑝 for an analytical rate of a binary event). 
Equations 1 and 2 tend to yield similar results for sample sizes typical in simulation 
studies regardless of the specific standard deviation. As an example, I simulated 1,000 
draws from a Bernoulli distribution with a 0.50 success rate and calculated Equation 2; 
the equation suggested 9,993 and 9,983 replications when using the conventional 
standard deviation and binomial standard deviation, respectively. In this chapter, I use the 
standard deviation for binary events whenever I encounter a binary variable unless stated 
otherwise. 

Regardless of whether the researcher chooses the number of simulation 
replications using the formula, with the cumulative mean plot, or by a more haphazard 
technique, a simulation that includes more replications always leads to a better converged 
estimate. If researchers generated 2,500 replications but decided that the estimate 
achieved convergence sooner (for example at 1,538 replications), they should not discard 
the extra replications. The purpose of assessing convergence is not to determine when an 
estimate has converged - which is when the number of replications is infinity - but to 
determine when the estimate is precise enough to be practically useful. If data already 
exist from additional replications, including the data only aids the estimate’s convergence 
because the sample size is closer to infinity.  
 

 
15 All estimates of the number of replications have been rounded up to the next whole number. 
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Example with a t-test Model 
Simulations of t-tests are rarely performed because, apart from questions about 

assumption violations, results can be obtained through proofs and mathematical 
derivations. In this demonstration, I use those theoretical results as a reference for the 
empirical results of the simulation, so that I can determine whether estimates have 
converged to the correct value when Equation 2 or a cumulative mean plot implies that 
they have converged. I used base R (version 3.5.3) for data generation and analysis of the 
simulation results. For each replication, I generated 25 observations from 
𝑁(𝜇 = 0.1, 𝜎 = 0.1 ) and 25 more from 𝑁(𝜇 = 0, 𝜎 = 0. 1 ). After I performed the 
t-test, I saved the mean difference estimates and the p-values.  

First, I assessed convergence strictly with the sampling theory equation. For the 
mean difference estimate, I chose a precision 𝜎 = 0.005 (corresponding to two decimal 
places of precision). Because it was possible to calculate the standard deviation 
analytically, I determined the initial number of replications directly. The analytical 
standard error for the difference between means is 0.028 in this example.16 Then, I used it 
as the standard deviation of the simulation in Equation 2 to estimate the number of 

replications 𝑁 =
.

.
≈ 32. After running the replications, I checked the final 

empirical standard error of the difference between means, but 𝜎  was 0.0055 and not 
below the 0.005 cutoff due to sampling error. That is, if I reran this example many times, 
the empirical standard error would be 0.005 on average after 32 replications, just not in 
this case. I would need to add more replications until the 𝜎  of the mean difference 
estimate is smaller than the 0.005 cutoff. 

Usually, the analytical standard deviation would not be available. Instead, 
researchers would determine the standard deviation estimate for Equation 2 by choosing 
their own initial number of replications, 𝑁 . For all future uses of Equation 2 with non-
binomial estimates, the numerator will be a standard deviation based on the previous 
empirical run. Depending on the 𝑁  I chose for the initial simulation run, the 
suggested number of total replications for the next step changed. After five initial 

replications, Equation 2 suggested 
.

.
≈13 total replications. When I used seven 

initial replications, Equation 2 suggested 
.

.
≈ 53 total replications, and after 

choosing 15 initial replications, Equation 2 recommended 
.

.
≈ 43 total 

replications. After one or two steps, Equation 2 settled on either 32 or 33 replications 
despite the difference in initial 𝑁  value. Unfortunately, using 32 or any of the 𝑁  
that overshot the number of total replications results in artificial upward bias, due to the 
instability of the simulation estimate. Instead of the population mean difference of 0.10, 
the estimate of the mean difference ranges between 0.11 (from 53 replications) to 0.12 
(from 43 total replications). Depending on the simulation seed, the estimate could have 

 
16 Specifically, the pooled variance is 𝑠 =

( ) ( )
=

( ). ( ).
= 0.01, so the standard error 

would be 𝑠 = +  = 0.028284. 
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appeared negatively biased or unbiased instead of positively biased; this means that the 
simulation does not use enough replications for estimates to have converged. Because 
simulations have often used – and in some fields continue to use – 1,000 replications, I 
chose to run 1,000 replications for my initial run. As in the case of the analytical standard 
deviation example, I needed to check that 𝜎  was actually smaller than the precision 
cutoff. This time 𝜎 = 0.00089, which was below the desired 0.005 threshold. When 
based on 1,000 replications, the estimate of the mean difference matches the true 
parameter of 0.10.  

If the mean difference were the only statistic I wanted to estimate and report, I 
could stop now, but I also wanted to verify that the power estimate converged. I used the 
same precision and determined analytically that the power (assuming 𝛼 = 0.05) is 0.93 
(G*Power version 3.1; Faul, Erdfelder, Buchner, & Lang, 2009). As reported in Table 

3.2, Equation 2 suggested 
. ∗ .

.
≈2,604 total replications with the binomial standard 

deviation. Alternatively, I estimated 𝑁  for the power estimate using both the 
conventional and binomial standard deviations to give another example of the results’ 

similarity. During the first step, Equation 2 determined that 
.

.
≈ 2,434 and 

. ∗ .

.
=2,431 replications, respectively, would be sufficient for 𝜎 =  0.005. The 

number of replications was even closer in the second step after Equation 2 suggested 
.

.
≈ 2,544 and 

. ∗ .

.
≈ 2,545 replications based on using the 

conventional and binomial standard deviations, respectively. After the second step, both 
empirical standard errors fell below the 0.005 cutoff. Regardless of the method used to 
obtain the final estimate, all estimates matched the correct power of 0.93. For all future 
uses of Equation 2 with binomial estimates, the numerator will be a binomial variance 
based on the previous empirical run. 
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Table 3.2 
 
Estimates of the Necessary Replications for Power to Converge 

Type of Step Step Replications ESE 
Analytical Initial 2,604 0.0049 
    
Conventional SD Initial 1,000 0.0078 
 1 2,434 0.0051 
 2 2,544 0.0049 
    
Binomial SD Initial 1,000 0.0078 
 1 2,431 0.0051 
 2 2,545 0.0049 

Note. ESE = empirical standard error. For a binomial estimate such as whether or not a 
significance test correctly rejected the null, the number of replications estimated for 
convergence may vary slightly. In this example, using the analytical standard deviation 
results in an estimate with more replications than using either the conventional or 
binomial standard deviations.  

 
Instead of using Equation 2 to assess convergence, I could use cumulative means 

to determine if the mean difference and power have reached convergence. Figure 3.4a 
depicts the cumulative mean of the mean difference estimate. The cumulative mean of the 
estimate stabilized with more replications, but, because the plot used alone is subjective, 
it was unclear if the cumulative mean was stable enough to stop adding replications. If 
researchers were unsure whether the estimate reached convergence, they could choose to 
use variability statistics such as the range and standard deviation along with cutoffs for 
the precision and the portion of the run’s replications. In this case, the last 500 
cumulative means (i.e., the last half) have a standard deviation of 0.0002 and a range of 
0.0009. If using the same target precision as above, 0.005, a researcher would consider 
this as converged by the range and by one, two, or three standard deviations. Estimates 
from those processes correctly match the true 0.10 parameter.  

Rounding the cumulative mean could give similar variability information. If a 
rounded cumulative mean does not change after a number of replications (i.e., has no 
variability), a researcher might consider that estimate to be converged. With this method, 
rounding the cumulative mean to two decimal places would be the equivalent of a 0.005 
precision; a more conservative stability to three decimal places would correspond to a 
0.0005 precision. In the current example, rounding the cumulative mean of the mean 
difference to two decimal places in Figure 3.4b produced identical values for the last half 
of the 1,000 replications, which matches the correct 0.10 value to two decimal places. I 
rounded to three decimal places in Figure 3.4c, and because the rounded values fluctuated 
in the last 17% of the run, I concluded that the estimate has not converged to three 
decimal places. In fact, the estimate reached the correct 0.100, but because it had not 
remained at that number for the last 50% (i.e., the last half), it failed my criterion for 
convergence.   
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Figure 3.4. Cumulative mean plot of the mean difference’s estimate with 1,000 
replications. From top to bottom, graph a is unrounded, graph b is rounded to two 
decimal places, and graph c is rounded to three decimal places. 

 
A researcher could apply the same three stopping rules (ones based on the range, 

standard deviation, and rounding) to the power estimate. Figure 3.5a shows that the 
cumulative mean of the power is relatively stable, flattening out more with additional 
replications. The cumulative mean’s range for the last half of the 2,604 replications 
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exceeded the 0.005 precision at 0.008, but the standard deviation of 0.0016 lends 
evidence that this number of replications has met the desired precision to three standard 
deviations. In Figure 3.5b, I rounded all cumulative means to two decimal places. 
Because the rounded cumulative means in the last half of the figure did not change, I 
considered the power estimate to have converged to two decimal places; the estimate 
based on that figure matched the parameter of 0.93 to two decimal places. In Figure 3.5c, 
cumulative means failed to stabilize to a consistent number after rounding to three 
decimal places, and the final estimate, 0.932, does not match the correct power of 0.934 
to that precision level.  

When I determined the convergence of the mean difference and the power, I 
preferred to use the empirical standard error formula followed by the rounded cumulative 
mean plot for a more conservative estimate. Figure 3.6 depicts that basic decision-making 
process to assess convergence. It requires readers to decide how many decimal places of 
precision each estimate should have, run an initial number of replications, and increase 
the number of replications until all estimates have met the desired precision first through 
the formula and then the cumulative mean plot. Because of the preference towards this 
process, the next three examples use both of those methods except in situations when one 
method does not make sense. 
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Figure 3.5. Cumulative mean plot of the power’s estimate with 2,604 replications. From 
top to bottom, graph a is unrounded, graph b is rounded to two decimal places, and graph 
c is rounded to three decimal places. At this degree of magnification, graph a is almost 
indistinguishable from graph c. 
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Figure 3.6. Flowchart for checking the parameter estimates of one cell for convergence. 
The bold arrows indicate the ideal path which would occur if all estimates converged 
using the initial number of replications. 
 
Example with a Meta-Analysis Model 

Researchers use meta-analyses to quantitatively determine the effect a type of 
treatment or other situation has on an outcome overall by synthesizing across multiple 
studies. In this meta-analysis simulation, I set up a slightly more complex convergence 
example that included percentage bias and root mean squared error (RMSE) in addition 
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to raw parameter estimates. I introduce the notation for terms here, but Appendix A 
provides more detail on meta-analysis models. The simulation contained two manipulated 
factors: sample of effect sizes in a meta-analysis (k = 50 and k = 100) and heterogeneity 
of variance between studies (𝜏  = 0.06 and 𝜏  = 0.19).17 I chose the k levels based on 
research by Vevea Lab (personal communication), which I summarized in Appendix C. 
In this chapter, the levels k = 50 and k = 100 correspond approximately to the first and 
second tertiles of a sample of k in Psychological Bulletin. I determined the 𝜏  levels 
corresponding to 𝐼 , the percentage of study-level variance, based on Higgins and 
Thompson (2002). For each replication, I generated k pairs of sample sizes, one pair for 
each effect size; I generated the data with the implication that each study contained one 
effect size alone to avoid dependencies. I used those sample sizes to compute k sampling 
variances (denoted 𝑣  for the variance from the ith study) based on a standardized mean 
difference statistic with a population effect of 𝛽 = 0.2. I drew sample sizes from a 
probability distribution constructed based on empirical data collected from psychology 
journals (Vevea Lab, personal communication); I included the R function and a summary 
of its construction in Appendix C. Using the k sampling variances and 𝜏 , I generated k 
effect sizes from 𝑁(𝛽 = 0.2, 𝜎 = 𝑣 + 𝜏 ). I analyzed those datasets with a random-
effects model through the metafor R package (version 2.0-0; Viechtbauer, 2010). In this 
example, I focused on the precision of three parameter estimates: 𝛽, �̂� , and power (of the 
significance test to detect 𝛽 ≠ 0). To assess convergence, I followed Figure 3.6, using 
𝜎 = 0.005, rounding cumulative means to two decimal places, and requiring the last 
half of replications to be stable to consider each estimate as converged.  

As seen in Table 3.3, estimates in three of the cells converged with minimal 
issues. All estimates from both cells with k = 100 appeared to have converged graphically 
and analytically after 1,000 replications. After 1,000 initial replications, all estimates in 
the cell with k = 50 and 𝜏  = 0.06 converged graphically and analytically except for 𝛽, 
which became unstable around replication 650 in the rounded cumulative mean plot. 
Because 𝛽 converged analytically, any 𝑁  I generated from Equation 2 would be 
smaller than 1,000. Instead of using a formula to determine the number of replications, I 
doubled the current number to 2,000 replications. After 2,000 replications, all estimates 
converged analytically (i.e., standard errors below 0.005) and graphically (i.e., rounded 
cumulative mean plots stabilized halfway through the simulation run or earlier). 

 
17 I set the levels of 𝜏  based on 𝐼  percentages, where 𝐼 = 𝜏 /(𝜏 + 𝑣) × 100%. 𝐼  is not a measure of 
heterogeneity, and it is usually impossible to determine the original �̂�  based on reported information about 
𝐼 . At the same time, the proportion of the heterogeneity measure to the sampling variance, which is 
quantified by 𝐼 , impacts the model’s estimation. Because this is a simulation, I control the 𝜏  and 𝑣 
components. Thus, 𝐼  can be an appropriate guide when setting up the levels of heterogeneity since any 
differences in 𝐼  result from the ratio of those two pieces.  
In this simulation, I controlled the sampling variances by setting up the distribution of sample sizes in 
individual studies, then using the average sampling variance from one million draws as 𝑣 in the 𝐼  formula. 
Then, I chose 𝐼 =  50% and 𝐼 =  75% as benchmarks for moderate and large relative amounts of 
heterogeneity. Using the 𝑣 estimated from the sample size distribution and the selected 𝐼  values, I solved 
the 𝐼  formula for the corresponding 𝜏  levels. That process resulted in 𝜏  = 0.06 and 𝜏  = 0.19 for 
moderate and large relative amounts of heterogeneity, respectively. 
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Table 3.3 
 
Meta-Analysis Convergence of Raw Estimates 

 Step Replications Type ESE RCMP Constant 
Cell 1 Initial 1,000 Initial Stable Stable - 

k = 100, 𝜏  = 0.06       
       

Cell 2 Initial 1,000 Initial Stable Stable - 
k = 100, 𝜏  = 0.19       

       
Cell 3 Initial 1,000 Initial Stable Unstable NA 

k = 50, 𝜏  = 0.06 1 2,000 RCMP Stable Stable - 
       

Cell 4 Initial 1,000 Initial Unstable - - 
k = 50, 𝜏  = 0.19 1 6,031 ESE Unstable - - 

 2 6,688 ESE Stable Unstable NA 
 3 8,000 RCMP Stable Stable - 

Note. ESE = empirical standard error. RCMP = rounded cumulative mean plot. A dash 
indicates that method was not attempted during the step. NA indicates that I checked the 
constant method but it did not apply to at least one unstable estimate. Type indicates how 
I determined the number of replications in the corresponding row. In this table, I checked 
the convergence of three estimates per cell: 𝛽, �̂� , and power (that 𝛽 ≠ 0).  

 
I assessed the cell with k = 50 and 𝜏  = 0.19 and encountered issues with 

analytical and graphical convergence. After the initial run, the standard error of the power 
estimate was above 0.005. Using Equation 2, I determined that I should extend the run to 

𝑁 =
. × .

.
= 6,031 total replications. When the power estimate’s standard error 

still exceeded 0.005, I increased the number to 𝑁 =
. × .

.
≈ 6,688 

replications. After 6,688 replications, all estimates had 𝜎 < 0.005, but the last half of 
the rounded cumulative mean plot for power was unstable. Because the last shift in the 
rounded cumulative mean plot was around replication 3,500, I could have chosen to use 
as few as 7,000 replications, but I decided to err on the side of caution and run 8,000 
replications. Figure 3.7 depicts the final rounded cumulative mean plot of the power’s 
estimate with the last 4,000 replications stable. After 8,000 replications, all estimates still 
had 𝜎 < 0.005 and rounded cumulative mean plots for all estimates had stabilized.  
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Figure 3.7. Rounded cumulative mean plot of the power’s estimate with 8,000 
replications. The cumulative mean is stable for the last half of the replications with the 
power estimate rounded to two decimal places.  

 
So far, I have been using the estimate as a simulation outcome measure, but 

researchers often report simulation outcome measures as bias or percentage bias. 
Transforming outcomes into bias would rarely change the number of replications to reach 
a specific convergence criterion because the bias will share the same amount of precision 
as the raw estimate. Changing a parameter estimate to percentage bias could make a 
difference, and in this case it does. To demonstrate percentage bias, suppose I want to 
report 𝛽 and �̂� as percentage bias, rounded to whole numbers. When I used percentage 
bias estimates instead of the regular parameter estimates, none of the cells converged 
graphically or analytically after 1,000 replications (see Table 3.4). Table 3.4 details the 
results of the convergence checks for each step. The percentage bias estimates from the 
cell with k = 100 and 𝜏  = 0.06 converged analytically during the third step after using 

.

.
≈ 2,981 replications. The rounded cumulative mean plot was not converged 

after the third step and did not converge until the fifth step with 7,000 replications. In the 
cell with k = 100 and 𝜏  = 0.19, estimates stabilized analytically in the first step with 
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.

.
≈ 2,527 replications and graphically in the second step with 6,000 replications. 

Estimates from the k = 50 and 𝜏  = 0.06 cell did not converge analytically until the fifth 
step, partially because Equation 2 suggested adding only a small number of replications 
after the first one. During the fifth step, the estimates converged analytically after 

.

.
≈ 6,291 replications. The estimates did not converge graphically until the sixth 

step with 9,000 replications. I did not use the constant method for any step of the first 
three cells because even when the rounded cumulative mean plots were unstable, at least 
one estimate did not require it. Even if the constant method had determined that those 
estimates converged, I would still have had to run more replications for the other 
estimates and to make sure the estimates were still converged with the additional 
replications. As depicted in Figure 3.6’s flowchart, those decisions were made separately 
for every step (i.e., even if one step does not require the constant method, the following 
one might).  

For the final cell with k = 50 and 𝜏  = 0.19, estimates converged analytically 

during the third step with 
.

.
≈ 5,045 replications but did not converge graphically. 

Based on the rounded cumulative mean plots, I increased the total number of replications 
to 9,000 for the fourth step; when 𝛽 remained unstable, I doubled the replications to 
18,000 in the fifth step. The constant method was not required for either the third or 
fourth step. The constant method applied in the fifth step because only 𝛽 was not 
converged graphically and the first decimal place was a “5”. Despite the method 
applying, the estimate did not converge graphically, and I increased the number of 
replications to 30,000 for the sixth step. This time, when the 𝛽 required the constant 
method, the modified rounded cumulative mean plot converged.  

I also assessed the convergence of the RMSE statistic that assesses a combination 
of bias and variability of the simulation’s estimates. Although used less frequently than it 
should be, the RMSE is important because it describes variability from the true value. 
Granted, it is important to know whether statistics are biased, but a biased statistic with 
low RMSE may be closer on average to the true parameter value than a perfectly 
unbiased statistic. Unlike the standard deviation, the RMSE takes the difference of each 
estimate from the true value of the parameter – calculating bias – instead of the difference 
between each estimate and an empirical mean. Even though the subsequent calculations 
are identical – taking the square root of the mean of the sum of squared deviations – those 
initial deviations from the true parameter value are biases. Researchers can calculate the 
bias of a parameter estimate for each replication, but because the RMSE is influenced by 
the variability of a group of estimates, any collection of RMSE statistics contains 
information about the current replication and all previous replications. Due to this issue 
of repeated information, 𝑁  estimates from Equation 2 decrease as the equation is 

based on more replications (unlike the stable 𝑁  from the parameter estimation, both 
depicted in Figure 3.8). Therefore, I can only use the graphical techniques to assess 
RMSE’s convergence.  
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Table 3.4 
 
Meta-Analysis Convergence of Estimates as Percentages of Bias 

 Step Replications Type ESE RCMP Constant 
Cell 1 Initial 1,000 Initial Unstable - - 

k = 100, 𝜏  = 0.06 1 2,955 ESE Unstable - - 
 2 2,974 ESE Unstable - - 
 3 2,981 ESE Stable Unstable NA 
 4 6,000 RCMP - Unstable NA 
 5 7,000 RCMP Stable Stable - 
       

Cell 2 Initial 1,000 Initial Unstable - - 
k = 100, 𝜏  = 0.19 1 2,527 ESE Stable Unstable NA 

 2 6,000 RCMP Stable Stable - 
       

Cell 3 Initial 1,000 Initial Unstable - - 
k = 50, 𝜏  = 0.06 1 5,867 ESE Unstable - - 

 2 6,248 ESE Unstable - - 
 3 6,286 ESE Unstable - - 
 4 6,289 ESE Unstable - - 
 5 6,291 ESE Stable Unstable NA 
 6 9,000 RCMP Stable Stable - 
       

Cell 4 Initial 1,000 Initial Unstable - - 
k = 50, 𝜏  = 0.19 1 4,991 ESE Unstable - - 

 2 5,041 ESE Unstable - - 
 3 5,045 ESE Stable Unstable NA 
 4 9,000 RCMP - Unstable NA 
 5 18,000 RCMP - Unstable Unstable 
 6 30,000 RCMP Stable  Unstable Stable 

Note. ESE = empirical standard error. RCMP = rounded cumulative mean plot. A dash 
indicates that method was not attempted during the step. NA indicates that I checked the 
constant method but it did not apply to at least one unstable estimate. Type indicates how 
I determined the number of replications in the corresponding row. In this table, I checked 
the convergence of two estimates per cell: 𝛽 and �̂� . 

To graphically assess convergence of the 𝛽 and �̂� RMSE, I used the usual 
criterion that the RMSE estimates must be stable to two decimal places for the last half of 
the rounded cumulative mean plot. Because I used the estimates generated for the 
percentage bias example, all cells used the same number of replications as their final step 
in Table 3.4. The RMSE of the 𝛽 from the k = 100, τ  = 0.06 cell remained unstable after 
7,000 replications and stabilized only after I applied the constant method. RMSE of 𝛽 
converged graphically to between 0.04 and 0.07, depending on the cell; RMSE of �̂�  
converged graphically to between 0.02 and 0.05, depending on the cell. The rounded 
cumulative mean plots for all eight RMSEs are in Figure 3.9.  
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Figure 3.8. The lines indicate the estimated number of replications based on the standard 
deviation of the N replications already performed using Equation 2. When used with a 
parameter estimate (the dashed line) the estimated number of replications stabilizes but 
not with the RMSE (solid line).   

 
Table 3.5 depicts the percentage biases shrinking as the number of replications 

increases. In cells 1 and 2, the �̂�  had a positive percentage bias of 2% and 1%, 
respectively, when convergence was based on the raw estimates. When convergence was 
based on estimates of percentage bias, �̂�  had a percentage bias of 0%. Similarly, 𝛽 in 
cell 3 had a positive percentage bias of 2% for convergence based on raw estimates that 
decreased to 0% once convergence was determined based on percentage bias instead. In 
cell 4, basing convergence on percentage bias instead of raw estimates shrank the 2% 
bias of 𝛽 to -1% bias. The 𝛽 from cells 1 and 2 and the �̂�  from cells 3 and 4 remained at 
0% regardless of the method of determining convergence. This demonstrates that 
assessing the convergence of raw values instead of percentages of bias could change the 
resulting percentage bias outcome values. 
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Figure 3.9 Rounded cumulative mean plots used in the convergence of the RMSE of 𝛽 
and �̂� . Row a depicts estimates from the k = 100, 𝜏  = 0.06 cell. Row b depicts estimates 
from the k = 100, 𝜏  = 0.19 cell. Row c depicts estimates from the k = 50, 𝜏  = 0.06 cell. 
Row d depicts estimates from the k = 50, 𝜏  = 0.19 cell. Graphs represent cells with 
7,000, 6,000, 9,000, and 30,000 replications for graphs in rows a, b, c, and d, 
respectively. The RMSE of 𝛽 shown in row a depicts the rounded estimate before 
applying the constant method; after adding the 0.0025 constant, the rounded RMSE 
stabilizes (not included). 
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Table 3.5 
 
Comparison of Meta-Analysis Percentage Bias Estimates 
  Percentage Bias Estimates  Percentage Bias ESE 
 Replications 𝛽 �̂�   𝛽 �̂�  
Cell 1       

Raw Estimates       1,000  0 2  0.56 0.86 
Percentage Bias       7,000 0 0  0.21 0.33 
       
Cell 2       

Raw Estimates       1,000 0 1  0.79 0.61 
Percentage Bias       6,000 0 0  0.33 0.25 
       
Cell 3       

Raw Estimates       2,000 2 0  0.55 0.86 
Percentage Bias       9,000 0 0  0.26 0.41 
       
Cell 4       

Raw Estimates       8,000 2 0  0.39 0.30 
Percentage Bias   30,000 -1 0  0.21 0.16 

Note. ESE = empirical standard error. In some instances, the percentage bias estimate 
changes based on whether I checked the convergence of the raw estimates or percentage 
bias.  

 
In summary, the required number of replications increased when I decided to 

report 𝛽 and �̂� as percentage bias instead of as raw estimates. The simulation included 
four cells: k = 100 (with 𝜏  = 0.06 or 𝜏  = 0.19) and k = 50 (with 𝜏  = 0.06 or 𝜏  = 0.19). 
When I reported 𝛽, �̂� , and power as raw estimates, I used 1,000, 1,000, 2,000, and 8,000 
replications respectively to meet my convergence criteria. When I wanted to report 𝛽 and 
�̂� as percentage bias, I used 7,000, 6,000, 9,000, and 30,000 replications respectively. 
Final percentage bias estimates changed up to 3% depending on the convergence method.  
 
Example with a Weight-Function Selection Model 

So far, all of the parameters have been important to the models, but many models 
have parameters that are less important to the final interpretation, often called nuisance 
parameters. It is tempting to skip checking the convergence of the nuisance parameters, 
but because poor estimation of any parameters may influence the more important ones, 
even the nuisance parameter estimates need to have some degree of convergence. An 
alternative option is to determine how wayward a nuisance parameter estimate would 
have to be before it adversely influenced the main parameter estimates. Researchers 
could do this by employing a sensitivity analysis in which they fix a nuisance parameter 
at the true value, record the other parameter estimates, and slowly change the fixed value 
of the nuisance parameter until one of the important parameter estimates changed. Once 
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researchers determine how far the nuisance parameter can move without influencing the 
other parameters, they can use that as the precision for the nuisance parameter.  

In this example, I checked for convergence using three processes: (a) a liberal 
process, basing convergence on the important parameters; (b) a conservative process, 
basing convergence on all parameters at conventional cutoffs; and (c) a sensitivity 
process, basing convergence of important parameters on conventional cutoffs but 
determining the cutoffs for nuisance parameters with a sensitivity analysis. 

I used the same four cells and mechanisms for generating data, but I used a 
weight-function selection model with random effects (Vevea & Hedges, 1995) instead of 
the conventional random-effects model. The weight-function selection model detects 
publication bias in the pattern of studies and adjusts the 𝛽 and 𝜏  parameters for the bias 
by using a vector of weight parameters, 𝝎. In this example, the vector consisted of two 
weight parameters; I fixed 𝜔  to 1 and estimated 𝜔 . More details about the model are 
available in Appendix A. Although the weighted mean, 𝛽, and variance component, 𝜏 , 
parameters are useful in interpretation, the weight parameters, 𝝎, are generally 
considered nuisance parameters. I analyzed those datasets using the weightr R package 
(version 2.0.1; Coburn & Vevea, 2019). Standard errors were unavailable for some 
estimates in the k = 50 cell due to occasional singularities in the Hessian matrix, but all 
parameters were successfully estimated.18 For this example, I defined convergence as 
stability to two decimal places with either 𝜎 < 0.005 from Equation 1 or no movement 
in the latter half of a convergence plot rounded to two decimal places.  

In the liberal process, I required stability for 𝛽 and �̂�  (but not 𝜔 ) for 
convergence. Both k = 100 cells converged analytically and graphically after 1,000 
replications (see Table 3.6). The smaller k = 50 cells both converged analytically after 
1,000 replications but required more replications to achieve stable rounded cumulative 
mean plots. The 𝜏  = 0.06 cell converged graphically after 1,500 replications, and the 
𝜏  = 0.19 cell converged graphically after 2,000 replications.  

The conservative process worked similarly to the liberal process except that it 
required convergence for 𝛽, �̂� , and 𝜔  (see Table 3.7). For all estimates to converge 

analytically, I replicated datasets 
.

.
≈ 9,393 times (𝜏  = 0.06) and 

.

.
≈

 7,682 times (𝜏  = 0.19) for the cells with k = 100, and I used 
.

.
≈ 26,548 

replications (𝜏 = 0.06) and 
.

.
≈ 20,852 replications (𝜏  = 0.19) for the cells with k 

= 50. Based on the rounded cumulative mean plots, the k = 100 and 𝜏  = 0.06 cell 
estimates stabilized after 12,000 replications. Estimates in the next two of the cells (the k 
= 100, 𝜏 = 0.19 and k = 50, 𝜏 = 0.06 conditions) had already stabilized graphically based 
on number of replications indicated by Equation 2. For the final condition (k = 50, 𝜏  = 
0.19), all estimates converged graphically after the second step with 42,000 replications 
but only after I applied the constant method to move 𝜔  away from a rounding boundary. 
In the fourth cell (k = 50, 𝜏  = 0.19), running those extra replications to precisely estimate 
the nuisance parameter did not change the estimates of the important parameters.  

 
18 Chapter 4 looks more closely at what happens when model estimation issues occur. 
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Table 3.6 
 
Liberal Convergence Process for Weight-Function Model Estimates 

 Step Replications Type ESE RCMP Constant 
Cell 1 Initial 1,000 Initial Stable Stable - 

k = 100, 𝜏  = 0.06       
       

Cell 2 Initial 1,000 Initial Stable Stable - 
k = 100, 𝜏  = 0.19       

       
Cell 3 Initial 1,000 Initial Stable Unstable NA 

k = 50, 𝜏  = 0.06 1 1,500 RCMP Stable Stable - 
       

Cell 4 Initial 1,000 Initial Stable Unstable Unstable 
k = 50, 𝜏  = 0.19 1 2,000 RCMP Stable Stable - 

Note. ESE = empirical standard error. RCMP = rounded cumulative mean plot. A dash 
indicates that method was not attempted during the step. NA indicates that I checked the 
constant method but it did not apply to at least one unstable estimate. Type indicates how 
I determined the number of replications in the corresponding row. In this table, I checked 
the convergence of two estimates per cell: 𝛽 and �̂� . 
 
Table 3.7 
 
Conservative Convergence Process for Weight-Function Model Estimates 

 Step Replications Type ESE RCMP Constant 
Cell 1 Initial 1,000 Initial Unstable - - 

k = 100, 𝜏  = 0.06 1 9,393 ESE Stable Unstable NA 
 2 12,000 RCMP Stable Stable - 
       

Cell 2 Initial 1,000 Initial Unstable - - 
k = 100, 𝜏  = 0.19 1 7,682 ESE Stable Stable - 

       
Cell 3 Initial 1,000 Initial Unstable - - 

k = 50, 𝜏  = 0.06 1 20,758 ESE Unstable - - 
 2 26,548 ESE Stable Stable - 

       
Cell 4 Initial 1,000 Initial Unstable - - 

k = 50, 𝜏  = 0.19 1 20,852 ESE Stable Unstable Unstable 
 2 42,000 RCMP Stable Unstable Stable 

Note. ESE = empirical standard error. RCMP = rounded cumulative mean plot. A dash 
indicates that method was not attempted during the step. NA indicates that I checked the 
constant method but it did not apply to at least one unstable estimate. Type indicates how 
I determined the number of replications in the corresponding row. In this table, I checked 
the convergence of three estimates per cell: 𝛽, �̂� , and 𝜔 . 
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By including 𝜔 , the conservative process resulted in over 82,000 more 
replications than the liberal process. A third option for determining the precision is to use 
a sensitivity analysis for 𝜔  and see how far the less important parameter has to move 
before the change influences the estimates of interest. The sensitivity analysis has four 
parts: a) estimating the model with the nuisance parameter fixed, b) fixing the nuisance 
parameter incrementally higher or lower until one of the estimates changes, c) 
determining the tolerance, the smallest difference in the nuisance parameter that changes 
any important estimate, and d) replicating the process until the mean tolerance is stable.  

To determine the alternate precision for 𝜔 , I estimated the mean and variance 
component but fixed the weight to a sequence of specific values. For one simulated 
dataset in Table 3.8, I recorded 𝛽 and �̂�  to two decimal places for a fixed weight of 1. 
Then, I estimated the model for 𝜔 = 0.99; since neither 𝛽 or �̂�  changed from the initial 
values when rounded to two decimal places, I increased the weight by 0.01 and repeated 
the process until one of the estimates, �̂� , changed. Once I determined how much the 
weight had to increase to make a difference, I changed the weight to 1.01 and decreased 
the weight by 0.01 in the same manner. It took a difference of -0.05 for 𝜔  to change 
when decreasing but +0.01 to change when increasing. Because the amount the weight 
could move without changing differed above versus below one, I used the minimum of 
the two values (instead of 0.05 or 0.03 as the average of the two sides). In that way, I 
established a tolerance of 0.01 for that one dataset. After, I finished determining the 
tolerance for one dataset, I continued to determine the tolerance of additional simulated 
datasets until the average tolerance stabilized. I stopped after my initial step of 500 
datasets because all means had stabilized to M = 0.02 and M = 0.03 without needing more 
replications.  

Now that I have my new precisions, a new issue arises: How should I apply 0.02 
and 0.03 for graphical convergence? Until now, the analytical precision has been a 
decimal ending in a ‘5’ to correspond to a researcher rounding a value to specified 
number of decimal places. For example, rounding a number to two decimal places 
corresponds to a 0.005 precision because the rounded number could have originally been 
any number 0.005 above or below the rounded value, as depicted in Figure 3.10a. With 
the new precisions, the equivalent would be a rounded number that originally could have 
been any number above or below the rounded value by 0.02 (or 0.03). To do that, I would 
need to round to fractional numbers (such as rounding to the nearest third) instead of the 
nearest integer number. In the case of 0.02, I would be rounding to the nearest twenty-

fifth. = 0.02 × 2 , and for 0.03, I would round to the nearest three-fiftieths. 

Rounding for those precisions follows the patterns depicted in Figure 3.10b and 3.10c. In 
the following section, the rounded cumulative means of weight estimates result from 
rounding with the plyr R package (version 1.8.4; Wickham, 2011).  
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Table 3.8 
 
Sensitivity Analysis Tolerance Example 

 𝜔  𝛽 �̂�  
Lower bound 1.00 0.17 0.09 

 0.99 0.17 0.09 
 0.98 0.17 0.09 
 0.97 0.17 0.09 
 0.96 0.17 0.09 
 0.95 0.17 0.10 
    

Upper bound 1.00 0.17 0.09 
 1.01 0.16 0.09 

Note. Each row lists the 𝛽 and �̂�  when the weight, 𝜔 , is fixed to a specific value. I 
decrease the value of 𝜔  by 0.01 until one of the two estimates changes. Similarly, I 
increase 𝜔  by 0.01 until an estimate changes. In this case, I stop reducing 𝜔 after �̂�  
changes and stop increasing 𝜔 after 𝛽 changes; 𝜔  decreased by 0.05 but increased by 
only 0.01 before affecting the parameters of interest. So I take the minimum of the two as 
my tolerance, that is, min(0.05,0.01). To get the final tolerance, I repeat this process until 
the mean is stable.  

 
As was true for previous rounded cumulative mean plots, it might be necessary to 

add a constant to move the cumulative mean away from the rounding border during the 
convergence assessment. Previously, I chose to use the constant method if the number 
had a “4” or “5” as a certain place value. Suppose I needed to round a number between 1 
and 2 to the nearest integer. The precision would be 0.5; I would add the constant -0.25 

i. e. , 0.25 =
.

 to all numbers if the final estimate was within the interval [1.4, 1.5) and 

add +0.25 to all numbers if the final estimate was within the interval [1.5, 1.6). Because 
the intervals are 0.1 units long, the constant method applies if the final estimate is in the 
20% of the interval closest to the rounding boundary. If I continue to use that same 
proportion, I can require the constant method whenever a value is within the closest 20% 
of the rounding boundary, regardless of the specific rounding scheme. For the M = 0.02 
examples, I would use the constant 0.01 if the final estimate was in the closest 20% (that 
is, 0.004 units) of the estimate. For the M = .03 examples, I would use the constant 0.015 
if the final estimate was in the closest 20% (that is, 0.006 units) of the estimate. 
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Figure 3.10. Figures demonstrating how a sequence of numbers correspond to their 
rounded values when graph a rounding to the second decimal place, 0.005, graph b 
rounding to the nearest 1/25th, 0.04, and graph c rounding to the nearest 3/50th, 0.06. 
Filled in circles signify that side of the interval includes the value on the x-axis; empty 
circles indicate that the interval contains numbers that approach the value on the x-axis 
from below, but never reaches the specific value. 

 
For each cell, I generated 500 datasets and determined the weight’s tolerance; that 

resulted in a distribution of tolerances with M = 0.02 for cells with 𝜏  = 0.19 and M = 
0.03 for cells with 𝜏  = 0.06. Based on those results, I required a weight precision of 0.03 
or 0.02 (depending on cell), rather than 0.005, and generated an initial 1,000 replications. 
Using Equation 1 and the new target weight precisions, I determined that all estimates in 
the first three cells converged analytically (see Table 3.9). For the last cell (k = 50, 𝜏  = 
0.19), Equation 1 indicated that using 1,000 replications was not sufficient for 𝜔  ; 

instead I used the 
.

.
≈ 1,304 replications suggested by Equation 2 to reach that 

precision.   
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Table 3.9 
 
Sensitivity Analysis Convergence Process for Weight-Function Model Estimates 

 Step Replications Type ESE RCMP Constant 
Cell 1 Initial 1,000 Initial Stable Unstable NA 

k = 100, 𝜏  = 0.06 1 1,500 RCMP Stable Stable - 
       

Cell 2 Initial 1,000 Initial Stable Unstable NA 
k = 100, 𝜏  = 0.19 1 2,000 RCMP - Unstable NA 

 2 4,000 RCMP Stable Unstable Stable 
       

Cell 3 Initial 1,000 Initial Stable Unstable NA 
k = 50, 𝜏  = 0.06 1 1,500 RCMP Stable Stable - 

       
Cell 4 Initial 1,000 Initial Unstable - - 

k = 50, 𝜏  = 0.19 1 1,304 ESE Stable Unstable NA 
 2 2,200 RCMP - Unstable NA 
 3 4,000 RCMP - Unstable NA 
 4 6,500 RCMP Stable Stable - 

Note. ESE = empirical standard error. RCMP = rounded cumulative mean plot. A dash 
indicates that method was not attempted during the step. NA indicates that I checked the 
constant method but it did not apply to at least one unstable estimate. Type indicates how 
I determined the number of replications in the corresponding row. In this table, I checked 
the convergence of three estimates per cell: 𝛽, �̂� , and 𝜔 . To check the nuisance 
parameter, 𝜔 , I used tolerances of M = 0.03 with for cells with 𝜏  = 0.06 and M = 0.02 
for cells with 𝜏  = 0.19.  

 
I checked all graphical convergence with rounded cumulative mean plots; I 

rounded 𝛽 and �̂�  to the second decimal place, 𝜔   with 𝜏  = 0.06 to the nearest three-

fiftieths = 0.03 × 2 , and 𝜔   with 𝜏  = 0.19 to the nearest twenty-fifth 

= 0.02 × 2 . Then, I considered the estimate as graphically converged if the last half 

of the graph rounded to the same number. All estimates in both cells with 𝜏  = 0.06 
stabilized after increasing to 1,500 replications. For the cell with k = 100 and 𝜏  = 0.19, 
the rounded cumulative mean plot was not stable after 2,000 or 4,000 replication but 
stabilized once I applied the constant method to �̂�  and 𝜔 . In the final cell with k = 50 
and 𝜏  = 0.19, the rounded cumulative mean plot did not stabilize until 6,500; the 
constant method was not applicable during the three steps which I checked for instability 
at a rounding borderline.  

I compared three parameter estimates across the different processes in Table 3.10. 
The estimates of 𝛽 stayed the same regardless of using the liberal, conservative, or 
sensitivity analysis process. The 𝜏  estimate remained the same across processes for three 
of the cells, but in one cell, the liberal process yielded a different estimate than the other 
two processes. This seems to indicate that, at least in this example, including nuisance 
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parameters in the convergence analysis does not make much of a difference to the main 
parameter estimates.  

In summary, the number of replications and the simulation run-time decreased 
when I used an estimation sensitivity analysis to determine 𝛽, �̂� , and, 𝜔 , even after I 
took extra time to determine the weight precisions. The simulation included four cells: k 
= 100 (with 𝜏  = 0.06 or 𝜏  = 0.19) and k = 50 (with 𝜏  = 0.06 or 𝜏  = 0.19). For the 
liberal convergence process, I used 1,000, 1,000, 1,500, and 2,000 replications, 
respectively. For the conservative convergence process, I required 12,000, 7,682, 26,548, 
and 42,000 replications, respectively. When I used the sensitivity analysis process, I 
needed 1,500, 4,000, 1,500, and 6,500, respectively. The parameter estimates of interest 
remained the same across processes for three cells, and only changed in conservative 
process in the final cell. 
 
Table 3.10 
 
Comparison of Weight-Function Model Estimates 
 𝛽 �̂�  𝜔  Replications 
Cell 1 – Truth 0.20 0.06 1.00  

Liberal 0.20 0.06 1.07 1,000 
Conservative 0.20 0.06 1.07 12,000 

Sensitivity Analysis 0.20 0.06 1.07 2,000 
     
Cell 2 – Truth 0.20 0.19 1.00  

Liberal 0.20 0.19 1.07 1,000 
Conservative 0.20 0.18 1.06 7,682 

Sensitivity Analysis 0.20 0.19 1.07 2,000 
     
Cell 3 – Truth 0.20 0.06 1.00  

Liberal 0.20 0.06 1.16 1,500 
Conservative 0.20 0.06 1.17 26,548 

Sensitivity Analysis 0.20 0.06 1.17 3,000 
     
Cell 4 – Truth 0.20 0.19 1.00  

Liberal 0.20 0.18 1.13 2,000 
Conservative 0.20 0.18 1.13 42,000 

Sensitivity Analysis 0.20 0.18 1.13 1,304 
Note. Bolded numbers are true parameter values. When comparing the liberal, 
conservative, and sensitivity analysis processes, estimates for 𝛽 always stayed the same, 
�̂� varied in one instance, and 𝜔  varied in two instances.  
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Example with a Confirmatory Factor Analysis 
The final example demonstrates convergence assessment for a confirmatory factor 

analysis (CFA) model with two factors. In the true model, five observed variables load on 
one factor and five more load on the second factor with no cross loadings; all ten have 
loadings of 𝜆 = 0.70 and intercepts of 𝜈 = 0. Factors correlated with ϕ = 0.30. To 
identify the model, I fixed the factor means to 0 and variances to 1. The variance-
covariance matrix, 𝚯, contains variances of 0.5 on the diagonal calculated from the 
uniquenesses, which consist of measurement error and specific error. I checked three 
indices of model selection, AIC (Akaike Information Criterion; Akaike, 1974), BIC 
(Bayesian Information Criterion; Schwarz, 1978) and SABIC (sample-size-adjusted BIC; 
Sclove, 1987), and two indices of model fit, CFI (Comparative Fit Index; Bentler, 1990) 
and TLI (Tucker-Lewis Index; Tucker & Lewis, 1973). Additional details about CFA 
models, model selection, and model fit indices are available in Appendix A. I generated 
data with the simsem R package (version 0.5-14; Jorgensen, Pornprasertmanit, Miller, & 
Schoemann, 2018) for one of two sample size conditions: N = 100 and N = 500. I 
estimated the model using the lavaan R package (version 0.6-3; Rosseel, 2012).  

In total, there are 36 estimates to assess for convergence: 10 intercepts, 10 slopes, 
10 uniqueness variances, one correlation, three model selection indices, and two model fit 
indices. To deal with the number of estimates, I modified my process from the original 
one in Figure 3.6. For Equation 2, I calculated all 𝑁  before finding the maximum one 

(instead of all 𝜎 ) because some estimates required different levels of precision. Then, 
instead of observing a rounded cumulative mean plot for each estimate, I generated each 
estimate’s rounded cumulative means alone. Then, I used R to determine if the last half 
of the rounded values were all identical or not. With this pseudo-graphical method, R 
automatically ‘looked’ at the cumulative means that would make up the graph and stated 
in a binary fashion whether it ‘passed’ or ‘failed’ the stability criterion. Because this 
method does not produce as many details about convergence, I followed up the pseudo-
graphical method with true rounded cumulative mean plots for the estimates that neither 
converged nor required the constant method.  

For the model parameter estimates and fit indices, I defined convergence as 
stability to two decimal places either formulaically (𝜎 < 0.005 from Equation 1) or 
pseudo-graphically (no movement in the last half of a cumulative mean rounded to two 
decimal places). I also determined that convergence for the AIC , BIC, and SABIC 
should be stable to the nearest integer (Burnham & Anderson, 2004) either formulaically 
(𝜎 < 0.5 from Equation 1) or pseudo-graphically (no movement in the last half of a 
cumulative mean rounded to the nearest integer). I recorded all steps of the convergence 
analysis in Table 3.11. 

I estimated the 36 parameters in the N = 500 cell with 200 initial replications. 
Because some estimates did not attain simulation convergence, I calculated 𝑁  36 

times (e.g., 93, 82, 70, 2) and used the largest one, 𝑁 = 
.

.
≈  37,900. The 

estimates of the AIC and BIC indices remained unstable with 39,000 replications, but 

after I used 
.

.
≈ 40,110 replications during my second step, all 36 estimates 
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converged analytically. When I checked the pseudo-graphical convergence of all 
estimates, the AIC and BIC had not yet converged, and neither estimate required the 
constant method. I checked the rounded cumulative mean plots of those two estimates 
(see Figure 3.11) and determined that I could achieve pseudo-graphical convergence with 
80,000 replications for my third step. The AIC estimate was the only unstable estimate in 
the third step, but it stabilized after I applied the constant rule to the rounded cumulative 
mean.  

 
Table 3.11 
 
Confirmatory Factor Analysis 

 Step Replications Type ESE RCM Constant 
Cell 1 Initial 200 Initial Unstable - - 

N = 500 1 37,900 ESE Unstable - - 
 2 40,110 ESE Stable Unstable NA 
 3 80,000 RCM Stable Unstable Stable 
       

Cell 2 Initial 200 Initial Unstable - - 
N = 100 1 8,926 ESE Stable Unstable NA 

 2 16,000 RCM - Unstable Stable 
Note. ESE = empirical standard error. RCM = rounded cumulative mean. A dash 
indicates that method was not attempted during the step. NA indicates that I checked the 
constant method but it did not apply to at least one unstable estimate. Type indicates how 
I determined the number of replications in the corresponding row. In this table, I checked 
the convergence of 36 estimates: 10 �̂�s, 10 𝜆s, 10 𝜃𝑠, ϕ , AIC, BIC, SABIC, CFI, and 
TLI. 

For the N = 100 cell, I began by estimating all 36 parameters with 200 
replications as well. Some estimates did not converge analytically so I calculated all 

𝑁  (e.g., 1,490, 1,288, 655, 15) and used the largest, 𝑁 =
.

.
≈ 8,926, for the 

first step. During that step, all estimates converged analytically, but six did not converge 
pseudo-graphically: two 𝜆s, ϕ , and all three model selection indices. Because the 
model selection indices did not require the constant method, I generated their rounded 
cumulative mean plots to choose the 16,000 replications for the second step (see Figure 
3.12). During the second step, two 𝜆s, ϕ , and BIC did not initially converge pseudo-
graphically. All four estimates required the constant method and stabilized once I applied 
it (see Figure 3.12 and Figure 3.13).  
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Figure 3.11. Rounded cumulative mean plots used in the convergence of the 
confirmatory factor analysis information criteria for the N = 500 cell. Neither the AIC nor 
the BIC in graphs a and b respectively is stable to a whole number for half of the 
replications. After 80,000 replications, the AIC is still graphically unstable (see graph c), 
but it stabilizes with the addition of a constant to move the estimate away from the 
rounding boundary (see graph d). 

  

0 10000 20000 30000 40000

12
55

0
12

57
0

1
25

9
0

AIC Estimate with
40,110 Replications

Replications

R
ou

n
de

d
 A

IC
 E

st
im

a
te

a)

0 10000 20000 30000 40000

12
66

0
12

70
0

1
27

4
0

BIC Estimate with
40,110 Replications

Replications

R
ou

n
de

d
 B

IC
 E

st
im

a
te

b)

0 20000 40000 60000 80000

12
55

0
12

57
0

1
25

9
0

AIC Estimate with
80,000 Replications

Replications

R
ou

n
de

d
 A

IC
 E

st
im

a
te

c)

0 20000 40000 60000 80000

12
55

0
12

57
0

1
25

9
0

AIC Estimate and Constant
with 80,000 Replications

Replications

R
ou

n
de

d
 A

IC
 E

st
im

a
te

d)



65 
 

 

 

Figure 3.12 Rounded cumulative mean plots used in the convergence of the confirmatory 
factor analysis information criteria for the N = 100 cell. None of the three information 
criteria (AIC, BIC, and SABIC) converged in graphs a, b, or c, respectively, after 8,926 
replications. After 16,000 replications, the BIC remained unstable (see graph d) but 
stabilized in graph e with the addition of a constant to move the estimate away from the 
rounding boundary.  
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Figure 3.13 Rounded cumulative mean plots used to determine the simulation 
convergence of confirmatory factor analysis estimates in the N = 100 cell. Two of the ten 
lambda estimates and the psi estimate failed to stabilize after 16,000 replications (see 
graphs a, c, and e, respectively). After the addition of a constant that moves the estimate 
away from the rounding boundary, all three estimates stabilized (see graphs b, d, and f).  
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In summary, the method of determining convergence generalizes to many 
estimates at once by checking convergence analytically and pseudo-graphically. In the N 
= 500 cell, I needed 80,000 replications to estimate all model parameters, and in the N = 
100 cell, I needed 16,000 replications for all model parameter estimates to converge. 
 

Discussion 
 

In the first part of the chapter, I demonstrated the problem of relying on meta-
model inference due to the inflated Type I error rate. If researchers instead depend on 
descriptive statistics, as most simulation researchers do, it is still important to ensure that 
the descriptive statistic values are stable.  

Later in the chapter, I discussed how to analyze convergence, including with the 
novel rounded cumulative mean plot and sensitivity analysis methods. The t-test example 
introduced how to use the methods together for multiple estimates. The meta-analysis 
example compared results from convergence assessed on raw versus percentage bias 
estimates and RMSE estimates. The weight-function model example compared three 
methods of approaching nuisance parameters: liberal, conservative, and sensitivity 
analysis. The factor analysis example demonstrated using those initial methods more 
generally with additional parameter estimates. 

This chapter favors rounded cumulative mean plots, but those may not be the best 
choice in all situations. For example, when I used the sensitivity analysis method for 
nuisance parameters, I used the conventional cumulative mean plot with standard 
deviation cutoffs because the adjusted precisions did not align with a rounding cutoff. 
This highlights that researchers should determine what works best for their own 
simulations of modeling in their own areas.  

Researchers need to be careful about the level of precision they choose, because 
the values should not be reported more precisely than the precision of the convergence. 
Similar to setting an alpha level, assessing convergence requires researchers to 
operationalize an acceptable level of precision for convergence beforehand.  

Reporting estimates as a percentage bias changes the number of replications to get 
a stable final value. In this case, the number of replications increased; though it is 
possible for a simulation run to require fewer replications with a percentage bias, that 
situation may not appear often with common estimates.  

Nuisance parameters can be a nuisance to estimate, but because researchers are 
not interested in them directly, they may be able to relax the number of necessary 
replications by using sensitivity analysis and focusing on the precision of the more 
important parameters. This may result in a much more efficient simulation, especially in 
cases where the computational demands of estimating the model are high.  

In this study, I assessed the simulation convergence (i.e., the result of combining 
the estimates of model parameters over many replications until stable), but the model 
convergence (i.e., the stable result of estimating one set of model parameters from one 
dataset) is also important. I limited this study to four simple models so that no condition 
pushed the boundaries of what each model is capable of; none of them used Bayesian 
estimation or any deviation from program defaults. Although every model parameter 
converging allowed me to present cleaner examples with fewer possible confounds, many 
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simulations have at least one problematic cell if not a whole problematic condition. It is 
more realistic that models do not converge some of the time, which causes simulation 
convergence to suffer, too. Future research or applications could document the more 
realistic combination of model and simulation convergence hurdles in a full-sized 
simulation.  

Future research on convergence could investigate the specific convergence 
methods as well as the process of convergence analysis. Trend is one indication of non-
convergence in conventional cumulative mean plots, and future research could determine 
if any current methods of quantifying trend could assist in detecting non-convergence. 
Cumulative mean plots with fractional rounding may also provide another way to 
graphically determine convergence to values between decimal places. Improving the 
convergence sensitivity analysis to include more than one nuisance parameter would be 
useful since they are often not alone. Finally, future research may determine how well 
these techniques work models more complicated than a confirmatory factor analysis or in 
simulations that include Bayesian estimation.  

Research from this chapter demonstrates the importance of assessing convergence 
and ensuring that reported values have converged to an appropriate amount of precision. 
With this knowledge, practitioners should assess convergence of their own raw estimates, 
RMSEs, Type I error rates, power, and confidence interval coverage rates, when 
applicable. The rounded cumulative mean plot is especially useful for ensuring estimates 
meet the precision of any reporting standards. Reviewers of simulation manuscripts 
should also encourage the authors of those manuscripts to report the precision of the 
estimates as well as to include their process for determining convergence.  

The current lack of reporting suggests that convergence analysis may appear 
daunting even for researchers who know its importance. In response, I included this the 
flowchart tool (in Figure 3.6) and examples to help analysts through the iterative process. 
The flowchart contains steps for assessing simulation convergence based on Equation 2 
and the rounded cumulative mean plot. By following the flowchart’s checklist, analysts 
can think about the desired estimate precision first instead of determining how stable an 
estimate should be after viewing the estimate’s current stability. The flowchart setup 
intentionally guides researchers through one cell at time because of how widely the 
number of replications may vary. Furthermore, researchers are encouraged to mirror the 
examples in Tables 3.3, 3.4, 3.6, 3.7, 3.9, and 3.11 since they strictly follow the flowchart 
while containing details from each step of the iterative process. It is my hope that the 
flowchart tool and examples will help the assessment of convergence to become second 
nature when conducting a simulation.  
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Chapter 4 

 
Although computers now perform the tedious number crunching required by most 

statistical analyses, each analysis still contains many decisions that require researchers’ 
discretion. Suppose analysts want to assess their raw data, check model assumptions, 
ensure convergence of model estimates (ModConv), and select the best model.19 Many 
decisions go into each one of those steps that affect the final parameter estimates and how 
to interpret them. When assessing the original data, researchers must decide if any data 
points are ‘extreme’ or ‘influential’ enough to be problematic. To make that decision, 
they may choose to run statistical tests or formulate cutoff values. The analysts must then 
choose what to do with those values of interest, including keeping, discarding, or 
Winsorizing scores. After addressing the raw data, researchers must decide how to model 
their dataset. Potential models may be rejected if analysts decide they make implausible 
assumptions (and the models are not robust to violations of those assumptions). 
Furthermore, researchers decide the criterion for an implausible assumption. For instance, 
they could choose whether to rely on a test result, graphic interpretation, or review of the 
data collection process to assess the assumption in question. Once analysts decide that a 
model’s assumptions are adequately met, they must ensure that it is possible to estimate 
the model. If a model’s estimation method fails to achieve ModConv, researchers may 
modify the estimation process (e.g., by using a different estimation method, allowing for 
more iterations, or adjusting the starting values). Alternatively, analysts may move 
forward with a different model to reach ModConv. Finally, the first model that both 
meets the assumptions and satisfies ModConv is not necessarily the best model for the 
data. Researchers can choose their final model or models based on information from 
statistical tests, model fit indices, model comparison indices, validation techniques (e.g., 
posterior predictive check), or previous substantive research before they are finally done. 
Potentially, a researcher would need to make all of those decisions for that single dataset.  

When studying statistical models, quantitative researchers simulate numerous 
datasets and assess how well each model estimates the intended parameters. In a 
simulation, researchers cannot give the same attention to each dataset as well as the 
hypothetical researchers of the individual dataset above. In fact, simulations usually 
apply the same model to all datasets, without considering any nuances of individual 
datasets, so the simulation results indicate the mean estimate of a model’s parameter 
when analysts always use that model. The results do not reflect the numerous decisions 
researchers could make to select that model or after choosing that model. For example, if 
a model does not attain ModConv for a particular simulated dataset, simulation analysts 
might discard that dataset. The same would not (and should not) be done for a dataset 
collected from real subjects. Incorporating too many decisions into a simulation would be 

 
19 This chapter discusses both the convergence of model estimates (the stabilization of a single model’s 
estimates) and the convergence of simulation estimates. As discussed in the last chapter, simulation 
estimates are the aggregate of model estimates from numerous datasets (usually combined by taking the 
mean of those model estimates).  Furthermore, the last chapter examined ways to ensure the aggregate 
model estimates have stabilized. For clarity, I will be using ModConv to refer to the convergence of model 
estimates and SimConv to refer to the convergence of simulation estimates.  
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overwhelming; however, in this chapter, I argue that incorporating even one analysis 
decision can better inform researchers how parameter estimates react due to their choices.  

 
Current Use 

 
Including decision making into statistical simulations is not itself a novel idea. 

When simulations included a decision for every dataset, Morris, White, & Crowther 
(2019) referred to results as conditional estimates. In that context, a conditional mean 
estimate would depend on (be conditioned on) an analysis choice such as the result of a 
check for a model assumption or a test selecting one of two models. To contrast, a 
conventional simulation estimate could be seen as conditioned on the decision always to 
apply a model without any other aspects to the analysis.  

Morris et al. (2019) discussed conditional estimates as an option to gain more 
insight into estimations. In their example, the authors gathered 95% confidence intervals 
from 30,000 replications and calculated the coverage rate of the population mean. When 
they included all replications, the estimated coverage rate was exactly 95.0%. However, it 
was not nominal when the authors calculated the coverage rates conditionally by creating 
three conditions based on the whether the model’s standard error was in the top, middle, 
or bottom third of the simulation’s 30,000 standard errors. Instead, coverage rates from 
the top and middle thirds were above 95.0% while the one from the bottom third was 
below 95.0%. conditional estimates. Computing the three conditional estimates gave the 
more nuanced impression compared to the overall coverage rate that all subsets are not 
equally nominal. Although this example is easy to follow, Morris et al. (2019) noted that 
this information is not useful because a researcher would not know the quantile of their 
single standard error from their own dataset. Furthermore, the result is trivial, essentially 
noting that for a given population, longer confidence intervals that result from larger 
standard errors cover the true value more frequently than shorter confidence intervals.  

Morris et al. (2019) highlighted how conditional estimates were useful parts of 
complex research design simulations and cited two examples. Both Kimani, Todd, & 
Stallard (2015) and Carreras, Gutjahr, & Brannath (2015) performed simulations on a 
two-stage design that determines the final estimates between stages, potentially based on 
the results of the first stage. In Kimani et al. (2015), estimates were conditioned on 
population choice, specifically, whether the study focus shifted in the second stage 
completely to the subpopulation or remained interested in the main and subpopulations. 
The authors determined that the bias of the estimate of interest changed between 
conditions and describe in which situations an unbiased estimation is possible or 
impossible. Carreras et al. (2015) simulated the scenario where the best among the two 
treatments and the control group move to the second stage. Then the authors calculated 
the estimates of the outcome variables (e.g., power) conditionally based on one of three 
testing procedures.  
 

Simulation Definitions 
 

Because simulations often contain different types of variables, general definitions 
for simulation terminology become useful. Every simulation is made up of manipulated 
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variables that potentially influence at least one outcome variable. A between-cell, 
manipulated variable could be any variable that changes from one cell to the next, though 
they usually govern the data generation. For example, if a simulation generates different 
levels of sample sizes, true parameter values, numbers of clusters, or proportions of latent 
classes, those would be between-cell, manipulated variables. A within-cell, manipulated 
variable is often a model or model characteristic, such as varying the estimator, the 
(mis)specification of a model, or a prior distribution. Unlike between-cell variables, 
within-cell variables do not require generating different datasets for each level.  

The outcome variables are the results that the manipulated variables may or may 
not be changing. For a certain set of conditions (i.e., specific levels of each between-cell 
and within-cell manipulated variable), every simulation has an outcome variable that 
summarizes the information over all replications into one value. Often, an outcome 
variable is a mean estimate, an estimate’s bias, or the rejection rates (i.e., the power and 
Type I error rate) of a hypothesis test. Each outcome variable consists of replication-level 
values, such as one estimate of a parameter, the bias of that individual estimate, or 
whether a hypothesis test rejected the null hypothesis or not.  

In addition to the manipulated variables, researchers would need a variable that 
changes from one replication to the next for each level of a within-cell variable. That 
variable would need to be categorical, and each category indicating which estimate 
researchers would choose to use from that replication. This is the variable that a 
conditional estimate is conditioned on. For example, the coverage estimate in Morris et 
al. (2019) was conditioned on quantile (top, middle, or bottom third) of each replication’s 
standard error. In Kimani et al. (2015) and Carreras et al. (2015) the conditioned 
estimates depended on the decision between stages one and two, that is, with or without 
the full population and with or without the best treatment dosage, respectively.  

Once constructed, it may make sense to combine conditional estimates into a 
blended estimate. For example, when modeling a meta-analysis, some analysts 
(incorrectly!) decide whether to use a random-effects or fixed-effect model based on a 
significance test for heterogeneity of variance. Simulating that process would involve 
determining simulation estimates from both the condition with significant test results and 
the condition with non-significant test results. Then, depending on the test’s significance 
on that replication, the estimate from the corresponding model contributes to the mean 
estimate.  
 

Current Chapter 
 

In this chapter, I demonstrate how including conditional estimates in a simulation 
can provide the reader with more information. In the first example, I condition results on 
the outcome of a test that selects between a simple and a complex model to produce 
blended estimates. The blended estimates are composed of simple and complex model 
estimates depending on the test outcome. Then, I discuss how researchers could use the 
blended estimates to compare the selection decision based on a test to the implicit 
decision that researchers would always use the model of interest. In the second example, I 
condition estimates on ModConv. Simulating ModConv decisions can help keep all 
relevant datasets and establish the effect of following (or ignoring) less blatant signs of 
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estimation issues. The third example contains estimates conditioned on a test for outliers 
and influential datapoints. Sometimes, removing data or modifying a dataset before 
modeling is the best option due to anomalies or unfulfilled assumptions (e.g., local 
dependence or non-normality). By incorporating that type of decision into the simulation, 
the model estimates resulting from the process are more informative than simple rejection 
rates for the detection of such issues.  
 

Model Selection Example 
 

Although researchers may select a model without regard to the contents of a 
dataset, many decide which model to use based on one or more criteria. One common 
criterion is to select a model based on its assumptions. In that situation, the analyst may 
check if the assumptions seem plausible based on information about the data collection 
(e.g., nested groups or data dyads), tests (X2 statistic for local dependence), or graphs (a 
Q-Q plot or residuals plot). If multiple models appear to meet those criteria, more 
selection may be necessary. Then, researchers could use tests (e.g., chi-square test or 
likelihood-ratio test), graphs (posterior density plot), model fit and selection indices (CFI, 
TLI, AIC, BIC), or substantive interpretation (determining which variables to include in a 
regression analysis) to help make their choice.  

In contrast, simulation researchers usually apply the same model to all datasets 
whether or not an individual analyst would have reason to apply it. Because of that 
disconnect, the conventional results may not be as practical as conditional results. Even if 
a simulation presents a model with great properties when researchers always use it (e.g., 
estimates with no bias and little variability), those properties may change if researchers 
implement the model based on a selection mechanism. After the researcher incorporates 
model selection into the simulation, the parameter estimates may have become biased or 
increased in variability. By combining conditional results into blended estimates, 
simulation researchers would be able to quantify the final result in the presence of model 
selection.  

At a broader level, such conditioning would change the type of information 
provided by the results. Instead of establishing the best model for the stated cell 
conditions, the conditional results would provide the best method of choosing between 
models for the stated cell conditions. Then, researchers could use blended estimates to 
determine the best way to make that decision. That would be more informative than 
reporting the power and Type I error rates of the model of interest, which tend to appear 
in reporting of simulation studies. Researchers could then use the results not only to 
highlight the best decision-making process for the conditions but also the worst process 
and how much using them could result in a biased or variable estimate.  
 
Creating Blended Estimates due to Model Selection 

Out of the three example conditional estimates in this chapter, the model-selection 
example’s blended estimates are the easiest to implement. Doing so requires estimating 
all models of interest – a requirement of any simulation – and the outcome selection 
mechanism for each replication. To create the blended estimate, researchers should 
determine the chosen model in each replication and pull out the estimate of interest. 
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Then, they would aggregate those estimates into a final outcome variable, for example, 
by taking the RMSE of the estimates based on the result of a significance test.  

It is important to ensure that the estimates are suitable for combination. Blending 
a variance component, slope, and intercept into one estimate – as opposed to all variance 
components or all intercepts – gives a non-sensical result. If one model is nested within 
another, for instance by fixing a parameter to 0, it is possible to combine that model’s 
fixed value with the corresponding estimated value from the other model or models. 
Analysts would substitute the fixed value in place of an estimate in the simpler model any 
time the selection mechanism chose that simpler model. However, it may be impossible 
to make blended estimates if one model does not have an equivalent fixed or estimated 
value in other models.  

Note that to calculate the correct true conditional estimate, the person conducting 
the simulation would need data at the replication level (not summary information). For 
instance, calculating a weighted mean based on the two models’ mean estimates and a 
test’s rejection rate does NOT result in an appropriate blended estimate. This is because 
estimates chosen by the selection mechanism may not be representative of all estimates 
for that model. I have provided a concrete example of this difference in the results 
section.  
 
Model Selection Scenario Simulation 

In the model selection simulation, I use a likelihood ratio test (LRT) as my 
selection mechanism between a conventional random-effects meta-analytic model and a 
more complex weight-function selection model (WFM) with random effects (Vevea & 
Hedges, 1995).20 Then, I calculate the mean estimates of each model and the blended 
estimates based on the LRT’s statistical significance. In this example, I highlight the idea 
that calculating a blended estimate differs from a weighted mean. Then, I demonstrate the 
difference in information between blended estimates and nonblended estimates. Finally, I 
explore the differences of blended estimates across cells that vary on the number of 
studies and heterogeneity of variance.  
 
Methods 

As in the last chapter, I introduced the relevant notation for a random-effects 
meta-analysis model and a WFM (Vevea & Hedges, 1995) below; Appendix A contains 
more details about both models.  

Meta-analysis models amalgamate evidence with effect estimates from multiple 
studies to determine the magnitude of that combined effect. For a random-effects meta-
analysis, a researcher estimates the overall effect, 𝛽, and the variance component, 𝜏 , 
assuming effect sizes are distributed 𝑁(𝛽 , 𝜏 ). An individual study effect, in turn, is 
normally distributed around the values of 𝛽 specific to the population from which that ith 
study samples, with variance 𝑣 . Depending on the corresponding effect type (e.g., 
correlation, standardized mean difference), 𝑣  may be a function of the sample size (or 

 
20 In this case, the random-effects of the meta-analytic model and the WFM originate from the varying 
intercept. No meta-analytic model or WFM in this chapter contains predictors, and no parameter estimates 
vary other than the intercept.  
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sizes) and sometimes the effect size. Publication bias is a bias against publishing research 
with a specific characteristic. Researchers may be able to detect publication bias during 
the process of performing a meta-analysis because it combines multiple effects from a 
range of studies.  

A common biasing characteristic is having a non-significant p-value associated 
with a study’s effect size. It is possible to model that censorship by using a WFM (Vevea 
& Hedges, 1995). A random-effects WFM estimates the same 𝛽 and 𝜏  parameters as a 
conventional meta-analysis model but also uses a vector of weight parameters, 𝝎, to 
adjust for censorship. Each weight corresponds to an interval of one-tailed p-values. For 
example, when study survival differs above and below p = 0.025, the correctly specified 
model would have 𝜔  govern the 0 < 𝑝 ≤ 0.025 interval and 𝜔  govern the 0.025 <
𝑝 ≤ 1 interval. Researchers often decide whether to include the results of a WFM in their 
meta-analysis based on the significance of an LRT between the conventional meta-
analysis and WFM. In this example, the decision from that LRT is the focus of the 
conditional estimation.  

To be clear, basing the decision to use any model (including the WFM) instead of 
another model should not be made solely on one test’s p-value. Researchers should 
understand the limits of the tools they use to base their decisions on, and failing to do so 
(e.g., making a decision based on an underpowered significant test) does harm to the 
body of research they are trying to aid.  

 
Manipulated variables. I designed this simulation with three manipulated, 

between-cell variables (study sample size, heterogeneity, and censorship rate), each with 
two levels and model type as one manipulated, within-cell variable. For the sample size 
of studies, I used either k = 75 or k = 200 studies in each meta-analysis. Those values 
were intentionally large to ensure ModConv for all datasets. At the same time, k = 200 is 
still smaller than the maximum sample sizes across four social science and medical 
journals (Vevea Lab, personal communication) and therefore reasonable values for the 
sample size levels (see Appendix C for details). I set the heterogeneity of variance to 
either 𝜏 = 0.06 for a moderate amount or 𝜏 = 0.19 for a large amount based on the 
moderate and large levels of the percentage of study-level variance, 𝐼 , discussed in 
Higgins & Thompson (2002).21 In the uncensored cells, I produced the exact k studies 
required. When I censored data, I needed to produce enough studies so that at least k 

 
21 I set the levels of 𝜏  based on 𝐼  percentages, where 𝐼 = 𝜏 /(𝜏 + 𝑣) × 100%. 𝐼  is not a measure of 
heterogeneity, and it is generally impossible to determine the original �̂�  based on reported 𝐼  information. 
At the same time, the proportion of the heterogeneity measure to the sampling variance, which is quantified 
by 𝐼 , impacts the model’s estimation. Because this is a simulation, I control the 𝜏  and 𝑣 components. 
Thus, 𝐼  can be an appropriate guide when setting up the levels of heterogeneity since any differences in 𝐼  
result from the ratio of those two pieces.  
In this simulation, I controlled the sampling variances by setting up the distribution of sample sizes in 
individual studies, then using the average sampling variance from one million draws as 𝑣 in the 𝐼  formula. 
Then, I chose 𝐼 =  50% and 𝐼 =  75% as benchmarks for moderate and large relative amounts of 
heterogeneity. Using the 𝑣 estimated from the sample size distribution and the selected 𝐼  values, I solved 
the 𝐼  formula for the corresponding 𝜏  levels. That process resulted in 𝜏  = .06 and 𝜏  = .19 for moderate 
and large relative amounts of heterogeneity, respectively. 
 



75 
 

 

studies remained after censorship. I chose to generate 3k studies before censoring the data 
because when I did, I always had at least k studies after the censorship process. Then, I 
would calculate the p-value associated with each study’s effect size. If p > 0.025, I 
removed the study 40% of the time; otherwise, I retained the study. After the censorship 
process, I took the first k studies remaining from the original 3k as my sample.  

Within each cell, I applied three models to all datasets. I estimated a random-
effects, meta-analytic model for Model 0. For all WFMs, I used cutpoints to divide all p-
values into intervals depending on the specific model. I fixed 𝜔 , the weight 
corresponding to the interval containing the smallest p-values, to one and interpreted the 
estimated weights relative to 𝜔 . In the correctly specified model, Model 1, I set up one 
cutpoint at p = 0.025 to estimate 𝜔  for the interval 0.025 < p < 1. In the overspecified 
model, Model 2, I used two cutpoints at p = 0.005 and p = 0.025 to estimate 𝜔  (for the 
0.005 < p < 0.025 interval) and 𝜔  (for the 0.025 < p < 1 interval), respectively.  

Outcome variables. First, I recorded the outcomes from the LRTs to determine 
the test’s rejection rates. All LRTs used an α of 0.05. Whether each rejection rate 
represented a Type I error rate or power depended on whether the corresponding cell was 
censored or not. If no censorship happened, the rejection rates were Type I error rates; if 
censorship did happen, the rejection rates were the test’s power.  

After estimating all models, I calculated the mean, bias, percentage bias, and root-
mean-square error (RMSE) for each model’s parameter estimates. I calculated the mean 
estimate of all estimates, specifically, the estimates from Model 0 (𝛽, �̂� ), Model 1 (𝛽, 
�̂�  𝜔 ), and Model 2 (𝛽, �̂�  , 𝜔 , 𝜔 ). I took the bias and percentage bias of each estimate 
based on the true values. The true values for 𝛽 and 𝜏  were 𝛽 =  .2, and 𝜏 =
0.06 or 𝜏 = 0.19 (depending on the heterogeneity condition). In the uncensored 
conditions, all 𝜔 = 1, but in the censored conditions, 𝜔 from Model 1 and 𝜔 from 
Model 2 are 0.6, and 𝜔 in Model 2 is 1.  

Then, I formed each conditional parameter estimate based on whether the LRT 
was significant or not. For 𝛽, I formed each conditional estimate, which I call blended 
estimates, by including Model 0 𝛽 or one of the WFM 𝛽s depending on whether the LRT 
was significant or not. The blended Model 1 𝛽 combined Model 0 and Model 1 𝛽s; and 
the blended Model 2 𝛽 combined Model 0 and Model 2 𝛽s. I used the same process of 
combining each WFM’s �̂�  with the Model 0 �̂�  to create blended �̂� s of Models 1 and 2. 
I blended all 𝜔 with 1 in place of an 𝜔 from Model 0, because a WFM with all weights 
fixed at 1 would be equivalent to the conventional, random-effects meta-analytic model.  

Finally, I grouped estimates by whether they indicated that the WFM was never 
used (Model 0 estimates), always used (unblended Model 1 and 2 estimates), or used 
conditionally based on the LRT’s significance (blended Model 1 and 2 estimates).  

Simulation process. I used R (R Core Team, 2019) to generate meta-analytic 
effect sizes and standard errors. Each cell’s seeds are listed in the R scripts in Appendix 
B. Based on an empirical dataset, I simulated the sample sizes within a study, 𝑛 and 𝑛 , 
for the sampling variances, 𝑣 , of mean difference statistics (Vevea Lab, personal 
communication); details about the function are available in Appendix C. After assuming 
that I was working with mean difference statistics as my effect size, I set 𝛽 = 0.2 and 
simulated the corresponding sampling variances. With that information, I generated effect 
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sizes, 𝑑~𝑁(0.2, 𝜏 + 𝑣 ), and, if necessary, censored those data, until I was left with a k 
effects and related variances.22 After I generated the dataset, I estimated one conventional 
meta-analytic model, two WFMs, and two LRTs. I used the weightr R package (Coburn 
& Vevea, 2019; version 2.0.2) to estimate all models and tests.  

The correctly specified model depended on whether censorship occurred or not. If 
no censorship occurred in a dataset, the correctly specified model was the conventional 
meta-analytic model. When censorship occurred, different WFMs had different degrees 
of misspecification. Model 1 completely mirrored the data generation process.  Model 2 
included one extra cutpoint at a p-value lower than the true cut-off.  
 
Results 

I assessed the simulation convergence (SimConv) of all estimates and blended 
estimates as means, biases, percentage biases, RMSEs, and LRT rejection rates.23 I 
decided that each estimate achieved SimConv based on whether its rounded cumulative 
mean stabilized to the same value for the latter half of the simulated number of 
replications. I rounded to the hundredths place for all types of estimates except for the 
percentage bias, which I rounded to the nearest integer. Whenever an estimate was on a 
rounding borderline, I used the constant method to determine if the estimate had 
stabilized enough or not. More details about using rounded cumulative means and the 
constant method to assess SimConv can be found in the previous chapter, Chapter 3. The 
exact number of replications per condition is available in Table 4.1.  
 
Table 4.1 
 
Replications for the Model Selection Simulation 
 Censored  Uncensored 
 𝜏 = 0.06 𝜏 = 0.19  𝜏 = 0.06 𝜏 = 0.19 

k = 75 1,302,000 900,000  6,000,000 6,000,000 
k = 200 180,000 240,000  312,000 300,000 

Note. Bolded numbers indicate at least one estimate did not stabilize to the desired 
precision (that is, did not achieve SimConv) for the listed number of replications.  
 
  

 
22 In this simulation, I generated the mean difference effect sizes by sampling them directly from a 
distribution centered at the true mean difference. Additionally, I used the true mean from the distribution of 

mean-difference effect sizes, 𝛿, in the sampling variance formula, 𝑣 = +
( )

, along with 

sample sizes 𝑛  and 𝑛 . Because standardized mean differences are biased for small samples, it is more 
accurate to simulate the raw data from each primary study, compute the effect size estimate, and then 
determine corresponding sampling variance using the estimate of the effect size. That way, when small 
sample sizes are involved, researchers typically use a small-sample bias correction (i.e., Hedges’ g) to 
estimate the effect without bias, which more fully reflects the reality in meta-analysis research. 
Furthermore, the simulation process never takes advantage of knowing the true mean effect size, something 
that would be impossible to know in practice. In this chapter, I generated effect sizes from a distribution 
instead of raw data because researchers usually perform meta-analysis simulations that way.   
23 See footnote 19 for the reasoning behind abbreviating convergence of simulation estimates as SimConv. 
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Some 𝜔 from Model 2 failed to reach SimConv in the uncensored cells with k = 

75, and I excluded those estimates. Specifically, in the uncensored, k = 75, 𝜏 = 0.06  
condition, the estimates of the mean, bias, percentage bias, and RMSE of 𝜔  and 𝜔  for 
Model 2 failed to stabilize. The blended mean, bias, percentage bias, and RMSE of 𝜔  
and 𝜔  for Model 2 similarly failed to stabilize. In the k = 75, 𝜏 = 0.19 condition, the 
only estimate that failed to stabilize was the RMSE of 𝜔  for Model 2, which alternated 
between 0.73 and 0.74.  

I chose to include the other estimates that did achieve SimConv in the uncensored 
k = 75 conditions with the caveat that the instability of the non-converged estimates 
might influence the estimates of values that were previously considered stable (e.g., 
Model 2’s 𝛽). Weight estimates ‘blowing up’ to extremely large values is an uncommon 
– but known – occurrence. Those extreme weight values may appear when the WFM is 
difficult to estimate (e.g., if �̂�  is too close to 0, or if a weight interval contains too few 
effect sizes). I confirmed that some 𝜔s ‘blew up’ to values in the thousands and tens of 
thousands. It would be better to analyze and understand what makes those datasets 
different, but because I focus on that later in this chapter, I will not discuss that avenue 
with this example.  

Figures of outcome variables. I produced figures of all outcomes by parameter 
estimate (𝛽, �̂� , 𝜔), then whether or not data were censored, and finally by the outcome 
measure (mean estimate, bias, percentage bias, RMSE). The full set of figures (both 
included and excluded from this chapter) is available in Appendix D.  

Rejection rates for the LRT. Table 4.2 contains the rejection rates converted 
into percentages for each cell. All rejection rates reached SimConv to the nearest 
hundredths place as a rate, which is equivalent to the nearest integer as a percentage. For 
cells in the uncensored condition, the values represented the Type I error rates and were 
all nominal at 5%. Rejection rates in the censored condition represented Power, which 
increased in cells with larger sample sizes and variance components.  
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Table 4.2  
 
Rejection Rates for the LRTs 
 Condition Model 1 Model 2 Replications 
Uncensored Data     
Type I Error Rates     
 k = 75, 𝜏 = 0.06 5% 5% 6,000,000 
 k = 75, 𝜏 = 0.19 5% 5% 6,000,000 

 k = 200, 𝜏 = 0.06 5% 5% 312,000 
 k = 200, 𝜏 = 0.19 5% 5% 300,000 

Censored Data     
Power Rates     

 k = 75, 𝜏 = 0.06 23% 18% 1,302,000 
 k = 75, 𝜏 = 0.19 25% 19% 900,000 
 k = 200, 𝜏 = 0.06 50% 41% 180,000 
 k = 200, 𝜏 = 0.19 55% 44% 240,000 

Note. All LRTs used an α of 0.05.  

As mentioned earlier, a blended estimate is not the same as a weighted mean 
estimate. If I tried to calculate estimates based on rejection rates and summary estimates, 
I would be calculating a weighted mean. For example, I looked at the 𝛽 from Model 0 
and Model 1 of the condition with censored data, k = 75, 𝜏 = 0.06. The LRT chose 
Model 1 25% of the time, and the mean estimate of 𝛽 was 0.20 and 0.29 for Model 0 and 
Model 1, respectively. The weighted mean (i.e., 0.29 × 0.75 + 0.20 × 0.25) rounded to 
0.27. However, the blended estimate, with 𝛽 from Model 0 or Model 1 chosen by the 
LRT, resulted in a 𝛽 = 0.25. That 0.02 difference was because 𝛽 given the LRT chose 
Model 1 was not representative of all Model 1 𝛽. Unlike a weighted mean, blended 
estimates did not appear to be bounded by the highest and lowest means; Figure 4.1 
depicts that behavior the RMSEs of 𝛽, for example, but when rounded to SimConv 
values, the blended estimate is no larger than the others. The notion that the subset of 
conditional estimates did not represent Model 1 estimates in general is the core idea 
behind conditional and blended estimates.  

 
Differences in blended and nonblended estimates. To determine how useful 

blended estimates could be, I investigated whether they produced different values from 
nonblended estimates (or if both were roughly the same). Even if blended estimates were 
conceptually different from unconditional estimates, the values may have less practical 
use if the values were the same.  

Whether blended 𝛽 different from nonblended estimates depended on the specific 
outcome measure and data censorship. When the data were uncensored, most blended and 
unblended estimates did not change. The exception was 𝛽 , in which the RMSEs of 
the blended estimates were smaller (up to approximately 0.03) than if the WFM was 
always used. With censored data, 𝛽 conditioned on the LRT was consistently higher than 
always using the WFM, including for the RMSE. I learned that if I use the LRT, my bias 
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was going to increase up to almost 0.06 (for an approximately 30% bias). That might 
point to always using the WFM as the better option. I would have to weigh whether a 
potential RMSE increase up to about 0.02 (if data were truly censored) or RMSE 
decrease up to 0.03 (if data were not censored) would be worth the reduced bias.  

 
Figure 4.1. RMSEs of 𝛽 from censored data when always implementing the WFM 
(black), implementing the WFM if the LRT was significant (dark gray), and never 
implementing the WFM (light gray). All p-values above 0.025 had a 60% chance of 
surviving censorship. M1 (Model 1) contained one cutpoint at 0.025, and M2 (Model 2) 
contained two cutpoints at 0.005 and 0.025. 

 
The difference between blended and nonblended �̂�  was negligible for all mean 

estimates, biases, and RMSEs as well as percentage biases in the uncensored condition.  

Conditioning on the LRT resulted in a positive percentage bias for �̂� (up to almost 6% 
bias) while the percentage bias was slightly negative (down to nearly -3% bias) when 
always implementing the WFM on censored data. This might be evidence against 
following the LRT if censorship can be reasonably assumed. However, it might be better 
not to interpret the percentage bias of the 𝜏 = 0.06 because of how the percentage bias 
would amplify results from the small raw estimate. 
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Differences in 𝜔 did appear when I always used the WFM instead of using it 
conditionally on a significant LRT. Differences depended on whether 𝜔’s true value was 
1 (i.e., all 𝜔 in the uncensored condition and Model 2 𝜔  in the censored condition) or 
the true value was 0.6 (Model 1 𝜔  and Model 2 𝜔  in the censored condition). As a 
reminder, I calculated the blended 𝜔 by combining the WFM estimates with the fixed 
value 1; that was because the WFM and conventional model would be equivalent if all 
WFM weights were fixed to 1. All blended mean 𝜔, biases, and percentage biases moved 
towards 1, regardless of whether their true value was 0.60 or 1, because I used the fixed 
value of 1 whenever the LRT failed to reject the WFM. The blended estimate 
demonstrated a decreased bias (down to 0.01) when 𝜔’s true value was 1 but an increased 
bias (up to 0.3) if the true value was 0.6. The RMSE of 𝜔 also tended to change based on 
the true value of 𝜔. If the true value was 1, the blended 𝜔 was smaller than always using 
the WFM by up to 0.3 units. When the true value was 0.6, the RMSE of the blended 𝜔 
tended to be larger than always using the WFM by up to 0.12 units. If censorship was 
likely, the blended 𝜔 could be evidence against following the LRT.  

 
Changes in blended estimates related to manipulated variables. In addition to 

producing blended estimate differences, the variable associated with the selection 
mechanism could also interact with other manipulated variables. For censored cells in the 
simulation, the frequency of WFM implementation (always, LRT dependent, or never 
implemented) appeared to interact with the sample size, k, for some 𝛽, �̂� , and 𝜔. As k 
increased, the blended 𝛽 bias decreased when selection was based on LRT but stayed the 
same when the WFM was always or never used (Figure 4.2). That could indicate that (in 
an intuitive, albeit impractical way) increasing k would decrease the bias of 𝛽 associated 
with conditioning on the LRT. A similar, innocuous scenario occurred with the �̂�  bias 
when I never implemented the WFM (Figure 4.3). While k increased, the �̂�  bias 
increased when I never implemented the WFM increased and decreased if I always or 
conditionally used the WFM. The next interaction scenario demonstrated when using the 
LRT would be a disadvantage. For 𝛽 , there was no advantage (and sometimes was a 
small disadvantage) to using the LRT over never using the WFM with a small k (Figure 
4.2). Finally, the Model 2 𝜔  bias from the k = 75 and 𝜏 = 0.06 condition had a smaller 
blended than nonblended 𝜔  (see Figure 4.4), which was the reverse pattern from the 
other 𝜔 . That might imply the LRT would have an advantage in that combination of 
conditions.  
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Figure 4.2. Biases of 𝛽 from censored data when always implementing the WFM (black), 
implementing the WFM if the LRT was significant (dark gray), and never implementing 
the WFM (light gray). All p-values above 0.025 had a 60% chance of surviving 
censorship. M1 (Model 1) contained one cutpoint at 0.025, and M2 (Model 2) contained 
two cutpoints at 0.005 and 0.025. 
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Figure 4.3. Biases of �̂�  from censored data when always implementing the WFM 
(black), implementing the WFM if the LRT was significant (dark gray), and never 
implementing the WFM (light gray). All p-values above 0.025 had a 60% chance of 
surviving censorship. M1 (Model 1) contained one cutpoint at 0.025, and M2 (Model 2) 
contained two cutpoints at 0.005 and 0.025.   
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Figure 4.4. RMSEs of 𝜔 from censored data when always implementing the WFM 
(black) and implementing the WFM if the LRT was significant (gray). All p-values above 
0.025 had a 60% chance of surviving censorship. M1 (Model 1) contained one cutpoint at 
0.025; 𝜔  in M1 was associated with the 0.025 < p < 1 interval. M2 (Model 2) contained 
two cutpoints at 0.005 and 0.025; 𝜔  in M2 was associated with the 0.005 < p < 0.025 
interval and 𝜔 with the 0.025 < p < 1 interval.  
 
Discussion 

In this example, I highlighted three important features with the use of an LRT to 
select or fail to select the WFM. First, model selection estimates were not simply 
weighted means; the subset of the data selected may not represent the whole sample. 
Second, some blended estimates were practically different from the nonblended 
estimates, which helped inform how useful conditioning on an LRT might be. Third, 
estimates from interactions provided evidence to support or discard model selection 
options based on readers’ specific circumstances. Specifically, some estimates changed 
based on a combination of model selection (i.e., whether researchers chose to use the 
WFM all of the time, conditionally on the LRT, or never) and the between-cell 
manipulated variables (i.e., the level of the sample size, k, and of the heterogeneity, 𝜏 ).  
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Incorporating a model selection component into a current simulation is not 
difficult. It requires the addition of the selection mechanism and importantly the 
knowledge connecting the decision to that replication’s parameter estimates.  

Realistically, the WFM is a tool for sensitivity analysis. Its primary concern is 
determining how sensitive the model estimates are based on varying censorship patterns.  
That is, the adjusted weighted mean should be thought of as a possible alternative mean 
estimate instead of a corrected estimate. This differs from the usual process where the 
final selected model replaces the other model or models. Despite that difference, the same 
process of choosing the incorrect (or less correct) model based on some set of criteria still 
occurs.  

When researchers simulate statistical models, they tend not to include a model 
selection component. With individual datasets, analysts could select or eliminate models 
if their assumptions appear unmet. Then, they may choose between models for the best 
one. When researchers fail to incorporate those model selection decisions, the resulting 
estimates would occur if always using the corresponding model. If more researchers 
incorporated one or more model selection decisions into their simulations, the resulting 
blended estimates could help inform which selection mechanism to use with those models 
in that scenario.  
 

ModConv Failures Example 
 

For most statistical models, some datasets will not achieve ModConv. Even if the 
program reaches a solution, other signs may appear that analysts should not trust the 
solution, such as egregiously large estimates, border conditions, or a warning message 
supplied by the software. In statistical simulations, ModConv can happen on a larger 
scale. Because the system should be automated, a simulation has less control over what 
constitutes a ModConv failure or not. Unlike an individual dataset, every simulation 
needs an algorithm to classify whether a model’s estimates converged for a particular 
replication’s dataset. Again, researchers must make a decision – knowingly or not – about 
what constitutes ModConv success. Will they include any estimate deemed fit by the 
program’s default ModConv procedure? If not, which ways would analysts change the 
program’s procedure (e.g., by allowing for more estimation time)? Would they also look 
into independent checks of estimation issues (e.g., egregious estimates)?  

Researchers can address questions that arise from that first issue by including 
estimates into a simulation that are conditioned on ModConv decisions. Incorporating 
them into a simulation could help researchers of individual and simulation datasets 
understand the impact of each ModConv choice. By computing simulation estimates 
conditioned on ModConv decisions, researchers could determine the properties (e.g., 
bias, RMSE) of estimates that result from those choices. Those results could help inform 
researchers with individual datasets of signs of poor model estimation and the 
consequences of ignoring those signs. Generating estimates conditioned on ModConv 
would also improve the generalizability of simulation results by giving an option to see 
what happens based on real data analysis decisions.  

A second issue exists of correctly interpreting outcome measures (e.g., raw 
estimate, bias, RMSE) from a simulation with ModConv failure when a simulation 
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contains multiple models. Suppose a researcher estimates two plausible models in a 
simulation of 10,000 replications. Model A is simpler and converges 100% of the time, 
but model B is more complex and properly converges 50% of the time. When proper 
ModConv fails, model B may still produce estimates but some other feature indicates 
estimation was not successful (e.g., missing standard errors). The difference in ModConv 
rates presents a choice: Keep all data (missing data for some replications) or discard 
incomplete replications (listwise deletion). If researchers keep all estimable outcomes, 
model A’s outcome measures would be conditioned on model A reaching ModConv; the 
same would occur with model B. However, model B outcomes reflect half the amount of 
data as model A, which may result in uneven numbers replications per model. For 
example, both would not be made up of 10,000 replications. Either model A does, while 
B has 5,000 replications, or model A uses 20,000 to get the 10,000 required for B. If 
researchers discard a replication whenever model B ModConv fails, both models A and B 
generate outcome measures from the same number of the same 10,000 datasets. In that 
scenario, model A’s outcome measures would be conditioned on model B reaching 
ModConv. However, researchers are not generally interested in the mean estimate of 
model A when model B achieves ModConv and prefer to know a model’s estimates 
independent of other models.24 Unfortunately, that situation occurs if simulation 
researchers discard replications containing ModConv failure and replace them with new 
replications until researchers obtain 10,000 replications. By generating estimates 
conditioned on the convergence of more complex models, researchers can see how bias 
increases when replacing replications containing ModConv failure.  
 
Creating Blended Estimates due to ModConv Failures 

Making an outcome variable conditional on a simulation convergence requires 
more planning than the previous type. As in the model selection example, estimates and 
characteristics must be collected at the replication level. That is, it does not help to know 
the percent non-convergence as much as knowing which replications qualified as 
converged or not. For each replication, researchers need to determine how to extract 
information about whether the mode’s estimates meet the qualifications for ModConv. 
For that, researchers must know ahead of time how to define ModConv failure, detect it, 
and store an indicator of it. This is easiest when the software already defines and detects 
convergence. Warning or error messages printed by the software may indicate ModConv 
failure in a convenient for individual analyses, but simulation researchers should 
determine how to store the information. Some models include a binary ModConv 
variable, which is more easily stored. If none are available, researchers may need to 
check each model in a subsequent step, for instance, by capturing the printed text or 
checking each model’s output for the qualities indicated by the warning message. 
Similarly, researchers can define, detect, and store ModConv failures that the software 
does not automatically warn against, such as an extremely large estimate. However, when 

 
24 A more useful estimate might be of model A’s outcome measure conditioned on model B failing. In 
other words, when researchers cannot use model B (due to MovConv failure), how bias or variable are the 
estimates from the remaining model? This dissertation does not explore that question or whether it’s a good 
question at all, but it might be.  
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a definition is less clear or arbitrary (e.g., how large is an “extremely large” estimate), 
researchers should be clear how they operationalized ModConv failures and why they are 
justified in considering it a failure.  
 
ModConv Failures Scenario Simulation 

In this example, I demonstrate two types of conditional estimation based on 
ModConv failures. For both, I analyze each dataset with three models: a conventional 
random-effects model, a WFM with one estimated weight, and a WFM with two 
estimated weights. The latter two models contain more estimates and did not always 
achieve ModConv. To highlight the advantage of using conditional estimates based on a 
ModConv indicator, I compare the mean estimates conditioned on three different 
indicators of ModConv failure. With that method, researchers can compare the effects of 
following the minimum acceptable sign of ModConv failure to potentially more realistic 
practices. Then, I highlight the unintentional conditional estimation that could occur due 
to removing or replacing replications without regard to the estimates that achieved 
ModConv. For this point, I compare estimates that included all model replications to 
estimates conditional on the convergence of a different model. This demonstrates the 
change in mean bias resulting from removing estimates that achieved ModConv.  
 
Methods 

Like the previous one, this simulation uses a random-effects meta-analysis model 
and a WFM. I introduced notation for both models above and provided additional model 
details in Appendix A.  

Manipulated variables. This simulation contained two manipulated between-cell 
variables: study sample size, k, and heterogeneity, 𝜏 . I used either k = 15 or k = 30 
studies in each meta-analysis. Those sample sizes were intentionally small to facilitate 
ModConv failure in many replications. According to research in Appendix C (Vevea Lab, 
personal communication), the k = 15 or k = 30 sample sizes were at the first and tenth 
percentiles, respectively, of all meta-analyses in Psychological Bulletin. As in the 
previous example simulation, I set the heterogeneity of variance based on the 𝐼 levels 
discussed in Higgins & Thompson (2002) to either 𝜏 = 0.02 – a small amount – or 𝜏 =
0.19 – a large amount.25 I also chose the small heterogeneity as another obstacle to 
ModConv.  

The simulation also contained three manipulated within-cell variables: model 
type, ModConv issue, and adjacent models. Here, the adjacent models variable indicates 
how many additional models researchers considered when listwise deleting replications 
for ModConv failure. For model type, I estimated the same three models (Models 0, 1, 
and 2) as the previous simulation. I used a conventional random-effects meta-analytic 
model for Model 0. For Model 1, I used a WFM with a cutpoint at p = 0.025, fixed 𝜔 to 

 
25 See footnote 21, which details the issues of using 𝐼  for heterogeneity of variance in practice and why it 
can be an appropriate guide for heterogeneity of variance in a simulation. All calculations were the same 
except I chose 𝐼 =  25% and 𝐼 =  75% as benchmarks for small and large relative amounts of 
heterogeneity. Then, I used the 𝑣 estimated from the sample size distribution and the selected 𝐼  values to 
solve the 𝐼  formula for the corresponding 𝜏  levels. That process resulted in 𝜏  = 0.02 and 𝜏  = 0.19 for 
small and large relative amounts of heterogeneity, respectively. 
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1, and estimated 𝜔  (with 𝜔  corresponding to the interval 0.025 < p < 1). For Model 2, I 
specified two cutpoints at p = 0.005 and p = 0.025, fixed 𝜔 to 1, and estimated 𝜔  (for 
the 0.005 < p < 0.025 interval) and 𝜔  (for the 0.025 < p < 1 interval), respectively. 

When researchers estimate a model, the model’s output may contain ModConv 
issues. For instance, a model’s parameters may not result in actual values for that dataset, 
instead displaying NAs or NaNs. Even if there are no NA or NaN results, other signs 
might tip off researchers to estimation issues, such as egregiously large values. When 
running a simulation, the analyst must decide which estimation issues to record and how 
to address the ones that arise.  

I divided the ModConv issue variable, that is, the problems with model estimation 
that I decided warranted removing the replication, into three levels: NAs, NAs/NaNs, and 
NAs/NaNs/Warn. In the NA level, I removed all relevant replications in which the 
outcome measure of interest failed to estimate and instead produced an NA. Only 
parameter estimates produced NAs when estimation failed, and all parameter estimates 
from the same model either succeeded or failed to estimate (e.g., if 𝜏  failed to estimate, 
so did the rest of the model’s parameters). Those issues had the effect that the outcome 
variable’s mean estimate was based on all possible estimated parameters. For the 
NAs/NaNs level, I eliminated all relevant replications that contained at least one NA 
(from a failed parameter estimate) or at least one NaN (from a failed standard error 
estimate). Only failed standard errors resulted in NaNs, and either all standard errors 
failed estimation or not. In the NAs/NaNs/Warn level, I eliminated relevant replications 
that produced NAs (from a failed parameter estimate), NaNs (from a failed standard error 
restimate), or one of two WFM warning messages from the weightr R package (Coburn 
& Vevea, 2019; version 2.0.2). Because the warning messages were due to the WFM 
specification, they could only appear after estimating a WFM (Models 1 or 2), not the 
conventional meta-analysis model (Model 0). The warning messages stated: “At least one 
of the p-value intervals contains no effect sizes, leading to estimation problems. Consider 
re-specifying the cutpoints.” and “At least one of the p-value intervals contains three or 
fewer effect sizes, which may lead to estimation problems. Consider re-specifying the 
cutpoints.” I determined which models produced either warning message by tabulating 
the number of effect sizes each interval contained and flagging cases where at least one 
interval contained three or fewer effect sizes. Although two separate warning messages 
existed, I did not differentiate them and coded an interval with too few effect sizes the 
same as an interval having no effect sizes.  

Finally, if researchers delete whole replications when one model fails ModConv, 
they remove estimates from models that did achieve ModConv. That may result in 
changes to the estimated bias or other outcome measure characteristics. To mirror that 
removal process, I included a variable to indicate how many and which models are 
adjacent to the model of interest (i.e., which models are estimated alongside the model of 
interest and whose ModConv failure may lead to deleted replications). Each model of 
interest could have no adjacent models, one adjacent model (with two possibilities), or 
two adjacent models. Specifically, Model 0 could have (a) no adjacent models, (b) Model 
1 as the only adjacent model, (c) Model 2 as the only adjacent model, or (d) both Models 
1 and 2. Similarly, Model 1 could have no models, Model 0, Model 2, or both as adjacent 
models, and Model 2 could have no models, Model 0, Model 1, or both as adjacent 
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models. Then, replications from each model of interest would be removed whenever the 
model of interest or the adjacent models fail to achieve ModConv. 

Outcome variables. I determined the mean of each model’s parameter estimates. 
As in the previous simulation, I found the estimates from Model 0 (𝛽, �̂� ), Model 1 (𝛽, 
�̂�  𝜔 ), and Model 2 (𝛽, �̂�  , 𝜔 , 𝜔 ). From there, I calculated what each of those mean 
estimates was when conditioned on the ModConv issue and selected adjacent models. As 
an example, I listed the conditional estimates for 𝛽 in Model 0 here: 𝛽 , 𝛽 ∩ , 
𝛽 ∩ , 𝛽 ∩ & ,  𝛽 , 𝛽 ∩ , 𝛽 ∩ , 𝛽 ∩ & , 𝛽 , 𝛽 ∩ , 
𝛽 ∩ , and 𝛽 ∩ & , with levels of ModConv issues indicated by NA, NaN, or 
Warn and levels of the adjacent models indicated by M1, M2, M1&2, or nothing in the 
absence of adjacent models. Which models are adjacent depends on the model of interest, 
so I calculated the conditional estimates from Model 1 and 2 based on the appropriate 
adjacent models listed in the Manipulated Variables section above.  

Simulation process. I used R (R Core Team, 2019) to generate studies of meta-
analytic effect sizes and standard errors. The seeds for each cell are in the R scripts in 
Appendix B. Using a function based on an empirical dataset (Vevea Lab, personal 
communication), I simulated the sample sizes within a study, 𝑛 and 𝑛 , to determine the 
sampling variances, 𝑣 , of each mean difference statistic – my chosen effect size. I 
censored all datasets and always simulated 3k sampling variances and subsequently 3k 
effect sizes, with 𝑑~𝑁(0.2, 𝜏 + 𝑣 ) , to ensure at least k survived censorship.26 If p > 
0.025, I eliminated that study 40% of the time but and never censored studies if 𝑝 ≤
 .025. Finally, I retained the first k studies remaining after censorship as my sample of 
effect sizes and sampling variances.  

I estimated one meta-analytic model and two WFMs from each dataset using the 
weightr R package (Coburn & Vevea, 2019; version 2.0.2). All cells had the same ratio of 
censorship in the population, but the exact number censored from each dataset varied 
during each replication. The data generation process combined with censorship mirrored 
the specification of Model 1. Because all models had estimation difficulties, I used the 
try() R function to force the simulation to continue despite any errors or warnings.  
 
Results 

I assessed the SimConv to determine the stability of the means of all parameter 
estimates. In this example, I calculated the cumulative means of each estimate and 
rounded them to the hundredths place. Then, I examined the second half of the rounded 
cumulative means. If all numbers in that second half rounded to the exact same value, I 
considered the mean estimate as having achieved SimConv. If a mean estimate was on a 
rounding borderline, I used the constant method to determine if the estimate had achieved 
SimConv or not. (Chapter 3 contains more specifics about assessing SimConv and using 
the constant method.) Although I ran six million replications, most mean estimates were 
composed of fewer replications because at least one individual estimate did not reach 
ModConv in that replication or the estimate was removed due to the warning message. 
Tables 4.3, 4.4, and supplemental Appendix D results list the exact number of 

 
26 See footnote 22 for details about a method of generating meta-analysis data that is a more realistic but 
less commonly used.   
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replications used to determine each mean estimate. From those remaining estimates, I 
assessed the SimConv of whether the mean estimates stabilized to the hundredths place. 
All estimates that failed to reach SimConv were means of weight parameters.  

Conditioning model estimates based on ModConv issue. I divided the 
ModConv issue results into three tables corresponding to Model 0, 1, and 2 conditional 
mean estimates. Model 0 mean estimates in Table 4.3a generally remained the same with 
one exception: The mean �̂�  became more biased when I removed NAs/NaNs than NAs 
alone. That is not necessarily concerning because Model 0 does not conform to the data 
generating model. Additionally, the mean estimate and N Reps values remained the same 
for the NAs/NaNs and NAs/NaNs/Warn levels because the warning messages I used to 
define ModConv failure were specifically from the WFMs only (Models 1 and 2).  
 
Table 4.3a 
 
Model 0 Estimates Conditioned on ModConv Issue with no Adjacent Models 

 

Note. Model 0 was a random-effects meta-analysis model with two parameters, 𝛽 and 𝜏 , 
and no cutpoints. All counts in the N Reps column are out possible 6,000,000 
replications.  

 
In Table 4.3b, I examined Model 1 mean estimates, where Model 1 matches the 

data generating model. As the level of the ModConv issue became more stringent, the 
mean 𝜔  bias decreased for three of the four cells, and the mean 𝛽 bias decreased for one 
cell. Otherwise, the mean estimates remained the same to two decimal places. Results 
from this cell exemplified two uses of ModConv conditional estimates. First, mean 𝜔  in 

 ModConv Issue �̂�  𝛽 N Reps 
Cell 1 Truth  0.02 0.20  

k = 30 
 

NAs 0.02 0.24 5,999,814 
NAs/NaNs 0.02 0.24 5,686,273 
NAs/NaNs/Warn 0.02 0.24 5,686,273 

     
Cell 2 Truth  0.19 0.20  

k = 30 NAs 0.19 0.29 6,000,000 
 NAs/NaNs 0.19 0.29 5,999,836 
 NAs/NaNs/Warn 0.19 0.29 5,999,836 
     

Cell 3 Truth  0.02 0.20  
k = 15 NAs 0.02 0.24 5,984,281 

 NAs/NaNs 0.03 0.24 5,113,911  
 NAs/NaNs/Warn 0.03 0.24 5,113,911  
     

Cell 4 Truth  0.19 0.20  
k = 15 NAs 0.18 0.29 5,998,945 

 NAs/NaNs 0.18 0.29 5,981,344 
 NAs/NaNs/Warn 0.18 0.29 5,981,344 
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multiple cells achieved SimConv after six million replications when I removed estimates 
based on NAs/NaNs/Warn ModConv issues but not NAs/NaNs ModConv issues. Second, 
when I did not include the warning message level of the ModConv issue, the 𝜔  were 
much larger than the true estimate of 0.60. Both seem to indicate that using NAs/NaNs as 
the only ModConv issues was not stringent enough to achieve SimConv or good mean 
estimates.  

 
Table 4.3b 
 
Model 1 Estimates Conditioned on ModConv Issue with no Adjacent Models 

Note. Model 1 was a WFM with three estimated parameters, 𝛽, τ , and 𝜔 , and one 
cutpoint at 0.025; 𝜔  in Model 1 was associated with the 0.025 < p < 1 interval. All 
counts in the N Reps column are out possible 6,000,000 replications. † signifies that the 
simulation’s mean estimate did not stabilize to two decimal places. 

 
When I examined Table 4.3c, which contains Model 2 results, I noticed patterns 

similar to Table 4.3b that resulted from including the ModConv issue levels. As above, 
SimConv improved for the NAs/NaNs/Warn level compared to including estimates with 
warning messages, and the mean bias of most estimates decreased. The exceptions were 
the 𝜔 for the k = 15 cells at the NAs/NaNs/Warn level. First, the 𝜔  in the 𝜏 = 0.19 cell 
never achieved SimConv, and after a few hundred thousand replications, the mean 𝜔 =
0.58. The slight negative bias (compared to the true value of 0.60) could be due to the 
lack of SimConv. Second, the converged mean 𝜔 = 0.31 for the 𝜏 = 0.02 cell, which 
similarly dipped below the true value of 0.60. While all estimates in Model 2 improved, 

 ModConv Issue �̂�  𝛽 𝜔  N Reps 
Cell 1 Truth  0.02 0.20 0.60  

k = 30 NAs 0.02 0.20 2.28† 5,999,814 
 NAs/NaNs 0.02 0.20 1.59† 5,514,776 
 NAs/NaNs/Warn 0.02 0.20 0.76 5,406,037 
      

Cell 2 Truth  0.19 0.20 0.60  
k = 30 NAs 0.18 0.20 0.72 6,000,000 

 NAs/NaNs 0.18 0.20 0.72 5,999,337 
 NAs/NaNs/Warn 0.18 0.20 0.72 5,996,774 
      

Cell 3 Truth  0.02 0.20 0.60  
k = 15 NAs 0.02 0.21 261.40† 5,984,281 

 NAs/NaNs 0.02 0.21 148.41† 4,705,974  
 NAs/NaNs/Warn 0.02 0.20 0.61 2,959,687  
      

Cell 4 Truth  0.19 0.20 0.60  
k = 15 NAs 0.17 0.21 53.18† 5,998,945 

 NAs/NaNs 0.17 0.21 26.57† 5,959,293 
 NAs/NaNs/Warn 0.17 0.21 0.75 5,350,617 
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the final 𝜔  SimConv failure and negatively biased mean estimates suggested that the 
rules for ModConv issues might benefit from being revised. 

 
Table 4.3c 
 
Model 2 Estimates Conditioned on ModConv Issue with no Adjacent Models 

Note. Model 2 was a WFM with four estimated parameters, 𝛽, 𝜏 , 𝜔 , and ω , and two 
cutpoints at 0.005 and 0.025; 𝜔  in Model 2 was associated with the 0.005 < p < 0.025 
interval and 𝜔 , with the 0.025 < p < 1 interval. All counts in the N Reps column are out 
possible 6,000,000 replications. † signifies that the simulation’s mean estimate did not 
stabilize to two decimal places.  

 
Despite its faults, using results from the NAs/NaNs/Warn condition appeared to 

be a better rule for each ModConv issue than NAs/NaNs. However, some of the 
‘acceptable’ replications with no NAs, NaNs, or warnings, contained characteristics that 
might result in an individual analyst discarding the model. Researchers would usually 
discard results with 𝜔 at its lower bound, which is set at 0.01, or unreasonably large. A 𝜔 
in the hundreds is clearly too large since the corresponding interpretation is that 
publication in that interval is a hundred times more likely than the most significant 
interval of studies. There is not a specific magnitude of a 𝜔 automatically considered 
unreasonably large, but for the purposes of this example, I chose 5 to be too large.27 I 

 
27 If researchers’ published studies were five times more likely to survive censorship than an interval of 
studies with the most significant p-values, I would be very interested in knowing how they managed that 
and then how to apply that myself.  

 ModConv Issue �̂�  𝛽 𝜔  𝜔  N Reps 
Cell 1 Truth  0.02 0.20 1.00 0.60  

k = 30 NAs 0.02 0.21 323.98† 142.91† 5,999,037 
 NAs/NaNs 0.02 0.21 128.76† 59.42† 5,266,730 
 NAs/NaNs/Warn 0.02 0.21 1.11 0.60 1,818,928 
       

Cell 2 Truth  0.19 0.20 1.00 0.60  
k = 30 NAs 0.18 0.20 4.88† 2.37† 5,999,992 

 NAs/NaNs 0.18 0.20 2.68† 1.46† 5,865,951 
 NAs/NaNs/Warn 0.18 0.20 1.62 0.77 2,849,160 
       

Cell 3 Truth  0.02 0.20 1.00 0.60  
k = 15 NAs 0.02 0.21 2,892.33† 1,521.06† 5,973,052 

 NAs/NaNs 0.03 0.21 1,354.44† 750.68† 3,846,673  
 NAs/NaNs/Warn 0.02 0.20 1.16 0.31 44,681  
       

Cell 4 Truth  0.19 0.20 1.00 0.60  
k = 15 NAs 0.17 0.21 410.73† 227.02† 5,997,538 

 NAs/NaNs 0.17 0.21 199.69† 104.83† 5,022,979 
 NAs/NaNs/Warn 0.17 0.22 2.28 0.58† 234,097 
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recorded how many 𝜔 estimates hit the lower bound of 0.01 for each of the three 𝜔 
estimates within each cell (i.e., 𝜔  from Model 1, 𝜔  from Model 2, and 𝜔  from Model 
2) for a total of 12 𝜔 scenarios. About half of the scenarios did not have any 𝜔 = 0.01 
cases, and the ones that did ranged from 8 to 4,126 replications that included an 𝜔 
estimate at the lower bound of 0.01. Also, among the 12 scenarios,  𝜔 was larger than 5 
between 6 and 38,158 times. Because the most stringent NAs/NaNs/Warn issue level did 
not eliminate those instances that researchers would have discarded (i.e., a 𝜔 at a lower 
bound or one larger than 5) it may be necessary to including more detail to the ModConv 
criteria to help improve estimates.  

Conditioning Model Estimates Based on Removing Replications. To 
determine the impact of removing replications due to models adjacent to the model of 
interest, I analyzed each combination of ModConv issues over different amounts of 
adjacent models. To simplify the presentation, I included results from the 
NAs/NaNs/Warn level only combined with Model 0, Model 1, and Model 2 estimations 
in three tables. I used this level because it worked the best in the ModConv issue section 
and demonstrated the strongest effect in this section.   

In Table 4.4a, all Model 0 estimates displayed bias in almost all levels of 
including adjacent models; however, some bias was the result of model misspecification. 
To circumvent that issue, I compared each estimate with one or two adjacent models to 
the estimate without any adjacent models. In those cases, the mean 𝛽 bias consistently 
increased, and the mean �̂�  bias increased or decreased depending on the specific cell and 
models. The largest differences in estimate magnitude happened after including Model 2 
as an adjacent model, which resulted in Model 0 estimates based on between 2 and 5 
million fewer replications.  

Table 4.4b results exemplified the same issues with the Model 1 except to a lesser 
degree, likely because Model 1 is the data generating model. In that table, the mean bias 
of �̂�  and 𝛽 increased for cells with 𝜏 = 0.19 once I included Model 2 as an adjacent 
model. The mean 𝜔  bias also changed from a positive bias to a negative bias when 
Model 2 was an adjacent model.  

Table 4.4c, containing results from Model 2, contained estimates that shifted the 
least. That probably happened because I had removed the most problematic replications 
due to Model 2 and had to remove few replications from adjacent models (less than 
50,000) compared to Table 4.4a and 4.4b. The differences mainly occurred in the weight 
estimates of the k = 15 cells. In three instances, the mean 𝜔  had no longer achieved 
SimConv once Model 0 or Model 1 were adjacent to Model 2. Additionally, the mean 
bias of  𝜔  and 𝜔  increased for three estimates and two estimates, respectively.  
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Table 4.4a  
 
Model 0 Estimates with NA/NANs/Warn Issues in Adjacent Models Removed 

 

Note. Model 0 was a random-effects meta-analysis model with two parameters, 𝛽 and 𝜏 , 
and no cutpoints. All counts in the N Reps column are out possible 6,000,000 
replications.  

  

 Adjacent to Model 0 �̂�  𝛽 N Reps 
Cell 1 Truth  0.02 0.20  

k = 30 
 

None 0.02 0.24 5,686,273 
Model 1 0.03 0.24 5,327,424 
Model 2 0.03 0.27 1,782,707 

 Models 1 and 2 0.03 0.27 1,779,222 
     

Cell 2 Truth  0.19 0.20  
k = 30 None 0.19 0.29 5,999,836 

 Model 1 0.19 0.29 5,996,719 
 Model 2 0.19 0.31 2,849,110 
 Models 1 and 2 0.19 0.31 2,849,070 
     

Cell 3 Truth  0.02 0.20  
k = 15 None 0.03 0.24 5,113,911  

 Model 1 0.03 0.27 2,845,981  
 Model 2 0.03 0.36 41,873  
 Models 1 and 2 0.03 0.36 41,488  
     

Cell 4 Truth  0.19 0.20  
k = 15 None 0.18 0.29 5,981,344 

 Model 1 0.19 0.31 5,347,223 
 Model 2 0.16 0.43 233,610 
 Models 1 and 2 0.16 0.43 233,488 
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Table 4.4b  
 
Model 1 Estimates with NA/NANs/Warn Issues in Adjacent Models Removed 

Note. Model 1 was a WFM with three estimated parameters, 𝛽, 𝜏 , and 𝜔 , and one 
cutpoint at 0.025; 𝜔  in Model 1 was associated with the 0.025 < p < 1 interval. All 
counts in the N Reps column are out possible 6,000,000 replications. 

  

 Adjacent to Model 1 �̂�  𝛽 𝜔  N Reps 
Cell 1 Truth  0.02 0.20 0.60  

k = 30 None 0.02 0.20 0.76 5,406,037 
 Model 0 0.02 0.20 0.76 5,327,424 
 Model 2 0.02 0.20 0.50 1,808,816 
 Models 0 and 2 0.02 0.20 0.50 1,779,222 
      

Cell 2 Truth  0.19 0.20 0.60  
k = 30 None 0.18 0.20 0.72 5,996,774 

 Model 0 0.18 0.20 0.72 5,996,719 
 Model 2 0.16 0.17 0.49 2,849,110 
 Models 0 and 2 0.16 0.17 0.49 2,849,070 
      

Cell 3 Truth  0.02 0.20 0.60  
k = 15 None 0.02 0.20 0.61 2,959,687  

 Model 0 0.02 0.21 0.62 2,845,981  
 Model 2 0.02 0.20 0.21 43,903  
 Models 0 and 2 0.02 0.20 0.22 41,488  
      

Cell 4 Truth  0.19 0.20 0.60  
k = 15 None 0.17 0.21 0.75 5,350,617 

 Model 0 0.17 0.21 0.75 5,347,223 
 Model 2 0.14 0.14 0.23 233,916 
 Models 0 and 2 0.14 0.14 0.23 233,488 
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Table 4.4c  
 
Model 2 Estimates with NA/NANs/Warn Issues in Adjacent Models Removed 

Note. Model 2 was a WFM with four estimated parameters, 𝛽, τ , 𝜔 , and ω , and two 
cutpoints at 0.005 and 0.025; 𝜔  in Model 2 was associated with the 0.005 < p < 0.025 
interval and ω , with the 0.025 < p < 1 interval. All counts in the N Reps column are out 
possible 6,000,000 replications. † signifies that the simulation’s mean estimate did not 
stabilize to two decimal places. 

 
In summary, deleting replications based on adjacent models results in bias. It 

seems that the bias is worse when more replications fail ModConv in the adjacent model, 
and it is possible that estimates that would have achieved SimConv alone were no longer 
stable when I included adjacent models.   
 
Discussion 

It appeared that including ModConv variables provided new information. First, I 
looked at conditioning estimates on ModConv issue levels. Results showed that removing 
estimates based on NAs, NaNs, and warnings usually decreased the mean positive bias of 
weights. When I removed replications that printed warnings as ModConv failures, some 
conditional mean 𝜔s achieved SimConv that had not otherwise converged. In some cases, 

 Adjacent to Model 2 �̂�  𝛽 𝜔  𝜔  N Reps 
Cell 1 Truth  0.02 0.20 1.00 0.60  

k = 30 None 0.02 0.21 1.11 0.60 1,818,928 
 Model 0 0.02 0.21 1.11 0.61 1,782,707 
 Model 1 0.02 0.21 1.11 0.60 1,808,816 
 Models 0 and 1 0.02 0.21 1.11 0.61 1,779,222 
       

Cell 2 Truth  0.19 0.20 1.00 0.60  
k = 30 None 0.18 0.20 1.62 0.77 2,849,160 

 Model 0 0.18 0.20 1.62 0.77 2,849,110 
 Model 1 0.18 0.20 1.62 0.77 2,849,110 
 Models 0 and 1 0.18 0.20 1.62 0.77 2,849,070 
       

Cell 3 Truth  0.02 0.20 1.00 0.60  
k = 15 None 0.02 0.20 1.16 0.31 44,681  

 Model 0 0.02 0.20 1.19 0.32 41,873  
 Model 1 0.02 0.20 1.17 0.31 43,903  
 Models 0 and 1 0.02 0.20 1.19† 0.32 41,488  
       

Cell 4 Truth  0.19 0.20 1.00 0.60  
k = 15 None 0.17 0.22 2.28 0.58† 234,097 

 Model 0 0.17 0.22 2.28† 0.58† 233,610 
 Model 1 0.17 0.22 2.28 0.58† 233,916 

 Models 0 and 1 0.17 0.22 2.28† 0.58† 233,488 
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the mean positive bias of 𝜔 decreased, but 𝜔s became negatively biased in a few 
situations.  

Including the ModConv issue in the simulation also allowed me to consider the 
shortcomings of the most stringent ModConv definition and why it might need to be 
revised. After I removed all of the estimates that ‘failed ModConv,’ some inappropriate 
estimates remained. All cells produced at least one 𝜔 greater than 5, with the worst cell’s 
estimate having over 38,000 instances. It was also possible for estimates to bump up 
against the lower boundary for a 𝜔, which is 0.01. Depending on the cell and estimate, 
that occurred up to 4,126 times per estimate.  

Second, I examined mean estimates conditioned on adjacent models.  I observed 
an increase in bias in the 𝛽, �̂� , and 𝜔  estimates from Models 0 and 1 when I removed 
replications in a list-wise-deletion fashion. The message from this one is simpler: do not 
remove full replications of data at a time. It is a natural occurrence for some models to 
fail ModConv for some datasets. When researchers accidentally try to fill in those 
replications, for instance by throwing out those replications and simulating more in their 
place, the simulation suffers.  
 

Preliminary Analysis Modifications Example 
 
Researchers may look through the datasets collected for their research and find 

some contain odd data. They might correct an obvious data entry error, but often the 
source of the strange data points is speculative. Researchers may decide to remove those 
values for being too different (potentially for a sensitivity analysis). However, because 
they do not know the true distribution, analysts contemplating the removal of data points 
deemed ‘contaminated’ should consider the fact that statistical distributions contain 
extreme values by definition. Analysts use graphs, tests, and cutoffs to guide their 
decisions to modify the dataset before applying their models to it. In this section, I refer 
to the any analyses and changes made before applying models as preliminary analysis 
modifications. In addition to checking for outliers, a preliminary analysis may include 
checks for influential data points or broken assumptions. The following text and example 
focus on the influence of preliminary analysis modifications. 

Researchers who generate simulation data may also hypothesize how preliminary 
analysis modifications would impact their results. For them, the most realistic way to 
simulate that impact would be to include those modifications in the simulation. On the 
other hand, it would not be possible for researchers to individually assess and modify 
thousands or millions of datasets before running them through a model of interest. A 
realistic and practical compromise could be to automate the decisions and modifications 
made during the preliminary analysis based on a set of rules. Then, the simulation still 
contains standardization and individualization while using a more realistic amount of 
resources. In this section, I run a miniature simulation to demonstrate how setting up the 
outcome variables conditioned on data modifications (or lack thereof) during preliminary 
analysis provides additional insight.  
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Creating Blended Estimates due to Preliminary Analysis Modifications 
In the model selection example, I manually combine the relevant estimates into 

one blended estimate after the simulation. With preliminary analysis modifications, the 
blended estimates are calculated as part of the simulation. This is because the decision 
may result in a different modification for each dataset. Because each dataset going into 
the model is different, the estimations will be different too. Specifically, researchers 
would generate their data and examine them for a property of interest.  Then, they would 
modify the dataset based on what they determined about the interesting property before 
estimating a model. The advantage of incorporating this is to treat the data in a way that 
an analyst would, including eliminating (with reason!) or modifying that data before 
estimation.  
 
Preliminary Analysis Modifications Scenario Simulation 

I demonstrate the usefulness of incorporating preliminary analysis directly into 
the simulation of a model. To do this, I compare parameter estimates when (a) no 
contamination existed from other distributions, (b) when contamination existed but I do 
not include any preliminary analysis, and (c) I remove datapoints based on the 
preliminary analysis. Doing that has the advantage of seeing the difference in parameter 
estimates from choosing one path over another.  
 
Methods 

Preliminary analysis modifications may occur in any modeling situation. For this 
example, I chose a hierarchical linear model (HLM) as the context of my simulation, but 
many other contexts are also relevant to this section’s topic of preliminary analysis 
modification.  

Data often occur in clusters that result in individual data points violating the 
assumption of independence. When that occurs, researchers sometimes use HLMs to 
model those dependencies. HLMs may be much more complex than a simple linear 
model and may have more than two levels, but the equations below pertain to the HLM 
used in this simulation.  

An HLM with two levels and a predictor at the individual level could have an 
intercept and slope that varied for different clusters. At the individual level, each outcome 
score would be represented by 𝑌  with j indicating the cluster an individual belongs to 
and i symbolizing the specific individual in that cluster. A predictor at the individual 
level would be denoted 𝑋  with the same meanings of i and j. The individual level would 
be set up as 

𝑌 = 𝛼 + 𝛽 𝑋 + 𝜀  
with the individual level errors, 𝜀 , assumed to be distributed 𝑁(0 , 𝜎 ). Intercept and 
slope parameters for cluster j are represented by 𝛼  and 𝛽 , respectively. Both parameters 
are composed of an additional intercept parameter (as the mean parameter of all clusters) 
and the cluster level variability. Specifically, 

𝛼 = 𝛾 + 𝑢  and 𝛽 = 𝛾 + 𝑢  

where, 𝛾  and 𝛾 , are the mean parameters for all 𝛼  and all 𝛽 , respectively. Then, 
𝑢  is the effect on 𝛼  of being associated with cluster j, and 𝑢  is the effect on 𝛽  of 
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being associated with cluster j, then  
𝑢
𝑢  ~ 𝑀𝑉𝑁

0
0

 ,
𝜎 𝜎 𝜎 𝜌

𝜎 𝜎 𝜌 𝜎
 . If I 

combined the above equations into one, it would result in a condensed version: 𝑌 =

𝛾 + 𝛾 𝑋 + 𝑢 + 𝑢 𝑋 + 𝜀 .  

 
Manipulated variables. In this simulation, all of my manipulated variables were 

within-cell variables. Within a cell, I manipulated two levels of data contamination and 
three levels of the method for removing data points. Conventionally, data contamination 
would be a between-cell manipulated variable, but because my outcome variables are 
conditioned on parts of the simulation process (i.e., the estimate given no contamination 
versus estimate given contamination), the variable can be a within-cell manipulated 
variable. To generate extraneous data, I calculated the mean and standard deviation of all 
𝑌  values in that replication. Then, I took draws from a uniform distribution with 
boundaries of 0 and 1, multiplied them by three times the standard deviation, and added 
the mean. I added those to the 𝑌  values as contaminated data. Data without 
contamination was not manipulated after generation.  

I used three methods for removing data points: no method, a quantile method, and 
an adjusted quantile method. I did not take any action for the no method level. For the 
other two levels, I used the Doornik-Hansen's multivariate normality test (Doornik & 
Hansen, 2008) on each cluster j and marked the clusters that the test indicated did not 
appear to have multivariate normality. Then, depending on the level, I used the quantile 
or adjusted quantile method to determine which datapoints to remove. The quantile and 
adjusted quantile methods work by computing a robust Mahalanobis distance, computing 
the 97.5 quantile or adjusted quantile of the chi-square distribution, and flagging points 
with robust Mahalanobis distances larger than that quantile (Korkmaz, Goksuluk, & 
Zararsiz, 2014). The adjusted quantile method incorporates sample size and distance 
between the chi-square distribution function and the data when deciding the cutoff line 
(Filzmoser, Garrett, & Reimann, 2005). It has the advantage of considering extreme 
values as part of the data if they follow the distribution.  

Outcome variables. In this simulation, I calculated the mean parameter estimates 
for 𝛾 , 𝛾 , 𝜌, the standard deviation of 𝑢 , the standard deviation of 𝑢 , and the 
standard deviation of 𝜀 . All of those estimates were conditioned on one of four 
scenarios: (a) no contamination or testing, (b) contamination without testing, (c) 
contamination, testing, and removal via the quantile method, or (d) contamination, 
testing, and removal via the adjusted quantile method.  

Simulation process. In this simulation, I used a two-level HLM with a varying 
intercept and varying slope. I included one predictor variable at the individual level. 
Specifically, I set 𝛾 = 5, 𝛾 = 1, 𝜌 = 0.50, the standard deviation of 𝑢  to 2, the 
correlation the standard deviation of 𝑢  to 1, and the standard deviation of 𝜀  to 2.  

I used the mvtnorm R package (Genz et al., 2019; version 1.0.11) to simulate 25 
clusters of data from a multivariate normal distribution, then generated 50 normally 
distributed outcomes and 50 level-1 predictor variables per cluster. In total, I produced 
25 × 50 = 1,250 cases for each replication. After generating all datasets, I replaced 125 
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cases with outliers created using the process described above. Then, I ran each cluster 
through the Doornik-Hansen's test for multivariate normality; if the test was significant, I 
used one of two methods (either the quantile method or the adjusted quantile method) to 
determine which data points I should discard. I performed test for normality, quantile 
method, and adjusted quantile method through the MVN package (Korkmaz et al., 2014; 
version 5.8). I used the same post-contamination input dataset for both quantile methods.  

I estimated the HLM that corresponded to the data generating model four times 
through the simulation process: immediately after generating the data, after introducing 
extraneous data points, after removing data points based on the quantile method, and after 
removing data points based on the adjusted quantile method. Although there were two 
paths for the simulation to follow to determine a cutoff value – either the quantile method 
or adjusted quantile method – I tested each cluster for multivariate normality with the 
same test. Figure 4.5 depicts the path data took through the simulation and when I applied 
the model to the dataset for each replication. I generated all estimates through the lme4 R 
package (Bates, Mächler, Bolker, & Walker, 2015; version 1.1.21).   

 
 

 
Figure 4.5. Flow of the data through the simulation process used in the example for when 
estimates were conditioned on preliminary analysis decisions. 
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Results 
In the simulation, some models did not achieve ModConv; depending on the 

condition of the data, the model converged between 90.6% and 92.0% of the time. In the 
previous section, I discussed issues with ModConv. I did not apply those conditional 
estimation methods here because I did not explore different definitions of convergence or 
replace models when ModConv failure occurred.  

I assessed SimConv for all mean estimates to two decimal places by using 
rounded cumulative means. Specifically, I considered each estimate had stabilized once 
the rounded mean remained the same for the last half of the rounded cumulative means. I 
used the constant method (see Chapter 3) to move the mean estimate away from a 
rounding boundary for the of the standard deviation of 𝑢  in two conditions. All 
estimates reached SimConv to two decimal places after 40,500 replications.  

I compiled the mean estimates of the parameters and standard deviations into 
Table 4.5. The results showed that in this particular scenario, the quantile method worked 
better than the adjusted quantile method to reduce bias. For example, when conditioned 
on extraneous data alone, the mean 𝛾 = 5.97 (compared to the true value of 5). The 
quantile method resulted in a mean estimate of 5.12 – much closer to 5, but the mean 
estimate was 5.18 for the adjusted quantile method. The mean estimate from the standard 
deviation of 𝜀  presented a similar pattern of less bias with the quantile method. The 
impact of the conditions on the other mean estimates was minimal.  
 
Table 4.5 
 
HLM Results 
 Mean Estimate  Mean Estimate of SD  
 𝛾  𝛾  𝜌  𝑢  𝑢  𝜀  N Reps 

Truth 5.00 1.00 0.50  2.00 1.00 2.00  
No Extraneous Data 5.00 1.00 0.49  1.97 0.99 2.00 36,703 
Extraneous Data 5.97 1.00 0.50  1.98 0.98 3.63 37,233 
Quantile Method 5.12 1.00 0.48  1.97 1.01 2.09 37,058 
Adj. Quantile Method 5.18 1.00 0.48  1.97 1.00 2.25 37,256 

Note. SD = standard deviation. Before ModConv failure, all estimates would have 
consisted of 40,500 replications total.  
 
Discussion 
 

When analysts delve into a dataset, questions naturally arise about which 
modifications may be appropriate. It is not possible for simulation researchers to 
incorporate decisions for all dataset variations individually. However, they are able to 
model decisions mimicking how analysts of individual datasets handle data 
manipulations that occur during a preliminary analysis. Then, researchers can generalize 
the results to understand how those decisions impact the simulation outcomes in the long 
run, so that they can take action in an informed, evidence-based manner.  
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One limitation is that this is still an automated simulation. Graphs require a 
human to decide if a Q-Q plot or residuals plot suggest assumption violations. 
Researchers may be able to partially circumvent the issue by measuring features of the 
graph and converting them into something numeric. For instance, researchers might 
assess the linearity of a Q-Q plot. Another option could be to compile Q-Q plot features 
from known datasets of the same sample size (for example, the most extreme distance a 
datapoint is from the Q-Q line) and compare the feature from that an individual plot to 
the descriptive statistics of the complied collection. For a residuals plot, researchers could 
calculate the variance ratios for different quartiles of the x-axis. Changing the method 
risks changing the result for some outcomes. Each possible numerical operationalization 
of a graphical analysis provides insight into the effect of using that graphical analysis 
only to the extent that the operationalization captures the processes researchers use when 
observing the graphics. If the substituted numerical process is too different, the 
simulation results could not be generalized to real data analysis scenarios.  
 

Overall Discussion 
 

Researchers make many decisions when setting up and running an analysis of an 
individual data set. To represent that process, simulation researchers should consider 
including some of those decisions into their simulations. In the first example, I illustrated 
how mean estimates and RMSEs react under one of three post-analysis model selection 
decisions. There are many other decisions researchers could include in their simulations 
to determine the adjustments to the bias and RMSEs of their estimates. In the second 
example, I considered a way to determine the difference in outcomes conditioned on how 
I treated ModConv. That example simulation demonstrated a method of comparing 
definitions of what it means to achieve ModConv. Researchers could use that method to 
recommend what indicators of poor ModConv to be wary of or to assess the outcomes 
based on the choices that analysts make when they diverge from the ideal. In the third 
section, I constructed an example simulation to understand how the outcome measures 
changed based on actions taken during the preliminary analysis. By estimating the same 
model after manipulating the data at different steps, I determined which of two methods 
to handle outliers resulted in the least bias. Researchers could generalize that method to 
any manipulations that would take place during the preliminary analysis.   
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Chapter 5 

 
Continuous Simulation Convergence Challenges 

 
Many researchers routinely work with variables that are continuous. To reflect 

this reality, manipulated variables in simulations are also frequently continuous. 
However, simulations rarely keep those manipulated variables continuous. Instead, 
researchers tend to choose a set of discrete values and simulate data at those values. 
Analysts have repeatedly warned of the consequences of discretizing continuous 
variables (Royston, Altman, & Sauerbrei, 2006). Although some arguments do not apply 
to simulation research (e.g., simulations should not apply inference to meta-models, so 
diminished power should not be an issue), other disadvantages do apply. One main 
argument is that using discrete values may introduce misleading granularities in the 
results. Just as researchers with substantive interests should acknowledge the 
disadvantages of discretization, simulation researchers should be careful about the 
interpolation of results between discrete levels of a continuous variable.  

A potential solution to this is to use continuous variables in our simulations. A 
few papers in Psychological Methods (Bonett & Price, 2015; Chiusole, Stefanutti, 
Anselmi, & Robusto, 2015; Moscoso del Prado Martín, 2013) have made one of their 
manipulated variables continuous. Using a continuous variable could be useful if the 
relationship between variables is non-linear, such as the v parameter in Choe, Kern, & 
Chang (2018) or the correlation, r ,and Fisher’s z in Pustejovsky (2014). If either study 
had used too few factor levels, a misleading pattern might have emerged in their results. 
For example, a researcher might want to determine the bias of a parameter estimate 
across a range of sample sizes, but use only two values of sample size. The relationship 
between these two points must be linear, even if the true bias varies across sample size 
with a curvilinear pattern.  

Originally, I proposed to explore how researchers might assess results for 
convergence, how continuous results compare to discretized results, and what might be 
gained by using continuous manipulated variables. Unfortunately, the difficulties of 
properly incorporating a continuous manipulated variable in a simulation outweighed the 
advantages. Instead, this chapter details why I think using continuous manipulated 
variables is currently not a viable option. First, I discuss the challenges of simulation 
convergence for continuous manipulated variables and why the methods from Chapter 3 
cannot aid assessment in the same way. Second, I demonstrate a method that appears to 
work successfully for the assessment of simulation convergence. Third, I compare the use 
of a continuous manipulated variable with the discrete factor levels in nonlinear 
examples. 
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Simulation Convergence Via Meta-Modeling 

 
In Chapter 3, I discussed the idea that researchers using statistical simulations 

should determine the desired precision of each outcome variable and should assess 
whether those values attain that degree of precision. When I investigated the simulation 
convergence of a continuous, manipulated variable, I encountered challenges. In this 
section, I describe in detail the issues that arose while trying to implement simulation 
convergence methods based on those in Chapter 3 without any aid from a meta-model.  

I presented two main methods in Chapter 3 to assess convergence of an outcome 
measure from a cell: calculation based on Equation 2 (i.e., 𝑁 = (𝜎 𝜎⁄ ) ) and 
stabilization of a rounded cumulative mean. Both methods were iterative so that if 
estimates had yet to converge, I included more replications and repeated the process until 
I achieved simulation convergence for all estimates of interest. When faced with a 
continuous manipulated variable, neither method seems completely suitable.  

To estimate replications in a continuous “pseudo-cell” with Equation 2, 
researchers might discretize the manipulated variable into intervals, estimate the average 
standard deviation of each interval, and add to the interval’s replications accordingly. 
However, that would result in the number of replications for stability at one value of the 
manipulated variable. That number might be multiplied by a number of values in the 
interval, but since there are infinite values that the manipulated variable could take on, an 
analyst would need an infinite number of replications to stabilize the interval. 
Furthermore, discretizing the manipulated variable into intervals partially defeats the 
purpose of using a continuous variable in the first place.  

The rounded cumulative mean plot is similarly unsuitable for determining the 
stability of a continuous variable because it relies on the estimate as a point (as opposed 
to a line or curve). At best, given an interval of estimates, I would be able to observe and 
assess the stability of the average conditional mean of the whole interval. If the true 
conditional mean of all points in that interval rounds to the same value, the average 
conditional mean would be a good representation for the interval. However, if the true 
conditional means round to different values across the interval (for instance, if means are 
low at one end of the interval and high at the other extreme) the average conditional mean 
may not be a good description of the interval. Making the intervals too wide could result 
in averaging over interesting characteristics. The alternative of making them more narrow 
means that each interval would require more replications to stabilize. If intervals are too 
narrow, the results from them would not be practically different from the usual 
convention of specifying individual points from a manipulated variable.  

In addition, I implemented a different option for assessing convergence that did 
not require a model but was problematic. That method centered on the idea that taking the 
mean of the outcome variable estimates across the continuum of the manipulated 
variable. I compared the mean from all current replications to the mean from all 
replications before I added the most recent one. If the difference between the means was 
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small enough, I considered the continuous variable to be converged. Still, I was unable to 
determine to what degree the mean at a chosen value of the manipulated variable had 
converged. For instance, if I selected a tolerance of 0.0001, I would not know if all means 
would be stable to that tolerance or even a less stringent one of 0.01. Because of that 
ambiguity, I do not use that method in the following examples.  
 

Continuous Variable Examples 
 

An alternative method may be to apply a meta-model to the estimates and check 
the stability of the its parameter estimates. To try that, I set up an example with a meta-
analysis dataset based on the one from Chapter 3. Recall, I used two between-cell 
manipulated variables (sample size, k, and heterogeneity, 𝜏 ) both of which are 
continuous variables, and I decided to manipulate 𝜏  as a continuous variable. I included 
the sample sizes k = 50 and k = 100 in the simulation, but results in this section on 
convergence include only the k = 50 case. As in previous chapters, I used 𝐼  to choose 
which 𝜏  to include because it is important to consider the ratio of between-study and 
within-study variability.28 Instead of fixing the continuous, manipulated variable to be a 
constant value for each cell, I coded the simulation to generate a new value for each 
replication of each continuous pseudo-cell. For this simulation, I chose a range of 𝐼  
values from 10% to 90% drawn from a uniform distribution to include most values while 
avoiding problematic behavior associated with estimation at 0% and to keep the range 
symmetric around 50%. Those 𝐼  values corresponded to 𝜏 = 0.0069 and 𝜏 = 0.56, 
respectively. It might be easier and more practical to use 𝜏  (instead of 𝐼 ) as the 
continuous manipulated variable. Nevertheless, I use 𝐼  to illustrate a nonlinear 
relationship and because research questions could arise that focus on changes in 𝐼  
instead of changes in heterogeneity.  

Use of the continuous variable resulted in two pseudo-cells in the simulation (one 
for each sample size, k). I decided to limit my outcome measures from the pool in 
Chapter 3 to the means of 𝛽 and  �̂� . I generated an initial 1,000 replications but did not 
include one replication because the model did not converge for that dataset, which left me 
with 999 sets of estimates. Then, I plotted the estimates against the continuous 
manipulated variable, starting with �̂�  in Figure 5.1. Now that I have many parameter 
estimates, do they give a stable picture of the mean values conditional on 𝜏 ? Could 999 
replications be a reasonable number to reach stability or even be overkill?  

 

 
28 Specifically, I set the levels of 𝜏  based on 𝐼  percentages, where 𝐼 = 𝜏 /(𝜏 + 𝑣) × 100%. 𝐼  is not a 
measure of heterogeneity, and it is usually impossible to determine the original �̂�  based on reported 
information about 𝐼 . At the same time, the proportion of the heterogeneity measure to the sampling 
variance, which is quantified by 𝐼 , impacts the model’s estimation. Because this is a simulation, I control 
the 𝜏  and 𝑣 components. Thus, 𝐼  can be an appropriate guide when setting up the levels of heterogeneity 
since any differences in 𝐼  result from the ratio of those two pieces.  
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Figure 5.1. Estimate of the variance components,  �̂� , from the continuous manipulated 
variable, 𝜏 . The graph was based on 1,000 replications and contains 999 data points 
because one replication failed to attain model convergence.  
 

I applied a simple linear regression as a meta-model to the 999 points of data in 
Figure 5.1 with the true 𝜏  predicting the �̂� , which resulted in an intercept, 𝛾 = 0.0018, 
and a slope, 𝛾 = 1.02. To determine if those values were stable or not, I estimated 𝛾  
and 𝛾 for a regression based on the first six data points, then another based on the first 
seven data points, another from eight data points, and continued until I included all 999 
data points.29 After that, I assessed the stability of the parameter estimates by using those 
999 pairs of 𝛾  and 𝛾 .  

Between the two previously highlighted methods, the rounded cumulative mean 
seemed to be a viable method but Equation 2 did not. Each intercept or slope estimate 
was based on information almost identical to the previous replication, with the exception 
of one datapoint added representing that replication’s outcome variable of interest. The 
repeated information results in smaller standard deviations as each regression contained 
more data, which lead to smaller 𝑁  as more replications contribute to the standard 
deviation. That same issue occurred in Chapter 3 when I tried to determine if estimates of 
RMSE had achieved simulation convergence, and Figure 3.8 depicts the asymptote of 
𝑁  to infinity due to the increasingly smaller standard deviations in RMSE estimates.  

Instead of Equation 2, I used rounded cumulative means and rounded cumulative 
mean plots to assess stability. Specifically, I considered that simulation convergence had 

 
29 I have used 𝛽 to represent the meta-analytic mean through multiple chapters. To better distinguish 
notation, I use 𝛾  and 𝛾  to represent the intercept and slope parameters, respectively, of meta-model 
regressions in this chapter.  



106 

 

been achieved if the last half of rounded cumulative means stayed at the same value when 
rounded to two decimal places. The 𝛾  failed to stabilize when I estimated it from 999 
replications but did so after I repeated the process with 1,999 replications (after a run of 
2,000). After iteratively checking convergence and increasing the number of replications, 
I determined that 𝛾  converged after 39,922 replications (from 40,000). Figure 5.2 depicts 
the meta-model regression line superimposed on the �̂�  data points with 𝛾 = 0.00 and 
𝛾 = 1.00. In addition to using the regression estimates for convergence, they can help 
with model prediction themselves. For instance, for a true 𝜏 = 0.1, the conditional mean 
of �̂� = 0.1, and for a true 𝜏 = 0.3, the conditional mean of �̂� = 0.3.  

 

 

Figure 5.2. Estimate of the variance component, �̂� , from a continuous manipulated 
variable, 𝜏 , with more replications. The graph was based on 40,000 replications and 
contains, 39,922 data points because 78 replications failed to attain model convergence.  
 

To determine if 𝛽 has achieved simulation convergence as well, I used a second 
meta-model with 𝜏  as the predictor. I repeated the process of estimating linear models 
after adding each replication, checking rounded cumulative mean plots for stability, and 
adding more replications when the initial amount (40,000 in this case) did not result in 
simulation convergence for both 𝛾  and 𝛾 . Once I used 69,864 converged replications 
(from 70,000), the intercept and slope achieved simulation convergence with 𝛾 = 0.20 
and 𝛾 = 0.00 (see Figure 5.3). As with �̂� , I can calculate the conditional mean of 𝛽 at 
any point on the line within the range of simulated 𝜏  values. In this case, the slope is 0, 
resulting in a flat line; hence, the conditional mean of 𝛽 = 0.2 for a true 𝜏 = 0.1, 𝜏 =

0.3, or any other valid 𝜏  value.  
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Figure 5.3. Estimate of meta-analytic mean,  𝛽, from a continuous manipulated variable, 
𝜏 . The graph was based on 70,000 replications and contains 69,864 data points because 
136 replications failed to attain model convergence. 

 
For researchers to be able to use the meta-model estimates to assess simulation 

convergence, the meta-model has to be appropriate for the data. However, there are many 
instances when a simple linear model is unsuitable. Although 𝐼  has not been the 
manipulated variable of interest, I mentioned earlier that it could be. If I suppose 𝐼  is of 

interest, I could set up �̂�  as the outcome variable and 𝐼  as the predictor in Figure 5.4. 
Because those variables do not have a linear relationship, it would not be appropriate to 
try to assess convergence with a linear regression. In response, I estimate two meta-
model regressions with quadratic and cubic polynomial terms, respectively, and included 
them in Figure 5.4. It is easy to dismiss the quadratic regression due to multiple instances 
of the curve not following the general path of the data, including near 𝐼 = 0.10 when the 
conditional means were larger than most of the data points.  

The cubic model appears to follow the data better, but it is unclear if it should be 
considered a useful meta-model, especially with the poor behavior near 𝐼 = 0.10. 
Specifically, the conditional means closest to 𝐼 = 0.10 are smaller than all of the 
variance component estimates near 𝐼 = 0.10. To get an impression about whether the 
cubic meta-model is appropriate or not, I order the data points from lowest to highest 𝐼  
value before separating them into equal-sized groups and taking the mean of each group. 
Out of the 69,864 estimates, that results in 71 means made up of 984 points in each 
group, which I include as grey points to Figure 5.4. Once I add those points, the cubic 
meta-model also does not appear to fit the nonlinear data. So, if I base simulation 
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convergence on stabilizing model parameters, I would not be able to determine whether 
the outcome from the continuous variable had converged until I find a better fitting 
model.  

 
Figure 5.4. Estimate of the variance component,  �̂� , from a continuous manipulated 
variable, 𝐼 . The graph was based on 70,000 replications and contains 69,864 black data 
points because 136 replications failed to attain model convergence. Each gray dot 
represents the mean of every 984 data points (because 69,864 divides evenly into 71 
groups). The dashed line represents the quadratic regression curve, and the solid line 
represents the cubic regression curve. 
 

When meta-models appear to fit their dataset, researchers may want to ensure that 
they are using an efficient number of replications. In Chapter 3, cells tended to require 
more replications for smaller sample sizes. In the analogous pseudo-cells, meta-model 
parameters may stabilize more easily if the continuous manipulated variable is spread 
across the range evenly. Generating values from a uniform distribution (as I do with 𝐼  
values between 0.1 and 0.9), circumvents that issue, but if the manipulated variable is 
transformed (for instance, to 𝜏 ) the variable may no longer have an equal spread. In fact, 
a histogram of the corresponding 𝜏  values depicts positive skew (see the top of Figure 
5.5). It is possible that generating 𝐼  values with a negative skew may result in a more 
uniform pattern that may require fewer replications. It would be more straightforward to 
generate 𝜏  directly from a uniform distribution, but for the sake of illustration, I tried to 
implement this idea by generating 𝐼  values from the beta distribution, Beta(2,5) × 0.9. 
Although 𝐼 ~Beta(2,5) × 0.9 are negatively skewed, the more-uniform pattern of 𝜏  still 
has a positive skew, even if not as much of one (see the bottom of Figure 5.5). Due to 
scaling the beta distribution by 0.9, values produced from the distribution ranged from 
0.09 to 0.90.  
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Figure 5.5. Histograms of 𝜏  with 𝐼  values from a normal or negatively skewed 
distribution.  
 

To compare the difference in generating distributions, I reran the above 
simulation, starting with 1,000 replications. Whenever the rounded cumulative mean plot 
did not indicate simulation convergence (i.e., when the cumulative mean rounded to two 
decimal places was not identical in the last half of the plot), I increased the number of 
replications according to the proportion of identical rounded cumulative means in the last 
part of the plot. After 9,999 replications, the �̂�  converged when I used 𝜏  as the 
manipulated continuous variable, and after 11,999 replications, the 𝛽 converged when 
predicted by the 𝜏  variable. Needing 11,999 replications (when 𝐼  is distributed with 
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negative skew) instead of the 69,864 replications (when 𝐼  is distributed uniformly) for 
simulation convergence has the potential to save time and computational resources if 
researchers cannot otherwise avoid transforming an important manipulated continuous 
variable. Both linear meta-models converged to the same parameter estimates as the ones 
generated based on a 𝐼 ~Unif(0.1,0.9).  

There is a risk that changing the distribution to aid in simulation convergence may 
change the resulting converged estimates. Just because the model converged to the same 
intercept and slope in this case, that does not necessarily imply that it would in all 
situations. It is possible one of the model estimates stabilized prematurely and would 
oscillate after more replications. However, meta-model estimate convergence also 
implies that the estimates of model parameters would not stabilize at a different value 
given more replications. From that view, stability of the model would persist across 
datasets. Data point clusters would still change. For example, graphs in Figure 5.3 and 
Figure 5.6 both depict 𝛽 with respect to the 𝜏  manipulated variable, but the latter 
presents more of a rounded, oval pattern while the former has longer, more linear shape.  
 

Continuous Variable Examples 
 

If convergence from a continuous variable is such a difficult aspect to pin down, 
is it worth it to use continuous variables? In this section, I compare results from 
manipulated variables as either cells or a continuous pseudo-cell.  

Based on the meta-analysis example from the previous section, some scenarios 
with continuous variables are more informative than conventional ones. Namely, figures 
of continuous variables so far have best depicted the variability of estimates and include 
all values of the manipulated variable. Conventionally, the results would include only 
mean estimates (or a function of them, such as bias or relative bias) at specific levels of 
the manipulated variable and hopefully RMSE. In Figure 5.7, I included the two levels of 
study sample size, k, superimposed on one another. If the generating distribution of the 
continuous manipulated variable mirrors reality, then it could be interesting to assess the 
distribution of the estimates. However, if the continuous distribution is arbitrary or 
chosen to aid in convergence, then that feature is less useful.  
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Figure 5.6. Estimates of the variance component (top) and meta-analytic mean (bottom) 
from a continuous manipulated variable, 𝜏 . Graphs were based on 12,000 replications 
and contain 11,999 data points each because one replication failed to attain model 
convergence.   
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Figure 5.7. Estimates of the k = 50 and k = 100 pseudo-cells of variance component (top) 
and meta-analytic mean (bottom) estimates from a continuous manipulated variable, 𝜏 . 
Estimates from k = 50 are represented by filled, black dots and estimates from k = 100 by 
unfilled, gray dots.  
 

Furthermore, using a continuous variable does not necessarily save on simulation 
time. In this situation, each replication takes approximately the same amount of time 
whether it comes from a single level or continuous distribution so I can compare 
replications instead of time directly. I used nine discrete levels of 𝜏  based on 𝐼  values 
from .1 to .9 in increments of 0.1. In total, the nine levels required about 12,000 
replications to converge to two decimal places. I would need more if I was worried about 
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missing features, but because of the linear pattern, it seems that fewer levels would also 
be sufficient. The initial continuous manipulated 𝜏  from a uniform distribution required 
about 70,000 replications, and the subsequent 𝜏  from a beta distribution required around 
12,000. Although the differences in replications could indicate that the discrete levels are 
better than using the uniform continuous distribution and roughly the same as using the 
beta distribution, the better choice would ultimately depend on how many discrete levels 
researchers chose. Specifically, using discrete levels would be more efficient than 
continuous when based on fewer than six levels, which is the when the discrete 
simulation cells require more replications than the one continuous pseudo-cell. In a 
similar comparison, it would take roughly forty discrete levels for the continuous, 
uniform distribution to be less useful than discrete cells.  

With the exception of using 𝐼  as a continuous manipulated variable, the outcome 
estimates so far have had linear relationships. The best situations for continuous 
manipulated variables to shine is when relationships are non-linear. To assess that 
situation, I simulated data based on simulations from Pustejovsky (2014). His research 
detailed how the proper methods for transforming a standardized mean difference, 𝑑, into 
a correlation, 𝑟, or Fisher’s z, changed based the design of the study the mean difference 
came from. He used the simulation to understand the behaviors of the design dependent 
transformations in realistic sample sizes. Depending on the study design, a mean 
difference effect size may require any of several different formulas for the 
transformation, and the resulting estimates, bias, or variability may not have a linear 
relationship with the manipulated variable, 𝜌. I chose to replicate cells that had non-linear 
relationships to 𝜌, the manipulated variable.30  

I chose to use 96 levels of 𝜌 as the manipulated variable to match the original 
research simulation. Figure 5.8 depicts the 96 cell means in a parabola, which took 
approximately 6.5 million replications across all cells based on using rounded cumulative 
means. In addition to using discrete values, I modified the cells into a pseudo-cell with 
100,000 𝜌 values generated across the same range, as seen in Figure 5.9. To assess 
whether that was enough replications for convergence, I estimated three models: linear, 
quadratic, and cubic. Then, I included grouped means as a guide to compare fit. The 
linear model did not appear to fit, which I expected based on the parabola in Figure 5.8, 
but the quadratic model resulted in a concave down shape, the opposite of the concave up 
pattern that the means create. Once I included a cubic term, the model seemed to match 
the means. Then, I tried to assess the pseudo-cell for convergence based on the cubic 
model. After approximately a million replications, the cubic term had yet to achieve 
simulation convergence to a stable value.  

 
30 Specifically, that researcher simulated transformations when the original effect size came from a 
“controlled experiment” (randomly assigning each subject to a treatment or control group) though the type 
of design does not factor into the current example.  
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Figure 5.8. Bias of the correlation estimate after each of the 96 cells achieved simulation 
convergence. I used d to represent the standardized mean difference in this figure.  
 

 

 
Figure 5.9. Estimated correlation bias for a range of 𝜌 values between 0 and 0.95.  
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Discussion 
 

Overall, investigating continuous manipulated variables proved disappointing. 
Defining convergence was less ideal due to being model dependent. The computational 
burden for assessing convergence in that manner increased more rapidly than 
convergence with discrete levels. When relationships were linear, there was not much 
need for the continuous variable in place of a few levels, resulting in a discrete 
manipulated variable taking less time. When relationships were nonlinear, there was 
more reason to use a continuous manipulated variable, but that required getting a meta-
model’s parameters to converge, something that became more difficult for complex 
patterns.  

The main useful quality from using continuous manipulated variables was that 
plotting the estimates – instead of the mean estimates only – could give researchers a 
better picture of the estimate’s variability, especially when the variability is a more 
salient feature than the any bias. Because of that insight, I think continuous manipulated 
variables could be useful during pilot testing a simulation. During pilot testing, 
convergence is not yet an issue, but determining the rough features of the output could 
guide the location researchers decide on for discrete levels and how many levels it might 
take to capture the pattern of results in an accurate way.  
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Chapter 6 

 
Since 1946, it has become easier to use Monte Carlo methods due to advances in 

computing power. Subsequently, simulation researchers are able to run each model more 
quickly than ever. That increase in computing power gives researchers the ability to get 
precise estimates in practical amounts of time that were out of reach even a few decades 
ago. For simulations of many simple statistical models, it means that researchers should 
not skimp on replications and settle for less than adequate precision of any results. 
Simulation researchers who estimate more difficult statistical models, such as complex 
latent or Bayesian models, may not have fast enough computing to include both precise 
estimates and all conditions of interest. Those researchers must strike a balance between 
presenting precise results as well as enough conditions for the results to be externally 
valid. 

Precision and external validity are often at odds with each other because the most 
straightforward way to improve precision is to add more replications. Skrondal (2000) 
argues that any replications resulting in “excessive precision” instead should be used to 
include more conditions that increase external validity. Although I think external validity 
is important and using too many replications is wasteful, I believe the simulation 
convergence examples in Chapter 3 illustrate that the bar for adequate precision is higher 
than expected. Some researchers seem to base how many replications they use on rules of 
thumb and seem to need more to achieve stable results, especially for transformed 
outcome measures like relative bias. Ultimately, simulation researchers should determine 
the degree of compromise between precision and external validity based on their specific 
field and the computing resources available to them.  

Other approaches exist to aid simulation researchers in balancing precision and 
external validity. Utilizing a variance reduction technique may decrease the number of 
replications necessary to achieve simulation convergence in an appropriate way; for 
example, Skrondal (2000) highlights the use of common random numbers. Robert and 
Casella (2010) also illustrate techniques in R to assess and reach stability more efficiently 
based on minimizing the variance. Demonstrations of decision-making simulations in 
Chapter 4 illustrate ways to increase external validity and make results more useful to 
analysts working with applied datasets. When a simulation includes results conditioned 
on common data analysis practices, the simulation gives a better answer about real 
analyses. Analysts do not need to weigh how much including one condition deflates the 
bias that another might inflate. For instance, including a model selection component to a 
simulation might increase estimate bias if some models are more biased than others. The 
conditional estimate blended from all models would include some better and some worse 
model selections as opposed to mean estimates conditioned on always selecting the same 
model. Then, preliminary analyses incorporated into the simulation might influence the 
bias again. It could improve the bias if the analysis results in less contaminated data or 
better model selection, but the preliminary analyses could also lead to more bias, for 
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instance, if those analyses accidentally remove uncontaminated data or result in worse 
model selection decisions. Researchers could then determine if the process has a net 
effect of improving the bias compared to other potential analysis decisions.   

Additionally, the continuous variables in Chapter 5 might give researchers insight 
into the external validity by, for example, illustrating the general shape and trajectory of 
outcome variables during a pilot study. In contrast, using inferential analysis of meta-
models would not be a suitable way to compensate for generating fewer replications. As 
seen early in Chapter 3, using meta-models would result in an inflated Type I error rate in 
the presence of heterogeneity of variance – a common occurrence due to the pervasive 
inclusion of sample size as a manipulated condition.  
 

Practical Advice and Future Directions 
 

When researchers approach convergence analysis in practice, researchers should 
determine their desired precision and which outcome measures to report since the number 
of replications may vary for different outcome variables or their transformations. If 
researchers have implemented variance reduction techniques and estimates have yet to 
achieve simulation convergence, researchers must weigh their external validity against 
their precision to determine which is more appropriate to cut back. It may help to 
determine how precise an estimate needs to be – even if it is less precise than desired or 
recommended by a journal. As part of that, researchers may want to use fractional 
rounding to determine stability more flexibly than to the nearest digit or decimal place. 
For example, I ensured that the AIC and BIC stabilized to the nearest whole number in 
Chapter 3, but if a difference of 2 units is considered inconsequential, a researcher could 
consider rounding to that precision. If that is not possible, researchers should at least 
report the precision of the estimates that was achieved, either with empirical standard 
errors or rounded cumulative mean plots.  

I would advise simulation researchers to consider what decisions analysts make 
when using the model that the simulation is focusing on. In general, simulation 
researchers should acknowledge what each simulation estimate is conditioned on (e.g., 
pointing out an estimate is conditioned on always using the corresponding model). 
Specifically, researchers might compare model selection practices associated with that 
model or field. Researchers who construct their own software packages for newly 
developed models may include convergence decisions in their simulations to gain 
knowledge about what types of warnings might be appropriate for their models.   
Additionally, researchers should incorporate the full process of a preliminary analysis to 
compare the estimates from the different sets of decisions. In my Chapter 4 example, 
readers gained information about the parameter estimates of interest because I included 
the decision-making component instead of stopping after I knew the rejection rates of the 
preliminary hypothesis test. Decision-making simulations also appear to be a good tool to 
demonstrate what NOT to do. For example, an annoyingly persistent myth in meta-
analysis is to use a test for heterogeneity to determine whether to use a fixed-effect model 
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or random-effects model. A simulation that follows the decision-making behind that myth 
could detail the results of following that error.  

In Chapter 5, I tried to assess the simulation convergence of continuous 
manipulated variables by implementing a meta-model and determining if the meta-
model’s parameter estimates had stabilized. Based on my examples, that method was 
impractical when applied to patterns of nonlinear data since the results from numerous 
levels in fine grid converged more quickly and provided a similar result. Although it may 
not be feasible to use continuous variables when meta-model convergence of them seems 
impractical, researchers could consider using them in other ways. Continuous 
manipulated variables could be useful in pilot studies to help determine the values of 
levels researchers will use. Then, instead of using a fine grid of dozens of levels, 
researchers should use more levels to capture the curve in the relationship and fewer for 
parts of the relationship that appear linear. In a similar way, researchers could generate 
outcomes from continuous manipulated variables to support interpolation between levels 
or extrapolation (at least to the edges of the generated distribution). If the model contains 
a nuisance parameter, researchers could generate it as a continuous variable while 
establishing simulation convergence with the parameters of interest. Then researchers 
could gain information about the parameter estimates of interest as they are conditioned 
on any level of the continuous nuisance parameter.  

Suppose some hypothetical researchers are preparing to run a simulation. 
Practically speaking, they have a month of computing time to run all of the simulation 
cells they choose to include. They time a short number of replications in a few 
representative cells and determine that equates to approximately 20 million replications 
of run time. The issue then is how to divide those 20 million replications in a way that 
balances precision and external validity.   

As mentioned above, the best option is to use variance reduction techniques so 
that it is possible to include as many conditions and levels as researchers desire. Once 
researchers have their simulation optimized as much as possible, they may consider if any 
of their levels are redundant. For example, they could look at the relationship between a 
manipulated continuous variable and outcome variable and note a linear relationship 
between the two. In that case, researchers may be content with fewer levels with more 
interpolation between them instead of a finer grid. For non-linear relationships, they 
could strategically place levels instead of placing a fine, evenly spaced grid of levels 
across the variable’s whole domain.  

Additionally, researchers should assess the outcome measures that they are trying 
to stabilize. When outcome measures stabilize with fewer replications, more of the 
hypothetical 20 million replications could go towards including more conditions to 
increase external validity. One example is that researchers may sort out nuisance 
parameters from those vital to answering their research goals. The nuisance parameters 
may not need to have as stringent a level of precision as the others, which would decrease 
the number of necessary replications. The convergence rate may also be affected if 
researchers transform estimates into a relative or percentage bias, which could take 
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longer to stabilize than mean estimates or absolute biases. Researchers would then 
consider the levels of precision each parameter estimate may need based on how 
important it is to research questions in the simulation. If researchers can no longer 
investigate their main research questions after reducing the parameter estimate’s desired 
precision, then they would have to remove other conditions to use more replications for 
an adequate precision.  

Future research on simulation methodology will be valuable in helping to 
establish which practices are best to follow. Information on how to use those methods in 
available software would also be useful to the field. For example, specifying a state, an 
indicator of the current position in a stream of pseudo-random numbers, is valuable for 
running additional replications when the stream of random numbers might be disrupted 
by another task (e.g., by another user on a shared computer or a system failure). Although 
Morris et al. (2019) included a demonstration of using a state in Stata software, it is more 
common to run simulations through other software programs. Other future developments 
should consider streamlining the process of convergence, potentially integrating it into 
the function for the simulation to run either until simulation convergence has been 
achieved or the number of replications reaches a pre-specified maximum.   
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