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Latent Dirichlet Allocation is a generative technique, the application of which has recently 

gained traction in software engineering research. A particular focus has been the question of 

whether topic models, generated with a code base as input, can be used to support development 

activities. Out of this research has come a range of promising approaches in fault localization, code 

comprehension, and feature location, among others. 

 An essential step in using LDA is choosing a configuration of parameters to use in the 

underlying algorithm. The values chosen for the parameters k, α, and β, determine how many topics 

the algorithm produces, the distribution of topics over documents, and the distribution of topics 

over terms, respectively. This determines how well a topic model will fit its purpose. In the typical 

case, it is necessary to experiment with multiple different configurations to find a topic model that 

performs best.  

 However, such experimentation necessarily runs into a major complication: LDA is a non-

deterministic algorithm. Running the algorithm multiple times, with the exact same configuration of 

parameters on the exact same input, results in the generation of different topic models.  
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This dissertation explores how LDA’s non-determinism impacts the process of selecting a 

configuration of parameters. To date, the research literature has largely been silent on this issue, 

yet knowing the severity of the impact is crucial because: (1) not knowing the effect makes 

replicability of results difficult, given that a published k, α, and β may lead to different results if 

someone regenerates the corresponding topic model, and (2) knowing the extent of the effect has 

implications for how we should go about selecting a best k, α, and β. 

This dissertation makes two primary contributions. First, it provides an assessment of the 

impact of the non-determinism of LDA, both in terms of how much variation it produces in the 

models as well in terms of how its impact is severe. Second, it introduces a new process that leads 

to the selection of values of the parameters that is much more stable in terms of the resulting topic 

models, when these parameters are used repeatedly. 
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CHAPTER 1: INTRODUCTION 

 Latent Dirichlet Allocation (LDA) [9] is a generative statistical technique that, given a 

document corpus as input, produces topic models defined by two probability matrices. The first 

matrix is a probability distribution of topics over terms (i.e., words), which characterizes the 

likelihood that any topic maps to a given term. The distribution is such that a topic maps onto terms 

that commonly occur together in the documents. The second matrix is a probability distribution of 

topics over documents, which characterizes the likelihood that any topic maps to a given document. 

The distribution of this second matrix is such that a topic maps onto documents that contain the 

terms defining the topic. 

In the context of software, LDA has recently emerged as a promising technique to support a 

variety of aspects of different development activities. The idea is to use a code base as input into 

LDA, and generate a topic model that is then used for some particular purpose, directly or 

processed in some way. For instance, Lukins et al. [35] introduce an approach that aims to support 

developers in identifying those parts of the code that most likely will need to be modified as part of 

a bug fix (i.e., fault localization). To do this, they take as input the topic model and produce a search 

index that defines a mapping from the terms to the code files. To assess the viability of the 

approach, they use a series of past bug descriptions to create search queries to be executed over the 

search index. They then compare the files that were actually modified to fix each bug, to those 

returned using the search index. The authors found LDA to perform as well as comparative 

techniques and found that, in several cases, the top results of the search included parts of the code 

that were modified to fix the corresponding bug.  

As another example, Biggers et al. [5] explore to what extent a topic model can be used to 

support feature location. In a similar fashion to the previous example, they create a search index 

using the topic model. In this case, however, the queries which are executed over the search index 
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are extracted from a set of well-documented feature descriptions. Through a similar comparison of 

actually knowing where each feature is implemented versus the results of the queries over the topic 

model, they show that LDA also has potential in this context. The authors found that the search 

index did find parts of the code related to several of the features, and showed how the different 

ways in which queries can be created impacts the results.  

A common thread in all of the existing work to date (e.g., [2, 5, 20, 22, 35, 48]), is the need to 

select a set of parameters that govern how the underlying LDA algorithm actually performs. 

Particularly, k, α, and β, must be set to specific values to generate a topic model. Because different 

values generate different topic models, some approach must be used to identify the “best” topic 

model. That is, out of all the topic models generated, which one leads to the best results for the task 

at hand? For instance, if a topic model is to be used to support bug localization (i.e., as in Lukins et 

al. [35]), out of all the topic models they generated there was one that produced the best ‘bug 

search index’. That is, with that configuration, the search index generated using its corresponding 

topic model returns results that best match the set of code files that are actually modified to fix the 

bugs. Using any of the other topic models results in a, comparatively, worse ‘bug search index’.  

To explain why, consider the role of the parameters k, α, and β. The value of k determines 

the number of topics that are produced, while α and β impact the density of the distribution of the 

topics over documents and over the terms, respectively. Depending on the value of α, a topic will 

map to fewer documents with high probabilities, or to many documents with lower probabilities. 

Similarly, the value of β impacts whether each topic maps to fewer terms with high probabilities, or 

whether it maps to many terms with, conversely, lower probabilities. Consider then, that, for 

instance, k is set to a small value and β is set such that each topic maps to few terms. The particular 

application, in this example, is one where many topics are needed and each should include more 

than a few terms. In this case it is easy to see why the topic model, resulting from these values of the 

parameters, is less than optimal. However, knowing that one needs more topics (and precisely how 
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many), and that several terms per topic are necessary (and again, how many) is not possible in all 

cases. On the other hand, it is generally also not possible to try all values of k, α, and β, because the 

search space is infinite and LDA is a computationally expensive algorithm. Anyone seeking to apply 

LDA, thus, necessarily must find a way to meaningfully explore which values of k, α, and β to select 

and use in the remainder of their work.  

To do so, most research to date employs a process, with varying levels of formality (e.g., [2, 

5, 20, 22, 35, 48]), that consists of three typical steps:  

1. Define an optimization metric, which is used to evaluate the extent to which a topic 

model is fit for a particular purpose. For instance, if the topic model is to be used to 

support fault localization, the optimization metric could measure the quality of the ‘bug 

search index’ that is derived from the topic model. To do this, the metric could rely on 

comparing the results of executing some set of predefined queries over the search 

index, versus some set of expected search results (i.e., using a gold set of search results 

for the queries).   

2. Select a set of parameter configurations using some heuristic. Most commonly, the 

heuristic used is choosing configurations that cover some range of values for one or 

several of the parameters. For instance, the heuristic might be to select configurations 

by changing the number of topics from 10 through 50 in increments of 5 topics, or by 

changing the values of α and  β from 0.1 to 1.0 in increments of 0.1.  

3. Generate a topic model using each configuration and select the one which results in the 

best topic model. In this final step, each of the topic models generated is evaluated and 

compared using the optimization metric, and the configuration that yields the best 

result according to the metric is chosen. Continuing with the example, if the topic model 

is to be used to support fault localization, the selected configuration will be the one used 

to generate the topic model which resulted in the best possible ‘bug search index’.  
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Of course, other types of processes are possible and, indeed we explore such processes later 

in the dissertation. For convenience, in the remainder of this document we will term such processes 

configuration selection processes.  

1.1 Problem statement 

LDA is non-deterministic [3, 58]. Running the algorithm repeatedly, using the exact same 

input and the same configuration parameters results in different topic models. Most work to date, 

and especially most work in which LDA supports a software engineering purpose, has not taken this 

non-determinism into account. This, however, is problematic: 

 The replicability of results can be directly impacted. Papers typically report on the 

configuration parameters they used to produce the topic model underlying their 

experiments (i.e., as in [2, 5, 22, 35] ). With the non-determinism of LDA, however, 

another researcher repeating the study may well not find the same results.  

 It can lead to inaccurate conclusions about the underperformance of topic models for a 

specific purpose. If some researcher finds that LDA topic models are not particularly 

good for a specific purpose (e.g., as in [70]), their result might be accidental. Their 

configuration process could have identified less optimal topic models than possible.  

 It can hinder generalizability of the results. A researcher might find that a particular 

configuration works well across several different code bases. They might conclude that 

this configuration is generally the best to use, even when other unexplored code bases 

are used (e.g., similarly to [5]). This result may also be accidental. The validity of results 

inferred from comparing configurations across different code bases might be 

compromised as a result of non-determinism. 

Exploring the impact of LDA’s non-determinism is not a challenge exclusively faced in 

software engineering. There is some work that has explored LDA’s non-determinism with natural 
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language document corpora. This research confirmed not only that LDA’s non-determinism leads to 

different topic models, it also found that its impact can be significant in altering results in non-

trivial ways [3, 58, 68]. Some work is now exploring how to compensate for non-determinism [3], 

but an open question is whether these techniques transfer to software and, if so, whether the 

results sufficiently ameliorate the effects of non-determinism. 

Our intuition is that LDA’s non-determinism similarly impacts the topic models that we 

generate based on code, but that the nature of software further compounds the challenge. To date, 

this however has not been shown, leading to a variety of questions: (1) is there an impact, (2) if so, 

what is its extent, (3) what is the role of the many optimization metrics used in software (e.g., [2, 5, 

20, 22, 35, 48]), and (4), are there ways of reducing the impact of non-determinism if it turns out to 

be significant in its impact? It is these kinds of questions that we explore in this dissertation. 

We guide our exploration of these questions through two specific research questions, both 

situated to a scope of software engineering: 

RQ1. To what extent is the configuration selection process affected by the non-

determinism of LDA? 

RQ2. Is it possible to reduce the impact of non-determinism in the configuration 

selection process? 

To answer the first research question, this dissertation presents the results of experiments 

that were designed to quantify the impact of LDA’s non-determinism. We find that it is indeed the 

case that LDA’s non-determinism impacts the results when applied to software engineering 

problems. The parameter configurations that produce a good topic model can also produce topic 

models that are not as good for the intended purpose. We generated multiple topic models using 

the exact same configuration parameters, and compared them using a variety of optimization 

metrics. The variation in the results was generally so large that the configuration selection process 

was compromised in that the replicability simply could not be guaranteed.   
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To answer the second research question, this dissertation presents the design and results of 

several experiments that explore concrete ways to reduce the impact of LDA’s non-determinism. 

The main result of these experiments is a new kind of configuration selection process for which the 

results are much more stable; re-running LDA with the parameters produced by this process results 

in much less variation in the topic models obtained. Our new process rests on two innovations:  

1. We introduce novel aggregation techniques to reduce the impact of LDA’s non-

determinism. These techniques, most commonly, receive as input multiple topic models 

and generate as output a single topic model. This resulting model, when compared to 

another topic model resulting from aggregating other sets of models generated using 

the same configuration parameters, has much less variation versus comparing any pair 

of topic models which were used to produce the two aggregated topic models. We 

explore three particular aggregation techniques and show how Average Least Divergent 

Models (ALDMs) performs best.  

2. We introduce new guidelines regarding the design of optimization metrics, and show 

how metrics following these guidelines lead to a better configuration selection process 

in terms of producing more stable results. We show how considerations about (a) the 

relative size of code files as well as (b) how the distribution of documents over topics is 

interpreted, are important parts of the design of optimization metrics. 

The remainder of this document is organized as follows. Chapter 2 presents relevant work 

regarding the use of LDA in software engineering, and how the process of selecting a configuration 

of parameters has been performed to date. Chapter 3 presents an exploratory study, performed to 

examine whether LDA could be used to support concern mining [32, 34]. It is in this study that 

LDA’s non-determinism became apparent to us as a significant issue. Chapter 4 discusses the details 

and results of a first experiment that assesses the extent to which the non-determinism of LDA 

impacts the replicability of the configuration selection process as it has been constituted to date.  
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Chapter 5, then, takes a step back from configuration selection processes to explore in more 

depth the nature of LDA’s non-determinism. This chapter looks at several hypotheses about the 

nature of LDA’s non-determinism and presents experiments which explore the validity of these 

hypotheses. Chapters 6 and 7, then, build on these results to explore concrete ways of reducing the 

impact of LDA’s non-determinism. Chapter 6 introduces three aggregation techniques, the first of 

which is an adaptation of the strategy suggested by [3], and the other two are novel techniques that 

have not been explored in previous research. The first technique simply averages the topics in 

several models. The second technique chooses, out of all models, the one that is least divergent 

(LDM). The third technique is based on combining the averaging technique of [3] and the LDM 

technique (ALDMs). Chapter 7 starts with an analysis of optimization metrics in light of our 

observations about the nature of LDA’s non-determinism. From this analysis, we define a novel set 

of improved optimization metrics, which are then compared in an experiment against those used in 

the preceding chapters. The results show how aggregation techniques and the new optimization 

metrics both improve replicability of a configuration selection process and indeed reduce the 

impact of LDA’s non-determinism. Chapter 8 presents an experiment in which we explore the 

impact of non-determinism when we use a different set of configurations of LDA parameters to 

those employed in the preceding chapters. This document ends with a chapter that summarizes the 

relevance and main contributions of this dissertation, and presents an agenda for future research.  
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CHAPTER 2: BACKGROUND AND RELATED WORK 

Latent Dirichlet Allocation (LDA) is a generative statistical technique that automates the 

inference of topics [9]. The LDA algorithm receives as input a document corpus (e.g., a set of natural 

language documents, a set of web pages, or the code base for a software project), and produces as 

output two matrices, as illustrated in Figure 1.  

The first matrix produced is Φ, a topic-to-term matrix that defines the relationship between 

a set of topics and terms (all the distinct words or tokens in the documents). In the Φ matrix, terms 

are weighted according to their probabilistic relation to any given topic. This relation is such that 

the terms that occur more often together in the documents have higher probabilities related to the 

same topics. For example, the left side of Figure 1 shows a Φ matrix in which topic t1 is most related 

to the terms event and image, while topic t2 is most related to the term print. This is most likely 

because the terms event and image are both contained in several of the documents, while the term 

print does not occur as often in the same documents that contain event and image.  

The second matrix, Θ, is a topic-to-document matrix that maps the topics to the documents. 

The Θ matrix, similarly to Φ, indicates the probabilistic relationship between each document and 

the set of topics. In this matrix, documents that have more terms in common have higher 

probabilities related to the topics described by those terms. For instance, the right hand side of 

Figure 1 shows a Θ matrix in which document a is most related to topic t2, and documents b and c 

are most related to topic t1.  
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Figure 1. LDA matrices Φ (from topics-to-terms – left) and Θ (from topics-to-documents – right). 

2.1 Parameters of LDA algorithms 

LDA algorithms require several parameters to be set. The selection of these parameters has 

an impact on the topics produced, and their distribution over the terms and over the documents. 

Setting different values will result in the LDA algorithm producing topic models that can be quite 

different.  

Most important among the parameters to be set are the following: 

 k: number of overall topics to be generated; 

 α: density of the distribution of topics over documents; and 

 β: density of the distribution of topics over terms.  

k determines the number of topics to be generated. With a small value of k, fewer topics are 

distributed over the documents. This increases the probability that a document is characterized by 

a small number of topics. At the same time, however, a small number of topics may be insufficient to 

group together related documents. With k set too high, the opposite can occur: too many, and 

possibly irrelevant, topics may be attributed to the documents, and the resulting topics may group 

together unrelated documents. 
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α and β impact the spread of topics over documents, and the spread of topics over terms, 

respectively. With low values of α, a topic will spread over few documents and characterize these 

documents with high probability. High values of α spread each topic over more documents with, as 

a necessary consequence, lower associated probabilities. β has the same effect, but applied to topics 

over terms: low values result in each topic being associated to fewer terms (again with higher 

probabilities as a result), and higher values spread each term out over more topics (with lower 

associated probabilities). 

In this document, we refer to a configuration of LDA parameters, or a configuration, for 

short, as a set of values for these three parameters. 

2.2  Application of topic models in software engineering 

In the context of software, LDA has been used to support a variety of development activities 

including fault localization [35], feature location [5], traceability link recovery [2], code 

comprehension [54], expertise identification [30], and architectural recovery [19], among others. In 

this existing work, a code base is used as input to the LDA algorithm. The result is a model that 

defines a map from topics to the terms that occur together in the code, as well as a map from these 

topics to the files constituting the code base. The topic models are then used to support software 

development activities in a variety of different ways.  

For instance, Lukins et al. [35] introduce an approach that aims to support developers in 

fault localization activities. To do this, the topic model is processed to create a search index (a ‘bug 

search index’). The search index is created using a multi-stage process for which the Θ and Φ matrix 

are the input. The result is a mapping from the terms identified by LDA to the code files of the 

software used as input. The idea is to use the topic model to find those parts that are where a bug 

fix most likely needs to be made (i.e., the code files which contain the lines of code that are faulty). 

Lukins et al. evaluate if this ‘bug search index’ can help developers in finding these files. To perform 
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the evaluation, they use historic bug descriptions extracted from the issue tracking system to create 

queries which are executed over the search index. The result of each search is then compared with 

the actual files that were modified to fix each bug. Lukins et al. show how, in some cases, the bug 

search index does find the files that were modified to fix a bug. In other cases, the results are not as 

good. Additionally, this work compares the potential of LDA versus a similar technique, and shows 

that the results are comparable.  

In a similar fashion to Lukins et al., Biggers et al. [5] also create a search index using the 

topic model. Their use of the search index, however, is quite different,  the idea being to support 

developers in feature location activities [15]. Developers often need to know where in the code a 

feature is implemented. Biggers et al. evaluate the extent to which topic models can help developers 

find the parts of the code that implement each feature. To do this, they create a set of queries from 

well-documented feature descriptions and execute them over the search index. The result of each 

search is then compared with the actual code files that implement each feature (also well-

documented along with the feature descriptions). They show that LDA indeed has potential in this 

context; developers could find parts of the code related to several of the features.  

In these two examples the topic model is processed and turned into a search index. Other 

authors however, perform different kinds of processing of the matrices that are part of a topic 

model. For instance, Linstead et al. [30] use topic models to support expertise identification [1]. 

Developers often need to know who they should ask about how some parts of the code are 

implemented. To test how LDA can support this activity, they follow a two-step process. First, they 

identify the most important competencies in the system using the information in the Φ matrix. For 

example, they find that a core competency in a system they studied is related to testing, and that 

there was indeed a topic that had terms related to this competency (e.g., junit, suite, run). The 

second step is to combine the information in the tracking system with the information in the Θ 

matrix to create a mapping from each developer to the topics, and thus, to the competencies. They 
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argue that using this process results in “reasonable and interpretable” topics that can be used to 

find developers that have expertise related to some competency. They exemplify this by showing 

that they were able to point out who was the best expert to contact about testing, for instance.  

There are other ways in which topic models can be processed and then used to support 

development activities (i.e., different from creating a search index, or a mapping from developers to 

topics). For instance, Gethers et al. [20], evaluate if topic models can be used to identify coupling 

links. Coupling is an important property of software that impacts its maintenance and evolution [6]. 

Instead of creating a search index, or quantifying relationships between topics and developers, the 

distances between different parts of the code are quantified. The strength of the relationship is 

calculated by comparing the topic distribution for each pair of code files. Files that are related to the 

same topics are ‘closer’ than those that are related to different topics. This quantification can be 

performed using vector distance measures, such as the cosine similarity or symmetric Kullback–

Leibler divergence [26, 29]. Once these distances are measured, the authors reflect on the extent to 

which topic models can help identify the same coupling relationships versus nine different 

traditional coupling metrics, and conclude that it is possible to use these coupling relationships to 

support development activities such as change impact analysis [51].   

2.3 Selecting configuration parameters 

 One common thread in most of the existing work is that it recognizes that the selection of a 

configuration of LDA parameters impacts how well the resulting topic model fits its purpose. For 

example, if the objective is to use a topic model to support fault localization, the configuration of 

parameters will impact the quality of the resulting ‘bug search index’. With some values of k, α, and 

β the results of the search will be more similar to those identified from historic bugs than with 

other values. Indeed, one of the topic models will produce the best match among all. This model is 

considered the optimal topic model.  
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However, finding the specific values of k, α, and β that will produce such an optimal topic 

model is not a trivial task. Ideally, the researcher could have an intuition of how many topics they 

need, and how dense the distribution of the Θ and Φ matrix should be for their purpose. In practical 

terms, this is not often the case. It can be very difficult to assess how many topics are needed for a 

‘bug search index’, for a developer expertise model, or for a coupling metric model. And even if the 

researcher has an intuition, it may or may not be right.  

A possible alternative is to exhaustively explore the space of values. This would require one 

to test every single value of k, α, and β, and to then determine which of the topic models produced 

performs best. This alternative is, from a practical perspective, also not feasible. LDA is a 

computationally expensive algorithm and the space of options for values of k, α, and β is just too 

large.   

As a result of this, existing work to date has resorted to finding a best model among a small 

subset of configurations tested. To test which one is best, the following process is typically used:  

1. Define an optimization metric, which is used to evaluate the extent to which a topic 

model is fit for a particular purpose.  

2. Select a set of parameter configurations using some heuristic.  

3. Generate a single topic model using each configuration and select the one that results in 

the best value for the optimization metric.  

For convenience, in the remainder of this document we will use the term configuration selection 

processes to refer to any process that follows this, or a similar, set of steps. In the below, we explain 

each of these steps in detail. Each section also describes details about how some of the research that 

has used LDA with a code base has executed these steps.  
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2.3.1 Optimization metrics 

To compare the extent to which different topic models can be used to support a given 

activity, it is necessary to quantify how well a single topic model fits the underlying purpose of that 

activity. For example, if the activity is feature location, the fitness can be measured between the 

results obtained using the LDA derived search index and the actual features [5].   

In support of such comparisons, a variety of different metrics have been proposed (see 

Table 1).  We call these optimization metrics. An optimization metric receives as input a single topic 

model, and produces as result a specific value. The effectiveness measure [5, 35, 48], for instance, 

compares the results obtained using a search index produced with a topic model, versus a set of 

‘correct search results’ (i.e., a gold set of search results). The value obtained using this metric is the 

average rank of the first ‘correct result’ in the search results, when each of the queries in the gold 

set are executed.  

Table 1 shows the primary metrics that have been used in the context of software.  For each 

metric, we present: (1) the interpretation of what the metric aims to optimize for (e.g., a lower 

average rank of the ‘correct search results’), (2) whether or not it is based on a gold set, (3) the 

paper(s) that has (have) used the metric, and (4) how the metric is calculated. 

Notice that there is a distinct group of metrics in the first rows of the table that do not 

require a gold set. These metrics are the Overall Neighbor Score (ONS) [22], Overall Topic Score 

(OTS) [22],  and silhouette coefficient [48]. The advantage is that these metrics can be used when 

topic models are produced using any given code base. However, since a gold set is not used to 

evaluate if a topic is appropriate for a given task, then necessarily these metrics must be based on 

an assumption about what makes one model better than another. To date, this typically has meant 

encoding into the metrics the assumption that a good topic model is one that, broadly put, best 

matches the modularity of the software. ONS and OTS quantify the extent to which parts of the code 
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that are part of the same topic are also part of the same package (i.e., same directory). The 

silhouette coefficient of Panichella et al. [48] quantifies the extent to which parts of the code that 

are related to the same topic with a high probability (i.e., that have the same ‘dominant topic’), also 

have a similar distribution of probabilities for the remaining topics.  

 Other metrics, instead, depend on the availability of an external gold set. The advantage of 

these metrics is that they are based on directly comparing a topic model (or its derived output of 

sorts) with some ground truth. Gold set based metrics include the effectiveness measure [5, 35, 48], 

overlap measure [48], link precision and recall [2, 48], and comparing couplings [20]. All of these 

capture how well a topic model could be used in the context of a specific development activity. This 

may be searching for code using queries (effectiveness measure), producing a set of tags that 

meaningfully represent the code for documentation purposes (overlap measure), or identifying a 

set of links between documents to recommend to developers related parts of the code (link 

precision and recall, as well as comparing couplings). Since these metrics require a given gold set 

(e.g., the correct results for the queries, the appropriate tags that describe the code, or the valid set 

of links), they can only be used when such a gold set is available for a specific code base.  
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Table 1. Metrics used to assess fitness of a topic model. 

Optimization 
Metric 

Interpretation Gold set 
Where 

used 
How calculated 

Overall 
Neighbor 

Score 

Average alignment between 
modularity (packages) and 
the topics (n closest 
neighbors for each 
document). Higher values 
preferred. 

None Grant [22] 

For each document: 
 Pick the n closest neighbors to a file (Θ matrix – cosine similarity).  
 Measure the overlap between the neighbors and the documents that 

are part of the same package 
Average over all documents 

Overall Topic 
Score 

Average alignment between 
modularity (packages) and 
the topics (for each topic, for 
each of the top n document 
in the topic). Higher values 
preferred. 

None Grant [22] 

For each topic 
 Pick the n code files that have the highest probability related to the 

topic, the topic set (Θ matrix – ranked for each topic) 
 Measure the overlap between the code files in the topic set  and the 

documents that are part of the same package 
Average over all topics 

Silhouette 
coefficient 

Average alignment between 
the dominant topic and 
document’s terms (for each 
document, averaged over all 
documents in the code base). 
Higher values preferred.  

None 
Panichella 

[48] 

For each document: 
 Identify its topic with highest probability (Dominant topic – using Θ 

matrix); 
Create clusters that contain all files with the same dominant topic 
 Calculate their centroid 
For each document: 
 Calculate its distance to the farthest document inside the cluster (term-

to-document matrix) 
 Calculate its distance to all other cluster’s centroids  
 Compare the two values 
Average over all documents 

Effectiveness 
Measure 

 

Average number of 
documents (files or 
methods) in a ranked list of 
results before the first one 
that is related to the issue / 
bug. Lower values preferred. 

Issues – 
files 

changed 

Panichella 
[48] 

Biggers [5] 
Lukins 

[35] 

Each issue is converted into a query string (vector of terms) 
For each query string: 
 Compare using cosine similarity with a document 2 term vector 

created by multiplying the Θ and Φ vectors 
 Order documents (ascending) by distance from query string  
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Terms 
Overlap 

Average overlap between 
user generated tags versus 
top terms in the topic model. 
Higher values preferred. 

User 
generated 

tags 

Panichella 
[48]. 

 

For each document 
 Find its highest ranking topic in Θ, pick its top 10 terms, these are the 

labels according to LDA 
 Calculate the overlap, using Jaccard distance, of the top terms versus 

the user generated tags 
Report the average over all documents 

Link Precision 
and Recall 

Average precision and recall 
of document relationships 
inferred from a topic model 
compared to a gold set of 
links between documents. 
Higher values preferred. 

Links 
gold set 

Asuncion 
[2] 

Panichella 
[48]. 

 

For each pair of documents 
 Calculate their distance according to the Θ matrix  
Create a document distance matrix 
 Matrix has a set of probabilistic distances (continuous values – not 

discrete)  
Compare with gold set 
 Gold set includes discrete links, not probabilistic/continuous ones 
 Convert document distance matrix to discrete matrix using some 

threshold 
 Report precision and recall 
 Modify the threshold to show how it impacts precision and recall 

Comparing 
couplings 

Match between coupling as 
indicated by LDA binary 
links (probability that two 
documents are associated) 
and coupling as indicated by 
change history. Higher 
values preferred. 

Issues – 
files 

changed 

Gethers 
[20] 

For each pair of documents: 
 Compute their binary links 

o Use the Z vectors (identity of topic of all words in all documents) 
o Calculate a Z Average vector (document 2 topics) 
o For each pair of documents: 
 Calculate the dot product of their Z Average vectors 
 Use an exponential function and some coefficients (not explained 

how identified) to normalize values to {0..1} 
For each bug: 
 Identify code files impacted  
 For each code file 

o Find the X code files that are closest to each file impacted 
(binary links). 

o Calculate precision and recall when comparing the X files with 
the code files impacted 

 Average the precision and recall over all code files in bug 
 Average the precision and recall over all bugs 
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2.3.1.1 Optimization metrics outside of software 

The evaluation of topic models is not exclusive to their application in the context of 

software development. A history exists of applying LDA to natural language corpora. There, 

research to date has most often evaluated the resulting topic model using perplexity (e.g., [9, 23, 43, 

49, 53, 69]). Perplexity is a measure of how well a topic model can be used to predict a sample. To 

calculate this measure, a topic model is generated with a subset of documents that are held out. 

After this, the metric assesses how well the resulting topic model can infer topics for the documents 

that were held-out (i.e., the sample). That is, are those documents equally well characterized by the 

topics, or not necessarily? 

Calculating perplexity is intractable. The underlying reasons for this are not intuitive and 

are beyond the scope of this dissertation. The reader is referred elsewhere for a complete 

discussion on this matter [69]. In spite of the complications, some techniques to approximate its 

value have been proposed [53, 69].  

When it comes to using code files, however, applying perplexity is inappropriate. This is 

because most of the techniques that approximate its exact measure assume that each document 

contributes a similar amount of information to the process of identifying topics. A random selection 

of documents, thus, has a high probability that the topics produced will be adequate to describe the 

documents that are held out. To put it in other terms, it can be reasonably expected that the random 

selection will not hold out all documents related to a topic x, and thus lead to a situation where x is 

not part of the topic model.  

The above assumption does not hold for software. An existing study of software [13] 

showed that the power laws that govern the distribution of file sizes in a code base (and of other 

aspects related to the importance of the individual code files) are different to the ones that govern 

the distribution of file sizes in natural language document corpora. Particularly, this study showed 
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that in software there is a far greater amount of code files that are much larger or much smaller 

than the average, versus the amount of large or small documents in a natural language corpus. The 

interpretation of this is that using just random sampling is likely to result in some form of bias that 

will affect the calculation of perplexity. Imagine the difference that could result between a random 

selection that includes primarily interfaces and classes with only getter and setter methods, versus 

one that includes primarily large classes that have lots of complex methods which are used and 

invoked by lots of other classes. Likely, the two topic models resulting from each of these cases will 

rank differently when their perplexity is measured.    

As opposed to holding out entire documents, some techniques to calculate perplexity 

propose to hold out parts of each document. For instance, the technique of Rosen-Zvi et al. [53] 

suggests that it is possible to train the model with the first half of each of the documents, and to 

evaluate its predictive performance over the second half of the documents. This assumes that the 

first half of a document is roughly as important as the second half (similarly to how other methods 

assume all documents are equally important). This, however, is also inappropriate in the case of 

software. Most of the imports, class declarations, and field declarations are in the first half of a code 

file.  The impact on the results, depending on how the remainder of code is distributed in the first or 

second half, is quite unknown. As a result of these complications, using perplexity to measure the 

quality of a topic model produced with a code base is not feasible.  

2.3.2 Selecting configurations to test 

As we mentioned previously, a configuration selection process aims to find the ‘best 

possible’ topic model. In the ideal case, of course, an exhaustive search of the configurations would 

be performed in order to find the optimal topic model. But this is simply unfeasible due to the effort 

required to generate each model, and the scale and number of values for the parameters that would 
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need to be tested (i.e., the size of the set of configurations to compare). Therefore, the selection 

process is one of finding a best model among a select set of configurations. 

In some existing work, the authors recognize this problem and choose to test at least a few 

configurations. For instance, Asuncion et al. [2] generate several models using configurations in 

which only the number of topics is changed (the number of configurations tested is not explicitly 

stated). As other examples, Lukins et al. [35] tested two different configurations, only changing the 

number of topics (k={50, 100}) and Gethers et al. [20] report that they “evaluate the performance of 

various numbers of topics”, but do not provide much detail as to which configurations were 

compared.  

In all of these cases, a small number of configurations were evaluated, changing only the 

value of k, the number of topics. Values for α and β were defined, most often, according to 

recommendations of [23]. It is worth noting that, in these examples, the discussion regarding how 

the set of configurations parameters was selected is quite short. The most common approach is to 

test some values that the researchers chose based on what they thought influenced the selection 

process.  

However, there are some approaches of LDA in software engineering [5, 22, 48] where the 

configuration selection process includes a more nuanced approach to define a set of configurations. 

Table 2 summarizes this work, highlighting: (1) the specific parameters that were varied to define 

the set of configurations to compare, (2) the number of configurations compared, and (3) the values 

set for any other parameters which did not vary across configurations. 
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Table 2. Values of LDA parameters varied in a configuration selection process.  

Paper 
LDA 

parameters 
# of configurations Set values 

Grant [22] k 
Range of around 12 different values 

between 25 and 300 
α and β set to  tool 

default 

Panichella 
[48] 

k, α, β and n 
(iterations) 

Genetic algorithm ran 30 times 
(median of best models picked) 

vs. 
stepped exploration ( permutations 
of multiple of values of k, α and β – 

exact number of configuration tested 
varied across sample systems used) 

- 

Biggers [5] k, α, β 

stepped exploration 
k = {75,100,150,200} 

α = {0.01, 0.1, 0.25, 0.5 ,0.75, 1} 
β = {0.01, 0.1, 0.25, 0.5 ,0.75, 1} 

144 configurations total 

- 
 

 

In the case of Grant et al. [22] and Biggers et al. [5], a set of values was defined for one or 

several of the parameters. While Grant et al. only explore around 12 different configurations by 

changing only values of one parameter, Biggers et al. explore over 140 different configurations by 

changing values of all three parameters.  

In the case of Panichella et al. [48], the process is more complex. The authors compared two 

different ways in which configurations could be selected: (1) using a genetic algorithm and (2) with 

a very large (‘stepped’) exploration of the space of values. In the case of the stepped exploration, a 

very large number of permutations of values of k, α and β were tested. In the case of the genetic 

algorithm, a set of configurations is first selected at random, after which an iterative process 

(genetic optimization) is used to create additional configurations. We explain this process in detail 

in the next section. Here, it suffices to show that there is only a small amount of work that pays 

careful attention to selecting parameters and presenting the details of this step to the community.  

2.3.3 Selecting the best configuration  

Having discussed the optimization metrics that are used, as well as how different 

approaches define configurations to compare, our attention now turns to the main step of the 
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configuration selection process: selecting the best combination from these various parameter 

configurations. To help this explanation, we rely on the graphical representation of the process in 

Figure 2.  

  
Figure 2. Illustration of a configuration selection process. 

On the left side, we see the code base and optimization metric (OMa) that are used as input 

to the selection process. At the top, we represent the configurations that are tested. The big box 

includes the step of the process we now describe in detail. Particularly, for each of the 

configurations, a single topic model is produced using the same code base as input. Each of the 

models is then evaluated using the optimization metric, resulting in a distinct value for each model. 

By comparing these values, it is possible to rank the topic models in order of how well they support 

the purpose encoded in OMa. Note that this is not a direct comparison of the topic models, but a 

comparison of the values obtained when using the model as input to the optimization metric.  
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The final result of the configuration selection process is shown at the bottom of the figure. A 

topic model is identified as being the best possible one. In the figure, topic model tm2 is the best one 

that was found (i.e., Rank1). Most authors then use this best topic model in the remainder of their 

work.  

It is interesting to observe that some papers do not necessarily report the values of the 

configuration parameters that were used to produce the best topic model. For instance, Asuncion et 

al. [2] report that one of the models they tested was better than the rest, and omit detailed values of 

the selected configuration. Recognizing that this is a problem, others do report on these values. 

Lukins et al. [35] report on the configuration used to produce the best model, out of the two that 

were tested (k=100, α and β set to default values). Gethers et al. [20] report that the best topic 

model for 10 different code bases was the one generated using the exact same configuration (k=75, 

α and β set to default values); yet for three other code bases different values of k were found to be 

best (k=125 or 225, with α and β set to default).  

Additional details about the results of the selection process are usually discussed by the 

authors whose approaches include a more nuanced way to select the configurations to test [5, 22, 

48]. In these cases, the authors make claims about the generalizability of their results. Particularly, 

they note how the configuration found, or some other aspect about their configuration selection 

process, is such that they believe that it is applicable to other code bases.  

Grant et al. [22], for instance, use plots showing how the different configurations they 

selected compared with respect to the values obtained with their optimization metric. The plot 

presented in Figure 3 is an adaptation of the ones used by Grant et al. (adapted here to focus only 

on some aspects of the results of this work). The x-axis in the figure corresponds to the value of k 

for the given configuration (the number of topics): Each distinctly colored mark corresponds to a 

configuration that has that specific value of k. The y-axis shows the value obtained with the 

optimization metric, when evaluating each of the topic models for the corresponding configuration. 
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In this graph, the metric used is one for which the higher values are preferred, so the best topic 

model is the one generated using the blue configuration.  

 
Figure 3. Sample results of a configuration selection process, with varying values of k and set values for α, 

and β. 

Grant et al., created many different plots like this one in order to derive a number of 

conclusions. The plots were created using several code bases that had differences in their size and 

programming language used. Moreover, they created plots using the two different optimization 

metrics they proposed. By looking at each of these plots, they were able to notice that there were 

clear peaks in each case (e.g., in the figure the peak is visible with k=20). Moreover, they were able 

to identify patterns across the plots corresponding to different code bases that were indicative of 

where the peak is observed (e.g., for the larger code bases they identified the peak was always close 

to the configuration in which k=200). Based on these results the authors then devise a rule of 

thumb that involves the code size, as well as other aspects of the code base, to select a value for the 

number of topics that, they argue, is applicable when using any given code base.  

Biggers et al. [5] provide a much richer analysis of the results of their configuration 

selection process. Particularly of interest here is that the authors evaluate the extent to which there 

is a correlation between values of k, α and β, and the results of applying their optimization metric. 
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Their analysis indicates that k impacts the quality of the topic model, while variations of α and β 

statistically had very little influence on the results. This last statement implies that variations in the 

values of α and β did not consistently lead to important changes in the resulting topic model.  

Lastly, in the case of Panichella et al. [48] a different approach is presented. A genetic 

algorithm is used with, initially, some set of configurations selected at random. The algorithm is 

iterative, creating topic models for these configurations and evaluating them using the silhouette 

coefficient metric. At the end of each iteration, the configurations that were used to generate the 

best topic models are selected and mutated (values of k, α and β are changed using some mutation 

algorithm) to run another iteration. After some number of iterations the process stops and the best 

configuration found is ultimately selected. Panichella et al. do not report on the values of k, α and β 

that were ultimately obtained with the genetic algorithm. Instead, they report the values of the 

parameters of the genetic algorithm they used. Their conclusion is that, using the genetic algorithm 

to identify and iteratively test a large number of configurations, is a practical way to find the best 

possible topic model with any given code base. They particularly argue this because the best topic 

model resulting from the genetic algorithm was the same as the best topic model they found using 

stepped exploration.  

2.4 LDA’s non-determinism  

An important observation to make is that none of the work discussed thus far addresses the 

issue of non-determinism in LDA. Existing work in many ways implicitly assumes that, given a 

configuration of LDA parameters, any topic model produced when running the algorithm multiple 

times will be, for practical purposes, identical. That is, while not explicitly stated that this is 

assumed, the omission of a discussion on non-determinism seems to be an indicator that the 

authors believe their work is replicable based on the information they provide, and that replicating 

their work will lead to similar results. However, it is essential to account for non-determinism, as 
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we shall see in the remainder of this dissertation. This is because topic models produced using the 

exact same configuration and the exact same code base can be very different.  

There exists some research outside the domain of software engineering that has recognized 

that LDA is non-deterministic [3, 58, 68]. Table 3 presents, for each of these studies: (1) how 

models were compared to explore the non-determinism of LDA, (2) the type of dataset(s) used as 

input to the LDA algorithm, (3) the distance measure used to quantify the variations between topic 

models, (4) the number of distinct topic models that were generated for a given configuration and 

then compared, (5) if explicitly stated, the strategy used to reduce the variability resulting from 

non-determinism, and (6) the primary results of the effort.  

It is important to clearly state that in all of this work the objective is not to find the a topic 

model that is best for a given purpose, but to understand differences between topic models that 

stem from non-determinism. Rather than using an optimization metric, then, these studies use a 

distance measure. 

Returning to the table, note that in the case of [58] and [68] the exploration is limited to 

comparing a single pair of models (generated with the same configuration) and providing insights 

about their similarities and differences. Particularly, the authors found that the non-determinism of 

LDA is such that some topics are relatively stable across two topic models, while others vary 

greatly, a matter we return to in Chapter 5.  
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Table 3. Comparing topic models. 

Paper 
Main 

comparison 
Dataset 

Distance 
measure 

# of models 
compared 

Strategy to 
reduce 

variability 
Result 

[3] 

Compared sets of 
10 models. Used 
HAC for 
clustering them 
(KL divergence 
for topics) 

3 non SE 
datasets 

Variability, 
Weighted 
variability, 
Variation of 
information  
(all using Φ) 

10 x 5 groups. 
1 clustered 
model 
generated 
from each 
group 

HAC 
clustering + 
reburn (i.e., 
re-run LDA 
with 
clustered 
model as 
seed) 

Variation metrics 
between clustered 
models is less than 
variation between 
regular models. 
Perplexity of 
clustered models 
was close to that of 
regular models 

[58] 

Compared 2 
topic models. 
Used greedy 
algorithm for 
topic matching, 
KL divergence 

2 non SE 
datasets 

Topic distance 
using Φ 

2 None 

Report that most 
topics “contain 
similar 
distributions” and 
illustrate with a 
single example 

[68] 

Compared pairs 
of topic models. 
Used Hungarian 
(greedy 
algorithm) 
method for topic 
matching, KL 
divergence 

2 non SE 
datasets 

Document 
correlation 
(not explained 
in detail, but 
based on topic 
matching) 
using Θ 

2 None 

Report on 
variability of 
document 
correlation for LDA 
topic models vs. a 
variability using a 
different 
technique. 

 

The work of Balagopalan [3], however, provides a much more nuanced exploration of LDA’s 

non-determinism. This work aims to improve the reproducibility of topic models when using a 

natural language document corpus. To do this, they first quantified the variation between topic 

models using a number of different distance measures (e.g., variation of information [41], and two 

alternative set matching based measures [67]). They found that topic models were highly variable, 

regardless of which metric was used to compare them.  

In response, they propose the use of an aggregation technique, based on averaging, to 

reduce the observed variation. The technique requires multiple topic models to be generated with 

the same configuration. The models are then aggregated to produce an average topic model. When 

repeating this process of generating and averaging models, the aggregated topic models produced, 

typically, had less variation than the topic models directly produced by LDA.  
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There is one very recent study, which was published as this dissertation was being written, 

which also notes that there are unresolved challenges related to configuration selection processes 

[7]. Particularly, similarly to this work, it recognizes that multiple replications of the process 

followed by Grant et al. [22] resulted in different configurations to be selected as the best one. 

However, unlike the work presented here, it is assumed that this issue results from problems in the 

configuration of what they call sampling settings, and not directly from the non-determinism of the 

LDA algorithm. Sampling settings are parameters specific to an implementation of the LDA 

algorithm (such as specific parameters of the Gibbs sampling algorithm [49]).  

To explore how sampling settings affect the resulting topic models, the work in [7] presents 

two main studies. The first study discusses how sampling settings affect the topic models generated 

using an artificial document corpus. The corpus used, however, is very small: it includes only four 

documents (not code files), which contain only three distinct terms (not coding related), with up to 

four repetitions of the terms per document. The results of this study indicate that, if values for these 

sampling settings are set too low, the algorithm will produce topic models that have more variation. 

The authors claim that if values are set high enough the problem is ameliorated. However, this 

claim is based on observations of an artificial dataset, and needs to be carefully replicated and 

studied on a real code base.  

The second study presented in [7] follows a similar setup to the study of Grant et al. [22]: 

the authors used the same code base, same configurations, and same metrics, and then run the 

same configuration selection process.  However, unlike Grant et al., the authors ran the same 

identical configuration selection process several times. By looking at the spread plots comparing 

the results they found, versus the plots presented by Grant et al., they noted that replication of the 

results presented by Grant et al. was not directly possible. Moreover, they also repeated this 

configuration selection process one more time with another modification: multiple topic models are 

produced for each configuration and the results are averaged out. That is, instead of generating a 
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single topic model for each configuration, 48 topic models were produced per configuration and a 

single value is then identified for each configuration to make the determination of which one is best. 

This value is the average of all the values obtained when evaluating each of the topic models 

independently. Note that this is not the same as the aggregation techniques we have mentioned. In 

this case it is the values of the optimization metric when applied to a topic model that are averaged 

out, and not the topic models themselves. 

There are also relevant issues with this second study that make the implication of its results 

less convincing. First, the authors do not thoroughly discuss why the production of 48 topic models 

per configuration is sufficient to guarantee that the average value will be the same if the experiment 

is reproduced (i.e., why not use more or fewer than 48?). As we shall show in Chapter 4, however, 

the nature of LDA’s non-determinism is such that more than 48 topic models would likely be 

necessary to guarantee the replicability of results. Second, averaging values obtained with several 

topic models leaves open the question of which topic model to choose then. Does one choose the 

one that is closest to the average, or some other one, but with which logic? The implications of these 

choices are not explored. Third, and more importantly, the authors fail to perform any observations 

about the nature of the optimization metric used. As we shall see in Chapter 4 and 7, not all metrics 

are equally affected by LDA’s non-determinism. In other words, the authors abstain from studying 

how much, as a result of the selection of an optimization metric, more or less variation is observed 

in the values of the optimization metric. Not performing this analysis can hide nuances about the 

nature of LDA’s non-determinism, and how it affects a configuration selection process that uses one 

or another metric.  

 



30 

2.5 Discussion 

This chapter discussed background material in LDA, its application in software engineering, 

and the study of LDA’s non-determinism. We showed a variety of ways in which topic models have 

been applied to support different software development activities. The examples we presented 

show the spectrum of alternatives regarding how a topic model can be processed to generate a 

search index, build a mapping from developers to topics, or identify the extent to which two parts of 

the code are related. Moreover, we showed how the results of this processing can be then applied to 

support different development activities, including: using a search index to support fault 

localization, using a search index to support feature location, using relationships between 

developers and topics to support expertise location, or using relationships between parts of code to 

identify coupling links. 

We discussed that a common thread in this research is a series of steps used to find values 

of k, α, and β that produce a topic model that best fits its purpose; a configuration selection process. 

These steps include: (1) defining an optimization metric, (2) choosing a set of configurations to test, 

and (3) generating a topic model with each configuration and comparing the resulting topic models 

to find the best one. However, as we discussed, most work to date has ignored that LDA is a non-

deterministic algorithm, and that, thus, the results of this process may be difficult to replicate.  

The discussion now focuses on the aspect that is of most importance to our work, as it will 

be one that will play a central role in our exploration: the optimization metrics.  

There has been a wide variety of optimization metrics that have been proposed to evaluate and 

compare topic models. Underlying each of the optimization metrics is an interpretation of what 

makes a topic model good versus bad. Some metrics are directly tied to an underlying purpose, 

which makes them applicable in that setting only. Usually, a gold set is used in this case. Other 

metrics are more general, and focus on properties of the topic model itself as a measure the quality 
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of a given topic model. It is important to note that all of the authors who introduce such more 

general metrics argue that their respective metric is not tied to a single purpose and can therefore 

be used to identify topic models that can be used for multiple kinds of development activities [22, 

48]. 

In most existing work the same metric (and the auxiliary information that is used, such as a 

gold set or the package structure) is employed both to compare how different configurations result 

in better or worse topic models, and to draw conclusions about the application of LDA in a specific 

context. As an example, the same metric and same gold set (e.g., the same bugs) that are used to find 

that certain values of k, α, and β can be used to find the best ‘bug search index’, is also used quantify 

the potential that LDA has to support bug localization [35]. This might not be desirable in all cases. 

Particularly, from a perspective of supervised learning [42], this is akin to using the same data to 

first train a model and to then to test it (i.e., it is analogous to not holding out any documents when 

calculating perplexity). It might be better, instead, to use one optimization metric to find a 

candidate best topic model, and to then use a different strategy to show that the topic model found 

is indeed useful for some purpose (as in [48]). An alternative, too, would be to explore holding out 

part of the gold set (i.e., a subset of bugs or features) during the training phase, and then evaluate 

the topic model found in training on the held-out parts of the gold set. 

 There are still many open questions regarding many different aspects of optimization 

metrics and their use: Which is the correct interpretation of what makes a model good versus bad? 

Would a topic model that ranks well with one metric also rank well using another, or is it different 

topic models that rank best with each metric? Will a topic model that turns to be the best, using a 

metric that is not based on a gold set, really serve many different purposes? Is it appropriate to use 

a metric with the dual purpose of: (a) finding a best topic model and (b) providing evidence that 

LDA is indeed promising? The answers to these questions are not simple, and are evidence of how 

much research is still required regarding optimization metrics. However, the focus of this 



32 

dissertation is on how these optimization metrics have been used as part of the configuration 

selection process and whether non-determinism impacts this process. As a result, we do not study 

in further detail the interpretations underlying the metrics, or whether it is preferable to use 

metrics that are specific or generic.  

Since our focus is on non-determinism there are two other aspects stemming from the wide 

variety of optimization metrics available that are worth discussing more:  

 Although there are some metrics which have been used in several different papers, for 

the most part, a metric is introduced, defined, and then used in the same single paper. 

This is important because it comes in contrast with the use of a standard metric, 

perplexity, throughout a large body of work in the context of LDA’s use to analyze 

natural language corpora. It is perhaps inevitable that there are many metrics that are 

proposed for software, as LDA is being applied in a new context. As a result, there is no 

agreement as of yet about the correct way to do so. However, the issue here is that we 

do not know the extent to which LDA’s non-determinism might affect the metrics used 

in software differently than those used for natural language documents. The 

calculations performed for the metrics used in software include complex processing of 

the matrices that make up a topic model. It might be the case that with some metrics 

there is little variation which results from non-determinism, while with others it is 

larger.  

 The ways in which non-determinism has been dealt with in the past need to be 

validated when using a code base as input to the LDA algorithm. The results of the work 

of Balagopalan [3] show that averaging of several topic models can reduce the 

variability resulting from non-determinism. As part of Balagopalan’s work, they also 

show that the process of averaging did not negatively impact the quality of the resulting 

topic model (i.e., that averaging would turn the resulting model useless). To do so, it was 
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sufficient for Balagopalan to show that the averaging process did not negatively impact 

the perplexity of the topic model that resulted. However, since very different 

optimization metrics exist when it comes to evaluating models produced from source 

code, we do not know whether the averaging technique will work. In the case of 

software, it might be possible that some aggregation techniques work well, while others 

do not, depending on how the models are evaluated. It could potentially be the case that 

the averaging technique can only be appropriately used depending on the choice of 

optimization metric.  
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CHAPTER 3: EXPLORATORY STUDY - CONCERNS AND TOPICS 

Our exploration of LDA starts by looking at a domain where the algorithm had been 

previously applied. However, instead of just finding if a topic model is useful to support a given 

development activity, our purpose is to find out if LDA’s non-determinism impacts this endeavor.  

One particular area in which there has been a small but growing body of work, is in the use 

of LDA to support developers in the identification of the concerns of a system. Supporting this 

activity is important, because concerns are the areas of interest or focus about which a developer 

reasons over the software [32, 34]. There has been some initial work that has shown that in some 

cases the topics appear to be conceptually related to some of the concerns [4, 31]. However, there 

has not been a thorough exploration of whether or not the specific code files that are mapped by a 

given topic are similar to those which would be designated by a developer as implementing a given 

concern (i.e., comparing topics with concerns). If indeed the code that developers identify as 

implementing a concern is similar to the code that is mapped by a topic, then LDA can be used to 

automate this process.  

Comparing topics with concerns necessarily requires one to find the best possible topic 

model for this purpose, given that setting the values of k, α, and β impacts the result of the 

algorithm. There might be specific values which we can use to produce a model in which topics are 

most similar to concerns. That is, we could produce a model in which the code mapped by each 

topic is the same as (or very close to) the code which a developer identifies as implementing each 

concern. 

However, one important aspect is understanding how non-determinism impacts this 

endeavor. Particularly, if we find that some values of k, α, and β were used to produce a model in 

which topics are very similar to the concerns, is it the case that generating a new topic model using 

the same values and the same code base will also result in another topic model that is similar to the 
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concerns? Can we provide some guarantee that the configuration of LDA parameters we find can be 

consistently used to produce a topic model which serves this specific purpose? Or is it the case that, 

due to LDA’s non-determinism, we simply cannot be sure whether or not the topic models 

produced will be similar to the concerns identified by developers?  

In this chapter, we look at this issue, and present the design of an experiment we defined to 

explore the extent to which non-determinism impacts a configuration selection process when we 

attempt to find if topics are similar to some concerns which were manually identified by developers 

(i.e., a concerns gold set). We illustrate the overall process we follow in Figure 4.  

We execute a configuration selection process similar to that which has been employed in 

previous research (top of figure). We explore values of k, α, and β by producing topic models with 

several configurations, and evaluating each one using an optimization metric we defined 

specifically to compare topics with concerns. However, we take a closer look at what happens when 

we run the LDA algorithm multiple times using the configurations that were found to produce the 

best topic models (i.e., those which we found to be most similar to the concerns). To do so, we run a 

replicability analysis step.  

The replicability analysis step receives as input the set of models which were originally 

found to be most similar to the concerns (best topic models), as well as the specific configurations 

which were used to produce these best topic models (best configurations). We use these best 

configurations to generate some new topic models (replication topic models). Finally, we evaluate 

the replication topic models to find if they are as similar to the concerns as the ones originally 

produced (comparison of best topic models versus replication topic models at the bottom of the 

figure), or if, as a result of LDA’s non-determinism, they are not.  
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Figure 4. Illustration of the main experiment of Chapter 3. 

3.1 Concerns and topics 

Concerns are long-lived areas of interest or focus about which a developer reasons over the 

software [32, 34]. There have been many research efforts that aim to support developers in 

identifying the concerns that govern a system. One strand of this research, which we call concern 

mining (e.g., [10, 12, 28, 38, 56]), refers to approaches that identify concerns with little-to-no effort 

from the developers by analyzing the code and its history. From the analysis, the approaches 

automatically suggest which concerns exist in the code base, and what parts of the code relate to 

each of those concerns.  



37 

Recent research has shown that LDA is a promising technique that could support concern 

mining. For instance, Baldi et al. [4] discuss how some topics in several models generated using a 

code base had terms that were likely related to some of the canonical crosscutting concerns (e.g., 

they found several topic models had a topic with terms related to exception handling), and Linstead 

et al. [31] assert that, conceptually, concerns and topics are equivalent. Additionally, topics have 

been used to locate code related to features [5, 48, 70], which are often considered to be part of the 

concerns of a system [46, 47]. As a final example, LDA has been used to identify so called business 

domain topics [39], which are conceptually related to concerns as well.  

Despite these early results, evidence of whether topics indeed can represent concerns is still 

lacking: 

 The authors that have explored the direct equivalency between concerns and topics 

have not done with respect to a representative set of concerns, nor have they actually 

demonstrated whether the code related to a topic is the same as that which is related to 

the ‘equivalent’ concern. They show relevant topics are identified, but stop there in their 

evaluation process.  

 The types of concerns that have been more thoroughly explored thus far are relatively 

narrow. In other words, although finding if topics can be used to support feature 

location is important, this leaves out other types of concerns. Particularly, features 

traditionally do not include non-functional requirements [52] or crosscutting concerns 

[27].  

 The decision of whether or not a topic represents a concern has been, to date, based on 

intuition. For instance, Linstead et al. state: “there is a strong conceptual similarity 

between (…) topics and the concept of concerns. So much so, that we propose to unify 

the concept of [an LDA] topic with the concept of a concern in the domain of software” 
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[28 pp.814]. While important as a starting point, there is a need for more evidence to 

support these claims.  

Our exploration of LDA topic models seeks to provide exactly that: more rigorous evidence 

that topics indeed can represent concerns. To do so, we define the following research question:  

Are the topics found using LDA similar to the concerns that developers consider 

relevant? 

To address this research question, we perform an exploratory study that is based on 

comparing a gold set of concerns with a topic model. Rather than on intuition, the study relies on the 

work of Eaddy et al. [16], who, without the use of LDA, identified the relevant concerns of four open 

source systems. Particularly, they asked developers to manually identify concerns with the help of 

the system’s documentation using a tool1 that provides support for this activity. The results of this 

activity are the gold sets for four open source systems that define the relevant set of concerns for 

each one. Each gold set additionally includes the definition of how each concern is matched to its 

corresponding code; we call this the concern model. This model defines specifically which source 

files are related to (or implement) a concern. 

To better illustrate how topics can be compared with a gold set of concerns, consider the 

following example: dbViz2 is a Java tool for database schema visualization. The list of concerns 

identified by Eaddy et al. for this system includes “PrintERDiagram”, “StartDbviz”, and 

“SaveLoadERDiagram”, among others (see Figure 5). The concern model includes a matching to the 

parts of the code (methods, fields, classes, or files) related to each of these concerns. For instance, 

for the PrintERDiagram concern, a developer selected parts of code from the code files 

PrintUtilities.java, and PrintAction.java, among others.  

                                                             
1 http://www.cs.columbia.edu/~eaddy/concerntagger/ 
2 http://sourceforge.net/projects/jdbv  

http://www.cs.columbia.edu/~eaddy/concerntagger/
http://sourceforge.net/projects/jdbv
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Figure 5. Visual representation of a subset of concerns and their relationships to code as marked up by the 

developers for dbViz. 

Figure 6, presents a simplified version of a topic model produced using as input the dbViz 

code base. The figure shows only the terms associated to four of the topics: each bubble is a topic; 

the size of its contained terms indicates their relative probabilities. The topics we show might 

indeed be similar to the concerns, as it does seem to be the case that some of these have terms that 

could conceptually be related to the names of some of the concerns (e.g., notice there are terms 

such as print and diagram in the topics and that one of the concerns identified was named 

“PrintERDiagram”). However, it does not seem to be the case that there is a direct one-to-one 

mapping between the concerns and the topics (e.g., notice there is no topic with terms related to the 

StartDbViz concern). More importantly, beyond noticing the similarities between the terms and 

names of the concerns, in order to find if topics can be used to represent concerns, we need to look 

at how both the concerns and the topics are related to the code. To explore this, Figure 7 presents a 

subset of the Θ matrix, which indicates the probabilistic association between four code files and the 

topics of Figure 6. 
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Figure 6. Visual representation of a subset of topics generated for dbViz. 

Using this brief example, we can illustrate how the topics might be used to represent the 

concerns starting from how they are related to different parts of the code. Specifically, we can note 

that there are similarities between the code files PrintUtilities.java, and PrintAction.java, in terms of 

how they are related to both the concerns and the topics. These two files are related to the 

PrintERDiagram concern in the concern model (see Figure 5). Moreover, they are related to topics 

t1 and t3 in the topic model (see Figure 7).  It is therefore perhaps the case that topics t1 and t3 

taken together can be used to represent the PrintERDiagram concern. This intuition can be 

strengthened if we look at similarities between the name of the concern, and several of the terms 

related to topics t1 and t3 (print* and printing related terms).  

The question underlying the exploratory study presented in this chapter is whether we can 

find these type of equivalences for a wide set of concerns. In other words, we explore whether or 

not it is the case that each concern is similar to one or more of the topics. 
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Figure 7. Topic-to-file (Θ) matrix for a subset of topics and subset of files of dbViz. 

3.2 Concerns gold set  

An important first step is to obtain a gold set of concerns and an indication of where they 

are implemented in the code (i.e., a concern model). Rather than creating our own, we started with 

a literature examination, which resulted in the identification of several candidates (e.g., [16, 17, 44, 

45]). After examining these candidates, in terms of our ability to obtain the source code and a 

concern mapping, as well as how the concerns and mapping were derived in the first place, we 

selected the dataset of Eaddy et al. [16, 17] as the gold set of choice. 

Eaddy et al. conducted a series of experiments in which developers went through the 

careful process of identifying the concerns for four open source systems manually (see Table 4 

ahead). A key characteristic of this dataset is that it was constructed with the help of developers 

that had some level of familiarity with the code base of these systems (which is not the case in [44, 

45]).  

 The developers were asked to identify a comprehensive list of concerns, with an associated 

mapping of these concerns to the code. The activity started with the identification of key documents 

(use cases, requirements, specifications, etc.) that could be used as a source to identify the 

concerns. The developers were asked to identify concerns that correspond to both features and 

non-functional requirements. For instance, for one of the systems, the developers identified 
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concerns corresponding to features such as “executing statements” and also corresponding to non-

functional requirements such as “logging” and “data base connection”. 

Concerns that were initially identified were then broken down, if possible, into more 

detailed concerns. For example, in one of the systems two concerns were broken down, namely 

“Mapping Input Parameters to SQL” and “Mapping Output Parameters from SQL”. The former was 

split into “Simple Input Mapping” and “Complex Input Mapping”, while the latter was split into 

“Simple Output Mapping” and “Complex Output Mapping”. This process resulted in the generation of 

a hierarchy of concerns for some of the code bases. 

Once a set of concerns was identified, the next step was to identify the parts of the code 

related to each concern. While this was an activity involving inspection of all of the code, a series of 

heuristics (proposed by the authors of the approach in [17]) were applied to help identify the 

mappings to code. These heuristics include identifying parts of the code according to relationships 

such as the ‘executed-by’ relation, which identifies all parts of the code that are covered in a manual 

execution. Furthermore, in cases when a test suite was available, the developers were asked to 

determine if any of the tests could be directly associated to a specific concern using project specific 

naming conventions. All the code executed as part of each test case was then also associated to the 

corresponding concern.  

Table 4 highlights the main characteristics of the systems and the corresponding gold sets. 

For each of the four systems, the table shows the relative size of the system in terms of the number 

of lines of code and the number of code files. The table also shows: how many concerns were 

identified in each gold set; if test suite execution was used to identify parts of the code related to 

some concerns; and whether or not the gold set defines a concern hierarchy (i.e., if some concerns 

are broken down into smaller, finer-grained concerns). More details about this hierarchy of 

concerns are discussed in Chapter 7. 
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Table 4. Concerns gold sets. 

System 
Key documents 

used 
Size 

(KLOC) 
Size (# 

code files) 
Concerns 

Test suite 
used 

Hierarchy of 
concerns 

dbViz 
use case 
documents 

6.5 79 13 No No 

Mylyn – 
Bugzilla 

release notes 
available on the 
web site 

4 40 28 No No 

iBatis 
developer guide 
+ requirements 
document 

107 203 400+ No Yes 

Rhino 
specification 
document 

45 106 180+ Yes Yes 

3.3 Exploratory study design 

As discussed in the preceding chapter, the configuration selection process is an important 

step of any application of LDA. In the case of our experiment, the objective is to find a configuration 

such that a topic model generated with its values is most similar to the concerns gold set, and to 

observe if LDA’s non-determinism impacts the results of this process.  

To run the configuration selection process, we perform the same three steps introduced in 

the preceding chapter: (1) define an optimization metric that codifies how well a topic model 

matches the concern, (2) select a set of configurations of the LDA parameters, and (3) generate one 

model with each configuration and select the one that results in the best match between topics and 

the concerns. We include one additional step to explore the impact of non-determinism, which we 

call the replicability analysis: (4) once the results of this process are obtained, we create new topic 

models using the best configuration found in the previous step, and evaluate if they are also similar 

to the concerns. In the sections below, we discuss each of these steps in detail.  

Before detailing the steps, though, it is important to discuss in more detail how the code 

base is obtained and processed to run the LDA algorithm. We use a single snapshot of the code (the 

exact same snapshot that was used by Eaddy et al. in [16, 17]). The source code was obtained from 
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the project website3. All the code files (.java files) for each project are included in a distinct 

document corpus (one corpus per project).  

Each code file is passed to the LDA algorithm as a distinct document. Previous work has 

used both entire code files as distinct documents (e.g., [2, 4, 20, 21, 30, 31, 39, 54, 61, 62, 64, 65], as 

well as individual methods as distinct documents (e.g., [5, 7, 22, 35, 48]). Our decision to use code 

files as distinct documents is based on two reasons: (1) there is more research which, to date, has 

used code files as input to LDA, and (2), most of the work that has talked about both concerns and 

LDA topics, has also used entire code files as input to LDA.  

One final step before running the LDA algorithm is to process each code file to produce a set 

of tokens (i.e., set of terms). This work follows the advice of [5, 22, 35, 63]: we remove English 

language stop words as well as programming language specific stop words, split camel case strings, 

and prune the vocabulary of words that are too common (>80%) or too rare (<2%).  

It is important to note that the steps described here to process a code base before passing it 

as input to the LDA algorithm are used throughout the remainder of the experiments presented in 

this document. 

3.3.1 Optimization metric: Spearman correlation 

3.3.1.1 Motivation for using Spearman correlation 

The choice of an optimization metric is of essence, and leads to the question of how to best 

capture the possible relationship between topics and concerns. This involves two sub questions: (1) 

how to find if some topics are similar to concerns, in order to establish equivalency between some 

topics and some concerns, and (2) how to quantify the extent to which the mapping from topics to 

                                                             

3 http://www1.cs.columbia.edu/~eaddy/concerntagger/  

http://www1.cs.columbia.edu/~eaddy/concerntagger/
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code is similar to the mapping from concerns to code, in order to evaluate whether the topic model 

identifies the same files that are also indicated to be part of the equivalent concerns. 

Past work provides several possible solutions (i.e., ways of interpreting a topic model – see 

Chapter 2), from which we decided to adapt the approach taken by Asuncion et al. [2] and by 

Gethers et al. [20]. Particularly, the optimization metric used in our work is also based on inferring 

distances among individual code files according to their distribution in the Θ matrix. We apply the 

same strategy of identifying distances to the concern model and the files each concern points to. In 

other words, the topic and concern model are transformed each into a distance matrix that 

indicates the extent to which each pair of code files are related to the same set of topics, or 

concerns.  

Using both of these distance matrices as input, we calculate a single value conveying the 

extent to which the concern and the topic model are similar. The optimization metric we use is 

called the Spearman correlation [57]. The value of this metric is part of the calculations required for 

a Mantel test [37, 55]. Mantel tests are statistical tests of the correlation between two matrices, 

each measuring the distance between all pairs of points in a given dataset. We use Mantel tests to 

quantify the correlation between the two matrices measuring the distances between each pair of 

code files (one matrix for the topics and one matrix for the concerns). If a Mantel test shows that 

there is a high correlation between the two distance matrices, then most likely the information used 

to produce each of the matrices has some important similarities. 

To illustrate how the Spearman correlation metric operates, we now return to the example 

from the beginning of the chapter. Consider again files PrintUtilities.java and PrintAction.java, which 

are both associated to the PrintERDiagram concern (see Figure 8, right). This means that the 

concern model, internally, has a representation that indicates that these two files have lines of code 

that the developers marked as ones that implement the PrintERDiagram concern. On the other 
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hand, the mapping from topics to the corresponding code files also indicates that they are related to 

the same topics, in this case in terms of the probabilities in the Θ matrix (see Figure 8, left).   

  
Figure 8. Quantifying similarity between topics and concerns. 

By calculating what percentage of the lines of code in each file are related to each concern, 

and using the probabilities in the Θ matrix, we can assess whether the relationships between the 

code files are similar in both representations, and thereby whether the topics are similar to the 

concerns. We can directly see that PrintUtilities.java and PrintAction.java seemingly are strongly 

related, as they both have a high probability associated topics t1 and t3, and they also have lines of 

code that are marked as implementing the same concerns. The Mantel test gives us statistical 

evidence as to whether this is indeed the case for these code files, as well as for all the others in a 

code base, and if so, the extent of the correlation.  

It is important to note that a Mantel test produces two values as result, first, the Spearman 

correlation, which quantifies the correlation between the two distance matrices, and second, a p-

value, which characterizes the statistical significance of the first value. While a high value in the 

Spearman correlation indicates that the distance matrices are correlated, the p-value also plays an 

important role. The Spearman correlation metric is originally devised to compare vectors of data, 

and is adapted to use with matrices in a Mantel test. As a result of this, a high value of the Spearman 

correlation metric, which is not accompanied by a low p-value, can be attributable to chance. As 

part of the experiment in this chapter we measured both values, and the details of how each is 
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calculated will be presented shortly. However, in order to run a configuration selection process and 

see how LDA’s non-determinism impacts the results, a single optimization metric must be chosen. 

As will be discussed further ahead in detail, we selected to use the Spearman correlation as 

optimization metric. Thus, the focus, for now, is mainly on the Spearman correlation metric. 

Nevertheless, the relationship between values of the Spearman correlation metric and p-values are 

discussed further ahead. 

Using the Spearman correlation as metric addresses both questions stated in the beginning 

of this section. Regarding the first question, using the Spearman correlation also allows for 

observation of which topics are most similar to which concerns. Imagine we find that there are 

some sets of files which are related according to the topic model (i.e., they are mapped by the same 

topics), which are also related according to the concern model (i.e., they have lines of code assigned 

to the same concerns). In this case, it is likely that the topics, which are related to those files, can 

represent the concerns related to this same set of files. Regarding the second question (quantifying 

if the mappings are similar), if there is a high correlation between the distance matrices, we should 

be able to conclude that the topic model and the concern gold set are indeed similar. 

The following sub-section describes further details about the use of Mantel tests and the 

Spearman correlation metric in the context of this exploratory study.  

3.3.1.2 Details of the Spearman correlation metric 

The main steps involved in calculating the Spearman correlation metric, and more 

generally, in running a Mantel test to compare a topic model with a concerns gold set, are 

illustrated in Figure 9. First, the information from the gold set is transformed to ease analysis. 

Specifically, the concern mapping is transformed into a concern-to-file matrix (Figure 9.a). In this 

process, the concern-to-LOC mapping for each individual code file is transformed into a vector with 
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values ranging from 0 to 1. For a given file, each value in the vector corresponds to the proportion 

of the lines of code that were marked as being related to each specific concern.  

The second step is to transform the Θ (topic-to-file) matrix and the concern-to-file matrix 

into file-to-file matrices (Figure 9.b). A cell in position i, j in a file-to-file matrix indicates the 

distance between code file i and code file j. This distance is calculated from the data in the Θ matrix 

and concern-to-file matrix, respectively, using Kullback-Leibler (KL) divergence. KL divergence has 

also been extensively used in previous studies (e.g., [2, 3, 8, 30, 58, 64]). The result of this step is 

two file-to-file matrices, one created from the topic model (TopicDistance matrix) and another from 

the concerns (ConcernDistance matrix).  

As is observed ahead, to measure similarity between pairs of matrices, we use the Spearman 

correlation metric (following the recommendations of [55]) to quantify the degree of dependence 

between the concernDistance and topicDistance matrices. Because this metric was originally devised 

for comparing vectors of data (not distance matrices), the statistical significance of the correlation 

must be validated (for a complete explanation of why this is the case the reader is referred to [55]). 

To do this, the Mantel test relies on the generation of multiple PermutationDistance matrices 

generated from the TopicDistance matrix (Figure 9.d). In each PermutationDistance matrix a pair of 

rows selected randomly from the TopicDistance matrix, as well as their corresponding columns, are 

switched. For each of these PermutationDistance matrices the Spearman correlation measure is 

then calculated. The set of resulting Spearman correlation values forms the basis for the final 

calculation, which is to essentially rank how many of the PermutationDistance matrices result in a 

higher value than the unperturbed one. The Mantel test defines that, if there are few 

PermutationDistance matrices that are more correlated to the ConcernDistance matrix than the 

original, then the relationship is statistically significant (Figure 9.e). If, for instance, less than 5% of 

the matrices are more correlated to the ConcernDistance matrix, then the p-value for the test is 0.05. 

 



49 

 
Figure 9. Statistically comparing topics to concerns gold sets. 

3.3.2 Configurations to compare 

The approach we use to select a set of configurations is an adaptation of the strategy of 

Panichella et. al. [48].  We use a genetic algorithm to generate and explore a large set of 
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configurations. First, the algorithm selects an initial set of 100 configurations by randomly choosing 

values for the parameters of the LDA algorithm (k, α, and β) in a reasonable range. This range in the 

case of both α and β is set from 0.01 to 2.0, with accuracy of 0.01. For the number of topics, the 

range is set from 5 up to 50 topics, for the code bases that have under 10 KLOC, and from 5 up to 

120 topics for the larger code bases (in all cases with 1.0 accuracy).  

The algorithm then iterates over these initial configurations. Each iteration results in 

another set of 100 configurations, with one single topic model generated for each one. The 

algorithm is such that the configurations that resulted in the highest ranking topic models (i.e., the 

highest values using the Spearman correlation metric) are selected to move on to the next iteration. 

Furthermore, before starting each new iteration some of the values associated to those selected 

configurations are mutated to create new configurations. After a number of iterations, the genetic 

algorithm produces as output a ranked list of the configurations that were used to produce the best 

topic models. We define the values of parameters for the execution of the genetic algorithm 

following the advice of Panichella et al. [48]: a crossover probability of 0.6, a mutation probability of 

0.01, a population of 100 individuals, and an elitism of 2 individuals; evolution is terminated if the 

best results do not improve for 10 iterations, or after 100 iterations otherwise.  

Figure 10 illustrates the details of the configuration selection process we have discussed so 

far. On the left side, we see the code base and optimization metric (Spearman correlation) that are 

used as input to the selection process. The configuration creator / selector corresponds to the part 

of the genetic algorithm that creates each of the configurations to evaluate and selects the best 

results after each iteration. Once the genetic algorithm finishes running, the best topic models and 

their corresponding configurations are selected. 
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Figure 10. Details of the configuration selection process followed in the main experiment of Chapter 3. 

3.3.3 Replicability analysis  

To explore the effect of non-determinism, we perform a replicability analysis of the results 

of the configuration selection process (see Figure 11). Specifically, from the configuration selection 

process, out of the many (thousands of) configurations and associated topic models that are 

generated, we select the 20 best topic models. For each of these, we take the exact same 

configuration parameters that were used to produce it (20 best configurations), and generate 20 

additional topic models; we term these the replication topic models (400 total). Using the replication 

topic models it is possible to assess the impact of non-determinism. 
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Figure 11. Illustration of the details of the replicability analysis of the main experiment of Chapter 3. 

It is important to highlight that it is a known fact that LDA’s non-determinism is such that 

the replication topic models will be somewhat different from the best topic models, so that is not 

what we want to observe here. What we are interested in is assessing the replicability of the results 

of the configuration selection process. The result of a configuration selection process is the 

identification of a configuration that can be used to produce a topic model that is better than one 

produced with the configurations that were rejected. From this perspective, the question is not 

whether a replication topic model is identical or not to the corresponding best topic model, but 

rather if a comparison of the replication topic models with those produced as part of the 

configuration selection process invalidates the results of the configuration selection process. That 

is, if the replication topic models are not as good as the best topic models, in terms of the former not 

being as similar to the concerns as the latter.  
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From the perspective of the replicability of the results, we assess the impact of non-

determinism in two ways: first, by comparing the replication topic models with the best topic 

models. If the replication topic models all rank just as well as the original best topic models, then 

most likely the impact of LDA’s non-determinism is negligible. Notice that, if we find that the 

replication topic models rank better than the best topic models, this does not invalidate the results 

of the configuration selection process. However, if the opposite is true then we have established 

initial evidence that LDA’s non-determinism has an impact.  

Moreover, the second way in which we can assess the impact of non-determinism is by 

comparing the replication topic models with the rejected topic models (those produced with the 

many configurations identified by the genetic algorithm that resulted in lower Spearman 

correlation values). If it is the case that the replication topic models have a higher correlation with 

the concerns, compared to the rejected topic models, then likely the impact of LDA’s non-

determinism is negligible (i.e., even if the replication topic models are not as good as the best topic 

models). If the replication topic models are all still better than any of the rejected topic models, then 

the results of a configuration selection process are still valid (i.e., we do not have any evidence that 

indicates that the configurations found are not ones that will produce the best possible topic 

models). However, if the replication topic models have a lower correlation with the concerns, when 

compared to the large number of rejected topic models, then the replicability of the results of the 

configuration selection process are put in question, and a more detailed exploration of LDA’s non-

determinism becomes imperative.  

3.4 Results 

This section details the results of our study. First we focus on the relationship between 

values of the Spearman correlation metric and the associated p-values. The discussion then turns to 

presenting results for each of the four systems for which a gold set of concerns is available. 
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Specifically, we compare the best topic models with the replication topic models, as well as the 

replication topic models with the rejected topic models. The chapter ends with a discussion of 

overall observations about the role that LDA’s non-determinism plays in the configuration selection 

process.  

3.4.1 Spearman correlation versus p-values  

As we discussed in Section 3.3.1, the Mantel test produces as result a Spearman correlation 

value as well as a p-value.  However, a configuration selection process requires the definition of a 

single optimization metric. Thus, in order to run the selection process, one of these two must be 

chosen as optimization metric. Technically, of course, it would be possible to make a new metric 

that combines the two in a formula, yet our results indicate that using either of them is, for practical 

purposes, viable. Moreover, for reasons we discuss in detail ahead, it is preferable to use only the 

Spearman correlation metric.  

To explore the impact of selecting either the Spearman correlation or the p-value as 

optimization metric, we calculated the correlation between the two values for all the topic models 

produced in the configuration selection process (over 1200 per code base) (see Figure 12).  



55 

 
Figure 12. Plots comparing p-values versus Spearman correlation for all topic models produced using the 

genetic algorithm. 

As the figure shows, there is a visible negative correlation between values for the Spearman 

correlation (y-axis) and p-values (x-axis) (i.e., a visible diagonal from top left to bottom right). The 

corresponding correlation coefficients (Pearson’s r) are shown in Table 5. In the case of Mylyn, 

iBatis, and Rhino, there is a very strong negative correlation between the two values (<-0.8). 

Although in the case of dbViz this correlation is not as strong, it is still a moderate negative 

relationship (values between -0.36 to -0.67 are generally considered to represent moderate  

negative correlations, while values below -0.67 are considered to represent strong negative 

correlations [59]).  

 Table 5. Correlation coefficient comparing p-values with Spearman correlation values. 

System Correlation coefficient 

dbViz -0.5415 

Mylyn  -0.8711 

iBatis -0.9451 

Rhino -0.8424 
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The concrete interpretation we make of these results is that high values of the Spearman 

correlation are, for the most part, accompanied by low p-values. This indicates that using either of 

them as the optimization metric is viable.  

However, from the perspective of which metric is more appropriate to be used as part of a 

configuration selection process, an argument can be made in favor of the Spearman correlation 

metric. Particularly, the Spearman correlation metric is by definition a distance metric [71], while 

the p-value only defines the statistical significance of the Spearman correlation value. The 

implication of this is that direct comparison of values of the Spearman correlation metric is 

possible, while direct comparison of p-values is not as straightforward. If we find that one topic 

model results in a lower p-value than another, this does not directly mean that the first topic model 

is more similar to the concerns than the second one, but rather that the correlation between the 

first topic model and the concerns is of more statistical significance than the correlation between 

the second topic model and the concerns. While combining the two values would be theoretically 

possible, finding a way to do so that does not come with other confounding factors is not 

straightforward (e.g., how could we be sure that the differences in two values obtained from 

combining the Spearman correlation and p-values for two different topic models are resulting from 

LDA’s non-determinism versus from the method used to combine the two metrics?). For these 

reasons, in the remainder of this exploratory study, we use the Spearman correlation as the 

optimization metric and concentrate only in comparing topic models using this metric.  

With these results we can now focus on the evaluation of the impact of non-determinism in 

the comparison of concerns versus topics, for each of the code bases.  
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3.4.2 dbViz  

Figure 13 plots the results for the top 20 configurations (selected configurations) produced 

by the genetic algorithm in descending order. The graph shows values obtained using the best topic 

models (the ones found in the configuration selection process) as bold squares. The color of each 

square indicates the configuration used to generate the corresponding topic model. The 

configurations are arranged in descending order with respect to the corresponding Spearman 

correlation values. All of the other configurations explored using the genetic algorithm (1180) not 

included in this plot resulted in topic models with a lower value (rejected topic models).  

Furthermore, the plot shows the results of evaluating the replication topic models. For each 

of the selected configurations 20 new LDA topic models are produced. Each box-and-whisker 

corresponds to the spread of the results evaluating the 20 replication topic models. The box-and-

whiskers are aligned along the x-axis with the result of the corresponding best topic model. 

 

Figure 13. dbViz - comparing results from the genetic algorithm run (best topic models – bold squares) with 

the 20 re-generated LDA topic models (replication topic models – box-and-whiskers). 
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The replication topic models result in lower values of the Spearman correlation metric in all 

cases (the bold boxes are all above their corresponding box-and-whiskers). This means that the 

replication topic models are not as good as the best topic models in characterizing the concerns in 

the gold set.  

We now compare the replication topic models with the rejected topic models (all those that 

were not best topic models). If this comparison indicates that the replication topic models are 

better than the rejected topic models, then the differences in Figure 13 are notable, yet not as 

problematic. These differences would not be as problematic as it would still be the case that the 

configurations used to produce the replication topic models (as well to produce the best topic 

models) indeed result in better models than those which were used to produce the rejected topic 

models. 

Figure 14 shows the spread of results (Spearman correlation) for the rejected topic models 

(red box-and-whisker) versus the replication topic models (blue box-and-whisker). The two 

datasets overlap almost completely. This means that most of the replication topic models are 

undistinguishable from the rejected topic models. Also, the average value for the replication topic 

models (~0.30) is below the average for the rejected topic models (~0.32), meaning that the 

average rejected model is better than the average replication topic model. Finally, there are some 

replication topic models that are worse than any of the rejected topic models.  

Numerically, this means that out of 1200 topic models produced initially, 20 were identified 

as the best ones. Regenerating 400 additional topic models using the configurations that produced 

the 20 best ones resulted in all but one of the 400 being worse than the 20 originally found to be 

best. Comparing all 400 to the 1180 that were rejected, the average value obtained is lower with the 

replication models. Also, there is only a single replication model that is better than all the rejected 

ones, while there are 14 replication topic models that are worse than any of the 1180 that were 

rejected.  
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Figure 14. dbViz - spread of values using Spearman correlation metric (y axis) for the rejected topic models 

(red) versus the replication topic models (blue). 

3.4.3 Mylyn  

Figure 15 plots the results in the case of Mylyn (i.e., the best 20 configurations found 

originally, and the spread of the results using 20 replication topic models for each configuration). 

Figure 16 shows the spread of results (Spearman correlation) for all the rejected topic models (red 

box-and-whisker) versus the replication topic models (blue box-and-whisker). 

The results are somewhat, though not wholly, different from those of dbViz. Whereas in 

dbViz none of the replication topic models are better than the corresponding best topic model, in 

the case of Mylyn 2 of them are. Moreover, 5 of them are equally good or better than the lowest 

ranked out of the 20 best topic models. This leaves, however, 395 replication topic models that are 

not as good. The average and the spread of the replication topic models, again, are very similar to 

the rejected topic models (Figure 16). In this case, there are only 5 replication topic models that are 

better than all the rejected ones, yet there is not a single replication topic model that is worse than 

all of the rejected ones.   
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Figure 15. Mylyn - comparing results from the genetic algorithm run (best topic models – bold squares) with 

the 20 re-generated LDA topic models (replication topic models – box-and-whiskers). 

 
Figure 16. Mylyn - spread of values using Spearman correlation metric (y axis) for the rejected topic models 

(red) versus the replication topic models (blue). 
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3.4.4 iBatis  

In the case of iBatis, Figure 17 plots the values of the Spearman correlation metric for the 

best topic models (bold squares), as well the spread of the results using the replication topic models 

(box-and-whiskers). Figure 18 shows the spread of results for all the rejected topic models (red 

box-and-whisker) versus the replication topic models (blue box-and-whisker). 

The results are not as grim as in the previous two cases: notice that most of the box-and-

whiskers in Figure 17 overlap to some extent with the bold squares. Indeed, 72 out of the 400 

replication topic models are better than the lowest ranked of the 20 best topic models. Moreover, 

45 out of the 400 replication models result in a better mapping to the concerns in the gold set than 

the corresponding best topic models. In fact, 20 topic models produced for replication are better 

than any of the original 20 best topic models (and, thus, better than any of the 1200 produced 

originally). This, however, still leaves 80% of the replication topic models that perform worse. The 

average of the replication topic models is considerably higher than the average of the rejected topic 

models, and the spreads overlap much less than for dbViz and Mylyn (Figure 18). In this case 73 out 

of the 400 replication topic models perform better than all of the rejected topic models and all of 

the replication topic models perform better than 53% of the rejected topic models. Still, though, 

there are 47% of the replication models that are worse than some of the rejected topic models.  
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Figure 17. iBatis - comparing results from the genetic algorithm run (best topic models – bold squares) with 

the 20 re-generated LDA topic models (replication topic models – box-and-whiskers). 

 
Figure 18. iBatis - spread of values using Spearman correlation metric (y axis) for the rejected topic models 

(red) versus the replication topic models (blue). 
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3.4.5 Rhino 

We now look at the results with Rhino. Figure 19 plots the values of the Spearman 

correlation metric for the best topic models (bold squares), as well the spread of the results using 

the replication topic models (box-and-whiskers). Figure 20 shows the spread of results for all the 

rejected topic models (red box-and-whisker) versus the replication topic models (blue box-and-

whisker). 

 
Figure 19. Rhino - comparing results from the genetic algorithm run (best topic models – bold squares) with 

the 20 re-generated LDA topic models (replication topic models – box-and-whiskers). 
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Figure 20. Rhino - spread of values using Spearman correlation metric (y axis) for the rejected topic models 

(red) versus the replication topic models (blue). 

The results in this case are similar to those with iBatis. Notice there is considerable overlap 

between the box-and-whiskers and the bold squares in Figure 19. With the Rhino code base, there 

are 297 out of the 400 replication topic models which are better than the lowest ranked of the 20 

best topic models. Moreover, 225 out of the 400 replication models result in a better mapping to the 

concerns in the gold set than the corresponding best topic models. In this case, the results are even 

better than with the iBatis code base, as 73 topic models produced for replication are better than 

any of the original 20 best topic models (and thus, generally better than any of the 1200 produced 

originally). This, nevertheless, still leaves over 25% of the replication topic models that perform 

worse than any of the best topic models. Just as for iBatis, the average of the replication topic 

models is considerably higher than the average of the rejected topic models, in fact, the average 

(~0.025) is notably higher than the best value obtained with any of the rejected topic models 

(<0.02) (Figure 20). In this case 297 out of the 400 replication topic models perform better than all 

of the rejected topic models and all of the replication topic models perform better than 60% of the 

rejected topic models. Still, though, there are 40% of the replication models that are worse than 

some of the rejected topic models. 
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3.5 Discussion  

This chapter presented an experiment to explore if LDA’s non-determinism impacts a 

configuration selection process. To do this, we defined a way to measure if a topic model is similar 

to the concerns gold set of four different sample systems. For each of these sample systems, we ran 

a configuration selection process and identified the configurations that produced the best topic 

models (the best configurations). We then ran a replicability analysis step in which we used these 

best configurations to generate a new set of topic models (replication topic models). We then 

explored if the replication topic models were just as good as the best topic models, and if they were 

better than the all the topic models that had been rejected in the configuration selection process.  

In every case, there were a large number of the replication topic models which were not as 

good as the best topic models. With the dbViz code base there was only 1 out of the 400 replication 

topic models that was as good as the best topic models. With the other systems, the results were not 

as discouraging. Indeed there were several replication topic models that were as good as the best 

topic models: around 2% with Mylyn, less than 20% with iBatis, and almost 60% with Rhino. 

However, the rest of the replication topic models were not as similar to the concerns gold set as the 

best topic models.  

We also compared the replication topic models with the rejected topic models. In every case 

except Rhino we found that only a fraction of the replication topic models were better than the 

rejected ones: only 1 out of 400 with dbViz, less than 2% with Mylyn and less than 20% with iBatis. 

The rest of the replication topic models were ranked similarly to the rejected topic models. In the 

case of Rhino, while there were a larger proportion of the replication topic models that were better, 

still there were over 40% of the models that were ranked similarly to the rejected ones.  

These results indicate that, indeed, LDA’s non-determinism is impacting the configuration 

selection process. The replicability of the results of the process was compromised in every case. 
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Using the configurations that produced the best topic models initially, the LDA algorithm produced 

topic models that were not as similar to the concerns gold sets. While the issue does vary in 

magnitude for the different systems, we find it to be problematic in every case.  

We also found some differences in the results across the code bases, which are worth 

discussing more. The most notable difference is that, in the case of iBatis and Rhino, there were a 

large number of replication topic models that were better than any of the rejected ones. This 

perhaps is indicative that there are indeed many configurations that produce topic models that are 

not at all similar to the concerns, and that some other configurations can indeed be used to produce 

very good topic models most of the times. In the case of dbViz and Mylyn, however, most of the 

replication topic models were just as bad as any of the rejected ones. This might be indicative that, 

in the case of the dbViz and Mylyn code bases, LDA’s non-determinism is impacting the results 

more than in the case of iBatis or Rhino. We speculate that this may be a result of the differences in 

the sizes of the code bases. Particularly, this may be due to the fact that the iBatis and Rhino code 

base contain many more code files than the other two code bases (refer back to Table 4). We 

speculate that the impact of LDA’s non-determinism is perhaps larger when smaller code bases are 

used.  

The reason why the impact of non-determinism is larger when we use smaller code bases, 

we speculate, may be related to the way the algorithm works. Particularly, the LDA algorithm 

operates by initially creating a random assignment of the terms to the topics (this is, in fact, the 

reason why the algorithm is non-deterministic). After this initial random assignment, the algorithm 

iteratively optimizes this assignment using the actual distribution of the terms in each of the 

documents (and in this process the precise values in the Θ and Φ matrices are optimized). When a 

relatively small code base is passed as input there are a small number of documents available with 

which to actually optimize the initial random assignment. As a result of this, it may be the case that 
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the initial random assignment is more prevalent in the final result when a smaller code base is 

passed as input, as compared to when a larger code base is used.  

Another important difference across the results is that, with iBatis and Rhino, none of the 

best topic models were produced with a large value of k (i.e., with a large number of topics). 

However, we also observed that there were topic models produced with small values of k that were 

just as bad as some of the topic models produced with larger values of k. This could perhaps mean 

that models that have a small number of topics are indeed, most of the times, better than ones that 

have a large number of topics. However, in the case of dbViz, and even more so in the case of Mylyn, 

we did not observe this trend. With both of these code bases there were several of the best topic 

models that were produced with small values of k, as well as several which were produced with 

large values of k. This, once again, may be a result of the differences in sizes of these code bases, and 

might be another indication of the larger impact that LDA’s non-determinism might have with 

smaller code bases.  

We also tried to observe if there were any values of α and β that consistently resulted in 

good or bad topic models. However we were unable to find any such trends. Sometimes the best 

topic models were produced with low values of α or β, and sometimes it was large values that 

resulted in the best topic models. This may be indicative that, perhaps, setting these parameters has 

a smaller impact than setting values of k, an observation made previously [5]. 

One last important difference across the results is that values of the Spearman correlation 

metric were notably higher with the topic models produced with the dbViz and Mylyn code base. 

With these two code bases the values of the Spearman correlation metric were above 0.4 and up to 

0.6 with some of the best topic models. In the case of iBatis the highest values obtained were 

around 0.2, and with the Rhino code base the values were all below 0.06. Values of the Spearman 

correlation this low can be interpreted to mean that there is no correlation at all between the two 

distance matrices being compared. In other words, the distances between the files as indicated by 



68 

the topics are very different to those indicated by the concerns. This is likely indicative that the 

topic models might not be at all similar to the concerns identified for iBatis and Rhino. In the case of 

Mylyn and dbViz, since the values of the Spearman correlation are higher, there are more 

similarities between the concerns and the topics.  

We speculate that the differences in the Spearman correlation values may be a result of 

differences in the gold sets. Particularly, there is a notable characteristic about the concerns gold 

sets: there are a considerably smaller number of concerns that were identified by the developers 

for dbViz and Mylyn versus the other two code bases (see Table 6). It is perhaps the case that due to 

the large number of concerns which were identified for iBatis and Rhino, these concerns are quite 

different in nature from the topics which are identified by LDA. However, in the case of dbViz and 

Mylyn, the small number of concerns identified might make is so they could likely be more similar 

to the topics.  

Table 6. Number of concerns in gold sets versus highest values of Spearman correlation obtained. 

System Concerns in gold set 
Highest value of 

Spearman 
correlation 

dbViz 13 0.4398 

Mylyn – Bugzilla 28 0.6140 

iBatis 400+ 0.2024 

Rhino 180+ 0.0571 

 

It is very important to note that, although we did find there were differences in the results 

across the code bases, and although we have discussed possible reasons for these differences, we 

have no certainty that these results are not simply accidental. For instance, it may be the case that it 

is just an accidental result that we found that large values of k resulted in bad topic models with 

iBatis and Rhino. Since we only generated a single topic model with a given configuration as part of 

the selection process, it is quite possible that we were just unlucky to produce a bad topic model in 

every single case in which a large value of k was used. Due to LDA’s non-determinism, it is indeed 
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possible that, if we generated a very large number of topic models with a configuration that has a 

large value of k (holding α and β constant), there might be some topic models that are very similar 

to the concerns.  

In general, finding out that there were at least some replication topic models that were not 

as good as the best topic models (despite the fact that the same configurations were used to 

produce all these models) is enough to question the validity of the results of a configuration 

selection process or any other trend that we have observed. In fact, any observation that we make 

about: (1) whether a specific configuration was used to produce a topic model that is most similar 

to a concerns gold set, (2) whether certain values of k, α, or β result in better topic models than 

others, or (3) whether certain characteristics of the code base or the concerns gold set determine if 

a topic model is more or less similar to the concerns, must be put to question in the light of LDA’s 

non-determinism. In other words, from the results of the exploratory study we can only be certain 

about one thing: that LDA’s non-determinism indeed impacts the configuration selection process.  

We can posit two possible reasons why this is the case: 

 It might be that the optimization metric we used here is highly sensitive to the 

variations in the topic models which result from LDA’s non-determinism. As was 

discussed in Section 2.4, existing research indicates that topic models generated with 

the same configuration have some variations. Also, as we discussed, the different 

metrics that have been proposed use the topic models in different ways (e.g., using one 

or both matrices, calculating distances between documents, or creating a search index, 

to name a few). It is possible that there is something specific to the Spearman 

correlation metric, and how it operates over the topic model, that makes the variations 

caused by LDA’s non-determinism manifest in radically different values. 

 It might be that the variability of the topic models resulting from non-determinism is 

simply too large, regardless of which metric is used. If this is the case, then it is not the 
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Spearman correlation metric, but the configuration selection process which is flawed. 

Perhaps it is just not feasible to guarantee that a specific configuration will always 

produce topic models that are similar to the concerns by just generating one model with 

each configuration that is being tested. 

Finding out if either or both of these are the case is important, as the exploratory study 

underlines the relevance of gaining a better understanding of LDA’s non-determinism. To continue 

this exploration, the following chapter presents a broader examination of configuration selection 

processes. Particularly, the chapter presents a study which explores if the issues we found when 

comparing topics with concerns are also present when using other optimization metrics.  
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CHAPTER 4: MEASURING THE IMPACT OF NON-DETERMINISM  

This chapter takes a deeper look at how LDA’s non-determinism impacts its application in 

software engineering, and particularly at the extent to which it impacts different instances of a 

configuration selection process which use different optimization metrics. Given that many different 

metrics have been proposed, it might be the case that some are more or less impacted by LDA’s 

non-determinism. 

The experiment is somewhat similar to the experiment presented in Chapter 3. We run a 

configuration selection process and then validate the results via a replicability analysis step. The 

experiment is also somewhat different from the experiment in the preceding chapter, in that we do 

not just seek to demonstrate the presence, but also to precisely quantify the impact that LDA’s non-

determinism has depending on the choice of the optimization metric. Our focus is particularly on 

observing the ordering of the configurations obtained as a result of a configuration selection 

process, which represents which configurations are most likely to result in a topic model that is 

best fit for its purpose. We measure the extent to which one is likely to always obtain the same 

ordering of configurations when replicating a configuration selection process.  

To illustrate what we mean by the ordering of configurations, Figure 21 shows three 

possible results of the same configuration selection process. In each execution of this process, the 

same four configurations are compared, and the same optimization metric oma is used to evaluate 

the corresponding topic models that are generated with each configuration. The optimization 

metric oma is such that larger values are preferred. Each mark in each plot corresponds to the value 

obtained using the single topic model produced with one of the four configurations (color coded). 

The mark that has the largest value corresponds to the best topic model that was found. To 

illustrate the concept of the ordering of configurations, we can sort the configurations in terms of 
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the values presented in the top-left plot of Figure 21. In this plot blue has the largest value, followed 

by green, then red, and finally yellow. The resulting ordering is {blue, green, red, yellow}.  

  

 
Figure 21. Three iterations of the same configuration selection process. 

To precisely measure the impact of LDA’s non-determinism, we measure the likelihood that 

multiple identical executions of a configuration selection process produce the same ordering. We 

call each of these identical executions of a configuration selection process an iteration. To illustrate 

how different iterations may produce a different ordering, Figure 21 shows three different results 

of identical repetitions of the same configuration selection process.  

In the first iteration, as we noted, the resulting ordering is {blue, green, red, yellow}. In the 

second iteration exactly the opposite is true (yellow is best, followed by red, then green, and lastly 

blue). In the third iteration the values are much closer across the four configurations, yet it the case 

that the blue configuration is preferred, followed by green, then red, and finally yellow. We 

summarize the results of each iteration in terms of the ordering which results from the evaluation 

of the topic models produced (see Table 7). 

As this example shows, if we run only a single iteration of the selection process, the 

ordering obtained might be merely accidental. If we found the ordering of iteration 2, we would 
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report that the yellow configuration is best. However, if the results are either one of those obtained 

in the other two iterations we would report that the blue configuration is best. 

 Table 7. Ordering of configurations resulting from three different iterations of a configuration 

selection process. 

Iteration Ordering of configurations 

1 blue, green, red, yellow 

2 yellow, green, red, blue 

3 blue, green, red, yellow 

 

In the experiment described in this chapter we use the ordering of configurations which is 

obtained across multiple iterations to precisely quantify the impact of LDA’s non-determinism. 

Notice that the result was the same in the first and third iteration. Is it perhaps the case that if we 

ran many more iterations we would find that most of them result in this ordering (i.e., the ordering 

of configurations most of the times is blue, green, red, yellow)? Or would it be the case that every 

single time a different result would be obtained? If the former is true, and we are likely to find the 

same ordering most of the times, perhaps the impact of non-determinism is small. If the latter is 

true, however, then the replicability of the results of the configuration selection process is very low.  

We measure the impact of LDA’s non-determinism by first generating a very large number 

of topic models for each configuration and identifying a single ordering of the configurations from 

all of these, what we call the natural ordering. This natural ordering indicates which configurations 

are most likely to produce topic models that are better than those produced with different 

configurations. This natural ordering of configurations is calculated using the values obtained from 

evaluating all of the topic models that were produced, as will be explained in detail further ahead.  

We then calculate the probability that the ordering of configurations that is obtained in a 

single iteration, or when observing models produced after some relatively small number of 

iterations, will be exactly the same as the natural ordering. The steps we follow in this experiment, 
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illustrated in Figure 22, are similar to the ones of Chapter 3 in that the experiment includes a 

configuration selection process and a replicability analysis step.  

We use the same code bases as in the experiment of Chapter 3 (left of figure). However, 

instead of using a genetic algorithm to identify configurations as in Chapter 3, we now use a 

predefined set of configurations that is held constant throughout (top of figure). We generate a very 

large number of topic models for each of these configurations. The result we obtain from the 

configuration selection process is not a set of best topic models as in Chapter 3, but rather an 

ordering of configurations, which we call the natural ordering. The natural ordering is such that 

configurations which are most likely to result in the production of the best possible topic models 

come before other configurations that are less likely to do so.  

The replicability analysis we perform is also slightly different from the one performed in 

Chapter 3 (bottom of Figure 22). We look at the ordering of configurations that would be produced 

using a small number of iterations (x iterations) in a different configuration selection process (i.e., 

different from the one used to produce the natural ordering). We generate a single ordering from 

the results of the x iterations. To illustrate how this is done, for instance, in the case of the three 

iterations of Figure 21 the single ordering of configurations which results is {blue, green, red, 

yellow}. Blue comes first in the ordering because two out of the three topic models produced with 

the blue configuration were better than the rest of the topic models produced with any of the other 

configurations. Green comes second because two out of the three topic models produced with the 

green configuration were better than the ones produced with the red and yellow configuration, and 

so forth. This is an illustrative example, and the precise way in which we calculate this ordering is 

more complex as we have to do so for a large number of iterations.   
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Figure 22. Illustration of the main experiment of chapter 4. 

The main calculation we perform in the replicability analysis, is to quantify the probability 

that the ordering of configurations obtained with x number of iterations (for some value of x), 

would be the same as the natural ordering. We use P(cspx) to refer to this probability that a 

configuration selection process with x iterations will find the natural ordering.  

We execute both the configuration selection process and the replicability analysis step 

setting as controlled variables the code bases and the configurations to compare. The main 

independent variable of the experiment is the choice of optimization metric. The dependent 

variable we observe is the value of P(cspx), with a wide range of values of x. By directly comparing 
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the values obtained, we can discuss in detail the extent to which LDA’s non-determinism impacts 

the process.  

4.1 A configuration selection process to find the natural ordering 

To illustrate how we produce a natural ordering of configurations from a large number of 

iterations of a configuration selection process, we continue with the example introduced above. 

After running three iterations (i.e., identical executions) of the selection process, we decide to run 

997 more. We can plot the results comparing 1000 topic models per configuration using a box-and-

whisker diagram (see Figure 23). Each box-and-whisker groups all the results obtained with the 

topic models for a single configuration.  

The blue box-and-whisker, for instance, corresponds to the values obtained with 1000 topic 

models generated using the blue configuration. Notice that all of the results from the iterations 

presented in Figure 21 fall inside the large spread of the box-and-whiskers for their corresponding 

configurations (use colors to match configurations in the two figures). In this figure, however, we 

do not focus on the ordering obtained in any particular iteration. Instead, we focus on higher level 

trends. 

 
Figure 23. Distribution of values for 1000 topic models for each of four configurations of LDA parameters. 
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An important trend in Figure 23, is that the range of results for any configuration overlaps 

greatly with the range of results for any other configuration (i.e., there is a very large overlap in the 

different box-and-whiskers). This means that the value obtained using a topic model produced with 

one configuration can potentially be just as good, or just as bad, as the value obtained with a topic 

model produced using a different configuration. Nevertheless, it is visible in the figure that the best 

possible topic models are the ones produced with the blue configuration (blue has the highest 

values as it has the highest range in its upper whisker). It is also clear that the worst possible topic 

models are those produced with the yellow configuration (the lower whisker from the values 

corresponding to yellow configuration has a range below any of the other box-and-whiskers). Yet 

visibly comparing the green and red configuration is not that easy: most of the boxes overlap fully, 

yet while the green configuration has long upper and lower whiskers, the red configuration has a 

very short upper whisker and the lower whisker is not even visible.  

To decide which of these two configurations is best, we calculate the probability that a 

model produced with the green configuration will be better than one produced with the red 

configuration. We illustrate, using pseudo-code, how we calculate this probability: 

    process calculateGreenIsBetter: 

List<double> resultsWithGreen;  // 1000 results with the green configuration 

List<double> resultsWithRed;   // 1000 results with the red configuration 

 

List<double> combinedResults =  

merge_and_sort(resultsWithGreen, resultsWithRed); 

 

double sumOfRankDifference = 0; 

for_each oneGreenResult in resultsWithGreen{ 

sumOfRankDifference += rank(oneGreenResult, combinedResults)  

  - rank(oneGreenResult, resultsWithGreen); 

} 

double probabilityGreenIsBetter = sumOfRankDifference /  

(resultsWithGreen.size() * resultsWithRed.size()); 

 

return probabilityGreenIsBetter; 
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In this pseudo-code, first, the values corresponding to the evaluation of all the topic models 

produced using both configurations are merged and sorted into a single list. For each value 

corresponding to the green configuration we calculate the difference between its rank when 

compared to other values also corresponding to the green configuration, versus its rank in the 

merged and sorted list (i.e., the rank difference). The probability, that the green configuration 

results in a better topic model than the red one, is then calculated as the sum of the rank differences 

divided by the multiplication of the number of topic models produced for each configuration.  

Following this same process we can calculate the precise probability that any given 

configuration will produce a model that is better than one produced with a different configuration 

without the need to rely on a graphical representation like the one shown in Figure 21. These 

calculations form the basis for the identification of the natural ordering resulting from a 

configuration selection process as we now explain.  

The details of the configuration selection process we follow in this chapter are illustrated in 

Figure 24. As in the running example, we define a small set of configurations to be tested. We hold 

this set of configurations constant throughout the experiment. For each of the configurations, we 

generate a very large number of topic models, and evaluate each one using the same optimization 

metric. The step that follows is to generate the better topic model probability (BTMP) matrix from 

which the natural ordering is constructed.  
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Figure 24. Detailed illustration of the configuration selection process used to find the natural ordering of 

configurations. 

The BTMP matrix indicates the likelihood that a topic model produced with one 

configuration will be better than one produced with a different configuration. For each pair of 

configurations being tested we repeat the process previously illustrated in pseudo-code. The values 

in a cell in row i and column j in the BTMP matrix, thus, correspond to the probability that a topic 

model selected at random from those produced with configuration i will result in a better value 

than a topic model selected at random from those produced using configuration j.  

The resulting BTMP matrix comparing the four configurations used in the running example 

is presented in Table 8. According to this BTMP matrix, the probability that a model selected at 

random from those produced using the blue configuration will be better than one selected from the 

red configuration is 0.7 (row 2, column 1). That means that there is a 0.3 probability that the 
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opposite is the case: that a model produced using the red configuration will be better than one 

produced using the blue configuration (row 1, column 2).  

Table 8. BTMP matrix for the four configurations of the example. 

 
Red Blue Green Yellow 

Red - 0.3 0.4 0.7 

Blue 0.7 - 0.6 0.9 

Green  0.6 0.4 - 0.8 

Yellow 0.3 0.1 0.2 - 

 

We then identify the natural ordering of the set of configurations by looking directly at the 

values stored in the BTMP matrix (see Equation 1). As this equation shows, configuration confi 

comes before confj in the natural ordering if the value in cell (i, j) in the BTMP matrix is greater than 

the value in cell (j, i). As a result of this, the first configuration in the natural ordering is the one for 

which the values in its corresponding row in the BTMP matrix are higher than the values in its 

corresponding column. Note that the result of adding the value in cell (i, j) to the value in cell (j, i) is 

always 1.0. Thus, the first configuration is one for which all the probabilities in its row are above 

0.5. The second configuration in the natural ordering is that for which all the values in its 

corresponding row, except the one corresponding to the comparison with the configuration that is 

first in the natural ordering, are above 0.5. The same process follows for all the remaining 

configurations. Consequently, the last configuration in the ordering is the one for which all values in 

its corresponding row are below 0.5.  

𝑁. 𝑂𝑟𝑑(𝑐𝑜𝑛𝑓1, 𝑐𝑜𝑛𝑓2, … , 𝑐𝑜𝑛𝑓𝑛) is the natural ordering of a set of configurations such that: 

( ∀ 𝑖, 𝑗 ∶  𝑐𝑜𝑛𝑓𝑖  < 𝑐𝑜𝑛𝑓𝑗: 𝑃(𝑂𝑀(𝑡𝑚(𝑐𝑜𝑛𝑓𝑖) > 𝑂𝑀(𝑡𝑚(𝑐𝑜𝑛𝑓𝑗))

> 𝑃(𝑂𝑀(𝑡𝑚(𝑐𝑜𝑛𝑓𝑖) < 𝑂𝑀(𝑡𝑚(𝑐𝑜𝑛𝑓𝑗))) 

Equation 1. Natural ordering resulting from the configuration selection process used in the experiment of 

chapter 4. 
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𝑐𝑜𝑛𝑓𝑖:  Configuration i; a set of values for parameters for LDA (k, α and β) 

𝑐𝑜𝑛𝑓𝑖  < 𝑐𝑜𝑛𝑓𝑗:  𝑐𝑜𝑛𝑓𝑖 comes before 𝑐𝑜𝑛𝑓𝑗 in 𝑁. 𝑂𝑟𝑑(… ) 

𝑡𝑚(𝑐𝑜𝑛𝑓𝑖):  A topic model generated using 𝑐𝑜𝑛𝑓𝑖 

𝑂𝑀(𝑡𝑚(𝑐𝑜𝑛𝑓𝑖)) →  ℝ :    

An optimization metric function over topic models  

𝑃(𝑂𝑀(𝑡𝑚(𝑐𝑜𝑛𝑓𝑖) > 𝑂𝑀(𝑡𝑚(𝑐𝑜𝑛𝑓𝑗)):  

Probability value in BTMP matrix in row i column j. Probability that model 
produced with 𝑐𝑜𝑛𝑓𝑖  will be better than a topic model produced with 𝑐𝑜𝑛𝑓𝑗  

Details of notations used in Equation 1. 

 

Returning to the example, according to the BTMP matrix of Table 8, the natural ordering of 

the configurations is {blue, green, red, yellow}. Blue is first as all values in its row are above 0.5. 

Green is second as the values in its row, except the one comparing it with the blue configuration, are 

above 0.5. Red comes third as it has a value in the matrix above 0.5 when compared to yellow. 

Finally, yellow comes last as all its values are below 0.5 in the corresponding row in the BTMP 

matrix. Note that this natural ordering matches the one that was obtained in iterations 1 and 3 of 

the running example (more about this will be discussed in detail ahead). 

4.2 Replicability analysis  

The replicability analysis step we perform aims to quantify how likely we are to obtain the 

natural ordering of configurations when we use a much smaller number of iterations than 1000. 

One possible way to measure this is to actually generate some new topic models, observe each time 

we generate one model for each configuration the ordering that is produced, and to then combine 

these results as we did to find the natural ordering. Following this strategy, however, is not as 

straightforward, as we would have to repeat this process (generating new models for each of x 

iterations and producing an ordering) some considerable number of times to get a statistically valid 

result. Moreover, we would have to repeat this process for each different value of x (the number of 

iterations) independently, to find how this impacts the probability that we do find the natural 
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ordering. Following this strategy would take too much time, since LDA is a computationally 

expensive algorithm. 

Instead, we rely on concepts of probability theory (namely, binomial trials and the 

cumulative probability function), and use the information stored in the BTMP matrix. We look at a 

configuration selection process as a probabilistic event in which all the topic models that are 

produced for each configuration are compared. The result of all of these comparisons is an ordering 

of configurations. As we explain in detail now, this allows us to precisely calculate the probability 

that a configuration selection process in which a small number of topic models are produced with 

each configuration will result in the same ordering as the natural ordering.  

4.2.1 Representing a configuration selection process with binomial trials 

We now discuss how a configuration selection process with x iterations can be represented 

as multiple series of binomial trials. This will allow for direct calculation of P(cspx), the probability 

that a configuration selection process with x iterations will find the natural ordering.  

A binomial trial, in general, is a random experiment with two possible outcomes, one which 

is determined to be success and the other which is determined to be failure. In the context of a 

configuration selection process, we use a binomial trial to represent each of the comparisons of the 

values obtained when evaluating two topic models, each one generated with a different 

configuration. The determination of success is based on the natural ordering we identified. A 

binomial trial, say one comparing confi and confj, is successful if the outcome matches the 

expectation defined in the natural ordering. If in the natural ordering confi comes before confj, a 

corresponding binomial trial is successful if the topic model produced with confi is better than the 

one produced with confj. Thus, the probability of success of this binomial trial is the value in cell (i, 

j) in the BTMP matrix. Conversely the probability of failure is the value in cell (j, i) in the BTMP 

matrix. 
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 To illustrate this concept using the running example, one particular binomial trial 

corresponds to the comparison of a single topic model generated with the blue configuration versus 

a single topic model generated with the green configuration (i.e., two topic models which were 

produced in any one of the x iterations). Since in the natural ordering blue comes before green, a 

successful binomial trial comparing the two topic models is one in which the topic model produced 

with the blue configuration is better than the one produced with the green configuration. Using the 

values of BTMP matrix, the probability of success of this binomial trial, thus, is the probability that 

blue will be better than green. This particular binomial trial has a 0.6 probability of success (i.e., the 

probability of finding a better blue model) and a 0.4 probability of failure (i.e., the probability of 

finding a better green model). 

Based on the representation of each individual comparison between a pair of topic models 

as a binomial trial, it is possible to precisely formulate a calculation of P(csp1). That is, it is possible 

to calculate how likely we are to find the natural ordering when producing one single model for 

each of several configurations. The calculation of P(csp1), in the case of the running example, is 

presented in Equation 2 through Equation 4. 𝑃𝑏𝑡(𝑐𝑜𝑛𝑓𝑖, 𝑐𝑜𝑛𝑓𝑗) is the probability of success in a 

binomial trial comparing one topic model generated using 𝑐𝑜𝑛𝑓𝑖 and one generated with 𝑐𝑜𝑛𝑓𝑗. In 

Equation 3 actual values of the BTMP matrix are used to resolve the value of P(csp1), with colors 

highlighting the row of the matrix from which data is extracted. The value of P(csp1) is simply the 

probability that all the binomial trials, each comparing a different pair of configurations, will be 

successful. According to this calculation, the probability that we will find the natural ordering is 

slightly above 0.12.  

 

𝑃(𝑐𝑠𝑝1) =          (𝑃𝑏𝑡(𝑏𝑙𝑢𝑒, 𝑔𝑟𝑒𝑒𝑛) × 𝑃𝑏𝑡(𝑏𝑙𝑢𝑒, 𝑟𝑒𝑑)  × 𝑃𝑏𝑡(𝑏𝑙𝑢𝑒, 𝑦𝑒𝑙𝑙𝑜𝑤)) × 

(𝑃𝑏𝑡(𝑔𝑟𝑒𝑒𝑛, 𝑟𝑒𝑑)  × 𝑃𝑏𝑡(𝑔𝑟𝑒𝑒𝑛, 𝑦𝑒𝑙𝑙𝑜𝑤)) × (𝑃𝑏𝑡(𝑟𝑒𝑑, 𝑦𝑒𝑙𝑙𝑜𝑤)) 

Equation 2. Calculating P(csp) as a series of binomial trials (1). 
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𝑃(𝑐𝑠𝑝1) =          (0.7 × 0.6 × 0.9) × (0.6 × 0.8) × (0.7) 

Equation 3. Calculating P(csp) as a series of binomial trials (2). 

𝑃(𝑐𝑠𝑝1) =          0.1270 

Equation 4. Calculating P(csp) as a series of binomial trials (3). 

Additionally, we use binomial trials to calculate the probability that the natural ordering 

will be produced as a result of a process that has multiple iterations (not just one), P(cspx). We now 

illustrate in more detail how a single ordering of configurations can be identified from the results of 

multiple iterations in the case of the running example. To create this single ordering, instead of 

looking at the three different orderings obtained in each of the iterations of Figure 21, we first 

compare the values obtained with the topic models in each iteration for each pair of configurations. 

For each pair of configurations we make an independent determination about which of the two 

configurations is better based on the values for the corresponding topic models. We then aggregate 

these individual determinations to obtain the single ordering (see Table 9 ahead). 

 For instance, in the first iteration of the running example the comparison of the topic model 

produced with blue versus the one produced with red configuration indicates that blue is better. In 

the second iteration red was better than blue, and in the third one blue was better than red. Looking 

at these three comparisons we can identify that the blue configuration comes before red one, since 

in more than half of the iterations blue was better than red. In other words, the resulting ordering 

from these three iterations, regarding the blue and red configurations, is simply reflecting which 

one was used to produce a better topic model in more than half of the iterations. We define that more 

than half is sufficient, as we are looking at the configuration selection process as a probabilistic 

event. Thus, if more than half of the topic models that are better were produced using the blue 

configuration versus the red configuration, then the probability that the blue configuration 

produces better models than the red one is above 0.5 (i.e., from the information we have after only x 

iterations). Notice that this is analogous to how the values of the BTMP matrix are produced, yet 
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this formulation allows us to represent each of the comparisons of topic models as a distinct 

binomial trial.  

Continuing with the example, the set of comparisons that are made and the result that 

determines the ordering of the configurations observed after 3 iterations is now illustrated in Table 

9. In the table, there is one row for each distinct pair of configurations compared. The values in each 

cell in the ‘iteration n’ columns indicate which topic model was better on that iteration. 

 The final result in the last column indicates which of the configurations resulted in a better 

topic model in more than half of the iterations, and forms the basis for creating the single ordering: 

{blue, green, red, yellow}. Note that, to avoid ties, an odd number of iterations are required, an 

aspect we discuss later on. For illustrative purposes the ordering resulting from this example 

configuration selection process with three iterations is indeed the same as the natural ordering we 

found in Section 4.1.  

Table 9. Comparisons made to find the single ordering resulting from the example configuration selection 

process with three iterations. 

Comparison Iteration 1 Iteration 2 Iteration 3 Final result 

Red vs. blue blue red blue blue comes before red 

Red vs. green green red green green comes before red 

Red vs. yellow red yellow red red comes before yellow 

Blue vs. green blue green blue blue comes before green 

Blue vs. yellow blue yellow blue 
blue comes before 

yellow 

Green vs. 
yellow 

green  yellow green 
green comes before 

yellow 

 

We now look at the results of Table 9 using the representation of each comparison of a pair 

of topic models as a binomial trial we introduced earlier.  Recall that the determination of success of 

a binomial trial is based on the natural ordering (a binomial trial is successful if it the better topic 

model is the one produced with the configuration that comes before in the natural ordering). Using 

this determination of success, we can rewrite the information in Table 9 simply by noting whether 
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each binomial trial was successful or not (see Table 10). Notice that in the final result (the last 

column) two out of three (i.e., more than half) of each series of binomial trails (i.e., x binomial trials 

comparing the same pair of configurations) are successful. Since in each series of binomial trials 

more than half of them are successful, then the ordering obtained is exactly the same as the natural 

ordering.  

Table 10. Results of binomial trials for the three iterations of the running example. 

Binomial trial 
comparing 

Iteration 1 Iteration 2 Iteration 3 Final result 

Red vs. blue success failure success 2 out of 3 successful 

Red vs. green success failure success 2 out of 3 successful 

Red vs. yellow success failure success 2 out of 3 successful 

Blue vs. green success failure success 2 out of 3 successful 

Blue vs. yellow success failure success 2 out of 3 successful 

Green vs. 
yellow 

success failure success 
2 out of 3 successful 

 

Beyond noting that the ordering obtained with the topic models from the three specific 

iterations of Figure 21 is indeed the natural ordering, we now also use series of binomial trials to 

precisely calculate the probability that the results of any three iterations will also produce the 

natural ordering. In other words, we formulate now a configuration selection process with x 

iterations as several series of binomial trials (each series corresponding to the x comparisons of a 

specific pair of configurations). With this formulation, instead of actually looking at some particular 

set of models produced for some given number of x iterations, we use the values in the BTMP 

matrix to precisely quantify how likely we are to obtain the natural ordering. In the case of the 

running example, the probability that we do find the natural ordering after three iterations 

(P(csp3)) is formulated as in Equation 5. Notice that each of the operands 𝑃𝑏𝑡
3 (𝑐𝑜𝑛𝑓𝑖, 𝑐𝑜𝑛𝑓𝑗) 

corresponds to one of the rows in Table 9. 
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𝑃(𝑐𝑠𝑝3) =  𝑃𝑏𝑡
3 (𝑏𝑙𝑢𝑒, 𝑔𝑟𝑒𝑒𝑛) ×  𝑃𝑏𝑡

3 (𝑏𝑙𝑢𝑒, 𝑟𝑒𝑑) × 𝑃𝑏𝑡
3 (𝑏𝑙𝑢𝑒, 𝑦𝑒𝑙𝑙𝑜𝑤) ×  𝑃𝑏𝑡

3 (𝑔𝑟𝑒𝑒𝑛, 𝑟𝑒𝑑)

× 𝑃𝑏𝑡
3 (𝑔𝑟𝑒𝑒𝑛, 𝑦𝑒𝑙𝑙𝑜𝑤) ×  𝑃𝑏𝑡

3 (𝑟𝑒𝑑, 𝑦𝑒𝑙𝑙𝑜𝑤) 

Equation 5. Probability that at least half of 3 binomial trials, comparing each pair of configurations, are 

successful. 

𝑃𝑏𝑡
𝑥 (𝑐𝑜𝑛𝑓𝑖, 𝑐𝑜𝑛𝑓𝑗):  Probability that more than half of x binomial trials comparing a topic model 

produced 𝑐𝑜𝑛𝑓𝑖 versus one produced with 𝑐𝑜𝑛𝑓𝑗 (i.e., more than half of the 

binomial trials in a series) will be successful 

Details of notations used in Equation 5. 

 

Equation 6 through Equation 8 resolve the value of 𝑃𝑏𝑡
3 (𝑏𝑙𝑢𝑒, 𝑔𝑟𝑒𝑒𝑛), the probability that 

either two or all three of the series of binomial trials comparing the blue versus the green 

configurations will be successful. The probability that in a configuration selection process with 

three iterations we find that the blue configuration is better than the green one is 0.64.   

 

𝑃𝑏𝑡
3 (𝑏𝑙𝑢𝑒, 𝑔𝑟𝑒𝑒𝑛) =  (𝑃𝑏𝑡(𝑏𝑙𝑢𝑒, 𝑔𝑟𝑒𝑒𝑛))

3
+ 

 3 × (𝑃𝑏𝑡(𝑏𝑙𝑢𝑒, 𝑔𝑟𝑒𝑒𝑛) × 𝑃𝑏𝑡(𝑏𝑙𝑢𝑒, 𝑔𝑟𝑒𝑒𝑛) × (1 − 𝑃𝑏𝑡(𝑏𝑙𝑢𝑒, 𝑔𝑟𝑒𝑒𝑛))) 

Equation 6. Probability that more than half of 3 binomial trials comparing the blue and green configurations 

will be successful (1). 

𝑃𝑏𝑡
3 (𝑏𝑙𝑢𝑒, 𝑔𝑟𝑒𝑒𝑛) =  0.63 +  3 × (0.6 × 0.6 × 0.4) 

Equation 7. Probability that more than half of 3 binomial trials comparing the blue and green configurations 

will be successful (2). 

𝑃𝑏𝑡
3 (𝑏𝑙𝑢𝑒, 𝑔𝑟𝑒𝑒𝑛) =  0.648 

Equation 8. Probability that more than half of 3 binomial trials comparing the blue and green configurations 

will be successful (3). 

In Equation 9 and Equation 10 we show the results of the calculation of P(csp3). The values 

of 𝑃𝑏𝑡
3 (… ) in Equation 9 are resolved in the same way the values of 𝑃𝑏𝑡

3 (𝑏𝑙𝑢𝑒, 𝑔𝑟𝑒𝑒𝑛) for each of the 

other series of binomial trials. The probability that the example configuration selection process 

with three iterations will produce the natural ordering is 0.22 (Equation 10). This means that in 

slightly less than one out of five times that we run the same configuration selection process with 

three iterations we will indeed find the natural ordering {blue, green, red, yellow}.  
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𝑃(𝑐𝑠𝑝3) =  𝑃𝑏𝑡
3 (𝑏𝑙𝑢𝑒, 𝑔𝑟𝑒𝑒𝑛) ×  𝑃𝑏𝑡

3 (𝑏𝑙𝑢𝑒, 𝑟𝑒𝑑) × 𝑃𝑏𝑡
3 (𝑏𝑙𝑢𝑒, 𝑦𝑒𝑙𝑙𝑜𝑤) ×  𝑃𝑏𝑡

3 (𝑔𝑟𝑒𝑒𝑛, 𝑟𝑒𝑑)

× 𝑃𝑏𝑡
3 (𝑔𝑟𝑒𝑒𝑛, 𝑦𝑒𝑙𝑙𝑜𝑤) ×  𝑃𝑏𝑡

3 (𝑟𝑒𝑑, 𝑦𝑒𝑙𝑙𝑜𝑤) 

Equation 9. Probability that at least half of 3 binomial trials, comparing each pair of configurations, are 

successful (1). 

𝑃(𝑐𝑠𝑝3) =  0.648 × 0.784 × 0.972 × 0.648 × 0.896 × 0.784 = 0.224 

Equation 10. Probability that at least half of 3 binomial trials, comparing each pair of configurations, are 

successful(2). 

4.2.2 Using the cumulative probability mass function to calculate P(cspx) 

In the preceding calculations we manually resolved the probability value for each series of 

binomial trials calculating how likely we are that either two or three (more than half) of the trials 

are successful (i.e., the value of 𝑃𝑏𝑡
3 (𝑐𝑜𝑛𝑓𝑖, 𝑐𝑜𝑛𝑓𝑗)). To perform this same calculation with an 

arbitrary value of x we use the cumulative probability mass function. The cumulative probability 

mass function allows for generic calculation of the likelihood of obtaining at least y successful 

results in a series of x binomial trials (see Equation 11). The value of 𝑃𝑏𝑡
𝑥 (𝑐𝑜𝑛𝑓𝑖, 𝑐𝑜𝑛𝑓𝑗) is the 

addition of values of the binomial coefficient (𝑥
𝑦

) multiplied by the probability of 𝑦 successes and the 

probability of 𝑥 − 𝑦 failures. Values of 𝑦 start at 𝑥 2⁄ + 0.5: the minimum number of required 

successful binomial trials is the next integer above half of x, the total number of iterations. We 

illustrate how 𝑃𝑏𝑡
𝑥 (𝑐𝑜𝑛𝑓𝑖, 𝑐𝑜𝑛𝑓𝑗)) is expanded in the case of a configuration selection process with 3 

or 5 iterations in Equation 12 and Equation 13 (the reason why these are both odd numbers is 

discussed ahead). 

𝑃𝑏𝑡
𝑥 (𝑐𝑜𝑛𝑓𝑖, 𝑐𝑜𝑛𝑓𝑗) = ∑ (

𝑥

𝑦
) 𝑃𝑏𝑡(𝑐𝑜𝑛𝑓𝑖, 𝑐𝑜𝑛𝑓𝑗) 𝑦(1 − 𝑃𝑏𝑡(𝑐𝑜𝑛𝑓𝑖, 𝑐𝑜𝑛𝑓𝑗) )

𝑥−𝑦

𝑦=𝑥

𝑦=(
𝑥
2

)+0.5

 

Equation 11. Cumulative probability mass function calculating the probability that at least half of x binomial 

trials are successful (1). 
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𝑃𝑏𝑡
3 (𝑐𝑜𝑛𝑓𝑖, 𝑐𝑜𝑛𝑓𝑗) = 

(
3

2
) 𝑃𝑏𝑡(𝑐𝑜𝑛𝑓𝑖, 𝑐𝑜𝑛𝑓𝑗) 2(1 − 𝑃𝑏𝑡(𝑐𝑜𝑛𝑓𝑖, 𝑐𝑜𝑛𝑓𝑗) )

3−2
+ 

(
3

3
) 𝑃𝑏𝑡(𝑐𝑜𝑛𝑓𝑖, 𝑐𝑜𝑛𝑓𝑗) 3(1 − 𝑃𝑏𝑡(𝑐𝑜𝑛𝑓𝑖, 𝑐𝑜𝑛𝑓𝑗) )

3−3
 

Equation 12. Cumulative probability mass function calculating the probability that at least half of x binomial 

trials are successful (2). 

𝑃𝑏𝑡
5 (𝑐𝑜𝑛𝑓𝑖, 𝑐𝑜𝑛𝑓𝑗) = 

(
5

3
) 𝑃𝑏𝑡(𝑐𝑜𝑛𝑓𝑖, 𝑐𝑜𝑛𝑓𝑗) 3(1 − 𝑃𝑏𝑡(𝑐𝑜𝑛𝑓𝑖, 𝑐𝑜𝑛𝑓𝑗) )

5−3
+ 

(
5

4
) 𝑃𝑏𝑡(𝑐𝑜𝑛𝑓𝑖, 𝑐𝑜𝑛𝑓𝑗) 4(1 − 𝑃𝑏𝑡(𝑐𝑜𝑛𝑓𝑖, 𝑐𝑜𝑛𝑓𝑗) )

5−4
+ 

(
5

5
) 𝑃𝑏𝑡(𝑐𝑜𝑛𝑓𝑖, 𝑐𝑜𝑛𝑓𝑗) 5(1 − 𝑃𝑏𝑡(𝑐𝑜𝑛𝑓𝑖, 𝑐𝑜𝑛𝑓𝑗) )

5−5
 

Equation 13. Cumulative probability mass function calculating the probability that at least half of x binomial 

trials are successful (3). 

Using the result of this formulation of 𝑃𝑏𝑡
𝑥 (𝑐𝑜𝑛𝑓𝑖, 𝑐𝑜𝑛𝑓𝑗), we can then directly calculate the 

value of P(cspx) as illustrated in Equation 14. Equation 14 states that the probability that a 

configuration selection process with x iterations will find the natural ordering is the multiplication 

of the cumulative probability mass function 𝑃𝑏𝑡
𝑥 (𝑐𝑜𝑛𝑓𝑖, 𝑐𝑜𝑛𝑓𝑗), for each pair of configurations 

compared. In other words, the probability of finding the natural ordering is the multiplication of 

each of the probabilities that at least half of each series of binomial trials (each series comparing a 

different pair of configurations) will be successful. 

 

𝑃(𝑐𝑠𝑝𝑥) = ∏ 𝑃𝑏𝑡
𝑥 (𝑐𝑜𝑛𝑓𝑖, 𝑐𝑜𝑛𝑓𝑗)

𝑖 !=𝑗

 

Equation 14. Calculation of P(cspx). 

Using the cumulative probability function we can now calculate the value of P(cspx), in the 

case of the running example, with a larger value of x than three. With five iterations the probability 

increases to slightly under 0.50 (Equation 15), while with 9 iterations this probability exceeds 0.95 

(Equation 16).  
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𝑃(𝑐𝑠𝑝5) = 0.4735 

Equation 15. Probability that the example configuration selection process with 5 iterations will find the 

natural ordering. 

𝑃(𝑐𝑠𝑝9) = 0.9698 

Equation 16. Probability that the example configuration selection process with 9 iterations will find the 

natural ordering. 

It is important to note that the process of formulating a configuration selection process as 

several series of binomial trials assumes that each trial is independent. That is, we are assuming 

that comparing each pair of topic models produced with different configurations, for each of the x 

iterations of the selection process, is an independent event. Although this has some disadvantages, 

as it is possible for the binomial trials from different series to result in an ordering that might not 

be valid from the perspective of triangle inequality (e.g., it might result in an ordering in which blue 

is better than green, green is better than red, and red is better than blue) it is nevertheless valid 

from the perspective of the replicability analysis we want to perform. Particularly, this is because 

the use of sound probability theory via binomial trials allows us to precisely quantify how likely one 

is to indeed find the natural ordering. As a result of this, we can directly compare the values of 

P(cspx) obtained when one of several different optimization metrics are used in the configuration 

selection process.  

Another important aspect to note is that the formulation of P(cspx) we use requires for x, the 

number of iterations, to be an odd number. Notice that in Equation 13 we showed examples with 3 

and 5 iterations. It is necessary for x to be an odd number because the final ordering is decided 

solely by calculating whether more than half of the x comparisons represented in a series of 

binomial trials will be successful. By making sure x is an odd number we can guarantee there will be 

no ties. Moreover, since the cumulative probability function in Equation 13 adds multiple values 

starting with 𝑦 = 𝑥
2⁄ + 0.5  and the binomial coefficient (𝑥

𝑦
) is only defined for integer values, x must 

be an odd number. This, however, should not negatively impact the comparison of values of P(cspx) 

with different optimization metrics. 
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Figure 25 presents an illustration that summarizes the replicability analysis which we have 

just described that we perform in the main experiment of this chapter. From the configuration 

selection process presented in Section 4.2, both the BTMP matrix and natural ordering of 

configurations are passed as input (top of figure). The set of configurations, code base, and 

optimization metric (left of figure) are also passed as input. We represent a configuration selection 

process with x iterations as multiple series of binomial trials. This requires the use of the BTMP 

matrix and the natural ordering to define the probability of success of each binomial trial. Finally, 

we use the cumulative probability mass function to calculate values of P(cspx), and use these results 

to assess the impact of LDA’s non-determinism.  

 
Figure 25. Detailed illustration of the replicability analysis used to calculate P(cspx). 
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4.3 Experiment design 

Now that we have defined the way in which we run the main configuration selection 

process to find the natural ordering, and the replicability analysis we perform to quantify the 

impact of LDA’s non-determinism, we turn to the details of the experiment design. The main 

objective of the experiment is to compare values of P(cspx) when different optimization metrics are 

used. Moreover, the key question we want to answer is how many iterations are necessary to have a 

reasonable guarantee of finding the natural ordering, depending on the selection of an optimization 

metric.  

As a result of this, an important aspect to discuss is the specific threshold at which we can 

consider that there is a reasonable guarantee of finding the natural ordering. Particularly, if one is 

interested in replicating a configuration selection process, it would be desirable for it to produce 

the natural ordering with a very high likelihood. A common choice for the desired confidence of the 

result of a process, which we use in the remainder of this work, is to set this threshold at 0.95. In 

other words, if there is a probability of finding the natural ordering that is above 0.95 with some 

value of x, then we consider that the configuration selection process with x iterations is replicable. If 

there is a lower probability, then someone who is replicating the process might too often find an 

ordering different than the natural ordering.  

In order to only compare the extent to which different optimization metrics can be used in a 

process that is impacted to a certain degree by non-determinism, it is of utmost importance that we 

hold constant the code bases that are used as part of the experiment. We are interested in 

measuring the impact of LDA’s non-determinism using the optimization metric employed in 

Chapter 3, and comparing the results with those obtained when using other metrics that have been 

proposed to date. As a result of this, we need to use the same code bases employed in Chapter 3, for 

which the concerns gold sets are available. This limits the choice of other optimization metrics that 
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we can include in the experiment, as not all of them can be calculated using these same four code 

bases. Particularly, metrics that rely on different kinds of gold set other than a concerns gold set 

(i.e., issues, bugs, user generated tags, or traceability links – see Table 1), which are not readily 

available for all the four code bases employed in Chapter 3 are not included. The remaining 

optimization metrics from those discussed in Chapter 2 are now presented again in Table 11. We 

include adaptations of these three metrics in the experiment of this chapter, as indicated in the 

below. 

Table 11. Details of selected optimization metrics from previous research. 

Optimization 
Metric 

Where 
used 

Interpretation How calculated 

Overall 
Neighbor 

Score 

Grant 
[22] 

Average alignment 
between modularity 
(packages) and the 
topics (n closest 
neighbors for each 
document). Higher 
values preferred. 

For each document: 
 Pick the n closest neighbors to a code file (Θ 

matrix – cosine similarity).  
 Measure the overlap between the 

neighbors and the documents that are part 
of the same package 

 Average over all documents 

Overall Topic 
Score 

Grant 
[22] 

Average alignment 
between modularity 
(packages) and the 
topics (for each topic, 
for each of the top n 
document in the 
topic). Higher values 
preferred. 

For each topic 
 Pick the n code files that have the highest 

probability related to the topic, the topic set 
(Θ matrix – ranked for each topic) 

 Measure the overlap between the code files 
in the topic set and the documents that are 
part of the same package 

 Average over all topics 

Silhouette 
coefficient 

Panichell
a [48] 

Average alignment 
between the 
dominant topic and 
document’s terms 
(for each document, 
averaged over all 
documents in the 
code base). Higher 
values preferred.  

For each document: 
 Identify its topic with highest probability 

(Dominant topic – using Θ matrix); 
Create clusters that contain all files with the 
same dominant topic 
 Calculate their centroid  
For each document: 
 Calculate its distance to the farthest 

document inside the cluster (term-to-
document matrix)  

 Calculate its distance to all other cluster’s 
centroids  

 Compare the two values 
 Average over all documents 

 

We calculate the ONS / OTS metrics according to [22]. Both of these metrics require a 

parameter to be set: n, the number of neighbors to select (for ONS) or number of files in the topic 
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set (for OTS). Grant et al. evaluate four different values for this parameter {5, 10, 25, 50}. Given that 

the code bases used in our experiment are smaller than those used by Grant et al., we only use the 

two smallest values of n: {5, 10}. Thus, we calculate two values for both ONS and OTS (see table 

ahead). 

The silhouette coefficient metric is calculated according to [48]. As the description on Table 11 

indicates, distances between documents were calculated by Panichella et al. using a term-to-

document matrix. Unfortunately, their paper does not include sufficient detail about how this 

matrix is built. Instead, to calculate these distances we use the values in the Θ matrix. The decision 

to use the Θ matrix follows from its widespread use to compare document distances (e.g., [2, 3, 22, 

23, 30, 68]). 

Table 12 presents the final list of metrics which are included in the main experiment of this 

chapter. The last metric in the table corresponds to the Spearman correlation metric that we used 

in the experiment of Chapter 3.  

Table 12. Selected Optimization Metrics.  

Metric id Based on metric Parameters 

ONS5 Overall Neighbor Score Neighbors = 5 

ONS10 Overall Neighbor Score Neighbors = 10 

OTS5 Overall Topic Score Files in topic set = 5 

OTS10 Overall Topic Score Files in topic set = 10 

Silhouette coefficient Silhouette coefficient N/A 

Spearman correlation Spearman correlation  N/A 

 

Other than holding the set of code bases constant, in order to compare how different 

metrics fare, we must define a set of configurations to test throughout the experiment. We decided 

to use a small set of configurations in which only the number of topics is changed. There are two 

reasons that support this decision. First, research to date notes that the selection of the number of 

topics is of most importance to find the best possible topic model [2, 4, 5, 20, 22, 35]. Second, as was 

discussed in Section 2.3.3., recent research also found that the impact of the selection of α and β is 
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smaller than the impact of the selection of k [5]. Thus, it is likely the case that, if a selection process 

in which values of k are modified is much impacted by non-determinism, then one that includes 

variations of α and β will be as well. We will return to the issue of comparing configurations with 

differences in the values of α and β in Chapter 8.  

Given that the number of topics is the main parameter to change across the set of 

configurations, this experiment follows a simple heuristic to define this set: define a reasonable 

range (a minimum and maximum number of topics), and then define a set of values within this 

range to provide reasonable coverage. This same heuristic has also been employed in previous 

research (e.g., [5, 22]).  Values for the other two parameters are set according to the advice of [23]: 

β is set to 0.1 and α to (50/k). We select the following values for k:  

𝑘 =  { 5, 10, 15, 20, 30, 40, 50, 75, 100 } 

We generate 1000 topic models for each of the 9 configurations, and evaluate all of them 

independently with the 6 optimization metrics to find the natural ordering in each case. We then 

perform the replicability analysis step to calculate the value of P(cspx) for each different metric. For 

each value of x in a specific range, we calculate a separate value with each of the 6 optimization 

metrics of Table 12 and for each of the four sample systems of Table 4. 

We calculate P(cspx)  starting with x=1 and for every odd integer up to 199. Recall that every 

value of x must be odd as was explained in the previous section. Moreover, due to the time 

consuming computations required to calculate the binomial coefficient (𝑥
𝑦

) with large numbers, we 

set an upper bound for x at 199. In other words, we calculate the probability of finding the natural 

ordering with 1 iteration, 3 iterations, 5 iterations, and so on up to 199 iterations.  

We consider it sufficient to stop at 199 iterations, as from a practical perspective it is not 

feasible for others that use these metrics to have to generate such a large number of topic models to 

find an ordering that is the same as the natural ordering. It is necessary for us to generate a very 
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large number of topic models only to build the BTMP matrix and precisely identify the natural 

ordering. Yet it is sufficient to find values of P(cspx) with a smaller number of iterations than 1000: 

if we find that, with some metrics, the values are much below the replicability threshold (i.e., under 

0.95) while with other metrics values are close to the threshold, we have sufficient information to 

support our detailed assessment of the impact of LDA’s non-determinism.  

Also, it is important to highlight that increasing the number of iterations much more, even 

up to 1000 (the number of topic models produced to identify the natural ordering), does not 

necessarily guarantee that P(cspx) will be equal to 1 (i.e., that the natural ordering will be found 

with a  probability of 1.0). This is because of the nature of probabilistic events and binomial trials; 

each binomial trial (i.e., each comparison of a pair of topics) is an independent event. As a result of 

this, the probability that a series of binomial trials will result in the natural ordering is not 

dependent on the number of topic models which were used to create the BTMP matrix. If the 

probabilities of each of the binomial trials are low (i.e., the values in the BTMP matrix are low), the 

values of P(cspx), even with a large value of x (larger than the number of topics used to create the 

BTMP matrix), may still be below 1.0.  

4.4 Results 

 The main results we present in this section are the values of P(cspx) for each of the different 

optimization metrics. We compare results with the different optimization metrics for each of the 

code bases in the following subsections.  

4.4.1 dbViz  

 Figure 26 presents plots showing values of P(cspx) for each of the metrics using the dbViz 

code base. The first aspect to note is that all of the values of P(csp1) are below 0.018. This means 

that the chance that one finds the natural ordering when producing only a single topic model for 



97 

each configuration, with any of the optimization metrics, is less than two in one hundred. The 

second important result to highlight is that the highest value of P(csp199) obtained is below 0.75.  

These results indicate that with none of the metrics we obtained a value that is above the threshold 

we defined (i.e., all values of P(cspx) are below 0.95). Clearly, regardless of which metric we use, 

LDA’s non-determinism is impacting the results of the process to a great extent. 

Looking in detail at the different plots there are differences that are worth highlighting. In 

the first two plots, corresponding to the ONS5 and ONS10 metric, we see that values of P(cspx) are 

lower than in most of the other plots. Even with 199 iterations the probability of finding the natural 

ordering is under 0.3. This means that even in a process in which 199 topic models per 

configuration are produced, the chance that we will identify the natural ordering is less than one in 

three.  

The two plots in the middle of the figure correspond to the values with the OTS5 and OTS10 

metrics. The values are notably higher than with the preceding two metrics: the value of P(csp199) is 

almost 0.5 with the OTS5 metric and over 0.7 with the OTS10 metric. This value with the OTS10 

metric corresponds to the best value in any of the plots. This indicates that the OTS10 metric is 

likely the one that is least affected by LDA’s non-determinism when the dbViz code base is used. 

Nevertheless, there is still an important impact. If we were to run a configuration selection process 

with a small number of iterations the probability of finding the natural ordering is much lower, 

particularly in the case of the OTS5 metric. In the plot with the OTS10 metric, another interesting 

aspect to note is that we can see that the value of P(cspx) rises rapidly between x=1 and x=50 (close 

to the point it reaches 0.5). After this, running more iterations results in a smaller relative increase 

in P(cspx).  
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Figure 26. DbViz – plot of values of P(cspx) with the different optimization metrics.  

 The plot on the bottom-left side of the figure presents values of P(cspx) using the silhouette 

coefficient metric. The probability of finding the natural ordering with 199 iterations is slightly over 

0.5. Notice that, while this value is similar to the highest value obtained with the OTS5 metric, the 

plot for the silhouette coefficient metric has a less pronounced slope with smaller values of x. This 

means that, although values of P(csp199) are very similar, values of P(cspx) with the OTS5 metric are 

higher with a smaller number of iterations.  

Lastly, the plot on the bottom-right side of the figure shows the values of P(cspx) when we 

use the Spearman correlation metric. This last plot has a different range in the y-axis because the 

values are much lower than in the other cases. In fact, the probability of finding the natural 

ordering, even with 199 iterations is under 0.01. This means that even a process with a large 
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number of iterations will find the correct ordering about once every one hundred times it is 

executed. In the case of dbViz, this is clearly the metric that is most negatively impacted by LDA’s 

non-determinism. 

4.4.2 Mylyn 

Figure 27 presents plots showing values of P(cspx) for each of the metrics using the Mylyn 

code base. The first aspect to note is that all of the values of P(csp1) are below 0.025 for all metrics 

except with OTS10, for which the value is slightly over 0.1. This means that the chance that we will 

find the natural ordering if we produce only a single topic model for each configuration, with any of 

the optimization metrics, is only slightly over one in ten. The second important result to highlight is 

that the highest value of P(csp199) obtained is under 0.90 (with OTS5). These results show that with 

none of the metrics we obtained a value that is above the threshold of 0.95 that we have defined. 

The OTS5 metric comes close with a large number of iterations, producing results that are much 

more likely to be replicable, but it is still the case that regardless of which metric we use, LDA’s non-

determinism is impacting the results of the process to a great extent. 
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Figure 27. Mylyn – plot of values of P(cspx) with the different optimization metrics. 

Looking in detail at the different plots there are again differences that are worth 

highlighting. In the first two plots, corresponding to the ONS5 and ONS10 metric, we see that values 

of P(cspx) are extremely low. With the ONS5 metric, even with 199 iterations, the likelihood of 

finding the natural ordering is under 0.03. With the ONS10 metric the probability is higher, yet even 

with 199 iterations it is still under 0.3. Notice that these results are similar to those obtained with 

dbViz, in that the two plots for the ONS metrics have some of the lowest values of P(cspx).  

The two plots in the middle of the figure correspond to the values with the OTS5 and OTS10 

metrics. In these two plots, just as with the dbViz code base, the values are much better than with 

the other metrics. In fact, the value of P(csp199) with the OTS5 is the one that is closest to the desired 

threshold, almost 0.9. The plot corresponding to the OTS10 metric shows a curve that is somewhat 
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similar to the one for the OTS10 metric with the dbViz code base. We see that it produces the 

highest values for smaller numbers of iterations. However, with the Mylyn code base, values of 

P(cspx) increase very little after x=25, and never manage to reach 0.6 even with 199 iterations.  

The plot on the bottom-left side of the figure presents values of P(cspx) using the silhouette 

coefficient metric. The probability of finding the natural ordering with 199 iterations is slightly over 

0.5. The curve is also similar to the corresponding one with the dbViz code base, in that the values 

are very low initially, yet the value of P(cspx) increase gradually with more iterations.  

Lastly, the plot on the bottom-right side of the figure shows the values of P(cspx) when we 

use the Spearman correlation metric. The results are not as bad as with the dbViz code base. The 

value of P(csp199) is almost 0.5. In fact, the curve shown in this plot is similar to the one with the 

silhouette coefficient and the results are better than with any of the ONS metrics.   

4.4.3 iBatis 

Figure 28 presents plots showing values of P(cspx) for each of the metrics using the iBatis 

code base. The first aspect to note is that all of the values of P(csp1) are below 0.006. This means 

that the chance that we find the natural ordering if we produce only a single topic model for each 

configuration, with any of the optimization metrics, is less than six in one thousand. This value is 

notably lower than with the previous two code bases. The second important result to highlight is 

that the highest value of P(csp199) obtained is under 0.8. This means that, just as was the case with 

the two preceding code bases, none of the metrics produced a value that is above the threshold of 

0.95 that we have defined. Just as with the dbViz and Mylyn code bases, regardless of which metric 

we use, LDA’s non-determinism is impacting the results of the process. 

Looking in detail at the different plots, there are differences that we now also highlight. In 

the first two plots, corresponding to the ONS5 and ONS10 metric, we see that values of P(cspx) are 

higher than in most of the other plots for iBatis. This comes in contrast with the results we obtained 
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with these same metrics with the dbViz and Mylyn codebase. This would indicate that with the 

iBatis code base, ONS5 and ONS10 are least impacted by LDA’s non-determinism. Regardless, the 

highest value of P(csp199) is under 0.5 with the ONS5 metric and under 0.8 with the ONS10 metric.  

The two plots in the middle of the figure correspond to the values with the OTS5 and OTS10 

metrics. The value of P(csp199) is under 0.1 with the OTS5 metric and under 0.3 with the OTS10 

metric. These results again come at a contrast with those observed with the dbViz and Mylyn code 

base. With the iBatis code base, it is these two metrics that are most affected by LDA’s non-

determinism, while with the previous code bases these metrics resulted in some of the highest 

values of P(cspx).  

The plot on the bottom-left side of the figure presents values of P(cspx) using the silhouette 

coefficient metric. The probability of finding the natural ordering with 199 iterations is close to 0.8. 

The curve in this plot is similar to the one with the ONS10 metric, and these two metrics are indeed 

the ones that are least impacted by LDA’s non-determinism.  

Lastly, the plot on the bottom-right side of the figure shows the values of P(cspx) when we 

use the Spearman correlation metric. The value of P(csp199) is slightly under 0.6. This curve is 

similar to the one with the ONS5 metric.  

As these results indicate, in the case of the iBatis code base the worst results correspond to 

the OTS metrics, while the best results are obtained with either the ONS10 metric or the silhouette 

coefficient metric. It is important to note that this is somewhat the opposite trend that we observed 

with the previous two code bases.  
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Figure 28. iBatis – plot of values of P(cspx) with the different optimization metrics.  

4.4.4 Rhino 

Figure 29 presents plots showing values of P(cspx) for each of the metrics using the Rhino 

code base. The first aspect to note is that, just as for the previous code bases, all of the values of 

P(csp1) are below 0.013. This means that the chance that we will find the natural ordering if we 

produce only a single topic model for each configuration, with any of the optimization metrics, is 

less than two in one hundred. This value is higher than for iBatis, and very close to the one obtained 

with the dbViz code base. The second important result to highlight is that the highest value of 

P(csp199) is under 0.94. This value is higher than with any of the preceding code bases, yet still it is 

slightly below the threshold of 0.95 that we have defined. Although there is at least one of the 

metrics with which we are very likely to find the natural ordering, LDA’s non-determinism is still 

impacting the results of the process. 
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Looking in detail at the different plots, there are differences that we now highlight. In the 

first two plots, corresponding to the ONS5 and ONS10 metric, we see that values of P(csp199) are 

under 0.4 with the ONS5 metric, and under 0.2 with the ONS10 metric. These results are similar to 

those we obtained with the dbViz and Mylyn code base, in that these are the two metrics that result 

in the lowest values of P(cspx).   

  
Figure 29. Rhino – plot of values of P(cspx) with the different optimization metrics.  

The two plots in the middle of the figure correspond to the values with the OTS5 and OTS10 

metrics. The values are the highest we have seen so far with the OTS5 metric. The value of P(csp199) 

is almost 0.94, only slightly below the desired threshold. With the OTS10 metric the value of 

P(csp199) is under 0.6. Unlike with the Mylyn or dbViz code base, we do not see that values increase 
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much with small values of x and then level off with larger values. In fact, almost the opposite is 

visible, as with x < 21 the curve is almost flat, yet with larger values of x there is a steeper slope. 

The plot on the bottom-left side of the figure presents values of P(cspx) using the silhouette 

coefficient metric. The probability of finding the natural ordering with 199 iterations is slightly over 

0.7. Notice that we see a curve that is similar to the curve with the OTS10 metric with the Mylyn and 

dbViz code bases. That is, the curve has a very steep slope initially and then levels off with x > 51. 

This is the only code base in which we see this trend with the silhouette coefficient metric.  

Lastly, the plot on the bottom-right side of the figure shows the values of P(cspx) when we 

use the Spearman correlation metric. The probability of finding the natural ordering with 199 

iterations using this metric is slightly over 0.4. Also, the curve is very similar to the one 

corresponding to the OTS10 metric. As these results indicate, the metrics that are most affected by 

LDA’s non-determinism with the Rhino code base are the ONS5 and ONS10 metric, and the highest 

values of P(csp199) correspond to the OTS5 and OTS10 metric.  

4.5 Discussion 

 The results of the experiment indicate that in a configuration selection process, regardless 

of which optimization metric is used, finding the natural ordering is not guaranteed. Most notably, 

we have shown evidence that producing a single topic model for each of a set of configurations, and 

then evaluating each topic model with any of a variety of optimization metrics, is very unlikely to 

result in the natural ordering of configurations. This probability of finding the natural ordering with 

a single topic model per configuration (P(csp1)) was below 0.1 in every single case.  

Reporting that values of P(csp1) were very low is an important result to call out by itself, as 

most of the configuration selection processes that we reviewed in Chapter 2 do not explicitly report 

that more than one topic model was generated for each configuration that was compared. The 

implication of this outcome is that likely most of the results that have been reported in previous 



106 

research are very difficult to replicate. Moreover, in the only work to date which we have found to 

explicitly report that more than one topic model per configuration was produced, only 48 topic 

models per configuration were used to determine the ordering of configurations [7]. However, our 

results indicate that, with any of the optimization metrics which we included and any of the four 

code bases for which we generated topic models, with this number of topic models per 

configuration (i.e., with x=48) the probability of finding the natural ordering is still below 0.6 (i.e., 

slightly over one in two of the times we generate 48 topic models per configuration the natural 

ordering will be found).   

A summary of the results of the experiment is now presented in Error! Reference source 

ot found., left. This table focuses on the results with 199 iterations, as this was the best possible 

value that we obtained. Results are presented for each of the four code bases and each of the 

metrics. Checks, and crosses are used to represent the value of P(csp199) obtained using the notation 

shown on the right side of Table 13. 

Table 13. Main results of experiment of Chapter 4: values of P(csp199) (left), illustrated using the icon legend 

shown (right).

 

  dbViz Mylyn iBatis Rhino 

ONS5     

ONS10     

OTS5     

OTS10     

Silhouette 
coefficient     

Spearman 
correlation       

 

 

Icon Interpretation 

 
P(csp199) < 0.01 

 P(csp199) < 0.1 

 0.1 < P(csp199) < 0.5 

 0.5 < P(csp199) < 0.75 

 0.75 < P(csp199) < 0.95 

 
P(csp199) > 0.95 

 

Notice in the table that there is not a single case in which the values of P(csp199) reached the 

desired 0.95 threshold (i.e., there are no cells with three checks). There are only four cases in which 
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there is a considerably high probability (above 0.75) of finding the natural ordering. This means 

that in slightly less than one out of four times we repeat the exact same configuration selection 

process (with this large number of iterations), we would not find the natural ordering. In the rest of 

the cases, however, the results indicate that the impact of LDA’s non-determinism is much greater. 

In fact, in half of the cases the values of P(csp199) are below 0.50 (one or two crosses in the table). 

This means that there is less than one in two chances of actually finding the natural ordering, even 

though a considerably large number of models per configuration are produced (i.e., a large number 

of iterations).  

There are other notable differences across the results with the different code bases and 

metrics that we now discuss. First we focus on results with each of the metrics across all code 

bases: 

 The ONS5 metric seems to be the one that, along with the Spearman correlation metric, 

are most impacted by LDA’s non-determinism. In every case the value of P(csp199) with 

the ONS5 metric is below 0.5. Results are particularly very low with the Mylyn code 

base (under 0.025).  

 With the ONS10 metric results are relatively low across most of the code bases except 

with iBatis. The curves for the three code bases in which values of P(csp199) are low have 

a very similar and practically flat slope, yet with the iBatis code base there is a relatively 

steep slope. 

 The OTS5 metric results in some of the highest values of P(csp199) with the Mylyn and 

Rhino code bases, yet with the other two code bases this is not the case. Particularly, 

with the iBatis code base, values of P(csp199) are some of the lowest. 

 The results with the OTS10 metric are good with the dbViz, Mylyn and Rhino code 

bases, yet this is not the case with the iBatis code base. Also, in the case of dbViz and 
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Mylyn, the curve with this metric has a very steep slope initially and then levels off with 

larger values of x. 

 The metric that provides the best results across all code bases is the silhouette 

coefficient metric. This is the only metric for which, regardless of the code base, the 

value of P(csp199) is above 0.5. 

 The results with the Spearman correlation metric are similar to the ones with the 

ONS10 metric: only with the iBatis code base, P(csp199) is above 0.5. With this metric, 

however, we find the lowest value of P(csp199), corresponding to the dbViz code base 

(under 0.008).  

The results also indicate that there are differences worth highlighting in terms of how LDA’s 

non-determinism is impacting the different code bases across all the metrics: 

 The dbViz code base seems to be the one that is most negatively impacted, as there are 

only two metrics with which the value of P(csp199) is above 0.5. 

 In the case of iBatis, we found that some metrics were very negatively impacted by 

LDA’s non-determinism, while others were not. Particularly results were some of the 

best with the ONS10 and silhouette coefficient metrics. Also, while for the rest of the 

code bases the values of P(csp199) with the ONS metrics were relatively lower and with 

the OTS metrics were relatively higher, the opposite was the case for the iBatis code 

base. 

 The results with the Mylyn and Rhino code bases are both very similar. The OTS5 metric 

in both cases resulted in the highest values of P(csp199) that we observed, above 0.9. 

With the OTS10 and silhouette coefficient, the value of P(csp199) is in both cases above 

0.5, and with the remainder of the metrics results are below this. The only notable 

difference between the results with Mylyn versus Rhino is that the ONS5 metric resulted 

in even lower values with the Mylyn code base.   
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We now discuss in more detail some possible reasons underlying some of these trends that 

we have highlighted. First, our results indicate that the metrics that are most affected by non-

determinism are the ONS5 and Spearman correlation metrics. One possible reason why these 

metrics are most impacted by non-determinism, we speculate, is due to the fact that their 

calculation relies on finding the distances between code files as indicated in the Θ matrix.  

Recall that the Spearman correlation metric relies on comparing the ranks of these 

distances as indicated by the topic models with the ranks of these distances as indicated by the 

concerns gold set. It is very likely the case that these ranks just vary too much from one topic model 

to another as a result of LDA’s non-determinism. Although we are unsure why this could happen, in 

the next chapter we will explore in more detail if it is the case that calculating distances between 

code files aggravates the impact of LDA’s non-determinism.  

Regarding the ONS metrics, these, similarly to the Spearman correlation, involve 

calculations of distances between documents. These metric require, first, the selection of the set of 

files that are closest (i.e., the neighbors) to each file (5 neighbors for ONS5 and 10 neighbors for 

ONS10), and then a calculation based on whether or not these neighbors are part of the same 

packages.  We speculate that the set of files that is closest to any other file (i.e., the neighbors) might 

change a lot as a result of the difference in topic models which stem from non-determinism. 

Moreover, this effect may be particularly aggravated with the ONS5 metric more than with the 

ONS10 metric, as we are selecting a smaller number of neighbors, which might be more variable 

across several topic models than the larger set selected with the ONS10 metric.  

Notice, however, that the negative effect of finding the nearest neighbors based on distances 

between code files was not as large with ONS10 in the case of the iBatis code base. We speculate 

that this may be that due to the larger number of files that are part of this code base (see Table 14 

ahead). This reasoning is strengthened, as we can see that with the Spearman correlation values for 

iBatis are also higher than for the other code bases. The reason behind these differences may be 
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that, as we noted in Chapter 3, larger code bases result in a reduced impact of LDA’s non-

determinism due to the underlying mechanisms of the LDA algorithm. This effect, however, was not 

clearly observed with the OTS metrics, which we now discuss more. 

We now turn to a detailed discussion about the difference that we observe in the results 

with the OTS metrics for the different code bases. The values with these metrics were particularly 

low with the iBatis code base, despite this being the largest code base. With the OTS5 metric, values 

were very high for the Mylyn and Rhino code base. Lastly, with the dbViz code base, values of 

OTS10 were relatively high. There may be also aspects about how these metrics operate, and about 

the characteristics of the code bases, which result in these differences. The calculations for these 

metrics require the identification of the set of files that have the highest probability for each topic 

(i.e., the topic set). After this, the metrics operate by finding the extent to which these files in the 

topic set are part of the same package. We speculate that, perhaps, the differences in the 

distribution of packages across the code bases (Table 14) may be underlying the differences in the 

resulting values of P(csp199).  

Notice, particularly, that for the Rhino code base there is one single package that contains 

most of the files. As a result of this, perhaps, most of the files in the topic set (for all topics) are very 

often contained in the same package (i.e., in the largest package). Thus, small variations in the topic 

model likely do not affect the resulting evaluation with OTS5, leading to very high values of 

P(csp199). In the case of Mylyn, though there is not such an imbalance in the distribution, there are 

only two packages in the code base. Thus, the files in the small topic set can only be in either of two 

packages, and as a result of this, the evaluation with OTS5 does not result in large variations with 

different topic models. This would, as a consequence, result in very high values of P(csp199).  

In the case of dbViz, there are a few more packages than for Mylyn, and the distribution of 

files is relatively more homogeneous over these packages than for Rhino(as indicated by the lower 

standard deviation). This code base has the highest values of P(csp199) with the OTS10 metric. In 
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this case, perhaps, it is the homogeneous distribution of files over its packages that makes it so the 

larger set of files in the topic set, which is selected by the OTS10 metric, does not vary much from 

one topic model to another.  

However, in the case of the iBatis code base both OTS metrics resulted in very low values of 

P(csp199). With iBatis we speculate, that this is due to the very large number of packages with a 

relatively even distribution. In the case of the other three code bases, since the number of packages 

is less than the number of files selected for a topic set, there will always be at least a pair of files 

that are part of the same package. So even if LDA’s non-determinism makes it so that there are 

important variations on which specific files are part of each topic set, the smaller pool of packages 

may make it so that the overall variability in the results is small. On the other hand, in the case of 

iBatis, there is a much smaller chance that files in a topic set will be part of the same package, 

simply because there are more packages. Thus, variations resulting from LDA’s non-determinism 

can have a larger impact on whether or not the files in the topic set are part of the same package. 

This means that, although the impact of non-determinism is lower for iBatis as it is the largest code 

base, it is the calculations that are performed by the OTS metrics that aggravate this impact, 

resulting in very low values of P(csp199). 

Table 14. Characteristics of the distribution of packages for the different code bases and the values of 

P(csp199) obtained with the OTS metrics.  

System 
# of code 

files 

Packages 
in code 

base 

stDev in 
package 

size 

# of files 
in largest 
package 

Value of 
P(csp199) 

with OTS5 

Value of 
P(csp199) 

with 
OTS10 

dbViz 79 9 6.37 21 0.44 0.72 

Mylyn – Bugzilla 40 2 8 28 0.89 0.53 

iBatis 203 38 6.39 33 0.05 0.29 

Rhino 106 9 24.94 82 0.93 0.53 

 

One last important aspect to discuss more about, is that the metric that is least affected by 

non-determinism is the silhouette coefficient. The calculations for this metric rely on first finding 
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the topic which has the highest probability for each file (i.e., the dominant topic), and then 

comparing distances between files that are related to the same dominant topic against distances to 

files that are not related to the same dominant topic. We could speculate that the reason why this 

metric is less affected is because, even though topic models are indeed different as a result of non-

determinism, it may be the case that the topic that is most related to any particular file (i.e., the 

dominant topic) does not change as much from one topic model another (when both are produced 

with the same configuration). As a result of this, the variations in the values obtained with this 

metric across several topic models would be smaller, and the resulting values of P(csp199) higher.  

Despite the differences across metrics and code bases, these results indicate that none of 

the metrics are conducive to a configuration selection process that is replicable. LDA’s non-

determinism impacts the configuration selection process, regardless of which optimization metric 

is used. Although some metrics seem to be less impacted by non-determinism and it is feasible to 

find the natural ordering (albeit in all cases with a very large number of iterations), with other 

metrics finding the natural ordering would be very unlikely to happen.  

Moreover, our discussion highlights that the differences in the code bases are very 

important. Thus, it may be the case that choosing a single metric and applying it to the evaluation of 

topic models in the same way for several code bases simply cannot be done reliably. Perhaps, 

however, this could be the case specifically with the optimization metrics that we are using. To a 

large extent, as we discussed, it seems that the impact of non-determinism depends on the 

characteristics of the system, as well as on the specific kinds of calculations that each metric 

performs to evaluate the topic models. 

Lastly, it is vital to note that these results are of critical importance regarding the first 

research question explored in this work. This is because they provide evidence that it is indeed the 

case that a configuration selection process is much affected by LDA’s non-determinism. With 
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respect to the second research question explored in this work, the results indicate there is much 

room for improvement of these processes.   
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CHAPTER 5: EXPLORING VARIABILITY OF TOPIC MODELS 

Now that we have established that LDA’s non-determinism has an impact, we dive deeper to 

understand the nature of this impact. We specifically examine how topic models generated using 

the same configuration differ. Obtaining a deeper understanding may bear new insights that can 

guide the development of new techniques that perhaps reduce the impact. To do so, we must 

directly observe, without the use of optimization metrics, how LDA’s non-determinism results in 

variations present in the topic models produced.   

In this chapter, we examine the effect that LDA’s non-determinism has by directly 

comparing pairs of topic models produced with the same configuration and same corpus as input. 

Instead of relying on optimization metrics to evaluate a single topic model and then comparing the 

resulting values, we directly calculate the differences between two topic models using distance 

measures. Distance measures serve to quantify the variability which results from the non-

deterministic nature of the LDA algorithm.  

The experiments presented in this chapter have two main objectives. The first objective is 

to help answer questions about the nature of the variability between two topic models, such as how 

variable the topics defined in each model are, and how much variability there is between the topic 

models as a whole. It may be that the topic models are not alike at all, each defining topics that are 

very different. It is also possible that two topic models are not too different and that similar topics 

are defined in both models.  

The second objective of the experiments in this chapter is to answer questions about how 

the distance measures we use to quantify the variability may aggravate or ameliorate the impact of 

non-determinism. It may be that a comparison of a pair of topic models with one distance measure 

indicates there is little variability, while the same comparison with a different distance measure 

indicates the variability is large.   
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To illustrate better the nature of our questions regarding how LDA’s non-determinism may 

manifest itself, Figure 30 presents two hypothetical comparisons of pairs of topic models.  Each 

topic model in the figure defines two topics. The figure shows a representation of the values in the 

Φ matrix for each of these models as a set of bubbles containing some terms. Each bubble 

corresponds to one of the topics. Colors are added to facilitate the discussion. 

  
(a)        (b) 

Figure 30. Comparing two different pairs of topic models. Two models that have similar topics (a) and two 

models that do not have similar topics (b). 

Notice that the two topic models in Figure 30(a) are very similar, although there are also 

some small differences. Both tmx and tmy define topics that have several terms in common: the two 

green topics share the terms diagram, event, pane, and change, amongst others. Nevertheless there 

are also some (smaller) differences: only the green topic of tmy has the term logger but not the 

green topic of tmx. The blue topics in the two models are also similar: they both have the terms page, 

image and buffering.  Yet there are also some (small) differences: only the blue topic of tmy has the 

terms component and printed, and only the blue topic of tmx has the term print and manager.  

In the case of the two topic models in in Figure 30(b) we see a very different picture. The 

topic models are very different, there are only a few terms in common across them: only the term 

print is shared between the first topics of each model, and only the term diagram is shared between 

the second topics of each model. In other words, it does not seem to be the case that there are 

similar topics in the comparison of topics in Figure 30(b). 
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In the experiments ahead, we compare topic models generated with the same configuration 

to observe the extent to which these topic models have more or fewer similarities. There is a wide 

spectrum of possibilities: we may find that topics are indeed very similar (as in Figure 30(a)), that 

they are very different (as in Figure 30(b)), or we may find that the similarity is at a point 

somewhere in the middle (e.g., that some topics are very similar but others are not). 

Regarding the second objective of the experiments, it is important to point out that there 

are several ways in which the variability between two topic models can be measured. We want to 

find if certain ways in which the topic model is processed by a distance measure result in the 

observation of higher or lower variability. That is, does comparing the same two models result in 

higher or lower variability depending on the choice of distance measure? Could it be the case that 

taking into consideration the relative size of each code file results in more or less variability?  

Answering detailed questions about the nature of LDA’s non-determinism is of importance 

for several reasons. First, there is previous work that has exploited aspects about the nature of the 

variability to define techniques to reduce the impact of LDA’s non-determinism [3]. This previous 

work has proposed a technique based on averaging the contents of the matrices that make up 

several topic models, by leveraging the observation that similar topics are indeed present in several 

topic models which were produced using the same configuration and same document corpus.   

The second reason why it is important to answer these questions, is that finding out 

whether different distance measures result in more or less variability can have an impact on the 

design of optimization metrics. Distance measures serve to quantify the variability between two 

topic models, while optimization metrics serve to evaluate a single topic model. Despite this 

difference, distance measures and optimization metrics are related in that they use the information 

in the matrices that are part of the topic models in order to produce a single numerical value.  

 In the absence of LDA’s non-determinism, a distance measure would indicate that there is 

no variability between two different topic models (e.g., the value resulting would be 0 – assuming 0 
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is the lowest possible value). If this was the case, an optimization metric should result in the exact 

same value when used to evaluate the same two topic models. However, LDA is indeed non-

deterministic; as we have shown, optimization metrics do result in different values when they are 

used to evaluate different topic models. Yet, we do not know the extent to which the variations in 

the values are aggravated more or less as a result of how a specific optimization metric operates. In 

Chapter 4, we measured this indirectly, by observing how replicable are the results of a 

configuration selection process that uses one or another metric.  

To further explore the nature of LDA’s non-determinism, we can directly compare the 

variability as measured with different distance measures. We might find that a distance measure 

that processes topic models in a certain way results in the observation of high levels of variability 

(i.e., the value resulting from the comparison is very large), yet another which processes the models 

very differently results in the observation of low levels of variability (i.e., the evaluation of two 

different topic models will likely produce two very different values). Since distance measures and 

optimization metrics can perform similar kinds of calculations, the implication should be that an 

optimization metric that operates in a similar way as the first distance measure will aggravate the 

impact of non LDA’s non-determinism (i.e., values resulting from the evaluation will be very 

different). Also, this should mean that, likely, an optimization metric that operates in a similar way 

as the latter distance measure will lead to a reduced impact of LDA’s non-determinism (i.e., the 

evaluation of two different topic models will likely produce two very similar values). As a result of 

these differences, the former metric should result in lower values of P(cspx), while the latter should 

result in higher values of P(cspx).  

In the following section, we present six hypotheses about the nature of LDA’s non-

determinism that we aim to assess in the experiments described in this chapter. After this, we 

present several different calculations that we perform in order to compare pairs of topic models. 

We then focus on the details of the design of the experiments that serve to assess the hypotheses 
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we have defined. Section 5.3 then presents the results of the experiments, with the last section of 

the chapter presenting a more detailed discussion about the results we obtained, as well as about 

the implications of these results for our research. 

5.1 Hypotheses about the nature of LDA’s non-determinism 

We now present six hypotheses that we aim to assess in the experiments of this chapter. 

The first four hypotheses are about the nature of LDA’s non-determinism, while the last two are 

about how the way in which distance measures process the information in a topic model might 

impact the variability that is observed. All of the hypotheses refer to the variability that results from 

LDA’s non-determinism, which can be measured when comparing a pair of topic models produced 

using the same configuration of LDA parameters and the same code base as input.  

H5.1: Matching topics exist in different topic models 

Hypothesis H5.1 states that if a topic is related to some set of terms in a topic model (i.e., in 

the Φ matrix) and to some set of files (i.e., in the Θ matrix), there is likely also one (and only one) 

topic in another model that will also be related to the same terms and the same files with similar 

probabilities. We call these pairs of topics, that are related to same terms and files with similar 

probabilities, matching topics. To illustrate this, we use as example two possible topic models that 

could be generated using LDA (see Figure 31, which shows the same comparison as in Figure 30(a), 

but is shown here again as it is used, and further detailed, as the main running example in this 

section).  

In the figure, the blue topic from tmx contains several of the same terms contained in the 

blue topic from tmy (e.g., page, buffering and image). However, there are also some smaller 

differences: only the blue topic in tmx has the term print, and only the blue topic in tmy has the term 

component  and buffering. Notice, also, that we can see a similar trend for the two green topics: 

there are several terms that are present in both green topics, and a smaller set of terms that are 
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only present in one of the two green topics. While the topics that share color have several terms in 

common, they also have some slight differences. The topics that do not share color, on the other 

hand, do not seem to be that similar (there are no terms in common between any of the two 

possible pairings of green and blue topics). In other words, though there is some variability, for the 

most part, it would seem that matching topics are present across both models (i.e., that the two blue 

topics match, and that the two green topics match).  

  
Figure 31. Two topic models generated with the same configuration of LDA parameters and same code 

corpus as input. 

 While we use a graphical illustration in Figure 31, the variability among topic models must 

be understood in terms of the values stored in the Φ and Θ matrix that make up each of two topic 

models. Figure 32 shows the data stored in these matrices corresponding to the two blue topics 

from Figure 31. Notice that there are three terms that are related to both blue topics, but there is 

only one that is related to a single blue topic but not to the other. Also, the probability values in the 

Φ matrix for the terms that are related to both blue topics are similar, yet they are not exaclty the 

same. In the case of the values in the Θ matrix, the same situation occurs. While both of the blue 

topics are related to the same files, the probability values are slightly different in each case. Notice 

also that the values in the Φ and Θ matrix for the green topics (see Figure 33 ahead) follow the same 

trend: the terms and files related to both green topics are almost the same, yet the values in the 
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matrices are slightly variable from one green topic to the other. Moreover, it is clearly the case that 

the topics that share the same color are more similar than topics that do not share the same color. 

 As this example shows, it is likely the case that the blue topics match, and that the green 

topics also match. In other words, which is what H5.1 states, it is possible that while there are 

differences across the two topic models, matching topics are indeed present in the topic models 

produced with the same configuration.  

  

Figure 32. Vectors from Φ matrix (left) and Θ matrix (right) corresponding to the two blue topics from 

different topic models. 

H5.2: Not all topics are impacted equally by non-determinism 

Hypothesis H5.2 states that some topics will be more impacted by LDA’s non-determinism 

than others. In other words, when comparing two topic models, some of the matching topics might 

be practically identical, while others might be much more different. To illustrate this, we look again 

at the comparison of topic models in Figure 31. Notice that the green topics in both models are 

practically identical: the only difference is that the term logger is not present in the topic in tmx, yet 

it is present in the green topic in tmy. In the case of the blue topics, however, we see that there are 

more differences: there are a few more terms that are present in one but not in the other blue topic.  

We can look at the values stored in the Φ and Θ matrices to understand better the meaning 

of hypothesis H5.2. Figure 32, which we previously discussed, shows the data stored in these 

matrices for the two blue topics. Figure 33 presents the values in these matrices corresponding to 
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the green topics. Notice that the two green topics have very small differences in their values in both 

the Φ and Θ matrices, while in the case of the blue topics the values are slightly more variable 

across the two topic models.  

As this example shows, the matching green topics seem to be less impacted by LDA’s non-

determinism when compared to the matching blue topics. This is what H5.2 states, that some 

matching topics will be very similar, while other matching topics, although they are indeed defining 

the same topic, will likely be more impacted by non-determinism and will therefore be slightly 

more different.   

  
Figure 33. Vectors from Φ matrix (left) and Θ matrix (right) corresponding to the two green topics from 

different topic models. 

H5.3: The most divergent topics have lower probabilities  

Hypothesis H5.3 states that topics that are most impacted by LDA’s non-determinism tend 

to have lower probability values associated in the Θ and Φ matrix. Not all topics in the same topic 

model are related, on average, with the same number of terms or documents. To illustrate this 

concept, we look again at the example scenario and the distribution of the blue and green topics in 

Figure 32 and Figure 33.  The average probability relationship between the blue topic in tmx and all 

four code files shown in Figure 32 is (0.11+0.28+0.39+0.40) / 4 = 0.295. The average probability 

relationship between the green topic in tmx and all four code files shown in Figure 33 is 

(0.09+0.61+0.50+0.35) / 4 = 0.3875. This means that the average probability of the green topic over 
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all the files (the probability of the green topic for short) is higher than the probability of the blue 

topic.  

As this simple example illustrates, it is possible that the topics that have lower probabilities 

would be more impacted by LDA’s non-determinism than the ones that have higher probabilities, 

which is what H5.3 states. 

H5.4: Not all topic models are equally divergent from the rest 

Hypothesis H5.4 makes a statement about the variability between the entire topic models 

that are being compared, and not just about the comparison of individual topics that are part of 

each model (as in the previous hypotheses). It states that, when comparing a topic model with all 

the others produced using the same configuration and same code base as input, the measured 

variability for some of them, on average, will be less than for others. The implication of this 

hypothesis is that some specific topic models may be what we call Least Divergent Models (LDMs), 

while others may be Most Divergent Models (MDMs). In other words, there may be some topic 

models that are not too variable when compared to any other topic model that is also produced 

with the same configuration and corpus as input (i.e., these are the LDMs). Conversely, there may be 

some other topic models that are very different (i.e., much more variable) when compared to any 

other topic model (i.e., these are the MDMs). Note that this does not imply anything about the ones 

in the middle (the ones that are neither LDMs nor MDMs). In fact, as we will discuss in detail in 

Section 5.5, it is the LDMs that we are most interested in. 

To illustrate with a hypothetical example the intuition underlying H5.4, Figure 34 presents 

four different topic models produced using the same configuration and same corpus as input. 

Notice that the topics in the first model in this figure, tmw, contain terms that are also contained in 

the topics of tmx and tmy (color coding used to indicate matching topics across the models). Also, 

note that, although there are similarities between tmx and tmy, these two models are more different 

from each other than each of them is when compared to tmw. In other words, tmw is not too 
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divergent from tmx and tmy. On the opposite end of the figure we see tmz. This last topic model is 

very different from the other three, and there are very few terms in common between the topics in 

tmz versus the topics in any of the other three models.  

In this simple example we illustrate that tmw is an LDM, as it is less divergent than the other 

models, and tmz is an MDM, as it is more divergent than the rest. H5.4 states that we may indeed 

find that some topic models are least divergent (i.e., the LDMs) while others diverge more (i.e., the 

MDMs) 

 
Figure 34. Four different topic models produced with the same configuration and the same corpus as input. 

The last two hypotheses that we now introduce, H5.5 and H5.6, are slightly different from 

the previous four. These hypotheses are about how we measure the variability between two topic 

models. Particularly, these two hypotheses refer to how the selection of a specific distance measure 

impacts the variability that is observed between any two topic models.  

H5.5: Variability is reduced when considering document sizes 

Hypothesis H5.5 states that using two distance measures which only differ in a single aspect, 

whether or not they consider the size of each document, will lead to the observation of different 

levels of variability when comparing the exact same pair of topic models. To illustrate this concept, 

Figure 35 shows how the variability between the same two topic models, tmx and tmy, might differ 

as a result of the selection of a measure to compare them.  



124 

The box on the left side of Figure 35 shows an illustration of the comparison of two topic 

models using distance measure dma. This measure takes into consideration as part of the 

calculations performed the relative size of each document that makes up the code base. The box on 

the right side of Figure 35 shows an illustration of the comparison of the same two topic models, 

but this time using distance measure dmb, which does not take into consideration the relative size of 

each file in the code base. On the bottom left side of each box in the figure, we show a scale which 

indicates the possible values that result from the use of the distance measures. Both of these 

measures result in a value of 0.0 when there is a high level of variability between the two topic 

models (i.e., the models are measured to be very different) and in a value of 1.0 if there is a low 

level of variability between the two topic models (i.e., the models are measured to be very similar). 

As these values indicate, the measured variability is less with the distance measure that considers 

file sizes (value is 0.81, closer to 1.0) than with the distance measure that does not (value is 0.77, 

slightly farther from 1.0).  

 
Figure 35. Comparing the same pair of topic models using two distance measures, one which considers 

document sizes (left) and one that does not (right). 
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H5.5. states that, as is the case in this example, variability will be observed to be lower with 

a distance measure that considers the relative file sizes.  

H5.6: Variability is more when observed with the correlation between document 

distances versus with the variation of information 

 The last hypothesis we explore in this chapter, H5.6, states that two specific different ways 

in which distance measures can operate over the matrices that are part of a topic model can lead to 

different results. Particularly, this hypothesis looks at a comparison of a distance measure that 

relies on the correlation between document distances to quantify the variability between two topic 

models versus a distance measure that relies on the variation of information [41, 67] to quantify 

this same variability. The former measure quantifies the variability between two models by looking 

at how each pair of code files are related more or less, according to the information stored in the Θ 

matrix, in each of the two models which are compared. The later measure makes this comparison in 

a different way: by looking at how much information is lost or gained to transform the Θ matrix that 

is defined in one topic model, into the Θ matrix that is defined in another topic model (i.e., the 

variation of information between the two Θ matrices). Hypothesis H5.6 states that the variability 

between two topic models will be larger when we compare them using as distance measure the 

correlation between document distances versus using as distance measure the variation of 

information.  

To illustrate the meaning of hypothesis H5.6, Figure 36 shows how the variability between 

the exact same two topic models, tmx and tmy, might differ as a result of the selection of a measure 

to compare the models. The box on the left side of Figure 36 shows the comparison of two topic 

models using the correlation between document distances. The box on the right side of Figure 35 

shows an illustration of the of the comparison of the same two topic models, but this time using 

variation of information. On the bottom left side of each box, we show a scale which indicates the 

possible values that result from the use of the distance measures. Notice that the scales of the two 
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distance measures are very different. With the correlation between document distances, high 

variability corresponds to a value of -1.0 and low variability corresponds to a value of 1.0. With the 

variation of information, a value of 0.0 indicates there is low level variability between the two topic 

models, while values can get arbitrarily large if there is a high level of variability between the two 

topic models. More details about how these metrics operate and of the scales of the resulting values 

will be discussed in Section 5.2.1.4 and Section 5.2.1.5.  

  
Figure 36. Comparing the same pair of topic models using two distance measures: the correlation between 

document distances (left), and the variation of information (right). 

The value shown at the bottom of each box indicates the result of using a distance measure 

to compare the two topic models. Since these two metrics operate on very different scales, we use 

coloring of the numbers inside the boxes to visually illustrate if the value shown is relatively lower 

or higher. As these colors indicate, the measured variability is larger with the correlation between 

document distances (color is green with slight hue of yellow) that with the variation of information 

(color is green). 

As a result of the difference in how these two distance measures operate, the variability that 

is observed is larger with one metric than with the other. What H5.6 states is that this observed 
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variability is less when using the variation of information than when using the correlation between 

document distances, which is the case in this example.  

5.2 Experiments design 

We perform a series of experiments in which a large number of pairs of topic models are 

compared. In the experiments, we use the same topic models which were produced for the 

experiment of Chapter 4. In each comparison, we select a pair of models produced using the same 

configuration and same code base as input. For each pair of topic models, we perform several 

calculations to measure the variability between them in different ways. The comparisons include 

calculations of the variability both at the topic level (comparing individual pairs of topics from each 

model) and at the entire topic model level. The following subsections present details of these 

calculations; after this, we return to the detailed design of each of the experiments performed to 

assess the validity of the hypotheses. 

5.2.1 Calculations performed 

In the following subsections, we present details of a series of calculations that we perform 

for each comparison of a pair of topic models. These calculations serve to assess the validity of the 

hypotheses, as we explain in detail further ahead. 

5.2.1.1 Comparing individual pairs of topics 

The first calculation that we perform is to individually compare each of the topics defined in 

each of the two models compared. The objective of this calculation is to quantify the variability 

between each one of the topics in one model, when compared to each of the topics in the other 

model. In order to do this, we use the information stored in the Θ matrices from each of the two 

topic models. Our decision to use the Θ matrix in order to quantify the variability between 
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individual topics follows from the fact that this is the matrix that is primarily used by the 

optimization metrics (refer back to Section 2.3.1).  

Each of the topics in a model is represented in the Θ matrix as a vector of values (i.e., a 

column in the Θ matrix as illustrated in Figure 32 and Figure 33). In order to compare a vector 

corresponding to one topic in one model with a vector corresponding to one topic in another model, 

we use the cosine similarity (see Equation 17) measure, which has been used in previous work to 

compare pairs of topics [3]. The cosine similarity is a measure of the similarity between two vectors 

that quantifies the extent to which they have the same orientation (i.e., the extent to which they are 

related to the same set of files with similar probabilities).  

In Equation 17, 𝜃𝑥(𝑐𝑎, 𝑡𝑖) corresponds to the probability value for code file 𝑐𝑎 for topic 𝑡𝑖 in 

the corresponding Θ matrix from tmx (i.e., the value of a single cell in Θ). Two topics that are related 

to the exact same set of files with the exact same probabilities will result in a value of 𝑐𝑜𝑠(𝑡𝑖 , 𝑡𝑗) of 1. 

If the topics are related to a completely different set of files the value of 𝑐𝑜𝑠(𝑡𝑖 , 𝑡𝑗) will be 0.  

𝑐𝑜𝑠(𝑡𝑖, 𝑡𝑗) =  
∑(𝜃𝑥(𝑐𝑎, 𝑡𝑖) ×  𝜃𝑦(𝑐𝑎, 𝑡𝑗) )

√∑(𝜃𝑥(𝑐𝑎 , 𝑡𝑖)2)  × √∑ (𝜃𝑦(𝑐𝑎, 𝑡𝑗)
2

)

 

Equation 17. Cosine similarity measure to compare two topics. 

Using the values of 𝑐𝑜𝑠(𝑡𝑖, 𝑡𝑗) obtained for each pair of topics from each model, we can build 

a topic variability matrix. An example of a topic variability matrix corresponding to the comparison 

of topic models tmx and tmy used in the running example is presented in Figure 37. Notice that the 

values in the matrix for topics that have the same color (i.e., matching topics) are very high (e.g., 

topic t1 from tmx versus topic t2 from tmy), while the values for topics that have different color (i.e., 

topics that do not match) are much lower (e.g., topic t1 from tmx versus topic t1 from tmy). Using the 

values stored in the topic variability matrix, we can find the extent to which each pair of matching 

topics is more or less similar. 
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Figure 37. Topic variability matrix for topic models tmx and tmy. 

5.2.1.2 Considering relative sizes of files  

A relevant aspect to note about how the cosine similarity formula presented in Equation 17 

operates is that each code file is weighted equally. That is, the values of 𝜃𝑥(𝑐𝑖, 𝑡𝑎) for each code file 

are contributing equally to the calculation of the overall measured variability between each pair of 

topics. However, when it comes to a code base, the differences in the sizes of the code files can be 

quite large [13]. As a result of these differences, some files will contain a very small number of 

distinct terms (e.g., a file that declares an interface with a single method), while other files will have 

a much larger number of distinct terms (e.g., a file declaring a class that includes dozens or even 

hundreds of large methods).  

To illustrate the magnitude of these kinds of differences in file sizes with an example, we 

contrast two files that are part of the dbViz code base (see Appendix A). Notice that the first file 

included in the appendix, ImportException.java, has less than 50 lines of code. The second class, 

LayoutAlgorithm.java, has almost 1000 lines of code. As a result of this difference in size, the LDA 

algorithm will be input significantly different amounts of information for each of these two code 

files. For the smaller code file (after the processing indicated in Section 3.3 is performed) the input 

passed to LDA indicates that only 20 distinct terms are contained. For the larger file, over 1500+ 

distinct terms are passed to the algorithm. Note that in terms of the amount of information which is 

passed to the LDA algorithm, we are only looking at the number of distinct terms in a code file. 
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Thus, when we refer to the size of a file, we are specifically alluding to this number of distinct terms. 

This is important to note, as we are aware that other possible connotations of code file size exist 

(number of methods or fields, lines of code, gross amount of terms, etc.), yet this one, we posit, is 

adequate for this context. 

In the experiments ahead, we measure the variability between a pair of topics in two 

different ways: first, as indicated in the previous section, by calculating the cosine similarity 

between them (Equation 17), and second, by calculating a weighted cosine similarity (see Equation 

19). The difference between the calculation of cos _𝑤(𝑡𝑖 , 𝑡𝑗) and cos (𝑡𝑖, 𝑡𝑗) is the inclusion of the 

weighting factor 𝑊(𝑐𝑎). 𝑊(𝑐𝑎) is the relative size of each file measured as the proportion of the 

number of distinct terms contained in the code file over the entire population of distinct terms in 

the code base (see Equation 19). Values of 𝑊(𝑐𝑎) will be higher for code files that contain more 

distinct terms than for code files that contain fewer distinct terms.  

cos _𝑤(𝑡𝑖, 𝑡𝑗) =  
∑ (𝜃𝑥(𝑐𝑎, 𝑡𝑖) ×  𝜃𝑦(𝑐𝑎, 𝑡𝑗)  × 𝑊(𝑐𝑎))

√∑ ((𝜃𝑥(𝑐𝑎, 𝑡𝑖) × 𝑊(𝑐𝑎))
2

) × √∑ ((𝜃𝑦(𝑐𝑎, 𝑡𝑗) × 𝑊(𝑐𝑎))
2

)

 

Equation 18. Weighted cosine similarity to compare a pair of topics considering the relative sizes of 

documents. 

𝑊(𝑐𝑎) =
number of distinct terms in code file 𝑐𝑎

total number of distinct terms in the entire code base
 

Equation 19. Relative size of a file. 

5.2.1.3 Calculating the probability of a topic 

The probability of a topic is a measure of the relative density of its distribution in the Φ or Θ 

matrix. Recall that a topic corresponds to a vector in either the Φ or the Θ matrix (i.e., a column in 

the Φ or Θ matrix as illustrated in Figure 32 and Figure 33). The values stored in each of the vectors 

indicate the likelihood that a topic maps to a term or to a code file. Existing research [3, 58] has 

noted that some topics that are part of a topic model have denser distributions than others. In other 

words, some topics are related to more terms or documents, or have higher probabilities associated 
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to each of the terms or documents. Other topics, instead, are related to fewer terms and documents, 

or have lower probabilities associated to each term or document. These differences in the density of 

the distribution of each topic in a model are present regardless of the number of files in a code base, 

the number of terms in each code file (or in the entire code base), or the configuration of LDA 

parameters that is used to produce the topic model. In previous research, the relative density of the 

distribution of a topic is referred to as the topic probability [3, 58]. We use this term hereon in the 

same way.   

In order to calculate the probability of a topic ta (see Equation 20) we add the values in the 

Θ matrix for each code file corresponding to the topic, multiplied by the relative size of each code 

file. We divide this value by the number of code files in the code base |𝐶|.  

𝑃(𝑡𝑖) =  
∑ 𝜃(𝑐𝑎 , 𝑡𝑗) ×  𝑊(𝑐𝑎)

|𝐶|
 

Equation 20. Probability of a topic ti. 

5.2.1.4 Comparing entire topic models with the variation of information  

The variation of information [41, 67] is a measure that allows for comparison of a pair of 

topic models as a whole (as opposed to a comparison of the individual topics in each model). This 

measure conveys the amount of information that needs to be lost or gained to transform one topic 

model into another topic model. This measure can be used to compare a pair of topic models in 

terms of how each is related to the code files (i.e., using the values in the Θ matrix) or to the terms 

(i.e., using the values in the Φ matrix).  

We calculate the variation of information between two topic models using an adaptation of 

the method of [67]. This calculation is based on the entropy of a model, and the mutual information 

between a pair of topic models [14]. The entropy measures the uncertainty in a random variable 

[14, 25], while the mutual information measures the dependence between two variables [14].  
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We calculate the variation of information between two models in terms of how they are 

related to the code files (i.e., using the values in the Θ matrix only). This, again, follows the 

argument that this matrix is most often used by optimization metrics. The details of the calculation 

of the variation of information metric are as follows. First, we calculate the probability of each topic 

(as described in Section 5.2.1.3), and the corresponding entropy of each topic model (see Equation 

21).  

𝐻(𝑡𝑚𝑥) = ∑ 𝑃(𝑡𝑖) × log 𝑃(𝑡𝑖)

𝑖

  

Equation 21. Entropy of a topic model. 

We then calculate the intersection between each pair of topics (one from each model – see 

Equation 22). For a given topic ti (𝑡𝑖  𝜖 𝑡𝑚𝑥) and another topic tj (𝑡𝑗 𝜖 𝑡𝑚𝑦), their intersection 

𝐼𝑁𝑇(𝑡𝑖, 𝑡𝑗), is the sum, for all code files 𝑐𝑎, of the product of the probability for each code file 

according to the topic ti (𝜃𝑥(𝑐𝑎, 𝑡𝑗)), times its probability according to the topic tj (𝜃𝑦(𝑐𝑎, 𝑡𝑗)). 

𝐼𝑁𝑇(𝑡𝑖, 𝑡𝑗) =  ∑ 𝜃𝑥(𝑐𝑎, 𝑡𝑗)  × 𝜃𝑦(𝑐𝑎, 𝑡𝑗)

𝑎

 

Equation 22. Intersection between two topics. 

 The third step is to calculate the mutual information between the two topic models. The 

mutual information between two topic models (see Equation 23) is the sum of the intersection 

between each pair of topics (a pair of topics, one coming from each model) multiplied by a 

weighting factor. This weighting factor is the logarithm of the intersection between the two topics, 

divided by the number of code files (|𝐶|), which is then divided by the product of the probability of 

the topics 𝑃(𝑡𝑖) × 𝑃(𝑡𝑗). It is worth noting that the calculations for the variation of information 

measure as indicated in [67] do not take into account that topics (i.e., clusters of elements) might 

have different probabilities. The formula we use, instead, takes into consideration the probability of 

topics, calculated as indicated in Section 5.2.1.3, as part of the weighting factor. 
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𝐼(𝑡𝑚𝑥 , 𝑡𝑚𝑦) =  ∑ ∑
𝐼𝑁𝑇(𝑡𝑖, 𝑡𝑗)

|𝐶|
 ×  log

𝐼𝑁𝑇(𝑡𝑖, 𝑡𝑗) |𝐶|⁄

𝑃(𝑡𝑖) × 𝑃(𝑡𝑗)
𝑗𝑖

  

Equation 23. Mutual information between two topic models. 

Finally, we calculate the variation of information, in terms of the entropy of each model and 

the mutual information between them (see Equation 24). The final value of the variation of 

information is the sum of the entropy of each model minus twice their mutual information. If two 

topic models are not too different, the value for the variation of information will be close to 0. This 

is because their entropies will be similar in magnitude and the mutual information between them 

will be almost the same in magnitude as the entropy of either model. Higher values of the variation 

of information indicate that the models have more important differences, and that the amount of 

information that is lost or gained to transform one model to the other is larger. 

  

𝑉𝐼(𝑡𝑚𝑥 , 𝑡𝑚𝑦) = 𝐻(𝑡𝑚𝑥) +  𝐻(𝑡𝑚𝑦) − 2 × 𝐼(𝑡𝑚𝑥 , 𝑡𝑚𝑦) 

Equation 24. Variation of information between two topic models.  

5.2.1.5 Comparing entire topic models using distances between documents  

An alternative way in which we compare two topic models in the experiments ahead is in 

terms of the correlation between the distances among pairs of documents as indicated in the Θ 

matrix of each model. The process we use to perform this calculation is similar to the one we used 

in Chapter 3 to compare a topic model with a concern model. However, in this case, we compare 

two distinct topic models. 

Recall from Chapter 3 that we introduced details of how it is possible to build a file-to-file 

matrix using the information in the Θ matrix. The resulting matrix stores the distance between each 

pair of documents. Its values are generated by comparing the distributions for each pair of files in 

the Θ matrix in a single topic model.  

A cell in position a, b in a file-to-file matrix indicates the distance between code file a and 

code file b. This distance is calculated from the data in a Θ matrix using Kullback-Leibler (KL) 
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divergence (see Equation 25). KL divergence has also been extensively used in previous studies to 

calculate distances between files (e.g., [2, 3, 8, 30, 58, 64]).  

 

𝐾𝐿(𝑐𝑎 , 𝑐𝑏) =
1

2
 ∑ (𝜃(𝑐𝑎 , 𝑡𝑖) × (ln

𝜃(𝑐𝑎 , 𝑡𝑖)

𝜃(𝑐𝑏 , 𝑡𝑗)
) ×)

𝑖

+
1

2
 ∑ (𝜃(𝑐𝑏 , 𝑡𝑖) × (ln

𝜃(𝑐𝑏 , 𝑡𝑖)

𝜃(𝑐𝑎 , 𝑡𝑖)
) ×)

𝑖

 

Equation 25. Kullback-Leibler (KL) divergence between two topics. 

Using the KL divergence values for each pair of code files, we then create a file-to-file matrix 

for each of the two topic models compared (see Figure 38). Afterward, we calculate the Spearman 

correlation between the two file-to-file matrices. To perform this calculation, we convert the file-to-

file matrices with KL values into ranked matrices in which each cell contains the rank of the 

corresponding value in the file-to-file matrix (see bottom of figure). The last step of the calculation 

is to compare the two matrices in terms of the correlation between the ranked values. If the same 

pairs of files are ranked equally in each of the ranked file-to-file matrices, the correlation between 

the matrices is 1.0. If the ranks are completely opposite in the two ranked file-to-file matrices the 

correlation will be -1.0. To avoid confusion with the Spearman correlation optimization metric, 

which we used in Chapters 3 and 4 to compare a topic model with a gold set of concerns, we refer to 

this final value as the correlation between document distances (although the mathematical 

calculations are the same as those used for the Spearman correlation optimization metric).  
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Figure 38. Comparing topic model using the correlation between document distances. 

5.2.2 Detailed design of the experiments  

Now that we have presented the details of the calculations we perform to compare two 

topic models, we turn to the details of the design of several experiments. We have designed one 

experiment for each of the six hypotheses introduced in Section 5.1. The following subsections 

introduce these experiments, noting which calculations from those presented earlier are used, and 
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introducing null hypotheses which we define in order to provide evidence to support or reject each 

of the hypotheses explored.  

5.2.2.1 Experiment 5.1 – Matching topics exist in different topic models 

In the first experiment, we aim to find evidence to either support or reject hypothesis H5.1. 

To do so, for each of the four code bases and each of the configurations of LDA parameters for 

which 1000 topic models were produced in Chapter 4, we perform 5000 separate comparisons of 

different pairs of topic models. In each comparison, we randomly select two topic models from the 

1000 available. We will refer to the topic models in each pair as tmx and tmy.  

For each pair of topic models selected, we individually compare all the topics in each model 

and then proceed to measure the variability between the topics using the calculations introduced in 

Section 5.2.1.1. In other words, we calculate the cosine similarity between each topic in tmx and 

each topic in tmy. For each of the topics ti ∈ tmx we find its closest topic, tj ∈ tmy (i.e., the one that 

results in the highest value of the cosine similarity) and its second closest topic, tk ∈ tmy (i.e., the one 

that results in the second highest value of the cosine similarity). We then calculate the average of 

the cosine similarity between all topics ti ∈ tmx and their closest topic in tmy, as well as the average 

of the cosine similarity between all topics ti ∈ tmx and their next closest topic in tmy.  

After repeating this process for each of the 5000 topic comparisons, we produce as output a 

table similar to that shown in Table 15. Each row in the table corresponds to the comparison of a 

pair of topic models. The values shown in Table 15 correspond to the actual comparisons of pairs of 

topic models produced using the dbViz code base and the configuration with k=5. The two last 

columns in the table show, respectively, the average value of the cosine similarity between each 

topic in tmx and its closest topic in tmy, and the average value of the cosine similarity between each 

topic in tmx and its second closest topic in tmy. As this table shows, the average value of the cosine 
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similarity to the closest topic is higher than the average value of the cosine similarity to the next 

closest topic (i.e., the closest topics are more similar than the next closest topics). 

 Table 15. Output used to validate hypothesis H5.1. 

Comparison 

Id 

Models 
compared 

Average value to closest 
topic – cos(…) (average 
over all topics in tmx) 

Average value to next 
closest topic – cos(…) 

(average over all topics in 
tmx) 

1 
tmx: 92 vs. 
tmy: 890 

0.7483 0.3029 

2 
tmx: 490 vs. 

tmy: 21 
0.7489 0.3274 

… … … … 

5000 … … … 

 

Once we produce one such table for each code base and each configuration, we then 

proceed to evaluate the validity of hypothesis H5.1. To do so, we define the following null 

hypothesis: 

NH5.1: The mean value of the average cosine similarity to the closest topic is not 

significantly higher than the mean value of the average cosine similarity to the next 

closest topic. 

Recall that H5.1 states that there are matching topics in two topic models produced with the 

same configuration and same code base as input. If it is not the case that this hypothesis is valid, 

then for each topic ti ∈ tmx the value of the cosine similarity to the closest topic versus that to the 

next closest topic should, on average over all the topics and all the comparisons, be a statistically 

similar value (i.e., what NH5.1 states). If, contrary to this, H5.1 is indeed valid, then the mean value 

of the cosine similarity to the closest topic should be significantly higher than the mean value of the 

cosine similarity to the next closest topic. Showing that the closest topic is indeed significantly 

closer than the next closest topic (and, thus closer than any of the other topics) provides sufficient 

evidence that for a topic in one model there is only a single topic in another model that is most 

similar (i.e., that matching topics do indeed exist).   
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To compare the mean values for the closest topic and next closest topic we compare them 

by means of a t-test [73]. Using a t-test to compare these values is adequate as we are comparing a 

very large number of values (5000 average values per column). The results of the t-test will show if 

the means are indeed significantly different. Moreover, to show that the closest topic is indeed more 

similar than the next closest one (i.e., that the closest one corresponds to the matching topic yet the 

next closest one is not too similar), we then also calculate the difference between the two means at 

the 95% confidence interval. If the difference between the means is a positive value at this 

confidence interval, then we have additional evidence to support the validity of H5.1, and that 

indeed matching topics exist in each pair of topic models compared.  

Note that the p-value of the t-test and difference of means at the 95% confidence interval 

provide complementary information about the hypothesis H5.1. The p-value serve to either reject or 

accept the null hypothesis NH5.1. The confidence interval provides information regarding the range 

of the magnitude of the difference. It is possible for a p-value to show there is statistical significance, 

yet for the difference of means to be very small at the 95% interval. This would show that, although 

the means are different, the magnitude of the difference is very small (i.e., the effect is small). On the 

other hand, rejecting the null hypothesis using only the difference of means is not possible. Thus, 

both tests are used in this experiment. For a detailed discussion of how these two statistical tests 

operate the reader is referred to [50]. One final note about this matter is that both p-values and 

confidence intervals are used in several other experiments of this chapter for the same reasons we 

have discussed here. 

5.2.2.2 Experiment 5.2 – Not all topics are impacted equally by non-

determinism 

In the second experiment of this chapter, we aim to find evidence to support or refute 

hypothesis H5.2. The setup of this experiment is very similar to the setup of the previous 
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experiment: we use the topic models produced in Chapter 4 and perform 5000 comparisons of 

pairs of topic models for each of the four code bases and each of the configurations of LDA 

parameters. Also, just like in the previous experiment, for each comparison we measure the cosine 

similarity between each topic from one model and all the topics in the other model.  

After finding values of the cosine similarity between each topic in one model and all topics 

in the other model, we produce a distance matrix, like the one shown on the left side of Figure 39, as 

indicated in Section 5.2.1.1. Suppose we are comparing topic models tmx and tmy. We then sort the 

pairs of matching topics along the diagonal of the topic variability matrix (i.e., pairs of topics that 

have the highest value of the cosine similarity). Topics are organized in descending order, such that 

the pair of matching topics that have the highest value comes first, followed by the next pair of 

matching topics that have the second highest value, followed by the next pair of matching topics 

that have the third highest value, and so on until the last pair of matching topics for which the value 

of the cosine similarity is lowest. Figure 39 illustrates this process of organizing the topics 

according to their similarity for the case of the example topic models presented earlier in this 

chapter. Notice that the two green topics, which are most similar, come first and the two blue topics 

come second in this resulting ordering. 

  
Figure 39. Organizing the topics in a topic variability matrix according to the similarity of matching topics.  

Once the matching topics are organized in a distinct topic variability matrix for each of the 

5000 comparisons, we produce as output a table that stores the values of the cosine similarity for 
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the first matching topics (i.e., the closest ones) in a column, the values of the cosine similarity for 

the second matching topics (the second closest ones) in the next column, and so on, up to a column 

with the values for the kth matching topics. Table 16 shows an example of the output produced in 

this second experiment.  

The data shown in this table corresponds to two different comparisons of topic models 

produced using the dbViz code base and the configuration with k=5. Each row in the table 

corresponds to the values in one topic variability matrix (i.e., one comparison of two topic models). 

As the table shows, in each row the first matching topics have a higher value than the second 

matching topics. Notice, however, that since each topic variability matrices is the result of 

comparing two different topic models, the first value in a given row might be lower than the second 

value in a different row, as is the case in this table.  This is because some pairs of topic models may 

have matching topics that are very similar (as in the second row of Table 16), while others may 

have matching topics that are not as similar (as in the first row of Table 16) 

 Table 16. Output used to validate hypothesis H5.2. 

Comparison 

Id 

Models 
compared 

Values for the first 
closest matching 

topics – cos(…)  

Values for the 
second closest 

matching topics – 
cos(…)  

… 
Value for the kth 

matching topics – 
cos(…)  

1 tmx: 980 vs.  
tmy: 621 

0.8108 0.8107 … 0.2743 

2 tmx: 490 vs.  
tmy: 21 

0.9655 0.9196 ... 0.0071 

… … … … … … 

5000 … … … … … 

 

Once we produce one such table for each code base and each configuration, we then 

proceed to evaluate the validity of hypothesis H5.2. To do so we define k-1 null hypotheses: 

NH5.2.1: The mean of the values for the first matching topics is not significantly 

different from the mean of the values for the second matching topics 
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NH5.2.2:  The mean of the values for the second matching topics is not significantly 

different from the mean of the values for the third matching topics 

NH5.2.3:  The mean of the values for the third matching topics is not significantly 

different from the mean of the values for the fourth matching topics 

…. 

NH5.2.k-1: The mean of the values for the k-1th matching topics is not significantly 

different from the mean of the values for the kth matching topics 

NH5.2.4 through NH5.2.k-2 are omitted for brevity sake (k is the number of topics in the 

models compared). Recall that hypothesis H5.2 states that not all topics are impacted equally by 

non-determinism. If H5.2 is not valid, then the mean of the values of the cosine similarity of the first 

matching topics should be the same, from a statistical standpoint, when compared to the mean of 

the values of the cosine similarity of the second matching topics (i.e., what NH5.2.1 states). Also, if 

H5.2 is not valid, then the mean of the values of the cosine similarity of the second matching topics 

should be the same, from a statistical standpoint, when compared to the mean of the values of the 

cosine similarity of the third matching topics (i.e., what NH5.2.2 states).  This is also true for all the 

following means of contiguous matching topics (i.e., the ith versus the i+1th matching topics): if H5.2 

is not valid then their means should be the same, from a statistical standpoint, up to the kth 

matching topics (i.e., what NH5.2.3 through NH5.2.k-1 state). In other words, the means of the 

cosine similarity for contiguous pairs of matching topics should be practically the same (regardless 

of their position in the organized topic variability matrix), providing evidence that LDA’s non-

determinism is impacting all of them in the same way.  

If, on the contrary, we find that the mean of the values for the first matching topics is 

significantly different than the mean of the values for the second matching topics, that the mean of 

the values for the second matching topics is significantly different than the mean of the values for 

the third matching topics, and so on up to the kth matching topics, then we have sufficient evidence 
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to support the validity of H5.2. In other words, we would have initial evidence that LDA’s non-

determinism is impacting some topics more than others.  

To compare the mean values for the first matching topics versus the values for the second 

matching topics, and the means of the values for the second matching topics versus the values for 

the third matching topics, and so forth (i.e., to invalidate the null hypotheses NH5.2.1 through 

NH5.2.k-1), we use both an ANOVA test and a series of t-tests. The ANOVA test serves to show that 

at least one mean for a set of values for matching topics in a specific position is significantly 

different when compared to the other means [73]. However, the ANOVA test does not indicate 

which of the means is indeed significantly different. That is, if the p-value for the ANOVA test is 

under 0.05, we just know that at least one pair of matching topics is impacted more by non-

determinism than the rest. However, we want to find if are all impacted differently. That is, we want 

to ensure that indeed each mean in the ith position is different from the mean i+1th position.  Thus, 

we then perform a large number of t-tests comparing values for each set of matching topics in 

contiguous positions (e.g., a t-test to compare the ith with the i+1th matching topics). If both the 

ANOVA test and all of the t-tests indicate that the values are significantly different, we have 

sufficient evidence to invalidate the null hypotheses and to support the validity of H5.2.  

5.2.2.3 Experiment 5.3 – The most divergent matching topics have lower 

probabilities 

In the third experiment of this chapter, we aim to find evidence to support or refute 

hypothesis H5.3. The setup is very similar to the setup for the previous two experiments: we use the 

topic models produced in Chapter 4 and perform 5000 comparisons of pairs of topic models for 

each of the four code bases and each of the configurations of LDA parameters. Also, just as in the 

previous experiment, for each comparison we measure the cosine similarity between each topic 

from one model and all the topics in the other model in order to find matching topics. However, 
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unlike in the previous two experiments, this time we also calculate the probability of each topic as 

indicated in Section 5.2.1.3.  

After finding topics that match (say ti ∈ tmx matches tj ∈ tmy), we calculate their average 

probabilities (i.e., the average probability of ti and tj). With this information we produce as output a 

table similar to the one presented in Table 15. We store one value corresponding to the cosine 

similarity of each pair of matching topics, and one value for their average probability. The values 

shown in this table correspond to results obtained with the dbViz code base and the configuration 

with k=5. Notice in the table that the topics that have a higher value in the cosine similarity column 

also have a higher value in the probability column.  

 Table 17. Output used to validate hypothesis H5.3. 

Comparison 

Id 

Models 
compared 

Topic from 
tmx 

Cosine similarity for 
matching topics (cos(…))  

Average probability of 
matching topics 

1 
tmx: 110 vs. 

tmy: 331 
t1 0.8914 0.1740 

1 
tmx: 110 vs. 

tmy: 331 
t2 0.8340 0.1308 

1 
tmx: 110 vs. 

tmy: 331 
… … … 

1 
tmx: 110 vs. 

tmy: 331 
tk … … 

2 
tmx: 34 vs. 
tmy: 251 

t1 0.9186 0.2793 

2 
tmx: 34 vs. 
tmy: 251 

t2 0.8197 0.1406 

2 
tmx: 34 vs. 
tmy: 251 

… … … 

2 
tmx: 34 vs. 
tmy: 251 

tk … … 

… … … … … 

5000 … … … … 

 

Once we produce one such table for each code base and each configuration, we then 

proceed to evaluate the validity of hypothesis H5.3. To do so, we define the following null 

hypothesis: 
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NH5.3: There is no correlation between the cosine similarity of matching topics and 

their average probability 

Recall that hypothesis H5.3 states that the most divergent matching topics (those that have 

the lowest values of cos(…), which are the most impacted by LDA’s non-determinism) have lower 

probabilities than the matching topics which are less impacted by non-determinism. If H5.3 is not 

valid, then there should be no correlation between low values of the cosine similarity of matching 

topics and low values in their probability. To measure the correlation between the cosine similarity 

and the probability, we use Pearson’s r to measure linear correlation between the two sets of values 

[60]. If we find that there is a high linear correlation between the similarity and the probability, we 

have sufficient evidence to reject NH5.3 and to support the validity of H5.3. 

5.2.2.4 Experiment 5.4 – Not all topic models are equally divergent from the 

rest 

 In the fourth experiment of this chapter, we aim to find evidence to support or refute 

hypothesis H5.4. The setup is slightly different to the setup of the previous experiments. We again 

use the topic models produced in Chapter 4. However, instead of just performing 5000 comparisons 

of pairs of topic models, we exhaustively compare each topic model with all the rest that were 

produced using the same configuration and same code base as input. Moreover, since our objective 

is to assess how divergent the topic models are as a whole from each other, we use the variation of 

information, calculated as discussed in Section 5.2.1.4, as distance measure.  

In order to find whether some topic models diverge less (from the rest) and others diverge 

more, we calculate the average value of the variation of information between one topic model and 

all the rest of them. Recall that the variation of information is a distance measure for which lower 

values indicate that there is less variability between the pair of topic models compared. Looking at 

the average values of the variation of information for each model, we then select the set of 200 topic 
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models that have lowest average values – these are the Least Divergent Models (LDMs). We also 

select the set of 200 topic models that have the highest average values – these are the Most 

Divergent Models (MDMs). With this information we then produce as output two tables, one for the 

LDMs and one for the MDMs (see Table 18). In each of the tables, we store all the values of the 

variation of information between each LDM, or each MDM, and all the other topic models.   

 Table 18. Output used to validate hypothesis H5.4. 

LDMs vs. 

Variation of 
information 

between tmx and 
tmy  

 

MDMs vs. 

Variation of 
information 

between tmx and 
tmy  

tmx: 410 vs.  
tmy: 1 

1.7568  tmx: 657 vs.  
tmy: 1 

2.3160 

tmx: 410 vs.  
tmy: 2 

1.6789  tmx: 657 vs.  
tmy: 2 

2.8539 

… …  … … 

tmx: 410 vs.  
tmy: 1000 

1.8022 
 tmx: 657 vs.  

tmy: 1000 
2.2290 

tmx: 991 vs.  
tmy: 1 

1.7532  tmx: 510 vs.  
tmy: 1 

2.2734 

tmx: 991 vs.  
tmy: 2 

1.6737  tmx: 510 vs.  
tmy: 2 

2.1763 

… …  … … 

tmx: 991 vs.  
tmy: 1000 

1.8601  tmx: 510 vs.  
tmy: 1000 

2.2554 

… …  … … 

 

Once we produce these tables for each code base and each configuration, we then proceed 

to evaluate the validity of hypothesis H5.4. To do so, we define the following null hypothesis: 

NH5.4: The mean of the variation of information between LDMs and the rest of the topic 

models is not significantly lower than the mean of the variation of information between 

MDMs and the rest of the topic models 

Recall that hypothesis H5.4 states that not all topic models are equally divergent from the 

rest. If H5.4 is not valid, then the values stored in the table corresponding to the LDMs should, from 

a statistical standpoint, be very similar to those stored in the table corresponding to the MDMs. In 

other words, there should be no difference between the mean of the values for the LDMs versus the 
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mean of the values for the MDMs. If, however, some the topic models are indeed least divergent 

while others are most divergent, then the mean values for the LDMs should be significantly lower 

than the mean of values for the MDMs.  

To compare the mean of the values for LDMs versus the mean of the values for MDMs we 

compare the values in the tables produced as output by means of a t-test. Using a t-test to compare 

these means is adequate, as we are comparing a very large number of values (close to 200,000 

values in each table). We also calculate the difference between the means at the 95% confidence 

interval (LDMs minus MDMs). If the difference between the means is a negative value (recall that 

lower values of the variation of information mean that more similarity exists) at this confidence 

interval, then we have sufficient evidence to determine that H5.4 is valid, and that indeed there are 

topic models that are least divergent, as well as topic models that are most divergent.  

5.2.2.5 Experiment 5.5 – Variability is reduced when considering document 

sizes 

In the fifth experiment of this chapter, we aim to find evidence to support or refute 

hypothesis H5.5. The setup for this experiment is very similar to the setup for experiments 5.1 

through 5.3: we use the topic models produced in Chapter 4 and perform 5000 comparisons of 

pairs of topic models for each of the code bases and each of the configurations of LDA parameters. 

Also, for each comparison we find matching topics. In order to find the matching topics, we first use 

the cosine similarity 𝑐𝑜𝑠(𝑡𝑖, 𝑡𝑗). However, unlike in the first three experiments, in this case we also 

find matching topics by measuring their similarity using the weighted cosine similarity, 

cos _𝑤(𝑡𝑖 , 𝑡𝑗), as discussed in Section 5.2.1.2. Just as in the first experiment, we calculate the average 

similarity between all matching topics in each comparison of two topic models. This time, however, 

we calculate one average corresponding to values using the cosine similarity, and one average 

corresponding to values using the weighted cosine similarity.  
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After repeating this process for each of the 5000 topic model comparisons, we produce as 

output a table similar to that shown in Table 19. Each row in the table shows two average values for 

one comparison of a pair of topic models. The values shown in Table 19 correspond to the actual 

comparisons of two pairs of topic models produced using the dbViz code base and the configuration 

with k=5. Recall that, with either version of the cosine similarity, higher values indicate that there is 

more similarity between the topics. The first data column corresponds to the average similarity of 

matching topics using 𝑐𝑜𝑠(𝑡𝑖, 𝑡𝑗), the second data column corresponds to the average similarity of 

matching topics using cos _𝑤(𝑡𝑖, 𝑡𝑗). Note that the values shown in the table with the weighted 

version of the cosine similarity are higher than with the cosine similarity that does not take into 

consideration the relative sizes of the code files. 

Comparison 

Id 

Models 
compared 

Average values for 
matching topics – cos(…) 

(average over all topics in 
tmx) 

Average values for 
matching topics – cos_w(…) 
(average over all topics in 

tmx) 

1 
tmx: 775 vs. 

tmy: 414 
0.7740 0.8069 

2 
tmx: 903 vs. 

tmy: 704 
0.6646 0.7020 

… … … … 

5000 … … … 

Table 19. Output used to validate hypothesis H5.5. 

Once we produce one such table for each code base and each configuration, we then 

proceed to evaluate the validity of hypothesis H5.5. To do so, we define the following null 

hypothesis: 

NH5.5: The mean of the values using 𝒄𝒐𝒔(𝒕𝒊, 𝒕𝒋) is not significantly lower than the mean 

of the values using 𝒄𝒐𝒔 _𝒘(𝒕𝒊, 𝒕𝒋) 

Recall that H5.5 states that the observed variability is reduced when considering document 

sizes. If it is not the case that this hypothesis is valid, then the mean of all the average values with 

either version of the cosine similarity measure should be the same from a statistical standpoint. If, 
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contrary to this, H5.5 is indeed valid, then the mean of the values using 𝑐𝑜𝑠(𝑡𝑖, 𝑡𝑗) should be lower 

than the mean of values using cos _𝑤(𝑡𝑖, 𝑡𝑗). 

To compare the means with either measures, and invalidate the null hypothesis NH5.5, we 

compare the values in each of the data columns in the tables produced as output using a t-test. 

Using a t-test to compare these values is adequate, as we are comparing a large number of values 

(5000 average values). We then also calculate the difference between the two means at the 95% 

confidence interval. If the difference between the means (𝑐𝑜𝑠(𝑡𝑖 , 𝑡𝑗) minus cos _𝑤(𝑡𝑖, 𝑡𝑗)) is a 

negative value at this confidence interval, then we have sufficient evidence to determine that H5.5 is 

valid, and that indeed taking into account the relative sizes of documents results in less observed 

variability between topic models.  

5.2.2.6 Experiment 5.6 – Variability is more when observed using 

correlation between document distances versus with the variation of 

information 

In the last experiment of this chapter, we aim to find evidence to support or refute 

hypothesis H5.6. The setup for this experiment is very similar to the setup for experiment 5.4. We 

exhaustively compare each topic model with all the others that were produced using the same 

configuration and same code base as input. Since our objective is to assess how divergent the topic 

models are as a whole from each other, we use the variation of information calculated as indicated 

in Section 5.2.1.4, as distance measure. However, unlike in experiment 5.4, this time we also 

measure the variability between topic models using the correlation between document distances as 

indicated in Section 5.2.1.5.  

With this information we produce as output a table similar to the one presented in Table 20. 

For each topic model tmx, we store the value of the variability with each other model tmy using the 
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variation of information distance measure in one column and the correlation between document 

distances in another column. Note that both distance measures operate on very different scales. For 

the variation of information a value of 0 represents that there are no differences between two topic 

models, and larger values indicate that there are more differences, yet values can be arbitrarily 

high. In the case of the correlation between document distances a value of 1.0 indicates that the two 

file-to-file distance matrices compared result in the same rankings (i.e., ranks of which files are 

most related and which files are least related), while a value of -1.0 indicates that the two file-to-file 

distance matrices compared result in the exact opposite rankings. For this reason, directly 

comparing the values with methods such as a t-test or a confidence interval that rely on values of 

the means for the different datasets is not possible. Thus, we must use a different way to quantify 

how much variation there is in the resulting values. 

As a result of the challenges in directly comparing means, to quantify the relative size of the 

variation observed in a distribution of values we use the coefficient of variation [66]: the ratio 

between the standard deviation and the mean of a set of values. The coefficient of variation serves 

as a normalized measure of the relative spread of a probability distribution. Its values can be used 

to understand the standard deviation of a set of values in the context of their mean. Lower values 

indicate that the variance of the values is relatively smaller as a proportion of the mean. In other 

words, lower values of the coefficient of variation indicate that the variability observed in the data 

is smaller as a proportion of the mean, while higher values indicate the opposite is true, and that 

thus the variability that is observed is larger.  
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Table 20. Output used to validate hypothesis H5.6. 

Topic models 
compared 

Variation of 
information 
tmx vs. tmy 

Correlation between 
document distances for 

tmx vs. tmy 

tmx: 1 vs.  
tmy: 2 

1.8804 0.8533 

tmx: 1 vs.  
tmy: 3 

1.8111 0.9123 

… … … 

tmx: 1 vs.  
tmy: 1000 

2.0242 0.7866 

tmx: 2 vs.  
tmy: 3 

1.7648 0.8801 

tmx: 2 vs.  
tmy: 4 

2.0287 0.6182 

… … … 

tmx: 2 vs.  
tmy: 1000 

1.9545 0.7926 

… … … 

tmx: 999 vs.  
tmy: 1000 

2.1505 0.6409 

 

Once we produce one such table for each code base and each configuration, we then 

proceed to evaluate the validity of hypothesis H5.6. To do so, we define the following null 

hypothesis: 

NH5.6: The coefficient of variation is the same with either the variation of information 

or the correlation between document distances  

Recall that H5.5 states that the observed variability is increased when using correlation 

between document distances versus with the variation of information. If it is not the case that this 

hypothesis is valid, then the coefficient of variation should be the same with either distance 

measure. If on the contrary, H5.5 is indeed valid, then the coefficient of variation of the values 

obtained with the variation of information distance measure should be lower than the coefficient of 

variation obtained with the correlation between document distances.  Although the results of this 

comparison are not amenable for identification of statistical significance (i.e., there is no p-value 
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associated), since the coefficient of variation is well founded on statistical principles it should 

suffice for our purposes.  

5.3 Results 

5.3.1 Results for experiment 5.1 

Table 21 through Table 24 present the main results of experiment 5.1 for each of the four 

code bases. In each row of the tables, we include the values obtained for a different configuration of 

LDA parameters. The tables show: (1) the value of k for the corresponding configuration of LDA 

parameters, (2) the mean value of the average cosine similarity between each topic and its closest 

topic (over all 5000 comparisons), (3) the mean value of the average cosine similarity between each 

topic and its next closest topic (over all 5000 comparisons),  (4) the difference of the means in 

column 2 and 3, (5) the p-value for the t-test comparing the two means, (6) the lower bound of the 

difference of the means at the 95% confidence interval, and (7) the upper bound of the difference of 

the means at the 95% confidence interval.  

Notice that in every case the mean of values for the closest topic is much higher than the 

mean of values for the next closest topic. This indicates that the closest topic is much more similar 

than the next closest topic, providing initial evidence in support of hypothesis H5.1.  

The values in column 4 show the difference of the means; larger values in this column 

indicate that there is a bigger difference between the closest topic and the next closest topic (which 

is desirable). A smaller difference of means indicates that the closest topic and the second closest 

topic are not as distinguishable. A mean difference of 0, thus, would indicate that the closest topic 

and the second closest topics are just as similar to the topic they are compared to. This is not 

desirable, in the case in which both means are very low, as it would mean that, likely, matching 

topics do not exist (i.e., that the topics in each model are very different). If both mean values were to 
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be very close to 1.0, and thus the difference of means would also be 0, this means that for every 

topic ti in tmx there is not one, but two matching topics in tmy. This is also not desirable, as it would 

mean that the ‘second’ matching topic in tmy is redundant (i.e., that is it exactly identical to the ‘first’ 

matching topic). 

Looking now at the values in column 4, we see that values are always positive. This 

supports that the closest topic is indeed more similar than the next closest topic. Values in this 

column range from 0.61 through 0.28 for dbViz, from 0.66 through 0.12 for Mylyn, from 0.59 

through 0.48 for iBatis, and from 0.64 through 0.46 for Rhino. If we take into account that the 

possible values for cos(…) range from 0 through 1, this clearly shows that there is an important 

difference in the values for the closest topic versus the next closest topic.  

In order to provide statistical evidence that the values are indeed different, column 5 of the 

tables presents the p-value for the t-test comparing the values in column 2 and 3. If any of the p-

values in this column were to be above 0.05, then the corresponding means would not be 

significantly different. However, every single t-test has a p-value of 04, which indicates that the 

mean values in columns 2 and 3 are significantly different in every single case.  

To provide additional evidence of the magnitude of the difference of the means, the last two 

columns of each table show the values for the lower and upper bound of the mean differences at the 

95% confidence interval. Notice that, even at this confidence interval, the magnitude of the 

difference is between 0.12 and 0.67. In other words, there is a notable difference between similarity 

to the closest topic and the similarity to the next closest topic. These results provide sufficient 

                                                             

4 Note that a value of 0 is produced by the statistical analysis tool when the value is exactly 0, or 
when the value is too close to 0 to be represented with a very large negative exponential. This is a 
limitation of any tool, as a finite amount of memory must be used to represent any numerical 
variable. In any case in which the tool provides a very large negative exponential as the result (e.g., 
1.0E-300) we show the precise value.  
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evidence to reject NH5.1 and accept the validity of H5.1. This means that the results clearly show 

that matching topics do exist in the different topic models. 

There are also some slight differences in the results for each of the code bases that are 

worth discussing more. For instance, in the case of dbViz and Mylyn, the difference of means is 

higher with some of the smaller values of k (with the exception of k=5). As we go down the rows of 

each of these two tables, we see that the difference of the means gets smaller. Moreover, notice that 

values for the means in both columns increase with larger values of k in all of the tables (with some 

exceptions – particularly, the means of the second closest topic do not increase between k=5 and 

k=10). These results indicate that the closest topic (i.e., the matching topic) is more similar with 

larger values of k. However, since the means also increase for the second closest topic, it is more 

similar as well (as is evidenced by the smaller difference of means with larger values of k).  

The interpretation that we make, of the decrease of the difference of means with larger 

values of k, is that with more topics there is more variation between the topic models, and it is not 

as much clearly the case that matching topics exist. That is, while indeed there is a single matching 

topic, the second closest topic is not too different. Notice that, however, in the results for iBatis and 

Rhino, we do not see this trend as clearly. In the two tables corresponding to these code bases the 

difference of means does not decrease as much with larger values of k, and, even with a large 

number of topics, there is a large difference between the means.  

Another trend which we see in the tables is that the differences between the means in all 

tables is less with k=5 than with k=10, 15 and 20 (and in some of the tables the difference of means 

is lower with k=5 than with other value of k). Notice also that that with k=5 the values in the second 

and third column are lower than with larger values of k. This indicates that, with this small number 

of topics, there is more variation among the topic models, and the matching topics are not as similar 

as with the other configurations that have larger values of k. 
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Another important aspect to note is that the difference between the means is largest with 

k=15 and k=20 for every single one of the code bases. This indicates that, with these configurations, 

we are producing models in which the similarity is highest between matching topics, and in which  

topics that do not match are least similar.  

Table 21. Results for experiment 5.1 for dbViz. 

Configuration 

(Value of k) 

Mean of  
(Average 

cos(…) for 
closest 
topic) 

Mean of 
(Average 

cos(…) for 
next 

closest 
topic ) 

Difference 
of means 

p-value for 
t-test 

Lower 
bound of 

mean 
difference 

at 95% 
confidence 

interval 

Upper 
bound of 

mean 
difference 

at 95% 
interval 

5 0.8011 0.2991 0.5020 0 0.4961 0.5078 

10 0.8579 0.2392 0.6187 0 0.6129 0.6245 

15 0.8442 0.2577 0.5865 0 0.5804 0.5926 

20 0.8449 0.2770 0.5679 0 0.5618 0.5741 

30 0.8632 0.2980 0.5652 0 0.5590 0.5714 

40 0.8736 0.3350 0.5385 0 0.5322 0.5448 

50 0.8907 0.3927 0.4979 0 0.4912 0.5047 

75 0.9297 0.5536 0.3762 0 0.3675 0.3848 

100 0.9446 0.6554 0.2892 0 0.2803 0.2981 

 

Table 22. Results for experiment 5.1 for Mylyn. 

Configuration 

(Value of k) 

Mean of  
(Average 

cos(…) for 
closest 
topic) 

Mean of 
(Average 

cos(…) for 
next 

closest 
topic ) 

Difference 
of means 

p-value for 
t-test 

Lower 
bound of 

mean 
difference 

at 95% 
confidence 

interval 

Upper 
bound of 

mean 
difference 

at 95% 
interval 

5 0.7652 0.2790 0.4861 0 0.4798 0.4925 

10 0.7961 0.2542 0.5420 0 0.5352 0.5487 

15 0.8843 0.2225 0.6618 0 0.6557 0.6678 

20 0.9229 0.2518 0.6711 0 0.6645 0.6776 

30 0.9400 0.4730 0.4670 0 0.4571 0.4769 

40 0.9562 0.5911 0.3651 0 0.3550 0.3752 

50 0.9664 0.6741 0.2922 0 0.2824 0.3020 

75 0.9710 0.7817 0.1894 0 0.1808 0.1980 

100 0.9648 0.8333 0.1315 0 0.1242 0.1388 
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Table 23. Results for experiment 5.1 for iBatis. 

Configuration 

(Value of k) 

Mean of  
(Average 

cos(…) for 
closest 
topic) 

Mean of 
(Average 

cos(…) for 
next 

closest 
topic ) 

Difference 
of means 

p-value for 
t-test 

Lower 
bound of 

mean 
difference 

at 95% 
confidence 

interval 

Upper 
bound of 

mean 
difference 

at 95% 
interval 

5 0.7641 0.2706 0.4934 0 0.4875 0.4994 

10 0.7955 0.2393 0.5562 0 0.5499 0.5625 

15 0.8216 0.2226 0.5990 0 0.5924 0.6055 

20 0.8174 0.2317 0.5857 0 0.5791 0.5923 

30 0.8035 0.2388 0.5646 0 0.5579 0.5713 

40 0.8037 0.2439 0.5598 0 0.5530 0.5666 

50 0.8115 0.2480 0.5635 0 0.5568 0.5702 

75 0.8363 0.2716 0.5647 0 0.5576 0.5717 

100 0.8521 0.3437 0.5083 0 0.5004 0.5163 

 

Table 24. Results for experiment 5.1 for Rhino. 

Configuration 

(Value of k) 

Mean of  
(Average 

cos(…) for 
closest 
topic) 

Mean of 
(Average 

cos(…) for 
next 

closest 
topic ) 

Difference 
of means 

p-value for 
t-test 

Lower 
bound of 

mean 
difference 

at 95% 
confidence 

interval 

Upper 
bound of 

mean 
difference 

at 95% 
interval 

5 0.7879 0.3125 0.4753 0 0.4690 0.4817 

10 0.7949 0.2831 0.5118 0 0.5052 0.5184 

15 0.8379 0.2522 0.5857 0 0.5796 0.5918 

20 0.8700 0.2164 0.6535 0 0.6476 0.6594 

30 0.8454 0.2285 0.6169 0 0.6106 0.6232 

40 0.8380 0.2359 0.6020 0 0.5954 0.6086 

50 0.8481 0.2467 0.6014 0 0.5947 0.6081 

75 0.8679 0.3018 0.5661 0 0.5591 0.5731 

100 0.8900 0.4205 0.4695 0 0.4607 0.4783 

 

5.3.2 Results for experiment 5.2 

 In the second experiment, we find matching topics in each pair of models and then organize 

these matching topics in descending order according to the value of the cosine similarity. The first 

result we show is the comparison of the values for all the first matching topics, versus all the values 
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for second matching topics, versus all the values for the third matching topics, and so on up to the 

kth matching topics, by means of an ANOVA test.  

Each cell in Table 25  shows, for one configuration and one of the code bases, the p-value for 

the ANOVA test comparing the values for all the matching topics in the different positions over all 

the 5000 topic comparisons. If an ANOVA test has a p-value above 0.05, then there is no statistical 

difference between any of the sets of 5000 values. In other words, a p-value above 0.05 would 

indicate that the mean of values for the first matching topics is the same as the mean of values for 

the second matching topics, and also the same as the mean of values for the third matching topics, 

and so on.  

As the values in Table 25 indicate, every single one of the p-values for the ANOVA tests is 0, 

indicating that there is indeed at least one set of values which is significantly different from the rest. 

In other words, this test indicates that there is at least one set of matching topics that is significantly 

more or significantly less affected by LDA’s non-determinism than the rest, supporting hypothesis 

H5.2. 

Table 25. Results for ANOVA for experiment 5.2. 

Configuration 

(Value of k) 

p-value for 
ANOVA 
(dbViz) 

p-value for 
ANOVA 
(Mylyn) 

p-value for 
ANOVA 
(iBatis) 

p-value for 
ANOVA 
(Rhino) 

5 0 0 0 0 

10 0 0 0 0 

15 0 0 0 0 

20 0 0 0 0 

30 0 0 0 0 

40 0 0 0 0 

50 0 0 0 0 

75 0 0 0 0 

100 0 0 0 0 

 

 Since the ANOVA test only shows whether a single set (e.g., the ith set) of matching topics in 

a specific position is significantly different than the rest, we now show more details of the results of 

the experiment in Table 26 through  



157 

Table 61. We present one table for each code base and for each configuration of LDA parameters. 

The first column of the table indicates the position of the matching topics, while the second column 

shows the mean value of the cosine similarity for matching topics in that position (i.e., mean for the 

first matching topics, second matching topics, and so on up to the kth matching topics). Each value in 

the table corresponds to the mean over all 5000 topic comparisons. As we discuss in more detail 

ahead, the values in the tables progressively become lower as we go down the rows. This indicates 

that indeed the first matching topics are more similar than the second matching topics, which are in 

turn more similar than the third matching topics, and so on up to the kth matching topics, for which 

values are lowest. 

  Despite that we can see that values decrease as we go down the table, interpreting the 

magnitude of the differences is not straightforward. To do so, the last column of each table presents 

the p-value for the t-test in which we evaluate whether the mean of values for matching topics in 

the ith position is significantly different than the mean for the values for matching topics in the i+1th 

position (i.e., a comparison of the mean in the ith row versus the mean in the i+1th row). For 

instance, the p-value in the first row of each table corresponds to the comparison of the mean of the 

values of the first matching topics versus the mean of the values of the second matching topics. The 

next row shows the p-value for the t-test comparing the mean of the values of the second matching 

topics versus the mean of the values of the third matching topics, and so on up to the t-test in the 

next to last row which compares the mean of values of the k-1th matching topics versus the mean of 

the values of the kth matching topics.  

We first discuss in more detail trends that we observe regarding the mean values, and then 

return to the analysis of the p-values of the t-tests. The most important aspect to note in the tables, 

as we mentioned earlier, is that the means of values are indeed lower as we go down the rows of 

each table. The first few rows of each table have values that are very close to 1.0, indicating that the 

closest matching topics are practically identical (and thus are not much impacted by LDA’s non-
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determinism). As we go down the tables we see that values drop sharply. To show how values of the 

similarity go down for each of the code bases with each of the configurations, Figure 40 through 

Figure 43 present plots with values shown in the second column of Table 26 through  

Table 61. Each plot shows one line for one of the code bases, which we now discuss in more 

detail. 

 Table 26 through Table 29, as well as the plot on the left side of Figure 40, present the 

results with k=5. Notice in the plot that the most similar matching topics are slightly below 1.0 and 

that that the least similar matching topics are not too similar at all (value is below 0.5 in the tables). 

In the plot we see how the decrease in the similarity is relatively steady for the first four topics (i.e., 

it looks almost like a straight line) and then drops significantly for the last topic. This means that, 

while four out of five matching topics are relatively very similar, the least similar pair of matching 

topic is much less similar. One other important aspect to note is that the values in the first rows of 

Table 26 through Table 29 are lower than the values in the first rows of any of the other tables that 

follow. Lastly, note that in this plot all of the curves are very similar. 

Table 30 through Table 33, as well as the plot on the right side of Figure 40, present the 

results with k=10. In these tables we see that values start much closer to 1.0 in the first rows than 

with k=5. However, we see that in the last row the values are under 0.25. Notice in the plot that the 

curve has a very moderate slope for the matching topics in the first 8 positions and then it drops 

sharply for the matching topics in the last two positions. This means that a large proportion of the 

topics are very similar in both models, yet the least similar pairs of matching topics are much more 

different. One interesting difference among the results for the four code bases is that, in Figure 40 

(right), the curve for dbViz is above the others, and that the remaining curves overlap almost 

completely. This would indicate that, with this configuration, the dbViz topics are the least 

impacted by LDA’s non-determinism. 
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Figure 40. Average values of similarity for matching topics organized in descending order with k=5 (left) and 

k=10 (right). 

Table 34 through  

Table 37, as well as the plot on the left side of Figure 41, present the results with k=15. 

Notice that in this plot there are more matching topics for which values are closer to 1.0 than with 

the previous configurations. However, just as with the previous configurations, values drop notably 

for the last few matching topics. Notice that the last two rows in the tables have values under 0.5 for 

all four code bases. Also, notice in the plot that for the first 13 matching topics the curve has a 

gentle slope, yet for the last two matching topics we see that values are notably lower. In this plot, 

moreover, we see that the highest values correspond to the Mylyn code base, and that the other 

three code bases have curves that are very similar.  

Table 38 through Table 41, as well as the plot on the right side of Figure 41, present the 

results with k=20. Again, we see that the first few topics are very similar and that the curves have a 

gentle slope up to the matching topics in the 16th position. For the last few matching topics, values 

are much lower and there is a sharp descending slope in the curves. Just as with k=15, we see in the 

plot that the highest curve corresponds to the Mylyn code base. However, in this plot we see that 

values are not as similar for the other three code bases. Specifically, we can see in the plot that 

values are higher with Rhino than with the iBatis and dbViz code base.  
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Figure 41. Average values of similarity for matching topics organized in descending order with k=15 (left) 

and k=20 (right). 

Table 42 through Table 45, as well as the plot on the left side of Figure 42, present the 

results with k=30. Once more we see that the curve initially has a gentle slope and that for the last 

five matching topics values are much lower. Moreover, the values for a notably large proportion of 

matching topics are very close to 1.0. However, the last two rows have values that are at or below 

0.1 in all four tables, indicating that the last two matching topics have very little in common. Also, in 

this plot, just as with k=15 and k=20, we see that the curve for Mylyn is above the others. The curve 

for Mylyn remains very close to 1.0 with several more matching topics than the others. Lastly, the 

results with Rhino and dbViz are very similar, while the curve for iBatis is clearly below the rest.    

Table 46 through  

Table 49, as well as the plot on the right side of Figure 42, present the results with k=40. 

Note that, as with the previous configurations, the slope is initially descending gently, and values 

drop sharply for the last few matching topics. The results are also very similar to the ones for k=30 

in that the curve for Mylyn is higher than the others. Notice that the curve for dbViz in this plot is 

also slightly higher than the other two between the 15th and 35th matching topics, yet with matching 

topics before or after this position the curve is practically the same as the one with Rhino. Also, as 

with the results for k=30, we see that the curve for iBatis is below the rest.  
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Figure 42. Average values of similarity for matching topics organized in descending order with k=30 (left) 

and k=40 (right). 

Table 50 through Table 53, as well as the plot on the top left side of Figure 43, present the 

results with k=50. The results are similar to those obtained with the previous two configurations. 

The curve for Mylyn is higher than the others, and values are very close to 1.0 for a proportion of 

matching topics. Again, we see that the curve for dbViz is slightly above the one for Rhino with the 

matching topics in the middle, yet for the first and last few matching topics these curves overlap 

fully. Lastly, we see again that the values are lower with the iBatis code base.  

Table 54 through Table 57, as well as the plot on the top right side of Figure 43, present the 

results with k=75. The results are also similar to those with the previous configurations. However, 

there are also some differences worth noting. The curve for Mylyn is above the rest, yet this time it 

seems that the curve for dbViz is not that far below. Also, differently to the previous plots, this time 

we see that the curve for Rhino and iBatis are very similar, and are, relatively, farther below the 

curve for the other two code bases.   
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Figure 43. Average values of similarity for matching topics organized in descending order with k=50 (top 

left), k=75 (top, right, and k=100 (bottom). 

Lastly, Table 58 through  

Table 61, as well as the plot on the bottom of Figure 43, present  the results with k=100. 

Notice that, just like for all the other configurations, values start very close to 1.0 for the closest 

matching topics and the similarity is very low for the most distant matching topics. However, unlike 

most of the previous plots, the highest curve corresponds to dbViz. Nevertheless, the curves for 

dbViz and Mylyn are overlapping with around the first 70 matching topics. The curves for iBatis and 

Rhino are very similar. Similarly to several previous cases, these are notably below the other two 

after the first 30 matching topics.  

Despite the slight differences among the results for each of the configurations and each of 

the code bases, it is clear that in every case there are some matching topics that are practically 

identical, while others are very dissimilar. In other words, the closest matching topics are very 

similar, the next closest matching topics are not as similar, the third closest matching topics are 

slightly less similar, and so on up to the kth pair of matching topics, which are not too similar at all. 
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This implies that different pairs of matching topics are more affected by LDA’s non-determinism 

than others, supporting hypothesis H5.2. 

However, as we commented, understanding the magnitudes of the differences of the means 

as we go down the tables is not easy. We noted that with some configurations values seemed to be 

higher for the closest matching topics than with others. We also observed and that with some 

configurations values were slightly higher for some of the code bases. However, the differences 

between contiguous rows are, in most cases, very small and they might not be significant from a 

statistical standpoint.  

As we mentioned previously, in order to provide such statistical evidence, we now look at 

the last column of each of the tables. This last column shows the p-value for a t-test comparing the 

mean of values in the ith row with the mean of values in the i+1th row. If the p-value in the ith row is 

above 0.05 then we cannot reject the validity of NH5.2.i. For instance, if the p-value in the first row 

of a table is above 0.05, then the mean similarity of the closest matching topics is not significantly 

different from the mean similarity of the next closest matching topics (i.e., we cannot reject the 

validity of NH5.2.1). If on the contrary, the p-value is below 0.05 in the ith row, we have sufficient 

evidence to reject NH5.2.i. 

Every single p-value in each row of the tables corresponding to k = 5, 10, 15, 30, 40, and 50 

is below 0.05 for all four code bases (Table 26 through Table 53).  In other words, we can indeed 

reject the all of the null hypotheses in all of these cases. This means that the differences in the 

similarity across different matching topics are significantly different, supporting hypothesis H5.2. 

In the tables with k=75 and k=100, although most p-values are below 0.05, there are some 

that are above 0.05 (highlighted in bold in Table 54, Table 55, Table 58, and Table 60). In Table 54, 

which corresponds to the results for dbViz with k=75, we see that the 8th, 9th, and 10th row have p-

values above 0.05 (0.4526, 0.6897, and 0.2674, respectively). In Table 55, corresponding to the 

results with Mylyn with k=75, we see that rows 15 through 21 also have p-values above 0.05. In 
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Table 58, corresponding to dbViz with k=100, we see that rows 9 through 30 have p-values above 

0.05. Lastly in Table 60, corresponding to results for iBatis with k=100 the second row has a p-value 

above 0.05. The interpretation of these p-values above 0.05 is that the ith and i+1th matching topics 

have a mean value, over all 5000 comparisons, which is not significantly different. In other words, 

in the case of these four tables, we could not reject a small subset of the null hypotheses. However, 

in every other case the null hypotheses can indeed be rejected.  

Although there are a few cases in which we could not reject a very small subset of the null 

hypotheses, these are merely a handful, and are not enough to reject the validity of H.5.2. In other 

words, we have clearly shown that not all topics are equally affected, yet in a small set of cases 

some topics may be equally affected, but the vast majority indeed are affected differently. Thus, we 

do consider hypothesis H5.2 to be valid.  

Tables for k=5 

Table 26. Results for experiment 5.2 for dbViz for topic models with k=5. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.9523 0 

2nd  0.8961 0 

3rd 0.8246 0 

4th  0.7316 0 

5th  0.4405 N/A 

 

Table 27. Results for experiment 5.2 for Mylyn for topic models with k=5. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.9279 0 

2nd  0.8554 0 

3rd 0.7762 0 

4th  0.6782 0 

5th  0.3718 N/A 
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Table 28. Results for experiment 5.2 for iBatis for topic models with k=5. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.9523 0 

2nd  0.8961 0 

3rd 0.8246 0 

4th  0.7316 0 

5th  0.4405 N/A 

 

Table 29. Results for experiment 5.2 for Rhino for topic models with k=5. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.9508 0 

2nd  0.8882 1.9E-243 

3rd 0.8226 0 

4th  0.7169 0 

5th  0.3980 N/A 

 

Tables for k=10 

Table 30. Results for experiment 5.2 for dbViz for topic models with k=10. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.9903 3.7697E-276 

2nd  0.9804 1.7849E-175 

3rd 0.9684 5.7638E-145 

4th  0.9522 7.8134E-149 

5th  0.9278 1.5651E-171 

6th  0.8913 7.4234E-182 

7th  0.8438 1.7983E-233 

8th  0.7789 0 

9th  0.6370 0 

10th  0.2222 N/A 
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Table 31. Results for experiment 5.2 for Mylyn for topic models with k=10. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.9902 1.8E-188 

2nd  0.9705 5.6E-198 

3rd 0.9385 2.8E-195 

4th  0.8971 1.1E-195 

5th  0.8492 2.7E-201 

6th  0.7970 4.7E-222 

7th  0.7397 4E-301 

8th  0.6621 0 

9th  0.4664 0 

10th  0.1112 N/A 

 

Table 32. Results for experiment 5.2 for iBatis for topic models with k=10. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.9837 0 

2nd  0.9590 0 

3rd 0.9247 4.2E-217 

4th  0.8885 9.5E-188 

5th  0.8485 2.2E-193 

6th  0.8021 7.3E-202 

7th  0.7499 5.6E-255 

8th  0.6829 0 

9th  0.5283 0 

10th  0.1693 N/A 

 

 

Table 33. Results for experiment 5.2 for Rhino for topic models with k=10. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.9845 4.7E-284 

2nd  0.9627 1.2E-205 

3rd 0.9322 3.9E-177 

4th  0.8939 4.3E-172 

5th  0.8493 7.5E-196 

6th  0.7969 2.9E-225 

7th  0.7361 2.1E-295 

8th  0.6589 0 

9th  0.5247 0 

10th  0.1913 N/A 

 

 



167 

Tables for k=15 
 

 

Table 34. Results for experiment 5.2 for dbViz for topic models with k=15. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.9966 0 

2nd  0.9933 4.6E-211 

3rd 0.9888 1.7E-172 

4th  0.9823 2.4E-141 

5th  0.9725 1.1E-137 

6th  0.9569 3.3E-150 

7th  0.9332 1.2E-168 

8th  0.9003 5.5E-167 

9th  0.8618 4.4E-165 

10th  0.8201 8.3E-183 

11th  0.7745 5.3E-211 

12th  0.7214 0 

13th  0.6197 0 

14th  0.3673 0 

15th  0.0693 N/A 

 

Table 35. Results for experiment 5.2 for Mylyn for topic models with k=15. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.9992 3.9E-126 

2nd  0.9980 7.35E-94 

3rd 0.9960 2.74E-83 

4th  0.9925 4.24E-75 

5th  0.9869 6.19E-76 

6th  0.9779 1.14E-77 

7th  0.9647 3.25E-94 

8th  0.9448 7.9E-106 

9th  0.9176 2.1E-104 

10th  0.8853 2.6E-125 

11th  0.8459 3.4E-152 

12th  0.7981 9E-218 

13th  0.7098 0 

14th  0.4437 0 

15th  0.0819 N/A 
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Table 36. Results for experiment 5.2 for iBatis for topic models with k=15. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.9920 3.5E-230 

2nd  0.9857 8.9E-162 

3rd 0.9769 4.1E-137 

4th  0.9650 1.2E-126 

5th  0.9495 1.7E-113 

6th  0.9306 4.3E-111 

7th  0.9074 1.8E-117 

8th  0.8786 5.2E-135 

9th  0.8423 2.2E-135 

10th  0.8012 2.6E-155 

11th  0.7526 1.8E-202 

12th  0.6893 0 

13th  0.5731 0 

14th  0.3184 0 

15th  0.0649 N/A 

 

Table 37. Results for experiment 5.2 for Rhino for topic models with k=15. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.9923 1.9E-193 

2nd  0.9859 2E-128 

3rd 0.9770 5.3E-104 

4th  0.9650 7.22E-97 

5th  0.9495 1.99E-93 

6th  0.9305 1.88E-94 

7th  0.9080 6.5E-101 

8th  0.8816 1.4E-105 

9th  0.8520 1.1E-114 

10th  0.8190 7.9E-151 

11th  0.7788 1.1E-183 

12th  0.7297 1.1E-294 

13th  0.6297 0 

14th  0.3636 0 

15th  0.0686 N/A 
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Tables for k=20 

Table 38. Results for experiment 5.2 for dbViz for topic models with k=20. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.9977 0 

2nd  0.9954 1.1E-208 

3rd 0.9924 1.8E-173 

4th  0.9883 1.2E-149 

5th  0.9827 1.3E-135 

6th  0.9746 9.4E-118 

7th  0.9634 2.1E-118 

8th  0.9480 1.5E-113 

9th  0.9289 3.7E-109 

10th  0.9066 2.2E-104 

11th  0.8820 3.9E-105 

12th  0.8554 1.6E-111 

13th  0.8263 1.5E-119 

14th  0.7950 4.1E-132 

15th  0.7607 2.8E-166 

16th  0.7177 6.1E-242 

17th  0.6422 0 

18th  0.4681 0 

19th  0.1973 0 

20th  0.0252 N/A 

Table 39. Results for experiment 5.2 for Mylyn for topic models with k=20. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.9999 1.5E-298 

2nd  0.9997 2.2E-199 

3rd 0.9993 6.3E-162 

4th  0.9988 1.2E-127 

5th  0.9980 5.4E-100 

6th  0.9968 1.97E-98 

7th  0.9951 1.13E-93 

8th  0.9925 9.06E-92 

9th  0.9887 5.58E-86 

10th  0.9837 4.59E-87 

11th  0.9768 5.76E-83 

12th  0.9677 6.87E-94 

13th  0.9541 3.1E-108 

14th  0.9338 2.2E-112 

15th  0.9069 5.4E-145 

16th  0.8697 4.8E-165 

17th  0.8205 5.7E-261 

18th  0.7047 0 

19th  0.3854 0 

20th  0.0611 N/A 
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Table 40. Results for experiment 5.2 for iBatis for topic models with k=20. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.9930 0 

2nd  0.9884 1.5E-198 

3rd 0.9828 5.4E-156 

4th  0.9755 1.4E-137 

5th  0.9663 3.8E-120 

6th  0.9552 6.7E-105 

7th  0.9423 3E-107 

8th  0.9265 1.2E-106 

9th  0.9077 3.4E-103 

10th  0.8864 9.5E-115 

11th  0.8610 2.6E-112 

12th  0.8334 1.9E-125 

13th  0.8020 2.9E-134 

14th  0.7672 2.6E-152 

15th  0.7270 1.2E-183 

16th  0.6739 3.1E-268 

17th  0.5771 0 

18th  0.3778 0 

19th  0.1422 0 

20th  0.0189 N/A 

 

Table 41. Results for experiment 5.2 for Rhino for topic models with k=20. 

 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.9958 6.1E-263 

2nd  0.9922 1.4E-133 

3rd 0.9884 1.2E-92 

4th  0.9839 1.25E-78 

5th  0.9784 3.31E-65 

6th  0.9719 6.17E-64 

7th  0.9641 2.24E-62 

8th  0.9550 7.8E-63 

9th  0.9443 2.07E-63 

10th  0.9320 7.25E-66 

11th  0.9176 1.94E-65 

12th  0.9014 2.06E-67 

13th  0.8829 5.03E-80 

14th  0.8603 4.65E-89 

15th  0.8338 5.1E-109 

16th  0.8003 1.8E-158 

17th  0.7409 0 

18th  0.5674 0 

19th  0.2467 0 

20th  0.0307 N/A 
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Tables for k=30 

Table 42. Results for experiment 5.2 for dbViz for topic models with k=30. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.9992 0 

2nd  0.9980 7.4E-203 

3rd 0.9966 2.4E-148 

4th  0.9948 1.2E-127 

5th  0.9927 1.1E-102 

6th  0.9903 1.39E-94 

7th  0.9875 2.23E-84 

8th  0.9842 7.14E-79 

9th  0.9804 7.24E-78 

10th  0.9758 1.11E-78 

11th  0.9700 6.87E-70 

12th  0.9633 1.8E-68 

13th  0.9552 2.43E-67 

14th  0.9456 1.74E-67 

15th  0.9342 1.88E-68 

16th  0.9211 1.29E-70 

17th  0.9061 2.39E-70 

18th  0.8895 7.12E-70 

19th  0.8715 1.09E-72 

20th  0.8517 1.18E-82 

21th  0.8292 9.24E-93 

22nd  0.8041 5E-102 

23rd   0.7764 1.3E-124 

24th  0.7432 4.1E-160 

25th  0.6961 5.6E-225 

26th  0.6072 0 

27th  0.4399 0 

28th  0.2117 0 

29th  0.0508 2.8E-163 

30th  0.0042 N/A 

 

 

 

 

 

 

 

 

 

 

 

 



172 

Table 43. Results for experiment 5.2 for Mylyn for topic models with k=30. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.99999 1.5E-176 

2nd  0.99997 6.3E-178 

3rd 0.99992 2.5E-187 

4th  0.99983 3.9E-172 

5th  0.99969 8.7E-149 

6th  0.99950 1.7E-123 

7th  0.99925 3.3E-111 

8th  0.99891 8.5E-100 

9th  0.99846 1.36E-88 

10th  0.99788 1.21E-86 

11th  0.99711 2.28E-79 

12th  0.99613 1.06E-75 

13th  0.99488 2.18E-72 

14th  0.99327 2.83E-68 

15th  0.99124 9.16E-66 

16th  0.98865 1.12E-69 

17th  0.98513 2.37E-73 

18th  0.98027 1.02E-72 

19th  0.97374 1.52E-73 

20th  0.96488 3.9E-78 

21th  0.95284 2.96E-92 

22nd  0.93590 5.71E-95 

23rd   0.91471 6.6E-110 

24th  0.88760 1.2E-136 

25th  0.84985 1.2E-184 

26th  0.77739 1.3E-294 

27th  0.61863 0 

28th  0.34378 0 

29th  0.10070 1E-248 

30th  0.00916 N/A 
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Table 44. Results for experiment 5.2 for iBatis for topic models with k=30. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.99445 0 

2nd  0.99053 6.4E-183 

3rd 0.98650 1.9E-143 

4th  0.98171 1.1E-122 

5th  0.97604 1.8E-107 

6th  0.96958 8.54E-95 

7th  0.96245 1.43E-88 

8th  0.95454 4.28E-80 

9th  0.94608 7.63E-73 

10th  0.93710 5.63E-72 

11th  0.92722 2.09E-75 

12th  0.91597 8.87E-69 

13th  0.90398 1.07E-70 

14th  0.89040 1.17E-71 

15th  0.87516 2.88E-73 

16th  0.85814 1.67E-72 

17th  0.83970 1.06E-80 

18th  0.81870 1.8E-89 

19th  0.79509 1.12E-91 

20th  0.76992 3.15E-96 

21th  0.74296 1E-108 

22nd  0.71281 7.8E-123 

23rd   0.67819 3.3E-163 

24th  0.63148 4.8E-210 

25th  0.56148 3.5E-279 

26th  0.45073 0 

27th  0.29091 0 

28th  0.13798 0 

29th  0.03708 7.6E-215 

30th  0.00402 N/A 
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Table 45. Results for experiment 5.2 for Rhino for topic models with k=30. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.99790 5.4E-292 

2nd  0.99526 1.7E-195 

3rd 0.99221 5E-146 

4th  0.98873 7.2E-111 

5th  0.98492 1.75E-98 

6th  0.98058 1.18E-91 

7th  0.97566 9.49E-81 

8th  0.97037 1.92E-75 

9th  0.96462 1.68E-71 

10th  0.95835 6.63E-69 

11th  0.95148 3.64E-68 

12th  0.94385 2.7E-65 

13th  0.93553 1.07E-63 

14th  0.92638 6.82E-67 

15th  0.91592 5.29E-70 

16th  0.90396 4.22E-69 

17th  0.89069 2.32E-72 

18th  0.87571 8.59E-77 

19th  0.85903 2.29E-81 

20th  0.84064 3.94E-91 

21th  0.81964 2.11E-95 

22nd  0.79623 1.3E-111 

23rd   0.76834 3.9E-127 

24th  0.73495 9.6E-168 

25th  0.68863 1.1E-246 

26th  0.60658 0 

27th  0.45876 0 

28th  0.24611 0 

29th  0.07328 2.3E-281 

30th  0.00762 N/A 
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Tables for k=40 

Table 46. Results for experiment 5.2 for dbViz for topic models with k=40. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.99995 1.79E-139 

2nd  0.99972 1.85E-183 

3rd 0.99922 2.91E-156 

4th  0.99852 5.14E-134 

5th  0.99763 5.27E-109 

6th  0.99656 3.68E-87 

7th  0.99535 3.66E-78 

8th  0.99390 1.29E-67 

9th  0.99223 4.60E-63 

10th  0.99027 3.49E-59 

11th  0.98795 7.32E-53 

12th  0.98535 3.02E-53 

13th  0.98227 1.49E-52 

14th  0.97871 1.10E-48 

15th  0.97476 2.94E-50 

16th  0.97019 1.49E-48 

17th  0.96512 6.93E-52 

18th  0.95925 6.11E-50 

19th  0.95282 3.80E-51 

20th  0.94552 7.91E-50 

21th  0.93754 6.51E-52 

22nd  0.92848 7.16E-50 

23rd   0.91859 6.55E-56 

24th  0.90698 1.74E-57 

25th  0.89401 1.05E-58 

26th  0.87971 1.61E-64 

27th  0.86348 4.20E-68 

28th  0.84563 3.03E-75 

29th  0.82579 3.14E-81 

30th  0.80413 3.56E-90 

31st  0.78002 1.02E-104 

32nd   0.75172 3.81E-126 

33rd  0.71467 3.39E-165 

34th  0.65673 1.91E-216 

35th  0.56064 2.90E-299 

36th  0.41148 0.00E+00 

37th  0.23129 0.00E+00 

38th  0.08597 2.92E-240 

39th  0.01564 4.69E-85 

40th  0.00104 N/A 
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Table 47. Results for experiment 5.2 for Mylyn for topic models with k=40. 

 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.999998 6E-162 

2nd  0.999994 4.2E-141 

3rd 0.999987 2.3E-121 

4th  0.999974 9.5E-109 

5th  0.999953 2.8E-105 

6th  0.999922 9.7E-112 

7th  0.999873 1.3E-108 

8th  0.999804 1.3E-109 

9th  0.999711 2E-107 

10th  0.999589 1.97E-94 

11th  0.999438 7.1E-89 

12th  0.999248 2.33E-83 

13th  0.999010 3.09E-77 

14th  0.998721 2.27E-74 

15th  0.998361 2.47E-70 

16th  0.997916 2.33E-68 

17th  0.997354 9.07E-63 

18th  0.996676 7.12E-59 

19th  0.995862 1.77E-59 

20th  0.994840 1.96E-56 

21th  0.993587 2E-55 

22nd  0.992008 1.96E-52 

23rd   0.990018 1.62E-50 

24th  0.987495 2.97E-52 

25th  0.984208 1.37E-53 

26th  0.979970 8.68E-56 

27th  0.974421 1.68E-60 

28th  0.966925 3.51E-59 

29th  0.957394 2.11E-61 

30th  0.945078 5.93E-67 

31st  0.929075 4.96E-82 

32nd   0.906931 3.01E-89 

33rd  0.877165 6.5E-106 

34th  0.831192 6.6E-141 

35th  0.751515 1.3E-210 

36th  0.613588 3.4E-297 

37th  0.417401 0 

38th  0.214074 0 

39th  0.071132 8.7E-286 

40th  0.011410 N/A 
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Table 48. Results for experiment 5.2 for iBatis for topic models with k=40. 

 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.99689 0 

2nd  0.99413 3.2E-212 

3rd 0.99150 3.8E-155 

4th  0.98864 8.3E-117 

5th  0.98554 2.2E-105 

6th  0.98189 2.76E-90 

7th  0.97781 1.07E-78 

8th  0.97331 5.35E-71 

9th  0.96841 8.34E-69 

10th  0.96294 8.76E-63 

11th  0.95714 1.62E-63 

12th  0.95067 1.43E-64 

13th  0.94342 2.55E-57 

14th  0.93587 2.78E-55 

15th  0.92775 7.6E-59 

16th  0.91860 8.01E-56 

17th  0.90893 1.03E-57 

18th  0.89830 4.61E-58 

19th  0.88685 3.91E-60 

20th  0.87440 7.5E-62 

21th  0.86087 2.17E-62 

22nd  0.84636 9.63E-62 

23rd   0.83107 1.42E-65 

24th  0.81448 1.94E-65 

25th  0.79711 9.47E-72 

26th  0.77806 1.27E-74 

27th  0.75781 1.26E-80 

28th  0.73594 3.4E-86 

29th  0.71242 1.31E-97 

30th  0.68592 2E-111 

31st  0.65481 2.5E-135 

32nd   0.61506 3.3E-170 

33rd  0.55926 8.6E-220 

34th  0.47705 4.4E-281 

35th  0.36349 0 

36th  0.23390 0 

37th  0.11874 4.7E-291 

38th  0.04440 7.2E-234 

39th  0.00955 2.2E-115 

40th  0.00073 N/A 
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Table 49. Results for experiment 5.2 for Rhino for topic models with k=40. 

 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.99978 2.8E-219 

2nd  0.99913 4E-187 

3rd 0.99813 4.9E-166 

4th  0.99676 6.3E-135 

5th  0.99509 5.4E-111 

6th  0.99312 1.9E-100 

7th  0.99073 1.99E-97 

8th  0.98780 4.75E-90 

9th  0.98433 7.76E-80 

10th  0.98039 3.5E-72 

11th  0.97603 2.87E-70 

12th  0.97105 4.83E-66 

13th  0.96554 2.49E-61 

14th  0.95951 6.12E-61 

15th  0.95269 5.98E-59 

16th  0.94510 1.52E-54 

17th  0.93690 2.36E-50 

18th  0.92818 2.2E-54 

19th  0.91816 2.16E-52 

20th  0.90743 8.11E-50 

21th  0.89620 1.93E-55 

22nd  0.88350 3.9E-53 

23rd   0.87027 1.79E-55 

24th  0.85599 6.21E-56 

25th  0.84096 1.57E-61 

26th  0.82439 3.96E-64 

27th  0.80669 8.42E-67 

28th  0.78796 3.53E-69 

29th  0.76829 2.79E-82 

30th  0.74603 1.47E-84 

31st  0.72238 1.2E-102 

32nd   0.69432 2.8E-124 

33rd  0.65925 6.9E-168 

34th  0.60630 3.7E-229 

35th  0.52015 0 

36th  0.38541 0 

37th  0.22213 0 

38th  0.08775 3.4E-271 

39th  0.01863 3.3E-122 

40th  0.00140 N/A 
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Tables for k=50 

Table 50. Results for experiment 5.2 for dbViz for topic models with k=50. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.9999996 4.43E-24 

2nd  0.9999935 1.82E-51 

3rd 0.9999635 9.43E-85 

4th  0.9998734 5.02E-110 

5th  0.9996859 2.45E-109 

6th  0.9993964 1.33E-98 

7th  0.9990121 7.88E-90 

8th  0.9985292 2.12E-83 

9th  0.9979402 4.53E-76 

10th  0.9972442 1.09E-69 

11th  0.9964213 1.28E-64 

12th  0.9954571 5.91E-60 

13th  0.9943421 2.98E-56 

14th  0.9930586 1.67E-57 

15th  0.9914975 2.25E-50 

16th  0.9897592 4.10E-52 

17th  0.9876653 1.05E-48 

18th  0.9852802 4.86E-48 

19th  0.9825192 5.20E-46 

20th  0.9794077 2.07E-45 

21th  0.9759033 1.63E-48 

22nd  0.9718257 3.89E-45 

23rd   0.9674293 2.44E-45 

24th  0.9625614 7.69E-45 

25th  0.9572778 1.34E-49 

26th  0.9511903 4.02E-45 

27th  0.9448417 3.74E-46 

28th  0.9378531 1.88E-49 

29th  0.9299865 1.23E-48 

30th  0.9214540 1.17E-51 

31st  0.9118329 8.28E-50 

32nd   0.9016143 5.77E-53 

33rd  0.8902567 4.10E-53 

34th  0.8780269 6.13E-60 

35th  0.8640791 5.64E-62 

36th  0.8490007 2.39E-64 

37th  0.8327015 2.43E-73 

38th  0.8141356 5.29E-83 

39th  0.7926934 5.29E-88 

40th  0.7683990 8.69E-103 

41st   0.7374796 7.81E-129 

42nd 0.6919353 6.31E-153 

43rd 0.6254633 1.23E-214 

44th  0.5239629 5.24E-260 

45th  0.3936881 1.57E-283 
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46th  0.2565638 0.00E+00 

47th  0.1332376 5.36E-302 

48th  0.0482626 2.13E-204 

49th  0.0097188 5.32E-74 

50th  0.0006898 N/A 

 

Table 51. Results for experiment 5.2 for Mylyn for topic models with k=50. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.999999 1.68E-138 

2nd  0.999996 1.11E-95 

3rd 0.999992 7.53E-67 

4th  0.999986 7.53E-48 

5th  0.999980 1.09E-27 

6th  0.999973 5.30E-18 

7th  0.999966 3.77E-14 

8th  0.999959 3.93E-14 

9th  0.999950 1.43E-22 

10th  0.999936 2.32E-35 

11th  0.999915 3.70E-53 

12th  0.999882 4.86E-66 

13th  0.999833 7.63E-70 

14th  0.999768 8.26E-71 

15th  0.999684 1.10E-74 

16th  0.999576 4.77E-72 

17th  0.999442 7.55E-68 

18th  0.999278 2.93E-64 

19th  0.999080 1.05E-59 

20th  0.998845 1.25E-59 

21th  0.998560 2.02E-57 

22nd  0.998218 1.07E-57 

23rd   0.997803 1.12E-53 

24th  0.997321 8.27E-55 

25th  0.996727 4.73E-47 

26th  0.996066 5.03E-49 

27th  0.995261 8.61E-47 

28th  0.994319 2.15E-46 

29th  0.993180 8.79E-46 

30th  0.991758 1.45E-42 

31st  0.990049 1.36E-42 

32nd   0.987916 1.69E-43 

33rd  0.985195 1.03E-42 

34th  0.981816 6.90E-42 

35th  0.977673 1.66E-44 

36th  0.972407 1.40E-46 

37th  0.965766 1.72E-53 

38th  0.956963 9.38E-58 

39th  0.945640 1.49E-61 

40th  0.930982 1.51E-66 
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41st   0.911695 8.71E-75 

42nd 0.885070 5.48E-84 

43rd 0.846320 1.43E-110 

44th  0.783272 2.57E-152 

45th  0.681326 4.01E-194 

46th  0.537759 1.99E-252 

47th  0.362628 0 

48th  0.193031 0 

49th  0.072689 1.23E-294 

50th  0.013943 N/A 

 

Table 52. Results for experiment 5.2 for iBatis for topic models with k=50. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.998901 0 

2nd  0.997118 1.95E-224 

3rd 0.995215 1.45E-151 

4th  0.993307 1.11E-119 

5th  0.991239 2.23E-97 

6th  0.988987 2.33E-88 

7th  0.986429 4.66E-76 

8th  0.983654 9.01E-70 

9th  0.980582 1.24E-65 

10th  0.977149 1.19E-60 

11th  0.973374 1.97E-58 

12th  0.969155 2.16E-57 

13th  0.964452 3.23E-52 

14th  0.959491 1.14E-48 

15th  0.954248 5.67E-51 

16th  0.948369 8.67E-48 

17th  0.942201 1.84E-46 

18th  0.935656 8.96E-47 

19th  0.928621 2.28E-45 

20th  0.921278 5.02E-45 

21th  0.913568 7.99E-46 

22nd  0.905378 1.43E-47 

23rd   0.896621 1.44E-46 

24th  0.887588 3.02E-46 

25th  0.878222 7.03E-47 

26th  0.868393 2.88E-49 

27th  0.857894 1.42E-50 

28th  0.846832 1.72E-55 

29th  0.834718 2.34E-52 

30th  0.822445 2.57E-55 

31st  0.809340 1.92E-58 

32nd   0.795388 1.71E-58 

33rd  0.781010 7.57E-64 

34th  0.765554 4.97E-68 

35th  0.749079 1.59E-71 
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36th  0.731501 2.49E-82 

37th  0.711574 1.89E-84 

38th  0.689933 1.53E-97 

39th  0.664337 2.64E-105 

40th  0.633972 3.33E-127 

41st   0.593955 7.73E-157 

42nd 0.537924 1.10E-186 

43rd 0.460951 1.81E-228 

44th  0.359880 1.99E-258 

45th  0.246603 3.64E-284 

46th  0.139325 5.86E-264 

47th  0.062208 1.20E-226 

48th  0.019849 3.18E-155 

49th  0.003628 8.45E-72 

50th  0.000243 N/A 

 

Table 53. Results for experiment 5.2 for Rhino for topic models with k=50. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.999979 1.63E-90 

2nd  0.999904 1.13E-119 

3rd 0.999730 6.00E-116 

4th  0.999422 1.47E-111 

5th  0.998947 2.69E-105 

6th  0.998271 3.32E-102 

7th  0.997341 4.09E-97 

8th  0.996155 2.42E-101 

9th  0.994611 1.67E-85 

10th  0.992862 1.12E-85 

11th  0.990760 2.01E-82 

12th  0.988305 2.06E-74 

13th  0.985551 5.54E-70 

14th  0.982415 5.15E-63 

15th  0.978970 4.88E-62 

16th  0.975070 8.02E-57 

17th  0.970854 1.22E-54 

18th  0.966192 4.10E-51 

19th  0.961182 1.12E-53 

20th  0.955474 5.05E-54 

21th  0.949081 3.72E-52 

22nd  0.942072 2.08E-50 

23rd   0.934427 1.99E-51 

24th  0.925931 9.85E-51 

25th  0.916702 1.07E-50 

26th  0.906666 6.55E-51 

27th  0.895787 1.54E-49 

28th  0.884348 6.42E-50 

29th  0.872271 4.21E-50 

30th  0.859631 2.61E-48 
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31st  0.846808 1.97E-55 

32nd   0.832752 4.06E-54 

33rd  0.818751 3.36E-55 

34th  0.804527 3.73E-58 

35th  0.789818 1.15E-60 

36th  0.774738 1.30E-64 

37th  0.759012 1.09E-72 

38th  0.741864 3.14E-77 

39th  0.723374 3.31E-83 

40th  0.702871 7.33E-103 

41st   0.677621 2.08E-128 

42nd 0.644186 6.40E-161 

43rd 0.594908 4.05E-199 

44th  0.519779 1.16E-270 

45th  0.404375 0 

46th  0.260671 0 

47th  0.126420 1.69E-264 

48th  0.043859 3.75E-191 

49th  0.007655 3.59E-85 

50th  0.000432 N/A 

 

Tables for k=75 

Table 54. Results for experiment 5.2 for dbViz for topic models with k=75. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.999999995 8.29E-21 

2nd  0.999999969 4.20E-33 

3rd 0.999999899 3.07E-40 

4th  0.999999773 8.04E-35 

5th  0.999999614 4.91E-19 

6th  0.999999474 5.49E-08 

7th  0.999999378 0.0119 

8th  0.999999331 0.4526 

9th  0.999999316 0.6897 

10th  0.999999308 0.2674 

11th  0.999999285 0.0041 

12th  0.999999061 0.0007 

13th  0.999998516 5.81E-08 

14th  0.999996332 4.47E-10 

15th  0.999991095 2.56E-17 

16th  0.999978425 6.54E-25 

17th  0.999953556 1.84E-31 

18th  0.999910421 9.73E-39 

19th  0.999841569 1.22E-42 

20th  0.99974394 3.95E-47 

21th  0.999609481 6.91E-51 

22nd  0.999432506 2.65E-50 

23rd   0.999217086 1.19E-48 
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24th  0.998962302 2.62E-50 

25th  0.998654949 9.73E-46 

26th  0.998315633 9.20E-50 

27th  0.997904984 6.15E-51 

28th  0.997412446 4.64E-47 

29th  0.996851302 6.65E-42 

30th  0.996236728 4.39E-43 

31st  0.995520634 1.14E-43 

32nd   0.994690283 1.56E-39 

33rd  0.993789597 6.71E-44 

34th  0.992709304 2.29E-41 

35th  0.991508879 2.51E-41 

36th  0.990136283 5.11E-40 

37th  0.988611086 1.25E-40 

38th  0.986869452 4.09E-41 

39th  0.98488418 3.20E-38 

40th  0.982735321 2.73E-41 

41st   0.980213031 5.26E-41 

42nd 0.977374085 1.18E-39 

43rd 0.974253323 3.56E-40 

44th  0.97074728 5.64E-40 

45th  0.966843611 4.49E-38 

46th  0.962639667 2.96E-39 

47th  0.957957938 4.71E-41 

48th  0.952698257 6.49E-42 

49th  0.946862594 1.61E-41 

50th  0.940552151 3.44E-41 

51st   0.933782234 1.82E-42 

52nd 0.926360436 2.84E-44 

53rd 0.91819334 4.11E-44 

54th  0.909449962 1.12E-46 

55th  0.899864578 2.41E-48 

56th  0.889524313 7.05E-50 

57th  0.878296337 1.30E-54 

58th  0.865645172 1.39E-56 

59th  0.851709335 1.47E-59 

60th  0.835868917 5.54E-66 

61st   0.816873388 2.45E-68 

62nd 0.794321117 2.55E-77 

63rd 0.76534196 2.58E-88 

64th  0.726337132 1.01E-95 

65th  0.674962805 3.25E-107 

66th  0.60833531 2.93E-131 

67th  0.522448494 3.49E-144 

68th  0.425072775 3.68E-170 

69th  0.32023127 4.45E-173 

70th  0.225604689 5.96E-206 

71st   0.14124096 4.80E-236 

72nd 0.073894513 5.67E-237 

73rd 0.029253603 2.50E-190 
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74th  0.007258089 2.30E-91 

75th  0.000873883 N/A 

 

Table 55. Results for experiment 5.2 for Mylyn for topic models with k=75. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.99999912 5.24E-154 

2nd  0.99999733 6.08E-129 

3rd 0.99999406 6.04E-102 

4th  0.99998902 2.00E-90 

5th  0.99998159 2.00E-71 

6th  0.99997192 3.21E-53 

7th  0.99996019 2.49E-38 

8th  0.99994697 6.75E-29 

9th  0.99993225 8.75E-18 

10th  0.99991825 7.14E-13 

11th  0.99990427 3.15E-08 

12th  0.99989161 1.27E-05 

13th  0.99988005 0.0011 

14th  0.99987023 0.0129 

15th  0.99986197 0.0786 

16th  0.99985565 0.1835 

17th  0.99985057 0.2373 

18th  0.99984581 0.3473 

19th  0.99984185 0.3484 

20th  0.99983779 0.2292 

21th  0.99983248 0.0860 

22nd  0.99982478 0.0143 

23rd   0.99981351 0.0010 

24th  0.99979786 6.88E-06 

25th  0.99977512 1.32E-08 

26th  0.99974338 1.20E-11 

27th  0.99970121 1.12E-15 

28th  0.99964474 3.13E-18 

29th  0.99957360 1.49E-21 

30th  0.99948246 1.58E-23 

31st  0.99936944 1.98E-23 

32nd   0.99923604 2.06E-24 

33rd  0.99907639 7.91E-26 

34th  0.99888462 6.33E-26 

35th  0.99866160 1.07E-25 

36th  0.99840493 6.82E-27 

37th  0.99810108 3.40E-25 

38th  0.99776558 9.40E-27 

39th  0.99737119 2.86E-27 

40th  0.99691379 5.65E-25 

41st   0.99641139 6.80E-26 

42nd 0.99582163 1.44E-25 

43rd 0.99514727 4.76E-25 
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44th  0.99438555 1.02E-25 

45th  0.99349456 1.55E-26 

46th  0.99243155 1.00E-23 

47th  0.99126165 2.12E-24 

48th  0.98986111 7.49E-24 

49th  0.98820887 1.20E-23 

50th  0.98627275 1.01E-23 

51st   0.98397564 1.36E-24 

52nd 0.98116360 2.68E-25 

53rd 0.97773264 7.74E-24 

54th  0.97372432 2.70E-24 

55th  0.96888815 5.59E-27 

56th  0.96277866 3.48E-28 

57th  0.95510042 9.78E-27 

58th  0.94580629 3.81E-27 

59th  0.93424619 1.15E-28 

60th  0.91969359 1.29E-29 

61st   0.90157950 4.71E-31 

62nd 0.87908283 2.65E-35 

63rd 0.85021596 4.89E-39 

64th  0.81394110 1.27E-42 

65th  0.76951500 2.72E-53 

66th  0.71219211 6.08E-59 

67th  0.64462103 4.98E-77 

68th  0.56132254 1.01E-92 

69th  0.46777029 7.29E-112 

70th  0.36880836 4.37E-149 

71st   0.26697767 3.97E-188 

72nd 0.17458402 5.77E-247 

73rd 0.09806086 6.55E-304 

74th  0.04426668 0 

75th  0.01157511 N/A 

 

Table 56. Results for experiment 5.2 for iBatis for topic models with k=75. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.99999350 3.87E-30 

2nd  0.99995673 5.83E-65 

3rd 0.99984033 1.61E-95 

4th  0.99959147 2.28E-108 

5th  0.99918175 5.77E-107 

6th  0.99861834 1.45E-102 

7th  0.99792630 6.24E-98 

8th  0.99711944 1.64E-86 

9th  0.99623891 2.22E-79 

10th  0.99526720 7.64E-69 

11th  0.99423620 1.67E-63 

12th  0.99312420 9.76E-61 

13th  0.99189967 2.35E-56 
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14th  0.99057444 1.24E-49 

15th  0.98919264 8.37E-48 

16th  0.98769010 2.25E-47 

17th  0.98601777 5.57E-44 

18th  0.98422487 1.07E-43 

19th  0.98225043 1.06E-41 

20th  0.98013171 4.99E-40 

21th  0.97786309 1.12E-40 

22nd  0.97536093 1.59E-37 

23rd   0.97274904 5.47E-38 

24th  0.96989480 5.87E-37 

25th  0.96684617 5.05E-35 

26th  0.96363606 1.95E-32 

27th  0.96031884 2.13E-32 

28th  0.95678217 1.85E-33 

29th  0.95295902 5.72E-32 

30th  0.94900432 4.88E-32 

31st  0.94482243 3.27E-31 

32nd   0.94048772 5.41E-31 

33rd  0.93597425 5.29E-30 

34th  0.93133819 1.13E-29 

35th  0.92653273 4.20E-31 

36th  0.92140921 8.96E-31 

37th  0.91611441 1.11E-29 

38th  0.91072368 8.42E-30 

39th  0.90511095 1.58E-30 

40th  0.89920428 5.86E-31 

41st   0.89299357 7.32E-30 

42nd 0.88663370 5.75E-31 

43rd 0.87988111 9.44E-31 

44th  0.87286177 2.18E-33 

45th  0.86523737 1.50E-32 

46th  0.85742449 5.16E-33 

47th  0.84921977 1.73E-35 

48th  0.84033170 1.08E-35 

49th  0.83103813 1.00E-37 

50th  0.82106937 9.34E-41 

51st   0.81023885 6.46E-42 

52nd 0.79875805 8.53E-45 

53rd 0.78635195 1.23E-46 

54th  0.77314366 2.10E-49 

55th  0.75898157 2.37E-53 

56th  0.74359083 1.03E-52 

57th  0.72755554 9.64E-60 

58th  0.70943933 2.67E-66 

59th  0.68893954 1.76E-76 

60th  0.66489470 1.71E-86 

61st   0.63609847 4.45E-100 

62nd 0.59996673 9.70E-113 

63rd 0.55530938 8.05E-131 
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64th  0.49984260 1.49E-149 

65th  0.43236710 1.93E-167 

66th  0.35434600 7.49E-173 

67th  0.27312590 2.10E-197 

68th  0.19119837 4.15E-210 

69th  0.11868933 1.80E-213 

70th  0.06221107 9.84E-185 

71st   0.02673148 3.27E-148 

72nd 0.00818457 7.22E-88 

73rd 0.00165411 1.68E-38 

74th  0.00023914 1.10E-10 

75th  0.00003828 N/A 

 

Table 57. Results for experiment 5.2 for Rhino for topic models with k=75. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.99999981 2.34E-32 

2nd  0.99999885 9.55E-59 

3rd 0.99999543 3.44E-57 

4th  0.99998707 5.57E-58 

5th  0.99997207 6.48E-65 

6th  0.99994624 3.41E-70 

7th  0.99990118 1.13E-69 

8th  0.99983114 8.45E-73 

9th  0.99972389 5.16E-75 

10th  0.99956977 3.47E-89 

11th  0.99933479 1.41E-88 

12th  0.99901403 2.54E-84 

13th  0.99861316 4.83E-82 

14th  0.99813253 4.04E-81 

15th  0.99755409 2.25E-74 

16th  0.99689275 1.37E-68 

17th  0.99614451 1.70E-62 

18th  0.99531501 2.27E-59 

19th  0.99438735 1.18E-58 

20th  0.99332348 6.00E-56 

21th  0.99211742 1.43E-49 

22nd  0.99082227 5.01E-49 

23rd   0.98936797 2.13E-49 

24th  0.98771969 2.78E-44 

25th  0.98596369 9.85E-42 

26th  0.98406767 2.05E-42 

27th  0.98194459 1.79E-42 

28th  0.97956626 6.14E-40 

29th  0.97699578 2.66E-39 

30th  0.97417088 4.93E-36 

31st  0.97118359 7.66E-37 

32nd   0.96784029 5.60E-36 

33rd  0.96418946 6.05E-35 
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34th  0.96023593 1.30E-35 

35th  0.95586143 1.62E-33 

36th  0.95122889 4.00E-33 

37th  0.94622613 2.59E-35 

38th  0.94062146 4.19E-34 

39th  0.93469314 1.75E-34 

40th  0.92831141 3.21E-35 

41st   0.92143899 1.03E-32 

42nd 0.91443253 1.15E-36 

43rd 0.90656312 8.70E-36 

44th  0.89836355 1.96E-38 

45th  0.88939727 1.71E-38 

46th  0.87999625 4.45E-37 

47th  0.87039737 5.15E-38 

48th  0.86030862 9.60E-38 

49th  0.84995460 4.53E-39 

50th  0.83915809 1.81E-42 

51st   0.82765616 6.94E-41 

52nd 0.81624623 9.42E-43 

53rd 0.80446955 1.02E-43 

54th  0.79247971 9.79E-48 

55th  0.77985906 1.02E-46 

56th  0.76724625 9.57E-51 

57th  0.75386510 8.70E-54 

58th  0.73976931 7.49E-62 

59th  0.72403988 1.70E-65 

60th  0.70682009 2.09E-71 

61st   0.68722721 1.94E-83 

62nd 0.66343199 1.68E-99 

63rd 0.63267991 1.43E-115 

64th  0.59190523 7.74E-141 

65th  0.53575882 9.32E-152 

66th  0.46539251 3.13E-177 

67th  0.37914415 4.11E-196 

68th  0.28468646 1.71E-200 

69th  0.19432680 1.61E-214 

70th  0.11505357 8.43E-208 

71st   0.05719592 6.29E-188 

72nd 0.02194081 8.80E-152 

73rd 0.00551938 1.96E-85 

74th  0.00086213 5.22E-29 

75th  0.00006587 N/A 
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Tables for k=100 

Table 58. Results for experiment 5.2 for dbViz for topic models with k=100. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.999999997 1.30E-18 

2nd  0.999999986 1.54E-33 

3rd 0.99999994 2.26E-35 

4th  0.999999848 3.36E-36 

5th  0.999999704 1.28E-27 

6th  0.999999539 2.49E-12 

7th  0.999999414 6.29E-06 

8th  0.999999326 0.0193 

9th  0.999999278 0.2824 

10th  0.999999255 0.6848 

11th  0.999999247 0.9099 

12th  0.999999244 0.9842 

13th  0.999999244 0.9989 

14th  0.999999244 1.0 

15th  0.999999244 1.0 

16th  0.999999244 1.0 

17th  0.999999244 1.0 

18th  0.999999244 1.0 

19th  0.999999244 1.0 

20th  0.999999244 1.0 

21th  0.999999244 1.0 

22nd  0.999999244 1.0 

23rd   0.999999244 1.0 

24th  0.999999244 0.9984 

25th  0.999999244 0.7324 

26th  0.999999236 0.1844 

27th  0.999999096 0.4889 

28th  0.999998952 0.4001 

29th  0.999998714 0.2689 

30th  0.999998304 0.0700 

31st  0.999997332 0.0313 

32nd   0.999995775 4.09E-05 

33rd  0.999991598 2.28E-07 

34th  0.999984067 3.20E-12 

35th  0.999969919 1.70E-16 

36th  0.999946612 8.27E-24 

37th  0.999907266 3.70E-28 

38th  0.999850302 6.52E-35 

39th  0.999768281 3.82E-37 

40th  0.999661089 3.13E-37 

41st   0.999529713 1.43E-42 

42nd 0.999357286 6.39E-40 

43rd 0.999157659 4.56E-41 

44th  0.998920171 5.30E-40 

45th  0.998648627 1.20E-41 
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46th  0.99832784 7.03E-40 

47th  0.997961812 1.84E-38 

48th  0.997546941 7.09E-39 

49th  0.997067252 2.68E-36 

50th  0.99653792 2.23E-36 

51st   0.995931851 1.50E-36 

52nd 0.995230125 1.95E-34 

53rd 0.994451261 5.15E-35 

54th  0.993557452 2.36E-33 

55th  0.992570176 4.48E-33 

56th  0.991467755 1.61E-36 

57th  0.990162792 3.41E-34 

58th  0.98874763 2.47E-34 

59th  0.987154408 6.40E-33 

60th  0.985408656 2.66E-34 

61st   0.983416678 1.10E-33 

62nd 0.981218037 1.53E-33 

63rd 0.978783324 3.44E-33 

64th  0.976105118 2.95E-32 

65th  0.973204274 7.75E-36 

66th  0.96980679 1.32E-33 

67th  0.966170217 7.35E-32 

68th  0.962292941 1.39E-33 

69th  0.957928398 2.60E-35 

70th  0.95303025 3.07E-35 

71st   0.94770518 3.51E-35 

72nd 0.941919645 1.91E-37 

73rd 0.935419613 4.09E-37 

74th  0.928424853 1.94E-36 

75th  0.920985421 5.07E-38 

76th  0.912807434 1.90E-39 

77th  0.90384646 9.83E-38 

78th  0.894504826 8.43E-42 

79th  0.883995024 3.94E-44 

80th  0.872329762 1.15E-45 

81st   0.859351298 2.62E-48 

82nd 0.844493197 1.09E-47 

83rd 0.827765732 2.20E-52 

84th  0.80744352 7.24E-54 

85th  0.783363274 1.40E-60 

86th  0.753004933 2.19E-62 

87th  0.715922294 2.46E-73 

88th  0.667690233 9.45E-80 

89th  0.608784339 7.68E-93 

90th  0.537201351 1.05E-100 

91st   0.457385551 3.07E-113 

92nd 0.371927285 9.09E-123 

93rd 0.288129188 8.28E-131 

94th  0.212034551 1.08E-156 

95th  0.143283061 2.55E-186 
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96th  0.085323634 9.32E-196 

97th  0.042789924 1.32E-181 

98th  0.016568183 2.81E-139 

99th  0.004247818 1.81E-66 

100th  0.000724722 N/A 

 

Table 59. Results for experiment 5.2 for Mylyn for topic models with k=100. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.999998407 1.59E-181 

2nd  0.99999561 6.63E-122 

3rd 0.999991745 2.02E-98 

4th  0.999986461 3.74E-81 

5th  0.999979589 2.10E-75 

6th  0.999970283 7.10E-67 

7th  0.999958256 1.31E-58 

8th  0.999943305 7.89E-52 

9th  0.999925331 1.53E-45 

10th  0.999904234 9.22E-39 

11th  0.99988029 7.26E-35 

12th  0.999852871 7.23E-30 

13th  0.999822527 5.61E-28 

14th  0.999787228 5.47E-23 

15th  0.999749098 5.13E-20 

16th  0.999707196 1.36E-16 

17th  0.999662981 4.68E-14 

18th  0.999616134 1.17E-11 

19th  0.999567558 2.29E-09 

20th  0.999518863 2.54E-08 

21th  0.999467488 3.02E-06 

22nd  0.999419249 6.02E-06 

23rd   0.999367328 3.83E-05 

24th  0.999315018 4.08E-04 

25th  0.999265858 8.07E-04 

26th  0.999215316 9.34E-04 

27th  0.999160978 0.0016 

28th  0.99910444 0.0055 

29th  0.999050675 0.0136 

30th  0.998999615 0.0163 

31st  0.998947079 0.0131 

32nd   0.998889994 0.0112 

33rd  0.998828653 0.0087 

34th  0.998762204 0.0040 

35th  0.998685928 0.0014 

36th  0.99859686 0.0007 

37th  0.998496863 0.0002 

38th  0.998378772 3.08E-05 

39th  0.998239516 9.19E-06 

40th  0.998080056 4.93E-07 
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41st   0.997884452 5.25E-08 

42nd 0.99765238 3.34E-08 

43rd 0.9973906 7.50E-09 

44th  0.997083906 3.57E-08 

45th  0.996760643 8.47E-09 

46th  0.996388757 3.06E-09 

47th  0.995963531 1.10E-09 

48th  0.995475884 9.11E-10 

49th  0.994926935 1.06E-09 

50th  0.994313146 2.82E-09 

51st   0.993644667 1.46E-09 

52nd 0.992887237 4.23E-10 

53rd 0.992005732 3.41E-10 

54th  0.991002064 1.05E-09 

55th  0.989907733 2.24E-10 

56th  0.988610917 1.87E-09 

57th  0.987206547 1.26E-09 

58th  0.985606215 1.73E-09 

59th  0.983811376 6.62E-09 

60th  0.981858065 1.05E-09 

61st   0.979524318 4.13E-09 

62nd 0.976949065 2.00E-09 

63rd 0.973926854 4.33E-09 

64th  0.97054927 2.61E-09 

65th  0.966635124 4.78E-09 

66th  0.962232076 9.89E-09 

67th  0.957347162 1.24E-08 

68th  0.951894665 1.15E-09 

69th  0.945305345 2.47E-09 

70th  0.937938796 7.70E-10 

71st   0.929248772 2.69E-09 

72nd 0.919748626 2.03E-09 

73rd 0.909065003 8.77E-10 

74th  0.896955316 4.25E-10 

75th  0.883281862 2.16E-10 

76th  0.867960826 1.38E-10 

77th  0.850994521 1.87E-11 

78th  0.831592787 1.45E-11 

79th  0.810441077 1.78E-12 

80th  0.786649006 2.27E-13 

81st   0.760142775 1.03E-13 

82nd 0.731606566 6.57E-14 

83rd 0.701396392 3.66E-15 

84th  0.668299296 1.12E-16 

85th  0.632158369 2.50E-18 

86th  0.593181601 3.22E-19 

87th  0.552683031 1.18E-22 

88th  0.50854286 3.68E-25 

89th  0.462786863 6.76E-30 

90th  0.414478254 2.43E-33 
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91st   0.366234336 1.05E-39 

92nd 0.317566861 1.33E-49 

93rd 0.268906114 3.10E-61 

94th  0.222523523 1.10E-87 

95th  0.177036998 2.66E-120 

96th  0.135413912 6.36E-168 

97th  0.097811718 1.13E-243 

98th  0.063510417 0.00E+00 

99th  0.03471385 0.00E+00 

100th  0.012230503 N/A 

 

Table 60. Results for experiment 5.2 for iBatis for topic models with k=100. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.999999998 0.0175 

2nd  0.999999973 0.0515 

3rd 0.999999787 0.0145 

4th  0.999999222 1.76E-05 

5th  0.999997378 8.44E-09 

6th  0.999992512 1.52E-12 

7th  0.999981184 1.24E-22 

8th  0.999953723 7.74E-28 

9th  0.999901535 3.91E-34 

10th  0.999812959 1.42E-38 

11th  0.999681764 6.61E-50 

12th  0.999475486 7.96E-48 

13th  0.999209241 2.74E-52 

14th  0.998858116 6.22E-52 

15th  0.998433462 1.96E-53 

16th  0.99792218 2.80E-50 

17th  0.997345052 3.01E-48 

18th  0.996704117 8.49E-49 

19th  0.995976865 1.96E-44 

20th  0.995204434 4.42E-44 

21th  0.994355734 3.30E-41 

22nd  0.993457314 5.37E-40 

23rd   0.992490268 2.53E-39 

24th  0.991441976 9.61E-38 

25th  0.990320751 1.94E-36 

26th  0.989117748 8.59E-35 

27th  0.987836551 3.77E-32 

28th  0.986503312 1.19E-34 

29th  0.98500112 1.22E-31 

30th  0.983451441 1.20E-30 

31st  0.981808491 2.33E-30 

32nd   0.980058199 1.29E-30 

33rd  0.978185456 5.01E-29 

34th  0.97624515 2.33E-30 

35th  0.974126613 9.90E-29 
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36th  0.971943872 5.19E-29 

37th  0.96961162 1.63E-27 

38th  0.967202316 1.06E-27 

39th  0.964648099 3.23E-28 

40th  0.961919463 8.25E-27 

41st   0.959107009 2.60E-26 

42nd 0.956163473 8.93E-27 

43rd 0.953035157 6.09E-26 

44th  0.94980221 1.28E-26 

45th  0.94635984 1.72E-25 

46th  0.942826199 2.26E-25 

47th  0.939133944 4.45E-26 

48th  0.935222504 3.73E-25 

49th  0.931231315 3.71E-26 

50th  0.926997662 1.02E-25 

51st   0.922638166 5.11E-24 

52nd 0.918277848 3.55E-26 

53rd 0.913537659 4.16E-25 

54th  0.908736542 2.18E-26 

55th  0.903628403 3.87E-26 

56th  0.898367903 1.85E-26 

57th  0.892894074 1.24E-27 

58th  0.887098974 3.40E-26 

59th  0.88127152 1.47E-27 

60th  0.87508043 4.66E-28 

61st   0.868604173 7.41E-30 

62nd 0.86166158 2.55E-29 

63rd 0.854530023 6.23E-30 

64th  0.847041917 3.94E-29 

65th  0.839393101 3.73E-32 

66th  0.831040873 4.61E-32 

67th  0.822416574 4.84E-34 

68th  0.8132769 6.77E-34 

69th  0.803904796 3.60E-36 

70th  0.793930966 1.00E-36 

71st   0.783641846 3.11E-38 

72nd 0.772899454 5.84E-39 

73rd 0.761780259 1.22E-42 

74th  0.749790462 9.12E-46 

75th  0.737000115 1.16E-47 

76th  0.72348434 2.09E-52 

77th  0.708606705 5.80E-57 

78th  0.69210826 2.64E-64 

79th  0.672997198 1.67E-68 

80th  0.651063611 1.90E-73 

81st   0.625252187 1.02E-80 

82nd 0.594114738 1.09E-86 

83rd 0.557195655 1.33E-94 

84th  0.51336201 3.88E-103 

85th  0.461905407 8.50E-104 



196 

86th  0.405885061 3.30E-111 

87th  0.3453981 6.90E-112 

88th  0.285009927 5.14E-127 

89th  0.224174301 6.90E-134 

90th  0.168101998 2.10E-135 

91st   0.119759966 1.21E-139 

92nd 0.079374568 1.17E-151 

93rd 0.046610592 2.79E-144 

94th  0.023717313 4.52E-120 

95th  0.01005015 2.10E-84 

96th  0.003365424 2.24E-53 

97th  0.00078351 3.07E-18 

98th  0.000199897 6.03E-10 

99th  5.55E-05 3.70E-13 

100th  2.10E-05 N/A 

 

Table 61. Results for experiment 5.2 for Rhino for topic models with k=100. 

Index of pair of 
similar topics 

Mean of  (distance 
of pair of topics) 

p-value for t-test 
vs. next row 

1st  0.999999996 2.91E-22 

2nd  0.999999978 1.70E-33 

3rd 0.999999926 3.60E-34 

4th  0.999999833 3.57E-25 

5th  0.999999719 7.48E-19 

6th  0.99999956 1.68E-13 

7th  0.999999306 3.51E-12 

8th  0.999998874 1.21E-17 

9th  0.999997856 6.91E-19 

10th  0.999995925 3.20E-25 

11th  0.99999224 6.26E-28 

12th  0.999985853 2.73E-29 

13th  0.999975463 1.02E-29 

14th  0.999959768 5.21E-31 

15th  0.999937342 5.94E-34 

16th  0.999905734 7.31E-41 

17th  0.999858747 1.02E-42 

18th  0.999792794 1.59E-46 

19th  0.999699265 2.88E-47 

20th  0.999574903 1.29E-47 

21th  0.999416985 3.72E-51 

22nd  0.999215137 1.48E-53 

23rd   0.998963805 2.86E-52 

24th  0.998666677 1.65E-51 

25th  0.998321404 3.32E-53 

26th  0.997911679 1.48E-46 

27th  0.997471717 7.25E-46 

28th  0.996977109 9.99E-44 

29th  0.996434014 1.52E-44 
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30th  0.995813161 2.04E-42 

31st  0.995130242 1.97E-39 

32nd   0.994391581 1.63E-40 

33rd  0.9935476 5.73E-39 

34th  0.992621433 9.73E-38 

35th  0.991607726 7.21E-37 

36th  0.990498118 8.56E-36 

37th  0.989294534 1.73E-35 

38th  0.987981921 3.98E-39 

39th  0.986458961 7.33E-37 

40th  0.984825409 3.49E-35 

41st   0.983080417 1.25E-34 

42nd 0.981196438 5.53E-34 

43rd 0.979166909 4.46E-33 

44th  0.976999885 6.31E-34 

45th  0.974620809 2.76E-31 

46th  0.972161713 1.36E-30 

47th  0.969553145 9.69E-32 

48th  0.966692766 4.41E-32 

49th  0.963588634 6.26E-32 

50th  0.960248035 4.87E-31 

51st   0.95671647 5.95E-32 

52nd 0.952895644 4.46E-30 

53rd 0.948951228 1.15E-31 

54th  0.944633774 1.91E-29 

55th  0.940232425 3.49E-31 

56th  0.935433811 1.08E-31 

57th  0.930347809 6.07E-32 

58th  0.924974366 2.19E-32 

59th  0.919262221 4.34E-32 

60th  0.913284425 2.13E-31 

61st   0.907076637 5.09E-31 

62nd 0.900601521 2.00E-31 

63rd 0.89377727 1.95E-34 

64th  0.88627898 8.94E-34 

65th  0.878524681 6.28E-34 

66th  0.870460616 3.09E-34 

67th  0.862071839 8.27E-35 

68th  0.853332502 3.93E-36 

69th  0.844174444 1.67E-38 

70th  0.834435633 1.48E-36 

71st   0.824685722 1.08E-37 

72nd 0.814568052 1.16E-39 

73rd 0.804013703 2.42E-41 

74th  0.793054343 1.90E-44 

75th  0.781434824 6.77E-46 

76th  0.769304712 1.59E-45 

77th  0.756870327 7.01E-49 

78th  0.743500369 9.31E-50 

79th  0.729444552 9.08E-60 
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80th  0.713133665 3.92E-62 

81st   0.695081338 3.90E-67 

82nd 0.674275269 2.90E-71 

83rd 0.650304403 8.36E-78 

84th  0.621688681 1.13E-81 

85th  0.587868791 2.12E-90 

86th  0.546956074 1.23E-94 

87th  0.499454274 1.28E-106 

88th  0.443500282 2.72E-117 

89th  0.380724705 2.09E-124 

90th  0.314683914 5.13E-129 

91st   0.249634818 4.65E-141 

92nd 0.187254585 4.37E-157 

93rd 0.130146288 1.23E-158 

94th  0.083628102 4.60E-170 

95th  0.047314587 3.02E-166 

96th  0.022862358 1.30E-162 

97th  0.008235296 1.54E-103 

98th  0.002282479 2.65E-62 

99th  0.000374087 2.02E-23 

100th  5.12E-05 N/A 

 

5.3.3 Results for experiment 5.3 

 Table 62 through Table 65 present the results of experiment 5.3. We present one table for 

each of the code bases. Each row of the tables corresponds to the results obtained with one 

configuration of LDA parameters. The values in the second column of the tables indicate the 

correlation between the cosine similarity of matching topics versus their average probability.  

Recall that hypothesis H5.3 states that the topics that are most affected by LDA’s non-

determinism tend to have lower probabilities. If this hypothesis was to be valid, we would see that 

there is a very high correlation between values of the cosine similarity and the probability. The 

corresponding null hypothesis NH5.3 states that there is no correlation between the similarity and 

the probability.  

If we now look at the correlation values shown in the tables we see, first of all, that the 

highest value for the correlation is below 0.41. A common interpretation of values of Pearson 

correlation [60] is that values between 0.36 and 0.67 correspond to moderate correlation, while 



199 

values below or at 0.35 correspond to weak correlations. According to this interpretation, our 

results indicate that, in most cases, there is a weak correlation between the similarity and the 

probability. In fact, there are only four cells in all the tables for which the correlation is above 0.35 

(highlighted in bold). This means that there are only four cases in which the correlation between 

similarity and probability was moderate. In every other case the correlation is weak.  

Unfortunately, with these results, we do not have sufficient evidence to reject the null 

hypothesis NH5.3. In other words, our results indicate that we do not have sufficient evidence to 

support hypothesis H5.3, and that it does not seem to be the case that high similarity is strongly 

correlated with high probability.  

Despite that we do not have enough evidence to reject the null hypothesis, there are some 

trends in the tables that are worth discussing more. First, it seems to be the case that the 

correlation is highest with smaller values of k. As we go down the rows of each table, we see that 

the correlation values get lower, and that with the topic models corresponding to configurations 

with k=100 there is very little correlation between the similarity and the probability.  

Another interesting result is that the only code base for which we do not see values 

decrease as much with the configurations that have more topics (i.e., with larger values of k) is 

iBatis. With the topic models produced for iBatis, the correlation between the similarity and the 

probability is always between 0.3 and 0.2 and it is not consistently lower with larger values of k.  

Table 62. Results for experiment 5.3 for dbViz. 

Configuration 

(Value of k) 

Pearson’s r (distance vs. 
probability) 

5 0.3056 

10 0.3396 

15 0.3522 

20 0.3144 

30 0.2982 

40 0.3012 

50 0.2555 

75 0.1031 

100 0.0320 
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Table 63. Results for experiment 5.3 for Mylyn. 

Configuration 

(Value of k) 

Pearson’s r (distance vs. 
probability) 

5 0.4079 

10 0.3978 

15 0.2287 

20 0.1411 

30 0.1546 

40 0.1454 

50 0.1115 

75 0.0881 

100 0.1231 

 

Table 64. Results for experiment 5.3 for iBatis. 

Configuration 

(Value of k) 

Pearson’s r (distance vs. 
probability) 

5 0.3056 

10 0.3129 

15 0.2317 

20 0.2941 

30 0.3631 

40 0.3369 

50 0.2854 

75 0.2414 

100 0.2163 

 

Table 65. Results for experiment 5.3 for Rhino. 

Configuration 

(Value of k) 

Pearson’s r (distance vs. 
probability) 

5 0.3836 

10 0.2343 

15 0.2729 

20 0.2552 

30 0.2874 

40 0.2683 

50 0.2185 

75 0.1621 

100 0.1151 
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5.3.4 Results for experiment 5.4 

Table 66 through Table 69  present the results of experiment 5.4 for each of the four code 

bases. Each table shows: (1) the value of k for the corresponding configuration of LDA parameters, 

(2) the mean value of the average variation of information between topic models that are LDMs 

when compared to all the topic models, (3) the mean value of the average variation of information 

between the topic models that are MDMs when compared to all the topic models, (4) the difference 

of the means (mean of LDMs minus mean of MDMs), (5) the p-value for the t-test comparing the 

mean of LDMs versus the mean of MDMs, (6) the lower bound for the difference of means at the 

95% confidence interval, and (7) the upper bound for the difference of means at the 95% 

confidence interval.  

Recall that hypothesis H5.4 states that not all topic models are equally divergent from the 

rest. Also, recall that the null hypothesis that we have defined corresponding to H5.4 states that the 

mean of the variation of information between LDMs and the rest of the topic models is not 

significantly lower than the mean of the variation of information between MDMs and the rest of the 

topic models. In other words, the null hypothesis NH5.4 states that the values in the second and 

third column of Table 66 through Table 69 should be the same from a statistical standpoint. 

 Notice that in every single row of Table 66 through Table 69 the value in the second column 

is lower than the value in the third column. Lower values of the variation of information indicate 

that there are more similarities between the topic models compared. As a result of the difference in 

values between the second and third column, the difference of means shown in the fourth column of 

the tables is a negative value in every single case. The values in this fourth column show that the 

difference between the means is between negative 0.35 and negative 0.12. In other words, the 

LDMs are indeed, on average, much more similar to every other topic model than the MDMs.   
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There are also some interesting trends corresponding to differences across configurations 

and across the code bases which are worth mentioning. For instance, notice that in the tables for 

dbViz and iBatis the largest differences in the means correspond to the smallest value of k. In these 

two tables we also see that the difference between the means tends to get smaller as the value of k 

gets larger. However, this is not the case in the results for Rhino. For Rhino, the largest difference 

between means occurs with k=10, and there is very little difference among the rest of the values (all 

between 0.12 and 0.15). Another important difference across projects is that the largest differences 

in the means correspond to results with Mylyn. Also in the case of Mylyn we see that the largest 

difference of means occurs both with the smallest, and with the largest value of k. 

The tables also show the p-value for the t-tests comparing the results shown in the second 

and third column (mean of average values obtained with LDMs versus mean of average values 

obtained with MDMs). Every single p-value for a t-tests is 0, which shows that the means are indeed 

significantly different.  

To provide more evidence to support the significance of the results, the last two columns of 

the tables show the lower and upper bound for the difference of the means at the 95% confidence 

interval. Every single value in these last two columns is a negative number. As these results 

indicate, even at this confidence interval, it is still the case that the LDMs are more similar to every 

other topic model than the MDMs.  

These results provide clear evidence to confidently reject the null hypothesis NH5.4, and to 

accept the validity of hypothesis H5.4. In other words, it is indeed the case that there are topic 

models that are very similar to all the others (i.e., the LDMs), as well as topic models that are quite 

different to all the others (i.e., the MDMs). 
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Table 66. Results for experiment 5.4 for dbViz. 

Configuration 

(Value of k) 

Mean of  
(average 

variation of 
information 

for LDMs) 

Mean of  
(average 

variation of 
information 
for MDMs) 

Difference 
of means 
(LDMs – 
MDMs) 

p-value 
for t-test 

Lower 
bound of 

mean 
difference 

at 95% 
confidence 

interval 

Upper 
bound of 

mean 
difference 

at 95% 
confidence 

interval 

5 1.8882 2.1095 -0.2213 0 -0.2220 -0.2206 

10 2.2114 2.4300 -0.2185 0 -0.2191 -0.2179 

15 2.5165 2.6843 -0.1678 0 -0.1683 -0.1673 

20 2.6741 2.8518 -0.1778 0 -0.1782 -0.1773 

30 2.9039 3.0630 -0.1591 0 -0.1595 -0.1586 

40 3.0766 3.2185 -0.1419 0 -0.1423 -0.1415 

50 3.1627 3.3236 -0.1609 0 -0.1613 -0.1605 

75 3.3033 3.4620 -0.1587 0 -0.1590 -0.1583 

100 3.3938 3.5486 -0.1548 0 -0.1552 -0.1544 

 

Table 67. Results for experiment 5.4 for Mylyn. 

Configuration 

(Value of k) 

Mean of  
(average 

variation of 
information 

for LDMs) 

Mean of  
(average 

variation of 
information 
for MDMs) 

Difference 
of means 
(LDMs – 
MDMs) 

p-value 
for t-test 

Lower 
bound of 

mean 
difference 

at 95% 
confidence 

interval 

Upper 
bound of 

mean 
difference 

at 95% 
confidence 

interval 

5 1.7767 2.1188 -0.3421 0 -0.3433 -0.3410 

10 2.1673 2.4306 -0.2632 0 -0.2640 -0.2625 

15 2.2630 2.4999 -0.2369 0 -0.2375 -0.2362 

20 2.3410 2.5472 -0.2062 0 -0.2068 -0.2057 

30 2.5803 2.7533 -0.1730 0 -0.1735 -0.1726 

40 2.7291 2.8881 -0.1591 0 -0.1595 -0.1586 

50 2.8379 2.9959 -0.1580 0 -0.1584 -0.1576 

75 3.0960 3.2870 -0.1911 0 -0.1915 -0.1906 

100 3.5186 3.8619 -0.3433 0 -0.3441 -0.3424 
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Table 68. Results for experiment 5.4 for iBatis. 

Configuration 

(Value of k) 

Mean of  
(average 

variation of 
information 

for LDMs) 

Mean of  
(average 

variation of 
information 
for MDMs) 

Difference 
of means 
(LDMs – 
MDMs) 

p-value 
for t-test 

Lower 
bound of 

mean 
difference 

at 95% 
confidence 

interval 

Upper 
bound of 

mean 
difference 

at 95% 
confidence 

interval 

5 1.9012 2.1862 -0.2850 0 -0.2860 -0.2840 

10 2.2744 2.4660 -0.1916 0 -0.1922 -0.1910 

15 2.4725 2.6684 -0.1959 0 -0.1964 -0.1953 

20 2.6885 2.8623 -0.1738 0 -0.1743 -0.1733 

30 2.8263 2.9771 -0.1509 0 -0.1513 -0.1505 

40 2.8006 2.9695 -0.1690 0 -0.1694 -0.1685 

50 2.7537 2.9319 -0.1782 0 -0.1787 -0.1777 

75 2.7087 2.8699 -0.1612 0 -0.1617 -0.1608 

100 2.7507 2.9028 -0.1520 0 -0.1524 -0.1517 

 

 

Table 69. Results for experiment 5.4 for Rhino. 

Configuration 

(Value of k) 

Mean of  
(average 

variation of 
information 

for LDMs) 

Mean of  
(average 

variation of 
information 
for MDMs) 

Difference 
of means 
(LDMs – 
MDMs) 

p-value 
for t-test 

Lower 
bound of 

mean 
difference 

at 95% 
confidence 

interval 

Upper 
bound of 

mean 
difference 

at 95% 
confidence 

interval 

5 1.8962 2.0306 -0.1344 0 -0.1350 -0.1339 

10 2.5170 2.7288 -0.2118 0 -0.2124 -0.2112 

15 3.0104 3.1415 -0.1311 0 -0.1316 -0.1307 

20 3.1460 3.3050 -0.1590 0 -0.1595 -0.1586 

30 3.3662 3.4932 -0.1270 0 -0.1274 -0.1267 

40 3.5007 3.6314 -0.1307 0 -0.1310 -0.1303 

50 3.5994 3.7212 -0.1219 0 -0.1222 -0.1215 

75 3.7257 3.8570 -0.1313 0 -0.1316 -0.1310 

100 3.8357 3.9605 -0.1248 0 -0.1251 -0.1245 
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5.3.5 Results for experiment 5.5 

Table 70 through Table 73 present the results of experiment 5.5 for each of the four code 

bases. Each table shows: (1) the value of k for the corresponding configuration of LDA parameters, 

(2) the mean value of the average distance between matching topics using the cosine similarity, 

𝑐𝑜𝑠(𝑡𝑖 , 𝑡𝑗), (3) the mean value of the average distance between matching topics using the weighted 

cosine similarity, cos _𝑤(𝑡𝑖, 𝑡𝑗), (4) the difference of the means (𝑐𝑜𝑠(𝑡𝑖, 𝑡𝑗) minus cos _𝑤(𝑡𝑖, 𝑡𝑗)), (5) 

the p-value for the t-test comparing the mean using cosine similarity versus the mean using the 

weighted cosine similarity, (6) the lower bound for the difference of means at the 95% confidence 

interval, and (7) the upper bound the difference of means at the 95% confidence interval.  

Recall that hypothesis H5.5 states that variability is reduced when considering file sizes. If 

this is the case, then the mean of the values obtained using 𝑐𝑜𝑠(𝑡𝑖, 𝑡𝑗) should be lower than the 

mean of values obtained using cos _𝑤(𝑡𝑖, 𝑡𝑗). If we look at the values in the tables, we see that the 

means using 𝑐𝑜𝑠(𝑡𝑖, 𝑡𝑗) are indeed lower than the means using cos _𝑤(𝑡𝑖, 𝑡𝑗) in almost every single 

case (the only exceptions are the last two rows of Table 71, highlighted in bold). Notice that all the 

values in the fourth column, which shows the difference of means, are negative numbers. In other 

words, in almost every single case we found that the pairs of matching topics are indeed more 

similar (i.e., higher values) when using the weighted cosine similarity cos _𝑤(𝑡𝑖, 𝑡𝑗).    

In order to examine whether the means are indeed significantly different, the fifth column of 

the tables shows the p-values for the t-tests comparing the means shown in the second and third 

column. In almost every single case values are below 0.05 (the only exception is the first row of 

Table 73, highlighted in bold). The last two columns in the tables show the lower and upper bound 

of the difference of the means at the 95% confidence interval. Notice that almost every single one of 

these values is negative (the exceptions are the last two rows of Table 71).  
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The results indicate that there are only a few exceptional cases in which we did not find that 

the cos _𝑤(𝑡𝑖, 𝑡𝑗) measure is preferred to the 𝑐𝑜𝑠(𝑡𝑖, 𝑡𝑗) measure. Namely, in the case of Mylyn with 

k=75 and k=100, and in the case of Rhino with k=5. In these three cases we either did not find the 

means to be statistically different, or we found that the values were higher with the cosine 

similarity measure that does not take into account file sizes, 𝑐𝑜𝑠(𝑡𝑖 , 𝑡𝑗).  

Another interesting result worth mentioning is that the difference of means is relatively low 

in every single case. Most values range from negative 0.3 to negative 0.001. These are relatively 

small differences, particularly when we compare them to the differences of means that we observed 

in experiment 5.1. Despite this, it is the case that most of the differences are statistically significant. 

Moreover, as we will discuss in more detail in Section 5.4, interpreting the magnitudes of these 

differences is not straightforward, and for now it is sufficient to rely on the p-values of the t-tests, as 

well as on the confidence intervals, to show evidence in support of hypothesis H5.5.  

Despite that there are a few exceptional cases in which we cannot reject the null hypothesis 

NH5.5, and that the differences in the means are relatively quite small, the results do provide 

sufficient evidence, over all the code bases and configurations, to reject the null hypothesis NH5.5. 

Thus, we can accept the validity of hypothesis H5.5. In other words, it is indeed preferable to 

compare topics using a measure that takes into account the relative sizes of files, versus using a 

measure that does not, as the observed variability is indeed less when these file sizes are 

considered.  
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Table 70. Results for experiment 5.5 for dbViz. 

Configuration 

(Value of k) 

Mean of 
(average 

values for 
matching 
topics – 
cos(…)) 

Mean of 
(average 

values for 
matching 
topics – 

cos_w(…)) 

Difference 
of means 
(cos(…) – 

cos_w(…)) 

p-value 
for t-test 

Lower 
bound of 

mean 
difference 

at 95% 
confidence 

interval 

Upper 
bound of 

mean 
difference 

at 95% 
confidence 

interval 

5 0.7690 0.7917 -0.0227 1.15E-25 -0.02692 -0.01847 

10 0.8192 0.8284 -0.00913 2.45E-11 -0.01185 -0.00641 

15 0.7972 0.8147 -0.01747 5.47E-62 -0.01954 -0.0154 

20 0.7924 0.8121 -0.0197 4.70E-97 -0.02155 -0.01785 

30 0.8090 0.8244 -0.0154 1.28E-90 -0.01689 -0.0139 

40 0.8170 0.8298 -0.01282 1.04E-90 -0.01407 -0.01157 

50 0.8266 0.8362 -0.00954 5.70E-70 -0.01061 -0.00848 

75 0.8607 0.8646 -0.00388 3.97E-19 -0.00474 -0.00303 

100 0.8777 0.8807 -0.00305 2.55E-15 -0.00381 -0.00229 

 

Table 71. Results for experiment 5.5 for Mylyn. 

Configuration 

(Value of k) 

Mean of 
(average 

values for 
matching 
topics – 
cos(…)) 

Mean of 
(average 

values for 
matching 
topics – 

cos_w(…)) 

Difference 
of means 
(cos(…) – 

cos_w(…)) 

p-value 
for t-test 

Lower 
bound of 

mean 
difference 

at 95% 
confidence 

interval 

Upper 
bound of 

mean 
difference 

at 95% 
confidence 

interval 

5 0.7219 0.7470 -0.02514 1.57E-29 -0.0295 -0.02077 

10 0.7422 0.7740 -0.03178 1.48E-112 -0.03457 -0.029 

15 0.8362 0.8656 -0.02941 2.04E-132 -0.03178 -0.02704 

20 0.8767 0.8933 -0.01668 1.18E-85 -0.01836 -0.015 

30 0.8750 0.8874 -0.01241 1.46E-87 -0.01365 -0.01117 

40 0.8843 0.8922 -0.00793 1.84E-44 -0.00906 -0.0068 

50 0.8987 0.8999 -0.00122 2.02E-02 -0.00224 -0.00019 

75 0.8943 0.8890 0.005249 7.87E-19 0.004129 0.006369 

100 0.8585 0.8518 0.006787 4.05E-14 0.005104 0.008471 
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Table 72. Results for experiment 5.5 for iBatis. 

Configuration 

(Value of k) 

Mean of 
(average 

values for 
matching 
topics – 
cos(…)) 

Mean of 
(average 

values for 
matching 
topics – 

cos_w(…)) 

Difference 
of means 
(cos(…) – 

cos_w(…)) 

p-value 
for t-test 

Lower 
bound of 

mean 
difference 

at 95% 
confidence 

interval 

Upper 
bound of 

mean 
difference 

at 95% 
confidence 

interval 

5 0.7417 0.7708 -0.0291 2.43E-46 -0.03308 -0.02512 

10 0.7537 0.7648 -0.01109 3.29E-15 -0.01385 -0.00834 

15 0.7752 0.7990 -0.02383 2.48E-84 -0.02622 -0.02143 

20 0.7652 0.7954 -0.03021 8.99E-207 -0.03211 -0.02831 

30 0.7514 0.7848 -0.03345 0 -0.03501 -0.03189 

40 0.7480 0.7828 -0.03482 0 -0.03614 -0.0335 

50 0.7571 0.7911 -0.03394 0 -0.03512 -0.03277 

75 0.7808 0.8025 -0.02168 0 -0.02262 -0.02074 

100 0.7809 0.7952 -0.01426 6.85E-252 -0.01507 -0.01344 

 

Table 73. Results for experiment 5.5 for Rhino. 

Configuration 

(Value of k) 

Mean of 
(average 

values for 
matching 
topics – 
cos(…)) 

Mean of 
(average 

values for 
matching 
topics – 

cos_w(…)) 

Difference 
of means 
(cos(…) – 

cos_w(…)) 

p-value 
for t-test 

Lower 
bound of 

mean 
difference 

at 95% 
confidence 

interval 

Upper 
bound of 

mean 
difference 

at 95% 
confidence 

interval 

5 0.7553 0.7574 -0.0021 0.33 -0.00624 0.002043 

10 0.7530 0.7844 -0.03133 8.46E-108 -0.0341 -0.02855 

15 0.7887 0.8216 -0.03284 1.78E-165 -0.03518 -0.0305 

20 0.8244 0.8532 -0.02881 3.34E-172 -0.03084 -0.02679 

30 0.8017 0.8334 -0.03165 0 -0.03308 -0.03021 

40 0.7896 0.8216 -0.032 0 -0.0333 -0.03071 

50 0.7979 0.8291 -0.03123 0 -0.03233 -0.03014 

75 0.8068 0.8315 -0.02468 0 -0.02557 -0.0238 

100 0.8159 0.8358 -0.01991 0 -0.02068 -0.01915 

 

5.3.6 Results for experiment 5.6 

Table 74 through Table 77 present the results of experiment 5.6 for each of the four code 

bases. Each table shows:  (1) the value of k for the corresponding configuration of LDA parameters, 

(2) the coefficient of variation for all the values obtained when comparing each pair of topic models 

using as distance measure the variation of information, (3) the coefficient of variation for all values 

obtained when comparing each pair of topic models using as distance measure the correlation 
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between document distances, and (4) the ratio of the value in the third column versus the value in 

second column. 

Hypothesis H5.6 states that variability is more when observed with the correlation between 

document distances versus with the variation of information. Recall that the coefficient of variation 

is the ratio between the standard deviation and the mean of a set of values [66]. Lower values of the 

coefficient of variation indicate that the variability is smaller, while higher values indicate the 

opposite is true. 

In order to evaluate the validity of hypothesis H5.6, we defined the null hypothesis NH5.6 

which states that the coefficient of variation is the same with either the variation of information or 

the correlation between document distances. If there is a difference in the coefficient of variation it 

means that one of the measures, that for which the value is lower, is resulting in less variability.  

Looking at the values in the tables, we see that in every single case the coefficient of 

variation is lower with the variation of information than with the correlation between document 

distances. In fact, in every case the coefficient of variation in the column corresponding to the 

correlation between document is between 1.5 and up to 4 times larger than the value in the column 

corresponding to the variation of information (see last column of table). 

Although these results do not provide a measure of statistical significance, we do have 

sufficient evidence to reject the null hypothesis and accept the validity of hypothesis H5.6. In other 

words, the observed variability does seem to be less with the variation of information distance 

measure. Again, the challenge here is that understanding the magnitudes of these differences is 

complex. As we discuss in the following section, this is the main threat to the validity of our results.  

In this last experiment we can also see that there are some relevant trends that are worth 

discussing more. First, note that in all the tables the largest values in both columns showing the 

coefficient of variation correspond to the configuration with k=5. This means that the variance with 

these configurations is the largest, regardless of which of the two metrics we use.  
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A second trend that we see is that in all of the tables the relative improvement (shown in 

the fourth column) is largest with the configurations for which k=5 or for the configurations with 

the largest values of k. In most cases the values in the last column increase progressively between 

k=10 and k=100. This shows that the relative improvement of using the variation of information is 

largest with the configurations that have a smaller value of k (with the exception of k=5). The most 

notable exception to this trend is in the results for Mylyn, for which we see that the last value in the 

table is relatively smaller. Notice that in this case, however, this small value in the last column is the 

result of the coefficient of variation for the variation of information metric being slightly larger. In 

the rest of the tables we see that the coefficient of variation in the column corresponding to the 

variation of information is less with the configurations that have a larger value of k. 

Table 74. Results for experiment 5.6 for dbViz. 

Configuration 

(Value of k) 

Coefficient of variation 
(variation of 
information) 

Coefficient of variation 
(correlation between 
document distances) 

Relative 
improvement with 

variation of 
information 

5 0.0681 0.1745 2.56 

10 0.0516 0.0806 1.56 

15 0.0359 0.0618 1.72 

20 0.0344 0.0625 1.82 

30 0.0277 0.0548 1.98 

40 0.0234 0.0597 2.55 

50 0.0256 0.0646 2.53 

75 0.0238 0.0727 3.05 

100 0.0226 0.0772 3.42 

Table 75. Results for experiment 5.6 for Mylyn. 

Configuration 

(Value of k) 

Coefficient of variation 
(variation of 
information) 

Coefficient of variation 
(correlation between 
document distances) 

Relative 
improvement with 

variation of 
information 

5 0.111039 0.199658 1.80 

10 0.06593 0.096909 1.47 

15 0.054667 0.078955 1.44 

20 0.045052 0.084778 1.88 

30 0.034436 0.077589 2.25 

40 0.029696 0.074355 2.50 

50 0.028201 0.072179 2.56 

75 0.030623 0.067066 2.19 

100 0.047173 0.065387 1.39 
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Table 76. Results for experiment 5.6 for iBatis. 

Configuration 

(Value of k) 

Coefficient of variation 
(variation of 
information) 

Coefficient of variation 
(correlation between 
document distances) 

Relative 
improvement with 

variation of 
information 

5 0.092892 0.192447 2.07 

10 0.048502 0.079199 1.63 

15 0.042112 0.068839 1.63 

20 0.034151 0.061343 1.80 

30 0.028708 0.053225 1.85 

40 0.031529 0.051601 1.64 

50 0.033101 0.052194 1.58 

75 0.030463 0.055891 1.83 

100 0.028083 0.067053 2.39 

 

Table 77. Results for experiment 5.6 for Rhino. 

Configuration 

(Value of k) 

Coefficient of variation 
(variation of 
information) 

Coefficient of variation 
(correlation between 
document distances) 

Relative 
improvement with 

variation of 
information 

5 0.048726 0.170902 3.51 

10 0.045081 0.07814 1.73 

15 0.025971 0.063775 2.46 

20 0.027546 0.060665 2.20 

30 0.020712 0.070963 3.43 

40 0.019733 0.066315 3.36 

50 0.017714 0.064182 3.62 

75 0.01784 0.068395 3.83 

100 0.016485 0.066462 4.03 

 

5.4 Threats to validity 

As we briefly mentioned in some of the previous sections, the main threat to the validity of 

the experiments in this chapter corresponds to the interpretation of the magnitude of the effects 

that we have observed. We now discuss this threat in more detail for each of the experiments. 

In the first experiment, we observed that there was a notably large difference between the 

similarity of the closest topic versus the similarity of the next closest topic. Although this was a 

seemingly large difference, we do not have any baseline with which to determine a threshold at 
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which the magnitude of the differences is sufficiently large. It is still possible that some topics have 

more than one topic that matches in a different model, even though it is clearly not as similar as the 

closest one.  

In the case of experiment 5.2, the threat corresponds to the magnitude of the differences 

between matching topics in different positions. We noted there were a large proportion of topics 

for which the similarity was very close to 1.0, and that for several matching topics in the last rows 

of the tables values were much lower. However, it is possible that, when these models are evaluated 

with an optimization metric, even with values that are not too close to 1.0 the resulting values are 

very similar, or also that for matching topics whose similarity is very close to 1.0 the resulting 

values are not too similar. This may be an effect which results from how an optimization metric 

operates, as each optimization metric performs calculations that use the information in the 

matrices that make up a topic model differently. 

In experiment 5.3, we also see that interpreting the magnitude of the effect is complex. 

Particularly, we only found a weak correlation between the similarity and probability of topics. 

Although we based this interpretation of weak versus moderate correlation using cutoffs that are 

defined elsewhere [60], there are still threats involved in doing so. Recall that, based on these cutoff 

points, we decided that our results indicated there was not a strong enough correlation to discard 

the null hypothesis. However, it might still be the case that this correlation is sufficient for it to 

make a difference for practical purposes. For instance, it might still be the case that it is important 

to consider the probability of a topic as part of an optimization metric that is used in a configuration 

selection process. That is, it is still quite possible for design choices like this one (i.e., whether or not 

to consider topic probabilities) to have an impact on the replicability of the results of a 

configuration selection process. 

In the case of experiment 5.4, the main threat is related to the magnitude of the difference 

we observed between means for LDMs versus means for MDMs. As we noted, there is indeed a 
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seemingly large difference in these mean values. However, once again, we do not know whether this 

difference is sufficient to make a difference for practical purposes. In other words, we do not know 

yet what the impact might be of only using LDMs as part of a configuration selection process. 

Moreover, in experiment 5.4 we decided to select 200 LDMs and 200 MDMs. This is also an 

arbitrary cutoff, which, from the perspective of our objective in the experiment, was adequate as it 

did show a statistically significant difference between the two groups of models which were 

selected. However, it is possible that changing the number of models selected as being LDMs or 

MDMs could have an impact on the observed differences between the two distinct groups. Further 

research is required to define more nuanced ways to isolate a group of LDMs from the rest.  

In the case of experiment 5.5, we noted that there was indeed a difference using the two 

versions of the cosine similarity measure that only varied in whether or not the relative sizes of 

files are considered. Again, the impact of the small differences we found is hard to assess. 

Ultimately, for our purposes, what we need to do (and will do in the chapters ahead) is explore how 

using these relative file sizes as part of an optimization metric impacts the replicability of the 

results of a configuration selection process.  

The same threat regarding the magnitude of the effects is also present in the results of 

experiments 5.6. Moreover, in the case of this experiment this is a larger threat, as the coefficient of 

variation, despite being well founded in statistical methods, is not amenable to determine statistical 

significance of results (i.e., there is no possibility of calculating a p-value in this case). Beyond this 

limitation, it is the case that, although we did find that there are differences in the coefficient of 

variation, we have not directly assessed what their impact may be. In order to do so, it is necessary 

to compare how different optimization metrics, which operate similarly to the different distance 

measures, fare when used in a configuration selection process. Only in this way will we be able to 

observe if either the variation of information or the correlation between document distances results 

in an increased replicability of a configuration selection process.   
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As a result of the difficulty in understanding the magnitude of the effects, in most of the 

experiments we relied on statistical tests (namely on p-values of t-tests, confidence intervals for 

differences of means, and ANOVA tests) to provide a sound basis for the validity of our results. 

Moreover, in order to reduce the threats to the validity that we have discussed, in the following 

chapters we leverage the results from these experiments to show how it is possible to improve a 

configuration selection process so that it yields results that are more replicable. In other words, we 

will propose the use of new techniques, and make modifications to the configuration selection 

process that we presented in Chapter 4.  

5.5 Discussion 

 In this chapter, we explored hypotheses about the nature of LDA’s non-determinism. By 

directly comparing pairs of topic models that were produced using the same configuration and 

same code base as input, we found out more about the differences that stem from LDA’s non-

determinism. Before we discuss in detail the implications of our results, it is worth to look back at 

some of the differences that we found in each experiment across the four code bases and the 

different configurations of LDA parameters:  

 In the first experiment, we found that for the dbViz and Mylyn code bases the 

differences in the means (closest versus second closest topics) decreased with larger 

values of k. Yet, this was not clearly the case for iBatis and Rhino. It is possible that this 

is a result of the differences in the sizes of the code bases. This perhaps is indicative that 

there are more similarities between topics that do not match when there are many 

topics, yet this effect is less observable with larger code bases. One possible reason for 

this result, is that the large number of topics is just simply too many with the smaller 

code bases, and that as a result, some of the topics in a model are ‘redundant’ (i.e., topics 

that do not match yet they are similar). This may occur, we speculate, because the LDA 
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algorithm, as a result of the iterative process to optimize the topic distribution, is 

producing topics that are too similar (as part of the same topic model) when there is 

insufficient information (i.e., a smaller code base) and many topics are being produced. 

This would be indicative that it is perhaps undesirable to produce such a large number 

of topics when the code base is not too big.  

 Another interesting result that we found in the first experiment is that the differences in 

the means were larger for all four code bases with the configurations in which k=15 and 

k=20. That is, we found that, with k=15 and k=20, topics that matched across the models 

were most similar, and topics that did not match across the models were most 

dissimilar (comparatively). This may be indicative that there is some desirable property 

about models produced with these configurations. Perhaps with these configurations 

we see the opposite effect of that which we observed with the configurations that have 

too many models with the small code bases: the models produced with these 

configurations have topics that are not redundant at all. In other words, the LDA 

algorithm may just do a better job when there are not too many topics for which to 

optimize the distribution.  

 In the second experiment, we found that the similarity between the closest matching 

topics was lowest with the models produced with k=5. This shows that the impact of 

non-determinism is likely largest with these topic models. This may be indicative that it 

is just not adequate to produce topic models with these few topics. The reason for this, 

we speculate, is that perhaps these are just not enough topics to create an adequate 

mapping from topics to the documents, and that the algorithm results in topics that vary 

too much across the different topic models. 

 A second trend that we observed in experiment 5.2 is that there were some slight 

differences in the curves across the code bases. Particularly, we noted that, with the 
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Mylyn code base the curves were often higher than with the other code bases. In some 

other cases, it was the dbViz curve that was higher. Moreover, we also saw that in most 

cases the curves for Rhino, and particularly the curve for iBatis, were below the other 

two.  

This is a very surprising result as it contradicts our reasoning in Chapter 3: that the 

larger code bases were least impacted by LDA’s non-determinism. The results of this 

experiment, opposite to this, indicate that in the smallest code bases there was slightly 

more similarity between the matching topics. However, there is an explanation that can 

reconcile both observations.  

As we mentioned in the beginning of the document, an important assumption about 

the LDA algorithm is that two topic models produced with different configurations have 

important differences. We speculate that the differences between two topic models 

produced with different configurations, when compared to the differences between two 

topic models produced with the same configuration, might be greater in magnitude for 

the larger code bases (which is desirable – as we now explain). Imagine we were to 

produce two models with configuration f, (tmf1 and tmf2), and produce two models with 

configuration g, (tmg1 and tmg2). We measure the differences between tmf1 and tmg1, and 

between tmf2 and tmg2. The average of these two values is the inter-configuration 

difference (i.e., the difference between topic models produced with different 

configurations). We also measure the differences between tmf1 and tmf2, and between 

tmg1 and tmg2. The average of these two values is the intra-configuration difference (i.e., 

the difference between topic models produced with the same configuration). The results 

of experiment 5.2 would indicate that the intra-configuration difference is slightly lower 

for the smaller code bases than for the larger code bases. However, we speculate, that if 

we were to calculate the ratio of intra-configuration difference / inter-configuration 
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difference for each of the code bases, this ratio would be slightly lower for the smaller 

code bases than for the larger ones. The possible implications of this speculative 

reasoning is that, just as we argued in Chapter 3, the impact of LDA’s non-determinism, 

in the context of a configuration selection process (in which we are comparing the 

configurations), is larger when small code bases are used.  

Note that, for this reasoning to be true, the inter-configuration difference for smaller 

code bases must be lower than for the larger code bases. The reasons why this would be 

the case, we speculate, might be related to how the algorithm operates, as we also 

commented in the discussion of Chapter 3. It is perhaps the case that with more 

information available (i.e., with more code files) the process of optimizing the random 

seeds from which topics are initiated works better. That is, with fewer code files the 

final topics which are produced, even when different configurations are used, might 

often not be too different if the random seeds are somewhat similar (random seeds 

would be similar just by accident). As a result of this, the relative impact of LDA’s non-

determinism, particularly in the context of a configuration selection process, would still 

be larger with a smaller code base. Clearly, more research is necessary to confirm if our 

speculations are indeed true. 

 A last important aspect to discuss about experiment 5.2 is that there were a few cases in 

which the t-tests comparing one row of similar topics with the next row resulted in a p-

value above 0.05. This would indicate that there were several pairs of matching topics 

that were similarly impacted by non-determinism. These few cases, however, only were 

observed with the configurations with the largest numbers of topics. Also, most of these 

cases in which the p-value was above 0.05 were corresponding to the Mylyn and dbViz 

code base. Additionally, these cases were almost always in the middle of the tables (i.e., 

they were not in the first few or last few pairs of matching topics in each table). This 
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may indicate that, for these topic models that have a large number of topics, there is a 

group of topics for which the impact of non-determinism is practically the same. This 

may be related to the same trend that we observed in the first experiment: that some 

topics may be redundant with the smaller code bases. Closer inspection of which topics 

were equally impacted by non-determinism, however, indicated that it was different 

topics in each different comparison of two topic models. Each time we looked in detail at 

the comparison of two topic models, different pairs of matching topics seemed to be in 

this group of equally impacted topics. As a result of this, we were unable to find any 

further insights from these observations.  

 In experiment 5.3, we found that the correlation between similarity and probability was 

highest with the Mylyn and dbViz code base. Perhaps this is another result stemming 

from the difference in size of the code bases. We speculate that due to the smaller size of 

the code bases, the differences of the distributions of topics could be larger (resulting in 

topics with much higher probabilities than others) than with the larger code bases 

(which would result in topics that have smaller differences in their probabilities). The 

reason underlying these differences could, once again, be related to how the algorithm 

operates. Particularly, we speculate that, since the optimization of the random seed 

works better with the larger code bases (and part of what this optimization aims to do is 

to produce topics that have relative homogenous probabilities), the differences in the 

probabilities are reduced better, when compared to the case with the smaller code 

bases.  

 Another interesting result in experiment 5.3 is that, with all the code bases, the 

correlation was lowest with the configurations that have the largest values of k. One 

possible explanation for this, we speculate, is that the relative difference in the 

probabilities across all the topics is less when more topics are produced. However, the 



219 

impact of non-determinism (as shown in experiment 5.2) is not lower when more topics 

are produced. In other words, when we generate many topics, it is more likely that there 

will be very small differences in their probabilities, while there will always be some 

topics that are very heavily impacted by non-determinism. 

 In experiment 5.4, we saw a clear trend with most of the code bases: with larger values 

of k the difference between the means (LDMs minus MDMs) decreased in magnitude. 

This is perhaps indicative that, with topic models that have a larger number of topics, it 

is less clear that LDMs exist, and there is much more variation among any pair of topic 

models. This just may be the case, we speculate, because with a larger number of topics 

there are many more variations in the random seeds from which topics are initiated. As 

a result of this, even after the optimization of the iterative steps of the LDA algorithm, 

there may still be larger differences in the models that are produced as output. As a 

result of this, the LDMs, even though they do still exist with larger values of k, would be 

slightly more variable than when smaller values of k are used.  

 In experiment 5.5, we found that there was one single case in which the p-value for the 

t-test was above 0.05 (Rhino with k=5). This means that there was one case in which we 

did not observe any difference in the results using either version of the cosine similarity 

measure. We also found that with two configurations in the case of Mylyn (k=75 and 

k=100) it was preferable to use the version of the cosine similarity that does not take 

into consideration the size of files. A plausible reason for this observation, is that in the 

case of Rhino, which has a large number of code files, in the models with a very small 

number of topics there is little impact in taking into consideration file sizes. This would 

happen because when you average the sizes of lots of files over a small number of topics 

the relative impact of taking into consideration these sizes may be reduced. In the case 

of Mylyn, we saw that there was little impact in using code file sizes with a larger 
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number of topics. Here we would see the opposite effect. That is, when we divide the 

probabilities for a very small number of files over a large number of topics, their relative 

sizes may impact all the topics similarly. This would make the effect of taking into 

consideration the relative file sizes very small.  

 In the last experiment, we observed that the difference between the coefficient of 

variation was larger with the configurations that have more topics. This may be 

indicative that the variation of information works even better with topic models that 

have more topics. The reason why this occurs, we speculate, is the result of the inherent 

benefits of using metrics based on information theory concepts. The reasons why these 

metrics are superior to others, when it comes to comparing clusterings of elements 

(such as the clustering of files represented by the topic model), are well discussed in 

[67]. Particularly, the variation of information metric accounts much better than other 

types of metrics for the effects resulting from variations in the number of clusters (i.e., 

in the number of topics). Our results indicate that may indeed be the case for topic 

models produced with a code base as input. 

 Another interesting result of the last experiment is that the benefit of using the variation 

of information was not as large with the configuration with the smallest number of 

topics (k=5). Moreover, we noted that with this configuration the value of the coefficient 

of variation with either metric was larger than with all the other configurations. The 

reason why this is the case, we speculate, is that with this configuration the impact of 

non-determinism is larger than with any other. This speculation is supported by 

experiment 5.2, in which even the closest matching topics with this configuration are 

not as similar. 

In general, as this discussion shows, it does seem to be the case that there are differences in 

the impact of LDA’s non-determinism which may be related to the relative sizes of the code bases 
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and the number of topics which are produced. As we have argued, some of our results indicate that 

perhaps creating a topic model with too many topics, using as input the smaller code bases, may 

increase the impact of non-determinism. Also, it seems that the configuration with the fewest 

number of topics is also most heavily impacted by non-determinism. Although these are promising 

observations, a broader exploration that includes many more code bases that cover a wider 

spectrum of sizes, and which explores in fine detail the effects of using configurations with a very 

small or very large number of topics, is required in order to find more evidence to support our 

observations.   

 Despite that there were differences in the results across the code bases and configurations, 

we did find ample evidence to support the validity of all but one of the hypotheses we set out to 

explore. We now return to these hypotheses, and highlight the implications of the results we 

obtained:  

 The first hypothesis we explored is that topic models indeed have matching topics, 

while the second hypothesis we explored is that some topics are impacted more while 

others are impacted less by non-determinism. Showing that these two hypotheses are 

valid is important, as they serve as a starting point for the use of an existing technique 

that can reduce the impact of LDA’s non-determinism. It is worth noting that the 

inspiration for these two hypotheses comes from the observations that were made by 

the authors of [3], [68] and [58]. In their work, however, these observations were made 

informally by providing only a few examples that are not amenable for statistical 

analysis. Our work, thus, represents the first that we know of to provide a more 

comprehensive exploration of how LDA’s non-determinism manifests in the topic 

models it produces.  

The concrete implication of the evidence we have shown supporting these two 

hypotheses is that the technique proposed by [3], to increase the replicability of topic 
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models produced with a natural language document corpus, should also work in our 

case. In this previous work, the authors propose averaging the contents in the matrices 

that are part of several topic models into a single topic model. The technique leverages 

the fact that similar topics exist, as it requires first finding matching topics across the 

several models being averaged. The technique also leverages the second hypothesis, 

since it uses several more than two topic models as input to the process. Recall that we 

mentioned that it is not the ‘same’ topics that are affected more in different comparisons 

of topic models. So in one comparison it may be that, for example, the two green topics 

are very similar, while in another comparison the two green topics may be somewhat 

more different. By using more than two models as input, some of the topics that are 

most heavily impacted by non-determinism end up being matched with other topics 

that are not as heavily impacted by non-determinism (i.e., the two very similar green 

topics get matched with the other two green topics that are slightly less similar). 

Moreover, recall that our results indicate that there is, in most cases, only a small 

fraction of topics which are very heavily impacted by non-determinism (as indicated by 

the very large drop in values shown in the curves Figure 40 through Figure 43 for the 

last few matching topics in all the plots). Thus, when a larger set of models is averaged 

out it is likely that, continuing with the example, only very few of the green topics will 

actually be heavily impacted by non-determinism, and that several more green topics 

will not.  

By averaging all the green topics the large impact of non-determinism on a few 

green topics is reduced. In this way, this large impact of non-determinism on these few 

topics is ‘spread out’ and is thus ameliorated.   

 The third hypothesis we explored is that topics that are most impacted by non-

determinism have lower associated probabilities. Unfortunately, we did not find 
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sufficient strength in the correlation between similarity and probability to accept the 

validity of this hypothesis. This is surprising, because previous research had argued that 

there is a correlation between a low similarity of matching topics (i.e., a high impact of 

LDA’s non-determinism) and a low probability [3, 58]. It is relevant to note that this was 

claimed to be the case using topic models produced with a natural language document 

corpus. Moreover, the authors of  [3, 58] only compared a small number of topic models 

to assert, with little-to-no statistical underpinnings, that this is indeed a valid 

generalization. Since we could not provide evidence in support of this hypothesis, we 

must conclude that, at the very least, this does not seem to be the case for topic models 

produced with a code base as input. As a result, we cannot be sure that considering the 

probabilities of topics can be leveraged to reduce the impact of LDA’s non-determinism. 

In other words, if we had indeed found that this hypothesis was valid, we could provide 

some guarantee that metrics that consider the probability of topics as part of their 

calculations would yield improved replicability of a configuration selection process, but 

we cannot.  

 The fourth hypothesis we explored is that not all topic models are equally divergent. 

This is very important, as it shows that there might be other ways to reduce the impact 

of non-determinism (i.e., other than the averaging technique proposed in [3]). 

Particularly, since we found that there are indeed some topic models that are least 

divergent, we can use this fact as a starting point for a new technique to reduce the 

impact of non-determinism. So far, every single configuration selection process 

employed to date directly uses the first topic model that is produced by LDA, 

irrespective of whether it is an LDM or an MDM. However, if there are indeed some topic 

models that are least divergent, then using these only, and discarding any others that 

diverge more, has the potential to increase the replicability of a configuration selection 
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process. Imagine if we were to run a configuration selection process with many 

iterations, yet in each iteration we use only an LDM. That is, we could produce many 

more models than the iterations that we are actually planning on running, and discard 

all the topics model that are not LDMs. Since the LDMs diverge less, then, intuitively, we 

can see how a configuration selection process that uses only these models should be 

more replicable. This is because, since LDMs are less variable than the other models, the 

values resulting from evaluating the LDMs with any optimization metric should also 

vary less. Particularly, these should vary less if we compare them to the values obtained 

using models that diverge more (i.e., the values resulting from evaluating any model 

that is not an LDM with any optimization metric should be vary more). Note that the fact 

that a model is an LDMs (compared with distance measures) does not imply that they 

will necessarily rank better or worse (evaluated with an optimization metric) than the 

models that were discarded. In the following chapter we shall explore this argument in 

more detail.  

 The fifth hypothesis we explored is that variability is reduced when taking into 

consideration the relative sizes of the individual code files that make up a code base. 

Since we did find this to be the case, the results are of importance for the design of 

optimization metrics. This is because, to the best of our knowledge, none of the 

optimization metrics used in software engineering take into consideration relative file 

sizes. However, doing so may result in improved replicability of the results of a 

configuration selection process. If taking file sizes into consideration indeed reduces 

variability when comparing topic models (i.e., it reduces the observed impact of LDA’s 

non-determinism), it should also mean that an optimization metric that uses file sizes as 

part of its calculations should also be less impacted by LDA’s non-determinism (i.e., 

there should be less variation in the values resulting from evaluating models with an 
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optimization metric that considers relative file sizes). We will explore this argument in 

full detail in Chapter 7. 

 The final hypothesis we explored is that the observed variability is more when using the 

correlation between document distances versus the variation of information. Finding out 

that this hypothesis indeed seems to be valid is of importance, again, for the design of 

optimization metrics. Recall that several of the optimization metrics that we reviewed in 

Chapter 2 operate over the matrices in a similar way as the correlation between 

document distances (e.g., they compare the distances among code files, as indicated in 

the Θ matrix, against some other gold set that is also interpreted to show the strength of 

relationships among files). Also, the Spearman correlation metric we presented in 

Chapter 3 performs this kind of processing of the topic model. However, if variability is 

increased with a measure that uses file-to-file distances, it is intuitively the case that an 

optimization metric that also uses file-to-file distances will also be negatively impacted 

by LDA’s non-determinism (particularly when compared to a metric that uses the 

concepts underlying the variation of information). This is the case because we observed 

that the file-to-file distance matrices inferred from topic models produced with the 

same configuration can be very different (i.e., the coefficient of variation over a large 

number of such comparisons is large). It should, intuitively, follow that a value resulting 

from comparing a file-to-file distance matrix against some gold set (or any other type of 

value inferred from these file-to-file distances), which is obtained with a given 

optimization metric, will vary a lot for different topic models (all produced with the 

same configuration). The consequence of this large variation in the values resulting 

from the evaluation with such an optimization metric would be a low value of P(cspx). 

We will explore the impact of this argument in detail in Chapter 7.  
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CHAPTER 6: AGGREGATING MODELS 

In this chapter, we explore how changing a configuration selection process by including 

what we call aggregation techniques can help reduce the impact of LDA’s non-determinism. 

Aggregation techniques combine several topic models into a single topic model. By using topic 

models which are the result of an aggregation technique, instead of those directly produced by LDA, 

we hypothesize that we should be able to increase the replicability of the results of a configuration 

selection process.  

Aggregation techniques are based on producing several models using the same 

configuration and same corpus as input, and then using some form of transformation that selects 

information from some or all of the models to produce as output either one, or a smaller set of topic 

models. These techniques, as we will explain in detail ahead, are designed based on the 

observations about the nature of non-determinism discussed in Chapter 5. We call the topic models 

that are the output of the aggregation techniques aggregated topic models.  

In this chapter, we compare three different aggregation techniques in terms of how they 

improve the replicability of the results of a configuration selection process. To do so, we execute an 

experiment in which we set as controlled variables the code bases, the set of configurations to 

compare, and the set of optimization metrics to use to evaluate the topic models. The main 

independent variable is the selection of an aggregation technique. The dependent variable we 

observe is the value of P(cspx), with a wide range of values of x. By directly comparing the values 

obtained, we can discuss in detail the extent to which an aggregation technique might improve the 

replicability of a configuration selection process. 

In order to calculate values of P(cspx) with a given aggregation technique, we follow a set of 

steps similar to those we followed in the experiment of Chapter 4 (see Figure 44). The figure shows 
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how we run a configuration selection process and a replicability analysis step using one of the 

aggregation techniques.  

We create a large number of topic models, however, we do not directly use the models 

produced by LDA as in Chapter 4. In this experiment, these models are first processed using 

aggregation techniques. The models resulting from the aggregation techniques (aggregated topic 

models in the figure) are the ones which are used in the remainder of the configuration selection 

process to produce the natural ordering of configurations.  

We perform the same kind of replicability analysis as in Chapter 4 (bottom of figure), yet 

this time using the aggregated topic models. We compare the natural ordering produced  with the 

large number of aggregated topic models, against that which would be produced with x number of 

iterations (i.e., the ordering produced with x number of aggregated topic models). We then 

precisely quantify the probability that this ordering of configurations produced with x iterations is 

the same as the natural ordering. In other words, we measure P(cspx) the probability that a 

selection process, in which x aggregated topic models per configuration are used, will produce the 

natural ordering.  

We execute this same set of steps with each of the three aggregation techniques (see Figure 

48 ahead). We compare the values of P(cspx) with each aggregation technique versus the values 

obtained directly using the topic models produced by LDA. That is, we compare results with the 

aggregation techniques against those obtained in Chapter 4, as well as against the values of P(cspx) 

obtained with a pair of control groups, for reasons we discuss in detail ahead.  

The following section presents the aggregation techniques used in this work, highlighting 

why the aggregated models produced should be less impacted by non-determinism than those 

directly produced by LDA. Section 6.2 presents the experiment design, including details of the 

implementation of each aggregation technique. Section 6.3 presents the main results of the 
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experiment to compare how the aggregation techniques reduce the impact of non-determinism. The 

chapter ends with a discussion of the implications of the results.  

 

 
Figure 44. Illustration of the steps followed in the experiment of Chapter 6 for a given aggregation technique 

(details omitted). 
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6.1  Aggregation techniques  

Aggregation, in the broadest sense, refers to any post-processing technique that receives as 

input some number of topic models and produces as output a smaller set of topic models (see 

Figure 45). The objective of using these techniques is to reduce the variability which is observed 

between the different models produced with the same configuration and same corpus as input. 

Thus, all the topic models that are passed as input must be produced using the same configuration 

and the same code base.  

An aggregation technique uses the values in the Θ and Φ matrices from the topic models 

passed as input, and either processes them to produce new matrices, or selects some of the 

information in these matrices to output a smaller number of topic models. We call the topic models 

resulting from this process aggregated topic models.   

 

  
Figure 45. Illustration of an aggregation technique.  
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Using aggregated topic models has the potential to increase the replicability of a 

configuration selection process. This is because the techniques aim at reducing the variability that 

exists in the resulting aggregated topic models. To illustrate the impact that reducing the variability 

may have, Figure 46 presents an example in which two versions of a configuration selection process 

are executed to compare two configurations (red and blue). On the left side of the figure, we see a 

configuration selection process that directly uses the topic models produced by LDA. On the right 

side, we see a configuration selection process that uses an aggregation technique.  

 In the process on the left, 4 topic models are produced (two with each configuration), while 

in the process on the right, 4 aggregated topic models are produced (two with each configuration as 

well – labeled as atmxx). Each of the models is then evaluated with the same optimization metric; 

the resulting values (one for each of the four models in each case) are shown on the plots on the 

bottom of the figure.  

 Notice that on the plot on the bottom left side, the values for the two red marks are quite 

distant, and the values for the two blue dots are quite distant. Also, notice that, as a result of these 

distances, the range of the values for the red marks overlaps to some extent with the range of the 

values for the blue dots. On the plot on the right, we see a different picture. Since the aggregated 

topic models may be less variable, the distance between the two red marks is smaller, and the 

distance between the two blue marks is also smaller. Moreover, we also see in this plot that the 

range of the values for one configuration does not overlap with the range of the values for the other 

configuration.  
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Figure 46. Illustration of the possible impact of the use of aggregation techniques. 

This example highlights how, in theory, an aggregation technique may increase the 

replicability of a configuration selection process. This kind of process is intended to find which 

configuration is more likely to produce better topic models. The decision of which configuration is 

best, is very easy to make if we see the results in the plot on the bottom right side (i.e., if the metric 

is such that higher values are preferred, it is clear that blue is a better configuration than red).  

However, with the results in the plot on the bottom left side, we cannot be as sure of which 

configuration, between red and blue, is more likely to produce the best topic models. 

We now present details of the aggregation techniques, highlighting how they aim to reduce 

the variability in the models with are produced as output. 
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6.1.1 Average Topic Models (ATMs) 

The first aggregation technique we use in the experiment ahead is based on the approach 

proposed by [3]; we call it the Average Topic Models (ATMs) technique. This aggregation technique, 

in a nutshell, receives as input 10 topic models and produces as output a single topic model that is 

the average of those passed as input (i.e., a model with the average of the values stored in the Θ and 

Φ matrices of those passed as input).  

The result of this technique, an average topic model (i.e., an ATM), should be less affected by 

non-determinism than the topic models directly produced by LDA. This is because, as we showed in 

Chapter 5, matching topics exist in different topic models. However, the probability values in the Φ 

and Θ matrices corresponding to matching topics have some variations which result from LDA’s 

non-determinism. Moreover, some topics are more affected by non-determinism than others, as we 

also showed in Chapter 5. By averaging out the differences in the values in the matrices of several 

topic models, the variability in a resulting ATM should be less than that in the models which are 

passed as input. 

When we refer to variability in the average topic model, we use the term in the same way as 

it was used in Chapter 5. In that chapter, we compared directly two topic models to quantify their 

variability (without the use of an optimization metric). In this same way, it is possible to compare 

two average topic models to quantify their variability. That is, we could produce several average 

topic models, using each time different topic models as input, and then compare them. The work of 

Balagopalan [3] showed that the variability between two average topic models is less than the 

variability between any two topic models which are directly produced by LDA (when a natural 

language corpus is used). We explore if ATMs also have the potential to reduce the impact of non-

determinism when they are produced using a code base as input.  
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6.1.2 Least Divergent Models (LDMs) 

The experiment in this chapter also includes a novel aggregation technique which we call 

the Least Divergent Models (LDMs) technique. The LDMs technique is based on hypothesis H5.4, 

which states that not all topic models are equally divergent. As we discussed in Chapter 5, an 

analysis comparing a very large number of topic models indicates that some models are not as 

different from all the others, those which we call Least Divergent Models. Based on the validity of 

this hypothesis, we propose an aggregation technique in which, from all the models passed as input, 

only the LDMs are selected and produced as output.  

Using LDMs only as part of a configuration selection process has potential. This is because 

these models are less variable than the rest. When we compare two LDMs with a distance measure, 

the variability is less than when we compare two topic models that are not LDMs (as we showed in 

the corresponding experiment of Chapter 5). The implication of this lower variability between 

LDMs is that the corresponding values for the two models in the Φ and Θ matrices are more similar 

than for any two other models that are not LDMs.  

Since the optimization metrics use the values in the Φ and Θ matrices to produce as output 

a single value, it sounds reasonable to think that the value produced for one LDM will be similar to 

the value produced for another LDM. Conversely, it is likely that the values produced (with the 

same optimization metric) when we evaluate topic models that are not LDM would be more 

variable, as these topic models have values in the Φ and Θ matrices that differ more. In other words, 

we can evaluate several LDMs using a given optimization metric and measure the variance in the 

results. This variance may be lower than the variance which is observed when we evaluate several 

topic models which are not LDMs using this same optimization metric. As a result of this, using only 

LDMs may lead to increased replicability of the results of a configuration selection process.  
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6.1.3 Average Least Divergent Models (ALDMs) 

The third aggregation strategy which we explore, which is also a novel contribution of this 

dissertation, combines the previous two, in what we call Average Least Divergent Models (ALDMs). 

This technique leverages the same observations about non-determinism as the previous two 

techniques.  

The ALDMs technique operates by first selecting some models that are LDMs. As we 

explained in the previous section, these models should be less variable than any others produced by 

the LDA algorithm. Then, the technique proceeds to create average topic models using as input only 

topic models that are LDMs. The underlying intuition is that the first step will result in the 

elimination of topic models that have lots of variation (when compared to the others), with the 

second step aiming to further reduce the variation by averaging out differences among these least 

divergent topic models. In this way, using only the ALDMs may also lead to increased replicability of 

the results of a configuration selection process.  

6.2 Experiment design 

The objective of this experiment is to show how aggregation techniques can improve the 

replicability of a configuration selection process. A detailed illustration of the how we measure the 

replicability when we use an aggregation technique is shown in Figure 47. We use the same set of 

configurations, optimization metrics, and sample systems also employed in Chapter 4. The design is 

also very similar to that we followed in the experiment of Chapter 4 in that it is made up of a 

configuration selection process and a replicability analysis step. However, this time we are using 

the aggregation techniques in order to find the natural ordering in the configuration selection 

process, as well in the replicability analysis step to calculate P(cspx).  
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In the configuration selection process, for each configuration, we use the same set of 1000 

models which was produced in Chapter 4. These models are passed as input to the aggregation 

techniques to produce a set of aggregated models. Recall that, as was explained in Section 4.1, the 

main results of such a configuration selection process are a natural ordering of configurations and 

the BTMP matrix. To create this natural ordering, as well as the BTMP matrix, we use 100 

aggregated models produced with an aggregation technique for each configuration.  

Once we have produced the natural ordering with the 100 aggregated topic models, we then 

run a replicability analysis step similar to that employed in Chapter 4. We reformulate a 

configuration selection process with x iterations (with x aggregated models) as a series of binomial 

trials. To perform this reformulation, we use both the BTMP matrix and the natural ordering 

produced in the configuration selection process using the aggregated topic models. We then 

calculate P(cspx) using the cumulative probability function. Recall that P(cspx) quantifies the 

probability that the ordering obtained with x number of iterations (for some value of x), would be 

the same as the natural ordering.  

We calculate values of P(cspx) in this way for each of the aggregation techniques. In order to 

provide a baseline against which to compare how these different techniques fare, we also include 

two control groups in the experiment. Each control group is created by selecting at random 100 

topic models for each configuration (from the 1000 produced in Chapter 4). A configuration 

selection process is executed to find a natural ordering with this smaller set of models, and a 

replicability analysis is then also performed. The configuration selection process and the 

replicability analysis step for the control groups are executed without the use of any of the 

aggregation techniques.  
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Figure 47. Detailed illustration of the process followed in the experiment of Chapter 6 for each aggregation 

technique. 
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The use of these control groups is necessary because in Chapter 4 we used 1000 topic 

models per configuration to identify the natural ordering. In this case, however, we only produce 

100 aggregated models per configuration for each aggregation technique, and use these to produce 

a natural ordering. It could be possible that an improvement in the values of P(cspx) is the result of 

the reduction in the number of models used to create the natural ordering. By comparing the 

results obtained with each aggregation technique against those obtained with the control groups, 

we reduce this threat. If we see that there is no improvement in the values of P(cspx) with the 

control groups (when compared to the results of Chapter 4), yet there is a notable improvement in 

the values P(cspx) with the aggregation techniques, we can have more confidence that it is indeed 

the case that the techniques are useful. 

In the experiment ahead, thus, we will compare values of P(cspx) obtained with the 

aggregation techniques against values of P(cspx) obtained when we directly use the topic models 

produced by LDA. Since there are three aggregation techniques and we also have available the 

results of the experiment of Chapter 4 (i.e., values of P(cspx) with 1000 topic models), we decided to 

include two distinct control groups. In this way, we would have three datasets corresponding to 

aggregation techniques, and three in which we directly use the topic models produced by LDA (see 

Figure 48).  
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Figure 48. Calculation of P(cspx) with the three aggregation techniques + 2 control groups + 1k models. 

We calculate values of P(cspx), for each aggregation technique or control group, with values 

of x for every even integer between 1 and 199 as in the experiment of Chapter 4. Recall that the 

formulation of P(cspx) we use requires for x to be an odd number (see Section 4.2.2 for more 

details).  

Note that the largest value of x (199) is larger than the number of aggregated topic models 

used to identify the natural ordering (100). Increasing the number of iterations, even above the 

number of topic models used to identify the natural ordering, does not necessarily guarantee that 

P(cspx) will be equal to 1 (i.e., that the natural ordering will be found with a 100% probability). This 

is because of the nature of probabilistic events and binomial trials; each binomial trial (i.e., each 

comparison of a pair of topics) is an independent event. As a result of this, the probability that a 

series of binomial trials will result in the natural ordering is not dependent on the number of topic 

models which were used to create the BTMP matrix. If the probabilities of each of the binomial 

trials are low (i.e., the values in the BTMP matrix are low), the values of P(cspx), even with a large 

value of x (larger than the number of topics used to create the BTMP matrix), may still be below 1.0.  



239 

One last aspect to note is that, just as in the experiment of Chapter 4, our objective is to find 

if with some value of x the probability P(cspx) is above the threshold of 0.95. If there is such a value 

of x, then we can say that there is a reasonable guarantee that the natural ordering will indeed be 

identified.  

6.2.1 Implementation details of the aggregation techniques 

In the following subsections, we present details of how we implement each of the 

aggregation techniques. Moreover, since it is necessary for us to produce 100 aggregated topic 

models with each technique, we discuss how all of these aggregated models are produced.  

6.2.2.1 Average Topic Models (ATMs) 

The process we follow to produce an ATM receives as input 10 topic models, which are 

produced using the same configuration and same corpus as input. Using these models, the first step 

of the process is to find sets of matching topics. Recall that, to find matching topics across two 

models, in Chapter 5, we calculated the similarity between the topics using the cosine similarity. 

With these distances, we then found pairs of topics that had the highest values of the cosine 

similarity measure (i.e., the most similar pairs of topics). However, for our purposes here, since 10 

topic models are passed as input and not just two, this strategy will not suffice.   

Following the advice of [3], we use a clustering technique in order to find matching topics in 

several topic models. Specifically, we use Hierarchical Agglomerative Clustering (HAC) to find 

clusters of topics that have similar values in their corresponding Θ matrices. The HAC algorithm 

receives as input a series of Θ matrices and produces as output a set of clusters (each cluster 

corresponding to a set of matching topics).  

Using the information in the Θ matrices, a topic variability matrix is produced in a similar 

way as was described in Section 5.2.1.1 (yet this time, the variability matrix is larger, as we are 
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using more than two models as input). Values in this variability matrix are produced by calculating 

the weighted cosine similarity, cos _𝑤(… ) (see Equation 19 in Section 5.2.1.2) between each pair of 

topics defined in all the models passed as input. We use the weighted cosine similarity to measure 

the distances, since using this measure accounts for the relative size of files helps reduce the impact 

of non-determinism (according to our results in Chapter 5).  

At each iteration, the algorithm groups into a cluster the pair of topics (or a topic with an 

existing cluster, or a pair of existing clusters) which are closest to each other in the topic variability 

matrix (i.e., those with the highest value of cos _𝑤(… )). At the end of each iteration, the topic 

variability matrix is updated with the distances between the new cluster and the remaining topics 

(or clusters).  

To illustrate how an iteration of the HAC algorithm operates, we now present an example 

scenario in which we are to find matching topics in three topic models (see Figure 49). In its first 

iteration, the HAC algorithm finds that the two most similar topics are the green one from tmw and 

the green one from tmy. The algorithm creates a cluster containing these two topics. It then 

calculates the value of cos _𝑤(… ) between each of the remaining topics (or clusters) and the newly 

created cluster. This distance is calculated as the average distance to each of the topics in the 

cluster. For instance, for the blue topic in tmx, its distance to the new cluster is the average of 

cos _𝑤(𝑏𝑙𝑢𝑒 ∈ 𝑡𝑚𝑥 , 𝑔𝑟𝑒𝑒𝑛 ∈ 𝑡𝑚𝑤) and cos _𝑤(𝑏𝑙𝑢𝑒 ∈ 𝑡𝑚𝑥 , 𝑔𝑟𝑒𝑒𝑛 ∈ 𝑡𝑚𝑦). With this information, the 

topic variability matrix is then updated and a new iteration begins. 
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Figure 49. Finding matching topics in three topic models using HAC. 

The implementation of HAC we use has two differences to the one introduced by 

Balagopalan in [3]. First, in each iteration, a cluster of two (or more) topics is created only if they 

are drawn from different topic models. In other words, even if it was the case that the blue topic of 

tmx was somewhat similar to the green topic of tmx, the algorithm would not add them to the same 

cluster. Though this is trivially not likely in the example shown in Figure 49 (the terms are very 

different for differently colored topics), in the case of topic models that have a very large number of 

topics the situation might be different. Without this restriction, it is possible to cluster topics that 

are defined in the same model, which reduces the likelihood that each cluster will contain a set of 

matching topics (e.g., that all the blue topics will end up on a single cluster).  

The second difference in our implementation of the HAC algorithm is the stopping criterion. 

The HAC algorithm requires the definition of specific criterion to determine when to stop clustering 

together topics. This can be, for instance, to stop when the most similar topics (or clusters) have a 

distance that is below a given threshold (as is done in [3]). Our implementation of the HAC 

algorithm stops when the total number of distinct clusters is the same as the number of topics in 

the source models (i.e., in each of the topic models passed as input to produce the ATM). This is 

done to guarantee that the average model produced will have the same number of topics as the 

topic models used as input.  
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Using the results of the HAC algorithm, the final step of the process is to create an average 

topic from each cluster which contains a set of matching topics. An average topic is created by 

calculating the averages of the values in the Φ and Θ matrices of all topics in a cluster (i.e., the 

average of the values in the matrices for a set of matching topics).  

The way in which one average topic is produced is illustrated in Figure 50. The left side of 

the figure shows the values in three Θ matrices, corresponding to the three blue topics which were 

grouped in the same cluster. The right hand side of the figure shows the resulting average topic. 

This topic is shown as topic at1 (i.e., a shorthand for ‘average topic 1’) in the resulting Θ matrix of 

ATMx. For each of the code files, the resulting probability in the Θ matrix is the average of the 

probabilities in each of the blue topics. For instance, for code file JDBV, the corresponding 

probability value in the average topic at1 is (0.22 + 0.19 + 0.19) / 3 = 0.20. The same process is 

performed to create values for the average topics in the Φ matrix. Finally, all of the average topics 

are included in a single Θ, and a single Φ matrix. 

 
Figure 50. Values in Θ matrix for the three topics in cluster cl1, and the resulting average topic at1. 

Recall that, in order to identify the natural ordering, we require 100 ATMs. To create a 

single ATM, we select 10 models at random from the 1000 which were produced using the same 

configuration and same code base as input and repeat the process which was just described, each 

time producing a different ATM.  
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6.2.2.2 Least Divergent Models (LDMs) 

To quantify the variability between a pair of topic models and find the LDMs, we use the 

variation of information measure [41] we introduced in Chapter 5. Recall that this measure 

quantifies the amount of information that needs to be lost and/or gained to transform a clustering 

of elements (e.g., a clustering of code files as can be interpreted from the values in a Θ matrix) into 

another clustering of the same elements. The variation of information measure is such that it 

results in lower values when there is less divergence between a pair of topic models.  

In order to find the LDMs, we use as input all the topic models produced with the same 

configuration and same corpus as part of the experiment of Chapter 4. We first calculate the 

variation of information between each pair of topic models in the same way as in Chapter 5 (see 

Section 5.2.1.4). For each topic model, we then calculate its average variation of information (see 

Equation 26). The averageVI for a topic model tmx is simply the average value of the variation of 

information between tmx and every other topic model.  

𝑎𝑣𝑒𝑟𝑎𝑔𝑒𝑉𝐼(𝑡𝑚𝑥) =  ∑ 𝑉𝐼(𝑡𝑚𝑥 , 𝑡𝑚𝑖)

𝑖!=𝑥

∑ 1

𝑖!=𝑥

⁄  

Equation 26. Average variation of information for a topic model tmx. 

Recall, once again, that, in order to identify the natural ordering, we require 100 LDMs using 

as input the 1000 topic models generated with the same configuration and same code base. To do 

so, we select the subset of 100 topic models for which the averageVI is lowest.  

Note that the LDMs aggregation technique works in quite a different manner than the one 

presented in the preceding section. We do not produce an average of the distribution of several 

topic models. Instead, by quantifying the amount of divergence between a topic model and all the 

others, a decision is made regarding the selection of which topic models are to be used to produce 

the natural ordering. Moreover, instead of repeating the execution of the aggregation technique 

several times, as we do to produce many ATMs, we perform a set of calculations of the averageVI 
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once, to then select the subset of 100 models which are LDMs. We discard all the remaining topic 

models.   

6.2.2.3 Average Least Divergent Models (ALDMs) 

There are several ways in which we could first select some topic models and then average 

these out. The trivial way would be to simply select 10 LDMs and produce a single average of these. 

This will not suffice, as to calculate the natural ordering, we require 100 ALDMs to be available. 

Since many ALDMs are required, we explored the impact of different choices regarding how it is 

possible to first select LDMs and then produce average topic models with these ones only.  

These choices diverged mainly in the details of the process used to first find a set of LDMs, 

which are then used to produce multiple average models (i.e., the ALDMs). In the experiment in the 

following section, we show the results of the strategy to create ALDMs that resulted in the highest 

values of P(cspx). The details of this strategy are as follows: 

1. Out of all the topic models produced using a given configuration, we select a very small 

number of LDMs (20/1000). To find the LDMs, we follow the same process outlined in 

the previous section. That is, we calculate the variation of information between each 

pair of topic models and then calculate the averageVI of each topic model. We then 

select a very small number of LDMs, for which the value of the averageVI was lowest. 

2. Find a larger set of topic models (180/1000) which are most similar, on average, to the 

ones found in the first step. We measure the variation of information between the LDMs 

selected in the first step and all the other 980 topic models. We then select 180 models 

which are most similar, on average, to the small number of LDMs selected in the first 

step.  

3. Produce 100 average models using as input only the topic models selected in step 1 and 

2. That is, instead of selecting at random 10 topic models from the 1000 produced (as 
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we do for the ATMs), for each ALDM we select at random 10 topic models from the 200 

topic models which are selected in step 1 and step 2. In this last step, we produce each 

average model in the same way as was indicated in Section 6.1.1. 

It is important to note, again, that other alternatives were explored. For instance, we tried 

selecting 200 LDMs out of the 1000 and then producing average models from these 200 LDMs (i.e., 

making step 1 select more models and skipping step 2). We also tried variations with different 

numbers of topics selected at each step (e.g., selecting 1/1000 LDM in step 1, and then in step 2 

finding 199 that are most similar to the one found in step 1). These variations did not produce as 

good a result as the one that was finally selected, and thus they are omitted from the results. 

6.3 Results 

In the following subsections, we present the results of the experiment for each of the code 

bases. First, we compare values of P(cspx) for each optimization metric highlighting how the 

aggregation techniques compare to the datasets that directly use the topic models produced by 

LDA. We then discuss in more detail how the aggregation techniques fared when we look at the 

results for all of the optimization metrics.   

6.3.1 dbViz  

The results for the ONS metrics are shown in Figure 51 (plots) and Table 78 (values of 

P(csp199)). In the plots we clearly see that the curves for ATMs and ALDMs are notably above the 

rest with the ONS5 and ONS10 metrics. Moreover, in the case of the plot for the ONS10 metric we 

can see that there is a big improvement with ATMs, as there is a large gap between this curve and 

the others. Looking now at the values in Table 78 we see that ATMs provide the most notable 

improvement with these two metrics with values of P(csp199) 0.57 for ONS5 and 0.90 for ONS10, 

while ALDMs also result in higher values in both cases as well (0.47 for ONS5 and 0.5 for ONS10). 
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However, the value of P(csp199) with LDMs are much lower than with any of the other datasets 

(under 0.07 for both metrics). This shows that two of the three aggregation techniques are indeed 

working well with these two optimization metrics. 

 
Figure 51. dbViz – plot of values of P(cspx) for each dataset for the ONS5 and ONS10 metrics. 

Note also that the results with either of the control groups or the 1k models datasets are 

similar in both of the plots. Values of P(csp199) are between 0.21 and 0.26 for the ONS5 metric, and 

slightly lower, between 0.1 and 0.15 for the ONS10 metric. This provides indication that the 

improvement we observe is indeed due to the use of the aggregation techniques and not a result of 

the reduction in the number of models used to generate the natural ordering.   

Table 78. dbViz – values of P(csp199) for each dataset for the ONS5 and ONS10 metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

ONS5 0.5703 0.0500 0.4792 0.2127 0.2382 0.2555 

ONS10 0.9077 0.0626 0.5001 0.1099 0.1548 0.1500 

 

Figure 52 and Table 79 present the results with the OTS metrics. The plot for the OTS5 

metric (Figure 52, left) shows that none of the aggregation techniques results in values that are 

notably higher than those with the 1k models. Notice that the highest values correspond to one of 

the control groups (CG2 – P(csp199) is slightly above 0.78). Moreover, we can see in this plot that the 

results with LDMs, ATMs, and the 1k models are very similar (notice that the curves almost overlap, 

and the corresponding values in Table 79 are very close). We also see that the curve for the CG1 

dataset is below this group of close curves for the aggregation techniques, and that the lowest 
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values correspond to the ATMs dataset. These results indicate that, with the OTS5 metric, the 

aggregation techniques did not fare well.  

In the case of the OTS10 metric (Figure 52, right) only one of the aggregation techniques 

(LDMs) results in higher values than the 1k models and CG2 (though only slightly higher as 

indicated by the values in Table 79). Notice in the plot, moreover, that the LDMs curve is above the 

curves for CG2 and 1k models only with values of x > 50. Also, the curves for CG2 and the 1k models 

are practically identical. Another interesting result in this plot is that the curve for ATMs has a very 

gentle slope initially, and with small values of x the values of P(cspx) are below those for ALDMs and 

CG1. However, while the latter two curves plateau at a point close to x=50 and have a very subtle 

slope after, the values of P(cspx) for ATMs keep increasing and get very close to reaching the 1k 

models and CG2 with larger values of x.  

Another important aspect to note is that, with both of the OTS metrics, the values with 

either of the control groups differ notably from each other, and they also are quite different from 

the results with the 1k models. With one control group, values are lower than with the 1k models 

(CG1 – both values in the table are below 0.5). With the other control group, they are higher than 

with the 1k models (CG2 – both values are above 0.74). This could be indicative that, with these 

metrics, the impact that the random selection of 100 models to produce the natural ordering done 

for the control groups was larger than for the ONS metrics. 

 
Figure 52. dbViz – plot of values of P(cspx) for each dataset for the OTS5 and OTS10 metrics. 
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Table 79. dbViz – values of P(csp199) for each dataset for the OTS5 and OTS10 metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

OTS5 0.1784 0.4553 0.4162 0.2615 0.7481 0.4462 

OTS10 0.6484 0.8971 0.4213 0.5497 0.7677 0.7205 

 

Figure 53 and Table 80 present the results for the last two metrics. Regarding the results 

with the silhouette coefficient (Figure 53, left) we can see that none of the aggregation techniques 

fare notably better than the 1k models or the control groups. All of the values of P(csp199) are below 

0.54. Despite this, we see that a notable aspect in the plot is that the curve for ATMs initially has a 

much steeper slope than the curves for the other datasets. With ATMs, values reach above 0.4 with 

x > 25, yet the values plateau at slightly under 0.5 and do not get much higher with larger values of 

x. In this plot, we also see that the curves for ALDMs, 1k models and CG2 are very similar. Moreover, 

these three latter curves reach values very close to those corresponding to ATMs (the values of 

P(csp199) in Table 80 for these four datasets are between 0.45 and 0.53). We also see in the plot that 

the curve for LDMs has a slightly steep slope initially, which levels off (similarly to the one for 

ATMs, albeit with lower values), and that the lowest values correspond to the CG1 dataset (0.24).  

Lastly, the results with the Spearman correlation metric (Figure 53, right) indicate that one 

of the aggregation techniques, namely ALDMs, fares much better than all of the other datasets. With 

ALDMs the value in Table 80 is slightly above 0.7. LDMs also fare slightly better than the remaining 

datasets, yet the corresponding value in Table 80 is under 0.2. The values are very low with ATMs, 

as well as with the control groups and the 1k models; below 0.1 even with the largest value of x.  

Also, notice that the results with the control groups and the 1k models are very similar. This  

indicates that the impact of the use of a smaller set of models to create the natural ordering was 

small. 
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Figure 53. dbViz – plot of values of P(cspx) for each dataset for the silhouette coefficient and Spearman 

correlation metrics. 

Table 80. dbViz – values of P(csp199) for each dataset for the silhouette coefficient and Spearman correlation 

metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

Silhouette 
coefficient 

0.5164 0.4072 0.4576 0.2442 0.5319 0.5080 

Spearman 
correlation   

0.0434 0.1949 0.7081 0.0501 0.0162 0.0079 

 

Table 81 shows the relative improvement of values of P(csp199) for each of the aggregation 

techniques, as well as the two control groups, when compared to the results obtained with the 1k 

models. In other words, each cell in Table 81 shows the value of P(csp199) for one of the aggregation 

techniques (or a control group) divided by the corresponding value of P(csp199) obtained with the 

1k models. A value of 1.0, thus, indicates that the aggregation technique (or the control group) 

results in the same value of P(csp199) as the 1k models.  Values higher than 1.0 indicate that the 

aggregation technique outperforms the 1k models and lower values indicate the technique fares 

worse than the 1k models.  
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Table 81. dbViz – relative improvement of values of P(csp199) versus the 1k models dataset.  

  ATMs LDMs ALDMs CG1 CG2 

ONS5 2.23 0.20 1.88 0.83 0.93 

ONS10 6.05 0.42 3.33 0.73 1.03 

OTS5 0.40 1.02 0.93 0.59 1.68 

OTS10 0.90 1.25 0.58 0.76 1.07 

Silhouette 
coefficient 

1.02 0.80 0.90 0.48 1.05 

Spearman 
correlation   

5.48 24.62 89.44 6.32 2.05 

Average increase 
(compared to 1k 
models) 

2.68 4.72 16.18 1.62 1.30 

Standard Deviation 
in increase 

2.26 8.91 32.77 2.11 0.41 

 

As the table shows, none of the aggregation techniques result in an improvement with all of 

the metrics (i.e., at least one value in each row is below 1.0). Notice also that there is not a single 

metric for which all of the aggregation techniques provide an improvement (i.e., at least one value 

in each row of the first three columns is under 1.0).  

We now look separately at the improvement obtained with each of the aggregation 

techniques over all the metrics when compared to the control groups and the 1k models. First, we 

see that the ATMs technique only provides an improvement with the ONS metrics. Note that, 

although this technique also results in higher values than the 1k models with the Spearman 

correlation metric, so does one of the control groups (and the improvement with the control group 

is larger than that with the ATMs technique).  

The LDMs technique only results in notably higher values with the Spearman correlation 

metric. For the OTS metrics, the values are not improving much when compared to those obtained 

with the 1k models.  With the silhouette coefficient and the two ONS metrics, values are lower with 

LDMs than with the 1k models.  
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Lastly, the ALDMs technique results in a notable improvement over the 1k models with both 

of the ONS metrics, and with the Spearman correlation metric. For the OTS5 and silhouette 

coefficient metrics, results are very close to those obtained with the 1k models, although one of the 

control groups results in higher values. The only metric with which ALDMs result in notably lower 

values is with OTS10. 

As these results show, different aggregation techniques fare well with different metrics. 

However, as we noted, they all result in lower values with some metrics as well. To provide an 

overall result, the next-to-last row in Table 81 shows the improvement when averaged for all the 

metrics, while the last row shows the standard deviation in the values in each column. As the 

average values show, the aggregation techniques do improve results overall (values are higher than 

1.0, and higher than for the control groups). However, the values in the standard deviation row are 

very large, indicating that the aggregation techniques did not work well for all of the metrics, yet for 

some of the metrics they did work very well. 

We see that the ALDMs technique is the one that results in the largest improvement when 

compared to the 1k models. However, we can also see that the standard deviation of the values is 

very high for ALDMs, particularly because the improvement with the Spearman correlation metric 

is much larger than with any of the other metrics.  

 The LDMs technique comes next with a four-time increase in the values over all the metrics. 

Again, we see that the standard deviation for the LDMs is relatively high, as the improvement with 

the Spearman correlation metric is much larger than with the other metrics. 

Lastly, the ATMs technique does result in values that are close to three times those obtained 

with the 1k models, yet, when we compare these to the results with the control groups, this 

difference is not as large as with the other two techniques. Moreover, the standard deviation for the 

values for ATMs is lower than for the other two aggregation techniques, indicating that the 

improvement was more evenly distributed over all the metrics.  
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It is also important to note how the control groups compare to the 1k models. Notice all 

except one value for CG1 is under 1.0, and for the only metric that values are above 1.0, there are 

two aggregation techniques which result in a larger improvement. In the case of CG2, all but two of 

the values are close to 1.0. For CG2, the only metric which results in larger improvement than the 

aggregation techniques is with OTS5. Aside from this last exceptional case, the results indicate that 

the control groups do not provide as much of an improvement over the results with the 1k models 

as the aggregation techniques do. Moreover, note that the standard deviation for the two control 

groups is smaller than for the aggregation techniques. These results indicate that likely it is indeed 

valid to compare the results obtained with aggregation techniques with the results obtained with 

the 1k models, regardless of the difference in the number of topic models used to produce the 

natural ordering.  

To summarize, in half of the cases the aggregation techniques do result in notable 

improvement. However, it is important to note that there was not a single metric with which the 

aggregation techniques result in values of P(cspx) above the desired threshold of 0.95. In other 

words, it is still not likely that the resulting ordering of a configuration selection process, even one 

in which a large number of aggregated models are produced for each configuration, will be the 

same as the natural ordering.  

6.3.2 Mylyn  

Figure 54 through Figure 56 show plots with the curves for P(cspx) with all values of x, while  

Table 82 through Table 84 show the value of P(csp199) for all the metrics and each of the six 

datasets with the Mylyn code base. We first discuss, for each optimization metric, how the results 

compare for the six different datasets (aggregation techniques + control groups + 1k models). After 

this, we discuss more about the relative improvement that the aggregation techniques provide over 

the 1k models for all of the metrics.  
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In the plot showing the results for the ONS5 metric (Figure 54, left), we see that the LDMs 

technique is resulting in relatively high values of P(cspx), while the remainder of the datasets all 

result in very low values. The first row of  

Table 82 shows values of P(csp199) for the ONS5 metric. In this table we can see that the best 

results correspond to those with LDMs (P(csp199) is over 0.35). The ALDMs technique also results in 

an improvement when compared to the other datasets, with a value of P(csp199) above 0.1. Values of 

P(cspx) with the ATMs technique are slightly closer, yet still above those obtained with the 1k 

models. Notice that that the lowest values correspond to the two control groups (under 0.001 with 

the largest value of x). As we can see, the datasets that directly use the topic models produced by 

LDA result in much lower values than the aggregation techniques. 

In the case of the ONS10 metric (Figure 54, right) we see that only one of the aggregation 

techniques fares better than the datasets that directly use the topic models produced by LDA. 

Particularly, we see that, just as for the ONS5 metric, the LDMs technique is the one that fares best. 

The value of P(csp199) is slightly above 0.55 (see  

Table 82). The next best results correspond to the two control groups. Notice also that the 

curves for the two control groups overlap almost completely.  

Table 82 shows that the values of P(csp199) reach close to, or above, 0.4 with the control 

groups. The results with the other two aggregation techniques are notably lower. Values of P(csp199) 

with ALDMs reach close to 0.3, only slightly better than the 1k models (at 0.26 with x=199), while 

the results with ATMs are below all the rest (value of P(csp199) under 0.13).  
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Figure 54. Mylyn – plot of values of P(cspx) for each dataset for the ONS5 and ONS10 metrics. 

Table 82. Mylyn – values of P(csp199) for each dataset for the ONS5 and ONS10 metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

ONS5 0.0328 0.3564 0.1172 0.0004 0.0005 0.0229 

ONS10 0.1293 0.5577 0.3045 0.3948 0.4090 0.2671 

 

In the case of the OTS5 metric there is also only one aggregation technique which fares 

better than the datasets that directly use the topic models produced by LDA (Figure 55, left). Just as 

for the previous two metrics, the LDMs technique results in the highest values. Moreover, with this 

aggregation technique, values of P(cspx) reach above the threshold of 0.95 with x > 41.The results 

which follow are those with CG1 and the 1k models (above 0.95 with CG1, and close to 0.9 with the 

1k models – see Table 83). Notice, however, that these two curves have a less pronounced incline, 

and that more iterations are required to get to values close to the 0.95 threshold. We also see in the 

plot for OTS5 that the other two aggregation techniques did not fare too well. With these two 

techniques, values of P(csp199) are below 0.65. Moreover we can see that curve for the control group 

CG2 is very similar to the one for ALDMs, and that the one for ATMs has an even less pronounced 

slope, reaching values of P(cspx) close to those obtained with ALDMs and CG2 only with large values 

of x. 

 In the case of the OTS10 metric (Figure 55, right), we see that, once again, the LDMs 

technique is the one that fares best. We also see that the ALDMs technique results in very high 

values of P(cspx). The curves corresponding to these two aggregation techniques are clearly above 
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those corresponding to the control groups or the 1k models datasets. In fact, with both of these 

techniques the threshold of 0.95 is reached. With LDMs, values are above this threshold with x > 51, 

while with ALDMs values are above the threshold with x > 67. Notice, however, that with small 

values of x the control groups and the 1k models result in higher values of P(cspx) than ALDMs. Also, 

notice that the curves for 1k models and the control group CG2 are very similar. We can see that, 

just as with ONS10 and OTS5 metrics, the lowest values correspond to ATMs.  

 
Figure 55. Mylyn – plot of values of P(cspx) for each dataset for the OTS5 and OTS10 metrics. 

Table 83. Mylyn – values of P(csp199) for each dataset for the OTS5 and OTS10 metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

OTS5 0.6034 0.9999 0.6286 0.9923 0.6213 0.8984 

OTS10 0.4170 0.9996 0.9990 0.9176 0.6569 0.5306 

 

Regarding the results with the silhouette coefficient metric (Figure 56, left), we can see that 

none of the techniques results in values of P(cspx) that are much higher than the control groups or 

the 1k models. The highest values of P(csp199) are those with the ATMs technique (0.64 – see Table 

84). Notice that the LDMs technique is the one that results in the lowest values (the curve is clearly 

below all the others in the plot). This is surprising, because it is the opposite of the result which we 

observed with the ONS and OTS metrics, for which LDMs fare best and ATMs fare worst. ALDMs 

also fare slightly worse than both of the control groups and the 1k models, albeit much better than 

LDMs. Notice also that the curves for the control groups and the 1k models are very similar. 
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Lastly, in the results with the Spearman correlation metric (Figure 56, right) we see that the 

ATMs technique results in values that are better than those with the other datasets. The value of 

P(csp199) reaches close to 0.62 (see Table 84). We also see that the other two aggregation 

techniques fare much worse than the 1k models or the control groups. For these two techniques, 

values of P(cspx) do not reach 0.08 even with the largest value of x. Moreover, the curves for these 

two techniques overlap almost completely. We can also see in the plot that the curve for the 1k 

models and the two control groups are not too distant, however, the 1k models curve is slightly 

above the other two. Again, the results with this metric are slightly surprising as they are the 

opposite of the results which we observed with the ONS and OTS metrics, in which LDMs fare best 

and ATMs fare worst. 

 
Figure 56. Mylyn – plot of values of P(cspx) for each dataset for the silhouette coefficient and Spearman 

correlation metrics. 

Table 84. Mylyn – values of P(csp199) for each dataset for the silhouette coefficient and Spearman correlation 

metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

Silhouette 
coefficient 

0.6494 0.1398 0.4365 0.5891 0.4477 0.5297 

Spearman 
correlation   

0.6109 0.0721 0.0671 0.3058 0.2968 0.4560 

 

Table 85 shows the relative improvement of values of P(csp199) for each of the aggregation 

techniques, as well as the two control groups, when compared to the results obtained with the 1k 

models. In other words, each cell in Table 85 shows the value of P(csp199) for one of the aggregation 
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techniques (or a control group) divided by the corresponding value of P(csp199) obtained with the 

1k models. A value of 1.0, thus, indicates that the aggregation technique (or the control group) 

results in the same value of P(csp199) as the 1k models.  Values higher than 1.0 indicate that the 

aggregation technique outperforms the 1k models, and lower values indicate the technique fares 

worse than the 1k models.  

As the table shows, none of the aggregation techniques result in an improvement with all 

the metrics (i.e., at least one value in each row is below 1.0). Notice, however, that all the techniques 

did result in an improvement with one of the metrics (ONS5). For the remainder of the metrics, it 

was not the case that all of the techniques provide an improvement (i.e., at least one value in the 

first three columns of the remainder of rows is under 1.0).  

Table 85. Mylyn – relative improvement of values of P(csp199) versus the 1k models dataset.  

  ATMs LDMs ALDMs CG1 CG2 

ONS5 1.43 15.55 5.11 0.02 0.02 

ONS10 0.48 2.09 1.14 1.48 1.53 

OTS5 0.67 1.11 0.70 1.10 0.69 

OTS10 0.79 1.88 1.88 1.73 1.24 

Silhouette 
coefficient 

1.23 0.26 0.82 1.11 0.85 

Spearman 
correlation   

1.34 0.16 0.15 0.67 0.65 

Average increase 
(compared to 1k 
models) 

0.99 3.51 1.63 1.02 0.83 

Standard Deviation 
in increase 

0.36 5.43 1.64 0.56 0.48 

 

We now look separately at the results in Table 85 with each of the aggregation techniques. 

First, we see that the values with ATMs are all below 1.45 and that, with three of the metrics, values 

are below 1.0. Particularly, with the ONS5, silhouette coefficient, and Spearman correlation metrics 

the results are above those obtained with the control groups and the 1k models. However, with the 

other three metrics the results are below those obtained with any of the other datasets.  
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The values in Table 85 indicate that the LDMs technique is the one that provides the largest 

relative improvement when compared to the 1k models. This technique results in higher values 

with four out of the six optimization metrics. With the ONS5 metric, the improvement is very large. 

With the ONS10 and both OTS metrics there is also a slight improvement. However, this technique 

results in a decrease in in the values of P(cspx) with the last two metrics (values in the table are 

below 1.0). 

Lastly, in the case of the ALDMs technique, we see that results show a large improvement in 

the case of the ONS5 metric. There is also a notable improvement with the OTS10 metric. In the case 

of the ONS10 metric, although there is an improvement over the 1k models, there is an even larger 

improvement with both of the control groups.  In the case of the OTS5, silhouette coefficient and 

Spearman correlation metrics, however, there is a decrease in the values of P(cspx) (values in the 

table are below 1.0).  

As these results show, different aggregation techniques fare well with different metrics. 

However, as we noted, they all result in lower values with some metrics as well. Moreover, the 

aggregation techniques that fare best with some metrics fare worst with others. To provide an 

overall result, the next-to-last row in Table 85 shows the improvement when averaged for all the 

metrics, while the last row shows the standard deviation in the values in each column. The average 

values indicate that the LDMs technique is the one that performs best (3.5). However, note that the 

standard deviation for LDMs is also the largest, particularly because the improvement with the 

ONS5 metric is very large.  The ALMDs also show an improvement over the 1k models and both 

control groups (1.6). Lastly, we see that the ATMs technique does not provide any improvement at 

all over the 1k models, and that the value in the averages row is slightly below the value for CG1. 

This indicates that the ATMs aggregation technique did not work well with the Mylyn code base. 

Note, also, that the values for the standard deviation for Mylyn are much lower than for dbViz. 



259 

Together, this indicates that, unlike we saw for the dbViz code base, there is not a very large 

improvement with any single one of the aggregation techniques.  

We can also look at the values in Table 85 to see how the control groups compare to the 1k 

models. All the values showing the relative improvement of P(csp199) for the control groups, with 

the exception of those for the ONS10 and OTS10 metric, are at or below 1.1. In the case of the 

ONS10 metric, values are closer to 1.5, and with the OTS10 metric one of the control groups reaches 

values slightly above 1.7. Although in some cases there is a slight improvement over the 1k models, 

when averaged over all the metrics we see that there is no improvement at all (the value for CG2 is 

below 1.0 and for CG1 it is only slightly above 1.0). Also note that the standard deviation of these 

values is lower for the control groups than for the aggregation techniques (excluding ATMs, which, 

as we noted, did not work well with this code base). This may indicate that the results with the 

control groups are not much different from those obtained with the 1k models. This supports for 

our observation that it is indeed valid to compare the results obtained with aggregation techniques 

against the results obtained with the 1k models, regardless of the difference in the number of topic 

models used to produce the natural ordering.  

To summarize, using the Mylyn code base there are several cases in which the aggregation 

techniques do result in notable improvement over directly using the topic models produced by LDA. 

Moreover, two of the aggregation techniques result in values of P(cspx) above the desired threshold 

of 0.95 with a single one of the metrics. In other words, in these few cases, the ordering produced 

by a configuration selection process, in which several models are generated for each configuration, 

will indeed be the same as the natural ordering. However, just as was the case with dbViz, there is 

not one technique that works well with all the metrics.  
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6.3.3 iBatis  

Figure 57 through Figure 59 show plots with the curves for P(cspx) with all values of x, while 

Table 86 through Table 88 show the value of P(csp199) for all the metrics and each of the six datasets 

with the iBatis code base. We first discuss, for each optimization metric, how the results compare 

for the six different datasets (aggregation techniques + control groups + 1k models). After this, we 

discuss more about the relative improvement that the aggregation techniques provide over the 1k 

models for all of the metrics. 

In the plot corresponding to the ONS5 metric, on the left side of Figure 57, we see that all of 

the curves have a somewhat similar shape. Despite this, some curves have a slightly steeper incline. 

Particularly, we can see that the highest values are those corresponding to the ALDMs technique 

(P(csp199) over 0.72). The next highest curve corresponds to the ATMs technique (P(csp199) over 

0.59). This latter result, however, is only a small improvement over the results with the 1k models 

or CG1 (P(csp199) close to 0.5). Note also that the results with the LDMs technique are practically the 

same as with the 1k models or CG1. The lowest curve in this plot corresponds to CG2 (P(csp199) 

below 0.4). 

In the plot corresponding to the ONS10 metric, we see that the best results with values of x 

under 99 correspond to LDMs. However, with larger values of x, the results are better with ATMs 

(P(csp199) over 0.85). This occurs, because, although the curve for LDMs has initially a very steep 

slope, it levels off early, while the curve for ATMs has a more subtle slope that does not level off as 

much. Notice also that the curve corresponding to ALDMs overlaps almost completely with the 

curve for the 1k models (P(csp199) slightly over 0.75). The control groups, however, result in much 

lower values (P(csp199) under 0.45). It is important to note that, although ATMs result in very high 

values, these are still below the desired threshold of 0.95.  
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Figure 57. iBatis – plot of values of P(cspx) for each dataset for the ONS5 and ONS10 metrics. 

Table 86. iBatis – values of P(csp199) for each dataset for the ONS5 and OTNS10 metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

ONS5 0.5906 0.5172 0.7235 0.5081 0.3397 0.4818 

ONS10 0.8531 0.7502 0.7256 0.3933 0.4558 0.7694 

 

In the case of the OTS5 metric (Figure 58, left), we see that two of the aggregation 

techniques result in higher values than the control groups and the 1k models. Notice that the curve 

for ALDMs is clearly above all the rest even with small values of x. The curve for LDMs is slightly 

below the one for ALDMs but above the others. Table 87 shows that with ALDMs values of P(csp199) 

reach 0.64, while with LDMs values reach 0.36. Also, the values of P(csp199) with ATMs are above 

0.19, which is slightly higher than the results with the control groups or 1k models. Notice that the 

value of P(csp199) with CG1 is below 0.17. Moreover, the curves for CG2 and the 1k models are 

farther below, and are practically fully overlapping. 

In the case of the OTS10 metric, none of the aggregation techniques results in the highest 

values of P(cspx). It is the control group CG1 which results in the highest values of P(cspx) (above 0.5 

with the largest value of x). This is surprising, as this control group resulted in low values with the 

OTS5 metric. Although none of the techniques result in higher values than CG1, the values of 

P(csp199) with ALDMs are very close (over 0.47). These results are better than the other control 

group and the 1k models (0.37 and 0.29, respectively). Note however, that the curve for ALDMs 

initially has a very subtle slope and values of P(cspx) are only better than those for CG2 and the 1k 
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models with values of x > 97. The other two aggregation techniques result in values that are below 

the rest (0.04 for ATMs and 0.17 for LDMs). 

 
Figure 58. iBatis – plot of values of P(cspx) for each dataset for the OTS5 and OTS10 metrics. 

Table 87. iBatis – values of P(csp199) for each dataset for the OTS5 and OTS10 metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

OTS5 0.1901 0.3672 0.6480 0.1636 0.0619 0.0580 

OTS10 0.0482 0.1761 0.4711 0.5176 0.3727 0.2900 

 

Regarding the results with the silhouette coefficient (Figure 59, left), we can see that there 

is an improvement with the ATMs technique. Notice that the curve corresponding to ATMs is above 

all the others. We can see in Table 88 that value of P(csp199) with ATMs is close to the 0.95 

threshold. We also see that LDMs fare slightly better than the 1k models and CG2 with small values 

of x. However, this difference is much less notable with the largest value of x (all of these three 

datasets reach values of P(csp199) close to 0.8). The ALDMs technique, however, results in lower 

values when compared to the 1k models and CG2, and its curve practically overlaps completely 

with the CG1 curve.  



263 

 
Figure 59. iBatis – plot of values of P(cspx) for each dataset for the silhouette coefficient and Spearman 

correlation metrics. 

Lastly, in the plot corresponding to the Spearman correlation metric (Figure 59, right) we 

see that all of the curves have a similar shape. Although ATMs fare slightly better with small values 

of x, it is the CG2 dataset that results in the highest values of P(csp199) (0.69). ATMs comes in second 

with a value of P(csp199) above 0.63. Notice also that the curve for ALDMs overlaps with the one for 

ATMs with small values of x, yet it plateaus earlier and has a less pronounced slope than the one for 

ATMs with larger values of x. In fact, with larger values of x, the results are better with LDMs and 

the 1k models (around 0.55) than with ALDMs (around 0.48). Notice also that the lowest curve in 

this plot corresponds to CG1. 

Table 88. iBatis – values of P(csp199) for each dataset for the silhouette coefficient and Spearman correlation 

metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

Silhouette 
coefficient 

0.9423 0.8059 0.5302 0.5166 0.7818 0.7907 

Spearman 
correlation   

0.6380 0.5745 0.4810 0.4056 0.6946 0.5400 

 

Table 89 shows the relative improvement of values of P(csp199) for each of the aggregation 

techniques, as well as the two control groups, when compared to the results obtained with the 1k 

models. In other words, each cell in Table 81 shows the value of P(csp199) for one of the aggregation 

techniques (or a control group) divided by the corresponding value of P(csp199) obtained with the 

1k models. A value of 1.0, thus, indicates that the aggregation technique (or control group) results 
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in the same value of P(csp199) as the 1k models.  Values higher than 1.0 indicate that the aggregation 

technique outperforms the 1k models and lower values indicate the technique fares worse than the 

1k models.  

The values in the table show that none of the aggregation techniques results in an 

improvement for all the metrics (i.e., at least one value in each row is below 1.0). Notice, however, 

that there are two metrics for which all the aggregation techniques did provide an improvement.  

Particularly, with the OTS5 metric the values are all above 3.0 with the aggregation techniques, and 

with the ONS5 metric values are slightly above 1.0. For the remainder of the metrics it was not the 

case that all of the techniques provided an improvement (i.e., at least one value in the first three 

columns in the remainder of the rows is under 1.0).  

We now look separately at the results with each of the aggregation techniques for all the 

metrics. First, we see that the values with ATMs are very close to 1.0 with all metrics except OTS5 

and OTS10. In the case of the OTS5 metric, ATMs did provide a larger improvement. However, with 

the OTS10 metric, results are below those with the 1k models.  

In the case of the LDMs technique, we see a similar pattern as with ATMs. Values are very 

close to 1.0 with four metrics (ONS5, ONS10, silhouette coefficient and Spearman correlation). We 

also see that there is a notable improvement with the OTS5 metric, which is larger than the one 

obtained with ATMs. Also, just as with ATMs, results are lower with the OTS10 metric, but not as 

low as with ATMs.  

Finally, with the ALDMs technique, we see that there is a larger improvement than with the 

other techniques with the OTS5 metric. Also, with ONS5 and OTS10, there is only a small 

improvement (under 1.7 in both cases). In the case of the OTS10 metric, however, there is a larger 

improvement with one of the control groups. With the three remaining metrics values are below 

those obtained with the 1k models.  
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Just as for the previous two code bases, these results show that different aggregation 

techniques fare best with different metrics. However, the aggregation techniques also result in 

lower values with some of the metrics. To provide an overall result, the next-to-last row in Table 89 

shows the improvement when averaged over all the metrics, while the last row shows the standard 

deviation in the values in each column.  

The technique that fared best is ALDMs (2.8). However, the standard deviation for the 

values is also high, since there is one metric with which there is a very large improvement (OTS5).  

LDMs also result in values that are notably better than with the datasets that directly use the topic 

models produced by LDA, again, we see that the standard deviation is higher than for the other 

datasets (except ALDMs) as values are particularly high only for the OTS5 metric. ATMs, however, 

show some improvement only when compared to one of the control groups and the 1k models, yet 

when compared to CG1 the improvement is very small.  

Table 89. iBatis – relative improvement of values of P(csp199) versus the 1k models dataset.  

  ATMs LDMs ALDMs CG1 CG2 

ONS5 1.23 1.07 1.50 1.05 0.71 

ONS10 1.11 0.98 0.94 0.51 0.59 

OTS5 3.28 6.33 11.17 2.82 1.07 

OTS10 0.17 0.61 1.62 1.78 1.28 

Silhouette 
coefficient 

1.19 1.02 0.67 0.65 0.99 

Spearman 
correlation   

1.18 1.06 0.89 0.75 1.29 

Average increase 
(compared to 1k 
models) 

1.36 1.85 2.80 1.26 0.99 

Standard Deviation 
in increase 

0.93 2.01 3.76 0.81 0.26 

 

Table 89 also shows how the control groups compare with the 1k models. Notice that all the 

values with CG2 are either slightly above or slightly below 1.0. As a result of this, the average value 

over all the metrics in the next to last row is very close to 1.0, and the standard deviation in the last 
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row is below that for the aggregation techniques. With CG1 we see that, with the exception of the 

OTS5 and OTS10 metrics, all values are below 1.3. In the case of the OTS5 metric, although there is 

an improvement with CG1, it is smaller than the one observed with any of the aggregation 

techniques. However, in the case of the OTS10 metric CG1 provides a larger improvement than any 

of the aggregation techniques. Despite these two exceptions, when values are averaged over all the 

metrics we can see that there is very little improvement with CG1 over the 1k models (i.e., less than 

with the aggregation techniques). These results indicate that, just as for the previous two code 

bases, the results with the control groups are not much different from those obtained with the 1k 

models. This provides additional indication that it is indeed valid to compare the results obtained 

with aggregation techniques with the results obtained with the 1k models, regardless of the 

difference in the number of topic models used to produce the natural ordering.  

To summarize, using the iBatis code base with one single metric, the aggregation techniques 

do result in large improvements (i.e., the OTS5 metric). Moreover, there is only one aggregation 

technique for which there is one metric with which results are very close to the desired threshold of 

0.95 (ATMs with the silhouette coefficient metric). However, the relative improvement when 

compared to the control groups and the 1k models, when averaged over all of the metrics, is lower 

than for the previous two code bases. Nevertheless, the aggregation techniques did result in higher 

values than the control groups overall. Also the results show that, just as we observed in the case of 

dbViz and Mylyn, there is not a consistently good result across all the metrics with any of the 

aggregation techniques. 

6.3.4 Rhino 

Figure 60 through Figure 62 show plots with the curves for P(cspx) with all values of x, while 

Table 90 through Table 92 show the value of P(csp199) for all the metrics and each of the six datasets 

for the Rhino code base. We first discuss, for each optimization metric, how the results compare for 
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the six different datasets (aggregation techniques + control groups + 1k models). After this, we 

discuss more about the relative improvement that the aggregation techniques provide over the 1k 

models for all of the metrics. 

 In the plot corresponding to the ONS5 metric, on the left side of Figure 60, we see that curve 

for ALDMs has a steeper slope initially, yet it levels off, and with larger values of x it overlaps with 

the curves for ATMs and LDMs. As a result of this, the value of P(csp199) for the three aggregation 

techniques is very similar (between 0.44 and 0.48 – see Table 90).  We also see that one of the 

control groups, CG2, initially has a subtle slope, yet values do not level off as with the curves for the 

aggregation techniques, making this curve result in the highest values of P(csp199) (0.53). Lastly, the 

curves for the 1k models and CG1 are visibly below the others (reaching values of P(csp199) around 

0.33 and 0.17 respectively).  

In the plot for the ONS10 metric (Figure 60, right), we see that the highest values 

correspond to ATMs. With this aggregation technique, the value of P(csp199) is above 0.3. The second 

highest values after ATMs correspond to the control group CG1. Note that, however, the curve for 

CG1 is initially is not as steep, yet with larger values of x reaches values very close to those for ATMs 

(P(csp199) around 0.28). Notice also that the curves for CG2 and 1k models overlap almost fully. The 

values of P(csp199) for these two datasets are close to 0.19. Finally, the two other aggregation 

techniques do not fare well, with curves that are below all the others with x > 23 and with values of 

P(csp199) that are close to or below 0.1.  
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Figure 60. Rhino – plot of values of P(csp199) with the different aggregation techniques for each of the ONS5 

and ONS10. 

Table 90. Rhino – values of P(csp199) for each dataset with the ONS5 and ONS10 metrics.  

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

ONS5 0.4711 0.4487 0.4886 0.1739 0.5376 0.3319 

ONS10 0.3082 0.0909 0.1020 0.2852 0.1878 0.1935 

 

In the results corresponding to the OTS5 metric (Figure 61, left), we see that LDMs clearly 

outperform all the other datasets. With this technique, values of P(cspx) reach the 0.95 threshold 

with x > 31. The curves below LDMs correspond to the 1k models and CG2. These two curves have a 

much less pronounced slope than the curve for LDMs, yet values reach close to or slightly above 0.9 

(yet under the 0.95 threshold) with the largest values of x. The other control group, CG1, results in a 

curve below the previous two, which reaches values slightly over 0.61. We can also see that the two 

other techniques do not provide good results at all, and that, furthermore, their curves overlap 

almost completely. For these aggregation techniques, the values of P(csp199) are below 0.43. 

The results for OTS10 (Figure 61, right) are slightly surprising, as the two techniques that 

fare worst for the OTS5 metric have the highest values for this metric. The ATMs technique results 

in a value of P(csp199) above 0.87, while ALDMs results in a value of P(csp199) above 0.82. Note, 

additionally, that curve for ATMs has a steeper slope with small values of x than the one for ALDMs. 

The LDMs technique, which results in the highest values with the OTS5 metric, ranks in third after 

the other two techniques, and we can see that it has a very subtle slope with small values of x. 



269 

Notice also that, with values of x < 19, the curves other than those for ATMs and ALDMs seem to 

overlap. However, the slope is steeper with larger values of x for LDMs than for the control groups 

and the 1k models; the value of P(csp199) reaches 0.66. We can clearly see that the three aggregation 

techniques do result in a notable improvement, as the 1k models and the two control groups do not 

reach values of P(csp199) above 0.54. 

 
Figure 61. Rhino – plot of values of P(cspx) for each dataset for the OTS5 and OTS10 metrics.  

Table 91. Rhino – values of P(csp199) for each dataset for the OTS5 and OTS10 metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

OTS5 0.3942 0.9990 0.4299 0.6164 0.8890 0.9354 

OTS10 0.8709 0.6699 0.8282 0.2213 0.4450 0.5351 

 

 The left side of Figure 62 shows the plot with the results corresponding to the silhouette 

coefficient metric. We see that the ALDMs technique provides the best results. Also, notice that the 

curve for this technique has a very steep slope early on.  As a result of this, values of P(cspx) are 

above 0.95 with x > 55. The other two aggregation techniques also fare well with this metric. Values 

of P(cspx) in both cases reach the 0.95 threshold (with x > 119 for LDMs and x > 145 for ATMs). We 

also see in the plot that one of the control groups also results in very high values. In fact, the curve 

for CG2 is only slightly below the one for ATMs, and values of P(cspx) reach 0.95 with x > 159. The 

other control group and the 1k models have very similar curves, which are clearly below all the 

others, and which only reach a value of P(csp199) under 0.74 (see Table 92). These results indicate 

that the aggregation techniques do work very well in this case.   
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 Lastly, the results for the Spearman correlation metric are presented on the right side of 

Figure 62 and in the last row of Table 92. These results indicate that the aggregation techniques do 

not work well with this metric. The highest curve in the plot corresponds to the control group CG2, 

which reaches values of P(csp199)  slightly above 0.57. The aggregation technique that works best, 

ALDMs, however, results in a value of P(csp199) around 0.43. We can see that this value is slightly 

below the one with the 1k models. One interesting aspect is that the curve for ALDMs is above all 

the others with values of x < 99. Nevertheless, the slope for ALDMs is less pronounced with larger 

values of x. We also see that the other two aggregation techniques do not fare well at all. The curve 

for ATMs is below all the others, and values of P(csp199) are below 0.2. Lastly, the curve for LDMs is 

also below all the rest (except ATMs) with x > 57, and the value of P(csp199) is below 0.3.  

 
Figure 62. Rhino – plot of values of P(cspx) for each dataset for the silhouette coefficient and Spearman 

correlation metrics. 

Table 92. Rhino – values of P(csp199) for each dataset for the silhouette coefficient and Spearman correlation 

metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

Silhouette 
coefficient 

0.9769 0.9847 0.9991 0.6814 0.9707 0.7371 

Spearman 
correlation   

0.1923 0.2997 0.4337 0.3713 0.5799 0.4470 

 

Table 93 shows the relative improvement of values of P(csp199) for each of the aggregation 

techniques, as well as the two control groups, when compared to the results obtained with the 1k 

models. In other words, each cell in Table 81 shows the value of P(csp199) for one of the aggregation 
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techniques (or a control group) divided by the corresponding value of P(csp199) obtained with the 

1k models. A value of 1.0, thus, indicates that the aggregation technique (or control group) results 

in the same value of P(csp199) as the 1k models.  Values higher than 1.0 indicate that the aggregation 

technique outperforms the 1k models and lower values indicate the technique fares worse than the 

1k models. 

The results in the table indicate that all the aggregation techniques result in an 

improvement over the 1k models with the ONS5, ONS10, and silhouette coefficient metrics (values 

in these three rows are above 1.0). However, none of the aggregation techniques result in an 

improvement over the 1k models for all of the metrics (there is at least one value in each column 

that is below 1.0). 

We now look separately at the results with each of the aggregation techniques for all the 

metrics. First, we see that the values with ATMs are above 1.0 with four out of the six metrics. With 

the ONS10 and OTS10 metrics, values are above those obtained with the control groups or the 1k 

models. With the ONS5 and silhouette coefficient, although values are above those obtained with 

the 1k models, they are comparable to those with CG2. However, with the OTS5 and Spearman 

correlation metrics, values are below those with the 1k models. 

With the LDMs technique, we see that values are above those for the 1k models with the 

ONS5, OTS10 and silhouette coefficient metrics. However, only with the OTS10 metric, values are 

also above those for the two control groups. Moreover, in the case of the ONS10 and Spearman 

correlation metric, values are below those for the 1k models and the control groups. 

Lastly, with the ALDMs technique, values are better than those with the 1k models with 

three metrics. However, just as for LDMs, only with the OTS10 metric values are also above the 

control groups. With the ONS5 metric, there is one control group that results in higher values and 

with the silhouette coefficient the improvement is very similar to that with CG2. With the ONS10 
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and OTS5 metric, values are below those for the control groups or the 1k models, and with the 

Spearman correlation, values are very close to the 1k models and under the values for CG2. 

Just as for the previous code bases, these results show that different aggregation techniques 

fare well with different metrics. However, as we noted, the aggregation techniques also result in 

lower values with some metrics. To provide an overall result, the next to last row in Table 93 shows 

the improvement when averaged for all the metrics, while the last row shows the standard 

deviation in the values in each column.  In the averages row, we can see that, out of the aggregation 

techniques, the ATMs technique fares best. The ALMDs technique comes in second, and LDMs 

comes last, with only a very small improvement. Notice also that the standard deviation for the 

three aggregation techniques is lower than for any of the previous code bases.  

This table also shows how the control groups compare versus the 1k models. We see that 

values with CG1 are, in all cases except ONS10, below those with the 1k models. In the case of CG2, 

however, we see that there are three metrics for which this dataset results in higher values than the 

1k models. As a result of this, the relative improvement when averaged over all the metrics for CG2 

is above 1.0. In fact, this average relative improvement is larger than the one obtained with any of 

the aggregation techniques. This could be interpreted to mean that the improvement that we see 

with the aggregation techniques may be, in part, related to the reduction in the number of models 

used to produce the natural ordering, and that perhaps, in the case of this code base the aggregation 

techniques did not work as well as we expected.  
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Table 93. Rhino – relative improvement of values of P(csp199) versus the 1k models dataset.  

  ATMs LDMs ALDMs CG1 CG2 

ONS5 1.42 1.35 1.47 0.52 1.62 

ONS10 1.59 0.47 0.53 1.47 0.97 

OTS5 0.42 1.07 0.46 0.66 0.95 

OTS10 1.63 1.25 1.55 0.41 0.83 

Silhouette 
coefficient 

1.33 1.34 1.36 0.92 1.32 

Spearman 
correlation   

0.43 0.67 0.97 0.83 1.30 

Average increase 
(compared to 1k 
models) 

1.14 1.02 1.06 0.80 1.16 

Standard Deviation 
in increase 

0.51 0.34 0.44 0.35 0.27 

 

Nevertheless, notice that the standard deviation for the ATMs and LDMs is larger than for 

the control groups. This is because the lower values in the table for CG2 are very close to 1.0, while 

the lower values with the aggregation techniques are close to or below 0.5. As a result of this, the 

few values that are higher with the aggregation techniques, when averaged over all the metrics, 

result in a smaller improvement than that which is obtained with CG2. 

To summarize, using the Rhino code base, in some cases the aggregation techniques do 

result in some slight improvement. As was also observed for Mylyn and iBatis, there are some 

aggregation techniques that result in values of P(cspx) above the desired threshold of 0.95 with 

some of the optimization metrics. In other words, in some cases a process in which a large number 

of aggregated models are compared is very likely to find the natural ordering. However, similarly to 

all previous cases, there is not a consistently good result across all the metrics with any of the 

aggregation techniques. Moreover, the results with the aggregation techniques are not as much an 

improvement over the 1k models as we observed with the other three code bases.  
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6.4 Discussion 

In this chapter, we introduced three aggregation techniques that aim to reduce the impact 

of LDA’s non-determinism in a configuration selection process. The first technique used, ATMs, an 

adaptation of the work of [3], is based on averaging the contents in the matrices of several topic 

models. The remaining two are novel and have not been explored to date. The LDMs technique is 

based on using only the topic models which are the least divergent when compared to a large 

number of topic models. The last technique, ALDMs, is a combination of the other two that works by 

first selecting least divergent models, and then using averaging to further reduce the variations 

present amongst those models. The experiment showed how each of these techniques impacts the 

probability that a configuration selection process will produce replicable results.  

A summary of the results of the experiment is now presented in Table 94 and Table 95. 

Table 94 shows the results with the aggregation techniques, while Table 95 shows the results for 

the three datasets that directly use the topic models produced by LDA (1k models, and the two 

control groups). Checks and crosses are used to represent values of P(csp199) using the icon legend 

shown in Table 96. A cell in either table corresponds to the value of P(csp199) with one of the 

aggregation techniques (a control group or the 1k models in the case of  Table 95), for one of the 

metrics and one of the code bases. Only the cells that have three checks correspond to values above 

the desired threshold of 0.95.  

The first thing to highlight is that there is a slight improvement with the aggregation 

techniques, as noted by there being more checks and fewer crosses in Table 94 versus Table 95. 

Note that in Table 94 there are seven cells with three checks, while in Table 95 there are only three. 

Also, in Table 94 there are no cells with three crosses, while in Table 95 there are three. Lastly, 

there are a total of 34 cells in Table 94 which have at least one check, while in Table 95 there are 31.  
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Despite that it seems to be the case that there is a slight improvement with the aggregation 

techniques, a configuration selection process is still not likely to find the natural ordering of 

configurations. Thus, the repeatability of results is not guaranteed even when we use the 

aggregation techniques. Note, particularly, that only in 7 out of 72 cases the values of P(csp199) are 

above 0.95. 

Table 94. Main results of experiment of chapter 6: values of P(csp199) for each of the aggregation techniques. 

 ATMs LDMs ALDMs 

  dbViz Mylyn iBatis Rhino DbViz Mylyn iBatis Rhino dbViz Mylyn iBatis Rhino 

1ONS5             

ONS10             

OTS5             

OTS10          
   

Silhouette 
coefficient             

Spearman 
correlation               

 

Table 95. Main results of experiment of chapter 6: values of P(csp199) for 1k models and control groups. 

 1k models Control group 1 Control group 2 

  dbViz Mylyn iBatis Rhino dbViz Mylyn iBatis Rhino dbViz Mylyn iBatis Rhino 

ONS5      
    

 
  

ONS10             

OTS5      
       

OTS10             

Silhouette 
coefficient             

Spearman 
correlation               
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Table 96. Icon legend used in Table 94 and Table 95 

Icon Interpretation 

 
P(csp199) < 0.01 

 P(csp199) < 0.1 

 0.1 < P(csp199) < 0.5 

 0.5 < P(csp199) < 0.75 

 0.75 < P(csp199) < 0.95 

 
P(csp199) > 0.95 

 

It is important to also note that there does not seem to be much consistency in the results. It 

is not the case that any of the aggregation techniques result in an improvement of values of P(cspx)  

for all the metrics for a given code base (there is not a single column with only checks in Table 94). 

Also, it is not the case that all of the aggregation techniques work well for any one of the metrics 

over all the code bases (there is not a single row with only checks in Table 94). 

There is, however, one metric with which one of the aggregation techniques works well 

across all of the code bases: the silhouette coefficient metric with the ATMs technique. Notice that, 

in this specific case, there are four contiguous cells in Table 94 with no crosses and a total of seven 

checks. Nevertheless, in Table 95 we see that, with this same metric with the 1k models, there are 

also no crosses, yet there are only five checks. This supports our analysis that, as we discussed in 

Chapter 4, this metric may be the one that is least impacted by LDA’s non-determinism than the 

others. Moreover, this may also be indicative the ATMs technique works well for metrics which that 

are not too heavily impacted by non-determinism. 

To get a better picture of how the aggregation techniques worked for each individual code 

base, Table 97 shows results for each of the four code bases for each aggregation technique (or a 

control group or the 1k models) averaged over all the metrics as a single value. Values in Table 98 

are the result of averaging of the icons in Table 94 and Table 95, by interpreting the checks and 

crosses numerically using the conventions shown in Table 98. For instance, in the case of dbViz 
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with the ATMs technique, the values for the entire first column of Table 94 are averaged into the 

value in the top left cell of Table 97 . Note that the maximum possible value for any cell in the table 

is 5.0 (if all the corresponding cells in Table 94 or Table 95 had three checks), and the lowest 

possible value is 0 (if all the corresponding cells in Table 94 or Table 95 had three crosses).  

Table 97. Assessment of the results of P(csp199) by code base 

Code base ATMs LDMs ALDMs 1k models CG1 CG2 

dbViz 2.67 2 2.33 2 2 2.5 

Mylyn 2.33 2 2.50 2.50 2.67 2 

iBatis 2.83 3 2.67 2.67 2.50 2.33 

Rhino 2.83 3 2.83 2.67 2.33 3.17 

 

Table 98. Icon legend and numerical interpretation  

Icon Value of P(csp199) 
Numerical 

interpretation 

 
P(csp199) < 0.01 0 

 P(csp199) < 0.1 1 

 0.1 < P(csp199) < 0.5 2 

 0.5 < P(csp199) < 0.75 3 

 0.75 < P(csp199) < 0.95 4 

 
P(csp199) > 0.95 5 

 

Looking at the values in Table 97, we note that there is not one technique that works best 

for all of the code bases. For dbViz, the ATMs technique results in the highest value, with ALDMs 

ranking second and LDMs third. For Mylyn, it is the ALDMs technique that results in highest values 

(out of the three aggregation techniques), with ATMs ranking second and LDMs third. Lastly, for 

iBatis and Rhino the LDMs technique works best. In the case of iBatis ATMs comes second and 

ALDMs third, while for Rhino ATMs and ALDMs result in the same value.   

The results indicate that the LDMs technique, which works best with the larger code bases, 

may not work as well with the smaller code bases. Note that values with LDMs with the smaller 
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code bases are very close to or even lower than the values for the datasets that do not use 

aggregation techniques. This is surprising because, in Chapter 5 we did observe that there was a 

difference in the variability of LDMs versus the rest of the models for all of the code bases.  

Notice, moreover, that this trend is not just visible with the LDMs technique. In fact, values 

are higher with any of the aggregation techniques for the larger code bases than for the smaller 

code bases. This may be another indicator that the impact of LDA’s non-determinism is indeed 

greater with the smaller code bases. Alternatively, this might be indicative that the aggregation 

techniques simply work best when the code bases are not too small. One last plausible explanation 

for this trend is that the metrics that we are using are most sensitive to LDA’s non-determinism in 

the case of the smaller code bases. In the following chapter, we will provide a deeper exploration of 

which of these is the case and, particularly, whether it is the metrics that are most to blame for the 

trends we have discussed. 

Another important result in this table is that, for all four code bases, the value with the 1k 

models is lower than the best value with the aggregation techniques. Despite this, in the case of the 

Mylyn and Rhino code base, there is one control group that provides better results than any of the 

three aggregation techniques. In fact, the highest value in this table corresponds to CG2 with the 

Rhino code base. This is a result which we were not expecting, as it could be an indication that some 

of the improvement that we have observed with the aggregation techniques versus the 1k models is 

the result of the reduction in the number of models used to produce the natural ordering. We 

speculate, however, that this is also a result that stems from issues in the optimization metrics.  

It is also important to discuss that there are notable differences in the values for the two 

control groups. Particularly, in the case of dbViz and Rhino there is one control group whose value 

is very close to the 1k models, while the other has a higher value than the 1k models. For the other 

two code bases, there is one control group whose value is close to the 1k models and the other 

which results in lower values. This may be another indication that indeed the reduction of the 
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number of topic models used to produce the natural ordering can affect the resulting values of 

P(cspx).  However, we speculate, that the reason why this is occurring is that the metrics that we are 

using are aggravating the impact of non-determinism. As a result of this negative impact, in some 

cases the control groups result in an increase of P(cspx), and in others they result in a decrease of 

P(cspx). In other words, if we were to use metrics that are not aggravating as much the impact of 

non-determinism, we may observe that the differences between both of the control groups, and 

between the control groups and the 1k models are smaller. 

To further explore the differences in the results across the code bases, Table 99 shows one 

single value for all aggregation techniques versus one single value for all the datasets that directly 

use the topic models produced by LDA. As this table shows, values are higher with the aggregation 

techniques versus the other datasets for all the code bases, except Mylyn. This supports our 

intuition that the smaller code bases may benefit less from the use of the aggregation techniques. 

Note also that the highest values in both columns of the table correspond to the Rhino code base, 

and that the code base for which there is the largest benefit (difference between values in the two 

columns) is with iBatis. This also supports our speculation that larger code bases are least impacted 

by non-determinism, and that these are the ones that benefit the most from the use of the 

aggregation techniques.  

Table 99. Assessment of the results of P(csp199) by code base summarized for all aggregation techniques 

versus the datasets that directly use topic models produced by LDA. 

Code base 
Aggregation 
techniques 

1k Models+ 
CG1 +CG2 

dbViz 2.33 2.17 

Mylyn 2.28 2.39 

iBatis 2.83 2.50 

Rhino 2.89 2.72 

 

To continue our analysis, we now look at how the aggregation techniques worked for each 

optimization metric when results are aggregated over all the four code bases (see Table 100). 
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Values in this table are obtained in a similar way as those in Table 97 (i.e., averaging values in Table 

94 and Table 95, by interpreting them numerically using the conventions shown in Table 98).  

Table 100 shows that the best results correspond to using ATMs with the silhouette 

coefficient metric (3.75). This indeed matches the observation we made about this metric being the 

one that is most positively affected with the ATMs technique. This technique is also the highest 

ranking for the ONS10 and Spearman correlation metrics. Yet, with the OTS5 and OTS10 metrics 

this is the aggregation technique that fares worst. We see a similar trend with the other metrics. 

The LDMs technique is the one that fares best with the OTS5 and OTS10 metrics (3.5), yet with the 

ONS5 and ONS10 metric the technique fares worst. Lastly, the ALDMs technique fares just as good 

as ATMs with the ONS5 metric, yet it is the lowest ranking technique with the silhouette coefficient 

metric. From these results, we can see, again, that there is little consistency as to how the different 

techniques improve values of P(cspx) with the different metrics. 

Notice also that the lowest values (2.0) in Table 100 with the aggregation techniques are 

obtained with LDMs with both the ONS5 and Spearman correlation metric, as well as with ALDMs 

with the Spearman correlation metric. There are, however, five cells in the columns corresponding 

to the control groups or the 1k models that have values below 2.0 for these same two metrics 

(1.75). This provides more indication that, as we also discussed in Chapter 4, these two metrics are 

the most impacted by LDA’s non-determinism.  

Table 100. Assessment of the results of P(csp199) by optimization metric  

Metric ATMs LDMs ALDMs 1k models CG1 CG2 

ONS5 2.25 2 2.25 1.75 1.75 1.75 

ONS10 3 2.25 2.5 2.5 2.00 2.00 

OTS5 2.25 3.5 2.5 2.75 3.00 2.75 

OTS10 2.5 3.5 3.25 2.75 3.00 2.75 

Silhouette 
coefficient 

3.75 3.25 3 3.25 2.75 3.50 

Spearman 
correlation   

2.25 2 2 1.75 1.75 2.25 
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One other important aspect to note in Table 100 is that there is only one metric (ONS5) for 

which all of the aggregation techniques resulted in higher values compared to the datasets that 

directly use the topic models produced by LDA. This could be indicative that, even though this 

metric is one that is most heavily impacted by non-determinism (along with the Spearman 

correlation, as we noted), the aggregation techniques do slightly reduce this impact. Note that, on 

the other hand, in the case of the Spearman correlation metric the highest value with the 

aggregation techniques is the same as the highest value with the datasets that directly use the topic 

models produced by LDA. This may show that, perhaps, the Spearman correlation metric is ever 

more slightly impacted by non-determinism than the ONS5 metric. The reason why this may be the 

case, we speculate, is that the calculations of the Spearman correlation metric are only based on the 

comparison of distances between code files. Recall that, in the last experiment of Chapter 5, we 

showed that a similar type of processing for distance measures indeed aggravates the impact of 

non-determinism.  

It is important to note that there is not a single metric for which either the control groups or 

the 1k models have a higher value than the best ranking aggregation technique. In the case of the 

first four metrics in the table, the value for the highest ranking aggregation technique is 0.5 points 

higher than the highest value in the last three columns. In the case of the silhouette coefficient, the 

improvement is only of 0.25 points, while with the Spearman correlation metric, as we mentioned 

previously, the best aggregation technique resulted in the same value as the highest ranking control 

group. This provides more support for our assessment that the aggregation techniques are an 

improvement from the use of the topic models directly produced by LDA, yet that the improvement 

is very small in some cases. 

We continue the discussion by showing in Table 101 results for each of the metrics when 

we compare all of the aggregation techniques together versus the datasets that directly use the 

topic models produced by LDA. We see that there is an improvement with the aggregation 
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techniques with most of the optimization metrics (the one exception is OTS5). Note however, that, 

for the five metrics for which there is an improvement, the impact of the aggregation techniques 

varies. The silhouette coefficient is the optimization metric that results in the highest values (3.33). 

Yet the highest values in the second column also correspond to this metric. This provides more 

support for our observation that this metric is least impacted by non-determinism, with or without 

the use of the aggregation techniques. Values with the ONS5 and ONS10 metrics, though not as high 

as for the silhouette coefficient metric, are the ones that most improve using the aggregation 

techniques (+0.42 when compared to values without the aggregation techniques). Notice also that 

for the OTS10 and the Spearman correlation metrics there is also an improvement, yet it is slightly 

smaller (+0.25 and +0.17, respectively).  

Only in the case of the OTS5 metric we see that values are slightly lower with the 

aggregation techniques. This result, however, can be attributed to the lower values with ATMs and 

ALDMs with this metric. This may indicate that, perhaps, the averaging of topic models is not 

beneficial with this metric. We are unsure, however, why averaging does not quite work with the 

OTS5 metric, and yet it does seem to work with the OTS10 metric.  It may just be that, as we 

discussed in Chapter 4, the selection of a small set of files that have the highest probability for each 

topic is not an appropriate way to process the information stored in the topic models, and that, as a 

result of this, the aggregation techniques do not work well. 
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Table 101. Assessment of the results of P(csp199) by optimization metric summarized for all aggregation 

techniques versus the datasets that directly use topic models produced by LDA 

Optimization 
Metric 

Aggregation 
techniques 

1k Models+ 
CG1 +CG2 

ONS5 2.17 1.75 

ONS10 2.58 2.17 

OTS5 2.75 2.83 

OTS10 3.08 2.83 

Silhouette 
coefficient 

3.33 3.17 

Spearman 
correlation 

2.08 1.92 

 

To finalize the discussion, we look at the results by averaging all values for each aggregation 

technique separately (over all the code bases and all optimization metrics). Table 102 presents a 

single average value for each aggregation technique, a single value for the 1k models, and one value 

for each of the control groups.  

Notice that the values in Table 100 are higher with any of the aggregation techniques versus 

using the models directly produced by LDA. This, again, shows that the aggregation techniques do 

increase the replicability of the results of a configuration selection process. We also see that LDMs 

is the technique that results in the highest value. ATMs come second, with ALDMs ranking third. 

Moreover, the value with ALDMs is only slightly higher than the value with CG2. This last result is a 

bit surprising, as we were expecting ALDMs to provide the most notable improvement, as this 

technique is the one that combines the benefits of the other two. However, as we have highlighted 

for several other results, it may be that the aggravated impact of LDA’s non-determinism, which 

results from the use of these optimization metrics, may be making the aggregation techniques work 

in ways that we did not expect. 
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Table 102. Assessment of the results of P(csp199) summarized by aggregation technique 

Dataset  

ATMs 2.67 

LDMs 2.75 

ALDMs 2.58 

1k models 2.46 

Control group 1 2.38 

Control group 2 2.50 

 

 To summarize, the results we have shown do indicate that the aggregation techniques 

slightly increase the probability that a configuration selection process will be able to identify the 

natural ordering. However, the improvement is not as much as we expected; in all but a few cases 

the values of P(csp199) are above the desired threshold of 0.95. Furthermore, the results indicate 

that the aggregation techniques are not consistently increasing values of P(cspx) across the different 

code bases or across different optimization metrics.  

We believe that the biggest reason behind the lack of consistent improvement with the 

aggregation techniques, and behind several other trends we discussed, is related to issues in the 

design of the optimization metrics. Particularly, none of these metrics take into account how 

sensitive their calculations are to the variability which exists between topic models as a result of 

LDA’s non-determinism. None take into account the aspects highlighted by the hypotheses we 

explored Chapter 5. In the following chapter, we turn to the exploration of this argument in more 

detail, and discuss how the metrics that we have used so far may be much impacted by LDA’s non 

determinism. Moreover, we will see how using new metrics, which leverage the observations we 

made in Chapter 5, can improve a configuration selection process to the point that it is indeed able 

to find the natural ordering with a small number of iterations.   
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CHAPTER 7: IMPROVING THE METRICS 

In the preceding chapter, we explored how to reduce the impact of LDA’s non-determinism 

in a configuration selection process by using aggregation techniques. The results indicated that, 

even though there is an improvement, it is still the case that a configuration selection process is not 

likely to find the natural ordering of configurations, and that thus repeatability of results is not 

guaranteed.  

In this chapter, we take a look at the optimization metrics that we have used thus far, to 

assess the extent to which the ways in which they evaluate the topic models may aggravate the 

impact of LDA’s non-determinism. In other words, we consider carefully how these metrics operate, 

how they use the information in the matrices, and what types of calculations are performed. From 

this analysis, we make several observations about how these metrics fail to adequately account for 

non-determinism, and that, thus, they may not be appropriate to be used to evaluate topic models 

as part of a configuration selection process. 

To address the replicability issues of a configuration selection process that uses these 

optimization metrics, we propose three new optimization metrics. These new optimization metrics 

are designed to take into consideration the aspects about the nature of LDA’s non-determinism that 

we explored in Chapter 5.  

We present the design and results of an experiment to assess if these new metrics serve to 

reduce the impact of LDA’s non-determinism. Specifically, we measure the extent to which a 

configuration selection process, in which one of these new metrics are used to evaluate the topic 

models, is likely to identify the natural ordering of configurations. In other words we calculate 

values of P(cspx) when these new metrics are used.  

This chapter begins with a recap of the results of Chapter 5 that are of most relevance 

regarding the design of optimization metrics. Particularly, we discuss more the implications of the 
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validity of hypotheses H5.5 and H5.6. Recall that these hypotheses are about how the selection of a 

specific distance measure impacts the variability that is observed between any two topic models.  

We then perform a careful analysis of how the optimization metrics we used in Chapters 4 

and 6 are not appropriately designed to consider the impact of LDA’s non-determinism. Based on 

this analysis, we then present three new optimization metrics. Central to these metrics are 

decisions that directly consider the variability of topic models which results from LDA’s non-

determinism. As a result of these considerations, the metrics should produce results that are more 

replicable, making them more appropriate for use as part of a configuration selection process.  

The succeeding sections will then introduce the details and results of the main experiment 

of this chapter. The experiment is very similar to the experiment of Chapter 6, although in this case 

we evaluate the topic models using the new metrics. This chapter also includes two follow-up 

experiments that are narrowly focused on exploring why some of the results of the main 

experiment of this chapter are below our expectations. The chapter ends with a discussion of the 

implications of the results. 

7.1 Distance measures and optimization metrics  

Before we perform a detailed analysis of the optimization metrics that we used so far, it is 

important to return to the observations we made about distance measures in the experiments of 

Chapter 5. In Chapter 5, we explored six hypotheses about LDA’s non-determinism. Hypotheses 

H5.5 and H5.6 are of particular interest in this discussion.  

Hypothesis H5.5 states that the variability between topic models is observed to be smaller 

by measures that consider relative file sizes. Recall that variability is a quantification of the 

differences that exist between two topic models created using the same configuration and code 

base as input. In Chapter 5, we showed the importance of taking into account the relative sizes of 

files as a function of the number of distinct terms each contains. Specifically, we showed that a 
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distance measure that does not take into account file sizes can result in an increase in the observed 

variability between two topic models.  

Hypothesis H5.6 states that variability is observed to be larger with a distance measure that 

calculates the correlation between file-to-file distances than with a measure that calculates the 

variation of information between two topic models. In Chapter 5, we compared these two kinds of 

distance measures and showed that the coefficient of variation (the ratio between the standard 

deviation and the mean of a set of values) was larger when using the correlation between document 

distances than when using the variation of information.  

It is important to discuss that these results come from the comparison of topic models 

generated using the same configuration by means of distance measures. However, it should be the 

case that the observations should apply for optimization metrics as well. To understand better why 

this could be the case, consider we want to compare two topic models generated using the same 

configuration, call these tm11 and tm12. If we use as distance measure the correlation between 

document distances, we would likely find that there is much variability between tm11 and tm12. If we 

then compare these same two topic models using as distance measure the variation of information, 

we would likely find that there is less variation between the topic models. From this, we could 

conclude that the difference in the variability that is observed with the two metrics stems from the 

aggravated impact of non-determinism that comes with the correlation between document distances 

measure (i.e., the results of experiment 5.6).  

If we then use two different optimization metrics (call them oma and omb) to evaluate both 

tm11 and tm12, we would likely find that the same aggravated impact of LDA’s non-determinism is 

observed. That is, if oma infers a file-to-file matrix from the theta matrix as part of its calculations 

(e.g., it compares the file-to-file matrix with some gold set), we would likely find that the resulting 

values (one value for each topic model) are very different. If omb is based on calculating the 

variation of information between a topic model and the same kind of gold set, it would likely be the 
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case that the resulting values (one value for each topic model) are not as different. In other words, it 

is reasonable to assume that an optimization metric that infers a file-to-file matrix would aggravate 

the impact of non-determinism, just as is the case for the correlation between document distances 

which we used in experiment 5.6.  

These differences in the values obtained with two different optimization metrics would 

likely impact the results of a configuration selection process. To illustrate why this could be the 

case, Figure 63 builds up on the running example. On the left side of the figure, we see two different 

configurations that are used. Each one is used to produce two topic models (tm11 and tm12 with the 

red configuration, and tm21 and tm22 with the blue configuration).  

These four topic models are then evaluated with the two hypothetical optimization metrics 

we just discussed (oma and omb). The results of the evaluation are four values with each of the 

optimization metrics (v11 and v12 for the topic models produced with the red configuration, and v21 

and v22 for the topic models produced with the blue configuration) illustrated in the plots on the 

right side of the figure. As we mentioned, oma is a metric that is more impacted by non-determinism 

than omb. The right side of the figure shows this by illustrating that the two red marks in the plot on 

the top are more distant than the two red marks in the plot on the bottom. Similarly, the two blue 

marks in the top plot are more distant than the two blue marks in the bottom plot.   

The key aspect to note here is that, since the same-colored marks are less distant in the plot 

on the bottom, it is more likely that the values for the red marks will not be in the same range as the 

values for the blue marks. In the plot on the top of the figure, we see that the opposite is the case, 

and it is more likely that the values for the red marks will be in the same range as the values for the 

blue marks. Now, since a configuration selection process is intended to find which configuration is 

more likely to produce better topic models, this decision is very easy to make if we see the results in 

the bottom plot (i.e., if with this metric higher values are preferred, it is clear that blue is a better 
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configuration than red).  However, with the results in the top plot we cannot be as sure of which 

configuration, between red and blue, is more likely to produce the best topic models.  

  
Figure 63. Illustration of the impact of the variation in the values obtained with two different optimization 

metrics.   

In other words, the effect of the aggravated impact of non-determinism that may come with 

some optimization metrics would be noticeable in a configuration selection process. This is because 

the differences in the values obtained for several topic models produced with the same 

configuration may be too large, so large, that they make it difficult to observe the differences 

between topic models produced with different configurations (i.e., what is used to identify the 

ordering of configurations). This, we posit, could be the root cause for the replicability issues that 

we have observed in the experiments of Chapters 4 and 6.  

7.2 Analysis of optimization metrics  

Based on the intuition that optimization metrics can also aggravate the impact of non-

determinism just as distance measures do, we now turn to a detailed analysis of the optimization 

metrics we used in Chapters 4 and 6. We look in detail at the ONS and OTS metrics of Grant et al. 

[22], the silhouette coefficient metric of Panichella et al. [48], as well as of the Spearman correlation 

metric we introduced in Chapter 3. We discuss the extent to which these metrics may be negatively 

affected by the nature of LDA’s non-determinism by not considering relative sizes of code file (i.e., 
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effects related to hypothesis H5.5) and by relying on calculations of file-to-file distances (i.e., effects 

related to hypothesis H5.6). 

The ONS metric operates by calculating the extent to which files that are similar according 

to the topic model are part of the same package. For each of the code files, a number of neighbors 

are identified. The neighbors identified for each code file are those that are most similar according 

to their probability values for all the topics in the Θ matrix (i.e., according to file-to-file distances). 

The number of neighbors which are identified corresponds to a set parameter. In the preceding 

chapters, we used two different values for this parameter (5 and 10), corresponding to the two 

versions of this metric which we used in Chapters 4 and 6 (ONS5 and  ONS10). Once the neighbors 

are identified, for each code file a single value is produced. This value results from the calculation of 

the proportion of neighbors that are also part of the same package as the given code file. The final 

value that is produced using the ONS metric is an average of all the values obtained for each of the 

code files in the preceding step. 

The OTS metric operates by calculating the extent to which files that are part of the same 

topic are also part of the same package. For each topic, a set of files is identified: the topic set. The 

topic set is composed of the files that have the highest probability for a given topic. The number of 

files in the topic set corresponds to a set parameter. In the preceding chapters, we used two 

different values for this parameter (5 and 10), corresponding to the two versions of this metric 

which we used in Chapters 4 and 6 (OTS5 and  OTS10). Once the topic set is identified, for each 

code file in each topic set a single value is produced. This value results from the calculation of the 

proportion of files that are also in the topic set which are also part of the same package. These 

values are then averaged over all the files in each topic set, to come up with a single value for each 

topic. Finally, all the values for every topic are averaged out to produce as a final result a single 

value. 



291 

The ONS and OTS metric both have issues which could potentially aggravate the impact of 

LDA’s non-determinism. First, both of these metrics produce average values over a set of files 

without taking into consideration the relative size of code files. However, in Chapter 5 we showed 

that distance measures that do not take into account the relative size of code files can result in the 

observation of more variability versus measures that do consider relative file sizes. It may be the 

case that by not considering relative file sizes when producing average values, these optimization 

metrics equally aggravate the impact of LDA’s non-determinism, and result in lower values of 

P(cspx).  

Furthermore, the ONS metric may be even more problematic than the OTS metric, as the 

selection of the set of neighbors is based on the calculation of file-to-file distances inferred from the 

Θ matrix. However, in Chapter 5 we showed that distance measures that calculate these types of 

file-to-file distances can result in the observation of more variability versus measures that use the 

variation of information. It is very likely that by selecting the set of neighbors based on file-to-file 

distances this optimization metric aggravates even more the impact of LDA’s non-determinism. It is 

important to note that the results of Chapter 4 indicated that the ONS metric, along with the 

Spearman correlation metric, resulted in some of the lowest values of P(cspx). This result of Chapter 

4 coincides with our analysis. That is, it is likely that the higher values that we observed for the 

OTS5 and OTS10 metrics than for the ONS5 and ONS10 metrics are the result of the calculation of  

file-to-file distances that is part of the process performed by the ONS metric.  

We now perform an analysis of the silhouette coefficient metric. The steps involved in the 

calculation of this metric are as follows: 

 Identify the dominant topic for each file. The dominant topic of a file is the topic that has 

the highest probability associated to the file.  

 Assign all the files that have the same dominant topic to a distinct dominant topic 

cluster. Note that these dominant topic clusters are very different to the clusters 
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identified by the HAC algorithm as part of ATMs aggregation technique in Chapter 6. 

The dominant topic clusters are groupings of code files, while the clusters produced by 

HAC are made up of several topics, each from a different topic model.  

 For each dominant topic cluster corresponding to topic ti calculate its centroid 

(centroid(ti)). The centroid is a vector of size k which is produced as the average of the 

vectors corresponding to each of the files contained in the cluster (each vector is a row 

of k values extracted from the Θ matrix for a given code file). Note that these centroid 

vectors are very different to the average vectors produced as part of the ATMs 

aggregation technique. These centroid vectors are averages of vectors for several code 

files, while the ATMs aggregation technique involves the creation of average vectors 

from various topics each defined in a different topic model.  

 Calculate the distances from each code file ca with dominant topic ti to all the centroids 

(except to centroid(ti)). These distances are calculated in a similar way as the file-to-file 

distances (i.e., by comparing two vectors using a distance measure such as the cosine 

similarity).  

 For each code file ca with dominant topic ti, identify the code file cb which also has as 

dominant topic ti, and is such that there is no other file that also has as dominant topic ti 

and is less similar to ca (less similar in terms of the lowest values in a file-to-file distance 

matrix). In other words, identify the code file cb that has the same dominant topic as ca, 

and that is least similar to ca. 

 For each code file ca with dominant topic ti identify the closest centroid(tj) (i != j). This is 

the centroid(tj) that is most similar to the code file ca.  

 For each code file ca with dominant topic ti produce one single value as a function of two 

distances: (1) the distance between ca and the farthest code file cb, and (2) the distance 

between ca and the closest centroid(tj).  
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 Finally, calculate the silhouette coefficient as the average of the values produced for all 

the files in the preceding step.  

The silhouette coefficient metric also has issues which could potentially aggravate the 

impact of LDA’s non-determinism.  First, similarly to the ONS and OTS metrics, the silhouette 

coefficient is calculated as an average of values produced for each of the code files, without taking 

into consideration their relative sizes. As we mentioned previously, not taking into account the 

relative size of code files can result in the observation of more variability. Also, as is the case with 

the ONS metric, this metric also depends on the calculation of file-to-file distances. Following 

hypothesis H5.6, this is likely resulting in a metric that is more sensitive to the variability resulting 

from LDA’s non-determinism.  

Lastly, we now perform an analysis of the Spearman correlation metric we use to compare a 

topic model with a gold set of concerns. As we explained in detail in Section 3.3.1, this metric is 

calculated by comparing a file-to-file matrix inferred from the Θ matrix against a file-to-file distance 

metric inferred from the concerns gold set. However, as we have mentioned, the use of file-to-file 

distances may aggravate the impact of LDA’s non-determinism. Moreover, as all the calculations 

performed by this metric are based on file-to-file distances, this metric is likely the one that is most 

negatively impacted by LDA’s non-determinism. Notice this coincides with the results we obtained 

in Chapters 4 and 6, which showed this was one of the metrics that resulted in the lowest values of 

P(cspx).  

To conclude, as this analysis indicates, it is most likely the case that all of these optimization 

metrics are negatively impacted by LDA’s non-determinism. As a result of this, as we saw in the 

experiments of Chapters 4 and 6, the values of P(cspx) were such that we simply cannot guarantee 

that the natural ordering of configurations would be reliably identified.  
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7.3 Improved metrics 

We now present the details of three new optimization metrics which can be used to 

evaluate topic models as part of a configuration selection process. Two of these metrics involve 

calculations that do not require any gold set, and thus they can be used to evaluate topic models 

produced with any given code base. The third metric we introduce is one that is particularly 

designed to compare a topic model with a gold set of concerns. This metric serves the same purpose 

as the Spearman correlation metric, and can be used in the case of the four sample systems 

explored in the preceding chapters.  

The new optimization metrics which do not require a gold set build on the intuitions (as we 

interpret them) underlying the ONS and OTS metrics. The intuition underlying their design is that 

there are properties of the structure of the code base which can be used to identify a topic model 

that best fits the modularity defined in a system. Specifically, similarly to the ONS and OTS metrics, 

the new metrics aim to find a topic model for which the topics group together code files that are 

part of the same package. 

Furthermore, to define the new metrics, we also borrow from a related area for which 

similar types of properties regarding the code’s modular structure have also been quantified. 

Particularly, in the survey of concerns [32] discussed in the beginning of Chapter 3, we found 

existing research that has defined concern metrics to quantify the extent to which code files that are 

part of the same package are related to the same concerns [17]. In this existing work, two specific 

concern metrics are proposed: the first quantifies the extent to which concerns group parts of the 

code scattered along several packages (degree of scattering). The second quantifies the extent to 

which the code related to each package is well focused on few concerns (degree of focus).  

We now redefine these concern metrics as two new optimization metrics to evaluate topic 

models: (1) the degree of scattering of topics over the packages (the DOS), and (2) the degree of focus 
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of packages over the topics (the DOF). The DOS metric conveys the extent to which the topics are 

related to parts of the code scattered across a small or a large set of packages. The DOF metric 

conveys the extent to which the code files in each package are related to a small or a large set of 

topics.  

Before we present details of how these metrics operate, it is important to clearly state what 

it is they intend to optimize for. A topic model that is considered to be better using these metrics is 

one that has two specific properties: (1) it is a model that has topics that map onto code files that 

are not scattered across too many packages, and (2) it is a model for which the packages (i.e., the 

code files in a package) are mapped onto by few topics. As we mentioned, underlying these 

properties is the notion that a topic model that aligns better with the modularity of the code base is 

preferred.  

The third metric we introduce is one that is specifically designed as an improvement of the 

Spearman correlation metric used in Chapter 3. Recall that, in Chapter 3, we defined this metric 

with the objective of finding the extent to which a topic model and a concern gold set have some 

similarities.  

In Chapter 5, we presented the variation of information distance measure to compare two 

topic models. We now use the same concepts underlying the variation of information to repurpose 

this distance measure as an optimization metric. In this case, we quantify the amount of 

information that needs to be lost or gained to transform a topic model into a concern gold set. In 

other words, using the same concepts introduced in Section 5.2.1.4, we compare a topic model (i.e., 

the Θ matrix which maps topics to code files) with the concern gold set (i.e., a matrix mapping 

concerns to code files). The metric, which we call the variation of information versus concerns (the 

VI vs. concerns, for short) can be used to find a topic model that shares the most amount of 

information with a given concern gold set. In the following sub-sections, we present details of how 

these three metrics are calculated.   
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7.3.1 Degree of scattering  

The degree of scattering of a topic over the packages (DOS) metric conveys the extent to 

which the topics map to code files that are scattered across a small or large set of packages. It is 

desirable to have topics that map onto files that are scattered over few packages. This comes in 

contrast with topics that map onto files that are spread out over many packages. Having the former 

is preferred because a topic model that has topics that map onto files that are less scattered aligns 

better with the modularity of the system.  

The first calculation required for the DOS metric is the concentration of a topic over each of 

the packages (Equation 27). The concentration conveys the extent to which a topic maps onto code 

files that are part of a given package. The concentration of a topic for a package is the sum, for all 

code files in the package, of the probability value for each code file related to the topic multiplied by 

the code file’s relative size. This value is divided by the sum of the weighted probabilities for all 

code files that map onto the topic multiplied by the code file’s relative size. If a topic has a high 

probability associated to all the code files in a single package, its concentration will be high for this 

package, and very low for all the rest.  

𝐶𝑂𝑁𝐶 (𝑡𝑖, 𝑝𝑚) =  
∑ 𝜃(𝑐𝑎 , 𝑡𝑖) × 𝑊(𝑐𝑎)𝑐𝑎∈𝑝𝑚

∑ 𝜃(𝑐𝑎 , 𝑡𝑖) × 𝑊(𝑐𝑎)𝑐𝑎

 

Equation 27. Concentration of a topic for a given package. 

pm:   A given package m  

W(ca):  Relative size of code file i as a function of the number of distinct terms it contains 
(see Equation 19) 

Details of notations used in Equation 27. 

Once the concentration of each topic over each package is calculated, the following step is to 

calculate the DOS of a given topic. The value for the DOS of a single topic is calculated as a function 

of its concentration over all the packages as shown in Equation 28. Low values of the DOS metric for 

a topic indicate that it is well concentrated only in some specific packages, while high values 

indicate the opposite is true (i.e., it has a low concentration for many packages).  
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𝐷𝑂𝑆(𝑡𝑖) =  1 − 
|𝑃| × ∑ (𝐶𝑂𝑁𝐶 (𝑡𝑖 , 𝑝𝑚) −  1 |𝑃|⁄ )

2

𝑝𝑚

|𝑃| − 1
 

Equation 28. Degree of scattering of a topic over all the packages. 

𝐷𝑂𝑆(𝑡𝑚𝑥) =  ∑ 𝐷𝑂𝑆(𝑡𝑖) × 𝑃(𝑡𝑖) 

Equation 29. DOS of a topic model. 

|𝑃|:   Total number of packages in the code base 

𝑃(𝑡𝑖) :  Probability of a topic calculated as indicated in Equation 20 

Details of notations used in Equation 28 and Equation 29. 

 

The DOS for a topic model is the result of the aggregation of the values of the DOS for all the 

topics (see Equation 29). The DOS of a topic model is the sum of the DOS for each topic multiplied 

by the probability of the topic. The probability of the topic is calculated as a function of the values in 

the Θ matrix as was indicated in Section 5.2.1.3.  

By aggregating DOS values over all the topics, the metric conveys the extent to which the 

topics are more or less scattered. Lower values of this metric are preferable. The best possible topic 

model (lowest value for the metric) is one in which each topic maps onto code files that are part of a 

single package. 

It is important to note that this metric is designed taking into consideration the 

observations about the nature of LDA’s non-determinism which we explored in Chapter 5. Notice, 

particularly, that the calculation of 𝐶𝑂𝑁𝐶 (𝑡𝑥 , 𝑝𝑎) takes into consideration the relative sizes of the 

code files, and that none of the calculations involve the use of file-to-file distances inferred from the 

Θ matrix.  

7.3.2 Degree of focus 

The degree of focus of a package over the topics (DOS) metric conveys the extent to which 

the code files contained in each package are mapped by a small or large set of topics. It is desirable 

to have topic models in which the files in each package are mapped by few topics. This comes in 
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contrast with a model for which the files in each package are mapped by many topics. Having the 

former is preferred because, if the code files in each package are mapped by few topics, then the 

topic model aligns better with the modularity defined by these packages. 

The first calculation required for the (DOF) metric is the dedication of a package over each 

of the topics (Equation 30). The dedication conveys the extent to which a package contains code 

files that are mapped by a given topic. The dedication of a package for a given topic is the sum, for 

all code files in the package, of the probability of each file for the topic multiplied by the code file’s 

relative size. This value is then divided by the sum of the relative sizes of all code files in the 

package. If all the files in a given package have a high probability associated to only one topic, its 

dedication for this topic will be high, and its dedication to the rest of the topics will, conversely, be 

very low.  

𝐷𝐸𝐷𝐼 (𝑝𝑚, 𝑡𝑖) =  
∑ 𝜃(𝑐𝑎 , 𝑡𝑖) × 𝑊(𝑐𝑎)𝑐𝑎∈𝑝𝑚

∑ 𝑊(𝑐𝑎)𝑐𝑎∈𝑝𝑚

 

Equation 30. Dedication of a package over a topic. 

Once the dedication of each package over each topic is calculated, the following step is to 

calculate the DOF of a given package. The value for the DOF metric for a package is calculated as a 

function of its dedication over all the topics as shown in Equation 31. If a package is dedicated to 

few topics it will be more focused. High values of the DOF metric for a given package indicate that it 

is well focused on some particular topics, while low values indicate the opposite is true (i.e., it has a 

low focus for many topics).  

𝐷𝑂𝐹(𝑝𝑚) =   
𝑘 × ∑ (𝐷𝐸𝐷𝐼 (𝑝𝑚, 𝑡𝑖) −  1 𝑘⁄ )

2

𝑡𝑖

𝑘 − 1
 

Equation 31. Degree of focus of a package over the topics. 

𝐷𝑂𝐹(𝑡𝑚𝑥) =  ∑ 𝐷𝑂𝑆(𝑝𝑚)  × 𝑊(𝑝𝑚)  

Equation 32. DOF of a topic model. 
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𝑊(𝑝𝑚) =  ∑ 𝑊(𝑐𝑎)

𝑐𝑎∈𝑝𝑚

 

Equation 33. Relative weight of a package. 

The DOF of a topic model is the result of the aggregation of the values of the DOF of all the 

packages (see Equation 32). The DOF of a topic model is the sum of the DOF for each package 

multiplied by the weight of the package. The weight of the package is calculated as a function of the 

relative size of the files it contains (see Equation 33).   

By aggregating DOF values over all the packages, the metric conveys the extent to which the 

packages, according to the topic model, are focused on few topics. Higher values of this metric are 

preferable. The best possible topic model (highest value for the metric) is one in which each 

package contains code files that are mapped by a single topics.  

It is important to note that this metric is also designed to take into consideration the 

observations about the nature of LDA’s non-determinism which we explored in Chapter 5. Notice, 

particularly, that the calculation of 𝐷𝐸𝐷𝐼 (𝑝𝑚, 𝑡𝑖), and of 𝑊(𝑝𝑚) take into consideration the relative 

sizes of the code files, and that none of the calculations involve the use of file-to-file distances 

inferred from the Θ matrix.   

7.3.3 Variation of Information versus concerns  

The variation of information versus concerns, or VI vs. concerns, metric serves to quantify 

the extent to which a topic model shares more or less information with a concerns gold set. In 

Section 5.2.1.4, we presented the variation of information as a distance measure to compare two 

topic models. In general, the variation of information can be used to measure the amount of 

information that needs to be lost or gained to transform some clustering of elements into a different 

clustering of the same elements [41, 67].  

The VI vs. concerns metric works similarly to the distance measure introduced in Section 

5.2.1.4, yet in this case it is used as an optimization metric to compare a topic model with a concern 
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gold set. That is, the VI vs. concern metric quantifies the amount of information that needs to be lost 

or gained to transform a topic model into a concern gold set. The calculation of the VI vs. concerns 

metric involves the following steps: 

1. Create a concern model (i.e., a probability matrix) using the concern gold set; 

2. Calculate the entropy of the topic model and of the concern model; 

3. Calculate the intersection and mutual information between the concerns and the topics; 

and, 

4. Use the results from the previous two steps to calculate the variation of information. 

The first step is to convert the concern gold set to a concern model. The concern model is a 

probability matrix that maps concerns onto code files. The process used to produce the concern 

model is the same that was employed in the exploratory study of Chapter 3 (see Section 3.3.1.2 for 

details). In this process, the concern-to-code file mapping for each file and each concern is 

transformed into a probability value ranging from 0 to 1. For a code file ca and a concern conj the 

corresponding value in the matrix is the proportion of lines of code in ca that are related to conj.  

The second step is to calculate the entropy of the topic model (Equation 34 and Equation 

35) and the entropy of the concern model (Equation 36 and Equation 37). In Equation 36 

𝐶𝑀(𝑐𝑖 , 𝑐𝑜𝑛𝑗) refers to the value in the concern model for code file ca and concern conj. 

𝑃(𝑡𝑖) =  
∑ 𝜃(𝑐𝑎 , 𝑡𝑥) ×  𝑊(𝑐𝑎)

|𝐶|
 

Equation 34. Probability of a topic ti. 

𝐻(𝑡𝑚𝑥) = ∑ 𝑃(𝑡𝑖) × log 𝑃(𝑡𝑖)

𝑖

  

Equation 35. Entropy of a topic model tmx. 

𝑃(𝑐𝑜𝑛𝑗) =  
∑ 𝐶𝑀(𝑐𝑎 , 𝑐𝑜𝑛𝑗) ×  𝑊(𝑐𝑎)

|𝐶|
 

Equation 36. Probability of a concern coni. 
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𝐻(𝑐𝑚𝑦) = ∑ 𝑃(𝑐𝑜𝑛𝑗) × log 𝑃(𝑐𝑜𝑛𝑗)  

Equation 37. Entropy of a concern model cmy. 

 The third step of the process is to calculate the mutual information between the topics and 

the concerns. This value is a function of the intersection between each topic and each concern. The 

intersection between a topic and a concern is calculated as the sum, for all the code files 𝑐𝑖, of the 

product of the probability for a file in the Θ matrix, 𝜃(𝑐𝑖 , 𝑡𝑥), times its probability in the concern 

model 𝐶𝑀(𝑐𝑖, 𝑐𝑜𝑛𝑎) (see Equation 38). If a concern and a topic are related to the same files with 

high values, their intersection will be high.  

𝐼𝑁𝑇(𝑡𝑖 , 𝑐𝑜𝑛𝑗) =  ∑ 𝜃(𝑐𝑖 , 𝑡𝑗)  ×  𝐶𝑀(𝑐𝑖, 𝑐𝑜𝑛𝑗) 

Equation 38. Intersection between a topic and a concern  

The mutual information then aggregates these values over all the topics and all the concerns 

(Equation 39). The mutual information between a topic model and a concern model is the sum of 

the intersection between each topic and each concern multiplied by a weighting factor. This 

weighting factor is the logarithm of the intersection between the topic and the concern, divided by 

the number of code files (|𝐶|), which is then divided by the product of the probability of the topic 

and the probability of the concern. 

 

𝐼(𝑡𝑚𝑥 , 𝑐𝑚𝑦) =  ∑ ∑
𝐼𝑁𝑇(𝑡𝑖 , 𝑐𝑜𝑛𝑗)

|𝐶|
 ×  log

𝐼𝑁𝑇(𝑡𝑖, 𝑐𝑜𝑛𝑗) |𝐶|⁄

𝑃(𝑡𝑖) × 𝑃(𝑐𝑜𝑛𝑗)
𝑐𝑜𝑛𝑗𝑡𝑖

  

Equation 39. Mutual information between a topic model and a concern model. 

The final step is to calculate the variation of information as the sum of the entropy of the 

topic model and the entropy of the concern model, minus twice their mutual information (Equation 

40). If the topic model and the concern model are not too different, the value for the variation of 

information will be close to 0. This is because their entropies will be similar in magnitude and the 

mutual information between them will be almost the same in magnitude as their entropies. Higher 

values of the variation of information indicate that the topic model and the concern model have 



302 

more important differences, and that the amount of information that is lost or gained to transform 

one into the other is larger. 

𝑉𝐼𝑣𝑠𝐶𝑜𝑛𝑐𝑒𝑟𝑛𝑠(𝑡𝑚𝑥 , 𝑐𝑚𝑦) = 𝐻(𝑡𝑚𝑥) +  𝐻(𝑐𝑚𝑦) − 2 × 𝐼(𝑡𝑚𝑥 , 𝑐𝑚𝑦) 

Equation 40. Variation of information between a topic model and a concern model.  

Low values of the VI vs. concerns indicate that the same files that are clustered together (i.e., 

related to the same topics) in the topic model are clustered together in the concerns model. If the 

values in this metric are high, the opposite is true, and the clustering of code files according to the 

topics differs from the clustering according to the concerns. 

7.4 Experiment design 

 The setup for this experiment is very similar to the setup of the experiment of Chapter 6. We 

use the same code bases and configurations of LDA parameters as in the experiments of the 

preceding chapters. We execute a configuration selection process that uses the large number of 

topic models which were produced for the experiment of Chapter 4. We then identify the natural 

ordering of configurations produced using this large number of topic models when they are 

evaluated using one of the new optimization metrics. We identify a natural ordering using the topic 

models directly produced by LDA, as well as a natural ordering using the aggregated topic models 

produced with the techniques we introduced in Chapter 6. We also include two control groups, each 

made up of 100 models selected at random, as in the experiment of Chapter 6. These control groups 

serve, just as in the preceding experiment, as a baseline to assess the effect of reducing the number 

of models used to produce the natural ordering. Finally, we run a replicability analysis step, in the 

same way as in Chapter 6 with each of the 6 datasets (3 aggregation techniques + 2 control groups + 

1k models) and calculate values of P(cspx) for each one. The main difference with the experiment of 

Chapter 6 is that, this time, we use the optimization metrics introduced in Section 7.2 to evaluate 

each of the topic models (as well as the aggregated topic models).  
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7.5 Results 

7.5.1 dbViz  

In the plot for the DOS metric (left of Figure 64) we see that all the curves have a very steep 

slope. However, the curve for ALDMs has a much steeper slope that the rest. With this technique, 

values of P(cspx) are above 0.95 with x > 29 (see  Table 104). The two curves that follow are those 

corresponding to LDMs and ATMs. With LDMs, values of P(csp199) reach just under 0.95, while with 

ATMs values of P(csp199) are slightly lower (0.90 – see Table 103). Notice also that the curve for 

ATMs initially has a slope very similar to the curve for ALDMs, yet, with values of x > 17, the curve 

for LDMs results in higher values of P(cspx). The plot also shows that the curve for the 1k models is 

slightly below the curves for LDMs and ATMs, reaching a value of P(csp199) over 0.86, while the two 

curves for the control groups are lower and reach values of 0.74 and 0.61.  

The plot for the DOF metric shows that all of the datasets (right of Figure 64) result in very 

high values of P(cspx), exceeding the 0.95 threshold with a small number of iterations. Furthermore, 

the three curves for the aggregation techniques have a steeper incline and are practically 

overlapping. The curves for the 1k models and control groups are slightly below. Table 104 shows 

the value of x at which P(cspx) reaches values above 0.95. This table shows that the ATMs technique 

reaches this threshold with x > 9, while for LDMs and ALDMs it takes a few more iterations (x > 11 

and x > 13, respectively). With the 1k models it takes several more iterations, with values of P(cspx) 

reaching the 0.95 thresholds with x > 21, and with the two control groups ranking slightly below (x 

> 31 and x > 49 to reach 0.95, respectively).  
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Figure 64. dbViz – plot of values of P(cspx) for each dataset for the DOS and DOF metrics.  

Table 103. dbViz – values of P(csp199) for each dataset for the DOS and DOF metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

DOS topics 0.9083 0.9444 1.0 0.6199 0.7476 0.8669 

DOF packages 1.0 1.0 1.0 0.9996 1.0 1.0 

VI vs. Concerns 0.9224 0.9069 0.9960 0.8361 0.7343 0.7638 

 

Table 104. dbViz – values of x for which P(cspx) > 0.95 for the DOS and DOF metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

DOS topics >199 >199 29 >199 >199 >199 

DOF packages 9 11 13 49 31 21 

VI vs. Concerns >199 >199 93 >199 >199 >199 

 

Figure 65 shows the plot with the results for all 6 datasets with the VI vs. concerns metric. 

In this plot we see that ALDMs result in the highest values of P(cspx). This is the only aggregation 

technique that results in values of P(cspx) that are above 0.95 (with x > 93 – see Table 106). The 

other two aggregation techniques also result in very high values of P(csp199), above 0.92 for ATMs 

and 0.90 for LDMs (see Table 105). The curves for the control groups and the 1k models are very 

similar in shape, and the values of P(csp199) are below those for the aggregation techniques, 

reaching between 0.73 and 0.83 with the largest value of x. One interesting trend that we can see in 

the plot, is that, despite that ALDMs results in the highest values, the curve for LDMs initially has a 

steeper slope, and values of P(cspx) are higher with LDMs with x < 25. Also, note that the curve for 
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ATMs has a less pronounced slope than all the others, including the ones for the 1k models and 

control groups, and values of P(cspx) only exceed the latter with x > 45.  

 
Figure 65. dbViz – plot of values of P(cspx) for each dataset for the VI vs. concerns metrics.  

Table 105. dbViz – values of P(csp199) for each dataset for the VI vs. Concerns metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

VI vs. Concerns 0.9224 0.9069 0.9960 0.8361 0.7343 0.7638 

 

Table 106. dbViz – values of x for which P(cspx) > 0.95 for the VI vs. Concerns metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

VI vs. Concerns >199 >199 93 >199 >199 >199 

 

As these results indicate, it is very clear that, with the dbViz code base, the new metrics are 

resulting in values of P(cspx) that are far better than those obtained with the metrics we used in 

Chapters 4 and 6. To focus on this improvement with the new metrics, Table 107 shows the value of 

P(csp199) obtained with each dataset and each metric. The first three rows of the table show the 

results for the new metrics, while the last 6 rows show the results for the metrics used in Chapters 

4 and 6.  

Notice that in the first three rows there are several results that are above the 0.95 threshold 

(8 cells with blue bold fonts). In the last 6 rows there is not a single result that is above 0.95. Notice 

also that in the first three rows all of the values, except three of them (all corresponding to the 
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control groups) are above 0.75. In the case of the last 6 rows there are only 3 values that are above 

0.75 (black bold font). Moreover, in the last 6 rows there are 19 values that are below 0.5 (red font), 

and in the first three rows there are none below 0.5. 

Table 107. dbViz – comparison of the new metrics with those used in the experiments of Chapters 4 and 6 – 

values of P(csp199). 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

DOS topics 0.9083 0.9444 1.0 0.6199 0.7476 0.8669 

DOF packages 1.0 1.0 1.0 0.9996 1.0 1.0 

VI vs. Concerns 0.9224 0.9069 0.9960 0.8361 0.7343 0.7638 

ONS5 0.5703 0.0500 0.4792 0.2127 0.2382 0.2555 

ONS10 0.9077 0.0626 0.5001 0.1099 0.1548 0.1500 

OTS5 0.1784 0.4553 0.4162 0.2615 0.7481 0.4462 

OTS10 0.6484 0.8971 0.4213 0.5497 0.7677 0.7205 

Silhouette coefficient 0.5164 0.4072 0.4576 0.2442 0.5319 0.5080 

Spearman correlation   0.0434 0.1949 0.7081 0.0501 0.0162 0.0079 

 

7.5.2 Mylyn  

The left side of Figure 66 shows the plot for the DOS metric with the Mylyn code base. 

Notice that values are not as high as those we observed with dbViz, and none of the curves reach 

values of P(csp199) above the 0.95 threshold (see Table 109). Nevertheless, the results indicate that 

two of the aggregation techniques do result in the highest values of P(cspx). With LDMs values of 

P(csp199) reach 0.57 while with ALDMs values reach 0.51 (see Table 108). Notice, however, that the 

curve for ALDMs initially has a higher slope, yet with values of x > 149 the results are better with 

LDMs. The curve for CG2 has a similar shape to that of LDMs, yet the value of P(csp199) is lower 

(0.43). Note that ATMs did not fare well with this metric; values of P(csp199) are similar to those 

obtained with CG1, and are only slightly over 0.21. Notice also that the 1k models results in the 

lowest values, which do not reach 0.15 with the largest value of x. 
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The right side of Figure 66 shows the plot for the DOF metric with the Mylyn code base. 

Again, we can see that none of the datasets resulted in values above the threshold of 0.95, even with 

the largest value of x (Table 109). However, we do see that some of the aggregation techniques 

resulted in the highest values of P(cspx). Particularly, the plot shows that ALDMs and ATMs have 

curves above the others, and that their curves overlap to a great extent. Values of P(csp199) are 0.50 

for ALDMs, and 0.47 for ATMs (see Table 108). The other datasets result in lower values. With the 

CG2 and LDMs values of P(csp199) are between 0.34 and 0.37; the 1k models ranks slightly lower at 

0.31, and CG1 results in the lowest values of P(cspx), slightly above 0.21.  

 

 
Figure 66. Mylyn - plot of values of P(cspx) for each dataset for the DOS and DOF metrics. 

Table 108. Mylyn – values of P(csp199) for each dataset for the DOS and DOF metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

DOS topics 0.2207 0.5710 0.5182 0.2111 0.4382 0.1499 

DOF packages 0.4753 0.3496 0.5045 0.2112 0.3763 0.3132 

 

Table 109. Mylyn – values of x for which P(cspx) > 0.95 for the DOS and DOF metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

DOS topics >199 >199 >199 >199 >199 >199 

DOF packages >199 >199 >199 >199 >199 >199 
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Figure 67 shows the plot with the results for all 6 datasets with the VI vs. concerns metric. 

Notice that all of the curves have a very steep slope and reach values of P(cspx) above 0.95 (see 

Table 110). Notice, particularly that LDMs, the two control groups, and the 1k models have curves 

that overlap almost completely, and reach values of P(cspx) above 0.95 with x > 7 (see Table 111). 

This means that with just 7 models produced for each configuration we have a good guarantee of 

finding the natural ordering, even without the need of any aggregation techniques. In this plot we 

see that, however, the results were slightly lower with ATMs and, particularly, with ALDMs. In the 

case of ATMs, values of P(cspx) reach 0.95 with x > 15. In the case of ALDMs, which has the lowest 

curve in the plot, values of P(cspx) only reach 0.95 with x > 49.  

 
Figure 67. Mylyn - plot of values of P(cspx) for each dataset for the VI vs. concerns metric. 

Table 110. Mylyn – values of P(csp199) for each dataset for the VI vs. Concerns metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

VI vs. Concerns 1.0 1.0 0.9997 1.0 1.0 1.0 

 

Table 111. Mylyn – values of x for which P(cspx) > 0.95 for the VI vs. Concerns metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

VI vs. Concerns 15 7 49 7 7 7 

 

In the case of the Mylyn code base, the improvement with the new metrics is not as clear as 

it is with the dbViz code base. In order to show how these results compare to those obtained in 
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Chapter 6, Table 112 shows the value of P(csp199) obtained with each dataset and each metric. The 

first three rows of the table show the results for the new metrics, while the last 6 rows show the 

results for the metrics used in Chapters 4 and 6.  

Notice particularly, that there is only one metric, the VI vs. concerns, with which results are 

above 0.95 for all the datasets. In the case of the DOS and DOF metrics, however, we see that there 

is not a single value of P(csp199) above 0.75, and that most of the values are below 0.5 (red font). In 

the last 6 rows, corresponding to the metrics of Chapters 4 and 6, we see that there are only 4 

values that are above 0.95 (blue bold font), and that there are two values that are above 0.75 (black 

bold font). The remaining values in the last 6 rows are all below 0.66, and there are a large number 

of values that are below 0.5 (red font).  

Table 112. Mylyn – comparison of the new metrics with those used in the experiments of Chapters 4 and 6 – 

values of P(csp199). 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

DOS topics 0.2207 0.5710 0.5182 0.2111 0.4382 0.1499 

DOF packages 0.4753 0.3496 0.5045 0.2112 0.3763 0.3132 

VI vs. Concerns 1.0 1.0 0.9997 1.0 1.0 1.0 

ONS5 0.0328 0.3564 0.1172 0.0004 0.0005 0.0229 

ONS10 0.1293 0.5577 0.3045 0.3948 0.4090 0.2671 

OTS5 0.6034 0.9999 0.6286 0.9923 0.6213 0.8984 

OTS10 0.4170 0.9996 0.9990 0.9176 0.6569 0.5306 

Silhouette coefficient 0.6494 0.1398 0.4365 0.5891 0.4477 0.5297 

Spearman correlation   0.6109 0.0721 0.0671 0.3058 0.2968 0.4560 

 

The most important result to highlight is that the VI vs. concerns metric is preferable to the 

Spearman correlation metric (both of which compare the topic models with the concerns gold set). 

However, in the case of the metrics that evaluate the topic models without the need of a gold set, we 

do not see that the new metrics clearly outperform the ones used in Chapters 4 and 6.  

The results we obtained are surprising; we were expecting for the DOS and DOF metrics to 

be better than the ones used in the preceding chapters, as these are designed to take into 
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consideration aspects about the nature of LDA’s non-determinism. However, we speculate, that the 

reason why these metrics did not work well for the Mylyn code base is because there are a very 

small number of packages in the code base used to produce the topic models (see Table 113). Recall 

that in the discussion of Chapter 4, we commented that the high values for the OTS metrics were 

likely due to the very small number of packages. In this case, our intuition is that this characteristic 

of the code base is negatively impacting the results with the DOS and DOF metrics. To explore if this 

is the case, in Section 7.5 we present a follow up experiment in which we generate new topic 

models, yet this time using the entire Mylyn code base (recall that, as we discussed in Chapter 3, the 

Mylyn code base which we have used thus far only includes a fraction of the files that are available 

for this project).  

Table 113. Number of packages in each of the code bases.  

System 
Packages 

in code 
base 

dbViz 9 

Mylyn – Bugzilla 2 

iBatis 38 

Rhino 9 

 

7.5.3 iBatis  

The left side of Figure 68 shows the results for all 6 datasets with the DOS metric. Notice 

that this plot only shows values of x up to 21, and values in the y axis start at 0.8. This is because all 

the values of P(cspx) are very high, even with a small number of iterations, and values do not change 

with x > 21. This also means that a very small number of iterations is necessary for values of P(cspx) 

to reach 0.95 (see Table 115). Notice, particularly, that with ATMs and ALDMs, only one model per 

configuration is necessary to have a very good guarantee of finding the natural ordering (i.e., values 

of P(cspx) are above 0.95 with x > 1). With ALDMs, as well as with the two control groups and the 1k 

models, values of P(cspx) reach 0.95 with x >3. This means that with the DOS metric, in the case of 
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the iBatis code base, with every single dataset (even including those that use the models directly 

produced by LDA), we can guarantee that the natural ordering will be found with a very small 

number of iterations.  

The right side of Figure 68 shows the results for all 6 datasets with the DOF metric. We can 

see in the plot that every curve, except the one for ATMs, has a very steep slope, and values of 

P(cspx) are above 0.95 (see Table 114). Although these curves seem very similar, note that there are 

small differences, as shown in Table 115. The LDMs technique is the one that reaches values of 

P(cspx) above 0.95 first, with values of x > 11. Slightly behind, the two control groups and the 1k 

models need values of x above 13 or 15 for values of P(cspx) to reach 0.95. Finally, in the case of 

ATMs, the value of P(csp199) is slightly above 0.78.  

 
Figure 68. iBatis - plot of values of P(cspx) for each dataset for the DOS and DOF metrics. 

 

Table 114. iBatis – values of P(csp199) for each dataset for the DOS and DOF metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

DOS topics 1.0 1.0 1.0 1.0 1.0 1.0 

DOF packages 0.7824 1.0 1.0 1.0 1.0 1.0 

 

Table 115. iBatis – values of x for which P(cspx) > 0.95 for the DOS and DOF metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

DOS topics 1 3 1 3 3 3 

DOF packages >199 11 19 15 13 13 
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Figure 69 shows the plot with the results for all 6 datasets with the VI vs. concerns metric. 

Notice that there is only one dataset that reaches very high values: ALDMs. With ALDMs the value of 

P(csp199) is slightly over 0.95 (see Table 116), yet values only exceed the 0.95 threshold with x > 189 

(see Table 117). The next highest value corresponds to one of the control groups, CG2, which 

reaches a value of P(csp199) slightly above 0.7. LDMs and the 1k models fare similarly, reaching 

values of P(csp199) between 0.51 and 0.55. Lastly, we see that CG1 and ATMs have the lowest curves, 

with values of P(csp199) at 0.37 and  0.31, respectively. 

 
Figure 69. iBatis - plot of values of P(cspx) for each dataset for the VI vs. concerns metric. 

Table 116. iBatis – values of P(csp199) for each dataset for the VI vs. Concerns metric. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

VI vs. Concerns 0.3162 0.5523 0.9569 0.3748 0.7007 0.5196 

 

Table 117. iBatis – values of x for which P(cspx) >0.95 for the VI vs. Concerns metric. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

VI vs. Concerns >199 >199 189 >199 >199 >199 

 

As these results indicate, it seems to be the case that with the iBatis code base the new 

metrics are resulting in values of P(cspx) that are better than those obtained with the metrics we 

used in Chapters 4 and 6. To focus on this improvement with the new metrics, Table 118 shows the 

value of P(csp199) obtained with each dataset and each metric. The first three rows of the table show 
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the results for the new metrics, while the last 6 rows show the results for the metrics used in 

Chapters 4 and 6.  

Notice that all the values for the DOS and DOF metrics, with one exception, are above the 

0.95 threshold (blue bold font). In the last 6 rows, we see that there is not a single value that is 

above 0.95. Also, note that there are only 6 values in the last 6 rows that are above 0.75 (black bold 

font), and that there are several values that are below 0.5 (red font). These results clearly show that 

the DOS and DOF metrics are far superior than the metrics we used in Chapters 4 and 6 which do 

not require a gold set.  

Table 118. iBatis – comparison of the new metrics with those used in the experiments of Chapters 4 and 6 – 

values of P(csp199). 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

DOS topics 1.0 1.0 1.0 1.0 1.0 1.0 

DOF packages 0.7824 1.0 1.0 1.0 1.0 1.0 

VI vs. Concerns 0.3162 0.5523 0.9569 0.3748 0.7007 0.5196 

ONS5 0.5906 0.5172 0.7235 0.5081 0.3397 0.4818 

ONS10 0.8531 0.7502 0.7256 0.3933 0.4558 0.7694 

OTS5 0.1901 0.3672 0.6480 0.1636 0.0619 0.0580 

OTS10 0.0482 0.1761 0.4711 0.5176 0.3727 0.2900 

Silhouette coefficient 0.9423 0.8059 0.5302 0.5166 0.7818 0.7907 

Spearman correlation   0.6380 0.5745 0.4810 0.4056 0.6946 0.5400 

 

One notable result is that, with the VI vs. concern metric, there was only one case in which 

the value of P(csp199) was above 0.95, and all the remaining values were below 0.75. Moreover, most 

of the values with the VI vs. concerns metric are comparable to those we obtained with the 

Spearman correlation metric. Notice that there are two values in the row for the VI vs. concerns 

metric that are below 0.5, and that there are also two values in the row for the Spearman 

correlation metric that are below 0.5 (red font).  

The results indicate that the VI vs. concerns metric is not necessarily preferable to the 

Spearman correlation metric. This result is surprising, as we were expecting the VI vs. concerns 
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metric to outperform the Spearman correlation metric, as the former is designed to take into 

consideration aspects about the nature of LDA’s non-determinism. However, the reason why results 

were not as good with the VI vs. concern metric as we expected, we speculate, is related to 

characteristics of the concerns gold set for iBatis. Particularly, this gold set has a very large number 

of concerns that are organized in a hierarchy. Our intuition is that this complex structure may be 

negatively impacting how the VI vs. concerns metric operates. To explore if this is the case, in 

Section 7.5, we present a follow up experiment in which we first process the concerns gold set, to 

select only a subset of the concerns, and evaluate again the topic models with the VI vs. concerns 

and the Spearman correlation metric.  

7.5.4 Rhino  

The left side of Figure 70 shows the results for all 6 datasets with the DOS metric for the 

Rhino code base. Notice that all the curves, except the one for LDMs, have a very steep slope and 

result in very high values of P(cspx). Although the group of curves corresponding to these high 

values overlap to a certain extent, Table 120 can be used to identify with which dataset values of 

P(cspx) exceeds the threshold of 0.95 with the smallest value of x. We see that it is CG1 that fares 

best, with ATMs and CG2 coming close. With these datasets values of P(cspx) exceed the 0.95 

threshold with x above 51, 67, and 75, respectively. The 1k models and ALDMs technique come 

after, with values of P(cspx) exceeding 0.95 with x above 103 and 117, respectively. Notice that only 

LDMs does not reach the 0.95 threshold; the value of P(csp199) is slightly above 0.82 (see Table 119). 

The right side of Figure 70 shows the results for all 6 datasets with the DOS metric. We see 

that there is a group of curves that have a very steep slope, which include all datasets except ALDMs 

and ATMs. In fact, with LDMs and the 1k models values of P(cspx) exceed the 0.95 threshold with x > 

9 (Table 120).  Also, very similarly, the two control groups exceed values of P(cspx) with x > 11. We 

see that ALDMs have a curve that is not as steeply rising as the preceding ones. Yet, values of P(cspx) 
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do reach the 0.95 threshold with x > 95. Lastly, we see that ATMs have a curve that is below the 

rest, and that values of P(cspx) plateau at under 0.6.  

 
Figure 70. Rhino - plot of values of P(cspx) for each dataset for the DOS and DOF metrics.  

Table 119. Rhino – values of P(csp199) for each dataset for the DOS and DOF metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

DOS topics 0.9979 0.8290 0.9846 0.9994 0.9964 0.9892 

DOF packages 0.5651 1.0 0.9918 1.0 1.0 1.0 

 

Table 120. Rhino – values of x for which P(cspx) > 0.95 for the DOS and DOF metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

DOS topics 67 >199 117 51 75 103 

DOF packages >199 9 95 11 11 9 

 

Figure 71 shows the plot with the results for all 6 datasets with the VI vs. concerns metric. 

Notice that values of P(cspx) in the y axis, for all the datasets, start above the 0.95 threshold, and 

that the plot only shows values of x up to 9, as all the curves are reaching the highest possible value 

of 1.0 by then. As the values in Table 121 show, with any of the datasets we can guarantee that the 

natural ordering will be found. It is only necessary to produce 1 single model per configuration for 

values of P(cspx) to exceed the threshold of 0.95 that we have defined. The only difference between 

the curves, is that values for the three aggregation techniques, as well as for the 1k models, are 

slightly above the values for the control groups. 
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Figure 71. Rhino - plot of values of P(cspx) for each dataset for the VI vs. concerns metric.  

Table 121. Rhino – values of P(csp199) for each dataset for the VI vs. Concerns metric. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

VI vs. Concerns 1.0 1.0 1.0 1.0 1.0 1.0 

 

Table 122. Rhino – values of x for which P(cspx) > 0.95 for the VI vs. Concerns metric. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

VI vs. Concerns 1 1 1 1 1 1 

 

As these results indicate, it is very clear that with the Rhino code base the new metrics are 

resulting in values of P(cspx) that are far better than those obtained with the metrics we used in 

Chapters 4 and 6. To focus on this improvement with the new metrics, Table 123 shows the value of 

P(csp199) obtained with each dataset and each metric. The first three rows of the table show the 

results for the new metrics, while the last 6 rows show the results for the metrics used in Chapters 

4 and 6. 
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Table 123. Rhino – comparison of the new metrics with those used in the experiments of Chapters 4 and 6 – 

values of P(csp199). 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

DOS topics 0.9979 0.8290 0.9846 0.9994 0.9964 0.9892 

DOF packages 0.5651 1.0 0.9918 1.0 1.0 1.0 

VI vs. Concerns 1 1 1 1 1 1 

ONS5 0.4711 0.4487 0.4886 0.1739 0.5376 0.3319 

ONS10 0.3082 0.0909 0.1020 0.2852 0.1878 0.1935 

OTS5 0.3942 0.9990 0.4299 0.6164 0.8890 0.9354 

OTS10 0.8709 0.6699 0.8282 0.2213 0.4450 0.5351 

Silhouette coefficient 0.9769 0.9847 0.9991 0.6814 0.9707 0.7371 

Spearman correlation   0.1923 0.2997 0.4337 0.3713 0.5799 0.4470 

 

Notice that, in the first three rows, all but one of the values are above the 0.95 threshold 

(blue bold fonts). In the last 6 rows there are only 5 out of 36 values that are above 0.95, and there 

are only 3 more values that are above 0.75 (black bold font). Lastly, notice that in the last 6 rows 

there are 21 out of the 36 values that are below 0.5 (red font), while in the first three rows there are 

none that are below 0.5. 

7.6 Follow-up experiments 

For the Mylyn and the iBatis code bases we found that, with some of the new metrics, the 

results were below our expectations. With the Mylyn code base, the DOS and DOF metrics did not 

result in values of P(cspx) that were above 0.95. With the iBatis code base and the VI vs. concerns 

metric, values of P(cspx) were above 0.95 only with one of the aggregation techniques. Since these 

optimization metrics are designed to take into consideration the observations about the nature of 

LDA’s non-determinism, we present two follow-up experiments in which we explore why the values 

of P(cspx) were so low, and how it is possible to improve the results.  

In experiment 7.a, we explore why the results with the Mylyn code base were below our 

expectation with the DOS and DOF metrics. Particularly, our intuition is that these low values are 
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due to the small size of the code base and resulting fewer number of packages. Thus, to improve 

these results, we generate new topic models using a larger part of the Mylyn code base. Recall that, 

in the experiments so far, only a subset of the code base of the Mylyn project was used (see Table 

4). This is because only this part of the code base was included in the concern identification 

process, and the availability of a concerns gold set led the selection of projects used in the 

exploratory study, as well as in and the remainder of the experiments presented so far.  

In experiment 7.b, we explore why the results with the iBatis code base were below our 

expectations with the VI vs. concerns metric. Particularly, our intuition is that there are specific 

characteristics of the concerns gold set that negatively impact the results. As was discussed in 

Chapter 3, the gold set of concerns for iBatis is organized in a complex hierarchy of concerns (see 

Table 4). We are interested in finding out if, by selecting only some of the concerns in this 

hierarchy, we can improve values of P(cspx). 

7.6.1 Experiment 7.a 

The results of the main experiment of this chapter indicated that, with the Mylyn code base, 

and using the DOS and DOF metrics, none of values of P(cspx) were above the desired threshold of 

0.95. One possible reason for this, which we explore in detail now, is that in the experiments so far 

the code files which we used as input to produce the topic models include only a small fraction of 

the entire code base.   

In this experiment, we explore if it may be the case that using a small code base may 

negatively impact the evaluation of topic models using the DOS and DOF metrics. These metrics 

perform calculations that quantify the extent to which topics in the model map onto files that are 

part of the same packages. However, we speculate that if the code base used to generate the topic 

models has few packages, the metrics may be negatively impacted by LDA’s non-determinism. To 
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explore if this is the case, we repeat the experiment of Chapter 7 for the Mylyn project, yet we use 

many more code files that are part of this code base to generate the topic models.  

7.6.1.1 Experiment 7.a design 

 The setup for this experiment is similar to the setup of the main experiment of Chapter 7. 

We generate 1000 topic models with each of the configurations of LDA parameters used in all the 

preceding experiments. Unlike in the previous experiments, however, we use the entire Mylyn code 

base to generate the topic models. Table 124 presents details of the code base used in this 

experiment (Mylyn-Full) comparing it with the code base we used in the preceding chapters 

(Mylyn-Bugzilla).  

To evaluate the topic models, we use the optimization metrics that do not require a 

concerns gold set, as this gold set is not available for the entire Mylyn code base. That is, we include 

the ONS and OTS metrics, the Silhouette coefficient metric, and the DOS and DOF metrics 

introduced in this chapter.  

 For each optimization metric, we use the models generated with the Mylyn-Full code base 

to produce a natural ordering. We also generate 100 aggregated models with each of the three 

techniques introduced in Chapter 6 (ATMs, LDMs and ALDMs). Also, we include two control groups, 

each made up of 100 topic models selected at random for each configuration, as we did in Chapter 6 

and the main experiment of Chapter 7. Lastly, we calculate values of P(cspx) with each of the 6 

datasets for each of the optimization metrics in the same way as was done in the previous 

experiments. 

Table 124. Code base used from Mylyn in this follow-up experiment (Mylyn - Full) and in the experiments of 

the previous chapters (Mylyn-Bugzilla). 

System Size (files) # packages 

Mylyn - Full 1096 99 

Mylyn – Bugzilla  40 2 
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7.6.1.2 Experiment 7.a design 

 The left side of Figure 72 presents the plots with the values of P(cspx) with the DOS metric. 

Notice that the lower bound for the y axis is at 0.7, as all values of P(cspx) are above this value, and 

the upper bound for the x axis is at 49, as the values of P(cspx) do not change with more iterations. 

All the curves shown in the plot have a very steep slope and values of P(cspx) are very high, even 

with x=1. As Table 125 shows, with all the datasets, values of P(cspx) exceed the 0.95 threshold. 

Moreover, in Table 126 we can see that, with ATMs, one single iteration (x=1) is required to reach 

values above 0.95. With the other two aggregation techniques, values of P(cspx) are above this 

threshold with x > 3. The results for the datasets that directly use the topic models produced by 

LDA are also very good; in all cases, values of P(cspx) reach the 0.95 threshold with x > 5. 

   

 
Figure 72. Mylyn-FULL – plot of values of P(cspx) for each dataset for the DOS and DOF metrics. 

The right side of Figure 72 presents the plots with the values of P(cspx) with the DOF metric. Notice 

that the lower bound for the y axis is at 0.4, as all values of P(cspx) are above this value, and the 

upper bound for the x axis is 49, as the values of P(cspx) do not change with more iterations . We can 

see that, just as with the DOS metric, all the curves have a very steep slope.  As Table 125 shows, 

with all the datasets, values of P(cspx)  exceed the 0.95 threshold. In Table 126 we see that ATMs is 

again the aggregation technique that works best, as with values of x > 3 the values of P(cspx) reach 

the 0.95 threshold. With all the remaining datasets, except LDMs, values of P(cspx) reach the 0.95 

threshold with x > 7. In the case of LDMs, values of P(cspx) exceed this threshold with x > 9.  



321 

 

Table 125. Mylyn-FULL – values of P(csp199) for each dataset for the DOS and DOF metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

DOS topics 1.0 1.0 1.0 1.0 1.0 1.0 

DOF packages 1.0 1.0 1.0 1.0 1.0 1.0 

 

Table 126. Mylyn-FULL – values of x for which P(cspx) > 0.95 for the DOS and DOF metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

DOS topics 1 3 3 5 5 5 

DOF packages 3 9 7 7 7 7 

 

These results show that, by increasing the size of the code base used to produce the topic 

models, the DOS and DOF metric result in very high values of P(cspx). This confirms our intuition 

that the reason why these metrics did not work with the Mylyn-Bugzilla code base is related to the 

small number of packages in this code base. However, it is also possible that it is not just that the 

new metrics work better when there are many more packages, but that also the topic models 

produced with larger code bases are less variable. If this is the case, then we should find that values 

of P(cspx) increase just as much for the optimization metrics that we used in Chapters 4 and 6.  

Figure 73 presents the plots with values of P(cspx) for the ONS5, ONS10, OTS5, OTS10 and 

Silhouette coefficient metrics. Table 127 and Table 128 show, respectively, the value of P(csp199) 

with each dataset, and the number of iterations required for values of P(cspx) to exceed the 0.95 

threshold.  

Notice that curves in the plots for the ONS5 and ONS10 metrics have steep slopes. Most of 

the datasets, except one of the control groups and ALDMs, result in values of P(cspx) above 0.95 

with a small number of iterations. However, notice that the curves are not as steep as those for the 

DOS and DOF metrics. As indication of this, note that, in Table 128, values of P(cspx) for the ONS5 

metric exceed 0.95 with values of x > 27 (in the case of the CG1 dataset). For the other datasets, 

slightly larger values of x are required to exceed this threshold. For the 1k models and LDMs 
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datasets, values of P(cspx) are above 0.95 with x above 37 and 57, respectively. With ATMs, values of 

P(cspx) are above 0.95 with x > 117. ALDMs and CG2, however, do not reach this threshold and the 

values of P(csp199) are 0.66 and 0.88, respectively.  

The plot for the ONS10 metric shows that the curves also have a very steep slope. Yet, again, 

the values are not as high as with the DOS and DOF metric. Nevertheless, all the datasets, except the 

one of the control groups, reach values of P(cspx) above 0.95. The best results in this plot 

correspond to CG1 and the 1k models. With these datasets, values of P(cspx) are above 0.95 with x 

above 21 and 23, respectively. The aggregation technique that results in the highest values of 

P(cspx) is ATMs; with this technique values of P(cspx) are above the 0.95 with x > 43. With LDMs 

values of P(cspx) reach the 0.95 threshold with x > 51, while with ALDMs these high values are only 

reached with x > 165. 

In the case of the OTS5 and OTS10 metrics, we see that none of the datasets exceed the 0.95 

threshold. For the OTS5 metric the highest values of P(csp199) correspond to ATMs and ALDMs, yet 

these only reach slightly above 0.68 and 0.56, respectively. The values of P(csp199)  for the other four 

datasets are below 0.1. For the OTS10 metric, although values are slightly higher, none reach the 

0.95 threshold. The best results with this metric are with LDMs, slightly above 0.74. The remaining 

results, with the exception of CG2, are all between 0.48 and 0.58. For CG2 values are even lower, 

reaching slightly above 0.35.  

Lastly, in the plot for the silhouette coefficient we see that none of the values of P(csp199) 

reach 0.95. The highest values correspond to CG1 and the 1k models, which are at 0.9 and 0.85, 

respectively. The values of P(csp199) for the other datasets, including the three aggregation 

techniques, are much lower: between 0.48 and 0.58. 
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Figure 73. Mylyn-FULL – plot of values of P(cspx) for each dataset for the ONS5, ONS10, OTS5, OTS10, and 

Silhouette coefficient metrics. 

Table 127. Mylyn-FULL – values of P(csp199) for each dataset for the ONS5, ONS10, OTS5, OTS10, and 

silhouette coefficient metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

ONS5 0.9841 0.9990 0.6642 1.00 0.8776 1.00 

ONS10 1.0000 0.9995 0.9650 1.00 0.9156 1.00 

OTS5 0.6877 0.0389 0.5646 0.0329 0.0764 0.0758 

OTS10 0.5883 0.7417 0.4837 0.5348 0.3576 0.5610 

Silhouette coefficient 0.4848 0.5327 0.5875 0.9099 0.5156 0.8533 
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Table 128. Mylyn-FULL – values of x for which P(cspx) > 0.95 for the ONS5, ONS10, OTS5, OTS10, and 

silhouette coefficient metrics. 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

ONS5 117 57 >199 27 >199 37 

ONS10 43 51 165 21 >199 23 

OTS5 >199 >199 >199 >199 >199 >199 

OTS10 >199 >199 >199 >199 >199 >199 

Silhouette coefficient >199 >199 >199 >199 >199 >199 

 

Table 129 compares the results we obtained in the preceding experiments with the smaller 

Mylyn code base (Mylyn-Bugzilla) with the results obtained in this experiment with the larger 

Mylyn code base (Mylyn-Full). The table presents two columns for each code base: (1) the average 

of values of P(csp199) with all the aggregation techniques, and (2) the average of values of P(csp199) 

with the datasets that directly use the topic models produced by LDA.  

The first thing to note is that the values with the DOS and DOF metric are much higher with 

the Mylyn-Full code base than with the Mylyn-Bugzilla code base. As we mentioned, this is 

indicative that these metrics may not be appropriate to use with code bases that have a small 

number of packages. Notice also that, with the ONS5 and ONS10 metrics, we also see that values are 

much higher with the Mylyn-Full code base. This may indicate that, as we mentioned in previous 

chapters, this metric may be more negatively impacted by LDA’s non-determinism with the smaller 

code bases.  
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Table 129. Mylyn – comparing values of P(csp199) with a fraction of the code base (Mylyn – Bugzilla) against 

the complete code base (Mylyn – Full) for all optimization metrics that do not require a gold set. 

 Mylyn – Bugzilla Mylyn – Full  

  
Aggregation 
techniques 

CG1 + CG2 
+ 1k 

models 

Aggregation 
techniques 

CG1 + CG2 
+ 1k 

models 

DOS topics 0.4366 0.2664 1.00 1.00 

DOF packages 0.4431 0.3002 1.00 1.00 

ONS5 0.1688 0.0079 0.8824 0.9592 

ONS10 0.3305 0.3570 0.9882 0.9719 

OTS5 0.7440 0.8373 0.4304 0.0617 

OTS10 0.8052 0.7017 0.6046 0.4845 

Silhouette coefficient  0.4086 0.5222 0.5350 0.7596 

 

Notice, however, that with OTS5 and OTS10 values are higher with the Mylyn-Bugzilla code 

base. This supports our argument presented in the discussion of Chapter 4 regarding these metrics. 

Particularly, it provides more support for our intuition that, likely, the reason why with this metric 

we obtained some of the highest values of P(cspx) (compared to the results with the other metrics 

used in Chapter 4) is related to the very small number of packages in the Mylyn-Bugzilla code base. 

Finally, notice that values with the silhouette coefficient metric are only slightly higher with the 

Mylyn-Full code base than with the Mylyn-Bugzilla code base.  

7.6.2 Experiment 7.b 

In the main experiment of this chapter we found that, with the iBatis code base and the VI 

vs. concerns metric, there was only one aggregation technique with which values of P(cspx) were 

above 0.95, and that for all the other datasets values of P(cspx) were below 0.75. Our intuition, 

which we explore in this experiment, is that the reason that values were not as high as we expected 

is related to specific characteristics of the iBatis concern gold set. Particularly, as we mentioned 

previously, the iBatis concern gold set has a very large number of concerns structured in a 
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hierarchy. This hierarchy is made up of over 250 concerns, and has some 150+ concerns at the leaf 

level, and 10 concerns at the root level.  

In this experiment, we use a subset of the concerns from the iBatis gold set to perform the 

evaluation of the topic models using the VI vs. concerns metric. Particularly, we test how selecting 

concerns that are at the root level of the hierarchy impacts the resulting values of P(cspx). The 

intuition underlying this exploration is that it may just be the case that the complex hierarchy of 

concerns is negatively impacting the evaluation of topic models with the VI vs. concerns metric. 

Moreover, the concerns at the root level of the hierarchy represent the highest level concerns (i.e., 

the most important ones of the system). If a developer was tasked with finding all the concerns in a 

system, finding these highest level concerns would be crucial, and would likely be the first step of 

the process. Thus, it may be sufficient to use LDA topic models, in the case of iBatis (or in the case of 

any other system that also has a large hierarchy of concerns as iBatis does), to only support the 

identification of the highest level concerns.  

7.6.2.1 Experiment 7.b setup 

 The setup for this experiment is similar to the setup for the main experiment of Chapter 7. 

We use the topic models generated for each configuration of LDA parameters which were produced 

for the experiment of Chapter 4. We also use the aggregated topic models, as well as the two control 

groups, employed for the experiment of Chapter 6.   

In this case, however, values of P(cspx) are calculated only with the optimization metrics 

that compare the topic models with the gold set of concerns: the VI vs. concerns metric and the 

Spearman correlation metric. Moreover, instead of using the entire gold set of concerns, the 

evaluation of the models is performed using only the concerns at the root level of the hierarchy (see 

Table 130). To do so, during the process of generating the concern model (i.e., the probability 

matrix for the concerns), which is part of the calculations for both the Spearman correlation metric 
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and the VI vs. concerns metric (see sections 3.3.1 and 7.2.3), only the concerns at the root level of 

the hierarchy, and their corresponding mappings to the code files, are included.    

Table 130. Root level concerns for iBatis 

Root level concerns 

Requirements: Statements 

Requirements: Configuration 

Requirements: Data Sources 

Requirements: Sessions 

Requirements: Resources 

Requirements: Transactions 

Developers Guide: Logging Sql Map Activity 

Developers Guide: Supported Types for Parameter Maps and Result 
Maps Developers Guide: Resources 

Developers Guide: Caching Mapped Statement Results 

Developers Guide: Result Maps 

 

7.6.2.2 Experiment 7.b results 

 The left side of Figure 74 shows the plot with values of P(cspx) for the VI vs. concerns metric 

when we use only the root level concerns for iBatis. The curves for ATMs and ALDMs are notably 

higher than those for the other datasets. The curve for ATMs has a particularly steep slope and 

values of P(cspx) reach the threshold of 0.95 with a small number of iterations. The curve for ALDMs 

does not have such a steep slope, yet values of P(cspx) also exceed the 0.95 threshold. The curves for 

the remaining datasets are relatively similar, and none reach the 0.95 threshold.  

Table 131 shows the value of P(csp199) for each dataset. In this table, we see that only ATMs and 

ALDMs reach values above 0.95. For ATMs, values of P(cspx) reach 0.95 with x > 23 and for ALDMs 

values are this high with x > 105 (see Table 132). For the other datasets, values of P(csp199) are 

between 0.73 and 0.86.  

 The right side of Figure 74 shows the plot with values of P(cspx) for the Spearman 

correlation metric when we use only the root level concerns for iBatis. Notice that the highest 

curves also correspond to ATMs and ALDMs, yet in this case the curve for ALDMs is above the curve 



328 

for ATMs. The curves for LDMs, the 1k models and CG2 almost overlap completely. Notice that the 

curve for CG1 overlaps this group of curves with small values of x, yet with larger values it has a 

steeper slope, and values of P(csp199) are very close to those for ATMs. Despite that two aggregation 

techniques result in the largest values of P(csp199), these are still below 0.95 (see Table 131). The 

value of P(csp199) with ALDMs is slightly above 0.88, and with ATMs it is slightly above 0.72. For CG1 

the value of P(csp199) is very close, at 0.69. With the other datasets the values of P(csp199) are 0.54 

and 0.59. 

   
Figure 74. iBatis-RootOnly – plot of values of P(cspx) for each dataset for the VI vs. concerns and Spearman 

Correlation metrics. 

 

Table 131. iBatis-RootOnly – values of P(csp199) for each dataset for the VI vs. concerns and Spearman 

Correlation metrics. 

 

 

 

 

 

Table 132. iBatis-RootOnly – values of x for which P(cspx) > 0.95 for the VI vs. concerns and Spearman 

Correlation metrics. 

 

 

 

 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

VI vs. Concerns 1.00 0.8562 0.9886 0.8388 0.7320 0.8076 

Spearman Correlation 0.7277 0.5745 0.8869 0.6943 0.5957 0.5400 

  ATMs LDMs ALDMs CG1 CG2 
1k 

models 

VI vs. Concerns 23 >199 105 >199 >199 >199 

Spearman Correlation >199 >199 >199 >199 >199 >199 
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Table 133 compares the results of this experiment (iBatis – root concerns only) with those 

obtained when we use the entire gold set of concerns (iBatis – all concerns). The table presents two 

columns for each of these two conditions: (1) the average of values of P(csp199) with all the 

aggregation techniques, and (2) the average of values of P(csp199) with the datasets that directly use 

the topic models produced by LDA. Note that the highest values in the table correspond to root 

concerns only with the aggregation technique (close to 0.95). This value represents an increase of 

+0.34 when compared to the result with the aggregation techniques with all concerns. Notice also 

that all the values with root concerns only are higher than their counterparts with all concerns. For 

(CG1+CG2+1k models) the increase with root concerns only is +0.26 with the VI vs. concerns 

metric. In the case of the Spearman correlation metric, the increase in values with the root concerns 

only is +0.17, both for aggregation techniques and for (CG1+CG2+1k models). 

 

Table 133. iBatis – comparing values of P(csp199) with the root concerns only (iBatis – root concerns only) 

against those obtained with all the concerns (iBatis - all concerns). 

 
iBatis – root concerns 

only 
iBatis - all concerns 

  
Aggregation 
techniques 

CG1 + CG2 
+ 1k 

models 

Aggregation 
techniques 

CG1 + CG2 
+ 1k 

models 

VI vs. concerns 0.9483 0.7928 0.6085 0.5317 

Spearman correlation 0.7297 0.7186 0.5645 0.5467 

 

These results indicate that our intuition is likely correct, and that indeed the reason why 

results were so low in the main experiment of this chapter is related to the hierarchy of the 

concerns gold set of iBatis. Moreover, we also find that it is possible that the results with the 

Spearman correlation metric are also negatively impacted by the hierarchy of the concerns gold set 

of iBatis, as we did see values increase with this metric when we use the root concerns only. It is 

important to highlight that the increase was larger with the VI vs. concern metric, which supports 

our analysis that the new metrics are indeed reducing the impact of non-determinism when 

compared to the ones we used in Chapters 4 and 6.  
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7.7 Discussion 

In this chapter we presented an experiment in which we use three new optimization 

metrics which are designed to take into consideration the nature of LDA’s non-determinism. The 

results of the experiment indicate that the new metrics are indeed conducive to a configuration 

selection process that is much more likely to produce replicable results.  

Table 134 (aggregation techniques) and Table 135 (1k models and control groups) 

summarize the results of the experiment, comparing the new metrics (blue fonts) with those we 

used in Chapters 4 and 6 (orange fonts). Checks and crosses are used to represent values of 

P(csp199) using the icon legend shown in Table 136 just as in Chapters 4 and 6. A cell in either table 

corresponds to the value of P(csp199) with one of the aggregation techniques (a control group or the 

1k models in the case of  Table 135), for one of the metrics and one of the code bases. Only the cells 

that have three checks correspond to values above the desired threshold of 0.95.  

Note that Mylyn and iBatis are marked with an (*). This is because we are showing the 

results obtained in the follow-up experiments. This means that the values shown for iBatis with the 

VI vs. concerns and the Spearman correlation metrics correspond to iBatis with root concerns only. 

This also means that the values shown for Mylyn with all the metrics that do not require a concerns 

gold set correspond to larger version of this code base (Mylyn-Full). 

The first thing to note in these tables is that there is not a single cell corresponding to the 

new metrics that has a cross. Moreover, in both tables, in the rows corresponding to the new 

metrics, there are only 4 cells that have one check, and 12 that have two checks. The remaining 60 

cells have three checks. This means that in five out of six of the cases we have exceeded the 

threshold of 0.95 for the value of P(csp199), and that in these cases there is a good guarantee that the 

natural ordering of configurations will be found. These results come in great contrast to those 

corresponding to the metrics of Chapters 4 and 6: there are only 14 cells with three checks (out of 
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144), 19 with two checks, 42 with one check, 53 with one cross, 15 with two crosses, and 1 with 

three crosses. This means that in less than one out of ten of the cases we exceeded the threshold of 

0.95 for the value of P(csp199), and in almost half of the cases the probability of finding the natural 

ordering is less than 0.5. Clearly, the new metrics are much preferable to the ones we used in 

Chapters 4 and 6.  

Table 134. Main results of experiment of chapter 7: values of P(csp199) for the each of the aggregation 

techniques. 

  
ATMs LDMs ALDMs 

dbViz Mylyn* iBatis* Rhino dbViz Mylyn* iBatis* Rhino dbViz Mylyn* iBatis* Rhino 
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Table 135. Main results of experiment of chapter 7: values of P(csp199) for the 1k models and control groups. 

 
1k models CG1 CG2 

dbViz Mylyn* iBatis* Rhino dbViz Mylyn* iBatis* Rhino dbViz Mylyn* iBatis* Rhino 
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Silhouette 
coefficient             

Spearman 
correlation               

 

 

Table 136. Icon legend used in Table 134 and Table 135. 

Icon Interpretation 

 
P(csp199) < 0.01 

 P(csp199) < 0.1 

 0.1 < P(csp199) < 0.5 

 0.5 < P(csp199) < 0.75 

 0.75 < P(csp199) < 0.95 

 
P(csp199) > 0.95 

 

Another aspect to note in this table is that all the cells corresponding to ALDMs with the 

new metrics have three checks.  While with the other aggregation techniques there are also many 

cells with three checks, this could be indicative that the ALDMs technique may be the one that 

works best. Also, note that in Table 135 there is one row for which all cells have three checks (DOF). 
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This indicates that, likely, with this metric it is not necessary to use an aggregation technique to find 

the natural ordering.  

To get a better picture of the improvement obtained using the new optimization metrics, 

Table 138 shows results for each optimization metric and each dataset, when averaged over all the 

code bases. Values in Table 138 are the result of averaging of the icons in Table 134 and Table 135, 

by interpreting the checks and crosses numerically using the conventions shown in Table 137. For 

instance, in the case of the DOS metric with ATMs, the values in the first four columns of the first 

row of Table 134 are averaged into the value shown in the top left cell of  Table 138. Note that the 

maximum possible value for any cell in the table is 5.0 (if all the corresponding cells in Table 134 or 

Table 135 had three checks), and the lowest possible value is 0 (if all the corresponding cells in 

Table 134 or Table 135 had three crosses).  

Table 137. Icon legend and numerical interpretation.  

Icon Value of P(csp199) 
Numerical 

interpretation 

 
P(csp199) < 0.01 0 

 P(csp199) < 0.1 1 

 0.1 < P(csp199) < 0.5 2 

 0.5 < P(csp199) < 0.75 3 

 0.75 < P(csp199) < 0.95 4 

 
P(csp199) > 0.95 5 

 

Looking at the values in Table 138 we see that results with the new metrics are between 

4.25 and 5.0. For the metrics we used in Chapters 4 and 6, we see that values are between 1.75 and 

3.75. Again, it is very clear that the new metrics are performing much better than the ones of 

Chapters 4 and 6. Notice also that the three cells in this table for ALDMs with the new metrics have 

a value of 5.0. This indicates that this aggregation technique is the one that best works with the new 

metrics. However, the improvement with the other aggregation techniques is not as clear. For the 
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ATMs technique, we see that the values are the same as for the 1k models with the DOS and VI vs. 

concerns metrics, but with the DOF metric values are lower with ATMs than with any other dataset. 

For the LDMs technique values are the same as for the 1k models with the DOF and VI vs. concerns 

metric, but with the DOS metric they are lower with LDMs than with the 1k models. The 

interpretation that we make of this result is that, perhaps, even with well-designed metrics, the 

impact of aggregation techniques is not too predictable, and only in some cases these techniques 

can actually improve results. 

We can also see that the metric that seems to perform best is the DOF metric, as with all 

datasets, except with ATMs, values are at 5.0. This is, again, an indication that perhaps it is not 

necessary to use any aggregation technique when evaluating the topic models with this metric, as 

values were very high for all the datasets that directly use the topic models produced by LDA.  

 

Table 138. Assessment of the results of P(csp199) by optimization metric: new metrics (blue) metrics of 

Chapters 4 and 6 (orange).  

Metric ATMs LDMs ALDMs 1k models CG1 CG2 

DOS 4.75 4.50 5.00 4.75 4.50 4.50 

DOF 4.25 5.00 5.00 5.00 5.00 5.00 

VI vs. concerns 4.50 4.50 5.00 4.50 4.25 4.25 

ONS5 3.25 2.75 2.50 2.75 3.00 2.75 

ONS10 3.75 2.75 3.25 3.25 2.75 2.50 

OTS5 2.25 2.50 2.50 2.00 2.00 2.25 

OTS10 2.75 3.00 2.50 2.75 2.75 2.50 

Silhouette coefficient 3.50 3.50 3.25 3.50 3.00 3.75 

Spearman correlation   2.25 2.00 2.50 1.75 2.00 2.25 

 

 To continue the discussion, Table 139 shows the results for each optimization metric, when 

averaged over all the aggregation techniques compared to the result when averaged for the 

datasets that directly use the topic models produced by LDA. Note that values for the metrics of 

Chapters 4 and 6 are between 2.0 and 3.42, while for the new metrics values are between 4.33 and 

5.0. Again, we can see there is a big improvement with the new metrics.  
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 Notice also that the highest value corresponds to the DOF metric with the datasets that 

directly use the topic models produced by LDA (5.0), and that the value is also very high for this 

metric with the aggregation techniques. This shows that, likely, this is the metric that is least 

impacted by non-determinism, and that, again, it is perhaps not necessary to use the aggregation 

techniques in this case. With the DOS and VI vs. concerns metrics we see that there is an 

improvement with the aggregation techniques. For the DOS metric values are improving the most 

with the aggregation techniques (+0.33).  

Table 139. Assessment of the results of P(csp199) by optimization metric summarized for all aggregation 

techniques versus the datasets that directly use topic models produced by LDA: new metrics (blue) metrics of 

Chapters 4 and 6 (orange). 

Optimization 
Metric 

Aggregation 
techniques 

1k Models+ 
CG1 +CG2 

DOS 4.75 4.58 

DOF 4.75 5.00 

VI vs. concerns 4.67 4.33 

ONS5 2.83 2.83 

ONS10 3.25 2.83 

OTS5 2.42 2.08 

OTS10 2.75 2.67 

Silhouette 
coefficient 

3.42 3.42 

Spearman 
correlation   

2.25 2.00 

 

 We now discuss the results for each of the code bases and each of the datasets (see Table 

140). The values in this table with the new metrics are between 3.67 and 5.0, while for the metrics 

of Chapters 4 and 6 values are between 2.33 and 3.33. In every case, we can see that the new 

metrics outperform the ones used in Chapters 4 and 6.  

 Notice that the best results correspond to the Mylyn code base. With any of the new metrics, 

and any of the datasets, values are at 5.0. Notice also that the lowest values with the new metrics 

correspond to the dbViz code base. Particularly, with the control groups we see that values are the 

lowest at 3.67 and 4.0. Nevertheless, notice that the corresponding values with the metrics of 
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Chapters 4 and 6 are also some of the lowest in the table (at 2.0 and 2.5). Moreover, notice that the 

remaining values for dbViz with the new metrics are some of the lowest (except with ALDMs).  With 

most of the other code bases, values are higher than with dbViz for any of the new metrics (the one 

exception is ATMs for Rhino, that have the same value as ATMs for dbViz).  

In the case of the metrics of Chapters 4 and 6 we also see that dbViz has some of the lowest 

values (the only case in which a different code base has a lower value than dbViz is with iBatis with 

the CG2 dataset). Also, recall that we are showing the results for Mylyn (for all the metrics that do 

not require a gold set) corresponding to those obtained in the follow-up experiment 7.a. In other 

words, the results shown correspond to those obtained with the Mylyn-Full code base that contains 

many more code files than the Mylyn-Bugzilla code base (i.e., the smallest code base included in 

these results is the dbViz code base).  

These results provide more indication, as we have discussed in previous chapters, of the 

influence that the size of the code base may have on the impact of LDA’s non-determinism. That is, 

it seems clear that smaller code bases are most negatively impacted by LDA’s non-determinism, 

regardless of whether or not we use aggregation techniques or metrics that are designed to take 

into consideration the nature of LDA’s non-determinism. 

 

Table 140. Assessment of the results of P(csp199) by code base: new metrics (blue) metrics of Chapters 4 and 6 

(orange). 

Code 
base 

  ATMs LDMs ALDMs 
1k 

models 
CG1 CG2 

dbViz 
New Metrics 4.33 4.33 5.00 4.33 4.00 3.67 

Metrics of ch 4 & 6 2.67 2.00 2.33 2.00 2.00 2.50 

Mylyn 
New Metrics 5.00 5.00 5.00 5.00 5.00 5.00 

Metrics of ch 4 & 6 3.50 3.00 2.83 3.33 3.33 2.67 

iBatis 
New Metrics 4.67 5.00 5.00 4.67 4.67 4.67 

Metrics of ch 4 & 6 2.83 3.00 3.00 2.67 2.33 2.33 

Rhino 
New Metrics 4.33 4.67 5.00 5.00 5.00 5.00 

Metrics of ch 4 & 6 2.83 3.00 2.83 2.67 2.33 3.17 
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 Table 141 shows a different way of averaging results for each code base with the new 

metrics compared to the metrics of Chapters 4 and 6. In this table, we show one average value for 

the aggregation techniques and one for the other three datasets. The table shows that, again, the 

best results correspond to the Mylyn code base. Moreover, the values for the Mylyn code base for 

the metrics of Chapters 4 and 6 are the same with or without the use of the aggregation techniques. 

Notice also that, for the Rhino code base, results are lower with the aggregation techniques than 

with the datasets that directly use the topic models produced by LDA with the new metrics. For the 

metrics of Chapters 4 and 6 we do see that there is a small improvement with the aggregation 

techniques. In the case of the iBatis code base, we see that there is a small improvement with the 

aggregation techniques in the case of the new metrics, and that there is a bigger improvement with 

the metrics of Chapters 4 and 6. However, the biggest improvement with the aggregation 

techniques corresponds to the dbViz code base with the new metrics (+0.56). This may be 

indicative that, with smaller code bases, perhaps the aggregation techniques can indeed help the 

most to reduce the impact of LDA’s non-determinism.  

 

Table 141. Assessment of the results of P(csp199) by code base for all aggregation techniques versus the 

datasets that directly use the topic models produced by LDA: new metrics (blue) metrics of Chapters 4 and 6 

(orange). 

Code 
base 

  
Aggregation 
techniques 

1k 
Models+ 

CG1 +CG2 

dbViz 
New Metrics 4.56 4.00 

Metrics of ch 4 & 6 2.33 2.17 

Mylyn 
New Metrics 5.00 5.00 

Metrics of ch 4 & 6 3.11 3.11 

iBatis 
New Metrics 4.89 4.67 

Metrics of ch 4 & 6 2.94 2.44 

Rhino 
New Metrics 4.67 5.00 

Metrics of ch 4 & 6 2.89 2.72 
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  We now take a different perspective by showing results for each dataset (an aggregation 

technique, the 1k models, or the control groups) when values are averaged over all the new metrics 

or all the metrics of Chapters 4 and 6 (see Table 142). The last column of Table 142 shows the 

improvement in the results with the new metrics compared to the metrics of Chapters 4 and 6 (i.e., 

the value in column 3 minus the value in column 2) 

 In this table we can see, again, that the ALDMs technique is the one that fares best with the 

new metrics. Moreover, the largest improvement when we compare the metrics of Chapters 4 and 6 

with the new metrics also corresponds to ALDMs. Notice that the next highest value for the new 

metrics, as well as the next largest improvement, corresponds to the results with the 1k models. 

Furthermore, notice that the results for ATMs and LDMs are both lower than those for the 1k 

models and that the smallest relative improvement with the new metrics also correspond to these 

two aggregation techniques.  

Table 142. Assessment of the results of P(csp199) summarized by aggregation technique 

Aggregation 
technique 

Metris of 
chapter 4 & 6 

New metrics  
Improvement 

with new metrics 

ATMs 2.96 4.58 1.63 

LDMs 2.75 4.67 1.92 

ALDMs 2.75 5.00 2.25 

1k models  2.67 4.75 2.08 

CG1  2.58 4.58 2.00 

CG2 2.67 4.58 1.92 

 

There are several important takeaways from this analysis; first we focus on the implications 

of these results about the design of optimization metrics. The most important implication is that the 

results show clearly that we can indeed apply the lessons that we learnt about distance measures 

(in Chapter 5) to the design of optimization metrics. Particularly, we have shown initial evidence 

that due to the nature of non-determinism, different optimization metrics will be more or less 

impacted by non-determinism. 

As a result of this, it is very important to carefully design optimization metrics. There are 

many ways in which a topic model can be evaluated with the objective of finding if it best fits some 

purpose. Traditionally, it seems to be the case that these metrics have only been designed with this 
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consideration in mind. But as we showed, it is very important to consider the nature of LDA’s non 

determinism as part of the design process.  

The good thing is that, as our results indicate, considering the nature of LDA’s non 

determinism as part of the design process does not seem to be a complex activity. Particularly, 

there are two simple design principles which should be followed: 

 Take into account the relative size of the code files as part of the calculations that are 

made by an optimization metric. Calculating averages over all files without taking into 

account their relative sizes will likely lead to a lower replicability of the results of a 

configuration selection process.  

 Do not perform calculations that involve inferring file-to-file distances from the values 

in the Θ matrix, as it reduces the replicability of a selection process. Instead, try to use 

metrics that are based on information theory concepts like the variation of information 

(see [67] for a comprehensive analysis of metrics that also use these concepts).  

We now speculate more about why these two design principles can have the large impact 

which we observed in the results of the experiment of this chapter.  

First, we reflect more about why taking into consideration the relative size of code files is 

important. Existing research has indicated that there can be a very large variance between the sizes 

of files that are part of a code base. It is common for some classes to have very little code, as few as 

less than a dozen lines of code, while it has been observed that projects often have so called god 

classes [72] containing thousands of lines of code. A study of three large object oriented systems 

[13] found that, while on average, classes had between 200 and 275 LOC, the smallest classes had 

less than 5 lines of code, and the largest ones had over 3000. Moreover, while it is very likely the 

case that there is also important differences in the sizes of documents that are part of natural 

language corpus, research has shown that power laws impact code bases in different ways than for 
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natural language documents [13]. Concretely, this means that in code corpora there are many more 

documents (i.e., code files) that are very small or very large (i.e., that the tails are much fatter in the 

distribution of code file sizes compared to the distribution of natural language document file sizes ).  

The impact of having very small and very large code files is something that has not been 

studied well in terms of how the LDA algorithm operates. Recall that, as we explained in Chapter 4, 

the LDA algorithm operates by starting with a random distribution of terms over topics (i.e., a 

random seed) and by then iteratively optimizing these probabilities using the actual distributions of 

the terms in the code files that make up the corpus. For code files that have a very small number of 

terms, the amount of information available to perform this optimization will be less than for code 

files that are have a very large number of terms. It seems reasonable that, as a result of this, the 

final distribution of the topics for smaller code files will be more likely dominated by the values in 

the initial random distribution. Particularly, if we compare this to the larger code files, for which the 

initial random distribution will likely be replaced (i.e., smoothened) since much more information 

is available. As a result of this, the impact of non-determinism will be larger for smaller code files 

than for the larger files. The concrete implication of these differences is that, if an optimization 

metric explicitly gives more relevance to larger files than to smaller files, it is likely to ameliorate 

the impact of non-determinism. On the other hand, if a metric gives the same relevance to any file 

regardless of its size, it may be the case that the larger impact of non-determinism on the smaller 

files will aggravate the variance in the results.  

We now turn to a reflection of why using file-to-file sizes as part of the calculations of an 

optimization metric may increase the impact of non-determinism. We speculate that, perhaps, using 

the values in the Θ matrix to infer the distances between the code files may just not be appropriate. 

The reason why it may not be appropriate to use the Θ matrix to infer these distances is because 

this ignores the information stored in the Φ matrix. Particularly, this ignores that a specific term 

may be related to several topics in the Φ matrix. Moreover, the impact of the random seeds that are 
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used to initialize the topic distributions by the LDA algorithm may lead to undesirable effects. To 

illustrate this, imagine a given term, termf, which is present in two code files ca and cb. A topic model 

tmx is such that, as a result of some random initialization of the model, termf  is related to two topics 

ti and tj. In this topic model code file ca is related to ti, and code file cb is related to tj. Imagine now 

that another model, tmy, is produced with a different random seed. In tmy, termf is related only to 

topic tk (again, as a result of the values in the random seed), and code files ca and cb are related to 

topic tk. If we look only at the distribution of the Θ matrix, we may find that with tmx the two code 

files are not related at all, yet with tmy the two files are closely related. In other words, the file-to-

file relationships between these two code files may be very different in tmx and tmy, simply because 

of a different random seeds used to initialize the topic distributions. If we were to use these file-to-

file distances as part of an optimization metric, it seems reasonable that the impact of non-

determinism would be very large.  

It is important to note that there is existing work in the use of topic models for natural 

language document corpora that has also made a similar argument about using the information in 

the Θ matrix to infer the distances between documents [11]. Particularly, this work recommends 

using a so-called z matrix that maps terms to documents and an exponential regression function 

that requires several parameters to be set. However, the application of the method they propose in 

the context of topic models produced with a code base is far from trivial, and further research is 

required to assess if this solution is not negatively impacted by non-determinism.  

We now turn to important takeaways regarding the use of aggregation techniques. We first 

focus on a result which is surprising: with the Mylyn code base there was no improvement with the 

aggregation techniques, and with the Rhino code base the results were better without the use of 

aggregation techniques (as shown in Table 141).  This is important because, in these cases, it was 

enough to just use well-designed metrics to reduce the impact of non-determinism. This shows that 

the aggregation techniques might not be necessary in all cases, and that care must be taken when 
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using them. Perhaps the best advice to give to practitioners is to run a configuration selection 

process, first without the use of the aggregation techniques, and based on whether or not the same 

results are obtained (i.e., the same ordering) every time, then decide if the use of an aggregation 

technique is warranted.  

 There is also more that we should discuss about which aggregation technique proved to be 

best. Particularly, as we mentioned before, ALDMs is the only technique with which values of 

P(cspx) exceeded the 0.95 threshold in every single case. We can speculate about the reasons why 

this may be the case. The other two techniques did not result in an improvement when compared to 

the 1k models (see Table 142). These results might provide some relevant insights about the nature 

of LDA’s non-determinism. Recall that the ALDMs technique is a combination of the other two. 

However, just creating average models (as done by the ATMs technique) or just selecting models 

that are least divergent (as done by the LDMs technique) may not be enough.  

There is a plausible explanation for this. Previous authors have noted that the non-

determinism of LDA is such that results converge to local modes (modes in the statistical sense). 

This means that there are some different ‘quasi-optimal solutions’ (i.e., the local modes) that satisfy 

well the optimization process performed by the LDA algorithm. Every time the algorithm is run, the 

optimization process is such that it may just be likely that it identifies topics that are close to one of 

these local modes. The implication of the plausible existence of local modes, in the context of the 

aggregation techniques, is that selecting models that diverge little from all the rest might just 

reduce the space of local modes, perhaps even to the point that a single, or a small set of local 

modes that are very similar, are selected. The result of averaging these models out may just likely 

be very stable. Since this is just what the ALDM technique does, then showing that ALDMs was the 

best technique provides indication that local modes may exist, and that the process of selecting 

LDMs and averaging them out might just lead one to be very likely to find topic models that are very 

stable.  
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CHAPTER 8: EXPLORING CONFIGURATIONS WITH DIFFERENT 

VALUES OF α AND β 

In the preceding chapters, we have shown that LDA’s non-determinism impacts a 

configuration selection process. We also have shown how the use of aggregation techniques and the 

careful design of optimization metrics can help reduce the impact of non-determinism in this 

process.  

In this chapter, we present an experiment to explore the impact of non-determinism when 

we change the set of configurations of LDA parameters which are compared in the configuration 

selection process. It is important to discuss that, so far, we have used the same set of nine 

configurations of LDA parameters in all the experiments (see Section 4.3). The main parameter that 

varies in these nine configurations is number of topics (the value of k). However, as some 

researchers have indicated [22, 48], it might be the case that variations of the other two 

parameters, α and β, can also have an impact on how well a topic model will serve a given purpose.  

The experiment presented in this chapter aims to broaden the results of the previous 

chapters by using a different set of configurations of LDA parameters. We now explore the impact of 

LDA’s non-determinism when comparing a set of configurations that vary only in the values of 

parameters α and β, with a set value of k, the number of topics.  

We execute an experiment similar to the experiments in Chapters 4, 6 and 7, but this time 

using a new set of configurations of LDA parameters. We execute a configuration selection process 

and a replicability analysis step just as in these previous experiments. We set as controlled 

variables the code bases and the set of configurations to compare. The main independent variables 

of the experiment are the choice of optimization metric and the selection of an aggregation 

technique. The dependent variable we observe is the value of P(cspx), with a wide range of values of 
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x. By directly comparing the values obtained, we can discuss in detail the extent to which LDA’s 

non-determinism impacts the process. 

In the configurations we use in this experiment the value of k is set to 15 (i.e., 15 topics). 

The selection of this value of k follows from the observations that we made in Chapter 5. 

Particularly, we noted that using configurations with a smaller number of topics resulted in topic 

models that were much more negatively impacted by LDA’s non-determinism (refer back to Section 

5.3.2 for details). Also, in Chapter 5 we found that there likely was a lower impact of non-

determinism with the configurations in which k=15 and k=20, as indicated by our findings that 

topics matched better with these configurations than with any other. Moreover, we selected to use 

15 topics, and not a larger value, because of the increase in the processing effort and time required 

to produce the topic models, create the aggregated topic models, and evaluate them with the 

optimization metrics, which is incurred with more topics per model.  

Table 143 presents the selected combinations of values of α and β for the configurations 

used in this experiment. We explore three different values for both α and β (0.1, 0.5, 1.0) that cover 

a similar range as has been explored in previous work [22, 48]. The nine configurations presented 

in the table result from permutations of these values. We use three different values for each 

parameter, so that the total number of configurations is the same as in the preceding chapters (i.e., 

a total of nine configurations).  

The objective of this experiment is to calculate values of P(cspx) with this new set of 

configurations, in order to evaluate if some of the trends that we observed in Chapters 4, 6 and 7 

are also valid in this case. We are interested in exploring whether there are replicability issues 

which are associated to the use of the metrics we employed in Chapters 4 and 6, as well as if the 

aggregation techniques we presented in those chapters result in increased values of P(cspx). With 

respect new metrics we introduced in Chapter 7, we also want to examine whether these result in 

higher values of P(cspx) than the metrics we used in Chapters 4 and 6. Note that we do not perform 
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an exploration of the extent to which non-determinism impacts any of these configurations 

individually (as we did in Chapter 5), but rather only the extent to which a configuration selection 

process, in which these nine configurations are compared, will produce replicable results. 

Table 143. Values of parameters α and β for the 9 configurations used in Chapter 8. 

α β 

0.1 0.1 

0.5 0.1 

1.0 0.1 

0.1 0.5 

0.5 0.5 

1.0 0.5 

0.1 1.0 

0.5 1.0 

1.0 1.0 

 

8.1 Experiment design 

In the experiment of this chapter, we use the same four code bases that we have employed 

throughout this document. The code bases are processed in the same way as in the previous 

experiments before being passed to the LDA algorithm (see Section 3.3). For each of the code bases 

and each of the nine configurations of LDA parameters shown in Table 143, we generate 1000 topic 

models. Furthermore, we also generate aggregated topic models using the techniques introduced in 

Chapter 6: 100 ATMs, 100 LDMs, and 100 ALDMs for each of the configurations. We also define two 

control groups, each made up of a random selection of 100 topic models per configuration, for the 

same reasons we used these groups in the experiments of Chapters 6 and 7. 

 With each of these six datasets (ATMs, LDMs, ALDMs, 1k models, and 2 control groups), we 

execute a configuration selection process in order to identify a natural ordering of configurations 

(see Section 4.1 for details). We then run a replicability analysis step in which we quantify the 
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probability that a configuration selection process with a small number of iterations is likely to 

identify the natural ordering (see Section 4.2 for details). We calculate P(cspx) for different values of 

x (the number of iterations) in order to find if a configuration selection process will produce 

replicable results. We calculate values of P(cspx) when we use the metrics of Chapters 4 and 6 (see 

Table 12), as well as when we use the new metrics introduced in Section 7.3.  

In the following sections, we report on the values of P(cspx) we obtained with each code 

base and each optimization metric. 

8.2 Results 

8.2.1 dbViz 

Figure 75 shows the plots with values of P(cspx) for the metrics of Chapters 4 and 6, while 

Figure 76 shows the plots with values of P(cspx) for the metrics introduced in Chapter 7. The values 

of P(csp199) for all the metrics are shown in Table 144. In all the plots the upper range for the y axis 

is set at 0.2, as all the values of P(cspx) are below 0.2. 

As the plots show, the values of P(cspx) are very low in every single case. Moreover, most of 

the curves are so low that they are practically not even visible, and in several plots the highest value 

of P(csp199) with any dataset is below 0.02. This means that, even with a very large number of 

iterations, the chance of finding the natural ordering is in most cases under two in one hundred.  
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Figure 75. dbViz – plot of values of P(cspx) using configurations of LDA parameters that vary only in the 

values of α and β for the metrics of Chapters 4 and 6.  

There are a few cases in which values are above 0.02, and thus the curves are clearly visible 

in the plots. Particularly, in Figure 75 we see that, with the OTS10 metric, ALDMs result in values of 

P(csp199) that are slightly above 0.1. In the plot for the silhouette coefficient metric, there is one 

control group that results in values of P(csp199) slightly below 0.04. Also, in the plot for the 

Spearman correlation metric, we see that there are two aggregation techniques that result in the 

highest curves: ALDMs, with values of P(csp199) slightly above 0.1, and LDMs, with values of 

P(csp199) slightly above 0.02.  
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In Figure 76, we see that with the DOS metric the curves for all of the aggregation 

techniques are visibly higher than for the datasets that directly use the models produced by LDA. 

With ALDMs values of P(csp199) are close to 0.14, the highest value obtained with any of the metrics 

with the dbViz code base. With LDMs values of P(csp199) are slightly above 0.06, and with ATMs 

values are slightly below 0.02. In the plot for the DOF metric, we see that only the curves for LDMs 

and one of the control groups are slightly above 0.02. Lastly, in the plot for the VI vs. concerns 

metric ALDMs produce values of P(csp199) that are slightly above 0.06, and the remainder of the 

datasets result in values below 0.02. 

 
Figure 76. dbViz – plot of values of P(cspx) using configurations of LDA parameters that vary only in the 

values of α and β for new the metrics introduced in Chapter 7. 
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Table 144. dbViz –  values of P(csp199) for each dataset using configurations of LDA parameters that vary 

only in the values of α and β. 

  ATMS LDMS ALDMs 1k models CG1 CG2 

ONS5 0.010465 0.005818 0.000535 0.000002 0.000594 0.001446 

ONS10 0.000206 0.000114 0.012624 0.000001 0.000292 0.000009 

OTS5 0.033305 0.001198 0.026201 0.000327 0.000041 0.010376 

OTS10 0.014944 0.003907 0.111217 0.000005 0.000098 0.000534 

Silhouette coefficient 0.002399 0.003150 0.004225 0.000466 0.000369 0.032919 

Spearman 
correlation 

0.000381 0.030031 0.084337 0.000015 0.000186 0.000534 

DOS 0.018336 0.061876 0.137745 0.000220 0.024361 0.019016 

DOF  0.011626 0.027307 0.013194 0.013428 0.004119 0.020454 

VI vs. Concerns 0.006984 0.000339 0.063153 0.001077 0.000908 0.001321 

 

8.2.2 Mylyn 

Figure 77 shows the plots with values of P(cspx) for the metrics of Chapters 4 and 6, while 

Figure 78 shows the plots with values of P(cspx) for the new metrics introduced in Chapter 7. The 

values of P(csp199) for all the metrics are shown in Table 145. Just as for dbViz, in all the plots the 

upper range for the y axis is set at 0.2, as all the values of P(cspx) are below 0.2. 

As the plots show, the values of P(cspx) are very low in every single case. Moreover, most of 

the curves are so low that they are practically not even visible, and in several plots the highest value 

of P(csp199) with any dataset is below 0.02. This means that, even with a very large number of 

iterations, the chance of finding the natural ordering is in most cases under two in one hundred.  

There are a few cases in which values are above 0.02, and the curves are visible in the plots. 

Particularly, in Figure 77 we see that with the OTS5 metric LDMs result in values slightly below 

0.06, and that with the silhouette coefficient metric ALDMs result in values slightly above 0.08. 

Notice also that, with the Spearman correlation metric, the values for ATMs and ALDMs are very 

close to 0.02.  
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Figure 77. Mylyn – plot of values of P(cspx) using configurations of LDA parameters that vary only in the 

values of α and β for the metrics of Chapters 4 and 6.  

In Figure 78, we see that with the DOS metrics there are two curves that are clearly visible. 

ALDMs results in values of P(csp199) slightly below 0.06, and LDMs results in values of P(csp199) 

slightly above 0.02. In the plot for the DOF metric, we see the best results obtained with any of the 

metrics for the Mylyn code base; values of P(csp199) with LDMs are slightly below 0.16. With ALDMs, 

values are slightly below 0.06, with CG2 values are slightly above 0.04, and with ATMs values are 

almost at 0.03.  



351 

 
Figure 78. Mylyn – plot of values of P(cspx) using configurations of LDA parameters that that vary only in the 

values of α and β for new the metrics introduced in Chapter 7. 

Table 145. Mylyn –  values of P(csp199) for each dataset using configurations of LDA parameters that vary 

only in the values of α and β. 

  ATMS LDMS ALDMs 1k models CG1 CG2 

ONS5 0.000305 0.002727 0.012456 0.00000004 0.000287 0.000374 

ONS10 0.000061 0.004788 0.002659 0.00000002 0.000136 0.000113 

OTS5 0.004736 0.054251 0.000655 0.003495 0.008560 0.010657 

OTS10 0.001077 0.011170 0.003019 0.004461 0.017744 0.016205 

Silhouette 
coefficient 

0.003808 0.005552 0.083394 0.000015 0.001700 0.002456 

Spearman 
correlation 

0.025816 0.000735 0.016259 0.000005 0.000121 0.000130 

DOS 0.021626 0.000199 0.054427 0.000099 0.000005 0.001935 

DOF  0.029320 0.149331 0.059788 0.009628 0.009391 0.047973 

VI vs. Concerns 0.002318 0.010568 0.016830 0.000001 0.000429 0.000006 
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8.2.3 iBatis 

Figure 79 shows the plots with values of P(cspx) for the metrics of Chapters 4 and 6, while 

Figure 80 shows the plots with values of P(cspx) for the new metrics introduced in Chapter 7. The 

values of P(csp199) for all the metrics are shown in Table 146. Just as for the previous two code 

bases, in all the plots the upper range for the y axis is set at 0.2, as all the values of P(cspx) are below 

0.2. 

As the plots show, the values of P(cspx) are very low in every single case. Moreover, most of 

the curves are so low that they are practically not even visible, and in several plots the highest value 

of P(csp199) with any dataset is below 0.02. This means that, even with a very large number of 

iterations, the chance of finding the natural ordering is in most cases under two in one hundred.  

There are a few cases in which values are above 0.02, and the corresponding curves are 

visible in the plots. Particularly, in Figure 79 we see that, in the first four plots, only for the ONS10 

metric with ALDMs, values of P(csp199) are slightly above 0.02. In the plot for the silhouette 

coefficient metric, we see that with ALDMs values of P(csp199) are slightly above 0.04, and that the 

two control groups also result in values of P(csp199) slightly above 0.02. In the plot for the Spearman 

correlation metric, we see that two aggregation techniques result in the highest values. With ALDMs 

values of P(csp199) are almost at 0.16 and with ATMs values of P(csp199) are slightly below 0.05. 
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Figure 79. iBatis – plot of values of P(cspx) using configurations of LDA parameters that vary only in the 

values of α and β for the metrics of Chapters 4 and 6.  

In Figure 80, we see the plots for the new metrics introduced in Chapter 7. Notice that, in 

these plots, there are several curves that reach values of P(csp199) above 0.02. In the plot for the DOS 

metric. We see that the two control groups result in the highest values of P(cspx). With CG1, values 

of P(csp199) are slightly above 0.1 and with CG2 values of P(csp199) are slightly below 0.05. Also, 

values for ATMs and ALDMs are very close to 0.02. In the plot for the DOF metric, we see that, again, 

a control group results in the highest values; with CG2 values of P(csp199) are almost at 0.1. With 

ATMs values of P(csp199) are slightly below 0.06, and with LDMs values of P(csp199) are slightly 

below 0.04. The remainder of the curves are all very close to 0.02. Lastly, in the plot for the VI vs. 
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concerns metrics, we see that with LDMs and CG2 values of P(csp199) reach very close to 0.2, the 

highest value with any metric for the iBatis code base. With the remainder of the datasets, values of 

P(csp199) are between 0.029 and 0.041. 

 
Figure 80. iBatis – plot of values of P(cspx) using configurations of LDA parameters that vary only in the 

values of α and β for new the metrics introduced in Chapter 7. 

Table 146. iBatis –  values of P(csp199) for each dataset using configurations of LDA parameters that vary only 

in the values of α and β. 

  ATMS LDMS ALDMs 1k models CG1 CG2 

ONS5 0.006342 0.000860 0.000585 0.000034 0.000827 0.000547 

ONS10 0.000026 0.002074 0.027413 0.000053 0.000100 0.001975 

OTS5 0.000491 0.002039 0.007133 0.000004 0.008140 0.001175 

OTS10 0.000099 0.000097 0.001319 0.000001 0.000657 0.000100 

Silhouette coefficient 0.008115 0.043925 0.017305 0.004839 0.031227 0.028644 

Spearman 
correlation 

0.047632 0.000280 0.157158 0.000165 0.007085 0.002877 

DOS 0.027386 0.013537 0.022111 0.004031 0.105259 0.049371 

DOF  0.055290 0.038926 0.023596 0.015850 0.023461 0.099056 

VI vs. Concerns 0.040775 0.194089 0.041873 0.033858 0.029546 0.188002 

 



355 

8.2.4 Rhino 

Figure 81 shows the plots with values of P(cspx) for the metrics of Chapters 4 and 6, while 

Figure 82 shows the plots with values of P(cspx) for the new metrics introduced in Chapter 7. The 

values of P(csp199) for all the metrics are shown in Table 147. Just as for the other code bases, in all 

the plots the upper range for the y axis is set at 0.2, as all the values of P(cspx) are below 0.2. 

As the plots show, the values of P(cspx) are very low in every single case. Moreover, most of 

the curves are so low that they are practically not even visible, and in most plots the highest value 

of P(csp199) is below 0.02. This means that, even with a very large number of iterations, the chance 

of finding the natural ordering is in almost all cases under two in one hundred.  
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Figure 81. Rhino – plot of values of P(cspx) using configurations of LDA parameters that vary only in the 

values of α and β for the metrics of Chapters 4 and 6.  

Notice that with the Rhino code base there are only a very small number of curves which 

reach values close to or above 0.02. Particularly, in Figure 81 in the plot for the ONS5 metric ALDMs 

result in values of P(csp199) that are almost at 0.02, and in the plot for the silhouette coefficient 

values with ALDMs reach very close to 0.04. In the remainder of the plots, both in Figure 81 and 

Figure 82, all the values are lower and most of the curves are not visible at all.  
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Figure 82. Rhino – plot of values of P(cspx) using configurations of LDA parameters that vary only in the 

values of α and β for new the metrics introduced in Chapter 7. 

Table 147. Rhino –  values of P(csp199) for each dataset using configurations of LDA parameters that vary 

only in the values of α and β. 

  ATMS LDMS ALDMs 1k models CG1 CG2 

ONS5 0.002700 0.000109 0.019615 0.0000001 0.000021 0.0000004 

ONS10 0.013323 0.000024 0.001939 0.0000001 0.000042 0.000023 

OTS5 0.000008 0.000000 0.000837 0.0000004 0.002069 0.000081 

OTS10 0.000486 0.001110 0.000100 0.0000001 0.000083 0.000048 

Silhouette 
coefficient 

0.000031 0.001914 0.000604 0.000011 0.000348 0.001686 

Spearman 
correlation 

0.000539 0.000843 0.035126 0.000001 0.000078 0.000036 

DOS 0.000273 0.001447 0.005430 0.00000003 0.001159 0.000024 

DOF  0.000007 0.001135 0.002195 0.000007 0.000081 0.000391 

VI vs. Concerns 0.000211 0.000392 0.012841 0.000000 0.000021 0.000015 
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8.3 Discussion 

In this experiment, we explored the impact of LDA’s non-determinism on a configuration 

selection process comparing configurations which differ only in values of α and β. The results of the 

experiment indicate that the likelihood of finding the natural ordering of configurations is very low. 

Values of P(csp199) were below 0.2 in every single case, regardless of the use of aggregation 

techniques or metrics that are designed to account for LDA’s non-determinism.  

Table 148 summarizes the results for the aggregation techniques and Table 149 

summarizes the results for the datasets that directly use the topic models produced by LDA. Checks 

and crosses are used to represent values of P(csp199) using the icon legend shown in Table 150 just 

as in preceding chapters. A cell in either table corresponds to the value of P(csp199) with one of the 

aggregation technique (a control group or the 1k models in the case of  Table 149), for one of the 

metrics and one of the code bases.  

Notice that there is not a single cell in these tables that has a check (i.e., all values of 

P(csp199) are below 0.5). There are only 7 cells in both tables that have one single cross, 59 that have 

two crosses, and 150 that have three crosses. These results indicate that the impact of LDA’s non-

determinism when we compare configurations that vary only in values of α and β is very large.  
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Table 148. Main results of experiment of chapter 8: values of P(csp199) for the each of the aggregation 

techniques. 

  
ATMs LDMs ALDMs 

dbViz Mylyn iBatis Rhino dbViz Mylyn iBatis Rhino dbViz Mylyn iBatis Rhino 

ONS5             

ONS10 
   

 
    

 
   

OTS5      
 

  
 

   

OTS10          
   

Silhouette 
coefficient            

 

Spearman 
correlation    

  
 

 
   

    

DOS      
 

 
 

 
 

    

DOF      
 

   
 

    

VI vs. 
concerns     

 
  

  
 

    

 

Table 149. Main results of experiment of chapter 7: values of P(csp199) for the 1k models and control groups. 

  
1k models CG1 CG@ 

dbViz Mylyn iBatis Rhino dbViz Mylyn iBatis Rhino dbViz Mylyn iBatis Rhino 

ONS5 
            

ONS10 
            

OTS5 
            

OTS10 
     

 
   

 
  

Silhouette 
coefficient       

 
 

 
 

 
 

Spearman 
correlation               

DOS   
            

DOF               

VI vs. 
concerns               

 

 



360 

Table 150. Icon legend used in Table 148 and Table 149. 

Icon Interpretation 

 
P(csp199) < 0.01 

 P(csp199) < 0.1 

 0.1 < P(csp199) < 0.5 

 0.5 < P(csp199) < 0.75 

 0.75 < P(csp199) < 0.95 

 
P(csp199) > 0.95 

 

Table 151. Icon legend and numerical interpretation.  

Icon Value of P(csp199) 
Numerical 

interpretation 

 
P(csp199) < 0.01 0 

 P(csp199) < 0.1 1 

 0.1 < P(csp199) < 0.5 2 

 0.5 < P(csp199) < 0.75 3 

 0.75 < P(csp199) < 0.95 4 

 
P(csp199) > 0.95 5 

 

Despite that our results indicate that the comparison of configurations which vary only in 

values of α and β is highly impacted by LDA’s non-determinism, it is worth to discuss some trends 

that we can observe regarding differences across the metrics, code bases, and aggregation 

techniques.  

Table 152 shows the results for each metric when averaged over all the code bases. The 

table shows three data columns. The first shows the average value for all aggregation techniques, 

the second shows the average value for all three datasets that directly use the topic models 

produced by LDA, and the last column shows the average value for all 6 datasets.  

Values in Table 152 are the result of averaging of the icons in Table 148 and Table 149, by 

interpreting the crosses numerically using the conventions shown in Table 151. For instance, in the 
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case of the ONS5 metric with aggregation techniques, the values in the first row of Table 148 are 

averaged into the value shown in the top left cell of Table 152. Note that the maximum possible 

value for any cell is 5.0 (if all the corresponding cells in Table 148 and Table 149 had three checks), 

and the lowest possible value is 0 (if all the corresponding in Table 148 and Table 149 had three 

crosses).  

The first thing to note is that the highest value obtained is below 0.85 for the aggregation 

techniques, and below 0.51 for the datasets that directly use the topic models produced by LDA. 

Also, notice that there are several cells that have a value of 0. This comes in contrast with the values 

we obtained in Chapter 7, for which the corresponding table (Table 139) shows that the lowest 

values were 2.25 for the aggregation techniques and 2.0 for the datasets that directly use the topic 

models produced by LDA. It is clearly the case that the impact of LDA’s non-determinism is much 

larger when comparing configurations that vary only in values of α and β, than when comparing 

configurations that vary in values of k. 

Despite that all the values of P(cspx) are very low, notice that the highest values in Table 152 

correspond to the new metrics we introduced in Chapter 7. This is indicative that, even though this 

experiment is much more impacted by LDA’s non-determinism, the new metrics are better than the 

ones we used in Chapters 4 and 6.  

Notice also that for every metric, except the silhouette coefficient metric, values are higher 

with the aggregation techniques than with the datasets that directly use the topic models produced 

by LDA. This is indicative that, even though this experiment is much more impacted by LDA’s non-

determinism, the aggregation techniques do help increase values of P(cspx).  

If we look at the last column of Table 152 we can also see which metric produces the best 

results. Particularly, we can see that the highest value corresponds to the DOF metric, and that 

values are slightly lower for the DOS and VI vs. concerns metrics. Regarding the metrics we used in 

Chapters 4 and 6, we can see that the metric that produces the best results is the Spearman 
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correlation metric. This is surprising because this was one of the metrics which we found to be 

most negatively impacted by LDA’s non-determinism in Chapters 4 and 6. Notice, however, that if 

we look only at the datasets that directly use the topic models produced by LDA, we see that the 

lowest ranking metrics are the Spearman correlation, ONS5 and ONS10 metrics, aligning with our 

analysis of Chapter 4. However, since the value with the aggregation techniques is much higher for 

the Spearman correlation metric than for the other metrics from Chapters 4 and 6, we see that the 

value in the third column is larger for the Spearman correlation metric. We are not sure, however, 

why it is the case that the aggregation techniques work well for the Spearman correlation metric in 

this experiment, as we did not observe such an improvement in the experiment of Chapter 6 (see 

Table 101).  

Table 152. Assessment of the results of P(csp199) by optimization metric  

Optimization Metric 
Aggregation 
techniques 

1k 
Models+ 

CG1 +CG2 

All 
datasets 

ONS5 0.25 0.00 0.13 

ONS10 0.25 0.00 0.13 

OTS5 0.25 0.17 0.21 

OTS10 0.33 0.17 0.25 

Silhouette coefficient 0.25 0.25 0.25 

Spearman correlation 0.67 0.00 0.33 

DOS 0.75 0.42 0.58 

DOF  0.83 0.50 0.67 

VI vs. Concerns 0.67 0.33 0.50 

 

 To continue the discussion, we now present in Table 153 results averaged for each code 

base. The table shows one average result for all aggregation techniques and one average result for 

the datasets that directly use the topic models produced by LDA. Notice that the lowest values in 

both columns correspond to the Rhino code base. In the column corresponding to the aggregation 

techniques, we see that the best result corresponds to dbViz, yet for the datasets that directly use 

the topic models produced by LDA the best results correspond to iBatis. This result is surprising as 
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well, as we had observed in previous chapters that the larger code bases were least impacted by 

non-determinism. Yet in this case we cannot say this is the case, as values are very low with Rhino, 

yet they are not so low with iBatis, and values with the aggregation techniques are very close for 

dbViz, Mylyn and iBatis (the two smallest and the largest code base).  

Table 153. Assessment of the results of P(csp199) by code base 

Code 
base 

Aggregation 
techniques 

1k Models+ 
CG1 +CG2 

dbViz 0.63 0.22 

Mylyn 0.52 0.15 

iBatis 0.59 0.44 

Rhino 0.15 0.00 

 

We speculate that, perhaps, our observation about LDA’s non-determinism impacting less 

the larger code bases only holds when we compare configuration that have a different number of 

topics (i.e., a different value of k). Yet, in the case in which the configurations only vary in values of 

α and β there is no such a difference. The reason behind this intuition is related to an observation 

we made in Chapter 5. Recall that in experiment 5.2 we observed that matching topics were less 

similar for the larger code bases than for the smaller ones. We posited (in the discussion of Chapter 

5) that perhaps the intra-configuration differences (i.e., differences between topic models produced 

with the same configuration) were smaller for the larger code bases than for the smaller ones, yet 

that the inter-configuration differences (differences between topic models produced with different 

configurations) were much greater for the larger code bases than for the smaller ones. As a result of 

these differences between the code bases, the impact of LDA’s non-determinism in a configuration 

selection process was larger for the smaller code bases (as observed in Chapters 4 and 6). However, 

we can now refine this observation to state that, perhaps, the inter-configuration differences are 

only greater for the larger code bases when the configurations have different values of k, yet when 

the configurations only have different values of α and β this is perhaps not the case.  
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Lastly, Table 154 presents the results averaged for each aggregation technique (or the 1k 

models or control groups) over all the code bases and all the metrics. The values in the table show 

that the aggregation techniques do result in higher values than the datasets that directly use the 

topic models produced by LDA. Moreover, ALDMs seems to be the best aggregation technique, 

which coincides with our analysis in Chapter 7, while ATMs and LDMs only provide some slight 

improvement over the results with the control groups.  

It is also important to note that, in Table 154, the average value is much lower for the 1k 

models than for the control groups. This is slightly surprising as we did not see such a big difference 

in the experiment of Chapter 6 (see Table 102). The interpretation we make of this result is that it is 

likely the case that, in the experiment of this chapter, there is a larger effect that can be attributable 

to the reduction of the number of topic models employed to create the natural ordering. Recall that 

the natural ordering for the 1k models dataset is produced using 1000 topic models for each 

configuration, while for the rest of the datasets (aggregation techniques and control groups) only 

100 models per configuration are used to produce the natural ordering. These results indicate that 

the impact of LDA’s non-determinism is such that reducing from 1000 to 100 the number of topic 

models used to produce the natural ordering has an important effect on the values of P(cspx). The 

implication of this result is that, perhaps, some of the improvements we see with the aggregation 

techniques versus the 1k models, in this case, are to be attributed to the reduction in the number of 

models used to produce the natural ordering.  

 

Table 154. Assessment of the results of P(csp199) by dataset  

Dataset   

ATMs 0.36 

LDMs 0.36 

ALDMs 0.69 

1k models 0.08 

Control groups 0.26 
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In conclusion, our results indicate that the comparison of configurations that have different 

values of α and β was much affected by LDA’s non-determinism. We can speculate about why, it is 

the case that this experiment is much more affected by LDA’s non-determinism. Recall that, as we 

mentioned in Chapter 5, the impact of LDA’s non-determinism in a configuration selection process 

is likely a function of the difference in magnitude between the intra-configuration differences (i.e., 

differences between topic models produced with the same configuration) versus the inter-

configuration differences (differences between topic models produced with different 

configurations). Moreover, we can now refine this observation to state that if the intra-

configuration differences are lower in magnitude than the inter-configuration differences, then the 

configuration selection process will only be moderately impacted by non-determinism. We 

speculate that, likely, the reason why comparing configurations that vary only in the values of α and 

β is more impacted by non-determinism is related to this observation. Particularly, it is likely the 

case that the inter-configuration differences between topic models that are produced using different 

values of α and β are smaller in magnitude than the inter-configuration differences between topic 

models that are produced using different values of k. In other words, the impact of variations of 

values of α and β is likely much smaller than the impact of variations of values of k. Recall that, as 

we also commented in the discussion of Chapter 3, there is previous work that has also made this 

observation [5].  

Another important aspect to highlight is that some of the observations that we made about 

the impact of LDA’s non-determinism in a configuration selection process seem to only hold when 

we are comparing configurations that have different values of k. Yet, when we compare 

configurations that have different values of α and β some of these observations no longer seem to 

be valid. Particularly, as we noted, it does not seem to be the case that the larger code bases are less 
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impacted by non-determinism than the smaller ones in the experiment of this chapter. As we noted, 

this is likely also the result of the reduction in the magnitude of the inter-configuration differences. 

Lastly, it is important to note that the results indicate that the solutions we proposed in 

Chapters 6 and 7 are inefficient to reduce the impact of non-determinism when we compare 

configurations that only have different values of α and β. Although we did show that the aggregation 

techniques improve values of P(cspx), and that the new optimization metrics fare better than the 

ones we used in Chapters 4 and 6, we simply cannot guarantee that a configuration selection 

process, which compares configurations in which only values of α and β  are varied, will find the 

natural ordering.  
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CHAPTER 9: CONCLUSIONS AND FUTURE WORK 

9.1 Contributions  

LDA topic models have the potential to support software developers in many different 

activities. There has been some successful exploration of the extent to which topic models can be 

used to support fault localization, feature location, traceability link recovery, code comprehension, 

expertise identification, and architectural recovery, amongst others. In these endeavors, a common 

underlying thread is the series of steps followed to identify which configuration of the key 

parameters of the LDA algorithm can be used to produce a topic model that best fits its specific 

purpose. However, what had not been explored well, to date, is the extent to which the LDA 

algorithm’s non-deterministic nature impacts a configuration selection process, nor the extent to 

which, as a consequence of this non-determinism, the results of such a process are replicable.  

In this dissertation we addressed this gap and make the following four contributions: 

 

Contribution 1: The precise quantification of the extent to which LDA’s non-

determinism impacts a configuration selection process. 

In this dissertation, we explored how LDA’s non-determinism impacts a configuration 

selection process with several different optimization metrics that have been proposed in previous 

research. To explore if a process which uses these metrics is impacted by non-determinism, we 

defined a way to precisely quantify how likely a configuration selection process is to identify what 

we call the natural ordering of configurations. The natural ordering captures which configurations 

are more likely to produce a better topic model (i.e., one that is better for its purpose) than the 

other configurations. This natural ordering is identified by evaluating a very large number of topic 

models produced with each of several configurations. We showed how it is possible to then 
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quantify how likely one is to find an ordering, which is the same as the natural ordering, in a 

configuration selection process in which only a small number of topic models are produced. To 

quantify this likelihood, we formulate the process of finding an ordering of configurations as a 

probabilistic event (specifically, as a series of binary trials). In this way we obtain a precise 

quantification of P(cspx), the probability that a configuration selection process, in which x topic 

models are produced for each of a set of configurations, will result in an ordering of configurations 

that is the same as the natural ordering.  

We presented the results of an experiment in which we calculated values of P(cspx) using 

each of several optimization metrics that have been proposed to date. The results of our experiment 

showed that the replicability of a configuration selection process was not guaranteed, regardless of 

the optimization metric which was used to evaluate the topic models. In fact, results showed that if 

we produce an ordering using only one topic model per configuration (as most research so far has 

done), the value of P(csp1) with any of the metrics was close to, or under, 10%. Moreover, even with 

a large number of topic models per configuration (i.e., a large value of x), there was not one single 

case in which we obtained a value of P(cspx) that was above the threshold of 95% that we defined; 

in most cases values of P(cspx) were under 50%. 

 These results provide evidence that replicability of a configuration selection process is far 

from being guaranteed. The impact of LDA’s non-determinism is such that, regardless of the 

optimization metric used to evaluate the topic models, the probability of finding the natural 

ordering of configurations is very low. The implication of these results is that, very likely, if one 

runs a configuration selection process using these metrics, the resulting ordering will be accidental. 

Anyone repeating the exact same process (with the same metric and same code base as input) will 

most likely find a different ordering of configurations, and, thus, different results for their 

overarching experiment.  
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Moreover, we found that some metrics are more affected by LDA’s non-determinism than 

others. Characteristics of a code base, such as the number code files it contains, and the relative 

distribution of files over the packages, also can result in notably lower or higher values of P(cspx) 

with some of the metrics. In most cases, it seems that the smaller code bases are most impacted by 

LDA’s non-determinism. In the case of metrics that make calculations based on the distributions of 

files over the packages, code bases that have many packages with not too many files in any one 

package seem to be most impacted by LDA’s non-determinism.  

 

Contribution 2: The characterization of key aspects about the nature of LDA’s non-

determinism when a code base is used to produce topic models. 

We performed a detailed exploration of the nature of LDA’s non-determinism to understand 

better why it is the case that the replicability of a configuration selection process is problematic. We 

defined hypotheses that make statements about the nature of the variability that exists between 

two topic models that are generated using the same configuration of LDA parameters and same 

code base as input. We also defined hypotheses about how the distance measures we use to quantify 

the variability between topic models may aggravate or ameliorate the impact of non-determinism.  

We presented a series of experiments to support or reject the validity of the hypotheses we 

defined. The results of these experiments provided sufficient evidence to accept the validity of the 

following hypotheses: 

 Matching topics exist in different topic models: if a topic is related to some terms and 

some files with some probabilities in one topic model, there is likely also one (and only 

one) topic in another topic model that is also related to the same terms and the same 

files with similar probabilities. 
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 Not all topics are impacted equally by non-determinism: some topics are more impacted 

by LDA’s non-determinism than others. When we compare two topic models, some 

matching topics are practically identical, while other matching topics are different. 

 Not all topic models are equally divergent from the rest: when comparing each topic 

model with all the others produced using the same configuration, the measured 

variability with some of them, on average, is less than with the rest. 

 Variability is reduced when considering document sizes: using two distance measures 

which only differ in a single aspect, whether or not they consider the relative size of 

each file, leads to the observation of different levels of variability. Particularly, 

variability is observed to be less with the measures that consider the relative file sizes 

(quantified as number of distinct terms in a file) than with the measures that do not.  

 Variability is more when observed with the correlation between document distances versus 

with the variation of information: comparing two distance measures, one which 

measures the correlations between distances among code files, and another that 

measures the amount of information that differs between two topic models, leads to the 

observation that they exhibit different levels of variability. Particularly, variability is 

observed to be more with the measure that quantifies the correlation between file 

distances, than with the variation of information. 

Our results show that there is indeed variability among topic models produced with the 

same configuration, and that the nature of this variability may be similar to that which has been 

observed when using a natural language document corpus. The first implication of these findings is 

that it is very likely that the techniques that have been used in that context (i.e., when using a 

natural language document corpus) can also work when we use a code base to produce the topic 

models.  
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We also found that the way in which the matrices that make up a topic model are processed, 

in order to quantify the variability between two topic models, can aggravate or ameliorate the 

observed impact of LDA’s non-determinism. We discussed how it is very likely that these lessons 

should also apply to optimization metrics, and that some metrics will thus be more appropriate to 

be used as part of a configuration selection process than others.  

 

Contribution 3: The definition of novel techniques to aggregate topic models, and the 

evaluation of the extent to which these can help reduce the impact of LDA’s non-

determinism. 

We explored the use of what we call aggregation techniques. These techniques receive as 

input several topic models and produce as output a single topic model. We explored three specific 

techniques: 

 Average Topic Models (ATMs): This aggregation technique is based on the idea that the 

values in the matrices, which are defined in several topic models, can be averaged out in 

order to produce a single aggregated topic model. The technique receives as input several 

topic models and produces as output a single one that is the average of those passed as 

input (i.e., a model with the average of the values stored in the Θ and Φ matrices of those 

passed as input). This is a technique that was proposed for use with topic models produced 

with a natural language document corpus. We are the first to use it in the case of topic 

models produced with code. 

 Least Divergent Models (LDMs): This aggregation technique is based on the observation 

that not all topic models are equally divergent (when compared with a distance measure). 

We generate a larger number of topic models than those we intend to evaluate in the 

configuration selection process. We select the topic models that are least divergent (i.e., the 
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LDMs), and use these ones only as part of the configuration selection process. This 

technique is a novel approach which is proposed and evaluated in this dissertation. 

 Average Least Divergent Models (ALDMs): The third technique, which is also novel, is based 

on combining the averaging technique and the least divergent models technique. We first 

select some number of least divergent models as in the LDMs technique, we then produce 

average topic models as in the ATMs technique, but using as input only least divergent 

models.  

We presented the design and results of an experiment to assess the extent to which these 

techniques could be used to increase the replicability of a configuration selection process. Our 

results indicated that, in several cases, the resulting values of P(cspx) were higher when we used the 

aggregation techniques. Particularly, we found that, for three of the code bases, there was at least 

one technique that did result in notably higher values of P(cspx) overall. However, none of the 

techniques worked well across all the code bases. We also found that at least one aggregation 

technique worked well with each optimization metric; however, none of the techniques worked 

well across all the metrics. Moreover, with some metrics the improvement with the aggregation 

techniques was more than with other metrics. Finally, characteristics of a code base, particularly its 

size, also played a role. 

Our results indicate that, although there was an improvement in the replicability attained 

with the aggregation techniques, it still was insufficient, in most cases, to reach the threshold which 

we defined (a value of P(cspx) above 95%). Using these techniques was insufficient to reach the 

level of replicability we desired when we used the optimization metrics which have been proposed 

to date. These results are likely indicating that there are underlying problems with the metrics.  
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Contribution 4: The identification of critical design aspects about optimization 

metrics that can influence the extent to which they aggravate or ameliorate the 

impact of LDA’s non-determinism. 

We performed an analysis of some the optimization metrics that have been proposed to 

date. We found that, just as for distance measures, the ways in which an optimization metric uses 

the information stored in the Θ and the Φ matrix can reduce or increase the observed impact of 

LDA’s non-determinism. Particularly, we noted that there are two key design principles that should 

be followed in order to reduce the impact of non-determinism: 

 It is critical to take into account the relative size of the code files as part of the 

calculations that are made by an optimization metric. Calculating averages over all files 

without taking into account their relative sizes can lead to a lower replicability of the 

results of a configuration selection process.  

 It is not recommendable to perform calculations that involve inferring file-to-file 

distances from the values in the Θ matrix, as it reduces the replicability of a 

configuration selection process. Instead, it is better to use metrics that are based on 

information theory concepts, such as the variation of information.  

Following these principles, our analysis indicated that the optimization metrics that we 

used in the experiments of Chapters 4 and 6 are not well designed: they fail to take into 

consideration the nature of LDA’s non-determinism. Thus, these metrics were likely aggravating the 

impact of LDA’s non-determinism. 

To address these issues, we presented three new metrics that are explicitly designed to take 

into consideration the nature of LDA’s non-determinism. Two of these metrics can be used without 

the need of any gold set, as they compare a topic model against the structure of the code to make 

the determination of which model is best. These metrics are the degree of scattering of a topic (DOS) 
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and the degree of focus of a package (DOF). The DOS metric conveys the extent to which the topics 

in a model are related to parts of the code scattered across a small or large set of packages. The DOF 

metric conveys the extent to which the code for each package is related to a small or large set of 

topics in one model. The third metric we proposed is the variation of information versus concerns 

(VI vs. concerns). This metric compares a topic model with a concerns gold set, by quantifying the 

amount of information that needs to be lost or gained to transform a topic model into a concern 

model. 

We presented the results of an experiment to compare these three new metrics with the 

ones we used in Chapters 4 and 6. We found that the new metrics result in much higher values of 

P(cspx). In most cases the improvement was such that the value of P(cspx) was above the threshold 

of 95%, indicating that a configuration selection process is very likely to produce replicable results. 

Moreover, we found that, in some cases, the aggregation techniques improved values of P(cspx)  

versus directly using the topic models produced by LDA. Particularly, we found that with the 

ALDMs technique values of values of P(cspx) were highest, and that the replicability of the results of 

a configuration selection process could be guaranteed. 

However, we also found that there are characteristics of the metrics such that, with some 

code bases, values of P(cspx) were not as high. Particularly, for the DOS and DOF metric we found 

that code bases that are too small, and that as a result of this have too few packages, are not 

adequate to be evaluated with these metrics. In the case of the VI vs. concerns metric, we found 

that, if the gold set of concerns has a hierarchical structure, it may not be adequate to compare a 

topic model with the concerns using this metric. The most important implication of these results is 

that, even with metrics that are carefully designed, it is important to be aware of the precise 

conditions in which a metric can be used successfully.  
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9.2 What this dissertation does not show 

There are two salient aspects that the work presented in this dissertation does not explore 

in detail which are important to discuss. First, our work does not address whether the topic models 

that results from the use of our techniques are good.  Second, guaranteeing replicability of results is 

not necessarily always preferred for every single application of LDA in software engineering. 

Regarding the first point, our experiments only show how the aggregation techniques and 

new optimization metrics result in higher replicability of the results of a configuration selection 

process. However, we do not address the question of whether the topic models produced with the 

aggregation techniques are of as good a quality as those directly produced by LDA. That is, we do 

not explore whether the topic models which are ranked as being the best by our techniques are 

actually better than the ones we initially produced without our techniques. 

However, we informally observed there were some cases in which the aggregation 

techniques resulted in models that were better than those directly produced by LDA. For instance, 

Figure 83 presents a plot comparing the values obtained for the 1k models versus the ATMs with 

the silhouette coefficient metric for the dbViz code base. Notice that the best models (highest values 

preferred) are those produced with a large value of k (corresponding to the box-and-whiskers on 

the right side of each plot). Notice also that the mean values (line at the middle of a box-and-

whisker) are higher on the plot on the right (ATMs) than on the plot on the left (1k models) with 

the two largest values of k. There were other cases, however, in which some of the aggregation 

techniques did not result in models that were as good as those directly produced by LDA. This 

means that it is important to not blindly trust the ATMs technique and its results, but to carefully 

assess the results in a broader context of needs (see below). 
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Figure 83. Example plots comparing results with 1k models versus ATMs. 

Regarding the new optimization metrics (DOS, DOF), we, again, did not perform a thorough 

exploration of the extent to which the models that are found to be best are indeed useful for some 

particular purpose. However, we did informally observe that there were some cases in which the 

best topic models which were selected with the VI vs. concerns metric had some topics that were 

indeed similar to some of the concerns, providing us with initial evidence that indeed the metric can 

be used to identify a topic model that is similar to a concerns gold set. 

For instance, Table 155 compares the distribution for a concern from the dbViz gold set and 

a topic from a model that was ranked as having a low value of the VI vs. concerns metric (lower 

values are preferred with this metric). The table shows the code files that have a probability over 

0.1 associated to the topic or to the concern. As this table shows, both the concern and the topic are 

related to several of the same code files with a high probability (code files 39, 40 and 41), as well as 

to some other files with a lower probability (code file 42). However, the concern has a lower 

probability related to some other code files which are not related to the topic (code files 1, 2, and 

11), and there is one singe code file related to the topic which is not related to the concern at all 

(code file 43). Also, there is only one single code file that is related with a high probability to the 

concern, which is not related to the topic (code file 31). Though this shows promise that perhaps 

the topic models identified are indeed similar to the concerns, a thorough exploration of the extent 
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to which these metrics are indeed preferable from the perspective of leading to the identification of 

better models is necessary. 

Table 155. dbViz– distribution of topic “view, cell, graph” vs concern “AutoArrangeDiagram” 

id Code file P(code file) view,cell,graph AutoArrangeDiagram 

1 JDBV 0.030 0.002 0.059524 

2 gui.JDBVMenuBar 0.010 0.000 0.089844 

11 gui.DiagramPane 0.024 0.046 0.206897 

31 AutoArrangeAction 0.012 0.000 1 

39 diagram.LayoutAlgorithm 0.112 0.993 1 

40 diagram.ConnectionEdgeRenderer 0.040 0.977 1 

41 diagram.TablePortView 0.006 0.955 1 

42 diagram.Diagram 0.088 0.230 0.161538 

43 diagram.ConnectionEdge 0.003 0.192 0 

 

A second aspect that we now discuss regards cases in which replicability of the results may 

not be preferred. That is, in some uses of LDA in software engineering it may be sufficient to simply 

produce a very good model once. For instance, this might be the case if one is interested in 

producing a model that defines topics that are similar to the components of the system (as in [19]). 

In this case it could be sufficient to produce a large number of topic models and let a developer who 

is familiar with the code base pick out a model in which the topics best capture the architectural 

components of the system. Since these components should be relatively stable, finding a single 

model that defines topics that correspond well to the components of the system once might be 

sufficient. As this example shows, if finding a single model once is all that is necessary, then 

replicability is not an issue and LDA’s non-determinism does not have a negative impact. Indeed, it 

may actually help in sampling a diverse range of models. 

However, there are many other cases in which the replicability of the results of a 

configuration selection process is important. For instance if we want to use LDA to find bugs (as in 

[35]) or features (as in [5]), replicability is likely crucial. This is because, due to the nature of 

software, code evolves and any topic model is likely to become out of date as the code which was 

used to produce the topic model is progressively changed. A topic model that produces a good ‘bug 



378 

search index’ or ‘feature search index’ now may be of less use a few months in the future when a 

code base is actively maintained. As a result of this, having some guarantee that a given 

configuration can be used to repeatedly produce a good topic model becomes key, and 

understanding the impact of LDA’s non-determinism will still be critical.  

9.3 Threats to validity  

The main threat to the validity of the work presented in this dissertation is related to the 

number of systems that were included in the experiments. Particularly, we used only four different 

code bases. The decision to use these code bases, as we discussed, stems from the availability of the 

concerns gold sets which were used as part of the exploratory study presented in Chapter 3. Clearly, 

it would be desirable to replicate the experiments using a larger number of code bases that 

represent a wider spectrum of the type of software systems for which LDA could be used to support 

development activities. However, it is important to note that using these four systems is an 

adequate starting point, as these are open source systems of considerable size, which have also 

been used as part of experiments or case studies of tools and techniques to support software 

engineering activities [5, 18, 20, 36]. 

A second threat to the validity of our work is related to the impact of the process that was 

followed by Eaddy et al. in [17] to identify the concerns. Particularly, there were differences in how 

the concerns were identified for each of the code bases. We discussed the most important 

differences in Chapter 3. However, it is worth noting that these differences had some influence on 

the results of the experiments. For instance, in the case of Mylyn, the concerns were identified for a 

small fraction of the code base, which included the files in only two packages. As we noted, using a 

code base of this small size had an impact on the results of several of the experiments. For instance, 

in Chapter 4 we observed that the values of P(cspx) were particularly high for the Mylyn code base 

with the OTS5 and OTS10 metrics, likely as a result of the low number of packages used from this 
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code base in the concern identification process. Yet, in Chapter 7, we observed that, with this same 

code base, with the DOS and DOF metrics the values of P(cspx) were particularly low, also likely as a 

result of this characteristic. Also, it is important to note that, in the case of the dbViz code base, only 

the high level concerns were identified. Yet, in the case of iBatis and Rhino, a much more detailed 

markup of the concerns was performed. As a result of these differences, the gold sets for the latter 

two systems have a much larger number of concerns than the other two code bases. As we noted in 

Chapter 3, it is very likely the case that the result of these differences is that the values of the 

Spearman correlation metric were much lower with the iBatis and Rhino code base than with the 

other two code bases. Lastly, in Chapter 7 we observed that the VI vs. concern metric was not 

adequate to use with the entire gold set of iBatis, yet it was adequate, when we pruned the gold set 

to only include the highest level concerns. To reduce the impact of these differences, we included in 

the experiments other metrics that do not rely on the concerns gold sets. Using these metrics 

mitigates these threats, since we observed similar trends regarding how non-determinism impacts 

the use of topic models, regardless of which metric was used.  

A third threat is regarding our selection of optimization metrics in Chapter 4. It is important 

to note that, due to the need to use the same code bases throughout the experiments, we could only 

select metrics which could be evaluated for these four code bases. This means that it was not 

possible for us to use metrics that rely on a gold set different to a concerns gold set (e.g., a gold set 

of coupling links, issues, bugs, traceability links, etc.). The main threat is that there is a possibility 

that these other metrics, which we did not include, would not be as affected by non-determinism as 

the ones we did include in our experiments. However, this is not likely the case, as these rejected 

metrics operate in a similar manner to the ones we did include in the experiments. We note that 

none of the authors of the papers in which these other metrics are proposed make any reference to 

considering the nature of LDA’s non-determinism as part of the criteria that guided the design of 

their metrics. Particularly, none of this existing work makes explicit reference to aspects such as 
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considering the relative sizes of files, or using metrics such as the variation of information which 

can directly ameliorate the impact of LDA’s non-determinism.  

Another threat regarding the optimization metrics we used in Chapters 4 and 6 is related to 

the details of the implementation of the calculations performed by these metrics. We built 

adaptations of these metrics following the descriptions indicated by the authors in the 

corresponding papers. In some cases, however, insufficient detail was available in these papers, and 

some decisions had to be made by us regarding how to fill these gaps. For instance, in the case of 

the silhouette coefficient metric, the authors did not clearly describe how the distances between the 

code files were calculated. As a result of this, we decided to use a strategy which is commonly 

employed by other researchers that have also performed these types of calculations. Nevertheless, 

it is possible that, in our adaptations of these metrics, the decisions we made resulted in 

calculations that may be more negatively impacted by LDA’s non-determinism than the original 

ones used by the corresponding authors. However, it is likely that any other researcher that 

attempts to replicate the calculations of these metrics will have to make similar decisions, and that 

their results will also be similarly impacted by LDA’s non-determinism. 

One more important aspect to discuss, about the adaptations that we made of the 

optimization metrics, is that some of these metrics were initially designed to operate using as input 

to the LDA algorithm a code corpus in which each method is defined to be a distinct document. 

Discussions regarding the appropriate granularity to select to define the documents that are passed 

to the LDA algorithm are seldom found in the papers that explore the use of topic models in 

software. Previous work has used both entire code files as distinct documents (e.g., [2, 4, 20, 21, 30, 

31, 39, 54, 61, 62, 64, 65], as well as individual methods as distinct documents (e.g., [5, 7, 22, 35, 

48]), yet arguments in favor of either choice are not explicitly made. Our decision to use code files 

as distinct documents is based on two reasons: (1) there is more research which, to date, has used 

code files as input to LDA, and (2), most of the work that has talked about both concerns and LDA 
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topics, has also used entire code files as input to LDA. Since our initial exploration of LDA was a 

comparison of concerns to topics, it was more appropriate to create the topic models using each file 

as a distinct document in all of the experiments. More importantly, as our results indicate, the 

impact of LDA’s non-determinism is greater for smaller code files than for larger ones, so it seems 

reasonable to believe that topic models produced when we use as input the individual methods 

(which are usually smaller than most code files), are very likely to also be negatively impacted by 

LDA’s non-determinism. However, more research is necessary to explore what is the most 

appropriate granularity to use to define distinct documents to be passed as input to the LDA 

algorithm. Clearly, considering the impact of LDA’s non-determinism should be an important part of 

this future research. 

One last threat to the validity of our work regards our selection of the configurations of LDA 

parameters. In the experiments of Chapters 4 through 7 we used the same set of nine configurations 

in which the value of k was the main parameter which was varied. Our selection of the specific 

values of k for these experiments played an important role in the results we reported. This is a 

threat because it is possible that a selection of a different set of configurations could yield different 

results. Particularly, as we noted in the discussion of Chapter 5, configurations with a very small or 

a very large number of topics seem to be most negatively impacted by LDA’s non-determinism. 

Thus, perhaps, running an experiment without including these types of configurations will show the 

impact of LDA’s non-determinism to be smaller. Nevertheless, since we used the same set of 

configurations throughout, the effect of having these topic models with a very small or very large 

number of topics is likely similar for all of the metrics we explored in all of the experiments. This 

means that, although selecting a different set of configurations may yield slightly lower or slightly 

higher values of P(cspx), it is very likely that similar trends will be observed. For instance, our 

observations that the new metrics are indeed resulting in much higher values of P(cspx) are likely 

going to be valid regardless of which specific configurations are used. Also, it is worth to highlight 
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that, in Chapter 8, we showed how an exploration of other configurations, which varied in values of 

α and β, also indicated that indeed the new metrics were superior to the ones used in Chapters 4 

and 6, and that the use of aggregation techniques did seem to increase the replicability of the 

results (albeit the improvement was not enough to reach the threshold of replicability we desired).  

9.4 Advice  

 The work presented in this dissertation provides a series of insights about the use of topic 

models in the context of software engineering. The most important take-away is that LDA’s non-

determinism can have a big impact on such endeavors, and that care must be taken to make sure 

that the results of any configuration selection process are indeed replicable. Furthermore, we now 

summarize the most important lessons that we can give to researchers that want to use LDA topic 

models produced with a code base as input: 

 It is important to consider the nature of non-determinism when designing an 

optimization metric. Particularly, as we showed, there are at least two key aspects about 

the calculations made by an optimization metric that can help reduce the impact of non-

determinism: (1) considering the relative sizes of code files, and (2) using calculations 

based on information theory concepts.  

 Selecting configurations that have a very small or a very large value of k must be done 

with care, as these seem to be most impacted by LDA’s non-determinism. In the case of 

configurations that have a very small number of topics, we observed that there was too 

much variation in the resulting topic models. In the case of configurations that have a 

very large number of topics, we observed that some of the topics may be redundant, 

particularly when a code base that is not too big is used as input (< 40,000 LOC). 

 Using as input to the LDA algorithm a code base that is very small may lead to an 

aggravated impact of non-determinism. As we observed, with most optimization metrics 
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values of P(cspx) were lower with the smallest code bases. It is perhaps recommendable 

to not use LDA at all if a code base is too small (< 5,000 LOC).  

 Once an optimization metric has been designed, it is important to evaluate how 

sensitive it is to non-determinism, and if under certain conditions the impact of non-

determinism is aggravated. In the case of the metrics we presented in Chapter 7 we 

found that specific characteristics of the code base and of the gold set used to compare 

against the topic models can be used to determine if the metrics are adequate to be 

used. Researchers that design new metrics should take the time evaluate how sensitive 

their metrics are to non-determinism with different code bases, to find if there are 

specific conditions under which their metrics are not appropriate to be used. 

 Attempting to compare configurations with different values of α and β is very 

challenging. Our results indicated that, due to non-determinism, the differences 

between models produced with the same values of α and β may be greater than the 

differences between models produced with different values of α and β. Perhaps it is best 

to follow the recommendations of [23] to select values for these parameters and to 

focus only on the selection of values of k.  

 Aggregation techniques can help reduce the impact of non-determinism in some cases. 

These should be used with caution as in other cases they do not help reduce the impact, 

and the additional effort involved in their use may be too high. It is perhaps best to first 

run a configuration selection process several times without the use of an aggregation 

technique. If the results of the process are not the same every time, then turn to the use 

of aggregation techniques as a possible alternative to increase replicability.  
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9.5 Future work  

Many questions still remain open about the use of LDA topic models to support software 

engineering activities. So far, the exploration has just started, and we have only begun to find in 

which cases, and under which assumptions, these topic models can indeed be used to support 

developers. The work presented in this document is a key part of this exploration, as it provides 

guidance to researchers that need to appropriately deal with LDA’s non-determinism in this 

endeavor. There is much more research that is necessary, however, for the full potential of topic 

models to be obtained, and there are many questions still open about the use of topic models 

produced with a code base as input.  

 

An evaluation of the impact of non-determinism in a configuration selection process 

in which values of all the parameters of the LDA algorithm are varied. 

In the experiments included in this dissertation we assessed the replicability of a 

configuration selection process when a small number of configurations of LDA parameters are 

compared. In Chapters 4, 6 and 7 we used a small set of configurations in which the value of k 

varied, while in the experiment of Chapter 8 we used a small set of configurations in which only α 

and β varied. There are two main reasons why we used only a small set of configurations in our 

experiments. First, most research to date has executed a configuration selection process comparing 

a small set of configurations [2, 20, 22, 35]. As we explained in Chapter 2, an exhaustive exploration 

of the search is often unfeasible due to the effort required to generate each model, and the scale and 

number of values for the parameters that would need to be tested. Therefore, the configuration 

selection process is usually one of finding a best model among a small set of configurations.  

Second, our experiments are designed to assess the likelihood that a specific ordering of a 

small number of configurations is found. These experiments were specifically designed to 
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reproduce the most common condition, in which the researcher is not interested in an exhaustive 

exploration of the space of possibilities. If the number of configurations used is too large, finding 

any particular ordering becomes very unlikely, and the effects on LDA’s non-determinism are 

aggravated even more. This is because we are representing a configuration selection process as a 

series of binomial trials, and its results (i.e., the value of P(cspx)) are quantified using a cumulative 

probability function. Incrementing the number of configurations to simultaneously include 

variations in all parameters increases the number of binomial trials in a polynomial way, and makes 

it so that finding any specific ordering is very unlikely. 

However, it may be desirable to run an experiment in which the impact of non-determinism 

is assessed in a configuration selection process in which a very large number of configurations, in 

which all values of the configurations of LDA parameters are varied, are compared. There are many 

challenges to run such an experiment. First, running such an experiment would require a very long 

time and computational effort just to generate the topic models for each configuration. Second, 

running such an experiment would require a different strategy to assess the impact of non-

determinism and how replicable the results are. In such an experiment, the results of a 

configuration selection process should not be interpreted in terms of the ordering of configurations, 

but rather in terms of a precise quantification of the variability in the values resulting from the 

evaluation of topic models when different values of k, α and β are used. Although this may be 

possible, it is a different interpretation of a configuration selection process than we have used in 

this dissertation, and it also diverges from the way in which a configuration selection process has 

been traditionally executed in research.  

Regardless, if these issues are solved, it is possible that such an experiment could shed some 

additional insights about the nature of LDA’s non-determinism. It may be possible that with some 

values of k the variations of α and β do result in topic models that are significantly different (i.e., a 

result that is different to that which we observed in Chapter 8). Moreover, such an experiment 
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could provide further understanding about the nature of LDA’s non-determinism. It could show 

that, perhaps, variations of values of k dominate variability in the results to a far greater extent than 

variations in the values of α and β. It is possible that, in terms of a configuration selection process, 

variations of values of α and β introduce noise, but only to a certain extent, so it may still be the case 

that using aggregation techniques and carefully designed metrics can help guarantee the 

replicability. However, it is also likely that such an experiment will provide definite evidence of the 

observations we found in Chapter 8: that trying to find values of α and β that can be guaranteed to 

produce a topic model that is better is simply not viable as a result of LDA’s non-determinism.  

 

A deeper understanding of optimization metrics. 

There are many open questions about the use of optimization metrics which are not directly 

related to how LDA’s non-determinism impacts these metrics. As we have discussed, there has been 

a wide variety of optimization metrics that have been proposed to evaluate and compare topic 

models. Underlying each of the optimization metrics is an interpretation of what makes a topic 

model good or bad. We presented some metrics that are specific to some purpose. These metrics 

are defined with the objective of measuring how well a topic model fares when compared in some 

way to some gold set. Other metrics, however, do not depend on any gold set, and the interpretation 

is usually that a good topic model has some specific properties, such as it matching the code’s 

modular structure.  

Due to the large variety of metrics that are available, more work is necessary to provide a 

direct comparison of optimization metrics in terms of the usefulness of the topics models produced. 

First, it is important to explore the question of which optimization metric a practitioner should 

choose. Should a practitioner select a metric that is specific to their purpose, or one that claims to 

find topic models that are good for any purpose? If a specific kind of gold set is not available, should 

the practitioner go through the effort of producing such a gold set?  
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Exploring these kinds of questions about optimization metrics also highlights that there is 

much we need to know about how different metrics can be directly compared. For instance, it is 

important to find whether or not the best model found with one optimization metric is also a good 

one according to some other metric. If this is not the case, then more work is required to assess the 

usefulness of different optimization metrics and the best topic models found using them. It would 

be ideal that a single topic model serve many purposes (i.e., support any type of development 

activity), but whether or not this is the case is not yet known. 

 

What is the ‘right’ use of topic models? 

There are also deeper questions about the nature of topic models generated with a code 

base that future research must explore. To date, there is only some research that has actually 

explored the design of tools that use topic models to provide assistance to developers, and the few 

that exist make very different assumptions about the nature of the topics.  

Our results showed that, perhaps, topics may be similar, to some extent, to concerns, which 

indicates there might be potential to use LDA topic models to mine the concerns of a system. 

Previous research has aimed to find how topic models are related to features, bugs, traceability 

links, coupling links, among others. In most cases, the results have been used to claim that there is 

potential to use topic models for a specific purpose (i.e., feature location, bug identification, 

traceability link recover, coupling link identification, etc.).  

However, It is very unlikely the case that topic models are indeed related to all of these 

(concerns, features, bugs, traceability links and coupling links). In other words, questions such as if 

topics are more similar to bugs than to features, or to features than to concerns, are very relevant 

and require more research. Answering these types of questions is key, as the use of topic models in 

practice must be driven by the development of tools that correctly leverage LDA topic models. In 

order for LDA topic models to move from research into practice, the design of these tools must 
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include considerations for LDA’s non-determinism but, clearly, it must also take into consideration 

whether or not topics are indeed similar to concerns, features, bugs, traceability links, or coupling 

links. 

 

Using a gold set to find the best topic model. 

There are open questions about how gold sets are used to evaluate topic models that need 

to be explored in future research. There are many of the optimization metrics which depend on 

some type of gold set. It is relevant to note that, in most existing work, the same metric (and the 

same gold set) is employed to compare how different configurations result in better or worse topic 

models, as well as to draw conclusions about the application of LDA in a specific context. That is, the 

same metric and same gold set (e.g., the same bugs) that are used to find that certain values of k, α, 

and β can be used to find the best ‘bug search index’ is then also used quantify the potential that 

LDA has to support bug localization.  

Using the same metric and gold set to both find a best topic model and to assess the 

usefulness of LDA in a specific context might not be desirable in all cases. Particularly, this is 

because, from a perspective of supervised learning [42], it is akin to using the same data to first 

train a model, and then to test it (i.e., it is somewhat similar to not holding out any documents when 

calculating perplexity). From this perspective, it might be better, instead, to use one optimization 

metric to find a topic model, and to then use some other different metric (or to at least hold out part 

of the gold set) to show that the topic model found is indeed useful for some purpose (as in [48]). In 

this case, the main question that still requires more exploration is whether or not it appropriate to 

use a metric with the dual purpose of (a) finding a best topic model and (b) providing evidence that 

LDA is indeed promising?  
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LDA’s non-determinism after a configuration selection process. 

Beyond the open questions about optimization metrics and which development activities 

topic models can indeed support, there are further questions regarding how LDA’s non-

determinism will impact the exploration of topic models outside of the context of a configuration 

selection process. That is, once a configuration selection process has been executed, and some 

values of the parameters have been identified as ones that likely produce a good topic model, there 

are still other ways in which non-determinism can impact the use of LDA topic models.  

Particularly, there is a case to be made about how non-determinism impacts the study of 

topic models in the context of software evolution. There has been some work that has looked at 

topic models produced with not just one version of the code, but multiple ones [24, 31, 33, 61–65]. 

Software changes; code is modified and maintained continuously. As a result of this, any topic 

model produced with a code base (even if multiple past versions of code are included in this 

process as in [31, 61–63, 65]) will eventually become out of date. A possible way to deal with this 

challenge is to use evolving, or dynamic topic models [40].  

Using evolving or dynamic topic models is an area of research that has been explored very 

little when a code base is used as input [24, 33]. It requires the generation of multiple topic models, 

each with a different version of code. To allow for evolution to be captured in the topic models, 

links between the topics in each different model (each model produced with a specific version of 

the corpus) must be identified. By observing how much topics change from version to version, it is 

possible to capture aspects about the evolution of the document corpus. 

The challenge here is that the use of dynamic topic models is very likely to be impacted by 

LDA’s non-determinism. This is because the topic models produced with different versions of code 

need to be compared. It will be very likely the case that it is difficult to distinguish the differences 

that stem from the actual changes in the code, versus the differences that stem from LDA’s non-

determinism. Much research is required to first understand how non-determinism impacts this 
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process, and second, to adequately deal with non-determinism in the process of linking topics from 

different models.  
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APPENDIX A: SAMPLE CLASSES FROM DBVIZ 

 

Code for class ImportException.java with only 47 lines and 20 distinct terms 
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Partial code for class LayoutAlgorithm.java, with almost 1000 lines of code and over 1500 distinct 
terms. 
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