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Abstract

A study of Generalization in Deep Neural Networks

by

Vamshi Chowdary Madala

One of the important challenges today in deep learning is explaining the outstand-

ing power of generalization of deep neural networks and how they are able to avoid the

curse of dimensionality and perform exceptionally well in tasks such as computer vision,

natural language processing and recently, physical problems like protein folding. Various

bounds have been proposed on generalization error of DNNs, however all of the proposed

bounds have been empirically shown to be numerically vacuous. In this study we ap-

proach the problem of understanding generalization of DNNs by investigating the role of

different attributes of DNNs, both structural - such as width, depth, kernel parameters,

skip connections, etc - as well as functional - such as intermediate feature representa-

tions, receptive fields of CNN kernels, etc, in affecting the generalization. We provide

experimental results showing which of the properties above influence generalization the

most and which of them, the least and discuss the results relating them to the theoretical

bounds.
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Chapter 1

Introduction and Prior Work

Deep neural networks (DNNs) have been pervading every field of science ever since their

show of dominance in computer vision has been marked in 2012 by winning the ImageNet

Image Classification competition using convolutional neural networks by A. Krizhevsky

et.al [1], thanks to their superior generalization capabilities compared to traditional Ma-

chine Learning techniques like SVMs, Decision Trees, clustering etc. It has been of utmost

importance to explain this generalization of DNNs ever since, more so in recent times due

to the exponential increase in the deployments of DNNs to real world systems. Due to

much of the initial interest and research in learning theory and perceptrons since 1960s,

long before the advent of modern DNNs, there is a strong theoretical backbone that has

been developing, explaining the cases where artificial neural networks were supposed to

be beneficial to a particular class of problems and what properties such networks must

possess and cases where neural networks were supposed to fail, for e.g. like the curse

of dimensionality. But the latest success of deep neural networks in every field is left

unexplained by such theories.

In this work we aim to bridge that gap a little by systematically conducting ex-

periments to study the generalization performance of DNNs with respect to different
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Introduction and Prior Work Chapter 1

attributes of DNNs and along the way relating the experimental results to the proposed

theories, both classical and modern, and providing commentary on the supposed evidence

for correlation or lack thereof between the generalization and each of those attributes.

This report has been structured into 5 chapters. In this introducing chapter, we

provide references to some of the previous works which tried to tackle this task of com-

prehensively explaining generalization of DNNs and also individual bodies of work that

were aimed at studying the phenomena more concisely by only looking at one or two of

the attributes like depth, width, optimization algorithm, etc.

In chapter 2, we introduce the notation for some of the theorems and bounds presented

in this report and formally define what we mean by generalization error of a DNN for all

the empirical results that will be presented thereafter. We also give a detailed account of

Vapnik-Chervonenkis theory which proposes a complexity measure for the generalization

of approximating functions. This is useful in understanding the nuances involved in

trying to isolate the generalization error from different types of errors that creep into

the neural networks because of the sheer number of parameters involved in training and

testing a neural network like architecture of DNN, activation functions, optimization

algorithm, dataset parameters, optimization hyper-parameters etc. But the main reason

we study the VC theory is because we provide some empirical results that gives validity

to some aspects of the VC theory. Arguments that contradict the theory are also made

and results showing the same are postponed until chapter 4.

We then present the empirical results pertaining to the generalization error vs struc-

tural attributes of DNNs in chapter 3. Among the structural attributes, the least studied

attribute in terms of generalization is the activation function. We present experiments

with a wide range of activation functions and their corresponding effects on generaliza-

tion. We also present experiments where we tried to ”learn” the activation function that

has better generalization. Next we discuss depth and width choices for DNNs and find

2
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some interesting commonalities in the modern CNN architectures w.r.t number of layers

and widths of the layers that are largely unexplained in the popular analyses of DNNs.

We then tackle the curse of dimensionality and the number of parameters using a novel

approach of designing fully connected architectures by providing arguments why we think

CNNs are able to avoid the curse of dimensionality, by introducing Tiling Networks and

providing some preliminary empirical results that support our claims and also present

different methods of training such networks. Finally we look at skip connections vs

generalization.

Chapter 4 is largely focused on our work on trying to predict generalization perfor-

mance in CNNs without access to test datasets and only utilising the training dataset

and a trained model, that started with our submission to Predicting Generalization in

Deep Learning (PGDL) Challenge, which later expanded to analysing various functional

attributes of DNNs that can hint at the underlying generalization capacities. We in-

troduce various metrics like distortion, roughness, confidence that try to estimate the

generalization performance of a given trained model and the training dataset by looking

at the intermediate feature vectors of CNNs and analysing them using statistical tools

like PCA, SVMs, GMMS, k-means clustering etc. We further expand the analysis namely

the local receptive-field analysis by considering the most basic functional unit of CNNs

i.e. a single 2D convolutional kernel operating on a small section of an intermediate

feature vector and studying them with the same statistical tools. We provide results of

our metrics on the competition’s datasets and provide the limitations of our proposed

metrics.

We also present a tool (web application) that we developed to quickly visualize our

proposed metrics and compare against each other and also integrate metrics proposed

by other researchers from the PGDL competition thus helping us better understand the

role of different metrics in predicting generalization of DNNs.

3



Introduction and Prior Work Chapter 1

Finally in chapter 5 we conclude by presenting a brief summary of the results of this

study and note some future directions of research that can expand on this study.

1.1 Prior Work

[2] builds extensive empirical results analysing different methods of characterizing the

generalization error in DNNs by conducting large scale experiments and commenting on

the validity of each method and different theoretical bounds including VC dimension

as one of the complexity measures that fails to explain generalization according to their

results. [3] argues similarly that traditional statistical complexity measures of generaliza-

tion are useless in the context of modern DNNs by showing experimental evidence where

DNNs overfit on random labels and thus arguing that the capacity of most modern DNNs

already shatters the bounds proposed by the classical complexity theory.

[4] attempts to explain the generalization power of deep neural networks, compared to

shallow networks, by appealing to the compositionality of the approximating functions.

[5] provides bounds for generalization error in fully connected ReLU networks w.r.t its

depth by observing that piece-wise linear functions such as those represented by ReLU

DNNs approximate the saw-tooth type functions exponentially efficiently by generating

affine linear pieces.

[6] provides a comprehensive list of bounds on generalization error w.r.t depth and

dimensionality and discuss many other modern theories of DNNs. [7] proves that ReLU

networks and rational functions can approximate each other thus carrying some of the

results of approximation theory to be applicable in the analysis of DNNs. VC theory and

other bounds of generalization error such as Rademacher complexity are given a detailed

accounts in [8].

Popular methods like Monte Carlo dropout [9], Bootstrap, and ensemble based meth-

4
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ods [10] are relatively simple, albeit computationally expensive, approaches to estimate

the uncertainty and expected generalization of a deep learning model by running multiple

inferences, but they are not robust for networks trained with additional regularization.

[11] demonstrated that simple OOD-likelihood estimates using in-distribution data are

not reliable. The uncertainty score proposed by [12] depends only on the final logits of

the network, which leaves the model vulnerable to false high-confidence values that can

potentially be exploited by the adversarial inputs to the network [13]. Mutual informa-

tion (MI) using clusters proposed by [14] rely on a labeled subset of data to impose the

consistency across the unlabeled images, a limitation inherent in any MI-based method

because the true data distribution is unknown. [15] propose improved MI methods but

only produce uncertainty bounds for a model that does not extend to the uncertainty of

individual samples. This has prompted development of more granular statistical tech-

niques independent of test-data.

[16] evaluated many empirical uncertainty measures such as PAC-Bayes based meth-

ods [17, 18] and norm-based bounds [19], demonstrating the relative success of “sharp-

ness” measures [20] in predicting test accuracy of CNN image classifiers using training

data. However, these metrics are prohibitively expensive for large CNNs and image-to-

image networks, as they involve computing gradients of the weights with respect to many

perturbed inputs.

5



Chapter 2

Background

2.1 Notations

Much of the notations and definitions are adapted from [6, 8].

A fully connected feedforward neural network or a multi-layer perceptron (MLP) with

activation function %, total number of layers L and widths at each layer N is given by its

architecture a = (N, %), where L ∈ N, N ∈ NL+1, and % : R→ R such that N0, NL, and

N`, ` ∈ [L − 1], as the number of neurons in the input, output, and `-th hidden layer,

respectively. Parameters of the neural network θ ∈ P , where P is the parameter set and

so the total number of parameters is given by P (N) := ΣL
`=1N`N`−1 + N`. The above

defines a realization function for the neural network given as Φa : RN0 × RP (N) → RNL ,

which satisfies for every input x ∈ RN0 and parameters θ,

θ =
(
θ(`)
)L
`=1

=
((
W (`), b(`)

))L
`=1
∈

L∑
`=1

(
RN`×N`−1 × RN`

) ∼= RP (N)

W (`) ∈ RN`×N`−1 is referred to as weight matrices and b(`) ∈ RN` as bias vectors, and

Φ(`) as the activations of the N` neurons in the `-th layer. The width and depth of the

6



Background Chapter 2

architecture are given by ‖N‖∞ and L.

Consider the input space X and output space Y and n i.i.d random variable pairs

(Xi, Yi) are sampled from unknown distribution P . The goal of DNN is to construct a

function g : X → Y that predicts Y from X.

2.2 Errors

To evaluate the performance of g, we define risk of g as

R(g) := P (g(X) 6= Y ) = E[1g(X) 6=Y ] (2.1)

Now for n observations of (Xi, Yi), we define the empirical risk as

Rn(g) :=
1

n

n∑
i=1

1g(Xi)6=Yi (2.2)

and DNNs employ empirical risk minimization to find the best estimate for g as:

gn = arg min
g∈G

Rn(g)

where G is a set of possible functions g.

The best possible risk is observed when the target function achieves the minimum

risk over all possible measurable functions i.e.

R∗ = inf
g
R(g)

An example illustration of true risk and empirical risk and errors associated when

different functions g ∈ G are selected by the DNN is shown in figure 2.1.

7



Background Chapter 2

Figure 2.1: Empirical risk and true risk over a class of functions and the corresponding
errors produced by the selection of functions in DNNs.

2.2.1 Training error

The optimization algorithm, typically SGD, performs the empirical risk minimization

(ERM) and selects a function g which might be a local minima w.r.t the empirical risk

Rn but might be far away from the global minima of all functions that could be found

by the optimization algorithm even w.r.t the empirical risk as shown in figure 2.1.

So for the training set of (Xi, Yi) pairs, we consider the training error as following,

for a converged function g after training the DNN with n samples of (Xi, Yi),

εtrain = |Rn(gn)−Rn(g)|

2.2.2 Generalization error

The case of generalization error is different because it implies we evaluate the selected

function against the true risk R from the given space of (X ,Y) consisting of samples from

8



Background Chapter 2

the unknown distribution P . For this reason, in this report, we consider a test set of m

data points sampled from a subset (Xval,Yval) ⊂ (X ,Y), such that

R(g) =
1

m

m∑
i=1

1g(Xval,i)6=Yval,i

This allows us to define the generalization error as

εgen = |R(g)−Rn(gn)| (2.3)

2.3 VC Theory

From the figure 2.1 and the above definition of generalization error in equation 2.3, it

is clear that the generalization error depends on the model g found by the DNN training.

For example, if the best approximating function g∗ belongs to the class of functions that

can be found by the optimization algorithm, as is the case shown in figure 2.1, but not

always in practice, and the selection of observations (Xi, Yi) is such that the empirical

risk Rn coincides with the true risk R, and the optimization algorithm is not stuck at a

local minima, then the probability that g = g∗ is not zero.

So this gives us opportunity to bound the generalization error by making some as-

sumptions about the function class G modeled by DNN. In [8], the assumptions and

corresponding bounds, summarized as VC theory, are derived and here we reproduce the

main points of interest.

Hoeffding’s Inequality

Hoeffding’s inequality is a consequence of law of large numbers (LLN) applied to

bounded random variables. It is stated as follows: for i.i.d random variables Z1, ..., Zn

9
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with f(Z) ∈ [a, b], then for ε > 0, we have

P

[∣∣∣∣∣ 1n
n∑
i=1

f (Zi)− E[f(Z)]

∣∣∣∣∣ > ε

]
≤ 2 exp

(
− 2nε2

(b− a)2

)
:= δ (2.4)

For a function g selected by DNN training, defining (X, Y ) = Z form the random

variables and the risk to be the bounded function over G i.e. from plugging in the

equations 2.1 and 2.2 into equation 2.4, and rewriting it in terms of δ > 0 we get for any

g (εgen = R(g)−Rn(g)) that with probability at least 1− δ,

εgen(g) ≤

√
log 2

δ

2n

The above result is misleading because it says that the generalization error is upper

bounded by a quantity that only depends on the number of training data points n of for

a given fixed g. However note from our discussion at the introduction of this section and

figure 2.1 that we also need to take into account that the function g itself will depend on

the empirical observations otherwise stated as the possibility that the class of functions

that can be sampled may not converge the empirical risk to the true risk rendering the

above bound vacuous. To tackle this, we also need to take into account which classes

of functions the optimization algorithm will select from. The idea, as described in [8],

is to use uniform deviations i.e. upper bounding the risk with the assumption that all

functions in G are equally probable to be found by the algorithm and using the union

bound for all the functions in the class, where Ng is the total number of functions, the

above inequality is refined to

εgen(g) ≤

√
logNg + log 2

δ

2n
(2.5)

10
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The bound for generalization error in equation 2.5 is for the class of G that has count-

able number of functions. This bound is refined further for the case of countably infinite

number of functions in [8]. But taking a look at the more general case of uncountable

set G, we can rely on the finite training sample set to get an idea of the set of functions

the optimization algorithm might select. In other words, we look at the projected class

of functions on the training data (Xi, Yi), we consider the following set:

G(X1,Y1),...,(Xn,Yn) = {(g((X1, Y1)), ..., (g((Xn, Yn)) : g ∈ G}

For all the classification functions, since the functions g can only take finite values, the

above set is always finite even if the set G is itself uncountable. We now define the growth

function.

Definition 2.3.1 Growth function is the maximum number of ways into which n

points can be classified by the function class

SG(n) = sup
(X1,Y1),...,(Xn,Yn)

|G(X1,Y1),...,(Xn,Yn)|

For this class, the Vapnik-Chervonenkis theorem states the following:

Theorem 2.3.1 (Vapnik-Chervonenkis). For any δ > 0, with probability at least

1− δ,

∀g ∈ G, εgen(g) ≤ 2

√
2

logSG(2n) + log 2
δ

n
(2.6)

Notice that the above bound is better than that for countable case i.e. when |G| = Ng,

we have SG ≤ Ng. But now SG needs to be calculated.

11
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VC Dimension

Definition 2.3.2 VC Dimension of a class G is the largest n such that SG = kn,

where k is the number of classes in the classification function g.

Otherwise stated as: if SG = kn, there is a set of size n such that the class of functions

can generate any classification on these points and G is said to shatter the set. So VC

dimension of a class G is the size of the largest set that it can shatter.

More description about VC dimension can be found in [8]. Most importantly, the

Vapnik and Chervonenkis, Sauer, Shelah Lemma states that for a class of classifier func-

tions with finite VC dimension h, the generalization error/empirical risk will converge

uniformly over the class to the true risk and that the generalization error convergence is

related to the number of data points n because

SG(n) ≤
h∑
i=0

(
n

i

)
; n < h

=⇒ SG(n) ≤
(en
h

)h
; n ≥ h

and so combining with equation 2.6, we get

εgen(g) .

√
h log n

n
(2.7)

If we assume that this analysis applies to DNNs strictly i.e. if Φa ∈ G, and if it

satisfies all the assumptions laid out above, then we have a bound for the generalization

error of DNNs in terms of the number of training data points n and the VC dimension h,

which depends on number of parameters of the DNN. Figure 2.2 shows the generalization

performance of VGG16 on CIFAR10 dataset when number of training data points is

varied i.e. εgen vs n. The right plot clearly shows that generalization error is a function

12
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of n and fits very closely with the trend predicted by equation 2.7 (with a scaling factor

of course, that is a function of VC dimension h and other terms fully shown in equation

2.6).

Figure 2.2: Generalization performance of VGG16 on CIFR10 dataset when number
of training samples (n) is varied. (Left) Validation accuracies for each network trained
with n samples during training for 100 epochs. (Right) Final generalization error of
each network compared with the RHS in terms of n in equation 2.7.

However, For a typical DNN like VGG16, the number of free parameters is of the order

of 106 and hence h is expected to be very large, so the generalization error is supposed

to be very bad! However, despite the large number h, the optmization algorithm, SGD,

is able to converge on very small generalization error! Strictly speaking, whether the VC

dimension of neural networks is computable and whether it depends on the number of

parameters is an open question.

Now on the other hand, if we assume that Φa 6∈ G, as argued in [2], this begs the

question that whether, despite the large number of parameters in the DNNs, SGD is

only confined to select from a very small class of functions and thereby having a small

effective VC dimension. The experiments we conduct in sections 4.2 and 4.3 with trying

to find the effective dimensionality of the intermediate features by doing PCA, clustering

and various other methods, might show that despite the large number of parameters at

13
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each layer’s function, it’s effective dimensionality is indeed very small, explaining the low

generalization errors of DNNs.

14



Chapter 3

Generalization and Structural

Attributes of DNNs

3.1 Activation Functions

There haven’t been any notable studies connecting activation functions to the gener-

alization performance of neural networks. Activation functions like sigmoid, radial basis

functions, generalized radial basis functions, the cosine squasher, polynomials, trigono-

metric polynomials, etc have been used in showing that neural networks can approximate

large function classes (including continuous functions) arbitrarily well [21]. These func-

tions differ significantly in their power of approximation, however, modern deep neural

networks use a completely different class of activation functions called rectifed activation

functions, of which the most popular is the ReLU function. Empirical studies of compar-

ing different types of activation functions in DNNs [22, 23] show only marginal differences

in generalization performance. This begs the question, is the activation function directly

related to the generalization performance of the DNN? In this section we aim to address

this question empirically by comparing different classes of activation functions: rectified

15
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activations, polynomial, hermite and logarithmic.

Table 3.1 shows the test set accuracy of different activation functions evaluated on

a 5-layer Multi-Layer Perceptron (MLP) trained on Fashion-MNIST dataset [24]. The

choice of network architecture and dataset is prompted by the need for the network to be

shallow enough to obtain 0 training error so that the comparison between generalizations

(proxied by the accuracy obtained on the testset) is not affected too much by the choice

of other hyper-parameters of the network like widths and of the training algorithm like

batchsize, learning rate etc. The testset accuracies confirm the results obtained in other

empirical studies evaluating different activation functions [22, 23] i.e. the differences in

the generalization performance are marginal, not only among the same type of functions

but also between different classes of non-linear activations. The accuracy for cubic ac-

tivation function stands as outlier, but we note that for cubic activation function, the

network could not be trained to overfit on the training data. We attribute this to the

two following reasons: 1) The initialization of weights of the MLP produced intermediate

outputs > 1.0, which explode as cubic polynomial grows rapidly in [1,∞) 2) The 5-layer

MLP is too small to overfit on the training data. The second reason is evident from the

results obtained by training a wider network using the cubic activation function on the

same dataset, as shown in Figure 3.1. We further discuss this effect of width in section

3.2. Even so, the wider network was NOT able to fully overfit (0 training loss) on the

training data, so the effect of exploding intermediate outputs is too much to effectively

train networks with cubic activation function. Nevertheless, the takeaway is that there

are no observed significant differences in the DNN’s ability to generalize on a testset per-

taining to the different activation functions the network is trained with, provided that

the network was trained successfully (i.e overfitted on training data).

16
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Activation Function Type Description Accuracy

Relu Rectified f(x) =

{
0 for x < 0
x for x ≥ 0

84.3

Leaky Relu Rectified f(x) =

{
0.01× x for x < 0

x for x ≥ 0
85.2

Gelu Rectified f(x) = x× Φ(x)* 83.3

Three Piece Linear Rectified f(x) =


0.5× x for x < −0.1

x for −0.1 ≤ x ≤ 0.1
0.5× x for x > 0.1

79.4

Signed Square Root Polynomial f(x) =

{
−
√
−x x < 0√
x x ≥ 0

82.1

Signed Square Polynomial f(x) =

{
−x2 x < 0
x2 x ≥ 0

63

Cube Polynomial x3 33.8
Fifth Degree Polynomial 2x− 7

4
x3 + 3

4
x5 82.9

Signed Log Logarithmic f(x) =

{
− ln(1− x) x < 0

ln(1 + x) x ≥ 0
82.3

* Φ(x) is the Cumulative Distribution Function for Gaussian Distribution

Table 3.1: Comparing generalization performance (testset accuracy) of different types
of activation functions for a 5-layer MLP on Fashion MNIST dataset.

Figure 3.1: Loss and accuracy during training of (a) 5-layer MLP with widths - (784,
256, 128, 64, 10) (b) 5-layer MLP with widths - (784, 2048, 3096, 4192, 10), with
cubic activation functions.

17
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3.1.1 Learning activation functions

The marginal differences, however, that appear in Table 3.1 implore us to further

investigate the differences between the different classes of activation functions. Primarily,

whether the polynomial functions approach rectified or piece-wise linear in the functional

form if the coefficients are allowed to tune themselves during training. To test this, we

train VGG-16 network [25] on 2-class classification of dogs vs cats from CIFAR10 dataset

[26]. The choice of the network and dataset are again made such that the differences in

generalization introduced due to training algorithm and choice of hyper-parameters are

minimized while keeping the network’s ability to overfit on the training data.

Out of Table 3.1, fifth degree polynomial is chosen for tuning because the number of

coefficients that can be tuned will then be 3, allowing for ample flexibility. Furthermore,

to disallow the exploding of activation outputs, thereby causing NANs during training,

we clamp the activation outputs to [−1, 1] range. The results are shown in Table 3.2.

For reference, accuracies with ReLU and fixed (non-tunable) fifth degree activation are

also provided. We have observed that the initialization of the polynomial’s coefficients

has profound effect on the network’s ability to train as well as the generalization accu-

racy. But the differences in generalization performance between polynomial and rectified

functions are again marginal and the tuning of coefficients of the polynomial did NOT

produce activations that look like rectified or piece-wise linear.

We also experimented with orthonormal Hermite polynomials as activation functions.

But these networks did not show any promise in terms of better generalization and were

hard to train. So they were not explored further. The comparison here is provided in

order to encourage future exploration into these varied classes of activation functions.

Some previous work on orthonormal Hermite polynomials as activation functions can be

found in [27].
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Activation Function Description Accuracy

Relu f(x) =

{
0 for x < 0
x for x ≥ 0

74

Fifth Degree Clamped f(x) =


x for x < −1

2x− 7
4
x3 + 3

4
x5 for −1 ≤ x ≤ 1
x for x > 1

70.5

Tunable Fifth Degree Clamped with initalization: A = 0.5, B=2.0 f(x) =


x for x < −1

Ax− 5−4A−B
2

x3 + −3+2A+B
2

x5 for −1 ≤ x ≤ 1
x for x > 1

50

Tunable Fifth Degree Clamped with initalization: A = 1.01, B=0.5 f(x) =


x for x < −1

Ax− 5−4A−B
2

x3 + −3+2A+B
2

x5 for −1 ≤ x ≤ 1
x for x > 1

70

Tunable Fifth Degree Clamped with initalization: A ≥ 2.0, B=0.5 f(x) =


x for x < −1

Ax− 5−4A−B
2

x3 + −3+2A+B
2

x5 for −1 ≤ x ≤ 1
x for x > 1

NA

Hermite f(x) = (2x− 7

4
x3 +

3

4
x5)e−x

2

63.2

Table 3.2: Comparing generalization performance (testset accuracy) of learnt polyno-
mial activation functions vs ReLU for VGG16 on CIFAR10 dogs vs cats classification.

3.2 Depth and Width

In the context of depth of DNNs, it is worthwhile to reiterate the difference between

approximation error and the generalization error component of the total error when

representing a function, as discussed in 2.2. For example, the universal approximation

theorem and the recent results extending the theorem to deep neural networks with

finite widths primarily deal with approximation error corresponding to both the training

error and the generalization error [28, 29, 30]. In [31], Yarotsky provides upper bound

for the error in fitting the training data for deep networks and prove that deep ReLU

networks approximate smooth functions better than shallow networks. The effect of

depth and width on solely the generalization error has not been of much interest in the

approximation theory literature. So, in this work we study the effect empirically and

observe how both the errors relate to each other when depth and width of a neural

network are varied - and more surprisingly, how they are varied.

First we look at the total approximation error as summarized in [31] with the following

depth-width approximation trade-off theorem:

Theorem 3.2.1 (Depth-width approximation trade-off [6]) Let d, L ∈ N with L ≥
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Depth Layer widths Training error Gen. error

4 784, 1024, 1536, 10 0.013 0.013
5 784, 256, 128, 64, 10 0.034 0.115
5 784, 1024, 1536, 2048, 10 0.009 0.113
6 784, 512, 256, 128, 64, 10 0.052 0.128
9 784, 512, 512, 512, 512, 256, 128, 64, 10 0.041 0.119
9 784, 784, 784, 512, 512, 512, 128, 64, 10 0.039 0.119
9 784, 1024, 1536, 1024, 512, 256, 128, 64, 10 0.037 0.115
10 784, 942, 1100, 1258, 1416, 1574, 1732, 1890, 2048, 10 0.008 0.122
16 784, 784, 784, 512, 512, 512, 256, 256, 256, 128, 128, 128, 64, 64, 64, 10 0.109 0.187

Table 3.3: Approximation and generalization errors of FC DNNs with varying depth
and widths on Fashion-MNIST dataset.

2 and let g ∈ C2([0, 1]d) be a function which is not affine linear. Then there exists a con-

stant c ∈ (0,∞) with the following property: For every ε ∈ (0, 1) and every ReLU NN

architecture a = (N, %R) = ((d,N1, ..., NL−1, 1), %R) with L layers and total number of

neurons ‖N‖1 ≤ cε−1/(2(L−1)),

inf
θ∈RP (N)

‖Φa(., θ)− g‖L∞([0,1]d) ≥ ε.

Theorem 3.2.1 states that in order to approximate non-affine linear functions upto ε

error, ReLU NNs which are affine linear need to have a depth-width relationship which

grows as ΠL−1
`=1N`. Otherwise simply stated as, for a shallower network to have similar

training error as a deeper network, the total number of neurons need to be exponentially

larger, which lower bounds the width of the shallower neural network.

To verify the above bound, we trained fully connected ReLU networks with varying

depths and widths on Fashion-MNIST dataset and measure the training error and gen-

eralization error for each network for a fixed number of epochs, while maintaining other

training algorithm hyper-parameters constant. The results are shown in Table 3.3. Until

a certain depth (10), the training error conforms to the previously stated depth-width

trade-off with a surprising caveat that how the network’s width is increased matters a lot,

specifically networks with Nk+1 ≥ Nk, for k ∈ [K], for some K < L and Ni+1 ≤ Ni for
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i > K approximate better than networks with same depth but violating this inequality in

layer widths. We discuss this further in section 3.2.1. Ignoring the networks showing this

weird phenomenon, as predicted by theorem 3.2.1, shallow networks with larger widths

can approximate as well as deeper networks with narrower widths.

3.2.1 Double Conical Frustum Architectures of DNNs

It has turned out to be an unspoken rule in designing DNN architectures to increase

the number of neurons gradually as the depth is increased, placing the layer with highest

number of neurons somewhere in the middle, before finally start reducing the number

of neurons gradually to the output dimensions. For fully connected networks, this has

resulted in network architectures with largest width in the middle, giving these architec-

tures a double conical frustums or concrete mixer drum shape as shown in figure 3.2. For

convolutional neural networks, this has resulted in architectures with increasing number

of convolutional filters as the depth is increased. Figure 3.3 shows this trend for some of

the most popular CNNs.

Figure 3.2: Traditionally FCN architectures have gradually growing widths before
the width starts decreasing, resembling the shape of a concrete mixer drum or a double
conical frustum.

This phenomenon is also seen in table 3.3, where the networks with growing widths in
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Figure 3.3: Layer-wise / convolutional block-wise width progression of popular CNN
architectures. (y-axis is in logarithmic scale).

the shallower layers have better training error than the networks whose width is decreased

immediately from the second layer onwards. The generalization error does not show any

considerable difference between both types of architectures, however, this is most likely

due to the incapacity of MLPs to generalize well on vision datasets. For CNNs this

seems to have been the driving factor behind the most successful architectures as they

have shown excellent capacity in overfitting on the training data as well as generalizing

to the testsets of many vision datasets.

We hypothesize that this phenomena is necessitated by the need for a larger set of

basis functions at the second layer to represent the features extracted by the first layer

and then it is repeated again between second and third layers, and so on until the basis

set which minimizes the error (loss) for the whole training set is found, after which the

goal of the final layer is to just select the basis functions from the set which produce

the final outputs. The depth-width relationship in most of the popular CNNs seems to

conform to this hypothesis, where the fully connected layers are added after a set of

convolutional layers. In most cases, only one fully connected layer is sufficient to train
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the dataset without losing performance on the testset. See Figure 3.3 where for all the

networks shown, the final layer is a fully connected layer with less number of neurons

compared to the preceding convolutional layers/blocks. In such cases, the convolutional

layers, whose number of filters increase with depth, can be seen as the feature extractors

or basis function constructors and the final fully connected layer, which typically does not

have non-linearity applied after it, is just a linear combination of the best basis functions.

This idea of sequentially selecting basis functions which greedily minimize the error/loss

comes from the classical signal processing approaches introduced in matching pursuit [32]

and basis pursuit [33] and also later refined for machine learning tasks in kernel matching

pursuit [34]. The difference here is in the optimization algorithm which performs the basis

selection. In the classical approaches, various heuristics and properties of the data are

used to perform the basis selection at each layer, which provides flexibility in the width

of a layer to be dynamically selected by the optimizer itself. This also provides tools

to design the algorithm to have nicer numerical properties for the selected basis like

orthogonality [35]. But with modern DNN architecture design and training using SGD

as the optimizer, the widths at each layer need to be fixed before the optimization is

done and SGD then selects the best basis for the fixed widths. The obvious disadvantage

of this approach is that if the width is too large at a layer, the basis functions at that

layer can be ill-conditioned, leading to vulnerability from adversarial attacks [13] and if

the width is too small, the basis functions selected might not cover the whole set leading

to poor training or generalization performance. This might also explain why it has been

extremely hard to design new DNN architectures prompting the need for the emergence

of a whole new domain called neural architecture search(NAS) [36].
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3.3 Number of Parameters and Dimensionality

3.3.1 Curse of Dimensionality

Curse of dimensionality [37, 38] states that for a given number of free parameters

p of an approximating function, the error grows exponentially fast with increasing di-

mensionality of the input data d. For computer vision tasks, the input dimensionality is

thought to be quite large, for e.g. for CIFAR10 dataset, each image consists of 32x32x3

(=3072) float32 values. But modern DNNs have vastly lower number of free parameters

than what is predicted by the curse of dimensionality to have a low generalization error

i.e. p << O(ε−3072) and yet are able to generalize extremely well to out-of-sample test

data.

[6] provide three different explanations to explain this seeming avoidance of curse of

dimensionality namely 1) Manifold assumption - arguing that even though the dimen-

sionality of the data point d is large, the optimization for finding the approximating

function is NOT being performed on the regular Lp space, but rather error is measured

using Lp(µ)-norm where measure µ is supported on a d′-dimensional manifold such that

d′ << d. And so now the approximating functions can be found with low error rates

on this low dimensional manifold. 2) Approximation of Barron-regular functions - ar-

guing that neural networks are approximating Barron-regular functions whose error of

approximation is independent of input dimensionality and 3) PDE assumption - arguing

that neural networks approximate functions which are solutions to partial differential

equations (PDEs) and hence the absence of curse of dimensionality.

We tackle the manifold assumption in section 4.3.8 where we investigate the seemingly

low effective dimensionality of the basis functions produced by DNNs in their intermediate

layers.
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3.3.2 Data Boosting

Here we take a completely different approach in trying to understand this problem,

with the evidence of the big success enjoyed by convolutional neural networks (CNNs)

compared to the traditional MLPs. We postulate that the CNNs are avoiding the curse

of dimensionality by effectively boosting the data rate. For e.g. we look at the kernel

functions of CNNs which operate on the tiles of an input RGB image. For a single CNN

kernel of size 3x3x3 with padding = 0 and stride = 1 and an input image of size 32x32x3,

is in fact being operated on 2352 distinct tiles of the input image. For CIFAR10 dataset

with 50k images, this amounts to 117600000 tiles! And this is only at the first layer!

Also for the tile of size 3x3x3, the dimension is now 27 and not 3072!

Thus with this view of CNNs, a single layer CNN with 3x3x3 convolutional ker-

nels trained on CIFAR10 dataset operates on inputs of dimension 27 with an access to

117600000 distinct input data points and the curse of dimensionality doesn’t look like a

curse anymore!

To validate this hypothesis, we ask whether MLPs can approach CNNs in terms of the

generalization performance if the data loading and architecture of MLPs are structured

in a way to similarly reduce the input dimensionality and boost the data rate similar to

CNNs. To test this we construct what we call tiling networks as discussed in the following

sections.

3.3.3 Tiling Networks

Instead of vectorizing a full image as input to an MLP, we first unfold the image into

tiles with a given tile size K (similar to kernel size for a CNN) and stride S, which will be

hyper-parameters for the proposed tiling networks, and then vectorize each tile and feed

them as inputs to an MLP. For an input image of size HxW as height and width, for a

25



Generalization and Structural Attributes of DNNs Chapter 3

tile size of K, stride S and padding P , the number of tiles this produces can be calculated

using the same formula that is used to calculate the output size of a 2d convolutional

layer:

number of output tiles =
(W −K + 2P

S
+ 1
)
∗
(H −K + 2P

S
+ 1
)

The output from MLP for each tile is then folded back to their respective spatial locations

in the original image. These steps combine to form one level of a tiling network and the

outputs from this network can be used to make final class predictions using for the original

image using a number of different ways. A schematic of the above procedure is shown in

figure 3.4. In the figure, the outputs are shown as class predictions for each tile. These

predictions can be obtained by simple softmax and then final prediction can be taken as

the class with highest number of votes, where each vote is a class prediction from a single

tile.

Figure 3.4: Schematic of a 1-level tiling network.

But the outputs from the 1-level tiling network need not be quantized to class predic-

tions. The output values from the final layer of 1-level MLP can be folded back instead

to form a pseudo-image similar to the intermediate feature of a CNN network, with each

tile’s output folded back to its respective location corresponding to the original input,

thus preserving its spatial information.
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This psuedo-image is can then be fed into another tiling network repeating the steps

above thus roughly emulating second layer of CNN. But in this case, the total number

of parameters are vastly different compared to CNN layers as in CNNs each kernel is of

fixed size that produces a feature of fixed output size. In these tiling networks however,

MLPs can be constructed in any number of ways to have, to have either very few nodes

or very large number of nodes based on the tile size, application etc. Few results from

1-level tiling networks on CIFAR10 dataset with dogs vs cats classification with different

tile sizes are tabulated in table 3.4.

Important thing to note here is that because of the explicit folding and unfolding

operations involved and the resulting boost in data rate as shown in section 3.3.2, the

computations become expensive really fast, which limited the number of experiments we

could run to test these networks. For this reason only few tile sizes and comparatively

small MLP networks are used in the experiments. And also restricting the classification

problem to dogs vs cats of CIFAR10 also helped in saving compute time. The accuracy

results in table 3.4 can be compared with table 3.2 first row which shows the best per-

formance of VGG16, a CNN network on CIFAR10 dogs vs cats classification accuracy of

74%. The MLP used for 1-level tiling networks in table 3.4 are of following widths: K*K,

2352, 4096, 5120, 2. As can be seen in the table, the 1-level tiling network boosted the

performance significantly ( 5%) compared to vanilla MLP, showing that the data rate

boosting obtained is significant in terms of the generalization performance. This result

gives good standing legs for our hypothesis about data rate in as claimed in section 3.3.2.

But the performance of these networks is still lower than VGG16.

We extend the 1-level tiling networks by repeating the folding and unfolding of suc-

cessive outputs to form multi-level tiling networks as discussed in following sections.
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Tile Size Accuracy

No tiling, original 32x32 65.6
28x28 70.6
27x27 70.6
26x26 69.2
25x25 70.2

Table 3.4: 1-level tiling network test accuracies with different tile sizes on CIFAR10
dogs vs cats classification.

3.3.4 Multi-level Tiling Networks

We naturally extend the above proposed strategy to have multiple levels of tiling with

each network producing tiled outputs to the next tiling network successively. Reiterating

here again that the outputs from each tiling network in a multi-level tiling network are

NOT the predicted classes but rather the raw output values from the MLP of that network

(except for the last tiling network, which is used to make final class predictions). This

helps in training the networks together and backpropagating the gradient values without

any problem. A schematic of the multi-level tiling networks is shown in figure 3.5

Figure 3.5: Schematic of a multi-level tiling network.

The results for 2-level and 3-level tiling networks on CIFAR10 dogs vs cats calssifica-

tion is shown in tables 3.5 and 3.6 respectively. The MLP network widths for 2-level are

[K*K, 1875, 1879, 1883] + [800, 804, 808, 2] and for 3-level are [K*K, 768, 1024, 2048]

+ [200, 800, 2000] + [800, 804, 808, 2] where K is the tile size of first network. The

network widths here are again severely limited by our compute capabilities and also the

number of experiments that we could run. But with these preliminary results, 2-level
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training did not improve upon on the 1-level generalization performance but 3-level tiling

networks could meet the VGG16’s performance of 74% thus showing some empirical ev-

idence to our proposed hypothesis of boosted data rate being a primary driver behind

CNN’s superior generalization performance.

More experiments and ablation studies need to be conducted before we can establish

these results but we hope that these preliminary results encourage us to move forward

in this direction of analysing the generalization performance of DNNs.

3.3.5 Singleshot and Doubleshot Backpropagation

We take a brief detour here to make a note of the training strategies we experimented

when training the tiling networks. Because of the modular nature of the propsed tiling

networks, we maintain a flexibility in training the individual MLPs of each level of tiling

to be trained either individually or jointly or a mix of both. We call the joint training

as singleshot training, where the final loss calculated after the final network is back-

propagated to all the networks sequentially. Doubleshot backpropagation is when the

predictions are made by making a forward pass of an image by passing through all the

networks together, but losses are calculated at each level network separately and also

backpropagated separately. We observed that these differences in training procedures

also influenced in generalization performance of the final networks, which is probably

due to the ease of finding better approximations with one procedure compared to other.

We found that singleshot backpropagation worked better in terms of finding networks

with better generalization error.
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First Tile Size Second Tile Size Accuracy

25 5 68
24 6 66
23 7 66
23 5 66
16 10 70
10 20 70

Table 3.5: 2-level tiling network test accuracies with different tile sizes on CIFAR10
dogs vs cats classification.

First Tile Size Second Tile Size Third Tile Size Accuracy

16 10 5 70
10 15 5 74

Table 3.6: 3-level tiling network test accuracies with different tile sizes on CIFAR10
dogs vs cats classification.

3.4 Skip connections

Skip connections popularized by ResNets [39] have added another structural dimen-

sionality to designing DNN architectures. Although skip connections are mostly used in

CNN architectures, keeping our analysis in cognate with all the other experiments out-

lined so far, we observe skip connections in MLPs to see if there is any empirical evidence

of the effect of these elements in the generalization error.

Table 3.7 shows 4-layer and 10-layer MLPs with two different types of skip connections

on CIFAR10 dogs vs cats classification. Type-1 : adding current layer’s output to all

the subsequent layer inputs or by Type-2: concatenating current layer’s output to all

the subsequent layer inputs. Even though Type-2 connections (concatenations) show an

improvement over the type-1 connections, both the networks do not perform better than

regular MLPs (see table 3.4 on this task. Also the skip connections are widely believed

to be important for training CNNs with large depths without running into issues like

vanishing gradients but the study on skip connections in the context of generalization
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#layers Type Layer Widths Accuracy

4 1 3072, 3072, 3072, 2 60
4 2 (3072, 4096), (7168, 5120), (15360, 2), 2 65
10 1 3072,3072,3072,3072,3072,3072,3072, 2 64
10 2 (3072, 4096), (7168, 5120), (15360, 2), (15360, 10000), (10000, 7168), (7168, 4096), (4096, 2048), (2048, 512), (512, 2), 2 59

Table 3.7: Skip connections and generalization performance of MLPs.

performance is still nascent. [40] present some theoeretical arguments as to why skip

connections improve the generalization error by analysing the eigenvalues of the Fisher

information matrix of DNNs but we couldn’t find empirical evidence for the same using

simple MLPs.
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Chapter 4

Generalization and Functional

Attributes of DNNs

In the analysis of the generalization error of DNNs with respect to the structural prop-

erties of the DNNs, so far we have not made any assumptions on the nature of the true

function that the DNN is trying to approximate and so we have relied upon the testset

to measure the out-of-sample performance as a proxy for the generalization performance.

In this chapter we will focus on the functional properties of DNN i.e. basis functions

at intermediate layers of DNNs or the so-called intermediate features. This allows us to

make assumptions about the true target function and perform experiments to test those

assumptions using the intermediate features, thus revealing us the functional properties

of DNNs and their relationship with the generalization error. For e.g. in section 4.2, we

make an assumption based on the recent work in approximation theory [41, 42, 43], that

under certain conditions like - deep networks constructed using the true compositional

structure of the target function - the network trained will provably converge to the true

function with good generalization error by penalizing the roughness of the trained net-

work. We test this assumption by attempting to measure the roughness or distortion of
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different neural networks and comparing them to their generalization performances [44].

4.1 2020 NeurIPS PGDL Challenge

For the task of understanding the relationship between functional properties of the

DNNs and generalization error, we use 2020 NeurIPS Predicting Generalization in Deep

Learning (PGDL) Challenge [45] as the test bench.

The first phase of the challenge seeks predictors of DNN generalization performance

that are based solely on training data, DNN parameters, and training hyperparame-

ters (e.g. learning rate, optimizer, training loss value, etc). Here, the true generalization

is measured as the accuracy of the model on a large withheld set of test data. For each

architecture (e.g. fully-convolutional or CNN + fully-connected) and task (e.g. image

classification on CIFAR10 or SVNH), the challenge provides several trained networks

with comparable training performance (≥ 90%) but significantly different testing perfor-

mance. The task is then to develop a method for predicting the generalization error for

a withheld set of networks trained for the same or new tasks with the same or different

hyperparameters. We provide our proposed methods for predicting generalization for this

challenge in section 4.2, which were evaluated using the withheld dataset and we provide

our results for this initial phase of the challenge.

The withheld dataset of the challenge was later made public and in section 4.3,

we improve upon our phase-1 methods and also introduce new methods and provide

the results for this phase-2 dataset. The phase-2 final dataset consists of 550 models

over 9 different classification tasks, as well as starter code to evaluate the correlation

between baseline metrics and generalization performance. The networks are divided into

8 tasks with each task consisting of models from one type of architecture and trained on

one dataset out of CIFAR10 [26], SVNH [46], CINIC10, [47], Oxford pets [48], Oxford
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Flowers[49], Fashion MNIST [24].

4.2 Measures of Distortion

In this section we introduce various metrics to analyse the intermediate feature rep-

resentations of the DNNs and use them to predict generalization error1.

Vector quantization (VQ) is intimately connected to both statistical learning theory

and pattern recognition. In communications, VQ is used at the receiver to determine

which (possibly high-dimensional) codewords were transmitted. If we view image clas-

sification through the same lens, we see that deep networks are simply an elaborate

decoder for the classification labels (e.g. one-hot encoded or multi-level). For determin-

istic feedforward networks that are trained well, features extracted in the intermediate

layers are drop-in replacements for the inputs. That is, the role of the deep network

is to degeneratively transform seemingly disparate, high dimensional image vectors to

clustered representations that are ultimately quantized to the classification labels.

Although the final quantization rule can be quite complicated due to the high nodal

degree and nonlinear activation of many DNNs, [43] provides the insight that for valid

compositional architectures (decoders), minimizing the Sobolev norm of the nodal func-

tions yields provably good performance. This implies that for two networks with the

same training performance, the network with smoother nodes/layers will tend to have

better generalization performance as the number of samples N →∞. We postulate that

a computationally efficient alternative to computing the Sobolev norm at each node is to

instead estimate the complexity of the required VQ rule at that layer. For example, if

we view the feature distribution of training data at an intermediate layer ` as a symbol

constellation, a complicated VQ rule would correspond to a highly oscillatory (rough)

1Most parts of this section have been reproduced from [44]
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function at the next layer `+ 1.

4.2.1 Symbol Distortion and Euclidean Metrics

We can use p-norms to measure the expected complexity or distortion of VQ at an

intermediate layer, starting with the input layer (prior to any network operation). This

is commonly used in VQ to measure the mismatch between the source symbols and

reconstructed symbols [50], and also has connections to the mesh norm minx,y∈T,x6=y ‖x−

y‖ that is central to approximation theory. As seen in Figure 4.1, the mean minimum

intra-class distance of training data reduces deeper in the network.

Figure 4.1: L2 distortion matrices as a function of layer (PGDL Model 668). The
diagonal and off-diagonal elements represent the mean minimum intra- and inter-class
2-norm distance, respectively.

4.2.2 Label Distortion

Due to the high nodal degree of current DNNs, p-norms may systematically over esti-

mate the complexity of the required VQ. A simpler metric closer to the classification task

is the accuracy of a nearest-neighbor-type classifier. Good networks will have diagonally

dominant confusion matrices, corresponding to simple classification boundaries even if

the distance between samples is large. However, such classifiers also depend on p norms.
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To better capture distances between the high dimensional feature vectors, we can use

dimensionality reduction techniques, e.g. kernel PCA.

4.2.3 Kernel Principal Component Analysis (kPCA) and Gaus-

sian Mixture Models (GMMs)

Unfortunately, computing the accuracy of a nearest-neighbor classifier using trans-

formed coordinates of the training data’s features does not correlate well with general-

ization (test) performance of models with good training accuracy, although it can help

identify networks with unwanted degeneracy. Instead, we compute the principal compo-

nents and evaluate the “validation” accuracy of the resulting nearest neighbor classifier

using different mutually-exclusive subsets of the training data. Since each kernel PCA

model is trained on only a subset of the training data’s features (e.g. at layer `), the

resulting confusion matrix measures how disparate the features of training data are, or

how generalizable the features are across different subsets.

To enable faster computation during the competition, we additionally employ Gaus-

sian mixture models (GMMs) that are initialized and trained on each class independently

with 3-5 components per class. In addition to enabling a fast classification computation

(e.g. closest mixture centroid), GMMs can be used to measure the confidence in each

prediction with respect to the distribution of the chosen training subset. That is, for

each class i, we compute the distortion di = Exj{maxk∈GMMj
p(Θk|xi)} ∀ j where j rep-

resents each class in the dataset; k corresponds to each of the GMM components of class

j represented by GMMj; and the expectation is approximated by calculating the mean

of inner maximum values for all data points in class j.
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4.2.4 Support Vector Machines (SVMs)

To provide additional supervision into the classifier, we can employ support vector

machines (SVMs). Unlike a nearest-neighbor or GMM-based classifiers, kernel SVMs can

easily achieve arbitrary training accuracy, approaching the performance of neural network

layers at the expense of more parameters. That is, in addition to computing confusion

matrices and confidence measures based on the distance to the boundary (e.g. margin

error), the complexity of the SVM can be directly measured using the number of support

vectors required for ε training error. The more complicated the decision function, the

more support vectors that are required, and higher the expected Sobolev norm.

4.2.5 Results

For the PGDL competition, we evaluated how well the aforementioned measures

of distortion correlate with test performance. With the exception of the direct SVM

complexity metric (number of support vectors), for each model we computed the layer-

wise symbol and label distortion using intermediate features (L2 distance), their projected

(kPCA) coordinates relative to GMM centroids, and kernel (radial basis function) SVMs.

The normalized trace (mean of the diagonal) of these matrices was used as the final

complexity measure for these cases. The correlation with the test accuracy for each Task-

1 and Task-2 DNN model in the competition’s public dataset is shown in Figures 4.2a-

4.2b, while a comparison of correlation values is displayed in Table 1. As can be seen,

the number of support vectors (#SVs) provides the best correlation for both Task-1 and

Task-2 models.

To further demonstrate the properties of our complexity measures, we analyse the dis-

tortion matrices for four representative models from the Task 1 public dataset, indicated

by stars in the correlation plots of Figure 4.2a. Despite having similar training perfor-
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(a) Task-1 models.

(b) Task-2 models.

Figure 4.2: Distortion-test accuracy correlations for different distortion measures.

Distortion measure
Task-1 Task-2

Trainset Testset Trainset Testset

Intermediate features 0.53 0.61 0.56 0.9
GMM 0.31 0.39 0.10 0.43
SVM 0.50 0.71 0.44 0.93
#SVs 0.59 0.93 0.81 0.98

Table 4.1: R2 values of distortion-test accuracy correlations

mance, these models differ in their generalization accuracy on the test set, as: model 668:

86.3%; model 542: 83.3%; model 152: 71.7% and model 90: 66.8%. The corresponding

distortion matrices for these models are shown in Figure 4.3. While the L2 distortion

measure (Fig. 4.3a) is able to distinguish a well generalized model from a poorly general-

ized one (by comparing the relative normalized trace), it is harder to draw a conclusion

by just looking at a single model’s distortion matrix. This may be attributed to the lim-

itation of the 2-norms in computing representative distances between high dimensional
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features, as previously mentioned. The SVM distortion measure overcomes this problem,

as can be seen from Figure 4.3c. SVM distortions are able to quantify the distances

between the points within a class and also between the point clusters of different classes

while maintaining a better correlation with model’s generalization.

(a) L2 Distortion.

(b) GMM label distortion..

(c) SVM label distortion.

Figure 4.3: Comparison of distortion measures.
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The kPCA + GMM distortion measure (Figure 4.3b) tends to approach this but fails

to quantify the distortion for certain models. This might be due to the constraint imposed

by the radial basis function (RBF) kernel used in kPCA, and a forced reduction in the

dimensionality (from 100s to just 3). This can be seen from Figure 4.4, which depicts

the feature vectors for the above models after applying kPCA and fitting GMMs. The

ellipses of same color but with different gradients represent the clusters within a class.

These plots provide a visual validation to our claim that better generalized models have

smoother intermediate feature representations and thus better separated class clusters.

Figure 4.4: L2 Label wise GMM clusters for different models.

4.3 Measures of Roughness

In this section we extend the metrics introduced in previous section to better suit

convolutional neural networks and also introduce newer metrics2. Since each filter in a

CNN convolutional layer takes as input a 2D patch in the input’s spatial feature and

produces a single output with a non-linearity applied to it, we argue that such a filter

then forms the most basic functional component in a CNN and thus focus our analysis

on these patch-wise operations, referred to as receptive-field analysis.

The results of phase-1 of PGDL competition showed that label-wise clustering metrics,

2Most parts of this section have been reproduced from [51]
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such as those in [52, 44], do not generalize well in convolutional layers of simple feed-

forward image-based CNNs with scalar target values (section 4.3.6). In these approaches,

the interior features corresponding to a set of training data are first projected to a lower-

dimensional space (e.g. d = 3) using principal component analysis (PCA), so each point

in Figure 4.6 represents a single image with corresponding label, indicated by color.

Besides the technical limitations of the particular clustering metrics used, one issue

with this cluster-based approach is the size of the training symbols. While the interior

features of modern CNNs are indeed spatially smaller than the input query (e.g. 32x32

RBG image), they are still quite large and sometimes larger than the input (e.g. 16x16x64

at Layer 1). This presents a computational and performance challenge for feature-based

analysis methods, as neither the principle components nor the cluster centers are expected

to generalize when the data rate is sufficiently low compared to the dimensionality. To

address this, and also enable extensions to UNets that have very high-dimensional feature

images, we take a deeper look at the compositional structure and operation of CNNs.

4.3.1 Local Receptive-field Analysis

The real benefit of CNNs is that they effectively increase the data rate by using the

same interaction kernel over different patches of the image [53]. We use this insight to

focus the radius of interaction of internal representations to the size of the receptive field.

That is, for a network architecture f ∗, we consider the map from convolutional layer `−1

to ` as the repeated, tiled application of x` ← f`(x`−1), where x` denotes the “local” repre-

sentation of an input image x at layer `. As an example, for a 3D UNet with single-channel

input x ∈ Rd1×d2×d3×1, we model the map at layer ` as f` : R3×3×3×k`−1 → Rk` , where

k` represents the number of feature channels at layer `. Notice that, the input/output

dimensionality of f` does not depend on the size of the input. Figure 4.5 shows the il-
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lustration of a convolutional kernel at a intermediate layer operating on a receptive-field

of the input to that layer. Moreover, if we perform PCA at layer `, we now compress

just k` dimensions into d components, whereas applying PCA to the feature images is

compressing d1
2`
× d2

2`
× d3

2`
dimensions (assuming 2x downsampling in the encoder) which is

typically much larger. This alleviates the aforementioned computational bottleneck and

results in denser sampling to better represent the node f`.

With this compressed representation of the nodes, however, we sacrifice image-level

labels. To ameliorate this and maintain the applicability of label-dependent metrics, we

create pseudo-labels at each layer by downsampling and quantizing (e.g. ceiling) the

groundtruth image to the same resolution as the internal feature representation, yielding

pixel-wise and patch-wise labels corresponding to the local receptive field.

4.3.2 Clustering

The central idea of cluster-based methods is that the internal feature space of a DNN

can be partitioned to separate semantic classes, and the separability or distortion of this

clustering is indicative of a model’s generalization performance. The semantic classes

can be defined by the label data, as the image classification label or object sub-type,

or independently based on other heuristics of the image or feature space. Using the

proposed local receptive field analysis, pseudo-labels can be defined on the output space

of each convolutional or fully-connected layer `, enabling a pixel-wise clustering of the

pixels in ` or patches in `− 1.

4.3.3 Davies-Bouldin (DB) Index Score

The Davies-Bouldin (DB) index score measures the ratio of a clustering’s within-

cluster distances to between-cluster distances [54], where lower scores indicate more
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separated clusters, and thus better clustering. To compute DB at an interior layer,

we must first choose a clustering of the samples. If the samples are chosen using the

aforementioned receptive-field analysis, the clustering can be chosen using the value of

the pseudo-label in the output space of each layer. That is, at layer `, with input

feature representation x`−1 ∈ R3×3×3×kk`−1 , f` : R3×3×3×k`−1 → Rk` , and corresponding

pseudo-label z` ∈ Z, we compute DB as: DB = 1
k

∑k
i=1 maxi 6=j

si+sj
dij

where ci is the

centroid of the cluster i, si is the cluster diameter and dij is the distance between cluster

centroids. In contrast, if we were not using aforementioned receptive field analysis, each

layer would yield a single dot that represents the layer’s entire intermediate feature tensor

(proportional in size to the input image volume). In either case, the intermediate features

can be aggregated across many training images to develop a denser sampling of each node

f` with more representative principle components and a better representation of clusters

for computing DB.

In continuous-valued regression problems, the original or downsampled pseudo-labels

do not take discrete values. In this case, a clustering can be achieved by histogramming

and binning the output distribution, such that the discrete case where z` ∈ Z1 is a

special case of the general case z` ∈ Rk3 , even for multi-class groundtruth. See 4.3.6 for

an example.

4.3.4 Roughness

We first extend the cluster-based analysis using receptive fields and pseudo-labels to a

label-free scenario by, instead, directly clustering the output space of layer ` and pulling

back this cluster assignment to the input patches of x`−1. To this end, we perform PCA

(d = 10) and k-means (k = 5) on the output distribution x` ∈ Rk` of a large sampling

of training data. (See 4.3.8 for intuition behind parameter choices.) Then, using the
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same or a different set of data, x′`, e.g. corresponding to different training/validation or

test images, we project x′` to Rd using the learned components, subsequently assign each

lower-dimension point to one of k clusters. These cluster indices become the pseudo-

“pseudo-label” for the corresponding input patch in x`−1, thereby enabling evaluation of

the DB index score or similar clustering metric. Specifically, we use clusters corresponding

to the pseudo-labels derived from k-means at layer ` to measure the cluster separability

or distortion of image patches at layer `− 1. Measuring separability in this way captures

transitions of samples from one cluster group in the input space (`−1) to another cluster

group in the output space (k`), serving as a simple measure of the gradient, or the node

f`’s “roughness”, in locale of the training data. This is similar to the “sensitivity” metrics

proposed in [55]. Figure 4.5 provides a visual overview of this technique, during both

training and inference.

Figure 4.5: Illustration of the label-free roughness and confidence metrics computed,
where output pixels at each layer are clustered to obtain “pseudo-labels” to measure
the “roughness” of the layer with respect to the receptive field inputs.

4.3.5 Confidence

To more directly measure the intuition that well-performing networks with good gen-

eralization performance converge to dense representations on their nodal functions, we
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use the local feature manifolds to compute the density of the training data in the vicinity

of new data. To achieve this, we train (m = 3) component GMMs on each of the k-means

(k = 5) clusters computed on the dimensionally-reduced (d = 10) output representation

of the training data x` at layer `. The use of GMMs enables density estimates that

are better conforming to the geometry of the local feature space. With the PCA and

GMM components fixed with parameter set Θ, we then (without labels) evaluate the data

likelihood of unseen data, x′`, belonging to any of the mixture models regardless of the

class-label or pseudo-class label after computing its low-dimensional projection w′`, by

computing a confidence value c ← max{p(w′`|Θ`,mj ,ki) ∀ mj ∈ m, ki ∈ k}. We multiply

c ∈ R1 by the norm of the output pixel x` ∈ Rk` , yielding a weighted-confidence for each

input image patch at layer `. To compute a model-wise confidence for a given dataset,

we take the mean over a large sampling of image patches. This effectively measures the

average likelihood of relevant (e.g. ReLU- or sigmoid-activated) image patches belonging

to the training dataset.

Figure 4.6: Clustering of the intermediate feature images (visualized in 3D using PCA)
for two NeurIPS PGDL image classification models, with associated Davies-Bouldin
(DB) scores. In some layers, the model with higher test accuracy (Model 668,
acc. 86.3%) has a higher DB score than the model with poor generalization (Model
730, acc. 69.0%), demonstrating that class separability of intermediate feature images
is often misleading.
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4.3.6 Limitation of Clustering Metrics

In this section, we take a look at the performance of clustering metrics proposed for

predicting generalization of image classification CNNs in NeurIPS PGDL Competition

2020, where the clustering is done on interior features using corresponding image labels.

We observed that the reason for euclidean based clustering metrics like DB index cor-

relating better with generalization accuracy is due mainly to its better performance on

the fully-connected (FC) layers. Visualizing the clusters revealed that the clusters are

very well separated for FC layers, for example with Layer 9 in Figure 4.6(b) which is a

FC layer, in contrast with Layer 7 which is a convolutional layer. We attribute following

reasons for the difficulty in extending these clustering metrics to convolutional layers:

1) The dimension of a convolutional layer’s feature vector for the entire image is very

large compared to that of a FC one and so the euclidean based metrics overestimate the

distances in such high-dimensional spaces, 2) Fully connected layers pool the information

from all the channels of the convolutional layers and are thus able to correlate their fea-

ture vectors better with the image labels, whereas the receptive field of a convolutional

layer only corresponds to a part of the image and so clustering its feature vector using

the image label may not be appropriate. Due to these reasons, the metrics developed pri-

marily for classification CNNs, which in most cases employ FC layers at the end, cannot

be extended directly to the study of fully convolutional models. Figure 4.7 shows this

disparity between VGG [25] like models with FC layers and fully convolutional models

like Network in Network [56] from the PGDL dataset. Contrast this with Figure 4.8(b)

which uses our receptive-field analysis on convolutional layers producing more robust

metrics for better understanding the fully convolutional models.
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Figure 4.7: (Top) Correlation of Average DB score (without receptive-field) of last 3
layers with test accuracy for models from NeurIPS PGDL dataset. (Bottom) DB Score
plotted for each layer of these models. DB metric without receptive-field clustering
for convolutional layers is unreliable and the overall metric performs poorly as a
generalization evaluation metric for fully convolutional models. Models in (a) are
chosen from Task 1 of PGDL dataset which have more than 10 layers. Models in (b)
are chosen from Task 2 with depth=12.

4.3.7 Evaluation of Confidence Metric on Classification CNNs

We evaluated our proposed method, Confidence without labels using receptive-field

analysis on PGDL dataset’s classification models. Figure 4.8(a) shows the performance of

the model in predicting the generalization of these models achieving a Pearson correlation

coefficient of -0.890. Moreover, our method is consistent in evaluating the convolutional

features as well as fully connected ones, across all the layers of the model, as shown in

4.8(b).
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Figure 4.8: (left) Correlation of average confidence with test accuracy for models
with more than 10 layers from Task 1 of NeurIPS PGDL dataset. (Right) Confidence
score plotted for each layer of these models. Confidence metric with receptive-field
clustering outperforms DB on this subset of classification CNNs.

4.3.8 Choice of Generalization Metric Hyper-Parameters

Number of clusters k

In this section we provide the reasoning for the selection of parameters like number

of PCA components, number of clusters and number of components in GMMs. We

first note that in the local receptive-field analysis, the labels for the feature vectors at

interior layers do not necessarily correspond to the neural network’s output classification

labels, but rather approximate the activations of the kernel weights corresponding to each

receptive field. To this effect, the choice of number of clusters cannot be directly obtained

from the total number of classes when clustering the receptive field feature vectors. For

example, a receptive field patch of size 7x7x64 may correspond to the patch of grass

in the background and ideally we would want the activation of this patch belong to a

cluster of similar patches from input images belonging to any output class. In Figure

4.9 we plot the clusters with varying number of cluster centers k for features from Layer

1 of a CNN model (Model 600) from the PGDL dataset. For k = 10 (3rd column) we

see that the cluster labels assigned are not well separated in the euclidean space. On

the other hand for k = 3 (first column), points which are “far away” from the ”dense
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arms” of the cluster centers are also assigned same labels. So we chose k = 5 for our

experiments which seems to be doing a good job assigning a different label to points which

lie away from the dense clusters while separating the clusters well in this euclidean feature

space. We fixed k = 5 for all convolutional layers for the local receptive-field analysis.

However, the activations of deeper convolutional layers may be different from those of

shallow ones which might result in better clustering if we choose a different k for different

layers. But this will impose additional computational burden to do such hyperparameter

optimization dynamically, so we plan to explore this in our future experiments. But we

also note that our receptive-field analysis provides a visual guide for such hyperparameter

selection instead of requiring to do full grid search for best performance.

Number of PCA components

We have also performed experiments to observe the effect of PCA dimensionality reduc-

tion on the computed metrics. Table 4.2 shows the variation of the average clustering

metrics Roughness using DB index score and the likelihood metric confidence for Model

600. Figure 4.10 shows the variation of these scores for all layers for different values of

number of PCA components pca comps and also without any PCA dimensionality re-

duction. Choosing a very small value for pca comps will throw away a lot of information

from the receptive-field features and the corresponding metrics obtained could not be

relied upon. Choosing pca comps above a certain threshold stabilized the confidence

metric revealing that above this threshold value, the extra dimensions do not offer any

further information on the quality of the clustering when measured using likelihood, while

significantly reducing the computational time from 37.5 min for clustering without PCA

to 51s for pca comps = 10 while also enabling us to visualize the clusters. Although

the DB score approximates the roughness well for clusters with and without PCA re-

duction, it is clear from the figure that this metric is affected by performing PCA on

the features, a shortcoming of euclidean based metrics on CNN feature spaces which we
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Figure 4.9: Clusters of the PGDL challenge Model 600’s Layer 1 receptive field fea-
tures plotted for different values of Number of PCA components (pca comps) and
Number of cluster centers (k). Cluster labels with k=3 cannot separate out-liers from
in-liers, while with k=10 forcibly assigns different labels for points even which are
packed together. Increasing the pca comps has little effect on cluster quality but
significantly increases the computation time.

discuss further in the next section on GMMs. Thus we select pca comps = 10 for our

experiments which is a good compromise between computational time and preserving the

higher dimensions needed for a reliable computation of the confidence metric. Looking
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at the columns of Figure 4.9 from top to bottom also gives us a visual confirmation that

choosing pca comps = 10 for PCA dimensionality reduction does not significantly affect

the quality of clusters formed compared to those with higher dimensions.

No. of PCA Components Roughness Confidence Time(s)

3 2.148 14.516 34.5
10 2.515 21.453 53.9
64 3.179 27.641 179.7
100 3.334 28.513 305.6
128 3.32 28.953 409.9

No PCA 3.25 38.71 2516.6

Table 4.2: Average Roughness, Confidence and computation time for Model 600 with
and without PCA.

Figure 4.10: Roughness(top) and Confidence(bottom) at each layer of Model 600 for
different number of PCA components and also without PCA.

Number of GMM components

Choice of number of GMM components also follows a similar reasoning as that of number

of cluster centers k. Since the GMMs are used to obtain the density estimates, we try to
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choose the number of components based on the geometric spread of the cluster, allowing

for points at the boundaries in each cluster to have equal likelihood representation as that

of points at the center of the clusters. This enables us to NOT rely upon measuring the

euclidean distance of the receptive-field features from the trained cluster centers during

validation, which is known to be extremely unrepresentative in the neural network feature

space for measuring the similarity between the computed features, thus giving us a more

robust confidence measure. So choosing a single GMM component only offers minimal

advantage over computing the euclidean distance from cluster centers, while choosing a

large number of components can lead to a false confidence when it can overfit even out

of distribution receptive-field features from the validation set, as can be seen from Figure

4.11).

Figure 4.11: Covariances of GMMs for different number of components fitting the
clusters. 3 components fit better for most of the clusters (Covariances of only 1
cluster are shown for gmm comps=6 for clarity). Ellipses of same color with different
gradients correspond to multiple components of the same mixture.

4.4 PGDL Webapp

We have developed an interactive web application that can visualize the metrics

discussed in previous sections. The app displays all the models for any PGDL task that

is selected and loads all the relevant metadata for each model along with saved metrics

results for all the models and displays them in a tabulated form. User can now visualize
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the correlations of any selected metric with generalization error or any other model’s

parameter and compare it to other metrics’ correlations and evaluate its performance.

The webapp also enables users to select single or multiple models and only display

the visualization for selected models. The webapp also visualizes layerwise metrics and

plots line plots comparing the performances of different metrics for selected models at

each layer and thus allowing the users to analyse differences between convolutional and

fully connected layers for example for different types of metrics. Below are some of the

screenshots of the webapp.
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Chapter 5

Conclusion and Future Work

5.1 Summary and Conclusion

In this thesis we provided an extensive list of experiments that illustrate various

attributes of DNNs that affect their generalization performance. Starting with the ar-

chitectural aspects of DNNs we showed that the activation function does not play an

important role in the generalization performance. It must be noted however that some

activation functions affect the approximation capabilities of DNNs where such functions

cannot overfit on training data samples. But polynomial and other class of activation

functions can generalize as well as networks with ReLU and other piece-wise linear acti-

vation functions insisting that the main reason ReLU networks are widely popular is most

likely owing to the ease of computing gradients in the modern softwares implementing

DNNs and low computational requirements.

The case of depth in affecting the generalization is more complicated than it is gener-

ally thought of i.e. ”more layers are better” may not always be the case and width plays

an important role in deciding the architectures that perform best in terms of generaliza-

tion, as shown is the case with the depth-width approximation trade-off. It turned out,
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as shown empirically, that how the depth and width are grown is more important than

just the number of layers and widths of each layer. We saw the role of double conical

frustum shaped architectures that are prevalent in popular CNN architectures that all

share this common property, which we explain in terms of the need for a better a set of

basis functions at the deeper layers.

We designed novel MLP architectural models called Tiling networks which approx-

imated CNNs in terms of data rate boosting. This formed the basis for testing our

hypothesis that claims CNNs avoid the curse of dimensionality by boosting the data

rate and reducing the input dimensionality for their basic functional units (individual

kernels). We presented several results (though not quite extensive) that validated this

hypothesis and gave encouraging preliminary directions to explore with Tiling networks.

We found no advantage of skip connections in terms of generalization and concluded that

they are primarily present to alleviate conditions like vanishing gradients during DNN

training.

The presented metrics in chapter 4 are far from achieving a perfect score in predict-

ing the generalization error of a given network, the presented receptive field analysis

provides a computationally-tractable technique to analyze the generalization capabilities

of CNNs which may be utilized in future metric discovery. The low dimensional com-

pressed representation of nodes is also theoretically pleasing because it brings modern

CNNs closer to our understanding of compositional networks, and serves to better ex-

plain their strong generalization capabilities. While this chapter was mostly focused on

convolutional networks, the same analysis applies to other DNNs, although additional

innovations are required for recurrent and multi-branch networks, or to better capture

other sparse-matrix operations.

We note that the presented methodology differs in spirit from “supervised” techniques,

which attempt to discover data-driven metrics that predict generalization, either during
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training or using an additional DNN that learns a metric for generalization [57]. Still,

care must be taken to ensure such “unsupervised” generalization metrics are not overfit

to particular datasets, objective functions, and optimizers, even if the architecture is

fixed. In this vein, further theory-based analysis and insight into the local geometry of

features is required. Utilizing theory-based approaches to understanding generalization

will not only reduce the search space, but may provide inspiration for new architectural or

objective function innovations to improve robustness of networks in critical applications

such as in medical imaging and recognition.

The PGDL webapp that we designed hopefully enables other researchers and future

PGDL competitors to better understand the DNNs.

5.2 Future work

The key objective of this work is to better understand the generalization performance

of DNNs and although the presented analyses may be far from providing a complete

picture of generalization in DNNs, we hope that this provides a good reference point for

planning any experiments in future.

The Tiling networks which showed promise in terms of designing new type of archi-

tectures to explicitly exploit the data rate and reduced dimensionality hopefully paves

way for new architectures in the future.

The analysis of intermediate feature vectors and the receptive-field analysis showed

that the effective dimensionality of the basis functions represented by DNNs is in fact

much lower than that is trivially assumed by looking at the number of free parameters,

which necessitates the need for revising complexity bounds proposed in the VC theory

and we hope this is one of the directions the theoretical community focuses on in the

future.
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