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ABSTRACT OF THE DISSERTATION

New Online and Approximate Scheduling Algorithms

by

Maryam Shadloo

Doctor of Philosophy in Electrical Engineering and Computer Science

University of California Merced, 2020

Professor Sungjin Im, Chair

This dissertation focuses on the design and analysis of approximation and online algorithms

for scheduling problems arising in large datacenters and cloud computing environments. The

recent advancement of science and engineering crucially relies on computing platforms pro-

cessing large data sets, and modern datacenters provide such platforms.

We address four different scheduling settings motivated by modern computing environments;

speed scaling setting, co-flow setting, batch scheduling setting, and unrelated machines set-

ting.

Speed scaling setting: Modern processors typically allow dynamic speed-scaling offering

an effective trade-off between high throughput and energy efficiency. In a classical model,

a processor/machine runs at speed s when consuming power sα where α > 1 is a constant.

We study the problem of completing all jobs before their deadlines non-preemptively with

the minimum energy on parallel machines with dynamic speed-scaling capabilities. This

problem is crucial in datacenters that are estimated to use energy as much as a city.

Co-flow setting: Coflow has recently been introduced to abstract communication pat-

terns that are widely observed in the cloud and massively parallel computing frameworks.

Coflow consists of several flows that each represent data communication from one machine

to another. A coflow is completed when all of its flows are completed. We consider coflow

for the objective of maximizing partial throughput. This objective seeks to measure the

progress made for partially completed coflows before their deadlines.

Batch scheduling setting: This setting is used to model client-server systems like mul-

tiuser operating systems, web servers, etc. In this setting, there is a server that stores

different pages of information and receives requests from clients over time for specific pages.

x



The server can transmit at most one page at each time to satisfy a batch of requests for that

page, up to a certain capacity. We study the maximum flow time minimization problem in

this setting, which is a capacitated version of broadcast scheduling.

Unrelated machines setting: The unrelated machines setting is one of the most gen-

eral and versatile scheduling models. It captures the heterogeneity of jobs and machines,

which is widely observed in cloud computing environments and server clusters. We consider

the classic scheduling problem of minimizing total weighted completion time on unrelated

parallel machines. Machines are unrelated in the sense that each job can have different

processing times on different machines.

We use the standard worst-case analysis to measure the quality of the algorithms

we develop for the underlying scheduling problems. Approximation ratio and competitive

ratio are two popular quantities that measure the worst-case performance of offline and

online algorithms, respectively. An offline algorithm is said to be α-approximation if its

objective is within a multiplicative factor α of the optimal scheduler’s objective for any

input instance. Roughly speaking, an algorithm with a small approximation ratio performs

well compared to the optimal scheduler, even on a worst-case input. To evaluate the worst-

case performance of an online algorithm, we compute the worst ratio between the objective

value of the online algorithm and the optimal offline scheduler’s objective for any input

instance.
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Chapter 1

Introduction

In general, scheduling is concerned with allocating limited resources over time to

a set of activities in order to optimize some Quality of Service (QoS) measures. According

to the situation, resources and activities can adopt different forms. Resources, for example,

can be CPU, memory, and I/O devices, and activities can be tasks that need services at

a computer system. In computer science, scheduling is one of the fundamental problems

that is motivated by a wide range of applications from traditional compilers and operating

systems to the modern datacenter and cloud computing. In addition to practical applica-

tions, scheduling has been a central topic in the theory of algorithm design. The study of

scheduling algorithms even traces back to the Smith’s rule [96] in the 50’s and Graham’s

seminal work on approximate scheduling [54] in the 60’s.

The recent advancement of science and engineering crucially relies on computing

platforms processing large datasets, and modern datacenters provide such platforms. This

dissertation is focused on addressing algorithmic scheduling challenges arising in large dat-

acenters and cloud computing environments. First, we study the problem of scheduling a

set of jobs on parallel machines with the objective of minimizing the energy consumed to

complete all jobs. This problem is crucial in datacenters that are estimated to use energy

as much as a city. We also work on a scheduling problem motivated by massively parallel

computing frameworks, such as MapReduce and Spark. We propose a novel scheduling

setting to model such frameworks. The third problem we consider in this dissertation is

minimizing flow time in batch scheduling, which is motivated by many applications, includ-

ing web servers, database servers, and name servers. Finally, we study the classic problem

of minimizing total weighted completion time on unrelated machines. To serve large and

diverse groups of applications with different computational requirements, cloud comput-

1
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ing environments and server clusters often consist of heterogeneous machines with different

computational capabilities. Unrelated machines setting is the most widely studied classic

model that captures this scenario.

A typical scheduling problem is a combinatorial optimization problem in which

the goal is to find the optimal solution from the set of feasible solutions. Unfortunately,

a large number of scheduling problems are computationally hard, that is, NP-hard. The

most common approach to solve NP-hard problems is to give heuristics that solve the prob-

lems efficiently and approximately. In this dissertation, we study the design and analysis of

heuristic algorithms that guarantee to return solutions with quality as close to the optimum

solution: this is what is known as approximation algorithms. The quality of the approxima-

tion algorithms is gauged by the approximation ratio (or factor). Consider a job scheduling

objective to be minimized (or maximized). An algorithm is said to be α-approximation if,

for any job instance, its objective is at most α (or at least 1/α) times the optimal scheduler’s

objective.

We focus on approximation algorithms for the following reasons. One reason is that

approximation algorithms are robust. Heuristics without performance guarantees might

perform well in practice, but for some instances, they might perform far from the optimal

solution. However, the most important reason to study approximation algorithms is that the

analysis of approximation algorithms often provides deeper mathematical insights into the

underlying problems, and suggest new and improved algorithmic approaches. Furthermore,

the intuition from theoretical approximation algorithms can be used to devise heuristics

that perform well in real applications. Because of these reasons, even if we can not find

approximation algorithms with a good performance guarantee for a problem, studying such

algorithms will still be fundamental and practical.

Many scheduling problems arising in real applications are online. It means that

the scheduler is not aware of the existence of a job until its release time. The online

scheduler receives jobs that arrive over time and must schedule them without the knowledge

of the future. The lack of knowledge of the jobs arriving in the future makes scheduling

problems more challenging in the online setting and prevents the scheduler from producing

an optimal schedule. Thus, substantial research has focused on finding online algorithms

that return solutions whose qualities are not too far from optimal offline solutions. This

dissertation focuses on designing online algorithms with provable performance guarantees.

The competitive ratio is a common quantity that measures the worst-case performance

of an online algorithm. It is defined roughly as the worst ratio between the algorithm’s
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objective and the optimal offline scheduler’s objective. It is important to note that the

online algorithm has at best partial knowledge of input sequence, while the optimal offline

scheduler is given the whole input sequence at the beginning.

In this dissertation, we deal with four scheduling settings: speed scaling, co-

flow, batch scheduling, and unrelated machines; we describe these settings in Section 1.2.

Speed scaling is one one of the commonly used technologies to save energy while meet-

ing/optimizing certain QoS measure. Coflow is a model to capture communication patterns

widely observed in massively parallel computing frameworks. Batch scheduling setting

models client server systems, such as multiuser operating systems and web servers. The un-

related machines setting is a classic scheduling model that has been widely used to model

fully heterogeneous parallel machines. We develop and analyze efficient algorithms with

performance guarantees for underlying problems in these settings.

We start by discussing how to evaluate the quality of the algorithms we propose

in this dissertation.

1.1 Analysis Framework

We use the standard worst-case analysis to measure the quality of the algorithms

we develop. Approximation ratio and competitive ratio are two popular quantities that

measure the worst-case performance of offline and online algorithms, respectively. In this

section, we will define these quantities.

1.1.1 Approximation Ratio

Let I be an input instance to a scheduling problem Π. We denote the objective

function value of the solution computed by the algorithm ALG on the instance I by ALG(I).

Likewise, OPT(I) denotes the objective function value of the optimum solution on the

same instance I. We say that an offline algorithm ALG for minimization problem Π is

α-approximation if

ALG(I) ≤ αOPT(I)

holds for every input instance I of Π. The number α is called the approximation ratio

(factor) of the algorithm ALG.
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1.1.2 Competitive Ratio

Recall that since the online scheduler has partial knowledge of the input sequence,

for most problems, no online algorithm can give an optimal solution for all input sequences.

Thus, to evaluate worst-case performance, we compute the worst ratio between the objection

function value of the solution produced by the algorithm and the optimal offline algorithm.

Formally, we say that the online algorithm ALG is c-competitive on input sequence I if

ALG(I) ≤ cOPT(I)

holds for every input sequence I, where ALG(I) denotes the objective function value of the

online algorithm ALG on I, and OPT(I) the objective function value of the optimal offline

algorithm. Here, the optimal offline algorithm has access to the whole input sequence in

advance. The number c is called the competitive ratio of the algorithm ALG.

1.2 Problems Definition and Overview of Contributions

1.2.1 Speed Scaling Setting

Energy efficiency is a must-to-consider factor in modern computing devices. From

large datacenters to mobile devices, energy dissipation is a critical and important issue.

Energy consumption imposes substantial costs such that over a long time, it can easily

overtake hardware costs by a large margin. Various methods have been developed to save

energy while meeting/optimizing certain qualities of services. One of the most widely used

technologies is dynamic speed-scaling, where each individual machine can run at different

speeds depending on the energy it consumes. Modern processors typically allow dynamic

speed-scaling offering an effective trade-off between high throughput and energy efficiency.

In a classical model, a processor/machine runs at speed s when consuming power sα, where

α > 1 is a constant.

We study energy efficient deadline scheduling problem on machines with dynamic

speed-scaling capabilities. In this problem, we are given a set of jobs. Each job has an arrival

time, a deadline, and a work volume, and must be completed by its deadline. This problem

was formulated by Yao et al., in their seminal work [99]. They gave a nice polynomial time

algorithm for this problem. The influential work has been extended to various settings. In

particular, the problem has been extensively studied in the presence of multiple machines

as multi-core processors have become dominant computing units.
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However, when jobs must be scheduled non-preemptively, our understanding of

the problem remains fairly unsatisfactory. Often, preempting a job is prohibited since it

could be very costly. Previously, a O((wmax/wmin)α)-approximation was known for the

non-preemptive setting, where wmax and wmin denote the maximum and minimum job

sizes, respectively. Even when there is only one machine, the best known approximation

factor had a dependency on α. In this work, for any fixed α > 1 and ε > 0, we give the first

(1 + ε)-approximation for this problem on multiple machines which runs in nO(polylog(n))

time, where n is the number of jobs to be scheduled.

1.2.2 Co-flow Setting

Coflow has recently been introduced to abstract communication patterns that

are widely observed in the cloud and massively parallel computing frameworks. These

frameworks are runtime systems that often execute dataflow applications containing multi-

stage computation and communication stages between two consecutive computation stages.

Coflow consists of a number of flows that each represent data communication from one

machine to another. A coflow is completed when all of its flows are completed. Due to its

elegant abstraction of the complicated communication processes found in various parallel

computing platforms, it has received significant attention, and it has been studied with

different objectives such as minimizing total completion time and throughput maximization.

In this work, we consider coflow for the objective of maximizing partial throughput.

This objective seeks to measure the progress made for partially completed coflows before

their deadline. Partially processed coflows still could be useful when their flows send out

useful data that can be used for the next round computation. In our measure, a coflow is

processed by a certain fraction when all of its flows are processed by the same fraction or

more.

When a partial computation outcome can be used in the next round of compu-

tation, we can consider computation and communication simultaneously. We generalize

coflow to the more general setting to capture computation and communication simultane-

ously. Since jobs often require heterogeneous resources for execution, we combine coflow

with multidimensional scheduling, a model to capture the requirement of jobs for hetero-

geneous resources. In the combined setting, which we call multidimensional coflow setting,

each job (or coflow) consists of tasks (flows), and tasks have demands for certain resources

simultaneously. We study our novel model for the objective of maximizing partial through-

put.
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We consider a natural class of greedy algorithms for the underlying scheduling

problem. Our algorithm seeks to maximize the marginal increase of the partial throughput

objective at each time. We analyze the performance of our algorithm against the optimal

scheduler. Our experiment demonstrates our algorithm’s superior performance.

1.2.3 Batch Scheduling Setting

In this setting, there are multiple clients and one server. The server stores different

pages containing useful data and receives requests from the clients over time for specific

pages. The server can transmit at most one page p at each time to satisfy a batch of

requests for the same page p, up to a certain capacity Bp.

Broadcast scheduling is a special case of batch scheduling, which has received con-

siderable attention in theoretical computer science. The only difference is that in broadcast

scheduling, there is no limit on the number of requests the server can aggregate at a time,

i.e., Bp = ∞ for all p. In other words, batch scheduling is a capacitated version of broad-

cast scheduling. However, as discussed in [21], capacities are often present in practice. For

example, there could be a limit on the number of clients a server can serve at a time.

Each client wants her request to be scheduled as early as possible. Thus the

most obvious objective for each client is to minimize the flow time of her request, which is

defined as its completion time Cρ minus its arrival time rρ. The flow time measures how

long the request waits since its arrival until its completion time. When requests compete

to get served earlier, a popular way of combining the flow time of individual requests is to

consider flow time objectives such as total flow time or the maximum flow time.

In this work, we study the objective of minimizing the maximum flow time, i.e.

maxρ(Cρ − rρ). A recent work shows that FIFO is 2-competitive in batch scheduling [64]

similar to broadcast scheduling. Our work started with the question if there exists a better

than 2-approximation algorithm for the problem. We give the first (1 + ε)-approximations

for this problem with arbitrarily small resource augmentation, using either more capacity

or more speed.

1.2.4 Unrelated Machines Setting

One of the main problems in scheduling theory and practice is the problem of

scheduling jobs on heterogeneous machines to optimize the certain quality of service mea-

sures. To serve large, diverse groups of applications with different computational require-
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ments, cloud computing environments and server clusters often consist of heterogeneous

machines with different computational capabilities. The most widely studied classic model

that captures this scenario is called unrelated machines setting. In this setting, we are given

a set J of jobs to be scheduled on a setM of unrelated machines. Each job j has a machine-

dependent processing time pij on each machine i. Each job j also has an importance weight

of wj .

We consider this setting with one of the most prominent and important scheduling

objectives, namely, minimizing total weighted completion time, and we suppose all jobs ar-

rive at time zero. While this problem has been well-studied, its approximability remains to

be better understood. Hoogeveen et al. [57] showed that the problem is strongly NP-hard

and APX-hard, but its hardness factor is very close to 1. This result implies that we might

obtain an algorithm with an approximation ratio close to 1. Recently, Bansal et al. [19] gave

an algorithm with an approximation ratio better than 1.5 by a convex programming and a

novel dependent rounding. Bansal et al. introduced a novel rounding scheme yielding strong

negative correlations for the first time and applied it to the scheduling problem to obtain

their breakthrough, which resolved the open problem if one can beat out the long-standing

1.5-approximation barrier based on independent rounding. Later, Li [81] obtained a slightly

better result using a natural time-indexed LP relaxation — still, the approximation ratio

was no better than 1.5 - 0.001.

We give a 1.488-approximation for the problem using time-indexed relation and a novel ran-

domized dependent rounding. This is a significant improvement over the previous approxi-

mation ratios, 1.5− 10−7 and 1.5− 1/6000. Our key technical contribution is in achieving

significantly stronger negative correlations via iterative fair contention resolution, which is

of independent interest. Previously, Bansal et al. obtained strong negative correlations via

a variant of pipage type rounding, and Li used it as a black box.

1.3 Dissertation Outline

We study the energy efficient deadline scheduling problem in non-preemptive speed

scaling setting in Chapter 2, and we give a QPTAS for this problem. Chapter 3 is devoted to

describing the multidimensional coflow model and our results for the problem of maximizing

partial throughput for this model. We consider batch scheduling problem with the objective

of minimizing maximum flow time in Chapter 4. In Chapter 5, we describe our outstanding

randomized algorithm for the scheduling problem of minimizing total weighted completion
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time on unrelated machines.



Chapter 2

A QPTAS for Non-preemptive

Speed-scaling

2.1 Introduction

Energy efficiency is considered a primary goal in modern scheduling at various

scales [4]. Energy dissipation is a main concern in mobile devices. Cumulative energy cost

over a long time period can easily exceed the hardware procurement cost. At a larger scale,

for example, in datacenters, the importance of energy conservation is well illustrated by the

following quote:

What matters most to the computer designers at Google is not speed, but power,
low power, because datacenters can consume as much electricity as a city.
- Dr. Eric Schmidt, CEO of Google [86].

Various methods have been developed to save energy while meeting/optimizing

certain qualities of services [4, 66]. One of the most widely used technologies is dynamic

speed-scaling where each individual machine can run at different speeds depending on the

energy it consumes. A machine can run slowly when processing small workload, and run

faster to process the high volume of incoming jobs by consuming more power.

Yao et al.studied a fundamental scheduling problem on a single machine with

dynamic speed-scaling capabilities in their seminal work [99]. In the problem, which we

call the Energy-efficient Deadline Scheduling Problem (EDS), there are n jobs.

Each job j has a release time rj , deadline dj , and work volume wj that must be completed

during its lifespan (rj , dj) on the given single machine. When the machine runs in speed s

at time instant t, the machine consumes power P (s) = sα, where α > 1 is a constant. A

9
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job j completes when it gets processed by wj units. The goal is to complete all jobs during

their respective lifespans while minimizing the total energy consumption. For EDS, Yao et

al.gave an elegant polynomial time algorithm. The influential work has been extended to

multiple machines [5, 8, 14, 15, 23].

However, all the aforementioned works assume that preemption is allowed for free,

meaning that a job being processed can be interrupted to process other jobs and can be

resumed later. While preemption is very useful for optimizing certain objectives, it is pro-

hibited in some applications – preempting and resuming a job can be very costly, or may

not be allowed due to the way the system works. Unfortunately, non-preemptive scheduling

is fundamentally different from preemptive scheduling and gives a lot of algorithmic chal-

lenges. For example, adding a job j of small lifespan may change the schedule drastically

by forcing other jobs to either complete before j starts or to start after j completes.

Indeed, the EDS problem becomes strongly NP-hard without preemption [9] – we

will call the EDS problem with no preemption EDS-N. The best approximation known for

EDS-N is (1 + ε)B̃α due to [16]. Here B̃α :=
∑∞

k=0
kα/e
k! is the generalized Bell number

which grows exponentially in α. A key idea of the (1 + ε)B̃α-approximation was to forbid

certain ‘enclosing’ using a clever configuration LP and rounding scheme. That is, each

job j is allowed to start at time aj and end at time bj only when the interval (aj , bj)

includes no other jobs lifespans. However, this constraint is no longer valid when there

are multiple machines, rendering the configuration LP inapplicable. Prior to our work

the best approximation factor known for EDS-N in the multiple machines setting was

Ω((wmax/wmin)α) [16, 43], where wmax and wmin denote the maximum and minimum job

sizes, respectively. The dependency on wmax/wmin was unavoidable since machines had to

run at a rate of Θ(wmax/wmin) to treat jobs as if they were of equal size.

2.1.1 Our Result

Our main result is the following.

Theorem 2.1.1. For the problem Energy-efficient Deadline Scheduling with No

Preemption (EDS-N), for any ε > 0, there exists a (1 + ε)-approximation algorithm

which runs in n
O

(
4α log3 n

ε2

)
time. Further, this result holds even when there are an arbitrary

number of identical machines.

As mentioned before, the best known approximation factor prior to our work had

an exponential dependency on α. Further, no constant approximations were known even
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for a fixed α when there is more than one machine. Although we only present our result for

identical machines, we note that our result can be easily extended to a constant number of

heterogeneous machines.

Hence a natural looming question was if one could obtain an approximation ar-

bitrarily close to the optimum. We answer this question positively by giving the first

(1+ε)-approximation, albeit with a quasi-polynomial running time. This is the first (1+ε)-

approximation for the general case. Previously, polynomial time algorithms were known for

instances where all jobs are unit sized [7, 60] or jobs have agreeable deadlines [99]. 1 Quasi-

polynomial-time approximation schemes (QPTAS) were known only for restricted instances

where jobs lifespans form a laminar structure [9, 60]. That is, for any two distinct jobs,

one job’s lifespan is completely included in the other’s, or the two have disjoint lifespans.

The dynamic programming used in [9, 60] strongly relies on the fact that laminar instances

have a tree representation. In contrast, our work makes no assumptions on instances, and

our approach is very different. Our result implies that EDS-N might admit a PTAS.

2.1.2 Overview of Our Algorithm and Analysis

Our algorithm is inspired by the dynamic programming framework in [63], which

addressed various scheduling objectives, particularly completing as many jobs as possible

before their deadlines. A simple yet useful observation made in [63] was that if we know that

the scheduling intervals T where jobs J are scheduled (but neither the actual assignment of

jobs to the intervals, nor the assignment of intervals to machines), then we can find a feasible

schedule by finding a matching between J and T and greedily packing the intervals T into

machines. This observation allowed [63] to focus on finding a ‘good’ set T of intervals that

admits a matching between J and T . Hence [63] used dynamic programming to find such a

set. However, to make the dynamic programming efficient, [63] made use of a novel sketching

scheme, and was able to find a set T of intervals that admits a ‘fractional’ matching between

J and T where every job is matched by one unit, while every interval in T is matched by at

most 1 + ε units; here a mild speed augmentation was used, and such a fractional matching

was said to have congestion 1 + ε. Then, using the integrality of matching, [63] was able to

find an intermediate schedule where each interval in T schedules at most two jobs, which

was turned into a feasible schedule by either doubling the speed or the number of machines.

We obtain our QPTAS by carefully adapting this idea for EDS-N. First, observe

that it is not enough to find a set T of scheduling intervals that admits a fractional matching

1The instance is said to be agreeable if for any two jobs j and j′, rj ≤ rj′ , then dj ≤ dj′ .
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with congestion 1 + ε: Since our objective is minimizing total energy consumption, we will

try to find a minimum cost integral matching where the edge between a job of size w and

an interval of size p has cost p(w/p)α, which is exactly the energy needed to schedule the

job on the interval. As in [63], in the integral matching, two jobs may have to be scheduled

on the same interval. If we double the speed to convert it into a feasible schedule, we may

have to use 2α factor more energy in the worst scenario. Hence, for each pair of w and p, we

will keep track of which intervals T ′ of length p are used to accommodate (matched with)

jobs J ′ of size w. The matching between J ′ and T ′ we find has an additional nice property

that only a few scheduling intervals in T ′ schedule more than one job from J ′. Then, the

energy overhead for doubling the machines speed on such intervals can be charged to energy

used on other intervals. The actual algorithm is slightly more complicated, but this is a

high-level idea.

To discuss other difficulties and how our work is different from [63], we illustrate

our dynamic programming at a high level. Suppose the time horizon is (0, N), i.e. all

jobs release times and deadlines are between 0 and N . For simplicity, assume that there is

only one machine. We first guess the job jm that is processed at the middle time N/2 (if

such a job exists). Then, we need to decide which jobs should be scheduled before jm and

after. But such decisions can be exponentially many. This is where [63] uses sketches. The

sketching scheme in [63] shows that jobs can be grouped if they have ‘similar’ release times,

deadlines, and sizes. More precisely, it was shown that (1) if there is a feasible schedule

for the original instance, then there is a feasible schedule for the instance simplified via the

sketch, and (2) if a set of scheduling intervals admits a fractional matching with a congestion

1 for the simplified instance, then it admits a fractional matching with a congestion (1+δ)h

for the original instance where h is the depth of divide-and-conquer tree in the dynamic

programming. Hence, if the dynamic programming has O(polylog(n)) levels and by setting

δ = O(1/polylog(n)) we can find good execution intervals with a small congestion.

However, we need to carefully adapt this dynamic programming to the speed

scaling setting since each job can be processed for a very long or short period of time

compared to its size. For example, we need to guess how long the middle job is processed

in each iteration of the dynamic programming. Further, when some quantities such as job

sizes are not polynomially bounded, the number of levels can be super-polylogarithmic. [63]

handles this issue by showing that inflexible jobs, whose sizes are not so small compared

to their lifespans, are the main concern, and flexible jobs of specific size w are involved

in sketching at most O(log n) levels. Intuitively, flexible jobs are easy to schedule since
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they only need to use machines for short during their lifespans. In our setting, we have

to adapt the notion of flexible/inflexible jobs in connection with energy consumption since

how long jobs are processed can be very different from their sizes. Additionally, there are

many details should be carefully handled.

2.1.3 Other Related Work

We first discuss previous work on the preemptive case. As mentioned earlier, [99]

gave a polynomial time algorithm for EDS when there is a single machine. The algorithm

was refined in [79, 80]. When there are multiple machines, one can think of two cases,

migratory and non-migratory, depending on whether a job can be scheduled on more than

one machine or not. Migratory schedule was studied in [5, 8, 16, 23]. The algorithm in [23]

was based on mathematical programming and the others were combinatorial. [14] studied

the case when machines are heterogeneous in both migratory and non-migratory settings.

We now shift our discussion to non-preemptive scheduling. Constant approxima-

tions depending on α are known for the single machine case [9, 14, 43]. The current best

approximation ratio (1 + ε)B̃α is due to [16]. [43] gives a (wmax/wmin)O(α) approximation

when there are multiple machines, and their work can handle heterogeneous machines.

Finally, we briefly discuss other work on non-preemptive scheduling when machines

have fixed speeds. Several O(1)-approximations [22, 42, 63] are known for the throughput

objective where each job has some profit, and the goal is to maximize the total profit of the

jobs completed by their deadlines. The problem of scheduling all jobs with the minimum

number of machines was studied in [40, 41, 63]. Flow time objectives were studied in [17, 63].

2.2 Formal Problem Definition and Notation

In the Energy-efficient Deadline Scheduling with No Preemption prob-

lem (EDS-N), we are given a set J of n jobs. Each job j has a release/arrival time rj ,

deadline dj , and work volume/size wj . We are required to schedule all jobs on m identical

parallel machines non-preemptively before their deadlines. In other words, each job j must

be scheduled between its arrival time and deadline without interruption. Let N := maxj dj

be the maximum deadline of all jobs. We assume w.l.o.g that the earliest arriving job has

release time 0. Hence, 0 ≤ rj ≤ dj ≤ N for all jobs. We use wmax and wmin to denote

the maximum job size and minimum job size respectively. Each machine can run at an

arbitrary speed. When a machine runs in speed s, it consumes sα energy per unit time.
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The goal is to find a non-preemptive schedule that minimizes the total energy consumption.

We can w.l.o.g assume that each job is scheduled at the same speed during its execution

since such a schedule minimizes job j’s energy consumption due to the convexity of power

function sα.

Formally, a non-preemptive schedule σ is described by each job j’s execution in-

terval Iσ,j and the set Jσ,i of jobs that are assigned to each machine i. We say that schedule

σ is feasible if for all jobs j, Iσ,j ⊆ (rj , dj), and for each machine i, all jobs in Jσ,i have

disjoint (non-overlapping) execution intervals. We let pσ,j = |Iσ,j | denote job j’s execution

time. As mentioned before, it is assumed w.l.o.g that each job j is processed at a constant

rate of
wj
|Iσ,j | during its execution interval Iσ,j . Note that the energy consumed to complete

job j is |Iσ,j |( wj
|Iσ,j |)

α, denoted as Eσ,j . We denote the total energy consumed by schedule

σ as Eσ =
∑

j Eσ,j . We may drop σ from the subscript if the schedule is clear from the

context.

2.3 Algorithm

We first make some simplifying assumptions on the instance and take several stan-

dard preprocessing steps to simplify the instance further. Then, we show the problem can

be reduced to finding a ‘good’ set of execution intervals where jobs will be scheduled. Sub-

sequently, we present our dynamic programming, followed by the analysis. The simplifying

assumptions will be removed in Section 2.3.5.

2.3.1 Simplifying Assumptions

To present our algorithm and analysis more transparently, we make some simpli-

fying assumptions:

1. The minimum job size is 1, i.e. wmin = 1.

2. N and wmax both are polynomially bounded by n.

3. No job execution time is smaller than ε/n2, i.e. pj ≥ ε/n2, for all j.

The first assumption is w.l.o.g. by scaling. The last two assumptions are made to

ensure that the number of dynamic programming levels is O(log n) for any fixed ε. The last

assumption can be shown to be true if any two distinct times that are either jobs arrival

times or deadlines differ by at least one. As mentioned, all simplifying assumptions will be

lifted in Section 2.3.5.
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2.3.2 Preprocessing

We use several standard preprocessing steps to simplify instances or solutions.

1. Rounding sizes of jobs. We round each job j’s size wj down to the nearest num-

ber of the form (1 + ε)i for some integer i. Then, we will have O(log1+ε
wmax
wmin

) =

O(1
ε log wmax

wmin
) = O(1

ε log n) different job sizes. We will refer to these different job sizes

as size types.

2. Rounding execution times of jobs. We round down each job’s execution time to

the nearest number of the form (1 + ε)i for some integer i. That is, we require that

a job must be processed during an interval of length equal to a power of 1 + ε, i.e.

|Ij | = (1 + ε)i for some integer i.

3. Restricting the starting points of jobs. We enforce that a job with execution

time p must start at a time that is equal to an integer multiple of εp.

What these preprocessing steps imply is the following. Before we start our dynamic

programming, job sizes are rounded. When we make a scheduling decision for each job, we

only need to consider each processing time p that is equal to a power of (1+ε) and a starting

time that is an integer multiple of εp. This will reduce the solution space significantly and

will be useful for our dynamic programming. Formally, we will only allow the following

execution intervals to process jobs. Note that there are O(poly(n)/ε2) execution intervals

where each job can be scheduled. Also, note that there are only O((1/ε) log n) distinct jobs

sizes and execution interval lengths.

Definition 2.3.1. (permissible interval) We say an interval I is permissible if its length is

a power of (1+ε) and its starting point is an integer multiple of ε|I|. We say that an interval

I is permissible for job j if I is permissible and is contained in j’s lifespan, I ⊆ (rj , dj).

Proposition 2.3.2. For any time t and fixed execution time p, permissible intervals of

length p containing t can have at most O(1/ε) different starting times.

Approximation factor loss due to preprocessing

In this section, we show that the loss in approximation ratio due to preprocessing

is at most (1 + ε)4α. First, we can pretend that a job size is equal to a power of (1 + ε)

that is closest to and smaller than wj by increasing the speed by a factor of at most (1 + ε).

This increases the energy usage by a factor of at most (1 + ε)α.
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We now consider the last two properties. Consider each job j and its execution

interval in a fixed optimal schedule σ∗: Iσ∗,j = [tσ∗,j , tσ∗,j+pσ∗,j). Suppose (1+ε)i ≤ pσ∗,j <
(1 + ε)i+1, where i is an integer number. Let pσ,j = (1 + ε)i−1 and assume (l − 1)εpσ,j <

tσ∗,j ≤ lεpσ,j , where l is an integer number. The new schedule σ assigns the interval

Iσ,j = [lεpσ,j , lεpσ,j + pσ,j) to job j. It is clear that Iσ,j ⊆ Iσ∗,j . Thus the interval Iσ,j is

permissible. For each job j, we havepσ,j ≤ (1 + ε)2pσ∗,j . Let Eσ,I′ and Eσ∗,I′ be energy

consumed by σ and σ∗ on modified instance I ′. Since for each job j, pσ,j ≤ (1 + ε)2pσ∗,j ,

Eσ,I′ ≤ (1 + ε)2(α−1)Eσ∗,I′ . Thus, we rescheduled each job j so that it satisfies the last two

inequalities by using (1 + ε)2(α−1) factor more energy for the job.

The above two steps show the loss in the approximation factor is at most (1 + ε)α ·
(1 + ε)2(α−1) ≤ (1 + ε)4α. By scaling ε, this additional loss in the approximation ratio only

affects the running time. This will be factored in Section 2.3.4.

2.3.3 Reduction to Finding a Set of Scheduling Intervals

In [63], when each machine has a fixed unit-speed, it was shown that other non-

preemptive scheduling problems can be reduced to finding a ‘good’ set of execution intervals.

This is because an actual schedule can be discovered by a matching between jobs and

execution intervals. Since a job’s size is equal to its execution time, it was only needed to

remember the set of intervals. However, in the dynamic speed scaling setting, an interval

with a fixed length can schedule jobs with arbitrary sizes. Therefore, we will try to find a

disjoint set of execution intervals for each job size separately. Before we formally define the

notion of ‘good’ execution intervals, for a technical reason which will become clear soon, we

pre-schedule a small number of jobs by guessing.

Guessing some execution intervals of optimal schedule. Consider each pair (w, p)

consisting of job size w and execution interval length p. Note that there are at most

O((1
ε )

2 log2 n) such pairs due to the simplifying assumptions made in Section 2.3.1. Let

n∗w,p be the number of execution intervals of length p where the optimal schedule schedules

jobs of size w. Here we are assuming w.l.o.g. that the optimal schedule is subject to the

simplifying assumptions and the properties resulted in by the preprocessing steps; this only

increases opt by a factor of at most (1 + ε)4α. For simplicity, let’s assume that we know

that if n∗w,p < 1/λ where λ is a small constant which will be set to ε/2α+1 later. The

running time for this guess will be dominated by the subsequent steps. If n∗w,p < 1/λ

(we need to consider 0, 1, · · · , 1/λ − 1 values of n∗w,p), we can guess the n∗w,p jobs that are

scheduled on the n∗w,p intervals along with the intervals. There are at most O( 1
ε2

poly(n))1/λ
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possible guesses for each pair (w, p). Hence all guesses for all possible pairs can be done in

( 1
ε2

poly(n))O(1/λε2) log2 n time. The guessed intervals are reserved so that they can’t be used

by the remaining jobs. Henceforth, if n∗w,p < 1/λ, no jobs of size w are not allowed to be

scheduled on execution intervals of length p.

Roughly speaking, this is why we do this guessing. We will show that given a good

set of execution intervals, we can find a ‘slightly’ infeasible schedule where only a small

fraction of execution intervals are assigned two jobs. To complete two jobs on one execution

interval, we will have to double the speed which will increase the energy consumption during

the interval by a factor of 2α. This increased energy usage will be charged to other execution

intervals that schedule only one job, and this charging requires sufficiently many execution

intervals for each pair (w, p).

Definition 2.3.3. (fractional matching and congestion) Consider each possible job size

w. Given a set J ′w of jobs of size w and a multi-set T ′w of execution intervals, let Gw :=

G(J ′w, T ′w, Ew) to denote the following bipartite graph between J ′w and T ′w where there is an

edge (j, I) of cost cj,I = |I|( w|I|)α between j ∈ J ′w and I ∈ T ′w iff I is permissible for job j

. (Observe that cj,I is the energy consumed when processing j exactly on I.) We say that

Gw has congestion c if there is a fractional matching {xj,I}(j,I)∈Ew such that:

1. every job j is matched to an extent at most 1, i.e.
∑

I∈T ′w,(j,I)∈Ew xj,I = 1 for all

j ∈ J ′w.

2. every interval I ∈ T ′w is matched to an extent at most c, i.e.
∑

j∈J ′w xj,I ≤ c for all

I ∈ T ′w.

Equivalently, J ′w is said to have congestion c w.r.t. T ′w, denoted as cong(J ′w, T ′w).

To obtain an actual schedule, we need to find an integral mapping from jobs to

execution intervals. A näıve way would be to find a mapping where each interval gets at

most two jobs which is guaranteed to exist due to the integrality of matching when the

congestion is no greater than 2. However, this can only lead to 2α-approximation. The

following lemma shows how a ‘good’ collection of execution intervals can be used to find

an actual schedule with low energy consumption. In the following, when we say that Tw
has congestion c, we mean that the bipartite graph Gw between Tw and jobs of size w has

congestion c.

Lemma 2.3.4. Suppose we are given a collection {Tw}w of execution intervals such that

for each job size w, cong(Jw, Tw) ≤ 1 + λ, where λ is a small constant 0 < λ ≤ 1. Let nw,p
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be the number of intervals of length p in Tw. Then, one can find a non-preemptive schedule

that consumes energy at most (1 + λ · 2α)
∑

w,p nw,p · p · (wp )α + λ · 2α · opt.

Proof. Fix a job size w. We create a s-t network flow graph G′ as follows: Let’s denote the

source node and the sink node by S and T , respectively. The source S is connected to each

job in Jw with capacity 1. A job j in Jw is connected to an execution interval I in Tw iff I is

permissible for j. These edges have infinite capacity. For each p, let Tw,p denote the intervals

of length p in Tw. We now partition Tw,p into disjoint groups Bp,1,Bp,2, ...,Bp,`p=dnw,p/(1/λ)e

so that all the blocks except the last Bp,`p have exactly 1/λ execution intervals, and the last

block has at most 1/λ execution intervals. For each block Bp,`, we create an intermediate

sink node vp,` and connect all nodes in Bp,` to vp,` with capacity 2. Each intermediate

sink node vp,` connects to the sink node T with capacity |Bp,`| + 1. This completes the

description of the flow graph G′. See Figure 2.1 for visualization of G′.

Note that cong(Jw, Tw) ≤ 1 + λ implies the existence of a fractional flow in G′

whose value is equal to the number of jobs in Jw. Due to the integrality of s-t flow, we

can find an integral flow that respects all capacity constraints. This will guarantee that

at most one execution interval in each block is used by two jobs, and all other execution

intervals are used by at most one job. Let’s say that an execution interval is overloaded

if it is used by two jobs. To complete two jobs on an overloaded execution interval, we

double the speed. This will give us a feasible actual schedule σ. Let Eσ,(w,p) and opt(w,p)

denote the energy consumed in the schedule σ and the optimal schedule for pair (w, p),

respectively. Knowing that the number of overloaded intervals for each pair (w, p) is at

most dnw,p/(1/λ)e ≤ nw,p
1/λ + 1, we upper bound the energy consumed for (w, p) as follows.

Eσ,(w,p) ≤ (
nw,p
1/λ

+ 1) · p · (2w

p
)α + nw,p · p · (

w

p
)α

≤ (1 + λ · 2α)(nw,p · p · (
w

p
)α) + 2α · p · (w

p
)α

If nw,p > 0, which occurs iff n∗w,p ≥ 1/λ, we have

2α · p · (w
p

)α ≤ λ · 2α · n∗w,p · p · (
w

p
)α ≤ λ · 2α · opt(w,p)

By coupling these two inequalities, we have

Eσ,(w,p) ≤ (1 + λ · 2α)(nw,p · p · (
w

p
)α) + λ · 2α · opt(w,p), (2.1)

If nw,p = 0, then Eσ,(w,p) = 0, so Equation (2.1) trivially holds true. Summing Equa-

tion (2.1) over all pairs (w, p), we have the lemma.
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We show the following key lemma in Section 2.3.4. The desired set of execution

intervals is obtained via dynamic programming with sketches.

Lemma 2.3.5. We can find a set of execution intervals Tw for each job size w in nO((2α/ε2) log3 n)

time such that

1. cong(Jw, Tw) ≤ 1 + λ; and

2.
∑

w,p nw,p · p · (wp )α ≤ opt,

where nw,p is the number of intervals of length p in Tw.

By combining Lemma 2.3.4 and 2.3.5 with λ = ε/2α+1 and packing execution

intervals into machines as in [63], we complete the proof of Theorem 4.1.1.

2.3.4 Dynamic Programming

Recall that our goal is to complete all jobs on m identical machines before their

deadlines using the minimum energy. Also recall that all jobs lifespans are in the time

horizon (0, N). The time horizon (0, N) is split into two subintervals (0, N/2) and (N/2, N).

Since each subinterval induces a sub-instance, let’s call these intervals as blocks. The top

sub-problem is on block (0, N). A subproblem on block (A,B) is reduced into two sub-

problems on (A,C) and (C,B), where C = (A + B)/2. For each job j that needs to be

scheduled during (A,B), we have three choices: Pass job j to the first subproblem or the

second, or schedule job j on a permissible interval (aj , bj), where aj < C < bj . In this

case, the scheduling interval (aj , bj) is passed to both subproblems as a reserved interval

so that other jobs can not use it. Therefore, in an intermediate level of recursion, the

reserved intervals are also given as input. Note that this recursive algorithm defines a

binary recursion tree of blocks having (0, N) as the root block.

Defining the subproblem

We now formally define the subproblem on block (A,B). The input to this sub-

problem consists of a set of jobs J ′ which need to be scheduled during (A,B) and a set

of reserved execution intervals Tup which are not contained in (A,B) and intersect (A,B).

There are two types of jobs in J ′. The first type of jobs denoted Jin, are those whose

lifespans are completely contained in (A,B). The second type of jobs denoted Jup are a

subset of jobs whose lifespans are not contained in (A,B) and intersect (A,B) and that
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have been decided to be scheduled during (A,B) from upper levels of DP. Note that Jin
and Jup are disjoint, and J ′ = Jin∪Jup. A possible input to each subproblem on recursion

can be considered as a state in a DP algorithm. The set Jin is completely determined by

the associated block (A,B). To enumerate all possible inputs of each block (A,B), we need

to compute the number of possibilities for Tup and Jup. We begin by bounding the number

of possibilities for Tup.

Claim 2.3.6. Given (A,B), there are at most nO(( 1
ε
)2 logn) possibilities for Tup.

Proof. Note that each (permissible) interval (a, b) ∈ Tup contains A or B (or both). Due to

the simplifying assumptions, permissible intervals can have at most O((1/ε) log n) different

lengths. Also, by Corollary 2.3.2, for a fixed length p, a permissible interval of length p

that intersects A or B can start at O(1/ε) different time steps. Hence Tup is a multi-set

of O((1/ε)2 log n) distinct intervals. Since there can be at most n copies for each distinct

interval, the claim follows.

However, the number of possibilities for Jup is exponential. Hence, we replace Jup
with a sketch. This sketching scheme presents an approximate description for each possible

instance of Jup or each state in a näıve DP. Since two different possible instances with the

same sketch are considered equivalent in the new efficient DP, the number of states of new

DP decreases significantly. We borrow the sketching scheme developed in [63].

Definition 2.3.7. [63](sketch) Fixing δ, let ∆0 := 0,∆1 := 1, and ∆i := d(1 + δ)∆i−1e for

all integers i ≥ 2. Given a set J ′w of jobs of size w and the same release time (deadline,

resp.) which are ordered in increasing (decreasing, resp.) order of their deadlines (release

times, resp.), the left-sketch (right-sketch, resp.) of J ′w, denoted as φLw (φRw, resp.), is a

vector (t1, t2, · · · , t`) s.t.

• ` is the smallest number such that ∆`+1 > |J ′w|;
• for every i ∈ [`], ti is the deadline (release time, resp.) of the ∆i-th job in the ordering.

We denote the left-sketch (right-sketch, resp.) of J ′ as sketchL(J ′) (sketchR(J ′),
resp.). The following lemma shows all sets of jobs that have the same sketch have similar

congestion values.

Lemma 2.3.8. [63] Let J1 and J2 be two disjoint sets of jobs such that jobs in J1 ∪ J2

have the same size and the same release time (deadline, resp.). Moreover, sketchL(J1) =

sketchL(J2) (sketchR(J1) = sketchR(J2), resp.). Then there is a fractional matching from
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J1 to J2 such that every job J ∈ J1 is matched to an extent exactly 1 and every job J ∈ J2

is matched to an extent at most 1 + δ. Moreover, if J ∈ J1 is matched to J ′ ∈ J2, then

dJ ≥ dJ ′ (rJ ≤ rJ ′, resp.).

A job j ∈ Jup is called left-side or right-side based on if its lifespan (rj , dj) contains

A or B respectively. Since all of jobs in Jup need to be scheduled during (A,B), we can

assume that all left-side jobs have release time A and all right-side jobs have deadline time

B. Note that if a job j’s lifespan contains both A and B, it can be either left-side or

right-side. Let Jw be the set of jobs with size w in Jup. We denote the set of leftside jobs

in Jw by J Lw , and the set of rightside jobs in Jw by J Rw . Let φ = {φow}o∈{L,R},w be the

sketch of a possible set of Jup. Instead of Jup, the sketch vector φ is given to subproblem

on (A,B). Therefore, all possible sets of Jup with the same sketch vector are considered the

same, and this reduces the possibilities of Jup significantly. Hence, we create a sub-instance

(A,B, Tup, φ). The instance carries all (approximate) information we need: Jin is completely

determined by (A,B) and φ is an approximate sketch of Jup.

Proposition 2.3.9. The total number of possible inputs to a sub-instance (A,B, Tup, φ) is

n
O

(
log3 n

ε2δ

)
.

Proof. From the simplifying assumptions we know that there are at most O(poly(n)) time

steps where a job can start or complete, which means that each entry in the sketch vector

can have O(poly(n)) different values. Since each of φLw and φRw has O((1/δ) log n) entries,

there are at most nO((1/δ) logn) possibilities of sketches for each w. Hence there are nO( log2 n
εδ

)

possibilities of sketches. This, together with Claim 2.3.6 gives the lemma.

Final Algorithm

We are now ready to describe the final algorithm. We build a perfect binary tree

of depth O(log n), where each node corresponds to an interval and the root represents the

interval (0, N). Consider the interval (A,B) in this tree. The left child is the interval

(A,C) and the right child is the interval (C,B), where C = (A + B)/2. We consider

nodes in the tree from bottom to top. For each interval (A,B), we generate all possible

Tup, φ = {φow}o∈{L,R},w and run Algorithm 1 for the input A,B, Tup, φ. The final outputs

are E∗ = f (0, N, ∅, φ) and T ∗w = Fw (0, N, ∅, φ), where the sketches φow are empty sequences

for all o and w. This is because for the interval (0,N), all jobs are contained in Jin and the

set Jup is empty. As discussed in the previous section, each sub-instance has input A,B, Tup
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and φ. Recall that φ is a sketch of the jobs inherited from the above level. There are many

different sets Jup of (similar) jobs that match the sketch φ. Algorithm 1 assumes that Jup
is the ‘easiest’ set of jobs to schedule that matches the sketch φ in the sense that each job

can only have an earlier release time or a later deadline; the ‘easiest’ set is returned by

Algorithm 2.

We need to decide where to schedule jobs in Jin ∪ Jup. In Line 9, we say that a

decision function D is valid if all jobs j in Jin ∪ Jup,

1. If D(j) = L, then (rj , dj) intersects (A,C).

2. If D(j) = R, then (rj , dj) intersects (C,B).

3. If D(j) is a permissible execution interval (aj , bj) for j, then A ≤ aj < C < bj ≤ B.

What this decision function means is the following. If a job j has a lifespan (intersecting

(A,B)) that is completely contained either in (A,C) or (C,B), the scheduling decision is

deferred to the corresponding subproblem. The job may be scheduled in the middle at time

C. In this case, D(j) must be a permissible execution interval (aj , bj). Obviously, we have

A ≤ aj < C < bj ≤ B. If D(j) = L, it means that job j is passed to the left sub-instance

on (A,C), and the decision is only allowed when (rj , dj) intersects (A,C). The last case

D(j) = R is similar to D(j) = L.

Finally, base cases are defined on the largest blocks with sizes less than ε/n2.

Knowing that under the simplifying assumptions all jobs have processing time at most

ε/n2, we can’t schedule any jobs on these blocks. Hence if there are any jobs left over for a

base case, we set f to ∞.

Congestion and the Approximation Guarantee

Let opt be the energy used by the optimal scheduler. We observe that our solution

builds on a valid relaxation. Thus, the energy consumption E∗ our algorithm outputs is no

greater than opt.

Lemma 2.3.10. E∗ ≤ opt.

Proof. The only place we do not specify the exact input is where we replace the actual Jup
with the easiest-set(A,B, φ). Here for each left-side job j ∈ Jup, (A, dj) is replaced with

(A, d′j) for which d′j ≥ dj . Likewise, each right-side job only becomes easier to schedule.

Thus, this is a valid relaxation to lower bound the optimal value of energy consumption to

schedule all jobs in J . Further, it is clear that no job can be scheduled during (A,B) when
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B − A < ε/n2 since under the simplifying assumptions, every job has a processing time at

least ε/n2. Hence we can safely stop exploring the next lower level when B−A < ε/n2.

Recall that Jw denotes all jobs of size w. Let T ∗w := Fw(A,B, Tup, φ) denote the

set of execution intervals where jobs of size w are scheduled in the solution of Algorithm 1.

Lemma 2.3.11. For all job sizes w, cong(Jw, T ∗w ) ≤ (1 + δ)O(logn).

Proof. We prove the lemma by induction. Focus on a block (A,B) in the tree. We say

a block (A,B) is at level h if it has distance h to its farthest leaf. Thus, leaves are at

level 0 and the root is at level O(log n); a leaf block has size no smaller than ε/(2n2)

and N is polynomially bounded by n. We show that for any level-h block (A,B), any

input (A,B, Tup, φ), and any set Jup of jobs that matches the sketch φ, the returned set

Tw = F (A,B, Tup, φ) satisfies cong(J ′w, Tw) ≤ (1 + δ)h for all w (except for the case when

f(A,B, Tup, φ) =∞), where J ′w are the jobs of size w in Jup ∪ Jin.

For the base case h = 0, this is obviously true since if Jin ∪ Jup 6= ∅ then

f(A,B, Tup, φ) = ∞. For any h > 0, let J ∗up = easiest-set(A,B, φ). Then by our induc-

tion hypothesis, it follows that jobs of size w in J ∗up ∪ Jin has congestion (1 + δ)h−1 w.r.t.

Tw. More precisely, this is because for both subproblems on (A,C) and (C,B) of height

h−1 we get execution intervals with congestion (1+ δ)h−1, and the subinstances take input

from J ∗up ∪ Jin with no changes. We then apply Lemmas 2.3.8 and conclude that jobs of

size w in Jup ∪ Jin has congestion (1 + δ)h w.r.t. Tw for every Jup that matches the sketch

φ. This completes the proof.

Recall from Lemma 2.3.4 that a congestion 1 + λ implies (1 + ε)-approximation

when λ = ε/2α+1. Hence if we set δ = Θ( λ
logn) = Θ( ε

2α logn) with an appropriate constant

factor scaling, we obtain a (1 + ε)-approximation. The approximation factor loss (1 + ε)O(α)

we had in several places can be taken care of by appropriate scaling of ε, which doesn’t

affect the asymptotic running time claimed in Theorem 4.1.1 which will be shown in the

following section.

Running Time

We run the Algorithm 1 for each sub-instance (A,B, Tup, φ). In this Algorithm,

after finding the easiest set Jup that matches the sketch φ, we need to consider all achievable

pair sub-instances T L
up, φ

L and T R
up, φ

R to sub-blocks (A,C) and (C,B) and recursively call

the algorithm. We say a pair is achievable if there is a valid decision function D that achieves



25

the combination. To find such a decision function, we avoid enumerating all possible decision

functions D for Jin ∪ Jup.

Lemma 2.3.12. Given T L
up, φ

L and T R
up, φ

R, one can check whether some valid decision

function D achieves this combination in polynomial time.

Proof. Let’s assume we have excluded the jobs whose lifespans are completely contained in

(A,C) or (C,B) from Jin ∪ Jup. We denote set of jobs j ∈ Jin ∪ Jup containing C as J ′in.

Let J ′′in ⊆ J ′in be the set of jobs j such that D(j) is a permissible interval for job j, and for

each job size w, let J L
w (J R

w , resp.) be all jobs j ∈ Jin ∪Jup with size w such that D(j) = L

(D(j) = R, resp.). We say decision function D achieves the combination T L
up, φ

L and T R
up, φ

R

if all following conditions are satisfied.

1. sketchL(J Lw ) = φL,Lw and sketchR(J Lw ) = φL,Rw .

2. sketchL(J Rw ) = φR,Lw and sketchR(J Rw ) = φR,Rw .

3. There is a perfect matching between J ′′in and T L
up ∪ T R

up.

We want to show that finding such a decision function can be reduced to a bipartite graph

matching problem. The left side vertices in this graph are all jobs Jin ∪ Jup. We consider

a right vertex for each reserved interval I ∈ T L
up ∪ T R

up. There is an edge between a job

vertex j and reserved interval vertex iff the reserved interval is a permissible interval for job

j. Suppose φL,Lw (φL,Rw , resp.)= (t1, t2, ..., t`). For each k ∈ [`], we consider ∆k −∆k−1 − 1

right side vertices representing the interval (tk − 1, tk) and ((tk.tk − 1), resp.), where t0 = 0

and one vertex representing the interval [tk, tk]. These vertices are to ensure that the first

condition above is satisfied. We call all of these intervals as left intervals. There is an edge

between a vertex job j and a left interval iff the interval contains dj (rj , resp.). Likewise,

let φR,Lw (φR,Rw , resp.)= (t1, t2, ..., t`). For each k ∈ [`], we consider ∆k − ∆k−1 − 1 right

side vertices representing the interval (tk − 1, tk) and ((tk.tk − 1), resp.), where t0 = 0 and

one right side vertex representing the interval [tk, tk]. These vertices are to ensure that the

second condition above is satisfied in the decision function we find. We call all of these

intervals as right intervals. There is an edge between a vertex job j and a right interval

iff the interval contains dj or rj . In this graph we have 3 groups of intervals, reserved

intervals, left intervals and right intervals. We want to find a matching in which each vertex

is matched exactly once. We build decision function D by this matching as following.

1. D(j) = L iff job j is match with a left interval
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2. D(j) = R iff job j is match with a right interval

3. D(j) = (aj , bj) iff job j is matched with reserved interval (aj , bj)

Clearly, this bipartite matching problem can be solved efficiently, hence the lemma follows.

Thus, in Algorithm 1, the most time consuming part is to enumerate all possible

pair sub-instances to the two sub-blocks (A,C) and (C,B). From Proposition 2.3.9, the

running time is bounded by n
O

(
log3 n

ε2δ

)
.

2.3.5 Removing the Simplifying Assumptions

In this section, we remove the simplifying assumptions we made in Section 2.3.1.

We start by making the following observation. The first claim says that a job’s execution

interval length is within a O(poly(n)) factor of its lifespan length. The second states that

every job uses energy that is a considerable fraction of opt.

Lemma 2.3.13. With a (1+6ε)α factor loss in approximation ratio, we can assume w.l.o.g

that for all jobs j,

1. pj ≥ ε
n2 (dj − rj); and

2. ( ε
n2 )2αopt ≤ Ej ≤ opt,

where opt is the optimal energy consumption.

We first show the first property by transforming an optimal schedule σ∗ to a

schedule that satisfies the property. We shrink all execution intervals in σ∗ by a factor of

(1 − 4ε); here the execution intervals shrink equally on both sides. This will increase the

energy consumption by a factor of at most 1/(1− 4ε)α < (1 + 4.5ε)α when ε is sufficiently

small. Then, we say that a job is small if it violates the first property. We only change

small jobs schedule. Consider small jobs in increasing order of their lifespan lengths. Fix a

small job j and the machine i where job j is scheduled. We show that we can find an idle

interval of the length of at least (ε/n2)(dj − rj) during j’s lifespan. By scheduling job j in

the interval, we will have the first property.

Just after shrinking all jobs execution intervals, we observe that the machine i is

idle for at least 2ε(dj − rj) time steps during j’s lifespan. This observation follows from the

facts that any job j′ whose execution interval intersects (rj , dj) in σ∗ either starts after rj or
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ends before dj , and produces 2εpj′ extra idle time steps after getting shrunk. The 2ε(dj−rj)
idle time steps (or more) during j’s lifespan might have been used to schedule small jobs of

lifespans smaller than j. In the worst case, when j is considered, (n−1)∗ ε
n2 (dj−rj) idle time

steps might have been used. So we still have 2ε(dj−rj)−(n−1)∗ ε
n2 (dj−rj) ≥ ε

n(dj−rj) idle

time steps or more during j’s lifespan. In the worst case that all other jobs are scheduled

during j’s lifespan, the idle times may consist of n intervals. Hence the longest idle interval

must have length at least ε
n2 (dj − rj). This proves the first property.

Hence a job j’s energy consumption is minimized when j’s execution interval is

equal to j’s lifespan, and is maximized when j’s execution interval length is (ε/n2) times j’s

lifespan length. Using this, we obtain a rough estimate of opt (we ignore the increase of opt

by factor (1+4.5ε)α since it doesn’t affect the asymptotic bounds claimed in Theorem 4.1.1):

∑
j

(dj − rj)(
wj

dj − rj
)α ≤ opt ≤ (

n2

ε
)α−1

∑
j

(dj − rj)(
wj

dj − rj
)α

Motivated by this bound, define optmin :=
∑

j(dj − rj)(
wj

dj−rj )α to be the lower

bound on opt. Also define Ej,max := (dj − rj)( wj
dj−rj )α · (n2

ε )α−1, which is the upper bound

on the energy needed to schedule job j. We say that job j is negligible if Ej,max ≤ ε
noptmin.

We will first schedule jobs that are not negligible ignoring negligible jobs. Then, we will

schedule negligible jobs by shrinking the other jobs’ execution intervals as we did in the

above proof of the first property. Note that negligible jobs can consume at most εopt energy

in total. Hence with an additional (1 + ε) factor loss in the approximation ratio, we can

assume that all jobs are non-negligible, meaning that Ej,max ≥ ε
noptmin ≥ ( ε

n2 )αopt. Since

Ej ≥ ( ε
n2 )2αEj,max, we derive the second property.

Note that Lemma 2.3.13 implies that each j can have O(1
ε log n) different process-

ing times. Also it is easy to see that there are at most O(n
2

ε3
log n) = O(n3) permissible

execution intervals for job j for any fixed ε > 0.

We now explain how we can adapt the analysis where we used the simplifying

assumptions. Note that we can assume w.l.o.g. that wmin = 1 by scaling.

Guessing some execution intervals of opt. We first show we guess some execution

intervals of opt. In Section 2.3.3, we argued that we can translate a fractional matching

with small congestion between jobs and execution intervals into an actual schedule whose

cost is only slightly larger than the fractional matching’s cost. One key fact we used was

that only a small fractional of execution intervals need to schedule more than one job, hence
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the extra energy needed to schedule more than one job per execution interval was small.

However, this argument required that if there are less than 1/λ execution intervals in a

bipartite graph Gw,p, we had to guess up to 1/λ execution intervals. When N and wmax

are polynomially bounded by n, the number of pairs of (w, p) was also O(polylog(n)), so

the guess was affordable.

However, without the simplifying assumptions, we have to be more careful. We

guess only 2α+2

ε2λ
pairs of job j and execution interval I with the highest values of (wj/|I|)α ·|I|

such that opt schedules j on I. Let’s denote the smallest energy used by any of these jobs as

ρ∗. Clearly, opt ≥ 2α+2

ε2λ
ρ∗. Note that this guess is affordable since there are at most O(n

3

ε )

permissible execution intervals for each job. Then, as before, in the dynamic programming,

the guessed jobs will not be considered, and the guessed execution intervals will be reserved.

Further, we do not allow any assignment of a job of size w into an execution interval of

length p such that (w/p)αp > ρ∗.

Now we need to slightly modify the proof of Lemma 2.3.4. Recall that we created

a s-t network flow graph, and for each pair (w, p), we created blocks so that we can have

at most one overloaded execution interval in each block. Instead, we create a s-t network

flow graph considering all w and p simultaneously. As before, S is connected to jobs with

capacity 1, and for each w, we have the same edges between Jw and Tw. Now the grouping

becomes different. It is important to note that each execution interval I can schedule jobs

of a specific size w, so we can define HI := (w/p)α · p. We partition execution intervals

into categories so that all execution intervals in the same category have similar values of HI

within a factor of 1+ε. Execution intervals in the same category are further partitioned into

groups/blocks so that all blocks possibly except one have exactly 1/λ execution intervals.

Following the same argument, we can guarantee that we will have at most one overloaded

execution interval in each block. If the block has 1/λ execution intervals, the extra energy

consumed to process two jobs on the same execution interval can be charged to the other

execution intervals in the block. Hence we only need to worry about the extra energy

incurred in blocks with less than 1/λ execution intervals. In the worst case, there can be at

most 1/λ− 1 execution intervals in the block. Hence, in the category of execution intervals

with HI value (approximately) equal to ρ∗, we have at most (1+ε)ρ∗

λ 2α extra energy that

we need to take care of. Knowing that the HI values differ by a factor of at least 1 + ε

between different categories, the total extra energy we need to take care of is at most
2α+1ρ∗

λ · (1 + 1/(1 + ε) + 1/(1 + ε)2 + · · · ) ≤ 2α+2ρ∗
ελ . This is at most εopt since opt ≥ 2α+2

ε2λ
ρ∗.

Hence, we can directly charge this to opt.
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Bounding the number of blocks. Another issue we could have when N and wmax are

not polynomially bounded is that the number of blocks in the DP can be exponentially

large. To overcome this issue, we use a similar trick used in [63]. By Lemma 2.3.13, we

know that there are at most O(n4/ε) points in time when a job can start or complete. We

restrict that a block can only start and end at those points in time. Let’s call such points

grid times. Hence when we make a cut C, instead of having two blocks (A,C) and (C,B),

we use (A,C ′) and (C ′′, B) where C ′ is the largest grid time no greater than C and C ′′

is the smallest grid time no smaller than C. This allows us to consider only polynomially

many blocks.

Bounding the congestion when the DP tree has height ω(polylog n). Previously,

we showed that the fractional matching we obtained had congestion (1 + ε)h where h is

the height of the tree in the dynamic programming. Since it is no longer true that jobs

execution times are at least ε/n2, and N and wmax are polynomially bounded by n, the

height could be super polylogarithmic, making the bound on the congestion too large. So

we have to bound the congestion using a different method. Towards this end, we borrow

another trick from [63]. The key idea is to avoid cutting jobs of too small lifespans. We

say that a job is small w.r.t. (A,B) if its lifespan length is at most 1
4n(B − A). Instead of

splitting (A,B) into two subintervals of an equal size, we pick a point C such that C does

not belong to any small job’s lifespan, and (A,C) and (C,B) both are at least a quarter

times as long as the interval (A,B). It is easy to see that such a cutting is always doable.

Thus the block sizes decrease by a constant factor from top to bottom as before.

Using a standard binary search, we can assume that we know the value of opt. For

any job j whose lifespan could be possibly cut by the new point C, from Lemma 2.3.13 and

the observation that 1
4n(B −A) ≤ dj − rj ≤ B −A, we have,

• ε
4n3 (B −A) ≤ pj ≤ B −A.

• (B −A)(α−1)/α · ( ε3

4n7 ) · opt1/α ≤ wj ≤ (B −A)(α−1)/αopt1/α.

What this means is the following. Recall that we had a sketch (left and right)

for each pair of job size w. For a given block (A,B), sketches need to be considered

only for O(1
ε log n) different job sizes since other jobs are either too large or too small: If

wj < (B − A)(α−1)/α · ( ε3

4n7 ) · opt1/α, then dj − rj < 1
4n(B − A), so job j is too small to be

cut by C thus are handed to one of the two subproblems on (A,C) or (C,B) as they are

without approximations. If wj > (B − A)(α−1)/αopt1/α, we have dj − rj > B − A meaning
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that job j must have been scheduled at upper levels of DP. This implies that a job of size w

gets involved in sketches at most O(log n) times/levels. Hence for each job size w, we have

that all execution intervals scheduling jobs of w have congestion (1 + δ)O(logn) as desired.
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Algorithm 1 Updating each dynamic programming state

Input: A,B,Jin is defined by (A,B), Tup, φ;

Output:

f(A,B, Tup, φ): minimum energy required to complete all jobs in Jin and Jup (defined in

Line 1);

Fw(A,B, Tup, φ) for each job size w: execution intervals hosting jobs of size w in Jin and

Jup.

1: Jup ← easiest-set(A,B, φ);

2: if B −A < ε/n2

3: if Jin ∪ Jup = ∅ then,

4: f(A,B, Tup, φ)← 0;

5: F (A,B, Tup, φ)← ∅;
6: else f(A,B, Tup, φ)←∞;

7: return

8: C ← (A+B)/2;

f(A,B, Tup, φ)←∞;

J ′in ← {j ∈ Jin ∪ Jup : rj < C < dj};
9: for every achievable pair of inputs (A,C, T L

up, φ
L) and (C,B, T R

up, φ
R) for the two sub-

instances do

10: D ← valid decision function for Jin ∪ Jup achieving the two inputs;

11: f ′ ← f
(
A,C, T L

up, φ
L
)

+ f
(
C,B, T R

up, φ
R
)

+
∑

j∈J ′in,D(j)=(aj ,bj)
wj(wj/(bj − aj))α;

12: if f ′ < f (A,B, Tup, φ) then

13: f (A,B, Tup, φ)← f ′;

14: for each possible job size w do

15: Fw (A,B, Tup, φ) ← Fw
(
A,C, T L

up, φ
L
)

]Fw
(
C,B, T R

up, φ
R
)

]{D(j)}j∈Jin∪Jup,wj=w,D(j)/∈{L,R};
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Algorithm 2 easiest-set(A,B, φL, φR) [63]: returning the “easiest” set of jobs agreeing with

the sketches.
1: J ′ ← ∅;
2: for each job size w do

3: (t1, t2, · · · , t`)← φLw;

4: for k ← 1 to ` do

5: add to J ′, ∆k - ∆k−1 jobs of size w, with release time A and deadline tk;

6: (t1, t2, · · · , t`)← φRw;

7: for k ← 1 to ` do

8: add to J ′, ∆k - ∆k−1 jobs of size w, with release time tk and deadline B;

9: return J ′.



Chapter 3

Online Partial Throughput

Maximization for Multidimensional

Coflow

3.1 Introduction

Coflow [36] has recently emerged as an elegant model that abstracts communication

patterns that are frequently observed in cloud computing and massively parallel computing

such as MapReduce [44] and Spark [100]. Each coflow consists of a number of parallel

flows (data communications) and each flow has some data to transfer from one machine to

another. A coflow is completed when all its flows are completed; for the formal model, see

Section 3.2.1. Due to its general but clean model, coflow has received significant attention

since its introduction. Particularly, coflow has been studied for various objectives such as

average completion time and throughput maximization.

In throughput maximization, each coflow typically has a deadline and gives a

certain utility when completed before its deadline. However, in certain application scenarios,

partially completed coflows still could be useful when partially processed flows contain useful

data that can be used for the next round of computation. For example, suppose a coflow

is intended to capture data migration to prepare for certain computation related to data

analytics. To get the ideal analytics result, machines must receive the whole data set, but

partial data can be used as samples for the large data set. Thus, as the machines receive

more data over time, they produce more accurate outcomes.

33
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Partial execution is becoming an important paradigm to support time-sensitive

applications such as interactive services [55] and real-time data analytics [6, 53]. For many

of these applications, a timely result with a slight loss in accuracy is preferable to the

completed but delayed result. For example, given a web search query, the server could

send out top ranked results followed by lower ranked results so that clients could first see

important results quickly and more results as time progresses.

Motivated by such scenarios, in this work, we consider the objective of maximizing

partial throughput, which was recently studied in [103, 104] in a cloud computing context.

In their setting, each request/job consists of multiple identical tasks. Each task asks for

multiple heterogeneous resources and tasks are processed when given the resources they

demand. However, the tasks are homogeneous, and thus their setting is very different

from coflow where each job (coflow) consists of communications (flow) between different

machines. In coflow scheduling, each coflow (job) j is associated with a utility function

fj . The function takes as input how much each flow in j has been processed and outputs

the associated coflow’s utility. It is reasonable to assume that all flows of each coflow

are equally important for the next round computation, and therefore, the usefulness of a

partially processed coflow is bottlenecked by the least processed flow.

Further, we generalize coflow to the more general setting to capture heterogeneous

resources. Coflow is a certainly elegant communication model that captures communication

between machines that focus on the each machine’s network capacity, i.e., a maximum

number of packets each machine can send or receive. However, there is a need to consider

resources at the level of finer granules in certain settings. For example, one may want to

consider computation and communication simultaneously if partial computation outcome

can be used for the next round computation. In such cases, computing resources such as

CPUs should be considered simultaneously together network bandwidth.

Indeed, multidimensional scheduling [52, 56, 61, 85, 101] has been extensively

studied to capture jobs requiring heterogeneous resources — some jobs could be more CPU-

intensive while others could be more memory-intensive. In multidimensional scheduling,

there are multiple heterogeneous resources which are often assumed to be divisible. Then,

each job demands certain resources for its execution and is processed at a certain rate that

is determined by the resources it is allocated. The main motivation of this model was

to study resource allocations in cloud computing and therefore does not capture parallel

communication between machines.
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3.1.1 Our Scheduling Model

In this work, we study a combination of the two scheduling models mentioned

above. In the combined model, which we call multidimensional coflow, each job (or coflow)

consists of tasks (flows), and each task requires certain resources simultaneously. Each

task is processed at a rate depending on the least resource it is allocated relative to its

demand for the resource. In other words, resources demanded by a task cannot be replaced

by other resources. It is worth mentioning that our multidimensional coflow generalizes

coflow, as well as multidimensional scheduling. Coflow is a special case of our setting where

each task (flow) uses only two resources, namely ingress and egress ports it uses; for more

details see 3.2.1. Each job j has a utility function fj that takes as input the fraction of

job j processed and outputs the associated coflow’s utility, which measures the importance

of the partial result to the application. In general, the progress of a job depends on the

progress of each task in the job. The relationship between the two can be modeled by a

real valued function with multi-dimensional inputs and may be learned from history data.

In this work, we make a first order approximation to this relationship and assume that job

j has been processed by a fraction of zj when all of its tasks have been processed by the

same fraction. The goal is to maximize
∑

j fj(zj) where zj denotes the fraction of job j that

has been processed before its deadline. We assume that fj is monotone and concave for all

j. A concave function captures the diminishing return property that is often observed in

realty [55, 103]. For instance, a study of 200K queries in a production trace of Bing search

engine shows that the relationship between the response quality and the amount of resources

(or time) used is close to a monotone concave function [55]. Moreover, a concave utility

can be used to achieve fairness between coflows. We seek to design an online scheduling

algorithm that makes scheduling decisions without knowing jobs arriving in the future.

3.1.2 Our Contributions

Our contribution is largely two-fold. First, as mentioned above, our scheduling

model naturally combines the two general and widely studied scheduling models, coflow

and multidimensional scheduling. We believe multidimensional coflow can capture various

scheduling environments and the model will find more applications in the future.

Second, we study multidimensional coflow for maximizing partial throughput on-

line and find an effective scheduling algorithm. Our algorithm is very natural as at each

time, it seeks to maximize the marginal increase of the objective. That is, if Jt denotes the
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set of currently alive jobs at time t and zj,≤t denotes how much j has been processed by

time t, the algorithm seeks to maximize
∑

j∈Jt(fj(zj,≤t)− fj(zj,≤t−1)). This algorithm has

three interesting properties:

1. The algorithm is online as its scheduling decision does not depend on jobs that have

not arrived yet.

2. The algorithm is myopic as it ignores how soon each job’s deadline is but tries to

maximize the marginal increase of the objective at each moment. In other words, the

algorithm is oblivious to jobs’ deadlines.

3. The algorithm yields a concurrent schedule in the sense that all tasks of the same job

are processed by an equal fraction at any point in time.

It is worth emphasizing our algorithm is oblivious to jobs deadlines. Thus, even

if the algorithm doesn’t have accurate information of jobs deadlines, it can be readily

implemented. Further, such algorithms are typically easier to implement as they do not

have to track job deadlines or prioritize jobs based on their deadlines.

We study the performance of our myopic concurrent algorithm using the compet-

itive analysis framework. That is, our algorithm’s objective is compared against the offline

optimal scheduler’s objective and is said to be c-competitive if the former is at least c time

the latter. Competitive analysis is of fundamental interest as it makes no stochastic as-

sumptions on the input and gives a certain guarantee on the algorithm’s performance even

in the worst case [24].

Note that all tasks of the same job do not have to be processed simultaneously.

As we mentioned above, our algorithm, however, yields a concurrent schedule. Informally

speaking, we show, if any schedule can be outperformed, in terms of partial throughput, by a

concurrent schedule using ρ factor more resources, then our myopic concurrent algorithm is

1/(1+ρ)-competitive (Theorem 3.4.3). Since a concurrent schedule’s objective could be only

1/ρ times the optimal schedule’s objective, this implies our concurrent online algorithm’s

performance is pretty close to that of the best concurrent schedule that could be offline.

Then, we study an upper bound on the parameter ρ, which we define and call price

of concurrence (Definition 3.4.2). We show the price of concurrence (PoC) is at most an

easy-to-compute parameter (Theorem 3.4.4) that we call the maximum-to-average resource

demand (MA, for short) parameter. Roughly speaking, the MA parameter is the worst

maximum-to-average resource demand by any job.

From the analysis point of view, we give an intuitive analysis by making a con-
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nection between our problem and a submodular maximization problem. While such a

connection was used in the previous work [29], our extension is more general since our

problem itself, or even coflow, does not admit such a connection as it is. However, when

the schedules are restricted to concurrent, an interpretation as submodular optimization

becomes possible. Our clean analysis has a potential to find more applications and thus is

of independent interest.

Finally, we show that for the partial throughput objective, our myopic concurrent

algorithm considerably outperforms other existing algorithms developed for other objectives.

3.2 Formal Problem Definition

We first give the formal definition of the multi-dimensional coflow problem (MD-Coflow),

which we introduce and study in this work. In MD-Coflow, there is a set R of divisible

resources that can be used to serve the clients. The set of resources remains the same

throughout the whole time. By scaling, each resource is w.l.o.g. assumed to exist in one

unit, meaning that one can use at most one unit of each resource at any point in time. Each

resource has a specific type, and the set of resources of type k is denoted as Rk. Let |Rk|
be the number of resources of type k. Note that |R| = ∑k |Rk|.

A set J of jobs arrive over time to be served. Each job j consists of a set of tasks,

Qj . All tasks of job j have the same arrival/release time aj and desire to be completed by

time bj , which is referred to as the task’s deadline, or equivalently, job j’s deadline. We say

that [aj , bj ] is j’s lifespan. Each task q ∈ Qj has a demand dqr for each resource r ∈ R. Let

Dqk :=
∑

r∈Rk dqr be the total demand of task q for all resources of type k. Similarly, let

Djk :=
∑

q∈Qj Dqk denote the total demand of job j for all resources of type k.

To discuss how a task or job is processed, we need to fix the time model. In this

work, we assume a continuous time model where a scheduling decision is made at each

instant of time. However, to make the presentation of our algorithm and analysis more

transparent, we will often talk about time slots, which are assumed to be infinitesimally

small.

A task q needs resources simultaneously in proportion to its demands to be pro-

cessed. Formally, if xqrt is the amount of resource r that task q receives at time t, task q is

processed by a fraction of minr:dqr 6=0 xqrt/dqr. Hence, we can assume w.l.o.g. that for every

pair of task q and time t, xqrt/dqr is equal for all r such that dqr 6= 0. Let yqt be the fraction

of task q that is processed at time t. We measure job j’s processing by its least processed
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task. Formally, j is processed by zj = minq∈Qj
∑

t∈[aj ,bj ]
yqt. Each job j is associated with

a utility function fj , which is concave, monotone, and differentiable. Job j has a utility

fj(zj). The goal is to maximize total partial throughput, i.e.,
∑

j fj(zj). The objective is

called partial objective as it measures the total utility of partially executed jobs before their

deadline. A job can be processed by at most a fraction of 1. We can either explicitly add

this constraint or prevent each function fj from growing when zj becomes greater than 1.

The following, CPMD-Coflow, is a convex programming formulation of MD-Coflow.

max
∑
j

fj(zj) CPMD-Coflow

s.t.
∑
j,q∈Qj

xqrt ≤ 1 ∀r ∈ R, t (3.1)

xqrt ≥ dqryqt ∀r ∈ R, j ∈ J, q ∈ Qj , t (3.2)

zj ≤
∑
t

yqt ∀j ∈ J, q ∈ Qj (3.3)

xqrt = 0 ∀r ∈ R, j ∈ J, q ∈ Qj ,

∀t 6∈ [aj , bj ] (3.4)

xqrt ≥ 0 ∀r ∈ R, j ∈ J, q ∈ Qj , t

yqt ≥ 0 ∀j ∈ J, q ∈ Qj , t

0 ≤ zj ≤ 1 ∀j ∈ J

There are three variables in CPMD-Coflow: variable xqrt denotes the amount of resource r

that task q receives at time t; yqt is the fraction of task q that is processed at time t; and

zj is the fraction of job j completed before j’s deadline. Constraint (3.1) says that each

resource r can be used by at most one unit at all times. Constraint (3.2) enforces the

concurrent requirement at the level of tasks — task q’s processing is constrained by the

resource that q is given the least relative to its demand. In other words, task q is processed

by minr:dqr 6=0 xqrt/dqr at time t. Constraint (3.3) sets zj to minq∈Qj
∑

t yqt, meaning that

j’s processing is measured by the least processed task q among all of j’s tasks. Constraint

(3.4) ensures that jobs/tasks’ deadlines are respected. Finally, a job is processed by at most

a unit fraction. Note that we can assume w.l.o.g. that
∑

t yqt ≤ 1 for all tasks q.

In this work, we seek to study online algorithms for MD-Coflow. An online al-

gorithm becomes aware of a job j only when the job arrives at time aj . The algorithm

learns job j’s all features upon the job’s arrival. Competitive analysis is used to measure

the performance of online algorithms in the worst case scenarios. If the objective is to be
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maximized, we say that an online algorithm is c-competitive if the algorithm’s objective

is at least c times the offline optimal scheduler’s objective for all inputs. Equivalently,

the algorithm is said to have a c-competitive ratio. Thus, the competitive analysis does

not make assumptions on the input and gives a performance guaranteed even in the worst

case. The worst case analysis is of fundamental interest as the performance guarantee is

independent of the input. However, when it is impossible to have a good upper bound on

the competitive ratio, one could add certain parameters that constrain the inputs and seek

to derive a competitive ratio depending on the parameters.

3.2.1 Applications

The multidimensional coflow (MD-Coflow) problem captures and unifies the fol-

lowing two well-studied problems.

Coflow: Consider a network fabric with m ≤ n ingress/egress ports. Each port

has a certain capacity. There is a set of coflows to be served. Coflow j has arrival time aj and

may have to be satisfied by deadline bj . Coflow j has demand vector {duvj}u∈[m],v∈[n] where

duvj is the amount of data that coflow j must transfer from ingress port u to egress port v.

A feasible schedule at each time is a collection of flows from ingress ports to egress ports

subject to the capacity constraint of each port. Formally, if coflow j sends fuvjt units of

packets from ingress port u to egress port v at time t, it must satisfy
∑

v,j fuvjt ≤ c(u) ∀u, t
and

∑
u,j fuvjt ≤ c(v) ∀v, t where c(u) and c(v) denote the capacity of u and v, respectively.

Coflow is an elegant abstraction to model the communication stage of various

types of data-parallel applications in modern massively parallel computing platforms such

as MapReduce [44] and Spark [100]. As a result of its faithfulness to real-world scheduling

and clean abstraction, coflow has received significant attentions [3, 36–38, 84, 102] since its

introduction [36]. Coflow has been studied for various objectives such as minimizing total

completion time and throughput.

To see MD-Coflow indeed generalize the coflow, think of each port as a resource.

There are two types of resources, ingress ports and egress ports. Map each coflow j to a job

j, and for each pair (u, v) of ingress and egress ports, create a task q that demands resources

u and v by an equal amount of duvj . Note that each task uses exactly two resources.

Multidimensional Scheduling: In this problem, there is a set R of resources,

and no two resources are of the same type. Each job j has exactly one task, and therefore,

there is no need to distinguish between jobs and tasks. Job j has demand djr for each

resource r. To process j, we need to assign all resources demanded by the job. If a job j
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is given hjr units of every resource r simultaneously at a time, it is processed by a fraction

of minr:djr 6=0 hjr/djr
1. In other words, each job j’s processing rate is constrained by the

resource the job is given least relative to its demand for the resource.

Multidimensional scheduling has recently received significant attention as it allows

more effective scheduling when jobs require heterogeneous resources. Indeed, in the afore-

mentioned massively parallel platforms, a task could be IO-intensive or CPU-intensive, or

could be a certain mixture of both. Multidimensional scheduling has been studied in both

offline and online settings for various objectives such as total completion time and fairness

to the clients [52, 56, 61, 68, 73, 85, 101]. Particularly, Zheng and Shroff [104] recently

consider partial throughput for this problem.

At a high-level, coflow intends to capture parallel execution/communication while

the multidimensional scheduling allows better utilization of heterogeneous resources that

cannot be substituted. Considering both views simultaneously has some advantages. For

example, it could be beneficial to consider computation and communication simultaneously

when some jobs, while being processed, produce partial outcomes that can be useful for the

next round computation. Thus, the combination of the two popular models provides a rich

semantics.

3.3 Other Related Work

Coflow and multidimensional scheduling have been extensively studied, and hence,

our discussion of previous work is inherently incomplete. Here, we only discuss some of the

most related work that is not covered in the previous section. Partial throughput has

been considered for homogeneous resources prior to the work [104] by Zheng and Shroff

on heterogeneous resources. For the homogeneous (single) resource case, concave utility

functions [55, 103] as well as linear utility functions were considered [34, 35, 39]. The

standard throughput maximization where only fully executed jobs are counted has been

extensively studied, e.g. [67, 74, 83]. However, only special cases admit constant competitive

algorithms. To get around the barrier, in [83], it was assumed that job sizes are considerably

smaller than their lifespan length.

1In general, a job j can have a specific utility function that takes an input resource vector and outputs
the job’s processing rate. This utility function is called Leontief and is one of the most popular utilities
considered in the literature.
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3.4 Our Algorithm and Theoretical Results

3.4.1 Myopic Concurrent Algorithms

In this work, we focus on a natural class of schedules, which we call concurrent,

that process tasks of the same job at an equal rate. Formally,

Definition 3.4.1 (Concurrent Schedules). We say that a schedule is concurrent if at any

point in time, all tasks of each job are processed at an equal rate, i.e., for all j ∈ J ,

t ∈ [aj , bj ], q 6= q′ ∈ Qj, yqt = yq′t.

We will study a special class of algorithms that produce concurrent schedules

in a myopic way. Thus, we will call such algorithms myopic concurrent. Specifically, a

myopic concurrent algorithm seeks to maximize the marginal partial throughput at each

time t ignoring jobs deadlines. Let Jt demote the set of jobs that are alive at time t,

i.e., aj ≤ t ≤ bj . At each time slot t, given the progress of each job in previous time

slots {zjt′}t′<t, the algorithm maximizes the marginal improvement by solving the following

convex program.

max
∑
j∈Jt

fj(
t∑

τ=1

zjτ ) CPcon-myopic (3.5)

s.t.
∑

j∈Jt,q∈Qj
xqrt ≤ 1 ∀r ∈ R

xqrt ≥ dqrzjt ∀r ∈ R, j ∈ Jt, q ∈ Qj
xqrt ≥ 0 ∀r ∈ R, j ∈ Jt, q ∈ Qj
zjt ≥ 0 ∀j ∈ Jt, q ∈ Qj

Note that, CPcon-myopic is a continuous convex optimization problem, and there-

fore, can be solved efficiently. At each time t, the algorithm finds {zjt}js by solving

CPcon-myopic. Then, for each task q ∈ Qj , the algorithm assigns zjtdqr units of each re-

source r to task q, meaning that at any point in time, the algorithm serves all tasks of the

same job by an equal fraction of zjt. Thus, the algorithm yields a concurrent schedule. It

is easy to see that setting yqt = zjt for all t, j ∈ Jt, q ∈ Qt, we get a feasible solution to

CPMD-Coflow.

Clearly, our myopic concurrent algorithm is online as its scheduling decision at

each time does not depend on jobs arriving in the future. We will often call our algorithm

A.
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Theoretical Results

We first analyze our algorithm in terms of a certain key parameter, which we

introduce and call the price of concurrence (PoC). In the definition of PoC, we use the

notion of speed augmentation [71]. We say that a schedule is s-speed if every resource

is used by at most s units at any point time — more precisely, Constraint (3.1) becomes∑
j,q∈Qj xqrt ≤ s, increasing the capacity to s from 1. Intuitively, the PoC measures the

minimum speed required for a concurrent schedule to process every job j as much as an

optimal schedule, which is not necessarily concurrent, does.

Definition 3.4.2 (Price of Concurrence). We say that a given multidimensional coflow

instance has price of concurrence (PoC), ρ if, for any feasible schedule, {x∗, y∗, z∗} (to

CPMD-Coflow), there is a concurrent ρ-speed schedule {x, y, z} such that yj ≥ y∗j for all jobs

j.

Our main theorem shows our myopic concurrent algorithm A’s performance is

pretty close to the best performance one can hope for from any concurrent schedules. In

other words, by restricting our schedules to concurrent schedules, we are at most ρ factor

off from the optimal offline schedule and lose at most one additional factor by making

scheduling decisions online. Thus, our online algorithm A’s partial throughput is at least

1/(1 + ρ) times the partial throughput of the optimal offline schedule. For all instances of

PoC ρ.

Theorem 3.4.3 (Competitive Analysis of the Myopic Concurrent Algorithm). For all in-

stances of PoC ρ, the myopic concurrent algorithm A is 1/(ρ+1)-competitive for maximizing

partial throughput.

We note that our result extends the previous work [104] that gives a 1/2-competitive

algorithm that focuses on the multidimensional setting for the partial throughput objective

— in other words, each job has only one task2. Thus, their setting implies ρ = 1, and

therefore, our result immediately gives their result. It is known that no online algorithm

can have a better than 1/1.25-competitive even for the single resource case [35].

We now turn our attention to understanding the PoC. In the following, we give

an upper bound on the parameter. In the definition of θ, the numerator is the maximum

usage of any resource needed to complete job j, and the denominator is the average usage

2Their setting is slightly different from ours as in their work a job consists of multiple identical tasks,
but the tasks of the same job in their work can be viewed as one task in our work
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of resources of the same type needed to do so. Thus, we term θ the maximum-to-average

resource demand, for short, the MA parameter.

Theorem 3.4.4 (Upper Bound on the Price of Concurrence). The price of concurrence ρ

is at most the MA parameter, θ := maxj,k,r

∑
q∈Qj dqr

Djk/|Rk| .

We note that θ = maxj,u,v
mn·duvj∑
u,v duvj

in coflow3 and θ = 1 in multidimensional

scheduling4.

3.4.2 Analysis

Competitive Analysis

This section is devoted to proving Theorem 3.4.3. We analyze the performance of

our myopic concurrent algorithm A by interpreting the underlying scheduling problem as

a submodular maximization subject to a partition matroid. Hence, we first take a detour

to give a brief overview of submodular functions and matroids. Then, we discuss our

interpretation in detail and complete our analysis.

Submodular Functions and Matroids

In this section, we give a quick overview of submodular functions and matroids.

The reader who is interested in the rich theory of submodularity and matroids are referred

to [90].

Definition 3.4.5. A set function g : 2U → R is submodular if g(A ∪ B) + g(A ∩ B) ≤
g(A) + g(B) for all A,B ⊆ U .

It is an easy exercise to show the following are alternative definitions of submodular

functions.

Proposition 3.4.6. A set function g : 2U → R is submodular if and only if g(A ∪ B) −
g(A) ≤ g(A′ ∪B)− g(A′) for all B ⊆ U and A′ ⊆ A ⊆ U .

Proposition 3.4.7. A set function g : 2U → R is submodular if and only if g(B ∪ {e}) −
g(B) ≤ g(A ∪ {e})− g(A) for A ⊆ B ⊆ U and e ∈ U .

3This parameter is derived after we make c(u) = c(v) = 1 for all ports u, v by scaling.
4One can alternatively assume that all resources are of the same type. Then, θ =

maxj,r′,r(|R|djr′)/(
∑
r djr)
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Intuitively, submodularity captures diminishing marginal gains — the increase of

one’s happiness when acquiring a new item could be only smaller if she had more items.

Define gA(B) := g(A ∪ B) − g(A). For notational convenience, for an element in U , let

gA(e) := gA({e}). Likewise, we may drop {} from {e} to simplify the notation.

Definition 3.4.8. A set function g : 2U → R is monotone if g(A) ≤ g(B) for all A ⊆ B ⊆
U .

In this work, we will be concerned with monotone submodular functions with

non-negative values.

A matroid M = (U, I) is defined by a collection I of independent sets over a

universe U of elements that satisfies the following properties: ∅ ∈ I; if A ⊆ B and B ∈ I,

then A ⊆ I; and if A,B ∈ I and |A| < |B|, then ∃e ∈ B \A such that {e} ∪A ∈ I.

Matroids have many interesting properties and are found in many combinatorial

problems. In this work, we will particularly be interested in partition matroids, which are

defined as follows.

Definition 3.4.9. Let {Ui}i be a partition5 of U and µi ≥ 0 be a capacity for Ui. If a set

of elements, S, is independent, i.e., S ∈ I if and only if |S ∩ Ui| ≤ µi, then the collection

I of independent sets forms a partition matroid.

The following theorem was shown in [88], but for completeness, here, we give a

self-contained simple proof.

Theorem 3.4.10. [88] Let g be a monotone submodular function, and let M be a partition

matroid. Then, the following greedy algorithm is a 1/2-approximation for maximizing g

subject to M: Start with S = ∅ and repeatedly add to the current set S an element e /∈ S
from an arbitrary Ui that maximizes g(S ∪ e) − g(S), ensuring that S stays independent

under M = (U, I), i.e., S ∈ I.

Proof. We show the theorem assuming that µi = 1 for all i. This is because for our purposes,

showing this special case will be sufficient and extending the analysis to arbitrary µi is

straightforward. By reindexing, assume w.l.o.g. that the greedy algorithm adds elements in

this order e1, e2, ..., eT . Since g is monotone and µi = 1 for all i, we can assume w.l.o.g. that

we choose exactly one element from each Ui; we assume w.l.o.g. that Ui 6= ∅. Let A and

O denote the greedy algorithm and the optimal solution, respectively. Let ei and e∗i denote

5That is, for any i 6= i′, Ui ∩ Ui′ = ∅ and ∪iUi = U .
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the elements A and O choose from Ui. Let Et := {e1, e2, ..., et} and E∗t = {e∗1, e∗2, ..., e∗t }.
Then, we have,

g(ET )− g(∅) =
T∑
t=1

g(Et)− g(Et−1)

≥
T∑
t=1

g(Et−1 ∪ e∗t )− g(Et−1) (3.6)

≥
T∑
t=1

g(ET ∪ E∗t−1 ∪ e∗t )− g(ET ∪ E∗t−1) (3.7)

=
T∑
t=1

g(ET ∪ E∗t )− g(ET ∪ E∗t−1) = g(ET ∪ E∗T )− g(ET )

Eq. (3.6) holds true as the greedy algorithm chose element et ∈ Ut since gEt−1(et) ≥ gEt−1(e)

for all e ∈ Ut. Eq. (3.7) follows from the fact that g is submodular and Proposition 3.4.6.

By rearranging terms, we have g(ET ) ≥ 1
2g(ET ∪ E∗T ) ≥ 1

2g(E∗T ) where the last inequality

follows from the monotonicity of g.

Interpreting (Partial) Throughput Maximization as Submodular Maximization

We now show that a large class of (partial) throughput maximization problems

can be interpreted as a submodular maximization subject to a partition matroid, which

admits a simple 1/2-approximation as we saw in Theorem 3.4.10. Let zj,t denote how much

job j gets processed at time t; so zjt = 0 for all t < aj . Each job j is associated with a

utility function fj : [0,∞)→ [0,∞). Let zj,≤t = zj,aj + zj,aj+1 + · · ·+ zj,t; we keep commas

between subscripts when they improve the readability. Consider the following optimization

problem.

max
∑
j

fj(zj,≤T ) s.t. {zj,t}j ∈ a convex body Pt∀t, (3.8)

where a feasible schedule at each time t is within a convex body Pt over {zjt}j . Note that

job sizes can be implicitly captured by fj by setting fj(p) = 0 for all p ≥ pj where pj

denotes j’s size.

Now let’s interpret this problem as a submodular maximization problem subject

to a partition matroid. Towards this end, we first create the universe of the elements in the

matroid. Let St denote the set of all6 possible schedules at time t. For a schedule s ∈ St,
6As a technical note, we note that under some reasonable assumptions, a convex body can be approxi-

mated by a polytope to an arbitrary precision, e.g., [25]. Thus, the set of vertices of the polytope provides
all scheduling choices to an arbitrary precision, which allows us to assume that St is finite. This is only for
the sake of analysis and our algorithm does not require St to be finite.
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let zjt(s) denote how much the job gets processed at time t under the scheduler s. Define

U := {(t, s) | t ∈ [0, T ] ∩ Z and s ∈ St}. Define Ut := {(t, s) | s ∈ St}. Note that {Ut}t is a

partition of U . We say that a subset S ⊆ U is independent if and only if |S ∩ Ut| ≤ 1 for

all t. Note that this forms a partition matroid, which we denote as M. Then, a feasible

schedule over time period [0, T ] corresponds to a maximal independent set of matroid M.

Now we create a submodular function F : 2U → [0,∞) to capture the above

optimization problem. Intuitively, a subset of elements from U defines a schedule that

dictates the objective; here the schedule is not necessarily feasible. Formally, F (S) is defined

as follows. Let zSjt =
∑

(s,t)∈Ut∩S zjt(s) and F (S) =
∑

j fj(z
S
j,≤T ) where zSj,≤t = zSj,aj+...+z

S
j,t.

Lemma 3.4.11. The function F is submodular.

Proof. We prove F ’s submodularity by showing that F satisfies the condition stated in

Proposition 3.4.7. Consider arbitrary two sets A ⊆ B ⊆ U and an element e = (t0, s) ∈ U .

Assume that e /∈ B since the claim otherwise holds immediately. Let ∆j := zj,t0(s); ∆j is

the amount of j processed by the schedule/element e at time t0. Then, we have,

F (B ∪ {e})− F (B) =
∑
j

(
fj(z

B
j,≤T + ∆j)− fj(zBj,≤T )

)
≤
∑
j

(
fj(z

A
j,≤T + ∆j)− fj(zAj,≤T )

)
= F (A ∪ {e})− F (B),

where the inequality follows since A ⊆ B, and thus, zBj,≤T ≥ zAj,≤T , and fj is concave.

Then the greedy algorithm stated in Theorem 3.4.10 immediately translates into

an algorithm that optimizes the following at each time t. Note that
∑

j fj(zj,≤t−1) is fixed,

and therefore, we can drop the quantity from the objective.

max
∑
j

fj(zj,≤t)−
∑
j

fj(zj,≤t−1) s.t.{zj,t}j ∈ Pt ∀t (3.9)

Further, this is an online algorithm since the greedy algorithm can consider times

in increasing order and only needs to know which jobs are alive at each time and the convex

body to which {zj,t}j are subject. Thus, this is an online algorithm and is 1/2-competitive

by Theorem 3.4.10.

Interpreting Concurrent Partial Throughput Maximization as Submodular Max-

imization

The problem of maximizing partial throughput for the multidimensional coflow

doesn’t fit into the the framework that is described in the convex program (3.8). However,
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we observe that the multidimensional coflow actually does when the schedule is required

to be concurrent. Then, the concurrent multidimensional coflow can be expressed as the

following convex program.

max
∑
j

fj(
∑
t

zj,t)

∑
j,q∈Qj

xqrt ≤ 1 ∀r ∈ R, t

xqrt ≥ dqrzjt ∀r ∈ R, j ∈ J, q ∈ Qj , t

xqrt ≥ 0 ∀r ∈ R, j ∈ J, q ∈ Qj , t

zjt = 0 ∀j ∈ J, t 6∈ [aj , bj ]

zjt ≥ 0 ∀j ∈ J, t

Since the schedule is required to be concurrent, to process job j by a fraction of

δ, task q ∈ Qj needs to receive dqrδ units of resource r. Job j is processed by a fraction of∑
t zjt throughout the schedule. Note that we can remove the constraint zj ≤ 1 by capping

fj at fj(1), i.e., fj(z) = fj(1) when z ≥ 1; function fj remains monotone and concave and

by smoothing we can assume that fj is differentiable. Then, we note that the set of feasible

schedules at time t are subject to a convex body that is defined by the above constraints.

Observe that the myopic concurrent algorithm A is exactly solving the convex program

(3.9) at each time t.

Corollary 3.4.12. The concurrent myopic greedy algorithm yields a schedule that gives at

least half the maximum partial throughput any concurrent schedule does.

So, the corollary, by the definition of PoC, implies that the concurrent myopic

greedy algorithm A is 1/(2ρ)-competitive. In fact, we can further refine the performance

of our algorithm as follows. We similarly define U∗ for the concurrent optimal schedule as

we defined U for our schedule. Formally, S∗t denote the possible set of scheduling decisions

the concurrent optimal scheduler can make at time t. There is one-to-one correspondence

schedules in S and those in S∗ and a schedule in S∗ processes jobs ρ times as much as

its corresponding schedule in S does. All sets {U∗t } are defined analogously. We extend

the domain of F to U ∪ U∗. The proof of Lemma 3.4.11 is literally the same, except that

elements are now from U ∪ U∗; thus, F is submodular over the extended domain U ∪ U∗.
We now revisit the proof of Theorem 3.4.10. As before, let et denote the element

corresponding to the schedule our algorithm makes at time t, and Et := {e1, e2, · · · , et};
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note that A ⊆ U . Likewise, e∗t is the element in U∗t ⊆ U∗ corresponding to the schedule the

concurrent optimal scheduler makes at time t, and E∗t := {e1, e2, · · · , et}.

F (ET )− F (∅) =

T∑
t=1

F (Et)− F (Et−1)

≥1

ρ

(
T∑
t=1

F (Et−1 ∪ e∗t )− F (Et−1)

)
(3.10)

≥1

ρ

(
T∑
t=1

F (ET ∪ E∗t−1 ∪ e∗t )− F (Et ∪ E∗t−1)

)
(3.11)

=
1

ρ
(F (ET ∪ E∗T )− F (ET ))

Eq. (3.10) holds since our algorithm A could have chosen a schedule e′t in Ut

corresponding to e∗t ∈ U∗t . Thus, F (Et)−F (Et−1) ≥ F (Et−1 ∪ e′t)−F (Et−1) = 1
ρ(F (Et−1 ∪

e∗t ) − F (Et−1)), where the last equality holds because a time slot is infinitesimally small,

all functions fj are differentiable, and e∗ processes every job exactly ρ times as much as

e′t does. Eq. (3.11) holds true due to F ’s submodularity. Rearranging terms, we derive

F (ET ) ≥ 1
ρ+1F (E∗T ), completing the proof of Theorem 3.4.10.

Analysis of Price of Concurrence

This section is devoted to proving Theorem 3.4.4. To this end, we will prove that

if there is a schedule σ1 where each job j is processed by zj fraction, then there is a θ-speed

concurrent schedule σ2 where each job j is processed by as much. Assume w.l.o.g. that in

the given schedule σ1, each job j consumes resource r by exactly zj
∑

q∈Qj dqr units during

[aj , bj ] since a task q ∈ Qj using resource r by more than zjdqr units would waste resource

r. Thus, job j consumes zjDjk amount of resources of type k during its lifespan, [aj , bj ].

Fix an arbitrary type k∗. We can abstract and represent σ1 as follows. Let Xjt

denote the total amount of resources of type k∗ that job j uses at time t. Then, we have,∑
t∈[aj ,bj ]

Xjt = zjDjk∗ ∀j (3.12)

∑
j

Xjt ≤ |Rk∗ | ∀t (3.13)

where Xjt ≥ 0. Eq. (3.12) is a restatement of the above discussion. Each job uses resources

of type k∗ by Xjt units. Thus total usage of resources of the type is upper bounded by

|Rk∗ |, which is the total units of resources of type k∗ at each time. Thus, we have Eq.

(3.13).
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By letting X ′jt = Xjt/|Rk∗ |, we have,∑
t∈[aj ,bj ]

X ′jt =
zjDjk∗

|Rk∗ |
∀j (3.14)

∑
j

X ′jt ≤ 1 ∀t (3.15)

where X ′jt ≥ 0. Since a time slot is infinitesimally small, one can assume that X ′jt ∈ {0, 1}
by setting X ′jt′ = 1 for X ′jtdt time units during an infinitesimally small interval [t, t + dt).

We can view {X ′jt}j,t as a schedule in the standard single server setting where job j is

processed at time t if an only if X ′jt = 1. Note that at each time exactly one job or no job

is processed. Thus, as a result of Eq. (3.14), each job j is processed by zjDjk∗/|Rk∗ | units

during its lifespan [aj , bj ].

We are now ready to construct the desired schedule, σ2. Fix an infinitesimally

small interval [t, t + dt). When job j is processed during [t, t + dt) in σ′, i.e., X ′jt = 1, we

give to each task q ∈ Qj , dqr
Djk∗/|Rk∗ |dt units of each resource r in schedule σ2 Then, resource

r is used by

∑
q∈Qj dqr

Djk∗/|Rk∗ |dt units during [t, t+ dt) as job j is the only job that is processed at

time t since X ′j′t = 0 for all j 6= j′ due to Eq. (3.15). This quantity is upper bounded by

θ ·dt by definition of θ. Thus, σ2 is a feasible schedule with a θ-speed. Since all tasks q ∈ Qj
receives resources r in proportion to their demand dqr, σ2 is concurrent. Further, task q

receives exactly
dqr

Djk∗/|Rk∗ | ·
zjDjk∗
|Rk∗ | = dqrzj units of resource r during its lifespan. Thus, job

j is processed exactly by zj fraction in σ2. Hence, σ2 is a feasible schedule that completes

each job j by zj fraction when given a θ-speed. This implies the PoC of the given instance

is upper bounded by θ, as desired.



Chapter 4

Minimizing the Maximum Flow

Time in Batch Scheduling

4.1 Introduction

In batch scheduling, there is a server that stores n different unit-sized pages of

information. Each client submits to the server a request ρ at time rρ asking for a specific

page pρ. The server can transmit at most one page p at each time to satisfy up to Bp

outstanding requests of the same page p simultaneously; the capacity Bp can be different

for each page. Processing a batch of requests together is a popular method to increase

the server’s throughput. Not surprisingly, batch scheduling appears in various forms in

numerous applications, not only in server-client scheduling, but also in manufacturing lines;

for pointers of the applications, see [65].

Broadcast scheduling is a special case of batch scheduling which has received con-

siderable attention in theoretical computer science. The only difference is that in broadcast

scheduling there is no limit on the number of requests the server can aggregate at a time,

i.e. Bp = ∞ for all p. In other words, batch scheduling is a capacitated version of broad-

cast scheduling. However, as discussed in [21], capacities are often present in practice. For

example, there could be a limit on the number of clients a server can serve at a time.

What makes batch/broadcast scheduling algorithmically challenging is that the

scheduler could aggregate more requests by waiting for other requests arriving in the future

for the same page. While the server can increase throughput by doing so, it makes earlier

arriving requests wait longer, thereby making the clients submitting those requests unhappy.

50
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Such a tradeoff becomes more challenging in batch scheduling since the scheduler also has to

factor in batch sizes. A request ρ’s flow time is defined as its completion time Cρ minus its

arrival time rρ and measures how long the request waits since its arrival until its completion

time. When requests compete to get served earlier, a popular way of combining the flow

time of individual requests is to consider flow time objectives such as total flow time or the

maximum flow time.

In this work, we study the objective of minimizing the maximum flow time, i.e.

maxρ(Cρ − rρ) in the batch scheduling setting. In broadcast scheduling, First-In-First-

Out (FIFO) is known to be a 2-approximation [28, 30]. At each time, the algorithm FIFO

transmits the page of an outstanding request with the earliest arrival time; notice that FIFO

is in fact an online algorithm since it does not need to know requests arriving in the future.

It was subsequently shown that no online algorithms can be better than 2-competitive [28?

]. The open question whether there exists a better than 2-approximation was recently

answered in [65], which gave a PTAS using a variant of α-point rounding and dynamic

programming (DP). The work in [65] essentially closed the complexity of the problem in

broadcast scheduling since the problem was already known to be strongly NP-hard [28].

The main goal of this work is to understand the complexity of the maximum flow

time objective in batch scheduling, which captures capacity constraints commonly appearing

in practice. A recent work shows that FIFO is still 2-competitive in batch scheduling [64]

as it is in broadcast scheduling. Our work started from the question if there exists a better

than 2-approximation in batch scheduling.

4.1.1 Our Result

Our main result is the first (1 + ε)-approximations with arbitrarily small resource

augmentation. We consider two types of resources augmented, capacity and speed. In the

capacity augmentation model, the algorithm is allowed to satisfy up to (1+δ)Bp requests of

page p by one transmission of page p and is compared against the optimal scheduler subject

to the original capacity Bp for every p. In this model, if the algorithm’s objective is at

most c times the optimum for all inputs, we say that the algorithm is a (1 + δ)-capacity c-

approximation. We believe that capacity augmentation model is reasonable since capacities

are specified only approximately in practice when capacities are large – if all capacities are

constants, we obtain a PTAS without any resource augmentation; see Section 4.2.2.

In the speed augmentation model, both the algorithm and the optimal scheduler

are subject to the same capacities, but the algorithm is given an extra speed. If it is
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given 1 + δ speed, it is allowed to make one additional transmission than the optimal

scheduler in every b1/δc time steps. In this model, we say the algorithm is a (1 + δ)-speed

c-approximation if the algorithm’s objective is at most c times the optimum for all inputs.

Speed augmentation is widely considered in the scheduling literature [72].

Theorem 4.1.1. Let m denote the number of requests. For minimizing the maximum flow

time in batch scheduling, for any ε > 0 and δ > 0, we have the following approximations:

1. [Section 4.2.3] a (1 + δ)-capacity (1 + ε)-approximation with running time m
O
(

1
ε4δ2

)
;

and

2. [Section 4.2.4] a (1+δ)-speed (1+ε)-approximation with running time m
O
(

1
ε3δ
·log(1/(εδ))

)
.

We also show how to obtain a quasi-polynomial time approximation scheme (QP-

TAS) without using any extra resources in Section 4.2.1. Currently, we do not know how

to obtain a true PTAS, which we leave as an open problem.

4.1.2 Overview of our Approach

At a high level, we closely follow the PTAS framework used in [65] for broadcast

scheduling, which combines DP and a variant of α-point rounding. We discuss how we

modify each part to obtain our result in batch scheduling. We first discuss the rounding

part. The rounding part is used when the optimum, opt is large, say opt ≥ Ω(logm)

where m is the number of requests. A standard linear programming (LP) used in broadcast

scheduling is the following: variable xp,t denotes how much page p is transmitted at time

t, and we need constraints that (i) page p must be transmitted within opt time steps after

every time the page is requested, and (ii) at most one page can be transmitted at each time.

In batch scheduling, we need to add more constraints to factor in capacity constraints.

For every page p and every interval I = [t1, t2], we ensure that (i’) at least dmp,I/Bpe
transmissions are made for page p during [t1, t2 +opt], where mp,I is the number of requests

made during I for page p. This new constraint, together with (ii), turns out to be necessary

and sufficient conditions for a feasible integral solution to correspond to a schedule with the

maximum flow time at most opt.

We use the same variant of the α-point rounding used in [65]. We give a quick

overview of the rounding scheme explaining how it works well with the new LP constraint.

After solving the LP, we obtain a fractional solution {xp,t} and would like to round it. A

standard α-point rounding picks a random value αp from [0, 1] uniformly and independently



53

for each page p, then attempts to transmit page p at the first time t when the accumulative

transmission of page p, i.e.
∑

t′≤t xt′p becomes greater than αp plus each non-negative in-

teger. Note that a new transmission of page p is made before the LP solution accumulates

another unit of transmissions of page p. Hence due to the constraint (i), we obtain a tempo-

rary schedule with the maximum flow time at most opt. However, the temporary schedule

may be infeasible since it may make too many transmissions during a short interval, which

translates into a large increase of the objective when it is converted into a feasible schedule.

Roughly speaking, a large number of pages/random variables results in a large variance in

congestion. To overcome this issue, [65] partitioned pages into O(opt) groups and used only

one random variable of the maximum value at most 1 for each group, therefore was able to

have a small congestion over all intervals w.h.p. The new rounding kept the key property

that a new transmission of page p is made before the LP solution accumulates another

unit of transmissions of page p. Thus, the new constraint (i’) we use for batch scheduling

ensures that the rounding scheme makes enough transmissions in the temporary schedule

while using a small number of random variables. The rounding can be de-randomized using

the method of pessimistic estimators [89].

We now discuss the DP part which is used when opt = O(logm). It is easy to see

that in an optimal solution, the number of distinct pages of requests alive at a time is at

most opt. Using this observation, if Bp = O(1) for all p, one can obtain an optimal schedule

via a DP that keeps track of the number of outstanding requests for each page. In the

capacity augmentation model, by adding some dummy requests and using an appropriate

scaling, we reduce the general problem to the case where all capacities are constants. In

the speed augmentation model, we use a different idea. We make an extra transmission of

page p before we have too many possibilities for the number of alive requests of the page

p – the transmission is used to simplify the number. Here we carefully decide which pages

to transmit using extra speed since we are allowed to make only one extra transmission in

every 1/δ time steps.

4.1.3 Related Work

In batch scheduling, [64] studied online algorithms for flow time objectives. Specif-

ically, [64] showed O(1)-speed O(1)-capacity O(1)-competitive algorithms for the total flow

time objective and the more general `k-norms of flow time. As mentioned before, [64] also

showed that FIFO is 2-competitive for the maximum flow time objective. For the best

offline results on flow time objectives in broadcast scheduling, see [65? ].
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4.1.4 Notation and Organization

Let T := maxρ rρ+m be the last time we need to consider in our schedule. In other

words, any ‘reasonable’ algorithm can complete all requests by time T . As observed in [65],

one can assume w.l.o.g. that T = O(m2). This is because if there is an idle time period of

length more than m, one can break the instance into two disjoint instances since the earlier

arriving requests can be satisfied by any reasonable algorithm before the other requests

arrive. We will show algorithms with running time polynomial (or quasi-polynomial) in m

and T , which will imply the desired results.

For notational convenience, we will use a model that is slightly different from but

equivalent to the previously studied models. At each time, first a set of requests arrive,

and then a page is transmitted to satisfy requests that have arrived but haven’t been

satisfied/completed. Note that in this model a request may have flow time 0. This is not a

problem in the study of the maximum flow time objective since we can solve the problem

optimally when the optimum is a constant; see Section 4.2.1. Our algorithm can be easily

adapted to the previously studied models.

Consider an arbitrary schedule. We let At denote the set of requests alive at time

t. When we say that a request ρ is alive at time t, we mean that it is just after we make a

transmission at the time. We say that a page p is alive at time t if there is a request in At

for the page. For a set R of requests, let P (R) denote the pages requested by a request in

R. Thus, P (At) refers to the set of pages alive at time t. Let R(·) denote the set of requests

satisfying the condition specified in the subscript. For example, Rr≤t is the set of requests

arriving by time t.

Using a standard binary search we can assume w.l.o.g. that we know the value of

the optimum, opt. We consider the two cases, opt = O( 1
ε3

log T ) and opt = Ω( 1
ε3

log T ) in

Sections 4.2 and 4.3, respectively.

4.2 Case opt = O(1/ε3) log T

In this section we handle the case when opt = O(1/ε3) log T using the (DP).

We first study simpler cases when opt = O(1) or maxpBp = O(1) as a warm-up while

observing that we can solve the general case optimally in quasi-polynomial time. Then, we

proceed to give polynomial time algorithms for the general case in the capacity and resource

augmentation models in Sections 4.2.3 and 4.2.4, respectively. As we will see in Section 4.3,

the running time of our algorithms will be dominated by that of the DPs we show in this
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section.

4.2.1 Warm-up: opt = O(1)

We show that we can solve the problem optimally when opt = O(1). We say that

a set of requests alive at time t, At, is achievable if there is a feasible schedule up to time

t where all requests in Rr≤t, except exactly At, are satisfied by time t and have flow time

at most opt, and At ⊆ Rt−opt<r≤t; requests arriving by time t − opt must be satisfied by

time t. Clearly, it must be the case that |P (At)| ≤ opt since we have to satisfy all requests

in At within opt time steps. Let At be a collection that includes all possible At. We want

to bound |At|. By expressing At as the number of requests for each page in P (At), we

have that |At| ≤ m2opt. This is because |P (At)| ≤ opt, each page in P (At) has at most m

possibilities, and there can be at most m alive requests for each page p.

We construct a DP table with entries {DP(t, At)}t,At∈At where At ⊆ Rt−opt<r≤t;

note that At can only include requests that have been waiting for less than opt times steps

since their arrival. From the above discussion, the table size is manageable, at most m2opt ·T .

Each entry DP(t, At) has value either true or false, and is set to true if and only if At is

achievable. We can fill out the DP table as follows: DP(t, At) is true if and only if there is

an entry DP(t− 1, At−1) with true value such that we can obtain At by removing up to Bp

requests of a certain page p from At−1∪Rr=t. The time needed to fill out the entire table is

only poly(m) factor larger than the DP table size. Notice that there is a schedule with the

maximum flow time at most opt if and only if DP(T, ∅) is true – such a schedule, if it exists,

can be recovered using a standard traceback method. Therefore, the case that opt = O(1)

can be solved optimally. Note that the table size T ·m2opt is quasi-polynomial in m in the

worst case when opt = O(log T ), thus we can get a QPTAS for the general case, together

with the PTAS for the case that opt = Ω(log T ) which we will present in Section 4.3.

4.2.2 Warm-up: B := maxpBp = O(1)

In this case we make another observation to reduce the number of possibilities of

P (At) – our argument in the previous section only gives a very loose upper bound of mopt,

which is not useful since opt is no longer a constant. Note that |P (Rt−opt<r≤t)| ≤ 2opt

since all requests in Rt−opt<r≤t must be satisfied during (t − opt, t + opt]. Also we know

P (At) ⊆ P (Rt−opt<r≤t). Thus, the number of possibilities of P (At) is upper bounded

by 22opt = 4opt. Now for a fixed P (At), we would like to count the number of possible
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{np,t}p∈P (At) where np,t is the number of requests of page p alive at time t. Knowing that∑
p∈P (At)

np,t ≤ Bopt and |P (At)| ≤ opt, the number of possibilities of {np,t}p∈P (At) is at

most
(
Bopt+opt

opt

)
≤ 2(B+1)opt; see Proposition 4.2.1. Therefore, we have |At| ≤ 2(B+3)opt.

Since B = O(1) and opt = O(logm) for any fixed ε, we have a poly-sized DP table which

we can complete in polynomial time.

Proposition 4.2.1. Let z1, z2, ..., zk be variables which can take non-negative integer values.

The number of {zi}i∈[k] satisfying the inequality
∑k

i=1 zi ≤ L is
(
L+k
k

)
≤ 2L+k.

4.2.3 General Case under Capacity Augmentation

In this section we give a (1 + ε)-approximation for the case opt = O( 1
ε3

log T )

assuming that our algorithm can handle (1 + δ) larger batches than the optimal scheduler.

Our main idea is to cluster requests of the same page to reduce the general case to the

constant B case, which we already know how to solve. To streamline our presentation, we

assume that 1/ε, 1/δ and εopt are all integers; the last assumption is w.l.o.g. since we can

solve the case when opt = O(1) optimally.

We take the following two preprocessing steps to simplify the instance. We say a

time t is a grid time if it is an integer multiple of εopt.

1. Shift each request ρ’s arrival time to the right to the closest grid time, i.e. εopt
⌈
rρ
εopt

⌉
.

2. Consider each page p with Bp ≥ 2
δλ where λ := δε/4: Let B′p be the largest integer

no greater than Bp that is an integer multiple of 1/λ; note that B′p ≥ 2
δλ . Round

up mp,t, the number of requests arriving for each page p at time t, to the nearest

integer multiple of λB′p, i.e. λB′p
⌈
mp,t
λB′p

⌉
. Replace Bp with 4(1+δ)

εδ and mp,t with
⌈
mp,t
λB′p

⌉
(scaling down Bp and mp,t).

Note that we have B := maxpBp ≤ 8
εδ2

after the above modifications. Recall that

T = O(m2) and we have shown that the DP is of size at most T ·2(B+3)opt = mO( 1
ε4δ2

). This

shows the running time in the capacity augmentation model claimed in Theorem 4.1.1.

It now remains to show that the above reduction is valid. It is obvious that the

first modification increases the optimum by at most εopt since delaying the entire optimal

schedule by εopt is a feasible schedule for the modified instance. For notational convenience,

assume that there is a schedule with the maximum flow time at most opt for this modified

instance; this is w.l.o.g. due to the asymptotic bounds claimed in the theorem.
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We now show that even after we increase mp,t for some pages in the second mod-

ification, the optimal objective doesn’t increase when strengthened with (1 + δ) capacity

augmentation. The schedule will remain the same except that it may have to satisfy more

requests for page p by one transmission, namely up to (1 + δ)B′p. To see this, consider a

transmission of page p. Say the transmission is made at time t. The transmission satisfies

some requests arriving during [t − opt, t]. Here we let the transmission satisfy the extra

requests of page p we added during [t − opt, t]. Hence in the worst case, the number of

requests it should satisfy is at most λB′p(
1
ε + 1) +Bp ≤ δ

2B
′
p +B′p + 1/λ ≤ (1 + δ)B′p; there

are at most 1/ε + 1 grid times during the interval, requests arrive only at grid times after

the first modification, and at most λB′p requests of page p are added at each grid time.

Further, note that since we only increased mp,t, a schedule for the modified instance can

be easily translated into one for the original instance without increasing the maximum flow

time.

Finally, we briefly discuss why we can replace Bp with 4(1+δ)
εδ for some pages p.

Note that the number of requests of page p arriving at time t, mp,t and (1 + δ)B′p are both

integer multiples of λB′p. What this means is that the number of requests for page p alive

at each time is always an integer multiple of λB′p. Hence we can scale down the numbers

by a factor of λB′p; notice that
(1+δ)B′p
λB′p

= 4(1+δ)
εδ .

4.2.4 General Case under Speed Augmentation

In this section we give a (1 + ε)-approximation for the case opt = O( 1
ε3

log T )

assuming that our algorithm can make one additional transmission in every 1/δ time steps.

Assume that ε, δ ≤ 1/10. For simplicity, assume that 1/δ, 1/ε, and εδopt are all integers.

We also assume w.l.o.g. that requests arrive and are satisfied only at grid times (integer

multiples of εopt), and at most εopt transmissions are made at each grid time. As observed

in [65], this will increase the approximation factor by a factor of at most (1 + 2ε). We

assume that there is a schedule with the maximum flow time opt; this is w.l.o.g. due to the

asymptotic bound claimed in Theorem 4.1.1. Since we have (1 + δ)-speed augmentation,

we are allowed to make up to (1 + δ)εopt transmissions at each grid time.

In the speed augmentation model, we can’t add a small number of requests at every

grid time for each alive page to simplify the instance as we did in the capacity augmentation

model. This is because even an extra request may force the algorithm to make one more

transmission, but we only have (1 + δ)-speed augmentation.

The key idea is to make an extra transmission of page p before the number of



58

possibilities of np,t becomes unaffordable. Here np,t denotes the number of requests of page

p that are alive at time t in a certain schedule in consideration; this is different from mp,t

which denotes the number of requests arriving at time t for page p. When we make a

transmission of page p at time t using speed augmentation (this is one of the εδopt extra

transmissions made at each grid time), we ensure that Bp | np,t (np,t is divisible by Bp)

after the transmission. At each time, at most one transmission will be made using speed

augmentation for each page. Thus we can assume that at each grid time we first make εopt

‘regular’ transmissions and then at most εδopt ‘extra’ transmissions. A regular transmission

of a page is used to satisfy as many requests of the page as possible in FIFO fashion. In

contrast, we use an extra transmission of page p only to have Bp | np,t.
We now describe how we find the extra pages we will transmit using speed aug-

mentation. We will mark some pages at each grid time and will make an extra transmission

of page p at time t if page p is marked at the time. To describe the marking procedure, we

need to define Wp for each page p. We say that two requests ρ and ρ′ for the same page p

are adjacent if rρ 6= rρ′ and no requests arrive for page p between times rρ and rρ′ . We can

assume w.l.o.g. that any two adjacent requests ρ and ρ′ for the same page arrive within opt

time steps since otherwise, no transmission of page p can satisfy requests arriving no later

than ρ and those arriving no earlier than ρ′ simultaneously; here we assumed rρ < rρ′ . For

each page p, define Wp := [min{rρ : pρ = p},max{rρ : pρ = p} + opt], which we call page

p’s window. Notice that we can assume w.l.o.g. that the optimal schedule transmits page

p only during Wp. We are now ready to describe the marking procedure.

Marking procedure: Consider times in increasing order. There is a queue Qt containing all

pages p such that t ∈ Wp. Each page p ∈ Qt is associated with its most recent marking

time up. At each grid time t, up ← t if the page hasn’t been requested yet. At each grid

time t, we choose up to δεopt pages with the smallest up and let up ← t for such pages p.

Lemma 4.2.2. Let τp,t denote the latest (grid) time no later than t when p is marked. For

any time t and any page p such that t ∈Wp, we have t− 3opt/δ < τp,t ≤ t.

Proof. For the sake of contradiction, let t∗ be the first time t such that for some page p,

t ∈Wp and page p is not marked at any time during I = (t− 3opt/δ, t]. Note that we make

3opt markings during I. A crucial observation is that no page is marked more than once

during I since when a page q is marked, its latest marking time uq will become greater than

up and page p is not marked during (t − 3opt/δ, t]. Let Q denote the set of pages marked

during I. Note that |Q| ≥ 3opt. Let t1 := t− 3opt/δ be the start time of I. Note that for
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any q ∈ Q, t1 ∈ Wq. This is because otherwise either q hasn’t been requested till time t1,

thus uq is greater than up, or all requests of page q must have been completed before time

t1. In either case, q 6∈ Q. Hence any page q in Q is requested during [t1 − opt, t1], meaning

that all pages in Q must be transmitted during [t1 − opt, t1 + opt] at least once. Since at

most (1 + δ)(2 + ε)opt transmissions can be made during the interval and |Q| ≥ 3opt, we

have a contradiction.

The following lemma implies that there exists a (1+δ)-speed schedule with a good

structural property that is as good as the optimal schedule. The proof immediately follows

by applying Lemma 4.2.2 to the optimal schedule.

Lemma 4.2.3. There exists a (1 + δ)-speed schedule with the maximum flow time at most

opt where for any p and t, if np,t > 0, then there is a time t − 3opt/δ < t′ ≤ t such that

Bp | np,t′. Further, at each grid time t, the schedule makes an extra transmission of page p

if and only if p is marked at the time t.

As before, we count |At|, the number of possibilities of At at each time t, which

we can reduce using Lemma 4.2.3.

Lemma 4.2.4. For any t, |At| ≤ ( 144
ε2δ2

27/δ)opt.

Proof. Fix a time t and p ∈ P (At). By Lemma 4.2.2, τp,t can have at most 3
εδ different

values. Let τ ′p,t be the latest time t′ no later than t such that Bp | np,t′ . Note that τp,t ≤ τ ′p,t.
By definition of τ ′p,t, we know that at least one request is alive for page p at each time during

(τ ′p,t, t]. This implies that every transmission of page p made during (τ ′p,t, t] satisfies exactly

Bp requests, meaning that np,τ ′p,t and zp, the number of transmissions of page p made during

(τ ′p,t, t] determines np,t.

Let N(·) denote the number of possibilities of what is inside the parentheses. We

first upper bound N(P (At)). Note that P (At) ⊆ P (Rt−opt<r≤t), and |P (Rt−opt<r≤t)| ≤
2(1 + δ)opt ≤ 4opt. Hence we have N(P (At)) ≤ 24opt. Now we bound N({τ ′p,t}p∈P (At)) for

each fixed P (At). As mentioned before, each τ ′p,t can have at most 3
εδ different values. Hence,

N({τ ′p,t}p∈P (At)) ≤ ( 3
εδ )2opt for each fixed P (At); note that |P (At)| ≤ (1 + δ)opt ≤ 2opt

since all pages alive at time t must be transmitted at least once by time t + opt. Since

τ ′p,t ≥ t − 3opt/δ, we have that
∑

p∈P (At)
zp ≤ 3(1 + δ)opt/δ ≤ 6opt/δ. For each fixed

P (At), by Proposition 4.2.1, we have that N({zp}p∈P (At)) ≤ 26opt/δ+2opt ≤ 27opt/δ; recall

that δ ≤ 1/10. Hence |At| ≤ 24opt · ( 9
ε2δ2

)opt · 27opt/δ = ( 144
ε2δ2

27/δ)opt.
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The DP used here is slightly different from the ones used in the previous sections

since we have to decide the ε(1 + δ)opt transmissions we make at each grid time. Let Pt

denote the multi-set of pages we transmit by regular transmissions at time t. Let t′ = t−εopt.
Each entry DP(t, At) is set to true if and only if there are At′ and Pt such that At is achieved

from At′ ∪ Rr=t by transmitting pages in the multi-set Pt and rounding down np,t to the

nearest integer multiple of Bp,t for each page p that is marked at time t. From the proof of

Lemma 4.2.4, it is easy to see that the number of possibilities of Pt is upper bounded by

24opt · 27opt/δ ≤ 28opt/δ; here we did not optimize this loose bound. Therefore, we conclude

that the running time of the DP is at most ( 144
ε2δ2

215/δ)opt, in which small poly(m) factors

are omitted due to the asymptotic bound of O( 1
ε3

log T ) on opt. An elementary calculation

gives the running time claimed in Theorem 4.1.1 for the speed augmentation model.

4.3 Case opt ≥ (1/ε3) log T

We consider the following integer programming problem that determines if there

is a feasible schedule with the maximum flow time of at most opt. Let mp,I :=
∑

t∈I mp,t.

See Section 4.2.4 for the definition of mp,t and Wp.∑
t1≤t≤t2+opt

xp,t ≥ d(mp,[t1,t2]/Bp)e ∀p, t1 ≤ t2 ∈ [T ] (4.1)

∑
p

xp,t ≤ 1 ∀t ∈ [T ] (4.2)

xp,t = 0 ∀p, t /∈Wp; xp,t ∈ {0, 1} ∀p, t ∈ [T ]

Lemma 4.3.1. The above IP exactly captures the maximum flow time problem in batch

scheduling. In other words, there exists an one-to-one mapping between a feasible solution

to the IP and a feasible schedule with the maximum flow time at most opt.

Proof. We will first discuss what each constraint captures. The first constraint ensures that

all requests must be completed within opt time steps. The second constraint states that at

most one page can be transmitted at each time. The third implies that no transmission is

made if it cannot be used to satisfy a request within opt time steps.

The claimed one-to-one mapping is naturally defined from what xp,t is meant to

encode: xp,t = 1 if and only if page p is transmitted at time t, and requests for the same page

are satisfied in FIFO order. To establish the one-to-one mapping, first consider an arbitrary

schedule σ with the maximum flow time at most opt. Then, we know that to satisfy requests
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arriving during [t1, t2] for page p, we need to transmit page p at least dmp,[t1,t2]/Bpe times

during [t1, t2 + opt], which is exactly what the first constraint says. It is obvious that {xp,t}
derived from σ satisfies other constraints.

We now show the opposite direction. Let {xp,t} be an arbitrary feasible solution

to the IP and σ the schedule corresponding to the IP solution. We show that every request

has flow time at most opt in σ. Let Cρ denote the time when ρ is completed/satisfied. For

the sake of contradiction, let ρ∗ be a request with flow time greater than opt, that has the

earliest completion time. Let p = pρ∗ . Let t′ be the latest time t before Cρ∗ such that a

transmission of page p at time t satisfied less than Bp requests; if the time doesn’t exist, let

t′ be the first time when a request arrives for page p, minus 1. Clearly, any request arriving

by time t′ is satisfied by time t′ and has flow time at most opt by the definition of ρ∗. We

use the first constraint with t1 = t′+ 1 and t2 = rρ∗ . We know that mp,[t1,t2] requests arrive

during [t1, t2] for page p, and we transmit page p during [t1, t2 + opt], dmp,[t1,t2]Bp
e times.

Note that each transmission satisfies exactly Bp requests by the definition of t′ and t1. This

means that ρ∗ must be satisfied by time t2 +opt, which is a contradiction to the assumption

that ρ∗ has flow time greater than opt.

We relax the IP by replacing the last constraints with xp,t ≥ 0. Let’s call the

resulting LP as LPMaxFlow. We solve LPMaxFlow and let x∗p,t denote the optimal fractional

solution. As mentioned, we use the rounding scheme developed in [65]. For completeness,

we summarize the rounding scheme and explain how it works for batch scheduling.

Pages are partitioned into groups G such that all pages in the same group g ∈ G
have disjoint windows. It was shown in Lemma 2.2 in [65] that 2opt groups are enough

for this partition using the structural property that any two ‘adjacent’ requests of a page p

must be made within opt−1 time steps. Here, we get a slightly looser bound, |G| ≤ 2opt+1

because in this work we allow a request to be eligible to be satisfied upon its arrival, hence

we can only have that any two ‘adjacent’ requests of a page p must be made within opt

time steps; see the definition of Wp in Section 4.2.4. However, the remaining analysis in

[65] remains exactly the same since constants were not optimized there.

For each group g ∈ G, define a cumulative amount of transmission made by the

fractional solution. Formally, define y∗g,t :=
∑

p∈g
∑

t′≤t x
∗
p,t′ . Now for each group g, pick αg

from [0, 1] uniformly at random. We will obtain a tentative schedule σtemp and transform

it to σfinal. In σtemp, all requests are satisfied within opt time steps, and more than one

transmission can be made at a time. In σtemp, for each group g, we transmit a page p ∈ g at
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the earliest time t when y∗g,t−αg ≥ k for each non-negative integer k. The grouping is done

so that for any time t, there is at most one page p ∈ g with x∗p,t > 0. Then we transform

σtemp into the final feasible schedule σfinal by rescheduling transmissions in FIFO fashion.

More precisely, we keep the order of transmissions, breaking ties arbitrarily, and ensure

that every transmission should be made no earlier in σfinal than σtemp. Also it is ensured

that σfinal make at most one transmission at each time. We will show that the integral

solution corresponding to σfinal is feasible to the IP with opt replaced with (1 + 6ε)opt

w.h.p., meaning that it represents a feasible schedule with the maximum flow time at most

(1 + 6ε)opt.

Proposition 4.3.2 immediately follows by observing that the LP solution x∗ trans-

mits page p by at least dmp,[t1,t2]Bp
e units during [t1, t2 + opt], and the rounding scheme guar-

antees to make one transmission of page p before the fractional solution x∗ accumulates

another unit of transmission of the page p.

Proposition 4.3.2. The IP solution corresponding to σtemp satisfies the constraint (4.1).

We complete the analysis by showing that w.h.p. no request’s flow time increases

too much in the transformation from σtemp into σfinal. It was shown in [65] that the increase

in the objective is upper-bounded by the global overflow, maxI OF (I) where Qtemp(I) is the

number of transmissions made in σtemp during time interval I andOF (I) := max{Qtemp(I)−
|I|, 0}. In words, OF (I) measures how many more transmissions are attempted to make

during I than are allowed.

We now upper-bound the overflow during each fixed interval I as follows. The

proof uses the facts that there are O(opt) random variables that contribute to the overflow,

and each random variable corresponding to each group can contribute to the overflow OF (I)

by at most one. More precisely, for each group g, depending on the value of αg, we make

transmission of pages from g either d∑t∈I
∑

p∈g x
∗
p,te or b∑t∈I

∑
p∈g x

∗
p,tc times during I –

in the former case, g contributes to OF (I) by d∑t∈I
∑

p∈g x
∗
p,te−

∑
t∈I
∑

p∈g x
∗
p,t. Since we

use the same rounding method, we get the same upper bound on the overflow which was

shown in [65].

Lemma 4.3.3 ([65]). Suppose that opt ≥ 1
ε3

log T . Then for any interval I, Pr[OF (I) ≥
6εopt] ≤ 1/T 3.

Finally, by applying a union bound over all possible intervals (at most T 2), we

have that maxI OF (I) is at most 6εopt w.h.p. As mentioned before, this implies that each
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transmission moves to the right by at most 6εopt time steps from σtemp to σfinal. This

also implies that all the IP constraints are satisfied when opt is replaced with (1 + 6ε)opt.

Thus, we have a randomized algorithm that yields a feasible schedule with the maximum

flow time at most (1 + 6ε)opt with probability least 1 − 1/T . The algorithm can be easily

derandomized using the method of pessimistic estimators [65, 89]. By scaling ε, we have

Theorem 4.1.1 when opt = Ω( 1
ε3

log T ), with no resource augmentation. The running time

is clearly polynomial in m, and is dominated by that of the DPs in Section 4.2.



Chapter 5

Weighted Completion Time

Minimization for Unrelated

Machines via Iterative Fair

Contention Resolution

5.1 Introduction

The unrelated machines setting is a classic scheduling model that has been widely

used to model fully heterogeneous parallel machines. In this setting, there is a set M
of m machines and a set J of n jobs to be scheduled on the machines. Machines are

unrelated in the sense that each job j ∈ J has an arbitrary size/processing time pij on

each machine i ∈ M. Further, each job j has weight wj .
1 In this theis we consider non-

preemptive—and therefore non-migratory—scheduling, which means that each job j must

be executed without interruption on one of the machines. In this work we seek to optimize

one of the most popular objectives, namely minimizing total weighted completion time, i.e.,∑
j∈J wjCj where Cj denotes job j’s completion time.

The problem we consider, denoted as R||∑j wjCj using the common three-field

notation, is known to be strongly NP-hard and APX-hard [58]. For this problem, more than

fifteen years ago, Schulz and Skutella [91] gave an 1.5+ε-approximation based on a time in-

1We can handle more general weights wij , which depend on machines, but we assume each job’s weight
is the same on all machines following the convention.

64
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dexed LP. Later, Skutella [94] and Sethuraman and Squillante [93] gave 1.5-approximations

based on novel convex programming. It had been a long-standing open problem whether

there exists a better than 1.5-approximation for the problem [32, 76, 91, 92, 98] until it was

recently answered by Bansal et al.[19] in the affirmative.

The breakthrough by Bansal et al.had two important technical ingredients. First

they introduced a novel SDP (semi-definite programming) to capture the pairwise interac-

tion between jobs. Intuitively, this is important as the weighted completion time objective

is not linear in job sizes. This is because a job j′ can delay another job j if j′ starts its

execution before j on the same machine. Another contribution was developing a novel

rounding scheme. All the aforementioned previous works used an independent rounding

that randomly assigns each job j to machine i with probability xij , which is obtained by

solving linear or convex programming. Since the 1.5-approximation factor is the best one

can hope for using independent rounding, they had to develop a new rounding scheme.

Their rounding not only ensures negative correlation between any pair of jobs assigned to

the same machine but also ensures that any pair of jobs grouped together on the same ma-

chine subject to a capacity constraint are strongly negatively correlated. Their rounding was

based on a variant of pipage style rounding. Using a SDP relaxation and the new rounding

with a delicate grouping of jobs, they were able to obtain a 1.5− 10−7-approximation.

Later, Li observed that a time-indexed LP can be used instead of a SDP [82]. A

time-indexed LP (fractionally) encodes when each job starts and ends on each machine.

Using the special structure of the time-indexed LP solution, he was able to use Bansal et

al.’s strong negative correlation rounding with a different grouping and obtained a better

1.5− 1/6000-approximation.

Up to date, the only way to obtain a better than 1.5-approximation for R||∑j wjCj

has been based on using the novel dependent rounding scheme by Bansal et al., which

introduced the notion of strong negative correlations for the first time.

5.1.1 Our Results

Theorem 5.1.1. For minimizing total weighted completion time on unrelated machines,

R||∑j wjCj, there exists a randomized 1.488-approximation.

As mentioned, this is a considerable improvement over the previous approximation

ratios, 1.5 − 10−7 and 1.5 − 1/6000 if we measure the improvement by the margin over

the 1.5-approximations [93, 94] that are based on independent rounding. The improvement
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primarily comes from our new randomized dependent rounding that achieves strong negative

correlations. We formally state what our randomized rounding guarantees as follows. We

defer to Section 5.1.3 an overview of how we apply this theorem to R||∑j wjCj , which

is similar at a high-level to how Li [82] applied Bansal et al.’s strong negative correlation

rounding to the same scheduling problem.

Theorem 5.1.2. Suppose we are given a set M of machines and a set J of jobs together

with a fractional assignment {xij}i∈M,j∈J of jobs to machines (meaning that job j is as-

signed to machine i by xij) such that xij ∈ [0, 1] for all i ∈ M, j ∈ J and
∑

i∈M xij = 1

for all j ∈ J . For each machine i ∈M, select any family Gi of disjoint subsets of jobs such

that
∑

j∈G xij ≤ 1 for all G ∈ Gi. Then, there is a randomized rounding algorithm that

achieves the following properties:

1. (Feasible Integer Assignment) Each job j ∈ J is assigned to exactly one machine

i ∈M, which is denoted as i← j.

2. (Preserving Marginal Probabilities) For every i ∈M and j ∈ J , Pr[i← j] = xij.

3. (Negative Correlation) For every i ∈ M and j 6= j′ ∈ J such that no G ∈ Gi has j

and j′ simultaneously, Pr[i← j ∧ i← j′] ≤ xijxij′

4. (Strong Negative Correlation2) For every i ∈ M and j 6= j′ ∈ J such that j, j′ ∈ G
for some G ∈ Gi, Pr[i← j ∧ i← j′] ≤ 1

1+e(e
xij + exij′ )xijxij′ ≤ xijxij′.

The algorithm terminates in O(mn log n) time in expectation. Further, it terminates in

O(mn log n) time w.h.p.

The theorem states the properties our randomized rounding guarantees when

rounding a fractional assignment of jobs to machines to an integer assignment. The first

property says the rounding always outputs a feasible integer assignment when it terminates.

The second property ensures that each job j is assigned to machine i with probability ex-

actly xij , thus preserving the marginal probabilities. The third property says that two jobs

j 6= j′ that are not grouped together on machine i are assigned to the same machine i

with probability at most xijxij′ ; thus, the assignments are negatively correlated. All these

properties can be achieved by simple independent rounding.

The last property, which is most interesting, says that for any two jobs grouped

together on machine i, the probability they are simultaneously assigned to machine i is at

2As noted in [19], it is impossible to impose strong negative correlation on every pair of jobs; thus, it was
suggested to obtain strong negative correlations only between jobs in the same group.
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most
exp(xij)+exp(xij′ )

e+1 xijxij′ ≤ xijxij′ as xij + xij′ ≤ 1. So, if xij + xij′ is close to 1, the

theorem doesn’t guarantee strong negative correlation. However, it seems that we need

strong negative correlation only when xij and xij′ are sufficiently small, as will be discussed

shortly. In the best scenario, we have limxij ,xij′→0
exp(xij)+exp(xij′ )

e+1 = 2
e+1 < 0.5379.

We note that Theorem 5.1.2 is identical to Theorem 1.2 in [19] except that they

have 107
108xijxij′ instead of 1

1+e(e
xij + exij′ )xijxij′ as the upper bound of the fourth property.

So, they have strong negative correlations regardless of value of xij + xij′ . However, as

alluded above, Bansal et al.grouped j and j′ together on machine i only when xij , xij′ ≤ 1/10

and Li [82] did only when xij , xij′ ≤ 1/100. Under their grouping of jobs, the coefficient of

xijxij′ in the fourth property of Theorem 5.1.2 becomes 2 exp(0.1)
e+1 ' 0.5945 and 2 exp(0.01)

e+1 '
0.5433, respectively, meaning much stronger negative correlations when the theorem is

actually needed.

Our method to achieve strong negative correlations is completely different from

the method of Bansal et al.They used a very clever variant of pipage rounding. In contrast,

we use a novel iterative fair contention resolution. While our method is inspired by the

fair contention resolution scheme by Feige and Vondrák [47], our method is considerably

different and perhaps more transparent, which we believe enables the iterative application

of fair contention resolution. We discuss this in more detail in the following subsection.

5.1.2 Our Techniques

We first discuss two previous works that are most closely related to our new round-

ing (Theorem 5.1.2).

A Variation of Pipage Rounding [19]. As mentioned before, Bansal et al.[19] achieved

the first strong negative correlations using a variant of pipage rounding. Note that the

fractional assignment {xij}i∈M,j∈J described in Theorem 5.1.2 can be thought of as a

fractional matching of a bipartite graph over (M,J ) saturating all jobs in J . While there

are many variations and extensions [2, 10, 33, 48, 69], a typical pipage rounding works as

follows: In every iteration, the rounding finds a path or cycle only consisting of edges (i, j)

with fractional values, i.e., xij ∈ (0, 1). Then, it either maximally increases the weight of

all odd (even, resp.) edges and simultaneously decreases the weight of all even (odd, resp.)

edges by the same maximum margin—this choice is made at random in a way to preserve

the marginal probabilities. This update makes at least one more edge have value either

0 or 1; and the value of such edges remains fixed afterwards. Intuitively, two edges (i, j)
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and (i, j′) incident to the same machine i are chosen with negative correlation because the

rounding never increases xij and xij′ simultaneously. To obtain strong negative correlations

additionally, in each iteration Bansal et al.carefully chose paths of length 4 based on a

random 2-coloring of the edges.

Fair Contention Resolution [47]. While our theorem statement is very similar to

Bansal et al.’s corresponding theorem in [19], our rounding scheme is completely differ-

ent and is inspired by the fair contention resolution by Feige and Vondrák [47]. To obtain

a better than 1− 1/e-approximation for the Maximum Submodular Welfare problem3 and

a related problem, they developed a novel fair contention resolution scheme: Suppose each

player a claims item b independently with probability qa,b.
4 Now we need to assign each

item that was claimed by one or more players to exactly one of them. They gave an elegant

contention resolution scheme where each player a gets an item b with probability equal to
1−∏a′ qa′,b∑

a′ qa′,b
, conditioned on a having claimed b.

As an attempt to obtain a theorem like Theorem 5.1.2 using this fair contention

resolution scheme, think of each group G defined in Theorem 5.1.2 as a player. Then, if

we let each group G ∈ Gi claim a job j ∈ G with probability xij independently, we can

guarantee that j is assigned to machine i with probability at least (1− 1/e)xij .

Unfortunately, there are several issues. First, their rounding satisfies none of the

desired properties claimed in Theorem 5.1.2. It is not difficult to modify the scheme to

satisfy the first two properties. However, their rounding scheme has no guarantees on the

third and fourth properties. At a high-level, their algorithm focuses on the best guarantee on

the first moment (recall that their goal was to give a better than 1− 1/e-approximation for

some assignment problems) and their analysis is remarkably accurate. However, because

of the very reasons their algorithm and analysis don’t seem to readily extend to satisfy

negative and strong negative correlations.

Our Approach: Iterative Continuous Fair Contention Resolution. We develop a

new contention resolution scheme of a continuous flavor which we believe is perhaps more

transparent.5 Thus, while the analysis is non-trivial, we are able to analyze its iterative

3The goal of the Maximum Submodular Problem is to allocate items to players so to maximize the total
utility where each player has a monotone submodular utility function.

4More generally, player a samples a set of items from her distribution, and the probability that her sample
includes item b is qa,b.

5However, our method doesn’t give as strong guarantee on the first moment as [47]. That is, using our
method, each job j is assigned to machine i with probability exactly (1− 1/e)xij (in the first iteration). In
contrast, the probability can be strictly greater in the method of [47] when {xij}i are not all tiny.
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application, thereby obtaining Theorem 5.1.2.

Here, we sketch how we develop our fair contention resolution along with the

intuitions behind. To gain some intuitions, let’s first focus on each job j. Instead of

assigning j to a machine i with probability xij as in independent rounding, we would

like to have machine i claim job j independently with probability xij in order to have a

better control on jobs assigned to each machine. Then, an obvious issue is that job j may

be claimed by multiple machines (or by no machine). Therefore, we need to resolve this

contention for job j among machines. Towards this end, we generate Nij (lottery) tickets

for job j on machine i, where Nij ∼ Pois(xij), a Poisson distribution with mean value xij .

If no tickets are generated for j across machines, which happens with probability 1/e, job

j is not assigned; otherwise, we choose one ticket of job j uniformly at random and assign

the job to the machine from which the ticket originated. It is an easy exercise to see that

j is assigned to machine i with probability exactly (1− 1/e)xij .

Now, we want to impose strong negative correlations between jobs grouped to-

gether on each machine. Towards this end, we let each group G ∈ Gi recommends one job

j (or none) with probability xij (if j ∈ G); here we use the fact that
∑

j∈G xij ≤ 1. The

idea is to ensure that j has tickets on machine i only when G recommends job j – by doing

so, if j, j′ ∈ G, j having tickets on i will be negatively correlated with j′ having tickets on

i. To continue to have the above nice contention resolution based on tickets, we use one

trick. Let Ñij denote the number of potential tickets sampled from a random distribution

whose probability mass for each value k > 0 is exactly 1/xij times that of Pois(xij). Then,

we set Nij := Bij · Ñij and have Nij ∼ Pois(xij). Here, Bij is an indicator random variable

that has value one iff j is recommended by the group where it belongs. In words, j has

Nij = Ñij real tickets only when Bij = 1 occurs.

Using the above observation that each job is assigned to some machine with proba-

bility exactly 1−1/e, we can repeat the whole process without jobs that are already assigned

until all jobs are assigned.

The actual proof of the third and fourth properties is quite non-trivial, particularly

the third property. This is because the random process of where two jobs j and j′ are

assigned depends on whether the two jobs are grouped together on each machine and how

much they are assigned in the fractional solution. At a high-level we show that the worst

case for us happens when the two jobs j and j′ are not grouped together on any machines

possibly except on machine i—then the proof becomes relatively easy. To prove this we

take a sequence of careful steps conditioning and deconditioning on some random variables.
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Perhaps proving negative correlations of our method is significantly more challenging than

proving negative correlations of pipage rounding because our method assigns (1 − 1/e)-

fraction of remaining jobs in each iteration unlike pipage rounding that assigns one job

wlog in each iteration; thus, we need to take a global view of the random process.

5.1.3 Applying Theorem 5.1.2 to the Scheduling Problem

To obtain Theorem 5.1.1 by applying Theorem 5.1.2 to our scheduling problem, we

borrow some important ideas from Li’s approach [82]. Here we give a sketch of our rounding

and briefly discuss the difference between our approach and his. The time-indexed integer

programming (IP) has an indicator variable xijs which is 1 if and only if j starts its execution

on machine i at time s. Note that since we consider non-preemptive scheduling, if xijs = 1,

then j completes at time s+ pij . Let T be a sufficiently large upper bound on the number

of time steps we need to consider. We assume T is polynomially bounded in the input

size since it was shown that this assumption is wlog with a loss of (1 + ε) factor in the

approximation ratio [62]. The time-indexed IP is as follows.

min
∑
j∈J

wj
∑

i∈M,s∈[T ]

xijs(s+ pij) (5.1)

∑
i∈M,s∈[T ]

xijs = 1 ∀j ∈ J (5.2)

∑
j∈J ,s∈(t−pij ,t]

xijs ≤ 1 ∀i ∈M, t ∈ [T ] (5.3)

xijs = 0 ∀i ∈M, j ∈ J , s > T − pij (5.4)

xijs ∈ {0, 1} ∀i ∈M, j ∈ J , s ∈ [T ] (5.5)

Here, the first constraint ensures that each job is scheduled on some machine.

The second constraint ensures that every machine processes at most one job at each time.

The third constraint enforces that all jobs must complete by time T . By relaxing the last

constraint into xijs ≥ 0, we obtain a valid LP relaxation. Let x denote the optimal LP

solution. Then, for each xijs > 0, it will be convenient to think that we have a rectangle of

height xijs starting at time s and ending at time s+ pij , denoted as Rijs.

We first review how the independent rounding gives a 1.5-approximation: for each

job j, we choose a rectangle Rijs independently with probability xijs – then, j is assigned

to machine i. Next, we sample a random offset τj for each job uniformly at random from
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[0, pij ]. Then, we set θj = τj + s conditioned on Rijs being chosen for j. Now schedule

jobs assigned to the same machine in increasing order of θj . To upper bound the expected

completion time of job j, we need to know the expected size of jobs that are assigned to

i and have smaller θ values than job j. Thanks to the uniform choice of θ, τ values, one

can show that fixing θj , the expected delay j′ causes to job j on machine i is exactly the

area of rectangle Rij′s′ up to time θj , if Rij′s′ is chosen for j′. Since the total area of

rectangles till time θj is at most θj , we have E[Cj | θj , Rijs] ≤ θj + pij . Knowing that

E[θj | Rijs] = s + pij/2, we have E[Cj | Rijs] ≤ s + 1.5pij . Further, de-conditioning on the

choice of j’s rectangle, we have E[Cj ] ≤
∑

i,j,s xijs(s + 1.5pij), which immediately gives a

1.5-approximation due to the linarity of expectation.

Now we sketch how we use strong negative correlations to obtain a better than

1.5-approximation. For the purpose of better intuitions, let’s assume that there is at most

one rectangle Rijs with xijs > 0 for every pair of job j and machine i. In other words,

assume that each job has at most one rectangle on machine i. Further, assume all jobs

have weight 1. Note that in the upper bound of E[Cj | Rijs], the coefficient of s is just

1. Therefore, if s is already considerably big compared to pij , then job j is an easy job on

machine i towards obtaining a better than 1.5-approximation. Another case of job j being

easy on machine i is when xijs is large. This is because in fact we actually have a better

upper bound of E[Cj | θj , Rijs] ≤ θj + pij − (θj − s)xijs. Here we get the extra negative

term, which is for the area of Rijs before time θj , by removing j’s contribution to delaying

j itself. Let us call the other jobs bad on machine i. Intuitively speaking, the rectangle Rijs

of each bad job j starts near time 0 and has small height xijs.

To obtain a better than 1.5-approximation, we need to use Theorem 5.1.2 (or the

corresponding theorem in [19]). To handle bad jobs on machine i using Theorem 5.1.2, we

need to group them carefully. At a high level, we group jobs of similar θ values. That is, we

first sample θ value for each rectangle of a bad job, and we group jobs if their θ values fall

into the same time interval, which is one of the intervals of exponentially increasing length

partitioning the whole time horizon. Using the fact that xijs is small for bad jobs and the

rectangle of bad jobs starts near time 0, with some care, we can bound the total x value

of jobs in each group, which is needed to apply Theorem 5.1.2. Then, thanks to strong

negative correlations, when two jobs j and j′ have similar θ values, they are less likely to

be assigned to the same machine i with a good probability, which is enough to give a better

than 1.5-approximation.

While our rounding is quite different from Li’s in many places, the two main dif-
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ferences are as follows. First, we use a random partition of time horizon into the intervals of

exponentially increasing lengths whileas Li used a deterministic partition. This is because

we found the random partition seemed to give a better grouping of jobs. Further, for analy-

sis, we conceptually group non-overlapping rectangles, so that we have a linear combination

of subsets of non-overlapping rectangles as in a solution to the configuration LP [98]. Using

this structure also helps to improve the approximation ratio slightly. However, as mentioned

before, the improvement of approximation ratio primarily comes from our stronger negative

correlations.

5.1.4 Other Related Work

Minimizing total (weighted) completion time is one of the most popular scheduling

objectives considered in the literature. For the single machine case, the algorithm highest-

density-first, which favors jobs of highest wj/pj , is known to be optimal [96]. The problem

becomes NP-hard when there are multiple machines [49]. However, when machines are

identical (P ||∑j wjCj) or uniformly related (Q||∑j wjCj), the problem admits PTASes

[1, 31, 95]. Interestingly, even when machines are unrelated, if the objective is to minimize

total unweighted completion time (R||∑j Cj), the problem is polynomially solvable using

a min-cost bipartite matching [26, 59]. When each job’s processing time is proportional

to its weight (R|wij/pij = 1|∑j Cj), Kalaitzis et al.gave a 1.21-approximation [70]. A

configuration LP, which is the strongest possible relaxation used for the problem, was shown

to be solvable optimally within (1 + ε)-factor [98]; see [62] for a discussion on the strength

of the configuration LP.

If jobs have different arrival times, the problem (1|rj |
∑

j wjCj) is NP-hard [77]

even in the single machine case. When machines are identical (P |rj |
∑

j wjCj) or re-

lated (Q|rj |
∑

j wjCj), the problem admits PTASes [1, 31]. When machines are unrelated

(R|rj |
∑

j wjCj), 2-approximation [91, 94] had been the best approximation ratio known for

long until it was recently improved to 1.8687-approximation [62].

For the makespan objective on unrelated machines, i.e., R||maxj Cj , a classic 2-

approximation is known [78]. There have been considerable efforts to improve this ratio

for some special cases, e.g. [45, 97]. For the dual objective of maximizing the minimum

total load of all machines, see [11, 12, 20, 27, 46]. For R||(∑j(Cj)
k)1/k, see [13, 75]. For

R|rj |
∑

j(Cj − rj), a poly-logarithmic approximation is known [18]. For the special case of

R|rj , pij ∈ {pj ,∞}|
∑

j(Cj − rj), see [50, 51]. For a survey of other approximate scheduling

results, see [32].
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5.1.5 Organization

We present our iterative fair contention resolution scheme in Section 5.2. Next,

in Section 5.3, we show that the rounding scheme satisfies all the properties claimed in

Theorem 5.1.2. We present our randomized rounding algorithm for the unrelated machines

scheduling problem in Section 5.4. We give the analysis of the algorithm in Section 5.5,

thereby proving Theorem 5.1.1.

5.2 Rounding Procedure Yielding Strong Negative Correla-

tions

5.2.1 Preliminaries

To describe our randomized rounding we need to introduce a probability distribu-

tion. Let Pois(λ) denote the Poisson distribution with mean value λ. Recall that Pois(λ)

has pmf, e−λ λ
k

k! , over k ∈ Z+ := {0, 1, 2, . . .}. The following is a well-known property of

Poisson distribution.

Fact 5.2.1. For any set of independent random variables {Zh ∼ Pois(λh)}h∈[H], it is the

case that
∑

h∈[H] Zh ∼ Pois(
∑

h∈[H] λh).

For any λ > 0, let P̃ois(λ) denote the probability distribution with the following pmf:e
−λ λk−1

k! if k ∈ {1, 2, 3, . . .}

1− 1−e−λ
λ otherwise, i.e., k = 0

This pmf is well-defined since
∑

k≥1 e
−λ λk

λk! = 1−e−λ
λ ≤ 1.6 Note that P̃ois(λ)’s probability

mass for each value k > 0 is 1/λ times that of Pois(λ).

Observation 5.2.1. Let Ñ ∼ P̃ois(λ) and B be a Bernoulli (0-1) random variable with

mean value λ. Then, Ñ ·B ∼ Pois(λ).

5.2.2 Rounding Algorithm

We are now ready to describe our randomized rounding. To simplify notation, for

every i ∈M and j ∈ J , if j /∈ G for all G ∈ Gi, then we create a singleton set of job j and

add it to Gi. Note that this has no effect on the properties we aim to prove as we do not

6Here, we used the well-known facts that ex =
∑
k≥0

xk

k!
and ex ≥ x+ 1.
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change the existing groups. So, we can assume wlog that ]G∈GiG = J for all i ∈ M. Our

randomized rounding is iterative. In the first iteration we perform the following.

1. For each i ∈ M and j ∈ J , let Ñij ∼ P̃ois(xij) be an independent RV; if xij = 0,

then Ñij = 0. In words, we generate Ñij potential tickets for each job j on machine

i, according to P̃ois(xij), independently.

2. For each i ∈ M and G ∈ Gi, let BG ∈ G ∪ {nil} an independent RV such that

Pr[BG = j] = xij . We use an indicator variable Bij to denote the event BG = j. In

words, each group G ∈ Gi recommends one job j in the group G with probability xij

independently and the event is denoted as Bij ; or it may recommend no jobs.

3. For each i ∈ M and j ∈ J , let Nij = Bij · Ñij . In words, all Ñij potential tickets of

job j on machine i become real tickets if and only if the event Bij = 1 occurs. Job j

has real tickets on machine i iff Bij = 1 and it has non-zero potential tickets on the

machine.

4. Each job j ∈ J is assigned to machine i ∈ M, denoted as i ←1 j, independently

with probability
Nij∑

i′∈MNi′j
; if

∑
i′∈MNi′j = 0, then j is not assigned, denoted as

nil ←1 j. In words, among all real tickets of each job j across machines, we choose

one uniformly at random. If the ticket was generated on machine i, then we assign

job j to machine i.

In principle, we do not need to generate potential tickets for job j on machine i

unless Bij = 1. However, the above description where we first generate potential tickets

independently for every pair of job j and machine i makes the analysis more intuitive. For

brevity, we will interchangeably use Bij and Bij = 1.

We now explain how the rounding works in the subsequent iterations, 2, 3, . . . .

Every job assignment is final. If job j is assigned to machine i in the `-th iteration (denoted

as i←` j) the job is never considered in the subsequent iterations, `+ 1, `+ 2, . . . . Let J≤`
denote the set of jobs that were assigned in iterations 1, 2, . . . , `, i.e., J≤` := {j ∈ J | i←`′

j for some i ∈ M, `′ ≤ `}. At the beginning of the ` + 1-th iteration, we update J to

J \ J≤` and every set G ∈ Gi to G \ J≤`. Then, we perform the above four steps—all the

RVs used in this iteration are different from those used in the previous iterations. The `-th

iteration begins only when there exists a job that hasn’t been assigned yet, i.e., J<` 6= J .

This completes the description of our randomized rounding.
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5.3 Proof of Theorem 5.1.2

This section is devoted to proving Theorem 5.1.2. We first make an easy obser-

vation which will be useful in the analysis. Since we renew all RVs in each iteration, we

add superscript ` to RVs if they are of the `-th iteration—for example, N `
ij denotes the

RV in the `-th iteration corresponding to Nij . For RVs of the first iteration, we omit the

superpscript.

Observation 5.3.1. Conditioned on no jobs in J ′ ⊆ J having been assigned in the previous

iterations, the stochastic process of assigning J ′ is identical to the same process starting

from the first iteration.

In particular, this observation means: For any event E(J ′, `) concerning the as-

signment of some jobs J ′ ⊆ J in the `-th iteration or in the subsequent iterations, we have

Pr[E(J ′, `) | J ′ ∩ J≤`−1 = ∅] = Pr[E(J ′, 1)]. For example, consider the fourth property.

Then, the observation implies that Pr[i←≥` j∧ i←≥` j′ | j, j′ /∈ J`−1] = Pr[i← j∧ i← j′].

Here i ←≥` j denotes j being assigned to i in the `-th iteration or later. We illustrate

Observation 5.3.1 using this as an example. Note that the assignment of j and j′ are com-

pletely determined by {Ñi′j}i′∈M, {Ñi′j′}i′∈M, and BG for all groups G including j or j′.

Further, for BG, what only matters is whether BG = j or j′, or not. These events, Ñi′j , Ñij

are not affected by whether other jobs have been assigned or not. Extending this argument

to Observation 5.3.1 is straightforward.

We now shift to proving the four properties and the running time guarantee.

5.3.1 First and Second Properties and Running Time

The first property says that the randomized rounding assigns each job to exactly

one machine. In each iteration the rounding algorithm attempts to assign jobs that have not

been assigned in the previous iterations. Therefore, the first property immediately follows if

we show that the algorithm eventually terminates. We will show that the algorithm termi-

nates in O(log n) iterations with high probability and in O(log n) iterations in expectation,

after showing the second property.

For better readability of the analysis we first give the analysis for the first iteration

and extend it to arbitrary iterations using Observation 5.3.1. We first make two easy

observations.

Observation 5.3.2. For any i ∈M and j ∈ J , Nij ∼ Pois(xij).
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Proof. The algorithm defines Nij = Bij · Ñij , where Ñij ∼ P̃ois(xij) and Bij is a Bernoulli

RV with mean value xij . Thus, this observation follows from Observation 5.2.1.

Observation 5.3.3. For any job j ∈ J , all RVs {Nij}i∈M are independent.

Proof. This is because all RVs {Ñij}i∈M,j∈J are independent; all RVs {Bij}i∈M are inde-

pendent; and Nij = Bij · Ñij .

Recall that J<` denotes the set of job that are assigned to some machines before

the `-th iteration.

Lemma 5.3.4. For any job j ∈ J , machine i ∈ M and iteration ` ≥ 1, we have Pr[i ←`

j | B`
ij , j /∈ J<`] = 1− 1/e.

Proof. Fix a job j and machine i. Say i = 1 wlog By Observation 5.3.3 and Fact 5.2.1, we

have
∑

i′∈M\{1}Ni′j ∼ Pois(
∑

i′∈M\{1} xi′j = 1− x1j). For notational convenience, let λ =

x1j , Ñ1 = Ñ1j , and N−1 =
∑

i′∈M\{1}Ni′j . Note that Ñ1 ∼ P̃ois(λ) and N−1 ∼ Pois(1−λ).

Pr[i←1 j | Bij ]

=
∑

k≥1,k′≥0

Pr[Ñ1 = k ∧N−1 = k′] · k

k + k′

=
∑

k≥1,k′≥0

Pr[Ñ1 = k] · Pr[N−1 = k′] · k

k + k′
[Ñ1 and N−1 are independent]

=
∑

k≥1,k′≥0

e−λ
λk

λk!
· e−(1−λ) (1− λ)k

′

k′!
· k

k + k′
[Ñ1 ∼ P̃ois(λ) and N−1 ∼ Pois(1− λ)]

=
∑

k≥0,k′≥0

e−λ
λk

k!
· e−(1−λ) (1− λ)k

′

k′!
· 1

k + k′ + 1

= e−1
∑
k′′≥0

∑
k,k′≥0:k+k′=k′′

λk

k!
· (1− λ)k

′

k′!
· k′′! · 1

(k′′ + 1)!

= e−1
∑
k′′≥0

1

(k′′ + 1)!
(λ+ (1− λ))k

′′

= e−1
∑
k′′≥1

1

(k′′)!
= e−1(e− 1) = 1− 1/e,

which, combined with Observation 5.3.1, yields the lemma.

Corollary 5.3.5. For any job j ∈ J , machine i ∈ M and iteration ` ≥ 1, we have

Pr[i←` j | j /∈ J<`] = (1− 1/e)xij.
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Proof. Pr[i ←1 j] = Pr[i ←1 j ∧ Bij ] = Pr[i ←1 j | Bij ] · Pr[Bij ] = (1 − 1/e)xij . Then, we

use Observation 5.3.1.

This also implies that job j is assigned in the 1-st iteration with probability exactly

1− 1/e.

Corollary 5.3.6. For any job j ∈ J and iteration ` ≥ 1, we have Pr[nil←` j | j /∈ J<`] =

1/e.

Proof. By the above corollary and the fact that a job can be assigned to at most one machine

in each iteration, the probability is 1 -
∑

i∈M(1− 1/e)xij = 1/e.

We are now ready to complete the proof of the second property.

Pr[i← j] =
∑
`≥1

Pr[i←` j]

=
∑
`≥1

Pr[i←` j | j /∈ J<`] ·
∏
`′<`

Pr[nil←`′ j | j /∈ J<`′ ]

=
∑
`≥1

(1− 1/e)xij(1/e
`−1) [Corollary 5.3.5 and 5.3.6]

=xij

To complete the proof of the first property, we observe that Pr[j /∈ J≤`] =∏
`′≤` Pr[nil ←`′ j | j /∈ J<`′ ] = (1/e)` by Corollary 5.3.6. Thus, using the linearity of

expectation, we know that the expected number of jobs remaining unassigned after 2 log n

iterations, i.e., E |J \J≤2 logn| = n(1/e)2 logn = 1/n. Thus, by Markov inequality, the prob-

ability that the randomized rounding does not terminate within 2 log n iterations, meaning

that there is at least one job unassigned, is at most 1/n. Also using a simple union bound

we know Pr[J 6= J≤`] ≤ min{1, n(1/e)`}. Thus, the expected number of iterations before

the termination is
∑

`≥1 min{1, n(1/e)`} = O(log n). It is an easy exercise to see each it-

eration takes O(mn) time assuming that we can determine the value of each RV in O(1)

time. As discussed already, it is clear that each job j is assigned to exactly one machine if

the algorithm terminates. Thus, we have shown the first property and running time.

5.3.2 Third Property

We restate the third property we aim to prove: Fix a machine i ∈ M and two

distinct jobs j, j′ ∈ J from different groups of machine i, i.e., j ∈ A and j′ ∈ B for some

A 6= B ∈ Gi. Then, we have Pr[i ← j ∧ i ← j′] ≤ xijxij′ . For notational convenience,
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let a = xij and b = xij′ , and M̃∗ = Ñij , Ñ
∗ = Ñij′ . Assume wlog that a, b ∈ (0, 1) since

otherwise the third property immediately follows from the second.

Here is a very high-level overview of the proof. For the sake of contradiction assume

that Pr[i← j ∧ i← j′] > ab. Then, we will show that the probability remains greater than

ab after de-grouping the two jobs j and j′ on all machines. This is a contradiction because

two events i ← j and i ← j′ are independent after de-grouping, which would immediately

imply Pr[i← j ∧ i← j′] = ab due to the second property.

However, the actual analysis is quite involved. To help the reader keep the flow of

the analysis, we outline the proof in detail.

Proof Outline

For the sake of analysis, we need to define additional notation—then, we can

give a more detailed proof overview and explain the technical challenges. Let M− :=∑
i′∈M\{i}Ni′j denote the total number of real tickets generated for job j on machines

other than i. Similarly, let N− :=
∑

i′∈M\{i}Ni′j′ for job j′. Define PG(m,n) := PrG [M− =

m,N− = n]; here G in the subscript is to emphasize that this probability is under grouping

G. Note that in this section we override m and n, which were used to denote the number of

machines and jobs respectively in other sections. For comparison, create another grouping

G′ by separating the two jobs j and j′ in the same group on every machine. That is, for any

machine i′ where j, j′ ∈ G for some G ∈ Gi′ , partition the group G arbitrarily into two groups

Gij and Gij′ , so that j ∈ Gij and j′ ∈ Gij′ . Let PG′(m,n) denote PrG′ [M− = m,N− = n]

under this grouping.

Our goal is to show that

PrG′ [i← j ∧ i← j′] > ab if PrG [i← j ∧ i← j′] > ab (5.6)

Unfortunately, proving this directly seems very challenging. Let’s see why. First, our

analysis has very little room for loss since we need to show negative correlation for ever

pair of jobs not grouped together on the fixed machine. For careful analysis, we will have

to take a close look at probabilities fixing some random variables. Then, when we expand

PrG [i← j∧i← j′] depending on the iterations in which the jobs are assigned, we run across

the recursive structure for the case j, j′ /∈ J≤1. It seems very challenging to compare the

above two probabilities in Eqn. (5.6) with this recursive structure combined with certain

subtle conditions.
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We get around this difficulty by first showing that Eqn. (5.6) pretending that

after the first iteration, each unassigned job is assigned independently in the second iteration.

This thought process will ensure that the rounding terminates in two iterations, thus having

no recursive structure – let’s call this rounding as shadow rounding. To relate the shadow

rounding to the actual rounding, we will define Φ(P, κ, m̃∗, ñ∗). For notational convenience,

let ζ := PrG [i← j ∧ i← j′]/(ab) and ζ ′ := PrG′ [i← j ∧ i← j′]/(ab). Then, Φ will have the

following nice properties.

(a) Φ(PG , ζ, m̃∗, ñ∗) = PrG [i← j ∧ i← j′ | M̃∗ = m̃∗, Ñ∗ = ñ∗] for our actual rounding.

(b) Φ(PG′ , ζ ′, m̃∗, ñ∗) = PrG [i← j ∧ i← j′ | M̃∗ = m̃∗, Ñ∗ = ñ∗] for our actual rounding.

(c) Φ(PG , 1, m̃∗, ñ∗) = PrG [i← j ∧ i← j′ | M̃∗ = m̃∗, Ñ∗ = ñ∗] for the shadow rounding.

(d) Φ(PG′ , 1, m̃∗, ñ∗) = PrG [i← j ∧ i← j′ | M̃∗ = m̃∗, Ñ∗ = ñ∗] for the shadow rounding.

Depending on whether m̃∗ > 0 or not and whether ñ∗ > 0 or not, Φ is slightly

different—so we will consider four cases, which are each presented in Sections 5.3.2, 5.3.2,

5.3.2 and 5.3.2. We will show the above (a) and (b) for our actual rounding in Lem-

mas 5.3.7, 5.3.10, 5.3.12 and 5.3.14. We do not show (c) and (d) for the shadow rounding be-

cause our proof only uses the algebraic difference between Φ(PG , ζ, m̃∗, ñ∗) and Φ(PG , 1, m̃∗, ñ∗)

and that between Φ(PG′ , ζ ′, m̃∗, ñ∗) and Φ(PG′ , 1, m̃∗, ñ∗). Still, we mention (c) and (d)

above as we believe they could give more intuitions.

Then, we will show that

Φ(PG′ , 1, m̃∗, ñ∗) ≥ Φ(PG , 1, m̃∗, ñ∗)

for all m∗, n∗ ≥ 0 in Lemmas 5.3.9, 5.3.11, 5.3.13 and 5.3.15. By de-conditioning on M̃∗ and

Ñ∗ and using the aforementioned algebraic difference, we will be able to show Eqn. (5.6).

We will present the details on how to put all the pieces together in Section 5.3.2. This will

complete the proof of the third property.

Case M̃∗, Ñ∗ > 0

Recall M− :=
∑

i′∈M\{i}Ni′j denotes the total number of real tickets generated

for job j on machines other than i and N− is similarly defined for job j′. Also recall
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Lemma 5.3.7. For every m̃∗, ñ∗ ≥ 1, define:

Φ(P, κ, m̃∗, ñ∗) := ab
∑

m≥0,n≥0

m̃∗

m+ m̃∗
· ñ∗

n+ ñ∗
· P (m,n) (5.7)

+ ab
∑
m≥0

m̃∗

m+ m̃∗
· (1− b) · P (m, 0) (5.8)

+ ab
∑
n≥0

ñ∗

n+ ñ∗
· (1− a) · P (0, n) (5.9)

+ ab (1− a)(1− b)κ · P (0, 0) (5.10)

Then, we have

• Φ(PG , ζ, m̃∗, ñ∗) = PrG [i← j ∧ i← j′ | M̃∗ = m̃∗, Ñ∗ = ñ∗]; and

• Φ(PG′ , ζ ′, m̃∗, ñ∗) = PrG′ [i← j ∧ i← j′ | M̃∗ = m̃∗, Ñ∗ = ñ∗].

Proof. Note that Eqn. (5.7), (5.8), (5.9) have no dependency on κ. Eqn. (5.7) is for event

(i←1 j ∧ i←1 j
′) since

Pr[i←1 j ∧ i←1 j
′ | M̃∗ = m̃∗, Ñ∗ = ñ∗,M− = m,N− = n]

=
m̃∗

m+ m̃∗
· Pr[Bij ] ·

ñ∗

n+ ñ∗
· Pr[Bij′ ] = ab

m̃∗

m+ m̃∗
· ñ∗

n+ ñ∗
.

Here we used the fact that Bij and Bij′ are independent as j and j′ are not in the same

group on machine i. By de-conditioning on M− and N− using the fact that (M̃∗, Ñ∗) is

independent of (M−, N−), we have Eqn. (5.7).

Eqn. (5.8) is for event (i←1 j ∧ i←≥2 j
′). Note that this event occurs only when

¬Bij′ (since Ñ∗ is fixed to a non-zero value) and m = 0. Formally, we have,

Pr[i←1 j ∧ nil←1 j
′ | M̃∗ = m∗, Ñ∗ = ñ∗,M− = m,N− = n = 0]

=
m̃∗

m+ m̃∗
· Pr[Bij ] · Pr[¬Bij′ ] =

m̃∗

m+ m̃∗
· a(1− b)

By de-conditioning on M− and N−, we have

Pr[i←1 j ∧ nil←1 j
′ | M̃∗ = m̃∗, Ñ∗ = ñ∗] =

∑
m≥0

m̃∗

m+ m̃∗
· a(1− b) · P (m, 0)

Due to the second property and Observation 5.3.1, we have Eqn. (5.8).

Since Eqn. (5.9) is for event (i ←≥2 j ∧ i ←1 j′), which is symmetric to the

event of Eqn. (5.8), it remains to show Eqn. (5.10). We will only show Eqn. (5.10) with

κ = ζ for grouping G, which is for event (i←>1 j
′ ∧ i←>1 j

′), since we can similarly show
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Eqn. (5.10) with κ = ζ ′ for grouping G′. Note that this event occurs if and only if ¬Bij ,
¬Bij′ , m = n = 0 and j and j′ are assigned to i in the subsequent iterations. Thus, by

Observation 5.3.1, the event occurs with probability P (0, 0) ·Pr[¬Bij∧¬Bij′ ] ·Pr[i← j∧i←
j′] = (1− a)(1− b)P (0, 0) Pr[i← j ∧ i← j′] = (1− a)(1− b)P (0, 0)ζab, as desired.

In the following we re-write Φ, so that we have the co-efficient of each P (m,n)

explicitly.

Lemma 5.3.8. For any m̃∗, ñ∗ ≥ 1, we have Φ(P, κ, m̃∗, ñ∗) =
∑

m,n≥0 d(m,n)P (m,n),

where

d(m,n) :=



ab m̃∗
m+m̃∗ · ñ∗

n+ñ∗ if m,n > 0

ab m̃∗
m+m̃∗ (2− b) if m > 0, n = 0

ab ñ∗
n+ñ∗ (2− a) if m = 0, n > 0

ab(2− a)(2− b) + (κ− 1)(1− a)(1− b) if m = n = 0;

Proof.

Φ(P, κ, m̃∗, ñ∗)
ab

=
∑

m>0,n>0

m̃∗

m+ m̃∗
· ñ∗

n+ ñ∗
· P (m,n) +

∑
m>0

m̃∗

m+ m̃∗
· P (m, 0) +

∑
n>0

ñ∗

n+ ñ∗
· P (0, n) + P (0, 0)

+
∑
m>0

m̃∗

m+ m̃∗
· P (m, 0)(1− b) + P (0, 0)(1− b)

+
∑
n>0

ñ∗

n+ ñ∗
· P (0, n)(1− a) + P (0, 0)(1− a)

+ P (0, 0)(1− a)(1− b) + P (0, 0)(κ− 1)(1− a)(1− b)

=
∑

m>0,n>0

m̃∗

m+ m̃∗
· ñ∗

n+ ñ∗
· P (m,n)

+
∑
m>0

m̃∗

m+ m̃∗
· P (m, 0)(2− b) +

∑
n>0

ñ∗

n+ ñ∗
· P (0, n)(2− a)

+ P (0, 0)((2− a)(2− b) + (κ− 1)(1− a)(1− b))

Lemma 5.3.9. For any m̃∗, ñ∗ ≥ 1, Φ(PG , 1, m̃∗, ñ∗) ≤ Φ(PG′ , 1, m̃∗, ñ∗).

Proof. Fix M̃∗ = m̃∗, Ñ∗ = ñ∗ where m̃∗, ñ∗ ≥ 1. For notational convenience, let machine

1 (6= i) be the unique machine where G and G′ differ, i.e., G1 6= G1 but Gi′ = G′i′ for all

i′ ∈M \ {1}. So, j and j′ are in the same group of G1 but are in different groups of G′1.
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Let P−1 denote PG (or equivalently PG′) without counting the tickets from machine

1. Formally, P−1 :=
∑

i′∈M\{1,i}Ni′j . We will compare the outcome of the randomized

rounding under G and G′. Also fix ũ := Ñ1j and ṽ := Ñ1j′ —note that this is independent of

any grouping. Let a1 := x1j and b1 := x1j′ for notational convenience. Assume a1, b1 ∈ (0, 1)

since otherwise B1j and B1j′ will be independent under both G and G′

Note that

PG(m,n) := P−1(m,n)(1− a1 − b1) + P (m− ũ, n)a1 + P (m,n− ṽ)b1

because the ũ (ṽ, resp.) potential tickets become real when B1j (B1j′ , resp.), which occur

with probability a1 (b1, resp.). Here, P (m,n) := 0 if m < 0 or n < 0. With another

grouping G′, we have

PG′(m,n) := P−1(m,n)(1−a1)(1−b1)+P−1(m−ũ, n)a1(1−b1)+P−1(m,n−ṽ)(1−a1)b1+P−1(m−ũ, n−ṽ)a1b1

because B1j and B1j′ are independent under G′.
Our goal is to show that Φ(PG , 1, m̃∗, ñ∗) ≤ Φ(PG′ , 1, m̃∗, ñ∗) (for any fixed M̃∗,

Ñ∗, ũ and ṽ). Using the observation that PG′(m,n)−PG(m,n) = a1b1

(
P−1(m,n)−P−1(m−

ũ, n)− P−1(m,n− ṽ) + P−1(m− ũ, n− ṽ)
)

, we derive,

Φ(PG′ , 1, m̃
∗, ñ∗)− Φ(PG , 1, m̃∗, ñ∗)

=
∑
m,n≥0

d(m,n)
(
PG′(m,n)− PG(m,n)

)
=a1b1

∑
m,n≥0

d(m,n)
(
P−1(m,n)− P−1(m− ũ, n)− P−1(m,n− ṽ) + P−1(m− ũ, n− ṽ)

)
=a1b1

∑
m,n≥0

d(m,n)P−1(m,n)− a1b1
∑
m,n≥0

d(m+ ũ, n)P−1(m,n)− a1b1
∑
m,n≥0

d(m,n+ ṽ)P−1(m,n)

+ a1b1
∑
m,n≥0

d(m+ ũ, n+ ṽ)P−1(m,n)

=a1b1
∑
m,n≥0

P−1(m,n)
(
d(m,n)− d(m+ ũ, n)− d(m,n+ ṽ) + d(m+ ũ, n+ ṽ)

)
Therefore, to establish the lemma, it suffices to show that

D := d(m,n)− d(m+ ũ, n)− d(m,n+ ṽ) + d(m+ ũ, n+ ṽ) ≥ 0 for all m,n, ũ, ṽ ≥ 0

Observe that the claim is immediate if ũ = 0 or ṽ = 0, so assume that ũ, ṽ > 0. Let

f(m) := m̃∗
m+m̃∗ and g(n) := ñ∗

n+ñ∗ , which are both decreasing in m and n, respectively. The

first case we consider is when m,n > 0. Then, we have

D

ab
= f(m)g(n)−f(m+ũ)g(n)−f(m)g(n+ṽ)+f(m+ũ)g(n+ṽ) = (f(m)−f(m+ũ))(g(n)−g(n+ṽ)) > 0.
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In the second case when m > 0 and n = 0, we have,

D/(ab) = (2− b)(f(m)− f(m+ ũ))− f(m)g(n+ ṽ) + f(m+ ũ)g(n+ ṽ)

= (2− b)(f(m)− f(m+ ũ))− g(n+ ṽ)(f(m)− f(m+ ũ))

= (2− b− g(n+ ṽ))(f(m)− f(m+ ũ)) ≥ 0,

since g(n + v) ≤ 1 and f is decreasing in m. The case m = 0 and n > 0 is symmetric. In

the last case when m = n = 0, we have,

D/(ab) ≥ (2− b)(2− a)− (2− a)g(ṽ)− (2− b)f(ũ)− f(ũ)g(ṽ)

= (2− a− f(ũ))(2− b− g(ṽ)) ≥ 0,

since a, b, f(ũ), g(ṽ) ≤ 1.

Case M̃∗ > 0, Ñ∗ = 0

Previously, we considered the case M̃∗, Ñ∗ > 0. Here, we consider the case M̃ =

m∗, Ñ∗ = 0 for any fixed m∗ ≥ 1.

Lemma 5.3.10. For any m̃∗ > 0, ñ∗ = 0, define,

Φ(P, κ, m̃∗, ñ∗ = 0) :=
∑
m≥0

d(m, 0)P (m, 0) where

d(m,n) =


ab m̃∗

m+m̃∗ if m > 0, n = 0

ab(2− a) + ab(κ− 1)(1− a) if m = 0, n = 0

0 if n > 0

Then, we have

• Φ(P, ζ, m̃∗, 0) = PrG [i← j ∧ i← j′ | M̃∗ = m̃∗, Ñ∗ = 0]; and

• Φ(P, ζ ′, m̃∗, 0) = PrG′ [i← j ∧ i← j′ | M̃∗ = m̃∗, Ñ∗ = 0].

Proof. We only consider grouping G as the other grouping G′ can be handled analogously.

Conditioned on Ñ∗ = 0, we have ¬(i ←1 j
′). Therefore, we can refine i ← j ∧ i ← j′ into

two disjoint events: (i←1 j ∧ i←≥2 j
′) and (i←≥2 j ∧ i←≥2 j

′). Note that i←≥2 j
′ only



84

if N− = 0. We consider the first event:

Pr[i←1 j ∧ i←≥2 j
′ | M̃∗ = m̃∗, Ñ∗ = 0,M− = m,N− = 0]

= Pr[i←≥2 j
′ | i←1 j, M̃

∗ = m̃∗, Ñ∗ = 0,M− = m,N− = 0]

· Pr[i←1 j | M̃∗ = m̃∗, Ñ∗ = 0,M− = m,N− = 0]

= Pr[i←≥1 j
′] ·
(
a

m̃∗

m+ m̃∗

)
= ab

m̃∗

m+ m̃∗

The penultimate equality is due to Observation 5.3.1. By de-conditioning on M− and N−,

we have

Pr[i←1 j ∧ i←≥2 j
′ | M̃∗ = m̃∗, Ñ∗ = 0] = ab

∑
m≥0

m̃∗

m+ m̃∗
P (m, 0) (5.11)

We now consider the second event. Notice that conditioned on M̃∗ > 0, nil←1 j occurs iff

¬Bij and M− = 0. Likewise, conditioned on Ñ∗ = 0, nil←1 j
′ occurs iff N− = 0. Thus,

Pr[i←≥2 j ∧ i←≥2 j
′ | M̃∗ = m̃∗, Ñ∗ = 0]

= Pr[i←≥2 j ∧ i←≥2 j
′ ∧ ¬Bij ∧M− = N− = 0 | M̃∗ = m̃∗, Ñ∗ = 0]

= Pr[i←≥2 j
′ ∧ i←≥2 j | ¬Bij ,M− = N− = 0, M̃∗ = m̃∗, Ñ∗ = 0]

· Pr[¬Bij ∧M− = N− = 0 | M̃∗ = m̃∗, Ñ∗ = 0]

= Pr[i←≥1 j
′ ∧ i←≥1 j] · (1− a)P (0, 0)

=abζ(1− a)P (0, 0) (5.12)

The penultimate equality follows due to the fact that ¬Bij ∧M− = N− = 0, M̃∗ =

m̃∗, Ñ∗ = 0 implies j, j′ /∈ J≤1 and Observation 5.3.1. By adding up Eqn. (5.11) and (5.12)

and rearranging terms, we have the lemma.

Lemma 5.3.11. For all m̃∗ ≥ 1, we have Φ(PG , 1, m̃∗, ñ∗) ≤ Φ(PG′ , 1, m̃∗, ñ∗).

Proof. The proof is very similar to that of Lemma 5.3.9. As before, it suffices to show that

D := d(m,n)− d(m+ ũ, n)− d(m,n+ ṽ) + d(m+ ũ, n+ ṽ) ≥ 0

for m,n, ũ, ṽ ≥ 0; but with d(m,n) defined in Lemma 5.3.10.

Assume ũ, ṽ > 0 since otherwise D = 0 immediately. Also assume n = 0; otherwise

D = 0. So, we have D = d(m, 0) − d(m + ũ, 0). We consider two cases. If m > 0, then

D/(ab) = m̃∗
m+m̃∗− m̃∗

m+ũ+m̃∗ ≥ 0. If m = 0, we have D/(ab) = (2−a)+(1−1)(1−a)− m̃∗
ũ+m̃∗ =

2− a− m̃∗
ũ+m̃∗ ≥ 0.
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Case M̃∗ = 0, Ñ∗ > 0

This case is symmetric to M̃∗ > 0, Ñ∗ = 0. So, we just state the definition and

lemma without proof.

Lemma 5.3.12. For any ñ∗ > 0, define,

Φ(P, κ, m̃∗ = 0, ñ∗) :=
∑
n≥0

d(0, n)P (0, n) where

d(m,n) =


ab ñ∗

n+ñ∗ if m = 0, n > 0

ab(2− b) + ab(κ− 1)(1− b) if m = 0, n = 0

0 if m > 0

Then, we have

• Φ(P, ζ, 0, ñ∗) = PrG [i← j ∧ i← j′ | M̃∗ = 0, Ñ∗ = ñ∗]; and

• Φ(P, ζ ′, 0, ñ∗) = PrG′ [i← j ∧ i← j′ | M̃∗ = 0, Ñ∗ = ñ∗].

Lemma 5.3.13. For all ñ∗ ≥ 1, Φ(PG , 1, 0, ñ∗) ≤ Φ(PG′ , 1, 0, ñ∗).

Case M̃∗ = Ñ∗ = 0

This is the last case we consider.

Lemma 5.3.14. Define Φ(P, κ, 0, 0) := abκP (0, 0).

• Φ(P, ζ, 0, 0) = PrG [i← j ∧ i← j′ | M̃∗ = 0, Ñ∗ = 0]; and

• Φ(P, ζ ′, 0, 0) = PrG′ [i← j ∧ i← j′ | M̃∗ = 0, Ñ∗ = 0].

Proof. We only consider grouping G as the other grouping G′ can be handled analogously.

For i ← j ∧ i ← j′ to happen conditioned on neither j nor j′ having potential (therefore

real) tickets on machine i, it must be the case that neither j nor j′ are assigned in the

first iteration. So, it must be the case that M− = N− = 0. Therefore, we have Pr[j, j′ /∈
J≤1 | M̃∗ = Ñ∗ = 0] = P (0, 0). Further, we know that Pr[i ←≥2 j ∧ i ←≥2 j

′ | j, j′ /∈
J≤1, M̃

∗ = Ñ∗ = 0] = Pr[i ←≥1 j ∧ i ←≥1 j
′] = ζab by Observation 5.3.1. Thus, we have

the lemma.

Lemma 5.3.15. Φ(PG , 1, 0, 0) ≤ Φ(PG′ , 1, 0, 0).
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Proof. As in the proof of Lemma 5.3.9, it suffices to show that

D := d(m,n)− d(m+ ũ, n)− d(m,n+ ṽ) + d(m+ ũ, n+ ṽ) ≥ 0

for all m,n, ũ, ṽ ≥ 0; but with d defined in Lemma 5.3.14.

To see this, assume ũ, ṽ > 0, since otherwise D = 0. Further, assume m = n = 0

since otherwise D = 0. Then, we have D = d(m,n) = ab · 1 = ab > 0.

Putting All Pieces Together

From the definitions stated in Lemmas 5.3.7, 5.3.10, 5.3.12 and 5.3.14, we have :

Φ(PG , 1, m̃∗, ñ∗)−Φ(PG , ζ, m̃∗, ñ∗) =



−(1− a)(1− b)(ζ − 1)abPG(0, 0) if m̃∗ > 0, ñ∗ > 0

−(1− a)(ζ − 1)abPG(0, 0) if m̃∗ > 0, ñ∗ = 0

−(1− b)(ζ − 1)abPG(0, 0) if m̃∗ = 0, ñ∗ > 0

−(ζ − 1)abPG(0, 0) if m̃∗ = 0, ñ∗ = 0

(5.13)

Similarly, we have

Φ(PG′ , 1, m̃
∗, ñ∗)−Φ(PG′ , ζ

′, m̃∗, ñ∗) =



−(1− a)(1− b)(ζ ′ − 1)abPG′(0, 0) if m̃∗ > 0, ñ∗ > 0

−(1− a)(ζ ′ − 1)abPG′(0, 0) if m̃∗ > 0, ñ∗ = 0

−(1− b)(ζ ′ − 1)abPG′(0, 0) if m̃∗ = 0, ñ∗ > 0

−(ζ ′ − 1)abPG′(0, 0) if m̃∗ = 0, ñ∗ = 0

(5.14)

In Lemmas 5.3.9, 5.3.11, 5.3.13 and 5.3.15 we have shown that Φ(PG , 1, m̃∗, ñ∗) ≤
Φ(PG′ , 1, m̃∗, ñ∗) for all m̃∗, n∗ ≥ 0. Therefore, we have,∑

m̃∗,ñ∗≥0

q(m̃∗, ñ∗)Φ(PG , 1, m̃∗, ñ∗) ≤
∑

m̃∗,ñ∗≥0

q(m̃∗, ñ∗)Φ(PG′ , 1, m̃
∗, ñ∗),

where q(m̃∗, ñ∗) := Pr[M̃∗ = m̃∗, Ñ∗ = ñ∗].
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Using Eqn. (5.13), we have,∑
m̃∗,ñ∗≥0

q(m̃∗, ñ∗)Φ(PG , 1, m̃∗, ñ∗)

=
∑

m̃∗,ñ∗≥0

q(m̃∗, ñ∗)Φ(PG , ζ, m̃∗, ñ∗)

−
∑

m̃∗,ñ∗>0

q(m̃∗, ñ∗)(1− a)(1− b)(ζ − 1)abPG(0, 0)

−
∑
m̃∗>0

q(m̃∗, 0)(1− a)(ζ − 1)abPG(0, 0)

−
∑
ñ∗>0

q(0̃, ñ∗)(1− b)(ζ − 1)abPG(0, 0)

− q(0, 0)(ζ − 1)abPG(0, 0)

= Pr
G

[i← j, i← j′]− abPG(0, 0)(ζ − 1)
(

(1− a)(1− b)q++ + (1− a)q+0 + (1− b)q0+ + q00

)
=ζab− abPG(0, 0)(ζ − 1)

(
(1− a)(1− b)q++ + (1− a)q+0 + (1− b)q0+ + q00

)
,

where q++ := Pr[M̃∗ > 0, Ñ∗ > 0], q+0 := Pr[M̃∗ > 0, Ñ∗ = 0], q0+ := Pr[M̃∗ = 0, Ñ∗ >

0], q00 := Pr[M̃∗ = 0, Ñ∗ = 0].

Similarly, we obtain∑
m̃∗,ñ∗≥0

q(m̃∗, ñ∗)Φ(PG′ , 1, m̃
∗, ñ∗)

=ζ ′ab− abPG′(0, 0)(ζ ′ − 1)
(

(1− a)(1− b)q++ + (1− a)q+0 + (1− b)q0+ + q00

)
Thus, we have,

ζab− abPG(0, 0)(ζ − 1)
(

(1− a)(1− b)q++ + (1− a)q+0 + (1− b)q0+ + q00

)
(5.15)

≤ ζ ′ab− abPG′(0, 0)(ζ ′ − 1)
(

(1− a)(1− b)q++ + (1− a)q+0 + (1− b)q0+ + q00

)
(5.16)

Note that Eqn. (5.15) and (5.16) are linear ζ and ζ ′, respectively. Further, q++ +

q+0 + q0+ + q00 = 1 and q++ > 0 since a, b ∈ (0, 1). Therefore, both ζ and ζ ′ have strictly

positive coefficients in Eqn. (5.15) and (5.16), respectively. Further, Eqn. (5.15) has value

ab when ζ = 1 and Eqn. (5.16) has value ab when ζ ′ = 1. Thus, if ζ > 1, then it must be

the case that ζ ′ > 1.

To summarize, we have shown that if PrG [i← j∧ i← j′] > xijxij′ , then it must be

the case that PrG′ [i ← j ∧ i ← j′] > xijxij′ . Since G′ was obtained from G by de-grouping

the two jobs j and j′ on one machine, by repeatedly refining G′ further, we know that what

we have shown still holds true when G′ doesn’t group j and j′ together on any machines.
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As mentioned before, this implies that i ← j and i ← j′ are independent under G′. Thus,

we have PrG′ [i ← j ∧ i ← j′] = xijxij′ . Thus, if we assume PrG [i ← j ∧ i ← j′] > xijxij′ ,

then we obtain a contradiction. This completes the proof of the third property.

5.3.3 Fourth Property

For ease of reference, we re-state the fourth property we aim to prove: For every

i ∈ M and j 6= j′ ∈ J such that j, j′ ∈ G for some G ∈ Gi, we have Pr[i ← j ∧ i ← j′] ≤
1

1+e(e
xij + exij′ )xijxij′ .

We first upper bound the probability that neither j nor j′ are assigned in the first

iteration. Towards this end, we need the following proposition.

Proposition 5.3.16. For any job j ∈ J and machine i ∈M, we have,

• Pr[Nij = 0 | ¬Bij ] = 1.

• Pr[Nij = 0 | Bij ] = 1− 1−exp(−xij)
xij

.

Proof. The first claim is immediate from the algorithm definition, that is, Nij = ÑijBij .

The second claim follows since Pr[Nij > 0 | Bij ] = Pr[Ñij > 0] =
∑

k>0 e
−λ λk

λk! = (1 −
exp(−λ))/λ where λ = xij .

Lemma 5.3.17. For any two jobs j 6= j′ ∈ J , Pr[nil←1 j ∧ nil←1 j
′] ≤ 1/e2.

Proof. The event occurs if and only if no tickets are generated for j and j′, i.e.,
∑

i∈M(Nij+

Nij′) = 0. We will show that for any machine i,

Pr[Nij +Nij′ = 0] ≤ e−xij−xij′ . (5.17)

Since the events {Nij+Nij′ = 0}i∈M are independent, Eqn. (5.17) would imply Pr[
∑

i∈M(Nij+

Nij′) = 0] =
∏
i∈M Pr[Nij + Nij′ = 0] ≤ ∏

i∈M exp(−xij − xij′) = exp(−∑i∈M xij −∑
i∈M xij′) = 1/e2, as desired.

It now remains to show Eq. (5.17). Towards this end, fix a machine i ∈ M.

For notational convenience, let a := xij and b := xij′ . There are two cases we need to

consider. If j and j′ are not grouped together on machine i, the two RVs Nij and Nij′

are independent. By Observation 5.3.2, we know that Nij ∼ Pois(xij = a) and Nij′ ∼
Pois(xij′ = b). Therefore, Pr[Nij = 0 ∧Nij = 0] = Pr[Nij = 0] · Pr[Nij = 0] = e−a · e−b.

We now consider the other case where j, j′ ∈ G for some G ∈ Gi. Depending on

which job (or none) is recommended by the group G, we consider three disjoint events:



89

¬Bij ∧ ¬Bij′ , Bij , Bij′ .

Pr[Nij +Nij′ = 0]

= Pr[Nij +Nij′ = 0 ∧ ¬Bij ∧ ¬ ∧Bij′ ] + Pr[Nij +Nij′ = 0 ∧Bij ] + Pr[Nij +Nij′ = 0 ∧Bij′ ]

= Pr[¬Bij ∧ ¬ ∧Bij′ ] + Pr[Nij = 0 ∧Bij ] + Pr[Nij′ = 0 ∧Bij′ ]

=(1− a− b) + Pr[Nij = 0 | Bij ] · Pr[Bij ] + Pr[Nij′ = 0 | Bij′ ] · Pr[Bij′ ]

=(1− a− b) + a · (1− 1− e−a
a

) + b · (1− 1− e−b
b

) [Proposition 5.3.16] (5.18)

=e−a + e−b − 1

=e−a−b − (e−a − 1)(e−b − 1)

≤e−a−b = e−xij−xij′ ,

where the second equality follows since ¬Bij and ¬Bij′ imply Nij = BijÑij = 0 and

Nij′ = Bij′Ñij′ = 0, respectively.

By Observation 5.3.1, we obtain the following corollary.

Corollary 5.3.18. For any two jobs, j 6= j′ ∈ J and machine i ∈ M, we have Pr[i ←≥2

j ∧ i←≥2 j
′] ≤ (1/e2) Pr[i← j ∧ i← j′].

We now consider the other case when i←1 j ∧ i←≥2 j
′ or i←≥2 j ∧ i←1 j

′. This

means that one of the two jobs is assigned to machine i and the other is not assigned to

any machines in the first iteration.

Lemma 5.3.19. For any machine i ∈M and for any two jobs j 6= j′ ∈ G for some G ∈ Gi,
we have Pr[i←1 j ∧ nil←1 j

′] ≤ (1− 1/e)(1/e)exij′xij.

Proof. Fix any i, j, j′, G satisfying the lemma precondition. Say i = 1 wlog. We will show

that Pr[1 ←1 j ∧ nil ←1 j
′] is maximized when j and j′ are not grouped together on any

machines except machine 1. Towards this end, if there is a machine i′ 6= i, say i′ = 2,

where j, j′ ∈ G′ for some G′ ∈ G2, we create another grouping by splitting G′ into A and

B arbitrarily such that j ∈ A and j′ ∈ B. Then we will show that the probability is no

smaller under grouping G′ than it is under G. Repeating this argument will prove the the

claim.

Let PG denote Pr[i ←1 j ∧ nil ←1 j
′] under grouping G. Define PG′ analogously.

Our goal is to show PG ≤ PG′ . We will compare PG and PG′ fixing N1j , N1j′ , Ñ2j , Ñ2j′ ,

N−2j :=
∑

i′′∈M,i′′ 6=2Ni′′j , and N−2j′ :=
∑

i′′∈M,i′′ 6=2Ni′′j′ . Note that nil ←1 j′ only if
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N1j′ = N−2j′ = 0. Also, 1 ←1 j only if N1j > 0. So, assume N1j > 0; then we also have

N−2j ≥ N1j > 0.

Given that the aforementioned RVs are fixed, the only factor that potentially

makes PG and PG′ different is how B2j and B2j′ are related—the two are disjoint under G
but are independent under G′. We first observe that PG = PG′ if Ñ2j′ = 0. This is because

if Ñ2j′ = 0, then N2j′ = 0 no matter what, meaning that B2j′ has no effect on PG or PG′ ;

further, Pr[B2j ] is the same under both G and G′. So, we assume that the fixed Ñ2j′ > 0.

To calculate PG and PG′ , we consider three disjoint events depending on the recom-

mendation made by G′ on machine 2, namely B2j , B2j′ , and ¬B2j ∧¬B2j′ . If B2j = 1, then

N2j = Ñ2j . Note that per the above discussion, we can safely assume that N1j′ = N−2j′ = 0,

N1j > 0, Ñ2j′ > 0. So, we have Pr[1←1 j ∧ nil ←1 j
′ ∧ B2j ] = x2j · N1j

Ñ2j+N−2j
. If B2j′ = 1,

then N2j′ = Ñ2j′ > 0, therefore j′ ∈ J≤1. Finally, if ¬B2j ∧ ¬B2j′ , then N2j = N2j′ = 0

—so we have Pr[1 ←1 j ∧ nil ← j′ ∧ ¬B2j ∧ ¬B2j′ ] = (1 − x2j − x2j′)
N1j

N−2j
. Therefore, we

have,

PG =
N1j

N−2j + Ñ2j

a+
N1j

N−2j
(1− a− b),

where we let a := x2j , b := x2j′ for notational convenience.

We now focus on calculating PG′ . Note that under grouping G′, B2j and B2j′ are

independent. For j′ /∈ J≤1 to happen, it must be the case that B2j′ = 0 since the fixed

Ñ2j′ > 0. Then, by considering whether Bij or not, we have,

PG′ = (1− b)
( N1j

N−2j + Ñ2j

a+
N1j

N−2j
(1− a)

)
Then, we have,

PG′ − PG = ab
(
− N1j

N−2j + Ñ2j

+
N1j

N−2j

)
≥ 0,

since N−2j ≥ N1j , as desired.

Therefore, to upper bound Pr[i ←1 j ∧ nil ←1 j′], we can safely assume that

no group, except G on machine 1, has both jobs j and j′ simultaneously. This implies

that N−1j :=
∑

i′′∈M,i′′ 6=1Ni′′j and N−1j′ :=
∑

i′′∈M,i′′ 6=1Ni′′j′ are independent. Note that

N−1j ∼ Pois(1− x1j) and N−1j′ ∼ Pois(1− x1j′) by Observations 5.3.2 and 5.3.3. We now
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derive,

Pr[1←1 j ∧ nil←1 j
′]

= Pr[1←1 j ∧B1j ∧N1j′ = N−1j′ = 0] [1←1 j only if B1j ]

= Pr[1←1 j ∧B1j ∧N−1j′ = 0] [N1j′ = 0 if B1j , since j, j′ ∈ G on machine 1)]

= Pr[1←1 j ∧B1j ] · Pr[N−1j′ = 0]

= Pr[1←1 j | B1j ] · Pr[B1j ] · e−(1−x1j′ ) [N−1j′ ∼ Pois(1− x1j′)]

=(1− 1/e)e−(1−x1j′ )x1j [Lemma 5.3.4]

The third equation follows since N−1j′ is determined by the recommendation of groups

on machines other than 1, which don’t include j, and {Ñi′′j′}i′′∈M,i′′ 6=1 – all these are

independent of B1j and 1 ←1 j since j and j′ are not grouped together on any machines

except machine 1.

Corollary 5.3.20. For any machine i ∈ M and for any two jobs j 6= j′ ∈ G for some

G ∈ Gi, we have

Pr[i←1 j ∧ i←≥2 j
′] ≤ (1− 1/e)(1/e)exij′xijxij′ ; and

Pr[i←≥2 j ∧ i←1 j
′] ≤ (1− 1/e)(1/e)exijxijxij′ .

Proof. We show the first inequality as follows.

Pr[i←1 j ∧ i←≥2 j
′]

= Pr[i←1 j ∧ i←≥2 j
′ ∧ nil←1 j

′]

= Pr[i←≥2 j
′ | i←1 j ∧ nil←1 j

′] · Pr[i←1 j ∧ nil←1 j
′]

= Pr[i←≥1 j
′] · Pr[i←1 j ∧ nil←1 j

′]

≤xij′(1− 1/e)e−(1−x1j′ )xij ,

where the penultimate equality is due to Observation 5.3.1; and the last equality is due to

the second property and Lemma 5.3.19. The second inequality can be analogously shown

using its symmetricity to the first.

We are now ready to complete the proof of the fourth property. For any two jobs

j 6= j′ ∈ G for some G ∈ Gi, we know i ←1 j and i ←1 j
′ cannot happen simultaneously
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since Bij and Bij′ are disjoint. Therefore, by Corollaries 5.3.18 and 5.3.20, we have

Pr[i← j ∧ i← j′]

≤Pr[i←1 j ∧ i←≥2 j
′] + Pr[i←2 j ∧ i←≥1 j

′] + Pr[i←≥2 j ∧ i←≥2 j
′]

≤(1− 1/e)(1/e)(exij + exij′ )xijxij′ + (1/e2) Pr[i← j ∧ i← j′]

By rearranging terms, we have

Pr[i← j ∧ i← j′] ≤ (1− 1/e)(1/e)

1− 1/e2
(exij + exij′ )xijxij′ =

1

e+ 1
(exij + exij′ )xijxij′

This completes the proof of the fourth property.

5.4 Unrelated Machines Scheduling: Rounding Algorithm

In this section we describe how we round the optimal solution to the LP described

in Section 5.1.3. As mentioned, we will view the LP solution {xijs}i∈M,j∈J ,s as a collection

of rectangles.

Definition 5.4.1. For every xijs > 0, where i ∈ M, j ∈ J , s ≥ 0, there is a rectangle Rijs

that starts at time s and ends at time s+ pij of height xijs.

Definition 5.4.2. The height of job j ∈ J on machine i ∈M is defined as xij :=
∑

s xijs.

To apply Theorem 5.1.2, we need to group jobs on each machine, which will be

done stochastically. For every j ∈ J and i ∈M such that xij > 0, we choose τij uniformly at

random from (0, pij ]; and select one rectangle Rijs with probability
xijs
xij

as the representative

rectangle of job j on machine i, which is denoted as Rij .

We now define good jobs and bad jobs on each machine. Intuitively, a job is

good on a machine if it is scheduled a lot on the machine in the LP solution or it starts

considerably late compared its size (the starting point of the job’s representative rectangle

Rij is large compared to its size pij)—we say a job is good because if all jobs are good, then

we can obtain a better than 1.5-approximation by independent rounding.

Definition 5.4.3. Given Rij = Rijs, job j ∈ J is good on machine i ∈ M if s ≥ 1
10pij or

xij ≥ 9
100 ; otherwise, job j is bad on machine i.

Definition 5.4.4. A rectangle Rijs is good if s ≥ 1
10pij or xij ≥ 9

100 , otherwise bad.
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Note that a job j is good on machine i if its representative rectangle Rij on machine

i is good. So, job j being good or bad is stochastic.

Before grouping jobs, we shift every rectangle to the right—how much a rectangle

Rij = Rijs is shifted depends on its start time and how much j is scheduled on the machine:

Rectangle Rij = Rijs is shifted to the right by

• 0.34(s+ xijpij) if xij ≥ 9
100

• 0.34s otherwise.

We denote the starting point of Rijs after shifting as ŝ. For each job j on machine

i with Rij = Rijs and random offset τij , we set θij = ŝ + τij . We will schedule the jobs

assigned to each machine i in increasing order of their θ values on machine i.

Now to decide where to assign each job j, we use Theorem 5.1.2. To apply the

theorem we need to group jobs on each machine. To define the grouping Gi on each machine

i, fix a machine i ∈ M. We only group bad jobs on machine i – or equivalently, we create

a singleton group for each job that is not grouped together with any other jobs on the

machine. To group bad jobs on machine i, we use a set of random grid points that are

exponentially increasing. Choose a number ρ from (1/10, 1) uniformly at random. A point

in time is called a grid time if it is of the form ρ10l for some integer l. Define the k-th grid

interval, Ik := (ρ10k, ρ10k+1). Note that grid times partition the time horizon (0,∞) into

{Ik}k∈Z.

We associate job j with interval Ik on machine i if θij ∈ Ik and an independent

coin gives a head—the coin gives a head with probability u = 1/2—and we denote this

event as j  i Ik. Now consider all jobs associated with an interval Ik on machine i. If their

total height is less than 1, i.e.,
∑

j:j iIk
xij ≤ 1, we group them together and add this group

to Gi. If two jobs j and j′ are grouped together on machine i, we will denote the event as

j
i∼ j′; otherwise j

i� j′. We now use Theorem 5.1.2 to decide where to assign each job.

As mentioned above, given that every job is assigned to a machine, we order the

jobs assigned to the same machine i, in increasing order of their θij value. This completes

the description of our randomized rounding.
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5.5 Unrelated Machines Scheduling: Analysis

This section is devoted to the analysis of the randomized algorithm in Section 5.4

with the goal of proving Theorem 5.1.1.

We first remind the reader of the following fact.

Observation 5.5.1. All properties of our randomized rounding method (stated in Theo-

rem 5.1.2) hold true for any fixed value of the random variables {θij}i,j and ρ. In particular,

Pr[i ← j] = xij for any θ values of jobs and ρ value and is independent of how jobs are

grouped together on each machine and which rectangles are chosen as jobs’ representative

rectangles.

Let C̃j∗ be the completion time of a fixed job j∗ in the schedule returned by the

rounding algorithm. Using conditional expectation and the law of total expectation, we

have

E[C̃j∗ ] =
∑
i∈M

∑
s∗

Pr[i← j∗] Pr[Rij∗ = Rij∗s∗ | i← j∗] E[C̃j∗ | i← j∗, Rij∗ = Rij∗s∗ ]

=
∑
i∈M

∑
s∗
xij∗ Pr[Rij∗ = Rij∗s∗ | i← j∗] E[C̃j∗ | i← j∗, Rij∗ = Rij∗s∗ ]

As stated in Observation 5.5.1, the event i← j∗ is independent of Rij∗ = Rij∗s∗ ,

which happens with probability
xij∗s∗
xij∗

. Thus, we can simplify the above as follows.

E[C̃j∗ ] =
∑
i∈M

∑
s∗
xij∗s∗E[C̃j∗ | i← j∗, Rij∗ = Rij∗s∗ ] (5.19)

From now on, we fix machine i. Our key lemma in the analysis is the following.

Lemma 5.5.2. For each job j∗, we have∑
s∗
xij∗s∗E[C̃j∗ | i← j∗, Rij∗ = Rij∗s∗ ] ≤ 1.488

∑
s∗
xij∗s∗(s

∗ + pij∗)

Plugging this inequality into Eqn.(5.19) would immediately imply Theorem 5.1.1:

E[C̃j∗ ] ≤ 1.488
∑
i

∑
s∗
xij∗s∗(s

∗ + pij∗),

as summing E[C̃j∗ ] over all jobs multiplied by their weight gives an upper bound of our

algorithm’s expected objective by 1.488 times the LP optimum objective.

The rest of this section is devoted to proving Lemma 5.5.2. Following observations

will be useful for our analysis.
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Observation 5.5.3. For any job j∗ and any rectangle Rij∗s∗ we have

E[C̃j∗ | i← j∗, Rij∗ = Rij∗s∗ ] =

∫ pij∗

0

1

pij∗
E[C̃j∗ | i← j∗, Rij∗ = Rij∗s∗ , τij∗ = τ ] dτ

(5.20)

Proof. Recall that τij∗ is chosen from (0, pij∗ ] uniformly at random. Using conditional

expectation and the law of total expectation, we have,

E[C̃j∗ | i← j∗, Rij∗ = Rij∗s∗ ]

=

∫ pij∗

0
Pr[τij∗ = τ | i← j∗, Rij∗ = Rij∗s∗ ] E[C̃j∗ | i← j∗, Rij∗ = Rij∗s∗ , τij∗ = τ ] dτ

Note that τij∗ is independent of Rij∗ = Rij∗s∗ , and i ← j∗ is independent of these two

events as observed in Observation 5.5.1. Thus, we have Pr[τij∗ ∈ [τ, τ + dτ) | i← j∗, Rij∗ =

Rij∗s∗ ] = Pr[τij∗ ∈ [τ, τ + dτ)] = dτ
pij∗

. This completes the proof.

For the sake of analysis we define notation L̂ijs(θ) for any rectangle Rijs and ant

time point θ to be the length of part of the rectangle Rijs that appears before time θ after

shifting. Note that L̂ijs(θ) = min{θ, ŝ + pij} − ŝ if ŝ < θ, otherwise L̂ijs(θ) = 0. The next

observation measures the probability that a job j will have a smaller θ value than the fixed

job j∗ on machine i. If this event occurs, and further, both jobs are assigned to the machine

i, job j will delay job j∗.

Observation 5.5.4. For any two jobs j∗ and j on machine i, any fixed value θij∗ and any

Rijs, we have Pr[θij ≤ θij∗ | Rij = Rijs] =
L̂ijs(θij∗ )

pij
.

Proof. Since the representative rectangle of job j on machine i is fixed, the event θij =

ŝ + τij ≤ θij∗ happens iff τij ∈ (0,max{0,min{θij∗ , ŝ + pij} − ŝ}] = (0, L̂ijs(θij∗)]. Since

τij is chosen from (0, pij ] uniformly at random, the event τij ∈ (0, L̂ijs(θij∗)] occurs with

probability
L̂ijs(θij∗ )

pij
.

5.5.1 Proof of the Lemma 5.5.2

We now get back to proving our main lemma, Lemma 5.5.2. Towards that end,

we first express j∗’s expected completion times in terms of the quantities we defined. The

following lemma breaks down j∗’s expected completion time conditioned on the fixed job

j∗ being assigned to machine i, the rectangle Rij∗s∗ being selected as j∗’s representative

on machine i and the value of θi,j∗ being fixed. Note that xijs · L̂ijs(θij∗) is exactly the

volume of rectangle Rijs appearing before time θij∗ after shifting and
∑

j,s xijs · L̂ijs(θij∗)−
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∑
s xij∗s · L̂ij∗s(θij∗) is total volume of all rectangles excluding those of job j∗ appearing

before time θij∗ after shifting—this is exactly how much other jobs would delay job j∗ if we

used the standard independent rounding. The gain comes from representative rectangles

that are grouped together with the fixed Rij∗s∗ , in which jobs of such rectangles are less

likely to be assigned to the same machine i due to the strong negative correlation property.

For brevity, we may shorten Rij = Rijs simply as Rijs particularly when it is

stated in the condition of a probability or expectation. Throughout this chapter, we set

η := 2 exp(0.09)
e+1 < 0.589, which comes from the following: Recall the fourth property of

Theorem 5.1.2. For any two distinct bad jobs j and j′, as xij , xij′ < 9/100, we have

Pr[i← j ∧ i← j′ | j i∼ j′] ≤ 2 exp(0.09)
e+1 xijxij′ < 0.589xijxij′ .

Lemma 5.5.5. For any job j∗, representative rectangle Rij∗s∗ and any fixed τij∗ ∈ (0, pij∗ ],

we have,

E
[
C̃j∗

∣∣∣ i← j∗, Rij∗s∗ , τij∗
]
− pij∗

=
∑
j,s

xijs · L̂ijs(θij∗)−
∑
s

xij∗s · L̂ij∗s(θij∗)− (1− η)
∑
j 6=j∗,s

xijs · pij · Pr[eij , j
i∼ j∗ | Rijs, Rij∗s∗ , τij∗ ]

where eij denotes the event that θij ≤ θij∗.

Proof. For brevity, we omit the fixed τij∗ and representative rectangle Rij∗s∗ from the

condition. Then, we have,

E
[
C̃j∗

∣∣∣ i← j∗
]
− pij∗

=
∑

j 6=j∗,eij
Pr
[
i← j

∣∣∣ i← j∗
]
· pij

=
∑

j 6=j∗,eij ,j i�j∗
Pr
[
i← j

∣∣∣ i← j∗
]
· pij +

∑
j 6=j∗,eij ,j i∼j∗

Pr
[
i← j

∣∣∣ i← j∗
]
· pij

≤
∑

j 6=j∗,eij ,j i�j∗
xij · pij + η

∑
j 6=j∗,eij ,j i∼j∗

xij · pij

=
∑

j 6=j∗,eij
xij · pij − (1− η)

∑
j 6=j∗,eij ,j i∼j∗

xij · pij

where the inequality follows from negative and strong negative correlation properties of our

randomized rounding algorithm stated in Theorem 5.1.2.

Note that fixing the representative rectangle Rij∗s∗ and the value of τij∗ fixes the
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value of θij∗ . Then, thanks to Observation 5.5.4, the first term becomes∑
j 6=j∗,s

xij · pij · Pr[Rij = Rijs, eij ] =
∑
j 6=j∗,s

xij · pij · Pr[eij | Rijs] · Pr[Rij = Rijs]

=
∑
j 6=j∗,s

xij ·
xijs
xij
· pij ·

L̂ijs(θij∗)

pij
[Observation 5.5.4]

=
∑
j 6=j∗,s

xijs · L̂ijs(θij∗)

=
∑
j,s

xijs · L̂ijs(θij∗)−
∑
s

xij∗s · L̂ij∗s(θij∗)

The second term becomes

(1− η)
∑
j 6=j∗,s

xij · pij · Pr[Rijs, eij , j
i∼ j∗]

= (1− η)
∑
j 6=j∗,s

xij · pij · Pr[eij , j
i∼ j∗ | Rijs] · Pr[Rijs]

= (1− η)
∑
j 6=j∗,s

xijs · pij · Pr[eij , j
i∼ j∗ | Rijs]

Thus, bringing back the omitted conditions τij∗ and Rij∗s∗ to the equation, we have the

lemma.

Lemma 5.5.6. For each job j∗, and any representative rectangle Rij∗s∗, we have

E[C̃j∗ | i← j∗, Rij∗s∗ ] ≤ ŝ∗ + 1.5pij∗ −
∫ pij∗

0

1

pij∗
·
∑
s

xij∗s · L̂ij∗s(ŝ∗ + τ) dτ (5.21)

Proof. The trivial lower bound for the second negative term of the lemma 5.5.5 is zero.

Thus

E[C̃j∗ | i← j∗, Rij∗s∗ , τij∗ ] ≤ pij∗ +
∑
j,s

xijs · L̂ijs(θij∗)−
∑
s

xij∗s · L̂ij∗s(θij∗)

Note that the total volume of all rectangles appearing before time θ is at most θ. Further,∑
j,s xijs · L̂ijs(θ) is total volume of all rectangles appearing before time θ after shifting.

Since we shift rectangles to the right side, we have
∑

j,s xijs · L̂ijs(θ) ≤ θ. Thus we have

E[C̃j∗ | i← j∗, Rij∗s∗ , τij∗ ] = pij∗ + θij∗ −
∑
s

xij∗s · L̂ij∗s(θij∗)

= pij∗ + ŝ∗ + τij∗ −
∑
s

xij∗s · L̂ij∗s(θij∗)
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Thus, taking the integral on the value of τij∗ , we have,

E[C̃j∗ | i← j∗, Rij∗s∗ ] ≤ pij∗ + ŝ∗ +

∫ pij∗

0
τ · 1

pij∗
dτ −

∫ pij∗

0

(∑
s

xij∗s · L̂ij∗s(ŝ∗ + τ)
)
· 1

pij∗
dτ

≤ 1.5 · pij∗ + ŝ∗ −
∫ pij∗

0

(∑
s

xij∗s · L̂ij∗s(ŝ∗ + τ)
)
· 1

pij∗
dτ

as desired.

Lemma 5.5.7. For each job j we have∑
s∗
xij∗s∗E[C̃j∗ | i← j∗, Rij∗s∗ ] ≤ (1.5− xij∗

2
)xij∗pij∗ +

∑
s∗
xij∗s∗ ŝ

∗

Proof. Applying Lemma 5.5.6 to all rectangles {Rij∗s∗}s∗ of job j∗ on machine i, we can

say∑
s∗
xij∗s∗E[C̃j∗ | i← j∗, Rij∗s∗ ] ≤

∑
s∗
xij∗s∗

(
ŝ∗+1.5pij∗−

∫ pij∗

0

(∑
s

xij∗s·L̂ij∗s(ŝ∗+τ)
)
· 1

pij∗
dτ
)

(5.22)

Consider negative term here.∑
s∗
xij∗s∗

∫ pij∗

0

(∑
s

xij∗s · L̂ij∗s(ŝ∗ + τ)
)
· 1

pij∗
dτ

=
∑

{s∗,s}:s 6=s∗
xij∗s∗ · xij∗s

∫ pij∗

0

(
L̂ij∗s(ŝ

∗ + τ) + L̂ij∗s∗(ŝ+ τ)
)
· 1

pij∗
dτ

+
∑
s∗
x2
ij∗s∗

∫ pij∗

0
L̂ij∗s∗(ŝ

∗ + τ) · 1

pij∗
dτ (5.23)

We can show that for any two different s∗ and s we have∫ pij∗

0

(
L̂ij∗s(ŝ

∗ + τ) + L̂ij∗s∗(ŝ+ τ)
)
· 1

pij∗
dτ = pij∗ (5.24)

W.l.o.g we can assume ŝ∗ < ŝ. Consider the case that two rectangles Rij∗s∗ and Rij∗s do

not overlap after shifting. In this case, for any τ , L̂ij∗s∗(ŝ + τ) = pij∗ . Thus the equality

(5.24) holds in this case. Now consider the case that two rectangles Rij∗s∗ and Rij∗s overlap

after shifting. In this case when τ ∈ (0, ŝ− ŝ∗], L̂ij∗s(ŝ∗ + τ) = 0. When τ ∈ (ŝ− ŝ∗, pij∗ ],
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L̂ij∗s(ŝ
∗ + τ) = ŝ∗ + τ − ŝ. For any τ , L̂ij∗s∗(ŝ+ τ) = min{ŝ+ τ − ŝ∗, pij∗}. Thus we have∫ pij∗

0

(
L̂ij∗s(ŝ

∗ + τ) + L̂ij∗s∗(ŝ+ τ)
)
· 1

pij∗
dτ

=

∫ pij∗

ŝ−ŝ∗
(ŝ∗ + τ − ŝ) · 1

pij∗
dτ

+

∫ s∗+pij∗−s

0
(s+ τ − s∗) · 1

pij∗
dτ

+

∫ pij∗

s∗+pij∗−s
(pij∗) ·

1

pij∗
dτ

= pij∗

Since L̂ij∗s∗(ŝ
∗ + τ) = τ we have∫ pij∗

0
L̂ij∗s∗(ŝ

∗ + τ)
)
· 1

pij∗
dτ = pij∗/2 (5.25)

Applying Eqn.(5.24) and Eqn.(5.25) in Eqn.(5.23),the negative term of Eqn.(5.22) becomes:∑
{s∗,s}:s 6=s∗

xij∗s∗ · xij∗s · pij∗ +
∑
s∗
x2
ij∗s∗ ·

pij∗

2

=
pij∗

2

(∑
s∗
xij∗s∗

)2

=
pij∗·x2

ij∗

2

Plugging this equality in Eqn.(5.22) gives the lemma.

We now consider three cases in the following to prove Lemma 5.5.2.

When job j∗ is good on machine i because xij∗ >
9

100

The following corollary follows from Lemma 5.5.7.

Corollary 5.5.8. When job j∗ is good on i because xij∗ >
9

100 we have∑
s∗
xij∗s∗E[C̃j∗ | i← j∗, Rij∗s∗ ] ≤ 1.486

∑
s∗
xij∗s∗(s

∗ + pij∗)
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Proof.∑
s∗
xij∗s∗E[C̃j∗ | i← j∗, Rij∗s∗ ] ≤ (1.5− xij∗

2
)xij∗pij∗ +

∑
s∗
xij∗s∗ ŝ

∗

= (1.5− xij∗

2
)xij∗pij∗ +

∑
s∗
xij∗s∗(1.34s∗ + 0.34xij∗pij∗)

= (1.5− 0.16xij∗)xij∗pij∗ +
∑
s∗

1.34 · xij∗s∗ · s∗

≤ (1.5− 0.16× 0.09) · xij∗ · pij∗ + 1.34
∑
s∗
xij∗s∗ · s∗

< 1.486
∑
s∗
xij∗s∗(s

∗ + pij∗)

The second equality come from the fact that we shift Rij∗s∗ to the right side by 0.34(s∗ +

xij∗pij∗).

This gives Lemma 5.5.2 for each good job j∗ with xij∗ ≥ 9
100 . Now we focus on

proving Lemma 5.5.2 for each job j∗ with xij∗ <
9

100 in the following.

When job j∗ with xij∗ <
9

100 is good on machine i because its representative

rectangle Rij∗s∗ is good on i

The goal of this subsection is to show Lemma 5.5.2 for each job j∗ with xij∗ <
9

100

and any good representative rectangle Rij∗s∗ . Towards this end, it suffices to show the

following.

E[C̃j∗ | i← j∗, Rij∗s∗ ] ≤ ŝ∗ + 1.5pij∗ = 1.34s∗ + 1.5pij∗

= 1.486s∗ − 0.146s∗ + 1.5pij∗

≤ 1.486s∗ − 0.0146pij∗ + 1.5pij∗

≤ 1.486(s∗ + pij∗)

The first inequality is due to Lemma 5.5.6. The first equality comes from this fact as

xij∗ <
9

100 , we shift rectangle Rij∗s∗ to the right side by 0.34s∗, and the inequality follows

from 10s∗ ≥ pij∗ for any good rectangle Rij∗s∗ .

Thus, we have shown Lemma 5.5.2 for this case.
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When job j∗ is bad on machine i

In this subsection we consider the case that xij∗ <
9

100 and the representative

rectangle of job j∗ is bad on i. To show Lemma 5.5.2 for this case, we will show,

E
[
C̃j∗

∣∣∣ i← j∗, Rij∗s∗ , τij∗
]
≤ pij∗ + ŝ∗ + 0.976τij∗ (5.26)

Then, by taking the integral on the value of τij∗ , we have,

E[C̃j∗ | i← j∗, Rij∗s∗ ] ≤ pij∗ + ŝ∗ +

∫ pij∗

0
0.976τ · 1

pij∗
dτ = ŝ∗ + 1.488pij∗

Since ŝ∗ = 1.34s∗, this means we have E[C̃j∗ | i ← j∗, Rij∗s∗ ] ≤ 1.488(s∗ + pij∗),

as desired.

To prove Eqn.(5.26), we will reformat the time-indexed LP solution {xijs}ijs, so

that we have a linear combination of non-overlapping rectangles on each machine. This

view will make our analysis easier. Formally, we will define a collection Fi of subsets of

rectangles on each machine i that satisfies the following properties.

1.
∑

f∈Fi zif ≤ 1

2. A configuration f ∈ Fi is a set of disjoint rectangles; that is, for any two distinct

rectangles Rijs, Rij′s′ ∈ f , (s, s+ pij ] and (s′, s′ + pij′ ] are disjoint.

3. For each rectangle Rijs, we have
∑

f3Rijs zif = xijs.

An easy way to obtain this linear combination decomposition to replace each rect-

angle with sufficiently many copies of the same height preserving its total height. Then, it

is not difficult to see that we can group rectangles as desired. We note that we can directly

obtain this type of solution by solving a configuration LP [98].7

Now, we restate Lemma 5.5.5 using the above configuration view. As we will focus

on a fixed machine i, we may omit Fi.

Corollary 5.5.9. For any job j∗, representative rectangle Rij∗s∗ and any fixed τij∗ ∈
7The configuration LP solution is more structured than the above decomposition in that each config-

uration has at most one rectangle of each job. However, we do not need such a strong property for our
rounding.
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(0, pij∗ ], we have,

E
[
C̃j∗

∣∣∣ i← j∗, Rij∗s∗ , τij∗
]
− pij∗

=
∑
f

zif

(
L̂f (θij∗)−

∑
Rij∗s∈f

L̂ij∗s(θij∗)
)

− (1− η)
∑
f

∑
Rijs∈f :j 6=j∗

zif · pij Pr[eij , j
i∼ j∗ | Rijs, Rij∗s∗ , τij∗ ]

where L̂f (θij∗) is the total length of all rectangles in f appearing up to time θij∗ after shifting.

Proof.

E
[
C̃j∗

∣∣∣ i← j∗, Rij∗s∗ , τij∗
]
− pij∗

=
∑
j,s

xijs · L̂ijs(θij∗)−
∑
s

xij∗s · L̂ij∗s(θij∗)− (1− η)
∑
j 6=j∗,s

xijs · pij · Pr[eij , j
i∼ j∗ | Rijs, Rij∗s∗ , τij∗ ]

=
∑
f

∑
Rijs∈f

zif L̂ijs(θij∗)−
∑
f

∑
Rij∗s∈f

zif L̂ij∗s(θij∗)

− (1− η)
∑
f

∑
Rijs∈f :j 6=j∗

zif · pij Pr[eij , j
i∼ j∗ | Rijs, Rij∗s∗ , τij∗ ]

=
∑
f

zif L̂f (θij∗)−
∑
f

∑
Rij∗s∈f

zif L̂ij∗s(θij∗)

− (1− η)
∑
f

∑
Rijs∈f :j 6=j∗

zif · pij Pr[eij , j
i∼ j∗ | Rijs, Rij∗s∗ , τij∗ ]

=
∑
f

zif

(
L̂f (θij∗)−

∑
Rij∗s∈f

L̂ij∗s(θij∗)
)

− (1− η)
∑
f

∑
Rijs∈f :j 6=j∗

zif · pij Pr[eij , j
i∼ j∗ | Rijs, Rij∗s∗ , τij∗ ]

We defineDf as the contribution of each configuration f to E
[
C̃j∗

∣∣∣ i← j∗, Rij∗s∗ , τij∗
]

as following.

Df = zif

(
L̂f (θij∗)−

∑
Rij∗s∈f

L̂ij∗s(θij∗)−(1−η)
∑

Rijs∈f :j 6=j∗
pij ·Pr[eij , j

i∼ j∗ | Rijs, Rij∗s∗ , τij∗ ]
)

With this definition, we can say,

E
[
C̃j∗

∣∣∣ i← j∗, Rij∗s∗ , τij∗
]

= pij∗ +
∑
f

Df (5.27)
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Since
∑

f zif = 1 and 0.976θij∗ ≤ ŝ∗ + 0.976τij∗ , if we show that

Df ≤ zif (0.976θij∗) for all configurations f, (5.28)

then we can prove Eqn. (5.26), and consequently we can get Lemma 5.5.2 for a bad job j∗.

Henceforth, the goal of our analysis is to show Eqn. (5.28). As mentioned there

is a random variable ρ in our algorithm that affects grid points, and therefore, affects the

grouping of bad jobs on each machine. Thus, for each f , Rijs, Rij∗s ∈ f , where j 6= j∗,

the probability Pr[eij , j
i∼ j∗ | Rijs, Rij∗s∗ , τij∗ ] in Df depends on the value of ρ. As ρ is

sampled from ( 1
10 , 1] uniformly at random, applying marginal probability and then Bayes’

rule, we have

Df = zif

(
L̂f (θij∗)−

∑
Rij∗s∈f

L̂ij∗s(θij∗)−(1−η)
∑

Rijs∈f :j 6=j∗
pij ·
∫ 1

1
10

10

9
Pr[eij , j

i∼ j∗ | Rijs, Rij∗s∗ , τij∗ , ρ] dρ
)

(5.29)

Let I ∈ {Ik} be the interval containing θij∗ and g be the starting point of this

interval. Note that the rectangle Rij∗s∗ is associated with I with probability u = 1/2. It is

worth mentioning that, when θij∗ is fixed, fixing ρ determines I, and therefore, g as well.

We first show that g is considerably smaller than θij∗ in expectation. Note that for any ρ

value, g > 0.1θij∗ .

Lemma 5.5.10. For any value of θij∗, E[g] ≤ 11
20θij∗.

Proof. Let k be an integer such that 10k ≤ θij∗ < 10k+1. Let α be such that θij∗ = α10k+1.

Note that by definition of θij∗ and α, we have 1
10 ≤ α < 1. Since ρ is sampled from ( 1

10 , 1)

uniformly at random, the interval including θij∗ must be either Ik = (ρ10k, ρ10k+1) or

Ik+1 = (ρ10k+1, ρ10k+2). Precisely, we have g = ρ10k+1 when ρ ≤ α, otherwise g = ρ10k.

Therefore, we derive,

E[g] =
10

9

∫ α

1
10

ρ · 10k+1 dρ+

∫ 1

α
ρ · 10k dρ = 10k+1(

α2

2
+

1

20
) ≤ 10k+1 11

20
α =

11

20
θij∗

The inequality follows from the fact that α2

2 + 1
20 ≤ 11

20α when 1
10 ≤ α < 1. The last equality

is immediate from the definition of θij∗ .

The following observation will be useful in our analysis.

Observation 5.5.11. For any configuration f and value θ′ ≤ θij∗, such that no rectangle

Rij′s′ in f includes θ′, i.e. θ′ /∈ (s′, s′+ pij′) we have L̂f (θij∗) ≤ θij∗ −min(0.34θ′, θij∗ − θ′).
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Proof. Since θ′ is not contained in the interior of any rectangle in f , a rectangle in f is

either to the left or to the right of θ′. The rectangles in f after θ′ will be shifted to the right

side by at least 0.34θ′. When 0.34θ′ > θij∗ − θ′, all rectangles after θ′ in f will be shifted to

the right side of θij∗ . Thus L̂f (θij∗) ≤ θ′. When 0.34θ′ < θij∗ − θ′, the rectangles in f from

θij∗ − 0.34θ′ to θij∗ will be shifted to the right side of θij∗ . Thus L̂f (θij∗) ≤ θij∗ − 0.34θ′.

Combining two cases gives the observation.

Consider the the interval H = (0.1θij∗ , 0.97θij∗ ]. We upper bound Df by consid-

ering three cases.

Case 1: The interval H is not a sub-interval of any rectangle (more precisely, the in-

terval defined by the rectangle’s starting and ending times) in f . In this case there is

θ′ ∈ H that is not interior of any rectangle in f . By observation 5.5.11, L̂f (θij∗) ≤ θij∗ −
min{0.03θij∗ , 0.34θ′} ≤ θij∗−min{0.03θij∗ , 0.34×0.1θij∗} ≤ 0.97θij∗ . Thus Df ≤ zif0.97θij∗

Case 2: The interval H is a sub-interval of a good rectangle Rijs ∈ f . We first observe that

the rectangle Rijs is shifted to the right side by at least 0.03θij∗ . If xij ≥ 9
100 , the rectangle

Rijs is shifted to the right side by at least 0.34(s+ 0.09pij) ≥ 0.34(0.09(s+ pij)) > 0.03θij∗ .

When xij <
9

100 , Rijs is good because s > 1
10pij . In this case Rijs is shifted to the right side

by 0.34s ≥ 0.34(0.09s+ 0.91s) ≥ 0.34× 0.09(s+ pij) > 0.03θij∗ . As s+ 0.03θij∗ < θij∗ , this

means the total length of rectangles in f up to time θij∗ decreases by at least 0.03θij∗ due

to the shifting. Thus, we have Df ≤ zif0.97θij∗ .

Case 3: The interval H is a sub-interval of a bad rectangle Rijs ∈ f . This is the case

where we utilize strong negative correlations.

Pr[eij , j
i∼ j∗ | Rijs, Rij∗s∗ , τij∗ , ρ]

= Pr[eij , θij ∈ I, j  i I, j
∗  i I,

∑
j′ iI

xij′ ≤ 1 for I s.t. θij∗ ∈ I | Rijs, Rij∗s∗ , τij∗ , ρ]

= Pr[g < θij < min{θij∗ , ŝ+ pij} | Rijs, Rij∗s∗ , τij∗ , ρ]

· Pr[j  i I | eij , θij ∈ I,Rijs, Rij∗s∗ , τij∗ , ρ]

· Pr[j∗  i I | j  i I, eij , θij ∈ I,Rijs, Rij∗s∗ , τij∗ , ρ]

· Pr[
∑
j′ iI

xij′ ≤ 1 | j∗  i I, j  i I, eij , θij ∈ I,Rijs, Rij∗s∗ , τij∗ , ρ]

≥max{min{θij∗ , ŝ+ pij} − g, 0}
pij

· u · u · Pr[
∑

j′ 6=j,j∗ iI
xij′ ≤ 0.82]
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Note that in the above equations, I is a grid interval including θij∗ . Thus, fixing

Rij∗s∗ and τij∗ means fixing I and its starting point g. In the third equation, the first

probability is for the event eij and θij ∈ I. The second and third probabilities are for the

events that j and j∗ are associated with I respectively, conditioned on their θ values being

in I – they are both u = 1/2. The last probability is lower bounded by the probability that

the total height of jobs, other than j, j∗, assigned to I is at most 0.82, as only bad jobs are

associated with I, meaning xij , xij∗ ≤ 9/100.

To keep the flow of the analysis, we defer the proof of the following lemma to the

subsequent section.

Lemma 5.5.12. Pr[
∑

j′ 6=j,j∗ iI xij′ ≤ 0.82] ≥ 0.5317.

Assuming Lemma 5.5.12 holds true, we can complete our analysis. We have

Pr[eij , j
i∼ j∗ | Rijs, Rij∗s∗ , τij∗ , ρ] > 0.1323 · max{min{θij∗ , ŝ+ pij} − g, 0}

pij

Applying the above inequality to Eqn. (5.29) we have.

Df ≤ zif
(
L̂f (θij∗)−

∑
Rij∗s∈f

L̂ij∗s(θij∗)− (1− η)

∫ 1

1
10

10

9
· 0.1323 · (max{min{θij∗ , ŝ+ pij} − g, 0}) dρ

)
≤ zif

(
L̂f (θij∗)−

∑
Rij∗s∈f

L̂ij∗s(θij∗)− (1− η)

∫ 1

1
10

10

9
· 0.1323 · (min{θij∗ , ŝ+ pij} − g) dρ

)
≤ zif

(
L̂f (θij∗)− 0.1323 · (1− η) ·

(
min{θij∗ , ŝ+ pij} − E[g]

))
≤ zif

(
L̂f (θij∗)− 0.1323 · (1− η) ·

(
min{θij∗ , s+ pij} − E[g]

))
The last inequalities come from the fact min{θij∗ , ŝ+pij} ≥ min{θij∗ , s+pij} and Lemma 5.5.10.

We observe that L̂f (θij∗) is also upper bounded by min{θij∗ , s + pij}. To see this, assume

s+ pij < θij∗ since otherwise this claim is immediate from the definition of L̂f (θij∗). Note

that all rectangles in f starting at time s + pij or later are shifted to the right by at least

0.34(s + pij) ≥ 0.34 ∗ 0.97θij∗ . Since s + pij ≥ 0.97θij∗ , this means all those rectangles are

shifted to the right side of θij∗ . Thus, we have the claim. Thus, we have,

Df ≤ zif
(

(1− 0.1323 · (1− η)) ·min{θij∗ , s+ pij}+ 0.1323 · (1− η) · 11

20
· θij∗

)
≤ zif

(
(1− 0.1323 · (1− η) + 0.1323 · (1− η) · 11

20
)θij∗

)
Having η < 0.589, we can say Df ≤ zif · 0.976 θij∗ .
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Proof of Lemma 5.5.12

It now remains to prove Lemma 5.5.12.

Lemma 5.5.13. For any configuration f on machine i and any grid interval I, we have∑
Rijs∈f :Rijs is bad on i

|I ∩ (ŝ, ŝ+ pij ]|
pij

≤ 1

Proof. Fix a machine i. We first show that at most two bad rectangles from the same

configuration f , after shifting, can overlap with a fixed grid interval I on a fixed machine

i. To streamline our analysis, by scaling all time points uniformly, we assume wlog that

I = (1/10, 1). For the sake of contradiction, say there are more than two bad rectangles

from f overlapping with I after shifting. Suppose R̂ij′s′ is the last bad rectangle overlapping

with I and R̂ijs is the second to the last bad rectangle overlapping with I. Here we use R̂

to denote the rectangle R after shifting.

The proof idea is to show that even if R̂ij′s′ barely overlaps with I, the second

to the last rectangle R̂ijs must start before I. So, we can assume ŝ′ = 1. For notational

convenience, let p := pij and p′ := pij′ . As Rij′s′ is bad, we know ŝ′ = 1.34s′. From the

observation that the two rectangles do not overlap and their relative order doesn’t change

by the shifting, we have s′ ≥ s+ p. Since Rijs is bad, we have s ≤ (1/10)p. Therefore, we

have 1 = 1.34s′ ≥ 1.34(s+ p) ≥ 1.34(11s) = 14.75s. Thus, we have ŝ = 1.34s ≤ 1/11. This

means R̂ijs starts before I does. This, R̂ijs is the first bad rectangle from f overlapping

with I, a contradiction.

From the above argument, it is straightforward to see that if the first bad rectangle

overlapping with I is fully contained in I, then it is the only bad rectangle from f overlapping

with I. In this case, the summation is exactly one. To see this is in fact the maximum of

the summation, fix two adjacent bad rectangles R̂ijs and R̂ij′s′ from the same configuration,

move I to the left or to the right. Since p′ > p from the above argument, it is easy to see

that when we increase R̂ij′s′ ’s overlap with I by one unit and decrease R̂ijs’s overlap with

I by one unit, the summation decreases. This implies the summation is at most one, as

desired.

Lemma 5.5.14. For any machine, the expected total height of jobs associated with a grid

interval I on the machine is at most u.
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Proof. We have

E[
∑
j iI

xij ] =
∑
j

xij Pr[j  i I]

=
∑
j

xij
∑

s:Rijs is bad on i

xijs
xij

Pr[j  i I | Rijs]

=
∑
j

xij
∑

s:Rijs is bad on i

xijs
xij
· u · |I ∩ (ŝ, ŝ+ pij ]|

pij

= u
∑
f

∑
Rijs∈f :Rijs is bad on i

zif ·
|I ∩ (ŝ, ŝ+ pij ]|

pij

≤ u
∑
f

zif (Lemma 5.5.13)

≤ u

The third equality follows since j is associated with I when θij ∈ I, which occurs with

probability
|I∩(ŝ,ŝ+pij ]|

pij
conditioned on Rij = Rijs, and an independent fair coin (u = 1/2)

gives a head.

To prove Lemma 5.5.12, we use the following well-known concentration inequality.

Theorem 5.5.15 (Theorem 2.3 of [87]). Let Z be the sum of n independent random vari-

ables where each random variable takes value in [0,K]. Let µ = E[Z]. Then for any

λ ∈ [0, 1], we have

Pr
[
Z ≥ (1 + λ)µ

]
≤ e−λ2µ/3K .

Let Zj′ denote the indicator variable for the event j′  i I. Then, we know

E[Z :=
∑

j′ 6=j,j∗ xij′Zj′ ] ≤ u = 1/2. Note that xij′Zj′ ≤ 9/100, as j′ is associated with

interval I only when it is bad on machine i; thus, we can set K = 9/100. Further, {Zj′}j′ 6=j,j∗
are independent from one another. Therefore, by setting λ = 0.64, we obtain,

Pr[
∑

j′ 6=j,j∗ iI
xij′ ≤ 0.82] = 1− Pr[

∑
j′ 6=j,j∗ iI

xij′ ≥ 0.82]

≥1− exp(−0.642 · 0.5/(3 ∗ 0.09)) > 0.5317.

This completes the proof of Lemma 5.5.12.



References

[1] Foto Afrati, Evripidis Bampis, Chandra Chekuri, David Karger, Claire Kenyon, San-

jeev Khanna, Ionnis Milis, Maurice Queyranne, Martin Skutella, Cliff Stein, et al.

Approximation schemes for minimizing average weighted completion time with re-

lease dates. In Foundations of Computer Science, 1999. 40th Annual Symposium on,

pages 32–43. IEEE, 1999.

[2] Alexander A Ageev and Maxim I Sviridenko. Approximation algorithms for maximum

coverage and max cut with given sizes of parts. In International Conference on Integer

Programming and Combinatorial Optimization, pages 17–30. Springer, 1999.

[3] Saba Ahmadi, Samir Khuller, Manish Purohit, and Sheng Yang. On scheduling

coflows. In IPCO, pages 13–24. Springer, 2017.

[4] Susanne Albers. Energy-efficient algorithms. Commun. ACM, 53(5):86–96, 2010.

[5] Susanne Albers, Antonios Antoniadis, and Gero Greiner. On multi-processor speed

scaling with migration. In Proceedings of the twenty-third annual ACM symposium

on Parallelism in algorithms and architectures, pages 279–288. ACM, 2011.

[6] Ganesh Ananthanarayanan, Michael Chien-Chun Hung, Xiaoqi Ren, Ion Stoica,

Adam Wierman, and Minlan Yu. Grass: Trimming stragglers in approximation ana-

lytics. In Proc. of NSDI, 2014.

[7] Eric Angel, Evripidis Bampis, and Vincent Chau. Throughput maximization in the

speed-scaling setting. arXiv preprint arXiv:1309.1732, 2013.

[8] Eric Angel, Evripidis Bampis, Fadi Kacem, and Dimitrios Letsios. Speed scaling

on parallel processors with migration. In Euro-Par 2012 Parallel Processing, pages

128–140. Springer, 2012.

108



109

[9] Antonios Antoniadis and Chien-Chung Huang. Non-preemptive speed scaling. J. of

Scheduling, 16(4):385–394, August 2013.

[10] Sanjeev Arora, Alan Frieze, and Haim Kaplan. A new rounding procedure for the

assignment problem with applications to dense graph arrangement problems. In Pro-

ceedings of 37th Conference on Foundations of Computer Science, pages 21–30. IEEE,

1996.

[11] Arash Asadpour, Uriel Feige, and Amin Saberi. Santa claus meets hypergraph match-

ings. In Approximation, Randomization and Combinatorial Optimization. Algorithms

and Techniques, pages 10–20. Springer, 2008.

[12] Arash Asadpour and Amin Saberi. An approximation algorithm for max-min fair

allocation of indivisible goods. SIAM Journal on Computing, 39(7):2970–2989, 2010.

[13] Yossi Azar and Amir Epstein. Convex programming for scheduling unrelated parallel

machines. In Proceedings of the thirty-seventh annual ACM symposium on Theory of

computing, pages 331–337. ACM, 2005.

[14] Evripidis Bampis, Alexander Kononov, Dimitrios Letsios, Giorgio Lucarelli, and

Maxim Sviridenko. Energy efficient scheduling and routing via randomized round-

ing. In FSTTCS, pages 449–460, 2013.

[15] Evripidis Bampis, Dimitrios Letsios, and Giorgio Lucarelli. Green scheduling, flows

and matchings. In Algorithms and Computation, pages 106–115. Springer, 2012.

[16] Evripidis Bampis, Dimitrios Letsios, and Giorgio Lucarelli. Speed-scaling with no

preemptions. In Algorithms and Computation, pages 259–269. Springer, 2014.

[17] N. Bansal, Ho-Leung Chan, R. Khandekar, K. Pruhs, B. Schieber, and C. Stein.

Non-preemptive min-sum scheduling with resource augmentation. In Proceedings of

the 48th Annual IEEE Symposium on the Foundations of Computer Science (FOCS),

pages 614–624, 2007.

[18] Nikhil Bansal and Janardhan Kulkarni. Minimizing flow-time on unrelated machines.

In Proceedings of the Forty-Seventh Annual ACM on Symposium on Theory of Com-

puting, STOC 2015, Portland, OR, USA, June 14-17, 2015, pages 851–860, 2015.

[19] Nikhil Bansal, Aravind Srinivasan, and Ola Svensson. Lift-and-round to improve

weighted completion time on unrelated machines. In Proceedings of the 48th Annual



110

ACM SIGACT Symposium on Theory of Computing, STOC 2016, Cambridge, MA,

USA, June 18-21, 2016, pages 156–167, 2016.

[20] Nikhil Bansal and Maxim Sviridenko. The santa claus problem. In Proceedings of the

thirty-eighth annual ACM symposium on Theory of computing, pages 31–40. ACM,

2006.

[21] Amotz Bar-Noy, Sudipto Guha, Yoav Katz, Joseph (Seffi) Naor, Baruch Schieber, and

Hadas Shachnai. Throughput maximization of real-time scheduling with batching.

ACM Trans. Algorithms, 5(2):18:1–18:17, March 2009.

[22] Amotz Bar-Noy, Sudipto Guha, Joseph Naor, and Baruch Schieber. Approximating

the throughput of multiple machines in real-time scheduling. SIAM J. Comput.,

31(2):331–352, 2001.

[23] Brad D Bingham and Mark R Greenstreet. Energy optimal scheduling on multi-

processors with migration. In Parallel and Distributed Processing with Applications,

2008. ISPA’08. International Symposium on, pages 153–161. IEEE, 2008.

[24] Allan Borodin and Ran El-Yaniv. Online computation and competitive analysis. cam-

bridge university press, 2005.

[25] Efim M Bronstein. Approximation of convex sets by polytopes. Journal of Mathe-

matical Sciences, 153(6):727–762, 2008.

[26] James Bruno, Edward G Coffman Jr, and Ravi Sethi. Scheduling independent tasks

to reduce mean finishing time. Communications of the ACM, 17(7):382–387, 1974.

[27] Deeparnab Chakrabarty, Julia Chuzhoy, and Sanjeev Khanna. On allocating goods

to maximize fairness. In Foundations of Computer Science, 2009. FOCS’09. 50th

Annual IEEE Symposium on, pages 107–116. IEEE, 2009.

[28] Jessica Chang, Thomas Erlebach, Renars Gailis, and Samir Khuller. Broadcast

scheduling: Algorithms and complexity. ACM Trans. Algorithms, 7(4):47, 2011.

[29] Chandra Chekuri, Avigdor Gal, Sungjin Im, Samir Khuller, Jian Li, Richard Matthew

McCutchen, Benjamin Moseley, and Louiqa Raschid. New models and algorithms for

throughput maximization in broadcast scheduling. In WAOA, volume 10, pages 71–82.

Springer, 2010.



111

[30] Chandra Chekuri, Sungjin Im, and Benjamin Moseley. Online scheduling to minimize

maximum response time and maximum delay factor. Theory of Computing, 8(1):165–

195, 2012.

[31] Chandra Chekuri and Sanjeev Khanna. A ptas for minimizing weighted completion

time on uniformly related machines. In International Colloquium on Automata, Lan-

guages, and Programming, pages 848–861. Springer, 2001.

[32] Chandra Chekuri and Sanjeev Khanna. Approximation algorithms for minimizing

average weighted completion time. 2004.
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scheduling unrelated parallel machines. Mathematical programming, 46(1-3):259–271,

1990.

[79] Minming Li, Becky Jie Liu, and Frances F Yao. Min-energy voltage allocation for

tree-structured tasks. Journal of Combinatorial Optimization, 11(3):305–319, 2006.

[80] Minming Li, Andrew C Yao, and Frances F Yao. Discrete and continuous min-energy

schedules for variable voltage processors. Proceedings of the National Academy of

Sciences of the United States of America, 103(11):3983–3987, 2006.

[81] Shi Li. Scheduling to minimize total weighted completion time via time-indexed linear

programming relaxations. arXiv preprint arXiv:1707.08039, 2017.

[82] Shi Li. Scheduling to minimize total weighted completion time via time-indexed

linear programming relaxations. In 58th IEEE Annual Symposium on Foundations

of Computer Science, FOCS 2017, Berkeley, CA, USA, October 15-17, 2017, pages

283–294, 2017.



116

[83] Brendan Lucier, Ishai Menache, Joseph Seffi Naor, and Jonathan Yaniv. Efficient

online scheduling for deadline-sensitive jobs. In ACM SPAA, pages 305–314, 2013.

[84] S. Luo, H. Yu, Y. Zhao, S. Wang, S. Yu, and L. Li. Towards practical and near-

optimal coflow scheduling for data center networks. IEEE Trans. Parallel Distrib.

Syst., PP(99):1–1, 2016.

[85] Siva Theja Maguluri and R Srikant. Scheduling jobs with unknown duration in clouds.

IEEE/ACM Transactions on Networking (TON), 22(6):1938–1951, 2014.

[86] John Markoff and Steve Lohr. Intel’s huge bet turns iffy, new york times, september

29, 2002.

[87] Colin McDiarmid. Concentration, probabilistic methods for algorithmic discrete

mathematics, 195–248. Algorithms Combin, 16, 1998.

[88] George L Nemhauser, Laurence A Wolsey, and Marshall L Fisher. An analysis of ap-

proximations for maximizing submodular set functions?i. Mathematical Programming,

14(1):265–294, 1978.

[89] Prabhakar Raghavan. Probabilistic construction of deterministic algorithms: Approx-

imating packing integer programs. J. Comput. Syst. Sci., 37(2):130–143, 1988.

[90] Alexander Schrijver. Combinatorial optimization: polyhedra and efficiency. Springer-

Verlag, Berlin, 2003.

[91] Andreas S Schulz and Martin Skutella. Scheduling unrelated machines by randomized

rounding. SIAM Journal on Discrete Mathematics, 15(4):450–469, 2002.

[92] Petra Schuurman and Gerhard J Woeginger. Polynomial time approximation algo-

rithms for machine scheduling: Ten open problems. Journal of Scheduling, 2(5):203–

213, 1999.

[93] Jay Sethuraman and Mark S Squillante. Optimal scheduling of multiclass parallel

machines. In SODA, pages 963–964, 1999.

[94] Martin Skutella. Convex quadratic and semidefinite programming relaxations in

scheduling. J. ACM, 48(2):206–242, March 2001.



117

[95] Martin Skutella and Gerhard J Woeginger. A ptas for minimizing the total weighted

completion time on identical parallel machines. Mathematics of Operations Research,

25(1):63–75, 2000.

[96] Wayne E Smith. Various optimizers for single-stage production. Naval Research

Logistics (NRL), 3(1-2):59–66, 1956.

[97] Ola Svensson. Santa claus schedules jobs on unrelated machines. SIAM Journal on

Computing, 41(5):1318–1341, 2012.

[98] Maxim Sviridenko and Andreas Wiese. Approximating the configuration-lp for mini-

mizing weighted sum of completion times on unrelated machines. In Integer Program-

ming and Combinatorial Optimization, pages 387–398. Springer, 2013.

[99] Frances Yao, Alan Demers, and Scott Shenker. A scheduling model for reduced cpu

energy. In Foundations of Computer Science, 1995. Proceedings., 36th Annual Sym-

posium on, pages 374–382. IEEE, 1995.

[100] Matei Zaharia, Mosharaf Chowdhury, Michael J Franklin, Scott Shenker, and Ion

Stoica. Spark: Cluster computing with working sets. HotCloud, 10(10-10):95, 2010.

[101] Seyed Majid Zahedi and Benjamin C Lee. Ref: Resource elasticity fairness with

sharing incentives for multiprocessors. ACM SIGARCH Computer Architecture News,

42(1):145–160, 2014.

[102] Yangming Zhao, Kai Chen, Wei Bai, Minlan Yu, Chen Tian, Yanhui Geng, Yiming

Zhang, Dan Li, and Sheng Wang. Rapier: Integrating routing and scheduling for

coflow-aware data center networks. In INFOCOM, pages 424–432. IEEE, 2015.

[103] Yousi Zheng, Bo Ji, Ness Shroff, and Prasun Sinha. Forget the deadline: Scheduling

interactive applications in data centers. In CLOUD, pages 293–300. IEEE, 2015.

[104] Zizhan Zheng and Ness B Shroff. Online multi-resource allocation for deadline sensi-

tive jobs with partial values in the cloud. In INFOCOM, pages 1–9. IEEE, 2016.


	Signature Page
	Table of Contents
	List of Figures
	Acknowledgements
	Vita and Publications
	Abstract
	Introduction
	Analysis Framework
	Approximation Ratio
	Competitive Ratio

	Problems Definition and Overview of Contributions
	Speed Scaling Setting
	Co-flow Setting 
	Batch Scheduling Setting 
	Unrelated Machines Setting 

	Dissertation Outline

	A QPTAS for Non-preemptive Speed-scaling
	Introduction
	Our Result
	Overview of Our Algorithm and Analysis
	Other Related Work

	Formal Problem Definition and Notation
	Algorithm
	Simplifying Assumptions
	Preprocessing
	Reduction to Finding a Set of Scheduling Intervals
	Dynamic Programming
	Removing the Simplifying Assumptions


	Online Partial Throughput Maximization for Multidimensional Coflow
	Introduction
	Our Scheduling Model
	Our Contributions

	Formal Problem Definition
	Applications

	Other Related Work
	Our Algorithm and Theoretical Results
	Myopic Concurrent Algorithms
	Analysis


	Minimizing the Maximum Flow Time in Batch Scheduling
	Introduction
	Our Result
	Overview of our Approach
	Related Work
	Notation and Organization

	Case opt= O (1 / 3) logT
	Warm-up: opt= O(1)
	Warm-up: B:= maxp Bp = O(1)
	General Case under Capacity Augmentation
	General Case under Speed Augmentation

	Case opt(1 / 3) logT

	Weighted Completion Time Minimization for Unrelated Machines via Iterative Fair Contention Resolution
	Introduction
	Our Results
	Our Techniques
	Applying Theorem 5.1.2 to the Scheduling Problem
	Other Related Work
	Organization

	Rounding Procedure Yielding Strong Negative Correlations
	Preliminaries
	Rounding Algorithm

	Proof of Theorem 5.1.2
	First and Second Properties and Running Time
	Third Property
	Fourth Property

	Unrelated Machines Scheduling: Rounding Algorithm
	Unrelated Machines Scheduling: Analysis
	Proof of the Lemma 5.5.2


	References



