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Abstract

Design Techniques for Specialized Short-Vector Machines

by

Daniel Grubb

Doctor of Philosophy in Engineering - Electrical Engineering and Computer Sciences

University of California, Berkeley

Professor Borivoje Nikolić, Chair

Systems-on-chip (SoCs) for mobile devices need flexible yet energy efficient processing capa-
bilities in order to target evolving multimedia and embedded machine-learning applications
while coping with constrained device battery life. Digital signal processors (DSPs) are fre-
quently integrated into these SoCs under a wide variety of physical constraints to fill this
role. DSPs have evolved significantly over the last four decades, but have always had the
goal of providing programmable, domain-specialized computation in constrained deploy-
ments, guided by trends in silicon design and the important applications of the day. The
emergence of modern scalable vector ISAs, such as the RISC-V “V” vector extension (RVV),
presents the opportunity to design DSPs by building on a scalable, efficient vector machine
template.

This thesis presents techniques for designing and implementing domain-specialized short-
vector machines, suitable for deployment as DSPs in mobile SoCs. First, this thesis dis-
cusses a generator for baseline short-vector machines implementing the RVV 1.0 specifica-
tion, including quantitative performance, power, and area (PPA) results and a qualitative
comparison to other DSP core paradigms. This thesis presents techniques for specializing
short-vector machines for mobile multimedia workloads to enhance their efficiency and en-
able new PPA trade-offs, including the design of novel vector instructions that compose
neatly with the baseline vector machine. This thesis presents contributions to Hammer, a
reusable physical design framework, as a means for rapidly evaluating and implementing
these designs. Finally, this thesis presents Cygnus, a 1GHz heterogeneous octa-core RISC-V
vector processor for digital signal processing. Cygnus demonstrates the silicon implementa-
tion of instances of the short-vector machine generator described in this thesis organized in
a big/little architecture. Cygnus achieves over 90% datapath utilization on matrix multipli-
cation and convolution kernels, and 414 GOPS/W and 109 GFLOPS/W on INT8 and FP32
matrix multiplication kernels, respectively.
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Chapter 1

Introduction

Mobile devices, such as smartphones, laptops, and wearables, owe their tremendous function-
ality and battery life in no small part to the performance and efficiency of their underlying
systems-on-chip (SoCs). Mobile SoCs are naturally heterogeneous given the breadth of their
use, integrating blocks across the programmability continuum, from high-performance CPUs
to largely fixed-function datapaths for video and audio codecs. Some of the most important
functionality of mobile devices is how they interface with the user and the outside world.
Cameras, speakers, microphones, radio transceivers, displays, and more all generate signals,
which must be processed. This processing encompasses application domains such as com-
puter vision, computational photography, digital signal processing, and embedded machine
learning. These workloads tend to be highly data-parallel, making them good targets for
acceleration. However, these workloads are also highly varied and fast evolving, demanding
processing flexibility to ensure that devices can target new applications efficiently. Digital
signal processors (DSPs) often fill this role, providing a balance between programmability
and efficiency. Mobile SoCs often integrate DSPs across a variety of design points, from large,
highly performant cores down to small, highly constrained cores. Domain- or application-
specific accelerators have been hailed as the solution to the challenges in SoC design stemming
from troubling scaling trends in deeply scaled CMOS processes. Surely, they are a critical
part of the solution, but they often lack the processing flexibility required in the mobile SoC
context to obviate the need for DSPs.

Originally built largely as real-time filtering machines, DSPs have evolved tremendously
over the last four decades to target applications in computer vision, audio, communications,
machine learning, and more. In the mobile SoC context, energy efficiency is often of the
highest concern given the need for ever-increasing functionality and the constraints of battery
life. To improve their energy efficiency, DSP cores are extended with domain-specialized
features like specialized vector instructions. In fact, the design of DSP cores has always
been guided by the computational characteristics of their target application domains. Since
a given mobile SoC may deploy a multitude of DSP cores across different design points,
designing a scalable machine that can be parameterized to meet various PPA constraints
while retaining a common programming model is advantageous. This is made even more
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important by the high costs of SoC design and software. Furthermore, these DSP cores
are often targeted by low-level performance programmers to squeeze out the best possible
performance and energy efficiency for a given application. Designing DSP cores that reduce
the burden of meticulous static scheduling and promote kernel performance portability can
improve programmer productivity and provide other design savings.

To design energy efficient, domain-specialized DSP cores, optimizations must be applied
across the stack, from co-designing important algorithms with the instruction set down to
the gate-level implementation. This thesis focuses on the design of these specialized DSP
cores, beginning with the design of a short-vector machine generator that implements a
modern scalable vector ISA. This thesis then outlines design techniques for specializing
these cores to improve their energy efficiency for mobile multimedia applications. Finally,
this thesis presents contributions to a reusable physical design framework suitable for rapid
design evaluation and implementation, building to the tapeout of a chip that leveraged this
framework and integrated a number of the aforementioned DSP cores.

Some of the content in this thesis is adapted from the following publications, with per-
mission from their co-authors: “Instruction Scheduling in the Saturn Vector Unit” [131],
“The Saturn Microarchitecture Manual” [132], “Hammer: A Modular and Reusable Phys-
ical Design Flow Tool” [72], “Cygnus: A 1 GHz Heterogeneous Octa-Core RISC-V Vector
Processor for DSP” [59].

Chapter 2 provides salient background for this thesis, beginning with a discussion of
mobile SoCs, mobile multimedia applications, and common multimedia processing blocks.
This contextualizes the role that DSP cores play in mobile SoCs and points out the important
common characteristics of mobile multimedia workloads that can be leveraged for designing
efficient hardware. This is followed by a brief history of DSP cores and a discussion of their
important components and common design paradigms. Finally, modern scalable vector ISAs
are introduced, including the RISC-V “V” vector extension (RVV), which will be the baseline
ISA leveraged by other parts of this thesis.

Chapter 3 discusses the design of a baseline short-vector machine generator. It begins
by qualitatively comparing short-vector machines against the dominant DSP core paradigms
of today, namely VLIW and narrow RISC machines, each typically integrating P-SIMD ex-
tensions of some form. This is followed by a discussion on Saturn, a parameterized Chisel
generator for RVV 1.0 vector units, suitable for integration into mobile SoCs. Saturn demon-
strates the advantages of short-vector machines in the DSP core context. Importantly, it
shows the use of efficient hardware sequencing mechanisms and a decoupled access-execute-
type architecture to achieve high datapath and memory resource utilizations on both small
and large problem sizes, rather than a reliance on extensive static scheduling and high in-
struction throughput. Saturn-based designs serve as our baseline template for designing
specialized short-vector machines.

Chapter 4 focuses on design techniques for improving the PPA characteristics of short-
vector machines for mobile multimedia workloads. Examining the PPA results of differently
parameterized Saturn instances in Chapter 3, we find that the PPA design space is quite
coarse: large changes in performance require large changes in power and area. By design-
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ing cost-effective and flexible domain-specialized features, we can significantly improve the
efficiency of short-vector machines and enable a finer-grained design space. Chapter 4 then
presents a set of specialized vector instructions that improve our baseline’s performance
and energy efficiency by more naturally capturing the dataflow of the target computation;
enabling the integration of additional functional units; amortizing the overall costs of in-
struction fetch, decode, and sequencing; and reducing the movement of data in and out of
the vector register file. A particular focus is placed on multidimensional kernels important in
mobile multimedia workloads, such as convolutions and matrix multiplications. PPA results
for select instructions integrated into Saturn are presented.

Chapter 5 centers on how short-vector machines can be rapidly evaluated and imple-
mented. Physical design methodologies that enable design reuse can improve the design
space exploration process, potentially resulting in more efficient silicon implementations and
reduced design times. The first part of Chapter 5 presents contributions to Hammer, a
reusable physical design framework. An empirical study shows that Hammer enabled signif-
icant design flow reuse across a diverse series of chips taped out in various process technolo-
gies. The second part of Chapter 5 presents the Cygnus chiplet, a 16mm2 octa-core RISC-V
vector processor for DSP applications, taped out in the Intel16 process technology using
Hammer. Cygnus is the first silicon demonstration of the Saturn vector unit and achieves
over 90% datapath utilization on matrix multiplication and convolution kernels, as well as
best-in-class energy efficiencies of 414 GOPS/W and 109 GFLOPS/W on INT8 and FP32
matrix multiplication kernels, respectively.

Chapter 6 concludes this thesis, providing a summary of the important points and con-
tributions, as well as a discussion of potential directions for future work.
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Chapter 2

Background

Mobile systems-on-chip (SoCs) provide the computation necessary for the key functionality
of mobile phones, laptops, tablets, wearables, and more. Mobile SoCs have been able to
achieve much success by taking advantage of cutting-edge silicon technology advancements,
integrating billions of transistors that make up numerous subsystems. Despite the diffi-
culty and expense of SoC design, many companies now design their own mobile SoCs to
differentiate products with new functionality while maintaining sufficient device battery life.

Multimedia applications in the domains of image processing, audio processing, and more
are among the most important for mobile devices, as they are such a prominent part of
the user experience. These applications change rapidly and grow in complexity, making
them difficult targets for SoC architects looking to design ever more efficient and performant
devices. While multimedia processing in mobile SoCs comes in many forms, digital signal
processors, or DSP cores, fill an important niche by providing high-performance and energy-
efficient execution for multimedia applications in constrained deployments.

This chapter motivates and provides context for the remainder of this thesis. Section 2.1
explores mobile SoC architectures and discusses why DSP cores are important components.
Section 2.2 discusses mobile multimedia applications and their salient characteristics. A
particular focus is placed on image processing due to its ubiquity and importance. Section
2.3 reviews some important categories of multimedia processing in mobile SoCs, including
common design patterns for building specialized image processing hardware. Section 2.4
discusses DSP cores and how they leverage the nature of multimedia algorithms and eco-
nomical hardware features to be efficient, yet flexible, compute platforms. Finally, section
2.5 explores the notable characteristics of modern scalable vector ISAs.

2.1 Mobile SoCs

Mobile devices must deliver a massive variety of functionality for users. This is particularly
true in the multimedia application domain, as reflected by some of the most prominent
benchmark suites today [39][60]. Mobile SoCs have become product differentiators because
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they can enable new and improved functionality while maintaining device battery life. This
has driven companies to design their own complex mobile SoCs despite the immense costs
of design, verification, and manufacturing required [2][78][96][108][44][62].

Mobile SoCs must be energy efficient because of the constraints of limited device battery
life. Given the slowing of transistor density scaling and the lack of Dennard-style scaling of
power density [33] in modern CMOS processes, SoCs must leverage domain specialization
to be efficient [49]. Thus, mobile SoCs are naturally heterogeneous. In other words, mobile
SoCs comprise many subsystems, each tailored to a particular domain or functionality, with
a wide range of programmability. This is reflected in the typical subsystem makeup of many
mobile SoCs:

• The application CPUs are responsible for running general-purpose code and orches-
trating other parts of the SoC. This subsystem is mostly made up of high-performance,
speculative, out-of-order (OoO) CPUs. These machines are tailored towards the best
performance on general-purpose code, where single-thread performance is often most
critical. Instructions per cycle (IPC) is a critical metric and typically higher perfor-
mance implies higher overall energy efficiency. Even within this processing complex,
there is heterogeneity. Big/little architectures integrate some application cores that
are higher performance and others that are less performant but lower power [65][133].
This paradigm has been dominant in mobile SoCs, though some are now moving away
from it, opting for systems made from all big cores [79].

• The GPU is used for graphics rendering for the device and may also be used for data-
parallel compute for domains like machine learning. GPUs are very programmable but
far less general-purpose than the CPUs.

• The “neural processing unit,” or NPU, is typically some form of large array of multiply-
accumulate units (MACs) targeted at machine-learning workloads [3][103]. NPUs are
a relatively new addition to mobile SoCs but are now ubiquitous. The computa-
tional primitive is often matrix multiplication, although other functionality may be
supported. NPUs are more domain-specialized than the CPUs and GPU, delivering
high throughput and energy efficiency on a narrower domain of workloads at the cost
of flexibility.

• The camera subsystem and image signal processor (ISP) processes pixels from the
camera and images stored on the device. The ISP is used for correcting and enhancing
images and providing computation for applications like video playback.

• A mobile device integrates many sensors and audio functionality, which all must be
managed and their data processed.

• The display subsystem manages the display output that may be rendered by the GPU
or ISP, and processes user input.
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• A mobile device like a smartphone supports a myriad of radio connectivity, including
cellular, WiFi, Bluetooth, and locationing (e.g. GNSS), all of which require processing
for transmission or reception.

The CPU, GPU, and NPU subsystems are largely made up of their eponymous compute
blocks. The makeup of the other subsystems, largely responsible for multimedia processing,
among other functionality, is somewhat less clear. Not captured directly in the above list
is the processing that underlies these blocks. In many cases, these blocks contain one or
more DSP-style cores. These DSP cores often make up the backbone of efficient yet flexible
specialized processing in mobile SoCs. While DSP cores traditionally targeted DSP kernels
like FIR filters and FFTs [73], they have evolved to encompass a much wider range of target
domains, including computer vision, audio, machine learning, and more [21][118][27]. Section
2.4 will discuss the specifics of DSP cores in more detail.

Domain-specific accelerators have commonly been cited as a solution to the limitations
stemming from the slowdown in silicon technology scaling [49]. Fixed-function solutions for a
multimedia algorithm can be orders of magnitude more energy efficient than programmable
ones [45][77]. So why do we care about DSP cores at all in this age of accelerators? While
domain-specific accelerators are a critical part of the solution to this problem, they do not
obviate the need for DSP cores. There are several important reasons for this.

Processing flexibility is critical in mobile SoCs, particularly for multimedia applications
given that they change rapidly over time. For instance, machine learning became pervasive
in mobile devices for computer vision, audio processing, and natural language processing over
a relatively short span of time in recent years. A mobile SoC must be capable of efficiently
processing future applications not yet imagined at the time of tapeout. Domain-specific ac-
celerators deliver higher efficiencies than more programmable blocks for a particular domain
of workloads, but are often too inflexible to target a sufficiently broad range of applica-
tions efficiently. DSP cores provide this flexibility and can be specialized to enhance their
efficiency.

As CMOS process technologies have advanced, they have become more expensive. NRE
costs have increased in terms of design, verification, and manufacturing. The slowing of
Moore-style transistor density scaling [83] also means that CMOS technology advancements
cannot be solely relied upon for uplifts in performance. This is exacerbated by issues with
interconnect scaling and signal integrity [47]. Thus, integrating bespoke accelerators for
every kernel or application in a domain is not necessarily practical in terms of design costs
and the allocation of silicon area. Some sacrifice in energy efficiency may be made in favor
of a flexible, compact DSP core capable of delivering the required performance for a whole
class of applications.

Given these reasons, it is important to understand how to design DSP cores and how
to specialize them in a flexible, scalable, and reusable manner. To do this, we will study
multimedia algorithms and design patterns for specialized processing in mobile SoCs.
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2.2 Mobile Multimedia Applications

Image processing, along with the related domains of computer vision and computational pho-
tography, is one of the most important and computationally intensive classes of multimedia
algorithms in mobile devices. Pixel processing and computational photography process cam-
era sensor data and enable photo editing and image enhancements [119]. Pixel data from the
camera must be processed through a series of stages including demosaicing, noise reduction,
color space conversion, and compression, among other steps [19]. Object detection and im-
age stereo matching may be underlain by feature-detection pipelines like the Scale-Invariant
Feature Transform (SIFT) [74]. Object recognition, mobile visual search, and face recogni-
tion are other important computer vision applications underlain by both learning-based and
classical techniques [123]. Beyond image processing, audio-processing applications, such as
text-to-speech and active noise cancellation, may use a mix of classical and learning-based
algorithms [102]. This is just a small sampling of the types of multimedia applications that
mobile SoCs may support, but from it we can discuss some of their characteristics which
are also more broadly applicable. We will mostly focus on image processing as a driving
application domain given its importance and general computational complexity.

One of the defining characteristics of image-processing workloads, and many other mul-
timedia workloads, is that they tend to be highly data-parallel. To be efficient, processing
hardware must leverage this inherent parallelism in a cost-effective manner. The input data
is frequently multidimensional, which may also be leveraged by processing hardware. Mobile
multimedia applications are also highly varied in terms of their operations, their problem
sizes, and the datatypes they operate on [64]. Image-processing pipelines commonly take in
narrow integer data and then operate on wider integers or floating-point datatypes for in-
creased precision. These characteristics have implications for the varied types of operations
and datatypes the processing in mobile SoCs must support. Beyond the varied nature of a
particular workload, multimedia applications tend to change rapidly over time, more rapidly
than the refresh of a mobile SoC. This is embodied by the evolution of machine-learning ap-
plications for mobile devices, but even the use of more classical algorithms changes quickly as
new applications develop. Many computer vision and audio applications may use a combina-
tion of learning-based and classical techniques. These characteristics of mobile multimedia
workloads explain why processing flexibility is a requirement in mobile SoCs.

Figure 2.1 shows an overview of the first few steps of the SIFT feature-detection pipeline
[74]. A scale-space representation is generated from the input image by blurring it with a
series of Gaussian filters and downsampling it to create a Gaussian pyramid. Difference-of-
Gaussian (DoG) images are then generated by subtracting adjacent images in this space. The
result of these frontend steps are passed to a backend that detects potential image keypoints
by finding local extrema, refines them, and finally generates descriptors that can be used in
keypoint matching algorithms. Other feature-detection algorithms, such as Oriented FAST
and Rotated BRIEF (ORB) [106], Speeded Up Robust Features (SURF) [16], Harris corner
detection [46], and Canny edge detection [22], while differing in their details and complexity,
all exhibit similar computational characteristics. Beyond feature detection, many other
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Figure 2.1: A high-level view of the frontend processing in the SIFT pipeline [74].

algorithms in computer vision and in computational photography also follow similar patterns.
Most common image-processing kernels can be sorted into several categories [119]. Point-

wise kernels operate on pixels independently of one another, which might include operations
like scaling and compositing. Neighborhood kernels generate output pixels by considering
a group of pixels, or neighborhood, around each corresponding input pixel. This is per-
haps best embodied by the convolution operation. Global operators consider pixels from
across an image or across a large window of pixels, such as in image histogramming. The
Gaussian filtering operations and the pixel extrema detection in Figure 2.1 are examples of
neighborhood operators, while the final DoG computation is a point-wise operation.

These types of kernels each have different data reuse characteristics. Individual point-
wise operators have very low reuse since they execute just a single operation on each pixel.
Neighborhood operators tend to have reuse that grows with the size of the neighborhood
used. For a 2D convolution with a kernel size, KxK, over an image of size NxN, the operational
intensity is proportional to K2. For 2D separable filters, such as Gaussian and Sobel, the
operational intensity is proportional to K.

Figure 2.1 shows how image-processing applications are often made up of a series of
many operations that are organized into a pipeline. Pipeline stages can be fused together
to increase locality among the inputs and outputs of various pipeline stages. This is a
critical performance optimization for image-processing pipelines [98]. Doing so increases the
effective arithmetic intensity of a set of operations, even if each individual operation has
a lower arithmetic intensity. For example, some of the successive operations in the SIFT
pipeline across some of the steps shown in Figure 2.1 might be fused together to improve
performance, rather than finishing an entire step for all data at once before moving on.

Beyond performance implications, maximizing locality in image-processing pipelines is
critical for energy efficiency. Image data in mobile devices must typically be read from
the sensor or DRAM, and then written to DRAM. The energy and latency cost of reads
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from DRAM is extremely high, far higher than any single arithmetic operation that will be
executed [53][20]. Thus, this cost must be amortized by executing a number of operations
all together, ideally with each pixel only being read from DRAM a single time.

Beyond classical image processing, machine learning continues to grow in importance in
mobile devices and is used heavily in computer vision applications [55][80]. For deep neural
networks like convolutional neural networks (CNNs), inference workloads are organized into
pipelines of layers that compute various operations, such as different flavors of convolutions,
fully connected layers, pooling, activation functions, and more. These layers may be under-
lain by kernels such as matrix multiplications, 2D multilayer convolutions, and matrix-vector
multiplications. Large matrix multiplications and 2D multi-layer convolutions tend to have
very high levels of reuse, making them ideal candidates for compute accelerators.

2.3 Mobile Multimedia Processing

Mobile SoCs employ a number of processing design patterns for efficiently accelerating mul-
timedia applications, from fixed-function to programmable. Where a particular block is
designed to land on this continuum is determined by the performance and energy efficiency
requirements of a particular application domain and silicon area constraints.

These design decisions are underlain by the trade-offs in CMOS implementations between
flexibility and efficiency. Fundamentally, the most efficient way to process a particular com-
putation is with a fixed-function datapath and specialized local memories that manage data
movement [77]. The precise implementation can be guided by the energy-delay character-
istics of fixed-function designs, which differ based on architectural, microarchitectural, and
circuit-level parameters (e.g. supply voltage) [97].

The higher energy efficiency of these blocks compared to programmable solutions comes
from the fact that no power or silicon area is spent on general-purpose processing capabilities
like instruction fetch, decode, and sequencing. Furthermore, these blocks do not waste energy
through implicit data movement through a cache hierarchy. The cost of data movement is
often very high, even in comparison to the computation itself [53]. Thus, for fixed-function
designs, computation and local memory movement make up a much larger proportion of the
total energy cost [45].

Fixed-function datapaths for multimedia applications in mobile SoCs are most often
implemented for video codecs such as H.264 [127], VP9 [85], and AV1 [29]. The NVIDIA
Jetson Orin Series SoC implements hardware accelerators for H.264, VP9, and AV1 [62], with
many other mobile SoCs implementing similar functionality. For these applications, fixed-
function datapaths are both practical and justified. Video and audio codecs are standardized,
meaning that fixed hardware blocks can be designed without fear of the target algorithm
changing. Furthermore, these codecs are very computationally intensive, making them good
targets for hardware accelerators to achieve large energy savings in a mobile SoC.

Mobile SoCs also often have specialized datapaths for camera ISP pipelines [19] for rea-
sons similar to video codecs. The throughput requirements for image data coming from the
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camera is very high and it must be processed before sending it to DRAM to save energy.
As described in the previous section, image-processing hardware must maximally leverage
locality to be efficient. These pipelines tend to have some limited programmability to allow
image statistics to improve image quality, but the overall structure of the pipeline may be
largely fixed, with specialized line buffer memories connecting each computational stage to
maximize efficiency [124][50][20].

While these application-specific accelerators are terrific for matching the needs of their
target applications efficiently, they are inflexible. Thus, they are practical only for the types
of applications that need not change much and might otherwise be prohibitively expensive
to deploy onto a programmable processor.

The next class of multimedia processing blocks we will discuss is domain-specific acceler-
ators [49]. Mobile systems have deployed a plethora of programmable, domain-specific accel-
erators. These are blocks that can achieve impressive throughputs and energy efficiencies in
an application domain, while retaining a greater level of flexibility than application-specific
accelerators.

The Pixel Visual Core (PVC) is a programmable image processor for mobile phones
[101]. The PVC comprises a 2D array of processing elements (PEs) that are interconnected
in a north-south-east-west (NSEW) pattern for local communication of data. To handle the
padding of image edges required for many convolutions, the PVC adds a set of halo PEs.
The PVC also takes a page out the book of traditional image processors by using a more
generalized and dynamic form of line buffers to manage image data efficiently. The PVC
leverages the 2-dimensional nature of the domain to spatially map image-processing kernels
and reduce the cost of data movement, just as much older supercomputers did in a similar
fashion [13][14].

Other spatial arrays of many forms have seen tremendous interest in recent years due to
the rise in importance of machine-learning applications [40][61]. Spatial arrays again leverage
the 2D nature of operations like matrix multiplications and convolutions, enabling the scaling
of the number of useful processing elements, while retaining a modicum of programmability.
Having dedicated in-place accumulators improves data locality and energy efficiency.

The Qualcomm Hexagon is a family of VLIW DSPs integrated into Snapdragon SoCs that
may target high performance and energy efficient computation for digital signal processing,
image processing, machine learning, and communications [96]. In recent years, the Hexagon
has been extended to accelerate matrix computation [75]. The Hexagon was extended with
a matrix computation capability, to augment its vector processing, in order to increase
throughput and efficiency in the machine-learning domain.

These domain-specific accelerators in mobile SoCs are tremendously successful in domains
with a relatively narrow set of key kernels. Matrix accelerators targeting the matrix-multiply
primitive in machine-learning applications are perhaps the best example of this. However,
domain-specific accelerators are ill-suited to computation outside their target domain and
are often inefficient when operating on small problem sizes or problem sizes with dimensions
that do not match those of the spatial array. Because they are particularly useful when
scaled up in size, they often consume significant silicon area.
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Multimedia Processing 
Category Description Examples Target Domain Examples

Fixed-function or  
limited programmability

Hardware blocks with very high 
efficiency and throughput on a 
very narrow application range; 

may have some limited 
programmability to tune 

parameters or adjust target 
output

Camera ISPs, video codecs
Image processing, 

computational photography, 
video processing

Domain-specific with 
some programmability

Accelerators that can efficiently 
compute a set of primitives with 

enough programmability to 
target a set of applications in a 

particular domain

Systolic arrays, outer product 
units, NPUs, other PE arrays, 

mobile GPUs

Machine learning, linear 
algebra, graphics processing

Constrained, flexible, 
domain-specialized

Processors for power- and area-
constrained deployments 

requiring high flexibility to 
target a host of multimedia 

applications

DSP cores, VLIW, narrow-
RISC, P-SIMD, vector 

extensions

Signal processing, image 
processing, machine learning

Highly flexible,  
general-purpose

High-throughput processing 
capable of achieving good 

performance on non-optimized 
vector applications 

Superscalar OoO CPUs with 
SIMD extensions

General-purpose vectorized 
applications

Figure 2.2: A summary of mobile multimedia processing categories in mobile SoCs.

The final class of multimedia processing we will discuss in this section is tightly integrated
SIMD processing [57]. Packed-SIMD-based (P-SIMD) multimedia extensions to scalar ISAs
proliferated in the 1990s as an inexpensive way to increase multimedia processing throughput
using sub-word data-parallel processing. Since then, P-SIMD ISAs have been implemented
in most cores found in mobile SoCs, from high-performance out-of-order cores to small
embedded cores. These P-SIMD ISA extensions are a cost-effective mechanism for exploiting
data-level parallelism in multimedia applications. As a result, P-SIMD extensions have
evolved to define wide vector registers and datapaths in order to further improve performance
and energy efficiency.

P-SIMD ISA extensions represent a highly flexible form of acceleration for multimedia
workloads. Being tightly coupled to a scalar processor means that the use of SIMD func-
tionality is highly programmable. This flexibility comes at an efficiency cost compared to
domain-specific and fixed-function accelerators. As a result, P-SIMD ISAs contain many
specialized instructions tuned to particular multimedia computations in a bid to improve
their energy efficiency and performance. For example, P-SIMD ISAs may include specialized
instructions for operating on complex data or for computing the sum-of-absolute differences
(SAD) kernel [4].
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Figure 2.2 summarizes some of the processing paradigms for mobile multimedia appli-
cations discussed in this section. The categories of processing blocks generally change from
more application- or domain-specific to more flexible moving down the chart. As noted in
section 2.2, DSP cores are ubiquitous in mobile SoCs as a baseline of programmable yet effi-
cient computation. Almost all DSP cores integrate some form of SIMD-based data-parallel
processing due to its cost-efficacy. The following section discusses DSP cores, particularly
their key features that make them staples of mobile SoCs.

2.4 DSP Cores

DSP Core History

Over their long history, digital signal processors have undergone many evolutions in their
architectures, target application domains, and deployments. DSPs are, however, all united by
the goal of delivering performant and efficient numerical computation for DSP applications,
and related domains, while remaining programmable.

The TMS320 line of DSPs from Texas Instruments, first introduced in the early 1980s, is
one of the most well-known and successful entries in this space [73]. These DSP chips took
advantage of advances in semiconductor technology to implement new hardware features
that enabled real-time processing for DSP applications. These chips integrated a dedicated
multiplier datapath, and then a multiply-accumulate (MAC) unit. This was critical since
MAC operations underlie almost all DSP kernels, and were previously typically implemented
much more slowly with shifts and adds. High instruction throughput and clock speeds
were achieved by using a Harvard architecture, separating instruction memories from data
memories, and pipelining. Furthermore, specialized instructions were designed to orchestrate
data movement and to combine common operations together to allow for more efficient loops.
While the design focus and scale of silicon implementation capabilities of these early DSPs
were vastly different from those today, the challenges their designers identified and the spirit
of their solutions closely mirror modern DSPs.

A major sea change in DSP design was the adoption of the very long instruction word
(VLIW) paradigm. The TI C6x line of VLIW fixed-point and floating-point DSPs was in-
troduced in 1997 in the same TMS320 line of products as the originals [113]. At the time,
there was a desire to scale the number of concurrent arithmetic and memory operations to
meet the growing computational needs of DSP applications. Advances in VLSI technology
made the integration of more functional units in a single chip possible. However, the archi-
tects were concerned with the cost of the control logic required to utilize them efficiently.
A superscalar processor with sufficient instruction throughput to effectively utilize all of
the functional units would be costly from the silicon area and design complexity perspec-
tives. The architects adopted the VLIW paradigm, aiming to drive the functional units
concurrently with a high-IPC frontend that requires only minimal control logic.

VLIW machines shift the complexity of instruction scheduling from the hardware to the
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compiler or kernel writer [50]. While relying on the compiler to solve this problem for general-
purpose systems is known to be problematic [49], the proposal for DSPs is more enticing.
Many DSP workloads consist of regular loops and a high density of arithmetic operations that
can be more easily scheduled using software pipelining [68] and loop unrolling techniques.
These DSPs also adopt lightweight techniques to compress incomplete instruction packets
that would otherwise need to explicitly encode no-ops [105].

Around the same time, in the late 1990s, interest grew in customizable DSP IP cores. The
Tensilica Xtensa platform was introduced for building customized processors from a simple
five-stage, in-order core [42]. The Xtensa design emphasized flexible processor IP that could
be modified rapidly and brought to market quickly. The Tensilica Instruction Extension
(TIE) framework allows designers to define custom instructions and additional hardware
structures that are directly integrated with the base processor and software toolchain. The
outcome of having such a platform is the ability to rapidly design domain-specific instructions
to enhance performance and efficiency for a target application domain with a simple processor
as the base.

Lx was a platform for designing VLIW-based DSP cores [37]. It studied the efficacy of
scaling the DSP core to more concurrent operations and adding domain-specialized functional
units, with the outcome being that doing so can yield massive enhancements for target DSP
applications. However, this comes at the expense of growing hardware costs, which may
be applicable only to a very narrow range of applications and yields diminishing returns.
Countless more works in this space arose, laying the basis for the specialized processing in
DSP cores used today [43].

Moving later into the 21st century, battery-powered mobile devices began to require their
underlying SoCs to deliver more functionality, necessitating more specialized processing.
Furthermore, the slowing of silicon technology scaling meant that energy efficiency and area
efficiency became ever more important. A 2013 BDTI article entitled “Are DSPs Dying?”
[18] pointed out that while DSP chips had seemingly left the public eye, DSP cores were
more popular than ever. DSPs had simply mostly gone “underground,” having continued to
grow as components of SoCs as IP rather than as separate chips.

Today, DSP cores are an integral part of many mobile and embedded SoCs, spanning
a wide design space. Vendors like Tensilica, Synopsys, and Ceva provide DSP core IP
specialized for audio, computer vision, radio applications, and more [21][118][27]. Qualcomm
integrates multiple instances of the Hexagon DSP as cornerstones of their Snapdragon SoCs
[31].

Metrics

When evaluating DSP cores, there are several critical metrics. The three most fundamental
metrics are performance (e.g. operations/s), power, and silicon area (PPA). From power,
performance, and area we can find energy efficiency (i.e. energy per operation), which is
critical in battery-powered devices. Any of these metrics may have an absolute specification
or budget to meet, with the others then typically optimized given that constraint. We can
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also find area efficiency (i.e. operations/s/mm2), which is a measure of performance per
silicon area. Area efficiency is important given that DSP cores are often used in highly
physically constrained deployments and silicon area is costly.

Hardware resource utilization is a measure of what proportion of the maximum through-
put is achieved for a particular resource, such as a particular arithmetic unit or memory
unit. Maximizing utilization of the implemented resources has positive implications for en-
ergy efficiency and area efficiency. Underutilized resources cost silicon area and consume
leakage power, which degrades efficiency. Recall that a given kernel can be characterized
as being compute-bound or memory-bound. This informs which hardware resource should
be considered when evaluating utilization. When comparing different designs against each
other, utilization is most meaningful when put in the context of other metrics. For example,
if two designs have the same maximum throughput for a particular resource, then the design
with the higher utilization will have the higher performance. If their maximum throughputs
are mismatched, this should be taken into account. Given that DSP cores are highly phys-
ically constrained, they strive to maximize resource utilization using techniques in order to
maximize their energy efficiency and area efficiency.

Static code size for DSP kernels is also critically important given that embedded deploy-
ments may have hard constraints on available memory space. Microarchitectural features
that allow programmers to write concise code that performs well are thus important to
consider.

Beyond these metrics for a particular DSP core instance, flexibility and scalability are also
important. Being highly flexible means that a DSP core can efficiently target many different
types of applications, including those that may not be designed at the time of tapeout.
Flexibility future-proofs the design and allows more applications to run on a core taking
up minimal area. Scalability means that a style of DSP core may be scaled up and down
to meet the PPA specification of a particular deployment. While features will doubtlessly
change between design points, designing DSP cores that can be scaled up and down while
retaining the same architecture and similar microarchitectures can save design costs. It also
allows programmers to target the cores in similar fashions.

DSP Cores Today

Broadly, DSP cores today fall into two classes: typically higher performance VLIW cores
and typically lower area narrow, in-order cores [51]. DSP cores derive their efficiency from
leveraging the parallelism available in their target application domain with economical fea-
tures. They may leverage all three classic forms of parallelism: data-level parallelism (DLP),
instruction-level parallelism (ILP), and task-level parallelism (TLP) [50].

Since DLP is so abundant in DSP applications, integrating data-parallel processing is
one of the most economical ways to improve efficiency in DSP cores. As a result, almost
all DSP cores integrate SIMD datapaths. These SIMD units tend to be tightly integrated
with the core. The class of core will determine the SIMD datapath width. Some may be as
narrow as the width of a scalar register, while others may be very wide, upwards of 1Kbit
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[75]. SIMD datapaths can significantly increase the energy efficiency of a core by increasing
compute throughput and amortizing the energy costs of instruction fetch and sequencing
over multiple operations encoded in a single instruction.

DSP cores leverage ILP through pipelining and also potentially VLIW frontends. High-
performance DSP cores tend to use VLIW frontends because they can allow an increase in
the number of concurrently issued instructions to drive functional units with little increase
in the complexity of the instruction fetch and sequencing hardware. However, as previously
noted, this shifts the complexity of instruction scheduling to the compiler or kernel writer.

Given the inflexibility of their execution and tightly coupled SIMD datapaths, both
VLIW and narrow, in-order DSP cores rely on extensive static scheduling to achieve good
resource utilization and performance. Techniques like loop unrolling and software pipelining
can be highly effective for hiding functional unit latencies and amortizing loop overhead costs
[68][100].

However, extensive static scheduling can lead to significantly increased static code size.
This has been mitigated in many DSP cores by using mixed-instruction widths and tech-
niques like rotating register files [52]. Furthermore, VLIW cores must handle no-ops stem-
ming from incomplete instruction packets. While DSP cores have long dealt with this by
delineating instruction packet boundaries without explicitly encoding no-ops [37], it is not
free given that variable instruction packet boundaries add complexity to the VLIW instruc-
tion fetch unit.

The inflexibility of execution in these machines means that dynamic behaviors like vari-
able memory latencies and loop control may not be handled well. These issues are mitigated
by the use of explicitly managed, predictable latency memories and predication, but it does
limit their efficacy when implemented in more dynamic systems.

TLP is also used in DSP core systems in several different forms. The first is with mul-
tithreading. Some DSP cores, such as the Qualcomm Hexagon, support several hardware
threads that can be finely or coarsely interleaved [31]. This can help machine utilization by
switching to a different thread when one is blocked, as in the case of waiting for a memory
response. DSP multicore systems can leverage TLP and DLP by running different tasks on
different DSP cores instances or by dividing up a single problem across multiple cores.

As previously alluded to, specialization is a key feature of DSP cores. While pro-
grammable systems can be orders of magnitude less efficient than their fixed-function coun-
terparts [77][45], processing flexibility is a requirement in mobile SoCs. Domain specialization
is a critical technique for narrowing this efficiency gap.

DSP cores have long included specialized features to enhance performance and efficiency
[36]. Zero-overhead loops have been used to reduce the overhead of bookkeeping code in
DSP loops by implementing loop counting in hardware. DSP cores have also integrated
specialized addressing modes, like circular-buffer addressing and bit-reversed addressing to
concisely encode memory access patterns found in filtering, FFTs, and other kernels.

DSP cores are also often integrated with predictable latency tightly coupled memories
(TCMs). TCMs may not be cached and so can be managed by software, rather than having
data movement managed implicitly through a cache hierarchy. This can allow for increased
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memory bandwidth and can reduce the energy required for memory accesses at the cost of
having to explicitly control it. Furthermore, some DSPs also integrate TCMs that are highly
banked to enable high throughput scatter/gather memory accesses, which may be useful for
sparse computations, lookup tables, and more. Examples of these include the capabilities in
the Qualcomm Hexagon [31] and Tensilica Supergather [17].

One of the most powerful ways in which DSP cores can be specialized is through the
use of specialized instructions. By encoding more complex computation patterns, significant
energy savings can be made by driving more functional units at once or combining data
movement or permutation with computation. These energy savings are achieved by further
amortizing the costs of instruction fetch and sequencing and by reducing the number of
accesses to register files and the memory system.

Specialized instructions may fuse multiple operations together that can be done in parallel
or contribute to the same output. In more extreme cases, a single instruction may encode
a complex kernel, effectively turning the DSP core into an accelerator for the life of the
instruction. For example, Hameed, et al., [45] designed many such “magic” instructions to
push the limits of the efficiency of a customizable DSP core for video coding applications. As
another example, the Qualcomm Hexagon’s vector extension, HVX, includes an instruction
for computing an image histogram [31]. This plays into the continuum of DSP core flexibility
and efficiency: more complex, specialized instructions enable large gains in efficiency at the
cost of general utility.

To summarize, mobile SoCs require flexible, yet efficient, processing in many subsystems
for multimedia processing. DSP cores often occupy this role. In essence, DSP cores integrate
economical hardware features to efficiently leverage the parallelism available in multimedia
applications. DSP cores often use a “cheap” frontend, in the form of VLIW or a narrow,
in-order scalar machine, to reduce the area and power costs of instruction sequencing. This
leads to a deep reliance on the extensive static scheduling of kernels. This frontend then
drives a SIMD backend. These cores are then augmented with specialized instructions and
hardware structures to enhance their energy efficiency. DSP core deployments come with
many different PPA requirements and so it is beneficial to have solutions that are scalable
and flexible in implementation. Ideally, this would mean that hardware design work can be
reused and software might be portable in terms of compatibility and performance. The use
of the short-vector machine design pattern in the DSP core context is the focus of Chapter
3 of this thesis. The following section gives background on modern scalable vector ISAs as
the foundation for these machines.

2.5 Modern Scalable Vector Architectures

In recent years, scalable vector extensions to the Arm and RISC-V ISAs have emerged.
This includes the Arm Scalable Vector Extension (SVE) [116], the ARM M-Profile Vector
Extension (MVE) or Helium [5], and RVV [104]. These modern scalable vector architectures
can trace their roots back to the original Cray-style vector machines [107]. While vector



CHAPTER 2. BACKGROUND 17

architectures were long dominant in the supercomputer market and remain in use today [87],
P-SIMD ISAs have been the data-parallel ISA extension paradigm of choice in mobile devices.
Scalable vector ISAs have a number of well-known advantages over P-SIMD ISAs that can
provide improved performance, efficiency, software portability, programmer ergonomics, and
more [50][6].

SVE and RVV, both being scalable vector ISAs that define a rich set of vector memory
and arithmetic operations, have some important similarities and differences, some of which
are summarized in Table 2.1. These ISAs support a wide variety of classes and types of im-
plementations, from the HPC to embedded domains, and from tightly coupled to decoupled
vector implementations [35][6][48], respectively [120][132]. This freedom of implementation
allows architects to customize their designs and devote hardware resources to portions of the
machine as they see fit according to the constraints of their design.

Table 2.1: A high-level comparison of some of the features of SVE and RVV.

Feature SVE RVV
Vector Length Control Predicate registers Vector length register
Conditional Execution Predicate registers Mask in vector register
Overlay VRF on Scalar

FRF?
Yes, FRF overlay No, separate VRF and FRF

Vector Register
Grouping

Limited multi-vector
instructions

Dynamic vector register
grouping with LMUL CSR

field
Vector-Scalar
Operations

Splat scalar value or index
into vector

Vector-scalar instruction
variants

Instruction Element
Width

Encoded in instruction SEW field in vtype CSR for
non-vector memory

instructions

Implementations of SVE and RVV define a vector length, VLEN, which is the width in bits
of an architectural vector register. SVE chose to overlay the vector registers on the scalar
floating-point registers, similar to ARM Neon, which may allow for a reduction in total area
in some implementations. The Streaming SVE (SSVE) variant of SVE does not overlay the
vector registers on the scalar floating-point register file, which may help implementations
physically decouple the vector unit from the associated scalar unit. This is particularly
relevant for implementations of Arm’s Scalable Matrix Extension (SME) [4]. RVV does not
overlay the vector registers on the scalar floating-point register file and defines scalar-vector
variants of vector arithmetic instructions.

SVE and RVV both support a vector-length-agnostic programming model. Ideally, some
performance may be portable across different implementations with vector-length-agnostic
code. SVE and RVV differ in how they support the vector-length-agnostic programming
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model. SVE relies on predication, defining a vector predicate register file and instructions to
set the predicates based on loop iteration variables. RVV defines a vector length register, vl,
which contains the number of elements that will be updated by a given vector instruction.
This register is set by an instruction that tests a requested application vector length against
the current maximum vector length of the machine, returning the minimum of the two.
Some implementations may use these features to reduce execution time when the application
vector length is shorter than the maximum vector length by ending execution when all active
elements have been processed. SVE also uses predication to implement conditional vector
execution. In contrast, RVV uses a mask held in the v0 vector register to support conditional
vector execution. Both ISAs provide instructions to manipulate these predicates or masks.

v0
v1
v2
v3
v4
v5
v6
v7

v0

v2

v4

v6

v0

v4

v0

LMUL=1 LMUL=2 LMUL=4 LMUL=8

VLEN

Figure 2.3: The grouping of a subset of the 32 architectural vector registers according to
when the LMUL setting in RVV is ≥ 1. Increasing LMUL groups more vector registers together.

RVV also defines a vector register grouping feature, defining LMUL, the vector length
multiplier. LMUL simplifies how mixed precision vector instructions are handled. Importantly,
vector register grouping can also dynamically extend the vector length, allowing machines
that efficiently support this feature to be more efficient when operating on long application
vectors, as we shall discuss in the following chapter. Figure 2.3 depicts how some of the LMUL
settings group architectural vector registers together.

SVE and RVV define a rich set of vector memory operations, including unit-stride,
constant-stride, and scatter/gather instructions. RVV and SVE also define segment memory
operations that unpack and pack “arrays of structs” [15]. They also define a rich set of
vector element permutation operations, useful for many DSP kernels.

Figure 2.4 shows an example of a vector-length-agnostic vector-scalar floating-point mul-
tiply kernel in RVV, including the use of vector register grouping. The vsetvli instruction
configures the vector length register, SEW, and LMUL. Figure 2.5 shows how this kernel would
map to a particular RVV implementation, including the various RVV parameters. In the
first iteration, all elements in a group of four vector registers are used to process the compu-
tation, while on the second iteration, the vector length is trimmed to process the remaining
elements.
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# FP32 vector-scalar multiply loop (C[i] = A[i] * b)

# a0 <- N: number of elements, a1 <- A pointer, a2 <- C pointer

rvv_vsfmul_loop:

# t0 <- updated vector length, a0: requested vector length

# Set SEW->32b, LMUL->m4 (group four vector registers)

vsetvli t0, a0, e32, m4, ta, ma

vle32.v v4, (a1) # Unit-stride load from A

vfmul.vf v8, v4, fa0 # Multiply A by b scalar

vse32.v v8, (a2) # Store result

sh2add a1, t0, a1 # Update pointers

sh2add a2, t0, a2

sub a0, a0, t0 # Update remaining elements

bnez a0, rvv_vsfmul_loop # Loop if not done yet

Figure 2.4: A vector-length-agnostic FP32 vector-scalar multiply loop in RVV assembly.

Input vector, N=19

VLEN=128bSEW=32b

VLMAX=16 (LMUL×VLEN/SEW)

First Iteration

Second Iteration
vn vn+1 vn+2 vn+3

Vector length = 3
Tail Elements

vn vn+1 vn+2 vn+3

Figure 2.5: RVV processing example as in Figure 2.4, for a vector machine with VLEN=128b.
The input vector contains 19 single-precision elements. LMUL is set to 4, so VLMAX=16. On
the first iteration, four vector registers are grouped such that 16 elements will be processed.
On the second iteration, the vector length is trimmed to process the remaining 3 elements.
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Chapter 3

A Short-Vector Machine Platform for
DSP Cores

All modern mobile SoCs require flexible yet efficient processing for multimedia applications,
a role often filled by DSP cores. Performance, energy efficiency, silicon area, and code size are
all critical metrics given that these cores are highly constrained and contribute to the overall
quality of the mobile device. Modern scalable vector ISAs, like RVV, have potentially ben-
eficial features when implemented in the DSP core design space, which raises the question
of how to design such a machine effectively. This chapter discusses the design of short-
vector machines in the context of building efficient and compact DSP cores. Importantly,
these short-vector machines may serve as a baseline platform for flexible, domain-specialized
computing. Short-vector machines strive to be energy efficient and area efficient by maximiz-
ing the utilization of their execution and memory resources for a wide variety of application
types and problem sizes. Key to their design is harnessing economical hardware mechanisms.
In addition, they support an ergonomic and portable vector-length-agnostic programming
model.

This chapter aims to describe how short-vector machines may be designed. It begins by
defining the key characteristics of short-vector machines before discussing their deployment
as DSP cores. Then, the key details and motivation of the Saturn vector unit, or Saturn,
are presented. Saturn is a Chisel generator for short-vector machines implementing the RVV
1.0 specification1. Saturn will serve as the generator for our baseline short-vector machine
design, and is a platform for exploring scalable, specialized vector DSP cores.

Section 3.1 covers the definition of short-vector machines in the context of this thesis.
Section 3.2 discusses the deployment of short-vector machines as DSP cores. Section 3.3
discusses the design and implementation of the Saturn vector unit. Section 3.4 presents an
evaluation of Saturn. Section 3.5 concludes this chapter with a discussion on the Saturn
work, including related work and potential future work.

1Saturn was built as a collaboration among a group of students in the Slice Lab at UC Berkeley [132],
including Jerry Zhao, Daniel Grubb, Miles Rusch, Tianrui Wei, and Kevin Anderson.
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3.1 Short-Vector Machines

A short-vector machine, in the context of this thesis, is a vector processor that implements
a modern scalable vector ISA with a short architectural vector length. We will refer to the
number of bits in an architectural vector register as VLEN, matching the terminology of the
RVV specification. Short-vector machines integrate spatial SIMD functional units for high
compute throughput on data-parallel applications. The width of these functional units can
be decoupled from the width of the vector units. We will refer to the width, in bits, of the
SIMD functional units as DLEN. Fully pipelined functional units of width DLEN can accept a
new DLEN bits-wide group of vector elements for execution from the vector register file every
cycle, which can be referred to as a “beat” of execution.

Given that the architectural vector length is short and the integration of SIMD functional
units, short-vector machines are characterized by having a small ratio of VLEN to DLEN,
the base chime length of the machine. For example, a short-vector machine may have a
VLEN=256b and a DLEN=128b, giving a base chime length of 2. This would mean that a given
vector instruction would be executed over 2 beats. Furthermore, recall the vector register
grouping feature using LMUL in RVV, which allows up to 8 vector registers to be grouped
together to act as a single vector register. Implementing dynamic vector register grouping
means that chimes can vary in length. With vector register grouping and a base chime length
of 2, a vector instruction may execute for up to 16 beats. Thus, short-vector machines
operate with a balance of spatial and temporal execution. This is in contrast to typical
P-SIMD implementations that execute vector instructions in a purely spatial manner and
typical long-vector machines that execute vector instructions in a deeply temporal manner.

Given we are targeting the DSP core design space, short-vector machines must be capable
of efficiently processing both short and long application vector lengths, which may in turn
leverage these variable chimes. Short-vector machines strive to be energy efficient and area
efficient by leveraging economical microarchitectural features to achieve high utilization of
their datapath and memory system resources, despite having a short architectural vector
length. This is in contrast to long-vector machines which use long architectural vector
registers and execute long chimes temporally over many cycles, amortizing the costs of
instruction sequencing and achieving high functional unit utilizations.

Figure 3.1 shows a high-level overview of a short-vector machine, including its main con-
stituent blocks. The scalar unit is an in-order core that fetches and decodes all instructions.
The vector unit frontend executes in lockstep with the latter pipeline stages of the scalar
pipeline, decoding vector instructions and performing checks for memory faults. The vector
load-store unit (VLSU) handles the communication of the vector unit with the SoC’s mem-
ory system. The vector backend comprises the logic that sequences vector instructions, the
vector register file (VRF), and the actual SIMD functional units of width DLEN.

With short chimes, achieving high utilization of the datapath and memory resources
requires high sequencing throughput of vector operations, given that each beat may execute
a significant portion of a single vector instruction. Vector operations should be capable of
being executed back-to-back, assuming there are no hazards. Furthermore, the allowance of
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Figure 3.1: High-level view of a short-vector machine.

any dead time [6] is out of the question. A single cycle of dead time on a short-vector machine
would severely limit the maximum possible datapath utilization. In order to sequence vector
operations back-to-back, the sequencing logic must be able to do the following in a single
clock cycle:

• Resolve all data and structural hazards.

• Orchestrate the movement of data from the VRF to the vector functional units.

• Accept a new instruction from its issue queue immediately as it finishes sequencing a
vector instruction.

Mechanisms for general-purpose high instruction throughput, such as wide, out-of-order
instruction issue and register renaming, are unlikely to be cost-effective in the DSP core de-
sign space. Thus, the sequencing logic in the vector backend must be able to resolve hazards
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and schedule vector operations efficiently in the presence of multiple independent sequencing
agents, without limiting the physical implementation of the design. This includes enabling
vector chaining in a granular fashion and possibly executing some vector operations in an
out-of-order fashion through the direct resolution of RAW, WAR, and WAW hazards. By
integrating multiple sequencing agents in the vector unit, execution across various functional
units and the vector memory unit can be overlapped.

The design of the VRF is a key part of every vector unit. The short-vector machine
designs we will discuss employ a unified, banked VRF, with each bank being multi-ported
such that it can read all operands for a vector operation from a bank in a single cycle.
The VRF banking allows the various sequencing agents to simultaneously access different
banks, helping to enable concurrent execution when properly provisioned. When the VRF
is banked at a width finer than the architectural vector length, VLEN, as is often the case,
chaining can occur at a sub-vector length granularity. With each bank having sufficient
ports, all vector operands for most vector instructions can be read in a single beat, which
helps when processing short application vectors.

DLEN VLEN

From functional units, vector loads

VRF Write Crossbar

vd vs2vs1

v0

Bank 0 Bank 1 Bank 2 Bank 3

VRF Read Crossbar

Figure 3.2: Overview of the unified VRF, shown with 4 banks and VLEN/DLEN=2.

Figure 3.2 shows a high-level overview of one possible configuration of the VRF in a
short-vector machine, with four banks and a VLEN to DLEN ratio of two. Each bank is of
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width DLEN and has three read ports such that all arguments for a ternary vector operation
can be read at once. Each architectural vector register is striped across two banks, as shown
with v0. The VRF writes come from the various vector functional units as well as from
vector loads fetched by the vector memory unit.

Short-vector machines can effectively leverage the decoupled vector machine design pat-
tern [35][6]. The decoupled access-execute (DAE) architecture paradigm partitions a machine
into an “access” processor, responsible for memory accesses, and an “execute” processor, re-
sponsible for computation, decoupled from each other by queues for communication [115].
This decoupling can significantly improve performance by enabling the tolerance of memory
latencies. The DAE paradigm applied in the short-vector machine context separates the vec-
tor memory unit from the vector execution unit, with decoupled interfaces between them.
This allows the vector memory unit and the vector execution unit to run ahead or behind one
another. Decoupling is an economical technique that helps improve utilization by queuing
up work for the various units and helping to tolerate memory latencies. Furthermore, the
vector unit is decoupled from the scalar core, which allows the scalar unit to queue up work
for the vector unit without blocking issue, unless the queues fill. This allows the scalar unit
to run ahead of the vector unit, overlapping scalar bookkeeping and control code with the
vector execution and fetching scalar operands that will be needed by the vector unit in the
future.

All together, these features in short-vector machines lead to zero dead time, granular
vector chaining, and limited out-of-order execution, enabling high resource utilization on
short chimes with minimal control hardware costs. We will explore these concepts more
concretely in our discussion of the Saturn vector unit in the following sections, including
quantitative results. In the physical evaluation presented in Section 3.4, we will show the
control costs are minimal in comparison to the costs of the VRF and functional units.

Why short vectors?

Now that we have a high-level picture of what a short-vector machine looks like, we might
want to step back and ask why should we focus on “short vectors” at all? As noted in
Chapter 2, multimedia workloads in DSP and image processing feature widely varying ap-
plication vector lengths. Modern vector benchmark suites reflect this [99][64]. Particularly
in the mobile and embedded domain, application vector lengths are frequently short, much
shorter than those found in the HPC domain in which long-vector machines are typically
deployed. For example, BLASFEO is a framework for embedded optimization applications,
featuring very small matrices [38]. Given that we want to maximize energy efficiency and
area efficiency, the machine must be capable of achieving good resource utilization even on
applications with short application vector lengths. Long-vector implementations derive their
efficiency from sequencing long chimes that amortize many costs in the system and achieve
high datapath utilizations [125]. However, this means they cannot always efficiently target
applications with short application vector lengths. In contrast, short-vector machines are
built with mechanisms that are specifically geared towards sequencing short vectors.
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Beyond just the nature of mobile multimedia workloads, physical silicon constraints bring
another key motivation for designing short-vector machines. In mobile SoCs, DSP cores are
highly constrained in terms of area and power. Using shorter architectural vector lengths
means that the total storage in the VRF is smaller. Reducing the total area of the machine
may allow it to be deployed in more cases. Furthermore, this reduction in area also brings
a reduction in leakage power, an issue that gets worse as silicon nodes continue to scale
[56][54]. In other words, being able to achieve high utilization of SIMD datapaths with short
architectural vector lengths without a high instructions-per-cycle (IPC) scalar core bodes
well for overall processor energy efficiency and area efficiency.

While short-vector machines can efficiently target short application vectors, this does not
mean that they are inefficient when processing long application vectors. The vector register
grouping feature using the LMUL parameter in RVV can be used to dynamically increase
the vector length by grouping a number of vector registers together. Short-vector machines
should strive to support this feature efficiently. By doing so, instruction fetch costs can
be amortized by encoding more operations per instruction when the application vectors are
sufficiently long. More beats of execution are queued up at once, which can help the vector
backend achieve improved resource utilization. The caveat is this is only beneficial when
the application vector lengths are suitably long and vector register pressure is not too high.
Thus, short-vector machines are capable of being efficient on both short and long application
vector lengths. We will see how this feature can be efficiently implemented in the following
sections.

3.2 Short-Vector Machines as DSP Cores

We will now discuss how short-vector machines can match the characteristics of DSP cores
and how they may have positive characteristics when compared to other paradigms. Data-
parallel processing with SIMD functional units is a near-universal hallmark of DSP cores
going back over a quarter century, particularly as P-SIMD extensions to general-purpose ISAs
proliferated in the 1990s [90][86][36]. Short-vector machines can effectively harness the data
parallelism inherent in most multimedia workloads, targeting a wide variety of applications
and problem sizes efficiently. Short-vector machines implement the rich features of a modern
scalable vector ISA, making them highly flexible. In fact, scalable vector machines have long
been used to target DSP workloads [117][11], though they were traditionally deployed in the
vector supercomputer space.

In Chapter 2, we discussed the predominant paradigms in DSP core design, namely VLIW
and narrow, in-order RISC pipelines with SIMD datapaths. VLIW-based DSP cores derive
their efficiency by minimizing the area and energy costs of instruction fetch and sequencing
in hardware. This shifts the scheduling complexity almost entirely to software, with the
compiler or programmer being responsible for scheduling the code. This allows VLIW DSP
cores to scale to higher instruction throughputs and drive additional functional units. Nar-
row RISC pipelines with tightly integrated SIMD datapaths tend to derive their efficiency by
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simply using a minimal scalar core. However, this can limit datapath utilization due to insuf-
ficient instruction throughput. Both of these approaches rely on extensive static scheduling,
typically including loop unrolling and software pipelining. This bloats code size, which is a
key metric for DSP cores in constrained deployments. Beyond code size concerns, this makes
them difficult to program and undermines code portability since microarchitecture-specific
scheduling is essential for achieving good performance.

In contrast, short-vector machines leverage a mix of spatial and temporal execution, dy-
namic vector operation scheduling, and decoupling. The vector unit hardware effectively
unrolls the beats of execution in a vector stripmine loop when the chime length is greater
than one. This reduces the reliance of short-vector machines on static scheduling. Each
instruction can encode more beats of work and the pipeline can continue to issue and ex-
ecute other instructions concurrently. Because of these hardware mechanisms, stripmine
loops that leverage vector register grouping may not need to unroll as much or be software
pipelined, while still achieving high vector resource utilizations. This reduced reliance on
static scheduling means that code size can be reduced while remaining efficient.

Short-vector machines support the vector-length-agnostic (VLA) programming model of
modern scalable vector ISAs, so kernels can be written to omit tail code in the vector-
ized dimension, which can also reduce code size. P-SIMD ISAs that do not support VLA
programming must include tail code when the application vector length is not an integer
multiple of the hardware vector length. By encoding more work per instruction, the scalar
unit IPC required to keep the vector functional units utilized is reduced and the cost of
instruction fetch is further amortized. This means that the scalar unit needs not implement
costly features that would otherwise be needed to improve IPC, without compromising on
performance. Again, the caveat to these points is that when the application vectors are
so short, these advantages are reduced. Since the execution width is quantized to DLEN

bits, vector lengths that are not an integer multiple of the datapath width will leave some
functional units unused on the final beat of a vector operation. This has a greater impact
when the vector length is short. When the vector length drops to DLEN/SEW elements, each
instruction will only execute for a single beat.

The vector FMA loop in Figure 3.3 is written in RVV assembly. This loop uses vector
register grouping by setting LMUL=8. In a concise loop, this kernel leverages the mechanisms
in the short-vector machine backend to efficiently sequence the vector operations, with the
operations effectively unrolled by the hardware. This particular kernel is memory-bound
given that it must load three vectors and store one vector for every vector FMA instruction.
This loop executed in a short-vector machine should be able to attain close to 100% utilization
of the vector load pipe. If a similarly structured kernel were to have a higher arithmetic
intensity, the utilization of the vector FMA units would correspondingly increase. As vector
register pressure increases in a particular kernel, the LMUL may need to be decreased, but
the vector register grouping will typically remain useful.

The equivalent loop in a P-SIMD ISA would require more extensive static scheduling,
possibly including loop unrolling and software pipelining, to achieve the same utilization,
resulting in a larger static code size. Furthermore, the P-SIMD case would also require tail
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code to handle vectors that are not an integer multiple of the hardware vector length, while
the RVV version handles it automatically given that it is vector-length-agnostic. Porting such
a kernel to a different DSP core with a slightly different pipeline may require rescheduling
the code, while the RVV version using vector register grouping might be largely portable
between different short-vector machine instances. While this is a simple example, many DSP
functions take a very similar form. More complex functions can also typically leverage this
feature to achieve high resource utilizations with concise vector kernels.

// FP32 VFMA loop (D[i] = C[i] + A[i] * B[i])

// a0 <- N: number of elements

// a1 <- A, a2 <- B, a3 <- C, a4 <- D

vfma_loop:

vsetvli t0, a0, e32, m8, ta, ma

vle32.v v0, (a1)

sh2add a1, t0, a1

vle32.v v8, (a2)

sh2add a2, t0, a2

vle32.v v16, (a3)

sh2add a3, t0, a3

vfmacc.vv v16, v0, v8

sub a0, a0, t0

vse32.v v16, (a4)

sh2add a4, t0, a4

bnez a0, vfma_loop

Figure 3.3: Vector-length-agnostic FP32 FMA kernel leveraging vector register grouping.

These characteristics of short-vector machines imply further advantages beyond just PPA,
efficiency, and code size for a particular DSP core instance. Recall that a given mobile SoC
may deploy multiple DSP cores across different PPA design points. Ideally, we would want
a single type of machine that can be scaled up and down, ideally with kernel portability
between them. Short-vector machines, as we will see, can be scaled to meet different de-
sign points while retaining the same structure and programming model. When designing a
short-vector machine instance, the VLEN and DLEN parameters can be scaled together to meet
performance and area constraints. The nature of short-vector machines incentivizes perfor-
mance programmers to write concise stripmine loops that maximize vector register grouping,
without inducing excessive vector register spills, to achieve good performance and efficiency.
Even though the target DSP cores may be of vastly different sizes, they sequence variable
chime operations in a similar way. This, together with the VLA programming model, means
that the same kernel will likely have significant performance portability between different
short-vector machine design points. Furthermore, decoupling and dynamic vector operation
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scheduling can help the performance of sub-optimally scheduled vector code. By relying
less on microarchitecture-specific static scheduling and scalar instruction throughput, short-
vector machine platforms can have an advantage in programmer ergonomics and portability
over other DSP core paradigms.

DSP cores have also traditionally integrated a number of specialized features to increase
performance and improve energy efficiency for DSP workloads. Short-vector machines im-
plementing a modern scalable vector ISA cover the functionality of many of these features
already. The role that mechanisms to reduce loop control overheads like zero-overhead loops
can be filled by a decoupled implementation that allows the scalar unit to run ahead and
overlap scalar control code with vector execution. Widening vector arithmetic instructions
help fill the niche that accumulator guard bits in traditional DSPs occupy. Short-vector
machines can leverage specialized memories for more efficient accesses, just as other DSPs
do, in addition to connecting to a more conventional cached memory hierarchy.

We have now motivated the usage of short-vector machines in the DSP core context.
While a quantitative comparison against other DSP core design paradigms is outside the
scope of this thesis, we have provided a qualitative comparison here, including some of
the advantages that short-vector machines have. We will now move on to the design and
implementation of a short-vector machine generator.

3.3 The Saturn Vector Unit

The Saturn vector unit [132][131], or Saturn, is a parameterized Chisel [10] generator for
short-vector machines implementing the RVV 1.0 specification2. Saturn-generated designs
are fully synthesizable. The VLEN, DLEN, and many other design parameters are configurable
such that it can generate a wide variety of design points.

The goals of the Saturn project are severalfold. Saturn was designed to be a high-quality,
open-source implementation of the RVV 1.0 specification, demonstrating how to implement
the complete ISA extension, including its more complex features, in a compact manner. In
particular, Saturn targets the DSP core design space as a short-vector machine generator.
Saturn was also intended to enable research into programmable, domain-specialized systems,
including serving as a platform for exploring the design of custom vector instructions and
accelerator integration. The implementation was explicitly designed for ASIC design flows,

2A more complete discussion on the history of the Saturn project and contributions can be found in The
Saturn Microarchitecture Manual technical report [132]. Jerry Zhao was the project lead, and implemented
the instruction scheduling mechanism, load-store unit, and scalar core integration. I implemented the SIMD
floating-point units, helped bring up the scalar core interface, and helped in debugging the vector load-store
unit. I also contributed to the design and implementation of the core subsystems of the vector backend,
including the instruction sequencing mechanism, the vector register file, and various other functional units. I
led the Saturn physical implementation and evaluation for PPA feedback and optimization, including writing
optimized vector kernels. Miles Rusch implemented several variants of SIMD integer multipliers. Tianrui
Wei assisted with earlier versions of Saturn and performed key work that would evolve into the 1.0 version.
Many others contributed to the project, in particular, Albert Ou.
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rather than supporting efficient synthesis and mapping for FPGAs. This choice allows for a
meaningful quantitative PPA evaluation of short-vector microarchitectures and techniques
for domain specialization using real silicon PDKs.

The Saturn vector unit project originally began in the Fall of 2021, as it was identified
that we needed a new platform for exploring programmable and efficient domain-specialized
systems. Saturn went through a number of design iterations until it reached its current
trajectory, which began to take shape in 2023.

The following sections will present the design details of Saturn to demystify the design
of short-vector machines and a quantitative analysis of its performance, power, and area.

Saturn System Overview

Figure 3.4 shows an overview of the Saturn vector unit integrated with an in-order scalar core.
The three main subsystems are the scalar unit and Saturn frontend, the vector load-store
unit (VLSU), and the vector backend.

The Saturn generator is built around the VLEN and DLEN parameters, as described in the
previous sections. The SIMD datapaths, the memory interfaces, and the VRF banks are
all of width DLEN bits, with typical values being 128 or 256 for a DSP core design point.
The total length of each vector register is VLEN bits, which is broken up into DLEN bits-wide
chunks. Each chunk comprises a number of elements, varying based on the current SEW

setting, which will execute together as an element group. The number of element groups will
determine other physical parameters of the system such as the width of the hazard tracking
masks. In later versions of Saturn, another parameter to decouple the width of the memory
interface from the execution width was added, but that is beyond the scope of this thesis.

All instructions are fetched and decoded by the in-order scalar unit. The Saturn frontend
serves as the interface between the scalar unit and the rest of the Saturn backend and VLSU.
Vector instructions are passed on to the backend, and also the VLSU in the case of vector
memory instructions, where they are buffered by a series of queues.

The sequencer blocks are responsible for orchestrating the execution of the vector opera-
tions and the movement of data between the VRF, the functional units, and the VLSU. The
thicker lines in Figure 3.4 denote paths along which groups of DLEN bits-wide vector data
move. The thinner lines stemming from the sequencer blocks denote paths of control signals
that communicate the readiness of various blocks and arbitration for access to resources like
VRF read and write ports.

The VLSU is responsible for actually executing vector memory operations, while the
load and store sequencers in the Saturn backend coordinate the movement of data to and
from the VLSU. The VLSU is decoupled from the Saturn backend and includes circuitry for
address generation and for organizing load response data and vector data to be stored. It
also provides interfaces to ensure proper memory ordering among vector and scalar memory
accesses.

The following sections will explore these subsystems in more detail and discuss how
Saturn’s design features embody a short-vector machine.
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Figure 3.4: Block diagram overview of the Saturn vector unit. VDQ = Vector Dispatch
Queue, VRF = Vector Register File, VLSU = Vector Load-Store Unit.

Scalar Unit and Saturn Frontend

While vector instruction execution occurs in the Saturn backend and VLSU, the scalar unit
maintains some critical functionality for the Saturn vector unit, aside from simply fetching
and decoding vector instructions before passing them off to the vector unit. As we are
focusing on the short-vector machine design point for DSP cores, we restrict our discussion
to in-order scalar units. The scalar unit maintains the specified control and status registers
(CSRs) for RVV [104]. These CSRs include the vector length register, vl, and the vtype

register that maintains the selected element width, SEW, and the vector register grouping
factor, LMUL.

The Saturn frontend interfaces with the scalar unit. The scalar unit must implement a
Saturn generator-compatible interface. The current Saturn generator can interface with a
Rocket core instance [7] or a, potentially multi-issue, Shuttle core instance3. While the Saturn

3https://github.com/ucb-bar/shuttle
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backend strives to minimize its dependence on the performance of the scalar core, there are
some implementation details with important implications for the overall performance of the
machine. If application vectors are particularly short, a higher issue rate into the vector
backend is required to maintain good utilization of the datapaths and other resources. Thus,
a modest-width, multi-issue scalar core capable of maintaining a reasonable IPC can increase
the maximum performance of the system. Up to one vector instruction can be sent to the
vector backend per cycle. Since these instructions will typically be encoding multiple beats
of work, this is sufficient to saturate the vector memory and arithmetic resources, as the
application allows.

As they proceed through the scalar pipeline, each vector instruction carries with it a copy
of the proper vector configuration information, including the vl and LMUL. Not only is this
information needed in the vector backend, but also for address checks to establish the reach
of a vector memory instruction. Changes to these CSRs using the RVV configuration-setting
instructions (e.g. vsetvli) instructions should be forwarded to younger vector instructions
so as not to induce excessive bubbles in the scalar pipeline. Shuttle-based implementations
do not co-issue a vector instruction with an older configuration-setting instruction, but do
implement this bypassing.

In Saturn, all vector instructions execute post-commit. To support virtual memory and
precise exceptions, the vector memory instructions must be verified to be free-of-fault ahead
of the commit point. In a DSP core design point, virtual memory may not be supported,
but the decision to support it in Saturn was made to demonstrate how it can be done and
to simplify software development. The Saturn frontend unit interfaces with the scalar core
starting at the execute stage. The frontend checks for vector memory faults by accessing
the scalar unit’s TLB. For unit-stride vector memory instructions, the extent of the access
can be determined by using the instruction’s base address and corresponding vtype and vl.
Valid instructions accessing a single page can be checked in a single beat and sent to the
VLSU and backend. Valid instructions that cross a page will be cracked into two accesses
such that all accesses in the VLSU will always be to a single page. These cracked accesses
will be merged into the proper vector register group later on for execution. Vector memory
accesses that may access potentially many pages can be checked iteratively such that each
element is checked in turn and sent to the VLSU. The Saturn VLSU operates solely on
physical addresses. A vector instruction that does not commit at the write-back stage due
to these processes will simply replay, killing younger instructions and executing again with
the state of progress maintained by Saturn.

A committing vector instruction is sent to the vector backend, as well as the VLSU in the
case of vector memory instructions. This instruction bundle includes the instruction itself,
vector metadata like the vtype and vl, and any immediate or scalar register read operands
from the scalar integer or floating-point register file.

By designing a decoupled vector unit as opposed to one that is tightly coupled, the scalar
unit issue will not be blocked by committed vector instructions except in the case of the vector
decoupling queues completely filling, memory access conflicts, or vector instructions that
move data from the vector unit to the scalar unit. This allows the scalar unit to run ahead
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to overlap control and bookkeeping code with vector execution, load scalar operands for
future vector instructions, and fetch more vector instructions to be queued up for execution.

Vector Load-Store Unit

The Saturn VLSU serves as the “access” processor following the decoupled short-vector
machine design pattern. This decoupling enables the Saturn VLSU to run ahead of the
vector backend, fetching data for future vector arithmetic instructions, and run behind it,
storing data as the backend continues executing older instructions. This is a cost-effective
technique for improving the utilization of Saturn’s hardware resources.

Committed vector memory instructions, and their corresponding metadata, are sent to
the VLSU and the vector backend. The VLSU is responsible for load and store address gen-
eration, aligning and re-ordering memory requests and responses, and arranging the vector
data for and from the vector backend. Saturn generates a VLSU with separate paths for
vector loads and stores. A typical Saturn system has the vector memory port connected
directly to the outer memory system, typically backed by a lower-level cache, bypassing the
scalar unit’s L1 caches.

Queues in the VLSU track in-flight vector memory operations. These queue entries
contain the base of the vector memory accesses and their bounds, along with other salient
information, such as the stride and vl. To maintain scalar-vector and vector-vector memory
ordering, other memory accesses can look up potentially conflicting accesses in these queues
using this information. Scalar memory accesses that conflict with an older in-flight vector
memory access can simply be replayed at the commit point until the vector access has
completed. Ordering across the vector load and stores pipes is maintained so that conflicting
vector memory accesses can be stalled as needed.

The vector address sequencers generate memory requests based on the type of vector
memory operation and their alignment. The VLSU does not assume that load requests will
respond in-order and implements a simple reorder buffer to handle this. Outstanding store
requests are tracked until they are acknowledged. Rotation buffer circuits shift and align
vector load and store data to arrange it appropriately for the vector backend and the DLEN-
wide memory interface, respectively. These circuits also arrange the non-contiguous data
from strided and indexed accesses. The load and store paths also each contain a segment
buffer circuit to properly arrange vector data for vector segment loads and stores. The VLSU
will clear an entry from its queues tracking in-flight vector memory operations once its final
memory transaction completes.

Saturn vector unit instances can also integrate a tightly coupled memory (TCM). A TCM
is a software-managed scratchpad memory. TCMs are commonly integrated with DSP cores
to provide efficient, high-throughput memory accesses. The TCM is not cached, so accesses
have more predictable latencies at the cost of having to manage them explicitly. TCMs are
commonly used to tile kernels for the vector unit outside of the outer memory system and
can be optimized for irregular memory accesses [17]. The usage of TCMs in the context of
a multi-vector core SoC is explored further in Chapter 5.
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Vector Backend

Committed vector instructions are sent to the Saturn backend from the Saturn frontend.
They are first buffered by the VDQ, a queue that decouples the vector backend from the
scalar unit and the frontend, as shown in Figure 3.4. From the VDQ, vector operations are
sent to one of a number of issue queues. These issue queues are each private to one or more
sequencers, the blocks that handle the actual vector operation scheduling. A sequencer will
dequeue a vector operation from its issue queue when it is ready and sequence all the beats
of execution. The destination issue queue is determined by the type of vector instruction,
since issue queues can be parameterized to accept only specified vector instructions.

The VDQ and issue queues together buffer instructions for the vector backend. Since all
vector execution is done post-commit, the scalar unit can run ahead and overlap execution
of scalar instructions with the processing in the vector backend. This buffering helps the
sequencers remain busy and hides the overheads associated with scalar control code. When
an issue queue fills, it may block instructions leaving the VDQ. Empirically, we find that
generally only a relatively small number of queue slots, around 3 to 5, are required to avoid
stalling issue from the scalar unit to the vector backend in most cases.

Each entry in the VDQ and issue queues encompasses an entire vector instruction and
its metadata, including vl and LMUL. Even when the number of beats of execution for the
instruction is greater than one, as is typically the case, each queue slot encodes an entire
instruction. Cracking the instruction into its individual beats of execution in these queues
would require many more slots. For example, for machines with a base chime length of two,
an instruction with an LMUL of eight would require sixteen queue slots on its own, one for
each beat of execution. Keeping the instruction “compressed” and using the instruction
metadata for hazard checking can save considerable hardware resources.

Each vector instruction is assigned a unique tag that can be used to track its relative
ordering. This tag is carried with the instruction for the remainder of its execution. The tag
is used by the sequencing logic to disambiguate the ordering of in-flight vector instructions
for the purposes of hazard detection. An instruction’s tag is freed when it is completely
sequenced. Once freed, it can be assigned to another vector instruction entering the Saturn
backend. Thus, the bitwidth of the tag is sufficiently large to encompass the maximum
possible number of in-flight instructions in the vector backend.

Vector instructions are kept in-order through the VDQ, and sequencer dequeue and
process instructions from its issue queue in-order. However, the sequencers schedule vector
operations independently such that they may execute out-of-order with respect to vector
instructions held in other sequencers and issue queues. This dynamic scheduling of vector
instructions can help the performance of sub-optimally scheduled code and allows operations
within different units to proceed when they are safe to do so, regardless of issue order.

Each vector functional unit is part of a grouping of functional units called an execution
unit. Each execution unit is driven by a single sequencer. Functional units within the
same execution unit can operate concurrently, with the sequencer issuing up to one beat of
work per cycle to a single functional unit. Instantiating multiple sequencers allows for more
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possible concurrent execution, since each sequencer can operate independently. The trade-
off is additional area cost and hazard checking complexity. Saturn can generate different
combinations of issue queues, sequencers, and functional units, as pictured in Figure 3.5.
The lower area configuration, on the right, unifies the floating-point and integer vector
functional units under a single issue queue and sequencer. The higher area configuration, on
the left, splits the floating-point and integer functional units into separate issue queue and
sequencing paths, allowing for concurrent operation. Having a modest number of sequencers
is typically sufficient for good performance since DSP kernels are often dominated by FMA
or MAC-type operations interleaved with loads, stores, and possibly permutation operations.

The sequencers are responsible for driving the various functional units within a partic-
ular execution unit. Sequencers operate on one vector instruction at time and check that
an operation is safe to issue by ensuring there are no data hazards or structural hazards.
Figure 3.5 shows that there is a load sequencer, store sequencer, and one or more arithmetic
sequencers. The load and store sequencers are the simplest, as they primarily track just a
single vector operand destination or source, respectively. When a vector memory instruction
is sent to the VLSU, a corresponding operation is sent to the Saturn backend. The load
and store sequencers then coordinate the movement of data to and from the VRF when the
VLSU is ready. The execute sequencers are the most complex, as they must track the most
vector operands simultaneously. For example, a vector-vector FMA instruction must track
three source vector registers to be read and one destination vector register to be written,
matching one of the source vector registers. A permute sequencer is responsible for helping to
manage permutation instructions and operations that require arranging data in an irregular
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manner in the vector backend. For vector slide, register gather, and compress instructions,
the sequencer fetches the data and buffers it to be sequenced by an execute sequencer.
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Figure 3.6 shows the block diagram of an execute sequencer in Saturn, along with an
expanded issue queue entry. The issue queue entry contains the instruction and its metadata,
including scalar register file reads and generated control bits. This entry is expanded by the
sequencer into various salient control signals. The element group tracking masks are 64 bits
wide, corresponding to each of the element groups in the VRF when the VLEN to DLEN ratio
is 2. The proper bits will be set true to indicate pending reads and writes to element groups
according to the instruction type, vtype, vl, and vector register specifiers. The sequencing
control logic considers data hazards advertised by other portions of the vector backend
as well as structural hazards, such as those on VRF read and write ports. The current
element register and element group tracking masks are updated as the beats of execution
are sequenced. The sequencer orchestrates the control and data movement for the execution
unit, or VXU, which can also backpressure the sequencer in the case of non-fully pipelined
functional units.

Since the sequencers consider the value of an instruction’s vector length register, vl, they
do not need to process all possible beats of execution when the vector length is trimmed
sufficiently such that DLEN-wide results would be unused. This allows for more optimized
execution of vector-length-agnostic kernels. When a sequencer issues the final beat of a
vector instruction, it can immediately accept a new instruction from its issue queue and
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begin sequencing it on the very next cycle. Assuming there are no hazards, instructions
can be sequenced back-to-back with zero dead time. This implies that all hazards must be
resolved and the operands read from the VRF and propagated to the proper functional unit
all in one cycle. Executing with zero dead time is critical for short-vector machines. Any
dead time would severely limit performance and efficiency, particularly when operating on
short application vector lengths.

Recall that the base unit of granularity in the machine is the DLEN-wide element group,
which represents a slice of a given architectural vector register. Using the currently sequenc-
ing vector instruction’s operands and its vl and LMUL, a sequencer expands the information
that was held in its issue queue entry into bit masks of width of the number of element
groups. The number of element groups can be found from 32 × (V LEN/DLEN), since
there are 32 architectural registers, each subdivided into DLEN-wide chunks. The bits cor-
responding to the element groups that will be read from or written to are set high and the
rest are set low.

To ensure there are no data hazards, all portions of the backend that maintain infor-
mation about an in-flight vector operation must be checked. The issue queues and other
sequencers advertise the element group read and write bit masks for each currently valid
vector instruction slot. The functional units also expose a bit mask for the outstanding
writes of in-flight instructions. These must be checked, since different functional units may
have different pipeline depths, which could otherwise allow a conflicting younger instruction
to write back before an older instruction that was issued earlier. The sequencer’s own issue
queue need not be checked since these instructions are always dequeued in-order. The tags
associated with each vector instruction is used to disambiguate the relative ages of the oper-
ations, enabling or disabling the inclusion of a particular bitmask in a hazard check. Vector
operands are read at the time of issue from the sequencer, so the functional units only need
to advertise their outstanding writes.

Vector data hazards are more specifically resolved by each sequencer as follows:

• RAW: Older writes in other issue queues and sequencers and outstanding writes in
the functional units must be checked for conflicts against read operands. Note that
the age of the in-flight operations in the functional units need not be checked because
those operations would not have been issued if there was a data hazard against an
older operation.

• WAR: Older reads in other issue queues and sequencers must be checked for conflicts
against current write operands. The operations in-flight in the functional units need
not be checked since operands are read at the time of issue to an execution unit.

• WAW: Older writes in other issue queues and sequencers and outstanding writes in
functional units must be checked for conflicts against current writes. An optimization
to these checks could be made if all pipelined functional units driven by a sequencer
had the same pipeline depth. Since all pipelined operations have a fixed latency, WAW
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hazards would not be possible against outstanding pipelined writes driven by the same
sequencer and so would not need to be checked.

Structural hazards must also be considered. The VRF arbitrates read port conflicts,
which can backpressure a sequencer. Gaining access to a VRF write port is handled in two
different ways, one for pipelined functional units and one for all other cases. Once issued,
pipelined operations execute and write back their results with a fixed latency. This is by
design, so as to avoid the physical overhead of distributing backpressure logic throughout
all of the functional unit pipelines. When a pipelined operation is issued, the destination
VRF bank write port is reserved, such that it will be available after a number of cycles
corresponding to its pipeline depth. The VRF arbitrates access to a bank’s write port for
other VRF writers, always giving priority to the pipelined units. While this gives other units
a lower effective priority, forward progress is guaranteed by the sequencing mechanism, and
when there is an operation waiting for that result, it will quickly get access.

When all hazards are resolved, operands are read from the VRF and issued to the correct
functional unit. The corresponding bit in the sequencer’s element group mask is set low to
indicate that it no longer needs to be tracked within the sequencer. The sequencers will
issue an operation as soon as all its operands are ready and all other hazards are resolved.
Since hazards are tracked at the element group granularity, vector chaining can occur at a
granularity finer than the width of an architectural vector register. Thus, instructions in
different sequencers can overlap execution, which can improve utilization. Note that there
are no direct bypasses for vector data. All chaining between vector operations occurs through
the VRF.

The data hazard tracking scheme in Saturn as described here does not avoid implement-
ing a relatively non-scalable, distributed scoreboard. The hardware complexity will grow
quadratically as more independent sequencers are added to the system. While this is a valid
concern, there are mitigating factors that allow this scheme to match short-vector machines
like Saturn well. The number of sequencers in the system is fairly small, so while the scheme
will not scale well to many independent agents, it does not have to. As noted earlier, the
issue queues need not be very deep and the functional unit pipeline depths are fairly shallow
in a short-vector machine. This limits the complexity contribution to the hazard checking
from those portions of the machine. Furthermore, the width of the hazard checking bit masks
is determined by the number of element groups, not the architectural vector length or dat-
apath width on their own. Since we are typically implementing short-vector machines with
short base chimes, the hazard tracking mask bit width is limited. We find that the hardware
complexity of the hazard tracking scheme does not limit the maximum clock frequency of
the machine when pushed through the physical design flow.

Saturn features a unified VRF. The VRF is constructed from flip-flops, fully synthesized
and placed-and-routed (PnR). Nothing precludes the design from utilizing a more custom
memory to reduce the area and energy costs of the VRF, aside from additional engineering
effort. In Saturn, the logical and physical byte mapping for a given architectural register
match each other.
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The VRF is banked, currently configurable from 1 to 4 banks. Increasing the number
of banks increases the number of possible simultaneous accesses from the sequencers and
functional units. This comes at an additional hardware cost since each bank must connect to
all accessing agents. We find that a modest number of banks is sufficient for good performance
without incurring too much overhead. The width of a single bank in bits is DLEN (i.e. the
width of an element group). Thus, there are 32×(V LEN/DLEN) entries in the VRF, given
that there are 32 architectural vector registers. Each bank has three independent read ports
and one write port. This is sufficient for a sequencer for an FMA or MAC-type instruction
to read all its operands from a bank in a single beat. The banking of the VRF and allowing
pipelined operations to read all vector operand data in a single beat means that overheads
from structures like operand queues can be avoided without sacrificing performance.

The vector functional units are where the actual arithmetic operations are executed.
These units are capable of operating on all RVV 1.0-defined element widths (8b, 16b, 32b,
64b). In Saturn, there are two major types of functional units:

• Pipelined functional units (called PipelinedFunctionalUnit) operate at a fixed
latency given its parameterized pipeline depth. Pipelined functional units are DLEN-
wide, allowing a full element group of work to be executed every beat, with some
exceptions. Pipelined functional units provide no backpressure to the sequencers. This
is possible since structural hazards on the target VRF write port are checked ahead
of time. When the operation has propagated through the functional unit pipeline, the
result is written back to the VRF.

• Iterative functional units (called IterativeFunctionalUnit) operate on one ele-
ment of a vector register at a time. Iterative functional units typically have variable
execution latencies or consume too much area given their typical usage to implement
in a spatial manner. Once the result is complete, the output element is written back
to the VRF and the unit can immediately accept the next input.

Table 3.1 summarizes most of the Saturn functional units and their structure.

3.4 Saturn Evaluation

Here, we present some performance, power, and area (PPA) evaluation results for Saturn to
demonstrate its potential and validate some of its key ideas.

To measure performance, we run a series of cycle-accurate RTL simulations for several
Saturn designs generated from the Chisel implementation. The Chipyard framework [1] is
used to generate the SoC DUT, which includes an instance of the Saturn vector unit and
a last-level cache (LLC). The simulated vector units are integrated with an instance of a
dual-issue Shuttle core in a manner as described in the previous sections. The LLC has four
banks and has a total capacity of 512 KB. The VLSU fetches data from the LLC in the
generated SoC, which can sustain a throughput of up to DLEN bits per cycle. The LLC is
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Table 3.1: Saturn functional unit summary.

Functional Unit Saturn Type Implementation
Integer add/sub/max/min Pipelined 1-stage array

Shifts Pipelined 2-stage array
Bitwise Pipelined 1-stage bitwise array

Integer Divide Iterative Elementwise divide unit
Integer MAC Pipelined 3-stage array

Permutes: slides, gathers,
compress

Pipelined 1-stage, writes back results
from permute unit

FMA (+ variants) Pipelined 4-stage array
FP Divide Iterative Elementwise

FP convert, compare Pipelined 2-stage array

warmed up such that the data is resident. The performance results are shown with Saturn
parameterized with sensible values, such as modest queue depths, as described earlier in this
chapter.

Figure 3.7 shows performance results on SGEMM kernels with swept dimensions for two
Saturn configurations, assuming an operating frequency of 1GHz. The two configurations
are V256D128, a machine with a vector length of 256b and a datapath width of 128b, and
V512D256. Figure 3.8 shows the corresponding datapath utilizations results for the same
kernels. The LMUL in these kernels is set to four. These results show some of the advantages
of the Saturn implementation of a short-vector machine. Both configurations are able to
achieve high utilizations even at small matrix dimensions. Both reach greater than 90% of
the maximum machine performance across most of the swept dimension sizes. As expected,
the V256D128 machine achieves a higher utilization more quickly as it does not require quite
as long application vector lengths to saturate its functional units.

We also run a physical evaluation of Saturn to demonstrate its implementability and to
understand the costs of various portions of the machine. To do this, we ran several instances
of Saturn through a physical design flow using the Cadence suite of EDA tools. We use the
Intel16 process technology, a 16nm-class FinFET process. The results shown here are with
Saturn synthesized and placed-and-routed at 800 MHz, meeting timing at the pessimistic
slow-slow corner.

Figure 3.9 shows the area results of the scalar unit and three instances of Saturn. This
plot shows several important results. First, the area of the scalar core is a significant portion
of the total size of the whole machine. This helps demonstrate the compactness of the vector
unit itself. The scalar unit could be scaled down further in size, reducing the total area of the
machine while retaining the benefits of the Saturn implementation. These results show that
a complete and performant implementation of the RVV 1.0 specification, including all of its
features, can be implemented compactly. Next, the area of the vector machine is dominated
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Figure 3.7: Saturn performance on SGEMM.

by the VRF and the functional units, in particular the FMAs and integer MAC units. The
cost of the sequencers and issue queues, the heart of the mechanisms behind Saturn and
the short-vector paradigm, are small in comparison. Finally, examining the results of the
different design points, we see the area costs of various portions of the machine scale as
expected. The functional unit cost roughly doubles when the datapath width doubles. The
VRF doubles in size with the architectural vector length. The area cost of the VRF here
is limited by the available memory generators, with the area expected to decrease with a
more optimized, compiled memory. The cost of the sequencers and control logic only grows
modestly across these design points.

Figure 3.10 show the power results for the same Saturn configurations when executing a
high-utilization SGEMM kernel (dimensions of 64) at a clock frequency of 800MHz. Similar
to the area results, the power of the scalar core is a significant portion of the total power.
The power consumed in the VRF and the functional units roughly doubles when the VLEN

and DLEN are doubled, respectively, as expected. The VRF and the FMAs dominate the
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Figure 3.8: Saturn datapath utilization on SGEMM.

power cost of the vector unit hardware, with the remainder being made up of many small
contributions from various modules, such as the sequencers and issue queues. The inputs
to the inactive functional units are zero-gated, so their power contribution is largely limited
to leakage power. Once again, this shows the minimal cost of the key microarchitectural
mechanisms behind Saturn’s implementation of a short-vector machine. Considering the
scalar unit, L1 caches, and vector unit for the V512D256 design, Saturn achieves an energy
efficiency of 121 single-precision GFLOPS/W.

Figure 3.11 shows an annotated layout of a V512D256 Saturn design, as evaluated in this
section. The design has been placed-and-routed (PnR) into a block of 0.8mm by 0.8mm.
We can see the layout results of the fully synthesized and PnR’d VRF in the center of the
design.

These results demonstrate the efficacy of Saturn’s implementation of a short-vector ma-
chine across a variety of problem sizes. The physical results show that Saturn is spending
area and power mostly in the VRF and functional units, rather than in the vector control
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Figure 3.9: Saturn area results for several configurations [132].

Figure 3.10: Saturn power results for several configurations [132].

mechanisms. This bodes well for Saturn as its key components do not limit its implemen-
tation at these design points. The costliest portions of the design can be optimized further
with more advanced design techniques. For instance, the VRF can be implemented out of a
more area- and power-efficient memory than simply synthesized and placed-and-routed flip-
flops. This would further improve the energy and area efficiency of Saturn implementations
without changing its core structures.
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Figure 3.11: Annotated Saturn PnR results for a V512D256 configuration [132].

3.5 Related Work, Summary, and Conclusions

Related Work

Spatz is an academic vector machine targeting short vector lengths [25]. Spatz aims to
be energy efficient by eliminating as much control overhead as possible while implementing
most features of the RVV 1.0 specification. This leads to a very compact implementation.
Similarly to Saturn, it implements a unified, banked VRF, but is set at two banks. Spatz
manages all vector operations through a single controller that tracks hazards through a
scoreboard. In Saturn, independent sequencers dynamically schedule operations, leading to
limited out-of-order execution in addition to chaining all data hazards. Spatz chooses to
stall scalar memory operations while waiting for vector memory instructions and vice-versa,
while in Saturn, scalar and vector memory operations are disambiguated and only stalled on
potential hazards.

Arm MVE, or Helium, is the vector extension for the Arm Cortex-M series of processors
[5]. Helium targets short-vector implementations for DSP and ML applications, though
it leans toward an embedded design point. Cortex-M processors that implement Helium
can execute their 128-bit vectors over several beats, allowing for concurrent execution of
arithmetic and memory operations with a limited form of chaining. Notably, there is a
notion of “beats” of execution built into the architecture, in which typically 128-bit vectors
may be executed on a 32-bit or 64-bit datapath. Similar in spirit to Saturn, this mix of
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spatial and temporal execution is meant to improve datapath utilization with a minimal
scalar core to improve efficiency.

Much of the more recent academic works in vector machines have focused on long-vector
implementations. These machines tend to be targeted towards HPC and high-performance
machine-learning applications. Hwacha [70][69], Ara [92][91], and AraXL [94] are all de-
coupled, long-vector machines that leverage deep temporal execution of long vectors. They
feature high capacity, lane-distributed, SRAM-based vector register files for scalability. Vit-
ruvius+ [81] and RISC-V2 [89] are vector units that implement register renaming.

There are a number of commercial vector units in the short-vector machine design space,
although most of their design details are unknown. These include the SiFive X-series of
vector machines [111], the Andes NX27V [122], and the Semidynamic Avispado with vector
unit integration [110]. The SiFive P470, P670, and P870-D are examples of out-of-order
short-vector machines [112].

Summary and Conclusions

Short-vector machines can provide flexible and efficient multimedia and embedded machine-
learning processing for mobile SoCs across a variety of design points. They leverage econom-
ical hardware features to efficiently sequence short chimes spatially and temporally without
requiring high instruction throughput. Short-vector machines also support a vector-length-
agnostic programming model and features like vector register grouping by implementing a
modern scalable vector ISA. This is in contrast to other DSP core paradigms that rely on
expensive, high-IPC scalar units or VLIW frontends that require extensive static scheduling
or simply sacrifice performance in favor of a minimal scalar unit that integrates narrow,
tightly coupled P-SIMD datapaths. These qualities of short-vector machines have positive
implications for PPA, energy efficiency, and code size across a wide swath of kernels with
both small and large problem sizes.

The Saturn vector unit project demonstrates how to build a generator for compact, effi-
cient short-vector machines, while being feature compliant with the RVV 1.0 specification.
Saturn implements a DAE-style architecture, limited out-of-order execution of vector oper-
ations, and first-class support for vector register grouping. This leads to vector operation
execution with zero dead time, granular chaining across all data hazards, and tolerance to
memory latencies. Saturn can achieve high utilization of its functional units and memory
resources for applications with both short and long vector lengths, leading to high perfor-
mance and energy efficiency. In this chapter, we showed simulation and PPA evaluation
results for Saturn to demonstrate this. A silicon implementation of Saturn will be presented
in Chapter 5, showing measured results for performance and efficiency.

To push the energy efficiency of these short-vector machines further for particular appli-
cation domains, we must turn to specialization, the focus of the next chapter. With Saturn,
we have a platform for exploring design techniques for specialization quantitatively.



45

Chapter 4

Techniques for Specializing
Short-Vector Machines

Short-vector machines can be deployed as DSP cores in mobile SoCs, as they can be im-
plemented compactly and efficiently process a wide range of multimedia workloads of both
large and small problem sizes. However, when we examine the PPA design space of different
parameterizations of a baseline short-vector machine, such as the Saturn vector unit, we
find that it is quite coarse. Since DSP cores often have strict PPA constraints, this type of
trade-off space means that performance may have to be sacrificed for the sake of reduced
area, or vice versa. Furthermore, given the importance of multimedia workloads in mobile
SoCs, these DSP cores must be as efficient as possible. Processing flexibility is achieved at
the cost of energy efficiency compared to fixed-function solutions, so it is critical to work
to close this gap. To explore flexible and more efficient short-vector machines, we turn to
domain specialization.

This chapter discusses design techniques for the domain specialization of short-vector
machines, extending a baseline template machine with new hardware features and novel
vector instructions. The primary focus is on techniques that remain broadly applicable
within a domain, rather than highly customized solutions for absolutely minimizing the
energy cost of singular kernels.

Section 4.1 discusses the baseline parameterization of the Saturn vector unit and the
resultant PPA design space, building on the results of Chapter 3 and motivating the need
for domain specialization. It also motivates the use of Saturn as a platform for specialization.

Section 4.2 states the goals of domain specialization in this context and discusses how
the characteristics of mobile multimedia workloads can be leveraged. It then taxonomizes
various techniques for specializing short-vector machines.

Sections 4.3 and 4.4 present design techniques for specialization at the microarchitectural
level, showing how these techniques can extend Saturn and discussing their benefits and
limitations.

The remaining sections discuss the design of specialized vector instructions in the context
of this thesis. They then present a set of novel vector instructions that extend the baseline
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RVV 1.0 ISA to improve Saturn’s efficiency for multimedia workloads and enable new design
trade-offs. These instructions improve the baseline energy efficiency by capturing kernels in
higher dimensions, reducing the amount of data shuffling through the VRF, and enabling
higher compute throughput.

4.1 Baseline Short-Vector Machines

As outlined in Chapter 3, the Saturn vector unit is a parameterized generator. When gener-
ating Saturn vector unit instances, the designer can set several important high-level aspects
of the machine, such as the vector length, VLEN, and the datapath width, DLEN. These pa-
rameters will set the area cost of the VRF and the functional units. The designer can also
set a number of low-level parameters, like the sequencer configurations, the depths of the
issue queues and buffers in the VLSU, and functional unit pipeline depths.

The low-level parameters in Saturn are quite important for the performance of the ma-
chine. If the various buffers in the vector backend are not deep enough, the machine will
not be able to support a sufficient number of in-flight operations and will frequently stall.
However, as noted in Chapter 3, we empirically find that these queues and buffers need
not be particularly deep. Beyond a certain point, performance in most cases will no longer
improve by making them deeper. The configuration of the sequencers can be set to a few
sensible defaults, and the functional unit pipeline depths are often set to be as shallow as is
practical given clock frequency targets. As a result, the portions of the machine controlled
by these parameters only contribute a small portion of the overall area and power of the de-
sign. Examining the Saturn PPA results presented in Chapter 3, the vector length, datapath
width, and the configuration of the scalar core dominate the power and area results.

To reiterate, DSP cores in mobile SoCs are typically constrained by performance and area
requirements, trying to meet these targets while striving to be as energy efficient as possible.
When parameterizing a Saturn-based short-vector machine for a particular deployment, to
increase the performance significantly, we must increase the DLEN (and also likely the VLEN).
In other words, large changes in performance require large changes in power and
area.

From the Saturn PPA results presented in Chapter 3, changing the machine from a
V256D128 configuration to a V512D256 configuration roughly doubles the performance at an
increase of about 45% in power and 75% in area for the vector unit. Looking at the resultant
PPA design points using the baseline parameterization of Saturn, we find that the design
space is quite coarse. Mobile SoC design is all about making trade-offs to achieve an efficient
result, so this coarse design space presents a challenge. Thus, we want to design ways to
enable a richer set of trade-offs in the short-vector machine design space. For this, we turn
to domain specialization, since adding specialized features can enhance performance and
efficiency without scaling the size of the entire vector unit. Beyond enabling new trade-offs,
domain specialization is a critical technique for improving energy efficiency.
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In this chapter, we will not discuss the role of voltage scaling in energy efficient short-
vector machine design, but it is still important to mention. Voltage scaling is an effective
technique for improving the energy efficiency in CMOS designs [28]. Voltage and frequency
scaling play important roles in trade-off analysis when optimizing designs at the circuit
and microarchitectural levels [9][76]. While outside the scope of these thesis, voltage and
frequency scaling techniques can be applied on top of the techniques presented here.

4.2 Short-Vector Machines as Templates for Domain

Specialization

The need for energy efficient processing for multimedia applications and embedded ML in
mobile SoCs drives the design of specialized processing [49]. A short-vector machine is an
effective template for flexible, 1-dimensional vector computation in mobile SoCs, but they
can be extended to further improve their efficiency. Domain specialization can increase
performance and efficiency by matching the capabilities of a processor to the arithmetic
and dataflow characteristics of a particular application domain. Our goal is to design cost-
effective mechanisms that extend short-vector machines to improve their efficiency and enable
new PPA trade-offs by leveraging domain-specific workload characteristics. The following
sections will present design techniques for achieving this while retaining processing flexibility
and composing neatly with the baseline machine and vector programming model.

Recalling the discussion on metrics for evaluating DSP cores in Chapter 2, we will pri-
marily focus on techniques aimed at improving energy efficiency and enabling new silicon
area trade-offs. The high-level goals of this work can be summarized as follows:

• To select and parameterize a baseline design.

• To enhance energy efficiency when executing applications in a particular domain while
retaining processing flexibility.

• To enable greater vector DSP core deployment flexibility by creating new PPA design
space trade-offs, instead of simply relying on the baseline core parameters.

• To leverage the key features of short-vector machines and to retain compatibility with
the vector programming model, enabling kernel portability and empowering perfor-
mance programmers.

To understand the techniques for specializing short-vector machines, we’ll first discuss
ways in which workloads can be characterized. First, we can look at high-level workload
characteristics. One way of classifying a particular kernel is according to its arithmetic or
operational intensity, a measure of the amount of data reuse [23]. A particular processor
can be characterized by its balance of compute throughput and memory bandwidth and can
be viewed graphically using a roofline model [128][67]. These pieces of information, taken
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together, determine if a kernel is compute-bound or memory-bound when deployed on a
particular processor.

For memory-bound kernels, the effective memory bandwidth of the processor must be
increased to improve performance. To do this, the memory interface of the short-vector
machine can be widened, which must be backed up by a sufficiently high bandwidth memory
hierarchy. In the DSP core domain, banked TCMs are often used to provide high bandwidth,
fixed-latency memory accesses. Scatter-gather optimized TCMs are also frequently designed
to significantly improve memory bandwidth for kernels that rely on indexed accesses, such
as sparse kernels, lookup tables, and lens distortion correction [31][17].

Compute-bound kernels have a surplus of arithmetic intensity that can be converted
into higher performance, and potentially better energy efficiency, through the deployment
of additional compute resources without increasing the memory bandwidth. For example,
embedded machine-learning workloads are often dominated by 2D multilayer convolutions,
GEMMs, and fully connected layers. 2D multi-layer convolutions, as commonly found in
convolutional neural networks (CNNs), tend to have very high levels of data reuse, helping to
explain the great success of many architectures at efficiently accelerating them [40]. GEMM
kernels have an arithmetic intensity that scales with the dimensions of the matrices, while
convolutions have an arithmetic intensity that scales with the size of the convolution kernel.
Non-batched fully connected layers map to a matrix-vector multiplication kernel, which has
low data reuse that does not scale with the problem size.

As discussed in Chapter 2, many operations in image processing have low arithmetic
intensities, but successive operations in a given processing pipeline can be fused together
to ameliorate this. These dense, high-arithmetic intensity kernels are prime targets for
efficient acceleration due to their compute characteristics and their general importance. In
this chapter, we will present techniques for adding useful compute resources to a baseline
short-vector machine to target such workloads.

Another method of characterizing a target domain is to classify its computational and
data communication patterns [8]. By classifying workloads and identifying their important
computational patterns, we can design vector primitives that more efficiently capture them
while composing with the baseline machine. Simply increasing the vector length and data-
path width in a short-vector machine does increase the maximum compute throughput, but
yields diminishing returns for overall performance and struggles to help with short applica-
tion vector lengths.

Common computational patterns can be leveraged to extend the baseline microarchitec-
ture or instruction set. Common strategies for doing so include the design of fused and
compound instructions, which combine multiple successive operations together and execute
multiple related operations concurrently, respectively [105].

Many mobile multimedia and embedded ML workloads are inherently multidimensional.
Capturing computations in dimensions higher than 1D vectors can yield significant improve-
ments in performance and energy efficiency. We will explore specialized vector instructions
that target these compute patterns in the following sections.
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Why use short-vector machines as a platform for specialization?

We have now discussed the key motivations for specializing short-vector machines, but we
might take a step back and ask why choose short-vector machines as a platform for this at
all? Chapter 3 argued for the use of short-vector machines in the DSP core context, given
that they provide flexible yet efficient data-parallel processing for multimedia workloads.
With Saturn, we have demonstrated that short-vector machines can achieve high hardware
resource utilization across a wide range of problem sizes while being implemented compactly.
While machines that achieve lower utilizations of their resources can still benefit from do-
main specialization, short-vector machines are well-positioned to capitalize on additional
specialized hardware resources, since they should be able to use them effectively.

Many existing aspects of the short-vector machine can be leveraged. The dynamic se-
quencing mechanisms in the vector backend and the support for vector register grouping
means that specialized functional units can be efficiently driven alongside existing ones. As
we shall see later in this chapter when discussing new vector instructions to accelerate convo-
lutions, dynamically extending the maximum vector length also has the benefit of reducing
the cost of vectorizing problems horizontally across the vector.

Domain-specific accelerators leverage specialized storage structures to minimize data
movement and maximize data locality. The unified VRF in Saturn can serve as this lo-
cal storage. Specialized vector instructions can combine data permutation and computation
into a single instruction to align vector data within the datapaths rather than in separate
vector registers. This reduces the energy cost of VRF reads and writes.

In short, we have demonstrated that Saturn can generate efficient and compact short-
vector machine instances. While the generated design space is coarse, it is primed to leverage
domain specialization to improve efficiency and enable new trade-offs. We want to make sure
we’re optimizing a design that is already capable and efficient, rather than simply optimizing
a design that is a low-performing baseline.

Opportunities for Improved Efficiency in Short-Vector Machines

We can first examine where in our baseline short-vector machine there are opportunities to
improve energy efficiency. Fundamentally, the Saturn vector unit does not rely on a high-
IPC scalar core, but we can still reduce its overheads. By designing specialized instructions
that encode more operations, we can amortize the cost of instruction fetch, decode, and
sequencing. This can be captured by analyzing the dynamic instruction count required for
a particular kernel. Domain specialization can also potentially allow the designer to reduce
the cost of the scalar core at implementation time. By designing features that further reduce
the vector unit’s reliance on scalar performance, we might be able to reduce the hardware
resources devoted to the scalar unit.

The VRF is another significant contributor of power and area in short-vector machines.
Therefore, it is desirable to amortize the energy cost of each VRF read and write. This
might be done by fusing multiple steps of computation together or folding data permutation
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together with computation. Capturing a pattern common in a domain (e.g. a convolution-
type operation in image-processing workloads) with a specialized primitive can significantly
reduce the amount of data shuffling required to and from the VRF and vector memory
accesses.

The functional units themselves also consume a significant amount of power and area,
in-particular the FMA and MAC units. Defining specialized functional units that exactly
match the computation required in a particular kernel may provide savings by reducing the
overhead of sequencing an operation on more general-purpose functional units.

We found in Chapter 3 that the circuitry required for sequencing and control in the vector
backend (e.g. the sequencers, issue queues, etc.) is not a significant consumer of the overall
area or power. Thus, they are not an important target for optimization. Instead, due to
their low cost, we might be able to implement additional sequencers and control hardware
that drive domain-specialized features to improve efficiency.

Domain Specialization Taxonomy

The space of design techniques for specializing short-vector machines is wide, but we taxon-
omize it as follows:

• Microarchitectural Techniques: The baseline microarchitecture can be extended
with new features that increase performance and energy efficiency. These are changes
that are invisible at the architectural level, but can have significant implications for
PPA and how vector kernels should be optimized. Thus, these techniques lead to
implicit specialization, since they do not make any particular vector instruction more
expressive.

• Specialized Vector Instructions: Specialized, scalable vector instruction assists can
be designed to extend the baseline vector ISA. This represents explicit domain special-
ization, as the instructions explicitly encode a new, ideally more efficient, operation.
We will focus on new instructions that are designed to assist in the computation of
a particular class of kernels and are compute primitives, rather than inflexibly com-
puting a large set of tasks with a single instruction. Specialized vector instructions
can be further segmented into two categories, those operating on existing architectural
state and those that add new architectural state. The former strategy solely uses the
VRF as its local storage, while the latter adds additional addressable state that might
include specialized buffers or accumulators.

• Custom Accelerator Integration: A short-vector machine may be integrated with
one or more domain- or application-specific accelerators. This represents a much more
specialized strategy in which the short-vector machine is used as a baseline for general-
purpose vector compute, while the most intensive operations are offloaded to the at-
tached accelerators. The design of “magic” instructions that might execute hundreds
of operations can yield huge efficiency gains [45]. The trade-off is the inflexibility of
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these datapaths. This strategy is not a primary focus of the design techniques pre-
sented in this chapter, but we will discuss how a short-vector machine can be extended
with such operations while still interfacing with the vector unit.

The following sections describe design techniques for specializing short-vector machines,
presenting several microarchitectural techniques and a set of specialized vector instructions
designed by examining important computational patterns in mobile multimedia and em-
bedded ML workloads. These design techniques leverage the characteristics of short-vector
machines and are meant to naturally compose with the baseline machine and vector pro-
gramming model such that they can remain scalable and portable across different DSP core
design points.

4.3 Vector Backend Sequencer Configurations

The typical short-vector machine configuration that we have been discussing thus far has
a balance between its maximum memory bandwidth and compute throughput for fully
pipelined operations (e.g. MACs, FMAs). In other words, the width of the memory in-
terface equals the width of the pipelined functional units (recall the DLEN parameter). One
way to increase the maximum compute throughput of the machine is to add more arithmetic
sequencers. In the Saturn vector unit, these sequencers are configurable.

A typical baseline Saturn configuration, as depicted on the left in Figure 4.1, has several
independent sequencers, including for floating-point and integer operations. This allows for
concurrent execution of these different types of vector operations. If we want to increase
the maximum throughput for a particular operation, such as FMAs, we can generate a
configuration as depicted on the right in Figure 4.1. This configuration has multiple floating-
point sequencers and datapaths, effectively doubling the maximum throughput for FMA
operations without doubling the VLEN or DLEN parameters. This configuration pays for the
area cost of the additional functional units and sequencing logic without increasing the size
of the VRF or other functional units. Workloads with sufficiently high arithmetic intensities
can take advantage of this capability.

There are several ways in which these sequencers and their issue queues can be imple-
mented in the Saturn vector unit. For an additional sequencer meant to execute a unique
set of operations, it should have its own issue queue. Then the sequencer can execute the
buffered operations independently, allowing for more concurrent execution of vector opera-
tions across the different sequencers. Recall that operations within an issue queue execute
in-order. If sequencers with disjoint operations were to share the same issue queue, then
vector instructions matching each sequencer would need to be scheduled in the instruction
stream in turn. If the operations were not properly interleaved, then the non-matching
sequencer would be blocked until the matching sequencer popped one or more vector opera-
tions off the issue queue. In area-minimal Saturn configurations, unifying sequencers would
likely be preferable to sharing issue queues in this manner.
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Figure 4.1: Baseline and multi-FMA sequencer configurations of Saturn.

For sequencers that share an operation type, such as in the case of instantiating multiple
FMA sequencers, it is preferable to share an issue queue, as pictured on the right in Figure
4.1. In this configuration, each sequencer can simply begin executing the next available
instruction when it is finished sequencing its previous instruction. If they were instead to
have separate issue queues, then operations leaving the VDQ would need to be distributed to
each issue queue in a load-balanced manner. Otherwise, each sequencer may run out of useful
work. This load-balancing would be difficult in the face of dynamic system behaviors that
may temporarily block the execution of particular vector operations. Enabling the sharing of
the issue queue among multiple sequencers requires only minor logic modifications, including
simply prioritizing one of the sequencers when both are ready to accept a new operation on
the same clock cycle.

An additional complexity is the impact of structural hazards on the VRF. For sequencers
to be doing useful work, there must be sufficient VRF banks to enable each sequencing agent
to independently access the read and write ports. VRF read and write bandwidth could also
be increased by increasing the number of independent read and write ports on each bank,
but that will not be considered further here due to the high physical cost of doing so. If there
is a bank conflict between two sequencers, there is arbitration logic to give access to one of
the sequencers on that particular cycle. The other sequencer will then likely gain access on
the subsequent cycle. In normal operation, after this initial cycle delay, the sequencers can
then be accessing offset banks such that they can proceed conflict-free between each other
for the remainder of their execution. Adding more independent sequencers does incur an
area cost for connecting to the VRF access crossbars.

Figure 4.2 shows the performance results of executing an SGEMM kernel, sweeping the
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Figure 4.2: Saturn multi-FMA sequencer performance.

matrix dimensions, on a baseline V256D128 Saturn configuration, a V512D256 configuration,
and a V256D128 configuration with two FMA sequencers, V256D128+2xFMA. We can see that
the performance of the two sequencer configurations largely matches that of doubling VLEN

and DLEN across much of the range of GEMM dimension sizes, even exceeding it for certain
problem sizes.

Figure 4.3 shows the normalized area costs of the same Saturn configurations when imple-
mented in the Intel16 process technology. The configuration with multiple FMA sequencers
has a roughly 25% area overhead compared to the baseline, while the V512D256 configuration
has a roughly 80% area overhead. This means that the multiple FMA sequencer configura-
tion can create an effective trade-off in short-vector machine implementations if the target
workloads can leverage the additional compute throughput without a corresponding increase
in memory bandwidth.

This approach has several important limitations. As noted previously, because it increases
the compute throughput without increasing the memory bandwidth, this configuration does
not help kernels with low arithmetic intensities. While it is a very general-purpose special-
ization feature, it will only help with kernels with sufficient surplus data reuse that can be
leveraged.

This approach can also be limited by the application vector lengths and the vector in-
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Figure 4.3: Saturn multi-FMA sequencer normalized area cost.

struction issue rate. Recall that in Saturn, the scalar core issues up to one vector instruction
per cycle to the vector backend. For multiple FMA sequencers to overlap execution with high
datapath utilizations, the scalar core must feed the backend with operations at a sufficiently
high rate or the application vector lengths must be long enough such that vector register
grouping can be used to keep each sequencer busy.

Finally, adding a second FMA sequencer yields a very limited power difference compared
to doubling the width of the machine, such that the overall energy efficiency is not mean-
ingfully increased in comparison to the larger baseline machine configuration. While the
VRF is not increased in size, having multiple sequencers running at full rate means that it
is being accessed twice as frequently. The number of FMA units is doubled, so the power
contribution of those units will be similar to those in the wider machine. This is a purely
microarchitectural technique, so the number of vector instructions executed does not change
compared to the baseline machine configuration. Thus, there is no reduction in dynamic
instruction count, and the costs of instruction fetch and the scalar core are not reduced or
amortized by encoding a greater number of operations per instruction. In terms of physical
implementation, while we have seen the cost of the sequencing logic is minimal in terms of
the overall machine, this approach does incur overheads in the hazard checking and VRF
access logic on top of the cost of the additional sequencer and functional units.

Despite these limitations, the results show that augmenting a baseline short-vector ma-
chine with additional sequencers and functional units can be effective for increasing the
machine throughput with a lower area cost than doubling the entire vector machine width.
This is particularly useful for target domains that have sufficiently high arithmetic intensities
such that the functional units can be highly utilized.
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4.4 Vector Operation Fusion

Macro-op fusion is a common microarchitectural technique deployed in many microproces-
sors, capable of improving performance [26][114]. Macro-op fusion can also be applied in the
short-vector machine context by identifying patterns of instructions that can be effectively
combined together. Doing so has the potential to increase performance and improve energy
efficiency by reducing the amount of shuffling of data in the VRF. In Saturn, the fusion op-
portunities could be detected in the frontend of the machine or in the vector backend itself.
The frontend decoupling queue of the vector unit, which receives all vector instructions in
order, can be augmented to detect sequences of operations that may be fused together by
comparing the operations, vector register destinations, and instruction metadata.

A simple, demonstrative example is to enable effectively non-destructive scalar-by-vector
FMA-type operations. The RVV 1.0 specification only defines destructive FMA operations,
which conserves instruction encoding space.

// LMUL = 4

vmv.v.v v0, v8 // Vector register move

vfmacc.vf v0, ft0, v4 // FMA instruction with matching destination

Figure 4.4: Example of fusable vector move and FMA instructions.

In an instruction sequence like in Figure 4.4, we might fuse the vector register move
instruction with the following FMA instruction to have an effectively 3-source FMA with
a separate destination. This can help vector register allocation in certain vector kernels,
possibly reducing the need for unrolling some loops. For instance, in a vectorized software
pipelined separable convolution kernel with only destructive FMAs in which the horizontal
and vertical convolutions are fused, the inner loop must be unrolled K-1 times, where K is one
dimension of the convolution kernel. This is required to place the intermediate convolution
results in the correct vector register for subsequent iterations, which could otherwise be
avoided with non-destructive FMA instructions. While this may not have a performance
impact, it can force a significant expansion of static code size. Vector register moves can
be used to avoid unrolling the loop, but actually executing the vector move operations costs
execution cycles and energy. By fusing this pattern of instructions, as in Figure 4.4, the
vectorized separable convolution could avoid this unrolling without actually paying the costs
of the vector move operation beyond its own code size contribution and instruction fetch.

The vectorization of convolution operations presents another opportunity for fusion. Con-
volutions are highly data-parallel but require the alignment of the operands across the neigh-
borhood of input samples or pixels. Figure 4.5 shows a 1D convolution operation on the left
(note that the convolution filter elements are labeled according to their order of computation,
not according to their arrangement in the mathematical convolution kernel) and one method
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Figure 4.5: Convolution vectorization example using offset vector loads to align the data.

// LMUL = 2

// Scalar bookkeeping code is omitted

vle32.v v0, (a0) // load 32b input data

vle32.v v2, (a0) // a0 + 4 (offset by 4B)

vle32.v v4, (a0) // a0 + 8 (offset by 8B)

vmul.vx v8, v0, t0 // multiply by first weight

vmacc.vx v8, t1, v2 // MAC with second weight

vmacc.vx v8, t2, v4 // MAC with third weight

Figure 4.6: Offset load-based convolution code snippet.

for vectorizing it. There are several ways to vectorize a direct convolution computation. A
number of offset vector loads, equal to the kernel width, into separate vector registers can be
used. A single vector load with a series of slide permute operations can also be used. These
implementations are shown in the code snippets in Figures 4.6 and 4.7. These vectorization
strategies can achieve high utilization of the vector functional units, but they require redun-
dant loads of data from memory or redundant permute operations, as well as the storage of
redundant data in the VRF.

An alternative vectorization strategy, the dual of the first slide-based convolution we
showed, slides the destination vector down by one element after each MAC operation, as
shown in Figure 4.8. The kernel weights are multiplied in reverse order to achieve the
correct result. Since the slide of the destination vector matches the destination of the MAC
operations, we can fuse the slide and the MAC operation and achieve the same result1. By
doing this, we can more naturally capture the flow of the convolution, increase the effective

1Credit to Albert Ou for the original idea to combine the vector slide with a MAC or FMA operation in
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// LMUL = 2

// Scalar bookkeeping code is omitted

vle32.v v0, (a0) // load 32b input data

vmul.vx v8, v0, t0 // multiply by first weight

vslide1down.vx v2, v0, x0 // slide input down by one element

vmacc.vx v8, t1, v2 // MAC with second weight

vslide1down.vx v4, v2, x0 // slide input down by another element

vmacc.vx v8, t2, v4 // MAC with third weight

Figure 4.7: Convolution with sliding input code snippet.

// LMUL = 2

// Scalar bookkeeping code is omitted

vle32.v v0, (a0) // load 32b input data

vmul.vx v8, v0, t2 // multiply by third weight

vslide1down.vx v8, v8, x0 // slide input down by one element

vmacc.vx v8, t1, v0 // MAC with second weight

vslide1down.vx v8, v8, x0 // slide input down by another element

vmacc.vx v8, t0, v0 // MAC with first weight

Figure 4.8: Convolution with sliding accumulator code snippet.

throughput of the computation, and reduce the amount of data shuffling and VRF writes,
thus saving energy.

Vector operation fusion has some inherent limitations. It does not directly provide static
code size savings. While it can capture some fixed patterns, such as the combination of
arithmetic and data movement in the convolution example, it is more difficult to capture
complex patterns. Thus, the possible savings from fusion alone are limited.

4.5 Adding Specialized Vector Instructions

The design of domain-specialized vector instructions can enable significant gains in perfor-
mance and energy efficiency beyond those possible from the previously described microar-
chitectural techniques alone. Carefully designed instructions can succinctly encode complex
operations that can leverage workload characteristics more effectively than the base vector

the convolution dataflow.
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ISA. We will focus on specialized vector instructions that are amenable to implementation
in short-vector machines.

The design of specialized vector instructions must consider several aspects of the vector
machine. First, the interaction of the instruction with the base ISA and how software is writ-
ten must be considered. Vector instruction semantics can capture a particular computation
in a more natural fashion by encoding a new type of operation or a combination of compu-
tation and data movement. This can reduce dynamic instruction count and static code size.
The instruction should fit within the programming model of the machine such that it can
be used seamlessly within an optimized vector program. By encoding an instruction in a
similar fashion to existing instructions, the overheads of its implementation can be reduced.

Second, the underlying implementation must be considered. Designing specialized func-
tional units to directly match the computation encoded in a new instruction can greatly
increase performance and energy efficiency. An instruction that encodes a greater number of
operations can be implemented in a manner that increases the effective compute throughput
of the machine. For instructions that encode a combination of computation and data move-
ment, the implementation can reduce the amount of data shuffling that would otherwise be
required, reducing the total number of VRF reads and writes.

We define several tenets of instruction design that we will use to guide the design process
of extending our short-vector machine template:

• The instructions should be motivated by the characteristics of the target domain.
Energy efficiency can be improved by designing more expressive vector instructions that
better capture important computation and dataflow patterns in the target workloads.

• The instructions should be scalable, like the underlying machine. This enables the
continued portability of vector-length-agnostic code, and ensures that the designed
instruction is applicable across a variety of DSP core PPA design points. It also allows
for the writing of efficient and concise kernels by conforming to the vector programming
model.

• The instructions should be designed as primitives to maximize utility. The benefits
of highly specialized “magic” instructions that might operate for many cycles are well
known [45]. However, that is not the focus of this work. We are looking to design
new instructions that capture salient, domain-specialized compute patterns that can
extend a baseline short-vector machine template in a cost-effective manner.

• The instructions and their implementation should leverage the efficient mechanisms of
the baseline short-vector machine. Furthermore, the implementation should not impose
excessive PPA overhead on the baseline machine. For example, we will work to design
instructions that do not require additional VRF bank read and write ports since they
are relatively expensive and degrade overall efficiency when not utilized effectively.
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4.6 Accelerating Multidimensional Workloads

Many mobile image-processing and machine-learning kernels are inherently multidimen-
sional. Neighborhood kernels in image processing, such as convolutions, typically require
a reduction across multiple vectors to compute a single output vector. In machine learning,
2D multilayer convolutions, as well as other convolution variants, often require reductions
of vectors across multiple dimensions. Input channels are convolved with sets of filters,
with those results being combined to compute the output channel data. Furthermore, many
machine-learning primitives can be mapped to Basic Linear Algebra Subroutines (BLAS)-
type operations, namely matrix-matrix multiplications (GEMM) and matrix-vector multi-
plications (GEMV) [34][30]. Accelerating these GEMM and GEMV operations are critical
for efficient machine-learning computation. The importance of these workloads motivates
extending a short-vector machine with instructions that provide efficient multidimensional
primitives.

In recent years, P-SIMD and vector ISAs have been extended to target GEMM kernels,
largely driven by the demand for machine-learning workload performance [84][58]. These
are largely complete ISA extensions, defining additional architectural state and typically
coupled with a baseline vector extension for 1D processing. Others have worked to define
various multidimensional abstractions to efficiently capture multidimensional memory access
and compute patterns [130][63]. Some P-SIMD ISAs, like Arm Neon, have defined matrix
instructions that implicitly define 1D registers to contain a series of small matrices that can
be multiplied together [4]. There have also been works to extend existing scalable vector
ISAs with new matrix instructions that operate on tiles of data held in the VRF, with matrix
operations being sequenced onto the existing vector functional units [109][93].

The inner loops of an efficient vectorized matrix multiply kernel consist of scalar-by-
vector MAC instructions accumulating into a vector holding a portion of the C matrix. The
loops advance along the shared K dimension of tiles of the A and B matrices, accumulating
into a tile of C held across several vector registers. We can define a specialized vector
instruction to accelerate this computation to extend the baseline Saturn vector unit, in turn
accelerating and increasing its efficiency for mobile multimedia and embedded machine-
learning workloads.

Multi-Vector Multiply-Accumulate Instruction

The baseline Saturn vector unit is able to achieve high datapath utilizations across a broad
range of problem sizes for matrix multiplication and convolution kernels. Thus, in order to
further improve performance, we must be able to add additional useful functional units to
the machine. As we’ve seen, increasing the VLEN and DLEN can improve performance, but
comes at a high area cost, and adding a second sequencer for MAC operations can improve
performance, but has some critical limitations. Thus, we’d like to explore a family of vector
instructions that can improve performance and energy efficiency, while remaining highly
utilized, at a reasonable area cost.
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We define the vmvmacc instruction, and its floating-point counterpart vfmvmacc, as a
“multi-vector multiply-accumulate” operation. The key idea of this instruction is to effec-
tively fuse a sequence of multiple MAC operations into a single instruction. The vmvmacc

instruction leverages the multidimensional nature of important multimedia kernels to exe-
cute two scalar-by-vector operations along the reduction dimension at once, accumulating
into the same vector destination register. This means the instruction is effectively a 2-input
dot product.

Following the tenets of instruction design we outlined, this instruction requires no addi-
tional VRF read ports. The baseline RVV MAC and FMA instructions read three vector
registers for the vector-vector variants, or two vector registers and one scalar value from the
scalar register file for scalar-vector variants. The vmvmacc instruction instead reads three
vector registers and one scalar register. Because this instruction is encoding two scalar-vector
operations, the two scalar values are packed into the lower bits of a single 64b scalar register
specified by the instruction. This scalar value can be initially loaded into the register file
from memory with a double-wide scalar load. The additional vector register source is im-
plicitly defined as the next consecutive vector register after the specified vs2 register. Thus,
this instruction can be encoded similarly to its 1D MAC instruction counterpart without
requiring additional instruction fields. The following is the definition of one variant:

vmvmacc.vvx vd, rs1, vs2 #vd[i] += (rs1[0]*vs2[i])+(rs1[1]*(vs2+1)[i])

Figure 4.9 shows a high-level view of the operation of the instruction, with the packed
scalar elements from rs1 splatted and multiplied against their respective vs2 source vectors,
and accumulating into vd. Note that this instruction still composes neatly with the vector
register grouping feature in RVV. The instruction behavior respects LMUL > 1 and the im-
plicitly encoded vs2+1 vector register will map to the canonical consecutive vector register
(i.e. starting at the vector element group that is at vs2+(LMUL*VLEN/DLEN)).

Figure 4.10 depicts this mapping for several LMUL settings by representing each vector
register as one block. This means the vmvmacc instruction can leverage the beneficial features
of vector register grouping as implemented by the Saturn vector unit.

The vmvmacc instruction comprises a family of instructions that operate on both integer
and floating-point values. These instructions can also easily be extended to support widening
variants, just as the FMA and MAC instructions in the base RVV 1.0 spec do [104]. We
restrict this instruction to only be valid for input element widths of <=32b because a single
scalar register is only able to hold two values of width 32b. This could be overcome by
reading two consecutive scalar registers for the scalar coefficients.

Implementation

To implement the vmvmacc instruction in Saturn, only minor modifications to the machine
frontend and sequencing logic need to be made. The sequencers are modified to account
for passing along the scalar register read bits as well as all three vector register reads. For
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Figure 4.9: vmvmacc instruction operation.

vs2

LMUL=2

vs2+2

vs2

vs2+4

LMUL=4

vs2

LMUL=1

vs2+1

Figure 4.10: Mapping of source vector registers for the vmvmacc instruction for several LMUL
settings.

hazard tracking, the bit masks in the vector sequencers that encode which vector element
groups will be read from are modified to advertise read hazards on both vs2 and vs2+LMUL.

The actual functional unit comprising the dot product operation capability is imple-
mented as a PipelinedFunctionalUnit in Saturn. Some of the MAC or FMA hardware
could be shared with the existing 1D functional units in the machine. The decode matching
circuits in the execution unit are modified to accept the vmvmacc instruction. The sequencer
orchestrates the three vector register reads from the VRF and passes along the scalar register
bits to the proper functional unit. The proper scalar values are extracted from the scalar
register bits, according to the element width, and are broadcasted to be multiplied against



CHAPTER 4. TECHNIQUES FOR SPECIALIZING SHORT-VECTOR MACHINES 62

// LMUL = 4 // Equivalent version

vmacc.vx v0, t0, v16 // t0 and t2 have packed values

vmacc.vx v4, t2, v16 vmvmacc.vvx v0, t0, v16

vmacc.vx v0, t1, v20 vmvmacc.vvx v4, t2, v16

vmacc.vx v4, t3, v20

Figure 4.11: Snippet of GEMM inner loop with and without the vmvmacc instruction.

their corresponding vector register reads.
The operation is executed in a fully pipelined manner and will be written back to the

VRF after a number of cycles determined by the parameterized functional unit pipeline
depth. Again, note that this instruction does not require any additional VRF read or write
ports, it simply uses the hardware resources already available in the machine.

This instruction can provide significant performance and energy efficiency gains for dense,
multidimensional workloads in several ways. By capturing more operations in a single in-
struction than a baseline MAC or FMA instruction, the overhead of the scalar core is amor-
tized. The dynamic instruction count and the overall cost of instruction fetch, decode, and
sequencing is reduced. Furthermore, it allows us to scale up the number of useful functional
units in the vector backend. By doing so, this instruction is executing more operations per
VRF read and write. Recall from Chapter 3 that the VRF accounts for a significant por-
tion of the vector backend power. By reducing the number of total VRF read and write
operations, the total energy cost is reduced. A quantitative analysis on the PPA impact is
presented later in this chapter.

Further Extensions

A natural way to extend the vmvmacc instruction concept would be to operate on more than
two vs2 vectors at once to increase the maximum compute throughput further. This could
be done by increasing the width of the dot products and accumulating into a single vector
register. In Saturn, this strategy would still only require a single write port but would require
additional read ports to run at full throughput, or a more complex scheduling mechanism
to read out more vector element groups over multiple cycles, with the need for additional
operand buffers. It would also likely deepen the pipeline latency of the functional units,
which could lead to increased vector register pressure. An alternative would be to execute a
multidimensional primitive in an outer product-type dataflow. However, this would generate
more VRF writes per instruction, possibly requiring additional VRF bank write ports.

To further improve the performance and efficiency of multidimensional workloads, we
could also define a set of vector tile load instructions for loading multiple unit-stride vectors
from a tile of a matrix. A single instruction would encompass multiple vector load instruc-
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tions, reducing the dynamic instruction count This strategy may also enable more efficient
scheduling and management of the load operations by the VLSU. Similar ideas have been
proposed to improve the efficiency of multidimensional workloads for other vector processors
[93][109].

This section has focused on dense multidimensional computation, but sparse computation
is also very important, particularly in the embedded ML context. Sparsity can be leveraged
to reduce the costs of data movement. In particular, structured sparsity, often in the form
of 2:4 or 3:4 sparsity, can be efficiently leveraged in data-parallel architectures due to its
regularity by generating index bits ahead of time that align the sparse weights with the
correct dense input elements [82]. The vmvmacc instruction concept can be extended in a
similar fashion, reusing its register read scheme and dot product functional units. Sparse
weight indices could be used to select two vectors from a tile of four or more consecutive
vector registers in the VRF to multiply against two packed sparse weights and accumulate
into a single destination. For example, in the 2:4 sparsity case, two vectors from a tile of
four vectors would be selected using two 2b indices. The selected data would then execute
as a two-input dot product, much like the baseline vmvmacc instruction. While this would
add additional hazard tracking complexity to some of the sequencing mechanisms in Saturn,
it could be advantageous if the generated short-vector machine were to target embedded
machine-learning workloads.

In this section, we’ve discussed the design and implementation of a family of instructions
to accelerate multidimensional kernels in short-vector machines. The design of the vmvmacc
instruction fits the previously discussed tenets of instruction design by being flexible, scalable,
and fitting within the structure of the machine efficiently. There are several complementary
instructions and variants that could be implemented to further improve efficiency in a broader
range of workloads.

4.7 Accelerating Convolutions

Convolutions, and kernels that follow the neighborhood operator pattern, are ubiquitous in
mobile multimedia and embedded ML workloads. High-arithmetic intensity 2D multi-layer
convolutions make up the backbone of much of the computation of CNNs. In the image-
processing domain, 2D convolutions and 2D separable convolutions make up a significant
portion of the computation of many workloads. Linear filtering is used to smooth images
and extract edges, such as with 2D spatially separable box filters, Gaussian kernels, and
Sobel kernels. These operators are used as building blocks in image-processing pipelines.

For example, unsharp masking is an image sharpening technique that involves blurring
the image, subtracting the blurred image from the original, scaling the difference, and adding
it back to the original image [119]. Depending on the exact workload parameterization, the
blurring step, typically a spatially separable kernel, may make up over 75% of the operations
in the pipeline.
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Convolutions are found throughout image-processing-based feature-detection pipelines.
In the Harris corner detection algorithm, the image is filtered with kernels that emphasize
edges to find potential corners in the image [46]. In SIFT, the scale-space generation step
involves blurring the image with a set of Gaussian filters, repeating this step several times
after downsampling the image [74]. SIFT, and other feature-detection pipelines, contain
other processing steps that follow the neighborhood operator pattern. SIFT looks for po-
tential keypoints by finding local extrema in neighborhoods of pixels after computing the
difference-of-Gaussian from the image pyramid previously described.

Convolutions can be mapped onto short-vector machines efficiently, achieving high data-
path utilizations. However, given that they often make up a large share of the computation
in image-processing workloads, it is important to design strategies for improving their per-
formance and energy efficiency.

In our discussion on vector operation fusion, we explored various strategies for handling
the alignment of the vector data for convolutions and how redundant vector loads and data
shuffling operations represent an inefficiency. This shortcoming of 1D SIMD machines has
been identified in previous works, leading to the design of specialized convolution machines
and convolution-focused ISA extensions. The Convolution Engine leveraged the convolution
dataflow pattern common to many kernels in image processing to build specialized datapaths
that more efficiently handle the sliding window pattern [95]. SLIDEX is another work that
defines a set of instructions for accelerating sliding window kernels on P-SIMD machines,
with the window width controlled by an architectural register [121].

The following sections present a family of vector instructions for extending short-vector
machines to more efficiently target convolutions.

Convolution Instructions

We define the vconv2 and vconv4 instructions, and their floating-point counterparts vfconv2
and vfconv4, as 2-wide and 4-wide vector convolution instructions, respectively. The key
idea of these instructions is to more efficiently vectorize convolutions by aligning windows of
data directly in the datapath instead of using multiple vector loads or slide operations.

The instruction definition for vconv2 is:

vconv2.vx vd, rs1, vs2 #vd[i] = (rs1[0]*vs2[i])+(rs1[1]*vs1[i+1])+vd[i+2]

Figure 4.12 depicts the functionality of the vconv2 instruction. The vector register vs2
holds the input data for the convolution. The scalar register rs1 holds two packed values in
the least significant bits, which are used to hold the convolution kernel weights. The result
of the scalar-by-vector multiplication is accumulated into the destination vector register, vd,
that is implicitly shifted left by two elements. This is done to align the summation properly
such that convolutions with kernels wider than the encoded instruction window width (e.g.
2 or 4) can still be computed efficiently by tiling across multiple instructions.

For example, a 5-wide convolution kernel can be computed by executing a normal MAC
instruction for the 5th weight, followed by a vconv4 instruction for the other four weights.
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Figure 4.12: vconv2 instruction functionality.
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Figure 4.13: Tiled convolution using the vconv4 instruction.

Figure 4.13 shows this operation. Similarly, it could be computed using a single MAC in-
struction and a sequence of two vconv2 instructions. Thus, the convolution is executed
using a single vector load and a series of these convolution instructions, rather than using
multiple vector loads or slide operations to align the data. Figure 4.14 shows code frag-
ments comparing code snippets using vconv2 and vconv4 to compute 3-wide and 5-wide
convolutions.
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// LMUL = 4

// Scalar bookkeeping code is omitted

// Convolution kernel of width 3

// vconv2 // vconv4

vle16.v v0, (a0) vle16.v v0, (a0)

vmul.vx v4, v0, t1 vconv4.vx v4, t0, v0 // v4 initialized to 0

vconv2.vx v4, t0, v0

// Convolution kernel of width 5

// vconv2 // vconv4

vle16.v v0, (a0) vle16.v v0, (a0)

vmul.vx v4, v0, t2 vmul.vx v4, v0, t1

vconv2.vx v4, t1, v0 vconv4.vx v4, t0, v0

vconv2.vx v4, t0, v0

Figure 4.14: Convolution with vconv2 and vconv4 instructions.

The vconv* instructions utilize one scalar register read and two vector register reads.
Thus, it uses the same number of register sources as a normal scalar-by-vector MAC or
FMA instruction and can be encoded similarly.

Using the vconv* instructions, as well as the baseline slide-based vectorization approach,
leads to “losing” KW-1 elements off the end of the vector, where KW is the width of the
convolution kernel. This is because the convolution halo elements are not contained within
the source vector, vs2. The baseline multi-load convolution vectorization does load in these
extra halo elements and so a full vector of results is computed per iteration. While losing
elements is a drawback, the number of lost elements is constant with the width of the
kernel, so it can be amortized over longer vectors (i.e. by increasing VLEN at design time or
by leveraging vector register grouping with LMUL>1 at runtime). Furthermore, convolution
kernel sizes are typically small in image processing when computed directly (e.g. 3, 5, 7),
limiting the number of lost elements. There are other strategies that may ameliorate this
issue, as discussed at this end of this section.

Convolution kernels with a width narrower than the width of the encoded instruction
window can be executed in a single instruction. For example, with a kernel width of 3, the
operation can be executed with a single vconv4 instruction that packs the 3 elements into
the least significant bits of rs1 and includes zero bits where the fourth element would be
such that it does not contribute to the result.

For 2D convolutions (separable and non-separable), as are common in image-processing
workloads, the vconv* instructions can be used to efficiently execute the horizontal portions
of the convolution, followed by normal MAC or FMA instructions to compute the vertical
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portion across multiple vector registers. In certain cases, the vconv* instructions could be
sequenced with the vmvmacc instructions described in the previous section to accelerate the
vertical portion of the convolution.

By operating on groups of offset elements across each vector, these convolution instruc-
tions can increase the maximum performance of the machine for convolution operations
when implemented to run at full throughput. For the vconv2 and vconv4 instructions, the
maximum number of operations per cycle when computing convolutions is 2*(DLEN/SEW)

and 4*(DLEN/SEW), respectively, trimming to 2*((DLEN/SEW)-1) and 4*((DLEN/SEW)-3),
at the tail of processing a vector. While these throughput increases over the baseline machine
will not be achieved in practice since they do not accelerate all of the computation in a 2D
convolution, they still provide a significant processing advantage.

Similar to the vmvmacc instructions, this type of instruction comprises a family of in-
structions, including for both integer and floating-point input datatypes. The instruction
window widths can be designed and implemented as the designer sees fit, but we focus here
on vconv2 and vconv4 since they strike a balance between utilization and performance. Us-
ing a wider window (e.g. 8-wide) could lead to higher performance in some cases, but would
likely be significantly underutilized in most cases. Widening variants of these instructions
can be defined to meet the numerical requirements of a given application domain. Since the
vconv4 instruction requires four elements to be packed into a scalar register, it is limited to
input data widths of 16b and 8b. The instruction could be extended to read from multiple
scalar registers to support 32b inputs as well.

Implementation

The required changes to the decode and control circuitry in Saturn to support the vconv*

instructions are minimal since they use the same type and number of register sources as
a scalar-by-vector MAC or FMA instruction. The actual arithmetic units themselves are
similarly straightforward to implement, particularly for the integer variants, as they are a
set of 2- or 4-wide dot products that overlap across the input data. The destination halo
elements at the end of the vector (i.e. the halo elements whose indices exceed the length of
the vector) are replaced by zeroes when input to the arithmetic units.

The shift of the destination vector requires special handling because it computes on
elements that cross a vector element group boundary. These adjacent element groups are
resident in consecutive banks of the VRF. This is not wholly compatible with the baseline
Saturn PipelinedFunctionalUnit, which requires the operations to be fire-and-forget once
the vector operands are read from the VRF and sent to the execution unit. The vconv*

instructions require reading from two banks of the VRF to get all the data for a single
operation. The read from the subsequent bank is not guaranteed to occur in the very
next cycle as it may be blocked by a data hazard or structural hazard. This can cause
a misalignment of the data and thus incorrect results. However, we still want pipelined
execution with zero dead time and without requiring additional VRF read ports.
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Figure 4.15: Decoupled functional unit integration in Saturn. The decoupled functional
unit can be implemented in a more flexible manner than the pipelined functional units and
advertises its outstanding element group writes to the sequencers for the purposes of hazard
checking.

To implement this, we extend the Saturn vector unit with a new type of functional unit,
called a decoupled functional unit. The DecoupledFunctionalUnit gives greater flexibility
in implementation compared to the baseline functional unit types in Saturn. The mod-
ule accepts beats of DLEN-wide execution from a sequencer across a decoupled interface.
It maintains a bitmask of outstanding writes to vector elements groups that are in-flight
within the functional unit. This bitmask is advertised and is used by the sequencers to
detect data hazards. On writeback to the VRF, the functional unit arbitrates for access
and the corresponding bit in the bitmask representing the outstanding writes is lowered.
As long as this bitmask is maintained correctly, the internals of the functional unit may
be implemented in any way, without being tied to the strict execution requirements of the
baseline PipelinedFunctionalUnit or IterativeFunctionalUnit. Figure 4.15 depicts this
high-level structure.

In our implementation of the vconv* instructions, the data proceeds fully pipelined down
the functional unit as long as either the next beat of data will be issued on the subsequent
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cycle or the end of the vector has been reached (i.e. reached vl). This way, the overlapping
windows of elements across vector element groups can be implemented by grabbing the
overlapping elements from the very next beat of vector read data. If the next beat of data is
not issued on the next cycle for whatever reason, the pipeline stages within the functional unit
are stalled until it is available. If all beats of the instruction are issued back-to-back, then the
operation of this functional unit looks effectively the same as a PipelinedFunctionalUnit.
With this implementation, it can still maintain pipelined operation, zero dead time, and still
allows for chaining at the element group granularity. There are other ways in which this type
of instruction could be implemented in Saturn, but this way introduces minimal overhead
and avoids invasive changes in other parts of the machine.

This convolution instruction family can improve performance and energy efficiency in
several key ways. By more naturally matching the convolution dataflow, it obviates the need
to align the data explicitly using redundant vector loads or shift operations. This significantly
reduces the number of VRF reads and writes required and enables more efficient usage of the
VRF storage. Vectorizing with neighborhoods of elements across the input vectors also allows
the machine to scale to more functional units that accelerate the convolution computation.
Encoding more operations per instruction amortizes the costs of the scalar unit and vector
backend sequencing. Some selected PPA results for these instructions are shown in the
following section.

Further Extensions

The convolution instructions presented in this section again remain scalable and fit within
the structure and programming model of our baseline short-vector machine. There are some
instruction variants and complementary instructions that could enable further gains in ef-
ficiency. Recall that the proposed convolution instructions lose a fixed number of vector
elements due to not computing with the halo elements. For 1D convolutions and tiled 2D
convolutions, this may be ameliorated by defining the convolution instructions to compute
the halo elements using the first elements of the vs2+1 vector register, which would need to
have the proper input elements resident. This would allow the convolution instructions to
compute an entire vector of results together, similar to the multi-load convolution vectoriza-
tion.

Since the vconv* instructions only use two vector register reads, this concept could be
combined with the vmvmacc instruction to create a multi-vector convolution instruction.
This instruction would read three vector registers and would execute two vertical steps of
a 2D convolution at once. This would allow the machine to scale to even more compute
throughput for multidimensional convolutions without requiring additional read and write
ports on the VRF. However, it would be a less flexible primitive than the base convolution
instructions.

While this section focused on accelerating convolution operations, other neighborhood
operators that follow the same pattern of computation could also be targeted. This can in-
clude computations like comparison operations used for finding the minimum and maximum
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in windows of pixels or the sum-of-absolute-differences operations common in dense image
stereo correspondence workloads.

We used the DecoupledFunctionalUnit to implement a pseudo-pipelined functional unit
to align the vector elements properly, but it has the potential for many more uses. Because it
enables a less restricted implementation of a vector functional unit in Saturn, it can be used
to extend a baseline short-vector machine with highly specialized and complex functional
units that may offload a significant amount of application-specific compute. It could be used
to interface to one or more accelerators, which may be required to meet the performance
and energy efficiency demands in a particular DSP core deployment. The Saturn instance
would provide a baseline of general-purpose vector compute, while sequencing data to the
attached datapath and maintaining hazard controls with the outstanding write bitmask from
the DecoupledFunctionalUnit.

4.8 Specialized Vector Instruction Results

To evaluate the proposed specialized vector instructions, we first implement them in Spike2.
We then write kernels against them to ensure their correctness. We then implement the
hardware support for the instructions in RTL using Chisel in the Saturn vector unit gen-
erator, as described in the previous sections. We can then co-simulate the Spike functional
simulation with a cycle-accurate RTL simulation of the extended Saturn instance with the
new instructions, using Synopsys VCS, to check the RTL functionality. From the RTL sim-
ulations, we gather performance results. These results are gathered using a similar SoC
harness to that described in Chapter 3. Saturn is integrated with a dual-issue in-order core
and the L2 cache is warmed up such that the data is resident. The PPA results come from
a post-synthesis evaluation of the RTL implemented in the Intel16 process technology using
the Cadence suite of EDA tools.

Figure 4.16 shows the performance of several variants of Saturn running a 32b integer
matrix multiply kernel, sweeping the matrix dimensions. The operating clock frequency
is 1 GHz. The machine instances are all identical aside from their VLEN, DLEN, sequencer
configurations, and the implementation of the vmvmacc instruction. The baseline machine
is the V256D128 instance. The V256D128+2xMAC configuration implements a second MAC
unit sequencer, as described in the Vector Backend Sequencer Configuration section, and the
V512D256 configuration doubles the architectural vector length and the datapath width of
the baseline. The V256D128+vmvmacc configuration extends the baseline machine with an
implementation of the vmvmacc instruction.

The machine implementing vmvmacc shows similar or superior performance results for
this kernel compared to doubling the width of the machine or adding an entire additional
sequencer and execution unit, particularly at small problem sizes. The other configurations
may be able to increase their performance at the smaller matrix sizes through more extensive,
problem-specific static scheduling at the expense of code size. The V512D256 does not provide

2https://github.com/riscv-software-src/riscv-isa-sim
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Figure 4.16: Comparison of matrix multiplication performance of Saturn instances, including
the implementation of the vmvmacc instruction.

a performance improvement in this regime since the application vector lengths are too short
to take advantage of the additional resources. The vmvmacc instruction is able to leverage
the short-vector machine sequencing and provide increased throughput.

Figure 4.17 shows the normalized silicon area evaluation for the same Saturn instances.
All of the design points are normalized to the baseline V256D128 configuration. The area
cost of the vmvmacc instruction represents only a modest increase over the baseline, less than
the multi-sequencer configuration and far less than doubling the vector length and datapath
width. The area overhead largely is just a result of the additional cost of the functional
units, since this instruction type was designed to enable increased performance while reusing
as much of the baseline machine as possible.

Figure 4.18 shows the normalized energy efficiency (GOPS/W) results for the same Saturn
instances. Extending the baseline with the vmvmacc instruction results in an energy efficiency
uplift of over 60%, significantly larger than those of the other evaluated instances. The
vmvmacc instruction is able to significantly reduce the number of total VRF reads and writes
and reduces the dynamic instruction count of the kernels by almost 50%. These PPA results
suggest that the vmvmacc instruction is effective for improving machine performance and
energy efficiency for matrix multiplication-based workloads in an area-efficient manner.

To evaluate the specialized convolution vector instructions, we target a 5x5 2D con-
volution kernel with 16b integer elements operating on an image large enough to avoid
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Figure 4.17: Normalized area results for the vmvmacc instruction implementation in the
Intel16 process technology.
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Figure 4.18: Normalized energy efficiency results for executing a 64x64 matrix multiplication
with the vmvmacc instruction.

significant performance differences that may arise from computing on short application vec-
tors. Figure 4.19 shows the kernel speedup results of several machine configurations over
a baseline V256D128 machine. The V512D256 configuration doubles the baseline VLEN and
DLEN. The configuration with vmaccslide implements a convolution instruction variant that
fuses a MAC instruction with a single element shift, similar to the operation fusion strat-
egy discussed earlier in this chapter. The vconv2 and vconv4 configurations implement the
corresponding instructions described in Section 4.7.

The V512D256 provides a roughly 2x performance increase over the baseline. This is
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Figure 4.19: Specialized convolution instruction normalized performance comparison for a
5x5 2D convolution.

expected given that this kernel can saturate the functional units. The vconv2 implemen-
tation provides a roughly 1.7x improvement over the baseline. The vconv4 implementation
outperforms even the V512D256 configuration. It also leads to a roughly 40% reduction in
dynamic instruction count compared to the baseline.

Figure 4.20 shows the normalized energy efficiency results for a 5x5 2D convolution
for the same machine variants. Again, the vconv4 variant, as well as the other convolution
instruction variants, exhibit significant gains in energy efficiency by more naturally capturing
the convolution dataflow and reducing the amount of data shuffling required. The number
of VRF reads and writes is significantly reduced and the costs of instruction fetch and
sequencing are amortized by encoding more operations per instruction.

Application Evaluation

To understand the impact of the convolution instructions in a representative multimedia
application, we vectorize an image sharpening pipeline based on unsharp masking [119].
The unsharp masking computation we implement is summarized as follows, where g is the
output image, f is the input image, h is a spatially separable filter convolved with the input
image, and γ is a scaling factor:

g = f + γ(f − (h ⋆ f)) (4.1)

The unsharp mask pipeline consists of a separable convolution, followed by a series of
element-wise vector operations. We produce three versions of the pipeline: a baseline, one
that utilizes the vconv2 instruction, and one that utilizes the vconv4 instruction. Note
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Figure 4.20: Specialized convolution instruction normalized energy efficiency results for a
5x5 2D convolution.

that separable convolutions are less computationally intensive than the 2D convolutions
evaluated in Figures 4.19 and 4.20. Due to this, the convolution instructions accelerate a
smaller portion of the overall computation but still remain effective.

Figure 4.21a shows the latency of the pipeline, with and without the convolution instruc-
tions, normalized against the performance of the baseline V256D128 Saturn configuration.
Adding the vconv2 and vconv4 instructions results in a reduction in pipeline latency by 26%
and 33%, respectively. These results are effectively an exercise in evaluating Amdahl’s Law.
As more element-wise vector operations are added to the pipeline, the overall performance
impact of the convolution instructions is lessened. In this case, the convolution instructions
are able to deliver a speedup of up to 1.5x over the baseline.

Figure 4.21b shows the energy efficiency results for the same pipelines, again normalized
to the baseline V256D128 Saturn configuration. We compare the energy efficiency results
for the full unsharp mask pipeline, as well as just the separable convolution portion of
the pipeline, side by side. As expected, the energy efficiency gains from the convolution
instructions are higher when evaluating the separable convolution alone. The difference in
energy efficiency gains between adding the vconv4 and the vconv2 instructions also decreases.

Figure 4.21b demonstrates the impact of the makeup of the target application on the
energy efficiency improvements from the proposed convolution instructions. In this case,
implementing the vconv4 instruction results in a more energy efficient design for both the
separable convolution kernel and the unsharp mask pipeline. As the proportion of computa-
tion spent in convolution decreases, there will be a point in which vconv4 provides little or
no benefit over vconv2, no longer justifying the additional area cost. In turn, at a certain
point, vconv2 will provide little benefit over the baseline, making the baseline the best de-
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Figure 4.21: Performance and energy efficiency of the unsharp mask pipeline for Saturn
variants with and without the specialized convolution instructions implemented.

sign point. Figure 4.21b also shows the value in designing instructions with several variants:
architects can select which to implement depending on the PPA constraints of a particular
short-vector machine design and the computational composition of the target domain.

This type of analysis can be applied to other proposed specialized instructions for ex-
tending short-vector machines. Based on these results, and due to the general importance
of the convolution operation, the instructions proposed here can provide a performance and
energy efficiency benefit across a broad range of short-vector machine deployments in mobile
SoCs.

4.9 Summary

In this chapter, we explored design techniques for specializing short-vector machines, ranging
from microarchitectural techniques to the design of new vector instructions. By leveraging
domain-specific computational patterns and the structure of short-vector machines, we can
significantly improve the energy efficiency and performance of key workloads in a flexible,
scalable, and cost-effective manner. The PPA results of the specialized instruction imple-
mentations demonstrate that they are effective mechanisms for enabling new short-vector
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DSP core design points, gaining comparable or superior performance and efficiency compared
to simply doubling the vector length and datapath width, at modest area costs. The design
techniques presented here can be applied to other domains.

To deploy efficient specialized short-vector machines, we must also consider how they are
integrated into a larger SoC context and how they can be physically designed. The following
chapter discusses a reusable physical design framework and a silicon implementation of an
eight-core vector processor SoC.



77

Chapter 5

Silicon Implementation and Design
Methodologies

We have so far discussed the design of short-vector machines and techniques for their spe-
cialization. We now turn to techniques for their evaluation and implementation. When
designing specialized processing systems, rapid and accurate physical evaluation is critical
for design space exploration (DSE) and optimizing silicon implementations. This capability
is even more important in the context of modern silicon design, in which chip design costs are
extremely high and domain specialization plays a vital part in achieving higher performance
and energy efficiency.

Therefore, it is valuable to study ways in which physical design (PD) productivity can be
increased so as to enable chip architects to create better chips more quickly. Furthermore,
better PD flows and techniques may lower the barrier to entry into chip design, aiding efforts
in improving silicon design education and empowering small teams of engineers to build more
complex systems.

Previous work has already identified some key strategies for enabling more agile chip
design flows. An agile hardware design approach has been proposed to enable small teams
to implement complex, efficient microprocessors [71]. The proposed approach emphasizes the
importance of taping-in complete designs and incrementally adopting features, underlain by
the use of generators in the design process. Chipyard [1] has been maintained as a complete
framework for full stack SoC design, evaluation, and implementation by leveraging RTL
generators, RTL simulation and emulation infrastructure.

This chapter presents contributions to Hammer1, a framework for generating PD flows,
with the aim of enabling a more agile chip design process and maximizing the reuse of
design effort. In particular, this chapter will discuss Hammer’s PPA evaluation capabilities,
which have been critical for optimizing the Saturn designs presented earlier, as well as other
designs. This chapter will then present the Cygnus chiplet, a 16mm2 octa-core RISC-V
vector processor for DSP applications, taped out in the Intel16 process technology using

1Hammer has evolved significantly since its original publications [126][129].
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Hammer[59]. Cygnus is the first silicon demonstration of the Saturn vector unit and achieves
over 90% datapath utilization on matrix multiplication and convolution kernels and best-in-
class energy efficiencies of 414 GOPS/W and 109 GFLOPS/W on INT8 and FP32 matrix
multiplication kernels, respectively.

Section 5.1 discusses the design tenets and key details of the Hammer framework. Section
5.2 presents an evaluation of Hammer, including data from tapeouts that have used Hammer.
Section 5.3 discusses the use of Hammer in the optimization and implementation of the
Saturn vector unit, including improvements to its flows for simulation and power analysis.
Section 5.4 presents the Cygnus DSP chiplet, which includes eight instances of the Saturn
vector unit across two design points.

5.1 Hammer: a Reusable VLSI Flow Generator

Hammer is an open-source physical design flow generator that aims to maximize design reuse
and enable agile physical design flows [126]. It is not itself a CAD tool, but rather wraps
around existing CAD tools, both proprietary and open-source. It is written in Python and
generates Tcl scripts to drive the underlying CAD tools, while managing all the necessary
collateral passed between steps of the flow. Hammer is designed to be modular and empha-
sizes encoding designer intent to improve PD productivity and flow reuse. A key aspect of
Hammer is abstraction: the idiosyncrasies of a particular CAD tool, from a given vendor, or
process technology is abstracted as much as possible. For each step of a PD flow, a generic
interface is exposed to maintain this modularity, aiming to decouple them from design-,
tool-, and technology-specific information. These sections give an overview of the structure
and use of Hammer, along with an evaluation of its efficacy [72].

The following are the key design principles of Hammer:

• Separation of Concerns: Hammer aims to separate the construction of the flow from
the details specific to any particular process technology, tool, or design. This enables
composability and the generation of process technology-, tool-, and design-specific flow
steps from a common interface.

• Standardization: Hammer defines a standardized schema for flow constraints and
design collateral. This facilitates the interchange of data between flow steps. Impor-
tantly, this also helps codify designer intent, enabling PD design effort to be reused
across different tapeouts. It also enables other parties to understand the reasoning
behind how a particular aspect of the flow was previously designed and utilized.

• Modularity: Hammer’s abstractions and codified schema enable different tools and
process technologies to be plugged in for the same design. It also facilitates the sharing
of effort across different flows, enhancing PD flow reuse.

• Incremental Adoption: Hammer provides an interface for designers to integrate
custom solutions with a baseline generated flow seamlessly. This allows Hammer-
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generated flows to remain flexible and allows new features to be used and tested before
being integrated back into the main framework in a reusable manner.

Hammer
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Figure 5.1: Hammer framework block diagram [72].

These design principles have driven the development of Hammer and resulted in the
framework pictured in Figure 5.1. The key features of Hammer itself and its inputs are
outlined as follows:

• Core Hammer comprises the baseline Hammer framework, including the driver,
which generates a flow by combining information from the user-specified input design,
tool plugins, and technology plugin. The Tcl to drive the CAD tools and configure
them is generated. A Make fragment is also generated to help the designer run the flow
easily from the command line. Core Hammer includes all of the infrastructure for pars-
ing and checking inputs and defines the baseline flow that tool- and technology-specific
plugins can draw from.

• Hammer IR is the standardized definition of the Hammer schema. Hammer IR is
serialized as YAML or JSON. Hammer IR files are used as inputs to the top-level
flow and for passing settings and collateral between flow steps. While the top-level
flow is generated at the start, additional Hammer IR keys can be included to augment
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or override existing configuration settings. Hammer also supports some lightweight
metaprogramming for its IR, which allows some Hammer IR to modify other pieces
of IR. This functionality can be used to manage paths to collateral, concatenate the
contents of the same key specified in different locations together, and more.

• Technology plugins contain all of the information specific to a particular process
technology. The technology plugin defines references to PDK collateral (e.g. Verilog
models, LIB, etc.) and includes some information about the technology stackup, which
can be used in higher-level Hammer methods. Technology plugins also include custom
configuration keys and methods that define PDK-specific behavior. Typically, as a
technology plugin in Hammer is brought up and matures, more technology specific
functionality and flow fixes are integrated, improving flow reuse and reducing designer
effort in subsequent tapeouts.

• Tool plugins contain all the information specific to a particular CAD tool. This in-
cludes all of the steps to drive the tool along with any custom configuration settings
that may be required. Tcl templates are defined in the tool plugins, which are com-
pleted based on flow configuration setting when the flow is generated. By separating
all of the tool-specific concerns into a plugin, different tool plugins can be used with
the same flow with just the change of a top-level configuration parameter.

• Hammer hooks are the escape that allows designers to customize their flow beyond
what baseline Hammer supports. Hooks are methods that can be used to inject custom
Tcl into the flow. The designer can specify the hook be injected before, after, or in
place of any existing flow step. Furthermore, hooks can be used to remove a step from
the flow if it is not necessary for whatever reason. As previously noted, this interface
allows for the incremental adoption of new features before they are generalized and
upstreamed into core Hammer.

• Design inputs are the design-specific settings in the form of Hammer IR. This includes
references to the actual design collateral, as well as the flow settings themselves, which
may differ from the default settings defined in core Hammer.

When beginning to use Hammer for a particular evaluation or tapeout, the user will typ-
ically first set the initial input design keys, select the particular tool and technology plugins
to use, and modify the default flow steps as needed. Hammer can then be invoked from the
command line, either directly or by using the Make snippet that Hammer generates. The
user can launch an entire flow at once using this Make snippet, which will automatically run
all the required underlying Hammer actions. Alternatively, the user can specify a particular
flow step to stop at or start from depending on what is needed and which steps have been
previously run. The default Hammer flow is flat, executing a linear pass through synthesis
and PnR for the entire design. However, this becomes untenable as tool runtimes explode as
the size of the design grows. Thus, Hammer includes support for a bottom-up hierarchical
flow, as will be discussed in Section 5.5.
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Hammer is integrated into the Chipyard framework [1] and serves as the driver for the
VLSI backend during full-stack SoC development. A wide variety of Hammer tool plugins
have been developed, including for both proprietary and open-source backends. Similarly,
Hammer technology plugins have targeted both closed- and open-source process technologies,
and include both planar and FinFET processes.

5.2 Hammer Evaluation

While the efficacy of a framework such as Hammer over a baseline flow or competing frame-
work may be difficult to measure directly, we can present both empirical evidence and several
quantitative metrics. Hammer has been used as the DSE and evaluation framework for many
projects. One empirical example is with the Gemmini project [41]. Gemmini is a systolic ar-
ray generator targeting deep learning applications implemented in Chisel. During Gemmini’s
development, Hammer was used to rapidly evaluate various design points and experiment
with different floorplans and other physical parameters. PnR results showed that certain
Gemmini configurations were untenable in terms of physical realizability that more cur-
sory physical evaluations would not have revealed. These results provided valuable insights,
highlighting the importance of a tool like Hammer for enabling architects to get rapid and
realistic PPA feedback for new designs. Hammer was used throughout the development of
the Saturn vector unit to similar effect, as is discussed in the following section.

Quantitatively, we can estimate the efficacy of Hammer through proxy-metrics such as
the percentage of unique lines of code between the Hammer flows used in different tapeouts
and the design effort for a tapeout, measured in person-months of work. The data presented
here is gathered from chips with a wide diversity of designs and target process technologies.
Figure 5.2 shows the number of unique lines of code used in tapeouts across time as Hammer
matured and plugins were developed.

The first three chips featured in Figure 5.2 were taped out in the same 16nm process,
with Eagle being taped out in the year before the two subsequent chips. We can see that
thousands of lines of code were added between these tapeout with roughly a quarter of all
lines of code being unique. These tapeouts were completed during a time of tremendous
development in Hammer itself and its plugins. The following chips were then able to get
significant reuse out of the existing Hammer framework and contribute to it such that the
downward trend of unique lines of code continued. These chips were taped out in process
nodes spanning from 12nm to 130nm, by designers with varying levels of tapeout experience.
The last few chips on the chart required only a small percentage of unique, design-specific
code to build their flows, pointing to Hammer’s efficacy for facilitating design reuse across
different tapeouts.

Table 5.1 provides more specifications of the chips from Figure 5.2 and includes statistics
about the person-months of work required to tape out each chip. Again, we can see a
downward trend in overall design time and effort across the tapeouts over time as Hammer
matured and gained richer functionality. The most recent tapeouts that have used Hammer
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Figure 5.2: Hammer evaluation of design reuse across various chips [72].

have largely been able to avoid heavy use of design-specific Hammer hooks. This is in
contrast to the earliest chips featured in Figure 5.2 and Table 5.1, which had to make heavy
use of flow customizations before upstreaming functionality back into Hammer.

Related Work

Reference flows provided by CAD tool vendors and foundries provide a starting point for
working with a given CAD tool or silicon process technology. These flows typically consist
of Tcl script templates which can then be customized to a particular design. While reference
flows provide critical tool- and technology-specific information when starting out, they are
often difficult to use and incomplete for what is needed for an entire tapeout. Since a given
reference flow is inherently tied to a particular process technology and tool flow, it is difficult
to re-use work across different tapeouts because there is limited modularity and no separation
of concerns.

In contrast, Hammer enforces modularity to improve design reuse, while still allowing
for design-specific flow customization through the use of hooks. Empirically, using reference
flows in a non-structured manner leads to the introduction of many “magic numbers” and
bespoke flow options that are difficult to decipher or use in subsequent flows without a
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centralized, structured framework. Hammer and its plugins serve as a repository for design-
abstracted flow parameters and knowledge by encoding designer intent. Reference flows are
often used in conjunction with Hammer when starting out with a new tool or technology,
but are quickly left behind as Hammer’s support for that target matures.

SiliconCompiler [88] and mflowgen [24] are the most comparable open-source flow tools to
Hammer. These flow tools have strengths in their flow graph management and PPA metrics
extraction capabilities. However, they do not codify design inputs as clearly as Hammer IR
and do not have features analogous to Hammer IR’s metaprogramming or Hammer’s hooks.

5.3 Saturn Implementation and Evaluation

Hammer was a critical tool during the development of the Saturn vector unit by enabling the
rapid gathering of PPA feedback when varying design parameters. As the design evolved and
began to take shape, Hammer was used to push Saturn instances through the implementation
flow. Post-synthesis and post-PnR timing results were fed back into the RTL design to fix
critical paths, including informing the pipelining of control paths and the default settings
for vector functional unit pipeline depths.

As an example of this physical feedback process, early on in Saturn’s design, we found
that the critical path ran through the DLEN-wide vector integer adder. This functional unit
must support input data widths of 8b, 16b, 32b, and 64b, ideally reusing hardware to save
area. The integer adder unit was originally implemented as a series of byte-wide adders that
could be chained together to handle the wider input data. This datapath was reimplemented
to consist of a single wide adder with an additional bit inserted between each byte group to
propagate or kill carries depending on the data width setting, a technique commonly used
in vector arithmetic unit implementations. This optimization allows the synthesis tool to
better optimize the arithmetic circuits, reducing the delay and making this circuit no longer
on the critical path.

Silicon area results gathered using Hammer informed the optimization of certain modules
to reuse hardware more efficiently. Parameters were built into Saturn that allow the user to
trade off performance for area on vector instructions that may be less critical in a particular
deployment. Physical implementation results also demonstrated the feasibility of some key
design features in Saturn. As discussed in Chapter 3, the sequencing mechanism in the
Saturn vector backend requires the sequencer blocks to resolve hazards based on the vector
operations in other sequencers, issue queues, and functional units. Physical design results
demonstrated that these scheduling mechanisms in typical Saturn configurations had no
impact on the critical path in the design and added minimal hardware overhead.

Earlier on in Hammer’s development, the primary focus of the framework was on im-
plementation flows, namely synthesis and place-and-route (PnR). As the use of Hammer
evolved to also support DSE more efficiently, the need for integrating richer simulation and
power analysis capabilities became apparent. Support for RTL and gate-level simulation,
primarily with Synopsys VCS, and support for power analysis, primarily with Cadence Vol-
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tus and later Joules, was integrated into Hammer. These capabilities were leveraged in the
development and evaluation process for Saturn and the proposed instructions described in
Chapter 4.

Hammer currently supports driving RTL and gate-level simulations, and has plugins for
Synopsys VCS and Cadence Xcelium. Figure 5.3 shows a snippet of Hammer’s input keys
for simulation. The user can define simulation options through this interface. While there
seem to be many Hammer keys to configure the simulation flow, most of them either do
not typically change much between designs or are automatically generated by a particular
Hammer step. For example, lightweight scripts in Chipyard generate effectively all of these
input keys automatically for Hammer based on the design itself and a set of statically encoded
simulation options that need not change much over time. In addition to the user-defined input
files, Hammer automatically includes Verilog files from the PDK defined in the technology
plugin, such as functional models for SRAMs, by using the Hammer IR “append” meta-
directive.

Model files for any extra design libraries defined by the user are also included, such
as for mixed signal blocks. The sim.inputs.level controls if the simulation should be
run with RTL or gate-level options, while Hammer facilitates piping the outputs from the
desired flow step (e.g. RTL design, post-synthesis, post-PnR) to the simulation. Initially,
flags were simply included to dump waveforms from the testbench, but the plugin was
later extended to be capable of generating Switching Activity Interchange Format (SAIF)
switching activity files based on start and stop triggers for use in power analysis flows2.
Exposing this thorough API means that flexibility is granted for users who may need to
significantly modify the simulation flow, though most of the options can be configured once
and are handled automatically.

Cadence Voltus was the first power analysis tool supported in Hammer with a plugin.
Voltus is integrated into Hammer to provide post-place-and-route power analysis capabilities.
As DSE and energy efficiency analysis became more critical use-cases for Hammer, it was
clear that support for a faster turn-around-time (TaT) power flow was needed. Support for
Cadence Joules was added, a tool capable of estimating power from an RTL or gate-level
design. Joules can provide active power analysis using waveforms or switching activities
dumped from simulation and can estimate the impact of post-PnR non-idealities arising from
routing parasitics and the clock tree. With the integration of Joules, the Hammer power
analysis API was extended to have richer functionality for specifying and generating power
reports. Since, the Joules plugin has been further improved with additional functionality
and ease-of-use3.

Figure 5.4 shows a portion Hammer’s input keys for specifying power analysis parameters
and driving power analysis tools. These keys define a standard interface for specifying the
design to analyze, including the input files or design database. Hammer automatically
manages piping design collateral from the output of various implementation flow steps to

2Credit: Colin Schmidt
3Credit: Nayiri Krzysztofowicz
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1 sim.inputs:

2 top_module: null # Top RTL module for simulation

3 input_files: [] # Input files for simulation including verilog sources,

testharness/testbench, etc.↪→
4 options: [] # Permissive options for the simulator generation

5 defines: [] # Define options passed when generating the simulation executable

6 compiler_cc_opts: [] # C compiler options used when generating the simulation

executable↪→
7 compiler_ld_opts: [] # C linker options used when generating the simulation

executable↪→
8 timescale: null # Simulation timescale

9 benchmarks: [] # Benchmarks to run with the simulator executable

10 parallel_runs: 1 # Maximum number of simulations to run in parallel.

11 tb_dut: "dut" # Hierarchical path to the top level instance of the "dut" from

the testbench.↪→
12 tb_name: "TestDriver" # Name of the simulation testbench/test driver module

13 level: "rtl" # Simulation mode for simulation at different levels of the VLSI

flow (rtl, syn, par)↪→
14 all_regs: "" # Path to a list of all registers in the design passed from

synthesis or place-and-route↪→
15 seq_cells: "" # Path to a list of all sequential standard cells in the design

passed from synthesis or place-and-route↪→
16 sdf_file: null # SDF File

17 gl_register_force_value: 0 # Simulation force value used for register

initialization for gate level sims↪→
18 timing_annotated: false # Turns time annotated sim on or off

19 execution_flags: [] # Flags to run with the simulator

20 execution_flags_prepend: [] # Flags that are to be pre-pended to the simulator

execution flags in "execution_flags"↪→
21 execution_flags_append: [] # Flags that are to be appended to the simulator

execution flags in "execution_flags"↪→
22 execute_sim: true # Determines whether or not the simulation executable that is

generated with the above inputs will actually be executed with the given

flags or if the executable will just be generated in the specified run

directory.

↪→
↪→
↪→

Figure 5.3: Hammer simulation input keys.
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the power analysis flow steps. The step of the flow to run power analysis from, such as on the
input RTL or post-synthesis, is controlled by the power.inputs.level key, similar to the
Hammer simulation input keys. The waveforms and saifs keys allow a user to run active
power analysis using the switching activity from a simulation, including over a particular
time window. The extra corners only key is meant to give the user more control over
which corner the analysis is done. It would typically be used to analyze just the typical-
typical corner with nominal supply voltage and temperature, rather than at a setup or hold
corner. The report configs key defines a fine-grained interface for specifying a set of power
reports for the design. This includes defining which input waveforms to use, setting the time
window over which to run the power analysis, which module to report power for, and more.

While the faster TaT of tools like Joules trade off some accuracy in comparison to post-
PnR analysis, they are particularly useful in the context of evaluating the results of domain-
specialization. In this context, the relative result between two different designs is often more
informative than the absolute accuracy of either result.

All together, these extensions of Hammer’s simulation and power analysis functionality
provide the ability for designers to rapidly evaluate design PPA from the same framework
that will be used for an eventual silicon implementation. This leads us to the tapeout of
Cygnus, the first large-scale tapeout of the Saturn vector unit and the first demonstrator of
Saturn working in silicon, all designed using Hammer.

5.4 Cygnus DSP Chiplet

Cygnus is a 16mm2 octa-core RISC-V vector processor SoC taped out in the Intel16 process
technology. Cygnus aims to provide efficient computation for DSP and image-processing
workloads, such as those commonly found in mobile multimedia applications. To achieve this,
Cygnus integrates eight short-vector machines in the form of instances of the Saturn vector
unit, implementing the RVV 1.0 specification. These short-vector machines are designed to
be flexible and efficient, capable of achieving high datapath utilizations on a wide variety of
kernels with both short and long application vector lengths.

Cygnus makes use of a “big/little”-type architecture, integrating four “big” Saturn in-
stances, each with a V512D256 configuration, and four “little” Saturn instances, each with
a V128D64 configuration. This architecture can efficiently compute a broad range of mo-
bile multimedia workloads by mapping them onto the SoC according to their computational
characteristics. For instance, highly parallel, homogeneous kernels can be mapped in a com-
pletely data parallel fashion with rate-balanced vector code executing concurrently on both
the big and little vector machines. Multimedia application pipelines that are made up of
a series of heterogeneous tasks of varying operations and application vector lengths can be
mapped in a pipeline parallel fashion across the big and little vector machines to maximize
energy efficiency.

Each of the vector core tiles in Cygnus contains a tightly coupled memory (TCM), which
serves as a software-managed scratchpad. These TCMs enable high-bandwidth, efficient local
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1 power.inputs:

2 top_module: "ChipTop" # Top RTL module for power analysis

3 database: null # The path to a synthesis or place-and-route database of the

design to be analyzed↪→
4 tb_name: "TestDriver" # The name of the test bench from the simulation.

5 tb_dut: "dut" # The name of the device under test (DUT) from the simulation.

6 spefs: [] # The paths of all spef (extraction) files needed for the design.

7 waveforms: [] # A list of paths to waveforms to be used for dynamic power

analysis.↪→
8 saifs: [] # A list of paths to SAIF activity files to be used for dynamic power

analysis.↪→
9 extra_corners_only: false # If overridden to ``true``, the power tool will

report for only the extra MMMC corners, saving runtime.↪→
10 input_files: [] # A list of the paths to the design inputs files (HDL or

netlist) for power analysis↪→
11 sdc: "" # SDC input file

12 report_configs: [] # Optional: Power report configs that are run in addition to

the average power reports in power.inputs.waveforms↪→
13 # examples:

14 # report_configs: [{waveform_path: "/path/to/fsdb", module: "chiptop",

levels:3, start_time: "0ns", end_time: "1ns",

toggle_signal:"/ChipTop/clock", num_toggles:1, frame_count:1000,

report_name: "my_fsdb_report"}]

↪→
↪→
↪→

15 # report_configs: [{waveform_path: "/path/to/fsdb", inst:

"ChipTop/system/tile_prci_domain/tile_reset_domain_tile", interval_size:

"1ns", output_formats: ["plot_profile"]}]

↪→
↪→

16 level: "rtl" # Power analysis mode for different levels of the VLSI flow (rtl,

syn, par)↪→
17 start_times: [] # Optional: A list of analysis start times corresponding to

each waveform used for dynamic power analysis.↪→
18 end_times: [] # Optional: A list of analysis end times corresponding to each

waveform used for dynamic power analysis.↪→

Figure 5.4: Hammer power input keys.
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memory accesses for the vector machines, bypassing the SoC’s last-level cache (LLC). These
TCMs also facilitate the streaming of data between the vector core tiles, helping applications
to leverage the chip’s big/little architecture.

All together, these features make Cygnus a highly flexible and efficient platform for com-
puting mobile multimedia applications, suitable for demonstrating the efficacy of short-vector
machines in the mobile SoC context. Cygnus is the first demonstration of implementations
of the Saturn vector unit working in silicon. Cygnus demonstrates high vector unit utiliza-
tions of over 90% when executing GEMM and convolution kernels, achieving a leading 414
GOPS/W on an INT8 GEMM kernel and 109 GFLOPS/W on an SGEMM kernel.

Chip Motivation and Background

DSP and image-processing workloads make up critical multimedia applications run on mobile
SoCs. These domains require significant processing flexibility and contain widely varying
application vector lengths [64][38][99]. Long-vector machines are flexible and can achieve
great performance, efficiency, and utilization results while tolerating memory latencies when
application vector lengths are sufficiently long [12]. However, application vector lengths
are frequently short in mobile multimedia workloads, making short-vector machines more
suitable for this domain. Cygnus integrates short-vector machines via instances of the Saturn
vector unit, which we have demonstrated in simulation to be capable of achieving high
utilization and efficiencies on both short and long application vector lengths.

As discussed in Chapter 2, image-processing applications are often made up of a pipeline
of many operations computed in succession. Feature-detection pipelines, such as SIFT [74],
are frequently structured with a frontend that denoises or generates a new representation
of the image, consisting of operations applied across the image, and a backend that tests,
refines, and describes image keypoints. The frontend stages tend to consist of compute-
heavy convolution operations, among others, working with relatively long application vector
lengths. These frontend algorithmic steps are applied largely uniformly across the image and
multiple stages can often be fused together to improve data locality for more efficient execu-
tion. The backend stages tend to be less vectorizable and work on much shorter application
vectors centered around each keypoint.

The big/little architecture paradigm has been employed as a method for leveraging
processor heterogeneity in SoCs to build systems that are both performant and efficient
[65][66][133]. In a similar spirit, the big/little vector architecture of Cygnus aims to match
the heterogeneity of these mobile multimedia applications to be energy efficient. It can
be advantageous to integrate memories that allow the cores executing different tasks in a
pipeline to communicate directly, rather than through a lower level of the cache hierarchy.
At the same time, a big/little architecture can also be suitable for targeting more homoge-
neous, highly data parallel workloads, such as a large matrix multiplication, by splitting up
the workload in a balanced fashion across the big and little vector machines.

While not a focus of this chapter, Cygnus also lays the groundwork for further research
projects in the chiplet domain. The chiplet design pattern has recently been used in com-
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puting systems to make them more economical or to realize more complex systems than are
possible with a single die. Chiplets have gained much attention in recent years with the
emergence of advanced packaging technologies and 2.5D and 3D integration. As a chiplet
targeting DSP applications, Cygnus may be interconnected with another Cygnus die to scale
out the system (as pictured in Figure 5.8) or with a different type of chiplet, such as one
targeting ML applications to create a heterogeneous chiplet system. To this end, Cygnus has
a custom chip-to-chip TileLink interface and a streamlined version of UCIe [32], UCIe-lite,
connected to GPIOs, which may be used to investigate the design of chiplet-based systems.

Cygnus Architecture

Figure 5.5 shows the overall architecture of Cygnus and its component blocks. Cygnus
integrates eight RISC-V vector cores, compliant with the RVV 1.0 specification, generated
from the Saturn vector unit generator. We can see the big/little vector architecture of
Cygnus, with four big vector cores, with a VLEN of 512b and a DLEN of 256b, and four
little vector cores, with a VLEN of 128b and a DLEN of 64b. The big vector core tiles each
connect to the system interconnect individually, while the little vector core tiles are arranged
together in a cluster, with the entire cluster connecting to the system interconnect. The
choice of arranging the little vector cores in a cluster was made to enable higher-bandwidth
communication between them and to simplify the physical implementation at the top-level
of the design.

The top-level system interconnect consists of a 2D mesh NoC, of width 128b for data,
that connects all the major subsystems together. Cygnus integrates a 512KB LLC with four
banks. Figure 5.5 shows the arrangement of the LLC cache banks and the I/O peripherals.
Each cache bank connects to the NoC in addition to the memory subsystem interconnect.

The chip has multiple channels for external communication with the test host, including
UART and JTAG, in addition to a serial TileLink port. As previously mentioned, Cygnus
also has a custom chip-to-chip digital interface, as well as some analog and mixed-signal test
circuits for UCIe and DDR interfaces. The chip also integrates a foundry-supplied PLL for
on-die clock generation, in addition to a top-level pin to clock the chip externally.

Figure 5.5 shows that each vector core tile comprises a scalar unit, an instance of the
Saturn vector unit, and a 32KB TCM. Each scalar unit also includes private L1 instruction
and data caches. Each vector unit’s memory pipeline is backed by the LLC, via the system
interconnect, and a TCM. Integrating a TCM in each compute tile allows the vector machines
to operate on tiles of data without accessing the shared LLC, aside from initial fetches and
final stores. This can enable improved performance and energy efficiency by providing high-
bandwidth, uncached memory accesses for each vector unit and reducing pressure on the
top-level memory system.

The short-vector machines integrated by Cygnus provide the flexible, yet efficient, com-
putation required by SoCs targeting a broad range of mobile multimedia processing applica-
tions, as described in detail in Chapter 3 of this thesis. The decoupled vector backend and
load-store unit in Saturn helps each compute tile tolerate memory latencies. This is impor-
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Figure 5.5: Block diagram of the Cygnus DSP chiplet architecture [59].

tant in the SoC context in which the memory latency from the LLC to each vector unit must
be tolerated to achieve good performance in many cases. The sequencing mechanisms that
enable limited out-of-order execution in the Saturn vector backend and the efficient support
for the vector register grouping feature in RVV also help each vector core tile in Cygnus be
performant and efficient.

The big vector core tiles integrate a dual-issue, in-order scalar unit. While the Saturn
vector unit strives to reduce its reliance on the instruction throughput of its scalar unit, a
higher IPC scalar can aid vector performance particularly when application vector lengths
are short. A dual-issue scalar unit was selected as a balance between increased performance
and increased scalar unit power and area overheads. Moving to wider in-order scalar units
would deliver significantly diminishing returns along with increase scalar unit overheads.

For vectorizable kernels with long application vector lengths, it is expected that the big
vector cores will achieve significantly better performance and energy efficiency than the little
vector cores. This is because the energy costs of instruction fetch, the scalar unit, and control
logic are amortized over longer vectors while still achieving high datapath utilizations. For
particularly short application vector lengths, the utilization of the resources in the vector
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backend will decrease and the energy efficiency will drop as the longer VLEN and DLEN may
provide little benefit in this regime. In these cases, the kernels may more suitably map
to the little vector cores, which are capable of achieving higher datapath utilizations on
shorter application vector lengths than the big vector cores. This demonstrates one aspect
of the Cygnus architecture for leveraging a big/little short-vector architecture for efficiently
computing mobile multimedia workloads.

Figure 5.6: Block diagram of the Cygnus memory hierarchy [59].

Figure 5.6 shows a block diagram of the memory hierarchy of Cygnus, from the tile-
level connecting out to the LLC via the 2D mesh NoC. Maximizing data reuse in the VRF
with tiling or kernel fusion techniques can improve performance and energy efficiency by
reducing the amount of time and energy spent moving data through the memory hierarchy.
Every vector core on Cygnus is parameterized to have a VRF with 4 banks, each with 3
read ports and 1 write port. Recall that the VRF in Saturn is constructed out of flip-
flops. Parameterizing Saturn to have 4 banks helps allow the various vector execution units
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and vector memory units to access the VRF with fewer access conflicts, improving overall
performance and efficiency.

The private scalar L1 data cache in each tile caches data sourced from the scalar register
file by vector-scalar instructions, in addition to data for any other scalar code. The L1 caches
are backed by the LLC through the 2D mesh NoC.

Figure 5.6 also shows the integration of the 32KB TCM in every tile. Each TCM is
made up of 2x16KB banks of 1RW SRAM. These TCMs are uncached, software-managed
scratchpad memories. While using the TCM adds some code complexity for explicitly man-
aging the movement of data (rather than implicitly to and from the LLC), it can provide
high-bandwidth, low-latency vector memory accesses local to each tile. Each bank is the
width of the vector unit’s DLEN so as to match the maximum memory bandwidth of the
vector load-store unit. The TCM can serve as an intermediate level of the memory hierarchy
between the VRF and the LLC. Each vector core can tile data in the VRF and the TCM to
maximize the reuse of data within each vector core compute block. Results can be stored
out to the LLC or streamed to a TCM local to a different vector core when they are finished.
This is particularly valuable since, due to physical constraints, the top-level NoC bandwidth
is somewhat limited, and so the TCM provides higher-bandwidth and lower-latency memory
accesses than would otherwise be possible for all vector cores accessing the LLC without
an additional level of the memory hierarchy. These accesses are also more energy efficient
than fetching data from the LLC. Vector workloads can use a mix of cached and uncached
memory accesses. For instance, for vector-scalar operations, the vector operand data may
be fetched from the TCM, while scalar operand data may be fetched from L1 data cache.
We will show some examples of this working in the following chip measurements section.

Beyond just the big/little aspect of the overall chip architecture, the flexibility provided
by integrating multiple vector machines means that workloads can be mapped in a data par-
allel or pipeline parallel fashion. Large GEMMs and convolutions, for instance, can be split
across the chip, with each vector core working on an individual part of the problem. These
workload slices can be sized appropriately to rate-match the throughput of the big and little
cores to better utilize all of the vector datapaths. In contrast to this data parallel mapping,
workloads can also be mapped in a pipeline parallel or task parallel fashion, leveraging the
integration of the TCMs with each vector core tile. Since each TCM is globally addressable,
data can be streamed directly between vector core tiles using them, with each working on
one or more stages of a compute pipeline. This feature can be leveraged to efficiently com-
pute workloads like the aforementioned feature-detection pipelines onto Cygnus, mapping
each portion of the pipeline onto the big and little vector cores according to which is more
favorable.

The Saturn vector unit generator and Hammer were leveraged to explore and evaluate a
space of designs for Cygnus. The highly parameterized nature of Saturn was used to generate
the design points for the big and little vector units to evaluate. The final configurations of
V512D256 and V128D64 were selected based on a balance of performance and physical
constraints. Other Saturn parameters, such as the issue queue depths, were also selected
during this process.
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Hammer was used to drive the physical evaluation of the design space of the big and little
vector tiles. The area of a Saturn instance is driven largely by the configuration of its scalar
unit and the selection of the VLEN and DLEN parameters. Thus, those were the primary
parameters of consideration when evaluating these instances given the chip area allotted
to the compute cores. We found that a V512D256 configuration for the big vector cores
allowed us to implement four of them, along with the required system interconnect routing,
while comfortably meeting the timing targets that the top-level design required. In the area
remaining from the big vector cores and the LLC, we found that we could implement four
V128D64 vector units in a cluster configuration. The TCM sizes were selected to maximize
their capacity within each tile while meeting the area constraints imposed by the top-level
floorplan of the chip. Table 5.2 compares some of the high-level parameters and the resultant
silicon area of the big and little vector tiles.

Table 5.2: Comparison of Big and Little Vector Units

Big Vector Tile Little Vector Tile
VLEN (bits) 512 128
DLEN (bits) 256 64

TCM Size (KB) 32 32
Area (mm2) 0.82 0.26

Taking all these factors together, Cygnus is designed, from the SoC-level down to the
implementation of each compute tile, to efficiently target DSP and image-processing appli-
cations while remaining highly flexible.

Cygnus Implementation

The Cygnus die has a total area of 16mm2, 4mm by 4mm, and is implemented in the Intel16
process technology. Each big vector core tile is 0.810mm by 1.008mm, about 0.82mm2, and
each little vector core tile is 0.5mm by 0.510mm, about 0.26mm2. Each tile has a density of a
bit over 60%, post-clock tree synthesis. To simplify the implementation, the core portion of
the chip is all clocked synchronously, with clock crossings placed appropriately at the chip’s
I/O interfaces.

The design was implemented in Chisel within the Chipyard framework. Hammer was used
to drive the entire digital PD flow for the chip. Due to the complexity of the design, Hammer’s
hierarchical flow capabilities were used. As previously mentioned, Hammer currently enables
a bottom-up hierarchical implementation flow. Sub-blocks of the SoC are designated to be
implemented hierarchically and are given a set of floorplan and timing constraints by the
designer. Each sub-block is pushed through the entire implementation flow and the post-
PnR boundary timing characteristics are realized. These implemented sub-blocks are then
passed to a final run that synthesizes and places-and-routes the top-level of the design. This
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flow can significantly reduce CAD tool runtimes for a design like Cygnus as common blocks
can be implemented once and then stamped out multiple times at the top-level.

In Cygnus, each big vector core tile and each little vector core tile were leaf nodes in the
generated Hammer flow and thus were implemented once at the block-level and replicated
four times at the top-level. Each tile could meet timing at a clock frequency of upwards of
750MHz in the pessimistic slow-slow corner, but physical implementation challenges at the
top-level left the final signoff frequency of the chip a bit lower.

Figure 5.7: Cygnus GDS rendering with block overlays [59]. The Big RVV tiles have
VLEN=512b and DLEN=256b. The Little RVV tiles have VLEN=128b and DLEN=64b. The
LLC is 512KB and comprises four banks.

Figure 5.7 shows a rendering of the Cygnus SoC GDS at tapeout4. Overlayed are the
locations of the four big vector tiles and the little vector tile cluster, along with the LLC.
The open space on the die was originally budgeted for mixed-signal blocks for chiplet com-
munication, which were moved to a subsequent tapeout. Cygnus was implemented in the
Spring semester of 2024, with the tapeout in May5.

4GDS Credit: Ken Ho
5I led the configuration and physical design of the Saturn vector core tiles on Cygnus and their inter-

connection at the top-level. I also assisted on the top-level design and chip finishing steps. Vikram Jain
was the overall Cygnus chip lead, managing the top-level of the chip, verification, and chip signoff. Jerry
Zhao, Kevin Anderson, Ken Ho, Yufeng Chi, Ella Schwarz, and Harrison Liew all played critical roles in the
tapeout process. The first vector code confirming that the Saturn cores were working on the chip ran on
Friday, December 13th, 2024, a few days after the packaged chips were received.
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Cygnus Measurements and Results

In the testing setup, two Cygnus chips are co-packaged on an organic substrate as shown
in Figure 5.8. The package is fastened into the testing board, which in turn plugs into two
separate FPGA boards as pictured in Figure 5.9.

Figure 5.8: Cygnus package [59].

Figure 5.9: Cygnus test setup [59].

Using two FPGAs simplified the testing process, as each FPGA board can individually
connect to its corresponding Cygnus chip. The FPGA is then connected to a host PC. Figure
5.10 shows the shmoo plot for a measured Cygnus die. The chip is functional up to a clock
frequency of 1GHz at a core voltage of 0.94V and can operate at a supply voltage of 0.6V
with a 350MHz clock frequency.

Cygnus is the first chip to demonstrate the Saturn vector unit working in silicon. While
prior physical design experiments had demonstrated that these Saturn configurations were
physically implementable, this chip makes the design silicon proven and supports one of the
original Saturn project goals of targeting ASIC implementations. Furthermore, this allows
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us to physically measure energy efficiency and performance in a real SoC to benchmark these
Saturn instances.

Figure 5.10: Cygnus shmoo plot [59].

Figures 5.11 and 5.12 show the measured performance and efficiency for executing an
SGEMM kernel and an 8-bit integer IGEMM kernel on one of each of the big vector cores and
little vector cores on Cygnus. For a 64x64 SGEMM and a 128x128 IGEMM, the big vector
core achieves 40 GFLOPS/W and 154 GOPS/W at the most efficient points, respectively.
The little vector core achieves 12 GFLOPS/W and 47 GOPS/W on the SGEMM and IGEMM
at the most efficient points, respectively. Each core achieves greater than 90% datapath
utilization in these experiments.

The GEMM kernels utilize standard performance programming techniques, such as loop
unrolling and software pipelining. This helps validate the design intent behind each Saturn
vector core and usage of the TCMs. The Saturn design helps tolerate memory latencies in
the system, with the sequencing mechanism in the vector backend able to keep the functional
units busy. The TCMs help alleviate issues with top-level interconnect bandwidth. In the
GEMM kernels, the values from the A matrix are accessed as scalars, fetched from the L1
data cache after being initially fetched from the LLC. Because the vector unit is decoupled
from the scalar core, these accesses can run ahead. The B and C matrices are fetched from
the TCM. Tiling techniques are also used to keep intermediate results resident in the vector
register file to minimize data movement and maximize efficiency.

Figures 5.13 and 5.14 show the results for the SGEMM and IGEMM kernels, respectively,
when all vector cores on the chip are used together. In this case, a 192x192 SGEMM and
a 384x384 IGEMM are deployed. The work for these matrices is divided across the big
and little vector cores to roughly rate-balance the throughput. At the most efficient points,
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Figure 5.11: Vector core 64x64 SGEMM results [59].

Cygnus is capable of achieving 109 GFLOPS/W for the SGEMM kernel and 414 GOPS/W
for the IGEMM kernel. When compared against other state-of-the-art vector processors and
chip implementations, Cygnus achieves best-in-class efficiency [59].

Figure 5.15 shows the efficiency and performance results when mapping other kernels
to the big and little vector cores. This demonstrates the flexibility of the system to map
a wide range of workloads. Figure 5.16 shows the performance of the big and little vector
cores when sweeping SGEMM kernel size. As expected, the little vector core achieves higher
utilizations at smaller kernel sizes, but both cores are able to achieve high utilizations quickly
as the problem size increases, as would be expected from the design intent and results for
the Saturn vector unit discussed in Chapter 3.

Cygnus Conclusion

Cygnus, at the SoC level, demonstrates the efficiency and flexibility granted by a big/little
vector architecture. The big and little cores can all work together on the same problem
for maximum top-line compute throughput or can operate in a pipeline parallel fashion for
compute pipelines that may map to a wider or narrower vector unit more efficiently. This is
underlain by the integration of the TCMs per-vector core tile, which allows for more efficient
local memory accesses, facilitates the streaming of data between cores, and alleviates top-



CHAPTER 5. SILICON IMPLEMENTATION AND DESIGN METHODOLOGIES 99

Figure 5.12: Vector core 128x128 IGEMM results [59].

level interconnect throughput limitations.
Cygnus is the first demonstration of the Saturn vector unit working in silicon. Not only

does this show Saturn’s physical realizability, but the results help validate the ideas presented
earlier in this thesis. The measured results from Cygnus show that short-vector machines
can efficiently execute a wide variety of kernels with both short and long application vector
lengths. Each core is able to achieve high datapath utilizations on GEMM and convolution
kernels, contributing to the top-line energy efficiency results. Since we know that the area
overhead from the control mechanisms in the Saturn vector backend is fairly marginal, these
results also demonstrate favorable area efficiency characteristics. These are all critical results
for DSP-type cores that are integrated into mobile SoCs for multimedia applications, as
described previously.

Finally, Cygnus becomes another chip in the now long line of silicon designed using
the Hammer framework. Once again, a small team was able to come together to design a
complex SoC in a short period of time using Hammer. This was enabled in part by Hammer
facilitating the reuse of design effort from previous tapeouts, including past investments in
the Intel16 technology plugin and many CAD tool plugins. At the block-level, Hammer had
already facilitated the physical optimization of the Saturn vector unit, such that it did not
lie on the critical path in the final tapeout.
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Figure 5.13: Cygnus multi-core 192x192 SGEMM results [59].

Figure 5.14: Cygnus multi-core 384x384 IGEMM results [59].
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Figure 5.15: Performance and energy efficiency results for the big and little vector core tiles
executing kernels with varying arithmetic intensities [59].

Figure 5.16: Utilization of the big and little vector core tiles executing an SGEMM across a
sweep of square matrix sizes. The little vector cores achieve a higher utilization at smaller
problem sizes, demonstrating how utilizing the little vector cores may be advantageous [59].
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Chapter 6

Conclusion

The need for flexible yet efficient processing for multimedia applications in constrained de-
ployments drives the integration of DSP cores in mobile SoCs. Traditional DSP core design
paradigms have been tremendously successful, but the continued slowing of silicon scaling
and growth in algorithmic breadth and complexity necessitates continued innovation. The
emergence of modern scalable vector ISAs, such as RVV and SVE, presents the opportunity
for these cores to be designed based on an efficient short-vector machine template. Such a
DSP core platform has the potential to be highly energy efficient and area efficient across a
variety of design points, underlain by cost-effective hardware mechanisms that enable high
resource utilization without high instruction throughput. Furthermore, this paradigm can
enable software compatibility, and potentially performance portability, across DSP core in-
stances while being programmer friendly. These are particularly valuable characteristics
given that a single SoC, or class of SoCs, may integrate the same DSP core multiple times,
parameterized to fit particular performance and area constraints.

The Saturn project makes the argument for designing these DSP cores as short-vector
machines. Short-vector machines can efficiently execute a wide range of multimedia kernels
with both short and long application vector lengths by leveraging a decoupled design, aggres-
sive sequencing mechanisms in the vector backend, and efficient support for vector register
grouping. Saturn, being highly parameterized, also demonstrates how this type of design
can be scaled up and down to fit the needs of a particular deployment while running the
same vector-length-agnostic code with high resource utilization.

Domain specialization is critical for energy efficiency in silicon design today, and so it is
important to understand how these DSP cores can be specialized. The techniques presented
in this thesis show that short-vector machines can be specialized using economical, low-
overhead mechanisms without sacrificing the flexibility of the baseline machine. Designing
new, scalable vector instructions for short-vector DSP cores is one of the most effective
techniques for domain specialization and gives kernel writers new tools to implement efficient
multimedia applications.

Not only is what we design important, but also how we implement and evaluate it.
Designing specialized short-vector machines hinges on the ability of architects to rapidly
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implement, evaluate, and iterate based on actionable PPA feedback. Thus, the development
of new physical design methodologies that enable architects to realistically evaluate design
feasibility, efficiency, and trade-offs is vital. This will only increase in importance as the
challenges and costs of silicon design grow. The Hammer framework facilitates design reuse
and rapid DSE through the separation of concerns, modular design, and codifying designer
intent. The Cygnus DSP SoC leveraged Hammer and demonstrated the Saturn vector unit
working in silicon. The utilization, performance, and efficiency measurements from this chip
help to validate the arguments made in favor of deploying short-vector machines as DSP
cores.

Summary of Contributions

This thesis makes the following contributions:

• A review of mobile multimedia applications and domain-specialized processing design
patterns in mobile SoCs.

• An analysis of the use of scalable short-vector machines as signal processors and their
implementation challenges.

• Contributions to the Saturn vector unit, a parameterized Chisel generator for short-
vector machines implementing the RVV 1.0 specification.

• The proposal and analysis of techniques for extending short-vector machines to spe-
cialize them for a particular multimedia application domain to enhance their energy
efficiency and enable new PPA trade-offs.

• The design and evaluation of novel vector instructions that are flexible and scalable,
suitable for integration with short-vector machines to improve efficiency on multime-
dia and embedded machine-learning applications. The proposed instructions result in
performance gains of over 1.75× and 2× and energy efficiency gains of over 1.6× and
2× for integer matrix multiplication and convolution kernels, respectively, compared
to a baseline short-vector machine instance with the same architectural vector length
and base datapath width.

• Contributions to Hammer, a modular physical design framework that aims to maximize
design reuse, enabling agile physical design flows and the rapid gathering of PPA
feedback and design space exploration.

• The tapeout of multiple instances of Saturn vector DSP cores in the Cygnus DSP
SoC, a 16mm2 octacore vector processor in the Intel16 technology, demonstrating the
viability of silicon implementations of Saturn and measured energy efficiency results.
Cygnus can achieve over 90% datapath utilization on matrix multiplication and con-
volution kernels and measured energy efficiencies of 414 GOPS/W on INT8 matrix
multiplication and 109 GFLOPS/W on FP32 matrix multiplication kernels.



CHAPTER 6. CONCLUSION 104

Future Work

• The domain specialization techniques described in this thesis focused primarily on mo-
bile multimedia applications, including image processing and embedded machine learn-
ing. These methodologies and techniques can be extended to address other domains
including communications, audio processing, and other machine-learning workloads.
This may reveal interesting trade-offs for the deployment of vector DSP cores in other
mobile SoC subsystems. This could include new microarchitectural techniques, new
scalable vector instructions, and support for new datatypes.

• The custom vector instructions presented were designed manually by considering the
target application, programming model, microarchitecture, and physical design. A
framework could be designed to automatically extract important sequences of vector
operations that may be fused or targeted with a new set of functional units. This could
enable the more rapid design of specialized short-vector machines. Previous works have
designed such flows to target traditional DSP cores, which could be extended to target
short-vector machines.

• The Saturn vector unit generator could be enhanced to improve its baseline energy
efficiency and area efficiency. For example, the vector register file may benefit from
implementation as a custom memory or latch array, rather than being purely synthe-
sized with flip-flops.

• The work in this thesis primarily focused on techniques for domain specialization at the
short-vector machine-level, but future work could be done at the system-level, building
on the work described here. Exploring specialized vector DSP multicore architectures,
building on the work of Cygnus, and more advanced accelerator integration is an im-
portant direction to address the challenges of efficiently running image-processing and
machine-learning workloads in mobile SoCs.
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