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Abstract

A Higher-Order Perspective on the Foundations of Geographic Information Science

by

Rui Zhu

Like all other academic disciplines, Geographic Information Science (GIScience) rests

on a set of foundational ideas or principles on top of which all further work is based. These

include Tobler’s First Law of Geography, conceptual models such as fields and objects,

and the interplay of spatial heterogeneity and spatial dependency. While these founda-

tions are often stable over long periods, revisiting and questioning them is essential as

GIScience evolves with new insights and technologies from neighbouring disciplines. For

instance, some of our foundational assumptions and everyday practices are from a time

when the cost of computing was a limiting factor. Therefore, this dissertation seeks to re-

think three widely accepted foundational principles of GIScience, namely pairs, direction,

and geometry, to bridge the gap between the ever-changing landscape of technology, the

broadening interest in spatial analytics across domains, and spatial thinking. More gen-

erally speaking, GIScience practice typically does not go beyond individual observations

and pairs thereof. However, is direction truly about pairs, or is it higher-ordered? This

dissertation will motivate the need for a geo-multipole, a new geographic conceptualiza-

tion, as a direct extension of the geo-atom and geo-dipole that simultaneously considers

observations of more than two locations. It will then apply the geo-multipole to ask

whether direction was not overlooked in the original formulation of Tobler’s First Law.

Finally, we will discuss how thinking in binary predicates in graph-based representations

of geographic information has hindered the inclusion of qualitative higher-order relations

such as betweenness.
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Chapter 1

Introduction

This chapter motivates the need to rethink the foundations in Geographic Information

Science (GIScience), from both a historical and a technical perspective. Background

research that is related to higher-order (spatial) relations is then introduced. It includes

a review of studies on higher-order relations from different disciplines that are beyond

geography as well as a definition of higher-order spatial relations together with geospatial

examples. Three research questions which correspond to the rethinking of three GIScience

foundational principles are subsequently proposed with their relations to higher-order

spatial relations being explicitly explained. Finally, this chapter outlines the structure of

the dissertation.
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Introduction Chapter 1

1.1 Motivation

From the quantitative revolution of the 1960s [1], to the rise of Geographic Information

Science (GIScience) [2] in the 1990s, to today’s rapidly emerging Spatial Data Science,

the question of how to represent, store, analyze, and visualize geographic processes as

well as their intrinsic spatiotemporal relationships has drawn attention in geography. In

doing so, researchers have incorporated insights from other disciplines such as computer

science, cognitive science, and statistics as well as fed our own insights back into these

disciplines. Thanks to the unparalleled advancement of smart technologies, such as high

performance computing, artificial intelligence, and social sensing [3, 4], GIScience and

GIS (Geographic Information System) are progressing rapidly in their ability to analyze

vast amounts of data. As a consequence, multiple sub-fields have (re)emerged, including

CyberGIS [5, 6], place-based GIS [7, 8], geospatial artificial intelligence (GeoAI) [9, 10],

geospatial humanities (GeoHumanities) [11, 12] and so on.

Underlying these diverse achievements are a few foundational principles of GIScience

which do not only support the enduring development of new spatial techniques and sys-

tems, but also uniquely tell us apart from other disciplines. Spatial is indeed special

[13, 2, 14]; otherwise we would not see so many fields born in the past few years with

a prefix “Geo” in their names in order to be distinguished from other non-spatial fields.

Certainly, what make GIScience special are its unique foundations. These foundations

include Tobler’s First Law of Geography [15] underlying spatial dependency spatial het-

erogeneity [16], conceptual models such as fields and objects [17, 18], qualitative spatial

reasoning[19], the geo-atom [20], and so forth.

Nonetheless significant barriers remain between these foundational principles and the

rapidly growing stack of computational techniques. On one hand, we are greatly embrac-

ing new techniques from other disciplines, such as machine learning and the Semantic

2



Introduction Chapter 1

Web; while on the other hand we barely question whether these techniques really fit

into the geospatial problems we are facing. This can be partially attributed to the un-

explainablility of many modern data science techniques, which favor predictability over

explainability thus relying less on fundamental theories [1, 21, 22]. We should also, how-

ever, question our foundational principles as the progress in computational techniques

may also advance our understanding of the field to a degree that it may reveal weak-

nesses in these foundations. Notably, a significant portion of our foundational principles

are fruits of the so-called “quantitative revolution” of geography from 1960s to 1980s. So

they are likely biased toward existing methods and computational capability during that

period. This argument echoes with the statement made by Poortuis and Zook in their

current endeavour to rejoin critical theory with quantitative geospatial methods: “we

suggest that, ultimately, the emergence of the personal computer and desktop GIS in the

1980s helped solidify a standard for quantitative analysis of space that leaves less room

for alternative conceptualizations” [3], as well as in Gahegan’s guest editorial about geo-

computaton: “GIS saw to it that geographers became the slaves of the computer, having

to adopt the impoverished representational and analysis capabilities that GIS provided”

[23].

Therefore, this dissertation seeks to scrutinize some of the widely accepted founda-

tional principles in GIScience. More concretely, I will focus on those foundations related

to modeling spatial relations among geospatial features, including spatial conceptualiza-

tion and representation, Tobler’s First Law of Geography, and qualitative spatial repre-

sentation and reasoning. This in itself would be a large undertaking, and, hence, I will

focus my work on our tendency to perceive geographic space and the phenomena situated

within it in terms of pairs. I will ask the question whether higher-order spatial relations

should be taken into account more prominently and on the level of our foundational

principles.

3
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I will attempt to start this exploration at a conceptual level (e.g., geographic concep-

tualization and representation) and gradually extend it to other foundational principles

and thinking. First, I believe that there is a theory-induced blindness towards higher-

order relations so that many developed techniques are biased towards thinking in (binary)

pairs (e.g., Tobler’s First Law of Geography). In this situation, I do not only experiment

with new techniques that explicitly take higher-order relations into account, but also

attempt to generalize the original theory so that it covers both binary and higher-order

relations entailing an unbiased guidance for future spatial thinking. Secondly, I will ex-

plore cases that have already highlighted higher-order relations (e.g., qualitative spatial

reasoning) but due to technical limitations have yet to be practically implemented in

GIS. Under this situation, I investigate if any modern techniques, from geography and

beyond, are feasible to appropriately represent and further model them in computerized

systems so that they can be studied in a brand-new perspective. As can been seen, the

foundations and technical tools are heavily intertwined and closely dependent on each

other, which will also be reflected in the following chapters of this dissertation.

Accordingly, the main contributions of this dissertation can be summarized as three

beyonds : beyond pairs, beyond distance, and beyond geometry, which correspond to

the rethinking of geographic conceptualization and representation, Tobler’s First Law of

Geography, as well as qualitative spatial representation and reasoning, respectively. The

first beyond (beyond pairs) is the conceptual base for the last two.

Following this section, I will discuss the background of higher-order relations, which

have been studied in various disciplines, and draw attention specifically to geospatial

examples at the end. Next, I will propose my research questions, each of which focuses

on one of the three beyonds, with the inherent consideration of higher-order relations as

the thread to connect them. This chapter concludes with a description of the structure

of this dissertation.

4



Introduction Chapter 1

1.2 Higher-Order (Spatial) Relations

Theoretical research in geography that explicitly studies spatial relations beyond pairs

seems almost nonexistent. Nevertheless, the three-body problem, a simple version of the

n-body (higher-order) problem, has long been the spotlight in physics and mathematics.

It is such a fundamental problem that an untold number of the greatest scientists in the

history has contributed to it, including Isacc Newton, Henri Poincaré, Leonhard Euler,

Joseph Louis Lagrange, Karl Sundman, Albert Einstein, and Stephen Hawking [24]. In

fact, Newton was the first in modern science who proposed the three-body problem in his

legendary book Principia, in which he defined the problem as to determine the movement

of three mass bodies under their mutual gravitational attractions. However, until now,

we cannot claim that this problem has been solved. In fact, it has been shown that there

is no exact mathematical solution to it [25]. Nonetheless, the three-body problem plays

a significant role in physics. For example, the prediction of solar eclipses as well as the

prediction of the big flares in OJ 2871, which further led to the discovery of black holes,

all depend on the solution, even though being inexact, of the three-body problem.

Aside from physics, other scientific domains like neuroscience, biology, criminology,

and social contagion have also endorsed the value of higher-order relations in understand-

ing their complex mechanism of interest. For instance, [26] challenged the oversimplified

dyad (pair) as the quintessential unit of the brain. As a result, the work proposed to

replace dyadic units with polyadic (higher-order) ones, by the use of which more com-

plex neural structure and functions were uncovered. Similar efforts can be found in

the work of [27, 28] as well. Likewise, biologists highlighted higher-order interaction as

one of the essential competitive dynamics driving the coexistence of species and further

called for a wider recognition of higher-order interactions as the mechanistic base in bi-

1https://en.wikipedia.org/wiki/OJ_287

5
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Introduction Chapter 1

ology [29, 30, 31]. Moreover, to enhance the modeling of complex social systems, such

as collaboration and disease spreading, social scientists have examined the conventional

assumption of pairwise interactions in communication and social activities, and proposed

advanced models to leverage higher-order interactions as well [32, 33, 34].

Not surprisingly, most of these domains are spatial. Neurons interact in the space of

the brain, thus their relative positions might serve in determining the neural structure

and functions. Similarly, biological species, such as trees, form an intrinsic spatial orga-

nization in geographic space so that their ad-hoc higher-order interactions are inevitably

spatial as well. This becomes even more apparent in social science, where humans and

their associated activities are always coupled with a geographical location (place). There-

fore, all these empirical and domain-based cases additionally fuel the necessity to rethink,

from a higher-order perspective particularly, the foundations of representing spatial in-

formation.

So what are exactly higher-order (spatial) relations? Broadly speaking, they are

relations among more than two geospatial features. For example, land cover at a specific

location dynamically interacts with its neighbourhood, which often consists of more than

one single location. Therefore, estimating the land cover at a location relies on the

collective observation among its neighbours, including not only their land cover types

(semantics or attributes) but also their relative positions (spatial property). More strictly

speaking, there is an additional requirement that these collective observations have to be

considered simultaneously to be qualified as a higher-order relation. Put differently, the

higher-order relation should not, and cannot, be decomposed into a set of pairs. Take

the qualitative spatial relation, which we frequently use in our daily lives, as an example,

the spatial relation of between becomes semantically invalid if we try to decompose it

to pairs by discarding one of the three involved features (e.g., it is meaningless to state

“A is between B.”). From a statistical perspective, imagine two independent random
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indicators: x1 and x2, both of which can be either 1 or 0 with a probability p. Now there

is a third indicator x3 and we know that x3 = x1x2. Then the probabilistic estimation

of x3 does not rely on either x1 or x2 individually, but a simultaneous consideration of

both, i.e., P (x3 = 1) = P (x1x2 = 1). The independence assumption between x1 and x2 is

often invalid as well, e.g., in the between example where all the three geospatial features

are dependent on each other. This dissertation seeks to explore the strict definition of

higher-order spatial relations.

Finally, it is worth noting that various terms have been used in the literature across

distinct disciplines to indicate higher-order (spatial) relation, including higher-order in-

teraction, higher-order dependency, n-ary relation, polyadic relation, and multiple-point

dependency. Hence, this dissertation utilizes them interchangeably across different con-

texts to stay true to the original literature.

1.3 Research Questions

I will explore the role of higher-order relations in the foundations of GIScience by

introducing three research questions. First of all, given that most spatial statistical

methods, such as nearest neighbour analysis, Ripley’s K, as well as the correlogram, are

either first or second order, I question whether they sufficiently capture the full complexity

of geospatial patterns.

Research Question 1 (beyond pairs): Are there relevant geospatial patterns that

cannot be sufficiently analyzed using two-point interaction models such as the semivari-

ogram? If so, how could we define a conceptual framework that extends the interactions

beyond pairs?

The hypothesis underlying this question is that traditional lower-order statistics might

be enough to distinguish simple geospatial patterns, such as regularity, randomness, and
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clustering while they become futile to depict patterns, such as those that show evident ge-

ometric characteristics (e.g., shapes like rectangles). In order to investigate this research

question, traditional two-point statistics have to be compared with higher-order statistics

on some inherently complex patterns. To do so, we select the classical directional semi-

variogram and multiple-point (geo)statistics [35] since both are the most typical methods

in second and higher-order spatial statistics, respectively. The comparison will be made

on two tasks: to describe as well as to simulate urban structures (e.g., residential areas,

gardens, and streams), which are extracted from remotely sensed images thereby being

represented as geographic fields.

More conceptually, the empirical study on urban structures further lead one to cast

doubt on whether the traditionally pair-based conceptualization of spatial interactions,

i.e., the geo-dipole [18], is fundamentally limited to encapsulate all possible scenarios.

Such a rethinking further invokes a new construct named the geo-multipole. To popularize

the geo-multipole, its statistical interpretations will be discussed and compared with its

lower-order counterparts coupling with examples.

With the geo-multipole as a conceptual base, the next research question seeks to

examine whether the widely accepted Tobler’s First Law (TFL) should be generalized

into a higher-order version as well. TFL states that “everything is related to everything

else but near things are more related than distant things” [36]. This law has been regarded

as the theoretical foundation of many spatial techniques, such as spatial interpolation

and regression. However, there is an implicit assumption underlying this law implying

that geospatial phenomena can be simplified as being isotropic.

Research Question 2 (beyond distance): Do data (sample) sparsity and Tobler’s

First Law of Geography (TFL) lead to a theory-induced blindness for the role of direction?

If so, is it possible to envision direction becoming a first-class citizen of equal importance

to distance?
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As discussed, the main goal of this research question is to verify and generalize the

directional effect that is regularly observed in geographic phenomena. Directional effects

are higher-order because in contrast to distance, the measurement of direction relies on

at least three locations, explicitly or implicitly. For example, forming a directional angle

needs explicitly three locations; while determining the cardinal direction requires, mostly

implicitly, the presence of a frame of reference, which involves at least three parameters:

the origin, orientation, and handedness [37, 38].

The underlying hypothesis is that direction has been underestimated in GIScience,

due to multiple reasons including the difficulty of taking into account angular statistics in

existing techniques and tools, sparsity of observations, as well as a theory-induced blind-

ness to the role of direction. Compared with distance, the consideration of directional

effect is counter-intuitive, and researchers might think that the information encoded in

distance can fully cover what directional information provide. As a consequence, direction

is often regarded as an afterthought only to be considered in spatial analysis when the

deviation from a perfect circle becomes too obvious to be ignored. Therefore, to answer

this question calls for an out-of-the-box approach that is, to some degree, opposite to the

mainstream thinking in GIScience, which largely remains to be distance-dominated. For

example, I believe that it is worthwhile investigating techniques that are purely based

on directional dependency for geospatial tasks such as interpolating air pollution. The

challenge here is not so much to develop new statistics (as there is plenty of new work

on anisotropic methods), but to generalize TFL to account for direction explicitly.

The second research question mainly studies directional information from a quanti-

tative aspect, while the third research question aims to explore qualitative directional

relations that are more frequently used in everyday life.

Research Question 3 (beyond geometry): How can we represent higher-order

qualitative geographic information that has no associated geometry in a computerized
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system? Is it possible to enable an artificial agent to reason about higher-order qualitative

spatial relations?

Even though GIS provides us powerful tools to represent, store, analyze, and visualize

geographic information, these tools are limited in the sense that they mainly focus on

processing data in an absolute Euclidean, spherical, or ellipsoidal space. However, the

real world of human interaction is far more complicated than this ideal space, especially

when humans’ cognition is involved [39, 40, 41]. There is plenty of work on the formal-

ization and reasoning of qualitative geographic information. However, most work focuses

on using logical and/or algebraic calculus to formalize the information, with only little

research on exploring data models to practically represent them in GIS. With the rapid

advancement of artificial intelligence, graph-based models, specifically knowledge graphs,

appear to be a complement to the frequently used objects and fields in GIS. However,

data are mainly structured as binary relations in knowledge graphs and representing n-

ary relations have to be addresses by solutions such as reification. More interestingly,

traditional research of qualitative spatial reasoning mainly focuses on a top-town, or

theory-informed, approaches. Given today’s presence of data, it would be beneficial to

approach the problem from a bottom-up, or data-driven, manner [42] as well.

Aside from higher-order relations, these three research questions, i.e., three beyonds,

are also closely related from multiple other perspectives, which are depicted in Figure

1.1. First of all, beyond pairs and beyond geometry are both pertinent to data modeling,

which is the key framework of developing an information system. More concretely, they

correspond to conceptual modeling and logical modeling, respectively, which are the

two essential steps in the process of data modeling [43]. Besides, all the three research

questions have a data analysis component, but are nevertheless distinct from each other

with beyond distance focusing on generalizing analytical principles, e.g., TFL, beyond

pairs utilizing quantitative techniques to study geospatial patterns, e.g., multiple point
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Figure 1.1: Relations between the three research questions and their corresponding chapters.

(geo)statistics, and beyond geometry exploring the qualitative spatial reasoning through

neural networks, e.g., spatial relation prediction. Last but not least, beyond pairs provides

a conceptual framework for beyond distance and beyond geometry. These two study the

directional relations, one quantitatively and the other qualitatively.

1.4 Structure of the Dissertation

This dissertation answers the proposed three research questions through three chap-

ters. As illustrated in Figure 1.1, the question of beyond pairs is discussed in Chapter 2.

The question related to beyond distance is explored in Chapter 3, and beyond geometry
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is studied in Chapter 4. A more concrete description of the structure of this dissertation

is explained as follows.

Chapter 2 starts from a review of the existing conceptualizations and representa-

tions of geographic information, as well as technical methods that were developed in the

past decades to understand geospatial patterns in geographic fields. It then explains the

drawback of these traditional conceptual and computational models, based on which the

new conceptualization of the geo-multipole is formally proposed. Notably, the probabilis-

tic perspective of the geo-multipole, and its lower-order correspondences - the geo-atom

and the geo-dipole - are systematically compared in order to facilitate future develop-

ment of spatial analytical methods. To validate the merit of the geo-multipole, several

urban patterns (e.g., residential areas, gardens, streams) are extracted from remotely

sensed images, and both two-point statistics (e.g., the variogram) and multiple-point

(geo)statistics (e.g., the simple normal equation simulation) are experimented with to

compare their performances in describing and simulating geospatial the patterns.

With the geo-multipole as the conceptual model, Chapter 3 examines the role of direc-

tion in spatial analysis as well as Tobler’s First Law of Geography (TFL) more broadly.

This chapter investigates both the historical and technical reasons of why direction is

conventionally regarded as an afterthought in GIScience and then conducts a series of

thought experiments, in which the potential of directional effects is thoroughly explored

without being dominated by distance. Finally, this chapter concludes by proposing a

generalized version of TFL, which is supposed to serve as a more robust law to guide

spatial analysis and thinking in GIScience.

Chapter 4 looks into qualitative spatial relations that are higher-order such as be-

tween, left, and after. These relations are named as ternary projective relations. Two

specific challenges are addressed in this chapter. First, knowledge graphs are lever-

aged to represent higher-order qualitative relations, with techniques such as the relation
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reification being applied. Second, a neural network architecture is proposed to reason

about qualitative spatial relations. To combine the data-driven and theory-informed

approaches, this chapter also brings up numerous spatially-explicit methods and proves

that geospatial domain knowledge can indeed improve the reasoning capability of an

intelligent agent.

Finally, this dissertation concludes in Chapter 5, with a detailed summary of the

previous chapters focusing on both their theoretical and practical contributions. Fur-

thermore, limitations of this work and potential research directions are summarized in

this chapter as well.
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Chapter 2

Beyond Pairs: Generalizing the

Geo-Dipole for Quantifying Spatial

Patterns in Geographic Fields

By comparing two-point statistics with multiple-point (geo)statistics in describing and

simulating complex spatial patterns, this chapter justifies the need to take into account

higher-order spatial relations in spatial analysis. Accordingly, a new geographic con-

ceptualization geo-multipole is proposed to generalize the traditional interaction model

geo-dipole, which is developed in 1992. Technically, spatial statistical methods such as

the semivariogram and simple normal equation simulation (SNESIM) are applied in this

chapter to analyze the pattern embedded in urban structures.
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Abstract: With their increasing availability and quantity, remote sensing images have

become an invaluable data source for geographic research and beyond. The detection

and analysis of spatial patterns from such images and other kinds of geographic fields,

constitute a core aspect of Geographic Information Science. Per-cell analysis, where one

cell’s characteristics are considered (geo-atom), and interaction-based analysis, where

pairwise spatial relationships are considered (geo-dipole), have been widely applied to

discover patterns. However, both can only characterize simple spatial patterns, such as

global (overall) statistics, e.g., attribute average, variance, or pairwise auto-correlation.

Such statistics alone cannot capture the full complexity of urban or natural structures

embedded in geographic fields. For example, empirical (sample) correlation functions

established from visually different patterns may have similar shapes, sills, and ranges.

Higher-order analyses are therefore required to address this shortcoming. This work in-

vestigates the necessity and feasibility of extending the geo-dipole to a new construct,

the geo-multipole, in which attribute values at multiple (more than two) locations are

simultaneously considered for uncovering spatial patterns that cannot be extracted oth-

erwise. We present experiments to illustrate the advantage of the geo-multipole over the

geo-dipole in terms of quantifying spatial patterns in geographic fields. In addition, we
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highlight cases where two-point measures of spatial association alone are not sufficient to

describe complex spatial patterns; for such cases, the geo-multipole and multiple-point

(geo)statistics provide a richer analytical framework.

2.1 Introduction

The geo-atom, defined as 〈x, Z, z(x)〉, plays an important role in Geographic Infor-

mation Science as the core representation of spatial information [20, 18]. The geo-atom

associates a spatial location x with an attribute feature Z via the functional mapping

z(x). In terms of analysis, the geo-atom is applied in the computation of classical statis-

tics used to describe aspects of spatial pattern in geographic fields. Examples of such

statistics include the mean, variance, proportion of specific attribute values, and so on.

Cell-based analysis of remotely sensed images, with multiple attributes being available

at each cell, form another common example of the usage of the geo-atom. Per-cell clas-

sification of low spatial resolution multispectral images is an example of such analytical

operations. Finally, the geo-atom representation also applies to the object-driven per-

spective of spatial analysis, whereby each atom refers to an object rather than a cell.

The geo-atom considers each location x independently from other locations. This

independence, however, ignores any interaction between locations, a critical aspect of

geographic pattern [18]. To address this shortcoming, [18] introduced the concept of a

geo-dipole, 〈x, x′, Z, z(x, x′)〉, whereby the interaction of variables between two locations

x and x′ is described via the two-point function Z(x, x′), with z(x, x′) as its one realization

or estimation from a probabilistic perspective. Such interaction functions often involves

measures of similarity of attribute values at location pairs, along with their geographical

(or other) distance. Statistics relying on the geo-dipole for exploring spatial patterns

include the distance to nearest neighbor, Ripley’s K, Moran’s I, the correlogram, the
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semivariogram, and so forth. The same can be argued for interpolation, e.g., the inter-

polation of a temperature surface based on data obtained at monitoring stations, as well

as for geographic contextual classification [44, 45, 46], e.g., the improved classification

of land use categories accounting for image texture information. Two-point statistics,

such as the variogram that quantifies spatial auto-correlation, were used several decades

before the term geo-dipole was introduced; it was [18], however, that first brought this

notion into a more conceptual and theoretical level, which is the main focus of our work

as well.

The geo-dipole considers a particular type of spatial interaction; namely, pairwise

interactions. Those pairwise or two-point interactions are often (linearly) combined to

arrive at interactions characterizing multiple locations, as, is done, for example, in spatial

interpolation. In Kriging interpolation, in particular, the semivariogram model is first

used to link each sample data location with a single interpolation location, and then

such elementary two-point relations are combined through the Kriging system to arrive

at interpolation weights. The entire procedure is based on explicit prior probabilistic

models, such as the classic multivariate Gaussian model which is fully determined by its

first-order statistics – the mean component – and its second-order statistics – the pairwise

covariance function [47]. However, these two-point models can only capture relatively

simple spatial interactions, such as regularity, randomness, or clustering in attribute

values. The identification and analysis of more complex spatial interactions, like those

associated with curvilinear or other types of geometric structures, call for higher-order

or multiple-point statistics.

In this work, we propose the geo-multipole as a new conceptual model in which the

interactions among multiple locations are simultaneously quantified. To model this kind

of multiple-point interactions, we employ higher-order statistics, namely multiple-point

(geo)statsitics together with their estimating approaches. In order to illustrate the ne-
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cessity and feasibility of the geo-multipole, we compare it against the geo-dipole and

classical two-point statistics for the recognition of urban spatial patterns. Although the

geo-multipole concept could be employed to both object- and field-based representations

of geographic information, this work focuses on methods and applications to geographic

fields only.

The remainder of this paper is structured as follows: Section 2.2 briefly summarizes

related work on analyzing and predicting geographic field patterns. In Section 2.3, the

geo-atom and geo-dipole are approached from a probabilistic perspective in the context of

geographic field analysis and then generalized to arrive at the notion of a geo-multipole.

To motivate the need for the geo-multipole, Section 2.4 presents five contrasting spa-

tial patterns extracted from remotely sensed images and compares them using two-point

statistics and multiple-point statistics under the geo-dipole and the geo-multiple frame-

works, respectively. Finally, Section 2.5 summarizes our results and highlights future

research directions.

2.2 Related Work

In this section we review related work on geographic information representation and

analysis required for the understanding of the proposed geo-multipole, as well as back-

ground material on multiple-point (geo)statistics.

2.2.1 Geographic Conceptualization

The conceptualization of geographic information has been discussed in GIScience since

its emergence [2, 48, 49]. The core challenge is how to model (and distinguish) field-based

and object-based views on geographic occurrences. Corresponding work includes the

geographic field (G-Field) and object (G-Object), field object, object field, general field,
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and so on [18, 50, 51, 52]. To unify the multitude of concepts, [20] introduced the geo-atom

by which the former concepts can be generalized. In a later work, [18] argued that these

concepts are designed for describing the static distribution of features and attributes on

the Earth surface, whereas dynamic processes of geographic phenomena require different

conceptual models, i.e. interaction models. [18] went further to propose the geo-dipole,

in which the interaction between two locations is modeled. The authors demonstrated

that the geo-dipole is capable of representing many analytical interaction models, such as

object fields, metamaps, object pairs, and association classes. One common characteristic

of these analytical models, however, is the property of pairwise interactions, which is

also the conceptual foundation of the geo-dipole. For more complex, but nonetheless

very frequent spatial patterns, e.g., those emerging in urban environments, the geo-

dipole might not suffice to adequately model the complexity of spatial interactions, as

more than two locations may be involved simultaneously in defining a pattern. For

example, it makes sense to study a central market place located in a dense residential

area with many individual private units, but it would be very limiting to observe only

one pair, i.e, a private unit and the market center. Considering the interaction between

many private units and the market center simultaneously is different from considering

pairwise interactions between each private unit and the market center, e.g., when the

task is to uncover a star-shaped pattern formed by the market and the incoming streets

with their residential units. To the best of our knowledge, multiple-point interaction

has been seldom formalized in conceptual models in GIScience, an exception being the

concept of Markov (random) fields where spatial interaction is defined using higher-order

cliques encompassing groups (triplets, quadruplets, and so forth) of pixels. In terms of

applications, however, such higher-order interactions are rarely quantified, and inference

in such fields amounts to considering pair-wise (two-point clique) interactions only.
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2.2.2 Geographic Field Analysis

As discussed in Section. 2.2.1, the field is one core concept of geographic information

science [53, 54]. The detection and analysis of patterns from geographic fields, consti-

tutes a critical task not only in geography, but also in related sciences, such as geology,

environmental sciences, ecology, oceanography, and so on. Whether spatial context is ex-

plicitly considered or not distinguishes analytical approaches into non-contextual analysis

and contextual analysis. Non-contextual analysis only focuses on individual cells and no

interactions with neighbors are taken into account [55, 56, 57]. This type of approach is

commonly used in the classification of hyper-spectral remote sensing images or the spa-

tial prediction of many other multivariate geographic fields [45]. In contrast, contextual

analysis introduces spatial patterns into the process of prediction and is frequently ap-

plied to high spatial resolution geographic fields [58], including remotely sensed images.

Depending on the way of incorporating spatial information, the analysis of fields can be

categorized into distance-based and object-based approaches [58].

Distance-based analysis. In this approach, spatial patterns are described by pair-

wise dissimilarities between attribute values measured at locations separated by specific

distance lags [59]; examples include the variogram, the correlogram or transition prob-

ability diagrams. Such distance-based or two-point statistics are widely employed for

incorporating spatial auto-correlation into interpolation and classification of field infor-

mation [44, 47]. For classification purposes, in particular, distance-based spatial inter-

action pertaining to multiple attributes (reflectance values recorded in different spectral

bands at each cell or pixel) has been used as a model of field (image) texture, and incor-

porated into the classification procedure via: (1) local (within a neighborhood template)

sample or modeled variograms used as additional entries of the feature vector at each cell

[60, 61, 62]; and (2) multivariate variograms altering the weights originally attributed
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to entries of the feature vector, had classification been performed without accounting

for spatial information [63, 64]. Variogram-based analysis of geographic fields, however,

constitutes a two-point representation of spatial interactions, and typically invokes the

rather limiting assumption of second-order stationarity [47].

Object-based analysis. In object-based image analysis (OBIA), the field is first

segmented into homogeneous areas, regarded as objects, and then the predictions about

the cells contained within these objects are assumed to be the same [65, 66, 58]. In OBIA,

spatial information is considered in the process of segmentation, e.g., for Markovian

methods [67] and watershed methods [68]. Object-based analysis is commonly used in the

classification and simulation of remotely sensed images and related work demonstrated

the improvement over cell-based analysis [65, 69]. However, OBIA is limited in terms

of the assumption of homogeneous objects, the sensibility to segmentation algorithms,

as well as the difficulty of using a large amount of conditioning data when it comes to

generating patterns in a simulation setting [47].

2.2.3 Multiple-Point (Geo)statistics

Multiple-point (geo)statistics (MPS) were initially proposed to overcome the limi-

tations inherent in variogram-based and object-based analysis for the identification of

complex spatial patterns in the subsurface [70]. The core idea behind MPS is that, since

variogram models are commonly estimated from data pertaining to analog deposits or

outcrops or even expert-drawn images due to data limitations regarding the subsurface,

why not directly borrow entire (conceptual) images as depositories of spatial patterns

[47]. It is these images that domain experts use to visually detect spatial patterns from

and, thereby, estimate variogram model parameters. In addition, variograms being two-

point statistics cannot capture spatial patterns resulting from complex earth processes.
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Implementing this idea, MPS abandons any explicit statistical model, but regards the

training image as one realization of a non-analytically defined random field pertaining

to the actual (target) region being studied. The key assumption under MPS is that the

training image contains adequate (in terms of complexity and number) replicates over

the patterns deemed to occur at the target region [71, 72]. Multiple-point statistics, e.g.,

the probability of three or more grid cells having simultaneously a particular lithological

class, are then directly learned from the training image.

So far, most applications of multiple-point (geo)statistics (MPS) are limited to the

domain of geology, in which subsurface heterogeneities, such as those found in porous

media and reservoirs, are modeled and simulated [73]. Several MPS algorithms have

been implemented for applications in geology. Examples include simple normal equation

sampling [74], filter-based simulation [75], and direct sampling [76].

In recent years, two threads of applications of multiple-point (geo)statistics (MPS)

can be distinguished for classifying geographic features, such as roads, buildings, vege-

tation, and open water-bodies, using remotely sensed images. [77] incorporated MPS as

new weights into K-nearest neighbor (KNN) classification and illustrated the improved

performance compared to other supervised learning models such as Bayesian classifiers

and Support Vector Machines. Others [78, 79, 80, 81] introduced the Classification by

Combining Spectral Information with Spatial Information in Multiple-point Simulation

(CCSSM), in which MPS-based spatial classification is combined with pixel-based spec-

tral classification using fusion techniques, such as consensus-based and probability-based

fusion. The performance of the CCSSM approach compared favorably to traditional

classification approaches, such as Maximum Likelihood Classification.

While these studies aim at improving the classification performance for remotely

sensed images by applying multiple-point (geo)statistics (MPS), our work focuses on

investigating the necessity and value of applying multiple-point interactions in analyzing
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geographic information, particularly geographic fields. We do so by generalizing the

geo-dipole to stay within the conceptual framework proposed by Goodchild and others.

Using our approach, MPS are not limited to classifications problems, but can also be used

for interpolation, simulation, and so forth. Going beyond its recent practice in remote

sensing, MPS could also be extended to other types of fields such as model outputs and

irregular tessellations. Lastly, by introducing the geo-multipole, we hope to foster the

development of GIScience-specific MPS algorithms that suit the needs and application

areas of our community, e.g., for studying urban environments.

2.3 Introducing the Geo-Multipole

In this section we introduce the geo-multipole as a conceptual generalization of the

geo-dipole and also provide a probabilistic perspective on the geo-atom.

2.3.1 Conceptual Models

Capitalizing on the previously established conceptual models of the geo-atom 〈x, Z, z(x)〉

and the geo-dipole 〈x, x′, Z, z(x, x′)〉, we define the geo-multipole as follows:

geo-multipole: 〈x, tN , Z, z(x, tN)〉

where tN = {x1, .., xN} are the N neighbors of x.

Here, we categorize conceptual models into three groups: (1) single-point data models,

namely the geo-atom where no interactions between locations are considered; (2) two-

point data models, namely the geo-dipole where pairwise interactions are considered;

and (3) multiple-point data models, namely the proposed geo-multipole, which can be

regarded as a generalized conceptualization of spatial interactions as defined by the geo-

dipole. With respect to the geo-multipole, a neighborhood tN , with N locations, is
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defined for each target location x. Then the interaction between x and its neighborhood

tN in terms of variable Z is defined as Z(x, tN), with the z(x, tN) as its one realization or

estimation in a probabilistic perspective. The key difference between the geo-dipole and

the geo-multipole is the fact that locations x1, .., xN in tN are simultaneously considered

(along with the corresponding attribute values) when modeling their interactions with

x. In contrast, interactions are considered in pairs under the conceptualization of the

geo-dipole despite that multiple pairwise interactions could be combined in sequence. It

is important to note that simultaneously modeling interactions between the target and

all its neighbors is mathematically different from simply combining pairwise interactions

between each neighbor and that target. Namely, Z(x, tn = {x1, ..., xN}) does not imply

f(Z(x, x1), ..., Z(x, xN)).

2.3.2 Probabilistic Perspective

Geographic fields are frequently assumed to be generated from stochastic processes,

and are thus regarded as realizations of a random field. Along the same lines, this

work approaches the three conceptual models from a probabilistic perspective. There-

fore, we discuss their descriptive statistics, as well as relevant estimation approaches in

what follows.

2.3.2.1 Geo-Atom

To summarize geographic fields in terms of the geo-atom, single-point statistics could

be employed. The mean and standard deviation are the most commonly used examples.

They are capable of describing the average magnitude, as well as the spread, of values of

the attribute of interest across the domain. Other common statistics include quantiles,

the number of cells whose attribute values satisfy a particular query, and the probability
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density function (PDF) of the attribute values:

f(z, x) = prob(Z(x) = z ± ε)

where ε denotes an infinitesimally small value. It should be noted that, in this work,

we use the term PDF also for the case of a categorical attribute Z, instead of the more

correct notion of a probability mass function (PMF) for the sake of simplicity. For the

same reason, we drop the ±ε notation from the PDF in what follows.

Optimal prediction at each location x, requires knowledge of the PDF f(z, x). In the

univariate case, the estimation of f(z, x) only depends on the location x itself and no

other variables at this location are provided. In addition, there is no interaction between

the attribute value at this location and other locations. Therefore, unless the probability

density function f(z, x) is estimated by domain experts using physical models or experi-

ence considering a limited number of sample data z(xs; s = 1, . . . , S), it is challenging, if

not impossible, to estimate the function from a probabilistic perspective.

In the multivariate case where the target variable Z is co-located with other variables

Z ′, the relation between Z(x) and Z ′(x) could be modeled through sample data; hence,

the multivariate version of f(z, x), i.e., f(z, z′, x) = prob(Z(x) = z|z′(x)), could be

estimated. This second case is common in GIScience. For example, if Ztemp is an unknown

temperature field and we observe elevation zelev and solar radiation zsolar as known fields,

by using the sample data {ztemp(xs), zelev(xs), zsolar(xs); s = 1, ....S}, the relation between

Ztemp and {Zelev, Zsolar} can be modeled through either linear or non-linear models.

Then, the conditional PDF of the random variable Ztemp can be estimated by substituting

zelev and zsolar in the trained model. In remote sensing applications, per-cell classification

is another example of this case, whereby reflectance values at different spectral bands

form multiple feature variables and the class code at each cell forms the target categorical
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field.

2.3.2.2 Geo-Dipole

Since the interaction between two points is now considered, concepts such as distance

and neighborhood are key components of the geo-dipole. Statistics that could be used

for describing spatial patterns via geo-dipoles are spatial autocorrelation measures, such

as Moran’s I and Geary’s C, or their multiple lag-distance analogs, the correlogram and

the semivariogram, for continuous data, and transition probabilities for categorical data.

In addition, the conditional PDF in this case is modeled as:

f(z, x, z(x′)) = prob(Z(x) = z|z(x′))

To predict f(z, x, z(x′)) within the geo-dipole framework, the key is to model the

interaction Z(x, x′). Geostatistics provides approaches to model such interaction or as-

sociation based on distance. For instance, under first- and second-ordered stationarity,

Z(x, x′) could be characterized through semivariogram models whose parameters are esti-

mated by sample data. Note here, that interaction among data of two different attributes

can be also defined via cross-semivariogram models [82]. Given the interaction model

Z(x, x′), the conditional PDF of the random variable Z(x) could be estimated through

an observed variable as in the univariate case, or multiple observed variables as in the

multivariate case. One example for the univariate case is interpolation, whereby a, say,

temperature field can be interpolated using limited sample data. Interpolation methods,

such as inverse distance weighting and Kriging, account for pairwise interactions between

Ztemp(x) and Ztemp(xs; s = 1, . . . , S). Land use classification using multi-spectral remote

sensing images is an example of the multivariate case. In contrast to incorporating data

pertaining to only one spectral band, multiple bands, together with their modeled cross-

interactions, are used to arrive at land use classifications.
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2.3.2.3 Geo-Multipole

In contrast to the geo-dipole, the geo-multipole takes the N neighbors of x into

account simultaneously. Rather than two-point statistics, higher-order statistics are thus

required to model such a multiple-point interaction Z(x, tN). Similar to the geo-dipole,

such multiple-point statistics could be obtained through sample data. However, the size of

sample data sets is typically relatively small for such a multiple-point inference endeavor;

this might result into biased estimates. A more promising approach is to use training

images, which are assumed to contain spatial patterns deemed representative of the actual

field under study. Multiple-point interactions Z(x, tN) are then directly learned from the

training image without building any parametric model. Specific algorithms to accomplish

this are discussed in Section 2.3.3. The conditional PDF of the random variable Z(x) at

a target location x can then be built, from which an optimal prediction can be derived

for the attribute Z at that location:

f(z, x, z(tN)) = prob(Z(x) = z|z(tN))

The geo-multipole is appropriate for analyzing geographic fields that have rather

complex spatial patterns. Examples include categorical fields that pertain to urban

structures, such as roads that exhibit curvilinearity patterns or rooftops that have polyg-

onal shapes. The geo-multipole could also be used for spatial interpolation, e.g., for air

pollution patterns, and spatial simulation, e.g., of urban growth. Concrete examples of

utilizing the geo-multipole, together with a comparison to the geo-dipole are given in

Section 2.4.2.

2.3.3 Higher-Order Statistics

The geo-multipole concept employs higher-order statistics with respect to the geo-

multipole, whereby two-point statistics are considered. Therefore, the question of how
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to efficiently compute or model such higher-order or multiple-point statistics becomes

a key challenge. Although different algorithms exist for implementing multiple-point

(geo)statistics (MPS), the core idea is to use the training image as an analog for learning

higher-order spatial patterns. Basic elements of MPS algorithms are [83]:

• Training images (TI) that contain spatial patterns; see Fig. 2.2

• Template (T ) for scanning training images; see column 1 of Fig. 2.4

• Data events (dev(x)), which are simultaneous (joint) combinations of attribute

values at template cells; see column 2 of Fig. 2.4

Since templates are used to detect spatial patterns, attribute values at more than two

points are simultaneously considered in MPS. After obtaining data events from training

images, multiple point statistics, i.e. prob(Z(x) = z|z(tN)), can be calculated [84]. To-

gether with actual or directly sampled data, e.g., land cover classes verified at particular

cells from ground surveys, these learned conditional probability values can subsequently

be applied to estimate, or simulate, attribute values at non-sampled locations.

In our work, we implement one of the many MPS algorithms available, namely simple

normal equation simulation (SNESIM), to estimate the required higher-order statistics.

We then employ simulation to generate synthetic images of fields, in order to visually

explicate the patterns learned by MPS. Several steps are involved in SNESIM [47]: (1)

a search template Tj is first defined; (2) a search tree specific to template Tj is then

constructed; (3) the conditioning data are located on the field (this step can be skipped

for unconditional simulation); (4) a random path that visits all locations to be simulated

is established; then for each location x along the path: (5) the conditioning data event

devj(x) defined by template Tj is selected; (6) the corresponding conditional probability

from the search tree is retrieved; (7) and finally the simulated value from the conditional

28



Beyond Pairs: Generalizing the Geo-Dipole for Quantifying Spatial Patterns in Geographic Fields
Chapter 2

probability is generated and added to the conditioning data set. In this work, we make

use of the Matlab library mGstat1 to run SNESIM; illustrative examples are given in

Section 2.4.2.

Note that higher-order statistics are different from classic map algebra or image

processing operations, e.g., focal or zonal operations, or kernel filters. Higher-order

statistics consider neighboring interactions simultaneously rather than splitting them

into (weighted) linear combinations of pairwise interactions. In classical map algebra

operations, neighbors are considered in a first-order (linear combination of neighbor-

ing attribute values) or at most second-order (neighboring attribute values weighted as

function of pairwise distances) manner.

2.4 Case Study

In this section we demonstrate the utility of the geo-multipole concept in describing

spatial patterns. We do so by means of employing multiple-point statistics to highlighted

use cases, and comparing the results against those obtained by solely relying on the

geo-dipole and therefore two-point statistics such as variograms.

2.4.1 Sample Patterns

To illustrate the benefits of introducing the geo-multipole, as well as the feasibility

of applying multiple-point (geo)statistics, we extracted several spatial patterns (shown

in Fig. 2.2) in the form of binary maps from remotely sensed images (shown in Fig.

2.1). The binary maps are derived from remotely sensed images by threshold-based

brightness segmentation to distill target patterns. The proportions of black cells in those

maps are quite similar (pattern 1: 0.2697, pattern 2: 0.258, pattern 3: 0.257, pattern 4:

1http://mgstat.sourceforge.net/
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Figure 2.1: Five remotely sensed images at 1 meter spatial resolution.

0.267, pattern 5: 0.269). The spatial patterns in the five binary maps, however, are rather

different. Pattern 1 is extracted from streams, thus showing curvilinear patterns; patterns

2 and 3 are extracted from vegetation of a park and a golf course, respectively, and thus

show circular patterns; pattern 4 is extracted from a residential area with rectangular

patterns; and finally pattern 5 is extracted from the public garden of a mission, showing

bounded patterns of different simple shapes.

2.4.2 Experimental Results and Discussion

The geo-dipole and the geo-multipole are compared in this section using the five

patterns described in Section 2.4.1. Specifically, variogram-based and MPS-based ap-

proaches are applied for quantifying the selected patterns. Two sets of experiments are

conducted in both approaches to highlight their differences: (1) a statistical description

of the pattern, and (2) a simulation expression of the pattern, visualizing the information

contents conveyed by this description.
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Figure 2.2: Binary maps of five spatial patterns (600× 1000).

2.4.2.1 Description of the Pattern

Directional semivariograms and conditional multiple-point probabilities are calculated

to show their ability to characterize the selected spatial pattern. As the five examples

show distinctive spatial patterns visually, the more different the results of the employed

statistics are, the more successful the methods are in detecting distinct complex patterns.

Variogram-based analysis. The two-directional semivariograms (i.e., West-East

and North-South) for the five examples are illustrated in Fig. 2.3. As can be seen, despite

the visually different patterns, their semivariograms for the two directions are generally

similar, with a dramatic increase from distance lag 0 to about 50. The semivariograms

also remain flat after the distance lag 60. The only salient characteristic is the bump at

the distance lag 50 of the North-South semivariogram for pattern 1; this is due to the

repetition of multiple elongated (along West-East) features of relatively regular width

(pseudo-periodicity). This observation indicates that two-point (geo)statitsics are barely
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Figure 2.3: Directional semivariograms for the five examples (Left: West-East; Right:
North-South).

enough to capture the complex spatial patterns embedded in these (urban) structures.

MPS-based analysis. In multiple-point (geo)statistics (MPS), one computes the

conditional probability of class occurrence given nearby classes in the template directly

from the training image. The order of the statistics employed is determined by the size

and geometry of the template. The larger the template, the more neighboring locations

will be simultaneously considered. To show the capability of MPS in detecting different

spatial patterns, a simplified template (see the first column of Fig. 2.4 ) was used for

pattern 1 and pattern 4. To determine the class, i.e., black (1) or white (0), at the central

cell, its 8 neighbors are simultaneously considered as data events shown in column 2.

The class of the central cell will be assigned to the one that has the highest conditional

probability. A data event’s conditional probability is calculated as the frequency of

occurrence, for example:

prob(Z(x) = 0|z(tN)) = #(Z(x)=0|z(tN ))
#(Z(x)=0|z(tN ))+#(Z(x)=1|z(tN ))

There are 28 possibilities for such a neighborhood configuration; in this work we
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Figure 2.4: Conditional multiple-point probabilities for patterns 1 and 4 (only 6 out
of 28 = 256 possibilities are shown).

sampled 6 of them for illustration purposes. From Fig. 2.4, we can see that the conditional

probabilities using the 3×3 template are different between pattern 1 and pattern 4. Note

that only a relatively simple template is tested here; had a more complicated template,

such as a 80×80 square template, been used, the conditional probabilities would be even

more different. Such an observation indicates the capability of MPS for learning complex

patterns compared to the simple semivariogram-based analysis.

2.4.2.2 Simulation of Pattern

To visualize the information content of variograms and multiple-point statistics,

unconditional simulations are conducted using modeled variograms and multiple-point
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Figure 2.5: Variogram-based simulations (pattern 1 and pattern 4).

(geo)statistics (MPS), respectively. Our rationale here is that the more similar the sim-

ulated patterns are to the original examples, the more feasible the approach is in terms

of learning spatial patterns.

Variogram-based simulation. Unconditional moving average simulation via the

Fast Fourier Transform (FFT) was used in this work to simulate realizations of 2-D

multivariate Gaussian fields given the semivariogram model (i.e., exponential model); the

resulting continuous images were then thresholded using suitable cutoff values so as to

reproduce the same proportion of black cells as the corresponding original binary images.

From the Fig. 2.5, we have mainly two observations: (1) although the original patterns 1

and 4 (in Fig. 2.2) show two different spatial patterns, their variogram-based simulations

demonstrate similar spatial patterns; (2) the spatial patterns of both simulations in Fig.

2.5 are not consistent with the original patterns (i.e., the curvilinear pattern of pattern

1 and polygonal pattern of pattern 4). These two observations showcase the limitations

of using variograms for simulating (and thus analyzing) spatial patterns; one should not

expect a two-point variogram function to capture complex higher-order spatial patterns

as those corresponding to elongated features or other curvilinear or geometric shapes.

34



Beyond Pairs: Generalizing the Geo-Dipole for Quantifying Spatial Patterns in Geographic Fields
Chapter 2

MPS-based simulation. The simple normal equation simulation (SNESIM) was

applied in this work to generate the MPS-based simulation using the original patterns 1

and 4 as training images. The templates for both patterns were set to 80 × 80 squares.

From the results in Fig. 2.6, we can observe that the two simulations show significantly

different patterns, with pattern 1 showing more curvilinearity along the west-east di-

rection and pattern 4 showing more polygonal geometries. Furthermore, comparing the

simulated images with the original training images (in Fig. 2.2), we observe that the

illustrated patterns in the simulations are relatively similar to the ones from the original

images, although there are still inconsistencies between the two. A viable explanation

for such inconsistencies is that the original training images (Fig. 2.2) are small in size

and their patterns are rather complex with many elementary patterns being combined.

For example, there are only four curved lines, which is the main pattern visually in the

pattern 1, but there are also many small clusters across the domain. Summing up, de-

spite some inconsistencies, the advantage of using MPS for learning spatial patterns is

clearly highlighted by these simulations; particularly when compared to variogram-based

approaches. Evidently, more work is required (possibly involving testing different MPS-

based simulation methods) in order to improve the similarity between simulated and

training images. It should be stressed, however, that the generation of spatial patterns

with geometrical characteristics is a very improbable outcome when using variogram-

based simulation algorithms.

2.5 Conclusions

In this work, we generalized the traditional two-point interaction model, the geo-

dipole, by introducing the geo-multipole concept whereby multiple-point interactions are

simultaneously modeled. Furthermore, a general framework for geographic field analysis
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Figure 2.6: MPS-based simulations (Pattern 1 and Pattern 4).

was discussed from both geographic and probabilistic perspectives. All three conceptual

models, the geo-atom, the geo-dipole and the geo-multipole, are included in the frame-

work, and they represent statistics of different order, i.e. first-order statistics for the

geo-atom, second-order for the geo-dipole and higher-order for the geo-multipole. Dif-

ferent descriptive statistics, prediction techniques, and concrete examples were given to

demonstrate such a framework.

This work also discussed the application of multiple-point (geo)statistics (MPS) as one

potential approach for estimating higher-order statistics for geographic fields. In MPS,

the training image is regarded as an explicit (non-parametric or better multi-parametric)

model that replaces the role of implicit statistical models. The only assumption in using

MPS is that the training image contains a representative collection of the spatial patterns

expected at the target site; thus, the target field characteristics can be learned using

approximate replicates contained in the training image. It should be noted, however,

that since MPS places extreme ”faith” in the training image, there is a risk of over-

parameterization; thus, more attention should be placed on selecting appropriate training

images, possibly considering more than one such images [83].

A series of experiments were conducted to illustrate the necessity and value of using

the geo-multipole in quantifying patterns in field data. In short, we showed that spatial
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patterns extracted from multiple-point (i.e., MPS-based) interaction models are more

realistic (better reproduce the complexity of patterns) compared to those extracted from

two-point (i.e., variogram-based) interaction models.

There are several potential research directions for future work. First, the application

details of multiple-point (geo)statistics (MPS) for quantifying spatial patterns in geo-

graphic phenomena should be further explored. For example, the sensitivity of template

geometry and size, the impact of the training image size and pattern richness, as well

as the feasibility of using other algorithms, should be studied in more depth. Second, in

addition to using MPS for contextual classification, MPS could also be applied to spa-

tial simulations. For example, the performance of cellular automata could be improved

by incorporating information from training images using MPS. Last but not least, tech-

niques for estimating multiple-point interactions could be extended from applications

pertaining to field information to applications involving other types of geographic infor-

mation as well. For example, higher-order interactions among different places (objects)

in gazetteers could be considered to supplement spatial signatures for place types when

learning alignments between geo-ontologies, as proposed in [85].
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Chapter 3

Making Direction a First-Class

Citizen of Tobler’s First Law of

Geography

Through a set of thought experiments, this chapter evaluates the role of direction in

spatial analysis and highlights that even though directional effects have been used in

some spatial techniques, distance still plays a dominating role. It also discusses about

two types of isotropy assumption that in fact capture different directional information

from distinct aspects. To raise the awareness of directional effect in spatial analysis, a

generalized Tobler’s First Law of Geography is proposed in this chapter as well.
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Abstract: Waldo Tobler frequently reminded us that the law named after him was

nothing more than calling for exceptions. This paper discusses one of these exceptions.

Spatial relations between points are frequently modeled as vectors in which both distance

and direction are of equal prominence. However, in Tobler’s First Law of Geography

(TFL), such a relation is described only from the perspective of distance by relating the

decreasing similarity of observations in some attribute space to their increasing distance

in geographic space. Although anisotropic versions of many geographic analysis tech-

niques, such as directional semivariograms, anisotropy clustering, and anisotropic point

pattern analysis, have been developed over the years, direction remains on the level of

an afterthought. We argue that compared to distance, directional information is still

under-explored and anisotropic techniques are substantially less frequently applied in ev-

eryday GIS analysis. Commonly, when classical spatial autocorrelation indicators, such

as Moran’s I, are used to understand a spatial pattern, the weight matrix is only built

from distance without direction being considered. Similarly, GIS operations, such as

buffering, do not take direction into account either, with distance in all directions being

equally treated. While in reality, particularly in urban structures and when processes

are driven by the underlying physical geography, direction plays an essential role. In

this paper we ask the question of whether the development of early GIS, data (sample)
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sparsity, and Tobler’s law lead to a theory-induced blindness for the role of direction. If

so, is it possible to envision direction becoming a first-class citizen of equal importance

to distance instead of being an afterthought only considered when the deviation from a

perfect circle becomes too obvious to be ignored.

3.1 Introduction

Thanks to the wide use and complex nature of spatial phenomena, detecting, quan-

tifying and modeling spatial patterns have been the fundamental interests for not only

geographers, but also researchers from other disciplines such as the environmental sci-

ence, ecology, geology, criminologist, astronomy, material science, and economics. As

a guiding principle, Tobler’s First Law of Geography (TFL) [36] is widely accepted as

the conceptual foundation of many classic spatial models such as distance decay func-

tion and inverse distance weighting. Generally speaking, spatial patterns are invariant

under transformation, such as scale, translation, and rotation. In spatial analysis, both

scale and translation invariance have received significant attentions. For instance, most

spatial patterns are known to be scale dependent. Therefore, multiple techniques have

been introduced to study scale effects [86, 87, 88, 89, 90]. Similarly, a number of spatial

statistics, such as the semivariogram and Ripley’s K, are based on assumptions of first-

or second-order stationarity i.e., translation invariance [91, 92, 93]. Rotation transforma-

tion, in contrast, has been less frequently investigated both theoretically and practically

in spatial analysis.

Nonetheless, rotation (in)variance, known as isotropy or anisotropy, plays an equal

role in understanding spatial processes and patterns as compared to scale and transla-

tion transformations. Criminologists, for instance, have long noted the importance of

anisotropy in considering distance decay, e.g., when predicting the home (or work) loca-
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tion of culprits based on the location at which they committed the crime [94]. People do

not operate in an abstract isotropic plane but a highly anisotropic environment shaped

by transportation infrastructure, terrain, accessibility, and so on. Put differently, if one

would rotate the activity space where a culprit conducted crimes, the resulting pattern

would look differently. The same can be said about events such as wildfires. Consider

the major Thomas Fire affecting Southern California in December 2017 as an example;

see Figure 3.1. While relatively few people were affected by the fire as such, hundreds

of thousands were affected by the air pollution caused by the smoke. The air pollution

warnings, however, were by no means evenly distributed over Southern California but

varied greatly by day due to wind direction as well as factors such as terrain and elevation,

which are not isotropic either. Communities to the west of the fire were heavily affected

(during the time the picture was taken) even if they were more than 80 miles away, while

communities in direct proximity to the fire but situated to the east remained largely

unaffected. One could argue that anisotropic patterns are the rule, not the exception.

In this paper we present a series of thought experiments asking the question of whether

the development of early GIS, data (sample) sparsity, and Tobler’s law lead to a theory-

induced blindness [95] for the role of direction. If so, is it possible to envision direction

becoming a first-class citizen of equal importance to distance instead of being an af-

terthought only considered when the deviation from a perfect circle becomes too obvious

to be ignored? Do notions such as neighborhood and decay exist in a purely directional

framework? Do origin-destination flows cluster differently when considering global in-

stead of local reference frames for direction? Furthermore, we will present a version of

TFL based on collinearity that takes distance and direction into account and can be

regarded as a generalization of the initial law.

The paper is structured as follows. Section 3.2 reexamines how isotropy is approached

in common spatial analysis. In Section 3.3, we review research and techniques that explic-
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Figure 3.1: Smoke from the Thomas Fire, Dec 2018 (earthobservatory.nasa.gov)

itly consider direction. A series of thought experiments about direction-based techniques

are proposed and experimented in Section 3.4. Finally, in Section 3.5 we conclude the

paper and discuss directions on future research.

3.2 Rethinking Assumptions of Isotropy

In this section, we will revisit the basic assumption of isotropy as applied to geographic

space.
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3.2.1 Types of Isotropy

In spatial analysis, we often operate under assumptions such as distances being sym-

metric, point patterns being derived from Poisson processes, and geographic fields being

realizations of 2D Gaussian processes. Interestingly, these assumptions often also imply

isotropy as an additional assumption. Isotropy can be defined as invariance to rotation:

f(x′) = f(Rx) = f(x), where R is the rotation matrix. It is often convenient to dis-

tinguish between two types of isotropy: stationary isotropy, where isotropy is observed

locally, and radial isotropy with a global origin [96]. Hence, stationary isotropy implies

translation invariance, while radial isotropy does not. As shown in Figure 3.2, the ho-

mogeneous Poisson process (left) exhibits stationary isotropy, while the point pattern

(right) shows radial isotropy, with tree rings being a common example. One can think

of the first case as rotations around local origins.

3.2.2 Spatial Isotropy as an Oversimplification

Waldo Tobler challenged the validity of assuming isotropy in geographic modeling

in 1990s [97]. He argued that with an increasing number of available geospatial data

and the rapid emergence of GIS, simplified assumptions about geographic space being

isotropic should be reconsidered. For instance, the concept of cost (e.g., travel time),

which acknowledges geospatial factors such as slope, terrain, and transportation mode,

was proposed in addition to merely using Euclidean distance. Tobler’s argument, how-

ever, was more focused on the isotropic plane assumption, without explicitly discussing

processes acting on geographic space. Hence, assuming an underlying process in the

physical world to be isotropic, will potentially yield oversimplified isotropic patterns.

In fact, numerous physical geospatial processes and patterns, such as air pollution

proliferation [98], city dynamics [99, 100], and human mobility [101] are inherently
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Figure 3.2: Left: stationary isotropy. Right: radial isotropy

anisotropic. For example, winds affect the proliferation of air pollution in different di-

rections and human movement is restricted by transportation infrastructure. However,

researchers normally study these processes with an isotropic assumption. [98] for instance

proposed a geo-context based diffusion convolution recurrent neural network to forecast

short-term PM2.5 concentrations, in which circle bufferings were established as spatial

contexts such as houses and green land. A similar isotropic buffering method has been

used by [100] to capture the spatial context of Points Of Interest (POIs) in order to learn

embeddings for place types. In research about city dynamics, such as the Livehoods

project [99], neighborhoods were commonly constructed using isotropic approaches (e.g.,

spectrual clustering). However, we barely observe isotropic neighborhoods in reality due

to the complex interaction between humans and their environment. Likewise, [101] in-

vestigated the visiting probability distribution of individuals by adopting the space-time

prism, in which individuals again were assumed to move in an isotropic geographic space.

The same argument can be made about GIS operations and algorithms which are also
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Figure 3.3: Buffer tool in ArcMap with the crime pattern at Austin (2016). Pink
circular buffer is generated from the tool, and the green elliptical buffer is the ideal
one.

operated under the assumption of isotropy. For example, Figure 3.3 shows a spatial point

pattern of crimes conducted in Austin, Texas, USA in 2016. Despite the observation that

the resulting point patterns are anisotropic, there is no option in ArcMap to construct

anisotropic buffers around these crime scenes, e.g., to estimate the location of an of-

fender. Other similar cases include average nearest neighbor, inverse distance weighting,

clustering, and hot spot analysis, and such a limitation is frequently observed in other

popular GIS softwares/services as well such as Quantum GIS and GRASS. Nevertheless,

it is worth noting that for some of these operations, anisotropic options are theoretically

available but have not yet been implemented. For instance, there is recent interest in

anisotropic clustering and point pattern analysis [102, 103].

With respect to studying spatial patterns, the majority of spatial indicators are based

on distance only, e.g., Moran’s I and LISA [104, 105, 106, 107, 108, 109]. Indicators that

relate angular effect to spatial dependence are rare.

In summary, given the complexity of geographic space, spatial processes and patterns,

the assumption of isotropy in spatial analysis, albeit often useful, is an oversimplifica-
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tion. GIS tools are primarily implemented following the isotropic assumption, sometimes

offering adjustments for anisotropy as options.

3.2.3 Reasons to Assume Isotropy

Compared to distance, direction is more challenging to model and computationally

more demanding. Distance is a relation between two locations, while direction requires

at least three (e.g., two targets plus the origin to form an angle) thereby requiring a

larger sample size. Specifically, when the sample size is small, it is difficult to have

enough replicates for statistical analysis on directional information, thus the assumption

of isotropy is often made for spatial analysis [103]. One can regard directional analysis as

higher ordered. Put differently, the ability to analyze more complex patterns increases the

computational demands [29, 110]. Moreover direction is measured on a cyclical ratio scale

[111]. Similarly, the notion of a direction based (or even just anisotropic) neighborhood

is less intuitive. Finally, directional dependency varies greatly by (geographic) scale.

For instance, directional information may play a role only at large scales, such as the

patterns of plants [112] while in other cases directional dependency is significant only

at small scales such as individual-level crime patterns [94]. Many of these arguments

and potential reasons have become less relevant given progress in (parallel) algorithm

design, big data, inexpensive instrumentation, a data sharing culture, and so forth, and

this has likely contributed to the growth of anisotropic techniques over the past 10 years.

Last but not least, from a conceptual perspective, the lack of a directional component in

TFL may have led to a theory-induced blindness, where we focus on distance first and

only consider direction as an afterthought. However, it is possible to consider direction

within TFL. For instance, if the parameterization of distance decay varies as a function

of direction, isotropy is defined as the case where this variation is negligible.

46



Making Direction a First-Class Citizen of Tobler’s First Law of Geography Chapter 3

Therefore the concepts of (an)isotropy and directional dependence should be at the

same level as stationarity / homogeneity and spatial dependence in spatial analysis.

3.3 Where Direction Has Been Considered

Noticing the importance of direction in spatial analysis, a number of researchers have

developed anisotropic/direction-based techniques to address various problems. [113] cat-

egorized spatial analysis into two models: spatial interaction and spatial structure. Di-

rection is explicitly encoded in the former case, such as flows and trajectories but not

in the latter case with spatial point patterns and geographic fields as examples. Even

though directional information could facilitate the modeling of both spatial interactions

and structures, it is worth noting that most existing techniques still rely on distance-

based approaches and assume isotropy. This section reviews work that employs direc-

tional information on either of these two categories. In addition, direction has also been

investigated by various subfields of geography, such as spatial reasoning and GIS opera-

tions (see Section 3.3.3). Our goal is to provide an overview of how direction has been

approached in the literature.

3.3.1 Directions in Spatial Interactions

Spatial interaction is defined as flows between geographic entities [114, 115, 116,

117]. Examples of these flows include students traveling from one state to another, the

demand/supply between two markets, birds migration, and so on. Although direction

is implicitly encoded in these data, only a few studies have taken direction into account

explicitly when modeling flows. The asymmetry of spatial interactions inspired [116] to

investigate an algebraic approach to quantifying and subsequently visualizing the vector

field of flows, in which the role of direction has been emphasized. However, the paper does
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not discuss how directional information could be modeled to assist the understanding of

flow patterns.

Another example of spatial interaction are movement studies. [118] explored the

pattern of movements in space and time using circular statistics, in which the bi-variate

movement vectors (i.e., distance and direction) were partitioned into different distance-

direction regions of a circle. They proposed a goodness-of-fit testing to statistically

check the deviation of observed pattern to the expected one. Applying the approach to

residential housing movement data, [118] discovered both distance decay effects and the

anisotropy. In lieu of evaluating the general distance-direction pattern of movements,

[119] proposed spatial autocorrelation indicators to test the association of flow vectors

globally and locally, by extending Moran’s I [104] and LISA [108], respectively from the

scalar version to a vector one. To use Moran’s I as an example, both the magnitude and

direction of movement flows were considered by replacing the product of scalar deviation

between two locations to the mean with a dot product of the vector deviation of two

flows to the mean. Nonetheless, the spatial weight matrix for flow was solely defined by

a distance-based neighborhood using the origin or destination.

Motivated by clustering spatial flows, multiple approaches were introduced to calcu-

late the similarity between flow vectors [120, 121, 122, 123]. Notwithstanding, barely any

of them have direction being explicitly considered, which could cause misinterpretation

of the pattern (see detailed discussions in Section 3.4.1). [121] proposed a similarity

measure as a combination of flow length and spatial proximity. Even though direction

was not explicitly employed in their model, they discussed how direction was implicitly

inferred by the distance between origin-origin and destination-destination pairs. Another

current work that incorporated direction was presented by [123], in which directional in-

formation were converted to distances between the two destinations with their origins

being translated to be the same.
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3.3.2 Directions in Spatial Structures

In contrast to spatial flows, direction is not explicitly defined in many other types of

spatial data. In this section, we review techniques that explore the role of anisotropy in

geographic fields and spatial point patterns.

Focusing on geostatistical data, [124] and [92] categorized anisotropic models into ge-

ometric anisotropy, in which only the range of the semivariagram changes with direction

but not the shape and sill, and zonal anisotropy, in which both range and sill depend

on direction. Numerous techniques were introduced to deal with these two cases, all of

which were based on rotational and scaling transformations such that distance was con-

verted from an anisotropic space to an isotropic one. To generalize anisotropic modeling,

[125] investigated the ellipses in an attempt to consistently model the directional varying

parameters such as sill, range, nugget, and power in an universal framework. In addition

to modeling anisotropy globally in the sense of fitting the semivariogram, there is an

increasing number of studies aiming to model locally varying spatial anistropy as well

[126, 127, 128], by which more complicated spatial patterns could be revealed such as

channels and veins from geological deposits.

To analyze spatial point patterns, researchers categorize the mechanisms of anisotropic

patterns into geometric anisotropy, where points are converted from a stationary and

isotropic pattern by a rotational transformation, and oriented clusters, where the inten-

sity of points increases along a direction [129, 112, 103]. Anisotropic approaches, such as

Fry plots [130], nearest neighbor orientation density [112], angle dependent K function

[131], spectral [132] and wavelet [133] analysis were developed to achieve a broad range

of analysis, including the detection of anisotropy, testing for isotropy, and estimation of

the direction of point patterns. However, it is worth noting that despite direction being

considered, distance dominates in most of these techniques with direction being regarded
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as one type of point marks similar to other associated attributes (like in marked point

pattern analysis).

3.3.3 Further Uses of Direction

Beyond quantifying directional information to improve the understanding of spatial

patterns, direction also plays a role in fields such as spatial reasoning, GIS operations,

geospatial semantics and spatial networks. For example, [19] proposed a qualitative ap-

proach to conduct spatial reasoning based on both cardinal direction and qualitative

distance. In contrast to quantitatively measuring the role of direction in classic spatial

analysis, this work explored qualitative reasoning of space using directions. Furthermore,

there are endeavors to extend normal spatial buffering to its anisotropic version. One

example is [134], which introduced an anisotropic buffering process by allowing the dis-

tance to be relative along different directions, with the goal of making sure the buffering

process along all directions simultaneously reaches the boundary of Voronoi polygons

built from a geometry set. For instance, if a geometry’s Voronoi polygon had a shape

that is elongated along west-east direction, then the generated buffer for this geometry

would have greater length along a west-east direction. Spatial clustering is another type

of classic GIS operation. By replacing the circular searching window by an ellipse, [102]

proposed an anisotropic version of the DBSCAN algorithm, which is able to detect clus-

ters of points that have an arbitrary geometry, such as points of interest along a street.

With respect to geospatial semantics, [85] proposed spatial signatures that incorporated

direction-based statistical analysis, such as standard deviational ellipse, to understand

the semantics of geographic feature types. Studies of spatial networks have to leverage

the embedded direction of edges in order to characterize patterns [135, 136, 137]. To in-

corporate the topology and structure of spatial networks, [138, 139] introduced a network
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weight matrix in which the edge direction is explicitly considered. A classic application of

spatial networks are the road networks; [140] explored the distribution of road directions

in urban cities and discovered that directional patterns of roads varied among different

cities, which can be applied as one factor to characterize urban configurations. In cel-

lular automaton based spatial simulation, directional information has also been rarely

incorporated. A notable exception is Clarke’s work on the growth of urban areas by

introducing slope resistance and road gravity factors [141].

3.4 Thought Experiments

As discussed in Section 3.2, direction could be studied in two scenarios: stationary

isotropy (or local direction), where rotational origins are constructed for each local study

location or region, and radial isotropy (or global direction), where only one global origin

is defined and all study locations or regions share it, e.g., Grid North. Accordingly,

there are two alternatives to include direction in spatial analysis. First of all, directional

information can be studied globally, in which the primary tasks are to detect, test, and

estimate the directional trend of a pattern in a global sense. Secondly, direction of,

for example, vectors, points, or cells can be defined locally, and then their aggregated

patterns and/or associations are investigated. In Section 3.3, we discussed techniques

that were developed in various fields that consider direction when characterizing spatial

patterns either globally or locally. In this section, we will demonstrate the impact of

different approaches to incorporating direction by a series of thought experiments. Our

goal here is to provide new perspectives on modeling spatial information emphasizing the

role direction could play as a first-class citizen in spatial analysis without implying that

direction-only techniques should replace those based on distance.
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3.4.1 Spatial Interactions

In Section 3.3.1, we introduced two recent approaches for measuring the similarity

of flow vectors, with directional information either explicitly or implicitly embedded.

As a thought experiment, we discuss their potential drawbacks and showcase alterna-

tive formulations that will allow users to distinguish previously indistinguishable origin-

destination flows.

First, [121] promoted a flow similarity measure (Formula 3.1), in which both spatial

proximity (i.e., dO and dD) and flow lengths (i.e., Li and Lj) were accounted for. Even

though direction was not a factor being directly considered, the authors argue that it

was implicitly incorporated in spatial proximity, which is computed as weighted sum of

origin-origin (dO) and destination-destination (dD) distances. The underlying rational

is that when spatial proximity was fixed, the relative direction of the two flows would

then be constrained to such a small degree of freedom that including direction would be

unnecessary. In the following, we will show that such an implicit model does not capture

all cases of directional dependence. Namely, there are flow patterns which are relevant

but are challenging to distinguish. For example, the three cases illustrated in Figure

3.4 yield the same results under Formula 3.1. Specifically, comparing flow pairs (A1, B1)

with (A2, B2), the only difference is the direction of the two flows, with A1 and B1

being parallel and A2 and B2 crossing each other. Hence, since disA1B1 = disA2B2 , both

flow pairs are equal. Note, however, that two people traveling along routes represented

by these flows may have met in the second but not the first case. Likewise, the flow

pair (A3, B3) has different origin-origin (dO) and destination-destination (dD) distances

compared to (A1, B1). Since Formula 3.1 considers spatial proximity as weighted sum of

the two distances, with the weights suggested to be equal in general (i.e., α = β), the two

pairs would be equal again. However, one can observe an important distinction between
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pairs (A1, B1) and (A3, B3): the local directional angle of the two flows (A3, B3) causing

them to diverge.

disij =

√
αd2O + βd2D

LiLj
(3.1)

Figure 3.4: Examples of flow vectors. A and B have the same length (i.e., Li = Lj).

In contrast, [123] explicitly incorporated direction to characterize flows. However,

they only consider a local perspective. Put differently, these approaches assume sta-

tionary isotropy, where directions are measured from origins that are defined locally for

individual locations or regions such as transportation zones. In radial isotropy a global

origin is defined and all directions are constructed relative to it. Next we will approach

flow patterns from such a global perspective. As Figure 3.5 (top) shows, despite the fact

that flows C, E and F are distinct in terms of vector length, spatial proximity and their

local directional angle, they all orient close to the True North. In contrast, flow D is more

similar to C in respect to all the three aforementioned factors; however its different global

orientation makes it dissimilar from the rest. However, if only local direction would be

employed (Figure 3.5, bottom), in which all the four flows were translated to the same

locally defined origin O first, D would end up to be more similar to C compared to E

and F due to the relation of θCD < θCE < θCF . To address this issue, we introduce a new

indicator shown as Formula 3.2 here, in which both global direction (cos(θ)) and flow
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length (L) are taken into account to quantify the dissimilarity between two flows i and j.

As the top of Figure 3.5 illustrated, since flow C, E, and F all share the same projected

length along the True North (i.e., hi = Licos(θi) = h 6= 0, i = C,E, F ), their pairwise

dissimilarities would be 0; while flow D tends to be unique as hD = 0 6= h. This pattern is

not uncommon in reality. For example, when studying the spatial patterns of immigrant

flows in the northern hemisphere, it is noticeable that a majority of flows are from south

to north (e.g., Mexico to U.S., Maghreb to northern Europe), with only few exceptions

(e.g., Malaysia to Singapore). Hence, researchers interested in the mechanisms driving

immigration would consider these SN flows to be similar despite the distance of their

origins and destinations being thousands of kilometers apart. Put differently, the global

flow direction plays a more prominent role in distinguishing and classifying immigrant

flows as compared to other factors, such as spatial proximity.

disij = |Li cos(θi)− Lj cos(θj)| (3.2)

3.4.2 Spatial Structures

Stationary isotropy receives more attentions than radial isotropy in spatial interac-

tion modeling. Conversely, models developed to analyze spatial structures employ radial

isotropy over stationary isotropy. For example, geometric anisotropy modeling, for either

spatial point patterns or geographic fields, is inspired by transforming ellipses to circles

(see Section 3.3.2). An ellipse is established globally with only one set of origin, major,

and minor axes being determined. For instance, the popular modeling of directional

semivariograms [92] is a process of fitting parameters (e.g., range and sill) of the covari-

ance functions differently along selected directions (e.g., cardinal directions). These are

defined relative to one global origin and reference system. However, it is also feasible to
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Figure 3.5: Examples of flow vectors. Top: global direction is considered. Bottom:
local direction is considered (θCD < θCF < θCE).

model semivariograms in the context of stationary isotropy. What information could a

directional semivariogram convey, when the direction for each location is defined based

on its local origin (e.g., the location itself)? As Figure 3.6 illustrates, the other two points

(in spatial point patterns), or cells (in geographic fields), sj and sk have to be selected

in an attempt to construct the local angle for location si. From this perspective, there

are clear relations to multiple-point geostatistics (MPS) and the ideas of geo-multipoles

[110].

Figure 3.7 illustrates an experiment of comparing the conventional directional semi-

variogram with a version in which the direction is defined as local angles of two pairs

(i.e., comprised of three locations). The selected experimental data was first introduced

by [142] and has been widely used to demonstrate geostatistic methods. The top figure
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Figure 3.6: Examples of locally defined directional angles for si. Left: a spatial point
pattern. Right: a geographic field modeled as raster.

shows the spatial distribution of zinc concentration of 155 sample points collected along

the flood plain of the Meuse river. The bottom left of the figure demonstrates the four

directional experimental semivariograms, and the right shows the proposed version with

local angles grouped into four classes. It should be noted that even though the distance

class (i.e., x-axis) for these two diagrams are set up to be the same (the distance in the

local angle version is computed as the mean edge length of sisj and sisk), their target

statistics (i.e., y-axis) are designed to be different. Since three locations are used to com-

pose local directional angles, there is strictly speaking no semivariance (i.e., attribute

variance of two locations). Instead, we use formula (3.3) to make our point.

γ(si|sj, sk) = 1− (z(si)− z(sj))
2

(z(si)− z(sk))2
(3.3)

where z(·) is the associated attribute value at a location, and z(si)−z(sj) < z(si)−z(sk).

This statistic could be interpreted in analogy to the eccentricity (squared version) of

an ellipse, where the origin is at si, the length of the minor axis (i.e., z(si) − z(sj)) is

defined as the relatively smaller attribute difference of the two pairs (si, sj) and (si, sk),

and the major axis is the larger one (i.e., z(si)−z(sk)). Analogue to geometric anisotropy,

this statistic (pair variance) quantifies how varied two pairs are in terms of their attribute

56



Making Direction a First-Class Citizen of Tobler’s First Law of Geography Chapter 3

values.

At least three observations can be made considering such local directional perspective,

First, similar to the directional semivariogram, its local version embraces comparatively

different trends towards various local angle groups. Secondly, except for the angle group

of 90 to 135 degrees, the pair variance (i.e., γ) appears to be independent of distance.

However, it can be seen that the mean pair variances across different distance classes

vary among the three diagrams, with the group of the largest angle range, 135 to 180

degrees, having the largest mean variance, 45 to 90 degrees the intermediate, and 0 to

45 the smallest. Simply put, the pair variance, or equally the local anisotropy, increases

with increased angles for these three angle groups. This observation in fact correlates

with the general distance effect introduced by TFL, due to the relation between angles

and distance (i.e., edge length) in a triangle. The most intriguing observation, however,

comes from the angle group of 90 to 135 degrees, in which the pair variance is dependent

on distance. Specifically, the pair variance starts to increase with distance until around

500 meters, from which the trend begins to decline. This observation reveals the complex

shape of the study region (i.e., a big curve at the bottom) and the distribution of those

marked points (i.e., along the river).

3.4.3 Distance-Free Approaches

So far we have examined different means by which both global and local notions of

direction can facilitate our understanding of spatial patterns. One common feature of

these approaches is that they remain dependent on distances primarily, with direction

being included additionally (as in the case above where increased angles increase the edge

length). Since we argue that the role of direction should be raised to the same level as

distance, this section attempts to imagine a thought experiment where distance is not
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Figure 3.7: Comparison between the classical directional semivariogram and local directions.

considered at all.

3.4.3.1 Angular Variogram

Although both the directional semivariogram and its local version have considered

direction, distance keeps playing a dominant role in the modeling, which could be re-

flected by the fact that extracted relations from these diagrams are between the target

statistics (e.g., semivariance or pair variance) and distances. The dependence between
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these statistics and direction has not been directly revealed yet, which, however, could

potentially be leveraged to analyze spatial patterns. Consequently, this section envisions

a distance-free variogram, where the relation between pair variance (see Formula 3.3) and

local directional angles are plotted. Ideally, for a pattern with n locations, there should

be
(
n
3

)
combinations of triangles, and since each triangle has three inner angles, there are

in total
(
n
3

)
×3 combinations of pairs. Due to the exponential nature of this combination

(e.g., a 100 × 100 DEM results in about 499 billion possible combinations), we apply a

sample strategy. Specifically, for each location (e.g., cell si), we randomly generate one

sample pair (e.g., cell pair (sj, sk)) for each angle class, and at the end discard those

locations that have no pairs for any of the angle class, which is mainly due to the edge

effect.

Figure 3.8 illustrates the envisioned angular variogram using three patterns with

different degrees of randomnesses. The pattern on the left is a DEM from the area of

Lake Tahoe, CA, which shows a valley along the north-east direction. As the diagram

indicates, with increasing angles, the pairs’ variance increases until hitting the sill at

about 0.73 around the range of 90 degrees. This observation is partially due to the

curvilinearity of the valley. To further illustrate this, we gradually weaken the observed

pattern by introducing randomness to it. As Figure 3.8 shows, when 20% randomness

is introduced, the generated angular diagram shows a discrepancy from the original one,

with no significant sill being observed. Once the randomness reaches 50%, the trend

turns to be unstable showing less correlation between angle and pair variance. This

comparison affirms the feasibility of angular variogram, and consequently the role of

direction in describing spatial patterns. Specifically, the relation between angle and pair

variance becomes less significant when greater randomness is introduced.

Furthermore, analogue to distance effect, trends revealed from the angular variogram

with no randomness (i.e., the original pattern) could be interpreted as a direction effect,
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which illuminates the general principle of geospatial phenomena: the angle between two

pairs influences their similarity; and they would be similar if their angle were smaller.

However, it is worth noting that the similar trends observed in the angular variogram

(direction effect) and semivariogram (distance effect) are no coincidence. In fact, the three

angles and three edge lengths (i.e., distances) in a triangle are correlated: knowing any

three of these six elements would already determine the shape of a triangle. Nevertheless,

the value of the proposed angular variogram should not be underestimated, since it

has the ability to model higher-ordered interactions through a shape that is composed

of at least three locations. In contrast, conventional distance-based approaches only

concentrate on the relation between two locations (one pair). With this point in mind, we

argue that more sophisticated statistics and visualizations should be proposed to extract

and interpret the higher-order spatial information modeled by incorporating directions,

which is beyond the scope of this work. Moreover, we choose to explore local direction

in this experiment, leaving the global version as another promising research direction.

Figure 3.8: Comparison of angular variogram for patterns with various randomness
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3.4.3.2 Cosine Angular Weighting

According to TFL, closer things are more related. Therefore, one of the simplest

spatial prediction models is inverse distance weighting. Even though a circular search

neighbor could be replaced by an ellipse, the weighting schema is still based on distance.

In this section, we continue our thought experiments by looking at a purely direction-

based spatial prediction, which assumes that two pairs having smaller angle are more

related. In lieu of using inverse functions, the cosine function is adopted to model the

angular weight. Formula 3.4 demonstrates using sampled N locations {sj, j = 1...N} to

predict the attribute z at unsampled location si, where {θj, j = 1...N} are the angles

between −→osi and −→osj assuming they have the same global origin o (i.e., radial anisotropy).

Similar to inverse distance weighting, p is a positive power parameter controlling the

influence of direction. Due to the symmetric nature of directional influence over 90

degree, e.g., 45 degree has the same influence with 135 degree, the angular weighting

function is determined as the absolute cosine value.

zi =

∑N
j=1 zj| cos(θj)|p∑N
j=1 | cos(θj)|p

(3.4)

To validate the feasibility of cosine angular weighting (CAW), Figure 3.9 illustrates

a synthesized sample data, where the attribute value at red dot s0 is a target to be

predicted, and its neighbors are selected as s1, s2, s3 and s4. One noticeable characteristic

of this data is that s0, s1 and s2 lie on the same direction with respect to the reference

system and we assume they share a common value 2; this is analogous to the Thomas fire

smoke example. However, since −→os3 and −→os4 have directional distortion in regard to the

direction of −→os0, s3 and s4 are relatively larger (i.e., 7 and 10 respectively). Therefore,

in order to predict the value at s0, s1 and s2 would preferably play a greater role than

s3 and s4. By using CAW, s1 and s2 receive larger weights than s3 and s4, resulting
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in the value at s0 as z(s0) = cos(0)×2+cos(0)×2+cos(π/8)×7+cos(π/4)×10
cos(0)+cos(0)+cos(π/8)+cos(π/4)

= 4.83. However, if

conventional inverse distance weighting (IDW) would have been applied, the result would

be: z(s0) = 1×2+(1/3)×2+1×7+(1/2)×10
1+(1/3)+1+(1/2)

= 5.17, keeping in mind that the true value is 2. Note

that we set p for both CAW and IDW to be 1, but one would adjust it to control the

decaying importance of direction or distance (thereby increasing the difference between

the two approaches).

This thought experiment shows how one could utilize direction exclusively in spatial

predictions using a rather simple model and a synthesized data set. Whether there would

be a need for a purely directional method is out of scope for the work at hand. Meanwhile,

new spatial models that incorporate both distance and directional angles could be more

promising. Finally, CAW takes a radial isotropy perspective (i.e., a global perspective),

while angles could also be constructed locally with three locations (i.e., two pairs) being

studied simultaneously.

Figure 3.9: Synthesized points for CAW predication
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3.4.3.3 Directional Association

As far as spatial association is concerned, distance-based statistics are utilized to

quantify the interaction between locations [107]. Even though direction had been used

by [143] to illustrate spatial autocorrelation measures of directions (e.g., suspects from

similar directions would conduct crimes at places that are close), it is regarded as an

attribute associated with the location, rather than a factor that models the interaction of

locations like distance. In this section, we envision an indicator family (Formula 3.5) to

measure spatial association from a directional perspective, in which classic distance-based

spatial interaction is replaced by direction.

J =

∑N
i=1

∑N
j=1

∑N
k=1w(θijk)γ(si|sj, sk)∑N

i=1

∑N
j=1

∑N
k=1w(θijk)

, i 6= j 6= k (3.5)

In Formula 3.5, si, sj, and sk are three locations comprising two pairs: sisj and sisk;

θijk represents the angle ∠sjsisk with si as the local origin; N is the number of locations

in a spatial pattern; w represents the weight function based on the directional angle;

and γ is the attribute interaction model between two pairs. In analogy to Moran’ I, J

is designed to model how the attribute relation of pairs (i.e., γ) is associated with their

directional information (i.e., w). Since three locations are involved in J , one way to

compute the attribute interaction γ is to follow Formula 3.3. For direction-based weight

function w, there are multiple possible approaches as well. For example, in Formula 3.6,

and similarity to CAW, we use cos(θijk).

J =

∑N
i=1

∑N
j=1

∑N
k=1 cos(θijk)(1− (z(si)−z(sj))2

(z(si)−z(s′j))2
)∑N

i=1

∑N
j=1

∑N
k=1 cos(θijk)

, i 6= j 6= k (3.6)

The range of J depends on the range of γ. By following Formula 3.3 (with a range

of [0, 1]), J would also have the range of [0, 1]. Therefore, a J closer to 1 means the
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pattern tends to have stronger positive directional association; namely we expect to find

two pairs to be similar if their angle is smaller. On the contrary, it indicates stronger

negative directional association if J is closer to 0, meaning that one would observe pairs

that have larger angles being rather similar. Applying J to the Meuse dataset (see Figure

3.7) yields 0.64, indicating a (weak) positive directional association.

Similar to distance-based associations, there are multiple alternatives for directional

association by either modifying the angular weight function w or the pair statistics γ.

For example, in analogy to contiguity-based neighborhoods, the weight function w could

be modeled based on direction-based neighborhoods such that only those locations that

are 45 degrees to the local origin are regarded as its neighbors. In terms of pair statistics

γ, the higher-order spatial cumulant [144] could be incorporated. However, since such

an association involves more than two locations, the interpretation would be challenging.

Therefore we contemplate that more robust statistical methods should be studied to

assist interpreting and testing directional associations.

3.4.4 Generalized First Law of Geography

We started by arguing that the strong focus on distance implied by the original

formulation of Tobler’s First Law, together with other technical limitations such as spatial

data sparsity and limitations of early GIS and hardware, may have led to a theory-

induced blindness [95] by which we tend to overlook direction initially and only consider

it as an afterthought that has to be addressed, e.g., by replacing a scan circle with an

ellipse. One could now argue that the very definitions of latitude and longitude, and,

thereby, distances on the surface of the earth, include angles already. However, that is

not the point we are trying to make. Instead we provided examples to highlight the

role of conceptualizing geographic problems and processes by making them directionally-
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explicit. TFL recognizes the role of distance in modeling spatial interactions without

examining whether the increasing variance with distance is influenced by direction or

not. We believe that a generalized version of Tobler’s law can include direction as a

first-class citizen without having to make up new laws or radically modifying the existing

law 1. In fact, TFL can be regarded as capturing the case where the role of direction is

negligible, e.g., on an abstract plane. In such a case, a generalized version (as a homage,

not a replacement) can be derived by making use of collinearity.

Everything is related to everything else, but near things and those that point

in similar directions are more related than distant things and those pointing

in different directions.

Note that we refrain here from distinguishing between local and global notions of

direction. Furthermore, staying in line with the vague nature of ”near things”, we use

”those that point in similar directions” to retain the guiding principle characteristic of

TFL and leave the exact interpretation to specific measures, models, and application

needs.

3.5 Conclusions and Future Work

Variance increases with distance, but also with direction. This, of course, is well

known and forms the basis for a wide range of anisotropic techniques in spatial analysis

and beyond. Interestingly, however, isotropy itself is missing from the list of fundamental

concepts in GIScience. It received little attention in GIS/GIScience textbooks, Esri’s

documentation of ArcGIS, and the current GIS body of knowledge. Put differently,

anisotropy remains an afterthought only considered when its consequences on spatial

1as substantial modifications may destroy the original charm and simplicity of Tobler’s First Law.

65



Making Direction a First-Class Citizen of Tobler’s First Law of Geography Chapter 3

analysis can no longer be ignored. As we illustrated by reviewing the literature, this is

not for lack of related research and techniques.

Physical and societal processes do not play out in an abstract isotropic plane. Anisotropy

is the norm, not the exception. In this work, we argued that the fact that direction is

not a first-class citizen of foundational concepts such as Tobler’s First Law may lead to

theory-induced blindness and the belief that direction can be indirectly accounted for by

using distance alone. We have highlighted cases, such as global migration patterns, where

this is not the case. We demonstrated that these cases would benefit from making dis-

tinctions between local reference frames for directional dependence and global reference

frames.

Interestingly many key GIS notions can be modeled with direction alone, such as

the direct neighborhood of a cell in Queen’s or Rook’s case or the ideas of weights and

associations more generally. To take this to an extreme, one can even envision purely

direction-based interpolation such as in our CAW thought experiment. In fact, we believe

that Tobler’s First Law as such can be generalized in the sense that its original formulation

accounts for the case where directional variation is negligible and that deviation from

collinearity can be added for cases in which directional variation is significant.

In summary, this work highlights the role of direction and directional dependence as

conceptual foundations of GIS processing and analysis. In the future, we plan to further

investigate similar thought experiments and provide a concrete overview of the role (or

lack of it) of anisotropy in spatial thinking and GIS operations.
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Chapter 4

Representing and Reasoning over

Higher-Order Spatial Relations in

Knowledge Graphs

This chapter discusses the feasibility of employing knowledge graphs as a data model

to represent qualitative higher-order spatial relations. Two ontology design patterns

are proposed to address the challenge of representing ternary spatial relations using the

binary data structure of graphs (i.e., nodes and edges). To reason with qualitative spatial

relations, a neural network architecture, together with a collection of geospatial inductive

biases, are explored to predict missing relations in a geospatial knowledge graph.
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Abstract: Today’s Geographic Information Systems (GIS) still maintain their strong

focus on geometry. They largely depend on quantitative ways of representing the loca-

tion of geographic phenomena and the relations among them. However, humans seldom

perceive nor reason about their surroundings in such a way. Instead qualitative spatial

relations are more prominent. In fact, over the past decades, work on qualitative spatial

reasoning has demonstrated how relations such as topological containment can be rep-

resented formally and how they can be used for inferences within information systems.

These relations have since become central to more place (than space) centric ways of

representing statements about our surroundings, namely geographic knowledge graphs

with their strong focus on relationships among geographic processes and entities. A vast

majority of these knowledge graphs (KG) are formally defined as directed and labeled

multi-graphs with binary edges between two nodes forming so called triples of the form

SantaBarbara-->partOf-->California. This has led to a strong preference for binary

spatial relations. While higher-order relations are representable using concept reification

and other means, they play a marginal role in today’s KG. Hence, our work will address

this challenge of representing higher-order spatial relations (e.g., ternary projective rela-

tions such as between, on the left of, and before) within a graph framework. In doing

so, we will propose a neural network architecture that is capable of predicting relations

and entities (here places) in sparse geospatial KG. Multiple types of geospatially induc-

tive biases, including higher-order relatedness, mutual exclusivity, and the conceptual
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neighborhood of ternary projective relations, will be investigated to make the proposed

neural network architecture spatially-explicit. We will provide an extensive evaluation to

demonstrate the strength of the proposed methods. In fact, our models achieve around

20% improvement in predicting relations and places over existing baselines.

4.1 Introduction

Qualitative spatial reasoning and cognitive aspects of human knowledge represen-

tation and reasoning, more broadly have provided a complementary perspective to the

strong geometric focus of GIS since the 1990s [19, 40, 145, 146, 147]. Over the years,

numerous researchers have studied the formalization of and reasoning over qualitative

geospatial information, including qualitative distance and direction [19, 148, 149, 150,

151] and topological relations [152, 153, 154]. In parallel to these theoretical topics of

formalizing qualitative geospatial information, researchers have also published empiri-

cal studies focusing on strengthening the capability of traditional GIS to better support

non-quantitative geospatial information, such as survey, narratives, and audio in order

to address more human- and social-centric geospatial challenges [155, 156, 157, 158].

Despite the aforementioned pioneering work, GIScience is still dominated by those

types of representation, analysis, and visualization methods that depend on absolute Eu-

clidean, spherical, or ellipsoidal geometry [4]. For example, work on qualitative GIS [157]

mainly links GIS functions, e.g., visualization, with qualitative data through geometric

locations of associated spatial features. We believe that this limitation is predominately

due to the fact that the inherent spatial data models, e.g., vector and raster, supported by

most GIS are geometry-centric. It is, therefore, rather challenging to directly represent,

store, analyze, and visualize the qualitative type of geographic information in GIS, such

as the description “Ventura is between Santa Barbara and Los Angeles”, which involves
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no absolute geometric reference frame [40, 159]. More recently, there has been a renewed

interest in place-based GIS [160, 161, 8, 162, 163] in which the knowledge of particular

metric and geometric properties is secondary. Similarly, work on GeoAI [9, 10, 164, 100]

has taken a connectionist stance on geographic knowledge.

Following this mindset, we adopt a graph-based data model for the representation

of geographic knowledge here. More specifically, we represent qualitative geographic in-

formation leveraging the Resource Description Framework (RDF), which is capable of

capturing the semantics of geographic information in a human and machine understand-

able way and provides a unified framework for representing statement about the world

with their corresponding metadata [165, 166]. RDF has been studied to represent topo-

logical relations that are binary, such as touches and crosses [167]. However, it becomes

rather challenging to represent higher-order spatial relations, such as the ternary pro-

jective relations including between, on the left of, on the right of, before, and after. In

contract to its binary counterpart, these ternary (or higher-order) relations simultane-

ously involve three (or more) spatial features. Consequently, they need to be represented

by introducing syntactic structures such as concept reification or RDF reification which

are opaque, i.e., they change how geospatial knowledge graphs are queried, e.g., using

GeoSPAQL query language1, as well as the ability of machine learning models to learn

representations of entities and relations from such a graph. To give a concrete example,

learning translational embeddings [168] over ternary relations represented using reifica-

tion will yield suboptimal results as the relation between binary relationships is lost.

In respect to spatial reasoning, rather than relying on geometry or a formal calculus

[169], we investigate a hybrid approach that combines bottom-up (or data-driven) and

top-down (or theory-informed) methods. This is motivated by the intuition that we

do not need to know the exact geographic coordinates of Ventura, Santa Barbara, and

1https://www.ogc.org/standards/geosparql
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Los Angeles in order to determine their spatial relations, such as “Ventura is between

Santa Barbara and Los Angeles”. Instead, we can partially infer it from relations such

as “Ventura is between Goleta and Los Angeles”, and “Santa Barbara is between Goleta

and Ventura”. Put differently, spatial relations, such as betweenness among three places,

can be learned from the other relation statements involving these three places.

The research contributions of this work are as follows:

• We design a neural network architecture for two spatial reasoning tasks: (1) place

prediction and (2) spatial relation prediction. These tasks go beyond common link

prediction in pairs.

• While designing this neural network architecture, we explicitly account for the

characteristics of ternary projective relations, including higher-order relatedness,

mutual exclusivity, and conceptual neighborhood to make the resulting model

spatially-explicit.

• We evaluate our work to demonstrate that the spatially-explicit method substan-

tially outperforms baselines by about 20%. By doing so, we hope to contribute

to a better support of higher-order spatial relations, and thus, to richer means of

representing and reasoning over human knowledge in AI systems.

The remainder of this paper is structured as follows: Section 4.2 reviews related work

from topics such as qualitative spatial representation and reasoning, geospatial knowl-

edge graphs, and higher-order spatial interactions. Section 4.3 proposes ontology design

patterns to represent ternary projective relations, based on which Section 4.4 further de-

fines two reasoning tasks and introduces a set of spatially-explicit neural network-based

methods to address them. In order to validate the proposed methods, Section 4.5 intro-

duces three newly built geospatial knowledge graphs of various sizes, based on which a
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series of experiments is conducted. Section 4.6 concludes our work and outlines future

research directions.

4.2 Related Work

Here we discuss related work and background readings relevant to the presented work.

4.2.1 Qualitative Spatial Representation and Reasoning

As a core research direction in GIScience, work related to this topic can be categorized

into representing and reasoning about topological relations [153, 146, 154, 170], projective

relations [171, 172, 169], directional relations [19, 173, 174, 175], as well as qualitative

distances [19, 148, 176]. Interested readers can refer to [177] for a comprehensive overview

of this work, which is beyond the scope of this paper. Reasoning, in such formalizations, is

often accomplished through associated logical calculi, such as composition tables [178, 19].

In contrast, our work changes the angle of studying this problem by first leveraging

knowledge graphs as the data model to represent qualitative geographic information

without reference to geometry and then addressing the reasoning problem by developing

data-driven and theory-informed approaches, i.e., by designing a learning task around

them.

More specifically, with regard to qualitative spatial representation, [179]’s place graphs

model is the closest to the geospatial knowledge graph approach studied in this paper. To

assist the modeling of human descriptions about the environment, a place graph repre-

sents the identified places from texts as nodes and their relations as edges. Following this

work, [180] proposed an extension to the basic place graphs model with higher-order rela-

tions, such as betweenness, being explicitly taken into account. In contrast to their work,

which mainly uses labelled property graphs, our work applies the Resource Description
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Framework (RDF) to simultaneously represent both the data schema (ontology) and data

itself as sets of triples. Moreover, the roles in a higher-order relation are distinguished

through an attribute (i.e., position) associated with the property edge in the extended

place graphs model while ours directly defines the semantics of edges without using any

associated attributes. The geospatial knowledge graph built from our data model can be

efficiently integrated with other open graph data repositories such as Wikidata.

4.2.2 Geospatial Knowledge Graphs

In terms of representing geospatial statements in a graph form, [181], for instance,

proposed a GeoKG model that includes six basic elements: time, location, change, time,

relation, and attributes. These are used to represent procedural aggregated geospatial

information, e.g., about a storm. [167] studied the extraction and representation of topo-

logical relations in a knowledge graph by arguing that user queries are typically about

relationships between entities such as places, not their complex geometries. With respect

to enabling spatial reasoning over geospatial knowledge graphs, several embedding based

approaches have been proposed that make use of neural networks to learn representations.

For example, [182] proposed a spatially-explicit knowledge graph embedding model to

relax and rewrite unanswerable geographic questions in which a distance decay function

was used to resample geospatial triples during model training. Similarly, [183] modified

the loss function in classical translation-based knowledge graph embedding approaches to

predict links between spatial features with their distance being considered. Furthermore,

to summarize geospatial knowledge graphs, [184] introduced a reinforcement learning

model coupled with new spatial relations to summarize graphs. Despite focusing on dis-

tinct applications, these approaches all incorporate geospatial information by leveraging

distance decay. In contrast, [185] proposed a location-aware knowledge graph embedding
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model that directly encodes spatial footprints of geographic entities into the embedding

space. In contrast to the above mentioned work which mainly focuses on simple geospa-

tial knowledge graphs which include only binary spatial relations, this work seeks new

methods to represent and reason about higher-order spatial relations.

4.2.3 Higher-Order Spatial Relations

In terms of higher-order spatial relations, [110] introduced the conceptual model of a

geo-multipole but only quantitatively explored the role of higher-order spatial dependency

in geographic fields of urban structures. [171] proposed ternary spatial relations, and [186]

investigated the relation of surroundedness, both of which are qualitative and higher-

ordered. This work employs [171]’s ternary projective relations and focuses on new

approaches to representing them and drawing inferences from them.

4.3 Knowledge Representation for Ternary Spatial

Relations

The Resource Description Framework (RDF)2 is an W3C standard to represent re-

sources – ranging from webpages to actual mountains– by making statements about them

in the form of 〈subject, predicate, object〉 triples. The graph forms, so to speak, by a set

of such triples sharing common elements, e.g., objects. One of the unique characteristics

of RDF graphs is that they closely couple data and metadata in the form of ontologies,

i.e., formal theories that are human and machine reason-able [187]. As far as geographic

and earth science data is concerned, RDF and ontologies have been sucessfully used for

various problems of data integration, interoperability, conflation, and geographic infor-

2https://www.w3.org/RDF/
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mation retrieval [166, 188, 85, 189, 190]. RDF’s triple-based form is very suitable for

modeling pairwise qualitative spatial relations, such as adjacency and disjoint. However,

RDF and related models are less suited for relations that involve more than two spatial

features, such as betweenness and surroundedness. To tackle this challenge, this section

first discusses a family of higher-order spatial relations: ternary projective relation and

then discusses reification, which enables the representation of ternary relations within

RDF. In line with the literature, we will use the term knowledge graphs here to signify

RDF graphs describing the world around us together with ontologies that formalize the

used vocabulary.

4.3.1 Ternary Projective Relations

By considering its cardinality, [191] categorizes spatial relations into unary, binary,

ternary, and n-ary. A unary relation is defined as the geometric properties of a single

spatial feature and a binary relation is about the interaction between two features. Topo-

logical relations [152], describing the connectedness of features, are the most common bi-

nary relations. In contrast, there are only few investigations into ternary [171, 172, 192]

as well as n-ary (n > 3) spatial relations [186].

Our work focuses on ternary projective relations and follows the formalization pro-

posed by [171]. Namely, based on the collinearity of three spatial features, their ternary

projective relation is grouped into one of five types: between, before, after, right, and

left (see the left in Figure 4.1 as an example). There are two key properties associated

with ternary projective relations. First, the relation among the three spatial features

is invariant in terms of projective transformation. Secondly, the relation simultaneously

involves three spatial features and cannot be decomposed into a set of pairwise relations.

The latter point becomes particularly important as ternary relations are often concep-
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tually confused with the type of spatial relation that involves three features but can be

decoupled into a set of pairwise ones. For example, three features can be all overlap

each other. However, this does not constitute a ternary relation as they can be simply

considered as three pairs of binary overlaps (see the right of Figure 4.1). Put differently,

topological relations like overlap are fundamentally binary while projective relations like

betweeness are inherently ternary.

Figure 4.1: Left: the five ternary projective relation of points. Right: overlap among
three spatial features

4.3.2 Relation Reification for Ternary Relations

Unary (e.g., A is a building) and binary spatial relations (e.g., building A is next

to building B) can be directly modelled in a knowledge graph as nodes and triples,

respectively. On the contrary, representing higher-order (e.g., ternary) spatial relations

in knowledge graphs is non-trivial and has rarely been studied in the literature. This work

leverages reification techniques [193] from the Semantic Web to address this challenge.

Specifically, instead of representing relations as property edges between two nodes, we

construct a new class which is a reification of the spatial relation, thereby the class

can further have multiple property edges (usually more than two). An instance of the

class linking multiple objects, consequently, represents one higher-order (or n-ary) spatial

relation statement.
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Figure 4.2 shows an ontology fragment for modeling spatial relations (up to the third-

order) in knowledge graphs. Particularly for ternary projective relations, we reify them

into five classes, i.e., Left, Right, Before, After, and Between, and they share two modular

design patterns [194]. First of all, for spatial relations of left, right, before, and after,

they can all be represented by the pattern shown on the bottom left of Figure 4.2 (with

the Left class as an example), in which three properties: has target, has origin, and

has destination are designed to express the role of three spatial features of interest (e.g.,

referred as places in this paper). Specifically, has target links to the place that is to be

located while has origin and has destination together define the origin and direction of

the frame of reference using the other two places [175]. Secondly, due to its symmetric

property (i.e., “A is between B and C” means the same to “A is between C and B”),

we present a different design pattern to model the relation of between (see the bottom

right of Figure 4.2). Since no distinction exists for the direction of the reference system

as in the former pattern, we expect an equal role for the origin and destination, thereby

we label both as has reference. Through relation reification, we are able to preserve the

semantics of ternary relations on one hand and on the other keep using triples as defined

in RDF to build the geospatial knowledge graph, in which all types of spatial relations

can be integrated.

4.3.3 Ternary Projective Relation Example

Figure 4.3 illustrates an example for using this representational pattern for ternary

projective relations. Five cities in California (i.e., Santa Barbara, Ventura, Fillmore,

Thousand Oaks, and Los Angeles) are labelled on the map as points (Top). They yield

5P3 = 5!
(5−3)! = 60 (P is the permutation) ternary relation statements at most (but less

due to symmetry), among which three are extracted and represented as a knowledge
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Figure 4.2: Ontology for unary (top left), binary (top right), and ternary relations (bottom).

graph fragment in Figure 4.3. The orange nodes, before 1, between 1, and left 1 rep-

resent instances of the ternary relation classes: Before, Left, and Between, respectively.

These relation statements (the instances) define three different ternary projective rela-

tions among the five cities, which are instances of the Place class and shown as grey nodes

in the graph. It is worth highlighting that even though this example only shows ternary

projective relations, other types of higher-order spatial relations, e.g., surroundedness,

can also be represented in a similar approach.

4.4 Reasoning of Ternary Relations through Neural

Network

In their work on Naive Geography, [40] argued that “geographic information is fre-

quently incomplete” and “topology matters and metric refines”. Put differently, they

claimed that humans rely on incomplete information and mostly topological relations to
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Figure 4.3: Top: spatial organization of five cities: Santa Barbara, Ventura, Thousand
Oaks, Fillmore, and Los Angeles. Bottom: exemplary triples of ternary relation
statements among the five cities.

reason with geographic space. These two observations align with the proposed method

of representing and reasoning over geographic information as knowledge graphs. On one

hand, based on the open-world assumption that no single agent has complete knowledge,

a knowledge graph is certainly incomplete (sparse) by design. This is also the reason

why there is a rapidly growing literature in AI about knowledge graph completion; see

[195, 196] for a comprehensive survey. In addition to traditional studies in spatial rea-

soning that focus on top-down axiomatizations and calculi, we investigate reasoning over

ternary relations from a bottom-up, connectionist perspective. Specifically, we lever-

age deep learning to propose a neural network architecture that explicitly incorporates

cognitive principles to perform spatial reasoning over ternary projective relations.
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4.4.1 Definitions

Our work focuses on reasoning about ternary projective relations to answer two types

of questions. The first type is about inferring spatial relation among three observed places

(or locate-able entities more broadly). We call the related task relation prediction. The

second type aims at predicting a place given the other two and their ternary relation. We

call this task place prediction. In this section, we formally define the involved relations

and these two tasks. Jointly, they form the basis for the neural network architecture that

will be introduced in Section 4.4.2.

Definition 1 (Ternary relations and statements about them). Each reified ternary re-

lation ti is associated with exactly three role-value pairs - 〈target:place, origin:place,

destination:place〉 (for the relation between, both origin and destination will be re-

placed by reference). Accordingly, statements can be denoted as a tuple of the form:

ti = 〈ri1 : vi1, ri2 : vi2, ri3 : vi3〉 with 〈ri1, ri2, ri3〉 ∈ R∗ and vi1, vi2, vi3 ∈ V .

The value set V is defined as {place1, ..., placeM}, where M is the number of places

in the knowledge graph. The role set R∗ for ternary projective relations is defined

as R∗ = {Rleft, Rright, Rbefore, Rafter, Rbetween}, where Rleft= 〈left target, left origin,

left destination〉 (note that Rright, Rbefore, and Rafter are denoted by replacing the pre-

fix left with right, before, and after, respectively) and Rbetween= 〈between target, be-

tween reference, between reference〉. Note that R∗ is a set of grouped roles based on

their dependency in the flat role set: R = {left target, right origin, before destination,

... , between reference}. For the purpose of this work, there are 14 such roles in total.

Subsequently, a ternary knowledge graph T is defined as a collection of ternary relation

statements: T = {t1, ..., ti, ..., tN}, where 1 < i < N and N is the overall number of

ternary relation statements. For the sake of simplicity, the subscript i in t, r and v can

be skipped whenever no confusion arises.

80



Representing and Reasoning over Higher-Order Spatial Relations in Knowledge Graphs Chapter 4

Example 1. The reified relation statement between 1 in Figure 4.3 can be stated

as: 〈between target: Thousand Oaks, between reference: Ventura, between reference:

Los Angeles〉. In plain English it corresponds to Thousand Oaks is between Ventura

and Los Angeles.

Definition 2 (Relation Prediction). Given an incomplete relation t = 〈?r1 : v1, ?r2 :

v2, ?r3 : v3〉, where ?r1, ?r2, ?r3 are missing roles, the task of relation prediction is defined

as the process of inferring 〈?r1, ?r2, ?r3〉 given the observed values v1, v2, v3.

Example 2. Using the spatial organization of cities in Figure 4.3 as an example, one

relation prediction task can be to predict the missing roles in 〈?r1 :Santa Barbara,

?r2 :Ventura, ?r3 :Los Angeles〉. Put into natural language, what is the spatial relation

among Santa Barbara, Ventura, and Los Angeles?. One correct prediction would be:

〈?r1, ?r2, ?r3〉 = Rbefore (Santa Barbara is before the route from Ventura to Los Angeles).

Definition 3 (Place Prediction). Given an incomplete relation statement t = 〈r1 :?v1, r2 :

v2, r3 : v3〉, where ?v1 is a missing value and its role r1 is a target (e.g., if the relation is

about right, r1 = right target), the task of place prediction is to predict the missing or

corrupted value ?v1 given the other two values (v2 and v3) and their roles 〈r1, r2, r3〉.

Example 3. Using Figure 4.3 as an example, one place prediction task would

be to infer the missing place ?v1 in 〈 left target:?v1, left origin:Santa Barbara,

left destination:Thousand Oaks 〉. This can be phrased in natural language as which

city is on the left side from Santa Barbara to Thousand Oaks? There can be many cor-

rect predictions for this question, and ?v1 = Fillmore is one of them (Fillmore is on the

left side from Santa Barbara to Thousand Oaks).
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4.4.2 Baseline Model

Our baseline model is inspired by the state of the art in n-ary link prediction, which is

developed to predict general (mostly aspatial) relations in knowledge graphs [197]. The

neural network architecture, specifically for ternary relations, is illustrated in Figure 4.4.

The main goal is to learn a compatibility score for each ternary relation statement t so

that if t is true, the model would result in a high compatibility score; otherwise, the

score would be low. The compatibility score is evaluated based on the relatedness of

role-value pairs that are involved in t, which is further computed through the embedding

of the involved roles and values. The embedding for roles and values are looked up

from their embedding matrix: ER ∈ R|R|×k and EV ∈ R|V |×k, respectively, where k is

the dimension of the embedding, which is a hyper-parameter of the model, and |R| and

|V | indicate the number of roles and values, respectively. The whole process is trained

through a neural network architecture that includes three main components: (1) ternary

relation statement embedding; (2) relatedness computation; and (3) scoring. Moreover,

in order to provide the model both positive and negative training samples, the technique

of (4) negative sampling is adopted (see [195] for a comprehensive review), which is not

explicitly depicted in the architecture but is a key component for the training process.

We discuss each of these components in detail in this section, together with two essential

properties of this model at the end of this section.

4.4.2.1 Ternary Relation Statement Embedding

For one ternary relation statement t, we compose its embedding Et by concatenating

the embedding of its three role-value pairs, each of which is further a concatenation of its

role embedding Rt ∈ R1×k and value embedding Vt ∈ R1×k, which are the corresponding

rows in ER and EV , respectively. To enhance expressivity, a convolution layer of nf filters
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Figure 4.4: Neural network architecture of the baseline model.
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(denoted as Ω ∈ Rnf×2k) is applied on the concatenated role-value pair embeddings and

Rectified Linear Units (ReLU) are utilized as an activation function [198], which lead to

the feature matrix Et ∈ R3×nf . Formally, the embedding of a ternary relation statement

t is computed as:

Et = concat(ReLU(concat(Rt,Vt) ∗ Ω)) (4.1)

where ∗ denotes convolution operation, and concat indicates the process of concatenation.

4.4.2.2 Relatedness Computation

[197] transfers the problem of validating a relation statement into measuring the over-

all relatedness of the involved role-value pairs. Intuitively, if all the three role-value pairs

are closely related, the relation statement tends to be true. However, when the num-

ber of role-value pairs in a relation fact is greater than two (like the ternary projective

relation), the computation becomes nontrivial. Therefore, [197] simplifies the computa-

tion into first evaluating the pairwise relatedness of role-value pairs, based on which the

overall relatedness is subsequently measured by min-pooling.

In terms of computing pairwise relatedness, the three role-value pair embeddings

E
(j)
t ∈ R1×nf (j = 1, 2, 3), which indicates the jth row of matrix Et, are first concate-

nated pairwisely. As Figure 4.4 illustrates, the three role-value pairs are concatenated

into nine (3 × 3) possible permutations. Subsequently, a fully connected layer (FCN),

coupled with a ReLU activation function, is imposed on each of the nine concatenated

permutations, which results in nine feature vectors, each with a dimension of 1× nrFCN ,

where nrFCN indicates the number of layers in this relatedness FCN (rFCN). The fea-

ture vector represents the relatedness of a pair in some respects, which can be indicated

by the value at each dimension. Finally, the overall relatedness of the nine permutations
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is consolidated through a min-pooling, where the minimal value in each dimension is

extracted to build the overall relatedness feature vector Ot ∈ R1×nrFCN . In summary,

this component can be formalized as:

Ot = min3
j,k=1(rFCN(concat(E

(j)
t ,E

(k)
t )))

= min3
j,k=1Relu(concat(E

(j)
t ,E

(k)
t )WrFCN + brFCN )

(4.2)

where WrFCN ∈ R2nf×nrFCN and brFCN ∈ RnrFCN are the weight matrix and bias vector

of rFCN , respectively.

Using a fully connected layer (FCN) to compute the relatedness of two features of

interest is a widely adopted practice in deep learning, especially in computer vision [199].

In addition, the rationale behind applying min-pooling rather than other types of pooling

techniques lies in the assumption that if the minimum relatedness value along a dimension

is large enough, then the overall relatedness of this dimension would be large.

4.4.2.3 Scoring

Once the overall relatedness vector Ot is computed, another fully connected layer

(fFCN) is utilized to evaluate the final compatibility score s of a ternary relation state-

ment t. Formally, the process is represented as:

s(t) = fFCN(Ot)

= OtWfFCN + bfFCN

(4.3)

where WfFCN and bfFCN are the weight matrix and bias vector of fFCN , respectively.

4.4.2.4 Negative Sampling

In addition to the aforementioned three components that are directly related to the

neural network architecture, negative sampling is another essential step in the training
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process. Negative sampling is not only applied in the baseline model, but has also been

intensively used in almost all types of knowledge graph embedding methods, such as

TransE [168] and DisMult [200]. In order to enable the model to comprehensively learn

what is correct and what is wrong so that it can accurately produce inferences on new

inputs, the technique of negative sampling generates negative samples based on what is

known from the positive ones (i.e., training data). For example, given a positive ternary

relation statement t+ = 〈r1 : v1, r2 : v2, r3 : v3〉, negative samples can be generated by

replacing its roles or values, by some randomly selected entities from the flat role set R,

or value set V . Formally, the full set T− of candidate negative samples for one positive

fact t+ can be defined as:

T− = {〈r′1 : v1, r
′

2 : v2, r
′

3 : v3〉|r
′

1 ∈ R ∧ r
′

2 ∈ R ∧ r
′

3 ∈ R ∧ 〈r
′

1 : v1, r
′

2 : v2, r
′

3 : v3〉 /∈ T+}

∪ {〈r1 : v
′

1, r2 : v2, r3 : v3〉|v
′

1 ∈ V ∧ 〈r1 : v
′

1, r2 : v2, r3 : v3〉 /∈ T+〉

∪ {〈r1 : v1, r2 : v
′

2, r3 : v3〉|v
′

2 ∈ V ∧ 〈r1 : v1, r2 : v
′

2, r3 : v3〉 /∈ T+}

∪ {〈r1 : v1, r2 : v2, r3 : v
′

3〉|v
′

3 ∈ V ∧ 〈r1 : v1, r2 : v2, r3 : v
′

3〉 /∈ T+〉
(4.4)

where T+ represents the original knowledge graph with + emphasizing that all statements

in T are positives. Note that in contrast to [197], the proposed baseline model replaces

the three roles all together rather than individually compared to the way of replacing

values. This modification aligns with the characteristic of ternary projective relations

that if one role of the relation changes, the other two will also be changed accordingly.

While training the baseline model, one negative sample is randomly extracted from

the candidate set T− for each positive sample t. Having both positive and negative
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samples, the loss function (a logistic loss similar to the one used in [200]) is defined as:

L(t̃) = log(1 + e−It̃s(t̃)) (4.5)

where It̃ = 1 if t̃ is a positive sample; otherwise, It̃ = −1. The established neural network

is optimized through backpropogation, and Adam [201] is implemented as the stochastic

optimization method.

Lastly, it is worth highlighting two properties of the baseline model. First, the model

is permutation free. Namely, thanks to the permutation process discussed in 4.4.2.2,

the model is agnostic to the order of input role-value pairs (see [197] for a detailed

proof). Secondly, even though we focus on ternary relations in this work, both binary

and higher-order spatial relations, as well as their combinations, can be studied using

the same framework because no matter how many role-value pairs are involved in the

relation, the model outputs one single compatibility score.

4.4.3 Spatially-Explicit Methods

In Section 4.3 we argued that spatial is special in terms of representing ternary

projective relations in knowledge graphs. This section focuses on investigating methods

to inject geospatial inductive bias (i.e., domain knowledge) about ternary projective

relations into the introduced reasoning model so that it becomes spatially-explicit [184,

9, 202]. We will focus on three types of geospatial inductive biases, based on which

corresponding modifications are proposed to improve the baseline model. In addition,

we also introduce an attention mechanism into the neural network architecture in order

to optimize the overall relatedness computation.
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4.4.3.1 Ternary Projective Relations Are Strictly Higher-Order

Even though the baseline model can process higher-order relations, it is specifically

designed for and merely evaluated on general knowledge bases, such as Wikidata, in

which the definition of higher-order relations is relatively relaxed. Namely, all relations

that involve more than two features are considered as higher-order. This definition does

not distinguish cases whether the higher-order relation can be decomposed into a set of

pairwise relations or not. As argued by [197] the statement “Marie Curie received Nobel

Prize in Physics in 1903 together with Henri Becquerel and Pierre Curie” can be rep-

resented as a higher-order relation 〈person:Marie Curie, award:Nobel Prize in Physics,

point in time: 1903, together with :Henri Becquerel, together with :Pierre Curie〉. How-

ever such a relation can, in fact, be decomposed into lower-order (e.g., pairwise) relations.

For instance, the binary relation 〈person:Marie Curie, award:Nobel Prize in Physics〉 still

holds true. In contrast, the definition of higher-order in ternary projective relations is

strict, as discussed in Section 4.3.1. The involved three places are simultaneously related

in the relation; one cannot decompose them into a set of pairwise relations. For example,

the binary relation 〈between target: Ventura, between reference: Los Angeles〉 is invalid

and its semantics is missing without the third role-value pair.

This fundamental difference has practical implications with respect to the neural net-

work architecture design, particularly to the component of relatedness computation. If

the higher-order relation can be decomposed into pairwise relations, the computation of

overall relatedness can be simplified through the evaluation of pairwise relatedness (see

Figure 4.4 and Section 4.4.2.2). However, if a relation is strictly higher-order, measuring

the relatedness through its pairwise counterparts might blindly discard the essential se-

mantics. Therefore, this work proposes a new component for relatedness computation,

in which the original pairwise permutations are replaced by a set of third-order ones
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Figure 4.5: Higher-order relatedness computation.

(Figure 4.5). Furthermore, in contrast to the baseline model, we do not consider permu-

tations where there are duplicated role-value pairs (e.g., in Figure 4.4, the relatedness of

role-value pair 3 and role-value pair 3 is considered). As a result, a ternary projective

relation includes in total six third-order permutations (3P3 = 3!
(3−3)! = 6) as shown in

Figure 4.5.

The formula to compute higher-order relatedness is hence modified to:

Oternary
t = min3

j,k,l=1,j 6=k 6=l(rFCN(concat(E
(j)
t ,E

(k)
t ,E

(l)
t )))

= min3
j,k,l=1,j 6=k 6=lRelu(concat(E

(j)
t ,E

(k)
t ,E

(l)
t )WrFCN + brFCN )

(4.6)

4.4.3.2 Ternary Projective Relations Are Mutually Exclusive

Another characteristic of ternary projective relations is that the five relations are

mutually exclusive [171]. For example, if we know the relation among three sequenced

places is left (i.e., the corresponding role tuple is Rleft), the other four relations right,

before, after, and between become invalid on these three places in the same sequence.
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This argument does not necessarily hold for general (e.g., aspatial) ternary relations.

To take advantage of this inductive bias that is specific to ternary projective re-

lations, we improve the negative sampling process by replacing the random strategy

(discussed in Section 4.4.2.4). Specifically, for a positive ternary relation statement from

the training data set, we generate a negative sample candidate set, which includes all

possible ’hard’ negatives according to their mutually exclusive relation with the positive.

Taking left 1 in Figure 4.3 as an example, the positive sample 〈left target: Fillmore,

left origin: Santa Barbara, left destination: Thousand Oaks〉 can produce a negative

sample set by iteratively replacing roles of left to their correspondences in Rright, Rbefore,

Rafter, and Rbetween. For instance, 〈right target: Fillmore, right origin: Santa Barbara,

right destination: Thousand Oaks〉 is one ’hard’ negative sample in the candidate set.

Accordingly, the randomly sampled T− in Formula 4.4 is updated to a geospatial bias

induced sample set T−∗ as:

T−∗ = {〈r′1 : v1, r
′

2 : v2, r
′

3 : v3〉|〈r
′

1, r
′

2, r
′

3〉 ∈ (R∗ \ 〈r1, r2, r3〉)}

∪ {〈r1 : v
′

1, r2 : v2, r3 : v3〉|v
′

1 ∈ V ∧ 〈r1 : v
′

1, r2 : v2, r3 : v3〉 /∈ T+}

∪ {〈r1 : v1, r2 : v
′

2, r3 : v3〉|v
′

2 ∈ V ∧ 〈r1 : v1, r2 : v
′

2, r3 : v3〉 /∈ T+}

∪ {〈r1 : v1, r2 : v2, r3 : v
′

3〉|v
′

3 ∈ V ∧ 〈r1 : v1, r2 : v2, r3 : v
′

3〉 /∈ T+},

(4.7)

In contrast to Equation 4.4, where roles are sampled randomly from the flat role set

R, the selection of roles in Equation 4.7 is constrained by grouped role families in R∗.

4.4.3.3 Conceptual Neighborhood of Ternary Projective Relations

[203] defined conceptual neighborhoods as “direct discrete transitions between tem-

poral and spatial relations”. Initially, they were introduced to study qualitative temporal

and spatial reasoning [204, 39, 205]. With respect to ternary projective relations, the five
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relations can also be correlated through the notion of their concept neighborhoods. As

Figure 4.1 (left) illustrates, the five relations separate the region into five sub-regions,

whose organization implies the possibility of transition between regions3. For example,

right can be directly transited to between, before, and after but not left. So the concep-

tual neighborhood of relation right is composed of the former three. A complete list of

the conceptual neighborhood for each relation is presented in Table 4.1. Note that this

is one way to form such conceptual neighborhoods for ternary projective relations. The

same is true for Freksa’s temporal conceptual neighborhood.

Relation Conceptual Neighbourhood
left before, after, between
right before, after, between
before left, right, between
after left, right, between
between left, right, before, after

Table 4.1: Conceptual neighbourhood of ternary projective relation.

Next, we inject this conceptual neighborhood induced bias into our model by a new

negative sampling strategy. The underlying assumption is that a relation is easier to be

confused with its conceptual neighbors. Therefore, in order to allow the model to improve

its performance, we explicitly feed it with more difficult samples that are from the concep-

tual neighborhood. Taking left 1 in Figure 3 as an example again: one negative sample

based on conceptual neighborhood bias is 〈between target: Fillmore, between reference:

Santa Barbara, between reference: Thousand Oaks〉, while the sample built from right as

demonstrated in Section 4.4.3.2 will not be selected anymore since right is not a con-

ceptual neighbour of left. The formula for this negative sampling strategy is similar to

Formula 4.7 only with R∗ being replaced by a rule-based role set according to Table 4.1.

3Strictly speaking, the figure includes line segments but as these also have a spatial extent in geo-
graphic space we will consider them as regions here.
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Finally, it is worth emphasizing that even though generated samples of the two strate-

gies introduced in Section 4.4.3.2 and 4.4.3.3 overlap, the rationales behind them are

clearly distinct.

4.4.3.4 Attention vs Min-pooling

When computing the overall relatedness of role-value pairs, the baseline model applies

the technique of min-pooling, with an assumption that if the minimum relatedness value

of a dimension across all the permutations is large enough, the overall relatedness of

the corresponding dimension will be significant enough so that the final compatibility

score can be appropriately computed to validate a relation. One can argue that it is an

oversimplified assumption for two reasons. First, solely extracting the minimum value

would result in a loss of information (i.e., relatedness values in other non-minimum

permutations are discarded). Secondly, it neglects the complex interaction among all the

permutations, which might play roles in evaluating the overall relatedness. Therefore,

we propose to replace min-pooling with an attention based module [206], in which all

relatedness values in a dimension are taken into account with weights proportional to their

relative importance in measuring the overall relatedness. An updated version of Formula

4.2 is illustrated as follows (the ternary version, i.e., Formula 4.6, can be updated in the

same way):

O′
t = atten3

j,k=1(rFCN(concat(E
(j)
t ,E

(k)
t ))) (4.8)

Figure 4.6 explains the attention module atten(). To compute the feature value oq at

the qth dimension (q ∈ {1, 2, ..., nrFCN}) of the overall relatedness vector O′
t, correspond-

ing values of all permutations eqr (r ∈ {1, 2, ..., Np}, Np is the number of permutations) are

aggregated with weights αqr, which are computed based on their relative importance in
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Figure 4.6: Attention module.

the overall relatedness. The process can be formally modeled as depicted in Equation 4.9

and 4.10. We can imagine oq as the expected relatedness over all possible permutations,

each of which has its own probability (αqr) of attending to oq. Note that this attention

module is part of the neural network architecture, so the gradient from the loss function

can backpropagate through it allowing a joint learning of the weight (αqr), the relatedness

computation (eqr), as well as the overall compatibility score (s).

oq =
P∑
r=1

αqre
q
r (4.9)

αqr =
exp(eqr)∑P
h=1 exp(e

q
h)

(4.10)

4.5 Experiments

To evaluate our proposed spatially-explicit models (Section 4.4.3.1 - 4.4.3.4), we per-

form two tasks: relation prediction and place prediction, which are formally defined in

Section 4.4.1, and compare their performances to the baseline model (Section 4.4.2). In

addition, to gain an understanding of the spatial reasoning capability of our neural net-
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work architecture, we further design experiments to explore the impact of graph density

as well as the number of negative samples.

4.5.1 Data

The experiment is conducted on cities in four western US states: Arizona, California,

Nevada, and Oregon. We extracted all significant cities in the listed from DBpedia

Places4, which is a gazetteer built from user contributed content in Wikipedia5. In total,

we collected 764 cities. Given that every three cities can generate three ternary projective

relations, we will end up having about 440 million relations, which is infeasible for most

system to execute. Besides, humans certainly do not rely on memorizing a large number

of relations to understand the spatial organization of our environment; we rather use a

small number of relations assisted with our intuitive reasoning ability to infer the missing

statements on-demand [40, 164]. Therefore, we only sampled a subset of relations among

these 764 cities and attempted to investigate the impact of the subset size on reasoning

performance. We hypothesize that with denser knowledge graphs, our model would

perform better.

Among the 764 cities, we first sampled 2000 pairs, from which the origin and desti-

nation of the ternary relation were selected. In most gazetteers cities are represented as

points without a spatial extent. Hence, we built five buffer zones to determine the five

relations. As Figure 4.7 illustrates, the five buffer zones are created by four buffers: the

red and purple buffer zones are computed based on the route from the origin to destina-

tion (blue line) with different buffer distances (5km and 30km, respectively); while the

two green zones are based on the origin and destination, respectively (buffer distance is

30km). Based on the five buffer zones (named left, between, right, before, and after in

4https://wiki.dbpedia.org/projects/dbpedia-places
5https://www.wikipedia.org/
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Figure 4.7), cities are consequently grouped into five relations, represented as points of

different colors in Figure 4.7, with respect to the origin and destination. The detailed

process of computing the five buffer zones can be found in Appendix A.1.

Figure 4.7: Example of computing ternary projective relations

Once the full set of ternary projective relations for each of the 2000 sampled pairs were

computed, we randomly sample L (L ∈ {10, 20, 30}) relations from the full set (if its size

is less than L, the full set will be kept). Having different cardinalities for L is important

for testing the role of graph density on the reasoning capability of proposed methods.

Moreover, we split the data into 80%, 10%, and 10% for training, validation, and testing,

respectively. In summary, we generated three geospatial knowledge graphs of different

densities and their statistics are shown in Table 4.2. Note that since ternary projective

relations are inversible, while generating the graph one relation’s inverse counterpart has

to be accounted for as well. For instance, for the relation statement “A is on the left of

B and C ’, we also added “A is on the right of C and B ’ into the graph.
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Name L Ntrain Nvalid Ntest

West2000 10 10 15895 1987 1987
West2000 20 20 31578 3947 3947
West2000 30 30 46871 5859 5859

Table 4.2: Statistics about the graph (Ntrain, Nvalid, and Ntest represent the number
of relations for training, validation, and testing, respectively.)

4.5.2 Evaluation Metrics

In terms of relation prediction, we remove all the three roles in a testing statement

and replace them with roles in R∗ to generate a set of corrupted statements. Then each

of the corrupted statements is fed into the trained model and a compatibility score is

computed. Subsequently, the corrupted statements are ranked according to their com-

patibility scores, based on which an assessment of the trained model is produced. The

process to test place prediction is similar but with only one value (i.e., the target place)

being replaced by entities in V when generating the corrupted statements. We apply

several evaluation metrics to assess these two tasks.

4.5.2.1 Relation Prediction

Given three places, relation prediction aims to infer their relation. Similar to other

work on link prediction [195], we use the mean reciprocal rank (MRR), as well as Hits@n

(n = 1 or 3) to evaluate this task. MRR measures the average reciprocal rank of the

correct statements in predictions, and Hits@n calculates the proportion of predictions

where the correct statement is ranked in the top n. The performance of a model is greater

with higher values of these three metrics.
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4.5.2.2 Place Prediction

In contrast to relation prediction, where there are only five families of relations (see

R∗), the prediction of a target place given the origin and destination as well as their

relation is more challenging, and there are often numerous correct answers. For example,

the question “which city is in between San Francisco and Los Angeles?” will result in

dozens of places. Therefore, we apply metrics that are commonly used in recommender

systems [207] to assess performance. More concretely, we use precision@k (k = 1, 5, or

10), which indicates the proportion of correct places in the top k of the ranked list. The

larger precision@k is, the better a method performs.

4.5.3 Implementation Details

To find the best parameter setting for the proposed method, we tune hyperpa-

rameters using the validation data. The set of hyperparameters that fits the model

the best is consequently selected. Specifically, a grid search is executed to select the

learning rate λ ∈ {0.00001, 0.0001, 0.001, 0.01, 0.1}, and random searches [208] are im-

plemented to choose the embedding dimension k ∈ {50, 100}, the number of filters

nf ∈ {50, 100, 200, 400, 500}, as well as the dimension of the relatedness FCN nrFCN ∈

{50, 100, 200, 400, 500, 800, 1000, 1200}. Details of the tuning process can be found in

Appendix A.2. The finally adopted hyperparameters are: λ = 0.001, k = 100, nf =

100, nfFCN = 1000.

4.5.4 Results and Discussions

In Section 4.4 we introduced multiple types of geospatial inductive biases and their

corresponding spatially-explicit methods. This sections discusses their performances in

terms of improving the baseline model on reasoning about ternary projective relations.

97



Representing and Reasoning over Higher-Order Spatial Relations in Knowledge Graphs Chapter 4

Table 4.3 lists related sections and abbreviation of each method, which.

Method Abbr. Section(s)
Baseline Model Pairwise 4.4.2.1-4.4.2.3
Higher-order Relatedness Ternary 4.4.3.1
Random Negative Sampling RND 4.4.2.4
Mutual Exclusivity - Biased Negative Sampling ME 4.4.3.2
Conceptual Neighbourhood - Biased Negative Sampling CN 4.4.3.3
Attention Module Atten 4.4.3.4

Table 4.3: Abbreviation (Abbr.) and corresponding section(s) of experimented methods

Table 4.4 depicts the experimental result of relation and place predictions by using

different combinations of our proposed methods. The experiment is conducted on the

data set of West2000 20, which has an intermediate size among the three built knowledge

graphs (See Table 4.2). From this experiment, we observe that jointly leveraging the

higher-order relatedness (Ternary), mutual exclusivity biased negative sampling (ME ),

as well as the attention module (Atten) leads to the best model with Hits@1 reaching

0.755 and precision@1 hitting 0.407. In comparison, the performance of the baseline

model (Pairwise + RND) on these two metrics is 0.548 and 0.194, respectively. Our

best model achieves about 20% improvement for both relation prediction and

place prediction.

In order to understand the distinct roles that different components play in the two

tasks, we further perform a series of ablation studies [209], in which comparisons are

made between models with and without a key component.

4.5.4.1 Impact of Higher-Order Relatedness Computation

To investigate the impact of higher-order relatedness computation in predicting rela-

tions and places, we compared it with its counterpart - pairwise relatedness computation

(Section 4.4.2.2). As Figure 4.8 illustrates, taking into account higher-order relatedness
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Data: West2000 20
Relation Prediction Place Prediction
Hits
@1

Hits
@3

MRR
precision
@1

precision
@5

precision
@10

Pairwise + RND 0.548 0.881 0.704 0.194 0.177 0.155
Pairwise + RND + Atten 0.638 0.903 0.762 0.237 0.208 0.179
Ternary + RND 0.563 0.876 0.711 0.210 0.187 0.163
Ternary + RND + Atten 0.661 0.906 0.774 0.362 0.292 0.230
Pairwise + ME 0.591 0.895 0.730 0.215 0.185 0.161
Pairwise + ME + Atten 0.662 0.910 0.776 0.240 0.209 0.178
Ternary + ME 0.588 0.877 0.723 0.230 0.194 0.166
Ternary + ME + Atten 0.755 0.910 0.833 0.407 0.318 0.252
Pairwise + CN 0.620 0.893 0.746 0.211 0.182 0.160
Pairwise + CN + Atten 0.651 0.905 0.769 0.233 0.200 0.171
Ternary + CN 0.625 0.886 0.747 0.244 0.210 0.180
Ternary + CN + Atten 0.739 0.907 0.822 0.368 0.292 0.233
Best improvement 0.207 0.029 0.129 0.213 0.141 0.097

Table 4.4: Experimental results on the data of West2000 20

considerably benefits the performance of predicting places. In fact, the improvement

reaches 9.7% on average for precision@1, with a maximum improvement hitting 16.7%

for the best model comparing with its pairwise counterpart. The same pattern can be ob-

served for precision@5 and precision@10 as well. This supports our hypothesis that the

three places involved in a ternary projective relation are simultaneously related. Hence,

they should not be decomposed into pairwise relations. In terms of relation predictions,

there are remarkable improvements as long as the attention module is applied. However,

the improvement becomes generally less significant without using attentions. In fact, the

performance occasionally decreases (e.g., the ME related methods), even though the de-

crease is marginal comparing to the improvement of leveraging higher-order relatedness

(i.e., 0.7% for MRR, 1.8% for Hits@3, and 0.35% for Hits@1). One possible explana-

tion for this effect is that higher-order interaction among roles is implicitly encoded in

the training data, where roles from the same family of ternary relations (see R∗) always

co-occur; hence, repeatedly adding higher-order relatedness of roles into the model would
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not help substantially increase the performance of relation prediction.

Figure 4.8: Comparison between pairwise and higher-order relatedness computations
for relation prediction (top) and place prediction (bottom).

4.5.4.2 Impact of Geospatial Bias Induced Negative Sampling

Likewise, we compare the impact of three different negative sampling strategies across

various methods, which are shown in Figure 4.9. In general, for both relation and place

predictions, geospatial bias induced sampling strategies outperform the baseline strategy.

More concretely, when mutual exclusivity bias is applied, the MRR of relation prediction

achieves a 2.78% improvement on average across all the methods; while the improvement

increases to 3.32% when conceptual neighbourhood bias is used. In terms of place pre-
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diction, the improvement reaches to 2.24% and 1.31% in terms of precision@1 for mutual

exclusivity bias and conceptual neighbourhood bias, respectively. Even though we ob-

serve consistent improvements by using any of the two geospatial biases, their differences

are subtle in general (i.e., within 1.6% across all the metrics of the two tasks), which

justifies the discussion in Section 4.4.3.3 that there are considerable overlaps between

these two geospatially biased negative sampling strategies.

Figure 4.9: Comparison between random and geospatial bias (i.e., mutual exclusivity
and conceptual neighbourhood) induced negative samplings for relation prediction
(top) and place prediction (bottom).
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4.5.4.3 Impact of Attention

According to Figure 4.10, we observe that leveraging the attention module constantly

outperforms its non-attention counterpart, where the min-pooling is used to evaluate the

overall relatedness of role-value pairs. Different metrics under the two tasks benefit from

this method in various strengths. For instance, the average improvement of Hits@1 of

relation predictions reaches 9.49%, while it is only 2.20% and 6.23% for Hits@3 and

MRR, respectively. One reason underlying this observation is that Hits@1 (the top one

in the ranked predictions has to be correct) is a stricter metric compared to Hits@3 (the

correct one exist in the top three). Simpler methods can therefore achieve a compara-

tively greater performance on Hits@3 (already around 0.9) than Hits@1 (only around

0.6). Consequently, there is more potential to improve Hits@1 than Hits@3 using new

methods. Besides, it shows that when coupled with higher-order relatedness (Ternary),

the attention module (Atten) significantly fulfills its potential in predicting places (see

the second row of Figure 4.10). Specifically, the average improvement when Atten is used

together with Ternary are 11.32%, 7.79%, and 5.14% for precision@1, precision@5, and

precision@10, respectively. On the contrary, it is 2.23%, 1.80%, and 1.31%, respectively,

when Atten is coupled with Pairwise-based methods.

4.5.4.4 Impact of Negative Sample Size

So far, all tested methods sample one negative based on one positive relation state-

ment. As discussed in Sections 4.4.3.2 and 4.4.3.3, however, one positive statement is

able to generate multiple ‘hard’ negatives. Therefore, this experiment investigates the

impact of negative sample size on reasoning over ternary projective relations. Specifi-

cally, we increased the number of negative samples per positive from one to four, which

is the largest number of negatives that both ME and CN can produce. The complete
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Figure 4.10: Comparison between attention and non-attention models for relation
prediction (top) and place prediction (bottom).

experimental results are listed in Appendix A.3 and comparisons across Ternary-related

methods are depicted in Figure 4.11. On average, the improvements are around 5.06%,

7.88%, and 0.67%, for MRR, Hits@1, and Hits@3, respectively. Compared with relation

prediction, we observed even greater benefits of applying a larger negative sample size for

place prediction. Namely, precision@1, precision@5, and precision@10 improve about

18.05%, 12.14%, and 6.65%, respectively. This achievement can be attributed to the

fact that having more negative samples enables the model to better capture the complex

interaction among places because each place, in relation with others in either positive or

negative way, will have a higher frequency (four times over the baseline) to be observed
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by the model.

Figure 4.11: Comparison between one and four negative samples per positive for
relation prediction (top) and place prediction (bottom).

4.5.4.5 Impact of Knowledge Graph Density

Intuitively, memorizing a larger amount of relative positions among places facilitates

a person to build a more comprehensive cognitive map thus allowing her or him to rea-

son about the geographic space more accurately. Similarly, we hypothesize that feeding

a denser geospatial knowledge graph into our architecture would improve the prediction

as well. Therefore, we experiment on the impact of graph densities in reasoning about
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the ternary projective relations. Figure 4.12 illustrates the trend of different methods’

performances working on the three graphs listed in Table 4.2. We specifically select four

methods for the comparison by removing key components (i.e., the higher-order related-

ness,the biased negative sampling, and the attention module) one by one from the best

method (i.e., Ternary+ME+Atten). As Figure 4.12 shows, when increasing the number

of sampled relation statements in a graph, the six metrics are notably improving, with

only exceptions for precision@1 of methods Ternary+ME and Ternary+RND. This ex-

ceptional drop of precision@1, as well as the relatively marginal increase of precision@5

and precision@10 from West2000 10 to West2000 20, are only observed for the two

methods where no attention module is leveraged. Therefore, it appears that when the

number of relation statements in a geospatial knowledge graph is small, applying the

attention module becomes more promising in predicting places than simply adding more

samples into the training data. This observation can be explained by the fact that the

attention module preserves all computed relatedness information among role-value pairs

while its counterpart - min-pooling - simply dismisses much of them by only keeping the

minimum ones (see Section 4.4.3.4 for a detailed discussion).

4.6 Conclusion and Future Work

Knowledge graphs and graph-based representations of geographic information more

broadly are powerful means to publish geospatial data. However, both the existing

geospatial knowledge graphs and the ongoing related research are mainly focusing on

modeling binary spatial relations such as part of and overlap. Studies on representing

higher-order relations are rare. This work, particularly focusing on ternary projective

relations, presented two ontology design patterns to represent higher-order geographic

information. We further developed an neural network architecture to predict the re-
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Figure 4.12: Comparison among three different graph densities on selected methods.

lation among three places, as well as to infer the missing place that are in a relation

with the other two. Without being satisfied with the performance of a totally data-

driven method, we further explored whether explicitly informing the model with simple

rules (i.e., geospatial inductive bias) that human frequently use in reasoning the space

would improve the reasoning performance. Three types of geospatial biases, together

with multiple techniques, were identified to transfer the neural network architecture to

be spatially-explicit: (1) ternary projectively relations are strictly higher-ordered, (2) mu-

tually exclusive, and (3) each relation has a conceptual neighbourhood. Three geospatial

knowledge graphs with various densities were subsequently created and experimented to

evaluate the proposed methods, whose results validated the artificial neural network’s

capability of spatial reasoning on ternary relations and demonstrated remarkable ben-

efits of injecting geospatial domain knowledge into the method, even if they are rather

simple.

This work also brings up several interesting insights that are worth addressing in

the future. First of all, what is the “sweet” point between feeding more data into the
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model and injecting more inductive biases? Our experiments only illustrate that rea-

soning performance can improve by either adding more relations into the graph or by

introducing more geospatial biases into the model. The complex interaction between

these two, however, remains to be investigated. We conjecture that given a dense enough

graph, adding more domain knowledge will not further advance the performance as the

model can comprehensively learn bias induced rules from the graph after all. Secondly,

it would be worth researching on whether the proposed neural model can produce new

knowledge related to qualitative spatial reasoning. For example, can a neural architec-

ture produce the compositional table for ternary projective relations purely based on

training data? Last but not least, how do ternary projective relations, together with the

binary ones, advance downstream tasks such as geospatial question answering and place

summarization is still an open question.
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Chapter 5

Conclusions and Future Work

This chapter concludes the dissertation and provides directions for future work. First, an

overall summary of the dissertation will be given, in which the motivation, selected meth-

ods, as well as supporting experimental results are briefly revisited for each individual

research question. Secondly, key contributions of this dissertations are highlighted from

both theoretical and practical perspectives. Lastly, I will identify multiple limitations of

this work that can be improved and propose several research directions for future studies.
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5.1 Summary

The development of our foundations in GIScience is inevitably linked to progress

in neighboring disciplines as well as technologies. Consequently foundations in such a

domain are not set in stone, but evolve. Such a rethinking is valuable and timely for

mainly two reasons. First of all, due to the limitation of traditional sampling method

and computational capability, some of our foundational principles, like the geographic

conceptualization and Tobler’s First Law of Geography (TFL), have been developed with

simplification in mind. However, with new sensing techniques, such as mobile devices,

and more powerful computational technologies, such as cloud computing, being rapidly

advanced, geographers’ tool kits have also been dramatically enriched. Hence, tradi-

tional fundamentals may become outdated in the new big data era and become less

useful in guiding geospatial practices. Secondly, for some other types of foundational

principles, such as qualitative spatial representation and reasoning, the theory was devel-

oped decades ago; but due to the limitation of information techniques during that time,

they are not fully implemented in GIS. Therefore, there is an urgent need to rethink

foundations in GIScience in order to embrace the new age of information science (or data

science, which is more popular recently). The result of such a rethinking is either an

appropriate adjustment of the foundations (if it is due to the first reason) or an adoption

of the foundation using new techniques (if it is due to the second reason). Even though

there are numerous foundational principles of GIScience that should be revisited, this

dissertation explored three of them: geographic conceptualization, TFL, as well as quali-

tative spatial representation and reasoning, which specifically lead to the research of three

beyonds : beyond pairs, beyond distance, and beyond geometry, respectively. These three

beyonds are connected through the common perspective of higher-order relations, which

emphasizes the complex and intrinsic interactions of more than two geospatial features.
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More concretely, Chapter 2 questioned if traditional two-point statistics are enough

to capture the complex pattern of urban structures. Multiple-point (geo)statistics was

then compared with traditional two-point based semivariogram on tasks of describing

and simulating urban structures. Experiment results highlighted benefits of using the

higher-order method. This empirical study further motivated a new geographic concep-

tualization – the geo-multipole, which generalizes the conventional geo-dipole model in

order to account for higher-order spatial interactions. Based on the geo-multipole, Chap-

ter 3 further examined the role of direction in traditional spatial analysis and the guiding

principle described in TFL more broadly. After reviewing literature that has taken di-

rectional effect (anisotropy) into account in spatial analysis, we found that anisotropy is

usually regarded as an afterthought only considered when its consequences in the analysis

can no longer be ignored. Consequently, multiple thought experiments were conducted

using distance-free methods, in which directional information played the key role rather

than distance. Experiment results validated the potential of directions in spatial analy-

sis, based on which we further generalized TFL with both distance and direction being

take into account, while still keeping its beauty of conciseness. Following Chapter 3

which was about quantitative directional information, Chapter 4 explored qualitative

directional relations. More specifically, a graph-based model (knowledge graphs) was

leveraged to represent qualitative spatial relations, and the peculiar challenge of repre-

senting higher-order spatial relations, such as “A is between B and C”, was reconciled

by exploiting the technique of relation reification. Furthermore, a neural network ar-

chitecture was proposed to reason with higher-order qualitative relations, with a set of

geospatial domain knowledge being incorporated into the model. A series of experiments

demonstrated that the proposed method could achieve about 20% improvement in tasks

of predicting spatial relations and places.
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In summary, this dissertation motivated the need for rethinking foundations in GI-

Science from a higher-order perspective. Specifically, this dissertation addressed research

questions related to three beyonds by checking three foundational principles and thinking

of GIScience: geographic conceptualization, Tobler’s First Law of Geography, as well as

qualitative spatial representation and reasoning. A number of higher-order techniques

were discussed as well.

5.2 Research Contributions

Contributions of this dissertation can be grouped into two parts: theoretical contri-

butions and practical implications, which are discussed as follows.

5.2.1 Theoretical Contributions

Motivated by rethinking the foundations of GIScience from a higher-order perspective,

this dissertation seeks to contribute to the theoretical development in GIScience. This

section elaborates a number of them.

A definition of higher-order spatial relations and the geo-multipole. Higher-

order relations have been studied intensively in domains such as physics, biology, and

neuroscience. This dissertation focuses on higher-order (spatial) relations in geography. A

higher-order (spatial) relation is defined as a relation, and/or the interaction, that simul-

taneously involves more than two geospatial features. To conceptualize it, we generalize

the traditional pairwise interaction model - the geo-dipole and propose the geo-multipole,

which aims to serve as a new conceptual foundation for any types of data modeling and

method development that are related to spatial interactions in GIScience.
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Generalized Tobler’s First Law of Geography. The original TFL is generalized

into a collinear version that takes both distance and direction into account. It is stated

that: “Everything is related to everything else, but near things and those that point

in similar directions are more related than distant things and those pointing in different

directions.” This new version fundamentally makes direction a first-class citizen in spatial

analysis, and spatial thinking in a broader sense, just as distance. The ultimate goal of

this generalized law is to reduce theory-induced blindness when developing new analytical

methods in GIScience.

A typology of isotropy. To understand directional effects, one has to comprehend the

assumption of isotropy, or its opposite - anisotropy, because it underlies almost all spatial

techniques, either implicitly or explicitly. This work categorizes isotropy into two types:

stationary isotropy, where isotropy is observed locally, and radial isotropy, where there

exists a global origin. More concretely, stationary isotropy implies translation invariance

while radial isotropy does not. This distinguish is of importance since we discovered that

many developed techniques only consider one type of (an)isotropy.

Representing higher-order spatial relations in knowledge graphs. Conven-

tional GIS mainly relies on object-based and field-based data models. It narrows the

type of spatial analysis to those that are based on absolute Euclidean, spherical, or

ellipsoidal geometry. Namely, geospatial features have to be associated with precise ge-

ometries in order to be visualized as layers and analyzed by implemented tools in GIS.

This limitation, unfortunately, closes doors to a large portion of geographic information

that has no determined geometry, but relies on qualitative spatial relations. Thanks to

the advancement of artificial intelligence, this dissertation leverages knowledge graphs to

represent qualitative spatial relations.
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Spatially-explicit methods for qualitative spatial reasoning. Qualitative spatial

reasoning is conventionally based on logic and algebra calculi. This dissertation proposes

a hybrid method that combines data-driven and theory-informed approaches to conduct

spatial reasoning. Specifically, we propose three types of geospatial inductive biases

(a theory-informed approach) for ternary projective relations: higher-order relatedness,

mutual exclusivity, and conceptual neighbourhoods, based on which a neural network

architecture and training process (a data-driven approach) are adjusted in order to be

spatially-explicit. This idea empirically validates, again, that spatial is special, even in

the era of big data.

5.2.2 Practical Implications

In addition to theoretical fundamentals, this dissertation also contributes to geospatial

applications, which are outlined in this section.

Spatial predictions. Multiple methods are introduced in Chapters 2 and 3, including

the multiple-point (geo)statistics, angular variogram, cosine angular weighting function,

as well as the directional association indicator. Even though they have been only tested

on a few downstream geospatial applications, they can be further explored in a wider

range of spatial predictions. In general, the proposed methods, together with their under-

lying foundational principles, facilitate a new way of thinking so as to discover complex

geospatial patterns that cannot be done by sorely using two-point statistics.

Geospatial knowledge graph completion. Existing geospatial knowledge graphs

mainly consider topological relations as they are fundamentally binary. With ternary

projective relations being included in geospatial knowledge graphs, the framework of

modeling spatial relations becomes more comprehensive. This can further enable an
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improved performance of graph completion. Furthermore, even though the proposed

reasoning technique in Chapter 4 was only tested on ternary relations, it can be used on

binary and n-ary (n > 3) relations as well. For example, relations such as surroundedness

can be investigated using the same framework.

5.3 Limitations and Future Work

Despite the aforementioned contributions, this dissertation also has a number of lim-

itations, which can be enhanced in the future. I discuss several of them in this section.

Robust spatial statistical methods. Even though multiple new spatial statistical

methods were proposed in Chapter 3, they need robust testing and evaluation from a

statistical perspective. They are introduced mainly for the need of examining, in the

process of thought experiments, the role of direction in spatial analysis. I anticipate that

each of these new statistical method has to be evaluated systematically and applied in

a wider range of applications in order to prove their usefulness in the future. Moreover,

more methods that equally combine distance and direction so that higher-order interac-

tions can be taken into account for describing geospatial patterns have to be developed

following the geo-multipole conceptualization.

Deep neural networks as higher-order models. Neural networks, especially those

with deeper structures, have become mainstream among analytical methods in GIScience.

Techniques such as convolution are statistically higher-order as they convolve attribute

values at a local neighborhood. However, since most convolutional operations in neural

networks linearly sum up the value of the neighborhood before feeding it into a non-linear

function (activation), this type of higher-order is different from the strict definition of

(spatial) higher-order relations discussed in this dissertation. Nevertheless, according to
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the theory of universal approximation in machine learning [210, 211], a neural network

that is deep enough can approximate any types of mathematical functions, including

those that are higher-order. Therefore, there seems to be a bridge between deep neural

networks and higher-order spatial statistics, which requires more theoretical and practical

efforts to investigate.

Geo-motif. By analogy to (spatial) image schema, which were introduced to represent

the recurring pattern within human cognitive processes [212, 213, 214, 215], the recurring

geospatial patterns in geographic information would be worthwhile investigating as well.

Potentially following the model of knowledge graphs that are introduced in Chapter 4,

one can leverage principles and techniques of graph theory to discover those higher-order,

frequently occurred, and semantically significant substructures, named as geo-motif here.

There are many theoretical and practical benefits of studying geo-motif. First, it can help

us further understand our (human) unique ways of organizing spatial information from

a data-driven approach, because graphs may be closer to human description of the world

[216] so that patterns uncovered from geospatial knowledge graphs reflect cognition to

some extent. For example, geo-motifs can advance the discovery of new (spatial) image

schemata by taking advantage of the big geospatial data. Secondly, geo-motifs may

facilitate the development of place-based GIS. More practically, many downstream tasks

can benefit from geo-motif as well. For example, being regarded as the building block of

geospatial knowledge graphs, the geo-motif can guide the summarization of geographic

information so that a GIS can “smartly” communicate with end users by serving less but

more important information.

Beyond graphs. The basic structure of graph-based data model is fundamentally bi-

nary, which motivates Chapter 4 to reify relations as a new class so that a higher-order

115



Conclusions and Future Work Chapter 5

relation can be represented in knowledge graphs. However, is there a way to fundamen-

tally change the structure of the graph-based data model so that higher-order relations

do not need to be transferred to an arbitrarily defined class? I believe the advanced

techniques that are developed in network science, such as simplicial complex as well as

the hypergraph [217, 218, 219], can be an alternative to the graph-based model. In con-

trast to graphs, where an edge (relation) connects two and only two nodes, both simplicial

complex and hypergraphs extend the binary edge into a higher-order structure: a simplex

or a hyperedge, respectively, in which more than two nodes are related simultaneously.

These network models have been intensively studied on non-spatial data [220, 221] while

research of applying them to model geospatial data is still lacking.
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Appendix A

A.1 Computation of the Five Buffer Zones for Ternary

Projective Relations

There are multiple steps involved in determining ternary projective relations among

three places. First, we regard the two places in each sampled pair as either the origin or

destination. Secondly, we utilize the Google Directions API1 to obtain the route between

the origin and destination places. Since no city will exactly lie on the route so as to be

considered as between the origin and destination, we apply a buffer zone on the route

(red line in Figure 4.7) and whichever city (green points in Figure 4.7) falls into the zone

will be taken as in between. Furthermore, we extend the buffer zone with larger distances

(zone with purple boundary in Figure 4.7), which results into the left and right zones

(orange and pink points in Figure 4.7). Next, for both before and after, we first build a

rectangle buffer zone for each, which is vertical to the first (for before zone) or the last

(for after zone) segment of the route. Lastly, the before and after zones are determined

by the intersection of green rectangle zones with the purple one.

1https://developers.google.com/maps/documentation/directions/overview
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Chapter A

A.2 Hyperparameter Tuning Details of the Neural

Network Architecture for Ternary Spatial Rea-

soning

In hyperparameter tuning, we used precision@1 of place prediction as the main evalu-

ation metric because its performance is generally worse than relation predictions. Namely,

the set of hyperparameters that achieves the best result in terms of precision@1 will be

kept to further train the model. In addition, to improve the efficiency of the optimization

process, we applied a scheduler to stop the searching early. The specific algorithm we

used is ASHA [222]. The scheduler terminates those trials that cannot keep improving

the performance in terms the selected metric, and allocates more resource to those trials

that are more promising. The maximum number of trials was set to 10 and the maximum

number of epochs for each trial was set to 100 (the number of epochs for training the

model is 200). The hyperparameter tuning process was implemented using the library

Ray Tune2.

2https://docs.ray.io/en/latest/tune/index.html
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Chapter A

A.3 Experiment Results about the Impact of Nega-

tive Sampling Size on Ternary Spatial Reason-

ing

Data: West2000 20

(four negative samples

per positive)

Relation Prediction Place Prediction

Hits

@1

Hits

@3
MRR

Precision

@1

Precision

@5

Precision

@10

Pairwise + RND 0.664 0.895 0.774 0.322 0.275 0.225

Pairwise + RND + Atten 0.692 0.903 0.795 0.374 0.317 0.250

Ternary + RND 0.656 0.861 0.766 0.396 0.315 0.245

Ternary + RND + Atten 0.740 0.911 0.828 0.573 0.427 0.295

Pairwise + ME 0.717 0.890 0.809 0.332 0.277 0.225

Pariwise + ME + Atten 0.733 0.911 0.822 0.374 0.309 0.245

Ternary + ME 0.712 0.871 0.800 0.388 0.309 0.244

Ternary + ME + Atten 0.788 0.917 0.856 0.573 0.421 0.295

Pairwise + CN 0.688 0.884 0.786 0.333 0.277 0.226

Pairwise + CN + Atten 0.744 0.907 0.828 0.377 0.309 0.247

Ternary + CN 0.721 0.884 0.808 0.410 0.320 0.247

Ternary + CN + Atten 0.786 0.912 0.854 0.564 0.427 0.297
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A.4 Experiment Results about the Impact of Knowl-

edge Graph Density on Ternary Spatial Reason-

ing

Data: West2000 10
(one negative sample
per positive)

Relation Prediction Place Prediction
Hits
@1

Hits
@3

MRR
Precision
@1

Precision
@5

Precision
@10

Pairwise + RND 0.473 0.817 0.653 0.193 0.149 0.112
Pairwise + RND + Atten 0.532 0.833 0.692 0.172 0.131 0.102
Ternary + RND 0.468 0.810 0.646 0.247 0.167 0.122
Ternary + RND + Atten 0.548 0.837 0.695 0.312 0.198 0.137
Pairwise + ME 0.484 0.833 0.664 0.206 0.155 0.155
Pariwise + ME + Atten 0.553 0.852 0.707 0.166 0.126 0.097
Ternary + ME 0.497 0.838 0.672 0.282 0.180 0.125
Ternary + ME + Atten 0.584 0.844 0.718 0.345 0.200 0.136
Data: West2000 30
(one negative sample
per positive)

Relation Prediction Place Prediction
Hits
@1

Hits
@3

MRR
Precision
@1

Precision
@5

Precision
@10

Pairwise + RND 0.661 0.918 0.779 0.261 0.250 0.226
Pairwise + RND + Atten 0.705 0.935 0.806 0.268 0.253 0.230
Ternary + RND 0.673 0.920 0.783 0.305 0.279 0.248
Ternary + RND + Atten 0.743 0.935 0.830 0.313 0.284 0.253
Pairwise + ME 0.680 0.928 0.788 0.274 0.255 0.232
Pariwise + ME + Atten 0.729 0.930 0.820 0.295 0.267 0.240
Ternary + ME 0.700 0.933 0.802 0.357 0.317 0.277
Ternary + ME + Atten 0.837 0.948 0.891 0.415 0.366 0.314
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