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As the demand for high-speed communication networks grows, it becomes

increasingly necessary to re-examine system design with respect to resource al-

location. Particularly in wireless networks where the spectrum is a shared and

limited resource, it is important for networks to respond to randomly fluctuating

conditions by adapting the allocation of resources in an efficient, fair, and scalable

manner. The difficulty in doing this lies in the inherently distributed structure of

large-scale networks with many autonomous and possibly selfish users. Recently,

a large body of work in which resource allocation is modeled as a constrained op-
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timization problem has emerged. In such work, the parallel computation of the

solution to an optimization problem is mimicked in order to design practical, dis-

tributed algorithms for resource allocation. This paradigm of design philosophy

can be applied to a wide-range of networks and applications.

The contributions of this research lie in four main areas: i) distributed

and adaptive rate assignments for CDMA 1xEVDO-type systems, ii) cross-layer

optimal rate assignments for hybrid wired/wireless CDMA networks, iii) leveraging

downlink for socially optimal and incentive compatible uplink rate allocation in

cellular networks, and iv) capacity-achieving rate assignments in unicast networks

that employ network coding. In each of these problems, I address issues related to

modeling, analysis, implementation, and validation.
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Chapter 1

Introduction

As the demand for high-speed communication networks grows, it becomes

increasingly necessary to re-examine system design with respect to resource al-

location. Particularly in wireless networks where the spectrum is a shared and

limited resource, it is important for networks to respond to randomly fluctuating

conditions by adapting the allocation of resources in an efficient, fair, and scalable

manner. The difficulty in doing so lies in the inherently distributed structure of

large-scale networks with many autonomous and selfish users. Not only do we

have to determine what type of allocation is desirable, but we must be able to

implement the allocation in a practical way while ensuring that users adhere to

the desired allocation scheme!

The problem of resource allocation in large-scale networks consists of three

main components: performance, implementation, and compliance. The perfor-

mance aspect of system design addresses what we want the network to accomplish

(e.g. maximize total throughput, minimize average delay, etc.). The main con-

cerns here are how to model the network, quantify system-wide objectives, and

ensure acceptable communication subject. The implementation aspect of system

design addresses how we want the network to achieve its goals. Optimal resource

allocation requires global coordination among network components; hence, end-

users require information about the network (link capacities, channel conditions,

1
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routing tables of other users, etc) that is typically unavailable to them. Here,

we are interested in the design of signalling and control mechanisms that respect

the availability of information and possible action space at each network compo-

nent. Finally, the compliance aspect of system design addresses whether users will

voluntarily cooperate with a particular resource allocation scheme. Since what

constitutes an ”optimal” resource allocation may depend on information that is

locally held by end-users and unavailable to network components, selfish users that

understand their own impact on the system may be able to deviate from the re-

source allocation scheme for their own benefit. The main concern in this case is

the design of resource allocation schemes that give users incentive to comply with

given allocation protocols.

Following the seminal work in [45], a new paradigm for resource allocation

has emerged. Tools from optimization, control, game theory and economics are

used to address the above issues in a wide variety of contexts. First, resource alloca-

tion is formulated as a constrained optimization problem that can be solved using

Lagrange multipliers and dual theory (performance). Then, distributed control

and signaling mechanisms can be designed by mimicking the parallel computation

structure used in nonlinear programming techniques (implementation). Finally,

the use of economic and game-theoretic notions of equilibrium and incentives can

be used to address the impact of strategic users on the system (compliance).

This work examines the application of this resource allocation paradigm in

four particular contexts: i) distributed and adaptive rate assignments for CDMA

1xEVDO-type systems, ii) cross-layer optimal rate assignments for single-hop CDMA

networks, iii) socially optimal and incentive compatible mechanism design for cellu-

lar networks, and iv) distributed and capacity achieving network coding for unicast

networks. The specific contributions of this work can be characterized as follows:
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Chapter 2. Distributed Rate Control for Multi-Sector CDMA

Due to the inherent differences between the statistical behavior and QoS

requirements of a data connection with those of a voice user, the design of future

broadband systems must be examined in a new context. More specifically, in such

systems where throughput and fairness are essential elements of QoS provisioning,

the need to revisit the question of optimal resource allocation becomes crucial. In

particular, it is of extreme importance for data networks to be able to respond

to randomly fluctuating demands and failures by continually adapting rates in a

scalable and decentralized manner, so as to maintain efficient channel utilization

and fairness amongst users.

In this chapter, we consider the design of distributed and adaptive opti-

mal reverse-link rate control algorithms for multi-sector data-optimized CDMA

networks. Using an optimization framework, we develop the conceptual basis for

a distributed algorithm that computes the optimal proportional fair rate assign-

ments using information locally available to the mobiles. We use this to propose

practical algorithms that are implemented at the bases and mobiles. These al-

gorithms comprise a proportional fair transmission rate and interference control

scheme, and can be implemented within the existing feedback structure of realistic

1xEVDO systems. Finally, we examine the dynamic behavior of such a distributed

algorithm in the presence of realistic physical conditions such as shadowing and

mobility.

The main challenge in the applying optimization theory to the construc-

tion of distributed rate control algorithms lies in the non-convexity of feasible rate

regions. When working with an information-theoretic notion of multi-access ca-

pacity, the feasible rate region is of a polymatroid form, making the application of

optimization theory and dual-based algorithm design a straightforward process. In
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realistic systems, however, an information theoretic capacity may not be practical

- particularly in the context of delay. When working directly with constraints on

SINR, for example, the feasible rate region not only becomes non-linear, but it

actually becomes non-convex. In this chapter, we show how to successfully apply

optimization and dual theory to this non-convex environment.

Chapter 3. Simultaneous Interference and Congestion Control in CDMA-

Based Wireless Networks

Unlike users in a wired network, a wireless user’s rate is regulated by the

transport layer (in response to the congestion status of the links/buffers in the

network) and the MAC layer (in response to interference levels and channel qual-

ity of the wireless medium). Traditionally, transport and MAC layer protocols are

implemented in separate modules. Not only does this limit the information avail-

able at each module, but interactions between transport and MAC layer protocols

can significantly degrade performance in terms of both throughput and delay. One

way to address this is through a cross-layer design in which both congestion and

interference are managed simultaneously.

In this chapter, we consider optimal rate assignment for elastic users in a

broadband multi-cell CDMA network that is connected to a traditional wired IP

network. We show that by using an optimization framework, it is possible to con-

struct a distributed rate assignment algorithm similar to current congestion control

protocols that addresses both MAC and transport layer issues (i.e. interference

and congestion control) simultaneously.

One of the challenges is the design of signalling mechanisms that allow for

practical implementation of rate control. There is a distinction between parallel

implementation of an algorithm, and truly distributed rate control in which locally
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available observations are used. In particular, the Lagrange multipliers associated

with a particular dual problem need not be locally available, even though they

can always be computed in parallel via (in general complicated) message passing

schemes. We show that our proposed algorithms can, in fact, be implemented

in a distributed manner with reasonable overhead using locally available observa-

tions. In addition, we show that there is a relationship between the time-scales of

implementation and convergence of the algorithm.

Chapter 4. Leveraging Downlink for Optimal Uplink Rate Allocation:

An Incentive Compatible Approach

One of the difficulties in achieving optimal resource allocation is that the

very definition of what constitutes an efficient resource allocation often depends on

private information held by the end-users. For example, we may be interested in

minimizing delay and queue backlogs in the system, but in an uplink scenario the

queue backlog is private information known only to the user. In such a scenario,

the network needs to solicit privately held information about the end-users in order

to determine whether a particular rate allocation is efficient. In realistic scenarios

where users are selfish and interested in maximizing their own utility, however,

users may have an interest in misrepresenting their private information for their

own benefit - even at the expense of overall network efficiency. Thus, we need to

develop a mechanism that creates an incentive for truth telling, ensuring that users

have interest to truthfully reveal their private information.

In this chapter, we consider the design of incentive compatible mechanisms

for implementing socially optimal uplink rate assignments in cellular networks.

We use the inherent asymmetry between uplink and downlink and (in terms of

control and demand) to construct an incentive compatible mechanism that lever-
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ages downlink demand to ensure that the socially optimal uplink rate allocation

emerges as a dominant strategy for all users. In addition, we give numerical results

on a kind of efficiency of downlink allocations for two specific uplink multi-access

channels: information theoretic AWGN MAC channel, and CDMA-based uplink.

The concept of incentive compatible design has long been studied in the eco-

nomics literature. The challenge in applying known results on mechanism design

to our problem is the fact that we use downlink rates (rather than dollar-valued

prices) to incentivize users. Since downlink rates are a physical commodity, the

resulting downlink allocation must fall within a feasible downlink rate region. This

notion of finite-budget mechanisms, in which the transfer functions used to incen-

tivize users are constrained, has been largely unaddressed. Here, we show that

the use of admission control criteria plays an important role in developing such

mechanisms.

Chapter 5. Network Coding for Unicast: Exploiting Multicast Sub-

graphs to Achieve Capacity in 2-User Networks

Network coding has received a great deal of attention as a way to help bridge

the gap between multi-commodity flow capacity and information theoretic capacity

of networks. Although the multicast network coding problem is well understood,

the problem becomes more difficult when addressing unicast. In such networks, the

problem of how to achieve capacity of the network remains a largely open one. In

addition, the problem of finding optimal network coding schemes typically assumes

that desired communication rates, as well as capacity of links in the network, are

fixed and known. In realistic communication networks, however, it is desirable to

have a distributed rate-control scheme (similar to existing rate control mechanisms

for traditional IP networks) that incorporates the use of network coding to achieve
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information-theoretic capacity of the network.

In this chapter, we address optimal network coding schemes for two-user

unicast networks. Using previous results on the relationship between graph struc-

ture and information-theoretic capacity, we characterize the capacity region for a

class of two-user unicast networks by finding a combination network coding/routing

scheme to achieve an outer bound on capacity. This scheme has the remarkable

property of decomposing the difficult unicast network coding problem into three

sub-problems: a multicast network coding sub-problem, and two multi-commodity

flow sub-problems. Using insights from the rate assignment scheme, we construct

a distributed rate control algorithm based on optimization and dual theory that

achieves capacity of the network. Formulating the unicast network coding prob-

lem in terms of optimization theory also allows us to implement a transport-type

mechanism that provides system-wide performance objectives.



Chapter 2

Distributed Rate Control for Multi-Sector

CDMA

Abstract

In this chapter, we consider the design of distributed and adaptive opti-

mal reverse-link rate control algorithms for multi-sector data-optimized CDMA

networks. Using an optimization framework, we develop the conceptual basis for

a distributed algorithm that computes the optimal proportional fair rate assign-

ments using information locally available to the mobiles. We use this to propose

practical algorithms that are implemented at the bases and mobiles. These al-

gorithms comprise a proportional fair transmission rate and interference control

scheme, and can be implemented within the existing feedback structure of realistic

1xEVDO systems. Finally, we examine the dynamic behavior of such a distributed

algorithm in the presence of realistic physical conditions such as shadowing and

mobility.

The proliferation of wireless networks and their applications has led to an

increased demand for broadband data services. Due to the inherent differences

between the statistical behavior and QoS requirements of a data connection with

those of a voice user, the design of future broadband systems must be examined in a

8
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new context. More specifically, in such systems where throughput and fairness are

essential elements of QoS provisioning, the need to revisit the question of optimal

resource allocation becomes crucial.

In this chapter we address the issue of distributed reverse-link rate control

in a data-optimized (DO) multi-sector CDMA network with variable rates. This is

similar to the recently deployed commercial cdma2000 1xEV-DO systems, which

use a distributed feedback mechanism for the reverse-link rate assignments. It

is our goal to address the issue of optimal rate assignments within the existing

confines of cdma2000 1xEV-DO. To the best of our knowledge, this work represents

the first attempt to create and analyze an optimal, non-uniform and decentralized

rate assignment scheme within this structure.

The remainder of the chapter is organized as follows. Section 2.1 provides

a detailed discussion of the motivation for this work, including an overview of the

related literature, a description of the Reverse Traffic MAC Protocol for cdma2000

1xEV-DO, and the CDMA interference model used throughout this paper. Sec-

tion 2.2 investigates the existence of feasible rate allocations in power controlled

cellular systems. Section 2.3 describes an optimal rate assignment problem, and

provides an in-depth discussion on the notion of optimality and the inherent trade-

off between throughput and fairness. In Section 2.4, we present a set of distributed

algorithms that, under the assumption of time-invariance of the network layout and

channel quality, converge to the solution of the optimal rate assignment. The for-

mulation and implementation of these algorithms are strongly motivated by the

feedback structure of cdma2000 1xEV-DO. Section 2.5 provides numerical exam-

ples and simulation results, including algorithm performance under dynamically

varying conditions. Finally, Section 2.6 summarizes our results.
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2.1 Background and Motivation

In data networks, most traffic is elastic; that is, it can tolerate variable

transmission rates and delay [45], [71]. This attribute is particularly useful in a

broadband wireless environment where the medium is a shared, limited resource.

In such an environment, it is of extreme importance for data networks to have

characteristics similar to modern IP networks. In particular, it is important for

such networks to respond to randomly fluctuating demands and failures by con-

tinually adapting rates in a scalable and decentralized manner, so as to maintain

efficient channel utilization and fairness amongst users.

In order to design such a rate-assignment scheme, we draw heavily from the

well-known works by F. Kelly [44], [45], S. Low [55], [56], and Mo and Walrand

[63]. In these works, the network is modeled as a collection of individual users

and network components who are in constant negotiation with one another. When

carefully designed, the interactions between users and network components result

in a distributed network-wide optimal solution.

Using this same idea, we model the rate-assignment for reverse-link CDMA

as a global optimization problem over some set of feasible rate assignments. Un-

derstanding the role of power control and its effects are crucial in determining a

constraint describing such a feasibility region. Although power control in voice-

based cellular systems has received a good deal of attention (see [7], [26], [36],

[62]), its impact on the variable-rate assignment problem has only recently begun

to receive attention. Our study of feasible rate allocations is strongly motivated by

the work in [49], although that work is done in the context of single-sector while

we focus on multi-sector CDMA.

In this work, we show that under the assumption of time-invariance of

network layout and channel quality and subject to a linear feasibility constraint,
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finding an optimal rate allocation reduces to a general utility optimization frame-

work. Capitalizing on an economic interpretation of the problem, we propose a

distributed algorithm at the mobiles and bases, whose equilibrium point coincides

with the desired solution. In other words, we propose two sets of algorithms: 1)

the transmission rate control algorithm implemented at each mobile to react to

varying levels of interference, and 2) the base-stations’ interference management

algorithm which measures the interference and produces interference indicator sig-

nals. The rate control algorithm at the mobiles uses a combination of its desirable

QoS (rate utility) and interference indication signals from the bases to self-tune its

data flow. Conceptually, this is the same feedback structure used in the cdma2000

1xEV-DO 3GPP2 standard, which is described in Section 2.1.1 below.

It should be noted that there is a myriad of work on the optimal resource

allocation problem for wireless networks, covering everything from power control

to quality of service to cross-layer design. The authors in [12] and [23] examine

the rate-assignment problem for both single and multi-sector CDMA systems, but

leave the issue of decentralized non-uniform rate-assignment unaddressed. The

authors in [64] propose algorithms that jointly optimize both transmit power and

spreading-gain (i.e. rate). The focus in these papers, however, is a data-voice (DV)

system dealing with both real-time and non-real-time traffic.

As we have shown, there is a rich literature on optimal resource allocation

in wireless networks. Our work, however, represents the first attempt to formulate

and analyze the optimal resource allocation problem in terms of existing tech-

nologies, namely cdma2000 1xEV-DO. Although all of the works above provide

valuable insight into the resource allocation problem, none of them address the

problem within the constraints of existing technologies. As such, it is our belief

that this work provides valuable insight not only to the wireless resource alloca-
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tion problem, but to the continuing development and improvement of deployable

technologies.

2.1.1 Feedback Structure of cdma2000 1xEV-DO Revision

A

In order to motivate the modeling and design choices made throughout this

paper, we provide here a macroscopic-level description of a reverse-link protocol

outlined in the cdma2000 1xEV-DO Revision A (hereafter referred to as cdma2000)

standards. For a more detailed description of this protocol, refer to the section on

Subtype 3 Reverse Traffic Channel MAC Protocol in [2].

The network consists of two main components: the access terminals (also

referred to as mobiles), and the access network (which is comprised of sectors/base

stations). Each access terminal is responsible for choosing a transmission power

and packet-size with which to transmit its data. This choice is based, in part, on

feedback from the access network. The goal of the access network is to ensure

the decodability of the CDMA signals. In other words, the terminals and network

form a distributed feedback loop following the structure of Figure 2.1 where, as we

will see later, α represents the choice of transmission power and packet size at an

access terminal, while p represents the feedback from the access network.

In order to guarantee the decodability of the CDMA signals, the access

networks has two goals: 1) ensure that the received pilot power from each terminal

associated with a given sector is equalized at that sector, and 2) ensure that the

total received power at each sector is below a pre-specified threshold. In order to

meet the first goal, each sector transmits power-control signals to the terminals for

whom it is the forward-link-serving sector. Based on the actual and desired values

of received pilot power at the sector, these power-control signals simply indicate
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Figure 2.1: Distributed Feedback Structure for Rate Assignments

whether the terminal needs to increase or decrease its pilot power. In order to

meet the second goal, each sector transmits a Reverse Activity Bit (RAB). This

reverse activity bit simply indicates whether or not the desired total received power

threshold has been violated at that sector.

Each access terminal has three tasks: 1) adjust its pilot power in response

to the power-control signals from its forward-link-serving sector, 2) choose a trans-

mission power based on the reverse activity bits from the access network, and 3)

choose a packet-size based on the choice of transmission power. The transmission

power is always chosen proportional to the pilot power. The ratio of transmission

power to pilot power is referred to as T2P , and each value of T2P corresponds to

an allowable packet size. Thus, the function of the access terminal boils down to

choosing its T2P value based on the value of the RAB’s from the access network.

Recall that the decodability of the CDMA signal is based on two factors:

1) the received pilot power from each terminal associated with a given sector is

equalized at that sector, and 2) the total received power at each sector is below
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a pre-specified threshold. Since access terminals choose their transmission power

proportional to their pilot power, these two conditions essentially guarantee an

acceptable BER for all transmissions (a more detailed discussion of this can be

found in Sections 2.1.2 and 2.2 below). It is worth noting that, in general, this

may not be true for large packet sizes which require a higher pilot power for

decodability. In order to account for this, the reverse-link channel does include an

auxiliary pilot signal.

2.1.2 Interference Model for CDMA Systems

Throughout this paper, we use the following notations. There are a total of

N mobiles with chip bandwidth W . Each node has pilot power P 0
i and pilot rate

Rb. In addition, each node transmits data traffic with rate xi (hereafter referred

to as MAC rate) and transmit power Pi. The spreading gain for user i is defined

as si = W
xi

, while the ratio of user i’s transmit power to its pilot power is αi. Note

that αi is exactly the T2P parameter in cdma2000, and Pi = αiP
0
i .

There are a total of L sectors in the system, where one or more sectors

may be associated with a particular base station. The tracking sector for mobile

i, denoted b(i), is the sector associated with the mobile’s forward link, and whose

base station transmits power control signals to the mobile. Ml, l = 1, . . . , L, is the

set of mobiles which are being tracked by sector l, i.e. i ∈ Ml iff l = b(i). Ml,

l = 1, . . . , L are assumed to be mutually disjoint. The channel power gain from

mobile i to sector l is denoted by gil and incorporates both path gain and antenna

gain. We further assume that if i ∈Ml, then gil > ε.

Now, consider mobile i which is tracked by sector l = b(i). We define the
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ratio of pilot chip energy to interference power as:

(
ECP
Nt

)l
(i) =

W
Rb
P 0
i gil

Y +N0W +
∑

j 6=i Pjgjl
(2.1)

where N0 is the thermal noise density, and Y is the total received power from

overhead channels (including auxiliary pilot). Since Y is fixed and below the traffic

power level, we can neglect this term in our analysis. The signal-to-interference

ratio of mobile i’s pilot signal at base station l can then be written as PSINRl(i) =

ECP

Nt

l
(i)(Rb

W
).

Similarly, we can define the ratio of transmit energy per chip to interference

power as: (
Eb
Nt

)l
(i) =

W
xi
Pigil

Y +N0W +
∑

j 6=i Pjgjl
(2.2)

and the signal-to-interference ratio of mobile i’s data signal at base station l to be

SINRl(i) = Eb

Nt

l
(i)( xi

W
).

Notice that in an interference limited system such as CDMA, the relation-

ship between SINR and information rate given by the Shannon equation can be

approximated by a linear one (i.e. log(1+q) ≈ q) [49]. This means that an increase

in MAC rate translates into an increase in information rate if and only if Eb

Nt
is kept

the same. It then follows from (2.2) that an increase in the MAC rate of a mobile

must be matched by an equal increase in power. The consequence of this is that

the parameter αi is not only the ratio of transmission power to pilot power, but

also approximates the ratio of MAC rate to pilot rate! (Because of this, we refer

to the parameter αi as user i’s rate for the remainder of this paper).

Finally, we introduce a measure of total received power.
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Definition 2.1. The rise over thermal (ROT) is defined as

Zl =

∑N
i=1 Pigil
N0W

(2.3)

and indicates the ratio between the total power received from all the mobiles at the

base station l and the thermal noise [2].

2.2 Feasible Rate-Power Pairs

In a wireless system, the definition of what constitutes a feasible rate-power

pair is highly dependent upon both the application and design of a particular

system. Constraints may include minimum or maximum power constraints, in-

terference limits, minimum rate guarantees, QoS metrics, or maximum delay re-

quirements. Since the focus of this work is a DO network, we choose to focus on

BER, as determined by Eb

Nt
(similar to cdma2000). Thus, we say a vector of rates

(α1, . . . , αN) is a feasible solution if there exists a feasible vector of transmission

powers (P1, . . . , PN) that guarantees an acceptable BER for each user, i.e. that

satisfies the condition

siPigil
N0W +

∑
j 6=i Pjgjl

≥ γ ∀i ∈Ml and ∀l (2.4)

where γ is the pre-defined target Eb

Nt
value based on the desired BER. Since we

assume a linear relationship between rate and power, this is equivalent to satisfying

the condition ECP

Nt
≥ γ for all users. Again, this is similar to the specifications in

cdma2000, where the allowable values of T2P are designed to maintain a constant

value of Eb

Nt
across all packet sizes.

We are still left with the problem of what constitutes a feasible power
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vector. Again, this depends on the application and also the design of the system.

In this paper, we consider three types of feasible power vectors: an instantaneous

transmission power limitation, a total received power limitation, and a linearized

received power limitation. Our goal is to use these definitions of feasible power

vectors, combined with considering the condition from (2.4) as an equality, to

construct rate feasibility regions which are independent of power. In Appendix A.1,

we show that this results in the following equation:

P = γN0WR(I − γGR)−11L

where G and R are defined below. To obtain the above closed form, we follow the

work in [49] and look at an auxiliary variable we call effective rate:

Definition 2.2. For each user i, we define the quantity effective rate to be ri =

1
γ+si

= Rbαi

γRbαi+W
.

Effective rate is a unitless quantity that is used merely for tractability and

simplicity of equations introduced later. Similarly, we introduce matrix R to allow

for a closed form matrix relationship between power and rate.

Definition 2.3. We define the normalized rate of user i tracked by sector k to be

given as Rik = riΨik

gik
, where Ψik is an indicator function for k = b(i). The matrix

of normalized rates is defined as R = [Rik], with dimension N × L.

Define the gain matrix G of dimension L × N such that Gli = gil. Now,

consider the L × L matrix GR. Assuming perfect power control, the element lk

of matrix GR = [ρlk] = [
∑

i∈Mk

gil

gik
ri] represents the total effective rate of sector

k as it is perceived at the base l. We note that this is closely related to the

work in [7], [15] when all rates are equal. As we will see in the following sections,
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the existence of a non-negative power vector that satisfies (2.4) with equality is

dependent upon the invertibility of the matrix (I−γGR). Thus, we introduce the

following assumption and proposition:

Technical Assumption 2.1. ρ(γGR) < 1, where ρ(·) is the spectral radius.

Proposition 2.1. The matrix (I − γGR) is invertible (with an inverse which is

non-negative component-wise) if and only if Technical Assumption 2.1 holds.

Proof. First, assume that ρ(γGR) < 1. This implies that there exists a matrix

norm ‖ · ‖ such that ‖γGR‖ < 1 (see [35], Lemma 5.6.10, page 297). Now we

use the following fact: a matrix A is invertible if there exists a norm ‖ · ‖ such

that ‖I − A‖ < 1, with inverse given by A−1 =
∑∞

k=0(I − A)k (see [35], Corollary

5.6.16, page 301). This implies that the matrix (I − γGR) is invertible, and that

the inverse is non-negative component-wise.

Now, assume that the matrix (I − γGR) is invertible, with inverse given

by (I − γGR)−1 =
∑∞

k=0(γGR)k. This implies that limk−>∞(γGR)k = 0, which

in turn implies that ρ(γGR)k < 1 (see [35], Theorem 5.6.12, page 298).

Now, using the above notions, we seek to translate three different feasibility

conditions on the power vectors into rate feasibility regions. Note that in consid-

ering (2.4) as an equality, we assume a power control mechanism that guarantees

that ECP

Nt
, and hence Eb

Nt
, is equal to γ. (This is the same concept as the power

control mechanism used in cdma2000, where received pilot powers are equalized

at the forward-link-serving sector).
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2.2.1 Power-Limited Feasibility Region: A Maximum Trans-

mission Power Constraint

The most common condition for feasibility is to limit the transmission power

of each mobile i to Pmax
i at all times. Thus, we introduce our first feasibility region:

Definition 2.4. A vector of rates α = (α1, . . . , αN) is said to be power-limited

feasible if there exists a power vector (P1, . . . , PN) that satisfies the following con-

ditions:

C1.
siPigib(i)

N0W+
P

j 6=i Pjgjb(i)
= γ ∀i

C2. 0 ≤ Pi ≤ Pmax
i ∀i

Theorem 2.1. Under Technical Assumption 2.1, a vector of rates α = (α1, . . . , αN)

is a power-limited feasible rate assignment iff the vector of effective rates r =

(r1, . . . , rN) satisfies the following alternative condition:

AC1. R(I − γGR)−11L ≤ 1
γN0W

Pmax,

where 1M is a vector of dimension M whose elements are all 1, and Pmax is a vector

of size N with elements Pmax
i . We denote by ∆P the power-limited feasibility

region, i.e. the set of all rate vectors α that satisfy AC1.

Proof. See Appendix A.1

2.2.2 ROT-Controlled Feasibility Region: A Maximum In-

terference Constraint

In this section we consider an alternative feasibility condition that limits

the total received power at each base-station (similar to the cdma2000 standards).
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Recall the definition of rise over thermal given by (2.3) in Section 2.1.2. Using

this, we define our second feasibility region:

Definition 2.5. A vector of rates α = (α1, . . . , αN) is said to be ROT-controlled

feasible if there exists a power vector (P1, . . . , PN) that satisfies the following con-

ditions:

C1.
siPigib(i)

N0W+
P

j 6=i Pjgjb(i)
= γ ∀i

C3. Zl ≤ K, where K is a fixed value.

Theorem 2.2. Under Technical Assumption 2.1, a vector of rates α = (α1, . . . , αN)

is an ROT-controlled feasible rate assignment iff the vector of effective rates r sat-

isfies

AC2. (I − γGR)−1.1L ≤ (1 +K)1L

We denote by ∆Z the ROT-controlled feasibility region, i.e. the set of all rate

vectors α which satisfy Condition AC2.

Proof. The proof follows along the lines of the proof for Theorem 2.1. We note that

(5) implies that satisfying Condition AC2 is sufficient and necessary to guarantee

Condition C4. This completes the proof of Theorem 2.

We believe that the advantage of limiting ROT rather than individual power

is three fold: 1) it provides a significant reduction in the number of constraints, 2)

it guarantees that the variation in instantaneous transmitted power for each user is

small, and 3) it provides a higher level of robustness to random channel variations

such as fading and shadowing. The first advantage is clear, since limiting the total

power results in a reduction in the number of constraints from N to L. To see the
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second and third advantages, we combine Conditions C1 and C3. This yields:

Pi =
γN0Wri(1 + Zb(i))

gib(i)
. (2.5)

or, in matrix form,

P = γN0WR(1L + Z) (2.6)

Now, the second advantage is a direct result of (2.6). The third advantage

can also be intuitively explained using (2.6): variations in gains (manifested by

perturbations in R) cause variations in the required power which are magnified by

(1L +Z). As a result, limiting Zl by some value K increases the robustness of the

power control mechanisms. We will return to this idea in Section 2.5.

2.2.3 Linearized Feasibility Region: A Simplex Subset of

the ROT-Controlled Region

Searching for a rate vector over the above feasibility regions requires com-

putationally expensive matrix operations. Our goal in this section is to propose

linear constraints on effective rates (as seen later, allowing for a decentralized so-

lution). Conceptually, this is motivated by the notion of effective bandwidths (see

[20], [24], [43]).

Theorem 2.3. A vector of rates α = (α1, . . . , αN) is an ROT-controlled feasible

rate assignment if the vector of effective rates r satisfies

LC1.
∑N

i=1
gil

gib(i)
ri ≤ K

γ(1+K)
∀ l = 1, . . . , L

We denote by ∆L the linearized feasibility region, i.e. the set of all rate vectors α

which satisfy Condition LC1.
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Proof. We show that LC1 is a sufficient condition for AC2. To do so, we notice

that LC1 can be written as:

‖γGR‖∞ ≤ K

1 +K
. (2.7)

Using the norm inequality ‖(I − A)−1‖ ≤ 1
1−‖A‖ and LC1, we have

‖(I − γGR)−1‖∞ ≤ 1

1− ‖γGR‖∞
≤ 1

1− K
1+K

= 1 +K (2.8)

Put vector V = (I − γGR)−1. From the definition of the infinity norm and (2.8),

we have maxi Vi ≤ 1 +K, or V ≤ (1 +K)1L. This is nothing but AC2, and we are

done.

We note that these linear constraints guarantee ROT feasibility but result in

a strictly smaller feasibility region. This, in general, results in a loss of optimality.

Remark: Notice that Condition LC1 (which can be written as ‖γGR‖∞ ≤ K
(1+K)

)

guarantees the validity of Technical Assumption 2.1, since ρ(γGR) ≤ ‖γGR‖∞.

Figure 2.2 shows the power-limited (∆P ), ROT-controlled (∆Z), and lin-

earized (∆L) feasibility regions of rates for a simple network layout with 2 bases

placed 2500 m apart, and 2 randomly positioned mobiles - one of which is as-

signed to each base. In order to show a meaningful feasibility region, we ignore

any antenna gain factors for this scenario. Figure 2.2 shows the feasibility regions

∆P , ∆Z , and ∆L. Figure 2.3 shows the same feasibility regions, but in terms of

effective (rather than actual) transmission rates. We see here the reason for the

introduction of effective rates - the non-convex regions shown in Figure 2.2 become

convex as a function of effective rate. Additionally, in Figure 2.3 we identify the

active constraint associated with each portion of the feasibility region boundaries.
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Figure 2.2: Power Limited, ROT-Controlled, and Linearized Feasibility Regions

2.3 Rate assignment: Overall Throughput ver-

sus Fairness

In this section we introduce the notion of “optimal” rate assignment. As

shown above, one can identify a feasibility region ∆ (power-limited ∆P , ROT-

controlled ∆Z , or a linearized approximation ∆L) consisting of rate vectors which

can be served in a cellular structure, while various constraints on transmission

power are met. Our goal here is to underline the desirable properties of various

rate assignments and to specify the trade-off between fairness and overall through-

put. Ultimately, after defining a reasonable measure of fairness/throughput, we

seek to distinguish an “optimal” rate vector chosen from the feasibility region.

Mathematically, we seek to define an appropriate objective function of transmis-
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Figure 2.3: Power Limited, ROT-Controlled, and Linearized Feasibility Regions of
Effective Rates

sion rates, F (α) := F (α1, . . . , αN), and solve the following:

(αopt1 , . . . , αoptN ) := arg max
α∈∆

F (α). (2.9)

2.3.1 Overall Throughput

The overall throughput of a system with rate vector α is defined to be the

sum of the rates assigned to the mobiles, i.e.

F (α1, . . . , αN) =
N∑
i=1

Rbαi. (2.10)

We can generalize this by considering the case when users have a limited number

of packets to send, and thus benefit only from a limited transmission rate. This

can be modeled as F (α1, . . . , αN) =
∑N

i=1 Ui(αi), where

Ui(αi) :=

 Rbαi if αi < αmax
i

Rbα
max
i if αi ≥ αmax

i

(2.11)
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where Rbα
max
i ≤ W is user i’s maximum transmission rate.

Note that in the case of a single-cell system, this problem can be converted

to the throughput maximization problem studied in [80] where the nature of the

solution is shown to be an opportunistic scheduling. The multi-sector case is more

complicated, and we do not attempt to provide an analytic solution for it in this

paper. The numerical solution is shown in Figure 2.2 for various definitions of ∆

and manifest an opportunistic solution where the user with the best channel gets

rmax, while the other is given the left-over rate (the filled circles).

2.3.2 Max-Min Fairness

As seen in Figure 2.2, the maximum overall throughput might be achieved

only at the cost of specific users. In other words, maximum overall throughput

and fairness are traded-off in most scenarios. There are several ways to address the

issue of fairness in resource allocation. One of the most common ways to address

fairness is the max-min fair criterion [44], [45], [66].

Definition 2.6. A vector of rates (α∗1, α
∗
2, . . . , α

∗
N) is max-min fair if it maximizes

the minimum assigned rate in the network (hence, the term max-min); i.e. for any

feasible rate vector (α1, α2, . . . , αN) we have

min
j
α∗j ≥ min

j
αj. (2.12)

This corresponds to the solution to (2.9) where F (α1, . . . , αN) = minj αj.

Remark: Our definition of max-min fair rate assignment is less specific than the

max-min fairness as defined in [45]. In fact, if a rate vector is max-min fair in

the context of [45], it is max-min fair in our context but the reverse is not true.

When the max-min solution defined above is unique, however, our solution is also
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max-min fair as defined in [45].

Theorem 2.4. Consider the feasibility region ∆ (= ∆P ,∆Z ,∆L). If the vector

(α∗1, α
∗
2, . . . , α

∗
N) is a max-min fair solution over ∆, then the vector (α̃1, α̃2, . . . , α̃N)

such that α̃i = minj∈Mb(i)
α∗j for ∀i is also a max-min fair solution. Similarly, the

vector of all equal rates (α̂, α̂, . . . , α̂), α̂ = min1≤j≤N α
∗
j is a max-min fair solution.

Proof. Consider mobile i such that i ∈ Ml and α∗i > minj∈Ml
α∗j . Mobile i can

reduce its rate to α̃i = minj∈Ml
α∗j while transmitting at the same power. This will

result in a lower rate transmission but with better bit error rate (BER) for mobile

i without changing the SINR of other mobiles. This would imply that the new

rate vector (α∗1, α
∗
2, . . . , α̃i, . . . , α

∗
N) is both a feasible rate allocation and satisfies

(2.12) (this proves that all of the rate feasibility regions defined in the last section

are coordinate convex [49]). Hence the above vector is a max-min fair solution.

Similarly, every user whose rate is not the minimum rate can reduce its rate

to the minimum allocated rate (notice that this minimum rate, by definition, is

maximized).

It is easy to construct examples where the max-min fair solution (in the

context of Definition 2.6) is not unique. For instance, the overall max-min fair

solution is not unique if there is no inter-cell interference between neighboring

cells (hence, many decoupled cells) with asymmetric loads (in terms of number of

mobiles and their locations). In such cases as seen in the above proof, reducing the

rates while maintaining the same power, in effect, results in an overall consumption

of less bandwidth, i.e. the rate assignment (α̂, α̂, . . . , α̂) might be too inefficient.

In other words, when more than one solution exists, a more interesting question

remains to find the most efficient max-min fair solution, e.g. the one achieving the

best overall throughput among all max-min fair solutions.
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On the other hand, we believe that in situations where mobiles contribute

to the interference of each sector in the network (i.e. when gil 6= 0 ∀ i, l), the

max-min fair rate vector over ∆P , ∆Z , or ∆L is unique. Although we have not

been able to prove this rigorously for ∆P or ∆Z , we present the following theorem

for the linearized region ∆L.

Theorem 2.5. If the channel gains in a network are such that gil 6= 0 ∀ i, l,

the max-min fair solution (α∗1, α
∗
2, . . . , α

∗
N) over ∆L is unique and is such that

α∗1 = α∗2 = . . . = α∗N .

Proof. From Theorem 2.4, we know that α∗1 = α∗2 = . . . = α∗N is always a max-min

fair solution - we need only prove that it is unique. To do so, we use the following

solidarity property from [66]:

If α ∈ ∆L, then ∀ i there exists a vector δ with δi < 0 and δj > 0 ∀j 6= i such

that α+ δ ∈ ∆L.

It is clear that this property guarantees that the equal-rate solution is the

unique max-min fair solution (since decreasing the rate of any user will increase

the rate of all other users). It is left only to prove that ∆L satisfies the solidarity

property.

Assume we have a set of feasible effective rates (r1, . . . , rN). Let each user’s

new rate be rj + δj, where user i has δi < 0 and all other users have δj > 0. For

each base, we have the following:

∑
j 6=i

(rj + δj)
gjl
gjb(j)

+ (ri + δi)
gil
gib(i)

≤ K

γ(1 +K)
+
∑
j 6=i

δj
gjl
gjb(j)

+ δi
gil
gib(i)
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From this inequality, it is clear we can choose δ as described above such

that r+ δ is also a set of feasible effective rates. Hence, ∆L satisfies the solidarity

property.

The (all equal) max-min solution is shown in Figure 2.2 for various notions

of feasibility regions.

2.3.3 Proportional Fairness

To address the issue of fairness, other performance measures such as propor-

tional fairness can be used [45], [63]. This is equivalent to a utility maximization

(solution to (2.9) when F (α) =
∑N

i=1 Ui(αi)) where mobile i’s utility is defined as:

U2
i (αi) :=

 log(Rbαi) if αi < αmax
i

log(Rbα
max
i ) if αi ≥ αmaxi

(2.13)

Hence, we seek to solve:

max
r∈∆

N∑
i=1

U2
i (

Wri
1− γri

) (2.14)

where ∆ can be either ∆P , ∆Z , or ∆L. The diamonds in Figure 2.2 show the

solutions to (2.14) considering various notions of feasibility regions. Note how the

proportional fair solutions are the intermediate solutions between max-min fair

and maximum total throughput.
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2.4 Distributed Proportional Fair Rate Assign-

ment

This section provides the last and somewhat most interesting results of our

paper. Here, we use the results from previous sections to construct algorithms

that solve the proportional fair rate assignment in a distributed manner. We also

show that these distributed algorithms can be implemented in a practical manner

at individual base stations and mobiles, following the structure of the cdma2000

standards described earlier.

Problem (P)

Consider the model introduced in Section 2.1.2 and U2
i in (2.13). We seek

to solve the following:

max
r≥0

N∑
i=1

U2
i (

Wri
1− γri

) (2.15)

subject to

max
l

N∑
i=1

gil
gib(i)

ri ≤
K

γ(1 +K)
,

As we will see in this section, under realistic scenarios this problem has a

distributed solution. This is extremely desirable for the practical design of DO

systems. The rest of this section provides this distributed solution to Problem (P).

We now make the following assumption:

Technical Assumption 2.2. Each user i’s maximum rate is such that Rbα
max
i <

W
γ
.

This assumption is necessary to guarantee that no user is allowed to mo-

nopolize the total bandwidth, i.e. each user’s transmission rate is such that, even
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at its maximum, it still leaves half of the total effective bandwidth unused, i.e.

ri ≤ K
2γ(K+1)

. It is easy to show that, under Technical Assumption 2.2, Problem

(P) reduces to optimizing a strictly concave function subject to a set of linear

constraints. In other words, Problem (P) can be solved using the dual method.

Consider the Lagrangian

L(r, µ) =
N∑
i=1

U(ri)−
L∑
l=1

µl(
N∑
i=1

gil
gib(i)

ri −
K

γ(1 +K)
)

=
N∑
i=1

(
U(ri)− ri(

L∑
l=1

gil
gib(i)

µl)

)
+

K

γ(1 +K)

L∑
l=1

µl

where U(ri) = U2
i (

Wri
1−γri ).

Since, under Assumption Technical Assumption 2.2, U(r) is a monotone

non-decreasing and concave function of r, there is no duality gap [58]. Hence, the

above optimization problem can be addressed by solving the dual problem:

min
µ≥0

N∑
i=1

φi(pi) +
K

γ(1 +K)

L∑
l=1

µl (2.16)

where pi =
∑L

l=1
gil

gib(i)
µl and

φi(pi) = max
ri

(U(ri)− ripi). (2.17)

Equations (2.16) and (2.17) are powerful tools in proposing distributed al-

gorithms in the studied system. Convex duality implies that at the optimum µ∗

(which may not be unique), the optimum r∗ (maximizing the individual utility

minus the cost in (2.17)) is exactly the solution to the primal problem. In other

words, provided the equilibrium prices µ∗ can be made to align with the Lagrange

multipliers, the individual optima, computed in a decentralized fashion by sources,
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will align with global optima of (2.15). Furthermore, we will see how a simple gra-

dient projection method can provide an effective method to compute the optimum

µ∗.

A natural way to interpret the above Lagrangian multipliers is to introduce

a price per unit rate, pi. Note that these prices are not dollar value prices, but

rather regulating/coordinating signals which are produced by each base station to

indicate the level of interference at each sector. In this way, each mobile uses the

indication of high levels of interference to back off its rate appropriately. When we

calculate the Lagrangian multipliers using gradient projection, the system forms a

distributed feedback loop, as shown in Figure 2.1.

In the rest of this section, we use this structure to propose a distributed

implementation for rate control. Note that we will need certain assumptions,

such as symmetry between forward and reverse links, negligible thermal noise, etc.

These assumptions are needed to extend the above convergence and optimality to

the proposed rate control scheme. It is worth noting that these assumptions are

not necessary for the operation of the system, but only to guarantee the optimality

and convergence of the distributed scheme. In Section 2.5, we address the impact

of violating these assumptions in the overall system performance.

First assume that each base makes an announcement of an optimum mul-

tiplier µl. Under such a scenario, each mobile is only required to vary its rate

according to the following expression to maximize its own “profit.”

ri = arg max
r

(U(r)− r

L∑
l=1

gil
gib(i)

µl). (2.18)

Mobile Algorithm

At each computation epoch, each mobile has to compute its (seemingly
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selfish) optimal rate by solving (2.18). The challenge seems to be that each mobile

needs to compute its weighted price
∑L

l=1
gil

gib(i)
µl. We next show that through the

introduction of pricing pilot signals,
∑L

l=1
gil

gib(i)
µl can be easily available to the

mobiles without an assumption on the mobiles’ knowledge of the channel gain

values gil, gib(i).

In CDMA each base station transmits a pilot signal (PS) with a fixed trans-

mission power (P P
t ) over the forward link channel. Assuming symmetric forward

and reverse link gains (a reasonably common assumption), this pilot signal is usu-

ally used by mobiles to perform channel estimation and power control [2]. Similarly,

we propose that a Pricing Pilot Signal (PPS) is implemented as follows. Each PPS

is transmitted on the forward link channel synchronously. The transmitted power

of PPS for base l is µl times the transmission power of the primary pilot signal,

P P
t . This is similar to the reverse activity bit (RAB) in cdma2000 [2]. Assum-

ing synchronized PPS transmissions from all bases, negligible thermal noise, and

symmetry between forward and reverse links, for each mobile i we have

L∑
l=1

gil
gib(i)

µl =
EPPS
R

EP (b(i))
,

where EPPS
R ∝ P P

t

∑L
l=1 gilµl denotes the total PPS energy measured by mobile i,

and EP (b(i)) ∝ P P
t gib(i) is the PS energy measured by mobile i from its tracking

sector b(i).

In summary, at every decision epoch, each mobile computes

r∗i = arg max
(
U(r)− r

EPPS
R

EP (b(i))

)
. Mobile i then transmits its information with rate

α∗i =
Wr∗i

1−γr∗i
.

Our next challenge is to compute the multipliers (optimal prices) in a dis-

tributed manner at each base station over a large network. The simplest algorithm
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that guarantees these equilibrium prices µ∗ is based on the gradient projection [56]:

µ̇l =

 β(
∑N

i=1
gil

gib(i)
ri − K

γ(1+K)
) if µl(t) > 0

β[
∑N

i=1
gil

gib(i)
ri − K

γ(1+K)
]+ if µl(t) = 0

=


β
γ
(
∑L

k=1
Ykl

1+Zk
− K

γ(1+K)
) if µl(t) > 0

β
γ
[
∑L

k=1
Ykl

1+Zk
− K

γ(1+K)
]+ if µl(t) = 0

where Ykl =
∑

i∈Mk
gilPi is the interference received from sector k at the base

station l, and the second equality is due to (2.5). Note that if k and l are far from

each other Ykl ≈ 0.

Base Algorithm 1

Based on the above, we propose the following algorithm:

µ̇l =


β
γ
(
∑L

i=1
Ŷkl

1+Ẑkl
− K

γ(1+K)
) if µl(t) > 0

β
γ
[
∑L

k=1
Ŷkl

1+Ẑkl
− K

γ(1+K)
]+ if µl(t) = 0

where Ŷkl and Ẑkl are estimates of Ykl and Zk by base l. In other words, the

gradient of the Lagrangian depends on each base station’s estimate of the load of

its neighboring cells. The better these estimates are, the closer the solution is to

the optimal rate assignment.

When estimation error in Ŷkl and Ẑkl are negligible, the dynamic interaction

between the mobile and base algorithms, in effect, simulates a gradient projection-

based computation of the solution to the dual problem (2.16). These algorithms

are similar in nature to those studied in [9], [55], and constitute a distributed

computation system. Similarly, Theorems 2 and 3 in [55] can be used to establish

the convergence of the distributed computation. This implies that the proposed

(decentralized) mobile and base algorithms converge to a proportional fair rate
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assignment. In real systems, the performance of these algorithms depends on

the ability of base l to obtain good estimates for Ykl and Zk. This requires that

each base 1) periodically receives information from its neighboring bases regarding

their ROT, and 2) identifies sector source of the uplink interference it experiences.

These are significant drawbacks for the implementation of this algorithm in real

systems. Base Algorithm 2, proposed below, is a heuristic attempt to mitigate

these drawbacks.

Base Algorithm 2

Our second algorithm uses a gradient projection method, but uses an over-

estimation on the value of Ẑkl, in the sense that we use Ẑkl = K ∀l, k.

µ̇l =

 β(Zl −K) if µl(t) > 0

β[Zl −K]+ if µl(t) = 0

This algorithm does not require any estimate of the loading of or the interference

caused by the neighboring cells.

We do not have any analytical results on the convergence/equilibrium-point

when Base Algorithm 2 is used. Figure 2.2 shows such an equilibrium point. This

equilibrium in general, violates the linearized constraints LC1, but remains limited

to ∆Z .

It is important to note that, while the implementation details differ, the

distributed feedback structure described in this section is identical to the structure

described by the cdma2000 standards [2]. Thus, the algorithms described here

represent a comprehensive, optimal rate assignment scheme that fits within the

existing structure of cdma2000.
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2.5 Numerical Examples and Simulations

In order to examine the behavior of the distributed algorithms described

in the previous section, simulations were run using a layout of four base stations

(each 2500m apart) and 20 randomly positioned mobiles. The simulations use a

cost-231 propagation model at 1.9 GHz between the mobiles and bases [2]. The

values for γ and K are 4 dB and 6 dB. The chip bandwidth W is 1.2 MHz, and

the pilot rate Rb is 4.8 Kbps. For simulations involving mobility, a subset of

five mobiles were allowed to move using a model of constant speed (120 km/hr)

and random directions. When shadowing is modeled, we use log-normal shadowing

with a standard deviation of σ = 8dB, and the thermal noise level is -179 dBm/Hz.

Soft-handoff is not simulated. The Base Algorithm is run every 20 ms, and the

mobiles respond to new prices by running the Mobile Algorithm to generate new

rates every 20 ms. For simulations involving power control, a closed-loop power

control mechanism is run every 5 ms using ∆P=.25 dB.

The performance of the distributed algorithms will obviously be impacted

by the particular choice of parameter values described above - further discussion of

this can be found in [65]. For purposes of this chapter, we have chosen to simulate

our algorithms using realistic parameter values as described in [11].

Figure 2.4 shows a contour plot illustrating the equilibrium point of the

distributed rate allocations for various mobiles. To illustrate the dependency of

rate on the sum of the gain ratios for neighboring cells, we have ignored log-normal

shadowing. We note that this shows that a proportional fair rate assignment might

require unbalanced and unequal rate assignments. This result confirms that an

equal rate assignment performs sub-optimally with respect to the sector capacity

because it does not distinguish the mobiles in the inner part (close to only one

base) from those at the boundary whose interference affects more than one base.
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Figure 2.4: Contour Plot of Equilibrium Rate Assignments

So far, we have shown that the proposed distributed algorithm converges to

an equilibrium when the network topology and gains are static. However, dynamic

variations can cause significant performance degradation and may need to be ad-

dressed. Through extensive simulations and observation, shown in Figures 2.5,

2.6, and 2.7, we have classified these dynamic variations into three types: fast

and random variations, sudden but quasi-static topological changes, and persis-

tent dynamic variations. Note that in Figures 2.5 and 2.6 we examine the effect of

time-varying parameters one at a time, while Figure 2.7 illustrates the performance

of the algorithms in a practical setting incorporating realistic dynamics.

Remark: Figure 2.5 shows the transmission rate for an individual user in the pres-

ence of dynamic variations. This transmission rate does not necessarily represent

the mobile’s throughput, as during the periods in which ROT > K dB, the mobile

encounters higher (even unacceptable) BER.
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Figure 2.5: Rate Assignment for an Individual User in the Presence of Dynamic
Variations

Fast and Random Variations

Fast and random variations captures the use of imperfect power control

and mobility. These dynamics tend to introduce a level of uncertainty around

the equilibrium point, but only cause minor performance degradation. As seen

in Figures 2.5 and 2.6, the system performance remains close to the predicted

equilibrium point even when considering a realistic level of imperfect power control

(∆P = .25dB) or mobile speeds on the order of 120 km/hr.

Persistent Dynamic Variations

Persistent dynamic variations in network setting occur continually over

time, and include shadowing. Unlike fast and random variations, however, per-

sistent dynamic variations do cause significant performance degradation and re-

quire some level of compensation. In other words, the time constants of significant

change in network setting and the distributed algorithm are comparable. An im-
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Figure 2.6: ROT Levels in the Presence of Dynamic Variations

portant example is shadowing where the time scales of change for the gains gil(t)

are at the same order as the time constants of the distributed algorithm. In Fig-

ures 2.5 and 2.6, we see the effect of shadowing on the algorithm performance.

When considering these types of dynamics, the transient mode is the dominant

mode. Figure 2.7 shows the performance of the algorithms under realistic condi-

tions for several levels of K. We observe that when the value of K is lowered, the

algorithm tends to be more resistant to these dynamic variations. Intuitively, K

seems to be damping the transient behavior, as we had discussed in Section 2.2.

Sudden but Quasi-Static Topological Changes

Most topological changes can be classified as quasi-static: that is, they cause

sudden and significant changes but tend to occur sparsely over time. Examples of

such changes include the addition and removal of users from the system. Depending

on the behavior of upper layer protocols, (particularly the transport layer) changes



39

0 200 400 600 800 1000
0

2

4

6

8

10

12

14

16

Time (ms)

R
O

T
 (

dB
)

K=2dB
K=6dB
K=10dB

Figure 2.7: Impact of Varying the ROT Threshold

in user demand may (or may not) be classified as quasi-static. The latter is the

case when the parameters αmaxi (introduced in Section 2.3) change in a quasi-

static manner. These types of changes, while occurring infrequently, tend to cause

a significant spike in ROT at the affected base, violating the constraints C1 and

C2 before the distributed algorithm converges to a new equilibrium.

In Figures 2.5 and 2.6, we see the effect of adding a new user at time

t = 100ms. The spike in ROT that accompanies the addition of a new user

violates system constraints, causing unacceptably high BER. In addition, we see

that the new user sees not only a high initial transmit rate, but a large back-off

in rate and a fairly slow convergence time. It is a topic of current research to

develop modified base and mobile algorithms that will mitigate the undesirable

effects introduced by these dynamics [65].
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2.6 Summary

In this chapter, we used an optimization framework to construct pairs of

distributed mobile/base algorithms whose equilibrium point coincides with the op-

timal proportional fair rate allocation. Not only do these algorithms result in an

optimal rate allocation, but they can be implemented within the existing frame-

work of cdma1xEVDO systems. Furthermore, we have shown the performance of

these algorithms under dynamic variations in the network setting.

The algorithms presented in this chapter are used to address MAC-layer

rate allocations. In realistic networks, however, there is a two-way interaction

between MAC and transport layer algorithms (such as TCP) that can cause signif-

icant degradation of system performance. In the next chapter, we address this by

introducing a cross-layer design that handles congestion control (transport layer)

and interference control (MAC layer) simultaneously.
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Chapter 3

Simultaneous Interference and Congestion

Control in CDMA-Based Wireless Networks

Abstract

This chapter considers the optimal, distributed assignment of rates to elastic

users in a broadband multi-cell CDMA network that is connected to a traditional

wired IP network. We show that by using an optimization framework, it is possible

to construct a distributed rate assignment algorithm similar to current congestion

control protocols that addresses both MAC and transport layer issues (i.e. inter-

ference and congestion control) simultaneously. Practical implementation of this

algorithm, as well as its impact on convergence and performance, is also addressed.

A successful wireless network is one that can respond to random fluctu-

ations in channel conditions by adapting user transmission rates at the sources,

similar to a wired IP network. Unlike users in a wired network, however, a wireless

user’s rate is regulated by the transport layer (in response to the congestion status

of the links/buffers in the network) and the MAC layer (in response to interfer-

ence levels and channel quality of the wireless medium). Traditionally, transport

and MAC layer protocols are implemented in separate modules as shown in Fig-

ure 3.1(a). Not only does this limit the information available at each module,

42
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Figure 3.1: Internal Structure of a Wireless User

but interactions between transport and MAC layer protocols can significantly de-

grade performance in terms of both throughput and delay [6]. One way to address

this is through a cross-layer design in which both congestion and interference are

managed simultaneously, as in Figure 3.1(b).

In this chapter, we examine the cross-layer resource allocation problem us-

ing an optimization framework. Conceptually, this is similar to a large body of

work on congestion control in wired TCP (e.g. [45], [55], [63]) and resource al-

location in wireless networks (see [65] and references therein). Our approach is

similar in spirit to several works on cross-layer design in ad-hoc networks (see [14],

[16], [19], [22] and [53]), and is most closely related to [16] in its construction and

decoupling of the optimization problem. Although the problem formulations are

similar, the main difference is that the authors in [16] treat wireless connections

as links with variable capacity using information theoretic capacity. In realistic

systems, however, an information theoretic capacity may not be practical - partic-

ularly in the context of delay. Instead, we work directly with a constraint on Eb

Nt

(or SINR) in the context of CDMA physical design. This is similar to the idea of

delay-limited capacity in [30], and is more practical. As we will see, the constraint

on Eb

Nt
has a nonlinear form, making the decomposition used in [16] ineffective in

our context.
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Figure 3.2: Single-Hop Cellular Network Structure

The rest of the chapter is organized as follows. Section 3.1 introduces nota-

tion, and Section 3.2 formulates the optimal rate assignment problem. Section 3.3

contains the derivation and description of the distributed rate assignment proto-

col, while Section 3.4 discusses issues related to practical implementation. Finally,

Section 3.5 summarizes our results.

3.1 Network Setting: Hybrid CDMA Networks

We focus on the uplink of a broadband CDMA network with variable trans-

mission rates, as in Chapter 2. Mobiles communicate directly with the base sta-

tions, but here the base stations are also connected directly to the wired IP network,

as shown in Figure 3.2. As such, we refer to this as a hybrid CDMA network.

Let N = {1, . . . , N,N + 1, . . . ,M} be the set of all sources, where the first

N are wireless sources (also referred to as mobiles). Wired sources transmit over

the wired network with transport rate xi, and wireless sources transmit over the

air with “one-shot” rate xi.

Let J = {1, . . . , J} be the set of wired links, each with capacity Cj > 0.

The set of links used by source i is fixed, and denoted by mi. The routing function
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is defined as

ψij =

 1 ifj ∈ mi

0 ifj /∈ mi

Let L = {1, . . . , L} be the set of CDMA-based wireless sectors associated

with wireless access points (bases). As in Chapter 2, the tracking sector for mobile

i is denoted b(i), Pi is the transmit power for mobile i, and gil is the channel gain

from mobile i to sector l. W is the chip bandwidth, and N0 is the thermal noise

density. The spreading gain for mobile i is si = W
xi

.

Also as in Chapter 2, we work under the following technical assumption

which ensures the validity of the approximation log (1 + SINR) ≈ SINR, and is

consistent with practical systems [11].

Technical Assumption 3.1. The target value Eb

Nt
= γ must satisfy γ < 4.

3.2 Cross-Layer Optimal Rate Assignments

In order to address rate control as a constrained optimization problem, we

must first introduce the notion of feasible rate assignments. In a wired network, a

feasible rate assignment is typically one in which sum rate of all users transmitting

across a given link is less than the capacity of the link. In a wireless network,

however, the definition of what constitutes a feasible rate-power pair is highly de-

pendent upon the design of a particular system. Constraints may include minimum

or maximum power constraints, interference limits, minimum rate guarantees, QoS

metrics, or maximum delay requirements. For the wireless portion of the hybrid

network, we work with the ROT-Controlled feasibility region defined in Chapter 2.

We say a rate vector x = (x1, . . . , xM) is feasible if there exists a non-

negative power vector (P1, . . . , PN) such that the following conditions are satisfied:
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C1.
∑M

i=1 xiψij ≤ Cj ∀j ∈ J

C2. Eb

Nt

l
(i) ≥ γ ∀i ≤ N and l = b(i)

C3.
∑N

i=1 Pigil ≤ KN0W ∀l ∈ L

C4. 0 ≤ xi ≤ W
4
∀ i ≤ N

where γ and K are constants. The first condition is the link capacity constraint

for the wired network [55], and depends on the routing matrix ψ. The second

condition specifies the target Eb

Nt
level, while the third conditions specifies a limit

on the ratio of received power to thermal noise at each base station. Together,

these two conditions guarantee an acceptable BER for wireless transmissions. The

last condition simply ensures the validity of the standard Gaussian approximation

used for performance analysis of a matched filter receiver1.

In order to facilitate distributed implementation, we wish to work with a

simpler feasibility region with linear-type structure. Thus, we formally define our

feasibility region.

Definition 3.1. A rate vector x = (x1, . . . , xM) belongs to the feasible region ∆ if

and only if it satisfies the following conditions:

LC1.
∑M

i=1 xiψij ≤ Cj ∀ j ∈ J

LC2.
∑N

i=1
xi

W+γxi

gil

gib(i)
≤ K

γ(1+K)
∀ l ∈ L

LC3. 0 ≤ xi ≤ W
4
∀ i ≤ N

1High data rate CDMA networks are known to suffer performance degradation due to multi-
path interference when low spreading gains are used [37], [42]. Thus, we restrict our attention
to transmission rates that the authors in [42] have shown to exhibit only moderate performance
degradation
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This is nothing but the straight-forward extension of the linearized feasibil-

ity region ∆L from Chapter 2 to the hybrid wired/wireless network scenario. Thus,

if α ∈ ∆ then it satisfies Conditions C1-C4, but in general, the region defined by

∆ will be a subset of that defined by C1-C4.

Among all feasible rate vectors, we wish to choose a rate vector that is

proportional fair [45]. In other words, we choose to optimize the utility function∑M
i=1 log(xi), resulting in the following problem:

Problem P

Find the rate vector x that is the solution to:

x∗ = arg max
x∈∆

M∑
i=1

log(xi)

It is worth noting that the results presented in this chapter can be extended to

more general utility functions with minimal modifications to the problem setup.

3.3 Distributed Algorithm for Rate Assignments

In the remainder of this chapter, we see how optimization and dual meth-

ods can be used to design distributed algorithms that converge to the cross-layer

optimal solution to Problem P. The challenge in directly applying dual methods to

Problem P is that ∆ is not a convex region. In order to remedy this, we introduce

the change of variable ri = xi

xiγ+W
. This gives the following problem, which we

show to be a convex problem with no duality gap.

Problem P1

max
0≤r≤ 1

γ+4

M∑
i=1

log(
riW

1− γri
)
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s.t.
M∑
i=1

riW

1− γri
ψij ≤ Cj ∀ j ∈ J

N∑
i=1

ri
gil
gib(i)

≤ K

γ(1 +K)
∀ l ∈ L

Theorem 3.1. Problem P1 is a convex optimization problem for which there is no

duality gap.

Proof. It is simple to verify that under Technical Assumption 3.1, the objective

function in Problem P1 is strictly concave and the constraints are convex over the

range 0 ≤ ri ≤ 1
γ+4

. From Proposition 5.3.1 (page 512) in [8], we know that there

is no duality gap if there exists a vector of primal variables r such that

M∑
i=1

riW

1− γri
ψij − Cj < 0 ∀ j ∈ J

and
N∑
i=1

ri
gil
gib(i)

− K

γ(1 +K)
< 0 ∀ l ∈ L

This is clearly satisfied with ri = 0 ∀i = 1, . . . ,M and we are done.

We now consider the Lagrange function associated with Problem P1:

L1(r, λ, µ) =
M∑
i=1

log(
riW

1− γri
)−

J∑
j=1

λj

(
M∑
i=1

riW

1− γri
ψij − Cj

)

−
L∑
l=1

µl

(
N∑
i=1

gil
gib(i)

ri −
K

γ(1 +K)

)

The dual problem can be formulated as follows:

DP1. Find the Lagrangian multipliers (λ1, . . . , λJ) and (µ1, . . . , µL) such that they
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solve

min
µ,λ≥0

M∑
i=1

φi(qi, pi) +
J∑
j=1

λjCj +
K

γ(1 +K)

L∑
l=1

µl

where

qi =
J∑
j=1

λjψij

and

pi =


∑L

l=1
gil

gib(i)
µl i = 1, . . . , N

0 i = N + 1, . . . ,M

and

φi(qi, pi) = max
r

(
log(

riW

1− γri
)− r

1− γr
qi − rpi

)
(3.1)

Notice that for a given set of Lagrange multipliers, (3.1) is an autonomous

rule that can be implemented at each source using locally available information.

This is an extremely attractive property since it allows for distributed computa-

tion of the rate assignments: when the multipliers are chosen appropriately, the

autonomous rule given by (3.1) results in a globally optimal, proportional fair solu-

tion. The remaining task is to generate the correct Lagrange multipliers, which we

do using a gradient projection method. Substituting xi back in gives the following

algorithm consisting of three parts:

Base Algorithm

Each base station produces a regulatory signal (Lagrangian multiplier µl)

that indicates the level of interference at that sector. This signal evolves according

to the difference equation:

∆µl =

 β(
∑N

i=1
gil

gib(i)

xi

W+γxi
− K

γ(1+K)
) if µl(t) > 0

β[
∑N

i=1
gil

gib(i)

xi

W+γxi
− K

γ(1+K)
]+ if µl(t) = 0

(3.2)
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where β is a constant and
∑N

i=1
gil

gib(i)

xi

W+γxi
is a measure of interference at each

sector. These signals are then used to generate the aggregate signals p.

Link Algorithm

Each link produces a regulatory signal (Lagrangian multiplier λj) that in-

dicates the level of congestion at that link. This signal evolves according to the

difference equation:

∆λj =

 ξ(
∑M

i=1 xiψij − Cj) if λj(t) > 0

ξ[
∑M

i=1 xiψij − Cj]
+ if λj(t) = 0

(3.3)

where ξ is a constant and
∑M

i=1 xiψij is the total traffic on link j. These signals

are then used to generate the aggregate signals q.

Source Algorithm

Each source reacts to the levels of congestion (indicated by the link coor-

dination signals) and, when applicable, the interference levels at its neighboring

sectors (indicated by the base coordination signals) by adjusting its rate such that

xi = arg max
x

(
log(x)− xqi −

x

W + γx
pi

)
(3.4)

Figure 3.3 gives a control-theoretic view of the algorithm, while Figure 3.4

gives a flowchart of algorithm operation. At each update interval, the Base Algo-

rithm and Link Algorithm are run simultaneously, taking into account any changes

in network conditions. The Source Algorithm is then run, taking into account the

new congestion and interference prices. From these figures, we see one of the main

advantages to the type of feedback structure we have employed - when run contin-

uously, the algorithm will 1) converge to the optimal rate allocation, and 2) adapt

to quasi-static changes in network conditions.
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Figure 3.3: Control-Theoretic View of Cross Layer Rate Assignments

We now introduce the following convergence theorem, whose proof can be

found in Appendix A.2.

Theorem 3.2. There exist values β0 and ξ0 such that for all β < β0 and ξ < ξ0, the

distributed algorithm described by (3.2)-(3.4) converges to the solution to Problem

P.

3.4 Signaling Mechanisms for Practical Imple-

mentation

The computation and communication of regulating signals is the basis of the

distributed algorithm described in the previous section. However, Lagrange mul-

tipliers need not be locally available, even though they can always be computed

in parallel via (in general complicated) message passing schemes as those in [16].

In other words, we distinguish between the above described parallel implemen-

tations, and truly distributed rate control in which locally available observations

are used. Throughout this section, we substantiate our claim that our proposed
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Figure 3.4: Flowchart of Cross-Layer Algorithm Operation

algorithms can be implemented in a distributed manner with reasonable overhead

using locally available observations. In particular, we are interested in addressing

1) the computation of the regulating signals µ and the availability of p, and 2) the

computation of the regulating signals λ and the availability of q.

Recall the base algorithm from (3.2). This equation requires each base to

know information about the load at all other bases. In order to facilitate dis-

tributed computation, we introduce the following alternative which approximates

the original solution:

∆µl w

 β(
∑N

i=1
Pigil

N0W
−K) if µl(t) > 0

β[
∑N

i=1
Pigil

N0W
−K]+ if µl(t) = 0

(3.5)

The quantity
∑N

i=1
Pigil

N0W
can be measured at base station l [2], and represents the

sector’s overall interference. This quantity is referred to as Rise Over Thermal

(ROT) [2]. Notice that this alternate algorithm does not require an estimate

of loading at the other base stations; rather, we use an over-estimation of the

load at neighboring base stations by assuming Zl = K ∀ l. Although we do
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not have analytical results on the equilibrium point when this alternate algorithm

is used, such an equilibrium will in general violate the linear constraints LC1-

LC3, but will satisfy the original (non-linear) constraints C1-C42. Also note that

both the original and the modified base algorithms require sources to transmit

over the air with rate xi, even if the queue is not long enough to sustain such

a rate. Although wasteful of bandwidth during transient periods, this can be

accomplished by transmitting “dummy” packets and will not impact the optimality

of the equilibrium point.

Once the regulating signals µl are computed at each base, they are used

to generate aggregate signals for each mobile. Recall the definition of each user’s

aggregate wireless signal pi =
∑L

l=1
gil

gib(i)
µl. In Chapter 2 we have shown that

there exists a practical solution to this problem using the CDMA pilot signal, PS,

and a pricing pilot signal, PPS. This pilot symbol is transmitted with a power

level proportional to the base signal, µl. Hence pi can be calculated as pi =∑L
l=1

gil

gib(i)
µl w EPPS

TR

EP
T (b(i))

where EPPS
TR and EP

T (b(i)) are quantities which can easily

be measured locally by mobile i.

The practical scheme to compute the wired link signals λ and the corre-

sponding aggregate signals q is well understood since (3.3) has a well-known inter-

pretation in terms of queue delay at each link [16], [55], [63]. When dealing with

a discrete-time system, however, the usual differential equation for queueing delay

λ̇j = 1
Cj

(
∑M

i=1 xiψij − Cj) becomes ∆λj = ∆t
Cj

(
∑M

i=1 xiψij − Cj), where ∆t is the

time between successive updates. If we set ξ = ∆t
Cj

, then λj is the queueing delay

at link j, and qi is user i’s end-to-end queueing delay. Recall from Theorem 3.2,

however, that the convergence of the algorithm is dependent upon the step-size

being “small enough” (see [9], pages 212-215 for further discussion). Since the step

2This was shown for the wireless-only feasible regions in Chapter 2



54

size is proportional to the update interval ∆t, the convergence of the modular al-

gorithm is dependent upon the time-scale of the distributed feedback loops shown

in Figure 3.3. In other words, in order to guarantee convergence we must either

run the algorithm “fast enough” (small ∆t) or use a scaled version of delay as the

feedback signal (use stepsize of ∆t
SC

, S ≥ 1). The aggregate signals are now the

end-to-end delay divided by S, which can still be locally computed by the sources.

The drawback is that the actual delay is now S times higher than if we had simply

run the algorithm S times faster. This is similar to the concept of tightly and

loosely coupled links in [53], where the use of scaling results in loosely coupled

links.

3.5 Summary

In this chapter, we have developed a cross-layer approach to optimal rate

assignment in multi-sector CDMA networks. We formulated the rate assignments

as an optimization problem subject to interference and congestion constraints,

and developed distributed algorithms to solve this maximization problem. Finally,

we introduced signalling mechanisms and briefly examined their impact on the

convergence properties of the algorithm.
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Chapter 4

Leveraging Downlink for Optimal Uplink Rate

Allocation: An Incentive Compatible Approach

Abstract

In this chapter, we consider the design of incentive compatible mechanisms

for implementing socially optimal uplink rate assignments in cellular networks. In

a network where the uplink utility of each user is held as private information and is

unknown to the base station, the challenge is to design an optimal rate allocation

scheme in the presence of such incomplete information when considering strategic

users. We use the inherent asymmetry between uplink and downlink and (in terms

of control and demand) to construct an incentive compatible mechanism that lever-

ages downlink demand to ensure that the socially optimal uplink rate allocation

emerges as a dominant strategy for all users. In addition, we give numerical results

on a kind of efficiency of downlink allocations for two specific uplink multi-access

channels: information theoretic AWGN MAC channel, and CDMA-based uplink.

One of the difficulties in achieving optimal resource allocation in realistic

networks is due to the fact that the definition of what constitutes an efficient

resource allocation often depends on private information held by the end-users.

For example, we may be interested in minimizing delay and queue backlogs in

56
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the system, but in an uplink scenario, the queue backlog is private information

known only to the user. This problem is even more pronounced in the case of

QoS delivery in networks where data, voice, and video traffic coexist. Similarly,

we may be interested in maximizing the aggregate utility of the users, or we may

be interested in a trade-off between fairness and priority for different users while

users hold key information needed to establish a “socially optimal” solution. The

common thread in all of these scenarios is the fact that the network needs to solicit

privately held information about the end-users in order to determine whether a

particular rate allocation is efficient.

In a scenario where users hold private information but are well-behaved

(meaning they are interested in helping the network achieve an efficient allocation),

then the network can simply ask the users for their private information. However,

in realistic scenarios where users are selfish and interested in maximizing their own

utility (known as strategic users), users may have an interest in misrepresenting

their private information for their own benefit - even at the expense of overall

network efficiency [39], [40], [69]. Thus, we need to develop a mechanism that

creates an incentive for truth telling, ensuring that users have interest to truthfully

reveal their private information.

The concept of incentive compatible mechanism design has long been stud-

ied, and applies to a wide array of social utility problems. In economics literature,

an elegant way to address this problem is the introduction of a numeraire commod-

ity - a commodity for which users have extremely large or infinite demand (e.g.

money). Users are charged (in terms of this numeraire) for their consumption of

the original commodity of interest in such a way that their overall utility is maxi-

mized when they behave in a socially responsible manner [61]. A common way to

address this problem in both wired and wireless networks is to use dollar-valued
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pricing schemes in which money is modeled as the numeraire commodity, and users

pay for service (see [60], [72], [78], [81]). Such schemes may, however, require the

implementation of pricing schemes where prices are updated at the rate of channel

variations or changes in network topology. An alternative approach sometimes

used for wireless networks is to model an explicit energy cost to the users (see [5],

[70], [77]).

Taking an approach similar to the dominant philosophy in the peer-to-peer

networking paradigm [3], [18], the goal of this chapter is to develop mechanisms

where the numeraire commodity is the downlink rates. We use the inherent asym-

metry between uplink and downlink and (in terms of control and demand) to model

the downlink bandwidth as a numeraire commodity. In particular, we use a central-

ized downlink scheduler to construct an incentive compatible mechanism to ensure

a socially efficient use of the uplink. We show that with an appropriately designed

downlink scheduler the socially optimal uplink rate allocation emerges as a domi-

nant strategy for all users. To the best of our knowledge, this is a novel approach

which has not previously been studied in the context of cellular communication.

The rest of this chapter is organized as follows. Section 4.1 introduces prob-

lem formulation, while Section 4.2 introduces the joint rate allocation mechanism

which is the focus of this chapter. Section 4.3 provides numerical results on the

performance of the resulting rate allocations for two specific multi-access chan-

nels: an information theoretic AWGN MAC channel, and a CDMA-based channel.

Section 4.4 addresses the issue of distributed rate allocation, and introduces a

distributed version of the joint rate allocation mechanism for the CDMA-based

channel. Finally, Section 4.5 summarizes our results.
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4.1 Socially Optimal Rate Allocations

In this chapter, we consider uplink rate assignments (α1, . . . , αN) for a

single-cell network with N users. The goal is to achieve a socially optimal up-

link rate allocation; that is, the uplink rate allocation that maximizes the total

utility of the users in the network. Let the function Ui(αi) = θiu(αi) be the utility

that each user i receives from rate αi, where θi ∈ [0, 1] is a user-specific constant 1.

The function u(·) is a known and fixed function that is common to all users, and

referred to as the homogenous component of the utility function. This homogenous

component of each user’s utility satisfies the following properties:

u(0) = 0 (4.1)

u′(αi) ≥ 0 (4.2)

u′′(αi) ≤ 0 (4.3)

These properties essentially guarantee that users’ uplink utilities satisfy diminish-

ing returns.

Finally, let ∆U be a bounded region of feasible uplink rates. The socially

optimal uplink rate allocation problem can be written as:

Problem (P)

max
α∈∆U

N∑
i=1

θiu(αi)

1The range of θi can easily be extended to any non-negative, finite range
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4.1.1 Inefficiency of Dominant Strategy Equilibrium

Solving Problem (P) in a centralized manner at the base station is straight-

forward as it is written. Consider, however, the situation where θi is private in-

formation held by the user, and unknown to the base station. The constant θi is

referred to as user i’s private type. The base station must trust the users to re-

veal their type in a truthful manner. Users, however, are interested in maximizing

their own utility and will misrepresent their type if it is to their benefit to do so.

We can formulate this scenario as a non-cooperative rate assignment game, where

users report values wi ∈ [0, 1] and the base station allocates rates according to

maxα∈∆U

∑N
i=1wiu(αi). It is easy to see that it is a dominant strategy for all users

to report wi = 1, regardless of their true value of θi. The result is an uplink rate

allocation that does not solve Problem (P).

This problem is an example of a well known economic problem, where the

goal is to achieve preference revelation for the allocation of a public good whose

utility to users exhibits a diminishing returns property. In other words, the goal is

to align the interests of the users with that of the social utility, so that it is in the

best interests of the users to reveal their private information in a truthful manner.

The most common way to achieve this is to introduce a second commodity into the

model, where users are charged for their use of the original commodity in terms of

the second commodity. Typically, this second commodity is money. In the next

section, we examine the use of an alternative commodity: downlink rate.
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4.1.2 Leveraging Downlink Rates for Preference Revela-

tion

In order to solve Problem (P) when users have private information, we take

advantage of the users’ interest in their assigned downlink rates - a commodity

whose allocation is in the hands of the base station, and whose value to the users

is assumed to be of a linear form. Recall that on the uplink, we assumed the

form of users’ utility functions were public knowledge, but were parameterized by

a value privately held by the users. On the downlink, we again assume that the

form of users’ utility functions are public knowledge; however, we assume that the

value parameterizing the downlink utility is also public knowledge. Thus, there is

no need for preference revelation where downlink utilities are concerned.

Let Ai be the downlink rate allocated to user i. Then the total utility of

user i can be expressed as:

Vi(αi, Ai) = θiu(αi) + Ai (4.4)

Utility functions of this form are referred to as quasi-linear, where the uplink rate

is known as the commodity of interest, and the downlink rate is known as the

numeraire commodity [27], [38], [61]. Of course, the choice of utility function is

a question of modeling. The utility given by (4.4) has two important features:

the asymmetry of demand between uplink and downlink, and the asymmetry of

information between uplink and downlink. Here, we attempt to motivate our

modeling choice with respect to these two features.

First we note that in two-commodity markets, quasi-linear utility functions

model the fact that users have a much greater demand for one good than another.

This is in accordance with the philosophy driving the design of realistic communi-
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cations systems that can sustain higher rates on the downlink than on the uplink -

that users have a greater demand for downlink capacity than for uplink. For exam-

ple, under full buffer assumptions and using dual receive antennas, cdma1xEVDO

Rev A systems have sector capacity of 1500kb/s on the downlink, but only 500kb/s

on the uplink [10]. Similarly, asymmetric DSL (ADSL) systems are designed to

support up to 6.1 Mbps on the downstream channel, but only up to 832 kbps on

the duplex channel [1]. We believe that these are indications that users have a

higher demand for downlink rate as compared to uplink rate, making the choice

of modeling downlink as a numeraire commodity for uplink a reasonable one.

Next, consider the asymmetry of information between uplink and downlink.

We assume that the form of both uplink and downlink utility is known to the base

station. In other words, we assume that the base station knows there is an inherent

difference in users’ demand for uplink and downlink (a reasonable assumption given

the discussion above). The asymmetry of information comes from the fact that the

uplink and downlink are linearly parameterized by a constant (θi on the uplink, 1

on the downlink), where the base station knows the downlink parameter but does

not know the uplink parameter.

It turns out that such an assumption on asymmetry of information has

realistic interpretations in practical networks as well. Consider, for example, the

application of video transmission. There is growing body of work in which trans-

mission power and rate are adapted in response to the needs of the video encoder.

For example, the authors in [59] examine the joint adaptation of source coding pa-

rameters and power and rate adaptation to minimize transmission energy subject

to delay constraints for a single user. It turns out that decisions about video en-

coding and rate adaptation are, in part, based on the video encoder’s buffer delay.

The authors in [73] consider scheduling and rate adaptation for video streaming
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in multi-user wireless networks. Here, the authors present a multi-objective opti-

mization problem, where the maximum buffer length of each user is constrained.

Again, the buffer size of each user becomes a critical parameter in deciding both

the rate adaptation and transmission schedule for users.

Since such information about the uplink queue backlog or buffer sizes is

locally available only to the user, the base station must solicit this information

from the users. Information about the downlink queue backlog, however, is locally

available to the base station (since downlink queues are maintained at the base

station). This exactly motivates our model of asymmetric information about the

utility function parameters if we consider θi to be ratio of uplink queue backlog to

buffer space. As a user’s buffer becomes closer and closer to filling, the probability

of dropping a packet due to buffer overflow increases. As users become more likely

to drop packets, their valuation of uplink rate increases since they can no longer

be patient in having their packets served. Choosing θi to be the ratio of a user’s

queue backlog to buffer size captures this effect - it differentiates the uplink utility

of users based on their probability of packet loss. Furthermore, recall that we

have modeled users’ downlink utility as a linear function with parameter 1. This

comes from the fact that in systems where users have a much greater demand for

downlink than for uplink, all users see long downlink queue backlogs - there is little

differentiation of users’ downlink utilities based on probability of packet loss.

4.1.3 Problem Formulation

In the remainder of this chapter, we use the quasi-linear preferences of users

to design a mechanism (or set of rules through which the users interact) to induce

an efficient dominant strategies equilibrium for Problem (P). In other words, we

allow the base to allocate a vector of downlink rates A in response to the users’
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announcement of their private types. The problem of allocating socially optimal

uplink rates in the presence of private information then reduces to the design of a

set of rules of interaction, described mathematically by a mechanism.

Intuitively, any mechanism consists of three main stages. First, the leader

(in this case the base station) announces the rules of the mechanism (known as an

outcome function). Next, the agents (in this case the mobiles) submit information

about their private type to the leader (known as messages). Finally, the leader

allocates resources based on the information obtained from users in the second

stage of the mechanism and the rules announced in the first stage of the mechanism.

The goal of the mechanism is to ensure an allocation of the commodity of interest

based on agents’ private types, despite the fact that the true value of these types

may be known only by the agents themselves.

Mathematically, mechanisms are described as a pair (M, g). Let Mi be

the message space for user i, and M = M1 × . . . ×MN be the cross-product of

message spaces. In addition, let g : M → D×R(N+1) be an outcome function that

maps messages to outcomes, where an outcome consists of a decision rule D(·) and

transfer functions ti(·), i = 1, . . . , N . The decision rule specifies the allocation of

the commodity of interest (in our case the uplink rate), and the transfer functions

specify the amount of numeraire commodity allocated to each user (in our case the

downlink rate). For a more detailed discussion of mechanism design, see [27], [38],

[61].

The area of mechanism design has been well studied in the economic liter-

ature - there are known mechanisms that can be used to implement Problem (P).

In an economic context, however, mechanisms make no distinction between how

much a user values a resource, and how much a user can afford to pay for it. One

can think of users as having an unlimited credit card - as long as a user’s value
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for the resource exceeds its payment for the resource, the user is satisfied. Un-

fortunately, this interchangeability of value and payment breaks down when we

consider allocating physical quantities (i.e. rates) in a communication network. In

particular, downlink rates are usually restricted to a set ∆D, whose structure is

dependent on channel characteristics as well as physical layer design. The main

challenge in applying known mechanisms in this context is the physical infeasibil-

ity of allocating non-positive or unrestricted downlink rates. In economic terms,

this means we need to design a mechanism for users with finite budgets. To our

knowledge, the study of such mechanisms has been largely neglected.

As we have seen, the goal of this work is to achieve a socially optimal

uplink rate allocation in the presence of private information and strategic users

(i.e. to implement Problem (P) in dominant strategies). We have seen that by

leveraging the users’ interests in downlink rate assignments, this problem reduces

to the design of a (fined budget) mechanism where users are charged in terms of

downlink for their consumption of uplink. We now introduce the formal problem

statement we intend to solve:

Problem (P1)

Design a set of rules α∗ = D(w) and A∗i = ti(w) such that for any vector of private

types θ and any vector of messages w, we have:

1. D(θ) = arg maxα∈∆U

∑N
i=1 θiu(αi)

2. (t1(w), . . . , tN(w)) ∈ ∆D

3. θi = arg maxwi∈[0,1] [θiu(Di(wi, w−i)) + ti(wi, w−i)] ∀ i

Note that 1) ensures the uplink rate allocation is socially optimal, while 2)

ensures the feasibility of downlink allocations. Finally, 3) establishes truth-telling
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as a dominant strategy, i.e. the users will maximize their own individual utility by

truthfully revealing their private type θi, regardless of the actions of other users.

4.2 Joint Rate Allocation Mechanism

We now describe the Joint Rate Allocation Mechanism (JRAM).

1) Message Space - Each user selects a single value wi ∈ [0, 1] as its message. In

other words, Mi = [0, 1] ∀i, and M = [0, 1]× . . .× [0, 1].

2) Decision Rule - The base station will assign uplink rates α∗ according to the

following rule:

α∗ = D(w) = arg max
α∈∆U

N∑
i=1

wiu(αi) (4.5)

where u(αi) is the diminishing returns portion of the uplink utility, which is ho-

mogenous across all users and known at the base.

3) Transfer Functions - The base station will assign downlink rates A∗ according

to the following rule:

A∗i = ti(w) = Ci +
∑
j 6=i

wju(α
∗
j )−

∑
j 6=i

wju(α
i
j) (4.6)

where αi is the solution to

αi = arg max
α∈∆U

∑
j 6=i

wju(αj) (4.7)

and C is the fixed proportional fair downlink rate allocation - i.e. is the solution

to

C = arg max
C′∈∆D

N∑
i=1

log(C ′i) (4.8)

In the first stage of the mechanism, users report their private types as wi.



67

In the second stage of the mechanism, the base station assigns uplink rates as

if the users reported wi = θi. In other words, the base station assumes users

told the truth, and allocates the uplink rates accordingly. In the final stage of the

mechanism, each user is allocated an initial downlink rate corresponding to its pro-

portional fair rate allocation. Users are then “charged” from that initial allocation

based on their impact on the system, given by
∑

j 6=iwju(α
∗
j )−

∑
j 6=iwju(α

i
j).

4.2.1 Analysis of the Mechanism

In most cases, the goal of mechanism design is simply to ensure a socially

optimal allocation of the commodity of interest. As previously mentioned, however,

since the numeraire commodity in the joint rate allocation mechanism is a physical

quantity (i.e. downlink) there is an additional concern - namely, ensuring that the

resulting downlink rate allocations are feasible and non-negative.

To see how infeasible downlink rate assignments can arise, consider the

following example. We have a network of N = 5 users with homogenous utility

component u(αi) = log(1 + αi), and private information θ1 = θ2 = .5, θ3 = θ4 =

θ5 = 1. The uplink feasible rate region is ∆U = {α :
∑N

i=1 αi ≤ 1, αi ≤ .5 ∀i}, and

the downlink feasible rate region is ∆U = {α :
∑N

i=1 αi ≤ 1}. If users truthfully

report their values, the mechanism operates as follows:

1. Users report values w = (.5, .5, 1, 1, 1)

2. Uplink rates are assigned according to (4.5), giving α∗ = (0, 0, .33, .33, .33)

3. Downlink rates are assigned according to (4.6). More specifically, from (4.7)

we have

α1 = α2 = (0, .33, .33, .33)

α3 = α4 = α5 = (0, 0, .5, .5)
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and from (4.8) we have

C = (.2, .2, .2, .2, .2)

This gives downlink rate assignments A∗ = (.2, .2,−.0356,−.0356,−.0356).

We see that users 3-5 are assigned infeasible (negative) rates. Clearly we

cannot allocate negative rates, nor can we simply assign these users a downlink

rate of ’0’ without compromising the incentive compatibility of the mechanism.

The question, then, is how can we guarantee that the transfer functions fall into

a given feasible rate region? The approach we have taken is to require an extra

technical condition by which the total number of users are kept below a fixed value

N0. We will see in Section 4.3 that this condition does not seriously impact the

design.

We now introduce the following theorem, for which the supporting lemmas

can be found in Appendix A.3.

Theorem 4.1. Assume that ∆U is bounded, and that ∆D is bounded, convex, and

coordinate convex. Then ∃ N0(∆U ,∆D, u(·)) such that ∀ N ≤ N0, the joint rate

allocation mechanism (JRAM) solves Problem (P1).

Proof. That the joint rate allocation mechanism satisfies Condition 1 is obvious

by construction. To see that it satisfies Condition 3, recall that the total utility of

user i is written as

Vi(αi, Ai) = θiu(αi(w)) + Ai(w)

If the joint rate allocation mechanism does not satisfy Condition 3, then there

exists at least one user i and a value ŵi 6= θi such that

θiu(αi(ŵi, w−i)) + Ai(ŵi, w−i) > θiu(αi(w)) + Ai(w) (4.9)
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Let α̂ = D(ŵi, w−i) be the solution to the maximization problem when user i bids

ŵi. We can rewrite (4.9) as

θiu(α̂i)+Ci+
∑
j 6=i

wju(α̂j)−
∑
j 6=i

wju(α
i
j) > θiu(α

∗
i )+Ci+

∑
j 6=i

wju(α
∗
j )−

∑
j 6=i

wju(α
i
j)

(4.10)

which reduces to

θiu(α̂i) +
∑
j 6=i

wju(α̂j) > θiu(α
∗
i ) +

∑
j 6=i

wju(α
∗
j ) (4.11)

However, since by definition

α∗ = arg max
α∈∆U

N∑
j=1

wju(αj) = arg max
α∈∆U

N∑
j=1

θju(αj) (4.12)

then (4.11) is clearly a contradiction. Hence, the joint rate allocation mechanism

satisfies Condition 3. Note that since the joint rate allocation mechanism is an

extension of a VCG mechanism, the preceding proof is a simple extension of the

known proof of incentive compatibility for VCG mechanisms (see e.g. [27], [38],

[61]).

That the joint rate allocation mechanism satisfies Condition 2 requires sev-

eral definitions and lemmas, which can be found in Appendix A.3. The outline for

this portion of the proof is as follows:

1. Any downlink feasible region ∆D will at least contain the region ∆TDM achieved

by time-sharing between the maximum individual feasible rates.

2. The proportional fair downlink rate allocation for ∆D is (component-wise)

greater than or equal to the proportional fair downlink rate allocation for

∆TDM .
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3. With an appropriate choice of N0, the admission control policy N ≤ N0 guar-

antees that each user’s “penalty” is less than the proportional fair downlink

rate allocation for ∆TDM , hence is less than the proportional fair downlink

rate allocation for ∆D. This guarantees the downlink rates are all non-

negative.

4. By construction, the assigned downlink rates will be less than the proportional

fair rate allocation for ∆D. Since ∆D is assumed to be a coordinate-convex

region, the downlink rates fall within ∆D.

4.2.2 Budget Imbalance - The Cost of Preference Revela-

tion

Up to this point, the only performance issue we have discussed with respect

to the downlink has been the feasibility of the rate allocations. This is because our

goal in this chapter is to design an optimal uplink rate assignment mechanism - the

downlink is used strictly as a regulatory tool. Notice, however, that the construc-

tion of the downlink rate assignments given by (4.6) is such that, unless all users

are limited only by their individual maximum rate and not by the multiple access

constraints, the downlink rate allocation is guaranteed not achieve a proportional

fair (or even pareto optimal) downlink allocation. In fact, it is known that there

is no mechanism that achieves both incentive compatibility (preference revelation)

of the uplink rates and “efficient” downlink rates (known in economic literature

as budget balance) for a finite number of users (Proposition 23.C.6 in [61]). That

being said, it is obviously undesirable to achieve incentive compatibility of the

uplink allocation at the expense of the downlink allocation.
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In order to study the performance of the joint rate allocation mechanism

with respect to downlink allocations, we draw on terminology from non-cooperative

game theory. Often, the equilibrium points that arise from a non-cooperative game

are sub-optimal with respect to overall system performance. One way to quantify

this sub-optimality is the price of anarchy [68], defined as:

ρA =
system utility of the worst equilibrium

optimal system utility

In other words, the price of anarchy characterizes the loss in overall system utility

that is caused by the non-cooperative behavior of users.

In contrast, the equilibrium of a game induced by a social utility mecha-

nism2 is, by definition, an optimal allocation of the commodity of interest. Instead,

the inefficiency of such a game comes from the transfer functions - i.e. in the al-

location of the numeraire commodity. Similar to the price of anarchy, we define a

measure which we call the cost of preference revelation as follows:

ρPR =
system utility of the actual downlink allocation

optimal system utility

Recall that the initial downlink allocation defined by (4.8) was a proportional fair

allocation (the allocation that maximized the sum of the log of the rates). With

that in mind, we can define the utility of any downlink allocation A to the system

as
∑N

i=1 log(Ai), and the cost of preference revelation as

ρPR =

∑N
i=1 log(A∗i )∑N
i=1 log(Ci)

where A∗ is the downlink allocation given by the joint rate allocation mechanism,

2A mechanism in which the goal of the system is to maximize the aggregate utility of the
users
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and C is the proportional fair rate downlink rate assignment for the appropriate

downlink feasible region. In other words, the cost of preference revelation char-

acterizes the loss in overall system utility of the downlink that is caused by the

enforcement of truthful preference revelation.

Note that we are distinguishing between the utility of downlink to the user

and to system as a whole. The utility of downlink rate to a user is linear, as defined

by (4.4). We are assuming (from the choice of a proportional fair allocation as the

initial downlink allocation) that the utility of downlink rate to the system is log of

the rate. In the following section, we will examine the cost of preference revelation

for two particular uplink feasible regions: an information-theoretic AWGN MAC

channel, and a CDMA-based channel.

4.3 Numerical Examples

The formulation and results presented in Section 4.1 and 4.2 apply to a

wide class of wireless networks. In fact, the only restrictions posed on the uplink

and downlink feasible rate regions are that they are bounded, and that the down-

link region is convex and coordinate convex. Recall from Theorem 4.1, however,

that there exists some N0(∆U ,∆D, u(·)) such that when N ≤ N0, the joint rate

allocation mechanism is shown to solve Problem (P1). In other words, we impose

an admission control criteria that limits the number of users in the system, and is

a function of the uplink and downlink feasible rate regions as well as the uplink

utility functions.

Here, we formally define the admission control policy. The justification for

the choice of N0 can be found in the proof of Theorem 4.1 in Appendix A.3.

Definition 4.1. The admission control policy for the joint rate allocation mecha-
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nism is N ≤ N0(∆U ,∆D, u(·)), where

N0 =
mini ai

u(maxi αmaxi )
(4.13)

and αmaxi = max{αi : αi ∈ ∆U}, and ai = max{Ai : Ai ∈ ∆D}.

In this section of the chapter, we examine the performance of the joint

rate allocation mechanism in greater detail for two specific uplink regions: an

information-theoretic AWGN MAC channel, and a CDMA-based channel. For the

downlink in both cases, we work with the standard feasible region associated with a

Gaussian broadcast channel using time-division and fixed transmission power. The

result is the following feasible rate region, whose derivation is found, for example,

in Chapter 14 of [28].

Definition 4.2. The downlink feasible rate region ∆TDM
D is the set of rates A that

satisfy the following conditions:

C1. Ai ≥ 0 ∀ i

C2.
∑N

i=1
Ai

W log (1+
P0Gi
NtW

)
≤ 1

4.3.1 AWGN Multi-Access Channel

The first uplink region we consider is based on an information-theoretic

notions of capacity. Each user has an available uplink transmit power pi, and

symmetric uplink/downlink channel gains Gi. The base station has an available

downlink transmit power P0. W is the available bandwidth, and Nt is the thermal

noise.

On the uplink, we work with the standard multiple access region in an

AWGN channel, defined below. (See Chapter 14 of [28] for the derivation of this
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result).

Definition 4.3. The uplink feasible rate region ∆I
U is the set of rates α that satisfy

the following conditions:

C1. αi ≥ 0 ∀ i

C2.
∑N

i=1 αi ≤ W log (1 +
P

i∈Sk
piGi

NtW
) ∀ k

where S = {S1, . . . , Sk} is the set of all possible combinations of users.

4.3.2 CDMA-Based Channel

The second uplink region we consider is the CDMA-based uplink channel

from Chapter 2. The region of achievable rates is restated here:

Definition 4.4. The uplink feasible rate region ∆C
U is the set of uplink rates α

such that

∆C
U = {α :

N∑
i=1

αi
αiγ +W

≤ K

γ(1 +K)
, 0 ≤ αi ≤

W

4
∀ i}

where γ = 4dB and K = 6dB are pre-defined constants.

4.3.3 Performance of Joint Rate Allocation Mechanism

We use the following setup for examining the performance of our rate al-

location mechanism, taken in part from [2] and [11]. We assume utility func-

tions of the form θiu(αi), where θi ∈ [0, 1] and the homogenous component is

u(αi) = log(1 + αi). The base station is centered on a 5km x 5km grid, and

mobiles are positioned randomly. The results given are averaged over 20 trials of

different random layouts. Channel gains are generated using a cost-231 propaga-

tion model at 1.9 GHz between the mobiles and bases. The available bandwidth



75

W is 1.2 MHz, and the thermal noise level is -169 dBm/Hz. The transmit power

available at individual users (uplink) is 200 mW, while the transmit power avail-

able at the base station (downlink) is 15 W. Finally, we assume a link budget

(range of serviceable channel gains) of -70 dB to -140 dB.

Recall the admission control policy give by (4.13). Using the system param-

eters given above gives the following admission control policy for ∆I
U and ∆TDM

D :

N ≤ NAWGN
0 =

W log (1 + P0Gmin

NtW
)

u(W log (1 + PiGmax

NtW
))
≈ 400

Similarly, for ∆C
U and ∆TDM

D we have:

N ≤ NCDMA
0 =

W log (1 + P0Gmin

NtW
)

u(W
4

)
≈ 725

First, notice that our admission control criteria does not present a serious

limitation on the working of the system, since the information-theoretic system can

admit up to 400 users, while the CDMA system can admit up to 725 users. It is,

of course, important to note that using different feasibility regions, physical layer

parameters, or utility functions will change the number given by the admission

control policy. However, the above results above suggest that for most practical

scenarios, the admission control policy is a reasonable one in terms of the number

of users admitted to the system.

Having satisfied the admission control policy, we examine the cost of pref-

erence revelation - a measure of the optimality of downlink allocations in terms of

system utility. Figure 4.1 shows the cost of preference revelation as a function of

the number of users admitted to the system. We see that the optimality of down-

link rate allocations begins to decrease even before the admission control criteria

is reached. As more users enter the system, they drive up the “price” of uplink
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Figure 4.1: Efficiency of Downlink Rate Allocations

allocations, making preference revelation more costly.

It is interesting to notice that the cost of preference revelation is more

drastically impacted by the addition of users in the AWGN channel than in the

CDMA channel. In order to gain intuition about why this phenomenon occurs,

consider a simple system as described above but with N = 5 users, where all users

have symmetric channel gains. Let pi = −
∑

j 6=i θiα
∗
j +

∑
j 6=i θiα

i
j be the penalties

associated with a given uplink rate allocation. Recall that the cost of preference

revelation is defined as

ρPR =

∑N
i=1 log(A∗i )∑N
i=1 log(Ci)

=

∑N
i=1 log(Ci − pi)∑N

i=1 log(Ci)

Since we use the same downlink feasibility region (hence same C) when computing

downlink rate allocations for AWGN or CDMA uplink regions, it is sufficient to

restrict our attention to the penalties associated with each region.

First, consider a system where users have equal priorities - e.g. θi = .1 ∀ i.

The optimal uplink rates for the CDMA and AWGN regions are

[181, 181, 181, 181, 181] kbps and [300, 300, 300, 300, 300] kbps, respectively. The

penalties associated with these rate allocations are [.1, .1, .1, .1, .1] kbps, and
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[2.2, 2.2, 2.2, 2.2, 2.2] kbps. Here we see the first reason that the AWGN system sees

a higher cost of preference revelation than the CDMA system - the AWGN users

tend to be allocated higher uplink rates, which translates into higher penalties.

Now, consider a system where a single user has a higher priority - e.g.

θ1 = .2, and θi = .1 ∀ i = 2, . . . , 4. The optimal uplink rates for the CDMA and

AWGN regions are [567, 114, 114, 114, 114] kbps and [301, 300, 300, 300, 300] kbps,

respectively. The penalties associated with these rate allocations are

[.84, .098, .098, .098, .098] kbps, and [2.8, 2.8, 2.8, 2.8, 2.8] kbps. Here we notice that

the change in user 1’s priority caused a large change in the rate allocations of the

CDMA system, but hardly had any impact on the rate allocations of the AWGN

system. The reason for this has to do with the non-convexity of the CDMA region,

combined with the concavity of the utility function log(1 + αi). The concavity of

the log function means that equal-rate solutions are favored. Since the AWGN

uplink is convex, the increase in user 1’s priority was not enough to overcome this

“favoring” of equal-rate solutions - hence we see little change in the rate allocations.

The CDMA uplink region is non-convex, however - the increase in user 1’s priority

combined with increase in “capacity” of a non-equal rate solution is enough to

overcome the tendency toward equal-rate solutions.

The change in optimal uplink allocation also leads to a change in penalty

functions. We see that the majority of penalty in the CDMA system is incurred by

a single user - the penalties of the low priority users have decreased. As the number

of users in the system increases, the non-convexity of the uplink CDMA region will

continue to ensure that the majority of the penalty is incurred by a small group of

users. In the AWGN channel, not only do users continue to see uniform penalties,

but these penalties have actually increased due to the discrepancy of a single user’s

priority. This phenomenon becomes more exaggerated as the number of users in
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the system grows, and as the uniformity of θ decreases.

What we see here is that, in general, the efficiency of the downlink rate allo-

cations is closely tied the specific physical layer parameters of the uplink, convexity

of the uplink capacity region, and the uniformity of the private types θ.

4.4 Distributed Implementation

The joint rate allocation mechanism presented in Section 4.2 is a centralized

allocation scheme in terms of control; users report their weight wi to the base

station, and the base station computes the uplink and downlink rate allocation

accordingly. While this is a natural structure for the downlink, a distributed

control structure may be a desirable property on the uplink. In this section, we

show how the distributed algorithm from Chapter 2 can be used in conjunction

with the joint rate allocation mechanism to combat the impact of strategic users

in a practically implementable way.

It is well known that the economic notion of pricing can be used to design

appropriate signaling mechanisms whose goal is to align the behavior of individual

users with the global well being (see e.g. [16], [46], [48], [53], [55]). In the framework

of distributed control, however, agents are considered to be price-takers: that is,

they are interested in the goals of the network rather than their own selfish utility.

Here there is no notion of private information, and the network is assumed to know

the utility functions of the users. The drawback here is that even when the pric-

ing schemes are implemented using dollar-valued pricing, it has been shown that

strategic users can have a significant impact on network efficiency [39], [40], [69].

Not surprisingly, in cases where pricing schemes are simply signaling mechanisms

that do not represent a true cost to the users, the impact of strategic users can
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Figure 4.2: Relative Time-Scales for Distributed Implementation of the Joint Rate
Allocation Mechanism

be arbitrarily bad in terms of network efficiency, leading to a tragedy of commons

situation [69], [72].

In order to develop a distributed implementation of the joint rate allocation

mechanism, we consider a two-time scale system, as shown in Figure 4.2. On a

fast time-scale, the base station and mobiles run the distributed algorithm from

Chapter 2 for finding uplink allocations on a fast time-scale, with the modification

that users maximize non-homogenous functions. In other words, the mobiles adjust

their uplink rate such that

αi = arg max
0≤α≤W

4

(
wiui(α)− α

W + γα
µ

)
(4.14)

where wi is the mobiles’ declared (though not necessarily truthful) utility param-

eter. Once this algorithm converges, the base station will assign downlink rates

according to (4.6). As significant changes in topology occur (on a slow time-scale),

the process is repeated.

Notice that the users are not explicitly reporting wi to the base station.

Instead, the base station waits until the distributed uplink algorithm converges,
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then computes the weight wi for each user based on the value of the base’s reg-

ulatory signal and the uplink rate that each user converged to. Only then does

the base station assign downlink rates. This eliminates the possibility for users

to manipulate the system by changing weights during the uplink rate assignment

process. Each user maximizes its total utility only when its uplink rate converges

to the socially optimal allocation.

The two-time scale approach presented here can be extremely useful in

practical system design to construct distributed versions of the joint rate allocation

mechanism for other physical layer designs while addressing the incentive issues.

However, the ability to do so is heavily dependent on the particular uplink physical

layer design being considered, and requires combining the results presented in this

chapter with the particular MAC and physical layer specifications.

4.5 Summary

In this chapter, we have constructed a joint rate allocation mechanism that

results in feasible uplink and downlink rate assignments. Furthermore, we have

shown that by leveraging users’ demand for downlink, the mechanism implements

the socially optimal rate assignment problem in dominant strategies, even when

users act strategically.

Acknowledgments

This chapter, in part, appears in the following publications. The disserta-

tion author was the primary investigator and author of these papers.



81

• J. Price and T. Javidi. Leveraging Downlink for Efficient Uplink Allocation

in a Single-Hop Wireless Network. To Appear in IEEE Transactions on

Information Theory.

• J. Price and T. Javidi. Leveraging Downlink for Optimal Uplink Rate Allocation:

An Incentive Compatible Approach. Proceedings of the Asilomar Conference

on Signals, Systems and Computers, October 2006.



Chapter 5

Network Coding for Unicast: Exploiting

Multicast Subgraphs to Achieve Capacity in

2-User Networks

Abstract

In this chapter, we address optimal network coding schemes for two-user

unicast networks. Using previous results on the relationship between graph struc-

ture and information-theoretic capacity, we characterize the capacity region for a

class of two-user unicast networks by finding a combination network coding/routing

scheme to achieve an outer bound on capacity. This scheme has the remarkable

property of decomposing the difficult unicast network coding problem into three

sub-problems: a multicast network coding sub-problem, and two multi-commodity

flow sub-problems. Using insights from the rate assignment scheme, we construct

a distributed rate control algorithm based on optimization and dual theory that

achieves capacity of the network. Formulating the unicast network coding prob-

lem in terms of optimization theory also allows us to implement a transport-type

mechanism that provides system-wide performance objectives.

Since the seminal work in [4], network coding has received a great deal of

attention as a way to help bridge the gap between multi-commodity flow capacity

82
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and information theoretic capacity of networks [4], [31]. Although the multicast

network coding problem is well understood, the problem becomes more difficult

when addressing unicast. In such networks, the problem of how to achieve capacity

of the network remains a largely open one.

In addition, the problem of finding optimal network coding schemes typi-

cally assumes that desired communication rates, as well as capacity of links in the

network, are fixed and known. In realistic communication networks, however, not

only should the rate allocation account for system-wide QoS requirements, but it

should be able to adapt to fluctuations in user demand and be implemented in

a distributed manner at the end-users. In other words, it is desirable to have a

distributed rate-control scheme similar to existing rate control mechanisms for tra-

ditional IP networks (see e.g. [45], [57]), but that incorporates the use of network

coding to achieve information-theoretic capacity of the network.

The main contributions of this chapter are to 1) characterize the information-

theoretic capacity region for a class of two-user unicast networks by finding rate

assignments that achieve an outer bound on the capacity region, and 2) implement

an adaptive and distributed rate control scheme that achieves the information-

theoretic capacity of the network while providing system-wide performance objec-

tives.

The authors in [31] have shown that it is possible to relate the information

theoretic capacity of a network to its underlying structure. Using these results,

we give a procedure for finding an outer bound on the information theoretic ca-

pacity of a unicast network. We then show that under certain conditions on the

network structure, it is possible to achieve this outer bound with a linear XOR

coding scheme by using a combination of network coding and traditional routing.

Intuitively, this rate assignment procedure consists of three components:
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1. Use traditional routing to assign rates along paths from a source to its own

destination over which network coding does not occur (single-commodity

flow).

2. Solve a multicast network coding problem on the remaining graph.

3. Use traditional routing to assign rates along paths from a source to its own

destination on the remaining graph.

This result is quite remarkable. For the given class of networks, achieving capacity

for the difficult unicast network coding problem can be decomposed into three

subproblems: a multi-cast network coding problem, and two multi-commodity

flow problems!

In addition, by using insights from the rate assignment procedure, we show

that it is possible to formulate the unicast network coding rate assignment as

an optimization problem in which network-coded flows and non-network coded

flows are treated as separate commodities that must satisfy certain constraints.

Although this approach is shown to be optimal only for the two-user case, we

conjecture that the multiple-user extension of this algorithm also achieves capacity

of the network under assumptions similar to the ones given in this paper.

There is, of course, an extensive and rich literature on network coding

for both multicast [4], [13], [32], [33], [47], [51] and unicast [21], [34], [52], [74],

[75] networks. Network coding for multicast is well studied, in terms of both

theoretical achievability [4], [47], [51] and practical implementation [13], [32], [33].

In terms of motivation our work is most similar to that of [13], in which the authors

provide an adaptive rate control mechanism for multi-cast networks that can be

implemented at the end-users. The authors combine network coding with a utility

maximization framework to develop dual-based adaptive rate control mechanisms.
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Figure 5.1: The Extended Butterfly Network

The biggest difference between [13] and our work is that [13] only considers coding

for multi-cast networks, while we develop a scheme that employs a combination

of network coding and traditional routing to achieve capacity in two-user unicast

networks. The other main difference is in the implementation of the dual-based

algorithms. While the authors in [13] use a back-pressure approach combined with

session scheduling, our approach distinguishes between coded and non-coded flows

by viewing them as separate commodities. As we will see, this allows us to utilize

simpler multi-path routing techniques similar to [29], [54], [76].

Network coding for unicast is less well understood than for the multicast

setting. Research on unicast network coding typically takes on one of two forms:

theoretical results examining the fundamental differences between multicast and

unicast [17], [31], [50], [52], [77] and the construction of suboptimal coding schemes

[21], [34], [74]. Our work is most similar to the latter, in that we construct a coding

scheme for unicast networks. The main difference between these and our work is

that [21], [34], [74] focus on practical but sub-optimal network coding for unicast,

while we present a scheme that achieves capacity for a given class of networks while

also considering adaptive rate control.
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The remainder of the paper is organized as follows. Section 5.1 presents a

simple example of an extended butterfly network. This network is used to illustrate

the difficulties in unicast network coding, and to provide intuition for how the

capacity and rate assignment results work. Section 5.2 gives relevant background

information, including the model, notation, and relevant results from [31] used

to show the outer bound on capacity. Section 5.3 gives the procedure to outer

bound capacity of the network, while Section 5.4 gives the procedure for finding

rate assignments that achieve this outer bound. Section 5.5 shows how to design a

distributed rate control algorithm that achieves capacity by using an optimization

framework. Finally, Section 5.6 summarizes our results.

5.1 A Simple Example: The Extended Butterfly

Network

In this section, we provide (via an example) intuition for how to find an

outer bound on the capacity of unicast networks, and how to achieve the outer

bound. Consider the simple extended butterfly network shown in Figure 5.1(a),

which consists of two unicast sessions: one from X to X’, and one from Y to Y’,

with link capacities as indicated on the graph.

Consider cuts D1 and D2 as indicated on Figure 5.1(b). As we will see in

later sections, the notion of informational dominance [31] can be used to prove that

cuts D1 and D2 each provide an outer bound for capacity - i.e. H(X) +H(Y ) ≤

H(D1) and H(X) +H(Y ) ≤ H(D2). The notion of informational dominance can

be intuitively described as follows: given complete knowledge about the symbols

on links in cut D1 (or D2), one can fully determine the symbols at X, X ′, Y , and

Y ′.
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Figure 5.2: Step 1: Multi-Commodity Flow Sub-Problem 1

Now, consider achieving this outer bound by decomposing the unicast net-

work coding problem into three subproblems. First, we construct a subgraph

consisting of the paths from each source to its own destination over which network

coding does not occur - i.e. the paths from X to X’ that do not share any links

with the paths from Y to Y’ (and vice-versa). Solve two single-commodity flow

problems over this subgraph, shown in Figure 5.2(a). Subtract these rates from the

capacity of the original network to arrive at the network shown in Figure 5.2(b).

The second step is to take the network from Figure 5.2(b) and solve a

multi-cast network coding problem, as shown in Figure 5.3(a). Again, subtract

these rates from the capacity of the network from Figure 5.2(b), giving us the

network shown in Figure 5.3(b).

The last step is to take the network from Figure 5.3(b) and solve the multi-

commodity flow problem. For example, we could assign rates as shown in Figure 5.4

with user X receiving all of the available rate. The total rate achieved by this

solution is Rx+Ry = (.3+ .6+ .4)+(.4+ .6+0) = 2.3. This is exactly the capacity

of the minimum cut (D2) from Figure 5.1(b).

In the remainder of this paper, we present similar capacity results and rate
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Figure 5.3: Step 2: Multi-Cast Network Coding Sub-Problem

assignment schemes for a class of generalized 2-user unicast networks. In looking

at these generalized networks, a fair amount of notation and technical machinery

are needed; the basic intuition and procedures, however, mimic those presented

above.

5.2 Background Material

5.2.1 Notation and Network Setting

We use the following notation. Consider a directed unicast network G =

(V,E), where N = {1, 2} is the set of source-destination pairs. Following the

convention introduced in [31] (and without loss of generality), we assume that each

source has a single outgoing link S(i) with infinite capacity, and each destination

has a single incoming link T (i) with infinite capacity. Let ρ = {S(1), S(2)} and

ϕ = {T (1), T (2)}. Let L = {1, . . . , L} be the set of links (edges), each with

capacity cl, and let K = {1, . . . , K} be the set of all possible paths from any source

S(i) to any destination T (j). We denote by pk the set of links traversed by path
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Figure 5.4: Step 3: Multi-Commodity Flow Sub-Problem 2

k, and set ψkl =

 1 if l ∈ pk

0 else

We now introduce the following definitions that will aid us in our description

of the network capacity and coding scheme.

Definition 5.1. A cut A is a set of links. We define the capacity of cut A to be

C(A) =
∑

l∈A cl.

Definition 5.2. The set of paths P is a minimal intersecting path group on graph

G if and only if 1) ∀k ∈ P , @k̂ ∈ K\P such that ∃l ∈ L\ρ\ϕ for which ψklψk̂l = 1,

and 2) one of the following three conditions is met:

a. P is a singleton

b. ∀k1, k2 ∈ P either there exists a link l such that ψk1lψk2l = 1, or

c. there exists some sequence of paths a1, . . . , aM such that there exists a corre-

sponding sequence of links l1, . . . , LM+1 for which ψk1l1ψa1l1 = 1,

ψamlm+1ψam+1lm+1 = 1 ∀m = 1, . . . ,M − 1, and ψaM lM+1
ψk2lM+1

= 1

In other words, a minimal intersecting path group is a set of paths such that

1) no path in minimal intersecting path group P shares a link with a path which
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is in K\ρ\ϕ but not in P , and 2) if P contains more than one path, then every

pair of paths in P either shares a link, or is “connected” by a sequence of paths

in which adjacent paths share at least one link. Furthermore, let EP = {l : l ∈ pk

for some k ∈ P} be the set of links traversed by the paths contained in minimal

intersecting path group P .

Definition 5.3. A minimal intersecting path group P is called shared if

{S(1), S(2), T (1), T (2)} ⊆ EP . Otherwise, it is called dedicated. Furthermore,

let P S be the set of shared minimal intersecting path groups in a given graph, and

let PD be the set of dedicated minimal intersecting path groups in a given graph.

Finally, we introduce a lemma regarding the partitioning of paths in K.

Lemma 5.1. For any network G = (V,E), there exists a unique partition of paths

in K into minimal intersecting path groups.

Proof. To show that there is a unique partition of paths in K into minimal inter-

secting path groups, we only need to show that minimal intersecting path groups

are equivalence classes - i.e. that “is in the same minimal intersecting path group

as” is an equivalence relation. (For notational simplicity, we use the operator ∼ to

represent “is in the same minimal intersecting path group as”). In other words, we

need to show that the relation is reflexive (x ∼ x), symmetric (x ∼ y ⇔ y ∼ x),

and transitive (x ∼ y and y ∼ z ⇒ x ∼ z) (see e.g. [25], page 3).

By construction, each path is in exactly one minimal intersecting path

group. Thus, the relation is both reflexive and symmetric. To see that it is tran-

sitive, recall that if x ∼ y, then either x and y share a link, or there is a sequence

of paths from x to y such that adjacent paths in the sequence share at least one

link. Similarly, if y ∼ z, then either y and z share a link, or there is a sequence of

paths from y to z such that adjacent paths in the sequence share at least one link.
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If we combine the sequence of paths from x to y and y to z, we get a sequence of

paths from x to z in which adjacent paths in the sequence share at least one link.

Thus x ∼ z.

5.2.2 Supporting Facts and Definitions

In Section 5.3, we give a procedure for finding an outer bound on the capac-

ity of a network. In order to do so, we draw heavily from definitions and theorems

given in [31]. The authors in [31] use the concept of informational dominance to

relate the structure of a graph to information-theoretic notions of capacity. In

order to facilitate our discussion of network capacity and achievable rate regions,

we summarize here the relevant facts, definitions, and theorems from this paper.

Definition 5.4. An edge set A informationally dominates edge set B if the infor-

mation transmitted on edges in A determines the information transmitted on edges

in B for all network coding solutions, regardless of the rate of the solution. We

denote by Dom(A) the set of all edges that are informationally dominated by A.

Fact 5.1. If B ⊆ Dom(A), then H(B) ≤ H(A).

Fact 5.2. For an edge set A, the set Dom(A) satisfies the following conditions:

1. A ⊆ Dom(A).

2. S(i) ∈ Dom(A) if and only if T (i) ∈ Dom(A).

3. Every edge in E\Dom(A) is reachable in G\Dom(A) from a source.

4. For every source edge S(i) in G\Dom(A), there is an indirect walk for com-

modity i in G(Dom(A), i).

(Theorem 10 from [31])
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Fact 5.3. Given a directed acyclic graph G, a network coding solution with rate

vector r exists if and only if there exists a constant b such that the following hold:

for all edges l ∈ L,

H(l) ≤ cl log2(b)

and for all sources i ∈ N

H(S(i)) ≥ ri log2(b)

Again, we emphasize that Definition 5.4 and Facts 5.1-5.3 are relevant re-

sults from [31] that we will use in examining our combined network coding/routing

scheme. The reader is encouraged to examine that paper in greater detail.

5.3 Procedure to Outer Bound Capacity of the

Network

In this section, we present a procedure to find cuts in the network that give

an outer bound on the network capacity for network coding. In later sections,

we will see that under certain assumptions, this outer bound is achievable by a

combination network coding/routing scheme, hence describes the capacity region

of those networks.

Procedure P1

Step P1-1 Consider graph G. Find the smallest cut A1 that separates S(1) from

T (1) on G.

Step P1-2 Consider graph G. Find the smallest cut A2 that separates S(2) from

T (2) on G.

Step P1-3 Create subgraph G1 = (V,E1), where E1 =
⋃
Pm∈PD (EPm).



93

Step P1-3.1 Find the smallest cut A3
1 that separates S(1) from {T (1), T (2)}

and S(2) from T (2) on G1.

Step P1-3.2 Find the smallest cut A3
2 that separates S(2) from {T (1), T (2)}

and S(1) from T (1) on G1.

Step P1-4 Create subgraph G2 = (V,E2), where E2 =
⋃
Pm∈PS (EPm).

Step P1-4.1 Find the smallest cut A4
1 that separates S(1) from {T (1), T (2)}

and S(2) from T (2) on G2\A3
1.

Step P1-4.2 Find the smallest cut A4
2 that separates S(2) from {T (1), T (2)}

and S(1) from T (1) on G\A3
2.

Step P1-5 Set A =

 A3
1 ∪ A4

1 if C(A3
1 ∪ A4

1) < C(A3
2 ∪ A4

2)

A3
2 ∪ A4

2 else

Theorem 5.1. Let R1 and R2 be the total information rate conveyed from S(1) to

T (1) and from S(2) to T (2), respectively. We denote by ∆ the set of rates R1, R2

that satisfy the following conditions:

R1 ≤ C(A1) (5.1)

R2 ≤ C(A2) (5.2)

R1 +R2 ≤ C(A) (5.3)

where A1, A2, and A are as defined in Procedure P1. Then the capacity region of

graph G is a subset of ∆.

Proof. See Appendix A.4.
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Figure 5.5: Upper Bound on Network Capacity: Version I

Figures 5.5 and 5.6 show the two possible shapes the region given by ∆

can take. Figure 5.5 shows the case when the line R1 + R2 = C(A) does not

intersect the lines R1 = C(A1) and R2 = C(A2). This shape results, for example,

if user i has a set of paths along which it can only send information from S(i) to

T (j), and which have much larger capacities than the paths along which user i

can send information from S(i) to T (i). Figure 5.6 shows the case when the line

R1 + R2 = C(A) intersects the lines R1 = C(A1) and R2 = C(A2). If ∆ takes on

this shape, we see that there may be a multi-user gain that can be achieved with

network coding. We will see in the next section that which of these two shapes

describes the region ∆ plays an important role in describing a network coding

scheme to achieve capacity of the network.

5.4 Achievability Results for a Class of Networks

In this section, we introduce a combination network coding/routing scheme

that achieves capacity for certain types of networks. This scheme uses linear XOR

codes, and only employs inter-session network coding on previously uncoded infor-

mation.
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Figure 5.6: Upper Bound on Network Capacity: Version II

5.4.1 Preliminaries

We restrict our attention to a subset of networks which satisfy certain prop-

erties, as defined by the assumptions below, and provide achievability results under

these assumptions. These assumptions are derived from the intuition gained by

considering the simple extended butterfly network from Section 5.1.

Assumption 5.1. Let P = {P1, . . . , PM} be the set of minimal intersecting path

groups for network G. Then ∀m = 1, . . . ,M where |Pm| > 1, ∃k1, k2 ∈ Pm such

that pk1 ∪ pk2 = EPm.

In other words, Assumption 5.1 requires that the set of links traversed by

the paths in any given minimal intersecting path group either belong to a single

path, or can be traversed by exactly two paths. As an example, consider the three

networks shown in Figure 5.7. Network (a) has two dedicated minimal intersecting

path groups. The links in each of these two minimal intersecting path groups can

be covered by two paths, hence Assumption 5.1 is satisfied. Networks (b) and (c)

each contain a single shared minimal intersecting path group. The links in network

(b) can be covered with two paths - for example the path going from S(1) to T (1)

and from S(2) to T (2). The links in network (c), however, cannot be covered with
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Figure 5.7: Examples of Minimal Intersecting Path Groups

only two paths. Hence Assumption 5.1 is also satisfied for network (b), but is

violated for network (c).

Assumption 5.2. Shared minimal intersecting path groups do not contain undi-

rected cycles.

As an example, consider the two networks shown in Figure 5.8. Both net-

work (a) and network (b) contain a single shared minimal intersecting path group.

Network (a) does not contain undirected cycles, hence satisfies Assumption 5.2,

while network (b) violates Assumption 5.2.

Under the above assumptions, and using the idea of minimal intersecting

path groups, we can create an alternate enumeration of paths in the network as

follows.

Procedure P2

Let P = {P1, . . . , PM} be the set of minimal intersecting path groups for

network G, and let KD
i , KS

i , KNC
i , KE

i ∀ i = 1, 2 be initially empty sets of paths.

For each minimal intersecting path group m = 1, . . . ,M in P , do the following:

Step P2-1 When |Pm| = 1, there is a single path k ∈ Pm. If path k traverses

from S(1) to T (1) (from S(2) to T (2)), add it to KD
1 (to KD

2 ). If path k
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Figure 5.8: Examples of Shared Minimal Intersecting Path Groups

traverses from S(1) to T (2) (from S(2) to T (1)), add it to KS
1 (to KS

2 ).

Step P2-2 When |Pm| > 1 and Pm is a dedicated minimal intersecting path group,

Assumption 5.1 guarantees that there exists at least one pair of paths k1 and

k2 such that pk1 ∪ pk2 = EPm
1. If k1 traverses from S(1) to T (1) (from S(2)

to T (2)), add it to KD
1 (to KD

2 ). If path k1 traverses from S(1) to T (2) (from

S(2) to T (1)), add it to KS
1 (to KS

2 ). Do the same for path k2.

Step P2-3 When |Pm| > 1 and Pm is a shared minimal intersecting path group,

from Assumption 5.1 and 5.2 we know that there exists exactly one pair of

paths k1 and k2 such that path k1 goes from S(1) to T(1), path k2 goes from

S(2) to T(2), and pk1 ∪ pk2 = EPi
. Add k1 to KNC

1 and k2 to KNC
2 . Similarly,

there is exactly one pair of paths k̂1 and k̂2 such that path k̂1 goes from S(1)

to T (2) and k̂2 goes from S(2) to T (1). Add k̂1 to KE
1 and k̂2 to KE

2 .

Step P2-4 Set K1 = {KD
1 KS

1 KNC
1 KE

1 } and K2 = {KD
2 KS

2 KNC
2 KE

2 } and

F 1 = {pk : k ∈ (KD
1 ∪ KD

2 ∪ KS
1 ∪ KS

2 )} and F 2 = {pk : k ∈ (KNC
1 ∪ KNC

2 )}.

1If there exists more than one such pair, arbitrarily choose any single pair.
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We now introduce the following lemma, which delineates important prop-

erties of this enumeration of links. We note that it is exactly these properties that

Assumptions 5.1 and 5.2 are designed to ensure.

Lemma 5.2. Let KD
i , KS

i , KNC
i , KE

i , F 1, and F 2 be as constructed above. Then

these sets satisfy the following properties:

F 1 = E1 (5.4)

F 2 = E2 (5.5)

F 1 ∪ F 2 = E (5.6)

F 1 ∩ F 2 = ρ ∪ ϕ (5.7)(
∪k∈KD

1
pk

)
∩
(
∪k∈KD

2
pk

)
⊆ ρ ∪ ϕ (5.8)(

∪k∈KS
1
pk

)
∩
(
∪k∈KS

2
pk

)
⊆ ρ ∪ ϕ (5.9)

∀k1 ∈ KNC
1 ∃ exactly one k2 ∈ KNC

2 such that

(pk1 ∩ pk2) ⊃ (ρ ∪ ϕ) (5.10)

Proof. Procedure P2 is a constructive proof of this theorem for networks satisfying

Assumption 5.1-5.2.

5.4.2 Rate Assignment Procedure

We now turn to the construction of our desired network coding/routing

scheme to achieve capacity. Notice that not only does the enumeration of paths

given by Procedure P2 capture all of the relevant information about network G,

but it has a natural structure in terms of our desired combination network cod-
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ing/routing scheme. In particular, the sets KD
i contain paths along which users

transmit “dedicated” information to their own destination, and along which net-

work coding does not occur. The sets KS
i contain paths along which users can at

best transmit “side” information to other destinations for use in decoding. The

sets KNC
i contain paths along which users transmit information to their own des-

tination, but along which network coding may occur. Finally, the sets KE
i contain

additional paths along which side information can be transmitted for use in de-

coding.

The procedure for finding the rate assignments that achieve capacity consist

of several steps, but has three main components: use traditional routing to assign

rates along dedicated paths (a multi-commodity flow problem), solve a multi-cast

network coding problem, and then use traditional routing to assign leftover rates

(a multi-commodity flow problem). Again, the beauty of this procedure is that

the difficult problem of achieving capacity in unicast network coding problems is

decomposed into three separate subproblems. In addition, the rate assignment pro-

cedure given below breaks the solution to the multi-cast network coding problem

into several sub-steps.

Rate Assignment Procedure RA

Step RA-1: Solve a Multi-Commodity Flow Problem

Consider the subgraph H1 = (V, F 1). Find the minimum cut B1D
1 that

separates S(1) from T (1), and the minimum cut B1D
2 that separates S(2)

from T (2). Assign rates rik along every path k ∈ KD
i such that

∑
k∈KD

i

rikψkl ≤ Cl ∀l ∈ L
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and ∑
k∈KD

i

rik = C(B1D
i ) ∀i = 1, 2 (5.11)

Let rDi =
∑

k∈KD
i
rik be the total dedicated rate user i receives2. Notice that

(5.8) ensures it is possible to assign dedicated rates in a way that satisfies

(5.11).

Step RA-2: Solve a Multi-Cast Network Coding Problem

In a network employing linear XOR codes, network coded information can

only be decoded if the amount of side information available at the destination

is equal to the amount of information that has been network coded. Hence,

the total amount of information that can be network coded is upper bounded

by the amount of side information that can be transmitted. On the other

hand, the availability of side information is not useful unless there is enough

capacity in the network to perform network coding. Before we can assign

network coding rates, we need to know which of these is the limiting factor.

Thus, we break the solution to the multi-cast network coding problem into

the following three steps.

Step RA-2.1: Assign Side Information Rates

Again, consider the subgraph H1 = (V, F 1). Find the minimum cut

B1S
1 that separates S(1) from {T (1), T (2)}, and the minimum cut B1S

2 that

separates S(2) from {T (1), T (2)}. Assign rates rik along every path k ∈ KS
i

such that
N∑
i=1

∑
k∈KD

i

rikψkl +
∑
k∈KS

i

rikψkl

 ≤ Cl

2Although the rate assignments along individual paths may not be unique, the total rate rD
1

is. This is true of the rate assignments throughout the entire procedure
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and ∑
k∈KD

i

rik +
∑
k∈KS

i

rik = C(B1S
i ) (5.12)

Let rSi =
∑

k∈KS
i
rik be the total side information rate user i receives.

Notice that (5.9) ensures it is possible to assign side rates in a way that

satisfies (5.12).

Step RA-2.2: Determine the Amount of Network Coding

Before determining a particular coding scheme, we must first devise how

much network coding the network can sustain. To do so, consider the sub-

graph H2 = (V, F 2). Find the following minimum cuts:

B2T
1 : separates S(1) from T (1)

B2L
1 : separates S(1) from T (1) and S(2) from T (2)

B2E
1 : separates S(1) from {T (1), T (2)} and S(2) from T (2)

Along every path k ∈ KNC
i ∪ KE

i , assign quantities qik such that

2∑
i=1

∑
k∈KNC

i ∪KE
i

qikψkl ≤ Cl ∀l ∈ L

and ∑
k∈KNC

1

q1k = C(B2T
1 ) (5.13)

2∑
i=1

∑
k∈KNC

i

qik = C(B2L
1 ) (5.14)
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2∑
i=1

∑
k∈KNC

i ∪KE
i

qik = C(B2E
1 ) (5.15)

Let rT1 =
∑

k∈KNC
1
q1k, r

L
2 =

∑
k∈KNC

2
q2k, and rE1 =

∑
k∈KE

1
q1k. Now repeat

this process but starting with user 2 to obtain rT2 , rL1 , and rE2 from cuts B2T
2 ,

B2L
2 , and B2E

2 .

The total rates rT1 and rT2 are the amount of information each user can send

to its own destination, while the total rates rS1 + rE1 and rS2 + rE2 are the

amount of information each user can send to the other user’s destination.

Thus, we set the total amount of information network coded by each user as

rNC = min(rS1 + rE1 , r
S
2 + rE2 , r

T
1 , r

T
2 ).

Step RA-2.3: Assign Network Coded Rates

In the previous step we determined the amount of network coding that the

network can sustain. Here, we assign the actual rates along paths on which

network coding occurs. To do so, recall from (5.10) that for each path k1 ∈

KNC
1 , there exists exactly one path k2 ∈ KNC

2 such that k1 and k2 share at

least one link. For each such pair, assign rates r′1k1 = r′2k2 such that

max

 ∑
k∈KNC

1

r′1kψkl,
∑

k∈KNC
2

r′2kψkl

 ≤ Cl ∀l ∈ L

and ∑
k∈KNC

1

r′1k =
∑

k∈KNC
2

r′2k = rNC (5.16)

Note that, due to XOR coding at the intermediate nodes, it is the physical

flow, given by max
(∑

k∈KNC
1
r′1kψkl,

∑
k∈KNC

2
r′2kψkl

)
rather than the infor-

mation flow, given by
∑

k∈KNC
1
r′1kψkl +

∑
k∈KNC

2
r′2kψkl that must satisfy the



103

link capacity constraints. Since rNC ≤ min
(
rT1 , r

T
2

)
, it is always possible to

construct rates that satisfy (5.16).

Step RA-3: Solve a Multi-Commodity Flow Problem

Starting with user 1, assign rates r1k along every path k ∈ KNC
1 such that

∑
k∈KNC

1

r1kψkl + max

 ∑
k∈KNC

1

r′1kψkl,
∑

k∈KNC
2

r′2kψkl

 ≤ Cl ∀l ∈ L

and ∑
k∈KNC

1

(r1k + r′ik) = C(B2T
1 ) (5.17)

Now consider user 2. Assign rates r2k along every path k ∈ KNC
2 such that

2∑
i=1

 ∑
k∈KNC

i

rikψkl

+ max

 ∑
k∈KNC

1

r′1kψkl,
∑

k∈KNC
2

r′2kψkl

 ≤ Cl ∀l ∈ L

and
2∑
i=1

∑
k∈KNC

i

(rik + r′ik) = C(B2L
1 ) (5.18)

Finally, assign rates rik along every path k ∈ KE
i such that

2∑
i=1

 ∑
k∈KNC

i ∪KE
i

rikψkl

+ max

 ∑
k∈KNC

1

r′1kψkl,
∑

k∈KNC
2

r′2kψkl

 ≤ Cl∀l ∈ L

and ∑
k∈KE

i

rik = rEi (5.19)

Let rR1 =
∑

k∈KNC
1
r1k be the total routing rate user 1 receives, and rR2 =∑

k∈KNC
1
r2k be the total routing rate user 2 receives. Note that the con-
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struction of rEi ensures that it is always possible to assign rates that satisfy

(5.19).

We now show that the rate assignment achieved by Procedure RA lies on

the corner of the outer bound given in Section 5.3.

Theorem 5.2. Let (RA
1 , R

A
2 ) be the rate assignment given by Procedure RA. Then

RA
1 = C(A1) RA

2 = C(A2) if C(A) ≥ C(A1) + C(A2)

RA
1 = C(A1) RA

2 = C(A)− C(A1) if C(A) < C(A1) + C(A2)

where A1 and A2 are the cuts defined in Procedure P1.

Proof. See Appendix A.5.

5.4.3 Achieving the Upper Bound on Capacity

The result of Procedure RA is a single, feasible rate assignment (RA
1 , R

A
2 ).

Ultimately, however, our goal is to show that the outer bound given by the region

∆ from Section 5.3 is achievable, making it the capacity region. Furthermore, recall

that the region ∆ can take on one of two shapes, as shown in Figures 5.5 and 5.6.

If C(A) ≥ C(A1) + C(A2), then (RA
1 , R

A
2 ) coincides with the corner point R∗I ,

meaning the entire region ∆ is achievable. When C(A) < C(A1)+C(A2), (RA
1 , R

A
2 )

coincides with the corner point R∗II,1; we still need to show that the other corner

point is achievable in order to establish the achievability of ∆ (by appropriate time

sharing).

Notice that in Step RA-3 of the rate assignment procedure, user 1 receives

preference in the assignment of routing rates. Alternately, we could have given

user 2 preference in the assignment of routing rates, which gives the following



105

procedure.

Rate Assignment Procedure RB

Steps RB-1 & RB-2: As in Procedure RA.

Step R B-3: As in Procedure RA, but starting with user 2.

As it so happens, this is exactly what we need to achieve the second corner

point when C(A) < C(A1) + C(A2)3. We formalize this notion in the following

corollary.

Corollary 5.1. Any rate vector (R1, R2) ∈ ∆ can be achieved by an appropriate

time sharing of the RA and RB procedures. In other words, region ∆ is the capacity

region of the network.

5.5 Distributed Transport-Layer Rate Control

The rate assignment procedure described in Section 5.4 not only requires

knowledge about network-wide parameters (such as capacities of links in the net-

work), but it also requires centralized rate assignments. It most networks, it is

desirable to be able to implement rate assignments locally at the sources in a dis-

tributed manner. In addition, we may want to support system-wide performance

objectives - for instance, maintaining proportional fairness among users - while

allowing for adaptation to fluctuating demands.

It turns out that the path enumeration given in Procedure P2, combined

with insights gained from the rate assignment procedures, allows us to formulate

the unicast network coding problem as the following optimization problem.

Problem P

3When C(A) > C(A1) + C(A2), Procedures RA and RB achieve the same point.
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max
r,r′

2∑
i=1

Ui

∑
k∈KD

i

rik +
∑

k∈KNC
i

(rik + r′ik)


subject to

2∑
i=1

(∑
k∈Ki

rikψkl

)
+ max

i

 ∑
k∈KNC

i

r′ikψkl

 ≤ Cl ∀ l ∈ L

∑
k∈KS

i

rik +
∑
k∈KE

i

rik =
∑

k∈KNC
i

r′ik ∀ i = 1, 2

The key requirement here is that the path enumeration given by Procedure

P2 is fixed and known. This is similar to the approach used in [13], where authors

assume rate control occurs over fixed multi-cast subgraphs.

Although Problem P is a convex optimization problem, the objective func-

tion is not strictly concave in the primal variables. Although this means we cannot

use traditional dual-based algorithms to implemented distributed rate assignments,

we can use methods based on proximal techniques, following the approach recently

used in multipath flow control problems (see e.g. [29], [54], [76]). In order to

do so, we construct an augmented version of Problem P by introducing auxiliary

variables corresponding to each of the primal variables.

Problem P1

max
r,r′,y,y′

2∑
i=1

log

∑
k∈KD

i

rik +
∑

k∈KNC
i

(rik + r′ik)

−
∑
k∈Ki

1

2
(rik − yik)

2



107

−
∑

k∈KNC
i

1

2
(r′ik − y′ik)

2


subject to

2∑
i=1

(∑
k∈Ki

rikψkl

)
+ max

i

 ∑
k∈KNC

i

r′ikψkl

 ≤ Cl ∀ l ∈ L

∑
k∈KS

i

rik +
∑
K∈KE

i

rik =
∑

k∈KNC
i

r′ik ∀ i = 1, 2

It is clear that the solution to Problem P1 coincides with the solution to

Problem P. In order to solve Problem P1, we use standard proximal algorithms

from [9].

Algorithm A1

At the tth iteration:

1. Fix y = y(t) and y′ = y′(t). Solve Problem P1 with respect to r and r′.

2. Set y(t+ 1) = r(t) and y′(t+ 1) = r′(t).

In other words, we can think of the auxiliary variables y and y′ as current

estimates of the rate assigned to each path. Algorithm A1 still requires the solution

to a global optimization problem, but this can now be done using standard dual

techniques. The result is the following set of algorithms.

Link Algorithm

Each link produces a regulatory signal (Lagrange multiplier λl) that indicates the

level of congestion at that link (accounting for network coding when applicable).
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This signal evolves according to the difference equation:

∆λl = β[
2∑
i=1

∑
k∈Ki

rikψkl +
∑

k∈KNC
i

r′ikψklI
i
l

− Cl]
+ (5.20)

where β is a constant and
∑2

i=1

(∑
k∈Ki

rikψkl +
∑

k∈KNC
i
r′ikψklI

i
l

)
is the total

physical traffic flow on link l.

Source Virtual Buffer Algorithm

Each source produces two internal coordination signals (Lagrange multipliers µ+
i

and µ−i ) that indicate the difference between the total side information and network-

coded information rates. These signals evolve according to the difference equations:

∆µ+
i = α[

∑
k∈KS

i

rik +
∑
k∈KE

i

rik −
∑

k∈KNC
i

r′ik]
+ (5.21)

and

∆µ−i = α[
∑

k∈KNC
i

r′ik −
∑
k∈KS

i

rik +
∑
k∈ncsi

rik]
+ (5.22)

where α is a constant,
∑

k∈KS
i
rik +

∑
k∈KE

i
rik is the total rate at which source i is

sending side information, and
∑

k∈KNC
i
r′ik is the rate at which source i is sending

information flagged as network coding. These signals are used to generate the

aggregate coordination signal µi = µ+
i − µ−i .

Source Rate Assignment Algorithm I

Each source adjusts its dedicated, routing, and network coding rates according to:

ri, r
′
i = arg max

r,r′

log

∑
k∈KD

i

rik +
∑

k∈KNC
i

(rik + r′ik)

−
∑

k∈KD
i ∪KNC

i

1

2
(rik − yik)

2

−
∑
i∈KNC

i

1

2
(r′ik − y′ik)

2 −
∑

k∈KD
i ∪KNC

i

rikqik −
∑

k∈KNC
i

r′ikqik
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+(µ+
i − µ−i )

∑
k∈KNC

i

r′ik

 (5.23)

where y and y′ are fixed values for duration of a single iteration of Algorithm A1.

Source Rate Assignment Algorithms II

Each source adjusts its side and extra rates according to:

rik = arg max
rik

(
−1

2
(rik − yik)

2 − rikqik − µirik

)
(5.24)

where y and y′ are fixed values for duration of a single iteration of Algorithm A1.

Finally, we present a theorem regarding the convergence of these algorithms.

Theorem 5.3. For any fixed value of y and y′ and given an appropriate choice

of step-sizes, the algorithm described by (5.20)-(5.24) will converge to the optimal

solution to Problem P1. Furthermore, if y and y′ are updated according to Algo-

rithm A1 at a slow enough time-scale, the algorithm will converge to the optimal

solution to Problem P.

The proof of Theorem 5.3 is a straightforward application of known results

for proximal and gradient projection algorithms (see [9] for relevant results).

5.6 Summary

In this paper, we have shown that under certain assumptions, it is possi-

ble to decompose the unicast network coding problem for two users into multi-

commodity flow and multi-cast network coding subproblems. Furthermore, we

have shown that such a decomposition actually achieves capacity of the network.

Using insight from the achievability results, we formulate the optimal two-user uni-

cast network coding problem as an optimization problem. This allows us to develop
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distributed rate control algorithms that achieve system performance objectives in

a decentralized manner.
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Chapter 6

Conclusions

In this work we have examined the issue of resource allocation in multi-

user communication systems, with particular attention to the issues of perfor-

mance, implementation and compliance. More specifically, we have formulated

rate control schemes in several specific contexts: distributed rate control for multi-

sector cdma1xEV-DO cellular networks, cross-layer optimal rate control for hybrid

wired/wireless CDMA networks, leveraging downlink for incentive-compatible up-

link rate assignments, and capacity-achieving rate assignments for unicast networks

employing network coding. Although the work presented here carefully examines

the problem of practically implementable resource allocation, there is room for

further investigation.

In Chapter 2, we used an optimization framework to construct pairs of

distributed mobile/base algorithms whose equilibrium point coincides with the

optimal proportional fair rate allocation. Not only do these algorithms result

in an optimal rate allocation, but they can be implemented within the existing

framework of cdma1xEVDO systems.

The algorithms designed in Chapter 2 are based on a formulation of the

rate-assignment problem as a static “snapshot” problem, in which there is a fixed

optimal point for a given network topology, channel state, etc. The use of gradient

projection to generate the Lagrange multipliers allows the algorithm to adapt to

111
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quasi-static changes in the network setting, as long as these changes occur on a slow

time-scale. However, this snapshot formulation does not capture several interesting

features of realistic cdma1xEV-DO networks. For example, the ability to perform

soft-handoff is a key performance factor in CDMA networks; however, the notion

of soft-handoff is only meaningful when considering dynamics of the system, hence

is neglected in our problem formulation. Similarly, the use of hybrid ARQ has

been shown to improve performance of realistic systems, but is not considered in

our work.

In Chapter 3, we developed a cross-layer approach to optimal rate assign-

ment in multi-sector CDMA networks. We formulated the rate assignments as

an optimization problem subject to interference and congestion constraints, and

developed distributed algorithms to solve this maximization problem. Finally, we

introduced signalling mechanisms and briefly examined their impact on the con-

vergence properties of the algorithm.

The cross-layer approach to optimal rate assignment presented in Chapter 3

is a “one-shot” algorithm; that is, it combines the MAC and transport layer proto-

cols to control interference and congestion simultaneously. Traditionally, however,

MAC and transport layer protocols are implemented separately. An important area

of future work is the investigation of “modular”-type algorithms, in which MAC

and transport protocols are coordinated, rather than merged, to achieve cross-layer

optimal rate assignment. We have begun investigating dual-based algorithms in

which the delay associated with addition of intermediate queues at each wireless

source provides the necessary information for coordinating MAC and transport

layers. We do not yet have analytical results regarding the performance of such

algorithms. However, initial simulations suggest that this approach not only al-

lows for modular implementation (hence, the ability to run MAC and transport
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protocols at different time scales) but provides a level of robustness to channel

variation and changes in the network setting.

In Chapter 4, we have constructed a joint rate allocation mechanism that

results in feasible uplink and downlink rate assignments. Furthermore, we have

shown that by leveraging users’ demand for downlink, the mechanism implements

the socially optimal rate assignment problem in dominant strategies, even when

users act strategically.

In constructing the joint rate allocation mechanism, we examine a very spe-

cific uplink utility function of the form Ui(αi) = θiu(αi). The results presented

in Chapter 4 can easily be extended to the case where even the function shape of

Ui(·) is not known except to the individual users, as long as these utility functions

satisfy the same conditions as those given by (4.1)-(4.3). However, when consid-

ering utility functions that do not have a homogenous component known to the

base, the users need to report an entire function rather than a single value. This

would pose serious problems in a practical implementation. It would be interesting

to examine this work in the context of scalar VCG mechanisms, which implement

problems in Nash equilibrium (rather than dominant strategies) but only require

users to report a single parameter value (see [41], [79]).

In addition, the joint rate allocation mechanism considers incentive-compatible

rate allocations for single-cell networks. The extension to multi-cell networks is an

important and interesting area for future work. In networks with high-frequency

reuse factors where neighboring cells’ transmissions are orthogonal, the mecha-

nism presented here can be applied as it is. This is because uplink transmissions

cause little or no interference in neighboring cells. As the frequency reuse factor

decreases, however, the optimal uplink allocation needs to account for inter-cell

interference. This means that in order to preserve incentive-compatibility, each
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base station needs information about how much interference each user in its cell is

contributing to other base stations when assigning downlink rates. At first glance,

this seems to require complicated message passing schemes between base stations.

It will be important to extend the mechanism in this chapter not only to account

for inter-cell interference, but to do so in a manner with limited overhead.

Finally, in Chapter 5 we have shown that under certain assumptions, it

is possible to decompose the unicast network coding problem for two users into

multi-commodity flow and multi-cast network coding subproblems. Furthermore,

we have shown that such a decomposition actually achieves capacity of the network.

Using insight from the achievability results, we formulate the optimal two-user uni-

cast network coding problem as an optimization problem. This allows us to develop

distributed rate control algorithms that achieve system performance objectives in

a decentralized manner.

There are many interesting and important extensions to this work. We

have presented results for unicast networks with two users. The outer bound on

network capacity can, with slight modifications, be used to bound the capacity

of unicast networks with an arbitrary number of users. The achievability result,

however, requires more care. This is due, in large part, to the fact that network

coding can occur over different sets (possibly of more than two) users. In such a

case, it is not clear how to assign the side and network coding rates to solve the

multi-cast subgraph problem. We conjecture, however, that a similar procedure in

which the unicast network coding problem is decomposed into several multi-cast

network coding and multi-commodity flow sub-problems will achieve capacity of

the network (under assumptions similar to those presented in here).

In addition, the problem of network coding for unicast networks presents

some interesting issues related to the incentives of network coding. Cooperation
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among users is inherently required to maximize rate assignments when network

coding is used. In the more traditional multi-cast setting, users do not lose any-

thing by sending side information since their information needs to be broadcast to

all users in the network. In a unicast network, however, a user gains nothing by

sending side information unless the other users send side information as well. The

question of what a user will do when faced with the choice between sending infor-

mation to its own destination, and sending information for purposes of decoding

at other users, is an interesting one.



Appendices

A.1 Proof of Theorem 2.1

We use Condition C1 to express the vector of powers P in terms of effective

rates ri, i = 1, 2, . . . , N . From Condition C1, for any mobile i and its assigned

base l (i.e. b(i) = l), we have

Pigil(si + γ) = γ(N0W +
N∑
j=1

Pjgjl) = γN0W (1 + Zl).

Notice that the right hand side of the above equation is the same for all mobiles

tracked by base l, i.e. for ∀i ∈Ml, we have

Pigil = γN0Wri(1 + Zl). (1)

On the other hand, we can rewrite (2.3) as

Zl =

∑N
j=1 Pjgjl

N0W
=

1

N0W

L∑
k=1

∑
j∈Mk

Pjgjl (2)

=
1

N0W

L∑
k=1

∑
j∈Mk

Pjgjk
gjl
gjk
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Now using (1) we have

Zl = γ

L∑
k=1

(
(1 + Zk)

∑
j∈Mk

rjgjl
gjk

)
(3)

= γ

L∑
k=1

(
(1 + Zk)

N∑
j=1

Ψjkrjgjl
gjk

)

= γ

N∑
j=1

Glj

(
L∑
k=1

Rjk(1 + Zk)

)

We can write (3) in the matrix form:

Z = γGR(1L + Z) (4)

Now under Technical Assumption 2.1 and using Proposition 1, we solve the

above equation:

Z = γ(I − γGR)−1GR1L = (I − γGR)−11L − 1L (5)

where the second equality follows from (I − A)−1(I − A) = I.

On the other hand, from (1) we have

P = γN0WR(1L + Z) = γN0WR(I − γGR)−11L (6)

Hence, satisfying Condition AC1 is sufficient and necessary to guarantee

Condition C2. This completes the proof of Theorem 1.
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A.2 Supporting Definitions and Lemmas for Proof

of Theorem 3.2

Fact A.1. Given a set of Lagrangian multipliers and the corresponding dual objec-

tive function D(·), the limit point generated by gradient projection with an appro-

priate choice of step size minimizes D(·) if D(·) is convex, lower bounded, contin-

uously differentiable, and ∇D(·) is Lipschitz continuous (see [9], pages 213-214).

Definition A.1. Let ϕ be a (J + L) by 1 vector containing the Lagrangian multi-

pliers λ and µ (i.e. ϕT =

[
λµ

]
). We can write the dual objective function as

D(ϕ) =
M∑
i=1

φi(qi, pi) +
J∑
j=1

ϕjCj +
K

γ(1 +K)

L∑
j=J+1

ϕj

where φ(·), qi, and pi are as described earlier in the dual problem, DP1.

Lemma A.1. The dual objective function D(ϕ) is lower bounded, convex, and

continuously differentiable over the feasibility region.

Proof. That D(ϕ) is lower bounded and convex comes directly from the properties

of the dual objective function and weak duality [55]. From Proposition 6.1.1 (page

605) in [8], we know that D(ϕ) is continuously differentiable if ∀ ϕ the Lagrange

function L1(r, ϕ) has a unique maximizer. From Theorem 3.1, we know that

L1(r, ϕ) is a strictly concave function of r. Since the allowable values of r form a

convex set, the function L1(r, ϕ) has a unique maximizer.

Fact A.2. For a given set of Lagrange multipliers ϕ, the rates that uniquely max-

imize L(r, ϕ) are given by

r∗i = arg max
0≤r≤ 1

γ+4

(
log(

rW

1− γr
)− rW

1− γr
qi − rpi

)
(7)
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Definition A.2. The gradient of the dual objective function is given by the fol-

lowing (J + L)× 1 vector (indexed by j):

∇D(ϕ) =


Cj −

∑M
i=1

r∗i W

1−γr∗i
ψij

K
γ(1+K)

−
∑N

i=1 r
∗
i
gij

gib(i)


(J × 1)

(L× 1)

(see [9], page 669).

Definition A.3. The Hessian of the dual objective function is given by the follow-

ing (J + L)× (J + L) matrix (indexed by j,k):

∇2D(ϕ) =


∑M

i=1
W

(1−γr∗i )2ψij

∂r∗i
∂ϕk

∑N
i=1

gij

gib(i)

∂r∗i
∂ϕk


Lemma A.2. Every element of ∇2D(ϕ), is non-negative and upper bounded.

Proof. From Fact A.2 and taking first order conditions, we note that either:

1. r∗i = 1
γ+4

(a boundary value of (7)), or

2. 1
r∗i (1−γr∗i )

− W
(1−γr∗i )2

qi − pi = 0

If r∗i = 1
γ+4

is a boundary value, then limϕk−ϕ′k→0
r∗i (ϕk)−r∗i (ϕ′k)

ϕk−ϕ′k
= 0. Otherwise, we

have the following:

∂r∗i
∂ϕk

=
(r∗i )

2
(
W (1− γr∗i )

∂qi
∂ϕk

+ (1− γr∗i )
3 ∂pi

∂ϕk

)
(1− γr∗i )(2γr

∗
i − 1)− 2γWqi(r∗i )

2
(8)

We can now upper bound the terms in the Hessian of the dual objective function
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using (8) by:

∇2D(ϕ) =

AJ×J BJ×L

CL×J DL×L


where

AJ×J =

[∑M
i=1

W 2ψijψik

(1−γr∗i )h(i)

]
BJ×L =

[∑M
i=1

Wψij
gik

gib(i)
(1−γr∗i )

h(i)

]
CL×J =

[∑N
i=1

W
gij

gib(i)
ψik(1−γr∗i )

h(i)

]
DL×L =

[∑N
i=1

gijgik

g2
ib(i)

(1−γr∗i )3

h(i)

]

and h(i) =
(1−2γr∗i )(1−γr∗i )

(r∗i )2
+ 2γWqi.

Using Technical Assumption 3.1 and the upper bound ri ≤ 1
γ+4

, we have

1. the numerator of each term in the sum is non-negative and upper bounded by

2W 2 for each element of ∇2D(ϕ), and

2. (1− γr∗i )(1− 2γr∗i ) > 0

Finally, by definition qi ≥ 0 ∀ i. Thus, each term in the summation is upper

bounded for every element of the Hessian. Since the summations are finite, this

implies that the summation is also upper bounded for every element of the Hessian,

and we are done.

Lemma A.3. The Hessian of the dual objective function ∇D(ϕ) is Lipschitz con-

tinuous (i.e. ∃K such that ‖∇D(ϕ)−∇D(ϕ′)‖2 ≤ K‖ϕ− ϕ′‖2 ∀ϕ, ϕ′).
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Proof. Using Taylor theorem and norm definitions, we have

‖∇D(ϕ)−∇D(ϕ′)‖2 = ‖∇2D(ϕ)(ϕ− ϕ′)‖2

≤ ‖∇2D(ϕ)‖2‖ϕ− ϕ′‖2

[55]. Now, using the properties of the norm (see [9], pages 626, 634-635), we can

write

‖∇2D(ϕ)‖2
2 = ‖∇2D(ϕ)∇2D(ϕ)T‖2

≤ ‖∇2(D)(ϕ)∇2(D)(ϕ)T‖∞ ‖∇2(D)(ϕ)∇2(D)(ϕ)T‖1

= ‖∇2(D)(ϕ)∇2(D)(ϕ)T‖2
1

= (max
j

J+L∑
i=1

|aij|)2

where aij are the elements of (∇2(D)(ϕ)∇2(D)(ϕ)T ). Thus,

‖∇2(D)(ϕ)‖ ≤ max
j

J+L∑
i=1

|aij|

Since the elements of ∇2(D)(ϕ) are bounded (as given by Lemma A.2), so are the

elements of ∇2(D)(ϕ)∇2(D)(ϕ)T . Thus, ‖∇2(D)(ϕ)‖ is bounded by some value

K, resulting in Lemma A.3.
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A.3 Supporting Lemmas for Proof of Theorem 4.1

Definition A.4. We denote by a the maximum allowable downlink rates for each

user - i.e. ai = max{Ai : Ai ∈ ∆D}.

Definition A.5. We denote by ∆TDM = {A ≥ 0 :
∑N

i=1
Ai

ai
≤ 1} the region

achieved by time sharing between the endpoints (âi1, . . . , â
i
N), where

âij =

 ai if j = i

0 else
.

Lemma A.4. ∆TDM ⊆ ∆D.

Proof. Since ∆D is a coordinate convex region, we know that the endpoints defined

by (âi1, . . . , â
i
N) are contained in ∆D. Since ∆D is a convex region, and ∆TDM is

simply the region defined by the convex hull of the endpoints, ∆TDM ⊂ ∆D.

Lemma A.5. Let Ĉ be the proportional fair downlink rate allocation for ∆TDM .

Then Ĉ is given by:

Ĉi =
ai
N
∀ i ∈ N (9)

Proof. By definition, the proportional fair downlink allocation is the one that solves

maxC∈∆TDM

∑N
i=1 log(Ci) [46]. Since we are maximizing a strictly concave function

over a linear region, there is a unique solution which can be found by solving the

dual problem [8]. As such, we introduce the Lagrange function:

L(C, λ) =
N∑
i=1

log(Ci)− λ

(
N∑
i=1

Ci
ai
− 1

)

=
N∑
i=1

(
log(Ci)−

λCi
ai

)
+ λ
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We can now formulate the dual problem:

min
λ

max
C
L(C, λ) = min

λ
max
C

N∑
i=1

(
log(Ci)−

λCi
ai

)
+ λ (10)

Using first-order conditions to solve, we get

λ∗ = arg min
λ

N∑
i=1

(
log
(ai
λ

)
− 1
)

+ λ = N (11)

and

Ĉi =
ai
λ

=
ai
N

(12)

Lemma A.6. Let Ĉ be the proportional fair downlink rate allocation for ∆TDM ,

and C be the proportional fair downlink rate allocation for ∆D. Then C ≥ Ĉ.

Proof. We do a proof by contradiction. Assume that C = (Ĉi − ∆Ci, . . . , ĈM −

∆CM , ĈM+1 + ∆CM+1, . . . , ĈN + ∆CN), where ∆Ci ≥ 0 ∀ i ∈ N and 1 ≤M ≤ N .

In other words, we assume the proportional fair rate allocation for ∆D has M

components where Ci ≤ Ĉi.

Let C̃ = (Ĉi − ∆Ci, . . . , ĈM − ∆CM , ĈM+1 + ∆C̃M+1, . . . , ĈN + ∆C̃N) be

the projection of C onto ∆TDM . From the definition of C as the proportional fair

rate allocation for ∆TDM , we have

M∑
i=1

log(Ĉi −∆Ci) +
N∑

i=M+1

log(Ĉi + ∆C̃i) ≤
N∑
i=1

log(Ĉi) (13)
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Now, consider the quantity
∑N

i=1 log(Ci). Using (13), we see that

N∑
i=1

log(Ci) =
M∑
i=1

log(Ĉi −∆Ci) +
N∑

i=M+1

log(Ĉi + ∆Ci)

≤
N∑
i=1

log(Ĉi)−
N∑

i=M+1

log(Ĉi + ∆C̃i) +
N∑

i=M+1

log(Ĉi + ∆Ci)

=
M∑
i=1

log(Ĉi) +
N∑

i=M+1

log(Ĉi
Ĉi + ∆Ci

Ĉi + ∆C̃i
)

Since C was defined as the proportional fair rate allocation for ∆D, this implies that

the point C ′ = (Ĉ1, . . . , ĈM , ĈM+1
ĈM+1+∆CM+1

Ĉ+∆C̃M+1
, . . . , ĈN

ĈN+∆CN

ĈN+∆C̃N
) is not contained

in ∆D. We now show that C ′ is, in fact, contained in ∆D for any value of M such

that 1 ≤ M ≤ N . This is a contradiction, hence C is not the proportional fair

rate allocation for ∆D.

Recall that ∆D is a convex and coordinate convex region containing ∆TDM =

{A ≥ 0 :
∑N

i=1
Ai

ai
≤ 1}. This region is defined by the axes and a hyperplane with

intercepts (a1, . . . , aN).

Now, choose some value L, where M + 1 ≤ L ≤ N . Consider the uniquely

defined hyperplane that intersects the N−1 endpoints (a1, . . . , aL−1, aL+1, . . . , aN)

and the point C. The equation for this hyperplane is
∑

i6=L
xi

ai
+ xL

bL
= 1, where bL

is the L-intercept of the hyperplane and, by construction,

M∑
i=1

Ĉ −∆Ci
ai

+
N∑

i=M+1,i6=L

Ĉ + ∆C

ai
+
ĈL + ∆CL

bL
= 1 (14)

Since C ∈ ∆D and ∆D is convex and coordinate convex, we have ∆D ⊇ {A ≥ 0 :∑
i6=L

Ai

ai
+ AL

bL
≤ 1, AL ≤ CL}.
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Now, let L = arg maxM+1≤i≤N
Ĉi

Ĉi+∆C̃i
and consider C ′. We have

∑
i6=L

C ′i
ai

+
C ′L
bL

=
M∑
i=1

Ĉi
ai

+
N∑

i=M+1,i6=L

Ĉi
ai

(
Ĉi + ∆Ci

Ĉi + ∆C̃i

)
+
ĈL
bL

(
ĈL + ∆CL

ĈL + ∆C̃L

)

=
M∑
i=1

Ĉi
ai

+
N∑

i=M+1,i6=L

Ĉi
ai

(
Ĉi + ∆Ci

Ĉi + ∆C̃i

)

+
ĈL

ĈL + ∆C̃L

[
1−

M∑
i=1

Ĉi −∆Ci
ai

−
N∑

i=M+1,i6=L

Ĉi + ∆Ci
ai

]

= 1−
N∑

i=M+1

Ĉi
ai

+
N∑

i=M+1,i6=L

Ĉi
ai

(
Ĉi + ∆Ci

Ĉi + ∆C̃i

)

+
ĈL

ĈL + ∆C̃L

[
1−

(
1−

N∑
i=M+1

Ĉi + ∆C̃i
ai

)
−

N∑
i=M+1,i6=L

Ĉi + ∆Ci
ai

]

= 1 +
N∑

i=M+1,i6=L

[
−Ĉi
ai

+
Ĉi
ai

(
Ĉi + ∆Ci

Ĉi + ∆C̃i

)
+

ĈL

ĈL + ∆C̃L

(
Ĉi + ∆C̃i

ai

)

− ĈL

ĈL + ∆C̃L

(
Ĉi + ∆Ci

ai

)]
− ĈL
aL

+
ĈL

ĈL + ∆C̃L

(
ĈL + ∆C̃L

aL

)

= 1 +
N∑

i=M+1,i6=L

(
∆Ci −∆C̃i

ai

)(
Ĉi

Ĉi + ∆C̃i
− ĈL

Ĉl + ∆C̃L

)
≤ 1

where the second equality comes from (14), and the third equality comes from the

observation that Ĉ and C̃ are on the boundary of ∆TDM
D (the fourth and fifth in-

equalities are just simplification). The final inequality comes from the observation

that ∆Ci ≥ ∆C̃i ∀M + 1 ≤ i ≤ N , and the choice of L = arg maxM+1≤i≤N
Ĉi

Ĉi+∆C̃i
.

Furthermore, we note that C ′L = ĈL
ĈL+∆CL

ĈL+∆C̃L
≤ ĈL + ∆CL = CL. Hence,

C ′ ∈ ∆D and C cannot be proportional fair. Since this result holds ∀ M, 1 ≤

M ≤ N , we are done.

Lemma A.7. The downlink rate allocation A∗i = ti(w) described by (4.6) is feasible



126

(in other words, (A∗1, . . . , A
∗
N) ∈ ∆D).

Proof. Note that by definition,
∑

j 6=iwju(α
i
j) ≥

∑
j 6=iwju(α

∗
j ). This gives

A∗i = Ci +
∑
j 6=i

wju(α
∗
j )−

∑
j 6=i

wju(α
i
j) ≤ Ci ∀ i

Since C is feasible (by construction) and ∆D is a coordinate convex region, A∗ is

also be feasible as long as A ≥ 0.

In order to show that A ≥ 0, we note the following:

∑
j 6=i

wju(α
i
j)−

∑
j 6=i

wju(α
∗
j ) =

∑
j 6=i

wju(α
i
j) + wiu(0)−

∑
j 6=i

wju(α
∗
j )

≤
N∑
j=1

wju(α
∗
j )−

∑
j 6=i

wju(α
∗
j )

= wiu(α
∗
i )

where the first equality comes from the properties of u(·), and the inequality comes

from the definition of α∗. We also note that

wiu(α
∗
i ) ≤ u(α∗i ) ≤ u(αmaxi )

where the first inequality comes from the definition of the message space as wi ∈

[0, 1], and the second inequality comes from the boundedness of ∆U . We now have:

A∗i = Ci +
∑
j 6=i

wju(α
∗
j )−

∑
j 6=i

wju(α
i
j)

≥ Ci − u(αmaxi )

≥ ai
N
− u(αmaxi )

where the second inequality comes from Lemma A.5 and Lemma A.6.
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Now, we choose N0 = mini ai

u(maxi αmax
i )

≥ 0. Using the condition N ≤ N0, we

have:

A∗i ≥ ai
N
− u(αmaxi )

≥ aiu(maxi α
max
i )

mini ai
− u(αmaxi )

≥ u(max
i
αmaxi )− u(αmaxi )

≥ 0

and we are done.
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A.4 Proof of Theorem 5.1

First, consider R1. From the max-flow min-cut condition (see e.g. [67],

Chapter 3), we know that the information rate between a single source and a

single sink in a network is outer bounded by the capacity of the smallest cut that

separates the source from the sink. Since this is exactly how we have defined A1,

we have R1 ≤ C(A1). Similarly for the condition R2 ≤ C(A2).

Next, consider the condition R1 + R2 ≤ C(A). There are two main steps

needed to show that this is an outer bound on the total information rate in a net-

work that employs network coding. First, we show that the set A informationally

dominates the source nodes S(1) and S(2). Then we show that this informational

dominance implies that the total information rate in the network is outer bounded

by C(A).

To see that A informationally dominates the source nodes S(1) and S(2),

consider subgraphs G1 and G2, and their corresponding edge sets E1 and E2. We

note that by definition, E1∪E2 = E and E1∩E2 = ρ∪ϕ. In other words, the edge

sets E1 and E2 are disjoint except for the infinite capacity source and destination

edges - hence cuts A3
1 and A4

1 are completely disjoint. Now, consider subgraph

G\A3
1\A4

1. By construction of A3
1 and A4

1 and using the fact that E1 and E2 are

disjoint except at the source and destination edges, T (2) is not reachable from a

source node. From Fact 5.2, T (2) ∈ Dom(A3
1 ∪ A4

1), hence S(2) ∈ Dom(A3
1 ∪ A4

1)

on G. Since S(2) ∈ Dom(A3
1 ∪A4

1), and by construction of A3
1 and A4

1, T (1) is not

reachable from a source node in G\Dom(A3
1 ∪ A4

1). Again from Fact 5.2, we have

T (1) ∈ Dom(A3
1 ∪ A4

1), hence S(1) ∈ Dom(A3
1 ∪ A4

1) on G.
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Once we have that {S(1), S(2)} ⊆ Dom(A3
1 ∪ A4

1), we have:

H(A3
1 ∪ A4

1) ≥ H(S(1), S(2))

= H(S(1)) +H(S(2))

≥ (r1 + r2) log2(b)

where the first inequality comes from Fact 5.1, the equality comes from an assump-

tion of independent sources, and the last inequality comes from Fact 5.3. But we

also have

H(A3
1 ∪ A4

1) ≤
∑

l∈(A3
1∪A4

1)

H(l)

≤
∑

l∈(A3
1∪A4

1)

cl log2(b)

where the first inequality comes from the definition of entropy, and the second

inequality comes from Fact 5.3. Combining these two inequalities, we get:

C(A3
1 ∪ A4

1) =
∑

l∈(A3
1∪A4

1)

cl ≥ R1 +R2

We can follow this same argument using cuts A3
2 and A4

2 to get C(A3
2∪A4

2) ≥

R1 + R2. Since this is an outer bound on R1 + R2 and we defined A to be the

arg min of C(A3
1 ∪ A4

1) and C(A3
2 ∪ A4

2), then C(A) ≥ R1 +R2 are we are done.
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A.5 Proof of Theorem 5.2

Each user is assigned four types of rates: dedicated, side, network coded,

and routed. The side information assigned to each user is only useful for decoding

at the other users’ destination, hence each users’ achieved rate is rDi +rNC+rRi . We

break the proof into two cases: the case when the network coding rate is limited

by the shared capacity, and the case when the network coding rate is limited by

the side capacity. As we will see, these two cases correspond to the two possible

shapes of the feasibility regions from Section 5.3.

Case 1: min(rT1 , r
T
2 , r

S
1 + rE1 , r

S
2 + rE2 ) ∈ {rT1 , rT2 }

First, assume that min(rT1 , r
T
2 , r

S
1 + rE1 , r

S
2 + rE2 ) = rT1 , giving each user a

network coding rate of rT1 . User 1 receives no additional routing rate since its

network coding rate rT1 bottle-necks the paths from S(1) to T (1). This gives

RA
1 = rD1 + rNC + rR1

= rD1 + rT1

= C(B1D
1 ) + C(B2T

1 )

Recall that B1D
1 is the minimum cut that separates S(1) from T (1) on subgraph

H1 = (V, F 1), and B2T
1 is the minimum cut that separates S(1) from T (1) on

subgraph H2 = (V, F 2). From (5.6) and (5.7), we have C(B1D
1 ) + C(B2T

1 ) as the

capacity of the minimum cut that separates S(1) from T (1) on graph G = (V,E).

This is exactly the definition of cut A1 from Step P1-1 of Procedure P1 (the

procedure to outer bound capacity). Hence, we have RA
1 = C(A1).

User 2 also receives network coding rate rT1 . The additional routing rate

that user 2 receives is equal to rT2 − rT1 (the difference between the total rate that

can be sent from S(2) to T (2) and the rate that user 2 is already sending via
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network coding)1. This gives

RA
2 = rD1 + rNC + rR2

= rD1 + rT1 + rT2 − rT1

= rD2 + rT2

= C(B1D
2 ) + C(B2T

2 )

Again, recall that B1D
2 is the minimum cut that separates S(2) from T (2) on

subgraphH1 = (V, F 1), and B2T
2 is the minimum cut that separates S(2) from T (2)

on subgraph H2 = (V, F 2). From (5.6) and (5.7), we have C(B1D
2 )+C(B2T

2 ) as the

capacity of the minimum cut that separates S(2) from T (2) on graph G = (V,E).

This is exactly the definition of cut A2 from Step P1-2 of Procedure P1. Hence,

we have RA
2 = C(A2).

To show that this is the case when C(A) ≥ C(A1) + C(A2), recall from

Theorem 5.1 that C(A) is an outer bound on the total sum rate R1 + R2. This

gives

C(A) ≥ R1 +R2 = C(A1) + C(A2)

By symmetry, we have the same result when min(rT1 , r
T
2 , r

S
1 +rE1 , r

S
2 +rE2 ) =

rT2 .

Case 2: min(rT1 , r
T
2 , r

S
1 + rE1 , r

S
2 + rE2 ) ∈ {rS1 + rE1 , r

S
2 + rE2 }

Recall that C(B1S
1 ) = rD1 +rS1 , where B1S

1 is the minimum cut that separates

S(1) from {T (1), T (2)} on subgraph H1 = (V, F 1), and C(B1D
2 ) = rD2 . From (5.8)

and (5.4), we have C(B1S
1 ) + C(B1D

2 ) as the capacity of the minimum cut that

1Since all of the rate sent by user 1 is network coded, it does not interfere with information
sent by user 2. Hence user 2 is able to achieve the max-cut min-flow rate corresponding to rT

2 .
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separates S(1) from {T (1), T (2)} and S(2) from T (2) on subgraph G1 = (V,E1).

This is exactly the definition of cut A3
1 from Step P1-3.1 of Procedure P1, hence

C(A3
1) = rD1 + rD2 + rS1 (15)

Furthermore, recall that C(B2E
1 ) = rT1 +rL2 +rE1 , where B2E

1 is the minimum

cut that separates S(1) from {T (1), T (2)} and S(2) from T (2) on subgraph H2 =

(V, F 2). From (5.5), we have C(B2E
1 ) as the capacity of the minimum cut that

separates S(1) from {T (1), T (2)} and S(2) from T (2) on subgraph G2 = (V,E2).

This is exactly the definition of cut A4
1 from Step P1-4.1 of Procedure P1, hence

C(A4
1) = rT1 + rL2 + rE1 (16)

By symmetry, we also have

C(A3
2) = rD1 + rD2 + rS2 (17)

C(A4
2) = rT2 + rL1 + rE2 (18)

Notice that the quantities rT1 + rL2 and rT2 + rL1 are the maximum amount of

information that can be sent from S(1) to T (1) and from S(2) to T (2) on subgraph

H2. In other words, the points rT1 + rL2 and rT2 + rL1 are different points on the

same line with sum-rate equal to the multi-commodity flow capacity of subgraph

H2. This gives

rT1 + rL2 = rT2 + rL1
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Now, evaluating C(A) we have

C(A) = min(C(A3
1) + C(A4

1), C(A3
2) + C(A4

2))

= min(rD1 + rD2 + rS1 + rT1 + rL2 + rE1 ,

rD1 + rD2 + rS2 + rT2 + rL1 + rE2 )

= rD1 + rD2 + rT1 + rL2 +min(rS1 + rE1 , r
S
2 + rE2 )

= rD1 + rD2 + rT1 + rL2 + rNC

All that is left is to related the rates (RA
1 , R

A
2 ) to the capacity of cuts A1 and

A. To do so, recall that in Step RA-3, user 1 receives as much additional routing

rate as it takes to bottle-neck the paths from S(1) to T (1): hence rR1 = rT1 − rNC .

This gives

RA
1 = rD1 + rNC + rR1

= rD1 + rNC + rT1 − rNC

= rD1 + rT1

= C(A1)

Note that the last equality was proven in Case 1.

User 2 then receives as much additional routing rate as it takes to bottle-

neck the paths from S(2) to T (2), defined as rL2 . This gives

RA
2 = rD2 + rNC + rR2

= rD2 + rNC + rL2

= C(A)− rD1 − rT1

= C(A)− C(A1)
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