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Abstract

Difficulties in reproducing results from scientific studies have lately been

referred to as “reproducibility crisis”. Scientific practice depends heav-

ily on scientific training. What gets taught in the classroom is often

practiced in labs, fields, and data analysis. The importance of repro-

ducibility in the classroom has gained momentum in statistics education

in recent years. In this manuscript, we review the existing literature

on reproducibility education. We delve into the relationship between

computing tools and reproducibility through visiting historical devel-

opments in this area. We share examples for teaching reproducibility

and reproducible teaching while discussing the pedagogical opportuni-

ties created by these examples as well as challenges that the instructors

should be aware of. We detail the use of teaching reproducibility and

reproducible teaching practices in an introductory data science course.

Lastly, we provide recommendations on reproducibility education for

instructors, administrators, and other members of the scientific com-

munity.
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1. INTRODUCTION

Difficulties in reproducing results from scientific studies have lately been referred to as

“reproducibility crisis”. Despite varying definitions of reproducibility across different dis-

ciplines, one common definition of reproducibility is the process of obtaining the same

results using the same input data and following the same computational steps pertaining to

methods and analysis (National Academies of Sciences, Engineering, and Medicine 2019).

Reproducibility is often associated with scientific publications but it is as important in

industrial data science (Donoho 2017).

Although often used interchangeably, it is important to note the distinction between

reproducibility and replicability. While reproducibility focuses on using the same data and

following the same computational steps, replicability focuses on using the same research

design and following the same set of methods to corroborate results. Even though both

reproducibility and replicability are integral parts of science, in this manuscript, we mainly

focus on reproducibility.

To clarify reproducibility further, we can consider Leek and Jager’s (2017) summary as

an example. They summarize the assessment of reproducibility of a scientific study with

two questions “Are code and data both readily available?” and “Does running the provided

code exactly produce the study results?”

The importance of reproducibility is prevalent in many disciplines including but not

limited to psychology (Open Science Collaboration 2015), physics (Junk & Lyons 2020),

economics (Chang & Li 2015), and life sciences (Miyakawa 2020). Despite a consensus on the

importance of reproducibility, there is not a consensus on whether there is a “reproducibility

crisis”. Some scholars argue that the issues with reproducibility are not necessarily at a

“crisis” level and do not distort the majority of the scientific literature (Fanelli 2018).

Regardless of whether it is a “crisis” or not, reproducibility is a major principle of the

scientific method.

Scientific practice depends heavily on scientific training. What gets taught in the class-

room is often practiced in labs, fields, and data analysis. Considering that teaching and re-

search practices go hand-in-hand, many have advocated teaching reproducibility methods at

the undergraduate and graduate statistics and data sciences classes (Ball 2023, Karathana-

sis et al. 2022). Data science education that incorporates reproducibility in data analysis

is considered the “statistical counterattack” to the reproducibility crisis (Peng 2015). The

importance of reproducibility in the classroom has gained momentum in statistics educa-

tion in recent years and Journal of Statistics and Data Science Education has published a

special issue on the topic (Horton et al. 2022).

As reproducibility gained attention in recent years both in scientific practice and train-
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ing, the focus has been on two main points: 1) conducting scientific research in a repro-

ducible manner and 2) teaching reproducible research practices. The first point mainly

concerns scientific practice and the latter concerns scientific training. These can be named

as reproducible research and teaching reproducibility respectively. More recently,

Dogucu and Çetinkaya-Rundel (2022) have drawn attention to a third point: reproducible

teaching.

In a statistics program, whether at the undergraduate or graduate level, these three

points can be brought together. Some examples can include the following.

Reproducible research: students can be given opportunities to use reproducible prac-

tices in a research setting such as capstone projects or research assistant appointments.

Teaching reproducibility: instructors can teach on reproducible workflows and stu-

dents can become familiar with the toolkit that can support a reproducible workflow.

Reproducible teaching: instructors can prepare their teaching materials using a re-

producible workflow.

There are many benefits of teaching reproducibility. Training in reproducible workflows

can improve the scientific value of students’ work. Computational skills associated with

reproducibility can prepare the students for the workforce and training in reproducibility

skills can lead to outcomes in intellectual development and citizenship (Ball et al 2022). In

addition, reproducibility education can contribute to equity in science. For instance, a blind

data scientist who is unable to see a data visualization, can reproduce the visualization in

an accessible format (e.g., audio or tactile) if a data analysis project provides open-access

data and code (Seo & Dogucu 2024).

There are also many benefits to reproducible teaching. Practices associated with re-

producibility can make course management easier especially for large classes. If instructors

adopt the same workflow for reproducible teaching and teaching reproducibility, then they

can serve as role models for their students. Modifications of teaching materials can be

easier. If provided open access in the public domain, materials can also remove barriers for

students and provide instructors opportunities to learn from each others’ materials (Dogucu

& Çetinkaya-Rundel 2022).

In this manuscript, we review the existing literature on reproducibility education. In

Section 2, we delve into the relationship between computing tools and reproducibility

through visiting historical developments in this area. In Sections 3 and 4 we share ex-

amples for teaching reproducibility and reproducible teaching respectively while discussing

the pedagogical opportunities created by these examples as well as challenges that the in-

structors should be aware of. In Section 5 we share examples from our introductory data

science course. Lastly, in Section 6, we provide recommendations on reproducibility educa-

tion for instructors, administrators, and other members of the scientific community.

2. HISTORY OF COMPUTING TOOLS IN THE STATISTICS CLASSROOM

Statistics courses have historically been supported by computing tools. Carmer and Cady

state the use of eight different programs that supported the teaching of statistics as early

as in 1969. These programs, in today’s language, would perhaps be called applications and

include data generator as well as distribution plotter. In 1972, Abranovic, et al. mention

that they prefer BASIC over FORTRAN in teaching and state that computers allow students

to solve many statistical problems “without performing the tedious calculations by hand”.
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They state the use of BASIC for many purposes including but not limited to discriminant

analysis, factor analysis, and Bayesian regression.

In the late 1970s, we can also see the use of many statistical programs in teaching that

have passed the test of time including Minitab, SPSS, and SAS (Thisted 1979, Tubb &

Ringer 1977). The programming language S was also developed in this decade by data

analysis researchers at Bell Labs which then inspired the creation of the R language in the

early 1990s (Chambers 2020). The R language is now one of the most popular technologies

supporting the teaching and learning of statistics.

In the 1980s, the computing world has been introduced to literate programming. Knuth

introduced this paradigm shift as rather than instructing a computer what to do, we should

be explaining to humans what we want the computers to do (1984). The advances in literate

programming have led to the creation of notebook programming environments where the

narrative and computations supporting the data analysis are weaved together. Some exam-

ples include Quarto (Allaire & Dervieux 2024), R Markdown (Xie, Allaire & Grolemund

2018), and Jupyter Notebooks (Kluvyer et al. 2016). Literate programming is a distinct

kind of programming that is essential for scientific researchers and data scientists (Kery

et al. 2018). Notebook environments are essential in teaching reproducibility (Baumer

et al. 2014) and reproducible teaching (Dogucu & Çetinkaya-Rundel 2022).

On the left half of Figure 1, a Quarto document titled example.qmd is opened in RStudio.

On the right hand side of the figure, one can see the rendered version, i.e., the output of this

document. For instance, lines 6 through 9 of the document renders the histogram shown in

the output. In addition, line 11 weaves together text along with calculations of descriptive

statistics which, on the output, is shown simply as text. Having text and R code in a single

document avoids copy-paste errors that students could potentially be making if they were

to conduct analysis separately from writing the output.

Figure 1

Example Quarto document on the left with its output view on the right

We can see that over the last six decades, statistical computing tools have evolved

and statistics educators have been adopting these tools in their teaching. Some tools have
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been considered to be more accessible to novice learners. Historically, statistical computing

tools have been classified as 1) tools for doing statistics and 2) tools for learning statistics

(Biehler 1997). In terms of reproducibility, revisiting the three dimensions in Section 1

we can also consider tools for teaching statistics as part of this classification (Dogucu &

Çetinkaya-Rundel 2022).

For instance, in a hypothetical statistics classroom, students may do computations with

a calculator, the instructor may prepare their teaching materials with a slideshow software,

and the instructor may use R for their research projects outside of the class. In a completely

different scenario, students may learn R and Quarto for data analysis, the instructor may

use R and Quarto for preparing their teaching materials, and the instructor may use R and

Quarto for their research projects outside of the class. Considering reproducible research,

teaching reproducibility, and reproducible teaching as three separate dimensions also allows

us to examine a teacher-scholar’s use of tools from these three separate perspectives. Thus

a teacher-scholar’s reproducibility toolkit and how much their students’ are exposed to this

toolkit can vary across these three dimensions.

When tools for doing statistics and learning statistics are compared two points stand

out. Learning statistics tools such as Tinkerplots and Fathom are point-and-click and

provide an accessible environment for novice learners. However, they lack reproducibility

features. On the other hand, doing statistics tools such as R when supported with a literate

programming notebook, provide more reproducibility features but come with a steeper

learning curve (McNamara 2015). Reproducibility methods and principles can be taught

by using many scriptable software including but not limited to R, Python, MATLAB, SAS,

SPSS, and Stata (Ball 2023).

In addition to tools that support data analysis, statistics classrooms also benefit from

version control tools. In early 2000s, distributed version control systems were developed

which allow for tracking changes in any set of computer files. One such system is the

Git system which is an essential tool for researchers to keep track of different versions of

research files throughout the span of the research study. Researchers, in a way, can use Git

repositories as a research journal (Huskey 2023). Git repositories (a.k.a., repos) contain a

set of files that are version tracked and in a typical data science project they can include

data, analysis scripts, and reports.

Consider a student working on a weekly task, analyzing data. Assume that this student

is assigned to work specifically using a Quarto file titled hw1.qmd. Without a formal train-

ing in version control, students may be inclined to name files such as hw1-version2.qmd,

hw1-with-figures.qmd, hw1-final.qmd, or hw1-final2.qmd. Considering the iterative na-

ture of data analysis, students (and data analysts) need to track different version of files.

Without a strong training in version control systems this can be quite chaotic.

Table 1 shows an hypothetical history of a project that two students are working on

together, not necessarily simultaneously. Rather than having different names for the file

hw1.qmd, changes to the file (or set of files) is tracked with what is known as a commit using

Git. A commit is a snapshot of a file (or set of files) at a specific time. Each commit is

accompanied by a commit message written by a student (i.e., data analyst) indicating what

was changed in that specific commit. Note that commit messages can be as helpful as one

writes them to be. For instance the commit message “add model code” does not indicate

much about the model should there be any changes to model assumptions or variables in

the upcoming iterations of the model. One can always can retrieve older version of file(s) at

a specific time by going to the specific commit. In addition, each commit notes the author
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who made the commit.

Table 1 Example of a commit history

Commit Message Date and Time Author

Add histogram of mpg June 24, 2024, 00:00 UTC Student A

Change histogram breaks to 10 June 25, 2024, 07:00 UTC Student B

Add model code June 25, 2024, 07:30 UTC Student A

Switch x and y in the model June 25, 2024, 07:36 UTC Student A

Websites such as GitHub allow for Git repositories to be hosted online and provide

additional project management features. Implementing version control with Git and GitHub

has become an essential learning objective in statistics and data science courses (Beckman

et al. 2021). When teaching version control with Git and GitHub, instructors need to learn

two sets of new skills. First, they need to learn version control from a user perspective. In

other words, Git and GitHub can be considered as tools for learning. This is what students

would also learn. In addition, they need to learn GitHub from a course manager perspective

(e.g., how to create students’ assignments). There are tools for teaching that can support

instructors in the course management process. Tools such as GitHub classroom (Fiksel

et al. 2019) and ghclass R package (Rundel & Çetinkaya-Rundel 2022) can be used for

managing course work. In addition, grading tools such as the gradetools R package (Ricci,

Medina, & Dogucu 2022) interacts with GitHub and allows for reproducing the grading

workflow from one academic term to next (Ricci, Medina, & Dogucu 2023). Use of the

ghclass and gradetools package are explained further in Section 5.

In addition to providing version control features, Git and GitHub also provide collab-

oration opportunities that can be ideal for use in team-based projects (Çetinkaya-Rundel

et al. 2022, Legacy et al. 2023). This can pave the way for students to think of repro-

ducibility of their projects by their teammates and possibly by the general public in the

scientific community. In fact, many Git users learn Git out of necessity, for instance when

they have to collaborate on code or want to contribute to an open source project (Milliken

et al. 2021). Thus it is essential to create similar opportunities for students in the class.

In summary, teaching and learning of reproducibility in the statistics classroom is de-

pendent on the computing tools that are available to the instructor and the students. This

includes but not limited to web applications, programming languages, notebook environ-

ments, and version control tools. To spread the reproducibility culture in science, it is

important to close the gap between tools for learning statistics which provide approachable

ways of using a tool for novice learners and tools for doing statistics that provide more fea-

tures supporting reproducibility. In addition, instructors’ toolkit and training need to be

supported from perspectives of tools for teaching and learning separately and reproducibility

should be considered for both.

3. EXAMPLES OF TEACHING REPRODUCIBILITY

There are numerous ways students can be exposed to reproducibility methods. Some tradi-

tional methods may include lecturing and reading on the subject. Although these activities

can be effective in teaching, some learners may not be able to internalize methods and

practices associated with reproducibility fully. The need for computational reproducibility

and the obstacles associated with it may be best understood with a project, even better a
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team project. Instructors can assign projects through which students learn reproducibility

practices by applying them to their own data analysis. On the contrary, instructors can

also assign projects through which students reproduce the work of others. Ball et al (2022)

call the first type of projects where students work on their own data analysis while docu-

menting the workflow for reproducibility as “ex ante documentation” and the second type

of projects where students try to reproduce the work of others as “ex post reproduction”.

Project based learning is a recommended practice for the statistics (Carver et al 2016)

and data science curricula (National Academies of Sciences, Engineering, and Medicine

2018). There are many examples in introductory level statistics courses (Halvorsen 2010),

data science courses (Çetinkaya-Rundel et al. 2022, Bean 2023), as well as more advanced

courses that are dedicated fully to projects such as those in capstone courses (Martonosi

& Williams 2016). In addition, students’ theses and dissertations can also be considered

projects at a larger scale. In this section, we discuss projects from a reproducibility per-

spective. We examine ex ante documentation and ex post reproduction projects in depth

and draw comparisons.

When students work on ex ante documentation projects, to support reproducibility,

an important objective is the learning of the file management as well as naming files.

Figure 2 shows a directory for a hypothetical project. In terms of good practices for file

management, this directory contains few key points. First of all, folders and files are named

clearly indicating what could possibly be found in the file or folder as opposed to having files

named as Untitled.R. Second of all, possible documentation is provided in the README.md

file for the project as well for the data in the data/README.md file. Third of all, when

needed, ordering of files are provided with enumeration. For instance, for this project,

students must have first scraped data from IMDB, and then cleaned the scraped data.

If the files were named data-scraping.R and data-cleaning.R then due to alphabetical

ordering, the cleaning file would appear before the scraping file. This is avoided by using

enumeration as 1 and 2.

In addition to file and folder organization, naming files, and documentation of data,

students can also practice good coding skills in their projects. In their study of more than

2000 replication datasets with over 9000 R files, Trisovic et al (2022) found that 74% of

R files failed to execute and even after doing some cleaning 56% of the files still failed to

run. To prevent code execution problems, learning of code quality is an important aspect

of data science projects (Pruim, Gı̂rjău, & Horton 2023). Projects can also teach students

data citations which are also an important aspect of reproducibility (Mendez-Carbajo, &

Dellachiesa 2023).

Ex post reproduction projects are also seen across multiple disciplines including psychol-

ogy (Frank & Saxe 2012), artificial intelligence (Lucic et al. 2022), archaeology (Marwick

et al. 2020), neuroimaging (Millman et al. 2018), and computational biology (Karathana-

sis et al. 2022). These projects can have varying goals. For instance, Karathanasis et al.

(2022) have students reproduce figures from published articles whereas Lapane and Dube

(2021) have students try to duplicate results of a previous study using the original data but

applying their own analyses and interpretations.

Through ex post reproduction projects students can improve computational skills, be

aware of reproducibility problems, and become familiar with publication standards. Given

the diversity of methods utilized in published research, it is important for instructors to limit

the types of publications that can be selected for reproduction (e.g., analysis needs to utilize

logistic regression). Instructors need to be mindful of the difficulties of finding a suitable
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final-project

final-project.Rproj

README.md

data

README.md

imdb-movies.csv

imdb-actors.csv

final-report

analysis-report.qmd

scripts

1-data-scraping.R

2-data-cleaning.R

Figure 2

Example directory for a data analysis project

article to reproduce as many publications do not necessarily come with open data. Even

when research products are open-access with open-data, they may still be unapproachable

in practice because they are not learner-friendly (Sanchez Reyes & McTavish 2022).

Projects can also provide an opportunity for students to learn from their peers. One

way of incorporating this is through peer-review. For instance, in an ex ante documentation

project, students can be asked to review each other’s work and reproduce each other’s

analysis thus creating an ex post reproduction opportunity. One such example is provided

by Yu and Hu (2019).

Whether they are ex ante documentation or ex post reproduction, projects can especially

be motivating if they are scientifically meaningful, in other words genuinely trying to answer

a real question. This question does not necessarily have to be generated by the instructor

or the student. Students can be matched with researchers (e.g., Toelch & Ostwald (2018))

or other local partners in the case of service learning (e.g., Nurse & Staiger. (2019)).

In addition to learning of reproducibility, projects provide many other pedagogical ben-

efits. Much of statistics and data science practice is done in teams, projects allow for

students to learn to collaborate from both technical perspectives (e.g., learning of collabo-

rative tools) and social perspectives (e.g., participating as an effective member). Projects

offer opportunities to work with and learn from real data. Students often find projects to be

fun and engaging (Lapane & Dube 2021). Lastly, students improve their problem solving

skills through project based learning.

Despite many benefits, projects should not be seen as the only way to incorporate

reproducibility practices and methods in the classroom. In fact, learning of new tools (e.g.,
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version control) can be challenging for many. For the mastery of these tools students need to

get “lots and lots of practice” (Ostblom, & Timbers 2022). Thus in teaching of these skills,

instructors should utilize lecture, homework, and projects for teaching of reproducibility

and should display consistent practices in all three (Mehta & Moore. 2022).

4. EXAMPLES OF REPRODUCIBLE TEACHING

In Section 3, we shared examples on the types of projects students work on as they learn

reproducibility. In this section, we shift our focus to instructors. Instructors train the next

generation of scientists and how they train shapes the scientific practice. Many instructors

might also have their research agenda for which reproducibility might be relevant. However,

here we solely focus on instructors’ reproducibility practice in and outside the classroom

for teaching purposes.

Reproducibility can serve multiple purposes from a teaching preparation perspective.

An instructor may need to reproduce teaching materials from one term to the next. Sim-

ilarly, instructors may share teaching materials between themselves and may want to re-

produce each other’s teaching materials. Whether it’s one’s own teaching materials or they

adopted another instructor’s materials, overtime, modifications can be necessary and a re-

producible workflow can help make modifications easier. Thus adoption of reproducible

workflow in preparation of teaching can be beneficial.

Consider an instructor teaching central limit theorem through simulations. This in-

structor might show perhaps three samples and their accompanying statistics in their slides

before proceeding to the sampling distribution. Using the same material, another instruc-

tor might want to show five samples instead. Increasing number of samples from three to

five would be an easy change if the slides were prepared with a literate programming tool

where code and text for the slides coexist. However, if the instructors simulate data in one

software and then copy paste the output to the slide software then this modification would

be much more challenging. Similarly, if an error is found, making modifications would be a

lot easier in a reproducible workflow.

An essential teaching material in statistics courses is the dataset. Use of real data is

the recommended practice in teaching statistics (Carver et al 2016). One way statistics

and data science educators have supported reproducible teaching is through the use of R

packages in providing the datasets openly. There are many examples including but not

limited to Lock5withR (Pruim 2015), openintro (Çetinkaya-Rundel et al 2022), mosaic

(Pruim, Kaplan, & Horton 2024), and bayesrules (Dogucu, Johnson, & Ott 2021). An

alternative method of using datasets is through reading in the data locally or through a

web link. Datasets provided in packages offer simplicity of reading in the data and have

more permanence than web links.

In addition to the datasets themselves, the process of acquiring the data and docu-

mentation of it is extremely crucial. A great example of importance of reproducibility in

preparation of datasets for classroom use is shown by Amaliah, et al. (2022). Their work

stems from the National Longitudinal Survey of Youth (NLSY79) dataset provided in the

book Applied Longitudinal Data Analysis by Singer and Willett 2003 which has been used

numerous time to showcase generalized linear models and its variations. The data comes

from a sample of high school dropouts from 1979 to 1994. Amaliah, et al. (2022) update this

data to include records from 1979 through to 2018. While doing this, they also document

the process to allow for future updates. This method allows for future educators to refresh
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the dataset when needed.

Another statistics education area that has seen a reproducibility shift is textbooks.

There are an increasing statistics books that are published open access and open source.

Open access nature of the books allows readers (i.e., learners) to benefit from the book

freely while the open source nature allows readers, including other educators, to see how

the book came together, for instance, how tables and plots were generated. GitHub is one of

the venues where book authors can host the source code and this also allows for readers to

interact with the authors through GitHub Issues. For instance, readers can state any errors

they might notice in the book. Examples include the books Computational and Inferential

Thinking: The Foundations of Data Science(Adhikari, DeNero & Wagner 2022), Beyond

Multiple Linear Regression (Roback & Legler 2021), Modern Data Science with R (Baumer,

Kaplan & Horton 2021) and Probability and Bayesian Modeling (Albert & Hu 2019).

Textbook writing can be an extensive project that is not necessarily taken by all statis-

tics educators. However, there are many other teaching materials that statistics educators

produce on a regular basis such as handouts, slides, and assessments. These materials

can also be produced in a reproducible manner that allows for easy modifications term-

to-term or by others. Similar to textbooks, some educators also provide such materials

open access and open source often compiled as a course website. Examples include courses

such as Hicks’ Statistical Programming Paradigms and Workflows (2022) and D’Agostino

McGowan’s Statistical Learning (2023).

Datasets, textbooks, handouts, slides, course websites are teaching materials that statis-

tics educators can produce in reproducible manner. Tools such as Quarto and Jupyter Note-

books that allow for literate programming make the production of these resources easier

from a technical point of view. The documentation of Quarto and Jupyter Notebooks as

well as the examples provided in this section and beyond can serve as a starting point for

those considering adoption of reproducible workflow in their teaching.

In summary, we can alter the aforementioned Leek and Jager’s (2017) questions for

reproducible research and adopt them for reproducibility in the classroom as

Are code and data both readily available?

Does running the provided code exactly produce the same set of teaching materials?

Can the code and data be easily utilized to produce different set of teaching materials

(e.g., book or slides or handouts)?

Can the teaching materials be easily altered, if needed, from one term to the next or

from one instructor to another?

Even though, there is not a single way to practice reproducible teaching, these questions

may possibly guide instructors in their practice of reproducible teaching.

5. EXAMPLES FROM A DATA SCIENCE CLASSROOM

In Sections 3 and 4 we provided a wide range of examples on teaching reproducibility and

reproducible teaching. These examples were based on the literature by multiple teacher-

scholars teaching a variety of courses in a variety of scientific disciplines. In this chapter,

we provide an example from a single course with the aim of clarifying how different set of

tools and activities fit in together in a classroom.

Even though there is not a golden-standard workflow or set of tools to work towards

reproducibility in the classroom, in this section, we provide the workflow we adapt in our
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undergraduate level Introduction to Data Science course in the Department of Statistics at

University of California Irvine as an example. The course curriculum was designed with

teaching reproducibility in mind and the teaching team adapts certain reproducible teaching

practices. The course is taught to about 120 students in a single section with two lecture

sessions in a week. The academic term consists of 10 weeks and a final exam week. The

teaching team consists of an instructor who delivers the lectures and a teaching assistant

(TA) who is mainly in charge of grading.

The most notable aspect of the toolkit for the course is that the tools that students

learn are also the tools that the teaching team uses. This consistency allows for students

to see the tools being used also by their teaching team. In addition, it allows for teaching

team to get more proficient in using the toolkit that they teach. Most notably, the tools

include using the R language within Quarto documents that are version controlled using

Git repositories that are hosted on GitHub. We will first summarize how students use these

tools and then go on to explain the use of these tools by the teaching team.

Prior to the start of the term, students are provided with instructions to do their tech-

nical setup. This includes downloading and installing R, RStudio, necessary R packages,

signing up for a GitHub account and testing their installations. Installations are also pro-

vided for them on a local server. This option is crucial especially for students who may not

have an easy access to a personal device or who may run into technical problems on their

personal devices.

On the first day of classes, students are introduced to the toolkit. They leave the class

having written a simple R code within a Quarto document. They also make changes (i.e.,

commits) and track their changes using a Git system that is hosted on GitHub.

Every week, students are provided with a GitHub repository that includes lecture files

as well as a homework file. A GitHub repository can be thought as a set of files and folders

that is version controlled. Figure 3 shows a hypothetical repository provided to students in

Week 10 covering regression topics. Note that this directory specifically shows the repository

of a student with the GitHub username mdogucu. We differentiate students’ repositories

by adding their GitHub username to the end of the repository name. Students take notes

during the lectures using the Quarto documents provided in the lectures folder, saving,

committing, and pushing (i.e., uploading to GitHub) their changes throughout the lecture

and later if needed. In addition to lecture notes, these files also include short learning

activities to be completed during class time. In a more traditional classroom, these lecture

notes can also be considered as handouts that have fill in the blank opportunities scattered

throughout. Students also work on their homework in a similar fashion until the assigned

deadline.

Students work on their weekly repositories starting on the first day by taking notes.

They work on weekly repositories individually. Thus by the end of first class, each student

leaves the class having interacted with GitHub at least once. By the fourth week of the term,

students learn how to collaborate on GitHub. This is also when students are introduced to

final projects and meet their teams. Thus, in addition to weekly repositories, each student

also has access to the final project repository of their team on GitHub. By the end of term,

each student manages a total of eleven repositories, ten for weekly work and one for a final

project.

A course with about 120 students equates to a total of about 1224 repositories that

the teaching team manages including 1200 weekly repositories for each students and about

24 additional repositories for the team projects (note that a team consists of about five
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week10-regression-mdogucu

week10-regression-mdogucu.Rproj

README.md

data

README.md

hotel-bookings.csv

penguins.csv

homework

hw10-regression.qmd

lectures

lec10a-normal-regression.qmd

lec10b-logistic-regression.qmd

Figure 3

Example weekly repository for a student

students). Needless to say the course relies on automation in many aspects of course

management. In order to prepare weekly repositories, the instructor prepares a single

repository. Following on the example from Figure 3, the instructor prepares a repository

named week10-regression with the accompanying lecture notes and homework assignment.

This repository serves as a template to be shared with all students.

Using the class roster with students’ GitHub usernames and the R package ghclass

that interacts with GitHub, the instructor then replicates the template repository for each

student. During the process, each student’s own repository is created with their username

to differentiate it from others’. These repositories are then graded by the TA using the

gradetools package. Figure 4 shows each student’s repository from Figure 3 downloaded on

the TA’s computer. Needless to say this figure only shows repositories of three students for

simplicity. The gradetools package allows for opening and closing each homework file and

creating feedback files based on a rubric automatically. The use of rubric allows making the

grading process as fair as possible and the automation features make the grading process,

especially for a course with 120 students, efficient.

In addition to repositories created for students, the instructor manages two additional

repositories: one for slides, and one for the course website. The course slides and website

are both prepared using Quarto and hosted on GitHub. Students also have access to these

repositories and are shown the source code as soon as they start learning Quarto. Many

advanced Quarto features that the instructor uses in preparing her slides are not necessarily

taught in the course but many students start adopting these features as they work on their

final projects.
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week10-regression

week10-regression

week10-regression-mdogucu

week10-regression-statsugrad

week10-regression-studentxyz

Figure 4

Example directory with template repository and repositories of three students

Between students’ files and instructors’ files, it is worth noting the consistency of naming

files. For instance, while students take notes on lec10a-normal-regression.qmd document

in their weekly repository, the instructor is showing output from the slides repository for

the lec10a-normal-regression.qmd document. Students and the teaching team are aware

that this is first lecture, hence the letter a, of the tenth week.

In addition to extensive exposure to the toolkit, students are also explicitly taught

on reproducibility practices and evaluated on these with a full lecture dedicated to good

workflow practices for reproducible data science. Much of the practice of reproducibility

especially becomes important when students work with their peers on the projects. This

includes but not limited to naming files in machine and human readable formats, writing

code in machine and human readable formats, writing meaningful commit messages, saving

session information (e.g., operating system information and versions of R packages), writing

informative README files especially for documenting data acquisition. This workflows also

allows for teaching team to see as needed, the commits made by different team members.

Interested readers can access the course materials at https://www.introdata.science/

and the accompanying public GitHub repositories at https://github.com/stats6-wi24 for

the last iteration of the course in Winter 2024. Needless to say, this course is not necessarily

the best or only example for teaching reproducibility and reproducible teaching but it is

shared with the intent to help others who may be taking new steps towards reproducibility

in the classroom.

6. RECOMMENDATIONS

The teaching of reproducibility in the classroom is an important component of reproducibil-

ity practice in science. In this section, we provide recommendations towards the goal of

widening the use of reproducibility practices in the sciences.

1. Teach Reproducibility from Day 1 Introductory statistics and data science

classes are often the entry point to the field for many. It is crucial to start teaching re-

producible practices in these courses. Instructors can teach data analysis workflow with

reproducibility in mind without providing any other option. For instance, rather than hav-

ing students do computations in R and then submit word documents, instructors can have
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students work right away in literate programming tools where computation and text can

coexist. Even though the simplicity of R scripts can be appealing for an instructor teaching

at the introductory level, the benefits of literate programming for reproducibility should be

considered. Many students may not find it simple to work with literate programming tools

(e.g., R Markdown) initially but they do find it simple to work with by the end of the term

(Baumer et al. 2014).

2. Make Reproducibility a Requirement In the classroom, one way to require

reproducibility is to make it part of the grading criteria. Whether it is homework assignment

or projects such as those described in Section 4, the reproducibility topics can be added to

the rubric. This way there would also be a consistency between teaching and assessments.

Outside of the classrooms, departments can consider assessing students on reproducibility

practices as part of qualifying exams and dissertations. Lastly, teacher-scholars can also

be evaluated for their reproducibility practices as well both in their teaching and research.

Currently, in many institutions, reproducibility is often not part of tenure and promotion

criteria (Alperin, et al. 2022) and there are only a few institutions that incentivizes such

efforts (Axfors, Malički & Goodman 2024).

3. Teach Reproducibility Explicitly As instructors teach reproducible workflows,

it is important for students to understand why they do certain steps the way they do.

For instance, if literate programming is taught, then they should know why. For instance,

instructors can show this by having students write a data analysis report. Later, they

can inform students to fix an “error” in a dataset. How many steps would students take

to reproduce the report with the correct version of the data? Instructors can also share

examples of errors from the scientific literature and how they were discovered through

reproducibility efforts. Though, instructors should be mindful when sharing these as this

may also possibly lead to mistrust in science (Chopik et al 2018). For those teaching courses

geared towards specific disciplines, guidelines or approaches of professional societies can be

shared. For instance, if training medical students response of the National Institutes of

Health to reproducibility crisis can be shared with students (as seen in Lapane & Dube

(2021)).

4. Make Reproducibility a Campus-Wide Effort. Even though, reproducibility

is closely linked with data analysis and statistics courses, the reproducibility education does

not solely fall on the shoulders of statistics departments. There are many other stakeholders

that can contribute to reproducibility education on campus and can train students, instruc-

tors, and researchers. Libraries, especially, can also be a great contributor to capacity

building in this area (LaPolla et al 2022, Rethlefsen et al 2018).

5. Provide Reproducibility Training for Students, Instructors, and Re-

searchers In this paper, we focused on reproducibility in the classroom where students

are the learners. With the fast pace of change of new tools to support reproducibility as

well as lack of prior training on the topic, instructors, and researchers need training as

well. Lack of reproducibility in data science education research (Dogucu et al 2024) shows

the urgent need for more professional development opportunities for teacher-scholars and

the broader scientific community in this area. This also includes training graduate teach-

ing assistants who teach an increasing number of classes given the enrollment increase in

statistics and data science classes (Rummerfield, Ricci & Dogucu 2021). It would be dif-

ficult to train the new generation on reproducibility without ensuring the competence of

the older generations. Luckily, a few learning communities provides training in this area

for researchers on all career levels including but not limited to Data Carpentry (Teal et al
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2015), Project TIER (Medeiros & Ball. 2017), Reproducibility for Everyone (Auer, et al.

2021), and ReproducibiliTea (Fitzgibbon et al. 2020). These communities serve those in

different stages of their career and in varying disciplines.

6. Teach Reproducibility in and Outside of the Classroom. As educators,

we need to consider venues outside of the classroom as part of teaching and provide as

many different learning opportunities as possible for learners. For instance in recent years,

datathons have become popular events for students to participate in (Anslow, et al. 2016).

This also includes American Statistical Association’s DataFest where students work using

a single dataset over a weekend (Gould 2014). In such events it is important to emphasize

reproducibility worthy of an award. Similarly datathons with specific aim of reproducing

the others can be held. ReproHack is one such example (Hettne et al 2020).

To conclude, reproducibility education is the cornerstone of scientific training and thus

scientific practice. Its importance cuts across training of students, instructors, and re-

searchers. Members of the scientific community, whether students, instructors, or re-

searchers, can benefit from and contribute to, improvements in this area. Scientific agencies

and administrators should support curricular change and other efforts in this realm.
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