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Abstract	

Explanatory	Constraints	on	Logic	and	Truth	

By	

Daniel	Villalon	

Doctor	of	Philosophy	in	Philosophy	

University	of	California,	Berkeley	

Professors	John	MacFarlane	and	Paolo	Mancosu,	Co-Chairs	

	
According	to	a	popular	view	in	the	philosophy	of	logic	called	“inferentialism,”	the	
meanings	of	the	logical	constants	are	given	by	their	rules	of	inference.	Put	another	
way,	 understanding	 a	 logical	 constant	 consists	 in	 being	 disposed	 to	 reason	 in	
accordance	 with	 certain	 rules.	 Variations	 on	 this	 view	 have	 been	 endorsed	 by	
prominent	figures	in	the	history	of	analytic	philosophy,	including	Dummett	and	the	
early	Carnap.		

However,	 inferentialism	 faces	 a	well-known	 challenge	 originally	 raised	 by	
Arthur	Prior.	Specifically,	it	does	not	seem	as	though	every	collection	of	rules	can	
give	the	meaning	of	a	logical	constant,	lest	we	be	able	to	introduce	a	constant	‘tonk’	
into	our	 language	that	 lets	us	 infer	any	claim	from	any	other.	This	challenge	has	
prompted	 a	 longstanding	 debate	 on	 the	 constraints	 that	 inferentialists	 should	
impose	upon	meaning-giving	rules.	Discussions	of	these	constraints	have	revolved	
almost	entirely,	though,	around	proof-theoretic	concerns.	

In	 this	 dissertation,	 I	 approach	 Prior’s	 challenge	 from	 a	 new	 angle	 that	
emphasizes	 explanatory	 considerations.	 When	 speaking	 of	 “explanations”,	 my	
focus	is	on	metaphysical	explanations	rather	than	explanations	of	other	kinds.	To	
motivate	 my	 approach,	 I	 therefore	 defend	 a	 conception	 of	 metaphysical	
explanation	that	I	subsequently	apply	to	Prior’s	challenge.		

In	 tackling	 Prior’s	 challenge,	 I	 focus	 on	 the	 explanatory	 burdens	 that	
inferentialists	 should	 meet.	 I	 then	 argue	 that	 the	 best	 way	 of	 meeting	 these	
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burdens	motivates	a	particular	constraint	on	meaning-giving	rules.	This	constraint	
rules	out	‘tonk’	and	therefore	addresses	Prior’s	challenge	in	a	non-arbitrary	way.		

Finally,	 I	 examine	 the	 proposed	 proof-theoretic	 constraint	 of	 “logical	
harmony”	and	the	arguments	that	have	been	adduced	in	its	favor.	While	I	reject	
these	arguments,	I	argue	that	the	notion	of	logical	harmony	nevertheless	plays	an	
important	role.	I	then	critique	existing	accounts	of	the	notion	and	develop	my	own.
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Introduction	
	
The	 twentieth	 century	 gave	 rise	 to	 multiple	 revolutions	 in	 the	 philosophy	 of	
language	and	logic.		Among	these,	few	were	more	significant	than	the	application	
of	modal	reasoning	to	the	study	of	reference	and	the	semantics	of	names.	Over	the	
past	couple	decades,	metaphysics	has	 increasingly	shifted	 its	attention	 from	the	
study	of	modal	notions	to	hyper-intensional	notions	such	as	“ground”.	Such	notions	
are	 widely	 thought	 to	 play	 a	 vital	 role	 in	 the	 task	 of	 devising	 metaphysical	
explanations	 as	 well	 as	 describing	 the	 dependency	 of	 certain	 facts	 on	 others.	
However,	 while	 explanatory	 notions	 such	 as	 ground	 have	 received	 abundant	
attention	 in	 recent	 metaphysics,	 there	 has	 been	 little	 attempt	 to	 apply	 these	
developments	to	issues	in	the	philosophy	of	logic	or	language.		
	
This	dissertation	approaches	questions	in	the	philosophy	of	logic	from	a	vantage	
point	 that	 emphasizes	 the	 role	 of	 metaphysical	 explanation.	 This	 approach	 is	
uncommon	given	that	questions	in	the	philosophy	of	logic	are	typically	approached	
through	a	purely	formalistic	 lens.	This	 lens	emphasizes	mathematical	results	and	
semantical	considerations.	However,	it	gives	little	attention	to	explanatory	issues	
and	 the	 constraints	 that	 such	 issues	 impose	 on	 our	 answers	 to	 the	 relevant	
questions.		
	
In	 applying	 this	 explanation-oriented	 methodology,	 I	 will	 focus	 primarily	 on	
questions	 that	 arise	 within	 the	 inferentialist	 program.	 Inferentialism	 consists,	
roughly	speaking,	of	the	view	that	the	meanings	of	the	logical	constants	are	given	
by	 their	 rules	 of	 inference.	My	 interest	 is	 in	 the	 constraints	 that	 inferentialists	
should	(and	should	not)	impose	on	the	rules	that	may	give	the	meaning	of	a	logical	
constant.	 While	 a	 wide	 variety	 of	 constraints	 have	 been	 proposed,	 these	
constraints	 are	 typically	 evaluated	 solely	 on	 the	 basis	 of	 their	 proof-theoretic	
merits.	 By	 contrast,	 I	 will	 seek	 to	 determine	which	 of	 these	 constraints	 can	 be	
motivated	 on	 an	 explanatory	 basis.	 I	will	 also	 explore	 the	 role	 that	 the	 logic	 of	
ground	plays	in	metaphysical	explanation	itself.	
	
In	chapter	1,	I	explore	the	epistemology	of	ground	and	its	intersection	with	issues	
in	the	logic	of	ground.	I	begin	by	defending	an	account	of	metaphysical	explanation	
on	which	some	such	explanations	consist	of	a	derivation	of	the	explanandum	from	
premises	 that	 invoke	 the	 notion	 of	 ground.	 Importantly,	 these	 derivations	may	
employ	rules	that	belong	to	the	logic	of	ground	in	addition	to	the	standard	rules	of	
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first	order	logic.	With	this	framework	in	place,	I	argue	that	our	knowledge	of	certain	
grounding	claims	is	enabled	by	a	form	of	inference	to	the	best	explanation	(IBE)	–	
where	 this	 form	 of	 IBE	 ranges	 over	 the	 kinds	 of	metaphysical	 explanations	 just	
described.	It	follows	that	certain	rules	in	the	logic	of	ground	play	an	important	role	
in	enabling	our	knowledge	of	various	grounding	claims.	This	in	turn	suggests	that	
debates	over	the	logic	of	ground	have	epistemic	ramifications.		
	
In	chapter	2,	I	turn	to	a	well-known	and	much	discussed	challenge	raised	by	Arthur	
Prior	–	namely,	the	problem	of	‘tonk’.	As	Prior	first	observed,	 inferentialists	face	
the	following	problem:	if	any	collection	of	rules	may	give	the	meaning	of	a	logical	
constant,	then	we	can	add	a	constant	‘tonk’	to	our	language	the	meaning	of	which	
is	given	by	rules	that	 let	us	 infer	any	claim	from	any	other.	This	observation	has	
prompted	a	wide	range	of	replies	on	the	part	of	inferentialists.	Such	replies	typically	
impose	different	constraints	–	often	of	a	proof-theoretic	sort	–	on	the	rules	that	
may	give	the	meaning	of	a	logical	constant.	These	constraints	are	rarely	motivated,	
however,	independently	of	the	need	to	rule	out	‘tonk’.	Consequently,	it	is	unclear	
which	of	the	proposed	constraints,	if	any,	inferentialists	should	adopt.		

In	this	chapter,	I	confine	my	attention	to	inferentialists	who	endorse	a	realist	
(i.e.	 non-epistemic)	 conception	 of	 truth.	 I	 argue	 that	 such	 inferentialists	 must	
explain	 why	 our	 ordinary	 connectives	 obey	 their	 familiar	 truth	 tables	 –	 where	
explaining	this	fact	amounts	to	providing	a	(metaphysical)	explanation	of	the	kind	
described	in	chapter	1.	I	then	develop	an	explanation	of	this	sort	that	requires	both	
a)	drawing	a	distinction	between	the	sense	and	referent	of	a	 logical	constant	as	
well	 as	 b)	 adopting	 a	 non-deflationary	 theory	 of	 truth.	 The	 explanation	 also	
requires	that	we	treat	the	meanings	of	our	familiar	connectives	as	given	by	all	their	
classical	 rules.	 Moreover,	 I	 argue	 that	 my	 proposed	 explanation	 outdoes	
alternatives	in	important	respects	including	explanatory	power.	Using	the	form	of	
IBE	defended	in	chapter	1,	I	argue	that	these	advantages	give	us	reason	to	adopt	
my	explanation	and	by	extension	the	commitments	that	it	incurs.		

Finally,	I	argue	that	these	commitments	motivate	a	particular	constraint	on	
the	rules	that	may	give	the	meaning	of	a	logical	constant.	This	constraint	rules	out	
‘tonk’	 and	 therefore	 provides	 us	 with	 an	 independently	motivated	 response	 to	
Prior’s	original	challenge.	
	
In	 chapter	 3,	 I	 turn	my	 attention	 to	 the	 proposed	 proof-theoretic	 constraint	 of	
logical	 harmony.	 This	 constraint	 is	 formulated	 in	 different	 ways	 by	 different	
authors.	On	each	 formulation,	 though,	 the	constraint	 is	 intended	to	capture	 the	
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idea	that	the	introduction	and	elimination	rules	that	give	the	meaning	of	a	logical	
constant	 should	exhibit	a	kind	of	balance.	Moreover,	on	most	 formulations,	 the	
rules	of	intuitionistic	logic	are	deemed	harmonious	whereas	the	rules	of	classical	
logic	are	not.	This	outcome	is	used	as	a	basis	for	supporting	the	revision	of	classical	
logic	in	favor	of	intuitionistic	logic.	Such	requirements	therefore	seem	to	pose	an	
issue	for	the	overall	view	defended	in	the	previous	chapter,	which	required	that	we	
treat	the	meanings	of	our	familiar	connectives	as	given	by	all	their	classical	rules.		

In	this	chapter,	I	examine	various	possible	reasons	for	imposing	a	harmony	
constraint	on	the	rules	that	may	give	a	connective’s	meaning	and	argue	that	these	
reasons	 are	 unconvincing.	 It	 follows	 that	 such	 constraints	 do	 not	 provide	 an	
independently	 motivated	 response	 to	 Prior’s	 challenge.	 Moreover,	 given	 that	
inferentialists	have	no	good	reason	to	impose	a	harmony	constraint,	it	follows	that	
they	have	no	clear	reason	to	replace	classical	with	intuitionistic	logic.		

Despite	 these	 conclusions,	 however,	 I	 argue	 that	 harmony	 is	 not	 an	 idle	
notion.	This	is	because	it	plays	an	important	role	in	helping	us	answer	the	following	
question:	namely,	whether	or	not	 the	meanings	of	our	ordinary	connectives	are	
partly	given	by	their	elimination	rules.	Specifically,	I	argue	that	if	we	can	devise	a	
notion	 of	 harmony	 that	 lets	 us	 extract	 the	 elimination	 rules	 that	 govern	 our	
ordinary	connectives	from	their	introduction	rules,	this	gives	us	reason	to	believe	
that	the	elimination	rules	do	not	contribute	to	giving	the	meanings	of	our	ordinary	
connectives.	To	answer	the	question	at	hand,	I	first	assess	existing	formulations	of	
the	notion	of	harmony	and	find	them	all	lacking.	I	then	devise	a	new	formulation	
that	 builds	 on	 Dummett’s	 proof-theoretic	 account	 of	 logical	 validity.	 This	
formulation	avoids	the	shortcomings	that	other	accounts	face	and	lets	us	extract	
the	elimination	rules	that	govern	our	connectives	from	their	introduction	rules.	This	
outcome	supports	the	contention	that	the	elimination	rules	do	not	contribute	to	
giving	 the	meanings	of	our	ordinary	 connectives.	 The	notion	of	 logical	harmony	
therefore	plays	a	diagnostic	rather	than	a	revisionary	role.
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Chapter	1:	The	Epistemic	Role	of	the	Logic	of	Ground	

The	logic	of	ground	is	a	much-studied	topic,	and	the	notion	of	ground	is	often	said	
to	obey	various	deductive	rules.	The	epistemology	of	ground,	on	the	other	hand,	
has	received	comparatively	little	attention.	In	this	chapter,	I	will	aim	to	show	that	
questions	concerning	the	logic	and	epistemology	of	ground	are	more	intertwined	
than	has	been	recognized	so	far.		

Specifically,	 I	 will	 argue	 that	 certain	 rules	 in	 the	 logic	 of	 ground	 play	 an	
overlooked	epistemic	role.	In	making	my	case,	I	will	assume	that	knowledge	of	non-
transparent	grounding	claims	is	possible	–	where	a	transparent	grounding	claim	is	
one	that	is	immediately	obvious	and	knowable	with	little	to	no	effort	(e.g.	“This	is	
red	because	it	is	scarlet”)	whereas	a	non-transparent	grounding	claim	is	one	that	is	
not	(e.g.	“I	am	in	pain	because	my	C-fibers	are	firing”).1	If	the	reader	does	not	share	
this	 epistemic	 assumption,	 they	may	 read	 the	 chapter	 as	 an	 exploration	 of	 the	
consequences	 that	 come	 from	accepting	 it.	However,	given	 that	metaphysicians	
routinely	endorse	non-transparent	grounding	claims	(e.g.	grounding	physicalism,	
ethical	naturalism,	priority	monism),	this	assumption	is	far	from	gratuitous.2		

My	argument	will	focus	on	the	structure	of	metaphysical	explanations	as	well	
as	the	epistemology	of	non-transparent	grounding	claims.	Roughly	speaking,	the	
chapter’s	overall	argument	will	consist	of	the	following:	

1) Certain	 metaphysical	 explanations	 consist	 of	 derivations	 that	 employ	
grounding	rules.	

2) The	best	epistemology	for	non-transparent	grounding	claims	is	one	on	which	
we	 apply	 inference	 to	 the	 best	 explanation	 (henceforth	 “IBE”)	 to	
explanations	of	the	kind	described	in	premise	1.	

3) Therefore,	grounding	rules	play	an	important	epistemic	role	insofar	as	they	
help	enable	the	form	of	IBE	described	in	premise	2.	

In	section	I,	I	will	introduce	the	grounding	framework.	In	section	II,	I	will	argue	that	
some	metaphysical	explanations	have	a	derivational	structure	that	employs	rules	
from	the	logic	of	ground.	I	will	support	this	claim	by	showing	that	it	is	continuous	
with	precedents	from	metaphysical	practice	–	specifically,	from	certain	debates	in	

																																																								
1 The	 distinction	 between	 transparent	 and	 non-transparent	 grounding	 claims	 should	
therefore	be	understood	as	an	epistemological	distinction.	Transparent	grounding	claims	
are	sometimes	called	“scrutable”.	 
2	See	Schaffer	(2010)	for	a	defense	of	priority	monism	i.e.	the	view	that	the	existence	of	
each	entity	is	grounded	in	the	existence	of	the	entire	cosmos.	
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the	metaphysics	of	mind	and	perception.	 I	will	 also	 consider	analogies	between	
metaphysical	 explanation	 and	 explanation	 in	 other	 domains	 (e.g.	 science	 and	
mathematics).	 In	 section	 III,	 I	 will	 consider	 some	 intuitive	 case	 judgments	 that	
further	support	my	account	of	metaphysical	explanation.	In	section	IV,	I	will	argue	
that	the	best	epistemology	for	non-transparent	grounding	claims	is	one	on	which	
we	apply	IBE	to	metaphysical	explanations	that	have	a	derivational	structure.	Given	
that	these	derivations	often	employ	grounding	rules,	it	follows	that	grounding	rules	
play	an	overlooked	epistemic	role.	
	

Section	I	–	The	Grounding	Framework.	
	
The	notion	of	ground	is	often	thought	to	have	an	ancient	pedigree	that	dates	back	
at	 least	 as	 far	 as	 Aristotle’s	 notion	 of	 real	 definition	 (see	 Schaffer	 (2009)	 for	
discussion).	 It	 is	used	 to	 regiment	claims	 that	describe	 the	way	 in	which	certain	
facts	depend	on	others	(see	Bliss	and	Trogdon	(2021)	for	a	useful	overview).	These	
claims	 are	 expressed	 in	 natural	 language	 via	 locutions	 such	 as	 “because”	 (e.g.	
“there	are	bachelors	because	there	are	unmarried	men”)	and	“in	virtue	of”	(e.g.	
“This	 chair	 is	 red	 in	 virtue	of	 the	 fact	 that	 it	 is	 scarlet”).	 There	are	 two	ways	of	
regimenting	such	claims,	though,	and	by	extension	two	competing	approaches	to	
the	notion	of	ground.	The	first	approach	(e.g.	as	seen	in	Correia	(2010))	employs	a	
hyper-intensional	 operator	 “𝒢”	 that	 takes	 in	 two	 sentences	 and	 forms	 a	 new	
sentence.	 For	 example,	 the	 claim	 that	 O	 is	 red	 because	 O	 is	 scarlet	 may	 be	
formalized	as	“𝒢(O	is	red,	O	is	scarlet)”.	The	second	approach,	meanwhile,	employs	
a	relational	predicate	that	relates	worldly	facts	and	entities.	While	I	will	adopt	the	
second	approach	for	the	sake	of	convenience,	nothing	that	I	argue	in	this	chapter	
will	turn	on	this	choice.	Going	forward,	I	will	use	the	symbol	“<”	as	the	two-place	
grounding	predicate.	I	will	use	the	square	brackets	“[	]”	as	a	term	forming	operator	
that	takes	in	a	sentence	(or	a	collection	of	sentences)	and	forms	a	term	that	stands	
for	 a	 worldly	 fact	 (or	 a	 collection	 of	 facts).	 The	 notation	 “[P]”,	 for	 instance,	 is	
therefore	 a	 term	 that	 designates	 the	 worldly	 fact	 that	 corresponds	 to	 the	
statement	P	while	the	term	“[P1	…	Pn]”	denotes	the	collection	of	facts	[P1]	…	[Pn].3	

																																																								
3 One	might	worry	that	“[p]”	will	lack	a	denotation	if	“p”	is	false,	given	that	false	sentences	
do	not	seem	to	single	out	facts.	To	handle	this	issue,	I	will	treat	“[p]”	as	denoting	a	non-
obtaining	fact	when	“p”	 is	false	and	an	obtaining	fact	when	“p”	 is	true.	The	grounding	
relation	then	relates	obtaining	facts	only.	If	positing	non-obtaining	facts	strikes	the	reader	
as	ontologically	costly,	it	is	worth	remembering	that	my	arguments	may	all	be	formulated	
using	an	operator	rather	than	a	fact-based	approach	to	ground.  
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The	sentence	“[P]	<	[Q]”,	meanwhile,	is	used	to	assert	that	the	fact	[P]	grounds	the	
fact	[Q].	For	example,	if	P	is	the	statement	“O	is	scarlet”	and	Q	is	the	statement	“O	
is	red”,	then	“[P]	<	[Q]”	is	used	to	assert	that	the	fact	that	O	is	scarlet	grounds	the	
fact	that	O	is	red.	Importantly,	the	grounding	predicate	“<”	may	take	a	term	that	
denotes	a	collection	of	facts	on	the	left-hand	side.	A	sentence	such	as	“[P1	…	Pn]	<	
[R]”	is	therefore	used	to	assert	that	the	facts	[P1]	…	[Pn]	collectively	ground	the	fact	
[R].	Lastly,	 I	will	assume	that	we	may	intelligibly	quantify	 into	the	operator	“[	]”.	
Sentences	such	as	“"x([Fx]	<	[Gx])”	are	therefore	well	formed	and	intelligible	even	
though	“[Fx]”	is	not	a	denoting	term	and	does	not,	strictly	speaking,	denote	a	fact.4	
Such	quantification	will	be	needed	later	when	formally	regimenting	general	claims	
such	as	“whenever	someone	is	in	pain	it	is	because	their	C-fibers	are	firing”.	

Going	forward,	I	will	follow	Fine	(2012a),	Schaffer	(2009)	and	Rosen	(2010)	in	
assuming	that	a)	the	notion	of	ground	is	ideologically	primitive	and	b)	is	among	the	
central	vehicles	of	metaphysical	explanation.	These	assumptions	put	me	at	odds	
with	skeptics	 like	Wilson	(2014)	who	think	that	we	have	no	distinctive	notion	of	
ground	or,	at	the	very	least,	think	that	no	such	notion	is	needed.	They	also	put	me	
at	odds	with	those	who	think	that	the	notion	of	ground	can	be	defined	 in	more	
basic	terms.		

		It	 is	common	to	distinguish	between	the	notions	of	full	and	partial	ground	–	
where	a	fact	F	partly	grounds	a	fact	F’	whenever	the	combination	of	F	and	other	
facts	 fully	 grounds	 F’.	 My	 focus	 going	 forward,	 though,	 will	 be	 entirely	 on	 full	
ground	and	I	will	simply	call	this	notion	“ground”.	This	notion	is	thought	to	obey	
various	 deductive	 rules.	 Correia	 (2010),	 for	 example,	 develops	 one	 such	 formal	
system	(see	Fine	(2012b)	for	an	alternative	system).	While	I	will	not	provide	the	full	
system	 here,	 it	 includes	 the	 following	 schematic	 principles	 –	 where	 the	 meta-
variables	‘p’	and	‘q’	range	over	sentences	while	the	meta-variables	‘G’	and	‘D’	range	
over	collections	of	sentences:5		

																																																								
4 The	 situation	 here	 is	 analogous	 to	 that	 of	 quantifying	 into	 a	 function	 symbol	 in	 a	
sentence	such	as	“"x(H(x)	=	a)”.	This	sentence	is	well	formed	even	though	the	function	
symbol	“H”	is	a	term	forming	operator	that	only	forms	a	denoting	term	when	it	takes	in	
another	denoting	term.	Like	“[Fx]”,	“H(x)”	is	therefore	not	a	denoting	term.	Unlike	“H(x)”,	
however,	I	take	no	stand	on	whether	or	not	“[Fx]”	denotes	anything	relative	to	a	variable	
assignment.	 For	 it	 is	 not	my	 aim	 to	 provide	 any	 kind	 of	 semantics	 for	 languages	 that	
include	 grounding	 vocabulary.	 Doing	 so	 is	 a	 considerable	 challenge	 that	 all	 grounding	
theorists	face	and	one	that	lies	outside	the	scope	of	this	paper.	
5 Given	that	Correia	takes	an	operator-based	approach	to	ground,	I	have	reformulated	his	
principles	in	terms	of	the	fact-based	approach. 
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a) ([G]	<	[p])	®	(G	Ù	p)																																																				Factivity	
b) ¬([G,	p]	<	[p])																																																															Irreflexivity	
c) ([G,	q]	<	[p])	Ù	([D]	<	[q])	®	([G,	D]	<	[p])																Cut	

One	obtains	an	instance	of	factivity,	for	example,	by	replacing	‘p’	with	a	sentence,	
‘G’	 and	 ‘D’	with	 collections	of	 sentences	 and	 ‘G’	with	 the	 conjunction	of	 all	 the	
sentences	in	the	collection	that	replaces	‘G’.	The	following	sentence	is	therefore	an	
instance	of	factivity	–	where	‘p’	is	replaced	by	the	sentence	‘O	is	a	bachelor’	and	‘G’	
is	 replaced	 by	 the	 collection	 that	 includes	 the	 sentences	 ‘O	 is	 a	man’	 and	 ‘O	 is	
unmarried’:		

d) ([O	 is	 a	man,	O	 is	 unmarried]	 <	 [O	 is	 a	 bachelor])	®	 ((O	 is	 a	man	Ù	 O	 is	
unmarried)	Ù	O	is	a	bachelor).		

Generally	speaking,	factivity	requires	that	the	sentences	on	the	left	and	right	hand	
sides	of	a	true	grounding	claim	all	be	true	as	well.	Importantly,	I	do	not	mean	to	
endorse	 Correia’s	 system.	 Rather,	 I	 simply	 highlight	 it	 in	 order	 to	 illustrate	
paradigmatic	rules	in	the	logic	of	ground.	I	do	not	wish	to	endorse	Correia’s	system	
here	(or	any	other)	for	the	simple	reason	that	the	logic	of	ground	is	a	much-debated	
topic	and	it	is	not	my	aim	to	contribute	to	these	debates.6	Rather,	my	aim	is	to	show	
that	grounding	rules	play	an	important	epistemic	role.	
	

Section	II	–	Two	Accounts	of	Metaphysical	Explanation.	
	
I	 have	 so	 far	 introduced	 the	notion	of	 ground	and	discussed	 some	of	 its	 formal	
features.	However,	 I	 have	not	discussed	 its	precise	 relationship	 to	metaphysical	
explanation.	That	said,	this	claim	requires	some	clarification.	For	in	stating	earlier	
that	“[P]	<	 [Q]”	 is	 synonymous	with	“Q	because	P”,	one	might	 think	 that	 I	have	
thereby	committed	myself	to	the	identification	of	grounding	facts	with	explanatory	
facts.	While	there	may	be	a	worldly	sense	of	“explanatory	 fact”	on	which	this	 is	
true,	my	 concern	when	 speaking	 of	 “explanation”	 is	with	 the	 human	 activity	 of	
giving	explanations.	I	will	call	this	sense	of	explanation	the	“human	giving”	sense.	
Explanations	in	this	sense	are	clearly	representational	items	insofar	as	they	either	
consist	of	or	are	composed	of	statements	rather	than	worldly	entities.7	Moreover,	
they	are	often	thought	of	as	answers	to	“why”	questions.	In	seeking	to	devise	an	

																																																								
6	See	Fine	(2010)	for	one	such	contribution.	
7 For	example,	while	causal	facts	may	be	explanatory	in	a	worldly	sense,	we	give	causal	
explanations	of	events	by	describing	their	causes.	Such	descriptions	are	representational	
rather	than	worldly	items.   
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account	of	metaphysical	explanation,	I	am	therefore	concerned	with	the	following	
question:	 namely,	 what	 sorts	 of	 representational	 items	 serve	 as	 metaphysical	
explanations	in	the	human	giving	sense?	

			Two	 natural	 answers	 to	 this	 question	 suggest	 themselves	 if	 we	 adopt	 a	
grounding	based	approach	to	metaphysical	explanation.	These	answers	take	the	
form	of	two	general	accounts	of	metaphysical	explanation	that	I	will	call	the	“type	
A”	 and	 “type	 B”	 accounts.	 Importantly,	 I	 will	 defend	 the	 latter.	 On	 the	 type	 A	
account,	a	metaphysical	explanation	of	a	claim	j	always	consists	of	a	grounding	
claim	of	the	form	“[y1	…	yn]	<	[j]”.8	On	the	type	B	account,	meanwhile,	another	
kind	of	explanation	is	possible.	Specifically,	a	metaphysical	explanation	of	j	may	
also	 consist	 of	 a	 derivation	 of	 j	 from	 suitable	 premises	 via	 standard	 logical	
resources	and	grounding	rules.	While	I	will	not	specify	the	precise	range	of	premises	
that	are	suitable,	I	will	assume	that	grounding	claims	qualify.9	That	said,	other	kinds	
of	claims	may	be	eligible	too.	Importantly,	the	type	B	account,	unlike	its	type	A	rival,	
is	a	plural	one	–	for	it	does	not	deny	that	bare	grounding	claims	may	sometimes	
serve	 as	 metaphysical	 explanations	 as	 well.	 If	 the	 reader	 wishes	 to	 restrict	
metaphysical	 explanations	 to	 those	 that	 have	 a	 derivational	 structure,	 though,	
nothing	that	I	argue	going	forward	will	turn	on	this	choice.		

		While	 the	 type	 A/B	 distinction	 is	 my	 own,	 I	 believe	 that	 this	 taxonomy	
encompasses	 the	 most	 natural	 accounts	 of	 metaphysical	 explanation	 that	 are	
available	 if	we	assume	 (as	 I	have	done)	 that	 the	notion	of	ground	 is	among	 the	
central	 explanatory	 notions	 of	 metaphysics.10	 Importantly,	 the	 taxonomy	 says	
nothing	 about	 explanatory	 virtues	 and	 is	 concerned	 solely	 with	 the	 form	 of	
metaphysical	explanations.	It	is	therefore	capable	of	accommodating	a	wide	range	

																																																								
8 As	 we	 will	 later	 see,	 this	 kind	 of	 account	 appeals	 to	 those	 who	 wish	 to	 model	
metaphysical	explanation	entirely	on	the	phenomenon	of	causal	explanation. 
9 The	type	B	account	bears	a	 loose	resemblance	to	deductive-nomological	accounts	of	
explanation	in	the	natural	sciences	(e.g.	as	developed	by	Hempel	and	Oppenheim	(1948)).	
However,	unlike	such	accounts,	the	type	B	account	does	not	require	that	the	premises	of	
a	metaphysically	explanatory	derivation	must	be	laws	in	any	significant	sense.	It	is	also	
worth	 distinguishing	 the	 type	 B	 account	 of	 explanation	 from	 deductive-nomological	
accounts	 of	 ground	 itself	 (e.g.	Wilsch	 (2015)).	 For	 such	 accounts	 do	 not	 address	 the	
structure	of	explanations	in	the	sense	that	concerns	me.	Nor	do	they	treat	the	notion	of	
ground	as	primitive	(as	I	do).	Rather,	they	seek	to	characterize	the	notion	of	ground	in	
terms	of	the	notion	of	metaphysical	 laws	–	where	such	 laws	are	treated	as	something	
above	and	beyond	mere	regularities.  
10 If	we	jettison	this	assumption,	then	my	taxonomy	will	clearly	require	modification.  
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of	 more	 specific	 views.11	 Suppose,	 however,	 that	 one	 thinks	 a	 metaphysical	
explanation	may	sometimes	consist	of	something	other	than	a	grounding	claim	or	
a	derivation.	It	is	enough	for	the	purposes	of	my	overall	argument	that	at	least	some	
metaphysical	explanations	consist	of	derivations	that	employ	grounding	rules.	This	
view	is	compatible	with	the	position	that	some	explanations	are	neither	grounding	
claims	nor	derivations.	By	extension,	it	is	compatible	with	the	position	that	neither	
the	 type	 A	 nor	 the	 type	 B	 view	 is	 fully	 correct.	 Nevertheless,	 I	 will	 restrict	my	
attention	to	the	type	A	and	B	views.	

I	will	refer	to	explanations	that	consist	of	bare	grounding	claims	as	“type	A”	
explanations	and	to	derivational	explanations	as	“type	B”	explanations.	I	will	refer	
to	type	B	explanations	that	employ	grounding	rules	as	“grounding-based	type	B”	
explanations.	Strictly	speaking,	the	type	B	view	requires	not	just	that	there	are	type	
B	explanations	but	that	there	are	grounding-based	type	B	explanations	as	well.	For	
type	B	explanations	are	simply	explanations	with	a	derivational	structure.	The	type	
B	view,	however,	requires	that	some	of	these	explanations	employ	grounding	rules.	
My	chief	focus,	going	forward,	will	be	on	grounding-based	type	B	explanations.	This	
is	because	my	aim	is	to	assess	the	epistemic	significance	of	debates	over	the	logic	
of	ground.	To	illustrate	these	kinds	of	explanations,	let	us	suppose	that	we	wish	to	
explain	why	everything	scarlet	is	red.	To	do	this,	we	may	start	with	the	premise	that	
for	 any	 x,	 if	 x	 is	 scarlet	 then	 [x	 is	 scarlet]	 <	 [x	 is	 red].	We	may	 then	 derive	 the	
explanandum	 from	 this	 premise	 and	 the	 resulting	 derivation	 appears	 to	 be	 a	
grounding-based	type	B	explanation.	To	carry	out	the	derivation,	we	may	reason	as	
follows:	 suppose	 y	 is	 scarlet.	 Then	 it	 follows	 from	 the	 original	 premise	 that																						
[y	is	scarlet]	<	[y	is	red].	From	this	we	may	conclude	that	y	is	red	via	the	factivity	
rule	and	so	we	have	therefore	established	that	everything	scarlet	is	red.	I	will	return	
to	this	example	in	section	III.		

Why	 think	 that	 there	are	any	grounding-based	 type	B	explanations?	 I	will	
defend	the	view	that	there	are	such	explanations	by	appealing	to	continuities	with	
existing	 metaphysical	 practice.	 To	 make	 my	 case,	 I	 will	 focus	 on	 certain	

																																																								
11	My	distinction	between	the	type	A	and	B	theories	is	largely	independent	of	the	debate	
between	so-called	“unionists”	and	“separatists”	(I	will	return	to	this	debate	later	on).	The	
latter	debate	concerns	the	metaphysical	issue	of	whether	grounding	facts	are	identical	to	
or	distinct	from	explanatory	facts	(see	Raven	(2015,	section	5)	for	a	brief	overview	of	this	
debate).	The	distinction	between	the	type	A	and	B	theories,	on	the	other	hand,	concerns	
the	 structure	 and	 content	 of	 metaphysical	 explanations	 in	 the	 human	 giving	 sense	
described	earlier	on.	This	 is	an	issue	that	has	received	little	attention	compared	to	the	
unionism/separatism	debate.	
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argumentative	strategies	that	have	been	employed	in	the	metaphysics	of	mind	and	
perception.	Importantly,	my	aim	is	not	to	settle	any	issues	in	these	areas.	Rather,	
my	aim	is	to	show	that	metaphysical	explanations	sometimes	consist	of	derivations	
that	employ	inference	rules	which	are	both	metaphysically	loaded	and	cannot	be	
formalized	 in	 first	order	 logic.	This	observation	provides	precedent	 for	the	claim	
that	metaphysical	 explanations	may	 employ	 grounding	 rules	 and	 that	 there	 are	
therefore	grounding-based	type	B	explanations.	

I	 will	 begin	 by	 considering	 the	 explanatory	 argument	 for	 reductive	
physicalism	 defended	 by	 Bates	 (2009)	 and	 McLaughlin	 (2010).	 Reductive	
physicalism	consists	of	the	view	that	every	mental	state	type	is	identical	to	some	
physical	state	type.	Bates	and	McLaughlin	defend	this	view	on	the	basis	that	it	best	
explains	observed	psycho-physical	 correlations.	The	argument	 takes	 the	 form	of	
two	stages.	The	first	stage	is	a	sequence	of	inferences	to	the	best	explanation,	each	
of	which	is	an	instance	of	the	following	argumentative	schema:12	

1) FACTi:	Mental	state-type	Mi	and	physical	state-type	Pi	are	such	that	for	all	x,	
x	is	in	Mi	iff	x	is	in	Pi	(i.e.	"x(Mix	«	Pix)).			

2) One	possible	explanation	of	FACTi	is	Hi:	Mi	and	Pi	are	one	and	the	same	state-
type	(i.e.	Mi	=	Pi).	

3) No	alternative	explanation	of	FACTi	is	as	good	as	Hi.	
\	Hi	is	true	(i.e.	Mi	=	Pi).	

Each	instance	of	this	template	establishes	a	particular	psycho-physical	identity.	The	
second	 stage	 of	 the	 argument	 for	 reductive	 physicalism	 is	 an	 inductive	
generalization	from	the	identities	established	in	the	first	stage.	This	generalization	
yields	the	conclusion	that	for	every	mental-state	type,	there	is	a	physical-state	type	
to	which	it	is	identical	(i.e.	reductive	physicalism).13	
	 The	argument	template	used	in	part	1	raises	the	following	question:	namely,	
in	what	manner	does	the	 identity	claim	“Mi	=	Pi”	explain	the	general	correlation	
“"x(Mix	«	Pix)”?	Bates	is	explicit	on	this	point:	namely,	it	does	so	insofar	as	the	
identity	claim	lets	us	derive	the	correlation.	Moreover,	while	Bates	does	not	discuss	
the	issue,	it	is	obvious	that	the	argument,	as	he	formulates	it,	employs	resources	
that	exceed	those	of	first	order	logic.	This	is	because	the	premise	“Mi	=	Pi”	asserts	
an	identity	between	types	and	moving	from	such	claims	to	generalizations	of	the	

																																																								
12 My	formulation	of	the	schema	is	taken	directly	from	Bates	(2009). 
13 Most	 of	 Bates’	 discussion	 is	 devoted	 to	 defending	 the	 explanatory	 argument	 from	
criticisms	of	it	by	Kim	(2005).	However,	these	criticisms	are	tangential	to	the	focus	of	my	
paper	and	so	I	will	not	discuss	them	here. 
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form	 “"x(Mix	 «	 Pix)”	 requires	 principles	 that	 govern	 type	 identity.14	 The	
explanatory	 argument	 for	 reductive	 physicalism	 therefore	 provides	 us	 with	
precedent	for	the	view	that	metaphysical	explanations	may	consist	of	derivations	
that	 employ	 inference	 rules	which	 exceed	 those	 of	 first	 order	 logic	 and	 govern	
metaphysical	notions.	Moreover,	if	premises	and	rules	concerning	type	identity	are	
suitable	 for	 derivational	 explanations	 in	 metaphysics,	 then	 it	 is	 reasonable	 to	
conclude	 that	 premises	 and	 rules	 that	 concern	 the	 notion	 of	 ground	 may	
participate	in	such	explanations	as	well.	For	I	have	assumed	all	along	that	ground	is	
one	of	 the	central	explanatory	notions	 in	metaphysics.15	The	 foregoing	example	
therefore	provides	precedent	for	the	claim	that	there	are	grounding-based	type	B	
explanations.		
	 I	 will	 now	 turn	 to	 the	 metaphysics	 of	 perceptual	 experience	 and	 the	
explanatory	argument	for	phenomenal	internalism	defended	by	Pautz	(2013)	and	
critiqued	 by	 Epstein	 and	 Sethi	 (2025).16	 Phenomenal	 internalism	 (henceforth	
“internalism”)	 consists	 of	 the	 view	 that	 the	 phenomenal	 character	 of	 a	 sensory	
experience	depends	wholly	on	the	subject’s	neurological	state	rather	than	on	the	
properties	of	the	subject’s	external	environment.	Put	otherwise,	the	character	of	a	
sensory	 experience	 is	 “internally	 dependent”.	 Phenomenal	 externalism	
(henceforth	“externalism”),	by	contrast,	consists	of	the	opposing	view	i.e.	that	the	
phenomenal	 character	 of	 a	 sensory	 experience	 depends,	 at	 least	 partly,	 on	 the	
properties	of	 the	subject’s	external	environment.17	To	defend	 internalism,	Pautz	
first	 highlights	 neurological	 findings	 which	 show	 that	 the	 structure	 of	 our	
experience	of	color	(and	secondary	qualities	in	general)	is	a)	well	correlated	with	
the	structure	of	our	neural	properties	but	b)	poorly	correlated	with	the	structure	
of	 the	 physical	 properties	 of	 our	 environment.	 For	 example,	 the	 degree	 of	
difference	in	the	character	of	our	various	color	experiences	correlates	well	with	the	
degree	of	difference	in	our	neural	states	but	correlates	poorly	with	the	degree	of	
difference	 in	 the	 physical	 properties	 of	 the	 objects	 we	 perceive	 (e.g.	 spectral	

																																																								
14 I	take	no	stand	though	on	whether	or	not	such	principles	count	as	“logical”.	
15 See	Dasgupta	(2014)	for	a	defense	of	the	claim	that	various	metaphysical	theses	such	
as	physicalism	are	best	formulated	in	terms	of	the	notion	of	ground. 
16 Pautz’	argument	is	laid	out	more	explicitly	in	Epstein	and	Sethi’s	critique	and	so	I	will	
focus	primarily	on	their	formulation	of	it. 
17 For	example,	on	the	internalist	view,	the	phenomenal	character	of	a	visual	sensation	of	
red	 depends	 entirely	 on	 one’s	 brain	 state.	 On	 the	 externalist	 view,	 meanwhile,	 the	
phenomenal	 character	 of	 such	 an	 experience	 depends	 partly	 on	 the	 fact	 that	 one	 is	
suitably	related	to	a	(presumably	red)	object. 
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reflectance	 profiles).	 The	 best	 explanation	 for	 these	 correlations,	 Pautz	 then	
argues,	is	that	the	character	of	our	color	experience	is	internally	dependent.	Lastly,	
Pautz	appeals	to	an	assumption	that	he	calls	the	“uniformity	constraint”	–	namely,	
that	if	the	character	of	our	color	experience	is	internally	dependent	then	so	is	the	
character	 of	 our	 shape	 experience.	 It	 follows	 that	 the	 character	 of	 our	 visual	
experience	as	a	whole	is	internally	dependent	(i.e.	phenomenal	internalism).	
	 Epstein	and	Sethi	concede	that	phenomenal	 internalism	provides	the	best	
explanation	for	the	correlations	that	Pautz	highlights.	Moreover,	they	accept	the	
uniformity	 constraint	 on	 a	 priori	 grounds.	 However,	 they	 claim	 that	 the	
argumentative	 strategy	 that	 Pautz	 employs	 leads	 to	 a	 stalemate	 between	
internalists	and	externalists.	To	make	their	case,	they	highlight	empirical	findings	
which	show	that	the	structure	of	our	experience	of	shape	is	a)	well	correlated	with	
the	structure	of	the	physical	properties	of	our	environment	but	b)	poorly	correlated	
with	our	neural	properties.	If	we	take	these	correlations	as	our	initial	explanandum	
rather	 than	 the	 correlations	 that	 Pautz	 highlights,	 we	 may	 then	 use	 his	
argumentative	strategy	to	defend	the	externalist	view	instead.		

The	 most	 natural	 interpretation	 of	 Pautz’	 argument	 is	 one	 on	 which	 a	
derivational	account	of	explanation	is	implicit	and	such	derivations	may	appeal	to	
rules	and	principles	that	govern	the	notion	of	dependence.	For	suppose	we	claim	
that	something	like	the	type	A	account	of	explanation	is	implicit	instead.	The	claim	
that	 internalism	explains	 the	 correlations	well	 then	amounts	 to	 stating	 that	 the	
following	 grounding	 claim	 is	 clearly	 compelling:	 [Internalism]	 <	 [Correlations].	
However,	this	claim	asserts	that	a	dependence	fact	grounds	an	empirical	fact.	It	is	
not	obvious	that	this	is	possible	and	it	is	therefore	far	from	obvious	why	we	should	
consider	this	to	be	a	good	type	A	explanation	(let	alone	the	best).	Both	Pautz	and	
his	critics	(i.e.	Epstein	and	Sethi),	though,	see	it	as	obvious	that	internalism	provides	
a	good	(if	not	the	best)	explanation	for	the	correlations	even	if	they	do	not	accept	
Pautz’	 internalist	 conclusion.	 This	 mutual	 acceptance	 is	 puzzling	 on	 the	 type	 A	
account.	A	derivational	view	of	metaphysical	explanation	therefore	makes	better	
sense	of	the	reasoning	involved	in	this	debate.18	Moreover,	any	derivation	of	the	
correlations	from	the	internalist	thesis	will	clearly	employ	rules	or	principles	that	
govern	the	notion	of	dependence.	If	explanatory	derivations	may	appeal	to	rules	or	
principles	 concerning	 “dependence”	 then	 it	 is	once	again	natural	 to	extrapolate	

																																																								
18 Even	 if	 one	 takes	 the	 view	 that	 dependence	 facts	 can	 ground	 empirical	 facts,	 it	 is	
enough	for	my	point	to	go	through	that	this	is	not	at	all	obvious. 
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from	this	to	the	notion	of	ground.19	The	foregoing	discussion	therefore	provides	
further	 precedent	 for	 the	 claim	 that	 there	 are	 grounding-based	 type	 B	
explanations.	

The	type	A	theorist	might	acknowledge	the	weight	of	my	case	for	the	type	B	
view	but	claim	that	their	view	is	nevertheless	preferable	to	the	type	B	account	for	
the	 simple	 reason	 that	 a	uniform	account	of	metaphysical	 explanation	 is	 better	
than	a	plural	one.	But	it	is	not	obvious	that	uniformity	considerations	weigh	in	favor	
of	the	type	A	account.	For	they	only	do	so	if	the	type	A	account	is	preferable	to	an	
account	 on	 which	 all	 metaphysical	 explanations	 have	 a	 derivational	 structure.	
While	I	will	not	claim	that	an	account	of	the	latter	kind	is	superior	to	the	type	A	
account,	it	enjoys	some	advantages	and	therefore	seems,	at	least,	to	be	its	equal.	
First,	 as	 we	 have	 already	 seen,	 the	 type	 B	 account	 makes	 better	 sense	 of	 our	
explanatory	 judgments	 and	 also	 exhibits	 continuity	 with	 metaphysical	 practice.	
Second,	 an	 account	 of	metaphysical	 explanation	 that	 has	 precedent	 in	 another	
explanatory	paradigm	is	preferable,	all	else	being	equal,	to	one	that	is	not.	Where	
should	we	 look	 for	 such	a	precedent?	We	might	 try	 looking	 to	 the	 literature	on	
scientific	 explanation.	 But	 this	 literature	 is	 notoriously	 fractured	 over	 the	 basic	
form	 of	 scientific	 explanations	 themselves.	 Some	 such	 as	 Hempel/Oppenheim	
(1948)	 and	 Kitcher	 (1981)	 treat	 them	 all	 as	 derivations.	 Others	 such	 as	 Salmon	
(1984)	and	Lewis	(1986)	treat	them	all	as	causal	stories.	This	makes	the	scientific	
explanation	literature	a	fragile	ground	on	which	to	draw.	By	contrast,	the	literature	
on	 mathematical	 explanation	 converges	 on	 the	 view	 that	 most,	 if	 not	 all,	
mathematical	explanations	have	a	derivational	structure	even	if	theorists	disagree	
over	 specific	 explanatory	 virtues.20	 This	 makes	 the	 case	 of	 mathematical	
explanation	a	more	stable	precedent	on	which	 to	draw	and	gives	us	a	 tentative	
reason	to	favor	a	view	on	which	all	metaphysical	explanations	consist	of	derivations	
rather	than	bare	grounding	claims.	The	fact	that	mathematical	and	metaphysical	
explanations	are	both	directed	–	either	often	or	always	–	at	necessary	truths	gives	
us	further	reason	to	treat	mathematics	as	the	more	relevant	precedent.	

																																																								
19 If	we	assume	(as	is	common	in	metaphysics	nowadays)	that	dependence	claims	are	best	
captured	via	the	notion	of	ground,	then	no	extrapolation	is	even	needed.	Rather,	the	case	
at	hand	provides	a	direct	example	of	a	grounding-based	type	B	explanation. 
20	Importantly,	I	am	concerned	solely	with	explanations	of	pure	mathematical	facts	rather	
than	 mathematical	 explanations	 of	 physical	 facts.	 See	 Mancosu	 (2008,	 ch.	 5)	 for	 a	
discussion	of	this	distinction.	See	Steiner	(1978)	and	Lange	(2014,	2015),	meanwhile,	for	
different	accounts	of	the	explanatory	virtues	that	pertain	to	mathematical	explanations.	
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The	 type	 A	 theorist	 might	 argue	 that	 while	 type	 B	 explanations	 share	 a	
derivational	structure	with	mathematical	explanations,	the	explanatory	virtues	that	
pertain	to	type	A	explanations	resemble	those	that	pertain	to	causal	explanations.	
It	is	worth	noting,	though,	that	any	such	claim	requires	significant	defense.	Absent	
such	defense,	a	clear	parallel	between	type	A	and	causal	explanations	has	not	been	
established.	Moreover,	 there	are	reasons	to	doubt	 that	some	of	 the	key	criteria	
that	are	used	to	assess	causal	explanations	transfer	straightforwardly	to	grounding	
claims.	The	criteria	in	question	include	temporal	order	and	plausible	mechanism.	
Temporal	order	does	not	transfer	for	obvious	reasons.	On	Salmon’s	(1984,	chs.	1,	
4,	5)	mechanistic	view,	meanwhile,	causal	explanations	are	assessed	based	on	their	
level	of	mechanistic	detail	and	fit	with	known	physical	laws.	These	criteria	do	not	
transfer	clearly	either	since	it	is	not	obvious	what	would	count	as	a	mechanism	in	
the	context	of	grounding.	Moreover,	even	if	something	analogous	could	be	found,	
it	would	 likely	diverge	drastically	 from	our	understanding	of	mechanisms	 in	 the	
causal	domain.	

The	 discussion	 above	 regarding	 mathematical	 and	 causal	 explanation	
reinforces	the	claim	that	the	type	A	view	lacks	any	clear	advantage	over	a	derivation	
only	view	of	metaphysical	explanation.	I	wish	to	reiterate,	however,	that	I	am	not	
arguing	for	a	derivation	only	view.	For	the	type	B	view	is	a	plural	account.	Rather,	I	
merely	seek	to	show	that	uniformity	considerations	give	us	little	reason,	if	any,	to	
prefer	the	type	A	account.	For	if	we	insist	on	a	uniform	account	then	a	derivation	
only	view	seems	at	least	as	compelling	as	its	type	A	competitor.21			
	

Section	III	–	Type	B	Examples.	
	
I	 have	 so	 far	 defended	 the	 type	 B	 view	 on	 the	 basis	 of	 its	 continuity	 with	
metaphysical	practice.	 I	will	now	provide	some	 intuitive	examples	of	grounding-

																																																								
21	See	Baron	and	Norton	(2021)	for	an	account	of	metaphysical	explanation	that	applies	
Kitcher’s	 (1981)	 unificationist	 account	 of	 scientific	 explanation	 to	 the	 metaphysical	
domain.	 While	 I,	 like	 them,	 believe	 that	 metaphysical	 explanations	 often	 have	 a	
derivational	structure,	I	refrain	from	borrowing	Kitcher’s	account	wholesale	as	they	do.	
For	while	analogies	between	scientific	and	metaphysical	explanation	are	important,	it	is	
also	true	–	as	in	the	scientific	case	–	that	determining	general	criteria	will	require	attention	
to	 a	 range	 of	 particular	 cases.	 Second,	 Kitcher’s	 account	 requires	 that	 we	 be	 able	 to	
cleanly	separate	our	scientific	from	our	non-scientific	beliefs.	While	this	may	be	possible,	
it	seems	harder	to	separate	our	metaphysical	from	our	non-metaphysical	beliefs.	Lastly,	
Kitcher’s	account	is	contested	even	in	the	scientific	domain.	
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based	type	B	explanations.	These	examples	will	serve	two	purposes.	First,	they	will	
provide	further	support	for	the	type	B	account.	Second,	they	will	illustrate	the	role	
that	 certain	 grounding	 rules	 such	 as	 factivity	 play	 in	 devising	 various	 type	 B	
explanations.22	This	illustration	will	then	reinforce	my	later	claim	that	the	logic	of	
ground	plays	an	important	epistemic	role.	
		 In	providing	examples	of	grounding-based	type	B	explanations,	 I	will	 focus	
on	explanations	of	general	facts	–	for	I	believe	that	this	is	where	the	motivation	is	
clearest.	Suppose,	for	example,	that	we	wish	to	explain	why	everything	scarlet	is	
red.	Now	consider	the	following	argument:	

1) "x	(x	is	scarlet	®	([x	is	scarlet]	<	[x	is	red])).	[Premise]	
2) y	is	scarlet.	[Supposition]	
3) [y	is	scarlet]	<	[y	is	red].	[Follows	from	1	and	2]	
4) y	is	red.	[Follows	from	3	via	Factivity]	
5) y	is	scarlet	®	y	is	red.	[Follows	from	2	–	4]	
6) "x	(x	is	scarlet	®	x	is	red).	[Follows	from	5]	

This	 chain	of	 reasoning	 seems	 to	provide	us	with	an	explanation	 for	 the	 fact	 at	
hand.		

		Lest	the	reader	worry	that	only	toy	examples	are	possible,	below	is	a	further	
example	from	the	philosophy	of	mind.	The	reasoning	provides	an	(albeit	contested)	
explanation	 for	why	 someone	 is	 in	pain	whenever	 they	are	 in	 a	 state	of	C-fiber	
firing:	

1) "x	(x	is	in	a	state	of	C-fiber	firing	®	([x	is	in	a	state	of	C-fiber	firing]	<	[x	is	in	
pain])).	[Premise]	

2) y	is	in	a	state	of	C-fiber	firing.	[Supposition]	
3) [y	is	in	a	state	of	C-fiber	firing]	<	[y	is	in	pain].	[Follows	from	1	and	2]	
4) y	is	in	pain.	[Follows	from	3	via	Factivity]	
5) y	is	in	a	state	of	C-fiber	firing	®	y	is	in	pain.	[Follows	from	2	–	4]	
6) "x	(x	is	in	a	state	of	C-fiber	firing	®	x	is	in	pain).	[Follows	from	5]	

This	 derivation	 provides	 us	 with	 an	 explanation	 for	 its	 conclusion	 regardless	 of	
whether	 its	premise	 is	 true	or	not.	 In	making	 this	claim,	 I	am	assuming	that	 the	
premises	of	a	metaphysically	explanatory	argument	may	sometimes	be	false	(we	
may	think	of	such	arguments	as	“incorrect	explanations”).	While	I	will	not	explicitly	
defend	this	assumption	here,	it	is	worth	highlighting	that	it	has	precedent	in	other	
domains.	For	example,	it	is	often	said	that	we	can	scientifically	explain	the	laws	of	
																																																								
22 While	it	may	be	possible	to	formulate	the	derivations	that	I	will	consider	using	a	weaker	
grounding	 rule	 than	 factivity,	 some	 grounding	 rule	 will	 still	 be	 needed	 and	 this	
observation	suffices	for	my	purposes. 
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planetary	motion	by	deriving	them	from	Newton’s	laws	even	though	the	latter	are	
not,	 strictly	 speaking,	 correct.	 Second,	 as	 I	 will	 discuss	 more	 later	 on,	
mathematicians	sometimes	defend	axioms	by	arguing	that	they	let	us	derive	and	
thereby	explain	accepted	results.	 If	 the	premises	of	an	explanatory	derivation	 in	
mathematics	must	always	be	true,	however,	then	this	form	of	inference	to	the	best	
explanation	(IBE)	would	make	little	sense.	For	we	presumably	could	not	assess	that	
a	derivation	is	explanatory	without	first	knowing	that	its	premises	are	true.	Rather,	
we	 could	 at	most	 assess	 that	 it	would	 be	explanatory	 if	 its	 premises	were	 true.	
However,	any	characterization	of	mathematical	IBE	in	terms	of	such	counterfactual	
assessments	is	unsatisfying.	For	mathematical	axioms	are	true	or	false	by	necessity.	
If	a	derivation	has	a	false	axiom	as	a	premise,	it	is	therefore	trivial	to	claim	that	it	
would	be	explanatory	if	its	premises	were	true.	This	is	because	counterfactuals	with	
necessarily	false	antecedents	are	trivially	true	on	standard	accounts.23	

		Some	might	dismiss	the	examples	given	so	far	in	support	of	the	type	B	view.	
But	 we	 may	 strengthen	 the	 case	 by	 considering	 the	 following	 argumentative	
template	T	–	where	we	obtain	instances	of	T	by	replacing	the	variables	‘j’	and	‘y’	
with	well-formed	formulas:	

1) "x	(j(x)	®	([j(x)]	<	[y(x)])).	[Premise]	
2) j(y).	[Supposition]	
3) [j(y)]	<	[y(y)].	[Follows	from	1	and	2]	
4) y(y).	[Follows	from	3	via	Factivity]	
5) j(y)	®	y(y).	[Follows	from	2	–	4]	
6) "x	(j(x)	®	y(x)).	[Follows	from	5]	

Many,	if	not	all,	instances	of	this	template	seem	to	provide	us	with	an	explanation	
for	their	conclusion.	Therefore,	if	the	reader	does	not	feel	the	force	of	the	particular	
cases	that	I	have	provided,	they	are	invited	to	plug	in	instances	of	the	schema	that	
they	find	more	compelling.	This	will	give	them	a	basis	of	their	own	for	adopting	the	
type	B	view.24	Moreover,	all	 instances	of	this	template	employ	the	factivity	rule.	
This	gives	us	additional	reason	to	think	that	the	factivity	rule	(or	something	like	it)	

																																																								
23 The	observations	made	here	with	regard	to	mathematical	IBE	also	apply	to	the	cases	of	
metaphysical	 IBE	 considered	 in	 the	 previous	 section.	Metaphysical	 practice	 therefore	
provides	 further	 precedent	 for	 the	 claim	 that	 explanatory	 derivations	may	 have	 false	
premises. 
24 Importantly,	 I	 am	 not	 claiming	 that	 all	 type	 B	 explanations	 are	 instances	 of	 this	
template.	Rather,	I	am	simply	claiming	that	instances	of	this	template	serve	as	a	useful	
source	of	type	B	examples. 
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plays	a	role	in	devising	various	type	B	explanations	(though	I	do	not	claim	that	the	
rule	is	employed	in	all	such	explanations).25	

A	 type	 A	 theorist	might	 object	 to	 the	 case	 judgments	 on	which	 I	 rely	 by	
claiming	that	our	intuitions	about	the	given	derivations	are	tracking	some	feature	
other	than	explanatory-ness.	Let	us	call	the	feature	that	our	intuitions	are	tracking	
“F”.	To	handle	this	objection,	I	will	consider	some	accounts	of	F	on	which	F	consists	
of	something	other	than	explanatory-ness.	In	each	case,	I	will	argue	that	the	given	
account	falls	short	of	the	explanatory	interpretation	of	F.		

			A	 type	A	 theorist	might	 argue	 that	 F	 consists	 of	 logical	 validity	 rather	 than	
explanatory-ness.	 But	 this	 claim	 is	 implausible.	 For	 this	 account	 of	 F	 appears	
incompatible	 with	 the	 observation	 that	 the	 following	 deduction,	 while	 logically	
valid,	barely	exemplifies	F	if	it	does	so	at	all:	

1) ¬¬"x	(x	is	scarlet	®	x	is	red).		
2) "x	(x	is	scarlet	®	x	is	red).		

This	observation	poses	no	problem,	however,	for	the	explanatory	interpretation	of	
F.	

Alternatively,	the	type	A	theorist	might	claim	that	F	consists	of	the	fact	that	
a	derivation	 is	an	 instance	of	 the	argument	schema	T	that	 I	provided	earlier	on.	
There	are	two	problems,	though,	with	this	account	of	F.	First,	and	most	importantly,	
it	seems	that	F	is	preserved,	to	some	degree	at	least,	even	when	we	insert	needless	
detours	 into	my	 example	 derivations.	 This	would	 not	 be	 the	 case	 if	 F	 consisted	
solely	in	the	instantiation	of	a	particular	argument	schema.	Second,	any	argument	
–	including	the	examples	I	provided	–	instantiates	infinitely	many	schemata.	If	we	

																																																								
25 One	might	object	to	this	last	claim	by	positing	both	a	factive	and	non-factive	notion	of	
ground	and	claiming	that	we	can	define	the	factive	notion	in	terms	of	the	non-factive	one	
as	follows:	[P]	<Factive	[Q]	º	[P]	<Non-Factive	[Q]	Ù	(P	Ù	Q).	If	we	substitute	the	right-hand	side	
of	this	definition	in	place	of	the	factive	grounding	claims	in	instances	of	T	then	we	may	
derive	the	conclusions	from	the	premises	without	using	the	factivity	rule.	The	problem	
with	this	proposal,	however,	is	that	it	trivializes	the	derivations	entirely	and	this	outcome	
is	incompatible	with	the	judgment	that	the	derivations	are	explanatory.	The	derivations	
are	trivialized	because	we	may	derive	Q	from	the	conjunct	(P	Ù	Q)	alone	via	nothing	more	
than	conjunction	elimination.	If	there	are	two	notions	of	ground,	I	will	therefore	assume	
that	neither	of	them	is	conceptually	reducible	to	the	other	and	that	it	is	the	factive	rather	
than	the	non-factive	notion	that	is	operative	in	the	derivations	considered	so	far. 
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are	 to	 single	one	out	as	 the	 schema	 to	which	our	 intuitions	pertain,	 then	 some	
account	is	owed	of	why	that	schema	is	more	salient	than	others.26		

Lastly,	the	type	A	theorist	might	argue	that	F	consists	of	the	feature	that	a	
derivation	has	when	the	conjunction	of	its	premises	provides	us	with	a	compelling	
type	A	explanation	for	its	conclusion.	Put	otherwise,	if	j	is	the	conjunction	of	the	
derivation’s	premises	and	y	is	the	derivation’s	conclusion	then	the	derivation	has	
F	if	“[j]	<	[y]”	is	a	compelling	type	A	explanation	for	y.	However,	this	view	also	
struggles	 with	 our	 comparative	 judgments.	 For	 an	 argument	 that	 omits	 any	
intermediate	steps	seems	to	possess	F	to	a	lesser	extent	than	the	arguments	I	have	
provided.27	This	 should	not	be	 the	case,	 though,	 if	 F	 consists	of	 the	 feature	 just	
described.	 Second,	 in	 my	 example	 derivations,	 it	 is	 not	 obvious	 that	 the	 fact	
denoted	 by	 the	 premise	 is	 properly	 suited	 to	 ground	 the	 fact	 denoted	 by	 the	
conclusion.	 This	 is	 because	 it	 is	 not	 obvious	 that	 grounding	 facts	 are	 suited	 to	
ground	empirical	facts.28	For	whenever	a	fact	[j]	grounds	a	fact	[y],	[j]	is	generally	
regarded	as	more	fundamental	than	[y].	It	is	not	clear,	though,	whether	grounding	
facts	are	themselves	more	or	less	fundamental	than	empirical	facts.29	This	gives	us	
reason	 to	 prefer	 the	 original	 interpretation	 of	 F	 on	 which	 F	 consists	 of	 the	
explanatoriness	of	the	derivations	themselves.		

I	have	now	examined	several	alternative	accounts	of	F	and	found	them	all	
wanting	 on	 the	 basis	 that	 they	 are	 either	 incompatible	 with	 our	 comparative	
judgments	or	fail	to	do	justice	to	the	salience	of	F.	Of	course,	proponents	of	the	
type	A	view	may	devise	increasingly	gerrymandered	accounts	of	F	that	avoid	the	

																																																								
26 For	example,	while	my	particular	derivations	are	all	instances	of	the	schema	T,	they	are	
also	all	instances	of	schemata	that	are	identical	to	T	save	for	the	fact	that	they	impose	
further	restrictions	on	the	range	of	the	meta-linguistic	variables	‘j’	and	‘y’. 
27 The	type	A	theorist	might	object	that	an	argument	that	omits	intermediate	steps	is	not	
a	 genuine	argument.	By	 “argument”,	however,	 I	 simply	mean	any	 series	of	 inferential	
steps.	If	one	also	requires,	in	the	definition	of	“argument”,	that	each	step	conforms	to	a	
particular	proof	system	then	this	effectively	builds	in	a	particular	logic	of	ground.	As	I	have	
already	mentioned,	 though,	 the	 logic	of	 ground	 is	 a	much-contested	 issue	and	 so	 this	
critique	rests	on	a	commitment	that	itself	requires	significant	defense. 
28 For	example,	it	is	not	clear	that	the	grounding	fact	["x	(x	is	scarlet	®	([x	is	scarlet]	<									
[x	is	red]))]	is	properly	suited	to	ground	the	fact	["x	(x	is	scarlet	®	x	is	red)].	This	is	because	
it	is	not	clear	whether	or	not	the	former	fact	is	more	fundamental	than	the	latter. 
29	 The	 issue	 raised	 here	 is	 distinct	 from	 the	 well-known	 question	 of	 what	 grounds	
grounding	facts.	For	discussions	of	this	question	see	Litland	(2017)	and	Sider	(2020).	
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objections	I	have	raised	so	far.	But	the	explanatory	account	is	comparatively	simple	
and	unified	and	so	I	will	treat	it	as	the	best	supported	option	going	forward.		

	
Section	IV	–	Inference	to	the	Best	Explanation	

	
I	have	now	defended	the	type	B	view	and	highlighted	the	importance	of	grounding	
rules	 in	 devising	 various	 type	B	 explanations.	Going	 forward,	 I	will	 examine	 the	
epistemological	implications	of	these	results.	As	mentioned	at	the	beginning	of	this	
chapter,	 I	 will	 assume	 that	 knowledge	 of	 non-transparent	 grounding	 claims	 is	
possible.	 This	 assumption	 raises	 the	 following	 question	 –	 namely,	 how	 is	 such	
knowledge	possible?	The	most	viable	answer,	I	believe,	is	that	we	use	IBE	to	justify	
general	grounding	claims	and	I	will	defend	this	answer	on	abductive	grounds.30		

Before	defending	it,	though,	I	will	first	elaborate	on	it	further.	Suppose	we	
devise	a	 type	B	explanation	of	 an	antecedently	 known	claim	 in	which	a	general	
grounding	claim	(e.g.	“"x	(x	is	composed	of	H2O	®	([x	is	composed	of	H2O]	<	[x	is	
water]))”)	 figures	 as	 a	 premise.	 Moreover,	 suppose	 we	 then	 assess	 that	 this	
derivation	provides	us	with	the	best	explanation	for	its	conclusion.	On	the	account	
at	 hand,	 this	 overall	 process	 justifies	 believing	 the	 general	 grounding	 claim.31	
Moreover,	we	can	then	justify	believing	particular	grounding	claims	(e.g.	“This	 is	
water	because	it	is	composed	of	H2O”)	by	deriving	them	from	the	general	claim.		

In	the	account	that	I	have	just	sketched	I	have	assumed	that	IBE	ranges	over	
type	B	explanations.	Some	might	wonder	why	 I	make	 this	assumption.	After	all,	
could	IBE	not	range	over	type	A	explanations	instead?	It	is	therefore	worth	noting	
that	 we	 cannot	 credibly	 propose	 IBE	 as	 an	 epistemology	 for	 non-transparent	
grounding	 claims	 unless	we	 say	 something	 about	 the	 kind	 of	 explanations	 over	
which	it	ranges.	I	will	admit	that	I	am	partial	to	a	plural	account	on	which	IBE	may	
range	 over	 either	 type	 A	 or	 type	 B	 explanations	 (though	 not	 over	 both	
simultaneously).	 For	 it	 seems	 ad	 hoc	 to	 restrict	 IBE	 to	 just	 one	 or	 the	 other.	
Moreover,	 it	 seems	 plausible	 that	 the	 appropriate	 form	 of	 a	 metaphysical	
explanation	is	a	context	sensitive	matter	that	is	determined	by	pragmatic	factors.32	

																																																								
30	 Specifically,	 I	will	 defend	 it	 by	 comparing	my	 IBE	based	epistemology	 to	alternative	
epistemologies	and	arguing	that	the	IBE	based	epistemology	is	superior.	
31	This	account	of	IBE	in	the	metaphysical	realm	mimics	the	account	that	Lipton	(2004)	
develops	in	the	scientific	domain.		
32 See	 Van	 Fraassen	 (1980,	 ch.	 5)	 for	 a	 defense	 of	 this	 view	 in	 the	 scientific	 domain.	
According	 to	 Van	 Fraassen,	 what	 counts	 as	 an	 explanation	 in	 a	 given	 context	 is	
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Therefore,	 while	 type	 B	 explanations	 may	 qualify	 as	 explanations	 in	 certain	
contexts,	they	may	not	do	so	in	others	(and	likewise	for	type	A	explanations).	If	this	
is	 the	 case,	 then	 IBE	will	 plausibly	 range	 over	 different	 kinds	 of	 explanations	 in	
different	contexts.	However,	if	we	insist	on	confining	(metaphysical)	IBE	to	just	one	
category,	I	believe	that	we	have	(defeasible)	reasons	to	favor	type	B	explanations.33	
First,	IBE	over	type	B	explanations	has	clear	precedent	in	the	abductive	arguments	
considered	in	section	II	(i.e.	those	given	by	Bates	and	Pautz).	Second,	if	we	treat	IBE	
in	 the	metaphysical	 realm	 as	 ranging	 over	 type	 B	 explanations,	 it	 then	 bears	 a	
structural	 resemblance	 to	 a	 well-accepted	 form	 of	 reasoning	 –	 namely,	
hypothetico-deductive	reasoning.	This	resemblance	consists	in	the	fact	that	both	
forms	of	reasoning	involve	evaluating	premises	in	light	of	the	conclusions	that	we	
can	 derive	 from	 them.	 All	 else	 being	 equal,	 we	 should	 prefer	 an	 account	 of	
metaphysical	 IBE	 that	 exhibits	 a	 close	 continuity	 with	 a	 well-accepted	 form	 of	
reasoning.		

Additionally,	 if	 we	 treat	 metaphysical	 IBE	 as	 ranging	 over	 type	 B	
explanations,	 it	 then	bears	a	close	parallel	 to	 the	 form	of	 IBE	 that	 is	 sometimes	
proposed	as	a	means	of	assessing	mathematical	axioms.	For	in	this	case	too,	axioms	
are	assessed	in	light	of	the	consequences	that	can	be	derived	from	them	and	the	
explanatory	 virtues	 that	 those	 derivations	 exhibit.34	Of	 course,	 I	 do	 not	wish	 to	
claim	that	the	use	of	IBE	in	mathematics	is	settled	or	uncontroversial.	However,	by	
treating	IBE	as	ranging	over	type	B	explanations	we	thereby	give	it	a	close	affinity	
with	a	form	of	reasoning	that	is	taken	seriously	elsewhere.		

Some	might	argue,	however,	that	if	we	instead	treat	IBE	as	ranging	over	type	
A	 explanations	 then	 this	 will	 give	 it	 a	 greater	 affinity	 with	 IBE	 across	 causal	
explanations	 in	 science.	But	 this	 affinity	does	not	 seem	as	 strong	as	 the	affinity	
between	mathematical	IBE	and	IBE	over	type	B	explanations.	For	as	I	have	already	
noted,	 both	 mathematical	 IBE	 and	 IBE	 over	 type	 B	 explanations	 involve	
constructing	derivations.	There	is	no	comparable	similarity,	meanwhile,	between	
IBE	over	causal	explanations	and	IBE	over	grounding	claims.	One	might	object	to	

																																																								
determined	by	pragmatic	factors	such	as	the	contrast	class	associated	with	the	relevant	
why-question.	Van	Fraassen,	however,	is	more	skeptical	of	IBE	than	I	am. 
33 Importantly,	 I	 will	 not	 argue	 that	 IBE	 ranges	 only	 over	 grounding-based	 type	 B	
explanations	but,	rather,	over	type	B	explanations	as	a	whole. 
34	See	Maddy	(1988)	for	a	detailed	discussion	of	the	role	that	such	considerations	played	
in	 motivating	 the	 initial	 adoption	 of	 the	 ZFC	 framework.	 See	 Mancosu	 (2001)	 for	 a	
discussion	of	the	important	role	that	such	reasoning	plays	in	Russell’s	(1907)	account	of	
mathematical	knowledge.	
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this	 claim	 by	 appealing	 to	 Schaffer’s	 (2016)	 suggestion	 that	 the	 method	 of	
structural	equation	modeling	(SEM)	that	is	sometimes	used	to	assess	causal	claims	
may	be	applied	to	grounding	claims	too.35	For	if	we	accept	Schaffer’s	proposal,	it	
may	seem	as	though	there	is	a	deep	affinity	between	IBE	over	causal	explanations	
and	 IBE	 over	 grounding	 claims.	 But	 this	 objection	 mischaracterizes	 causal	 IBE.	
Specifically,	while	SEM	may	systematize	the	outputs	of	our	causal	reasoning	and	
thereby	refine	it,	it	does	not	describe	the	way	in	which	we	actually	justify	our	causal	
beliefs	(at	least	initially).	For	the	legitimacy	of	SEM	is	far	from	self-evident	but	is	
rather	supported	by	testing	its	verdicts	against	our	causal	judgments	in	a	process	
of	 reflective	 equilibrium.	 This	 observation	 highlights	 the	 important	 difference	
between	SEM	and	causal	IBE	itself.	By	claiming	that	IBE	over	type	A	explanations	
consists	of	a	form	of	SEM,	the	proponent	of	type	A	IBE	therefore	does	not	achieve	
the	intended	affinity	with	causal	IBE.		

Of	course,	by	adopting	Schaffer’s	proposal,	the	proponent	of	type	A	IBE	may	
achieve	 a	 continuity	 between	 the	 way	 in	 which	 type	 A	 IBE	 and	 causal	 IBE	 are	
systematized.	 However,	 a	 similarity	 in	 systematization	 is	 not	 the	 same	 as	 a	
similarity	 in	 the	 reasoning	 process	 itself.	 Moreover,	 in	 order	 to	 achieve	 the	
intended	 similarity	 with	 causal	 IBE,	 the	 proponent	 of	 type	 A	 IBE	 must	 make	
speculative	 assumptions	 about	 the	 way	 in	 which	 their	 preferred	 form	 of	 IBE	 is	
correctly	systematized.	By	contrast,	the	proponent	of	type	B	IBE	need	make	no	such	
assumptions	at	all	in	order	to	achieve	a	close	affinity	between	type	B	IBE	and	other	
forms	of	reasoning.	This	gives	us	a	reason	to	prefer	an	account	of	metaphysical	IBE	
on	which	it	ranges	over	type	B	rather	than	type	A	explanations.36		

																																																								
35 The	 framework	of	 structural	 equation	modeling	 is	 as	 an	attempt	 to	mathematically	
formalize	the	interventionist	approach	to	causal	explanation	that	is	found	in	Woodward	
and	Hitchcock	 (2003).	On	 the	 interventionist	 approach,	 a	 causal	 claim	 of	 the	 form	 “X	
causes	Y”	is	judged	to	be	strong	to	the	extent	that	possible	interventions	on	the	variable	
X	change	the	variable	Y	when	other	background	variables	are	held	constant.	The	relata	of	
the	causal	relation	are	therefore	variables	rather	than	events. 
36	I	wish	to	reiterate	that	I	am	open	to	a	plural	account	on	which	both	kinds	of	IBE	are	
possible.	Additionally,	I	do	not	assume	that	type	B	IBE	applies	only	to	derivations	that	use	
grounding	 claims	 as	 premises.	 For	 it	 is	 possible	 that	 the	 premises	 of	 a	 metaphysical	
explanation	may	consist	of	other	claims	too.	However,	I	assume	that	derivations	which	
rely	on	grounding	claims	as	premises	are	among	the	strongest	explanations	available	in	
metaphysics.	For	if	we	did	not	make	this	assumption,	then	metaphysical	IBE	would	have	
little	 traction	 in	 establishing	 grounding	 claims.	 This	 is	 because	 there	 would	 be	 an	
unmanageably	large	range	of	candidate	explanations	and	explanatory	virtues	would	do	
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I	have	so	far	argued	that	if	IBE	gives	knowledge	of	grounding	claims	then	it	
ranges	 over	 type	 B	 rather	 than	 type	 A	 explanations.	 Why	 think	 that	 IBE	 gives	
knowledge	of	grounding	claims	at	all	though?	To	properly	motivate	this	view	as	far	
as	non-transparent	grounding	claims	are	concerned,	I	must	say	something	about	
its	main	competitor	–	namely,	rationalism.	I	use	the	term	“rationalism”	to	describe	
approaches	which	invoke	something	like	a	faculty	of	rational	perception	that	lets	
us	 immediately	 apprehend	 grounding	 facts.	 Appeals	 to	 such	 a	 faculty	 are	 often	
considered	 suspect	 for	 the	 simple	 reason	 that	 its	 mechanisms	 appear	 highly	
mysterious.	Moreover,	appeals	to	such	a	faculty	have	no	clear	precedent	in	factual	
domains	 (I	 say	 “factual”	 because	 appeals	 to	 something	 resembling	 rational	
perception	are	more	widespread	in	normative	domains).37	We	do	not,	for	example,	
appeal	to	rational	perception	as	a	way	of	explaining	our	knowledge	of	causal	truths.	
Rather,	we	appeal	to	a	form	of	IBE.	Appeals	to	IBE	in	the	epistemology	of	ground	
are	therefore	more	continuous	with	our	epistemological	theorizing	in	other	areas.38	

Nevertheless,	it	is	implausible	that	my	IBE	account	provides	an	epistemology	
for	transparent	grounding	claims.	For	IBE	is	a	difficult	process	whereas	transparent	
grounding	claims	are	easily	knowable	without	empirical	investigation.	An	a	priori	
epistemology	is	therefore	needed	for	these	and	those	such	as	Siscoe	(2021)	argue	

																																																								
little	to	narrow	the	field.	We	would	consequently	be	left	without	an	answer	to	our	original	
question	–	namely,	how	knowledge	of	non-transparent	grounding	claims	is	possible.	
37	Some	might	argue	that	appeals	to	rational	perception	have	precedent	in	mathematics.	
However,	 appeals	 to	 mathematics	 are	 tenuous	 given	 the	 widely	 varying	 accounts	 of	
mathematical	 knowledge	 on	 offer	 and	 the	 contested	 role	 of	 rational	 perception.	 By	
contrast,	IBE	is	much	more	obviously	used	in	scientific	settings.	For	those	who	are	worried	
that	 my	 IBE	 based	 epistemology	may	 license	 too	many	 grounding	 claims,	 it	 is	 worth	
highlighting	that	there	is	no	clear	reason	to	think	that	a	purely	rationalist	account	will	do	
any	better	in	this	regard.	For	on	my	IBE	based	approach,	the	range	of	non-transparent	
grounding	claims	that	we	can	establish	is	at	least	tethered	in	some	clear	way	to	what	is	
already	known	and	is	further	filtered	by	explanatory	virtues.	
38 Rationalists	might	object	that	IBE	can	only	provide	knowledge	of	grounding	claims	if	we	
first	 demonstrate	 its	 reliability	 and	 it	 is	 hard	 to	 see	 how	 we	 would	 do	 this	 without	
employing	 some	kind	of	 rational	 faculty.	 But	 this	 objection	 assumes	 that	we	 can	only	
acquire	knowledge	through	the	use	of	a	method	 if	we	have	already	demonstrated	the	
reliability	of	the	given	method.	This	assumption	is	doubtful.	For	if	we	apply	it	across	the	
board	it	will	follow	that	no	method	can	provide	knowledge	at	all.	This	is	because	in	order	
to	acquire	knowledge	through	the	use	of	any	particular	method	we	would	first	need	to	
demonstrate	the	method’s	reliability	using	some	other	method	whose	reliability	would	
require	prior	demonstration	as	well. 
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that	some	form	of	rationalism	is	the	only	viable	option.39	Rationalists	might	argue	
that	 their	 view	 therefore	 has	 the	 following	 advantage:	 it	 permits	 a	 uniform	
epistemology	for	transparent	and	non-transparent	grounding	claims.	But	I	believe	
that	 we	 have	 important	 reasons	 to	 prefer	 a	 bifurcated	 epistemology.	 First,	 a	
uniform	 rationalist	 epistemology	 does	 little	 to	 illuminate	 the	 greater	 difficulty	
involved	in	knowing	non-transparent	grounding	claims.40	By	contrast,	suppose	that	
we	adopt	a	bifurcated	epistemology	on	which	a)	IBE	is	the	only	means	of	knowing	
non-transparent	 grounding	 claims	 while	 b)	 transparent	 grounding	 claims	 are	
knowable	 in	 some	 other	 (presumably	 a	 priori)	 way.	 This	 overall	 epistemology	
accounts	straightforwardly	for	the	difficulty	involved	in	knowing	non-transparent	
grounding	claims	given	that	IBE	is	a	difficult	process	and	often	requires	empirical	
input.	 Importantly,	 this	 payoff	 requires	 that	 we	 treat	 IBE	 as	 the	only	 means	 of	
knowing	such	claims	rather	than	one	method	among	many.	Second,	the	bifurcated	
account	has	another	important	advantage.	Specifically,	chemical	grounding	claims	
such	as	“something	is	water	because	it	is	composed	of	H2O”	were	clearly	not	known	
prior	to	empirical	 investigation	(I	take	no	stand	here,	though,	on	whether	or	not	
such	claims	are	presently	known).	The	bifurcated	epistemology	provides	us	with	a	
viable	explanation	for	this	pattern	of	ignorance:	namely,	that	there	were	no	known	
scientific	truths	for	such	grounding	claims	to	explain	at	the	time.	Consequently,	IBE	
could	 not	 give	 us	 knowledge	 of	 these	 kinds	 of	 chemical	 grounding	 claims.	 The	
rationalist	approach,	by	contrast,	offers	no	apparent	explanation.	This	gives	us	a	
further	 reason	 to	 prefer	 the	 bifurcated	 account	 over	 a	 uniform	 rationalist	
approach.	

I	will	now	consider	whether	or	not	the	unionist	thesis	–	namely,	the	thesis	
that	grounding	facts	are	identical	to	explanatory	facts	–	provides	us	with	an	obvious	
epistemology	for	grounding	claims.41	For	at	first	glance	it	may	seem	to	do	so	given	
that	explanatory	facts	appear	to	be	knowable	a	priori.	However,	this	appearance	
stems	from	a	conceptual	confusion.	Specifically,	it	may	be	knowable	a	priori	that	a	
claim	of	the	form	“[j]	<	[y]”	is	an	explanation	for	y	in	the	human	giving	sense	of	
“explanation”	discussed	at	the	start	of	section	II.	However,	this	does	not	imply	that	

																																																								
39 Siscoe	examines	and	argues	against	alternative	epistemologies	 that	appeal	 solely	 to	
conceptual	competence. 
40 Siscoe	himself	accepts	a	bifurcated	epistemology	and	only	applies	his	rationalism	to	
transparent	grounding	claims.  
41	See	Thompson	(2016)	for	a	discussion	of	some	of	the	challenges	that	the	unionist	view	
and	its	separatist	rival	respectively	face.	See	Maurin	(2019)	for	a	critique	of	unionism	and	
a	discussion	of	the	view’s	relevance	to	our	knowledge	of	ground.	
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the	truth	of	the	claim	“[j]	<	[y]”	is	knowable	a	priori.	For	while	grounding	facts	may	
be	explanatory	facts	in	the	worldly	sense	discussed	earlier	on,	there	is	no	reason	to	
think	 that	 statements	 that	 describe	 explanatory	 facts	 in	 this	 worldly	 sense	 are	
knowable	 a	 priori.	 By	 extension,	 the	 fact	 that	 grounding	 claims	 describe	
explanatory	 facts	 gives	 us	 no	 reason	 to	 believe	 that	 all	 grounding	 claims	 are	
knowable	a	priori.42	Consequently,	adopting	unionism	does	not	provide	us	with	an	
alternative	to	my	IBE	based	epistemology.	

I	will	pause	here	to	say	something	about	my	overall	argumentative	strategy.	
Specifically,	I	am	defending	the	use	of	IBE	in	the	metaphysical	realm	on	the	basis	
that	 it	 best	 explains	 our	 knowledge	 of	 non-transparent	 grounding	 claims.	 My	
argument	 therefore	 employs	 a	 form	 of	 IBE	 itself	 –	 specifically,	 IBE	 in	 the	
epistemological	 realm.	 However,	 this	 is	 a	 form	 of	 argument	 with	 significant	
precedent.	For	epistemological	IBE	is	sometimes	used	to	support	the	claim	that	we	
have	a	faculty	of	moral	intuition	on	the	basis	that	this	view	best	explains	our	moral	
knowledge.	Others	use	it	as	a	way	to	support	the	view	that	imaginative	reasoning	
yields	 knowledge	 on	 the	 basis	 that	 this	 view	 best	 explains	 our	 counterfactual	
knowledge	 (e.g.	Williamson	 (2007,	 ch.	 5)).	 I	 am	 therefore	 applying	 a	well-worn	
argumentative	strategy	to	support	the	use	of	IBE	in	the	metaphysical	realm.		

I	will	end,	as	promised,	with	a	discussion	of	the	epistemic	significance	of	the	
logic	 of	 ground.	 My	 proposed	 epistemology	 highlights	 the	 epistemic	 role	 of	
grounding	rules.	Specifically,	they	are	needed	to	devise	some	of	the	explanations	
over	which	metaphysical	IBE	ranges.	This	observation	in	turn	implies	that	debates	
over	the	logic	of	ground	are	not	epistemically	innocent.	For	conclusions	concerning	
the	logic	of	ground	will	presumably	affect	our	assessment	of	the	strength	of	rival	
type	 B	 explanations.	 An	 explanation	 which	 employs	 a	 rule	 that	 admits	 of	
exceptions,	 for	 example,	 will	 presumably	 be	 weaker	 than	 an	 explanation	 that	
employs	no	such	rules.		

	
	
	
	

																																																								
42	 Skiles	 and	 Trogdon	 (2021)	 argue	 that	 separatists	may	 infer	 that	 ground	has	 certain	
general	features	(e.g.	non-reflexivity)	from	the	fact	that	explanations	have	such	features	
together	 with	 the	 fact	 that	 the	 notion	 of	 ground	 backs	 metaphysical	 explanations.	
Whether	or	not	this	is	true,	their	claim	is	not	intended	to	serve	as	an	account	of	how	we	
know	particular	grounding	claims	–	nor	is	it	clear	how	it	could	be	developed	into	such	an	
account.	I	will	therefore	not	dwell	on	it	further.	
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Conclusion	
	
I	have	assumed	that	non-transparent	grounding	claims	are	knowable	and	used	this	
assumption	to	motivate	the	use	of	IBE	in	metaphysics	and	thereby	demonstrate	the	
epistemic	 role	 of	 certain	 grounding	 rules.	 Is	 there	 any	 way	 to	 justify	my	 initial	
assumption?	While	 I	will	not	attempt	 to	 treat	 this	question	properly	here,	 I	will	
make	the	following	observation:	if	metaphysical	IBE	is,	in	fact,	a	legitimate	method	
then	we	may	use	it	to	acquire	knowledge	of	non-transparent	grounding	claims	and	
subsequently	reflect	on	the	fact	that	we	have	this	knowledge.	While	this	method	
will	not	convince	skeptics	of	metaphysical	IBE,	it	may	convince	those	who	simply	
harbor	doubts	about	the	possibility	of	knowing	non-transparent	grounding	claims.		

It	is	worth	asking	why	the	relationship	between	the	logic	and	epistemology	
of	ground	has	been	overlooked.	The	answer,	I	believe,	is	that	grounding	theorists	
have	focused	more	on	logical	and	ontological	issues	than	epistemology.	I	therefore	
hope	to	have	shown	that	 issues	 in	the	logic	of	ground	cannot	be	fully	separated	
from	epistemic	concerns.		
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Chapter	2:	Meta-Semantic	Explanation	and	‘Tonk’	

According	to	inferentialists,	the	meanings	of	the	logical	constants	(“constants”	for	
short)	are	given	by	their	rules	of	inference.43	For	example,	the	meaning	of	‘and’	is	
given	by	the	introduction	rule	that	lets	us	infer	‘P	and	Q’	from	P	and	Q	as	well	as	
the	elimination	rule	that	lets	us	infer	P	and	Q	from	‘P	and	Q’.	What	does	it	mean	to	
say	that	these	rules	“give	the	meaning”	of	‘and’?	While	different	authors	answer	
this	question	in	different	ways,	I	will	use	the	term	“inferentialism”	to	describe	any	
view	on	which	understanding	a	constant	consists	in	being	disposed	to	follow	certain	
deductive	rule(s).	These	rules	may	then	be	said	to	give	the	meaning	of	the	relevant	
constant.	 Going	 forward,	 I	 will	 assume	 that	 these	 rules	 are	 all	 formulated	 in	 a	
natural	deduction	setting.	Moreover,	 I	will	 confine	my	attention	 to	 inferentialist	
views	 that	 accept	 a	 realist	 (i.e.	 non-epistemic)	 view	 of	 truth	 as	 well	 as	 truth-
conditional	semantics.44	Following	Murzi	and	Steinberger	 (2015),	 I	will	 call	 these	
views	“orthodox”.45		

As	Prior	(1960)	first	observed,	 the	inferentialist	position	 faces	a	significant	
challenge.	Specifically,	if	the	meanings	of	the	logical	constants	are	given	by	their	
rules	of	 inference	then	we	may	 (seemingly)	 introduce	a	constant	 ‘tonk’	 into	our	

																																																								
43	 Importantly,	 I	 am	only	concerned	with	 logical	 inferentialism	 (i.e.	 inferentialist	views	
that	concern	the	logical	constants	and	nothing	more).		
44	By	“truth-conditional	semantics”	 I	 refer	 to	 familiar	Tarskian	style	 truth	theories	 that	
employ	 the	 notions	 of	 reference	 and	 satisfaction.	 My	 use	 of	 the	 term	 “realist”,	
meanwhile,	 encompasses	 any	 non-epistemic	 view	 of	 truth	 and	 therefore	 includes	
deflationary	 views	 such	 as	 those	 espoused	 by	 Horwich	 (1982)	 and	 Field	 (1994).	
Importantly,	one	may	accept	both	truth-conditional	semantics	and	a	realist	view	of	truth	
while	rejecting	truth-conditional	theories	of	meaning.	See	Soames	(1998),	for	example,	
for	a	book-length	development	of	this	general	outlook.	
45	 Murzi	 and	 Steinberger	 (2015)	 use	 this	 label	 in	 order	 to	 contrast	 the	 kind	 of	
inferentialism	I	have	just	described	with	the	kind	espoused	by	writers	such	as	Dummett	
(1982).	 Inferentialists	such	as	Dummett	identify	truth	with	provability	and	reject	truth-
conditional	semantics	in	favor	of	theories	that	state	the	verification	conditions	for	each	
sentence	in	our	language.		This	combination	of	views	is	often	motivated	by	the	following	
(alleged)	requirement:	that	our	understanding	of	any	sentence	must	be	manifestable	to	
others	 (see	Dummett	 (1993)	 for	a	defense	of	 this	 requirement	and	Miller	 (2002)	 for	a	
critical	discussion).	However,	unlike	Dummett,	inferentialists	in	recent	years	have	often	
been	motivated	by	the	desire	to	rehabilitate	a	form	of	the	analytic-synthetic	distinction	
and	explain	how	a	priori	knowledge	is	possible	(e.g.	Peacocke	(1993),	Boghossian	(1996),	
Warren	(2015a)).	This	aim	does	not	seem	to	require	rejecting	realist	views	of	truth.	
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vocabulary	that	is	governed	by	the	following	rules:	from	P	infer	‘P	tonk	Q’	and	from	
‘P	tonk	Q’	infer	Q.	Together,	these	rules	let	us	infer	any	claim	from	any	other	and	
thereby	 trivialize	 the	 consequence	 relation	 that	 characterizes	 the	 language	 to	
which	 they	are	added.	As	Belnap	 (1962)	notes,	 an	 inferentialist	may	respond	 to	
Prior’s	 challenge	 by	 restricting	 the	 rules	 that	may	 give	 the	meaning	 of	 a	 logical	
constant	to	those	that	yield	a	conservative	extension	of	our	original	language.	The	
rules	 that	 govern	 a	 constant	 C	 yield	 a	 conservative	 extension	 of	 our	 original	
language	L	if	they	meet	the	following	criterion.	Let	G	be	an	arbitrary	collection	of	
sentences	in	L	and	let	j	be	an	arbitrary	sentence	in	L.	Now	suppose	that	neither	j	
nor	any	member	of	G	includes	C.	Then	LÈ{C}	is	a	conservative	extension	of	L	if	the	
rules	that	govern	C	do	not	let	us	derive	j	from	G	unless	we	can	derive	j	from	G	
without	the	rules	that	govern	C.46		

However,	 Belnap’s	 proposal	 is	 not	 the	 only	 response	 on	 offer	 to	 Prior’s	
challenge.	 Dummett	 (1991),	 for	 example,	 instead	 suggests	 imposing	 a	 proof-
theoretic	“harmony	constraint”	on	the	rules	that	give	the	meaning	of	any	constant.	
This	constraint	requires	that	a	constant’s	introduction	and	elimination	rules	exhibit	
a	kind	of	proof-theoretic	balance	called	“logical	harmony”.47	The	notion	of	logical	
harmony	is	formulated	in	different	ways	by	different	authors,	though,	and	I	will	not	
attempt	to	settle	its	formulation	here.48	Nevertheless,	on	any	viable	formulation,	
the	tonk-rules	are	not	harmonious.49	

More	recently,	Warren	(2015b,	2020)	has	argued	in	favor	of	a	view	that	I	will	
call	‘Unrestricted	Inferentialism’	(henceforth	“UI”).	On	this	view,	any	collection	of	

																																																								
46	The	(alleged)	need	to	impose	a	conservativity	constraint	is	often	used	as	the	basis	for	
an	 argument	 against	 classical	 logic.	 This	 is	 because	 the	 sentence	 ‘((P®Q)®P)®P’	 –	
known	as	 ‘Peirce’s	Law’	–	 is	a	 theorem	of	classical	 logic.	However,	 the	 theorem	 is	not	
provable	in	standard	formulations	of	classical	logic	without	using	the	rules	for	negation.	
It	follows	that	the	classical	negation	operator	yields	a	non-conservative	extension	of	the	
propositional	language	that	only	contains	the	connectives	Ù,	Ú	and	®	in	the	event	that	
these	connectives	are	all	governed	by	their	standard	classical	rules.	
47	 Dummett	 conjectures	 that	 satisfaction	 of	 the	 harmony	 constraint	 guarantees	
satisfaction	of	the	conservativity	constraint	and	vice	versa.	See	Steinberger	(2013)	for	a	
critical	discussion	of	this	conjecture.	
48	See	Read	(2010),	Tennant	(2020)	and	Weir	(1986)	for	different	formulations	of	the	
notion	of	harmony.	
49	See	Cook	(2005)	for	another	response	to	Prior’s	challenge.	Cook	presents	his	reply	in	a	
sequent	calculus	setting.	Specifically,	he	argues	that	the	addition	of	‘tonk’	to	a	language	
is	only	problematic	if	we	adopt	certain	structural	rules	such	as	transitivity.		
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rules	whatsoever	may	give	 the	meaning	of	 a	 logical	constant.	Warren	 therefore	
rejects	the	widely-held	assumption	that	inferentialists	must	rule	out	constants	such	
as	‘tonk’.	Moreover,	he	claims	that	the	tonk-rules	preserve	truth	in	any	language	
that	contains	them.	This	claim	may	seem	false	when	we	observe	that	adding	‘tonk’	
to	the	language	of	Peano	Arithmetic	(PA)	lets	us	derive	‘1=3’	from	‘1=1’.	However,	
the	claim	that	the	‘tonk’	rules	preserve	truth	in	the	new	language	is	viable,	Warren	
argues,	 because	 the	 addition	 of	 ‘tonk’	 to	 the	 language	 of	 PA	 may	 change	 the	
meanings	of	the	sentences	in	the	original	language.	If	this	is	the	case,	then	we	have	
no	obvious	reason	to	deny	that	the	tonk-rules	preserve	truth	in	the	new	language.	
Warren’s	 view	 therefore	 resembles	 Carnap’s	 (1937)	 Principle	 of	 Tolerance,	
according	to	which,	“In	logic,	there	are	no	morals.	Everyone	is	at	liberty	to	build	up	
his	own	logic,	i.e.	his	own	form	of	language,	as	he	wishes”	(pg	52).		

Given	 the	 available	 options,	 how	 should	 inferentialists	 respond	 to	 Prior’s	
challenge?	Warren’s	observation	regarding	potential	meaning	change	complicates	
the	 assumption	 that	we	must	 prohibit	 ‘tonk’.	 For	 it	 shows	 that	 this	 assumption	
requires	more	justification	than	has	been	typically	given.	Consequently,	we	cannot	
justify	proof-theoretic	constraints	simply	on	the	basis	that	they	rule	out	‘tonk’.	The	
purpose	 of	 this	 chapter	 is	 to	 argue	 that	 orthodox	 inferentialists	 (henceforth	
“inferentialists”)	 should	 impose	 a	 constraint	 that	 I	 will	 call	 the	 “referential	
constraint”	on	 the	 range	of	possible	 languages.	 This	 constraint	 rules	out	a	wide	
range	of	languages	that	contain	‘tonk’	and	is	therefore	incompatible	with	Warren’s	
UI.	Importantly,	it	is	motivated	on	independent	explanatory	grounds.	

I	will	pursue	this	task	as	follows.	In	section	I,	I	will	argue	that	inferentialists	
face	 an	 explanatory	 challenge	 called	 the	 “truth-table	 challenge”	 and	 I	 will	
distinguish	 this	challenge	 from	a	related	problem	that	Carnap	 (1934)	 raises.50	 In	
sections	 II	 and	 III,	 I	will	 develop	my	own	 solution	 to	 this	 challenge.	My	 solution	
requires	 that	we	draw	a	distinction	between	 the	sense	and	 referent	of	 a	 logical	
constant	and	adopt	a	non-deflationary	view	of	truth.	In	section	IV,	I	will	examine	
potential	alternatives	to	my	solution	and	argue	that	they	fall	short	in	various	ways.	
This	gives	inferentialists	a	reason	to	adopt	my	solution.	Lastly,	 in	section	V,	 I	will	
argue	that	my	solution	supports	the	referential	constraint	and	therefore	provides	
an	independently	motivated	response	to	Prior’s	challenge.		
	
																																																								
50	Roughly	speaking,	the	truth-table	challenge	consists	in	explaining	why	our	connectives	
exhibit	 their	 truth-functional	 behavior.	 I	 go	 to	 significant	 lengths	 to	 distinguish	 my	
challenge	 from	 Carnap’s	 problem.	 This	 is	 because,	 unlike	 Carnap’s	 problem,	 I	 do	 not	
believe	that	the	challenge	I	have	in	mind	has	received	much	(if	any)	explicit	attention.	
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Section	I	–	The	Truth-Table	Challenge.	
	
Inferentialists	seek	to	characterize	the	meaning	of	a	logical	constant	in	terms	of	its	
inferential	 rules	 rather	 than	 its	 contribution	 to	 the	 truth	 conditions	 of	 the	
sentences	in	which	the	constant	appears.	Nevertheless,	(orthodox)	inferentialists	
must	acknowledge	the	fact	that	our	ordinary	connectives	(i.e.	Ù,	Ú,	¬	and	®)	obey	
the	 truth	 tables	 that	we	 all	 encounter	 in	 introductory	 logic.51	 For	 example,	 the	
connective	Ú	obeys	the	following	truth	table:	
	
P	 Q	 P	Ú	Q	

T	 T	 T	

T	 F	 T	

F	 T	 T	

F	 F	 F	
	
What	does	it	mean	to	say	that	the	connective	Ú	obeys	the	table	above?	Specifically,	
it	means	that	it	obeys	the	conditional	claims	encoded	in	each	row	of	the	table.52	
For	example,	the	first	row	encodes	the	claim	that	"P"Q((P	is	true	and	Q	is	true)	®	
⌜PÚQ⌝	is	true).	The	last	row	encodes	the	claim	that	"P"Q((P	is	false	and	Q	is	false)	
®	⌜PÚQ⌝	is	false).	It	is	worth	highlighting	that	we	can	separate	these	conditional	
claims	from	the	principle	that	every	sentence	is	true	or	false	as	well	as	the	principle	
that	 no	 sentence	 is	 both	 true	 and	 false.	 Without	 these	 further	 principles,	 the	
conditional	 claims	 that	 the	 truth	 tables	 encode	 do	 not	 incur	 a	 commitment	 to	
classical	 logic	and	may	therefore	be	accepted	by	proponents	of	weaker	 logics	as	
well.	 Inferentialists	that	endorse	weaker	logics	(e.g.	intuitionistic	 logic)	therefore	

																																																								
51	 I	 confine	my	claim	 to	orthodox	 inferentialists	because	 it	has	been	argued	 that	anti-
realists	may	eschew	any	commitment	to	the	familiar	truth	tables	(e.g.	Murzi	and	Hjortland	
(2009)).	 I	 take	 no	 stand	 on	 this	 issue	 here.	 Additionally,	 I	 will	 set	 aside	 controversies	
regarding	the	behavior	of	the	material	conditional	for	the	sake	of	this	paper.	If	the	reader	
wishes,	they	may	therefore	interpret	my	discussion	as	pertaining	only	to	the	connectives	
Ù,	Ú	and	¬.	
52	Importantly,	it	does	not	mean	that	the	meaning	of	Ú	is	given,	in	any	sense,	by	its	truth-
table	rather	than	its	inferential	rules.		
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have	no	obvious	reason	to	reject	these	claims.53	Moreover,	every	instance	of	the	
given	 claims	 is	 intuitionistically	 derivable	 from	 the	 T-schema	 together	 with	 the	
assumption	that	a	sentence	is	false	if	and	only	if	its	negation	is	true.54	Lastly,	it	is	
worth	 highlighting	 that	 proponents	 of	 intuitionistic	 logic	 may	 formulate	 their	
preferred	account	of	logical	validity	in	terms	of	Kripke	trees,	if	they	wish,	and	yet	
still	accept	the	conditional	claims	that	our	familiar	truth	tables	encode.	For	these	
claims	 do	 not	 concern	 the	 notion	 of	 validity.	 Rather,	 they	 concern	 the	 truth-
theoretic	behavior	of	our	connectives	and	nothing	more.	
	 The	 truth	 tables	 encode	 highly	 general	 claims	 about	 our	 connectives.	
Moreover,	 let	us	suppose	that	a	speaker	uses	the	connectives	Ù,	Ú,	¬	and	®	 in	
such	 a	 way	 that	 their	 meanings	 are	 given	 by	 their	 standard	 rules.	 Then	 the	
connectives	 in	 the	 speaker’s	 language	will	 obey	 the	 conditional	 claims	 that	 our	
familiar	 truth-tables	 encode.	 A	 general	 connection	 of	 this	 kind	 requires	 an	
explanation.	 Inferentialists	 are	 therefore	 confronted	 with	 an	 explanatory	
challenge:	namely,	they	must	explain	why	the	connectives	Ù,	Ú,	¬	and	®	obey	their	
familiar	truth	tables	whenever	their	meanings	are	given	by	their	standard	rules.	I	
will	call	this	challenge	the	“truth-table	challenge”.	Going	forward,	I	will	develop	a	
solution	to	this	challenge	and	argue	that	my	solution	avoids	pitfalls	that	others	do	
not.	I	will	then	argue	that	my	solution	supports	rejecting	UI.	

					I	will	pause	here	in	order	to	say	something	about	my	use	of	the	term	‘explain’.		
First,	I	am	assuming	that	the	things	we	need	to	explain	are	true	claims	rather	than	
facts	 in	any	worldly	metaphysical	sense.	My	use	of	the	word	‘fact’	 is	therefore	a	
shorthand	for	‘true	claim’.	Second,	it	is	important	that	we	distinguish	explanations	
from	justifications.	For	I	am	not	claiming	that	inferentialists	must	justify	the	claims	
that	our	 truth	tables	encode	–	rather,	 I	am	claiming	that	 they	must	explain	why	
these	claims	are	true	whenever	the	meanings	of	our	connectives	are	given	by	their	
familiar	rules.	Third,	I	am	not	using	the	term	‘explain’	to	signify	any	kind	of	causal	
explanation.	Rather,	I	am	using	it	to	signify	explanations	of	a	metaphysical	kind	–	
specifically,	the	type	B	explanations	discussed	in	the	previous	chapter.55	We	may	
illustrate	 this	 sense	of	 “explain”	 via	 the	 following	example.	 Suppose	we	wish	 to	

																																																								
53	I	separate	the	adoption	of	such	logics	from	anti-realist	views	of	truth.	For	it	is	possible	
that	orthodox	inferentialists	may	wish	to	revise	classical	logic	for	solely	proof-theoretic	
reasons.	
54	The	T-schema	is	the	schema	‘Tr(‘P’)«P’	–	where	‘Tr’	is	the	truth	predicate	and	‘P’	is	a	
sentence	variable.	
55	See	Rubenstein	(2024)	for	a	detailed	discussion	of	different	approaches	to	metaphysical	
explanation.	



	 28	

explain	 the	 fact	 that	 any	water	molecule	 is	 composed	 of	more	 atoms	 than	 any	
oxygen	molecule.	We	can	explain	this	fact	by	first	observing	that	a	molecule	 is	a	
water	molecule	in	virtue	of	the	fact	that	it	is	composed	of	two	hydrogen	atoms	and	
one	oxygen	atom.	Next,	we	may	observe	that	a	molecule	is	an	oxygen	molecule	in	
virtue	of	the	fact	that	it	is	composed	of	two	oxygen	atoms.56	It	follows	from	these	
two	observations	that	any	water	molecule	 is	composed	of	more	atoms	than	any	
oxygen	molecule.	We	have	therefore	explained	the	 fact	at	hand	 (in	 the	relevant	
sense	of	“explain”).		

					When	 addressing	 the	 truth-table	 challenge,	 I	 will	 take	 it	 for	 granted	 that	
certain	 facts	 either	 do	 not	 require	 or,	 at	 the	 very	 least,	 stand	 less	 in	 need	 of	
explanation	 than	 other	 facts.	 Importantly,	 I	 will	 assume	 that	 this	 class	 of	 facts	
includes	 any	 (true)	 claim	 to	 the	 effect	 that	 something	 is	 the	 case	 in	 virtue	 of	
something	else	(I	will	call	such	claims	‘ontological	reductions’).57	For	example,	the	
earlier	claim	that	a	molecule	is	an	oxygen	molecule	 in	virtue	of	the	fact	that	 it	 is	
composed	of	two	oxygen	atoms	is	an	ontological	reduction.	Reductions	of	semantic	
facts	to	more	basic	facts	(i.e.	meta-semantic	facts)	belong	to	this	class	of	facts	as	
well.58	What	form	should	an	adequate	solution	to	the	truth-table	challenge	take?	
An	adequate	solution,	on	my	view,	should	show	how	we	can	derive	the	claims	that	
our	 truth	 tables	 encode	 from	 a)	 the	 assumption	 that	 the	 meanings	 of	 our	
connectives	 are	 given	 by	 their	 standard	 rules	 together	 with	 b)	 ontological	
reductions	(or	other	principles	that	do	not	require	further	explanation).		

					It	is	worth	distinguishing	the	truth-table	challenge	from	a	related	issue	that	
Carnap	 (1943)	 raises	 known	 as	 the	 “categoricity	 problem”.	 This	 problem	 has	
received	increased	attention	in	recent	years	due	to	Raatikainen	(2008).	In	order	to	
explain	the	problem,	I	will	introduce	some	terminology:		

(1) A	 language	 L	 is	 a	 “propositional	 language”	 if	 it	 meets	 the	 following	
conditions.	First,	the	vocabulary	of	L	consists	of	sentence	letters	as	well	as	
sentential	connectives	that	are	governed	by	various	inferential	rules.	Second,	
the	 set	 of	 sentences	 in	 L	 consists	 of	 the	 smallest	 set	 of	 expressions	 that	

																																																								
56	This	claim	should	not	be	misconstrued	as	a	conceptual	analysis.	For	it	concerns	oxygen	
molecules	themselves	rather	than	the	concepts	oxygen	and/or	molecule.	Those	who	wish	
to	 use	 the	 terminology	 of	 grounding	 may	 replace	 the	 “in	 virtue	 of”	 locution	 with	 a	
grounding	operator.	See	Audi	(2012)	for	a	general	discussion	of	the	“in	virtue	of”	relation.	
57	See	Dasgupta	(2016)	for	a	discussion	of	this	issue.	
58	Kripke’s	(1980)	well-known	claim	that	a	proper	name	refers	to	its	referent	in	virtue	of	
standing	in	a	certain	causal	relation	to	it	is	an	example	(if	true)	of	a	meta-semantic	fact.	



	 29	

includes	 all	 of	 L’s	 sentence	 letters	 and	 that	 is	 also	 closed	 under	 the	
application	of	each	connective	in	L.	

(2) A	 language	 is	 a	 “standard	 propositional	 language”	 if	 it	 is	 a	 propositional	
language	that	contains	all	and	only	the	connectives	Ù,	Ú,	¬	and	®	(where	
these	connectives	are	governed	by	their	usual	classical	rules).		

(3) A	function	v	is	a	“valuation	for	L”	–	where	L	is	a	propositional	language	–	if	
v’s	domain	consists	of	all	the	sentences	 in	L	and	v	assigns	a	truth	value	to	
every	sentence	in	its	domain.	

(4) A	valuation	v	for	a	propositional	language	L	is	“bivalent”	if	it	assigns	either	T	
or	F	(and	only	one	of	the	two)	to	every	sentence	in	L.		

(5) A	valuation	v	 for	a	propositional	 language	L	 is	“admissible”	 if	 it	meets	the	
following	criterion:	for	any	set	of	sentences	S	in	L	and	any	sentence	p	in	L,	if	
S⊢p	then	v	assigns	T	to	p	if	v	assigns	T	to	every	sentence	in	S.59		

(6) A	bivalent	valuation	v	for	a	standard	propositional	language	L	is	a	“standard	
valuation”	if	it	obeys	the	following	clauses	(let	j	and	y	be	arbitrary	sentences	
in	 L):	 v(⌜¬j⌝)	 =	 T	 iff	 	 v(j)	 =	 F;	 v(⌜jÙy⌝)	 =	 T	 iff	 v(j)	 =	 T	 and	 v(y)	 =	 T;	
v(⌜jÚy⌝)	=	T	iff	v(j)	=	T	or	v(y)	=	T;	v(⌜j®y⌝)	=	T	iff	v(y)	=	T	or	v(j)	=	F.60						

As	 Carnap	 observed,	 for	 any	 standard	 propositional	 language	 L,	 there	 are	 non-
standard	 bivalent	 valuations	 that	 are	 also	 admissible	 (henceforth	 “NBA	
valuations”).	Most	obvious	among	 these	 is	 the	valuation	 that	assigns	T	 to	every	
sentence	in	L.	Another	such	valuation	is	that	which	assigns	T	to	all	of	L’s	theorems	
and	F	to	every	other	sentence.61	The	existence	of	such	valuations	is	known	as	the	
“categoricity	problem”	for	propositional	logic.	Their	existence	is	thought	to	pose	a	
problem	 for	 inferentialists	 because	 it	 shows	 that	 they	 (seemingly)	 have	 no	
principled	reason	for	restricting	their	attention	to	standard	valuations.62	
	 Solutions	 to	 the	 categoricity	 problem	 generally	 fall	 into	 one	 of	 three	
categories.	 Solutions	 in	 the	 first	 category	 strengthen	 the	 rules	 that	 give	 the	
meanings	 of	 our	 connectives	 so	 that	 non-standard	 valuations	 are	 no	 longer	

																																																								
59	 ‘S⊢p’	 means	 that	 p	 follows	 from	 S	 via	 the	 rules	 that	 give	 the	 meanings	 of	 the	
connectives	in	L.	
60	The	model-theoretic	account	of	logical	truth	for	propositional	logic	thus	amounts	to	the	
following:	that	a	sentence	s	in	a	standard	propositional	language	is	a	logical	truth	iff	all	
standard	valuations	for	the	relevant	language	assign	T	to	s.		
61	See	Belnap	and	Massey	(1990)	for	more	examples	of	NBA	valuations.	
62	 This	 is	 a	 problem,	 for	 example,	 if	 inferentialists	 wish	 to	 devise	 a	 model-theoretic	
account	of	validity.	For	such	accounts	restrict	their	attention	to	standard	valuations.	
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admissible.	This	is	Carnap’s	approach.63	It	is	also	the	approach	that	bilateralists	such	
as	Rumfitt	(2000)	and	Smiley	(1996)	take.64	Solutions	in	the	second	category	alter	
the	 definition	 of	 “admissible”	 so	 that	 only	 standard	 valuations	 are	 rendered	
admissible.	This	is	the	approach	taken	by	Valle-Inclan	(2024).	Lastly,	solutions	in	the	
third	 category	 impose	 an	 initial	 constraint	 on	 the	 space	 of	 valuations	 that	 are	
deemed	worthy	of	consideration.	This	is	the	approach	that	Bonnay	and	Westerståhl	
(2016)	take	and	I	will	introduce	some	terminology	in	order	to	explain	their	solution.	
First,	let	L	be	a	standard	propositional	language.	The	authors	use	the	term	“non-
trivial”	as	a	label	for	any	valuation	that	assigns	F	to	at	least	one	sentence	in	L.	They	
use	the	term	“compositional”	as	a	label	for	any	valuation	v	that	meets	the	following	
criterion:	 for	 any	 n-ary	 connective	 C	 in	 L,	 there	 is	 a	 function	 FC	 such	 that																		
v(⌜C(p1,	…	,	pn)⌝)	=	FC(v(p1),	…	,	v(pn))	for	every	sentence	of	the	form	⌜C(p1,	…	,	pn)⌝	
(i.e.	every	sentence	with	principal	connective	C).	We	may	summarize	this	condition	
as	 follows:	 that	 the	 truth-value	 that	 v	 assigns	 to	 any	 sentence	 of	 the	 form																
⌜C(p1,	…	,	pn)⌝	is	determined	by	the	truth-values	that	v	assigns	to		p1,	…	,	pn.	Bonnay	
and	Westerståhl	then	argue	that	any	standard	propositional	language	contains	at	
least	 one	 false	 sentence.	 Additionally,	 they	 argue	 that	 the	 truth	 value	 of	 any	
compound	 sentence	⌜C(p1,	 …	 ,	 pn)⌝	 	 in	 any	 standard	 propositional	 language	 is	
determined	by	the	truth	values	of	p1,	…	,	pn.65	These	facts	entitle	us,	in	their	view,	
to	ignore	valuations	for	standard	propositional	languages	that	are	either	trivial	or	
that	 violate	 the	 compositionality	 constraint.	 Given	 that	 every	 NBA	 valuation	 is	
either	trivial	or	non-compositional	(a	fact	that	they	prove)	 it	follows	that	we	are	
entitled	to	ignore	all	non-standard	valuations.		

																																																								
63	Specifically,	Carnap	suggests	adopting	a	multiple	conclusion	sequent	calculus.	 I	align	
with	Steinberger’s	 (2011)	view,	however,	 that	such	calculi	are	unsuited	 for	 the	task	of	
capturing	the	meanings	of	the	logical	constants.			
64	See	Murzi	and	Topey	(2021)	for	a	third	approach	in	this	category	that	appeals	to	higher	
order	 rules.	Murzi	 and	 Topey	 extend	 their	 approach	 to	 handle	 first	 and	 second	order	
quantifiers	as	well.	
65	Specifically,	they	argue	that	this	claim	is	implied	by	the	fact	that	standard	propositional	
languages	are	learnable	together	with	the	fact	that	such	languages	contain	infinitely	many	
sentences.	In	order	for	such	languages	to	be	learnable	by	finite	beings	such	as	ourselves,	
they	 argue,	 the	 semantic	 value	 of	 any	 sentence	 in	 the	 relevant	 language	 must	 be	
determined	by	the	semantic	values	of	the	sentence’s	parts.	This	is	tantamount	(or	so	they	
argue)	 to	 the	 claim	 that	 the	 truth	 value	 of	 any	 compound	 sentence	 of	 the	 form																		
⌜C(p1,	…	,	pn)⌝		is	determined	by	the	truth	values	of	p1,	…	,	pn.	
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		The	categoricity	problem	is	clearly	relevant	to	the	truth-table	challenge.	For	
it	highlights	 the	following	important	fact:	 the	assumption	that	the	classical	 rules	
preserve	 truth	 does	 not	 singlehandedly	 imply	 that	 the	 connectives	 obey	 their	
familiar	truth-tables.	This	observation	constrains	the	way(s)	in	which	we	can	solve	
the	 truth-table	 challenge.	Nevertheless,	 the	 categoricity	problem	 and	 the	 truth-
table	challenge	are	clearly	distinct.	For	unlike	the	categoricity	problem,	the	truth-
table	challenge	is	an	explanatory	challenge.	Additionally,	the	categoricity	problem	
is	explicitly	concerned	with	valuations	whereas	the	truth-table	challenge	may	be	
formulated	 without	 mentioning	 valuations	 at	 all.	 Lastly,	 solutions	 to	 the	
categoricity	 problem	 do	 not	 furnish	 immediate	 solutions	 to	 the	 truth-table	
challenge.	To	illustrate	this	fact,	 let	us	suppose	that	we	have	formulated	a	proof	
system	 that	 rules	 out	 all	 non-standard	 valuations	 (i.e.	 renders	 them	 non-
admissible)	 thereby	 solving	 the	 categoricity	 problem.66	 Do	 we	 now	 have	 an	
immediate	solution	to	 the	truth-table	challenge?	We	do	not.	For	by	formulating	
such	a	proof	system	we	have	only	shown	that	the	connectives	in	our	language	obey	
their	familiar	truth	tables	in	the	event	that	a)	our	rules	preserve	the	value	T	and	b)	
every	sentence	in	 the	language	has	the	value	T	or	F	 (and	not	both).	This	second	
limitation	stems	from	the	fact	that	the	non-standard	valuations	that	are	ruled	out	
by	 any	 such	 proof	 system	 are	 all	 bivalent	 (i.e.	 they	 each	 assign	 T	 or	 F	 to	 every	
sentence	in	the	relevant	language	and	only	one	of	the	two).	It	is	possible,	though,	
that	certain	sentences	have	other	truth	values	or	even	multiple	truth	values.67	If	we	
wish	to	rely	on	the	assumption	that	this	is	not	the	case	when	solving	the	truth-table	
challenge	 then	 this	 assumption	 requires	an	explanation.68	Moreover,	we	 cannot	

																																																								
66	I	take	it	as	obvious	that	solutions	to	the	categoricity	problem	that	fall	into	the	second	
and	third	categories	do	not	provide	any	immediate	solution	to	the	truth-table	challenge.	
67	For	example,	Strawson	(1950)	argues	that	certain	statements	that	make	use	of	definite	
descriptions	are	neither	true	nor	false.	Priest	(2005),	meanwhile,	argues	that	sentences	
such	as	the	liar-sentence	are	both	true	and	false.	
68	We	might	wonder	whether	or	not	we	can	circumvent	this	issue	by	a)	broadening	the	
space	of	valuations	under	consideration	to	those	that	assign	T,	F	or	neither	to	any	given	
sentence	 and	 then	 b)	 formulating	 a	 proof	 system	 that	 rules	 out	 all	 non-standard	
valuations	within	this	broader	space.	Hjortland	(2014)	accomplishes	this	task	by	building	
upon	 the	 bilateralist	 framework	 developed	 by	 Rumfitt	 (2000)	 and	 Smiley	 (1996).	
However,	performing	this	feat	still	does	not	provide	us	with	an	immediate	solution	to	the	
truth-table	challenge.	This	 is	because	the	 feat	only	demonstrates	 that	our	connectives	
obey	their	familiar	truth	tables	in	the	event	that	every	sentence	has	one	of	the	three	given	
truth	values.	To	solve	the	truth-table	challenge,	though,	we	still	need	to	explain	why	every	
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explain	the	fact	that	a	sentence	is	never	both	true	and	false	by	simply	assuming	
that	 a	 sentence	 is	 false	 whenever	 its	 negation	 is	 true	 and	 vice	 versa.	 For	 this	
assumption	only	 implies	 that	 a	 sentence	 is	never	 both	 true	and	 false	 if	we	also	
assume	 that	 a	 sentence	 and	 its	 negation	 are	 never	 both	 true.	 However,	 an	
inferentialist	account	of	the	logical	constants	should	explain	this	fact	as	well.69	For	
as	Rumfitt	(2000)	notes,	this	fact	is	“an	important	part	of	what	any	competent	user	
of	a	negation	sign	needs	to	know”	(pg	792).		

	
Section	II	–	Sense	and	Reference.	

	
I	will	 now	 argue	 that	 inferentialists	 should	 introduce	 a	 distinction	 between	 the	
sense	and	referent	of	a	logical	constant	in	order	to	devise	a	satisfactory	solution	to	
the	 truth-table	 challenge.70	 It	 is	 important,	 going	 forward,	 that	 we	 do	 not	
characterize	the	notion	of	reference	in	terms	of	truth.71	For	example,	we	should	
distinguish	 the	 notion	 of	 reference	 from	 Tugendhat’s	 (1970)	 notion	 of	
“significance”.	 Tugendhat	 characterizes	 the	 significance	 of	 a	 proper	 name	 as	
“whatever	 property	 of	 names	 remains	 the	 same	 when	 we	 exchange	 them	 in	
otherwise	 identical	 sentences	 without	 changing	 their	 truth-value.”	 We	 can	
reformulate	this	definition	as	follows:	first,	let	L	be	a	(first-order)	language	and	N	
be	a	name	in	L.	Now	let	the	“significance	class”	of	a	name	N	consist	of	the	set	of	
names	that	can	be	substituted	in	place	of	N	in	any	sentence	in	L	without	changing	
the	 truth	 value	 of	 the	 relevant	 sentence.	 We	 may	 now	 characterize	 the	
“significance”	of	N	as	the	property	that	N	shares	with	every	name	in	its	significance	
class.72	We	can	extend	Tugendhat’s	notion	of	significance,	if	we	wish,	to	the	logical	
constants	by	replacing	the	term	‘names’	in	the	definition	just	given	with	the	phrase	
‘logical	 constant’.	 However,	 if	we	 conflate	 the	 notion	 of	 reference	with	 that	 of	

																																																								
sentence	has	exactly	one	of	 these	values.	A	problem	of	this	sort	will	clearly	persist	no	
matter	how	much	we	broaden	the	space	of	valuations	that	we	are	willing	to	consider.	
69	See	Hand	(1999)	for	a	discussion	of	this	issue.	
70	This	distinction	is	often	attributed	to	Frege	(1892).	Roughly	speaking,	an	expression’s	
sense	consists	of	its	cognitive	content	while	an	expression’s	referent	is	the	object	to	which	
the	expression	refers.	Frege	famously	identifies	the	referent	of	a	sentence	with	its	truth	
value.	
71 I	use	the	term	“reference”	to	describe	the	phenomenon	by	which	an	expression	refers	
to	an	entity	(i.e.	the	phenomenon	by	which	an	expression	acquires	a	referent). 
72	This	definition	implies	that	the	significance	of	a	name	is	the	object	to	which	it	refers	(or	
more	accurately,	its	reference	to	the	given	object).		
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significance	 we	 will	 then	 encounter	 the	 following	 issue:	 namely,	 in	 order	 to	
demonstrate	that	any	of	our	ordinary	constants	has	a	particular	referent	we	will	
need	to	rely	on	the	claims	that	our	familiar	truth	tables	encode.73	This	will	prevent	
us	–	on	pain	of	circularity	–	from	relying	on	any	such	results	when	solving	the	truth-
table	challenge.	 	 It	 is	 therefore	worth	highlighting	 that	 I	 am	employing	our	pre-
theoretic	notion	of	reference	rather	than	the	notion	of	significance	when	I	suggest	
that	we	draw	a	distinction	between	the	sense	and	referent	of	a	logical	constant.		

		When	developing	my	account	of	sense	and	reference,	 I	will	assume	that	the	
meanings	 of	 our	 familiar	 connectives	 are	 given	 by	 all	 their	 classical	 rules.	 This	
assumption	will	play	an	important	role	in	the	account	I	develop	and	so	proponents	
of	weaker	logics	(e.g.	intuitionistic	logic)	may	therefore	reject	my	solution	to	the	
truth-table	 challenge.	 However,	 while	 inferentialism	 is	 often	 associated	 with	 a	
preference	 for	 intuitionistic	 logic	 over	 its	 classical	 rival,	 this	 preference	 is	 often	
motivated	by	the	(perceived)	need	to	impose	a	constraint	on	the	range	of	possible	
connectives	that	rules	out	connectives	like	‘tonk’.74	As	I	will	show	later	on,	though,	
we	may	 impose	 a	 constraint	 of	 this	 kind	 that	 does	 not	 require	 any	 revision	 of	
classical	logic.		

					I	will	now	devise	an	account	of	sense	and	reference	for	the	logical	constants	
that	 is	 similar	 to	 the	 account	 that	 Peacocke	 (1987)	 develops.75	 For	 the	 sake	 of	
simplicity,	 I	 will	 restrict	 my	 attention	 to	 the	 sentential	 connectives.	 First,	 let	 a	
connective’s	 sense	 consist	 of	 the	 collection	 of	 rules	 that	 give	 the	 connective’s	
meaning.	I	will	now	introduce	some	definitions.	Let	L	be	a	propositional	language	
and	let	CL	be	the	set	of	connectives	in	L:	

(7) 	A	“n-ary	Boolean	function”	is	a	function	f	that	assigns	a	binary	truth	value	
(i.e.	T	or	F)	to	every	n-tuple	of	binary	truth	values.	

(8) 	A	“Boolean	assignment	for	L”	 is	a	 function	B	that	assigns	a	n-ary	Boolean	
function	to	each	n-ary	connective	in	CL.		

																																																								
73	This	is	because	we	will	need	to	make	use	of	these	claims	in	order	to	demonstrate	that	
substituting	certain	logical	constants	in	place	of	others	never	alters	the	truth	values	of	the	
sentences	in	which	the	substitutions	occur.		
74	This	preference	is	sometimes	motivated	by	other	considerations	as	well.	See	Dummett	
(1975)	 for	 arguments	 in	 favor	 of	 intuitionistic	 logic	 and	 Burgess	 (1984)	 for	 further	
discussion.	Nevertheless,	if	proponents	of	intuitionistic	logic	are	unable	to	solve	the	truth-
table	 challenge	 then	 this	may	give	orthodox	 inferentialists	 a	 reason	 to	prefer	 classical	
logic.	
75	While	I	do	not	claim	that	this	account	is	novel,	my	application	of	it	is	new.	
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(9) 	A	“truth	assignment	for	L”	is	a	function	M	that	assigns	a	binary	truth	value	
to	each	atomic	sentence	letter	in	L.	

(10) For	any	Boolean	assignment	B	for	L	and	any	truth	assignment	M	for	L,	
let	us	inductively	define	the	valuation	function	“vBM”	as	follows.	First,	for	any	
sentence	 letter	 s	 in	 L,	 vBM(s)	 =	 M(s).	 Now	 let	 N	 be	 an	 arbitrary	 n-ary	
connective	in	CL	and	let	⌜N(p1,	…	,	pn)⌝	be	an	arbitrary	sentence	in	L	with	
principal	 connective	 N	 –	 where	 p1,	 …,	 pn	 are	 also	 sentences	 in	 L.	 Then																								
vBM(⌜N(p1,	…	,	pn)⌝)	=	B[N](<vBM(p1),	…	,	vBM(pn)>)	–	where	B[N]	is	the	n-ary	
Boolean	function	that	B	assigns	to	N.		

(11) A	Boolean	assignment	B	for	L	“fits	L”	if	for	any	truth	assignment	M	for	
L,	vBM	is	admissible	(in	the	sense	of	“admissible”	defined	in	(5)).		

We	may	now	introduce	the	following	determination	condition:	
(12) Let	N	be	a	connective	in	L.	Then	N	refers	to	o	if	and	only	if	a)	there	is	a	

unique	Boolean	assignment	that	fits	L	and	b)	this	Boolean	assignment	assigns	
o	to	N.	

There	 are	 several	 points	worth	 noting	with	 regard	 to	 (12).	 First,	 (12)	 should	 be	
understood	as	 a	meta-semantic	 account	of	 the	 relation	 that	obtains	 between	 a	
connective	and	its	referent.	Put	otherwise,	(12)	tells	us	what	makes	it	the	case	that	
N	 refers	 to	 o.	 Second,	 (12)	 is	 a	 holistic	 condition	 insofar	 as	 it	 implies	 that	 the	
possession	of	a	referent	(or	lack	thereof)	by	any	connective	in	L	depends	not	only	
on	the	connective’s	sense	but	also	on	the	senses	of	all	the	other	connectives	in	L.	
Third,	 (12)	 implies	 that	either	all	 the	connectives	 in	L	have	 referents	or	none	of	
them	 do.	 Fourth,	 (12)	 implies	 that	 each	 of	 the	 connectives	 in	 any	 standard	
propositional	 language	 refers	 to	 its	 expected	Boolean	 function	 (i.e.	 the	Boolean	
function	that	matches	the	connective’s	familiar	truth	table).76	Lastly,	(12)	restricts	
the	space	of	a	connective’s	potential	referents	to	the	class	of	all	Boolean	functions.		
														This	last	observation	raises	the	following	question:	namely,	by	confining	the	
space	of	a	connective’s	potential	referents	in	this	way	have	I	thereby	assumed	that	
the	connectives	are	truth-functional	or	that	every	sentence	has	the	value	T	or	F?	If	
so,	this	would	be	problematic	–	for	I	have	already	argued	that	both	claims	should	
be	explained	rather	than	simply	assumed	when	solving	the	truth-table	challenge.	It	
is	therefore	worth	emphasizing	that	I	have	not	made	assumptions	of	either	kind.	
For	the	assumptions	just	listed	are	semantic	assumptions	whereas	(12)	is	a	meta-
semantic	claim	concerning	the	relation	between	connectives	and	their	referents.	
																																																								
76	For	example,	the	expected	Boolean	function	for	¬	consists	of	the	function	that	assigns	
F	to	T	and	T	to	F.	The	claim	that	our	connectives	refer	to	their	expected	Boolean	functions	
if	we	adopt	my	account	of	reference	is	easily	provable	and	so	I	will	not	prove	it	here.	
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As	such,	it	requires	no	further	explanation	(as	per	my	discussion	in	section	I).	To	
highlight	this	distinction,	we	should	observe	that	(12)	implies	nothing	at	all	about	a	
connective’s	truth-functional	behavior.77	To	illustrate	this	point,	let	L	be	a	standard	
propositional	language	and	let	P	and	Q	be	sentences	in	L.	Let	us	suppose	that	P	and	
Q	 both	 have	 the	 truth	 value	 T.	 Does	 it	 follow	 from	 the	 account	 of	 reference	
developed	so	far	that	⌜PÙQ⌝	has	the	value	T	too?	The	answer	is	no.	For	the	most	
we	can	infer	from	my	account	is	that	the	referent	of	Ù	assigns	the	value	T	to	the	
ordered	 pair	 of	 truth	 values	 that	 P	 and	Q	 possess.	 Absent	 some	 further	 bridge	
principle(s),	 though,	we	 cannot	 infer	 anything	 about	 the	 truth	 value	 of	⌜PÙQ⌝	
itself.	 In	 light	 of	 this	 observation,	 (12)	 and	 its	 consequences	 should	 be	 clearly	
distinguished	from	any	assumptions	concerning	the	truth-theoretic	behavior	of	the	
sentences	 in	which	 the	 connectives	 occur.78	Of	 course,	 those	who	 are	 skeptical	
either	that	a)	every	sentence	has	the	value	T	or	F	or	that	b)	our	connectives	are	
truth-functional	will	likewise	be	skeptical	of	(12).	However,	this	observation	does	
not	imply	that	we	cannot	appeal	to	(12)	when	explaining	why	a)	and	b)	are	true.	
Nor	 does	 it	 imply	 that	 we	 cannot	 rely	 on	 (12)	 when	 solving	 the	 truth-table	
challenge.	For	 the	truth-table	challenge	 is	an	explanatory	challenge	and	nothing	
more.	Specifically,	it	does	not	include	convincing	skeptics	of	a)	and/or	b)	that	these	
principles	are	correct.79		
	

Section	III	–	Solving	the	Truth-Table	Challenge.	
	
I	have	now	devised	an	account	of	sense	and	reference	 for	 the	connectives.	This	
account	implies	that	each	of	our	familiar	connectives	refers	to	its	expected	Boolean	
function	 (i.e.	 the	 Boolean	 function	 that	matches	 the	 connective’s	 familiar	 truth	
table).	Does	it	follow	now	that	our	connectives	obey	their	familiar	truth	tables?	It	
does	not.	For	as	I	have	already	observed,	it	is	possible	that	a	sentence’s	truth	value	

																																																								
77	On	a	 related	note,	 it	 is	 important	 that	we	distinguish	Boolean	 functions	 from	truth-
tables.	 For	 a	 Boolean	 function	 is	 a	 mathematical	 object	 whereas	 a	 truth-table	 is	 a	
graphical	representation	of	a	series	of	claims.		
78	For	example,	we	should	distinguish	(12)	 from	Bonnay	and	Westerståhl’s	assumption	
that	the	connectives	in	any	(learnable)	propositional	language	are	truth-functional.	
79	 It	 is	 worth	 comparing	 the	 situation	 here	 with	 Dummett’s	 (1974)	 assessment	 of	
soundness	proofs.	As	Dummett	observes,	a	soundness	proof	will	not	convince	a	skeptic	
of	modus	ponens	 that	modus	ponens	 is	 valid	–	 for	 the	proof	employs	modus	ponens.	
Nevertheless,	it	may	provide	those	who	accept	it	already	with	an	explanation	for	why	the	
rule	is	valid.		



	 36	

is	 unrelated	 to	 the	 behavior	 of	 the	 Boolean	 functions	 to	 which	 the	 sentence’s	
connectives	 refer.	 In	 order	 to	 solve	 the	 truth-table	 challenge	 I	 will	 therefore	
introduce	 some	 additional	 principles.	 In	 order	 to	 formulate	 principle	 (13)	 let													
⌜N(p1,	…	,	pn)⌝	be	an	arbitrary	compound	sentence	in	a	propositional	language	L	–	
where	N	is	the	sentence’s	principal	connective	and	p1,	…	,	pn	are	also	sentences	in	
L.	Second,	let	RN	be	the	referent	of	N	and	let	⌜Tr(pi)⌝	denote	the	truth	value	of	pi	
for	any	1	£	i	£	n.	Then,	
						(13)	⌜N(p1,	…	,	pn)⌝	has	the	value	T	(or	F)	if	and	only	if	RN(<Tr(p1),	…	,	Tr(pn)>)	=																																					
T	(or	F).80		
							(14)	A	sentence	is	true	(or	false)	iff	it	has	the	value	T	(or	F).	
Principle	(13)	states	 that	⌜N(p1,	…	 ,	pn)⌝	has	the	value	T	(or	F)	 if	and	only	 if	the	
referent	of	N	assigns	the	value	T	(or	F)	to	the	n-tuple	of	truth-values	possessed	by	
p1,	…	,	pn.	Given	that	each	connective	in	a	standard	propositional	language	refers	
to	its	expected	Boolean	function,	it	follows	–	assuming	(13)	and	(14)	are	true	–	that	
our	ordinary	connectives	all	obey	their	familiar	truth	tables.81	This	solves	the	truth-
table	 challenge	 and	 thereby	 vindicates	 the	 sense/referent	 distinction	 for	 logical	
constants	that	was	proposed	in	the	previous	section.		
													One	might	wonder	why	inferentialists	are	allowed	to	rely	on	principles	(13)	
and	(14)	when	they	are	required	to	derive	the	connectives’	truth	tables	from	more	
fundamental	principles.	For	it	is	worth	recalling	my	original	claim	that	an	adequate	
solution	to	the	truth-table	challenge	must	include	a	derivation	of	the	connectives’	
truth	tables	from	principles	that	stand	less	in	need	of	any	explanation.	It	may	seem	
unclear,	though,	why	(13)	and	(14)	meet	this	description.	A	viable	response	to	this	
worry	is	that	we	can	explain	the	truth	of	(13)	by	appealing	to	the	following	meta-
semantic	principle:	

(15)	Any	compound	sentence	⌜N(p1,	…	,	pn)⌝	has	the	value	T	(or	F)	in	virtue	of	
the	fact	that	RN(<Tr(p1),	…	,	Tr(pn)>)	=	T	(or	F).		

																																																								
80	Those	concerned	about	the	semantic	paradoxes	may	wish	to	limit	13)	to	languages	that	
do	not	contain	their	own	truth	predicate.	For	on	certain	approaches	to	the	paradoxes	(e.g.	
Kripke	 (1975))	 truth-functionality	 may	 not	 apply	 everywhere	 otherwise.	 A	 proper	
treatment	of	the	paradoxes,	however,	lies	outside	the	scope	of	this	chapter.	
81	We	may	illustrate	this	claim	with	the	following	example.	First,	suppose	that	P	and	Q	are	
both	true.	Then	it	follows	via	(14)	that	P	and	Q	both	have	the	truth	value	T	in	which	case	
the	referent	of	Ù	maps	the	ordered	pair	<Tr(P),	Tr(Q)>	to	T.	It	then	follows	via	(13)	that	
⌜PÙQ⌝	has	the	truth	value	T.	This	implies	via	(14)	that	⌜PÙQ⌝	 is	true	and	so	we	have	
therefore	established	the	first	line	of	the	truth	table	for	Ù.		
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Put	otherwise,	⌜N(p1,	…	,	pn)⌝	has	the	value	T	(or	F)	in	virtue	of	the	fact	that	the	
sentences	p1,	…	,	pn	have	the	truth	values	they	do	and	the	referent	of	N	maps	the	
n-tuple	of	these	values	to	T	(or	F).	We	can	explain	(14),	meanwhile,	by	claiming	that	
any	sentence	is	true	(or	false)	in	virtue	of	the	fact	that	the	sentence	has	the	value	
T	 (or	 F).	 Taken	 together,	 these	 meta-semantic	 claims	 constitute	 a	 partially	
developed	 non-deflationary	 theory	 of	 truth.82	 My	 solution	 to	 the	 truth-table	
challenge	therefore	requires	that	inferentialists	reject	deflationary	theories	of	truth	
in	favor	of	the	account	I	provide.83	
												My	 explanation	 for	 principle	 (13)	 may	 prompt	 the	 following	 objection.	
Specifically,	 one	 might	 argue	 that	 (15)	 faces	 counterexamples	 in	 the	 form	 of	
intensional	operators.	For	example,	sentences	of	the	form	⌜àP⌝	–	where	‘à’	is	the	
modal	possibility	operator	–	are	compound	sentences.	However,	the	truth	value	of	
any	 such	 sentence	 is	 not	 determined	 by	 the	 truth	 value	 of	 P.	 Such	 sentences	
therefore	do	not	have	their	truth	values	in	virtue	of	the	fact	that	the	referent	of	‘à’	
assigns	a	particular	 truth-value	 to	 the	 truth-value	of	P.84	How	might	we	address	
these	 counter-examples	 to	 principle	 (15)?	 We	 might	 consider	 modifying	 the	
principle	 by	 restricting	 it	 to	 cases	 in	 which	 the	 relevant	 sentence’s	 principal	
connective	 is	 a	 truth-functional	 operator.	 However,	 modifying	 (15)	 in	 this	 way	
would	undermine	my	solution	to	the	truth-table	challenge.	For	 in	order	to	make	
use	 of	 the	 principle	when	 solving	 the	 challenge,	we	would	 need	 to	 rely	 on	 the	
further	 assumption	 that	 the	 connectives	 Ù,	 Ú,	 ¬	 and	®	 are	 truth-functional.	
However,	 this	 is	 a	 fact	 that	 we	must	 explain	 rather	 than	 simply	 assume.	 I	 will	
therefore	 pursue	 an	 alternative	 solution	 to	 the	 problem	 posed	 by	 intensional	
operators.	 I	will	 begin	 by	 distinguishing	 between	 two	kinds	 of	 rules:	 “language-
language”	rules	and	“language-entry”	rules.85	A	“language-language”	rule	is	a	rule	
that	 lets	 us	 infer	 certain	 sentences	 from	 other	 sentences	 (e.g.	 the	 conjunction	
elimination	rule).	A	“language-entry”	rule,	by	contrast,	 is	a	rule	that	 lets	us	 infer	

																																																								
82	 The	 account	 resembles	 the	 account	 of	 truth	 that	Wittgenstein	 (1922)	 provides	 for	
molecular	propositions.		
83	While	deflationary	accounts	of	truth	come	in	various	forms,	most	such	views	assert	that	
there	is	nothing	substantive	to	be	said	about	truth	beyond	what	is	captured	by	instances	
of	the	T-schema.	On	one	version,	for	example,	any	sentence	of	the	form	⌜‘S’	is	true⌝	is	
said	to	be	synonymous	with	the	sentence	named	by	‘S’.	On	this	view,	the	truth	predicate	
is	therefore	nothing	more	than	a	disquotational	device.		
84	I	consider	it	an	open	question	whether	or	not	such	operators	have	referents.	
85	This	terminology	is	often	attributed	to	Sellars	(1954).	I	do	not	mean	to	imply,	however,	
that	this	attribution	is	correct	or	that	Sellars’	use	of	the	terms	is	identical	to	mine.		
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certain	sentences	from	certain	non-linguistic	items	(e.g.	perceptual	states).86	I	will	
now	modify	principle	 (15)	by	restricting	 it	 to	cases	 in	which	 the	meaning	of	 the	
sentence’s	principal	operator	is	given	entirely	by	language-language	rules.	On	the	
inferentialist	 view,	 the	meanings	 of	 the	 connectives	 Ù,	 Ú,	¬	 and	®	 meet	 this	
description.	 It	 is	 not	 clear,	 however,	 that	 the	 same	may	 be	 said	 for	 intensional	
operators.	For	example,	 it	 is	plausible	 that	 the	meaning	of	 the	modal	possibility	
operator	‘à’	is	given,	in	part,	by	a	language-entry	rule	that	lets	us	infer	sentences	of	
the	form	⌜àP⌝	from	certain	acts	of	imagination	(e.g.	the	act	of	imagining	a	world	
in	which	P	is	the	case).		If	this	is	true,	then	the	modal	operators	do	not	constitute	a	
counter-example	 to	 the	 modified	 version	 of	 principle	 (15).87	 I	 leave	 open	 the	
question	of	whether	or	not	a	similar	line	of	reasoning	may	be	used	to	address	the	
apparent	counter-examples	posed	by	other	intensional	operators.	
															The	foregoing	solution	to	the	truth-table	challenge	also	lets	us	explain	why	
our	familiar	rules	of	inference	preserve	truth	(i.e.	the	rules	that	give	the	meanings	
of	Ù,	Ú,	¬	and	®).88	We	may	explain	this	fact	in	the	following	way.	First,	let	L	be	a	
standard	propositional	language	and	let	B	be	the	unique	Boolean	assignment	that	
fits	L.	Let	R	be	the	truth	assignment	for	L	that	assigns	each	atomic	sentence’s	truth	
value	to	each	atomic	sentence.89	Given	that	B	fits	L	it	follows	that	the	valuation	vBR	
is	admissible.	Now	let	G	be	a	set	of	true	premises	in	L	and	let	⌜N(s1,	…	,	sn)⌝	be	a	
sentence	in	L	that	is	provable	from	G.	Let	us	assume	for	the	sake	of	simplicity	that	

																																																								
86	For	example,	such	a	rule	might	let	us	infer	any	sentence	of	the	form	⌜O	is	red⌝	–	where	
O	is	a	demonstrative	–	from	any	observation	in	which	the	referent	of	O	appears	to	be	red.	
87	While	there	are	deductive	systems	that	govern	the	modal	operators	(e.g.	S5),	it	would	
be	 question	 begging	 to	 assert	 without	 argument	 that	 these	 rules	 fully	 capture	 the	
meanings	of	the	relevant	operators.	Absent	such	an	argument,	though,	it	is	not	clear	that	
the	modal	operators	constitute	a	counterexample	to	principle	(15).		
88	The	proof	I	am	about	to	give	differs	from	a	soundness	proof.	For	unlike	a	soundness	
proof,	it	does	not	appeal	to	the	truth-tables.	
89	I	am	assuming	here	that	every	atomic	sentence	has	the	value	T	or	F	(and	not	both).	For	
without	this	assumption	there	is	no	guarantee	that	R	exists.	While	this	assumption	may	
require	an	explanation,	it	is	not	clear	that	an	account	of	the	logical	constants	should	be	
expected	 to	 provide	 it	 (as	 we	 shall	 soon	 see,	 the	 bilateralist	 solution	 relies	 on	 this	
assumption	as	well).	Moreover,	if	we	grant	the	assumption	it	then	follows	via	my	solution	
to	the	truth-table	challenge	that	every	compound	sentence	has	the	value	T	or	F	(and	not	
both).	
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G	only	contains	the	single	premise	⌜M(p1,	…	,	pm)⌝.90	Given	that	⌜M(p1,	…	,	pm)⌝	is	
true	 it	 follows	via	 (14)	 that	 it	 has	 the	value	T	and	so	 it	 follows	via	 (13)	 that	 the	
referent	of	M	assigns	T	to	<Tr(p1),	…	,	Tr(pm)>.	 I	will	now	appeal	to	the	following	
claim	(henceforth	“claim	C”):	that	for	any	compound	sentence	⌜C(i1,	…	,	ik)⌝	in	L,	
the	valuation	vBR	assigns	T	to	⌜C(i1,	…	,	ik)⌝	if	and	only	if	the	referent	of	C	assigns	T	
to	<Tr(i1),	…	,	Tr(ik)>.91	Given	that	the	referent	of M	assigns	T	to		<Tr(p1),	…	,	Tr(pm)>	
it	follows	via	claim	C	that	vBR	assigns	T	to	⌜M(p1,	…	,	pm)⌝.	Given	that	⌜N(s1,	…	,	sn)⌝	
is	provable	from	⌜M(p1,	…	,	pm)⌝	and	vBR	is	admissible	it	therefore	follows	that	vBR	
assigns	T	to	⌜N(s1,	…	,	sn)⌝.	It	follows	again	via	claim	C	that	the	referent	of	N	assigns	
T	to	<Tr(s1),	…	,	Tr(sn)>	in	which	case	it	follows	via	(13)	that	⌜N(s1,	…	,	sn)⌝	has	the	
value	T.	This	implies,	via	(14),	that	⌜N(s1,	…	,	sn)⌝	is	true.	We	have	now	shown	that	
if	 ⌜M(p1,	 …	 ,	 pm)⌝	 is	 true	 then	 ⌜N(s1,	 …	 ,	 sn)⌝	 is	 true	 as	 well.	 Given	 that																							
⌜M(p1,	…	,	pm)⌝	and	⌜N(s1,	…	,	sn)⌝	were	arbitrary	we	have	therefore	explained	
why	our	familiar	rules	of	inference	preserve	truth.92	
	

Section	IV	–	Alternative	Solutions.	
	
Let	us	take	stock.	I	have	developed	a	solution	to	the	truth-table	challenge	and	used	
it	to	explain	why	our	familiar	rules	preserve	truth.	On	its	own,	this	does	not	give	
inferentialists	a	reason	to	adopt	the	claims	I	have	made.	For	there	may	be	other	
ways	of	solving	the	truth-table	challenge.	I	will	therefore	examine	two	alternative	
solutions	and	argue	that	they	fall	short	in	various	ways.	This	gives	inferentialists	a	
reason	to	adopt	my	solution.		

																																																								
90	 The	 following	 argument	 may	 clearly	 be	 modified	 to	 accommodate	 cases	 where	 G	
contains	 multiple	 premises.	 However,	 the	 modifications	 involved	 require	 the	 use	 of	
cumbersome	notation.	The	argument	may	also	easily	be	modified	to	address	the	cases	in	
which	the	premise(s)	and/or	conclusion	are	atomic.	
91	This	claim	is	provable	via	induction	on	the	complexity	of	formulas.	
92	One	might	object	to	this	explanation	on	the	following	grounds:	that	it	appeals	to	my	
account	of	reference	for	the	logical	constants	and	this	account	already	incorporates	the	
assumption	 that	 our	 rules	 preserve	 truth.	 However,	 this	 objection	 rests	 on	 a	
mischaracterization	of	my	account.	For	the	account	of	reference	that	is	developed	in	(11)	
and	(12)	does	not	mention	truth	preservation	anywhere	at	all	–	rather,	it	is	formulated	
solely	in	mathematical	terms.	Specifically,	my	account	mentions	the	assignment	of	truth	
values	to	sentences	by	valuation	functions	(e.g.	in	(5))	but	says	nothing	about	the	truth	
values	of	sentences	themselves.		



	 40	

Rumfitt	 (2000)	 and	 Smiley	 (1996)	 devise	 a	 logical	 framework	 known	 as	
“bilateralism”	that	may	seemingly	be	used	to	solve	the	truth-table	challenge.93	Its	
main	 point	 of	 departure	 consists	 of	 the	 following	 claim:	 that	 in	 addition	 to	 the	
speech	act	of	assertion	there	is	a	distinct	speech	act	of	rejection.	More	specifically,	
on	the	bilateralist	view	the	act	of	rejecting	a	sentence	is	distinct	from	the	act	of	
asserting	its	negation.	For	example,	the	act	of	rejecting	the	sentence	“it	is	raining”	
is	distinct	from	that	of	asserting	the	sentence	“it	is	not	raining.”	Bilateralists	may	
then	define	the	term	‘correct’	as	follows:	an	assertion	is	“correct”	if	and	only	if	the	
asserted	sentence	is	true	while	a	rejection	is	“correct”	 if	and	only	if	the	rejected	
sentence	 is	 false.94	 With	 this	 framework	 in	 place,	 bilateralists	 develop	 logical	
systems	that	govern	assertions	and	rejections.	The	rules	in	such	systems	are	said	to	
preserve	the	correctness	of	the	speech	acts	they	govern	(in	the	sense	of	“correct”	
that	was	 just	 defined).	 The	 act	 of	 asserting	 a	 sentence	 S	 is	 designated	 in	 such	
systems	by	the	string	of	symbols	‘+S’	while	the	act	of	rejecting	S	is	designated	by	
the	string	of	symbols	‘–S’.	Given	that	the	symbols	‘+’	and	‘–’	are	force	markers	they	
cannot	 embed	 within	 a	 sentence	 (i.e.	 unlike	 logical	 connectives,	 they	 can	 only	
appear	before	a	sentence).	Moreover,	they	are	not	a	part	of	the	sentences	that	we	
assert	or	reject	and	it	would	thus	be	mistaken	to	think	that	 they	have	meanings	
that	ought	to	be	captured	by	our	inferential	rules	(or	in	some	other	way).		

Rumfitt	and	Smiley	both	propose	the	following	system	of	bilateral	rules:	

	
																																																								
93	This	framework	is	devised,	in	part,	to	solve	the	categoricity	problem.	As	I	have	already	
argued,	 though,	 we	 should	 distinguish	 the	 categoricity	 problem	 from	 the	 truth-table	
challenge.	
94	This	definition	of	‘correct’	is	not	intended	to	capture	the	term’s	ordinary	use.	Rather,	it	
is	simply	meant	to	characterize	the	feature	of	assertions/denials	that	is	preserved	by	the	
bilateral	rules.	Importantly,	it	should	not	be	taken	to	imply	that	true	sentences	are	always	
assertible	–	for	this	is	a	claim	that	Rumfitt	(2002)	rejects	in	his	reply	to	Dummett	(2002).	
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The	system	above	consists	of	a)	operational	rules	 that	give	the	meaning	of	each	
connective,	 b)	 the	 so-called	 “coordination	 principles”	 of	 Reductio	 and	 Non-
Contradiction	and	c)	the	familiar	structural	rules	of	thinning,	cut	and	reflexivity.	If	
‘a’	represents	an	act	of	asserting	or	rejecting	a	sentence	then	‘a*’	represents	the	
opposite	act.	For	example,	if	‘a’	represents	the	act	of	asserting	a	sentence	S	then	
‘a*’	represent	the	act	of	rejecting	S	(and	vice	versa).	The	coordination	principles	
govern	the	interaction	of	the	force	markers	‘+’	and	‘–’	and	it	is	worth	noting	that	
they	are	restricted	to	atomic	sentences	(i.e.	one	only	obtains	an	instance	of	either	
rule	by	replacing	‘a’	with	the	assertion	or	rejection	of	an	atomic	sentence).95	Lastly,	
following	 Tennant’s	 (1999)	 suggestion	 –	 and	 contra	 Dummett	 (1991)	 –	 Rumfitt	
treats	 the	 symbol	 ‘^’	 as	 a	 logical	 punctuation	 sign	 that	 marks	 the	 point	 in	 a	
derivation	where	a	contradiction	has	been	reached.96	The	symbol	‘^’	is	therefore	
devoid	of	any	content.	
	 Rumfitt’s	 system	 first	 lets	us	explain	why	a	 sentence	and	 its	negation	are	
never	 both	 true.	 As	 Rumfitt	 observes,	 we	 may	 use	 an	 inductive	 proof	 to	
demonstrate	 that	 the	 Non-Contradiction	 rule	 applies	 to	 every	 sentence	 in	 our	
language	(i.e.	to	demonstrate	that	we	may	derive	‘^’	in	our	system	from	a	and	a*	
even	when	‘a’	designates	the	assertion	or	rejection	of	a	compound	sentence).97	We	
may	then	reason	as	follows.	First,	let	us	suppose	for	the	sake	of	contradiction	that	
a	sentence	S	and	its	negation	are	both	true.	Then	it	follows	that	the	assertion	and	
rejection	of	S	are	both	correct.	Given	that	‘^’ is	derivable	from	the	combination	of	
⌜+S⌝	and	⌜–S⌝	and	the	bilateral	rules	preserve	correctness	it	follows	that	 ‘^’	 is	
correct.	However,	‘^’	is	devoid	of	any	content	and	is	therefore	not	the	sort	of	thing	

																																																								
95	Rumfitt	also	develops	an	alternative	bilateral	natural	deduction	system.	However,	the	
system	is	unwieldy	due	to	its	large	number	of	rules	and	so	Rumfitt	therefore	provides	the	
more	compact	system	given	here	instead.	While	it	may	seem	as	though	Rumfitt’s	natural	
deduction	system	does	not	require	the	use	of	any	coordination	principles,	this	is	not	the	
case.	For	as	Kurbis	(2016)	observes,	Rumfitt’s	natural	deduction	system	does	not	yield	the	
full	extent	of	classical	logic	unless	it	is	supplemented	with	coordination	principles	such	as	
those	employed	in	the	system	given	above.	
96	Dummett,	by	contrast,	treats	the	symbol	‘^’	as	a	zero-place	logical	connective	with	an	
elimination	rule	that	lets	us	infer	any	atomic	sentence	from	it.	However,	Rumfitt	finds	this	
treatment	unsatisfactory	because	he	thinks	that	it	does	not	let	us	explain	why	‘^’	is	always	
false	and	by	extension	why	a	sentence	and	its	negation	are	never	both	true.		
97	Ferreira	(2008)	demonstrates	that	no	such	inductive	proof	is	possible	for	the	Reductio	
rule.	As	a	result,	obtaining	classical	logic	requires	that	the	rule	not	be	restricted	to	atomic	
sentences.	
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that	 can	 be	 correct.	 We	 must	 therefore	 reject	 our	 supposition	 that	 S	 and	 its	
negation	are	both	true.		

The	bilateralist	may	now	attempt	to	solve	the	truth-table	challenge	in	two	
steps.	First,	the	bilateralist	may	inductively	prove	that	every	sentence	in	a	standard	
propositional	language	is	true	or	false	by	first	assuming	that	every	atomic	sentence	
is	 true	or	 false	and	then	making	use	of	 the	 further	claim	that	 the	bilateral	 rules	
preserve	 correctness.	 Second,	 the	 bilateralist	 may	 then	 derive	 the	 conditional	
claims	encoded	in	the	familiar	truth	tables	from	the	assumption	that	the	bilateral	
rules	preserve	correctness	together	with	the	claim	that	every	sentence	is	true	or	
false.	 For	 example,	 let	 P	 and	Q	 be	 sentence	 letters	 in	 a	 standard	 propositional	
language	and	 let	us	assume	that	P	 is	 true	and	Q	 is	 false.	 Then	 it	 follows	via	 the	
earlier	definition	of	 ‘correct’	 that	⌜+P⌝	 and	⌜–Q⌝	 are	both	correct.	Now	 let	us	
suppose	for	the	sake	of	contradiction	that	⌜P&Q⌝	is	true.	Then	⌜+P&Q⌝	is	correct	
and	so	it	follows	from	the	assumption	that	the	+&E	rule	preserves	correctness	that	
⌜+Q⌝	 is	 correct	 as	 well.	 However,	 we	 have	 already	 established	 that	 ⌜–Q⌝	 is	
correct	and	given	that	no	sentence	is	both	true	and	false	it	follows	that	⌜+Q⌝	and	
⌜–Q⌝	are	not	both	correct.	We	must	therefore	reject	our	supposition	that	⌜P&Q⌝	
is	true.	Given	that	every	sentence	is	true	or	false	it	follows	that	⌜P&Q⌝	is	false	and	
so	we	have	therefore	established	one	of	the	lines	in	the	familiar	truth	table	for	‘&’.	
Similar	reasoning	lets	us	establish	every	line	in	each	of	the	familiar	truth	tables.	This	
concludes	the	bilateralist	solution	to	the	truth-table	challenge.		

While	the	bilateralist	solution	may	seem	promising,	 it	faces	several	 issues.	
First,	the	meanings	of	the	connectives	are	more	plausibly	given	by	Rumfitt’s	natural	
deduction	 rules	 than	 the	 sequent	 calculus	 rules	 that	 are	 shown	 in	 the	 system	
above.	However,	the	introduction	rule	for	®	in	Rumfitt’s	natural	deduction	system	
only	lets	us	infer	an	assertion	of	⌜P®Q⌝	after	we	have	derived	an	assertion	of	Q	
from	an	assertion	of	P.	As	Kürbis	(2017)	notes,	though,	it	does	not	seem	as	though	
we	 typically	 assert	 P	 in	 the	 course	 of	 establishing	⌜P®Q⌝.	 Rather,	 we	 usually	
“suppose”	P	for	the	sake	of	argument	and	then	derive	Q	from	P.	Rumfitt’s	system	
does	not	seem	capable	of	capturing	this	kind	of	reasoning,	though,	and	therefore	
seems	to	omit	a	key	part	of	the	meaning	of	®.98			

More	importantly,	the	bilateralist	solution	does	not	explain	why	any	of	our	
familiar	rules	(i.e.	those	that	give	the	meanings	of	Ù,	Ú,	¬	and	®)	preserve	truth	
(or	 correctness)	 at	 all.	 For	 the	 fact	 that	 these	 rules	 give	 the	 meanings	 of	 our	

																																																								
98	See	Kürbis	(2023)	for	further	discussion	of	this	issue.	



	 43	

connectives	does	not	explain,	in	and	of	itself,	why	they	preserve	truth.99	I	wish	to	
emphasize	here	that	I	am	not	questioning	whether	or	not	these	rules	do	preserve	
truth.	Rather,	I	am	merely	observing	that	it	is	not	at	all	obvious	why	this	is	so.	If	the	
truth	functional	behavior	of	the	connectives	requires	an	explanation,	though,	then	
the	fact	that	our	rules	preserve	truth	surely	requires	an	explanation	as	well.	Unlike	
the	bilateralist	solution,	my	solution	explains	this	fact	(as	I	have	already	shown).	
												Alternatively,	 deflationists	might	 argue	 that	we	 can	 solve	 the	 truth-table	
challenge	by	appealing	to	the	T-schema.	For	example,	we	might	try	to	show	that	
any	conjunctive	sentence	is	true	if	both	of	its	conjuncts	are	true	via	the	following	
argument:	

1. Tr(‘PÙQ’)	«	(PÙQ).	[Instance	of	the	T-schema]	
2. Tr(‘P’)	«	P.	[Instance	of	the	T-schema]	
3. Tr(‘Q’)	«	Q.	[Instance	of	the	T-schema]	
4. (Tr(‘P’)ÙTr(‘Q’))	®	Tr(‘PÙQ’).	[Follows	from	1.,	2.	and	3.]	

We	appear	to	have	shown	that	if	‘P’	and	‘Q’	are	true	then	so	is	‘PÙQ’.	The	problem	
with	this	argument,	though,	is	that	it	is	an	argument	schema	rather	than	a	genuine	
argument	given	that	‘P’	and	‘Q’	are	sentence	variables.	The	conclusion	is	therefore	
schematic	and	so	we	have	not	established	the	desired	result.	Moreover,	there	does	
not	appear	to	be	any	way	of	modifying	the	schema	into	a	genuine	argument	for	the	
desired	conclusion.	For	while	we	can	replace	the	variables	‘P’	and	‘Q’	with	particular	
sentence	letters,	doing	so	only	lets	us	establish	that	the	resulting	sentence	is	true	
if	both	its	conjuncts	are	true.	This	claim	is	distinct,	though,	from	the	general	claim	
that	any	conjunctive	sentence	is	true	if	both	its	conjuncts	are	true.100		

We	might	try	to	overcome	this	obstacle	in	one	of	two	ways.	First,	we	might	
try	to	establish	the	desired	result	by	using	induction	on	the	complexity	of	formulas	
and	appealing	to	the	assumption	that	every	step	in	the	argument	schema	preserves	
truth	whenever	the	variables	‘P’	and	‘Q’	are	replaced	by	particular	sentences.	The	
problem	with	this	approach,	though,	is	that	it	relies	on	the	explicit	assumption	that	
our	rules	preserve	truth.	As	I	have	already	argued,	though,	the	fact	that	our	rules	
preserve	truth	requires	an	explanation	as	well.101		
																																																								
99	For	example,	the	fact	that	our	understanding	of	Ú	consists	(partly)	in	our	disposition	to	
follow	the	Ú	introduction	rule	does	not	explain,	in	and	of	itself,	why	this	rule	preserves	
truth.	
100 This	limitation	has	often	been	observed	in	the	deflationist	literature.	However,	it	has	
rarely	been	connected	explicitly	to	explanatory	concerns. 
101	We	might	try	appealing	to	the	T-schema	in	order	to	show	that	our	rules	preserve	truth.	
However,	the	resulting	arguments	will	again	be	schematic	and	will	therefore	not	establish	
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Alternatively,	 we	 might	 try	 to	 salvage	 the	 present	 solution	 by	 following	
Field’s	(1994)	lead	and	using	substitutional	quantifiers.	Specifically,	we	might	seek	
to	 derive	 the	 claims	 that	 our	 truth	 tables	 encode	 from	 the	 premise	 that												
‘Pp(Tr(‘p’)	«	p)’	–	where	‘P’ is	a	substitutional	quantifier.	The	given	premise	is	
true	if	and	only	 if	every	 instance	of	the	schema	‘Tr(‘P’)	«	P’	 is	true	–	where	we	
obtain	 instances	of	 the	 schema	by	 replacing	 ‘P’	with	a	 sentence	 in	 the	 relevant	
language.	If	we	rely	on	this	premise,	though,	we	must	then	explain	why	it	is	true.	
Following	Field,	we	might	appeal	to	a	deflationary	conception	of	truth	in	order	to	
explain	 why	 every	 instance	 of	 ‘Tr(‘P’)	«	 P’	 is	 true.	We	might	 then	 attempt	 to	
explain	why	the	premise	‘Pp(Tr(‘p’)	«	p)’	is	true	by	appealing	to	the	assumption	
that	 any	 sentence	 of	 the	 form	⌜Ps(j(s))⌝	 is	 true	 whenever	 every	 substitution	
instance	of	j(s)	is	true.	However,	this	latter	fact	is	clearly	harder	to	explain	than	the	
truth	functional	behavior	of	our	ordinary	connectives.	This	difficulty	is	compounded	
by	 the	 lack	 of	 clarity	 surrounding	 the	 inference	 rules	 that	 govern	 substitutional	
quantifiers.	 It	 is	 also	 worth	 noting	 that	 we	 cannot	 appeal	 to	 the	 principle								
‘Pp(Tr(‘p’)	«	p)’	when	explaining	the	truth-conditional	behavior	of	substitutional	
quantifiers.	 For	 we	 would	 otherwise	 end	 up	 relying	 on	 the	 principle																			
‘Pp(Tr(‘p’)	«	p)’	when	explaining	why	the	given	principle	is	true.	We	therefore	do	
not	seem	to	gain	much,	if	anything,	by	appealing	to	substitutional	quantifiers	as	a	
way	of	addressing	the	truth	table	challenge.102		

Lastly,	 Field	 (2006)	 proposes	 that	we	 posit	 rules	 that	 let	 us	 infer	 general	
(objectual)	 claims	 from	 schemas	 –	 thereby	 circumventing	 the	 original	 issue.	
However,	derivations	 that	employ	 such	 rules	 together	with	schematic	 reasoning	
depart	 significantly	 from	 familiar	 forms	 of	 explanation	 in	 which	 the	 relevant	
derivations	 rely	 solely	 on	 standard	 logical	 resources	 and	 grounding	 principles.	
Consequently,	it	is	not	obvious	that	derivations	of	the	kind	that	Field	proposes	are,	
in	fact,	explanatory.	I	will	therefore	assume	that	explanations	(such	as	my	own)	in	
which	the	derivations	do	not	involve	such	departures	are	preferable	to	those	that	
do.	
	
	
	
																																																								
the	desired	result.	Moreover,	if	we	try	to	use	induction	on	the	complexity	of	formulas	in	
order	to	overcome	this	issue	we	will	again	need	to	rely	on	the	assumption	that	our	rules	
preserve	truth.	However,	this	is	the	very	fact	that	we	are	trying	to	explain.	
102	It	is	worth	noting	that	the	intelligibility	of	substitutional	quantification	is	also	a	matter	
of	controversy	(see	Van	Inwagen	(1981)).	
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Section	V	–	Tonk.	
	
I	will	now	argue	that	my	solution	to	the	truth-table	challenge	is	incompatible	with	
Warren’s	 Unrestricted	 Inferentialism.	 On	Warren’s	 view,	 any	 collection	 of	 rules	
whatsoever	may	give	the	meanings	of	a	language’s	logical	constants	and	preserve	
truth	as	well.	Importantly,	these	rules	may	include	the	notorious	‘tonk’	rules.	While	
it	may	seem	as	though	the	‘tonk’	rules	do	not	preserve	truth,	Warren	rejects	this	
claim	on	the	grounds	that	the	addition	of	 ‘tonk’	to	a	language	L	may	change	the	
meanings	of	 the	original	sentences	 in	L.	Warren	observes	 that	 the	same	may	be	
said	for	the	addition	of	any	new	constant	to	L.	If	this	is	true,	then	we	do	not	have	
any	obvious	reason	to	conclude	that	the	‘tonk’	rules	do	not	preserve	truth	in	the	
new	language.		

Warren’s	 observation	 undermines	 straightforward	 arguments	 against	 the	
intelligibility	 of	 ‘tonk’.	 Nevertheless,	 I	 will	 argue	 that	 we	 have	 good	 reason	 to	
prohibit	a	wide	range	of	languages	that	contain	it.	Going	forward,	let	a	connective	
N	be	a	“language-language”	connective	if	its	meaning	is	given	entirely	by	language-
language	rules.	I	will	now	argue	that	we	should	prohibit	languages	that	contain	both	
a)	 the	 connective	 ‘tonk’	 as	 well	 as	 b)	 true	 compound	 sentences	 of	 the	 form										
⌜N(p1,	…	 ,	 pn)⌝	 	 –	where	 ‘N’	 is	 a	 language-language	 connective.	 I	will	 call	 such	
languages	“tonk	languages”.	To	show	why	we	should	prohibit	tonk	languages,	let	L	
be	 a	 tonk	 language.	 	 Then	 L	 contains	 a	 true	 compound	 sentence	 of	 the	 form										
⌜N(p1,	…	,	pn)⌝	–	where	‘N’	is	a	language-language	connective.	It	follows	via	(13)	
and	(14)	that	the	referent	of	‘N’	assigns	T	to	the	n-tuple	of	truth	values	of	p1,	…	,	pn.	
This	in	turn	implies	that	‘N’	has	a	referent.	However,	given	that	L	contains	‘tonk’	it	
follows	 via	 my	 account	 of	 reference	 that	 none	 of	 the	 language-language	
connectives	in	L	have	referents.	We	should	therefore	prohibit	tonk	languages.		

The	argument	just	given	clearly	generalizes	to	any	language	that	a)	contains	
true	 sentences	of	 the	 form	⌜N(p1,	…	 ,	 pn)⌝	 –	where	 ‘N’	 is	 a	 language-language	
connective	–	and	 in	which	b)	 the	 rules	 that	 give	 the	meanings	 of	 the	 language-
language	connectives	do	not	determine	 referents.	We	should	 therefore	prohibit	
such	 languages	 and	 I	 will	 call	 this	 constraint	 the	 “referential	 constraint”.	 This	
constraint	provides	us	with	an	independently	motivated	response	to	Prior’s	original	
challenge.	 It	 implies,	 for	 example,	 that	 there	 is	 no	 language	 that	 contains	 both	
‘tonk’	as	well	as	our	 familiar	connectives	and	 in	which	 the	meaning-constitutive	
rules	all	preserve	truth.		
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Conclusion	
	
I	have	argued	that	orthodox	inferentialists	must	solve	the	truth-table	challenge	and	
that	doing	so	motivates	the	referential	constraint.	Do	the	conclusions	that	I	have	
drawn	 apply	 to	 all	 inferentialists	 (i.e.	 non-orthodox	 ones	 included)?	 A	 proper	
treatment	of	this	question	requires	an	assessment	of	the	debate	between	realists	
and	 anti-realists	 and	 this	 issue	 lies	 outside	 the	 scope	 of	 this	 chapter.103	
Nevertheless,	I	will	briefly	remark	on	why	I	do	not	wish	to	adopt	an	epistemic	view	
of	 truth.	 First,	 proponents	 of	 the	 epistemic	 view	 must	 confront	 Fitch’s	 (1963)	
paradox	–	namely,	the	demonstration	that	if	all	truths	are	knowable	then	all	truths	
are	known.	Second,	it	is	unclear	how	exactly	we	should	make	sense	of	the	modality	
involved	in	our	use	of	the	term	‘knowable’.	For	it	is	unclear	whether	or	not	claims	
about	 infinite	 totalities,	 other	minds	 or	 the	 distant	 past	 are	 “knowable”	 in	 the	
relevant	 sense.104	Lastly,	while	 some	proponents	of	 the	epistemic	conception	of	
truth	equate	the	truth	of	a	claim	with	the	existence	of	a	proof	of	it,	others	equate	
the	truth	of	a	claim	with	the	possibility	of	obtaining	such	a	proof.105	While	these	
difficulties	may	or	may	not	be	surmountable,	they	provide	significant	(prima	facie)	
reasons	for	favoring	orthodox	views.	Whatever	the	final	verdict	on	these	issues	may	
be,	 however,	 I	 hope	 to	 have	 shown	 that	 explanatory	 concerns	 are	 of	 greater	
relevance	to	logical	issues	than	has	been	generally	recognized	so	far.		
	
	

	
	
	
	
	
	
	
	

	

																																																								
103	See	Loux	(2003)	for	a	useful	overview	of	this	debate.	
104	 See	 Dummett	 (1968)	 for	 a	 discussion	 of	 past-tense	 claims.	 Dummett’s	 epistemic	
conception	 of	 truth	 leads	 him	 to	 the	 radical	 conclusion	 that	 the	 past	 is	 not	 fixed	 but	
changes	over	time.	
105	See	Raatikainen	(2004)	for	a	discussion	of	this	issue.	
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Chapter	3:	An	Analysis	of	Logical	Harmony		

As	 we	 have	 already	 seen,	 inferentialists	 claim	 that	 the	meanings	 of	 the	 logical	
constants	(“constants”	for	short)	are	given	by	their	rules	of	 inference.	But	which	
rules	 are	 these?	On	 one	 approach,	 the	 rules	 in	 question	 are	 those	 that	we	 are	
disposed	 to	 follow	 or	 some	 subset	 thereof	 (I	 will	 call	 proponents	 of	 this	 view	
“dispositionalists”).106	Importantly,	we	may	distinguish	these	rules	from	those	that	
“govern”	the	logical	constants	–	where	a	rule	“governs”	a	constant	if	a)	the	schema	
that	represents	the	rule	includes	the	constant	in	question	and	b)	any	inference	that	
is	carried	out	in	accordance	with	the	rule	transmits	justification	from	its	premises	
to	its	conclusion.107	

Various	inferentialists	(e.g.	Dummett	(1991))	have	proposed	imposing	a	so-
called	 “harmony	 requirement”	 on	 any	 logical	 constant.	 A	 constant	 meets	 this	
requirement	when	 its	 introduction	and	elimination	 rules	 satisfy	 a	 certain	proof-
theoretic	constraint	called	“logical	harmony”	(“harmony”	for	short).	Rumfitt	(2016)	
calls	 this	 requirement	 the	 “harmony	 thesis”	 and	 characterizes	 it	 as	 follows:	 “a	
connective	will	not	possess	a	sense	–	it	will	not	have	a	coherent	meaning	–	unless	
its	 logical	 behavior	 is	 regulated	 only	 by	 a	 pair	 of	 harmonious	 introduction	 and	
elimination	rules.”108	While	the	notion	of	harmony	is	formulated	in	different	ways	
by	different	authors,	it	is	generally	regarded	as	a	local	rather	than	a	global	feature	
insofar	 as	 it	 applies	 to	 particular	 rules	 in	 our	 deductive	 system	 rather	 than	 our	
system	as	a	whole.109	Moreover,	the	notion	is	meant	to	ensure	that	a	connective’s	
introduction	and	elimination	rules	exhibit	a	suitable	balance.		Importantly,	on	many	
formulations,	the	intuitionistic	rules	for	negation	are	deemed	harmonious	whereas	
the	classical	rules	are	not.	If	the	rules	that	give	a	connective’s	meaning	must	satisfy	
a	harmony	requirement,	then	this	outcome	seemingly	poses	a	problem	for	the	view	
defended	in	the	previous	chapter.	For	the	view	required	that	the	meaning	of	the	
negation	operator	is	given	by	all	its	classical	rules.	
																																																								
106	 I	will	 later	 distinguish	 this	 form	of	 inferentialism	 from	another	 form	 that	 I	will	 call	
“normative	inferentialism”.		
107	For	example,	the	conjunction	introduction	rule	has	premises	j	and	y	and	conclusion	
jÙy.	The	rule	governs	 ‘Ù’	given	that	 ‘Ù’	appears	 in	 the	schema	that	 represents	 it	and	
whenever	we	have	justification	for	both	j	and	y	and	infer	jÙy	from	the	given	premises	
we	obtain	justification	for	jÙy.		
108	Throughout	the	rest	of	his	paper,	Rumfitt	examines	various	arguments	in	support	of	
this	thesis	and	finds	them	all	lacking.	
109	We	may	therefore	contrast	the	notion	of	harmony	with	proof-theoretic	notions	such	
as	normalizability	–	which	apply	to	whole	deductive	systems.		
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In	section	I	of	this	chapter,	I	will	distinguish	between	several	versions	of	the	
harmony	requirement	and	will	consider	possible	reasons	for	adopting	them	each.	
These	versions	are	rarely	distinguished	from	one	another	in	the	relevant	literature.	
I	will	then	argue	that	inferentialists	have	no	reason	to	adopt	any	such	requirement.	
It	 follows	 that	 such	 requirements	 do	 not	 provide	 an	 independently	 motivated	
response	 to	Prior’s	original	 challenge.	 In	 section	 II,	 I	will	 argue	 that	despite	 this	
outcome,	the	notion	of	harmony	nevertheless	retains	a	valuable	role.	In	section	III,	
I	will	assess	existing	accounts	of	the	notion	in	light	of	this	particular	role.	In	section	
IV,	I	will	discuss	Dummett’s	(1991)	proof-theoretic	account	of	logical	validity.	While	
this	discussion	may	seem	tangential	at	first,	it	will	serve	as	the	basis	for	the	account	
of	harmony	that	I	develop	in	section	V.		

	
Section	I	–	The	Harmony	Requirement.	

	
Before	assessing	whether	or	not	we	should	adopt	the	harmony	requirement,	we	
must	 clarify	 the	 requirement	 itself.	 All	 rules,	 going	 forward,	 will	 be	 formulated	
within	 a	 Gentzen-style	 natural	 deduction	 system.	 An	 introduction	 rule	 for	 a	
constant	C	is	a	rule	that	may	be	represented	by	a	schema	whose	conclusion	has	
principal	operator	C	(e.g.	conjunction	introduction).110	An	elim	rule	for	a	constant	
C,	meanwhile,	is	a	rule	that	may	be	represented	by	a	schema	whose	major	premise	
has	 principal	 operator	 C	 but	 whose	 conclusion	 does	 not	 include	 C	 (e.g.	 modus	
ponens).	It	appears	as	though	there	are	different	requirements	that	inferentialists	
may	have	in	mind	when	they	speak	of	the	so-called	“harmony	requirement”.	The	
first	such	requirement	consists	of	the	following	–	where	C	is	a	constant	and	R	is	the	
set	of	rules	that	we	are	disposed	to	follow	with	respect	to	C:111		

1) If	C	is	a	meaningful	constant	then	the	rules	in	R	are	all	harmonious.		
This	principle	consists	of	a	constraint	on	the	rules	that	we	are	disposed	to	follow	
with	respect	to	any	meaningful	constant.	Importantly,	it	commits	inferentialists	to	
the	following	claim:	

2) The	classical	negation	operator	is	not	a	meaningful	constant.112	

																																																								
110	I	will	say	more	about	the	distinction	between	rules	and	their	schematic	representations	
in	section	II.	
111	It	is	worth	highlighting	that	while	“being	harmonious”	is	a	property	of	individual	rules,	
the	possession	of	this	trait	(or	lack	thereof)	by	a	particular	rule	will	depend	on	the	other	
rules	in	the	system.	
112	I	will	call	a	constant	the	“classical	negation	operator”	if	we	are	disposed	to	follow	the	
classical	negation	rules	with	respect	to	it.	
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This	is	because	the	(standard)	classical	rules	for	negation	are	not	harmonious	on	
any	viable	conception	of	harmony.113	Proponents	of	1)	with	classical	sympathies	
may	 try	 to	 avoid	 2)	 in	 one	 of	 two	 ways.	 First,	 they	 might	 adopt	 a	 bilateral	
formulation	of	classical	logic	seeing	as	the	rules	that	such	systems	employ	are	all	
harmonious.114	However,	I	have	already	discussed	the	problems	with	bilateralism	
in	the	previous	chapter.	Alternatively,	they	might	devise	a	non-standard	unilateral	
formulation	of	classical	logic	in	which	all	the	rules	are	harmonious	(e.g.	as	seen	in	
Milne	(2015)).	However,	the	rules	employed	in	such	systems	are	highly	unnatural	
and	 it	 is	 therefore	 implausible	 to	 claim	 that	 ordinary	 speakers	 are	 disposed	 to	
follow	them.	Claim	2)	therefore	seems	to	be	an	inescapable	consequence	of	1).	The	
problem	with	2),	though,	is	that	it	employs	the	negation	operator.	As	a	result,	2)	
implies	the	following:	that	it	is	unintelligible	in	the	event	that	we	are	disposed	to	
follow	all	the	standard	classical	rules.	Given	that	proponents	of	classical	logic	are	
disposed	to	follow	these	rules,	they	will	therefore	be	justified	in	concluding	that	2)	
implies	its	own	unintelligibility	and	is	therefore	not	true.115	Moreover,	given	that	2)	
is	a	consequence	of	1)	they	will	be	justified	in	concluding	that	1)	is	not	true	either.	
Proponents	of	1)	might	try	to	defend	it	by	observing	that	we	can	avoid	the	force	of	
the	given	argument	by	abandoning	our	disposition	to	follow	certain	classical	rules.	
For	if	we	are	not	disposed	to	follow	all	the	classical	rules	then	2)	will	no	longer	imply	
its	own	unintelligibility.	While	this	may	be	true,	this	response	will	not	be	convincing	
to	proponents	of	classical	logic	unless	they	have	already	been	given	a	convincing	
reason	 to	modify	 their	 logical	 practices.	However,	 no	 such	 reason	has	 yet	 been	
given.116	Moreover,	absent	such	a	reason,	proponents	of	classical	logic	have	every	
reason	to	treat	2)	and	1)	as	untrue.	Given	that	my	starting	point	is	classical,	I	will	
therefore	reject	1)	for	now.		

																																																								
113	The	truth	of	this	claim	will	become	apparent	in	sections	III–V.	
114	See	Rumfitt	(2000)	and	Smiley	(1996)	for	a	presentation	of	the	bilateralist	view.	
115	This	argument	is	a	form	of	self-refutation.	While	it	will	not	give	intuitionists	any	reason	
to	reject	1),	this	does	not	make	it	any	less	compelling	to	proponents	of	classical	logic.	It	is	
also	worth	highlighting	that	proponents	of	classical	 logic	need	not	employ	any	form	of	
reasoning	that	intuitionists	reject	in	order	to	reach	the	conclusion	that	2)	implies	its	own	
unintelligibility.	Rather,	they	need	only	recognize	that	they	are	disposed	to	follow	all	the	
classical	rules.	
116	Generally	speaking,	proponents	of	classical	logic	have	no	reason	to	modify	their	logical	
practices	when	presented	with	a	(supposed)	demonstration	of	2).	For	2)	is	self-refuting	
from	the	vantage	point	of	a	proponent	of	classical	logic.	Consequently,	so	is	any	premise	
that	implies	2).	
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Inferentialists	might	instead	formulate	the	harmony	requirement	as	follows:	
3) If	C	is	a	meaningful	constant	then	the	rules	that	give	the	meaning	of	C	are	all	

harmonious.	
Why	should	inferentialists	adopt	3)?	One	might	argue	that	the	principle	is	needed	
in	order	to	rule	out	the	existence	of	any	constant	the	meaning	of	which	is	given	by	
Prior’s	(1960)	rules	for	‘tonk’.	The	constant	‘tonk’	has	an	intro	rule	that	lets	us	infer	
‘P	tonk	Q’	from	P	and	an	elim	rule	that	lets	us	infer	Q	from	‘P	tonk	Q’.	Together	
these	rules	let	us	infer	any	claim	from	any	other	and	thereby	trivialize	the	language	
to	which	they	are	added.	However,	connectives	such	as	‘tonk’	are	already	ruled	out	
by	 the	 referential	 constraint	 that	 I	 defended	 in	 the	 previous	 chapter	 and	 so	
principle	3)	is	not	needed	to	accomplish	this	task.117		

Steinberger	 (2011)	 instead	 defends	 the	 harmony	 requirement	 on	 the	
grounds	 that	 it	 upholds	his	 so-called	principle	of	 innocence	 (‘POI’	 for	 short).	He	
formulates	this	principle	as	follows:	“it	should	not	be	possible,	solely	by	engaging	
in	deductive	logical	reasoning,	to	discover	hitherto	unknown	(atomic)	truths	that	
we	would	have	been	incapable	of	discovering	independently	of	logic.”	However,	as	
Rumfitt	 (2016)	 observes,	 even	 if	 we	 accept	 this	 principle,	 it	 is	 unclear	why	 the	
constraint	it	imposes	on	our	deductive	system	must	be	upheld	through	the	use	of	
a	local	requirement	such	as	that	of	logical	harmony.	One	might	therefore	attempt	
to	bolster	Steinberger’s	 reasoning	 into	a	defense	of	principle	3)	 in	 the	 following	
way.	 First,	 let	 us	 assume	 that	 the	POI	 is	 correct	 and	 let	 L	 be	 a	 language	 that	 is	
governed	by	the	rules	in	a	deductive	system	D	–	where	D	satisfies	the	POI.	Suppose	
now	that	we	add	a	new	constant	C	to	L	–	where	R	is	the	set	of	rules	that	would	give	
the	meaning	of	C	 in	 the	event	 that	C	was	meaningful.118	 I	will	call	 the	expanded	
language	 L+.	 Suppose	 as	 well	 that	 the	 addition	 of	 R	 to	 D	 lets	 us	 prove	 atomic	
sentences	in	L	that	are	not	provable	via	D	alone.	What	happens	after	we	add	C	to	

																																																								
117	The	referential	constraint	consists	of	the	following	requirement:	 that	the	rules	that	
govern	our	 logical	constants	must	determine	a	referent	 for	each	and	every	one	of	 the	
relevant	 constants.	 If	 we	 assume,	 as	 I	 will,	 that	 the	 rules	 that	 give	 the	meaning	 of	 a	
constant	are	always	among	the	rules	that	govern	it	then	this	constraint	implies	that	the	
‘tonk’	rules	do	not	give	the	meaning	of	any	connective.	
118	I	will	assume	throughout	this	paper	that	the	rules	that	give	the	meaning	of	a	logical	
constant	are	always	among	the	rules	that	govern	it.	Those	worried	about	the	semantic	
paradoxes	may	restrict	this	assumption	to	languages	that	do	not	contain	their	own	truth	
predicate.	 This	 restriction	will	 help	ensure	 that	whenever	a	 rule	 governs	a	 constant	 it	
preserves	truth	as	well.	Moreover,	it	will	help	us	avoid	any	commitment	to	the	claim	that	
inferences	involving	paradoxical	sentences	transmit	justification.	
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L?	As	proponents	of	the	POI,	we	are	(seemingly)	faced	with	two	options.	First,	we	
may	claim	that	C	is	not	a	meaningful	constant	while	maintaining	that	the	original	
constants	in	L	remain	meaningful	following	the	addition	of	C	to	L.	The	trouble	with	
this	option,	 though,	 is	 that	 it	 is	unclear	why	we	should	single	out	C	as	defective	
rather	than	some	other	constant(s)	in	L+.	For	while	the	addition	of	R	to	D	leads	to	
a	violation	of	the	POI,	it	may	nonetheless	be	possible	–	given	that	the	POI	is	a	global	
constraint	–	to	restore	the	integrity	of	the	POI	by	removing	some	constant(s)	from	
L+	other	 than	C.	Alternatively,	 rather	 than	singling	out	C	as	defective,	we	might	
claim	instead	that	the	constants	in	L+	are	all	rendered	defective	by	the	addition	of	
C	to	L.	However,	this	second	option	introduces	an	undesirable	vulnerability	into	our	
logical	practices.	We	therefore	seem	to	face	a	dilemma.	 In	 light	of	this	 fact,	 it	 is	
worth	highlighting	that	we	can	(seemingly)	avoid	the	given	dilemma	by	adopting	
the	harmony	requirement.	For	if	the	rules	in	R	are	harmonious	then	the	addition	of	
R	to	D	will	(presumably)	not	violate	the	POI.	On	the	other	hand,	if	the	rules	in	R	are	
not	 harmonious	 then	 the	 harmony	 requirement	 gives	 us	 a	 principled	 reason	 to	
single	out	C	as	defective	rather	than	some	other	constant	in	L.	In	either	case,	we	
avoid	the	dilemma	that	we	previously	faced	and	this	safeguard	gives	us	a	reason	to	
adopt	the	harmony	requirement.	

The	problem	with	 this	argument,	 though,	 is	 that	 it	 relies	on	 the	 following	
(questionable)	assumption:	that	the	addition	of	harmonious	rules	to	D	can	never	
result	 in	 a	 violation	 of	 the	 POI.	 However,	 we	 can	 only	 properly	 evaluate	 this	
assumption	 once	 we	 have	 an	 adequate	 formulation	 of	 the	 notion	 of	 harmony.	
Moreover,	there	is	a	reason	to	doubt	the	assumption’s	correctness.	In	particular,	
the	 rules	 for	 the	 following	 zero-place	connective	appear	 to	be	harmonious	 (this	
connective	is	taken	from	Read	(2010)):119		

	
These	rules	clearly	lead	to	a	violation	of	the	POI,	though,	when	they	are	added	to	
D.	This	is	because	they	let	us	prove	any	claim	whatsoever	when	taken	together	–	
as	we	can	demonstrate	via	the	following	derivation:	

																																																								
119	The	reason	for	claiming	that	these	rules	seem	harmonious	will	become	evident	when	
I	discuss	existing	accounts	of	harmony	in	section	III.	
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This	result	casts	doubt	on	the	defense	of	3)	that	I	have	been	considering.		

	I	will	now	consider	one	final	version	of	the	harmony	requirement.	To	explain	
the	 requirement,	 I	 will	 introduce	 some	 terminology.	 Let	 L	 be	 a	 propositional	
language	 and	 let	 an	 “argument”	 consist	 of	 a	 single	 step	 derivation	 (roughly	
speaking	–	a	collection	of	premises	and	a	conclusion).	Then:	

4) An	argument	 in	L	 is	a	“justificatory”	argument	 iff	 inferring	the	argument’s	
conclusion	from	its	premises	would	transmit	justification	for	the	conclusion	
in	the	event	that	we	had	justification	for	the	argument’s	premises.120		

It	follows	from	the	definition	above	that	if	a	rule	governs	a	constant	in	the	sense	
described	 in	 the	 introductory	 paragraph	 then	 all	 instances	 of	 the	 rule	 are	
justificatory	 arguments.	 Additionally,	 it	 is	 clear	 that	 not	 all	 valid	 arguments	 are	
justificatory.	For	an	argument	that	has	as	its	conclusion	Fermat’s	Last	Theorem	and	
has	as	its	premises	the	axioms	of	ZF	that	are	needed	to	prove	the	theorem	is	valid.	
Simply	 inferring	 the	 conclusion	 from	 the	 premises,	 however,	 does	 not	 transmit	
justification	from	the	latter	to	the	former	and	so	the	argument	is	not	justificatory.		

Now	let	P	be	a	proof	system	for	L	–	where	a	proof	system	is	a	set	of	schematically	
describable	rules.	Let	A	be	a	set	of	arguments	in	L.	Then:	

5) “P	 codifies	 A”	 iff	 any	 instance	 of	 any	member	 of	 P	 belongs	 to	A	 and	 any	
member	of	A	is	an	instance	of	some	member	of	P.	

We	may	now	introduce	a	third	version	of	the	harmony	requirement:	
6) Let	J	be	the	set	of	justificatory	arguments	in	L.	Then	there	is	a	proof	system	

that	codifies	J	in	which	all	the	rules	are	harmonious.	
How	might	we	argue	in	favor	of	6)?	To	do	so,	we	might	appeal	to	a	view	that	I	

will	call	“Gentzen’s	thesis”.	This	thesis	consists	of	the	claim	that	the	meanings	of	
the	logical	constants	are	given	solely	by	their	introduction	rules.	The	thesis	has	its	
origins	in	Gentzen’s	(1934)	famous	remark	concerning	the	logical	constants	that,	
“the	introductions	constitute,	so	to	speak,	the	definitions	of	the	signs	in	question,	
and	 the	 eliminations	 are	 actually	 just	 consequences	 thereof.”	 Gentzen’s	 thesis	
motivates	claim	6)	 for	the	following	reason:	specifically,	we	need	some	criterion	

																																																								
120	I	assume	that	an	argument’s	premises	may	include	sub-derivations.	Having	justification	
for	 a	 sub-derivation	 requires	 having	 justification	 for	 all	 its	 undischarged	premises	 and	
performing	all	the	inferences	within	it	as	well.	
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that	 lets	 us	 determine	 when	 an	 argument	 in	 L	 is	 justificatory.	 If	 a	 constant’s	
meaning	 is	given	solely	by	 its	 introduction	rules,	 though,	 then	we	cannot	simply	
identify	the	justificatory	arguments	in	L	with	those	that	are	instances	of	the	rules	
that	give	the	meanings	of	 the	 logical	constants	 in	L.	This	 is	because	 instances	of	
elimination	 rules	 will	 clearly	 be	 justificatory	 as	 well.	We	must	 therefore	 devise	
some	 other	 criterion.121	 Moreover,	 the	 most	 obvious	 candidate	 consists	 of	 the	
following:		

7) An	argument	is	justificatory	iff	it	is	an	instance	of	either	a)	one	of	the	intro	
rules	that	give	the	meaning	of	a	logical	constant	or	b)	an	elim	rule	that	is	in	
harmony	with	the	aforementioned	intro	rules.		

Now	let	P	be	the	proof	system	that	contains	the	intro	rules	that	give	the	meanings	
of	the	 logical	constants	as	well	as	the	elim	rules	that	are	 in	harmony	with	those	
intro	rules.	It	then	follows	from	7)	that	P	codifies	the	set	of	justificatory	arguments	
in	L.	In	other	words,	it	follows	that	there	is	a	proof	system	that	codifies	J	in	which	
every	rule	is	harmonious.	Gentzen’s	thesis	therefore	provides	us	with	a	reason	to	
adopt	the	harmony	requirement	described	in	6).	
	 There	is	an	obvious	issue,	however,	with	the	argument	just	given	in	support	
of	 6)	 –	 	 namely,	 it	 is	 unclear	 why	 we	 should	 endorse	 Gentzen’s	 thesis.	 I	 will	
therefore	formulate	an	argument	that	dispositionalists	might	try	to	use	in	its	favor.	
Specifically,	there	are	several	(seemingly)	viable	answers,	on	the	dispositional	view,	
to	the	general	question	of	what	makes	a	constant	meaningful.122	These	answers	
consist	of	the	following:	
a)	 A	 constant	 C	 is	 meaningful	 in	 virtue	 of	 the	 fact	 that	 there	 are	 rules	 we	 are	
disposed	to	follow	that	pertain	to	C.	
b)	A	constant	C	is	meaningful	in	virtue	of	the	fact	that	there	are	introduction	rules	
we	are	disposed	to	follow	that	pertain	to	C.	
c)	 A	 constant	 C	 is	 meaningful	 in	 virtue	 of	 the	 fact	 that	 there	 are	 rules	 we	 are	
disposed	 to	 follow	 that	 pertain	 to	 C	 and	 that	 also	 meet	 certain	 technical	
constraints.	

																																																								
121	 See	 Boghossian	 (2003)	 for	 a	 discussion	 of	 the	 relationship	 between	 meaning	
constitutive	rules	and	inferences	that	transmit	justification.	
122	We	 should	 distinguish	 the	 question	 of	what	 gives	 a	 specific	 constant	 its	 particular	
meaning	from	the	general	question	of	what	makes	a	constant	meaningful.	For	the	former	
question,	unlike	the	latter,	can	only	be	answered	on	a	case	by	case	basis	by	specifying	the	
rules	that	give	the	meaning	of	the	relevant	constant.	
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Option	a)	is	only	plausible	if	the	meaning	of	any	constant	is	given	by	all	the	rules	
we	are	disposed	to	follow	with	respect	to	the	given	constant.123	However,	this	claim	
leads	to	problems	when	taken	together	with	a).	We	may	show	this	as	follows.	First,	
suppose	that	we	introduce	a	connective	‘tonk’	into	our	language	with	respect	to	
which	we	are	disposed	to	follow	the	‘tonk’	rules.	Option	a)	then	commits	us	to	the	
claim	 that	 ‘tonk’	 is	meaningful.	Moreover,	 given	 that	we	are	also	 committed	 to	
claiming	 that	 the	meaning	 of	 any	 constant	 is	 given	 by	 all	 the	 rules	 that	we	 are	
disposed	 to	 follow	 with	 respect	 to	 the	 relevant	 constant,	 we	 must	 therefore	
conclude	that	the	meaning	of	‘tonk’	is	given	by	both	of	the	‘tonk’	rules.	However,	
this	 outcome	 is	 unacceptable	 and	 so	 the	 dispositionalist	 must	 therefore	 reject	
option	a).	If	option	c)	is	correct,	though,	then	it	is	unclear	how	most	individuals	are	
able	 to	 know	 that	 their	ordinary	 constants	 (e.g.	 ‘and’)	 are	meaningful.124	 This	 is	
because	few	people	(if	any)	know	what	the	relevant	technical	constraints	are.	Given	
that	we	clearly	do	know	that	constants	such	as	‘and’	are	meaningful,	though,	this	
leaves	option	b)	as	the	only	viable	option.	Importantly,	this	option	is	only	plausible	
if	the	meaning	of	each	constant	is	given	solely	by	its	intro	rules.	In	other	words,	it	
is	only	plausible	if	Gentzen’s	thesis	is	true.125		

																																																								
123	We	may	defend	this	claim	in	the	following	manner.	First,	let	C	be	a	constant	and	let	R	
be	the	set	of	rules	we	are	disposed	to	follow	with	respect	to	C.	Now	suppose	for	the	sake	
of	contradiction	that	a)	is	true	but	the	meaning	of	C	is	not	given	by	all	the	rules	in	R.	Then	
there	is	a	rule	r	in	R	that	does	not	contribute	to	giving	the	meaning	of	C	even	though	C	is	
meaningful	in	virtue	of	the	fact	that	we	are	disposed	to	follow	r.	However,	this	claim	is	
implausible.	For	if	a	constant	is	meaningful	then	this	is	due	entirely	to	the	fact	that	it	has	
some	particular	meaning.	However,	r	does	not	contribute	to	giving	the	meaning	of	C	and	
so	our	disposition	to	follow	r	is	irrelevant	to	whether	or	not	C	is	meaningful.	
124	It	is	worth	emphasizing	that	I	am	talking	here	about	our	explicit	knowledge	that	our	
constants	 are	 meaningful	 rather	 than	 the	 implicit	 knowledge	 that	 constitutes	 our	
understanding	 of	 the	 given	 constants.	 See	 Dummett	 (1978)	 for	 a	 discussion	 of	 the	
distinction	between	explicit	and	implicit	knowledge.	
125	It	may	seem	as	though	I	have	overlooked	the	possibility	that	a	constant	C	is	meaningful	
in	virtue	of	the	fact	that	there	are	elimination	rules	we	are	disposed	to	follow	that	pertain	
to	 C.	 I	 have	 omitted	 this	 possibility	 because	 it	 is	 only	 plausible	 if	 the	meaning	 of	 any	
constant	 is	given	solely	by	 its	elim	rules.	This	claim	 is	only	plausible,	 in	turn,	 if	we	can	
devise	a	notion	of	harmony	that	lets	us	extract	the	intro	rules	that	govern	our	constants	
from	 their	 elim	 rules.	 However,	 few	 attempts,	 if	 any,	 have	 been	 made	 to	 devise	 an	
account	of	harmony	that	would	let	us	accomplish	this	task	–	nor	is	it	clear	how	such	an	
account	would	proceed.	
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It	may	seem	as	though	we	now	have	an	argument	for	Gentzen’s	thesis	and	
by	extension	a	reason	to	adopt	the	harmony	requirement	described	in	6).	However,	
there	 is	 a	 problem	 with	 the	 argument	 just	 given.	 Specifically,	 it	 relies	 on	 the	
following	 assumption:	 that	 if	 c)	 is	 correct	 then	 we	 cannot	 know	 that	 ‘and’	 is	
meaningful	unless	we	know	that	its	rules	satisfy	the	relevant	technical	constraints.	
It	is	not	clear,	though,	why	we	should	accept	this	assumption.	For	it	is	not	the	case,	
generally	speaking,	that	if	p	is	true	in	virtue	of	q	then	we	cannot	know	q	without	
knowing	 p.126	 The	 proponent	 of	 the	 present	 argument	 (i.e.	 the	 argument	 for	
Gentzen’s	thesis)	might	concede	this	point	but	nevertheless	claim	that	it	is	hard	to	
see	how	we	could	know	that	‘and’	is	meaningful,	if	c)	is	true,	other	than	by	knowing	
that	 its	 rules	 satisfy	 the	 relevant	 technical	 constraints.	 I	 will	 therefore	 (briefly)	
sketch	a	potential	answer	to	this	worry.	Let	S	be	a	sentence	containing	‘and’	that	
we	know	is	true	(e.g.	a	tautology).	Given	that	only	meaningful	sentences	are	true	
we	may	conclude	that	S	is	meaningful.	If	S	is	meaningful	then	so,	presumably,	are	
the	words	that	it	contains	–	including	‘and’	–	and	so	we	have	therefore	addressed	
the	worry	at	hand.		

The	argument	 that	was	given	 in	 support	of	Gentzen’s	 thesis	 faces	 further	
problems	if	we	try	to	formulate	a	version	of	it	that	applies	to	so-called	“normative	
inferentialism”.	On	this	view,	the	meaning	of	a	logical	constant	is	given	by	some	of	
the	rules	that	govern	it	rather	than	the	rules	that	we	are	disposed	to	follow	with	
respect	to	the	constant	at	hand.	In	light	of	this	difference,	the	phrase	“given	by”	is	
construed	 differently	 too.	 Specifically,	 the	 claim	 that	 certain	 rules	 “give	 the	
meaning”	of	a	constant	C	is	characterized	as	follows:	that	C	has	the	meaning	it	does	
in	virtue	of	the	fact	that	it	is	governed	by	the	relevant	rules.127	In	order	to	formulate	
a	version	of	the	argument	for	Gentzen’s	thesis	that	applies	to	the	normative	view,	
the	normative	inferentialist	must	first	identify	the	available	answers	to	the	question	
of	what	makes	a	constant	meaningful.	They	appear	to	consist	of	the	following:	
a’)	A	constant	C	is	meaningful	in	virtue	of	the	fact	that	there	are	rules	that	govern	
C.		
b’)	A	constant	C	is	meaningful	in	virtue	of	the	fact	that	there	are	 intro	rules	that	
govern	C.	
c’)	A	constant	C	is	meaningful	in	virtue	of	the	fact	that	there	are	rules	that	govern	
C	and	that	also	satisfy	certain	technical	constraints.	
																																																								
126	For	example,	many	people	know	that	the	liquid	they	drink	is	water	even	though	they	
do	not	know	that	it	is	composed	of	H2O.	This	is	true	even	though	the	liquid	is	water	in	
virtue	of	the	fact	that	it	is	composed	of	H2O.	
127	Gentzen’s	thesis	must	be	understood	accordingly.	
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Option	a’)	is	only	plausible	if	the	meaning	of	a	constant	is	given	by	all	the	rules	that	
govern	it.	Option	b’),	meanwhile,	is	only	plausible	if	the	meaning	of	a	constant	is	
given	entirely	by	 the	 intro	 rules	 that	 govern	 it.	 Just	 as	 in	 the	dispositional	 case,	
normative	 inferentialists	will	 therefore	have	an	argument	 for	Gentzen’s	 thesis	 if	
they	can	rule	out	options	a’)	and	c’).	Is	option	a’)	ruled	out	by	the	threat	of	‘tonk’,	
though,	in	the	same	way	as	option	a)?	I	do	not	believe	that	it	is.	For	while	we	can	
clearly	 introduce	 a	 connective	 into	 our	 language	with	 respect	 to	 which	we	 are	
disposed	to	follow	the	‘tonk’	rules,	it	is	not	at	all	obvious	that	we	can	introduce	a	
connective	that	is	governed	by	these	rules.	This	is	because	we	lack	the	control	over	
normative	facts	that	we	have	over	our	own	dispositions.128	If	we	cannot	introduce	
such	 a	 connective,	 though,	 then	 we	 do	 not	 have	 an	 argument	 against	 a’)	 that	
mirrors	 the	 argument	 that	 we	 gave	 against	 a).	 Consequently,	 the	 normative	
inferentialist	has	no	obvious	reason	to	endorse	b’)	over	a’).		
	

Section	II	–	The	Purpose	of	Harmony.	
	
I	have	argued	so	far	that	inferentialists	have	no	obvious	reason	to	adopt	a	harmony	
requirement.	Does	the	absence	of	a	harmony	requirement	mean	that	harmony	is	
an	 idle	notion?	 I	 do	not	believe	 so.	Rather,	 the	purpose	of	devising	 a	notion	of	
harmony	 is	 to	 help	 us	 determine	whether	 or	 not	 the	meanings	 of	 our	 ordinary	
constants	(i.e.	Ù,	Ú,	¬,	®,	"	and	$)	are	(partly)	given	by	their	elim	rules.	For	if	we	
can	devise	an	account	of	harmony	that	lets	us	extract	the	(standard)	elim	rules	that	
govern	our	ordinary	constants	from	their	intro	rules	then	we	will	have	shown	that	
the	following	view	is	tenable:	

8) The	elimination	rules	that	govern	our	ordinary	constants	do	not	contribute	
to	giving	their	meanings.		

The	 tenability	 of	 8)	 depends	 on	 our	 ability	 to	 develop	 an	 adequate	 account	 of	
harmony	for	the	following	reason:	if	8)	is	true	then	we	cannot	simply	identify	the	
justificatory	arguments	in	L	with	the	arguments	that	are	instances	of	the	rules	that	
give	 the	 meanings	 of	 the	 constants	 in	 L.	 There	 must	 therefore	 be	 some	 other	
criterion	that	determines	when	an	argument	is	justificatory.	If	we	can	develop	an	
account	of	harmony	that	 lets	us	extract	 the	standard	elim	rules	 that	govern	our	

																																																								
128	This	remark	should	not	be	taken	to	suggest	that	I	believe	we	have	full	control	over	our	
own	dispositions.	For	this	is	clearly	false.	However,	while	we	have	at	least	some	control	
over	them,	there	is	no	reason	to	believe	that	we	have	any	such	control	over	normative	
facts.	This	is	the	difference	that	I	seek	to	highlight.		
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ordinary	 constants	 from	 their	 intro	 rules	 we	 will	 then	 have	 shown	 that	 such	 a	
criterion	is	available.	This	criterion	consists	of	the	following:	

9) An	argument	is	justificatory	iff	it	is	an	instance	of	either	a)	one	of	the	rules	
that	 give	 the	 meaning	 of	 a	 logical	 constant	 or	 b)	 an	 elim	 rule	 that	 is	 in	
harmony	with	the	 intro	rules	that	(partly)	give	the	meanings	of	the	 logical	
constants.129		

On	the	other	hand,	if	we	cannot	develop	an	adequate	account	of	harmony	then	it	
is	unclear	how	we	can	formulate	a	criterion	that	determines	when	an	argument	in	
L	 is	 justificatory.	 It	 is	 worth	 highlighting	 that	 9)	 differs	 from	 7)	 and	 does	 not	
motivate	any	kind	of	harmony	requirement.	This	difference	stems	 from	the	 fact	
that	8)	 is	weaker	than	Gentzen’s	thesis.	Specifically,	8)	 is	weaker	than	Gentzen’s	
thesis	because	a)	it	only	concerns	our	ordinary	constants	and	b)	it	leaves	open	the	
possibility	that	a	constant’s	meaning	is	given	(partly)	by	rules	that	are	neither	intro	
nor	elim	rules	(e.g.	reductio	ad	absurdum).	

I	will	now	propose	a	constraint	on	any	adequate	account	of	harmony.	I	will	
call	this	constraint	the	“weak	locality	requirement”:	

10) An	account	of	harmony	satisfies	the	“weak	locality	requirement”	if	it	lets	
us	 demonstrate	 that	 a	 rule	 is	 harmonious	 without	 assuming	 that	 any	
particular	elim	rule	governs	the	constants	in	our	language.130	

An	 adequate	 account	 of	 harmony	 must	 meet	 this	 requirement	 in	 order	 to	
guarantee	that	we	do	not	engage	in	circular	reasoning	when	we	use	the	account	to	
determine	whether	or	not	an	argument	in	our	language	is	justificatory.131	However,	

																																																								
129	 One	 might	 worry	 that	 this	 criterion	 is	 vulnerable	 to	 counterexamples	 such	 as	 a)	
arguments	from	“O	is	red”	to	“O	is	colored”	as	well	as	b)	cases	of	warrant	transmission	
failure	of	 the	kind	discussed	by	Davies	and	Wright	 (2004).	The	 latter	 include	Moorean	
arguments	that	aim	to	refute	skeptical	hypotheses.	The	criterion	given	 in	9),	however,	
applies	solely	to	mathematical	arguments	presented	in	a	first	order	language	such	as	that	
of	set	theory	or	arithmetic	(i.e.	arguments	in	which	the	premises	and	conclusion	all	consist	
of	first	order	mathematical	statements).	Arguments	such	as	that	from	“O	is	red”	to	“O	is	
colored”	therefore	lie	outside	the	scope	of	9).	Moreover,	the	epistemic	factors	that	lead	
to	 warrant	 transmission	 failure	 in	Wright’s	 and	 Davies’	 examples	 do	 not	 arise	 in	 this	
setting.		
130	See	the	introductory	paragraph	for	the	definition	of	“governs”.	
131	 The	 locality	 requirement	 leaves	open	 the	possibility,	 though,	 that	we	may	need	 to	
employ	 an	 elim	 rule	 e	 in	 order	 to	 demonstrate	 that	 e	 is	 harmonious.	 It	 is	 not	 clear,	
however,	that	this	is	problematic.	For	as	Dummett	(1974)	highlights,	there	is	an	important	
difference	 between	 employing	 a	 particular	 rule	 in	 a	 demonstration	 that	 the	 rule	 is	
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if	we	try	to	devise	an	account	of	harmony	that	satisfies	10)	we	seem,	at	first,	to	
encounter	 an	 issue	when	we	 consider	 connectives	 such	 as	É.	 In	 particular,	 the	
meaning	of	É	is	given	(at	least	partly)	by	the	following	introduction	rule	(henceforth	
the	“É	intro”	rule):	

	
Put	otherwise,	the	connective	É	has	the	meaning	it	does	in	virtue	(partly)	of	the	
fact	that	we	are	disposed	to	perform	inferences	that	are	instances	of	the	given	rule.	
What	does	it	mean,	though,	to	say	that	an	inference	is	an	“instance”	of	the	rule	
above?	 It	 seems	 to	 mean	 the	 following:	 that	 we	 can	 obtain	 the	 premises	 and	
conclusion	 of	 the	 inference	 by	 (uniformly)	 replacing	 ‘A’	 and	 ‘B’	 with	 particular	
sentences	 and	 replacing	 the	 dots	 with	 a	 proof	 of	 B	 from	 A.	 This	 definition	 of	
“instance”	 then	 raises	 the	 following	 question:	 namely,	 what	 do	 we	 mean	 by	
“proof”?	 If	 we	 characterize	 a	 “proof”	 as	 a	 derivation	 in	 which	 every	 step	 is	 an	
“instance”	of	 a	 rule	 in	our	 system	we	have	 then	defined	 “instance”	 in	 terms	of	
“proof”	and	vice	versa.	This	circularity	is	not	problematic	if	we	already	have	a	list	
of	all	 the	rules	 in	our	system	–	for	we	can	then	define	the	terms	“instance”	and	
“proof”	via	simultaneous	induction.	However,	in	order	to	define	“proof”	in	this	way,	
we	must	assume	precisely	which	rules	do	and	do	not	belong	in	our	proof	system.	
Such	 an	 assumption	 may	 at	 first	 appear	 to	 violate	 the	 locality	 requirement	
described	in	10).	For	in	making	such	an	assumption	we	seem	to	be	assuming	that	
certain	elimination	rules	govern	our	constants.			

This	 reaction	 is	 too	 quick,	 however.	 For	 there	 is	 a	 difference	 between	 a)	
assuming	that	a	rule	governs	a	constant	 in	the	epistemic	sense	discussed	earlier	
and	b)	assuming	that	we	may	appeal	to	a	rule	in	a	proof	(I	will	call	such	rules	“proof-
admissible”).	 The	 latter	 assumption	 is	 logical	 rather	 than	epistemic.	 It	 therefore	
does	 not	 violate	 the	 locality	 requirement	 described	 in	 10).	 Nevertheless,	 if	
explaining	the	intro	rule	for	É	requires	assuming	the	full	range	of	rules	in	our	proof	
system,	then	clearly	harmony	cannot	serve	as	a	criterion	of	proof-admissibility.	This	
leaves	us	without	any	apparent	criterion	for	it.	To	avoid	this	outcome,	I	will	suggest	

																																																								
legitimate	 versus	 assuming	 the	 legitimacy	 of	 the	 rule	 as	 a	 premise	 in	 the	 given	
demonstration.	
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that	we	 treat	 the	 notion	 of	 “proof”	 as	 conceptually	 primitive.132	 This	will	 let	 us	
characterize	 the	 intro	 rule	 for	É	 without	 assuming	 all	 the	 rules	 in	 our	 system.	
Moreover,	 in	 order	 to	 let	 harmony	 provide	 us	 with	 a	 criterion	 for	 proof-
admissibility,	I	will	propose	the	following	strengthened	locality	requirement:	

11) An	account	of	harmony	satisfies	the	“strong	locality	requirement”	if	it	
lets	us	demonstrate	that	a	rule	is	harmonious	without	assuming	either	a)	that	
any	particular	elim	rule	governs	the	constants	in	our	language	or	b)	that	any	
particular	elim	rule	is	proof-admissible.133	

If	our	account	of	harmony	satisfies	this	requirement	then	this	opens	the	door	to	
the	following	criterion	for	proof-admissibility:	specifically,	a	rule	is	proof	admissible	
if	it	either	contributes	to	giving	the	meanings	of	our	constants	or	is	in	harmony	with	
the	rules	that	do.		
	

Section	III	–	Accounts	of	Harmony.	
	
Now	that	I	have	established	the	purpose	of	harmony,	I	will	discuss	existing	accounts	
of	the	notion	itself.	Going	forward,	I	will	use	the	phrase	“cut	formula”	to	describe	
any	formula	in	a	deduction	that	is	both	the	conclusion	of	an	intro	rule	and	the	major	
premise	of	an	elim	rule.	I	will	begin	by	examining	Dummett’s	(1991,	ch.	11)	notion	
of	“intrinsic	harmony”.134	Let	C	be	a	connective	in	our	language	that	is	governed	by	
a	set	of	intro	rules	R	and	let	e	be	an	elim	rule	for	C.	Then,	

12) The	 elim	 rule	 e	 is	 “intrinsically	 harmonious”	 if	 there	 is	 an	 effective	
procedure	 that	 lets	 us	 remove	 any	 cut	 formula	 in	 a	 deduction	 that	 has	
principal	connective	C	and	that	is	also	the	major	premise	of	an	application	of	
e.	

																																																								
132	The	claim	that	a	particular	rule	may	be	used	in	a	proof	will	then	become	a	substantive	
rather	than	a	definitional	claim.	
133	 While	 harmony	 may	 help	 provide	 us	 with	 a	 criterion	 of	 proof-admissibility,	 it	 is	
important	that	we	do	not	define	“proof”	in	terms	of	“harmony”.	This	is	because	any	viable	
account	of	harmony	appeals	to	the	notion	of	“proof”.	This	gives	us	further	reason	to	treat	
the	notion	of	“proof”	as	primitive.	
134	 This	 account	 of	 harmony	 is	 inspired	 by	 Prawitz’	 (1965)	 inversion	 principle.	 Prawitz	
characterizes	this	principle	as	follows:	“let	a	be	an	application	of	an	elimination	rule	that	
has	B	as	consequence.	Then,	deductions	that	satisfy	the	sufficient	condition	for	deriving	
the	major	premise	of	a,	when	combined	with	deduction	of	the	minor	premises	a,	already	
“contain”	a	deduction	of	B;	the	deduction	of	B	is	thus	obtainable	directly	from	the	given	
deductions	without	the	addition	of	a”	(p.	33).	
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Going	 forward,	 I	 will	 use	 the	 phrase	 “leveling	 procedure”	 as	 a	 label	 for	 any	
procedure	of	the	kind	just	described.135	We	may	use	the	example	of	the	material	
conditional	(i.e.	the	connective	É)	to	illustrate	the	applicability	of	intrinsic	harmony	
to	the	elim	rules	that	govern	our	ordinary	connectives.	The	intro	and	elim	rules	for	
É	consist	of	the	following:		

	
Now	suppose	a	deduction	D	contains	a	cut	formula	with	principal	connective	É	that	
is	 also	the	major	 premise	 of	 an	 application	of	É elim.	 Then	D	 contains	 a	 sub-
deduction	 of	 the	 form	 shown	 on	 the	 left	 below	 and	 we	may	 remove	 the	 cut	
formula	in	this	sub-deduction	by	performing	the	re-	arrangement	shown	on	the	
right:	

																																		 		
We	have	therefore	shown	that	É	elim	satisfies	intrinsic	harmony.	

There	is	a	problem,	however,	with	using	intrinsic	harmony	as	an	account	of	
logical	harmony.	Specifically,	as	we	saw	in	the	case	of	É,	in	order	to	demonstrate	
that	an	elim	 rule	 satisfies	 intrinsic	harmony	we	must	 sometimes	know	 that	 it	 is	
possible	 to	compose	certain	deductions.	For	example,	 in	 the	case	of	É	we	must	
know	that	if	we	have	a	deduction	d2	of	A	with	a	set	of	undischarged	premises	D	and	
a	deduction	d1	of	B	with	undischarged	premises	GÈ{A}	it	is	then	always	possible	to	
																																																								
135	The	existence	of	a	leveling	procedure	for	every	logical	constant	in	a	language	L	does	
not	guarantee	that	the	proof	system	for	L	is	normalizable.	This	is	because	normalization	
requires	more	than	just	the	removal	of	cut	formulae	–	rather,	it	also	requires	the	removal	
of	so-called	cut	segments	(see	Mancosu	et	al.	(2021,	ch.	4)	for	details).	It	also	does	not	
guarantee	that	the	proof	system	for	L	is	systematically	conservative	–	where	a	deductive	
system	for	a	language	L	is	“systematically	conservative”	if	every	connective	C	in	L	yields	a	
conservative	 extension	 of	 the	 fragment	 L–{C}.	 See	 Steinberger	 (2013)	 for	 a	 useful	
discussion	of	the	relationships	these	between	different	proof-theoretic	constraints.		
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obtain	a	deduction	of	B	with	undischarged	premises	GÈD	by	grafting	d2	onto	d1.	
However,	this	is	a	claim	that	we	cannot	simply	assume	but	must	rather	prove.136	In	
order	to	establish	it,	we	must	use	an	inductive	proof	that	requires	us	to	assume	all	
the	rules	in	our	system	(see	Mancosu	et	al.	(2021,	ch.	4)	for	a	presentation	of	the	
relevant	proof).	It	therefore	follows	that	we	cannot	demonstrate	that	the	elim	rule	
that	governs	É	is	intrinsically	harmonious	without	knowing	all	the	elim	rules	in	our	
system.	 The	 notion	 of	 intrinsic	 harmony	 therefore	 does	 not	 satisfy	 the	 strong	
locality	requirement	described	in	11).	This	gives	us	a	reason	to	not	identify	intrinsic	
harmony	with	the	notion	of	logical	harmony.	

Read	 (2010)	 devises	 an	 alternative	 account	 of	 harmony.	 To	 explain	 his	
account,	 let	S	be	an	arbitrary	sentence	with	principal	operator	C.	Going	forward	
(and	in	keeping	with	Read),	I	will	call	a	collection	G	of	premises	and/or	sub-proofs	
a	“direct	ground	for	S”	if	we	can	infer	S	from	G	via	the	single	application	of	one	of	
the	 introduction	 rules	 for	 C.	 On	 Read’s	 account,	 an	 elimination	 rule	 for	 C	 is	
harmonious	provided	that	it	lets	us	infer	a	sentence	from	S	if	and	only	if	the	given	
sentence	follows	from	each	direct	ground	for	S.	For	example,	the	introduction	rule	
for	Ù	consists	of	the	following:	

	
This	is	the	only	introduction	rule	for	Ù	and	so	a	sentence	of	the	form	‘aÙb’	has	only	
one	 direct	 ground	 –	 namely,	 the	 collection	 of	 premises	 that	 includes	a	 and	 b.	
According	to	Read,	the	(sole)	harmonious	elimination	rule	for	Ù	therefore	consists	
of	the	following:	

	
This	 rule	 lets	 us	 infer	 any	 sentence	 from	aÙb	 that	 follows	 from	 the	 sole	 direct	
ground	for	aÙb.	Things	become	more	complicated,	though,	when	we	consider	the	
connective	®	 (going	 forward,	 I	will	 use	 ‘®’	 and	 ‘É’	 interchangeably).	 The	 only	

																																																								
136	 One	might	wonder	why	 such	 a	 proof	 is	 needed.	 For	 the	 claim	may	 seem	 obvious	
enough	to	need	no	proof.	The	answer	is	that	a	rule	that	is	correctly	applied	in	a	proof	may	
cease	to	be	correctly	applied	if	we	insert	certain	additional	steps	at	the	beginning	of	the	
relevant	proof.	This	phenomenon	may	arise,	for	example,	on	account	of	the	eigenvariable	
conditions	for	certain	quantifier	rules	(e.g.	the	rules	for	"and	$).	
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direct	ground	for	a	sentence	of	the	form	‘a®b’	consists	of	a	derivation	of	b	from	
a.	If	we	wish	to	apply	Read’s	account	of	harmony	to	®	we	must	then	say	that	the	
elim	rule	for	®	lets	us	infer	a	sentence	g	from	a®b	if	and	only	if	g	follows	from	any	
derivation	of	b	from	a.	The	obvious	problem,	however,	is	that	it	is	not	clear	what	it	
means	 to	say	 that	a	sentence	“follows”	 from	such	a	derivation.	Negri/Von	Plato	
(2001)	endorse	Read’s	account	of	harmony	and	state	that	“the	fact	that	g	can	be	
derived	from	the	existence	of	such	a	derivation	can	be	expressed	by	–	‘If	g	follows	
from	b,	then	it	already	follows	from	a’.	This	is	achieved	precisely	by	the	elimination	
rule	[below]”	(p.	8).137		

	
However,	this	characterization	clearly	requires	us	to	strain	the	meaning	of	the	word	
“follow”.	Read’s	 account	of	harmony	 therefore	 lacks	uniformity	 across	different	
connectives.	Moreover,	there	is	another	problem	with	his	account.	Specifically,	the	
introduction	rules	for	disjunction	consist	of	the	following:	

	
A	sentence	of	the	form		aÚb	therefore	has	two	direct	grounds	–	namely	a	and	b.	
According	to	Read,	the	(sole)	harmonious	elimination	rule	therefore	consists	of	the	
following:	

	
However,	as	Rumfitt	(2017)	observes,	it	is	unclear	on	Read’s	account	whether	or	
not	 this	 elimination	 rule	 permits	 the	 use	 of	 collateral	 premises	 in	 the	 sub-
derivations	of	g.	For	if	g	must	follow	solely	from	the	direct	grounds	for	aÚb	–	as	
Read	claims	–	then	this	requirement	seems	to	prohibit	the	use	of	any	such	collateral	
																																																								
137	Negri	and	Von	Plato	motivate	their	account	of	harmony	by	appealing	to	the	following	
inversion	principle:	“Whatever	follows	from	the	direct	grounds	for	deriving	a	proposition	
must	follow	from	that	proposition”	(p.	6).	This	inversion	principle	differs	from	the	one	put	
forward	 by	 Prawitz.	 See	 Moriconi	 and	 Tesconi	 (2008)	 for	 an	 overview	 of	 different	
inversion	principles.		
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premises.	If	the	rule	does	not	permit	the	use	of	such	premises,	though,	then	it	is	
too	 weak.138	 In	 light	 of	 this	 issue,	 a	 different	 account	 of	 harmony	 is	 therefore	
required.				

Weir	 (1986)	 develops	 an	 account	 of	 harmony	 that	 is	 designed	 to	
accommodate	 classical	 logic.139	 In	 keeping	 with	 his	 terminology,	 I	 will	 call	 a	
collection	P	of	premises	and/or	sub-proofs	a	“sufficient	condition	for	S	under	R”	–	
where	S	is	a	sentence	and	R	is	an	intro	rule	–	if	R	lets	us	infer	S	from	P.	On	Weir’s	
account,	a	collection	E	of	elimination	rules	for	a	constant	C	is	said	to	be	harmonious	
if	it	satisfies	two	conditions.140	The	first	condition	consists	of	the	following.	

Condition	1:	Let	R	be	any	one	of	the	intro	rules	for	C,	let	S	be	an	arbitrary	
sentence	with	principal	connective	C	and	let	P	be	a	sufficient	condition	
for	S	under	R.	Then	we	can	obtain	another	sufficient	condition	for	S	under	
R	that	depends	on	the	same	assumptions	as	P	by	taking	a	sequence	of	
proofs	each	of	which	is	formed	by	i)	deriving	S	from	P	by	R,	ii)	adding	the	
discharged	 assumptions	 as	 minor	 premises	 next	 to	 S	 and	 then	 iii)	
applying	a	member	of	E.		

We	 can	 illustrate	 this	 condition	 by	 considering	 the	 standard	 elim	 rules	 for	
conjunction.141	Let	P	be	a	sufficient	condition	for	‘AÙB’	under	Ù	intro	that	consists	
of	a	derivation	of	A	from	premises	D	together	with	a	derivation	of	B	from	premises	
G.	We	can	then	show	that	the	standard	elim	rules	for	conjunction	satisfy	condition	
1	by	constructing	the	following	derivations:		

	

																																																								
138	The	resulting	rule	is	the	elim	rule	of	quantum	logic.	I	will	assume,	however,	that	we	do	
not	wish	to	weaken	the	classical	elim	rule	for	Ú.		
139	While	standard	formulations	of	classical	logic	do	not	satisfy	Weir’s	account	of	harmony,	
Weir	devises	a	non-standard	formulation	of	it	that	does.	
140	On	Weir’s	account,	harmony	is	not	a	trait	of	particular	elimination	rules.	Rather,	it	is	a	
trait	that	may	apply	to	a	collection	of	elimination	rules.		
141	These	elim	rules	let	us	infer	j	from	jÙy	and	y	from	jÙy.	The	standard	intro	rule	for	
Ù,	meanwhile,	lets	us	infer	jÙy	from	the	combination	of	premises	j	and	y.	
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Both	 these	 derivations	 are	 constructed	 in	 the	manner	 described	 in	 condition	 1.	
Taken	together,	they	provide	us	with	a	sufficient	condition	for	‘AÙB’	under	Ù	intro	
and	this	sufficient	condition	depends	on	the	same	assumptions	as	P	(i.e.	DÈG).	We	
can	similarly	show	that	the	standard	elim	rule	for	®	satisfies	condition	1	as	well	
(this	rule	lets	us	infer	B	from	A®B	and	A).	In	order	to	do	so,	let	P’	be	a	sufficient	
condition	 for	 A®B	 under	®	 intro	where	P’	 consists	 of	 a	 derivation	 of	 B	 from	
{A}ÈD.142	Then	we	can	show	that	the	standard	elim	rule	for	®	satisfies	condition	1	
via	the	following	derivation:	

	
This	 derivation	 is	 constructed	 in	 the	 manner	 described	 in	 condition	 1	 and	 is	 a	
sufficient	condition	 for	A®B	under	®	 intro.	Moreover,	 it	depends	on	 the	same	
premises	as	P’	(i.e.	{A}ÈD).		

I	 will	 now	 explain	 Weir’s	 second	 condition	 for	 harmony.	 This	 condition	
consists	of	the	following	–	where	C	is	a	connective	and	E	consists	of	a	collection	of	
elim	rules	for	C.	

Condition	 2:	 Let	 e	 be	 an	 arbitrary	member	 of	 E,	 let	 S	 be	 an	 arbitrary	
sentence	 with	 principal	 connective	 C	 and	 let	 F	 be	 a	 collection	 of	
premises	 and/or	 sub-proofs	 to	which	we	 can	 apply	 e.	 Then	 there	 is	 a	
proof	of	S	that	consists	of	first	i)	a	sequence	of	occurrences	of	F	each	of	
which	is	followed	by	e	and	then	ii)	the	application	of	an	introduction	rule	
for	C	at	which	point	all	the	minor	premises	in	F	are	discharged.	

We	can	illustrate	this	condition	by	considering	Weir’s	rules	for	disjunction.	His	intro	
rules	consist	of	the	following:	

																																																								
142	The	®	intro	rule	lets	us	infer	A®B	from	a	derivation	of	B	from	A.	
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His	elim	rules,	meanwhile,	consist	of	the	following:	

	
Now	let	e	be	the	elim	rule	for	Ú	on	the	left	and	let	F	be	a	collection	of	premises	to	
which	we	can	apply	e.	F	then	includes	the	premises	AÚB	and	~A	and	so	we	can	
show	that	e	satisfies	condition	2	via	the	following	derivation:	

	
A	 similar	 derivation	 lets	 us	 show	 that	 Weir’s	 second	 elim	 rule	 for	 Ú	 satisfies	
condition	2	as	well.	

There	is	a	problem,	however,	with	Weir’s	account	of	harmony.	Specifically,	
let	Å	be	a	connective	with	the	following	intro	rules:	

										 	
As	Murzi	(2020)	observes,	the	following	collection	of	elim	rules	is	then	harmonious	
on	Weir’s	account:	

										 	
Taken	together,	the	intro	and	elim	rules	for	Å	let	us	derive	any	claim	from	any	other	
and	 therefore	 behave	 like	 the	 ‘tonk’	 rules.	 This	 outcome	 is	 problematic	 for	 the	
following	reason.	Specifically,	suppose	we	introduce	a	connective	C	the	meaning	of	
which	is	given	by	the	intro	rules	for	Å.	If	Weir’s	account	of	harmony	is	correct	it	
then	follows	via	10)	that	C	is	governed	by	all	the	rules	shown	above.	However,	there	
is	no	connective	that	is	governed	by	all	these	rules	and	so	we	must	therefore	reject	
Weir’s	account	of	harmony.	Proponents	of	Weir’s	account	might	try	to	salvage	it	by	



	 66	

claiming	that	it	is	impossible	to	introduce	a	connective	whose	meaning	is	given	by	
the	intro	rules	for	Å.	Murzi,	for	example,	considers	requiring	that	the	meaning	of	
any	connective	be	given	by	one	intro	rule	alone.	If	we	accept	this	claim,	though,	we	
must	then	deny	that	the	meaning	of	Ú	is	given	by	its	standard	intro	rules	(for	these	
rules	are	identical	to	the	intro	rules	for	Å).	Is	this	outcome	plausible?	If	we	accept	
it,	 it	 will	 then	 follow	 via	 9)	 that	 one	 of	 the	 following	 is	 true:	 either,	 a)	 certain	
instances	 of	 the	 standard	 intro	 rules	 for	 Ú	 are	 not	 justificatory	 arguments	 or,	
alternatively,	 b)	 the	 meaning	 of	 Ú	 is	 given	 by	 rules	 that	 are	 distinct	 from	 the	
standard	intro	rules	for	Ú	but	whose	instances	nevertheless	include	every	instance	
of	the	standard	intro	rules.	I	will	assume	that	option	a)	is	implausible	–	for	it	seems	
evident	that	any	inference	from	A	to	AÚB	or	from	B	to	AÚB	transmits	justification.	
As	for	option	b),	meanwhile,	it	is	not	obvious	that	there	are	any	rules	that	meet	the	
relevant	 description	 that	may	 plausibly	 be	 said	 to	 give	 the	meaning	 of	Ú.	 I	 will	
therefore	conclude	that	we	should	reject	Weir’s	account	of	harmony.143	
	

Section	IV	–	Dummett’s	Account	of	Validity.	
	
Let	us	take	stock.	I	have	examined	existing	accounts	of	harmony	and	found	them	
deficient.	 The	 deficiencies	 of	 each	 account	 highlight	 certain	 features	 that	 any	
successful	 account	must	 possess.	 First,	 any	 successful	 account	must	 satisfy	 the	
locality	requirement	described	in	12).	Second,	any	successful	account	must	avoid	
deeming	rules	as	harmonious	that	are	either	too	strong	or	too	weak.	With	these	
requirements	in	mind,	I	will	now	explain	and	assess	the	proof-theoretic	account	of	
logical	 validity	 that	 Dummett	 develops	 in	 chs.	 11-13	 of	 The	 Logical	 Basis	 of	
Metaphysics.144	While	 I	will	 reject	 this	 account,	 it	will	 nevertheless	 serve	 as	 the	
basis	for	the	account	of	harmony	that	I	propose	in	the	following	section.		

							Dummett	 begins	 by	 endorsing	 Gentzen’s	 thesis	 (i.e.	 the	 claim	 that	 the	
introduction	 rules	 alone	 give	 the	 meanings	 of	 the	 logical	 constants).	 He	 then	
develops	 a	proof-theoretic	 account	of	 validity	 that	makes	no	use	of	 elimination	

																																																								
143	See	Tennant	(2020)	for	an	additional	account	of	harmony	and	Steinberger	(2009)	for	a	
demonstration	 that	 the	 account	 yields	 implausibly	 strong	 rules	 for	 the	 existential	
quantifier.	
144	This	account	is	inspired	by	but	differs	from	the	account	developed	by	Prawitz	(1978,	
1985).	 It	may	 be	 seen	 as	 a	 competitor	 to	 the	more	 familiar	model-theoretic	 account	
developed	by	Tarski	(1936).	
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rules.145	Dummett’s	definition	of	validity	proceeds	via	simultaneous	induction	and	
is	formulated	in	the	setting	of	Gentzen-style	natural	deduction	trees.	For	ease	of	
exposition,	 though,	 I	 will	 instead	 use	 the	 equivalent	 formulation	 that	 Goldfarb	
(1998)	provides	in	the	setting	of	Fitch-style	proofs	(this	formulation	is	restricted	to	
propositional	 logic).146	On	 this	 formulation,	 the	 terms	 ‘valid’	 and	 ‘canonical’	 are	
defined	 in	 the	 following	way	–	where	 the	 term	 ‘argument’	denotes	a	Fitch-style	
deduction:147		

(a) An	argument	A	is	valid	iff	there	is	an	effective	procedure	that	transforms	any	
canonical	argument	C	for	the	premises	of	A	into	a	canonical	argument	C’	for	
the	conclusion	of	A	–	where	C’	has	the	same	premises	as	C.	

(b) An	argument	A	is	canonical	iff	i)	all	its	premises	are	atomic,	ii)	it	makes	use	
solely	of	introduction	and	boundary	rules	except	in	its	sub-arguments	and	iii)	
all	of	its	sub-arguments	are	valid.	

This	 definition	 requires	 some	 clarification.	 First,	 ‘^’	 is	 a	 zero-place	 connective	
rather	 than	 an	 atomic	 sentence	 and	 therefore	 cannot	 serve	 as	 a	 premise	 in	 a	
canonical	argument.	Second,	boundary	rules	are	rules	that	permit	the	inference	of	
certain	atomic	sentences	or	‘^’	from	other	atomic	sentences	and/or	‘^’	(e.g.	a	rule	
that	 lets	us	 infer	 ‘^’	 from	the	combination	of	atomic	sentences	P	and	Q).	Third,	
when	determining	whether	or	not	a	sub-argument	is	valid	we	should	assume	that	
the	premises	of	the	main	argument	are	always	included	among	the	premises	of	the	
relevant	sub-argument.	Lastly,	it	is	worth	clarifying	condition	a).	In	order	to	do	so,	
let	A	be	an	argument	with	premises	G	and	conclusion	C.	Then	for	A	to	be	valid	it	
must	satisfy	the	following	criterion.	Suppose	that	we	have	a	canonical	argument	
for	each	premise	in	G	and	let	D	consist	of	the	collection	of	all	the	premises	that	are	

																																																								
145	Dummett	argues	that	his	account	of	validity	is	supported	by	a	claim	that	he	calls	the	
“Fundamental	Assumption”.	According	to	the	Fundamental	Assumption,	any	statement	
that	is	verifiable	could	be	verified	by	obtaining	a	proof	of	the	statement	that	ends	in	the	
use	of	an	introduction	rule	for	the	statement’s	principal	connective.	I	will	not	assess	the	
Fundamental	Assumption	here	though	or	the	role	that	it	plays	in	Dummett’s	account.	See	
Kurbis	(2012)	for	a	discussion	of	these	issues.	
146	Given	that	my	focus	in	this	chapter	is	not	exegetical,	I	take	no	stand	on	whether	or	not	
Goldfarb’s	formulation	is	a	faithful	reconstruction	of	Dummett’s	account.		
147	As	Goldfarb	states,	“the	simultaneous	induction	works	because	discharge	of	premises	
increases	 logical	 complexity.	 Thus,	 whether	 a	 deduction	 with	 conclusion	 F	 is	 a	 valid	
canonical	argument	depends	on	the	validity	of	arguments	whose	premises	and	conclusion	
are	of	strictly	lesser	logical	complexity	than	F.”	
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used	in	these	arguments.	Then	we	must	be	able	to	transform	these	arguments	into	
a	canonical	argument	for	C	whose	premises	are	all	in	D.		

We	 may	 illustrate	 the	 difference	 between	 canonical	 and	 non-canonical	
arguments	 with	 the	 following	 example.	 The	 argument	 on	 the	 left	 below	 is	 a	
canonical	argument	while	the	argument	on	the	right	is	not:	

												 	
The	 argument	 on	 the	 left	 is	 canonical	 because	 its	 sub-proof	 is	 valid	 and	 the	
argument	only	makes	use	of	an	introduction	rule	outside	of	its	sub-proof	–	namely,	
the	introduction	rule	for	‘®’.148		The	argument	on	the	right	is	not	canonical	because	
the	conclusion	does	not	follow	from	the	argument’s	premise	via	introduction	and	
boundary	 rules	 alone.	 It	 follows	 from	 Dummett’s	 definition	 of	 validity	 that	 all	
canonical	arguments	are	valid.	It	is	worth	highlighting	that	on	Dummett’s	account	
the	validity	of	an	argument	depends	solely	on	its	premises	and	conclusion	(i.e.	the	
intervening	steps	of	an	argument	do	not	affect	its	validity).	Lastly,	Dummett	defines	
⌜¬P⌝	 as	 ⌜P®^⌝.	 The	 connective	 ‘^’	 has	 no	 introduction	 rule	 but	 has	 an	
elimination	rule	that	lets	us	infer	anything	from	it.			
	 Dummett’s	 account	 may	 be	 used	 to	 demonstrate	 the	 validity	 of	 various	
familiar	rules	of	inference	(I	will	say	that	a	rule	is	“valid”	if	every	instance	of	the	rule	
is	 a	 valid	 argument).149	 It	 trivially	 follows	 from	 Dummett’s	 account	 that	 all	
introduction	rules	are	valid.	I	will	now	show,	for	the	sake	of	illustration,	how	we	
may	use	Dummett’s	account	to	demonstrate	the	validity	of	the	®	elim	rule.	The	®	
intro	rule	is	shown	on	the	left	below	while	the	®	elim	rule	is	shown	on	the	right:	

																																																								
148	The	introduction	rule	for	®	lets	us	infer	⌜j®y⌝	from	any	valid	sub-proof	that	has	
premise	j	and	conclusion	y.	
149	Certain	principles	of	classical	logic	such	as	the	rule	of	double	negation	elimination	are	
not	valid	on	Dummett’s	account	though.	
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Let	A	be	an	instance	of	the	rule	on	the	right.	Then	A	is	an	argument	with	premises	
⌜F®G⌝	 and	F	and	conclusion	G	–	where	F	and	G	are	 formulas.	Now	 let	C	be	a	
canonical	argument	for	⌜F®G⌝	with	premises	G	and	let	C’	be	a	canonical	argument	
for	F	with	premises	D.	In	order	to	show	that	A	is	valid	we	must	show	that	we	can	
turn	C	and	C’	into	a	canonical	argument	for	G	with	premises	GÈD.	It	follows	from	
the	definition	of	“canonical”	that	C	ends	in	the	use	of	®	intro.	This	in	turn	implies	
that	C	contains	a	valid	sub-argument	S	with	premises	GÈ{F}	and	conclusion	G.150	
Suppose	now	that	we	take	the	collection	W	of	canonical	arguments	for	GÈ{F}	that	
consists	of	the	following:	the	argument	C’	and	an	argument	for	each	member	of	G	
that	consists	in	each	case	of	nothing	more	than	a	simple	premise	introduction.	The	
collection	of	premises	used	in	W	then	consists	of	GÈD.	Given	that	the	sub-argument	
S	with	premises	GÈ{F}	 and	conclusion	G	 is	 valid	 it	 follows	 that	we	can	 turn	 the	
arguments	 in	W	 into	 a	 canonical	 argument	 for	 G	with	 premises	GÈD.	We	 have	
therefore	shown	that	we	can	turn	C	and	C’	into	a	canonical	argument	for	G	with	
premises	GÈD.	This	implies	that	A	is	valid.	Given	that	A	was	an	arbitrary	instance	
of	®	elim	it	follows	that	®	elim	is	a	valid	rule.	

Goldfarb	 (1998)	 shows	 that	 Dummett’s	 account	 of	 validity	 faces	 various	
counterexamples	 in	a	 language	that	 lacks	boundary	rules.	First,	he	shows	that	 if	
there	are	no	boundary	rules	then	any	argument	with	no	premises	and	conclusion	
⌜¬¬F⌝	is	valid	on	Dummett’s	account	if	F	does	not	contain	‘^’.	Second,	he	shows	
that	if	there	are	no	boundary	rules	then	any	argument	with	the	premise	⌜F®G⌝	
and	conclusion	G	is	valid	on	Dummett’s	account	if	F	does	not	contain	‘^’	and	G	does	
not	have	any	atomic	sentences	 in	common	with	F.	Rather	than	rehearse	the	full	
details	of	Goldfarb’s	reasoning	I	will	instead	discuss	the	particular	case	in	which	an	
argument	has	no	premises	and	conclusion	⌜¬¬F⌝	–	where	F	is	an	atomic	sentence	
and	is	therefore	distinct	from	‘^’.	In	order	to	show	that	this	argument	is	valid	we	
must	show	that	there	is	a	premise-free	canonical	argument	for	⌜¬¬F⌝.	It	follows	
from	 Dummett’s	 account	 of	 negation	 that	 we	 ought	 to	 interpret	 ⌜¬¬F⌝	 as	
																																																								
150	It	is	worth	remembering	that	the	premises	of	C	are	automatically	included	among	the	
premises	of	any	of	its	sub-arguments.	
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⌜(F®^)®^⌝.	 Let	 us	 therefore	 consider	 the	 argument	 for	⌜¬¬F⌝	 that	 has	 no	
premises,	 a	 sub-proof	 S	 with	 premise	 ⌜F®^⌝	 and	 conclusion	 ‘^’,	 and	 final	
conclusion	⌜(F®^)®^⌝.	This	argument	is	shown	below	(I	will	call	it	‘B’):	

	
This	argument	only	uses	an	introduction	rule	outside	of	its	sub-proof.	Therefore,	if	
we	can	show	that	the	sub-proof	in	the	argument	is	valid	we	will	have	shown	that	
the	argument	is	canonical	and	by	extension	that	the	argument	with	no	premises	
and	conclusion	⌜¬¬F⌝	is	valid.	Given	that	our	language	contains	no	boundary	rules	
we	may	show	that	the	sub-proof	S	is	valid	via	the	following	reasoning.	Let	C	be	a	
canonical	argument	for	⌜F®^⌝.	It	follows	from	the	definition	of	“canonical”	that	
C	has	the	following	form	(where	$	is	a	collection	of	atomic	premises):	

	
Given	 that	 our	 language	 contains	 no	 boundary	 rules	 it	 follows	 that	 the	 sub-
argument	 in	C	 is	 invalid.	 This	 is	because	 there	 is	no	 canonical	proof	of	 ‘^’.	 	We	
therefore	cannot	transform	every	collection	of	canonical	arguments	for	$È{F}	into	
a	canonical	argument	for	‘^’	with	the	same	exact	premises.	It	follows	that	there	is	
no	canonical	proof	of	⌜F®^⌝	and	so	it	is	trivially	true	that	the	sub-argument	S	in	
B	 is	 valid.	 This	 in	 turn	 implies	 that	 B	 is	 a	 premise-free	 canonical	 proof	 of	
⌜(F®^)®^⌝and	therefore	of	⌜¬¬F⌝.	

The	inclusion	of	boundary	rules	in	our	language	will	not	let	Dummett	avoid	
every	counter-example	of	the	kind	just	described.	This	is	because	our	language	may	
clearly	 contain	 an	 atomic	 sentence	 F	 where	 no	 boundary	 rule	 permits	 the	
derivation	of	‘^’	from	F.	If	this	is	the	case,	then	there	will	again	be	a	premise	free	
canonical	 argument	 with	 conclusion	⌜¬¬F⌝.	 However,	 Goldfarb	 observes	 that	
Dummett	may	avoid	the	counterexamples	described	so	far	if	he	revises	his	account	
of	validity	in	the	following	manner:	by	claiming	that	an	argument	is	valid	if	and	only	
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if	it	is	valid	in	the	original	sense	(i.e.	the	sense	described	in	(a)	and	(b))	given	any	
choice	 of	 boundary	 rules.	 Going	 forward,	 I	will	 call	 this	 added	 requirement	 the	
“boundary	 choice”	 requirement	 and	will	 call	 an	 argument	 valid*	 if	 it	 is	 valid	 in	
Dummett’s	original	sense	(i.e.	the	sense	defined	at	the	start	of	this	section).		

However,	this	revised	account	of	validity	still	faces	a	problem	that	Goldfarb	
does	not	mention.	Specifically,	the	elimination	rule	for	‘^’	appears	invalid.	We	may	
show	this	as	follows.	Let	P,	Q	and	R	be	distinct	atomic	sentences	and	let	us	suppose	
that	our	language	contains	a	boundary	rule	that	permits	the	derivation	of	‘^’	from	
P	and	Q	but	does	not	contain	a	boundary	rule	that	permits	the	derivation	of	R	from	
P	and	Q.	There	is	then	a	canonical	argument	for	‘^’	with	premises	P	and	Q.	Given	
that	the	elimination	rule	for	‘^’	permits	the	inference	of	any	sentence	from	‘^’	it	
therefore	 permits	 the	 inference	 of	 R	 from	 ‘^’.	 However,	 given	 our	 choice	 of	
boundary	 rules,	 there	 is	 no	 procedure	 that	 lets	 us	 transform	 the	 canonical	
argument	with	premises	P	and	Q	and	conclusion	‘^’	into	a	canonical	argument	with	
the	same	premises	and	conclusion	R.	The	‘^’	elimination	rule	is	therefore	invalid	
on	the	revised	account	of	validity.151	In	order	to	avoid	this	problem,	Goldfarb	must	
impose	the	following	constraint	on	any	choice	of	boundary	rules	–	henceforth,	the	
“coherency	constraint”.	Specifically,	let	B	be	a	choice	of	boundary	rules	and	let	us	
suppose	that	some	rule	in	B	permits	the	inference	of	‘^’	from	a	collection	of	atomic	
sentences	G.	Then	for	any	atomic	sentence	A,	there	is	a	rule	in	B	that	permits	the	
inference	of	A	from	G.		

Goldfarb	 observes	 that	 Dummett	 may	 instead	 avoid	 the	 given	
counterexamples	by	imposing	a	schematic	requirement	on	his	original	account	of	
validity.	On	this	revised	account,	an	argument	is	valid	if	and	only	if	it	remains	valid*	
whenever	 we	 uniformly	 substitute	 different	 formulas	 in	 place	 of	 the	 sentence	
letters	in	the	given	argument.	Going	forward,	I	will	call	arguments	that	meet	this	
description	“schematically	 valid*”.	 It	 is	worth	highlighting	 that	even	 if	Dummett	
adopts	this	approach	he	must	still	require	that	the	boundary	rules	in	any	language	
satisfy	the	coherency	constraint.	For	there	will	otherwise	be	languages	in	which	the	
^	 elim	 rule	 is	 invalid	 for	 the	 reasons	 discussed	 in	 the	 previous	 paragraph.	 Can	
Dummett	solve	this	issue	by	treating	̂ 	elim	as	a	boundary	rule	instead?	The	answer	
is	no.	For	in	order	to	treat	^	elim	as	a	boundary	rule	we	must	lift	the	requirement	
that	boundary	rules	only	permit	the	inference	of	atomic	sentences.	However,	if	we	

																																																								
151	It	is	worth	highlighting	that	this	remains	the	case	even	if	we	treat	^	elim	as	a	boundary	
rule.	For	even	if	^	elim	is	a	boundary	rule	there	will	nonetheless	be	a	choice	of	boundary	
rules	that	does	not	contain	‘^’	elim	but	contains	a	rule	that	lets	us	infer	‘^’	from	P	and	Q.	
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relax	this	requirement	we	will	then	be	unable	to	show	that	familiar	rules	such	as	Ù	
elim	are	valid.	This	is	because	any	demonstration	of	the	rule’s	validity	relies	on	the	
assumption	that	any	canonical	argument	for	‘pÙq’	ends	in	the	use	of	the	Ù	 intro	
rule.	However,	 if	 there	are	boundary	rules	that	permit	the	 inference	of	complex	
sentences	 (as	^	 elim	 does)	 then	 this	 is	 no	 longer	 an	 assumption	 that	 we	 can	
make.152	

While	 the	 modified	 versions	 of	 Dummett’s	 account	 avoid	 Goldfarb’s	
counterexamples,	 there	 is	 a	 problem	 that	 afflicts	 them	 both.	 Specifically,	 both	
accounts	render	most	arguments	invalid	that	make	use	of	boundary	rules.	For	such	
arguments	will	usually	not	be	schematically	valid*.	Nor	will	they	be	valid*	given	any	
choice	of	boundary	rules.	There	 is	clearly	a	sense,	however,	 in	which	arguments	
that	make	use	of	boundary	rules	are	valid	(e.g.	the	argument	with	premise	“O	is	
red”	and	conclusion	“O	is	colored”).	We	might	call	this	sense	“general	validity”	and	
distinguish	it	from	the	narrower	notion	of	“logical	validity”.	Arguments	that	make	
use	of	boundary	rules	will	then	be	valid	 in	the	general	but	not	the	logical	sense.	
While	we	might	wish	to	treat	one	of	the	modified	versions	of	Dummett’s	account	
as	an	account	of	logical	validity,	it	is	not	obvious,	though,	how	we	can	generalize	
either	account	 into	an	account	of	general	 validity.	 For	we	cannot	 simply	 lift	 the	
schematic	 or	 boundary	 choice	 requirement	 and	 identify	 general	 validity	 with	
validity*	 (i.e.	 Dummett’s	 original	 account	 of	 validity).	 This	 is	 because	 doing	 so	
would	require	us	to	treat	Goldfarb’s	original	counterexamples	as	generally	valid	in	
any	 language	 that	 does	 not	 contain	 boundary	 rules.	 However,	 there	 are	 clearly	
arguments	 with	 no	 premises	 and	 conclusion	 ⌜¬¬F⌝	 –	 where	 F	 is	 an	 atomic	
sentence	–	that	are	neither	generally	nor	logically	valid.		

I	 will	 conclude	 my	 discussion	 of	 Dummett’s	 account	 with	 a	 technical	
observation	 by	 Goldfarb.	 This	 observation	 will	 be	 relevant	 to	 my	 discussion	 of	
harmony	in	the	following	section.	Let	L	be	a	propositional	language	that	contains	
no	boundary	rules.	If	a	is	a	collection	of	atomic	sentences	and	j	is	a	formula	in	L	
then	let	“a⊩j”	stand	for	the	claim	that	there	is	a	canonical	proof	of	j	with	premises	
a.153	 The	 following	 four	 claims	 are	 then	 true	 –	 where	 a	 and	 b	 are	 arbitrary	
collections	of	atomic	sentences	in	L	while	F	and	G	are	arbitrary	sentences	in	L:	
i) a⊩FÙG	if	and	only	if	a⊩F	and	a⊩G.	

																																																								
152	Dummett	proposes,	in	fact,	that	we	posit	boundary	rules	of	this	kind	(see	ch.	12).	While	
I	am	not	against	this	proposal,	it	poses	a	problem	for	his	account	of	validity	for	the	reason	
that	I	just	described.	
153	I	am	using	Dummett’s	definition	of	“canonical”	(i.e.	as	given	in	(b)).	
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ii) a⊩FÚG	if	and	only	if	a⊩F	or	a⊩G.	
iii) a⊩F®G	if	and	only	if	"b(if	aÍb	and	b⊩F,	then	b⊩G).	
iv) a⊩¬F	if	and	only	if	"b(if	aÍb	then	not	b⊩F).	
Claims	i)	and	ii)	follow	immediately	from	the	definition	of	“canonical”	as	well	as	the	
fact	that	L	contains	no	boundary	rules.	We	may	establish	the	left	to	right	direction	
of	iii)	via	the	following	reasoning.	First,	suppose	that	a⊩F®G.	Any	canonical	proof	
of	F®G	in	a	language	that	contains	no	boundary	rules	must	end	in	the	use	of	the	
introduction	 rule	 for	®.	 It	 follows	 that	 there	 is	 a	 canonical	 proof	 of	 F®G	 that	
contains	a	valid*	sub-proof	with	conclusion	G	and	premises	aÈ{F}.	Now	let	G	be	an	
arbitrary	collection	of	canonical	arguments	for	aÈ{F}	and	let	D	be	the	collection	of	
all	the	premises	that	are	used	in	the	arguments	in	G.	It	follows	that	we	can	turn	the	
canonical	arguments	in	G	into	a	canonical	proof	of	G	whose	premises	are	all	in	D.	
Now	let	b	be	an	arbitrary	collection	of	atomic	sentences	such	that	aÍb	and	b⊩F.	
Then	there	is	clearly	a	collection	S	of	canonical	arguments	for	aÈ{F}	such	that	b	
contains	all	the	premises	used	in	S.	It	follows	that	we	can	turn	the	arguments	in	S	
into	a	canonical	argument	for	G	whose	premises	are	all	in	b	in	which	case	b⊩G.	This	
concludes	the	demonstration	of	the	left	to	right	direction	of	iii).	To	establish	the	
right	 to	 left	direction,	suppose	that	"b(if	aÍb	and	b⊩F,	 then	b⊩G).	Let	us	now	
consider	the	argument	with	premises	aÈ{F}	and	conclusion	G.	Let	G	be	an	arbitrary	
non-empty	collection	of	canonical	arguments	for	aÈ{F}	and	let	D	be	the	collection	
of	 all	 the	premises	used	 in	G.	 Then	G	 contains	 a	 canonical	 argument	 for	 F	with	
premises	P.	Seeing	as	PÍD	it	follows	that	there	exists	a	canonical	proof	of	F	with	
premises	D	in	which	case	D⊩F.		Given	that	L	contains	no	boundary	rules	it	is	also	
true	that	aÍD.154	We	may	therefore	infer	via	our	initial	supposition	that	D⊩G.	We	
have	now	shown	that	the	argument	with	premises	aÈ{F}	and	conclusion	G	is	valid*.	
This	in	turn	implies	that	there	is	a	canonical	proof	of	F®G	with	premises	a	and	so	
we	have	therefore	established	the	right	to	 left	direction	of	 iii).	Similar	reasoning	
lets	us	establish	iv).155		
	 Goldfarb	observes	that	claims	i)	to	iv)	may	be	read	as	stating	the	conditions	
under	which	a	(complex)	sentence	in	L	is	true	at	a	node	in	the	following	Kripke	tree:	
namely,	the	tree	K	in	which	every	node	is	a	collection	of	atomic	sentences	in	L	and	

																																																								
154	This	is	because	if	L	contains	no	boundary	rules	then	any	canonical	proof	of	an	atomic	
sentence	must	contain	that	same	atomic	sentence	among	its	premises.	
155	To	establish	iv),	it	helps	to	keep	in	mind	that	it	is	never	the	case	that	a⊩^.	
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the	 accessibility	 relation	 between	 the	 nodes	 is	 the	 subset	 relation.156	 On	 this	
construal	of	i)	to	iv),	the	sentence	“a⊩j”	may	be	read	as	stating	that	j	is	true	at	
the	node	in	K	that	consists	of	the	set	of	atomic	sentences	a.	As	Goldfarb	shows,	
we	may	use	this	observation	to	demonstrate	that	if	L	is	a	language	that	contains	no	
boundary	rules	then	any	argument	in	L	that	is	schematically	valid*	is	also	classically	
valid	(i.e.	valid	according	to	the	rules	of	classical	logic).	In	order	to	demonstrate	this	
result,	we	may	prove	the	converse	claim.	First,	let	the	pair	<G,	j>	be	a	classically	
invalid	 argument	–	where	G	 is	 a	 collection	of	premises	and	j	 is	 the	argument’s	
conclusion.	Then	there	is	a	two-valued	interpretation	V	of	the	sentence	letters	in	G	
and	j	 that	makes	 all	 the	 sentences	 in	G	 true	 but	 the	 sentence	j	 false.	 Let	 us	
substitute	the	sentence	‘p®p’	in	place	of	every	sentence	letter	in	G	and	j	to	which	
V	assigns	T	and	the	constant	‘^’	in	place	of	every	sentence	letter	in	G	and	j	to	which	
V	assigns	F.	Let	us	call	the	resulting	set	of	premises	G’	and	the	resulting	conclusion	
j’.	Then	in	order	to	evaluate	whether	or	not	a	member	of	G’È{j’}	is	true	at	a	node	
in	K	we	need	only	compute	the	truth-value	of	the	given	member	according	to	the	
classical	truth-tables.157	Given	that	every	sentence	in	G’	is	true	and	Æ	is	a	node	in	K	
it	follows	that	Æ⊩S	for	every	SÎG’.	However,	j’	is	false	and	so	it	is	not	the	case	that	
Æ⊩j’.	The	argument	with	premises	G’	and	conclusion	j’	 is	therefore	not	valid*.	
This	 in	 turn	 implies	 that	 the	argument	with	premises	G	 and	 conclusion	j	 is	 not	
schematically	valid*.	
	
	
	
	

																																																								
156	A	Kripke	tree	consists	of	a	pair	áW,	£ñ	where	W	is	a	set	of	nodes	and	the	accessibility	
relation	£	is	a	partial	order	on	W	(i.e.	a	reflexive,	transitive	and	asymmetric	relation).	A	
Kripke	frame,	meanwhile,	is	a	triple	áW,	£,	@ñ	where	@	is	a	distinguished	member	of	W	
(i.e.	 its	“actual”	node).	Lastly,	a	Kripke	model	 is	a	quadruple	áW,	£,	@,	Vñ	where	V	is	a	
function	that	assigns	a	set	of	atomic	sentence	letters	to	each	member	of	W.	These	models	
are	used	to	devise	a	model-theoretic	semantics	 for	 intuitionistic	 logic.	See	MacFarlane	
(2021,	ch.	6)	for	a	presentation	of	this	material.	
157	We	may	prove	this	via	induction	on	the	complexity	of	formulas.	Specifically,	we	may	
prove	the	following	claim.	Suppose	K	is	a	Kripke	tree	and	j	 is	a	formula.	Now	suppose	
that	we	uniformly	substitute	‘p®p’	and	‘^’	in	place	of	the	sentence	letters	in	j.	Then	for	
any	node	in	K,	j	is	true	at	the	given	node	if	and	only	if	j	is	true	according	to	the	classical	
truth-tables.	
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Section	V	–	Harmony	Revisited.	
	
I	will	now	use	the	foregoing	discussion	of	Dummett’s	account	of	validity	in	order	to	
devise	 an	 account	 of	 logical	 harmony.	 To	 achieve	 this	 aim,	 I	will	 formulate	 two	
requirements	that	I	call	“weak	harmony”	and	“stability”.	I	will	then	characterize	an	
elim	rule	as	harmonious	if	and	only	if	it	satisfies	both	requirements.	The	condition	
of	weak	harmony	is	meant	to	ensure	that	an	elim	rule	is	not	too	strong	while	the	
condition	of	stability	is	meant	to	ensure	that	it	is	not	too	weak.158	Going	forward,	I	
will	continue	to	say	that	an	argument	is	valid*	if	it	is	“valid”	in	Dummett’s	original	
sense	(i.e.	the	sense	described	at	the	beginning	of	the	previous	section).	I	will	now	
propose	 that	we	 adapt	 Dummett’s	 account	 of	 validity	 into	 an	 account	 of	weak	
harmony	in	the	following	way:	

13) An	elim	rule	is	“weakly	harmonious”	if	all	its	instances	are	valid*	in	a	
language	that	contains	the	relevant	intro	rules	but	no	boundary	rules.	

This	account	restricts	the	form	of	weakly	harmonious	elim	rules	to	those	that	do	
not	employ	sub-proofs	as	premises.	This	is	because	it	does	not	make	any	sense	to	
claim	that	an	instance	of	a	rule	that	employs	sub-proofs	as	premises	is	valid*.	This	
is	because	Dummett’s	account	of	validity	states	that	an	argument	is	valid	 iff	any	
collection	 of	 canonical	 arguments	 for	 the	 premises	 can	 be	 transformed	 into	 a	
canonical	argument	for	the	conclusion.	However,	if	one	of	the	premises	consist	of	
a	sub-proof	then	it	does	not	make	sense	to	speak	of	a	canonical	argument	for	it.159	

We	must	 therefore	adopt	Weir’s	elim	 rules	 for	disjunction	 in	place	of	 the	
standard	elim	rule.160	The	qualification	in	13)	regarding	boundary	rules	serves	two	

																																																								
158	 Whether	 an	 elim	 rule	 is	 too	 strong	 or	 too	 weak	 will	 obviously	 depend	 on	 the	
introduction	rules	that	our	system	contains.	
159 This	observation	has	the	following	consequence:	that	on	Dummett’s	account	of	validity	
(or	at	least	on	Goldfarb’s	reconstruction)	it	does	not	make	sense	to	describe	the	standard	
intro	rule	for	®	as	valid	given	that	any	instance	of	this	rule	has	a	premise	that	consists	of	
a	sub-proof.	However,	it	is	not	clear	that	this	outcome	poses	any	problem	for	Dummett’s	
account	 of	 validity.	 For	 Dummett’s	 account	 applies	 to	 arguments	 rather	 than	 rules.	
Moreover,	this	outcome	does	not	prevent	him	for	claiming	that	the	standard	intro	rule	
for	®	gives	the	meaning	of	®.	Nor	does	it	prevent	him	for	claiming	that	the	rule	preserves	
truth. 
160	 We	 may	 show	 that	 Weir’s	 elim	 rules	 are	 weakly	 harmonious	 via	 the	 following	
reasoning.	Let	us	consider	the	rule	that	lets	us	infer	Q	from	PÚQ	and	¬P.	Suppose	that	we	
have	a	canonical	argument	C	for	PÚQ	and	a	canonical	argument	C’	for	¬P.	Given	that	our	
language	contains	no	boundary	rules	it	follows	that	C	ends	in	the	use	of	Ú	 intro	and	C’	
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purposes.	 First,	 it	 ensures	 that	 the	 question	 of	 whether	 or	 not	 an	 elim	 rule	 is	
harmonious	does	not	depend	on	the	rules	that	govern	our	language’s	non-logical	
vocabulary.	Second,	the	qualification	lets	us	appeal	to	the	technical	result	that	was	
described	 at	 the	 end	 of	 the	 previous	 section.	 This	 result	 ensures	 that	 the	
harmonious	 rules	 that	govern	our	ordinary	connectives	do	not	 let	us	derive	any	
non-classical	 theorems.	 This	 is	 because	 the	 harmonious	 rules	 are	 all	 weakly	
harmonious	 on	 my	 account	 of	 harmony.	 Moreover,	 any	 instance	 of	 a	 weakly	
harmonious	rule	is	schematically	valid*	and,	as	we	have	already	seen,	is	therefore	
classically	valid	as	well.		

The	 account	 of	 weak	 harmony	 provided	 in	 13)	 requires	 a	 further	
qualification.	To	highlight	the	necessary	qualification,	we	should	first	observe	that	
the	standard	intro	rule	for	®	consists	of	the	following	(I	will	continue	to	work	in	
the	setting	of	Fitch	style	proofs):	

	
This	rule	lets	us	infer	P®Q	from	a	proof	of	Q	from	P	–	where	a	proof	of	Q	from	P	
consists	 of	 a	 step	 by	 step	 derivation	 that	 may	 or	 may	 not	 employ	 elim	 rules.	
However,	 Dummett’s	 account	 of	 validity	 makes	 no	 mention	 of	 elim	 rules.	
Consequently,	his	intro	rule	for	®	is	formulated	differently.	Rather	than	letting	us	
infer	P®Q	from	a	proof	of	Q	from	P,	Dummett’s	version	of	the	rule	lets	us	infer	
P®Q	 from	 a	 valid*	 sub-argument	 with	 premise	 P	 and	 conclusion	 Q.	 It	 is	 a	
consequence	of	Dummett’s	account,	however,	that	the	validity*	of	any	such	sub-
argument	does	not	depend	on	 the	 intervening	steps	between	P	and	Q.	There	 is	
therefore	a	difference	between	 the	 standard	 intro	 rule	 for	®	 and	 the	 rule	 that	
Dummett’s	account	employs.	A	similar	point	applies	to	any	intro	rule	that	employs	
																																																								
ends	in	the	use	of	¬	intro.	This	in	turn	implies	that	C	contains	either	a	canonical	proof	of	
P	or	a	canonical	proof	of	Q.	C’,	meanwhile,	contains	a	valid	sub-argument	with	conclusion	
‘^’.	Suppose	now	that	C	contains	a	canonical	proof	of	P.	Given	that	C’	contains	a	valid	sub-
argument	 with	 conclusion	 ‘^’	 it	 follows	 that	 we	 can	 obtain	 a	 canonical	 proof	 of	 ‘^’.	
However,	there	is	no	canonical	proof	of	‘^’	and	we	must	therefore	reject	our	supposition	
that	C	contains	a	canonical	proof	of	P.	It	follows	that	C	contains	a	canonical	proof	of	Q	in	
which	case	we	can	easily	turn	C	into	a	canonical	proof	of	Q	with	the	same	premises	as	C.	
We	have	therefore	shown	that	Weir’s	elim	rule	is	valid*.	
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sub-proofs	as	premises	(i.e.	Dummett’s	version	of	any	such	rule	employs	valid*	sub-
arguments	 in	place	of	sub-proofs).	 I	will	therefore	call	Dummett’s	version	of	any	
such	rule	its	“Dummettian	analogue”.	Importantly,	I	will	assume	that	the	meanings	
of	our	connectives	are	given	(partly)	by	their	standard	intro	rules	(i.e.	those	that	
employ	sub-proofs	as	premises)	rather	than	their	Dummettian	analogues.	In	order	
to	 determine	 whether	 or	 not	 an	 elim	 rule	 is	 weakly	 harmonious	 in	 the	 sense	
described	 in	13)	we	must	 therefore	check	whether	or	not	every	 instance	of	 the	
given	rule	is	valid*	in	a	language	that	i)	contains	no	boundary	rules	but	ii)	contains	
the	Dummettian	analogues	of	the	intro	rules	that	(partly)	give	the	meanings	of	the	
connectives	in	the	relevant	language.		

One	might	wonder	why	I	have	assumed	that	the	meanings	of	our	connectives	
are	 given	 partly	 by	 their	 standard	 intro	 rules	 rather	 than	 their	 Dummettian	
analogues.	For	my	qualification	of	13)	is	only	needed	if	we	make	this	assumption.	I	
will	therefore	illustrate	my	reason	for	making	this	claim	with	the	following	example.	
Let	F	consists	of	Fermat’s	last	theorem	and	let	$	consist	of	the	conjunction	of	all	the	
ZF	Axioms	that	are	needed	to	prove	F.	Now	let	us	suppose	for	the	sake	of	argument	
that	the	meaning	of	®	is	given	partly	by	the	Dummettian	analogue	of	its	standard	
intro	 rule	 (I	 will	 call	 this	 rule	 the	 “®	 introD	 rule”).	 It	 then	 follows	 that	 we	 can	
establish	the	conclusion	$®F	via	the	following	argument:	

	
In	other	words,	we	can	establish	$®F	by	simply	inferring	it	from	a	sub-argument	
that	has	premises	$,	conclusion	F	and	no	intervening	steps.	We	can	establish	$®F	
in	this	way	because	the	argument	above	is	an	instance	of	®	introD.	Moreover,	we	
can	then	infer	F	from	the	combination	of	$®F	and	$	via	modus	ponens.	Given	that	
®	is	governed	by	®	introD	as	well	as	modus	ponens	it	follows	that	we	can	establish	
(and	 therefore	 justify	 believing)	 Fermat’s	 last	 theorem	 via	 the	 aforementioned	
reasoning.	 However,	 this	 is	 clearly	 false	 and	 so	 we	 should	 therefore	 reject	 the	
assumption	that	the	meaning	of	®	is	partly	given	by	®	introD.		
	 One	might	try	to	resist	this	argument	by	claiming	that	we	can	only	 infer	a	
conclusion	from	a	sub-argument	if	we	know	that	the	sub-argument	is	valid*.	For	if	
this	is	true,	then	it	will	no	longer	seem	outlandish	to	claim	that	we	can	establish	
Fermat’s	 last	 theorem	 via	 the	 reasoning	 described	 above.	 There	 is	 a	 problem,	
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however,	 with	 this	 proposal.	 Specifically,	 it	 is	 not	 clear	 how	 we	 can	 acquire	
knowledge	of	the	fact	that	a	sub-argument	 is	valid*	other	than	by	deducing	this	
result	from	Dummett’s	account	of	validity.	However,	doing	so	will	require	us	to	use	
Dummett’s	version	of	the	"	intro	rule	and	this	rule	employs	a	sub-argument	as	a	
premise.161	 It	 follows,	on	 the	current	proposal,	 that	 in	order	 to	use	"	 intro	as	a	
means	of	establishing	the	validity*	of	the	original	sub-argument	we	will	need	to	
know	that	this	new	sub-argument	is	valid*	as	well.	This	observation	gives	rise	to	an	
infinite	 regress	 and	 so	 it	 follows	 that	 we	 can	 never	 use	"	 intro	 as	 a	means	 of	
establishing	new	claims.	This	result	is	implausible	and	so	we	should	therefore	reject	
the	 proposal	 at	 hand.	 Consequently,	 I	 will	 maintain	 that	 the	 meanings	 of	 our	
connectives	 are	 partly	 given	 by	 their	 standard	 intro	 rules	 rather	 than	 their	
Dummettian	analogues.	

As	I	mentioned	earlier,	in	order	to	provide	a	full	account	of	logical	harmony	
I	will	 supplement	 the	 requirement	 of	weak	 harmony	with	 a	 requirement	 called	
“stability”.	While	the	requirement	of	weak	harmony	is	meant	to	ensure	that	an	elim	
rule	is	not	too	strong,	the	requirement	of	stability	is	meant	to	ensure	that	it	is	not	
too	weak.	I	will	formulate	this	requirement	as	follows:162	

14) Let	 C	 be	 a	 connective,	 let	 e	 be	 an	 elim	 rule	 for	 C	 and	 let	 S	 be	 an	
arbitrary	sentence	with	principal	connective	C.	Then	e	is	stable	if	and	only	if	
any	application	of	e	to	S	gives	us	back	part	or	all	of	a	direct	ground	for	S.163	

The	 standard	 elim	 rules	 for	 Ù,	 for	 example,	 are	 both	 stable	 given	 that	 the	
application	of	either	rule	to	AÙB	gives	us	one	half	of	a	direct	ground	for	AÙB.	The	
standard	elim	rule	for	®,	meanwhile,	is	also	stable	given	that	the	application	of	®	
elim	 to	A®B	 yields	 a	 derivation	of	 B	 from	A	with	 collateral	 premise	A®B.	 This	
derivation	is	itself	a	direct	ground	for	A®B.	

I	 will	 now	 explain	 the	 ways	 in	 which	my	 account	 of	 harmony	 avoids	 the	
pitfalls	faced	by	previous	accounts.	First,	unlike	the	notion	of	intrinsic	harmony,	my	
account	satisfies	the	strong	locality	requirement	described	in	11).	This	is	because	
																																																								
161	We	will	need	to	use	the	"	intro	rule	in	order	to	show	that	every	canonical	argument	
for	the	premise(s)	of	the	sub-argument	can	be	transformed	into	a	canonical	argument	for	
the	sub-argument’s	conclusion.	
162	It	is	worth	recalling	that	a	direct	ground	for	a	sentence	with	principal	connective	C	is	a	
collection	of	premises	and/or	sub-proofs	from	which	we	can	infer	S	via	one	of	the	intro	
rules	for	C.	
163	 This	 requirement	 resembles	 but	 is	 not	 as	 demanding	 as	Weir’s	 first	 condition	 for	
harmony.	Unlike	Weir’s	condition,	it	applies	to	particular	rules	rather	than	collections	of	
rules.		
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in	order	 to	 show	that	a	 rule	 is	weakly	harmonious	we	need	only	 show	that	 it	 is	
valid*	in	a	language	that	contains	the	relevant	intro	rules	and	no	boundary	rules.	
Importantly,	we	can	prove	such	results	without	making	any	assumptions	about	the	
elim	rules	in	our	system.	This	is	because	Dummett’s	account	of	validity	makes	no	
use	of	elimination	rules.	Therefore,	while	we	may	still	need	to	devise	an	inductive	
proof	in	order	to	show	that	certain	derivations	can	be	grafted	onto	one	another,	
devising	 this	proof	will	 only	 require	us	 to	 assume	 the	 intro	 rules	 in	our	 system.	
Unlike	Read’s	account,	my	account	of	harmony	does	not	treat	the	quantum	elim	
rule	 for	 Ú	 as	 harmonious.	 It	 does,	 however,	 treat	 Weir’s	 elim	 rules	 for	 Ú	 as	
harmonious	and	these	rules	are	strong	enough	to	let	us	derive	the	standard	elim	
rule	 for	 Ú.164	 Lastly,	 unlike	 on	 Weir’s	 account,	 the	 elim	 rules	 for	 Å	 are	 not	
harmonious.	This	is	because	they	do	not	satisfy	the	weak	harmony	requirement.	

	
Conclusion	

	
I	have	devised	an	account	of	harmony	that	lets	us	extract	the	elim	rules	that	govern	
our	ordinary	connectives	from	their	 intro	rules.	This	gives	us	a	reason	to	believe	
that	the	elim	rules	that	govern	our	ordinary	connectives	do	not	contribute	to	giving	
their	meanings.	While	certain	classical	rules	such	as	double	negation	elimination	
are	not	harmonious	on	my	account,	this	observation	gives	us	no	reason	to	revise	
classical	logic	unless	we	adopt	a	harmony	requirement.	This	is	something,	however,	
that	I	have	argued	we	have	no	reason	to	do.	It	remains	to	be	seen	whether	or	not	
my	 account	 of	 harmony	 can	 be	 extended	 to	 handle	 the	 rules	 for	 our	 familiar	
quantifiers.	If	so,	this	will	give	us	reason	to	believe	that	their	elimination	rules	do	
not	contribute	to	giving	their	meanings	either.	
	
	
	
	
	
	
	
	

																																																								
164	The	standard	rule	lets	us	infer	a	sentence	S	from	the	combination	of	PÚQ	together	with	
a	sub-derivation	of	S	from	P	and	a	sub-derivation	of	S	from	Q.	These	sub-derivations	may	
employ	collateral	premises.	
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	 	 Concluding	Remarks	
	
In	 this	 dissertation,	 I	 have	 sought	 to	 accomplish	 several	 things.	 First,	 I	 have	
defended	a	view	of	metaphysical	explanation	that	treats	some	such	explanations	
as	derivational	and	gives	center	stage	to	the	notion	of	ground.	I	then	used	this	view	
to	develop	an	epistemology	for	non-transparent	grounding	claims	and	connected	
this	epistemology	to	the	logic	of	ground.	Specifically,	I	argued	that	certain	rules	in	
the	 logic	 of	 ground	 play	 an	 important	 role	 in	 enabling	 knowledge	 of	 non-
transparent	grounding	claims.		

I	 then	 applied	 the	 framework	 developed	 in	 the	 first	 chapter	 to	 the	
inferentialist	 program	 in	 the	 philosophy	 of	 logic.	 Specifically,	 I	 highlighted	 an	
explanatory	 challenge	 that	 inferentialists	 have	 overlooked	 –	 namely,	 that	 of	
explaining	 why	 our	 connectives	 obey	 their	 familiar	 truth	 tables.	 I	 called	 this	
challenge	the	“truth	table	challenge”.	I	then	developed	a	solution	to	this	challenge	
in	which	I	derived	the	truth	tables	from	premises	concerning	truth	as	well	as	the	
referents	 of	 the	 logical	 constants.	 Some	of	 these	premises	 consist	 of	 grounding	
claims	and	so	my	solution	has	the	explanatory	structure	discussed	in	the	previous	
chapter.	Moreover,	I	argued	for	my	solution	via	the	kind	of	inference	to	the	best	
explanation	that	I	defended	in	chapter	one.		Finally,	I	used	my	solution	to	motivate	
a	 reference	 based	 constraint	 on	 the	 rules	 that	 may	 give	 the	 meaning	 of	 a	
connective.	 This	 constraint	 rules	 out	 ‘tonk’	 and	 thereby	 gives	 us	 a	 principled	
response	 to	 Prior’s	 original	 challenge.	 It	 also	 gives	 us	 reason	 to	 reject	 the	
unrestricted	inferentialism	recently	endorsed	by	Warren.	However,	like	Warren,	I	
treat	the	meanings	of	our	familiar	connectives	as	given	by	all	their	classical	rules.	

In	 the	 third	 chapter,	 I	 examined	 the	 proof-theoretic	 constraint	 of	 logical	
harmony.	 While	 formulated	 in	 different	 ways,	 this	 constraint	 is	 often	 used	 by	
inferentialists	to	support	the	revision	of	classical	logic	in	favor	of	intuitionistic	logic	
(an	outcome	that	would	pose	problems	for	the	view	defended	in	chapter	two).	 I	
argued	that	while	we	have	no	convincing	reason	to	impose	a	harmony	constraint,	
the	notion	of	harmony	nevertheless	retains	a	valuable	role.	Specifically,	it	helps	us	
determine	whether	or	not	a	connective’s	meaning	is	partly	given	by	its	elimination	
rule(s).	 I	 then	 developed	 an	 account	 of	 harmony	 that	 is	 designed	 to	 serve	 this	
purpose.	The	account	builds	on	Dummett’s	conception	of	logical	validity	and	avoids	
the	pitfalls	that	I	identified	in	existing	accounts.	

This	 dissertation	 is	 unified	 by	 the	 explanatory	 lens	 through	 which	 it	
approaches	a	range	of	logical	questions.	In	emphasizing	this	lens,	the	dissertation	
highlights	 the	 inadequacy	 of	 purely	 formalistic	 approaches	 to	 questions	 in	 the	
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philosophy	of	logic.	This	outcome	should	not	be	surprising	given	that	explanatory	
considerations	play	an	important	role	in	guiding	theory	choice	across	almost	every	
other	philosophical	 area.	 To	name	but	 a	 few	examples,	 such	 considerations	 are	
invoked	when	defending	scientific	realism	in	the	philosophy	of	science	(on	the	basis	
that	 realism	best	 explains	 scientific	 success),	mind-brain	 identity	 theories	 in	 the	
philosophy	of	mind	and	 forms	of	 rationalism	 in	different	areas	of	epistemology.	
There	 is	no	reason	to	think	that	the	philosophy	of	 logic	should	be	any	different.	
Moreover,	 as	 we	 have	 seen	 in	 the	 case	 of	 Prior’s	 challenge,	 purely	 formalistic	
approaches	often	lead	to	significant	under-determination.	Specifically,	it	is	unclear	
from	a	purely	formalistic	vantage	point	whether	we	should	address	the	puzzle	of	
‘tonk’	via	a	conservativity	constraint,	a	harmony	constraint,	a	referential	constraint	
or	 something	 else	 entirely.	 Explanatory	 considerations	 therefore	 provide	 an	
important	 means	 by	 which	 to	 narrow	 the	 space	 of	 competitive	 theories.	 As	 in	
science,	so	in	the	philosophy	of	logic.	

This	 dissertation	 also	 highlights	 two	 directions	 for	 future	 research.	 First,	
while	 I	 have	 argued	 that	 certain	metaphysical	 explanations	 have	 a	 derivational	
structure,	I	have	not	provided	a	systematic	account	of	the	features	that	determine	
the	 comparative	 strength	 of	 such	 explanations.	 Pursuing	 this	 task	 will	 require	
attention	to	the	details	of	metaphysical	practice	as	well	as	to	the	precedents	set	by	
other	domains	(e.g.	science	and	mathematics).	Second,	this	dissertation	applies	an	
explanatory	approach	to	a	domain	 in	which	this	approach	has	rarely	been	taken	
(i.e.	the	philosophy	of	logic).	In	doing	so,	it	raises	the	following	question:	in	which	
other	 domains	 are	 explanatory	 concerns	 generally	 overlooked?	 Exploring	 this	
question	 may	 lead	 us	 to	 reevaluate	 the	 way	 in	 which	 we	 approach	 familiar	
philosophical	issues.	
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