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ABSTRACT OF THE DISSERTATION

Statistical Methods for Aspect Level Sentiment Analysis

by

Mohsen Farhadloo

Doctor of Philosophy in Electrical Engineering & Computer Science

University of California, Merced, 2015

Professor Erik Rolland, Chair

Sentiment analysis and opinion mining is the field of computational study of people’s
opinion expressed in written language or text. Sentiment analysis brings together various research areas such as natural language processing, data mining and text mining,
and is fast becoming of major importance to organizations as they integrate online commerce into their operations.
The input of the problem is a collection of written reviews about an object. The object
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could be a product or service and the goal is to discover people’s opinions expressed in
those written reviews. The input reviews are in the form of free text and do not have
any structure (people can write whatever they like however they want). Dealing with
unstructured data is a challenging problem.
Sentiment analysis can be done in different levels, and the focus of this dissertation
in on aspect-level sentiment analysis. In aspect-level sentiment analysis there are two
tasks that need to be addressed. The first task is aspect identification which is the process of discovering those attributes of the object that people are commenting on. These
attributes of the object are called aspects. The second task is sentiment identification
which is the process of discovering people’s opinions expressed about each one of the
aspects. Aforementioned tasks can be solved in 2 separate steps or can be solved simultaneously. Early work on aspect-level sentiment analysis would solve it in 2 steps and
recent techniques based on topic models address these 2 tasks simultaneously.
In this thesis an automatic framework for discovering the aspects and their corresponding sentiments is proposed. This framework first identifies the aspects and then in the
next step classifies each sentence containing one of the discovered aspects into either
positive, neutral or negative sentiment classes. In the subsequent chapter this framework is used to give structure to input data which does not have any structure. Also a
Bayesian model is proposed for overall satisfaction that accurately predicts the overall
customer satisfaction and also the significance of each discovered aspect from the contributors perspectives. Hierarchical Bayesian frameworks are powerful tools that have
recently attracted a lot of attention in the machine learning community. In this dissertation a new model based on hierarchical Bayesian models is proposed to simultaneously
discover aspects and sentiments. This framework is based on probabilistic topic modeling techniques. The contributions and structure of this dissertation are as follow:
• In chapter 1 a brief introduction to the problem of sentiment analysis and opinion mining is given. I extend my introduction with some of its applications in
different domains. The main challenges in sentiment analysis and opinion mining are discussed, and different existing approaches to address these challenges
are explained. Recent directions with respect to applying sentiment analysis and
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opinion mining are discussed. I will review these studies towards the end of this
chapter, and conclude the chapter with new opportunities for research.
• In chapter 2 an automatic framework for aspect-level sentiment analysis is proposed. I propose to utilize bag of nouns instead of bag of words to improve the
clustering results for aspect identification. We also introduce a new feature set,
score representation, that leads to more accurate sentiment identification. This
scheme is based upon three scores (positiveness, neutralness, and negativeness)
that are learned from the data for each term. Using this new score representation
scheme, I improve the performance of 3-class sentiment analysis on sentences
by 20 % in terms of f1-measure, as compared to previously published research. I
demonstrate the usefulness of the methodology using data from the popular online
travel information site TripAdvisor.com.
• In chapter 3 a method for modeling overall customer satisfaction from free-form
Internet written opinions is presented. Written opinions constitute unstructured
input data, which I first transform into semi-structured data using the automatic
framework of chapter 2 for aspect-level sentiment analysis. Second, I model the
overall customer satisfaction using a Bayesian approach based on the individual
aspect rating of each review. My probabilistic method enables us to discover the
relative importance of each aspect for each individual object (e.g. each unique
product or service).
• In chapter 4 a new probabilistic model is proposed for addressing aspect-level
sentiment analysis based on topic models. This model is able to solve two tasks
of aspect-level sentiment analysis simultaneously. The model captures the notion
of focus in that each review is mainly focused on a number of aspects. Also my
probabilistic model called focus-lda by considering multiple priors does not suffer
from the coupled prior issue.

Chapter 1
Sentiment analysis and opinion mining

1.1

Introduction

Organizations are increasingly focused on understanding how their value-creating activities are perceived by their customers. Customers’ opinions drive the organization’s
image and the demand for their products or services. For non-profits and government
organizations, better serving the customers’ needs helps generate political and taxpayer
support, while improved customer understanding in the context of for-profit organizations drives the organizational ability to generate revenues and compete in the marketplace. Thus, understanding customers’ perceptions is a key to organizational success.
Customers’ perceptions of products or services are often established through surveys,
focus groups, observation, and other fairly labor intensive and expensive methods. With
the advent of the Internet, survey tools have become more readily available (and cheaper
to use), but obtaining accurate and relevant data from customer surveys is still a challenge. At the same time, the Internet has bred a whole industry of product/service review
services, such as Yelp, that provide newfound capabilities and an ocean of information
regarding customer’s opinions. Thus, I am now faced with a relatively new challenge of
extracting customer opinions and sentiments from (often) unstructured data in the form
of text comments.
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In today’s business world, online shopping is a growing phenomenon, mainly in technologically advanced countries, as they are providing facilities of E–malls over Internet.
Due to advancement in technology and easy availability of Internet, masses of people
have access to online shopping, and it is forecasted that the spending in online retail
will increase by 220% within next couple of years . Along with the growth in online
shopping, customer review websites, such as Trip Advisor for travel, Yelp for restaurants, Patagonia for outdoor clothing and gear, Lands’ End for clothing, and Epinions
for product reviews have become commonplace. These sites allow customers to both
read and provide reviews of the product or service. The customer reviews, which are
often openly available on the web, contain a wealth of information usable by management, competitors, investors, and other stakeholders to discern customer concerns driving overall customer satisfaction for a particular service or product (for simplicity, I use
the terms overall satisfaction and overall rating interchangeably). Usually the number
of online reviews about an object is of a very large scale, such as hundreds of thousands,
and the number is consistently growing as more and more people keep contributing online.
Opinions are central to almost all human activities and are key influencers of our behaviors. Our beliefs and perceptions of reality, and the choices we make, are, to a
considerable degree, conditioned upon how others see and evaluate the world. For this
reason, when we need to make a decision we often seek out the opinions of others. This
is not only true for individuals but also true for organizations [Liu (2012)].
Sentiment means ”what one feels about something”, ”personal experience, one’s own
feeling”, ”an attitude toward something” or ”an opinion”. Sentiment analysis brings together various research areas such as natural language processing, data mining and text
mining, and is fast becoming of major importance to organizations as they integrate online commerce into their operations [King (2011)]. The focus of research in sentiment
analysis is on processing the opinions expressed in the text in order to identify the opinionated information. This is different than mining and retrieval of factual information.
which is the target of much of the existing research in natural language processing and
text analysis.

7
Traditionally, closed-form customer satisfaction questionnaires would be used to determine the significant components, or aspects, of overall customer satisfaction [Ward
et al. (2005)]. However, the development and execution of questionnaires are expensive
or may not be available. In some cases, public agencies are even prohibited by law from
collecting satisfaction questionnaires from customers. In cases such as this, the only
alternative may be to analyze publicly available free-form text comments, for example
from sources such as Trip Advisor.
An ideal method is one which would enable us to automatically identify the dimensions
that drive customer satisfaction without a priori knowledge about those dimensions and
their impact on overall customer satisfaction. The benefit of such a system would be
its ability to discover the components and their impact on overall satisfaction without
human intervention. Such a system would make analyzing large amounts of data which
otherwise could not be analyzed by humans, possible.
Both individuals and organizations can take advantage of sentiment analysis and opinion mining. When an individual wants to buy a product or decides whether or not to
use a service, he/she has access to a large number of user reviews, but reading and analyzing all of them could be a lengthy and perhaps frustrating process. Also when an
organization or a manager seeks to elicit public opinion about their products, market
theirs products, identify new opportunities, predict sales trends, or manage its reputation, it needs to deal with an overwhelming number of available customers comments.
With sentiment analysis techniques, we can automatically analyze a large amount of
available data, and extract opinions that may help both customers and organization to
achieve their goals. This is one of the reasons why sentiment analysis has been spread in
popularity from computer science to management and social sciences. Sentiment analysis also has applications in opinion-oriented search engines, review summarization, and
for fixing the errors in users ratings (such as for cases where users have clearly accidentally selected an incorrect rating when their review otherwise indicates a different
evaluation) [Pang and Lee (2008)]. In public policy, there are huge numbers of documents containing opinions regarding an issue. For instance, there are different opinions
for or against Greece joining the European Union, and one might ask about the opinions
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of people on this matter. If sentiment analysis could effectively be done, a search engine
could be built to search for opinions and find the answers to these types of questions.
Sentiment analysis can be used as a complement to other systems such as recommendation systems, information extraction systems, and question answering systems [Pang and
Lee (2008)]. The performance of recommendation systems may improve by not recommending items that receive a lot of negative feedback [Tatemura (2000)]. Information
extraction systems may benefit from opinion mining systems by discarding certain types
of information found in subjective sentences. In question answering systems different
types of questions (opinion-oriented and definitional questions) may acquire different
types of treatments. This is another field that can leverage from opinion mining.
Sentiment analysis can be done at three different levels: document level, sentence level
and aspect level [Liu (2012)]. At the document level, the goal is to find the opinion
direction of the whole document. Hence, it can be seen as a classification task that
classifies each document to one of the positive or negative classes. At the sentence
level, the goal is to find the opinion orientation of the opinionated sentences. A common
approach is to first identify the subjective sentences, and then determine the sentiment
of each of the subjective sentences. In aspect level sentiment analysis, the aspects of the
object that the user has commented on are first identified, and then the sentiment of the
sentence about that aspect is discovered.
This chapter provides an introduction to the problem of sentiment analysis. The focus
of this chapter is on highlighting the various challenges researchers encounter in aspectlevel sentiment analysis and some of the recent methods to address them. Since, recently, some researchers have started addressing sentiment analysis and opinion mining
by using, modifying, and extending topic modeling techniques, in this chapter a comprehensive survey about these methods will be given. Topic models are probabilistic
techniques for discovering the main themes existing in a collection of unstructured documents. There are previous books and surveys on sentiment analysis [Feldman (2013);
Liu (2010)], but this chapter adds recent advances in this rapidly expanding field. In this
chapter I attempt to address recent approaches to sentiment analysis, and explain this in
the context of wider use.
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The remainder of this chapter is structured as follows: in section 1.2 I first define the
problem of sentiment analysis and then, in section 1.3, I will describe various challenges
and approaches to this problem as they are explained in the literature.

1.2

Problem definition

In this section I will define the problem of Sentiment Analysis and Opinion Mining
(SAOM) and, in particular, the problem of aspect-level sentiment analysis. It is useful
to first define some of the terms and concepts that are related to the problem. Here I
have borrowed some of the definitions from the literature [Liu (2010)].
Contributor: A Contributor is the person or organization who is expressing his/her/its
opinions in written language or text. Contributor may also be called opinion holder or
opinion source.
Object: An object is an entity which can be a product, service, person, event, organization, or topic [Liu (2010)]. It may be associated with a set of components and attributes.
In the sentiment analysis literature, these components and attributes are called aspects.
Review: A Review is a contributor-generated text that contains the opinions of the contributor about some aspects of the object. A review may also be called an opinionated
document.
Overall rating: This is a user reported indication of overall satisfaction with the objectfor example, a rating on a Likert scale from 1 to 5.
Opinion: An opinion on an aspect is a positive, neutral, or negative view, attitude,
emotion, or appraisal on that aspect from a contributor.
Aspect: An aspect is an important attribute of the object with respect to overall customer satisfaction that the contributor has commented on in their review.
An opinionated review may be generated by a number of contributors or contains opinions from a number of sources. Also, it should be noted that the review may be a direct
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review about a single object or a comparative review that compares 2 or more objects to
each other. In general, a review di is a collection of sentences di = {si1 , si2 , . . . , sim }
that hold opinions from different contributers about different aspects of different objects. Liu (2010) has defined a direct opinion as a quintuple of (oj , fjk , ooijkl , hi , tl )
where ooijkl is the opinion orientation of contributer hi about the k th aspect fjk of object oj . Although this model is not a comprehensive model that contains all information
about all cases, it is a sufficient model for practical applications. It is worth mentioning that most of the literature has considered the orientation of the opinion as a binary
variable: either positive or negative. There is some work that includes the neutral class
as well. In general the opinion orientation could be considered in different scales rather
than just binary or ternary.
The objective of SAOM can be written as:
Given a collection of reviews D = {d1 , d2 , . . . , dD } all about an object, discover all
aspects and corresponding sentiments expressed in that collection.
This objective can be reached at different levels. If the focus is on each document and
the sentiment orientation of the whole document is found, this is called document-level
sentiment analysis. Although a document may convey an overall positive or negative
sentiment, it is quite likely that not all sentences in a document are all positive or negative. For example if the reviews of interest are movie reviews, a particular contributor
may give an overall positive rating to the movie, however they may not like all aspects of
that movie, and in their review, they may mention what aspects they like and what they
do not like about that movie. When the focus of SAOM is on sentences and a sentiment
orientation for sentences of the review is found, it is called sentence-level sentiment
analysis. In a finer analysis, one may be interested in knowing what particular aspects
of the object the contributer is commenting on and also whether they like them or not.
This level os SAOM is called aspect-level SAOM.
The visualization and reporting of the SAOM results are essential issues that need particular attention. There are different ways to visualize the results of the analysis. One
way could be making a list of discovered aspects and linking to each of them the corre-
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sponding positive and negative reviews. This could be augmented with a rating for each
aspect. This way people can easily find out their peers’ opinions about different aspects
and specifically pick the particular reviews that they want to read. It is likely that some
contributors give a positive/negative score to an object just because they are (not) happy
with a particular aspect of the object. Other users may or may not care about those
particular aspects as much as others. Having an aspect-centric review report makes it
possible to be more focused on the specific aspects of interest and seek others’ opinion
regarding them. If one wants to get an idea about popular or unpopular aspects of an
object, creating a frequency list of different discovered aspects could be beneficial.
One of the benefits of SAOM is that it empowers individuals and organizations to track
the people’s opinions over time. How things change over time has critical value for
individuals and organizations. For example, Blackberry was a market leader in the mobile phone market for years, but lost out due to lack of features in their mobile phones.
Once the importance of the missing aspects of a Blackberry phone, such as the lack
of the ability to text, outweighed the importance of secure email, their market-share
diminished severely.

1.3

Challenges

1.3.1 Synonymy and polysemy
Users in different contexts or with different needs, knowledge or linguistic habits will
describe the same information using different terms (synonymy) [Deerwester et al. (1990a);
Dumais (2004)]. Furnas et al. (1987) showed that people generate the same keyword to
describe well-known objects only 20 percent of the time. Because searchers and authors often use different words, relevant materials are missed. People also use the same
word to refer to different things (polysemy) [Dumais (2004)]. Words like saturn, jaguar,
or chip have several different meanings. In different contexts or when used by different people the same term takes on varying referential significance [Deerwester et al.
(1990a)]. In general synonymy and polysemy are caused due to the possible variability
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in word usage. Synonymy and polysemy issues pose difficult challenges on sentiment
analysis and the opinion mining problem.
Several approaches have been proposed in order to address the synonymy and polysemy
challenges. Stemming, which can be seen as normalizing some kind of surface-level
variability, is a popular technique. The purpose of stemming is to bring variant forms
of a word together (to their morphological roots). A stemming algorithm for English
reduces the words “stemmer”, “stemming”, “stemming” and “stems” to the root word
“stem”. Stemming algorithms have been studied in computer science since the 1960s
[Lovins (1968); Porter (1980); Willett (2006)]. Stemming may sometimes help information retrieval, but it does not address cases where related words are not morphologically
related (e.g., physician and doctor) [Dumais (2004)].
Controlled vocabulary is another approach that has been shown effective in dealing with
the issues caused by variability in word usage [Bates (1986); Lancaster (1972); Svenonius (1986)]. However, since in the controlled vocabulary approach it is a requirement
that terms be restricted to a pre-determined list of words, it is not applicable to SAOM.
(It is not feasible to restrict contributors to limit their vocabulary to a pre-determined
one.) In review websites the contributors can usually express their opinions in any way
that they prefer, and it is not feasible to enforce a particular set of words.
Latent Semantic Analysis (LSA) [Deerwester et al. (1990a)] is an other approach to work
around the synonymy challenge. With the advent of large scale collections of text data,
statistical techniques are being used more and more to discover the relationship among
terms and documents. LSA simultaneously models the relationship among documents
based on their constituent words, and relationship among words, based on their occurrence in the documents. LSA can be seen as a linear dimensionality reduction technique
based on singular value decomposition of the term-document matrix. By using fewer
dimensions than the number of unique words, LSA induces similarities among words.
LSA constructs a semantic space wherein terms and documents that are closely associated are near one another [Deerwester et al. (1990a)]. It is worth noting that while the
LSA method deals nicely with the synonymy problem, it offers only a partial solution to
the polysemy problem. Since the meaning of a word can be conditioned by other words
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in the document, LSA provides some help regarding the polysemy problem. However,
failure arises from the fact that every single word has only a single representative point
in the semantic space of LSA.

1.3.2 Sarcasm
Identifying sarcasm is a very hard task for humans and it is even harder for machines.
The ability to reliably identify sarcasm in text can improve the performance of many
natural language processing tasks, including SAOM. Sarcasm is a form of expression in
which the literal meaning is opposite to the intended. “The restaurant was great in that it
will make all future meals seem more delicious,” is an example of a sarcastic sentence,
in which, although there is technically no negative term in the language, it is intended
to convey a negative sentiment. This example clearly shows some difficulties in dealing
with sarcastic phrases. Dealing with a sarcastic situation requires a good understanding
of the context, the culture of the situation, the topic, the people and also the language
involved in the sarcastic statement. Having access to all of these pieces of information
is a difficult task in itself, but trying to make use of them is especially challenging
for a machine. Although the phenomenon of sarcasm has been extensively studied in
fields such as psychology, cognitive science, and linguistics [Gibbs (1986); Gibbs and
Colston (2007); Utsumi (2000)], very few attempts have been made on analyzing it
computationally. Lack of a dataset with reliably labeled instances of sarcasm and notsarcasm is one of the reasons that computational analysis of sarcasm is very young.
Recently, Filatova (2012) has generated a corpus consisting of Amazon product reviews
that can be used for understanding sarcasm on two levels: document and text utterance
level. The corpus contains a pair of sarcastic and non-sarcastic reviews written about the
same object. Filatova (2012) has used quality control algorithms to quantify the quality
of their collection. There is some work [Filatova (2012); González-Ibánez et al. (2011);
Maynard and Greenwood (2014)] that has tried to automatically detect sarcasm in small
text phrases such as Twitter data. However, the drawback of working on short phrases in
order to detect sarcasm is the ignorance of the fact that context plays an important role in
sarcastic situations. Indeed González-Ibánez et al. (2011) has shown that lexical features
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are not sufficient for sarcasm detection and pragmatic and contextual information are
necessary in order to produce reasonable performance. Analyzing sarcasm is an area
that is in need of more thorough research from the SAOM research community.

1.3.3 Compound sentences
A compound sentence has two independent clauses or sentences. Two independent
clauses can be joined by a coordinating conjunction (such as “and”, “or”, “but”, and
“for”) or a semicolon. Dealing with compound sentences makes the problem of SAOM
difficult. For instance, sentences like “The kids enjoyed the beach, but I did not,” or
“Despite a pleasant experience, I can not support the many reviews suggesting that it
is a great restaurant,” are challenging for sentiment analysis. Dealing with compound
sentences is still largely an open area of research in SAOM.

1.3.4 Unstructured data
The reviews that the contributors have written for each object are plain text format. A
challenge is the transformation of the unstructured input data which is available in the
form of written reviews into a semi-structured data. Semi-structured data is data that is
neither raw data, nor conformal with the formal structure of data models associated with
relational databases or other forms of data tables, but nonetheless contains tags or other
markers to separate semantic elements.

1.3.5 Aspect identification
A body of work in the literature has addressed the problem of aspect-level SAOM in
two stages: first, aspect identification, and second, sentiment identification. The goal of
aspect identification is to discover the particular aspects of the object that contributors
are expressing their opinions about. There are 2 categories of approaches in the literature
addressing aspect identification:
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1. Automatic extraction: There is no prior knowledge about the aspects, so the aspects are automatically extracted from the given reviews [Blair-Goldensohn et al.
(2008); Farhadloo and Rolland (2013); Gamon et al. (2005); Hu and Liu (2004);
Lu et al. (2009)]. This category can be divided into supervised and unsupervised
subcategories.
2. (Semi) Manual extraction: Either a subset of aspects or the whole set of desired
aspects are known a priori. Some cases where a subset of aspects are known, the
subset is used as a seed set and expanded in some way [Wang et al. (2010)].
Of the early research efforts in the aspect level sentiment analysis, the work of Hu and
Liu [Hu and Liu (2004)], is prominent. Hu and Liu proposed to first find the frequent
aspects using association mining, and then using them, to extract the infrequent aspects.
Any sentence that contains one of the frequent aspects is analyzed to find out the infrequent aspects.
In Gamon et al. (2005), authors presented an unsupervised aspect identification algorithm that employs clustering over sentences, with each cluster representing an aspect.
They finally proposed applying an empirical weighting scheme to the list of terms,
which are sorted according to their frequency of occurrence.
Clustering over sentences has been used by Farhadloo and Rolland (2013) in order to
find similar sentences which are most likely about similar aspects. In Farhadloo and
Rolland (2013), instead of representing the sentences using the commonly used BagOf-Words (BOW) method, they proposed using a Bag-Of-Nouns approach that makes
clustering more effective.
Blair-Goldensohn et al. (2008) proposed a sentiment summarization system for local
services. In their system, the aspects are divided into two types: dynamic aspects
(string-based frequent nouns/noun phrases), which are extracted in a manner similar to
the method of Hu and Liu (2004) and static aspects (generic and coarse-grained ones),
which are extracted by designing a classifier for each one using hand-labeled sentences.
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PLSA [Hofmann (1999)] is the probabilistic version of LSA that produces a model for
a collection of documents in which each document is modeled as a mixture of topics.
Lu et al. (2009) have taken advantage of PLSA and the structure of the sentences for
aspect identification. Each document is represented as a bag of phrases, and each phrase
is a pair of head and modifier terms < hi , mi >. Each aspect is also modeled as a
distribution over head terms. In the unstructured version a document is considered as a
collection of head terms (the modifiers are ignored). In this model the log likelihood of
all documents can be written as:
logp(D|Λ) =

D !
!

{c(wh , d)log

d=1 wh ∈Vh

K
!

[πd,k p(wh |Θk )]}

(1.1)

k=1

where Vh is the set of all head terms in the vocabulary, πd,k is the proportion of topic k
in document d, c(wh , d) is the number of times head term wh occurs in document d, Θk
is the k th aspect-topic, and Λ is the set of all model parameters. In the structured version
(structured PLSA), since a single modifier term can modify different head terms, each
modifier term is being modeled as a mixture of K topics. Each modifier term wm is
represented as a set of head terms that it modifies and again each aspect is a distribution
over head terms (Θk ). The modifier can be regarded as a sample of the following mixture
model:
pd(wm ) (wh ) =

K
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(1.2)
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and the log likelihood of the collection of modifiers Vm is:
logp(Vm |Λ) =

!

!
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{c(wh , d(wm ))log

K
!

[πd(wm ),k p(wh |Θk )]}

(1.3)

k=1

In both equations of (1.1) and (1.3) Λ represents the set of model parameters set (including Θk ) and is estimated using an Expectation-Maximization (EM) algorithm. The
details of the EM algorithm that was used can be found in Lu et al. (2009). It is worth
noting that the structured version of PLSA estimates the parameters based on the cooccurrence of head terms at the level of modifiers, not at the level of documents. Since
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the reviews are usually short reviews and have few phrases, the structured PLSA is typically more informative.

1.3.6 Sentiment identification
Sentiment identification is the process of discovering the opinion orientation of the text
fragments of interest. The opinion orientation can be expressed in different scales. Rating scales are used widely online in an attempt to provide indications of consumer opinions of products. Many sites like TripAdvisor.com, Amazon.com, Epinions.com use the
5-star overall rating scale. Users can cast their vote about movies in a 1 − 10 rating scale
on IMDb and on a 5-star scale on rottentomatos.com.
In SAOM, dealing with negative sentiments is particularly difficult. As Leo Tolstoy said
in his book Anna Karenina “All happy families resemble one another, each unhappy
family is unhappy in its own way.” In SAOM all happy sentiments are pretty much
alike, and each unhappy sentiment is uniquely expressed. In some cases, people choose
to cover their criticisms with qualifiers to be polite (even on the Internet), and more
broadly, people just tend to be more creative in how they choose to describe the things
that they do not like. All of these things make the automatic solution of the problem
challenging. Automatic techniques make use of machine learning algorithms to address
the problem and these algorithms aim at finding patterns from training examples. When
there are not enough training examples or there are training examples with very limited
variety, one can imagine how hard the pattern extraction would be.
Most of the work in the literature has treated sentiment as being on a binary scale of negative and positive [Hu and Liu (2004); Pang et al. (2002); Turney (2002)]. Some have
added a third class of sentiment, the neutral sentiment, into their consideration [Farhadloo and Rolland (2013)]. When each review comes with an overall rating on a 5-star
scale, the number of sentiment orientations can vary. Lakkaraju et al. (2011); Moghaddam and Ester (2011) have considered 5-level sentiment categories in their experiments.
There are 2 types of fragments in a textual document. Objective fragments are those
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text fragments that express factual data, and subjective fragments are those that express
personal feelings. Although both subjective and objective fragments may carry an opinion about an object, it is more likely for a subjective sentence to be opinionated. The
process of sentiment identification can be written as the following steps:
1. Extract all of the opinionated fragments.
2. Identify the sentiment of each opinionated fragment.
3. Infer the overall sentiment from the opinions expressed in individual fragments.

Extract opinionated fragments
Subjectivity classification is the task of determining whether a fragment of text is subjective or objective. If a text fragment is being categorized as subjective then it is very
likely that it is an opinionated piece of text, and its opinion orientation needs to be identified. There are work on subjectivity determination [Finn et al. (2002); Hatzivassiloglou
and Wiebe (2000)] that can be used in this regard.
It is sensible to conjecture that opinionated words and phrases are dominant sentiment
indicators. Since adjective, adverbs, and also some nouns and verbs are strong sentiment indicators, Part-Of-Speech (POS) tags are beneficial in extracting opinionated
fragments. Information about the syntactic structure of the sentences can also be helpful. POS tagging is the process of marking up a word in a text (corpus) as corresponding
to a particular grammatical category such as noun, adjective, adverb, verb, or etc. The
POS tagging algorithms are based on the definitions of terms as well as the context i.e.
the term’s relationship with adjacent and related words and phrases.
In aspect-level SAOM, the sentiment orientation of all text fragments that contains one
of the extracted aspects has to be identified. So if, in the first stage, the aspects have
been identified, they can be used in order to extract opinionated fragments.
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Identification of sentiment using unsupervised techniques
Once the opinionated fragment has been extracted, the next step is to identify the sentiment orientation of the fragment. Turney (2002) has determined the sentiment polarity
of a word by computing its similarity to 2 seed terms: “Excellent” for positive and
“Poor” for negative polarity. The similarity between an unknown word and each of the
seed terms is computed by counting the number of occurrences and co-occurrences of
them using the results of a web search engine. Depending upon which one of the seed
terms the unknown term is more similar to, the sentiment orientation is determined.

Identification of sentiment using supervised techniques
Sentiment identification can easily be formulated as a classification problem. In the literature on SAOM, various classification techniques have been employed from the field
of machine learning in order to identify sentiments. Pang et al. (2002) have experimented with a variety of features, using both naive Bayes classifiers and also Support
Vector Machines (SVM) to classify the whole input document (movie reviews) as either positive or negative. The best results came from unigrams model with the binary
weighting scheme run through SVMs. For sentiment classification of sentences Gamon
et al. (2005) implement a naive Bayes classifier using expectation maximization and
bootstrapping from a small set of labeled data in hopes of generalizing to a large set of
unlabeled data. Feature engineering, finding the most suitable set of features for sentiment identification, is a critical issue in designing classifiers. Different features have
been used in SAOM, such as terms and their frequencies, POS tags, opinion words and
phrases, syntactic structures, and negations. In Farhadloo and Rolland (2013) a new
feature set called score representation was introduced for classification of sentiments.
Score representation is a low dimensional representation and it is computed based on the
scores of the individual terms in a sentence. The scores of individual terms are learned
from the training data using their labels. Score representation has been used for designing 3-class SVM classifiers and outperforms the classifiers that are based on BOW
representation.
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Figure 1.1: An example parse tree. Each node is associated with e vector and the vector
representation of the nodes are computed bottom-up.
Another feature engineering approach based on a hierarchical deep learning framework
that simultaneously discovers aspects and their corresponding sentiments has been proposed in Lakkaraju et al. (2014). In their framework, classifiers based on deep learning
(recurrent neural networks) have been designed that jointly predict the aspect and sentiment labels of the input phrase. The main idea is to learn a vector (or a matrix or
a tensor) representation for words using hierarchical deep learning that can explain the
aspect-sentiment labels at the phrase level. In this framework each node in the parse tree
of the given phrase is represented by a vector (or a vector and a matrix) and the model is
defined by leveraging the syntactic structure of the phrase encoded in the parse tree. Fig.
1.1 shows an example parse tree in which each node is associated by a d-dimensional
vector.
The vector representation of the nodes are calculated bottom-up as:
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(1.4)

where p1 and p2 are the parent vectors and b and c are the leaf nodes, and f = tanh
is a standard element-wise non-linear function. The goal is to learn the combination
matrix W ∈ Rd×2d and also the compositional feature representation of the words (the
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associated vectors and matrices). In this model, the class label of each given phrase is
predicted using the vector representation of its root node of the parse tree as:
yi = sof tmax(Ws proot
i )
where Ws ∈ RC×d is the classification matrix and needs to be estimated. The true label
of the given phrase in the training set is ti ∈ RC×1 that has an entry 1 at the correct
label and a 0 at other indices. Since the aspects and sentiments are meant to be captured
jointly, the labels are supposed to be provided as aspect-sentiment pairs. For instance
(Taste, Positive) corresponds to one class label. If the whole set of model parameters
is denoted by Θ, then Θ is estimated in a way that the softmax function of the vector
representation at the root level of the parse tree yi ∈ RC×1 matches the class label of
the ith text snippet as closely as possible. This can be achieved by minimizing the cross
entropy error between yi and ti . The error function to be minimized is:
E(Θ) =

!!
i

ti,j logyi,j + λ$Θ$2

(1.5)

j

The non-convex objective function in equation (1.5) is minimized using Adagrad optimization [Duchi et al. (2011)] procedures. The estimation involves computation of the
sub-gradients of the E(Θ) and the forward calculation of the vectors and matrices and
back-propagation of the softmax error at the root node.

Identification of sentiment using lexicons
Many papers in the literature have identified the sentiment orientation of the fragment of
interest using some opinion lexicons [Esuli and Sebastiani (2006a); Hu and Liu (2004);
Subasic and Huettner (2001); Wiebe (2000)]. Lexicon based approaches discover the
sentiment orientation of an opinionated phrase of interest by looking it up in an established lexicons. The lexicon generation process usually starts with a seed list of opinion
words for which the opinion orientations are known a priori and then, using different
approaches, the seed list is expanded and more opinion words are added to it. There
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exist 2 main strategies to expand the initial seed list of opinion words: dictionary-based
and corpus-based strategies. Dictionary-based methods make use of online dictionaries
like WordNet [Cambria et al. (2012); Esuli and Sebastiani (2006a); Fellbaum (1998)]
and some additional information in them (like their glosses) in order to expand the initial seed set. These approaches take advantage of synonym and antonym relationships
among words and also some machine learning techniques to generate a better list. The
generated lexicon based on online dictionaries is a context independent opinion lexicon.
In order to generate domain specific lexicons that can capture the opinion words in a
particular domain, corpus-based strategies have been proposed. In this strategy, the initial seed list of opinion words is expanded using some syntactic rules and co-occurrence
patterns. In particular, rules are designed for connective terms such as And, Or, But,
Neither-or, Neither-nor. For example is two adjectives are connected by AND then they
have similar opinion orientation. The designed rules are then used to expand the seed
set. Using the particular corpus of interest domain specific lexicons can be generated.
For sentiment identification, Hu and Liu (2004) followed a lexicon based approach,
which involved identifying the closest adjectives to the nouns in the sentence and looking up those adjectives or their synonyms in previously generated lists of positive and
negative adjectives. In contrast Blair-Goldensohn et al. (2008) first compute a single
sentiment score for each term in their lexicon. These scores are computed starting with
an initial seed set of words assigned with arbitrary scores. These scores are then propagated using a modified version of standard label propagation algorithms over a graph
[Zhu and Ghahramani (2002)]. A shortcoming of this approach is that it is an iterative
algorithm and it is not clear when to stop propagating the scores. Using the computed
scores and considering the neighbors of each sentence, they design maximum entropy
classifiers for positive and negative classes.
Concept-based approaches use Web ontologies or semantic networks to accomplish semantic text analysis [Cambria et al. (2013)]. In this approach, the document is represented as a bag-of-concepts instead of a bag-of-words. In the concept-based approach
for identifying the sentiment of each document, a dictionary (SenticNet) which contains
the affective labels of concepts is used [Poria et al. (2013)]. However it is not clear how
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to identify the aspects using the bag-of-concepts representation.

1.3.7 Topic model based approaches
One fundamental characteristics of human word usage is that people use a wide variety
of words to describe the same object or concept [Dumais (2004)]. As mentioned in
section 1.3.1, dealing with synonymy and polysemy in natural language is a challenging
issue in many text mining tasks. Topic modeling is a probabilistic method capable of
addressing these problems of multiple words and multiple meanings. In the terminology
of topic modeling, each topic is defined as a probability distribution over terms (terms
from a considered vocabulary list). One of the outputs of topic modeling algorithms is
a probability distribution over terms for each topic that determines which words have
higher probability in the context of a particular topic. It is reasonable to expect that in
each context there are certain terms that have higher probability of occurrence than other
terms. Topic modeling techniques by definition are able to capture this characteristic of
natural language.
Topic models are probabilistic techniques based on hierarchical Bayesian networks for
discovering the main themes existing in a collection of unstructured documents. Most
of the existing work in the literature solves the problem of SAOM in 2 stages: first aspect identification and second sentiment identification [Blair-Goldensohn et al. (2008);
Farhadloo and Rolland (2013); Hu and Liu (2004)]. One of the advantages of methods
that are based upon topic modeling is that they are able to find aspects and sentiments
simultaneously. Also, these algorithms do not require labeled training data, and they
identify the full range of topics from the analysis of the original texts.
Latent Dirichlet Allocation (LDA) was proposed in order to find short descriptors for
members of a collection. LDA enables efficient processing of large collections while
preserving the essential statistical relationships that are useful for basic tasks such as
classification, novelty detection, summarization and similarity and relevance judgments
[Blei et al. (2003)]. LDA assumes that each document has been generated from a mixture of topics. Therefore, for each document to be generated, the proportion of each
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Figure 1.2: Latent Dirichlet Allocation graphical model. The shaded node is an observed random variable and the unshaded ones are hidden random variables.
topic in that document should be known. Also, the frequency of appearance of each
word, in the context of each topic, should be known. The generative process of LDA
can be summarized as [Blei (2012)]:
1) For each document:
(a) Randomly choose a distribution over topics from Dir(α).
2) For each word in the document:
(a) Randomly choose a topic from the distribution over topics in step 1.
(b) Randomly choose a word from the corresponding distribution over the vocabulary.
It is worth mentioning that LDA is based on the assumption that there exists a hidden
structure that has generated the given collection of documents. Given the collection of
documents, the goal is to find the topics ({β 1 , β 2 , . . . , β K }), distribution over topics for
each document (θ d ), and topic assignment (zd,n ) for each word wd,n in each document
d. {β, θ, Z} constitute the hidden structure behind the observed data and that is why the
model is called Latent Dirichlet Allocation.
A useful way to describe topic models is by using the language of graphical models
to characterize families of probability distributions. The graphical model of LDA is
depicted in figure 1.2.
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In every graphical model, a number of statistical dependencies are encoded that define
that particular model. For instance, in figure 1.2, the probability of the nth word in the
document d (wd,n ) depends on the topic assignment zd,n of that word, as well as the
discovered topics {β 1:K }. Topic assignment determines which topic is to be used to get
the probability of wd,n . Also, the topic assignments of the words in document d depend
on the distribution of topics θ d in that document. The joint distribution of the the hidden
and observed variables of the graphical model in figure 1.2 can be written as:

p(β 1:K , θ 1:D , Z1:D , W1:D ) =
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k=1

p(β k )
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&
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p(θ d )
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p(zd,n |θ d )p(wd,n |zd,n , β 1:K ))

n=1

(1.6)

Given a collection of documents D = {d1 , d2 , . . . , dD }, the goal of training is to learn
the hidden structure {β, θ, Z}. In the Bayesian framework, the learning of this structure
is an inference problem, in which computing the posterior distribution of the hidden variables given the observed variables is of interest. The exact computation of the posterior
probability is intractable, so approximation methods must be considered.
There are 2 general approximation methods in topic modeling algorithms:
1) Sampling-based algorithms: These algorithms are Markov Chain Monte Carlo (MCMC)
techniques which provide a principled way to approximate an integral (expected value).
Monte Carlo techniques are algorithms that aim at obtaining a desired value by performing simulations involving probabilistic choices [Resnik and Hardisty (2010)]. Samplingbased algorithms like Gibbs sampling try to approximate the posterior distribution by
drawing samples from it without explicitly computing the posterior distribution in closed
form. In Gibbs sampling, the hidden structure defines a vector that represents the state
of the system. The basic idea in Gibbs sampling is instead of sampling a multivariate
random vector all at once, each dimension is sequentially sampled using the current
samples of the other dimensions as given. For an introduction to Gibbs sampling you
can refer to Resnik and Hardisty (2010) and see Steyvers and Griffiths (2007) for a good

26
description of Gibbs sampling for LDA.
2) Variational algorithms: These algorithms approximate the posterior probability by
a parameterized family of distributions over hidden variables, and they use optimization techniques to find the set of parameters that makes the approximated distribution
closest to the exact posterior. I can describe variational methods in other words: these
algorithms are based on Jensen’s inequality and try to obtain an adjustable lower bound
on the log likelihood. Essentially one considers a family of lower bounds, indexed by a
set of variational parameters. The variational parameters are chosen by an optimization
procedure that attempts to find the tightest possible lower bound [Blei et al. (2003)].
The LDA model is the simplest topic model that still provides a method for discovering
the hidden structure in a large collection of documents. Since its introduction LDA has
been extended and modified in many ways. Topic models are a good fit for SAOM. In
particular, in aspect-level sentiment analysis, people are talking about different aspects
of an object. Different contributors may use different terms in order to point to the same
aspect of an object. For example, in reviews about a camera, you may see people commenting about image quality and people commenting about resolution of the camera
and most likely they are speaking about the same aspect. Therefore, when people are
talking about a particular aspect, a number of terms are most likely to be exploited. In
topic modeling terminology, this means that each aspect has a distribution over terms
or should be considered as a topic in our model. Also when contributors want to give a
particular rating to an aspect in their review, a specific range of words will have higher
probability. For another level of rating a different set of words will have higher probability mass than the rest of the vocabulary. This means that each rating (sentiment), like
each aspect, should be considered as a topic in order to extend topic modeling algorithms
to SAOM.
Just simply increasing the number of topics (to count for both aspect-topics and ratingtopics) in LDA is not sufficient to apply it to SAOM. Researchers have started modifying
LDA in many ways in order to adapt it to address the problem of aspect-level sentiment
analysis.
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One of the assumptions of LDA is the Bag-of-Words (BOW) assumption. In LDA,
it is assumed that the order of the terms in the document can be neglected, and the
document can be represented as a collection of words. Since this assumption is not realistic, researchers have tried to address this shortcoming. To go beyond BOW Wallach
(2006) has suggested bigram topic models. In bigram-topic models, Wallach (2006)
has integrated bigram-based and topic-based approaches to document modeling. In this
approach, each topic is not simply a single distribution over words, but is represented
with multiple distributions over words depending on the previous word. If the size of
the vocabulary list is N then each topic is characterized by N distributions specific to
that topic. It can easily be seen that the parameter space in this approach expand rapidly.
The LDA collocation (LDA-Col) model [Griffiths et al. (2007)] is another attempt to go
beyond the BOW assumption of LDA. In LDA-Col, a new hidden variable is introduced
for each word in each document that determines whether or not the word should be
drawn from a unigram model or should be drawn from a bigram model considering its
previous word. Topical N-grams (TNG) modeling [Wang et al. (2007)] is very similar to
LDA-Col, and the only difference is that in TNG it is possible to decide whether to form
a bigram for the same two consecutive word tokens depending on their nearby context.
The TNG model automatically determines when to form an n-gram (and further assign
a topic) and when not to, based on its surrounding context. Examples of topics found bt
TNG are more interpretable than its LDA counterpart [Wang et al. (2007)].
In bigram topic model approach, there are no extra hidden variables to decide whether
or not to form a bigram or a unigram (all the terms are drawn from bigram models). In
LDA-Col the binary random variable xi for each word wi determines unigram or bigram
status, but the value of xi does not depends on the previous topic zi−1 . The graphical
model of LDS-Col is exactly as figure 1.3 except that the links from zi to xi+1 are not
present.
In another attempt in the direction of relaxing the BOW assumption of LDA, Lakkaraju
et al. (2011) introduced the notion of aspects and sentiments coherency. These researchers have also tried to leverage from the existing syntactic structure in natural
sentences. In that model (CFACTS), they consider each document as a collection of
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Figure 1.3: Topical N-grams graphical model. The shaded node is an observed random
variable and the unshaded ones are hidden random variables.
windows, and all the words inside a window have the same aspect or sentiment topic
(coherency). Therefore, unlike the LDA approach, in which each word of a document
has a topic assignment, each window has a topic or sentiment assignment variable, and
all the words in that window are given the same assignment. In a CFACTS model, each
word could be either an aspect word, a sentiment word, or a background word, so they
have introduced a new hidden variable ci for each word that determines to which category that word belongs. The syntactic dependencies among words have been captured
through ci−1 and ci in the model of [Lakkaraju et al. (2011)].
Since the sentiments and aspects for adjacent windows may still be dependent for a specific review document, CFACTS models, like that in figure 1.4, introduce a multinomial
variable ψd,x for each window x of a review d. ψd,x can take on 3 different values,
capturing the following scenarios:
φd,x = 0: indicates that both the aspect and sentiment of the current window is the same
as those of the previous window.
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Figure 1.4: Coherent Facet and Sentiments graphical model. The shaded node is an
observed random variable and the unshaded ones are hidden random variables. This
model introduces two new variables: ψd,x which determines the dependency between
windows and ci that specifies to which category each word belongs: aspects, sentiments
or background category.
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φd,x = 1: indicates that the aspect topic of the current window is independent of the
aspect topic of the previous window, but the sentiment topic of the current window is
the same as the previous one.
φd,x = 2: indicates that both aspect and sentiment topics of the current window are
independent of those of the previous window.
Following the idea of coherency, the model of Brody and Elhadad (2010) assumes all
words in a single sentence are generated from a single topic and applies LDA on each
sentence to extract topics. The Jo and Oh (2011) further extended the idea to discover
sentiments related to each aspect. In this model, each review has a distribution over sentiments, and each sentiment has a distribution over aspects. To generate each sentence of
a review, first a sentiment is drawn from the distribution over sentiments of that review,
and then an aspect is drawn from the distribution of that sentiment over aspects. Each
word of the sentence is then generated based on the selected aspect and sentiment.
Another work around for BOW assumption of LDA is Phrase-LDA (PLDA). PLDA
assumes a Bag-Of-Phrase model of reviews (figure 1.5). An opinion phrase is a pair
< hn , mn > which consists of two observed variables: head term hn and the modifier
term mn . In Zhan and Li PLDA is applied to extract topics from reviews with the further
assumption that each sentence of the review is related to only one topic. Compared to
PLDA, separate PLDA (SPLDA) models introduce a separate rating variable which is
conditionally independent of the aspect. In this model a review is generated by first
drawing a distribution over aspect/rating pairs θ, and then repeatedly sampling N aspects
and ratings as well as opinion phrases (hn , mn ) conditioned on the chosen value of θ.
In Moghaddam and Ester (2012b) a set of guidelines for designing LDA-based models
are presented by comparing a series of increasingly sophisticated probabilistic graphical
models based on LDA. In order to get familiar with some aspects of LDA-based methods
and compare the impact of various design decisions such as adding latent and observed
variables and dependencies I refer the readers to Moghaddam and Ester (2012b).
Latent Dirichlet Allocation is a member of a larger family of methods: latent variable
models. While there has been a substantial amount of research on aspect-level sentiment
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Figure 1.5: Phrase Latent Dirichlet Allocation graphical model. The shaded node is an
observed random variable and the unshaded ones are hidden random variables.
analysis based on LDA, there are other latent variable model approaches based on conditional random fields [Choi and Cardie (2010); Li et al. (2010)] and Hidden Markov
Models [Jin et al. (2009); Wong et al. (2011)].

1.4

Conclusion

Sentiment analysis has proven to be a powerful tool in understanding customers’ perceptions related to products and services. While there have been many advances in the
short history of this field, there is still much work to be done. Most of the work thus far
has been focused on deciphering the semantics of written text, and this research is impacted by various linguistic challenges. Nevertheless, I see that past research has been
able to uncover sentiments, opinions, and aspects and correlate these very well with customer satisfaction scores. What remains less clear is the generalizability of the methods
across contexts or domains. Thus, the opportunities for continued research is large, and
this research area will bring about a sea-change in how organizations understand their
customers.

Chapter 2
An automated framework for aspect
level sentiment analysis

2.1

Introduction

The rise of social media such as blogs and social networks has fueled interest in sentiment analysis. With the proliferation of reviews, ratings, recommendations and other
forms of online expression, online opinion has turned into a kind of virtual currency
for businesses looking to market their products, identify new opportunities and manage
their reputations. Sentiment analysis or opinion mining is the field of computational (or
automatic) study of people’s opinion expressed in written language or text. Sentiment
analysis brings together various research areas such as natural language processing, data
mining and text mining, and is fast becoming of major importance to organizations as
they integrate online commerce into their operations King (2011). The focus of research
in sentiment analysis is on the processing of the opinions in order to identify the opinionated information rather than mining and retrieval of factual information which is the
target of much of the existing research in natural language processing and text analysis.
Both individuals and organizations can take advantage of sentiment analysis and opinion mining. When an individual wants to buy a product or decides whether or not use a
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service, he/she has access to a large number of user reviews, but reading and analyzing
all of them could be a lengthy and perhaps frustrating process. Also when an organization wants to elicit the public opinion about its products, market its products, identify
new opportunities, predict sales trends, or manage its reputation, it needs to deal with
an overwhelming number of available customers comments. With sentiment analysis
techniques, we can automatically analyze a large amount of available data, and extract
opinions that may help both customers and organization to achieve their goals. This is
one of the reasons why sentiment analysis has been spread in popularity from computer
science to management and social sciences.
Sentiment analysis can be done at three different levels: document level, sentence level
and feature (or aspect) level Liu (2012). At the document level, the goal is to find the
opinion direction of the whole document. Hence, it can be seen as a classification task
that classifies each document to one of the positive or negative classes. At the sentence
level, the goal is to find the opinion orientation of the opinionated sentences. A common
approach is to first identify the subjective sentences, and then determine the sentiment
of each of the subjective sentences. In aspect level sentiment analysis, the aspects of the
object that the user has commented on is first identified, and then the sentiment of the
sentence about that aspect is discovered.
Sentiment analysis has been an active area of research in the past 10 years. Of the early
work in the aspect level sentiment analysis, is research by Hu and Liu Hu and Liu (2004).
Hu and Liu propose to first find the frequent aspects using association mining, and then
using these, they extract the infrequent aspects. For sentiment identification, they follow a lexicon based approach, which involves identifying the closest adjectives to the
nouns in the under process sentence and look-up those adjectives or their synonyms in
their lists of positive and negative adjectives. In Gamon et al. (2005) authors aim at
presenting an unsupervised aspect identification algorithm that employs clustering over
sentences with each cluster representing an aspect. They finally proposed applying an
empirical weighting scheme to the list of terms, which are sorted according to their
frequency of occurrence. For sentiment classification, they implement a Naive Bayes
classifier using expectation maximization and bootstrapping from a small set of labeled
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data to a large set of unlabeled data. Blair-Goldensohn et al. Blair-Goldensohn et al.
(2008) propose a sentiment summarization system for local services. In their system the
aspects are divided into two types: dynamic aspects (string-based frequent nouns/noun
phrases) which are extracted similar to the method of Hu and Liu (2004) and static aspects (generic and coarse-grained ones), which are extracted by designing classifier for
each one using hand-labeled sentences. For sentiment classification, they first compute a
single sentiment score for each term in their lexicon. These scores are computed starting
with an initial seed with arbitrary scores, and then propagation of these scores using a
modified version of standard label propagation algorithms over a graph Zhu and Ghahramani (2002). A shortcoming of this approach is that it is an iterative algorithm and it is
not clear when to stop propagating the scores. Using the computed scores and considering the neighbors of each sentence, they design maximum entropy classifiers for positive
and negative classes. There are a number of papers Pealver-Martnez et al. (2011); Zhao
and Li (2009); Zhou and Chaovalit (2008) that have reported improvements in sentiment analysis using domain ontology. The sentiment summarization method of Zhuang
et al. (2006), is fully supervised in that all relevant information is annotated in a labeled
training set. Concept-based approaches use Web ontologies or semantic networks to accomplish semantic text analysis Cambria et al. (2013). In this approach the document is
represented with bag-of-concepts instead of bag-of-words. In concept-based approach
for identifying the sentiment of each document a dictionary (SenticNet) which contains
the affective labels of concepts is used Poria et al. (2013). However it is not clear how
to identify the aspects using the bag-of-concepts representation. Most of the research
in the past literature have considered the sentiment classification problem as a binary
classification task (considering only positive and negative classes).
This chapter studies aspect level sentiment analysis with three possible choices for the
sentiment polarity of each sentence. The first step in aspect level sentiment analysis is
to identify the aspects that the users have expressed their opinion about in the sentences.
For this purpose we follow the idea of employing clustering over sentences in order
to identify the aspects. However instead of using Bag of Words (BOW) for clustering
which doesn’t produce satisfactory results Gamon et al. (2005), we propose to use Bag
Of Nouns (BON). We use k-means algorithm to discover similar sentences in the poll of
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all sentences extracted from all the reviews of that object. Our results show that BON
representation improves the performance of clustering and makes clustering an effective
algorithm for aspect identification. Before applying a clustering algorithm to the sentences, we need to represent each sentence in a way that is appropriate for clustering.
In this chapter we will consider different representation methods (weighting the terms
with term occurrence and term frequency-inverse document frequency), and compare
them together. For sentiment identification we follow a machine learning approach by
designing a 3-class SVM classifier. However, instead of using the commonly used BOW
representation (usually with high dimensionality), we propose a new feature set based
on positiveness, neutralness and negativeness scores (a 3-dimensional representation)
that we learn from the data. We call this new feature set score representation. Using this
new feature set for classification we improve the performance of state-of-the-art 3-class
sentiment classification of sentences by 20 % in terms of average f 1 score. f 1 score is
the harmonic mean of precision and recall.
The rest of this chapter structures as follows: in section 2.2 we first describe our methodology for aspect identification based on BON representation and then we will describe
our new score representation which is used for sentiment identification. In section 2.3
we report the results of our conducted experiments and we conclude our chapter in section 2.4.

2.2

Methodology

2.2.1 Aspect identification
In this section we will describe the method that we will use to extract the aspects of
the object and the preprocessing steps involved in preparing the sentences for clustering. We use the term “review” in order to describe a user-generated comment (as in a
TripAdvisor review of a travel destination). The idea behind the use of clustering techniques, is to find the aspects of the object that users have expressed their opinions in
the reviews. That is, if we have access to all sentences of all reviews and somehow are
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able to find similar sentences, it is likely that similar sentences are about similar aspects.
If we can properly represent each sentence of the review with a vector, then if we apply the clustering algorithm to these feature vectors, the sentences in each cluster are
similar sentences that are probably addressing the same aspect of the object. Gamon et
al. Gamon et al. (2005) noted that they have experimented several different clustering
algorithms for finding salient patterns in the sentences, but that none of the approaches
produced satisfactory clusters. As a result, they proposed a clustering approach which
finds the clusters by sorting the weighted term frequency of all the terms. We argue that
a major reason for the failure of the regular clustering algorithms in their experiment, is
that the lack of using a proper method to represent each sentence before applying clustering. For each sentence, Gamon et al. (Gamon et al. (2005)) considered all the terms
in the sentence, except the ones which are in their stop list (the list of terms that are not
informative and can be filtered out). In other words, they have not take advantage of any
Part Of Speech (POS) tag in their sentence representation. POS tags are tags based on
the grammatical role of the terms in the sentence (nouns, verb, adjective, adverb, etc) To
illustrate the drawback of not using POS tags in sentence representation, we use the following example. Consider the case where we have these three sentences in our reviews:
“the screen is great”, “the screen is awful” and “the voice is great”. Then without POS
tags the feature vectors are shown in Table 2.1.
Table 2.1: BOW representation
Word list
s1 s2 s3
screen
1 1 0
great
1 0 1
awful
0 1 0
voice
0 0 1
From Table 2.1 it is clear that the first sentence differs in two positions from the second
sentence, and also differs in two positions from the third sentence. Hence the clustering
algorithm is unable to find similar sentences. Here we expect that the first and second
sentences are similar since both of them are talking about screen. However if we only
consider nouns/noun phrases using POS tags instead of considering all the terms of a
sentence, then the features for this example are shown in Table 2.2. Now, it is clear that
the first two sentences would be in the same cluster if we use a clustering algorithm. In
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Table 2.2: BON representation
Word list
s1 s2 s3
screen
1 1 0
voice
0 0 1
this chapter we name the first method for sentence representation bag of word (BOW)
method, and the second one in which we only consider the nouns/noun phrases the bag
of nouns (BON) method.

2.2.2 Sentiment identification
In aspect level sentiment analysis, after identifying the aspects, the sentiment of each
sentence containing one of those aspects has to be identified. In this chapter we follow two approaches in order to identify the sentiment of each sentence. These methods
are machine learning based, and both make use of the manually labeled training data
that have been provided for them. The machine learning based approach sees the sentiment identification problem as a classification problem. Two major tasks in designing a
classifier are feature extraction and choosing the type of the classifier. In feature extraction step the goal is to come up with a set of features that can represent the problem in
hand properly. In the next step, one has to choose a suitable classifier from the existing
types of classifiers like K-nearest neighbor, neural networks, Support Vector Machines
(SVMs), maximum entropy, Bayesian classifiers. Both of the approaches in this chapter are related to feature extraction step. One of them is the BOW-representation, and
the other one is what we label the score-representation. We describe each of them in
this section. SVMs are widely used in text classification, and many researchers have
reported their best results using these types of classifier. Thus, in our experiment we
have used SVM classifiers as well.
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BOW representation
In the first approach, we use the commonly used BOW method as the feature set. In this
approach, considering all the documents in the corpus, a vocabulary list is constructed
and each document is represented with a vector indicating the existence of a term in the
document. There are different methods to weigh each term in the BOW representation
such as binary, term occurrence and term frequency-inverse document frequency (tf-idf)
Manning et al. (2008). In binary weighting, if the term presents in the document, the
weight is 1 and if it doesn’t present in the document, its weight is 0. In term occurrence
scheme, the weight of each term is equal to the number of times it is appeared in the
document. In this chapter we have computed the tf-idf as follows:
f(t, d)
1 + maxw∈d f(w, d)
|D|
idf(t, D) = log
|{d ∈ D : t ∈ d}|
tf(t, d) =

tf-idf(t, d, D) = tf(t, d) × idf(t, D)

(2.1)
(2.2)
(2.3)

In equation (2.1) the frequency of term t in document d (tf(t, d)) is normalized by maximum frequency of terms in that document. |D| is the number of all documents in our
corpus in equation (2.2).

Score representation
In score based representation three scores are computed for each term (ti ) in our vocab−
0
ulary list: positive score (s+
i ), neutral score (si ) and negative score (si ). These scores

are computed as:
fi+
,
fi+ + fi0 + fi−
fi0
s0i = +
,
fi + fi0 + fi−
fi−
s−
=
i
fi+ + fi0 + fi−

s+
i =

(2.4)
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where fi+ , fi0 , fi− are the frequencies of term ti in positive, neutral and negative documents respectively. Using these scores, we compute the positiveness, neutralness and
negativeness of each sentence (x) as:
S+ =

!

w i s+
i ,

i∈x

S0 =

!

wi s0i ,

(2.5)

i∈x

S− =

!

w i s−
i

i∈x

where x contains all the terms in a sentence and wi could be either of binary, term
occurrence or tf-idf weights in the BOW representation of the sentence. Now each
sentence is represented as a 3-dim vector S as follows:
S = [S + , S 0 , S − ]T

(2.6)

In emotion recognition literature the authors of Das and Bandyopadhyay (2012) have
computed six scores for each term based upon the provided scores of SentiWordNet
Esuli and Sebastiani (2006b). It is worth noting that the three scores that we compute
for each term in our vocabulary list are not some arbitrary scores that we just assign
to each one of them. These scores are actually learned from the existing data (without
using any external lexical resource) and reflect the positivity, neutrality and negativity
of terms in the related content. Also in score representation, instead of working with T dim vectors where T is the size of vocabulary list and usually is very large in a common
text processing application, we work with the 3-dimensional vectors that represent the
positiveness, neutralness and negativeness of sentences.
Support Vector Machines are supervised learning models used for classification and
regression. Given a set of N points of the form D = {(xi , yi )|xi ∈ Rp , yi ∈ {−1, 1}}N
i=1
where xi is a p-dimensional data point and yi is either 1 or -1 indicating the class to
which the point xi belongs. In basic SVM formulation the goal is to find a hyperplane
(linear classifier) that separates the two classes in such a way that the distance from it to
the nearest data point in each side is maximized. There are many hyperplanes that might
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classify the data. One reasonable choice as the best hyperplane is the one that represents
the largest separation, or margin, between the two classes. In nonlinear SVM with soft
margin the objective function is Boser et al. (1992):
N

!
1
min $w$2 + C
ξi
w,b,ξ 2
i=1

(2.7)

subject to:
yi (w.Φ(xi ) − b) ≥ 1 − ξi ,

ξi ≥ 0,

1 ≤ i ≤ N.

(2.8)

The effectiveness of SVM depends on the selection of the kernel, the kernel’s parameters, and the soft margin parameter C. A common choice for the kernel is the Gaussian
radial basis function k(xi , xj ) = exp(−γ $xi − xj $2 ), which has a single parameter γ.
The best combination of C and γ is often selected by a grid search with exponentially
growing sequences of C and γ. Typically, each combination of parameter choices is
checked using cross validation, and the parameters with best cross-validation accuracy
are picked. The final model, which is used for testing and for classifying new data, is
then trained on the whole training set using the selected parameters Hsu et al. (2003). In
order to elaborate our methodology more Fig. (2.1) shows a block diagram of the proposed system. In our system, first two vocabulary lists are constructed. The BOW list
is constructed by considering all words and the BON list is constructed by considering
only the nouns/noun phrases. These lists will be used in the subsequent steps for rep0 −
resenting documents. Also using the labeled data we learn three scores (s+
i , si , si ) for

each term in the BOW list. For aspect identification we represent each sentence using
the BON list and then cluster sentences to find aspects. For sentiment identification we
represent each sentence using the proposed score representation and use trained SVM
classifier to identify the sentiment as one of the three possible classes: positive, neutral
or negative.
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PreProcessing

Aspect Identification

Sentiment Identification

Figure 2.1: System diagram of our methodology. In preprocessing step the vocabulary
lists (BOW and BON) and the scores of words are calculated. Aspects are identified by
clustering the sentences using BON representation. Sentiment are identified using score
representation.

2.3

Experimental results

In this section we report the results of our experiments. We have conducted two sets of
experiments: first, comparison of the BON clustering with the BOW clustering approach
and second, classification of each sentence to positive, neutral or negative sentiment.
Table 2.3: Normalized recall (r̃) for different dimension in the low-dimensional space
using LSA.
svd-dimension 2
3
5
10 30 50 70 90 110 130 150 170 200
BOW r̃
0.06 0.08 0.08 0.24 0.29 0.16 0.20 0.18 0.18 0.18 0.22 0.18 0.22
BON r̃
0.06 0.06 0.18 0.29 0.33 0.27 0.41 0.29 0.41 0.29 0.31 0.41 0.29

Data

We have used the reviews that visitors have put on TripAdvisor.com to create

our corpus. The reviews were collected from six different state parks near California
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Table 2.4: Aspect identification with clustering the sentences. The first row is the desired list of aspects. The rest are the extracted representative terms after clustering using
BOW and BON with/without LSA.
beach, park, view, place, trail, waterfal, walk, sur, time, state, area,
fall, lot, site, day, hike, camp, water, campground, night, redwood,
desired list
nice, highway, spot, way, pfeiffer, road, peopl, famili, year, sand, bay,
coast, fee, kid, trip, car, hour, ranger, river, tree, stop, wave, mile, quot,
bit, rock, minut, sunset, shower
beach, beat, bike, cool, entranc, great, love, need, nice, not, phone,
BOW
pick, reach, roost, share, sunset, surfer, wave
bathroom, beach, coffe, coupl, day, end, famili, fun, kid, minut, park,
BON
princeton, site, state, surfer, time, town, trail, view, water
BOW with LSA beach, big, camp, day, fall, hike, lot, not, park, place, site, state, sur,
time, view, walk, waterfal
BON with LSA area, beach, camp, campground, coast, day, julia, kid, lot, oak, park,
pfeiffer, poison, redwood, sand, site, summer, time, wave, way, weekend
beaches. The whole corpus consists of 992 positive, 992 neutral and 421 negative sentences (2, 405 sentences in overall). The labels have been provided manually for all the
sentences in the corpus. We selected 21 sentences from each category as test set and
the rest as training set. After transforming all text to lower cases, the word tokens are
augmented with POS tags and then stop words are removed. Terms which occur fewer
than 5 times are discarded and the stems of the remaining tokens are used to construct
the word list. The size of the constructed word list, based on the entire dataset of 2, 405
sentences, is 662 for BOW and 340 for BON.

Comparison of BOW to BON

As mentioned in section (2.2) in BON approach, the

word list is constructed considering only the nouns/noun phrases from the whole corpus
and in BOW approach we consider all the terms and not just the nouns while constructing the word list. As it is clear the first impact of BON approach is to deal with lower
dimension vectors. Here we show that BON approach not only provides computational
benefits, but also will help the clustering algorithm to find more meaningful representative for each cluster. In order to evaluate the performance of the clustering we have used
the normalized recall measure (equation (2.9)). Here we assume that there exists a list of
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aspects about which people may express their opinions. This list is the desired list that
we expect the clustering algorithm should find by putting similar sentences (sentences
that are about the same aspect) into the same cluster. In our experiments we used all
the existing nouns in the corpus as this desired list. If by means of any priori information about the domain, a shorter list is available, that list can be utilized as the desired
list as well. After clustering using the centroid of each cluster, a number of terms are
selected as the representatives of that cluster. The representative terms of each cluster
are those terms that their corresponding weights in the cluster centroid, is within the
interval [wmax − σ, wmax ] where the wmax is the maximum weight in the cluster centroid
and σ is the standard deviation of the weights of that cluster centroid. The representative
list (rep list) is the list that contains all the representative terms of all the clusters and
desired list is the list of desired aspects. Using these two list the normalized recall is
defined as:
normalized recall = r̃ =

|rep list ∩ desired list|
k × |desired list|

(2.9)

where k is the number of clusters and |.| indicates the size of a set. As the number of
clusters k increases the size of rep list increases as well and this is the reason to normalize the recall by the number of clusters (normalized recall). Table 2.5 summarizes the
results of clustering algorithm for BOW and BON approaches.
Table 2.5: Normalized recall (r̃) for different number of clusters.
k
5
10 15 20 25
BOW r̃
0.18 0.21 0.16 0.21 0.26
BON r̃
0.29 0.32 0.39 0.37 0.34

The normalized recall is an indication of the percentage of the desired aspects which are
covered by the clustering algorithm. As Table 2.5 shows, when we only use nouns/noun
phrases to construct the word list, the clustering algorithm covers more from the list of
desired aspects. This means that considering all the terms with different POS tags, in the
first step of the sentiment analysis task (aspect detection), only confuses the clustering
algorithm and is not helpful.
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Table 2.6: Performance of sentiment classification with BOW as feature set. The table
compares the tf-idf weighting scheme with term occurrence scheme.

Negative class
Neutral class
Positive class
Average performance

occurrence
precision
recall
0.40
0.29
0.53
0.76
0.67
0.57
0.53
0.54

f1-score
0.33
0.63
0.62
0.53

precision
0.33
0.46
0.77
0.52

tf-idf
recall
0.24
0.76
0.48
0.49

f1-score
0.28
0.57
0.59
0.48

Table 2.7: Performance of sentiment classification with score representation as feature
set. The table compares the tf-idf weighting scheme with term occurrence scheme.

Negative class
Neutral class
Positive class
Average performance

occurrence
precision
recall
0.63
0.57
0.58
0.71
0.89
0.76
0.70
0.68

f1-score
0.60
0.64
0.82
0.69

precision
0.64
0.57
0.77
0.64

tf-idf
recall
0.43
0.57
0.81
0.63

f1-score
0.51
0.57
0.79
0.63

Effect of Latent Semantic Analysis Two fundamental problems in text processing are
synonymy and polysemy: multiple words that have similar meanings (synonymy), and words
that have more than one meaning (polysemy). Latent Semantic Analysis (LSA) is a statistical
model that was originally designed to improve the performance of information retrieval systems
by addressing the synonymy problem. The primary assumption of LSA is that there exists an
underlying or latent structure in the data that is obscured by the random selection of words. LSA
estimates that latent structure in the data by performing Singular Value Decomposition (SVD)
on the term-by-document matrix and find a lower dimension representation for each document.
Note that by virtue of dimension reduction, it is possible for documents with somewhat different profiles of terms usage to be mapped into the same vector of factor values Deerwester et al.
(1990b). The synonymy problem is a major issue in sentiment analysis as well, since it is dealing
with the free-text data that the people have written as reviews for services/products. So in this
experiment we aim at investigating the impacts of performing LSA on our data, and evaluating
the clustering process after applying LSA approach. The results of this experiment are shown
in Table 2.3. According to Table 2.5 for k = 15 clusters, we have the maximum coverage of
the desired list, and so we selected the number of clusters to be 15 in these experiments. In the
LSA approach, we map the original high dimensional documents to a lower dimensional space.
Table 2.3 shows the normalized recall for different values of mapped-space dimension ranging
from 2 to 200. As Table 2.3 indicates it is possible to find a lower dimensional space that gives
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better performance than using the original high dimensional data in terms of the coverage of the
desired list of aspects. This result is true for both BOW and BON approaches. According to
Table 2.3 if choose the SVD dimension as 70 the r̃ increases from 0.35 % to 0.41 %. It should be
noted that these percentages are normalized by the number of clusters (k = 15) and the actual
coverages are 5.25 % and 6.15 % respectively. Also in Table 2.4 we have shown the representative terms for k = 15 clusters for each one of the possible cases. It is expected that aspects
that users are commenting about are mostly nouns, however as it is clear some of the clusters
in BOW approach are assigned to the terms such as ”great“, ”love“. Although these terms have
frequently been used by the visitors, they are not the kind of terms that generally add meaning
to the aspect detection step. In order to provide a sense of how the actual extracted terms look
like, we have summarized the results with its representative terms in Table 2.4. In Table 2.4 the
first row are the top 50 frequent terms in the desired list of aspects, the second, third, forth and
fifth rows are the representative terms that are extracted for BOW, BON, BOW with LSA, BON
with LSA approaches by clustering the sentences. In this table (Table 2.4) the underlined terms
are those ones that are not noun/noun phrases, and are of no interest in the aspect detection step.
It is clear that using BON approach, the extracted terms are more meaningful and closer to the
desired list. Also another observation is that LSA reduces the unrelated terms from the clustering
process. Comparing the representative terms in second and fourth rows of Table 2.4 shows that
BOW with LSA contains fewer undesired terms.

Sentiment classification with BOW representation Here the goal is to classify the sentiment of each sentence as positive, neutral or negative. This is a 3-class classification problem, and to achieve that we adopted the one-against-all scheme. Three binary SVM classifiers are trained: positive-NonePositive (posNone), neutral-NoneNuetral (neutNone) and negNoneNegative (negNone). Each classifier is a nonlinear SVM classifier with Radial Basis Function (RBF) kernels. There are two parameters for this type of classifiers that has to be determined:
γ=

1
2σ 2

related to kernel width and C the penalty parameter. We determined these parameters

using 5-fold cross validation. The results of cross validation for these three classifiers have been
plotted in Fig. 2.2 for two different weighting methods: term occurrence and tfidf. It is worth
mentioning that since we are considering each sentence as a document, for most of them there
is no difference between binary representation and occurrence representation. Choosing the best
parameters according to Fig. 2.2, the classifiers are designed using the whole training data and
are tested on the test set. Table 2.6 summarizes the results. For classification tasks, the terms

posNone

neutNone

negNone

γ

γ

γ

Score representation

occurrence
tf-idf
Penalty parameter (C) Penalty parameter (C)

BOW representation

occurrence
tf-idf
Penalty parameter (C) Penalty parameter (C)
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Figure 2.2: Results of cross validating the penalty and kernel width parameters in SVM.
The accuracy of the classifier has been coded with colors. The first two rows are for
BOW representation and the third and fourth rows for score representation. Using these
figures the best parameters are selected and the classifiers are designed.
true positives (tp), true negatives (tn), false positives (fp), and false negatives (fn) compare the
predictions by the classifier under test with ground truth data. The terms positive and negative
refer to the classifier’s prediction, and the terms true and false refer to whether that prediction
corresponds to the external judgment. Precision and recall are then defined as: precision =

tp
tp+fp
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and recall =

tp
tp+fn .

The f1-score is the harmonic mean of precision and recall.

Sentiment classification with score representation Table 2.8 shows the scores of some
of the terms in our vocabulary list. One can see that the computed scores are consistent with
the general sentiment orientation of terms such as ”great“ and ”enjoy“ with positive sentiment,
”get“ with neutral sentiment and ”disappoint“ with negative sentiment orientation. The sentiment
orientation of some terms varies depending on which context they are being used. For instance
at the beginning the sentiment orientation of an adjective like ”short“ may not be clear. Using
the proposed method for computing the scores, these scores can be used as an indicator of the
sentiment of such terms (In the context of parks that is used in this chapter, people usually like
short and easy trails and hence ”short“ has a positive orientation). The scores in Table 2.8 are
also releasing some sort of new information about the opinions of the people extracted from
the data used in this research. Analyzing the scores, it can be figured out that the opinion of the
visitors are not positive about the ”ranger“ of the parks in this study. In these experiments instead
of using the high-dimensional BOW feature vectors we use the 3-dim vectors which indicate the
positiveness, neutralness and negativeness of each sentence. Using these new feature set, we
design our classifiers following the same scheme as the BOW representation. The results of
cross-validation are shown in the last two rows of Fig. 2.2 and Table 2.7 shows the performance
of the designed classifiers.

Results According to Table 2.6 classifying the negative sentences is more challenging than
the positive and neutral sentences. One reason behind this is the high dimensionality of the
feature vectors in BOW scheme and the availability of only 400 negative samples in our data.
Also comparing the term occurrence and tf-idf weighting schemes shows that better f1-score
would be achieved with term occurrence as weighting scheme. To the best of our knowledge
the best result reported in the literature for 3-class sentiment classification is with average f1score of 49% Trilla and Alias (2013). The work in Trilla and Alias (2013) is very similar to
our sentiment identification with BOW representation and our performance (53%) improves the
state of the art by 4%. Our results in Table 2.7 demonstrates that the state-of-the-art in 3-class
sentiment analysis can be improved more, by selecting better feature set. Using our proposed
score representation as feature vectors, the average f1-score that we achieve is 69%. This result
indicates that score representation is a much better feature set than BOW representation for sentiment identification. One justification for that could be related to the dimension of the features.
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In score representation the classifier has to learn the separators in a 3-dim space rather than the
high-dim of BOW representation.

2.4

Conclusion

In this chapter we studied aspect level sentiment analysis considering three classes for sentiment
polarity of each sentence (positive, neutral and negative). In the aspect identification step we proposed to not ignore the part-of-speech tags, and instead of clustering with bag of words, employ
a clustering over the sentences only using bag of nouns. Our results show that clustering with
BON yields more meaningful aspects than using BOW. The main contribution of this chapter
is the proposal of a new feature set, score representation, that leads to more accurate sentiment
analysis. This scheme is based upon the three scores (positiveness, neutralness and negativeness)
that are learned from the data for each term. Using this new score representation scheme, we
improve the performance of 3-class sentiment analysis on sentences by 20 % in terms of average
f1-score, as compared to previously published research. This indicates that there is still room for
feature engineering to improve the performance of classifiers in sentence-level opinion mining,
and expect that future research will continue to improve on opinion mining. The implications for
practice from this chapter are i) much improved performance of the sentiment analysis, and ii) an
ability to more accurately extract sentiments from domains with higher granularity of opinions
(positive, neutral, and negative).
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Table 2.8: The computed scores for some of the terms.
−
0
Term
Positiveness (s+
i ) Neutralness (si ) Negativeness (si )
beach
0.569
0.276
0.154
not
0.411
0.301
0.288
great
0.937
0.029
0.033
beauti
0.936
0.037
0.028
view
0.760
0.154
0.087
place
0.821
0.098
0.082
trail
0.467
0.386
0.147
waterfal
0.575
0.365
0.060
big
0.572
0.380
0.048
walk
0.613
0.31
0.077
time
0.5
0.318
0.182
area
0.637
0.298
0.064
fall
0.517
0.392
0.092
lot
0.483
0.408
0.108
hike
0.691
0.227
0.082
nice
0.843
0.065
0.093
state
0.408
0.531
0.062
site
0.357
0.452
0.191
day
0.469
0.469
0.062
park
0.219
0.563
0.219
walk
0.573
0.369
0.058
water
0.489
0.304
0.207
campground
0.625
0.273
0.102
easi
0.883
0.078
0.039
short
0.711
0.276
0.013
good
0.784
0.122
0.095
ocean
0.548
0.384
0.068
night
0.347
0.389
0.264
redwood
0.696
0.290
0.014
well
0.794
0.143
0.063
best
0.841
0.127
0.032
amaz
0.952
0.016
0.032
visit
0.557
0.377
0.066
clean
0.951
0.0
0.049
peopl
0.390
0.373
0.237
famili
0.655
0.241
0.103
stay
0.491
0.333
0.175
littl
0.426
0.352
0.222
stop
0.463
0.5
0.037
make
0.481
0.352
0.167
year
0.370
0.407
0.222
small
0.396
0.358
0.245
sand
0.615
0.346
0.038
bay
0.731
0.25
0.019
drive
0.686
0.294
0.020
realli
0.6
0.16
0.24
coast
0.74
0.22
0.04

Chapter 3
Modeling customer satisfaction from
unstructured data using a Bayesian
approach

3.1

Introduction

Customer review websites, such as Trip Advisor for travel, Yelp and Urban Spoon for restaurants,
and Patagonia, Lands’ End and Epinions for product reviews have become commonplace. These
sites allow customers to both read and provide reviews of the product or service. The customer
reviews, which are often openly available on the web, contain a wealth of information usable by
management, competitors, investors, and other stakeholders to discern customer concerns driving overall customer satisfaction for a particular service or product (for simplicity, we use the
terms overall satisfaction and overall rating interchangeably. An aspect is a real or perceived
component of a product or a service that matters to the customer). Traditionally, closed-form
customer satisfaction questionnaires would be used to determine the significant components, or
aspects, of overall customer satisfaction [Ward et al. (2005)]. However, questionnaires are expensive or may not be available. In some cases, public agencies are even prohibited by law from
collecting satisfaction questionnaires from customers. In cases such as this, the only alternative
may be to analyze publicly available free-form text comments, for example from sources such as
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Trip Advisor. Even in cases where customer satisfaction surveys are collected, analysis of freeform text comments available on the Internet can provide important insights usable in isolation
or in conjunction with traditional closed-form customer satisfaction questionnaires.
An ideal algorithm is one which would allow for aspect identification without a priori knowledge
about the dimensions or aspects, and which then would determine the significance of the aspects’
impact on overall customer satisfaction. The benefits of such a system would be that, once
trained, the algorithm would be able to discover the components of, and significance of these,
on overall satisfaction without further human intervention. Utilizing the framework that we
proposed in chapter 2, this chapter proposes a Bayesian approach in order to model the overall
customer satisfaction based on the individual aspect rating of each review.
There are two major challenges with relating unstructured written comments to customer satisfaction. First, the unstructured “review” comments must be transformed to structured data.
The importance of the various components of the structured data, and their impact on overall
customer satisfaction, must then be ascertained. In other words, how does each component of
the structured data (obtained from unstructured comments) impact the customer satisfaction?
In this chapter, we first transform the unstructured input data into semi-structured data using a
framework for aspect-level sentiment analysis. In Fig.3.1 we have illustrated this transformation
process.
Second, and as the major contribution of this work, we propose a Bayesian approach in order to
model the overall customer satisfaction based on the individual aspect rating of each review. Our
probabilistic method enables us to discover the rating of each aspect and the relative importance
of the aspects for each individual product/service. Empirical experiments on a data set of parks
reviews show the effectiveness of the proposed framework in the aspect-level sentiment analysis
and modeling of customer satisfaction.

3.2

Related work

Document-level sentiment analysis tries to predict the overall orientation of a whole review and
has been studied extensively [Dave et al. (2003); Devitt and Ahmad (2007); Pang et al. (2002)].
In aspect level sentiment analysis, the aspects of the object that the contributor has commented on
is first identified, and then the sentiment of the sentence about that aspect is discovered. Several

52

Figure 3.1: The system flowchart of transforming the raw input data (written reviews)
into semi-structured data.
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Figure 3.2: A sample review from tripadvisor.com
work [Blair-Goldensohn et al. (2008); Farhadloo and Rolland (2013); Gamon et al. (2005); Hu
and Liu (2004)] have recently investigated aspect level sentiment analysis.
Addressing the first challenge of creating a structure from unstructured text data, Moghaddam
and Ester (2010) present an unsupervised method for aspect extraction from unstructured reviews using known aspects. That means the aspects that may impact customer satisfaction are
presumed to be known a priori. This is useful in cases where the customer satisfaction of services and products are well understood, but obviously restricts usefulness only to areas for which
aspects are known with a high degree of certainty.
In [Farhadloo and Rolland (2013)] the authors propose a method to identify the aspects using
cluster analysis, and they then perform sentiment classification of text fragments into positive,
neutral and negative sentiments using score representation. Their aspect identification is based
on a bag of nouns (BON), which means that it is limited to contexts which share the same nouns
and aspects as the training set. Although [Farhadloo and Rolland (2013)] does not explain the
variance in overall customer satisfaction with respect to the significant aspects, it proposes an
appropriate framework for aspect-level sentiment analysis.
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The work by Wang et al. (2010) presents a maximum likelihood estimation method for determining the significant components of customer satisfaction in free-form text. In [Wang et al.
(2010)], the aspects are presumed to be known a priori but in this chapter we are using an approach based on sentence clustering to identify aspects. In their approach, the only piece of data
that contains rating information is the observed overall rating of each review, and the aspects’
ratings are estimated using the overall rating and the frequency of terms that are related to the
corresponding aspect. Since in their approach the rating of each aspect is estimated based on the
frequency of the terms related to that aspect, in that model they have to learn a |V |-dimensional
vector for each aspect that indicates the word sentiment polarities on that aspect (|V | is the size
of their vocabulary list which is usually a large number). This issue demonstrates itself in the
parameter estimation phase as well. During the parameter estimation, in order to avoid large
matrix inversion (|V | × |V | matrix), they used nonlinear optimization methods. However, in this
chapter we argue that in addition to overall rating, one could possibly improve on such a scheme
if the frequencies of the positive, neutral and negative sentiment classes associated with each
aspect are to be included in the aspect rating estimation. This also has the advantage of dealing
with much smaller matrices in our model (a 3 × 3 matrix) that allowed us to use a closed-form
solution for updating the mixing coefficient for each aspect.

3.3

Problem definition

In this section we will define the problem that we are interested in addressing. The formulation
will introduce the basic definitions, core concepts and issues, sub-problems and target objectives.
The terms and concepts that we use here for problem definition have been defined in chapter 1.
In our problem the input is a set of reviews of some interesting objects, where each review has
an overall rating. Such practices are quite common in customer review websites.
Formally, we denote the set of available reviews with D = {d1 , d2 , . . . , d|D| } where each review
d ∈ D comes with an overall rating rd . Fig.3.2 shows a typical review by a contributor. In each
review the contributor is expressing their opinions about some aspects of the object of interest
and also gives an overall rating to the object from their point of view. In this problem we are
interested in: 1) discovering the aspects that the contributors have commented on based on the
contents of all reviews in D and 2) discovering the relative importance of those aspects for that
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(a) Aspect identification

object from contributors perspective.

3.4

Methods

A challenge in our problem is the transformation of the input raw data which is available in
the form of written reviews into a semi-structured data. Semi-structured data is data that is
neither raw data (written reviews), nor conformal with the formal structure of data models associated with relational databases or other forms of data tables, but nonetheless contains tags or
other markers to separate semantic elements. Another major challenge is to discover the relative importance of aspects of each object from the contributors’ perspective. To address the first
challenge, a framework for aspect-level sentiment analysis proposed in [Farhadloo and Rolland
(2013)] was used. Regarding the second challenge, a novel probabilistic approach was proposed
that models the overall satisfaction of each contributer as a combination of rating of different
aspects in each object. Using this probabilistic model it is possible to identify the relative importance of each object from the contributors’ perspective. In the following sections, first we
describe our approach to give structure to the given unstructured data and the details of our
probabilistic model for customer satisfaction.

3.4.1 Transforming the unstructured into semi-structured data
In [Farhadloo and Rolland (2013)] a new framework for aspect-level sentiment analysis was proposed. In aspect level sentiment analysis, the aspects of the object that the user has commented
on is first identified, and then the sentiment of the sentence about that aspect is discovered. In
[Farhadloo and Rolland (2013)] for the aspect identification step they proposed to not ignore the
part-of-speech tags, and instead of clustering with bag of words, employ a clustering over the
sentences only using bag of nouns. They also proposed a new feature set, score representation,
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(b) Sentiment identification

Figure 3.3: Aspect-level framework of [Farhadloo and Rolland (2013)] for sentiment
analysis. Aspects are identified by clustering the sentences using BON representation.
Sentiment are identified using score representation.
that led to more accurate sentiment identification. That scheme is based upon the three scores
(positiveness, neutralness and negativeness) that are learned from data for each term in the vocabulary list. The framework in [Farhadloo and Rolland (2013)] consists of two stages which
are shown in Fig.3.3. The first step in aspect level sentiment analysis is to identify the aspects
that the users have expressed their opinion about in the sentences. For this purpose, authors of
[Farhadloo and Rolland (2013)] followed the idea of employing clustering over sentences in order to identify the aspects. However instead of using Bag of Words (BOW) for clustering which
doesn’t produce satisfactory results [Gamon et al. (2005)], they proposed to use Bag Of Nouns
(BON). Their results showed that BON representation improved the performance of clustering
and made clustering an effective algorithm for aspect identification (Fig. 3.3 (a)). For sentiment
identification they followed a machine learning approach by designing a 3-class SVM classifier.
However, instead of using the commonly used BOW representation (usually with high dimensionality), they proposed a new feature set based on positiveness, neutralness and negativeness
scores (a 3-dimensional representation) that they learned from the data. They called this new
feature set score representation and using this new feature set for classification they improved
the performance of state-of-the-art 3-class sentiment classification of sentences (Fig. 3.3 (b)).
In this chapter we follow similar methodology as [Farhadloo and Rolland (2013)] in order to give
some sort of structures to the input data. The reviews that the contributors have written for each
object are the input which are in the plain text format. Using the aspect identification subsystem
in Fig.3.3 (a), a number of aspects are extracted given the reviews. These aspects along with the
sentiment identification subsystem in Fig.3.3 (b) are used to give structure to the data. For each
customer feedback contributor, the frequency count of positive, neutral, and negative sentiments
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for each aspect in each sentence fragment is summarized across the entire contribution. In other
words for each aspect, the frequency counts of positive, neutral and negative sentiments are calculated using the existing 3-class sentiment classifier. Therefore if K aspects have been extracted
in the first stage of the framework (aspect identification), each review will be transformed into
a 3K vector using the described scheme. It is worth-mentioning that we have normalized the
frequency counts of positive, neutral and negative sentiments of each aspects separately. One
can see this transformation as creating a survey-like data out of the free text input written by
each contributor.

3.4.2 Probabilistic modeling of overall satisfaction
Thinking of the transformation of unstructured data into the described semi-structured form in
section 3.4.1 as creating a survey-like data, may raise this point that usually there is a single
rating associated with each aspect when a contributor respond to a survey. However, in the
structure of section 3.4.1 there are 3 numbers associated with each aspect. In this section we
provide a probabilistic approach to address the following issues:

1. Generation of a single rating for each aspect using its positive, neutral and negative sentiment counts,
2. Discovering the relative importance of each aspect from the contributor’s perspective.

One assumption that we will consider in our model is that the associated rating of each aspect is
based on a particular combination of the positive, neutral and negative sentiments of that aspect.
In other words, the aspect rating depends upon how many times that aspect has been associated
with positive, neutral and negative sentiments in a single review according to the contributor. In
addition to the plain text of each review, there is an overall rating assigned to each review by
the contributor. We assume that the contributor assigns the overall rating as a weighted sum of
all the individual aspect ratings, where the weights in this linear combination reflect the relative
importance he/she has put on each aspect.
Here we propose a probabilistic model that captures the discussed assumptions above. For each
review d, there is a 3K-Dimensional vector containing the normalized positive, neutral and
negative frequency counts associated with each aspect adij . If we denote the overall rating

58
assigned to each review by rd and assume there are K extracted aspects then:
rd =

K
!

(wdi

i=1

3
!
(αj adij ))

(3.1)

j=1

where wdi is the weight of the ith aspect in document d, adi1 , adi2 , adi3 are the normalized frequency counts of positive, neutral and negative sentiments of the ith aspect and αi , α2 , α3 are the
combination coefficients that combine the aspect’s sentimental frequencies in order to get the
single aspect rating, respectively. The model in equation (3.1) can be seen as a regression model
in which rd is the dependent variable and adij are the independent variables.
In order to take into account any other factor that may derive the overall satisfaction and any
uncertainty in the model of equation (3.1), the overall satisfaction is assumed to have a Gaussian
'
'3
2
distribution with mean of K
i=1 (wdi
j=1 (αj adij )) and variance of δ . Thus, we have
rd ∼ N (

K
!

(wdi

i=1

3
!
(αj adij )), δ 2 )

(3.2)

j=1

As described in [Wang et al. (2010)], different contributors may have different preferences over
aspects, i.e. they may give the same overall rating to an object, however due to different reasons.
Also one should note that aspects are not independent and an emphasis on one may indicate a
preference to the other one as well. In order to capture these properties in the model a Gaussian
prior is considered for the aspects weights wd . So

wd ∼ N (µ, Σ)

(3.3)

where µ is the K-dimensional mean vector and Σ is the K × K covariance matrix of random
vector wd . The probability of overall satisfaction and the preference vector of aspects wd in
each review can be calculated by combining equations (3.2) and (3.3) as
Pr(r, w|d) = Pr(rd , wd |Θ; ad )
=p(wd |µ, Σ)p(rd |

K
!
i=1

(3.4)
(wdi

3
!
j=1

(αj adij )), δ 2 ; ad ).
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where Θ = (µ, Σ, δ 2 , α) is the set of model parameters the should be estimated, α is the 3 × 1
vector of [α1 , α2 , α3 ]T and ad is the input aspect information that contains the positive, neutral
and negative frequency counts.

3.4.3 Model parameters estimation
The probabilistic model considered in section 3.4.2 is modeling the joint distribution of the
Pr(rd , wd ). In this model the rd (overall rating of review) and ad (the aspects information of
review) are observed for each given review. There are four sets of parameters that should be
estimated in the training phase: µ and Σ, the mean vector and the covariance matrix of the prior
distribution over aspects’ rating combination coefficients, δ 2 the variance of the Normal distribution of the overall satisfaction and α the mixing coefficients for the positive, neutral and negative
sentiment counts of each review. We denote all parameters together as Θ = (µ, Σ, δ 2 , α). In
equation (3.4) one can see the preference vector of the aspects wd as hidden variables and so
the model is the joint distribution of some observed and some hidden variables. The Expectation
Maximization (EM) algorithm [Dempster et al. (1977)] is a well-known algorithm suitable for
Maximum Likelihood (ML) parameter estimation with hidden variable. In order to estimate Θ
we follow an EM-style algorithm. In the EM algorithm the optimum parameters are those which
maximize the log of complete likelihood (observed and hidden variables) of the training data.
Thus the ML estimate Θ̂ of the model parameters is
Θ̂ = arg max
Θ

!

log p(rd |µ, Σ, δ 2 , α; ad )

(3.5)

d∈D

In our EM-style algorithm we first initialize the parameters into Θ0 and then we alternate between the E-step and M-step in order to update and improve the parameters.
E-step: Using 
the current parameters estimate, calculate the hidden variables.

−Calculate aspects’ rating using equation (3.11) .
For each review d

−Calculate wd by solving problem of (3.13).
M-step: Update the parameters using the calculations done in E-step.

The µ and Σ are the parameters of the Gaussian prior over the linear weights. So the new
estimate for them at the M-step is going to be calculated as sample mean and sample covariance
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matrix of wd s computed in the E-step.
|D|

µt+1

1 !
=
wd
|D|

(3.6)

d=1

|D|

Σt+1

1 !
(wd − µt+1 )(wd − µt+1 )T
=
|D|

(3.7)

d=1

The δ 2 can be updated in M-step by maximizing the probability defined in equation (3.2). After
2
solving this optimization problem then the updating formula for δt+1
will be:
|D|

3

K

!
!
1 !
wdi
(rd −
(αj adij ))2
|D|

2
δt+1
=

i=1

d=1

(3.8)

j=1

And the updated α would be:

αt+1 = arg max
α

!

−

(rd −

d∈D

'K

i=1 wdi

'3

j=1 (αj adij ))

2
2δt+1

2

(3.9)

We define Ad and yd as



Ad = 


ad11

ad12

ad13

...
adK1

yd =wd [1,

adK2
1,

adK3

1] ) Ad




,


where ) indicates the element-wise product of matrices. Then, the closed-form solution for
updating α can be worked out as:
αt+1 = [

!

d∈D

yd wd T Ad ]−1

!

rd yd

dinD

The E and M steps are repeated until convergence of the algorithm.

(3.10)
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3.4.4 How to use the learned probabilistic model
In this section we will describe given the model parameters Θ = (µ, Σ, δ 2 , α), how one can use
the proposed model in order to calculate the aspect rating for each individual aspect and relative
importance of them from the contributor’s perspective.
The aspect rating for the ith aspect in review d can be calculated as

adi =

3
!

αj adij

(3.11)

j=1

using the learned α.
In the proposed model in section 3.4.2 the linear combination weights wd show the relative importance of each aspect in each review from the contributor point of view. For a given review
(given rd andad ) and given model parameters (given Θ), it is possible to find the most probable
linear combination weights wd . One way to do that is to find those wd which maximize the posterior probability of the given review (Maximum A Posteriori (MAP) estimation). The objective
function of the MAP estimation is the log of the joint distribution of Pr(rd , wd )
fM AP (d) = log p(wd |µ, Σ)p(rd |

K
!
i=1

(wdi

3
!

(αj adij )), δ 2 )

(3.12)

j=1

and therefore the MAP estimator of importance weights wˆd is
wˆd =arg maxfM AP (d)
=arg max[−

(3.13)
Ta

(rd − wd
2δ 2

d

)2

1
− (wd − µ)T Σ−1 (wd − µ)]
2

subject to the following constraints:
K
!

wdi = 1

(3.14)

i=1

0 ≤ wdi ≤ 1

for i = 1, 2, . . . , K.

(3.15)

The optimization problem in equation (3.13) is a quadratic programming problem and can be
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Table 3.1: Data set statistics
Training
Test
Number of parks
30
21
Number of reviews
1 791
448
Number of sentences
13 466
3 289

Overall
51
2 239
16 755

solved using the existing methods for these type of optimization problems. We used sequential
least squared programming to solve this problem.

3.5

Experimental results

In this section first the data set used in our experiments is described and then the details of the
experiments that have been conducted in order for showing the effectiveness of the proposed
framework for modeling customer satisfaction is explained.

Data set We have used the reviews that visitors have put on TripAdvisor.com to create our
corpus. The reviews were collected from 51 different state parks in the state of California. 30
parks were considered for training and 21 parks for testing. The whole training set consists of
7 888 positive, 4 120 neutral and 1 458 negative sentences (13 466 sentences in overall) and test
set has 1 803 positive, 1 026 neutral and 460 negative sentences (3 289 sentences in overall).
After transforming all text to lower cases, the word tokens are augmented with POS tags and
then stop words are removed. Terms which occur fewer than 10 times are discarded and the
stems of the remaining tokens are used to construct the word list. The size of the constructed
word list, based on the entire dataset of 13 466 sentences, is 1 296 for BOW and 718 for BON.
Table 3.1 gives more details about the data set.

Aspect identification Using the BON representation of the sentences in the training set and
the aspect identification subsystem (Fig.3.3 (a)) the aspects that the users have expressed their
opinions about were identified as “beach”, “camp”, “hike”, “history”, “nature”, “park”,
“ranger”, “road”, “shop”, “shower”, “trail”, “tour” and “view”.
These K = 13 aspects are the ones that have been identified as the representative terms of
clusters and used in the rest of the experiments in order to give structure into the unstructured
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Table 3.2: ML Estimated of mixing coefficients.
α1 (for positive sentiments)
α2 (for neutral sentiments)
α3 (for negative sentiments)
20.1326
12.9061
14.6074
review.

Give structure to data and learn the model For each given review and for each one of
the identified aspects, the number of sentences with positive, neutral and negative sentiments are
counted and normalized separately. The ground truth sentiment of the sentences in the training
set are given manually. We have used Delphi method with 3 human evaluators to determine the
ground truth consensus. In the test phase, it is possible to use the sentiment identification subsystem (Fig.3.3 (b)) to predict the sentiment of each sentence which contains one of the identified
aspects. Using the described scheme, each review in the training and test set is transformed into
a 39-dimensional (3 × 13) vector. The parameters (Θ) of the model proposed in section 3.4.2
were estimated using this structured data and the EM-style algorithm described in section 3.4.3.
Among the estimated parameters it is worth looking to see how the mixing coefficients α look
like. The mixing coefficients are used to get a single aspect rating for each aspect. The estimated
mixing coefficients in our experiment are shown in table 3.2. It can be seen that in calculating a
single rating for each aspect, our Bayesian framework puts more weight on positive and negative
sentiments than neutral ones. Also the weight of positive sentiments is more than the negative
ones.

Important aspects from contributors’ perspectives The purpose of this set of experiments is to determine the relative importance of the identified aspects for each park from the
park’ visitors perspectives. As described in section 3.4.2 in the proposed probabilistic model, the
wd indicates the relative importance of each aspect in the review. Given the model parameters
Θ, the relative importance vector can be estimated using the MAP estimator described in section
3.4.4 for each review. Here it should be noted that for each park in the test set, the sentiment
information vector of each review ad can be generated using either the ground truth sentiment
labels or predicted sentiment labels by sentiment identification subsystem (Fig.3.3 (b)). Tables
3.3, 3.4 show the results of these experiments respectively.
In these experiments the sentiment information vector ad was computed for each review using
the mixing coefficients α learned from the training data. These sentiment information vectors
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Table 3.3: Aspect importance using ground truth sentiments.
Test park #
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21

Beach
0.06854
0.16780
0.04964
0.02975
0.01272
0.02019
0.01513
0.0721
0.0352
0.05266
0.0518
0.12267
0.09258
0.03924
0.05389
0.07868
0.08006
0.06538
0.06667
0.05997
0.06356

Test park #
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21

Beach
0.06647
0.16911
0.06661
0.03660
0.02551
0.02455
0.03781
0.07117
0.03137
0.05198
0.03269
0
0.09336
0
0.05398
0.06300
0.07485
0.04069
0.08601
0.06617
0.06513

Camp
0.16711
0
0.07117
0.03076
0.00784
0.0369
0.01323
0.25708
0.03825
0.07661
0.10176
0
0.37424
0.01871
0.02816
0.17650
0.19414
0.05459
0.18113
0.22014
0.14984

Hike
0.07501
0.15154
0.09431
0.06617
0.17289
0.01776
0.07175
0.04696
0.08665
0.09505
0.08040
0
0.01126
0.06006
0.04387
0.07031
0.04314
0.10385
0.07811
0.03022
0.04899

History
0.06601
0
0.09908
0.24449
0.09766
0.00203
0.24644
0.05469
0.25090
0.07665
0.23005
0
0.02362
0.32673
0.03567
0.05894
0.03607
0.04463
0.09793
0.10810
0.07503

Nature
0.06523
0
0.07391
0.1345
0.00754
0.12903
0.16251
0.06721
0.11918
0.06857
0.10207
0.1644
0.06832
0.16236
0.12593
0.06548
0.08313
0.06359
0.06325
0.10394
0.09796

Park
0.05703
0.11721
0.06426
0.05226
0.13984
0.02451
0.01423
0.04701
0.06350
0.07030
0.07029
0.00648
0.03172
0.05012
0.03655
0.05531
0.04334
0.05515
0.06508
0.03826
0.03996

Ranger
0.10531
0.06755
0.08473
0.0827
0.06573
0.08
0.059
0.12725
0.08019
0.08351
0.09735
0.0478
0.15434
0.08021
0.06888
0.10841
0.11181
0.07721
0.11012
0.11860
0.10063

Road
0.05736
0
0.06299
0.02876
0.00926
0.0144
0.1735
0.04112
0.04376
0.04956
0.01514
0
0.02607
0.01764
0.03458
0.05074
0.03162
0.10724
0.04160
0.02781
0.05112

Shop
0.07483
0.38667
0.0762
0.051
0.04382
0.01200
0.02701
0.03512
0.06830
0.08856
0.07755
0.28654
0.02488
0.09201
0.12432
0.09509
0.09282
0.11741
0.06648
0.03174
0.07422

Shower
0.04984
0.01146
0.05377
0.04814
0.07618
0.04833
0.06170
0.04987
0.05053
0.05202
0.04612
0
0.04327
0.03801
0.03562
0.04485
0.03917
0.05122
0.05074
0.0460
0.04428

Trail
0.05287
0
0.10709
0.12603
0.00836
0.297
0.00866
0.05659
0.03938
0.05456
0.017
0
0.01838
0.01909
0.02943
0.04238
0.03027
0.11195
0.03077
0.02747
0.04894

Tour
0.05851
0
0.06816
0.02502
0.27037
0.23142
0.0495
0.03950
0.03962
0.13584
0.02374
0.273
0.01873
0.01838
0.28867
0.05032
0.11125
0.04605
0.04785
0.08797
0.10537

View
0.10235
0.09776
0.09469
0.08044
0.08782
0.0865
0.09739
0.10548
0.08457
0.09610
0.08675
0.09911
0.11259
0.07745
0.09445
0.10299
0.10314
0.10174
0.10027
0.09977
0.10012

Tour
0.04619
0
0.05476
0.06050
0.23348
0.15758
0.14164
0.08619
0.02925
0.17019
0.04895
0.61243
0.01763
0
0.27064
0.06587
0.08307
0.03669
0.06194
0.10702
0.07019

View
0.10336
0.09676
0.09669
0.08389
0.09008
0.08401
0.09887
0.10598
0.08103
0.09489
0.08344
0.09347
0.11077
0.06351
0.09440
0.10040
0.10061
0.11255
0.09658
0.10303
0.09870

Table 3.4: Aspect importance using predicted sentiments.
Camp
0.11719
0
0.05977
0.03130
0.01053
0.03885
0.02803
0.24194
0.02964
0.08459
0.05527
0
0.32923
0
0.03651
0.15706
0.15336
0.03634
0.03928
0.20466
0.11917

Hike
0.09745
0.14934
0.12324
0.07459
0.16532
0.02429
0.05980
0.05095
0.08162
0.09134
0.09054
0
0.02558
0
0.04689
0.07110
0.06265
0.13446
0.10999
0.04404
0.06942

History
0.05638
0
0.08691
0.17366
0.09011
0.00671
0.13169
0.03417
0.29391
0.07080
0.26035
0
0.03212
0.52977
0.04147
0.07061
0.06409
0.03462
0.05068
0.05372
0.09824

Nature
0.05636
0
0.04596
0.11148
0.01444
0.11728
0.14107
0.06393
0.13363
0.06721
0.11104
0.17179
0.06704
0.26704
0.12133
0.07117
0.07930
0.05277
0.05486
0.08443
0.08981

Park
0.06040
0.12321
0.08311
0.05801
0.12865
0.02991
0.02055
0.05019
0.06246
0.07480
0.07308
0.02453
0.03703
0.01473
0.03926
0.05536
0.05123
0.04635
0.07340
0.04304
0.04929

Ranger
0.09176
0.06396
0.08189
0.08147
0.06667
0.08564
0.06435
0.12192s
0.07989
0.08592
0.08500
0.03663
0.14412
0.07620
0.07152
0.10379
0.10311
0.06043
0.07912
0.11314
0.09438

Road
0.08894
0
0.06326
0.02938
0.02341
0.00630
0.12442
0.03961
0.03387
0.02936
0.02649
0
0.03274
0
0.03375
0.05267
0.04320
0.21390
0.05336
0.04067
0.06056

Shop
0.09225
0.38617
0.12716
0.06549
0.06987
0.01322
0.07648
0.04392
0.06565
0.08654
0.05663
0.00915
0.05035
0.01310
0.11929
0.06564
0.09980
0.06193
0.18299
0.05269
0.09318

Shower
0.05329
0.01143
0.05111
0.04857
0.07033
0.04822
0.04986
0.04983
0.04880
0.05094
0.05258
0.05199
0.04211
0.03566
0.03689
0.05037
0.04220
0.07357
0.03815
0.04676
0.04526

Trail
0.06995
0
0.05954
0.14506
0.01160
0.36343
0.02543
0.04021
0.02889
0.04143
0.02394
0
0.01793
0
0.03408
0.07295
0.04253
0.09569
0.07363
0.04062
0.04666
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were then averaged over all reviews of each test park (ād ). Then the relative importance vector
was estimated by the MAP estimator described in section 3.4.4 for the given test park using ād .
In Tables 3.3 and 3.4 those aspects which their relative importance is greater than the uniform
aspect weight have been considered as important aspects for each test park (bold numbers). According to Table 3.3 for instance the significant aspects of park 1 are: “Camp”, “Hike”, “Ranger”
and “View” from its visitors perspective. The managers can get an idea about the opinions of the
people (their customers) about different aspects of their service and realize their strengths and
weaknesses, which is extremely valuable. On the other hand, the visitors could take into account
their peers’ opinions about the object of interest and take advantage of that in their decision
making process.
To quantify the error rate for identifying the significant aspects appropriate to each park, we performed a diagnostic test using binary classification. In this experiment we treated bold numbers
in Tables 3.3 and 3.4 as “positive” and unbolded text as “negative”. Also we considered the results given using the ground truth data (Table 3.3) as ground truth and evaluated the performance
of the ML estimation of significant aspects using the predicted labels (Table 3.4). Table 3.5 summarizes the results of this diagnostic test, and the details of the computations for the diagnostic
variables are given here:

Accuracy =
Precision =
Negative Predictive Value =
Sensitivity =
Specificity =

'

'
True Positive + True Negative
'
Total Population
'
True Positive
'
Test Outcome Positive
'
True negative
'
Test Outcome Negative
'
True Positive
'
Ground Truth Positive
'
True Negative
'
Ground Truth Negative
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where
!

Test Outcome Positive =

!

True Positive +

!

False Positive
!
Test Outcome Negative =
True Negative +
False Negative
!
!
!
Ground Truth Positive =
True Positive +
False Negative
!
!
!
Ground Truth Negative =
False Positive +
True Negative

!

!

As shown in Table 3.5, the use of sentiment classification to obtain positive, neutral, and negative
sentiments associated with each aspect in the test set data, instead of using the ground truth
sentiments for the test set data, only result in a slight deterioration in our ability to appropriately
categorize the significant aspects. If no deterioration is allowed, then the time and expense
associated with obtaining ground truth sentence fragment sentiments would be required, but
would likely be impractical for most real datasets. For example, tripadvisor contains more than
150 million reviews as of the first quarter of 2014 (tripadvisor.com). We believe that average
overall accuracy of 88.3% demonstrates the high quality of determination of significant aspects
associated with overall customer satisfaction.

Table 3.5: Diagnostic test results.
Average Minimum Std. dev.
Accuracy
0.883
0.652
0.090
Precision
0.890
0.500
0.170
Negative predictive value 0.888
0.750
0.091
Sensitivity
0.819
0.500
0.162
Specificity
0.934
0.667
0.106

Next, using the model obtained from the training set, we apply the weightings to the positive,
neutral, and negative comments for all aspects to obtain a predicted value (rounded to the nearest
integer) for overall customer satisfaction for each commenter for a particular park. The accuracy
of our model to predict the customers self-reported overall customer satisfaction on a 5-point
scale is presented in table 3.6 as R2 . Additionally, we simplify the overall customer satisfaction
to a binary scale, with overall customer satisfaction scores of 1, 2, and 3 being labeled 0, and
scores of 4 and 5 being labeled 1. This common technique converts the 5-point Likert scale into
a 2-point binary scale representing bad versus good overall customer satisfaction. The accuracy
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of our model to predict binary overall customer satisfaction on a 5-point scale is presented in
table 3.6 as R2 (binary).
We obtain the R2 values for both the ground truth and predicted sentiment labels. The R2 and
R2 (binary) values are presented for both the ground truth and predicted labels, and the formula
is as follows:

2

'N

R = 1 − 'i=1
N

(yi − yˆi )2

i=1 (yi

− y¯i )2

where N is the number of usable reviews, yi is self-reported overall customer satisfaction for
a commenter, yˆi is the overall customer satisfaction predicted by the model for that customer,
and ȳ is the mean of the yi values. We omit reviews containing either none or only one sentence
fragment mentioning any identified aspect. These are extremely sparse reviews in terms of information relating to the aspects deemed relevant in the training set. Because responses with zero or
one fragment mentioning any aspect provides no tradeoff to evaluate, we justify exclusion based
on the same principal used to exclude incomplete responses in a traditional survey. Presented in
table 3.6 are the total number of reviews for each park, as well as the number of these reviews
that were used in our R2 analysis. In our analysis we have omitted reviews that are too short and
talks about fewer than 2 aspects. In table 3.6 the distribution of the given overall satisfaction for
all/usable reviews have been shown.
The R2 values in table 3.7 for ground truth average 0.910, and 0.892 for the predicted labels
(R2 = 0.1000 in the worst case for both for park 13). The R2 (binary) results of 0.999 for ground
truth and predicted values illustrate that the model is able to predict binary overall customer
satisfaction with near-perfect results.

3.6

Extended experiment

In order to test our framework extensively we did a set of experiments. In these experiments
we used the data from 102 additional state parks which for them we did not have the ground
truth labels. In these experiments we predicted the labels of each sentence using the sentiment
identification subsystem (Fig. 3.3) and using them we generated the survey-like data (a 3K–
dimensional vector) for each review. Having this vector and our Bayesian framework, the overall
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Table 3.6: Number of All/Usable Reviews by Park and Rating.
All/Usable Reviews by Rating
Park All/Usable reviews
1
2
3
4
1
44/34
0/0
1/1
1/1
16/9
2
10/4
0/0
0/0
0/0
3/2
3
39/28
1/0
1/1
5/4
10/6
4
22/20
1/1
0/0
3/3
8/3
5
10/10
2/2
2/2
0/0
2/2
6
22/16
4/1
7/6
0/0
10/8
7
17/15
0/0
1/0
0/0
4/4
8
28/21
0/0
0/0
0/0
7/6
9
20/4
0/0
1/0
3/1
5/2
10
37/21
0/0
0/0
2/0
10/7
11
18/6
0/0
1/0
5/1
6/3
12
10/2
0/0
0/0
0/0
5/1
13
27/20
0/0
0/0
1/1
16/14
14
22/6
1/0
1/0
1/0
5/2
15
13/13
0/0
1/1
1/1
3/3
16
31/24
0/0
2/1
1/1
7/6
17
12/12
0/0
0/0
0/0
7/7
18
14/8
0/0
0/0
0/0
3/2
19
18/12
0/0
0/0
0/0
7/4
20
27/22
0/0
1/1
1/0
10/8
21
21/17
0/0
0/0
2/0
7/6

5
26/23
7/2
23/17
10/8
4/4
1/1
12/11
21/15
11/1
25/14
6/2
5/1
10/5
14/4
8/0
21/16
5/5
11/6
11/8
15/13
12/11

69

Table 3.7: R2 analysis for test parks.
Ground truth
Predicted labels
2
2
Park R R (binary)
R2 R2 (binary)
1
1.0
1.0
1.0
1.0
2
1.0
1.0
1.0
1.0
3
0.855
1.00
0.613
0.995
4
0.850 0.996
0.80
0.996
5
1.0
1.0
0.924
0.988
6
0.912
1.0
0.912
1.0
7
0.692
1.0
0.692
1.0
8
1.0
1.0
1.0
1.0
9
1.0
1.0
1.0
1.0
10
1.0
1.0
1.0
1.0
11
1.0
1.0
1.0
1.0
12
1.0
1.0
1.0
1.0
13
1.0
0.996
1.0
0.996
14
1.0
1.0
1.0
1.0
15
1.0
1.0
1.0
1.0
16 0.785 0.997
0.785
0.997
17
1.0
1.0
1.0
1.0
18
1.0
1.0
1.0
1.0
19
1.0
1.0
1.0
1.0
20 0.914
1.0
0.913
1.0
21
1.0
1.0
1.0
1.0
average 0.91
0.999
0.892
0.999
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rating of each park was estimated and compared with the actual overall rating. The R2 analysis
of these experiments are reported in Table 3.8.
In our extended experiments on 102 additional parks, only the predicted model is considered.
R2 values for the accuracy of the predicted overall satisfaction values are presented in Table 3.8.
For 6 of these 102 parks, a negative R2 is produced, which is a clear indication that the prediction model is not a good fit for the given data. Either the comments are insufficient to extract
meaningful information, or the aspects relevant to these parks are outside the relevant range of
the training set. Examination in detail of individual comments for these 6 parks reveals that most
of the reviews were very short in length. Additionally, the contributors usually mentioned fewer
than 2 aspects discovered in our training set. Therefore, we conclude that these 6 parks are either
outside the relevant range of the training set or that the reviews are insufficient to rely upon the
results. In the remaining 96 of the 102 additional parks tested, the average R2 is 0.829. Thus, we
conclude that our predictive model being acceptable for use for 96 of the 102 additional parks
tested, explaining on the average 82.9% of the variation in the overall rating, and 99.8% for the
binary model.

3.7

Discussion

This work describes a method to discern the significant aspects of customer satisfaction expressed in free-form customer reviews relevant to a particular object, such as reviews in the Trip
Advisor travel destination website. Several challenges must be addressed in order to do this.
First, unstructured free-form text input data needs to be converted into semi-structured data.
For this purpose, we have used a framework for aspect-level sentiment analysis. Aspects are
identified by clustering sentences using nouns (BON) as features and associated sentiments are
identified using the non-nouns. Either ground truth sentiments or predicted sentiments (using a
3-class SVM classifier) can be used to determine the associated sentiments. The method extracts
the frequency of positive, neutral, and negative sentiments for each aspect, thereby transforming
each free-form review into a vector of aspects and their associated frequency counts of positive,
neutral and negative sentiments. A method for making data ready for later on analysis is an
important step in data analytics and giving structure to raw input reviews and preparing them for
analysis is the first contribution of this chapter. Using our proposed framework data scientists
can easily transform the publically available users reviews into ready-to-analyze data and then
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Table 3.8: R2 analysis for extended experiments
Park R2 R2 (binary)
1 0.747
0.994
2 0.767
0.999
3 0.788
0.998
4 0.821
0.999
5 0.480
1.0
6 0.839
1.0
7 0.919
1.0
8 0.854
1.0
9 0.359
1.0
10 1.0
1.0
11 1.0
1.0
12 0.858
1.0
13 0.892
1.0
14 0.862
1.0
15 0.934
1.0
16 0.813
0.998
17 0.702
1.0
18 -4.257 0.988
19 0.890
1.0
20 0.818
0.995
21 -1.0
1.0
22 0.643
0.989
23 0.409
1.0
24 0.840
1.0
25 0.736
0.993
26 0.918
1.0

Park R2 R2 (binary)
27 0.799
1.0
28 0.830
1.0
29 0.759
0.997
30 0.883
0.994
31 1.0
1.0
32 0.926
1.0
33 -7.33
0.967
34 0.555
0.993
35 0.879
0.981
36 0.921
1.0
37 0.816
1.0
38 0.691
0.995
39 1.0
1.0
40 0.767
1.0
41 0.881
0.998
42 1.0
1.0
43 1.0
1.0
44 1.0
1.0
45 0.531
0.996
46 -0.302 0.988
47 0.125
0.994
48 0.531
0.987
49 0.842
0.998
50 0.966
1.0
51 0.334
0.995
52 -1.246
1.0

Park R2 R2 (binary)
53 1.0
1.0
54 1.0
1.0
55 0.889
0.999
56 1.0
1.0
57 0.929
1.0
58 0.639
0.999
59 0.845
0.992
60 0.458
1.0
61 0.639
0.992
62 0.579
1.0
63 -0.377 0.995
64 1.0
1.0
65 0.30
0.995
66 0.332
0.989
67 1.0
1.0
68 0.649
1.0
69 1.0
1.0
70 1.0
1.0
71 1.0
1.0
72 1.0
1.0
73 0.803
1.0
74 1.0
1.0
75 1.0
1.0
76 1.0
1.0
77 1.0
1.0
78 0.928
1.0

Park
79
80
81
82
83
84
85
86
87
88
89
90
91
92
93
94
95
96
97
98
99
100
101
102

R2
0.522
1.0
1.0
1.0
1.0
0.956
0.784
1.0
1.0
0.746
0.949
1.0
0.778
1.0
0.851
1.0
0.919
0.885
0.813
1.0
1.0
1.0
0.445
1.0

R2 (binary)
0.993
1.0
1.0
1.0
1.0
1.0
0.996
1.0
1.0
0.997
0.998
1.0
1.0
1.0
0.999
1.0
1.0
1.0
1.0
1.0
1.0
1.0
0.989
1.0
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apply their method of analysis to the data. An important challenge in studying customer satisfaction is to predict the overall customer satisfaction. Knowing to what degree the customers of
a particular product/service are satisfied, and what the important aspects of customer satisfaction
are for a particular service location or provider, has significant values for both individuals (other
customers) and companies (managers). So the second contribution of this chapter is proposing
a Bayesian approach in order to model the overall customer satisfaction in terms of the aspects
identified from the nouns in the text. This Bayesian model considers the overall rating of each
review as a weighted sum of rating of individual aspects. This model enables us to estimate
a single rating for each discovered aspect from each contributors perspective. Also, using the
model, it is possible to infer (MAP estimation) the relative significance of each aspect from the
contributors point of view. The relative importance of each aspect is captured by the weights
in the linear combination of aspects rating in the model. In order to take into account different
perspectives of each contributor and consider the uncertainty in the model, a Gaussian prior has
been considered for these weights and an EM-style (Expectation-Maximization) algorithm has
been used to estimate the parameters of the model. As a result, with the proposed model, unique
significant aspects are derived for each particular object in the test phase.
Empirical experiments were conducted using Trip Advisor data for California State Parks. Ground
truth sentiment data regarding positive, neutral, or negative sentiment of sentence fragments was
obtained using a three-person Delphi method, where at least two out of three evaluators are
required to be in agreement to establish the ground truth. The cluster analysis, sentiment classification and probabilistic Bayesian modeling of overall customer satisfaction is applied to the
ground truth data. The significant aspects of overall customer satisfaction for a test set of 21
California State Parks is found using this ground truth sentiment evaluation. A comparison is
made to the significant aspects of customer satisfaction obtained using the sentiment classification method, with an average overall accuracy of 88.3%. This result means that sentiment
classification with Bayesian parameter estimation is almost as good as using the ground truth to
determine the significant aspects that drive customer satisfaction. Average R2 values for predicting the overall customer satisfaction rating ranged from 0.892 using predicted labels and 5-point
overall customer satisfaction ratings to 0.999 using ground truth and a binary overall customer
satisfaction classification. It is possible to find the significance of aspects based on the frequency
of the aspects and the related key words. However it should be noticed that the approach based
on frequency has shortcomings. Frequency-based approaches need to know the key words related to each aspect. Using our approach, it is possible to find the significant aspects from the
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perspective of each single contributor. In comparison, the frequency-based approach does not
have this capability since the frequency of the aspects in each review are almost always in the
same range. However it is possible to do the frequency-based approach on the entire set of
reviews of an object and find the significant aspects for that object.
A limitation of this method is that the training set aspects must be sufficiently similar to the true
set of aspects latent in the test set. If the true aspects latent in the reviews for a particular object
in the test set are different from the aspects discovered in the training set, then the test set may
be outside the relevant range of analysis for the given training set. Indications that additional
aspects may also be relevant for a particular test set object are either a very low R2 value or an
unusually large number of omitted reviews. We caution that a large number of omitted reviews
by itself is not necessarily a clear indicator that the test set is outside the relevant range of the
training set, as some reviews do not contain clearly discernible aspects. Where there is concern
that a particular test set object is beyond the relevant range of the training set, manual review
of the contributors reviews for that object to evaluate aspect relevance is recommended. If the
object is determined to be out of range of the training set, then a new training set is warranted.
Another limitation of the method is that aspect discovery is only possible if a large number of
reviews are available for the object, or a set of similar objects. This problem is present in all
data mining methods using a training set. However, we can state that in our case, using 30 parks
for the training set (about 1800 reviews), the sample size was sufficient. For most situations, we
believe that a sufficiently large set of reviews across a number of similar objects can be gathered.
Additionally, the aspects latent in the training set must be sufficiently similar to the test set.
In the case of the California State Parks, the parks (objects) fell into three categories: historic,
nature, and beach parks. Parks were selected for both the training and test sets from each of these
categories, and thus the test set was sufficiently within the relevant range of the training set. Test
set selection issues are beyond the scope of this chapter, but these issues are very important.
Questions for future research include how many sentence fragments are minimally necessary for
the training set to obtain a model that yields sufficiently robust results, and what level of diversity
and similarity is required for training set objects, aspects, and sentence fragments. Another
limitation of the data set used is that it is Trip Advisor data. One issue with Trip Advisor data
is that some of the reviews may be falsified by management to make their service look better
to either customers or to their superiors. In the case of California State Parks, we speculate
that the pressure on management to falsely write reviews will be substantially less than it is for
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commercial enterprises. Additionally, Trip Advisor does purport to make attempts to remove
falsified reviews. This is a weakness of all on-line reviews and has been addressed in previous
work [Mukherjee et al. (2012)].
Another limitation regarding the use of Trip Advisor data is that review language and ratings
may be biased by previously posted reviews. The concern here is that copy-catting previous
posts could strengthen the R2 values of our results by falsely providing multiple data points
with non-independent language regarding aspect name, non-independent sentiments regarding
aspects, and non-independent overall customer satisfaction ratings. Creating a common language for aspect naming would actually be a benefit of using Trip Advisor data, if this were
true. The ultimate objective of this line of work would be to apply aspect-independent sentiment
prediction to a test object whose latent aspects are outside the relevant range of the training set.
This method makes progress towards that goal, as the sentiment prediction is accomplished with
non-nouns (BONNs) that do not include the nouns (BONs) used for aspect identification. It is
reasonable to believe that the BONNs are more robust over a wider relevant range of aspects
for sentiment prediction than the combined set of all words (BOWs) that include the BONs.
Nouns are object-specific compared to the non-nouns that are used to describe sentiments about
the aspects. Comparison of the efficacy of using BOWs, BONs, and BONNs for aspect and
sentiment prediction is outside the scope of this chapter, as is an exploration of the use of more
advanced semantic categorization methods beyond using BONs for aspects and BONNs for sentiment analysis (Liu et al, 2003). In this chapter, the resulting probabilistic sentiment weightings
are aspect-sentiment specific in the training set, as the overall customer satisfaction in any particular context is inextricably linked to specific aspects. There is no known effective method
for completely separating the sentiment weightings from the aspects in the training set. While
desirable, applying pretrained aspect-independent sentiment analysis to an object with aspects
entirely exclusive of aspects found in the training set is outside the scope of this chapter, and we
leave this goal to future research. This chapter does, however, establish a new, novel, and very
accurate method for extraction of important aspects that drive the overall satisfaction rating of
a contributors free-form text review. The method works extremely well as long as the test set
remains within the relevant range of the training set.
Another limitation of this method is that there is no previously established test to determine if
the test object is outside the relevant range of the training set. Two indicators that the test object
is within then relevant range of the training set are high R2 values for prediction of individual
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overall customer satisfaction scores and a reasonably low number of omitted reviews. Standard
conventions related to strong R2 values appear to be reasonable, with values above 0.8 considered extremely strong, values between 0.4 and 0.8 being reasonably strong, values between 0.2
and 0.4 being acceptable, and below 0.2 considered weak. Omitted reviews can be examined
to determine whether omission occurred because other aspects are present in the reviews and
the object is truly outside the relevant range, or because the reviews did not disclose underlying
aspects driving the contributors overall customer satisfaction.
The choice to use California state parks data from Trip Advisor to test the model could be
perceived as a limitation, in light of the fact that many applications are for products and services
of for-profit firms. However, there is no a priori reason to believe that reviews on Trip Advisor
are any more or less relevant than reviews from any other source, even firm-sponsored online
review systems. The use of California state parks as the foci of interest, instead of a for-profit
product or service, has little impact in our view on the internal or external validation of method
effectiveness. In fact, the use of California State Parks as our foci of interest has clear advantages.
Whereas reviews for firm-specific services may be influenced by firm-specific commonalities
(e.g. the idea that all lines at all stores in a particular grocery chain are always excessively long
because of corporate staffing decisions), California State Parks are very diverse and each park
is independently managed. Thus, our test bed is less susceptible to this issue than firm-specific
data sources. Thus, the use of California state parks reviews from Trip Advisor as the foci is
therefore, in our judgment, at least as good or better than using firm-specific online reviews as
an appropriate test bed of data to validate the effectiveness of the method.
Applying the method to 21 different California state parks, each with a very unique aspect
weighting combination, we have essentially validated the application of the model 21 times.
We see no reason why Trip Advisor comments or California state parks do not provide a reasonably sufficient test set to validate the efficacy of the modeling approach. This potential limitation is related to the possibility that other training and testing contexts will somehow need
context-specific crafting of either the aspect identification or semantic classification methods to
be effective, and this question is outside the bounds of this research, with much prior research
having been done on these issues. Having said that, crafting issues with respect to appropriate
aspect identification are present in every traditional customer satisfaction survey.
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3.8

Conclusion

The major contribution of this chapter is linking aspect identification and semantic classification
methods to explain and predict overall customer satisfaction. We create a method to accurately
identify important aspects impacting overall customer satisfaction, as well as predict a particular customers overall satisfaction with very little error. Our proposed method has several very
important applications. First, managers can use our methodology to assess the importance of
aspects that drive the overall customer satisfaction. Using our methodology, managers are able
to discover the important aspects for each object, and may then efficiently reallocate resources
to improve overall customer satisfaction. Secondly, our methodology could easily enable a recommendation system that recommends products/services that have positive or negative reviews
related to particular aspects of customer satisfaction matching a prospective customers preference profile. Third, discovery of the aspects influencing overall customer satisfaction specific
to each object may augment traditional surveying techniques. The amount of data that market
researchers are able to evaluate with this method is substantially larger than with traditional surveys, and the cost to do so would be significantly lower. Fourth, the model can be used to predict
a particular customer’s overall satisfaction given that they provide a free-form text review. In
situations such as a telephone or on-line complaint system where the overall satisfaction is not
practical to obtain, the customers overall satisfaction score can be accurately estimated. Finally,
we posit that our method can be used to monitor changes in the drivers (aspects) of customer
satisfaction over time by comparing the aspects over different time-periods. This means that the
methodology would in effect enable us to monitor changes in satisfaction drivers over time, and
alert the product/service provider to changing customer preferences.
There are several important implications for practice. A quality management system to assess
the importance of object aspects that drive overall customer satisfaction can use the proposed
method in this chapter. This method can be applied to any on-line text-based customer feedback
system, and examples of proprietary product review systems abound (e.g. Canadian Tire, LL
Bean, Macys, Target, etc.). Product line managers, marketers, and manufacturers could benefit
extensively from the method described in this chapter to identify product/service improvement
initiatives based on attributes driving overall customer satisfaction. This type of methodology
could substantially replace, or at least substantially augment, traditional surveying. The R2 values for the method are extremely high in this study compared to traditional survey methods. We
speculate that this is because the free-form text allows the commenter to specifically talk about

77
the aspects that drive their overall customer satisfaction rating. In comparison, traditional survey questions ask opinions regarding aspects that may or may not be connected to the overall
customer satisfaction for a particular customer. Another advantage of the method is that because
the use of predicted labels yields results that are nearly as good as using the ground truth, sentiment prediction can be used to effectively and efficiently label the positive, neutral, and negative
sentiments in test data. Therefore, the amount of data that market researchers can evaluate with
this method is substantially larger than with traditional surveys, and the cost to do so would
be much less. This manuscript fits into the genre of classic design-science work in information
management.
Theoretical contributions of this work are the applied development of the body of knowledge of
how to extract latent information in free-form on-line customer reviews with respect to overall
customer satisfaction. Customer satisfaction is known to be important to long-run firm profitability and success of the firm, and an extensive body of research exists on customer satisfaction that
is largely outside the scope of this chapter. The model has broad applications in the areas of
information management, service science, design science, computer science, business analytics,
marketing, customer satisfaction research, and management. All industries who collect on-line
free-form text customer reviews can benefit from this method, including retail and service industries, health care, and education. Thus, the methods presented in this chapter are strategically
and operationally important to a wide variety of organizations whose customers complete on-line
satisfaction reviews.
Design insights with respect to the problem and model include the following. First, the semantic
classification method does not have to be perfect. To yield excellent results, good enough is
sufficient. Second, excellent aspect identification is critical to creating a larger set of objects
within the relevant range of the training set. Third, using nouns (BONs) to identify aspects
and non-nouns (BONNs) to identify sentiments allows a separation which facilitates application
of the model to objects with different aspect-sentiment combinations. In a context dissimilar
to the training set, an aspect could be associated with very different sentiments than contained
in the training set. If you include nouns to train sentiments, then this will limit the relevant
range of the training set to objects that share the same aspect-sentiment combinations. Fourth,
an aspects contribution toward overall satisfaction can only be achieved by considering the sentiments in conjunction with specific aspects. Using frequency counts allows us to tailor each
aspect-sentiment combination to a new context.
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Significant contributions of this chapter toward solving this very important problem are summarized as follows. The first contribution is transforming the unstructured user generated text data
into ready-to-analyze data. The second contribution is to propose a Bayesian model for customer
satisfaction that enables us to predict the individual aspect ratings, to discover the relative importance of each aspect from each contributors perspective and to predict the overall customer
satisfaction. The model presented in this chapter is computationally elegant, with low dimensionality that can be scaled to analyze extremely large data sets in an automated fashion. The
Bayesian methods presented are mathematically reproducible and theoretically sound. Thorough
testing illustrates that the method presented in this chapter are extremely effective in discovering,
explaining, predicting the most important aspects driving overall customer satisfaction.

Chapter 4
Future work: Topic modeling approach

4.1

Introduction

Topic models belong to a larger family of models that are called Latent Variable Models (LVM).
LVMs are an approach to address one of the important issues in pattern recognition and machine
learning that is density modeling. In density modeling the goal is to provide a probability distribution given a sample of observed data drawn from that distribution. LVMs assume that there
exists a hidden structure behind the observations and that structure generates them. LVM considers a number of hidden variables and relates them to the observed variables by constructing
a joint distribution over hidden and observed variables. Usually the dimension of the hidden
variables is smaller than those of the observed variables and therefore it can be said that an LVM
expresses the distribution of observed variables in terms of a smaller number of hidden variables
[Bishop (1998)]. Having fewer number of parameters will alleviate some of the problems that
are raised by high dimensional data. One of the direct influences is that a smaller parameters’
space needs not that many training data that a very large parameters’ space needs. Factor analysis and Gaussian Mixture Models (GMM) are two mainly used models that can be formulated
as LVMs. The structure of such probabilistic models can be made particularly transparent by
giving them a graphical representation, usually in terms of a directed acyclic graph, or Bayesian
network. For instance for a mixture density model the distribution of a d–dimensional observed
vector t is written as:

79

80

Figure 4.1: The graphical model of a mixture density. Given the i and x then ti variables
are conditionally independent.

p(t) =

M
!

πi p(t|i)

(4.1)

i=1

0 ≤ πi ≤ 1,

M
!

πi = 1

i=1

where πi is the mixture coefficient of the ith component in the model, M is the number of
components and p(t|i) is the individual component of the mixture model. If the individual
component densities are considered as Gaussian distribution then the model of equation (4.1)
will be a GMM. In the model of equation (4.1) it is not known which one of the components is
responsible for generating each data point tn . So if a hidden variable xni is introduced to specify
which component is responsible for generating each data point tn , then the joint distribution of
the hidden and observed variables can be written as:

p(x, t) =

N
&

P r(x)P r(t|x)

(4.2)

i=1

The graphical representation of the model in equation (4.2) has been depicted in figure 4.1.
As figure 4.1 shows the observed variables ti can be generated knowing the individual components and which one of them is responsible for generation.
In order to model a collection of documents various models have been proposed in the literature.
Here a brief introduction to each one of them is given in order to understand the properties of
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each one of them.

4.1.1 Unigram language model
A language model is a probability distribution over the words in that language. It assigns probability mass to the existing words of the considered vocabulary of that language. A unigram
language model is a model that does not consider the order of words. Under this model, there
is a single multinomial distribution that all the words of every document is drawn independently
from it. If there are N terms in document d then:

p(d) =

N
&

p(wi )

(4.3)

i=1

In order to address the obvious shortcoming of unigram model in that ignores the order of terms
in a document different other language models (bigram, trigram, n-gram) have been proposed.
These models capture the dependency among constituting terms of a document by considering
the previous term (bigram), two previous terms (trigram) and n − 1 previous terms (n-gram).

4.1.2 Mixture of unigrams
Mixture of unigrams model assumes that there exist K topics in the whole corpus and each
document in the collection is about a single topic [Nigam et al. (2000)]. It introduces a discrete
topic assignment variable zd for each document and once the topic of the document is known
then all words of that document are drawn independently from the corresponding distribution.
Using the mixture of unigram the probability of a document is:

p(d) =

K
!
z=1

p(z)

N
&

p(wi |z)

(4.4)

i=1

Each topic is modeled as a distribution over words and assigns probability to words according to
their likelihood of occurrence in that topic.
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Figure 4.2: The graphical model of probabilistic latent semantic analysis. For each
document d there is distribution over topics and topic assignment z for each word is
drawn from that distribution.

4.1.3 Probabilistic latent semantic analysis
Mixture of unigrams model simply assumes that each document is generated from only a single
topic. However it is quite likely that a document could be about multiple topics. Probabilistic
Latent Semantic Analysis (PLSA) is another method for modeling documents in a corpus that
does not have the assumption of mixture of unigrams [Hofmann (1999)]. The notion of topic
(a probability distribution over words) also exists in PLSA and it models each document as a
mixture of topics. Each document in the training set has its own distribution over topics (p(z|d))
and this distribution determines the proportion of each topic in the document d. Knowing p(z|d)
the topic assignment of each word zi of the document is sample from it and then the word itself is
drawn from the corresponding topic p(wi |zi ). PLSA is mixture model for probability distribution
of words (mixture of multinomial). Each mixture component is a topic and each document is
represented by a list of mixing coefficient of these components. The graphical representation of
PLSA is shown in figure 4.2.
In PLSA the topic distribution are only learned for those documents that are in the training set,
so it can not be seen as a generative model for generating a previously unseen document. Also
another drawback of PLSA is that since the it learns a distribution over topics for each single
document in the training set, the number of model parameters grows linearly with the size of
training set. The parameters for a K−topic PLSA model are K multinomial distribution of size
|V | (size of the vocabulary) and |D| (number of documents in the corpus) distribution over topics.
This yields to K(|V | + |D|) parameters which is a linear function of number of documents. This
suggests that the model is prone to overfitting which is a serious issue in learning a model.
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4.1.4 Latent Dirichlet allocation
LDA is the simplest topic model that overcomes the limitations of PLSA. LDA treats the topic
mixture weights as a K dimensional hidden random variable rather than a large set of individual
parameters which are explicitly linked to the training set [Blei et al. (2003)]. LDA considers
the topic distribution as a random vector and models it using a Dirichlet prior, however PLSA
learns a distribution over topic for each document in the training set. Topic models have been
developed in order to organize a collection of unstructured documents by extracting main themes
from a large collection of documents. As described in chapter 1 in LDA there are:
• topics which are distribution over words.
• for each document a distribution over topics (Θd ) which determines the proportion of each
topic in that document.
• for each word in each document a topic assignment variable (zdi ).

4.2

Problem definition

The main question that we are interested in addressing in this chapter is how topic modeling
based methods can be applied to the problem of aspect-level SAOM. In aspect-level SAOM both
aspects and sentiments are topics of interests. The reviewers may use different words while they
are talking about the same aspect. Therefore a number of words have higher probability than
other words when talking a particular aspect. Also a number of opinionated words have higher
probability than others when reviewers aim at giving a certain level of satisfaction as their rating.
For instance different reviewers may use “resolution”, “image quality” or “picture quality” and
all mean to talk about the same aspect. Also some may use “good” and some may use “great”
when they want to give a 4 stars in a 5-star rating scale. This justifies the possibility of using topic
modeling based approaches and considering both aspects and sentiments as topics in aspect-level
SAOM.
One may apply the basic LDA (perhaps with more topics) to discover both aspects and sentiments
as different topics in that terminology. A couple of questions arises regarding using LDA for the
problem of SAOM. One should think about these questions and try to address them:
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• Is it possible to naively use LDA for aspect-level SA?
• How the basic topic models should be modified or extended to make them a suitable tool
for the problem of aspect-level SA?
• What are the new challenges that should be addressed?
In the subsequent sections we try to answer these questions.

4.3

Naive application of LDA to SAOM

It seems that the naive application of LDA without any modification to aspect-level sentiment
analysis is not the right approach. Other than increasing the number of topics, the aspect-topics
should be separated from rating-topics (sentiment-topics). In LDA Θ is a distribution over topics
per document. If the aspects and ratings are not treated as separate topics then Θ is going
to somehow have influence on each other. Θ determines the proportion of each topic in the
document and its elements have to sum up to 1. This means that for instance if the probability
of all terms related to an aspect “resolution” are high then the probability of other terms should
be in a way that they all together sum up to 1. There is no reason why aspects and sentiments
should be tied together in this manner. It makes sense to consider separate for aspects and also
ratings and have the model learn separate distribution over words for each of them.

4.4

Some modifications to LDA

One way for modifying LDA to be able to apply it to SAOM is the model of figure 4.3. This
model is called separate LDA (SLDA) [Moghaddam and Ester (2012a)] in that instead of having
a single hidden topic assignment variable, there are 2 separate hidden variables, one for aspects
and one for ratings.
Also in SLDA Θd determines the proportion of a pair of aspect and rating (ai , ri ) in a document.
Combining aspects and ratings into pairs extends the number of possibilities in the parameter
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Figure 4.3: The graphical model of separate latent Dirichlet allocation.

Figure 4.4: The graphical model of separate latent Dirichlet allocation.
space hence capturing them is going to be difficult. Moghaddam and Ester (2012a) by comparing LDA and SLDA in their experiments showed that just this modification does not give
improvement over LDA.
Another way of separating aspects and sentiments could be by having 2 separate distributions
per document instead of having just one over pairs as in SLDA. The graphical model of this
method that to our best of knowledge has not been seen in the literature is shown in figure 4.4.
Considering pairs of aspects and ratings is an attempt to capture the dependency among aspects
and sentiments. Dependency LDA is a more direct way of capturing the dependency among
aspects and ratings. Figure 4.5 shows the graphical representation of DLDA. Various versions
of this model have been studied by different researchers [He et al. (2011); Jo and Oh (2011); ?].
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Figure 4.5: The graphical model of dependent latent Dirichlet allocation.
In the model of figure 4.5 there is a distribution over aspects for each document (Θd ) that is
sampled from a Dirichlet distribution Dir(αa ). Given Θd the aspect assignment of each is word
is sampled from it and then the rating assignment variable is sampled given the aspect assignment
variable. The sentiment rating of different words depends on which aspect content they are
talking about. For instance when the reviewer is commenting on refrigerator, the term “freezing”
is usually a good characteristic and probably related to a high rating. However “freezing” is not a
good characteristic of a “computer” and therefore a negative sentiment. Hence a model capable
of capturing these dependencies is desirable.
One problem associated with the models in figures 4.3,4.4, 4.5 is that the suggested modifications result in a huge extension in the parameters space. These models have K a × K r topic
distributions. When the parameter space of a problem is large, several issues as having access to
large training set, overfitting, suitable regularization techniques arise that dealing with them is
challenging.
Lakkaraju et al. (2011) proposed some natural modifications to LDA in order to make it applicable for SAOM. In their model other than separating aspect-topics from rating-topics, there are
some other contributions too. The words in a document could be either aspect related words,
sentiment related words or none of them. In order to capture the words that are neither aspect
nor sentiment they introduced a background model as well. The graphical representation of the
model of [Lakkaraju et al. (2011)] has been shown in figure 4.6.
In the generative process of the model in figure 4.6, there are 3 hidden variables that should
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Figure 4.6: The graphical model of Lakkaraju et al. (2011).
be known for each word: aspect assignment (adi ), rating assignment (rdi ), category assignment
(cdi ). The category hidden variable determines whether a word should be drawn from one of the
aspects, sentiments or the background topic distribution.
In this model there are:
- Aspect, rating and background topics (in overall K a + K r + 1 topics).
- For each document:
- A distribution over aspects (Θ(a) ).
- A distribution over rating (Θ(r) ).
- For each word in the document:
- Aspect assignment (adi ).
- Rating assignment (rdi ).
- Category assignment (cdi ).
The model of [Lakkaraju et al. (2011)] does not capture the dependency among aspects and
ratings though.
Learning clean topics which is not contaminated with unrelated words is always a goal in topic
modeling. A topic is a distribution over words that shows probability of different words in that
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Figure 4.7: The graphical model of another model with one distribution over rating for
each aspect.
topic. A clean topic is a distribution that has high probability for some key words in that topic
and low probability for others. This makes it possible to find the representative title of that
topic easily. Having a separate topic as background topic gives the algorithm the ability to put
the probability mass of words that are not distinctive into background topic.This means that
background terms are not contaminating other topics and they will be cleaner topics.
The generative process of the model in figure 4.6 has a distribution over ratings for each document. In SAOM the cumulative opinions of public regarding the aspect of interest matters more
than individual opinions. This may suggest instead of having a model that considers a distribution over ratings at the level of each document, learns the accumulated opinions at the corpus
level. The suggested model is shown graphically in figure 4.7.

4.5

Our methodology

In this section we mention a number of limitations regarding current approaches based on topic
models that have been observed in the state-of-the-art research. Also we mention some characteristics that algorithms for addressing the problem of SAOM should have and based on them
we propose a model for addressing the problem.
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The authors of [Mei et al. (2007)] have proposed a 2-phase process in an attempt to learn clean
topics. A clean topic that is not contaminated with unrelated words makes discovering the main
themes in a collection of documents easier. Without any additional information there is no reason why the learning algorithms should not end up to topics that are not biased towards specific
content of the collection. The aspects and sentiments most of the times co-occur and therefore
the learned topics may be contaminated with one another. A worth noting point in [Mei et al.
(2007)] is the usage of regularization in order to drive the learning algorithm towards solutions
that are more satisfactory or solutions that are more consistent with our prior information. They
introduce a regularized two-phase estimation framework, in which they first learn a general prior
distribution for the sentiment topics and then combine these priors with the data likelihood to
estimate the parameters using the maximum a posterior estimator. The topic sentiment mixture
[Mei et al. (2007)] is a probabilistic model to capture both aspects and sentiments simultaneously. In their model there are 3 types of topics: K aspect topics, 2 sentiment topics (positive
and negative) and a background topic. The first phase of the learning algorithm is a supervised
learning based of the results of an online sentiment retrieval service. Using the sentiment retrieval service a number of positive and negative examples is found for each aspect and then the
sentiment models are being learned. The learned sentiment models are used as prior distribution
in their model. Rather than directly using the learned sentiment models to analyze the target
collection, they use them to define a prior on the sentiment models and then estimate them by a
maximum a posterior estimator.
Another attempt to have the training algorithm learn clean topics in that they are not contaminated with background words is to consider one more topic and assign it to background terms.
This may come with the cost of introducing a new hidden variable that determines to which
category each word belong.
As pointed in [Wallach (2006)] the prior distributions in LDA are coupled priors. This means
that the learned topics in LDA are dependent to each other and learning a probability vector about
topic k gives information about the other topic k $ . This dependency comes from the fact that in
LDA the hyper-parameters of the Dirichlet priors are shared among all topics. In topical bigram
model [Wallach (2006)] each topic is modeled by not just a single distribution over words but
multiple distributions depending on the previous word. This extensively increases the size of the
parameter space of the model however provides some room to weaken the dependencies among
the learned topics. In topical bigram model only the distributions related to a single topic share
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Figure 4.8: The graphical model of focus-LDA. There is a hidden variable for each
document that determines the focus of the document. The focus of the document tells
which one of the multiple priors over aspect-topic should be used.
the same hyper-parameters not all topics. Information is shared only between those probability
vectors with topic context k.
In a collection of reviews about an object not all reviews contain all the aspects of the object.
Some of the reviews are focused on a number of aspects and some other reviews are mainly
focused on other ones. This leads us to introducing a new hidden variable in our model: the
focus variable. The focus variable has the roll of setting the main focus of the review on a subset
of aspects. In LDA there is a Dirichlet prior for the aspect-topics that the distribution of aspects
in a review is sampled from it. In this new model instead of having a single Dirichlet prior for
aspects there are multiple of them. The focus variable for each review determines which one
to be used. The graphical representation of this new model the we call focus-LDA is shown in
figure 4.8.
In the generative process of the model in figure 4.8 there are the following elements at different
level:
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- For each document:
- A focus assignment variable (f ).
- A distribution over aspect topics (Θ(a) ). (Given the focus variable f , the corresponding Dirichlet prior is selected to draw distribution over aspect from).
- For each word:
- An aspect assignment (ai ).
- A rating assignment (ri ).
- A category assignment (ci ).
- For the whole corpus:
- K a + K r + 1 topics.
- K a different distribution over rating (one for each aspect).
- K a different Dirichlet distribution.
In order to generate each document first a focus variable fd is sampled from a M ulti(π f ) and
is used to select the corresponding Dirichlet prior over aspects. Then a distribution over aspects
(a)

(a)

Θd is sampled from Dir(αf ). For each word wi of the document a category variable ci is
sampled from M ulti(π c ). If ci = 0 then the word wi is a background word, if ci = 1, it
is an aspect word and if ci = 2, then the word is a rating word. If wi is a background word
it is sampled from the background topic. If wi is an aspect word then an aspect assignment
(a)

variable ai is sampled from distribution over aspects Θd

and then wi is sampled from the
(a)

corresponding aspect topic. If wi is a rating word, first an aspect is sampled from Θd , then
according to that aspect a rating assignment ri is sampled from the distribution over ratings for
(r)

that particular aspect Θa and then wi is sampled from that rating topic. The notion of the focus
variable captures the fact that each review is geared toward a subset of aspects not all of them.
Also it gives the flexibility of considering different priors for the model and hence the model
does not suffer from coupled priors issue as LDA does. Having the category variable and a
separate background topic helps learning clean topics. Also the model of figure 4.8 considers
the distribution over ratings at the corpus level not the document level. In aspect-level SAOM the
main goal is to discover the accumulated people’s opinions expressed in public about an aspect
of a particular object. To capture this our model considers a distribution over ratings for each
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Figure 4.9: The graphical model of alternative focus LDA. In the alternative model there
is no category variable however the parameter space extends since there are K a × K r
topics.
aspect and learns them for the whole corpus instead of having a distribution over ratings for each
document.
There is an alternative model that has the focus variable however it does not have the category
variable and the background topic. Removing the category hidden variable from the model
increases the parameters of it. The alternative model will have K a × K r topics. This makes
the search space larger and hence finding the good solution harder. In the alternative model the
learned topics should be a weighted sum of the aspect and rating topics. However the learning
algorithm does not have this constraint and may end up to topics that not necessarily satisfy this
characteristic.
Figure 4.10 just pedagogically shows the learned topics using focus-LDA and its alternative version. The distribution on the left is an example for either aspect/rating topics. Some aspect/rating
words have high probability and other words have low probability in those topics. The distribution on the right is an example of a topic where aspect terms and corresponding rating terms
have high probability not the rest of the words in the vocabulary.
In LDA as Wallach (2006) pointed all topics are sharing a single hyper-parameter and this cou-
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Figure 4.10: Example topics. The distribution on the left is an example for either
aspect/rating topics. Some aspect/rating words have high probability and other words
have low probability in those topics. The distribution on the right is an example of a
topic where aspect terms and corresponding rating terms have high probability not the
rest of the words in the vocabulary.
ples topics together. In our model each topic (either aspect or rating) has its own Dirichlet prior
with a separate hyper-parameter. This will increase the number of parameters of the model however makes the model not suffering from coupled prior issue. In other words 2 different types of
priors can be considered for the topics.

Coupled priors In this case all the K topics share a single hyper-parameter. Hence knowledge about the probability vector of one topic gives information about the probability vector of
other topics.

P r(Φ) =

K
&

Dir(Φ|β)

(4.5)

k=1

Not coupled priors In this case each topic k has its own hyper-parameter β k .

P r(Φ) =

K
&

k=1

Dir(Φ|β k )

(4.6)
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It should be noted that equations (4.5) and (4.6) are two extreme cases for the priors and it is
possible to have 1 ≤ K priors ≤ K different priors. If that is the case then some of the topics will
share their hyper-parameter and hence they are coupled while some other ones (the ones with
another hyper-parameter) are not coupled.

4.5.1 Learning the model
In LVMs that provide the joint distribution of hidden variables and observed variables an important problem is the inference problem. In inference problem the goal is to calculate the posterior
probability of the hidden variables given the observed variables. If the hidden variables are
denoted by H and the observed ones with O then the posterior distribution is:

P r(H)P r(O|H)
P r(H|O) = '
H P r(H)P r(O|H)

(4.7)

The denominator of equation (4.7) contains the summation over all possible hidden cases. Usually calculating this probability is intractable and therefore this makes the calculation of the exact
posterior intractable. Markov Chain Monte Carlo (MCMC) and variational approximation methods have facilitated the application of Bayesian models in document modeling and in general in
statistical learning. Both of them are approximation approaches to the inference problem. A
large literature explain how to reliably use sampling based methods for Bayesian inference and
there even are prepackaged softwares that provide sampling based implementation of Bayesian
models. For these reasons sampling based methods have become a standard for Bayesian inference approximation. In this section we also use sampling approaches in order to solve the
inference problem that we encounter.
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The notation that we will use in this section is as follows:
d : A document consisting ofN words.
D : The whole corpus of|D| documents.
wi : The ith word of a document.
V : The vocabulary list extracted from the whole corpus. It has|V |words.
fd : The focus variable of document d.
ci : Category assignment ofwi .
ai : Asspect assignment ofwi .
ri : Rating assignment ofwi
δ = (δ a , δ r , δ b ) : A 1-of-3 vector. Only one of the elements of δ is not zero.

The joint distribution of the model in figure 4.8 can be written as:
P r(f, Θa , ci , ai , ri , d|π f , αfa , αr , π c , β) ∼

(4.8)

P r(f |π f )P r(Θa |f, αa )×
N
&

(P r(ci |π c )P r(wi |ai , ri , ci , β)[δ a P r(ai |Θa ) + δ r P r(ai |Θa )P r(Θr |ai , αr )P r(ri |Θr ) + δ b ])

i=1

where:

f ∼ M ulti(π f ),

π f ∼ Dir(αf )

c ∼ M ulti(π c ),

π c ∼ Dir(αc )

a ∼ M ulti(Θa ),

Θa ∼ Dir(αa )

r ∼ M ulti(Θr ),

Θr ∼ Dir(αr )

w ∼ M ulti(Φk ),

Φk ∼ Dir(β k )
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The parameters of the model are: K a Dirichlet priors for distribution over topics, K a distributions over rating (one for each aspect), K a + K r topics, π f the prior of the focus variable and the π c the prior of the category variable. Λ denotes all of the model’s parameter
Λ = {αa , αr , β a , β r , π f , π c }.
In order to make use of the model to solve the inference problem the parameters of the model
Λ needs to be estimated. Since the exact posterior (equation (4.7)) is intractable, we follow
sampling based approximation which is a common practice in Bayesian statistics.
The Gibbs sampler is the best known MCMC method for fitting a Bayesian model and we also
follow Gibbs sampling method to learn the model. Gibbs sampler defines the state of the system
as a vector Z which all hidden variables and the model parameters are elements of it Z =
(z1 , z2 , . . . , zK ). Then instead of sampling the state variable (Z) all at once, at each iteration one
of the elements defining state of the system is sampled. At each iteration of Gibbs sampling the
conditional distribution of each variable defining the state of system zi given all other variables
has to be calculated.

t+1 t
t
P r(zi |z1t+1 , z2t+1 , . . . , zi−1
, zi+1 , . . . , zK
)=

=

t+1 t t
t )
P r(z1t+1 , z2t+1 , . . . , zi−1
, zi , zi+1 , . . . , zK
t+1 t
t )
P r(z1t+1 , z2t+1 , . . . , zi−1
, zi+1 , . . . , zK

(4.9)

[Resnik and Hardisty (2010)] gives a simple introduction to Gibbs sampling and does the mathematical steps to work out the corresponding equations for a text mining example.

The Gibbs sampling for the focus variable of each document In order to sample the
focus of dth document, the conditional distribution of fd given the focuses of all other documents
in the collection and all other variables that define the state of sampler (equation 4.9) have to be
calculated. Writing down the conditional distribution and simplifying it by working out some
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math, the Gibbs sampler for focus variable is:
P r(fd = f |F−d , Θ( a), Hw , C, D) ∼ P r(D|F, Θ( a), Hw )P r(fd |F−d )
∼ (Nf + π

(f )

)

|V |
K &
&

k=1 i=1

(a)

nki + βk
'|V |

k
i=1 ni

(a)

+ βk

(4.10)

where Nf is the number of times focus f has occurred in the whole collection, π (f ) is the
parameter for the Dirichlet prior of focus, nki is the number of times wi is assigned to the k th
(a)

topic in document d and βk is the parameter of the Dirichlet prior of the k th topic.

The Gibbs sampling for aspect assignment The aspect assignment variable for ith word
in a document is sampled from the conditional distribution of that aspect given the rest of variables defining the state of the system. This is distribution is going to be:
N a + β (a)
P r(ai = a|F, A−a , R, C, D−wi ) ∼ (nad + αa(a) ) '|V |i
a
(a)
i=1 Ni + β

(4.11)

(a)

where nad is the number of times aspect a has been assigned to a word in document d, αa is
the parameter of Dirichlet prior of aspect a and β (a) is the parameter of the Dirichlet prior of
aspect-topic a.

The Gibbs sampling for rating assignment Following the same approach, the Gibbs
sampler for the rating assignment hidden variable of each word is as:
N r + β (r)
P r(ri = r|F, A−a , R, D−wi ) ∼ (nad + αaa )(Nar + αrr ) '|V |i
r
(r)
i=1 Ni + β

(4.12)

where Nar is the number of times rating r has been co-occurred with aspect a among all the
rating terms ( terms which c = 2) and β (r) is the parameter of the Dirichlet prior of rating-topic
r.

The Gibbs sampling for category assignment The Gibbs sampler for the category variable is more complicated depending on whether the term belongs to background, aspect or rating
topics. After simplifying the computed conditional distributions the sampler of the hidden category variable is:
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c
P r(ci = c|F, A, R, C−ci , D−wi ) ∼ (ND
+ π (c)


Nic +δ


!|V | c



 i=1aNi +δ
(a)
N +β

i
(nad + αaa )
!|V | a
(a)

i=1 Ni +β


r
(r)


 !|VN|i +β
(nad + αaa )(Nar + αrr )
i=1

Nir +β (r)

c=0
c=1
c=2
(4.13)

where δ is the parameter of the background topic and π (c) is the parameter of the category prior.
Putting all of these together, first the focus variable for the document fd is sampled using (4.10),
then according to fd the corresponding prior is used to draw a distribution over aspects for the
document Θ(a) . For generating each word a category variable ci is sampled using equations
(a)

(4.13). If ci = 1 then wi is an aspect term and an aspect assignment ai is sampled from Θd . If
(a)

ci = 2 then wi is a rating term, an aspect is drawn from Θd and then the distribution over ratings
of that aspect is used to draw a rating assignment ri . Knowing ci , ai and ri the corresponding
topic is used to generate wi .

Chapter 5
Conclusion remarks
In this thesis the problem of aspect-level sentiment analysis and opinion mining was studied.
The main focus of the thesis was on investigating statistical learning methods to address the
problem. An automatic framework for aspect-level sentiment analysis was built and was shown
to be effective in giving structure to the unstructured input data (raw reviews). Hierarchical
Bayesian networks are powerful modeling techniques that were used in order to model customer
satisfaction and infer the significant aspects of each object from its customers’ perspective.
The revived interest on sentiment analysis and opinion mining can be attributed to its wide application domains. It is beneficial to both individuals and organizations in their decision making
processes. It can increase the performance of recommendation systems as a complement subsystem. If a SAOM system can reliably discover the opinions of people from collection of
documents then it is possible to search for opinions. Opinion search engines can benefit from
such a system. Anybody who manages products/services can benefit form sentiment analysis
and opinion mining.
Sentiment analysis has proven to be a powerful tool in understanding customers’ perceptions
related to products and services. While there have been many advances in the short history of
this field, there is still much work to be done. Most of the work thus far has been focused on
deciphering the semantics of written text, and this research is impacted by various linguistic
challenges. Nevertheless, we see that past research has been able to uncover sentiments, opinions, and aspects and correlate these very well with customer satisfaction scores. What remains
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less clear is the generalizability of the methods across contexts or domains. Thus, the opportunities for continued research is large, and this research areas will bring about a sea-change in how
organizations understand their customers.

Chapter 6
Directions for further research
In this dissertation only some aspects of the general problem of sentiment analysis and opinion
mining were investigated. Here we highlight some directions that need further investigation and
can be done to continue this work.
• Fake reviews As the amount of user generated data such as reviews is exploding on the
Internet, not all of them are reliable. Organizations these days are partially aware of
the importance of customer satisfaction and are trying to work harder in that direction.
Although positive reviews may bring more customers for an organization, negative experiences about a product/service may cause customers to flee from that organization.
In the competition of attracting more customers, organizations have started on generating fake reviews (fake positive reviews about themselves and fake negative reviews about
their competitors). In this thesis we assumed that the input data is reliable. However
assuring the reliability of data is becoming a field of research in sentiment analysis and
opinion mining. This can be formulated as a classification problem of categorizing the
input review as fake or not. Fake review detection is an ongoing area of research.
• Compound and comparative sentences Investigating how to deal with compound sentences in order to identify their sentiment is another challenge in sentiment analysis. Also
how to address the problem of SAOM in comparative reviews that comparing two or more
objects was not the subject of this dissertation. These are some areas which need further
investigation.
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• Sarcasm The focus of this dissertation was not on sarcasm. Dealing with sarcastic reviews is one of the challenging areas of sentiment analysis and opinion mining. Most
of the existing works on sarcasm are mainly on sarcasm detection on short text fragment
like tweeters’ tweets. Although it is agreed that context and language are critical in dealing with sarcastic situations, there is not much work on leveraging them. One area for
further research is on investigating the effectiveness of a sarcasm analysis system on the
performance of sentiment analysis and opinion mining.
• Relaxing BOW assumption A shortcoming of topic modeling based methods is the BOW
assumption. BOW assumption ignores the order of the words in a document. However in
a natural language there are structures such as syntactic structure that imposed constraint
on the model.
• Variational inference Variational approximation is another approach to inference problem in Bayesian statistics. Formulating the posterior inference of focus-LDA model in
a variational fashion and learning the parameters of the model using this technique is a
direction for further research in future.
• Incorporating other sources of information While research will continue to improve
on methodology for aspect identification and sentiment discovery, there is also a need for
bringing in other types of context specific information into the analysis. For example, one
could imagine including more information about the reviewer, as such information often
is readily available (many reviewing systems contain potentially useful reviewer information). Also, one could also incorporate location specific information (geotagging) to
improve on understanding sentiments and opinion, and possibly quantitative or qualitative
information related to non-textual media (such as pictures or videos) for further enhance
the analytical capabilities of sentiment analysis.
• Dynamic aspect of sentiment analysis Further, we believe that the dynamic aspect of
sentiment analysis will need to be better addressed. That is, sentiments, opinions, and
aspects are dynamic in nature, and change with changing competition, technology, use,
and so on. We stress that the computation efforts associated with sentiments analysis will
have to be efficient enough to handle large data in a dynamic fashion.
• Information quality We believe that sentiment analysis as discussed herein will be strongly
dependent on better understanding information quality. That is, garbage-in may result in
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garbage-out for sentiment analysis. As such, information quality as a research field, also
holds many opportunities for future research, and those may be strongly coupled to sentiment analysis.
• Information management Being able to model a collection of documents has many applications. One of the most interesting applications could be on using probabilistic modeling techniques such as topic modeling approaches in order to manage the ever-increasing
collection of documents. Hierarchical Bayesian networks are able to successfully discover
the main themes in a corpus of documents and these themes could be used for information
management systems.
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