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Abstract

Gamma-Ray Background Variability in Mobile Detectors

by

Timothy John Aucott

Doctor of Philosophy in Engineering – Nuclear Engineering

University of California, Berkeley

Professor Kai Vetter, Chair

Gamma-ray background radiation significantly reduces detection sensitivity when search-
ing for radioactive sources in the field, such as in wide-area searches for homeland security
applications. Mobile detector systems in particular must contend with a variable background
that is not necessarily known or even measurable a priori. This work will present measure-
ments of the spatial and temporal variability of the background, with the goal of merging
gamma-ray detection, spectroscopy, and imaging with contextual information—a “nuclear
street view” of the ubiquitous background radiation.

The gamma-ray background originates from a variety of sources, both natural and an-
thropogenic. The dominant sources in the field are the primordial isotopes potassium-40,
uranium-238, and thorium-232, as well as their decay daughters. In addition to the natural
background, many artificially-created isotopes are used for industrial or medical purposes,
and contamination from fission products can be found in many environments. Regardless
of origin, these backgrounds will reduce detection sensitivity by adding both statistical as
well as systematic uncertainty. In particular, large detector arrays will be limited by the
systematic uncertainty in the background and will suffer from a high rate of false alarms.

The goal of this work is to provide a comprehensive characterization of the gamma-
ray background and its variability in order to improve detection sensitivity and evaluate the
performance of mobile detectors in the field. Large quantities of data are measured in order to
study their performance at very low false alarm rates. Two different approaches, spectroscopy
and imaging, are compared in a controlled study in the presence of this measured background.
Furthermore, there is additional information that can be gained by correlating the gamma-
ray data with contextual data streams (such as cameras and global positioning systems) in
order to reduce the variability in the background.

This is accomplished by making many hours of background measurements with a truck-
mounted system, which utilizes high-purity germanium detectors for spectroscopy and sodium
iodide detectors for coded aperture imaging. This system also utilizes various peripheral sen-
sors, such as panoramic cameras, laser ranging systems, global positioning systems, and a
weather station to provide context for the gamma-ray data. About three hundred hours of
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data were taken in the San Francisco Bay Area, covering a wide variety of environments that
might be encountered in operational scenarios. These measurements were used in a source
injection study to evaluate the sensitivity of different algorithms (imaging and spectroscopy)
and hardware (sodium iodide and high-purity germanium detectors).

These measurements confirm that background distributions in large, mobile detector
systems are dominated by systematic, not statistical variations, and both spectroscopy and
imaging were found to substantially reduce this variability. Spectroscopy performed better
than the coded aperture for the given scintillator array (one square meter of sodium io-
dide) for a variety of sources and geometries. By modeling the statistical and systematic
uncertainties of the background, the data can be sampled to simulate the performance of
a detector array of arbitrary size and resolution. With a larger array or lower resolution
detectors, however imaging was better able to compensate for background variability.
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Chapter 1

Introduction

1.1 Challenges of Gamma-Ray Background

Variability

The problem of background radiation is a challenge that must be addressed in any radiation
detection experiment, in particular one which looks for a very small signal in the presence of
a relatively large background. Experiments which look for rare physical processes, such as
searches for dark matter [1] or neutrinoless double beta decay [2], must be able to discriminate
between the events of interest and the ubiquitous background. In many cases, the detection
equipment can be shielded from the majority—but not the entirety—of this background.
There are many other cases, however, when the required shielding is not feasible, in particular
when detectors must be brought into the field to perform a search over a wide area. In both
cases, the presence of background introduces uncertainties which limit the detection of the
signal of interest.

In any controlled experiment, it is the job of the experimenter to quantify the sources of
noise. It is important to distinguish between two types of uncertainties that are introduced
by the presence of background. The first is statistical noise; the observed number of events
in any radiation detector is determined by Poisson statistics [3]. This uncertainty in the
count rate can be reduced simply by measuring the background rate for a longer time, and
the relative error will be reduced proportionate to the square root of the measurement time.
The second source of noise, and the focus of this work, is the systematic variability in the
background.

In well-shielded, stationary detectors, this is typically not a concern [4], but for in situ
experiments, a background measurement is typically not available a priori [5]. The problem
is further complicated for a mobile detector, which traverses a variety of backgrounds over
the course of the measurement time [6]. For the mobile detector scenario, the goal is to
perform the whole experiment and declare a verdict with a single measurement of the source
plus background. Thus the control and the sources of noise must be well understood before
hand. Even in environments which have been previously measured, variations in weather
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or construction of new buildings can change the characteristics of the background. Failure
to account for this systematic variability in the background will result in higher false alarm
rates than would otherwise be expected.

1.1.1 Detection of Threats in Homeland Security Applications

Detection of radioactive sources is a major concern for preventing the trafficking or use of
material which could be used to create a radiological or nuclear weapon. The ability to detect
these illicit materials is an important first step in interdicting and confiscating threats which
might otherwise remain unnoticed. There are a variety of materials of interest, ranging from
special nuclear material which might have been created by the former Soviet Union and
is now left unprotected, to radiological sources in the United States which have legitimate
industrial or medical uses.

In many scenarios, a weakly gamma-emitting source needs to be detected in the presence
of a large background. This background may arise from a variety of sources, both naturally-
occurring and anthropogenic, but in both cases will limit the detection of gamma-rays from
the source. In any detection system, some threshold must be set as a decision criterion for
the presence or absence of a source. The challenge faced by mobile detectors is that different
environments contribute different rates of background. In particular, if a threshold is chosen
based on statistical variance alone, the false alarm rate of the detector will likely be much
higher than expected due to the systematic variance [7]. Additionally, when detectors are
mobile, they may have only a short time in which to make a measurement, which significantly
limits the available statistics [8, 9].

To address the systematic variations in the background, various environments can be
surveyed and categorized based on the distribution of background that they exhibit. If
these distributions can be correlated to external information about the environment, then
the background can be estimated or even modeled when a mobile system moves to a new
location, and the alarm threshold adjusted accordingly, providing increased sensitivity while
maintaining specificity. In the simplest case, contextual information can inform the oper-
ator’s use of the alarm information; for instance, an alarm can be attributed to a known
source of background and thus ignored. In the more complex case, the environment can be
modeled in order to predict the background distribution that a given detector system would
observe [10, 11].

1.1.2 Types of Threats

Threat materials can be categorized as either fissile or radiological based on their nuclear
properties and the type of weapon that could be created. The distinction is important both
in the threat they would pose as well as how easy they would be to detect. They are also
very different in that fissile material will almost certainly be a threat, whereas radiological
material is encountered very frequently as benign sources.
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Fissile Material

Fissile material refers to an actinide which can be used to create an actual nuclear detona-
tion, one sustained by a neutron chain reaction. In particular, this includes highly-enriched
uranium (HEU), which is high in 235U, and weapons-grade plutonium, consisting of mainly
239Pu. These materials typically require a large investment (on the national scale), and so
the primary concern is that material or even an entire weapon is acquired from a nuclear-
capable state. Such materials are classified by the Nuclear Regulatory Commission and the
Atomic Energy Act of 1954 as special nuclear material (SNM), which includes 235U, 233U,
or any isotope of plutonium. The probability of a non-state actor successfully creating a
working nuclear device from stolen material is extremely small, but the consequences would
be extremely large.

This material tends to be long-lived, and so is not as radioactive as radiological threat
sources. Due to their low activity, they are relatively easy to shield, and their gamma
emissions tend to be relatively low in energy (e.g., 186 keV for 235U), requiring minimal
thickness of shielding material. However, for sources which are fissile (typically those with
an odd number of neutrons), fission can be induced by a variety of active methods [12]. In
addition, some sources (those with an even number of neutrons) will spontaneously fission,
emitting neutrons that can be detected passively [13].

Radiological Material

Radiological material refers to any highly-active source of radiation which could be used
to create a radiological dispersal device (RDD) or “dirty bomb” by combining the material
with a conventional explosive. Typically, these isotopes are produced as fission products
or by activating stable isotopes. By their nature they must be high activity to be a suc-
cessful weapon, and so are more difficult to shield without large quantities of shielding
material. These sources typically have industrial or medical uses, which has two important
consequences: they are potentially easier to obtain, and the majority of detections of these
sources will be benign, that is, they will be “nuisance” alarms.
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1.2 Detection Approaches

There are a variety of approaches that can be used to locate these threat sources, and of
course different approaches will be best suited to find different types of threats. For this
work, the focus is on using passive gamma-ray detection, but there are number of competing
approaches.

1.2.1 Active & Passive Approaches

It is tempting to solve these challenges by looking for a way to enhance or create source
intensity without increasing the background. This is possible by actively pinging the possible
source with some energy source that will cause the material to emit more radiation which
can then be detected. This is in contrast to a passive system, which is only looking for
radiation that is being emitted by the source already.

Active Interrogation

Active approaches have the advantage of providing substantially higher signal rates, as well
as being able to provide the particular signal needed for the application. For example,
an active interrogation system which irradiates a target with neutrons and then uses a
multiplicity counter to measure fissions will be very specific to fissionable material, in addition
to providing a desired level of source intensity independent of the activity of the target
material. Of course, such systems will also have to deal with the background caused by the
interrogating source, but in principle this background is under control of the operator and
can be well understood. An example diagram for one type of active interrogation which
identifies fissile material through induced fission is shown in figure 1.1.

A more serious disadvantage of active interrogation is the potential dose received by the
operator or even passengers hiding inside a target container. For example, 60Co radiography
is sometimes used to image the insides of cargo containers at a port in order to identify high-
Z material (such as SNM or conspicuous shielding), but there is concern that stowaways
hiding inside these containers may receive large doses as a result [14]. For purposes of the
wide area search, active approaches are even more problematic from this standpoint, as they
would potentially require irradiating large areas. In addition, the larger size and cost of such
systems tend to limit their deployment to stationary applications.

Passive Detection

The alternative to active approaches is to use a passive detection approach. One one hand,
this has the advantage that nuclear materials of interest tend to be radioactive without any
interrogation required. This means that anything detected by the passive system is indeed
radioactive (although not necessarily a threat source). Compared to active interrogation,
these detectors are typically simpler to operate and more compact, potentially allowing for
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Figure 1.1: Example schematic of active interrogation scheme using induced fission [12]. A
target is irradiated with either thermal neutrons or high energy photons, and the resulting
fission neutrons and gamma-rays are detected in coincidence.

many more of them to be deployed in an area. Most importantly for this application, the
system is not limited to interrogating a single object at a time, but instead can survey a
large solid angle encompassing many objects in its field of view.

However, SNM tends to be less radioactive than fission products, as well as easier to
shield, so often passive approaches are limited to detecting sources such as 137Cs, 60Co, or
57Co—sources which could potentially be stolen from legitimate industrial applications and
used in an RDD. The background radiation in many cases can also be just as as strong
or stronger than the threat source, further limiting the available signal to noise. Example
diagrams are shown in the following sections for gamma and neutron passive approaches.

1.2.2 Gamma & Neutron Detection

Threat materials emit a variety of nuclear radiation, typically at least one of either alpha,
beta, gamma, or neutron. Fortunately, all the threat materials of interest to this work are
inherently radioactive, so passive approaches are always possible (although not necessarily
the most effective). Typically, alpha and beta particles are not penetrating enough to be used
for standoff detection. Any modest amount of metal, such as the wall of a cargo container
or a passenger vehicle, will stop most beta particles, and of course alpha particles will not
travel more than a few inches in air, leaving gammas and neutrons as the top candidates for
passive detection.
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Gamma Detection

Gamma rays have the advantage of sharp energy signatures, as well as the availability of
detectors that can easily create energy spectra. High-energy gamma rays are highly pene-
trating, which means that they are usually difficult to shield without large amounts of high-Z
material. For standoff detection, it becomes important to take into account the attenuation
of radiation in air, since measurements could be made hundreds of meters away; in this sense,
gamma detection can be a good option for these applications.

Figure 1.2: Example schematic of passive gamma detection [12]. Note that for wide area
searches, no transmission source would be used, but the approach is otherwise the same:
quantify the gamma emissions from an object in the field of view.

The same penetrating power, however, can also limit detector efficiency, requiring large
detector volumes. Higher-energy gamma-rays will penetrate shielding, but will also penetrate
the detector itself without interacting. Conversely, lower-energy gamma-rays (such as those
emitted by 235U) will have a higher probability to interact in the detector, but are easily
shielded. The detectors will also require large amounts of shielding in order to limit the
field of view—especially to block radiation from the ground below. More relevant for this
work, there are a large number of gamma ray background sources in the environment, which
contribute to high and variable background rates.

Neutron Detection

Neutrons can be a good approach for detecting fissile materials or other actinides, which
can decay via spontaneous fission. Most fission products and activation products that could
be used for an RDD, however, are not neutron-active. In general, both background and
signal are much lower for neutrons than for gamma rays. The primary source of neutron
background is from cosmic ray showers, and the primary variability in the background comes
from altitude [15]. This makes the neutron background much more predictable than the
gamma background. Additionally, the fission process releases multiple neutrons which can
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be detected in coincidence as in figure 1.3, which provides a clear signal in comparison to
the non-coincident background.

Figure 1.3: Example schematic of passive neutron detection [12]. Neutron multiplicity is the
definitive method to detect fission neutrons, but the reduction in solid angle if the source is
not very close to the detectors will limit the rate of coincidences detected.

Limitations arise from the inability to easily create high quality spectra; traditional
ways to create high-resolution neutron spectra required a shuttered source and time-of-flight
analysis which are not feasible in the field. In addition, the majority of neutron detectors are
also sensitive to gamma rays, meaning that the high gamma-ray background can interfere
with the neutron signal if the two sources are not properly discriminated.

1.2.3 Spectroscopy and Imaging Approaches

Two well-established approaches for gamma-ray sources are spectroscopy and imaging. Both
methods aim to increase the signal-to-noise ratio of the system by looking for a feature in
some reduced space, which reduces the statistical noise due to the background. Both methods
also reduce the systematic bias due to the background by estimating the background in the
spectral or image region of interest. For example, spectroscopy might look for a photopeak
in energy space, while imaging looks for a peak pixel in the image space.

Imaging is potentially less sensitive to background uncertainty [16], but at the expense
of lower absolute efficiency. In this study, the imager in question is a passive coded aperture,
with an open fraction of 50%. Spectroscopy, on the other hand, has a higher efficiency, but
may not necessarily account for the background variability. Of course, an imaging system
has the additional ability to localize the radiation source, and spectroscopy can identify the
isotope being detected, but this work focuses on the ability to compensate for background
and detect the source.
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Spectroscopy

Spectroscopy refers to the measurement of not only the presence of a photon, but also its
energy. The energy of a source photon corresponds to a transition between energy levels in
a particular isotope, and so spectroscopy is required to identify the isotope in question. The
detector used will have a particular energy resolution, which then determines the ability of
the detector to discriminate between different isotopes. Because the background radiation
is comprised of many isotopes with known gamma ray energies, the ability to distinguish
source lines from background will improve detection.

The most useful feature in the spectrum is typically the full-energy peak, or photopeak,
described later in section 2.2. The quantity of interest is then the net countrate in the
photopeak, which is most simply found by integrating the counts over three regions of interest
(ROIs), as illustrated in figure 1.4. The details of this method will be further developed in
section 4.1.
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Figure 1.4: Conceptual diagram for finding the photopeak area in spectroscopy. The back-
ground can be estimated by measuring two background ROIs (ROI1, ROI3) on either side of
the peak ROI (ROI2) and linearly interpolating between the two.

One disadvantage, however, is that many of the potential sources are isotopes that also
exist in the background, and thus there is no way to spectrally discriminate between back-
ground and source. For example, 137Cs is found across all environments due to weapons and
reactor fallout, and 235U is found naturally in the earth. In addition, source gamma rays can
scatter in the environment before entering the detector, in particular if they are shielded by
a dense material. This results in an energy measured in the detector which is less than the
expected value.

Imaging

Imaging refers to the ability of a detector to reproduce the location and the extent of a
source of radiation. In general, this means that the source of radiation could be an arbitrary
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shape, but for many approaches, the source is assumed to be point-like. This means that
the radiation image is typically the point-spread response of the imager to a delta function.
This is reasonable for purposes of standoff source detection, because the benefits of imaging
are not necessarily to reproduce the extent of a source, but rather to localize the source and
to reduce the background variability.

For this work, the imager used is a coded aperture, a variant on the pinhole camera with
effectively many pinholes, configured in such a way as to maximize the collection efficiency
while minimizing the noise. This involves placing a coded mask, containing a pattern of
holes and shielding, in front of a pixelated detector array. The pattern which is created on
the detector array is then uniquely correlated to a particular location in the image, as shown
in figure 1.5. The details of this method will be developed in section 4.2.
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Figure 1.5: Conceptual diagram of coded aperture operation. The pattern projected onto
the detector array by the source is unique for a given source direction, while the background
is uniformly spread across all detectors.

The main drawback to imaging is that any gamma-ray imaging system requires some
form of collimation, whether mechanical (placing lead in front of the detectors, as with
coded aperture) or algorithmic (requiring multiple, coincident events, as with, for example,
Compton imaging). As a result, the source intensity will necessarily be reduced. In exchange,
however, an imaging system will be less susceptible to contamination by non-localized sources
such as fallout.

1.2.4 Background Variability & Detection Sensitivity

Why Bigger is not Always Better

Any of the passive detection approaches described here will have a limited signal, especially
in standoff detection where the detector system is far from the source and has a very small
solid angle. A natural solution would be to increase the effective area of the detector, and the
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simplest way to do this is to use larger detectors or multiple detectors in a large array. The
goal in adding more detector area is that the signal should increase linearly with efficiency,
while the noise should only increase with the square root of the efficiency. Similarly, by
measuring for longer periods of time, the signal-to-noise ratio should improve by having
increased statistics.

The problem is that while the source strength does improve, the systematic noise from
the background radiation grows faster than the square root of the counts. In the extreme
case, the noise increases linearly with size or integration time [17], meaning that there is
no benefit from having more detectors or measuring for longer times. This is because the
detection performance in such systems is not statistically limited, but rather is limited by the
background uncertainty; having better statistics does not increase certainty if it is unknown
how many counts are source instead of background.

Beyond Simple Detection

The question of whether or not a source is present is intimately tied up in the type of source
and its location. Often, an operator will want to know not only that a source was detected,
but what isotope it was, and where it was. This becomes more complicated when we move
from a laboratory scenario (e.g., measuring a sample in front of a detector in a controlled way)
to a dynamic operating scenario (e.g., a portal monitor watching many cargo containers pass
by over the course of an hour). The problem is sometimes approached as follows: detection
is easier than identification or localization; therefore the detector should first decide if a
source is present, and then narrow down the isotope and location. While it is true that
identification or localization without detection is not meaningful, they are both necessary to
improve detection sensitivity.

Imagine a simple counting detector that observed 100 cargo containers pass through in
an hour. Suppose at the end of each hour, it integrated all the counts and issued a judgment
on whether or not a source had passed in the previous hour. Not only would this be less than
useful (since the operators would have to chase down the 100 containers for reinspection),
but it would also have lower sensitivity than integrating over shorter time periods. As long
as the background is non-zero (which it always is), integrating when the source is not in the
field of view only adds background counts, lowering the signal-to-noise ratio. Thus simple
localization (knowing which cargo container is carrying the source) also improves detection.

The same is true for identification. Imagine the same system, now with a low-resolution
plastic scintillator. At the very least there is a lower limit to the photon energy that can be
detected; the detector has a case which absorbs low energy photons, and there is a threshold
set so that electronic noise does not constantly trigger the system. Most systems will also
set a maximum energy, as most interactions over a few MeV are likely due to cosmic ray
interactions, not source photons. Thus even without performing spectroscopy, the system
has an energy gate from perhaps 30 to 3000 keV. Integrating past that region will only ever
add background counts, again lowering signal-to-noise ratio.
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These observations drive the need to study the background, and in particular, how that
background affects spectroscopic and imaging detectors. In both of these cases, the emphasis
is on improved detection sensitivity. As these detection approaches are made more and
more sophisticated, they gain the ability to perform more detailed imaging or spectroscopic
analysis of the source in question. Imaging, for instance, can provide information on the
location or the spatial distribution of the source, while spectroscopy can determine the
isotopic composition. However, for purposes of this work, both methodologies are important
only in that they also increase detection sensitivity.
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1.3 Signal Detection Theory

The first question to ask when looking for a radioactive source is if there is or is not a source
present; that is, a particular observation needs to be classified as either “source present” or
“source absent”. This is a very broad and well-established field, originating in the field of
radar. First, the detector output x is measured repeatedly for the control (or background),
in order build up a distribution of measurements pB(x), then the same is done with the test
(or signal). Since there is always background still, it might more appropriately be called
signal-plus-background pS+B(x). This process is illustrated in figure 1.6. If the detection
equipment and measurement algorithms are good, these two will be different from each other;
the more different they are, the more powerful the detection.
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Figure 1.6: Example of measuring the background and the signal-plus-background distribu-
tions for a detection system.

In the simplest case, the measurement x may simply be gross counts, but it is important
to note that the detection system may produce a much more complicated output parameter.
When quantifying performance, a detection system is treated as a black box which produces
a single alarming parameter. By setting a threshold on this parameter, observations are
classified based on whether or not the measurement lies above or below the threshold.

1.3.1 Detection Power and System Performance

The next question is how to appropriately judge the performance of the classification. A
good test is one that provides a clear distinction between the background and the signal plus
background. That is, the difference between the two distributions should be large compared
to the width of the distributions. The width of the distributions is by definition the noise
in the system, while the separation is the signal. This results in various quantities that
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reflect the performance of the system, for instance, the errors induced by the noise and the
minimum signal strength that can be detected.

Types of Errors

With binary classification, there are two possible errors that the detection system can make.
The first, called “type I” but more usefully “false positive”, is when the test decides that a
source is present when in fact there is none. The other, “type II” or “false negative”, is when
the test decides there is no source when there really is. Both are non-ideal, but their impact
depends on the frequency of their occurrence. For instance, it is expected that there will be
many more true negatives than true positives when looking for source material. Decisions
typically are made many times per minute, so unless there are many illicit sources passing
by, the vast majority of alarms are going to be false negatives.

Interpreting Signal Strength in the Homeland Security Problem

How does one determine the appropriate signal strength to use? The detection system
doesn’t know a priori how much material is going to be encountered. Some specific limits
can be chosen; for instance, some agencies have determined that they want to detect the
critical mass of weapons-grade plutonium [18], as this would be a more attractive target to
steal. Ideally, however, a system should also be able to detect someone smuggling in small
quantities at a time, which could later be combined into a larger quantity. Furthermore, it
is difficult to quantify the amount of material needed to create an RDD.

In order to meaningfully find these sources, the goal should be to find as small a source as
is possible. To this end, the background variance determines the source strength that can be
detected, to within some desired level of sensitivity. Of course, this depends on the allowable
false positive and false negative rates, which is somewhat arbitrary; e.g., the Currie equation
[19] assumes a false alarm rate of 5% and a detection rate of 95% to calculate the minimum
detectable activity.

In cases such as scanning of cargo containers or wide area searches in the field, the sensi-
tivity is typically determined by the allowable false alarm rate. This is because, as mentioned
previously, there will be a great many more negatives than there will be positives. If the
false alarm rate is set too high, then too many containers will be sent to secondary screen-
ing, which results in a disruption in the flow of commercial goods, as well as potentially
overwhelming enforcement officials. In the case of hand-held detectors used by law enforce-
ment, officers may even turn off the detectors if they feel the false alarms are too disruptive.
Thus the detection sensitivity is ultimately determined by the false alarm rate that will be
considered acceptable for that operational scenario, taking into account the consequences of
a false alarm.
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Signal-to-Noise Ratio

The most direct way to quantify the detection power is the signal-to-noise ratio (SNR), where
the signal is the difference between the two distributions and the noise is their deviation.
This metric directly measures the signal relative to the amplitude of the noise, but this
measurement is complicated by the fact that the shape of the distributions reflect both the
statistical and systematic sources of uncertainty. Thus the SNR is convenient in that it can
summarize a detection metric in a single number, but it loses the subtleties that arise at
very low false alarm rates, which are typically of interest in homeland security applications.
For a particular application, a better metric might be the detection rate at a constant false
alarm rate, using some desirable rate (e.g., one per eight hours).

If the only source of noise were Poisson statistics, the ideal signal-to-noise ratio could be
expressed as

SNRideal =
S√
B
. (1.1)

where S is the signal strength and the noise is determined only by the statistics of the
background counts B. However, due to the systematic variations in the background, equation
1.1 fails to account for the most significant source of noise [20]. As a result, the distribution
is said to be overdispersed; that is, the variance is larger than would be expected from a
pure Poisson source of noise. Thus the SNR might better be formulated as

SNR =
S√

B + σ2
syst

(1.2)

where σsyst represents the additional noise due to the systematic uncertainties in the back-
ground. In practice, this uncertainty is not normally distributed, as it tends to have a large
positive skew. More accurate distributions and their variances will be explored in later
chapters.

Neyman-Pearson Lemma

The detection problem is often phrased as a hypothesis test, which tests the null hypothesis
H0 (in this case, absence of a threat source) with the alternative H1 (here, presence of
a threat source). In this example, the hypothesis requires that the source plus background
distribution pS+B(x) be fully specified, and so a particular source strength is assumed. Again,
in the operational scenario, the strength is not necessarily known, but for the test a source
is chosen to be in the “sweet spot” — strong enough to detect, but not so strong that the
detection is possible with no false positives or negatives.

The Neyman-Pearson Lemma [21] then states that the most powerful test of size α has
a likelihood ratio L which is a function of the measured output parameter x:

L(x) =
pS+B(x)

pB(x)
≥ η, (1.3)
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where η is determined by:
pB(L ≥ η) = α. (1.4)

When L ≥ η, the test decides to reject H0 in favor of H1 (i.e., it decides a source is present).
If this is not true, and the measurement actually came from pB (as in equation 1.4), then
this is a false alarm. Thus α, which is the probability that the background measurement will
be above the decision threshold t, is the simply the false alarm rate, as shown in figure 1.7.
The power, or detection sensitivity, of the test is the rate at which the distribution pS+B is
above the threshold and is equal to 1− β, where β is the false negative rate [22].
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Figure 1.7: Example of the Neyman-Pearson Lemma, showing the likelihood ratio L as a
function of test output x and the setting of an appropriate threshold t for the case where
η = 1. Note that α is the rate of type I errors, and β is the rate of type II errors.

The implication is that the test can be fully characterized by plotting the detection rate
as a function of the false alarm rate, in a graph known as a receiver operator curve, which
is discussed in the next section. Furthermore, as long as L is monotonically increasing, then
the optimum test is simply this: anything above the threshold t in figure 1.7 is positive
(as opposed to some more complicated region) [23]. This assumption is important because
to quantify the likelihood ratio, a particular source strength was chosen, whereas in the
field, the source strength is not necessarily known, and any value above the threshold should
trigger an alarm.

1.3.2 Receiver Operator Characteristic

In order to convey the full performance of a detection system across all false alarm rates, a
plot known as the receiver operator characteristic (ROC) curve can be used. The advantage
of the ROC curve is that multiple detection algorithms or scenarios can be compared at all
true and false positive rates, and the two rates can be represented for all possible thresholds
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[24]. This allows an operator to choose the desired threshold based on the expected costs of
either type of error.

Creation

In a ROC curve, the alarm parameter threshold is varied from −∞ to +∞, and at each
location, the true and false positive rates are determined by integrating the appropriate
distribution from the threshold to +∞. The true and false positive rates are plotted against
each other as a parametric function of threshold location, as shown in figure 1.8. Two
different curves are shown, for two different source strengths (or, alternately, for two different
algorithms or detector systems).
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Figure 1.8: Illustration of how to create a ROC curve. On the left are the background and
source-plus-background distributions, showing false positive and false negative rates for some
threshold. On the right is the resulting ROC curve (in green), along with a second curve (in
red) showing the curve for a weaker source (or, alternately, a poorer detector). Also shown
is the case for no sensitivity (that is, no better than random guessing).

Each point along the ROC curve corresponds to a different threshold in the alarm param-
eter space. In figure 1.8, for example, three thresholds are shown which create three unique
points on the ROC curves. All curves will have a point at the top right, indicating 100%
true and false positive rates, and a point at the lower left, for 0% true and false positive
rates.

As the ideal curve appears close to the upper left of the plot, it can be difficult to
differentiate different curves, especially when many are huddled close together. In order to
more easily view the relevant region of the curve, the false and true positive rates can be
plotted on different scales to emphasize different properties of the curve. For instance, as
many applications care more about the low false alarm region of the curve, plotting the false
alarm rate on a logarithmic scale can be more useful [25], as shown in figure 1.9a.
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Another approach is to plot both rates scaled by the normal distribution, as shown in
figure 1.9b. ROC curves with Gaussian probability distributions appear as straight lines,
and any deviation from normality will appear as a non-linearity on the ROC curve [26, 27].
These curves are sometimes plotted with the false negative probability on the vertical axis
and called “detection error tradeoff (DET) curves” [28], but these are equivalent to ROC
curves with the y-axis simply inverted.
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Figure 1.9: Same ROC curves as in figure 1.8, but with the false positive rate plotted on a
logarithmic scale (left) and both rates plotted on a normal deviate scale (right).

Uncertainty Quantification

There is no generally recognized best way to quantify the uncertainty on a ROC curve [29].
For this work, a strictly statistical approach was used for confidence intervals. A point on
the ROC curve is given error bars by using the binomial distribution PB(x;n, p), where the
total number of samples n is the total measurements in the distribution and the probability
p is the fraction of samples above the threshold. The confidence intervals are then given by
the Clopper-Pearson interval for the binomial [30]. This method gives error bars in x by
using the number of counts in the background distribution above the threshold, and error
bars in y by using the counts in the source distribution.

For comparison, an alternative method for quantifying error on ROC curves is the boot-
strapping method [29], which involves sampling the background and source measurements,
with replacement, repeating many times, and then measuring the standard deviation of the
resulting ROC curves. Figure 1.10 shows the comparison between the binomial-derived error
bars and the bootstrapping method, indicating that these approaches are comparable and
that there is reasonable confidence in these intervals.
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Figure 1.10: ROC curve with binomial and bootstrapped confidence intervals.

Interpretation & Evaluation

The ROC curves can be used to evaluate the performance of systems by comparing the
detection rates across the alarm parameter. A ROC curve that lies higher on the plot, that
is, more towards the upper left corner, than another curve corresponds to a more powerful
detection method. In some cases, one method may perform better at low false alarm rates
while another performs better at high rates. In this case, the desired false alarm rate will
determine which method is preferred.

A “perfect” system will give a ROC curve which passes through the point (0, 1), meaning
that it is possible to detect 100% of the sources with no false positives. The source and
background distributions in this case are completely separated from each other, with no
overlap in the tails. Usually this means that the scenario chosen was too trivial, and that a
more interesting ROC curve can be created by choosing a weaker source strength.

Another important line on the ROC chart is the “random” or “no sensitivity” line. This
shows the result of a test which has no sensitivity, and thus is no better than randomly
choosing between the null and alternative hypotheses. This is equivalent to saying that the
source distribution is indistinguishable from the background distribution. If a system has a
ROC curve very close to the random line, this could mean that the chosen scenario was too
difficult.

There are a few other properties of ROC curves that are usually mentioned in discussions,
but which are not so relevant in these scenarios. If a curve lies below the random line, this
means that the source distribution is actually less than the background distribution, and



CHAPTER 1. INTRODUCTION 19

that the test should reverse its decision making criterion to say anything below the threshold
is an alarm. However, this does typically not occur in gamma detection as the source counts
are always non-negative.

Another interesting property is that if two ROC curves intersect (one performs better at
low false alarms and the other at high false alarms), than the two tests can be combined into
a new test which is better than either and has a ROC curve which is the convex hull of the
two component ROC curves [22]. However, this requires that the two tests are not mutually
exclusive; that is, it may be relevant for two algorithms which operate on the same input,
but it will not work for two tests which use different hardware configurations. This case will
not be encountered in any of the results in this work.

ROC Metrics

As mentioned previously, one of the strengths of using a ROC curve is that the nuances in
performance are preserved, instead of being reduced to a single variable. Nevertheless, this
reduction to a single metric can be helpful when comparing large numbers of curves. The
challenge in picking a good metric is that any metric will tend to bias the result toward a
particular region of the ROC curve. In general, some additional assumptions must be made
as to the relative frequency and costs associated with false positives and false negatives.

The determination of the cost for false alarms or missed sources is outside the scope of
this work. However, because typical homeland security applications deal with a high rate of
true negatives, the focus will be on the best detection rate achievable at low false alarm rates.
Thus the primary performance metric used here is the detection rate at a predetermined false
alarm rate. For instance, detection rates for each algorithm might be reported at one false
alarm per eight hours.

Other metrics which are commonly used are the signal-to-noise ratio, as in equation 1.2,
and the area under the curve (AUC), which integrates the entire region under the ROC
curve [31]. Both metrics tend to bias the result toward the middle of the ROC curve, instead
of low false alarm rates, but as long as the underlying distributions are not too far from a
Gaussian distribution, similar performance can be expected across all false alarm rates. If the
distributions are assumed to be Gaussian, then these two metrics give equivalent information
(that is, one can be derived from the other).
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Chapter 2

Background in Gamma-Ray Detectors

2.1 Sources of Background Radiation

As discussed in the previous chapter, there are many challenges in gamma-ray detection due
to the varied background. Different detection approaches will rely on different interaction
processes, and will be affected by the background to different degrees. This chapter will
discuss the sources of gamma-ray background typically encountered in the field, as well as
the detector response to these sources.

2.1.1 Primordial Sources

Primordial radioactive isotopes and their progeny are typically the most prominent compo-
nent of the background, and the source of much of the variability. The three primordial
isotopes of importance are 40K, 238U, and 232Th [32]. These sources are ubiquitous, as they
occur naturally in the earth, and are pronounced in building materials such as concrete,
brick, or stone. These materials will contribute to the uncertainty in the background radia-
tion, as the presence of these three isotopes will vary based on the quantities and types of
surrounding materials.

There are other primordial sources which are of less importance; 235U, for instance, is
also naturally occurring, but because it only comprises 0.72% of uranium, it is much harder
to detect in the background. While 235U is much more radioactive than 238U (the half-life
is a factor of six smaller), the relative abundance is substantially smaller. Furthermore, its
most prominent gamma-ray emission has an energy of 185.72 keV, which is very difficult to
resolve from a stronger background line at 186.21 keV (from 226Ra). Assuming the usual
0.72% fraction of 235U and assuming that 226Ra is in equilibrium with the parent 238U, the
226Ra line is twice as strong as this 235U line, and neither are particularly prominent in a
typical background spectrum.

Other isotopes, such as 176Lu or 138La, are also naturally occurring, but are of very low
isotopic abundance and have half-lives which are too long to be observed in the field.
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Decay Chains

In addition to the parent isotopes, both 238U and 232Th have decay daughters which are
also radioactive, decaying by alpha- or beta-emission through many generations until finally
reaching a stable isotope of lead. These decay chains are significant because it is the daugh-
ters, not the uranium or thorium, which emit the majority of gamma rays. Figures 2.1 and
2.2 show the uranium and thorium decay series as they appear in the table of isotopes [33,
34].

It is often assumed that all the daughter products are in secular equilibrium with the
parent isotope (in this case, either 238U or 232Th). This means that all the daughters have
short enough half-lives compared to the parent that the decay rate for every isotope in the
chain is determined only by the half-life of the parent. There are a few instances, however,
when this assumption does not hold. The most important for the gamma-ray background
is the presence of radon in both of the decay chains. Because radon is a noble gas, it easily
escapes from the uranium- or thorium-bearing minerals. In particular, 222Rn has a half-life
of 3.8 days, which gives adequate time for some to diffuse out of the solid material and into
the atmosphere. As a result, 222Rn and its daughters are often found in the atmosphere, and
various weather phenomena can affect the quantity of radon observable in the background.

For example, figure 2.3 shows the rate of both 222Rn and 220Rn daughters in air filters,
along with local weather data. This system, which samples radionuclides in the air, also
measures temperature, barometric pressure, and rainfall. It can be seen that as the pressure
decreases, radon in the air builds up until it is washed out by the rain [35].

2.1.2 Cosmogenic Sources

The following sources originate from high-energy galactic cosmic rays interacting in the
earth’s atmosphere. When cosmic rays, consisting of high-energy protons, interact with
nuclei in the atmosphere, they can induce a variety of reactions which can result in a shower
of secondary particles, such as protons, neutrons, muons, and various nuclei. These particles
can decay, emitting gamma-rays, or otherwise interact in the environment to contribute to
the gamma-ray background. These sources are all relatively weak compared to the terrestrial
background described previously, but they are interesting from a physics standpoint.

Atmospheric Radionuclides

This shower of high-energy particles results in many short-lived isotopes which would oth-
erwise not be present. Some of the more common products, such as 14C, do not emit
gamma-rays, but others have gamma-ray emissions which can be observed in the field,
such as 7Be (with an energy of 477.60 keV), which is created primarily through the reac-
tion: 14N(p,2α)7Be [36]. Other measurable isotopes include 22Na (1274.53 keV) and 24Na
(1368.63), which are created via spallation reactions on atmospheric argon. These gamma-
rays are typically only observable in a background spectrum with many hours of acquisition,
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Figure 2.1: Radium series decay chain in the table of isotopes, showing prominent gamma
emissions. Data from [33] and [34].
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Figure 2.2: Thorium series decay chain in the table of isotopes, showing prominent gamma
emissions. Data from [33] and [34].
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Figure 2.3: Background rates for various isotopes as a function of time, along with weather
data for comparison. Note that the decrease in barometric pressure (top plot) or presence of
rain (bottom plot, cyan) affect the radon concentration. Data available online in real time
at radwatch.berkeley.edu [35].
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and thus are not very relevant to wide area searches which may integrate over only tens of
seconds.

Atmospheric Neutrons & Muons

The neutrons resulting from cosmic-ray showers will create the background in neutron detec-
tors, of course, but they also contribute to the gamma-ray background through interaction
with other materials, in particular hydrogenous material. Thermal neutrons especially have
a high cross section for capture on hydrogen through the reaction 1H(n,γ)2H, and the prompt
gamma that is emitted has a characteristic energy of 2224.57 keV. This allows for a particu-
larly strong neutron source to be detected potentially by only using a gamma-ray detector.
In very low background applications, activation products and inelastic scattering can also be
observed due to cosmic-ray produced neutrons [37], but these effects are not visible in the
applications of interest for this work.

The muons created in the cosmic ray shower are also easily detectable by most detectors.
Muons, as charged particles, ionize material while continuously slowing down. Because they
are highly energetic, they are not fully absorbed in most detectors. Thus, instead of resulting
in a sharp spectral feature, the energy deposited is dependent on the path length through the
detector. These effects are typically negligible compared to the terrestrial radiation observed
in the field, but they can be observed at higher energies where there are no competing gamma-
ray features in the background spectrum. For example, figure 2.7 in the following section
shows a low-background HPGe spectrum with visible contribution from muon interactions.

2.1.3 Anthropogenic Sources

Finally, an important source of background is the presence of various man-made isotopes.
These sources consist primarily of fission products; however, many of them are used for
legitimate medical or industrial applications, and are produced specifically for those pur-
poses. These contribute to the background in two different ways; first, they can appear as
background contamination, and second, they can appear as benign, or nuisance sources.

Fission Product Fallout

Long-lived fission products (with half-lives on the order of years or longer) can be found in the
background as a result of fallout from nuclear weapons tests and nuclear reactor accidents.
The most common which emit gamma-rays are 134Cs, 137Cs. Due to its shorter half-life
(2.06 years), 134Cs is a marker for fallout which originated from the Fukushima accident,
whereas 137Cs also includes fallout from the Chernobyl accident and above-ground testing
of nuclear weapons. Radiocesium can be found as surface contamination across the United
States [38, 39], Europe [40], and the rest of the world.
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Medical and Industrial Sources

Unlike the other sources mentioned previously, these are quite strong—much stronger than
the natural background—which means they could appear as potential threat sources. While
some may be easier to discriminate (for instance, a medical source which is clearly next to a
hospital), these sources can be found in almost any location (for instance, a medical patient
driving home after a treatment). The false alarm rates achievable with a real system may be
limited not by the variability in natural background, but by the presence of strong, benign
sources which are indistinguishable from threats.

Table 2.1 shows a list of various medical sources which are used for gamma-ray scintig-
raphy, single photon emission tomography, or positron emission tomography (PET). Not
included are the most common PET isotopes (such as 18F) which do not have any gamma-
ray emissions. These sources are still detectable via the 511 keV annihilation photons, but
there will be ambiguity as to the exact isotope; it would be assumed, however, that the source
is 18F, as this is the most common PET radiotracer in use. The other isotopes commonly
seen in the field are 99mTc, used for bone scans, myocardial perfusion imaging, and other
diagnostics, and 131I, used for radiation therapy targeting the thyroid.

Table 2.1: Gamma-active isotopes used in medical diagnostics or therapies, including half-life
and the energy of the most prominent gamma-ray (where multiple prominent gamma-rays
are emitted, the highest energy is shown).

Isotope t1/2 Eγ

57Co 271.8 d 122.06 keV
67Ga 3.261 d 300.22 keV
82Rb 1.260 m 776.52 keV
99mTc 6.01 h 140.51 keV
111In 2.805 d 245.40 keV
123I 13.2 h 158.97 keV
125I 59.4 d 35.49 keV
131I 8.020 d 364.49 keV
133Xe 5.243 d 81.00 keV
177Lu 6.65 d 208.37 keV
201Tl 3.039 d 167.43 keV

Table 2.2 lists some of the sources which have industrial uses and may be found in the
field. Not included are naturally occurring sources such as 226Ra which also have industrial
uses. As this source is also found naturally as the decay daughter of uranium, it can be
difficult to spectrally distinguish a source of 226Ra from the natural background. Potential
approaches would be to use imaging (which will separate a uniform background from a point
source) or to look for a break in equilibrium of the decay chain.

These sources in particular can be difficult to distinguish from threat sources. For in-
stance, a typical standard used to test detection sensitivity is the fission product 137Cs.



CHAPTER 2. BACKGROUND IN GAMMA-RAY DETECTORS 26

Table 2.2: Gamma-active isotopes used in industrial applications, including half-life and
the energy of the most prominent gamma-ray (where multiple prominent gamma-rays are
emitted, the highest energy is shown).

Isotope t1/2 Eγ

51Cr 27.70 d 320.08 keV
54Mn 312.3 d 834.85 keV
60Co 5.271 y 1332.50 keV
65Zn 244.3 d 1115.55 keV
75Se 119.8 d 264.66 keV
110mAg 249.8 d 657.76 keV
137Cs 30.07 y 661.66 keV
140La 1.678 d 1596.21 keV
169Yb 32.03 d 197.96 keV
192Ir 73.83 d 316.51 keV
198Au 2.695 d 411.80 keV
241Am 432.2 y 59.54 keV

While it is possible to use 137Cs to build an RDD, industrial sources of 137Cs are much more
common, as the isotope is used in gas flow meters, oil well logs, and other industrial appli-
cations. Often, these sources are found either in transport or in use, meaning they are not
easily correlated with, for instance, a nearby oil company or gas utility.

Another interesting example of nuisance sources is 60Co, which is not only found as in-
dustrial sources, but is found as contamination in steel as a result of manufacturing processes
[41] as well as accidental contamination when cobalt sources are recycled along with steel
[42]. Like cesium, it will appear as uniform contamination, but it can also be found in very
intense sources, such as radiographic scanners used to image cargo containers.
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2.2 Detection of Gamma Rays

2.2.1 Gamma-Ray Energies of Interest

The energy range of interest for this work is nominally from about 50 keV to 3 MeV. The
lower energy is determined primarily by the electronic noise of the system. Many gamma-ray
detectors typically have limited efficiencies below this energy regardless, due to absorption
in the detector casing or, in the case of traditional p-type germanium detectors, the block-
ing contact on the outside of the detector. Specialized detectors are available with lower
thresholds, but this is not required for the sources typically seen in the field.

The lowest energy line of interest is at 59.54 keV from 241Am. This means that atomic
X-rays are not usually of interest, with a few exceptions. The actinides, which includes SNM,
have K X-rays which are above 90 keV, and lead has K X-rays around 75 and 85 keV [34].
These X-rays are in general not observed due to radioactive decay (although they do occur),
but rather due to fluorescence of these materials when they are excited by gamma rays. Due
to the presence of lead shielding in close proximity to the detectors, these X-rays are always
seen in the field.

The highest-energy line of interest is the background line at 2614.51 keV from the decay
of 208Tl. Above this energy, there are no background lines with appreciable branching ratios
[43], and any lines would require very long integration times to measure. Typically, any
sources with higher-energy photons would be too short-lived to be of interest. The source
with the highest energy studied for this work is 60Co with its 1332.49 keV photon.

2.2.2 Interactions of Photons with Matter

For photons in the energy range of interest, there are three primary physical processes by
which photons will interact with the detector: photoelectric absorption, Compton scattering,
and pair production. The mass attenuation coefficients for these three processes are shown
in figure 2.4 for sodium iodide. These coefficients are similar for other elements, with the
primary difference being the intensity of the photoelectric cross section, as well as the exact
location of the atomic absorption edges. The cross section for coherent scattering is also
shown in figure 2.4; this process is not of great interest, however, because it does not result
in any energy deposition, and it has a relatively low cross section compared to other processes.

For this system, the particular interaction mechanism is not of great importance, so
long as the full energy of the photon is deposited in the detector. For other configurations,
however, they become more important. For instance, a Compton imaging system uses the
kinematics of incoherent scattering to image the source, and also needs to reject photoelectric
or pair production events. In applications with lower background, coincidences between
detectors can be used to identify and suppress Compton or pair production events which do
not deposit the full photon energy. For wide area searches in the field, however, the majority
of continuum events are caused by photons which have first scattered in the environment,
not in a detector, so there is no obvious way to reject them.
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Figure 2.4: Mass attenuation for various photon interaction processes in sodium iodide as a
function of energy. Data is from [44].

Photoelectric Absorption

The photoelectric effect is the process by which a photon (in this case a gamma ray, but
in general a photon of any energy) is absorbed by an electron in the material and imparts
its full energy to the electron as shown in figure 2.5. This interaction process dominates
at lower energies (on the order of 200 keV, depending on the absorber material). Since the
electron is bound to an atom, there is a threshold corresponding to the binding energy of
the electron, but typically even the largest binding energy is below the energies of interest.
For example, the cross section in figure 2.4 shows a sharp rise at 33 keV corresponding to
the binding energy of the K electron in iodine. While this feature is below the energy range
of interest here, other applications which look at low-energy photons will need to account
for the drop in detection efficiency below the K-edge.

γ e−

Figure 2.5: Diagram of photoelectric absorption process.

The resulting electron must then be stopped in the detector material, and the vacancy
left by the electron will be filled, typically by emission of an X-ray. As long as the detector is
large enough to stop both the electron and the X-ray, the entire photon energy is deposited
in the detector. Higher-energy photons, for which photoabsorption is not the dominating
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process, may interact by other mechanisms which result in a lower-energy photon, which
then may be absorbed to deposit the remainder of the initial energy. In each of these cases,
a photoelectric event will usually result in a full energy deposition, which is required for
spectroscopy and coded aperture imaging.

The cross section for photoabsorption increases strongly with the atomic number of the
material. This is one advantage of using sodium iodide over many other detector materials,
in that the higher atomic number of iodine (Z = 53) leads to favorable peak-to-total ratios in
the resulting spectrum. Regardless of the material, the cross section decreases exponentially
with incident photon energy, leading other interaction processes to dominate.

Compton Scattering

Compton scattering is the incoherent scattering of an incident photon on an electron, where
a fraction of the energy is imparted to the electron and the photon is scattered at some angle
and with a lower energy. In Compton scattering, the electron is assumed to be at rest and
unbound, and while this is not true in a real detector material, this assumption makes the
kinematics more tractable. A diagram is shown in figure 2.6.

γ

γ′

e−

φ

Figure 2.6: Diagram of Compton scattering process.

The energy of the scattered photon E ′ is related to the incident energy E and the scat-
tering angle φ by the Compton equation:

E ′ =
E

1 + E
mc2

(1− cosφ)
, (2.1)

where mc2 is the rest mass of the electron (511 keV). As mentioned previously, these kine-
matics can be used in a Compton imaging system, and such systems have been designed
for wide area searches in the field, but will not be discussed in this work. While Compton
scattering only results in a partial energy deposition in a detector, the scattered photon will
have a chance to interact again, potentially depositing the remainder of the energy.

The scattered photon is likely to escape the detector, and only a fraction of the energy is
deposited in the detector, which results in a continuum of energies. This adds background
to the lower energy regions of the spectrum, and can be the primary source of noise, such as
the spectrum shown in figure 2.7. In such cases, the continuum can be reduced by tracking
the escaped photon with an anti-coincidence shield, an additional detector which vetoes the
partial energy deposition in the main detector [45].
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Figure 2.7: HPGe spectrum of an environmental sample which is dominated by the Compton
continuum from the naturally-occurring isotope 40K. The detector used was a 115% efficient,
n-type coaxial detector in a low-background facility [46].

Outside of a detector, however, Compton scattering plays a very different role, in that it
changes both the energy and the direction of the background flux. Much of the continuum
observed in a typical field spectrum does not originate from Compton scattering and then
escape inside the detector, but instead from Compton scattering in the bulk of the source
material or in surrounding material. When source photons scatter, they lose energy according
to equation 2.1, meaning that not only are they not detectable in the photopeak, but they
increase the noise in the continuum. An anti-coincidence shield will not be able to reduce
this effect. Furthermore, if the photons scatter outside the source material (in the ground,
especially), the scattered photons now appear to have originated in the direction of the
scatter.

Pair Production

At higher photon energies, pair production becomes the dominant interaction process. Above
1.022 MeV (twice the rest mass of an electron), a photon may produce an electron and a
positron which carry the entire photon energy, as shown in figure 2.8. In order to conserve
momentum, this process must take place in the field of a nucleus or an electron. Only pair
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production in the nuclear field is considered, because the electron field process has a higher
threshold of 2.044 MeV (four times the electron mass) and a lower cross section than in the
nuclear field at all energies.

A

γ
e−

e+

Figure 2.8: Diagram of pair production in a nuclear field.

After the electron-positron pair is created, the positron will annihilate with a nearby
electron in the material, resulting in two photons, each with an energy of 511 keV. As long
as both photons are absorbed again, this will still result in a full energy deposition event.
Of course, even if one or both annihilation photons escape the detector, the interaction still
deposits a known energy, resulting in a single- or double-escape peak in the spectrum. If
desired, these smaller peaks could also be used for spectroscopy or imaging, but in practice
the signal will be too small to contribute meaningfully.

If, however, a photon pair is produced outside the detector, this can create a source of
511 keV photons in the environment. Thus, due to the prevalence of various background
sources with energies above 1 MeV, there will always be a source of 511 keV photons in
the background spectrum. In particular, the lead shielding near the detectors provides a
high-density target for the production of 511 keV photons, and is always seen in the field.

Most of the sources of interest have energies below the 1 MeV threshold for pair produc-
tion. Even at 1333 keV (corresponding to the higher-energy peak of 60Co), pair production
is the least likely interaction process, as can be seen in figure 2.4. The main impact of pair
production on this application is the high rate of 511 keV photons seen in the background.

2.2.3 Types of Detectors

There are many different types of detectors that can be used for detecting gamma-rays, but
there are two that are particularly useful due to their energy resolution: scintillators and
semiconductors. An example of the energy spectrum from both types of detectors is shown
in figure 2.9. Both types are employed in this experiment, and one goal of this work will be
to evaluate their relative performance. A brief introduction is presented here, with system
specifics presented in chapter 3, performance in chapter 4, and results in chapters 5 & 6.

Scintillators

Scintillators are materials which emit light (usually visible or UV) when ionized by radiation.
The exact mechanism differs based on the type of scintillator, but in general the ionizing
radiation liberates an electron via one of the interaction processes described above. This
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Figure 2.9: Comparison of NaI (top curve) and HPGe (bottom curve) energy spectra for a
typical day of background in the Bay Area (5.7 hours total).

electron liberates additional electrons from the material, which then return to their ground-
level states and emit lower-energy photons in the process. These photons are then collected
by photomultiplier tubes (PMTs) that measure the light output, which is proportional to
the energy deposited by the ionizing radiation.

This work uses inorganic scintillators, in particular thallium-doped sodium iodide (NaI[Tl])
because of their high Z (53 for iodine) and respectable energy resolution[47]. A typical NaI
detector might have a full width at half maximum (FWHM) of about 8% at 662 keV. One
advantage which motivates their use is their relatively inexpensive cost, which allows for
large efficiencies. The higher Z results in a better peak-to-total ratio than many other de-
tectors (in particular, germanium which is discussed in the next section), which means that
higher-energy photons are less likely to downscatter into the energy of the source. However,
as much of the background continuum is created outside the detector in the environment,
this advantage is not so pronounced in the field.

The main drawback of these detectors is that their energy resolution is sometimes insuffi-
cient to resolve lines of interest from interfering background. For instance, the NaI spectrum
in figure 2.9 shows only a few resolvable peaks—only the 40K and 208Tl peaks are clear sin-
glets. For some applications, in which many lines must be resolved, NaI detectors will not
provide enough resolving power. In cases when only a single line needs to be measured, the
resolution may be sufficient to achieve good detection sensitivity.
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Semiconductors

Semiconductor detectors take advantage of their band structure to measure ionizing radia-
tion. When ionizing radiation liberates an electron, the electron creates electron-hole pairs
in the depleted region of the detector, which are then collected by a high electric field. The
number of pairs, and thus the resulting current, is again proportional to the energy deposited.

This work uses high-purity germanium (HPGe), which is considered the gold-standard of
detection because of its high energy resolution—about 0.2% FWHM at 662 keV. However,
it has the disadvantage of requiring cryogenic cooling, which in this case is accomplished
with liquid nitrogen. Recent improvements in cooling technology have made Stirling-cooled
devices much more reliable and affordable. Semiconductors also tend to be much more
expensive than other detector types.

The primary advantage of HPGe detectors is that their superb energy resolution makes
the measurement of the photopeak intensity relatively easy and well-studied [48]. For exam-
ple, figure 2.10 shows an inset of the background spectrum shown above, with the relevant
lines of interest marked. Most of the lines are easily resolved (with the exception of perhaps
the 134Cs line), compared to the NaI spectrum, in which none of these lines could be resolved.

Figure 2.10: Closeup of HPGe background spectrum around 600 keV showing typical lines
of interest.
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Chapter 3

Experimental System

3.1 MISTI System Overview

To study background variability, an experiment is required that is first of all mobile, since
the dominant feature is expected to be the spatial variability of the background. Next, the
detectors used need to have large efficiencies. This is required because a mobile system will
have very limited time to acquire statistics while driving past an object of interest. Even
at a relatively slow driving speeds, integration times will be at most on the order of tens of
seconds. Ideally, the detectors will also have high energy resolution, since a common cause
of false alarms is the inability to resolve lines of interest from nearby background lines. The
system needs to have contextual information as well, in order to know where the data were
taken and what nearby objects could contribute to the measured gamma-ray flux. Finally,
the experiment needs to acquire many hours of data in order to measure detection capabilities
at very low false alarm rates (on the order of once per ten hours).

For this work, the experimental system is the Mobile Imaging and Spectroscopy Threat
Identification vehicle, or MISTI, originally built by the Naval Research Laboratory (NRL)
[49, 50]. MISTI is a truck-mounted system, originally built for threat detection, but now
used to measure and study background. The system employs a large volume of both sodium
iodide and high-purity germanium detectors for gamma-ray detection, liquid scintillators
for neutron detection, and a wide variety of contextual sensors, such as a global positioning,
cameras, a weather station, and 3D ranging. A picture of the MISTI vehicle is shown in figure
3.1, along with a cut-away of a computer-rendered model showing the detectors inside. The
system is parked at the Lawrence Berkeley National Laboratory (LBNL) behind building
88, which provides power and liquid nitrogen to the system when it is parked. During a
measurement campaign, a professional driver and an operator take the truck out to measure
background three to four days a week. Each daily session of data taking lasts three to five
hours, depending on the destination and goals for the session.
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Figure 3.1: The MISTI experimental system parked behind building 88 at LBNL. The side
of the truck shows a cut-away of a computer-rendered model of the various detectors inside.
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3.2 Detector Systems

The primary pieces of equipment on board are the gamma-ray detectors. The MISTI truck
has 24 high-purity germanium (HPGe) detectors and a 10×10 array of thallium-doped
sodium iodide (NaI[Tl]) detectors. The NaI array is behind a randomly generated coded
mask of 2 cm-thick lead. Both arrays are shielded from the road with 2.5 cm of lead.

In addition, there are also 16 EJ-309 liquid scintillators on board the truck for neutron
detection. These detectors will be described here for completeness, but their results are
outside the scope of this work. A photograph of the three detector arrays inside the truck is
shown in figure 3.2.

Figure 3.2: HPGe, NaI (behind the lead coded mask), and EJ-309 arrays inside the truck.

3.2.1 High-Purity Germanium Array

The 24 HPGe detectors are commercial Pop-Top brand detectors from ORTEC (model num-
ber GEM100P4-SB) each with a nominal efficiency of 100% (relative to a 3 in×3 in cylinder
of NaI at 1332.49 keV). Typical crystal sizes are 8.7 cm in diameter and 6.4 cm in length.
Each crystal is housed in a vacuum cryostat, which is connected to a small cold finger and
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attached to a 5 L dewar of liquid nitrogen. The dewars are built with a copper cylinder
around the inner perimeter of the dewar instead of a dipstick, which allows for the dewar
and detector to be placed and filled in any orientation.

Figure 3.3: Exploded view of HPGe PopTop detector. Note that while the detector capsule
in this figure is the same as the detectors used here, the dewars used were the all-orientation
dewars described above, instead of the more typical dipstick. Image c©ORTEC [51].

Each detector and dewar assembly is placed in a block of foam to insulate it from vi-
brational shock, which is the primary cause of damage to the detectors. After many hours
of driving, the constant vibrations loosened the set screw holding the crystal in place inside
the cryostat, and at least five of the detectors were rendered inoperable due to this. Other
cryostats exhibited a degradation of their vacuum over the course of operation, and these
were connected to a vacuum pump and heated to 70◦C for 72 hours in order to restore their
performance.

The detectors were arranged wherever space was available inside the truck, as seen in
figure 3.1. Seven were stacked vertically near the back doors, eight were placed below the
coded aperture, and nine were arranged in a three-by-three grid on top of the generator. The
detectors near the floor (the eight under the aperture as well as the bottom-most detector
in the vertical column) were shielded underneath by 1 in of lead.

3.2.2 Sodium Iodide Array

The 100 NaI detectors are each 10 cm×10 cm×5 cm, and are arranged in a 10×10 array for a
total area of 1 m2. The relative efficiency of these detectors is approximately 170%. Each is
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read out with a photomultiplier tube (PMT). The array sits 0.4 m behind the coded aperture
array, which consists of a movable pattern of lead bricks, each 10 cm×10×2.3 cm. The pixel
pitch in both the detector array and the mask array is 11.8 cm. The mask is 12×18 pixels,
which gives a 90◦ fully-coded field of view in the direction of the truck speed [52]. The
detectors and mask are mounted on a steel frame in the center of the truck, and 1 in of lead
is mounted around the detector array to shield from radiation outside the field of view.

3.2.3 Liquid Scintillators

The 16 EJ-309 scintillators are cylinders, each 12.7 cm in diameter and 12.7 cm in length, ar-
ranged in two columns. The scintillating liquid is an organic mixture from Eljen Technology,
selected for its brightness, ability to discriminate between neutrons and gamma-rays, and
low toxicity. The detectors were assembled at the Sandia National Laboratory in Livermore.
Each is read out with a PMT, and the waveforms are digitized for pulse-height analysis and
pulse-shape discrimination.
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3.3 Electronics and Acquisition Systems

The data acquisition is built around a variety of NIM, VME, and MPOD hardware to
provide power to the detectors and record event information. Two electronics crates, shown
in figure 3.4, are used for the data acquisition. On the bottom is a standard NIM crate, which
provides power to the HPGe preamplifiers and performs analog shaping on all the HPGe and
NaI signals. On the top is a dual MPOD-VME crate, which provides high voltage (through
MPOD) and digital multi-channel analyzers (through VME) for each detector. The EJ-309
array has its own dedicated VME crate with high voltage supply and waveform digitizers.

Figure 3.4: The digital electronics and acquisition crates, with the dual MPOD-VME crate
on top and the NIM crate on the bottom.

3.3.1 Analog Shapers

The signals from the gamma-ray detectors are first shaped by nine analog NIM modules,
Mesytec MSCF-16 boards. These are 16 channel amplifiers that apply a 5th order filter
(CR-RC5) with a shaping time of 1µs. The gain and shaping time are adjustable over a
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universal serial bus, and the gain for each of the detectors is set to capture an energy range
from 0 to 3 MeV.

3.3.2 Digital List-Mode Acquisition

Next, the shaped signals are sent to five VME digitizers, Mesytec MADC-32 boards, which
are 32 channel digital MCAs. Four of these boards are used for the NaI detectors and have
a resolution of 11 bits. With the gain set as mentioned previously, this results in about 1.5
keV per bin. The final board is used for the HPGe detectors and has a resolution of 13 bits,
with the gain set to give about 0.4 keV per bin. Time resolution for all the boards is 100µs;
dead time for the NaI digitizers is 1.0µs and 6.4µs for the HPGe digitizers.

The PMT output from the EJ-309 are sent directly to two VME digitizers, Struck SIS-
3320 boards. These are 8 channel, 250 MHz waveform digitizers with 12 bits of resolution.
These waveforms are saved and used in post-processing for pulse-height analysis and pulse-
shape discrimination.

3.3.3 High Voltage Supply

High voltage to the gamma-ray detectors is provided by the MPOD hardware. Four ISEG
EDS modules, 32 channels each, provide high-voltage supply to the NaI array up to 2.5 kV
at 500µA. Two ISEG EHS modules, 16 channels each, provide high-voltage to the HPGe up
to 4 kV at 2 mA.
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3.4 Contextual Sensor Systems

Just as important as the radiation measurements for this work are the supporting data
streams, which provide context for the gamma-ray measurements. Just by knowing simple
information such as the location of the truck, the gamma-ray background can be categorized
by environment, such as rural areas, urban areas, etc. For purposes of source detection, the
speed of the truck is also important, as the speed determines how much time is available
to observe a source at a given distance. In addition to these basic contextual sensors, the
MISTI vehicle includes a variety of cameras, 3D ranging scanners, and a weather station for
identifying correlations between the background spectrum and other variables.

3.4.1 Position and Attitude Sensors

GPS & Inertial Navigation

First and foremost is the global positioning system (GPS), which gives the latitude and
longitude of the truck as it drives around the various environments. The device used here
is a Magellan ADU5, which combines traditional GPS functionality with differential GPS
between a reference base station and four antennae on the truck. In standard operating mode
while the truck is stationary, the GPS provides 5 m accuracy, but when moving, provides
down to 2 m accuracy, by using the relative location of the four antennae for local correction.
Of course, when the signal is poor, the position resolution worsens (e.g., when in a downtown
area surrounded by tall buildings) and can even stop functioning (e.g., when driving through
a tunnel). The four antennae also provide attitude information: roll, pitch, and compass
heading, which are obtained by using the relative positions of the four antennae. The GPS
provides all data at a rate of 5 Hz.

Speedometer

Next, the truck speedometer is directly read out and saved at a rate of 3 Hz. This provides
the truck speed with 1 mph accuracy, and the data stream is free from the sources of noise
that reduce the GPS reliability. While the 1 mph resolution is potentially lower than that
obtained by using the GPS data directly, the speedometer is more reliable and provides a
useful cross-check for the GPS data to filter outliers that are caused by poor satellite signals.
Similarly, when the GPS signal is strong, it can be used to calculate the truck speed and
verify the accuracy of the speedometer.

3.4.2 Environmental Sensors

Cameras

The MISTI system as built by NRL employed a FLIR WideEye II dual panoramic cameras,
one for visible light and one for infrared light (in the thermal range, 7.5–13.5µm, with three
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Figure 3.5: Environment sensors mounted on the front right of the truck, showing one
ladybug camera, one LIDAR, and the weather station.

CCDs per camera. This provided a near 180◦ image that was used to provide a reference for
the coded aperture imaging system.

(a) Visible light image in the panoramic
camera; note the person hiding in the
shadows in the background.

(b) Infrared image; note the contrast
between warm people and the sky (as
well as the ice held up in the right fore-
ground).

Figure 3.6: Visible (a) and infrared (b) images in the center CCD of each panoramic camera.
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One deficiency of this camera, however, is that it images only the right side of the truck.
To fully view the surroundings of the vehicle, two Point Gray Ladybug cameras were installed.
These are cameras with 6 CCDs each, arranged with five side-facing and one facing upward.
These cameras are also much higher resolution (2 megapixels per CCD) than the older FLIR
cameras (77000 pixels total). These were installed on the left and right front corners of the
truck, which allows for not only a very large field of view, but also the ability to reconstruct
object distances in front of the truck by using stereoscopic information.

LIDAR

Under each Ladybug camera is a Velodine 32-beam light detection and ranging system
(LIDAR). This system uses an array of 32 infrared lasers that reflect from objects in the
environment, and then measures the time of flight of the beams to compute the range to the
object. The device rotates about its axis to scan the beams across 360◦, with a horizontal
resolution of 0.16◦ degrees. The scanners are also tilted at a 10.5◦ angle so that as the truck
moves, the scan covers the field of view with a higher vertical resolution (1.33◦ with the truck
stationary) and range.

The resulting LIDAR data are individual points in three dimensions, with the scanner as
the origin. As the truck travels through the environment, a “point cloud” model is created
of the surrounding objects. An example of a point cloud taken on University Avenue in
downtown Berkeley is shown in figure 3.7, with the various storefronts and vehicles visible.
These point clouds can also be used as the basis in advanced gamma-ray imaging approaches,
as discussed in section 7.3.

Figure 3.7: Colorized point cloud, showing a street in downtown Berkeley, created from the
synchronized LIDARs and Ladybug cameras. The two LIDARs provide the 3D points, while
the cameras provide the color [53].



CHAPTER 3. EXPERIMENTAL SYSTEM 44

Weather Station

Also onboard the truck is a Vantage Vue 6250 weather station, which provides rainfall rate,
wind speed and direction, barometric pressure, humidity, and temperature data. The station
is mounted near the front right corner of the truck (shown in figure 3.5) at a height above the
roof of the truck so that wind is not impeded. Wind direction is measured with a weather
vane, while speed is measured by three wind cups. The humidity is measured by a variable
film capacitor, and rainfall is read out by filling a small spoon and counting the tip rate. As
discussed in section 2.1.1, these different weather phenomena will affect the concentration of
radon which can be observed by the gamma-ray detectors.

3.4.3 Synchronization

An important feature of this system is the synchronization that is performed between all the
sensors on board. To start, the GPS receives the current time over network time protocol
(NTP), which is distributed to all the servers to ensure clock synchronization. Next, a
rubidium oscillator is used to generate two clock signals, 10 kHz for the VME acquisition,
and 1 Hz for the cameras and LIDAR. This ensures that all the camera images are taken at
a known time with respect to the LIDAR scans and the GPS, which allows the integration
of these data streams as in figure 3.7.
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3.5 Support Systems

Finally, there are a number of important systems that do not collect data, but are critical for
keeping the experiment running. This includes the liquid nitrogen fill system, which keeps the
HPGe detectors at cryogenic temperatures, the generator and power transfer system, which
allows all the detectors and servers to operate while on the road, and the data curation,
which manages the many terabytes of data which were collected.

3.5.1 Liquid Nitrogen Filling

Each of the HPGe detectors has its own 5 liter liquid nitrogen dewar that must be refilled
every 24 hours. This constitutes a major operational challenge, since filling 24 dewars daily
takes a team of two people about one hour to complete. When the vehicle was first delivered
to LBNL, this task was performed manually, but has since been automated. This not only
reduces the required workload, but also makes the system safer, since the main hazard in
this experiment is the handling of liquid nitrogen. In an emergency, the detectors can also
be hand-filled with funnels.

The automatic fill system fills each detector every 12 hours. Liquid nitrogen is taken from
a 230 liter supply dewar and routed through solenoid valves to the detectors three or four
at a time. The detectors are filled until nitrogen overflows from the dewar exhaust, which is
measured by resistance temperature detectors (RTDs). The RTDs used are platinum-based
resistors (Pt-100) with a nominal 100 ohm resistance at 0◦C and a calibrated response of
0.38 Ω/◦C. There are two fill manifolds (figure 3.8a), which distribute the input supply to each
solenoid, and three exhaust manifolds (figure 3.8b), which measure the exhaust temperature
from each dewar. When the fills are all completed, the autofill system generates a report
and emails it out to the operators.

(a) LN fill manifold, showing the
solenoid valves, pressure transducer,
and emergency hand-valve.

(b) LN exhaust manifold, showing the
RTDs and one-way valves.

Figure 3.8: LN internal autofill hardware.
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The 230 L supply dewar sits outside the truck and is filled directly from the building’s
main supply of liquid nitrogen. This dewar is used to provide a buffer between the autofill
system and the building’s main tank, which often loses pressure when demand is high or
when being refilled by the nitrogen supply company. In addition, after being routed across
the building, the pressure at the truck is often too low to adequately fill the detectors. The
buffer dewar uses a pressure building circuit (figure 3.9a) which opens a coil that is exposed
to ambient temperature, allowing faster boil-off of the nitrogen up to a desired pressure.
This tank is typically kept around 50 psi and is automatically filled by its own fill station
(figure 3.9b) every 12 hours.

(a) Buffer dewar showing the pressure
building circuit valve and regulator.

(b) Buffer dewar fill station and supply
valve.

Figure 3.9: LN pressure building hardware between the truck and building supply.

3.5.2 Generator and Power Transfer

The system requires about 20 kW of electrical power at 440 V to operate. When parked,
the vehicle is plugged into the building power supply (called shore power) via an interlocked
power cable. To provide this level of power while the truck is in motion, there is a diesel
generator on board the truck. This generator draws from the same tank as the main truck
engine, which is refilled after each day of driving.

In order to switch from shore power to generator power, all power draw must be tem-
porarily halted. In order to avoid losing bias on the detectors, an uninterruptible power
supply (UPS) is used to power the detector electronics and servers while the transfer occurs.
After shore power is stopped, the generator is started and power can be transferred to the
generator.

3.5.3 Data Curation

With the addition of the ladybug cameras, the volume of data taken by the system increased
dramatically. Each camera saves over 2 GB of video data per minute (6 CCDs at 15 frames
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per second), so each four hour session results in about one terabyte of video. Although not
as large in terms of total volume, the gamma-ray list-mode data is saved in binary files every
minute, so there is a large number of files to manage for a session.

Table 3.1: Data rates per four hour session by subsystem.

Stream Format Data

NaI and HPGe list-mode 20 GB
EJ-309 list-mode with waveforms 20 GB
Visual/IR Cameras JPG images 10 GB
LIDAR ethernet packets 50 GB
Ladybug Cameras PGR video 1000 GB
GPS, weather, etc. various 2 GB

Total: 1.1TB

At the end of a drive, the truck is connected via gigabit ethernet to the local network at
building 88. The data are then downloaded to the network overnight, and finally archived
at the National Energy Research Scientific Computing (NERSC) Center at LBNL. NERSC
provided curation, archive, and backup services, as well as distribution to outside users.
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Chapter 4

Detector Characterization

4.1 Spectroscopy Performance

4.1.1 Energy Calibration

Energy calibration is required in any system that attempts to measure the energy of the
incident gamma rays. Each event in the ADC has a measured pulse height x, and the goal
of calibration is to find the function E(x) that maps the pulse height to the correct photon
energy. This is accomplished by measuring the photopeaks of various known references and
then fitting these data to an appropriate fit function. Challenges arise when combining
many different spectra from different detectors and over different periods of time, and more
automated approaches must be used [48, 54].

The energy response of both detector types must be calibrated regularly to compensate
for any gain drift. In addition, both systems have non-linearities that must be corrected.
The nonlinearity of the NaI detectors is intrinsic to the crystal itself, while in the HPGe
detectors it is a result of the analog shapers, which introduce a discontinuity in gain around
100 keV. The energy calibration procedure for both systems is discussed here.

HPGe

The higher energy resolution of the HPGe detectors makes it very convenient to find multiple
photopeaks with very little interference from neighboring lines. Multiple lines are always
present in the spectrum due to the natural background, and there are always peaks to
calibrate on even in the absence of an external source. Unfortunately, the shaper nonlinearity
is prominent in the region below 200 keV, where there are no good candidates; the peaks
are either too weak, such as the 93-keV line from 234Th, or too close to resolve, such as
the lead and bismuth X-rays between 73 and 90 keV. A 10µCi 241Am check source (60 keV
photopeak) was used to supplement the naturally-occurring background lines. Each morning
before driving, the 241Am source was placed on the end cap of each detector for about 30
seconds. These data were added to the background data from the night before, and the
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resulting spectrum was used to calibrate each detector. A typical calibration spectrum is
shown in figure 4.1, with the peaks of interest identified in table 4.1.
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Figure 4.1: Energy spectrum from a single HPGe detector, showing the peaks used for energy
calibration. Data are from the morning of March 13, 2012; total time is 15 hours. A 10 µCi
241Am source was placed on the endcap of the detector for about 30 seconds.

Table 4.1: Photopeaks used for energy calibration in HPGe.

Isotope Energy (keV) Origin

241Am 59.54 10µCi check source
212Pb 238.63 232Th daughter
214Pb 351.93 238U daughter
214Bi 609.31 238U daughter
40K 1406.83 primordial
208Tl 2614.53 232Th daughter

To obtain the peak positions for the calibration procedure, the ADC data x were fit to a
Gaussian curve plus a linear background continuum:

f(x) =
A√
2πσ2

exp
−(x− x0)2

2σ2
+m(x− x0) + d (4.1)
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where A is the peak area, σ is the standard deviation of the Gaussian, x0 is the peak
centroid, m is the slope of the background continuum and d is the background rate at the
peak centroid. Higher order background estimates using a third-order polynomial or the
error function were also used [55], but these fits did not provide any improvement over the
linear background model, mostly due to the fact that the background in the HPGe is already
quite linear over the range of the fit (tens of keV).

These peak locations were then fit to a rational function of the following form:

E(x) =
p1x

2 + p2x+ p3
x+ q

. (4.2)

where the numerator defines a quadratic trend, and q accounts for the nonlinearity at low
energy. The fits were restricted so that the calibrated energies were always positive (by
requiring q > 0) and monotonically increasing over the range of ADC values. The measured
linearity (equal to E(x)/x) and the resulting fit are shown in figure 4.2. The gain is quite
stable over the course of many days, so a daily calibration procedure such as this is usually
sufficient.
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Figure 4.2: Linearity in the HPGe energy spectrum shown in figure 4.1 as a function of
energy, normalized to 1 at 1461 keV, showing the calibration points and the rational fit
function used. The dotted lines indicate 68% confidence intervals on the fit.

To combine the data from the individual HPGe detectors into one spectrum, the events
need to be assigned to consistent bins. Because each detector has a different gain, binning
artifacts will appear if the counts are not appropriately rebinned. This is especially prob-
lematic in this system, as the ADC resolution (13 bits, or about 0.4 keV per bin) is not much
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smaller than the detector resolution, especially at lower energies (about 1 keV FWHM at
60 keV, for instance). To account for this, events are randomly placed within their ADC bin;
for example, if an event has an ADC value of 1000, it is randomly given a value between
999.5 and 1000.5. The calibration can then be applied and the spectra from all the detectors
summed together. An example of the resulting improvement is shown in figure 4.3.
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Figure 4.3: Summed HPGe spectrum from 19 detectors (a) before and (b) after events are
randomly sampled and rebinned. This is taken from the same data as in figure 4.1.

Finally, there was a periodic source of noise that would induce transients in all the
detector signals; this appeared as a broad peak around 100 keV in the energy spectrum.
Although this noise did not appear regularly or in a predictable manner, it would induce
noise events in every detector on the same ADC board. By removing any events that were
coincident across all detectors on a board, this noise could be removed from the spectrum,
albeit at the cost of potentially removing a few real events that happened to be in coincidence
with the noise. However, this method removed all the visible noise while retaining 99.7% of
events above 200 keV. This noise and its removal is shown in figure 4.4.

NaI

The sodium iodide detectors also exhibit a non-linear energy response; however, in this case,
the effect is dominated by the variable light output of the scintillator itself [56, 57]. Due
to its lower energy resolution, it is much more difficult to calibrate this nonlinearity on
a background spectrum, due to the relatively few number of clearly-resolvable peaks. In
addition, the gain of the PMT can vary over the course of hours, requiring more frequent
correction using spectra with limited statistics. To address this, the linearity is characterized
once beforehand, and then the gain is adjusted based on the position of the 40K peak, as it
is the most prominent in the spectrum.

To measure the linearity of the NaI detectors, a 10µCi 241Am check source and a 10µCi
137Cs check source were used to measure the response at 60 keV and 662 keV, respectively. In
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Figure 4.4: HPGe spectrum from March 15, 2012, showing an unusually high rate of noise
events. The red curve shows the spectrum before any attempt to remove the noise, while
the blue shows the spectrum after removing all events coincident across the ADC board. 4.9
hours of data are shown here.

addition, the 40K and 208Tl background lines were used to measure the response at 1461 keV
and 2615 keV. Example spectra are shown in figure 4.5.

The peaks in the spectra are fitted to equation 4.1 in order to measure the location
of the peak centroid. These peak locations are then fit to a quadratic as shown in figure
4.6. The linearity was assumed to be the same for all 100 scintillators and constant over
time (unlike that of HPGe detectors, which was measured for each detector and each day
of data). Whenever a recalibration of the spectrum is required, the 40K peak position was
used to adjust the overall gain such that the peak was at exactly 1461 keV, and then the
measured linearity is reapplied. Typically this was done on a daily basis, but can be done as
frequently as every hour. Shorter timescales were not feasible due to the limited statistics
in the 40K peak.

It should be noted that below 60 keV, the linearity is expected to actually decrease down
to a local minimum at the K-edge of iodine (33 keV) [58, 59], but this effect is not significant
for the range of energies that will be studied here.

4.1.2 Energy Resolution

Next the energy resolution is measured for both detector arrays. Using the same methods as
before (fitting the photopeaks to Gaussian curves), the standard deviation σ(E) is obtained
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Figure 4.5: NaI energy calibration spectra for a single detector, showing calibration peaks.
Data is from Jan 22, 2013; total time is 98 minutes. 10µCi of both 241Am and 137Cs were
placed half a meter from the detector array for about 40 minutes.

as a function of energy. For the 137Cs photopeak at 662 keV, the FWHM resolution of the
HPGe array is measured to be 0.2%, while that of the NaI array is 8%.

This is important for two reasons in particular. The first is that when looking for excess
counts in spectra with low signal strength, the optimum search algorithms depend on knowing
the resolution precisely, as will be shown in the next section. Second, these spectra will also
be used to study the effects of lower resolution detectors. They will be blurred to precise
resolutions in order to emulate the spectra from these detectors.

HPGe

Three sources of peak broadening are identified in the HPGe detectors [60]. First is the
statistical limit due to the number of information carriers created. If a photon deposits
energy E in the detector, the statistical variance σ2

stat (in units of keV2) is:

σ2
stat = FεE (4.3)

where F is the Fano factor (∼0.1 in germanium) and ε is the energy to create the electron-
hole pair (2.96 eV in germanium). Next, there is electronic noise, which has a variance
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Figure 4.6: Linearity in the NaI energy spectra shown in figure 4.5 as a function of energy,
normalized to 1 at 1461 keV, showing the calibration points and the quadratic fit function
used. The dotted lines indicate 68% confidence intervals.

σ2
elec:

σ2
elec =

2ε2Idτ

e
+ σ2

a (4.4)

where Id is the detector leakage current, e is the charge of the electron, τ is the shaping
time, and σ2

a is the noise in the amplifier and other electronics. This noise term includes
many different factors, but for the purposes of this work, what is most important is that
these factors are constant at all gamma-ray energies. Finally, there is peak broadening due
to incomplete charge collection in the detector, resulting in an addition variance σ2

coll. This
term is not known explicitly, but to first order can be assumed to vary linearly with energy:

σ2
coll = α + βE (4.5)

where α and β are detector-specific parameters.
Assuming that these sources of noise are all normally distributed and independent, the

three sources will add in quadrature to contribute to the total peak variance σ2
total:

σ2
total = FεE + α + βE + σ2

elec (4.6)

The peak width was measured at a variety of energies from 60 to 2615 keV and fit
to equation 4.6, as shown in figure 4.7. The 241Am peak at 60 keV is much wider (1.4
keV FWHM) than the higher-energy peaks up to around 400 keV. This is likely due to
incomplete charge collection in the lithium contact. Because these detectors are made of
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p-type germanium, the thicker lithium contact is on the outside of the crystal, where the
majority of 60 keV photons will interact. This effect is likely further exacerbated by the
repeated temperature cycling of the detectors, which allows the lithium to diffuse deeper
into the crystal when the detectors are at room temperature.
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Figure 4.7: HPGe energy resolution as a function of energy, showing the calibration points
and the fit function used (the 59.54-keV line was not included in the fit). The dotted lines
indicate 68% confidence intervals for the fit; error bars indicate 68% confidence intervals on
the peak width measurement.

NaI

In sodium iodide, the statistics of the information carriers are the dominant source of peak
broadening. In this case, the variance σ2 is simply proportional to the number of carriers.
This number will vary as a function of energy, due to incomplete light collection and non-
linearities as in figure 4.6. As with the case of the charge loss in germanium, this can be
assumed to vary linearly with respect to the incident energy [51]:

σ2 = α + βE (4.7)

where α and β are again specific to the detector and PMT. The data and resulting fit are
shown in figure 4.8.
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Figure 4.8: NaI energy resolution as a function of energy, showing the calibration points and
the fit function used. The dotted lines indicate 68% confidence intervals for the fit.

4.1.3 Peak Detection

Once the detector resolution is known, this information can be used to create a filter that
will extract peak counts from the spectrum. As the detector moves across the environment,
a two-dimensional filter will be required to find peaks that are significant in both energy (i.e.,
corresponding to a known isotope) as well as time (i.e., corresponding to a point source, not
the distributed background). This will be used later to not only find the sources of interest,
but also locate nuisance sources such as medical and industrial isotopes.

Energy Domain

The simplest way to separate an emission line from the background continuum in a spectrum
is to limit the energy of the photons to the known photopeak energy E0 of the source. This
can be done in the analog domain by using a single channel analyzer, or by implementing
an energy window in software. The window that optimizes the signal-to-noise ratio can be
found by assuming that the source dS/dE follows a normal distribution with area S0 and
peak width σ:

dS

dE
=

S0√
2πσ2

exp

(−(E − E0)
2

2σ2

)
, (4.8)
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and sits on top of a background continuum dB/dE which varies linearly with respect to
energy:

dB

dE
= B0 +m (E − E0) , (4.9)

where B0 is the background at the peak centroid and m is the slope of the continuum, as
in equation 4.1. Next, the peak is integrated symmetrically around the known photopeak
energy E0, from E0 − x to E0 + x. The source S is then:

S =

∫ E0+x

E0−x

dS

dE
dE = S0 erf

(
x/
√

2σ
)

(4.10)

and the background B is:

B =

∫ E0+x

E0−x

dB

dE
dE = 2B0x. (4.11)

In the case where B � S, the noise
√
S +B reduces to

√
B, and the signal-to-noise ratio

(SNR) is found to be:

SNR =
S√
S +B

≈ S√
B

=
S0 erf

(
x/
√

2σ
)

√
2B0x

, (4.12)

whose maximum is found numerically to be at x =
√

2σ. Thus the maximum signal-to-noise
ratio is obtained by integrating the peak over ±

√
2σ.

Ideally, one could reduce the uncertainty further by using the spectral information at
hand to estimate the background B under the peak. This can be accomplished with a
variety of techniques, such as template matching and stripping, but this becomes problematic
at the low count rates typically encountered in the field. A simple and robust method is
to use two neighboring energy windows, one to either side of the photopeak, to estimate
the background in the photopeak window [61, 62]. This is analogous to algorithms that
use a second derivative function in order to achieve more general peak searches [63, 64].
Example windows are shown in figure 4.9. The counts in the neighbor windows B1 and B2

add additional statistical noise, but allow the systematic variance to be reduced, resulting
in an improved signal to noise, since in general the systematic variance is much bigger than
the additional statistical noise. A simple, first-order estimate such as

B̃ = a0 + a1B1 + a2B2 (4.13)

is often sufficient and will be used for this analysis, where the linear factors a1 and a2
represent the contribution from the neighboring windows, and a0 is the mean excess in the
photopeak window.

The factors ai were generated using a separate day of background data as a training
set as follows. The count rates in the three background windows were measured for each
run in the training set, and equation 4.13 was fit to these values using a least squares
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Figure 4.9: Spectral windows used to estimate the background under the 137Cs peak in the
sodium iodide spectrum. The width of the central window B is 2
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√
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regression. However, even if no training is available, a linear interpolation between the
neighboring regions (corresponding to a0 = 0, a1 = a2 = 1) provides a reasonable estimate
of the background. It should be noted that when the neighbor windows are adjacent to
the peak window, some of the actual peak counts (16% for this window) will be included
in the background estimate, increasing the systematic variance. Additionally, downscatter
from material in the truck or environment may increase the count rate in the lower-energy
background window. The exact position of these windows can be adjusted precisely according
to how much the background in that region of the spectrum varies, but for this work the
windows were simply chosen by eye. For instance, the windows shown in figure 4.9 were
chosen to avoid the background line at 609 keV from214Bi.

Time Domain

To further improve the signal-to-noise ratio, the counts are only integrated over a finite period
of time. This is because the distance to the source r varies as a function of time t as the
detector system passes by the source. If the integration time is too short, insufficient statistics
are acquired; if the time is too long, then the detector measures excess background. In the
time domain, the source count rate dS/dt varies with the inverse of the distance squared:

dS

dt
=

S0

r(t)2
, (4.14)
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and the background rate dB/dt is assumed to be constant over the time of interest:

dB

dt
= B0. (4.15)

If the detector is assumed to be traveling in a straight line at a constant velocity v, then
the distance to the source r can be decomposed into one dimension that varies with time,
x(t) = v(t− t0), and the standoff distance y0, which is constant:

r(t)2 = x(t)2 + y20 (4.16)

Here, t0 is the time when the detector is closest to the source, and y0 is the distance at closest
approach. This allows the source and background terms to be expressed as a function of
distance, and the terms are integrated from −x0 to +x0, substituting dt for dx/v:

S =

∫ +x0

−x0

S0

x(t)2 + y20

dx

v
=

2S0

vy0
tan−1 (x0/y0) ; (4.17)

B =

∫ +x0

−x0
B0
dx

v
=

2x0B0

v
. (4.18)

Again assuming B � S, the signal-to-noise ratio is:

SNR =
S√
S +B

≈ S√
B

=

√
2S0 tan−1 (x0/y0)

y0
√
vB0x0

, (4.19)

and the maximum is found numerically to be at x0 = 1.39y0. Thus the integration time is
optimized when the truck crosses a precise distance that is a function only of the distance
between the detector path and the source, independent of vehicle speed.

In practice, however, there are two effects that will decrease the optimum integration
length. The first is air attenuation, which will reduce the counts at all positions but especially
when the detector is furthest from the source. The second is solid angle of the detectors,
which is also reduced when the detector is distant from the source. As a worst case example,
consider 214Am; with a gamma-ray energy of 60 keV, the linear attenuation coefficient in air
is 0.02 m−1. As the source moves away to some angle θ from the incident axis of the detector
plane, the solid angle is reduced by a factor of cos θ. In this case, the optimum integration
length is reduced to x0 = 0.69y0. A comparison of the ideal case, as in equation 4.19, and
the worst case presented here is shown in figure 4.10. For this system, a constant length of
x0 = y0, corresponding to an opening angle of ±45◦ was chosen regardless of source energy or
standoff. This choice results in a signal-to-noise ratio which is at least 95% of the optimum
for anywhere between the best and worst cases. In addition, this integration length matches
the fully coded field of view of the imaging system.
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Figure 4.10: Relative SNR as a function of integration width for a detector moving by a
source at constant speed, showing best case (no air attenuation, point detector) and worst
case (60 keV air attenuation, planar detector, 100 m closest approach).
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4.2 Imaging Performance

4.2.1 Coded Aperture Design

The coded mask delivered with the MISTI system was designed by NRL for the original
system, and all of the data were taken with this mask in place [49]. However, it became
apparent that the imaging performance of this mask would not suit the needs of this experi-
ment. In particular, in order to make claims about the relative performance of imaging and
spectroscopy, the imager must have the maximum source term possible, which the delivered
mask did not possess.

The area in the field of view is considered fully coded where the incident flux passes
through the mask pattern before hitting any of the detectors. As shown in figure 4.11, the
relative size and position of the detector and mask planes determines the fully-coded field of
view (FCFV) as well as the partially-coded field of view (PCFV). In this system, the FCFV
is ±45◦, and the PCFV extends to ±74◦. The fully-coded region is the most important for
detection, as it provides the best imaging information. In addition, it is the region which
will have the highest statistical certainty, where the source is closest to the detector.

Figure 4.11: Diagram of the fully-coded field of view (FCFV) and partially-coded field of
view (PCFV) in the coded aperture system [65].

The new coded mask is a randomly generated pattern (as opposed to a uniformly redun-
dant [66] or pseudo-random array [67]) designed to optimize the point spread function in the
fully-coded field of view [68]. Approximately 106 patterns were generated and scored based
on their open fraction (as close to 50% as possible) and the height of the side-lobes in the
point spread function (as close to 0 as possible) [69, 70]. The mask height is the same as the
detector array height, which means that in the fully-coded field of view the image is only
one pixel high. 50% opacity was used to guarantee the best SNR for detection of a point
source in a noisy background [65].
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After the best pattern was found, individual pixels were flipped such that each of the
10×10 possible sub-arrays (one for each of the nine locations in the fully-coded field of
view) was also 50% transmissive. The 10×10 sub-array size corresponds to the size of the
scintillator array, which is convolved with the mask response to create the image. Again,
each permutation was scored and the best, shown in figure 4.12b, was installed on the truck.

(a) Original mask pattern. (b) New mask pattern.

Figure 4.12: Original (a) and new (b) coded mask patterns. Black indicates lead (opaque),
and white indicates no lead (transparent).

Because this is an indirect imaging technique, the 50% opacity determines the maximum
efficiency that can be achieved. The resulting point spread response for the fully-coded field
of view is shown in figure 4.13b. Each row in the matrix represents the image at each of the
nine locations in the field of view when imaging a point source in the absence of noise. The
ideal response would have a value of 0.5 on the diagonal (corresponding to the 50% opacity)
and 0 off the diagonal (no imaging artifacts).
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(b) New point response.

Figure 4.13: Point response matrices for original (a) and new (b) coded mask patterns,
showing the response at each 10×10 sub-array.

The original pattern (shown in figure 4.12a was 50% transmissive overall, but not at each
sub-array. In particular, the pixels near the center of the mask were more opaque on average
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than those on the edges. This meant that when the source was closest to the truck, more
events were lost in the mask and the overall SNR was not as high. In addition, the image
reconstruction is not as simple to perform as with the updated mask, because each pixel
must be weighted by local transparency of the mask.

4.2.2 Image Reconstruction

The balanced correlation decoding method [66] was used for image decoding, which produces
a background-subtracted spectrum suitable for alarming. The decoding function G used is

Gi,j =

{
1 if Ai,j = 1

−ρ
1−ρ = −1 if Ai,j = 0

(4.20)

where A is the idealized transmission of each mask element (either one or zero) and ρ is the
density of the array (here 50%). The resulting image I is then

I = D ⊗G (4.21)

where D is the array of counts in each detector and ⊗ denotes the matrix cross-correlation
operator. As the detector moves past the source, an image is made at nine locations, corre-
sponding to each pixel in the fully-coded image space, and the resulting images are summed
with the appropriate offset to make a combined image [71]. For this analysis, the same peak
window B shown in figure 4.9 is used when creating the image; that is, both algorithms
know which isotope needs to be detected. The neighbor windows were not used to estimate
the background when creating the image.

The imaging resolution of this system is limited by the spatial resolution of the detectors
and the distance from the detectors to the mask. The distance between the detector plane and
mask plane is a factor of four times the pixel pitch, which gives a resolution of tan−1(1/4) =
14◦ on axis. Figure 4.14b shows the full image (including the partially-coded field of view)
for a 137Cs source directly on axis. In order to reconstruct the partially-coded region, the
value of ρ must be determined for each pixel in the PCFV (since the density of the array
was only required to be 50% for the FCFV).

With the balanced correlation algorithm, the total source counts S are reduced by a
factor of two due to the mask, and the background is divided between two measurements,
each consisting of on average B/2 counts: one corresponding to the unmasked pixels (when
Gi,j = 1) and the other to the masked (when Gi,j = −1). Note that the imager is not
required to have high resolution in order to detect the source. Rather, the imager’s strength
at detection comes from its ability to estimate and subtract the background (measured by the
masked detectors) from the source plus background (measured by the unmasked detectors),
as shown in figure 4.15. This demonstrates that the decoding algorithm can sufficiently
reject the background, at the expense of an additional loss in efficiency. For instance, at
662 keV, figure 4.15 shows that the imaged source is only 60% of the gross source counts.
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(a) Reconstructed image with original mask of a 8 mCi 137Cs source, 60 s integration time.
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(b) Reconstructed image with new mask of a 4 mCi 137Cs source, 60 s integration time.

Figure 4.14: Reconstructed image of an on-axis 137Cs source for original (a) and new (b)
coded mask patterns. Images are normalized to 1 at their maximum, and -1 corresponds to
completely uncoded pixels (no detectors were unmasked). Note that although the top image
has a source twice as strong, one minute is more than enough time to get adequate statistics,
and the noise is dominated by image artifacts, not counting statistics.
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Figure 4.15: Imaged 137Cs spectrum showing background reduction due to imaging. The
dashed line shows the summed spectra of all NaI detectors. The blue line shows the same
spectrum with the previously measured background subtracted, while the bottom line shows
the spectrum generated by the balanced correlation decoding.

This is likely due to the non-zero thickness of the mask elements, which results in partial
attenuation in some elements, as well as transmission through the lead.

In addition, the mask and detector elements have a non-zero size, which means that as
the source moves across the field of view, the shadow cast by the mask moves continuously
from one detector to the next. When the source is halfway between two pixels in the image
space, counts will be shared between two detectors. A well-designed mask will still image
the source, but the image resolution will be broader, and the signal in the pixel of interest
will be reduced. Because the mask is 50% opaque, on average half the mask pixels will stay
the same through the transition (i.e., both are opaque or both are open) and still image as
expected, while the other half will change (i.e., from opaque to open or vice versa) and fail
to image. As the source transitions linearly between 100% coded and 50% coded, the signal
is expected to be reduced to about 75% of the total source counts. The exact amount in this
particular mask is 74.4%.

4.2.3 Proximity Localization

Ultimately, one would like to be able to localize the source to a position in three dimensions.
A single coded aperture image only provides a ray in two dimensions, and multiple points of
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view are required in order to reconstruct the distance between the path of the detector and
the source. By backprojecting the coded image continuously along the path of the detector,
the position can be found as shown in figure 4.16.

Figure 4.16: Coded aperture backprojection for a 1 mCi 137Cs source, taken with the original
mask. The ‘x’ is the maximum value of the backprojection, while the true standoff was 10 m.

However, an imaging system is not required to find the distance to the source. As derived
in section 4.1.3, there is an optimum time over which detector counts should be integrated
that depends on the source standoff. In the same way that coded aperture backprojects
the source counts onto the field of view, the results of the proximity algorithm can also be
projected, with only a single pixel covering a 90◦ arc (taken from figure 4.10), instead of the
14◦ arc in the case of coded aperture. The results are shown in figure 4.17 [72].
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Figure 4.17: Backprojection of the proximity algorithm for a 1 mCi 137Cs source, using the
HPGe data. The ‘x’ is the maximum value of the backprojection, while the true standoff
was 10 m.
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4.3 Efficiency Calibration

4.3.1 Simulations

The efficiency for the detectors moving past a stationary source was simulated to obtain
source rates for arbitrary isotopes, strengths, and standoff distances. The modeling was
performed with the SWORD software package [73], a front end for GEANT and MCNPX.
Responses were simulated for five different photon energies: 122 keV (57Co), 364 keV (131I),
662 keV (137Cs), 1173 keV (60Co), and 1333 keV (60Co). These simulations were performed
to account for the effects of air attenuation, shielding material in the body of the truck, and
the finite size of the detectors and mask elements. Simulated sources were moved across the
field of view at a constant horizontal velocity of 25 mph but were kept vertically in line with
the detector array; this was considered a reasonable assumption for a typical scenario, given
that the imaging resolution is rather large at 14◦.

4.3.2 Benchmarking

The simulated responses were benchmarked to calibration runs performed with 4 mCi of
137Cs at 20 m standoff, both with and without the lead coded aperture in place. The truck
was parked near an abandoned lot at the Richmond Field Station (RFS), and the source
was moved across the field of view at a standoff distance of 20 m, as shown in figure 4.18.
The source was placed on top of a ladder to reach a height close to the center of the NaI
array inside the truck; the actual relative height varied between 0.1 and 0.7 meters below
the center of the array. A photo of the measurements can be seen in figure 4.19.

The source was laterally positioned every 2.5 meters along the path, which corresponds to
half a pixel length in the imager. Data were taken for at least ten minutes at each location,
with locations further from the truck taking proportionately longer times that scaled with
the square of the distance. Two separate calibrations were performed; one with no lead mask
and another with the mask shown in figure 4.12b installed. The photopeak countrates were
then compared between the RFS data and the SWORD simulations. Results for the sum of
all NaI detectors are shown in figure 4.20.
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20 m	


40 m	


Figure 4.18: Diagram of the benchmark measurement setup, showing the truck at Richmond
Field Station and the source moved across the field of view.

Figure 4.19: Truck at Richmond Field Station for benchmark measurements. The source is
on the ladder directly in front of the vehicle, and the small orange flags mark each source
measurement location.
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Figure 4.20: Comparison of SWORD simulation data (solid lines) with the RFS measure-
ments (data points) for both without the mask (top) and with (bottom). Data are shown
here for the summed count rates in the 137Cs photopeak for all NaI detectors.
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Chapter 5

Measurement Campaign

5.1 Campaign Timeline

In order to study the detection sensitivity at very low false alarm rates in the presence of
real-world background, many hours of data must be taken in the field. These measurements
were made over the course of two years in shorter phases as shown in table 5.1. In addition
to the five background measurement phases, data were taken at the Richmond Field Station
for calibration as discussed in the previous chapter.

Table 5.1: Overview of Campaign Phases.

Phase 1 Nov 29, 2011 – Dec 15, 2011
Phase 2 Mar 13, 2012 – May 2, 2012
Phase 3 Aug 14, 2012 – Oct 18, 2012
Phase 4 Jan 22, 2013 – May 9, 2013

RFS Runs Jun 13, 2013 – Jul 23, 2013
Phase 5 Oct 18, 2013 – Dec 4, 2013

The different phases were marked by different hardware changes. For instance, phase 1
data were taken with the original system as developed by NRL. Phase 2 corresponds to the
addition of the ladybug cameras, LIDAR, and weather sensors. Phase 3 saw the introduction
of the neutron detectors. Phase 4 data were taken with no coded aperture in place in order
to measure the attenuation of the background through the mask, and phase 5 data were
taken with the improved coded mask in place.

5.1.1 Total Volume of Data Taken

A high volume of background data is required in order to probe low false alarm rates.
Typically, applications will require false alarm rates on the order of once per eight hours,

Much of the content in this chapter appeared in [74]. c© 2013 IEEE.
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which sets a minimum amount of background data that must be acquired (at least eight
hours of background). However, as it is the systematic uncertainty in the background that
drives the false alarms, it is important to measure a wide sample of background environments
in order to understand the performance in an unknown environment, as will be shown in
this chapter.

In addition, the system may encounter unexpected radiological features, such as medical
or industrial isotopes, or contaminated areas, such as abandoned naval bases. One important
result of this work will be the frequency at which these sources are encountered. Because they
appear relatively infrequently, many days of data will be required to measure a significant
number of these anomalous sources.

Table 5.2: Quantity of Data Measured by Phase.

Number Distance Duration
of Runs (miles) (hours)

Phase 1 10 683 44.1
Phase 2 22 1461 85.5
Phase 3 11 578 47.1
Phase 4 17 911 74.4
Phase 5 8 225 29.9

Total 68 3804 281.0

Table 5.2 shows the amount of data taken in each measurement phase. Most of the
analysis done here used the phase 2 data, as it was the longest period of measurement with
no configuration changes.

5.1.2 Configuration Changes During Operation

As mentioned above, the various phases of collection typically corresponded to different
hardware configurations. For the most part, these changes did not affect the efficiency of
the radiation detectors; for instance, the addition of the contextual sensors to the front of
the truck does not appreciably attenuate the incoming gamma rays. The primary change
occurred in phase 4, which was taken with no coded aperture in place.

Spectra were taken with the sodium iodide array overnight before and after the removal
of the lead mask, and the relative intensity across the spectrum is shown in figure 5.1. The
most obvious feature of this “spectrum” is the inverted background peaks, indicating that
the mask is indeed attenuating the incoming photons. However, the relative countrate above
500 keV is only about 10% lower with the mask in place. There are two reasons for this;
the first is that the array is only shielded by lead on the perimeter of the array, and the
entire backside is exposed to the background. Second, the addition of more lead may also
increase the downscatter of higher-energy photons into the continuum. Also of interest is
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the presence of the 511-keV and X-ray peaks which are not inverted; this confirms that the
lead mask is a significant source of pair production and X-ray fluorescence.
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Figure 5.1: Change in sodium iodide countrate due to the presence of the coded mask as a
function of energy. The relative intensity is found by dividing an unmasked spectrum (from
phase 4) by a masked spectrum (from phase 3), both measured when the system was parked
overnight.

The remaining hardware changes never occluded the field of view of the coded aperture,
nor the field of view of the germanium detectors which primarily look out the right side of
the truck. A list of the changes in configuration over time is shown in tables 5.3 and 5.4.
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Table 5.3: Configuration Timeline for 2011 & 2012.

2011
Oct 21 MISTI Arrives. 100 NaI, 24 Ge present. All lead removed except for ∼4 ft2

under the back column of Ge and around the perimeter of the NaI array. One
large purge dewar present.
Phase 1 Data collection

2012
Jan 4 Detectors 13, 16, and 20 removed and tested.

Jan 20 Detector 20 is fine; returned to truck. Detector 0 removed and tested.
Jan 29 Lead installed on the floor under the 8 Ge under the mask.
Feb 1 Liquid nitrogen autofill installed.

Feb 28 Ladybugs and starboard LIDAR installed. Truck taken out, but returned briefly
for ladybug domes and then permanently due to brake pressure issues. Lead
was rearranged (210 lbs removed).

Mar 9 Purge dewar removed.
Mar 13 Begin Phase 2 Data collection
Apr 11 Port ladybug removed and returned to CCI-2. Weather station installed.
May 2 End Phase 2 Data collection

May 10 Neutron detectors installed.
May 23 New port ladybug installed.

Jun 7 Detector 9 removed for annealing.
Jun 22 Detector 15 removed.
Jun 29 Detector 3 removed.
July 11 Detectors 14 & 17 removed.

Aug 8 Detectors 3 & 17 returned. Detector 16 returned to truck, but not working.
Aug 15 Detector 16 removed again.
Aug 16 Begin Phase 3 Data collection
Aug 31 Detectors 14 & 15 returned.

Sep 4 Detectors 8 & 20 removed.
Sep 18 Detector 23 removed.
Sep 26 Starboard LIDAR removed for firmware upgrade.
Sep 27 Detector 20 returned.
Oct 16 End Phase 3 Data collection
Nov 12 Starboard LIDAR reinstalled at 10.7
Nov 21 New lead below 8 Ge detectors (2 1”×4”×8” bricks each)
Nov 29 NRL coded mask removed
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Table 5.4: Configuration Timeline for 2013.

2013
Jan 17 Port LIDAR installed at 10.7◦; Novatel installed
Jan 22 Begin Phase 4 Data collection
Jan 24 Starboard Ladybug removed
Jan 28 Starboard Ladybug returned
Mar 1 Starboard LIDAR removed for firmware repair

Mar 25 Port LIDAR removed to give to CCI
Apr 8 Starboard LIDAR returned; still at 10.7◦ but device rotated 90◦ from previous

positioning
May 9 End Phase 4 Data collection
Jun 13 Begin RFS calibration runs
Jun 26 New mask installed (10×18 region)
Jul 18 End RFS calibration runs
Aug 6 HPGe rearranged: 4→0, 5→4, 6→16, 7→13, 10→23; ∼3 ft2 lead removed from

back column (still part of a ∼1 ft2 piece left with the LN pipe running through
it)

Sep 13 Starboard LIDAR uninstalled to key mounting wedge
Sep 18 Detectors 10, 20, and 27 removed and taken to Etcheverry for repairs
Oct 4 Detectors 20 and 27 returned to truck
Oct 7 Both LIDARs returned to original orientation (within some error), now with

keyed mounting wedges and notched to show orientation
Oct 8 Begin Phase 5 Data collection

Oct 14 New purge line installed; two 1”×4”×8” lead bricks installed under detector 5
Nov 5 Removed all dangling LEMO cables from shaper 1 NIM module and replaced

with 50Ω terminators
Dec 4 End Phase 5 Data collection
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5.2 Locations Surveyed

In order to measure the full possible variability that could be encountered in the field, an
effort was made to survey as a wide variety of locations as possible. Figure 5.2 shows the
different locations that were surveyed over the measurement campaign. Typically, the truck
was driven on a standard route through Berkeley and Oakland, and then taken to a more
distant area of interest afterwards.

Figure 5.2: Map of the Bay Area, showing the routes driven in 2012 and 2013. Missing from
the map is the drive across the Golden Gate Bridge, which was performed in 2011. Satellite
imagery c©Google.
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5.2.1 Environmental Variability

Figure 5.3 shows the typical HPGe and NaI[Tl] spectra from a single day of data. The
background emission lines in the HPGe spectrum can be sorted by their various origins, the
most prominent being the three primordially radioactive elements: potassium, uranium, and
thorium. 40K was identified by its only gamma-ray emission line (1461 keV), 238U by the
four most prominent 214Bi lines (609, 1120, 1764, and 2204 keV), and 232Th by the two most
prominent 208Tl lines (583 and 2615 keV).

40K 
U & daughters 
Th & daughters 
anthropogenic 
cosmogenic 

NaI 

HPGe 

Figure 5.3: Comparison of NaI (top curve) and HPGe (bottom curve) energy spectra for
a typical day of background in the Bay Area (5.7 hours total). Emission lines are sorted
by origin: 40K (red), 238U (green), 232Th (blue), anthropogenic (magenta), and cosmogenic
(cyan).

235U, as discussed previously, has only a single prominent line at 185.7 keV which is
difficult to resolve from the higher-intensity 186.2 keV line from 226Ra (a decay daughter of
238U), even in HPGe. The contribution of 235U to the background is not considered here. In
the 238U chain, the vast majority of prominent emission lines are from isotopes which are
radon daughters, which means they are potentially out of secular equilibrium with the 238U.
The primary line from 238U is at 1001 keV, which has a much smaller branching ratio (< 1%)
than any lines from the radon daughters. Thus, for this work, the contribution from 238U is
more accurately the 222Rn background.

Relatively small quantities of 134Cs and 137Cs (identified by lines at 605 and 662 keV, re-
spectively) were also ubiquitous due to both atmospheric weapons testing and the Fukushima
Daiichi accident [39, 38]. Although the nature of these sources was not investigated further
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in this study, their presence highlights the difficulty of distinguishing a “threat” source (such
as a radiologic dispersal device containing 137Cs) from the background even with a high-
resolution system. Small quantities of 60Co (lines at 1173 and 1333 keV) are also detectable
due to its industrial use in steel manufacturing [41, 75].

Black lines in the spectrum indicate emissions which are not unique to a particular
isotope; this includes the 511 keV from pair production and X-rays from fluorescence of
the lead shielding in the truck. The final line which does not fall into other categories is
cosmogenic 7Be (477 keV), but its contribution is negligible compared to other sources. A
convenient list of these lines and many others can be found in [43].

By plotting the count rate in these spectral lines as a function of location, a heatmap
of the area can be created as shown in figure 5.4. Here, the total counts from all the
primordial isotopes and their daughters are summed across all HPGe detectors and binned
in 30 m spatial pixels. Most of the hotter areas on the map are locations when the truck
passed under an overpass, resulting in concrete appearing at a large solid angle around the
detectors. One neighborhood, which will be discussed in the following section, was also more
radioactive due to the building materials used.
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Figure 5.4: Total count rate for all naturally occurring isotopes in the HPGe detectors across
Oakland. Hotter areas correspond to overpasses or radioactive building materials nearby.
Satellite imagery c©Google.

For example, figure 5.5 shows the count rates for the three primordial decay chains
through the town of Alameda and over a bridge. While the presence of the surrounding
water provides a modest reduction of background counts, the most prominent feature is the
30m segment of bridge that is an unpaved, steel drawbridge. This feature is visible in both
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the truck cameras, shown in figure 5.6, and the satellite imagery in figure 5.5. Figure 5.6 also
shows the typical data collected during the run, including GPS location and the gamma-
ray spectrum. This diminished background, if not accounted for, will actually decrease the
sensitivity of the system if the threshold for detection is not lowered accordingly. A detection
system that can preempt this change (by identifying the presence of the drawbridge) can
increase sensitivity while maintaining a constant false alarm rate.

Figure 5.5: Count rates for the three naturally occurring isotopes in the HPGe detectors
across the Bay Farm bridge. Red is 40K, green is 214Bi (daughter of 238U), and blue is 208Tl
(daughter of 232Th). Spatial binning is in 30 m increments, and height scales linearly with
count rate. Satellite imagery c©Google.

5.2.2 Categorization of Environments

To see the spatial variability in background rate, the different locations can be broken down
into different categories. The GPS data are used to identify the location in the field, and
four different environments were chosen for their potential background features, and these
regions are shown on the map in figure 5.7. The background in these different environments
will be explored in the following section.
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Figure 5.6: Camera image, truck data, and HPGe spectrum corresponding to the steel
drawbridge portion of the bridge, where the lack of asphalt results in very low gamma-ray
background.

Farmland!

Jack London 
District!

Downtown!
Oakland!

Bridges!

Figure 5.7: Satellite image of the Bay Area showing the four regions of interest identified.
Satellite imagery c©Google.
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5.3 Background Variability Rate

5.3.1 Variations in KUT

If one were to simply measure the background in all areas where the detector system would
likely operate, the results would be a very wide distribution, such as that seen in figure 5.8,
which shows the distribution for the seven strongest naturally occurring background lines
across many different environments, normalized to counts per second (spectra were taken at
about 8 second intervals, depending on the truck speed). This distribution demonstrates two
important characteristics of the background. First, the distribution is substantially wider
than would be expected from a simple Poisson distribution. In the example shown in figure
5.8, the Poisson standard deviation is expected to be only 10%, with a FWHM of 3.3 counts
per second; instead, the FWHM is closer to 11 counts per second. Second, the distribution
is quite asymmetric, showing a tail at higher count rates. Again, the corresponding Poisson
distribution would be nearly Gaussian at these rates. This indicates that the background
is more heavily influenced by systematic variations than statistical effects. The underlying
statistical distribution will be explored in section 6.1.4.
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Figure 5.8: Probability distribution for the seven naturally occurring background lines men-
tioned previously (1461, 609, 1120, 1764, 2204, 583 and 2615 keV) over ten days of operation.
Note that the mean count rate of 14 s−1 corresponds to about 100 measured counts. The
shaded region indicates the 68% confidence interval.

Instead of measuring only one background, the background can be divided into meaning-
ful categories. Categories are meaningful not only if they have low systematic variability, but
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also if they are identifiable by some external sensors, such as visible light cameras or simply
GPS localization. The same background from figure 5.8 was sorted into categories based
on GPS location, and four of the more varied distributions are shown in figure 5.9. The
lowest background, as might be expected, was found while on bridges. The unique shape of
this particular distribution is due to two factors. First, the construction material used for
the bridge determines how active it is; unpaved bridges such as the one shown in figure 5.5
and 5.6 contribute the least activity. Second, the length of the bridge determines how much
activity is seen; the San Mateo Bridge, for instance, even though it is paved, shows very
little activity when it is in the middle of the bay and far from land (about 5 km from shore).
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Figure 5.9: Background probability distributions for four typical environments over the
same ten days: bridges (blue), rural areas (green), downtown Oakland (black), and the Jack
London district (industrial warehouses, red). The shaded regions indicate the 68% confidence
intervals.

At the opposite end, one particular neighborhood in Oakland, the Jack London district,
shows significantly higher activity than even downtown Oakland. This area consists mostly of
dense, industrial warehouses, and the particular brick used in the construction of most of the
buildings here contains a much higher concentration of potassium, uranium, and thorium
than average materials. Such an increase in the background rate will worsen the system
specificity if not accounted for. Figure 5.10 shows the resulting ROC curves for detecting
a 50µCi source at a distance of 20 m in these different locations (ROC creation details are
discussed in the following chapter). Even though a location like the Jack London district
may be much more radioactive on average, the variance of the distribution is less than with
no environmental knowledge, which results in higher sensitivity.
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Figure 5.10: ROC curves for four different environments: bridges (blue), rural areas (green),
downtown Oakland (magenta), and the Jack London district (red). The solid black line is
the ROC curve for all environments, and the dashed line is the no sensitivity line.

Although these newer distributions show less systematic variation, they are still far from
Poisson. In fact, these environments still vary spatially. For instance, although the rural and
downtown distributions shown above are similar in terms of their background distributions,
they show very different spatial variability. Figure 5.11 shows these two environments in
frequency space. In particular, the downtown areas show periodic structure from tens to
hundreds of meters, likely due to the repetition of city blocks at hundreds of meters and
buildings at tens of meters.

Finally, although very little variation was observed from day to day in the background
rates, there is a well-known correlation between the weather and radon count rates, as
demonstrated in figure 5.12. 40K and isotopes before radon in the decay chains remain
constant, while those after radon are no longer in equilibrium. The increased 214Bi counts
begin immediately with the onset of rain and then decay away on the order of tens of minutes,
suggesting the accumulation of 214Pb and 214Bi on the surface of the truck. An increase in
208Tl is not seen due to the short half-life of 220Rn (56 s).
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Figure 5.11: Normalized frequency spectrum of background distributions for downtown Oak-
land (black) and rural areas (green) given by FFT of the count rates shown in fig. 5. Sampling
frequency is per 30m bin. The shaded regions indicate the 68% confidence intervals.

5.3.2 Frequency of Nuisance Alarms

An important limitation of any wide area search system is the presence of nuisance sources.
Nuisance here means any source that is detected, but is not a threat. In contrast to a false
alarm, in which uncertainty in the background causes an algorithm to alarm, these sources
form a part of the background that is highly radioactive and creates a true signal in the
detector.

The HPGe spectra were analyzed using a blind peak search, as detailed in section 4.1.3,
in order to identify any strong sources in the background. This is a similar approach to an
actual alarming algorithm that would be used to identify threat sources, but in this case
is used to identify strong nuisance sources that would be similar to a threat source. This
is accomplished by using a two-dimensional peak filter, inspired by the approach used in
[76]. The algorithm uses a filter in both time and energy to locate peaks; this makes the
algorithm insensitive to spectral peaks that are always present in the background, while still
detecting temporal peaks in those lines. For instance, the 511 keV line is always visible in
the background, but it could also correspond to a positron source, and so this algorithm will
detect a localized source of positrons while rejecting the background.

A number of medical or industrial sources were identified using this technique, and the
presence of the source was verified by manual inspection. These sources included 137Cs,
131I, 99mTc, and positron emitters, and they were of significantly higher activity than the
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Figure 5.12: Top: count rates for radon (222Rn, green) and thoron (220Rn, blue) progeny
during the course of a rainstorm. The shaded regions indicate the 68% confidence intervals.
Bottom: rainfall rate over the same time period.

background levels. For instance, the background levels of 137Cs were measured to be 0.11±
0.26 counts per second in the germanium array, while the nuisance sources were on the order
of many counts per second and were all at least 16 standard deviations above the background
level.

The total number of nuisance sources identified is shown in table 5.5. Note that a number
of 137Cs and positron sources (three of each) were detected in the vicinity of Lawrence
Berkeley Laboratory, so those sources may not accurately represent the rate encountered in
a normal search scenario.

Table 5.5: Nuisance sources found by isotope.

Source Occurrences Peak Detected

137Cs 8 662 keV
131I 8 365 keV
99mTc 11 131 keV
β+ annihilation 15 511 keV
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5.3.3 Fallout

For the most part, fallout from weapons testing, Chernobyl, and Fukushima were not visible
on the short time scales used to identify threat sources (tens of seconds at most). However,
there was one instance where fallout had accumulated to be strong enough to trigger the 137Cs
alarm. In this particular location, a ravine between two hills appeared to have collected the
fallout and concentrated the cesium at the bottom. In addition, these hills were particularly
low in 40K, allowing for easier measurement of the fallout. 137Cs was detected at ten times
above the systematic standard deviation, with no detectable 134Cs, indicating that the source
of the fallout was not primarily from Fukushima.
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Chapter 6

Source Injection Studies

6.1 Source Injection Approach

In order to measure the performance of a system in the presence of background, it is necessary
to have not only a background data set, but also a source data set. Unfortunately, it can
be more difficult to measure the source distribution due to the logistics of handing strong
sources for long periods of time. The source distribution needs to have at least as many
data points as the background distribution, which in this case would require many days of
driving by a radioactive source. In addition, there are many different sources that one might
be interested in detecting, both in terms of isotope and intensity. In some ways, there is just
as much systematic uncertainty in the source term as in the background, since its strength
and location are not known a priori.

However, for a given source strength and location, the only uncertainty will be statistical.
Thus by assuming a particular scenario, including source isotope, activity, and distance, the
source term can be sampled using Poisson statistics in order to create the source distribution.
Once the detector response is known for these parameters, this source distribution can be
injected into the field measurements. The source term is obtained by particle transport
simulations for the desired scenario and benchmarked to calibration data as discussed in
chapter 4. The source is added to the measured background distribution to create a source-
plus-background distribution, which will allow for the creation of a ROC curve and evaluation
of the detection strength.

6.1.1 Scenario Selection

As mentioned in section 1.3, an ideal scenario for studying the detection sensitivity is one in
which the source term is not too easy nor too difficult to detect. A typical scenario which
is of interest and right at the edge of detectability for the NaI system is 1 mCi of 137Cs
at 100 m standoff, with the truck driving 25ṁph. Segments of the background are selected

Much of the content in this chapter appeared in [77]. c© 2014 IEEE.
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based on the source standoff; for instance, when the source is 100 m from the road, the signal
is integrated over 200 m, the optimum derived in section 4.1.3. In addition, the truck route
will be limited to straight path segments only, in order to allow the imager to reconstruct
any background anomalies.

6.1.2 Background Set Creation

As mentioned in chapter 5, the RadMAP system has been driven around the San Francisco
Bay Area extensively over the past two years, typically around four hours a day [74]. The
particular data used for this work was taken between March 13 and May 2, 2012, for a
total of 85.5 hours and 2350 kilometers of background data. The areas surveyed include
downtown Oakland and San Francisco, rural areas, and a number of bridges, providing a
wide variability of background rates. The routes used are shown in figure 6.1.

SAN FRANCISCOSAN FRANCISCO

BERKELEYBERKELEY

OAKLANDOAKLAND

Figure 6.1: Map of the San Francisco Bay Area in California with routes of the data used
(from phase 2) shown in black. Map data c© 2013 Google.

The background was divided into a number of separate runs of fixed lengths. Runs were
chosen to be straight paths (<5% deviation from a straight line) of 40 m, 100 m, and 200 m,
to be used with source standoffs of 20 m, 50 m, and 100 m, respectively. The truck was
driven in typical driving conditions, which is a consideration that needs to be included in
any operational scenario, but for this analysis runs were included only when the truck speed
was less than 25 miles per hour. The total number of runs for each path length that met
these criteria are shown in table 6.1.

A number of medical or industrial sources were identified using the HPGe detectors; a
blind peak search was performed on the HPGe spectra and the presence of the source was
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Table 6.1: Total number of sufficiently straight and slow background runs for each path
length.

Run length Number of runs
40 m 18166
100 m 5186
200 m 1655

verified by inspection. These sources included 137Cs, 131I, 99mTc, and positron emitters.
These were encountered at an average rate of one per day, and the runs containing these
sources were excluded from the data set. It was felt that the inclusion of these sources,
while certainly part of the background that must be accounted for in a detection system,
would misrepresent the specificity of both approaches, since these represent point sources
like those that the algorithms are designed to detect. It should be noted, however, that
small but measurable amounts of 137Cs, 134Cs, and 60Co are present to varying degrees
in all environments due to fallout and other anthropogenic causes, but these distributed
sources were not removed from the background set. The removed sources were of significantly
higher activity than the background levels. For instance, the background levels of 137Cs were
measured to be 0.11 ± 0.26 counts per second in the germanium array, while the removed
sources were on the order of many counts per second and were all at least 16 standard
deviations above the background level.

6.1.3 Source Set Creation

Next, the response for a detector moving past a stationary source was simulated so that
source counts could be injected into the background runs. The modeling was performed with
the SWORD software package [73], and responses were simulated for five different photon
energies: 122 keV (57Co), 364 keV (131I), 662 keV (137Cs), 1173 keV, and 1333 keV (60Co).
These simulations were performed to account for the effects of air attenuation, shielding
material in the body of the truck, and the finite size of the detectors and mask elements.
Ultimately, only the full-energy events were recorded and used for the source injection, as
both algorithms studied only required counts in or near the photopeak.

The simulated responses were benchmarked to calibration runs performed with 4 mCi of
137Cs at 20 m standoff, both with and without the lead coded aperture in place. Simulated
sources were moved across the field of view at a constant horizontal velocity of 25 mph
but were kept vertically in line with the detector array; this was considered a reasonable
assumption for a typical scenario, given that the imaging resolution is rather large at 14◦.
Source counts were integrated over ±45◦, or a vehicle travel distance of twice the standoff
distance. This range was chosen for two reasons; first, it matches the fully-coded field of view
of the coded aperture. Second, it provides a near-optimal signal-to-noise ratio (SNR) for a
given standoff distance, once air attenuation, shielding, and detector geometry are taken into
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consideration (as shown in figure 4.10).
After measuring the background distribution and benchmarking the source simulations,

the appropriate source counts were Poisson sampled and injected into the background runs.
Injected counts for spectroscopy and simple counting were taken from the simulation results
with no mask, and those for imaging were taken from the masked simulations. ROC curves
were generated and plotted with a normal deviate scale; with this scale, ROC curves based
on Gaussian distributions appear as straight lines, and any deviation from normality will
appear as a non-linearity on the ROC curve [26]. This scale also expands the region at low
false alarm rates, which are of interest for these scenarios.

Along with ROC curves, the SNR can be found by directly measuring the difference in
the means of the distributions divided by standard deviation of the source-plus-background
distribution. The SNR provides a convenient first order metric to evaluate system perfor-
mance; curves that are closer to the upper left corner on the ROC plot will in general have
larger SNR values. For low false alarm rates, however, which are typically of interest in oper-
ational scenarios, a better metric might be the detection rate at a constant false alarm rate,
using some desirable rate (e.g., one per eight hours). In this case, the desired false alarm rate
determines the alarm threshold, any measurement above which is ruled a detection. Both
metrics are explored in this analysis.

6.1.4 Background Statistical Model

In order to understand the extent of the systematic variability, an appropriate model must
be used to characterize the background distribution. A distribution of the count rates in
the photopeak window (that is, with no imaging or spectroscopy applied) Pm(y) can be
constructed as shown in figure 6.2. This distribution illustrates two important features of
the background. First, the variance is much larger than would be expected from assuming a
Poisson distribution, which has a single parameter λ, corresponding to both the mean and
the variance:

PP(y;λ) =
λy

y!

1

eλ
. (6.1)

Instead, the observed distribution has a variance which is larger by a factor of over 100, which
reflects the systematic uncertainty introduced by the background. Second, the distribution
is positively skewed (that is, there is a large “tail” at higher rates), whereas the Poisson
distribution is nearly symmetric at these count rates.

Instead of a Poisson distribution, the shape of the background distribution can be mod-
eled as a negative binomial distribution [78] in order to account for the high variance and
skewness:

PNB(y; r, λ) =
λy

y!

1(
1 + λ

r

)r Γ(r + y)

Γ(r)(r + λ)y
. (6.2)

This formulation introduces an additional parameter r that increases the variance without
changing the mean of the distribution. The mean remains λ while the variance can be
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Figure 6.2: Background distribution in the 137Cs photopeak window for 200 m, 18 s runs.
The dashed distribution corresponds to the Poisson distribution, while solid distribution is
the negative binomial distribution. The Poisson distribution is plotted at a reduced vertical
scale for visibility.

expressed as

σ2
NB = λ+

λ2

r
, (6.3)

which allows the variance to be decomposed into two components. The first, λ, is usual
Poisson variance, while the second, λ2/r, is the additional systematic variance, and when
r →∞, the negative binomial reduces to the Poisson case. This model will be further refined
for the case of the imaging and spectroscopy count rates.
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6.2 Tradeoff Studies

6.2.1 High-Purity Germanium and Sodium Iodide

In addition to the NaI detectors, the HPGe detectors were also evaluated for their detection
capabilities. The germanium array differs from the sodium iodide array in that the energy
resolution is much higher and overall efficiency is much smaller. The lower efficiency means
that very few counts are collected in the background windows, allowing for good detection
without interference from the background. To account for potentially poor statistics, the
background windows in HPGe were chosen to be much larger than the source window so as
to achieve the desired statistics.

When comparing spectroscopy in both detector systems, 300% relative efficiency of ger-
manium gives the same detection performance as the full 1 m2 sodium iodide array using the
linear algorithm described here. By using background training sets which will be explored
in later sections, the sodium iodide can achieve the same performance as 700% relative ef-
ficiency of germanium. The spectroscopy algorithms developed here are relatively basic, in
order to make comparisons between systems straightforward. However, it should be noted
that the NaI array has more room for improvement than the HPGe detectors, given the ease
of extracting peak information in the high-resolution spectra.
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Figure 6.3: ROC curves for detecting 1 mCi of 137Cs at 100 m standoff using the 1 m2 NaI
array for both spectroscopy and imaging algorithms, as well 3 HPGe detectors (each 100%
relative efficiency) for comparison. Both axes are plotted on a normal deviate scale. Shaded
regions indicate 68% confidence intervals.
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6.2.2 Spectroscopy and Imaging

After comparing imaging and spectroscopy in a wide range of measured backgrounds, it
was found that both techniques have the potential to compensate for background and thus
improve detection sensitivity. Even in relatively low-resolution detectors like NaI, the linear
spectroscopic background estimation performed at least as well as the imager across all
source energies and standoff distances. It should be noted that very little fine-tuning was
done on this spectroscopic algorithm; the only parameter that was varied was the distance
of the neighbor windows to the peak window. This work does not attempt to find the
optimum parameters, only to show that implementing even a simple spectroscopic algorithm
can result in a dramatic reduction in systematic variability. In fact, the data set presented
here provides a convenient standard for testing the impact of future algorithms developed
by others as well. Similarly, this work does not consider other types of masks or decoding
techniques. The imaging performance of any given system will of course depend on many
parameters, but again, even a simple coded aperture implementation will effectively reduce
the background variability. This is shown by the fact that it always outperformed the simple
energy window with no background estimate, even though the source counts were cut by
over 50%.

In order to simplify the problem, assumptions were made to make a fair comparison
of false alarm rates. Here, the isotope and standoff distance were given to both systems,
and the source was always injected into the center of the run. A real-world system would
have to look at many different isotopes and have no knowledge of the source position. At
worst, all isotopes and positions are independent, and the false alarm rate for each additional
isotope or pixel would add linearly to the total false alarm rate. In reality, there is significant
correlation in each of these dimensions, and the different modalities will respond differently.
For example, an imaging system might be able to image larger spectral regions, and so
would be able to detect more isotopes with a smaller increase in false alarm rate. Similarly,
a spectroscopic system might be able to use larger spatial pixels and fewer standoff distances.
The exact benefits will then depend on the requirements of the system: how many isotopes
need to be detected, and at what range of distances.

Figure 6.4 shows a set of curves for a typical scenario, detection of 1 mCi of 137Cs 100 m
from the road with the detector system traveling at 25 mph. The topmost curve (a) indicates
the statistical limit for the simple energy window, corresponding to the SNR in equation 1.1.
Because the source and background were measured separately, the background is known
perfectly, and the only source of noise is Poisson statistics. The bottommost curve (d),
however, indicates the performance of the simple energy window with no background estimate
made. This method measures only the gross counts in the peak window and reflects the full
systematic variability as in equation 1.2. The source and background counts are the same in
both of these curves, with the only difference being the knowledge of the background. When
the background in this window is estimated using the spectroscopic estimator in equation
4.13, the SNR is improved substantially. Curve (c) indicates the linear estimate with no
training, i.e. a0 = 0, a1 = a2 = 1, and curve (b) indicates the algorithm with the parameters
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Figure 6.4: ROC curves for detecting 1 mCi of 137Cs at 100 m standoff and 25 mph for the en-
ergy windowing and spectroscopic algorithms: (a) Statistical limit, (b) Trained spectroscopic
estimate, (c) Linear spectrosopic estimate, (d) No background estimate, (e) No sensitivity.
Shaded regions indicate 68% confidence intervals.

fit to the training data.
The spectroscopy performance for the other isotopes investigated is shown in table 6.2.

Since performance for the different isotopes varied, the scenarios are not all for the same
source strength; 57Co was injected at twice the source strength because of the higher back-
ground at low energies, while 60Co was injected at half the strength due to its two lines
which were both counted. To compare the different methodologies, results are given for both
SNR and for the detection rate at a constant false alarm rate of once per eight hours. The
number of runs determines the minimum false alarm rate that can be studied, as well as the
uncertainty in the detection rates. Confidence intervals are given by the Clopper-Pearson
interval for binomial proportions as discussed in section 1.3.2 [30].

In general, training (including more advanced methods than a least-squares fit) has the
potential to improve the performance of this spectroscopy algorithm. However, this effect
depends on how well the training set is representative of the full variability encountered in
the field. For example, the training performed here actually worsened the detection rate for
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Table 6.2: Spectral algorithm performance for detecting various sources at 100 m standoff,
driving 25 mph.

Detection at
Source Algorithm SNR 1 FA / 8 hr (%)

2 mCi 57Co Statistical Limit 5.25±0.10 98.2± 0.6
No Background Estimate 0.33±0.04 0.2± 0.1
Linear Estimate 3.98±0.08 80.0± 5.9
Trained Estimate 3.89±0.08 75.9± 2.5

1 mCi 131I Statistical Limit 5.09±0.10 94.2± 2.1
No Background Estimate 0.39±0.04 0.4± 0.1
Linear Estimate 3.45±0.07 61.6± 13.6
Trained Estimate 3.81±0.07 69.7± 1.7

1 mCi 137Cs Statistical Limit 5.84±0.11 99.5± 0.1
No Background Estimate 0.59±0.04 1.3± 0.5
Linear Estimate 3.32±0.07 75.2± 3.1
Trained Estimate 4.73±0.09 97.0± 0.4

0.5 mCi 60Co Statistical Limit 5.49±0.10 98.6± 0.2
No Imaging 0.52±0.04 1.3± 0.1
Linear Estimate 2.31±0.05 36.6± 3.7
Trained Estimate 3.47±0.07 65.8± 11.2

57Co, due to the fact that the 57Co peak is near the maximum intensity in the NaI spectrum.
This means not only that the background rate is much higher than anywhere else, but that
the background is more difficult to estimate due to the high concavity of the spectrum in this
region, and that the training set did not provide a sufficient sampling of its higher variance.

Figure 6.5 shows ROC curves for the same scenario as before, 1 mCi of 137Cs at 100 m
standoff, but now for the coded aperture system. The topmost curve (a) is the statistical limit
for an imaging system that performs perfectly, that is, it has perfect background knowledge,
has 100% opaque but infinitely thin mask elements, and sees no blur from the movement
of the truck. The only difference between imaging and spectroscopy here is the factor of
50% from the presence of the aperture. As in the case of spectroscopy, the background is
known perfectly only because it was measured separately from the source. The bottommost
curve (d) shows the full systematic variance with no background knowledge, that is, if one
were to use the detectors only to count photopeak events without imaging. Curve (c) is
the coded aperture performance, using the decoding array in equation 4.20. For reasons
discussed below, some of the source counts will be present in the masked detectors, and
the algorithm will consider them background. To account for this, curve (b) represents an
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Figure 6.5: ROC curves for detecting 1 mCi of 137Cs at 100 m standoff and 25 mph for the
coded aperture algorithms: (a) Statistical limit, (b) Ideal Image, (c) Decoded Image, (d) No
Imaging. Shaded regions indicate 68% confidence intervals.

idealized algorithm, one that is able to fully extract all the photopeak counts while still
rejecting the background. This is accomplished by injecting the expected source into the
unmasked detectors but not the masked ones. The results for other isotopes are shown in
table 6.3.

6.2.3 Detector Efficiency

Ideally, one would like to know the performance of an arbitrarily large detector in the field, in
order to evaluate if the increase in detection is worth the cost. However, any measurements
have systematic variations in the underlying flux, blurred by the Poisson statistics inherent
in a real detector. This means that simply scaling the measured count rate will not accu-
rately reflect the true contributions from the systematic and statistical spread. Furthermore,
spectroscopy and imaging algorithms make an additional measurement of the background
that is highly correlated to the source measurement. The challenge is to understand the
underlying flux distribution that is emitted by the environment, before any Poisson noise is
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Table 6.3: Imaging algorithm performance for detecting various sources at 100 m standoff,
driving 25 mph.

Detection at
Source Algorithm SNR 1 FA / 8 hr (%)

2 mCi 57Co Statistical Limit 4.24±0.08 90.3± 1.7
No Imaging 0.28±0.04 0.2± 0.1
Decoded Image 1.57±0.04 9.6± 1.7
Ideal Image 2.17±0.05 25.4± 2.8

1 mCi 131I Statistical Limit 3.89±0.08 87.8± 2.1
No Imaging 0.31±0.04 0.3± 0.1
Decoded Image 1.54±0.04 9.4± 2.0
Ideal Image 2.07±0.05 22.6± 4.0

1 mCi 137Cs Statistical Limit 4.42±0.08 80.8± 8.4
No Imaging 0.43±0.04 0.6± 0.3
Decoded Image 1.78±0.05 25.6± 1.3
Ideal Image 2.62±0.06 57.5± 1.5

0.5 mCi 60Co Statistical Limit 3.99±0.08 89.1± 1.9
No Imaging 0.29±0.04 0.6± 0.1
Decoded Image 1.36±0.04 8.0± 7.9
Ideal Image 2.54±0.06 45.6± 19.1

introduced.
One solution is to model the measured count rates y as Poisson distributed, but that the

flux x varies according to the gamma distribution [79]:

PG(x; r, λ) =

(
r
λ

)r
Γ(r)

xr−1e
−xr
λ (6.4)

This formulation is chosen for the underlying flux because the resulting Poisson mixture
P (y) then follows the negative binomial distribution as in equation 6.2, and the factors λ
and r are the same as before.

This matches the observed distribution for the background counts in a single channel,
but for spectroscopy and imaging, the algorithms give the difference between two correlated,
Poisson distributed channels. In order to model this, a bivariate negative binomial model
is used [80]. Each channel (one for source-plus-background, the other for the background
estimate) is modeled as the sum of two gamma distributions:

Xi = U + Vi; i = 1, 2 (6.5)
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where the distribution U is common to both, representing the positively correlated compo-
nent, and Vi represents the uncorrelated component. The correlated term U is dominant
and corresponds to PG(r, λ) in equation 6.4. The uncorrelated terms are also chosen to be
gamma functions PG(ri, λi), except with their parameters ri and λi unknown. Each channel
is then Poisson sampled, and then the background estimate is subtracted from the source-
plus-background measurement to create the final output. The four unknown parameters
(r1, r2, λ1, λ2) are found via a least-squares fit to the measured data.
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Figure 6.6: Background distribution in the 137Cs spectroscopy algorithm for 200 m, 18 s runs.
The dashed distribution corresponds to the case which assumes only Poisson variance, while
the solid distribution is the bivariate model. The Poisson case is plotted at a reduced vertical
scale for visibility.

Figure 6.6 shows the measured distribution of background counts in the spectroscopy
algorithm. If the spectral regions were perfectly correlated, the only source of error would
be statistical noise (dashed line); this corresponds to the case where Vi = 0. The fit to the
distribution (solid line), however, indicates that there is still some systematic uncertainty
in the algorithm, which contributes to the broader width and tail at the lower end. The
width is still much smaller than the gross photopeak window counts (shown in figure 6.2,
but potentially could be improved by using more advanced approaches. Other approaches
are discussed in section 7.2.1.

On the other hand, figure 6.7 shows the distribution of counts in the imaging algorithm.
In this case, the Poisson assumption is quite close to the measured distribution, and the
bivariate model is not significantly better than the Poisson case. This indicates that the
two channels (masked and unmasked) in the coded aperture are well correlated, and that,
at least in this data set, there were no observed systematic features in the image algorithm.
The disadvantage of the imaging algorithm, however, is that the required collimation reduces
the source intensity by at least 50%.
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Figure 6.7: Background distribution in the 137Cs imaging algorithm for 200 m, 18 s runs.
The dashed distribution corresponds to the case with Poisson noise only, while the solid
distribution is the bivariate model.

Once these parameters are found, this model allows for the flux distributions to be scaled
to any desired detector efficiency before the Poisson noise is applied. The detection sensitivity
can then be evaluated for the desired false alarm rate, in this example one false alarm per
hour. The result of this scaling is shown in figure 6.8, which applies the spectroscopy and
imaging algorithms to a NaI array of varying size. The data points indicate the measured
detection rates for the actual system (1 m2), as well as for some smaller array sizes (measured
by only including a subset of the detectors).
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Figure 6.8: Detection rate at 1 false alarm per hour (FA/hr) for detecting 1 mCi of 137Cs
with a NaI array of varying size. Data points are the actual system measurements, while the
lines indicate model results. Shaded regions indicate 68% confidence intervals.
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The spectroscopy algorithm is unable to completely account for the background vari-
ability, and so the detection rate saturates below 70%. This is represented in the bivariate
model by the lack of perfect correlation between the peak region and the background regions
(the correlation for this spectroscopy algorithm was measured to be .98). More advanced
algorithms, for example, ones which train on previously measured data, may be able im-
prove the maximum performance, but unless an algorithm can achieve perfect correlation,
the maximum detection rate will always be limited to some value less than 1.

The coded aperture algorithm suffers from fewer statistics due to the presence of the
mask (as well as other effects such as attenuation through the mask and blurring due to the
motion of the truck), but was able to completely compensate for the background variability.
In this background data set, the counts in the masked and unmasked detectors were perfectly
correlated to within the statistical certainty of the measurements. This means that although
the imaging performance was poorer than spectroscopy for this system, above 1.8 m2 the
coded aperture performs better than spectroscopy.

6.2.4 Energy Resolution

In order to model the effects of energy resolution, the measured HPGe source and background
spectra were convolved with a Gaussian kernel with a given width. The HPGe had an energy
resolution of 0.3% FWHM at 662 keV, so the kernel width was chosen such that when the
kernel width is added in quadrature with the HPGe width, the desired resolution is achieved:

σ2
kernel = σ2

desired − σ2
HPGe. (6.6)

The resulting source spectra are shown in figure 6.9 for a range of energy resolutions.
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Figure 6.9: Measured 137Cs spectrum in HPGe and blurred spectra with 10, 20, and 30%
FWHM at the photopeak energy (662 keV). Spectra are normalized so that the integral of
the photopeak is one.
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In order to compare the HPGe array to the NaI array (which has a much larger area),
the HPGe data were scaled in efficiency as demonstrated in the section 6.2.3 in order to
match the NaI array size. The relative efficiency of the two arrays at 662 keV was obtained
during the benchmarking measurements with 137Cs, although application to other energies
will require separate measurements of efficiency, due to the difference in intrinsic efficiencies
between NaI and HPGe. The impact of energy resolution on the two detection approaches
is shown in figure 6.10.
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Figure 6.10: Detection rate at 1 false alarm per hour (FA/hr) for detecting 1 mCi of 137Cs
with a 1 m2 array of varying energy resolutions. Data points are the actual system measure-
ments made with NaI, while the lines indicate model results. Shaded regions indicate 68%
confidence intervals.

As the resolution decreases, spectroscopy shows an increase in both statistical and sys-
tematic noise, resulting in a decreased detection rate as background lines (e.g., the 609 keV
line from the radon daughter 214Bi) are unable to be resolved from the source. Above about
23% FWHM, the peak can no longer be seen by the spectroscopy algorithm; this is due to
the fact that the peak is not resolvable from the Compton edge, as seen in figure 6.9.

Because the imaging algorithm sets an energy window, increasing the peak width also
increases the width of this window and adds some statistical noise, hence the decreased
detection rate at lower resolutions. This is important because an imaging system that images
a wider region of the spectrum will accumulate unnecessary statistical noise. At higher energy
resolutions, the coded aperture does not perform as well as spectroscopy due to the reduction
in total counts introduced by the mask, but it is still able to create an image and detect
the source at very poor resolutions, giving better performance than spectroscopy above 18%
FWHM. However, it is important to note that the energy resolution of the detectors is at
least as important as the difference between spectroscopy and imaging.

Note that although the HPGe array is not an imaging system (the coded aperture is only
in front of the NaI array), the findings in section 6.2.3 indicate that there are not significant
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systematic variances in the imaging algorithm. This allows a coded aperture system to be
approximated by randomly assigning 50% of the germanium counts to the unshielded pixels
and the remainder to the shielded pixels, and then using the same reconstruction algorithm
as for the sodium iodide array.



103

Chapter 7

Conclusions & Outlook

7.1 Summary

Motivation

In many search scenarios, detection systems will be limited by the systematic variations in the
background, not necessarily the statistical uncertainty, and it is important to understand the
effects of both. This is relevant not only when evaluating the performance of these systems,
but also when designing a new system. In particular, systems which use large volumes of
low-resolution detectors will be affected by the relative contribution of both the systematic
and statistical uncertainty. This problem is particularly important in applications which
require low false alarm rates, as systematic uncertainties will create much broader and more
skewed distributions than expected by Poisson statistics, resulting in more false alarms than
otherwise expected.

Although the systematic uncertainties in background can limit detection sensitivity, tak-
ing a large number of measurements of the background can provide valuable understanding
about the performance of wide-area search systems and potential improvement. Large quan-
tities of data are required in order to measure the performance of a detection system at a low
false alarm rate. Two approaches which were evaluated for their performance in the pres-
ence of background were spectroscopy and imaging algorithms. In order to compare these
algorithms reliably, a detection system must be used which can employ both in a controlled
background environment.

Approach

Hundreds of hours of field measurements were taken with the MISTI detector system, using
both high-purity germanium and sodium iodide detector arrays. By covering a wide range of
environments, these data create a suitable baseline for studying the performance of various
detectors and algorithms. Limited data sets, which only cover a small amount of variability,
will underestimate the systematic uncertainty in the detector, and they will be unable to
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evaluate performance at low false alarm rates. In contrast, the data set presented here
contains tens of thousands of individual runs which can be used for source injection or other
background studies. Additionally, the results shown here are based only on one subset of the
data (from spring 2012), and limited to a fairly strict set of requirements (slow speed and
straight trajectories), so many more days of data are available to be parsed from this data
set.

These data allow for the comparison of various detection approaches and algorithms in the
presence of an authentic gamma-ray background, by separating the background into many
short runs into which a source can be injected. These measurements confirm that background
distributions are dominated by systematic, not statistical variations, and various approaches
are available to reduce this uncertainty. Possible solutions include using contextual informa-
tion such as location or weather, detection algorithms such as spectroscopy or imaging, and
more advanced approaches such as fusing gamma-ray data with the contextual data.

Results

A large set of background measurements is used for source injection in order to evaluate
the performance for a given scenario. By making extensive measurements of the gamma-ray
background with both HPGe and NaI detectors, their performances can be compared by
measuring the detection rate for a subset of HPGe detectors. Because of their high resolu-
tion, there are very few background counts in the source window, allowing for good detection
without interference from the background. For example, when using spectroscopy, 300% rel-
ative efficiency of germanium detectors gives the same detection performance as the full 1 m2

sodium iodide array using the linear algorithm described here. By using background training
sets, the sodium iodide can achieve the same performance as 700% relative efficiency of ger-
manium. It is expected that additional improvements in these algorithms (discussed in the
following section) will raise the performance of the NaI array further, while the performance
of the HPGe array is already near its maximum due to the ease of finding the necessary
peaks in the high-resolution spectra.

The performance of gamma-ray imaging and spectroscopy were compared in the same NaI
array and in the presence of a consistent background, and it was found that both techniques
can improve detection sensitivity. Even in relatively low-resolution detectors such as NaI, the
linear spectroscopic background estimation performed at least as well as the imager across
all source energies and standoff distances. This work does not attempt to find the optimum
parameters, only to show that implementing even a simple spectroscopic algorithm can result
in a dramatic reduction in systematic variability. Similarly, this work does not consider other
types of masks or decoding techniques, but even a simple coded aperture implementation
will effectively reduce the background variability.

Having these measurements allows the background rates to be characterized more thor-
oughly beyond the simple Poisson assumption. By using a model which treats the underlying
flux as gamma distributed, the systematic and statistical sources of noise can be quantified
separately. Next, the response of more sophisticated algorithms such as spectroscopy and
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imaging algorithms can be modeled using a bivariate negative binomial distribution. These
models fit well to the measured background distributions created with the two algorithms,
and there are analytic functions available to describe both the measured rates and the under-
lying flux with only a few required parameters. By using this model, the detection sensitivity
can be evaluated for a system of arbitrary size and resolution. Spectroscopy performed bet-
ter than the coded aperture for the scintillator system on board (1 m2 of NaI), but with a
larger array (>1.8 m2) or poorer resolution detectors (>18% FWHM at 662 keV), imaging
will be better able to compensate for background variability.

Finally, this approach provides useful tools for further understanding of the background
and development of detection systems. The primary focus of these results is not necessarily
to demonstrate the best possible algorithms, but to show how different concepts can be
evaluated and understood in a complex background environment. The data collected and
exhibited here provide the ability to study detection concepts at the relevant false alarm rates
of once per hour or once per ten hours. This framework can also be used to study other
detection scenarios beyond the example shown here, including detection of other isotopes or
shielded source scenarios.
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7.2 Improvements for Future Systems

One of the outcomes of this work was characterizing the specific strengths and weaknesses of
different approaches in the presence of background. For instance, spectroscopy was found to
be more susceptible to systematic uncertainty, while imaging tended to suffer from insufficient
statistics. Following are some observations about potential ways that these approaches could
be improved in future systems.

7.2.1 Spectrometer Improvements

Higher Resolution Detectors

As demonstrated in the previous chapter, improving the resolution of the detectors can have
a large impact on the detection sensitivity. The current system employs HPGe, with a
resolution of 0.2% FWHM at 662 keV, and NaI with a resolution of 8% FWHM, although
difficulties of field operation, such as increased gain drift and electronic noise, can worsen
these values if not addressed. Using a higher-resolution detector array will improve sensitivity
not only for spectroscopy algorithms, but for the imager as well. In addition, this will reduce
the need for such large detector arrays, which could potentially result in systems which are
smaller and cheaper to deploy.

Using a small number of the 100% PopTops, for instance, can potentially give perfor-
mance comparable to the entire sodium iodide array (although as noted previously, the
sodium iodide array has much more room for improvement than the germanium array). Re-
placing liquid nitrogen requirements with a mechanical cooling system for the germanium
detectors would also greatly facilitate their deployment. For other detector types, the re-
sults in figure 6.10 predict the performance of both spectroscopy and imaging systems with
various resolutions.

Spectral Deconvolution

The results from section 6.4 indicated that the current spectroscopy approach of using regions
of interest to estimate the background, while effective, cannot fully account for the systematic
variability. Other, more advanced approaches can potentially provide a better estimate,
although care must be taken that these algorithms are robust at the low statistics encountered
in these scenarios.

Some approaches, such as peak stripping, could measure the natural background lines
and then subtract a previously-measured spectrum based on the peak height. The biggest
challenge here is that the background at energies below the peak is not simply due to Comp-
ton scattering inside the detector, but outside, which depends on the particular environment.
Such algorithms could be trained on background data in order to better match the down-
scatter seen in the field.
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Taking this approach one step further, an algorithm which trains on the entire spectrum,
not just a few regions of interest or a few known background lines, could potentially make
the best estimate of the background. As with any training approach, a major challenge is
to have enough training data to fully characterize the variability that could be encountered
in a new environment.

7.2.2 Imager Improvements

Mask-Antimask

One obvious drawback of the current imaging system is that a source can only be imaged
on the right side of the truck, while any source on the left cannot be imaged. A solution is
to use the same mask pattern on the left side of the detector array, except inverted (that
is, the lead and non-lead pixels are swapped). This allows the same image reconstruction
algorithms to be used, except that now a negative value for the image corresponds to the
source being on the left, or antimask, side of the truck [81].

The challenge in implementing this approach is that the detectors need to be efficient
from both sides of the array, which is difficult due to the presence of the PMTs, which
currently provide substantial shielding on the back side of the array. This would potentially
require the use of long bars of scintillator material with PMTs at the top or bottom of the
array. This configuration would allow for minimal attenuation due to the PMTs while still
providing adequate detection area.

Active Mask

The coded aperture on this system is a passive mask, which necessarily limits the efficiency
to at best 50% less than that of the unmasked detectors. In response, an active mask could
be used, which replaces the lead mask with more detectors, in order to increase the efficiency.
In addition, the presence of two detector planes would allow for Compton imaging to be used
at higher gamma energies [82].

However, it is important to note that while the active-masked imager will be more efficient
than one with a passive mask, it would still be less efficient than a non-imaging system which
has all the detectors in a single array. For instance, if the current mask were replaced with
an active mask, that would require adding 90 more detectors. Of these 190 detectors, 50 of
them are still shielded by the mask, for a total efficiency of 140/190 = 74% compared to a
non-imaging system.

Sub-Pixel Response

Currently, the image reconstruction assumes a mask response of only ones or zeros (section
4.2.2). This results in a few limitations: first, it ignores the effects of attenuation through
the lead and other materials in the truck, which will depend on the thickness of the material,
the incident angle, and the energy of the gamma ray. Second, this limits the field of view
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to only the solid angle which is covered by the mask. Finally, this restricts the angular
resolution of the system to the angle covered by each lead pixel.

Further work to characterize the response of each detector at the sub-pixel level can be
done using ray-tracing or a particle transport code. This has the advantage of not only
improving the image in the field of view, but potentially providing a full “image” in 4π.
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7.3 Data Fusion

One major advantage of the cameras and LIDAR is not just to observe the background
environment, but just as importantly to give contextual information about identified sources.
For instance, knowing that a source is located on a person’s torso may give confidence that it
is a medical source rather than an RDD. To this end, better position resolution and imaging
performance may be more crucial to nuisance rejection rather than detection sensitivity,
especially when combined with competent data fusion.

Furthermore, by having the three dimensional information about objects in the field of
view, the image backprojection can be restricted to only the observed points. This can
potentially remove some noise in the image, for example in the case where it would be
projected onto the sky or air. Figure 7.1 shows a fused image of a medical isotope (in
this case 99mTc) encountered in the field. In this image, the colored points represent the
3-D points (the “point cloud”) obtained by the LIDAR, which are colored according to the
coded aperture backprojection creating using the 140.5-keV gamma rays. The overlay of the
LIDAR points onto the camera data allows the particular car to be identified in the presence
of other cars and objects in the field of view.

Figure 7.1: Fused coded aperture, visual, and 3-D point cloud image, showing a medical
isotope imaged on the side of the road. The integration time is 0.4 seconds.

The gamma-ray image was created by combining the coded aperture image with the
proximity image. Using the speed of the truck given by the speedometer, the distance to the
source can be estimated as in section 4.2.3 by using the 1/r2 law. This allows the source to be
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localized in all three dimensions with a very short integration time (in this case 0.4 seconds).
The full gamma-ray image projection onto the point cloud is shown in figure 7.2. These
combined images were created during post-processing, but an integrated analysis framework
could be used to create the fused images in real time [83].

Figure 7.2: Gamma-ray image projected onto the 3-D point cloud. This image has an
integration time of four seconds.

Finally, there is a wealth of other information that has been collected by others, in partic-
ular the data available from Google Earth. This provides data on the presence of buildings
and other structures in 3-D, and can be used to potentially identify the constructions seen
in the camera and LIDAR. Figure 7.3 shows the previous point cloud and coded aperture
image overlaid onto the 3-D environment provided by Google Earth. Not only does this
confirm the performance of the LIDAR scans, it provides the extent of buildings and objects
such as the highway overpass which are not easily seen in the camera or LIDAR, but which
could have a large impact on the gamma-ray background.
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Figure 7.3: Gamma-ray image and point cloud projected onto Google Earth image.
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