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ABSTRACT 

Deciphering the genomic complexity and heritability of human diseases with genome-

wide association and sequencing studies 

by 

Karla J. Lindquist 

In the first chapter of this dissertation, I summarize previously published findings from 

genome-wide association studies (GWAS) of 172 specific chronic human diseases. 

Using this data, I estimate the percentage of additional heritability that could be 

explained by future GWAS using microarrays with improved coverage of germline single 

nucleotide polymorphisms versus larger sample sizes (more individuals genotyped).    

In the second chapter, I describe a method for identifying and visualizing genetic 

pathways that have a significant number of small somatic mutations in human tumor 

genomes. This method uses random forests to identify the significant pathways and 

interactions between them, and hive plots to visualize these results. 

In the third chapter, I describe the results of my analysis of whole genome sequence 

data from 24 patients with aggressive prostate cancer. I apply the pathway analysis 

method described above to the small somatic mutations, and look for patterns of copy 

number aberrations, structural rearrangements, and differential methylation in these 

tumor genomes compared to patient-matched normal genomes. 
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CHAPTER 1 

The Impact of Improved Microarray Coverage and Larger Sample Sizes on Future 

Genome-Wide Association Studies 

 

ABSTRACT 

Genome-wide association studies (GWAS) have identified many single nucleotide 

polymorphisms (SNPs) associated with complex traits, but have explained little of the 

underlying genetic heritability of many of these traits. To help guide future studies, we 

assess the crucial question of what additional utility future GWAS will have in detecting 

additional SNP associations and explaining heritability, by taking into account the new 

availability of larger GWAS SNP arrays, reduced genotyping costs, and imputation. We 

first describe the pairwise and imputation coverage of all SNPs in the human genome 

by commercially available GWAS SNP arrays, using the 1,000 Genomes Project as a 

reference. Next, we describe the findings from six years of GWAS of 172 chronic 

diseases, calculating the power to detect each of them taking array coverage and 

sample size into account. We then calculate power to detect these SNPs under different 

conditions using improved coverage and/or sample sizes, from which we estimate 

percentages of SNP associations previously detected and detectable by future GWAS 

under each condition. Overall, we estimated that previous GWAS have detected less 

than one fifth of all GWAS-detectable SNPs underlying chronic disease. Furthermore, 

increasing sample size has a much larger impact than increasing coverage on the 

potential of future GWAS to detect additional SNP-disease associations and heritability. 
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INTRODUCTION 

Genome-wide association studies (GWAS) have identified many common single 

nucleotide polymorphisms (SNPs) that are associated with complex human traits. Some 

of these findings have generated and supported hypotheses about the biological 

mechanisms underlying these traits, such as helping to elucidate the role of zinc 

transporters in Type 2 Diabetes (Sladek et al., 2007). Others have led to improvements 

in the treatment of complex diseases, for example by helping to predict patient response 

to statin therapy for myopathy (The Study of the Effectiveness of Additional Reductions 

in Cholesterol and Homocysteine Collaborative Group, 2008). Despite these advances, 

criticisms of the methodology have increased with the realization that in the first several 

years of their popularity, GWAS have explained a limited amount of the genetic 

heritability of most complex traits (Visscher et al., 2012).  

  

There are several hypotheses for why GWAS have failed to explain this “hidden” 

genetic heritability of complex traits. One is that GWAS do not usually address 

polygenic effects due to epistasis or the cumulative contribution of variants that do not 

reach genome-wide significance (Gibson, 2010; Yang et al., 2010). It is also possible 

that we have overestimated the genetic heritability of many complex traits (e.g. 

schizophrenia (Girard et al., 2011; Xu et al., 2011), so we are trying to detect some 

“phantom” heritability (Zuk et al., 2012). Another prevailing hypothesis is that the 

heritability of common traits, especially complex diseases, is more dependent on 

uncommon (1-5% minor allele frequency [MAF]) and rare ( <1% MAF) SNPs than 

assayed by early GWAS, which were originally designed based on the common 

disease-common variant hypothesis and underpowered to detect associations with 
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these variants (Pritchard, 2001; Reich and Lander, 2001). Finally, the focus on keeping 

false positive findings to a minimum through replication studies and Bonferroni (or 

similar) corrections for multiple testing may have resulted in a large number of false 

negative findings that could help explain some heritability (Sebastiani et al., 2009; 

Williams and Haines, 2011). 

  

By now, many powerful GWAS have been performed for a wide variety of complex 

traits. As a result, the range of effect sizes and SNP frequencies has expanded to 

include uncommon SNPs and low effect sizes, as shown in the Catalog of Published 

Genome-Wide Association Studies (http://www.genome.gov/gwastudies). Thus, we now 

have the opportunity to determine the impact of further increasing power on detecting 

additional associations between these traits and this range of “GWAS-detectable” 

SNPs. Some of the ways in which we can achieve more power for individual GWAS are 

through improved microarray coverage, imputation methods, and by using larger 

sample sizes. The latest microarrays capture many of the uncommon variants than 

earlier arrays designed based on the common SNPs identified by the International 

HapMap Project (International HapMap Consortium, 2003). Arrays designed in the last 

two years cover a larger portion of all SNPs in the human genome by directly measuring 

more common and uncommon variants, and by measuring SNPs in linkage 

disequilibrium (LD) with more regions of the genome. This is possible in part due to 

ongoing efforts to identify novel, less common SNPs by the 1,000 Genomes Project 

(The 1,000 Genomes Project Consortium, 2010).  
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Microarrays have also improved coverage of variants in populations with non-European 

ancestry. For example, the latest of the Illumina Omni family of microarrays 

(http://www.illumina.com), the Omni5-Quad, directly measures nearly five million SNPs 

and captures variation down to approximately 1% MAF in populations of Asian and 

African, as well as European ancestry. The latest of the Affymetrix Axiom family of 

microarrays (http://www.affymetrix.com) provide population-specific arrays, which 

optimize coverage of SNPs down to 1-2% MAF in Asians, Africans, and Latinos in 

addition to Europeans (Hoffmann et al., 2011a; Hoffmann et al., 2011b). GWAS have 

also increasingly used genotype imputation methods to improve the coverage of 

variants not directly measured by microarrays, leading to novel associations (Marchini 

and Howie, 2010). Finally, GWAS have become and will continue to become more 

powerful due to dramatic reductions in genotyping costs, allowing for much larger 

sample sizes than previously feasible. 

  

Individual GWAS are unlikely to detect all the variants that explain the genetic 

heritability of complex traits. In most cases, this will require the use of other methods 

designed for detecting polygenic effects and associations with uncommon and rare 

SNPs. Full genome or exome sequencing currently provide promise in these areas, and 

so do GWAS meta-analyses (Begum et al., 2012; Yang et al., 2012). However, full 

genome and exome sequencing in large cohorts may remain prohibitively challenging 

for some time. GWAS meta-analyses may be the most cost-effective way to explain 

additional heritability in previously well-studied populations and diseases, but do not 

allow for inferences about others. In some cases, more powerful individual GWAS will 

be required to detect associations that can explain additional heritability.  

http://www.illumina.com/�
http://www.affymetrix.com/�
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Several recent reviews have shown that despite their limitations, GWAS have continued 

to detect novel SNP associations over the past few years (Hindorff et al., 2009; Witte, 

2010; Visscher et al., 2012). Though we expect this trend to slow and eventually end, 

future GWAS may still contribute many additional associations that could further 

improve our understanding of these traits and their heritability. Our goal is to determine 

the extent to which increased GWAS power can lead to additional GWAS-detectable 

SNP associations. To achieve this, we first describe the range of SNP frequencies and 

effect sizes reaching genome-wide significance over the past six years from individual 

GWAS of nearly all of the complex, chronic diseases studied thus far. In addition, we 

describe the coverage levels of the GWAS arrays used to detect these associations. We 

then evaluate the impact that improved array coverage and/or larger sample sizes could 

have on detecting additional independent associations. Finally, we test the degree to 

which these SNP associations might contribute to the explained genetic heritability of 

several well-studied complex diseases. These results can help guide decisions about 

the most appropriate future research projects.  
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METHODS 

 

Coverage of 1,000 Genomes Project data by arrays 

We calculated the maximum pairwise correlation (r2) between each SNP in the 1,000 

Genomes Project (1kGP) phase 1 low coverage pilot data (June 2011 release, 

http://www.1000genomes.org) for each population group and the SNPs on each array 

within a one-megabase window using LdCompare (Hao et al., 2007).  Table 1.1 lists the 

arrays included in this study. The 1kGP data contains SNP genotypes on 179 founders 

of European (60 Utah residents with Northern and Western European ancestry), Asian 

(60 Han Chinese from Beijing, China and Japanese from Tokyo, Japan), and African 

(59 Yoruba from Ibadan, Nigeria) ancestry. We then plotted the proportion of SNPs in 

the 1kGP data that correlate with at least one SNP on each array at thresholds of r2 > 

0.01 to 0.99 (by 0.01 increments) against the corresponding r2 threshold for each 

population ancestry group. We calculated the area under the curve (AUC) for each 

array as a summary of coverage using cubic spline integration. We also calculated 

imputation coverage for each array using pre-phased 1kGP data and leave-one-out 

cross-validation with the Impute2 v.2.2.2 software (Howie et al., 2009). 
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Table 1.1. Genome-wide association study (GWAS) single nucleotide polymorphism  
(SNP) microarrays evaluated in this study, and the number of SNPs on each array 
Array 
manufacturer Manufacturer’s array name 

Abbreviated array 
name 

Number of 
SNPsa 

Affymetrix GeneChip Human Mapping 100K Affy100K 109,365 
  Human SNP Array 5.0 Affy5.0 443,816 
  GeneChip Human Mapping 500K Affy500K 500,568 
  Human SNP Array 6.0 Affy6.0 934,968 
Illumina HumanHap250S (v1) Illm250K 241,847 
  HumanHap300 (v1 or v2) Illm300K 317,503 
  HumanCNV370 (Duo or Quad) Illm370K 353,202 
  HumanHap550 (v1 or v3) Illm550K 555,352 
  Human610-Quad (v1) Illm610K 599,021 
  Human Omni1-Quad Illm 1M 1,070,858 
  Human Omni2.5 Illm2.5M 2,450,000 
  Human Omni5-Quad Illm5M 4,500,000 

aThe number of SNPs on each array includes only those pre-selected by the 
manufacturer (not any custom SNPs that can be added to some arrays). In cases where 
there were several versions of an array (v1, v2, etc.), the number of SNPs reflects the 
union of SNPs from all versions. 
 

 

Selection and summary of previous GWAS findings 

We obtained previously published GWAS data from the National Human Genome 

Research Institute’s (NHGRI) Catalog of Published GWAS 

(http://www.genome.gov/gwastudies). We selected studies for inclusion in this analysis 

if they were individual GWAS (i.e. not meta-analyses) using a case-control design with 

unrelated individuals, published between July 1, 2006 and June 30, 2012, and reported 

one or more autosomal SNP association with a chronic (non-infectious) disease at the 

p<5x10-8 level. In addition, each study must have used one of the Affymetrix or Illumina 

SNP microarrays, and it must have replicated findings in a second stage with an 

independent cohort from the one in the first stage. 

  

http://www.genome.gov/gwastudies�
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We gathered prevalence data for each of the diseases studied from online sources such 

as the Centers for Disease Control and Prevention (http://www.cdc.gov) and the 

Surveillance Epidemiology and End Results database (http://seer.cancer.gov). Diseases 

with a prevalence of >10% in the population under study were excluded so that each 

odds ratio (OR) could be considered an approximation of a risk ratio in power 

calculations. We removed identical SNPs that were associated multiple times with the 

same disease, or that were in LD (r2>0.5) with other SNPs associated with the same 

disease. In these cases, we kept only the most recently published association, because 

we wanted to reduce possible biases from the winner’s curse effect (Capen et al., 

1971). We used the web-based tool SNAP (Johnson et al., 2008) to calculate pairwise 

LD between SNPs associated with the same disease and within 500 kilobases of one 

another, using the 1kGP data as the reference. Finally, we removed SNPs with missing 

effect sizes or missing risk allele and frequency information.  

  

We categorized diseases into 11 major disease categories based on the 2012 version 

of the National Library of Medicine’s Medical Subject Headings (MeSH) vocabulary 

(http://www.nlm.nih.gov/mesh). We grouped diseases falling into more than one MeSH 

category according to the one that best represents the etiology of the disease (e.g., we 

categorized stroke as a cardiovascular disease rather than a nervous system disease).  

Not all diseases currently suspected or confirmed to be autoimmune (e.g. Celiac 

disease, Sollid et al., 2005) were included with other diseases of the immune system in 

MeSH, so we categorized these with other diseases involving the same organ or system 

(e.g. Celiac disease was categorized as a digestive system disease). We combined 

MeSH categories for eye diseases, otorhinolaryngologic diseases, and stomatognathic 

http://www.cdc.gov/�
http://seer.cancer.gov/�
http://www.nlm.nih.gov/mesh/2011/mesh_browser/MBrowser.html�
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diseases into a “sensory organ disease” category, since there were few GWAS of 

diseases in these specific categories. We provide descriptive statistics of the studies 

and SNPs associated within each disease category.  

 

Power calculations 

We calculated the power to detect each SNP-disease association using methods for 

multi-stage GWAS described by Skol et al. (2006) and their CaTS power calculation 

software (http://www.sph.umich.edu/csg/abecasis/CaTS). This method takes into 

account the following factors: effect size, MAF, disease prevalence, and sample size 

(the number of cases and controls genotyped, and the proportion of the sample used in 

the initial stage of each GWAS). More details about this method can be found in Skol et 

al. (2006). The key assumptions we made in order to implement this method were: 1) 

the genotyped SNPs were in Hardy Weinberg Equilibrium (HWE); 2) the risk allele 

frequency in control subjects is approximately equal to the overall risk allele frequency 

in the population when disease prevalence is low (<10%); 3) the reported ORs are 

approximately equal to risk ratios when the disease prevalence is low; 4) the reported 

ORs are per copy of the risk allele, i.e. a multiplicative model applies.  

  

We also took into account SNP microarray coverage of 1kGP SNPs in each population 

of European, Asian, or African ancestry using a method previously described by 

Jorgenson and Witte (2006). For each SNP i, this formula is: 

𝑃𝑖 = � 𝑃𝑁𝑟2
1

𝑟2=0
𝑤𝑟2 

http://www.sph.umich.edu/csg/abecasis/CaTS�
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where  𝑃𝑁𝑟2is the joint power for both stages, calculated using the Skol et al. (2006) 

method, but with the following changes to their formula: N (the number of cases and 

controls combined) is multiplied r2, and then  𝑃𝑁𝑟2 is multiplied by 𝑤𝑟2, the proportion of 

SNPs in the 1kGP data correlated at ≥r2 with at least one SNP on the array, for each 

possible r2. For direct comparability between studies and arrays, we assumed a type I 

error rate of α = 5x10-8 for the overall genome-wide significance, and α = 5x10-5 for the 

first stage. For the 52 GWAS that imputed genotypes, we assumed coverage was 

similar to the array with the closest number of SNPs reported as passing quality control 

(QC) in the first stage (e.g. if a study reported 2.5 million SNPs passing QC with 

imputation, the Illumina Omni2.5 coverage levels were assumed to apply).   

 

Percent of SNP associations and heritability in previous and future GWAS 

We estimated the total expected number of independent SNP associations detectable 

by GWAS within each MeSH disease, effect size, and MAF category in the range of 

previously observed associations, calculated as: 

E(M) = ∑ 1/𝑃𝑃𝑖𝑚
𝑖=1  

for i of m SNPs in the category, where PPi was the power to detect SNP i in previous 

GWAS. For each of the GWAS test conditions shown in Table 1.2, we calculated the 

percent detectable within disease, effect size, and MAF categories as: 

Percent of GWAS-detectable SNPs =  
∑ (𝑃𝑇𝑖𝑚
𝑖=1 / 𝑃𝑃𝑖)

𝐸(𝑀)
 x 100 

where PTi was the power to detect SNP i in each GWAS test condition. Effect size and 

MAF categories were chosen a priori to be 1.0≤OR<1.5 versus OR≥1.5, and 

1%<MAF≤10% versus 10%<MAF≤30% versus 30%<MAF≤50%.  
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Table 1.2. GWAS conditions tested in this study. 
GWAS Condition Array Used Sample Sizea 
Previous GWAS Same as that of previous GWAS Equal previous GWAS 
Imputed Same as that of previous GWAS + Imputationb Equal previous GWAS 
Illm5M Illumina Human Omni5-Quad Equal previous GWAS 
All 1kGPc Theoretical array containing all 1kGP SNPs Equal previous GWAS 
Nx4 Same as that of previous GWAS Quadruple previous GWAS 
Imputed, Nx4 Same as that of previous GWAS + Imputation Quadruple previous GWAS 
Illm5M, Nx4 Illumina Human Omni5-Quad Quadruple previous GWAS 
All 1kGP, Nx4 Theoretical array containing all 1kGP SNPs Quadruple previous GWAS 

aCases and controls combined. bImputation was calculated for the arrays using the 
1,000 Genomes project low coverage pilot data. c1kGP: the 1,000 Genomes Project low 
coverage pilot data. 
 

We also calculated the narrow-sense genetic heritability explained by the independent 

SNPs associated with several chronic diseases. These diseases were selected because 

they have been well studied both in GWAS and because they had at least two estimates 

of sibling recurrence risk ratios (λs) reported in the literature. We estimate GWAS-

detectable heritability as a percentage of the total heritability that GWAS could explain if 

we were able to detect all GWAS-detectable SNPs.  

Under HWE and a multiplicative/log-additive model, we calculate the contribution of 

each SNP i to the genetic variance of a disease according to a method described by 

Park et al. (2010) as: 

𝑔𝑣𝑖 = 2𝛽𝑖
2𝑑𝑖(1 − 𝑑𝑖) 

where β i is the association between the risk allele for SNP i which has frequency di. 

Under this model, βι = ln(ORi). We estimated total expected heritability explained by all 

GWAS-detectable independent SNPs for each disease as: 

E(H) = 
∑ (𝑔𝑣𝑖/𝑃𝑃𝑖)𝑚
𝑖=1
ln(𝜆𝑠2)

 . 
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For each of the GWAS test conditions shown in Table 1.2, we calculated the percent of 

heritability detectable by GWAS for each disease as: 

Percent of GWAS-detectable heritability =  
∑ (𝑔𝑣𝑖)(𝑃𝑇𝑖/𝑃𝑃𝑖)𝑚
𝑖=1
∑ (𝑔𝑣𝑖/𝑃𝑃𝑖)𝑚
𝑖=1

  x 100 

 

 

RESULTS 

 

Coverage  

Using the 1kGP phase 1 pilot data as a reference, SNP microarrays have shown 

dramatic overall improvements in pairwise r2 coverage with increasing array size (Figure 

1.1). As expected, the smallest array (the Affymetrix GeneChip Human Mapping 100K) 

had the lowest level of coverage, with an AUC of 0.31 overall in populations of 

European, Asian, and African ancestry. 16.6% of all 1kGP SNPs were covered at an 

r2>0.8 threshold by this array. In contrast, the largest array (the Illumina Omni5-Quad) 

had an AUC of 0.82 overall, and 73.3% of all 1kGP SNPs were covered at an r2>0.8 

threshold. Not surprisingly, imputation of genotypes using the 1kGP data improves 

coverage of most SNPs, and reduces the differences between arrays and populations 

(Appendix Figure A1.1). However, imputation coverage is slightly worse than pairwise 

coverage with the directly genotyped SNPs on the arrays when looking at a low LD 

threshold (e.g. r2<0.1). This is probably because these SNPs are more isolated and less 

common. Though we used pre-phasing to improve accuracy and efficiency, imputation 

of uncommon SNPs is difficult with only 60 individuals per population (Howie et al., 
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2012). Array manufacturers may have intentionally targeted some of these SNPs for 

direct genotyping, leading to better pairwise than imputed coverage. 

  

Figure 1.1 Coverage (maximum pairwise r2) of the 1,000 Genomes Project single 
nucleotide polymorphisms (SNPs) by microarray and population ancestry 

 

(A) Coverage of SNPs in individuals with European ancestry.  (B) Coverage of SNPs in 
individuals with Asian ancestry.  (C) Coverage of SNPs in individuals with African 
ancestry.  The table shows the area under the curve for each microarray and 
population. 
 

As expected, pairwise coverage of the 1kGP SNPs by GWAS microarrays varies by 

population ancestry (Figure 1.1). In general, coverage is much better in populations of 

European and Asian ancestry than for those with African ancestry, since LD between 

SNPs is lower in African ancestry populations and most GWAS and the arrays designed 

for them have focused more on populations with European ancestry (Bustamante et al., 
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2011). Coverage also varies by MAF category in each population at r2 thresholds of 0.5, 

0.8, and 0.99 (Appendix Tables A1.2-A1.4). These differences are smaller for larger 

arrays, especially for the Illumina Omni-5 Quad, since it was designed using the 1kGP 

data and has millions more directly measured SNPs than other commercial arrays. 

Averaged across populations, the Omni-5 Quad has only about a 2-fold difference in 

pairwise coverage of SNPs between the lowest (1-5%) and highest (40-50%) MAF 

categories compared to greater than 4-fold differences between these MAF categories 

for most other arrays.  

 

Previous GWAS findings  

The NHGRI Catalog of Published GWAS recorded 337 individual (not meta-analytic) 

studies published between July 1, 2006 and June 30, 2012 using unrelated case-control 

samples and reporting at least one replicated autosomal SNP association with a chronic 

(non-infectious) disease that was significant at the p<5x10-8 level. We selected the 329 

studies that used one of the Affymetrix or Illumina SNP microarrays for which SNP 

content was publicly available (the other eight used Perlegen or custom arrays). We 

excluded five GWAS of diseases with prevalence rates of >10% in the population 

studied (gallstones, hypertension, hyperlipidemia, and obesity, for reasons described in 

the methods section), leaving 324 studies. Next, we removed nine studies with missing 

effect sizes in the GWAS Catalog and 25 studies with missing risk allele and frequency 

information, leaving 290 studies. Finally, we removed SNPs that were in LD (r2>0.5) 

with each other and associated with the same disease by querying the SNAP database 

(Johnson et al., 2008). In these cases, we retained the most recently published 
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association, leaving 219 studies and 729 “independent” SNPs associated with 172 

chronic diseases.  

  

The number of independent SNPs detected per GWAS was positively and significantly 

correlated with study sample size (both case and control), the number of SNPs 

genotyped in the first stage, and publication date (Figure 1.2), as previously shown 

(Visscher et al., 2012; Witte, 2010). Figure 1.2 also shows that, as a result of the SNP 

selection process—whereby the most recent was chosen among those in LD and 

associated with the same disease—very few were included from the first year of our 

study period (prior to July, 2007). In addition to publication date being associated with 

the number of independent SNP associations reported per study, there were significant 

positive correlations between publication date and the number of SNPs genotyped in 

the first stage (Spearman’s ρ=0.38, p<0.001) as well as sample size (Spearman’s 

ρ=0.15, p=0.024). 
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Figure 1.2 The relationship between genome-wide association study (GWAS)-level 
characteristics and the number of significant SNP associations (p<5x10-8)

 
The lines are predictions from linear regression models, and the gray areas are 95% 
confidence intervals around the regression lines. (A) The number of cases in thousands 
(K) versus the number of SNP associations. (B) The number of controls in thousands 
versus the number of SNP associations. (C) The number of genotyped SNPs passing 
quality control (QC) in thousands or millions (M) in the first or only stage of each GWAS 
versus the number of SNP associations. (D) The month and year of publication of the 
study versus the number of SNP associations. 
 

We describe the characteristics of selected GWAS and SNPs in Table 1.3, grouped by 

MeSH categories. This table shows that GWAS have tested a wide range of SNPs in 

the first stage through direct genotyping or imputation (ranging from about 80 thousand 

to 8 million SNPs), sample sizes (ranging from 225 to about 143 thousand cases and 

controls), MAFs (1%-50%), and effect sizes (OR ranging from 1.06 to 6.23). We show 

the individual diseases included in each MeSH category in Appendix Table A1.1.  
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Table 1.3. Characteristics of case-control GWAS studies and SNPs associated with 
chronic diseases at p<5x10-8 

aMeSH: Medical Subject Heading.  
bThe number of SNPs passing quality control (QC) in the first GWAS stage.  
 cThe number of cases and controls in all stages.  
dThe sum of independent SNPs (r2<0.5) associated with each disease. 
 

 

  

All 219
541                      

(80 - 7,689)
15,722                      

(225 - 143,503)
729

0.29                     
(0.01 - 0.50)

1.26               
(1.06 - 6.23)

2,500 31,210 0.25 1.19
(289 - 2,500) (225 - 143,503) (0.01 - 0.49) (1.06 - 4.82)

Digestive system diseases 20
523                                               

(266 - 2,466)
25,885                    

(895 - 48,950)
138

0.30                          
(0.04 - 0.50)

1.21                            
(1.07 - 6.23)

Eye, otorhinolaryngologic, and 
stomatognathic diseases               

("Sensory organ diseases")
15

524                                             
(299 - 6,037)

10,462                            
(690 - 64,542)

36
0.31                                   

(0.01 - 0.50)
1.38                                       

(1.15 - 5.47)

Mental disorders 6
1,253                                              

(315 - 2,415)
51,695                       

(2,672 - 63,649)
16

0.17                           
(0.06 - 0.46)

1.20                                       
(1.12 - 1.59)

Musculoskeletal diseases 20
1,585                                               

(80 - 2,716)
12,126                       

(1,606 - 47,926)
64

0.29                          
(0.05 - 0.50)

1.30                               
(1.10 - 3.62)

Neoplasms 61
541                                                       

(247 - 7,689)
12,218                          

(1,920 - 71,531)
160

0.31                           
(0.02 - 0.50)

1.29                                          
(1.11 - 2.22)

Nervous system diseases 30
531                                                  

(131 - 7,689)
14,175                        

(1,208 - 102,338)
84

0.26                                  
(0.03 - 0.48)

1.24                                
(1.09 - 5.11)

Nutritional, metabolic, and endocrine 
diseases

12
2,427                                              

(207 - 2,626)
58,587                          

(792 - 141,454)
43

0.32                           
(0.06 - 0.50)

1.11                                          
(1.06 - 4.05)

Respiratory tract diseases 7
459                                             

(215 - 550)
35,083                          

(1,711 - 57,800)
21

0.36                           
(0.14 - 0.50)

1.20                           
(1.09 - 1.25)

Skin and connective tissue diseases 18
495                                              

(299 - 6,037)
12,454                         

(3,107 - 51,423)
72

0.28                                   
(0.04 - 0.50)

1.30                             
(1.11 - 2.80)

Urogenital diseases 8
498                                             

(303 - 2,187)
10,769                         

(1,641 - 46,283)
23

0.24                           
(0.06 - 0.50)

1.34                           
(1.20 - 2.86)

Median (Range)              
Odds Ratio

Cardiovascular diseases 22 72

MeSHa Disease or Disorder Category
Number 

of Studies

Median (Range)                
SNPs Passing 

QCb, 
(Thousands)

Median (Range) 
Sample Sizec

Number of 
Independent 

SNPsd

Median (Range)               
Control Minor 

Allele Frequency
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Table 1.4 shows the characteristics of selected SNPs grouped by broad categories of 

OR (<1.5 and >1.5) and MAF (1-10%, 10-30%, 30-50%). As expected, the majority 

(81%) of independent SNPs associated with chronic disease had low ORs (<1.5) and 

high MAFs (>10%). These categories explain more variance in, and have a stronger 

association with log-transformed sample sizes (R2=0.19, overall OR and MAF category 

p<0.001) than with the number of SNPs tested in the first stage (R2=0.03, p=0.002). 

Overall, the median sample size for detecting SNPs with OR>1.5 (6,948) was only 

about a third of that used to detect SNPs with ORs<1.5 (21,787), but the median 

number of SNPs was similar in both OR categories (507 thousand versus 562 

thousand, respectively).  

 

Table 1.4 Characteristics of case-control GWAS SNPs associated with chronic diseases 
at p<5x10-8, by odds ratio (OR) and minor allele frequency (MAF). 

Odds  Ratio 
Minor Allele               
Frequency             

(MAF) 

Number of 
Independe
nt SNPsa 

Median (Range)                
SNPs Passing QCb, 

(Thousands) 

Median  (Range)             
Sample Sizec 

1.0<OR<1.5 0.01<MAF<0.1 25 666                                                     
(300 - 7,689) 

26,005                                                     
(6,089 - 143,503) 

 0.1<MAF<0.3 250 570                                                     
(80 - 7,689) 

23,422                           
(4,644 - 143,403) 

 0.3<MAF<0.5 312 541                                                     
(131 - 7,689) 

20,916                           
(1,607 - 143,503) 

OR>1.5 0.01<MAF<0.1 35 666                                                     
(282 - 7,689) 

10,769                           
(1,606 - 143,503) 

 0.1<MAF<0.3 68 501                                                     
(235 - 6,607) 

7,354                           
(690 - 74,544) 

 0.3<MAF<0.5 39 480                                                     
(215 - 2,500) 

3,424                           
(225 - 39,547) 

aThe sum of independent SNPs (r2<0.5) associated with each disease. bThe number of 
SNPs passing quality control (QC) in the first GWAS stage.  cThe number of cases and 
controls in all stages. 
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The impact of array coverage and sample size on future GWAS findings 

Figure 1.3 shows the estimated percent of SNPs detectable by GWAS under each of 

these conditions by disease category. These results show that we can detect many 

more SNPs within the range of effect sizes and MAFs observed in previous GWAS. 

They also show that the relative gains by increasing array coverage are much smaller 

than the gains by increasing sample size, whether we achieve better coverage by 

imputation, the Illumina Omni-5 array, or even by genotyping all 1kGP SNPs. Overall, 

we estimate that only 13.8% of all independent GWAS-detectable SNP associations 

have been detected by previous GWAS. These estimates ranged from 4.8% for 

respiratory tract diseases to 25.2% of nervous system diseases. With sample sizes 

equal to those of previous GWAS, we estimate that maximizing coverage of all 1kGP 

SNPs would result in the detection of still less than one quarter of all GWAS-detectable 

SNPs. Specifically, we estimate that 15.6% are detectable with previous arrays plus 

imputation, 17.0% with Illumina’s Omni5-Quad array, and 23.2% with perfect coverage 

of all 1kGP SNPs. In contrast, doubling or quadrupling the sample sizes without 

changing the coverage of previous GWAS, we estimate that we could detect 34.7% or 

62.3%, respectively, of GWAS-detectable SNPs in future studies. The relative impact of 

increasing array coverage is slightly similar in the context of quadrupled sample sizes, 

rising to 69.2% with imputation, 80.2% with the Omni5-Quad array, and 93.9% with 

direct genotyping of all 1kGP SNPs. The percent of remaining SNPs requiring more 

than quadruple the sample size of previous GWAS and perfect SNP coverage ranged 

from 0.9% for urogenital diseases to 15.1% for sensory organ diseases. 
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Figure 1.3 Estimated percent of SNP associations detected by each GWAS  
condition tested, by disease category 

Disease categories are ranked by the percent of associations detected by previous 
GWAS. Sensory organ diseases include the following MeSH categories: Eye diseases, 
Otorhinolaryngologic diseases, and Stomatognathic diseases. 
 

Figure 1.4 shows the estimated percent of SNPs detectable by GWAS under each of 

these conditions by OR and MAF categories. We estimate that a small percentage of 

the SNPs with MAFs of 1-10% have been detected by previous GWAS, as expected 

from the low frequencies in Table 1.4. This also shows that the impact of increasing 

sample size is greater for SNPs with weak associations (OR<1.5) than for those with 

stronger associations relative to the percent of SNPs detected by previous GWAS. 

Specifically, we estimated that quadrupling sample sizes for effects with OR<1.5 would 

increase the number of SNPs detected after future GWAS by over 400%. In contrast, 



21 
 

quadrupling sample sizes for effects with OR>1.5 would only increase the number of 

SNPs detected after future GWAS by about 130%. SNPs with MAFs of 1-10% will be 

harder to detect than SNPs with MAFs of >10% in both OR categories. 

  

Figure 1.4 Estimated percent of SNP associations detected by each GWAS  
condition tested, by odds ratio (OR) and minor allele frequency (MAF) 

 

 

For several well-studied diseases, we show in Table 1.5 how much additional narrow-

sense genetic heritability we can explain by GWAS that are more powerful. We selected 

these diseases because they have been the focus of multiple GWAS, and have multiple 

sibling recurrence risk ratios reported in the literature. As we did in estimating the 

percent of SNPs detectable by GWAS, we scaled these heritability estimates so that 
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they represent a percentage of the maximum heritability that GWAS SNPs could 

explain, given the effect size and MAF distributions previously observed. We found that 

previous findings explain 7% to 40% of the genetic heritability that could ultimately be 

explained by GWAS. We also estimated that we can explain less than half of the 

heritability by only improving array coverage in future GWAS, and that sample sizes 

would need to be at least quadrupled in order to detect over half of the heritability of 

these diseases.  
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DISCUSSION 

 

In this study, we calculated pairwise and imputation coverage for nearly all GWAS SNP 

microarrays used for studying nearly all of the chronic diseases that have been 

recorded in the NHGRI Catalog of Published GWAS 

(http://www.genome.gov/gwastudies) in the past six years. Our pairwise coverage 

statistics show that GWAS SNP arrays have improved with increasing size, and that this 

is most dramatic with the latest SNP arrays that rely on the 1kGP data and more diverse 

populations. As expected, the biggest improvements are seen in coverage of 

uncommon SNPs (1%<MAF≤5%) in populations of European, Asian, and African 

ancestry. The use of the latest genotype imputation methods enhances the coverage of 

all 1kGP SNPs by GWAS arrays, and also narrows the coverage gaps between arrays 

and populations. To our knowledge, we are the first to publish these coverage statistics 

for nearly all commercial GWAS arrays available. 

  

We also show that previous GWAS have detected significant associations between 

chronic disease and SNPs with a wide range of MAFs (down to 1%) and a wide range 

of effect sizes (detecting increased odds of disease of only 6% per risk allele). This 

range has not been observed in other reviews of GWAS findings, probably because 

they did not include results from the most recent and powerful GWAS. In general, the 

overall trends of GWAS that we observe agree well with those of previous studies using 

earlier data (Iles, 2008; Hindorff et al., 2009; Witte, 2010; Visscher et al., 2012). For 

example, we see that significant positive correlations exist between the number of novel 

SNP associations detected and sample sizes, the number of SNPs tested, and 

http://www.genome.gov/gwastudies�
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publication dates. However, on average, we estimate that we have detected less than 

one fifth of all independent GWAS-detectable SNPs underlying chronic disease. We 

estimate that future more powerful individual GWAS have the potential to detect many 

of these additional SNP associations, and thus to explain more heritability. We found 

that increasing the sample size alone provides a much larger increase in GWAS-

detectable SNP associations and heritability explained than improving array coverage, 

even with imputation or direct genotyping of all 1kGP SNPs. This is true for all major 

disease, MAF, and effect size categories that we studied. Even if all 1kGP SNPs were 

genotyped with the sample sizes used in previous GWAS, we estimate that GWAS 

would detect less than half of all GWAS-detectable SNPs and heritability. In contrast, 

quadrupling sample sizes but using the same arrays of previous GWAS would result in 

over 60% of SNPs and heritability detected. If it is possible to increase sample and 

array sizes for some diseases, future GWAS may capture most of the associations and 

heritability that GWAS-detectable SNPs have the potential to capture. 

  

There are several caveats to keep in mind when interpreting these results. First, we are 

basing all estimates on the distribution of previously observed effect sizes and MAFs. 

The extremes of the true underlying distribution of SNP-disease associations are likely 

to be under-represented (only 8.2% of previously associated SNPs have MAFs of 1-

10%), and this distribution will likely shift as we add to the number of independent SNPs 

associated with disease. The NHGRI Catalog of Published GWAS is also not an 

exhaustive source of known SNP-disease associations, and has been updated with 

findings from both individual and meta-analytic GWAS since mid-2012 when our 

collection period ended. The estimates of λs that we used for calculating heritability were 
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also based on publications, and may continue to change somewhat over time. In 

addition, we calculate array coverage using a maximum pairwise approach to estimate 

the number of additional SNPs that remain. This may slightly underestimate coverage 

compared to say a multi-marker approach, and may explain why some associations 

were detected with seemingly low power. However, we believe that taking these issues 

into account would not likely change our results or conclusions that future GWAS can 

detect many additional SNPs and explain additional heritability, and that larger sample 

sizes improve their power to do so more than larger microarrays. 

  

Another practical consideration is that in some situations, doubling or quadrupling 

sample sizes over those used in previous GWAS may not be realistic. For example, 

quadrupling the sample size over previous GWAS involving pancreatic cancer patients 

would require recruiting about half of all prevalent cases currently residing in the United 

States (based on Surveillance, Epidemiology and End Results (http://seer.cancer.gov) 

and the U.S. Census (http://www.census.gov) data). In other scenarios, increasing the 

sample size may be possible, but may require a less specific definition of the phenotype 

and more heterogeneous case samples which could in turn reduce power (Pawitan et 

al., 2009). If previous GWAS have already studied a disease with very large sample 

sizes but poor coverage of variants in the population of interest, then it obviously makes 

more sense to improve coverage than to increase sample sizes to detect additional 

associations.  

  

Despite the fact that individual GWAS have their limitations, we have shown that with 

increased power, they can detect many more SNP-disease associations. Although 

http://seer.cancer.gov/�
http://www.census.gov/�
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previous GWAS findings have explained a low amount of heritability for most diseases, 

they have also detected a low percentage of all the SNP-disease associations that the 

GWAS have the potential to detect. Even if we detect all of these GWAS-detectable 

SNPs, explaining all of the heritability of complex diseases will likely require other 

methods, especially meta-analyses and whole exome or genome sequencing. In 

addition, the contributions of family data, gene-gene and gene-environment interaction 

tests, functional validation experiments, and other approaches will be important to 

incorporate (Manolio et al., 2009; Pawitan et al., 2009; Cantor et al., 2010; Witte, 2010). 

However, GWAS do have the potential to contribute many additional findings that may 

continue to add to our understanding of the biology and heritability underlying complex 

diseases. 
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CHAPTER 2 

Identifying and Visualizing Significantly Mutated Pathways in Tumors using Random 

Forests and Hive Plots 

ABSTRACT 

In this study, we demonstrate a new approach to identifying genetic pathways 

containing significantly elevated somatic mutation rates in tumors. Our approach is 

unique in that it allows for the analysis of many tumor samples and pathways, and 

employs hive plots for visually comparing results between individuals or groups of 

samples. In simulation experiments comparing traditional linear regression methods, 

penalized regression, and tree-based machine learning regression methods, we 

showed that random forests were the most powerful for detecting mutated pathways, 

even when testing a very large number of overlapping pathways simultaneously. We 

also applied these methods to sequence data from human prostate tumor tissues, as 

well as from the National Cancer Institute’s tumor cell lines representing breast, central 

nervous system, colon, leukemia, melanoma, ovarian, prostate, and renal cancers. We 

found mutated genes and pathways that were previously implicated in these cancers, 

some that had not been, and some that were common to different cancer types. This 

hypothesis-generating approach could lead to the discovery of new genes and 

pathways that are likely to be carrying driver mutations. In addition, these methods 

could help further characterize tumor heterogeneity within cancer types, or pleiotropy 

between cancer types. We provide an R software package called MutPATHRF for users 

wishing to implement these methods in other datasets. 
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INTRODUCTION 

Many statistical methods have been developed for studying genetic pathways—

collections of biologically related genes—and their relation to biological phenomenon 

(Holmans 2010). Applications of these methods have been growing exponentially since 

2000. A PubMed search for “pathway analysis” in journal titles and abstracts returned a 

total of 54 publications by the end of 2000 (the first one being from 1977), 158 results by 

the end of 2005, 1,224 by 2010, and 3,939 by the end of 2014. However, most of these 

methods and analyses have been targeted towards finding pathways with genes that 

are differentially expressed in various experimental conditions or phenotypes. Adding 

“expression” to the PubMed search returned 63% of the 3,939 results published through 

2014, but adding “mutation” returns only 2% of these results. The latter figure will likely 

grow as whole genome and exome sequence data becomes more readily available. 

Pathway databases will likely grow in size as a result, with new gene-gene interactions 

and gene networks being discovered to help explain biological processes under normal 

and abnormal conditions. Some methods that have been used for pathway analysis with 

genome-wide expression data (see review by Ramanan et al. 2012), including 

regression-based methods (e.g. Wei and Li 2007, Ma and Kosorok 2009) and random 

forests (Pang et al. 2006, 2008, 2010), could be adapted to use on somatic mutation 

data. However, there is a need to test these methods rigorously for computational 

efficiency, power, and validity in this context. Here, we test regression-based methods 

to detect associations between biological pathways and elevated somatic mutation rates 

in human samples that have been whole-genome or whole-exome DNA sequenced.  
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In this study, we take a network-based, genome-wide approach to analyzing mutations 

in tumor genomes. Several other methods take a similar approach, but differ somewhat 

from our analysis in scope, purpose, types of data required, and other details. For 

example, PARADIGM (Vaske et al. 2011) is a method that uses mutation, expression, 

and copy number data from large-scale cancer genomic studies to make inferences 

about pathways that are perturbed in individual patients. HotNet (Vandin et al. 2011 and 

2012) uses somatic mutations in cancer data to find subnetworks of genes that have a 

significant number of patients harboring mutations. DriverNet (Bashashati et al. 2012) 

attempts to find driver mutations in cancer gene networks by associating them with 

outlying expression levels across patient samples. Many more genome-wide and 

network-based approaches to pathway analysis exist for expression data than for 

mutation data, for example Pathway-Express (Draghici et al. 2007) and SPIA (Tarca et 

al. 2013). These are all valid and valuable approaches to generating hypotheses about 

gene and pathway networks in cancer. However, there is a need for methods that can 

associate somatic mutation rates in individual or multiple tumor genomes from a 

pathway perspective, and that allow for informative visual comparisons between 

samples or groups of samples. To our knowledge, there are no existing methods that 

satisfactorily meet all of these criteria. Therefore, distinguishing an optimal approach 

that fulfills these criteria is the gap that we set out to fill. 

We first compared seven different regression-based methods in simulation experiments 

to determine which had the most power to detect pathways with elevated overall 

somatic mutation rates. The methods can be categorized as: ignoring interactions (simple 

linear regression and additive multiple linear regression models); allowing for two-way 

interactions (multiplicative multiple linear regression and elastic net models); and tree-based 
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methods with higher-level interactions (logic regression, gradient boosted regression trees, and 

random forest models). We also evaluated these methods on their power to detect 

pathways that may have modest overall mutation rates, but which overlap with other 

pathways having higher mutation rates (i.e. share a sufficient number of the same 

mutated genes). In other words, an appropriate method must be able to detect 

interactions among different pathways. Detecting pathway interactions was important to 

us because we and others (e.g. Schadt et al. 2009) have observed that genes are often 

involved in multiple pathways and other biological processes, thus creating the 

opportunity to detect statistical and biological interactions. For example, according to 

the WikiPathways database (Kelder et al. 2012), the T-cell antigen receptor signaling 

pathway and the leptin signaling pathway share 25 coding genes, while there are 126 

other coding genes unique to one or the other pathway. Some of the overlapping genes 

are also found in many other pathways. For example, the MAPK1 gene is found in 56 

other pathways in the WikiPathways database alone. Furthermore, each of these 

pathways (T-cell and leptin) overlap other pathways by a similar or greater proportion of 

genes than they share with each other. So being able to detect interactions between 

specific pathways could be very helpful in generating hypotheses about the role of these 

genes and pathways in cancer.  

Another advantage of being able to detect pathway interactions is for confirmation. 

Some databases list different genes as contributing to the same pathway. For example, 

the tryptophan metabolism pathway in the WikiPathways database has 27 genes in 

common with the tryptophan metabolism pathway in the Kyoto Encyclopedia of Genes 

and Genomes (KEGG) database (Kanehisa et al. 2000 and 2014), with 59 genes 

unique to one or the other source. These discrepancies could simply reflect differences 
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in curation methods, naming conventions, or priorities of the various databases. There 

may be no right or wrong list of genes to include in any pathway. We preferred not to 

choose any particular database over another and not to combine pathways, which could 

dilute associations or change their definitions entirely. In other words, in comparing the 

seven different methods we took a database-agnostic and database-intact approach to 

selecting pathways for analysis. In particular, we used up-to-date pathways from the 

most popular and well-curated databases, as provided in the comprehensive NCBI 

BioSystems Database (Geer et al. 2010), which includes the Pathway Interaction 

Database (Schaefer et al. 2009), BioCyc (Caspi et al. 2014), KEGG, Reactome (Milacic 

et al. 2012, Croft et al. 2013), and WikiPathways. 

We chose to evaluate seven regression-based methods for detecting pathways with 

elevated mutation rates because they are well established, familiar to the research 

community, and software is readily available. Nevertheless, we faced several 

challenges in designing these comparisons. First, simultaneously testing a large number 

of overlapping pathways could cause multicollinearity problems. In this situation, certain 

types of regression models will produce wildly unstable estimates of mutation rates with 

very large standard errors. In addition, we have the possibility of a “large p, small n” 

situation: there could be a large number of predictors (p pathways) and a small number 

of observations (n genes) with a measure that we wish to predict (mutation rates). The 

NCBI BioSystems database currently contains over 2,500 pathways. Though the tumor 

genomes we have studied contain a much larger number of genes harboring mutations, 

the number of pathways could still exceed the number of genes with mutations in these 

pathways, especially if the analysis is focused on a single tumor sample. In these 

cases, ordinary least squares (OLS) regression estimates cannot be determined. 
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Sparsity in the predictor matrix can also result in undefined or imprecise estimates. The 

vast majority of pathways in the NCBI BioSystems database have between ten and 200 

genes each, and if thousands of genes are being analyzed, this will cause sparsity. 

These considerations motivated us to compare traditional regression models to other 

types of models which are better suited to handle these challenges, including 

regularized regression and machine learning methods.  

Once we determined the optimal regression method from the simulation experiments 

(i.e., random forest models), we then applied it to determine pathway interactions in a 

translational study of tumor mutation rates. With this application we also demonstrate 

how hive plots (Krzywinski et al. 2012) can be used to visualize results from these 

analyses. The prostate tumor data was derived from two different sources. The first was 

whole-genome sequenced tumor genomes from four patients with aggressive prostate 

cancer, and the second was whole-exome sequenced tumor genomes from the National 

Cancer Institute’s 60 human tumor cell lines (NCI-60, Shoemaker et al. 2006, Abaan et 

al. 2013), representing nine different types of cancer: breast, colon, central nervous 

system (CNS), leukemia, melanoma, non-small cell lung, ovarian, prostate, and renal 

cancer. For the most mutated pathways in each of these datasets, as detected by 

random forest models, we show how hive plots can help in understanding the 

relationships between pathways and genes within and between tumor samples or 

cancer types.  

Our approach to pathway analysis of somatic mutations in tumors using random forests 

and hive plots provide an avenue for generating hypotheses about tumor development 

and progression, heterogeneity, pleiotropy, therapeutic targets. We provide a user-
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friendly R software package called MutPATHRF so others can apply this approach to 

their own data. 

 

METHODS 

Simulation Study 

Null and Alternative Mutation Rates 

We define the gene mutation rate as the number of mutations per megabase (Mb) in a 

gene. For our simulation we generated a null distribution of mutation rates for 10,000 

genes by sampling from a standard normal distribution. This distribution was selected 

because the empirical log10-transformed mutation rates followed an approximate normal 

distribution in both the whole-genome sequenced prostate cancer data and the whole-

exome sequenced NCI-60 human tumor cell line data (described in the Application 

section below). For the genes in our alternative test pathways—those designed to have 

pathway mutation rates different from the expected rate under the null distribution—we 

re-assigned the mutation rates with values drawn from a uniform distribution. In 

particular, the genes in our test pathways contained elevated mutation rates, with 

median rates ranging from 0.25 to 2 standard deviations (SD) above the null distribution 

median of zero. Since our test pathways were small (20-100 genes each) relative to the 

overall number of genes, this did not change the overall normal distribution. Further 

details on our test pathway mutation rates are described in the text below and in Table 

2.1. 
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Table 2.1. Simulated mutation rates for test pathways in overlap experiments 
  Genes/Pathway Median (Range) of Simulated Mutation Rates 

Experimen
t Number 

Path A & 
B Overall 

Path A & B 
Overlapping 

Path A                         
Overall 

Path B                         
Overall 

Path A Non-
Overlapping 

Path A & B 
Overlapping 

Path B Non-
Overlapping 

25% of Test Path Genes Overlapped 

1 20 5 0.21                                                              
(-0.125-0.625) 

0.79                                                              
(0.375-1.125) 

0.125                                                              
(-0.125-0.375) 

0.5                                                              
(0.375-0.625) 

0.875                                                              
(0.625-1.125) 

2 20 5 0.46                                                              
(0.125-0.875) 

1.04                                                              
(0.625-1.375) 

0.375                                                              
(0.125-0.625) 

0.75                                                              
(0.625-0.875) 

1.125                                                              
(0.875-1.375) 

3 60 15 0.21                                                              
(-0.125-0.625) 

0.79                                                              
(0.375-1.125) 

0.125                                                              
(-0.125-0.375) 

0.5                                                              
(0.375-0.625) 

0.875                                                              
(0.625-1.125) 

4 60 15 0.46                                                              
(0.125-0.875) 

1.04                                                              
(0.625-1.375) 

0.375                                                              
(0.125-0.625) 

0.75                                                              
(0.625-0.875) 

1.125                                                              
(0.875-1.375) 

5 100 25 0.21                                                              
(-0.125-0.625) 

0.79                                                              
(0.375-1.125) 

0.125                                                              
(-0.125-0.375) 

0.5                                                              
(0.375-0.625) 

0.875                                                              
(0.625-1.125) 

6 100 25 0.46                                                              
(0.125-0.875) 

1.04                                                              
(0.625-1.375) 

0.375                                                              
(0.125-0.625) 

0.75                                                              
(0.625-0.875) 

1.125                                                              
(0.875-1.375) 

50% of Test Path Genes Overlapped 

7 20 10 0.25                                                              
(-0.25-0.75) 

0.75                                                             
(0.25-1.25) 

0                                                             
(-0.25-0.25) 

0.5                                                             
(0.25-0.75) 

1                                                             
(0.75-1.25) 

8 20 10 0.5                                                              
(0-1) 

1                                                             
(0.5-1.5) 

0.25                                                             
(0-0.5) 

0.75                                                             
(0.5-1) 

1.25                                                             
(1-1.5) 

9 60 30 0.25                                                              
(-0.25-0.75) 

0.75                                                             
(0.25-1.25) 

0                                                             
(-0.25-0.25) 

0.5                                                             
(0.25-0.75) 

2                                                             
(0.75-1.25) 

10 60 30 0.5                                                              
(0-1) 

2                                                             
(0.5-1.5) 

0.25                                                             
(0-0.5) 

0.75                                                             
(0.5-1) 

1.25                                                             
(1-1.5) 

11 100 50 0.25                                                              
(-0.25-0.75) 

0.75                                                             
(0.25-1.25) 

0                                                             
(-0.25-0.25) 

0.5                                                             
(0.25-0.75) 

3                                                             
(0.75-1.25) 

12 100 50 0.5                                                              
(0-1) 

3                                                             
(0.5-1.5) 

0.25                                                             
(0-0.5) 

0.75                                                             
(0.5-1) 

1.25                                                             
(1-1.5) 

75% of Test Path Genes Overlapped 

13 20 15 0.37                                                              
(-0.375-0.875) 

0.63                                                              
(0.125-1.375) 

-0.125                                                              
(-0.375-0.125) 

0.5                                                              
(0.125-0.875) 

1.125                                                              
(0.875-1.375) 

14 20 15 0.63                                                              
(-0.125-1.125) 

0.87                                                              
(0.375-1.625) 

0.125                                                              
(-0.125-0.375) 

0.75                                                              
(0.375-1.125) 

1.375                                                              
(1.125-1.625) 

15 60 45 0.37                                                              
(-0.375-0.875) 

0.63                                                              
(0.125-1.375) 

-0.125                                                              
(-0.375-0.125) 

0.5                                                              
(0.125-0.875) 

1.125                                                              
(0.875-1.375) 

16 60 45 0.63                                                              
(-0.125-1.125) 

0.87                                                              
(0.375-1.625) 

0.125                                                              
(-0.125-0.375) 

0.75                                                              
(0.375-1.125) 

1.375                                                              
(1.125-1.625) 

17 100 75 0.37                                                              
(-0.375-0.875) 

0.63                                                              
(0.125-1.375) 

-0.125                                                              
(-0.375-0.125) 

0.5                                                              
(0.125-0.875) 

1.125                                                              
(0.875-1.375) 

18 100 75 0.63                                                              
(-0.125-1.125) 

0.87                                                              
(0.375-1.625) 

0.125                                                              
(-0.125-0.375) 

0.75                                                              
(0.375-1.125) 

1.375                                                              
(1.125-1.625) 
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Simulation of Pathways 

The pathways we used in simulation experiments were randomly sampled from real 

biological pathways in the NCBI BioSystems database containing between 10 and 500 

genes and no more than 80% overlap with any other pathway (methods for achieving 

the overlap criteria are described in detail below). Note that typically, pathway analyses 

include pathways with a minimum of 10 or 20 genes and a maximum of 100 or 200 

genes (Ramanan 2012); we found that very few pathways had >200 genes (Appendix 

Figure A1.1). Each pathway is represented by a binary variable indicating which genes 

belong to the pathway. For the 10,000 simulated genes, we simulated 500 pathways 

whereby every gene was assigned to at least one pathway. Some of the test pathways 

were not allowed to share overlapping genes (in “non-overlap experiments”), and some 

test pathways were allowed to overlap one another (in “overlap experiments”). In both 

types of experiments, non-test pathways were added from the randomly simulated 

pathways to make a total of 500 pathways. These non-test pathways were allowed to 

overlap each other any other pathway by up to 80%. 

For the non-overlap simulations, we designed five experiments containing three test 

pathways (denoted A-C), which did not share overlapping genes with one another. One 

of the three pathways in each experiment contained 20 genes (pathway A), one had 60 

genes (B), and one had 100 genes (C). All three pathways had a median mutation rate 

of 0.25 SD in the first experiment, 0.5 SD in the second, 1 SD in the third, 1.5 SD in the 

fourth, and 2 SD in the fifth experiment. To achieve these median mutation rates 

(denoted Mj for each pathway j), we drew random samples from a uniform distribution, 

U(Mj-0.5, Mj+0.5). We also generated 497 non-test pathways and included these in 
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each simulated dataset along with the test pathways. For each of the five non-overlap 

experiments, we generated 1,000 datasets.   

For the overlap simulations, we designed 18 experiments containing two test pathways 

(A, B) which overlap one another. The overlapping pathways had 20 genes each in six 

experiments, 60 genes each in another six experiments, and 100 genes each in the 

remaining six experiments. Within each of these groups of six experiments, we tested 

25%, 50%, and 75% overlap between pathways A and B for two different pathway 

mutation rates each. Pathway A always had the lower mutation rates than the 

overlapping pathway B. To achieve this, we first drew random samples from a uniform 

distribution for the non-overlapping genes in each test pathway, with U(Mj-0.25, 

Mj+0.25). Then, we sampled from U(Mj-0.125, Mj+0.125) for the overlapping genes in 

experiments with 25% overlap, U(Mj-0.25, Mj+0.25) for overlapping genes in 

experiments with 50% overlap, and U(Mj-0.375, Mj+0.375) for overlapping genes in 

experiments with 75% overlap between A and B (Table 2.1). For all overlap 

experiments, we also included 498 non-test pathways, and generated 1,000 of these 

datasets per experiment. 

Methods tested in simulations 

Seven different methods were selected to compare with regard to their power to detect 

elevated mutation rates for test pathways overall, and to detect overlapping pathways. 

We categorize these methods into three categories: 1) those without interaction terms 

(simple linear regression and additive multiple linear regression)—not directly testing 

pathway overlap; 2) those with manually-selected two-way interaction terms for 
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pathways with at least 20 overlapping genes (multiplicative multiple linear regression 

and elastic net models); and 3) those with automatically-selected interactions (up to 

five-way) for all pathways (logic regression, gradient boosted regression trees, and 

random forest models). For each of these methods, the significance of each pathway 

was calculated using 10,000 permutations of the data and correcting for multiple 

comparisons, as described below. Where cross-validation (CV) was used to tune model 

parameters, built-in functions associated with each respective R package (specified 

below) were used. Predictions were also based on built-in functions associated with 

each package. 

Methods without interaction terms 

Simple linear regression (SLR) was included in order to provide a reference point for 

what happens when all pathways are assumed to be independent and tested one at a 

time for elevated mutation rates. For each simulation experiment, we ran SLR on each 

of the 500 test and non-test pathways. Additive multiple linear regression (AMLR) was 

included to provide a reference point for what happens when each pathway association 

is adjusted for that of all the other pathways, without directly accounting for pathway 

overlap (i.e. not including interaction terms). For SLR and AMLR, the OLS beta 

coefficients were used in permutation tests for pathway significance.  

Methods with manually-selected two-way interactions 

Multiplicative multiple linear regression (MMLR) was used to directly test the influence 

of pathway overlap by including selected interaction terms in the model. Since the 

number of possible two-way interactions with 500 pathways is 124,750, we only 
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included those involving at least 20 overlapping genes, resulting in 2,609 two-way 

interaction terms. To fit these models, we used the slm function in the R package 

‘SparseM’, which uses sparse linear algebra to solve linear least squares problems 

using Cholesky decomposition (Ng and Peyton 1993). Like with AMLR and SLR, we 

used the beta coefficients in permutation tests for pathway significance.  

In the elastic net (EN) models (Xou and Hastie 2005), we included the same set of two-

way interactions as in MMLR models. EN models fall under the category of regularized 

regression methodologies which also include the least absolute shrinkage and selection 

operator (lasso) method (Tibshirani 1996) and ridge regression (Hoerl and Kennard 

1970). These methods improve prediction accuracy while simplifying the model by 

penalizing and/or shrinking some regression coefficients to zero. They are also 

extremely efficient and can handle very large, sparse matrices, making them especially 

attractive in this context. We chose not to test the lasso penalty alone, since this can 

result in all but one coefficient from a group of correlated variables to be shrunk to zero, 

which goes against our goal of finding pathways with weak overall associations but 

which overlap pathways with stronger associations. We also chose not to use pure ridge 

regression because it does not do any variable selection unless all are excluded. But 

the lasso and ridge regression both have advantages in the context of multicollinearity, 

and EN models contain a mixture of their features, specified by the α parameter, where 

1−𝛼
2

λ∑ 𝛽𝑗2
𝑝
𝑗=1 +  𝛼∑ �𝛽𝑗�

𝑝
𝑗=1 . λ is the shrinkage (regularization) parameter. When α=1, the 

model is equivalent to the lasso and when α=0, the model is equivalent to the ridge 

regression model. We tuned both the α and λ parameters by finding those which 

minimized the mean squared error (MSE) using 5-fold CV in a grid-like fashion (which 
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has been shown to improve prediction accuracy for EN models [Waldron et al. 2011]). 

We tested a range of values between 0.1 and 0.9 in increments of 0.1 for α, and we 

tested 100 values of λ starting with 0.0001 in a sequence determined by each dataset 

and fit by coordinate descent (Friedman et al. 2010). Though certain extensions to the 

lasso could possibly have been adapted to maintain hierarchy (Bien et al. 2013) or 

variable groupings (Simon et al. 2013), for simplicity we applied penalties only to the 

interaction coefficients in the model. However, we included all coefficients in 

permutation tests for pathway significance. We used the glmnet function in the R 

package ‘glmnet’ to fit the EN models. 

Methods with automatically-selected interactions 

All of the methods in this category use tree-based regression, which recursively join or 

split two subsets of data based on their similarities or differences. In this context, 

pathways determine these subsets at each node of the tree based on their mutation 

rates. Once a tree is fully grown to a pre-specified size, each terminal node of the tree 

should contain pathways with mutation rates that are more similar to each other than 

those in the other nodes. Observations falling into the same terminal node of the tree 

are all assigned the same predicted value and a statistic reflecting how well that 

prediction fits the data (some function of the MSE). For all of these methods, we limited 

the size of each tree to contain at most 16 terminal nodes. We chose this number in 

order to give each of the methods a similar opportunity to detect more than two-way 

interactions, but still limiting the depth for efficiency considerations. Larger trees took 

considerably longer to build for each of these methods, and with 18 experiments and 

1,000 simulated datasets per experiment, all employing 5-fold CV to tune parameters, 
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and permutation-based p-value calculations, computational efficiency was a concern 

even with parallel computing resources.  

Logic regression (LOGICR) models (Ruczinski et al. 2003) were specifically developed 

to handle a large number of binary predictors that may interact with each other in their 

relationship to the response variable. It was partially inspired by analyses involving 

many SNPs in relation to some phenotype. It works by using Boolean logic and a 

simulated annealing algorithm to search for combinations of the binary predictors that 

offer the best prediction by reducing the residual sum of squares. The result is a binary 

tree that has been grown from the bottom up (unlike the other tree methods in this 

category). We used 5-fold CV in a grid search to find the best combination of two 

parameters: the number of trees and the number of leaves (terminal nodes) in each 

tree. Since the optimal number of trees in many applications is typically small (between 

one and four [Ruczinski et al. 2003]), we tested a range of one to five trees, and 

between 12 and 16 leaves per tree.  For each pathway statistic, we measured the 

relative impact on the MSE resulting from the removal of that pathway from the model 

(larger values indicating a larger prediction error without the pathway). We used the 

logreg function in the R package ‘LogicReg’ to fit these models. 

Gradient boosted regression trees (GBRT) (Friedman 2001 and 2002) are the second 

tree-based methodology we tested, which builds regression trees through recursive 

partitioning of the data. The general idea of boosting is to build a large number of very 

small trees, with each successive tree using the residuals of the predictions from the 

preceding tree. While this reduces prediction error in the data at hand, it can result in 

overfitting and thus poor predictions in independent samples. Stochastic gradient 
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boosting reduces the overfitting problem by building individual trees with a randomly 

sampled (without replacement) fraction of observations that are independent from the 

portion used for calculating the residuals. The size of the random sample used to build 

each successive tree is determined by the bag fraction (a proportion of observations 

used for the subset). This is the parameter that was tuned using 5-fold CV. We tested 

bag fractions of 0.5 and 0.75, and used that which resulted in the lowest overall MSE. 

For each GBRT model, we used 3,000 regression trees with a maximum of 16 terminal 

nodes each. The statistic for each pathway, termed the relative influence, is calculated 

as∑ 𝐼𝑡2𝑆𝑗 , where Sj represents the splits for pathway j and 𝐼𝑡2 indicates improvement in 

MSE by using pathway j to split the data in tree t. These influence values are averaged 

across all trees generated in the boosting process for the overall pathway statistic, so 

higher values reflect better predictions resulting from the pathway. We used the gbm 

function in the R package ‘gbm’ to fit these models. 

Random forest (RF) models (Breiman 2001), like GBRT models, consist of an ensemble 

of regression trees that have been built through recursive partitioning of the data. RF 

models select a subset of predictor variables (pathways) for each node split in the tree-

building process. Like GBRT, RF models can also use a “bagging” technique (selecting 

a subset of observations to build successive trees), although we did not use this feature 

in our simulation tests. This decision was based on concerns about sub-setting already 

small pathways. We used 5-fold CV to tune the parameter determining the percent of 

pathways selected for each node split. We tested values of 12.5%, 25%, and 50% for 

this parameter, and used that which resulted in the lowest overall MSE. For each RF 

model, we used 3,000 regression trees with a maximum of 16 terminal nodes each. The 
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statistic for each pathway, the variable importance, is calculated by permuting the 

pathway indicators and recalculating the predictions and MSE with the same tree. The 

difference between the MSE using the original data versus the permuted data is the 

variable importance measure. Higher values indicate that the original pathway data 

improves the MSE compared to the permuted data. Variable importance values are 

often scaled by their standard errors when the trees can be considered independent, 

but when this is not the case (or might not be the case), unscaled importance values 

have been shown to be less biased (Strobl and Zeileis 2008). We chose to use 

unscaled importance statistics, and fit the models using the R package ‘randomForest’ 

(Liaw and Wiener 2002). Note that the minimal depth method proposed by Ishwaran et 

al. 2010) may also be appropriate, but was only recently implemented in 

‘randomForestSRC’, Ishwaran and Kogalur 2014). 

Significance, power, and definition of elevated pathway mutation rates 

The significance level of each observed statistic was calculated using a permutation 

approach for all methods. Gene labels were permuted randomly 10,000 times, keeping 

the correlation structure between pathways but removing their association with mutation 

rates, as assumed under the null hypothesis. Each method was applied to these 

permuted datasets exactly as described above. One-tailed permutation p-values for 

each pathway, corrected for multiple comparisons (family-wise) were calculated as: 

𝑃𝐹𝑊𝑗 =
1+ ∑ I(𝑚𝑎𝑥(S𝑝∗ ) ≥ 𝑆𝑗)10,000

𝑝=1

10,001
, 
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where 𝑚𝑎𝑥(𝑆𝑝∗) is the maximum statistic across all pathways calculated in permuted 

dataset p, and 𝑆𝑗 is the observed statistic from the non-permuted dataset for pathway j. 

The power of each method to detect elevated mutation rates was calculated based on 

how often 𝑃𝐹𝑊𝑗was <0.05 in the 1,000 simulations per experiment.  

For methods that do not assign a direction to the statistic based on the direction of 

predicted mutation rates, namely LOGICR, GBRT, and RF (negative statistics indicate 

increased prediction error), we only considered p-values associated with elevated 

predicted pathway mutation rates, since our alternative hypothesis is meant to be a one-

sided test. Since an impact on which pathways are considered significant, we tested 

four different definitions of elevated pathway mutation rates: 1) the proportion of 

pathway genes with positive mutation rates (i.e. above zero, as expected under the null 

for standardized log10 mutations/Mb), relative to the total number of genes in that 

pathway; 2) the proportion of pathway genes with positive mutation rates, relative to the 

total number of mutated genes; 3) the median mutation rate for genes in the pathway; 

and 4) the maxmean statistic (Efron and Tibshirani 2007) for genes in the pathway, 

which is the maximum of the absolute value of the mean rate for pathway genes with 

negative versus positive mutation rates. Each of these statistics had different 

distributions, so we chose to use the approximate center of the distribution as the cutoff 

for defining a pathway as having elevated mutation rates. For the first measure, the 

proportion with positive rates relative to the number of genes in the pathway, we defined 

a pathway as having elevated rates if this was 0.5 or higher. For the proportion positive 

relative to the number of genes in the entire sample, we used 0.0025. For the median 

mutation rate in the pathway and for the maxmean statistic (with sign restored to 
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indicate whether it reflects negative or positive mutation rates), we used a value of zero. 

Pathways with rates below these cutoffs would not be considered to have elevated 

mutation rates, thus supporting the null hypothesis, and those with rates above the 

cutoff were considered to support the alternative. We evaluated each of the four 

measures by observing the type I error rates in 1,000 null simulation experiments for 

LOGICR, GBRT, and RF models (the latter are shown in Appendix Figure A2.2), and 

chose that which resulted in the lowest number of false positives, assuming an α=0.05. 

Sensitivity analyses for random forests 

Since this approach appeared the optimal here, we tested random forests on a subset 

of 100 simulation datasets, but with some altered conditions, to test the impact of these 

on power. We first altered the number of trees in each forest, increasing it from 3,000 to 

10,000. We also repeated these experiments using an alternate maximum tree depth, 

increasing this parameter from 16 nodes to the maximum number allowed by the data 

(no limit on the depth of interactions). Neither of these parameter alterations were 

detrimental to power (in fact they had a slightly opposite effect) and would not change 

our conclusions based on the main simulation experiments. In addition, we re-simulated 

the pathway data by sampling from the NCBI BioSystems database pathways with 10-

500 genes, but without applying the pathway overlap filter. This also did not greatly 

impact power (Appendix Figure A2.3).  

 
Overlap Filtering 
 
As noted above, in our simulation studies we applied a filter to limit pairwise overlap 

between pathways to 80%, since a high degree of overlap (multicollinearity) could be 
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detrimental to stability or power for some of the methods tested. It appeared that 

applying this filter would not eliminate a very large number of pathways (Appendix 

Figure A2.4). Overlap filtering between all possible pairs of pathways in the NCBI 

database is a computationally difficult problem to solve if the goal is to retain as many 

genes and pathways as possible, as we desired, so we used linear programming to 

achieve this. For each of the i=1,…,n genes in G that are members of j=1,…,p pathways 

in P, let 

𝑔𝑖𝑗 = �     1 𝑖𝑓𝑔𝑒𝑛𝑒 𝑖 𝑖𝑠 𝑎 𝑚𝑒𝑚𝑏𝑒𝑟 𝑜𝑓 𝑝𝑎𝑡ℎ𝑤𝑎𝑦 𝑗,
               0 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒.                             

� 

For each gene-pathway pair gij = 1, a decision variable was defined as: 

𝑥𝑖𝑗 = �     1 𝑖𝑓𝑔𝑒𝑛𝑒 𝑖 𝑖𝑠 𝑟𝑒𝑡𝑎𝑖𝑛𝑒𝑑 𝑖𝑛 𝑝𝑎𝑡ℎ𝑤𝑎𝑦 𝑗,
               0 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒.                             

� 

In addition, for each pathway pj, a decision variable was defined as: 

𝑦𝑗 = �      1 𝑖𝑓 𝑝𝑎𝑡ℎ𝑤𝑎𝑦 𝑗 𝑖𝑠 𝑟𝑒𝑡𝑎𝑖𝑛𝑒𝑑,
               0 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒.                             

� 

The objective of the filtering algorithm is to maximize the total number of genes and 

pathways retained: 

𝑀𝑎𝑥𝑖𝑚𝑖𝑧𝑒 ∑ ∑ 𝑔𝑖𝑗𝑥𝑖𝑗
𝑝
𝑗=1

𝑛
𝑖=1 + ∑ 𝑦𝑗

𝑝
𝑗=1  . 

This is subject to the following constraints which involve linear operations on the 

decision variables:  

1) 10 ≤ ∑ 𝑔𝑖𝑗𝑥𝑖𝑗 ≤ 500𝑛
𝑖=1       ∀ 𝑗 ∈ 𝑃 

2) ∑ 𝑧𝑖𝑗𝑘𝑛
𝑖=1 ≤ 𝑂𝑗𝑘�∑ 𝑔𝑖𝑗𝑥𝑖𝑗𝑛

𝑖=1 �      ∀ 𝑗 ≠ 𝑘 ∈ 𝑃, 

with Ojk being the maximum proportion of overlap desired between pathways j and k, 

and 𝑧𝑖𝑗𝑘 = 𝑚𝑎𝑥(0, (𝑔𝑖𝑗𝑥𝑖𝑗 +  𝑔𝑖𝑘𝑥𝑖𝑘 −  1)),  ∀ 𝑖 ∈ 𝐺 𝑎𝑛𝑑 ∀ 𝑗 ≠ 𝑘 ∈ 𝑃. 
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We used the GNU MathProg language (Fourer et al. 1990) and the GNU Linear 

Programming Kit (GLPK LP/MIP Solver, v4.54) to implement and solve the model. 

Strictly speaking, GLPK does not allow the zijk definition as shown above, but by 

defining 𝑧𝑖𝑗𝑘 = 𝑔𝑖𝑗𝑥𝑖𝑗 +  𝑔𝑖𝑘𝑥𝑖𝑘 −  1 and declaring that it must be a zero-one binary 

variable, GLPK treats it as defined above. GLPK was chosen because it was much 

more efficient than the linear and non-linear options concurrently available through R 

packages. Users of the MutPATHRF package can implement this pathway overlap 

filtering algorithm provided that GLPK has been previously installed. 

Application to tumor sequence data 

Study samples 

We used random forests to test for associations between pathways and gene mutation 

rates using tumor sequence data since this approach achieved the best overall power in 

our simulation experiments (see Results below). The data came from two sources: 1) 

our own whole-genome sequenced prostate tumor data from four patients with 

aggressive disease; and 2) publically available whole-exome sequenced data from 60 

human tumor cell lines, provided by the NCI.  

The whole genome data was obtained from four European American men with 

aggressive prostate cancer (all tumors had Gleason scores of 9 or 10) who had radical 

prostatectomy surgeries as a first line of treatment within six months of the initial 

prostate cancer diagnosis. Sequencing was performed by Complete Genomics (CG, 

Drmanac et al. 2010) on each tumor and a matched germline sample from the blood or 

saliva of the same patient. Tumor DNA was derived from prostate tumor tissues, frozen 
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immediately after the prostatectomy. All samples were prepared according to protocols 

recommended by CG. The CG Cancer Sequencing pipeline version 2.0 was used for 

assembly, variant calling and annotation. We analyzed these samples using average 

mutation rates across the four patients, as well as with mutation rates for each individual 

patient. 

The NCI-60 data was downloaded through the Ingenuity Systems website 

(www.qiagen.com/ingenuity). Nine cancer types were represented by these cell lines: 

breast (eight cell lines), central nervous system (CNS, six cell lines), colon (seven cell 

lines), leukemia (six cell lines), melanoma (eight cell lines), non-small cell lung (nine cell 

lines), ovarian (six cell lines), prostate (two cell lines), and renal cancer (eight cell lines). 

The DNA from these tumor cells were whole exome-sequenced using the Illumina 

Genome Analyzer IIx instrument (www.illumina.com). The software used for genotype 

calling and annotation were GATK (DePristo et al. 2011), mpileup (Li et al. 2009), and 

Annovar (Wang et al. 2010). Additional information about the background and history of 

the NCI-60 cell lines can be found in Shoemaker (2006), and details of the exome 

sequencing are available in Abaan et al. (2013). In this study, we analyzed these cell 

lines by cancer type, using averaged mutation rates across cell lines for each type of 

cancer.  

Filtering 

For our application we used pathways from the NCBI BioSystems database and 

developed a filtering algorithm to select mutations that would satisfy our criteria for 

content and confidence in our applied data analyses. A diagram of this algorithm is 
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shown in Appendix Figure A2.5. First, we selected the variants occurring in the tumor 

and not the matched germline reference sample (i.e. somatic mutations). Next, we 

selected mutations occurring in genic regions, defined as those occurring in the 

promoter, 5’UTR, exon, intron, or 3’ UTR regions of RefSeq genes for whole-genome 

sequenced samples, and in exons of RefSeq genes for whole-exome sequenced 

samples. Next, we selected only small mutations, defined as <50 bases (bp) in length, 

including only insertions or deletions (indels) and substitutions. We excluded other 

mutations such as copy number alterations and rearrangements (and associated 

breakpoints), since they are more likely to span multiple regions of the genome and to 

have more complex implications. We also selected mutations which did not match any 

germline variants occurring with >5% frequency in the ethnicity-matched population 

(using the 1,000 Genomes data, Abecasis  et al. 2012). We refer to the latter four steps 

of the algorithm as our content-based filters. We also removed mutations that lie in 

repetitive regions or were of low sequence quality, referring to these as confidence-

based filters. Repetitive regions were defined as those containing microsatellite or other 

simple repeats, interspersed repeats (e.g. LINEs), segmental duplications, and self-

chained regions, all obtained from the UCSC Genome Browser and merged with the 

mutations by position. Zygosity, read depth and quality score filters were applied to both 

the germline and tumor data, and were determined by the genotype calling and 

annotation software (specified for each dataset below). The zygosity filter refers to 

whether germline variants and tumor mutations were determined to be homozygous or 

heterozygous, without ambiguity. Read depths and Phred-like quality scores were 
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required to be at least 20 and 50, respectively. All mutation filtering steps were applied 

using the Ingenuity Variant Analysis (IVA) software (www.qiagen.com/ingenuity). 

Analyses 

As noted above, we observed that the log10-transformed gene mutation rates in each 

individual tumor genome of the prostate cancer and NCI-60 data closely followed a 

normal distribution, assessed by visual inspection of Q-Q plots. This was also true for 

mutation rates averaged across the four prostate cancer patients (Appendix Figure 

A2.6), and across the cell lines from each type of cancer (breast, colon, CNS, leukemia, 

melanoma, non-small cell lung, ovarian, prostate, and renal) in the NCI-60 data cancer 

data  (Appendix Figure A2.7). The average mutation rate in each gene was calculated 

using all genes with at least one mutation in at least one sample, with the denominator 

being the number of patients or cell lines represented. The assumption of a normal 

distribution for the log10-transformed mutation rates in genes belonging to pathways in 

the NCBI BioSystems database (roughly half of all RefSeq genes in the human 

genome) was also reasonable for each dataset. For descriptive purposes only, we 

define a “pathway mutation rate” as the median of the gene mutation rates within the 

pathway. 

Our filtering resulted in 1,570 unique pathways with 10-500 genes and a maximum of 

80% pairwise overlap. Altogether, 9,036 genes were represented by these pathways. If 

there were fewer than five mutated genes in any pathway after combining them with our 

data, they were dropped from the analysis. Pathways were not filtered to limit pairwise 

overlap between them, since our sensitivity analyses indicated that random forests were 
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equally powerful without filtering the pathways. We used 10,000 trees in each random 

forest model, tuned the parameter indicating the proportion of pathways to sample at 

each node split using 5-fold CV, and each tree was grown to the fullest extent possible 

(i.e. not limiting the number of pathway interactions). P-values were calculated through 

permutation tests and corrected for multiple comparisons as described above. In 

addition, we adjusted for several covariates, including centered log10-transformed 

measures of gene length and average CG content, and an indicator variable for genes 

that were mutated, but did not belong to any pathway.  

Hive plots of the most mutated pathways 

Hive plots were created to show the top ten most mutated pathways and their member 

genes for the prostate cancer data, and for selected tumor types (prostate and ovarian) 

from the NCI-60 data. Hive plots are ideal for visualizing patterns in complex networks 

(Krzywinski et al. 2011). They key features of hive plots are the axes, which represent 

distinct concepts or entities, nodes which lie on the axes and represent specific 

concepts or entities, and edges which connect nodes together (usually on different 

axes). Axes radiate out from the center of the plot. The location of the nodes on each 

axis is determined by the radius, which can be any meaningful and quantifiable 

measure describing the nodes. Often with continuous measures, lower radii place the 

node closer to the end of the axis pointing towards the center, and vice verse. Nodes 

can also be assigned weights which describe some additional quantifiable characteristic 

of the node, and these are used to vary the size of the node on the plot. Likewise, 

edges can be assigned weights which describe some characteristic of the relationship 

between connected nodes, with larger weights causing edges to be drawn with thicker 
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lines. Different colors can be used for axes, nodes, and edges to represent other 

characteristics. For additional information on hive plots and their many features, see 

Krzywinski et al. (2011). 

Here, we use a two-axis hive plot, showing the top ten most mutated pathways on one 

axis, and the mutated genes contained within them on the second axis. The nodes on 

the pathway axis represent different pathways tested for association with mutation 

rates. The radius of each node/pathway reflects the log (base 10) of the variable 

importance measure from the random forest model, with more important pathways 

towards the outer end of the pathway axis.  On the gene axis, each node is a gene, and 

the radius reflects the mutation rate (standardized log10 mutations/Mb), again with more 

mutated genes towards the outer end of the axis. Edges connect the gene nodes to the 

pathways that they belong to. We did not use node or edge weights, but we used 

different colors to show which genes are connected to more than one pathway (in other 

words, showing pathway overlap). In hive plots with four axes, we show the top ten 

most mutated pathways and genes in one sample or group of samples versus another. 

To construct these plots, we used the R package HiveR 

(http://academic.depauw.edu/~hanson/HiveR/HiveR.html). The MutPATHRF package 

also uses HiveR to provide users with the option to create two- or four-axis hive plots, 

either using pathway significance (if calculated) or variable importance as the criteria for 

selecting the most mutated pathways (variable importance is used as the radius 

measure in either case). The plotted pathways are chosen by the user based on 

rankings of the chosen measure (e.g. the top ten most mutated), rather than some 
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threshold of significance or importance (though rankings can be chosen based on a 

threshold if desired).  

 

RESULTS 

Simulation experiments 

We compared seven different methods for detecting pathways associated with elevated 

somatic mutation rates. These methods were tested on 1,000 simulated datasets for 

each of five “non-overlap” experiments where test pathways were assigned elevated 

mutation rates and had no overlap with one another (meaning they do not contain any 

of the same genes), and 18 “overlap” experiments where test pathways were assigned 

elevated mutation rates and did overlap one another. Simulated mutation rates in each 

pathway represent the median rate for the individual genes in that pathway, measured 

in SD away from the overall average for 10,000 genes in each simulated dataset. We 

were interested in testing the one-tailed alternative hypothesis that each pathway’s 

mutation rate was above the overall average. We refer to the seven methods tested by 

the following acronyms: SLR=simple linear regression for testing one pathway at a time; 

AMLR=additive multiple linear regression for testing all pathways at once (but without 

pathway interaction terms); MMLR=multiplicative multiple linear regression and 

EN=elastic net regression, both including two-way interaction terms for pathway pairs 

with at least 20 genes overlapping; LOGICR=logic regression, GBRT=gradient boosted 

regression trees, and RF=random forests, methods which can test much deeper 

interactions between all pathways.  
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Figure 2.1 shows the tested pathway mutation rates for each simulation scenario, and 

the power of each method to detect elevated mutation rates in these pathways. Each 

row shows different pathway sizes: the first row with 20 genes, the second with 60 

genes, and the last row with 100 genes. In the first column, we show the non-overlap 

experiments. Within each of these cells, five scenarios are represented, each one with 

mutation rates centered at 0.25, 0.5, 1, 1.5, and 2 SD above the overall expected 

median of zero for simulated mutation rates. The expectation is that power will increase 

within each cell with increasing mutation rates and across cells (moving down the 

column) with increasing pathway sizes. For each of the rows and for most of the 

methods (except MMLR), this is true. Since most methods had little or no power at the 

0.25 and 0.5 SD level, but most had excellent power at the 1 SD level, we designed our 

overlap experiments to focus on mutation rates in this range, to see whether we could 

increase power by leveraging pathway overlap and incorporating interaction terms in 

some models (MMLR, EN, LOGICR, GBRT, and RF). 
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Figure 2.1. Power of each method to detect mutated pathways in simulation 
experiments.  

 

The top main panel shows the ranges of simulated mutation rates for each pathway. 
Each horizontal bar represents a different pathway, with gray regions representing 
genes belonging only to that pathway, and red regions representing the overlap (genes 
shared) between pathways A and B. Mutation rates were generated by sampling from a 
uniform distribution within each gray or red region of the pathway. Points are placed at 
the overall expected median mutation rate for each pathway on the x-axis, and lines 
connect pathways with the same overlap percent and number of genes but different 
mutation rates. The vertical dotted gray line at 0.75 is provided to ease comparison 
across overlap experiments. 

 

In the second to fourth columns of Figure 2.1, we show results from the overlap 

experiments, with each column having different percentages of overlapping genes 

between pathways. Within each of these cells, two experiments are represented. In the 
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first experiment within each cell, the two overlapping pathways (denoted A and B) have 

lower mutation rates than in the second experiment (also denoted A and B, but shifted 

slightly to the right in the top panel of Figure 2.1). Again, the expectation here is that the 

power will increase as the mutation rates and pathway sizes increase. To facilitate 

visual comparisons between the first and second experiment within each cell (i.e. lower 

verses higher mutation rates) for the same pathway, we connected the two A pathway 

points and the two B pathways points together with a line. In addition, we placed a 

vertical dotted gray reference line at 0.75 SD, to assist in comparing results across the 

cells. The points for all pathways are placed at the overall expected median mutation 

rate of each experimental pathway.  

Focusing on the A pathways, we hoped to see power increase above zero, especially 

as the overall mutation rate moves closer to the reference line at 0.75 SD. This would 

not occur for SLR since pathway overlap is completely ignored, but may for the rest of 

the methods which are affected by pathway overlap. The power for pathway A remains 

at zero for all methods except for RF. Focusing on the B pathway in each cell, the 

hypothesis was that power would remain high, since this influences the affect it has on 

pathway A. If we did not care about pathway A, then SLR would be the obvious choice 

except in the 75% overlap column where the overall mutation rate is below the 0.75 SD 

reference line (13B, 15B, and 17B). This is where multivariable methods gain some 

power, partly due to the high mutation rates in the independent genes of pathway B 

(i.e., those not overlapping with pathway A, represented by the gray portion of the bars 

in the top panel). This is why AMLR has greater power than SLR for these three 

pathways. Moving across columns from left to right within each row in the overlap 
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experiments, the power of AMLR and GBRT to detect pathway B increases, despite the 

fact that overall mutation rates decrease. Again this is likely due to the increasing 

mutation rates of the independent genes of pathway B. On the contrary, LOGICR and 

RF power decreases for pathway B as overall mutation rates decrease, although RF 

power was dramatically higher than LOGICR.  

Given our objectives to detect pathways with elevated mutation rates overall, but also to 

detect the pathways that overlap them, especially as the number of shared mutated 

genes rises, random forests had the best overall power. Though RF had lower power 

than GBRT in some experiments with very low effect sizes and small pathways, it had 

comparable or better power than other methods in most cases. For example, RF was 

the only method that had any power to detect pathway A in the overlap experiments, 

and it maintained maximum power to detect the B pathways in all overlap experiments 

except in those with 20 genes per pathway. In addition, RF power always tracked in the 

same direction as the overall pathway mutation rates in overlap experiments, where 

other methods did not. This suggests that RF is sensitive to both the main pathway 

effects and pathway interactions, as desired. 

Application to tumor sequence data 

Whole genome sequenced prostate tumor data 

In light of the results of our simulation studies, we tested for elevated pathway small 

mutation rates using random forest models in the CG prostate tumor data as well as the 

NCI-60 cell line data described below. Small somatic mutations (indels and substitutions 

≤50bp in length) were first filtered according to the algorithm described in the Methods 
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section and in Appendix Figure A2.5. Gene mutation rates were calculated as an 

average count of mutations/Mb across the four prostate tumors in each gene that 

contained at least one mutation in at least one patient. A total of 6,021 genes were 

represented in this data. Among these, 3,006 genes were members of at least one of 

the 1,530 unique pathways in the NCBI BioSystems pathway database (not filtered to 

limit pairwise overlap, but limited to pathways with 10-200 genes). The remaining 

mutated genes were retained in the analysis by including a variable indicating that they 

did not belong to any pathway. In addition, we included centered variables measuring 

average CG content per gene and log10-transformed gene length (possible confounders 

of the association), and indicators for the 806 pathways containing genes with 

mutations.  

After running the random forest models with the pathway and other predictors and 

calculating family-wise corrected permutation p-values for each pathway, we selected 

the top ten pathways based on the significance of their association with mutation rates. 

Figure 2.2 demonstrates a two-axis hive plot showing these pathways on the left axis 

and the mutated genes that are members of these pathways on the right axis, with raw 

mutations/Mb in the table below. The plot shows that most genes belong to one or two 

pathways. The most significant pathway was the striated muscle contraction pathway 

from Reactome (p=0.02). It is unclear why this pathway was the most significantly 

mutated, but it overlaps most genes in the striated muscle contraction pathway from 

WikiPathways (ranked fourth in significance, p=0.09), and one (MYH3) in the membrane 

trafficking pathway (ranked ninth, p=0.13). The FGFR2c ligand binding and activation 

pathway was the second most significant pathway (p=0.08) and contains the highest 
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pathway mutation rate of all ten, with a median of 107 mutations/Mb. All of the mutated 

genes in this pathway are fibroblast growth factors (FGF) and receptors (FGFR), which 

have been well documented for their involvement in cellular proliferation, survival, and 

tumorigenesis in general (Turner and Grose 2010), and in prostate cancer specifically 

(Feng et al. 2012).  
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Two pathways related to complement cascade regulation also appeared in the list of top 

ten pathways, ranking third and seventh (p=0.09 and p=0.13, respectively), and sharing 

five genes. Complement cascades are activated with infections (Kraiczy and Wurzner 

2006), but are also involved in tissue homeostasis by clearing them of dead cells and 

preventing damage from oxidative stress (Weismann et al. 2011). There is evidence 

that complement proteins also promote carcinogenesis (Rutkowski et al. 2010) and are 

involved in prostate tumorigenesis specifically (Manning et al. 2013). Two other 

pathways with many overlapping genes appeared in the top ten list (ranked sixth and 

eighth, p=0.12 and p=0.13, respectively), both related to L1-type cell adhesion 

molecules (L1CAM). These two pathways have been previously described as 

interacting, whereby one serves as a switch to the other (Hortsch et al. 2009). L1CAM 

has been implicated in tumor progression for many different cancers, and recently in 

aggressive prostate cancer (Sung et al. 2014). The epidermal growth factor receptor 

gene (EGFR) is also contained within the L1CAM pathway. EGFR had one of the 

highest gene mutation rates among our four tumor samples (falling in the 78th percentile 

with 99 mutations/Mb), and has consistently been associated with prostate cancer (e.g. 

Tillotson and Rose 1991, Scher et al. 1995, Di Lorenzo et al. 2002). The L1CAM 

pathway also shared two genes with the tenth pathway in the list (p=0.14), representing 

CRMPs in Sema3A signaling. One of these overlapping genes, NRP1, had a very high 

mutation rate (159 mutations/Mb), and encodes a neurophilin protein that binds many 

different ligands and co-receptors including the vascular endothelial growth factor 

(VEGF), which contributes to key aspects of tumorigenesis (Goel and Mercurio 2013). 



65 
 

The only pathway which did not overlap any others, but which ranked fifth in 

significance (p=0.10) and third in pathway mutation rates, was the p38 signaling 

mediated by MAPK-activated protein kinases pathway. Its ranking is not surprising, 

given that it contains three of the ten most mutated individual genes in all of the top ten 

pathways (CDC25B, ETV1, and MAPK14). This pathway and its genes are related to a 

variety of normal cellular processes such as cell cycle regulation (especially CDC25B), 

and to disease processes such as inflammation and tumorigenesis. An example of 

mechanisms for the latter involves the MAPK14 gene, which encodes the p38α protein, 

a stress-activated kinase that mediates apoptosis (Wagner and Nebreda 2009), 

sometimes via regulation of the tumor suppressor protein p53 (Bragado et al. 2007).   

National Cancer Institute 60 human tumor cell line data 

After applying the filtering steps as described in the Methods section and in Appendix 

Figure A2.5, we calculated average mutation rates for each cancer type. Among the 

eight breast cancer cell lines, there were 2,626 genes with at least one mutation in one 

or more line. There were 1,771 mutated genes in the six CNS cell lines, 4,606 in the 

seven colon cancer cell lines, 2,321 in the six leukemia cell lines, 3,050 in the eight 

melanoma cell lines, 3,547 in the nine non-small cell lung cancer cell lines, 2,637 in the 

six ovarian cancer cell lines, 1,745 in the two prostate cancer cell lines, and 2,354 in the 

eight renal cancer cell lines. The number of genes in NCBI pathways with 10-200 genes 

ranged from 927 (CNS) to 2,436 (colon cancer). Genes not belonging to any pathway 

were kept in the analysis by creating a predictor variable indicating this. In addition, 

variables measuring gene length and average GC content per gene were included 
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along with the pathways containing genes with mutations. The number of pathway 

predictor variables ranged from 225 (prostate cancer) to 722 (colon cancer).    

The top ten most mutated pathways as identified by separate random forest models for 

each cancer type are described in Appendix Table A2.1. There were a total of 68 

pathways between them, with five pathways intersecting for four cancer types, another 

three pathways intersecting for three cancer types, nine pathways intersecting for two 

cancer types, and the rest unique to one cancer type. Figure 2.3 demonstrates a four-

axis hive plot showing the top ten most mutated pathways as identified by the random 

forest model for ovarian and prostate cancer cell lines. This demonstrates how hive 

plots can be useful for visualizing major similarities and differences between groups of 

samples. For example, the most mutated pathways in ovarian cancer are highly 

overlapping, with many genes belonging to three or more pathways (purple edges), 

whereas in prostate cancer, there is far less overlap between the most mutated 

pathways, with most genes belonging to just one pathway (green edges). The 

overlapping pathway genes in ovarian cancer contain a wide range of mutation rates, 

and the overlapping pathway genes in prostate cancer contain the highest mutation 

rates. In addition, ovarian and prostate cancer share three common pathways among 

the top ten for each cancer, and all three contain some of the same mutated genes (red 

edges). Finally, there are a total of five individual pathway genes that are mutated in 

both cancer types, all of which belong to one of the three common pathways (orange 

lines). 
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Figure 2.3. Hive plot showing the 10 most mutated pathways and genes in the NCI-60 
prostate and ovarian cancer cell lines 
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The three pathways in both the ovarian and prostate cancer top ten lists represent 

cytoplasmic ribosomal proteins from WikiPathways (ranked sixth in both cancers, with 

p=0.17 for ovarian and p=0.37 in prostate cancer), the formation of a pool of free 40S 

subunits from Reactome (ranked tenth with p=0.29 for ovarian cancer and ranked fifth 

with p=0.35 for prostate cancer), and influenza viral RNA transcription and replication 

from Reactome (ranked eighth with p=0.25 for ovarian cancer and ranked second with 

p=0.23 for prostate cancer). Of the five pathway genes mutated in both cancers, two of 

these belonged to all three of these pathways: the RPS4X and RPL37A genes. These 

genes also had the highest mutation rates among the shared genes in both cancers, 

with a median of 122 mutations/Mb in ovarian cancer cell lines, and 213 mutations/Mb 

in prostate cancer cell lines. RPS4X codes for the X-linked ribosomal protein S4. The 

promoter of this gene contains a p53 transcription factor binding site. Low expression of 

RPS4X has been associated with poor prognosis in ovarian cancer (Tsofack et al. 

2013), though no clinical associations have been reported for prostate cancer (although 

a missense mutation associated with prostate cancer has also been recorded in the 

Catalogue of Somatic Mutations in Cancer [COSMIC], Forbes et al. 2011). The RPL37A 

gene encodes the ribosomal protein L37a, and has also been associated with ovarian 

cancer (Cancer Genome Atlas Research Network 2011) and several others, though not 

with prostate cancer to our knowledge. The remaining three genes that were mutated in 

both cancers and that belong to shared pathways included EIF3G (coding for a 

translation initiation factor, also highly mutated in both cancers, with 58 mutations/Mb in 

ovarian and 102 mutations/Mb in prostate cancer cell lines), HSP90AA1, and RPS6KA2 

(both having <10 mutations/Mb in both cancers).    
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Comparison of prostate cancer and NCI-60 results 

Although none of the top ten most mutated pathways in the NCI-60 prostate cancer cell 

lines matched the top ten pathways in our CG data, there was one gene that was 

mutated in both datasets: RPS6KA2. This gene was in the pathway representing 

cytoplasmic ribosomal proteins in the NCI-60 data, and the L1CAM interactions in the 

CG data. However, this gene was one of the least mutated in both of these pathways. 

Few correspondences between these datasets could be the result of using very small 

sample sizes (four CG samples and two NCI-60 prostate cancer cell lines), and/or the 

differences in the number of mutated genes and mutation rates (both higher in the CG 

data, as seen in Appendix Figures A2.6 and A2.7). Other factors that could be 

contributing to these differences include patient characteristics (CG patients were 

unexposed to prior radiation or chemotherapy treatments, unlike the patients 

contributing cells to NCI), the source of tumor DNA (frozen prostate tumor tissue in CG 

versus cultured cell lines in NCI), the sequencing technologies used (Illumina was used 

for NCI samples), and/or our definition of a genic region for our CG whole-genome 

sequenced samples (exon, intron, UTR, and promoter regions) versus the NCI whole-

exome sequenced samples (exons only).  

 

DISCUSSION 

In this study, we demonstrate by simulation that the random forest model had better 

overall power for detecting increased mutation rates among potentially interacting 

pathways than six other regression based approaches (simple linear regression, 
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additive and multiplicative linear regression, elastic net models, logic regression, and 

gradient boosted regression trees). We then applied random forests and a novel hive 

plot method for the analysis and visualization of tumor mutations from a pathway 

perspective.  

Random forests, like other machine learning methods, have an advantage over 

traditional regression models in their tolerance of a high degree of correlation and 

sparsity in the predictors, and more predictors than observations. These were all 

concerns since we wanted to allow testing of a very large number of pathways from the 

NCBI BioSystems database, agnostically including pathways from five major sources: 

BioCyc, KEGG, the Pathway Interaction Database, Reactome, and WikiPathways. 

Random forests also have the advantage of being able to automatically detect pathway 

interactions resulting from overlapping genes. This was a priority for us because we 

believe these interactions could generate new hypotheses about cancer biology and 

provide confirmation when databases differ in pathway gene lists.  

Our approach is unique in that it allows one to study the statistical association between 

mutation rates and pathways in any number of patients, regardless of whether clinical 

data is available. The use of random forests in pathway analysis is not entirely novel 

though, as they have been used for studying associations between expression or single 

nucleotide polymorphisms (SNPs) on the pathway level and clinical outcomes such as 

case-control status (Chung et al. 2012, Chen et al. 2012, Hsueh et al. 2013). But to our 

knowledge, they have not been applied to pathway analysis with somatic mutation data 

as we have done. In addition, our approach allows one to visualize similarities and 
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differences in results between individuals or groups of patients, for example patients 

with different types of cancer.  

We demonstrated these features using real somatic mutation data from whole-genome 

sequenced prostate cancer tumors, and from the NCI’s whole-exome sequenced cell 

lines representing nine different types of cancer. In the former dataset, representing just 

four prostate cancer patients, we were able to identify pathways which had previously 

been implicated in prostate cancer, including those related to FGFR, complement 

cascades, and L1 cell adhesion molecules (involving the EGFR gene which has long 

been associated with prostate cancer). Two other pathways, representing p38 signaling 

mediated by MAPK-activated protein kinases and CRMPs in Sema3A signaling 

processes, contained mutated genes frequently implicated in many cancers (e.g. 

MAPK14 through its role in apoptosis and NRP1 for its role in tumorigenesis). The 

striated muscle contraction pathway was the only one that was surprising to find in the 

top ten most mutated, but this could be explained by a closer look at the overlapping 

membrane trafficking pathway (also in the top ten) and the specific mutations involved. 

In the NCI-60 cell lines, we found three pathways with elevated mutation rates in both 

ovarian and prostate cancers, linked through five overlapping genes. Two genes 

common to all three of these pathways were highly mutated in both cancers: RPS4X 

and RPL37A. These genes have previously been associated with ovarian cancer and 

outcomes, but not with prostate cancer to our knowledge. It is possible that these genes 

have a functional role in prostate cancer as well. Among all nine cancer types in the 

NCI-60 data, we found seventeen pathways that were commonly mutated in more than 

one cancer type, suggesting that they may contain pleitropic genes.  
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Since our approach is strictly computational, cross-sectional, and hypothesis-

generating, results should be interpreted accordingly. Similar to all other methods falling 

into this category, more confidence can be gained with large sample sizes, replication in 

independent samples, validation through other computational and non-computational 

approaches, and associations with clinically meaningful outcomes. Even without these 

opportunities, some confidence and internal validity can be gained by the adjustment for 

possible confounders. In our applied data analyses, we adjusted gene length, average 

GC content, and genes that were not included in pathways, all of which could (and did) 

significantly influence the relationship between pathways and somatic mutation rates. 

Any other potential confounder could be included as a covariate in the random forest 

models, though we strongly recommend centering the continuous variables, since 

random forests can be sensitive to such things (Strobl et al. 2007). Otherwise, there is 

no limit to the number or type of variables that one can adjust for in the analysis. 

In our study, we included content-based filters to select mutations in genic regions, 

defined as exons for whole-exome sequenced samples, and additionally introns, UTRs, 

and promoters for whole-genome sequenced samples. We also selected only the small 

mutations, defined as indels and substitutions <50bp in length, and those not matching 

common germline variants, defined as having >5% frequency in the reference 

population. The most likely to have an impact among these is the mutation size filter. 

This threshold was based on our assumption that any small mutation in this size range 

could equally disrupt the function of a gene. However, we did not test sensitivity to these 

criteria. We also did not test sensitivity to the thresholds used for our confidence-based 

filters. These involved removing mutations called in highly repetitive regions of the 
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reference genome, any with ambiguous calls in either strand, and those without 

substantial sequence support for each mutation (read depths of at least 20 and Phred-

like quality scores of at least 50). These filters were based on other studies 

documenting sensitivity and specificity of various confidence-based filters on variant and 

mutation data (e.g. Ruemers et al. 2010). The only pathway filter that we used in our 

applied data analyses was a size filter, to include pathways with between ten and 200 

genes. This was also based on typical thresholds set by others doing pathway analyses 

(Ramanan et al. 2012).  We did perform a sensitivity analysis of overlap filtering in 

simulation experiments, finding that there was no negative impact on power for random 

forest models by including pathways that are fully overlapped by another (non-identical) 

pathway. However, using a filter to limit pairwise overlap may be desirable in some 

cases for computational efficiency, and therefore we suggest carefully choosing and 

testing different thresholds. We encourage further testing of all filtering criteria. 

Other opportunities for extending this method include considering genomic regions 

beyond coding genes, such as regulatory regions defined by the Encyclopedia of DNA 

Elements (ENCODE, The ENCODE Project Consortium 2012). Though it is easy to 

define mutation rates and pathways on the gene level, there is no reason why this 

approach could not work on other levels of observations, as long as mutation rates 

follow a normal distribution and pathway memberships can reliably be assigned. One 

could also potentially include observation weights to reflect a priori hypotheses, sample 

sizes, or correlations between observations. Different types of visual comparisons could 

also be made besides the cross-cancer comparisons we demonstrated in our 

application to the NCI-60 data, such as comparing non-synonymous to synonymous 
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mutations within the same group of samples (again providing that the distributional 

assumptions are met). It has been shown that synonymous mutations frequently act as 

driver mutations in cancer (Supek et al. 2014), and comparing these to non-

synonymous mutations could help generate hypotheses about which pathways are 

more or less impacted by one or the other. Hive plots can also have more than four 

axes, so more than two groups can be visually compared (though this feature is not yet 

implemented in our software). Finally, these methods could be extended in the future to 

include tests for associations between mutated pathways and clinical outcomes, when 

this data is available. 

We demonstrated an approach to mutational pathway analysis using random forests 

and hive plots that could be useful for generating important hypotheses about human 

cancer. They could help identify which genes or pathways are likely to be carrying driver 

mutations in a particular patient or group of patients, playing a role in tumor 

development and progression. In addition, it could help to further characterize and 

understand tumor heterogeneity, which is common within many types of cancer 

(Shackleton 2009, Meacham and Morrison 2013), or pleiotropy, which is common 

between many different types of cancer (Sivakumaran et al. 2011, Sakoda et al. 2013). 

It could also help to identify mutations that have other health consequences for cancer 

patients, including potential therapeutic targets.  For those wishing to implement and 

further test our approach to pathway analysis with somatic mutation data, we provide an 

R package called MutPATHRF. 
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CHAPTER 3 

A Whole Genome Sequencing Study of Aggressive Prostate Tumors in African 

American Patients 

ABSTRACT 

Prostate cancer has the highest incidence and the second-highest mortality of non-skin 

cancers among men in the United States. African American men have about twice the 

incidence and mortality rates of men in other race/ethnicity groups. Previous whole 

genome or exome DNA sequencing studies of prostate cancer have focused on men 

with European ancestry. In this study, we characterize somatic mutations identified 

through whole genome sequencing of aggressive (high pathology grade) tumors from 

24 African American patients. We describe the prevalence, types, and locations of small 

somatic mutations (up to 50 bases in length), copy number aberrations, structural 

rearrangements, and methylation differences between these tumor and patient-matched 

normal genomes. In addition, we compare and contrast our findings to those of previous 

studies. We found several common patterns, such as a high frequency of copy number 

changes in chromosome 8, and TMPRSS2-ERG fusions (though less prevalent at 21% 

than typically reported in European patients). We also found some patterns that may be 

specific to or more common in prostate cancer patients with African ancestry, such as 

multiple rearrangements in chromosome 17 (in 75% of our patients), including a 

CDC27-OAT gene fusion occurring in 17% of patients. We therefore recommend that 

previously observed mutation patterns in European patients, as well as the new patterns 

described in this study, should be further evaluated in African American patients. 
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INTRODUCTION 

In the United States (US), prostate cancer is the most commonly diagnosed non-skin 

cancer, and the second-most commonly implicated in cancer-related deaths among 

men (American Cancer Society 2014). However, incidence and mortality rates are 

highly variable among different individuals and subpopulations within the US. Men who 

are older, have a family history of prostate cancer, or who are African American are at 

the highest risk of developing and dying of prostate cancer (National Cancer Institute, 

2014). Adjusting for age, family history confers a similar level of risk for African and 

European American men (Whittemore et al. 1995), but age-adjusted incidence and 

mortality rates are about twice as high in African Americans compared to European 

Americans (SEER Cancer Statistics Review, 2007-2011). This discrepancy is likely due 

to a combination of social, environmental, and genetic factors (Hass and Sakr 1997, 

Witte 2009).  

Several recent studies have focused on the genetics or genomics of prostate cancer in 

men with African ancestry (e.g. Haiman et al. 2013, Al Olama et al. 2014, Koochekpour 

et al. 2014, Levin et al. 2014). However, none has used whole-genome or exome DNA 

sequencing to characterize the genome-wide somatic mutations found in prostate 

tumors in African American men. Two sequencing studies have been published 

describing prostate cancer mutations in men with European ancestry (Berger et al. 

2011, Kumar et al. 2011). One of these studies (Berger et al. 2011) performed whole-

genome sequencing on seven aggressive prostate tumors with Gleason scores of 

seven or greater. Since these types of tumors have long been associated with the 

highest rates of recurrence and mortality (e.g. Ndubuisi et al. 1995, Fine et al. 2005), 
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more sequencing studies are needed to identify potential genomic risk factors and 

therapeutic targets for these cases. It is also important that these are conducted in 

diverse populations to help clarify whether there are genetic contributions to differences 

in incidence and mortality. 

In this study, we characterize the somatic mutations found in aggressive prostate 

tumors that were removed by radical prostatectomy surgery from 24 African American 

patients as a first line of treatment. We performed whole-genome DNA sequencing on 

the tumor and matched normal samples to identify somatic mutations in each patient, 

and methylation sequencing in a subset of five patients. We also compare our findings 

to those of the Berger et al. (2011) whole-genome sequencing study of aggressive 

tumors in men with European ancestry, and to those recorded in other publications and 

databases such as the Catalog Of Somatic Mutations In Cancer (COSMIC, Forbes et al. 

2008).  

 

METHODS 

Selection of patients 

Twenty-four patients were selected for inclusion in this study from three health care 

centers where they were initially diagnosed and treated for prostate cancer. Thirteen 

patients were selected at the Henry Ford Health System in Detroit, Michigan, seven by 

Northwestern University in Chicago, Illinois, and four by the University of California in 

San Francisco, California. The tumor samples were collected under Institutional Review 

Board approval at each health care center. Patients were considered eligible if 



86 
 

diagnosed with an aggressive prostate tumor, defined as having a TNM Classification of 

Malignant Tumours (TNM) stage of T2b or greater and/or Gleason grade 7 or greater, 

and if they elected to have a radical prostatectomy as the first line of treatment. All 

patients must have identified themselves as African American, and consented to the 

use of their biospecimens for genomic research. Prostate specific antigen (PSA) levels 

were measured prior to the surgery.  

Preparation and sequencing of tissues 

Tumor and normal prostate tissues and blood samples were frozen immediately after 

radical prostatectomy surgery. DNA was extracted from the tumor and normal tissues at 

each health care center using QIAGEN’s EZ1® Advanced DNA Tissue Kit and Tissue 

Card or the DNAeasy Blood and Tissue Kit (www.qiagen.com). The extracted DNA was 

suspended in 10mM Tris/1mM EDTA at pH 8.0, frozen at -80°C, and shipped on dry ice 

to Complete Genomics, Inc. (CG) in Mountain View, California. All samples were 

confirmed to be of high quality before and after shipping. Quality was determined by 

using gel electrophoresis to ensure that all samples were high molecular weight (>20 

kb), double stranded genomic DNA. The Quant-iTTM PicoGreen® dsDNA Assay Kit and 

the Qubit® Flourometer Assays from Life Technologies (www.lifetechnologies.com) 

were used to ensure that adequate quantities and concentrations of DNA were available 

for sequencing. In addition, CG confirmed that tumor and normal sample pairs came 

from the same male individual by genotyping a panel of 96 single nucleotide 

polymorphisms (SNPs). 

http://www.qiagen.com/�
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Whole genome DNA sequencing was performed on the tumor and normal tissue 

samples by CG (Drmanac et al. 2010). CG uses a mate-pair sequencing technology 

with DNA nanoball (DNB) arrays and combinatorial probe-anchor ligation reads, and the 

CG Cancer Sequencing Pipeline version 2.2 was used by for mapping, assembly, and 

variant calling. Non-proprietary details of the technology and algorithms are described in 

Drmanac et al. (2010) and in Carnevali et al. (2012). We requested the high coverage 

sequencing product from CG, which advertised an average of ≥80X genome-wide 

coverage with reads that are mappable to the GRCh37/hg19 reference genome. 

Variations in the normal sample were called relative to this reference genome or to the 

16 genomes sequenced by CG from disease-free individuals with African ancestry 

(Drmanac et al. 2011). Somatic mutations in the tumor sample were called relative to 

the matched normal genome. All variants were subjected to local de novo assembly by 

CG and assigned a Phred-like quality score (Carnevali et al. 2012).  

Software tools for data processing and analyses 

Prior to analysis of the sequence data, we converted the raw DNB files to Binary 

Alignment/Map (BAM) format using SAMtools (version 0.1.18, Li et al. 2009) and 

cgatools software (version 1.5.0, Drmanac et al. 2010). The BAM files allowed us to 

visually inspect the paired reads in localized regions when necessary using the 

Integrative Genomics Viewer (IGV) software (version 2.3.40, Robinson et al. 2011, 

Thorvaldsdóttir et al. 2012). Fusion events were annotated and depicted with the iFUSE 

software (Hiltemann et al. 2013). All other mutation annotations were verified or updated 

from those provided by CG by using QIAGEN’s Ingenuity Variant Analysis (IVA) 

software (www.qiagen.com/ingenuity), which manually curates information from 
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numerous public databases and the literature on a weekly basis. We used IVA for 

filtering small somatic mutation data. We also used the University of California, Santa 

Cruz (UCSC) Genome Browser (Kent et al. 2002, http://genome.ucsc.edu/) or Table 

Browser (Karolchik et al. 2004) for filtering or merging data based on genomic locations, 

such as to identify known repetitive regions of the GRCh37/hg19 reference genome. For 

comparing our findings to other published data by genomic location, we created and 

merged Browser Extensible Data (BED) files using the BEDTools software (Quinlan and 

Hall 2010). For other data processing and statistical analyses, we used the R software 

(R Core Team 2014, Gentleman et al. 2004). 

Characterization of small somatic mutations  

Identification and filtering  

Small somatic mutations were defined as insertions or deletions (indels), or 

substitutions of up to 50 bases long that were observed in the tumor genome and not 

the matched normal sample genome. Prior to analysis, we filtered these mutations on 

several criteria using the IVA software (www.qiagen.ingenuity.com). First, we excluded 

mutations that matched common SNPs occurring in >5% of African genomes in the 

1,000 Genomes Project (Abacasis et al. 2012), the National Heart, Lung, and Blood 

Institute’s Exome Sequencing Project (http://evs.gs.washington.edu/EVS/), or the 16 

African genomes sequenced by CG (Drmanac et al. 2010). We also excluded mutations 

that were called in repetitive regions of the GRCh37/hg19 reference genome, since 

these regions can make variant calling difficult even in normal samples. Next, we 

excluded the mutations that had ambiguous zygosity calls in either the tumor or normal 
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sample genomes. Finally, we removed mutations that were not supported by read 

depths of at least 20, or given CG Phred-like scores of at least 50, in both the tumor and 

normal genomes. The latter three criteria were selected based on a study by Reumers 

et al. (2011), which found high specificity and validation rates for base pair (bp) 

mutations using these criteria for tumor samples sequenced by CG.  

Primary analyses 

In addition to describing the frequency of small mutations by type and region of the 

genome, we tested for the enrichment of small somatic mutations in genes and 

pathways. For both analyses, we included mutations which occurred in exons, introns, 

promoters, 5’UTR, 3’UTR, and splice site regions of RefSeq genes (Pruitt et al. 2014). 

Mutation rates were defined as the number of mutations per megabase (Mb) per gene. 

Genes with no mutations in any of the 24 samples were removed from the gene and 

pathway analyses, since we were interested in finding those that had high mutation 

rates even relative to other mutated genes. For genes with at least one mutation in at 

least one sample, we calculated the average mutation rate per gene across the 24 

tumor samples with mutations in that gene, and then log10-transformed the average, 

since we observed that this resulted in a normal distribution of rates (Appendix Figure 

A3.1). Using a linear regression model with mutation rates as the response variable, we 

calculated the predicted mutation rates adjusted for log10-transformed gene length, 

average CG content for the gene, and the number of patients with mutations in each 

gene. Adjusted mutation rates per gene were plotted on a Manhattan plot, with the ten 

genes containing the highest average mutation rates highlighted. 
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We used a recently developed method for performing pathway analysis to find pathways 

enriched with high rates of small somatic mutations in the genes that belong to them. 

This method detects pathways with high mutation rates overall, as well as those sharing 

genes with high mutation rates (see Chapter 2). This is accomplished by using a 

random forest regression model with the response being mutation rates in genes, as 

described above, and pathway predictor variables indicating which genes belong to 

each pathway. We tested all pathways containing at least ten mutated genes in our 

sample that were listed in the National Center for Biotechnology Information (NCBI) 

BioSystems database (Geer et al. 2010). This database contains pathways from the 

BioCyc database (Caspi et al. 2014), the Kyoto Encyclopedia of Genes and Genomes 

(KEGG, Kanehisa and Goto 2000, Kanehisa et al. 2014), Reactome (Milacic et al. 2012, 

Croft et al. 2014), the National Cancer Institute’s Pathway Interaction Database (PID, 

Schaefer et al. 2009), and WikiPathways (http://www.wikipathways.org). In these 

analyses, we adjusted for log10-transformed gene length, average CG content for the 

gene, the number of tumors containing mutations per gene, and an indicator for genes 

that were mutated but not contained within any pathway. P-values for pathways were 

calculated and adjusted for multiple comparisons by permutation testing. We used a 

family-wise corrected p-value cutoff of 0.05 to identify significantly mutated pathways. 

Comparative analyses 

We calculated single base substitution rates per Mb in our data for the ten genes with 

the highest average single base substitution mutation rates in the Berger et al. (2011) 

data, and we also calculated small somatic mutation rates for the most ten most 

frequently mutated genes in prostate cancer according to COSMIC, namely TP53, 
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PTEN, KRAS, MLL3, EGFR, CTNNB1, FOXA1, HRAS, ATM, and MLLT3.  These were 

highlighted in the Manhattan plot described above. In addition, we checked for 

concordance between genes in significantly mutated pathways and those that were 

mutated in the Berger et al. data or listed in COSMIC for prostate cancer. 

Characterization of copy number aberrations  

Identification and filtering  

Copy number was determined by CG using relative read depths. For normal samples, 

copy number was determined by comparing coverage levels to the 16 African reference 

genomes sequenced by CG (Drmanac et al. 2010). For tumor samples, copy number 

was determined by comparing coverage levels to the respective matched normal 

samples in 100 kilobase (Kb) long non-overlapping segments spanning the entire 

genome. The GC-corrected coverage of the tumor sample was normalized by the GC-

corrected coverage of the normal sample. In addition, segments that had very low 

(<20%) or high (>80%) GC content or that were either invariant or highly variable in the 

16 African reference genomes were removed (see CG documentation for additional 

details on normalization and filtering, 

http://www.completegenomics.com/documents/Copy-Number-Variation-Methods-

125768543.html).  We also removed 100 Kb segments that did not have an average 

Phred-like quality score of at least 50. Since the normal genomes had copy numbers of 

2.0 in the remaining 100 Kb segments, we classified them as losses if the tumor copy 

number was 1.5 or lower, and gains where tumor copy number was 2.5 or greater. 

These copy number aberration (CNA) thresholds were based on the observation that 
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diploid regions in the CG-sequenced African reference genomes had copy number 

levels well within these bounds (Drmanac et al. 2010). 

Primary analyses 

After performing the filtering steps above, we visually scanned for patterns in continuous 

copy number levels across patients in shared 100 Kb segments across the genome 

using a heatmap, with color intensities proportional to log2-ratios of copy number in the 

tumor versus normal genomes. We then performed unsupervised hierarchical clustering 

of the tumor samples to find out if any copy number patterns emerged. Before 

clustering, we removed segments with little or no variability, defined as those with no 

difference between tumor and normal sample copy number (log2-ratio of zero +/-0.1). 

The log2-ratios were normalized (to have a mean of zero and standard deviation of on) 

across samples. We then calculated the similarities between samples using the 

Euclidian distance measure, and performed the hierarchical clustering analysis with 

complete linkage for cluster agglomeration using the R packages ‘heatmap’ and ‘hclust’. 

We chose the top five clusters to describe in terms of large CNA patterns.  

Comparative analyses 

We focused our comparative analyses on a panel of 38 loci called the Genomic 

Evaluators of Metastatic Prostate Cancer (GEMCaP), which were discovered through 

whole genome scanning with array comparative genomic hybridization to search for 

copy number gains and losses associated with prostate cancer recurrence (Paris et al. 

2004). A test indicating whether or not >20% of the GEMCaP loci contain CNAs has 

been equally or more effective in identifying recurrent cases as the Kattan nomogram in 
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European patients (Paris et al. 2005, Paris et al. 2010). In a recent study, a positive 

GEMCaP test was found to be significantly less common among African American 

patients than in European patients (<10% versus >30%), but still showed promise in 

identifying recurrent cases (Levin et al. 2014). Although we do not have clinical outcome 

data for most patients in this study, we calculated copy number in the GEMCaP loci, 

using weighted averages of the 100 Kb segments that overlapped each locus (weights 

being proportional to the amount of overlap), and determined the proportion of patients 

with positive GEMCaP tests using the same definition of CNAs described above. Copy 

neutral losses (NL) were included in an alternate version of the GEMCaP test, based on 

lesser allele fractions (LAF) calculated by CG. We used a fixed threshold of LAF<0.25 

(in a possible range of zero to 0.5) for identifying these NLs when total copy number 

was not altered. Using two-sided Wilcoxon rank sum tests with Bonferroni correction for 

multiple comparisons in each patient, we checked for an association between 

continuous copy number levels and the expected classifications (gain/loss) for the 

GEMCaP loci based on the studies previously described. 

Characterization of somatic structural rearrangements  

Identification and filtering  

Junctions, or rearrangement breakpoints in the tumor genome, were identified by CG if 

there were adjacent paired reads on the tumor genome which mapped to non-adjacent 

positions on the reference genome. Junctions were only considered if they were 

determined by CG to be of high quality and were observed in less than one percent in 

the 16 African reference genomes sequenced by CG. High quality junctions must have 
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been supported by a minimum of ten discordant reads between the tumor and reference 

genomes, and by a minimum of 70bp of high quality sequence data on either side. They 

also must not have overlapped known underrepresented repeats (ALR/Alpha, GAATGn, 

HSATII, LSU_rRNA_Hsa, and RSU_rRNA_Hsa). Finally, they must have been 

confirmed by local de novo assembly by CG.  

After identifying high quality junctions, we confirmed CG classifications of 

rearrangement event types as deletions, duplications, inversions, or translocations. This 

was accomplished by checking the number, chromosome, strand, and position of each 

rearrangement breakpoint in the tumor genome and the corresponding mappings to 

positions in the reference genomes. For example, deletions should be represented by a 

single junction on the tumor genome mapping to two non-adjacent reference positions, 

but on the same chromosome and strand as the reference genome, and inversions 

should be represented by two non-adjacent mappings to opposite strands of the same 

chromosome in the reference genome, etc.  

Primary analyses 

We described the frequency and type of rearrangements passing the filters, and the 

genes that were harboring rearrangement breakpoints. Then we listed the 

rearrangements that were found in multiple tumors. To identify the rearrangements 

occurring in multiple tumors, we looked for those that were of the same type or were 

complex (having multiple breakpoints or not otherwise easily classified as deletions, 

duplications, inversions, or translocations), and that had breakpoints within 5Kb of one 

another. The latter criteria was based on our observation during manual inspection of 
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breakpoints that the vast majority of recurring rearrangements had breakpoints within 

500bp or 1Kb of each other, but we wanted to further inspect some additional 

candidates with more variable breakpoint locations. Next, we predicted gene fusion 

events by comparing the locations of breakpoints in the tumor genome to gene locations 

in the reference genome, and visualized these in each tumor using the iFuse software 

(Hiltemann et al. 2013).  

Comparative analyses 

We checked for concordance between the genes impacted by the rearrangement and 

fusion events described above and the genes impacted by other types of mutations in 

our data (e.g. pathways and methylation patterns). In addition, we identified which of 

these genes were also impacted by rearrangements or mutations in the Berger et al. 

(2011) data, as well as those listed in the COSMIC database and associated with 

prostate cancer.  

Characterization of differential methylation patterns  

Identification and filtering  

For a subgroup of five patients, genome-wide methylation sequencing was performed 

using the Illumina Infinium HumanMethylation27 BeadChip array (www.illumina.com). 

This assay interrogates 27,578 CpG dinucleotide sites which cover 14,475 genes, 

including 982 known cancer genes. The DNA was prepared using QIAGEN’s EZ1® 

Advanced DNA Investigator® Kit and Trace® instrument protocols (www.qiagen.com), 

followed by bisulfite conversion using the Zymo Research EZ-96 MethylationTM Kit 

(www.zymoresearch.com). The Illumina GenomeStudio Methylation Module software 

http://www.illumina.com/�
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(www.illumina.com) was used to calculate methylation levels. Prior to analysis, we 

applied several recommended filtering steps (Noushmehr et al. 2010, Zhuang et al. 

2012) to remove probes if there were SNPs within 5bp of the CpG site (using dbSNP 

Build 137 from the NCBI National Library of Medicine), or if they overlapped repetitive 

regions of the reference genome. In addition, we removed probes that were not 

significantly different (p≥0.05) from negative control probes (p-values were provided by 

Illumina), and those on the X and Y chromosomes. Then we used the R Bioconductor 

packages ‘lumi’ (Du et al. 2008) and ‘methylumi’  (Davis et al. 2014) to perform quantile 

color adjusment, to do background adjustment for each color channel and sample, and 

to do probe-level smooth quantile normalization. 

Primary analyses 

To quantify methylation levels at CpG sites, we chose to use the M-value measure of 

relative intensities in methylated versus unmethylated probes. For small sample sizes, 

M-values have been shown to be more reliable than β-values in identifying true 

differences in methylation levels (Zhuang et al. 2012). M-values were calculated as: 

𝑙𝑜𝑔2([𝑀𝑎𝑥(𝐼𝑀, 0) + 1] /[𝑀𝑎𝑥(𝐼𝑈, 0) +  1]), where 𝐼𝑀refers to the methylated probe 

intensity and 𝐼𝑈 refers to the unmethylated probe intensity. We tested for the presence 

of differentially methylated regions (DMR) in tumor versus normal samples using two-

tailed signed rank tests on each probe, with Bonferroni-corrected p-values for identifying 

significant DMRs. To further characterize these regions as either hypo- or 

hypermethylated, we required the differences between normalized tumor and normal M-

values to be less than or greater than three standard deviations from the mean of these 

differences, respectively. 

http://www.illumina.com/�
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Comparative analyses 

After identifying the significant DMRs in our five patients with methylation data, we 

compared them to the DMRs identified by Mahapatra et al. (2012). This study also used 

the HumanMethylation27 BeadChip array in a larger cohort of prostate cancer patients, 

and they found genes with methylation levels that were strongly associated with 

recurrence. We looked for overlap between the DMRs identified by Mahapatra et al. and 

those identified in our data. We also checked to see if any breakpoints occurred in these 

regions, since there is evidence that methylation patterns (especially hypomethylation) 

can lead to genomic instability (Kulis and Esteller 2010).  

 

RESULTS 

Characteristics of the 24 patients and sequenced tumor genomes 

The normal genome reference sample was derived from whole blood for 21 patients 

and from benign prostate tissue for three patients (from whom blood samples were not 

available). The average age of the patients at the time of prostate cancer diagnosis was 

58.8 (standard deviation [SD]=6.0), and the average PSA level was 10.2 (SD=6.6). All 

patients had Gleason grade of 7 or higher, or a TNM stage of T2c or higher (Table 3.1). 
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   Table 3.1. Characteristics of the 24 African American patients included in the study  

Patient Clinic1 Normal tissue 
source Age2 Pre-op 

PSA3 
Gleason 

grade TNM stage4 

1 Henry Ford Blood 66 16.4 9 (5+4) T2b 
2 Henry Ford Blood 59 4.9 8 (3+5) T2b 
3 Henry Ford Blood 54 11.5 7 (4+3) T3a 
4 Henry Ford Blood 50 6.7 7 (3+4) T2b 
5 Henry Ford Blood 68 26.5 9 (5+4) T4 
6 Henry Ford Blood 52 4.9 8 (4+4) T2c 
7 Henry Ford Blood 60 5.6 7 (3+4) T2c 
8 UCSF Prostate 54 7.1 8 (3+5) T2c 
9 UCSF Blood 62 12.8 9 (4+5) T3b 
10 UCSF Prostate 61 4.1 7 (4+3) T3a 
11 UCSF Prostate 62 6.2 7 (3+4) T2c 
12 Henry Ford Blood 67 6.9 7 (4+3) T2c 
13 Henry Ford Blood 68 15.1 7 (4+3) T3b 
14 Henry Ford Blood 60 3.4 6 (3+3) T2c 
15 Henry Ford Blood 64 5.6 7 (3+4) T3a 
16 Henry Ford Blood 56 27.7 7 (3+4) T2c 
17 Henry Ford Blood 58 5.3 8 (3+5) T2c 
18 Northwestern Blood 44 11 7 (3+4) T2c 
19 Northwestern Blood 56 15 7 (3+4) T3a 
20 Northwestern Blood 58 5.3 7 (4+3) N1 
21 Northwestern Blood 57 5.5 9 (4+5) T2c 
22 Northwestern Blood 54 15.3 9 (5+4) T3b 
23 Northwestern Blood 66 8.6 9 (4+5) N1 
24 Northwestern Blood 56 13.8 7 (4+3) T3b 

1Clinic: Henry Ford=Henry Ford Health System, Detroit, Michigan;   
Northwestern=Northwestern University, Chicago, Illinois; UCSF=University of California, San 
Francisco 
2Age: patient age at the time of diagnosis 
3Pre-op PSA: prostate specific antigen levels measured prior to radical prostatectomy surgery 
4TNM stage: Classification of Malignant Tumors staging system 

 

On average, the tumor and matched normal samples had similar levels of sequence 

coverage (105-fold depth), and over 98% of the genome was covered by at least 20-fold 

read depths. The frequency of genotyped SNPs was in the expected range 

(approximately 4.1 million) for both tumor and normal genomes. The heterozygous to 
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homozygous SNP and transition to transversion ratios were also similar and within 

expected ranges (Table 3.2). 

Table 3.2. Summary of per-genome sequencing measures for the 24 patients 
  Tumor Normal 
Genome-wide average coverage depth (x fold) 105 (56-112) 105 (56-113) 

Percent of genome with ≥ 10x 99.2 (98.7-99.3) 99.3 (98.6-99.4) 
Percent of genome with ≥ 20x 98.1 (94.8-98.6) 98.2 (93.9-98.6) 
Percent of genome with ≥ 40x 91.9 (66.9-94.5) 91.9 (67.6-94.7) 

Percent of genome fully called (all alleles) 97.6 (97.1-97.8) 97.6 (97.1-97.8) 
Single nucleotide polymorphisms (x1000) 4,115 (3,975-4,183) 4,110 (3,975-4,180) 

Heterozygous/homozygous ratio 2.11 (1.96-2.23) 2.11 (2.04-2.23) 
Transition/transversion ratio 2.13 (2.13-2.14) 2.13 (2.13-2.14) 

  Tumor versus Normal1 
Small indels and substitutions (≤50 bases) 14,537 (9,684-21,445) 

Genic2 6,474 (4,004-9,709) 
Exonic 77 (33-229) 

Single base substitutions 5,309 (3,323-11,603) 
A ↔ G transitions 1,566 (927-4,511) 
C ↔ T transitions 1,588 (907-4,374) 

A ↔ C transversions 535 (364-853) 
A ↔ T transversions 589 (474-854) 
C ↔ G transversions 448 (272-640) 
G ↔ T transversions 542 (379-864) 

Copy number aberrations3 48 (1-3,557) 
Losses 41 (0-2,052) 
Gains 6 (1-1,820) 

Rearrangements 87 (29-309) 
Deletions 27 (9-106) 

Duplications 14 (7-82) 
Inversions 12 (0-92) 

Translocations 5 (0-22) 
Complex4 20 (11-58) 

Gene fusions5 4 (0-11) 
1Refers to high-confidence somatic mutations (see Methods) 
2Genic mutations are defined as those occurring in exons, introns, promoters, 5’UTR, 3’UTR, 
and splice site regions of RefSeq genes. 
3Copy number aberrations are defined as tumor copy number of less than 1.5 (losses) or more 
than 2.5 (gains). 
4Complex rearrangements are those not easily classified as any one of the other categories  
5Gene fusions are included in one of the other types of rearrangements
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Small somatic mutations 

We analyzed small somatic mutations (indels and substitutions ≤50bp in length) after 

filtering out those matching common germline variants in African genomes, those 

occurring in repetitive regions of the GRCh37/hg19 reference genome, and those with 

ambiguous zygosity, low read depths, or low quality scores. There were 14,537 small 

mutations remaining on average per genome, with about 45% occurring in genic regions 

(exons, introns, promoters, 5’UTR, 3’UTR, or splice site regions of RefSeq genes). Only 

1.2% of those occurring in genes fell in exons. The majority (59%) of single base 

substitutions were transitions, with similar numbers of A ↔ G and C ↔ G transitions. 

There were also similar numbers of each type of transversion, though A ↔ T was the 

most common, followed by G ↔ T, A ↔ C, and C ↔ G (Table 3.2). 

In the 24 tumor samples combined, there were 10,883 genes harboring mutations. The 

number of mutated genes in the individual tumors was much lower, with a median of 

3,365 (range 2,283-4,332). Thus, there was a high degree of heterogeneity among the 

24 tumors in terms of which genes carried small mutations. Sixteen percent of the 

10,883 mutated genes were mutated in just one tumor, 52% were mutated in five or 

fewer tumors, and 80% were mutated in half or fewer tumors. Only 2% (177 genes) 

were mutated in all 24 tumors. The median number of small mutations per Mb per gene 

was 29 (range 1-2,980). Of the genes mutated in all 24 tumors, PRIM2 had the highest 

average mutation rate across the samples, with 325/Mb. The next highest mutation 

rates were in NEDD4L (23/Mb) and BAZ2B (13/Mb). Restricting the small mutations to 

single base substitutions, PRIM2 mutations were still present in all 24 tumors and had 

the highest rate, with an average of 267/Mb. This was in stark contrast to the Berger et 
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al. data, where only two of the seven patients had single base substitutions, and an 

average of 9/Mb in PRIM2. However, PRIM2 was not one of the top ten genes in our 

data in terms of average mutation rates after adjusting for log10-transformed gene 

length, average GC content, and the number of tumors harboring mutations. These 

were (in order of highest to lowest adjusted mutation rates): CTXN1, SCGB3A1, 

FAM173A, PROB1, MESP1, PPDPF, CRIP2, DNASE1L2, PIM3, and MAP1LC3A. 

Shorter genes, higher average GC content, and fewer tumors with mutations per gene 

were significantly associated with higher mutation rates. The genes with the highest 

rates of single base substitutions in the Berger et al. data, adjusted for the same 

variables, all had very low rates of mutation in our data. The adjusted mutation rates for 

all 10,883 mutated genes in our data are shown in a Manhattan plot, with the ten most 

mutated genes in our data and the Berger et al. data, and the ten most frequently 

mutated genes for prostate cancer in COSMIC highlighted (Figure 3.1). Among the top 

ten COSMIC genes, HRAS, FOXA1, CTNNB1, KRAS, and PTEN had the highest 

adjusted mutation rates in our data.  

 

 

 

 

 

 



102 
 

Figure 3.1 Manhattan plot showing small mutation (≤50 bases) rates per gene, 
averaged across the 24 African American tumors 

 
 

1The ten genes with the highest mutation rates in the 24 African American patients, in 
the Berger et al. study, and the ten most frequently mutated genes in the COSMIC 
database.  
2Mutation rates were adjusted for gene length, GC content, and the number of tumors 
harboring mutations using a linear regression model predicting log10-transformed rates. 
The rates plotted are back-transformed predictions from this model. 
 

 

In a pathway analysis using a random forest regression model, we tested for pathways 

that were significantly enriched with high mutation rates. In this analysis, we included 

1,478 pathways from the NCBI BioSystems pathway database (which includes all from 

BioCyc, KEGG, Reactome, PID, and WikiPathways). We adjusted for log10-transformed 

gene length, average GC content per gene, the number of tumors containing mutations 
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per gene, and an indicator for genes that were mutated but not included in any pathway. 

Among the 10,883 genes, 5,595 genes belonged to one of the included pathways, and 

5,288 did not. A univariate t-test comparing mutation rates between these groups was 

significant, with pathway genes having lower mutation rates than non-pathway genes 

(p=0.03). Pathway membership was a significant predictor of mutation rates in the 

random forest model as well. Shorter genes, higher average GC content, and fewer 

tumors with mutations per gene were associated with higher mutation rates in the 

random forest model. Adjusting for all of these factors and correcting for multiple 

comparisons through permutations, five pathways were significant at the p<0.05 level 

(in order of most to least significant): Lysosome (KEGG accession hsa04142), 

Dopanimergic synapse (KEGG accession hsa04728), RNA transport (KEGG accession 

hsa03013), Mitotic G1-G1/S phases (Reactome accession 21267), and Phagosome 

(KEGG accession hsa04145). These pathways contained a total of 400 unique genes, 

with 12 genes being included in two or more of the significant pathways (eight were 

shared between the Lysosome and Phagosome pathways, and four were shared 

between the Dopanimergic synapse and Mitotic G1-G1/S phase pathways). In addition, 

12 genes in these significant pathways were mutated in other analyses of our data. 

Specifically, seven were also involved in fusions, and five were hypermethylated (Table 

3.3).  
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Table 3.3. Genes that were mutated in more than one category/analysis 
Gene 

Symbol First Mutation Category Second Mutation Category 

AACS Fusion (to:SEC61A1) Methylation (hypo) 
CRY2 Fusion (to:AMBRA1) Pathway (Lysosome) 

DOCK9 Fusion (to:SERTM1) Methylation (hyper) 
EIF2S1 Fusion (to:PLEK2) Pathway (Dopaminergic synapse) 
FARS2 Fusion (to:SNRNP48) Pathway (RNA transport) 
GFRA4 Pathway (Mitotic G1-G1/S phases) Methylation (hyper) 
HECW1 Fusion (to:STK17A) Pathway (Mitotic G1-G1/S phases) 
KCND2 Fusion (to:YARS) Pathway (Lysosome) 
MBL2 Pathway (Lysosome) Methylation (hyper) 

OPCML Fusion (to:PKNOX2) Methylation (hyper) 
RAPGEF4 Fusion (to:STIM2) Pathway (Lysosome) 

RNF41 Pathway (Mitotic G1-G1/S phases) Methylation (hyper) 
RUNX3 Pathway (Mitotic G1-G1/S phases) Methylation (hyper) 
SH3RF2 Fusion (to:KCTD16) Methylation (hyper) 
SLC30A4 Fusion (to:NAA16) Methylation (hyper) 
SOX17 Pathway (Phagosome) Methylation (hyper) 
SRP9 Fusion (to:DNAH14) Methylation (hyper) 
YARS Fusion (to:KCND2) Methylation (hypo) 

ZNF804B Fusion (to:KIAA1324L, LAMB4) Pathway (RNA transport) 
Analyses included detection of genes with the 10 highest mutation rates across the 24 tumors 
(adjusted for gene length, average GC content, and the number of patients with mutations in 
each gene), detection of pathways enriched with significantly high mutation rates, detection of 
fusion events, and detection of hypo- or hypermethylated CpG sites in genes (the latter analysis 
was performed in a subset of five patients). 
 

Several genes that were in significantly mutated pathways in our data were also among 

the most mutated genes in the Berger et al. data or in the COSMIC database (Table 

3.4). One pathway gene (CTNNA3 in the RNA transport pathway) was among the ten 

genes with the highest rates of single base substitutions in the Berger et al. data, and 

two pathway genes were involved in fusions in the Berger et al. data (LNPEP in the 

Dopaminergic synapse pathway, and MAP2K6 in the Mitotic G1-G1/S phase pathway). 

In addition, several pathway genes were listed in COSMIC as being in the top 20 most 
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frequently mutated in prostate cancer: EGFR (in the Lysosome pathway), KMT2D (in 

the RNA transport pathway), and MLLT3 (in the Dopaminergic synapse pathway).  
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Copy number aberrations 

We assessed tumor versus normal copy number in 100 Kb non-overlapping genome-

wide segments, after removing the segments with very low or high CG content, 

variability in 16 African reference genomes, or with low average quality scores. There 

were 26,652 remaining 100 Kb segments on average per genome to analyze (range 

21,780-26,848), which covered about 82% of the GRCh37/hg19 reference genome. 

Among these, we found a median of 48 segments per tumor genome with CNAs (range 

1-3,557), which were defined as either losses (tumor copy number of 1.5 or lower) or 

gains (tumor copy number of 2.5 or higher). Most of these CNA segments were copy 

number losses (Table 3.2).  

We also analyzed continuous log2-ratios of tumor versus normal copy number levels in 

the 100 Kb segments. After further filtering the segments to include those that were 

common to all patients and that had some variation across patients, a total of 8,426 

segments were included in this analysis. A heatmap showing copy number in these 

segments, with results of hierarchical clustering of the tumors, is shown in Figure 3.2. 

Five clusters based on Euclidean distance and complete linkage agglomeration were 

chosen a priori. Clusters 1 and 2 were first separated from clusters 3, 4 and 5. Within 

the latter group, clusters 3 and 4 were first separated from cluster 5. Chromosome 8 

occupied the largest number of 100 Kb segments included in the analysis, indicating 

that this is where there was the most variability in copy number across the 24 tumors. 

However, some distinct overall patterns were also observed in chromosome 8. In 

general, the short arm contained most of the copy number losses, and the long arm 

contained most of the copy number gains.  



107 
 

 

We also calculated copy number levels in the 38 GEMCaP loci that have previously 

been associated with prostate cancer recurrence (Paris et al. 2004, 2005, 2010, and 

Levin et al. 2014), using weighted averages of the 100 Kb segments overlapping these 

loci. There were two patients with positive GEMCaP tests, defined as ≥20% of the 

GEMCaP loci having CNAs (gains or losses). Both of these patients had a positive test 

due to copy number losses. No additional patients had positive tests when we 

considered copy neutral losses. In comparing continuous copy number levels for each 

patient using Wilcoxon rank sum tests corrected for multiple comparisons, we found that 

in three other patients, the GEMCaP loci that were expected to harbor losses had 

significantly lower copy number than those expected to harbor copy number gains 

(Appendix Table A3.1). 
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Structural rearrangements 

After selecting the junctions with high quality sequence data and passing local de novo 

assembly and inspection, we found a median of 87 structural rearrangement events per 

genome (range 29-309), with a median of 27 deletions, 14 duplications, 12 inversions, 5 

translocations, and 20 complex rearrangements involving multiple breakpoints or not 

otherwise easily classified (Table 3.3 and Appendix Table A3.2).  

There were several regions that had rearrangements that occurred in multiple tumors. 

These were identified by looking across the tumor genomes for breakpoints that 

occurred within 5 Kb of one another on either side of the rearrangement, and that 

caused the same type of rearrangement. Two tumors had similar rearrangements on 

chromosome 2 impacting the MFF gene, two had rearrangements on chromosome 6 

impacting the LINC01012 gene, and two other tumors had rearrangements on 

chromosome 6 impacting the BCLAF1 gene. The rest of the shared rearrangements 

occurred on chromosomes 17 and Y. On chromosome 17, a total of 18 tumors had 

rearrangements in q21.31 and/or q21.32 (Figure 3.3).  
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Figure 3.3. Rearrangement events in chromosome 17 (q21.31 and q21.32) for 18 of the 
24 tumors 

 

 
Images were created with the IGV software (Robinson et al. 2011, Thorvaldsdóttir et al. 2012). 
The bar widths for duplications and complex events represent the length of the segment 
between breakpoints. For fusions, bar width was set to 500bp, centered on the position of the 
breakpoint. For all four tumors with fusions in the CDC27 gene, this position is fused to the 
same position on the + strand of the OAT gene on chromosome 10q26.13.  
 

Eleven of these tumors had nearly identically sized duplications that spanned almost 

one Mb just upstream of the CDC27 gene. These duplications covered eight other 

genes, including LRRC37A, NSFP1, LRRC37A2, NSF, WNT3, WNT9B, GOSR2, and 
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RPRML. Twelve tumors had rearrangements within the CDC27 gene itself, four of which 

were breakpoints that caused a fusion with the OAT gene on chromosome 10. In 

addition, four of the tumors with rearrangements in 17q21, plus an additional three 

tumors, had nearly identical deletions of about 1.5 Kb in the KCNJ12 gene on 17p11.2.  

On the Y chromosome, 16 tumors had complex rearrangements, all having breakpoints 

in q11.21 immediately next to the centromere. In half of these tumors, there was a 

breakpoint within 20 Kb on the other side of the rearragement, and in the other half of 

the tumors, there was a breakpoint all the way at the end of the chromosome in Yq12. 

None of these breakpoints occurred within genes, but all of the genes in the long arm of 

the chromosome were impacted in these eight tumors.   

All 24 tumors had rearrangements that were caused by breakpoints falling in gene 

regions. In the combined tumor genomes, there were 129 breakpoints occurring in 80 

different genes. These led to a total of 99 gene fusions, with a median of 4 fusions 

(range 0-11) per tumor (Table 3.2 and Appendix Table A3.3). Of the 99 total gene 

fusions, 21 were caused by deletions, 23 were caused by inversions, 30 were caused 

by interchromosomal translocations, and 25 were caused by inversions and 

intrachromosomal translocations. All but three of the fusions were caused by 

breakpoints occurring in the coding DNA sequence of one or both of the genes involved. 

However, only 14 were caused by breakpoints that occurred in exons of one or both 

genes. Several gene fusions were common to more than one tumor, including a 

EIF2S1-PLEK2 fusion found in two tumors and the CDC27-OAT fusion found in four 

tumors, as mentioned above. The TMPRSS2 gene itself was involved in fusions for six 

tumors, five of which harbored the TMPRSS2-ERG fusion (all caused by deletions), plus 
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a TMPRSS2-PKNOX1 fusion in one of the same tumors that had TMPRSS2-ERG, and 

a TMPRSS2-NEDD4L fusion in another patient (Figure 3.4). The fused TMPRSS2-ERG 

gene contained different proportions of the ERG gene, ranging from almost the entire 

length of the gene in one tumor to less than half in others. The TMPRSS2 portion of the 

fused gene was less variable and always made up a much smaller portion of the fused 

gene. The resulting fused gene ranged in size from about 39 Kb to 138 Kb. Several of 

the genes involved in fusions were also implicated in the pathways that we found 

significantly enriched with small somatic mutations, or were found to be significantly 

hypo- or hypermethylated (Table 3.3). 
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Figure 3.4. Fusions involving TMPRSS2 and/or ERG in the six tumor samples that 
harbored them. 

 

 

 

 

 

 

 
 

 
 
Images were created with the iFuse software (Hiltemann et al. 2013). 
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The median number of rearrangements per genome in the Berger et al. data was 90 

(range 43-213), which was very similar to the number found in our tumors. We also 

found five genes that were involved in fusions, which were also involved in fusions in 

the Berger et al. data (Table 3.4). TMPRSS2 and ERG were fused together in three of 

the seven tumors studied by Berger et al. LRP1B, MLL3, and MTUS2 were also 

involved in fusions in both datasets, though their fusion partners differed (respectively, 

they were HNMT, KIAA1324L, and FLT1 in our data and NXPH2, COL18A1, and 

MYO16 in the Berger et al. data). An additional gene, SLC45A3, was part of a gene 

fusion in our data and also in the COSMIC database for prostate cancer fusions. In our 

data, it was fused to NUCKS1, which was not one of the fusion partners of SLC45A3 

listed in COSMIC (BRAF, ELK4, ERG, ETV1 and ETV5).  

Differential methylation 

There were 23,559 CpG probes on the Illumina Infinum HumanMethylation27 BeadChip 

that met our inclusion criteria for analysis of methylation in the five patients with this 

data. The log2-intensities were color balanced, adjusted for background in each color 

channel and sample, and the methylation M-values were normalized across probes 

(Appendix Figure 3.2). Following normalization of the data across samples, we used 

signed rank tests, adjusted for multiple comparisons, to look for differential methylation 

in the tumor versus normal M-values in each CpG probe site. No probes were 

statistically significant at the p<0.05 level, but there were probes that were significant at 

the p<0.1 level. We considered these differentially methylated if the difference between 

normalized tumor and normal M-values was more than three standard deviations from 

the mean. This led to a total of 476 CpG sites with differential methylation (about 2% of 
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all probes). A majority of these were hypermethylated (66%), and in CpG islands (75%), 

with no significant difference in the proportion of CpG islands that were hypo- versus 

hypermethylated (χ2 p=0.85). The normalized tumor versus normal methylation M-

values for all probes, with hypo- and hypermethylated probes highlighted, are shown in 

Figure 3.5. Although no breakpoints occurred within the CpG sites themselves, there 

were seven genes that were associated with DMRs that were fused to other genes 

(Table 3.3). These were AACS, DOCK9, OPCML, SH3RF2, SLC30A4, SRP9, and 

YARS. All except for AACS and YARS were hypermethylated. There were also five 

genes with DMRs that were involved in pathways significantly enriched with small 

somatic mutations: GFRA4, MBL2, RNF41, RUNX3, and SOX17. These were all 

hypermethylated, and three were in the Mitotic G1-G1/S phase pathway.   
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Figure 3.5. Scatterplot of normalized methylation M-values in the five tumor and normal 
samples with methylation sequencing, with density plots showing the distribution of 
tumor versus normal methylation levels. 
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Out of the 244 genes that had methylation levels (not all were DMRs) significantly 

associated with prostate cancer recurrence in the Mahapatra et al. (2012) study, 13 

overlapped with DMRs in our data. Five of these were hypomethylated (DAB2IP, HBG1, 

KSP37, LAMA3, and THSD1), and eight were hypermethylated (ASB16, CAMKK2, 

DEFA4, FLJ32894, FLJ36046, MGC4399, OSBPL5, and SOCS2). These are 

highlighted in Figure 3.5. Nine of these thirteen DMRs (69%) were in CpG islands. All of 

them were associated with recurrence (biochemical, local, or systemic) versus non-

recurrence in the Mahapatra et al. study, and nine of them were still significantly 

associated with recurrence after adjustment for tumor grade and stage. Two other 

genes that were associated with DMRs in our data were also mutated in the Berger et 

al. (2011) study: NELL1 was hypermethylated in our data and was also among the ten 

genes with the highest single base substitution rates in the Berger et al. data, and 

PACRG was hypomethylated in our data and involved in a gene fusion with QK1 in the 

Berger et al. data (Table 3.4).  

DISCUSSION 

This is the first study to characterize the genome-wide somatic mutations found through 

whole-genome DNA sequencing of aggressive prostate tumors from African American 

patients. We analyzed the tumor genomes from each of the 24 patients in reference to 

matched normal samples from each patient. After rigorous filtering of this data to 

remove potentially biased findings due to structural or sequencing anomalies, we 

identified the most significant and frequent mutations in four major mutation categories: 
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small indels or substitutions of ≤50 bp in length, large copy number aberrations of at 

least 100 Kb in length, structural rearrangements of any size, and differential 

methylation patterns in CpG sites that were assayed in a subset of five tumors. We 

compared the genes impacted by each of these types of mutations to those which were 

impacted by mutations in a whole-genome sequencing study of aggressive prostate 

tumors from European American patients (Berger et al. 2011), and to genes with 

prostate cancer-associated mutations in the COSMIC database (Forbes et al. 2008).     

Some of the genes and regions with mutations in our data matched those found in other 

prostate cancer cases. For example, we observed distinct copy number changes in 

chromosome 8, with losses primarily in the short arm and gains in the long arm. Copy 

number aberrations in chromosome 8 are commonly observed in prostate cancer (e.g. 

Vocke et al. 1996, Kim et al. 2000, Beheshti et al. 2001), and some have been 

associated with systemic recurrence and mortality (Sato et al. 1999). We found that 8% 

of patients had CNAs in ≥20% of GEMCaP loci that have also been associated with 

prostate cancer recurrence, a rate similar to that previously observed in African 

Americans (Levin et al. 2014).  In addition, chromosome Y contained complex 

rearrangements in 33% of our tumor samples, some covering the entire long arm of the 

chromosome, which includes several genes previously associated with prostate cancer. 

In particular, multiple Y chromosome deletions including the BPY1 and BPY2, RBM1, 

SMCY, TSPY and ZFY genes have been associated with advanced stages and grades 

of prostate cancer (Perinchery et al. 2000, Jangravi et al. 2013). Among the CpG sites 

analyzed for methylation in a subset of five tumors, we also found 13 genes with DMRs 

that were predictive of prostate cancer recurrence in a previous study by Mahapatra et 
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al. (2012). In comparing our findings to those of the Berger et al. (2011) study and to 

prostate cancer mutations listed in the COSMIC database, we found 17 genes that were 

mutated in one or both sources. One of these genes had a high rate of small somatic 

mutations, five were in pathways significantly enriched with small mutations, nine were 

involved in gene fusions, and two were hypo- or hypermethylated in our data. All of 

these similarities suggest that previously observed mutation patterns in prostate cancer 

should continue to be evaluated in African American patients. 

We also identified genes and genomic regions harboring mutations in this study that 

distinguished them from most previously studied prostate tumors. For example, PRIM2 

had the highest rate of small somatic mutations in all 24 tumors, and was fused to 

another gene (KHDRBS2) in one tumor sample. However, to our knowledge, PRIM2 

has not previously been associated with prostate cancer. NEDD4L had the second 

highest rate of small mutations, and was fused to the TMPRSS2 gene in one of them. 

NEDD4L has been associated with prostate cancer in previous studies (Qi et al. 2003, 

Hu et al. 2009, Hellwinkel et al. 2011, Tanksley et al. 2013), and TMPRSS2 has been 

the focus of many studies on prostate cancer (see reviews by Tomlins et al. 2005 and 

2008), but this fusion has not previously been described to our knowledge. The 

TMPRSS2 gene was the most common gene involved in fusion events in our data, and 

most of these fusions (five out of six) were with ERG. However, the prevalence of 

TMPRSS2-ERG fusions (21%) was much lower than has been observed in patients of 

European descent (estimates generally range from 40% to 80%, Clark et al. 2007, 

Kumar-Sinha et al. 2008, Berger et al. 2011). A significantly lower prevalence of 

TMPRSS2-ERG fusions in African Americans compared to European Americans has 
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been observed previously, however (Zhou et al. 2009, Magi-Galluzzi et al. 2011). The 

next most common fusion event in our data was the result of an interchromosomal 

translocation resulting in a fusion between the OAT gene on chromosome 10 and the 

CDC27 gene on chromosome 17, which occurred in four tumors. The OAT gene is 

regulated by testosterone and is a target of the androgen receptor (Levillain 2005, 

Jariwala et al. 2007), and the CDC27 gene has been noted for mutations in prostate 

cancer in at least one study (Lindberg et al. 2013), but fusions between these genes 

have not been reported to our knowledge. Most of the tumor genomes (75%) in this 

study contained rearrangements in or near the CDC27 gene.  

Accompanying the patterns of mutations described above, there were many variations 

in mutation types and levels among the 24 tumors studied. These differences could 

reflect differences in tumor purity or clonality, the presence of many passenger 

mutations, or many other possible factors. It was not surprising, given that tumor 

heterogeneity has long been observed for many different types of tumors including 

those of the prostate (e.g. Konishi et al. 1995, MacIntosh et al. 1998, Alvarado et al. 

2005, Boyd et al. 2012, Wyatt et al. 2014). The causes of this heterogeneity are 

probably complex and are still being elucidated.  Much of the diversity could be 

contributed by synonymous mutations as well. Though the detection of driver mutations 

and the genes harboring them is a priority for future genomic research, passenger 

mutations and synonymous mutations should not be completely disregarded, as they 

could have important implications in terms of tumor progression and other outcomes 

(McFarland et al. 2013, Supek et al. 2014).  
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In this study, we describe genes and genomic regions harboring somatic mutations in 

aggressive prostate tumors from African American patients that are worth more 

attention in future studies. Larger sample sizes will be needed to confirm which patterns 

are particularly prevalent. Additional clinical data, especially longitudinal follow-up on 

recurrence, responses to different forms of treatment, and survival, will be also be 

critical for determining the biological significance of the findings of this study.    
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APPENDIX 

CHAPTER 1 

Figure A1.1. Coverage (imputation) of the 1,000 Genomes Project SNPs by microarray 
and population ancestry.  

 
(A) Coverage of SNPs in individuals with European ancestry.  (B) Coverage of SNPs in 
individuals with Asian ancestry.  (C) Coverage of SNPs in individuals with African ancestry.  The 
table shows the area under the curve for each microarray and population.  
 

 

 

A

0
.2

.4
.6

.8
1

P
ro

po
rti

on
 o

f S
N

Ps
 >

= 
r^

2

0 .2 .4 .6 .8 1
r^2

B

0
.2

.4
.6

.8
1

P
ro

po
rti

on
 o

f S
N

Ps
 >

= 
r^

2
0 .2 .4 .6 .8 1

r^2

C

0
.2

.4
.6

.8
1

P
ro

po
rti

on
 o

f S
N

Ps
 >

= 
r^

2

0 .2 .4 .6 .8 1
r^2



131 
 

 Ta
bl

e 
A

1.
1.

 T
he

 d
is

ea
se

s 
an

d 
di

so
rd

er
s 

in
cl

ud
ed

 in
 e

ac
h 

M
ed

ic
al

 S
ub

je
ct

 H
ea

di
ng

 (M
eS

H
) c

at
eg

or
y.

M
eS

H
 D

is
ea

se
 o

r D
is

or
de

r C
at

eg
or

y
D

is
ea

se
s 

an
d 

D
is

or
de

rs
 In

cl
ud

ed
 in

 C
at

eg
or

y
C

ar
di

ov
as

cu
la

r d
is

ea
se

s
A

tri
al

 fi
br

ill
at

io
n,

 C
H

D
a , I

nt
ra

cr
an

ia
l a

ne
ur

ys
m

, K
aw

as
ak

i d
is

ea
se

, M
oy

am
oy

a 
di

se
as

e,
 

M
yo

ca
rd

ia
l i

nf
ar

ct
io

n,
 S

tro
ke

, S
ud

de
n 

ca
rd

ia
c 

ar
re

st
, V

en
ou

s 
th

ro
m

bo
em

bo
lis

m
D

ig
es

tiv
e 

sy
st

em
 d

is
ea

se
s

B
ili

ar
y 

at
re

si
a,

 C
el

ia
c 

di
se

as
e,

 C
ro

hn
's

 d
is

ea
se

, E
os

in
op

hi
lic

 e
so

ph
ag

iti
s,

 H
is

ch
sp

ru
ng

's
 

di
se

as
e,

 IH
P

S
b , I

B
D

c , P
rim

ar
y 

bi
lia

ry
 c

irr
ho

si
s,

 P
rim

ar
y 

sc
le

ro
si

ng
 c

ho
la

ng
iti

s,
 U

lc
er

at
iv

e 
co

lit
is

E
ye

, o
to

rh
in

ol
ar

yn
go

lo
gi

c,
 a

nd
 s

to
m

at
og

na
th

ic
 

di
se

as
es

  (
"S

en
so

ry
 o

rg
an

 d
is

ea
se

s"
)

A
ge

-r
el

at
ed

 m
ac

ul
ar

 d
eg

en
er

at
io

n,
 B

eh
ce

t's
 s

yn
dr

om
e,

 F
uc

hs
's

 c
or

ne
al

 d
ys

tro
ph

y,
 G

la
uc

om
a,

 
G

ra
ve

's
 d

is
ea

se
, M

yo
pi

a 
(p

at
ho

lo
gi

ca
l),

 O
to

sc
le

ro
si

s,
 P

er
io

do
nt

iti
s

M
en

ta
l d

is
or

de
rs

B
ip

ol
ar

 d
is

or
de

r, 
M

aj
or

 d
ep

re
ss

iv
e 

di
so

rd
er

, S
ch

iz
op

hr
en

ia
M

us
cu

lo
sk

el
et

al
 d

is
ea

se
s

A
nk

yl
os

in
g 

sp
on

dy
lit

is
, A

rth
rit

is
 (p

so
ria

tic
, r

he
um

at
oi

d)
, D

up
uy

tre
n'

s 
di

se
as

e,
 O

ro
fa

ci
al

 c
le

fts
, 

O
st

eo
po

ro
si

s,
 P

ag
et

's
 d

is
ea

se
, S

co
lio

si
s

N
eo

pl
as

m
s

A
LL

d , B
as

al
 c

el
l c

ar
ci

no
m

a,
 B

la
dd

er
 c

an
ce

r, 
B

re
as

t c
an

ce
r, 

C
LL

e , C
M

Lf , C
ol

or
ec

ta
l c

an
ce

r, 
E

nd
om

et
ria

l c
an

ce
r, 

E
so

ph
ag

ea
l c

an
ce

r, 
Fo

lli
cu

la
r l

ym
ph

om
a,

 G
lio

m
a,

 H
od

gk
in

s 
ly

m
ph

om
a,

 
Li

ve
r c

an
ce

r, 
Lu

ng
 c

an
ce

r, 
M

el
an

om
a,

 M
en

in
gi

om
a,

 M
ul

tip
le

 m
ye

lo
m

a,
 N

as
op

ha
ry

ng
ea

l 
ca

rc
in

om
a,

 N
eu

ro
bl

as
to

m
a,

 O
va

ria
n 

ca
nc

er
, P

an
cr

ea
tic

 c
an

ce
r, 

P
ro

st
at

e 
ca

nc
er

, R
en

al
 c

an
ce

r, 
Te

st
ic

ul
ar

 c
an

ce
r, 

Th
yr

oi
d 

ca
nc

er
, U

te
rin

e 
fib

ro
id

s
N

er
vo

us
 s

ys
te

m
 d

is
ea

se
s

A
lz

he
im

er
 d

is
ea

se
, A

LS
g , E

ss
en

tia
l t

re
m

or
, M

ig
ra

in
e,

  M
ul

tip
le

 s
cl

er
os

is
, N

ar
co

le
ps

y,
 

P
ar

ki
ns

on
's

 d
is

ea
se

, P
ro

gr
es

si
ve

 s
up

ra
nu

cl
ea

r p
al

sy
, R

es
tle

ss
 le

gs
 s

yn
dr

om
e

N
ut

rit
io

na
l, 

m
et

ab
ol

ic
, a

nd
 e

nd
oc

rin
e 

di
se

as
es

B
et

a 
th

al
as

se
m

ia
-h

em
og

lo
bi

n 
E

 d
is

ea
se

, H
yp

ot
hy

ro
id

is
m

, T
yp

e 
1 

di
ab

et
es

, T
yp

e 
2 

di
ab

et
es

R
es

pi
ra

to
ry

 tr
ac

t d
is

ea
se

s
A

st
hm

a,
 C

O
P

D
h , I

di
op

at
hi

c 
pu

lm
on

ar
y 

fib
ro

si
s

S
ki

n 
an

d 
co

nn
ec

tiv
e 

tis
su

e 
di

se
as

es
A

to
pi

c 
de

rm
at

iti
s,

 K
el

oi
d,

 S
ys

te
m

ic
 lu

pu
s 

er
yt

he
m

at
os

us
, P

so
ria

si
s,

 S
ys

te
m

ic
 s

cl
er

os
is

, V
iti

lig
o

U
ro

ge
ni

ta
l d

is
ea

se
s

E
nd

-s
ta

ge
 re

na
l d

is
ea

se
, E

nd
om

et
rio

si
s,

 G
es

ta
tio

na
l d

ia
be

te
s,

 K
id

ne
y 

st
on

es
, N

ep
hr

op
at

hy
, 

P
ol

yc
ys

tic
 o

va
ry

 s
yn

dr
om

e
a C

H
D

: C
or

on
ar

y 
he

ar
t d

is
ea

se
 (i

n 
ad

di
tio

n 
to

 S
N

P
s 

sp
ec

ifi
ca

lly
 a

ss
oc

ia
te

d 
w

ith
 m

yo
ca

rd
ia

l i
nf

ar
ct

io
n)

. 
b IH

P
S

: I
nf

an
til

e 
hy

pe
rtr

op
yh

ic
 p

yl
or

ic
 s

te
no

si
s.

  
c IB

D
: I

nf
la

m
m

at
or

y 
bo

w
el

 d
is

ea
se

 (i
n 

ad
di

tio
n 

to
 S

N
P

s 
sp

ec
ifi

ca
lly

 a
ss

oc
ia

te
d 

w
ith

 C
ro

hn
’s

 o
r u

lc
er

at
iv

e 
co

lit
is

). 
d A

LL
: A

cu
te

 ly
m

ph
ob

la
st

ic
 le

uk
em

ia
. 

e C
LL

: c
hr

on
ic

 ly
m

ph
oc

yt
ic

 le
uk

em
ia

. 
f C

M
L:

 C
hr

on
ic

 m
ye

lo
id

 le
uk

em
ia

. 
g A

LS
: A

m
yo

tro
ph

ic
 la

te
ra

l s
cl

er
os

is
. 

h C
O

P
D

: C
hr

on
ic

 o
bs

tru
ct

iv
e 

pu
lm

on
ar

y 
di

se
as

e.



132 
 

 

 

 

 

Table A1.2. The percent of SNPs in 1,000 Genomes Project data covered at pairwise
r2>0.5 by each SNP array, by SNP MAF and population.

Array 0.01<MAF≤0.05 0.05<MAF≤0.1 0.1<MAF≤0.2 0.2<MAF≤0.3 0.3<MAF≤0.4 0.4<MAF≤0.5
Affy 100K 11.5 26.4 38.5 45.5 47.5 49.2
Illm 250K 19.7 43.8 60.8 69.1 71.1 72.9
Illm 300K 11.1 53.6 76.6 86.6 89.5 90.9
Illm 370K 13.2 55.1 77.8 87.7 90.5 91.8
Affy 5.0 24.6 49.5 68.6 78.5 81.5 82.9
Affy 500K 26.2 51.8 70.5 80.2 82.8 84.3
Illm 550K 24.8 63.9 83.5 91.5 93.3 94.3
Illm 610K 25.3 63.8 83.5 91.5 93.4 94.4
Affy 6.0 35.2 64.5 81.8 90.0 91.9 93.0
Illm 1M 35.5 69.7 86.9 94.2 95.8 96.5
Illm2.5M 66.6 81.7 91.7 96.5 97.5 98.0
Illm5M 81.3 85.3 92.7 96.9 97.7 98.1

Array 0.01<MAF≤0.05 0.05<MAF≤0.1 0.1<MAF≤0.2 0.2<MAF≤0.3 0.3<MAF≤0.4 0.4<MAF≤0.5
Affy 100K 14.6 28.0 35.7 45.3 48.3 49.6
Illm 250K 31.7 49.3 58.2 69.2 73.2 74.2
Illm 300K 25.9 48.2 62.1 79.4 86.5 88.8
Illm 370K 27.5 50.3 63.9 80.6 87.7 89.7
Affy 5.0 31.7 54.0 63.8 76.6 81.5 83.2
Affy 500K 33.3 56.2 65.6 78.3 83.0 84.4
Illm 550K 36.0 64.4 74.4 87.7 92.6 93.8
Illm 610K 36.4 64.5 74.5 87.8 92.7 94.0
Affy 6.0 42.7 67.2 75.4 87.4 91.9 93.0
Illm 1M 44.5 70.7 78.9 90.9 95.4 96.4
Illm2.5M 62.8 80.7 85.3 94.3 97.3 97.9
Illm 5M 65.5 82.1 85.9 94.6 97.5 98.1

Array 0.01<MAF≤0.05 0.05<MAF≤0.1 0.1<MAF≤0.2 0.2<MAF≤0.3 0.3<MAF≤0.4 0.4<MAF≤0.5
Affy 100K 3.5 9.5 18.7 27.4 30.1 31.3
Illm 250K 5.1 16.6 37.1 49.5 51.3 51.4
Illm 300K 6.6 16.3 32.8 50.7 60.0 64.3
Illm 370K 7.4 18.6 35.7 53.7 62.9 66.9
Affy 5.0 10.1 26.4 45.9 59.5 63.4 64.9
Affy 500K 11.2 28.6 48.5 62.0 65.6 66.9
Illm 550K 10.3 27.1 54.3 72.7 78.3 80.2
Illm 610K 10.7 28.2 54.7 72.8 78.3 80.3
Affy 6.0 18.7 45.2 66.8 78.6 81.3 82.3
Illm 1M 19.3 45.9 69.3 83.0 86.8 88.2
Illm2.5M 48.2 80.5 87.1 91.8 92.9 93.5
Illm 5M 72.1 82.3 88.7 93.2 94.2 94.7
aMAF: Minor allele frequency.

European Ancestry

Asian Ancestry

African Ancestry
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Table A1.3. The percent of SNPs in 1,000 Genomes Project data covered at pairwise
r2>0.8 by each SNP array, by SNP MAF and population.

Array 0.01<MAF≤0.05 0.05<MAF≤0.1 0.1<MAF≤0.2 0.2<MAF≤0.3 0.3<MAF≤0.4 0.4<MAF≤0.5
Affy 100K 7.4 17.9 25.8 30.2 30.6 31.6
Illm 250K 12.5 29.5 41.1 46.3 46.9 48.5
Illm 300K 5.3 38.7 59.8 69.4 72.5 74.4
Illm 370K 6.9 40.7 61.9 71.5 74.5 76.3
Affy 5.0 16.9 36.6 52.3 60.7 62.8 64.2
Affy 500K 18.2 38.7 54.4 62.8 64.8 66.1
Illm 550K 15.7 50.4 70.7 79.6 81.7 83.3
Illm 610K 16.3 50.4 70.5 79.4 81.5 83.0
Affy 6.0 25.7 51.9 68.8 77.6 79.7 80.9
Illm 1M 25.3 57.6 76.6 85.4 87.5 88.7
Illm2.5M 55.0 73.0 85.2 91.3 92.6 93.4
Illm5M 72.3 78.7 87.6 92.7 93.7 94.4

Array 0.01<MAF≤0.05 0.05<MAF≤0.1 0.1<MAF≤0.2 0.2<MAF≤0.3 0.3<MAF≤0.4 0.4<MAF≤0.5
Affy 100K 8.7 17.3 23.1 30.0 31.4 32.8
Illm 250K 14.2 31.9 39.0 47.5 49.6 51.1
Illm 300K 15.9 31.4 44.1 60.0 67.3 70.2
Illm 370K 17.2 33.2 46.0 62.0 69.3 72.0
Affy 5.0 20.9 37.7 47.5 59.3 63.2 65.4
Affy 500K 22.1 39.7 49.4 61.4 65.2 67.2
Illm 550K 23.5 47.2 59.8 74.8 80.4 82.5
Illm 610K 24.0 47.2 59.8 74.7 80.3 82.4
Affy 6.0 30.0 51.1 61.5 74.8 79.7 81.6
Illm 1M 31.5 54.9 66.7 81.1 86.4 88.3
Illm2.5M 49.9 68.2 76.8 88.1 92.0 93.2
Illm 5M 54.1 71.4 78.8 89.5 93.0 94.2

Array 0.01<MAF≤0.05 0.05<MAF≤0.1 0.1<MAF≤0.2 0.2<MAF≤0.3 0.3<MAF≤0.4 0.4<MAF≤0.5
Affy 100K 1.7 4.9 10.0 15.6 17.0 17.8
Illm 250K 2.3 8.0 20.5 28.2 28.9 28.4
Illm 300K 3.2 8.3 17.7 29.4 35.9 39.3
Illm 370K 3.5 9.8 19.8 32.2 38.8 42.2
Affy 5.0 5.1 14.8 28.0 39.0 42.2 43.5
Affy 500K 5.6 16.2 30.1 41.2 44.3 45.6
Illm 550K 5.1 14.5 33.7 49.7 55.1 57.4
Illm 610K 5.3 15.4 34.4 50.2 55.7 58.0
Affy 6.0 9.4 27.3 45.9 58.5 61.9 63.4
Illm 1M 10.0 27.9 48.2 63.7 68.7 71.0
Illm2.5M 48.2 59.4 69.0 77.0 79.1 80.5
Illm 5M 51.3 63.0 73.0 80.8 82.8 83.9
aMAF: Minor allele frequency.

European Ancestry

Asian Ancestry

African Ancestry
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Table A1.4. The percent of SNPs in 1,000 Genomes Project data covered at pairwise
r2>0.99 by each SNP array, by SNP MAF and population.

Array 0.01<MAF≤0.05 0.05<MAF≤0.1 0.1<MAF≤0.2 0.2<MAF≤0.3 0.3<MAF≤0.4 0.4<MAF≤0.5
Affy100K 6.8 12.0 32.6 34.2 33.0 32.5
Illm250K 11.6 19.9 22.0 21.2 19.5 19.1
Illm300K 4.3 26.0 32.8 32.9 31.5 31.0
Illm370K 5.8 27.8 34.8 35.0 33.6 32.9
Affy5.0 15.9 26.6 32.6 34.2 33.0 32.5
Affy500K 17.1 28.4 34.4 35.9 34.6 34.0
Illm550K 14.3 36.7 44.3 44.5 42.7 42.2
Illm610K 14.9 36.9 44.5 44.8 43.1 42.5
Affy6.0 24.4 39.9 47.0 48.8 47.7 46.9
Illm1M 23.9 44.7 53.2 54.9 54.0 53.3
Illm2.5M 53.5 60.7 63.9 63.5 61.4 60.4
Illm5M 71.1 68.5 69.8 69.1 67.3 66.3

Array 0.01<MAF≤0.05 0.05<MAF≤0.1 0.1<MAF≤0.2 0.2<MAF≤0.3 0.3<MAF≤0.4 0.4<MAF≤0.5
Affy 100K 7.3 10.5 11.3 13.5 13.4 13.6
Illm 250K 11.8 19.3 19.2 21.2 21.1 21.3
Illm 300K 13.6 19.6 23.3 29.5 31.8 33.0
Illm 370K 14.8 21.1 24.7 31.3 33.6 34.9
Affy 5.0 18.3 25.2 27.5 32.7 33.6 34.7
Affy 500K 19.5 26.8 29.0 34.4 35.2 36.2
Illm 550K 20.5 31.5 34.7 41.6 43.7 34.9
Illm 610K 20.9 31.7 35.0 42.0 44.0 45.0
Affy 6.0 26.9 36.4 39.2 46.3 48.3 49.5
Illm 1M 28.3 39.5 43.4 51.7 54.7 55.8
Illm2.5M 46.4 52.8 54.5 60.6 62.4 63.0
Illm 5M 51.1 58.1 59.8 66.5 68.4 69.1

Array 0.01<MAF≤0.05 0.05<MAF≤0.1 0.1<MAF≤0.2 0.2<MAF≤0.3 0.3<MAF≤0.4 0.4<MAF≤0.5
Affy 100K 1.5 3.0 5.1 7.3 7.7 7.9
Illm 250K 2.0 4.7 10.2 12.8 12.7 12.2
Illm 300K 2.9 5.2 9.5 14.5 17.3 18.6
Illm 370K 3.2 6.1 10.7 16.0 18.9 20.2
Affy 5.0 4.6 9.6 16.2 21.2 22.6 22.8
Affy 500K 5.1 10.6 17.6 22.7 24.1 24.2
Illm 550K 4.6 9.2 18.4 25.5 27.9 28.6
Illm 610K 4.8 9.8 19.0 26.0 28.6 29.3
Affy 6.0 8.5 18.2 27.8 33.9 35.6 35.8
Illm 1M 9.1 18.6 29.2 37.4 40.3 41.2
Illm2.5M 45.9 41.4 44.0 47.0 47.7 48.1
Illm 5M 49.0 46.2 50.8 55.3 56.3 56.7
aMAF: Minor allele frequency.

European Ancestry

Asian Ancestry

African Ancestry
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CHAPTER 2 

Figure A2.1. Boxplots showing the distribution of the number of genes in the 1,721 
human pathways from the NCBI BioSystems Database with n=10 to 500 RefSeq genes, 
by original pathway source. 
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Figure A2.2. Type I error rates from null simulation experiments using random forest 
models, by category of the four pathway mutation rate summary measures considered. 
Type I error rates were calculated by counting pathways with a p-value of <0.05 
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Figure A2.3. Power of random forests to detect mutated pathways in simulation 
experiments, with and without applying an overlap filter to limit the proportion of shared 
genes between pathways.  

 

The top main panel shows the ranges of simulated mutation rates for each pathway. Each 
horizontal bar represents a different pathway, with gray regions representing genes belonging 
only to that pathway, and red regions representing the overlap (genes shared) between 
pathways A and B. Mutation rates were generated by sampling from a uniform distribution within 
each gray or red region of the pathway. Points are placed at the overall expected median 
mutation rate for each pathway on the x-axis, and lines connect pathways with the same overlap 
percent and number of genes but different mutation rates. The vertical dotted gray line at 0.75 is 
provided to ease comparison across overlap experiments. 
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Figure A2.4. Heatmap showing the proportion of pairwise overlap among the 1,721 
human pathways from the NCBI BioSystems Database with 10-500 genes.  

 

Rows and columns of the heatmap represent pathways, sorted by size so that the smallest 
pathways are in the upper left corner and the largest pathways are in the lower right corner. 
Pairwise overlap proportions in each cell represent the number of shared genes divided by the 
total number of genes in pathways of equal or greater size. 
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Figure A2.5. Diagram showing the filtering process used on the NCI-60 cell line and 
Complete Genomics prostate cancer data to select mutations of interest and high 
quality.  
 

 
 

Blue boxes show criteria for mutations of scientific interest, yellow boxes show the criteria for 
selecting mutations with high confidence. Genic is defined as occurring in promoter, 5’UTR, 
exon, intron, or 3’ UTR regions of RefSeq genes. Repetitive regions were defined as those 
containing microsattelite or other simple repeats, interspersed repeats (e.g. LINEs), segmental 
duplications, and self-chained regions, all obtained from the UCSC Genome Browser and 
merged with the mutations by position. Zygosity, read depth and quality score filters were 
applied to both the germline and tumor data, and were determined by the genotype calling and 
annotation software (GATK, DePristo et al. 2011), mpileup (Li et al. 2009), and Annovar (Wang 
et al. 2010) for the NCI60 data, and Complete Genomics Cancer Sequencing pipeline 2.0 
(Drmanac et al. 2010) for the prostate cancer data). Known zygosity refers to whether germline 
variants and tumor mutations were determined to be homozygous or heterozygous without 
ambiguity. Quality scores are Phred-like scores from Illumina/GATK for the NCI60 data and 
Complete Genomics for the prostate cancer data. 
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Figure A2.6. Histogram and normal curve showing the distribution of mutation rates for 
genes with >1 mutation in the four Complete Genomics prostate cancer patients 
(averaged across tumor samples) 
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Figure A2.7. Histograms and normal curves showing the distribution of mutation rates 
for genes with >1 mutation in the NCI-60 tumor cell lines (averaged across cell lines), by 
cancer type 
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Table A2.1. The union and intersection between cancer types of the top ten pathways in 
the NCI-60 cell line data, with the number of genes (N) and median number of 
mutations per megabase (Rate) for mutated genes in each pathway 

 

 

Pathway No. of
(Source) Cancers N Rate N Rate N Rate N Rate N Rate N Rate N Rate N Rate N Rate
Formation of a pool of free 40S 
subunits (REACTOME) 4 8 32.5 10 31.2 6 166.2 6 45.0

Peptide chain elongation 
(REACTOME) 4 6 40.1 9 27.0 9 35.1 6 43.1

Taste transduction (KEGG) 4 6 31.2 14 7.0 6 69.1 10 11.0
Peptide ligand-binding receptors 
(REACTOME) 4 9 17.3 16 18.5 18 18.0 19 27.7

Cytoplasmic Ribosomal Proteins 
(WikiPathways) 4 11 21.9 7 32.7 7 145.1 6 41.4

Eukaryotic Translation Termination 
(REACTOME) 3 5 55.6 7 27.7 8 36.1

Influenza Viral RNA Transcription and 
Replication (REACTOME) 3 10 24.4 9 29.6 5 187.3

Ribosome (KEGG) 3 11 40.1 14 26.2 5 187.3
Beta defensins (REACTOME) 2 6 29.6 7 55.1
L13a-mediated translational silencing 
of Ceruloplasmin expression 
(REACTOME)

2 10 27.5 8 31.0

Eukaryotic Translation Initiation 
(REACTOME) 2 12 24.6 11 29.6

Aquaporin-mediated transport 
(REACTOME) 2 7 12.2 9 17.0

Amyloids (REACTOME) 2 6 25.0 6 16.0
Nonsense Mediated Decay  
independent of the Exon Junction 
Complex (REACTOME)

2 6 38.9 10 28.5

Translation (REACTOME) 2 11 27.1 14 27.3
IL4-mediated signaling events 
(Pathway Interaction Database) 2 9 18.2 16 4.4

SRP-dependent cotranslational 
protein targeting to membrane 
(REACTOME)

2 12 28.0 5 187.3

Allograft rejection (KEGG) 1 5 39.5
Creation of C4 and C2 activators 
(REACTOME) 1 5 17.1

GRB2:SOS provides linkage to MAPK 
signaling for Integrins (REACTOME) 1 5 8.2

Graft-versus-host disease (KEGG) 1 5 29.4
SCF(Skp2)-mediated degradation of 
p27/p21 (REACTOME) 1 6 20.9

Immunoregulatory interactions 
between a Lymphoid and a non-
Lymphoid cell (REACTOME)

1 13 18.0

Alpha-synuclein signaling (Pathway 
Interaction Database) 1 5 8.3

IRS-mediated signalling 
(REACTOME) 1 6 32.3

IL6-mediated signaling events 
(Pathway Interaction Database) 1 7 11.1

Respiratory electron transport; ATP 
synthesis by chemiosmotic coupling; 
and heat production by uncoupling 
proteins. (REACTOME)

1 9 27.8

Budding and maturation of HIV virion 
(REACTOME) 1 7 11.6

Base excision repair (KEGG) 1 8 8.4
Antigen processing and presentation 
(KEGG) 1 11 28.7

Laminin interactions (REACTOME) 1 15 6.5
Pertussis (KEGG) 1 16 15.9
Herpes simplex infection (KEGG) 1 18 5.4

Ovary Prostate RenalBreast CNS Colon Leukemia Melanoma Lung

Karla Lindquist
Rectangle



143 
 

Table A2.1, continued. The union and intersection between cancer types of the top ten 
pathways in the NCI-60 cell line data, with the number of genes (N) and median number 
of mutations per megabase (Rate) for mutated genes in each pathway 

 

Pathway No. of
(Source) Cancers N Rate N Rate N Rate N Rate N Rate N Rate N Rate N Rate N Rate

GTP hydrolysis and joining of the 60S 
ribosomal subunit (REACTOME) 1 7 27.1

RNA transport (KEGG) 1 15 6.3
Hepatitis B (KEGG) 1 18 6.6
Wnt signaling pathway (KEGG) 1 19 7.8
Inflammatory Response Pathway 
(WikiPathways) 1 11 9.5

Glycolysis / Gluconeogenesis (KEGG) 1 13 8.0

Electron Transport Chain 
(WikiPathways) 1 15 9.9

Translocation of GLUT4 to the 
plasma membrane (REACTOME) 1 16 8.0

Progesterone-mediated oocyte 
maturation (KEGG) 1 18.5 5.3

Oocyte meiosis (KEGG) 1 19 4.9
Class C/3 (Metabotropic 
glutamate/pheromone receptors) 
(REACTOME)

1 5 116.1

Interferon alpha/beta signaling 
(REACTOME) 1 9 18.6

Toxoplasmosis (KEGG) 1 18.5 10.7

Pyrimidine metabolism (REACTOME) 1 5 16.2

Eukaryotic Translation Elongation 
(REACTOME) 1 7 32.7

APC/C:Cdc20 mediated degradation 
of mitotic proteins (REACTOME) 1 6 30.0

Class B/2 (Secretin family receptors) 
(REACTOME) 1 6 19.4

Histidine metabolism (KEGG) 1 6 36.8
O-glycosylation of TSR domain-
containing proteins (REACTOME) 1 8 19.2

Transport of inorganic cations/anions 
and amino acids/oligopeptides 
(REACTOME)

1 14 18.1

FoxO family signaling (Pathway 
Interaction Database) 1 5 5.7

Cardiac Progenitor Differentiation 
(WikiPathways) 1 8 13.9

p53-Independent DNA Damage 
Response (REACTOME) 1 9 11.6

Cyclin E associated events during 
G1/S transition (REACTOME) 1 11 11.6

p53-Dependent G1/S DNA damage 
checkpoint (REACTOME) 1 11 10.2

G1/S DNA Damage Checkpoints 
(REACTOME) 1 12 10.9

Cell cycle (WikiPathways) 1 15 5.1
Renin-angiotensin system (KEGG) 1 5 5.7
SRP-dependent cotranslational 
protein targeting to membrane 
(REACTOME)

1 5 187.3

G1/S DNA Damage Checkpoints 
(REACTOME) 1 12 10.9

IRS-related events triggered by 
IGF1R (REACTOME) 1 11 2.7

p53-Independent DNA Damage 
Response (REACTOME) 1 9 11.6

Cardiac Progenitor Differentiation 
(WikiPathways) 1 8 13.9

PI3K Cascade (REACTOME) 1 8 2.6
Cytoplasmic Ribosomal Proteins 
(WikiPathways) 1 6 41.4

Prostate RenalBreast CNS Colon Leukemia Melanoma Lung Ovary

Karla Lindquist
Rectangle
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CHAPTER 3 

Figure A3.1. Distribution of log10-transformed average somatic mutation rates for the 24 
tumors 
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Table A3.1. GEMCaP test results and copy number comparisons for loxi based on 
expected loss/gain status 
    Expected Losses   Expected Gains 

Patient GEMCaP+1 % 
Gains 

% 
Losses 

Median 
(range)  

copy number 
P2 % 

Gains 
% 

Losses 

Median 
(range)  
copy 

number 
1 No 0 22 1.8 (1.2-2.0) 

 
0 0 2.0 (1.8-2.1) 

2 No 0 4† 2.0 (1.7-2.0) 
 

0 0 2.0 (1.7-2.1) 
3 No 0 0 2.0 (1.6-2.0) 

 
0 0 1.9 (1.7-2.1) 

4 No 0 0 1.9 (1.7-2.0) 
 

0 0 2.0 (1.9-2.4) 
5 Yes 4 26 2.0 (1.1-2.8) 

 
0 7 1.9 (1.3-2.1) 

6 No 0 0 1.9 (1.8-2.1) 
 

0 0 2.0 (1.9-2.1) 
7 No 0 0 2.0 (1.8-2.0) 

 
0 0 2.0 (2.0-2.1) 

8 No 0 0 1.9 (1.6-2.2) 
 

0 0 2.1 (1.8-2.3) 
9 No 0 0 2.0 (1.8-2.1) 

 
0 0 2.0 (1.8-2.1) 

10 No 0 0 1.8 (1.7-2.3) *** 0 0 2.3 (2.2-2.5) 
11 No 0 0 1.9 (1.7-2.3) *** 21 0 2.4 (2.3-2.7) 
12 No 0 0 2.0 (1.6-2.0) 

 
0 0 2.0 (2.0-2.0) 

13 No 0 30 2.0 (1.3-2.0) 
 

0 0 2.0 (1.9-2.1) 
14 No 0 22 2.0 (1.4-2.0) 

 
0 0 2.0 (1.9-2.1) 

15 No 0 0 2.0 (1.5-2.1) 
 

0 0 1.9 (1.8-2.3) 
16 Yes 0 393 2.0 (1.3-2.1) 

 
0 0 2.0 (1.9-2.0) 

17 No 0 0 1.8 (1.8-2.0) 
 

0 0 2.0 (1.9-2.0) 
18 No 0 0 2.0 (1.7-2.1) 

 
0 0 2.0 (1.9-2.1) 

19 No 0 0 1.9 (1.6-2.1) 
 

0 0 2.0 (1.9-2.1) 
20 No 0 0 2.0 (1.6-2.9) 

 
0 0 2.2 (1.9-2.4) 

21 No 0 0 2.0 (1.5-2.3) 
 

0 0 2.0 (2.0-2.5) 
22 No 0 0 1.8 (1.6-2.1) 

 
0 0 2.0 (1.9-2.2) 

23 No 0 93 1.6 (1.2-2.1) * 0 0 2.0 (1.8-2.2) 
24 No 0 0 2.1 (1.8-2.1)   0 0 1.9 (1.8-2.1) 

1GEMCaP+ indicates that >20% of GEMCaP loci were positive for  
2The p-value is from a Wilcoxon rank sum test for difference in copy number levels between loci 
with expected gains versus losses, Bonferroni-corrected for multiple comparisons (*p<0.05, 
**p<0.01, ***p<0.001) 
3Includes copy neutral losses  
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Table A3.2. Summary of structural rearrangements found in 24 tumor samples

Sample Deletions Duplications 
(distal)

Duplications 
(tandem) Inversions Translocations Complex* Total

1 17 9 10 38 3 45 128
2 15 3 4 3 7 13 45
3 13 6 5 14 1 11 50
4 17 3 4 16 4 17 61
5 39 3 5 6 6 23 82
6 24 15 3 11 0 16 69
7 21 3 8 4 5 20 61
8 29 4 6 6 6 18 69
9 37 2 10 9 15 36 109

10 52 7 11 25 1 32 128
11 23 3 6 4 6 20 62
12 17 3 4 4 2 26 56
13 52 5 15 30 3 15 120
14 9 5 3 0 0 12 29
15 57 60 22 92 20 58 309
16 49 40 5 45 8 33 180
17 29 13 6 14 3 26 91
18 22 2 5 3 3 24 59
19 32 3 9 13 8 16 81
20 50 54 21 53 11 41 230
21 16 6 50 4 7 11 94
22 106 11 31 89 22 35 294
23 40 4 12 22 5 18 101
24 22 34 7 9 3 20 95

Median 
(Range)

27                      
(9-106)

5                          
(2-60)

7                                
(3-50)

12                           
(0-92)

5                                    
(0-22)

20                             
(11-58)

87                    
(29-309)

*Complex rearrangements are those involving multiple breakpoints and do not fit into any of the other categories
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Table A3.3. Gene fusions occurring in one or more of the 24 tumors 

1del: deletion; inv: inversion; transloc: interchromosomal translocation; inv/transloc: inversion 
and intrachromosomal translocation 
2CDS: coding DNA sequence (indicating the location of the breakpoint) 
 

 

Patient Cause of 
fusion Left gene Right gene Left/right 

chrom
Left break 
position

Right break 
position

Left/right 
strand

Left/right 
CDS1

Left/right 
exon

13 transloc ABCB5 EXT1 7/8 20710244 118956937 +/+ yes/yes no/no
9 inv/transloc AIDA CAPN8 1/1 222867353 223821464 -/- yes/yes no/no
9 inv AIDA CAPN8 1/1 222872509 223821575 -/+ yes/yes no/no
18 transloc AMBRA1 HLF 11/17 46443868 53345864 +/- yes/yes no/no
16 transloc APC IDE 5/10 112103753 94286420 +/+ yes/yes no/no
10 inv/transloc ARHGAP26 STK32A 5/5 142437902 146622519 -/- yes/yes no/no
21 inv/transloc ARNT2 KIAA1199 15/15 80834040 81195412 -/- yes/yes no/no
21 inv/transloc ATP6V1D ZFYVE26 14/14 67825018 68241339 -/- yes/yes no/no
11 inv B3GALTL ARHGEF7 13/13 31884916 111896484 +/- yes/yes no/no
16 del C6orf7 NCOA7 6/6 80531175 126227414 +/+ yes/yes no/no
21 inv/transloc CAP2 KIF13A 6/6 17418523 17783211 -/- no/yes no/no
9 transloc CAPN13 PTPRD 2/9 31008915 9790280 +/- yes/no no/no
10 transloc CHST13 GRK1 3/13 126258555 114426049 -/+ yes/yes no/yes
2 transloc CPNE4 POLR3E 3/16 131661355 22317672 -/+ no/yes no/no
21 inv/transloc CRY2 AMBRA1 11/11 45875965 46539710 -/- yes/yes no/no
20 inv/transloc CSMD1 KCNB2 8/8 3829219 73596224 -/- yes/yes no/no
5 transloc CTDSPL2 ZNF74 15/22 44725181 20756183 -/- no/yes no/no
12 inv DHCR24 PRKAA2 1/1 55345012 57156333 -/+ yes/yes no/no
21 inv/transloc DNAH14 SRP9 1/1 225563977 225974950 -/- yes/yes no/no
22 inv DPP10 THSD7B 2/2 116228674 138266703 -/+ yes/yes no/no
15 del DPY19L1 TBX20 7/7 35076091 35283606 +/+ yes/yes no/no
1 inv DPY19L4 SDC2 8/8 95769809 97522282 -/+ yes/yes no/no
1 inv DPY19L4 SDC2 8/8 95769944 97552405 +/- yes/yes no/no
11 transloc DYNC1I1 PMFBP1 7/16 95613644 72182633 +/- yes/yes no/no
3 inv/transloc EIF2S1 PLEK2 14/14 67834210 67862987 -/- yes/yes no/no
15 inv/transloc EIF2S1 PLEK2 14/14 67834210 67862987 -/- yes/yes no/no
20 del EIF4G3 ALPL 1/1 21248374 21858860 +/+ yes/no no/no
2 del ERG TMPRSS2 21/21 39867701 42873670 +/+ yes/no no/no
7 del ERG TMPRSS2 21/21 39825390 42872591 +/+ yes/no no/no
9 del ERG TMPRSS2 21/21 39883023 42872830 +/+ yes/no no/no
11 del ERG TMPRSS2 21/21 39877241 42867924 +/+ yes/yes no/no
17 del ERG TMPRSS2 21/21 39872447 42871103 +/+ yes/no no/no
20 inv/transloc ETV3 KCNT2 1/1 157098872 196309672 -/- yes/yes no/yes
22 inv/transloc FAM190A GRID2 4/4 92085802 93257444 -/- yes/yes no/no
11 del FARS2 SNRNP48 6/6 5353873 7609935 +/+ no/no no/yes
22 transloc FBXL17 LINGO2 5/9 107429538 28457086 +/- yes/no no/no
10 inv FGF1 KCTD16 5/5 142057374 143563315 +/- no/no no/no
13 inv FGF14 FAM155A 13/13 102671988 108388964 +/- yes/yes no/no
13 inv FGF14 FAM155A 13/13 102675767 108410727 -/+ yes/yes no/no
17 del FLT1 MTUS2 13/13 28959301 29658325 +/+ yes/yes no/no
21 inv/transloc GOLGA4 PLCD1 3/3 37359734 38062167 -/- yes/yes no/no
21 inv/transloc GPC6 ABCC4 13/13 94828626 95741403 -/- yes/yes no/no
1 inv HDAC9 DGKI 7/7 18478288 137380866 +/- yes/yes no/no
24 del HECW1 STK17A 7/7 43486670 43666975 +/+ yes/no no/yes
22 inv HNMT LRP1B 2/2 138757752 142349454 -/+ yes/yes no/no
10 del KCNB2 OC10013030 8/8 73718212 74160863 +/+ yes/yes no/no
7 transloc KCNU1 CHD9 8/16 36765534 53258471 +/- yes/yes no/no
10 inv KCTD16 SH3RF2 5/5 143751910 145423094 -/+ yes/yes no/no
23 transloc KDM5A ABCC4 12/13 416146 95778974 -/- yes/yes yes/no
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Table A3.3, continued. Gene fusions occurring in one or more of the 24 tumors 

1del: deletion; inv: inversion; transloc: interchromosomal translocation; inv/transloc: inversion 
and intrachromosomal translocation 
2CDS: coding DNA sequence (indicating the location of the breakpoint) 
 

 

Patient Cause of 
fusion Left gene Right gene Left/right 

chrom
Left break 
position

Right break 
position

Left/right 
strand

Left/right 
CDS1

Left/right 
exon

10 inv KIAA0146 C8orf44-SGK 8/8 48531173 67604937 -/+ yes/no no/no
15 inv KIAA0825 PCBD2 5/5 93905829 134259158 -/+ no/yes no/no
22 del KIAA1324L MLL3 7/7 86530225 151998910 +/+ yes/yes no/no
22 inv/transloc KIAA1324L ZNF804B 7/7 86538550 88666209 -/- yes/yes no/no
15 transloc KIAA2018 KCNB2 3/8 113408941 73775832 -/+ no/yes no/no
3 del LBH NRXN1 2/2 30477083 50644962 +/+ yes/yes no/no
21 inv/transloc LIN28B PREP 6/6 105527630 105801269 -/- no/yes yes/no
3 inv LMBR1 WDR60 7/7 156540279 158720241 -/+ yes/yes no/no
9 transloc LRRC40 CNTLN 1/9 70641811 17500530 +/- yes/yes no/no
20 inv/transloc MCPH1 KCNB2 8/8 6289885 73638954 -/- yes/yes no/no
20 inv/transloc MCPH1 SLCO5A1 8/8 6394937 70622460 -/- yes/yes no/no
5 del MED13L TAOK3 12/12 116436582 118668678 +/+ yes/yes no/no
7 transloc MEMO1 STARD13 2/13 32233228 34020981 -/+ yes/yes no/no
8 inv MYH13 TRIM16 17/17 10271104 15558157 -/+ no/no no/no
5 transloc NAA16 SLC30A4 13/15 41905034 45813515 +/- yes/yes no/no
22 inv/transloc NCEH1 SPATA16 3/3 172367817 172665200 -/- yes/yes no/no
10 transloc NEDD4L TMPRSS2 18/21 56050101 42856873 -/- yes/yes no/no
6 transloc OAT CDC27 10/17 126089349 45213859 +/- yes/yes no/no
8 transloc OAT CDC27 10/17 126089349 45213859 +/- yes/yes no/no
14 transloc OAT CDC27 10/17 126089349 45213859 +/- yes/yes no/no
22 transloc OAT CDC27 10/17 126089349 45213859 +/- yes/yes no/no
18 transloc PDZD2 GRK1 5/13 32003000 114426105 -/+ yes/yes no/yes
2 inv PHLDB2 CPNE4 3/3 111689857 131660554 +/- yes/no no/no
23 inv PKNOX2 OPCML 11/11 125075145 133252594 -/+ no/yes no/no
23 inv PRIM2 KHDRBS2 6/6 57419790 62971516 -/+ yes/yes no/no
9 del QRICH2 PRPSAP1 17/17 74295953 74312003 +/+ yes/yes no/no
21 transloc RAD18 F2R 3/5 8939067 76029182 -/- yes/yes no/yes
7 transloc RAPGEF4 STIM2 2/4 173810029 27017791 +/- yes/yes no/no
13 transloc RBMS2 FSIP1 12/15 56989372 39994637 -/- no/yes yes/no
17 inv/transloc RBMS3 PDZRN3 3/3 29802261 73509817 -/- yes/yes no/no
17 inv/transloc RBMS3 SHQ1 3/3 29794037 72884892 -/- yes/yes no/no
21 inv/transloc RNF185 DRG1 22/22 31565595 31813763 -/- no/yes no/no
9 transloc RNLS MPHOSPH9 10/12 90034775 123674780 -/+ yes/yes yes/no
7 transloc SCRN1 DRAM1 7/12 29972279 102314075 +/- yes/yes no/no
21 transloc SEC61A1 AACS 3/12 127790460 125608094 -/+ no/yes yes/no
23 inv SERTM1 DOCK9 13/13 37262582 99589487 +/- no/yes no/no
23 del SIAE NTM 11/11 124505971 131359958 +/+ no/yes yes/no
5 inv/transloc SLC45A3 NUCKS1 1/1 205643492 205710204 -/- no/yes no/no
20 inv SLCO5A1 STAU2 8/8 70654618 74581020 -/+ yes/yes no/no
12 transloc SORBS2 C9orf80 4/9 186551716 115477357 +/+ yes/yes yes/no
7 del SOS2 L2HGDH 14/14 50618456 50734285 +/+ yes/yes no/no
22 inv/transloc TEK MOB3B 9/9 27141589 27462572 -/- yes/no no/no
15 inv THEMIS PTPRK 6/6 128036959 128817338 +/- yes/yes no/no
15 inv/transloc THEMIS PTPRK 6/6 128059609 128426167 -/- yes/yes no/no
9 del TMPRSS2 PKNOX1 21/21 42859300 44410887 +/+ yes/no no/no
22 del TRPS1 SAMD12 8/8 116505944 119278780 +/+ yes/yes no/no
11 transloc UNC79 BCL3 14/19 94097529 45262967 -/+ yes/no no/yes
23 transloc YARS KCND2 1/7 33247715 120095583 +/+ yes/yes no/no
20 del ZNF804A ITGAV 2/2 185771894 187527681 +/+ yes/yes no/no
22 inv ZNF804B LAMB4 7/7 88821768 107688612 +/- yes/yes no/no
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Figure A3.2.Distribution of methylated probe intensities after filtering and processing to 
remove biases.  
 

 
 

 
(A) Box plots showing log2 CpG site intensities by color channel and sample. (B) Density 

plot showing log2 CpG site intensities by sample. 
 
t1/n1meth: patient 1; t3/n3meth: patient 3; t5/n1meth: patient 5; t13/n13meth: patient 13; 
t15/n15meth: patient 15 (t=tumor, n=normal) 
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