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ABSTRACT OF THE DISSERTATION 

 

Architecture Support of 
Customizable Domain-Specific Computing 

by 

Chunyue Liu 

Doctor of Philosophy in Computer Science 

University of California, Los Angeles, 2012 

Professor Jason Cong, Chair 

 

This dissertation investigates the power-efficient high-performance architecture support 

for customizable domain-specific computing at both memory and communication levels 

in a customizable heterogeneous platform (CHP). 

In domain-specific computing, the memory access pattern can be obtained through 

offline analysis. With this knowledge, the cores and the accelerators in the CHP can use 

on-chip scratchpad memory (SPM) and buffers to directly manage the data replacement 

in order to save off-chip memory bandwidth. We propose efficient schemes to hybrid the 

SPM and primary caches, and to also hybrid buffers and the shared last-level cache 

(LLC). In the hybrid primary cache, due to its low associativity, the problem of balancing 

the cache set utilization when the SPM is allocated in the cache is critical. We propose an 

adaptive hybrid cache (AH-Cache) to dynamically remap SPM blocks from high-demand 

cache sets to low-demand cache sets. In the hybrid LLC (typically designed as a 

nonuniform cache architecture, NUCA), the problem of resource contention and 
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fragmentation becomes crucial. We propose a buffer-in-NUCA (BiN) scheme to assign 

shared buffer spaces to accelerators that can best utilize the additional buffer space, and 

use flexible paged buffer allocation to limit the impact of buffer fragmentation. 

In domain-specific computing, the communication pattern can be also obtained through 

offline analysis. With this knowledge, the topology and routing scheme in the CHP 

communication subsystem can be customized to dynamically adapt to the known 

communication pattern. For the topology customization, we propose application-specific 

shortcuts and multicast realized by radio frequency interconnects (RF-I) overlaid 

network-on-chip (NoC). At runtime, we can flexibly allocate RF-I bandwidth to adapt the 

NoC topology to the known communication requirement of an application. For the 

routing customization, we propose an power-efficient application-specific cycle 

elimination and splitting (ACES) routing scheme to avoid restricting the critical routes of 

an application while achieving deadlock-free for irregular NoCs.  

To further demonstrate the feasibility and effectiveness of these techniques, we develop 

a CHP prototype on Xilinx FPGA with shared accelerators and buffers. The buffer 

sharing is achieved through a cost-efficient partial-crossbar to reduce the sharing 

overhead on timing and area. 
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Chapter 1.  Introduction 
 

 

1.1 Customizable Domain-Specific Computing 
As pointed out in [1], in order to meet ever-increasing computing needs and overcome 

power density limitations, the computing industry has halted simple processor frequency 

scaling and entered the era of parallelization, with tens to hundreds of computing cores 

integrated in a single processor, and hundreds to thousands of computing servers 

connected in a warehouse-scale data center. However, such highly parallel, 

general-purpose computing systems still face serious challenges in terms of performance, 

power, heat dissipation, space, and cost. Recently, the research focus has moved from 

parallelization to domain-specific customization as the next disruptive technology [1].  

This can be attributed to the following three observations:  

First, each user or enterprise typically has a high computing demand in one or a few 

selected application domains (e.g., graphics for game developers, circuit simulation for 

integrated circuit design houses, financial analytics for investment banks). Therefore, it is 

possible to develop a customizable computing platform where computing engines and 

interconnects can be specialized to a particular application domain, thus gaining 

significant improvements in power-performance efficiency compared to a 

general-purpose architecture.  

Second, the performance gap between a totally customized solution (using an 

application-specific integrated circuit (ASIC)) and a general-purpose solution can be very 

large. A case study of the 128-bit key AES encryption algorithm was presented in [2]. An 

ASIC implementation in 0.18um CMOS achieves 3.86Gbits/second at 350mW, while the 

same algorithm coded in Java and executed on an embedded SPARC processor yields 
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450bits/second at 120mW. This difference implies a performance/power efficiency 

(measured in Gbits/second/W) gap of roughly 3 million.  

Third, it is extremely costly and impractical to implement each application in ASIC – 

the non-recurring engineering cost of an ASIC design at the current 45nm CMOS 

technology is over $50M [3], and the design cycle can easily exceed a year. There is a 

strong need for a novel architecture platform that can be efficiently customized to a wide 

range of applications in a domain or a set of domains to bridge the huge 

performance/power gap between ASICs and general-purpose processors.  

To realize the order-of-magnitude performance/power efficiency improvement via 

customization, yet still leverage economy of scale, we are developing a Customizable 

Heterogeneous Platform (CHP) consisting of a heterogeneous set of adaptive 

computational resources connected with high-bandwidth, low-power non-traditional 

reconfigurable interconnects. Specifically, a CHP includes: 1) integration of customizable 

cores and accelerators that will enable power-efficient performance tuned to the specific 

needs of an application domain; 2) reconfigurable on-chip storages that will enable 

optimized data management for both the cores and co-processors according to specific 

domain knowledge; and 3) reconfigurable high-bandwidth and low-latency on-chip 

interconnects that can be customized to specific applications.  

Core1 Core2
L1 

Cache

L2 
bank

L2
bank

Network-on-chip

Accelerator1 Accelerator2

Buffer Buffer

SPM L1 
Cache SPM Primary cache level

Shared cache level

On-chip interconnections level

Levels Supports

AH-Cache

BiN

Adaptable RF-I
ACES

Topology
Routing

 

Figure 1-1. Customizable heterogeneous platform for domain-specific computing 
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Figure 1-1 illustrates an example CHP configuration with a set of customizable cores 

with their own primary caches, accelerators, and a set of distributed last-level cache 

banks, accelerator buffers. All of these components are connected through a 

network-on-chip with a particular topology and routing schemes. Customizable cores 

provide coarse-grain adaptation to application demand, offering a number of discrete, 

tunable options that can be set, with flexibility somewhere between FPGAs and fixed 

cores. It is possible to design cores with a rich set of tunable characteristics, such as 

register file sizes, cache sizes, data path bit width, operating frequency, supply voltages, 

etc. Moreover, it may also use a software-managed scratchpad memory (SPM) to make 

use of the application-specific memory access pattern. On-chip 

accelerators—implemented through either ASIC or programmable fabric—are used to 

implement specialized co-processing engines to offload computation or accelerate core 

performance. These tasks range from simple tasks (i.e., a multiply accumulate operation) 

to tasks of moderate complexity (i.e., an FFT or DCT) to even more complex tasks (i.e., 

complex encryption/decryption or video encoding/decoding algorithms). They can 

implement customized circuits for complex operations in terms of the number of 

computing units, the types of computing units, the level of pipeline stages, etc. The 

accelerator was achieved with automatic C-to-RTL compilation [4][5][6]. It can provide 

orders of magnitude improvement in power-efficiency over general-purpose processors. 

Just as the cores use caches to reduce the off-chip memory access, these on-chip 

accelerators also use the on-chip buffers to save accesses to the off-chip memory. 

1.2 Architecture Support for Customizable 
Domain-Specific Computing 
In domain-specific computing, the memory access pattern can be obtained using an 

offline compiler or profiling analysis. With this knowledge, in the CHP the cores and the 

accelerators can use on-chip software-managed scratchpad memory (SPM) and buffers to 
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directly manage the data replacement in order to save off-chip memory bandwidth; this is 

the bottleneck for the most of the domain-specific computing platforms. Moreover, in 

domain-specific computing, the communication pattern can also be obtained using an 

offline compiler or profiling analysis. With this knowledge, the communication 

subsystem of the CHP, in terms of both topology and routing scheme, can be customized 

for the known communication pattern. Overall, these untraditional architecture 

components—such as the scratchpad memories attached to each core, the buffers for the 

on-chip accelerators, the customizable NoC topology and routing schemes— need to be 

introduced into traditional regular chip-multiprocessor architectures. Under these 

circumstances, this dissertation investigates the power-efficient high-performance 

architecture support for the CHP, at both on-chip memory (including the primary cache 

and shared last-level cache, LLC) and communication levels (including on-chip network 

topology and routing). These architecture supports are introduced in the following four 

subsections, respectively. In each subsection, we discuss the requirement of the CHP on 

each level and the design challenges, and also give a brief overview of how we solved 

these challenges.   

1.2.1 Customizable Primary (L1) Cache 
To alleviate the performance gap between compute logic and memory subsystems, 

modern computers use cache to hide the data access latency. The memory reference 

patterns in most applications have good spatial and/or temporal locality, and thus caches 

can effectively decrease the average data access latency. For applications with predictable 

data access patterns, it is often possible to derive a better scheme to directly manage the 

on-chip storage. This alternative is called scratchpad memory or SPM. Because the SPM 

does not need to perform associative way driving and tag comparisons, it is much more 

power efficient than a cache with the same effective memory capacity. Embedded 

architectures such as DSP and MPSoC use SPM widely due to the stringent power 

requirement (e.g., [7][8][9]). 
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However, recently the separation between general-purpose computing and embedded 

computing has blurred, as power has become the primary concern in both cases. 

Multi-core and many-core processors such as the NVIDIA G80 GPU feature SPM in 

conjunction with caches, but only in a fixed configuration. Clearly, certain applications 

may prefer SPM (e.g., with predictable memory access patterns), while other applications 

may prefer cache (e.g., with dynamic and random accesses). Even for applications that 

prefer SPM, the SPM size required by different applications may vary [9]. The NVIDIA 

Fermi GPU [10] improves upon the fixed configuration scheme by allowing applications 

to switch between two configurations—a ratio of 1:3 or 3:1 between the cache size and 

SPM size—but this reconfiguration ability is still very limited. 

To further improve the flexibility of partitioning between SPM and cache, 

reconfigurable caches have been proposed to provide good support for flexibly sizing the 

cache and SPM based on application requirements in a hybrid cache design. Column 

caching [11] and FlexCache [12] expose part of the cache as software-controlled memory. 

The reconfigurable cache [13] and virtual local store [14] enable the cache to be 

dynamically partitioned at a granularity from cache ways to cache blocks. Besides the 

reconfigurable caches, an adjustable-granularity cache-locking function—available on 

multiple embedded architectures such as Freescale e300 [15]—can also be utilized to 

achieve flexible partitioning of cache and SPM. Way stealing [16] uses special cache 

preload and locking instructions to provide local memory for instruction set extensions. 

However, all of the above hybrid cache designs partition the cache and SPM without 

adaptation to the run time cache behavior; i.e., when allocating cache blocks into SPM, 

they will select blocks from cache sets uniformly. Since cache sets are not uniformly 

utilized [17], this uniform mapping of SPM blocks onto cache blocks may create hot 

cache sets at run time, which will increase the conflict miss rate and degrade the 

performance. It becomes more serious for low-power processors with low cache 

associativity due to a tight power budget.  
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Balancing cache set utilization has been intensively investigated. Most of these 

techniques, such as V-way cache [17], indirect index cache [18], set balancing cache [19], 

Z-cache [20] require that the cache tag array and data array be serially accessed. However, 

since SPM is designed for fast local access, the hybrid cache is typically at the primary 

(L1) cache level, which generally requires a parallel access to tag/data array. Therefore, 

these pseudo-associative cache techniques are not suitable for hybrid caches. There are 

also techniques that do not require serial tag/data array access. Victim cache [21] uses a 

small fully associative cache to store the victim cache blocks to mitigate the conflict-miss. 

It increases the per-cache-access energy since victim cache is searched in parallel with 

the regular cache. Serializing the victim cache access can save energy but incurs 

additional cycles when hitting in the victim cache. Balanced cache [22] uses a 

content-addressable memory (CAM) inside the cache decoder and increases the decoder 

length to associate cache sets. Although the CAM access latency fits in the decoder slack 

and introduces only 10% per-cache-access energy overhead at 0.18um technology, as it 

comes to a nano-scale technology such as 32nm, the CAM access latency exceeds the 

decoder slack by 20%~40% and incurs a large per-cache-access energy overhead [23]. 

Therefore, it is important to find an energy-efficient approach to addressing the hot 

cache set problem in hybrid caches without requiring serial tag/data array access. 

Fortunately, the nature of hybrid cache provides another possibility for balancing the 

cache set utilization. Instead of pseudo-associating the cache sets (as done in the previous 

approaches) and maintaining a fixed SPM mapping, we can dynamically remap SPM 

blocks from high-demand cache sets to low-demand cache sets. Intuitively, it is similar to 

the previous cache-energy reducing techniques which dynamically activate and deactivate 

cache lines based on the cache set utilization [24]. However, switching on/off cache lines 

in one cache set will not influence the other cache sets, but migrating SPM blocks from a 

high-demand set to a low-demand set will increase the pressure of the destination cache 

set. Therefore, directly applying the previous approaches may result in a situation where 
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several cache sets just keep passing SPM blocks among themselves repeatedly (referred 

to as a circular bouncing effect). Another challenge caused by dynamically remapping 

SPM blocks is that of quickly locating the SPM block in the cache since the SPM block 

locations may change. Obviously, using software to manage the remapping can be costly 

due to inefficiency and the impact on code portability. Therefore, hardware support is 

desired so that software can focus on the use of a logically continuous SPM.  

In Chapter 2 we propose an adaptive hybrid cache (AH-Cache) are as follows: 1) The 

look-up operation of the SPM location is hidden in the execution (EX) pipeline of the 

processor, and a clean software interface is provided as a non-adaptive hybrid cache. 2) A 

victim tag buffer is used to assess the cache set utilization by sharing the tag array, 

resulting in no storage overhead. 3) An adaptive mapping scheme is proposed for fast 

adaptation to the cache behavior without the circular bouncing effect using a 

floating-block-holders queue. Experimental results show that AH-Cache achieves 19%, 

25%, 18% and 18% energy-runtime-production reductions over four previous 

representative techniques on a wide range of benchmarks.  

1.2.2 Customizable Shared Last-Level Cache 
On-chip accelerators are used to provide orders of magnitude improvement in 

power-efficiency over general-purpose processors [25][26][P9][27][28]. According to an 

ITRS prediction [3], this trend will continue as accelerators become more common and 

present in greater numbers (close to 1500 by 2022), presenting an accelerator-rich CMP. 

Under these circumstances, providing a private buffer for each accelerator is very 

inefficient. Large private buffers occupy a considerable amount of chip area, whereas 

small private buffers are less effective for reducing off-chip bandwidth. Fortunately, not 

all accelerators are powered-on at the same time because of the specific application 

requirement. This provides the opportunity to use a shared buffer [29], or allocate the 
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buffers in the shared last-level cache (LLC) on-demand [30] so that the space can be used 

as cache when accelerators are not in use. 

This hybrid shared cache architecture is similar to the AH-cache (hybrid primary cache) 

idea presented in Section 1.2.1. However, the challenge is different. The LLC always 

uses serial tag and data array access to save power, and there are several works on 

reducing cache conflict-miss without increasing cache associativity (V-way cache [17], 

indirect index cache [18], set balancing cache [19], Z-cache [20]) based on the 

assumption of serial tag and data array access. Therefore, the requirement for adaptive 

mapping is not as important as that at the primary cache level. However, since the LLC is 

shared by all of the cores and accelerators in the CHP, and it is typically designed as 

non-uniformed cache architecture (NUCA) [31][32] where the LLC is physically 

partitioned into distributed cache banks, the problems of storage resource contention and 

resource fragmentation become critical.  

Resource contention. As pointed out in [33], increasing the size of the accelerator 

buffers can reduce more off-chip memory traffic by covering longer reuse distance. This 

relationship between the buffer size and the off-chip memory bandwidth of an accelerator 

can be represented by the buffer size vs. bandwidth curve introduced in [33] (we call this 

the BB-Curve for short), where each point in the curve shows the required off-chip 

bandwidth under a given buffer size. The BB-Curve not only depends on the accelerator 

type, but also depends on the input data size. When we say that an accelerator has higher 

buffer utilization efficiency, we mean that it can reduce more bandwidth per unit increase 

in buffer size. Given that different accelerators have different buffer utilization 

efficiencies, no prior work has considered the global buffer demand when allocating 

buffer space to multiple accelerators. In existing solutions, a fixed-size buffer is allocated 

to each accelerator statically by the compiler (or designer) by selecting a single ‘best’ 

point in the accelerator’s BB-Curve. However the compiler (or designer) has no idea of 
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runtime space utilization behavior, and thus committing to a fixed buffer size a priori 

often leads to suboptimal solutions. 

Resource fragmentation. Prior work allocates a contiguous space to each buffer to 

simplify buffer access [29][30], since the address of a buffer block is calculated only as a 

relative position with respect to the buffer starting address. This may lead to space 

fragmentation when requested buffers have an unpredictable space demand and come in 

dynamically. NUCA complicates buffer allocations in cache. In addition to the buffer size, 

the distance of the cache bank in relation to the accelerator also matters. It is possible that 

the only contiguous space that can satisfy a buffer is quite far from the accelerator, and a 

better choice may be to aggregate several smaller available space segments in the cache 

banks around the accelerator. One approach to leveraging these fragmented resources is 

to make use of a paged scheme that adds a level of indirection. This makes physically 

non-contiguous spaces in NUCA appear to be contiguous, analogous to a typical 

OS-managed virtual memory. However, accelerators can not afford a large private page 

table in terms of energy and area; nor can they, for performance reasons, afford a 

multi-hop scheme to access a centralized shared page table. 

In Chapter 3 we propose a Buffer-in-NUCA (BiN) scheme to dynamically allocate 

accelerator buffers in NUCA, with the following contributions: (1) a dynamic 

interval-based global allocation method to assign spaces to accelerators that can best 

utilize the additional buffer space, and (2) a flexible and low-overhead paged buffer 

allocation method to limit the impact of buffer fragmentation. To the best of our 

knowledge, BiN is the first work to offer a cost-effective solution to accelerator buffer 

allocations in NUCA, with full consideration of both global buffer allocation and buffer 

space fragmentation. Experimental results show that, when compared to two 

representative schemes from prior work, BiN improves performance by 32% and 35% 

and reduces energy by 12% and 29%, respectively.  
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1.2.3 Customizable NoC Topology 
As we enter the era of many-core and beyond, the number of cores and on-chip 

accelerators grows rapidly. The dramatic increase of these processing elements (PE) 

imposes a tremendous bandwidth requirement on the communication to the 

memory/cache [34]. This communication is typically accommodated via an on-chip 

interconnection network (Network on Chip, NoC) because of its intrinsic scalability and 

predictability. NoC architectures can be designed with both regular and irregular 

topologies. The advantage of a regular NoC architecture is topology reuse and reduced 

design time. It is suitable for highly regular architectures such as the TERAFLOPS [35] 

and RAW [36] processors.  

However, irregularity may be unavoidable for the proposed CHP for a number of 

reasons. First, regular topologies assume that every core is of the same size; this does not 

hold in CHP architectures, which most likely will consist of heterogeneous cores, 

memory elements, and hard IP blocks with different sizes and aspect-ratios. Consequently, 

even if the system-level topology is regular, it may not imply regularity in the final layout. 

Second, regular topologies assume that every core has an equal communication 

bandwidth with every other core, which also does not hold for all CHP applications. We 

observe that the patterns of inter-core/accelerator and core/accelerator-to-cache/buffer 

communication tend to vary across multi-threaded application workloads. If this diversity 

in communication patterns of different applications is handled by providing a 

homogeneous level of bandwidth throughout the NoC, then in the execution of a given 

application, many paths will have more bandwidth than needed, and moreover, the NoC 

will burn more power than necessary. 

Application-specific NoC offers the opportunity to optimize the NoC for the target 

problem domain and does not necessarily conform to regular topologies. In general, the 

selection of the topology can have a dramatic impact on the overall performance, area and 
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power. Recent work in application-specific NoC topology synthesis has shown significant 

power savings compared to a regular NoC [38][39]. Clearly, the evolution of 

application-specific NoCs is leading to irregular topologies.  

The proposed CHP architecture is intended to serve a domain of applications; thus we 

can not customize the NoC topology for one particular application, as previous work 

[38][39] did. Instead, we want to develop a NoC so that its topology can be dynamically 

reconfigured to adapt to the communication pattern of an application. Prior work has 

proposed a radio-frequency interconnect (RF-I) overlaid NoC design, which integrates 

radio RF-I through on-chip transmission lines with traditional interconnects implemented 

with RC wires [40]. Because of the flexible frequency tuning, RF-I can be used to realize 

the application-specific shortcuts at runtime. In Chapter 4 we propose adaptable RF-I 

shortcuts which allow us to selectively provide bandwidth to an application’s critical 

communications, enabling us to retain a high level of performance with a much simpler 

underlying conventional RC wire mesh. Furthermore, RF-I provides a natural means to 

perform multicast across the chip, since multicast has been demonstrated [41] as a useful 

technique to capture some of the communication patterns for future parallel applications. 

Experimental results show that adaptive shortcuts and multicast enabled by RF-I can 

provide an average 15% performance improvement over a baseline mesh with an almost 

70% reduction in NoC power on average. 

1.2.4 Customizable NoC Routing 
As discussed in Section 1.2.3, application-specific NoC offers the opportunity to optimize 

the NoC for the target problem domain and does not necessarily conform to regular 

topologies. However, efficient deadlock-free routing for NoC with irregular topologies 

remains an open problem.  

There are two main approaches to dealing with deadlock in irregular NoCs. The first 

class of approaches is based on the theory of [42]. It divides the NoC into two virtual 
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networks (VN): one fully adaptive (no routing restrictions) and another that is 

deadlock-free (with routing restrictions). Network packets are routed in the fully adaptive 

VN at first and will be moved to the deadlock-free VN when there are no available 

resources in the fully adaptive VN. One recent example is the deadlock detection and 

recovery method used in Chapter 4. However, since most application-specific MPSoC in 

the embedded system domain are power-critical, the power overhead of introducing two 

virtual channels for each physical channel is significant. The second class of approaches 

handles the deadlock-free routing problem in irregular NoCs by imposing routing 

restrictions, such as the turn-prohibition algorithm [43] and south-last routing [44]. These 

restrict routings without considering the application-specific communication patterns; 

hence they may increase the routing distance between heavily communicated nodes. The 

recent work in [45] first proposes to remove dependencies based on the application 

communication requirement. It uses a greedy heuristic and may exhaustively enumerate 

all possible combinations of channel dependency cycles and thus cannot scale to large 

designs. In fact, sometimes it is impossible to make the channel dependency graph 

acyclic without disconnecting the network with unidirectional links. This complication is 

not considered in [45]. Moreover, [45] only considers whether or not there is 

communication between two nodes, without consideration of the data size transferred; 

this may lead to suboptimal solutions.   

Therefore, it is necessary to find an optimal trade-off point between power and 

performance (i.e., between these two types of approaches) for deadlock-free routing in 

irregular NoCs. We want something that avoids restricting critical routes in the NoC, but 

that also does not significantly increase NoC power. In Chapter 5 we propose an 

application-specific cycle elimination and splitting (ACES) method for this problem. We 

first develop a scalable algorithm using global optimization to eliminate as many channel 

dependency cycles as possible with the guarantee of network reachability, based on the 

application-specific communication patterns, and then only split the remaining small set 
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of cycles (if any) using virtual channel splitting. Network performance is maintained by 

ensuring plentiful shortest paths between heavily communicated nodes. Moreover, with 

the possible existence of split channels, a routing table construction and encoding method 

is developed to minimize the hardware overhead of ACES. Experimental results show 

that compared to prior work, ACES can either reduce the NoC power by 11% to 35% 

while maintaining approximately the same network performance, or improve the network 

performance by 10% to 36% with slight NoC power overhead (-5% to 7%) on a wide 

range of examples.  

1.3 Simulation Infrastructure 
To evaluate the proposed customizable heterogeneous platform (CHP) architecture, we 

developed cycle-accurate software simulation (written in C++) infrastructure, including 

both full-system simulation (with operating system) and network simulation (for large 

CMP with hundreds of cores). By using software simulations, we have the maximum 

flexibility to modify the instruction set architecture and the microarchitecture, and have a 

fast deployment to observe the performance impact of the introduced architecture 

modifications. Note that software simulation is only one of the two state-of-the-art 

approaches to evaluate computer system architecture performance. Another approach is 

FPGA prototyping which will be discussed in Chapter 6. 

1.3.1 Full-System Simulation Platform 
Currently available cycle-accurate, full-system simulators (e.g., SIMICS/GEMS [46][47], 

FlexSIM [48] or M5 [49]) do not support heterogeneous CMPs with accelerators. To 

address this, we developed a Heterogeneous Simulation Infrastructure (HSI) for 

architecture exploration of heterogeneity across compute components, on-chip memory, 

and interconnection networks. However, we based our infrastructure on existing 

simulation work to avoid needless implementation. We had two major choices among 

behavioral simulation infrastructures: 1) some simulators that do not require an operating 
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system (relying on extra compiler support instead), like MCSim [50] or SESC [51]; 2) 

full-system simulators that can execute unmodified binaries by modeling an operating 

system. We chose full-system support to broaden the benchmark selection we would have 

available to us. In the full-system simulator category, there are also two choices in 

implementation strategy. First, there are simulators that sit on top of emulators (like 

SIMICS/ GEMS [46][47], FlexSIM [48] or M5 [49]]); and second, there are simulators 

that sit on top of the native hardware (like PTLsim [52]. While native execution can 

accelerate simulation, we chose emulator-based simulation to maximize flexibility (i.e., 

in theory, we may use any number of threads or any ISA we want). Finally, we chose to 

implement our framework on top of SIMICS/GEMS because: 1) To the best of our 

knowledge, as a functional simulator, SIMICS has the most complete system support. 2) 

GEMS has a modularized timing model and strong coherence support for the memory 

subsystem.  

 

Figure 1-2. Heterogeneous simulation infrastructure (HSI) 
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SIMICS [46] is a functional simulator and GEMS [47] is the timing model for 

processors (i.e., Opal timing model), the memory subsystem (i.e., Ruby timing model), 

and the interconnection network (i.e., Garnet [53] timing model). The internal core in 

Figure 1-2 shows the publicly available SIMICS/GEMS simulation tool set. This figure 

also shows the Wattch [54] CPU power model. What is lacking in this platform is the 

ability to simulate a heterogeneous architecture. The HSI goal is to simulate a wide 

spectrum of heterogeneous architectures (see the outer layer in Figure 1-2) using the 

following extensions: 

 Heterogeneous computing resources (Figure 1-2 lower right). Using this feature, 

different core types can be modeled, a base core can be customized with extended 

instructions, and shared accelerators can be added to the CMP.  

 Heterogeneity in the memory subsystem (Figure 1-2 upper right). Using this 

feature, different configurations for any cache level can be set (including the use of 

scratchpad memory for core and buffers for the accelerators and hybrid cache, 

scratchpads and buffers).  

 Heterogeneous interconnection networks (Figure 1-2 upper left). Using this feature, 

irregular NoC topologies can be modeled, along with the algorithms needed for 

deadlock-free routing.  

 Power model extension (Figure 1-2 lower left). This feature allows power 

measurements for different components like cores, memories, and accelerators. 

In this dissertation we primarily use the feature of heterogeneity in the memory 

subsystem support and heterogeneous interconnection networks.  

1.3.1.1 Modeling of the Memory Subsystem Heterogeneity 

We extended Ruby, the memory subsystem timing model inside HSI, to support a flexible 

hybrid cache for the primary (L1) data cache and hybrid last-level (L2) cache. When 
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SPMs are allocated in the L1 cache or buffers are allocated in the L2 cache, cache blocks 

are invalidated, and dirty blocks will be written back to the next memory hierarchy. The 

data transfer from the SPM/buffer is also modeled. The impact on the cache coherence 

protocols by both the data transfers and SPM/buffer allocations is also modeled. 

(a) 

int amplitude[N];  // Global variable
int state[N];           // Global variable
int* SPM = &amp1itude[0];
spm_pos(SPM);
spm_size(2*N*sizof(int));
...
for (i = 0; i < N; ++i)   

if( SPM[N+i] & pos)
d += SPM[i];

Base Address
of SPM

End of 
SPM

Global Memory Address Space

amplitude[0]

SPM
Address 
Space

amplitude[N-1]
state[0]

state[N-1]

(b) 
 

Figure 1-3. Software interface to the hybrid L1 cache in HSI 

The software interface of the hybrid L1 cache is shown in Figure 1-3. The software is 

provided with two system APIs to specify the SPM base address and size. As shown in 

Figure 1-3(a), spm pos sets the SPM base address register as the address of the first 

element of array amplitude, and spm size sets the SPM size register as the size of the 

array amplitude and state. Figure 1-3(b) shows the memory space view of the SPM after 

these configurations. If the software sets the SPM size larger than the maximum SPM 

size, the hybrid cache will only provide up to its maximum SPM size. SPM references 

beyond this size are treated as regular memory references and are supported by the 

conventional cache. The two system APIs provided by our hybrid cache to the software 
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are implemented as SIMICS magic instructions. At the entry of Ruby, each memory 

reference instruction will be checked as to whether it is a cache access or a SPM access 

based on its address. We also modeled the data transfers between the cache and SPMs.  

1.3.1.2 Modeling of the Interconnection Networks Heterogeneity 

We extended Garnet [53], the network timing model inside HSI, to explore the use of 

application-specific long-range links (also known as shortcuts), as introduced in Section 

1.2.3. The shortcuts to be added over the baseline NoC can be defined by the user via an 

input file, where each line in the file has the form S (SrcRouter), D (DestRouter), B 

(Bandwidth) representing a shortcut from router S to router D with a bandwidth of B 

bytes.  

We also extended Garnet to read in various routing tables generated outside the 

simulator to support the basic XY routing algorithm and the various routing algorithms 

introduced in Section 1.2.4. Each virtual network (VN) will have its own routing table 

that can load application-specific routing table files outside the simulator The user can 

configure the virtual network flag to select the two main approaches to dealing with 

deadlock. If one virtual network is used, then the user can select the use of XY, south-last 

routing (SLR) [44] or ACES (Chapter 5). If two virtual networks are used, then 

deadlock-detecting-and-recovery (DDR) is used, and the user can further select the 

deadlock-free routing algorithm (for the deadlock-free VN) from XY, SLR and ACES. 

When ACES is used, the user should provide the shortcut file which declares the shortcut 

allocations and the communication profiling file which declares phase-level 

application-specific communication patterns, so that the ACES library can use them to 

generate application-specific deadlock-free routing tables. 

1.3.2 Network Simulation Platform 
The network-on-chip of the proposed CHP platform is expected to have a number of 

network nodes on the order of a hundred or more. This kind of large-scale many-core 
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simulation is infeasible because of long run times. To address these concerns, and target a 

reasonably sized design space for our architecture, we created a stand-alone network 

simulation infrastructure. We extract the Garnet implementation of HSI presented in 

Section 1.3.1.2 to develop a standalone network simulator with the added support of 

reading and executing message traces. Each line in the trace consists of the arrival time of 

the message, the message size, message’s source and destination components. This 

network simulator will be used in Chapter 4 and Chapter 5. 

Table 1-1. Probabilistic trace patterns 

Uniform A random traffic distribution—components are equally likely to 
communicate with all other components. 

Dataflow Components clustered into groups that are functionally laid out in a 
dataflow-like fashion on our mesh. Components are biased to 
communicate with components within their group and with 
components in groups that neighbor them on either one side 
(unidirectional dataflow) or both sides (bidirectional dataflow). This 
pattern would be seen in a data decomposition like medical imaging 
or a functional decomposition into a pipelined pattern (like an 
imaging pipeline or a cryptographic algorithm). 

Hotspot One or more components in the mesh are sending/receiving a 
disproportionate amount of traffic—a hotspot in the mesh. This can 
be exhibited by caches holding frequently used synchronization vars 
or a master/worker paradigm. 

Hot 
Bidirectional 
Dataflow 

The Dataflow pattern—but with one group in the quadrant 
sending/receiving a disproportionate amount of traffic. This differs 
from Hotspot because communication is still biased in the dataflow 
pattern direction. This pattern could be seen in a pipelined parallel 
application where communication load is not evenly balanced across 
all parts of the pipeline. 

 

The network traces are collected by the full-system HSI simulation described in 

Section 1.3.1. However, current generation applications are not representative of the 

kinds of workloads that such large-scale systems will be running in the years to come 

[55]. As a means of exploring the interconnect demand of future applications, we 
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constructed probabilistic traces to represent a variety of communication patterns for 

cooperative multithreaded applications. Each probabilistic trace is executed on Garnet for 

one-million network cycles. Our probabilistic traces are based on the actual component 

placement on our 10x10 mesh design. Request messages and data messages (sent 

between cores and cache banks, or between cores) are 7 bytes and 39 bytes (including the 

payload) respectively. And messages sent between cache banks and the memory 

controllers are 132 bytes. We constructed seven total traces: uniform, uniDF and biDF, 

hotbiDF, 1Hotspot, 2Hotspot, and 4Hotspot respectively. These traces are detailed in 

Table 1-1. 
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Chapter 2.  AH-Cache: An 
Energy-Efficient Adaptive Hybrid Cache 

 
 

2.1 Introduction 
To alleviate the performance gap between compute logic and memory subsystems, 

modern computers use cache to hide the data access latency. The memory reference 

patterns in most applications have good spatial and/or temporal locality, and thus caches 

can effectively decrease the average data access latency. For applications with predictable 

data access patterns, it is often possible to derive a better scheme to directly manage the 

on-chip storage. This alternative is called scratchpad memory or SPM. Because the SPM 

does not need to perform associative way driving and tag comparisons, it is much more 

power efficient than a cache with the same effective memory capacity. Embedded 

architectures such as DSP and MPSoC use SPM widely due to their stringent power 

requirement (e.g., [7][8][9]). 

However, recently the separation between general-purpose computing and embedded 

computing has blurred, as power has become the primary concern in both cases. 

Multi-core and many-core processors such as the NVIDIA G80 GPU feature SPM in 

conjunction with caches, but only in a fixed configuration. Clearly, certain applications 

may prefer SPM (e.g., with predictable memory access patterns) while other applications 

may prefer cache (e.g., with dynamic and random accesses). Even for applications that 

prefer SPM, the SPM size required by different applications may vary [9]. The NVIDIA 

Fermi GPU [10] improves upon the fixed configuration scheme by allowing applications 

to switch between two configurations—a ratio of 1:3 or 3:1 between the cache size and 

SPM size—but this reconfiguration ability is still very limited. 
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To further improve the flexibility of partitioning between SPM and cache, 

reconfigurable caches have been proposed to provide good support for flexibly sizing the 

cache and SPM based on application requirements in a hybrid cache design. Column 

caching [11] and FlexCache [12] expose part of the cache as software-controlled memory. 

The reconfigurable cache [13] and virtual local store [14] enable the cache to be 

dynamically partitioned at a granularity from cache ways to cache blocks. Besides the 

reconfigurable caches, an adjustable-granularity cache-locking function—available on 

multiple embedded architectures such as Freescale e300 [15]—can also be utilized to 

achieve flexible partitioning of cache and SPM. Way stealing [16] uses special cache 

preload and locking instructions to provide local memory for instruction set extensions. 

However, all of the above hybrid cache designs partition the cache and SPM without 

adaptation to the run time cache behavior; i.e., when allocating cache blocks into SPM, 

they will select blocks from cache sets uniformly. Since cache sets are not uniformly 

utilized [17], this uniform mapping of SPM blocks onto cache blocks may create hot 

cache sets at run time, which will increase the conflict miss rate and degrade the 

performance. Figure 2-1 shows the cache set utilization stats for a hybrid cache design 

(system configuration is shown in Section 2.4.3). Each column represents a set in the 

cache, and each row represents 1 million cycles of time. A darker point means a hotter 

cache set. As can be seen, the cache set utilization varies for different cache sets and 

different times. It becomes more serious for low-power processors with low cache 

associativity due to a tight power budget.  
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upper: astar (SPEC); middle: jpeg (MiBench); lower: h264ref(SPEC) 

Figure 2-1. Non-uniform cache set utilization in a hybrid cache 

Balancing cache set utilization has been intensively investigated. Most of these 

techniques, such as V-way cache [17], indirect index cache [18], set balancing cache [19], 

Z-cache [20] require that the cache tag array and data array be serially accessed. However, 

since SPM is designed for fast local access, the hybrid cache is typically at the primary 
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(L1) cache level, which generally requires a parallel access to tag/data array. Therefore, 

these pseudo-associative cache techniques are not suitable for hybrid caches. There are 

also techniques that do not require serial tag/data array access. Victim cache [21] uses a 

small fully associative cache to store the victim cache blocks to mitigate the conflict-miss. 

It increases the per-cache-access energy since victim cache is searched in parallel with 

the regular cache. Serializing the victim cache access can save energy but incurs 

additional cycles when hitting in the victim cache. Balanced cache [22] uses a 

content-addressable memory (CAM) inside the cache decoder and increases the decoder 

length to associate cache sets. Although the CAM access latency fits in the decoder slack 

and introduces only a 10% per-cache-access energy overhead at 0.18um technology, as it 

comes to a nano-scale technology such as 32nm, the CAM access latency exceeds the 

decoder slack by 20%~40% and incurs a large per-cache-access energy overhead [23]. 

Therefore, it is important to find an energy-efficient approach to addressing the hot 

cache set problem in hybrid caches without requiring serial tag/data array access. 

Fortunately, the nature of hybrid cache provides another possibility for balancing the 

cache set utilization. Instead of pseudo-associating the cache sets (as done in the previous 

approaches) and maintaining a fixed SPM mapping, we can dynamically remap SPM 

blocks from high-demand cache sets to low-demand cache sets. Intuitively, it is similar to 

the previous cache-energy reducing techniques which dynamically activate and deactivate 

cache lines based on the cache set utilization [24]. However, switching on/off cache lines 

in one cache set will not influence the other cache sets, but migrating SPM blocks from a 

high-demand set to a low-demand set will increase the pressure of the destination cache 

set. Therefore, directly applying the previous approaches may result in a situation where 

several cache sets just keep passing SPM blocks among themselves repeatedly (referred 

to as a circular bouncing effect). Another challenge caused by dynamically remapping 

SPM blocks is that of quickly locating the SPM block in the cache, since the SPM block 

locations may change. Obviously, using software to manage the remapping can be costly 
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due to inefficiency and the impact on code portability. Therefore, hardware support is 

desired so that software can focus on the use of a logically continuous SPM.   

To the best of our knowledge, this is the first work that considers run-time adaptation 

in hybrid cache designs. The main contributions of the proposed adaptive hybrid cache 

(AH-Cache) are as follows: 

 The look-up operation of the SPM location is hidden in the execution (EX) 

pipeline of the processor, and a clean software interface is provided as a 

non-adaptive hybrid cache. 

 A victim tag buffer is used to assess the cache set utilization by sharing the tag 

array, resulting in no storage overhead. 

 An adaptive mapping scheme is proposed for fast adaptation to the cache behavior 

without the circular bouncing effect using a floating-block-holders queue. 

The remainder of this chapter is organized as follows: Section 2.2 describes the 

software interface of AH-Cache. The AH-Cache architecture design and overhead is 

detailed in Section 2.3. Section 2.4 presents experimental results, and Section 2.6 

concludes the chapter. 

2.2 Software Interface 

First we will briefly talk about the software interface of AH-Cache, where we want to 

emphasize that the software only needs to be aware of a logically continuous SPM, but 

does not care where the SPM blocks are physically mapped. By providing such a clean 

software interface: 1) All of the previous compilation techniques that target SPM 

utilization optimization, such as dynamic data placement [9], stack and heap support in 

SPM [56], etc., can be directly used on AH-Cache since the compiler only views a 

logically continuous SPM; 2) In a multi-threaded architecture, the previous context 
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switching schemes for SPM (e.g.,[57]) can be directly used on AH-Cache, since the 

operating system only views a logically continuous SPM.  

 

Figure 2-2. (a) Original code; (b) Transformed code for AH-Cache; (c) Memory 
space view of SPM in AH-Cache; (d) SPM blocks; (e) SPM mapping in AH-Cache; 
(f) SPM mapping look-up table (SMLT) 
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A simple example is shown in Figure 2-2. To manage the SPM in AH-Cache, the 

software is provided with two system APIs to specify the SPM base address and size. As 

shown in Figure 2-2(b), spm_pos sets the SPM base address register as the address of the 

first element of array amplitude, and spm_size sets the SPM size register as the size of the 

array amplitude and state. Note that these system APIs do not impact the ISA since they 

use regular instructions for register value assignment. The base address and size of the 

SPM can be set multiple times across the software. If the software sets the SPM size 

larger than the maximum SPM size (discussed in Section 2.3.1), it can still run on 

AH-Cache, but AH-Cache will only provide its maximum SPM size. The SPM references 

beyond this size are treated as regular memory references and are supported by the cache. 

This scheme allows portability of the software on different AH-Cache sizes. We have 

developed a compilation pass inside the LLVM [58] compilation infrastructure—using a 

reuse-aware SPM prefetching (RASP) [P8] scheme—to automatically transform and 

optimize original application code for better SPM utilization on AH-Cache. 

2.3 AH-Cache Architecture 
2.3.1 SPM Mapping Look-Up 
As shown in Figure 2-2(d)(e), the partition between cache and SPM in AH-Cache is at a 

cache-block-wise granularity. If the requested SPM size is not a multiple of a cache block, 

it will be increased to the next block-sized multiple. The mapping information of SPM 

blocks onto the cache blocks is stored into an SPM mapping look-up table (SMLT). The 

number of entries in SMLT is the maximum number of cache blocks that can be 

configured as SPM. Since AH-Cache must hold at least one cache block for each cache 

set to maintain the cache functionality, the maximum SPM size on a M-way N-set 

set-associative cache is (M-1)*N blocks. In each SMLT entry, there is 1) a valid bit 

indicating whether this SPM block falls into the real SPM space, since the requested SPM 
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size may be smaller than the maximum SPM size; and 2) a set index and a way index 

which locate the cache block upon which the SPM block is mapped.  

In a most recent non-adaptive hybrid cache design [14], the high-order bits of the 

virtual address of a memory reference are checked in the early pipeline (after the ALU 

computes the virtual address) to determine whether it is targeting the SPM or regular 

cache. The checking is done by comparing these high-order bits with the SPM base 

address. This enables fast checking, but requires that the SPM base address be aligned 

with all of its low-order bits as 0.  

 

Figure 2-3. SPM mapping look-up and access in AH-Cache 

AH-Cache needs an additional step to use the low-order bits of the virtual address to 

look up the SMLT. This further increases the pipeline critical path. To solve this problem, 

inspired by the zero-cycle load idea [59], we perform the address checking and SMLT 

look-up in parallel with the virtual address calculation of the memory operation in a 

pipelined architecture, as shown in Figure 2-3. Assuming a base + displacement address 

calculation mode, memory reference instructions will compute their virtual addresses 

from a base address and an offset address; these are obtained either from the register file 

or the immediate value of the instruction in the Instruction Decode (ID) stage. In the 

Execution (EX) stage, the ALU calculates the virtual address from these values. 
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Simultaneously, the base address is compared to the SPM base address, and the offset is 

sent to the SMLT to obtain the mapping information (here the cache-set-index part of the 

offset bits will be used to index SMLT). When the output of the comparator is true and 

the valid information of the indexed SMLT entry is true, this memory reference is 

considered an SPM access instruction. In this way, both the address-checking and SMLT 

look-up are done in the EX stage, and SPM access time in AH-Cache will not be 

increased. 

This architecture imposes a constraint on the compiler. The compiler should generate 

the memory reference instructions to SPM in such a way that the base address of this 

instruction must be the SPM base address, and the offset must be the offset related to the 

SPM base address. This constraint does not impact the optimization ability of the 

compiler since this transformation can be performed in the last stage of the code 

optimizations. However, extra care needs to be taken when a pointer of some element of 

the SPM is passed as a parameter to a function, and all memory references inside the 

callee function are based on the input pointer parameter. The compiler should first divide 

the callee’s input pointer parameter into two parts, a base pointer base and an offset of the 

original input pointer to base. Then, inside the callee, all memory references related to the 

original input pointer are generated with base as the new base pointer. For the caller, the 

SPM base address is passed to the callee’s base, and the offset of original input pointer to 

SPM base address to the callee’s offset. 

One concern is whether the virtual address calculation at the ALU can hide the look-up 

time of the SMLT (obviously the comparator is not in the critical path since it is much 

simpler than the ALU). For an M-way N-set set-associative cache, the size of SMLT is 

(M-1)*N entries with each entry containing (1+logM+logN) bits. Table 2-1 shows the 

access latencies for various L1 cache configurations using Cacti [60] at 32nm technology 

(cache block size is 64B). As shown in the table, all the SMLT accesses can be finished 

in 0.2 ns which fits into the cycle time of a 4GHz core. Given the fact that previous 
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non-adaptive cache [14] could add a comparator after the ALU, the small delay of the 

1-level MUX added after the ALU will be much smaller in timing. It should be noted that 

the way index encoder is also used in the non-adaptive hybrid cache [14] to avoid TLB 

look-ups and tag comparisons at SPM accesses. It is not an overhead of AH-Cache.  

Table 2-1. SMLT latency of various cache configurations 

Cache Size      8KB 16 KB 32 KB 64 KB 
Cache associativity 2 4 2 4 2 4 2 4 

SMLT entries 64 96 128 192 256 384 512 768 
SMLT width (bits) 8 8 9 9 10 10 11 11 
Access latency(ns) 0.14 0.15 0.16 0.17 0.17 0.18 0.18 0.19 

 

2.3.2 Cache Set Demand Assessment 
As in [17], we refer to cache sets that highly utilize most or all cache blocks as 

high-demand sets, and cache sets that underutilize their available blocks as low-demand 

sets. We want the low-demand sets to accommodate proportionally more SPM blocks 

than the high-demand sets, as shown in Figure 2-2(e). Miss rate can not be used to 

recognize a high-demand cache set, since for streaming applications with little locality or 

applications hopelessly thrashing the cache, even if the miss rate is high, there is little 

benefit in increasing the cache blocks. Therefore, we use a victim tag buffer (VTB) to 

capture the demand of each set; this is similar to the miss tag introduced in [24], but with 

no memory overhead (as explained below). 
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Figure 2-4. (a) A VTB in the tag array; (b) VTB counters and insertion flags 

Logically, the VTB consists of the same number of sets as the tag array and one less 

way in each set (since at least one cache block in each set is retained). When a cache 

block is configured as an SPM block, its tag is disabled, while its corresponding VTB tag 

is enabled. Once it is recovered from an SPM block and becomes a regular cache block, 

its tag is enabled, and its corresponding VTB tag is disabled. This way, we can naturally 

combine the original tag array and the VTB. For each tag entry in the original tag array, 

one bit is added to indicate whether this tag is a regular tag or a victim tag. Figure 2-4(a) 

shows the VTB inside the tag array for the mapping in Figure 2-2(e).  

When a replacement happens in the cache part of AH-Cache, the tag of the victim 

block is written into the corresponding set of the VTB with pseudo LRU policy. There is 

a VTB counter for each set (not for each cache block, as shown in Figure 2-4(b)). The 

VTB is only accessed at a miss in the cache part of AH-Cache. If there is a hit in VTB, 

the set’s VTB counter will be increased by 1 since this situation indicates that if this 

block had been enabled in the cache part of AH-Cache, it would have been a hit. Cache 

misses due to streaming or thrashing will not lead to a VTB hit, as there is no reuse. 

2.3.3 Adaptive Mapping 
If the application only requires P SPM blocks while AH-Cache can provide Q SPM 

blocks at most, then there will be S=Q-P cache blocks (referred to as floating blocks) 
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used to adaptively satisfy the high-demand cache sets. When we say that cache set A gets 

a floating block from cache set B, it means that A sends one of its SPM blocks to B and 

enables the vacant cache way as a regular cache block, while B needs to evict one of its 

cache blocks to accommodate the SPM block from A. We can not simply make a cache 

set with a high VTB counter get a floating block from a cache set with a low VTB 

counter, since a low VTB counter only means that this cache set does not need more 

floating blocks; it does not mean that it can afford to lose one. Therefore, it is possible 

that several cache sets just keep passing SPM blocks among themselves repeatedly. 

To solve this problem, we propose a mapping scheme based on a floating block holder 

(FBH) queue. The queue records the cache sets that are currently holding the floating 

blocks. Each queue node consists of the index of a floating block holder set and a 

reinsertion bit. A reinsertion bit indicates whether this cache set is reinserted to the queue 

in the current adaptation interval (a fixed number of cycles). Each cache set holds a 1-bit 

insertion flag to indicate whether it has been inserted in the queue in the current interval, 

as shown in Figure 2-4(b). At the beginning of each adaptation interval, all the reinsertion 

bits in the queue and the insertion flags in the cache sets are reset to 0. 

When a cache set A’s VTB counter achieves a threshold T, the FBH queue will be 

searched, starting from the head, until a node with a reinsertion bit of 0 is found. Assume 

the set index in this node is B. Then set B will accommodate one SPM block from set A. 

This node is removed from the queue, and a new node with set index A is inserted to the 

tail of the queue with its reinsertion bit as the current insertion flag of set A. Then set A’s 

insertion flag is updated to 1. With the reinsertion bit as 1, a high-demand set will not 

give up its floating blocks once it is reinserted to the queue in the current interval. Once 

all the reinsertion bits in the queue are 1, the remapping of this interval is stopped. This 

will effectively remove the potential circular bouncing effect. With a small number of 

SPM block migrations, the proposed mapping scheme can form an SPM mapping which 

adapts to the cache set demands in the current interval, as shown in Table 2-4. The 
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threshold T determines the size of the VTB counter. The selection of T and the interval 

length I should be co-considered to make a lazy or aggressive adaptation. In this chapter 

we set T to 16 and I to 1 million cycles. Then the length of the VTB counter for each 

cache set is 4 bits. 

Since a node removal is always accompanied with a node insertion, the FBH queue can 

be simply implemented with an SRAM controlled by a pointer. As shown in Figure 

2-5(a), the number of active entries of this SRAM equals the number of floating blocks, 

and the total number of entries equals the maximum number of SPM blocks. When a 

VTB counter reaches the threshold and requests an SPM migration, the pointer will move 

from its current place until it finds one entry with a reinsertion bit of 0. Then the new 

node will overwrite this entry, and the pointer moves to the next entry. It turns back to the 

head of the SRAM when it reaches the end of the active region. 

 

Figure 2-5. (a) FBH queue; (b) Parallel FBH search using RIBT 

Serially searching the FBH queue may incur a worst-case delay of S cycles, where S is 

the maximum SPM size. To reduce the searching time, a parallel search scheme is 

developed as follows. We store the reinsertion bits in another SRAM called reinsertion 

bit table (RIBT), as shown in Figure 2-5(b). Each RIBT entry contains 16 reinsertion bits. 

Then an S-entry FBH queue will have an S/16-entry and 16-bit wide RIBT. Every 16 
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reinsertion bits can be searched in parallel using a priority encoder that outputs the index 

of the first zero-bit of its input vector. Then the longest search time is decreased to S/16 

cycles. 

The FBH queue is searched when a cache set has a miss and its VTB counter achieves 

the threshold for requesting an SPM migration; thus, if the search can be finished before 

the missed cache block is fetched from the L2 cache, it will not affect the time of 

acquiring new data from the L2 cache. In our evaluation architecture, the L2 cache access 

latency is 20 cycles, while the maximum FBH queue length is 256 and the worst-case 

search time is 16 cycles, which is smaller than the L2 cache access latency. The FBH 

search latency can be further reduced by increasing the number of parallel searched 

reinsertion bits, at a cost of increasing the width of the priority encoder. We use the 

priority encoder designed in [62]. According to the Synopsys Design Compiler, the 

searching logic circuit has around 500 gates, which is less than 1% of the cache design.  

2.3.4 Storage and Energy Overhead 
To quantify the storage overhead of AH-Cache, we use a 16KB 2-way set-associative, 

128 sets, 64B data block size, 4B tag entry size (including the tag, coherence state bits, 

dirty bits, etc.) hybrid cache as an example. It can provide at most 128 64B SPM blocks. 

Then the SMLT contains 128 9-bit entries (1 valid bit + 6-bit set index + 2-bit way index). 

The VTB physically shares the tag array, thus it only incurs one additional bit for each 

tag entry. Each cache set also has one additional insertion flag and 4-bit VTB counter. 

The FBH queue contains 128 7-bit entries. The RIBT contains 8 16-bit entries. The 

migration buffer contains one 64B cache block. Therefore, the total storage overhead 

introduced by AH-Cache is around 0.4KB, which is 3% of the baseline hybrid cache size.  

For the energy overhead, AH-Cache needs to access the SMLT at each cache access, 

access the VTB at each cache miss, and trigger the adaptive mapping unit (including the 

FBH queue, RIBT, and the 16-bit priority encoder) each time that a VTB counter 
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achieves the threshold. According to Cacti [60], at 32nm technology, the access energy to 

the SMLT is up to 0.8pJ. The access to the VTB, which physically shares the tag array, 

adds an additional 0.8pJ for a 16KB cache and 0.9pJ for a 32KB cache per cache miss. 

The worst-case energy for the adaptive mapping unit when all the RIBT is searched is 2pJ; 

this is obtained from the Synopsys Design Compiler and Cacti [60]. When an SPM block 

migration happens, the block will be first read out from the cache and written into the 

migration buffer, and then read out from the migration buffer and written back into the 

cache in the next cycle; thus the energy overhead is 66pJ for a 16KB cache and 75pJ for a 

32KB cache. As can be seen in Table 2-4, there are only 4.4 SPM migrations for average 

every 1 million cycles. Therefore, the total per-cache-access energy overhead of 

AH-Cache is only less than 6% of a non-adaptive hybrid cache with a per-cache-access 

energy of 16.6pJ for 16KB and 18.9pJ for 32KB. But it can save energy by reducing the 

low-level (L2) cache energy (reducing the miss rate) and leakage energy (reducing run 

time) as shown in the next section.  

2.4 Evaluation Methodology 
2.4.1 Benchmarks 
To cover a diverse set of applications, our benchmarks are chosen from multiple 

benchmark suites. We select the benchmarks which have intensive memory accesses that 

SPM can help to improve; i.e., we choose the benchmarks which can benefit from a 

hybrid cache design (since our goal is to improve the hybrid cache designs). These 

benchmarks include: five benchmarks from the MiBench benchmark suite [63]: jpeg, gsm, 

dijkstra, patricia and susan; five memory reference intensive applications from the 

SPEC2006 benchmark suite [64]: h264ref, hmmer, astar, soplex and gobmk; and also four 

medical imaging benchmarks [65]: 1) biHarmonic performs 2D image registration with 

bi-harmonic regularization term, 2) mutualInfo computes the mutual information of two 

2D images, 3) ricianDenoise performs iterative local denoising based on the Rician noise 
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model, 4) regionGrowing evaluates whether a region is part of an object in image 

segmentation. The number of memory references of these benchmarks is shown in Table 

2-2 in order to indicate their scale. 

Table 2-2. # Memory references of the evaluated benchmarks 

jpeg gsm susan hmmer soplex h264ref dijkstra patricia 

19.8M 65.1M 76.1M 75.7M 22.1M 196.6M 47.7M 16.8M 

astar gobmk biHarmonic mutualInfo ricianDenoise regionGrowing 

93M 256.7M 48.6M 98.2M 7.9M 128.3M 

 

2.4.2 Reference Designs 
To demonstrate the advantage of the adaptation in AH-Cache, we implemented the 

following designs for comparison.  

Non-adaptive hybrid cache (N): This is the baseline design that uses a 2-way 

set-associative hybrid cache as the L1 data cache. The SPM mapping onto cache blocks is 

fixed. We evaluated two cache sizes—16KB and 32KB, which are typical L1 data cache 

sizes in low-power processors. According to Cacti [60], the energy per access is 16.6pJ 

for 16KB and 18.9pJ for 32KB at 32nm technology.  

Non-adaptive hybrid cache + balanced cache (B): This design enhances the baseline 

by using the balanced cache (B-Cache) [22]. It uses CAM and increases decoder length to 

increase the cache associativity. Due to the high energy overhead of CAM (90% more 

per-cache-access energy when BAS (B-Cache associativity) =8), to achieve a good 

performance and energy trade-off, we use BAS=4 and MF (mapping address mapping 

factor) =8 (1/8 of the memory address has a mapping to cache sets), which incurs 

additional per-cache-access energy of 6.4pJ for the 16KB cache and 7.8pJ for the 32KB 

cache. The energy data are obtained from [23] at 32nm technology, which extracts the 

technology parameters from Cacti [60]. It should be noted that the CAM access latency 
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exceeds the original decoder slack, but we optimistically assume it does not increase the 

cache critical path.  

Non-adaptive hybrid cache + victim cache (Vp, Vs): The design Vp enhances the 

baseline design by using a parallel accessed fully associative victim cache [21]. We use a 

4-entry victim cache for the 16KB cache and an 8-entry victim cache for the 32KB cache; 

these have a per-cache-access energy overhead of 8.9pJ and 16.3pJ, respectively. 

Experiment results show that further increasing the victim cache size only marginally 

improves performance while using much more energy. We also implement a serially 

accessed victim cache Vs, where the victim cache is only accessed at a L1 cache miss to 

increase the energy efficiency, but it incurs additional cycles when blocks are in the 

victim cache. An additional pipeline is needed inside the hybrid cache to control the serial 

victim cache access.  

Phase-reconfigurable hybrid cache (R): This design modifies the idea in [24] and 

applies it to the hybrid cache by reconfiguring the SPM mapping at each fixed interval 

based on the VTB counter stats. At the reconfiguration time, cache sets with a VTB 

counter higher than a high-threshold can migrate their SPM blocks to cache sets with a 

VTB counter lower than a low-threshold. The length of the interval and the two 

thresholds are tuned to achieve the best performance. The architecture of this design is 

almost the same as our proposed design (hides SMLT access in EX pipeline and shares 

VTB in tag array), but without the adaptive mapping unit. It is used to evaluate the 

effectiveness of our adaptive mapping scheme.  

Adaptive hybrid cache (AH): This is our proposed design. The energy overhead is 

discussed in Section 2.3.4. The VTB counter threshold is 16 and adaptation interval 

length is 1 million cycles. 
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Static optimized hybrid cache (S): This design uses the offline analysis of the cache set 

demand stats to optimize the remapping at each interval. This design point is impractical, 

but it serves as a reference point to check the optimality of the AH-Cache. 

Since all of the above designs can provide a clean software interface, from the software 

point-of-view they are the same. Thus the SPM configurations and utilizations for all the 

designs are the same. The benchmark binaries are generated by our compiler [P8] to get 

the optimal SPM configurations.  

2.4.3 Simulation Infrastructure 
We use the HSI simulator described in Section 1.3.1 to evaluate the system performance. 

The system configurations of HSI are shown in Table 2-3.  

Table 2-3. SIMICS/GEMS simulator configuration 

Core Sun UltraSPARC-III Cu processor core 

L1 Instruction Cache 
16KB/32KB, 2-way set-associative, 64-byte block, 
2-cycle access latency, pseudo-LRU 

L1 Data Cache (Include 
SPM) 

16KB/32KB, 2-way set-associative, 64-byte block, 
2-cycle access latency, pseudo-LRU 

L2 Cache 
512KB, 8-way set-associative, 64-byte block, 20-cycle 
access latency, pseudo-LRU 

Main Memory 4GB, 320-cycle access latency 

 

2.5 Experiment Results 
2.5.1 Performance 
Figure 2-6 shows the comparison results of misses for the L1 data cache (hybrid cache). 

The results are normalized to the baseline (design N). By functionally increasing the 

cache associativity with increased decoder length, design B reduces the cache misses by 
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44%. By accommodating victim cache blocks, designs Vp and Vs reduce the cache misses 

by 42%. By reconfiguring the SPM mapping at each interval, design R reduces cache 

miss by 34%. AH-Cache reduces the cache miss by 52% compared to baseline, and 

outperforms designs B, Vp, Vs and R by 19%, 22%, 22% and 33%, respectively.  
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Figure 2-6. Comparison results of L1 data cache (hybrid cache) misses (upper: 
16KB, lower: 32KB) 

The reason that AH-Cache outperforms design B is that the B-cache associates cache 

sets in a uniform way without considering the cache set demands; thus it is possible that 

the associated cache sets are all high-demand cache sets. Victim cache performance is 
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constrained by its size (and additional victim cache access cycles for Vs). It can achieve 

larger miss rate reductions with a much higher energy overhead. Note that Vp and Vs 

perform very well for ricianDenoise which has only a few extremely high-demand cache 

sets. The fact that AH-Cache outperforms design R indicates that simply applying the 

previous phase-based reconfiguration approach to the hybrid cache can be affected by the 

circular bouncing effect. It can be seen that AH-Cache almost catches the optimality of 

design S in most cases (~1% difference), and even outperforms it at benchmarks h264ref 

and susan since design S is based on interval-level analysis, and it can not manage to 

adapt the dynamic variations inside an interval. This shows the positive effect of the 

run-time optimization of AH-Cache. 

 

Table 2-4. Average # SPM block migrations in each 1 million cycle interval (upper: 
16 KB, lower: 32KB) 

jpeg gsm susan hmmer soplex h264ref dijkstra patricia 
5.68 
0.28 

0.04 
0.01 

1.14 
1.20 

8.66 
0.45 

15.9 
5.26 

20.2 
4.26 

6.39 
0.62 

0.79 
0.15 

astar gobmk biHarmonic mutualInfo ricianDenoise regionGrowing 
10.5 
10.3 

4.87 
2.65 

0.03 
0.03 

1.95 
0.03 

0.03 
0.02 

0.04 
0.01 

 

Figure 2-7 shows the performance comparison results in terms of run-time (cycles), 

which are normalized to the baseline (design N). The results of AH-Cache and design R 

include the remapping penalty (the core to L1 cache queue is suspended for two cycles 

for each SPM block migration). As shown in Table 2-4, the average number of SPM 

block migrations of AH-Cache at each interval is 4.4, which results in a run-time 

overhead of less than 0.1%. Some applications, such as susan and gsm which have 

dramatic cache misses reduction, do not see a corresponding run-time reduction because 

most of the memory references access SPM. However, the AH-Cache still reduces the 
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run-time by 18% compared to baseline, and outperforms designs B, Vp, Vs and R by 3%, 

4%, 8% and 12%, respectively. 
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Figure 2-7. Comparison results of run time (upper: 16KB, lower: 32KB) 

 

2.5.2 Energy 
In addition to the L1 data cache energy discussed in Section 2.4, we also obtain the 

dynamic and leakage energy data of other memory subsystem components, including the 

L1 instruction cache, L2 cache and the main memory through Cacti [60] and McPAT [61]. 

Given these energy data, we record the access times to the logics and storages in our 
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simulations and back-annotate them to our energy estimation models to generate the 

energy results for each design.  

The energy comparison results are shown in Figure 2-8 and are normalized to the 

baseline (design N). They are broken down into the dynamic energy of L1 cache 

(dominated by the L1 data cache), L2 cache and main memory, and the leakage energy. 

The designs B and Vp can reduce the L1 data cache miss rates, but with a higher 

per-cache-access energy. But they can still reduce the total energy in some cases by 

reducing the L2 cache energy (less access to L2 cache) and the leakage energy (less run 

time). Therefore, the average total energy overhead compared to baseline for designs B 

and Vp is 4% and 13%, respectively. By serializing the accesses to the regular L1 cache 

and victim cache, design Vs achieves an average total energy reduction of 3% compared 

to baseline. Design R achieves an average total energy reduction of 7% compared to 

baseline, mainly through moderately reducing the L1 miss rate and the run time.  

With the additional energy of the SMLT, VTB, and adaptive mapping unit, AH-Cache 

can still achieve an energy reduction of 16%, 22%, 10% and 7% compared to designs B, 

Vp, Vs and R, respectively. It consumes less energy than designs B, Vp and Vs since its 

per-cache-access energy overhead is much less than the CAM in B-cache and victim 

cache. It consumes less energy than design R since its adaptive mapping more effectively 

reduces L1 miss and thereby consumes less L2 cache energy and leakage energy (less run 

time). 

In summary, AH-Cache achieves energy-runtime-production reductions of 19%, 25%, 

18% and 18% over the designs B, Vp, Vs and R, respectively. This verifies the energy 

efficiency of AH-Cache. 
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Figure 2-8. Comparison results of memory subsystem energy (upper: 16KB, lower: 
32KB) 
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2.5.3 Sensitivity Analysis 

 

Figure 2-9. Sensitivity analysis of the adaptation parameters (upper: 16KB, lower: 
32KB) 

In all of the above experiments, we set the value of the VTB counter threshold T to 16 

and adaptation interval length I to 1 million cycles. We also tested the sensitivity of T and 

I by varying the T as 8, 16 and 32, and varying I as half of 1 million, 1 million and 2 

million cycles. The results are shown in Figure 2-9, where a configuration of (8, 500000) 

means that T=8 and I=500000 cycles. All of the results are normalized to (16, 1000000) 

which is the configuration used in this chapter. As can be seen, the coefficient of 

variation (standard deviation normalized to the mean) of the run time is 0.8% on average, 
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which indicates that the adaptive scheme is not very sensitive to the value of T and I, and 

a typical setting of T=16 and I=1 million cycles will be suitable for most cases. 

2.6 Conclusions 
In this chapter an adaptive hybrid cache called AH-Cache is proposed. By providing 

dynamic remapping of the SPM blocks onto cache blocks based on the run-time cache 

behavior in hardware, AH-Cache makes the software focus on the utilization of logically 

continuous SPM. Experimental results show that AH-Cache can achieve 

energy-runtime-production reductions of 19%, 25%, 18% and 18% over representative 

previous techniques. Thus AH-Cache can serve as an energy-efficient hybrid cache in 

low-power processors that require flexible SPM sizes to satisfy various application 

requirements, but have low cache associativity due to a tight power budget. 
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Chapter 3.  BiN: Buffer-in-NUCA for 
Accelerator-Rich CMPs 

 
 
 

3.1 Introduction 
On-chip accelerators are used to provide orders of magnitude improvement in 

power-efficiency over general-purpose processors [25][26][P9][27][28]. According to an 

ITRS prediction [3], this trend will continue as accelerators become more common and 

present in greater numbers (close to 1500 by 2022), presenting an accelerator-rich CMP. 

Under these circumstances, providing a private buffer for each accelerator is very 

inefficient. Large private buffers occupy a considerable amount of chip area, whereas 

small private buffers are less effective for reducing off-chip bandwidth. Fortunately, not 

all accelerators are powered-on at the same time because of the specific application 

requirement. This provides the opportunity to use a shared buffer [29], or allocate the 

buffers in the shared last-level cache (LLC) on-demand [30] so that the space can be used 

as cache when accelerators are not in use. 

This hybrid shared cache architecture is similar to the AH-cache (hybrid primary cache) 

idea presented in Section 1.2.1. However, the challenge is different. The LLC always 

uses serial tag and data array access to save power, and there are several works on 

reducing cache conflict-miss without increasing cache associativity (V-way cache [17], 

indirect index cache [18], set balancing cache [19], Z-cache [20]) based on the 

assumption of serial tag and data array access. Therefore, the requirement of adaptive 

mapping is not as important as that at the primary cache level. However, since the LLC is 

shared by all of the cores and accelerators in the CHP, and it is typically designed as a 

non-uniformed cache architecture (NUCA) [31][32] where the LLC is physically 
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partitioned into distributed cache banks, the problems of storage resource contention and 

resource fragmentation become critical.  

Resource contention. As pointed out by [33], increasing the size of the accelerator 

buffers can reduce more off-chip memory traffic by covering longer reuse distance. This 

relationship between the buffer size and the off-chip memory bandwidth of an accelerator 

can be represented by the buffer size vs. bandwidth curve introduced in [33] (we call it 

BB-Curve for short in this chapter), where each point in the curve shows the required 

off-chip bandwidth under a given buffer size. The BB-Curve not only depends on the 

accelerator type, but also depends on the input data size. An example of the BB-Curves of 

a denoise [65] accelerator for various input sizes is shown in Figure 3-1. When we say 

that an accelerator has higher buffer utilization efficiency, we mean that it can reduce 

more bandwidth per unit increase in buffer size. Given the fact that different accelerators 

have different buffer utilization efficiencies, no prior work has considered the global 

buffer demand when allocating buffer space to multiple accelerators. In existing solutions, 

a fixed-size buffer is allocated to each accelerator statically by the compiler (or designer) 

by selecting a single ‘best’ point in the accelerator’s BB-Curve. However the compiler 

(or designer) has no idea of runtime space utilization behavior, and thus committing to a 

fixed buffer size a priori often leads to suboptimal solutions. 
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Figure 3-1. BB-Curves of a denoise accelerator 
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Resource fragmentation. Prior work allocates a contiguous space to each buffer to 

simplify buffer access [29][30], since the address of a buffer block is calculated only as a 

relative position with respect to the buffer starting address. This may lead to space 

fragmentation when requested buffers have unpredictable space demands and come in 

dynamically. As shown in Figure 3-2, at Cycle 1K there is 10KB available space in the 

shared buffer. But since this space is not contiguous, Buffer3 cannot be allocated. NUCA 

complicates buffer allocations in cache. In addition to the buffer size, the distance of the 

cache bank in relation to the accelerator also matters. It is possible that the only 

contiguous space that can satisfy a buffer is quite far from the accelerator, and a better 

choice may be to aggregate several smaller available space segments in the cache banks 

around the accelerator. One approach to leveraging these fragmented resources is to make 

use of a paged scheme that adds a level of indirection. This makes physically 

non-contiguous spaces in NUCA appear to be contiguous, analogous to a typical 

OS-managed virtual memory. However, accelerators can not afford a large private page 

table in terms of energy and area; nor can they, for performance reasons, afford a 

multi-hop scheme to access a centralized shared page table. 

 

Figure 3-2. Buffer space fragmentation in a shared buffer 

In this chapter we propose a Buffer-in-NUCA (BiN) scheme to dynamically allocate 

accelerator buffers in NUCA, with the following contributions: (1) a dynamic 

interval-based global allocation method to assign spaces to accelerators that can best 

utilize the additional buffer space, and (2) a flexible and low-overhead paged buffer 
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allocation method to limit the impact of buffer fragmentation. To the best of our 

knowledge, BiN is the first work to offer a cost-effective solution to accelerator buffer 

allocations in NUCA, with full consideration of both global buffer allocation and buffer 

space fragmentation. 

3.2 BiN Architecture 
3.2.1 Overall Infrastructure 
We construct BiN upon the ARC [27]—a hardware-managed accelerator-rich CMP. 

Figure 3-3(a) shows the overall architecture of our evaluated ARC, which is composed of 

cores (with private L1 caches), accelerators, the accelerator and BiN manager (ABM), 

NUCA (shared L2 cache) banks, and NoC routers. The off-chip memory controllers (not 

shown) are attached to the routers on the four corners. ABM manages accelerator sharing 

(the same functionality as that of the GAM in [27]) and allocates buffers in NUCA (new 

contribution of this chapter).  

Figure 3-3(b) shows the communications between a core, ABM, an accelerator and 

NUCA. The numbered arrows show the order of steps taken during a single accelerator 

invocation by a core. Buffer allocation (Step 2) is described in the following subsections. 
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Figure 3-3. (a) Overall architecture of ARC with BiN. (b) Communications between 
core, ABM, accelerator, and NUCA. 

3.2.2 Dynamic Interval-Based Global (DIG) Buffer 

Allocation 
In BiN, the space allocated to a particular buffer is dynamically determined at runtime. 

To avoid greedily allocating buffer space for each buffer allocation request, we propose a 

dynamic interval-based global (DIG) buffer allocation scheme. The key point is that 
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ABM will collect the buffer allocation requests in a short fixed-time interval and then 

perform the global allocation for the collected requests to achieve short-time global 

optimality. By keeping the interval appropriately short, we limit the impact on 

performance of idle waiting in the interval. In this chapter, unless otherwise specified, we 

set the interval to be 10K cycles. Moreover, to avoid having too many accumulated buffer 

allocation requests, once up to eight buffer requests are collected, the DIG allocation will 

be immediately triggered.  

3.2.2.1 Problem Formulation 
Given:  

 The batch of buffer allocation requests with a set of points in the BB-Curve of 

request i as {(bij, sij) | 0 ≤ j < Ni} (in increasing order of buffer size, where Ni is the 

number of points in the BB-Curve of request i, bij and sij are the bandwidth requirement 

and buffer size of the jth point of the BB-Curve of request i, respectively);  

 The total available buffer size W 

Goal:  

Find one and only one node ni for each buffer allocation request i, so that the total 

bandwidth 
1

0
i

N

n
i

b
−

=
∑ is minimized and the sum of the buffer size 

1

0
i

N

n
i

s
−

=
∑ is less than or equal 

to W. 

3.2.2.2 Optimal Solution 

This problem can be solved optimally through dynamic programming. Define a N+1 

dimension array M, each element M[n0, n1, ... nN-1, w] denotes the minimum total 

bandwidth that can be attained with a buffer size less than or equal to w, when the buffer 

request i uses its curve nodes up to the node ni (not that this curve does not necessarily 

need to use node ni; it may use any node in its curve up to ni). For the first N dimensions, 
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each dimension i has a size of Ni, where Ni is the number of points in the BB-Curve of the 

buffer allocation request i. The last dimension has a size of W.  

Then we can have: 
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Note that if one of the first N dimensions of the M array is 0, it means that none of the 

BB-Curve points of this buffer allocation request can be used. The solution can then be 

found by calculating M[N0, ..., Ni, ... N N-1, W]. And the complexity for both space and 

time is O(N0* ... * Ni * ... NN-1 * W). 

3.2.2.3 Online Greedy Heuristic 

The aforementioned dynamic programming approach can solve the problem optimally, 

but it incurs relatively high timing and space overhead. Moreover, this optimal solution 

assumes that the buffer can always be allocated if there is enough space, regardless of the 

space fragmentation problem. Thus we developed an online greedy heuristic to solve the 

problem fast and efficiently, with consideration of fragmentation.  

The algorithm first allocates the minimum buffer size for each request and tries the 

paged allocation (detailed in Section 3.2.3) to see whether this allocation is valid. If so, it 

then checks the next point of each curve, and selects the one with the maximum (bij - 

bi(j-1)) / (sij - si(j-1)), i.e., the request that gives the maximum reduction of bandwidth with 

unit increase of buffer size. Again, the paged allocation is tried to validate this new 

allocation. This process will go on, until the next point of each BB-Curve makes the 

resulting allocation not valid. An example of this scheme is shown in Figure 3-4. To save 

the computation of the DIG allocation, the (bij - bi(j-1)) / (sij - si(j-1)) (buffer utilization 

efficiency) is pre-computed, so that the curves sent to ABM are actually{((bij - bi(j-1)) / (sij 
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- si(j-1)), sij) | 0 ≤ j < Ni}, where bi(-1) = 0, si(-1) = 0. This heuristic only has a linear time and 

space complexity. Experiment results show that for our evaluated benchmarks, this 

heuristic can provide the same buffer allocation solution as the optimal solution, if paged 

buffer allocation is not considered. (the optimal solution can not take the paged allocation 

into consideration since the transition in the dynamic programming assumes that the 

buffer can always be allocated if there is enough space, regardless of the space 

fragmentation problem) 
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Figure 3-4. An example of the DIG buffer allocation scheme 

Once the allocation decision is successfully made, ABM follows the allocation solution 

to allocate the buffers in the NUCA banks. As in BiC [30], each L2 cache line has a bit to 
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indicate whether it is allocated to a buffer. Allocating a cache line as buffer may result in 

L1 sharer invalidations and dirty block write-back. If the DIG allocation fails, ABM will 

leave out the last request and invoke the DIG allocation again on the reduced set of 

requests. The removed requests are put in an outstanding queue. Once a buffer-free event 

happens, ABM will allocate them. Otherwise, they will be allocated with the requests 

accumulated in the next interval (as the ‘earliest’ requests in that interval). If the paged 

allocation of the minimum buffer size of a buffer allocation request fails at the upper 

bound of BiN space (discussed in Section 3.2.4), the core needs to perform the task 

without calling accelerators. We use the algorithm in [33] to obtain the accelerator 

BB-Curves for various input sizes. The BB-Curve generation flow is detailed in Section 

3.3. 

3.2.3 Flexible Paged Buffer Allocation 
In BiN, we compose non-contiguous spaces to satisfy the buffer requests. We propose 

that once a buffer is allocated, the accelerator will use a small local page table to translate 

buffer addresses into absolute addresses that can be found in NUCA. The key to 

achieving this is to set the page granularity for each buffer according to the buffer size; 

i.e., a larger buffer may have a larger page size so that the total number of pages for this 

buffer is still a fixed number (32 in our evaluated system). The allowed page size is 

always a power of 2 to simplify translation. In our evaluated system it ranges from 4KB 

to half of the L2 cache bank size (32KB). A page must start at an address that is a 

multiple of the min-page and should not span cache banks. Since all of the buffer 

allocation and free operations are performed by ABM, it locally keeps the information 

about the current contiguous buffer spaces of each cache bank. To allocate a buffer with 

size S, ABM uses the smallest page that is no smaller than S/32 to try the allocation, 

starting from the cache bank nearest to this accelerator, to the farthest cache bank. The 

amount of cache lines that can be used in each cache bank will be discussed in Section 

3.2.4. To try the allocation of a set of buffers, ABM processes the buffers in a decreasing 
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order of buffer size, since a larger buffer may be more difficult to fit. If any buffer in this 

set fails to allocate, the paged allocation for this set fails. An example of the flexible 

paged buffer allocation is shown in Figure 3-5, where the min-page is 1 way of an 8-way 

set-associative cache bank. 

 

Figure 3-5. An example of the flexible paged buffer allocation 

To reduce the page fragments, we allow the last page (source of page fragments) of a 

buffer to be smaller than the other pages of this buffer, since this does not affect the page 

table lookup. For example, in Figure 3-5, the last page of Accelerator 0 is only half the 

size of its other pages. Therefore, the max page fragment for any buffer is smaller than 

the min-page. Note that the page fragments do not waste capacity since the cache lines in 

these fragments will remain as cache blocks and will be used by the cache. For example, 

in Figure 3-5, the shaded blocks denote the page fragments. Then Sets 2 and 3 of Cache 

bank 0 actually have five cache lines. 

3.2.4 Buffer Allocation in NUCA 
In this chapter we assume a static NUCA design (statically-mapped addresses to banks). 

Since the buffers are allocated on-demand, the boundary between the cache and 

accelerator buffers is floating. When BiN allocates buffers in the cache, it could easily 

consume all or most of the cache space to maximize accelerator gains. To limit the 
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impact on cache performance, we impose an upper bound on the total buffer size that can 

be allocated. In our implementation, where each cache bank is 8-way set-associative, BiN 

may vary the upper bound from 1/8 to 7/8 of the NUCA size with a 1/8 increment at each 

step. The upper bound can be controlled by existing cache partitioning schemes (e.g., [66]) 

where the BiN upper bound is simply one of the partitions competing for space. The 

accelerators’ BB-Curves collected in each partitioning interval can be used to estimate 

the potential variation of off-chip access counts when making partition decisions. BiN 

can definitely benefit from dynamic upper bound tuning through smart cache partitioning, 

but our experimental results show that an upper bound set to half of the NUCA size 

achieves the best or close to the best performance for most of our evaluated benchmarks. 

Since the focus of this chapter is to show the gain of the DIG buffer allocation and the 

flexible paged buffer allocation over the prior work, we always set the upper bound to be 

half of the NUCA size unless otherwise declared, in order to make fair comparisons.  

To avoid creating high contention in a particular cache bank, the upper bound is 

uniformly distributed to each cache bank; i.e., if the upper bound is half of the NUCA 

size, then in each cache bank at most half of the cache ways can be allocated as buffers. If 

high contention still occurs in some cache banks, we use the page re-coloring scheme [32] 

to remap the OS pages (originally mapped to the cache banks) to other underutilized 

banks in order to reduce contention. Other cache bank utilization balancing techniques 

(such as [31]) can also be used. We would like to emphasize that BiN is orthogonal to 

and compatible with most state-of-the-art NUCA management schemes since it only 

considers cache bank adjacency while allocating buffer pages in NUCA.  

3.2.5 Hardware Overhead 
The hardware overhead introduced by BiN on the evaluated ARC is mainly in ABM 

(buffer allocation) and the accelerators (look-up of buffer page locations in NUCA).  
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Figure 3-6. (a) The buffer allocation module in ABM; (b) Worst-case buffer 
fragmentation in a cache bank 

The block diagram of ABM’s buffer allocation module is shown in Figure 3-6(a). The 

SRAM table to store the contiguous spaces information for each cache bank is 7-entry. 

This is because there can be at most 7 contiguous spaces in a 64KB cache bank with a 

min-page of 4KB, as shown in Figure 3-6(b). Each entry has 10 bits for the starting block 

address and 4 bits for the space length in terms of min-page. There are also 8 SRAM 

tables to store the BB-Curves of the buffer requests (DIG scheme processes at most 8 

requests in a batch). We limit BB-Curves to have at most 8 points. Each point uses 2B for 

the buffer size and 3B for the buffer utilization efficiency. Thus, the total storage 

overhead is 768B. According to the Synopsys Design Compiler (SAED library, 32nm), 

the buffer allocation logic has an area of 9,725um2 under a cycle time of 0.5ns, and the 

storage area is 3,282um2 based on Cacti [60] (32nm). Thus, the total area of the buffer 

allocation module is less than 0.001% for a medium size 1cm2 chip. An average latency 
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of 0.6us (1.2K clock cycles at 2GHz) is required to perform the buffer allocations. The 

initial 10K (waiting time in the DIG allocation) + 1.2K cycles of allocation time is only 

1% of the typical accelerator runtime (in order of million cycles). 

 

Figure 3-7. Block addresses generation with the page table 

Figure 3-7 depicts the local page table of the accelerator and the mechanism to 

generate the block addresses in NUCA. Since we have 32 banks (5-bit bank ID) and each 

bank has 1024 blocks (10-bit block ID), each table entry is 15-bit and the page table is 

64B. This table has an area of 373um2 based on Cacti [60], which is less than 1% of the 

area of our evaluated smallest accelerator (denoise: 496,908um2). The table access 

latency is 0.14ns. Since the clock cycle of the evaluated accelerators is 2ns, this latency 

can easily fit in the pipeline of block address generation. Note that the 15-bit adder in 

Figure 3-7 also exists in a shared buffer design with contiguous space allocation. This is 

not an overhead of BiN.  

BiN does not introduce any more micro-architectural complexity to the L2 cache 

controller than BiC [30] does. For buffer allocation in a cache bank, BiN uses the same 

way-based approach as BiC (it uses cache lines uniformly from one way, and then uses 

the next). Moreover, the overheads of the cache partition scheme and the 

cache-bank-utilization balancing scheme are not considered part of the overhead of BiN, 

since BiN is orthogonal to these techniques. 
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3.3 Compiler-Based BB-Curve Analysis 
This section describes the generation of the BB-Curve for synthesized accelerator 

modules based on the compiler-based static analysis. The input is the C-code of the 

accelerators that is used to generate RTL accelerators through a high-level synthesis 

design flow. According to the access pattern analyzed by the compiler infrastructure, the 

trade-offs between the off-chip bandwidth requirements and on-chip buffer size are 

explored to generate the BB-curve for the SPM allocation optimizations in BiN.  

3.3.1 Analysis Flow Overview 
Data-intensive applications always have repeated accesses to the same array element in 

the program; this is one of the major causes of the critical off-chip memory bandwidth 

utilization. Data reuse is the efficient technique that is widely used to reduce the use of 

off-chip bandwidth by using an on-chip reuse buffer. The possibility of data reuse can be 

statically analyzed by a compiler-based design flow shown as Figure 3-8. 

The input to the BB-Curve analysis is the C-code program which can be synthesized 

into hardwired accelerators. We primarily care about the off-chip memory access 

references and their surrounding loops in the input program for data reuse optimizations. 

A traditional compiler infrastructure, for example ROSE [67], is used to parse this 

information from the source code, and express it into the polyhedral model. The 

polyhedral model represents the loops and array access references in a linear form, and 

also provides a set of functionalities to perform transformations for the loops and array 

references in an efficient way; this makes it easy to statically calculate the bandwidth 

saving and buffer size for data reuse. 
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Figure 3-8. Data reuse analysis for BB-Curve 

Data reuse tradeoffs are exploited and evaluated based on this information in the 

polyhedral model. First, a data reuse graph is built to express the data reuse candidates in 

the program. Second, the access count saving and buffer size is calculated based on the 

polyhedral model. Third, for each given bandwidth requirement, the minimum buffer size 

for the requirement is calculated by an optimization process. And after that, the 

BB-Curve for the accelerator module is generated. To simplify the evaluation, we assume 

that the computation core has a fixed throughput so that the off-chip bandwidth is 

proportional to the off-chip access count. 

3.3.2 Data Reuse Modeling 
The data reuse graph (DRG) is widely used to represent data reuse candidates 

[9][68][P8][33], as Figure 3-9(a) shows. Nodes of the graph are array references, and 

edges are the data reuse between the nodes. Nodes are weighted by the access count (AC) 

of the reference, and edges are weighted by the reuse buffer size (BS). A data reuse 
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buffer is allocated to store the data accessed by the source node of a reuse edge, and then 

is accessed by the target node for the reused data. Each edge in a DRG represents a data 

reuse buffer candidate that can be allocated in on-chip memory to save off-chip 

bandwidth. 

 

Figure 3-9. (a) Full data reuse graph; (b) Simplified data reuse graph 

A read node’s, bandwidth is saved if there is a reuse edge allocated whose target node 

is this read node. Bandwidth of the write node can even be saved if all the read nodes of 

the same array are reused, and the data is not the primary output of the design. This 

means that the data of this array will be always in on-chip memory. We simplify the DRG 

by pruning suboptimal buffer allocations by only considering the reuse from the temporal 

nearest neighboring node, as shown in Figure 3-9(b), which has the minimal buffer size 

for each specific node. 
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Figure 3-10. (a) Original code; (b) Code after data reuse buffering 

Figure 3-10 shows an example of data reuse between two array access references, from 

A[i,j] to A[i-2,j]. The on-chip reuse buffer size is 2N, because the data fetched by 

reference A[i,j] will be used by reference A[i-2,j] after two loop i iterations, and the 2N 

new data elements accessed during this period (two loop i iterations) need to be stored in 

the reuse buffer for continuous data reuse. After the data in the buffer is reused, it can be 

replaced to store new reusable data. The modulo operation in the reuse buffer addressing 

indicates that the buffer is accessed and updated in a cyclic way. By allocating the reuse 

buffer, off-chip memory accesses by reference A[i-2,j] are saved. 

We analytically calculate the size of the transformed reuse buffer for node y in three 

steps. First, we determine the access order of the nodes, and find the nearest temporal 

neighbor reference x which has the same array with y and accesses before node y. Second, 

we calculate the reuse distance between nodes x and y using standard data flow analysis 

[69], and get the loop level carrying the reuse (lr) and the distance carried on the loop 

level (srdxy). Third, we calculate the number of array elements accessed by y in one 

iteration of level lr (notated as ( )rQ l ), and then the buffer size is ( )xy rsrd Q l× . For example, in 

our case in Figure 3-10, the buffer size for node y(A[i-2,j]) is 2N because srdxy=2 and 

( )rQ l is N. The analytic calculation of ( )rQ l is performed by building linear constraints for 
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the accessed data elements and counting the integer points in the polytope using the 

Barvinok library [70]; the detailed derivation is given in [71]. 

3.3.3 Data Reuse Optimization 
Data reuse optimization is a process that selects the optimal subset of all the reuse 

candidates to allocate them on-chip. The solutions of data reuse allocation are modeled as 

binary variables {by} where by indicates whether node y is reused from its nearest 

neighbor. To model the case where write accesses are saved, we introduce a special edge 

as a dashed line in Figure 3-10(b), weighted by the total AC and BS of the array. If the 

special edge spbγ of array γ is allocated, no other edges ( )xb of the same array γ need to be 

allocated because those buffers are already allocated by the special edge. Using the 

simplified DRG and binary variables, we can model and evaluate each hierarchy 

allocation candidate: 

,     

, 0

y y
y

total y y
y

w x

BS b BS

AC AC b AC

x R b bγ
γ

=

= −

∀ ∈ ⋅ =

∑

∑  

where constant totalAC is the total AC without data reuse, and Rγ is the set of read references 

to array γ . 

In general, the data reuse optimization problem can be solved by integer linear 

programming with an exponential computation complexity (multiplier of binary variables 

can be easily converted into a linear form). But we observe that this linear optimization 

can be further converted into an extended knapsack problem. Each reuse buffer is an item 

to be put into the knapsack. BSy and ACy are the value and weight of item y respectively, 

and 1y yt b= − indicates whether item y is taken into the knapsack.  
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If we first ignore the constraint , 0w xx R b bγ
γ∀ ∈ ⋅ = , the standard knapsack problem can be 

solved by dynamic programming. Let [ , ]BS i AC be the maximum value that can be attained 

with weight no more than AC using up to the first i items, and we have 

[ ] ( [ ] [ ] )i iBS i, AC = max BS i - 1,AC , BS i - 1,AC - AC + BS  

The complexity of the dynamic programming is O(mn), where m is the number of 

reuse buffers, and n is the total AC (which can be greatly reduced by normalizing the AC 

of reuse buffers to the loop iteration count).  

The extended knapsack problem cannot be directly solved in polynomial time because 

the solution of the sub-problem is dependent on the decisions of its super-problem. 

Fortunately, the original dynamic programming does not specify the order of the items, 

and we can make the sub-problem independent by reordering the items. We define the 

grouped order of the items as this: the items corresponding to the same array are placed 

together, and the item with the special reuse edge (described in Section 3.3.2) is placed at 

the last position of the array. For example, 

(tA0, tA1,…, tAsp), (tB0, tB1,…, tBsp), …. 

Using this order of items, the extended knapsack problem can also have recursive 

functions for special items: 

0[ ] ( [ ] [ ] )sp sp w spBS i , AC = max BS i - 1,AC , BS i - 1,AC - AC + BSγ γ γ γ γ  

where 0i
γ and spiγ are the indices of the first and last items of array γ respectively, wACγ is 

the AC of the write node and spBS γ is the BS of the special edge which is equal to the total 

BS of all the read nodes of array γ. 
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3.4 Evaluation Methodology 
3.4.1 Simulation Infrastructure 
We use the HSI simulator described in Section 1.3.1 to evaluate the system performance. 

Table 3-1 shows our simulated system configuration (also depicted in Figure 3-3(a)).  

Table 3-1. System configuration of Simics/GEMS simulation 

Core 4 Ultra-SPARC III-i cores @ 2GHz 

L1 data & instruction cache 
32KB for each core, 4-way set-associative, 64B cache 
block, 3-cycle access latency, pseudo-LRU, MESI 
directory coherence by L2 cache 

L2 cache (Buffer-in-NUCA) 
2MB, 32 banks, each bank is 64KB, 8-way 
set-associative, 64B cache block, 6-cycle access 
latency, pseudo-LRU 

Network on chip 
4x8 mesh, XY routing, wormhole switching, 3-cycle 
router latency, 1-cycle link latency 

Main memory 4GB, 1000-cycle access latency 

 

3.4.2 Benchmarks and Accelerators 
For this chapter we chose applications from one domain (medical imaging) to accelerate, 

since accelerator-rich architectures (such as ARC) are most suitable for domain-specific 

computing [P9][27]. We chose the medical imaging domain because it consists of 

applications that are both compute- and memory-intensive, and the highly regular 

computation of the domain makes it an ideal target for hardware acceleration. 

Furthermore, improved performance in medical imaging has a tremendous potential to 

transform health care. The chosen applications are: denoise, deblur, segmentation, and 

registration. These applications are explained in detail in [65] and form a medical 

imaging pipeline.  
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We use the methodology of [27] to extract the computation-intensive tasks of these 

applications, synthesize these tasks as ASIC accelerators by using a high-level synthesis 

tool AutoESL [6] from Xilinx, and obtain their cycle-accurate modules. We then plug 

these modules into our simulator. Each of these accelerators has at least four copies on 

the chip to allow threads calling the same type of accelerator to run simultaneously. All 

of the accelerators work at a frequency of 500MHz. The non-computation-intensive and 

control tasks of these applications and the Solaris-10 OS are running on the 

general-purpose cores. 

3.4.3 Reference Designs 
We compare BiN to the following representative schemes from prior work. All are 

evaluated under the same area constraint. To make a fair comparison, we set a fixed 

upper bound of BiN as half of the NUCA size when compared to the prior work. We will 

discuss the impact of dynamic upper-bound tuning in Section 3.5.4.  

Accelerator Store (AS) [29]. In AS the shared buffer and NUCA are two separate 

units. We set the 32-bank NUCA size as 1MB (since we use an upper bound as half of the 

NUCA size in BiN). Because buffers in cache have some area overhead compared to 

separate buffers, we set the capacity of the shared buffer in AS as 1.32MB (32% larger 

than the maximum buffer size in BiN under the same area constraint) based on Cacti [60]. 

We also partition the shared buffer into 32 banks to increase the buffer access ports, and 

these banks are distributed to the 32 NoC nodes.  

BiC [30]. BiC dynamically allocates contiguous cache space to a buffer. Here we set 

an upper bound for BiC by limiting buffer allocation to at most half of each cache bank. 

To allow a buffer to span multiple cache banks, the end of the BiC space in one cache 

bank is considered to be contiguous to the beginning of the BiC space in the next cache 

bank. The system configurations of BiN and BiC are the same except that the DIG 

allocation and the flexible paged allocation are not available in BiC. This scheme is used 
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to show that simply allocating buffers in NUCA will result in space fragmentation and 

underutilization.  

We use the off-line compiler analysis in Section 3.3 to generate the desired buffer 

space of a set of potential input sizes for both AS and BiC to achieve their best 

performance. In addition, to demonstrate the innovations of BiN step by step, we also 

construct the following schemes: 1) BiN-Paged. It only uses the proposed flexible paged 

allocation scheme (32-entry page table). 2) BiN-Dyn. Based on BiN-Paged, it performs 

dynamic allocation without consideration of near future buffer allocation requests; i.e., it 

just responds to a buffer allocation request immediately by greedily satisfying the request 

with the current available spaces. Thus, a new buffer allocation request may not be 

satisfied since a preceding buffer has consumed most of the space—even if the new 

requesting accelerator can use the space more efficiently. 3) BiN-Full. This is the entire 

proposed BiN scheme. 

3.5 Experimental Results 
We conduct experiments for different degrees of buffer pressure by varying the number 

of medical imaging pipelines that we run in parallel (1, 2, and 4 pipelines). Each pipeline 

consists of one thread sequentially executing the four medical imaging applications on a 

different set of imaging data (i.e., no data dependencies between pipelines), where the 

image sizes also vary. Our benchmark naming convention indicates both the number of 

concurrent pipelines and the image size for that particular run. For example, benchmark 

4P-28 means that there are 4 copies of the pipeline running in parallel, and the input to 

each is a unique image that is 28x28x28 pixels. Benchmarks from 1P-28 to 4P-100 

feature pipelines that are running with the same input image sizes. Thus there is no buffer 

fragmentation problem. These benchmarks are mainly used to demonstrate the gain of the 

DIG allocation. The “4P-mix” label indicates that the various pipelines in the benchmark 

have randomly selected input image sizes. Computation of varied image sizes exhibits 
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variation in the buffer demand and duration of buffer use, which in turn results in 

fragmentation; thus these benchmarks are used to demonstrate the gain from both the 

flexible paged allocation and the DIG allocation.  

3.5.1 Impact of DIG Buffer Allocation 
Figure 3-11 and Figure 3-12 show the comparison results of runtime and off-chip 

memory access counts. All of the results in Section 3.5.1 to 3.5.3 are normalized to that 

of AS (Accelerator Store). In the first 12 benchmarks, since there is no buffer 

fragmentation, AS, BiC, and BiN-Paged behave similarly (the impact of 

buffer-to-accelerator distance will be discussed in Section 3.5.2).  

By greedily satisfying the buffer requests with currently available resources, BiN-Dyn 

outperforms AS, BiC, and BiN-Paged in 1P cases and 2P/4P cases with small inputs, 

because the shared space can accommodate these small buffers even if they are greedily 

satisfied. This gain can also be confirmed by the bandwidth reduction in these cases 

(shown in Figure 3-12). However, in the cases where greedily satisfying the first buffer 

requests will severely reduce the available space for subsequent requests that may more 

efficiently use the buffer space, BiN-Dyn behaves considerably worse compared to the 

first three schemes, as can be seen in the 2P/4P cases with large input sizes. Interestingly, 

the off-chip memory access counts do not increase correspondingly. The reason is that, 

when BiN-Dyn allocates a large buffer for the initial requests, it will delay subsequent 

requests from accelerators with large input sizes. Eventually these subsequent requests 

will be assigned to a large buffer (for reducing off-chip bandwidth), but their execution is 

serialized and thus the performance is impacted. Therefore, a reduction of the total 

off-chip memory accesses may not necessarily result in an increase in performance. 

1 81 2 16 1 95
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Figure 3-11. Comparison results of runtime 
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Figure 3-12. Comparison results of off-chip memory accesses 

BiN-Full consistently outperforms the other schemes because of the DIG allocation 

(and also the flexible paged allocation in the 4P-mix cases). The only exception is in 

4P-mix3, where the 1.32x larger capacity of AS is just large enough to accommodate all 

buffer requests—whereas BiN-Full needs to allocate a smaller buffer size to the 

accelerator that has the smallest buffer utilization efficiency. But it still outperforms the 

other three schemes that have the same total capacity. Overall, compared to AS and BiC, 

BiN-Full reduces the runtime by 32% and 35%, respectively. 
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3.5.2 Impact of Paged Buffer Allocation 
In the 4P-mix cases where there are buffer fragmentation problems, BiN-Paged and 

BiN-Full improve the runtime (up to 24% and 56%, respectively) in 4P-mix{1,4,5,6}. 

However, the bandwidth is not reduced by BiN-Paged and BiN-Full correspondingly, 

because although AS, BiC and BiN can allocate similar buffer sizes (thus similar 

bandwidth), BiN can allocate the buffer much earlier than BiC and AS since it can 

aggregate non-contiguous space to satisfy the parallel buffer requests while BiC and AS 

can not. In 4P-mix{2,3}, the 1.32x larger capacity of AS can accommodate the buffers 

even when there is fragmentation. Thus BiN-Paged behaves similar to or even worse than 

AS. But in both cases, BiN-Paged outperforms BiC, which has the same capacity. 

Since the first 12 benchmarks do not suffer buffer fragmentation, BiN-Paged improves 

their runtime by allocating buffers closer to the accelerator. However, the improvement is 

small. The reason is as follows. The buffer accesses from our evaluated accelerators are 

mainly reading in large amounts of input data, performing some calculation on the data 

and then writing the transformed data out to the buffers. These accesses do not have 

inter-dependencies. They are pipelined so well that buffer access latency is completely 

hidden. Therefore, as shown in Figure 3-13, even though BiN-Paged can improve the 

average buffer access latency by 19%-32%, the runtime gain is only 2%-9%. We expect 

that accelerators from other domains, which may have dependencies among the buffer 

accesses, can obtain more benefit from adjacent buffer allocation. 



72 

0.0

0.2
0.4

0.6
0.8

1.0

1P-
28

1P-
52

1P-
76

1P-
100

2P-
28

2P-
52

2P-
76

2P-
100

4P-
28

4P-
52

4P-
76

4P-
100

Av
g 

bu
ffe

r a
cc

es
s 

la
te

nc
y

(N
or

m
al

iz
ed

 to
ac

ce
le

ra
to

r s
to

re
)

BiC BiN-Paged
 

Figure 3-13. Comparison results of buffer access latency 

3.5.3 Impact on Energy 
We obtain the dynamic and leakage energy data of NUCA and the main memory through 

Cacti [60] and McPAT [61], and the power data of the ABM module via the Synopsys 

Design Compiler. We back-annotate these numbers into our simulator to obtain the 

memory energy results, as shown in Figure 3-14. By separating cache and buffer units, 

AS consumes less energy for each cache/buffer access and also consumes less unit 

standby leakage than the other schemes. Therefore, BiC and BiN-Paged consume more 

energy than AS. BiN-Dyn can save energy in cases where it can reduce the off-chip 

memory accesses and runtime. However, in the cases where BiN-Dyn significantly 

increases the runtime, it consumes considerably more energy (more standby energy). By 

performing DIG and flexible paged buffer allocation, BiN-Full can reduce both the 

number of off-chip memory accesses and the runtime. When compared to AS, it sees a 

12% reduction in energy on average. In cases where the 1.32x capacity of AS can better 

satisfy buffer requests (4P-mix3), BiN-Full consumes more energy due to more off-chip 

memory accesses and longer runtime. BiN-Full reduces the energy by 29% on average 

compared to BiC. 
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Figure 3-14. Energy comparison of the memory subsystem 

3.5.4 Impact of DIG Allocation Interval Length 
The DIG buffer allocation is triggered 1) once an interval end is achieved, or 2) once the 

number of collected buffer allocation requests achieves a predetermined value (8 in this 

chapter). If the allocation interval length is too short, BiN will behave like BiN-Dyn, 

which greedily satisfies each buffer allocation request using currently available resources, 

without considering near-future requests. If the allocation interval is too long, the buffer 

allocation requests that arrived earlier will wait for a long time to get their requested 

buffers. In the previous experiment subsections, we always use an empirical value of 

10K-cycle DIG allocation interval. In this subsection, we will discuss the sensitivity of 

the system performance to this interval length.  

Unlike the previous experiment subsections that strictly follow the dependencies 

among the medical imaging pipeline stages, here we assume that each stage of the 

medical imaging pipeline can be issued independently. Thus, we can flexibly tune the 

buffer allocation request arrival rate to ABM. Moreover, we also extract some kernels 

(such as the polynomial computations) from these medical imaging pipeline stages. These 

kernels run much faster than the original pipeline stages, to make our case that the 

waiting time of the 10K interval length is non-trivial to these kernels.  
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We characterize the tasks that run on accelerators as small, medium and large, based 

on  their estimated runtime. Note that here small tasks mean the aforementioned kernels, 

whereas the small input size that we used in the real benchmarks in the previous 

subsections falls into the medium and large categories. Basically, the small tasks can be 

finished within 20K~50K cycles; the medium tasks can be finished within 400K~1M 

cycles; and the large tasks can be finished within 3~10M cycles. Moreover, we 

characterized the task arrival rates to ABM as fast, moderate, and slow, which stands for 

the average arrival rates of one task per 500 cycles, 5K cycles, and 50K cycles, 

respectively. Each task will issue a buffer allocation request to ABM. In sum, we have 

nine benchmarks of all 3x3 combinations, ranging from small-fast to large-slow. We 

compare the system performance (reverse of the average task runtime) of these 

benchmarks with the DIG interval length as 1K-cycle, 10K-cycle and 100K-cycle. The 

results are shown in Figure 3-15. 
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Figure 3-15. Impact of DIG allocation interval length 
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For small tasks, when the arrival rate is moderate and slow, a 1K-cycle interval length 

can significantly reduce the waiting time in an interval; thus, it has the best performance 

(27% better than the 10K-cycle and 67% better than the 100K-cycle). The 1K-cycle 

interval only has, on average, two buffer allocation requests served at each DIG 

allocation, which has less global optimality than the 10K-cycle and 100K-cycle intervals. 

However, the tasks finish quickly, and thus they do not hold up the following tasks too 

much. If the arrival rate is fast, the waiting times of 10K-cycle and 100K-cycle intervals 

are reduced remarkably since once the number of collected buffer allocation requests 

achieves a predetermined value (8 here), DIG allocation will be triggered. Thus the 

10K-cycle and 100K-cycle intervals perform 13% better than the 1K-cycle interval 

because of more global optimality.  

For medium tasks, the impact of waiting time begins to diminish, and the global 

optimality of DIG allocation becomes more important. When the task arrival rate is fast, 

10K-cycle and 100K-cycle intervals outperform the 1K-cycle interval by 16%; the reason 

for this is similar to the small-fast case. When task arrival rates decrease to moderate, the 

average waiting time increases, but still cannot offset the benefits of more global 

optimality; thus, the 10K-cycle and 100K-cycle intervals still outperform the 1K-cycle 

interval. However, when the arrival rate is slow, the importance of an average waiting 

time reduction begins to outweigh the benefits of a more global optimality; thus, the 

1K-cycle interval performs slightly better than the 10K-cycle and 100K-cycle intervals.  

For large tasks, the global optimality of DIG allocation is much more critical than the 

waiting time reduction. Therefore, the 1K-cycle interval always performs the worst. At 

the relatively slower arrival rates, the 100K-cycle interval can collect a large enough 

number of allocation requests in one interval to perform global optimization. Therefore, it 

performs 15% and 11% better than the 10K-cycle interval in the moderate and slow 

arrival rate, respectively.  
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Overall, it can be seen that the short interval performs well in cases where task size is 

small and arrival rate is slow, while the long interval performs well in cases where task 

size is large. The applications in our evaluation are mostly medium and large tasks; 

therefore, in this chapter we choose an interval length of 10K cycles. 

3.5.5 Impact on Cache 
We further quantify the impact of the effective cache capacity reduction due to buffer 

allocation by running a set of general-purpose applications (SPEC CPU2006 benchmarks) 

on the cores concurrently. In the previous experiments we use a fixed BiN upper bound 

which is half of the NUCA size. Thus, we first evaluate the impact on SPEC benchmark 

runtime when half of the NUCA space is used by BiN, as shown in Figure 3-16. The 

results are normalized to full cache capacity performance (additional separate buffers are 

required for the accelerators). In most cases the runtime increase is within 10%, except 

milc which has a large working set. For milc, although a full-capacity NUCA with 

separate buffers has a remarkably small runtime, it almost doubles the on-chip memory 

energy and area, and has less flexibility.  
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Figure 3-16. Impact of BiN with a fixed upper bound (half of the NUCA size) on the 
runtime of SPEC benchmarks 

The impact of BiN on the cache can be improved via dynamic upper bound tuning. We 

use the cache partitioning scheme proposed in [66] to dynamically tune the upper bound. 

We run each SPEC benchmark simultaneously with two medical imaging pipelines for 
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each of the four input sizes, respectively. The dynamic tuned BiN upper bounds for each 

case are shown in Figure 3-17. In most cases an upper bound of half of the NUCA size is 

selected. In the cases where the SPEC benchmarks can give more space to BiN without 

considerably impacting the performance, an upper bound of 5/8 NUCA size is selected 

for BiN. For these cases, the runtime of both SPEC benchmarks and the medical imaging 

pipelines (normalized to the runtime with an upper bound as half of the NUCA size) and 

the product of the two are shown in Figure 3-18. All of the runtime variations are within 

the range of 5%, which suggests that impact of the upper bound tuning is limited. 
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Figure 3-17. Partitions via dynamic upper bound tuning 
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Figure 3-18. Runtime of dynamic partitioning compared to a fixed upper bound 
(half of NUCA)  
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3.6 Conclusions 
In this chapter a Buffer-in-NUCA (BiN) scheme is proposed to share accelerator buffers 

in NUCA for accelerator-rich CMPs. It achieves highly efficient on-chip storage 

utilization through the use of 1) a dynamic interval-based global buffer allocation method 

to assign spaces to accelerators that can best utilize the additional buffer space, and 2) a 

flexible paged buffer allocation method to limit the impact of buffer fragmentation. 

Experimental results show that BiN can significantly improve both performance and 

energy when compared to representative prior work.  

To reduce the complexity of buffer allocation, in this chapter BiN only considers cache 

bank adjacency when allocating buffers and relies on a uniformly distributed upper bound 

and existing NUCA bank utilization balancing schemes to mitigate the potential cache 

bank contentions caused by buffer allocation. An interesting extension of BiN will be to 

consider both bank adjacency and dynamic bank utilization. Note that it is the flexible 

paged buffer allocation method proposed in this chapter that allows the flexible allocation 

of buffer pages in any cache bank (either more adjacent to the accelerator, or more 

underutilized, or both). 
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Chapter 4.  Adaptable RF-Interconnects 
Overlaid NoC 

 

 

4.1 Introduction of RF-Interconnects 
Radio Frequency Interconnect (or RF-I) was proposed as a high aggregate bandwidth, 

low-latency alternative to traditional interconnects [72] [73]. Its benefits have been 

demonstrated for off-chip, on-board communication [72] as well as for on-chip 

interconnection networks [40].  

On-chip RF-I is realized via transmission of electromagnetic waves over a set of 

transmission lines, rather than the transmission of voltage signals over a wire. When 

using traditional voltage signaling, the entire length of the wire has to be charged and 

discharged to signify either 1 or 0, consuming much time and energy. In RF-I an 

electro-magnetic carrier wave is continuously sent along the transmission line instead. 

Data is modulated onto that carrier wave using amplitude and/or phase changes.  

It is possible to improve bandwidth efficiency of RF-I by sending many simultaneous 

streams of data over a single transmission line. This is referred to as multi-band (or 

multicarrier) RF-I. In multi-band RF-I, there are N mixers on the transmitting (or Tx) side, 

where N is the number of senders sharing the transmission line. Each mixer up-converts 

individual data streams into a specific channel (or frequency band). On the receiver (Rx) 

side, N additional mixers are employed to down-convert each signal back to the original 

data, and N low-pass-filters (LPF) are used to isolate the data from residual 

high-frequency components.  

RF-I has been projected to scale better than traditional RC wires in terms of delay and 

power consumption. Unlike traditional wires, it can allow signal transmission across a 
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400mm2 die in 0.3 ns via propagation at the effective speed of light [74] as opposed to 

less than or equal to 4 ns on a repeated bus. Chang et al. [40] used RF-I transmission lines 

on a 64 core CMP to realize shortcuts on a mesh NoC. They explored the potential of 

adaptive-routing techniques to avoid bottlenecks resulting from contention for the 

shortcuts. However, the work in [40] did not consider dynamic modification of the 

shortcuts to match the communication demands of the application. Nor did they explore 

any power implications of RF-I. In particular, they did not consider the power savings 

possible when reducing the conventional interconnect bandwidth while matching 

performance using RF-I. 

4.2 An Adaptable RF-I Enabled NoC 
While RF-I has dramatic potential to reduce on-chip communication latency, we will 

further demonstrate how the flexibility of RF-I can dramatically reduce NoC power 

through adaptive reconfiguration. Adaptive RF-I shortcuts allow us to selectively provide 

bandwidth to an application’s critical communications, enabling us to retain a high level 

of performance with a much simpler underlying conventional RC wire mesh.  

RF-I can be integrated on top of a network-on-chip, providing single-cycle shortcuts 

that accelerate communication from a set of source routers to a set of destination routers. 

We refer to this set of source and destination routers as RF-enabled routers. In a mesh 

topology for example, standard routers have five input/output ports, which carry traffic 

to/from their north, south, east, and west neighbors, as well as to a local computing 

element like a cache or core (attached to the fifth port). To add RF-I shortcuts into a mesh, 

each RF-enabled router must be given a sixth port, which connects it to either an RF-I 

transmitter (if it is a source router), an RF-I receiver (if it is a destination router), or both 

(if it is both sending and receiving on RF-I shortcuts). As RF-I transmission lines can 

carry multiple signals at once, each on a different frequency band, the RF-enabled routers 

may share this medium simultaneously, and transmit/receive independent messages in the 
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same clock cycle. When our mesh is extended to include RF-I shortcuts, we switch from 

XY routing to shortest path routing.  

To realize a reconfigurable network-on-chip, the set of shortcuts present in the network 

must be changed such that the set of source and destination routers is modified to match 

the current communication demand of network traffic. In order to achieve this, the basic 

idea is to tune the selected transmitter and receiver at each RF-enabled router to send and 

listen on the same frequency band to establish a shortcut connection. The flexibility of 

reconfiguration does come with two costs: arbitration for frequency bands among 

transmitters and receivers, and subsequent integration of the resulting shortcuts into 

network packet routing. In this chapter we assume a coarse-grain approach to arbitration, 

where shortcuts are established for the entire duration of an application’s execution. This 

allows us to amortize the cost of reconfiguration over a large number of cycles. A 

reconfiguration of our architecture involves the following steps: 

1) Shortcut Selection.  We must decide which shortcuts will augment the underlying 

topology. This can be done ahead of time by the application writer or compiler, or at run 

time by the operating system, a hypervisor, or by the hardware itself.  

2) Transmitter/Receiver Tuning.  Based on shortcut selection, each transmitter or 

receiver in the topology will be tuned to a particular frequency (or disabled entirely) to 

implement our shortcuts. 

3) Routing Table Updates.  New routes must be established and programmed into the 

routing tables at all network routers to match the new available paths. If all network 

routers are updated in parallel, and each routing table has a single write port, it would 

take 99 cycles to update all the routes in the network (1 cycle for each other router in the 

network). Since we consider per-application reconfiguration of an NoC, this cost can 

easily be overlapped with other context switch activity, and will not increase the delay to 

start executing an application. 
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Figure 4-1(a) demonstrates a conventional mesh topology with a set of overlaid RF-I 

transmission lines. Here, we constrain the number of RF-enabled routers to half of the 

total routers (50 routers). In Figure 4-1(a) these routers appear to have a small diagonal 

connection to the set of RF-I transmission lines, which is represented as a single thick 

line winding through the mesh. Although physically this RFI appears to connect the 

entire set of RF-enabled routers, it logically behaves as a set of N unidirectional 

single-cycle shortcuts (where N is the number of available RF-I frequency bands), each 

of which may be used simultaneously. To limit the design space, we will consider a total 

aggregate RF-I bandwidth of 256B from these transmission lines. This aggregate 

bandwidth (4096 Gbps on a 2GHz network) will require 43 parallel transmission lines, 

where each can carry a bandwidth of 96 Gbps [40]. Furthermore, we choose to only 

consider 16B shortcuts. This means that we have a total budget B = 16 uni-directional 

shortcuts which we can allocate between pairs of RF-enabled routers.  

 

Figure 4-1. (a) RF-I transmission lines; (b) Adaptive shortcuts for 1hotspot trace 

To reconfigure our set of RF-I shortcuts dynamically for each application (or per 

workload), we introduce application communication statistics into our cost equation. 

Intuitively, we wish to accelerate communication on paths that are most frequently used 

by the application, operating under the assumption that these paths are most critical to 
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application performance. To identify these paths, we need to rely on information that can 

be readily collected by event counters in our network. The metric we use to guide our 

selection is inter-router communication frequency. From a given router X to another 

router Y, communication frequency is measured as the number of messages sent from X 

to Y. To determine the maximum benefit of this approach, we assume that this profile is 

available for the applications we wish to run. Then the target of the shortcut selection 

algorithm is to minimize 
, ,

( , )
x y x y

all x y

F W∑
 where ,x yF  is the total number of messages sent 

from router x to router y and ,x yW  is the length of shortest-path between x and y. The 

proposed heuristic for shortcut selection is shown in Figure 4-2, where B is initialized as 

the number of shortcuts and G is initialized as the baseline NoC topology graph. We also 

use a (3+ε)-approximation algorithm proposed in [75] to solve this NP-Complete problem.  

Experimental results show that the gaps in terms of performance and power are only 

4%-5%, but the approximation algorithm requires much longer run time which is 

exponential to approximation ration ε. Therefore, in the following experiments we will 

use the proposed heuristic above. 

 

Figure 4-2. Shortcut selection heuristic 

Our proposed shortcut-selection algorithm alternate between placing shortcuts between 

source/destination router pairs (as described earlier) and placing edges between 

source/destination region pairs, where these regions are non-overlapping 3x3 sub-meshes 
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of frequently communicating and/or distant routers. We define an inter-region 

communication metric ,A BCRegion  between non-overlapping regions A and B as  

, , ,
( , )

A B x y x y
all x A y B

CRegion F W
∈ ∈

= ∑  

To select an inter-region shortcut, we first select a pair of regions I and J such that 

, ,max( )I J A BCRegion CRegion=  over all non-overlapping regions A, B. Using these 

regions, we select a shortcut edge (i,j) to add to the graph, where i UsedSrcs∉  and 

j UsedDests∉ , and i I∈  and j J∈ . 

An example of application-specific shortcut selection is shown for the 1Hotspot trace 

in Figure 4-1(b). Here we chose number of RF-enabled routers to be 50, and give them a 

darker shade for clarity. For this network trace, the hotspot of communication is the cache 

bank at (7, 0), colored black. The effect of region-based selection is apparent, as several 

routers near the hotspot are either sources or destinations of selected shortcuts. 

4.3 RF-I Enabled Multicast 
One clear advantage of RF-I is the ability to perform broadcast on the shared RF-I 

transmission-lines. Multicast/broadcast is an important operation for many coherence 

schemes, particularly when designing scalable many-core interconnection networks. 

Recent work has demonstrated gains by accelerating multicast/broadcast in a 

conventional NoC using Virtual Circuit Trees (or VCTs) [41]. The authors proposed a 

multicast router design, using conventional interconnect, by constructing a tree from 

multicast source-to-destination pairs, and demonstrated dynamic power savings by 

reusing the trees and avoiding retransmission of the same flits on the common path of a 

tree. With many receivers connected to a common and scalable set of transmission lines, 

RF-I provides a natural means of multicasting. One frequency band can act as a multicast 

channel, with multiple receivers tuned to that frequency band to receive the multicast. 
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Moreover, RF-I shortcuts and multicast combine naturally together—the multicast 

channel is effectively another shortcut with multiple destinations. In our adaptive shortcut 

architecture, we will have N RF-enabled routers, and we have the ability to insert up to K 

shortcuts (depending on our aggregate RF-I bandwidth). Therefore if N >K (which is 

desirable so we have flexibility in shortcut placement), we will have N − K RF-enabled 

routers left to tune as receivers on the multicast channel.  

While it is not difficult to tune all available receivers in our topology to listen to the 

same frequency band, thus enabling multicast reception, the challenge is how to 

determine what component should be allowed to transmit on that frequency band. This 

requires some form of arbitration to avoid collisions between multicasting components.  

In this chapter the senders of multicast messages will be limited to cache banks. We 

use a directory protocol for cache coherence, and the two multicast messages involved in 

this protocol would be invalidates, sent from a cache bank to a number of cores due to a 

request for write permission on a cache block, and fills sent from a cache bank to a 

number of requesting cores. Furthermore, we consider a coarse-grain arbitration approach 

where only one of our four cache bank clusters is selected as the sender of multicasts for 

some fixed amount of time; this allows us to amortize the cost of arbitration over many 

execution cycles. 

In a given cache cluster, we designate one cache bank as the multicast transmitter for 

the entire cluster. This is currently set to be the central cache bank in the cluster. Any 

cache bank in the cluster that wants to send a multicast should first implicitly send its 

multicast message via conventional mesh links to the central bank for transmission on the 

RF-I waveguide. Special multicast messages (used exclusively for invalidations and fills) 

are used to distinguish multicast transmissions from other network communication. 

Multicast messages are enhanced with a destination bit vector (DBV) field of 64 bits. 
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Each bit in the DBV represents a core in our 64-core architecture—and a 1 in the position 

of that core indicates that the core is an intended recipient of the multicast. 

A multicast message is implicitly sent to the central cache bank in a given cluster for 

multicast via the conventional mesh links, where it can then be sent over the RF-I. All 

multicast receivers in the mesh (attached to the routers of processor cores) are tuned to 

the same frequency band and receive the message from the single multicast transmitter. 

For example, if every other core has a receiver (assuming a topology where every other 

router is RF-enabled), for the purposes of multicast, every receiver will handle multicast 

messages for two cores: the core at the RF-enabled router and a neighboring core. Our 

multicast transmitter will first transmit a flit that contains the DBV and the total number 

of cycles that the multicast will take, which equals the total number of flits in that 

multicast message. Each RF-I receiver has logic to check the DBV of incoming multicast 

messages; in particular, it is only concerned with the bits representing the cores that are 

handled by that particular RF-I receiver (two in this 50 RF-enabled router example 

because each RF-enabled router serves two cores). If any of these bits are set, the receiver 

will continue to receive the following flits from the multicast transmitter, and instantiate 

copies of these flits to the particular core(s) for which the bit is set. If the DBV in the first 

flit indicates that a receiver is not an intended destination of a particular broadcast, the 

receiver will power gate itself for the number of cycles indicated by that first flit to save 

energy on multicast reception. In this manner, each multicast message received at an RF-I 

enabled router will reach 0 or more cores depending on the bit values in the DBV. Figure 

4-3 demonstrates an example multicast on a mesh with 50 receivers (one for every two 

components): (a) the message is first routed from the cache marked X to the designated 

multicast transmitter; (b) the DBV and cycle count in a flit are broadcast to all Rx 

(shaded); (c) receivers which match the DBV remain active and receive the multicast 

message; (d) the message is then locally distributed (shaded nodes get a copy). Note that 



87 

a message flit is duplicated and delivered as soon as it is received by the Rx, it does not 

wait for the remaining flits of that message to arrive. 

 
Figure 4-3. Example multicast scenario 

4.4 Evaluation Methodology 
4.4.1 Simulation Infrastructure 
We use the network simulator and the probabilistic traces provided in Section 1.3.2 to 

evaluate the network performance. Details of our network simulation parameters can be 

found in Table 4-1.  

Table 4-1. Network simulation parameters 

Switching Technique Wormhole 
Baseline Mesh Routing XY Routing 
RF-I Shortcut Routing Shortest Path 
Link Bandwidth 16/8/4 bytes 
Number of Virtual Networks 2 
Virtual Channels (per Virtual Network) 8 
Buffer Size 8 flits 
Ports for Baseline/RF-Enabled Mesh Router 5/6 

 

4.4.2 RF-I Overlaid NoC Power Modeling 
To accurately gauge the impact of RF-I on future manycore architectures, we leveraged a 

number of physical design tools for our latency, power, and area data. The power 

modeling of the NoC consists of the modeling of routers, links and RF-I transmitters and 
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receivers. Table 4-2 shows the technology parameters used in our estimation and their 

symbols used in the following equations. The Orion [76] power model is used to get the 

data of router dynamic energy per flit, leakage, and area with various router 

configurations. For links, we take the estimation method used in CosiNoC [77] as a 

reference. The link dynamic energy per unit length Elink is given by  

2 2
00.25 ( ) 0.25 ( ( ) / )link DD repeater wire DD opt p opt wireE V c c V k c c h c= + = + +  

where kopt denotes the optimal repeater size and hopt denotes the optimal inter-repeater 

distance. The kopt can be calculated by  

0

0

wire
opt

wire

r ck
r c

=  

where VDD, c0, cp, and cwire are defined in Table 4-2, and hopt can be obtained using 

IPEM [78] , which is developed to estimate on-chip interconnection latency under a set of 

interconnect optimization methods for deep submicron technology. We used the 

buffer-insertion and optimal wire-sizing in IPEM. The values for r0, rwire, Ioff, and wmin are 

also defined in Table 4-2. The leakage and area of one link are given by  

min1.5 /link repeaters DD off opt optLeakage Leakage V I w k h= =  

2
min /link repeaters opt optArea Area k w D h= =  

where D is the distance between two adjacent routers. In 32 nm technology, the RF-I 

energy consumed per bit transmitted has been projected to be 0.75 pJ, and the silicon area 

per Gbps is 124 μm2 [40][74]. We employ these values in this work to estimate the energy 

and active-layer area of RF-I components. Using the router, link and RF-I power models 

in conjunction with transmission flow statistics gathered from our microarchitecture 

simulator, we can obtain the power, total energy and area of the NoC. In this chapter we 
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report power consumption as the average instantaneous power (in watts) over the 

execution of an application. 

Table 4-2. Technology parameters used in power estimation of NoC 

Technology 32 nm 
Clock frequency 2GHz 
Supply voltage (VDD) 0.9 V 
Minimum sized repeater's transistor size (wmin) 70 nm 
Transistor off current (Ioff) 0.00034 mA/um 
Transistor output resistance (r0) 5 KOhm 
Transistor output capacitance (cp) 0.0165 fF 
Transistor input capacitance (c0) 0.105 fF 
Metal wire resistance per unit length (rwire) 1.2 Ohm/um 
Metal wire capacitance per unit length (cwire) 0.15 fF/um 
2x minimal spacing metal wire capacitance per unit length 0.0918 fF/um 
Distant metal wire capacitance per unit length 0.0833 fF/um 

 

4.5 Experimental Results 
4.5.1 Adaptable RF-I Shortcuts 
We present results for three different architectures in this section. The baseline topology 

does not have any RF-I shortcuts. The static shortcut topology has a set of RFI shortcuts 

that are always fixed and are optimized for the architecture. The adaptive shortcut 

topology has a set of RF-enabled routers that can be dynamically tuned to match the 

communication patterns of the application. Here, reconfiguration is done once for the 

entire application. For both static and adaptive configurations, we only select 16 shortcuts 

(as mentioned in Section 4.2).  

If we use RF-I shortcuts to handle the bulk of our communication load, the underlying 

mesh topology can be simplified to improve power efficiency. Our baseline topology uses 

16B links between routers, and we consider the impact on latency and power caused by 

reducing this to 8B and 4B. Figure 4-4 provides results (normalized to the 16B baseline 
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configuration) demonstrating the power/performance trade-off. When reducing the 

baseline mesh bandwidth to 8B, we save 48% power on average, but at the cost of 

increasing latency by 4%. If we further reduce this bandwidth to 4B, we see a 72% 

reduction in power and a 27% increase in latency. In contrast, our static set of shortcuts 

helps reduce this latency gap between 16B and 4B mesh links: we are able to reduce 

power by 67%, but we still see 11% latency increase. Moreover, by adapting to the 

communication pattern of the application, our adaptive shortcuts completely close this 

latency gap at 4B, with an average 1% latency reduction and 62% power savings over the 

16B baseline. Hotspot traces benefit the most from our adaptive shortcuts since they can 

customize the network to accelerate the traffic directed to and from the hotspots. The 

static shortcuts cannot adapt to the unbalanced traffic directed to and from the hotspots, 

with many RF-I links left underutilized. The power of this adaptation allows our adaptive 

configuration at a 4B mesh to even outperform a 16B baseline by as much as 13% for 

these hotspot traces. For our real application traces, on average we save 67% power, 

including the overhead incurred for RF-I for our adaptive architecture on a 4B mesh, 

while maintaining network latency  that is, on average, comparable to the baseline at a 

16B mesh.  

 

Figure 4-4. Power and performance improvement for adaptable shortcut only 
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4.5.2 RF-I Multicast 
To gauge the impact of multicast, we augment our probabilistic traces with special 

multicast messages that originate at a cache in our topology and are sent to some number 

of cores. The destination set of cores for a given multicast message is chosen randomly. 

However, we simulate multicast destination reuse by ensuring that some percentage of 

these messages is identical source-to-destinations pairs. We examine two levels of 

locality in destination set selection. Assume the total number of multicast messages is M; 

in the 20% case we ensure that all multicast messages will only use a number of 20%*M 

distinct source-to-destinations pairs. Likewise in the 50% case, we ensure that all 

multicast messages will use a number of 50%*M distinct source-to-destinations pairs.  

Figure 4-5 compares the performance of a baseline mesh, VCT [41], and RF-I 

multicast with 50 RF-enabled routers. For RF-I multicast, we examine multicast alone 

(MC) and multicast with shortcuts (MC+SC). Note that the RF-I multicast (MC) case 

assumes a single RF-I channel is dedicated to multicast and that no RF-I shortcuts are 

enabled. All 50 RF-enabled routers can receive on the multicast channel. In multicast 

with shortcuts (MC+SC), 15 adaptive shortcuts are added to our 50 RF-enabled router 

architecture (using 15 Rx), and the remaining 35 Rx are tuned to the multicast channel. 

Results are shown for two different levels of locality—20, which represents high locality 

destination sets, and 50, which represents moderate locality destination sets. 

For the high locality configuration, VCT is able to provide an almost 3% reduction in 

latency compared to the 16B baseline mesh (at a 5.4% silicon area cost, consumed by 

table structures required to maintain multicast trees). However VCT performs worse for 

the moderate locality configuration. VCT is really designed to reduce congestion, and the 

congestion with a directory coherence protocol is not severe enough to provide gain. RF-I 

multicast provides an average 14% reduction in latency at an 11% cost in power. RF-I 

multicast with shortcuts provides an average 37% reduction in latency with a 25% cost to 
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NoC power. However, as we demonstrated in Section 3.1.4.2, we can maintain high 

performance when reducing mesh bandwidth, and provide an overall power savings. 

 

Figure 4-5. Power and performance improvement with both adaptable shortcut and 
multicast 

4.6 Conclusions 
In this chapter we reduce power consumption in an aggressive many-core NoC via 

bandwidth reduction of the baseline inter-router network links. We demonstrate that the 

use of RF-I shortcuts can compensate for the loss of bandwidth by maintaining or even 

improving network latency on a variety of traffic patterns and applications. We leverage 

dynamically adaptive RF-I shortcuts in our network topology, providing communication 

bandwidth only where required. We show that adaptive RF-I can enable a 65% NoC 

power savings via mesh bandwidth reduction from 16B to 4B, while maintaining 

comparable performance. Furthermore, on architectures that distinguish multicast from 

unicast communication, we demonstrate that RF-I can be used to provide both multicast 

acceleration and adaptive shortcuts, providing an overall 15% performance improvement 

while saving 69% NoC power.  
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Chapter 5.  ACES: Application-Specific 
Cycle Elimination and Splitting for 

Deadlock-Free Routing on Irregular NoC 
 

 

5.1 Introduction 
As we shrink IC feature sizes to nanoscale, interconnect delay and power consumption 

emerge as the dominant factors in the optimization of Multi-Processor System-on-Chip 

(MPSoC). As the number of cores on a single die grows, more interconnect bandwidth 

will be required for on-chip communication. Therefore, the Network-on-Chip (NoC) 

design is proposed to solve these challenges because of its intrinsic scalability and 

predictability. 

Application-specific NoC offers the opportunity to optimize the NoC for the target 

problem domain and does not necessarily conform to regular topologies. In general, the 

selection of the topology can have a dramatic impact on the overall performance, area and 

power. Recent work in application-specific NoC topology synthesis has shown significant 

power savings compared to a regular NoC [38][39]. Alternatively, the performance of 

regular topologies can be significantly improved with minimal impact on area and energy 

consumption by adding application-specific long-range links [44] or radio frequency 

interconnections (RF-I) (Chapter 4), which has been demonstrated in Chapter 3. Clearly, 

the evolution of application-specific NoCs is leading to irregular topologies. However, 

efficient deadlock-free routing for NoC with irregular topologies remains an open 

problem.  

There are two main approaches to dealing with deadlock in irregular NoCs. The first 

class of approaches is based on the theory of [42]. It divides the NoC into two virtual 
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networks (VN): one fully-adaptive (no routing restrictions) and another that is 

deadlock-free (with routing restrictions). Network packets are routed in the full-adaptive 

VN at first and will be moved to the deadlock-free VN when there are no available 

resources in the full-adaptive VN. One recent example is the deadlock detection and 

recovery method used in Chapter 4. However, since most application-specific MPSoC in 

the embedded system domain are power-critical, the power overhead of introducing two 

virtual channels for each physical channel is significant.  

The second class of approaches handles the deadlock-free routing problem in irregular 

NoCs by imposing routing restrictions, such as the turn prohibition algorithm [43] and 

south-last routing [44]. They restrict routings without considering the application-specific 

communication patterns; hence they may increase the routing distance between heavily 

communicated nodes. The recent work in [45] first proposes to remove dependencies 

based on the application communication requirement. It uses a greedy heuristic and may 

exhaustively enumerate all possible combinations of channel dependency cycles; thus it 

cannot scale to large designs. In fact, sometimes it is impossible to make the channel 

dependency graph acyclic without disconnecting the network with unidirectional links. 

This complication is not considered in [45]. Moreover, [45] only considers whether there 

is communication between two nodes or not, without consideration of the data size 

transferred, which may lead to suboptimal solutions.   

Therefore, it is necessary to find an optimal trade-off point between power and 

performance (i.e., between these two types of approaches) for deadlock-free routing in 

irregular NoCs. We want something that avoids restricting critical routes in the NoC, but 

that also does not significantly increase NoC power. In this chapter we propose an 

application-specific cycle elimination and splitting (ACES) method for this problem. We 

first develop a scalable algorithm using global optimization to eliminate as many channel 

dependency cycles as possible with the guarantee of network reachability, based on the 

application-specific communication patterns, and then only split the remaining small set 
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of cycles (if any) using virtual channel splitting. Network performance is maintained by 

ensuring plentiful shortest paths between heavily communicated nodes. Moreover, with 

the possible existence of split channels, a routing table construction and encoding method 

is developed to minimize the hardware overhead of ACES. 

5.2 Definitions and Framework 
We first present some definitions relevant to the application and the NoC architecture that 

will be used in the rest of the chapter.  

Definition 1: An application characterization graph APCG(C, E) is a directed graph, 

where each vertex ci∈C represents an IP core and each edge eci,cj∈E characterizes the 

communication from ci to cj. Each eci,cj is tagged with vci,cj which characterizes the 

communication volume (size of transferred data) from ci to cj. 

Definition 2: A NoC topology graph TG(R, Ch) is a directed graph where each vertex 

ri ∈ R represents a router. Each directed edge chi,j ∈ Ch represents a physical 

unidirectional channel that connects an output port of ri  to an input port of rj.  

Here we assume the mapping of the IP cores in a given APCG(C, E) to the routers of a 

given TG(R, Ch) has already been done. Figure 5-1(a) shows an example of a TG upon 

which an APCG is mapped. We use this as a working example in this section. The 

modeled NoC is a 3×3 baseline mesh overlaid with one shortcut from node A to node L. 

The different communication volumes between nodes are denoted by dashed lines.  

Definition 3: Given a topology graph TG(R, Ch) and a routing function P, a channel 

dependency graph CDG(Ch, D) is a directed graph. Each vertex chi∈Ch is a physical 

channel and each edge di,j∈D is a channel dependency from chi to chj, i.e., a network 

packet is allowed by the routing function P to go from chi to chj. 

According to the theory of [42], a routing function P for a TG is deadlock-free if the 

CDG is acyclic. Figure 5-1(b) illustrates the corresponding CDG of the TG in Figure 
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5-1(a) without any routing restrictions. A node AB denotes the physical channel from 

router A to B. The injection queue si and the ejection queue ti of a router ri are denoted in 

unfilled circles with their channel dependencies denoted by dashed lines. In the rest of the 

chapter, a shortest path from router ri to router rj denotes the shortest path from si to tj.  

ACES breaks the cycles in the CDG based on the weight of the channel dependency 

edges. To appropriately guide the algorithm to remove the less-used edges and ensure a 

large number of shortest paths between heavily communicated nodes, an edge is weighted 

by both the number of shortest paths passing through it and the communication volume 

(size of transferred data). We introduce the usage probability to capture this property. 

Here, we use Φ(ri, rj) to denote the set of shortest paths in CDG from router ri to rj and  

A(d, ri, rj) to denote the number of shortest paths in CDG from ri to rj that go through 

edge d.  

     

(a)                              (b) 
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Figure 5-1.  Example of (a) an APCG mapped on a topology graph TG; (b) CDG; (c) 
ASCDG; (d) acyclic CDG by south-last routing; (e) acyclic CDG by the ACES; (f) 
overall framework of ACES 

Definition 4: Given a CDG(Ch, D), the usage probability of an edge d∈D for the 

application APCG(C, E) is: 

,
, , ( , ) ( ), ( )
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i j

i j i j i i j j

c c i j i j
r r d r r c IP r c IP r

Pr d v A d r r r r
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= Φ∑ ∑
 s.t. 

 
 

where, IP(ri) and IP(rj) are sets of IPs mapped on router ri and rj, respectively; vci,,cj is the 

communication volume from vertex ci to cj (defined in Definition 1).  
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With this weighting function, heavily communicating nodes will make all the edges of 

their shortest paths have larger weights and thus are less likely to be removed; i.e., the 

more that two nodes communicate, the shorter their distance will be and the more shortest 

paths they will have. We introduce the application-specific weights (usage probability) 

for a channel dependency graph CDG(Ch, D) to construct an application-specific channel 

dependency graph (ASCDG). Figure 5-1(c) gives the ASCDG based on the APCG in 

Figure 5-1(a) and CDG in Figure 5-1(b). Figure 5-1(c) shows that the usage probability of 

different channel dependency edges varies considerably. This motivates the 

application-specific nature of ACES. Without consideration of the application 

communication pattern, an acyclic CDG generated by the south-last routing algorithm is 

given in Figure 5-1(d), where the use of the shortcut is restricted with the forbidden 

southbound dependency from AL to LH/LF. The shortcut from A to L is augmented to 

optimize the topology for the application, but by applying south-last routing, the use of 

the shortcut is severely restricted. Figure 5-1(e) shows the acyclic CDG generated by 

ACES, where only the channel dependency edges that are never or rarely used are 

removed. It should be noted that reachability should be guaranteed while breaking cycles 

in the ASCDG; i.e., for each pair of communicating nodes of the application, there is at 

least one directed path from the source node to the destination node.  

An overview of the ACES framework is shown in Figure 5-1(f). The framework takes 

the APCG and TG as the inputs. A CDG is constructed based on the given TG without 

any routing restrictions. From the APCG and CDG, an initial ASCDG is constructed by 

weighting the channel dependencies with the application-specific communication patterns. 

Then the RG-MWFES algorithm (Section 5.3) is performed to remove channel 

dependencies that are not part of frequent communication routes. If the algorithm finishes 

with an acyclic ASCDG, virtual channel splitting is bypassed. Otherwise, it must be the 

case that the channel dependencies in the remaining cycles are kept to maintain the 

network reachability; thus, virtual channel splitting is used to break these remaining 
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cycles. Furthermore, since application-specific NoC typically use routing tables to guide 

the routers to route the network packets [80], we construct and encode the routing tables 

based on the final acyclic ASCDG to minimize the hardware overhead of ACES (Section 

5.4). At the run time, the generated routing table will be loaded into the routers at the 

beginning of the application. Note that ACES is not restricted to a  routing-table-based 

method; it’s generated ASCDG can also be implemented in the logic-based routing 

method (such as the routing bits in LBDR proposed in [79]). To leverage the plentiful 

shortest paths between heavily communicated nodes in the ASCDG preserved by ACES, 

we use adaptive routing to dynamically balance the network traffic. It should be noted 

that if deterministic load-balanced routing algorithms (e.g., [80]) are used, with plentiful 

shortest-path choices between heavily communicated nodes provided by ACES, these 

algorithms can also balance the load on each edge more easily; however, this is beyond 

the scope of this chapter.  

5.3 RG-MWFES Algorithm 
Making the ASCDG acyclic is similar to the minimum weight feedback edge set 

(MWFES) problem on a directed graph, which is known to be NP-Complete [81]. 

Although good approximation methods are proposed in [82], our problem is more 

difficult here due to the requirement to guarantee ASCDG reachability. Although the 

existing MWFES algorithms can guarantee that the directed graph is connected after the 

cycle elimination, they can not guarantee the existence of a directed path between every 

application communication. Thus, some source nodes may not reach their destination 

nodes in the ASCDG after applying existing MWFES algorithms. To overcome this 

problem, we introduce a new reachability guaranteed minimum weighted feedback edge 

set (RG-MWFES) problem in this chapter as follows. 

Given: An ASCDG(Ch, D), 



100 

Goal: Under the constraint of maintaining the reachability of ASCDG(Ch, D), remove 

edges to minimize the number of vertices that still get involved in cycles in the resulting 

ASCDG and the total weight of the removed edges. 

The first goal is to minimize the vertices involved in cycles, since the physical 

channels represented by them will be split in the subsequent stage, resulting in increased 

power consumption. In the meantime, we want to minimize the total weight of the 

removed edges in order to maintain network performance, since the weight of an edge 

characterizes the number of shortest paths and the communication volume that goes 

through that edge. 

We choose the MWFES algorithm in [82] as a starting point to develop approximation 

algorithms with this additional reachability constraint, since [82] represents a recent 

global optimization approach to the MWFES problem on a directed graph. The idea of 

[82] is to decrease the weight of all the edges in any cycle it finds by the weight of the 

edge which will be removed from that cycle. Thus, the more cycles an edge belongs to, 

the more likely its weight will be reduced, and the more likely it will be removed in 

subsequent steps. Since more edges may be removed than necessary, a final edge 

add-back stage is performed to minimize the total weight of the removed edges while 

avoiding reintroducing cycles. However, like other MWFES algorithms, [82] does not 

guarantee the reachability. To overcome this problem, we introduce an edge lock scheme 

in our RG-MWFES algorithm; i.e., if the removal of an edge will violate the ASCDG 

reachability, it is locked so that it can not be removed in the future. Here, we call this 

edge a Critical Edge. Critical edge checking is performed in the step of updating edge 

weight: given an edge d, if all the paths in ASCDG from a source router ri to a destination 

router rj of an application communication go through edge d, then d is a critical edge. It 

will be preserved and marked locked. However, if all the edges in a detected cycle are 

locked, the edge with the least weight in that cycle is temporarily removed. If it remains 
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critical after the final edge add-back stage, it will be added back and handled by virtual 

channel splitting.  

It should be noted that the edge weights are changed after each removal of a feedback 

edge, since the removal of an edge will increase the usage probability of other edges in 

the ASCDG. Moreover, the removal of an edge will make some other edges critical. 

Therefore, we can not fix the edge weight as the algorithm progresses. Instead, the edge 

weight needs to be updated at each iteration. However, since the weight of an edge is also 

reduced when another edge in the same cycle is removed, which is the key idea of the 

baseline MWFES algorithm [82] for obtaining a globally optimized solution, it is not 

sufficient to use only one weight variable to keep track of these two kinds of weight 

update. In the RG-MWFES algorithm, for each edge d, we introduce two terms for the 

edge weight: base weight wb(d) and dynamic weight adjustment wa(d). The base weight 

wb(d) is initiated by the weight obtained from the initial ASCDG (initial weight). Each 

time that an edge is removed from the cycle, the wb(d) of all the other edges in this cycle 

will be reduced by the weight of the removed edge, which is the same as [82]. The wa(d) 

is initiated as 0 and is handled as follows: each time that we update the edge weights of 

all the remaining edges in the graph based on the new usage probability when some edges 

are removed, we calculate the new weight, and record the difference between this new 

weight and the initial weight as wa(d). When we want to find the minimum weight edge 

in a cycle, the sum of these two terms will be used to denote the current weight w(d) of an 

edge d. 

In the edge add-back step, the earlier an edge tries to be added back, the more likely it 

can be successfully added back without reintroducing cycles. Since the first goal of our 

algorithm is to minimize the vertices that still get involved in cycles after the algorithm is 

completed, we first add back all the removed locked edges in decreasing order of the total 

size of the cycles they once belonged to (at the time of removal) if their additions do not 

introduce any cycle. Then we add back the previously removed unlocked edges if they do 
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not re-introduce cycles in the decreasing order of the weights. Thus the total weight of the 

removed edges is minimized, which is the second goal of our algorithm. After adding 

back the previously removed edges, some of the remaining removed locked edges may no 

longer be critical. Therefore we check the criticality of the remaining removed locked 

edges. If they are no longer critical, they will be treated as unlocked edges so that we do 

not need to add them back. Otherwise, the removed locked edges that remain will finally 

be added back and be handled by virtual channel splitting.  

In sum, the RG-MWFES algorithm has three innovations: (i) network reachability is 

guaranteed, (ii) edge weights and criticality are properly and efficiently updated, and (iii) 

the algorithm simultaneously considers both network power consumption (by minimizing 

the need for channel splitting) and performance (by maximizing application-specific 

frequently used communication paths). Based on our experimental results (detailed in 

Section 5.5), for small NoCs the algorithm can break all cycles, while for large NoCs 

(more than 500 cycles in the original ASCDG) the algorithm can complete with only 4~5 

cycles remaining. The pseudo-code of the RG-MWFES algorithm is shown in Figure 5-2. 

The complexity of the RG-MWFES algorithm is O(|Ch|*|D|3), given an ASCDG(Ch, D). 
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Figure 5-2. Pseudo-code of the RG-MWFES algorithm 

5.4 Router Architecture 
The impact of ACES on the router architecture is twofold. On one hand it reduces the 

number of virtual channels (VC) compared to the virtual-network-based methods (this is 

the target of ACES). However, on the other hand, since ACES is based on 

channel-specific routing (i.e., each channel of the router may have different routing 

decisions for the same destination), a straightforward implementation will require a larger 

memory for the routing table than a routing algorithm where every input channel of the 

router has the same routing decision for the same destination (referred to as 

router-specific routing, and used in the fully-adaptive routing of the 

virtual-network-based methods). This may negate the power savings we obtained from 

reducing the number of VCs. Assuming an M-port router and the fact that each channel 

index can be represented by L bits, each routing table entry will contain kL bits, where k 

is a parameter related to the NoC adaptiveness. For a channel-specific routing, each input 
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channel will require NkL space, and the routing table size will be MNkL for one router 

and MN2kL for the whole NoC. However, a router-specific routing table only requires 

N2kL space. 

Without virtual channel splitting, an effective routing table encoding method is as 

follows. All of the routing entries for the input channels in a router to the same 

destination are combined into a single entry so that it contains all the possible output 

channels for these input channels (as in router-specific routing). For each input channel, a 

small register called the forbidden register is used to store the index of its forbidden 

output channels (corresponding to the removed edges from the ASCDG by the 

RG-MWFES algorithm). Then at the routing computation stage, the router first reads the 

candidate output channels from the routing table and filters them with the forbidden 

register associated with the input channel. The channel-specific lookup table is avoided.  

However, virtual channel splitting complicates this method. It breaks the cycles in 

CDG by splitting each channel along a cycle into a pair of VCs: high VC and low VC 

(shown in Figure 5-3). There are only channel dependencies in the same level of VCs, 

except at the breaking edge, where there is only channel dependency from high VC to the 

low VC. The high VC holds all the shortest paths of the original channel while the low 

VC may not. Different VCs in the same input channels may have different routing 

decisions for the same destination, which makes the above encoding method impossible, 

and may result in 2MN2kL space. 

 

Figure 5-3. Virtual channel splitting to break a cycle 
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We overcome this problem by proposing an efficient routing table construction method. 

To ensure that different input channels use the same VC of an output channel when the 

output channel is located on the shortest path to one destination, we make the following 

rule: If both the low and high VCs are located in the shortest path from router ri to rj, the 

low VC will be selected (to leave the high channel available for other routes). This rule 

also maximizes the use of both low and high VCs. 

From the above rule, we can see that for a pair of split VCs, if both have equal distance 

to the destination, the packet towards that destination must be located in the low VC; 

otherwise, the packet must be located in the high VC. Then, given a destination, we will 

know the location of the packet in the input channel; i.e., although the two VCs in an 

input channel may have different routing decisions to the same destination, the routing 

decision is fixed for this input channel. Thus, for each pair of split VCs, only one routing 

table entry is required. 

 
Figure 5-4. Router architecture for support of ACES 
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Figure 5-4 shows a 5-port adaptive router with the shaded modules augmented by 

ACES. In the output-channel availability table (OAT), a 0 means that the output-channel 

is not available. In the routing table, a 1-bit prefix is added to each output channel index 

(0 means low VC and 1 means high VC; the non-split channels are considered low VC). 

A filter is added and its schematic diagram is presented in Figure 5-4. If a candidate 

output channel is the same with one element of the forbidden register, the filter will 

output a 0 to invalidate the corresponding availability signal from OAT. Results from 

Cacti 5.3 show that by routing table encoding, the routing table area can be reduced by 

66%, power can be reduced by 43% and accessing time can be reduced by 13% compared 

to that of a channel-specific routing table. [80] shows that the typical critical path of a 

router is VC allocation (15-20 FO4), while the access time of the encoded router-specific 

routing-table is only 0.16ns in 32nm. Thus, the introduced logic (<3 FO4) will not impact 

the clock cycle. Orion 2.0 [76] reports that the area of the above router is 285,028 um2, 

and the synthesis results of the augmented logic is only 167 um2, which is less than 0.1% 

of the total router area. 

5.5 Evaluation Methodology 
5.5.1 Simulation Infrastructure 
We use the network simulator and the probabilistic traces provided in Section 1.3.2 to 

evaluate the network performance. To accurately capture the NoC power, Orion 2.0 [76] 

is used to obtain the data of router dynamic/leakage energy and area with various router 

configurations and links.  

We evaluate the ACES method on a platform of a regular mesh overlaid with RF-I 

shortcuts as demonstrated in Chapter 3. Because shortcuts can be allocated arbitrarily on 

the mesh, most existing irregular topologies can be generalized to it. Different 

benchmarks have different optimal shortcut allocations (via the algorithm provided in 

Section 4.2), yielding different irregular topologies. ACES does not rely on the 
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underlying mesh to achieve deadlock-free routing. For the power estimation of the RF-I, 

we adopt the method described in Section 4.4.2, which shows a 10×10 mesh (2cm×2cm 

chip) with a single cycle packet traversal delay across all RF-I shortcuts at 2GHz 

frequency. Thus in this chapter, we assume that the delay to travel all the shortcuts is one 

cycle. 

5.5.2 Reference Designs 
We compare the ACES method with two other commonly used methods for 

deadlock-free routing in irregular topology: deadlock detection and recovery (DDR, as 

described in Chapter 3 and based on the theory of [42]) and south-last routing (SLR) [41]. 

SLR is used in the dead-free VN of DDR instead of using XY routing in Chapter 3 to 

achieve the best performance of DDR. As discussed in Section 5.1, DDR sacrifices power 

for performance, while SLR sacrifices performance for power. We will show that ACES 

can make a good trade-off between these two endpoints. We do not compare ACES to 

[42] as it can not scale to the size of most of our evaluated networks. The number of VCs 

for each port is 1 for SLR, 2 for DDR, 1 for non-split channel in ACES, 2 for split 

channel in ACES. Wormhole switching and adaptive routing are used. Each flit is 8 bytes, 

and each packet can have 36, 12 or 4 flits based on the message type. 

5.5.3 Benchmarks 
To explore the interconnect demand of future multithreaded applications, we generate 

probabilistic traces as shown in Section1.3.2. The probabilistic trace files are generated 

for a 10×10 mesh overlaid with 16 shortcuts. Both low and high injection rates are tested 

for each trace (e.g., hotspot_L/H). 

We also explored some real-life applications: three kernels and four applications from 

the SPLASH benchmark suite [83], an MPEG-4 decoder [84], two embedded system 

applications, auto_industry and telecom, from the E3S benchmark suite [85].  
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For SPLASH benchmarks, the NoC is configured as a 10×10 mesh overlaid with eight 

shortcuts. Memory controllers are placed at chip corners. The largest network packets are 

between memory controllers and L2 cache banks; thus, we surround the memory 

controller with eight L2 banks (256KB, 8-way set associative, 128B block size) in each 

3×3 corner to reduce the distance traveled by these messages. The other 64 nodes are tiles 

with one processor and one local L1 I/D cache (8KB, 4-way set associative, 32B block 

size). We collect network message injection traces of these benchmarks on a 64-core 

SPARC processor using Simics [46], and then execute these traces on Garnet.  

A parallel version of the MPEG-4 decoder is executed on an MPSoC with seven 

processors with local L1 I/D Cache (16KB, 4-way set associative, 16B block size), four 

L2 cache banks (1MB, 16-way set associative, 32B block size) and five memory 

controllers. The NoC is configured as a 4×4 mesh overlaid with one shortcut. In order to 

maintain the manually performed task partition, we leverage MC-Sim [86] to run the 

MPEG-4 decoder and collect network message injection traces with two frames decoded, 

and then execute these traces on Garnet.  

For auto_industry and telecom, the tasks are mapped onto a 4×4 mesh NoC overlaid 

with one shortcut. Simulation annealing is used to minimize the distance of the heavily 

communicated task nodes. Networks message injection traces are developed based on the 

communication pattern described in their task graphs. 

5.6 Experiment Results 
5.6.1 NoC Performance 
Figure 5-5 shows the NoC performance comparison results in terms of average network 

latency. To make a clear demonstration, the bars in the figure depict the normalized value 

to DDR, and the absolute values are shown above the corresponding bars. By restricting 

the routing without considering the application-specific communication pattern, SLR 

consistently performs the worst among the three methods. Compared to DDR, ACES 
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only introduces 1.9% degradation on average. In particular, when the injection rate goes 

high in hotspot and biDF, ACES outperforms DDR since many packets move to 

deadlock-free VN in DDR. In relatively small size NoC (i.e., the MPEG4, auto_industry 

and telecom), ACES performs almost the same as DDR.  
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Figure 5-5. Comparison results for NoC performance 

5.6.2 NoC Power 
Figure 5-6 shows the NoC power results. Compared to DDR, ACES can achieve a 

significant power reduction (11%~35%) since only a small set (0%~16%) of the network 

channels need to be split (the number above the third bar of each benchmark shows the 

percentage of channels that are split by ACES). Compared to SLR, (although a small set 

of channels are split), by reducing the distance between the most frequently 

communicated nodes, ACES also reduces the dynamic power, and thus has power similar 

to SLR. 
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Figure 5-6. Comparison results for NoC power 

Overall, ACES provides the best trade-off of NoC performance and power. It improves 

the performance by 10% ~36% with a power overhead of -5%~7% compared to SLR. It 

reduces the power by 7%~35% on average while maintaining approximately the same 

network performance compared to DDR.  

5.7 Put It All Together: Impact of NoC 
Customization on Full-System Performance 
In the previous sections we are mainly using network simulations to perform the 

experiments. In this subsection we are going to put the customization of network 

topology and routing together, and evaluate the impact of NoC customization on the 

full-system performance of the proposed CHP.  
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Figure 5-7. System overview of an accelerator-rich CMP with RF-I overlaid 8x8 
mesh NoC 

The evaluated CHP consists of cores, loosely coupled accelerators (LCA), shared L2 

caches and memory controllers that are laid out on an 8x8 mesh of routers, as shown in 

Figure 5-7. The cores are located at the first two rows. The accelerators are denoted by 

the points with different colors. The 64 L2 cache banks (buffer-in-NUCA) are distributed 

to each router. The four memory controllers are located at the four corners. All of these 

routers are connected to a RF-I transmission line through the RF transceivers. We use the 

four medical imaging applications described in [65] (segmentation, denoise, deblur and 

registration) as our benchmarks with large input size (the input size is discussed in 

Section 3.4.2).  

We use a profiling approach to obtain the communication frequency among these 

network nodes and use the heuristic in Section 4.2 to generate the set of 
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application-specific RF-I shortcuts. At runtime, the frequency of the RF-I 

transmitters/receivers at the router involved in the shortcuts will be tuned to establish 

these RF-I shortcuts. We set the max number of added shortcuts as eight based on the 

on-chip RF-I transmission line bandwidth constraints at this chip scale. The generated 

shortcuts for each of the evaluated applications are shown in Figure 5-8. As can be seen, 

the shortcuts mainly connect the accelerators and the memory controllers on the four 

corners, since the data transfers between the memory controllers and the buffers of the 

accelerators (allocated at the adjacent cache banks of the accelerators) dominate the 

on-chip communications. We then use the ACES routing scheme to generate the 

application-specific routing table for each application. These routing tables will be loaded 

to the routers at the initiation time of each application.  

 

Figure 5-8. Adaptable RF-I shortcuts for the evaluated benchmarks 
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Figure 5-9 shows the reduction in average network latency (a) and runtime (b) using 

NoC customization. The network latency indicates the time between the injection and 

ejection of a network packet. As shown,  the RF-I shortcuts can reduce the average 

network latency by 28% on average. This reduction of network latency brings in a 

runtime reduction of 19% on average. 
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Figure 5-9. Impact of NoC customization on (a) average network latency; (b) 
runtime. 

5.8 Conclusions 
An application-specific cycle elimination and splitting (ACES) method is proposed in this 

chapter to provide an efficient deadlock-routing method in application-specific NoC 

designs. For power-critical designs where only 1~2 VCs can be used for each router-port, 

ACES can achieve the best power-performance trade-off. It should be noted that for 

performance-critical designs with plentiful VCs for each router-port, ACES can still be 

used to optimize the deadlock-free virtual network (VN) based on [6] by ensuring 

plentiful shortest-paths between heavily communicated nodes. This is important because 

latency in the deadlock-free VN is crucial to the whole NoC latency when the network 
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traffic is heavy since packets moved to the deadlock-free VN can not go back to the 

fully-adaptive VN to avoid livelock. 
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Chapter 6.  CHP Prototyping 
 
 
 

6.1 Introduction 
To evaluate the proposed customizable heterogeneous platform (CHP) architecture, there 

are two main approaches. The first one is to construct a cycle-accurate simulator in 

software to model the accurate performance. In this approach, we have the maximum 

flexibility to modify the instruction set architecture and the mircoarchtiecture, and have a 

fast deployment to observe the performance impact of the introduced modifications. 

Because of its flexibility and fast deployment, in all previous chapters we used simulation 

to evaluate the various architecture features in the proposed CHP. However, this 

approach has the following drawbacks. First, it has a very slow simulation speed. The 

developed HSI simulation infrastructure only has an order of ten KIPS (kilo instructions 

per second) when all of the timing models (Opal/Ruby/Garnet) are loaded. For a large 

input size to an application, it typically takes days to weeks of simulation time to finish, 

not to mention the native inputs. Another drawback of software simulation is that there 

will still be mismatches between real hardware performance and the performance 

reported by the simulator. This is due to the insufficiently detailed modeling of the entire 

system, including the off-chip memory etc. (a trade-off between accuracy and simulation 

speed). Overall, software simulation provides fast deployment and flexible architecture 

modification, but has a slow simulation speed and less accuracy.  

Another approach to evaluating the proposed CHP architecture is FPGA prototyping. 

Running a CHP design on a FPGA prototype is a more reliable way to ensure that it is 

functionally correct, compared to software simulations. Moreover, as it is a pure 

hardware implementation, it has a much faster running speed compared to software 

simulation, which makes it possible to run with native inputs. But the drawbacks are also 
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obvious. Unlike in software simulation where we can flexibly change the ISA, realize 

large-scale networks-on-chip and large-scale shared coherence cache, in FPGA 

prototyping, we are limited by the prevailing IPs (not being able to add new customized 

instructions unless we implement the microprocessor’s RTL from scratch), and also the 

on-chip resources (not possible to have the large shared cache and also the NoC). 

Moreover, the implementation engineering cost is also much larger than software 

simulation, as debugging in RTL is much more complicated than a pure software 

environment.  

Given these pros and cons of FPGA prototyping, we are still encouraged to make an 

effort on FPGA prototyping of the proposed CHP architecture. In this chapter we will 

detail our efforts on prototyping CHP on the Xilinx FPGA board ML605 (with a Virtex-6 

LX240T FPGA) [87]. We choose the ML605 among the FPGA boards we have because 

of its plentiful logic resources (3X more than the Zynq 7000 board, which is one of the 

newest FPGA boards with embedded ARM cores from Xilinx [88]) and full document 

support. But it also has drawbacks—e.g., there is no hard core on this FPGA chip. We 

need to use soft cores to realize the cores of CHP. However, since in an accelerator-rich 

CMP, the cores off-load their computation-intensive tasks to the accelerators and only 

take charge of the control tasks and operating system, the slow frequency of the soft cores 

will not impact the system performance notably.  

The remainder of this chapter is organized as follows. The platform design is 

demonstrated in Section 6.2. Section 6.3 details a cost-efficient partial crossbar-based 

buffer sharing scheme. The software interface is discussed in Section 6.4. Interesting 

experiments are performed to validate our architecture proposals, and their results are 

shown in Section 6.5. Section 6.6 concludes this chapter.  
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6.2 Platform Design 
The overall diagram of the CHP prototyping is shown in Figure 6-1. It is a partial 

realization of the proposed accelerator-rich CMP. The architecture points that we 

included in this prototyping are as follows (each of them will be detailed in the following 

subsections). 
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Figure 6-1. CHP prototyping on Xilinx ML605 board 
 

 General-purpose core with full OS supported (Section 6.2.1). We run a Linux 

distribution on the general-purpose core to realize multithreading.  

 Accelerator & buffer manager (ABM) (Section 6.2.2). Global management of the 

shared accelerator and on-chip buffer resources. In [27], it is suggested that by moving 

the accelerator management out of the OS, a large gain can be made over pure OS 

management. The functionality of ABM in the proposed CHP is detailed in Chapter 3  

 Shared LCAs (Section 6.2.3). These loosely coupled accelerators (LCA) (detailed 

definition and comparison to tightly coupled accelerators can be found in [27]) are 
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synthesized from benchmarking application kernels through a high-level synthesis tool 

AutoPilot [6] (now renamed as Vivado HLS from Xilinx). LCAs are shared among the 

simultaneously running threads. 

 Virtual addressing in the LCAs and DMACs (Section 6.2.4). Virtual addressing 

eases the design and synthesize of LCAs, since the accelerators only need to handle a 

contiguous virtual address space. Such a contiguous virtual address space could be 

physically split and mapped onto several physical non-contiguous pages through the OS 

virtual memory management, which is transparent to the LCA.  

 Shared on-chip buffer banks (Section 6.3). In Section 3.1 we have discussed the 

importance of on-chip buffer sharing among the LCAs.  The on-chip BRAMs are 

clustered into several buffer banks, and buffer sharingis based on the granularity of buffer 

banks in order to reduce the buffer sharing cost.  

Due to the limitation of logic resources on the FPGA, the current CHP prototype does 

not support network-on-chip. Because of the intellectual property issue, we are also not 

able to modify the HDL code of the soft core (Xilinx MacroBlaze); thus there is no 

sharing between buffer and cache, and there is no support of customized instruction to 

invoke LCAs.  

6.2.1 Core 
We use the Xilinx Microblaze soft core (with cache and MMU) as the general-purpose 

core in the CHP. We run a Linux distribution on this core to allow multithreading. As 

seen in Figure 6-1, the core talks to the remaining system through two interfaces. First, it 

accesses the off-chip memory (main memory) through the AXI bus (green lines and 

arrows). Both data cache blocks and instruction cache blocks are fetched through this 

interface. Second, it controls the peripherals through the AXI_lite bus ( red lines and 

arrows). The default peripherals to enable and monitor Linux OS—such as the timer, 
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mutex, and Ethernet—all have their own addresses on the AXI_lite bus that can be 

read/written by the core through bus IO operations.  

The core talks to the ABM and IOMMU through two mailboxes, respectively. The 

mailbox is a Xilinx-specific IP that wraps FIFOs to make them accessible through various 

interfaces, such as AXI_lite or AXI_stream protocols. One side of the mailbox has an 

AXI_lite bus interface to allow the core to read/write through bus IO operations. Another 

side of the mailbox is configured as a Xilinx-FSL (FIFO) interface so that the 

ABM/IOMMU can push/pull data in the FIFO asynchronously. The core talks to ABM in 

order to reserve/free accelerators, pass task descriptions (starting addresses of 

input/output, range, etc.), and receive accelerator done signals. The core talks to IOMMU 

in order to receive page translation requests and respond with translated pages.  

In the current design we use a periodical polling scheme to detect whether there is a 

valid message inside the mailbox, since this scheme is simple and easy to debug. Note 

that polling is not energy-efficient if a message exists in the mailbox infrequently, as the 

core’s instruction pipelines still run even when there is no message. However, in our 

ptototype, since the accelerator runs much faster than the soft Mircoblaze core, the core 

will almost always find some messages in each polling of the mailbox. This can be 

observed in the runtime breakdown figures shown in Section 6.5. 

6.2.2 ABM 
In [27] and Chapter 3, the accelerator and buffer manager (ABM) is implanted in ASIC. 

However, in this prototype, in order to achieve fast deployment, we choose to implement 

a soft ABM; i.e, we run a bare-metal ABM program on a Microblaze core (without cache 

and MMU). A bare-metal program is one that  directly runs on a core without OS. It 

needs to take control of the memory address space and the peripheral IOs. We can afford 

the slow speed of the ABM since it only takes a small percentile of the total runtime, 

which can be observed in the runtime break-down figures shown in Section 6.5. 
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Upon receiving an accelerator reservation request from the core through the mailbox, 

ABM first determines whether there are available accelerators matching the requested 

accelerator type. If so, it further checks the availability of the shared buffer banks using 

the shared buffer management scheme detailed later in Section 6.3. In case there is no 

available accelerator or buffer bank, ABM will respond to the core with a message 

indicating “insufficient-resource”. The core can then either choose to try again later or 

use pure software version code to run the application.  

6.2.3 LCA 
The loosely coupled accelerator (LCA) is decomposed into two parts: LCA wrapper and 

LCA kernel. The LCA wrapper is in charge of task partitioning, communication and 

computation overlapping; and the LCA kernel is the computation kernel of this 

accelerator. The reasoning behind this decomposition is based on the observation that 

applications in the same domain typically share the same memory access pattern (e.g., 

stencil computation); i.e., they can use the same method to perform the task partitioning 

and computation/communication overlapping. What changes is the computation kernel. 

Therefore, this decomposition can significantly reduce the non-recurring engineering cost 

to design an accelerator, since for a domain of applications that share the same memory 

access pattern, users only need to design the LCA wrapper once, and then for each 

application only the LCA computation kernel needs to be designed.  

In this prototype, due to the LUT resource limitation on the FPGA board, we can not 

implement large applications such as medical imaging. In this chapter we are mainly 

showing a proof-of-concept design for the proposed accelerator-rich CMP. The focus is 

the sharing and management scheme of the accelerators and buffers; therefore, here we 

use simple vector operation units (e.g., vector bit-reverse) as our LCAs.  
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6.2.4 IOMMU and DMAC 
Since the LCAs are working with virtual addresses, we developed the shared IO memory 

management unit (IOMMU) to serve as an on-chip shared virtual-to-physical translation 

engine for the LCAs. It has an inside TLB. The IOMMU receives, processes and 

responds to the data transfer requests from LCAs (data transfer between shared buffers 

and off-chip main memory). Its functions include: 

 Perform page translation for the addresses of all pages involved in the data transfer 

request by looking up local TLB first. Upon a TLB miss, it sends a page 

translation request to the core through the mailbox.  

 Select the corresponding DMAC according to the buffer bank ID and configure the 

DMAC to perform data transfer. A data transfer will be split into multiple burst 

transfers determined by page boundaries. 

The IOMMU uses a non-blocking scheme to process the data transfer request; i.e., it 

parallels the page translation in core and the data transfers in DMAC. It also provides 

stride access support. In our evaluated benchmarks, many accelerator designs perform 

tiling, which results in data with discontinuous virtual addresses to fill one buffer bank. 

The IOMMU allows accelerators to send the transfer requests of these data in one packet 

by defining the stride length and the number of strides. The format of a data transfer 

request from LCA to IOMMU is as follows: 

 R/W flag: indicates read or write. A read is a data transfer from off-chip memory 

to the on-chip buffer banks, and a write is a data transfer from on-chip buffer 

banks to off-chip memory.  

 tid: task id. Will be used by the OS core for page translation. 

 vaddr: virtual address. starting address of the data to transfer. 

 length: bytes of the data to transfer (in one duplication). 
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 buf_id: buffer ID. Indicates which shared buffer stores the data. 

 buf_addr: buffer address. Indicates the starting address in shared buffer of the 

data to transfer. 

 copy: the number of strides. If it is one, the following parameters will still be 

transmitted but will not be used. 

 stride: the bytes of a stride to skip. Means that the data transfer of “length” will 

be duplicated by “copy” times, with the difference of “stride.” 

The page translation request of these data will also be sent to the core (running OS) in 

one batch. 

The DMA controllers (DMAC) are configured by IOMMU to perform the data 

transfers between off-chip memory and shared buffer banks, using AXI bus. Each DMAC 

can support multiple data transfers for different buffer banks simultaneously. Therefore, 

each DMAC is shared by N/P buffer banks, where N is the number of buffer banks and P 

is the number of DMACs.  

6.3 Shared Buffer Management 
In our CHP prototype, the shared buffer banks and the LCA memory access ports are 

connected through a crossbar. We do not use a bus to connect the LCA and shared buffer 

banks because of the long bus read/write latency (comparison results are detailed in 

Section 6.5). However, a fully connected crossbar which allows each LCA port to access 

any of the shared buffer banks is also very time/area consuming. Under this circumstance, 

we only allow a LCA port to access a limited set of buffer banks in order to reduce the 

inner logic level of the crossbar and achieve a one-cycle go-through latency of the 

crossbar to maintain a one-cycle initial interval for the LCA design. The number of buffer 

banks that a LCA port can be connected to is called buffer sharing flexibility. The larger 

this number is, the more flexibility LCAs have when sharing buffer banks. 
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The number of buffer banks that an LCA needs is referred to as its buffer demands. 

Suppose an LCA needs N shared buffer banks, and the buffer sharing flexibility is K; then 

the buffer range of this LCA is K*N. This means that the LCA is only allowed to connect 

N shared buffer banks within a range of K*N buffer banks. Moreover, even within this 

range, the connection patterns of the buffer banks and the LCA ports are also constrained. 

Suppose that the buffer bank IDs in the buffer range of an LCA are from 0 to K*N-1; then 

port i of this LCA can only be connected to buffer bank k*N+i (0 <= k < K). An example 

is shown in Figure 6-2 where N=3 and K=3. Then there are nine buffer banks in the 

buffer range of this LCA. The dashed arrows show the candidate buffer banks that an 

LCA port can be connected to through the crossbar. In this way, the scale (multiplexing 

level) of the crossbar is only determined by the buffer sharing flexibility K. A larger K 

allows the LCAs to share the buffer banks with more flexibility, while a smaller K will 

have a smaller and faster crossbar design. In the current CHP prototyping, we allow the 

user to configure this parameter when generating the FPGA bitstream.  

memory access ports

buffer range of the LCA

an LCA

shared buffers

crossbar connections

 
Figure 6-2. Buffer range of an LCA connected through the crossbar 

 

The mapping scheme of the LCA buffer ranges onto the buffer banks is as follows. At 

first, the LCAs are sorted into a sequence by ascending order of their buffer demands. 

Then the LCA buffer ranges are placed sequentially on the list of shared buffer banks 
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(detailed later). Without sorting the LCA based on buffer demands, the buffer range of an 

LCA with a high buffer demand may completely overshadow the buffer ranges of its 

neighboring LCAs with a small buffer demand; i.e., after sorting, neighboring LCAs 

having similar buffer ranges cannot be overshadowed by each other’s buffer range. 

The mapping of LCA buffer ranges onto the buffer banks can be depicted by range 

offset, which is the difference (in terms of number of buffer banks) between the starting 

bank IDs of two consecutive LCA buffer ranges. An example is shown in Figure 6-3, 

where K=3 (K is the buffer sharing flexibility). The top x-axis shows the buffer demands 

of each LCA (already sorted in ascending order) and the bottom x-axis shows the list of 

buffer banks. The y-axis lists the buffer range of an LCA in each row. The buffer range of 

LCA1 always starts from the first buffer bank. The range offsets between LCA1 and 

LCA2, LCA2 and LCA3 are both 0; the range offsets between LCA3 and LCA4, LCA4 

and LCA5, LCA5 and LCA6, LCA6 and LCA7, LCA7 and LCA8 are 2, 3, 4, 8, 8 buffer 

banks, respectively. We obtained these mapping results using the following steps. 

The range offsets should be proportional to the buffer demands of the LCAs; i.e., 

LCAs with higher buffer demands need to have a larger range offset to neighboring LCA 

buffer ranges in order to make their buffers more easily allocated. The mapping of buffer 

ranges should first guarantee that any arbitrary K LCAs can be simultaneously connected 

to their buffer banks as long as the number of shared buffers satisfies the sum of their 

buffer demand (where K is the buffer sharing flexibility). Initially, all of the LCA range 

offsets are set to 0; i.e., their buffer ranges all start from bank 0. Then any three of the 

first six LCAs can work simultaneously. But the last three LCAs cannot work in parallel. 

Then we increase the range offset of LCA6-LCA7 and LCA7-LCA8 to match the 

corresponding buffer demand of LCA6 and LCA7 in order to guarantee that any three of 

the eight LCAs can work simultaneously. Note that the connections of the first, second, 

second-to –last, and the last LCAs do not need to be fully populated; a maximum partial 

crossbar can still be achieved. After this scaling step, there are still nine buffer banks not 
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covered by the current buffer range placement. We can then increase the range offsets 

among the first six LCAs to achieve better dynamic buffer allocation flexibility. We 

distribute the nine buffer banks to the range offsets among these six LCAs based on their 

buffer demands, and the final range allocation result is shown in Figure 6-3. 

range offset

 

Figure 6-3. Allocation of LCA buffer ranges on the shared buffer banks 

 

The buffer range placement is performed while generating the FPGA bitstream. At 

runtime, the task of the shared buffer management in ABM is, for an LCA with a buffer 

demand of N buffer banks, to select N available buffer banks in this LCA’s buffer range 

based on the connectivity of the LCA ports to the buffer banks. Since the LCA buffer 

allocation requests come in dynamically, to reduce the probability that the allocation of 

one LCA’s buffers disables the subsequent allocation of its neighboring LCA’s buffers, 

ABM uses the following rules to select the available buffer banks in an LCA’s buffer 

range: 1) Allocate consecutive N buffer banks in the buffer range. 2) Select the middle 

buffer banks in the buffer range first, and then if the LCAs are in the first half of the LCA 
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sequence, select the left side buffer banks second; otherwise, select the right side buffer 

banks second. Since the ABM’s buffer management scheme depends on the LCA buffer 

range placement, in our flow the ABM’s code is automatically generated based on the 

LCA buffer range placement results. This will be described in the flow shown in Section 

6.4.1. 

6.4 User Interface 
6.4.1 Hardware Interface 
In the CHP prototype, we allow users to introduce their own accelerators, and configure 

the size and number of the shared buffer banks and also the buffer sharing flexibility for 

the crossbar design. The user can specify such information in a configuration file, which 

is the primary input to our automated FPGA bitstream generation flow. An example of 

the configuration file is shown in Figure 6-4. There are three gradient accelerators and 

one denoise accelerator. Each gradient accelerator has four read ports and two write ports, 

and each denoise accelerator has ten read ports and two write ports. The required buffer 

size of each port is 4KB. There are 16 shared buffer banks and each bank is 4KB. The 

buffer sharing flexibility is 3. The last field is for debug use only.  
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Figure 6-4. User configuration file of the hardware platform 
 

Figure 6-5 shows our automated flow for generating the FPGA bitstream of the CHP 

prototyping. The placement scheme of the LCA buffer range (detailed in Section 6.3) is 

described in the system policy script. This script parses the user configuration file, places 

the LCA’s buffer ranges, and generates the flattened configuration file of the on-chip 

modules with the produced crossbar configuration. Then, based on this flattened 

configuration file and a Xilinx mhs file template, an Xilinx board description file (.mhs) 

is automatically generated. At the same time, based on the hardware module templates 

and the flattened configuration file, we can automatically generate the RTL code of the 

hardware modules (crossbar, shared buffer banks and their connections the DMACs, 

IOMMU, etc.), and also the software code running on the ABM. Then we use AutoPilot 

to generate Xilinx pcore libraries for these modules. The final FPGA bitstream is 

generated based on these pcore libraries and the aforementioned mhs file. 
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Figure 6-5. FPGA bitstream generation flow of the CHP prototyping 
 

6.4.2 Software Interface 
The software interface is a set of system calls that the application can use to 1) reserve an 

LCA, 2) send task descriptions to an LCA to start the LCA, 3) check the finish status of 

the LCA. An ABM driver is developed and installed in the Linux OS running on the core. 

These system calls are in the form of reading/writing to the file handle that connects the 

ABM driver.  

An example of the application code (written in C) that makes these system calls is 

shown in Figure 6-6. Line 2 opens the ABM driver as a file handle. Lines 6 to 16 reserve 

the LCA. Lines 19 to 28 send the task descriptions (e,g., input/output size, starting 

address etc.) to the LCA to start the LCA. Lines 31 to 47 check the finish status of the 

LCAs. In each iteration, one unfinished task is checked. Lines 50 to 55 free the LCAs 

after all tasks are finished. In each read/write of the file handle, the first parameter is the 

file handle ID that connects to the ABM driver; the second parameter is the pointer to the 

parameter array that need to be passed to the driver; and the third parameter is the number 

of parameters that need to be passed to the driver.  
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Figure 6-6. An example application C code calling the ABM driver functions to use 
LCAs  
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6.5 Experiments 
6.5.1 Evaluation Methodology 
To demonstrate the energy efficiency of the CHP prototype and also the benefit of the 

partial crossbar-based shared buffer management, we make a comparison  with the 

following reference designs: 

General-purpose multiple-CMP server. This design is used to demonstrate the 

energy-efficiency of our CHP prototype, which is the focus of this chapter. The selected 

sever uses a 2x Quad-core Intel Xeon CPU E5405, with x64 architecture, working at 

2.00GHz. It has one FPU per core. The application running on this server uses OpenMP 

to achieve multithreading execution in order to enhance the performance through 

parallelization. 

CHP using private buffer. In this CHP prototype, the LCAs are provided with their 

own private buffers. Therefore, the LCAs can access the buffers with high bandwidth and 

low latency via direct wiring. This is used to provide an upper bound of the CHP 

prototype performance. However, as there is no buffer sharing, it is not area-efficient and 

thereby not scalable. As the number of on-chip LCAs increases, this design will not be fit 

into the FPGA. 

CHP using shared buffers connected by bus. In this CHP prototype, the buffer banks 

are shared among the LCAs in order to better utilize the on-chip memory, compared to 

the CHP with private buffers. However, unlike the proposed crossbar-based sharing 

scheme presented in Section 6.3, here the LCAs share the buffer banks through the AXI 

bus. In the crossbarbased scheme, once a buffer is connected to an LCA port through a 

crossbar, only that LCA port can access this buffer bank. If the buffer size requirement 

for that LCA port is smaller than the buffer bank size, there will be storage space waste. 

The AXI bus-based sharing scheme has better sharing flexibility than the crossbar-based 

scheme, because each buffer can be shared and simultaneously accessed by several 
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accelerators, as shown in Figure 6-7. However, due to the long access latency of the AXI 

bus, the computation time of the LCAs will be much longer, and the overall performance 

will be significantly impaired.  

 

Figure 6-7. Buffer sharing through AXI bus 
 

The benchmark we used to evaluate the performance is bit-reverse: it reverses all of the 

bits of an integer. The input data size is 12KB (3K integers in total stored in three 4KB 

pages). Because we are more interested in the accelerator and shared buffer management, 

the selection of LCA is not the key issue in this experiment. Our CHP prototype platform 

allows users to introduce their specific LCAs.  

To make a fair comparison, in each CHP prototype, only one LCA is used. This is 

because we want to emphasize the comparison between parallelization and customization 

when comparing the CHP prototypes to the general-purpose servers. For all of the three 

CHP prototypes, the number of buffer banks is also the same, and the other system 

modules are also the same; the only differences is the way these buffer banks connect to 

the accelerators.  
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6.5.2 Experimental Results 
Table 6-1 shows the comparison results of runtime, power and energy-delay-product 

(EDP). The EDP is normalized to the general-purpose server. It is the product of runtime 

and energy (the energy is the product of runtime and power). As can be seen, the three 

CHP prototypes achieve 15X-19X energy efficiency by using customization, compared to 

general-purpose servers using parallelization. The server needs less runtime (38%-47% of 

the CHP prototypes) because of its high working frequency (2GHz), but this is achieved 

at the cost of much higher power (40X CHP prototypes).  

Table 6-1. Comparison results of runtime, power and EDP 

 
Runtime 

(us) 
Power 

(W) 
Normalized EDP 

(energy-delay-product) 
2x Quad-core Intel Xeon CPU 

E5405 Server @ 2GHz 
374 80 1 

CHP using private buffer @ 
100MHz 

790 2 0.053 

CHP using shared buffers 
connected by bus @ 100MHz 

980 2 0.066 

CHP using shared buffers 
connected by crossbar @ 100MHz

790 2 0.053 

 

We further look into the runtime breakdown of the CHP prototypes. Figure 6-8 shows 

the runtime breakdown of CHP prototypes using private buffers, which clearly 

demonstrates the pipeline stage of the LCA where computation and communication are 

overlapped. In the first stage, the LCA fetches the first page, and there will be no 

computation. We see that the LCA first sends a read request to IOMMU, and IOMMU 

performs a TLB lookup. Since the first page has not been used by any LCA, a TLB miss 

is incurred, and IOMMU requests the core (OS) to perform the page translation. After it 

finishes, IOMMU uses the translated physical addresses to configure the DMAC to fetch 

the first page from the off-chip memory and send it to the LCA’s private buffer. Then the 
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LCA proceeds to the second stage. In this stage, while the LCA is waiting for data 

transfer of the second page, it performs computation on the first page of data fetched in 

the previous stage. After both of the operations finish, the LCA proceeds to the third 

stage. In this stage, in addition to fetching the third page and computing the second page, 

it also writes the processed first page back to off-chip memory. The writing back will not 

incur a TLB miss if the processing is in situ, and the physical address of the first page is 

cached in the TLB in IOMMU. Then in the fourth stage, there is no fetching of any new 

page. The task of this LCA is only to write the second page back without a TLB miss and 

to compute the third page. This stage is finished very fast. Finally the last stage is where 

the third page is written back. 

Stage 1 Stage 2 Stage 3 Stage 4

 

Figure 6-8. Runtime breakdown of CHP using private buffers 
 

As can be seen in Figure 6-8, the computation time of LCA only takes a small percent 

of the overall runtime. This is because private buffers are used so that the LCA can access 

the buffer with a high bandwidth and low latency. However, as there is no sharing of the 

on-chip buffers, it is not area-efficient and not scalable. As the number of on-chip LCAs 
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increases, this design will not fit into the FPGA. Therefore, we need buffer sharing to 

achieve a scalable design. But simply using a traditional bus to connect the shared buffer 

banks and the accelerators results in a large runtime overhead; this can be observed in 

Figure 6-9. The buffer access latency through the AXI bus is 16 to 20 cycles, while the 

buffer access latency for a private buffer is only 1 cycle. This makes the LCA 

computation time the bottleneck of the performance. Note that in the ABM for this design, 

we have already assigned the LCA ports to buffers on different buses in order to reduce 

the bus contention. Overall, using shared buffers through a traditional bus introduces a 

24% runtime overhead compared to a private buffer scheme. 

Stage 1 Stage 2 Stage 3 Stage 4

 

Figure 6-9. Runtime breakdown of CHP shared buffers connected by a bus 
 

To overcome the runtime overhead of a traditional bus while still maintaining the 

shared buffer feature, we finally introduce the partial crossbar-based buffer sharing 

scheme presented in Section 6.3. Here we set the buffer sharing flexibility to 3, i.e., each 

LCA port can access three candidate buffer banks to achieve a one-cycle go-through 

latency for the crossbar. Therefore, the buffer access latency through the partial crossbar 
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is only 1 cycle, which is the same as in the private buffer design. Figure 6-10 shows the 

runtime breakdown of the CHP prototype with a shared buffer connected through the 

proposed partial crossbar. Ascan be seen,  this design achieves the same LCA 

computation time and overall runtime as that of the private buffer scheme.  

 

Stage 1 Stage 2 Stage 3 Stage 4

 

Figure 6-10. Runtime breakdown of CHP using shared buffers connected by 
crossbar 
 

6.5.3 Floorplan 
Figure 6-11 shows the FPGA floorplan of one CHP prototype with shared buffer banks 

connected through partial crossbar. Different colors denote the logics and memory for 

different modules in the logic hierarchy, such as the core, the ABM, the DDR controller, 

the Ethernet etc. There are four LCAs located on the upper right side of the FPGA. The 

shared buffer banks are located on the upper left side of the FPGA. The crossbar logics 

are scattered among these LCAs and shared buffer banks, with a buffer-sharing flexibility 

of 3. The IOMMU and DMACs are located on the lower right side of the FPGA, with the 
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sub-AXI buses connecting the DMACs and the buffer banks. The AXI bus and the DDR 

controller are at the center of the FPGA chip, since most of the on-chip modules need to 

access the off-chip memory through these two modules. Overall, this CHP prototype uses 

76% LUTs and occupies 96% of the slices in a Virtex-6 LX240T FPGA. In particular, the 

proposed partial crossbar only uses 2348 LUTs, which is only 1.6% of the on-chip 

resources.  

 

 

Figure 6-11. Floorplan of CHP using shared buffers connected by crossbar 
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6.6 Conclusions 
In this chapter we validate the energy-efficiency of domain-specific customization 

compared to parallelization by using a FPGA prototype of the proposed customizable 

heterogeneous platform (CHP). We realize the main features of the CHP in the prototype, 

such as accelerator sharing, buffer sharing, and virtual addressing. Experimental results 

show that this customizable platform achieves 19X gain in energy-delay-product, 

compared to a state-of-the-art general-purpose server using 2X Quad-core Intel Xeon 

CPU E5405. Moreover, we developed an efficient partial crossbar- based buffer sharing 

scheme to reduce the runtime overhead introduced by buffer sharing, while maintaining 

the buffer sharing flexibility to achieve a scalable design.  

We also provide users with convenient hardware and software interfaces for easy use 

of the designed CHP prototype. On the hardware side, the user only needs to provide a 

configuration file of LCAs and shared buffer banks. Then, based on this file, our flow 

will generate the FPGA bitstream automatically. On the software side, the user can 

control the LCAs by simply reading/writing a file handle connecting to the ABM driver 

in the code.  

Future work includes implementing more interesting features proposed in the CHP 

design [27], such as the accelerator virtualization, chaining, and even the composable 

heterogeneous accelerator-rich microprocessor (CHARM) architecture [28]. Such 

investigation is beyond the scope of this dissertation, and is left as future work.  
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Chapter 7.  Concluding Remarks  
 
 
 

7.1 CHP Modeling, Creation and Mapping 
This dissertation investigates the power-efficient high-performance architecture support 

for customizable domain-specific computing. It follows closely the general methodology 

proposed in [1]. In general, domain-specific computing involves three different phases: 

domain-specific modeling, customizable heterogeneous platform (CHP) creation, and 

CHP mapping, as shown in Figure 7-1.  

Domain-specific modeling characterizes the domain and identifies the essential 

architecture components that need to be supported. First, domain-specific modeling 

indicates that the memory access pattern can be obtained using an offline compiler or 

profiling analysis. With this knowledge, in the CHP the cores and accelerators can use 

on-chip software-managed scratchpad memory (SPM) and buffers to directly manage the 

data replacement. This will save off-chip memory bandwidth, which has proved to be the 

bottleneck for the most of the domain-specific computing platforms. Moreover, 

domain-specific modeling also indicates that the communication pattern can be obtained 

using an offline compiler or profiling analysis. With this knowledge, the communication 

subsystem of the CHP, in terms of both topology and routing scheme, can be customized 

for the known communication pattern. Overall, these untraditional architecture 

components—the scratchpad memories attached to each core, the buffers for  on-chip 

accelerators, and the customizable NoC topology and routing schemes— need to be 

introduced into traditional regular chip-multiprocessor architecture.  
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Figure 7-1. Interactions of phases for customizable domain-specific computing 

Based on these domain-specific characterizations, the CHP creation phase investigates 

how these introduced untraditional components will impact (or cooperate with) the 

traditional architecture components: the primary caches, the shared last-level caches, the 

regular network-on-chips. The designed CHP architecture can provide software tunable 

knobs (architecture model) and also the corresponding software interface to the CHP 

mapping phase. The CHP mapping phase (based on either compiler or profiling) can then 

optimize a given application running on the hardware and also set these architecture 

knobs to customize the hardware for the application.  

The proposed architecture supports in the CHP creation, together with their CHP 

mapping schemes, are listed in Table 7-1. AH-Cache provides a hardware scheme to 

manage the SPM mapping in the primary cache with consideration of balancing cache set 

utilization. It also provides a clean software interface to the compiler to smartly make use 

of the SPM that is provided by AH-Cache. BiN dynamically determines the buffer size 

for each requesting accelerator based on the accelerator’s BB-Curve (buffer size vs. 

CHP mapping 
Source-to-source CHP mapper  

Reconfiguring & optimizing backend 
Adaptive runtime 

Domain characterization Application modeling 

Domain-specific-modeling 
(E.g. Medical Imaging) 

CHP creation 
Customizable computing engines  
Customizable memory subsystem 

Customizable interconnects 

Architecture  
modeling 

Design once Invoke many times 

Customization 
setting 
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off-chip bandwidth), which is generated by the compiler-assisted offline analysis of the 

accelerator. Adaptable RF-I shortcuts can dynamically reconfigure the shortcuts by 

tuning the RF transceiver frequency, while the selection of the application-specific 

shortcuts is provided by a profiling-based offline heuristic. ACES can dynamically 

reconfigure the NoC routing table, split the virtual channels, and power off the unused 

virtual channels, while the application-specific routing table is generated by the 

profiling-based offline global optimized RG-MWFES algorithm.  

In summary, the development of architecture supports to customizable domain-specific 

computing needs collaboration and interaction among the domain-specific modeling 

phase, CHP creation phase and CHP mapping phase. This hardware-software co-design 

methodology is the key to this dissertation. 

 

Table 7-1. Summary of proposed architecture supports in CHP creation with their 
corresponding CHP mapping schemes 

 Architecture Support 

in CHP Creation 

Tunable 
Architecture 

knobs  

CHP Mapping Schemes 

Primary 
cache:  

AH-Cache 
(Chapter 2) 

 The look-up 
operation of the SPM 
location is hidden in the 
execution (EX) pipeline 
stage, and a clean 
software interface is 
provided as a 
non-adaptive hybrid 
cache. 

 A victim tag buffer is 
used to assess the cache 
set utilization by sharing 
the tag array, resulting in 

 SPM size 

 SPM starting 
address 

 Data layout 
in SPM and 
transfers between 
SPM and cache 

Reuse-aware SPM 
prefetching scheme [P8]: 
Compiler-based 
optimization—determine 
optimal SPM size with 
consideration of data 
prefetch to hide memory 
access latency to the SPM, 
minimize the number of 
data transfers from 
lower-level memory. 
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no storage overhead. 

 An adaptive mapping 
scheme is proposed for 
fast adaptation to the 
cache behavior without 
the circular bouncing 
effect. 

Shared last- 
level cache:  

BiN 
(Chapter 3) 

 A dynamic 
interval-based global 
allocation method to 
assign spaces to 
accelerators that can best 
utilize the additional 
buffer space 

 A flexible and 
low-overhead paged 
buffer allocation method 
to limit the impact of 
buffer fragmentation. 

 Accelerator 
buffer size vs. 
off-chip 
bandwidth curve 

 Data layout 
in buffer and 
transfers between 
accelerator 
buffers and 
global memory 

 

Combined Loop 
Transformation and 
Hierarchy Allocation [33]: 
Compiler-based 
optimization—use 
combined approach which 
optimizes loop 
transformation and 
memory hierarchy 
allocation simultaneously 
to achieve global optimal 
results on off-chip 
memory bandwidth and 
on-chip data reuse buffer 
size for the accelerators. 

NoC 
topology:  

Adaptable 
RF-I  
(Chapter 4) 

 Dynamic 
shortcut-allocation 
capability of RF-I to 
realize a reconfigurable 
NoC topology 

 Dynamic 
multicast/broadcast 
scheme through 
application-specific RF-I 
shortcuts  

 Shortcuts on 
the mesh NoC 

Application-specific 
shortcut selection scheme 
(Chapter 4): 
Profiling-based 
scheme—accelerate 
communication on paths 
that are most frequently 
used by the application. 

NoC 
routing:  

ACES 
(Chapter 5) 

 Dynamic routing 
table reconfiguration, 
virtual channel splitting 
and power-switching 

 With the possible 
existence of split 

 Routing 
table for the NoC

 Virtual 
channel splitting 
and switching 
on/off 

RG-MWFES Algorithm of 
ACES (Chapter 4): 
Profiling-based 
scheme—a scalable 
algorithm using global 
optimization to eliminate 
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channels, a routing table 
construction and encoding 
method is developed to 
minimize the hardware 
overhead of ACES  

information as many channel 
dependency cycles as 
possible with the 
guarantee of network 
reachability, based on the 
application-specific 
communication patterns, 
and then only split the 
remaining small set of 
cycles (if any) using 
virtual channel splitting. 

 

7.2 Limitations and Future Work 
Throughout the course of this study, we also realized the following two limitations. 

First, on the customizable memory subsystem side, the current global buffer allocation 

algorithm of buffer-in-NUCA sets the total buffer size as a constraint to minimize the 

off-chip bandwidth requirement. With this comes the guarantee that each buffer 

allocation request can at least be provided with the minimum buffer size in its bandwidth 

vs. buffer size curve. However, this algorithm does not consider the constraint of the total 

available off-chip bandwidth. In some cases, it can be very inefficient to allocate small 

buffer sizes to simultaneous buffer requests, since the resulting total off-chip bandwidth 

exceeds the available bandwidth. It would be better to just delay the buffer allocation for 

some requests, and provide larger buffer sizes for other requests so that they can finish 

much faster with less bandwidth requirement. Therefore, a further improvement over the 

current BiN proposal will be to set both the total buffer size and the off-chip bandwidth 

as constraints.  

Second, on the customizable communication subsystem side, the current 

application-specific shortcut selection and routing table generation are all based on 

offline profiling of the application communication trace. This methodology cannot be 
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well adapted to the runtime variations. Such runtime variations commonly exist in the 

modern parallel computing systems due to thread migration, cache block migration and 

replication, etc. Although our target is domain-specific computing systems where the 

communication pattern is typically predictable, as the architecture evolves—e.g., the 

proposed composable heterogeneous accelerator-rich microprocessor (CHARM) 

[28]—the predictability of domain-specific computing systems also diminishes. All of 

this motivates more innovative architecture proposals that can dynamically assign the 

high bandwidth provided by the emerging interconnects (e.g., RF-I) to the heavily 

communicated node pairs. A possible solution is to use a special broadcast-based 

arbitration channel to perform global arbitration of the RF-I data transfer channels at 

runtime. This method makes use of the broadcast nature of radio frequency interconnects.  

The journey just begins. Today, domain-specific computing has become increasingly 

important for achieving energy-efficient green computing. However, research that 

focuses on architecture support for domain-specific computing is still far from a mature 

stage. Continued research will require a comprehensive effort from the domain experts, 

compiler researchers, and computer architects. It is our hope that the proposals and 

methodologies discussed in this dissertation—including their limitations, of course—will 

inspire more innovations in the future for the architecture support of customizable 

domain-specific computing. 
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