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Abstract

Difficulty in Procedural Categorization Tasks

by

Luke Arthur Rosedahl

While there are high-performing measures of categorization difficulty for RB catego-

rization tasks, in which the optimal strategy is a simple explicit rule, predicting human

performance in II categorization tasks, in which category membership is determined by

similarity, has been historically difficult. This dissertation proposes a novel biologically

motivated difficulty measure that can be generalized across stimulus types and category

structures: the Striatal Difficulty Measure (SDM). The SDM is compared to 12 previously

proposed measures on an extensive data set that includes conditions with continuous-

and binary-valued stimulus dimensions, a variety of different stimulus types, and linearly-

and nonlinearly-separable categories. Across this diverse dataset, the SDM was the most

successful at predicting the numerical values of the mean error rates in each condition as

well as predicting the observed rank ordering of conditions by difficulty.

This dissertation also investigates the effects of three different factors on category

learning difficulty: linear separability, variability on stimulus dimensions that are irrele-

vant to the categorization decision, and instruction on the optimal categorization strategy.

The results clarify a long-standing uncertainty in the field by showing that linear sepa-

rability plays no role in II learning difficulty. They also establish two novel dissociations

between RB and II category learning: variability on irrelevant stimulus dimensions im-

pacts II learning but not RB learning while instructions on the optimal strategy impact

RB learning but not II learning. Finally, the theoretical and neurobiological implications

of these results are discussed.
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Chapter 1

Introduction

Categorization underlies much of our daily lives. Every time we decide if a cup contains

delicious coffee or poison, if an incoming wave is surf-able or not, or if the oncoming car

is actually going to turn right at our intersection we are performing categorization. In

addition to these everyday tasks, categorization underlies many tasks with potentially

deadly consequences. For example, a Radiologist looking for an abnormality in an x-ray,

a TSA agent looking for banned items in a baggage scan, and a police officer trying to

decide if a brandished item is a toy or a weapon are all making categorization decisions.

Humans are incredibly accurate at categorization overall. However, many of the most

important categorization judgments are very difficult, and when we fail – the tumor is

categorized as normal tissue – there are often dire consequences. To avoid such negative

results, technological interventions are often employed to augment human performance.

For example, blind-spot detectors and backup cameras have been used for years to help

minimize human error during driving by aiding in simple aspects of the more complicated

overall task. And, as machine learning and artificial intelligence methods progress, it is

becoming ever more common to augment or replace human performance in more complex

tasks. Self-driving cars, parking assist, and auto-correct all exist to minimize human error
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Introduction Chapter 1

in more complex tasks and this trend is likely to continue in the future.

If the goal is to increase human categorization performance, it is essential that we

start explicitly looking for situations in which humans are likely to fail. There are a

variety of factors that impact the difficulty of category learning, ranging from subjective

factors, such as stress (Ell, Cosley, & McCoy, 2011), to environmental factors such as

distractions or pressure (McCoy, Hutchinson, Hawthorne, Cosley, & Ell, 2014), to training

methodology such as how feedback was presented (Maddox, Ashby, & Bohil, 2003a) or

where training examples were presented in the visual field (L. A. Rosedahl, Eckstein, &

Ashby, 2018). But perhaps an even more fundamental factor is the difficulty of the task

itself. Some category structures are fundamentally easier for humans to learn than others,

but what is it that makes this learning easier? Intuitively we know it must be something

to do with the structure of the categories, but what aspects of category structure affect

difficulty and why?

One reason that this is still an open question is that there exist multiple systems of

category learning in the human brain and each system is optimized for different tasks.

Of these systems, two of the most commonly studied are the systems popularized by

the COVIS theory of category learning: the explicit system and the procedural system

(Ashby, Alfonso-Reese, Turken, & Waldron, 1998; Ashby & Valentin, 2017a). In the

COVIS framework, these two systems are both active and competing for control during

a categorization judgment. Whichever system has the highest confidence on the recent

categorization judgments will take control over the decision making process, but the other

system remains active in parallel.

These systems depend on vastly different brain regions and are implementing differ-

ent categorization algorithms, so between the two of them they perform optimally for a

wide range of categorization tasks. As such, different tasks can depend differently on the

two systems. For example, during driving the explicit system could be controlling the

2



Introduction Chapter 1

high-level decision of which exit to use while the procedural system controls whether it

is possible to merge between the two cars in the right lane. Understanding overall cate-

gorization difficulty therefore requires understanding difficulty for both of these systems.

1.1 Multiple Systems of Category Learning

The explicit system categorizes objects by generating and testing a series of logical

rules for category membership. For example, the explicit system might categorize a

vehicle as a pickup truck by applying the rules that it has a large open bed that is

attached to the cab. In a standard laboratory experiment of categorizing striped discs,

the explicit system might apply the rule that if the stripes are thin they belong to category

1 and if they are thick they belong to category 2. The explicit system will stick with

a generated rule until it receives sufficient negative feedback to signal that the current

hypothesis about category membership is incorrect, at which point it will switch to a

new set of membership rules.

Given its reliance on logical hypothesis, it comes as no surprise that the explicit system

is dependent on a network including the prefrontal cortex (PFC), anterior cingulate,

association cortex, globus pallidus, the head of the caudate nucleus, and the medial

dorsal nucleus of the thalamus (Figure 1.1). This network is comprised of two smaller

sub-networks: one of which maintains and tests current logical rules and the other which

generates new rules.

The rule maintenance and testing circuit is composed primarily of the association

cortex, PFC and the medial dorsal (MD) nucleus of the thalamus. The association

cortex and MD nucleus both form reverberating loops with the PFC which maintain the

current rule being tested. When a rule is incorrect and the system receives sufficient

negative feedback, the PFC initiates a rule switch by decreasing excitation of the head

3



Introduction Chapter 1

Figure 1.1: Neurobiology of the explicit Category Learning System. PFC = prefrontal
cortex, ACC = anterior cingulate cortex, MDN = medial dorsal nucleus of the tha-
lamus, CdN = head of the caudate nucleus, GPi = globus pallidus interior. Red
connections are excitatory and blue are inhibitory.

of the caudate nucleus, which decreases the inhibition of the globus pallidus (GPi) and

results in the GPi inhibiting the thalamus, breaking up the cortical-thalamic loop holding

the current rule in working memory and causing a rule switch.

While the mechanisms for rule generation and selection are less well understood, it is

theorized that the anterior cingulate, perhaps in conjunction with the PFC, selects the

new rule from among a subset of alternative rules and excites PFC neurons involved in

the representation of that rule. These neurons then develop reverberating loops with the

thalamus and association cortex to hold the new rule in working memory. Alternative

rules are selected based on their salience, with more salient rules being chosen more

often than less salient rules (Ashby et al., 1998; Ashby, Paul, & Maddox, 2011). Rule

salience is inversely correlated to rule complexity, so simpler rules (such as rules making

a single judgment along a single dimension) are often chosen as the initial testing rule.

As these simpler rules are rejected, more complex and less salient rules are tested until

4



Introduction Chapter 1

the participant discovers the optimal rule or settles on a sub-optimal strategy.

The most common category structure used to target the explicit system is the Rule-

Based or RB structure. RB structures define category membership by a series of logical

rules combined using Boolean Algebra. These rules often take the form of simple unidi-

mensional rules (e.g. thick lines are an A), conjunctive rules (e.g. thick and vertical lines

are an A), or disjunctive rules (e.g. very thick or very thin lines are an A). Figure 1.3 A,

B, and C shows examples of these types of rules.

Unlike the explicit system, the procedural system (Figure 1.2) does not depend on

abstract representations of categories or membership rules. Rather, it learns to associate

specific feature values with specific categories in a process similar to traditional stimulus-

response association learning. The end result of the procedural system is that certain

combinations of stimulus features are associated with a categorization response, often

resulting in categorization membership patterns that are difficult to verbally describe.

Tying this to the earlier truck example, the procedural system might categorize a vehicle

as a truck because it looks ”similar” to trucks that have been seen in the past.

The procedural system learns through dopamine-mediated reinforcement learning in

the striatum and the key regions involved are the striatum, visual cortex, substantia nigra

pars compacta (SNpc), and premotor cortex (PM). The visual neurons encoding feature

values for the stimulus synapse onto Medium Spiny Neurons (MSNs) in the striatum,

where they excite the MSNs. The most active MSN drives the category response in pre-

motor cortex through a pathway consisting of the GPi and thalamus, and after feedback

the SNpc alters dopamine release levels to either strengthen or weaken the most active

cortical-striatal synapses. In this way, over the course of many trials the synapses from

visual neurons representing category-diagnostic information will be strengthened more

than category-irrelevant synapses and the relevant information will drive the categoriza-

tion response.

5
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Figure 1.2: Neurobiology of the Procedural Category Learning System. SNpc =
Substantia Nigra pars compacta, TANs = Tonically Active Neurons, GPi = Globus
Pallidus Interior, VA/VL Ventral Anterior and Ventral Lateral Nuclei in the Thala-
mus, SMA = Supplementary Motor Area, PMd = Dorsal Premotor. Red connections
are excitatory, blue are inhibitory, and Purple are Dopamine Signals.
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Figure 1.3: Example Category Structures. Orientation is in degrees counter-clockwise
from horizontal and Spatial Frequency is in Cycles Per Degree Visual Angle.

The procedural system is most often targeted using Information-Integration (II) cat-

egory structures. In II tasks, no simple explicit rule maximizes accuracy. Instead, infor-

mation from two or more stimulus dimensions must be combined at a pre-decisional stage

(Ashby & Gott, 1988; Ashby et al., 1998). A common example of II category structures

in two-dimensional stimuli can be seen in Figure 1.3 D, where the upper left category is

made up of all striped disks in which the orientation of the stripes is greater than the

spatial frequency of the stripes. Note that while this can be easily expressed mathemati-

cally (Y > X where Y is angle CCW from horizontal and X is spatial frequency in cycles

per degree visual angle), this comparison requires comparing across dimensions which

have no common standard of measurement.

7
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While explicit strategies can be used in II tasks (e.g. a simple unidimensional rule

would achieve above-chance accuracy on the example II category in Figure 1.3 D), they

often lead to sub-optimal performance. Because this does not deter all subjects from

persevering with explicit Strategies, decision bound modeling is often used to determine

which strategy subjects are using (Maddox & Ashby, 1993). In decision bound modeling,

the response patterns are analyzed to determine the orientation of the effective rules

being applied by the categorizer. It should be noted that even though the procedural

system does not use abstract ”rules”, it is possible to find a line in stimulus space that

reflects the rule that is equivalent to the response pattern.

If the decision bounds are all perpendicular to the stimulus dimensions (reflecting a

combination of logical rules along the features), the subject is classified as an explicit

learner. Subjects with response patterns that are best fit with decision bounds that vary

substantially from vertical or perpendicular straight lines (such angled lines, quadratic

curves, etc.) are classified as procedural learners. Most DBM fits are selected by mini-

mizing BIC scores, which apply a penalty for models with larger numbers of parameters.

Because the simplest procedural models include more free parameters than the simplest

explicit models, a procedural model has to fit substantially better than the corresponding

explicit model in order to be selected. This helps ensure slight deviations in response

patterns do not result in vastly different selected models.

To date, RB/II categories and Decision Bound Modeling have been used to show more

than 27 dissociations between the explicit and procedural systems(Ashby & Valentin,

2018). Many of these dissociations (such as the differing role of feedback delay between

explicit and procedural learning (Maddox et al., 2003a)) were predicted by COVIS.

Given the different tasks the two systems excel at, the qualitatively different ways they

learn, and the number of dissociations that has been found between them, it comes as no

surprise that different aspects of task structure impact them differently. This, in turn,

8



Introduction Chapter 1

means that different difficulty measures are required for the two systems. In fact, recent

work showed that none of the current state-of-the-art difficulty measures can predict

performance for both systems (Ashby, Smith, & Rosedahl, 2019) and Chapter 3 in this

dissertation provides evidence that no one measure that correctly predicts performance

for both systems can exist (see Chapter 3 discussion for more details). To fully capture

difficulty, we must therefore have difficulty measures for both systems.

1.2 Explicit System Categorization Difficulty

COVIS predicts the explicit system learns via testing a series of logical rules. New

rules are selected for testing based on their salience, so the lower the salience of the

optimal rule the less likely it is to be chosen (Ashby et al., 1998, 2011). Simple rules

are the most salient, and more complex rules are less salient, so COVIS predicts that

participants begin category learning by testing one-dimensional rules. If these simple

rules do not provide satisfactory performance, less salient rules are tested, and this process

continues until participants discover the correct rule or settle on a sub-optimal strategy.

Because optimal performance depends on selecting the optimal rule, COVIS therefore

predicts that the more complex the optimal rule is, the less salient it will be, and the

more difficult the task will be.

The best performing measure of difficulty for the explicit system predicts difficulty

based off rule complexity as measured using Boolean Complexity (Feldman, 2000, 2004).

The Boolean Complexity (BC) of a category structure is the length of the shortest

Boolean formula which can capture the structure and therefore increases with rule com-

plexity. For example, the rule ’Thick bars are A’ (cpd < X) can be written in a shorter

form than ’Thick bars and Vertical bars are an A’ (cpd < X and angle > Y ) and therefore

has a lower BC.

9
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Feldman showed that Boolean Complexity predicts categorization performance across

41 different binary valued dimensional tasks (Feldman, 2000, 2004). While Boolean

Complexity is unlikely to capture the full story of explicit system categorization difficulty

(other factors such as visual discrimination along feature dimensions likely also play a role

(Kurtz, Levering, Stanton, Romero, & Morris, 2013)), it appears to explain the majority

of task-specific difficulty for the explicit system.

1.3 Procedural System Categorization Difficulty

Predicting difficulty for the procedural system, which does not rely on abstract cate-

gory representations or logical hypothesis, has historically been more difficult. Previous

work on this question has found some success using measures developed outside of the

field of category learning. For example, L. A. Alfonso-Reese, Ashby, and Brainard (2002)

examined the performance of several measures that leveraged the category structure

statistics: covariance-complexity, class separation, and the error rate of the ideal ob-

server. Though the measures were not based on the underlying neurobiology, they met

with some success across the category structures they were tested on. However, the cate-

gory structures used were limited, the measures were tested on structures whose difficulty

is predicted by Boolean Complexity (Feldman, 2000, 2004), and a small set of candidate

difficulty measures was used.

Additionally, unlike Boolean Complexity (which maps onto the rule salience) the best

performing measure (Covariance Complexity), does not map directly on to any biological

or cognitive aspect of the procedural system. This limits its predictive power and makes

it unclear what the measure predicts for various non-structure task differences. For

example, how would performance differ across participants with various levels of visual

acuity? We know that performance broadly decreases as vision gets worse, but CC has

10
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no way of predicting this as it lacks a biological basis. These limitations motivate the

goal of this dissertation: to develop and test a biologically-motivated difficulty measure

for procedural category learning.

One reason previous measures have mostly been borrowed from statics instead of being

based on existing theory for the procedural system is that, unlike the explicit system,

which implements a series of logical rules about category membership and therefore has

a quantifiable set of response options, the procedural system doesn’t implement any

abstract strategy. This makes it difficult to predict how the procedural system will

categorize any set of stimuli and, in turn, makes it difficult to predict difficulty.

Further complicating the matter is the wealth of detail in existing models of the pro-

cedural system. For example, the full COVIS procedural system model includes neural

details necessary to model a wide range of behaviors such as button switch effects, feed-

back delay, automaticity, and learning protection during random feedback. This detail

makes COVIS a wildly successful model and greatly expands its predictive powers, but

historically has made it difficult to determine how the system will respond.

1.4 Overview of Dissertation

In the work presented here, I overcome this limitation by leveraging our recent work

showing that the response probabilities of a simplified version of the procedural system

can be represented by a simple closed-form expression that is mathematically equivalent

to exemplar theory (Ashby & Rosedahl, 2017) and depends on the ratio of between and

within category similarity.1 For the full mathematical proof, see the original paper, but,

1The fact that these two highly successful models of category learning operating on different levels
of analysis converge on a similar answer is surprising and exciting. Similar to how relativistic physics
converges upon classical physics given certain assumptions, psychological models including different levels
of detail should converge on a common prediction, yet that is rarely the case. For it to happen so cleanly
in this instance is a major success for both models.

11
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in short, this equivalence is caused by the fact that reinforcement learning between visual

neurons (that exhibit tuning functions for feature dimensions) and medium spiny neurons

in the striatum consolidates similarity effects (for more details see Chapter 2).

In Chapter 2, I use the previously derived closed-form expression to develop a dif-

ficulty measure for procedural learning (L. A. Rosedahl & Ashby, 2019). Because it is

based off the simplified version of the neurobiologically detailed COVIS model, in which

learning occurs in the striatum, the measure is coined the Striatal Difficulty Measure (or

SDM). The SDM predicts difficulty using a ratio of between and within category stimuli

similarity using a biologically-relevant similarity metric.

I then test the SDM against three previously used measures for human categorization

(Covariance-Complexity, Ideal Observer Error Rate, and Class Separation) (L. A. Alfonso-

Reese et al., 2002) and nine measures from the machine learning literature (Lorena, Gar-

cia, Lehmann, Souto, & Ho, 2018) on a diverse data set consisting of 17 category struc-

tures using a variety of different stimulus types from 4 previous studies. The structures

used included both continuous- and binary-valued stimulus dimensions and linearly- and

nonlinearly-separable categories. I find that the SDM outperforms all the other measures

across this wide range of diverse category learning tasks, accounting for an impressive

87% of the variance across the structures.2

In Chapter 3, I test the utility of the SDM by using it to control for base difficulty

while examining the role of two factors with previously uncertain roles in procedural

categorization difficulty: bound linearity and irrelevant variability. I find that linear sep-

arability does not impact procedural categorization difficulty while increased irrelevant

variability increases difficulty. Additionally, I show that irrelevant variability does not

increase difficulty for tasks learned using the explicit system, providing another dissoci-

2This is especially impressive because the data sets were collected at different labs, so in addition to
the structure-induced variance there are certainly procedural differences causing performance variation.
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ation between the explicit and procedural systems and further demonstrating the need

for different difficulty measures for each category learning system (Ashby et al., 2019).

In Chapter 4, I examine another factor with unknown roles in performance: the effects

of instructions on task performance. Because Boolean Complexity predicts difficulty is

determined by how complex the rule is, with more complex rules being less likely to be

selected for testing, informing the participants of the optimal rule should dramatically

improve performance by increasing the likelihood participants select the optimal rule.

Conversely, the SDM predicts there should be little to no effect of instructions because it

predicts difficulty based on the ratio of between and within category similarities, which

are unchanged by instructions.

Utilizing a 2x2 experimental design (with structures targeting either the explicit or

procedural system and either including or not including instructions), I show that both

of these predictions are correct. Instructions dramatically increases performance for the

explicit system while having no (or at the very least minimal) impact on the procedural

system.

Finally, in Chapter 5 I discuss the broad implications of the work presented here,

including some limitations that provide potentially useful avenues of future research.

1.5 Permissions and Attributions

1. Chapter 2 is based heavily on L. A. Rosedahl and Ashby (2019), which appeared

in Journal of Vision.

2. Chapter 3 is based heavily on L. A. Rosedahl and Ashby (2021), which appeared

in Journal of Experimental Psychology: Learning, Memory, and Cognition.

3. Chapter 4 is based heavily on L. A. Rosedahl, Serota, and Ashby (in press), which
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is in press at the Journal of Experimental Psychology: Human Perception and

Performance.
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Chapter 2

A Difficulty Measure for Procedural

Categorization

This chapter is based heavily on L. A. Rosedahl and Ashby (2019) (co-authored with

Prof. Greg Ashby), which appeared in Journal of Vision.

2.1 Introduction

In this chapter, I present a difficulty measure based on the most successful neu-

robiologically detailed model of II category learning – namely the procedural-learning

component of COVIS (Ashby et al., 1998; Ashby & Waldron, 1999; Cantwell, Crossley,

& Ashby, 2015). This model assigns a key role to the striatum, and as a result, the mea-

sure is coined the Striatal Difficulty Measure (SDM). The COVIS procedural-learning

model contains the most popular cognitive model of categorization – that is, the exem-

plar model – as a special case (Ashby & Rosedahl, 2017). Thus, the SDM is compatible

with both models.
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2.1.1 Derivation of the Striatal Difficulty Measure (SDM)

The procedural-learning model of COVIS mimics the architecture of the direct path-

way through the basal ganglia, which is illustrated in Figure 2.1. The computational

version of this model is often called the striatal pattern classifier (SPC). The simplest

version is a two-layer feedforward neural network that includes a large array of sensory

cortical units in the input layer and a small set of striatal medium spiny units (MSNs)

in the output layer – specifically, one MSN for each response alternative. Downstream

units in the internal segment of the globus pallidus (GPi), the thalamus, and the premo-

tor cortex are often omitted from the model since nothing that happens in these units

can change the category response.

Initially, the sensory cortical and striatal layers are fully interconnected, with each

unit in sensory cortex projecting to a unique synapse (on a spine) on each MSN. The

strength of these synapses are modified based on whether the feedback is positive or

negative according to a biologically realistic form of reinforcement learning. On each

trial, the most active MSN controls the response.

All versions of the SPC share similar properties. In particular, responding depends

strongly on the summed similarity of the presented stimulus to the previously seen ex-

emplars in each contrasting category. These similarity effects occur for several reasons.

First, units in visual cortex respond maximally to some ideal stimulus and at a lower

rate to stimuli similar to the ideal stimulus. This is modeled via Gaussian tuning curves

(mathematically identical to radial basis functions). Thus, if we let xiK denote the ith

exemplar in category CK , then on trials when xiK is presented, activation in sensory unit

j equals

A(xiK , sj) = exp
[
−d2(xiK , sj)/γ

]
(2.1)
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Figure 2.1: Architecture of the procedural-learning model of COVIS, which mimics
the direct pathway through the basal ganglia. MSN = medium spiny neuron; GPi =
internal segment of the globus pallidus.
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where sj is the stimulus that maximally excites sensory unit j, d(xiK , sj) is the Euclidean

distance between the perceptual representations of objects xiK and sj, and γ captures

how tightly sensory units are tuned. Thus, A(xiK , sj) increases with the similarity of the

presented stimulus to sj.

Second, because of the nature of reinforcement learning, similarity effects in the SPC

are consolidated at cortical-striatal synapses. In fact, Ashby and Rosedahl (2017) showed

that under certain simplifying assumptions, the synaptic strength between sensory unit j

and striatal unit K is proportional to the summed similarities of object sj to all previously

seen exemplars from category K. Since synaptic strength drives striatal activation, the

probability of responding K on a trial when stimulus sj is presented therefore increases

with this sum.

On every classification trial, the striatal units enter a winner-take-all competition to

select the response. Therefore, the weaker the activation of the striatal unit corresponding

to the correct category and the stronger the activation of the striatal units corresponding

to incorrect categories, the more difficult the judgment. Activation is proportional to

similarity, which suggests that task difficulty should increase with the simple ratio

D =
SB

SW

, (2.2)

where SB is between-category similarity and SW is within-category similarity.

The SPC suggests specific forms for SB and SW . In particular, SB should equal the

similarity of every category exemplar to all exemplars in every contrasting category:

SB =
R∑

K=1

R∑
L6=K

nK∑
i=1

nL∑
j=1

A(xiK , xjL), (2.3)

where R is the number of contrasting categories, nK is the number of exemplars in

category K, nL is the number of exemplars in each contrasting category L, and as in Eq.
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2.1, A(xiK , xjL) is activation in the sensory unit that is maximally excited by stimulus

xjL. Similarly, SW should equal the similarity of every exemplar to all exemplars in the

same category:

SW =
R∑

K=1

nK∑
i=1

nK∑
j 6=i

A(xiK , xjK). (2.4)

Putting all this together produces the Striatal Difficulty Measure (SDM):

SDM =

R∑
K=1

R∑
L6=K

nK∑
i=1

nL∑
j=1

exp [−d2(xiK , xjL)/γ]

R∑
K=1

nK∑
i=1

nK∑
j 6=i

exp [−d2(xiK , xjK)/γ]

. (2.5)

For completely overlapping categories this measure equals 1 because within-category

similarity is equal to between category similarity. For infinitely separated categories

(where the between-category similarity goes to 0), the measure equals 0.

Note that the only free parameter in Eq. 2.5 is γ, which is a measure of how tightly

tuned the subject’s sensory system is to changes in the stimulus. Technically, γ could

differ across stimulus dimensions, but in practice such differences would have to be ex-

treme for SDM to change its predicted ordering of tasks by difficulty. Thus, a single value

of γ will suffice in almost all applications. Furthermore, the numerical value of γ could

be estimated from separate sensory discrimination data. As we will see however, the

ordinal predictions of the SDM as to which of two (or more) conditions is most difficult,

typically do not change when γ changes. So the actual numerical value of γ chosen does

not appear to be critical. In the empirical applications considered below, we compute

SDM by averaging across a wide range of γ values.

The SDM is closely related to a number of previously proposed difficulty measures.

First, many machine-learning measures are based on an inverse of the Eq. 2.2 ratio:
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D =
DW

DB

, (2.6)

where DW and DB are some measures of the within- and between-category dissimilarities,

respectively (e.g., Fukunaga (2013)). Most commonly, dissimilarity is defined as some

increasing function of distance. Of these measures, perhaps the most similar to the SDM

is the ratio of intra- to extra-class nearest-neighbor measure, which is often referred to

as the N2 measure (Lorena et al., 2018). The N2 difficulty measure takes the form of Eq.

2.6 with

DW =
R∑

K=1

nK∑
i=1

min
j 6=i

d(xiK , xjK), (2.7)

As it should, note that this sum increases with the distance between category exemplars,

so when incorporated into Eq. 2.6, the N2 difficulty measure predicts that categories

in which the exemplars are more widely distributed are more difficult to learn than

categories in which the exemplars are tightly clustered. Analogously, the N2 measure

defines between-category separation as

DB =
R∑

K=1

nK∑
i=1

min
j

L6=K

d(xiK , xjL). (2.8)

Note that this sum increases with the distance between the category exemplars that

are in contrasting categories, and thus, when incorporated in Eq. 2.6, the N2 measure

predicts that classification difficulty decreases with between-category separation.

Note that the SDM differs from the N2 difficulty measure in two important ways.

First, the SDM depends on all category exemplars, whereas N2 assumes that only the

nearest neighbors affect difficulty. Leading theories of human category learning assume

that classification decisions depend on all previously seen category exemplars – not just
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the nearest neighbors (e.g., Estes (1986); Medin and Schaffer (1978); Nosofsky (1986)).

Second, N2 depends on distance, whereas SDM depends on a nonlinear transforma-

tion of distance – namely, similarity. Considerable independent evidence suggests that

human classification and generalization are determined primarily by similarity, rather

than by distance (e.g., Shepard (1987)). This difference between SDM and N2 changes

the impact that stimulus spacing has on predicted difficulty. The Gaussian similarity

function described in Eq. 2.1 has an inflection point at an intermediate distance. SDM

therefore predicts that increasing distances for intermediately spaced stimuli will have a

greater impact on difficulty than increasing the separation for either nearby or distant

stimuli by the same amount. In contrast, defining difficulty in terms of distance, rather

than similarity (e.g., as in the N2 measure), predicts that all changes of a fixed distance

should have equal effects on classification difficulty.

2.1.2 Previous Measures

To our knowledge, only one previous study has tried to predict human learning dif-

ficulty in II tasks. L. A. Alfonso-Reese et al. (2002) compared the ability of several

different measures to predict the difficulty of five different category structures (shown in

Figure 2.2). Included in this list were a measure of covariance complexity, a measure of

class separation, and the error rate of an ideal observer. In contrast, many alternative

difficulty measures have been proposed within the machine-learning literature – some

that have the form of Eq. 2.6 and some that do not. Many of these were reviewed by

Lorena et al. (2018), who divided the measures into six groups: feature overlapping mea-

sures, linearity measures, neighborhood measures (which includes N2), network measures,

dimensionality measures, and class balance measures.
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The remainder of this chapter compares the SDM to the measures examined by

L. A. Alfonso-Reese et al. (2002) and to a variety of the machine-learning measures

described by Lorena et al. (2018). All of these measures are compared in their abil-

ity to predict difficulty across a variety of different category structures. The structures

are highly diverse, and include both continuous- and binary-valued stimulus dimensions,

linearly- and nonlinearly-separable categories, and a variety of different stimulus types.

As we will see, of all these measures, the SDM most accurately predicts human learning

difficulty across all these very different conditions.

We will now provide a brief description of the difficulty measures used in this chapter.

The equations are included for the more straightforward measures, whereas a qualitative

description is provided for the others. More detailed descriptions of these latter measures

can be found in Lorena et al. (2018).

2.1.3 Measures Considered by Alfonso-Reese et al. (2002)

The following measures were used by Alfonso-Reese et al. in their attempt to quantify

procedural categorization difficulty.

Covariance Complexity (CC)

L. A. Alfonso-Reese et al. (2002) used a covariance complexity (CC) measure proposed

by Bozdogan (1990)

CC =
1

2
rank(Σ) ln

[
trace(Σ)

rank(Σ)

]
− 1

2
ln|Σ|, (2.9)

where Σ is the common within-category variance-covariance matrix. Note that this

measure is undefined if the contrasting categories are characterized by different within-

category variance-covariance matrices.
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Class Separation (Csep)

Following Fukunaga (2013), L. A. Alfonso-Reese et al. (2002) defined class separation

(Csep) as

Csep = trace
(
Σ−1S

)
, (2.10)

where Σ is the common variance-covariance matrix. The matrix S for a two category

condition with categories A and B is defined as

S =
1

2
(µ

A
− µ)(µ

A
− µ)′ +

1

2
(µ

B
− µ)(µ

B
− µ)′ (2.11)

where µ is a vector which is the mean of µ
A

and µ
B

. In the case where the two categories

are characterized by different variance-covariance matrices ΣA and ΣB (e.g., as in the

Ashby and Maddox (1992) experiments),

Σ =
1

2
ΣA +

1

2
ΣB. (2.12)

Error Rate of the Ideal Observer (eIO)

This is the error rate that results from applying the optimal classification strategy.

2.1.4 Machine-Learning Measures

The following measures were designed for machine learning algorithms. More details

on all the measures can be found in Lorena et al. (2018).
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Volume of Overlapping Regions (VOR)

The volume of overlapping regions (VOR) is a measure of feature overlap that de-

pends on the amount of overlap of the category distributions on each stimulus dimension.

Specifically, VOR is computed by finding the range of values on each dimension that are

shared by both categories, multiplying these ranges together, and then normalizing.

Collective Feature Efficiency (CFE)

Collective feature efficiency (CFE) is another measure of feature overlap that is based

on the percentage of stimuli that can be correctly classified using bounds perpendicular

to each stimulus dimension.

Error Rate of Nearest Neighbor Classifier (eNN)

The error rate of nearest neighbor classifier (eNN) is the error rate of a classifier that

assigns the stimulus to the category of its nearest neighbor among all other stimuli in

the two categories.

Fraction of Borderline Points (FBP)

The fraction of borderline points (FBP) is a function of the number of stimuli that are

connected to a stimulus belonging to the contrasting category in the minimum spanning

tree constructed from the data.
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Fraction of Hyperspheres Covering Data (T1)

The fraction of hyperspheres covering data measure (called T1 in Lorena et al. (2018))

is constructed by first centering a hypersphere on each stimulus and setting the radius

equal to the distance between that stimulus and the nearest stimulus from the contrasting

category. All hyperspheres that are completely contained in another hypersphere are then

removed and the measure is simply the fraction of hyperspheres that remain.

Average Density of the Network (Density)

Several machine-learning difficulty measures are derived from the representation of

the categories as a graph. Each category exemplar is represented as a node or vertex in

the graph, and nodes are connected if their corresponding distance in stimulus space is

less than some criterion value. Finally, edges that connect exemplars from contrasting

categories are pruned.

The average density of the network (density) is the number of edges in the graph

divided by the maximum possible number of edges in a graph with the same number of

nodes. Thus, if the graph has N edges and n nodes, then

density =
N

n(n− 1)/2
. (2.13)

Clustering Coefficient (ClsCoef)

The clustering coefficient (ClsCoef) is a measure of network average local density.

First, for each node, define its neighborhood as the set of all nodes that are directly

connected. The ClsCoef is the mean density of each of these neighborhoods.

25



A Difficulty Measure for Procedural Categorization Chapter 2

Note that ClsCoef is smaller for less dense networks or for structures where the cate-

gories overlap (leading to many non-connected stimuli from opposing classes within the

neighborhood of any given stimulus).

Hub Score (Hubs)

The hub score (Hubs) is another network measure equal to the number of connections

a node has weighted by the number of connections of each of its neighbors.

This leads to stimuli that are connected to many other stimuli that are also highly

connected having a large score. Less dense categories and a higher degree of overlap

between categories will both cause this measure to predict higher difficulty.

2.1.5 Data Analysis

We compared the efficacy of the SDM to all of the other measures described in the

previous section at predicting human categorization performance in four different pub-

lished studies. The studies all used different stimulus types and included categorization

conditions that differed in difficulty. The data sets from these four studies included five

category structures from L. A. Alfonso-Reese et al. (2002), six classic structures from

Shepard, Hovland, and Jenkins (1961), three structures from Ashby and Maddox (1992),

and three from Ell and Ashby (2006). Each of these studies used different stimulus types.

Shepard et al. (1961) used binary-valued stimulus dimensions, whereas the other stud-

ies used continuous-valued dimensions. L. A. Alfonso-Reese et al. (2002) and Shepard

et al. (1961) used stimuli that varied on three dimensions, whereas the stimuli used by

Ashby and Maddox (1992) and Ell and Ashby (2006) varied on two stimulus dimensions.

L. A. Alfonso-Reese et al. (2002) and Ell and Ashby (2006) used linearly separable cate-
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gories, Ashby and Maddox (1992) used nonlinearly separable categories, and Shepard et

al. (1961) included both linearly and nonlinearly separable categories.

Our primary analysis focused on the ability of each difficulty measure to correctly rank

order the observed classification error rates from each condition of these four studies.

Some of the measures increase with predicted classification difficulty (e.g., CC, eIO,

VOR), whereas the others decrease with predicted difficulty (e.g., Csep, Density, ClsCoef).

For measures in this latter group, we generated a predicted rank ordering by inverting the

order of the measure. So for example, the condition with the smallest Csep was ranked

as most difficult and the condition with the largest Csep was ranked as least difficult.

For each category structure, the SDM was calculated by randomly selecting 300 stim-

uli from the category distributions and averaging across 10 such sets to determine the

SDM value for a single γ. This process was repeated for all values of γ ranging from 5–50

in 5 step intervals (so 5, 10, 15, ..., 45, 50) and the final difficulty score was the average of

the scores for all values of γ. In practice, the value of γ can be found by fitting previous

results using the same stimuli, but here we are interested in a priori difficulty predictions

of SDM, rather than in its ability to account for difficulty post hoc by adjusting the value

of γ. The machine-learning measures were computed using the R package provided by

Lorena et al. (2018).

2.2 Results

2.2.1 Alfonso-Reese, Ashby, and Brainard (2002)

L. A. Alfonso-Reese et al. (2002) compared the ability of the CC, eIO, and Csep

difficulty measures to rank order human performance on the five different classification

tasks described in Figure 2.2. A fourth measure was also included (orientation of the
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optimal bound), but because it failed to make any differential predictions for the majority

of the category structures they analyzed, it was excluded from comparison here. In all

tasks, the stimuli were bar graphs that displayed the numerical values of blood pressure,

white blood cell count, and serum potassium level of a hypothetical patient. The subject’s

task was to use these three values to diagnose the patient with either disease A or B.

Table 2.1 shows the observed rank ordering of the tasks according to the mean percent

errors of subjects during the last block of training, along with the predicted rank ordering

according to the SDM, the eight measures selected from Lorena et al. (2018), and the three

measures from L. A. Alfonso-Reese et al. (2002). Also shown (in the rightmost column)

is the Spearman rank coefficient for each model that measures the ordinal agreement

between the predicted and observed orderings. Note that the SDM, N2, T1, and Density

measures performed best and that the former three measures all made identical ordinal

predictions – mispredicting only one pair of conditions (conditions 3 and 5).

It should be noted that due to the similar error rates between conditions 3, 4, and 5

(32.1%, 29.6%, and 30.0% respectively), it is unclear whether there is any real difficulty

difference among these conditions.

A natural question is whether the good performance of the SDM depends on the

specific numerical value chosen for γ. To investigate this question, we examined how

the ordinal predictions of the SDM change as a function of γ. The results are shown

in Figure 2.3, which shows the predicted value of the SDM in each condition across a

wide range of different γ values. The rank ordering in Table 2.1 was computed from

the mean SDM from each of these curves. Note that none of the curves cross, which

means that the ordinal predictions of the SDM are invariant across different values of

γ. We performed similar analyses for each of the other empirical applications considered

below, and in every case, none of the curves crossed. Thus, at least for the empirical

applications considered in this chapter, the ordinal predictions of the SDM do not depend
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Figure 2.2: Alfonso-Reese et al. (2002) category structures.
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Figure 2.3: Predicted difficulty in the Alfonso-Reese et al. (2002) conditions as a
function of the SDM γ parameter.
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Table 2.1: Predicted and Observed Difficulties for the Alfonso-Reese et al. (2002)
Category Structures

Measure Difficulty r
ClsCoef C5>C1>C2>C4>C3 -.40
Csep C5>C1>C2>C3=C4 -.31
eIO C5>>C1>C2>C3=C4 -.31
VOR C2>C3>C4>C5>C1 .30
CC C3=C4>C2>C1=C5 .47
CFE C2>C3>C5>C4>C1 .40
eNN C5>C3>C4>C1>C2 .80
FBP C5>C3>C4>C1>C2 .80
Hubs C3>C4>C5>C1>C2 .80
Density C3>C4>C5>C2>C1 .90
T1 C5>C3>C4>C2>C1 .90
N2 C5>C3>C4>C2>C1 .90
SDM C5>C3>C4>C2>C1 .90
Observed Ordering C3>C5>C4>C2>C1
Percent Errors 32.1>30.0>29.6>18.3>13.5

on the specific numerical value chosen for γ.

2.2.2 Shepard, Hovland, and Jenkins (1961)

Shepard et al. (1961) compared categorization performance for six category struc-

tures created from stimuli that varied across trials on three binary-valued dimensions.

Each stimulus was a geometric object that varied in shape (triangle versus square), size

(small versus large) and color (black versus white). The category structures are described

abstractly in Figure 2.4.

These six tasks have been replicated many times with a variety of different stimulus

types and are perhaps the most widely used category structures for testing new theories

of categorization. For example, ALCOVE (Kruschke, 1992; Nosofsky, Gluck, Palmeri,

McKinley, & Glauthier, 1994), the context model (Nosofsky, 1984), the generalized con-

text model (Nosofsky, 1986), COVIS (Ashby et al., 1998; Edmunds & Wills, 2016), and
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SUSTAIN (Love & Medin, 1998) have all been shown to account for the consensus diffi-

culty ordering of VI > III = IV = V > II > I (e.g., Nosofsky et al. (1994); Smith, Minda,

and Washburn (2004)). These demonstrations all required estimating a large number of

free parameters however, and for this reason, we did not include any of these models in

the analyses included here. For example, Nosofsky (1984) estimated 18 free parameters

when he showed that the context model was consistent with the Shepard et al. (1961)

difficulty order. On the other hand, it is important to note that after this parameter-

estimation process, the resulting models also provide good fits to the learning curves –

an ability that is beyond the scope of the SDM. The SDM is not proposed as a model

of categorization or category learning. Rather, we propose the SDM as a measure that

makes a priori predictions of categorization difficulty.

Class separation is undefined with some of these categories because the within-

category variance-covariance matrix is singular. As a result, we compared all other

measures to the consensus ordering from the six conditions. Values of 0 and 100 were

used for each binary-valued dimension to approximately equate the range of stimulus

values to those used in the other experiments. Results are shown in Table 2.2. Note

that SDM performs better than all the previous top performers – correctly ordering the

difficulty of all conditions except type II. Three measures that performed poorly on the

L. A. Alfonso-Reese et al. (2002) data outperform SDM here: VOR, CFE, and FBP.

However, note that two of these measures (VOR and CFE) predict no difference between

category structure VI and structures III, IV, and V. In contrast to this prediction, many

studies have shown that the type VI categories are, by far, the most difficult for people

to learn (Nosofsky et al., 1994; Smith et al., 2004).

The reduced performance of SDM on these data, relative to the data of L. A. Alfonso-

Reese et al. (2002) is driven by two factors: the better than predicted human performance

on type II categories and the failure of SDM to predict exactly equal performance on
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Figure 2.4: Shepard, Hovland, and Jenkins (1961) category structures. Black dots rep-
resent stimulus coordinates of category A exemplars and blue dots represent stimulus
coordinates of category B exemplars.
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Table 2.2: Predicted and Observed Difficulties for the Shepard et al. (1961) Category
Structures

Measure Difficulty r
ClsCoef IV>I>III>V>II>VI -.39
Hubs II>V>IV>III>I>VI -.33
T1 I=II=III=V=VI>IV -.14
eNN I=II=III=IV=V=VI 0.0
eIO I=II=III=IV=V=VI 0.0
N2 I=II=III=IV=V=VI 0.0
CC V>III>IV>I=II=VI .29
Density VI>V>II>I=III>IV .31
SDM VI>II>V>III>IV>I .58
CFE II=III=IV=V=VI>I .70
VOR III=IV=V=VI>I=II .88
FBP VI>V>III=IV>II>I .95
Observed Ordering VI>V=IV=III>II>I
Percent Error 14.3>7.5=6.5=6.1>3.2>1.0

Note. The difficulty ordering for the covariance complexity measure was computed by
L. A. Alfonso-Reese et al. (2002). The error rates used here are from Nosofsky et al.

(1994).

category types III, IV, and V. Note that for the type II categories, perfect performance

is possible with the (explicit) disjunction rule: Respond B if the stimulus is at level 1 on

dimensions 1 and 3 or if the stimulus is at level 2 on both of these dimensions; otherwise

respond A. Thus, one possibility is that category types I and II are best described as

RB tasks, in which case the SDM should not be expected to apply. Also, of course,

the decision to set the observed difficulties of types III, IV, and V equal in Table 2.2 is

because previous studies have generally not agreed on the ordering of these types and

any differences that have been reported were small. SDM could be generalized to predict

equal difficulties by requiring, for example, that the predicted difficulties of two tasks

exceed some criterion before a strict ordering is predicted.
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2.2.3 Ashby and Maddox (1992)

Ashby and Maddox (1992) trained participants on the three category structures de-

scribed in Figure 2.5. Each category was created by drawing 800 random samples from

a bivariate normal distribution. In all experiments, the two category distributions had

different variance-covariance matrices, so in each case the optimal decision boundary was

nonlinear (i.e., quadratic). The three experiments included separate conditions (with sep-

arate subjects) that used the coordinate values of the random samples shown in Figure

2.5 to create two different stimulus types: rectangles that varied across trials in height

and width, and circles with a radial line that varied across trials in circle size and line

orientation.1

The results are shown in Table 2.3. The observed accuracies and difficulties were based

on performance during the last 300 trials. Note that accuracy was highest in Experiment

3, second highest in Experiment 1, and lowest in Experiment 2, so the observed difficulty

ordering was E2 > E1 > E3. This same ordering held for both stimulus types, so in these

experiments at least, difficulty depended on category structure, but not on the type of

stimuli that were used.

SDM was one of four measures to correctly rank order the three experiments by

difficulty, joined by the Csep, Density, and Hubs measures. The three measures that

outperformed SDM for the Shepard et al. (1961) categories (VOR, CFE, and FBP) and

two of the three measures that performed as well as SDM on the L. A. Alfonso-Reese et

al. (2002) categories (T1 and N2) all failed to properly rank order the experiments.

1Experiments 1 and 2 included a third condition in which the stimuli were two connected line segments
that varied across trials in length. However, Ashby and Maddox (1992) did not include those stimuli
in their Experiment 3, and so those conditions are not considered here. Even so, the difficulty ordering
for the excluded conditions was the same as for the other conditions, so the only effect of including the
line-segment data would be to slightly change the Experiment 1 percent correct listed in Table 2.3.
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Figure 2.5: Ashby and Maddox (1992) category structures. In each case, the cate-
gories were created by random sampling from a bivariate normal distribution. In each
experiment, the distributions had different variance-covariance matrices.
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Table 2.3: Predicted and Observed Difficulties for the Ashby and Maddox (1992)
Category Structures

Measure Difficulty r
ClsCoef E3>E2>E1 -.50
CFE E1>E2>E3 .50
CC E1>E2>E3 .50
eNN E2>E3>E1 .50
FBP E2>E3>E1 .50
T1 E2>E3>E1 .50
N2 E2>E3>E1 .50
VOR E1>E2>E3 .50
eIO E2>E1=E3 .87
Csep E2>E1>E3 1.0
Density E2>E1>E3 1.0
Hubs E2>E1>E3 1.0
SDM E2>E1>E3 1.0
Observed Ordering E2>E1>E3
Percent Errors 35>25>14

2.2.4 Ell and Ashby (2006)

Ell and Ashby (2006) studied the effects of category separation on categorization

performance by training participants on category structures that varied on the distance

between the category means but were identical in all other aspects. The categorization

stimuli were Gabor disks that varied across trials on spatial frequency and orientation.

The category structures are described in Figure 2.6. As in the Ashby and Maddox (1992)

experiments, the stimuli comprising each category were random samples from a bivariate

normal distribution. However, in these experiments, both category distributions had

identical variance-covariance matrices, so in each case the optimal boundary was linear

(as in the L. A. Alfonso-Reese et al. (2002) conditions). Therefore, the different conditions

varied only in category separation.

As expected, performance improved substantially with category separation. Thus,

any measure sensitive to separation will correctly order these conditions by difficulty.
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Table 2.4: Predicted and Observed Difficulties for the Ell and Ashby (2006) Category
Structures

Measure Difficulty r
CC L=M=H 0.0
Csep L>M>H 1.0
CC L>M>H 1.0
CFE L>M>H 1.0
Density L>M>H 1.0
eNN L>M>H 1.0
FBP L>M>H 1.0
Hubs L>M>H 1.0
T1 L>M>H 1.0
eIO L>M>H 1.0
N2 L>M>H 1.0
SDM L>M>H 1.0
VOR L>M>H 1.0
Observed Ordering L>M>H
Percent Errors 47>21>1

The results, based on the last block of performance are shown in Table 2.4. Note that

all measures (including SDM) correctly rank order the conditions by difficulty, except

for CC, which predicts equal performance in the three conditions. This is because the

CC measure is sensitive only to the complexity of the variance-covariance matrices that

describe the contrasting categories. Because the categories in the Ell and Ashby (2006)

experiments all had identical variance-covariance matrices, the CC measure incorrectly

predicts equal performance in the three conditions.

2.2.5 Comparing Across All Experiments

To compare performance across all data sets examined above, we first summarized

the rank-order performance of each measure by computing its mean Spearman’s r in all

four applications described above (i.e., across Tables 1 – 4). Results are shown in Table

2.5. Note that, overall, SDM performed best, followed by FBP and Density and then
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Figure 2.6: Ell and Ashby (2006) category structures. In each case, categories were
created by random sampling from a bivariate normal distribution. All distributions
had identical variance-covariance matrices. The three conditions varied the inter-mean
distance to create high, medium, and low class separation.
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Table 2.5: Average Spearman’s r Across All Category Structures
Measure Average Spearman’s r
ClsCoef -.07
CC .32
eIO .39
Csep .56
T1 .57
eNN .58
N2 .60
Hubs .62
CFE .65
VOR .67
Density .80
FBP .81
SDM .87

distantly by VOR.

The rank orderings considered so far only examine ordinal predictions of the difficulty

measures. However, each measure makes a quantitative prediction about the difficulty

of any particular category structure. And in all applications considered above, we have

an empirical quantitative estimate of difficulty – namely, the average error rate of the

human learners. So a more ambitious question is to ask how well the various measures

predict the observed error rates.

Before proceeding, however, there are several complications to consider. First, the

quantitative value of difficulty predicted by each measure is not average error rate, but

rather some other statistic. For example, in the case of SDM, the statistic is described

by Eq. 2.5. Suppose we call the numerical value of difficulty predicted by a measure D

and the observed average error rate of human learners E. Then the various measures all

predict that

E = f(D), (2.14)

where f is some strictly increasing function (and therefore order preserving). However,
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none of the measures specify the form of f . This is why we focused on predicted rank

orderings (because the predicted rank ordering is the same for any increasing function f).

This section compares the ability of the most successful measures to predict the observed

value of average error rate in all conditions and experiments considered above, under the

assumption that f is linear. However, it is important to note that, in general, there is

no reason to expect f to be linear.

A second complication is that the four applications considered above each included

different amounts of training and different instructions to the subjects. The measures

are blind with respect to these factors. Thus, they predict the same quantitative value of

difficulty regardless of whether subjects received 100 or 1000 trials of training. Obviously,

we expect average error rates to be lower in the latter case, so a mispredicted average

error rate by a measure in a specific experiment does not necessarily mean that the

measure is flawed.

For both of these reasons, the following results in this section should be interpreted

with caution. Despite these misgivings however, we believe that comparing the quanti-

tative predictions of the measures across all experiments is a useful exercise. First, there

is no reason to expect these issues to plague one measure any more than the others.

Thus, even if all the predictions are inaccurate, it could still prove useful to compare

the accuracy of different measures. Second, the most likely effect of both complications

should be to reduce the accuracy of prediction. Thus, whereas it might be problematic

to interpret results if all measures make inaccurate predictions, the opposite scenario is

less troubling. In particular, accurate predictions by a measure are most likely to occur

because that measure is a valid predictor of classification difficulty, rather than because

of either complication. With those caveats in mind, we can proceed to the analysis.

For each category structure in the four data sets, we computed the numerical value

of difficulty predicted by each of the measures (excluding category separation as it is not
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defined for the SHJ data set) and then regressed these on the observed mean (across

subjects) error rates. The numerical results are listed in Table 2.6 and the regressions for

the best 6 performing measures are shown in Figure 2.7. As can be seen, SDM performs

the best, accounting for an impressive 87% of the variance in the error rates in this

diverse set of studies. Of the measures that performed similarly to the SDM for the rank

ordering analysis, only one (Density) performed in the top 6 in this analysis with an r2

of .76. The two measures that performed closest to the SDM were the nearest neighbor

classifier (eNN) and hyperspheres (T1) measures, each accounting for 83% of the variance.

On the other hand, note that both of these measures performed in the bottom half of all

measures in the rank order analysis. When both the rank ordering and regression against

error rates analyses are considered, the SDM is clearly the best performing measure.

The performance of the SDM can be even further improved by selecting the single best

performing value of γ = 10. In this case the measure accounts for 91% of the variance.

This could presumably be increased even further by using values of γ tailored to each

stimulus type (because each stimulus has a different visual representation, the neural

tuning curves will differ across stimulus types, and therefore γ should also differ). Even

so, there are two different reasons that we chose to base the r2 in Table 2.6 on the mean

value of SDM across a wide range of γ values. First, none of the other measures include a

free parameter, so to keep the comparisons fair, neither should the SDM. Second, the goal

of this chapter is to develop a difficulty measure that makes accurate a priori predictions

of difficulty.

2.3 Discussion

Across a wide range of category-learning data sets, the SDM outperformed several

difficulty measures that have been used previously on human data (CC, eIO, and Csep), as
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SDM
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Figure 2.7: Scatterplots of predicted difficulty for six different measures against mean
observed error rate for all category structures from the four applications considered
in this chapter. Also shown are the best-fitting regression line and resulting r2.
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Table 2.6: r2 for regression across all category structure error rates
Measure r2

Hubs .02
VOR .02
FBP .09
CC .13
CFE .18
ClsCoef .31
eIO .73
Density .76
N2 .76
eNN .83
T1 .83
SDM .87

well as nine previously used measures from the machine-learning literature (VOR, CFE,

FBP, eNN, T1, N2, Density, ClsCoef, and Hubs). All of these measures were compared

on four extensive data sets that each included multiple conditions that varied in diffi-

culty. The studies were highly diverse and included experiments with both continuous-

and binary-valued stimulus dimensions, a variety of different stimulus types, and both

linearly- and nonlinearly-separable categories. Across these four applications, the SDM

was the most successful measure at predicting the observed rank ordering of conditions

by difficulty with an average Spearman’s r of .87, and it was also the most accurate

measure of the six tested at predicting the numerical values of the mean error rates in

each condition (accounting for 87% of the variance in error rates across all conditions).

The only real failure in the ordinal predictions of the SDM is that the Shepard et

al. (1961) type II categories turn out to be easier for humans to learn than the SDM

predicts. However, as noted earlier, the optimal strategy for the type II categories has a

straightforward verbal description (i.e., as a logical disjunction). This is also true for the

type I categories. Therefore, types I and II are best characterized as rule-based tasks,

whereas types III, IV, V, and VI seem more like information-integration tasks. Multiple
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systems theories of human category learning (e.g., COVIS; Ashby and Valentin (2017a))

predict that rule-based and information-integration tasks are learned in qualitatively

different ways, and it for this reason that the SDM was developed specifically to predict

difficulty only in information-integration tasks.

Another possibility however, is that none of the Shepard et al. (1961) categories are

learned procedurally because the stimuli vary on only three binary-valued dimensions.

For example, Feldman (2000, 2004) showed that the difficulty of the Shepard et al.

conditions is perfectly predicted by the Boolean complexity of the rule that describes

category membership Feldman (2000, 2004). If so, then the SDM should not be expected

to accurately predict the difficulty of any Shepard et al. conditions. Whether or not

any of these conditions are learned procedurally is an open question. Even so, there

is evidence that categories in which the stimuli vary on four binary-valued dimensions

are learned procedurally when Boolean complexity is high (Waldron & Ashby, 2001).

Also, of course, in almost all real-world information-integration categories, objects vary

on continuous- rather than binary-valued perceptual dimensions.2 Thus, the Shepard

et al. (1961) conditions are not representative of real-world categorization tasks. More

research on how people learn the Shepard et al. categories is clearly needed. In any case,

our hypothesis is that the SDM will accurately predict the difficulty of any categories

learned procedurally.

One difference between the SDM and all other measures considered here is that the

SDM has a free parameter (i.e., γ), whereas the other measures do not. This is because

the SDM was constructed to predict difficulty for human learners, whereas all other

measures are meant to predict difficulty of an optimal classifier (i.e., an ideal observer).

2One commonly cited counterexample is that animals either have wings or they do not. However,
this binary categorization is the result of a decision. Perceptually there is enormous variability in the
structures that might be labeled wings. For example, consider the differences among eagles, penguins,
and seahorses.
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The optimal classifier operates noise free, whereas even the best human learner must deal

with perceptual noise. The γ parameter measures that noise (e.g., note from Figure 2.3

that difficulty increases with γ).

In the current applications, SDM-predicted difficulty did not depend much on γ (e.g.,

see Figure 2.3). Even so, the inclusion of γ in the measure allows the SDM to make

some unique predictions, relative to the other measures. For example, adding a noise

mask to the stimulus display should increase the number of visual neurons that respond

and therefore increase γ. Thus, the SDM predicts that adding a noise mask increases

difficulty. Similarly, SDM predicts that uniformly contracting the entire stimulus space

will also increase difficulty. In contrast, none of the other measures predict that either of

these manipulations will have any effect on difficulty because adding a mask or uniformly

contracting the space should not affect the performance of the optimal classifier.

A future research project that might be worth pursuing would be to add a noise-

sensitive parameter to some or all of the other measures considered here. This might

improve their ability to predict human difficulty, although Figure 2.3 suggests that this

improvement might have little effect on the measures’ ordinal predictions. Such a project

is well outside the scope of the current chapter however, because the computational

implementation of a noise-sensitive parameter would likely be unique to each measure.

For example, none of the other measures depend on radial basis functions or tuning

curves, so they include no structure that would allow a parameter identical to γ to be

added.

The success of the SDM in the applications considered in this chapter, relative to

all other measures, suggests that the SDM might be used to improve computer-assisted

classification. With access to the SDM, a computer would be in the best possible position

to determine when humans would be in most need of computer assistance.
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Chapter 3

The Effect of Bound Linearity and

Irrelevant Variability on Difficulty

This chapter is based heavily on L. A. Rosedahl and Ashby (2021), which appeared in

Journal of Experimental Psychology: Learning, Memory, and Cognition.

3.1 Introduction

Categorization is fundamental to much of our daily lives. From the moment we wake

in the morning to the moment we close our eyes at night, we are continually perceiving

objects, categorizing them, and acting upon those categorization judgments. Given the

importance of categorization, it is natural that much research has focused on what makes

a categorization task difficult. Since the classic study of Shepard et al. (1961), the field

has examined a number of factors that might affect difficulty, including the nature of the

category structures (L. A. Alfonso-Reese et al., 2002), the motivational state of the learner

(Ell et al., 2011), and various methods of training and testing (e.g., (L. A. Rosedahl et

al., 2018; Spiering & Ashby, 2008a)). In this chapter, I use the difficulty measure from

47



The Effect of Bound Linearity and Irrelevant Variability on Difficulty Chapter 3

Chapter 2 to examine the role of two factors that could potentially impact performance:

whether the contrasting categories are linearly or nonlinearly separable, and the effect

of increasing variability on stimulus dimensions that are irrelevant to the categorization

decision.

3.1.1 Linear Separability

One of the oldest debates about category-learning difficulty concerns the role of linear

separability. Two categories are linearly separable (LS) if a decision strategy based on a

linear combination of stimulus dimension values produces optimal performance. If opti-

mal performance requires a nonlinear weighting of dimensional values then the categories

are said to be nonlinearly separable (NLS). Another way to determine linear separability

is by examining the optimal decision bound – that is, the set of dimensional values that

separate stimuli associated with different optimal responses. The optimal decision bound

is always linear with LS categories and nonlinear with NLS categories.

There is striking disagreement in the literature about whether or not NLS categories

are more difficult to learn than LS categories. Some studies have reported that NLS

categories are easier to learn than LS categories (Levering, Conaway, & Kurtz, 2019;

Wattenmaker, 1995; Wattenmaker, Dewey, Murphy, & Medin, 1986), some studies have

reported that LS and NLS categories are equally difficult (Medin & Schwanenflugel, 1981;

Smith, Murray Jr, & Minda, 1997)1, and some studies have reported that NLS categories

are more difficult to learn than LS categories (Blair & Homa, 2001; Maddox & Filoteo,

2001; Wattenmaker, 1995; Wattenmaker et al., 1986).

One hypothesis that explains the variation in results is that linear separability affects

category learning difficulty for some strategies, but not for others. This hypothesis pre-

1On the other hand, it should be noted that the Smith et al. (1997) participants performed poorly
for the exception stimuli that made the categories nonlinearly separable, which suggests they may have
been using a linear strategy.
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dicts that the discrepancies in the literature are because different studies used tasks that

encouraged different categorization strategies. Note that this hypothesis is consistent

with the now overwhelming evidence that humans can apply qualitatively different types

of strategies during category learning (e.g., Ashby and Valentin (2017b); Davis, Love,

and Preston (2012); Nomura and Reber (2008); Patalano, Smith, Jonides, and Koeppe

(2001); Reber, Gitelman, Parrish, and Mesulam (2003)).

Several other findings support this hypothesis. First, by altering the context of the

stimulus information and the participant instructions, Wattenmaker et al. (1986) were

able to make LS categories either easier or more difficult to learn than NLS categories.

Second, Ashby et al. (2019) recently showed that there is no single difficulty measure

that simultaneously accounts for difficulty in both rule-based (RB) and information-

integration (II) tasks. Instead, difficulty in these two types of categorization tasks de-

pends on qualitatively different features. In other words, features of an RB task that

make it difficult are different from the features that make an II task difficult. If difficulty

in different types of categorization tasks depends on different features, then it seems

possible that linear separability might affect the difficulty of some tasks, but not others.

For this hypothesis to be true, there should be some consistent task differences be-

tween studies that reported LS categories are easier to learn than NLS categories, and

studies that reported the reverse ordering. Looking at the previous findings, such task

differences are readily apparent. Virtually all studies that used stimuli that vary on

binary-valued dimensions reported either that NLS categories are easier to learn than LS

categories (Levering et al., 2019) or that there was no difference in difficulty (Medin &

Schwanenflugel, 1981; Smith et al., 1997). In contrast, the studies reporting that NLS

categories are more difficult than LS categories used stimuli that varied on continuous-

valued dimensions (Blair & Homa, 2001; Maddox & Filoteo, 2001).

Feldman hypothesized that in the case of stimuli that vary on binary-valued dimen-
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sions, learning difficulty increases with the Boolean complexity of the optimal classifica-

tion rule (Feldman, 2000, 2004). If stimuli that vary on binary-valued dimensions are

divided into two or more categories, then the exemplars of any category always can be

identified by a verbal rule that may include some number of ”ands” and ”ors.” For exam-

ple, suppose we create large and small squares that are either red or green, and category

A includes the single large red square. Then the optimal categorization rule is: Respond

A if the square is large and red; otherwise respond B. This rule can be described using

a simple Boolean expression,2 and Feldman (2000) defined its Boolean complexity as the

length of the shortest logically equivalent Boolean expression (two in this example; i.e.,

large red). He also showed that Boolean complexity gave a good account of difficulty

differences across 41 different category structures that all had optimal rules that could

be described verbally . Linear separability is irrelevant to Boolean complexity3, so this

hypothesis predicts that linear separability should not predict learning difficulty when

the categories are constructed from stimuli that vary on binary-valued dimensions or in

any task in which the optimal strategy can be described by a simple Boolean expression

(e.g., as in RB tasks).

This prediction of the Boolean complexity hypothesis is supported by a re-analysis

of previous studies that examined the effects of linear separability on category-learning

difficulty and that used stimuli that varied on binary-valued dimensions. First, Levering

et al. (2019) reported that NLS categories are easier to learn than LS categories, but

the NLS categories in that study had a lower Boolean complexity than the LS categories

2Denote perceived values on the size dimension by X and values on the color dimension by Y . Let
XC denote a size value intermediate between small and large, and YC denote a color value that is
intermediate between red and green. Then the condition that a stimulus belongs to category A if it is
large and red is equivalent to the Boolean expression: X > XC and Y > YC .

3If the linear bound is orthogonal to one of the stimulus dimensions, then only one dimension is
relevant, Boolean complexity is low, and learning is fast. In contrast, in the case of all other LS
categories, Boolean complexity is considerably higher, and learning is slower. Therefore, knowledge that
categories are LS does not allow for accurate prediction of whether learning will be fast or slow.
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(i.e., 5 versus 8). Second, several other studies that used stimuli varying on binary-valued

dimensions found no effect of linear separability (Medin & Schwanenflugel, 1981; Smith

et al., 1997). Third, consider the well-known categories originally studied by Shepard et

al. (1961). Structures III, IV, and V all have a Boolean complexity of 6, but types III

and V are NLS whereas type IV is LS. In support of the Boolean complexity hypothesis,

Nosofsky et al. (1994) reported similar error rates for all three types, and that a rank

ordering of the types by error rate placed the NLS categories (type IV) in the middle

(error rates: type III = 6.1%, type IV = 6.5%, type V = 7.5%).

In contrast, the effect of linear separability on category-learning difficulty when the

stimuli vary on continuous-valued dimensions is much less clear. Only a few such studies

have examined this issue, and they have generally agreed that NLS categories are more

difficult to learn than LS categories (Blair & Homa, 2001; Maddox & Filoteo, 2001).

However, there are several reasons why more research is needed. First, the previous

studies were designed for other purposes and made no attempt to control the LS and

NLS categories on other features that might affect difficulty (e.g., optimal accuracy was

different in the Maddox & Filoteo, 2001, LS and NLS conditions), or they included four

categories, which complicates the definition of LS (Blair & Homa, 2001).

Second, there is no theoretical reason to expect that linear separability, by itself,

should affect category-learning difficulty – at least, not in II tasks, in which accuracy is

maximized only if information from two or more incommensurable stimulus dimensions

is integrated perceptually at a pre-decisional stage, and category membership depends

on perceptual similarity (Ashby & Gott, 1988). The optimal strategy in II tasks has no

Boolean algebraic analogue, and therefore note that the Boolean complexity hypothesis

makes no predictions in II tasks. Instead, the best predictor of difficulty in II tasks is

the Striatal Difficulty Measure4 (SDM) (L. A. Rosedahl & Ashby, 2019).

4It is called the Striatal Difficulty Measure because it was derived from the procedural-learning
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L. A. Rosedahl and Ashby (2019) showed that the SDM accounted for 87% of the

variance in final-block accuracy across a wide range of II category-learning data sets, and

that this measure provided consistently better predictions than 12 alternative measures.

The data sets came from four previously published studies that each included multiple

conditions that varied in difficulty. The studies were highly diverse and included experi-

ments with a variety of stimulus types, and both LS and NLS categories. The SDM uses

only the ratio of within-category and between-category similarity and therefore assigns

no weight to whether the categories are LS or NLS, so it predicts that linear separability,

by itself, is irrelevant to II category-learning difficulty.

3.1.2 Variability Along Irrelevant Stimulus Dimensions

Variability within the stimulus set along irrelevant dimensions has been shown to ben-

efit learning in a wide range of tasks, including learning to read (Apfelbaum, Hazeltine,

& McMurray, 2013; Apfelbaum & McMurray, 2011), second-language learning (Lively,

Logan, & Pisoni, 1993; Perrachione, Lee, Ha, & Wong, 2011), and the learning of motor

skills, such as throwing a ball (Kerr & Booth, 1978) or landing an airplane (Huet et al.,

2011). In contrast, several categorization studies have reported evidence that variabil-

ity along irrelevant dimensions impairs learning. For example, category-learning deficits

of patients with Parkinson’s disease increase with stimulus variability along irrelevant

dimensions (Filoteo, Maddox, Ing, & Song, 2007) and unsupervised category-learning

performance is reduced with increased variability along irrelevant stimulus dimensions

(Zeithamova & Maddox, 2009). However, these studies focused exclusively on RB cat-

egories, so little is known about how irrelevant variability might affect learning in II

tasks.

component of the COVIS model of category learning, which assumes that the key site of learning in II
tasks is within the striatum (Ashby et al., 1998; Cantwell et al., 2015).
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As mentioned previously, no single measure simultaneously accounts for difficulty in

both RB and II tasks (Ashby et al., 2019). Currently, the best predictor of difficulty in RB

tasks is Boolean complexity and the best predictor in II tasks is the SDM. Strikingly, these

two measures make different predictions about how variability along irrelevant stimulus

dimensions should affect difficulty. Boolean complexity predicts that difficulty depends

only on the complexity of the optimal strategy and therefore increasing variability on

irrelevant dimensions should have no effect on difficulty (i.e., because the optimal strategy

does not change). In contrast, the SDM predicts that increasing variability on irrelevant

dimensions increases difficulty because it decreases within-category similarity.

3.1.3 Research Goals

Together, these findings motivate the goals of this chapter: to determine the role

that linear separability plays in II category learning and the possibly different roles that

variability along irrelevant stimulus dimensions might play in RB versus II category

learning. Toward this end, in Experiment 1 we compared learning in three II conditions

that were carefully constructed so that performance differences allow strong inferences

to be made about the role of linear separability and irrelevant variability. The results

strongly suggested that linear separability plays no significant role in II difficulty, whereas

increasing stimulus variability in a direction irrelevant to the categorization decision (i.e.,

parallel to the category decision bound) increased difficulty. In Experiment 2, we then

tested whether increased irrelevant variability affects difficulty in RB tasks. Results

showed no effect of variability along the irrelevant dimension on task difficulty, which

further supports the hypothesis that different task features determine difficulty in RB

and II tasks.
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3.2 Experiment 1

An ideal test of whether linear separability affects categorization difficulty would

compare performance on LS and NLS categories that were equated on other factors that

might affect difficulty. If successful, any performance differences would then have to be

due to the presence or absence of linear separability. Our approach to this problem was to

construct LS and NLS II categories that were equated as closely as possible on difficulty

according to the SDM. The SDM was derived from the procedural-learning model of

COVIS (Ashby et al., 1998; Cantwell et al., 2015) and predicts difficulty using a ratio

of between-and within-category similarity using a similarity function that models the

tuning curves of neurons the visual cortex (L. A. Rosedahl & Ashby, 2019). It therefore

places no weight on whether the categories are LS or NLS.

We followed this procedure to create the II categories shown in Figure 3.1. We began

with the Short LS condition. Next, we created the NLS condition to be as similar as

possible to the Short LS condition, except for the shape of the optimal decision bound.

For example, the width of the empty region between the categories is the same for the

Short LS and NLS categories. According to the SDM, the Short LS and NLS categories

are approximately equal in difficulty (NLS: SDM = .574; Short LS: SDM = .571). As a

further test of the role that linear separability and irrelevant variability play in II diffi-

culty, we also constructed the Long LS condition by stretching the Short LS categories in

the direction parallel to the category boundary. This stretching does not affect the linear

separability of the categories, the optimal decision strategy, or optimal accuracy, but

because increasing irrelevant variability decreases within-category similarity, the SDM

predicts that the Long LS categories should be more difficult to learn than the Short LS

and NLS conditions (Long LS: SDM = .585).
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Figure 3.1: II category structures used in Experiment 1.
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3.2.1 Methods

Participants

One hundred and twenty students at the University of California, Santa Barbara

(UCSB) participated in this one-hour study in exchange for course credit. The partic-

ipants were split equally among the three conditions (one for each category structure

shown in Figure 3.1), and each participant learned only one set of categories. All rele-

vant ethical regulations were followed and the study protocol was approved by the Human

Subjects Committee at UCSB. Informed consent was obtained from all participants, and

every participant was allowed to quit the experiment at any time for any reason without

penalty.

Stimuli and Categories

The stimuli were circular sine-wave gratings 3◦ degrees visual angle in size presented

at the center of the screen. All stimuli had the same shape, size and contrast. The stimuli

varied only in bar width (as measured by cycles per degree of visual angle or cpd) and

bar orientation (measured in degrees counterclockwise rotation from horizontal).

The category structures were all identical in category separation but varied in bound

linearity and stimulus density. The linearly separable categories were created by drawing

stimuli from uniform cigar shaped distributions centered around the point (50,50) and

separated by the ideal bound y=x. The distributions were defined by the central line

and width of each distribution (see Figure 3.1 A).

Each Short LS category was uniformly distributed over a cigar-shaped region with

length 50 units and width 10 units, and the categories were separated by an empty region

that was 10 units wide. Each Long LS category had the same width and separation but

had a length of 80 units. The NLS categories were created by drawing stimuli from a
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uniform distribution and discarding all samples that had an Euclidean distance of less

than 10 units or more than 20 units from the parabola y = −.1(x − 50)2 + 35 for x

in the range 31.3 to 68.7, resulting in a boundary length of 90 units. This increased

boundary length was necessary to match the NLS and Short LS categories in SDM-

predicted difficulty. The NLS categories were then rotated 45◦ counterclockwise (see

Figure 3.1b). Stimulus values were converted from 0-100 space to cpd/orientation space

using the transforms CPD = x/30+.25 and θ = .011π(.045y+1) radians counterclockwise

from horizontal.

Procedure

At the start of the experiment, all participants were told that they would be shown

striped disks and that their task was to categorize these stripes as either an A or B by

pressing the ’d’ or ’k’ keys, respectively. Participants were given no information about

the nature of the category structure they were trying to learn.

The disks were shown for 2 seconds and if participants took longer than 5 seconds

to respond they were told to respond faster and the trial was not counted. After each

response feedback was provided in the form of a green correct or red incorrect label

displayed in the center of the screen for 1 second. The participants were trained for 600

trials split into twelve blocks of 50 trials and participants were allowed to take short

breaks (less than 2 minutes) between blocks.

3.2.2 Results

Computing difficulty using the SDM

The SDM includes one free parameter, γ, which increases with visual noise and the

width of the tuning functions of neurons in visual cortex. Because tuning and visual noise
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for attended stimuli averaged across participants should remain relatively constant, this

direct tie to neurobiology allows us to estimate γ from previous studies, thereby leaving

the SDM with no free parameters in the current applications. To this end, we performed

a meta-analysis of category-learning studies that used the same stimuli as in the current

experiments (i.e., Gabor disks). Specifically, we estimated the value of γ that allowed

the SDM to best account for accuracy differences across all studies in this database.

To identify relevant studies, we performed two Google Scholar searches – one on the

phrase ”category learning” and the other on ”category learning Gabor.” Both searches

added the requirement that selected articles include either the word ”implicit” or the

phrase ”information integration.” The first 100 results for each of these searches (so 200

total articles) were examined and included for analysis only if they: 1) used Gabor stimuli

with immediate feedback; 2) included at least 10 participants per condition; 3) included

at least 500 trials per participant; and 4) reported the category distribution parameters as

well as any transformations necessary to convert the units of measurement to cycles per

degree of visual angle in the case of bar width and degrees of counterclockwise rotation

from horizontal in the case of orientation. This search identified six previous studies:

(Freedberg, Glass, Filoteo, Hazeltine, & Maddox, 2017; Maddox, Ing, & Lauritzen, 2006;

Smith, Beran, Crossley, Boomer, & Ashby, 2010a; Spiering & Ashby, 2008b; Vandist,

De Schryver, & Rosseel, 2009; Paul, Boomer, Smith, & Ashby, 2011). For each of these

studies, 600 stimuli were randomly sampled from each category used by the authors.

These stimuli were then converted to cycles per degree of visual angle and degrees of

counterclockwise rotation from horizontal using the information provided in the articles

and were then converted to the 0-100 space shown in Figure 3.1 using the inverse of

the transformations used to create the stimuli in this chapter. This process ensured all

stimuli were in the same space and that the dimensions were approximately equated in

terms of just noticeable differences (JNDs).
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An SDM analysis was then run for all these category structures following a similar

procedure to L. A. Rosedahl and Ashby (2019). Briefly, the SDM was computed for all

integer values of γ in the interval [5,50] for each category structure. For each value of γ,

the SDM was computed separately on 50 different sets of 300 random stimulus samples

(150 per category) and then averaged across all sets to determine the SDM value for

that value of γ. The best-fitting value of γ was chosen as the value that maximized the

correlation between SDM and the proportion of errors during the last 100 trials across

all six studies.

Figure 3.2A shows the r2 value for all tested values of γ. As can be seen, r2 peaks

at γ = 20, where it accounts for 93% of the variance in asymptotic accuracy across the

6 studies. Note, however, that any value of γ between about 14 and 37 provides an

excellent account of asymptotic accuracy (i.e., r2 ≥ .90 throughout this entire range).

Figure 3.2B shows the SDM predictions for each study for γ = 20.

Finally, using this best-fitting value of γ = 20, we computed the SDM value of

difficulty for each of the three conditions from Experiment 1. The SDM predicts that the

difficulty of the NLS condition is approximately equal to (or marginally greater than) the

Short LS condition (NLS: SDM = .574; Short LS: SDM = .571), whereas the Long LS

categories are substantially more difficult than the Short LS and NLS conditions (SDM

= .585).

Performance

Figure 3.3A shows the learning curves of all participants in each condition and Figure

3.3B shows asymptotic performance (i.e., average accuracy during the last 100 trials).

Note that as predicted by the SDM, performance on the NLS and Short LS categories is

almost identical, whereas performance on the Long LS categories is substantially worse.

For example, during the last 100 trials, performance was significantly worse in the Long
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Figure 3.2: A) Proportion of variance accounted for in final-block accuracy across the
6 studies identified in our meta-analysis for different values of the SDM parameter γ.
B) Proportion of errors in the 6 studies during the last 100 trials versus predicted dif-
ficulty according to the best-fitting version of the SDM. Also shown is the best-fitting
regression line, along with the corresponding r2 and the value of γ used to compute
SDM.
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LS condition than in either the Short LS [t(78) = 3.12, p = .003, BFAlt = 12.55] or NLS

[t(78) = 3.28, p = .002, BFAlt = 19.2] conditions, whereas Short LS and NLS accuracies

were not significantly different [t(78) = .18, p = .85, BFNull = 5.9]. In these comparisons,

BFAlt is the JZS Bayes factor favoring the alternative hypothesis that performance is

different over the null hypothesis of no difference, whereas BFNull is the JZS Bayes

factor favoring the null over the alternative hypothesis (calculated following the method

outlined in Rouder, Speckman, Sun, Morey, and Iverson (2009) as implemented in their

online calculator located at http://pcl.missouri.edu/bayesfactor, with the scale factor on

effect size set to r = 1). Therefore, for example, it is 19.2 times more probable that

performance in the Long LS and NLS conditions was different than that there was no

difference in performance.

As described earlier, different difficulty measures are required for explicit strategies

versus the procedural strategies required to perform well in II tasks (Ashby et al., 2019).

Therefore, it is possible that including participants who guessed or used explicit strategies

might mask a true effect of linear separability. To correct for this, we assessed the decision

strategy of each participant using decision bound modeling (Maddox & Ashby, 1993).

Specifically, we determined whether the last 200 responses of each participant were best

described by a guessing strategy, the use of some simple explicit rule, or a procedural

strategy similar to the optimal rule (for details, see Ashby and Valentin (2018)). Next,

we eliminated all participants whose responding was best described by a guessing or

explicit rule strategy, and only retained data from participants whose responding was best

described by a procedural strategy. This left 23 participants in the Long LS condition,

23 in Short LS condition, and 29 in the NLS condition.

Figure 3.4 shows the learning curves and asymptotic accuracy of these procedural-

strategy participants. Note that they are qualitatively identical to Figure 3.3. The mean

accuracies during the last 100 trials were 85% correct for Short LS, 82% correct for NLS,
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Figure 3.3: Learning curves (panel A) and asymptotic accuracy (panel B) for all
participants in Experiment 1.
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and 77% correct for Long LS. As before, accuracy in the Short LS and NLS conditions

were both significantly greater than in the Long LS condition [Short LS vs Long LS:

t(44) = 4.18, p = .0001, BFALT = 181; NLS vs Long LS: t(50) = 2.64, p = .01, BFALT =

4.1], and the difference between the Short LS and NLS conditions was not significant

[t(50) = 1.29, p = .2, BFNull = 2.27].

The SDM, which assigns no role to linear separability, therefore correctly predicted

that the Long LS condition was most difficult and that the Short LS and NLS conditions

were approximately equally difficult. Figure 3.5 examines its quantitative predictions, by

plotting the mean error rate during the last 100 trials against the predicted SDM value.

Note that the SDM accounts for 99% of the variance in the error rates across these three

conditions.

Next, we analyzed the learning curves using a series of Generalized Linear Mixed

Models (GLMMs). A traditional linear mixed-effects model analysis would consider

this a four-factor design with separate factors for trial, linear separability, predicted

difficulty, and participant, with the former three factors fixed and participants random.

However, the trial-by-trial data are Bernoulli distributed, and so the assumptions of the

linear mixed-effects model are violated. Therefore, we fit a set of GLMMs with logit

link functions to the trial-by-trial responses of all participants using MATLAB’s fitglme

function with maximum likelihood estimates computed via the Laplace method.

The models and their performance are described in Table 4.1. The null model included

a fixed intercept that represented average baseline performance (i.e., β0 in Table 4.1), a

random intercept for participant that represented individual deviation from the group

baseline performance (P0p, p ∈ (1, 75)), a fixed effect for trial (learning slope: Ti, i ∈

(1, 600)), and a random trial × participant interaction that modeled variation in learning

rates across participants (Ti × P1p).

There were four alternative models: model LS included an additional fixed effect
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Figure 3.4: Learning curves (panel A) and asymptotic accuracy (panel B) for all
Experiment 1 participants whose responses were best accounted for by a model that
assumed a procedural decision strategy.
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Figure 3.5: Mean error rate during the last 100 trials in each of the three conditions for
all participants who used a procedural strategy plotted against the predicted difficulty
of each condition according to the SDM. Also shown is the best-fitting regression line
and the proportion of variance accounted for by the SDM.

of linear separability (i.e., either 0 or 1. LSj, j ∈ (0, 1)), model LS Int included a

fixed effect of linear separability and an interaction between linear separability and trial

number (LSj × Ti), model SDM included an additional fixed effect for SDM difficulty (0

or 1, SDMk, k ∈ (0, 1)), and model SDM Int included a fixed effect for difficulty plus an

interaction between difficulty and trial number (SDMk × Ti). All Bayes factors in Table

4.1 estimate the odds that the alternative model is correct, assuming that either the

alternative or null models are correct (estimated using the BIC scores; Raftery (1995);

Wagenmakers (2007)).

The best fitting GLMM was SDM, which included a fixed effect of difficulty as pre-

dicted by the SDM (low or high) in addition to the effects included in the null model.

SDM had a BIC score of 449495 and the Bayes factor for SDM vs. Null was 59,874 (far

5The values are so large because each model was fit to 72000 data values (120 participants × 600
trials each). Furthermore, the models predict the probability of a correct response on each trial, and
each data point is a 0 (error) or 1 (correct), so even a correct model will have a misprediction on every
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Table 3.1: Generalized Linear Mixed Models for Experiment 1
Model Terms -Log L BIC BF
Null β0 + P0p + Ti + (Ti × P1p) 22459 44971 1.0

LS β0 + P0p + Ti + (Ti × P1p) + LSj 22453 44970 1.6

LS Int β0 + P0p + Ti + (Ti × P1p) + LSj 22450 44974 .22
+(LSj × Ti)

SDM β0 + P0p + Ti + (Ti × P1p) + SDMk 22442 44949 59874

SDM Int β0 + P0p + Ti + (Ti × P1p) + SDMk 22441 44958 665
+(SDMk × Ti)

Note. β0 = fixed effect of group average baseline (intercept). P0p, p ∈ (1, 75) = random
intercept for participant-specific baseline differences. Ti, i ∈ (1, 600) = trial.

LSj, j ∈ (0, 1) = linear separability. SDMk, k ∈ (0, 1) = difficulty predicted by the
SDM. BF = Bayes factor

above the BF cutoff of 150 for very strong evidence; Raftery (1995)). Additionally, the

SDM model fit substantially better than the next best model (SDM Int) with a Bayes

Factor of 90 suggesting the data were 90 times more likely to occur under the model with

just the SDM vs. the SDM and interaction. Critically, both SDM models fit substan-

tially better than the linear separability models, and the best of the LS models (model

LS) barely outperforms the Null model (according to Kass and Raftery (1995) its Bayes

factor of 1.6 is ”not worth more than a bare mention” (p. 777)).

3.2.3 Discussion

Experiment 1 found no evidence that linear separability has any effect on II category-

learning difficulty – either positive or negative. First, participants performed approxi-

mately equally well in the Short LS and NLS conditions. This is critical because the

categories in these two conditions differed sharply on linear separability but were nearly

trial.
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equated on difficulty according to the SDM and were exactly equated on optimal accu-

racy and on the width of the empty region that separated the categories. Second, and

most importantly, all of our results were accurately predicted by the SDM, which assigns

no weight to linear separability when estimating category-learning difficulty. Specifically,

the SDM correctly predicted the order of conditions by difficulty and it accounted for 99%

of the variance in asymptotic accuracy of participants who used a procedural strategy.

Therefore, we found no evidence that linear separability had any effect on categorization

difficulty.

Although Experiment 1 failed to find any effect of linear separability on II difficulty,

our results did show a clear effect of another factor: within-category variability along an

irrelevant stimulus dimension. Increasing the variability of stimuli along the direction

parallel to the category bound dramatically increased difficulty. Specifically, the asymp-

totic error rate in the Long LS condition was 40% higher than in the Short LS condition

(i.e., 32% versus 23%). Although this effect is predicted by the SDM, to our knowledge,

it has not been previously demonstrated. Experiment 2 explores whether this is a general

property of category learning, or unique to the procedural learning that is thought to

dominate in II tasks.

3.3 Experiment 2

Experiment 1 showed that increasing within-category variability in a direction paral-

lel to the optimal decision boundary increased II category-learning difficulty.6 However,

overwhelming evidence suggests that the categories used in Experiment 1 recruit proce-

dural learning, which raises the question of whether this finding is true for all category

6The optimal category bound in the Short LS and Long LS conditions was a diagonal line through the
origin with slope 1 (i.e., see Figure 3.1). Therefore, the only variability that is relevant to categorization
accuracy is variability orthogonal to this bound. Collapsing the two-dimensional category distributions
onto this one relevant dimension produces identical results in the Short LS and Long LS conditions.
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Figure 3.6: RB category structures used in Experiment 2.

types, even those in RB tasks that are learned explicitly. The Boolean complexity hy-

pothesis, as well as models that assume RB learning is mediated by a rule-discovery

process, such as COVIS (Ashby et al., 1998), predict that variability along an irrelevant

dimension should not affect difficulty. Experiment 2 examines this issue by comparing

performance in the four RB conditions described in Figure 3.6. Note that these four con-

ditions cross two levels of two different factors – variability on the irrelevant dimension

and category separation.
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3.3.1 Participants

Eighty students at the University of California, Santa Barbara participated in this

one hour study in exchange for course credit. The participants were split equally be-

tween the four category structures. All relevant ethical regulations were followed and the

study protocol was approved by the Human Participants Committee at UCSB. Informed

consent was obtained from all participants, and every participant was allowed to quit the

experiment at any time for any reason and still receive credit.

3.3.2 Stimuli and Categories

The stimuli and procedures were the same as in Experiment 1. The only difference

was the category structures.

Each category was created by random sampling from a uniform distribution defined

over a cigar-shaped region of 100 × 100 stimulus space. The Long Far and Short Far

categories were created by rotating the Long Linear and Short Linear structures from

Experiment 1 by 45◦ counterclockwise. The Near structures had the same length and

width as their respective Far structures but had a within-category separation of 0 (such

that the categories were touching but not overlapping).

3.3.3 Results

The learning curves for the four category structures are plotted in Figure 3.7A. Note

that accuracy depended strongly on category separation. In particular, performance

was substantially higher in the two Far conditions than in either Near condition. In

contrast, unlike Experiment 1, there appears to be little or no effect of variability along

the irrelevant dimension. Specifically, the Short Far and Long Far learning curves are

almost superimposed, as are the Short Near and Long Near curves.
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As in Experiment 1, we tested these conclusions more rigorously by comparing per-

formance of a series of nested GLMMs. These models are described in Table 3.2. Note

that the Null model was the same as in Experiment 1. The alternative GLMMs included

models with the addition of just the fixed effects of length (Lj, j ∈ (0, 1)) or separation

(Sk, k ∈ (0, 1)), the addition of the fixed effects of length or separation along with an

interaction, and a full model with both additional fixed effects and the relevant two-way

and three-way interactions (i.e., model LS Int; see Table 3.2).

Model S (which included a fixed effect for separation) fit the best, with a Bayes factor

on the order of 1032 vs. the null model and a Bayes factor on the order of 1016 vs. the

second best fitting model (model S Int; which included the same main effect of separation

plus a trial × separation interaction). Importantly, the separation models outperformed

the models that included an effect of length. Additionally, the null model was strongly

favored over the model that included a main effect of length (i.e., model L); the Bayes

factor for these two models suggests that the null model is 250 times more likely to be

correct than model L.

Figure 3.7B shows the accuracies during the final block (after participants had reached

asymptotic performance). Overall, performance was good, reaching an average accuracy

of 94% correct in the Short Far and Long Far conditions and 82% correct in the Short Near

and Long Near conditions. Post-hoc t-tests found no difference between the Short and

Long structures in either separation condition [Near: t(38) = .21, p = .84, BFNull = 4.17.

Far: t(38) = .18, p = .86, BFNull = 4.17]. Performance was significantly worse in the Low

separation conditions than in the High separation conditions [Short: t(38) = 5.99, p <

.0001, BFALT = 24903. Long: t(38) = 7.76, p < .0001, BFALT = 4170662).

While our analysis found no effect of irrelevant variability on performance, it is pos-

sible that the irrelevant variability influenced initial strategy use. If so, we would expect

a performance difference during the early stages of learning. To test this, we compared
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Table 3.2: Generalized Linear Mixed Models for Experiment 2
Model Terms -Log L BIC BF
Null β0 + P0p + Ti + (Ti × P1p) 15859 31772 1.0

L β0 + P0p + Ti + (Ti × P1p) + Lj 15859 31783 .004

L Int β0 + P0p + Ti + (Ti × P1p) + Lj + (Ti × Lj) 15858 31792 0

S β0 + P0p + Ti + (Ti × P1p) + Sk 15812 31624 1.38e32

S Int β0 + P0p + Ti + (Ti × P1p) + Sk + (Ti × Sk) 15811 31697 1.93e16

LS β0 + P0p + Ti + (Ti × P1p) + Lj + Sk 15812 31700 4.3e15

LS Int β0 + P0p + Ti + (Ti × P1p) + Lj + Sk 15807 31733 2.94e8
+(Lj × Sk) + (Lj × Ti) + (Sk × Ti)

+(Lj × Sk × Ti)

Note. β0 = fixed effect of group average baseline (intercept). P0p, p ∈ (1, 80) = random
intercept for participant-specific baseline differences. Ti, i ∈ (1, 600) = trial.
Lj, j ∈ (0, 1) = length. Sk, k ∈ (0, 1) = separation. BF = Bayes factor
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Figure 3.7: Learning curves (panel A) and asymptotic performance (panel B) for all
participants in Experiment 2.
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performance during the first 50 trials in the Long and Short conditions. Long and Short

accuracies were not significantly different in either the Near or Far conditions (Near:

t(38) = .18, p = .86, BFNull = 4.24. Far: t(38) = 1.93, p = .06, BFALT = 1.13). The

effect was close to significant in the Far conditions, but the Bayes factor was only 1.13,

which suggests that this difference is ”not worth more than a bare mention” (Kass &

Raftery, 1995).

3.3.4 Discussion

Our results found no effect of irrelevant-dimension variability on RB learning. Neither

the GLMM analysis nor the post-hoc t-tests found any significant difference between the

low and high variability conditions for either category separation. These results provide

strong evidence that the increased difficulty we observed in Experiment 1 when within-

category variability increased along an irrelevant stimulus dimension is not a universal

property of category learning, and is perhaps unique to II category learning.

One potential critique could be that there is an effect of irrelevant-dimension vari-

ability on RB learning, but this effect was masked by the high levels of accuracy in our

experiment. Note however, that participants in the Near separation conditions had av-

erage accuracies of around 82% correct, which is less than the Experiment 1 Short LS

participants who used a procedural strategy (i.e., their mean accuracy was 85%). There-

fore, it seems unlikely that the absence of an effect of irrelevant-dimension variability in

Experiment 2 was because of high accuracy. Additionally, performance in the first 50

trials (where high irrelevant variability might be expected to influence strategy selection)

was not different in the low and high irrelevant variability conditions.

In addition to showing that variability along an irrelevant dimension does not affect

RB learning difficulty, the Experiment 2 results provide further evidence that no single
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measure of difficulty can predict performance in both RB and II categories (Ashby et al.,

2019). Any measure that predicts difficulty should increase with variability on irrelevant

dimensions would successfully predict better performance in the Experiment 1 Short LS

condition than in the Long LS condition, but would fail to predict equal performance in

the Short and Long Experiment 2 conditions. And of course, any measure predicting no

effect of irrelevant-dimension variability would make the opposite error. A measure that

somehow assigned weight to irrelevant-dimension variability except when the optimal

bound is horizontal or vertical might succeed, but this would be equivalent to applying

qualitatively different measures to RB and II tasks.

Experiments 1 and 2 together also establish another novel dissociation between RB

and II learning – II learning is affected by irrelevant-dimension variability, whereas RB

learning is not. This dissociation adds to a long list of qualitative differences between

human learning and performance in these two tasks. Currently, somewhere around 30

different RB versus II dissociations have been identified (for a review of most of these, see

Ashby and Valentin (2017b)). Collectively, these results provide overwhelming evidence

that humans learn RB and II categories in qualitatively different ways.

3.4 General Discussion

3.4.1 Linear Separability

The role of linear separability in categorization difficulty has long been uncertain.

Some studies have reported LS categories are easier to learn than NLS categories, some

studies have reported the opposite ordering, and some studies have reported no differ-

ence in difficulty. In the Introduction, we reviewed evidence that LS categories are not

inherently easier to learn than NLS categories when the stimuli vary on binary-valued
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dimensions. In these cases, the optimal strategy can be described using Boolean algebra,

and Feldman (2000) showed that learning difficulty is well predicted by the Boolean com-

plexity of the optimal strategy. In RB tasks, the optimal strategy can also be described

using Boolean algebra, even when the stimuli vary on continuous-valued dimensions. For

this reason, we predict that RB learning difficulty is also well predicted by the Boolean

complexity of the optimal strategy. Boolean complexity assigns no weight to linear sepa-

rability, so this hypothesis correctly predicts that LS categories are not inherently easier

to learn than NLS categories when the stimuli vary on binary-valued dimensions, and we

predict a similar non-effect of linear separability in RB tasks.

In II tasks, however, the optimal strategy has no Boolean description, and we know

of only one previous study that compared the difficulty of LS and NLS categories in

an II task (Maddox & Filoteo, 2001). This study concluded that NLS categories are

more difficult to learn than LS categories. Even so, the study was designed for other

purposes and made no attempt to control their LS and NLS categories on other features

that might affect difficulty. Experiment 1 included LS and NLS II categories that were

carefully constructed to be equally difficult according to the best current measure of

difficulty in II tasks (i.e., the SDM). For example, optimal accuracy, and the width of the

empty region between the Short LS and NLS categories of Experiment 1 were identical.

Performance in these two conditions was essentially equivalent, which strongly suggests

that linear separability, by itself, has no effect on difficulty in II tasks.

Experiment 1 produced no empirical evidence that linear separability affects II cat-

egory learning and the best available measure of II category-learning difficulty (i.e., the

SDM) predicts no effect of linear separability. But could there be some other, undiscov-

ered measure of II difficulty that outperforms the SDM and predicts an effect of linear

separability? Many years ago, Ashby and Waldron (1999) reported evidence that II cat-

egory learning is nonparametric – that is, that participants make no assumptions about
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the parametric form of the optimal decision bound (Ashby & Alfonso-Reese, 1995). Thus,

all nonparametric classifiers assign no role to linear separability because in this class of

models, the decision bound has no psychological meaning. Therefore, whether it has the

parametric form of a line or a quadratic curve is irrelevant. The SDM was derived from a

nonparametric model of II category learning, which is why it assigns no weight to linear

separability. But neither do any other nonparametric measures. For example, exemplar

models of categorization (Medin & Schaffer, 1978; Nosofsky, 1986) are also nonparamet-

ric and they assign no role to linear separability. In fact, Ashby and Rosedahl (2017)

showed that the exemplar model (i.e., the generalized context model) is a special case of

the striatal pattern classifier that motivated the SDM. Therefore, difficulty predictions

of exemplar models are essentially equivalent to the SDM. For these reasons, evidence

that II category learning is nonparametric is also evidence that linear separability does

not affect II category-learning difficulty.

Our results, taken together with existing work, suggest that linear separability plays

little or no role in human category learning in tasks where the optimal strategy can be

described using Boolean algebra or in II tasks. Much previous research suggests that the

former tasks are learned via an explicit, rule-discovery process, whereas II categories are

learned procedurally (e.g., Ashby et al. (1998); Ashby and Valentin (2017b)). However,

it is important to note that none of these results rule out the possibility that linear

separability plays a role in other tasks, especially tasks that might be learned using a

strategy that does not include rule discovery or procedural learning. One interesting

possibility is the prototype-distortion task (Posner & Keele, 1968).

In prototype-distortion category-learning tasks, the category exemplars are created

by randomly distorting a single category prototype. The most widely known example

uses a constellation of dots (often 7 or 9) as the category prototype, and the other

category members are created by randomly perturbing the spatial location of each dot.
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Sometimes the dots are connected by line segments to create polygon-like images. A

popular version begins with a single central Category A and participants are presented

with stimuli that are either exemplars from Category A or random patterns that do not

belong to Category A. The participant’s task is to respond “Yes” or “No” depending

on whether the presented stimulus was or was not a member of Category A. Critically,

there have been multiple proposals that prototype-distortion learning is mediated by the

perceptual-representation memory system, rather than by rule or procedural learning

(Casale & Ashby, 2008; Reber & Squire, 1999). As a result, we believe that our results,

along with previous results from studies that used stimuli that vary on binary-valued

dimensions, should not be generalized to prototype-distortion tasks.

In fact, Blair and Homa (2001) reported that LS categories are easier to learn than

NLS categories in prototype-distortion tasks. Although more research is needed to con-

firm this finding, this result also has theoretical support. Specifically, prototype models

of categorization assume LS categories, and performance in prototype-distortion tasks is

well described by prototype models of categorization (e.g., Homa, Sterling, and Trepel

(1981); Smith and Minda (2002)). Furthermore, Wattenmaker et al. (1986) were able

to reduce the difficulty of LS categories by changing the stimuli in a way that made the

category prototypes more prominent. The stimuli were descriptions of four behaviors

emitted by the same person, and the participant’s task was to assign each hypothetical

person to one of two categories. When the four behaviors described four different person-

ality traits then NLS categories were easier to learn. However, when the four behaviors

all described the same trait (e.g., honesty), LS categories were easier. In the former case,

the categories had no clear prototype, whereas they did in the latter case.

The perceptual-representation memory system is thought to improve processing of a

stimulus merely as a result of repeating its presentation – a phenomenon knows as rep-

etition priming (e.g., Wiggs and Martin (1998)). Repetition priming occurs even if the
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two stimuli are different, so long as they are perceptually similar (e.g., Biederman and

Cooper (1992); Cooper, Schacter, Ballesteros, and Moore (1992); Seamon et al. (1997)).

Prototype distortion tasks typically use stimuli that vary on many continuous-valued

dimensions. For example, the dot patterns used in the original prototype distortion

experiments of Posner and Keele (1968), and in many subsequent studies, vary on 18

continuous-valued dimensions. This is critical because random distortions of the pro-

totype are likely to produce more exemplars highly similar to the prototype when the

stimuli vary on many perceptual dimensions (Casale & Ashby, 2008).7 Therefore, the

high-dimensional stimuli typically used in prototype-distortion tasks are likely to induce

more repetition priming than the low-dimensional stimuli commonly used in other types

of category-learning tasks. So an interesting goal of future research should be to in-

vestigate whether repetition priming and prototype-distortion learning are facilitated by

linear separability.

3.4.2 Variability Along Irrelevant Stimulus Dimensions

In addition to linear separability, we also examined the effect on learning of stim-

ulus variability on dimensions that are irrelevant to the categorization decision. Such

variability has been found to facilitate learning in a variety of different tasks, including

second-language learning (Lively et al., 1993; Perrachione et al., 2011), motor-skill learn-

ing (Kerr & Booth, 1978; Huet et al., 2011), and teaching children to read (Apfelbaum

et al., 2013; Apfelbaum & McMurray, 2011). Previous categorization research has sug-

7See Ashby (2019, pp. 355-360) for a thorough description of this phenomenon. Briefly however, with
stimuli that vary on only one dimension, random distortions of a prototype necessarily produce stimuli
with a lower or higher value than the prototype on the stimulus dimension. As a result, a few distortions
will be similar to the prototype and many will be dissimilar. In fact, in one dimension, the prototype
can have only two nearest neighbors. All other exemplars must be more dissimilar to the prototype than
these nearest neighbors. In two dimensions, however, the prototype can have five nearest neighbors,
in 8 dimensions it can have 240 nearest neighbors, and with stimuli that vary on 24 dimensions, the
prototype can have 196,560 nearest neighbors (Odlyzko & Sloane, 1979).
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gested that irrelevant variability increases categorization difficulty (Filoteo et al., 2007;

Zeithamova & Maddox, 2009). However, these studies focused exclusively on RB tasks

and they either omitted feedback or used neuropsychological patient groups with known

category-learning deficits. Therefore, the general role that irrelevant variability plays in

category learning is poorly understood.

The difficulty measures used here – namely, the SDM for II tasks and Boolean com-

plexity for RB tasks – make opposite predictions about the effects of irrelevant vari-

ability. The SDM predicts that increases in variability along irrelevant stimulus dimen-

sions should increase difficulty. This is because the SDM is based on a model (i.e., the

procedural-learning model of COVIS; Cantwell et al. (2015)) that assumes II learning is

mediated at cortical-striatal synapses. In the II tasks used here, every stimulus is novel.

The SDM assumes that learning occurs because a novel stimulus is similar to some pre-

viously trained stimulus. Similar stimuli excite visual cortical neurons with overlapping

tuning curves, so a novel stimulus will excite previously trained striatal neurons, which

makes the correct response more likely. Increasing variability along an irrelevant stim-

ulus dimension reduces this effect and therefore impairs learning. In contrast, Boolean

complexity predicts that irrelevant variability should have no effect of category-learning

difficulty. This is because changing the variability on an irrelevant stimulus dimension

does not change the optimal decision strategy.

Experiment 1 verified the predictions of the SDM that increasing variability on an

irrelevant stimulus dimension should increase the difficulty of II category learning (i.e.,

Long LS performance was significantly worse than Short LS performance).8 Furthermore,

8Note that this is opposite to what a decision bound model seems to predict. If participants were
estimating the slope and intercept of a linear decision bound, then estimation should be better in the
Long LS condition than in the Short LS condition – not worse. This is because the Long LS condition
provides more data points for estimation than the Short LS condition – that is, the rise and run of the
optimal decision bound are both greater in the Long LS condition. Even so, note that decision bound
models are parametric since they assume participants are estimating parameters of a specific parametric
function (e.g., a line), and, as noted earlier, Ashby and Waldron (1999) reported evidence that II learning

79



The Effect of Bound Linearity and Irrelevant Variability on Difficulty Chapter 3

Experiment 2 verified the predictions of Boolean complexity for RB tasks. Specifically,

although performance depended strongly on category separation, it did not depend on

irrelevant variability (i.e., we found no difference in performance between the Long and

Short conditions for either level of separation).

Some previous studies that found stimulus variability affects learning have attributed

these effects to the hypothesis that high levels of variability on a stimulus dimension at-

tract attention to that dimension (Apfelbaum & McMurray, 2011). For example, Pashler

and Mozer (2013) hypothesized that:

Selective attention to a dimension may be based on the sheer amount of

variability present along this dimension. According to this account, it is

not the distance between examples on the relevant dimensions that helps

but rather is just the magnitude of the variation on that dimension. This

might be expected to occur if, for example, learners search for the relevant

dimension by starting with dimensions showing the most salient variation.

This account makes an interesting prediction that can be tested in future

research: increasing variability within an irrelevant dimension should produce

a very marked interference with learning. (p. 1171)

The results of Experiment 1 support this hypothesis, but the results of Experiment 2

do not. Even so, we believe there are several reasons that our results should not be

interpreted as evidence against this interesting and reasonable hypothesis. First, our

experiments were not designed to test this hypothesis. For example, the variability we

included along irrelevant dimensions may not have been great enough, relative to the

variability along relevant dimensions, for these hypothesized attentional effects to affect

performance. Second, our use of trial-by-trial feedback may have masked attentional

is nonparametric.
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effects because participants who attended to the irrelevant dimension would have received

immediate error feedback informing them that the irrelevant dimension was not diagnostic

of category membership. Future research is needed to disentangle the possible attentional

effects of changing stimulus variability from the more purely difficulty-based effects.

3.4.3 Conclusions

In addition to clarifying the roles of linear separability and irrelevant variability on

categorization difficulty, this chapter makes several other contributions. First, Experi-

ments 1 and 2 document another novel and striking dissociation between RB and II cat-

egory learning. II learning is impaired when irrelevant variability is increased, whereas

RB learning is unaffected. This result adds to the growing list of 30+ empirical dissocia-

tions that have been documented between learning and performance in RB and II tasks

(Ashby & Valentin, 2017b). Collectively, these dissociations add to the already substan-

tial evidence that RB and II tasks recruit qualitatively different decision strategies, and

therefore require qualitatively different measures to predict learning difficulty.

Second, our results further validate the efficacy of the SDM. The SDM has one free

parameter, γ, which represents a physical quality of the brain that combines the tuning of

visual neurons and visual noise. Because of this physical interpretation, L. A. Rosedahl

and Ashby (2019) predicted that γ should be constant across studies that used the same

stimuli and amount of training. Our results support this prediction. We estimated the

appropriate value of γ for the stimuli used in Experiment 1 by fitting the SDM to final

block accuracies from 6 previous studies that used the same stimuli. The SDM accounted

for 93% of the variance in accuracy across these studies, even though they were run in

different labs and spanned more than a decade of time. Using this value of γ, the SDM

accounted for 95% of the variance in asymptotic accuracy across the three conditions
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of Experiment 1, and 99% after excluding participants who did not use a procedural

strategy. Furthermore, the SDM correctly predicted the nearly identical performance we

observed in the Short LS and NLS conditions, and that the Long LS condition would be

the most difficult of the three.
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Chapter 4

Can Instructions Decrease

Difficulty?

This chapter is based heavily on L. A. Rosedahl et al. (in press), which is in press at the

Journal of Experimental Psychology: Human Perception and Performance.

4.1 Introduction

Providing verbal or written instructions on how to perform optimally in a task is

one of the most common ways to teach beginners. This practice is so widely accepted

that scholarship primarily focuses on how to provide instructions, not whether these

instructions help or not. Here we investigate the benefits of prior instruction on rule-

based (RB) category-learning, in which the optimal strategy is a simple explicit rule, and

information-integration (II) category-learning, in which the optimal strategy is similarity-

based.

There is now much evidence that humans have multiple categorization systems, which

each learn and apply qualitatively different strategies (e.g., Ashby and Valentin (2017b);
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Davis et al. (2012); Nomura and Reber (2008); Patalano et al. (2001); Reber et al. (2003)).

For example, a number of theories have proposed that humans sometimes learn and apply

explicit, logical rules and at other times they use a similarity-based strategy that is

difficult to describe verbally (Ashby et al., 1998; Erickson & Kruschke, 1998; Nosofsky et

al., 1994). These theories make a strong and obvious prediction, which to our knowledge,

has never been formally tested – namely, describing the optimal categorization strategy

to participants beforehand should facilitate performance in tasks where they use a logical

rule much more than in tasks where they use some similarity-based strategy.

These predictions are identical to the predictions made by the current best-performing

measures of categorization difficulty: Boolean Complexity for the explicit system and the

SDM for the procedural system. Boolean Complexity predicts that increased rule com-

plexity decreases the salience of the optimal rule and therefore decreases the likelihood

of the participant testing the optimal rule. Providing instructions on the optimal rule

increases its salience while decreasing the salience of non-optimal rules, this increases the

probability that the participant selects the optimal rule and therefore makes the task

easier. On the other hand, the SDM predicts instructions should not impact difficulty as

they do not change the between or within category similarity.1

Much of the evidence supporting multiple category-learning systems comes from rule-

based (RB) and information-integration (II) categorization tasks (Ashby & Ell, 2001;

Ashby & Gott, 1988). Each task typically includes two categories of stimuli that most

commonly vary across trials on two stimulus dimensions. In standard applications, stimuli

are presented one at a time, participants assign each stimulus to a category by pressing

a response key, and feedback is given after each response (i.e., correct versus incorrect).

1It is important to note that this prediction is for stimuli without irrelevant dimensions. For stimuli
with irrelevant dimensions that must be ignored, the SDM would predict instructions could benefit
learning as they would reduce attention to irrelevant dimensions while increasing attention to relevant
dimensions. This would change the tuning of visual neurons and in turn change the similarity functions.
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Participants are told that there are two categories of stimuli and that their task is to

use the feedback to learn how to assign each stimulus to its correct category. Critically,

however, they are given no prior information about the structure of the categories.

Much evidence suggests humans use qualitatively different types of strategies in RB

and II tasks (e.g., Ashby and Maddox (2005); Ashby and Valentin (2017b)). The COVIS

theory of category learning predicts that people who perform well will use an explicit,

logical rule in RB tasks and a procedural-learning-based strategy in II tasks (Ashby et

al., 1998). As mentioned earlier, an obvious prediction of this theory is that explicit

learning should benefit from information about the optimal rule, whereas procedural

learning should not.

The role of verbal strategies in categorization is poorly understood. The COVIS

acronym, created more than 20 years ago, stands for COmpetition between Verbal and

Implicit Systems. The idea was that humans use verbal strategies in RB tasks and

similarity-based, procedural strategies in II tasks. But very few studies have seriously

examined the role that verbalization plays in category learning. Even so, there is some

support for the COVIS position. For example, patients with aphasia are impaired in the

Wisconsin Card Sorting Test, which is a popular RB task frequently used in neuropsy-

chological assessment (e.g., Purdy (2002)), but they are not impaired in categorization

tasks that require a similarity-based strategy that depends on many stimulus features

(Lupyan & Mirman, 2013).2

Originally, the use of verbal strategies was proposed as an account of the vastly

superior performance of humans in RB tasks compared to II tasks that are identical,

except for the orientation of the optimal category bound in stimulus space (for a review,

see Ashby et al. (2019)). On the other hand, it was subsequently discovered that macaque

2However, as noted by Purdy (2002), patients with aphasia also have impaired executive function that
can interfere with rule switching. This makes it difficult to determine the root cause of their decreased
performance in RB tasks and is the subject of ongoing research.
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and capuchin monkeys also show an RB advantage in these paired conditions (Smith,

Beran, Crossley, Boomer, & Ashby, 2010b; Smith et al., 2012), whereas pigeons and rats

perform identically on the two tasks (Broschard, Kim, Love, Wasserman, & Freeman,

2019; Smith et al., 2011). These results are strong evidence that verbalization is not a

necessary condition for the RB advantage, although they do not rule out the possibility

that it may be a sufficient condition.

To investigate these issues more closely, we examined the effects of describing the

optimal categorization strategy to participants before the beginning of categorization

training in RB and II tasks. In all conditions, the stimuli were Gabor patches that varied

across trials in bar width (i.e., spatial frequency) and bar orientation. The categories

are shown in Figure 4.1. Note that optimal performance in both conditions requires

allocating equal attention to both stimulus dimensions. The main difference between

the tasks is that the optimal strategy can be described using Boolean algebra in the RB

condition, but not in the II condition.

Mathematically, both strategies are simple to describe. If we denote the perceived

value of spatial frequency as x and the perceived value of orientation as y, then the

optimal strategy in the RB condition is: “Respond A if x < 75 and y < 75; otherwise

respond B”. In contrast, the optimal strategy in the II condition is: “Respond A if y > x;

otherwise respond B”. Translated to English, these strategies become: “Respond A if

the bars are thick and the orientation is low; otherwise respond B” in the RB condition

and “Respond A if the bar width is greater than the orientation; otherwise respond B”

in the II condition.

The experiment used a 2 × 2 factorial design that crossed two types of category struc-

ture (RB versus II) with two types of instruction (Instructions versus No Instructions).

Every participant completed only one condition. The Instructions and No-Instructions

conditions were identical, except the optimal strategy was described to participants in the
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Figure 4.1: Stimuli and categories in the (A) RB and (B) II conditions. Each stimulus
was a Gabor patch. Pluses indicate stimuli belonging to category A and circles indicate
the spatial frequency and orientation of stimuli that belong to category B.

87



Can Instructions Decrease Difficulty? Chapter 4

Instructions conditions before training began, whereas participants in the No-Instructions

conditions were given no information about the optimal strategy or the nature of the cat-

egories. In the RB Instructions condition, participants were told before training began

that the optimal strategy was to “Respond A if the lines are thick and tilted; otherwise

respond B.” In the II Instructions condition, participants were told that the optimal

strategy was to “Respond A if the lines are more thick than tilted; otherwise respond

B.” In addition, participants in the Instructions conditions were reminded of the optimal

strategy following each incorrect response.

4.2 Methods

4.2.1 Participants and Design

A total of 58 participants between the approximate ages of 18 and 22 (21 male,

37 female; mean age 19.7) were recruited for the present study. The original research

plan called for 26 participants in each condition (104 participants total) because a Bayes

Factor Design Analysis (Stefan, Gronau, Schönbrodt, & Wagenmakers, 2019) indicates

that this is the sample size required to guarantee a probability of .8 or higher that the

Bayes factors for the comparison between the Instructions and No Instructions groups

will exceed 10 when the (Cohen’s d) effect size is 1. Data collection was stopped due to

COVID-19, resulting in fewer participants than originally planned. However, our analysis

returned conclusive Bayes Factors due to a greater than expected observed effect size.

As a result, despite the smaller than planned sample sizes, our research design met our

original statistical power goals.

All participants were undergraduate students at the University of California, Santa

Barbara and received course credit for their participation. The study included four exper-
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imental conditions, each characterized by a different combination of category structure

(RB or II) and Instruction type (Instructions or No Instructions). There were 14 partici-

pants assigned to the RB Instructions condition, 13 to the RB No-Instructions condition,

15 to the II Instructions condition, and 16 to the II No-Instructions condition. No one

participated in more than one condition. Each experimental session included 12 blocks

of 50 trials and participants were allowed a maximum of 60 minutes to complete the

experiment (no participants exceeded this maximum time).

4.2.2 Stimuli and Categories

The categorization stimuli were Gabor patches that varied in spatial frequency and

orientation. Each category included 600 different stimuli. The RB categories were created

by randomly sampling stimuli from uniform distributions defined over the regions shown

in Figure 4.1A. The optimal boundary that perfectly separates the exemplars from the

two contrasting categories included a vertical line segment that extends between the

end points (75,45) and (75,75) and a horizontal line segment between the points (45,75)

and (75,75). The width of the gap between the categories was 4, and the width of

each category was 10. The II categories (Figure 4.1B) were identical to those used

by L. A. Rosedahl and Ashby (2021). Briefly, the categories were created by randomly

sampling stimuli from a uniform distribution defined over a rectangular region of stimulus

space (with length = 50 units, width = 10 units, and a between-category separation of

10 units; see Figure 4.1). The categories were separated by a diagonal bound of slope 1

and intercept (0,0).

Stimulus values were converted from arbitrary 0-100 stimulus space to Spatial Fre-

quency and Orientation Space using the following transforms: Spatial Frequency x∗ =

[x/30 + 0.25] cycles per degree and Orientation y∗ = 0.9y + 20 degrees counterclockwise
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from the horizontal. These transformations were chosen because prior research suggests

they approximately equal the visual salience of the two dimensions. Each stimulus was

presented on a gray background in the center of the computer screen and subtended a

visual angle of approximately 3◦.

4.2.3 Procedure

At the start of the experiment, all participants were told they would be shown striped

disks and that their task was to categorize each disk as either an A or a B by pressing

the ’d’ and ’k’ keys respectively. Participants in the No-Instructions conditions were

told that the categories would be learned through trial and error by paying attention to

the feedback they received. Participants in the RB and II Instructions conditions were

provided with a verbal description of the optimal strategy that separated the categories.

In the RB Instructions condition, the strategy was to “Respond A if the lines are thick

and tilted; otherwise respond B”, where thickness refers to spatial frequency and tilt

refers to orientation. In the II Instructions condition, the strategy was to “Respond A

if the lines are more thick than tilted; otherwise respond B”, where thickness refers to

spatial frequency and tilt refers to orientation.

Each experimental session consisted of twelve 50-trial blocks. The events on each

trial are described in Figure 4.2. Every trial began with a stimulus that appeared in the

center of the screen until a response was made, followed by feedback. For the Instruc-

tions conditions, feedback on trials where the participant was correct was in the form

of the word ”Correct” in green text for 500ms and the incorrect trial feedback was the

word ”Incorrect” in red text for 500ms followed by a short description of the optimal

categorization strategy (“Thick and tilted is A” and “Width ¿ Angle is A” for RB and II

tasks, respectively) for 500ms. For the No-Instructions conditions, correct feedback was
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Figure 4.2: The sequence of events that occurred in the No-Instructions and Instruc-
tions conditions of the experiment.

the same as the Instructions conditions and incorrect feedback was the word ”Incorrect”

for 500ms followed by a 500ms blank screen. Total feedback time was therefore the same

between the Instructions and No-Instructions conditions: 500ms for correct trials and

1s for incorrect trials. In all conditions, the next trial began after an additional blank

screen that was displayed for 250ms.

4.3 Results

The learning curves shown in Figure 4.3 display the mean proportion correct averaged

across participants for each condition in blocks of 100 trials. Visual inspection seems to

suggest a large advantage of instructions in the RB conditions, but no effect at all of

instructions in the II conditions.

To test these conclusions more rigorously, we analyzed the data using a series of
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Figure 4.3: Learning curves that show mean proportion correct during each 100-trial
block. Error bars show standard error.
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nested Generalized Linear Models (GLMMs). The GLMM is more appropriate than a

linear mixed effects model because the trial-by-trial data are Bernoulli distributed, and

therefore violate the normality assumption of analysis of variance.

The null GLMM included a fixed intercept for group average baseline performance

(β0 in Table 4.1), a random intercept for each participant that represented individual

deviation from the group baseline performance (P0p), a fixed effect of trial (Tt), and a

random trial × participant interaction that modeled variation in learning rates across

participants (Tt × Pp).

There were eight alternative models that included the null model plus additional ef-

fects. These are all described in Table 4.1. The full alternative model (Full) included

the addition of fixed effects for Instructions (Ii; present or absent) and Category Struc-

ture Type (Cc. II or RB) along with all possible two-way interactions and a three-way

interaction between Trial, Instructions, and Category Structure Type. Other alternative

models included just the fixed effects of Instructions or Category Type, the addition of

the fixed effects of Instructions or Category Type along with an interaction, the addition

of both fixed effects with and without an interaction, and no additional main effects

for Category Type or Instructions but a Category Type × Instructions interaction. All

Bayes factors in Table 4.1 estimate the odds in favor of the alternative model over the

null model (estimated using the BIC scores; Raftery (1995); Wagenmakers (2007)).

The best-fitting model – that is, the model with the lowest BIC score – and the only

model preferred over the null model –that is, the only model with a Bayes factor greater

than 1 – was the GLMM with no additional main effects but a Category Structure ×

Instructions interaction (i.e., model IntOnly). The Bayes factor of 1808 indicates that if

either the Null or IntOnly models are correct then it is almost certain that model IntOnly

is correct and the Null model is incorrect.

To examine the direction of the Category Structure × Instructions interaction, we
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Table 4.1: Generalized Linear Mixed Models
Model Terms -Log L BIC BF
Null β0 + P0p + Tt + (Tt × Pp) 18988 38028 1.0
Inst β0 + P0p + Tt + Ii + (Tt × Pp) 18984 38030 .37
InstInt β0 + P0p + Tt + Ii + (Ii × Tt) + (Tt × Pp) 18983 38040 .002
Cat β0 + P0p + Tt + Cc + (Tt × Pp) 18984 38030 .37
CatInt β0 + P0p + Tt + Cc + (Cc × Tt) + (Tt × Pp) 18983 38039 .004
InstCat β0 + P0p + Tt + Ii + Cc + (Tt × Pp) 18978 38029 .61
InstCatInt β0 + P0p + Tt + Ii + Cc + (Ii × Cc) + (Tt × Pp) 18972 38058 3.0e-7
IntOnly β0 + P0p + Tt + (Ii × Cc) + (Tt × Pp) 18975 38013 1808
Full β0 + P0p + Tt + Ii + Cc + (Ii × Cc) + (Ii × Tt)

+(Tt × Cc) + (Tt × Ii × Cc) + (Tt × Pp) 18972 38058 3.0e-7

Note. -Log L = - log likelihood; BF = Bayes factor; β0 = fixed effect of group average
baseline (intercept); P0p = random intercept for participant-specific baseline difference

for participant p (p ∈ [1, 58]); Pp = participant p; Tt = trial t (t ∈ [1, 600]); Cc =
category type, (RB: Cc = 0; II: Cc = 1); Ii = instructions (present: I0 = 0; absent:

Ii = 1).

compared performance in the last 50-trial block of each condition using post-hoc independent-

sample t-tests. In the II conditions, the difference between the two groups was not sig-

nificant and the Bayes factor suggested substantial evidence for there being no difference

[Instructions: N = 15, M = 0.799, SD = 0.12; No Instructions: N = 16, M = 0.800,

SD = 0.07; t(29) = 0.037, p = .97, dCohen = .01, 95%CId = (−.694, .715), BFNull = 3.9],

whereas this difference was significant in the RB conditions and the Bayes factor sug-

gested decisive evidence of a difference [Instructions: N = 14, M = 0.8157, SD = 0.08;

No Instructions: N = 13, M = 0.6508, SD = 0.10; t(25) = 4.50, p < .001, dCohen =

1.83, 95%CId = (.93, 2.73), BFAlt = 187].

We also compared final-block accuracy in the RB and II conditions. For the Instruc-

tions groups, the difference was not significant and the Bayes factor suggested substantial

evidence that there was no difference [t(27) = 0.43, p = 0.67, dCohen = .16, 95%CId =

(−.57, .89), BFNull = 3.5]. In contrast, for the No-Instructions groups, final accuracy was

significantly higher in the II condition than in the RB condition and the Bayes factor sug-
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gested decisive evidence of a difference [t(27) = 4.51, p < .001, dCohen = 1.77, 95%CId =

(.90, 2.62), BFALT = 219].

Visual inspection of Figure 4.3B shows that accuracy was slightly higher during blocks

1 and 2 for the II Instructions group than for the II No-Instructions group. However,

neither of these differences is significant and the Bayes factors suggest slight evidence in

favor of there being no difference [Block 1: t(29) = 1.15, p = .26, dCohen = .43, 95%CId =

(−.29, 1.14), BFNull = 2.2; Block 2: t(29) = 1.13, p = .27, dCohen = .43, 95%CId =

(−.28, 1.14), BFNull = 2.3; Combined Blocks 1 and 2: t(29) = 1.25, p = .22, dCohen =

.47, 95%CId = (−.25, 1.18), BFNull = 2.0).

These analyses show that Instructions improved accuracy in the RB conditions, but

not in the II conditions. Accuracy alone however, is insufficient to determine whether

instructions did or did not affect the ability of participants to follow those instructions.

This is because a variety of different strategies could lead to approximately equal accura-

cies, and one group could have higher accuracy than another, not because they were more

likely to use a strategy of the optimal type, but for some other reason (e.g., better criterial

learning; less criterial noise). To examine this issue, we fit a variety of different decision-

bound models (Ashby & Valentin, 2018; Maddox & Ashby, 1993) to the responses of

individual participants separately during their first and last 100 trials. The models as-

sumed a procedural strategy, a rule-based strategy, or random guessing. These models

are described in the Appendix, but briefly, two different types of rule-based models were

fit. One type assumed a simple one-dimensional rule (that focused all attention either

on bar width or bar orientation) and the other type assumed some type of conjunction

rule (with the category A response quadrant in any of the four possible locations). The

procedural model assumed that participants separate the categories using an angled lin-

ear decision bound. The procedural and rule-based models all included a noise variance

parameter. Each of these different models was fit to the first and last 100 responses of
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each participant and the best-fitting model was recorded (i.e., the model with the lowest

value of the BIC goodness-of-fit statistic).

The results are shown in Figure 4.4. The top panel shows the results for the first 100

trials of training, and the bottom panel shows results for the last 100 trials. First, note

that in the RB conditions, instructions substantially increased the number of participants

who used a strategy of the optimal type – that is, a conjunction rule – during both

early and late training. In fact, in both cases, this difference was significant. During

early training, 8 of 14 participants in the Instructions condition used a conjunction rule,

in contrast to 1 of 13 participants in the No-Instructions condition (Z = 2.70, p =

.007, BFALT = 4.6). During late training, these ratios were 13/14 and 3/13 participants,

respectively (Z = 3.687, p < .001, BFALT = 19.5). Therefore, instructions not only

improved RB accuracy, but also increased the likelihood that a participant would use a

conjunction rule both during the initial blocks of training, and during the last blocks in

the session.

Second, note that results are very different in the II conditions. In fact, the percentage

of Instructions and No-Instructions participants who used a procedural strategy was not

significantly different during either early or late training. During early training, fewer

than half of the participants used a procedural strategy, and the percentages were almost

identical in the two conditions (7/15 for Instructions versus 7/16 for No Instructions; Z =

.17, p = .87, BFNull = 1.4). During late training, most participants in both conditions

used a procedural strategy, but again the percentages were similar (12/15 for Instructions

versus 14/16 for No Instructions; Z = 0.567, p = .571, BFNull = 1.3). So we found no

evidence that instructions affected accuracy or strategy use in the II conditions.

One possible concern is that the absence of an effect of instructions in the II conditions

may have been due to a ceiling effect. Accuracy improved in both conditions between the

first and last blocks by only around 10%, which does not leave much room for instructions
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Figure 4.4: Percentage of participants whose responses were best accounted for by
each of each of four types of decision bound models. The top panel shows results for
the first 100 trials of training, whereas the bottom panel shows results for the last 100
trials of training. The general linear classifier (GLC) assumes a procedural strategy
that is of the optimal type in the II conditions. A conjunction rule is optimal in the
RB conditions.
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to boost accuracy. On the other hand, as noted earlier, accuracy is an insensitive measure

of strategy. Critically, note that fewer than half the participants used a procedural

strategy during the early blocks of II training in both conditions (see Figure 4.4). Thus,

there is ample room for instructions to have significantly increased procedural strategy

use. For example, 7 of 16 II No-Instructions participants used a procedural strategy.

If instructions had caused 11 or more of the 15 II Instructions participants to use a

procedural strategy, then the effect of instructions would have been significant. So we

believe a ceiling effect is unlikely.

Even so, to examine this issue in more detail, we also compared the number of trials

required for each participant to reach a learning criterion. If instructions facilitated per-

formance in the II condition, then we would expect participants in the Instructions con-

dition to have a lower trials-to-criterion than participants in the No-Instructions group.

Figure 4.3 shows that mean accuracy in both II conditions asymptoted at around 80%

correct. Therefore, we used 80% correct as a conservative learning criterion. We also

repeated the analysis for the less conservative criterion of 75% correct. Percent correct

was calculated over a sliding 50-trial window and trials-to-criterion was defined as the

last trial of the first sliding window for which accuracy met or exceeded the learning

criterion (Maddox, Ashby, Ing, & Pickering, 2004). Participants who did not meet the

criterion for any of the sliding blocks were excluded from this analysis. All II participants

met both learning criteria (and therefore, none were excluded). In the RB conditions,

7 No-Instructions participants and one Instructions participant were excluded using the

conservative criterion. However, the less conservative 75% criterion excluded only 3

No-Instructions participants and none of the Instructions participants. Because trials-

to-criterion exhibits a positive skew across participants, we normalized the data using a

log transform.
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In the II conditions, instructions had no effect on trials-to-criterion according to

either learning criterion [80% correct: t(29) = 1.0, p = .31, dCohen = .35, 95%CId =

(−.36, 1.06), BFNull = 2.5; 75% correct: t(29) = 1.4, p = .16, dCohen = .45, 95%CId =

(−.26, .12), BFNull = 1.7]. In the RB conditions, the effect of instructions on trials-

to-criterion was not significant when the more conservative learning criterion was used

[t(17) = 1.9, p = .08, dCohen = .93, 95%CId = (−.04, 1.89), BFALT = 1.2], but because

so many No-Instructions participants were excluded, this null result is misleading. With

the less conservative 75% criterion, which excluded fewer participants, the Instructions

group did reach criterion in significantly fewer trials than the No-Instructions group

[t(22) = 4.3, p = .0003, dCohen = 1.2, 95%CId = (.33, 2.09), BFALT = 97].

4.4 Discussion

Our results revealed a substantial difference in the efficacy of explicit instruction in

RB versus II categorization. With RB categories, prior instructions about the optimal

strategy led to an immediate and highly significant boost in categorization accuracy and

optimal strategy use that persisted throughout the entire training session. In contrast,

with II categories, we found no evidence that prior instructions about strategy had any

effect on overall performance, initial learning, or strategy selection. Whereas the benefits

of instruction with RB categories confirm intuitive expectation, the absence of any in-

structional benefit in the II conditions seems counter-intuitive. We are routinely taught

that instructions are beneficial, even in highly complex motor tasks. Our results question

this conventional wisdom.

Note that all of our observed results were predicted a priori by COVIS and the

two current best-performing difficulty measures (Boolean Complexity and the SDM).

COVIS assumes that learning in RB tasks is mediated primarily by an explicit, rule-
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discovery process. Therefore, COVIS predicts that being instructed beforehand about

the optimal rule should greatly facilitate RB performance. For example, being told that

the optimal rule is a certain type of logical conjunction obviates the need to investigate

one-dimensional rules, or logical disjunctions, or any other type of logical conjunction.

Even so, note that COVIS predicts that even under these conditions, some trial-by-trial

learning is still required because the participant must learn the correct criterion on each

dimension. In particular, participants were instructed that the optimal strategy was to

“respond A if the lines are thick and tilted; otherwise respond B,” but note that these

instructions provide no information about the exact thickness that separates thick and

thin lines, or the exact orientation that separates tilted and non-tilted lines. Participants

must use trial-by-trial feedback to learn these criteria. For this reason, the accuracy

increase during the first three blocks that is apparent in Figure 4.3 in the RB Instructions

condition is predicted by COVIS.

In contrast, COVIS predicts that performance improvements in II tasks are due pri-

marily to striatal-mediated procedural learning that is outside of conscious awareness.

In fact, the ”I” in COVIS stands for ”implicit.” This system learns stimulus-response

associations and does not employ any type of rule (Ashby & Waldron, 1999). As such,

it cannot take advantage of any abstract information about the category structures.

Note that our results are also incompatible with almost any theory that assumes RB

and II learning are mediated by the same processes. For example, consider exemplar-

based models of learning like ALCOVE (Kruschke, 1992). ALCOVE predicts that per-

formance improvements occur in categorization tasks for two reasons. First, as more

trials are completed, there are more stored exemplar representations to consult, which

increases accuracy. Second, the participant must learn how much perceptual attention

should be allocated to each stimulus dimension. Prior instruction cannot help with the

first of these problems, but it can certainly help with the second. So ALCOVE predicts
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that prior instruction could improve performance because the instructions could acceler-

ate attentional learning. The problem for ALCOVE in the present experiments, though,

is that equal attention to both dimensions is optimal in both our RB and II conditions.

The instructions we gave participants made this clear. In the RB Instructions condi-

tion, participants were told that the optimal strategy was to ”Respond A if the lines

are thick and tilted; otherwise respond B.” In the II Instructions condition, participants

were told that the optimal strategy was to ”Respond A if the lines are more thick than

tilted; otherwise respond B.” Note that both sets of instructions emphasize each stimulus

dimension equally. Therefore, it seems that ALCOVE must predict an equal benefit of

instructions in both conditions.

One interesting question is why so few participants used a rule of the optimal type

in the RB No-Instructions condition (only 3 of 13), especially given that 13 of 14 RB-

Instructions participants used a conjunction rule. This poor performance is likely not

due to visual confusions caused by the relatively small gap between exemplars from

the contrasting categories. Instructions do not improve visual acuity, so if acuity was the

cause, then performance should have been equally poor in the RB-Instructions condition.

In addition, previous studies have reported high accuracy with a much lower between-

category gap when the optimal rule is one dimensional (e.g., L. A. Rosedahl and Ashby

(2021)). A much more likely explanation is that conjunction rules have low salience.

COVIS predicts that new rules are selected for testing based on their salience, with more

salient rules being chosen more frequently than less salient rules (Ashby et al., 1998, 2011).

One-dimensional rules are the most salient, so COVIS predicts that participants begin

category learning by testing one-dimensional rules. As these simple rules are rejected,

less salient rules are selected and tested, and this process is predicted to continue until

participants discover the correct conjunction rule. Rules of very low salience might be

rarely discovered, so COVIS predicts that if conjunction rules have low enough salience
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then many participants will fail to adopt a conjunction rule, given standard feedback-

based training. Evidence supporting this hypothesis was reported by L. Alfonso-Reese

(1996). In this free-sorting experiment, participants divided 100 uniformly distributed

stimuli (lines that varied in length and orientation) into two categories using any strategy

they wanted.3 They then repeated this process a total of 5 times, and each time they were

instructed to use a unique strategy that they had not tried before. Of the hundreds of

sorts that were recorded, almost all focused exclusively on one dimension and almost none

were conjunction rules. In fact, participants were much more likely to adopt a sequential

rule in which category membership was based on the relationship of the current stimulus

to the stimulus from the previous trial than they were to adopt a conjunction rule. These

results suggest that conjunction rules have low salience, which might make them difficult

to learn under standard feedback conditions.

What do our results say about the role of language in category learning? Verbal

instructions dramatically improved performance in the RB condition, but had no effect

on performance in the II condition. Why the difference? The instructions were clear

and accurate in both cases. As mentioned earlier, if we denote bar width by x and

bar orientation by y, then the II instructions were to: ”respond A if y > x; otherwise

respond B,” or equivalently to: ”respond A if y−x > 0; otherwise respond B.” If a robot

could measure bar width and bar orientation, then it would be trivial to program it to

follow these instructions, in which case it would respond with perfect accuracy.4 In fact,

stated this way, the II instructions look simpler than the RB instructions, which were to

”respond A if x < XC and if y < YC ; otherwise respond B,” for some criteria XC and

YC .

3Note that because the stimuli were uniformly distributed, there are no clusters of stimuli to discover,
so any way of sorting these stimuli into two categories is as valid as any other way.

4Note that, as in the RB condition, some learning would still be required to achieve perfect accuracy.
In particular, the unit of measurement on one of the dimensions would have to be adjusted so that the
two dimensions are equally weighted.
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COVIS predicts that the rule-discovery process is constrained to make independent

decisions about relevant stimulus dimensions and then to combine these decisions in a way

that can be described using Boolean algebra. In the present RB conditions, independent

decisions are first made about the level of each stimulus dimension (high versus low)

and then these are combined with the Boolean operator “and.” In the II condition,

the perceptual information must first be integrated into the difference y − x before any

decision is made and as a result, there is no Boolean analogue of the optimal strategy. For

this reason, COVIS predicts that the rule-discovery system cannot discover the optimal

strategy in the II conditions, and that verbal instructions cannot help the procedural

system because it does not learn any type of rule.

A variety of evidence supports this interpretation. First, of course, are the results of

the current experiment. Second, categorization difficulty in RB and II tasks depends on

qualitatively different properties of the category structures, and consequently, RB and II

tasks require different quantitative measures of difficulty (Ashby et al., 2019). The best

measure of difficulty in RB tasks was proposed by Feldman (2000), who hypothesized

that RB difficulty is determined by the Boolean complexity of the optimal classification

rule. He showed that Boolean complexity gave a good account of difficulty differences

across 41 different category structures that all had optimal rules that could be described

verbally. In contrast, the best measure of difficulty in II tasks was proposed by earlier

in this dissertation (L. A. Rosedahl & Ashby, 2019). This measure accounted for 87%

of the variance in final-block accuracy across a wide range of mostly II category-learning

data sets, and consistently outperformed 12 alternative measures. Third, patients with

aphasia are impaired in categorization tasks in which the optimal strategy depends on

one or two stimulus features and is easy to describe verbally, but not in tasks in which

the optimal strategy depends on many stimulus features and therefore is more difficult

to describe verbally (Lupyan & Mirman, 2013; Purdy, 2002).
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On the other hand, this verbalization hypothesis seems at odds with findings that

monkeys, like humans, learn RB categories faster than II categories that are identical

except for their orientation in stimulus space (Smith et al., 2010b, 2012). In the absence

of language, why should monkeys learn the RB categories faster, when pigeons and rats

learn them at exactly the same rate (Broschard et al., 2019; Smith et al., 2011)? First,

it is important to note that the optimal strategy in the RB tasks used in all of these

comparative studies was a one-dimensional rule, which is considerably simpler than the

conjunction rule used here. Second, for a one-dimensional rule such as “respond A if the

bars are thick and B if the bars are thin,” note that two operations are required. First,

perceptual attention must be allocated selectively to one stimulus dimension, and second,

a decision must be made about the value of the presented stimulus on this dimension.

Language may help with the second of these, but it seems less likely to help with the

first. In fact, the evidence is good that prefrontal cortex plays a key role in this type

of top-down selective attention (e.g., Desimone and Duncan (1995)). Therefore, the

monkey RB advantage may be because they have a well-developed prefrontal cortex that

facilitates selective attention to the relevant stimulus dimension, rather than because of

any language ability.

One important question is how our findings generalize to real-world situations. Al-

though we found no evidence that instruction provided any benefit to the procedural

learning thought to control behavior in our II conditions, this does not mean that in-

struction is likely to be completely useless in real-world tasks. Indeed, even for real-world

tasks that are mediated primarily by procedural learning, instruction is likely to provide

some benefit.

Why the difference between our results and what we expect in real-world tasks?

One possible difference may be that in many difficult real-world classification tasks in

which expertise depends on procedural learning, there is nevertheless an explicit rule
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that achieves above-chance accuracy, but is complex enough that a naive learner is un-

likely to discover it without explicit instruction. For example, consider the problem of a

radiologist looking at calcifications in a mammogram to determine if the patient needs

further evaluation. In this task, judgments of an expert radiologist depend on difficult-

to-verbalize decisions such as whether the calcifications are unusual or of varying shapes

and sizes. Even so, above-chance accuracy is achieved with the explicit rule that further

evaluation is recommended if there are five or more calcifications in 1 cubic centimeter

of tissue (Nalawade, 2009). Explicit instruction should facilitate the acquisition of this

suboptimal rule, which should allow a novice to improve quickly in the task, but not

nearly to the performance levels of a true expert. Because evidence suggests that the

procedural system learns during explicit control (Crossley & Ashby, 2015), the initial

use of an explicit rule bootstraps procedural learning and allows for above-chance per-

formance while the procedural system learns in the background. In our II conditions,

a simple, one-dimensional rule in which all attention is allocated to either one of the

two stimulus dimensions allows above-average accuracy, but this rule is probably simple

enough that it can be discovered without instruction (e.g., Ashby, Queller, and Berretty

(1999)).

Another important distinction between the stimuli used here and real-world objects

is the number of feature dimensions and their spatial configuration. In the stimuli we

used, both dimensions were relevant and could be resolved with a single eye fixation. In

contrast, many real-world objects, such as x-ray images, include many irrelevant features

and one or more eye movements may be required to foveate all the relevant informa-

tion (sometimes across multiple images e.g., Lago et al. (2020)). In these situations,

instructions could help people allocate attention to the relevant features and assist in

the development of optimal fixation patterns. These issues should be explored in fur-

ther work that examines the role of instructions in more realistic tasks with stimuli that
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include irrelevant and spatially separated features.

Current training methods for difficult, real-world classification tasks are highly id-

iosyncratic. For example, radiologists are primarily trained through an apprenticeship

model (Kellman & Garrigan, 2009) that likely varies widely across venues. Our re-

sults provide some initial guidelines about how traditional training methods might be

re-examined and improved. In particular, our results suggest that the development of

expertise might be facilitated if instruction focused exclusively on the explicit compo-

nents of expert classifications, and the implicit components were improved exclusively

through practice. Some support for this hypothesis can be found in a recent report

that a histopathology teaching module that does not depend on explicit instruction out-

performed traditional training methods (Krasne, Hillman, Kellman, & Drake, 2013; Ri-

moin, Altieri, Craft, Krasne, & Kellman, 2015; Romito, Krasne, Kellman, & Dhillon,

2016). Our results predict that this is likely because the task that was trained depended

primarily on implicit skills. A test of this prediction requires further research that at-

tempts to identify explicit and implicit components of real-world classification skills.

Fortunately, ample tools are now available to attack this problem. For example, cur-

rently, more than 30 empirical dissociations between learning and performance in RB

and II categorization tasks have been identified, and many of these have been replicated

in independent labs (for a review of many of these, see Ashby and Valentin (2017b)). For

example, a feedback delay of just a few seconds impairs II learning, but not RB learning

(Crossley & Ashby, 2015; Dunn, Newell, & Kalish, 2012; Maddox, Ashby, & Bohil, 2003b;

Maddox & Ing, 2005; Yagishita et al., 2014). In contrast, a simultaneous dual-task that

requires executive function impairs RB learning, but not II learning (Waldron & Ashby,

2001; Zeithamova & Maddox, 2006). Therefore, one could examine initial learning of

various components of skilled performance with either immediate or delayed feedback

and under both single-task and dual-task conditions. The resulting performance profile
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should make it possible to identify whether each component depends primarily on explicit

or procedural learning.

Finally, we should note an important limitation of the work presented here – namely,

that the category structures and stimuli we used are much simpler than in almost all

real-world classification tasks. As mentioned above, there are likely many II tasks in

which performance could benefit from instructions that guide allocation of executive

attention or bootstrap procedural learning by training a suboptimal rule that performs

above chance. At the same time, we expect that some RB tasks will benefit less from

instruction than in our experiment. For example, perfect performance is possible in some

RB tasks without any instruction or feedback (Ashby et al., 1999). Future research using

more complex, real-world tasks should explore these issues in more detail.

4.5 Appendix

This appendix provides a brief overview of the decision bound modeling (DBM) de-

scribed in the results section. For more details, including exact equations that describe

each model, see Ashby and Valentin (2018), or Maddox and Ashby (1993).

In DBM, a series of models are fit to each participant’s response data. Because

different participants might use different strategies and each participant might switch

strategies throughout the course of learning, all models were fit to each successive block

of 100 trials separately for each participant. For each block of trials, we compared the

performance of three qualitatively different types of models: models that assumed the use

of an explicit rule, models that assumed a procedural strategy, and models that assumed

participants guessed on every trial.
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4.5.1 Models that assume an explicit rule

There were two types of models in this class. The unidimensional (UD) model assumes

that the participant sets a criterion on a single stimulus dimension and uses that criterion

to separate the categories. The UD model has two free parameters: the decision criterion

and the variance of perceptual and criterial noise. There were two versions of this model

– one that assumed selective attention to orientation, and one that assumed selective

attention to bar width.

The conjunction (CJ) model assumes that the participant sets a criterion value on

each stimulus dimension, uses these criteria to decide whether the presented stimulus has

a high or low value on each dimension, and then combines these two decisions using the

Boolean operator “and.” The CJ model has three free parameters: a criterion on each

dimension and the variance of perceptual and criterial noise. There were four versions

of this model – one in which the category A response was assigned to each of the four

possible quadrants of stimulus space.

4.5.2 Models that assume a procedural strategy

One model assumed a procedural strategy – namely, the general linear classifier

(GLC). The GLC assumes the participant separates the categories using a linear de-

cision bound. When the decision bound is neither vertical nor horizontal, it mimics

a procedural strategy in which information from the two dimensions is integrated pre-

decisionally (i.e., in a linear fashion). The GLC has three free parameters: the slope and

intercept of the decision bound, and the noise variance.

4.5.3 Models that assume guessing

Two models assumed the participant guessed on every trial. One model assumed A
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and B responses each were selected with probability .5, and one model assumed that an

A response was given with probability p and a B response was given with probability

1 − p. The former model has zero free parameters and the latter model has one (i.e.,

p). The former model is useful for identifying participants who try, but fail to learn, and

the latter model is useful for identifying participants who ignore the stimulus and simply

press the same response key on every trial (in which case, the best-fitting parameter value

is either p = 0 or p = 1).

4.5.4 Model comparison

All model parameters were estimated using the method of maximum likelihood. The

Bayesian Information Criterion (BIC) was used to determine which model best fit the

data:

BIC = r ln(N)− 2 ln(L) (4.1)

where N = sample size (i.e., 100 trials in this case), r = the number of free parameters

(e.g., 3 for the GLC), and L is the model likelihood. Note that BIC penalizes models

for both a bad fit and for the number of free parameters. A lower BIC is better, so the

best-fitting model for each block was the one with the lowest BIC.

4.5.5 Testing the models on simulated data

Although DBM has been used successfully in many studies for several decades now,

its ability to identify the strategy a participant used depends on the exact statistical

properties of the contrasting categories and on the sample size of the data that the

models are tested against. Therefore, to verify that DBM can accurately distinguish

between response strategies given the current category structures and sample sizes we

used, we tested the performance of the different models on simulated categorization data.
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For each of the RB and II category structures illustrated in Figure 4.1, we created two

simulated data sets: one from a hypothetical participant who responded optimally on

every trial without noise, and one from a hypothetical participant who used the optimal

strategy on a random 60% of trials (without noise) and guessed on the remaining 40% of

trials. Note that the former participant always responds with perfect accuracy, whereas

the latter participant responds correctly with probability .8 (i.e., .6×1+.4×.5). For each

category structure and each hypothetical participant, we simulated 1,000 blocks of data,

where each data set included responses to 100 stimuli that were randomly selected from

the two categories. To match the experimental procedure as closely as possible, the exact

number of stimuli from each category was allowed to vary across blocks. The optimal

participant represents a conservative test of DBM because, in the absence of noise, we

expect the correct model to provide the best fit, despite the fact that, on average, only

50 of the 600 exemplars that defined each category were sampled in each of the 1,000

simulated data sets. In contrast, the guessing participant represents a serious challenge

for DBM. Because almost half of the responses are guesses, the decision strategy used on

the non-guessing trials is masked by considerable noise.

The results are described in Table 4.2. Note that, as expected, DBM identified the

correct strategy of the hypothetical participants who responded optimally in all 2,000

simulated data sets. Somewhat surprisingly, however, note that DBM performed well

even when the hypothetical participant guessed randomly on 40% of the trials. With

the RB categories, DBM correctly identified the conjunction rule that the participant

used on the other 60% of trials in more than 99% of the simulated data sets. DBM

also performed impressively, although slightly less so, with the II categories – correctly

identifying the procedural strategy that was used on the non-guessing trials in more than

80% of the simulated data sets.
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Table 4.2: DBM Simulation Results
Model

Participant UD CJ GLC Guessing
RB Optimal 0 100 0 0
RB Guessing 0 99.4 0.6 0
II Optimal 0 0 100 0
II Guessing 0 19.8 80.2 0

Note. Numbers are the percentage of the 1,000 simulated blocks that each model was
best fitting according to BIC.
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General Discussion

While there exist well-performing difficulty measures for the explicit category learning

system (Feldman, 2000), there has been no such measure for the procedural system.

Previous work on predicting procedural categorization difficulty met with some success

(L. A. Alfonso-Reese et al., 2002), but the measures were tested on a limited number of

category structures, used structures that are thought to be at least partially learned by

the explicit system, and were not based on the neurobiology of human category learning.

The aim of this dissertation was to fill this gap in the field by developing a biologically-

motivated difficulty measure for procedural category learning.

In Chapter 2, I utilized a previously derived closed-form expression (Ashby & Rosedahl,

2017) for the response probabilities of the procedural system to develop a procedural sys-

tem difficulty measure. This measure is coined the Striatal Difficulty Measure (SDM)

to reflect that procedural learning depends critically on the striatum (L. A. Rosedahl

& Ashby, 2019). The SDM predicts difficulty using the ratio of between-category and

within-category similarity, with similarity measured using a biologically-motivated simi-

larity function. This similarity function provides the one free parameter of the SDM (γ),

which captures the combination of sensory neuron tuning and noise.
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The SDM was tested against three previous measures from category learning (ideal ac-

curacy of the ideal observer, category separation, and covariance complexity) (L. A. Alfonso-

Reese et al., 2002) and nine measures from the machine learning literature (Lorena et al.,

2018). Performance of the measures was compared on a diverse dataset of 17 category

structures. These structures were from different labs, had different stimulus types includ-

ing both binary and continuous-valued dimensional stimuli, and included both linearly

and nonlinearly separable categories. The SDM outperformed all the other measures

across this range of conditions, accounting for 87% of error rate variance across all con-

ditions for the SDM averaged across the range of γ values and 91% for the best-fitting

gamma value.

Because the other difficulty measures we were comparing the SDM against did not

have a free parameter, we averaged the SDM predictions across a wide range of γ values

to get the end predictions for Chapter 3. However, because tuning functions should

remain relatively constant across similar participant populations we predicted that the

γ value should be constant across studies utilizing the same stimuli. Importantly, the

ordinal predictions of the SDM varied little across γ values, demonstrating that while

fitting γ from previous results can potentially increase accuracy, it is not necessary for

consistent performance.

In addition to outperforming the other measures, the neural model underlying the

SDM allows it to make predictions the other measures cannot. For example, adding

a noise mask to a stimulus will increase γ and therefore increase difficulty; uniformly

contracting the stimulus space will increase difficulty; and subjects with reduced visual

acuity should show decreased performance. While these effects could be modeled in the

other measures, they are not predicted by their current forms as they are the SDM.

This work also has implications for the field of computer-assisted classification (and

broadly human-computer partnerships). Because the SDM outperformed the other mea-
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sures which were designed for artificial intelligence tasks, it must be capturing some

aspect of human performance which is not present in AI systems. This suggests that

the SDM could be used to determine when a human is most likely to need computer

assistance and could be combined with a measure of the AI system’s perceived difficulty

to determine whether the human or computer should take lead for specific tasks.

Chapter 2 developed and tested the SDM, verifying that it outperforms existing

measures on predicting human categorization performance. Chapter 3 Experiment 1

goes a further step by demonstrating that the SDM can be used to predict categorization

performance. Simultaneously, it tests a prediction from Chapter 2: that the value of the

one free parameter in the SDM (γ) should remain constant across experiments with the

same stimuli.

After fitting the value of γ from a meta-analysis of previous studies, the SDM was

used to predict the difficulty ordering of three category structures that varied on two

factors with previously uncertain role in procedural difficulty: linearity of the optimal

bound and variability along an irrelevant dimension. Consistent with the predictions of

the SDM, the short linear condition was approximately equal in difficulty to the non-

linear condition while the long linear condition was more difficult. Additionally, the SDM

accounted for 99% of the variance in the error rates across these conditions.

In addition to demonstrating that the SDM can be used to predict performance

ordering and verifying that γ can be set from previous studies, Chapter 3 Experiment 1

made another contribution to the field of categorization difficulty: it showed that bound

linearity has no impact on difficulty for the procedural categorization system. Previous

studies had reported variable results of bound linearity, showing nonlinear categories

were more difficult (Blair & Homa, 2001; Maddox & Filoteo, 2001), equal in difficulty

(Medin & Schwanenflugel, 1981; Smith et al., 1997), or less difficult (Levering et al.,

2019; Wattenmaker, 1995; Wattenmaker et al., 1986) than linearly separable categories.
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However, these studies lacked a method to control difficulty imposed by other factors,

so they varied on other difficulty metrics (such as optimal accuracy). Using the SDM

to carefully control for difficulty caused by within and between category similarity, this

experiment showed that bound linearity has no effect on difficulty, or at the very least

has a minuscule effect compared to stimulus similarity.

Chapter 3 Experiment 1 also showed that increased variability along irrelevant dimen-

sions increases procedural categorization difficulty. Irrelevant variability had previously

been shown to improve learning in tasks such as second language learning (Lively et al.,

1993; Perrachione et al., 2011), motor skill learning (Kerr & Booth, 1978; Huet et al.,

2011), and reading (Apfelbaum & McMurray, 2011; Apfelbaum et al., 2013). Simulta-

neously, studies in the category learning literature suggested that irrelevant variability

increased difficulty (Filoteo et al., 2007; Zeithamova & Maddox, 2009), but they included

only explicitly learned RB tasks and were unsupervised tasks or used subject groups with

known category-learning deficits. Consistent with the SDM, the results here showed that

increased irrelevant variability increases categorization difficulty for procedurally learned

category structures.

While the SDM correctly predicted the impact of irrelevant variability for procedural

learning, the best current difficulty measures for explicit learning (Boolean Complexity)

predicts irrelevant variability should not impact explicit categorization difficulty. Chapter

3 Experiment 2 tested this prediction by using Rule Based category structures that are

learned explicitly. The results confirmed the predictions of Boolean complexity, showing

no impact of irrelevant variability on explicit categorization difficulty. In addition to

adding to our knowledge of explicit categorization, this adds to the 30+ dissassociations

between procedural and explicit learning.

Finally, in Chapter 4 I tested another experimental design factor that Boolean Com-

plexity and the SDM have different predictions for: instructions on the optimal catego-
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rization strategy. The results aligned with the predictions of the measures (and COVIS),

showing that instructions increased performance for the Rule-Based structure learned

using the explicit system but not the Information-Integration structure learned using

the procedural system. This work further verified the validity of the difficulty measures

and provided yet another dissociation between the explicit and procedural categorization

systems.

Additionally, the results of Chapter 4 suggest that current training paradigms could

greatly benefit from closer examination to determine if instructions are providing a benefit

to the learners. Instructing beginning learners on the optimal way to perform a task is

one of the most common instructional techniques, yet the results here show it might not

always be beneficial. Future work examining the learning systems involved in real-world

tasks can shed more light into which tasks benefit from instructions and which would

benefit from that time being spent on practice instead.

5.1 Difficulty and Multiple Systems of

Category Learning

One of the longest-running critiques of the 30+ dissociations that have been shown

between the procedural and explicit category learning systems is that the tasks used for

the dissociations (RB and II tasks) differ in fundamental difficulty (Edmunds, Milton,

& Wills, 2015; Le Pelley, Newell, & Nosofsky, 2019; Nosofsky, Stanton, & Zaki, 2005;

Zaki & Kleinschmidt, 2014). In a recent paper, we examined this question in detail and

tested a prediction of the difficulty-difference hypothesis: that there should be a single

measure that predicts difficulty in all categorization tasks. To test this, we compared the

predictions of the difficulty measures used here in Chapter 2 on two categories (one RB
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and one II). Because the II categories that were used were generated by rotating the RB

categories by 45 degrees in stimulus space, all stimulus spacing and category separation

statistics were the same across the two categories. As one might expect, the majority

of the difficulty measures (the SDM included) predicted no difference across these two

categories. Importantly, the two measures that predicted II categories should be more

difficult (VOR and CFE) both performed poorly in the rank ordering of category by

difficulty presented here in Chapter 2.

Additionally, we trained a well-known neural net (AlexNet) to categorize the stimuli.

Similar to the difficulty measures, AlexNet did not predict II categories would be more

difficult. In fact, for the test stimuli used in the paper AlexNet performed better on the II

category structure. However, AlexNet’s performance was above 99% for both structures,

so the difference was very small and is unlikely to be significant.

While that work showed that none of the current best-performing difficulty measures

can predict performance for both RB and II categories, it does not eliminate the pos-

sibility that such a measure could exist. The work presented here in Chapters 3 and

4 provide evidence that it is highly unlikely such a measure can exist. In Chapter 3,

I showed that irrelevant variability (variability parallel to the optimal decision bound)

impacts difficulty for the procedural system but not the explicit system. Therefore, any

measure that predicts difficulty should increase with irrelevant variability would be able

to account for the procedural system performance differences but would be unable to

account for explicit system performance, and vice versa.

The results of Chapter 4, that instructions on the optimal bound increase performance

for the explicit system but not the procedural system, provide a similar problem to

any difficulty measure attempting to account for both procedural and explicit system

performance. A measure based on rule complexity will correctly predict that instructions

should help the explicit system, but will incorrectly predict that instructions should also
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help the procedural system, and vice versa.

Together, these results provide a seemingly impossible obstacle to developing a unified

difficulty measure for both systems. Or course, a measure that uses different difficulty

metrics depending on if the optimal bound can be described using Boolean Algebra or

not could potentially model overall difficulty, but as mentioned earlier this would be

equivalent to applying different difficulty measures to the two cases. And, even in that

case, there would need to be some motivation for the use of the Boolean Algebra criterion

to determine which measure to use, which seems difficult to do without acknowledging

the structures are being learned in qualitatively different ways.

5.2 Potential Limitations and Future Directions

The only real failure of the SDM was in Chapter 3, where it predicted that Shepard

et al. (1961) type II categories should be harder to learn than they are. However, type II

categories structures can be learned using a logical disjunction, and therefore are likely

learned by the explicit system (this is also the case for type I categories). This points to

an existing gap in the literature: it is currently unknown which category learning systems

learn each of the SHJ conditions. As perhaps the most famous category learning task,

the SHJ categories have served as an initial test dataset for many theories of category

learning. However, to date there has been no work on determining which system is learn-

ing which SHJ category type. This is potentially the cause of the SDM’s misprediction

and could be resulting in new category learning models being tested on data they cannot

realistically be expected to model. A future study should be focused on answering this

important open question.

One current limitation of the SDM is that it requires existing data to fit its one free

parameter (γ). While this is not an issue for experiments using well-established stimuli
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types (e.g. the gabor discs used here), experiments using new stimulus types (such as

cartoon fish (L. Rosedahl & Ashby, 2018)) will not have these data. Because γ is directly

tied to tuning of visual neurons, it is theoretically possible to estimate it from other

measurable qualities such as the Just Noticeable Difference along features, but further

work is needed to verify this.

Along similar lines, the SDM currently requires an understanding of the feature di-

mensions used during learning. Given recent developments showing Neural Nets learn

similar features to the brain (Khaligh-Razavi & Kriegeskorte, 2014; Eickenberg, Gram-

fort, Varoquaux, & Thirion, 2017; Güçlü & van Gerven, 2015), an exciting area for future

development is using machine learning to extract relevant feature magnitudes to use with

the SDM. If this worked, it would also provide a clear way to predict human vs. computer

performance on a wide range of tasks.

Finally, an exciting avenue for future research is expanding the SDM to account for

stimulus-specific difficulty in addition to overall task difficulty. Especially with the goal of

utilizing the SDM in tandem with machine learning difficulty measures to determine the

optimal balance of control during human-computer partnerships, being able to predict

difficulty of specific judgments within a larger task will be essential.

Overall, this dissertation demonstrated that the SDM has the potential to be a valu-

able tool in both experimental design and human performance enhancement. Future

research should generalize the SDM to account for many other factors that are known

to affect human category learning, including fatigue (Maddox et al., 2009), stress (Ell

et al., 2011), and the retinal location of the stimulus during training versus testing

(L. A. Rosedahl et al., 2018) in real-world tasks. The SDM can then be used to improve

human-computer partnerships for important categorization tasks such as radiologists

scanning x-rays for tumors, TSA agents examining bag scans for banned items, and

more.
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