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Abstract 

The human microbiome comprises a plethora of interacting bacteria. The composition 

of the microbiome has been correlated with conditions such as inflammatory bowel disease, 

colon cancer, diabetes and obesity. Manipulating the composition and function of the 

microbiome has huge potential for improving the human condition. Because the microbiome is 

an interacting, cooperating consortium, understanding how bacteria interact and assemble in 

communities is key to engineering a synthetic microbiome. In this thesis an exploration of the 

building of microbial communities is presented in two-fold. 

First, bacterial members of the human microbiome are identified based on their 

prevalence and variation among many subjects. These bacterial species could function as 

potential starting points for exploring building a synthetic microbiome optimized for human 

health.  

Second, a novel method in droplet-microfluidics is presented that uses two-

dimensional droplet constriction and high-speed fluorescent particle detection to accurately 

count and sort droplets with sub-micron particles. This technology can be used to build 

defined communities of bacteria at a relevant scale, in high-throughput, with many replicates 

and with single cell control.  

As synthetic biology strives to understand life by building it, these studies aim to 

provide new tools and resources for the study of microbial interactions and the assembly 

dynamics of their communities. Applications of this work could potentially lead to the 

engineering of key members of the microbiome into a synthetic consortium individually 

optimized for human health. 
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Chapter 1: Introduction 

In the laboratory setting, microorganisms are usually treated as clonal individuals, 

studied in optimal conditions and grown on a macro-scale. The natural environment, however, 

rarely provides microorganisms with conditions that allow them to grow at optimum rate and 

interact at laboratory culture density [1,2]. In contrast with the comfortable life in the laboratory, 

a prokaryote competing in the wild will need to assemble communities, deal with the depletion 

of a limited nutrition supply, and interact with the other microbes in the micro-environment to 

prevent its life to be solitary, poor, nasty, brutish, and short. 

We now also appreciate that even cells from a clonal population can differ genetically, 

behaviorally and biochemically from one each other [3]. However, we do not yet understand 

the significance of these individual differences for microbial ecology and population dynamics 

at natural densities. Being able to study microbial dynamics at a single cell level could facilitate 

an understanding of infection by elucidating the mechanisms and strategies microbial 

pathogens can take in establishing critical mass [4]. It also paves the way for studies of 

microbial interactions that are found in many natural sites, including the human microbiome [5]. 

The human microbiome comprises a plethora of interacting bacteria. The composition 

of the microbiome has been correlated with conditions such as inflammatory bowel disease, 

colon cancer, diabetes and obesity [6]. Manipulating the composition and function of the 

microbiome has huge potential for improving the human condition [7]. In chapter 2 I describe 

my work in identifying interesting bacterial members of the human microbiome based on their 

prevalence and variation among many subjects [8]. The bacterial species mentioned in this 

study could function as starting points for exploring building a synthetic microbiome optimized 

for human health [9]. Because the microbiome is an interacting, cooperating consortium, 



 9 

understanding how bacteria interact and assemble in communities is key to engineering a 

synthetic microbiome.  

 In chapter 3 I describe a technological innovation using droplet-based microfluidics to 

build defined communities of particles in the 1µm range (the scale of most bacteria). This 

technology was developed to create defined communities of bacteria at the single cell level in 

high-throughput and many replicates. A potential application of this work is the study of 

(synthetic) bacterial community assembly and robustness.  

In this introductory chapter I introduce the nascent fields of synthetic ecology and 

droplet-microfluidics - with sorting based on encapsulated particles in particular. My thesis 

work originates in the synthesis of these two fields. 

Synthetic Ecology 

Synthetic biology strives to understand life by building it. The goal is to be able to 

design and build living systems that behave in predefined, predictable ways using 

interchangeable parts [10]. By simplifying and isolating components and variables, synthetic 

biology allows for experiments that would be too difficult to interpret in their natural context 

[11]. Although most work in synthetic biology is focused on genetic parts and devices [10], 

recently there has been some effort in using cell populations as building blocks to study what 

might be called synthetic ecology; the social interactions of engineered microbial communities. 

There is great potential of building microbial communities for biotechnology as consortia of 

microorganisms can perform functions that are incompatible in a single cell [12]. They also 

enable a modular approach to engineering. Since cloning is still the main bottleneck of 

biological engineering, the ability to combine different cells with single genetic programs, 

instead of integrating multiple circuits in a single cell, potentially allows for faster prototyping 
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and tuning. Additionally, consortia can endure more changeable environments, and are more 

robust to fluctuations, including invasions by other species [12,13].  

Synthetic biology can also be used to engineer consortia that are easier to control and 

interpret than natural systems. In this role, synthetic ecology functions to study the 

fundamental rules underlying bacterial ecology and to develop and validate models of natural 

bacterial populations assembly and interaction. Most synthetic ecology studies have focused 

on cooperation, as even the simplest cooperative interaction is difficult to explain when it 

brings a population benefit at the expense of the individual [14]. Most microbes rely on 

cooperative population-level traits for their survival. For example, the yeast Saccharomyces 

cerevisiae carries out part of its sucrose metabolism as a population by secreting sucrose-

digesting enzymes [14]. An analogous system was studied in a mixture of two strains of yeast, 

each of which engineered to overproduce a nutrient that is required by the other, resulting in 

surprisingly complex dynamics as the nutrients were not available until the onset of cell-death, 

making growth rate dependent on the rate of death [15].  

Another example is the opportunistic pathogen Pseudomonas aeruginosa that secretes 

siderophores to scavenge for host-bound iron to grow in the iron-limited conditions of the host, 

providing a group benefit at the cost of siderophore production for the individual. Once 

secreted, these molecules become a ‘public-good’ that benefit all cells, including non-

producers. Differences in the level of cooperation makes social interaction open to exploitation 

[16]. In an engineered public-good system consisting of a quorum-sensing signal that activates 

the expression of an antibiotic resistance gene, producers were competed against non-

producers [17]. This system was used to demonstrate the counterintuitive result known as 

Simpson’s paradox, where even when a cooperative genotype decreases locally in sub 

populations, it can increase in frequency in the global gene pool. 
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A more complex dynamic was created in the Escherichia coli based predator-prey 

system with interactions mediated by two quorum-sensing autoinducers [18]. This synthetic 

ecosystem resembled canonical predator-prey systems, resulting in extinction, coexistence 

and oscillatory population dynamics. These and other studies emphasize the complex 

dynamics that may arise in systems with simple rules of interaction [14]. However, the opposite 

can also occur, where simple statistical laws dominate complex population dynamics. Hekstra 

and Leibler measured microbial population dynamics under well-controlled external conditions 

and in many replicates [19]. They followed three species; a green alga, E. coli, and a ciliate in a 

closed fluorometric cuvette for years in over 50 replicates. By quantitatively characterizing the 

structure of variability in the population dynamics of these unperturbed self-supporting 

systems they found eigenvectors (or “ecomodes”) describing the correlations between the 

replicates, suggesting underlying ecological interactions that are common to all replicates.  

A more systematic study of cross-feeding knocked out one or multiple of 14 essential 

amino acids to create 14 auxotrophic strains for a single amino acid and 91 strains that were 

auxotrophic for two amino acids [20]. When combining auxotrophs it was observed that cells 

exchanging metabolically expensive amino acids had stronger cooperative interactions than 

those exchanging amino acids that were cheaper to synthesize. The trends of the quantitative 

models describing these Interactions in pairwise cross-feeding experiments with single knock 

outs were mostly conserved in 364 three-member consortia. However, a significant number of 

these higher-dimensional communities showed positive epistatic synergy, performing better 

than their two-member counterparts. The dynamic models were unable to quantitatively 

capture the behavior of consortia combining all 14 auxotrophs. Higher-dimensional consortia 

did not simply converge to simpler communities, but established complex cross-feeding 

relationships. These results suggest that division of labor might be a strong force in the 
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assembly of microbial communities and energy optimization could be the key to understanding 

and engineering microbiomes.  

One of the first examples of engineering the microbiome for the benefit of the host was 

the engineering of the probiotic strain Lactococcus lactis to reduce colitis in mice by secreting 

recombinant Interleukin-10 in the gastrointestinal tract [21]. Although multicellular organisms 

undoubtedly select themselves for the bacteria they host in their microbiome - possibly by 

metabolite secretion, the microbes themselves actively select for their co-inhabitants and even 

prevent invasion [22,13]. This behavior has also proven to be programmable. The quorum-

sensing pathway of E. coli has been engineered to detect small molecules secreted by the 

human pathogen Pseudomonas aeruginosa, triggering a self-lysis program that releases a 

bacteriocin killing P. aeruginosa [23]. Engineered E. coli was also able to detect and respond to 

Vibrio cholera infections by sensing their autoinducer-1 molecules [24]. However, to truly 

engineer the human microbiome, we have to go beyond minor and transient members of the 

microbiome like E. coli and L. lactis. Recently Mimee et al. adapted the synthetic biology tools 

for a prominent member of the human gut microbiome, Bacteroides thetaiotaomicron [25]. B. 

theta was equipped with a complex synthetic circuit enabling it to do advanced signal 

processing with applications like pathogen detection and response.  

 Although much progress has been made in engineering individual members of the 

microbiome, creating a synthetic consortium will require the understanding and manipulation of 

microbial interactions and the assembly of their communities. New technologies are actively 

being developed to study the microbes at relevant scale with single cell resolution, providing 

the basis for advancing the engineering of the microbiome at the level of the community [26]. 

One of the recent approaches is the use of microfluidics to control cell numbers and get single-

cell resolution of population dynamics. For example, the use of a microfluidic bioreactor 

comprising six independent 16 nl reaction chambers, able to maintain populations of 
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approximately 102 to 104 cells, enabled the long-term monitoring of the dynamics of E. coli 

containing a synthetic population control circuit that regulates cell density through a quorum-

sensing based feedback mechanism [27]. However, so far single-phase microfluidic devices 

have been unable to go from a single cell to a full culture in a controlled and high-throughput 

fashion. As the dynamics of community assembly will depend on initial conditions including the 

cell numbers, this level of control is critical to enable a truly quantitative approach of synthetic 

ecology.  

Park et al. used droplet-based microfluidics to co-cultivate symbiotic microbial 

communities in micron-scaled droplets with the goal of enabling laboratory cultivation of non-

culturables due to obligate symbiosis [28] Cross-feeding E. coli mutants were used as a 

synthetic model system to show that symbionts could be co-encapsulated and cultivated in a 

droplet. Only the cells in the droplets carrying both mutants were growing well after cultivation. 

Since there is no molecular exchange between droplets, the cultures grow independently. 

Interestingly, in a subsequent study Kerner et al. expanded on the cross-feeding E. coli by 

making the symbiosis of the auxotrophs tunable [29]. The two-member consortium could be 

programmed for desired strain ratio or growth rate.  

Combined, droplets and tunable symbionts could make for an ideal model system to 

study how symbiotic communities assemble from single cells at different levels of interaction. 

However, since droplet composition is dictated by the Poisson loading of the cells, no precise 

control over the number or identity of cells in the individual droplets is possible. Control of 

droplet loading is key to enabling such studies.  

Loading and Sorting Microfluidic Droplets  

Microfluidics uses channels with dimensions of tens to hundreds of micrometers to 

process and manipulate small amount of fluids (10-9 to 10-18 liters) [30].  Most microfluidic 
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devices are fabricated using soft lithography in PDMS, allowing for rapid prototyping.  

Microfluidic devices are highly modular and consist of series of generic components: methods 

of introducing, mixing, moving and sorting reagents and samples (as fluids) on the chip, using 

valves, mixers, pumps and detectors that are combined in modular fashion for new 

applications [30]. 

A relatively recent development is the use of a ‘flow focusing’ module that is able to 

pinch off gaseous threads with streams of liquid, producing monodisperse droplets [31,30]. 

These droplets can serve as compartments to study biological phenomena. Other notable 

modules include pico-injection [32], which is used to add reagents to drops after they have 

been formed, and sorting [33] which combines detection with the splitting of the stream of 

droplets at a junction. Importantly, single cells can be encapsulated in droplets, allowing for 

quantitative biological studies on a single-cell basis in their own microenvironment [34,35]. 

However, if cells are distributed randomly in the aqueous solution, the number of cells that get 

encapsulated in a droplet is dictated by Poisson statistics [36]. Generating droplets with 

numerically defined numbers of encapsulated particles is inherently limited by the process of 

random loading. The distribution of particles in a droplet follows the Poisson distribution with 

the probability mass function of f(k; λ) = λk / k! *  e-λ  where λ is the expected value of particles 

per droplet based on the dilution and k is the observed value. The result of the Poisson 

statistics is that most droplets will not have the number of particles that are intended to be 

encapsulated. For example, when attempting to load more than one particle, a maximum of 

~27% can be obtained for N=2. Since these probabilities multiply in combinatorial assemblies, 

the maximum success rate of, for example, randomly loading 2 particles of one kind and 3 

particles of another kind drops to as low as ~6%. For single cell studies, maximizing the λ to 1 

would at most result in 37% of the droplets with single occupancy, however 42% of the 

droplets would contain 2 cells or more. For single cell studies, cultures are typically diluted to a 
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low λ to ensure that most loaded droplets will have a single cell. For example, loading droplets 

with a λ of 0.3 will generate mostly empty droplets (~74%), a sizeable population with single 

occupancy (~22%) and only ~4% of droplets with more than one cell (16% of all occupied 

droplets). However, to prevent waste of reagents and enable better control over droplet 

loading, there has been an ongoing development of techniques to beat Poisson statistics [36].  

One of the first studies to show that you can exclusively generate droplets with a single 

cell used controlled encapsulation [37]. He et al. created an interface between the aqueous and 

oil phase in a T-junction. Single particles were identified in the aqueous phase and optically 

trapped and transported to the interface of the two liquids using a pulsed laser. Subsequently, 

a pressure pulse was applied to the aqueous phase to sheer off a single droplet that 

encapsulates the parked particle at the interface. Although technically applicable to multiple 

particles, this technique is far from high-throughput and extremely laborious. In contrast, 

Chabert et al. achieved high-throughput encapsulation of single cells using a purely 

hydrodynamic method [38]. Monodisperse droplets were created in a flow focusing geometry 

by jet-breakup in the focusing channel. The entrance of a cell in the focusing region causes the 

jet “neck” to rupture upstream of where the jet breaks in the absence of cells, this jet 

destabilization is known as a Rayleigh-Plateau instability. Droplets that encapsulate a cell are 

significantly larger than empty droplets, which is exploited in subsequent passive sorting of the 

cell-containing droplets. In short, after droplet formation droplets are centered by two streams 

of oil. An asymmetry in the flow of both streams causes a difference in shear flow experienced 

by different sized droplets, causing the bigger, cell-containing droplets to enter the collection 

channel, while the smaller, empty droplets flow into the waste channel. Alignment of the cells in 

the center of the jet before encapsulation prevents encapsulation of multiple cells in a single 

droplet.  
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Alternatively, ordered encapsulation can be used to ensure encapsulation of single cells 

by matching the particle flow to the periodicity of the drop formation, either by inertial ordering 

[35] or close-packed ordering [39]. Key to these methods is to evenly space out the cells 

before encapsulation. Inertial ordering achieves this by forcing the cells through a high-aspect 

ratio channel with high density and high velocity. When the particle diameter is a large fraction 

of the dimension of the channel the cells self-organize in two evenly-spaced staggered streams 

where the particle spacing between the streams is offset by half a particle length due to inertial 

effects at appropriate flow conditions [35]. Recently, Lagus et al. reported co-encapsulation by 

inertial ordering by having two channels - each containing a self-ordered streams with a 

different strain - combine at the nozzle for droplet formation [40]. However, this method 

resulted in only a two-fold improvement over random loading.  

Close-packed ordering uses deformable particles that are packed in a channel with 

such high density that they naturally order into a regular spacing. They are then first spaced 

with water prior to encapsulation. By controlling the flow of both the water and the oil the 

periodicity of the particles can be matched to droplet formation. Particle periodicity can be 

changed independently of droplet formation allowing for the number of encapsulated particles 

to be controlled [39].  

However, although the above passive sorting methods beat Poisson statistics, they do 

not allow for selective enrichments for subpopulations of droplets according to their contents. 

In the first demonstration of active droplet sorting Barnett et al. were able to sort 

compartmentalized cells based on their enzymatic activity at rates up to thousands of droplets 

per second. [41]. FACS (fluorescence-activated cell sorting) is limited to sorting cells on their 

internal fluorescence. In contrast, fluorescence-activated droplet sorting (FADS) is able to sort 

on the turnover of an external fluorescent substrate. FADS uses a special optical setup. As 

each droplet flows through a laser, a PMT (photomultiplier tube) measures the fluorescence, 
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after which droplets chosen for sorting will get deflected into a collection channel of the 

microfluidic device by dielectrophoresis, while the other droplets will flow into the waste 

channel due to its lower hydraulic resistance [41,42]. Proof of concept studies sorted on the 

overall level of fluorescence in a droplet for the directed evolution of enzymes [42,41], but this 

platform can be adapted to other more complicated decision algorithms or detection modes, 

such as absorption and luminescence. To avoid latency, data acquisition and decision making 

code is typically custom and run on a field programmable gate array (FPGA) reading the PMT 

signal and providing the voltage signal. Cao et al. adapted FADS to use more sophisticated 

signal processing to enrich mixed populations of droplets with varying numbers of 

encapsulated particles for droplets with a specific occupancy [43]. Using a narrow interrogation 

channel droplets containing exactly two ~16um fluorescent beads or stained HeLa cells were 

identified and sorted at a speed of 30hz. After encapsulating defined numbers of multiple larger 

particles had been achieved, the method was expanded for cell-pairing using dual color sorting 

on similar sized mammalian cells (~15µm) [44]. By using multiple lasers, different cell types 

stained with different fluorescent dyes one cell of each type, opening up potential pairwise cell-

cell interactions studies.  

However, although encapsulating of microbeads and cells have become a central 

component of droplet microfluidics, so far accurate encapsulation of defined combinations of 

smaller particles and cells  (< ~10µm) has been elusive. Encapsulating specific combinations of 

particles in the single micron range in a droplet is important for applications such as the 

barcoding of hydrogels [45], mixing functionalized beads [46] or to assemble defined biological 

entities such as communities of bacteria [28] or organelles [37]. Larger particles limit the 

droplet size, the number or particles, or the population complexity of their assembly used in a 

study.  
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Building Microbial Communities 

It is evident that engineering the microbiome has huge potential for human health. 

Although progress has been made in engineering individual member of the microbiome, 

creating a synthetic microbiome will require further understanding of microbial interactions and 

the assembly dynamics of their communities. In chapter 2 I identify microbial members of the 

human microbiome that are of potential interest for further study and manipulation.  

 Droplet-based microfluidics has huge potential for the study of microbial interaction 

dynamics in high-throughput with many replicates and on a relevant scale. Controlled droplet 

loading with micron scaled cells is key to being able to perform quantitative studies, but has 

been elusive so far. In chapter 3 I describe my work towards the active sorting of sub-micron 

particles with possible applications in the assembly of microbial communities on a single cell 

level.  

Future directions of my work include quantitative exploration of large number of cells in 

parallel and under identical conditions on a micro-scale to augment the mostly qualitative and 

field of microbial ecology with statistically significant data [47]. Together, microfluidic cell 

encapsulating and sorting devices have the potential to create a wide-range of combinations of 

cells and conditions that can be explored in a high-throughput fashion. This unique setup 

would allow us to revisit and reexamine ecological phenomena on a micro-scale with 

unparalleled control to measure the quantum of change affecting their dynamics, as the 

number of droplets ensures a quantitative analysis with high statistical power. Synthetically 

cooperative strains will allow us to validate theoretical models of cooperation and our device. 

By precisely controlling cell numbers, genetic background, composition of the micro-

environment and the population using droplet-based microfluidics, microbial community 

assembly could potentially be measured quantitatively and on a physiologically relevant scale. 
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Ultimately this knowledge could be applied to the engineering of key members of the 

microbiome into a synthetic consortium individually optimized for human health.  
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Abstract 

Experimental efforts to characterize the human microbiota often use bacterial 

strains that were chosen for historical rather than biological reasons. Here, we report an 

analysis of 380 whole-genome shotgun samples from 100 subjects from the NIH Human 

Microbiome Project. By mapping their reads to 1,751 reference genome sequences and 

analyzing the resulting relative strain abundance in each sample we present metrics and 

visualizations that can help identify strains of interest for experimentalists.  
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We also show that approximately 14 strains of 10 species account for 80% of the 

mapped reads from a typical stool sample, indicating that the function of a community 

may not be irreducibly complex. Some of these strains account for >20% of the 

sequence reads in a subset of samples but are absent in others, a dichotomy that could 

underlie biological differences among subjects. These data should serve as an important 

strain selection resource for the community of researchers who take experimental 

approaches to studying the human microbiota. 

 

Introduction 

A growing number of research groups use wet lab experimental approaches to study 

bacterial strains from the human microbiota [1-5]. Many of the most commonly studied strains 

have been selected for historical rather than biological reasons, raising the possibility that 

substantial research effort is being devoted to organisms that are neither associated with 

disease, nor widely or variably distributed in the human population.  

Several approaches have been used to enumerate the composition of bacterial 

communities. These include 16S rRNA sequencing [6-12]; methods that utilize protein-coding 

markers [13]; single-copy, single-marker complements to 16S such as rpoB [14]; and 

interspace typing [15]  and shotgun metagenomic sequencing [16], [17], [9], [10], [18], [8], [19], 

[20]. 

However, so far no global overview of abundance on the species or strain level has 

been presented, making it difficult for experimental groups to select strains to study on the 

basis of abundance data in human subjects. In this study we took advantage of the subset of 

the samples for which whole-genome shotgun (WGS) metagenomic sequencing was 

performed, providing an opportunity to determine at the lowest taxonomic level which bacterial 
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strains are broadly distributed among healthy subjects and which ones vary widely from one 

subject to the next.  

To study the pattern of strain distribution in the human microbiota and to create a 

resource to guide strain selection for experimental characterization, we systematically mapped 

reads from 380 WGS sequencing samples from the Human Microbiome Project (HMP) [9,10] to 

complete or draft sequences from 1,751 reference genomes selected by the HMP; 844 of the 

reference genomes recruited reads from our data set. Our samples, which came from 100 

healthy subjects, cover six major sample sites: stool (representing the lower gastrointestinal 

tract), tongue dorsum (upper surface of the tongue), buccal mucosa (cheek), supragingival 

plaque (tooth biofilm above the gum line), posterior fornix (the larger recess of the vagina, 

behind the cervix), and anterior nares (nostrils) as these are the sites with the most samples 

available. Species of the human microbiota have been studied for decades, and the model 

species have been chosen based on culturability and genetic tractability, among other 

characteristics. However, our analysis of whole-genome shotgun metagenomic data from the 

Human Microbiome Project [9], [21], suggests that the most abundant strains in the 

microbiome of healthy individuals are highly understudied, suggesting a needed shift in 

selecting the laboratory strains used for experimental studies of the human microbiota. 

 

Results and Discussion 

The methodology and its limitations 

Several methodologies have been developed for the phylogenetic assignment of whole-

genome shotgun metagenomic sequence data. These include clade-specific markers to 

unambiguously assign reads to microbial clades [18], a sequence compositional classifier 

based on the structured output paradigm [22], a hybrid, rank-specific classifier based on 
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BLAST and Naïve Bayes [23], and a method that combines a NGS aligner with an optimized 

mapping strategy, appropriate parameters and the removal of genomes with high similarity 

from the database of reference genomes [24]. Our analysis took advantage of the last of these 

techniques, which has been evaluated previously and was used to taxonomically classify 22.4 

billion 100 bp microbial Illumina reads (after subtraction of the human reads) originating from 

380 samples from 6 body sites; this method has a very low percentage of incorrectly classified 

reads (33% at the strain level and just 0.0003% at the species level) [24]. The WGS 

metagenomic reads were aligned to a reference genome database containing 1,751 bacterial 

genomes representing 1,253 species [24]. Overall, 57% of the reads could be mapped to a 

reference genome, ranging from 33% for the anterior nares to 77% for the posterior fornix.  

The ‘top random’ mapping strategy of the aligner (in the case of multiple equally high 

scoring top hits the aligner randomly reports one hit used to map sequencing reads [24]) has 

two important drawbacks, both of which arise from the uneven taxonomic distribution of 

reference strains in the reference genome database (i.e., some clades have more sequenced 

strains than others). First, it has difficulty distinguishing closely related strains of the same 

species, since reads that map to highly conserved genomic regions are assigned randomly to 

one of the strains. Second, species with a single strain in the reference database appear more 

abundant on the strain level than species with multiple strains, since reads are often divided 

among strains in the latter case. To make the limited but important effect of these drawbacks 

easy to understand, we ran two of our analyses at the species level in addition to the strain 

level to facilitate a direct comparison (Figures S5, Figure S6 and Table S2). An obvious 

limitation of using reference genomes is that the actual strains present in the subjects will often 

differ from the reference strain. However, the reads will be recruited to the closest genome in 

the database and the reference genomes have been chosen to be representative of the human 
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microbiome [21], [9,10]. The reference strains will thus be a great starting point for 

experimentalists.  

The abundance of the reference strains in each sample was estimated by calculating 

the product of its breadth (defined as the percent of covered bases over the length of the 

reference genome) and depth (defined as sum of depths of each covered base divided by the 

length of the genome) of coverage (Figure 1, Figure S1, Table S1 and Table S4) [8]. Our metric 

was chosen to represent the probability of a genomic fragment to be sequenced in a sample. 

The abundance of a strain was divided by the total abundance of that sample to obtain the 

relative abundance of each strain in each sample. We represent these data as a series of heat 

maps showing the calculated relative abundance of each reference strain in the samples from 

our set (Figures S2, S3, S4 and S5). To inspect whether the coverage maps generated by this 

method show a reasonably even depth across most of the genome, we visually inspected three 

coverage maps for each of the 30 strains discussed below: one each for the samples in which 

the strain has the maximum, minimum, and median breadth of coverage (Figure S1B). While 

the map for the minimum coverage samples is often sparse, the maps for the median coverage 

samples generally appear even.  

It is important to emphasize that the breadth of coverage is never 100% (the highest we 

found was 99.63%), because we are mapping the reads to reference strains whose genome 

sequences will differ from that of the organism in the sample and serve as a related (but not 

identical) stand-in in our analyses. Because we do not report strains with a depth of coverage 

below 1%, the reported relative abundance will differ by at most two orders of magnitude. 

However, reference strains with a low breadth but high depth of coverage most likely represent 

genomic fragments that are missing from the reference strains that otherwise best match the 

actual strains present in the sample and can lead to an overestimate of the number of total 

strains present in a sample. Conversely, the relative abundance of strains with a high depth 
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and breadth of coverage will likely be underestimated. The number of strains in a sample can 

also be underestimated. For example, two strains that differ from each other but are both most 

similar to one strain in the reference genome database will be counted as one strain with the 

combined abundance of the both strains that are actual present. 

The HMP dataset consists of 18 sample sites, but most of them comprise only a 

handful of subjects and have been excluded from our analysis. While the analyses described 

below cover six sample sites that have a minimum of 33 subjects, we have centered our 

discussion around the stool since, to date, experimental efforts on the human microbiota have 

focused predominantly on the gut community.  

 

Whole-genome shotgun data reveal strain-level details obscured by 16S analysis 

Several groups have reported on the agreement of metagenomic and 16S data [25], [18], 

[26]. However, the additional information provided by the whole-genome shotgun (WGS) data 

as compared to the 16S data (Figure S7A-G, Table S3) as it pertains to the composition of 

strains in a sample has not yet been explored quantitatively. Does WGS allow us to determine 

which specific strains are present in a sample or is this composition so invariable as that it can 

be deduced from 16S data? To answer this question, we calculated an average rank order of 

strain abundance for each 16S operational taxonomic unit (OTU) in the WGS data and 

quantified the degree of difference between the observed rank order and the average rank 

order (Figures 2 and S7H-L). For most genera such as Bacteroides, the rank order of strains 

within the genus is highly variable among samples, suggesting that a WGS analysis provides 

much additional information beyond what can be deduced from the 16S data. For example, 16 

of the stool samples have Bacteroides stercoris ATCC 43183 as the most abundant strain in 

the genus, while another 10 have Bacteroides vulgatus PC510 as the most abundant strain. 

These two strains share a core set of 2585 genes, while 1192 are unique to B. stercoris ATCC 
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43183 and 1371 are unique to B. vulgatus PC510 (as compared using the Integral Microbial 

Genome (IMG) Platform (http://img.jgi.doe.gov/) [27]). Communities dominated by different 

species of Bacteroides may therefore exhibit functional differences, so the ability to distinguish 

them using WGS data will likely prove important. 

Interestingly, for a few genera such as Clostridium, the rank order of strain abundance 

varies little from sample to sample, suggesting that the Clostridium community composition 

may be unusually invariant (Figure 2). For these genera, our WGS data provide little additional 

information since the rank order of strain abundance could be estimated accurately from 16S 

data by assuming that it matches the average.  

 

Strains with an unusually variable distribution pattern  

One striking result of our analysis is the detection of strains with unusual patterns of 

distribution, which could make these organisms intriguing candidates for future experimental 

study. Here, we focus on strains whose levels are unusually variable across our sample set. We 

used two methods to identify these strains: the first involved constructing a coefficient of 

variation distribution and identifying its outliers (Figure S8A), and the second sought to find 

strains whose rank order of abundance across the samples was bimodal (see methods). Any 

effect such a strain has on host physiology would be prominent in some people and nearly 

absent in others; thus, strains with highly variable distribution patterns could reveal bases for 

microbiota-linked variability in the human population (Figures 3, S8B and S9A-B). 

We find that 12 of the 81 stool samples have a high abundance of Prevotella copri DSM 

18205. While the distribution pattern of Prevotella was already known to be variable since the 

high abundance of Prevotella defines one of the recently described ‘enterotypes’ [28], our data 

show strikingly that the reference genome of Prevotella copri DSM 18205 recruits sequence 

reads from the WGS data in strong preference to the other 18 reference genomes of Prevotella 
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represented in our database, suggesting that P. copri DSM 18205 is an ideal starting point for 

experiments seeking to characterize its properties within the gut community. Other reference 

strains with highly variable patterns of distribution come from a broad range of phyla, including 

members of the Bacteroidetes (Bacteroides caccae ATCC 43185, Parabacteroides merdae 

ATCC 43184) and Firmicutes (Dialister invisus DSM 15470, Eubacterium siraeum DSM 15702) 

as well as the Actinobacterium Collinsella aerofaciens ATCC 25986, the Verrucomicrobium 

Akkermansia muciniphila ATCC BAA-835, and the Proteobacterium Burkholderiales bacterium 

1_1_47. 

 

The minimal microbiome and body site diversity  

An emerging area of inquiry involves reductionist approaches to studying the function 

of the microbiota: how many strains are required to construct a minimal microbiome with key 

attributes of a more complex community [29]? This question is important for many 

experimental studies of the human microbiota, including those that use germ-free mice to 

probe the interplay among the microbiota, the host, and the diet [4,30-32].  

 As a first step toward answering this question, we calculated the number of strains, in 

decreasing rank order of abundance, that together comprise 80% of the mapped reads from a 

sample (Figure 4A-C). Surprisingly, 14 strains account for 80% of the mapped reads in the 

average gut community, while for the oral communities of the cheek, tongue, and teeth, 12, 16 

and 18 strains are needed respectively. As expected, the number is lower for samples from the 

anterior nares and posterior fornix (4). Among communities from the same body site, the 80% 

are sometimes few and sometimes many: in stool, samples range from a minimum of 5 to a 

maximum of 25 strains making up the 80% and in supragingival plaque, the range is 4-30 

(Figure 5). Even in a community as complex as the gut, just 5 strains account for 50% of the 

reads in a typical sample (Figure 4C). If the analysis is performed at the species level instead of 
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the strain level, the numbers are even more striking: 7.3 species account for 80% of the 

mapped reads in the average stool sample, and just 2.8 species account for 50% (Figure S6).  

To determine the degree of variation among samples in their highly abundant strains, 

we constructed a heat map of strain abundance for the top 80% of mapped reads for each 

sample in the gut community (Figure 6); other communities are shown in Supp Figure S9C-G. 

Strikingly, communities dominated by the same genus can differ quite dramatically at the 

species level. For example, two common configurations of Bacteroides-rich samples are 

dominated by B. ovatus or B. vulgatus, while rarer configurations feature B. eggerthii, B. 

cellulosilyticus, B. fragilis, or B. dorei as the most abundant strain (Figure 7). Notably, for a 

typical pair of Bacteroides species, one-third of the genes in each genome will be unique. 

Given the heterogeneity of Bacteroides species, a B. vulgatus-dominated community may well 

be as phenotypically different from a B. ovatus-dominated community as either one is from a 

Prevotella-dominated community. Since enterotypes are most usefully defined as communities 

with important phenotypic differences, our results indicate that there may be more enterotypes 

than are currently recognized, especially within Bacteroides-dominated communities. 

Some strains are commonly found among the top 80%. For example, Bacteroides 

vulgatus ATCC 8482 was in the top 80% of 76.5% of stool samples [33], while four different 

strains -- Veillonella dispar ATCC 17748, Streptococcus parasanguinis ATCC 15912, 

Streptococcus salivarius SK126, and Prevotella melaninogenica ATCC 25845 -- were in the top 

80% of 100%, 95.8%, 87.3% and 90.1% of tongue dorsum samples, respectively (Figure S9H). 

Other strains such as Dialister invisus DSM 15470 and Bacteroides finegoldii DSM 17565 are 

present less commonly, but when present, can dominate a community. Indeed, it appears 

surprisingly common to have a unique configuration of strains in the top 80%; more than a 

dozen diverse strains account for >20% of the abundance of just one (Bacteroides plebeius 

DSM 17135, Eubacterium siraeum DSM 15702, Bacteroides finegoldii DSM 17565, 



 34 

Ruminococcus torques ATCC 27756, Butyrivibrio crossotus DSM 2876, and Bacteroides sp. 

4_3_47FAA), two (Eubacterium rectale ATCC 33656, Bacteroides cellulosilyticus DSM 14838, 

Dialister invisus DSM 15470 and Faecalibacterium prausnitzii M21/2) or three (Alistipes 

putredinis DSM 17216, Bacteroides caccae ATCC 43185, and Parabacteroides merdae ATCC 

43184) out of the 81 samples. In other words, 23 out of 81 samples are dominated by 13 

different strains, while the remaining 58 samples have a more even spread of strain 

abundances, where no one strain is present at >20% abundance.   

A strain’s abundance is not the ideal proxy for its importance; low-abundance members 

of a community can play key and very diverse roles in community function and host biology 

[34,35]. Indeed, we could find strains that had a consistently low abundance across most of 

the sample set, indicating that they might play an important role in community function despite 

their low numbers (Figure S10A-C).  

Nevertheless, it is reasonable to assume that the highly abundant strains are key 

players in community function. The fact that 14 strains can account for 80% of the reads in a 

sample (a proxy for cell density) suggests that the function of a gut or an oral community may 

not be irreducibly complex, and that experimental approaches involving synthetic communities 

of limited size will be highly instructive in discovering interspecies interactions important for 

community robustness and function [36-38]. 

 

The most broadly distributed species have not been the focus of experimental study 

A primary goal of the HMP is to enumerate the ‘normal’ human microbiota in a way that 

enables future studies of the key reference species, each of which are publicly available from 

the BEI repository (http://www.beiresources.org). To generate a crude estimate of how well the 

most broadly distributed species in our samples have been studied, we searched the PubMed 

database for the number of references that list the genus and species names of each strain in 
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the title or abstract (Figure 8B). Surprisingly, of the 100 most abundant species, only 11 have 

more than 1000 publications; 64 have 100 or fewer publications. 44 of these 64 make up >1% 

of an average body site community (Figure 8B), including 13 common species from the gut. 

These numbers are remarkably small in comparison to the number of publications for common 

pathogens (Staphylococcus aureus, 73,134; Pseudomonas aeruginosa, 43,883) and model 

organisms (Bacillus subtilis, 20,362; Escherichia coli, 292,086). Importantly, the most well-

studied species in this set had their genomes sequenced prior to the start of the HMP 

reference genome sequencing effort in 2007 [39], and in each case the number of publications 

rose quickly thereafter. Our heat maps of strain and species abundance will be a useful 

resource for guiding experimentalists to the key reference organisms for future study, including 

those with an unusually broad or variable distribution in the human population.  

 

Materials and Methods 

Data processing 

The samples used in this study were part of the HMP project and were collected as 

previously described [40]. At the time of our analysis only 380 samples were available for the 6 

body sites. Sequencing and analytical processing of the 16S RNA and whole genome shotgun 

metagenomic data was done as previously described [9,10]. Alignments to the reference 

genomes were made using a random top-hit strategy which involves reporting only a single, 

best hit per query, and in the case of a query having multiple equally strong best hits (i.e. 

mapping quality 0; [41]), one of those hits was chosen at random. The method also includes 

optimized parameters enabling accurate taxonomic assignments of WGS reads and a 

detection cutoff of 1% breadth and 0.01x depth of coverage [24]. The database of reference 

genomes used for taxonomic classification of the WGS reads has undergone a process of 
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removing highly redundant bacterial strains [24]. In summary, i) the complete and draft 

genomes were categorized on a species level, resulting in categories that range from single 

strains to many strains per species; ii) For pairs of genomes with over 90% similarity on a 

genome-wide level based on genome-wide similarity at a pair-wise level, the genome that is 

longer and provides the most unique sequence was kept; iii) in the case of a large numbers of 

strains, a slightly relaxed homology (as low as 83%) was used and iv) bacterial strains that 

were collected from humans as part of the HMP were retained without being subject to 

redundancy removal, because these strains were deemed informative to profile human-

associated microbiomes.  

The breadth (defined as the percentage of covered bases over the length of the 

reference genome) and depth (defined as the sum of the depths of each covered base divided 

by the length of the genome) of coverage were calculated based on all alignments of each 

genome represented in the database using RefCov (http://gmt.genome.wustl.edu/gmt-refcov). 

To allow for the different number of input base pairs per sample and normalize across samples, 

the depth of coverage was normalized per 100 million base pair. In short, the average depth of 

coverage per reference genome was calculated using Refcov by taking the sum of the lengths 

of all the reads that align to that reference, divided by the total length of that reference. 

Because a single genome can span many references, the average coverage value was 

aggregated on a per genome basis. To obtain the normalized value, the total number of bases 

that mapped to the genome was divided by 100 million and applied to the average depth 

values as a modifier. 

All data was analyzed using custom Python, R and Processing scripts and visualized 

using Processing (http://processing.org) and the ggplot2 R library (graphs, box plots and 

histograms) [42]. Matrix clustering was performed using Cluster [43] and visualized using 

TreeView [44].  
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Calculating relative abundance based on whole genome shotgun metagenomic data 

The abundance of each strain in each sample was estimated by calculating the product 

of its breadth and depth of coverage. The abundance of a strain was divided by the total 

abundance of that sample to obtain the relative abundance of each strain in each sample. 

Species-level estimates were calculated by taking the sum of the relative abundance of all the 

strains of a species in a sample.  

 

Whole-genome shotgun data reveal strain-level details obscured by 16S analysis 

For each genus that was represented by 3 or more strains in the whole genome 

shotgun data, Kendall's coefficient of concordance (W) [45] was calculated using the vegan R 

package. Kendall’s W was used to determine the agreement of samples on the rank order of 

the strains in the genus with the average rank order of strains in the genus for all the samples. 

Genera with a significantly high (p < 0.01 after multiple testing correction) Kendall’s W (> 0.8) 

were considered to be in agreement on the ordering of the strains in the genus.  

   

Strains with an unusually variable distribution pattern  

Two metrics were used to identify strains that are highly variable among samples: 

Rainbow strains were defined by calculating the coefficient of variation of the relative 

abundance across all samples and identifying the strains that are outliers (1.5 times higher than 

the interquartile range) (Figure S8A). Bimodal strains contain two groups of at least 5 samples 

that vary over 3 orders of magnitude between the two groups, but vary less than 2 orders of 

magnitude in their abundance within the group.  

 

Top 80% by numbers 
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To determine the number of strains that are sufficient to accumulate a certain 

percentage of total abundance in a sample, the strains were ordered by their abundance and 

summed until the total constitutes a percentage of the total abundance in the sample. The 

number of strains was calculated for each sample and each body site allowing for the 

calculation of the mean and the standard deviation for each target abundance by percentage.  

 

PubMed analysis 

PubMed data was obtained in April 2012. The PubMed database 

(http://www.ncbi.nlm.nih.gov/pubmed) was queried for the number of articles with the species 

name (no strain information was used) in either the title or the abstract using the [title/abstract] 

search tag. To identify the first publication with the species name in the abstract or title, the 

date of publication [DP] search tag was used with a decade as the date range.  
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Figures  

 

Figure 1: Read recruitment for strain-level abundance inference 

Read recruitment of two genomes: one that is highly abundant and one with an average 

abundance. Each peak represents the average coverage for a 1000 bp bin both in color and 

length (on a log scale). (A) The breadth and depth of sequencing coverage for Prevotella 

copri DSM 18205 in stool sample SRS017307. For this sample the reads cover 75.3% of the 

genome with an average coverage of 1006.2 resulting in a relative abundance of 67% in this 

sample (Figure S2: Stool). The genome of P. copri DSM 18205 is a draft comprising 27 contigs 

with an unknown order (ordered randomly in this figure). (B) The breadth and depth of 

sequencing coverage for Bacteroides thetaiotaomicron VPI-5482 in stool sample 

SRS019397. B. thetaiotaomicron VPI-5842 has an average depth of 7.6 for 73.6% of the 

genome, resulting in a relative abundance of 0.5% in this sample (Figure S2: Stool).  
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Figure 2: Samples that look similar by 16S can be very different at the species level 

For each 16S operational taxonomic unit (OTU), we calculated an average rank order of strain 

abundance in the WGS data and quantified the degree of concordance between the observed 

rank order in each sample and the average rank order (Kendall’s coefficient of concordance, 

W). Kendall’s W ranges from 0 (no agreement) to 1 (full agreement). The heat map shows 

Kendall’s W for each OTU in each sample, and results are hierarchically clustered using 

Spearman rank correlation with average linkage. The overall concordance of all the samples is 

shown in the far right column. For most genera such as Bacteroides, the rank order of strains 

within the genus is highly variable among samples, suggesting that our WGS analysis provides 

much additional information beyond what can be deduced from the 16S data. Genera with a 

high, statistically significant Kendall’s W (> 0.8) are colored red. For these 5 of the 38 total 

genera, 16S data can be used to infer the rank order of abundance of strains within the genus. 

For the remaining genera, WGS data is essential to determine which are the dominant strains in 

each sample.  
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Figure 3: A subset of strains have unusually variable numbers across stool samples 

Strains that are considered variable by the rainbow and/or bimodality metrics are ordered by 

their relative abundance across the sample set. Rainbow strains are outliers (1.5x higher than 

the interquartile range) in their coefficient of variation across all samples (Figure S8A). Bimodal 

strains are defined as strains that contain two groups of at least 5 samples that vary less than 2 

orders of magnitude in their abundance within the group, but over 3 orders of magnitude 

between the two groups. One strain, Acidaminococcus sp. D21, is considered variable by both 

metrics in stool.  
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Figure 4: 14 strains account for 80% of the cells in a typical stool sample. 

(A) The distribution of all the calculated relative abundances for each strain in each stool 

sample. The color and height of the bars represents the number of values that fall within this 

abundance bin. (B) Cumulative relative abundance of strains. This line graph shows for the 6 

body sites how many strains on average it takes to constitute a percentage of the total 

abundance in a sample, ranging from 5% to 95%. The error bars represent the standard 

deviation. On average 125, 235, 115, 168, 373 and 376 strains are needed for 100% 

abundance in the anterior nares, buccal mucosa, posterior fornix, stool, supragingival plaque 

and tongue dorsum respectively. (C) The distribution of the number of strains needed for 
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80% abundance in the different body sites. Note that these distributions are similar to the 

distributions of diversity metrics (Figure S9A-B). The median is indicated by a horizontal line in 

the box (covering the 25th until the 75th percentile), and the diamond represents the average. 

The whiskers of the box are the lowest and highest observations of number of strains needed 

for 80% abundance.   
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Figure 5: Stool samples can be dominated by a wide variety of bacterial species, 

including numerous Bacteroides species.  

The contribution of individual strains to samples that contain the minimum (5), maximum (24) 

and median (14) number of strains required for 80% abundance.  
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Figure 6: The distribution of strain abundances for the top 80% of each stool sample.  

To emphasize the differences in prevalence of the most abundant strains, strains are only 

shown if they make up 1% or more of the stool sample.  
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Figure 7: Six samples that are dominated by six different strains of Bacteroides.  

The contribution of 33 Bacteroides strains to the abundance of six samples are displayed in a 

bar chart. The six dominating Bacteriodes strains are Bacteroides ovatus ATCC 8483, 

Bacteroides cellulosilyticus DSM 14838, Bacteroides dorei DSM 17855, Bacteroides fragilis 

YCH46, Bacteroides eggerthii DSM 20697 and Bacteroides vulgatus PC510. Only strains with 

at least 1% relative abundance are plotted. 
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Figure 8: Some of the most abundant strains in the human microbiota are poorly studied. 

(A) Publications in PubMed versus abundance. The number of publications in PubMed 

[Abstract/Title] for each species (until April 2012) is plotted against the average abundance of 

each species. The year that the species first appeared in the abstract or title of an article in the 

PubMed database is indicated by the size of the circle. The color of the circle indicates the 

body site where the species is most abundant. (B) Expanded view of Publications in 

PubMed versus abundance. An expanded view of the lower-right corner of the scatterplot 

showing the species that have a high average relative abundance (top 100) but a low 

publication count (≤100).  
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Supporting Figure 1: Genome coverage plots 

A) Genome coverage for the 30 strains mentioned in the text visualized in a boxplot. The 

box indicates the 25th-75th percentile, and the median coverage is indicated by a horizontal line 

in the box. The diamond represents the average and the outliers are visualized using dots. The 

whiskers of the box are the lowest and highest observation of coverage. 
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(B) Read recruitment to the genomes of all the 30 strains mentioned in the text. For each 

strain, we show a coverage map for three subjects: the stool samples with the maximum, 

minimum and median coverage. Each peak represents the average coverage for a 100 bp bin 

both in color and length (on a log scale). All genomes are draft sequences, and consist of 3 

contigs (Akkermansia muciniphila ATCC BAA-835, Bacteroides vulgatus ATCC 8482 and 

Eubacterium rectale ATCC 33656) to 1575 contigs (Bacteroides cellulosilyticus DSM 14838). 

Here, the contigs from draft genome sequences are ordered by their average coverage (from 

high to low) as determined from the sample with the maximum coverage.  
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Supporting Figure 2: Heat map of clustered strain abundance in individual body sites  

These figures show a heat map representation of the relative abundance of each strain (y-axis) 

for each sample (x-axis) for the 6 body sites individually as determined by depth X breadth of 

coverage (see Methods). The abundances are hierarchically clustered using Spearman rank 

correlation with average linkage.  
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Supporting Figure 3: Heat maps of ordered strain abundance for all body sites combined 

A heat map representation of the relative abundance of each strain (y-axis) for each sample (x-

axis) for the 6 body sites combined as determined by depth X breadth of coverage (see 

Methods). The abundances are hierarchically clustered using Spearman rank correlation with 

average linkage.  
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Supporting Figure 4: Heat maps of ordered strain abundance 

Heat map visualization of the relative abundances with the samples ordered by the relative 

abundance for each strain. Species are listed alphabetically. 
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Supporting Figure 5: Heat maps of ordered species abundance 

Heat map representation of the relative abundance of each species ordered by the relative 
abundance for each species (for each sample the abundances of strains within a species were 
summed to calculate the species total). Species are listed alphabetically.  
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Supporting Figure 6: Top species by abundance 

This line graph shows how many species on average it takes to constitute a percentage of the 

total abundance in a sample, ranging from 5% to 95%. Strains were summed to calculate the 

total for each species, and the error bars represent the standard deviation. On average, 74, 154, 

90, 92, 277 and 255 species are needed for 100% in the anterior nares, buccal mucosa, 

posterior fornix, stool, supragingival plaque and tongue dorsum, respectively.  
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Supporting Figure 7: 16S heat maps and comparison with WGS data 

(A-G) These figures show a heat map representation of the relative abundance of each genus 

(y-axis) for each sample (x-axis) for six body sites, both individually (A-F) and together (G), as 

determined by 16S sequence data. The abundances are hierarchically clustered using 

Spearman rank correlation with average linkage. (H-L) For each genus that was represented by 

3 or more species in the whole genome shotgun data, the rank order for each sample was 

determined and compared to the average rank order of the genus using Kendall’s W. The 

correlations are hierarchically clustered using Spearman rank correlation with average linkage. 

The overall concordance of all the samples is shown in the far right column. Genera with a high, 

statistically significant Kendall’s W (> 0.8) are colored red.  
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Supporting Figure 8: Variability in strain abundance across samples 

(A) Distribution of the coefficient of variation (CV) for each strain across the samples for 

each individual body site. The distribution shows that the variation of the abundances of 

individual strains is the lowest in tongue dorsum and the highest in the posterior fornix (based 

on the median), while the distribution is the widest for the stool. The median diversity is 

indicated by a horizontal line in the box (covering the 25th until the 75th percentile), the 

diamond represents the average and the outliers are visualized using dots. The whiskers of the 

box are the lowest and highest observation of variation. The points that make up the 

distribution are plotted in the color of the body site. The points beyond the whiskers are 

considered outliers and define the rainbow strains (see methods).  
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(B) Strains that show an unusually variable pattern across multiple samples based on two 

metrics. The samples are ordered by their relative abundance to show the variable distribution. 

The strains are color coded to indicate the metric by which they are considered to be unusually 

variable (red for rainbow strains, blue for bimodal strains, and purple for both metrics). 
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Supporting Figure 9: Strain diversity and top 80% by abundance 

(A-B) Sample diversity (alpha diversity) visualized in a boxplot using the Simpson index (A) and 

the Shannon index (B) for each body site. The median diversity is indicated by a horizontal line 

in the box (covering the 25th until the 75th percentile), the diamond represents the average and 

the outliers are visualized using dots. The whiskers of the box are the lowest and highest 

observation of diversity. The Simpson index equals the probability that two strains taken at 

random from the data set are the same. A high Simpson index equals low diversity. Here the 

more common 1—Simpson Index is plotted. The Shannon index quantifies the uncertainty 

(entropy) in predicting the identity of a strain taken at random from the data set. A low Shannon 

index indicates low strain diversity. The Shannon index was calculated with e as the base of 

the logarithm. Low diversity can be caused either by a small number of total strains in the data 

set or by strain domination of the body site. High diversity indicates either a large number of 

total strains in the data set or a very even distribution of abundance of strains. (C-G) Heat map 

visualization of the distribution of abundances of the species that are part of the top 80% in at 

least one sample in the five remaining body sites (see Figure 6 for stool): (C) anterior nares, (D) 

buccal mucosa, (E) posterior fornix, (F) supragingival plaque and (G) tongue dorsum. Only 

abundances of 1% or more are visualized to emphasize the differences in prevalence of the 

most abundant strains. The values are hierarchically clustered using Spearman rank correlation 

with average linkage. (H) Strain participation in the top 80%. For all the strains that are in the 

top 80% in at least one sample in a body site the participation over all the samples is given as 

a percentage for each body site. The heat map of participation percentages is hierarchically 

clustered using Spearman rank correlation with average linkage.  
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Supporting Figure 10: Stable low abundance strains 

To find the strains that are present stably at low abundance, strains were identified that 

differed by only two orders of magnitude over 90% of the subjects (including subjects where 

the strain was not present) for each of the six body sites. The upper limit of the relative 

abundance is 0.01% (A), 0.1% (B) and 1% (C), each excluding the strains found for the 

preceding condition. No stable low abundance strains were identified for anterior nares and 

posterior fornix. The stable low abundance strains that were identified are visualized in a heat 

map of the relative abundances with the subjects ordered by the relative abundance for each 

strain.  
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Abstract 

Microfluidic sorting of droplets with encapsulated particles is challenging when 

the particle size is below 10 µm. Using two-dimensional droplet constriction and high-

speed fluorescent detection, we count submicron particles in droplets and sort based on 

this information. Our approach can generate droplets encapsulating controlled numbers 

of cells or particles. 

 

Droplet-based microfluidics enables high-throughput quantitative biology by performing 

huge numbers of controlled assays in picoliter volumes [1]. The droplets can encapsulate cells 

or biological reagents, allowing massive reductions in sample volume and increases in assay 

throughput, while also providing the sensitivity to detect compounds from single cells [2-4]. A 

common need in droplet microfluidics is the encapsulation of cells or particles in droplets at 

high throughput; this is necessary to evolve enhanced chemical catalysts [5], barcode the 

transcriptomes of single cells [6], or identify hosts for industrial production of synthetic 
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molecules[7]. However, due to the random nature of droplet encapsulation [8], suspensions 

must be diluted substantially to yield a small fraction of single-particle droplets [9,10], resulting 

in mostly empty and unusable droplets. Moreover, for certain applications, it is necessary to 

encapsulate multiple different particles or cells, such as to produce barcoded hydrogels [11], 

functionalized beads [12] or to assemble defined biological entities, including communities of 

bacteria [13] or organelles [14]. However, in such instances, random encapsulation typically 

yields only a miniscule fraction of usable droplets, making the process extremely inefficient. 

Due to the importance of cell and particle encapsulation, several methods have been devised 

for achieving controlled encapsulation. For example, particles can be manually positioned into 

a droplet maker using optical tweezers [14] or used to initiate breakup of a liquid jet that 

generates larger-than-average droplets that can be recovered via hydrodynamic size sorting 

[15]. Alternatively, particles or cells can be ordered prior to injection into a droplet orifice, to 

generate droplets containing controlled numbers of particles [16,17]. Droplets can be 

generated encapsulating random numbers of particles, and immediately sorted to recover the 

properly loaded sub-population [18,19]. Such “activated” methods have the benefit of allowing 

the sorting decision to be made based on abstract information, including the presence of 

different combinations of cells. However, as of yet, no method described can accurately count 

multiple particles in a droplet when the particles are smaller than 15 µm. Passive methods, 

such as ordering and jet breakup, require large particles to yield the effect, while activated 

sorting methods are unable to confidently visualize every particle when many are present.  

 We present a method to accurately count submicron particles in droplets and to sort 

based on this information. We accomplish this by hydrodynamically focusing the particles into 

a small detection volume, allowing each particle to be identified and counted. By sorting the 

droplets based on this information, we can produce droplets at ~100,000 per hour that each 

contain a controlled number of particles or cells. This system should be valuable for 
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encapsulating specific collections of micron and submicron particles in droplets, such as 

bacteria, which are typically <5 µm in size, and fluorescent beads for optical barcoding 

schemes.  

 In our approach, particles or cells are encapsulated into microfluidic droplets randomly, 

in accordance with Poisson statistics. We interrogate the droplets immediately after formation, 

to count the number of particles they contain, sorting the droplets based on this information to 

recover the subpopulation containing the desired number of particles. While this approach 

discards improperly loaded droplets, it is nevertheless valuable when the presence of these 

droplets would reduce throughput of the microfluidic workflow or confound the results of an 

experiment, such as when generating bead-barcoded hydrogels or when studying microbial 

consortia in which every community must begin in the same state.  

 Our devices are fabricated using soft lithography [20]. To construct the needed 

hydrodynamic focusing constriction and droplet sorter on a single device, we require device 

masters with two channel heights, a short layer for the constriction and a tall layer for the 

sorter. Two sequential layers of photoresist (MicroChem, SU-8 3010 and 3025) are patterned 

onto a silicon wafer using photomasks to create device masters with 10 µm tall (inlets, drop 

maker, constriction, and outlet equilibration channels [21]) and 50 µm tall (spacer fluid 

channels, sorter and outlets) channels. Devices are cast by pouring uncured 

poly(dimethylsiloxane) (PDMS) (11:1 polymer–to–cross-linker ratio) over the master and curing 

at 80˚C for 1 hour. The devices are extracted from the master using a scalpel, and access holes 

are introduced using a 0.75 mm biopsy punch. The devices are then bonded to glass slides 

after oxygen plasma treatment. Finally, the channels are rendered hydrophobic by treating with 

Aquapel (PPG Industries) followed by drying for 1 hour at 80°C before use.  

 The experiments are performed using flow rates of 10 µl/hr for the aqueous phase, 30 

µl/hr for the oil phase (HFE-7500 fluorinated oil with 2 wt% triblock fluorinated surfactant (RAN 
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Biotech)) and 450 and 350 µl/hr for the spacer oils (HFE-7500 fluorinated oil with 2 wt% Krytox 

surfactant) at the sorting channel and waste channel, respectively. Green (excite 480, emit 520 

nm) fluorescent polymer 0.96 µm beads (Bang Labs) are diluted in M9 medium with 1:10 

Streptavidin DyLight 405 fluorescent conjugate as a droplet marker. Fluorescent signals are 

detected at 1Mhz using cylindrical lens shaped ~1 µm laser lines (excite 405, emit 420 nm) and 

LynX PMTs (Excelitas). The signals are analyzed in real-time to detect droplets and count the 

particles encapsulated therein using a field-programmable gate array (FPGA) (NI 9154, National 

Instruments), which also outputs the sorting pulse amplified to ~1 KV via a Trek 609E-6 

amplifier. The amplified electric field is applied to the sorting device through salt water 

electrodes filled with 1M NaCl solution [22]. Sorted droplets are collected into tubes loaded 

with premade “dummy droplets” loaded with a different fluorophore (Streptavidin DyLight 650) 

to increase the volume of the collected emulsion and facilitate downstream handling and 

imaging.  

 The particle counting algorithm detects the entrance of the leading edge of a droplet 

into the detection volume by monitoring the 420 nm signal for an intensity above a user-

defined threshold (Fig. 1A). Once the threshold is crossed, peaks and troughs of the 520 nm 

signal are interpreted as passing individual particles, and a running tally is kept. The end of the 

droplet is detected by the fall of the 420 nm signal below the threshold, triggering sorting of the 

droplet if the tally matches user defined parameters. Because the droplet must travel from the 

detection region to the sorter, the output of the sorting pulse is delayed equal to the transit 

time, which is measured by high-speed imaging (Phantom M310 camera). Sorting is 

accomplished by deflecting droplets flowing into an asymmetric bifurcation using 

dielectrophoresis [23,5]. The bifurcation is designed such that the droplets flow into the waste 

outlet by default; however, when the electrode is energized, a passing droplet is attracted to 

the electrode, deflecting it into streamlines that carry it into the collection channel.  
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 To count particles in the droplets, the particles must flow through the detection region 

individually [18,19]. The main source of counting error in this process is multiple particles 

passing through the detection region too close to be individually distinguished. The likelihood 

of particle overlap can be estimated via a generalized “birthday problem [24], which estimates, 

for a given number of particles in a droplet, the probability of any two sharing the same time 

stamp through the detector, P(O) = 1-L! / LN * (L-(N))!, where L is the length of a droplet 

constricted in a detection volume, and N is the number of particles. For a given N, increasing L 

reduces the probability of two particles overlapping. Since the droplet volume is fixed, droplet 

length is inversely proportional to the cross-sectional area of the constriction. Making the 

constriction smaller thus spreads the particles out so that they can all be counted. For 

example, for an unconstricted 40 µm droplet containing 5 particles, the probability that two 

overlap in the detection volume is 23%, yielding in a high fraction of counting errors (Fig. 1A, 

bottom). Constricting the channel in one dimension (Fig. 1A, middle) reduces errors to 9%, 

while constricting in two-dimensions, as in our device (Fig. 1A, upper), reduces it to 2.3%.  

 To enable recovery of the correctly-loaded subpopulation, the droplets must be sorted 

in real time with the counting; however, the constriction requires a different channel height (10 

µm) than the sorter (40 µm). To integrate these modules, we fabricate a device with two 

channel heights (Fig. 2A), wherein the droplets are generated using a T-junction in the short 

layer, constricted in two dimensions (10 µm x 10 µm) at the position of the 1 µm laser line, and 

subsequently expanded into a 40 µm x 40 µm channel before sorting. 

 A subtle but important design feature for accurate particle counting and sorting is the 

way that the droplet is expanded after the constriction. When a constricted droplet flows into a 

channel in which it expands rapidly, it can break into small droplets, in a process known as 

step emulsification [25-28]. This is undesirable since it yields many small droplets with random 

numbers of particles rather than a single droplet with the desired number. Step emulsification 
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can be suppressed by slowing the expansion; however, while this is possible by controlling 

channel width, it is not for the height because different height channels are fabricated by 

spinning layers of different photoresist with discrete thicknesses. Given this constraint, we 

confronted the challenge of gradually expanding the droplets so that they remain intact. Our 

solution is to stage the expansion in steps, (Fig. 2A, I-III). We first expand the 10 µm x 10 µm 

constriction to 40 µm x 10 µm, yielding a channel four times as wide as it is tall. Next, we 

narrow the channel width while increasing height, yielding a channel 10 µm x 40 µm; the cross 

sectional area of this channel is equal to the previous, so no expansion has occurred, although 

the channel now exists in the tall layer and has passed the discrete jump in height. The channel 

can then be slowly expanded in width to final dimensions of 40 µm x 40 µm, as illustrated in 

Fig. 2B. This staged expansion allows droplets to be transported between layers without 

breaking into smaller droplets, even for flow rates that would generate droplets with a more 

abrupt expansion [28]. Moreover, this provides a general strategy for suppressing undesirable 

step emulsification in devices incorporating channels of different height.   

 To detect and count each particle with high accuracy, the optical acquisition rate must 

be fast enough such that each particle appears as a peak in fluorescence versus time. Due to 

the small dimensions and high velocities of the particles, the detection volume must be 

scanned rapidly to acquire many intensity measurements of each particle. Producing droplets 

at 83 Hz, our 1 MHz detector provides ~9 data points per particle, which is sufficient for 

confident identification (Fig. 3A). Since particles are encapsulated randomly, only a fraction of 

the droplets contain the correct number of particles for sorting; however, in such instances, a 

sorting pulse is generated to facilitate recovery of properly configured droplets (Fig. 3B). Since 

a droplet takes time to gradually expand from the constriction to the sorting module, the pulse 

must be delayed to ensure that the proper droplet is sorted, which is why the sorting pulse 

appears in the time trace several droplet cycles later than the droplet that triggered it (red box, 
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Fig. 3B). Because the droplets are loaded with particles randomly, the loading follows a 

Poisson distribution, which is recapitulated by our counting (Fig. 3C and 3D). Without the 

hydrodynamic focusing afforded by the constriction, we should observe an overabundance of 

single-particle droplets and under abundance of two and more- particle droplets, since 

“birthday problem” localization should result in some two-particle events being detected as 

fictive single particle events. However, the measured particle distribution shows no such skew 

and, indeed, is in good agreement with the expectation based on Poisson statistics (red curve, 

Fig. 3C and 3D).   

 To validate our approach, we use it to generate populations with controlled numbers of 

particles, and verify the results with imaging. Based on the Poisson distribution, at most ~27% 

of the droplets generated with the aim to contain 2 particles will have the correct number of 

droplets, resulting in a collection rate of correctly assembled droplets of 22.5 Hz, or ~90,000, 

or ~2 mL, per hour. Since tiny volumes of droplets are difficult to manipulate with a hand 

pipette, we collect the droplets into an emulsion of red-labeled pre-formed droplets (Fig. 4A). 

We find that 84% of sorted droplets contain the correct number of particles and that the 

distribution deviates from Poisson (Fig. 4B). This shows that the device generates and sorts 

droplets with populations of particles more than an order of magnitude smaller in size than 

previously reported methods [18,19].  

 

Conclusions 

We have demonstrated a microfluidic device that allows accurate quantitation of 

submicron particles in picoliter droplets, and sorting based on this information. Our approach 

is based on flow-cytometric analysis of the particles and, as such, should be extendable to 

multiplexing in which several detection channels are scanned simultaneously. In addition, in the 
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course of developing this device, we also devised a strategy for expanding droplets after a 

constriction such that they remain intact. Since droplet microfluidic devices often incorporate 

multiple modules with different channel heights, undesirable break-up at expansions can be a 

technical challenge that can be easily addressed with our strategy. Our device should be 

valuable for generating emulsions with a programmed number of different particles and cells, 

including for generating barcoded hydrogel beads or microbial consortia for studying bacterial 

community dynamics.   
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Figures 

 
 
 

 

Figure 1: Overview of the method 

A. Two-dimensional (10 µm2) constriction of droplets allows for a clear signal of individual 1 

µm particles (top), while constrictions in one dimension (middle) and no constriction 

(bottom) have a high probability for particle overlap when flowed through a laser. An 

orthographic projection of the 3D shape is presented next to the channel.  

B. During drop making, droplets are randomly loaded particles following the Poisson 

distribution (top). After sorting, only droplets with the correct number of particles (2 

green) are collected.  
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Figure 2: Overview of the microfluidic device  

A. Isometric view of the transition from the 10 µm constriction layer to the 40 µm sorting 

layer of the microfluidic device with the constriction in light blue, the sorting module in 

blue and the electrode in dark blue.  

B. High-speed camera image of the constriction and sorting sections of the microfluidic 

device with droplets flowing through the constriction, expansion and collection 

channels. The droplets arrive from an upstream dropmaker (I), droplets and particles are 

detected in a (10 µm2) constriction (II), expanded in one dimension, flipped into the 40 

µm layer and finally expanded to a sphere (III). Droplets are then spaced out and 

oriented in the sorting channel using spacer oil flowing from (IV). Droplets flow into the 

waste channel (VI) unless they have the correct number of particles and are redirected in 

the collection channel (VII) using a localized electric field (V). 
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Figure 3: Particles are detected accurately inside of a droplet.  

A. Time trace of a droplet shows the fluorescent signal of the droplet (blue) and the green 

fluorescent beads (green). 

B. Longer time series showing a sorted droplet and the voltage applied to the electrode 

when the droplet reaches the sort channel after a delay (pink). Since a droplet takes time 

to gradually expand from the constriction to the sorting module, the pulse must be 

delayed to ensure that the proper droplet is sorted, which is why the sorting pulse 

appears in the time trace several droplet cycles later than the droplet that triggered it.  
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C. Particle detection by the FPGA (bar graph) is in high agreement with a Poisson 

distribution (red), confirming accurate detection and counting of particles 

D. See C.  

 

 

Figure 4: Sorting of defined number of encapsulated fluorescent beads highly enriches 

over Poisson loading. 

A. Microscope overview of sorted blue fluorescent droplets with 2 submicron green 

fluorescent beads collected in background droplets (red) to facilitate droplet handling.  

B. Sorting droplets with exactly 2 green beads highly enriches for droplets with the correct 

number of beads (bar graph) over the random loading based on Poisson statistics (red).  
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