
UCLA
UCLA Electronic Theses and Dissertations

Title
Instructional Technology and Learning Analytics in Online Geographic Information Science 
(GIS) Education

Permalink
https://escholarship.org/uc/item/33v906qz

Author
Burkhart, Nicholas Jacob

Publication Date
2016
 
Peer reviewed|Thesis/dissertation

eScholarship.org Powered by the California Digital Library
University of California

https://escholarship.org/uc/item/33v906qz
https://escholarship.org
http://www.cdlib.org/


University of California

Los Angeles

Instructional Technology and Learning Analytics in

Online Geographic Information Science (GIS)

Education

A dissertation submitted in partial satisfaction

of the requirements for the degree

Doctor of Philosophy in Geography

by

Nicholas Jacob Burkhart

2016



c© Copyright by

Nicholas Jacob Burkhart

2016



Abstract of the Dissertation

Instructional Technology and Learning Analytics in

Online Geographic Information Science (GIS)

Education

by

Nicholas Jacob Burkhart

Doctor of Philosophy in Geography

University of California, Los Angeles, 2016

Professor Michael Edward Shin, Chair

As geographic information systems (GIS) technology continues to mature and as university

instruction progressively shifts to online learning environments, it is the responsibility of

geography educators and the academy more broadly to develop and refine practices for

teaching and learning GIS in online environments. Educators of all specializations teaching

online today are confronted not only with the challenges and uncertainties endemic to online

learning environments, but also with exciting opportunities for implementing data-driven

optimization of instructional design and student learning outcomes using educational “big

data” – detailed and automatically captured records of actions taken by students within

Web-based learning management system (LMS) environments.

This dissertation presents three stand-alone research articles that reside at the nexus

connecting GIS education to online education research, and most notably to the emerging

field of learning analytics. Each article contains a case study built around educational “big

data” collected within an online introductory GIS course. The first research article, which

is focused upon instructional technology specific to GIS education, assesses the suitability

of open source GIS software for supporting introductory online education in GIS. The two

remaining research articles relate to computational analysis of data derived from Web-based

LMS software. The second research article introduces descriptive and inferential analytics, as

ii



well as accompanying and contextualizing data visualizations, that can be derived from the

processing and analysis of raw LMS student activity log data. The third research article uses

LMS data as a vehicle for both (1) proposing new methodology for approximating student

behavior, including procrastination and productivity, and (2) exploring the many relation-

ships that exist between student behavior and student performance in online courses. An

additional methodological chapter introduces a new LMS log analysis software tool originally

developed to perform the data analysis and visualization for this dissertation; a technical

overview of the software’s functionality is presented therein to serve as a guide for online

educators who wish to begin working with LMS log analysis.
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CHAPTER 1

Introduction and Overview

The early 1990s marked a key moment in academic engagement with the study of geospa-

tial information. It is at this moment that scholars began to address both theoretical and

practical issues that stretch beyond the technical concerns associated with information man-

agement and the related development of geographic information systems (GIS) software. In

response to this increasing breadth of academic inquiry, Goodchild introduced the academic

field of geographical information science (GIScience) as a core organizational framework

for ongoing inquiry related to geospatial technology (Goodchild, 1992). Despite persisting

questions about the nature of GIScience as a field of scientific inquiry (Wright, Goodchild,

& Proctor, 1997), this move toward privileging scientific inquiry in the context of working

with geospatial information marked the beginning of an extended period during which in the

academy’s influence on the development of GIS and GIScience was quite robust. This accel-

eration of GIS and GIScience scholarship triggered broader interest in the technologies and

methods being developed within the academy and several small private sector firms. This

greater interest in turn resulted in a diffusion of GIS and geospatial technologies to a larger

and mostly non-academic audience and user base, with professional and industrial demand

for employees with GIS competence beginning to grow simultaneously. In response to this

ongoing process of technology transfer, the role of the university within the realms of both

geographic information systems and science has largely pivoted toward a focus upon GIS

education instead of research and development, with a particular focus upon vocational and

professional GIS training and skill development (Dramowicz, Wightman, & Crant, 1993). By

the early to mid-2000s, many of the same scholars whose professional energies were devoted

to constructing early GIS epistemologies and technologies started to discuss the conceptual
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framing of GIS education as well as specific teaching practices and strategies (Goodchild,

2006). Discussions surrounding GIS and spatial science education particularly accelerated

once GIS technologies started to expand past the ‘early adopters’ stage of the innovation

adoption curve; a significant moment occurred in 2003 when the Journal of Geography –

the official journal of the National Council for Geographic Education – devoted a full issue

to catalyzing an ongoing conversation about the direction of GIS education (T. R. Baker &

Witham Bednarz, 2003) (see also Figure 1.1 for an illustration of the changing prevalence of

GIS education in the academic literature over time).

Figure 1.1: Academic Articles Mentioning “GIS Education” (derived from Google Scholar)
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The most enduring and illustrative controversy in GIS education relates to whether GIS

education should be used, as very aptly characterized by Toppen, to produce “GIS techni-

cians” or “GIS geographers” (F. J. Toppen, 1991; Gold, 1989). In other words, is it the role

of the academy to train future GIS researchers and scholars, or must the academy primar-

ily focus upon being more responsive to the substantially growing need for GIS skills and

professional aptitude across numerous professions? While Marble and others have argued

that GIS in higher education must have a long-term objective of replacing the researchers
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and thinkers at the “top of the pyramid” (those who possess the broad theoretical, con-

ceptual, and technical capacities to develop geospatial technology further) (Marble, 1998),

others asserted that the primary objective of GIS education ought to be to prepare students

for prospective employment opportunities in the field. This trend, which has been labeled

as “vocationalism”, is still being actively discussed and by no means has any consensus

emerged as to which approach is optimal and appropriate for academic GIS (Whyatt, Clark,

& Davies, 2011). As a solution for meeting increasing demand for GIS skill in the workforce,

specialized and highly vocational GIS certificate programs and degree programs emerged

from many university GIS departments beginning in the late 1990s (Wikle, 1999), though it

became clear early on during the proliferation of professional GIS certificate and degree pro-

grams that the programs varied substantially in the content and concepts that they covered,

reflecting the broader lack of consensus about GIS education practices early in the evolution

of GIS within higher education (Wikle & Finchum, 2003).

Current trends as well as previous discussions about the role of GIS in higher education

point to acceleration of vocationalism and the persistence of the ongoing shift toward using

GIS education and training to satisfy workforce demand for GIS skills and talent. This

shift is prompted in part by the fact that the geospatial job market is robust and has been

continually presenting sufficiently skilled job-seekers with new and growing opportunities

for several decades (Gewin, 2004); GIS skill and competence is increasingly associated with

employability (Şeremet & Chalkley, 2016), particularly in the context of providing hold-

ers of non-vocational higher education degrees in geography and other related fields with

improved vocational employability outcomes (K. Brown, 2004). This growing focus upon

employability within GIS education has additionally been linked with broader shifts toward

student-oriented consumerism in higher education and increasing employee skill expectations

among employers (Arrowsmith, Bagoly-Simó, Finchum, Oda, & Pawson, 2011).

In response to this growth of vocational GIS education, geospatial education professional

standards and competency documents have been developed to explicitly reflect and account

for workplace demands. Since its initial release in 2006 by the University Consortium for

Geographic Information Science (UCGIS), the Geographic Information Science and Technol-

3



ogy (GIS&T) Body of Knowledge has been employed as a baseline in the development and

assessment of GIScience curricula (DeMers, 2009; Prager & Plewe, 2009), program assess-

ment (F. Toppen & Reinhardt, 2009), and professional certification (A. Johnson, 2008). The

latest rounds of revisions to this Body of Knowledge are likely to incorporate and be struc-

tured based upon a comprehensive assessment of GIS-related workforce demands (Hofer,

Wallentin, Traun, & Strobl, 2014); indeed, major firms in the geospatial technology industry

are contributing substantially to the revision of this key standards document (Waters, 2013).

This same explicit focus upon workplace skill requirements was similarly incorporated into

the latest revisions of the Department of Labor’s Geospatial Technology Core Competency

Model (GCTM); although the GCTM is predominantly a document crafted by key figures

and organizations within industry, it is important to note that this model was developed with

considerable support, input, and involvement from key members of the geospatial academic

community (DiBiase et al., 2010).

Recent GIS education research highlights the increasing prevalence of vocational GIS

training and instruction in the academy – for example, Hong explores the use of textual

content analysis methods to parse topics and required skills out of GIS job advertise-

ments (J. E. Hong, 2015). Likewise, Lukinbeal and Monk speak to the growing number

of professionally-oriented Master’s degree programs in GIS, particularly emphasizing the di-

versity of the programs that currently exist (Lukinbeal & Monk, 2015). Although disagree-

ment persists about whether vocationalism in GIS education and training is appropriate,

job-oriented training in GIS continues to grow and become more salient both in academic

research and teaching. Given the undeniable existence and growth of vocational GIS training

within higher education, researchers studying geographic education and practitioners of GIS

training within higher education therefore are confronted with not only an opportunity but

also a responsibility to develop a more comprehensive understanding of the many facets of

vocational GIS education.

Among vocational GIS training certification and degree programs offered by institutions

of higher education, many are now offered in fully online learning environments (Lukinbeal

& Monk, 2015). This reflects the documented gradual growth of online instruction in higher
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education in general; Allen and Seaman cite that as of 2014, nearly seventy percent of insti-

tutions of higher education in the United States see online education as a critical component

of long-term institutional strategy (Allen & Seaman, 2013). Despite the growing popularity

of online education, researchers and educators are far from reaching a consensus concerning

the effectiveness and suitability of both various models of delivering online instruction and

associated pedagogical techniques and strategies. The variety of methods used in delivering

online instruction has grown commensurate with technological advancement and the pub-

lic proliferation of Internet bandwidth. While early online course design emphasized the

use of hypertext archives and embedded images to transmit course content and discussion

boards to facilitate communication among participants (A. Brown, 1997; Carr-Chellman

& Duchastel, 2000), today’s online course participant is often treated to streaming video

lectures (D. Zhang, Zhou, Briggs, & Nunamaker Jr, 2006), synchronous meetings with in-

structors conducted with audio and video communication (McBrien, Jones, & Cheng, 2009),

accessibility of course content using mobile devices (Corbeil & Valdes-Corbeil, 2007), and

feature-rich Web-based learning management systems (LMSes) that facilitate highly struc-

tured and responsive learning experiences (McGill & Klobas, 2009). This ever-growing body

of online instruction methodology and widely varied implementation in courses and degree

programs across institutions of higher education has resulted in the emergence of a vir-

tual ‘wild West’ of online course delivery, wherein no single model or set of instructional

methods has emerged as a standard over the last decade (Allen & Seaman, 2013). Perhaps

attributable in part to the flexibility and diversity of instructional methods used in online

education, numerous studies point to favorable student performance outcomes as a conse-

quence of employing online instructional methods (González, Jover, Cobo, & Muñoz, 2010;

M. C. Campbell, Floyd, & Sheridan, 2011). The diversity of instructional techniques used

in online education, viewed in the context of the favorable learning outcomes that online

instruction can deliver, indicates the need for additional systematic investigation into online

instructional design, online pedagogy, and the relationships between these characteristics

and student learning outcomes.

As is discussed in much greater detail in the fourth and fifth chapters of this dissertation,
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recent developments in instructional technology have resulted in the proliferation of data

describing student behavior and performance in online education. Web-based learning man-

agement systems (LMSes) – specialized Web applications used to host online courses and

provide online support for traditional face-to-face or hybrid courses – are revolutionizing

the study of student behavior and student performance because LMSes track nearly every

engagement or interaction that a student or instructor makes with a course website. Black

et al. liken this phenomenon to receiving “data for free”, as educational ‘big data’ is prolif-

erating and growing in the background of normal practices of instruction (Black, Dawson,

& Priem, 2008). These data are automatically generated within most LMS-driven online

courses whether or not an instructor or a researcher intends for the data to be collected.

Whether intentionally collected or not, the activity log data generated by LMSes offers

unprecedented documentation of student engagement with course resources and activities,

and researchers in several related fields of inquiry – most prominently learning analytics

and educational data mining (EDM) – are realizing the value of using LMS log data to

not only better understand student behavior and performance (Romero & Ventura, 2010;

Psaromiligkos, Orfanidou, Kytagias, & Zafiri, 2011) but also predict and classify student

learning outcomes (Hung & Zhang, 2008; Macfadyen & Dawson, 2010; Abdous, He, & Yen,

2012). As log-driven analysis of educational data is a relatively young field of inquiry, much

remains to be learned about the descriptive and predictive power of data generated as a

byproduct of online education.

1.1 Guiding Questions and Outline

The research in this dissertation resides at this nexus connecting geospatial technology edu-

cation and the aforementioned fields of inquiry within online education, namely instructional

design, learning analytics, and educational data mining. This dissertation, structured using

the ‘three-article’ form, presents the contexts, methods, and results of three separate but

related research projects centered within online education in geographic information systems

(GIS), focusing not only upon GIS-specific instructional design research but also upon in-
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structional design and learning analytics research that can be easily generalized for online

courses of varying disciplines and scopes. The research projects presented in this dissertation

take meaningful steps toward better understanding the following broad research questions

(more specific research questions are contained within each corresponding chapter):

• What are the instructional design implications of selecting certain GIS software plat-

forms for use in online GIS education? Furthermore, to what extent can free and open

source software be used in introductory online education in geospatial technology?

(Chapter 2)

• What can be learned about student behavior and performance from data generated as

a product of online education, and to what extent can this educational “big data” be

used to optimize learning outcomes? (Chapter 3)

• What computational methods can be used to optimally process access log data retrieved

from learning management system (LMS) software? (Chapter 4)

• To what extent can educational “big data” be used to estimate certain characteris-

tics of student behavior and performance and explore the relationships among these

characteristics and associated factors related to online education? (Chapter 5)

This dissertation is organized into six chapters. Among these are two chapters (chapters

one and six) designed to summarize and frame the contents of the dissertation, three chap-

ters (chapters two, three, and five) that are structured as substantive stand-alone research

articles, and one chapter (chapter four) that consists primarily of technical and methodolog-

ical notes concerning the development and use of a software library that is used to perform

data analysis in chapters three and five. While the research article chapters are all written

as stand-alone articles, they are linked by several common threads and research objectives,

namely (1) evaluation of online instructional design and methodology specifically related to

GIS courses, and (2) exploration of what lies ‘under the hood’ in online education (i.e. what

we can learn from systematic examination and evaluation of the computer software we are

already using for instruction and/or the data generated by this software). Another common
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thread across the dissertation is the use of case studies focused upon Geography (GEOG) 7:

Introduction to Geographic Information Systems (GIS), an online general education intro-

ductory GIS course offered by the Department of Geography at the University of California,

Los Angeles (UCLA). This is in large part motivated by my ongoing involvement with the

development and teaching of this course since the Spring 2013 academic quarter. As this

dissertation reveals, much can be learned about online education in GIS and online educa-

tion in general by conducting in-depth investigation related to several characteristics of this

single course.

The purpose of chapter one is to introduce the scope of the dissertation and broadly

frame its primary research objectives within the context of geographic information science

education and fields of inquiry related to online education in general. Brief context is pro-

vided for the dissertation’s primary research objectives, and the objectives themselves are

presented alongside a description of the structure of the dissertation. This chapter concludes

with a discussion of the relationship between geography and online education, primarily

exploring nature of geography as a mediator of online education accessibility and quality.

The overall objective of chapter two is to assess the extent to which open source GIS

software can be employed in introductory online GIS education. This article begins with a

brief review of the literature on open source software and its utility within education, and

within this scope the dichotomy of proprietary versus open source is discussed in the context

of GIS and online education software. A survey and content analysis of introductory GIS

course syllabi from institutions of higher education throughout the English-speaking world

is employed to identify the most salient software-centered techniques and concepts covered

in a prototypical introductory GIS course, and then the fifteen most salient of these concepts

are used as the basis of a feature audit comparing the suitability of Esri’s ArcGIS 10.3.1 –

the leading commercial desktop GIS platform – and QGIS 2.14 – the leading free and open

source software (FOSS) desktop GIS platform. Through this feature audit it is revealed

that open source software can be effectively used in place of the commercial GIS software

more frequently used in online introductory GIS education. Most importantly, it is discussed

that using open source software offers many advantages that became clear in the course of

8



conducting a case study within a large online general education GIS course at UCLA.

Chapter three is focused upon exploring metrics of student behavior and performance

that can be derived from computational analysis of user access logs that are automati-

cally generated by most Web-based learning management systems (LMSes). This study is

premised upon the idea that online education generates massive quantities of “big data” that

are seldom leveraged by instructors for their analytical power. The research is framed by

situating analysis of LMS log data within several emerging fields of inquiry in education re-

search; these fields are known as educational data mining (the practice and study of methods

for extracting meaningful information from educational “big data” primarily using machine

learning algorithms that require little human intervention or monitoring) and learning an-

alytics (the typically student-centered study of learners using data generated within the

learning process, normally with substantial human interpretation involved). The scope and

the specifics of the article’s case study are then introduced; the case study defines its scope as

relating to empirical LMS log data derived from the same large online general education GIS

course at UCLA, and these data are analyzed and visualized using the Bamboodle LMS log

processing library for the Python programming language. Bamboodle was originally written

for the purpose of completing research for this dissertation, and it is described in greater

detail in chapter four. A series of student performance and behavior metrics are then intro-

duced, and empirical examples of each of these metrics, derived using the aforementioned

LMS log data, are presented and discussed. Overall this paper illustrates that processing of

“big data” in the form of LMS activity logs can help instructors and students to develop a

better understanding of otherwise hidden characteristics of online learning environments.

The purpose of chapter four is to introduce and provide a brief methodological overview

of the use of Bamboodle, a Moodle LMS log file analysis library that I built originally for

the purpose of conducting exploratory research for this dissertation. After recognizing the

generalizable usefulness of this tool, I packaged it as a portable and installable library and

released it to the general public as free and open source software. This short technical chapter

introduces the motivation for the development of Bamboodle, the scope of the functions and

features that the library provides, and finally, a short methodological guide describing how
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the software can be used to perform basic log file analysis and processing.

Chapter five is the last of the dissertation’s three substantive stand-alone research ar-

ticles; its objective is to assess the extent to which LMS log file analysis methods can be

used to measure the association between academic performance in online courses and sev-

eral characteristics of student behavior, including procrastination and productivity. This

chapter additionally proposes new methodologies for using LMS activity data to empirically

estimate student procrastination and productivity, which heretofore had most often been col-

lected using more invasive research methodologies (in the sense that the use of such methods

requires intrusion into normal practices of instruction to collect data). The article begins by

introducing the objectives of the study in the context of several related discourses, namely

(1) instructional design in online education, (2) measurement and data collection in online

education, (3) productivity in online education, and (4) academic procrastination. Then the

hypotheses and the empirical scope of the study are introduced, highlighting the character-

istics of the online GIS course from which data are drawn and placing particular emphasis

upon formative and summative evaluations integrated into the course’s instructional design.

The methodologies for processing log data and estimating procrastination and productivity

are then introduced, followed by detailed statistical test results and discussions for each of

the individual hypotheses. The research presented in this chapter indicates both (1) that

significant relationships between procrastination, productivity, academic performance, and

other mediating factors can be observed, and more broadly, (2) that meaningful conclu-

sions about student behavior and performance in online courses can be derived simply by

processing and analyzing LMS log data.

Chapter six includes a brief summary of the contents of the dissertation as well as the

significance of the findings presented therein. Directions for future research are discussed for

each of the primary articles contained within the dissertation.
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1.2 Why Geography?

This section discusses how the research presented in this dissertation is closely related with

core principles and objectives of academic geography. While the connections between this

dissertation’s first article and academic geography and GIS are quite evident, it is worth em-

phasizing that learning analytics research is by its nature geographic as well. This research

is inherently geographic in the sense that online learning introduces a locational dimension

to learning and to the educator-student relationship that is not present in the same fash-

ion within traditional face-to-face learning environments. In traditional face-to-face learning

environments, location is a shared constant as educators and learners are interacting in

common, shared locations. Within online education, however, location is introduced as a

variable that can bring significant consequences to bear upon student behavior, student per-

formance, learning outcomes, instructional design, and other mediating variables. Chapters

three, four, and five all touch upon the fact that location can be inferred based on an LMS

user’s recorded IP address; additionally, the research presented in chapter five indicates that

location (in the context of rates of on-campus versus off-campus access to a course website as

an example) can be a significant differentiator of related academic behavior and performance

characteristics. Put simply, when educator and learner location varies as it can in online

education, location in general matters far more than it does in cases when location does not

introduce any variability into the educational process.

Additionally, the learning analytics research presented in this dissertation touches upon

multiple conceptions and scales of location. Location can be defined in an absolute sense (i.e.

the coordinates of a known location on the surface of the earth), but it can also be understood

in a relational sense. Referring again to the discussions of IP address analysis in chapters

three, four, and five, it is discussed that IP addresses can be generally linked to locations on

the basis of known blocks of IP addresses assigned to Internet service providers. In addition

to this practice, which is known as IP geolocation, the Internet networks themselves define a

series of location-based relations that exist not in three-dimensional space but in a network

as defined by nodes on the Internet and the various networks and blocks of nodes that
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Internet traffic must pass through in order for packet-based communication on the Internet

to function. An IP space is a location and set of locations unto itself, and as Internet traffic

passes through different subnets and IP spaces, it is important to remember that these IP

spaces are also rooted in physical locations governed by widely varying laws.1 A broader

geographic and location-based perspective is therefore very helpful in understanding the

nature of how data traffic related to online education travels through the Internet, where

the traffic might physically reside as it passes from its origin to its destination, and what

the implications might be thereof.

In the context of traditional face-to-face education, it is well documented across many

countries and societies that geography is a significant mediating factor in determining acces-

sibility and quality of education (Hannum, 1999; Hannum & Meiyan, 2006; Logan, Minca,

& Adar, 2012). Furthermore, the geographic characteristics of socioeconomic inequality in

particular have been seen to significantly influence inequality in accessibility of face-to-face

education (Lipman, 2004; Hamnett & Butler, 2011). Online education presents numerous

opportunities for overcoming the geographic inequalities and the barriers to accessibility

that are characteristic of traditional face-to-face education; several cases representative of

this notion have received considerable attention from the global public in recent years, per-

haps most notably the story of a teenager from Ulan Bator, Mongolia who earned a perfect

grade in a free massively open online course (MOOC) in electrical engineering offered by the

Massachusetts Institute of Technology (MIT), which subsequently resulted in the student

being offered admission to MIT and matriculating as an undergraduate student (Pappano,

2013). This naturally compelling human interest story reflects the growing sentiment that

regards online education as a democratizing force within the broader spectrum of primary,

secondary, and postsecondary education (Larreamendy-Joerns & Leinhardt, 2006).

Although online education has been lauded for expanding the geographic reach of edu-

cation overall, geography as a factor mediating educational accessibility and quality is no

less salient in online education than it is in traditional face-to-face education. The expanded

1See (Mueller, 2010) for one of the most comprehensive discussions of the politics of Internet governance
and related matters.
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geographic reach of online education must not be conflated with geography being rendered

irrelevant or even less important; it is rather the conception of what constitutes geography

that must be adjusted. In online learning environments, various geographic characteristics of

information technology and information networks can be considered the most essential geo-

graphic mediators of educational accessibility and quality. At the scale of computer networks,

these characteristics include the geographic distribution of Internet bandwidth, wherein in-

terregional and urban/rural differences are frequently referred to as the digital divide. At

the scale of host and client computer hardware and software, these characteristics include

(1) hardware availability, (2) software licensing complications, and (3) cost variability for

both hardware and software.

Disparities in the geographic distribution and cost of Internet bandwidth illustrate how

geography remains a key concern when considering accessibility of online education. Taking

in to account the presence or absence of broadband Internet access alone, approximately

three million residents of the United States, many in rural areas, remained unable to obtain

Internet access of sufficient bandwidth for enabling participation in a typical multimedia

online course as of June 2012 (McConnaughey, Goldberg, Neogi, & Brocca, 2013). This

same study cites that approximately 99.9% of urban area residents had access to suitable

connections, while the same could be said for only 91.1% of rural residents. Even among

areas in the United States where broadband Internet access is widely available to the con-

sumer market, adoption and availability differ considerably – home connections of sufficient

bandwidth for participating in online education remain beyond the financial reach of many,

with 43 percent broadband adoption observed among U.S. households with household in-

comes of less than $25,000 and 90 percent adoption among upper middle class households

with incomes ranging from $75,000 to $99,999 U.S. dollars (McConnaughey et al., 2013;

Exploring the Digital Nation: America’s Emerging Online Experience, 2013). Even some

adopters of broadband Internet connections face accessibility issues in relation to online ed-

ucation. For some online courses that depend heavily upon multimedia resources and data

transfer, users of low-bandwidth broadband connections – particularly connections with a

heavily restricted data upstream or downstream, as is the case with the very sluggish satellite
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Internet connection upstreams that are still a mainstay of the remotest of rural communities

– may be precluded from fully participating in an online course and/or accessing required

course resources as a result of insufficient Internet bandwidth. An even grimmer picture

of bandwidth disparity related to socioeconomic indicators is observed globally – not only

has bandwidth availability been linked to personal income, but disparities in interregional

and international bandwidth availability have not been decreasing over time (Hilbert, 2016).

From this evidence alone, it is clear that the spatial distribution of Internet bandwidth is

just as crucial in mediating access to online education as physical proximity to educational

institutions is in mediating access to face-to-face education.

Looking beyond concerns related to the geography of Internet bandwidth and its relation-

ship to online education, it is important to remember that the primary function of Internet

networks is to facilitate communication between client and server computer hardware and

software, all of which must be sufficiently equipped to support online education. Geography,

governance, and demographics also play a considerable role in mediating access to online ed-

ucation through disparities in costs of and access to computer hardware and software among

educational institutions, educators, and students alike. Therefore, computer hardware and

software that is both affordable and accessible to educators and students must be considered

a prerequisite for online education. Even at the institutional level, licensing costs for es-

sential software (including server operating system and learning management system (LMS)

software) can be prohibitively expensive for educational institutions in the developing world

(Sife, Lwoga, & Sanga, 2007). While adoption of open source software and open educational

resources has accelerated among institutions in the developing world (Johnstone, 2005),

considerable information technology skill and labor is required to administer the hardware

and software and deliver a customized online learning environment that extends the default

functionality provided by open source LMS software. Although such investment in improv-

ing the online learning experience may seem less than essential at face value, it has been

demonstrated that the perceived quality of online learning environments directly relates to

student satisfaction (Ozkan & Koseler, 2009). Therefore institutions geographically centered

in regions with a limited local information technology workforce are limited in their abili-
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ties to deliver an online learning experience that can result in optimal learner satisfaction

and performance, while larger educational institutions, particularly those in industrialized

countries, will have the option of either contracting more expensive proprietary software

and hardware solutions or hiring information technology workers who are sufficiently skilled

and experienced in administering online education infrastructure. Turning to the scale of

individual computer users (online educators and learners in this case), significant disparities

in personal computer and information technology penetration are observed across countries

grouped by economic classification, and as was also true of Internet bandwidth penetration,

a significant relationship has been observed between personal income and personal computer

penetration globally (Chinn & Fairlie, 2010). This evidence highlighting the disparity of

access to the computing assets that are required for delivering and engaging with online ed-

ucation further supports the assertion that online education is no less geography-dependent

than face-to-face education.

Finally, it is important to take a step back and examine the two core missions of academic

geography: research and education. Given that most academic geographers are expected to

be geography educators, and that educators ideally ought to be to at least a limited extent

familiar with key research and pedagogy related to the learning environments in which they

are teaching, it is fair to say that academic geographers who engage in regular online teach-

ing of GIS courses – or any other academic geography courses for that matter – have at least

a modest responsibility to develop an understanding of best practices in online education

and ensure that student learning outcomes are as favorable as is realistically possible. This

dissertation seeks in part to contribute to this base of research, which can in turn serve to

enhance the quality and learning outcomes of geographic technology education. Further-

more, as professional educators, academic geographers ought to be able to pursue scholarly

investigation into the very practices of education that constitute a considerable share of

their professional responsibilities. To suggest otherwise or to suggest that research concern-

ing practices in geographic education best comes from specialized education researchers is

to lose sight of the unique perspective that practitioners of geographic education can bring

to research related to the very learning environments within which they teach.

15



CHAPTER 2

Toward a Scalable Online Learning Environment for

GIS: Comparing Open Source and Proprietary GIS

Software

2.1 Introduction

Particularly considering the growth of online instruction within global higher education,

instruction in higher education depends upon computer software now more than ever before.

The software that has become so essential within higher education takes many forms, from

the Web server and learning management system (LMS) software used to host course websites

for online and traditional face-to-face classes alike, to the productivity software (i.e. word

processing, spreadsheet, and presentation) that most students functionally are required to use

to complete activities and exercises assigned by instructors. Yet despite the growing salience

of software in the educational process, few involved in higher education in any capacity

critically consider the role of software in education or the implications and consequences of

involving particular software packages or tools in ordinary practices of instruction.

Few fields of study in higher education depend as heavily upon computer software as

geographic information systems and science (GIS). Practical training in the use of common

GIS software platforms is a core component of most college- and university-level GIS courses

and training programs, and in most cases, this practical training has involved training in

the use of Esri’s ArcGIS and other common proprietary GIS software platforms that are

popularly used within industry and the public sector alike. However, the rapid emergence

of high-quality free and open source software (FOSS) GIS platforms over the last decade
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presents instructors and learners alike with alternatives to the expensive proprietary GIS

software platforms that have long dominated GIS education and training. The emergence

of open source GIS software platforms is prompting educators involved with GIS instruction

and training in higher education to consider the following questions:

• “Are open source software platforms sufficiently mature, user-friendly, and actively

supported to be used in place of commercial software?”

• “To what extent can open source GIS software platforms be used in place of the

commercial software so frequently used in GIS education?”

• “What unforeseen benefits and drawbacks – in terms of student experience, learning

outcomes, course scalability, and instructional design – are associated with using open

source GIS software in place of commercial software in undergraduate education?”

Considering the salience of these questions and the accelerated development timelines

of many large open source (FOSS) GIS software projects, the few previous examinations of

the use of open source GIS software in geospatial education all focus upon what are now

outdated versions of software that have since been substantially improved; likewise, industry-

standard commercial GIS software has evolved substantially as well over the last five years, so

further comparison and assessment is certainly warranted. As such, the geographic education

literature lacks not only a current and comprehensive evaluation of the educational value and

the feature suitability of open source GIS software, but also an assessment and discussion

of whether and how open source software can be effectively employed in scalable online

geospatial technology education. The primary objectives of this paper are to (1) examine the

emergence of open source software and explore the current maturity of the projects developed

within the open source geospatial community, and (2) assess the viability of replacing and/or

augmenting standard commercial GIS software with open source alternatives in introductory

GIS courses, with a particular focus on class scalability and instruction predominantly in

an online environment. The first step toward identifying the suitability of open source

software for online GIS education is to determine the technical, software-oriented concepts
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covered in a typical introductory GIS course; the list of identified concepts will form the

basis of a comparative feature analysis between the leading commercial and open source GIS

platforms. This is accomplished by performing several types of textual content analysis upon

a corpus of course syllabi from introductory GIS courses at various colleges and universities.

The next step is to propose and justify a scoring index that will be used to evaluate and

compare the feature set of Esri’s ArcGIS for Desktop, the leading commercial desktop GIS

platform, with the feature set of QGIS, the leading open source alternative to ArcGIS. This

index is then used to perform a detailed suitability analysis for each of the software-oriented

GIS concepts identified in the syllabus content analysis. Finally, conclusions are drawn

about the suitability of open source software for introductory GIS education, with a focus

upon identifying whether and, if applicable, the extent to which open source GIS software

possesses a feature set of sufficient maturity, sophistication, and ease-of-use to support a

typical introductory GIS course.

2.2 Context

Although open source software was originally considered the provenance only of the techni-

cally proficient (J. S. Brown & Adler, 2008), increasing attention to usability within open

source software projects has resulted in a larger potential audience and user base for the

software (Nichols & Twidale, 2003; Benson, Muller-Prove, & Mzourek, 2004). Within this

larger audience are educators who elect to implement instruction using open source software

for a variety of reasons and purposes (O’Hara & Kay, 2003). Open source software has been

particularly popular in global higher education, owing to legal difficulties related to software

licensing terms and conditions in many countries and software license prices that are pro-

hibitively expensive in numerous emerging markets (Carmichael & Honour, 2002; Morelli et

al., 2009). Furthermore, open source software is no longer merely a substandard alternative

to be used when commercial software is beyond reach; Dawson and al Saeed acknowledge

that open source software used in place of comparable proprietary commercial software can

be used to teach the same critical computing skills and technological knowledge (Dawson
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& Al Saeed, 2012). Individual and organizational adoption of open source software is also

accelerated by the homogenization of user experiences and file format support between many

related open source software platforms and comparable proprietary software. For example,

open source desktop productivity software frequently offers user interfaces similar to those

of the applications contained within the Microsoft Office productivity suite, and proprietary

file format support is provided to enhance interoperability (Ven, Huysmans, & Verelst, 2007).

Today, open source software both supports and drives instruction in the digital environment

– innovations born within the education technology community have resulted in the devel-

opment of large community-supported open source learning management systems (LMSes)

for hosting and managing online courses and virtual learning environments (Dougiamas &

Taylor, 2003).

Wide-scale organizational adoption of open source software has slowly occurred as orga-

nizations age out of previously selected proprietary software (Spinellis & Giannikas, 2012);

similar adoption is occurring in higher education as organizational needs evolve. Increasing

adoption and use of open source software within institutions of higher education can be traced

to several characteristics of the current state of the open source software community: (1)

improving user satisfaction with open source software, (2) growing availability of applicable

open source software, and (3) alignment with values and ethics of the open source commu-

nity. Overall user satisfaction with open source software has grown substantially in recent

years; rapid release schedules adopted by some open source software projects have in general

led to improved user experiences and user perceptions thereof (Khomh, Dhaliwal, Zou, &

Adams, 2012). At the same time that user satisfaction with major open source projects has

been measurably increasing, an increasing number of open source projects useful in higher

education are becoming available to educators and students alike. For example, Flórez and

Alcina’s inventory of open source software that might be useful within in language transla-

tion training classrooms indicated 160 potentially useful open source software tools (Flórez

& Alcina, 2011). It is additionally recognized that models of collaboration and community

development used in open source software communities are becoming established as norms

for communication in collaboration in many fields and professional communities; therefore,
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there exists considerable value in ensuring that students are exposed not just to open source

software but to the ethics and practices of collaboration found throughout the open source

community (Bishop, Jensen, Scacchi, & Smith, 2016).

Speaking specifically about software used in delivery of online higher education, migration

away from proprietary and closed learning management systems in favor of open source

LMSes has emerged as a common trend in global higher education. A notable example

of this trend is a cloud learning management service offered by the University of London

Computer Centre (ULCC) to colleges and universities throughout the United Kingdom; a

March 2013 article notes that this ULCC service, which relies upon the open source Moodle

LMS, reaches more than two million students at more than 150 educational institutions

(Wilson, 2013). This same article additionally cites the considerable cost savings realized

by many of the participating institutions. Cross-institutional instructional partnerships and

organizations frequently employ open source learning management system software because

(1) adoption of a single multi-institutional platform can help to standardize online learning

environment structure and (2) open source software is not subject to the significant financial

cost involved in multi-institution purchasing of proprietary LMS subscriptions (Andrews

& Daly, 2008). Institutional adoption of open source software is additionally seen as a

mechanism for reducing the likelihood of being locked in to use of proprietary software over

a long term (Zhu & Zhou, 2012).

2.2.1 Esri’s ArcGIS and the longstanding dominance of proprietary GIS plat-

forms

Turning specifically to the geospatial technology and geographic information systems/science

(GIS) realms, instruction in GIS, particularly outside of professional programs and GIS-

specific applied graduate degree programs, has long been severely constrained by commercial

software licensing concerns and limited support for operating systems other than Microsoft

Windows. The dominant commercial desktop GIS platform, Esri’s ArcGIS for Desktop, is

used as the primary software platform in the vast majority of GIS degree and certificate
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programs in the United States largely because the software is so dominant within industry;

Esri’s own estimates as of March 2015 place the company at holding 43 percent of the global

GIS market (Esri Inc., 2015). ArcGIS and its leading commercial competitor, PitneyBowes’s

MapInfo Professional, offer only very limited support for operating systems other than Win-

dows, and software licenses must be purchased by the colleges and universities that wish to

teach using this software. The substantial and burdensome limitations imposed by licensing

and hardware compatibility have led many universities hosting online GIS programs to de-

liver access to GIS software via remote access, wherein students are required to connect to

and remotely use GIS software hosted on university-owned computer hardware (Grunwald,

Ramasundaram, Bruland, & Jesseman, 2007). Students in other GIS degree programs are

required to purchase expensive computers and devices recommended by their academic insti-

tutions in the event that their existing personal hardware is not compatible with commercial

GIS software. Other recent examples of online education efforts in GIS have leveraged devel-

opments in online and cloud-based GIS platforms (Robinson et al., 2015); however, cost and

scalability are and equal concern in this situation as cloud GIS services are seldom available

for free or for prices inexpensive enough to support substantive scalable training in GIS

concepts and techniques. While these approaches designed to circumvent desktop licensing

restrictions may be feasible for (1) an online GIS degree or certificate program with a limited

number of students and a revenue stream sufficient to purchase and maintain the required

software licenses and hardware or (2) courses hosted by the developers of the software as

special cases can be easily arranged for licensing, these models for GIS software licensing are

not viable for typical undergraduate courses in GIS with substantial student enrollments,

particularly for large general education courses with variable enrollment numbers.

Esri’s influence has additionally been bolstered by its investment in GIS education and

training; as a result of this investment, Esri claims that a substantial majority of higher

education institutions teaching GIS hold ArcGIS site licenses and conduct the majority of

their GIS education using ArcGIS (DiBiase, 2013).1 Released in 1995, Esri’s ArcView 3.x

1I could not find any studies to empirically substantiate this claim on a broad scale; however, bringing
to bear my understanding of the state of academic GIS and GIS education, Esri’s claim does not seem
unreasonable or at all unrealistic. Studies have clearly documented a preference for Esri GIS software in
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desktop GIS software, which was celebrated for its comparatively accessible graphical user

interface, spurred more extensive integration of GIS in higher education curricula, partic-

ularly in disciplines outside geography wherein GIS was not previously taught (Wiegand,

2001; Qiang, 2008), and in primary and secondary education curricula (DeMers & Vincent,

2008). Educators, many of whom extolled the virtues of ArcView’s ease of use and straight-

forward approach to performing basic spatial analysis and data visualization (Lobben, 2001),

adopted Esri products and began teaching using them. This turn toward the use of ArcView,

and later ArcGIS Desktop, has created a generation of GIS students whose introductory GIS

training took place entirely using Esri software and, in many cases, using educational ma-

terials developed by Esri’s in-house publishing entity, Esri Press (Booth & Mitchell, 2001;

Sinton & Lund, 2007; Harder, Ormsby, & Balstrom, 2011). Esri Press’s most recent higher

education product is a workbook of practical exercises called SpatiaLABS; Esri recently an-

nounced that the product will be available at no cost to universities holding an ArcGIS site

license (Esri, 2013). In addition to producing their own educational resources, Esri actively

endorses and supports development of GIS education textbooks that employ ArcGIS as the

primary GIS software package used in instruction; one of the most popular GIS education

textbooks is an ArcGIS workbook that provides numerous practical exercises designed to be

completed using ArcGIS Desktop (Kennedy, 2013). This, and other similar practical texts

(Price, 2013), are frequently cited as being integral components of emerging GIS programs,

particularly at smaller colleges and universities (Mannel & Winkelman, 2005; Eusden, 2009).

In addition, Esri’s substantial strategic investment in outreach to institutions of higher edu-

cation is evident in its personnel composition – Esri’s director of education, David DiBiase,

is a former director of Pennsylvania State University’s online GIS education programs, and

the lead author of the University Consortium for Geographic Information Science (UCGIS)

2006 Body of Knowledge (DiBiase et al., 2007), one of the leading professional competency

inventories for geographic information systems.

More recently, Esri has expanded its influence in the GIS education market by partnering

with leading universities to offer massively open online courses (MOOCs) in GIS and related

professional GIS education (Gotz, Frates, & Weschler, 2009).
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geospatial technologies (Robinson et al., 2015). The prototypical MOOC is open for free

public access, offered by an elite institution of higher education (in the case of the geospatial

courses, Pennsylvania State University), produced and/or backed by an industry leading

company, and taught by one or more field-leading scholars, complete with recorded lectures,

reading materials, assignments, and automated assessment tools (Pappano, 2012). The pub-

lic appeal of MOOCs is clear: stories about MOOC participants who transformed their lives

by completing free online courses speak to a self-improvement narrative that is particularly

resonant in the United States and the Western world (Pappano, 2013). Their public caché

aside, MOOCs have been criticized within the academy for encouraging homogenization of

instruction (Lewin, 2013) and ignoring the substantial differences in educational systems

around the world (Sharma, 2013). Because MOOCs reach millions of students worldwide,

these free and open online courses have, for better or for worse, all but become the public

face of online education, and several of Esri’s MOOCs have reached approximately ten thou-

sand students simultaneously (Robinson et al., 2015). Esri’s MOOCs are typically structured

around use of the online and cloud-based GIS services that the company offers; MOOC par-

ticipants are often granted complimentary access to a feature set within the platform that

otherwise resides behind a paywall. Shortly after an Esri MOOC concludes, participants who

lack access to a paid ArcGIS Online subscription risk losing access to any non-public compo-

nents of the cloud software platform they were trained to use within the course. In contrast,

MOOC participants trained in the use of open source software or technologies would not be

confined by similar software access and licensing restrictions.

2.2.2 Emergence and maturation of an open source geospatial community

Since the mid-2000s, development of geospatial technology has increasingly taken place

within an active and organized community of open source software developers. Steiniger

and Bocher identified four indicators suggesting increased presence and popularity of open

source geospatial software: (1) Web sites providing indices of active projects are indicating

the existence of more projects than before, (2) open source GIS projects and foundations

are receiving increasing financial support from other organizations and firms, (3) increas-
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ing download rates of open source products, and (4) increasing citations of the use of open

source desktop and Web-based GIS tools in professional and scholarly literatures (Steiniger

& Bocher, 2009). Coincident with these trends was a move toward broad organization of

development on geospatial software products within foundations and other umbrella orga-

nizations designed to support and provide a conceptual and organizational framework for

software development efforts (Neteler & Mitasova, 2008).

The Open Source Geospatial Foundation (OSGeo) was founded in 2006 with a mission

of supporting and coordinating development of prominent open source geospatial software

projects (Open Source Geospatial Foundation, 2006). As an incubator and an organizer of

development, OSGeo supports development on a number of the most popular open source

GIS projects, including products for both desktop and Web-based GIS and mapping. Among

the projects receiving organizational support from OSGeo are several desktop GIS software

packages including GRASS, the oldest continuing open source GIS project (Neteler, Bowman,

Landa, & Metz, 2012), QGIS (formerly known as Quantum GIS), currently the most popular

open source desktop GIS platform (Hugentobler, 2008), and a number of Web GIS projects

including GeoServer (Deoliveira, 2008), a complete Web map server supporting many OGC

Web mapping communication standards (GeoServer, n.d.), and OpenLayers, a client-side

JavaScript Web mapping library (Hazzard, 2011). OSGeo now also provides organizational

support for the University of Minnesota’s MapServer software, as the project, despite its

academic origins, is now largely developed and supported by the non-academic open source

geospatial community. It is widely recognized that when viewed together, OSGeo’s suite of

supported projects are roughly equivalent in capabilities and feature sets to most standard

commercial GIS software suites (Xia, Xie, & Xu, 2009).

Regular conferences and organizational meetings, many of which result in incubation of

new projects or major revisions and enhancements to existing open source projects, are a

hallmark of the open source geospatial community. One of the most prominent annual meet-

ings is FOSS4G, a conference organized by the OSGeo Foundation to coordinate development

on OSGeo projects, highlight applications of OSGeo projects, and discuss future directions

in geospatial technology and possible future projects for the foundation (Steiniger & Bocher,
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2009). Other influential open source geospatial community conferences include the annual

Geoweb Summit, focused on Web-based mapping technology, and the Open Source Geospa-

tial Research and Education Symposium (OGRS), which focuses upon the application of

open source geospatial software in education and in research (OGRS, 2013).

While the commercial ArcGIS platform has existed in at least some form since 1982 (it

was originally known as Arc/INFO through most of the 1980s and 1990s), innovations in

today’s most frequently used open source desktop GIS and spatial database systems are

comparatively recent, beginning around the year 2000. Open source development in desk-

top GIS can be traced back to the origins of the aforementioned GRASS GIS platform in

1982, the same year that Arc/INFO was released to a commercial audience; nonetheless, the

popular and widely used open source GIS tools and platforms currently being promoted and

developed by OSGeo are much younger. Many of the open source desktop GIS tools that

are most popular today can in some way be traced or linked back to the creation and devel-

opment of PostGIS, a free and open source spatial database framework for the PostgreSQL

relational database management system; development on the project was initiated in 2001

by Refractions Research, a small geospatial technology solutions consulting firm (Blasby,

2001). Today, PostGIS has developed into a robust and fully functional spatial database

management system that is complete enough to support enterprise applications (Garbin &

Fisher, 2010) as well as use in geographic/spatial database courses (Ellul, 2012). PostGIS,

which provides users the ability to store and process vector and raster spatial data within

a PostgreSQL database, became a fundamental building block in a number of other highly

popular and successful open source desktop GIS platforms, including QGIS.

QGIS, which today is a project built collaboratively by hundreds of software developers

in an active community, traces its origins back to 2002 when the software’s source was first

committed to Sourceforge, an online source code repository; the initial version of QGIS

was designed as a proof-of-concept to demonstrate (1) the retrieval of spatial data from

a populated PostGIS database, and (2) the simple rendering and visualization of the data

retrieved from the PostGIS database (Open Source Geospatial Foundation, 2004). Since this

humble beginning, QGIS has rapidly developed quickly into the de facto desktop GIS software
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Figure 2.1: Mentions of ArcGIS and QGIS in Academic Research Articles, 2002 – 2015

(derived from Google Scholar)
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alternative to ArcGIS, boasting a large user community and a growing inventory of training

and resource materials (Graser, 2013) and a body of literature listing numerous applications

of the software within fields as diverse as archaeology (Wells, Parr, & Yerka, 2015), forestry

(Teodoro & Duarte, 2013), water resource management (Chen, Shams, Carmona-Moreno,

& Leone, 2010), and agronomy (Poizot & Méar, 2010). The growth of the QGIS user

community and its popularity within research and academic use is reflected in two key trends:

its growth in relation to ArcGIS in online search popularity (see Figure 2.2 and its growth in

relation to ArcGIS in terms of mentions and citations in the academic literature; see Figure

2.1). In addition to QGIS, numerous other open source desktop GIS software platforms are

available for download on the Web today – including DIVA-GIS, SAGA, GRASS, and gvSIG

(particularly popular among users in Spanish speaking countries) – though the size of the

user community and the popularity of QGIS is unmatched among open source alternatives

to ArcGIS.

In contrast to the peer review knowledge production and exchange process favored in
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Figure 2.2: Google Search Index for ArcGIS and QGIS, 2004 – 2015
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academia, which has long been praised across numerous disciplines for maintaining quality

and rigor in scientific research (Abby, Massey, Galandiuk, & Polk Jr, 1994; Armstrong,

1997) but appropriately criticized for slowing innovation by introducing substantial delays

in the publication of research (Rennie, 1999; Benos et al., 2007), the development and

knowledge production cycle favored by the open source community encourages extremely

frequent contribution built around social coding, constant collaboration, and community

consensus building (Heller, Marschner, Rosenfeld, & Heer, 2011; Dabbish, Stuart, Tsay, &

Herbsleb, 2012). Nearly all major open source GIS projects organize their development

using Web-based code repositories that encourage frequent contribution, communication,

and collaboration among project developers and users alike; the most common environment

by far is GitHub, though some projects use other popular version control systems including

Subversion (SVN) and Concurrent Versions System (CVS).

While numerous studies have demonstrated that the peer review process in the social

sciences and geosciences can be exceptionally protracted (Björk & Solomon, 2013), with
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an average submission-to-publication delay of 21.8 months in a selected geoscience jour-

nal (Raney, 1998), knowledge production and software development within the open source

GIS community, primarily using Web-based discussion fora and version control systems like

GitHub, takes place temporally on the scale of minutes, hours, and days rather than months

or years. For example, as of March 2016, QGIS, the most popular OSGeo-backed open source

desktop GIS platform, counts 184 contributors within its GitHub repository (up from 102

in January 2014); during a single month in 2016, for example, developers committed 423

substantive revisions to the application’s code base, with each revision requiring considera-

tion and in most cases discussion among the project’s community of developers. This model

of knowledge production additionally facilitates rapid prototyping and community-driven

incubation of new technologies and tools, as developers of innovative products can publish

prototypes and early releases to GitHub for community testing and development. The bene-

fits of the knowledge production model favored by the open source geospatial community are

very clear, particularly when compared to the academic peer review process; comparing the

two processes, the futility of keeping up with the latest innovations in open source geospatial

community through the peer review process is evident.

Like any other curriculum built upon the use of open source software, an online introduc-

tory geographic information science curriculum grounded in the use of open source geospatial

software is free of the limitations imposed by most commercial GIS platforms, providing far

greater platform independence and the ability to run the required software on almost any

student-owned modern computer hardware regardless of operating system. While the value

of using open source GIS software in education has been previously recognized (Tsou &

Smith, 2011), it is only within the last several years that free and open source GIS platforms

have reached a point of sufficient maturity wherein open source tools could be in any way

considered as alternatives to commercial software without requiring users to sacrifice essential

features. Steiniger and Hunter, for example, note that as of 2010, open source GIS platforms

only recently came to possess a feature set substantive enough in scope and breadth to en-

able their use in GIS education (Steiniger & Hunter, 2010). Additionally, an evaluation of

the feature sets of open source GIS software conducted by Gomasathit et al. indicates that
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while the free and open source GRASS GIS platform outperforms that of ArcGIS in terms

of the features helpful for introductory GIS education (Gomasathit, Laosuwan, Chunpang,

& Uraichuen, 2011), the absence of a user interface friendly to novice users limits its utility

in introductory GIS education.

2.3 Methodology, Part One: Identifying concepts and techniques

taught in a typical introductory GIS course

The first step toward assessing software suitability for GIS courses is to develop a concrete

and evidence-supported inventory of the concepts and techniques that are taught in a typical

introductory GIS course. This section outlines two different approaches for developing a

better understanding of what constitutes the conceptual and technical core of introductory

GIS education, all based upon content analysis of existing introductory GIS course syllabi:

(1) identifying common concepts and themes using machine learning analysis of syllabus

contents, and (2) taking inventory of all major practical GIS concepts mentioned in syllabus

contents using exploratory content analysis. The concepts and techniques that will receive

the greatest attention in this section and throughout this paper are those that are explicitly

tied to software operations and functionality. While many essential GIS and GIScience

concepts relate less to practical software applications and more to the field’s theoretical

underpinnings, focusing on those concepts that do relate to software operations is most

practical here considering that the overall objective of this paper is to assess the extent to

which open source GIS software can be used to support instruction.

In addition to outlining methods that can be used for conducting content analysis of

syllabi, this section also describes results obtained from applying these content analysis

methods to a corpus of 42 introductory GIS course syllabi gathered during February and

March of 2016. All syllabi used in this survey were obtained using Web searches for the

terms “introduction GIS syllabus”, “introduction geographic information systems syllabus”,

or “introduction geographic information science syllabus”, and all were explicitly posted

for access by the public (none were retrieved from institutional intranets or closed servers).
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Every downloadable syllabus matching these search terms was retrieved and no retrievable

syllabus within the first 200 search results was excluded on the basis of its content, with the

exception of syllabi for introductory GIS courses whose title indicated that the course was

being offered for practical application within a specific discipline (i.e. public health or plan-

ning). Furthermore, all of the syllabi used herein come from accredited academic institutions

and were used for credit bearing semester length courses; the oldest syllabus in the inven-

tory was used in 2010, and the newest comes from a course taught during the Spring 2016

semester. These 42 syllabi come from various English-speaking academic institutions from

around the world and represent several different types of higher education institutions, in-

cluding community colleges, teaching-oriented universities, liberal arts colleges, and research

universities. Of the syllabi, eight (19% of total) come from GIS courses taught at community

colleges, 14 (33% of total) come from liberal arts colleges and teaching universities, and the

remaining 20 (48%) come from research universities, including one syllabus coming from a

research university’s extension program.

2.3.1 Identifying common GIS concepts with LDA probabilistic topic modeling

In recent years, probabilistic topic modeling has emerged as a popular method for performing

text content analysis using machine learning software; the broad objective of most topic

modeling operations is identifying latent topics or ideas that run through a corpus of text

(Blei, 2012). The academic literature abounds with recent “big data” applications of topic

modeling, including large-scale analysis of social media data (L. Hong & Davison, 2010) and

predictive analytics designed to help users better find scientific articles (C. Wang & Blei,

2011). While numerous topic modeling algorithms and methods abound, the simplest and

most popular is known as Latent Dirichlet Allocation (LDA) (Blei & Lafferty, 2009), wherein

topics are inferred from the distributions of words and clusters of words across a corpus of

textual documents. The resulting topics generated with LDA analysis are groups of words

that are inferred to be thematically and topically related; however, it is left to the researcher

to determine (1) the meaning and the focus of each of the topics, and (2) whether the results

are meaningful and helpful in better understanding the source texts.
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In order to identify overarching topics and themes present within the corpus of syllabi, I

applied LDA topic modeling to the text present within the corpus of syllabi. I performed LDA

topic modeling using the Python programming language and a series of popular scientific

data analysis modules. An initial attempt to use Python and several data processing libraries

including gensim (a library that provides intuitive support for topic modeling and LDA

analysis), Natural Language Toolkit (NLTK), and pdfminer to parse raw textual content

directly from the source corpus of syllabus files in PDF format and perform LDA topic

modeling was successful in a technical sense but not in the sense that the delivered results

were meaningful. Even with substantial manipulation of the model parameters, the resulting

topic set was consistently and overwhelmingly dominated by topics that relate to course

structure and evaluation practices (i.e. assignments, deadlines, project requirements, course

policies and procedures). Further refining of the input corpus was required in order to

move toward a topic set focused more directly upon GIS and related concepts. Python and

the pdfminer library were once again used to extract textual contents from the corpus of

syllabus files, but instead of passing the resulting data directly into an LDA function, the

results were saved to disk as individual text files. I then manually edited these text files to

remove all contents but the following sections which are common in many syllabi: (1) course

descriptions and (2) learning objectives. The topics listed in Table 2.1 were then determined

by passing the manually processed text files back into the Python LDA topic modeling script

using NLTK’s default database of stopwords, 2000 iterations of the LDA algorithm, six topic

words per topic in the result set, and a result set of ten topics. I concluded the topic modeling

process by manually ascribing a topic description to each one of the topics on the basis of

the intrinsic unifying theme of each set of topic words, though some of the resulting topics

were easier to interpret and draw meaning from than others.

The results from this topic modeling are instructive in the sense that each one of the

topics speaks to a loosely structured common theme present across many of the syllabi in

the input corpus. Particularly salient in this set of topics is the indication that many of the

courses are characterized by a focus upon software training and practical instruction; the

‘hands’ topic word in the “software training” topic exists in reference to the word “hands-
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Table 2.1: Latent Dirichlet Allocation (LDA) Topic Model of Introductory GIS Course

Descriptions and Objectives

Topic Words Topic Description

map maps project display design projections Map projections

concepts basic applications objectives technology modeling Conceptual objectives

software arcgis provide class computer hands Software training

information geographic science system problem related Describing GIS

gis learn introduction exercises variety student Course structure

systems management understand geospatial coordinate include High-level concepts

spatial analysis tools analyzing mapping editing Techniques

understanding environment planning techniques fields Broad relevance of GIS

data students including methods analyze models Learning processes

gis skills work esri problems knowledge Practical objectives

on”, which speaks to the practical focus and technical orientation of many of the surveyed

syllabi particularly considering that “software” and “ArcGIS” both appear in the same topic.

Furthermore, while the resulting topics are for the most part representative of higher-level

themes present in course descriptions, rather than specific tasks and techniques that are

covered in typical introductory GIS courses, several other learning objectives are clearly

highlighted in the resulting topic set: the first topic, “maps and projections”, highlights the

fact that most introductory GIS courses are characterized by strong emphasis upon concepts

of maps, mapping, cartographic design, and map projections (see the subsequent subsection

for additional evidence about the prevalence of these topics in the surveyed syllabi). Two

other topics stand out as being particularly salient for understanding how introductory GIS

courses are conceptually framed in syllabi: the “techniques” topic describes very broadly

some of the more applied concepts and techniques that are covered in introductory GIS

courses, including spatial analysis, mapping, and editing. Finally, the “broad relevance of

GIS” topic points to the fact that many GIS course syllabi frame GIS in its broader practical
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context, particularly emphasizing the applicability of GIS within a variety of other fields,

including urban planning and environmental science.

The topic model generated from the corpus of 42 course syllabi ultimately yielded empir-

ical evidence of broad themes related to introductory GIS courses, rather than an inventory

of specific software-oriented and techniques-focused concepts that could directly constitute

the basis of a software feature analysis. Nonetheless, the results are quite instructive in the

sense that the topics affirm the understanding that introductory GIS courses in higher ed-

ucation are oriented toward practical training, techniques-based instruction, and ultimately

preparing students for employment in a field that relies upon GIS competence.

2.3.2 Conceptual inventory of common GIS concepts and techniques

Because topic modeling yielded a set of broader conceptual themes rather than an inventory

of specific GIS techniques and concepts taught within an introductory GIS course, further

content analysis of the corpus of 42 course syllabi was required in order to establish an

inventory of GIS concepts that could be used as a basis for a software feature analysis. I

proceeded by conducting a manual content analysis of the corpus of syllabi to identify key

techniques and software-oriented concepts mentioned in each syllabus. The method used

for this content analysis is quite straightforward and easily replicable: for each syllabus, I

recorded in a spreadsheet every GIS topic mentioned in the syllabus; if the topic had already

been mentioned in another syllabus, I entered a number in a second column that indicates

the number of syllabi that mentioned or referred to that GIS topic. After surveying all 42

syllabi, I eliminated from the inventory all of those topics that were only mentioned one

time, leaving an inventory of twenty-nine GIS concepts that were mentioned in more than

one syllabus (see Table 2.2 for the complete list of concepts that were mentioned in ten or

more of the surveyed syllabi).

While no single introductory GIS course could possibly cover all of the identified concepts

in sufficient detail during a standard semester-length term, this inventory demonstrates that

there is a common set of techniques that are covered across many courses, as well as a set of
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concepts that are less frequently but still occasionally covered in introductory courses. This

inventory is an imperfect and limited assessment of which (and to what extent) different

techniques and concepts are covered in introductory GIS courses – some syllabi are more

detailed and explicit than others in describing course content and structure, so undoubtedly

some courses covered techniques not mentioned on their syllabi and vice versa – but it is

nonetheless helpful as it draws attention to those concepts that are covered most frequently.

Several such concepts were mentioned explicitly in over 70 percent of the syllabi reviewed

– these include map projections and coordinate systems, raster visualization and analysis,

data models and formats, and map design and anatomy. Altogether, fifteen concepts were

mentioned in ten or more of the 42 surveyed syllabi, and the remaining fourteen were men-

tioned in nine or fewer of the syllabi. The majority of the topics mentioned in fewer than

ten of the surveyed syllabi were topics that are typically part of a standard GIS curriculum

but are frequently covered in courses subsequent to an introductory course.

Table 2.2: Inventory of Essential GIS Concepts in Introductory GIS Course Syllabi

Topic Syllabi (%)

Coordinate Systems and Map Projections 36 (86%)

Raster Visualization and Analysis 32 (76%)

Data Models and Formats 31 (74%)

Cartography and Map Design / Anatomy 30 (71%)

Vector Visualization and Analysis 29 (69%)

Attribute Data 25 (60%)

Editing and/or Digitizing Data 26 (62%)

Geodatabases / Spatial Databases 24 (57%)

Data Joins 21 (50%)

Queries 19 (45%)

Geocoding 18 (43%)

Finding and/or Acquiring Data 17(40%)

Geoprocessing 14 (33%)

Data Management and Access 14 (33%)

GIS Software Management (Installation, etc.) 11 (26%)
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Moving forward into the process of performing a software feature analysis comparing

commercial software and open source software, I opted to select those techniques and con-

cepts that were mentioned in ten or more of the 42 surveyed syllabi as the basis for the

feature audit. While one could certainly make the case for including more or fewer features

in a feature audit, the fifteen features meeting the selection criteria are sufficiently represen-

tative of the technical concepts covered in most introductory courses and can therefore be

appropriately used to assess the extent to which different software packages can be used to

support instruction.

2.4 Methodology, Part Two: Establishing a software feature suit-

ability index

The selected commercial GIS platform as well as the selected open source platform will be

evaluated for each technique or concept individually using a multi-dimensional numerical

index. For each one of the concepts and techniques highlighted with content analysis of the

syllabus corpus, the software will be evaluated on the following three dimensions: (1) com-

pleteness, (2) usability and intuitiveness, and (3) accessibility. Likewise, for each technique

or concept the two software platforms will each receive numerical scores ranging from zero to

four for each one of the dimensions. The concept-by-concept index score for each platform

will be calculated with each of the three dimensions receiving a numerical weight in accor-

dance with their importance in determining the usability of the software for instructional

purposes. The completeness dimension is weighted such that each point in that dimension

counts as 2.5 points in the index, while each usability point counts as 1.5 points in the index.

Rounding out the index, one accessibility point counts for one index point; see equation 2.1.

The total possible index score for each concept is 20 points, and the total number of index

points available is therefore 300, given 20 points for each of the fifteen concepts.

index = 2.5(completeness) + 1.5(usability) + accessibility (2.1)

35



Completeness refers to the extent to which the features required to perform all com-

mon operations related to a specific concept or technique are integrated in the software or

accessible through an included or easily installable plug-in or module. The dimension of

completeness will be granted greater weight than the two dimensions owing to its outsized

importance; one can argue that usability and accessibility are substantively less relevant

considerations if a feature set is not sufficiently complete. A score of 4 for this dimension is

awarded when the software’s feature set is deemed to be fully complete in terms of offering

all relevant features and/or tools required for performing all standard operations involved

with a specified technique or concept. A score of 3 is awarded in cases where the software’s

feature set is substantively complete but still lacking either one major feature or several

minor features related to the concept at hand. In cases where the feature set is less than

complete, a score of 2 will apply when the software’s feature set is missing more than one

major features related to the concept at hand, while a score of 1 will be granted in cases

where only a small subset of the related features are present in the software. Scores of zero

are reserved for rare cases where the software is completely lacking all features related to a

theme or concept.

Usability and intuitiveness refers to the overall quality and user-friendliness of the user

experience in relation to the features being surveyed. Features that present the user with a

user-friendly workflow will earn higher scores than will features that present the user with

either a more convoluted workflow or a workflow that is not immediately intuitive based on

the user’s understanding of the concept or technique at hand. A score of 4 for this dimension

is awarded in cases where the software offers a workflow that is highly intuitive and logical,

while a score of 3 is warranted in cases where a feature’s user experience is mostly intuitive

and of high quality but is at least somewhat sub-optimal in terms of requiring additional

effort, engagement, or steps beyond what would optimally be required. Scores of 2 are

granted when a feature’s user experience requires excessive user intervention or when a

feature’s user experience does not match logically with what would be expected considering

the nature of the technique or concept at hand. Scores of 1 are granted in cases where the

user experience is prohibitively challenging or complicated, and scores of zero are reserved
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for rare circumstances when a feature is so challenging to use that only highly experienced

or expert users would be able to use it properly, thereby rendering the feature functionally

unusable for introductory educational purposes.

Accessibility refers to how thoroughly integrated a feature is with the core software

package. It is the least heavily weighted of the three components as it presents the most

minor consequences to the overall user experience, but it is nonetheless included in this index

as a feature’s level of integration with software can directly affect its utility for instructional

purposes. A score of 4 for this dimension is awarded in circumstances where the feature

in question is completely or almost completely integrated with the core functionality of the

software platform, meaning that no additional third-party plugins are required to access the

functionality. Scores of 3 are granted in cases where the functionality in question requires

the use of an easily installable third-party plugin whose user experience largely matches that

of the core application both in terms of user experience quality and workflow. Scores of 2

are awarded in cases where a third-party plugin must be used to access the functionality at

hand, but the plugin is either not easy to install (but still manageable for an introductory

GIS student), does not closely match the user experience of the core software, and/or is

possibly prohibitively expensive to purchase. Scores of 1 are awarded in cases where the

features can only be accessed through an external plugin that is both difficult to install and

largely separate from the core software, and scores of zero are reserved for cases wherein the

functionality at hand can only be accessed with a third-party plugin or tool that is either

too complicated to install or use for a typical introductory GIS student.

2.5 Results: Evaluating and comparing the feature sets of com-

mercial and open source software

In this section I apply the previously outlined software feature suitability index to two

prominent desktop GIS platforms – ArcGIS for Desktop, the industry-leading commercial

desktop GIS platform, and QGIS, arguably the most dynamic of the many open source

desktop GIS platforms in use today. This feature comparison uses the most recent versions
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of both applications as of March 2016 – ArcGIS for Desktop 10.3.1 is used, as is QGIS

2.40.1, which is currently designated as the long-term support release of QGIS. As this

analysis is based upon the most popular GIS concepts identified through textual analysis of

introductory GIS course syllabi, I assess and discuss each one of the fifteen GIS concepts

individually and in detail, and I also award each software platform an index score for each

concept. The discussion of each concept includes brief information about the advantages

and the drawbacks of the feature sets for each of the software platforms individually, as well

as a table indicating the breakdown of the index scoring. Finally, I conclude this section

with a higher-level analysis of the results of the feature assessment, examining the overall

suitability of both software platforms for use in introductory GIS education.

2.5.1 Concept #1: Coordinate systems and map projections

Coordinate system and map projection management is a central component of most desk-

top GIS software, and both ArcGIS and QGIS offer robust coordinate system management.

Coordinate system management often happens at several levels simultaneously; a map doc-

ument and/or a data view typically are assigned a coordinate system, but individual layers

are also encoded in their own coordinate reference systems. Therefore it is essential to eval-

uate how well the two platforms handle map document coordinate reference system (CRS)

management as well as data layer CRS management.

ArcGIS 10.3.1 offers over 5,500 coordinate reference system definitions out-of-the-box,

including numerous projections designed for large-scale mapping of specific regions. When

a data layer is loaded into an empty ArcMap map document, ArcGIS reads that layer’s

CRS definition (if one is present) and assigns that coordinate system as the map document’s

default CRS. If subsequent layers with different coordinate reference systems are loaded, Ar-

cGIS will, without any user intervention, automatically transform the geometries in the other

layers to match the CRS read from the first loaded file. Changing a document’s coordinate

reference system, and thereby the CRS used to display all of the data layers present within a

document, is almost trivially easy within the “Data Frame Properties” dialog box. Defining
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new and custom coordinate systems is very straightforward as well, as ArcGIS provides a user

interface for graphically entering the coordinate system’s properties. While managing map

document and data frame projections is very straightforward in ArcGIS, managing data layer

coordinate systems is considerably less intuitive. In order to transform a layer’s coordinate

reference system, the user must rely upon the “Project” tool in ArcGIS’s set of processing

modules known as ArcToolbox; there is no option to change a layer’s coordinate system when

saving a data layer. Furthermore, novice users are frequently confused by the distinction

between several related tools in the “Data Management Tools” toolbox – “Project” must be

used to transform a layer’s coordinate reference system, while “Define Projection” can be

used to change the coordinate system that ArcGIS is using to interpret the layer’s existing

geometry. Confusing these tools can result in permanent loss of a correctly defined CRS,

and it is particularly easy for novice users to confuse these tools.

While ArcGIS has offered intuitive coordinate system management for over a decade,

such support is relatively new within QGIS. QGIS now offers similarly intuitive seamless CRS

management at the map document level, a feature known as “on the fly CRS transformation”

in QGIS. Version 2.14 of QGIS also introduced substantial improvements in the ability to

allow the user to transform not just a map document’s coordinate system, but the units

of distance and surface area measurement that the software uses globally within a map

document. QGIS offers a comparatively straightforward process for managing data layer

coordinate system transformation. Users are presented with the opportunity to select any

other pre-defined or custom coordinate system when saving or exporting a data layer, and

therefore layer and file projection transformation does not require the use of any additional

tools. Therefore, in comparison to the same processes in ArcGIS, the potential for confusion

between similarly named but very different tools is greatly minimized, and users run a

lower risk of inadvertently defining an incorrect coordinate reference system for a data layer.

Nonetheless, users of QGIS can make the same mistake within the “Layer Properties” window

for any data layer – changing the layer CRS in that window will redefine the CRS used to

interpret the underlying data, but will not reproject the geometry accordingly. Novice users

of both platforms must take care to use the correct process for data layer reprojection, as
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the user experience could be refined in both cases.

Table 2.3: Feature assessment: Coordinate systems and map projections

Completeness Usability Accessibility

ArcGIS 10.3.1 4 (Excellent) 3 (Good) 3 (Good)

QGIS 4 (Excellent) 3 (Good) 4 (Excellent)

2.5.2 Concept #2: Raster data visualization and analysis

ArcGIS offers a full complement of tools for raster data visualization and analysis. Loading a

raster dataset within ArcMap is as intuitive as loading any vector data layer; the same “Add

Data” tool can easily digest both forms of spatial data. A full complement of visualization

and symbology tools are available, all of which permit the user to modify the color schemes

and value breaks used for classified raster visualization. Full-color rasters are also supported

natively and can easily be used as basemaps. The greatest limitation of ArcGIS’s raster data

analysis capabilities is the accessibility of the “Spatial Analyst” toolbox, which is the toolset

that provides most surface analysis and map algebra functionality for the software. While

most education licenses include access to “Spatial Analyst”, the toolbox is not included with

a standard ArcGIS license and must be purchased at a price of US $2,500. This issue of

accessibility aside, the raster analysis tools provided by the “Spatial Analyst” toolbox out-

pace those tools that are available within QGIS and easily installable QGIS plug-ins. A full

complement of terrain analysis, hydrologic analysis and modeling, interpolation, reclassifi-

cation, and filtering (local, focal, and zonal) tools are all available within “Spatial Analyst”,

making ArcGIS’s raster analysis capabilities quite extensive assuming a user has access to

the toolbox. However, it is worth nothing that most of these advanced analysis tools are not

typically required for the scope of raster analysis training in introductory GIS courses.

QGIS offers robust raster visualization and symbology support, clearly rivaling the feature

set of ArcGIS in terms of allowing users to customize raster visualization parameters for

cartographic purposes. However, the raster analysis features available directly within QGIS
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are limited in scope – a raster calculator that supports multi-layer map algebra is included,

as are a small selection of tools for data transformation, processing, and sanitization, but

tools ranging beyond this core feature set must be added as plugins. That QGIS offers a

very functional and intuitive raster calculator at no cost to the user presents a substantial

advantage, where obtaining access to a raster calculator in ArcGIS requires purchase of

the optional “Spatial Analyst” toolbox. Fortunately for QGIS users, several sets of very

intuitive terrain analysis plugins are available, but additional raster processing and analysis

modules (which can be integrated from other large open source projects including GRASS)

vary in terms of usability and accessibility. Nonetheless, those raster processing tools that

are present within the QGIS core and those that are easily accessible within the built-in

QGIS plugin repository are more than sufficient for the forms of raster processing that are

typically included in an introductory GIS course.

Table 2.4: Feature assessment: Raster data visualization and spatial analysis

Completeness Usability Accessibility

ArcGIS 10.3.1 4 (Excellent) 4 (Excellent) 2 (Acceptable)

QGIS 3 (Good) 4 (Excellent) 3 (Good)

2.5.3 Concept #3: Data models and formats

Both ArcGIS and QGIS support the most common geospatial data formats for encoding and

sharing data in both the vector and the raster data models, though substantive differences

exist in the degree to which file format support is integrated within the core functionality

of the software. ArcGIS offers native support for the spatial data formats it has developed,

including shapefiles and file/personal geodatabases among other vector formats and GRID

files among other raster data formats. Considering Esri’s considerable GIS market share, it

is perhaps not surprising that these Esri formats have since become standard for exchanging

spatial data. Support is also provided natively for most common raster data formats includ-

ing GeoTIFF and MrSID, and most formats supported by the Open Geospatial Consortium
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(OCG) are supported within ArcGIS as well. However, support for additional formats, in-

cluding numerous formats that are accessible within QGIS, are only available with the use of

the “Data Interoperability Extension” for ArcGIS, which is another paid extension available

at a cost of US $2,500. Even with this extension, data in some formats supported by the

extension cannot be loaded directly as data layers – instead, they must be imported using

an ArcToolbox tool, making the experience of working with data in non-standard formats

somewhat less intuitive.

Data handling in QGIS is based on GDAL, a popular free and open source data ab-

straction library also supported in development by the Open Source Geospatial Foundation

(OSGeo). QGIS is capable of reading data encoded in any GDAL-supported file format,

and data can be written and exported with most GDAL-supported file formats as well.

As of GDAL version 2.0.2, released in January 2016, GDAL supports 142 different raster

formats and 84 vector formats; these file formats include virtually all standard vector and

raster formats, though support for some proprietary formats, including Esri’s geodatabase,

is limited. Nonetheless because of QGIS’s direct integration with GDAL, QGIS tends to

more quickly and completely support emerging data encoding standards supported by OGC

and other geospatial data governance organizations. An example of this trend is QGIS’s

early support for the GeoPackage format, a robust vector and raster data storage format

that OGC is pushing aggressively as a new standard for data interoperability. GDAL is

integrated directly with QGIS’s core so data in any GDAL-supported format can be loaded

and processed directly using the standard QGIS user interface without the need for any ad-

ditional extensions. While it is seamless to work with data in a variety of formats in QGIS,

QGIS is sometimes criticized for offering a less intuitive user experience for adding data to

a map document. While ArcGIS offers a one-size-fits-all “Add Data” button that allows

users to bring in data in a variety of forms, QGIS users must make selections among buttons

labeled “Add Vector Layer”, “Add Raster Layer”, “Add WFS Layer”, and others. While

this has justifiably been credited with cluttering the QGIS user interface, such a division

is not necessarily negative for introductory GIS education wherein students would therefore

need to consider a dataset’s data model before being able to load it in QGIS.
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Table 2.5: Feature assessment: Data models and formats

Completeness Usability Accessibility

ArcGIS 10.3.1 4 (Excellent) 3 (Good) 2 (Acceptable)

QGIS 4 (Excellent) 3 (Good) 4 (Excellent)

2.5.4 Concept #4: Cartography, map design, and map anatomy

Both ArcGIS and QGIS offer a full complement of the features that are required to effectively

teach principles of cartographic design and map anatomy to introductory GIS students. This

discussion focuses upon the print cartography and map layout features in both platforms; the

ArcGIS map layout interface is known as the ArcMap “Layout View”, while the analogous

feature in QGIS is called the “Print Composer”.

The ArcMap “Layout View” is a complete and intuitive interface for constructing carto-

graphic page layouts, complete with tools that make it easy to add common map elements

such as map titles, legends, scale bars, and inset maps. A series of layout templates are

available to the user, but starting from a blank layout page is the default option. A user

begins working with the “Layout View” by creating a frame for the contents of their map

document’s primary data frame; additional map elements can then easily be added. The

feature labeling algorithm can be used to easily add textual labels to features on the basis of

attribute values, and all components of a map layout can be customized, from the symbology

used for the data frame’s layers to the units of a scale bar. Usability is not an issue, though

the series of dialog boxes used to customize some map elements – namely map legends – can

feel a bit unwieldy to novice users in particular. Creating textual and graphical annotations

on a map is very straightforward as well using the drawing tools that are available. After

completing a cartographic layout, users can export the contents of a layout view in a variety

of file formats, including Adobe Illustrator and PDF formats to enable further refining of

vector map data in external vector graphics software.

QGIS’s “Print Composer” is very similar to ArcMap’s “Layout View”, though QGIS map

documents are by default allowed to contain multiple print composers while a single ArcMap
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map document can contain only a single layout view. QGIS’s “Print Composer” interface

can be characterized as being a slightly less refined, though equally customizable, clone of

the analogous feature set in ArcMap. Recent versions of QGIS have gone a long way toward

improving the usability of “Print Composer” tools and elements: only recently, for example,

has the user been able to change a scale bar’s units to a unit other than that which is used

by the map document’s coordinate reference system. Despite these improvements, several

layout tools are still buggy, and inadvertently adjusting any of the multitude of settings

exposed to the user can cause unwanted and difficult-to-reverse changes to a map document.

These usability concerns, while much improved in recent versions, slightly complicate the

novice user’s experience in working with cartographic layouts in QGIS.

Table 2.6: Feature assessment: Cartography, map design, and map anatomy

Completeness Usability Accessibility

ArcGIS 10.3.1 4 (Excellent) 4 (Excellent) 4 (Excellent)

QGIS 4 (Excellent) 3 (Good) 4 (Excellent)

2.5.5 Concept #5: Vector data visualization and analysis

Both ArcGIS and QGIS provide users with the ability to flexibly visualize and perform

analysis using vector data layers. Very few differences exist between the two platforms in

this sense – both provide full support for vector data visualization, including the ability to

easily create choropleth maps or proportional symbol maps using feature attribute values.

Both platforms support standard data classification methods and practices, and QGIS in

particular relies upon the set of standard color schemes created by Cynthia Brewer for the

ColorBrewer 2.0 application. Furthermore, both QGIS and ArcGIS offer multi-layer overlay

analysis functionality through functionally similar “Select by Location” tools.

Subtle differences between the two platforms exist in the organization of vector analysis

tools; QGIS presents the user with all core vector analysis operations in an intuitive and

cleanly organized “Vector” menu, with tools categorized neatly into sub-categories such as
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“Research Tools” and “Geometry Tools”. Similar tools in ArcMap are scattered through-

out ArcToolbox, with most of them residing across the 29 different sections of the “Data

Management Tools” toolbox. For novice users, locating a desired tool is facilitated in QGIS

by the organization by data model (i.e. “Vector”, “Raster”); locating such tools in ArcMap

is considerably less intuitive owing to the size and the forms of organization of the various

toolsets within ArcToolbox. Nonetheless, both platforms offer comprehensive, robust, and

mostly intuitive support for vector data visualization and analysis.

Table 2.7: Feature assessment: Vector data visualization and spatial analysis

Completeness Usability Accessibility

ArcGIS 10.3.1 4 (Excellent) 3 (Excellent) 4 (Excellent)

QGIS 4 (Excellent) 4 (Excellent) 4 (Excellent)

2.5.6 Concept #6: Attribute data management

Both ArcGIS and QGIS offer complete support for viewing, managing, and manipulating

attribute data associated with vector features. The attribute table interfaces in ArcMap and

QGIS are quite similar, and both offer the feature of linked selection between the attribute

table and the geometry in the map document. Both platforms additionally offer the ability

to add and remove attribute fields, calculate values for attribute fields, and manually edit

attribute values within editing sessions. Both platforms employ the “editing session” concept,

wherein the user is able to directly edit attribute values only after toggling a setting that

enables editing. This prevents inadvertent edits and permits users to incrementally save

edits or undo unwanted edits before committing them to the original data source. ArcGIS

and QGIS additionally both offer tools that allow for the calculation of summary statistics

upon attribute fields – this tool is available from the attribute table itself in ArcMap, while

it is accessible from the “Vector” menu in QGIS.

Despite the many similarities of the two platforms in terms of attribute table manage-

ment, attribute table management in ArcGIS is complicated by limitations in the ability
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to manipulate, reorder, and remove fields from the attribute table interface itself. Novice

users frequently find it unintuitive that attribute fields can easily be added and values can

be populated directly from the attribute table interface, but removing fields requires use of

the “Delete Field” tool in the “Data Management Tools” toolbox. In addition to the core at-

tribute data management functionality present within QGIS, several popular plugins in the

QGIS Plugin Repository are available which greatly simplify attribute table management

and offer more intuitive attribute management functionality than is offered either by the

ArcGIS or QGIS core platforms. For example, “Table Manager”, one of the most popular

QGIS plugins, can be installed in QGIS in a matter of seconds and allows for rapid renaming,

reordering, creation, and deletion of fields.

Table 2.8: Feature assessment: Attribute data management

Completeness Usability Accessibility

ArcGIS 10.3.1 4 (Excellent) 3 (Good) 4 (Excellent)

QGIS 4 (Excellent) 4 (Excellent) 4 (Excellent)

2.5.7 Concept #7: Editing and digitizing data

ArcGIS and QGIS both offer complete and easy-to-use basic vector feature editing tools that

are suitable for supporting introductory GIS education. Both platforms offer a core series of

tools for creating, reshaping, manipulating, and deleting vector features; these features can

be used to work with and transform existing features or build new vector datasets altogether.

In terms of basic feature editing and digitizing practices, the two applications are functionally

very similar. As is the case with attribute data editing, geometry editing takes place within

editing sessions that must be enabled and then terminated when editing is complete; these

sessions help to protect features from inadvertent edits.

Particularly with the most recent release of QGIS, version 2.14, certain editing features

have matured to match the power of the editing tools in ArcGIS. The added feature to

have received the greatest fanfare with this release was the “Trace” feature, which allows
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for guided and computer-assisted tracing and digitizing of features in other layers, including

raster layers. This feature, which has been a core component of editing and digitizing in

ArcGIS since version 10.0, can be seen as elevating QGIS to a point of parity with ArcGIS in

terms of basic feature editing capabilities. QGIS also makes certain fundamental operations

easier for novice users – creating an empty shapefile or an empty Spatialite database layer is

trivially easy in QGIS, while creating a similar empty layer in ArcGIS is most easily done by

launching ArcCatalog to accomplish the task. Advanced editing capabilities that are largely

beyond the scope of introductory GIS courses are also available through the community-

developed “CadTools” plugin, which can be installed from the QGIS Plugin Repository.

ArcGIS also offers an integrated “Advanced Editing” toolbar which provides many of the

same operations and tools available from the “CadTools” QGIS plugin.

Table 2.9: Feature assessment: Editing and digitizing data

Completeness Usability Accessibility

ArcGIS 10.3.1 4 (Excellent) 3 (Good) 4 (Excellent)

QGIS 4 (Excellent) 4 (Excellent) 4 (Excellent)

2.5.8 Concept #8: Geodatabases and spatial databases

QGIS and ArcGIS both offer complete support for managing geospatial data using spa-

tial databases; the most significant difference between the geodatabase capabilities of the

two platforms lies in the database formats and structures that they natively and predomi-

nantly support. Support for geodatabases – most notably several of Esri’s proprietary spatial

database formats, File Geodatabase and Personal Geodatabase, is a prominent feature of the

ArcGIS platform. All of the products in the ArcGIS suite are capable of reading and writing

data layers from and to Esri geodatabases, and spatial data is frequently shared interperson-

ally and on the Web in the file geodatabase (.GDB) format. A single Esri file geodatabase

can contain multiple spatial and tabular data layers, and joins and relations can then be

established to make use of the database layers in ArcMap. Because file geodatabases can be
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very easily created and populated, they remain one of the best vehicles for teaching spatial

database design to introductory GIS students; a file geodatabase can be constructed with

one button click from the “Add Data” button in ArcMap, and layers can be saved to file

geodatabases as feature classes and/or tables just as easily as one would save a data layer as

a shapefile or a dBASE file. Full support for a wide complement of enterprise geodatabases

is also available in ArcMap, though this is less essential to consider in introductory GIS

education.

Spatial database support in QGIS is similarly built directly into the core functionality

of the QGIS platform, though the database systems supported differ substantially. QGIS,

though GDAL, supports read-only support for Esri’s File Geodatabase format, but support

for proprietary Esri geodatabase formats is otherwise quite limited. In place of these formats,

QGIS offers native and robust support for PostGIS, a spatial database system based upon

the PostgreSQL relational database management system, MSSQL (Microsoft SQL), and

Spatialite, which is a file-based database system driven by SQLite. The Spatialite database

system can be considered the most analogous to the File Geodatabase format, as a Spatialite

database is contained in a single portable file that can be easily shared and manipulated

within QGIS and other applications. Working with PostGIS and MSSQL introduces external

software dependencies and therefore extends beyond the scope of most introductory GIS

classes, but Spatialite requires no additional software beyond that which is installed alongside

QGIS. Therefore, Spatialite stands out as being the ideal option for anyone planning to teach

introductory spatial database design using QGIS – Spatialite databases are fully functional

relational databases capable of storing geometry and attribute tables, and it is possible to

teach and implement normal relational database design fully and effectively using Spatialite

technology in QGIS.

Table 2.10: Feature assessment: Geodatabases and spatial databases

Completeness Usability Accessibility

ArcGIS 10.3.1 4 (Excellent) 3 (Good) 4 (Excellent)

QGIS 4 (Excellent) 3 (Good) 4 (Excellent)
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2.5.9 Concept #9: Data joins and relates

ArcGIS offers an intuitive and usable pair of data join interfaces within ArcMap; both

the attribute join and the spatial join tools are optimally complete, usable, and integrated

within the ArcMap core. The tools are accessible from the “Layer Properties” window for

any vector layer and allow the user to select between attribute joins/relates and spatial

joins by toggling the items in a drop-down menu. The language of the spatial joins tool is

particularly intuitive, clearly explaining the logic of the operation and also clearly prompting

the user to select the form of spatial relationship that will be used for the join as well as

select the different descriptive statistics that can be used to summarize the attributes of

the joined data. Attribute joins in ArcMap are trivially simple and require little more than

identifying a target layer, a source layer, and the shared key fields in each table.

Attribute join usability has improved substantially since approximately version 2.0 of

QGIS wherein it became possible to directly access data tables stored on disk in common

spreadsheet file formats including the Microsoft Excel (.xlsx, .xls) and Open Document (.ods)

formats. Prior to this development, users were required to either (1) directly load a dBASE

(.dbf) file containing attributes, (2) retrieve a table from a PostGIS or SQLite database,

or (3) load a CSV with field types defined in a separate header file. However, spatial joins

remain comparatively challenging in QGIS considering that a separate spatial join plugin

must be installed from the QGIS plugin repository. The plugin additionally depends upon

another plugin, hence increasing the plugin’s vulnerability to bugs and lapses in updating

and support. Furthermore, the QGIS spatial join plugin lacks the friendly and intuitive user

interface that is offered by the ArcGIS spatial join tool, though although suboptimal in these

ways, the plugin is still accessible and usable enough to be functional in an introductory GIS

course.

2.5.10 Concept #10: Queries

Both QGIS and ArcGIS offer complete and robust support for SQL-driven queries based on

attribute values as well as spatial queries. In ArcMap, attribute queries written using SQL
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Table 2.11: Feature assessment: Data joins and relates

Completeness Usability Accessibility

ArcGIS 10.3.1 4 (Excellent) 4 (Excellent) 4 (Excellent)

QGIS 4 (Excellent) 3 (Good) 3 (Good)

can be used to constrain the features displayed for any data layer by specifying a “Definition

Query” within the “Layer Properties” dialog for any vector layer; likewise, similar queries

can be applied in QGIS by selecting the “Filter” operation from any vector layer’s contextual

menu. Although the names given to these operations are different across the software plat-

forms, the operations are functionally identical and the “query builder” graphical interfaces

are almost identical across the two platforms as well. Both platforms additionally offer the

ability to select features on the basis of attribute values rather than filter a layer’s contents.

The process of performing attribute queries is functionally identical in both platforms, save

some minor differences in SQL syntax.

It is also important to note that SQL attribute query syntax between the two platforms is

extremely similar, and queries are largely interoperable between the two platforms. There are

some minor differences – QGIS offers the non-case sensitive ILIKE operator, for example,

and wildcard symbols differ as well – but in general, the strong similarities between the

SQL syntax used by the two platforms ensure that students who learn to construct attribute

queries with one platform will be able to very easily make the transition to the other without

requiring substantial retraining.

Both platforms also offer intuitive spatial query tools, which permit selection of features

on the basis of spatial relationships with features in other layers. In both platforms, the

spatial query tool is labeled as “Select by Location”; the only substantive difference between

the two “Select by Location” tools is that the version of the tool available in ArcGIS offers

multiple spatial selection methods while the QGIS tool offers only selection on the basis

of spatial intersection. However, in addition to the “Select by Location” tool included

within QGIS, a separate “Spatial Query” plugin, accessible and very easy to install from the
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QGIS Plugin Repository provides additional spatial relations beyond intersection, including

containment, adjacency, and disjointedness.

Table 2.12: Feature assessment: Queries

Completeness Usability Accessibility

ArcGIS 10.3.1 4 (Excellent) 4 (Excellent) 4 (Excellent)

QGIS 4 (Excellent) 4 (Excellent) 4 (Excellent)

2.5.11 Concept #11: Address geocoding

Perhaps counterintuitive to imagine, support for address geocoding – the process of con-

verting street addresses into geographic coordinates usable within a GIS – has become less

accessible within desktop GIS software as geocoding services and operations are shifting to

remote, cloud-based services. Support for address geocoding is present within the core of

ArcGIS, but local address geolocation databases that were previously accessible to most of

Esri’s educational clients have, in the last several years, become deprecated in favor of Esri’s

pay-per-use ArcGIS Online address geocoding service. This shift, along with problems in

allocating ArcGIS Online use credits at academic institutions, greatly limits GIS educators’

abilities to use geocoding services at all within ArcGIS. Therefore, while address geocoding

itself is very intuitive within ArcMap, accessibility is poor because geocoding is only possible

out-of-box with ArcGIS Online services, and feature completeness is limited because local

address geocoding databases are no longer made available.

Geocoding functionality with QGIS has long been even more limited, with no support

for geocoding directly within QGIS’s core suite of features. However, reasonably robust sup-

port is provided by the popular “MMQGIS” plugin; MMQGIS allows for address geocoding

using several free online geocoding services, though users hoping to geocode large batches of

addresses are limited by service rate limits and the fact that the plugin is not written to sup-

port background processing of geocoding requests. Additional online geocoding support in

QGIS is also available via the UCLA Geocoder plug-in, which draws upon a free Web-based
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geocoding service with no rate limits. Nonetheless, access to top-tier geocoding services for

large batch operations is still quite limited.

Table 2.13: Feature assessment: Address geocoding

Completeness Usability Accessibility

ArcGIS 10.3.1 2 (Acceptable) 4 (Excellent) 1 (Poor)

QGIS 2 (Acceptable) 3 (Good) 3 (Good)

2.5.12 Concept #12: Finding and/or acquiring data

Strategies for finding and acquiring GIS data are frequently covered in substantial depth

in many introductory GIS courses. This is the concept for which the greatest disparity is

apparent between the feature sets of ArcGIS and QGIS – ArcGIS offers limited internal

support for loading spatial data from external sources, while QGIS offers no such support

internally.

ArcGIS offers a feature that enables access to data published within the ArcGIS Online

data portal directly from within an ArcGIS map document (see Figure 2.3). Users can search

for geographic data layers based on keywords and directly load thousands of data layers

without needing to download the data externally. Likewise, Esri provides ArcGIS users

with access to twelve different scalable base map layers, many of which include reference

labels that can be separated from imagery to facilitate basemap customization. However,

access to much of the data contained within the ArcGIS Online portal is restricted to users

with active and paid ArcGIS Online subscriptions. In most cases, this excludes university

students from accessing these layers, as ArcGIS Online credit management is limited and

problematic within academic institutions. Enough free datasets do exist within the ArcGIS

Online to justify mentioning this integrated data portal as a tool of value to introductory

GIS students, but accessibility is still unquestionably better for users with paid access to

Esri’s full ArcGIS Online platform.

As mentioned previously, QGIS offers no internal geospatial data retrieval mechanism
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Figure 2.3: ArcGIS offers a data acquisition tool that can be used to search for and directly

load geospatial data in ArcMap, without the need to download the data from a Web data

portal.

aside from one (somewhat buggy) plugin used to display external basemap layers within

QGIS map documents. While this is a limitation of the software relative to the ArcGIS

platform, one could argue that it is not a significant limitation for introductory instruction

in GIS as learning to find and acquire spatial data through more typical and less intuitive

channels (i.e. Web data portals not directly connected with ArcGIS) has long been a core

component of introductory GIS courses.

Table 2.14: Feature assessment: Finding and/or acquiring data

Completeness Usability Accessibility

ArcGIS 10.3.1 2 (Acceptable) 3 (Good) 2 (Acceptable)

QGIS 0 (Not Present) 0 (Not Present) 0 (Not Present)
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2.5.13 Concept #13: Geoprocessing

Geoprocessing tools, which are used to manipulate geometry (and occasionally attributes)

in vector data layers, have long been considered a standard component of desktop GIS

software. Both QGIS and ArcGIS make available a full complement of geoprocessing tools

within their core feature sets (Buffer, Dissolve, Intersect, Union, Clip, and many more),

though the geoprocessing tools available within QGIS are somewhat less sophisticated and

less intuitive in their handling of several different geometry and attribute operations.

The differences between the functionality of the geoprocessing tools in ArcGIS and QGIS

can be clearly understood by looking at two geoprocessing tools in particular – “Buffer” and

“Dissolve”. In both cases the QGIS and ArcGIS tools offer similar basic functionality in the

sense that both platforms are equally suitable for creating basic buffers or dissolving features

on the basis of attribute values, but the ArcGIS versions of the plugins offer additional fea-

tures and a streamlined user experience. For example, the “Buffer” tool in ArcGIS allows the

user to specify the unit of distance that will be used for determining the buffer radius, while

QGIS users must be aware that the buffer will be created using the distance unit used by the

coordinate reference system of the layer upon which the buffer operation is being performed.

This requires that the QGIS user be considerably more aware of the coordinate systems

being used for buffer analysis, and in many cases additional data preparation work may be

required if the layer’s CRS distance unit does not match the desired buffer unit. Similarly,

the ArcGIS “Dissolve” tool allows users to specify a series of summary statistics that can be

calculated for the attribute values of the features being dissolved. In a hypothetical scenario

where one is using ArcGIS to dissolve a shapefile of U.S. counties by an attribute field that

indicates the county’s state, the summary statistics feature of the ArcGIS “Dissolve” tool

could be used to calculate the sum of all values of a population attribute field, as well as the

mean and median of a household income attribute field. In contrast, performing this same

operation in QGIS would require performing a dissolve operation first, and then performing

a subsequent spatial join because the QGIS “Dissolve” tool was not capable of calculating

summary statistics at the same time that the geoprocessing operation was being processed.
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Table 2.15: Feature assessment: Geoprocessing

Completeness Usability Accessibility

ArcGIS 10.3.1 4 (Excellent) 4 (Excellent) 4 (Excellent)

QGIS 3 (Good) 3 (Good) 4 (Excellent)

2.5.14 Concept #14: Data management and access

While many of the other concepts described herein refer to practices of data management,

both the ArcGIS and QGIS platforms offer standalone tools that are designed to facilitate

data management. The ArcGIS suite contains the application ArcCatalog; ArcCatalog is

specifically designed to provide a streamlined interface for managing spatial databases and

associated metadata. While many of the same data management operations can also be

performed within ArcMap, the streamlined interface of ArcCatalog is ideal for teaching

basic data management and metadata viewing and editing practices. The QGIS suite is also

bundled with a similar data management tool, QGIS Browser – though QGIS Browser is

neither as sophisticated as ArcCatalog nor as portable as QGIS itself, considering that QGIS

Browser is not bundled with most non-Windows distributions of QGIS. Support for metadata

management in QGIS is also quite limited; by default, QGIS does not recognize, read, or

write from or to the XML metadata files often bundled with shapefiles. The “Metatools”

plugin, which provides both metadata viewing and editing functionality for QGIS, must

be installed from the QGIS Plugin Repository in order to facilitate instruction related to

metadata management in QGIS.

Table 2.16: Feature assessment: Data management and access

Completeness Usability Accessibility

ArcGIS 10.3.1 4 (Excellent) 3 (Good) 4 (Excellent)

QGIS 3 (Good) 4 (Excellent) 2 (Acceptable)
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2.5.15 Concept #15: GIS software management

Considering that ArcGIS is a commercial software platform and QGIS is free and open source

software, it makes sense that the experiences of downloading, installing, and maintaining the

software would be quite different between the two platforms. Installing ArcGIS for Desktop

is relatively simple for Microsoft Windows users, as ArcGIS is a Windows-only application

that runs well on most modern hardware running Windows 7 or newer. The installation

process is significantly more complicated for users of other operating systems, as they must

(1) purchase a Windows license and (2) set up either dual-booting or virtualization to run

ArcGIS. Furthermore, because ArcGIS is an expensive commercial platform, each installed

copy of ArcGIS must be licensed and activated by communicating with Esri’s licensing system

or a dedicated ArcGIS license server. Managing an ArcGIS license requires at least some

knowledge of how ArcGIS licenses are allocated and handled; many educational users of

ArcGIS require support from their institution’s information technology (IT) support team,

as IT support staff typically run an ArcGIS license server that is then used to authorize access

to ArcGIS for various users. Users who obtain a one-year student license of ArcGIS from their

institution must download ArcGIS from Esri’s servers, satisfy all software dependencies, and

then work through the sometimes challenging ArcGIS license authorization process. After a

student’s license expires, the software must be completely uninstalled and re-installed from

scratch with a new one-year student evaluation license.

In contrast, QGIS now has one-file downloadable installers available for a wide variety

of operating systems, including Windows, Mac OS X, and various distributions of Linux.

Software licensing is not a concern, and most users are able to install QGIS regardless of their

operating system within a half hour of downloading the application’s installer. Considering

that many students taking introductory GIS courses (1) own computers that run operating

systems other than Windows and (2) might not be interested in taking GIS courses beyond

an introductory course, using software like QGIS that runs smoothly on a variety of operating

systems substantially simplifies the software management and installation process.
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Table 2.17: Feature assessment: GIS software management

Completeness Usability Accessibility

ArcGIS 10.3.1 4 (Excellent) 2 (Acceptable) 2 (Acceptable)

QGIS 4 (Excellent) 4 (Excellent) 4 (Excellent)

2.6 Conclusions

Based on the outcomes of the feature analysis, it is evident that although ArcGIS offers

an overall slight advantage in terms of feature availability and usability (see Table 2.18 for

breakdown of index scores by dimension), QGIS offers sufficient feature completeness, usabil-

ity, and feature accessibility to be used in place of commercial GIS software in introductory

GIS education. Looking over the concept-by-concept index scores for the two software plat-

forms (see Table 2.19), QGIS holds a slight edge over ArcGIS in seven of the fifteen concepts,

while ArcGIS tops QGIS in six of the concepts. The gap in the index score between the two

platforms was largest when examining the platforms’ capabilities for finding and acquiring

GIS datasets, primarily because ArcGIS offers a direct in-program interface with the ArcGIS

Online data repository while QGIS offers no similar capability. For only one other concept

was there a five point difference between the two platforms’ index scores: QGIS’s ease of in-

stallation, lack of commercial licensing obstacles, and accessibility across multiple operating

systems gave it a substantial edge over ArcGIS in terms of GIS software management.

Table 2.18: Average Index Scores by Dimension

Completeness Usability Accessibility

ArcGIS 10.3.1 3.73 3.33 3.2

QGIS 3.4 3.27 3.4

Arguably the most significant conclusion that can be drawn from this feature analysis

is that aside from the relatively non-essential ArcGIS Online data acquisition tool present

within ArcGIS, there are no substantial feature gaps between ArcGIS for Desktop and QGIS

among those features that are both critical and helpful for supporting instruction in an
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introductory GIS course – it is is evident that the practical and skills-oriented component

typical introductory GIS course can be supported by QGIS alone.

Table 2.19: Index Scores for Introductory GIS Concepts

Topic ArcGIS 10.3.1 QGIS 2.14

Coordinate Systems and Map Projections 17.5 18.5

Raster Visualization and Analysis 18 16.5

Data Models and Formats 16.5 18.5

Cartography and Map Design / Anatomy 20 18.5

Vector Visualization and Analysis 18.5 20

Attribute Data 18.5 20

Editing and/or Digitizing Data 18.5 20

Geodatabases / Spatial Databases 18.5 18.5

Data Joins 20 17.5

Queries 20 20

Geocoding 12 12.5

Finding and/or Acquiring Data 11.5 0

Geoprocessing 20 16

Data Management and Access 18.5 15.5

GIS Software Management (Installation, etc.) 15 20

INDEX TOTAL (of 300 possible points) 263 (88%) 252 (84%)

2.6.1 Lessons learned from using open source software in online GIS courses at

UCLA

The introductory online course that we teach at UCLA has relied upon QGIS since the Spring

2013 quarter – in place of the commercial GIS software typically used in GIS instruction –

and the experience has been overwhelmingly positive. Particularly since the release of QGIS

2.0 in late 2013, QGIS has been recognized as being the most feature-rich and powerful open

source desktop GIS platform, with modeling features and extensibility on par with many

commercial GIS platforms. Even with the more limited previous version of QGIS, version

1.8.0, the software’s feature set never substantively limited our ability to teach the key con-
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cepts and techniques that are covered in our quarter-length introductory GIS curriculum,

which include: (1) data management and acquisition, (2) cartography and map design, (3)

queries and selections, (4) address geocoding, (5) vector and raster visualization and spatial

analysis, (6) raster processing and terrain analysis, (7) data joins, and (8) geoprocessing.

Several of QGIS’s feature limitations, as described in the feature analysis, have added pro-

ductive challenge to our course: when completing a buffering exercise, for example, students

must be very conscious of matching the units used by their data layers’ coordinate reference

systems to the units that they wish to use for calculating buffer radii. Although selecting

a buffer unit in ArcGIS is as simple as making a selection from a dropdown menu, the fact

that students were required to engage with CRS distance units reinforced that concept and

enhanced their understanding of the relevance of map projections in GIS analysis. We also

found QGIS to be at least as stable as ArcGIS and other desktop GIS software platforms,

as students only seldom complain of software crashes or encountering any substantial bugs.

In the time since we began using QGIS, QGIS’s feature set has expanded substantially in

scope, and student experience only continues to improve as the software continues to ma-

ture. Through teaching Introduction to GIS with QGIS, we have additionally discovered

that using open source software makes it easy to flexibly scale the class to reach a variable

and functionally unlimited number of students. Since switching to QGIS, Introduction to

GIS has enrolled as few as 40 students during a summer session and as many as 250 students

during a regular academic term. Because software license availability and the availability of

computer lab space no longer dictate enrollment capacity in the course, we are able to enroll

as many students as can be supported by the course’s teaching assistants.

Student experience consistency has emerged as one of the most profound benefits of

teaching GIS using a suite of cross-platform open source software. QGIS and LibreOffice

(a free and open source productivity suite designed to be approximately feature equivalent

to Microsoft Office), the two open source desktop applications most frequently used by

students in UCLA’s Introduction to GIS course, employ user interfaces that are virtually

identical on all supported operating systems. This ensures that instructors are able to better

support students and students are able to better support one another without concern for the
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idiosyncrasies inherent within the various operating systems and operating system versions

used by students. That the software runs natively on all major operating systems and all

modern computer hardware is a huge benefit in itself – for most students, regardless of their

computer’s hardware or operating system, installation of both QGIS and LibreOffice together

can be completed in under one hour. Compared to distributing ArcGIS student evaluation

licenses to all students in the course, and then requiring students with Apple hardware to

purchase a Windows license and either provision their computers for dual-booting or use

complex and/or expensive virtualization to run Windows and ArcGIS for Desktop, the use

of open source software has saved countless hours of time and allows instructors and students

to devote more time to teaching and learning core GIS concepts and techniques.

Although UCLA’s introductory course conducts all practical GIS instruction using QGIS,

ArcGIS for Desktop is introduced beginning in the first week of Intermediate GIS, the course

that follows the introductory GIS course in UCLA’s core GIS course sequence. In the first

week of Intermediate GIS, students develop familiarity with the ArcGIS user interface by

completing two mapping exercises: (1) creating a simple reference map of major public

parklands in the United States, and (2) replicating of the final weekly assignment from the

introductory course, a relatively sophisticated exercise that integrates table joins, geopro-

cessing, cartographic layout design, overlay analysis, and attribute field manipulation. It is

our experience that students in the Intermediate GIS course have no trouble learning the ins

and outs of the ArcGIS user interface, and after completing these two short exercises, many

students feel comfortable enough with ArcGIS that they opt to complete future assignments

using ArcMap rather than QGIS. As students proceed through subsequent coursework using

ArcGIS and QGIS interchangeably, we have additionally observed that the experience of

working with both platforms on-and-off engenders platform-neutral thought processes and

more careful consideration of GIS analysis processes extending beyond merely knowing where

certain buttons and user interface elements are located. This platform-neutral thinking that

students have developed as a result of using both ArcGIS and QGIS has emerged as one of

the greatest benefits of adopting open source GIS technologies in online instruction.
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2.6.2 Final Thoughts

It is only in recent years that open source geographic information systems (GIS) software

and technology has matured to a point where it could be considered for stand-alone use in

practical and vocational GIS training and education. The purpose of this paper was to assess

whether and the extent to which open source GIS software can be used to replace commercial

GIS platforms in university-level introductory GIS courses. I began by examining the general

context of open source software in GIS education relative to the commercial GIS software that

has long dominated GIS training and education at the college and university level. Following

this, I applied content analysis of a corpus of syllabi from introductory GIS courses taught at

colleges and universities throughout the English-speaking world to identify the technical and

practical concepts that are most frequently included within introductory GIS courses. The

fifteen concepts most frequently cited in the corpus of syllabi formed the basis of a feature

analysis that compared the feature set of ArcGIS for Desktop 10.3.1 with that of QGIS 2.14,

the leading open source alternative to ArcGIS, specifically in relation to those features that

are most useful and relevant to introductory instruction in GIS. The resulting feature analysis

strongly indicates that the current version of QGIS possesses a feature set that is marginally

less extensive than that of ArcGIS, but still more than sufficient for supporting introductory

undergraduate and/or vocational education. This conclusion is strongly supported by three

years of experience with using QGIS to teach an online introductory GIS course to thousands

of students at UCLA, indicating that the flexibility of open source software offers substantial

advantages over using commercial software now that the open source GIS feature set is more

than sufficient to support introductory education.
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CHAPTER 3

Student Behavior and Performance Analytics in Online

Education

Practitioners of online and technology-enhanced education today have at their disposal a

resource of unprecedented potential value: a detailed and nearly complete record of every

individual interaction between students and course contents and activities, collected au-

tomatically by most Web-based learning management system (LMS) software. Yet these

records are seldom exploited to enhance learning outcomes and the overall quality of the

learning experience in online learning environments. These records, known as LMS activity

logs, can help educators to develop data-driven and empirically supported answers to the

following broad questions about their online courses:

• “How are students engaging with course content and activities?”

• “How does student engagement relate to learning outcomes and student performance?”

• “How can instructional design be optimized to improve student performance and the

overall learning experience?”

As is the case with most “big data” problems, useful answers to these questions can-

not be determined simply by looking at the raw data generated as a byproduct of online

instruction. Instead, the key to unlocking the value of LMS-generated activity logs lies in

developing methods and techniques for processing and extracting informative indicators from

the raw activity data. The primary objectives of this paper are to (1) propose a series of

methods for computationally processing and extracting valuable insights from LMS activity

logs, (2) introduce a software tool that practitioners of online education can use to perform
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rapid processing and exploratory data analysis (EDA) of online course activity logs, and (3)

outline three broad categories of synthetic metrics for assessing student behavior and us-

ing data collected by Web-based learning management systems (LMSes). These objectives

are achieved by applying the proposed methodology and software tools to a case study of

an LMS activity log database collected in a large online undergraduate general education

course at the University of California, Los Angeles (UCLA) – a database consisting of 641,427

individual student access records.

I begin with a review of relevant literature, contextualizing this work within the context

of existing research in the emerging fields of educational data mining (EDM) and learning

analytics. Through this review it will be demonstrated that while both of these young

fields have grown considerably in recent years, substantial room remains for developing

methods and tools for extracting value from LMS-derived data. Following this review I

turn to a discussion of methodology, first touching upon the characteristics of the case

study’s source data and course characteristics and subsequently introducing the anatomy

of LMS-derived activity log data both at the database level and in its exported form. I

utilize a LMS data processing tool named Bamboodle, an extensible free and open source

software (FOSS) library built upon the pandas data analysis toolkit for the Python scripting

language.1 In the following section I introduce three categories of metrics that can be

applied to improving learning outcomes in an online environment: (1) student-centered

behavior analytics, (2) student-centered performance analytics, and (3) instructor-centered

course structure analytics. For each one of these categories, I provide examples of several

metrics that can be computed and visualized by applying Bamboodle’s feature set to the

aforementioned database of LMS activity logs collected at UCLA. Throughout this paper it

is demonstrated that metrics created by processing LMS student activity logs – particularly

when developed while keeping in mind the inherent characteristics and structure of a given

online course – can add substantial value for a course’s instructor and students.

1Bamboodle, which I originally developed to support research for this dissertation, is discussed in greater
detail in the subsequent chapter. The library is updated regularly and therefore the library’s code is not
included as an appendix to this paper. Bamboodle can be run in any Python 2.7 environment on any platform
provided dependencies are met. The current and most updated version of Bamboodle can be downloaded
from: https://github.com/nicanor-b/bamboodle
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3.1 Context

The birth of the online course and the Web-based learning management system (LMS) –

a specialized form of Web application designed to store and organize course materials and

facilitate student engagement with course content – has in turn enabled the emergence

of scholarly inquiry and data analytics concerning student behavior and performance in

online learning environments. Learning management systems directly, and notably without

intrusion into normal online instructional practices, facilitate various forms of analytics and

research into student performance and behavior as a result of the automatic user interaction

and activity logging built natively into the software – a phenomenon that Black et al. refer

to as “data for free”, as large quantities of student activity records are generated in the

background as a result of normal practices of teaching and learning in an online or hybrid

environment (Black et al., 2008). This emergence of instructional ‘big data’ has given rise

to extensive and substantive inquiry into the wide-reaching range of research questions that

can be optimally explored using the data generated as a byproduct of online instruction.

In recent years this scholarship has coalesced into several closely related and interconnected

fields broadly referred to as learning analytics and educational data mining (EDM).

This brief review of relevant literature begins by outlining the emergence and trajectories of

the fields of EDM and learning analytics, and subsequently proceeds to focus upon specific

applications of these fields to the analysis of data generated automatically by computer

servers and Web-based learning management systems. The review concludes by asserting

the value of the research proposed in this paper in the context of existing log analysis research

in both educational data mining and learning analytics.

In synthesizing the work of Romero et al. (2010), Scheuer and McLaren define educa-

tional data mining as a field of inquiry focused upon “developing, researching, and applying

computerized methods to detect patterns in large collections of education data – patterns

that would otherwise be hard or impossible to analyze due to the enormous volume of data

they exist within” (Scheuer & McLaren, 2012, p. 1075). Expanding upon this basic defini-

tion, Romero et al. suggest that current and ongoing EDM research can be classified into
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three primary categories: (1) development of computational methods for extracting infor-

mation from educational “big data”, (2) exploration of the nature and scope of research

questions that can and should be addressed using EDM, and (3) development of connec-

tions between EDM research and education practitioners who might benefit from the data

(Romero, Ventura, Pechenizkiy, & Baker, 2010). From a methodological perspective, many

existing applications of EDM focus upon applying clustering techniques to learner activity

and performance (Bogaŕın, Romero, Cerezo, & Sánchez-Santillán, 2014; Dutt, Aghabozrgi,

Ismail, & Mahroeian, 2015), visualization of learner activity (Softic et al., 2014), and explo-

ration of predictive modeling based on interaction records (Agudo-Peregrina, Iglesias-Pradas,

Conde-González, & Hernández-Garćıa, 2014). These methods, as well as other traditional

data mining techniques which can be adapted and applied to data generated as a byproduct

of computer-based education (Castro, Vellido, Nebot, & Mugica, 2007), belong to and fall

within the scope of the much larger field of data mining, which focuses primarily upon the

use of computer-based analysis and automated algorithms and/or heuristics to uncover la-

tent characteristics of data (Witten & Frank, 2005). The methodological and epistemological

scope of data mining is narrower than those of data science and data analytics in general,

and it is therefore important to remember that not all analysis of educational data can or

should be considered educational data mining.

Educational data mining can be viewed as closely related to an arguably more inclusive

field referred to as learning analytics. In defining the scope of learning analytics as a distinct

research field, Siemens cites a definition that has emerged as a consensus definition among re-

searchers following the First International Conference on Learning Analytics, held in Canada

in early 2011: “Learning analytics is the measurement, collection, analysis, and reporting

of data about learners and their contexts, for the purposes of understanding and optimizing

learning and the environments in which it occurs” (Siemens, 2013). This consensus definition

is notable in the sense that it emphasizes optimizing learner-oriented educational outcomes;

learning analytics can therefore also be fairly characterized as a practice and as a toolset in

addition to a field of inquiry (Gašević, Dawson, & Siemens, 2015; Gunn et al., 2015). True

to the consensus definition accepted by many researchers in the field, analytics research fre-
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quently centers upon development of solutions for optimizing and/or improving outcomes

for learners in a practical context (Govindarajan, Kumar, & Boulanger, 2015; Kent, Laslo,

& Rafaeli, 2016), particularly emphasizing the importance of acting upon conclusions of aca-

demic data analysis (J. P. Campbell & Oblinger, 2007; Clow, 2012). Given the rapid growth

of learning analytics research in recent years, it has been argued that the study of learning

analytics itself has both cohered and matured to a point where it could be considered a dis-

cipline and/or a legitimate field of research and academic inquiry in its own right (Siemens,

2013). Nonetheless scholarship in learning analytics emerged several years after the rise of

educational data mining, and learning analytics remains an ever-evolving area of inquiry

lacking a shared vocabulary. In an attempt to outline a common vocabulary for learning

analytics and a typology for the numerous forms of analytics used in higher education, Van

Barneveld et al. list proposed definitions for four distinctive types of analytics used in higher

education, of which learning analytics is only one subset focused upon targeting instructional

and support resources to serve learners (Van Barneveld, Arnold, & Campbell, 2012). This

learner-centric focus of learning analytics is a distinctive characteristic of this emerging field.

Speaking to the relationship between educational data mining and learning analytics as

fields of inquiry, the two fields are separated on the basis of a primary distinction: EDM is

primarily concerned with automated processing, machine discovery, and/or algorithmic anal-

ysis of learning data, while learning analytics places human intervention and interpretation

of data at the forefront (Siemens & Baker, 2012). In this sense the outcomes of research in

learning analytics and educational data mining can be viewed as complementary rather than

overlapping; EDM and learning analytics researchers tend even to approach similar research

questions with completely different methodologies (R. S. Baker & Inventado, 2014).

Within both educational data mining and learning analytics, researchers often cite the

value in exploiting the “data for free” that is often collected in the background by learning

management systems without any additional instructor or student intervention (Black et al.,

2008; Romero, Ventura, & Garćıa, 2008). We now turn toward a discussion of these rich

but often overlooked “free” data, which are commonly referred to as activity logs or server

logs. The conceptual origin of LMS activity logs can be traced back to Web server logging
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Figure 3.1: Scholarly articles mentioning “Learning Analytics” and “Educational Data Min-

ing” (EDM) by year (derived from Google Scholar)

2005 2010 2015
0

1,000

2,000

3,000

Year

M
en

ti
on

s
(p

er
ye

ar
)

EDM
Learning Analytics

practices that emerged with the development of the World Wide Web (the Web). Looking

beyond learning management platforms to Web applications and frameworks more broadly,

activity logging is a core component of nearly all Web applications and Web server software

considering the Web’s inherently transactional nature. This nature is rooted in the structure

of the near-ubiquitous hyper-text transfer protocol (HTTP), which defines a limited universe

of models for transactional communication between client and server computers (Berners-

Lee, Fielding, & Frystyk, 1996; Fielding et al., 1999). Every action performed by a Web

user consists of a structured transactional communication between the user’s computer (the

client) and a remote computer (the server). The client computer places a request structured

according to the HTTP protocol specifications, and the server computer responds with a

similarly structured response containing metadata as well as the specific content requested

by the client. In a practical context on today’s Web, it is extraordinarily rare that loading

a single Web page would involve only one HTTP transaction; instead, loading a single Web

page often requires that the client’s Web browser perform dozens of HTTP transactions, often
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with numerous distinct servers. This is because every individual file related to a Web page

must be requested in a separate HTTP transaction: the primary Web page itself, generally

encoded in hypertext markup language (HTML) must first be requested, and separate HTTP

transactions are subsequently initiated for all files referenced within the downloaded HTML

page (including images, style definitions, and scripts to be executed by the Web browser).

Each of these individual transactions occurs between a known client and a known server at a

known time, and the data transmitted with each requests is also easily identifiable as HTTP

requests involve the transmission of known existing data from a server to a client. Therefore,

every HTTP transaction, whether successful or unsuccessful, can be easily recorded in an

activity log that identifies the client computer, the server computer, the requested data, and

the time of the request.

Activity logging of this nature and scope has long been a core feature of most popular Web

server software, ranging from NCSA’s World Wide Web Server very early in the Web’s history

(Kwan, McGrath, & Reed, 1995) to the most popular open-source Web server software used

today (Yuan, Park, & Zhou, 2012). In addition to the obvious use case of assisting with

debugging of Web applications, systematic and computational analysis of server-level log files

in a “big data” sense has been employed for numerous purposes, including server optimization

(Hu, Nanda, & Yang, 1999), application security (Barbara, Couto, Jajodia, Popyack, & Wu,

2001), classification and modeling of user behavior and access patterns (Zaiane, Xin, & Han,

1998; Liu & Kešelj, 2007), and automated application-level user experience customization

(Mulvenna, Anand, & Büchner, 2000; Baraglia & Silvestri, 2007). Analysis of raw Web

server log files has even been integrated into learning analytics research, including Khrib

et al.’s exploration of using mined activity records as a basis for providing online learners

with personalized recommendations for extracurricular resources (Khrib, Jemn, & Nasraoui,

2008), though Romero et al. cite the many difficulties present in extracting meaningful

conclusions from large inventories of frequently unrelated Web server access logs (Romero et

al., 2010).

Most Web-based learning management systems implement their own proprietary activ-

ity logging and learner tracking mechanisms that record data extending beyond the more
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limited records collected by Web server software. This is crucial to note because even early

in the evolution of online learning technologies, it has been understood that understand-

ing student behavior and performance requires more than examining raw or even processed

Web server log files alone (Avouris, Komis, Fiotakis, Margaritis, & Voyiatzaki, 2005). While

common contents of LMS log files will be discussed in a subsequent section of this paper,

it is safe to assert that the majority of popular LMSes collect and maintain records that

document student interaction with particular course activities, rather than with raw Web

pages. Nonetheless early research published while many of the most popular open source

LMSes were being developed scarcely mention the data logging capabilities built into the

software (Dougiamas & Taylor, 2002, 2003); furthermore, developers of some early LMSes

relied not upon internal logging but instead upon the logging capabilities built in to Web

server software to assess educator and learner use of LMS tools (Dewanto, Grob, & Bens-

berg, 2004). Only once the user base of Web-based learning management software started

to grow did analysis of LMS-generated activity logs begin to emerge as a research focus

(Koutri, Avouris, & Daskalaki, 2005). As learning management systems have matured both

in terms of feature sets and the ability to support increasingly diverse practices and models

of online instruction, efforts to extract meaningful information from data logged by LMS

software have grown in number and sophistication (Romero & Ventura, 2010; Psaromiligkos

et al., 2011), reaching beyond descriptive and classificatory analysis into predictive analyt-

ics (Hung & Zhang, 2008; Macfadyen & Dawson, 2010; Abdous et al., 2012). Although

student-focused learning analytics methods and studies are frequently built atop a founda-

tion of data collected within Web-based LMSes, other recent examples of learning analytics

tools and frameworks connect LMS-derived analytics with data from social media platforms

(Kitto, Cross, Waters, & Lupton, 2015), data collected using biometric sensing devices, and

sensors in traditional face-to-face classroom settings (Merceron, Blikstein, & Siemens, 2016).

Statistical analysis of student activity logs and student performance records can also be used

in concert with many other educational data mining and learning analytics methods (Romero

& Ventura, 2007); these additional research methods include text mining and textual con-

tent analysis (Hara, Bonk, & Angeli, 2000; Dringus & Ellis, 2005), pattern recognition and
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behavior categorization (Talavera & Gaudioso, 2004; Mahajan, Sodhi, & Mahajan, 2016),

and visualization of student interactions with course materials (Mazza & Milani, 2005).

Given that a primary purpose of this paper is to present both descriptive and predic-

tive analytics that can be derived using a new software tool for processing and analyzing

activity log data generated by the Moodle learning management system, it is worth noting

existing methodologies and software projects that have been developed to facilitate analy-

sis of log data from several prominent learning management systems. One of the earliest

Moodle log analysis tools noted in the literature is Moodog, developed by Zhang et al. at

the University of California, Santa Barbara (H. Zhang, Almeroth, Knight, Bulger, & Mayer,

2007). Moodog exposed a dashboard to both students and instructors that primarily served

to track student interaction with course activities; the software’s ability to dispatch e-mail

notifications to students who are not completing activities as required is highlighted as an-

other primary feature. Mazza and Botturi simultaneously presented GISMO, a similar tool

focused upon offering graphical representations of student access and monitoring of student

behavior through data visualization (Mazza & Milani, 2005; Mazza & Botturi, 2007). In

addition to the aforementioned tools that are primarily designed to present educators and

learners alike with dashboards of visualized LMS log data, several LMS log processing and

analysis tools have been developed to facilitate more substantive analysis. Agudo-Peregrina

et al. describe a Moodle plugin, coded in the PHP programming language, that is designed

to extract records of user interactions from the otherwise unprocessed data stored in Moo-

dle’s activity log database table (Agudo-Peregrina et al., 2014). This same study emphasizes

the frequent need to craft ad hoc software for the purpose of extracting specific information

from LMS log files, particularly in context of (1) the insufficiency of generic database query

methods for performing sophisticated analysis of learning, (2) a lack of existing specialized

software for analyzing LMS log data, and (3) the overall youth of computational learning

analytics as a field of study (Agudo-Peregrina et al., 2014). In addition to the development

of log analysis software, existing research has demonstrated the efficacy of constructing syn-

thetic or proxy metrics for the purpose of understanding characteristics of specific learners

or types of learners (Jo, Kim, & Yoon, 2014).
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The evolution of learning analytics technologies and EDM methodologies has also prompted

scholars to cast a more critical eye upon applications of learning analytics. It has become

increasingly evident that universal approaches to learning analytics are far less helpful to

instructors and learners than analytics that can be more directly tailored to the instructional

design and learning environment within a given course or instructional program (Gašević,

Dawson, Rogers, & Gasevic, 2016). Universal approaches to learning analytics and EDM

include the data analytics most often provided by LMS log analysis software and tools –

direct visualization of the raw counts of actions logged by the LMS software, including (but

not limited to) records of clicks on activities, views of pages, and contributions to discussion

forums. In contrast, Mazza et al. suggest that analysis constructed from a “didactical point

of view” – analysis of logged behavior in the context of specific learning tasks and outcomes

– is likely to produce more useful analytics than could result from analysis that does not

take into account the structural components and/or instructional design of a given course

(Mazza, Bettoni, Faré, & Mazzola, 2012, p. 132). Therefore it is reasonable to assert that

EDM and learning analytics software tools and methodologies optimally ought to be de-

signed in a facilitative rather than a prescriptive nature, giving instructors the freedom and

flexibility to adapt the feature set of the tools or the methodological approaches to match

the structure of their curricula and instructional design, rather than the other way around.

The software, methods, and results outlined in this paper sit at the nexus of educational

data mining and learning analytics, with an ultimate objective of providing practitioners of

online education, rather than data scientists and learning analytics researchers, with a flexi-

ble set of learning management system activity log processing functions and learner-focused

metrics that can be applied and adapted to work with various instructional design models.

As subsequent discussion will illustrate, I privilege human interpretation and intervention

in data analysis over machine learning and pattern discovery in this software and in the

presented metrics, therefore grounding this project more solidly within the field of learning

analytics than educational data mining. Given that learning analytics scholarship empha-

sizes the importance of using analytics and improve learner outcomes, the tools, methods,

and metrics outlined herein constitute a substantive contribution to the growing body of
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learning analytics research that focuses upon empowering practitioners of online education

with methods and tools that can be applied to the enhancement of student learning outcomes.

3.2 Methodology and Research Design

3.2.1 Source data and scope

The software tools and metrics outlined in this paper are demonstrated using source data

collected during three academic quarter-length sessions (Winter 2015, Spring 2015, and Fall

2015) of a single online course – GEOG 7: Introduction to Geographic Information Systems

(GIS) at the University of California, Los Angeles (UCLA). The data selected for use in

this study include (1) activity logs of individual student actions on the course website, (2)

numerical scores for all graded activities, and (3) basic student status and demographic

characteristics (i.e. class standing). Of these three datasets, two (activity logs and scores

for graded activities) were extracted directly from Moodle LMS course websites using data

retrieval tools built in to the core functionality of Moodle, and the third was retrieved sepa-

rately from the university registrar’s database. The activity data and activity score datasets

extracted directly from the Moodle LMS were generated completely as a byproduct of nor-

mal practices of instruction and were not deliberately collected; therefore, data collection

efforts did not in any way intrude into instructional time.

3.2.1.1 Course structure and instructional design

GEOG 7 is an online introductory geographic information systems (GIS) course; students

who complete the course earn lower-division undergraduate credit, and the course can also

be applied toward meeting several core general education requirements for most UCLA un-

dergraduate degree programs. Like many online courses, GEOG 7 is structured in a modular

format wherein course contents are thematically grouped into distinct content units, a widely

recognized best practice for instructional design in online education (Dykman & Davis, 2008).

GEOG 7 ’s weekly content units contain several consistent and predictable forms of content,
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activities, and deliverables, including an assignment, conceptually-focused videos (often seen

as substitutes for face-to-face (F2F) lectures), technical/practical screencast videos empha-

sizing practical GIS software training, a thematic discussion forum, and an automated quiz.

Also in keeping with best practices in online instructional design, students progress through

the content units in consistent and predictable cadence: each content unit corresponds to

one week of work, with content typically being released on a Monday morning and the final

deliverable being due for submission on the following Sunday evening. Although the course

is structured in a form that allows for considerable learner freedom, it is not self-paced;

students progress through course content as a cohort, with the weekly release of new con-

tent units providing a consistent rhythm. That said, students have considerable freedom to

set their own schedule for completing all activities related to the course; since all required

materials and activities are available on the course website, students are able to work on the

current unit’s activities at any time provided that they are able to meet the specified weekly

deadlines.

Owing to GEOG 7’s status as a general education lab science course, weekly lab sections

run by graduate student teaching assistants (TAs) constitute a core element of course struc-

ture. In each academic quarter, approximately half of the lab sections are conducted fully

online using Web conferencing software and half are conducted face-to-face in computer labs

on the UCLA campus. Course TAs all possess technical and conceptual proficiency sufficient

for teaching an introductory course in GIS, and TAs are additionally given direction on a

weekly basis concerning grading standards and concepts to discuss and emphasize in lab

section meetings.

Deliverables and assessments in GEOG 7 take several forms. On a weekly basis, students

are assigned practical exercises that must be completed using GIS software. These weekly

assignments, of which one is included within each content unit, are the overall focus of the

course and therefore constitute the most heavily weighted component of students’ course

grades. Assignment guidelines tend to be relatively prescriptive but students are encouraged

to creatively distinguish their work. Assignment submissions are assessed by TAs on a weekly

basis, and TAs are given direction in terms of grading expectations. In addition to weekly
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assignments, students also complete weekly “barrier” quizzes. A student must complete each

weekly barrier quiz with a score of at least 70 percent in order to proceed to the subsequent

content unit; unlimited attempts are allowed and the student’s highest grade across all

attempts is recorded, but students may attempt a quiz only once every thirty minutes.

These quizzes are graded automatically and require no instructor intervention. Similar to

the unit quizzes in structure is a practical midterm exam, in which students are required to

execute query and selection operations using GIS software to answer thirty questions. The

midterm exam is also scored automatically and requires no instructor intervention. Students

are also graded on the basis of a final project submission; final projects are graded by TAs and

closely resemble weekly assignments, but are characterized by a broader and more integrative

conceptual scope. Over the course of the three academic terms included in this case study,

only minor changes were made to these individual activities and content items, while overall

course content and instructional design remained consistent throughout.

3.2.1.2 Anatomy and structure of LMS activity log data

At the application level, activity log data are normally stored across several tables of the

LMS server application’s core relational database management system (RDBMS); most in-

stances of Moodle and other common Web learning management systems rely upon MySQL,

PostgreSQL, or MSSQL database backends. In Moodle version 2.x, activity logs are stored

in a database table entitled mdl logstore standard log, and the contents of this table are sim-

ilar in structure and appearance to the contents of the exported data, though many of the

fields in the standard log table contain ID values that Moodle’s log file generator uses to

perform data joins when extracting activity log files (i.e. the userid field in the database

table contains not the user’s descriptive name, but only a numerical key that can be used

to look up this information from a separate database table). Among the fields included in

the default access log table are: (1) the context of the user action in the form of a URL, (2)

a record of the Moodle component responsible for fulfilling the user action, (3) a record of

the action taken (i.e. whether a page was viewed, submitted, etc.), (4) system-level numer-

ical identification codes corresponding to the context of the event, the user performing the
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action, and the course to which the action corresponds, (5) a field for storing open-ended

data objects related to the action, (6) the UNIX timestamp of the action, (7) the origin of

the activity (i.e. Web, e-mail, etc.), and (8) the IP address of the user performing the action

(see Table 3.1 for an example of a transposed raw action record from a Moodle database).

Table 3.1: Example of raw Moodle LMS database-level activity record, extracted from Moo-

dle MySQL database (table transposed for cleaner visualization)

Column name Value

id 11264

eventname \mod page\event\course module viewed

component core

action viewed

target course module

objecttable quiz

objectid 37

crud r

edulevel 2

contextid 767

contextlevel 50

contextinstanceid 11

userid 1215

courseid 12

relateduserid NULL

anonymous 0

other a:1:{s:15:“coursesectionid”;i:6;}
anonymous 0

timecreated 1464300647

ip 127.0.0.1

realuserid NULL

Of course, Moodle is not the only Web-based learning management framework that re-

tains user activity logs at the application level. Although differences do exist among the

logging practices of the various popular Web-based LMSes, logging practices are substan-

tially more similar to one another than they are different from one another. The commercial
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Blackboard learning management system, for example, similarly records content access and

learner activity, and although the database schema used by Blackboard varies in that it

organizes activity tracking on the basis of user access sessions, Blackboard’s activity logs

include several of the same records present within Moodle activity logs – user ID, activity

context, and time of access (Blackboard Inc., 2016).

Table 3.2: Example of exported Moodle LMS activity record, extracted using Moodle’s

integrated log report tool (table transposed for cleaner visualization)

Column name Value

Time Oct 16, 2015, 10:09 AM

User full name DOE, JUANITA

Affected user -

Event context Kaltura Video Resource: Selections in QGIS, v. 2.2: manual,

attribute, and spatial (10:49)

Component Kaltura Video Resource

Event name Video resource viewed

Description The user with id ‘55555’ viewed the Kaltura video resource

with the course module id ‘173106’.

Origin web

IP address 192.168.0.1

Most Web-based LMSes, Moodle included, provide a method for extracting log informa-

tion from the application’s database, obviating the need for database-level access to the log

data. The Moodle “Logs” page, which is typically accessible to instructors and system ad-

ministrators, is accessible within the “Reports” section of the Moodle course administration

interface. The log extraction page provides users with proper permissions with the ability

to extract targeted subsets of activity logs; exported log data may be filtered on the basis of

(1) course, (2) participant name/ID (either instructor or student), (3) date, (4) individual

activities, (5) individual action types (“Create”, “View”, “Update”, and “Delete”), and (6)

educational level (“Teaching”, “Participating”, and “Other”). The default setting presented

by this interface allows the user to extract a complete inventory of all actions recorded for a
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given course. After Moodle processes a log file extraction request, resulting access records are

displayed on a Web page in abbreviated form, and users are also presented with the option

to download the returned activity records in several common tabular data encoding formats,

including comma- and tab-separated text and Microsoft Excel spreadsheet formats. Log

processing is memory-intensive and requires that numerous database queries be executed on

the application server; users attempting to extract full access log files from high-enrollment

courses may encounter errors and memory overflows. In such cases, these memory limits can

be effectively circumvented by separately extracting different temporal ranges of data and

re-combining the extracted data using spreadsheet software.

Activity records exported from Moodle take a form that is relatively easy to understand,

particularly when compared to the raw database form of the same activity data. In the

process of exporting the data, Moodle’s log processing scripts perform tabular data joins to

replace the numeric IDs that dominate the database form of the access logs with human-

readable records from the joined tables (i.e. internal user ID numbers are replaced with

user’s full names).2 Log reports exported using Moodle’s internal log retrieval interface

contain the following data fields (see Table 3.2 for an example of an activity entry exported

from Moodle): (1) time of the request encoded in the site’s selected date/time format, (2)

the full name of the user to whom the action is related, (3) only if applicable, the full name

of the user that is the target of the action, (4) a description of the context of the event

(i.e. target element/page name), (5) component type (i.e. page, quiz, etc.), (6) a descriptive

name of the event and its disposition, (7) an extended description of the event, (8) the origin

of the event, and (7) the action-taker’s IP address.

2Because Moodle is open source software, it is possible to examine the exact logic that Moodle uses to
retrieve log data from its RDBMS. These scripts can be found at the following URL: https://github.com/
moodle/moodle/tree/master/report/log
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3.3 Results: Categories and applications of LMS “big data” ana-

lytics and visualizations

In this section I introduce three broad categories of analytical metrics that can be derived

using data extracted from Web-based learning management systems: behavior analytics,

performance analytics, and course structure analytics. Both behavior analytics and per-

formance analytics fall into a broader emerging category of learning analytics known as

“student-centered” learning analytics (Kruse & Pongsajapan, 2012) – analytics whose pri-

mary unit of analysis and descriptive focus is the individual learner, and whose ultimate

utility lies in improving learning outcomes for individual students based upon analysis of in-

dividual student behavior and/or performance. Both categories of student-centered learning

analytics introduced herein are notable for being potentially useful not only to instructors but

also to students themselves, either through direct exposure to analytics or indirectly through

instructor actions taken as a result of examining student behavior or performance analyt-

ics. In contrast to the first two categories of student-centered analytics, course structure

analytics are instructor-centered, primarily designed to provide instructors with aggregate

views of learning outcomes and student behavior wherein the primary units of analysis are

course components (i.e. content units, activities, resources, etc). When used in combination

with one another, metrics belonging to these three categories of analytics can result in sub-

stantial added value for learners and instructors. In the subsequent subsections, I introduce

behavior analytics, performance analytics, and course design analytics, and I additionally

propose several useful metrics belonging to each category. The example metrics introduced

herein are all executed using data collected in the aforementioned case study of a large online

introductory GIS course at UCLA, and the related computations and visualizations were all

performed and generated using Bamboodle.

3.3.1 Behavior analytics

Student behavior analytics can be broadly defined as encompassing any educational data

analysis methods or metrics that focus upon describing, analyzing, or visualizing the behav-
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iors of individual learners. In this situation, ‘behavior’ can be taken to refer to the nature

of any interaction between a learner and a learning management system. Therefore the

various characteristics of learner behavior – when, where, and how learners interact with

online learning environments – can be seen as the core context of learner-centered behavior

analytics. The following three metrics are designed to serve as examples of behavior and

student characteristic metrics that can be employed to help instructors and students alike

understand more about their interactions with an online learning environment. Student be-

havior analytics could, for example, be used to explore the following descriptive research

questions:

• What percentage of the time did low-performing students access a course website from

off-campus?

• On what day of the week are students actually engaging with the content assigned for

a given unit?

• Are any students frequently attempting to access a course website from locations

wherein Internet censorship regimes or limitations on Internet freedom are imposed?

3.3.1.1 Metric #1: Geographic location of learner activity

It is frequently estimated that approximately eighty percent of the world’s data contains at

least some latent reference to geographic location, and learning management system activity

log data can be considered as belonging to this majority. While LMS log files normally

do not contain explicit references to a user’s geographic location, most LMSes (and Web

applications in general) retain IP address records for individual access requests; IP addresses,

in turn, can be used to estimate a user’s location on the basis of the known location of the

user’s Internet service provider (ISP). This process is referred to as IP geolocation, and

while many Web-based tracking and user analytics services provide IP geolocation services of

varying accuracy, there exists considerable potential value in performing IP geolocation in the

process of performing learning analytics. Several benefits are realized when directly applying
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IP geolocation as a learning analytics metric: (1) IP locations can be determined for specific

users, cohorts of users, or user behaviors in aggregate, and (2) concerns regarding student

data privacy are obviated as long as the data and any resulting analytics are used internally

by the instructor with an end objective of enhancing learning outcomes for students. In

contrast, most external IP geolocation providers would not be able to disaggregate estimated

user locations on the basis of any of the aforementioned criteria, and instructors additionally

must exercise considerable caution when considering to use any third-party service that

might ingest protected student data.

I demonstrate this metric by (1) performing IP geolocation on the entire corpus of access

log records from calendar year 2015 in GEOG 7 to explore the overall geography of access

to the course’s websites, and then (2) geolocating only those access records pertaining to

submissions of midterm exams to demonstrate the potential insights that can be found in

geolocating targeted subsets of activity records. Figure 3.2 displays a map of the many

locations worldwide connected to the IP addresses of users who visited GEOG 7 websites

during the three full academic quarters of 2015.

Figure 3.2: Map depicting estimated locations of IP addresses associated with user (student,

instructor, and guest) access to GEOG 7 course websites during calendar year 2015
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Overall, GEOG 7 students and instructors accessed the course website from over 20 coun-

tries, though a majority of requests (approximately 436,000 out of approximately 640,000

total requests) were initiated from IP addresses tied to UCLA’s home city of Los Angeles,

California. Of locations outside the core Los Angeles metropolitan area, high numbers of

log entries were initiated from the cities of Santa Cruz (approximately 3,400), Santa Bar-

bara (3,200), Berkeley (3,100), Irvine (3,100), Sacramento (3,000), Riverside (2,600) and San

Diego (2,000); these cities, with the exception of Sacramento, are notable for being home to

other campuses of the University of California system; students from these other campuses

were given the opportunity to enroll in GEOG 7 throughout 2015. When filtering IP geolo-

cation results to include only those activity log entries tied to submissions of midterm exams,

the geographies returned are less far-reaching – of 416 students who submitted the automat-

ically scored GEOG 7 online midterm exam in 2015, no submissions came from outside the

United States and only four came from other states: Nevada, Washington, New York, and

Florida. An important caveat to note is that some geographic variation could be masked if

students access the course website from UCLA’s official virtual private network (VPN), as

these access requests would indicate that students are accessing the course website from Los

Angeles, California.

That students and instructors alike are accessing the course website from so many dif-

ferent cities, countries, and regions worldwide highlights several key advantages of online

courses like GEOG 7 : online courses facilitate flexibility and individual mobility, as learners

and instructors alike are not restricted to participating in a course from a given geographic

location. This can present considerable advantages to certain student groups in particu-

lar: students who are long-distance commuters (common among GEOG 7 students residing

elsewhere in Southern California) and students who have work schedules that conflict with

typical course scheduling times. Evidence from log records indicates that students are tak-

ing advantage of this flexibility: across the Fall 2015 and Spring 2015 quarters, the average

GEOG 7 student engaged with course content from 2.35 different cities, with some students

accessing the course website from as many as 18 different cities. Considering growing student

enrollment at many institutions of higher education worldwide, online courses additionally
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introduce flexibility in terms of facility use as classroom usage is reduced and class sizes are

not confined to the number of seats present in a classroom.

Particularly in cases wherein it is known that students are not tethered to a given ge-

ographic location (i.e. in the case of courses offered through fully online educational insti-

tutions), periodic examination of the approximate geographic locations from which learners

are most frequently accessing course materials can help to inform suitable instructional de-

sign adaptations and technical accommodations. For example, if an instructor notes that

students are frequently attempting to access course materials from locations with known

connectivity impediments, whether bandwidth or other forms of Internet access limitations

including official censorship, the instructor can attempt to make some accommodations for

those limitations, including (but not limited to) providing access to resources in media suited

for low-bandwidth transmission and arranging for virtual private network (VPN) access to

circumvent any officially imposed access limitations. While these issues do not present a

significant concern in GEOG 7 during the academic year considering that the vast majority

of access requests come from inside California, it is clear that much can be gained from

periodically assessing common user access locations via IP geolocation.

3.3.1.2 Metric #2: Student IP block analysis (on-campus versus off-campus

activity)

When teaching an online course to students who predominantly participate in face-to-face

learning environments at a physical campus, it can be assumed that some students will at

least occasionally participate in the online course while physically present on-campus. Be-

cause learning management system platforms, Moodle included, capture user IP addresses

in the primary access log, and because the blocks of IP addresses assigned to university

campuses are finite and known, it is possible to match user IP addresses to a university’s IP

address blocks to infer whether a student’s interaction with an online learning environment

is taking place while the student is physically present on campus. This behavior metric can

assist instructors in determining whether a student’s degree of physical presence on campus
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is in any way associated with better, or even significantly different, learning outcomes. This

question is particularly salient for online courses wherein optional face-to-face support or

instruction is available to students. In the following application of this metric to data from

GEOG 7, I (1) apply IP block analysis to determine the percentage of a student’s inter-

actions with the course’s website that come from IP addresses associated with UCLA, and

subsequently (2) apply clustering and a simple statistical test to explore whether a student’s

physical presence on campus might be registering an impact upon student performance.

Figure 3.3: Histogram showing number of students in GEOG 7 during Winter 2015 quarter

classified by percentage of on-campus IP address use
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Visualized in Figure 3.3 is the distribution of students classified by use of UCLA IP

addresses. The distribution is skewed in favor of on-campus access to the course website;
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the bin corresponding to 90 percent to 100 percent on-campus activity is the largest by a

considerable margin with a total of 38 students; additionally, only a minority of students

in this course accessed the course website from off-campus more than half of the time. On

the other end of the distribution it is also visible that twelve students accessed the course

website from off-campus more than nine times out of 10. This analysis begs the question

of whether frequent interaction with course content while on-campus might in any way be

related to performance and learning outcomes. In order to begin the process of exploring any

possible relationship that might exist between degree of on-campus presence and learning

outcomes, I used tools within Bamboodle to (1) assign students to clusters on the basis of

degree of use of on-campus IP addresses, using k -means clustering with three, four, and five

clusters sequentially, and (2) perform one-way analysis of variance (ANOVA) tests for each

weekly assignment and the midterm exam to assess whether any significant differences in

performance might exist among the clusters (see Table 5.3 for complete results). The results

of this test indicate that further instructor scrutiny and refinement of certain activities –

namely assignments 5a and 8 (significant differences for all three clusterings), the midterm

exam (significant differences in two of three clusterings), and to a lesser extent assignment 5b

(significant differences in outcomes in one of three clusterings) – is warranted to ensure that

students are equally likely to succeed whether they participate in the course from on-campus

or off-campus.

While the usefulness of this metric has been demonstrated through several forms of ex-

ploratory data analysis, any practitioner must be mindful of an important caveat when using

IP block analysis. IP block analysis is always precise, as a given IP address either belongs

to a given block of IP addresses or does not; there is no room for further interpretation.

However, accuracy can be a concern as IP traffic can occasionally be routed through exter-

nal servers known as proxy servers and/or virtual private networks (VPNs) before reaching

its destination; in these cases, a computer server, such as the server hosting learning man-

agement system software, would see the proxy or VPN server’s IP address as the user’s

public IP address. Because universities frequently provide secure VPN access to students,

instructors should be aware that off-campus VPN or proxy server users may appear to be
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Table 3.3: Differences in assessment scores across k -means clusters of students based on

degree of interaction with course website from on-campus IP addresses (F-test results; *

indicates significant p at 95% confidence level)

3 Clusters (p) 4 Clusters (p) 5 Clusters (p)

Assign. 1 0.308 0.259 0.419

Assign. 2 0.220 0.420 0.515

Assign. 3 0.814 0.713 0.608

Assign. 4a 0.548 0.250 0.438

Assign. 4b 0.684 0.228 0.267

Assign. 5a 0.001* 0.049* 0.021*

Assign. 5b 0.042* 0.514 0.054

Assign. 6 0.214 0.351 0.244

Assign. 7 0.095 0.137 0.057

Assign. 8 0.011* 0.020* 0.047*

Midterm 0.030* 0.117 0.021*

using on-campus IP addresses. This problem can be circumvented if known proxy / VPN

IP addresses can be excluded from the blocks of IP addresses against which student IPs are

checked.

3.3.1.3 Metric #3: Student activity snapshot

This final learner behavior analytics metric is perhaps the simplest but also the most wide-

reaching of the analytics and metrics discussed in this paper. Student activity snapshot

metrics can be defined as broadly encompassing any data snapshots or visualizations that

indicate the temporality or the degree of student activity within an online learning environ-

ment. Keeping in mind the typical contents and structure of LMS logs, it can be assumed

that an activity log will for each record indicate (1) the name, ID, and IP address of the

user performing an activity, (2) some descriptor of the nature or context of activity being

performed, and (3) the time at which an activity is performed. Any visualization or view

of LMS data that presents a deliberately selected or curated subset of activity data related

85



to a specific user’s activity can be said to constitute an activity snapshot of that student’s

interaction with the online learning environment.

Figure 3.4: Weekday distribution of activity by an individual GEOG 7 student (name omit-

ted): quiz attempts, video views, and assignment submissions
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In Figure 3.4 I provide an example of a student activity snapshot metric in the form of a

stacked bar chart showing an individual student’s day-over-day distribution of three activities

that students in GEOG 7 regularly perform on a weekly basis: viewing instructional video

resources, attempting unit quizzes, and submitting weekly assignments. This individual

student’s activity can be visually compared to the behavior of other students individually

or even all students viewed in aggregate; in Figure 3.5 I provide a visualization of the same

characteristics, but instead encompassing actions taken by all students in the course. It

is evident that the individual student’s temporal distribution of activities reflected in the
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former chart closely mirrors the class-wide distribution visible in the latter chart, with the

exception being that the individual student’s weekday of minimum activity is Friday while

the lowest-activity days for the class overall are Thursday and Saturday.

Figure 3.5: Weekday distribution of activity by all Fall 2015 GEOG 7 students together:

quiz attempts, video views, and assignment submissions
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As discussed previously, student activity snapshot analytics are by no means confined to

the examples presented herein. Any student activity with a temporal dimension can be vi-

sualized in a similar fashion, and many different data visualization methods can additionally

be employed to generate activity snapshots that have the potential to be of great utility to

instructors and students alike. Such snapshots can be used by instructors for refining course

pacing or better understanding a particular student’s work patterns, and students can (if

presented with such snapshots by an instructor) have the opportunity to refine their own

learning practices in accordance with trends visible in the snapshots.
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3.3.2 Performance analytics

Assessment is naturally a component of most educational environments, whether online or

face-to-face. Therefore it can be said that most actions or behaviors taken by learners in

an online learning environment can be either directly or indirectly linked to learning out-

comes and assessment of learner performance. For example, learners in a predominantly

asynchronous online course will interact with course resources posted on an LMS while in-

dependently reviewing course resources. Characteristics of these behaviors themselves can

be described and analyzed using behavior analytics alone, but a different subset of analytics

that I term performance analytics can be used to connect these behaviors with learning out-

comes, as measured by the assessment devices implemented by an instructor (i.e assignments,

quizzes, exams). The following two learner-centered performance analytics are designed to

help instructors and learners develop a better understanding of how characteristics of learner

behavior are connected to learner performance and assessment of learning outcomes. Stu-

dent performance analytics could, for example, be used to explore the following descriptive

research questions:

• Are students who procrastinate when submitting assignments earning lower scores than

students who do not typically procrastinate?

• Do students who spend more time engaging with course content perform better on

quizzes or exams?

• How does a student’s performance vary across different assessments administered within

the same course?

3.3.2.1 Metric #4: Assessed performance in relation to resource engagements

and session time

In a well-designed online course, it can be generally assumed that students who engage with

course resources (videos, readings, other similar documents) and interactive activities will

be the best prepared to demonstrate positive learning outcomes when assessed. Therefore it
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can be considered quite fruitful to examine student performance outcomes in context of en-

gagement with resources posted on the course’s LMS website. This metric, in which learning

outcomes (as measured by activity/assessment scores) are juxtaposed with any number of

possible related forms of student engagement with course content, can help instructors and

students alike to explore which of the broad possible range of student engagement indicators

might contribute to positive learning outcomes and student performance. This metric is

illustrated here in two forms: (1) a scatter plot visualizing midterm exam score in the con-

text of the number times a Fall 2015 GEOG 7 student viewed instructional video resources

during the weeks associated with the midterm exam (see Figure 3.6), and (2) a data table

listing students’ midterm exam scores, the total time each student has spent interacting with

the course website during the midterm exam weeks, and the number of video resource views

during the same period, both in raw and in percentile rank form (see Table 3.4). Beyond the

example presented herein, this metric can be generalized for use with any graded activity and

assessment and any combination of the many dozens, if not hundreds, of possible student

engagement analytics that can be derived from LMS log records.

The chart in Figure 3.6 does not indicate a clear linear relationship between a student’s

midterm exam grade and the number of times the same student viewed instructional videos

during the corresponding midterm exam weeks. Nonetheless, the chart is useful as a de-

scriptive bivariate visualization of student behavior and performance, and in this example

following characteristics are notable: (1) most students who earned high grades viewed course

videos no more than twenty times during the midterm exam week and the week leading up

to that week; (2) most students who viewed the videos between ten and twenty times earned

exam scores above 70 percent, though some outliers are visible; and (3) many students who

viewed the videos under ten times – likely corresponding to an average of fewer than two

views per video – performed very well on the midterm exam.

While it is evident that instructors can find benefit in performing exploratory data analy-

sis using this type of metric, the results associated with this metric can potentially be equally

helpful to students. Presenting students with raw values and percentile ranks of their indi-

vidual engagement with a course website as well juxtaposed with related activity scores and
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Figure 3.6: Scatter plot depicting Fall 2015 GEOG 7 student midterm exam scores (%)

related to the number of times the corresponding student viewed video resources during the

midterm exam week and the week before.
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assessment grades can help students to better understand their standing relative to that of

their peers, as well as optimize their own learning practices and behaviors. For example,

students who spend considerably less time than their peers engaging with course resources

might view their percentile ranks and determine that an adjustment in study habits might

help to improve learning outcomes.

It is also important to be mindful of this metric’s limitations particularly in the context of

evaluating engagement with resources on an LMS course website. The primary limitation of

inferring relationships between student engagement and performance from LMS logs stems
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Table 3.4: Raw and percentile score ranks for student midterm exam scores, total user session

time during midterm exam weeks, and the total number of instructional video resource views

from students in GEOG 7, Fall 2015 quarter. Data values are derived from GEOG 7 log

files, but student names have been changed in compliance with academic record privacy

regulations.

Student Exam Time Vid. Views

LEARNER, GLEN 53.3% (12th) 6 hrs, 7 mins (37th) 4 (12th)

DEAUX, JOHANNA 83.3% (73rd) 10 hrs, 34 mins (83rd) 9 (44th)

DOE, JUAN 93.3% (96th) 6 hrs, 28 mins (40th) 13 (61st)

... ... ... ...

from the imperfect and acknowledgedly incomplete engagement metrics that can be reliably

derived from LMS activity logs. Simply stated, not all learning activity takes place within

the LMS itself. For example, most LMSes are not able to capture records of which pages in

a downloadable PDF students view, nor do most LMSes track the time that users actually

spend viewing or listening to any posted media resources. Nonetheless, the activity-based

engagement records that can be collected from most LMSes still can serve as a useful proxy

for engagement on the whole, and instructors and students alike can use this form of metric

as a first step toward identifying processes for optimizing learning outcomes in the context

of learner engagement.

3.3.2.2 Metric #5: Time-to-deadline of activity completion in relation to as-

sessed performance

Educators frequently tell students that procrastination – particularly putting off completing

or submitting work until shortly before a deadline – is a negative contributor to performance

and learning outcomes. Despite the ubiquity of this time-tested maxim, and although nu-

merous studies have demonstrated positive relationships between procrastination and sub-

optimal learning outcomes, empirical evidence can be used to verify whether procrastination

might have any substantive connection to learning outcomes in a specific situation. The
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primary purpose of this student-centered performance metric, which incorporates (1) a stu-

dent’s score on any LMS-based activity and (2) the difference between the student’s time of

activity submission and the activity’s due date, is to allow rapid exploratory data analysis

(EDA) of the relationship between these characteristics. See Figure 3.7 for an application of

this metric upon LMS records and performance data from the Fall 2015 section of GEOG 7.

Figure 3.7: Scatter plot depicting Fall 2015 GEOG 7 student assignment scores (out of 20

possible points) related to the difference between the submission time and the assignment’s

deadline (in minutes).
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This specific application of this metric, wherein the metric is applied to scores and sub-

mission time differences from the final weekly assignment in GEOG 7, indicates that in this

situation there is no significant correlation between the two variables. Nonetheless, several

useful conclusions can be drawn from visual examination of these results: in this specific
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situation, (1) the highest assignment scores were earned by students who were not among

either those students to submit the assignment early in the given week or those students to

submit the assignment late, (2) students who earned the lowest assignment scores submit-

ted their assignments very close to the deadline – students who submitted late assignments

earned better scores than some students who submitted shortly before the deadline, and (3)

submissions are clearly clustered around the deadline, despite the fact that this particular

exercise’s deadline was set for 11:55 PM on a Sunday evening. Beyond this specific example

of this metric, it is worth noting that this metric is very flexible and can be applied to any

graded exercise with a defined submission deadline.

3.3.3 Course structure analytics

In contrast to the aforementioned student-centered behavior and performance metrics, course

structure analytics are primarily designed to serve instructors and instructional designers.

The primary unit of analysis of an instructor-centered analytics metric is not the instructor

herself or even the students in a course; rather, different elements of a course’s instructional

design, be they groups of activities or resources or the individual activities themselves,

constitute the core focus of these metrics. A learning analytics metric can be considered

an instructor-centered course structure metric provided that its primary purpose is to assist

instructors in evaluating various characteristics of the design, structure, or building blocks of

any given course. The following three metrics provide examples of utilizing raw LMS activity

logs, as well as student activity grades and groupings of students extracted from LMS records,

to help instructors responsively evaluate and adjust instructional design practices to better fit

actual student behavior and performance characteristics. Course structure analytics could,

for example, be used to explore the following descriptive research questions:

• Could learning outcomes be optimized by adjusting certain deadlines to minimize pro-

crastination and/or alter the typical times of day and days of week when students

engage with course content?

• Are significant differences in student performance or behavior detectable across lab

93



sections run by different teaching assistants?

• Does the instructional design of a given course need to be modified to ensure that

students who participate fully online (rather than partially face-to-face) are not by

design penalized for participating online?

3.3.3.1 Metric #6: Mean weekday of engagement by activity/resource element

or category

Assuming that a modular online course is structured with a predictable and regular cadence

or temporal rhythm, it can be helpful for the instructor to understand where within the mod-

ular cycle students are engaging with activities of different types. This metric, which presents

the mean weekday (or other unit of time position within the timespan of a content unit) of

student engagement with activities or resources of different types, is very useful in helping

instructors to determine the extent to which a course’s pacing and schedule is encouraging

students to work on reviewing course resources and completing exercises throughout the

modules of a course. Assume two hypothetical online courses, one comparatively easy course

wherein a course’s instructional design allows students to wait until shortly before a dead-

line to complete all required activities, and another comparatively challenging course wherein

students find the work so challenging and time-consuming that they have little choice but to

submit assignments only shortly before deadlines. To the instructor, the student behavioral

characteristic that is most visible within the default views provided by the Moodle LMS –

the time at which assignments are submitted – appears to be the very similar in both of

these very different hypothetical scenarios. Instead, instructors could use this metric in order

to more comprehensively view and understand the temporality and periodicity of student

behavior and engagement with multiple categories of activities and course resources. In the

case of GEOG 7, the week-based modular cycle lends itself well to particularly examining

the mean weekday on which students perform primary measurable activities trackable using

LMS log files: (1) attempting unit quizzes, (2) reviewing video resources, and (3) submitting

assignments.
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Figure 3.8: Swarm chart depicting mean weekday of actions taken by GEOG 7 students

during the Fall 2015 academic quarter, filtered and categorized by activity type and action;

each point on the chart corresponds to the mean weekday of activity for an individual student.
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As the swarm chart in Figure 3.8 indicates, students in the Fall 2015 academic quarter

of GEOG 7 followed a somewhat peculiar pattern of engaging with course resources and

activities: quiz submission activity (mean weekday of 2.26 where 0 corresponds to Monday

and 6 corresponds to Sunday) is concentrated before video resource viewing activity (mean

weekday of 3.04), meaning that overall, students are attempting the required unit quizzes

even before thoroughly reviewing unit contents. More logically, the mean weekday of as-

signment submissions is 4.52, as students tend to submit assignments only after reviewing

the technical instruction in the videos posted with each content unit. The distribution of
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individual student activity throughout the week does indicate that students are efficiently

using time and that the course content is neither too simple nor prohibitively difficult. But

both the category means and the swarm chart reveal that in the case of quiz attempts and

video resource views, the intent behind some instructional design elements (i.e. providing

students with unit quizzes that should be taken after completely reviewing course content)

is not reflected in actual student behavior. Actionability of this metric’s results is quite

evident: in order to ensure that unit quizzes are serving as useful and formative learning

exercises, it may be productive and/or necessary to revisit the contents of the quizzes or the

rules governing quiz attempts to ensure that students are fully engaging with course content

before attempting the quizzes (and not merely attempting the quizzes repeatedly to identify

correct answers). This metric, alongside other similar instructor-centered course structure

analytics, can be employed to assist instructors in adaptively modifying instructional design

and course content in response to trends in student behavior and performance that without

analyzing LMS activity logs would be much more challenging to detect.

3.3.3.2 Metric #7: Session length and total learner activity by activity/re-

source element or category

Educators who assign a quiz or in-class exercise during a face-to-face course meeting are

afforded the benefit of being able to observe how students react to the task at hand, determine

whether or not they are able to easily complete it in the allotted time, and even feel out

a general sense of whether or not students found the exercise to be sufficiently challenging

and useful. In contrast, online educators are not able to so quickly or easily observe these

and other related characteristics. While anyone who has taught online will know very well

that students often do not hesitate to communicate their frustration when they feel that a

task is too challenging or time-consuming, there will invariably be activities and resources

that are suboptimal in their effectiveness. The purpose of this metric is to give online

instructors a proxy for this same type of feedback that is so much more easily found in face-

to-face learning environments. This metric presents the instructor with the (1) the total

time of learner engagement with a given activity or group of activities/resources, (2) the
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total number of interactions with the same items, and (3; if applicable) the total number of

submissions if the items in question are repeatable automated activities and the total time

of user engagement per attempt.

This metric is demonstrated by applying it to unit quizzes in the Winter 2015 offering of

GEOG 7. Unit quizzes were assigned weekly and students were required to complete a unit

quiz with a score of 70% or better in order to unlock access to the subsequent content unit.

Therefore applying this metric to the eight required unit quizzes and one optional unit quiz

will help to better understand the extent to which students engaged with the activities, and

whether the activities were of suitable and comparable complexity. See Table 3.5 for the

results of applying this metric to each unit quiz within GEOG 7.

Table 3.5: Total quiz session length and total number of quiz attempts in GEOG 7, Winter

2015 quarter; the highlighted Query Quiz is the only optional and ungraded activity among

the listed quizzes.

Quiz Total Student Session Time Attempts Time / Attempts

Unit 1 8 days, 15 hours, 6 mins 686 18 mins 6 sec

Unit 2 10 days, 20 hours, 8 mins 849 18 mins 23 sec

Unit 3 9 days, 12 hours, 5 mins 716 19 mins 6 sec

Query Quiz 1 day, 6 hours, 26 mins 150 12 mins 10 sec

Unit 4 9 days, 11 hours, 37 mins 798 17 mins 6 sec

Unit 6 6 days, 19 hours, 49 mins 544 18 mins 4 sec

Unit 7 6 days, 8 hours, 1 mins 530 17 mins 12 sec

Unit 8 2 days, 4 hours, 49 mins 176 18 mins

Unit 9 5 days, 14 hours, 54 mins 514 15 mins 44 sec

The results of applying this metric to quizzes in GEOG 7 clearly suggest that approxi-

mately half of the unit quizzes administered in the course are of approximately equivalent

complexity; the quizzes administered in content units 1, 2, 3, and 4 consumed the most user

time and also drew the greatest number of user attempts, while the quizzes administered in

units 6, 7, and 9 required less user time and additionally drew fewer user attempts. Among

required quizzes, the quiz administered within unit 8 required significantly less user time to
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pass, and additionally, a significantly lower number of attempts were recorded. The optional

query quiz stood out as the least attempted of the quizzes administered in GEOG 7. As

a result of examining the characteristics of this metric, the following pedagogical conclu-

sions can be derived: (1) quiz experience consistency could be improved by either slightly

decreasing the difficulty of the quizzes administered in the first half of the course or slightly

increasing the difficulty of the required quizzes administered in the second half of the course;

(2) student engagement with the quiz administered in unit 8 appears to be quite different

from engagement with other quizzes, so this quiz should be re-developed in order to ensure

consistency with other unit quizzes, and; (4) if the content covered in the optional query quiz

is core to the learning objectives of the course, student engagement with the quiz could be

substantially increased by making the quiz required. The application of this metric to unit

quizzes in GEOG 7 and the aforementioned conclusions provide a concrete example of how

this metric can be used to improve instructional design and maximize student engagement

with course activities and materials.

3.3.3.3 Metric #8: Group-based assessment of differences in instruction and

grading

Ensuring consistency in learning outcomes and assessment is one of the greatest challenges

for instructors of large courses, particularly in cases where multiple instructors, teaching as-

sistants (TAs), or graders are contributing to the same course. In the event that a course of

this nature is delivered primarily within a Web-based learning management system, sufficient

data typically exists within the LMS to enable instructors to quickly and frequently assess

differences in assessment and student performance across different groupings of students. An

instructor can implement analytics based on these data to alert graders or TAs when signif-

icant differences in practices of evaluation are detected across different sections or cohorts

of students. This metric involves testing for statistically significant differences between the

means of graded assessment scores from different groupings of students. Specifically, I will

demonstrate the efficacy of this metric by applying it to Moodle-derived activity log, student

grade, and student grouping data extracted from the Winter 2015 GEOG 7 course website
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to assess whether any grading consistency issues might have been present across TA-run lab

sections during this quarter. See Table 3.6 for complete results of this metric.

Table 3.6: Differences in assignment scores across lab sections, TAs, and online/face-to-face

lab enrollment (F-test results; * indicates significant p at 95% confidence level)

Section

(F)

Section

(p)

TA (F) TA (p) Online

(F)

Online

(p)

Assign. 1 8.186 0.000* 16.841 0.000* 2.220 0.139

Assign. 2 3.018 0.006* 6.350 0.000* 0.010 0.921

Assign. 3 1.553 0.156 0.891 0.448 5.537 0.020*

Assign. 4a 1.990 0.062 1.545 0.206 6.797 0.010*

Assign. 4b 0.470 0.855 0.394 0.757 0.235 0.628

Assign. 5a 1.118 0.356 0.044 0.988 3.807 0.053

Assign. 5b 1.560 0.153 1.713 0.168 2.834 0.095

Assign. 6 0.356 0.926 0.357 0.784 0.476 0.492

Assign. 7 1.136 0.345 0.348 0.791 3.421 0.067

Assign. 8 1.786 0.096 0.180 0.909 5.869 0.017*

Many insights about course structure, student learning outcomes, and consistency of

TA grading can be derived from the aforementioned results; furthermore, it is clear that

this metric (particularly if calculated on a regular basis as instruction progresses) could be

applied to improving student experience consistency and learning outcomes in an iterative,

week-by-week manner. Following are some important insights about GEOG 7 in Winter

2015 derived from computation of this metric: (1) TA grading practices were inconsistent in

the first several weeks of the quarter, as significant differences in average student assignment

scores exist across sections and across TAs; (2) after settling in to the rhythm of the course

and grading expectations, inconsistency in grading across lab sections was not a significant

concern; (3) in units three, four, and eight, which are among the most technically challenging

of the units in the course, significant differences exist in assignment scores between students

in online and face-to-face lab sections. If this metric were calculated and used to refine

instructional practices while the course was ongoing, the following adjustments could be
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made to ensure greater student performance and assessment consistency: (1) clearer and

more structured grading expectations could be provided to TAs in the first two weeks of the

course to mitigate the risk of inconsistencies in grading of weekly assignments, and (2) TAs

can be provided with a more thorough and consistent set of resources to provide additional

support and guidance to students as needed during weeks three, four, and eight to ensure that

learning outcomes do not differ between online and face-to-face lab sections. The application

of this metric to GEOG 7, considering that the Winter 2015 offering of the course reached

more than 200 students, therefore indicates several useful LMS-derived insights that can be

applied to improving consistency and quality of learning outcomes for students in a large

course with multiple instructors.

3.4 Conclusions

Educators building courses and teaching within online learning environments today face the

many challenges and uncertainties associated with using cutting-edge technologies, pedagogi-

cal techniques, and instructional design methods to reach students. Yet these same educators

also have access to a wealth of “big data” covering myriad aspects of educator and learner

engagement within online learning environments. These large datasets are collected within

the normal scope of instruction by most Web-based learning management systems (LMSes)

– specialized Web applications designed to support online teaching and learning. The overall

purpose of this paper was to address the extent to which these data can be used to sup-

port and enhance practices of online instruction. Throughout this paper I addressed this

broad question by (1) exploring the evolution and trajectory of the emerging fields of inquiry

known as educational data mining (EDM) and learning analytics and situating this paper’s

contributions within existing literature, (2) proposing a series of methods for processing and

extracting key insights from the data collected by LMSes, and (3) outlining three overarching

categories of learning analytics metrics that can be derived from LMS activity records and

providing several examples of these types of metrics. Employing the methods and software

tools outlined in this paper to the implementation of learning analytics metrics of the three
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overarching categories proposed herein – student behavior analytics, student performance

analytics, and course design analytics – it has been thoroughly demonstrated that creative

and thoughtful processing of learning management system logs can add substantial value to

online learning environments for both educators and learners.
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CHAPTER 4

Introducing Bamboodle: Moodle LMS log file analysis

for Python’s pandas data analysis library

In this short technical and methodological chapter I present Bamboodle, a new software li-

brary designed to (1) parse and process activity logs and performance records from the Moo-

dle LMS and (2) provide users with intuitive functions for aggregating, filtering, clustering,

and analyzing LMS data. A primary purpose of this chapter is to serve as an introductory

guide for online educators who wish to get started with integrating analytics into their work-

flows but (1) are not familiar with the scope or the structure of available “big data” and/or

(2) do not possess substantial prior experience with computer programming or computational

data analysis. Although existing log analysis tools permit basic and largely one-size-fits-all

analysis of Moodle log data, I sought to implement a series of flexible data processing and

analysis methods that can be adapted and applied for use in courses with varying instruc-

tional design styles. The result of this development is Bamboodle, a new free and open source

software Moodle LMS log analysis toolkit built for use within a Python development envi-

ronment. Throughout the development process I strived to remain as pythonic in focus as

possible, therefore privileging integration of existing community-supported Python libraries

over from-scratch implementation of methods already implemented in existing projects.1

Therefore Bamboodle is built upon a robust stack of existing Python data analysis and visu-

alization libraries, including pandas, SciPy, NumPy, statsmodel, scikit-learn, and matplotlib.

Bamboodle’s core dependency (and partial inspiration for the tool’s name) is the pandas

data analysis library, a library designed to provide Python developers with elegant models

1I encourage all new Python users to execute the statement import this within the Python console for
an introduction to the core principles and axioms of Python development.
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and methods for performing statistical data analysis, which prior to the release of pandas

had not been nearly as robust in Python as in other popular scientific data analysis environ-

ments, notably R (McKinney, 2010). Bamboodle extends the core DataFrame class offered

by pandas ; the DataFrame class by default offers a flexible data model for two-dimensional

tabular data as well as many useful filtering, aggregation, and processing methods. Bam-

boodle extends DataFrame with methods specifically targeting processing of Moodle activity

log files.

Bamboodle was developed in response to several key considerations: first, existing Moo-

dle log analysis tools focus on offering one-size-fits-all Web dashboards for visualizing log file

activity and do not facilitate responsive, instructor-developed analytics; and second, most

Moodle users and online education practitioners who are interested in performing log analysis

are educators and not software developers or statisticians. While many online educators are

familiar with basic statistical analysis methods, far fewer are familiar enough with the nu-

merous data analysis and visualization software that must be integrated in order to perform

useful analysis of LMS log files. Bamboodle bridges that gap by providing a single interface

that seamlessly integrates the numerous data analysis and visualization libraries that are

most useful for LMS log file analysis in Python, thereby relieving educators of what would

otherwise be the need to possess extensive familiarity with the existing universe of Python

data libraries. Bamboodle and all of its related libraries can be loaded from an interactive

Python console by simply typing: import bamboodle

Semantically speaking, Bamboodle is engineered to be used by chaining together series of

methods provided by the software, with filtering and data processing methods being applied

before a final analysis method is executed. Methods are compartmentalized into different

categories, including grouping, filtering, analysis, and visualization; method names follow

this same grouping and are designed to be easily understandable to users with limited expe-

rience with computer programming and data analysis. Performing any useful data analysis or

processing in Bamboodle therefore requires that several of these methods be used in combina-

tion; this modularization contributes substantially to the software’s flexibility. The following

example illustrates how a chain of Bamboodle methods can be used to sequentially (1) load
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and parse a raw Moodle log file in CSV format, (2) filter unique users from the log file, (3)

perform a relational join to import grades for a certain assignment from a separate CSV

file, (4) perform another relational join to import group names (in this example, TA-led lab

section names), and (5) perform an analysis of variance (ANOVA) test to determine if the

mean grades for a certain assignment are significantly different across the different TA-led

lab sections (thereby indicating whether TAs might not be employing consistent grading

practices):

bb = Bamboodle ( ‘ l o g f i l e . csv ’ )

p r i n t bb . f i l t e r u n i q u e u s e r s ( ) \

. a gg r ega t e g rade s ( ‘ Fal l2015 Grades . csv ’ , ‘ a3 ’ ) \

. aggregate groups ( ‘ Fal l2015 Groups . csv ’ ) \

. ana ly s i s anova (” a3 ” ,” Group ”)

In the subsequent subsections, I introduce Bamboodle’s features and methods, and I

additionally provide simple syntax examples for readers who wish to begin using Bamboodle

to perform Moodle log file analysis. Readers wishing to use Bamboodle should be aware

that Bamboodle can be used directly from an interactive Python prompt just as it can be

integrated into Python scripts.

4.1 Data parsing

Instantiating Bamboodle and parsing a Moodle log file requires only one simple expression.

Bamboodle natively interprets comma- and tab-separated value (CSV and TSV) log files ex-

ported using Moodle’s integrated log extraction interface, and column names will be inferred

based on default Moodle log file structure if not present upon instantiation. The following

expression creates a Bamboodle object instance containing the contents of a CSV log file

with the file path ‘logfile.csv’:

bb = Bamboodle ( ‘ l o g f i l e . csv ’ )

Once a Bamboodle instance is created, any of the methods associated with Bamboodle
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can be applied to the instance, and the wide range of methods provided by the pandas

DataFrame class are also available and can be performed directly upon Bamboodle object

instances as well.

4.2 Filtering methods

Bamboodle provides a useful range of filtering operations designed to allow (1) intuitive filter-

ing on the most common structured fields, and (2) flexible filtering on fields whose structure

varies across different instructional designs. Given that all Moodle log files regardless of

a course’s instructional design will include usernames, date and time stamps, and user IP

addresses, Bamboodle provides methods for filtering a log file’s entries to reflect only activity

records associated with (1) specific user names, (2) specific ranges of dates and/or times,

or (3) specific IP addresses. Methods are also provided for identifying unique usernames

and IP addresses among the log entries currently in scope. Applying any of these filtering

methods in a chain of Bamboodle operations will result in the narrowing of the universe of

available log entries for any operations subsequently performed. Following is an example of

the application of these basic filtering methods that will result in displaying a list of the

unique IP addresses used by a given learner:

p r i n t bb . f i l t e r u s e r ( ‘LEARNER, GLEN’ ) . f i l t e r u n i q u e i p ( )

A flexible filtering method is also provided for allowing users to select log entries based

on the textual contents of any specified log file column. This method is provided primarily

for the purpose of allowing selection of log entries based on activity criteria that is agnostic

to course structure (i.e. activity type, such as ‘quiz’ or ‘assignment’, or activity name,

such as ‘Assignment 3’). This method provides partial- and full-text searching based on a

(1) defined column/field name and a (2) text search pattern. Use and application of this

filtering method therefore requires understanding and examination of the structure of the

raw log file. Following is an example of applying this method to select only those log records

pertaining to the submission of a course’s midterm exam:
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pr in t bb . f i l t e r f i e l d s e a r c h ( ‘ Event name ’ , ‘ submitted ’ ) \

. f i l t e r f i e l d s e a r c h ( ‘ Event context ’ , ‘ Midterm ’ )

4.3 Grouping, aggregation, and clustering methods

In addition to the robust grouping functionality provided natively by the pandas library,

Bamboodle provides several methods for aggregating additional useful data to Moodle log

entries and statistically clustering log entries on the basis of user-specified criteria. Analysis

of activity log data can be helpfully augmented by integrating additional data retrievable

directly from the Moodle LMS. Methods are provided for providing relational joins to connect

(1) learner scores/grades on specified course activities and (2) Moodle-defined user groupings

to data contained within Moodle log files. Specifically, these methods are able to read and

automatically join raw data extracted from Moodle’s “Grades” interface as well as lists of

users groups, which can currently be most easily exported using a dummy activity of the

“Choice” activity type. No preprocessing of either dataset is required, as Bamboodle performs

a series of tests to ensure that grade and group records can be properly joined to activity

records on the basis of username. By default Bamboodle also performs preprocessing of grade

values to ensure that grade fields are treated as numerical fields for subsequent analysis and

visualization.

Building upon machine learning tools provided by the Python scikit-learn library, Bam-

boodle also includes a function designed to provide k-means clustering of log entries on the

basis of any numerical field’s values. Clustering methods of this type can be very helpful

in allowing an instructor to better understand selected characteristics of student activity,

particularly considering the scale of the data generated in large online courses. The k-means

clustering method provided by Bamboodle is designed to function as a means for analysis

rather than an end in itself; the method aggregates cluster ID numbers to the main Bam-

boodle instance, thereby allowing users to perform subsequent analysis using the results of

the clustering operation. Following is an example of performing exploratory data analysis

(EDA) using clustering; in this example learners are clustered on the basis of the number of
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weekly quiz attempts made, and then the mean number of quiz attempts in each cluster is

displayed:

p r i n t bb . f i l t e r f i e l d s e a r c h ( ‘ Event name ’ , ‘ submitted ’ ) \

. f i l t e r f i e l d s e a r c h ( ‘ Event context ’ , ‘ Quiz ’ ) \

. a n a l y s i s u s e r a c t i v i t y ( f i e ldname =‘Quiz attempts ’ ) \

. c l u s t e r ( ‘ Quiz attempts ’ , f i e ldname =‘ c l u s t e r ’ ) \

. groupby ( ‘ c l u s t e r ’ ) . mean ( ‘ Quiz attempts ’ )

4.4 Analysis methods

Bamboodle provides several subsets of analysis methods: user behavior analysis, IP address

network block analysis and geolocation, and statistical tests. Overall these methods are

designed to help instructors to better understand when, where, and how learners are engaging

with course resources, and additionally what relationships might exist among log records and

aggregations thereof. The user behavior analytics are centered on better understanding how

and when users interact with course resources, while the IP address analysis methods yield

the best approximation of where user activity is grounded geographically.

The user behavior analytics offered by Bamboodle largely focus upon the temporal dis-

tribution and the number of user engagements with course resources and activities. When

considering user interaction within an online learning environment, the core structure of

organization is the session. An individual user session is a block of time that a user is

actively engaging with course content on the Moodle LMS; importantly, the session does not

include time that users spend working on course activities or assignments while not actively

engaging with the course website. Bamboodle provides methods for (1) grouping log entries

into user sessions and (2) estimating the length in time of every user session. It is impor-

tant to note that session time estimates must indeed be considered estimates, as sessions

do not always begin with a discrete authentication-driven login or logout event. By default,

Bamboodle conceptualizes a learner session as a group of actions taken before the learner

becomes inactive for 30 minutes (or any other user-defined span of time). Session-related
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methods are provided for (1) adding session ID numbers to individual log entries and (2)

calculating the length of time of each session. Filtering methods can be used to restrict ses-

sion determinations to specific users or types of content, and likewise, pandas data analysis

functions can be used to determine characteristics of sessions for individual users (i.e. total

user session length, average session length).

In addition to session characteristics, Bamboodle provides several temporal aggregation

and analysis methods. Given that activities in online courses in particular are frequently

structured to follow a defined temporal rhythm, Bamboodle provides several methods for

examining the temporal distribution of user activity and interaction. The most flexible

function of this nature receives a start date and time and a time interval from the user (i.e.

a start date of 01/01/2016 and a 14 day time interval) and then adds to each log entry (1) an

ID indicating the temporal group to which each entry corresponds, (2) the difference between

the log entry time and the beginning of the corresponding time period, and (3) the difference

between the log entry time and the end of the corresponding time period. This method can

naturally be adapted to suit any temporal cadence or rhythm that an online course might

use. Given that many online courses are structured with a weekly cadence, methods for

processing log entry day-of-week are available as well. These provided methods include (1)

a function for adding a numerical value corresponding to day of week (0 = Monday; 6 =

Sunday) to each log entry in a full Bamboodle instance, (2) a function for counting the total

number of activities taken per user on a given weekday, and (3) a function for calculating

the mean day-of-week of a user’s activities – particularly useful for identifying learners who

make progress unusually quickly or slowly. Following is an example of an operation that will

return the average weekday on which each student in the course views video resources:

p r i n t bb . f i l t e r f i e l d s e a r c h (” Event context ” ,” Video ”) \

. ana l y s i s u s e r mean weekday ac t i v i t y ( )

While the numbers contained in IP addresses may not seem to reveal much at face value,

much can indeed be learned and inferred about a user’s characteristics by processing IP

addresses. Understanding the potential in examining IP addresses begins with examining
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how IP addresses are allocated. Blocks of public IP addresses are allocated to different

internet service providers (ISPs) in groups referred to as Classless Inter-Domain Routing

(CIDR) blocks (Hubbard, Kosters, Conrad, Karrenberg, & Postel, 1996). It is possible to

quickly examine any IP address to determine whether it belongs to a given block, so it is

therefore possible to determine whether a given IP address belongs to a given ISP provided

both the end user’s IP and the ISP’s CIDR block identification is known. Furthermore,

because ISPs allocate IP addresses from known CIDR blocks to customers or users in given

geographic areas, it is also possible to use existing databases of the geographic locations of

ISPs and assigned CIDR blocks to approximate the geographic location of an end user based

only upon IP address and an IP geolocation database. Bamboodle provides both a network

match function and an IP geolocation function; the network match function can be used

to determine whether a user’s IP address does or does not belong to a group of networks

(i.e. whether a user’s IP falls within the ranges of IP addresses used on a university campus,

making it possible to approximately determine whether a user was accessing a course website

from on or off-campus), while the IP geolocation function matches the user’s IP address to

the location of a CIDR block stored in the free GeoLite 2 City IP geolocation database,

developed and offered by MaxMind.2 The IP geolocation method integrated in Bamboodle

can return either a textual list of approximate IP locations at the city level or a structured

GeoJSON object containing locations and counts of actions that can be directly loaded

and visualized using most desktop and Web-based geographic information systems (GIS)

software. The following example illustrates the process of (1) assessing the share of a user’s

video resource views coming from addresses in UCLA’s IP space (note that the UCLA IP

space array in this example has been truncated for brevity) and (2) obtaining a list of all of

the cities, states/provinces, and countries from which each individual user has viewed video

resources:

u c l a i p s = [ ‘ 1 2 8 . 9 7 . 0 . 0 / 1 6 ’ , ‘ 1 3 1 . 1 7 9 . 0 . 0 / 1 6 ’ ]

p r i n t bb . f i l t e r f i e l d s e a r c h ( ‘ Event context ’ , ‘ Video ’ ) \

2In accordance with licensing requirements, please note that Bamboodle and the research in this
dissertation includes information derived from the GeoLite2 data created by MaxMind, available from
http://www.maxmind.com.
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. a n a l y s i s i p n e t w o r k s b y u s e r ( u c l a i p s )

p r i n t bb . f i l t e r f i e l d s e a r c h ( ‘ Event context ’ , ‘ Video ’ ) \

. a n a l y s i s i p l o c a t i o n s b y u s e r ( )

Bamboodle also provides several useful statistical tests that instructors can employ in

the interest of optimizing learning outcomes based on existing data. The two statistical test

methods provided by Bamboodle are (1) ordinary least squares (OLS) regression analysis and

(2) one-way analysis of variance (ANOVA) tests. The primary purpose of providing these

methods directly within Bamboodle is to allow users to efficiently run these tests without

having to worry about data processing or formatting source data to match the requirements

of existing Python statistics libraries. The ANOVA function requires only that the user pass

the function the name of the grouping column and the name of the column from which data

values will be used, while the OLS regression function requires only that the user provide

the name of the column containing the dependent variable’s values and a list of the names

of the columns that contain values of independent variables. Following is an example of

performing an OLS regression test integrating several different assignment scores, as well as

mean day-of-week of access and on-campus vs. off-campus IP address use as independent

variables and midterm exam score as a dependent variable:

u c l a i p s = [ ‘ 1 2 8 . 9 7 . 0 . 0 / 1 6 ’ , ‘ 1 3 1 . 1 7 9 . 0 . 0 / 1 6 ’ ]

p r i n t bb . ana l y s i s u s e r mean weekday ac t i v i t y \

. l o ad g rade s ( ’ Fal l2015−Grades . csv ’ ) \

. merge (bb . a n a l y s i s i p n e t w o r k s b y u s e r ( u c l a i p s ) )\

. a n a l y s i s o l s ( ‘ Midterm ’ , [ ‘ Mean weekday ’ ,\

‘ IP ’ , ‘ Assignment 3 ’ , ‘ Assignment 4b ’ ] )

4.5 Visualization and output methods

Because many of the analysis and aggregation methods provided by Bamboodle return data

in tabular form, several data visualization methods are also provided, as is a function that
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can be used to save the full contents of a Bamboodle object instance to disk as a CSV file.

The data visualization methods incorporated within Bamboodle rely upon the pyplot tools

within the Python matplotlib library, and it is also important to note that the functions

are designed to either write the chart directly to a graphical user interface (GUI) window

(when the user is working from an interactive Python console) or directly to a file in the

PDF format (when the user is calling Bamboodle within an executed script). Five different

visualizations can be generated directly from Bamboodle: box plots, swarm (also known as

beehive) plots, scatter plots, stacked bar charts, and histograms. In all cases, the user need

only specify (1) the column(s) from the main Bamboodle instance or any analysis result that

will be used in the visualization and (2) a path for saving the plot to disk as a vector PDF

file, if applicable. At least one example of each form of visualization that can be generated

by Bamboodle is included in the results section of this paper. Following is an example of

the syntax required to (1) generate a three-column box plot visualizing the mean weekday

of access to quiz, video, and assignment resources (note also that the output will be saved as

a PDF rather than displayed directly on-screen) and (2) save the contents of the Bamboodle

instance to a CSV file:

mean weekday bb . draw box ( [ ” quiz ” ,” v ideo ” ,” assignnment ” ] , \

path=’meanweekday box . pdf ’ )

mean weekday bb . save ( ’ meanweekday . csv ’ )
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CHAPTER 5

Student Procrastination, Productivity, and Academic

Performance: Insights from Assessments in an Online

Course

“I never put off till tomorrow what I can possibly do – the day after.”

– Oscar Wilde

As the debate surrounding the role and effectiveness of educational technology and on-

line education continues among and between educators, administrators, policymakers and

politicians, a growing focus upon evidence-based research into student behavior and perfor-

mance has emerged. The field of inquiry that has emerged around this topic is known as

learning analytics – the study of data about learners, their contexts, their behaviors and

their educational performance (Siemens, 2013). Data recorded by various education tech-

nologies – Web-based learning management system (LMS) software platforms in particular –

can provide important learning analytics insights into student behavior and performance. In

addition to hosting and delivering content that is relevant to a particular subject or course,

LMSes also frequently include features that facilitate interaction and assessment (i.e. discus-

sion forums, quizzes), record student activity on a course website (i.e. login dates and times,

all link clicks, page visits, and activity submissions), and can be linked to additional student

information derived from institutional databases (i.e. year in school, declared major, scores

and grades). From these activity data, numerous recognized characteristics of student be-

havior can be assessed and/or inferred. Among these behavioral characteristics that can be

112



assessed using LMS data are student procrastination and student productivity, both of

which are widely recognized as being closely related to student learning outcomes (Michinov,

Brunot, Le Bohec, Juhel, & Delaval, 2011; Meyer, 2014a). The wide-reaching scope of data

collected as a byproduct of online instruction allow researchers to ask the following questions

(among many others) concerning student procrastination, productivity, and performance in

particular:

• “How can procrastination and student productivity be measured using activity data

collected automatically by Web-based LMSes?”

• “How do student behavioral characteristics like procrastination and productivity affect

student learning outcomes and performance in online learning environments?”

• “How can learning analytics be used to assess what factors related to course design

and student behavior mediate learning outcomes and student performance in online

courses?”

The primary objective of this study is to examine the association between student pro-

crastination, student productivity, and academic performance, and how these relationships

are mediated by other related factors, such as (1) a student’s years of experience in higher

education, (2) a student’s academic major or program of study, and (3) whether a student is

taking a course completely online or participating in a hybrid learning environment. These

objectives are accomplished by (1) outlining innovative methodologies for deriving measure-

ments of student productivity and procrastination solely from Moodle learning management

system logs, and (2) applying these LMS log analysis methods to an empirical analysis of the

relationship between student productivity, procrastination, and performance on a series of

automated Web-based formative assessments and exams. The empirical focus of this study

is a large (422,630 individual records) LMS activity dataset generated over the course of two

academic quarter-length sections of GEOG 7, a large general education introductory geo-

graphic information systems (GIS) course taught at the University of California, Los Angeles

(UCLA).
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We begin by briefly examining existing work related to (1) measurement and data gener-

ation in online education, (2) measurement and analysis of productivity in online education,

and (3) academic procrastination and its relationship to learning outcomes. Next, the study’s

hypotheses are introduced, and we turn to an overview of the structure and instructional

design of the course upon which this study is empirically focused. We then proceed to outline

the methodology used in this study, highlighting several innovative methods for measuring

student productivity and procrastination using LMS activity log records alone. Results are

then presented for each of the study’s hypotheses, and particular emphasis is placed upon

presenting detailed statistical breakdowns and visualizations of the results for each hypoth-

esis individually. Finally, we conclude with several broad insights about the relationship

between student behavior and performance in online education. Throughout this study we

additionally explore how educational technology can be used to inform and extend outstand-

ing questions about student behavior and learning (procrastination and performance).

5.1 Context: Student productivity analytics and procrastination

in online education

Educators and learners alike in face-to-face classroom settings are able to observe and phys-

ically interact within the learning environment, and as a result, both groups can with rea-

sonable but varying accuracy draw conclusions about student behavior and productivity

simply through observation and perception (Greene, Miller, Crowson, Duke, & Akey, 2004).

Participants in online learning environments, on the other hand, are confronted with related

challenges and advantages: minute characteristics of student behavior and interaction that

might be visible within a classroom setting (i.e. visual cues indicating student reactions

to activities, student use of classroom time) are not immediately perceptible to instructors,

and instructors used to drawing upon subtleties visible in classroom instruction might find

working within online learning environments to be comparatively challenging. On the other

hand, most online learning environments that are driven by Web-based learning management

systems provide educators with access to empirical and verifiable data of student engage-
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ment and interaction at a level of detail that simply would not be possible within face-to-face

classrooms. This is because most LMSes collect and retain records of every individual edu-

cator and learner’s interaction within the online learning environment automatically and as

a byproduct of normal practices of instruction (Black et al., 2008; Romero et al., 2008). The

resulting data, referred to as LMS activity logs, often contain records of every individual

mouse click made by each LMS user, complete with fields indicating (1) user name, (2) event

context (i.e. the page on which the event originated or the type of activity to which the

event is related), (3) the time and date of the event, and (4) the IP address of the computer

that performed the action. In the last decade researchers have come to recognize the value

present within these detailed measurements of student and educator behavior (Koutri et al.,

2005); student behavior measurements derived from LMS log files have been used to aid in

the prediction of student learning outcomes (Mazza & Milani, 2005; Hung & Zhang, 2008;

Macfadyen & Dawson, 2010; Abdous et al., 2012).

5.1.1 Productivity in online education

These robust behavior and learning outcome measurement possibilities that now exist within

virtual learning environments and learning management systems have additionally enabled

inquiry relating to factors that contribute to student productivity in online courses. In

a study based on instructor perceptions of effective online pedagogy, Meyer cites several

primary drivers of student productivity in online education: (1) increasing student engage-

ment, (2) providing course structure and “scaffolding” of course content, (3) incorporating

formative assessments that are primarily designed to improve learning outcomes rather than

provide students with a grade or score, and (4) ensuring that instructors are motivated to

provide continual improvement of the online learning experience (Meyer, 2014a). Student

engagement, which in itself is a concept constantly undergoing re-definition and refinement

within education research (Kahu, 2013), is well understood as having a positive relationship

not just with student productivity, but also with improved learning outcomes (Coates, 2007;

Meyer, 2014b). Similarly, learning environment structures and varying forms of instruc-

tional scaffolding in online education have been documented as being positive contributors
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to learning outcomes and productivity (Yamagata-Lynch, Click, & Smaldino, 2013; Cho &

Cho, 2014; Delen, Liew, & Willson, 2014). Because the concept of instructional scaffolding

has been present in educational research for decades (Applebee & Langer, 1983; Pressley,

1996), online learning environments evolved with educators and education researchers already

understanding the value of scaffolding and integrating theoretically-grounded instructional

design structures and methods in online courses (Sims, Dobbs, & Hand, 2002; Ally, 2004).

Formative assessments – which in contrast to grade-based summative assessments are defined

as assessments from which encouraging subsequent learning is the primary pedagogical objec-

tive (Wiliam & Black, 1996) – are an instructional design element that essentially constitute

a specific form of instructional scaffolding (Shepard, 2005). This learning-centered assess-

ment model is recognized as being a valuable tool for enhancing student productivity and

learning outcomes in online education; application of formative assessment methods in online

instruction, even if the formative assessment modules are provided as optional activities for

students, has been demonstrated to relate positively with learning outcomes (Velan, Jones,

McNeil, & Kumar, 2008). Although the aforementioned concepts are documented as being

important contributors to student performance and productivity in online education, much

more work has been done connecting these concepts to performance than to production, and

student-centered educational productivity research remains largely undeveloped.

On the other side of the virtual classroom, online teaching has additionally been con-

nected with improvements in academic productivity among instructors who teach online

(Meyer, 2012), and educational productivity from the perspective of the instructor and the

institution has been much more extensively studied than has productivity in a student-

centered context. While initial development of online courses can consume considerable

time and effort on the part of an instructor, time savings in subsequent academic terms can

lead to measurably improved individual productivity and institutional efficiency – high-cost

instructional labor devoted to normal practices of face-to-face instruction can, for example,

be replaced by existing recorded course content and even interactive activities created in a

previous course term (Meyer, 2005). Indeed, most research concerning productivity in online

education focuses upon productivity from an instructional and organizational perspective,
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keeping at the foreground considerations of learning outcomes per unit cost of instruction

(Mezrich & Nagy, 2007). This illustrates the fact that educational productivity, particularly

in the context of higher education, is most often conceptualized from the point of view of

instructors and institutions (wherein inputs are seen as instructor effort/expertise and insti-

tutional resources and outputs are seen as aggregate student learning outcomes) rather than

from the points of view of students (wherein inputs could be conceptualized as individual-

level student effort and time spent engaging with course materials, and outputs can be seen

as an individual student’s learning outcomes).

5.1.2 Academic procrastination in online education

Residing at the nexus of online education pedagogy and student productivity is the concept

of academic procrastination. Online instruction is often complicated by the absence of the

pacing and rhythm that are imposed upon traditional face-to-face courses by regular in-

person class meetings (Palloff & Pratt, 1999; Bullen, 2007). Efforts to engender similar

pacing in an online learning environment often take the form of regular assignment deadlines

and/or required contributions to online discussions, but such efforts often result in highly

concentrated course activity surrounding posting and submission deadlines, a form of pacing

that is less than ideal and seen as being conducive to allowing student procrastination to

flourish (Bullen, 2007). The flexibility inherent to online instruction has encouraged many

instructors to eschew instructor-prescribed pacing in favor of a student-driven self pacing

model. While such a model has long been popular among students (Schrum, 1995), and while

self pacing can yield similar learning outcomes as highly supported cohort-based instruction

(Russell, Kleiman, Carey, & Douglas, 2009), self pacing has also been demonstrated to

result in favorable learning outcomes for the most talented and motivated students, with

students who are less prepared for independent study being more likely to fall victim to habits

of procrastination and subsequently fall behind and complete a course without attaining

subject mastery (A. Y. Wang & Newlin, 2002; Elvers, Polzella, & Graetz, 2003; Michinov

et al., 2011). Early research in online instruction outcomes has, for example, indicated

significant differences in educational attainment and comfort with online instruction based
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on gender, confidence, and learning style (Diaz & Cartnal, 1999; Sullivan, 2001). Despite the

tendencies of instructors to use purely deadline-based pacing in online courses and thereby

assume the related procrastination-oriented risks, many education researchers have asserted

for more than a decade that social presence and interactivity in online courses improves

perceived learning incomes (Richardson & Swan, 2003), and that online courses ideally ought

to be structured and paced around activities that directly reinforce subject mastery (Twigg,

2003). Such instructional design techniques can be employed to refine course structure and

encourage compliance with course pacing.

Procrastination itself has previously been recognized as a contributor to unfavorable

learning outcomes for students in online courses relative to students in face-to-face learning

environments (Elvers et al., 2003), and a similar relationship has been observed between

student procrastination and online course satisfaction (Lim, Morris, & Yoon, 2006; Song &

Hill, 2007). This relationship is not surprising considering that students in online courses

regularly cite time management as one of (if not the single) most challenging component

of learning within online environments (Bozarth, Chapman, & LaMonica, 2004). Although

self pacing of engagement with online course content can engender procrastination in many

students, the online environment presents unique opportunities for mitigating the negative

consequences of procrastination and other recognizedly suboptimal student behaviors: a

course’s instructional design can, for example, dictate that students will periodically revisit

and repeatedly engage with activities or resources that are central to a course’s learning

objectives (Grant & Thornton, 2007).

Perhaps surprisingly considering the breadth and the detail of the data generated auto-

matically by most Web-based LMSes, detailed temporal analysis of LMS log data is seldom

used in exploration of the consequences of student procrastination in online learning. The

most frequently cited study considering procrastination in virtual learning environments re-

lies not upon methods for processing LMS data but instead upon multi-part student surveys

for estimating procrastination and its effect upon student performance (Michinov et al.,

2011), and other studies additionally rely upon self-reporting of procrastination in place of

empirical analysis of LMS data (Rakes & Dunn, 2010). That is not to say that LMS log files
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have been ignored by researchers examining procrastination in online courses; You’s more

recent examination of procrastination’s effects upon educational achievement uses LMS data

but treats late submissions and absences of submissions categorically without considering

the temporality or the severity of procrastination (You, 2015). This study therefore stands

to substantively contribute to the literature a more nuanced understanding of the nature of

academic procrastination within online learning environments and its relationship to learning

outcomes and student performance.

5.2 Research Design and Methodology

5.2.1 Hypotheses

In order to achieve this study’s stated objective of using analytics based upon LMS log data

to explore connections between student productivity, procrastination, and performance on

assessments, the following hypotheses are tested:

1. Levels of procrastination are lower and levels of productivity are higher for academic

major students than for non-majors.

2. Levels of procrastination and levels of productivity increase with years of experience

in higher education.

3. High levels of procrastination, low levels of productivity, and low exam scores are

associated with off-campus and extra-regional engagement with course content.

4. Lower exam scores are associated with higher levels of procrastination and lower levels

of productivity.

5. Lower exam scores, lower levels of productivity, and higher levels of procrastination

are associated with online lab sections.

In this section we introduce the study’s structure and the methodology employed to test

the validity of the these hypotheses. We begin with an overview of the scope and nature
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of the data used in this case study, also highlighting key assessment-oriented instructional

design characteristics of the course from which the data are drawn. Following this we outline

the methods used for (1) assessing differences in academic performance across behavior-

based groupings of student activity, (2) estimating student productivity based on engagement

with automated formative assessments, (3) measuring procrastination using LMS assignment

submission records, and (4) modeling student learning outcomes on an automated midterm

exam using the aforementioned measurements of student productivity and procrastination.

5.2.2 Source data and study participants

This study’s empirical focus is GEOG 7: Introduction to Geographic Information Systems

(GIS), a large online general education course taught at the University of California, Los

Angeles (UCLA). GEOG 7 regularly reaches approximately 200 students every academic

quarter in which it is offered at UCLA; it is additionally unique as courses in GIS are seldom

offered as general education courses. Being a general education lab science course, laboratory

sections led by teaching assistants (TAs) are a core component of GEOG 7 ; six lab sections

are generally offered each quarter, with three being offered face-to-face in a computer lab and

three being offered completely online. Whether online or face-to-face, GEOG 7 lab section

meetings are pre-scheduled and synchronous. Like most online and hybrid courses offered at

UCLA, the course is delivered online using UCLA’s Common Collaboration and Learning

Environment (CCLE), an instance of the free and open source Moodle learning management

system with minor customizations to user experience and functionality.

Within the two academic terms considered in this study, 256 students completed GEOG 7

across both quarters together – 121 completed the course in Spring 2015 and 135 completed

the course during the Fall 2015 quarter. Initial enrollments in the course were higher in both

quarters; approximately 20 percent of GEOG 7 students drop the course before completing

it in any given quarter. Taking in to account all students, instructors, and visitors to the

course website, over 420,000 individual access records were recorded within the Moodle LMS

activity logs for these two quarters together. In addition to Moodle’s core activity logs,
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three other related datasets were retrieved: (1) separate and more detailed quiz attempt

logs associated with weekly quizzes and the course’s midterm exam, (2) grades and scores

for individual exercises and course activities for all students, and (3) student characteristics

obtained from the university’s registrar, indicating class standing, academic major, and lab

section enrollment.

In terms of online instructional design, GEOG 7 is highly structured and not self-paced;

students progress through course content as a cohort, and content is presented in com-

partmentalized units that each correspond to approximately one week of study. The user

experience of each content unit is engineered to be consistent and rhythmic: each con-

tent unit consists of several conceptually-oriented lecture videos, several technical screencast

videos designed to provide practical training in GIS techniques, links to required external

content, a practical assignment requiring application of GIS techniques and concepts, a the-

matic forum discussion in which students are required to participate, and a required unit

quiz that students must pass with a score of 70 percent or better to unlock access to the

subsequent content unit. In addition to the consistent and predictable weekly activities and

rhythm of the course, students are required to complete an introductory syllabus quiz, a

practical midterm exam, and a final project based on more sophisticated research-oriented

applications of GIS.

Several forms of formative and summative assessments are incorporated into the cur-

riculum and instructional design of GEOG 7. The weekly unit quizzes and the practical

midterm exam are administered using the “Quiz” module within the Moodle LMS; quiz and

midterm exam submissions alike are scored immediately and automatically upon submission.

The unit quizzes, which are described in greater detail in the subsequent subsection of this

paper, are formative assessments designed to facilitate and direct student engagement with

course content; in contrast, the practical midterm exam is a summative assessment consist-

ing entirely of fill-in-the-blank questions that students answer using practical application

of query and selection operations in GIS software. Considering that every user interaction

with these automated assessments is recorded in Moodle’s activity log, great potential exists

for learning more about the relationships that exist between student behavior and learning

121



outcomes from examination of assessment log data alone.

5.2.3 Formative assessments: barrier quizzes

Quizzes of various forms are often employed by instructors in the interest of encouraging

higher levels of periodic engagement with course content and, ideally, improving student

performance in a course (B. C. Johnson & Kiviniemi, 2009; Wickline & Spektor, 2011).

Use of regular quizzing has been shown to improve student performance on exams, both in

face-to-face classes and online (Daniel & Broida, 2004; B. C. Johnson & Kiviniemi, 2009);

furthermore, students who are quizzed using a flexible and Web-based quizzing tool, which

provides flexibility in allowing students to complete quizzes outside of class according to

their own schedules, often demonstrate better performance and express higher levels of course

satisfaction (DeSouza & Fleming, 2003). Numerous studies additionally point to the positive

value of using quizzes as formative assessments in online learning environments (Gikandi,

Morrow, & Davis, 2011), as such formative assessments can provide benefits in terms of

student satisfaction (Henly, 2003), engagement with course content (Cox & Clark, 1998),

and overall learning outcomes (Hwang & Chang, 2011).

Designed as a tool to both implement regular formative assessment and infuse online/hy-

brid courses with scaffolded design and learning-oriented pacing, we developed the barrier

quiz. Barrier quizzes are short Web-based formative assessments typically consisting of

approximately ten to twenty questions that students must complete on a regular (ideally

periodic) basis, and optionally meet instructor-defined criteria of mastery or competence in

order to unlock access to subsequent course content and assignments. Minimum required

learning outcomes are therefore imposed and enforced, and students are permitted to sub-

mit multiple quiz attempts until the minimum learning outcomes are met. Enforcement of

the minimum learning outcomes ensures that students are unable to progress in the course

or access subsequent content without first earning the required barrier quiz score. Barrier

quizzes were first developed and built in to the course structure of a hybrid upper-division

GIS course during the Winter 2013 quarter, and since that time we have deployed barrier
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quizzes in twenty-four quarter-length course offerings. In every academic term in which

barrier quizzes have been deployed, they have been designed and implemented using Moo-

dle’s “Quiz” module, an assessment administration platform recognized by educators and

researchers for its flexibility (Blanco, Estela, Ginovart, & Saà, 2009; Dutchuk, Muhammadi,

& Lin, 2009; Mart́ın-Blas & Serrano-Fernández, 2009). Since being implemented barrier

quizzes have become an essential component of the courses in which they are used; the

quizzes constitute a weekly mastery-reinforcing component of course structure and pacing

as well as a valuable tool for ensuring that students are sufficiently mastering course content

before proceeding to subsequent content units.

Figure 5.1: Barrier quiz questions drawn from the question bank from the Unit 2 barrier

quiz in GEOG 7 : Spring and Fall 2015 quarters

• “If you have data that follows a normal distribution, which data classification scheme

would you use?” (Multiple Choice)

• “Attribute data are about defining the location of an object and geographic data are

about an object’s non-geographic characteristics.” (True/False)

• “If you have data that is unevenly distributed yet not skewed in one direction, which

classification scheme should you use?” (Multiple Choice)

A typical GEOG 7 barrier quiz consists of between ten and twenty comprehension-

oriented questions of relatively comparable difficulty; questions are most often related to

concepts covered in either the course’s assigned textbook or the conceptually-oriented lec-

ture videos corresponding with any given content unit (see Figure 5.1 for a list of several

sample barrier quiz questions). Furthermore, quiz questions are selected semi-randomly from

categorized question banks; for each quiz question, a minimum of three highly similar ques-

tion/answer variants are stored within the question bank, and a random variant is selected

for each question. The minimum required learning outcome is set at a quiz score of 70 per-

cent – students must therefore meet or exceed this score on a barrier quiz in order to access
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the subsequent unit’s content, and the student is permitted an unlimited number of untimed

quiz attempts to meet this minimum outcome. Yet considering several suboptimal student

quiz-taking behaviors that will be discussed in the following section, students are limited to

one attempt per thirty minutes in the interest of preventing students of submitting numerous

quiz attempts to derive quiz answers in a ‘brute force’ fashion. Students are shown their

attempt score after each individual quiz attempt, though correct answers are not displayed.

In this study barrier quiz attempt records are primarily used to facilitate estimation of

student productivity. Barrier quiz attempt logs constitute an ideal source dataset for esti-

mating productivity as the logs can be processed to indicate several important characteristics

of student behavior (productivity inputs) and learning outcomes (productivity outputs).

5.2.4 Summative assessments: automated midterm exam

The most important summative assessment used in GEOG 7 is a practical midterm exam,

administered using the ‘Quiz’ module of the Moodle LMS. The practical midterm exam

consists of thirty fill-in-the-blank questions that can be answered by executing various com-

binations of both attribute and spatial query and selection operations using desktop GIS

software. Because the results of these query and selection operations are known text and/or

numeric answers, the exams are scored automatically upon submission. Like with the course’s

barrier quizzes, questions for the GEOG 7 midterm are drawn from a database of question

variants; care is taken to ensure that no variant for any given question is more challenging

than any other (see Figure 5.2 for an example of the variants of a given midterm exam

question). The questions are of varying difficulty levels, with several requiring that users

execute only one GIS operation and others requiring the sequential execution of numerous

query and selection operations. Although the questions included in the midterm exam can

be scored automatically, question answers can only be determined by performing series of

query and selection operations using GIS software. Students must think critically about

GIS concepts and are required to creatively devise approaches for finding answers to the

exam questions. For many questions, multiple equally acceptable methods will yield correct
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results. Considering that the exam therefore requires substantive student consideration of

methodology and a wide range of GIS concepts, the GEOG 7 midterm exam demonstrates

how creative assessment design can be used to encourage higher-order thinking even with an

automatically evaluated exam.

Figure 5.2: Midterm exam question variants drawn from the bank of variants for a single

exam question (note that question parameters have been slightly adjusted).

• “How many countries does the Nile River pass through?”

• “How many countries does the Danube River pass through?”

• “How many countries does the Brahmaputra River pass through?”

By the time students take the midterm exam during the fifth instructional week in GEOG

7, students who have properly completed previous unit assignments will have several weeks of

experience in working with the same GIS datasets used within the exam. The course’s third

weekly assignment involves the use of a county- and state-level U.S. election results dataset

(the first dataset used in the midterm exam), and the weekly assignment administered the

week before the midterm exam involves the use of a second dataset including global countries,

rivers, and cities (the second dataset used in the midterm exam). This use of datasets from

previous assignments encourages conscientious engagement with weekly assignments and

also allows students to focus more upon query and selection concepts while taking the exam,

rather than upon learning and exploring the structure of unfamiliar spatial datasets. Unlike

barrier quizzes which are unlimited and untimed in terms of quiz attempts, the GEOG 7

midterm exam may be attempted only once by each student, and students are restricted to

an exam time of 90 minutes, though students are given the freedom to take the exam at

any time during a defined window of time. Students are required to work independently to

complete the midterm exam1 though they are not prohibited from referring to notes, the

course’s textbook, or even various Web sites.

1Activity log analysis is regularly employed to detect possible violations of this rule; concerns of academic
dishonestly with this exam decreased substantially after randomization of question variants was introduced.
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Figure 5.3: Distribution of midterm exam scores in GEOG 7 : Spring and Fall 2015 quarters
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The GEOG 7 midterm exam is the primary assessment instrument used as a proxy for

student performance in this study, and midterm scores themselves are used for testing the

research hypotheses listed above (see Figure 5.3 to see the distribution of midterm scores

in the study dataset). It is particularly suitable as a vehicle for measuring student learn-

ing outcomes as (1) exam questions remained consistent through both academic quarters

considered in this study, and (2) given that the exam is scored automatically by Moodle’s

‘Quiz’ module, midterm exam scores are not subject to the same grading subjectivity and

variations in grading practices that are inherent when multiple TAs are responsible for grad-

ing assignments. Student performance based on midterm exam scores is integrated into the

testing related to two of this study’s five hypotheses.
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5.2.5 Assessing between-group differences in productivity and learning out-

comes

The analysis involved in testing the validity of all five of this study’s hypotheses is premised

upon testing for significant differences in student procrastination, student productivity, and

student performance across different groupings of students. Several common inferential sta-

tistical tests are used to assess these between- and across-group differences. In cases where

student are grouped in to only two categories (i.e. students who are Geography majors and

students who are not), independent t-tests are applied. Similarly, in cases where students

are grouped in to three or more categories (i.e. students who have freshman, sophomore,

junior, or senior class standing), analysis of variance (ANOVA) tests are utilized. In all such

cases, we begin from the same null hypothesis: that the mean values of a given characteristic

(i.e. student procrastination, productivity, or performance) are not significantly different

across the groupings of students being considered. We can reject the null hypothesis in cases

wherein a test’s confidence interval exceeds 95%.

Specifically in the case of the hypothesis relating midterm exam student performance to

productivity and procrastination, both the student productivity and student procrastination

independent variables are categorized using k-means clustering before ANOVA tests are

performed. In cases where k-means clustering is used to determine categorization of variables,

basic descriptive statistics highlighting the characteristics of each cluster will be provided in

the subsequent discussion of results.

5.2.6 Estimating student productivity using quiz attempt log data

Agnostic of any specific application or context, the concept of productivity is frequently

conceptualized as the quantity of output in relation to the quantity of input. This concept of

productivity applies as well to education as it does to more traditionally associated contexts

such as manufacturing. Viewing a student’s educational behavior and performance as inputs

and outputs, a student provides inputs of time and engagement with course resources and/or

activities, and the resulting output is attainment of knowledge and/or skill, which can be
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imperfectly measured using various forms of assessments. Recent developments in the so-

phistication of Web-based learning management system software make it possible to use LMS

log data to measure characteristics some of the of many student behavior and performance

that can be conceptualized as being student inputs or outputs within the learning process.

In this study we conceptualize student productivity using two different but related indicators

of student effort/time input: (1) the total time that a student spends attempting to reach a

defined learning objective, and (2) the total number of attempts that a student requires to

reach the same defined learning objective. In GEOG 7 specifically, the log data associated

with the course’s weekly barrier quizzes present a rich source of data for estimating student

productivity. Given that the log data recorded for each quiz attempt in Moodle contains (1)

the name of the user attempting the quiz, (2) the score earned by the user on a given quiz

attempt, (3) the time and date at which the user started the quiz attempt, and (4) the total

duration of the quiz attempt in seconds, all of the inputs necessary for approximating student

performance are available in GEOG 7’s Moodle log records on a weekly basis. Therefore in

this study, two specific measures of student productivity are calculated for each student in

the course.

Productivity =
1

n
∗

n∑
i=1

1

xi

(5.1)

Action-based productivity estimates productivity on the basis of the number of bar-

rier quiz attempts that a student submits until meeting the minimum required learning

objective for that barrier quiz; it is calculated as the week-over-week average of the inverse

of the number of quiz attempts submitted by a student for a given barrier quiz (see Equa-

tion 5.1, where x corresponds to a user’s barrier quiz attempts) before the student meets the

minimum score threshold. A student who meets the minimum required standard with only

one attempt would therefore have an action-based productivity score of 1, while students

with more attempts will have a productivity score that approaches zero as the number of

quiz attempts increases. Time-based productivity estimates productivity on the basis of

the total time (across all related attempts) that a students spends attempting a barrier quiz

until meeting the minimum required learning objective for that barrier quiz. It is calculated
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as the week-over-week average of the inverse of the total time (in minutes; plus one minute)

that a student spends attempting a given barrier quiz before the student meets the minimum

score threshold associated with the quiz (see Equation 5.2, where t corresponds to a user’s

total time (in minutes) of attempting the given barrier quiz).

Productivity =
1

n
∗

n∑
i=1

1

1 + ti
(5.2)

For this study, action-based and time-based productivity scores were calculated using

records from the four weekly barrier quizzes preceding the midterm exam (see the subsequent

results section for a week-by-week breakdown of productivity). The resulting productivity

estimates constitute a two-dimensional estimate of every individual student’s productivity

leading up to the week in which the midterm exam was administered.

5.2.7 Assessing procrastination using time difference log data

Given that the temporal dimension of user interaction with online course websites is al-

most ubiquitously captured by LMSes in activity log databases, certain characteristics of

student procrastination can be easily assessed using data retrieved from LMS log databases.

Academic procrastination is associated with the full spectrum of academic tasks (Klassen,

Krawchuk, & Rajani, 2008); nonetheless, some academic tasks are more completely recorded

in LMS log data than others, and it is therefore optimal to privilege the consideration of

those academic tasks whose temporality can be most completely reconstructed and/or ab-

stracted from LMS logs. For example, an assignment’s time of submission is frequently

recorded in LMS log data, while the totality of actions taken in the course of preparing an

assignment submission are not always recorded as many study activities take place outside

of course websites and learning management systems, even in fully online courses. There-

fore this study’s conceptualization of academic procrastination centers upon the difference

between a specific activity’s submission deadline and the time at which a student provided a

submission for the activity. We conceptualize procrastination as the inverse of one plus the

number of hours an activity is completed and submitted before the time that the submission
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is due, averaged across all considered activities (see Equation 5.3, wherein td - ts corresponds

to the difference between the time an assignment is due and the time it is submitted, not to

be less than zero). Higher index scores correspond with more extreme procrastination, while

lower scores correspond with lesser procrastination. The inverse nature of this index results

in index scores weighted to emphasize extreme procrastination (i.e. assignments submitted

mere minutes or hours before a deadline).

Procrastination =
1

n
∗

n∑
i=1

1

1 + max(td − ts, 0)
(5.3)

Procrastination scores in this study are calculated using submission times from the four

weekly assignments due preceding the midterm exam, and each individual student’s assigned

procrastination score corresponds with the student’s average procrastination score related

to the four included weekly assignments.

5.2.8 Measuring off-campus and extra-regional engagement with course website

This study’s third hypothesis predicts that students who engage with an online course website

from off-campus or from outside their educational institution’s geographic region will exhibit

lower levels of productivity and higher levels of procrastination. The majority of this study’s

hypotheses implicate the grouping of students on the basis of several criteria, most of which

can be either derived directly from existing student demographic records or determined using

the methods described above – but additional processing of LMS log data is required to

estimate (1) on-campus versus off-campus course website access and (2) geographic location

of user access to a course website. In this study we use the Bamboodle LMS log processing

library for the Python programming language to determine (1) whether or not each request

made on the GEOG 7 course website originated from a UCLA IP address, and (2) whether or

not each request originated from within UCLA’s broader geographic region, the U.S. state of

California. These records, which are available for each individual interaction with the course

website, are then grouped by student and each student is assigned a score ranging between

zero and one for both on-campus course website access and access from within California.
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Values of one correspond to access entirely from UCLA IP addresses and IP addresses within

California, respectively, while values of zero correspond to access entirely from off-campus

and outside California. While these results are subject to the limitations and caveats related

to IP geolocation that are discussed at greater length in the preceding chapters, these indices

serve as appropriately accurate and precise approximations of user location.

5.3 Results and Interpretation

In this section we present the results of applying the aforementioned methods to addressing

the five hypotheses enumerated in the previous section. We walk through each of the five

hypotheses individually, and in doing so it is revealed that only a single one of the hypotheses

can be reasonably supported or rejected in its entirety, thereby reflecting the potential of

using LMS log data for conducting nuanced and detailed investigation of student performance

and behavior in online learning environments. This section begins by providing a descriptive

overview of the calculated student productivity and procrastination metrics in the context

of barrier quizzes, weekly assignments, and the midterm exam. Following these descriptions,

detailed analyses, evaluations, and discussions for each hypothesis are presented, and several

recommendations for further study are additionally presented alongside each hypothesis.

5.3.1 Student procrastination and productivity in relation to course activities

Productivity and procrastination metrics were calculated for all students enrolled in either

the Spring or Fall quarter sections of GEOG 7 for whom assignment, midterm, and barrier

quiz scores were recorded in Moodle LMS and demographic characteristics were available

from the university registrar (N = 238). When interpreting these metrics, it is important

to note that a procrastination score approaching 1.0 indicates extreme procrastination while

a score approaching 0 indicates minimal procrastination; likewise, an action-based produc-

tivity score of 1.0 indicates high productivity and a score approaching 0 indicates very low

productivity. In a broad sense, the distribution of these metrics (see Figure 5.4 for a bivariate

histogram) indicates that most students are relatively productive and most do not engage in
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extreme procrastination. As could be expected, high procrastination begets low productivity

and vice versa, so the distribution of the two indicators is rather concentrated on opposite

ends of the distribution. Speaking specifically to the distribution of the indicators, the shape

of the distribution is in large part conditioned by the fact that inverse values of raw time and

access data were used; therefore only the most extreme procrastinators and the very least

productive among the students covered in this study will receive high procrastination scores

or low productivity scores. Interestingly, however, many of the lowest productivity scores

are also associated with relatively low procrastination scores; this is potentially an outcome

of “brute forcing” quizzes.

Figure 5.4: Distribution of student procrastination and action-based productivity scores in

GEOG 7 : Spring and Fall 2015 quarters
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When examining productivity records and quiz log records in their raw forms, we noted

132



Figure 5.5: Relation of student procrastination and action-based productivity scores in

GEOG 7 : Spring and Fall 2015 quarters

that the relatively few students with low action-based productivity scores (visible on the

left end of Figure 5.4) take an unconventional approach to completing unit quizzes. These

students attempt the quiz with considerable regularity beginning early each week, though in

each attempt the students frequently answer only one or a small handful of quiz questions

in an attempt to derive the correct answer for the questions. This “brute force” approach to

meeting the minimum required learning outcomes of the barrier quizzes reflects a documented

tendency among some students students to circumvent the designed objectives of online

formative assessments (Kibble, 2007), and the fact that many students would employ this

approach considering that the quiz question variants are randomized is both surprising and
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somewhat suspect.

Figure 5.6: Difference between time of activity due and submission by activity in GEOG 7 :

Spring and Fall 2015 quarters
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Visual and descriptive analysis of procrastination times indicate that procrastination in

GEOG 7 varies on a weekly basis. Figure 5.6 indicates the distribution of raw measurements

of procrastination; in this chart procrastination is measured as the difference (in hours)

between an activity’s due date and its time of submission. Some weeks are characterized by

lower and higher degrees of procrastination (weeks one and two, respectively), considerable

variation is also present in the variability of procrastination habits, as is represented in the

variation of the width of the interquartile ranges present in the visualization. It is also

notable that week-over-week, the majority of students submit activities within the final

day before the activity is due. This is indicated by the position of the upper quartile break,

which seldom exceeds approximately thirty hours of difference between time due and activity
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submission. Procrastination is less concentrated for assignment 4a and the midterm exam,

both of which are structured as quizzes using Moodle’s ‘Quiz’ module.

5.3.2 Hypothesis 1: “Levels of procrastination are lower and levels of produc-

tivity are higher for major students than for non-majors.”

In order to evaluate the relationship between a student’s academic major and levels of pro-

crastination and productivity, students were grouped by academic major using two classi-

fication methods: (1) classification by Geography major versus non-Geography major, and

(2) classification on the basis of major specialization (humanities, social science, STEM, or

undeclared). Given that GEOG 7 is a functionally required course for students belonging to

the Geography and Geography / Environmental Studies academic majors at UCLA, students

were classified on the basis of whether or not they belong to one of these two similar majors

offered by the Department of Geography. Among the students represented in the dataset,

175 were not Geography majors and 63 were Geography majors. Subsequently students were

grouped by the broader specialization of their academic majors, resulting in a distribution

of 35 humanities students, 74 science, technology, engineering, and/or mathematics (STEM)

students, 109 social sciences majors, and 20 students with undeclared majors. Tests were

performed across these two separate groupings.

5.3.2.1 Geography majors versus non-Geography majors

In terms of student procrastination, action-based productivity, time-based productivity, and

midterm exam scores, no significant differences were noted between Geography majors and

non-Geography majors (see Table 5.1 for a more detailed breakdown). Although no signif-

icant differences were observed, two notable characteristics are worthy of attention. First,

contrary to the expectations stated in the hypothesis, procrastination among Geography

majors is higher than among non-majors, although not significantly so in a statistical sense.

Additionally, that the mean midterm exam score among Geography majors falls within one

percentage point of the mean among non-majors indicates at first glance that Geography
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majors and non-majors are seeing relatively comparable learning outcomes in the course.

Because no significant relationships were found among the specified criteria, we can there-

fore mostly disregard Geography major / non-major as a priority criterion for future study

of relationships between student behaviors/characteristics and online learning outcomes.

Table 5.1: Average procrastination, productivity, and midterm exam performance for Geog-

raphy majors and non-Geography majors; no significant differences present.

Geography Majors Non-Geography Majors

Procrastination 0.3463 0.2974

Action Productivity 0.7976 0.8332

Time Productivity 0.000657 0.000543

Midterm Exam 73.7333% 73.0684%

5.3.2.2 Broader categories of academic major specializations

When grouping students on the basis of major specialization, no significant difference was

observed in terms of procrastination, action-based productivity, or time-based productivity.

However, based on an F -statistic of 7.8842 and a p-value of 0.0004, average midterm exam

scores differed significantly across the categories of majors. Humanities majors had the low-

est average score of 62.66%, while STEM majors earned an average midterm exam score

of 79.37%; both social science majors and students with undeclared majors earned average

scores of 73.18% and 73.17% respectively, a difference of only a hundredth of a point. Addi-

tional trends are visible in Figure 5.7: the very lowest individual exam scores, in addition to

the lowest average scores, were associated with humanities majors, while the highest scores

within the distribution are associated with STEM and social sciences students.

Based on this analysis, we can conclude that the hypothesis is not supported by this LMS

log file analysis. Contrary to the hypothesis, Geography majors actually exhibited higher

levels of procrastination than non-majors (though not significantly so), and in the case of

social science majors (of which Geography is one), no significant differences in procrasti-

nation are indicated across the broader classifications of majors discussed in this section.
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Figure 5.7: Distribution of student midterm exam performance in GEOG 7 : Humanities,

STEM, social sciences, and undeclared majors

m
id

te
rm

 e
xa

m
 s

co
re

 (%
)

No evidence of a relationship was found between productivity and academic major, so this

component of the hypothesis is additionally unsupported. Nevertheless, some interesting

conclusions and directions for subsequent study can be drawn from these outcomes: (1) it

merits further examination across courses in other disciplines to determine if major students

of other disciplines exhibit significantly different procrastination habits in online courses,

and (2) the significant differences in midterm exam scores across the aforementioned cate-

gories of academic majors merit further examination in the context of the lack of significant

differences in cross-category student procrastination and productivity.

137



5.3.3 Hypothesis 2: “Levels of procrastination and levels of productivity in-

crease with years of experience in higher education.”

In order to evaluate differences in procrastination, productivity, and academic performance

on the basis of years of experience in higher education (i.e. class standing or academic

level), students were grouped by academic level into the following categories: (1) graduate

students, (2) seniors (at least three years of experience), (3) juniors (at least two years of

experience), (2) sophomores (at least one year of experience), and (3) freshmen (possibly

no prior experience in higher education). Among the students in the LMS log data, 15

students are graduate students, 13 have freshman standing, 23 are sophomores, 77 have

junior standing, and 110 have senior standing. This is perhaps an unexpected distribution

for a lower division undergraduate course; it is important to note, however, that GEOG

7 satisfies a general education (GE) laboratory science requirement at UCLA, and it has

previously been observed that students approaching graduation will take GEOG 7 online to

satisfy the aforementioned GE requirement.

Table 5.2: Average procrastination, productivity, and midterm exam performance by aca-

demic level; * indicates significant differences at 95% confidence level)

Fresh. Soph. Jun. Sen. Grad.

Procrastination 0.3359 0.2764 0.3245 0.3079 0.2848

Action Productivity 0.7589* 0.7603* 0.8060* 0.8430* 0.9278*

Time Productivity 0.00054 0.00087 0.00057 0.00060 0.00083

Midterm Exam 72.56% 74.78% 70.00% 75.12% 79.33%

In terms of student procrastination, time-based productivity, and midterm exam perfor-

mance, no significant differences exist across the academic level categories (see Table 5.2 for

more complete results). Although no significant differences were indicated for these variables,

based on an F -statistic of 2.6780 and a p-value of 0.0326, we can reject the null hypothe-

sis that action-based productivity does not differ significantly across these categories. This

indicates that students of different academic standings may engage with course contents at

different levels of productivity; perhaps most interesting is that mean productivity, as ap-
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proximated by this study’s action-based productivity index, increases as years of experience

in higher education increase (see the ‘Action Productivity’ line in Table 5.2 as well as Figure

5.8). Keeping in mind that action-based productivity is measured using the average number

of attempts that a student required to meet the minimum required learning outcome for

barrier quizzes in the weeks leading up to the midterm exam, several insights about the

distribution of productivity are of particular interest (see Figure 5.8 for illustration). First,

the interquartile range of the box plot is positioned lower for students grouped by freshman

and sophomore standing; in those cases, the upper quartile’s lower limit is below 0.9, while

the upper quartile’s lower limit for juniors, seniors, and graduate students is 1.0, indicating

that many students in these groups consistently required only one attempt to pass the bar-

rier quizzes. On the other hand, the junior and senior categories also contain the greatest

number of low outliers, though these groups do contain many more observations than the

others.

We can therefore conclude that the hypothesis is partially supported. No evidence exists

that higher levels of procrastination are associated with more experience in higher education,

though the results do indicate that levels of productivity (as estimated using the number of

engagements required to meet defined learning standards) do significantly vary based on a

student’s class standing. In this case, measured productivity was lowest among freshmen and

highest among graduate students, which is an observation in keeping with the hypothesis.

We therefore recommend the following general directions for further study of academic pro-

ductivity and academic level: (1) given the small N of several academic level groups in the

dataset used herein, additional investigation could help to confirm indications of differences

in productivity on the basis of class standing; (2) additional investigation could help to refine

existing methods for calculating action-based productivity and explore additional metrics for

measuring student productivity; and (3) predictive relationships among categories of class

standing and student productivity could be studied.
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Figure 5.8: Distribution of action-based productivity in GEOG 7 by student academic stand-

ing
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5.3.4 Hypothesis 3: “High levels of procrastination, low levels of productivity,

and low exam scores are associated with off-campus and extra-regional

engagement with course content.”

Using methods of IP address block analysis and IP geolocation, it is possible to easily and

with reasonable accuracy determine whether a request of a website originates from a spec-

ified general location or Internet service provider. In order to evaluate differences in pro-

crastination and productivity associated with this hypothesis, students were grouped on the

basis of (1) the proportions of their interactions with the course website that originated

from within the state of California, and (2) the proportions of their interactions with the

course website that originated from known UCLA IP addresses. For the first categorization

method, students were grouped into two categories using a boolean classification method:

140



those who accessed the course website from outside the state of California more than five

percent of the time were placed in one group (15 students), and all other students were

placed in a second group (223 students). Categorization on the basis of on-campus access to

the course website was performed using k-means clustering. Three clusters were specified:

low on-campus engagement (49 students; mean on-campus access rate of 10.6%), moder-

ate on-campus engagement (81 students; mean on-campus access rate of 52.3%), and high

on-campus engagement (108 students; mean on-campus access rate of 89.2%).

Table 5.3: Average procrastination, productivity, and midterm exam scores among students

clustered by rates of on-campus access to course website; * indicates significant differences

at 95% confidence level)

Low On-Campus Mod On-Campus High On-Campus

Procrastination 0.3999* 0.3202* 0.2623*

Action Productivity 0.7788 0.8399 0.8320

Time Productivity 0.00057 0.00067 0.00062

Midterm Exam 66.73%* 71.85%* 77.93%*

Although the hypothesis predicts that extra-regional engagement with the course website

is related to student behavior and performance, tests indicated no significant differences in

procrastination, productivity, or midterm exam scores between students who most frequently

accessed the course website from outside of California and the remaining students. While no

relationships are indicated herein, further study is warranted with larger datasets owing to

the small number of students in the group of students accessing the website frequently from

outside California (N = 15).

Results from tests related to the other dimension mentioned in this hypothesis proved

more interesting. Neither action-based or time-based estimates of productivity were signif-

icantly different across any groupings of students associated with this hypothesis, but pro-

crastination levels (F -statistic of 7.9736 and p-value of 0.0004) differed significantly across

the low, moderate, and high clusters of students based on rates of on-campus access to the

course website. Furthermore, the highest average levels of procrastination are associated
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with the low cluster of on-campus access to the course website, while the lowest average lev-

els of procrastination are associated with the high cluster thereof. These results can therefore

be viewed as being supportive of the claim within the hypothesis relating to procrastination

and off-campus engagement with course content. The visualization of these differences are

represented in Figure 5.9; in this visualization several interesting characteristics can be seen:

(1) the wide interquartile range of the low on-campus access rate group indicates that while

some students who regularly access the website from off-campus do not procrastinate very

often, the mean is weighted down by the many students who do procrastinate frequently

while off-campus; (2) extreme procrastination is very uncommon among students who access

the course website most frequently from the UCLA campus, possibly because fewer students

are on-campus at the Sunday evening times when assignments are typically due; and (3)

despite the differences that do exist across the clusters, low procrastination is present in all

three clusters as the lower quartile break is relatively similar across all three categories.

Additionally, tests indicate significant differences in midterm exam scores on the basis of

on-campus versus off-campus course website access rates. With an F -statistic of 7.9122 and

a p-value of 0.0005, we reject the null hypothesis that midterm exam scores do not differ

on the basis of on-campus versus off-campus access to the course website. Furthermore,

the data distribution indicates that higher midterm exam scores are associated with higher

rates of on-campus access to the course website (see Figure 5.10 for a clearer picture of

the distribution). The mean midterm exam score associated with the cluster of high on-

campus engagement is 77.93 percent, while the mean midterm exam scores associated with

the moderate and low on-campus access rate categories are 71.85 percent and 66.73 percent

respectively, indicating that lower exam scores are associated with off-campus engagement

with course content. Other interesting insights include that (1) the lowest outlier midterm

scores are associated with the moderate on-campus access rate category, and (2) the high

category additionally claims not only the highest mean but the narrowest interquartile range,

indicating concentration of relatively high exam scores for students who engage with the

course website mostly from on-campus.

These results can be seen as generally being supportive of the claim within the hypothesis
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Figure 5.9: Distribution of student procrastination by rate of on-campus engagement with

GEOG 7 course website
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that off-campus access to the course website is associated with higher levels of procrastina-

tion and lower midterm exam scores; the other claims made within the hypothesis could not

be supported by the tests performed in this study. These results do indicate that rates of

procrastination do differ across clusters of students categorized on the basis of on-campus

rates of access to a course website, though no similar relationships were observed for produc-

tivity. There exists considerable room to engage in further investigation of this hypothesis,

including the following potential research tracks: (1) investigating additional characteristics

of geographic distribution of user IP addresses beyond on-campus versus off-campus and

within/outside of California, (2) identifying additional behavioral characteristics that can be

related to procrastination among students who frequently engage with course content from

off-campus, (3) examining whether any predictive relationship exists between on-campus
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Figure 5.10: Distribution of midterm exam scores by rate of on-campus engagement with

GEOG 7 course website
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access to course websites and academic performance, and (4) further examining whether

location on-campus (i.e. computer lab use versus use of personal laptop computer in library)

could aid in developing a more nuanced understanding of this possible relationship.

5.3.5 Hypothesis 4: “Lower exam scores are associated with higher levels of

procrastination and lower levels of productivity.”

In order to evaluate differences in exam scores on the basis of procrastination and pro-

ductivity, students were clustered into groups based on procrastination scores, action-based

productivity scores, and time-based productivity scores. These groups were constructed us-

ing K-means clustering to find inherent clusters within the data distributions of these three

indices. For procrastination rates five clusters were generated, while for both action-based
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and time-based productivity, three clusters were generated. The five procrastination rate

categories were then labeled as corresponding to very low (51 students), low (54 students),

moderate (51 students), high (54 students), and very high procrastination (28 students).

Action-based productivity categories were then designated as low (19 students), moderate

(62 students), and high (157 students) productivity clusters, while time-based productivity

clusters were also designated as low (154 students), moderate (81 students), and high (5

students) productivity groups.

Table 5.4: Procrastination rates and average midterm exam scores by procrastination cluster;

exam scores are significantly different across clusters.

Procrastination Cluster Procrastination Score Midterm Score

Very Low (51) 0.0662 80.59%

Low (54) 0.1846 73.87%

Moderate (51) 0.3111 71.87%

High (54) 0.4664 71.95%

Very High (28) 0.7097 66.19%

One ANOVA test was performed for each set of clusters, and within each cluster we found

significant differences and therefore rejected the null hypotheses that midterm exam scores

do not significantly differ across clusters of the aforementioned criteria of procrastination

and productivity (both action-based and time-based conceptualizations). Speaking first to

the relationship between procrastination and midterm exam score, the null hypothesis in

this case was rejected on the basis of an F -statistic of 3.6884 and a p-value of 0.0062. We

can therefore infer that significant variation exists across the clusters listed in Table 5.4.

What remains is to assess whether the differences are in line with the expectations indicated

in the hypothesis. Given that the hypothesis predicts that lower exam scores are associated

with higher levels of procrastination, we see support for the hypothesis in that the average

midterm exam score among ‘very low’ procrastinators is 80.59 percent, while a much lower

average midterm score of 66.19% dominates among ‘very high’ procrastinators. Similarly,

‘low’ procrastinators have higher average scores than members of any other cluster with

145



the exception of ‘very low’, and both ‘high’ and ‘moderate’ clusters – which have a similar

average score – are both higher than the average score of the ‘very low’ group. The results

are therefore closely in line with the expected outcome described in the hypothesis.

Figure 5.11: Distribution of midterm scores across high, medium, and low clusters of action-

based productivity
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Similarly, with F -statistics of 3.7375 and 3.8972 and p-values of 0.0252 and 0.0216 re-

spectively, we reject the null hypothesis that midterm exam scores do not differ significantly

across clusters of both action-based and time-based productivity indices. From this rejec-

tion of the null hypothesis we can infer that midterm exam scores differ significantly across

low, medium, and high productivity clusters within both conceptualizations of productivity.

We also note that the differences in midterm scores across the clusters support the hypoth-

esis and its expectation that lower levels of productivity are associated with lower exam

scores; the average midterm exam score among members of the ‘low’ action-based produc-
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tivity cluster is a mere 65.44%, while the corresponding ‘moderate’ and ‘high’ productivity

cluster average exam scores are incrementally higher at 71.07% and 75.52% respectively.

The similar pattern is represented in the time-based productivity clusters, as the midterm

exam scores increase incrementally when stepping across the ‘low’, ’moderate’, and ‘high’

productivity clusters. Several additional notable characteristics are present in the distribu-

tion of midterm exam scores across action-based productivity clusters (see Figure 5.11 for

the distribution of midterm exam scores across productivity clusters): (1) the interquartile

range of the low-productivity cluster was the widest and the upper bounds of the upper

quartile are the second-highest among the clusters, indicating that the cluster contains both

students who performed well and poorly on the midterm exam; (2) low performing outliers

were present within both the ‘high’ and the ‘’moderate’ clusters; and (3) it is only in the

‘high’ productivity category that perfect exam scores can be found.

Both in terms of procrastination and student productivity, the results presented herein

provide reasonable support for all claims made by this hypothesis and indicate that there

exists substantial room for ongoing exploration of the relationships between productivity,

procrastination, and academic performance. These favorable results provide ideal context

for highlighting the value in continuing to develop and refine empirically focused and data-

driven metrics for assessing and estimating student procrastination and productivity on the

basis of LMS log files. The new empirical metrics for estimating student productivity and

procrastination presented in this study have proven to be sufficiently robust for performing

the exploratory data analysis that constitutes the bulk of this paper, but further refinement

of these and similar metrics offer the potential of substantially enhancing predictive modeling

of student behavior and performance within virtual learning environments.

5.3.6 Hypothesis 5: “Lower exam scores, lower levels of productivity, and

higher levels of procrastination are associated with online lab sections.”

In GEOG 7, students are presented with the choice of enrolling in either a face-to-face

(F2F) or fully online laboratory section. Furthermore, students are free to engage with the
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course’s learning management system website or work on course-related activities regardless

of location as long as the student has access to an Internet connection of sufficient reliability

and bandwidth. In order to evaluate differences in student procrastination, productivity,

and exam scores associated with this hypothesis, students were grouped on the basis of their

enrollment in online and F2F lab sections. Within the data used in this study, 144 students

are enrolled in face-to-face lab sections and 94 are enrolled in online lab sections.

Table 5.5: Average procrastination, productivity, and midterm exam performance for on-

line versus face-to-face lab section enrollments; * indicates significant differences at 95%

confidence level

Online F2F

Procrastination 0.3440* 0.2884*

Action Productivity 0.8132 0.8307

Time Productivity 0.000645 0.000614

Midterm Exam 76.24% 71.80%

Contrary to the expectations implied in this hypothesis, whether a student is enrolled

in an online or a face-to-face lab section does not appear to be a significant predictor of

differences in student productivity or midterm exam performance; no significant differences

in these criteria were found between these two groups of students. However, with an T -

statistic of -2.0316 and a p-value of 0.0433, we are able to reject the null hypothesis stating

that average levels of procrastination are not significantly different between students enrolled

in online and F2F lab sections (see Table 5.5). Therefore we can infer that students in

online and F2F lab sections exhibit significantly different procrastination habits; in keeping

with the hypothesis, it can also be inferred that it is likely that students in online sections

procrastinate (on average) to a greater extent than students enrolled in F2F lab sections.

Several interesting characteristics of the distribution of procrastination between these groups

of students are visible in Figure 5.12: although average procrastination rates are higher in

online lab sections, extreme procrastination is present among students in both forms of lab

sections. Additionally, non-procrastinators are present across both forms of lab sections as

148



well, indicating that tendency to procrastinate is not necessarily a characteristic inherent to

all students enrolled in online lab sections.

Figure 5.12: Distribution of student procrastination by face-to-face (F2F) versus online lab

section enrollment
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The results presented herein indicate possible support for one of the three claims made

in this hypothesis; support was found for the hypothesis that procrastination rates do sig-

nificantly differ between students enrolled in online and face-to-face lab sections; the results

additionally indicate that procrastination rates are higher among online lab section students.

Furthermore, not only does it appear that enrollment in online versus face-to-face lab sections

does not indicate significant differences in exam performance, but tests performed with these

same categories indicate no significant relationship with productivity either. The results in-

dicating support for the relationship between procrastination and enrollment in online lab

sections indicate the value in pursuing the following potential future research trajectories:
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(1) identification of other factors or behavioral characteristics that result in students choos-

ing to enroll in online versus face-to-face lab sections; (2) exploration and data mining of

patterns present predominantly in the behavior of students enrolled in online versus face-to-

face lab sections; and (3) further study of performance differentials between the two forms

of lab sections beyond examination of average midterm exam scores.

5.4 Conclusions

As education practitioners and researchers increasingly focus attention upon measuring stu-

dent learning outcomes and student behavior in online learning environments, it is becoming

ever clearer that large quantities of data collected automatically by Web-based learning

management systems (LMSes) can help instructors and researchers alike to understand stu-

dent behaviors that previously could only be inferred or estimated through administration

of external research methods, including (but not limited to) student surveys and interviews.

The methods and the results presented in this study rest at the cutting edge of this new

frontier of empirical research in learning analytics. More specifically, this study offers a case

study demonstrating new methodologies for estimating student procrastination and student

productivity – two student behavioral characteristics that heretofore have been primarily

measured using external methodologies – using only LMS-derived data collected within the

normal scope of instruction in a large general education geographic information systems

(GIS) course at UCLA. In providing this case study it was clearly demonstrated that these

metrics derived from LMS log files serve great utility for studying the relationships between

selected student behaviors, student learning outcomes, and mediating factors relating to

online education more broadly. Throughout this paper these objectives were accomplished

by (1) situating this work within discourses surrounding pedagogy and instructional design

in online higher education, measurement and data collection in online courses, productivity

in online education, and academic procrastination, (2) introducing the parameters and the

scope of the case study and describing the most salient instructional design characteristics of

the online course represented in the case study, (3) introducing several hypotheses concerning
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connections between student procrastination, productivity, performance, and instructional

design, (4) proposing new methods for empirically measuring and estimating student pro-

crastination and productivity using only LMS log data, and finally, (4) presenting the results

associated with testing the validity of each one of the aforementioned hypotheses. The results

indicate that several of the study’s hypotheses can indeed be supported using LMS-derived

measurements of student procrastination and productivity, speaking again to the analytical

power afforded by data collected by learning management systems. More important than the

results of the five hypothesis tests individually is the general conclusion that the methods

proposed in this paper were able to provide meaningful and useful results for each hypothesis

test, regardless of whether any given conclusions support a given hypothesis. Most salient is

that log-based analysis of online course data, as demonstrated in this study using new data

processing methodologies, presents unique and ever-growing opportunities to researchers and

online education practitioners.
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CHAPTER 6

Summary and Conclusion

Considering the rapid growth of vocationally-oriented GIS and geospatial technology instruc-

tion being offered by institutions of higher education within online learning environments,

there exists a considerable need for additional learning analytics and instructional design

research concerning the behaviors and performance of students in these online GIS training

courses. This dissertation, which was developed in response to this known need for additional

research concerning practices of GIS education in online learning environments, is presented

as a series of three substantive research articles with one methodological note interspersed.

The most significant common thread connecting all three articles is an abiding focus upon

online education and analytics; furthermore, all of the articles contain case studies based

upon data and experiences derived from GEOG 7: Introduction to Geographic Information

Systems (GIS), a large online general education introductory GIS course offered regularly at

UCLA.

The first article (chapter two) focused upon assessing the extent to which open source

GIS software can be useful for supporting online introductory GIS instruction. Through

a feature analysis based upon an inventory of fifteen of the most essential GIS concepts

and techniques (which in turn were identified using content analysis of a corpus of GIS

course syllabi), it was clearly indicated that relative to the popular commercial ArcGIS for

Desktop software platform, the free and open source QGIS platform possesses a feature set

sufficient for supporting online introductory education in GIS. While both platforms offer

feature sets sufficiently comprehensive on balance, weaknesses and strengths were noted for

both platforms; for example, ArcGIS integrates several data retrieval tools while QGIS does

not integrate any, and inversely, QGIS offers vastly more extensive hardware and operating
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system compatibility as well as a superior software installation and management experience.

Several conclusions were additionally noted when discussing use of QGIS and other open

source software in GEOG 7, a large online introductory GIS course. First, open source

software like QGIS offers a substantial advantage related to scalability of instruction in online

GIS education. In a large general education GIS course, it is safe to assume that students

come in to the course with a wide range of technical skill levels and capabilities, and likewise,

many enrolled students are taking the course to satisfy general education requirements and

may not have an abiding interest in learning GIS. Therefore in a large online course of

the nature and scale of GEOG 7, distributing ArcGIS software licenses and requiring that

students first install Microsoft Windows in order to run ArcGIS would severely limit both

the scalability of the course and the course’s attractiveness to students who either (1) do not

wish to buy a Windows PC or install Windows and ArcGIS on existing hardware and/or

(2) do not wish to have to complete all coursework from an on-campus computer lab in the

event that ArcGIS cannot be easily installed on their personal hardware. QGIS therefore

presents substantial advantages of particular salience within courses like GEOG 7 : it is free

to install, use, and modify, it is compatible with a wide range of software and hardware,

and as this article’s feature analysis indicates, it can be used to teach nearly all of the

core concepts that are also teachable using ArcGIS for Desktop. Furthermore, as students

who complete GEOG 7 and move on to other GIS courses will be taught to use ArcGIS

in subsequent upper-division courses, we have additionally concluded that the experience of

interacting with both software platforms encourages platform-agnostic thinking about the

very GIS concepts and processes that are the core learning objectives of most introductory

online GIS courses.

The second article (chapter three) focused upon presenting a series of student behavior

and performance metrics that can be derived from learning management system (LMS) ac-

cess log files. As was discussed at length in this chapter, LMS log files offer both instructors

and education researchers a truly unprecedented quantity of data about a course’s learning

environment, assuming that a course’s activities and resources are predominantly delivered

online. The “big data” resources made available by LMS activity logging affords numerous
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advantages but also considerable challenges, as the LMS data in its raw form hides patterns

and characteristics that can be identified when processing, filtering, or viewing the data in

aggregate. To process LMS log data and extract meaningful information from it, I developed

a Moodle LMS data processing library for the Python programming language; this library,

known as Bamboodle, is the focus of the methodological note in chapter four. The analysis

enabled by Bamboodle can be categorized as belonging in part to two discourses currently

prominent within education research: educational data mining (EDM), which is chiefly con-

cerned with automated algorithmic processing of educational data, and learning analytics,

which is predominantly focused upon searching for insights within educational data that

can be used in turn to enhance learning outcomes for students. This article presented three

series of learning analytics metrics: (1) student behavior analytics, which can be used to

answer research questions related to how students interact with course content, activities,

classmates, course websites, and/or any components within a virtual learning environment,

(2) student performance analytics, which can be used to address any research question con-

cerning measurement of student learning outcomes, and (3) course structure analytics, which

are similar to the aforementioned categories but are characterized by being epistemologically

centered on the instructor and the design of a course itself rather than the students; a course

structure analytics metric could, for example, be used to address research questions concern-

ing the efficacy of assignments, assessments, activities, or any other course materials from

the perspective of the instructor. Through presenting these metrics it is demonstrated that

concise visual representations and ‘snapshot’ views of aggregated student performance and

behavior metrics have considerable potential to help instructors and students alike to better

understand how student behavior is related to learning outcomes. As learning management

system technologies develop, the potential for extending this research only grows – intuitive

indicators of student behavior and performance like those outlined in this article can, for

example, be integrated into interactive data-driven dashboards on Web-based learning man-

agement system websites, affording instructors and learners alike the opportunity to quickly

assess behavioral and performance characteristics and make informed data-driven decisions

in response.
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The third article (chapter five) focused upon (1) introducing new methods for measur-

ing characteristics of student behavior and performance – namely student procrastination

and productivity – from LMS access log files and (2) using these indicators in concert with

additional analysis of LMS log data and student performance records to explore the poten-

tial of using LMS log data to identify and measure relationships between student behavior

and student performance, alongside several other mediating factors related to online edu-

cation. Most LMS log data offers sufficient detail and granularity to allow researchers to

derive estimates of student behavior and performance characteristics that heretofore could

not have been measured without relying upon research methods that would intrude upon

normal practices of instruction. One such characteristic, procrastination, has often been

assessed previously using surveys that require learners to self-report procrastination habits

across a matrix of associated behaviors (Michinov et al., 2011). In contrast, the metric for

measuring procrastination proposed in this article requires only that a researcher perform

basic arithmetic operations upon time data logged by default by most LMS platforms. In

addition to introducing similar methods for measuring both procrastination and productiv-

ity, the article presented the results from a series of hypothesis tests designed to explore the

extent to which LMS-derived indicators of student behavior can be used to differentiate stu-

dent behavior. These tests revealed, among other informative results, significant differences

in student performance on a midterm exam across different levels of student procrastina-

tion and productivity. These results provide further support for the claim made throughout

this dissertation that LMS log files possess numerous use cases, many of which are only

beginning to be understood in a cursory sense. The potential for extending this research is

evident – next steps include further study of the predictive power of student behavior and

performance analytics derived from LMS data, as well as possible development of rapid feed-

back systems that could be integrated within LMS software to alert instructors and students

in cases wherein certain student or instructor behaviors appear to be either positively or

negatively influencing learning outcomes or other relevant characteristics of virtual learning

environments.
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Á. (2014). Can we predict success from log data in VLEs? Classification of interactions

for learning analytics and their relation with performance in VLE-supported F2F and

online learning. Computers in Human Behavior , 31 , 542–550.

Allen, I. E., & Seaman, J. (2013). Changing course: Ten years of tracking online education

in the United States. ERIC. Retrieved from http://files.eric.ed.gov/fulltext/

ED541571.pdf

Ally, M. (2004). Foundations of educational theory for online learning. Theory and practice

of online learning , 2 , 15–44.

Andrews, T., & Daly, C. (2008). Using Moodle, an open source learning management system,

to support a national teaching and learning collaboration. In 19th Annual Conference

of the Australasian Association for Engineering Education: To Industry and Beyond;

Proceedings of the (p. 482).

Applebee, A. N., & Langer, J. A. (1983). Instructional scaffolding: Reading and writing as

natural language activities. Language arts , 60 (2), 168–175.

Armstrong, J. S. (1997). Peer review for journals: Evidence on quality control, fairness, and

innovation. Science and Engineering Ethics , 3 (1), 63–84.
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Flórez, S., & Alcina, A. (2011). Free/open-source software for the translation classroom: A

catalogue of available tools. The Interpreter and Translator Trainer , 5 (2), 325–357.

Garbin, D. A., & Fisher, J. L. (2010). Open source for enterprise geographic information

systems. IT Professional(6), 38–45.
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