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ABSTRACT OF THE DISSERTATION 
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 A critical need has emerged for constant, vigilant heart function monitoring of 

patients in the clinic who are at risk due to heart failure (HF). A major indicator of HF is 

reduced left ventricular ejection fraction, more commonly known as ejection fraction 

(EF). Current clinical methods of measuring EF include echocardiography, magnetic 

resonance imaging (MRI), radionuclide ventriculography, and radionuclide angiography. 

These methods are expensive, require the presence and support of expert technicians, and 

are not capable of continuous monitoring.  

 Our mission has been to develop the first wearable heart function monitoring 

system with the following characteristics: it must be capable of real-time, continuous 

monitoring; it must provide accurate measurement of EF; it must be low-cost and easy to 

use. To achieve this objective, we have developed the Integrated CardioRespiratory 
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(ICR) Heart Function Monitoring System, which utilizes the electrical signal of the heart, 

the electrocardiogram (ECG), and the acoustic signal of the heart, the phonocardiogram 

(PCG), to compute EF. It consists of ICR acoustic sensors, ECG sensor electrodes, a 

sensor application system, and the ICR patient monitor system. The system acquires ECG 

and PCG signals, upon which signal processing is performed. This is accompanied by 

advanced machine learning methods which provide accurate computation of EF.  

 We present several signal processing and machine learning methods in order to 

accomplish this. Noise suppression algorithms for both ECG and PCG signals are 

described. Novel methods are presented for identifying key events in the PCG signals, 

and extracting from them critical features regarding cardiac dynamics and function. We 

have also developed a neural network architecture to utilize these features in order to 

compute an EF value. 

 The deployment of the ICR system in a clinical trial is discussed, in which the 

accuracy of its EF computation ability is demonstrated.  
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1. INTRODUCTION  

 A critical need has emerged for constant, vigilant heart function monitoring of patients in 

the clinic who are at risk due to heart failure. Acute worsening of cardiac function is one of the 

most common causes for admission to hospital treatment and the leading contributor to 

healthcare delivery cost. An urgent and unmet need exists for continuous, non-invasive 

monitoring of heart function that can reduce the burden of heart disease through identification of 

patients at risk as well as early prevention and intervention of disease conditions.  

 Heart failure (HF) is a condition in which the heart is unable to maintain adequate 

circulation of blood in the tissues of the body, or to pump out the venous blood returned to it by 

the venous circulation.  5.1 million persons in the U.S. have clinically manifest HF, and the 

prevalence continues to rise [1].  In 2013, HF costs in the U.S. exceeded $30 billion [1]. One in 

nine deaths in the U.S. is at least partially attributed to HF [1].  

 Most patients with HF have symptoms due to impaired left ventricular function [2]. A 

major indicator of HF is reduced left ventricular ejection fraction, more commonly known as 

ejection fraction, or EF. EF is defined as the fraction of blood ejected from the ventricle with 

each contraction. According to the 2013 ACCF/AHA Guideline for the Management of Heart 

Failure, an EF value equal to or less than 40% indicates “HF with reduced EF” [1].  

 Current clinical methods of measuring EF include echocardiography, magnetic resonance 

imaging (MRI), radionuclide ventriculography, and radionuclide angiography. These methods 

are expensive, require the presence and support of expert technicians, and are not capable of 

continuous monitoring. Thus, our mission has been to develop the first wearable heart function 

monitoring system with the following characteristics: it must be capable of real-time, continuous 
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monitoring; it must provide accurate measurement of EF, and potentially other important 

indicators of heart function; it must be low-cost and easy to use. 

 Such a system would have significant impact in several areas. First, early indication of 

change in heart condition would reduce mortality and improve outcome for patients either with 

HF or at-risk of HF in the clinic. Also, it would provide greater access to heart function 

monitoring in underrepresented areas where expensive imaging technology may be limited. 

Finally, at-home versions of such a system would decrease cost and time of hospital visits 

required for monitoring, and could alert physicians if a sudden change in heart conditions occurs 

outside the clinic. 

 To accomplish this, we are utilizing a source of information from the heart that is unique 

from other EF measurement techniques, namely the acoustic signal. The cardiac dynamics 

occurring during each heartbeat, or cardiac cycle, produce an acoustic response which can be 

captured and analyzed. The recording of sounds emanating from the heart is known as a 

phonocardiogram (PCG). The heart consist of four chambers- the left and right atria, and the left 

and right ventricles. Blood flow from atria into ventricles and from ventricles into outgoing 

arteries is regulated by valves. Valvular closure induces vibration of valves and walls of the 

chambers, as well as local blood flow turbulence, which results in audible vibrations. Closure of 

the valves between the atria and ventricles causes an acoustic response known as the S1 event, or 

S1 sound. Closure of valves between ventricles and outgoing arteries causes an acoustic response 

known as the S2 event, or S2 sound.  

 Our objective is to utilize the characteristics of these events in the PCG signals to assess 

heart function through computation of EF. To achieve this objective, we have developed the 

Integrated CardioRespiratory (ICR) Heart Function Monitoring System. This system enables 



` 

3 

 

continuous EF measurement, providing clinicians with the most critical assessment for patient 

care. It consists of ICR acoustic sensors, ECG sensor electrodes, a sensor application system, and 

the ICR patient monitor system. The system acquires ECG and PCG signals, upon which signal 

processing is performed. This is accompanied by advanced machine learning methods which 

provide accurate computation of EF.  

 In order to compute EF from PCG and ECG signals, a number of signal processing tasks 

must be performed. First, to guide in identification of S1 and S2 events in the PCG signals, the 

ECG signal can be utilized. Specifically, detection of a characteristic peak (the R wave peak) 

occurring in each cardiac cycle of the ECG signal provides critical information regarding the 

locations of the S1 and S2 events in the corresponding, time-synchronized PCG signals. For this 

purpose, we have developed a novel R wave peak detection algorithm. This algorithm has 

demonstrated itself to be highly accurate and robust to ECG signals with different waveform 

morphologies, underlying heart rate characteristics, and levels of noise. 

 To further enhance detection accuracy of S1 and S2 events, the presence of noise in the 

PCG signals must be minimized. This noise can come from a variety of sources, such as subject 

motion, speech, environmental noise, and microscopic tissue movement beneath the sensors. We 

have implemented a novel noise suppression algorithm based on methodologies originally 

developed for speech signal noise suppression, to reduce the influence of noise in PCG signals 

while still preserving characteristics of the cardiac acoustic events. 

 Even with complementary information from an ECG signal, and minimization of noise in 

the PCG signal, challenges remain in identification of S1 and S2 events (a process known as 

segmentation). First, amplitudes of these events can vary due to sensor coupling or positioning, 

or due to patient anatomy or cardiac function. Second, relative timing of the events can also vary. 
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Thus, a framework for identifying S1 and S2 events based solely on amplitude and timing would 

be inaccurate and not robust. We have developed a method for segmentation that utilizes short-

term periodicity of the PCG signal to allow for correlation method analysis, by which S1 and S2 

events can be identified. Further, we have implemented a sensor fusion approach which 

combines information from all four acoustic sensors to further enhance detection accuracy. 

 Once S1 and S2 events have been identified, a low-dimensional model must be created to 

represent the high-dimensional acoustic signals, while preserving critical information that can 

differentiate between varying degrees of cardiac performance. This is achieved through feature 

extraction of events. We have found that certain amplitude and temporal based features of these 

events possess discriminatory information regarding the corresponding ejection fraction values, 

meaning the feature values demonstrate high correlation with EF. 

  We utilize these features in a neural network framework to perform regression analysis 

to compute EF values. We apply a sensor fusion approach to incorporate EF computations from 

all acoustic sensors into one representative value. We implement a multi-tiered architecture, in 

which an initial EF estimate is first produced via neural network regression analysis. Depending 

on which range this EF estimate falls in, the subjection is classified into a subgroup, and further 

neural network regression analysis is performed accordingly to achieve higher accuracy in EF 

computation. 

 The capability of the ICR system to accurately compute EF values via analysis of ECG 

and PCG signals has been demonstrated in a clinical trial. The trial was performed on individuals 

of both sexes, with wide ranges of age, body mass index, and EF, and included a diverse set of 

cardiac conditions. EF values obtained via echocardiography were used as ground truth 

measurement to which ICR-computed EF values were compared. A high correlation was 
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observed between the echocardiography and ICR EF values. Low error was observed between 

echo and ICR EF values across a wide range of echo EF values. 

 We perform further analysis of PCG signal features using a methodology we refer to as 

Phonocardiogram Carrier Signal Analysis (PCSA). This technique involves separating the 

amplitude-modulated (AM) and frequency-modulated (FM) components of the PCG signal in 

order to better characterize S1 and S2 events. First, we attempt to create accurate models of the 

AM and FM components of the events in a low-dimensional space. Next, we focus on the FM 

component (which we refer to as the carrier signal), by performing spectral analysis on the 

segments corresponding to S1 and S2 events. We use features derived from this spectral analysis 

to compute stroke volume. Stroke volume is another critical measure of heart function, and is 

defined as the volume of blood ejected from the left ventricle in each cardiac cycle.   

 We also develop and demonstrate the use of an ambulatory ICR system. In a clinical 

setting, ambulation is defined as walking, standing, or sitting in a chair with or without 

assistance. Increased ambulation in hospital patients has been demonstrated to correlate with 

positive outcomes for both patient and hospital. Thus, it is essential to the mission of ICR to 

allow for ambulation of subjects while monitoring heart function. However, ambulation may 

induce noise in PCG signals, affecting EF computation accuracy. Thus, we seek to identify 

episodes in which the subject is determined to be at rest, during which reliable EF computation 

can occur. To achieve this objective, we developed the Ambulatory ICR platform. This portable 

system uses an Inertial Measurement Unit (IMU) to quantify subject motion, enabling the desired 

capability of identifying moments of rest for PCG signal analysis. 

 Even with a subject at rest, PCG signal quality can still be degraded due to various 

causes. While noise can be reduced with a noise-suppression signal processing scheme, residual 
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noise may still have negative influence on PCG signal quality. Further, misapplication of the 

sensor application system (SAS), as well as poor sensor coupling due to irregular patient 

anatomy, can also contribute to decreased signal quality. Thus, it is a critical objective to 

quantify PCG signal quality, and to only perform EF computation analysis on those signal 

segments in which quality is deemed sufficient. We implement such a quality metric in our 

system to identify valid segments of PCG signals. Quality metric values for the various sensors 

also provide information regarding relative signal quality for a given application of the ICR 

system, which is used to determine relative weights for each sensor in overall EF computation.  

 Finally, we perform an investigation into the dependence of sensor number and location 

on EF computation robustness and accuracy. The ICR Heart Function Monitoring System 

features four acoustic sensors placed at the traditional clinical ascultatory sites of aortic, 

pulmonic, tricuspid, and mitral. The motivation for this configuration is both to increase 

robustness in case of degraded signal quality in one or more sensors, and to emphasize different 

heart sound events at different locations. To allow for a more compact system, we investigate the 

performance of systems with fewer sensors, by selecting subsets of the four sensors to determine 

robustness and accuracy of EF computation.   

 There are several upcoming objectives involving the ICR system. In parallel with the 

current EF computation process, we seek to develop a robust and accurate stroke volume (SV) 

computation framework. Preliminary efforts to this end are introduced in Chapter 10, in which 

PCSA features are used to compute SV for a small cohort of afflicted subjects. We plan to build 

on this by incorporating PCSA features with temporal and amplitude-based features in a neural 

network architecture trained on our full subject population.  
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 We will investigate the use of neural networks with inputs derived from multiple sensors. 

Currently in our EF computation, each neural network contains inputs from individual sensors. 

We hypothesize that combining inputs from multiple sensors and developing new features based 

on combinations of individual features will yield a deeper understanding of the PCG signals and 

the cardiac events that create them, and will enable a more accurate EF computation approach.   

 The continued development of the ambulatory ICR system is also a priority. One 

objective here is to investigate the relationship between the torso angle of the subject with both 

PCG signal quality and EF computation accuracy. Determining an optimal torso angle for ICR 

monitoring and maintaining this angle consistently across subjects could greatly enhance the 

performance of the system.   

 Finally, we will explore optimization of system design with new sensor systems. We seek 

to develop sensors that are more compact and provide greater conformity to the anatomy of 

subjects with varying body types, while still preserving the signal quality and EF computation 

accuracy of the current system.   
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2. CARDIAC ANATOMY, PHYSIOLOGY, AND ACOUSTIC EVENTS 

 The heart can be considered to consist of two separate pumps: a right heart that pumps 

blood through the lungs, and a left heart that pumps blood through all other organs [3]. Each side 

is composed of two chambers: an atrium and a ventricle. In between these chambers is the 

atrioventricular (AV) valve, which controls blood flow from the atrium to the ventricle. The AV 

valves of the right and left heart are also known as the tricuspid and mitral valves, respectively. 

Similarly, the semilunar valves control blood flow out of the ventricles, and are known as the 

pulmonary (right heart) and aortic (left heart) valves. 

2.1 The Cardiac Cycle 

 The dynamics of the left and right heart during the heartbeat are similar in many ways. 

Both sides undergo a sequence of events known as the cardiac cycle. Here, we will define the 

beginning of the cardiac cycle as the electrical depolarization of the atria. This depolarization, 

responsible for the P wave of the electrocardiogram (ECG), causes contraction of the atria, which 

in turn pumps blood out of the atria. Blood flows into the ventricles through the AV valves, 

which are at this point open. This phase is known as atrial systole. Systole refers to contraction 

and ejection, while diastole refers to relaxation and filling. The ventricles are in diastole during 

this phase. The rapid filling of the ventricles can sometimes cause an audible vibration of the 

ventricular wall, known as the fourth heart sound, or S4. At the end of this phase, the ventricles 

are filled to their maximum of the cardiac cycle. The left ventricular volume here is referred to as 

end-diastolic volume (EDV).  

 Next, the electrical depolarization of the ventricles, as reflected by the QRS complex in 

the ECG, causes ventricular contraction. The semilunar valves are closed at this point, thus the 
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pressure in the ventricles increases rapidly. This elevated pressure forces the AV valves closed. 

The vibration of the valves during this closure, and the resulting vibrations of the ventricular 

wall, as well as secondary blood turbulence, create audible vibrations known as the first heart 

sound, or S1. The semilunar valves remain closed; hence, the pressure continues to increase in 

the ventricles as the volume remains constant (isovolumic contraction phase). 

 When the intraventricular pressures exceed the pressures within the aorta and pulmonary 

artery, the semilunar valves open and blood is rapidly ejected out of the ventricles (ejection 

phase). The opening of healthy valves is silent; the presence of a sound during ejection, known 

as a murmur, is indicative of valve disease or intracardiac shunts [4].  

 At end of ventricular systole, the ventricles repolarize, manifested in the T wave in the 

ECG. This causes rapid relaxation of the ventricles, and the rate of ejection decreases. As the 

pressures in the ventricles also decrease, the elevated pressures in the pulmonary artery and aorta 

push blood back towards the ventricles, which forces the semilunar valves closed. Again, the 

valvular and ventricular wall vibrations, as well as blood flow turbulence, create audible 

vibrations, known here as second heart sound, or S2. The volumes of the ventricles are at their 

minimum of the cardiac cycle. The left ventricular volume is referred to as end-systolic volume 

(ESV). The stroke volume (SV) is defined as the difference between the end-diastolic and end-

systolic volumes (EDV - ESV). The ejection fraction (EF) is defined as the stroke volume 

divided by the end-diastolic volume (SV/EDV), or (EDV-ESV)/EDV.   

 The AV valves remained momentarily closed, as the ventricles relax with constant 

volume (isovolumic relaxation phase). When the ventricular pressures fall below the atrial 

pressures, the AV valves open, and the ventricles fill rapidly (rapid inflow phase). Under normal 

AV valve function in adults, this filling is silent. A third heart sound (S3) may occur here, which 
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is considered normal in children but pathological in adults. The cause of this sound is unproven; 

however it is hypothesized to be due to oscillation of blood between the walls of the ventricles 

initiated by inrushing blood from the atria [3].   

As ventricular inflow continues, the intraventricular pressures increase, which decreases the rate 

of filling (ventricular diastasis phase). This is the final phase of the cardiac cycle, as atrial systole 

is set to begin again. 
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3. ICR HEART FUNCTION MONITORING SYSTEM OVERVIEW 

 The Integrated CardioRespiratory (ICR) Heart Function Monitoring System provides 

direct heart function monitoring through a system that fuses continuously recorded data from 

multiple physiological sensor sources that monitor actual cardiac motion as well as blood 

circulation.  The ICR system measures and reports a left ventricular ejection fraction (EF) value 

for the patient.  

 The ICR system relies on the acquisition of acoustic signals over a broad frequency range 

and spatial distribution with sensors located at upper abdominal sites. The ICR device is a low-

cost, wearable or adhesive-based, garment-integrated solution that is comfortable and convenient 

for in-patients, outpatients, and well-subject usage including consumer, athlete, soldier, and other 

personnel. 

 The ICR system applies four acoustic sensor devices and ECG sensor electrodes. The 

ICR system performs signal processing computation to identify and characterize amplitude, 

temporal, and spectral characteristics of S1 and S2 heart sounds. Further, the ICR system 

combines these signals to directly compute ejection fraction (EF). The ICR system consists of 

the following components: 1) ICR acoustic sensors, 2) ECG sensor electrodes, 3) sensor 

application system, and 4) the ICR Patient Monitor system.  

3.1 ICR acoustic sensors and ECG electrodes 

 The ICR system includes four acoustic that are placed on the patient’s chest to detect 

heart sound. The four sensors are placed at the locations normally used in standard patient 

auscultatory examination as shown in Figure 0-1.  The ICR acoustic sensors (Figure 0-2) are 
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supplied to the patient with the two lightweight, low-tension, and comfortable attachment belts 

(Figure 0-3). The ICR acoustic sensor enclosure contains an acoustic transducer that measures 

the modulation in pressure within the sensor housing induced by heart sound acoustic signals. 

ICR sensors are composed of a biocompatible ABS plastic housing sealed with biocompatible, 

surgical grade nitrile membranes. 

 

 

 

Figure 0-1. ICR acoustic sensor and ECG electrode locations. a) ICR acoustic sensor 

locations derived from standard physician auscultatory sites. b) ECG sensor electrodes 

applied at conventional RA, LA, and LL monitoring points.  

 

                      a)                                                         b) 
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Figure 0-2. ICR sensor structure schematic view.  The sensor enclosure is biocompatible ABS 

plastic material, while the membrane that contacts the patient is surgical grade biocompatible 

nitrile material.   

 

 

 

Figure 0-3. ICR sensors and sensor attachment belts. a) Bottom view of sensor (a) top view of 

sensor.   

 

3.2 ICR sensor application system 

 The sensor application system (SAS), as shown in Figure 0-4, is placed around the 

patient’s upper abdomen and holds the sensors in positon to allow for continuous sensor signal 

recording with a method that is comfortable for the patient as well as convenient for the care 

provider. It is a low-cost disposable component, thus enabling  

single use. The SAS are supplied in five sizes according to patient height. 

 

a)                                                         b) 
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 The SAS consist of a pair of belts for both upper and lower sensor placement.  Sensor 

lead connections are conveniently color-coded for attachment to the ICR Patient Monitor.  A 

single vertical separator component between the two straps indicates the vertical position of the 

straps.  The small semicircular indicator at the upper end of the vertical separator indicates the 

familiar and easily identified suprasternal notch of the sternum. 

                              a)                                         b) 

 

Figure 0-4 ICR sensor application system (SAS). a) SAS on table b) SAS on body 

3.3 ICR Patient Monitor 

 The Patient Monitor (Figure 0-5) includes measurement capability for the ICR sensors 

and standard three-lead, optically-isolated, ECG measurement.  

 

 

Figure 0-5 ICR Patient Monitor. ECG electrodes and single ICR acoustic sensor also shown. 
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4. ELECTROCARDIOGRAM (ECG) SIGNAL PROCESSING AND 

ANALYSIS 

4.1 Introduction 

The ECG and PCG signals both reflect phenomena occurring within each cardiac cycle. 

While electrophysiological changes are captured in the ECG, mechanical activity can be 

observed in the PCG. As the events manifested in the ECG are distinct from those in the PCG, 

they can be used in a complementary manner to gain greater understanding of the cardiac cycle. 

One example is the use of the ECG signal in segmentation of the PCG signal. Segmentation is a 

primary step in PCG signal analysis, and consists of decomposing the signal into individual 

cardiac cycles for further analysis. It can often be quite challenging to perform PCG signal 

segmentation by solely examining the PCG signal itself. (The reasons for this will be explained 

in Chapter 6). 

 The ECG signal provides complementary information that can be leveraged for 

segmentation of the PCG signal. In each cardiac cycle, electrical depolarization of the ventricles 

causes a displacement in voltage observed in the ECG signal known as the R wave. The R wave 

is usually the most prominent feature in the ECG signal. If the R wave can be accurately 

identified within each cardiac cycle, the signal can then be decomposed into individual cardiac 

cycles to segment the ECG signal. If the ECG and PCG are acquired synchronously, this same 

decomposition can be applied to the PCG.   

Accurate R wave detection, then, becomes a critical component of this approach to PCG 

segmentation. However, it can also be a challenging task. First, the amplitude and morphology of 

the R wave can vary widely due to variations in ECG electrode placement or the presence of 

certain cardiac conditions (in which R wave duration can be affected as well). These causes also 
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contribute to variability in the amplitude of the T wave. The T wave of the ECG reflects the 

electrical repolarization of the ventricles in the cardiac cycle. In some scenarios, this may result 

in R and T waves of similar amplitude. This creates difficulty when attempting to identify R 

waves based solely on amplitude criteria.  

 Further, several sources of noise can corrupt the ECG signal, including 1) power line 

interference, 2) electrode contact noise, 3) motion artifacts, 4) muscle contraction, and 5) 

baseline drift and amplitude modulation with respiration [5].  Power line interference consists of 

60Hz noise that can be up to 50 percent of peak-to-peak ECG amplitude. Baseline drift and 

amplitude modulation often result from respiration by the subject, creating large periodic 

variations in the ECG baseline. Electrode contact noise is caused by degradation of coupling 

between the electrode and the skin. The level of noise induced is dependent upon the severity of 

the degradation. If there is complete loss of contact between the electrode and skin, the system is 

effectively disconnected, resulting in large artifacts in the ECG signal. If coupling is reduced but 

there is still some degree of contact between electrode and skin, a lower amplitude noise is 

introduced, which may persist as long as the coupling is suboptimal. Coupling issues can also be 

intensified by subject motion and muscle contraction, which can further affect the contact surface 

area between electrode and skin. Thus, it can often be difficult to differentiate between electrode 

contact noise by itself, and electrode contact noise combined with subject motion and muscle 

contraction. For our purposes, we will refer to the combined effect of all three sources as 

electrode contact noise.  

A common cause of electrode contact noise is insufficient conductive gel on the 

electrodes. This results in degraded conductivity between electrode and skin. When electrodes 

are exposed to the atmosphere, the gel evaporates over a certain period of time. For this reason, 
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electrodes are prone to deteriorated performance after their packaging has been compromised 

and must be used within days of opening their packaging. 

A comparison of a signal containing no electrode contact noise to a signal exhibiting 

moderate electrode contact noise can be seen in Figure 0-6.   

 

Figure 0-6 Comparison of ECG signals in absence and presence of moderate electrode contact 

noise. Left, ECG signal with negligible electrode contact noise. Right, ECG signal with moderate 

electrode contact noise. 

 

From experimental observations, we have found that proper hardware configuration can 

eliminate power line interference issues. If at any time power line interference is still observed, it 

can be reduced with a low-pass filter with corner frequency at 50 Hz or lower. Similarly, the 

effects of baseline drift and amplitude modulation due to respiration can be minimized by 

applying a 1Hz high-pass filter to the ECG signal. Electrode contact noise, however, has proved 

to be a much greater challenge to ECG signal analysis. The frequency content of this noise, while 

sometimes slightly higher than that of the ECG signal, often overlaps with the ECG signal 

frequency content. So, linear filtering techniques are insufficient to separate the noise from the 

underlying signal to emphasize the R wave for detection. 
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Thus, an algorithm for R wave detection must be accurate and robust to noise and 

inherent ECG signal variability. Many different methods have been developed to achieve this 

objective. Most R wave detection algorithms consist of two stages: the preprocessing stage, and 

the decision stage [6]. In the preprocessing stage, signal processing methods are applied to 

emphasize the R wave relative to both the T wave and noise. In the decision stage, R waves are 

identified from the preprocessed signal, and false positives are rejected. 

In one class of R wave detection algorithms, the derivative of the raw ECG signal is 

computed in the preprocessing stage in order to increase the amplitude of the R wave with 

respect to the T wave. The T wave can at times be similar in amplitude to the R wave. However, 

the R wave generally has higher frequency characteristics and thereby greater magnitude of 

derivative. Thus, in the resulting derivative signal, the amplitude of the R wave’s derivative is 

emphasized relative to that of the T wave. This method was implemented in [7], in which a rule-

based approach with amplitude as criterion was then used to identify R waves.  

Various filtering techniques have also been applied to derivative analysis methods (prior 

to the derivative computation), such as in [8] and [9]. Typically, a band-pass filter is applied. 

Here, the low-pass filter component reduces the influence of the T wave and baseline drift. The 

high-pass filter component reduces the influence of power line interference and, to a certain 

degree, electrode contact noise. Next, in both [8] and [9], after differentiation, a moving average 

is computed. In the decision stage, maximum slope values of the moving average are used to 

identify R waves. In [10], the Hilbert transform is applied after filtering and differentiation to 

create an envelope of the signal. Envelope peaks are then used to identify R waves. 

 Another class of R wave detection methods employs the use of the wavelet transform and 

singularity detection. These methods are based on the approach of [11] for singularity detection 
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using local maxima of wavelet coefficient signals. In [12], a method was developed in which 

local maxima were first located at a large scale, then nearby peaks were located at progressively 

smaller scales. The reasoning for this is that high-frequency noise decays at large scale, thus 

false positives due to high-frequency noise can be reduced by proceeding in this manner. The 

singularity of the maxima at each scale could then be computed, from which a decision is made 

as to the presence or absence of R waves. 

 Mathematical morphology filtering of the ECG signal to suppress noise and to emphasize 

R waves was introduced in [13] and [14]. Mathematical morphology is a methodology that 

quantitatively describes the geometrical structure of images or signals [15]. It consists of various 

morphological operations, which involve the interaction of a function of interest with another 

function that is simpler in nature (called the structuring element). The two basic morphological 

operations are erosion and dilation.    

The erosion e(n), of a function of interest h(n), of length N, by structuring element k, of length M 

(where N > M), is defined as [14]: 
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The dilation d(n), of h(n) by k is defined as [14]: 
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Erosion is a “shrinking” operation in that resulting values are always less than those of h(n). 

Dilation is an “expansion” operation in that resulting values are always greater than those of 

h(n). Two useful operations that build on this foundation are the opening and closing operations. 
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An opening operation is defined as erosion followed by dilation. A closing operation is defined 

as dilation followed by erosion.  

In [13], mathematical morphology was applied to reduce the influence of impulse 

artifacts and baseline drift. This was achieved by first opening the original ECG signal, then 

closing it. Next, the original ECG signal was first closed, then opened.  Finally the two resulting 

functions were averaged. This procedure has a nonlinear smoothing effect on the signal. In [14], 

mathematical morphology was used to emphasize R waves of the ECG signal. This was achieved 

by first opening the ECG signal, then closing it. Next, the resulting function was subtracted from 

the original signal. This procedure amplifies positive and negative peaks in a signal, thus 

emphasizing the R waves of the ECG signal.  

Empirical mode decomposition (EMD) analysis has also been applied towards R wave 

detection schemes. EMD consists of the decomposition of a signal into intrinsic mode functions 

(IMFs), where an IMF is a function that satisfies two conditions: 1) the number of extrema and 

number of zero crossings must either equal or differ at most by one, and 2) at any point, the 

mean value of the envelope defined by the local maxima and the envelope defined by the local 

minima is equal to 0 [16]. The decomposition is accomplished by a method known as sifting. In 

this procedure, a positive envelope is constructed by fitting a cubic spline to all positive local 

extrema in the signal. Similarly, a negative envelope is constructed using the negative local 

extrema. The mean of these two envelopes is computed, and subtracted from the original signal.  

This process is repeated until the conditions outlined above are met, resulting in an IMF. 

To compute the next IMF, the current IMF is subtracted from the original signal, and the sifting 

procedure is repeated. Sifting is then iteratively applied to the result of the current IMF 

subtracted from the previous IMF. The process terminates when the result after sifting is itself an 
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IMF (known as the first IMF), or until the amplitude of the remaining signal is sufficiently small 

for it to be considered negligible.  

In [17], EMD was applied to de-noise the ECG signal. This was achieved by first 

decomposing the signal into its IMFs. Then, a hard threshold minimum value was set at each 

IMF level (any values below the threshold were set to 0) to reduce noise. The clean signal was 

then reconstructed by summing the thresholded IMFs.  

 In [18], a multi-level rule-based approach was developed using the IMFs of the ECG 

signal. Again, the signal was decomposed into its IMFs. Then, a “detection” layer composed of 

the first three IMFs was used to identify initial R wave candidates with an amplitude-based peak 

detection method. False positives were minimized by using only the first three IMFs, which 

reduces the influence of noise. If the interval between two candidates was greater than a certain 

duration, it was concluded that there was a false negative in this period. A peak detection in this 

interval was then applied to a “leakage detection” layer, which was a signal composed of a 

subset of higher IMFs. Thus, the second layer serves to minimize false negatives by providing 

greater signal detail, allowing for detection of lower amplitude R wave peaks. 

 Additional R wave detection methods, including neural network techniques, genetic 

algorithms, maximum a posteriori (MAP) estimation, and matched filtering, are discussed in [6]. 

4.2 Methods 

In the current work, we introduce a novel preprocessing technique. This method 

sufficiently emphasizes the R wave, even in scenarios of noise, large amplitude T wave, or 

irregular waveform morphology, to allow for a simple, computationally efficient, rule-based 

decision stage. 

The complete R wave detection method is as follows: 
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1. Band-pass filter raw ECG signal 

2. Multiply filtered signal by its derivative 

3. Compute envelope of resulting function 

4. Identify R wave peaks in envelope 

5. Find corresponding peaks in filtered signal 

6. Determine onset of R wave in filtered signal 

4.2.1 ECG signal bandpass filtering  

 

 The signal is bandpass-filtered with cutoff frequencies at 1Hz and 30Hz to remove 

baseline drift and potential powerline interference, and to minimize electrode contact noise. 

Corner frequencies in the bandpass filter were chosen empirically, as they allowed for maximum 

separation of R wave from remaining signal when multiplied by the derivative. The filtered 

signal will hereafter be referred to as the function f(n). 

4.2.2 ECG signal multiplication by derivative  

 

The derivative of f(n), defined as r(n), is computed as: 
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As there is a phase shift between the signal and its derivative, the derivative is shifted 

backwards in time to best align with the signal. The shift size used here is 20ms, which was 

shown to provide optimal alignment of ECG signal and derivative.  

The original filtered signal is multiplied by its derivative, resulting in the function g(n): 

 ( ) ( ) ( )g n f n r n    (0.4) 

The emphasis of the R wave magnitude occurs here. As mentioned above, while in 

certain scenarios the T wave may be similar in amplitude to the R wave, the R wave typically has 
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a greater magnitude of its derivative. So, r(n) serves to increase the amplitude of the R wave with 

respect to the T wave in the envelope. Similarly, certain instances of noise will be of low 

amplitude, but relatively high frequency. In this case, f(n) serves to increase the magnitude of the 

R wave with respect to the noise in the envelope. 

Thus, a peak in the envelope of the g(n) indicates a region of the ECG with relatively 

large signal amplitude, along with relatively large derivative magnitude. This was found to be an 

accurate discriminator of R wave candidates. 

 4.2.3 Envelope computation 

 

An envelope of g(n) is computed by passing the absolute value of the function through a 

low-pass filter with a corner frequency of 8Hz. This corner frequency was chosen empirically, as 

it consistently produced only one peak per underlying R wave, and greatly emphasized the 

difference between R wave peaks and T wave/noise peaks. 

The envelope is divided by a normalizing coefficient calculated as the 98th percentile 

value of the envelope. This value, rather than the maximum value of the envelope, is used so as 

to minimize the effect of large artifacts in the normalization process. 

An envelope of f(n) is similarly computed, as this will be used in step 5. 

 4.2.4 Envelope peak detection  

 

An amplitude-based peak detection algorithm is used to identify peak candidates of the 

envelope of g(n). A minimum peak height that accurately distinguishes peaks representative of R 

waves from those representative of noise or T waves was found to be 50% of the normalization 

coefficient.  

To minimize the effect of false positives, the median amplitude of all peaks was 

computed. Any peaks below 50% of this median amplitude were removed, as it was shown 
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unlikely for a true peak to have an amplitude less than 50% of its surrounding peaks, even with 

inherent variation of R wave morphology and amplitude taken into account. These peaks were 

thus considered to represent noise or T waves. Similarly, any peak amplitudes greater than the 

median amplitude by a multiple of 5 were removed, as these peaks most likely represent artifacts 

of noise sources. A factor of 5 was chosen to still allow for identification of irregular R waves, 

such as premature ventricular contractions (PVCs), which can have an amplitude significantly 

larger than normal. PVCs occur when the ventricles depolarize and contract prematurely in the 

cardiac cycle sequence. This results in an R wave of unpredictable amplitude.  

Peaks occurring within a certain temporal threshold also need to be further examined for 

false positives. If two peaks occur within a time period that is sufficiently short, it is 

physiologically very unlikely that they both represent actual R waves. So, a minimum allowable 

interval can be established, and if two peaks occur within an interval shorter than this, it can be 

concluded that there is a false positive. In this scenario, the smaller amplitude peak is removed. 

As no further information about the peaks was known, the larger peak was found to more likely 

represent a true peak. An accurate threshold was determined to be a minimum RR interval of 

0.25s. Even in cases of extremely abnormal heart rate or rhythm, the RR interval was above this 

limit. So, this threshold allowed for removal of false peaks without sacrificing ability to detect 

true peaks in scenarios of abnormal heart rate/rhythm.   

4.2.5 Corresponding peak identification in filtered ECG signal 

 

 Peaks in the envelope of g(n) provide an estimate of the underlying R wave. However, 

greater accuracy of the true peak location can be achieved by identifying corresponding peaks in 

the envelope of f(n), the filtered ECG signal. So, around each peak location in the envelope of 

g(n), peak detection is performed in a narrow window on the envelope of f(n).    
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 4.2.6 R wave onset determination 

 

 As mentioned above, the R wave serves as a useful marker for segmentation of the ECG 

signal into individual heartbeat intervals. However, for the purpose of ECG-dependent PCG 

signal segmentation, the R wave peak itself is not the best starting point for a heartbeat frame. 

This is because the acoustic S1 event often begins prior to the R wave peak. Thus, if the R wave 

peak is used to segment the signal, the S1 events may be split between consecutive frames. The 

incomplete capture of acoustic events in a given heartbeat interval in the PCG signal limits the 

potential of many analysis systems. So, to ensure complete capture, the onset of the R wave, 

rather than its peak, can be used.  

 To estimate R wave onset, a backwards search is performed from the R wave peak in the 

envelope of f(n). Searching backwards from the peak, the last value above a certain threshold is 

determined to represent an estimate of the onset of the R wave. An accurate threshold here was 

found to be 50% of the envelope peak. 

4.3 Results 

Figure 0-7 demonstrates the application of our R wave detection method applied to a 

clean ECG signal. In panel (a), which shows the raw ECG signal, the R wave and T wave can be 

observed in each cardiac cycle. In panel (b), which shows the derivative of the filtered ECG 

signal, the amplitude of the T wave is greatly diminished due to its relatively low frequency 

content. Thus, when the signal is multiplied by its derivative, the R wave is emphasized relative 

to the T wave. This can be seen in the envelope of the function of the signal multiplied by its 

derivative (c). Here, R wave peak detection by amplitude criteria is straightforward (identified 

peaks are marked by squares). Using these peak locations, the corresponding nearby peaks in the 

envelope of the filtered ECG signal can be identified (d), marked by diamond shapes. The R 
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wave onset estimates can then be computed from the signal envelope, marked by solid red 

circles. Finally, the R wave onset locations are superimposed onto the filtered ECG signal in (e).  

The method also proved to be highly accurate in detecting R waves in several more 

challenging environments. Figure 0-8 depicts scenarios in which sole analysis of either the ECG 

signal or its derivative may fail to accurately detect R waves, while the analysis of the signal 

multiplied by its derivative yields improved performance.  The left plot displays an ECG signal 

with large T wave amplitude. In the middle plot, an ECG signal exhibiting both elevated T wave 

as well as PVCs is observed. The right plot shows an ECG signal with unusual morphology. In 

each case, the envelope of the filtered signal, shown in (d), has multiple prominent peaks per 

cardiac cycle, reflective of both R waves and T waves. So, applying a peak detection procedure 

to these envelopes to identify R waves would result in several false positives, due to the large T 

wave peaks. However, in the envelope of the signal multiplied by its derivative, there is only one 

prominent peak per cardiac cycle, representing the R wave. Thus, a peak detection method can 

identify the R waves with complete accuracy in each case.   

 

Figure 0-7 R wave detection process on clean ECG signal. a) Raw ECG signal b) Derivative of 

filtered ECG signal c) Envelope of function resulting from multiplying signal by its derivative, 

with detected peaks marked by squares d) Envelope of filtered signal, with detected peaks 
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marked by diamonds, and R wave onset marked by solid red circles e) Filtered ECG signal, with 

R wave onset marked by solid red circles 

 

 

Figure 0-8 R wave detection of various ECG signals. Left: ECG signal possessing large 

amplitude T waves. Middle: ECG signal exhibiting premature ventricular contractions (PVCs). R 

waves of PVCs are marked by red arrows. Right: ECG signal with unusual morphology. Plots a-

e display same traces as in Figure 0-7.  

 

Figure 0-9 further examines the ECG signal with unusual morphology. Here it can be 

seen that in this scenario, neither the envelope of the signal, nor that of the derivative of the 

signal, provide sufficient emphasis of R wave peaks. The signal is plotted in (a), and its envelope 

can be seen in (b). The envelope of the derivative is shown in (c), and the envelope of the signal 

multiplied by the derivative is displayed in (d). In the envelopes of the signal and the derivative 

((b) and (c), respectively), there are again multiple prominent peaks per cardiac cycle, which 

would result in inaccurate R wave peak identification. However, the envelope of the signal 

multiplied by its derivative contains only one prominent peak (the R wave peak) per cardiac 

cycle, thus allowing for accurate peak detection. 
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Figure 0-9 R wave detection for ECG signal with unusual morphology. a) Raw ECG signal. b) 

Envelope of filtered ECG signal (black) superimposed onto absolute value of filtered ECG signal 

(red). c) Envelope of ECG signal derivative (black), superimposed onto absolute value of ECG 

signal derivative. d) Envelope of ECG signal multiplied by its derivative (black), superimposed 

onto absolute value of ECG signal multiplied by its derivative.  

4.4 Conclusion 

In this section, an R wave identification architecture was proposed. First, a novel ECG 

signal preprocessing method was described. This greatly emphasizes the R wave relative to other 

components of the signal, such as noise and the T wave. Also, a decision-stage procedure was 

outlined that accurately identifies both R wave peaks and the onset of the R wave in the ECG 

signal. This R wave identification architecture demonstrated complete accuracy in various 

challenging environments.  

Based on the identified R wave locations, the ECG signal can be segmented into 

individual cardiac cycles, thus allowing for segmentation of the PCG signal as well. 

Segmentation of the PCG signal will be discussed in Chapter 6. 

 



` 

29 

 

5. PHONOCARDIOGRAM (PCG) SIGNAL NOISE SUPPRESSION 

5.1 Introduction 

As was the case with the ECG signal discussed in the previous chapter, the PCG signal is 

also susceptible to noise. This noise can come from a wide variety of sources, which can be 

classified into four general categories: involuntary subject activity, voluntary subject activity, 

external contact with sensor, and environmental noise.  

Involuntary subject activity includes involuntary physiological activity of the subject, 

such as respiratory and digestive sounds. Another common noise source in this group is the 

microscopic movement of tissue beneath the sensor, even with a seemingly motionless subject. 

This motion causes persistent fluctuations in the PCG signal that are usually of relatively low 

amplitude. If the cardiac signal strength is low, however, this noise can mask underlying cardiac 

events.  

Voluntary subject activity includes activity such as speech and subject motion. These 

noise sources will generally create large disturbances in the PCG signal. Similarly, external 

contact with the sensor housing by another object such as clothing or a hand can also produce 

large artifacts in the signal. 

  Environmental noise consists of all external sources of noise not involving the subject or 

the sensor. This may include non-subject speech, background music/television, and hospital 

equipment noise. With proper coupling of the sensor to the tissue, we have found this form of 

noise to have minimal effect on PCG signal quality, except for in extreme cases. 

 To achieve the highest quality PCG signal possible, it is best practice to perform 

recordings in a quiet environment on a subject at rest, and to refrain from contact with the sensor 

housing. However, even in such a scenario, noise due to involuntary subject activity is 
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unavoidable. In particular, we have found the noise due to microscopic tissue movement to have 

the greatest effect on signal quality. 

 Several approaches have been implemented in prior work to suppress noise in the PCG 

signal. One method used to suppress environmental noise is adaptive noise cancellation [19] [20] 

[21]. Here, two sensors are used, known as the primary input and the reference input. The 

primary input acquires the noisy heart sound signal, i.e. the clean heart signal corrupted by 

environmental noise. The reference input acquires only environmental noise. This reference 

signal is filtered, then subtracted from the primary input. The filter is designed to minimize 

differences between the primary input and the filtered reference signal. This is achieved using 

adaptive filtering, in which the filter coefficients are changed at each iteration to acquire a better 

approximation. The most commonly used adaptive algorithms for this purpose are Least Mean 

Squares (LMS) and Normalized Least Mean Squares (NLMS). 

  Another approach to PCG noise suppression is by wavelet transform. Wavelet de-noising 

consists of three main stages [22]: decomposition, thresholding, and reconstruction. In the 

decomposition stage, the discrete wavelet transform is applied to the noisy signal, yielding 

wavelet coefficients at various scales. Next, in the thresholding stage, a threshold is set at each 

scale, below which values are discarded, as these coefficients have been shown to mostly 

represent noise in the signal [23]. Finally, in the reconstruction stage, the inverse DWT is applied 

to the thresholded wavelet coefficients to reconstruct the de-noised signal. 

 A similar framework uses empirical mode decomposition (EMD) to de-noise the signal. 

EMD theory was discussed in Chapter 4. In EMD de-noising, the signal is first decomposed into 

its intrinsic mode functions (IMFs). At each IMF, a threshold is applied, below which values are 

discarded. Finally, the thresholded IMFs are then summed to reconstruct the de-noised signal. In 
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ensemble EMD approach (EEMD), multiple decompositions are performed, with the input of 

each being the original signal contaminated by a certain amplitude of white noise [24]. The 

resulting IMFs are then averaged to obtain one representative IMF at each level from the 

multiple trials. Thresholding and reconstruction are then applied on these IMFs. Wavelet and 

EMD de-noising have also been used sequentially on PCG signals to maximize noise 

suppression [25] [26] 

 An approach closely related to that which is implemented in the current work can be 

found in [27]. Here, a method widely used in speech signal noise suppression, known as the 

Short-Time Spectral Amplitude Minimum Mean Square Error (STSA-MMSE) estimator, is 

applied to the PCG signal. This method was first introduced in [28]. As STSA theory is the 

foundation of our algorithm as well, a brief background is provided here. 

 STSA estimation is part of a class of speech enhancement systems which focuses on 

estimating the short-time spectral amplitudes of an underlying “clean” speech signal, given a 

“noisy” speech signal. As the name suggests, these systems perform analysis on short-time 

moving windows, or frames, of the noisy signal, due to its nonstationary nature. These methods 

all build upon the concept of the noisy speech signal, y(n), being composed of the clean speech 

signal, x(n), and an additive noise signal d(n). 

( ) ( ) ( )y n x n d n        (0.5) 

 To analyze an individual frame, a windowing technique such as the Hamming or Hanning 

window is usually applied.  Taking the discrete-time Fourier transform (DTFT) of a frame, these 

components can be expressed in terms of their spectral amplitude and phase at each spectral 

component k: 

 
( (

X Dy x d
j k j k j k

k k kY e e e
     

       (0.6) 



` 

32 

 

As the phases of the clean signal and the noise signal are not known, these are replaced 

by the noisy signal phase. It has been shown that this replacement does not have a perceivable 

effect if the spectral SNR is sufficiently high [29]. We can then focus solely on the spectral 

amplitude. 
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It is the spectral amplitude kX  which we wish to estimate. Once this estimate, ˆ
kX , is 

computed, we can multiply by the phase of the noisy signal, and perform an inverse DTFT to 

reconstruct the de-noised signal. 

 In the MMSE estimator approach, an estimator is sought that minimizes the mean-square 

error between the estimated and true clean speech magnitudes in each spectral component k [29].  

   2ˆ{( ) }k ke E X X         (0.8) 

This estimator can be obtained by using a Bayesian MSE approach. The final form of this 

estimator, the derivation of which can be found in [28], can be expressed as: 
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And ( )oI   and 1( )I   are the modified Bessel functions of zero and first order. 
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The spectral gain function ( , )k kG   , where ˆ ( )k k k kX G Y   , can be expressed as: 

0 1( exp( )[(1 ) ( ) ( )]
2 2 2 2

k k k k
k k k k

k

v v v v
G v I v I


 


         (0.10) 

This gain is a function of the terms k  and k , which are referred to as the a priori and a 

posteriori SNRs, respectively. The a priori SNR can be viewed as the true SNR of the kth 

spectral component, and the a posteriori SNR can be considered the measured SNR of the kth 

spectral component after noise is added [29]. It is the computation of these SNRs that is the 

central element of the implementation of this method.   

To compute the a posteriori SNR for a given frame, one must know both the spectral 

magnitudes of the noisy speech kY  and the variance of the noise ( )d k  . However, the noisy 

signal only provides us with the former. So, the noise variance must be estimated. This can be 

achieved by examining portions of the noisy signal in which speech is not present, thus it can be 

assumed that only noise is present. In speech analysis, a short segment at the beginning of the 

signal is often selected to represent a noise-only interval, from which an initial noise variance 

estimate is computed. The noise variance estimate is then updated to include information from 

each frame that is determined to be noise-only. 

As the a priori SNR also cannot be extracted directly from the noisy signal, it as well 

must be estimated. In the decision-directed method [28], the a priori SNR of frame m is 

computed as a weighted average of a priori SNR of frame m-1 and a first estimate of the current 

a priori SNR: 

2ˆ ( 1)ˆ ( ) (1 )max[ ( ) 1,0]
( , 1)
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Where 0 1a   is a weighting factor, and 2ˆ ( 1)kX m   is the clean signal amplitude 

estimate from the previous frame. 

To reduce the effect of a phenomena known as musical noise that can result from small 

values of the a priori SNR, a minimum allowable value for the a priori SNR is often set [30].  

The a priori SNR and a posteriori SNR are used in equation (5) to compute the clean 

signal spectral amplitude estimate ˆ
kX , which is then multiplied by the phase of the noisy signal. 

Finally, the inverse DFT is performed to reconstruct the clean signal.  

Another estimator often used in speech signal noise suppression is the log-MMSE 

estimator [31]. While the MMSE estimator minimizes the mean-square error of the spectral 

magnitudes, the log-MMSE estimator minimizes the mean-square error of the log of the spectral 

magnitudes.  

The optimal log-MMSE estimator, the derivation of which can be found in [31], turns out 

to be: 

1ˆ exp{ }
1 2
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k k

k v

e
X dt Y
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        (0.12) 

( , )k k kG v Y  

Where ( , )k kG v  is the gain function of the log-MMSE estimator. This method has been 

shown to provide greater noise suppression without introducing distortion to the signal [29]. 

A concept later incorporated into these methods was speech presence uncertainty. In the 

original forms of STSA-MMSE and STSA-log-MMSE, it was implicitly assumed that speech 

was present at all times [29]. In reality, this is not the case. Thus, noise suppression models were 

developed to reflect this. These models compute the probability of speech being present at a 

given frequency, and incorporate this probability with the gain ( , )k kG v  to compute a final gain. 
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This probability, kP , can be found using Bayes rule, and after certain assumptions and 

manipulations [32], can be expressed as:     
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     (0.13) 

The final form of the log-MMSE estimator, with speech presence uncertainty, can be expressed 

as: 

1

min
ˆ ( ( ) )k kP P

k k k kX G v G Y 
       (0.14) 

Here, the first factor represents the log-MMSE estimator gain under assumption of 

speech presence, raised to the power of the probability of speech presence. (The probability term 

being in the exponential, rather than a multiplicative of the gain, is a result of minimizing the 

log-MMSE, rather than the MMSE.) The second factor here represents the gain under 

assumption of speech absence, raised to the power of probability of speech absence. 

Theoretically, the gain here would be 0, as there is no speech present. However, minG , a small 

number, is used here to reduce the effect of musical noise.  

While the STSA-MMSE and STSA-log-MMSE methods were originally derived for 

speech signal noise suppression, they can also be used for PCG signal noise suppression. In this 

application, the acquired (noisy) PCG signal is assumed to be composed of a clean PCG signal 

and an additive noise component. Thus, the same framework can be implemented to suppress 

this noise.  

PCG signal noise suppression using STSA-MMSE was performed in [27], with certain 

modifications made to optimize the method for PCG signals. The major adaptation here was in 

the initialization of the noise variance estimate. In speech, a short segment at the beginning of the 
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signal is often used for this initialization, as there is no further information about the location of 

noise-only frames. However, in [27], PCG and ECG signals were acquired synchronously. It was 

then assumed that a low level of activity in a region of the ECG signal would correspond to 

minimal cardiac activity in the PCG signal in that region. Thus, such a segment was located and 

used as a noise-only interval from which the noise variance was computed.   

5.2 Methods 

5.2.1 PCG signal bandpass filtering 

 

In the current work, prior to implementation of the STSA-log-MMSE noise suppression 

algorithm, a band-pass filter is first applied to the PCG signal to minimize noise outside the 

frequency band of interest. From our observations, we have found that a filter with a band-pass 

range of 25-100Hz provides a great degree of noise suppression while still preserving frequency 

characteristics of the S1 and S2 events. 

 

5.2.2 STSA-log-MMSE noise variance initialization 

 

Next, the STSA-log-MMSE noise suppression framework is applied to the PCG signal. A 

novel adaptation to optimize this methodology for PCG signals involves the initialization of the 

noise variance. In [27], the ECG signal was used to determine noise-only frames in the PCG 

signal, by identifying regions of low-level ECG activity. However, it is possible for S3 or S4 

sounds to occur in the PCG signal during these instances of low-level ECG activity. Thus, these 

regions do not guarantee noise-only frames in the PCG signals.  

So, a different approach to initialization of the noise variance was employed in the 

current method. First, using a moving window of duration 40ms, with 50% overlap, the RMS in 
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each window was computed. Next, the windows corresponding to the lowest 25th percentile of 

RMS values were identified, and determined to represent noise-only intervals. The decision to 

use the 25th percentile allowed for a sufficient number of windows to capture a complete 

representation of the noise. Further, it can still be considered a conservative threshold, in that it is 

highly unlikely that cardiac activity in the signal would comprise up to or greater than 75% of 

the signal duration. 

 The concept of speech presence uncertainty as applied to speech signals was also used in 

the current method on PCG signals. Here, rather than estimating the probability of speech in a 

given frame, we are estimating the probability of cardiac activity, which we define as any 

acoustic activity emanating from the heart.  

 

5.2.3 STSA-log-MMSE noise suppression of PCG signal  

 

The procedure then is as follows- on the noisy PCG signal, apply 40ms moving windows, 

with 50% overlap, and in each frame: 

1. Apply Hamming window to noisy signal  

2. Compute spectral amplitude and phase of noisy signal using FFT  

3.  Compute a posteriori SNR ( k ) in each frequency bin 

4. Estimate a prior SNR ( )k in each frequency bin  

5. Compute gain under cardiac activity ( , )k kG v  using log-MMSE estimator with 

a priori and a posteriori SNRs 

6. Compute probability of cardiac activity kP    

7. Compute final gain (eq. (0.14)) 
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8. Multiply noisy signal spectral amplitudes in each frequency bin by 

 corresponding gain 

9. Multiply post-gain spectral amplitudes by noisy signal phase 

10. Reconstruct noise-suppressed signal using IFFT 

5.3 Results 

Figure 0-10 demonstrates the capability of our PCG signal noise suppression method. In 

a), a PCG signal with considerable noise is shown, with its spectrogram displayed in b). From 

the spectrogram, it can be observed that the noise spans the entire frequency band of interest (25-

100Hz). Thus, suppressing this noise without distorting the signal during cardiac activity is a 

challenging objective. However, after applying the STSA-log-MMSE estimator under cardiac 

activity uncertainty, the noise is greatly reduced in the de-noised spectrogram (c); further, the 

frequency characteristics of the cardiac events are preserved. In the reconstructed de-noised 

signal (d), the SNR is greatly improved in comparison with the original signal.   

 

Figure 0-10 PCG signal noise suppression. a) Original signal b) Spectrogram of original signal c) 

Spectrogram of de-noised signal d) De-noised signal 
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5.4 Conclusion 

Though the quality of a PCG signal can be compromised due to various noise sources, the 

application of a powerful noise suppression scheme can greatly reduce the presence of this noise, 

while still preserving the characteristics of the underlying cardiac activity in the signal. Here, we 

implement a framework with origins in speech signal noise suppression, to which we have 

applied novel adaptations designed specifically for PCG signals. The resulting method produces 

an enhanced signal that allows for greater accuracy in signal segmentation, a topic that will be 

discussed in the next chapter. 
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6. PCG SIGNAL SEGMENTATION 

6.1 Introduction 

The major objective of most PCG signal analysis systems is to assess some aspect of 

cardiac function. To achieve this, PCG signal analysis typically consists of three main stages: 

segmentation, feature extraction, and classification/regression. This section will discuss the 

segmentation stage, in which the cardiac acoustic events are detected and labeled. Then, the PCG 

signal is decomposed into individual cardiac cycles with corresponding events attributed to the 

cycle in which they occur. These events may include the S1, S2, S3, and S4 sounds, as well as 

murmurs. The origins of these events are discussed in Chapter 2. In the current work, we focus 

mainly on the fundamental heart sounds, S1 and S2. We have found these events to possess the 

critical information needed for our objective of estimating ejection fraction (EF) via analysis of 

PCG signals. 

There are two methods of PCG signal segmentation. In direct segmentation, the PCG 

signal is segmented by sole examination of the PCG signal itself, without any complementary 

information from a synchronous ECG signal. Generally, in this approach, there is first a 

detection stage, in which an event detection method is applied to locate heart sounds. Here, 

signal processing methods are applied to emphasize regions of cardiac activity in the signal. 

Then, a decision method is applied to identify heart sounds based on certain predefined criteria.  

Next, in the labeling stage, the sounds are labeled as one of the types described above. 

Quite often, this stage focuses mainly on the S1 and S2 sounds. Here, the interval duration 

between successive events, as well as characteristics of the events themselves, may be used to 

identify which group a certain event belongs to. As described in Chapter 2, the interval between 

S1 and S2 of the same cardiac cycle is the systolic interval, and the interval between S2 of one 
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cardiac cycle and S1 of the next cardiac cycle is the diastolic interval. However, in direct PCG 

segmentation, it is unknown a priori where the breakpoints of each cardiac cycle lie. Thus, when 

presented with two consecutive events, in can be challenging to determine whether they 

correspond to the S1 and S2 events of the nth cardiac cycle, or the S2 event of the nth cycle, and 

the S1 event of the n+1th cycle.  

Finally, in the decomposition stage, the PCG signal is decomposed into individual cardiac 

cycles, with the corresponding events and intervals between events occurring during each cycle 

attributed to it. This allows for analysis of each cardiac cycle individually.  

An early approach to direct segmentation can be found in [33]. In the detection stage of 

this method, the PCG signal was first normalized by its maximum absolute value. The Shannon 

energy of the normalized PCG signal was computed as: 

 
2 2logE x x           (0.15) 

 The Shannon energy operator was chosen because it emphasizes medium amplitude 

values, and attenuates small amplitude values more than large amplitude values [33]. A moving 

average of this energy signal was computed to produce an envelope, which was normalized by its 

standard deviation. The resulting signal then featured peaks from which the occurrences of heart 

sounds were determined, using criteria based on amplitude and width of the peaks. 

In the labeling stage, the duration of the interval between successive events was used to 

label events as S1 or S2. This was based on the assumption that the longest interval between 

events of a recording is the diastolic period. Once the longest interval has been identified as 

diastole, the preceding and successive intervals can be labeled accordingly. Any interval whose 

actual duration was more than a threshold value difference from the expected duration was 

discarded. 
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This framework was modified in [34], in which the original signal was first decomposed 

using wavelets. Specifically, a fifth level discrete decomposition using a sixth order Daubechies 

mother wavelet was performed. The coefficients of the first three levels were discarded, and the 

signal was reconstructed using the remaining coefficients. This was done to emphasize the 

frequency band in which the S1 and S2 events occur. Subsequently, the detection and labeling 

stages described above were performed.  

A similar approach is presented in [35]. Here, the PCG signal was divided into non-

overlapping segments of 10ms, upon each of which the following energy calculation was 

performed: 

2

1

N

i

i

E x


                 (0.16) 

where N is the number of samples in each time window. 

A hard threshold was then applied to the resulting energy signal (below which all values 

were set to 0). The threshold value was determined as 30% of the average maximum of energy 

peaks in one cardiac cycle of duration T. The cardiac cycle duration was computed by 

performing an autocorrelation on the PCG signal. On a periodic PCG signal, this produces a 

dominant peak in the autocorrelation signal that is approximately one cardiac cycle duration 

away from the midpoint. 

Next, labeling of S1 and S2 peaks was based on the following assumptions: 1) the 

duration of the diastolic interval is greater than the systolic interval, 2) the systolic interval 

remains constant as compared to the diastolic interval, and 3) the minimum duration of systole is 

approximately 30% of the cardiac cycle duration. Using these assumptions, a rule-based search 

was performed on a moving window of size T to identify peaks as corresponding to S1 and S2.  
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In [36], an envelope of the PCG signal, ( )x n , was computed using the Hilbert transform 

as: 

( ) | ( ) [ ( )] |z n x n j h x n        (0.17) 

where ( )h   denotes the Hilbert transform. The Hilbert transform itself is computed by first 

taking the discrete Fourier transform (DFT) of ( )x n , denoted ( )X k . The Hilbert transform in 

frequency domain is then: 

 
( ) sgn( )sgn( ) ( )

2

0,1,..., 1

N
H k j k k X k

k N

   

 

    (0.18) 

where N is the length of the signal. Finally, the Hilbert transform in time domain can be 

obtained by computing the inverse DFT of ( )H k .  

 Next, the Shannon energy of this envelope was computed to suppress small amplitude 

components of the signal. Systolic and diastolic intervals were again labeled based on inter-peak 

interval durations, assuming diastole to be longer than systole. Finally, S1 and S2 events were 

labeled accordingly using the diastolic and systolic markers. 

While labeling methods based on inter-peak durations can achieve great accuracy in ideal 

settings, there are certain scenarios in which performance may be degraded. One such scenario is 

a highly variable heart rate, as is observed in conditions such as atrial fibrillation and atrial 

flutter, or the presence of premature ventricular contractions. In these cases, the diastolic period 

can vary greatly from one cardiac cycle to the next. Thus, a method relying on the diastolic 

interval maintaining consistency may prove inaccurate. A second physiological challenge is that 

of elevated heart rates, for which we have found the systolic and diastolic periods to be of 

comparable duration at times. Here, a method assigning events based on the assumption of 

diastole always being longer than systole could fail.  
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 Figure 0-11 shows an a) ECG signal and b) PCG signal for a subject with atrial 

fibrillation. The systolic periods are marked with diamonds, and the diastolic periods are marked 

with stars. While the systolic periods remain relatively constant, the diastolic periods vary 

significantly. Further, for the cardiac cycle beginning around 1.5s, the systolic and diastolic 

periods are of comparable duration. This PCG signal would prove quite challenging to segment 

using the framework described.  

Another problematic case is that of a false positive or negative detected event. A false 

positive here could be due to an artifact in the signal, resulting from a brief episode of subject 

speech, motion, or other activity. A false negative may be due to instances of low SNR. Either of 

these would in turn lead to inaccurate diastolic and systolic interval computations, and thereby 

inaccurate labeling of events.   

 

Figure 0-11 ECG and PCG signals of subject with atrial fibrillation. a) ECG signal b) PCG 

signal. Systolic periods are marked with stars, diastolic periods marked with diamonds. 
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A method that does not rely on assumptions of diastolic and systolic durations can be 

found in [37]. Here, deep neural networks (DNN) were used to label events as S1 or S2 based 

solely on acoustic features. Neural networks will be described thoroughly in Chapter 8. Briefly, 

neural networks are mathematical models that consist of an input layer, an output layer, and at 

least one hidden layer. A deep neural network contains several hidden layers. A hidden layer 

consists of interconnected nodes, or neurons, which exhibit nonlinear relationships with their 

inputs and each other. The input layer provides information to hidden layers, which produce 

outcomes in the output layer. 

In [37] , the inputs to the DNN were based on Mel-frequency cepstral coefficients 

(MFCC) extracted from heart sounds. MFCC feature extraction has been demonstrated to be 

effective in speech recognition, speaker recognition, and other acoustic pattern recognition tasks 

[37].  MFCC computation involves mapping frequency components of a signal to a 

representation better suited for human perception. Subsequent features can also be computed 

from these MFCCs to describe their dynamic behavior.  

 To train the DNN, a collection of PCG signals were manually segmented, and the MFCC-

based features for S1 and S2 extracted. To test the DNN, a detection stage similar to that of [33] 

was first implemented to identify heart sounds in PCG signals. Next, the MFCC-based features 

were extracted and provided as inputs to the DNN, which then labeled the events as either S1 or 

S2. While this approach proved quite accurate on the testing set (>91%), the training set 

consisted of only 11 males and 5 females, and did not specify if any abnormal conditions were 

present. Thus, a more robust training set may be required to achieve accuracy in a diverse 

population of healthy and afflicted subjects.  
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 The second major approach to PCG signal segmentation, known as indirect 

segmentation, utilizes complementary information from a synchronously acquired ECG signal to 

guide the segmentation process. This approach was implemented in [38]. Here, the instantaneous 

energy (IE) of the ECG signal was computed to serve as a signal envelope. First, the Hilbert 

transform was applied to the ECG signal, yielding ( )z n . Next, the instantaneous energy ( )E n  

was computed as: 

 
2( ) ( )E n z n   (0.19) 

This same procedure was performed on the PCG signal to obtain its IE. Peaks in the ECG IE 

signal were detected, corresponding to the R wave and T wave of each cardiac cycle. A search 

was performed on a narrow window immediately following the R wave peak locations to identify 

S1 peaks in the PCG IE signal. A similar search was performed around the T wave peak 

locations to identify S2 peaks.  

 In [39], a similar method was implemented; here however, peak detection was applied to 

the Shannon energy envelope of the ECG and PCG signals rather than the instantaneous energy 

envelope. 

 A drawback of this kind of approach is the potential of low-amplitude T waves which 

may not be identifiable in the envelope. Further, assumptions have to be made in the labeling of 

R and T waves in the ECG segmentation. This again may be reliant on the relative durations of 

systole and diastole, which as discussed earlier, can be problematic in scenarios of elevated or 

abnormal heart rates.  
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6.2 Methods 

In the current work, a novel direct segmentation framework is implemented. This method 

utilizes short-time periodicity of the ECG and PCG signals, a property that exists even in cases 

of abnormal heart rate. To ensure periodicity, the PCG signal is analyzed in segments containing 

two consecutive cardiac cycles. Assuming the systolic intervals of consecutive cardiac cycles are 

consistent (which we have found to be the case, even in conditions of arrhythmia), performing 

correlation method analysis on such a segment allows for accurate detection and labeling of S1 

and S2 sounds.  

 

6.2.1 PCG signal envelope processing 

 

Prior to such analysis, the first step in our segmentation process is performing the PCG 

signal noise suppression algorithm outlined in Chapter 5, which greatly emphasizes the S1 and 

S2 events relative to noise in the signal. Next, two envelopes of the noise-suppressed signal are 

computed. For both of these, the absolute value of the signal is computed, and low-pass filters 

are applied to produce envelopes. The corner frequencies of the low-pass filters are 10 and 15Hz, 

and the resulting envelopes are denoted the low-frequency and high-frequency envelopes, 

respectively. 

Additional signal processing methods are then applied to the low-frequency envelope. The 

envelope values are first normalized by the maximum. Next, a hard threshold (= 0.025) is applied 

to eliminate low amplitude noise. Then, the quadratic root of the resulting envelope values,

normenv , is computed, to yield the final low-frequency envelope: 

 
0.25

final normenv env   (0.20) 
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The purpose of the quadratic root is to create an envelope with comparable peak 

amplitudes for all S1 and S2 events, even if there may be significant disparity between their 

amplitudes in the original signal. This becomes critical in the correlation method analysis to be 

performed. The enveloping procedure can be seen in Figure 0-12. Here, panel a) shows the 

noise-suppressed PCG signal, and panels b) and c) show the low- and high- frequency envelopes, 

respectively. The high-frequency envelope preserves greater resolution from the original signal, 

due to the presence of higher frequency components. The low-frequency envelope, meanwhile, 

exhibits peak amplitudes that are more comparable to each other than those in the original signal 

and the high-frequency envelope. 

 

6.2.2 PCG signal frame-by-frame segmentation 

 

Once the envelopes have been created, they are analyzed in segments each corresponding 

to two consecutive cardiac cycles. The endpoints of these segments can be extracted from the 

ECG segmentation performed previously. The segments are overlapping, such that the second 

cardiac cycle in one segment becomes the first cardiac cycle in the next segment. Thus, all 

cardiac cycles apart from the first and last are analyzed twice. This redundancy increases 

detection rate of S1 and S2 events.  
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Figure 0-12. PCG signal enveloping procedure. a) PCG signal b) Low-frequency envelope c) 

High-frequency envelope 

  

  As described in Chapter 3, our current system contains four sensors, attached to the 

aortic, pulmonic, tricuspid, and mitral auscultatory positions. The PCG segmentation framework 

utilizes information from all four sensors simultaneously to maximize accuracy in detecting and 

labeling S1 and S2 events in each sensor.  

 For each segment, the following analysis is performed: 

1. Estimate period of first cardiac cycle, and compute strength of periodicity 

2. Estimate locations of S1 events 

3. Estimate locations of S2 events      

4. Perform narrow searches around S1 and S2 location estimates to identify actual 

locations  

6.2.3 Cardiac cycle period estimation and strength of periodicity computation 

 

To estimate the period of the first cardiac cycle in the segment, the autocorrelation ( )a n  of 

the low-frequency envelope for each sensor is first computed. An autocorrelation is performed 
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by computing the correlation of a time series with versions of the same time series in which 

various lags have been introduced. Correlation here involves computing the dot product between 

two time series. For a discrete time series of (even) length N, the lags range from values of L = –

N+1 to +N-1, creating an autocorrelation time series of length 2N-1. This can be viewed as 

taking a “copy” of the original time series, moving the copy over the original from left to right 

(creating a lag), and computing the dot product of the original with the overlaid copy (i.e. lagged 

time series) at each timepoint.  Peaks in the autocorrelation time series reflect timepoints where 

the correlation of the original and lagged time series have a local maximum. In a periodic signal, 

such peaks occur when the lag is equal to multiplies of the period of the signal, creating local 

maximum alignment of the original and “copy”. The largest such peak will be located at L = 0, 

when the original and copy are perfectly aligned. This corresponds to the timepoint n = N of the 

autocorrelation time series. The autocorrelation series is normalized by the value at this 

timepoint to reduce the effect of sensor gain in further analysis; thus, the autocorrelation series 

( )a n will have a range of 1 ( ) 1a n   . This normalization also allows for the same thresholds to 

be used across all signals with regards to autocorrelation characteristics. 

In the analysis of the segment described here, featuring two consecutive cardiac cycles, 

peaks in the autocorrelation will also arise when the S1 and S2 events of one cardiac cycle in the 

original align with the S1 and S2 events of the other cardiac cycle in the lagged time series. If the 

two cycles are identical, one such peak will occur at the timepoint n = N+T, where T is the 

period of the first cardiac cycle. While no two cardiac cycles will be identical, the processing 

methods applied to the low-frequency envelope bring the events occurring in the consecutive 

cycles to comparable amplitude to enhance this peak. If this peak can be identified, an estimate 

of the period of the first cardiac cycle can be determined.  
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Importantly, if both S1 and S2 events are observed in the segment, other sets of peaks will 

be produced in the autocorrelation time series. These correspond to the following scenarios: 

1) Both S1 events of the original time series aligning with both S2 events of the lagged time 

series. Such a peak will occur at n = N+S, where S is the interval between S1 and S2, i.e. the 

systolic interval.  

2) The first S2 event of the lagged time series aligning with the second S1 event of the 

original time series. Such a peak will occur at n = N+D, where D is the interval between an S2 

and the successive S1, i.e. the diastolic interval. 

3) The first S1 event of the lagged time series aligning with the second S2 event of the 

original time series. Such a peak will occur at n = N+T+S, as this reflects one full cardiac cycle, 

along with a systolic interval. 

Figure 0-13 demonstrates these concepts. Panel a) shows a PCG signal segment of two 

consecutive cardiac cycles. Panel b) shows the corresponding low-frequency envelope. Panel c) 

shows the autocorrelation of the low-frequency envelope. The largest peak here appears at n = N. 

The four peaks occurring after n = N correspond to the scenarios described above.  (Note the 

difference in scaling in the x axis between panels a-b and panel c.) 

As peaks corresponding to both the systolic period and the cardiac cycle period are observed 

in the autocorrelation, it is important to correctly identify the peak corresponding to the cardiac 

cycle period in this step. Certain assumptions can be made to guide this. For example, one can 

determine the third peak after the midpoint (n > N) to represent the cardiac cycle period. 

However, in the case of noise, there may be additional peaks present. Also, in the scenario in 

which the S2 event is of low amplitude/not observed, there may be no systolic/diastolic period 

peaks present, wherein the first peak may actually correspond to the cardiac cycle period.  
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Therefore, additional information is necessary to accurately identify the cardiac cycle 

period. Fortunately, from the ECG segmentation, we have the start and endpoints of the cardiac 

cycle. Using this interval as an estimate, we can perform a narrow search in the autocorrelation 

around this value to identify the PCG cardiac cycle period. Of course, as discussed earlier, the 

ECG cardiac cycle duration and PCG cardiac cycle duration are equivalent, as they represent the 

same underlying cardiac activity. So, one could just initially use the ECG cardiac cycle duration 

as the period here. However, locating a cardiac cycle period peak in the autocorrelation also 

provides additional information about the strength of the periodicity. The peak prominence can 

be used as a quantitative measure of how periodic the signal is.   

 The peak prominence here is computed by identifying the amplitude of the peak, as well 

as the amplitudes of the adjacent valleys. Then, the prominence is equal to the difference 

between the peak amplitude and the mean of the valley amplitudes: 

 1 2

2

v v
p

A A
prom A


    (0.21) 

 Where pA  is the amplitude of the peak and 1 2,v vA A  are the amplitudes of the valleys.    

 A relatively small peak prominence value here signifies low strength of periodicity. As 

the PCG segment has been extracted in a manner designed to ensure periodicity, low strength of 

periodicity indicates poor signal quality, likely due to low signal strength, noise, or artifacts.    



` 

53 

 

 

Figure 0-13 PCG signal segment, low-frequency envelope and autocorrelation of consecutive 

cardiac cycles. a) PCG signal segment of consecutive cardiac cycles b) Low-frequency envelope 

of corresponding segment c) Autocorrelation of low-frequency envelope. Peaks are labeled by 

the corresponding intervals represented. (Note the difference in scaling in the x axis between 

panels a-b and panel c.) 

 

 The peak prominence value for each sensor is thus examined, and serves as a form of 

quality metric for the segment. (Quality metric analysis will be discussed in more detail in 

Chapter 12.) The greatest peak prominence value above threshold is determined to represent the 

highest quality signal in this segment, and its corresponding cardiac cycle period is selected as 

the period estimate for this segment.  

 

6.2.4 Estimation of S1 peak locations 

 

After performing the autocorrelation analysis, an estimate of the cardiac cycle period is 

found. However, the locations of S1 and S2 events are still undetermined, as the phase of the 

signal (with respect to the beginning of the segment) is unknown. To compute this phase, another 
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correlation method approach can be used. Here, the correlation between the low-frequency 

envelope and a specifically designed function is computed. This function ( )f n , is defined as: 

 
1 1,

( )
0

n T
f n

else

  
  

 
  (0.22) 

 where T is the cardiac cycle period estimate.  

The motivation for designing this function in this manner is as follows. We know the cardiac 

cycle period estimate of this segment, T, from the previous step. We can then expect two S1 

peaks in the low-frequency envelope, with a period of duration T between them. From this, we 

can design a function, ( )f n , with two peaks at this interval, to represent an initial estimate of S1 

peak locations in the segment at n = 1 and T. However, it is very unlikely that the S1 peaks occur 

at these locations.  To determine where they actually occur, we can perform a correlation of this 

function with the low-frequency envelope. A peak in the correlation series will occur when the 

envelope best aligns with ( )f n . The lag corresponding to this peak indicates the phase of the 

envelope with respect to ( )f n . As the phase of ( )f n = 0, we can then compute the phase, P, of 

the envelope signal. Finally, we can then estimate the S1 locations to be at n = P and P + T.  

While there may be multiple peaks in the correlation time series, we can expect the peak 

corresponding to the S1 phase to occur within a certain interval from the midpoint of the series. 

The midpoint here corresponds to lag L = 0, meaning the two series are aligned in time. If ( )f n  

is being shifted across the envelope in the correlation procedure, increasing lag values indicate 

alignment of ( )f n  with future values of the envelope; that is, there is a positive phase difference 

of the envelope with respect to ( )f n .  The extraction method of the PCG segment was designed 

in a manner such that the S1 peak in the correlation should occur at a relatively small value of 

such a positive phase difference. Specifically, the PCG segment was extracted such that the R 
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wave of the corresponding ECG signal occurs shortly after the start of the segment. In turn, the 

S1 event of the PCG occurs shortly after the R wave of the ECG. Thus, it can be concluded that 

the first S1 event should occur near the start of the segment, with a slight positive phase 

difference with respect to this start. Therefore, the interval within which the S1 peak in the 

correlation series is expected to occur can be bounded. With the midpoint of the correlation 

series corresponding to n=N, we use an interval of 
4

TN n N   to search for the S1 peak, 

where T  is the cardiac cycle period. 

 Figure 0-14 demonstrates this process. Here, the function ( )f n is shown in panel a). The 

function contains pulses at n = 1 and T, the cardiac cycle period. Panel b) shows the low-

frequency envelope. Panel c) shows the cross-correlation between ( )f n and the low-frequency 

envelope. The interval 
4

TN n N    is marked with dashed lines. The peak occurring within 

this interval is selected as the peak representative of the S1 event, and the lag, P , corresponding 

to this peak is the location estimate of the first S1 event in the low-frequency envelope segment. 

However, before proceeding, the prominence of this peak is computed. If this value is below a 

threshold (< 0.3), the signal is determined to be of low periodicity/quality, and analysis for the 

current sensor for this segment is terminated. Also, the signal quality metric (from the previous 

step) for this sensor for this segment is set to 0. If the peak prominence is equal to or greater than 

the threshold, analysis continues, and the estimate of the second S1 event in the envelope 

segment is computed as P T , as this event can be expected to be located one cardiac cycle 

period away from the first S1 event.  

 This sequence is performed for all four sensors on the current segment, yielding four 

peak prominence values. The S1 peak location estimates from the sensor with the greatest peak 

prominence are selected as the final estimates of low-frequency envelope S1 locations. 
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Figure 0-14 Cross-correlation method of estimating S1 locations. a) Function ( )f n  b) Low-

frequency envelope of PCG signal segment c) Cross-correlation of ( )f n with low-frequency 

envelope. S1 peak search interval marked with dashed lines. 

 

6.2.5 Estimation of S2 peak locations 

 

To estimate S2 locations in the current segment, the high-frequency envelope is analyzed. 

This envelope is used here as it provides superior performance over the low-frequency envelope 

in identifying S2 peaks in scenarios of low amplitude S2 events or short systolic interval. In 

these cases, there may be small and/or rapid fluctuations in the signal that are not well captured 

by the low-frequency envelope. 

Thus, the autocorrelation of the high-frequency envelope is computed, and a peak 

representative of the S2 event is sought. As described in the previous step, this peak will occur 

near n = N+S, where S is the systolic interval. The systolic interval is a segment of the cardiac 

cycle period, T, thus by definition S < T. From our observations, we have found the systolic 

interval to be well-bounded by the range 0.2 0.55T S T  . In the autocorrelation series, then, we 

can expect an S2 peak to occur in the interval 0.2 0.55N T n N T    . For each sensor, a 
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search is performed over this interval for the peak of greatest prominence. The maximum of the 

individual sensor peak prominences is then identified. If this value is equal to or greater than a 

threshold ( 0.1 ), the corresponding systolic interval S is selected as representative of the 

segment. If it is smaller than threshold, no S2 peaks will be analyzed in this segment. Once S has 

been determined, the actual S2 peak locations can be approximated. As the S1 locations were 

estimated to occur at t = P and P+T, the S2 locations are estimated to occur at t = P+S and 

P+T+S. The S2 peak estimation process is shown in Figure 0-15.    

 

Figure 0-15 Autocorrelation of high-frequency envelope segment for systolic interval estimation. 

a) PCG signal segment b) High-frequency envelope c) Autocorrelation of high-frequency 

envelope. Dashed lines represent boundaries of 0.2 0.55N T n N T    . 

 

6.2.6 S1 and S2 peak identification from peak location estimates 

 

 Once the locations of the S1 and S2 estimates have been determined, these 

approximations are first used to find peaks in the low-frequency envelope. Around each peak 

location, a narrow search is performed to identify a corresponding peak in the low-frequency 
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envelope. Next, a narrow search is performed on the high-frequency envelope around the low-

frequency peak locations to find corresponding peaks.  

6.2.7 False Event Removal 

 

The result from the previous step is an array of S1 peak locations and an array of S2 peak 

locations (representing underlying S1 and S2 events) in the high-frequency envelope for each 

PCG signal. Next, these arrays have to be examined for falsely identified peaks. False peaks can 

arise due to noise/artifacts in the signal caused by subject motion, speech, and other activity.  

Timing properties of the events are used to detect such false peaks. As mentioned before, 

while the diastolic period can vary in cases of abnormal heart rhythm, the systolic period 

(interval between S1 and S2) has been observed to remain constant. Similarly, the duration 

between the R wave peak of the ECG and the corresponding S1 peaks has been observed to be 

constant as well. This then also indicates a constant period between the R wave peak and the 

corresponding S2 peaks.   

To utilize this information, the mean duration between S1 peaks and corresponding R wave 

peaks is computed. Each peak is then examined to determine the relative difference between its 

duration and the mean. If this difference is greater than a certain threshold (50ms), the peak is 

determined to be a falsely identified peak, and is disregarded. S2 peaks are then analyzed in a 

similar manner.  

Another property used to identify false events is event duration. Event duration is computed 

by performing backward and forward searches to determine endpoints of the event. The 

endpoints are defined as the locations at which the amplitude of the high-frequency envelope is a 

certain percentage (60%) of the event peak amplitude. This is a rather conservative threshold, 

which was chosen to minimize the influence of noise. With this threshold, we have found an 
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accurate range for true event durations to be between 20-250ms. Any events whose durations fall 

outside of this range are concluded to be falsely identified, and are disregarded.  

6.2.8 Individual cardiac cycle segmentation 

Finally, for subsequent analysis of individual cardiac cycles, the signal is decomposed into 

such intervals. In each cycle, the location of the R wave and the endpoints of the S1 and S2 

events are stored.  

6.3 Results 

Figure 0-16 displays the result of the PCG segmentation process for two consecutive 

beats. Here, the endpoints of the S1 events are represented by black markers, and the endpoints 

of the S2 events are represented by red markers in the PCG signal (a). The initiation of the 

corresponding QRS complexes for each beat are represented by blue markers in the ECG signal 

in (b).  

In this scenario, in which the S1 and S2 peaks are of comparable amplitude, the 

segmentation process is straightforward. A more challenging scenario is one in which the 

amplitudes of the S1 and S2 peaks are significantly different. Both cases of this are 

demonstrated in Figure 0-17, with S1 peak amplitudes larger than S2 shown in the left plot, and 

S2 peak amplitudes larger than S1 shown in the right plot. The differences in peak amplitudes 

would pose a great challenge to a method relying solely on amplitude criteria of the PCG signal 

envelope to identify peaks.  
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Figure 0-16 PCG signal segmentation. a) PCG signal with S1 event endpoints represented by 

black markers, and S2 event endpoints represented by red markers. b) Corresponding ECG 

signal, with initiation of QRS complexes represented by blue markers. 

 

 There are two features of the current method that enable greater segmentation accuracy in 

these cases. The first is the processing of the low-frequency envelope, specifically the 

computation of the quadratic root. This emphasizes smaller magnitude peaks so that they become 

more comparable to larger magnitude peaks. The second feature is the reliance on correlation 

criteria to determine peak locations, rather than amplitude. This provides more information in 

determining presence or absence of an underlying event, as it utilizes knowledge of the 

periodicity of the event candidate. If, for example, there are low amplitude S2 events occurring 

in successive cardiac cycles of a PCG signal, a corresponding peak in the correlation transform 

will be observed. This correlation peak then indicates an increased probability that the current 

event candidate is a true S2 event, rather than noise. On the other hand, if relying solely on 

amplitude to determine validity of event candidates, there is less basis for discriminating between 

a low amplitude S2 event and noise. 
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Figure 0-17 PCG signal segmentation with varying S1 and S2 event peak amplitudes. Left: PCG 

signal with S1 peak amplitudes larger than S2. Right: PCG signal with S2 peak amplitudes larger 

than S1. 

6.4 Conclusion 

 In this chapter, a novel method for PCG signal segmentation is described. This method 

performs signal processing methods to create an envelope of the signal that emphasizes S1 and 

S2 events. It also utilizes the short-term periodicity of the PCG signal to allow for correlation 

method analysis to guide in the identification of these events. Further, it fuses information from 

multiple synchronously-acquired PCG signals to increase identification accuracy. Finally, it 

decomposes each PCG signal into individual cardiac cycles with corresponding identified S1 and 

S2 events. This allows for extraction of event features, which provide a representation of the 

underlying cardiac dynamics of the PCG signals. This feature extraction process will be 

discussed in the next chapter. 
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7. PCG SIGNAL FEATURE EXTRACTION 

7.1 Introduction 

 An acoustic signal acquired from a complex dynamical system such as the heart contains 

an incredible amount of information. In order to effectively analyze the signal to gain a deeper 

understanding of the system, an accurate low-dimensional representation of the signal must be 

developed. To achieve this, quantitative properties of the signal, or features, must be extracted. 

The extracted features can then be used as input for a classification or regression scheme. In 

classification, a decision is made in which the system is determined to be a member of one of 

several classes. In regression, a quantitative value is produced which reflects some measure of 

the function of the system. For accurate classification or regression, the features must possess 

discriminatory information that allows for differentiation between different classes or degrees of 

function. Stronger features, in regards to their higher correlation with these different classes or 

degrees of function, allow for greater predictive power in classification or regression.  

 In analyzing PCG signals, several features have been extracted for various 

classification/regression objectives. One problem which has been widely investigated is 

classification of pathological and physiological murmurs [40] [41] [42]. In [40], time and 

frequency domain features were extracted for this purpose. These features consisted of: 1) S1 

peak intensity, S1 peak timing (compared to start of S1), and S1 duration; 2) S2 duration; 3) peak 

intensity of the aortic component of S2 (A2) and pulmonic component of S2 (P2), interval 

between A2 and P2, and the timing of A2 (compared to start of S2); 4) systolic duration, three 

largest frequency components of systolic signal, and shape of envelope of systolic murmur; 5) 

diastolic duration, three largest frequency components of diastolic signal, and shape of envelope 

of diastolic murmur. The shapes of the envelopes of the systolic and diastolic murmurs were 



` 

63 

 

computed by summation of energies in three equally spaced segments in the time domain. These 

features were extracted from the original signal, as well as from third, fourth, and fifth level 

details obtained using wavelet decomposition and reconstruction. In [41], wavelet packet 

coefficients from the various PCG signal segments of the cardiac cycle (diastolic, S1, systolic, 

S2) were used as features. In wavelet analysis as described in Chapter 4, at each level of 

decomposition, only the approximation coefficients are further decomposed. In wavelet packet 

analysis, both the approximation and detail coefficients are decomposed to create a full binary 

tree. In [42], features were extracted from the spectrogram of murmurs from each cardiac cycle. 

The spectrogram describes the amount of power or energy present at various frequency 

components as they vary in time. Dimension reduction techniques were then applied to create a 

lower-dimension set of features. In [43], 23 features from the time, frequency, cepstrum, and 

statistical domains were initially computed. The cepstrum is the result of taking the inverse 

Fourier transform of the logarithm of the frequency spectrum. From these features, a subset of 

five features with the most discriminatory information were selected: 1) total power of the 

systolic segment; 2) systolic Q-factor (a measure of the transience of oscillations); 3) S1 

duration; 4) systolic duration; 5) mean amplitude of systolic and diastolic segments.  

 Feature extraction of PCG signals has also been performed to classify valve disorders 

[44] [45] [46]. In [44], features were extracted from the discrete wavelet transform to classify the 

conditions of aortic stenosis, aortic insufficiency, and pulmonary stenosis. Specifically, features 

were extracted from the detail coefficients of every decomposition level, and from the 

approximation coefficients of the last decomposition level. At each level, the mean value and 

standard deviation of the coefficients were computed and stored in a feature vector.  A related 

approach was implemented in [45]. Here, the discrete wavelet transform was also applied. Each 
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cardiac cycle was divided into diastolic and systolic segments. Each segment was further divided 

into five equal duration subsegments. The power of the detail coefficients in each subsegment 

were computed, for each of five decomposition levels, for a total feature length of 50. These 

features were used to differentiate between the following valvular conditions and murmurs: 

ventricular septal defect, mitral regurgitation, late systolic murmur, early systolic murmur, 

opening snap, diastolic rumble, Ebsteins anomaly, aortic regurgitation, aortic stenosis, mitral 

stenosis, aortic insufficiency, summation gallop, and venous hum. In [46], the discrete wavelet 

transform (DWT), the fast-Fourier transform (FFT) and short-time Fourier transform (STFT) 

were implemented, from which features were extracted to classify varying degrees of aortic 

stenosis. The cardiac cycle was divided into ten equal duration segments. For both DWT and 

STFT, four groups of features were computed within each segment: 1) power within segment 2) 

ratio of power of segment to power of all segments 3) sum of differences between two successive 

samples in segment 4) sum of absolute values of differences between successive samples in 

segment. Also, the total power within different frequency ranges of the FFT was examined.  

 In the current work, we focus on extracting features aimed at the objective of assessing a 

measure of heart function known as ejection fraction (EF). EF is the fraction of the volume of 

blood in the left ventricle which is ejected to the rest of the body in each cardiac cycle. This is a 

critical measure of the performance of the heart. In [47], an investigation was performed into the 

relationship between EF and time domain features extracted from PCG, ECG and carotid arterial 

pulse tracing. In this analysis, 68 patients suffering from various cardiovascular diseases were 

studied. Ejection fraction measurements were obtained via angiocardiography. Measurements of 

PCG, ECG, and carotid arterial pulse tracing were acquired synchronously. From these signals, 

three intervals were determined: 1) QS2, the total electromechanical systolic interval, measured 
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from the onset of the QRS complex to the first high-frequency vibration of the aortic component 

of the second heart sound, 2) left ventricular ejection time (LVET), measured from the beginning 

upstroke to the trough of the incisura of the carotid arterial pulse tracing, and 3) pre-ejection 

period (PEP), defined as PEP = QS2 – LVET. Finally, a fourth variable was investigated, namely 

the ratio of PEP/LVET. This ratio was shown to have a strong negative correlation with EF. 

 The relationship between EF and time domain features of ECG and PCG signals was also 

investigated in [48]. In 81 patients, EF measurements were obtained via echocardiography, and 

ECG and PCG signals were acquired. The following variables were obtained using information 

from the ECG and PCG signals: 1) electromechanical activation time (EMAT), defined as the 

interval between the QRS complex onset and the S1 peak, 2) QS2, 3) left-ventricular systolic 

time (LVST), defined as the interval between the S1 peak and the S2 peak. These intervals were 

normalized by the period of the corresponding cardiac cycle. Also, the ratio EMAT/LVST was 

computed. Of these features, EMAT, QS2, and the EMAT/LVST ratio all showed a negative 

correlation with EF. 

7.2 Methods 

  

 In our examination of PCG signals, as was the case in [47] and [48], we have found 

strong correlation between EF and features in the time domain. There are three classes of such 

features that are of great importance in establishing a relationship between EF and the PCG 

signal: temporal features, amplitude features, and temporal-amplitude features. Temporal 

features describe interval durations between critical points in the cardiac cycle. Amplitude 

features describe the relative amplitudes of different events in the cardiac cycle. Temporal 

amplitude features explore nonlinear relationships between temporal and amplitude features.   
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 Figure 0-18 demonstrates our temporal feature extraction process. In the top panel, the 

PCG signal for a cardiac cycle is shown, with the endpoints of the S1 and S2 events demarcated. 

In the bottom panel, the corresponding ECG signal is shown, with the onset of the QRS complex 

demarcated. The extracted temporal features are as follows: 1) EMAT, 2) QS2, 3) S1 duration, 4) 

S2 duration, 5) mitral cessation-to-opening time (MCOT), 6) LVET, and 7) LVST. S1 and S2 

duration are computed as the intervals between the endpoints of the respective events. EMAT, 

QS2, and LVST are computed following [48]. As we do not have access to the carotid arterial 

pulse signal, LVET is here estimated as the interval between the end of the S1 event and the start 

of the S2 event. Mitral cessation-to-opening time, as described in [49], is the interval from the 

cessation to onset of mitral inflow. In this study, it was measured using echocardiography. For 

our current work, it is estimated from the PCG signal as the interval between the start of the S1 

event and the start of the S2 event. Another feature we compute is derived from the envelope of 

the signal (not shown in figure). This feature computes the time difference between the S2 and 

S1 envelope peaks. All of the above eight features are also normalized by the cardiac cycle 

period, yielding eight additional normalized temporal features. Further, as in [49], we compute 

the Tie index, also known as the Myocardial Performance Index, as the ratio (MCOT – 

LVET)/LVET.
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Figure 0-18. Temporal feature extraction of PCG signal cardiac cycle. a) PCG signal. b) 

Corresponding ECG signal. Extracted features: 1) EMAT 2) QS2 3) S1 duration 4) S2 duration 5) 

MCOT 6) LVET 7) LVST 

 

 With regards to amplitude-based features, we examine amplitude characteristics of the S1 

and S2 events as well the diastolic and systolic intervals. Here, we analyze both the PCG signal 

and its envelope. For both S1 and S2 event intervals, we examine root-mean-square (RMS) of 

PCG signal segment, normalized by RMS of PCG signal of entire cardiac cycle; peak amplitude 

of PCG signal segment, normalized by variance of PCG signal of entire cardiac cycle; and peak 

amplitude of envelope segment, normalized by the envelope mean value for the entire cardiac 

cycle. For the diastolic and systolic intervals, we examine the RMS of the PCG signal segment 

normalized by RMS of PCG signal of entire cardiac cycle. The normalization here is performed 

so as to remove any effect of varying gain across the sensors.  Further, we analyze the ratios of 
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the above S1 and S2 features (e.g. S1 RMS : S2 RMS), as well as the ratios of the S1 and S2 

RMS to the diastolic and systolic RMS. 

 Finally, we use the temporal and amplitude features in nonlinear combinations to create 

temporal-amplitude features. One such example would be the multiplication of the S1 RMS by 

the time difference of S1 and S2 peaks in the signal envelope. While the physiologic basis of 

these temporal-amplitude features is not yet understood, we have found certain of them to have 

stronger correlation with EF than the individual temporal and amplitude components.  

 To determine the correlation between individual features and EF, we compute the 

correlation coefficients between mean feature values and EF across a certain population of 

interest. Those features with sufficiently high correlation coefficient are determined to possess 

discriminatory information for EF computation, and are thus selected for inputs to the regression 

stage. 

 A demonstration of the feature analysis, as well as the effect of nonlinear combination of 

temporal and amplitude features, can be seen in Figure 0-19. Here, the relationship between 

various features and EF is shown. In panel a), EF is plotted against the time interval between S1 

and S2 peaks in the signal envelope for the aortic sensor. The correlation coefficient between 

feature and EF values here is 0.36, which is relatively low as compared to other features. In panel 

b), EF is plotted against the RMS of the S1 event. The correlation coefficient here is a 

significantly higher value of 0.64. The greater linear correlation can also be visualized in the 

plot, as the individual data points fall much closer to the line of best fit. Finally, in panel c), EF is 

plotted against a feature comprised of the multiplication of the features in a) and b). 

Interestingly, a feature with low correlation is multiplied by a feature with high correlation, to 
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yield a feature with even higher correlation. This demonstrates the power of nonlinear 

combinations of the temporal and amplitude features.   

 

Figure 0-19 PCG feature extraction and correlation with EF. a) EF vs. time interval between S1 

and S2 envelope peaks b) EF vs. S1 RMS c) EF vs. multiplication of features in a) and b). CC = 

Pearson’s correlation coefficient.  

 

 As will be described in greater detail in Chapter 8, we found the most accurate approach 

to EF computation to involve a multi-level framework. This includes several unique neural 

networks in the regression stage, specifically designed for different ranges of EF. For each neural 

network, a unique feature set must be selected for each sensor. To design the feature sets, 

analysis of correlation between EF and feature values was performed on representative data for 

the group of interest. The particular features selected were different for the various EF ranges 

and sensors. The feature sets were designed so as to provide greatest accuracy in EF 

computation. 

7.3 Conclusion 

 

 In this section, we demonstrate feature extraction of the S1 and S2 events in the PCG 

signal, for the objective of assessing ejection fraction (EF). We focus on those features which we 
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determined to have the greatest correlation with EF. These turned out to be temporal and 

amplitude-based features, as well as nonlinear combinations of these. To design the feature sets 

to serve as inputs to regression analysis, we explored the degree of correlation between EF and 

various features, as reflected by the correlation coefficient. Those features with largest 

correlation coefficient were selected for EF computation via neural network analysis. This 

analysis will be discussed in the next chapter. 
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8. EF COMPUTATION AND SUBGROUP CLASSIFICATION 

8.1 Introduction     

 The human brain consists of approximately 10^11 neurons, which are highly connected 

elements with approximately 10^4 connections per element [50]. Each neuron has four principal 

components: dendrites, the cell body, the axon, and synapses. Dendrites are networks of nerve 

fibers that carry electrical signals into the cell body. The cell body sums and thresholds these 

incoming signals, then transmits signals to other neurons via the axon. A synapse is the point of 

contact between an axon of one neuron and dendrites of another. 

 Artificial neural networks (ANNs) are a mathematical construct based upon this model. 

The fundamental neural model consists of the following [51]:  

 

1) A set of synapses, each of which is characterized by a weight or strength of its own 

2) An adder for summing the input signals, weighted by the respective synaptic strengths of the 

neuron 

3) An activation function for limiting the amplitude of the output of the neuron 

4) An externally applied bias, which has the effect of increasing or reducing the net input of the 

activation function. 

 

 Using this fundamental model, a neural network consists of interconnected neurons, each 

receiving inputs which the neurons activation function uses to compute an output. This output 

can serve as an input to other neurons, or, if at the terminal end of the network, represents the 

final output of the system. The neurons, also known as hidden nodes, form layers in between the 

input and output, known as hidden layers.  
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 There are two forms of final outputs of neural networks, which serve to provide 

information regarding two different kinds of problems.  In classification problems, the outputs 

are decisions as to which groups or classes the input data belong to. In regression problems, the 

outputs are quantitative measures based on the input data. 

  To be able to perform classification or regression, a neural network must be trained for 

the specific objective. This can take the form of either supervised or unsupervised learning. In 

this work, we will focus on supervised learning. Here, the neural network is provided with 

training data, consisting of known inputs and outputs. Through one of several training 

algorithms, the weights and biases of the neurons are iteratively updated to minimize error 

between the output of the neural network, and the known true output. Detailed descriptions of 

these algorithms are outside the scope of this discussion, but can be found in [51].  

 There are also several types of neural networks, in terms of the allowable connections 

between hidden layers. The most common of these is the feedforward neural network, which will 

be covered in this work. In this network, information moves only in one direction- from the 

input, to the first hidden layer, to subsequent hidden layers (if present), and finally to the output. 

There is no backward flow, in terms of loops or cycles, from a hidden layer closer to the output 

to a hidden layer closer to the input.  

Neural networks have demonstrated great utility in PCG signal analysis. In [41], a neural 

network was used to classify pathological and physiological murmurs. The neural network was a 

feedforward network which used a backpropagation training algorithm. It received as input 95 

features from wavelets analysis. The resulting analysis yielded 74.4% accuracy in classifying the 

two types of murmurs. In [52], neural network analysis was used to classify normal heart sounds, 

systolic murmurs, and diastolic murmurs. The feedforward neural network received as input 32 
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features from wavelet analysis, and contained 32 neurons in the hidden layer. The grow-and-

learn and backpropagation training algorithms were compared in this study, and shown to have 

similar performance, with a classification accuracy above 95% in both cases. In [53], neural 

network analysis was used to classify normal and diseased state, in which diseased state included 

the following: aortic stenosis, mitral regurgitation, pulmonic stenosis, aortic insufficiency, mitral 

stenosis, benign murmur, atrial septal defect, ventricular septal defect, and patent ductus 

arteriosus. The inputs consisted of 32 frequency domain features, resulting from Fast Fourier 

Transform (FFT) analysis, and the hidden layer consisted of 32 nodes. The neural network was a 

feedforward network with backpropagation training. This approach results in 100% classification 

accuracy of normal and diseased state. In [54], neural network analysis was used to classify heart 

sounds reflecting normal function and mitral valve regurgitation. The input consisted of 64 

features from wavelet analysis, and the hidden layer consisted of 16 nodes. The network was a 

feedforward network with backpropagation training. This yielded a 95.5% classification 

accuracy. In [44], neural network analysis was used to classify heart sounds reflecting normal 

function, aortic insufficiency, aortic stenosis, and pulmonary stenosis. This neural network was a 

feedforward network with backpropagation training algorithm. The inputs to the neural network 

were features from wavelet analysis. While various combinations of number of inputs and 

number of hidden nodes were investigated, best results were obtained using 12 inputs and 48 

hidden nodes, for an accuracy of 94%. Thus, the feedforward neural network with 

backpropagation training has been widely used to classify various underlying conditions 

reflected in PCG signals.  
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8.2 Methods 

 

 At this stage, we have identified the S1 and S2 events of the PCG signal, and have 

extracted temporal, amplitude, and temporal-amplitude features. Our objective, then, is to utilize 

these features to compute ejection fraction (EF) using neural network regression.  We have found 

the most accurate approach to this problem to involve a multi-level architecture. Here, an initial 

EF estimate is obtained using a global neural network framework. Depending on what range of 

EF values this estimate falls in, one of several subgroup neural network frameworks is then 

applied to yield a more accurate EF value. This procedure of subgroup classification will be 

discussed in Section 8.2.1.  

 For each subgroup framework, as well as for the global framework, a neural network 

must be designed for each of the four signal sources (sensors) upon which analysis will be 

performed. The procedure for designing individual neural networks will be discussed in Section 

8.2.2.  

 Each of these individual neural networks takes as input features from the corresponding 

PCG signal for a particular cardiac cycle (or beat), and produces as output an EF value. The 

process of merging the individual EF values from various signals to yield one representative EF 

value for the beat will be discussed in Section 8.2.3. 

 Finally, the information provided from this beat-to-beat EF analysis must be utilized to 

assess overall EF performance. Approaches to this will be discussed in Section 8.2.4.  
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8.2.1 Subgroup classification 

  

  While the specifics of neural network design and beat-by-beat sensor fusion analysis will 

be discussed in subsequent sections, it is important to first understand the big picture of the EF 

computation approach. As mentioned, this involves a multi-tier implementation of neural 

network regression. In the first stage, a global neural network framework (global NNF) is used 

on a subset of data to provide an initial EF estimate, the global EF value. (A neural network 

framework (NNF) is comprised of four individual neural networks, corresponding to the four 

PCG signal sources of our system.) We have found that this estimate itself does not always 

accurately reflect the ground-truth EF value, obtained via echocardiography. However, it has 

allowed for accurate classification of the subject into a subgroup, depending on the global EF 

value along with complementary information regarding heart rate characteristics. Applying a 

second NNF accordingly, the subgroup NNF, provides much greater accuracy in EF 

computation. 

 A decision-tree is used to determine the appropriate subgroup NNF (Figure 0-20). If the 

global EF value is less than or equal to 42, the subject is determined to be a member of the low 

EF subgroup, and a low EF NNF is subsequently applied. If the global EF value is between 42 

and 48, the subject is determined to be a member of the mid EF subgroup, and a mid EF NNF is 

applied. We found that for each of these subgroups, a single NNF could compute accurate EF 

values across the entire subgroup. 

 If the global value is equal to or greater than 48, the subject is initially determined to be a 

member of the high EF subgroup. Here, further decisions need to be made before a final EF 

value can be produced. First, it must be determined whether the subject possesses a consistent 

heart rate, known as normal sinus rhythm (NSR), as opposed to an inconsistent heart rate, which 
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we will refer to as abnormal sinus rhythm (ASR). We have observed that different features have 

greater predictive power of EF value for these two conditions. To differentiate between these 

classes, a metric based on the variation of cardiac cycle durations is computed. This metric 

consists of first calculating the difference of consecutive cardiac cycle durations. Next, the 

absolute values of these differences is computed, from which a mean value is extracted. This 

value reflects the variability of cardiac cycle durations, and thus the variability of the heart rate. 

This metric is selected rather than other more straightforward measures of variability such as 

standard deviation, which would be influenced by heart rate drift. 

 If this value is above a certain threshold, the high EF subject is determined to possess 

abnormal sinus rhythm, and a high EF ASR NNF is applied. Similarly, if the value is below 

threshold, a high EF NSR NNF is applied.  

 Finally, we have observed another subgroup of individuals possessing higher EF values, 

for which an additional NNF was developed. If the EF value output of either a high EF ASR 

NNF or high EF NSR NNF is greater than or equal to 60, the ultra high EF NNF is applied, and 

the resulting output is determined to be the final EF value for the subject. If the output of the 

high EF ASR or high EF NSR NN is less than 60, the corresponding EF value of this NNF is 

retained as the final EF value.   
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Figure 0-20. Subgroup classification decision tree and EF computation 

 

8.2.2 Neural network design 

 

For each of these neural network frameworks, a design procedure must be implemented, 

in which the number of inputs and number of hidden nodes is determined for each of its four 

individual neural networks. (For all neural networks, we use the feedforward model with 

backpropagation training algorithm, due to its proven success in PCG signal analysis).  

 The first NNF to be designed is the global NNF. The individual neural networks that 

make up this NNF need to be capable of estimating an initial EF value across the wide range of 

physiologically feasible EF values. So, they must have in their training set representative data 

that covers this range. Figure 0-21 shows a histogram of the ejection fraction values 

corresponding to the training data for the global neural networks. The minimum value here is 23, 

and the maximum is 73. The training data includes EF values spanning the range in between 

these datapoints. 
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Figure 0-21. Histogram of ejection fraction values for training data of the global EF neural 

networks.  

 

To investigate the role of varying the number of input features and hidden nodes on neural 

network accuracy (or performance), the procedure described below was followed. For all neural 

network design, training, and testing, built-in functions in MATLAB were used, with 

specifications changed as necessary. 

A baseline neural network was established for each sensor with 2 inputs and 2 nodes per 

sensor. (In initial testing, this combination demonstrated good performance). Then, the number 

of inputs and nodes was varied for one sensor at a time, keeping the other neural network 

configurations constant. The number of inputs was varied from 1-8, and the number of nodes 

was varied from 1-12. The 8 input features with highest correlation with EF were used, as 

described in the previous chapter. With each neural network configuration, a leave-one-out 

cross-validation regression analysis was performed. In this form of analysis, the data 

corresponding to a particular sample is withheld, and the neural network is trained on the 

remainder of the samples. Then, the trained neural network is used to compute an EF value from 
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the withheld data. This is repeated for each sample. The correlation between the actual and 

computed EF values is calculated as a measure of network performance.  

Figure 0-22 demonstrates this process for the aortic sensor for the global EF neural 

network. It can be concluded that the performance of this particular neural network is robust with 

regards to varying numbers of inputs and nodes, as the difference between the highest correlation 

(0.8198) and the lowest correlation (0.7745) is only 5.5%. Thus, we selected a neural network 

with only one input and one node, in order to minimize network size and achieve greatest 

computational efficiency. The same procedure was repeated for the pulmonic, tricuspid, and 

mitral sensor global EF neural networks. For these networks, an appropriate balance between 

network size and performance was achieved with the original 2 inputs and 2 nodes. The neural 

networks for the various subgroups were designed in a similar manner. 

 

Figure 0-22 Neural network optimization for global EF neural network for aortic sensor. 

8.2.3 Beat-by-beat EF computation using sensor fusion 

With acoustic event features determined, and neural networks designed, the objective of 

computing an EF value for a particular sensor for a particular cardiac cycle, or beat, can be 

achieved. With the presence of four sensors, multiple EF values will be produced. Further, in the 

presence of noise or intermittent signal quality, there will be instances in which S1 and S2 events 

may not be identified in the signal(s) corresponding to one or more sensors for a given beat. 

Thus, a scheme must be established in which a representative EF can be determined as an output 
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for a beat, with the input being a varying number of EF values from individual sensors. The 

number of inputs depends on which sensors for that beat were active, which we define as 

possessing the ability to identify acoustic events in the corresponding signal. Thus, if the number 

of active sensors for a given beat is between 1-4, this framework must be able to receive the 

individual EF values and produce one representative EF value.  

   A simple approach to this problem is to take the mean or median of the EF values from 

all active sensors for a given beat. However, this assumes that the neural network for each sensor 

provides equal performance. Also, it assumes the same degree of confidence in the quality of the 

signal from each active sensor. If this is not the case, one may wish to compute a weighted 

average of the EF values, with the relative weights dictated by two factors: the performance of 

each neural network, and the quality of each signal. The question then becomes how to 

determine individual neural network performance in order to establish weights. The method 

chosen here relies upon a quality metric to assess signal quality, which will be described in 

Chapter 12, as well as a feature of the MATLAB neural network training procedure to assess 

network performance. In the training phase, a measure of the performance of the neural network 

on the provided training data is computed at each iteration. This measure can take a number of 

different forms; we have chosen to use the mean squared error (MSE) between the actual 

provided EF values, and the output EF values from the neural network. When the MSE falls 

below a certain threshold, or another criterion is met (such as total number of iterations), training 

is concluded. We can then utilize this final MSE value in order to produce a weight for the neural 

network.  

To determine individual neural network weights, we perform the following. First, the 

quality metric for a given signal is divided by its neural network training MSE value. The 
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reasoning for this is that we want the weight to be proportional to the quality of the signal, and 

inversely proportional to the error of the neural network.  (To avoid division by 0, the minimum 

allowable MSE value is thresholded at the machine epsilon value in MATLAB). Next, the sum 

of these weights for all active sensors for a given beat is computed, and the individual weights 

are normalized by this sum. In this way, the sum of all weights is equal to 1. This yields a 

representative weight for each active sensor, based on the performance of the underlying neural 

network in the training phase along with the quality of the signal. Finally, the individual EF 

values are multiplied by the respective weights, to produce a final EF value for this beat. In this 

sensor fusion approach, all available information from active sensors is merged, guided by 

sensor neural network performance and signal quality, to establish one representative EF value.   

 

8.2.4 Utilizing beat-by-beat EF values to assess overall cardiac performance 

 

 With an EF value computed for each beat, an important objective becomes how to utilize 

this information to assess overall cardiac performance. There are several ways this can be done. 

One approach is to determine a single representative EF value for the entire recording. This is 

analogous to current EF measurement approaches, in which one EF value is produced. (In our 

current results, we provide a single EF value for each subject, as we are comparing against the 

echocardiography measurement, which is also a single value). However, as EF can vary over 

time, and a sudden decrease in EF is of grave concern, it is critical to be able to monitor the 

continuous trend of EF. This approach is analogous to the common method of reporting for other 

physiological measurements, such as heart rate and blood pressure. In such a scenario, the 

reporting of beat-to-beat values may be excessive. Further, if there is noise present for a certain 

beat due to any of the influences discussed in Chapter 5, the value for this beat may be affected, 
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and a representative value taken over a certain interval of time may be more robust. Thus, a 

reporting interval is desired that is long enough to be robust to noise, but short enough to provide 

information regarding potential rapid fluctuations in EF. For this we propose a 10s interval. Our 

current framework analyzes 10s segments of ECG and PCG signals at a time, and produces one 

representative EF value. This is achieved by taking the median value of all individual beat EF 

values over the corresponding period. This value can then be displayed on the screen of a device 

such as the ICR Patient Monitor, with an updated value being reported every 10s.  

8.3 Results 

 Figure 0-23 shows the computed EF values for a 2 minute segment of data for a trial 

subject. The initial EF estimate as computed by the global neural network framework (NNF) is 

shown in blue. The median value of Global EF for this subject was 37.75. Based on the subgroup 

classification decision-tree described above, this subject was determined to be a low EF subject. 

Thus, the Low EF NNF was applied. The resulting EF values are plotted in black. The median 

value of Low EF for this subject was 25.89. The ground-truth EF measurement obtained by 

echocardiography, plotted as a constant value in red, was 25. Thus, the global EF NNF, while 

overestimating the EF value, allowed for correct classification of the subject. Then, the Low EF 

NNF provided a more accurate EF computation, with an error of 3.56%. 

 Figure 0-24 shows the subgroup classification decision-tree progression for this subject. 
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Figure 0-23 Computed EF vs. time for 2 min segment of data for trial subject. Initial EF estimate 

computed by Global EF neural network framework shown in blue. EF value computed by Low 

EF neural network framework shown in black. Ground-truth EF value determined via 

echocardiography shown in red (plotted as constant value). 

 

 

Figure 0-24 Subgroup classification decision-tree progression 
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8.4 Conclusion 

 In this chapter, we have developed a methodology for computing ejection fraction (EF) 

values based on neural network analysis of features from S1 and S2 events in PCG signals. This 

involves a multi-tier approach, in which the features are first used as input to a global neural 

network framework to establish an initial EF estimate. Depending on the value of this estimate, 

the subject is then classified into one of several subgroups, and a corresponding subgroup neural 

network framework is applied to yield a more accurate EF value. 

 This analysis is performed using neural networks specifically designed for the 

corresponding global and subgroup subject populations, and for the individual sensors being 

examined. The design process consisted of varying the number of input features and hidden 

nodes of the neural networks and measuring neural network performance. We found a low 

number of inputs and nodes was sufficient to provide high neural network performance.  

 EF computations from individual sensors were then merged using a sensor fusion 

approach that takes into account the performance of the individual neural networks and the 

quality of the signals in determining their relative contributions. Finally, various approaches to 

consolidating beat-by-beat EF values for assessing overall cardiac performance were discussed. 
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9. SYSTEM VALIDATION – CLINICAL TRIAL RESULTS 

9.1 Introduction 

 The objective of our clinical trial was to validate the ICR Heart Function Monitoring 

System’s capability of accurately computing ejection fraction (EF) values via analysis of ECG 

and PCG signals. The trial design and protocol will be explained in this section. ECG and PCG 

signal analysis and EF computation were performed in the manner described in preceding 

chapters, which will be briefly reviewed here. 

9.2 Methods 

9.2.1 Trial location and subject demographics 

  

 The clinical trial was performed at Ronald Reagan Medical Center (RRMC) at the 

University of California, Los Angeles. The subject population consisted of individuals of both 

sexes, with wide ranges of age (19-95), body mass (40-108 kg), body mass index (17-33), and 

EF (20-80). Further, a diverse set of cardiac conditions was included.  

 

9.2.2 Trial protocol 

 EF values obtained via echocardiography were used as the ground truth measurements to 

which our computed EF values were compared. The echocardiography procedure and the ICR 

protocol were performed in immediate succession. Echocardiography was performed by an 

expert clinical sonographer at RRMC. 

 For the ICR protocol, the subject was positioned semi-supinely, at an approximate 45 

degree angle from the full supine position. The acoustic sensors were then secured at the aortic, 
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pulmonic, tricuspid, and mitral locations using the ICR Sensor Application System (SAS). ECG 

electrodes were attached to the upper left chest, upper right chest, and lower left abdomen. A 5 

minute simultaneous recording of ECG and PCG signals was then performed. During this period, 

the subject was instructed to remain silent and at rest. 

 

9.2.3 Data analysis 

 ECG and PCG signals were then analyzed. This consisted of PCG signal noise 

suppression, ECG R wave detection, PCG signal segmentation, PCG signal event feature 

extraction, and neural network EF computation and subgroup classification (Figure 0-25).  As 

described in the previous chapter, leave-one-out cross validation was performed to compute EF 

values.  

 

Figure 0-25 Sequence of analysis of ECG and PCG signals. 

 

 The first stage of PCG signal analysis is noise suppression. Figure 0-26 demonstrates the 

PCG signal noise suppression scheme implemented on a recording segment from a trial subject, 

identified here as Subject X. In panel a), the original PCG signals are displayed in the top four 

rows. In panel b), the noise-suppressed PCG signals are shown.  
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Figure 0-26 PCG signal noise suppression. a) Original PCG signals b) Noise-suppressed PCG 

signals 

 

 Next, Figure 0-27 demonstrates both ECG signal R wave detection and PCG signal 

segmentation for the same recording segment from Figure 0-26. The points of onset of R waves 

in the ECG signal are demarcated by red circles. The S1 and S2 event endpoints of the PCG 

signals are demarcated by black and magenta circles, respectively. 

After PCG signal segmentation, event features have to be extracted from the PCG signals. Figure 

0-28 shows an example of feature extraction for the global neural network framework. This 

feature is derived from the mitral sensor, and is the multiple of S1 peak amplitude of signal 

envelope of mitral sensor by left ventricular ejection time (LVET). The mean values of the 

feature for each subject are plotted in blue, and the mean value for Subject X is plotted in red. 

The datapoint for Subject X falls just below the line of best fit, indicating that the feature value 

for this subject is below expected value. This indicates an EF computation based upon this 

feature will be a slight underestimate, which we will see is indeed the case.  
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Figure 0-27 ECG signal R wave detection and PCG signal segmentation. R wave onset in the 

ECG signal is demarcated by red circles. S1 and S2 event endpoints in the PCG signals are 

demarcated by black and magenta circles, respectively.  

 

  

 

Figure 0-28 Feature extraction for global neural network framework. Feature computed is 

multiple of S1 peak amplitude of signal envelope of mitral sensor by left ventricular ejection 

time (LVET). Mean value for each subject is plotted in blue. Mean value for Subject X is plotted 

in red. “CC” signifies correlation coefficient of feature with EF. 
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 Next, the features are provided as input to the global neural network framework, and an 

initial EF estimate is computed for each 10s recording. Figure 0-29 shows computed EF values 

for subject X over a 2 minute interval. The initial EF estimate as computed by the global neural 

network framework (NNF) is shown in blue. The median value of Global EF for this subject was 

53.55. Based on the subgroup classification decision-tree described in the previous chapter, this 

subject was determined to be a high EF subject. As this subject exhibited a consistent heart rate, 

the subject was further classified as a normal sinus rhythm (NSR) subject. Thus, the NSR High 

EF NNF was applied. The resulting EF values are plotted in black. The median value of NSR 

High EF for this subject was 57.75. As this value was not equal to or greater than 60, the Ultra 

High EF NNF was not used. The ground-truth EF measurement obtained by echocardiography, 

plotted as a constant value in red, was 60. Thus, the global EF NNF, while underestimating the 

EF value, allowed for correct classification of the subject. Then, the NSR High EF NNF 

provided a more accurate EF computation, with an error of 3.75%. The decision-tree progression 

of subgroup classification for this subject can be seen in Figure 0-30.  
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Figure 0-29 Computed EF vs. time for 2 min segment of data for Subject X. Initial EF estimate 

computed by Global EF neural network framework shown in blue. EF value computed by NSR 

High EF neural network framework shown in black. Ground-truth EF value determined via 

echocardiography shown in red (plotted as constant value). 

 

 

 

Figure 0-30 Subgroup classification for Subject X.  
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9.3 Results 

  

Figure 0-31 shows the relationship between EF values obtained via echocardiography and ICR 

analysis for N = 68 subjects from the trial discussed above. The ICR EF values have been 

normalized here so as to yield a slope of 1 and a y-intercept of 0 in the line of best fit between 

echocardiography and ICR values. The R2 value of the line of best fit here (0.86) indicates very 

strong correlation between echocardiography and ICR values.  

 

Figure 0-31 Echocardiography vs ICR Ejection Fraction values for N = 68 trial subjects.  

 

 Figure 0-32 shows Bland-Altman analysis of the N = 68 trial subjects. This form of 

analysis is intended to investigate the error at different values of the measurement of interest. 

Here, the measurement of interest is EF, and the error is the difference between the ground-truth 

echocardiography values and the experimental ICR computed values. In this analytical 

technique, the mean of the ground-truth and experimental values are plotted against the 

difference between the two. 
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 95% upper and lower level limit of agreement are established by multiplying the standard 

deviation of the absolute difference of echo-ICR pairs by 1.96, and adding a bias. The bias is 

computed as the average absolute difference between echo and ICR EF values. The standard 

deviation of the absolute difference was 4.64 units, and the bias was 0.017 units. The resulting 

limits were (-9.08, 9.11). Overall, 94.12% of subjects fell within the limits of agreement. Further, 

there does not seem to be any relationship between the two variables of echo-ICR pair mean and 

echo-ICR difference, indicating high confidence in ICR computation across the full range of 

physiological EF values.  

 

Figure 0-32 Bland-Altman analysis of Echocardiography vs. ICR ejection fraction values for N = 

68 trial subjects.  

9.4 Conclusion 

 In this section, we describe the procedure of and results from a clinical trial. In this trial 

we seek to validate the ICR heart function monitoring system’s capability to accurately compute 

EF values via analysis of ECG and PCG signals. We performed trials on a diverse subject 

population, in terms of sex, age, body mass, BMI, cardiac conditions, and EF. We performed 5 
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minute recordings of ECG and PCG signals on each subject, using a standardized protocol to 

maintain consistency in subject positioning and sensor location. Echocardiography was used as 

the ground truth to which our computed EF values were compared. As a result, we achieved high 

correlation between our computed EF values and those obtained via echocardiography. Further, 

as demonstrated through Bland-Altman analysis, there is no relationship between 

echocardiography EF measurement value and ICR EF measurement error, indicating ICR EF 

computations are reliable across the full range of physiological EF values. 
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10. PHONOCARDIOGRAM CARRIER SIGNAL ANALYSIS (PCSA) 

10.1 Introduction 

 

 In Chapter 7, we developed amplitude and temporal-based features of S1 and S2 events 

for use in EF computation via neural network analysis. Here we explore further methods of 

developing low-dimensional representations of these cardiac events, using AM-FM 

decomposition. 

 An AM-FM signal can be expressed as a product of its amplitude modulation (AM) and 

frequency modulation (FM) components [55]: 

     
( ) ( ) ( )

( ) 0

x t a t f t

a t

 


      (0.23) 

 Where ( )a t  is the AM component, and ( )f t  is the FM component, of the form: 

 ( ) sin( ( ))f t t   (0.24) 

 Where ( )t  is the instantaneous phase, and 
( )

( )
d t

t
dt


   is the instantaneous frequency 

(IF). ( )f t  is also known as the carrier signal.  

 This approach was implemented in [55] to create an envelope of the PCG signal based on 

its AM component. We seek to further utilize this decomposition method, and the analysis of the 

individual AM and FM components, in order to better characterize the S1 and S2 events. First, 

we attempt to create accurate models of the AM and FM components of the events, thereby 

representing the events in a low dimensional space. Next, we focus on spectral analysis of the 

carrier signal corresponding to S1 and S2 events, which we denote as Phonocardiogram Carrier 
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Signal Analysis (PCSA). Here, we develop features from the carrier signal spectrum, for the 

objective of computing stroke volume, or SV. Stroke volume is defined as the volume of blood 

ejected from the left ventricle with each contraction. While this is related to ejection fraction 

(EF), which is the fraction of blood ejected, SV is useful clinically as an independent measure. 

Stroke volume is also used together with heart rate (HR), to compute cardiac output (CV), which 

is the volume of blood ejected from the ventricle per minute: 

 CO SV HR    (0.25) 

 Our initial attempts at SV computation using temporal and amplitude-based features, 

such as those used in EF computation, proved unsuccessful.  We then investigated the use of 

features derived from spectral analysis. The motivation here is that the closing of the valves of 

the heart induces local hemodynamic turbulence, resulting in audible vibration and contribution 

to the S1 and S2 events. Differences in the characteristics of this turbulence, due to variations in 

amount of blood flow (i.e. variations in stroke volume) would thus affect characteristics of the 

S1 and S2 events such as the spectrum of the acoustic response.    

10.2 Methods 

10.2.1 AM-FM Decomposition  

 A signal ( )x t  can be decomposed into its AM and FM components through a rather 

straightforward approach. First, the Hilbert transform ( )h t  is computed, as described in Chapter 

6. Next, the AM component ( )a t  is computed as: 

2 2( ) ( ( ( )) ( ( ( ))a t abs real h t abs imag h t       (0.26) 
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  Finally, the FM component ( )f t  is computed by dividing the original signal ( )x t  by the 

AM component ( )a t : 

 ( ) ( ) ( )f t x t a t   (0.27) 

 This results in an FM component, or carrier signal, which, as described above, has an 

amplitude of 1 and phase ( )t . This process can be seen in Error! Reference source not 

ound.1. In the top panel here, the original PCG signal segment corresponding to an S1 event is 

shown. In the middle and bottom panels, the AM and FM components, respectively, are shown.  

 

Figure 10-1 AM-FM Decomposition of S1 event. a) PCG signal segment of S1 event b) AM 

component c) FM component (carrier signal) 

 

10.2.2 Modeling of AM and FM Components 

 By close examination of Error! Reference source not found.1, a few observations can 

e made. First, the AM component here contains two peaks. We hypothesize the two peaks to be 

caused by the acoustic response of two separate events occurring in this interval: the closing of 

the mitral and tricuspid valves. It has been shown in normal subjects that the mitral valve closes 

approximately 20-30ms before the tricuspid valve [56]. We thus seek to model the AM 

component as a multi-modal Gaussian distribution to account for the multiple peaks:  
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 Where , ,n n nb c d are the coefficients of the Gaussian distribution, determined using a 

Gauissian distribution fitting tool in Matlab. We found that a 4th order Gaussian (N = 4) most 

accurately reproduces the morphology of the AM signal. Figure 10-2 shows the original and 

model AM components for the same S1 event as in Error! Reference source not found.1.  

 

Figure 10-2 Original and Model AM Component of S1 Event.  

 

 A signal-to-noise ratio (SNR), comparing the original AM signal to the “noise” 

introduced in modeling the signal, can be computed as 

 
( ( ))

10log( )
ˆ( ( ) ( ))

mse a t
SNR

mse a t a t



  (0.29) 

 Where mse  is the mean square error. For this example, the SNR is 65.51.  

 A second observation is that the FM component resembles a sinusoid of constant 

frequency. So, we model this signal as such a sinusoid: 
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 ˆ ( ) sin(2 )f t t        (0.30) 

 Where   is the (constant) frequency of the sinusoid, and   is the phase offset relative to 

t = 0. To determine , we perform a discrete-time Fourier transform (DTFT), as shown in Figure 

10-3. In panel a) here, the FM component of the same S1 event is shown. In panel b), the 

frequency spectrum of the DTFT is shown. For this signal, there is a dominant peak at 32 Hz.  

 

Figure 10-3 FM component of S1 event and its discrete time Fourier transform. 

 

 To determine  , the phase offset relative to 0t  , we perform a cross-correlation of the 

original FM signal ( )f t  with the signal ( ) sin(2 )g t a t   . Thus, ( )g t  is equivalent to ˆ ( )f t  if

0  , meaning a phase offset of 0. The location of the maximum value of this cross-correlation 

w.r.t the midpoint indicates the relative offset between ( )f t  and ( )g t ; we can call this interval t̂ . 

By inserting ˆt t into ( )g t , we obtain: 
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  (0.31) 

    Thus, ˆ2 a t    .  

 The original and FM component of the example S1 event are shown in Figure 10-4. The 

SNR here, computed in the same manner as for the AM component, is 33.58. 

 

Figure 10-4 Original and model FM component of S1 Event. 

 

 With the coefficients of our model AM ˆ( )a t  and FM ˆ ( )f t components determined, we can 

construct the full signal model ˆ( )x t by multiplying these individual components:  

 ( ) ( ) ( )x t a t f t    (0.32) 

 This reconstruction can be seen in Figure 10-5. The modeled signal can be fully 

characterized by N = 14 coefficients: 12 for the AM component, and 2 for the FM component. 

The original signal segment here, of length t = 0.25s and sampling frequency f = 512Hz, is of 

dimension N = 0.25 512  = 128. So, we have reduced our dimension size by a factor of 128/14 = 
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9.14, while maintaining an SNR of 37.92, demonstrating an accurate, efficient method of low-

dimensional modeling of the S1 event. 

 For many S1 and S2 events, however, the SNR of the FM model was degraded. In these 

cases, the FM signal was not well represented by a constant frequency, as there were multiple 

frequency components present at different instances during the event. Thus, AM-FM modeling 

of the S1 and S2 events has limited robustness.  

 However, this led us to investigate the full spectrum of the FM signal. This proved very 

useful in computation of stroke volume. 

 

Figure 10-5 Reconstruction of model signal from AM and FM components. 

  

10.2.3 Phonocardiogram Carrier Signal Analysis (PCSA) 

 In the previous section, the decomposition of a PCG signal S1 event into its AM and FM 

components was performed. It was shown that the AM component is well characterized by a 

multi-modal Gaussian distribution. This finding has significant implications for frequency 

analysis of events in the PCG signal. 
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 In the time domain, the PCG signal is comprised of the multiple of its AM and FM 

components, as described in equation 10.10. In the frequency domain, this results in a 

convolution of the AM and FM spectra. Further, the Fourier transform of a Gaussian function is 

another Gaussian function. So, the PCG signal spectrum of the S1 event can be approximated as 

the FM component convolved with a Gaussian function. The FM component was shown to be 

composed of one or more sinusoids, the Fourier transform of which is one or more delta 

functions. The convolution of delta functions (FM component) with a Gaussian function (AM 

component) has the effect of “smearing” the delta functions, as can be seen in Figure 10-6. In 

this plot, the normalized power spectral density (PSD) of a 25Hz sinusoid is shown in blue. This 

is a delta function centered around 25Hz. Shown in red is the normalized PSD of a 25Hz 

sinusoid multiplied in the time domain by a Gaussian distribution with zero mean and standard 

deviation = 0.1s. Thus, it can be seen that the effect of multiplying a sinusoid by a Gaussian in 

the time domain is a “smearing” of the underlying delta function. By analyzing the FM spectra, 

rather than the original signal spectra, we can avoid this effect.  

 

Figure 10-6 Frequency domain effects of multiplying sinusoid by Gaussian function in time 

domain. Blue: Normalized power spectral density (PSD) of 25Hz sinusoid. Red: Normalized 
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PSD of 25Hz sinusoid multiplied in time domain by Gaussian distribution with zero-mean and 

standard deviation = 0.1s. 

  

 So, in our attempts to compute stroke volume using spectral analysis, we proceed with 

spectral analysis of the FM component, also known as the carrier signal. We call this analysis 

Phonocardiogram Carrier Signal Analysis (PCSA). 

 To compute stroke volume via PCSA, we first place the subject under examination into 

one of five subgroups based on the ICR-computed EF value. For each subgroup, a specific 

metric is computed from the averaged carrier signal spectra of all S1 events from all sensors for 

the subject. This metric is a ratio of power in two frequency bands: a higher frequency band and 

a lower frequency band. The limits of the frequency bands vary for the different subgroups. After 

the metric is computed, a second order transform is applied to it, which yields a stroke volume 

estimate. The second-order transform coefficients are unique for each subgroup, and have been 

modeled using training data for that particular subgroup. This process is outlined in Figure 10-7.  
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Figure 10-7 Stroke volume (SV) computation process. This process is performed for both S1 and 

S2 events for each subject. The SV estimates from each analysis (S1 and S2) are then averaged 

to yield a final SV value for the subject. 

 

 This process is repeated for the averaged spectra of all S2 events for the subject, 

yielding a second SV estimate. The frequency band limits and second order transform 

coefficients are different from those in the S1 analysis. Finally, the SV values from S1 

and S2 analysis are averaged for each subject, to produce one representative SV value for  

each subject. 

10.3 Results 

 This SV computation framework was tested on a set of N = 22 subjects who exhibiting a 

wide range of SV values as measured by echocardiography. The results are shown in Figure 

10-8. As can be seen, there is very good agreement between Echo SV values and ICR SV values.  
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Figure 10-8 Echo SV vs. ICR SV 

10.4 Conclusion 

 In conclusion, we have attempted to model the S1 and S2 events of the PCG signal using 

AM-FM decomposition. The objective here is to represent these high –dimensional events in a 

low-dimensional space. We found that the AM component is well represented by a multi-modal 

Gaussian distribution. The FM component can often be modeled by a sinusoid of constant 

frequency; however, in certain instances this was not accurate, as multiple frequency components 

were present in the FM signal. 

 Still, spectral analysis of the FM component, or carrier signal, of S1 and S2 events proved 

useful in computation of stroke volume (SV). This analysis, which we denote as 

Phonocardiogram Carrier Signal Analysis (PCSA), was used in a framework along with the ICR-

computed EF values to compute accurate measurements of stroke volume in a group of N = 22 

subjects. 
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11. THE AMBULATORY ICR SYSTEM 

11.1 Introduction 

 In a clinical setting, ambulation is defined as walking, standing, or sitting in a chair with 

or without assistance. Increased ambulation has been demonstrated to correlate with improved 

outcomes for both patient and hospital in several aspects: physical, psychological, and 

organizational [57]. The physical benefits include reduced delirium, pain, urinary discomfort, 

urinary tract infection, fatigue, deep vein thrombosis, pneumonia, and ventilator-dependent days, 

as well as an improved ability to void and faster return of ambulation [57]. Ambulation was also 

shown to decrease depression, anxiety, and symptom distress, enhance comfort and satisfaction, 

and improve quality of life and independence [57]. Organizational benefits of ambulation include 

cost reduction, decrease length of stays, and lower mortality rates [57].  

11.2 Methods 

 Thus, it is essential to the mission of ICR to allow for unencumbered ambulation of 

subjects while monitoring heart function. To achieve this objective, we have developed the 

Ambulatory ICR platform. The system employs an Inertial Measurement Unit (IMU) made by 

STMicrolectronics, with part number LSM6DS3HTR. This IMU features a high-performance 3-

axis accelerometer and 3-axis digital gyroscope. The accelerometer allows for computation of 

angle of patient torso via computation of the tilt angle of the accelerometer. Tilt angle 

computation is a well-studied problem (e.g. [58]), and can be performed as follows. Figure 0-33 

shows the acceleration vector components in the x, y, and z directions (which will be referred to 

as acc_x, acc_y, and acc_z, respectively), the gravitational field vector, g, as well as the angles 

  (the tilt angle), and  [58].  
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Figure 0-33. Definition of acceleration vector components. 

 

Acc_x, acc_y, and acc_z can be defined as: 
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Thus, the tilt angle   can be computed as: 

 1 _
tan ( )

_

acc y

acc x
     (0.34) 

 With the Ambulatory ICR system worn as shown in Figure 0-34, the tilt angle describes 

the angle of the torso with respect to the vector normal to the gravitational field vector, as shown 

in Figure 0-35. Thus, if the subject is in the supine position, the tilt angle would be near 0 , as the 

ICR system is nearly horizontal; if the subject is standing straight up, the tilt angle would be near 

90 ; if the subject is in an inclined position (such as in a hospital bed), the tilt angle would be 

somewhere between these values.     
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Figure 0-34 Ambulatory ICR system applied to subject. a) Front view b) side view 

 

 

Figure 0-35 Ambulatory ICR system tilt angle definition. 

 

 Any change in this angle would indicate motion of the torso. Episodes of such motion 

could introduce noise into the PCG signals, which could degrade the accuracy of ejection 

fraction (EF) computation. Thus, we seek to identify intervals in which the subject is motionless, 

and analyze only these time periods.  

 To achieve this, a metric was developed based on tilt angle measurements to characterize 

subject motion. The metric is computed and utilized as follows. As described earlier, the 

recording length of each data file is 10s. Every 1s, accelerometer data is acquired, and the tilt 

angle is computed. The standard deviation (SD) of these tilt angle measurements for a given data 

file is computed, and compared to a threshold to determine degree of motion. If three 
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consecutive SD values are below threshold, the subject is determined to be at rest, and EF 

computation will proceed. Any time an SD value is above threshold, EF computation will cease. 

It will only resume when three consecutive SD values are below threshold. Thus we have 

adopted a conservative approach to motion detection, to ensure analysis of PCG signals occurs 

only when a high level of confidence has been obtained of the subject being at rest.     

11.3 Results 

 To demonstrate this capability, a test was performed in which a subject wearing the 

Ambulatory ICR system acquired data while alternating between sitting motionless in a chair and 

walking. The protocol is shown in Table 0-1.  

Table 0-1 Ambulatory ICR system demonstration protocol 

Time (s) Activity 

0-120 Sitting 

120-180 Walking 

180-300 Sitting 

300-360 Walking 

360-480 Sitting 
 

 
 
 
 
 

  

  

 Sample data acquired during both the sitting and walking phases can be seen in Figure 

0-36. Panel a) contains PCG, ECG and tilt angle data obtained with the subject seated at rest. The 

tilt angle here is fairly constant and approximately 47 , indicating a static incline position. The 

PCG signals from each sensor are of high quality; both S1 and S2 events can be identified in 

each heartbeat. Panel b) contains data from the same sources obtained with the subject walking. 

The tilt angle here varies within the range 75 -85 , indicating an upright, dynamic position 

consistent with walking. In the PCG signals, high levels of noise can be observed. Thus, this 
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interval should be excluded from analysis, as the noise could degrade accuracy in EF 

computation.  

  

Figure 0-36. PCG, ECG and accelerometer data acquired during Ambulatory ICR system 

demonstration, during intervals of a) sitting and b) walking. 

 

 As can be seen in Figure 0-37, motion detection via analysis of standard deviation of tilt 

angle was shown to be a successful method for identifying such intervals. In the top panel, the 

mean tilt angle for each 10s recording is shown. The episodes of walking, from 120-180s and 

300-360s, can be identified here. In the middle panel, the standard deviation of tilt angle for each 

10s recording is shown, along with the threshold for determining motion. During the walking 

intervals, the SD values increased above threshold, which, under the framework described above, 

would discontinue EF computation. Three consecutive SD values below threshold did not occur 

until after walking had ceased, at which point EF computation would continue. 
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Figure 0-37 Time series of tilt angle measurements and ICR EF computations during 

Ambulatory ICR system demonstration. Top: Mean tilt angle. Middle: Standard deviation of tilt 

angle (solid), and threshold for determining motion (dashed). Bottom: ICR EF computations 

during valid (blue) and invalid (red) intervals. 

 

 In the bottom panel, the resulting ICR EF computations can be seen. Plotted in blue are 

valid EF values, meaning those computed while the subject was determined to be at rest, and 

plotted in red are invalid EF values, meaning those computed while the subject was determined 

to be moving. (The invalid EF values are shown here only for demonstration purposes; in the 

actual system, EF would not be computed during these intervals). As can be seen from 

examining the top and middle plots alongside the bottom plot, the valid intervals correspond with 

episodes in which there is low standard deviation of tilt angle, and the subject is at rest; the 
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invalid intervals correspond to episodes in which there is high standard deviation of tilt angle, 

and the subject is walking. 

 It is also interesting to note the effect of motion on the invalid EF values. In both walking 

intervals, the computed EF is decreased relative to at rest, and fluctuation is increased. The noise 

seen both in the PCG signals themselves and the resulting EF computations during motion 

underscore the need for an accurate motion detection method to exclude such intervals from 

analysis. 

11.4 Conclusion 

 As ambulation of hospital patients is greatly beneficial to patient outcome, a critical need 

exists for an ambulatory version of the ICR system. The implementation of such a system was 

achieved by integration of an inertial measurement unit (IMU) with a 3D accelerometer into a 

portable ICR system. The presence of the accelerometer allows for computation of the torso 

angle of the subject. When this angle is determined to be fluctuating beyond a certain threshold, 

the subject can be identified as in motion. Such motion can introduce noise into the PCG signals 

and consequent EF computations; thus, identification of instances of motion can allow for 

exclusion of these intervals from analysis. The result is an accurate and robust method for 

computing EF on ambulatory subjects. 
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12. QUANTIFICATION OF PCG SIGNAL QUALITY USING QUALITY 

METRIC ANALYSIS 

12.1 Introduction 

 A PCG signal may exhibit degraded signal quality due to various causes. Signal quality 

here is loosely defined as the level to which noise-free heart sound events (S1 and/or S2) can be 

accurately identified in the signal. If S1/S2 events can be readily identified in a recording, we 

consider that recording to be of high quality, whereas a recording in which S1/S2 are difficult to 

identify is considered to be of poor quality. 

 One cause of degraded quality is noise, as discussed in Chapter 5. Noise in the PCG 

signal is generally produced by involuntary subject activity, voluntary subject activity, external 

contact with sensor, or environmental noise. Another cause of degraded quality is poor sensor 

coupling due to irregular subject anatomy. This includes pectus excavatum, a congenital 

deformity of the anterior thoracic wall in which the sternum and rib cage grow abnormally. This 

produces a caved-in or sunken appearance of the chest [59]. In the presence of this condition, it 

becomes challenging to obtain proper coupling between sensor and skin. Finally, degraded 

quality can also be caused by misapplication of the sensors or sensor application system (SAS) 

by the user. The SAS provides guidance for the user in terms of sensor placement, and comes in 

various sizes to accommodate individuals of different body types. However, an inability to 

adhere to this guidance, or the selection of the wrong size SAS for a given individual, can result 

in misplaced sensors and degraded signal quality.   

 Thus, it is a critical objective to quantify PCG signal quality, and to only perform EF 

computation analysis on those signal segments which are identified to be valid, meaning the 

signal quality is deemed sufficient. To achieve this, we have developed a quality metric that 



` 

113 

 

quantifies signal quality based on the extent to which it is characterized by the periodicity 

expected of consecutive heart beats. If the computed metric is below a certain threshold, the 

signal segment is declared invalid and is excluded from further analysis. Also, this metric can be 

used to provide information regarding the relative signal qualities of the various sensors in the 

ICR system for a given application. This information can be utilized to provide relative weights 

to each sensor for overall EF computation, as described in Chapter 8. 

12.2 Methods 

 An autocorrelation-based approach to estimating cardiac cycle duration from the PCG 

signal was discussed in Chapter 6. Briefly, the autocorrelation is performed on a segment of the 

envelope of the PCG signal. The selection of the signal segment is guided by the corresponding 

ECG signal, so that it contains two complete and consecutive cardiac cycles. Due to the periodic 

nature of the signal segment, this autocorrelation will contain various peaks, one of which will 

represent the periodicity of the full cardiac cycle. The prominence of this peak (as defined in 

Chapter 6), serves as an indicator of the strength of periodicity of the signal segment, and thereby 

also an indicator of the signal quality- because the cardiac events in the signal segment are 

known to be periodic, elevated periodicity in the signal, as indicated by prominent 

autocorrelation peaks, indicates that the underlying PCG signal is of high quality. Thus, the peak 

prominence value serves as a local quality metric for the signal segment. If this value is below an 

empirically determined threshold value of 0.3, the signal segment is determined to be of 

insufficient quality and thereby invalid, and the segment is excluded from further analysis. If it is 

above or equal to the threshold, analysis can proceed.    

 Figure 0-38 demonstrates computation of the local quality metric. Panel a) shows a PCG 

signal segment containing two consecutive cardiac cycles. Panel b) shows the envelope of the 
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corresponding signal segment. Panel c) shows the autocorrelation of the envelope. Here, the peak 

corresponding to the cardiac cycle period is labeled, along with the local minima (for further 

detail on identification of this peak, see Chapter 6). The amplitude of the peak here is 0.4634. 

The amplitudes of the prior and subsequent valleys are -0.3337 and -0.2818, respectively. Thus, 

as described in Chapter 6, the local quality metric (QM) can be computed as: 
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 The local quality metric here is above the threshold of 0.3, so this segment is deemed 

valid, and analysis can proceed. 

 

Figure 0-38 PCG signal segment, low-frequency envelope and autocorrelation of consecutive 

cardiac cycles. a) PCG signal segment of consecutive cardiac cycles b) Low-frequency envelope 

of corresponding segment c) Autocorrelation of low-frequency envelope. Peak corresponding to 

cardiac cycle period labeled by black +. Local valleys labeled by black markers.  

 

 Quality metric analysis is performed both locally as described above to determine if PCG 

segments are valid, and globally to determine the overall quality of the signal for the entirety of 
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the 10s recording. To perform global quality metric analysis, the local quality metric values for 

each segment are stored in an array. The quality metric value in the 75th percentile of the array is 

selected as a representative value for the entire signal. If this value is below the threshold of 0.3, 

the entire signal is determined to be invalid, and no further analysis is performed on the signal. If 

the value is greater than or equal to 0.3, analysis will continue on those segments for which the 

local quality metric was also greater than or equal to 0.3. The purpose of this analysis is to ensure 

a certain degree of quality for the overall signal in order to instill confidence that a local quality 

metric value is indeed reflective of a quality signal segment, rather than due to local artifacts that 

may have affected quality metric computation.  

12.3 Results 

 Figure 0-39 demonstrates the utility of the quality metric threshold in removal of noisy 

heart sound events from analysis. In panel a), an ECG signal for three consecutive cardiac cycles 

is shown. In panels b) and c), a corresponding PCG signal is shown, with S1 and S2 event 

endpoints demarcated in black and magenta, respectively. In b), the quality metric threshold is 

set to 0.0, which removes any influence of the threshold. In c) the quality metric threshold is set 

to the original value of 0.3. The effect of the quality metric threshold can be seen in the first 

cardiac cycle. In b), S1 and S2 events are identified in the first cardiac cycle. However, it is 

evident that there is significant noise present in the S1 event. This noise resembles that due to the 

subject coughing or speaking, and can affect the amplitude, duration, and frequency of the event. 

Thus, it would be beneficial to exclude such an event from analysis. In c), the local quality 

metric in this region is below the threshold of 0.3, thus the cardiac cycle is determined to be 

invalid, and both the S1 and S2 events are excluded.     
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Figure 0-39 Removal of noisy events via quality metric threshold a) ECG signal for three 

consecutive cardiac cycles. Corresponding PCG signal are shown in b) and c), with S1 and S2 

event endpoints identified in black and magenta, respectively, with quality metric threshold 

values of b) 0.0 and c) 0.3.  

 

 Figure 0-40 demonstrates global quality metric analysis. In the top four panels are PCG 

signals obtained from the (from top to bottom) aortic, pulmonic, tricuspid, and mitral locations, 

respectively. The global quality metric values are shown in parentheses on the y-axis. The 

bottom panel shows the corresponding ECG signal. Identified S1 and S2 event endpoints are 

shown in black and magenta, respectively. The pulmonic, tricuspid, and mitral signals here 

exhibit global quality metric values greater than threshold. While there do seem to be some heart 

sound events present in the aortic signal, the global quality metric is less than threshold; 

therefore, the entire signal is excluded from analysis. Thus, we have adopted a conservative 

approach to ensure the quality of PCG signals prior to EF computation.  
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Figure 0-40 Global quality metric threshold analysis. From top to bottom: PCG signals from 

aortic, pulmonic, tricuspid, and mitral locations; ECG signal. Global quality metric values for 

PCG signals in parentheses on y-axis. 

12.4 Conclusion 

 As the PCG signal quality can be degraded due to various causes (e.g. noise, irregular 

subject anatomy, or improper SAS application by the user), it becomes essential to identify when 

this occurs. This has been achieved via implementation of a quality metric. The quality metric is 

derived from the autocorrelation-based analysis used in PCG segmentation and described in 

Chapter 6. It is computed for local segments of the PCG signal to determine if these segments are 

valid (eligible for subsequent analysis). Further, a global quality metric value, representative of 

the entire 10s recording, is obtained as a secondary measure to determine whether valid segments 

from the signal should indeed be considered for analysis, or if the entire signal should be 

disregarded. This represents a conservative approach to the investigation of PCG signal quality. 

 The global quality metric is also used in establishing relative weights for individual 

sensors for EF computation, as described in Chapter 8.    
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13. DEPENDENCE OF SENSOR NUMBER AND LOCATION ON EF 

COMPUTATION ACCURACY 

13.1 Introduction 

 The ICR Heart Function Monitoring System contains four acoustic sensors, located at the 

four traditional clinical auscultatory sites of aortic, pulmonic, tricuspid, and mitral (Figure 0-41). 

There are two purposes for having multiple sensors, and for this specific configuration. First, 

different heart sound events are emphasized in different regions. The S1 event, caused by the 

closure of the mitral and tricuspid valves, is emphasized at the mitral and tricuspid sites, while 

the S2 event, resulting from the closure of the aortic and pulmonic valves, is emphasized at the 

aortic and pulmonic sites. Second, as discussed in Chapter 12, PCG signals are at times subject 

to degraded signal quality. In a given application, signals from one or more sensors may be 

degraded, while others are of high quality. Thus, the multiple sensor configuration serves as a 

form of redundancy, in which EF computation can occur even when faced with degraded signal 

quality in one or more sensors.  

 The ICR system has proved robust and accurate in ejection fraction (EF) computation. 

We now seek to investigate the performance of systems consisting of subsets of the current 

sensor configuration. Fewer sensors would allow for a more compact system, which could 

increase mobility, comfort, and ease of use.  
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Figure 0-41 ICR acoustic sensing locations. 

13.2 Methods 

 Degraded signal quality can occur in any of the four sensor locations in the full ICR 

system, as can be seen in Figure 0-42. Here, degraded signal quality in a) the aortic and b) the 

mitral signal are shown.  

 

Figure 0-42 Degraded signal quality in different ICR sensor locations. From top to bottom: 

aortic, pulmonic, tricuspid, and mitral sensor location signals, ECG. S1 and S2 event endpoints 

marked in black and magenta, respectively. a) Degraded signal quality from aortic sensor 

location. b) Degraded signal quality from mitral sensor location.  
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 Thus, there is significantly increased robustness with a system of at least two sensors, 

allowing for EF computation even in the case of degraded signal quality in one sensor. Further, 

the low-EF neural network framework depends exclusively on the pulmonic and tricuspid sensor 

locations, as these locations exhibit signal features that have much greater correlation with low 

EF values. Therefore, in our exploration of various sensor configurations, we examine subsets 

featuring at least two sensors, wherein at least one of the sensors is in either the pulmonic or 

tricuspid location.   

 A useful metric when investigating sensor subsets is the quality metric, as described in 

Chapter 12. This metric quantifies the quality of the signal from each sensor location. It is 

hypothesized that sensor locations that yield elevated quality metric values across a large and 

diverse subject population may provide more accurate and robust EF computation.  

 To pursue this, we computed mean quality metric values for each sensor for N = 68 

subjects. The subjects were of both sexes, with wide ranges of age, height, and weight.  For each 

subject, a five minute monitoring procedure was performed. This data was comprised of 

individual 10 second recordings. For each individual recording, a representative quality metric 

value was obtained as described in Chapter 12. Then, the mean for each sensor for each subject 

was computed, resulting in one representative quality metric value for each sensor for each 

subject. Histograms of these quality metric values are presented in Figure 0-43, with mean values 

indicated by black lines. The mean quality metric values, in descending order, were: pulmonic 

(0.5526), mitral (0.5190), tricuspid (0.5150), and aortic (0.4410).  
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Figure 0-43 Histogram of quality metric values for each sensor for N = 68 subjects. Mean values 

for each sensor are indicated with black lines. 

  

 To further investigate dependence of sensor number and location on EF computation, we 

performed EF computation on various subsets of at least two sensors of which at least one sensor 

was either pulmonic or tricuspid. To quantify performance of the various configurations, we 

computed the mean error between EF measured by echocardiography (the gold standard) and EF 

measured by the ICR system. The results of this investigation can be seen in Figure 0-44. Here 

the error for each configuration tested is shown. The x labels indicate which sensors are used in 

each combination, with A = aortic, P = pulmonic, T = tricuspid, and M = mitral. For example, 

“APT” indicates the inclusion of the aortic, pulmonic, and tricuspid sensors in EF computation, 

and the exclusion of the mitral sensor. 
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13.3 Results 

  The configuration with the overall best performance (lowest mean error) was that 

including all sensors, with a mean error of 3.68 units. The best performance of all tri-sensor 

subsets came from the aortic/pulmonic/tricuspid combination, with a mean error of 4.02 units. 

The best performance of all dual-sensor subsets came from the pulmonic/tricuspid combination, 

with a mean error of 5.31 units. This combination outperformed the tri-sensor configuration of 

aortic/tricuspid/mitral, as did the aortic/pulmonic subset. Thus, two of the dual-sensor 

combinations featuring the pulmonic sensor outperformed the tri-sensor combination in which 

pulmonic was excluded. This indicates the importance of the pulmonic sensor in EF 

computation. This finding is in agreement with the quality metric analysis, in which the 

pulmonic sensor had the highest overall value.  

 

Figure 0-44 Mean error in EF computation for various sensor configurations. Labels on x-axis 

indicate which sensors are used in each configuration. A = aortic, P = pulmonic, T = tricuspid, M 

= mitral. 
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13.4 Conclusion 

 The ICR system features four acoustic sensors placed in a specific configuration, for the 

purposes of increasing robustness as well as enhancing various components of the heart sound 

signal. From a user standpoint, a system with fewer sensors may be desirable, as it could 

decrease size while increasing mobility, comfort and ease of use. In this chapter, we examined 

the dependence of sensor number and location on ejection fraction (EF) computation. First, the 

overall signal quality at each location was measured, and it was determined that the pulmonic 

site yielded the greatest quality signal. Next, EF computation was performed using signals from 

various combinations of the four sensor locations. The mean error in EF computation was used to 

measure performance. The greatest performance was achieved using all sensors. The best 

performance with three sensors was achieved with the acoustic, pulmonic, and tricuspid sensors. 

The best performance with two sensors was achieved with the pulmonic and tricuspid sensors. It 

was found that while some accuracy is compromised, reduced systems still obtain reasonable 

performance. Lastly, the improved performance for the full four sensor system validates the 

design choice of using the four clinical ascultatory sites.  
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14. CONCLUSION 

 A critical need has emerged for constant, vigilant heart function monitoring of patients in 

the clinic who are at risk due to heart failure. A major indicator of heart failure is reduced left 

ventricular ejection fraction, more commonly known as ejection fraction, or EF. Current clinical 

methods of measuring EF are expensive, require the presence and support of expert technicians, 

and are not capable of continuous monitoring. To this end, we have developed the Integrated 

CardioRespiratory (ICR) Heart Function Monitoring System which provides real-time, 

continuous, accurate monitoring of EF, and is low-cost and easy to use.  

 The ICR Heart Function Monitoring System utilizes information from the cardiac 

acoustic signal, also known as the phonocardiogram (PCG), and the cardiac electrical signal, also 

known as the electrocardiogram (ECG), to compute EF. It consists of ICR acoustic sensors, ECG 

sensor electrodes, a sensor application system, and the ICR patient monitor system. The system 

acquires ECG and PCG signals, upon which signal processing is performed. This is accompanied 

by advanced machine learning methods which provide accurate computation of EF.  

 The system provides various signal processing functions to enable computation of EF. 

First, to guide in identification of the fundamental heart sounds (S1 and S2), the ECG signal is 

utilized. Detection of the R wave peak in each cardiac cycle of the ECG signal provides critical 

information regarding the locations of the S1 and S2 events in the corresponding, time-

synchronized PCG signal. For this purpose, we have presented a novel R wave peak detection 

algorithm that is highly accurate and robust to ECG signals with different waveform 

morphologies, underlying heart rate characteristics, and levels of noise. 

 To further enhance detection accuracy of S1 and S2 events, the presence of noise in the 

PCG signals must be minimized. We have presented a novel noise suppression algorithm, based 
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on methodologies originally developed for speech signal noise suppression, to reduce the 

influence of noise in PCG signals while still preserving characteristics of the cardiac acoustic 

events. 

  To allow for segmentation of the signal, we have developed a novel method that utilizes 

short-term periodicity of the PCG signal to allow for correlation method analysis, by which S1 

and S2 events can be identified. Further, we applied a sensor fusion approach which combines 

information from all four acoustic sensors to enhance accuracy. 

 A feature extraction process then produces low-dimensional statistics to represent the 

high-dimensional S1 and S2 sound events, while preserving critical information that can 

differentiate between varying degrees of cardiac performance. We have discovered temporal and 

amplitude-based features that demonstrate significant correlation with EF, and are therefore 

critical features for EF computation.  

 These features are then used in a neural network framework to perform regression 

analysis to compute EF values. We presented a sensor fusion approach to incorporate EF 

computations from all acoustic sensors into one representative value. We implemented a multi-

tiered architecture, in which an initial EF estimate is first produced via neural network regression 

analysis. Depending on which range this EF estimate falls in, the subjection is classified into a 

subgroup, and further neural network regression analysis is performed accordingly to achieve 

higher accuracy in EF computation. 

 The capability of the ICR system to accurately compute EF values via analysis of ECG 

and PCG signals was demonstrated in a clinical trial. The trial was performed on individuals of 

both sexes, with wide ranges of age, body mass index, and EF, and included a diverse set of 

cardiac conditions. EF values obtained via echocardiography were used as ground truth 
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measurement to which ICR-computed EF values were compared. A high correlation was 

observed between the echocardiography and ICR EF values. Low error was observed between 

echo and ICR EF values across a wide range of echo EF values. 

 We presented further analysis of PCG signal features in the form of Phonocardiogram 

Carrier Signal Analysis (PCSA). This technique involves separating the PCG signal into its 

amplitude-modulated (AM) and frequency-modulated (FM) components. We created low-

dimensional models of the AM and FM components of S1 and S2 events. We performed spectral 

analysis of the FM component of S1 and S2 events to yield representative features, which we 

then used to compute stroke volume (SV), the volume of blood ejection from the left ventricle in 

each cardiac cycle. 

 Next, we developed and tested an ambulatory ICR system. In a clinical setting, 

ambulation is defined as walking, standing, or sitting in a chair with or without assistance. 

Increased ambulation in hospital patients has been demonstrated to correlate with positive 

outcomes for both patient and hospital. The ambulatory ICR system allows for this capability. In 

this platform, we developed motion detection algorithms along with the implementation of an 

Inertial Measurement Unit (IMU) to identify episodes when a subject is at rest, during which 

PCG signal analysis and EF computation can occur. We also identified episodes when a subject 

is in motion; these episodes of motion are excluded from analysis, as the movement can 

introduce noise which can degrade signal quality and reduce EF computation accuracy. 

 Even with a subject at rest, the PCG signal may still suffer from degraded signal quality 

due to noise, irregular subject anatomy, or improper placement of sensors. In order to exclusively 

perform EF computation on PCG signal segments in which the quality is deemed sufficient, we 

developed a metric that quantifies signal quality. The quality metric is also used to provide 
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information regarding relative signal quality for a given application of the ICR system, which is 

used to determine relative weights for each sensor in overall EF computation. 

 Finally, we performed an investigation into the dependence of ICR sensor number and 

location on EF computation accuracy and robustness. Here, subsets of the full four-sensor system 

were used for EF computation and compared to the original system. It was concluded that the 

four-sensor system provided greatest performance, validating the adoption of this configuration. 

 The ICR Heart Function Monitoring System provides real-time, continuous, accurate 

measurement of ejection fraction (EF), while maintaining low cost and being easy to use. In its 

creation, novel algorithms have been developed in several areas, including: ECG and PCG signal 

segmentation, PCG signal noise suppression, PCG signal feature extraction, EF computation via 

neural network analysis, PCG signal modeling, and PCG signal quality quantification. The 

performance of this system in terms of EF computation accuracy has been demonstrated in a 

clinical trial on subjects with varying age, height, weight, and BMI, and possessing a diverse set 

of cardiac conditions.  

 Several exciting objectives lay ahead for the ICR system. We will continue development 

of a robust and accurate SV computation framework, featuring PCSA, temporal and amplitude-

based features in a neural network architecture. We will investigate the use of neural networks 

containing inputs from multiple sensors, as well as developing new features derived from 

combinations of existing features from different sensors. Using the ambulatory ICR system, we 

will explore the relationship between subject torso angle and both PCG signal quality and EF 

computation accuracy, with the goal of determining an optimal torso angle for ICR monitoring 

which can be maintained consistently across subjects. Finally, we will seek to improve system 
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design with new sensor systems that are more compact and provide greater conformity to various 

body types.  
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