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Grow the pie or have it?  

Using machine learning for impact heterogeneity in the Ultra-poor Graduation Model 
 

April 11, 2021 

Reajul Chowdhury, Federico Ceballos-Sierra, Munshi Sulaiman 

 

Abstract 

Anti-poverty interventions often face a trade-off between immediate reduction in poverty, measured 

by consumption, and building assets for longer-term gains. An “Ultra-poor Graduation” model, 

found effective on both dimensions, generally leans towards asset building. By using data from a 

large-scale RCT in Bangladesh, we find significant variation in impact on assets where the top 

quintile of gainers had an impact of 3.44 on their log of assets compared to the impact of 1.92 

observed by the bottom quintile. We also find heterogeneity in household expenditure although the 

estimates are less robust across different estimation methods. Importantly, we find contrasts in 

characteristics of beneficiaries who made the most in assets vs. consumption. The results identify 

beneficiary characteristics that can be used in targeting households either to maximize impact on 

the desired dimension and/or to customize interventions for balancing the asset and consumption 

trade-off.  

Keywords: Ultra-poor, Impact heterogeneity, Machine Learning, Bangladesh 

JEL Classification: O12, I39 

 

 

Introduction 

Achieving the global ambition of ending poverty in all its forms everywhere by 2030, as postulated in 

the first sustainable development goal (SDG), will require scaling up successful poverty alleviating 

programs that not only lift people out of poverty but also can sustain the impacts over long-term. 

However, there is an inherent trade-off in anti-poverty programs between making immediate 

reduction in poverty (generally measured by consumption or expenditure) and encouraging asset 

accumulation for relatively longer-term change in poverty. This trade-off is indirectly discussed in 

poverty trap literature where the empirical evidence is mixed, but asset-based poverty dynamic 

generally found to be more salient than consumption or income-based measures (e.g. Ikegami et al. 

2016; Carter and Barrett 2006; Quisumbing and Baulch 2013). In a more recent paper, Balboni et al 

(2021) find evidence of the poverty trap by looking at the impact of asset transfer, where being above 

a threshold results in asset accumulation, and those below face asset depletion. In terms of impact 

analysis of different types of interventions, a meta-analysis of cost-effectiveness of alternative 

livelihood support interventions by Sulaiman (2018) also reveals this trade-off whereby unconditional 
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feedback on the analysis. Special thanks to Dr. Stefan Wager for prompt responses on use of the GRF package 
and interpreting the coefficients. We also acknowledge BRAC and LSE research team who worked on the project 
that our data comes from. All errors are ours. Corresponding author Reajul Chowdhury mac7@illinois.edu  



2 
 

cash transfers are more attractive in the short-run whereas more comprehensive interventions fare 

better in the long run. Therefore, being able to identify characteristics of households who are likely to 

have lower impacts on assets can improve the efficiency of programs that are focused on livelihoods 

development by giving more emphasis on their asset building through varying transfer amounts 

and/or technical supports.  

In this paper, we look at this trade-off among the beneficiaries of an ultra-poor graduation model, 

which is considered as an effective approach for addressing poverty in the short run, and the impacts 

are also sustained over several years post interventions. Although the average effects of this model 

are generally positive for both asset accumulation and consumption, this does not imply the 

nonexistence of a trade-off between the two domains. Using machine learning tools, we investigate 

whether there are systematic differences between the participants of a graduation program in 

Bangladesh who gain more in household expenditure over asset accumulation and vice versa.  

Several studies have shown robust evidence of the graduation model being successful in reducing 

extreme poverty in a wide range of contexts (Bandiera et al. 2017; Banerjee et al. 2015)1. The 

intervention model is composed of a sequence of supports including a grant of productive assets, 

hands-on coaching for 12-24 months, life-skills training, short-term consumption support, and access 

to financial services. The goal of this model is to develop micro-enterprise from the transferred assets 

while all the other components are related to protecting their enterprise and/or increasing 

productivity.  Developed by BRAC, this model has shown significant impacts on household asset 

accumulation, consumption, labor supply, income, and food security status in Bangladesh (Bandiera 

et al. 2017; Banerjee et al. 2015). More importantly, these impacts sustain well beyond the 2-year 

intervention period. A six-country replication of the model has also shown similar positive results. 

Long-term follow-up studies show the impacts not only persist but also grow over 7 to 10 years in 

West Bengal (Banerjee et al. 2016; Duflo 2020) and up to 14 years in Bangladesh (Balboni et al. 2020). 

Evaluations of variations of the graduation model also produce similar positive results (Blattman et al. 

2016; Gobin et al 2016; Sedlmayr et al 2020). Currently, the model has been adopted by various NGOs 

and in government social protection schemes in 75 countries by 2020 (Andrews et al. 2021). 

Because of the comprehensive package, the graduation model generally costs substantially more than 

alternative poverty alleviation approaches (Sulaiman 2018). One of the avenues of improving cost-

effectiveness is to better customize the supports to the needs of specific sub-groups within the target 

population. In fact, the existing studies find a large degree of heterogeneity even within the narrow 

group of the poorest households (e.g. Bandiera et al. 2017; Banerjee et al. 2015). However, these 

studies followed the traditional approach of evaluating heterogeneity with respect to only a few 

predetermined well-known covariates, and therefore, left other potential sources of heterogeneity 

unexplored. Understanding the source of heterogeneity in the effects of the Graduation Model has 

potential policy implications for implementing agencies to bring necessary changes in their targeting 

approaches as well as customizing intervention packages to fit the needs of different sub-groups of 

the extreme poor.  

The typical approach of analyzing heterogeneous effects involves fitting a linear model which includes 

interactions between treatment and the covariates, essentially measuring the treatment effects for 

subgroups. However,  this econometric approach is both inefficient and less robust as deciding on a 

few variables to create the subgroups involves the risk of overfitting the estimates (i.e. selecting only 

those variables on which we see heterogeneity) and throwing away the rich set of baseline 

 
1 Bandiera et al (2017) evaluate the model in Bangladesh and Banerjee et al (2015) evaluate the same approach in six 
countries.  



3 
 

information available (Chernozhukov et al. 2020). Execution of such model becomes more challenging 

when the number of covariates significantly increases; including all the potential interaction terms 

becomes infeasible unless the sample size is sufficiently large relative to the number of covariates and 

their interaction terms (Foster, Taylor, and Ruberg 2011; Green and Kern 2012; Imai and Ratkovic 

2013; Schiltz et al. 2018). To overcome these weaknesses, several recent studies proposed using 

techniques from machine learning (ML) to better understand heterogeneous effects (Athey and 

Imbens 2017; Chernozhukov et al. 2020). This new and growing literature has proposed several 

parametric, semi-parametric, and non-parametric approaches that utilize a large array of covariates, 

are computationally feasible, and avoid the risk of overfitting. Consequently, the use of ML in 

randomized control trials (RCT) to make inferences on heterogeneous treatment effects is receiving 

increasing attention (Chernozhukov et al. 2020; Foster et al. 2011; Imai and Ratkovic 2013). 

In this paper, we apply two ML approaches to investigate the heterogeneity in the effects of the 

graduation model from an RCT in Bangladesh. We use three rounds of panel data from 5,491 ultra-

poor households, who were randomized into a treatment and control group. We begin with estimating 

the Conditional Average Treatment Effect (CATE) of the graduation program using the Honest Causal 

Forest (HCF) algorithm proposed by Susan Athey and Wager (2019). We favor the HCF method for two 

reasons:  first, by construction, it allows us to flexibly model complex interactions and discontinuous 

relationships between independent variables, and second, it allows for valid hypothesis testing and 

the estimation of standard errors and confidence intervals. Next, we use the ML approach proposed 

by Chernozhukov et al. (2020), which involves estimating proxy predictors of CATE and then 

developing valid inference on key features of the CATE. While the causal forest method focuses only 

on tree-based random forest tools to produce consistent estimates of CATE and explore 

heterogeneity, the approach proposed by Chernozhukov et al. (2020) is more general and can be 

applied to any ML methods to predict and make inference on heterogeneous effects. Since both 

approaches resolve the fundamental problem of nonparametric inference of ML methods and 

propose strategies that produce uniformly valid inference, we use them as complementary to each 

other. Subsequently, we conduct classification analysis to identify baseline characteristics that are 

associated with the impacts to understand the trade-off and policy implications on customizing 

interventions.  

For measuring heterogeneous impacts, we focus on two outcomes – household wealth and 

expenditure. Our results detect a large degree of heterogeneity in treatment effects on both assets 

and expenditures. However, the difference between the top and least gainers in household wealth is 

much larger than the corresponding difference in expenditure. Looking at heterogeneity by baseline 

characteristics, the results indicate a trade-off between the gains in wealth vs consumption. We find 

15 common variables that are important determinants of impact heterogeneity in both assets and 

expenditure, and the direction of their relationships with the impact sizes for almost all the indicators 

are in opposite to each other between the two outcomes. In terms of specific indicators, the age of 

participants is found to be an important factor whereby top gainers of wealth are more likely to 

include older participants whereas those who show a high impact on consumption are more likely to 

consist of younger beneficiaries. This trend of older beneficiaries accumulating wealth while younger 

beneficiaries having higher consumption gain is in contrary to a common understanding of the model 

being less effective for older people. Another dimension of heterogeneity that comes out as significant 

is women’s voice in household decision-making. We find that women with greater involvement in 

household decision-making at baseline are more likely to be in the high impact groups when it comes 

to expenditure and the other way around for wealth impact. Besides these participant characteristics, 

other factors showing significant heterogeneity in impacts are households’ baseline level of savings, 

assets, expenditure, community-level variables of distance to market, and paved roads. We also find 
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inequality in livestock ownership within the communities having significant impact heterogeneity 

whereby households with high expenditure gains are more likely to reside in communities with high 

asset inequality, but no significant difference in impact on assets.  

Our results of impact heterogeneity going in opposite directions for expenditure and wealth by most 

of their baseline characteristics demonstrate the trade-off between achieving impacts on immediate 

poverty reduction by increasing consumption and more long-term impacts through asset 

accumulation. We also find household characteristics that are more likely to have impacts on 

consumption over the asset accumulation that can be used for potentially customize interventions, in 

the context of Bangladesh, to strengthen the long-term impacts of the model. One example of 

customization to improve cost efficiency can be reallocating greater staff time to low asset gainers 

instead of uniform coaching support that is currently being practiced. The rest of the paper is 

organized as follows. Section II gives a brief overview of the Graduation Model and the evidence of its 

impact. Section III describes the data used in this paper. Section IV description of the two ML 

approaches that we apply in this paper for exploring the heterogeneity in treatment effects. Study 

results are discussed in Section V and the conclusion in Section VI.  

 
I. Graduation model and evidence of its impact 

Over the last few decades, development organizations learned that bringing people out of ultra-

poverty requires simultaneously addressing multiple constraints that they face in moving towards a 

sustainable livelihood. Building on this insight, BRAC, an NGO originating in Bangladesh, pioneered a 

program called Targeting the Ultra-poor (TUP) to build secure, sustainable, and resilient livelihoods 

for the ultra-poor (Matin et al. 2008; Morel and Chowdhury 2015). The approach in the TUP program, 

now better known as the “graduation model”, is to combine multifaceted support services addressing 

both the immediate needs of the ultra-poor by giving them consumption supports, and their long-

term need for a sustainable livelihood by providing them a grant of productive assets with technical 

skills training. This is complemented by a time-bound (typically 18-24 months) intensive coaching, 

access to finance, and health supports to both improve their productivity of the assets and protect 

them from distress sales due to shocks. BRAC started implementing the program in 2002 in 

Bangladesh.  

Several non-experimental studies (e.g. Ahmed, Sulaiman, and Das 2009; Matin and Hulme 2003; 

Mallick 2013) found the program very effective in increasing household consumption, asset holdings, 

and self-employment among the ultra-poor. The holistic treatment of poverty in the graduation 

approach drew the attention of the donor community and other stakeholders in low-income 

countries. The model has later been replicated and adapted by at least 219 programs in 75 countries 

by NGOs, governments, and donor organizations (Banerjee et al. 2015; Andrews et al. 2021). Taking 

advantage of the large-scale replication of the model in low-income countries, several high-quality 

randomized trial studies have been conducted to assess the impact of the model (Bandiera et al. 2013, 

2017; Banerjee et al. 2015). In Bangladesh, Bandiera et al. (2013) found that after four years of the 

program inception, the beneficiary households expanded their self-employment activities, increased 

labor supply, accumulated more productive assets, which led to increased household income and per 

capita consumption. A follow-up survey on the same households seven years after the program began, 

found that the long-term effect of the program is at least as large as the four-years effect (Bandiera 

et al. 2017). Banerjee et al. (2015) documented the findings from 6 randomized trial studies assessing 

the impact of the graduation model implemented in 6 countries. The study found the effect of the 

program on income, household asset accumulation, food security, and consumption similar to the 

Bangladesh study albeit with some variations across the 6 sites. 



5 
 

While the effects of the graduation model have been found to be positive and durable in a wide range 

of geographical and cultural contexts, the existing studies also reported a high degree of heterogeneity 

in the effects. For instance, Bandiera et al. (2017) showed that the effects on consumption, savings, 

and productive assets accumulation at 95th percentiles were at least 10 times larger than the effect at 

the 5th centile of the distribution. Similar significant variation in treatment effects on household 

income, consumption, food security, and financial inclusion was also reported in Emran, Robano, and 

Smith (2014); Raza, Das, and Misha (2012); and Banerjee et al. (2015). The large degree of 

heterogeneity in treatment effects implies that even with the narrow group of the ultra-poor, there 

could be subgroups who are not benefitting as much. However, the quantile regression approach in 

these studies has the limitations of only measuring impact across different percentile on a continuum 

of an outcome indicator and does not confirm whether these are associated with any baseline 

characteristics. This paper aims to identify and define these subgroups, that will help adopt changes 

in the graduation model to better fit the needs of these groups.  

 

II. Data 

We use the data from a cluster-randomized trial by Bandiera et al (2017) that assessed the impact of 

the graduation model implemented in Bangladesh by BRAC. Starting in 2007, the study randomly 

assigned 40 BRAC branch offices serving 1,309 villages to the treatment or control group. We use the 

data from three rounds of surveys - baseline in 2007 followed by midline in 2009 and endline in 2011.2 

The baseline survey was preceded by a participatory wealth ranking exercise in both treatment and 

control villages, which classified households into four groups: ultra-poor, near-poor, middle-class, and 

upper-class. Although the impact evaluation paper looked at spillover on these groups, we focus only 

on the ultra-poor group as they are the targeted beneficiaries in the graduation model and received 

support. Our final sample size comprises 5,315 households of whom 3,082 from treated branches and 

2,233 from control branches. Our analysis explores heterogeneity in treatment effects on two 

outcomes: the value of per-capita wealth, and per-capita household expenditure. We use the log of 

both outcomes. Household wealth has been calculated summing the monetary value of land, business 

assets, non-business assets, and savings. The household expenditure outcome includes household 

expenses on food (both purchased and produced), fuel, cosmetics, entertainment, transportation, 

utilities, clothing, footwear, utensils, textiles, dowries, education, charity, and legal expenses. While 

our analysis is intended to capture possible trade-offs between wealth and consumption, it is worth 

mentioning that both outcomes are among the key performance indicators for the graduation model. 

We complement our main analysis of these two outcomes with the analysis of two additional 

outcomes – household savings, and self-employment income.  

The treatment variable is a dummy indicating if a household resides in villages under a treated BRAC 

branch office. The covariates for heterogeneity include baseline information on respondents’ 

characteristics, demographic and socio-economic characteristics at the household level, and several 

cluster-level characteristics. Initially, we started with 103 covariates and after filtering out variables 

with near-zero variance, multicollinearity, and a high number of missing values, we are left with 50 

covariates. The list of these covariates along with some descriptive statistics are presented in Annex 

(Table A1).  

III. ML Method 

 
2 Bandiera et al (2017) also used a fourth round of survey conducted 2014. However, we do not use this since 
some of the households from control group were also treated after the endline.  
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Our empirical strategy combines two machine learning approaches; the honest causal forest algorithm 

proposed by Wager and Susan Athey (2018), and an agnostic approach proposed by Chernozhukov et 

al. (2020). The honest casual forest method builds on the causal tree algorithm proposed by  Susan 

Athey and Imbens (2016), which partitions the data into a set of subgroups such that treatment effect 

heterogeneity across subgroups is maximized (Athey and Imbens 2016). In estimating the treatment 

effect, the causal tree algorithm follows an “honest” approach, whereby one sample is used to 

construct the partition (i.e. building the tree) and another to estimate treatment effects for the 

subgroups. More specifically, the causal forest algorithm starts by drawing a random subsample of 

training data and then splitting the training data into two halves I and J. The algorithm then grows a 

tree by using the J-sample data to partition the data space, while holding out the I-sample data for 

within-leaf estimation. When choosing a split, the algorithm seeks to maximize the difference in 

treatment effect [𝜏(X)] between the two child leaves. The treatment effect is estimated simply by 

taking the difference between the outcomes of the treated and control observations within a leaf:  

τ̂(X) =
1

|{𝑖: W𝑖 = 1, X𝑖Є 𝐿}|
∑ Y𝑖

𝑖:W𝑖=1,X𝑖Є 𝐿

    −     
1

|{𝑖: W𝑖 = 0, X𝑖Є 𝐿}|
∑ Y𝑖

𝑖:W𝑖=0,X𝑖Є 𝐿

                              (1)  

In equation 1, W is the treatment indicator taking value 1 for treated observations, X is the covariate 

space, Y is the outcome variable, and 𝐿  is the leaf within a tree. Wager and Susan Athey (2018) showed 

that the honest approach of tree building produces consistent estimates by eliminating bias in the 

CATE and enables centered confidence intervals that allow for valid statistical inference.  

While the causal forests approach uses only one specific ML tool i.e. tree-based algorithm and relies 

on an honest approach to produce consistent estimates of CATE and explore heterogeneity, 

Chernozhukov et al. (2020) proposed a different approach that allows applying generic ML methods 

to estimate causal effects and draw a statistical inference. The empirical strategy of this approach 

starts by building a proxy predictor of CATE using generic ML methods, and then develop valid 

inference on some key features of the CATE based on this proxy predictor. Instead of obtaining 

consistent estimation and uniformly valid inference on the CATE itself, this approach focuses on 

providing valid estimation and inference on certain features of CATE. Referring to it as an agnostic 

approach, Chernozhukov et al. (2020) argued that by focusing on key features of CATE rather than 

CATE itself, this approach avoids making strong assumptions about the properties of ML estimators 

and yet obtain uniformly valid inference on some features of the estimators. Particularly, this 

approach targets to develop valid inference on three features namely – Best Linear Predictor (BLP), 

Sorted Group Average Treatment Effects (GATES), and Classification Analysis (CLAN). 

The algorithm of this agnostic approach involves repeatedly splitting the data into two samples, 

namely the main sample (DataM) and the auxiliary sample (DataA), and for each split training ML 

methods and predict the outcome variable on the treated and untreated observations separately 

using the DataA.  Applying the trained ML models on Data𝐴, the algorithm then estimates two potential 

outcomes [Y(0), Y(1)], and obtain treatment effect estimates, S(X), and baseline effect estimates, B(X), 

for each observation in Data𝑀. The baseline effect and the treatment effect are estimated using the 

following simple equations: 

B(X) = E[Y|W=0, X]                    (2) 

S(X) = E[Y|W=1, X] – E[Y|W=0, X]              (3) 

The algorithm then involves testing for heterogeneity in the treatment effects using the following 

weighted ordinary least squared (OLS) or the Best Linear Predictor (BLP) model: 
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Yi = α Xi + α1 B(Xi) +β1 (Wi – p(Xi)) + β2 [Wi – p(Xi)] [Si (Xi) – ES) + 𝜀,  

with weights ω(X) =  
1

{p(X) [1− p(X)]}
                     (4) 

where ES = 1

𝑀
 ƩS(Xi), and p(X)= 

1

𝑁
 Ʃp(Wi =1 |X)  or  𝑁 𝑡𝑟𝑒𝑎𝑡𝑒𝑑

𝑁
  for a randomized trial study. In our case W = 

3082

5315
  = 0.58. 

β1 in equation 4 indicates the average treatment effect. β2, the main coefficient of our interest, 

indicates the degree to which the estimated treatment effect, Si(X), serves as a proxy for the true 

treatment effect or CATE. Rejecting the null hypothesis β2 = 0 means that there is heterogeneity and 

Si(X) is a relevant predictor.  

The second feature, Group Average Treatment Effect (GATE), involves dividing the main sample into 

non-overlapping groups G1 to GK based on the predicted treatment effect Si(X). If we decide to have 

k=5, then the resulting group G1 will be the 20% of the data with the lowest treatment effect estimates 

and G5 will be the group with the highest treatment effect estimates. The GATE parameters are 

estimated as follows:   

E[ Si(X) | Gk ],    k = 1, ..… K                (5) 

Where Gk is non-overlapping intervals dividing the Si(X) into K groups.  

Finally, the third feature, Classification Analysis (CLAN), helps to characterize the most and least 

affected groups by identifying the baseline covariates on which the groups differ from each other. 

Assuming g(Y, X) is a vector of characteristics of an observational unit, the average characteristics of 

the most and least affected groups can be denoted by the following parameters:  

ϒ1 = E [g (Y, X) | G1]  and  ϒk = E[g (Y, X) | Gk]            (6) 

Our main results comprise of the treatment effects estimation from the causal forest method, and 

then using those estimations to construct the group average treatment effect (GATE) and the 

classification analysis (CLAN). We also complement our analysis of causal forest results with the results 

from other generic ML methods. We use the causal forest as our preferred method of estimation for 

two reasons. First, the treatment effect estimates from the causal forest are unbiased and allow for 

valid statistical inference. The ‘honesty’ approach used in the causal forest model addresses the 

fundamental problem of causal inference and allows for a direct estimation of causal effect while 

eliminating bias from the estimates. Second, causal forest follows a data-driven approach in 

identifying the most important variables from a large set of predictors used in growing the forest. We 

use this subset of predictors to perform the classification analysis to characterize the most and least 

affected groups and avoid the clumsiness of using the large set of baseline predictors for classification 

analysis.  

We fit our models to reflect the heterogeneity in treatment effect at the household level rather than 

at the cluster level (e.g. branch or village level). Since the treatment was randomly assigned at the 

branch office level, we assume that the branch level effect or village level effect on TUP beneficiaries 

is normally distributed. Therefore, we train the causal forest model without clustering by branch or 

villages. However, we include subdistricts fixed effects, which was used for stratifying the treatment-

control assignment. We also include some spot-level Gini coefficients as covariates in our model to 

see if the distribution of wealth, income, productive assets, and household assets in the immediate 

neighborhood of the beneficiaries influence treatment effect and heterogeneity in treatment effect.  
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We grow the causal forest following the generalized random forest (GRF) framework proposed by 

Susan Athey, Tibshirani, and Wager (2019). We first orthogonalize the treatment and the outcome 

variables by fitting a regression forest to estimate the expected outcome marginalizing over treatment 

(see Susan Athey, Tibshirani, and Wager 2019 for detail). Using the estimates from this regression 

forest, the GRF then makes out-of-bag predictions to be used as inputs in our causal forests. Following 

Basu et al. (2018) and Susan Athey and Wager (2019), we also train a pilot causal forest on all 

covariates. Then, we train our final causal forest using only those covariates that were found 

important in growing the pilot forest. In selecting the important covariates, we use the 

‘variable_importance’ function of the GRF package which assigns a score for each covariate by taking 

a simple weighted sum of how many times the covariate was chosen by the algorithm in building trees. 

We select those covariates whose ‘variable_importance’ score is above average. This approach 

improves the precision of our estimation as it enables the forest to make more splits on the most 

important features (Athey and Wager 2019). These important features identified from the pilot forest 

have also been used for our classification analysis (CLAN) to characterize the most and least affected 

households.   

As a complement to causal forest estimations, we used four generic machine learning (ML) methods 

namely Elastic Net, Boosting Tree, Neural Network, and Random Forest method in estimating CATE. 

Similar to how we trained the Causal Forest model, we also controlled for subdistrict level fixed effects 

in training these generic ML methods.  

 

IV. Results and Discussion 

Following the ML approaches described above, our discussion focuses on two sets of results - degree 

of heterogeneity (HET) in treatment effect and classification analysis (CLAN) for the heterogeneity in 

treatment effects on per-capita household wealth and per-capita household expenditures. Among the 

four generic ML methods, we rely more on the results from the random forest and elastic net methods 

since these two methods outperformed the other two (boosting tree and neural network) in terms of 

their ability to detect greater heterogeneity in the treatment effect estimates3.     

A. Average vs. Heterogeneous Treatment Effects  

Table 1 presents coefficients of the average treatment effect (ATE) and the degree of heterogeneity 

(HET) for the two outcomes. The ATE estimates for both outcomes are large, positive, and significant 

across the causal forest model and the two generic ML methods. The causal forest estimates of ATE 

coefficients for the log value of per-capita wealth and household expenditures are 2.54 and 0.14 

respectively indicating that the per-capita wealth and expenditures increased by 254% and 14% 

among the ultra-poor women in the treated areas relative to the control areas, both significant at 1% 

level. Reassuringly, the estimated ATE coefficients from all four ML methods closely match the OLS 

estimates, both in terms of magnitude and statistical significance.  

Table 1. Average Treatment Effects (ATE) and Heterogeneous Treatment Effect (HET) 

Method   Per Capita Wealth (log) Per Capita Expenditure (log) 

Causal Forest ATE 2.54 0.14 

[2.13       2.95] [0.07       0.21] 

(0.000) (0.000) 

HET 1.30 0.96 

[1.00       2.00] [-1.00       3.00] 

 
3 Following Chernozhukov et a. (2020), we choose the best ML methods that maximize the criterion function 𝛬 = |β2|

2 Var(S(Xi)) 
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(0.000) (0.123) 

Random Forest ATE 2.41 0.14 

[2.29       2.53] [0.12       0.17] 

(0.000) (0.000) 

HET 0.94 0.30 

[0.79, 1.09] [0.11       0.48] 

(0.000) (0.003) 

Elastic Net ATE 2.38 0.14 

[2.26       2.50] [0.12       0.16] 

(0.000) (0.000) 

HET 0.98 0.18 

[0.82       1.15] [-0.03       0.39] 

(0.000) (0.198) 

Neural Network ATE 2.45 0.14 

[2.32       2.57] [0.12       0.17] 

(0.000) (0.000) 

HET 0.17 0.06 

[0.12       0.22] [-0.01       0.14] 

(0.000) (0.184) 

Boosting Tree ATE 2.42 0.14 

[2.30       2.53] [0.12       0.16] 

(0.000) (0.000) 

HET 0.39 0.08 

[0.31       0.48] [-0.02       0.15] 

(0.000) (0.229) 

OLS ATE 2.51 0.13 

[2.24       2.79] [0.10       0.16] 

(0.000) (0.000) 

Note: 95% confidence intervals in brackets, and p-value in parenthesis. In estimating the ATE for the causal forest, we used 

the built-in function in the GRF package. For the generic ML methods, we applied the BLP test that estimates both ATE and 

HET using equation 4. The covariates used in the OLS models include respondent’s age, respondent’s education years, 

household head’s gender, log per-capita expenditure, log per capita food consumption, log per capita wealth, wage income, 

income from self-employment activities, Gini score for livestock, and distance to the nearest market. 

 

Table 1 also reports the treatment effect estimates from ordinary least square (OLS) regression models 

fitted on each outcome with the treatment variable and several covariates at respondent, household, 

and neighborhood levels. The OLS estimates of the average treatment effects for the two outcomes 

are 251%and 13%, both significant at 1% level, which consistently match with the estimates from 

machine learning methods. These results basically reproduce the conclusions drawn by Bandiera et al 

(2017) from this data.  

Turning to the heterogeneity in treatment effect, the coefficients for HET are 1.30 for per-capita 

wealth and 0.96 for per-capita expenditure when we use the causal forest method. The non-zero 

coefficients indicate that the causal forest estimates of the treatment effects are important relevant 
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predictors.4 Based on the p-value of the HET coefficient for the wealth outcome, we reject the 

hypothesis of no heterogeneity at the 1% level, suggesting that there is a significant heterogeneous 

effect of the TUP intervention on this outcome. The heterogeneity coefficients from the random forest 

and elastic net also confirm the same high level of heterogeneity in the treatment effect in per-capita 

wealth. However, the p-value associated with the HET coefficient of the expenditure outcome failed 

to reject the hypothesis of no heterogeneity at 10% level of significance by causal forest estimate (p 

value=0.123). Similarly, elastic net, neural network, and boosting tree methods also show weak 

heterogeneity and are consistent with the causal forest estimation while random forest shows a 

significant level of treatment effect heterogeneity (at 5% level). In other words, graduation 

interventions produced a highly diverse level of impact in asset accumulation by beneficiary 

households while the impact variations for consumption are less robust.  

 

B. Group Average Treatment Effects (GATES): 

While the HET coefficients are useful in understanding the existence of heterogeneity, they do not 

reveal the magnitudes of differences. To check the magnitude, we use group average treatment 

effects (GAES) that involve dividing the observations into different subgroups according to their effect 

sizes. Specifically, we divide the sample into 5 groups based on the quintiles of the estimated τ̂(X) from 

our causal forest model and the generic ML proxy predictor Si(x) and estimate the average effect for 

each group. Next, we compare the GATES between the top and the bottom quantiles, alternatively 

called the most and the least affected groups.  

 As shown in Table 2, the causal forest estimates show that the differences of average treatment 

effects between the most and least affected groups are significantly different from zero at 1% level 

for both wealth and expenditure outcomes. The average treatment effect among the most affected 

households on log per-capita wealth is 3.44, which is 79% higher than the average treatment effect 

among the least affected households. Likewise, the average treatment effect of the most affected 

groups on log per-capita expenditure is 63% higher compared to that in the least-affected households. 

For generic ML methods, we present the results from the random forest and elastic net only as the 

estimations from these two methods have been found more efficient in detecting heterogeneity in 

our data. The GATES estimates from the random forest and elastic net also report significant 

differences between the two groups in both outcomes. 

In Figure 1, we present the box-plot distribution of GATES scores and confidence bands for the five 

quantile groups using the causal forest estimates. The figure also shows ATE and associated 

confidence intervals obtained from the casual forest. This is apparent from the box-plot distribution 

that the treatment effects are positive on both outcomes for all sub-group of households, and the 

graduation model did not adversely affect any beneficiary households.5 The figure also reveals that 

the top and bottom 20th quantile groups  (group 1, and 5) are less symmetric than the ones in the 

middle, with positive skew on the top quantile group and negative skew in the bottom quantile group. 

 
4 See Chernozhukov et al. 2020 for more technical details on BLP estimates. However, the coefficient value 
greater than 1 implies that the random forest predictions are over-shrunk, and the CATE estimates from the 
forest under-estimate the true treatment heterogeneity. For example, suppose the random forest gives us a 

CATE estimate τ̂(X)  ≈
τ(𝑋)

2
 . Then calibration would give us a coefficient of roughly 2. (We are grateful to 

Stefan Wager, Assistant Professor of Statistics in Stanford University, for this explanation).  

5 Although this appears contradictory to the findings of asset depletion for those below threshold Balboni et al 
(2021), but the key distinction is in timeline. Their long-term follow-up look at asset dynamics after the endline 
and asset depletion does not imply non-positive long-term impact. 
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We looked into whether the differences in treatment effects between the mid-quantile groups (e.g. 

group 3rd vs 1st, and 4th vs 2nd) are statistically significant or not (see Table A2 in the appendix). The 

test shows significant differences between the mid-quantile groups on both outcomes.   

 

Table-2: Group Average Treatment Affect (Top 20% vs Bottom 20%) 

 
  

Per Capita Wealth 
(log) 

Per Capita Expenditure 
(log) 

Causal Forest ATE of Most 20% 3.44 0.18 
[3.32           3.55] [0.17          0.18] 

ATE of Least 20% 1.92 0.11 
[1.81          2.04] [0.11          0.12] 

Diff. (Most vs Least) 1.52 0.06 
[1.35          1.68] [0.05          0.07] 

(0.000) (0.000) 
Random Forest ATE of Most 20% 3.55 0.17 

[3.29           3.81] [0.12          0.22] 
ATE of Least 20% 1.71 0.09 

[1.44           1.99] [0.04          0.14] 
Diff. (Most vs Least) 1.84 0.10 

[1.46           2.22] [0.03          0.17] 
(0.000) (0.011) 

Elastic Net ATE of Most 20% 3.35 0.17 

 [3.09           3.60] [0.12          0.22] 

ATE of Least 20% 1.56 0.10 

 [1.28           1.84] [0.05          0.15] 

Diff. (Most vs Least) 1.78 0.09 

 [1.40           2.16] [0.02          0.16] 

 (0.000) (0.037) 
Note: 95% confidence intervals in brackets, and p-value in parenthesis. The group average treatment effects have been 

estimated using equation 5 specified in the Method section.  

Overall, our heterogeneity analyses show consistent results for assets and less so for expenditure. 

Heterogeneity test using the best linear predictor (BLP) model applied on the estimates of the causal 

forest, and generic ML methods found detectable heterogeneity in per-capita wealth outcome. We 

did not find strong heterogeneity in treatment effects on per-capita total expenditure from the causal 

forest and the majority of the generic ML methods. However, the group average treatment effect 

analysis (GATES) from the causal forest and some of the generic ML methods detected a significant 

level of heterogeneity in treatment effects in both outcomes.   
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Figure 1: Box-plot of causal forest estimates of GATES by quantiles 

C. Classification analysis:  

While the analysis presented so far reveal significant heterogeneity in wealth and relatively less 

consistent heterogeneity in consumption, the HET coefficients do not tell us who are the most and 

least affected households. To understand the differences in characteristics of the most and least 

affected groups, we look at the average characteristics of the two groups by Classification Analysis 

(CLAN) developed by Chernozhukov, Fernández-Val, and Luo (2018). For this, we use the estimations 

from the causal forest method since it offers a data-driven approach in determining which variables 

are most important in estimating the treatment effect in the sample. Following the selection criteria 

for the most important covariates (as explained in the method section), we get a list of a total of 15 

variables. Figure 2 below shows the list of these important variables and their corresponding 

importance score. These variables fall into three groups: individual or primary beneficiary level 

characteristics, household-level characteristics, and neighborhood or community-level characteristics. 

The most important baseline characteristic is their wealth level followed by participant woman’s voice 

in household decision making. These two indicators have much larger importance scores compared to 

the rest. The important factor from household demography is the number of members aged above 10 

at baseline. Three community-level variables that are in the middle of this important variable list are 

– distance to paved roads and market and asset inequality. Interestingly, the age of the participant 

and household head, which are often considered important dimensions of heterogeneity are ranked 

lower in this list.  

While this list shows us the important factors behind impact heterogeneity, the next step is to 

understand their direction of relationship with impact estimates. In Figure 3, we visualize the 

classification analysis by plotting the differences between the most and least affected groups on these 

fifteen baseline variables.6 The figure shows whether the difference between the two groups is 

 
6 see Table A3 in Appendix for detail estimates.  
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positive or negative, where a positive difference means the average of the most affected group is 

higher than that of the least affected group, and vice versa.  

Figure 2: Covariates used most often in building trees 

 

The primary beneficiaries (respondents) among the most benefitted households in per-capita wealth 

outcome were relatively older, were more dependent on wage income (mostly from agricultural labor 

works), had less involvement in self-employment activities, and had lower participation in household 

decisions making at baseline. More specifically, they were 19 years older, and 21 percent more likely 

to work as agriculture labor than the respondents from the least affected households on this outcome. 

Log of their income from daily wage activities was 8.09 greater, and from self-employment activities 

was 2.69 lower compared to the respondents from the least affected households. Their score on a 

matrix measuring their participation in household decision-making was 5.36 points less; their 

empowerment score was 1.91 compared to 7.27 of the other group.  

 

Looking at the household level characteristic, the top gainers in wealth have household heads who 

are on average 14 years older than the heads in the least affected group. These households also have 

fewer members above 10 years old (by 1.34 members), who were less likely (by 1.28 percent) to 

migrate out of villages for work. This group of top gainers had higher per-capita household 

expenditures, and lower savings at the baseline. Compared to their counterparts in the least-gainers 

group, these households’ log value of per-capita expenditures was higher by 0.18 (though not 

statistically significant), and the log value of savings was lower by 3.21. Finally, the log value of 

livestock of the top gainers was lower by 4.73.  

Regarding the community-level characteristics, the households that benefited the most in wealth 

accumulation are more likely to live in communities far away from paved road and markets; their 



14 
 

communities are 0.11 km farther away from the nearest markets (not significant at conventional 

level), and 0.33 km farther away from paved roads, compared to the communities of the least affected 

households. The Gini coefficient, measuring the distribution of livestock value in neighborhoods, 

shows that the most affected households for the wealth outcome live in communities with lower 

inequality (by 0.01 points).  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 3: Classification analysis of most and least affected groups 
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When it comes to gains made in per-capita household expenditure, we find that the characteristics of 

the most affected households are generally in opposite direction (for 14 out of the 15 variables) of 

what we found in the wealth accumulation outcome. The primary respondents of the most affected 

households in this outcome are younger by 7 years compared to those in the least affected 

households. They also differ from the top gainers in the wealth outcome in terms of having less wage 

income (by 11.34 points), more self-employment income (by 5.71 points), and higher participation in 

household decision making (by 2.44 points).  

 

Turning to the household level variables, most affected households for this outcome are headed by 

relatively younger  (by 4 years) people, had more members older than 10 years, and had members 

who were more likely (by 56%) to migrate out. These households had lower per-capita expenditures 

at the baseline: their baseline expenditures were lower by 0.3 points than that among the least 

affected households. They also had higher savings and livestock assets. Their savings and livestock 

assets value, respectively, was higher by 0.33 points (not significant at conventional level), and by 1.37 
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points (p <0.01). At the community level characteristics, unlike the differences between most and least 

gainers in the wealth outcome, households that increased their expenditure the most were living in 

communities closer to markets and paved road, by 1 kilometer and 0.49 kilometers respectively. 

Finally, unlike the top gainers in wealth outcome, the most affected households in expenditures 

outcome live in communities with greater inequality in the distribution of livestock assets (by 0.09 

points).  

Finally, top gainers of both asset and consumption had less per-capita wealth at the baseline 

compared to the least affected group. This variable was scored as the most important (Figure 2) and 

the only variable that has the same direction of relationship with impacts on both asset and 

consumption. This highlights the possibility of maximizing impact by targeting explicitly asset 

ownership.  

One might wonder whether the top gainers on these two outcomes also differ from each other on 

other welfare dimensions. This might happen that households that increased their consumptions by 

most had been able to generate more income or accumulate more savings than those who gained 

most in assets, and vice versa. To answer these questions, we also investigated the treatment effect 

heterogeneity on the log of household savings and self-employment income (i.e., income from 

livestock and small businesses) and conducted the CLAN for these two outcomes using the same 

variables we used for the CLAN of assets and consumption. Figure A1 in Appendix shows the CLAN for 

household savings and self-employment income. The top gainers in the savings outcome closely 

resemble the top gainers in assets accumulation in almost all of the baseline characteristics, implying 

that households that gained most in assets also accumulated savings. On the other hand, the CLAN for 

the self-employment income failed to show significant differences between the top and the least 

gainers in half of the baseline characteristics (7 out of 15). On the remaining eight characteristics, the 

top gainers in income do not distinctively match with the top gainers in either assets or consumption 

outcomes. Our results also showed weak heterogeneity in the treatment effects for the self-

employment income: the estimates of the HET coefficient from the causal forest, random forest, and 

elastic net are non-significant at the conventional levels (see Table A4 in Appendix). Consequently, we 

conclude that most of the beneficiary households experienced a uniform increase in their income from 

self-employment activities while a group of them focused on assets accumulation and the others on 

smoothing their consumptions.   

 
V. Conclusion 

Our results from the causal forest, as well as generic ML methods, report a positive and significant 

effect of the graduation model on wealth accumulation and household consumption. These findings 

are consistent with the existing studies that also report a strong positive effect of the graduation 

model on asset accumulation, and household expenditure outcomes. We find significant 

heterogeneity in impact on assets while the results for heterogeneity in impact on consumption are 

less robust. Our classification analysis that seeks to characterize the households which benefited most 

from the graduation model shows that there is a trade-off between accumulating assets and 

increasing household expenditures.  

Characteristics that are associated with higher gain in asset accumulation show the opposite direction 

of association with consumption gain. Households that benefited most in asset accumulation were 

relatively poorer at the baseline compared to the most affected households on the expenditure 

outcome. The most affected households for the asset outcome had primary beneficiaries who were 

older, were more dependent on wage income and had less self-employment income at the baseline. 
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On the contrary, the most affected households for the expenditure outcomes had younger 

beneficiaries with higher income from self-employment activities and less income from daily wage 

activities at the baseline. In terms of community-level characteristics, proximity to roads and markets 

helps in consumption gain over asset accumulation. The lower level of baseline wealth (combining all 

productive and non-productive assets and savings) is the only variable that shows a higher impact on 

both asset and consumption.  

Besides demonstrating a trade-off in the impact between asset and consumption, these results 

identify at least a couple of ways the graduation program can improve long-term effectiveness in the 

context of Bangladesh. Firstly, keeping overall asset ownership of the household as a stricter targeting 

criterion can help in improving the impact on both outcomes. Secondly, the coaching component can 

be customized to mitigate the asset-consumption trade-off, e.g. by targeting more intensive support 

for younger beneficiaries with more decision-making power and closer to markets, to improve on 

asset accumulation.  
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Appendix A: 

Figure A1: Classification analysis for most and least affected groups for savings and self-employment 

income  
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Table A1: Descriptive Statistics of the Baseline Covariates 

Baseline Characteristics N Mean SD P25 P50 P75  

Primary Beneficiary Level Characteristics        
Beneficiary’s Age 5315 39.61 13.36 28.00 38.00 50.00 
Beneficiary never married 5315 0.01 0.11 0.00 0.00 0.00 
Beneficiary divorced 5315 0.02 0.12 0.00 0.00 0.00 
Beneficiary married 5315 0.61 0.49 0.00 1.00 1.00 
Beneficiary widow 5315 0.29 0.46 0.00 0.00 1.00 
Beneficiary NGO participation none 5315 0.87 0.34 1.00 1.00 1.00 
Beneficiary used to participate in NGO 5315 0.02 0.15 0.00 0.00 0.00 
Beneficiary’s education years 5315 0.56 1.61 0.00 0.00 0.00 
Any future plan for self-employment 5315 0.46 0.50 0.00 0.00 1.00 
Empowerment Score (decision making)  5315 5.43 3.20 3.75 6.00 7.75 
Empowerment Score (mobility) 5315 5.22 3.70 0.00 8.00 8.00 
Any past business activity 5315 0.13 0.34 0.00 0.00 0.00 
Log wage income  5315 0.74 8.85 -9.21 7.50 8.85 
Had a small business 5315 0.00 0.02 0.00 0.00 0.00 
Log income from small business 5315 2.37 104.41 0.00 0.00 0.00 
Worked as agricultural day labor 5315 0.27 0.44 0.00 0.00 1.00 
Log self-employment income  5315 -2.65 8.00 -9.21 -9.21 6.21 
Undernourished 5315 0.56 0.5 0 1 1 

Household (HH) Level Characteristic       
HH head is a male 5315 0.61 0.49 0.00 1.00 1.00 
Wealth ranked as bottom 5315 0.91 0.29 1.00 1.00 1.00 
Wealth ranked medium 5315 0.09 0.29 0.00 0.00 0.00 
Number of HH members below 10 years 5315 0.89 1.01 0.00 1.00 2.00 
Number of HH members above 10 years 5315 2.48 1.19 2.00 2.00 3.00 
HH Head’s Age 5315 44.99 13.77 35.00 45.00 55.00 
Fraction Muslim 5315 0.83 0.38 1.00 1.00 1.00 
Fraction Hindu 5315 0.16 0.37 0.00 0.00 0.00 
Any HH member participating in NGO 5315 0.08 0.27 0.00 0.00 0.00 
HH members never participated in NGO 5315 0.96 0.21 1.00 1.00 1.00 
HH receive any govt. benefits 5315 0.19 0.40 0.00 0.00 0.00 
Any HH members migrated out for work 5315 0.24 0.43 0.00 0.00 0.00 
HH Head migrated out for work 5315 0.17 0.38 0.00 0.00 0.00 
Total HH members migrated out for work 5315 0.27 0.51 0.00 0.00 0.00 
HH members likely to migrate for work  5315 2.33 1.08 2.00 2.00 3.00 
HH head’s education 5315 0.63 1.78 0.00 0.00 0.00 
Number of first-degree family members 
living in same neighborhood 

5315 8.69 3.69 6.00 9.00 11.00 

Number of first-degree family members 
living in same village 

5315 2.71 2.06 1.00 2.00 4.00 

Per-capita annual expenditure (log) 5315 9.29 0.36 9.06 9.27 9.49 
Log per-capita food expenditure 5315 9.00 0.38 8.78 8.99 9.22 
Log per-capita non-food annual 
expenditure 

5315 7.78 0.50 7.48 7.77 8.07 

Log per-capita wealth 5315 5.12 3.73 4.83 5.70 6.61 
Had any livestock 5315 0.26 0.44 0.00 0.00 1.00 
Cultivable land size (in decimals) 5315 3.11 17.99 0.00 0.00 0.00 
Log livestock value 5315 3.04 3.27 0.00 0.00 5.71 
Log per-capita education expenditures 5315 -4.81 6.50 -9.21 -9.21 3.76 
Log total savings  5315 -6.6 6.44 -11.51 -11.5 1 

Community Level Characteristics        
Gini landside 5315 0.79 0.07 0.74 0.79 0.83 
Gini livestock 5315 0.74 0.09 0.68 0.75 0.81 
Gini total assets 5315 0.76 0.07 0.71 0.76 0.81 
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Distance to the nearest market 5315 2.63 2.32 1 2 3 
Distance to pave road 5315 1.96 2.15 0 1 3 
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Table A2: GATES by Different Quantiles (Using Causal Forest Estimation) 

  Per Capita Wealth (log) Per Capita Expenditure (log) 

ATE of 3rd Quantile Group 
2.41 0.15 

[2.27          2.54] [0.14          0.15] 

ATE of 1st Quantile Group 
1.85 0.12 

[1.85           1.86] [0.11          0.12] 

Diff. (3rd vs 1st) 

0.482 0.034 
[0.30          0.67] [0.02          0.04] 

(0.000) (0.000) 

ATE of 4th Quantile Group 
2.77 0.16 

[2.641          2.89] [0.15          0.17] 

ATE of 2nd Quantile Group 
2.15 0.14 

[2.02          2.27] [0.13          0.14] 

Diff. (4th vs 2nd) 

0.62 0.02 
[0.44          0.79] [0.01          0.03] 

(0.000) (0.000) 
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Table A4: Average Treatment Effects (ATE) and Heterogeneous Treatment Effect (HET) for Savings 

and Self-employment Income 

Method   Savings (log) Self-employment Income (log) 

Causal Forest ATE 9.57 5.66 

[8.18       10.96] [4.17       7.15] 

(0.000) (0.000) 

HET 0.99 0.99 

[-2.00       4.00] [-3.00       5.00] 

(0.241) (0.33) 

Random Forest ATE 9.03 5.23 

[8.75       9.32] [4.77       5.69] 

(0.000) (0.000) 

HET 0.74 0.22 

[0.55       0.93] [-0.03       0.46] 

(0.000) (0.179) 

Elastic Net ATE 9.14 5.00 

[8.85       9.43] [4.54       5.47] 

(0.000) (0.000) 

HET 1.09 0.43 

[0.64       1.63] [-0.28       1.02] 

(0.000) (0.212) 

Note: 95% confidence intervals in brackets, and p-value in parenthesis. In estimating the ATE for the causal forest, we used 

the built-in function in the GRF package. For the generic ML methods, we applied the BLP test that estimates both ATE and 

HET using equation 4.  
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Appendix B: Methods – Causal Forest and the Agnostic Approach  

There is a small but growing literature on using Machine Learning methods for exploring treatment 

effect heterogeneity. The literature includes parametric and non-parametric approaches. One strand 

of this literature constructs parametric estimators of causal inference and treatment effect 

heterogeneity using regularized regression methods, also known as shrinkage methods (e.g. LASSO, 

Ridge, and Elastic Net). Like other linear methods, shrinkage methods fit a model by minimizing the 

reduced sum of squares (RSS); however, they expand the optimization equation by introducing an 

additional parameter called the shrinkage penalty. In doing so, the estimated association of each 

variable with the response is reduced (and so is the variance of the coefficient). In the extreme cases 

of LASSO and Elastic Net, this shrinkage could reduce some coefficients to zero, thus allowing for a 

data-driven selection of parameters. While these methods allow for high-dimensional setting, they, 

however, heavily rely on the assumption of sparsity – a setting where only a handful of the covariates 

explain a large proportion of the variation in the data. Valid inference from these regularized 

regression-based methods can only be derived if the sample size is sufficiently large relative to the 

number of selected covariates and their interaction terms (Athey and Imbens 2017; Chernozhukov et 

al. 2018).  

Another stream of the literature builds on nonparametric approaches such as kernels and nearest-

neighbor matching methods to explore treatment effect heterogeneity (Lee 2009; Richard K. Crump 

et al. 2008; Willke et al. 2012). Methods under this approach use Euclidean distance measure to match 

treated observations with control observations on the covariate space and construct an estimate of 

the treatment effect by comparing the mean outcomes of the matched observations. These methods 

perform well with a small number of covariates, and their performance falls quickly as the number of 

covariates increases (Athey and Imbens 2017; Wager and Athey 2018). Another problem with these 

methods is that they do not provide information on the relative importance of the covariates in 

matching observations (Wager and Athey 2018). Tree-based machine learning methods have been 

widely used to address these limitations of classical non-parametric estimations. Unlike classical 

matching methods, random forests use a data-driven way in determining which nearby observations 

should receive more weight (Lin and Jeon 2006; Thomas, Bornkamp, and Seibold 2018; Wager and 

Athey 2018). The data-driven approach of random forest algorithms allows for flexible modeling of 

interactions in high dimensional settings, which partitions the data space into a number of subgroups 

and obtain an accurate prediction of the outcome for those subgroups (Foster et al. 2011; Lin and Jeon 

2006; Schiltz et al. 2018). The random forest algorithm has gained popularity in exploring 

heterogeneity in treatment effects because of its two distinctive advantages; it includes interactions 

of covariates by construction and thus relieves researchers from prespecifying the form of the 

heterogeneity, and it accommodates the nonlinear interaction effects and discontinuous relationships 

(Thomas et al. 2018). However, the random forest method also has its own limitations. Like other 

nonparametric ML methods, estimates or predictions from random forests cannot be used for 

constructing confidence intervals that would allow for hypothesis testing. Also, estimates derived 

from this method eventually become bias-dominated when the number of covariates increases. 

Causal forest: Wager and Athey (2018) proposed a modification of the standard random forest 

algorithm that directly estimates heterogeneity on causal effects and allows for a tractable asymptotic 

theory and valid statistical inference. This method, referred as casual forest, builds on the causal tree 

algorithm proposed by Susan Athey and Imbens (2016), which partitions the data into a set of 

subgroups such that treatment effect heterogeneity across subgroups is maximized (Athey and 

Imbens 2016). In estimating the treatment effect, the causal tree algorithm follows an ‘honest’ 

approach, whereby one sample is used to construct the partition (i.e. building the tree) and another 
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to estimate treatment effects for the subgroups. This honest approach in tree building and estimation 

of treatment effect claims to eliminate bias and enable centered confidence intervals.  

Considering its asymptotic properties and direct estimation of treatment effect heterogeneity, we 

apply the causal forest method in our paper. In this section, we briefly explain the causal forest 

algorithm for a randomized trial study setup. The causal forest algorithm starts by drawing a random 

subsample of training data. Then, it splits the training data into two halves I and J. The algorithm then 

grows a tree by using the J-sample data to partition the data space, while holding out the I-sample 

data for within-leaf estimation. When choosing a split, the algorithm seeks to maximize the difference 

in treatment effect between the two child leaves. This goal of having maximum heterogeneity in 

treatment effects across the resulting leaves is achieved by using the following so-called honest target 

function that seeks to minimize mean squared error in estimated treatment effect within each leaf:  

MS𝐸 τ(𝐼, 𝐽, 𝐿) =
1

#𝐼
+ ∑ {((τ𝑖 − τ̂(X𝑖; 𝐽, 𝐿))2 − τ𝑖

2)}
𝑖Є𝐽

                  (1) 

In equation 1, τ̂ is the conditional average treatment (CATE) estimated using J-sample data by simply 

taking the difference between the outcomes of the treated and control observations within a leaf:  

τ̂(X) =
1

|{𝑖: W𝑖 = 1, X𝑖Є 𝐿}|
∑ Y𝑖

𝑖:W𝑖=1,X𝑖Є 𝐿

    −     
1

|{𝑖: W𝑖 = 0, X𝑖Є 𝐿}|
∑ Y𝑖

𝑖:W𝑖=0,X𝑖Є 𝐿

                         (2)  

In equation 2, W is the treatment indicator taking value 1 for treated observation, X is the covariate 

space, Y is the outcome variable, and 𝐿  is the leaf within a tree. Following the honest approach, the 

τ𝑖 in equation 1 is estimated using the I-sample data. However, τ𝑖, treatment effect for each 

observation in the I-sample, cannot be estimated as we do not observe the two potential outcomes 

for the same observation unit (the fundamental challenge of causal inference). Assuming that the 

potential outcomes are independent of treatment assignment (unconfoundedness) and the fact that 

τ is constant within each leaf, Susan Athey and Imbens (2016) argued that the leaf average treatment 

effect can be used as a proxy for τ𝑖, that is: 

𝐸[τ𝑖|𝑖Є𝐼; 𝑖 Є 𝐿] = 𝐸[ τ̂(𝑋; 𝐼, 𝐿)]                     (3) 

Following this assumption, equation 1 can be simplified as the following: 

MS𝐸 τ(𝐼, 𝐽, 𝐿) =
1

#𝐼
+ ∑{(τ̂(X𝑖; 𝐼, 𝐿)  − τ̂(X𝑖; 𝐽, 𝐿))2 − τ𝑖

2)}

𝑖Є𝐼

                        (4) 

Computationally, the τ̂(X𝑖; 𝐼, 𝐿) in equation 4 is estimated using the following algorithm. For each 

partition, each observation in I-sample is ‘pushed down’ to determine what leaf it falls in. Given this 

information, a list of weighted neighboring observations is generated by counting how many times 

the observations fell in the same leaf. Then, the treatment effect is calculated using the outcomes and 

treatment status of the neighboring observations (for details see Susan Athey and Wager 2019). 

The same process is repeated for each leaf to grow a tree following some split balancing parameters 

such as whether further splitting will result in an improved fit, or each resulting leaf contains at least 

a certain number of treated and untreated observations. Finally, following the above-explained 

procedure for generating a single causal tree, the causal forest algorithm generates an ensemble of 𝐵  

such trees, each having an estimate of τ𝑏(𝑥). The forest then aggregates their predictions by averaging 

them: τ̂(𝑋) =  
1

𝐵
  ∑ τ𝑏(𝑋)

𝑏Є𝐵
. 

Though causal forest resolves the fundamental impossibilities of non-parametric inference of causal 

effects using regression tree-based algorithm and offers asymptotic properties, it also has its own 
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limitations. The method is criticized for exhausting half of the training data at each step of the 

estimation procedure. Athey and Imbens (2016) addressed this criticism by arguing that randomizing 

the 𝐼/𝐽 data splits over each training subsample will make sure that each data point will participate in 

both I and J samples of some trees, though no data point can be used for both split selection and leaf 

estimation in a single tree. Therefore, no data will be wasted in achieving honesty in estimation. Yet, 

this honest estimation requires a large sample size relative to the number of covariates in order to 

choose high-quality splits and tree building (Athey and Imbens 2017; Chernozhukov et al. 2020). 

Another limitation of this approach is it is limited to the tree-based methods and does not account for 

splitting uncertainty (Schiltz et al. 2018).  

 

A more generic approach: 

While the causal forests approach uses only one specific ML tool i.e. tree-based algorithm and relies 

on an honest approach to produce consistent estimates of CATE and explore heterogeneity, 

Chernozhukov et al. (2020) proposed a different approach that allows applying generic ML methods 

to estimate causal effects and draw a statistical inference. The empirical strategy of this approach 

starts by building a proxy predictor of CATE using generic ML methods, and then develop valid 

inference on some key features of the CATE based on this proxy predictor. Instead of obtaining 

consistent estimation and uniformly valid inference on the CATE itself, this approach focuses on 

providing valid estimation and inference on certain features of CATE. Referring to it as an agnostic 

approach, Chernozhukov et al. (2020)  argued that by focusing on key features of CATE rather than 

CATE itself, this approach avoids making strong assumptions about the properties of ML estimators 

and yet obtain uniformly valid inference on some features of the estimators. These features of CATE 

directly focus on detecting heterogeneity in treatment effects, measuring the effects for different bins 

(e.g. least and most affected units), and looking at the average characteristics of these bins.  

Since this approach uses generic ML methods in estimating CATE without imposing any restrictive 

assumptions on them, and yet allows for constructing valid inference about some key features of the 

estimators that allow for exploring heterogeneity in treatment effects, we also apply this approach in 

our paper. The empirical strategy of this approach involves repeatedly splitting the data into two 

random subsamples, training ML proxy predictors of CATE on one subsample, and developing valid 

inferences on some features of CATE based on the proxy predictors on the other subsample. The 

algorithm of this approach is summarized below.  

Assume that we have data with a sample size of N, and let the outcome variable, treatment variable, 

and the other covariates be denoted by Y, W, and X respectively. The data is randomly split into the 

main sample, denoted by Data𝑀 = (Y𝑖 , W𝑖 , X𝑖)𝑖Є𝑀, and an auxiliary sample denoted by Data𝐴 =

(Y𝑖 , W𝑖 , X𝑖)𝑖Є𝐴, 100 times. For each split, this approach then trains ML methods and predict the outcome 

variable on the treated and untreated observations (i.e. E[Y|X, Z=0,1]) in Data𝐴 separately. Applying 

the trained ML models on Data𝐴, the algorithm then estimates two potential outcomes [Y(0), Y(1)], and 

obtain treatment effect estimates, S(X), and baseline effect estimates, B(X), for each observation in 

Data𝑀. The baseline effect estimate and the treatment effect estimate are estimated using the 

following equation: 

B(X) = E[Y|W=0, X]                    (5) 

S(X) = E[Y|W=1, X] – E[Y|W=0, X]                 (6) 
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While noting that B(X) and S(X) can be biased and inconsistent, Chernozhukov et al. (2020) argue that 

their approach does not require them to be consistent, and simply uses them as proxies which are 

post-processed to make an estimate and make inference on the key features of CATE. Particularly, this 

approach targets to develop valid inference on three features namely – Best Linear Predictor (BLP), 

Sorted Group Average Treatment Effects (GATES), and Classification Analysis (CLAN). The BLP, used 

for testing heterogeneity in treatment effects, is estimated by the following weighted OLS: 

Yi = α Xi + α1 B(X) +β1 (Wi – p(Xi)) + β2 (Wi – p(Xi)) (Si – ES) + 𝜀             (7) 

Where the weights are {P(X)(1-(p(X))}-1 , ES = 1/M ƩS(Xi), and P(X) = 1/N Ʃ Wi=1 for randomized trail 

study.  

β1 in equation 7 (BLP) indicates the average treatment effect. β2, the main coefficient of our interest, 

indicates the degree to which the estimated treatment effect, Si(X), serves as a proxy for the true 

treatment effect or CATE. Rejecting the null hypothesis β2 = 0 means that there is heterogeneity and 

Si(X) is a relevant predictor. Simulation of this process over 100 samples, will result in 100 sets of 

parameter estimates for β1, and β2. To develop valid inference for these parameters, Chernozhukov 

et al. (2020) proposed a method called ‘variational estimation and inference’ (VEIN), which keeps the 

estimates β1, β2, and upper and lower bounds of 95% confidence intervals for each of the 100 data 

split, and take the median values of the parameters as the final estimates of β1, β2, and corresponding 

confidence intervals. More specifically, the lower median of the 100 upper bounds is considered as 

the final upper bound, the upper median of the 100 lower bounds is taken as the final lower bound. 

The final estimates of β1 and β2 are mid-points of lower and upper medians of β1, and β2, 

(Chernozhukov et al. 2020). 

 

 

 

 

 




