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ABSTRACT OF THE DISSERTATION

Integrating Language Models with Evolving External Knowledge

by

Di Wu

Doctor of Philosophy in Computer Science

University of California, Los Angeles, 2026

Professor Kai-Wei Chang, Chair

Large language models acquire broad capabilities from public training data, but their 

deployment increasingly takes place in private worlds shaped by individual users, organi-

zations, and specialized environments. These worlds contain personally and economically 

valuable knowledge that is local, dynamic, and accumulated through continued interaction 

and experience. This dissertation studies how language models can effectively integrate such 

evolving external knowledge. We first characterize how the knowledge requirements of de-

ployed systems expand as applications progress from chat assistants to long-horizon agents. 

To address these challenges, we develop a two-sided approach to knowledge augmentation. 

On the model side, we study how language models can recognize the boundary of their own 

knowledge and selectively draw from multiple knowledge sources. On the knowledge side, 

we design increasingly expressive representations that make it possible to discover, organize, 

and reuse broader forms of domain, reasoning, and organizational knowledge. Together, 

these directions provide a unified framework for language models to continually acquire and 

use external knowledge as they adapt to evolving worlds.
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CHAPTER 1

Introduction

Large language models (LLMs) have made next-token prediction at scale a foundation 

for systems that answer questions, write programs, and carry out increasingly complex 

tasks [Ope23a]. Yet broad capability does not automatically translate into familiarity with 

the particular world in which a task takes place. Consider asking an assistant:

How should I set my Baratza Encore ESP to brew Land and Water’s 

Ethiopia Yirgacheffe Worka Chelbessa with a V60?

With the relevant details supplied, the assistant may draw on general knowledge to 

suggest a reasonable starting point. Now consider a more natural request:

Remember the bag of beans I got yesterday? What would be

a good grinder setting for pourover?

The brewing problem has not become more complicated. What has changed is that 

the answer now depends on private, user-specific knowledge: which beans the user received, 

which grinder they own, and what preferences or prior experience have been established. This 

knowledge belongs to the user’s own world rather than to the general body of knowledge a 

model can be expected to acquire during training.

The same pattern appears in professional work. A coding assistant may generate a 

function that passes its tests while overlooking the abstractions and conventions of the sur-

rounding repository. A digital agent may navigate a familiar delivery application yet keep 
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following an outdated sequence after an interface update. In each case, general knowledge 

provides only part of what is needed. The rest belongs to the specific user, organization, 

or environment. We refer to these local contexts as private worlds, whether or not all of 

their contents are confidential. They include personal histories, project-specific decisions, 

customized interfaces, and expectations that are not restated every time a task is assigned. 

More broadly, they illustrate a central challenge for deployed language models: connecting 

broad capabilities learned during training with external knowledge that is specific to the 

world at deployment time. This challenge has two related sources. Relevant knowledge may 

never have appeared in the model’s training data, and even knowledge that was once avail-

able can become outdated [DCE22] as users revise preferences, organizations change policies, 

and software acquires new behavior.

Could these problems be addressed simply by collecting more data and training more 

specialized models? Better training data can certainly help, but exhaustive coverage cannot 

be a prerequisite for useful deployment. Collecting representative data for every user and 

environment would be prohibitively costly, and much of that information is not available for 

general-purpose training. More fundamentally, even an ideal corpus covering every relevant 

environment today would not contain tomorrow’s conversations, decisions, and changes. 

Training can improve a model’s ability to adapt, but it cannot eliminate the need to acquire 

and use knowledge beyond what training has already supplied. This challenge forms the 

central problem studied in this dissertation.

Retrieval-augmented generation (RAG) [LPP20] provides a useful starting point for 

thinking about how a language model can interact with knowledge beyond its parameters. 

Let 𝑀𝜃 denote a language model with parameters 𝜃, and let 𝑥𝑡 denote its current input 

at interaction 𝑡. This input may be a user question, a partially written program, or an 

agent’s current work state. An external datastore 𝐷𝑡 contains knowledge available beyond 

that immediate input. A retrieval mechanism 𝑅 selects and assembles a context 𝑐𝑡 from the 
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datastore, which the model uses to produce an output 𝑦𝑡:

𝑐𝑡 = 𝑅(𝑥𝑡, 𝐷𝑡), 𝑦𝑡 ∼𝑀𝜃(⋅ | 𝑥𝑡, 𝑐𝑡).

The distinction between 𝜃 and 𝐷𝑡 separates broadly learned capabilities from knowledge 

that can be supplied and revised independently. For the coffee question, 𝑥𝑡 is the brief re-

quest, 𝐷𝑡 contains relevant user-specific knowledge, and 𝑐𝑡 supplies the details about the 

beans and equipment needed to answer. More generally, the datastore need not be a collec-

tion of conventional documents, and an agent may revisit the retrieval interface as its work 

progresses [YZY23]. The time index in 𝐷𝑡 is also important. External knowledge can accu-

mulate, be reorganized, or be revised as new interactions and experience become available. 

We use external knowledge layer  to refer to the datastore together with the mechanisms that 

construct, maintain, and expose its contents to the model.

How can we build a reliable system under this formulation? We argue that two require-

ments are necessary:

∙ The model must recognize and navigate its knowledge boundary. 𝑀𝜃 must 

decide when external context could help and where that context should come from. 

Retrieving for every request is not necessarily useful, just as answering every request 

from parametric knowledge is not necessarily reliable.

∙ The external knowledge layer must make useful knowledge available in a 

form the model can use. Relevant information may be scattered across conversa-

tions, buried in long reasoning traces, or implicit in how people review and improve 

their work. The system must discover this knowledge, preserve the details that matter, 

and organize it so that 𝑅 can supply a useful 𝑐𝑡.

Neither requirement is sufficient on its own. A well-organized datastore helps little if the 

model does not know when to consult it, while an effective access policy cannot compensate 

for missing or poorly represented knowledge.
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These two requirements motivate the central thesis of this dissertation: helping language 

models operate in specific and evolving worlds requires advancing both their ability to rec-

ognize and navigate knowledge boundaries and the external knowledge layers that discover, 

structure, and evolve reusable knowledge. This thesis is developed in three stages. We first 

establish evaluations that make failures of memory and knowledge use measurable as mod-

els accumulate increasingly rich histories of interaction and experience. We then study the 

model side of the interface, asking when and where a model should access external knowledge. 

Finally, we study the knowledge-layer side, asking how increasingly rich forms of domain, 

reasoning, and organizational knowledge can be constructed and reused.

The first step is to make the knowledge challenges of deployed systems concrete. Per-

sonal assistants provide a natural starting point because the correct answer can depend on 

private information accumulated over a user’s interaction history. LongMemEval [WWY25] 

evaluates five abilities: information extraction, multi-session reasoning, temporal reasoning, 

knowledge updates, and abstention when the required information is unavailable. Its ques-

tions require more than finding an isolated statement. An assistant may need to combine 

details from several conversations, distinguish an earlier situation from a later one, or recog-

nize that the history does not support the premise of a question. With histories extending 

beyond one million tokens, the benchmark exposes a gap between answering from relevant 

evidence and recovering that evidence from accumulated interactions. By studying indexing, 

retrieval, and reading separately, we also identify how the representation of 𝐷𝑡, the design 

of 𝑅, and the model’s use of 𝑐𝑡 contribute to this gap.

As language models move from conversational assistants to agents that act in special-

ized environments, the memory problem also changes. LongMemEval-V2 [WJK26] extends 

the evaluation from remembering conversations to recalling experience. Its histories contain 

multimodal web-agent trajectories, including interface states, actions, and successful and un-

successful attempts. The resulting questions assess static state recall, dynamic state track-

ing, workflow knowledge, environment-specific gotchas, and awareness of incorrect premises. 
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These are the kinds of knowledge that distinguish a newcomer from an experienced colleague 

who knows how a particular environment works. The benchmark scales histories beyond 100 

million tokens and formulates memory evaluation as context gathering. A memory system 

must return a bounded context 𝑐𝑡, which a fixed downstream model uses to answer the 

question. Evaluating both answer accuracy and query latency makes the challenge concrete: 

the system must make the right experience accessible, not merely accumulate it. Together, 

these benchmarks trace a progression from remembering private conversational knowledge 

to recovering the operational knowledge contained in experience.

With these knowledge needs exposed, we next ask how a model should decide whether 

external information is useful in the first place. Repository-level code completion provides 

a controlled setting in which the current file may or may not contain enough information 

to complete the code correctly. Repoformer [WAZ24] derives supervision by contrasting 

completion quality with and without retrieved cross-file context. This trains a code model 

both to predict whether retrieval will be useful and to generate completions with optional 

augmentation. When retrieval is unnecessary, the model proceeds with 𝑐𝑡 = ∅. When 

it is useful, the model incorporates retrieved code from other files. The resulting approach 

improves code completion while reducing unnecessary retrieval and its latency. More broadly, 

it makes knowledge-boundary recognition actionable by tying the access decision to the 

expected benefit of external information.

The next step is to move from deciding whether to retrieve to deciding where useful 

knowledge should come from. Self-Routing RAG [WGC26] treats the model itself as one 

possible source alongside general and specialized external collections. Rather than taking 

direct answering to mean that no context is used, the model can explicitly verbalize relevant 

parametric knowledge and place it into 𝑐𝑡. The framework learns source selection, knowl-

edge verbalization, and response generation together, while a datastore of observed source 

preferences helps refine routing at inference time. This design recognizes that the model’s 

effective knowledge boundary depends in part on how its own knowledge is elicited. Across 
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these two settings, knowledge access becomes a learned capability rather than a fixed step 

in the inference pipeline.

The complementary question is what the external knowledge layer should contain in the 

first place. An effective retrieval mechanism cannot simply be assumed to find a ready-made 

answer in an unprocessed archive. Nor is every useful contribution to 𝑐𝑡 a fact that the model 

did not know. It may instead be a decision rule, a problem-solving procedure, or a process for 

obtaining feedback that reveals an overlooked weakness. We therefore treat the construction 

of 𝐷𝑡 as a substantive learning problem. Computation spent discovering, distilling, and 

organizing knowledge can produce resources that are reused across later requests rather 

than being discarded after a single answer.

We first study this idea in domain-specific content moderation, where short category 

definitions often leave decision boundaries and edge cases unspecified. Deep Policy Re-

search [WLJ26] starts from a human-provided domain specification and uses a research agent 

to iteratively search the web, extract and consolidate policy rules, and organize them into an 

indexed policy document. This reusable knowledge layer improves moderation by guiding 

a fixed downstream model across many decisions. The approach shows how task-specific 

knowledge can be constructed from scattered public guidance, although public sources may 

still leave proprietary standards uncovered.

We then turn from domain knowledge to procedural knowledge for difficult reasoning 

problems. A model may know the relevant concepts yet struggle to choose a productive de-

composition or line of reasoning. Reasoning Memory [WSY26] distills reasoning trajectories 

into self-contained subquestion-subroutine pairs, separating useful procedures from local cal-

culations and incidental exploration. At inference time, the model verbalizes a subquestion 

within its thinking process and retrieves compact procedures to guide its continuation. This 

turns prior reasoning into a reusable knowledge resource, allowing 𝑐𝑡 to supply problem-

solving guidance drawn from earlier experience.

Finally, we extend this view from knowing how to carry out work to knowing how to ex-
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amine and improve it. ReOrg [WHC26] represents recurring patterns of review as reusable 

organizational reflection skills that specify whose perspectives to consult and how their ob-

servations are combined. It learns a library of these skills from unlabeled tasks through 

evolutionary beam search guided by model-based artifact comparisons, jointly accumulating 

planner knowledge for skill retrieval and stopping. At inference time, the library and plan-

ner knowledge remain fixed, and retrieved skills guide simulated stakeholders in reviewing 

an artifact, while a single worker uses their feedback to revise it. This extends the external 

knowledge layer to include reusable processes for obtaining task-specific guidance.

Together, these directions develop a two-sided approach to knowledge augmentation. 

The evaluations clarify what reliable memory must support, while the methods improve 

both how models access knowledge and how that knowledge is constructed and maintained. 

External knowledge ranges from private facts and operational experience to domain policies, 

reasoning procedures, and organizational reflection. Across these settings, we aim to make 

the interaction among 𝑀𝜃, 𝐷𝑡, and 𝑅 more effective, so that 𝑐𝑡 reflects what the current 

task requires and 𝐷𝑡 can evolve with the surrounding world. A capable assistant should not 

require its world to be restated from scratch each time it is asked to help.

The dissertation is organized into three parts:

∙ Part I: Understanding Knowledge Challenges in Private Worlds. Chapters 

2 and 3 develop LongMemEval and LongMemEval-V2 to study memory for personal 

assistants and experienced agents.

∙ Part II: Selective Knowledge Access. Chapters 4 and 5 study when models should 

retrieve and how they should route among parametric and external knowledge sources.

∙ Part III: Framing, Discovering, and Evolving Reusable Knowledge. Chapters 

6, 7, and 8 study how to construct increasingly expressive external knowledge layers 

for domain policies, procedural reasoning, and organizational reflection.

Chapter 9 concludes the dissertation with the broader implications, limitations, and future 

directions of this framework.
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Part I

Understanding Knowledge Challenges 

in Private Worlds
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CHAPTER 2

Long-Term Memory for Personal Chat Assistants

We begin with personal knowledge accumulated through long-term interactions between 

users and chat assistants. Large language models (LLMs) have exhibited impressive capa-

bilities in solving diverse tasks through natural language, leading to numerous successful 

chat assistant applications [Ope22, Mic23]. Nevertheless, LLMs face limitations on tasks 

relying heavily on personal knowledge accumulated through long-term user-AI interactions, 

such as psychological counseling or secretarial duties [ZGG24]. Failing to incorporate user 

background and preferences into responses can diminish the response’s accuracy as well 

as user satisfaction. To personalize LLM-based assistants, long-term memory, the abil-

ity to memorize, recall, and reason with a long interaction history, is indispensable. Re-

cently, several commercial [Ope24a, Coz24] and open-source assistant systems with memory 

[ZGG24, ZPW24] have been introduced. These systems use compression, indexing, and 

retrieval of chat histories to generate more accurate and personalized responses.

Despite these advances, there has been limited progress in holistically evaluating the 

memory capability in long-term interactions. While several benchmarks evaluate LLMs 

on understanding long chat histories [XSW22, XGW22, ZGG24, MLT24, DWZ24, KCH24], 

they have two major shortcomings. First, they do not accurately reflect user-AI interactions: 

many focus solely on human-human conversations [XSW22, MLT24, KCH24], while others 

omit task-oriented dialogues, which represent a significant portion of chat assistant usage 

and challenge memorization with the long-context inputs and long-form responses. Their in-

teractive histories also typically have a non-configurable length spanning only a few thousand 
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tokens, limiting the difficulty as current systems continue to improve. Second, current bench-

marks’ questions only offer a limited coverage of the memory abilities required in dynamic 

long-term interactions. For instance, MemoryBank [ZGG24] and PerLTQA [DWZ24] insuf-

ficiently evaluate the ability to synthesize information across numerous sessions or to reason 

with temporal metadata or time references. All long-term memory benchmarks including 

recent ones such as LoCoMo [MLT24] also fail to evaluate recall of information provided by 

the assistant or reasoning with updated user information.

We introduce LongMemEval, a comprehensive benchmark for assessing the long-term 

memory capabilities of chat assistants. LongMemEval consists of 500 manually created 

questions to test five core memory abilities: information extraction, multi-session reasoning, 

temporal reasoning, knowledge updates, and abstention. Each question requires recalling 

information hidden within one or more task-oriented dialogues between a user and an assis-

tant. Inspired by the “needle-in-a-haystack" test [Kam23], we design a pipeline to compile 

a coherent and length-configurable chat history for each question. A chat system, then, is 

required to parse the dynamic interactions online for memorization, and answer the question 

after all the interaction sessions. While the length of the history is freely extensible, we pro-

vide two standard settings for consistent comparison: LongMemEvalS with approximately 

115k tokens per problem and LongMemEvalM with 500 sessions (around 1.5 million to-

kens). Preliminary evaluations highlight the difficulty of LongMemEval, as long-context 

LLMs show a 30%∼60% performance drop on LongMemEvalS, and manual evaluations re-

veal that state-of-the-art commercial systems only achieved 30%∼70% accuracy in a setting 

much simpler than LongMemEvalS (Section 2.2.5).

Finally, we present a unified view for memory-augmented chat assistants. Leveraging 

LongMemEval, we comprehensively analyze memory design choices across three key exe-

cution stages—indexing, retrieval, and reading—and four control points: value, key, query, 

and reading strategy. Experimental insights identify several effective memory designs:

∙ (Section 2.4.2) Instead of sessions, round is the more optimal granularity for storing 
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and using chat history. Further compression into individual user facts harms overall 

performance through information loss but improves multi-session reasoning accuracy.

∙ (Section 2.4.3) While a flat index using memory values as keys is a strong baseline, 

expanding the keys with extracted user facts improves both memory recall (9.4% higher 

recall@𝑘) and downstream question answering (5.4% higher accuracy).

∙ (Section 2.4.4) Naive time-agnostic memory designs perform poorly on temporal rea-

soning questions. We propose a simple indexing and query expansion strategy to 

explicitly associate timestamps with facts and narrow down the search range, improv-

ing the memory recall for temporal reasoning by 6.8%∼11.3% when a strong LLM is 

employed for query expansion.

∙ (Section 2.4.5) Even with perfect memory recall, accurately utilizing retrieved items 

is non-trivial. Applying Chain-of-Note [YZP23] and structured data format [YVL23] 

improves question answering accuracy by up to 10 absolute points across three LLMs.

2.1 Related Work

Long-Term Dialogue Benchmarks As the ability of dialogue systems improve, research 

starts to focus on long-term dialogue understanding beyond traditional dialogue modeling 

benchmarks [BWT18, WLD18]. Early works focused on language modeling evaluation on 

generating personalized responses from human-human [XSW22] or human-AI [XGW22] chat 

histories. To more precisely evaluate memory accuracy, subsequent benchmarks shifted to-

ward question answering (QA, Reddy et al. [RCM19]; Zhang and Choi [ZC21]). For ex-

ample, MemoryBank [ZGG24] features multi-day chat histories from 15 users with 194 

human-written probing questions. LoCoMo [MLT24] includes 50 long-term chat histories 

and questions testing single-hop, multi-hop, temporal, commonsense, world knowledge, and 

adversarial reasoning. PerLTQA [DWZ24] scales the evaluation to 3,409 dialogues and 8,593 

11



Table 2.1: A comparison between LongMemEval and existing long-term memory bench-
marks. We use different colors to denote human-human and human-AI dialogue. #Sess 
and #Q denote the total number of sessions and questions. Context depth is defined as 
the number of tokens in the history. Finally, we compare the coverage of five core abilities: 
information extraction (IE), multi-session reasoning (MR), knowledge update (KU), tempo-
ral reasoning (TR), and abstaining on unanswerable questions (ABS). *Not reported in the 
paper, based on our approximation. **at most 2 sessions.

Benchmark Domain #Sess #Q Context Depth Core Memory Abilities
IE MR KU TR ABS

MSC [XSW22] Open-Domain 5k - 1k ✗ ✗ ✗ ✗ ✗

DuLeMon [XGW22] Open-Domain 30k - 1k ✗ ✗ ✗ ✗ ✗

MemoryBank [ZGG24] Personal 300 194 5k ✓ ✗ ✗ ✓ ✗

PerLTQA [DWZ24] Personal 4k 8593 1M* ✓ ✗ ✗ ✗ ✓
LoCoMo [MLT24] Personal 1k 7512 10k ✓ ✓ ✗ ✓ ✓
DialSim [KCH24] TV Shows 1k–2k 1M 350k ✓ ✓** ✗ ✓ ✓
LongMemEval (this work) Personal 50k 500 115k, 1.5M ✓ ✓ ✓ ✓ ✓

questions, covering world knowledge, personal profiles, social relationships, events, and dia-

logue history. DialSim [KCH24] evaluates models’ memory ability by roleplaying TV show 

characters and introduces a time constraint that penalizes slow system responses. Despite 

these advancements, existing QA-based benchmarks overlook several memory capabilities 

critical to long-term user-assistant interactions: synthesizing information across numerous 

sessions, recalling assistant side information, and reasoning about updated user details or 

complex temporal references. Additionally, the chat histories are often too brief and do not 

reflect the nature of task-oriented interactions. Table 2.1 compares between LongMemEval 

and previous works, highlighting its advantages in both (1) featuring a long and freely ex-

tensible iterative history and (2) holistically covering critical memory abilities in a uniquely 

challenging way (further examples in Figure 2.1).

Long-Term Memory Methods To equip chat assistants with long-term memory ca-

pabilities, three major techniques are commonly explored. The first approach involves 

directly adapting LLMs to process extensive history information as long-context inputs 

[BPC20, KKL20, FPN24, AML24]. While this method avoids the need for complex ar-

chitectures, it is inefficient and susceptible to the “lost-in-the-middle" phenomenon, where 
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I've been listening to audiobooks during my 
daily commute, which takes 45 minutes 

each way.

How long is my 
commute to work?

45 minutes each way

Which one would you say is the best for a 
romantic dinner?

Can you remind me 
of the romantic  

restaurant in Rome 
you recommended 

for dinner?

Roscioli
Can you recommend some camera flash 

options compatible with my Sony A7R IV?

What's the best way to clean my Sony 24-
70mm f/2.8 lens? 

As a Sony camera user, I've been thinking 
about upgrading my camera bag to 

something more comfortable and durable.

Can you suggest 
accessories that 
complement my 

photography setup?

The user would
prefer suggestions 

of Sony-compatible 
accessories.

I'm looking to find a piano technician to 
service my Korg B1. 

I've been playing my black Fender 
Stratocaster electric guitar a lot lately...

I've had my acoustic guitar, a Yamaha 
FG800, for about 8 years. 

How many musical 
instruments do I 
currently own?

4
I'm thinking of selling my old drum set, a 5-

piece Pearl Export.

I‘m trying to plan my next trip… I was 
thinking about my family trip to Hawaii last

month and how we had a great time 
snorkeling together.

I‘m actually thinking of going to Paris, we 
just went there as a family last week and it 

was amazing…

Where did I go on 
my most recent 

family trip?

Paris.

I went to behind-the-scenes 
tour of the Science Museum 
today with a friend who's a 

chemistry professor.

I attended a guided tour at the 
Natural History Museum 
yesterday with my dad. 

How many months 
have passed since
my last museum

visit with a friend?

5 monthsI just learned a lot in a lecture at 
the History Museum about 

ancient civilizations this month.

I upgraded my old 10-gallon tank, which 
has my betta fish, Bubbles.

I added decorations to the 20-gallon tank 
to create more hiding places for the fish.

How many fish are 
there in my 30-gallon 

tank?

You did not mention
that you have a 30-

gallon tank.

I would recommend Roscioli. It has a cozy 
and intimate atmosphere with soft lighting 

and excellent service...

single-session-user

single-session-preference

single-session-assistant

temporal-reasoning

multi-session

knowledge-update

abstention

1/22

3/11

4/18

6/25

Figure 2.1: Examples of the seven question types in LongMemEval. Each example shows 
the associated evidence statements on the left and the question with the answer on the right.

the ability of LLMs to utilize contextual information weakens as the input length grows 

[SCM23, LLH24]. A second line of research integrates differentiable memory modules into 

language models, proposing specialized architectural designs and training strategies to en-

hance memory capabilities [WCB14, WRH22, ZLC22, WDC23]. Lastly, several studies ap-

proach long-term memory from the perspective of context compression, developing tech-

niques to condense lengthy histories into compact representations, whether in the form of 

LLM internal representations [MLG23, CWA23], discrete tokens [JWL23, XSC24], or re-

trievable text segments via retrieval-augmented generation (RAG, Shi et al. [SMY24]; Wang 

et al. [WDC23]; Sarthi et al. [SAT24]; Chen et al. [CPW23]; Gutiérrez et al. [GSG24b]). 

Although LongMemEval can evaluate any memory system, we will take an online context 

compression perspective, where each history interaction session is sequentially processed, 

stored, and accessed on-demand through indexing and retrieval mechanisms (Section 2.3). 
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This formulation aligns with current literature [ZGG24, GSG24b] and commercial systems 

[Ope24a, Coz24]. Its plug-and-play nature also eases integration into existing chat assistants.

2.2 LongMemEval

2.2.1 Problem Formulation

The evaluation of LongMemEval requires an instance of 4-tuple (S, 𝑞, 𝑡𝑞, 𝑎). S ≡

[(𝑡1, 𝑆1), (𝑡2, 𝑆2), ..., (𝑡𝑁 , 𝑆𝑁)] is a sequence of 𝑁  history chat sessions ordered from the 

earliest to the latest, where 𝑆𝑖 is a multi-turn interaction between the user and a chat 

assistant and 𝑡𝑖 is the session’s timestamp. Each session can be further decomposed into 

rounds: one user message followed by one assistant response. During test time, S is provided 

to the system one by one. 𝑞 and 𝑡𝑞 > 𝑡𝑁  represent the question from the user and its date. 𝑎

is a short phrase indicating the answer, or a natural language rubric describing the preferred 

answer in the case where 𝑞 is open-ended.

2.2.2 LongMemEval: Benchmark Curation

One major challenge in building a reliable personalized assistant is performing online record-

ing, recalling, updating, and reasoning on the dynamically evolving user information. To 

reflect this challenge, LongMemEval formulates five core long-term memory abilities:

∙ Information Extraction (IE): Ability to recall specific information from extensive 

interactive histories, including the details mentioned by either the user or the assistant.

∙ Multi-Session Reasoning (MR): Ability to synthesize information across multiple 

history sessions to answer complex questions involving aggregation and comparison.

∙ Knowledge Updates (KU): Ability to recognize the changes in the user’s personal 

information and update the knowledge of the user dynamically over time.
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∙ Temporal Reasoning (TR): Awareness of the temporal aspects of user information, 

including both explicit time mentions and timestamp metadata in the interactions.

∙ Abstention (ABS): Ability to identify questions seeking unknown information, i.e., 

information the user has not mentioned in the history, and answer “I don’t know”.

As shown in Table 2.1, this formulation represents a more comprehensive ability cover-

age compared to prior long-term memory benchmarks like MemoryBank and PerLTQA. To 

thoroughly assess these abilities, LongMemEval features seven question types. Single-

session-user and single-session-assistant test memorizing the information mentioned by 

user or assistant within a single session. Single-session-preference tests whether the model 

can utilize the user information to generate a personalized response. multi-session (MR) 

tests aggregating user information across two or more sessions. knowledge-update (KU) 

focuses on the ability to recognize changes in the user’s life states and update the memory ac-

cordingly. temporal-reasoning (TR) tests reasoning with both the timestamp in metadata 

and explicit time references. Finally, we draw 30 questions from the previous question types 

and modify them into “false premise” questions, testing whether the model can correctly 

abstain from answering (ABS). Figure 2.1 presents an example for each question type.

Question Curation Figure 2.2 depicts the question curation pipeline. We define an on-

tology of 164 user attributes in five categories: lifestyle, belongings, life events, situations 

context, and demographic information. For each attribute, we leverage an LLM1 to generate 

attribute-focused user background paragraphs, each of which includes detailed discussion of 

the user’s life experience. To create a question, we randomly sample a paragraph and use 

an LLM to propose several seed (question, answer) pairs. As these LLM-proposed questions 

often lack depth and diversity, human experts manually filter and rewrite all the questions 

1Unless otherwise mentioned, Llama 3 70B Instruct [DJP24] is used as the LLM in the pipeline.
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to achieve the desired difficulty. Then, we manually decompose the answer into one or more 

evidence statements with optional timestamps.

Evidence Session Construction Each evidence statement is then separately embedded 

into a task-oriented evidence session created by self-chatting [XGD23]. The user LLM is 

instructed to convey the evidence statement indirectly, e.g., instead of stating “I bought 

a new car last month,” it might instead ask for help about car insurance and reveal the 

information incidentally. This approach enhances the benchmark’s difficulty by requiring 

systems to recognize and memorize user details not explicitly emphasized in conversations. 

We present the full details in Appendix A.1 of the original paper [WWY25].

To ensure the data quality, all the evidence sessions are then manually screened and 

edited to (1) verify evidence inclusion, (2) distribute the evidence statement across different 

conversation positions, and (3) rephrase statements into more natural, colloquial language, 

especially for time mentions, which LLMs often express too formally. We also meticulously 

annotate the position of the evidence statement within each evidence session. For questions 

involving temporal information, we then manually add timestamps to both the evidence 

sessions and the questions. Most questions require evidence from multiple sessions (up to 

six) with evidence statements positioned diversely within sessions. Section 2.2.3 presents 

further statistics of the final constructed data.

History Compilation For each question, LongMemEval compiles a coherent user-AI 

chat history (Figure 2.2c). Our approach is analogous to the needle-in-a-haystack test 

[Kam23], which asks a model to retrieve brief information (the “needle") embedded in a 

long document (the “haystack"). In comparison, LongMemEval is more challenging and 

realistic as it involves retrieving and synthesizing information from multiple extended evi-

dence sessions. Specifically, we sample a number of unrelated user-AI chat sessions, randomly 

insert the evidence sessions in the middle, and assign a plausible timestamp to all sessions. 
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Attribute

Background

Evidence Statements

History Sessions

I‘ve been working as a Marketing Specialist at a mid-sized 
tech firm, aptly named TechSavvy Inc. My job title is 

officially “Digital Marketing Specialist” and I report directly 
to Marketing Manager Rachel. My primary responsibilities 

include ... In the past 6 months, I’ve been working an 
average of 40 hours per week, with weeks going up to 50 

hours during peak campaign seasons ...

occupation

How many hours do I work in a typical 
week during peak campaign seasons?

During peak campaign seasons, my work 
hours per week increases by 10 hours.

I work an average of 40 hours per week.

Question w/ Timestamps

Answer: 50

Evidence Sessions

2024/5/20

2024/5/1

2024/5/3

User LLM Assistant LLMDuring peak campaign seasons, my work 
hours per week increases by 10 hours.

Background Sampling

Question Construction

(a) Question Construction (b) Evidence Session Construction

(c) History Construction

I'm planning to start looking for a new job in the next few months, and I was 
wondering if you could help me update my resume and LinkedIn profile...

I‘d be happy to help! To get started, could you share your current resume? …

I‘ve attached my current resume. … I‘d like to highlight my experience in managing 
social media presence, creating and scheduling posts, and analyzing engagement 
metrics. During peak campaign seasons, I increase my work hours by 10 hours 

weekly to accommodate the additional workload. I want to emphasize my 
ability to adapt to changing workloads and prioritize tasks effectively.

Thank you for sharing. I‘ll provide you with some feedback and suggestions … 

…

ES1 5/1

ES2 5/3

H1 4/15

H2 4/28

H3 4/28

… …

Publicly Released
Chat Sessions

Non-Conflicting
Simulated Chat

Figure 2.2: Data creation pipeline of LongMemEval. (a) Human experts construct ques-
tions and evidence statements. (b) The evidence sessions are LLM-simulated and human-
edited. (c) At test time, we construct the user-AI history with freely configurable length.

We draw the irrelevant sessions from two sources: (1) self-chat sessions simulated based on 

other non-conflicting attributes and (2) publicly released user-AI style chat data including 

ShareGPT [ZCS23] and UltraChat [DCX23]. This design creates extensible realistic chat 

histories with minimal conflicts. While the pipeline allows us to compile chat histories of 

arbitrary length, we provide two standard settings: LongMemEvalS (∼115k tokens/ques-

tion) and LongMemEvalM (500 sessions, ∼1.5M tokens).

2.2.3 Basic Statistics

In Figure 2.3, we present the basic statistics of LongMemEval, revealing that most ques-

tions require evidence from multiple sessions (up to six) and that evidence statements are 

positioned diversely within sessions, increasing the challenge to the memory design.
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14%
11%
6%

27%
16%

27%

single-session-user
single-session-assistant
single-session-preference
multi-session
knowledge-update
temporal-reasoning

(a): Distribution of question 
types in LongMemEval.
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Number of Sessions
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(b): Distribution of the 
number of evidence sessions. 
Most questions emphasize 
multi-session reasoning, 

requiring reading up to six 
sessions to answer.

1 2 3 4 5 6
Answer Location (Round Index)

0

100

200

300

400

500

(c): Distribution of the 
location of the evidence 

statement within the 
evidence sessions. Most 
evidence statements are 

located at the beginning of 
the chat.

Figure 2.3: LongMemEval challenges chat assistants through its (a) diverse question types, 
(b) emphases on multi-session reasoning, and (c) diverse evidence locations within sessions.

2.2.4 Evaluation Metric

Question Answering As the correct answers can take flexible forms, an exact matching 

strategy as in previous works can result in inaccurate evaluations. To address this, Long-

MemEval employs a LLM to assess response quality [LIX23]. Specifically, we prompt-

engineer the gpt-4o-2024-08-06 model via the OpenAI API. Our meta-evaluation study 

demonstrates that the evaluator achieves more than 97% agreement with human experts. 

The evaluation prompts are provided in the original paper’s appendix [WWY25]. The human 

meta-evaluation is described under Judge Validation below.

Memory Recall As LongMemEval contains human-annotated answer location labels, 

intermediate retrieval metrics can be easily calculated if the chat system exposes its retrieval 

results. We report Recall@𝑘 and NDCG@𝑘, where 𝑘 is the number of top items retrieved 

by the system.
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Table 2.2: Meta-evaluation results of prompt-engineered GPT-4o judge. We observe a high 
evaluation accuracy across all the problem types in LongMemEval.

Question Type Answer Model
GPT-4o Llama-3.1-8B-instruct

single-session-user 1.00 (30/30) 0.97 (29/30)
single-session-assistant 1.00 (30/30) 1.00 (30/30)

single-session-preference 0.90 (27/30) 0.97 (29/30)
multi-session 1.00 (30/30) 1.00 (30/30)

knowledge-update 1.00 (30/30) 1.00 (30/30)
temporal-reasoning 1.00 (30/30) 0.97 (29/30)

abstention 0.97 (29/30) 0.90 (27/30)
Average 0.98 0.97

Judge Validation To accurately evaluate the diverse responses of LLMs, we use an expert-

written prompt to instruct GPT-4o as the correctness judge. To enable the model to handle 

detailed edge cases as how expert evaluators would do, we design separate prompts for a 

number of tasks. To ensure the prompt has a high agreement with expert judge, we sample 

30 questions per problem type, collect the long-context generation results from GPT-4o and 

Llama 3.1 8B Instruct, and report the judgment correctness by category.

As shown in Table 2.2, the prompt-engineered GPT-4o judge achieves reliable perfor-

mance in evaluating both GPT-4o and Llama-3.1-8B-Instruct as the generation model. The 

evaluator’s judgment slightly deviates from human experts for the single-session-preference 

and abstention problems due to the open-ended nature of the response. Nevertheless, our 

evaluation prompt still achieves 90% or higher accuracy under all settings.

2.2.5 LongMemEval represents a significant challenge

We use LongMemEval to study commercial systems and long-context LLMs.

Commercial systems We evaluate two commercial systems that maintain a set of mem-

orized user facts as the user chats with the assistant: ChatGPT [Ope24a] and Coze [Coz24]. 

Since these systems only support memory features via their web interfaces, we randomly 

selected 97 questions and created a short chat history of 3-6 sessions (approximately 10x 
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System LLM Accuracy

Offline Reading GPT-4o 0.9184

ChatGPT GPT-4o 0.5773
GPT-4o-mini 0.7113

Coze GPT-4o 0.3299
GPT-3.5-turbo 0.2474

(a): Commercial memory-augmented chat 
assistants exhibit weak performance on 

LongMemEval. The accuracy of ChatGPT 
and Coze degrades by a large amount compared 

to directly reading the context (“Offline 
Reading") with the same LLM. Specifically, 

ChatGPT and Coze instantiated with GPT-4o 
exhibits 37% and 64% performance drop, 

respectively.

Model Size Oracle S % Drop

No Chain-of-Note

GPT-4o - 0.870 0.606 30.3%↓
Llama 3.1 Instruct 70B 0.744 0.334 55.1%↓
Llama 3.1 Instruct 8B 0.710 0.454 36.1%↓
Phi-3 128k Instruct 14B 0.702 0.380 45.9%↓
Phi-3.5 Mini Instruct 4B 0.660 0.342 48.1%↓

With Chain-of-Note

GPT-4o - 0.924 0.640 30.7%↓
Llama 3.1 Instruct 70B 0.848 0.286 66.3%↓
Llama 3.1 Instruct 8B 0.710 0.420 40.8%↓
Phi-3 128k Instruct 14B 0.722 0.344 52.4%↓
Phi-3.5 Mini Instruct 4B 0.652 0.324 50.3%↓

(b): Long-context LLMs exhibit large QA 
performance drops on LongMemEvalS

(column “S"), compared to the accuracy of 
answering the questions based on only the 

evidence sessions (column “Oracle").

Figure 2.4: Pilot study of (a) commercial systems and (b) long-context LLMs.

shorter than LongMemEvalS). Human annotators interacted with the chat assistants 

session-by-session and turn-by-turn, and finally ask the question in a new session2. In Fig-

ure 2.4a, we compare this online memory evaluation with offline reading, where GPT-4o is 

prompted to answer with the complete history provided as context. Both ChatGPT and 

Coze exhibited significant performance drops compared to offline reading, underscoring the 

challenging nature of LongMemEval. We found ChatGPT tended to overwrite crucial 

information as the chat continues, while Coze often failed to record indirectly provided user 

information. We provide analyses in Appendix B of the original paper [WWY25]. Over-

all, this result highlights the gap between building a seemingly personalized chat 

assistant by recalling isolated facts and demonstrating strong memory ability.

Long-Context LLMs While LongMemEval poses a significant challenge to online 

memory systems, is the benchmark easily tackled with offline reading over the entire his-

tory? In Figure 2.4b, we evaluated four advanced long-context LLMs on LongMemEvalS

2All evaluations were conducted in the first two weeks of August 2024.
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(with a history length of approximately 115k tokens): GPT-4o, Llama 3.1 Instruct [DJP24], 

and Phi-3 [AJA24]. Compared to the oracle retrieval setting (answering with only the 

evidence sessions as the context), these LLMs showed a 30% to 60% performance decline 

when tasked with reading the entire LongMemEvalS history, regardless of whether the 

chain-of-note technique [YZP23] was applied (discussed further in Section 2.3.2). As the his-

tories in LongMemEvalS is still short (∼50 sessions), the performance is likely to further 

degrade as the interaction history expands. Overall, these findings suggest that even the 

most capable current long-context LLMs struggle to manage an ever-growing 

interaction history without an effective memory mechanism.

2.3 A Unified View of Long-Term Memory Assistants

In this section, we formulate a three-stage long-term memory model for chat assistants. 

Despite its simplicity, this model provides a unified view of existing long-term memory 

assistant works. Along each of its stages, we then investigate crucial control points and 

propose our optimizations.

2.3.1 Long-Term Memory System: Formulation

We formulate long-term memory as a massive key-value datastore [(𝑘1, 𝑣1), (𝑘2, 𝑣2), ...]. The 

keys 𝑘𝑖 can be heterogeneous, and could be discrete or continuous. In the discrete case, 

the key could be a sentence, a paragraph, a fact, or an entity, etc. In the continuous case, 

the key could be e.g., the model’s internal representation under some inputs. The values 𝑣𝑖

might repeat. As shown in Figure 2.5, we formulate three stages for a memory-augmented 

assistant: (1) indexing, converting each history session (𝑡𝑖, 𝑆𝑖) into one or more key-value 

items, (2) retrieval, formulating a retrieval query and collecting 𝑘 most relevant items, and 

(3) reading, an LLM ℳ reads the retrieval result and generates a response. In Table 2.3, we 

show how nine memory-augmented chat assistant systems instantiate this framework.
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Value Chunk 1
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Key 1

…

Value Chunk 3

Key 2

Key 3

Key 4

Key K

…

Query
Value Chunk 1

Value Chunk 2

Value Chunk 3

Key 2

Key 4
LLM

Question

(1) Indexing (2) Retrieval (3) Reading

Question

Answer

CP3: Query CP4: Reading StrategyCP2: Key CP1: Value

Figure 2.5: A unified view of a chat assistant with long-term memory in operation. We 
formulate three stages and four control points (CP). We provide further examples in Table 2.3 
and Appendix C of the original paper [WWY25].

2.3.2 Long-Term Memory System: Design Choices

We identify four crucial control points for long-term memory of chat assistants, as illustrated 

in Figure 2.5. We analyze design choices from existing works and their limitations, and 

propose our optimizations. Due to space constraints, we present these designs at a high 

level, with details in Section 2.4 and Appendix D of the original paper [WWY25].

CP 1: Value The value represents the format and granularity of each session stored 

in memory. Given that user-AI chat sessions are often lengthy and cover multiple topics, 

storing each session as a single item can hinder effective retrieval and reading. Conversely, 

compressing sessions into summaries or user-specific facts, as seen in prior work such as 

Zhong et al. [ZGG24] and Du et al. [DWZ24], can lead to information loss, harming the 

performance of the system to answer detailed questions. In Section 2.4.2, we compare three 

value representation strategies: storing entire sessions, decomposing sessions into individual 

rounds, and further applying summary/fact extraction.

CP 2: Key Even when sessions are decomposed and compressed, each item still contains 

substantial information, with only a fraction relevant to the user’s query. Therefore, using 

the value itself as the key, a common practice in prior works [ZGG24, MLT24], may be 

suboptimal. We introduce a key expansion approach in Section 2.4.3, where summaries, 
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Table 2.3: A comparison of nine memory-augmented frameworks through the lens of the 
proposed unified framework. We provide detailed references and discussions of each work 
in Appendix C of the original paper [WWY25]. For ChatGPT and Coze, we skip several 
designs as they are unknown.

Method Value Key Query Retrieval Time-aware Reading

In-context RAG [SMY24] round/session K = V question flat No direct
MemoryBank [ZGG24] summary + round K = V question flat Yes direct

LD-Agent [LYZ24] summary + fact K = V keyphrase flat Yes direct
CoN [YZP23] round/session K = V question flat No CoN

ChatGPT fact - - - No -
Coze fact - - - No -

RAPTOR [SAT24] round/session node summary question flat/interactive No -
MemWalker [CPW23] round/session node summary question interactive No interactive
HippoRAG [GSG24b] round/session entity entity PPR No direct

Our Design round K = V + fact question + time flat Yes CoN

keyphrases, user facts, and timestamped events are extracted from the values to augment 

the index. This optimization highlights the key information and enables effective retrieval 

with multiple pathways.

CP 3: Query For straightforward user queries, the aforementioned key-value optimiza-

tions may yield high retrieval accuracy. However, when queries involve temporal references 

(e.g., “Which restaurant did you recommend last weekend?"), naive similarity search proves 

insufficient. We address this with a time-aware indexing and query expansion strategy, where 

values are indexed with timestamped events, and retrieval is restricted to items within the 

relevant time range (Section 2.4.4).

CP 4: Reading Strategy Answering complex queries may require recalling numerous 

memory items. Although the retrieval accuracy can be enhanced through the preceding 

designs, it does not guarantee that the LLM can effectively reason over the extensive context 

[SCM23, LLH24]. In Section 2.4.5, we explore reading strategies and demonstrate that 

optimizations such as extracting key information before answering (Chain-of-Note, [YZP23]) 

and using structured format prompting [YVL23] are crucial for high reading performance.
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Figure 2.6: QA performance on LongMemEvalM with different value designs. Decom-
posing sessions into rounds improves the QA performance. For the multi-session reasoning 
questions, further representing the values with the extracted facts improves the QA accuracy.

2.4 Experiment Results

2.4.1 Experimental Setup

We mainly study three LLMs: GPT-4o, Llama 3.1 70B Instruct, and Llama 3.1 8B Instruct3. 

For the retriever, we choose dense retrieval with the 1.5B Stella V5 model [Zha23], given 

its high performance on MTEB [MTM23]. Extensive comparisons between Stella V5 and 

alternative retrievers are provided in Appendix E.2 of the original paper [WWY25]. For 

the indexing stage, we employ Llama 3.1 8B Instruct to extract summaries, keyphrases, 

user facts, and timestamped events. When sessions or rounds are used as the key, we only 

keep the user-side utterances. In the reading stage, the retrieved items are always sorted 

by their timestamp to help the reader model maintain temporal consistency. Throughout 

Section 2.4.2 to Section 2.4.4, we apply Chain-of-Note and json format (discussed in Sec-

tion 2.4.5) by default.

3More results on five additional LLMs are reported in Appendix E.1 of the original paper [WWY25].
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2.4.2 Value: Decomposition improves RAG performance

Using LongMemEvalM, we compare different value choices in a budget-aware manner. As 

shown in Figure 2.6, decomposing sessions into rounds significantly enhances reading perfor-

mance with GPT-4o as the reader, while performing similarly to non-decomposed sessions 

when using Llama 3.1 8B Instruct as the reader. However, despite their efficiency in token 

usage, replacing sessions or rounds with extracted summaries or facts negatively impacts 

QA performance due to information loss. The only exception is with multi-session reason-

ing questions, where fact decomposition consistently improves performance. We hypothesize 

this is because fact decomposition extracts the same type of information across all sessions 

in a more uniform and simplified format, aiding retrieval and reading [CWC23]. Finally, we 

observe that the optimal token budget varies by the reader’s capability: while Llama 3.1 

8B Instruct’s performance drops sharply beyond 3k retrieved tokens, GPT-4o continues to 

improve even with over 20k retrieved tokens.

2.4.3 Key: Multi-key indexing improves retrieval and RAG

In Table 2.4, we explore whether summaries, keyphrases, or user facts condensed from the 

value can serve as better keys than the value itself. Interestingly, despite their more focused 

semantics, using these condensed forms alone does not enhance the memory recall perfor-

mance. We hypothesize that the retriever already handles long-text semantics effectively.

To leverage both the highlighted information from compression and the completeness of 

the original value, we applied a simple document expansion technique [TWM06, EOF12], 

where the compressed information is concatenated with the original value to form the key 

during indexing4. This approach, particularly when using user facts, yielded an average im-

4We also experimented with merging at the retrieval stage by combining the ranks from different path-

ways, but it underperformed compared to indexing-stage merging. See Appendix E.3 of the original pa-

per [WWY25] for details.
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Table 2.4: Retrieval and end-to-end QA performance on LongMemEvalM with different 
key designs for indexing. L3.1 = Llama 3.1 Instruct. Document expansion with extracted 
user facts (row K = V + fact) greatly improves both retrieval and the downstream QA.

Key Design
Retrieval End-to-End QA

Metrics@5 Metrics@10 GPT-4o L3.1 70B L3.1 8B
Recall NDCG Recall NDCG Top-5 Top-10 Top-5 Top-10 Top-5 Top-10

Value = Round
K = V 0.582 0.481 0.692 0.512 0.615 0.670 0.600 0.624 0.518 0.534
K = fact 0.530 0.411 0.654 0.449 0.588 0.664 0.564 0.610 0.510 0.534
K = keyphrase 0.282 0.159 0.392 0.303 0.425 0.489 0.404 0.450 0.378 0.432
K = V + fact 0.644 0.498 0.784 0.536 0.657 0.720 0.638 0.682 0.566 0.572
K = V + keyphrase 0.478 0.359 0.636 0.410 0.541 0.652 0.538 0.620 0.472 0.524

Value = Session
K = V 0.706 0.617 0.783 0.638 0.670 0.676 0.592 0.570 0.524 0.464
K = summary 0.572 0.448 0.648 0.468 0.554 0.252 0.498 0.512 0.444 0.216
K = fact 0.642 0.524 0.814 0.571 0.644 0.512 0.544 0.550 0.470 0.404
K = keyphrase 0.482 0.375 0.576 0.401 0.618 0.498 0.440 0.450 0.388 0.414
K = V + summary 0.689 0.608 0.749 0.624 0.658 0.666 0.568 0.560 0.518 0.494
K = V + fact 0.732 0.620 0.862 0.652 0.714 0.700 0.588 0.584 0.530 0.490
K = V + keyphrase 0.710 0.587 0.768 0.602 0.665 0.672 0.590 0.566 0.526 0.508

provement of 9.4% in recall@𝑘 and 5.4% in final accuracy across all models. In Appendix E.2 

of the original paper [WWY25], we further analyze different retrievers and find with alterna-

tive retrievers, key expansion with summary and keyphrases could improve Recall@5 when 

session is used as the value granularity. These results suggest that multi-pathway retrieval 

can significantly enhance memory recall performance. In the following section, we will in-

vestigate the time constraint as another pathway to leverage.

2.4.4 Query: Time-aware query expansion improves temporal reasoning

A key challenge highlighted by LongMemEval in building real-world assistant systems is 

the need to utilize temporal information present in both metadata and user utterances to 

correctly answer time-sensitive queries. To address this need, we introduce a simple yet ef-

fective time-aware indexing and query expansion scheme. Specifically, values are additionally 

indexed by the dates of the events they contain. During retrieval, an LLM ℳ𝑇  extracts a 

time range for time-sensitive queries, which filters out a large number of irrelevant values.
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Table 2.5: Retrieval performance on the temporal reasoning subset of LongMemEvalM. 
Time-aware query expansion significantly facilitates retrieval by narrowing its scope.

Key Setting
Value = Session Value = Round

Metric@5 Metric@10 Metric@5 Metric@10
Recall NDCG Recall NDCG Recall NDCG Recall NDCG

(1) K = V 0.639 0.630 0.651 0.707 0.421 0.462 0.499 0.511
(1) w/ Query Expansion (ℳ𝑇  = GPT-4o) 0.654 0.660 0.707 0.679 0.451 0.565 0.495 0.538
(1) w/ Query Expansion (ℳ𝑇  = Llama 3.1 8B Instruct) 0.624 0.627 0.647 0.692 0.384 0.448 0.489 0.488
(2) K = V + fact 0.684 0.688 0.721 0.782 0.489 0.500 0.550 0.598
(2) w/ Query Expansion (ℳ𝑇  = GPT-4o) 0.722 0.732 0.797 0.758 0.526 0.548 0.722 0.669
(2) w/ Query Expansion (ℳ𝑇  = Llama 3.1 8B Instruct) 0.677 0.688 0.711 0.744 0.481 0.532 0.570 0.647

As shown in Table 2.5, this simple design improves recall by an average of 11.3% when 

using rounds as the value and by 6.8% when using sessions as the value. This improvement 

remains consistent when key expansion is applied during indexing. We also find that the 

effectiveness of this method depends on using a strong LLM for ℳ𝑇  to accurately infer 

time ranges from queries. Llama 8B, on the other hand, struggles to generate accurate 

time ranges, often hallucinating or missing temporal cues even with numerous in-context 

examples. Further analysis is provided in Appendix E.4 of the original paper [WWY25].

2.4.5 Improving reading with chain-of-note and structured format

As LongMemEval requires syntheses across multiple sessions, even an optimal memory 

retrieval mechanism needs to return a long context to capture all relevant information. To 

enhance the model’s ability to handle long retrieved contexts, we apply two key optimiza-

tions. First, we present retrieved items in a structured JSON format [YVL23], which helps 

the model clearly recognize memory items as the data for reading. Additionally, we apply 

the Chain-of-Note (CoN) reading approach [YZP23], instructing the LLM to first extract 

information from each memory item and then reason based on these notes. This effectively 

decomposes long-context reading into two simpler subtasks: copying important details and 

reasoning with more concise notes.

In Figure 2.7, we evaluate the reading designs under the oracle retrieval setting, where 

only evidence sessions are provided. Surprisingly, even with perfect retrieval, a suboptimal 
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Figure 2.7: Question answering performance under the oracle retrieval setting. CoN with 
JSON format outperforms the other three parameter combinations by a large margin. NL 
= Natural Language.

reading strategy results in up to a 10-point absolute performance drop compared to the best 

approach for GPT-4o. Notably, when CoN is not applied, JSON format does not consistently 

outperform the natural language format. However, with CoN, JSON format consistently 

benefits reader LLMs of various capabilities. Section 2.4.6 further analyzes error patterns of 

LLMs with the enhanced reading strategy.

2.4.6 Error Analysis

In this section, we analyze the source of error of various LLMs with our best memory design. 

Specifically, we use round as the value granularity, expand the key with extracted user facts, 

and apply CoN as the reading strategy. Stella v5 1.5B is used as the retriever, and top-10 

items are provided to the model with a JSON structured prompt. In Figure 2.8, we analyze 

the distribution of the correct and error cases for three different reader LLMs. First, we 

observe that a substantial proportion of errors corresponds to correct retrieval yet wrong 

generation (15%∼19% of all instances, and 40%∼50% among the error instances). The pro-

portion is higher when a weaker reader LLM is used. This indicates that the reading strategy 

still has a large room of improvement. In addition, we observe that for the reader LLM to 

generate a correct answer, performing correct retrieval is necessary in ∼90% of the time. 

We observe that the rest 10% instances are mostly of the question type knowledge-update 

and the retriever was only able to identify the updated knowledge but failed to retrieved the 
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Figure 2.8: An analysis of the error distribution of different reader models. We use R and 
G to indicate correct Recall@10 and correct answer based on the top-10 retrieved results.

previous information before update. For these cases, our strict retrieval evaluation criteria 

will deem that the retrieval has failed. Overall, this result also highlights the high quality 

of LongMemEval, as the reader LLM cannot take any shortcut to answer the question 

correctly without a correct memory recall.

2.5 Conclusion

In this chapter, we introduced LongMemEval, a comprehensive and challenging benchmark 

designed to evaluate the long-term memory abilities of chat assistants across five core mem-

ory tasks: information extraction, multi-session reasoning, temporal reasoning, knowledge 

updates, and abstention. Through extensive experiments with both commercial systems and 

long-context LLMs, we demonstrated the significant challenges posed by LongMemEval, 

with current systems exhibiting substantial performance drops. By analyzing key design 

choices across indexing, retrieval, and reading stages, we proposed effective strategies such 

as session decomposition, fact-augmented key expansion, and time-aware query expansion, 

which collectively improved both memory recall and the question answering performance. 

Our findings highlight the need for more sophisticated memory mechanisms to achieve per-
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sonalized and reliable conversational AI, and LongMemEval offers a valuable benchmark 

to drive future advancements in long-term memory capabilities for chat assistants.

Privacy and Trustworthiness LongMemEval and the studied memory system could 

induce several societal impacts. Storing and recalling user information could cause personal 

information leakage, and the lack of a memory “deletion" operator could harm the system’s 

trustworthiness. It is also possible that the memory mechanism could be leveraged by ma-

licious parties to toxic contents into the datastore, which may cause a jailbreak behavior 

during inference. To mitigate such behaviors, it is essential to implement moderation mech-

anisms that monitor the read/write data flow of the memory. We encourage producers of 

memory-augmented assistant systems to be aware of these potential harmful effects and 

apply thorough testing and mitigation. 
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CHAPTER 3

Memory for Experienced Agents

in Specialized Environments

Long-term memory helps large language models (LLMs) operate beyond their context and pa-

rameters by storing and recalling information over long horizons [WRH22, PFP23, WGC24]. 

We now extend the study of memory from personal conversations to agent systems, where 

LLMs interact with specialized environments over many steps. Recent works show that 

memorizing task procedures, interface affordances, and hidden failure modes improve agent 

performance at inference time [WXJ24, ZHX24, BDP25, WMF25, THY25].

However, benchmarks for memory in the agentic context remain limited. Existing mem-

ory works mainly evaluate retrieval and reasoning over long documents or user chat histories 

[HSK24, BTZ25, WWY25, MLT24, TSY25]. Recent works consider evaluating memorization 

over agent trajectories, but often use simplified game environments [FWL26, LZL26], em-

phasize limited dependencies within one or a few trajectories [HWZ26, ZYH26], or evaluate 

indirectly through downstream task success [HWZ26]. As a result, they provide limited in-

sight into whether memory systems can accumulate holistic, environment-specific knowledge 

from sustained interaction with a complex environment. To highlight this perspective, this 

paper uses the following framing:

A high-quality memory makes an agent

an experienced colleague in a specialized environment.

Driven by this view, we introduce LongMemEval-V2 (LME-V2), a benchmark for eval-
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uating whether memory systems can help web agents acquire the experience needed to be-

come knowledgeable colleagues. LME-V2 leverages customized websites including Magento 

shopping, shopping admin, Postmill forum, and ServiceNow from WebArena [ZXZ24] and 

WorkArena [DGC24, BTG24]. From task-solving web agent trajectories, we manually cu-

rate 451 questions covering five core memory abilities: static state recall, dynamic state 

tracking, workflow knowledge, environment gotchas, and premise awareness. We provide 

examples in Figure 3.1 and ability definitions in §3.2.1. These questions are specific to the 

customized environments and thus remain generally unanswerable by recent frontier LLMs 

(§3.2.5). LME-V2 further pairs the questions with a sequence of web agent trajectories 

(“haystacks”, following Kamradt [Kam23]), where only a small fraction bears the answers to 

each question (“needles”). LME-V2-Small provides a 100-trajectory haystack shared by all 

questions, and LME-V2-Medium has 500-trajectory question-specific haystacks. Compared 

to prior benchmarks, LME-V2 poses new challenges with its deep context (25M/115M tokens 

in the small/medium tiers) and comprehensive memory ability coverage (Table 3.1).

LME-V2 evaluates memory with a context gathering formulation (§3.2.4). A memory 

system implements two APIs: Insert, which consumes a trajectory, and Query, which 

returns a multimodal memory context for a question. For each question, we stream the 

associated trajectories sequentially into memory, invoke Query, truncate the returned context 

to a fixed token budget, and ask a fixed reader LLM to answer. This provides a direct 

evaluation of memory quality with a practical interface that a downstream agent would use. 

We report both answer accuracy and query latency.

To succeed in LME-V2, a memory system needs to intelligently store and filter infor-

mation from the noisy agent trajectories, retaining both low-level observations as well as 

higher-level environment dynamics and procedural knowledge. As a result, naive application 

of popular agent memory methods could be ineffective as they are biased towards less noisy 

conversational contexts [CKA25] or high-level strategic knowledge [WMF25, OYH25]. In 

this chapter, we propose AgentRunbook, a simple yet effective baseline consisting of two 
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(a) Trajectory History

🎯 Task: Create an Incident

🛠 Actions: Fill à Fill à Select à Click …

✅ Result: Success

🎯 Task: Create a Change Request

🛠 Actions: Fill à Click à Select à …

❌ Result: Failure

🎯 Task: Clean-up Duplicate Problems

🛠 Actions: Search à Select à Click à …

✅ Result: Success

🎯 Task: Find Hardware Expiration Date

🛠 Actions: Click à Fill à Tab_Focus à …

✅ Result: Success

(b) Evaluation Questions Inexperienced Colleague Experienced Colleague from Another Environment

What is the additional button at the top right of the 
incident form that’s not in the change request form?

What is the additional button at the top right of the 
change request form that’s not in the incident form?

After a problem is marked as Duplicate and progress 
changes from Assess to Closed, which field appears 

directly below State?

After a problem is marked as Duplicate and progress 
changes from Assess to Closed, which field 

disappears below State?

For filtering and removing duplicated problems, which 
fields are most important in the typical workflow?

In the Hardware Asset list, searching “Chelsea-Cynthia Tran-Dyer” 
under “Assigned to” still includes other employees. What is the 

most likely explanation?

A: Resolve
A: No such 

button

A: Resolution 
Code

A: No such 
field

A: Priority, Problem 
Statement

For filtering and removing duplicated problems, 
what field besides Priority and Problem statement 

must also be checked? 
A: No such 

field

A:  In this system, the comparison criteria defaults to >= 
and therefore other employees are included.

Figure 3.1: Examples of LongMemEval-V2 questions. We display examples from the 
WorkArena domain. LME-V2 questions exercise diverse memory abilities: static (row 1), 
dynamic (row 2), workflow (row 3), gotchas (row 4), and premise awareness (right column).

variants, optimized separately for efficiency and accuracy. AgentRunbook-R is an efficient 

retrieval-augmented generation (RAG) pipeline inspired by agentic memory works such as 

Xu et al. [XLM25]. It prompts an LLM controller to update and to actively query three 

knowledge pools: raw observations, state transition events, and high-level strategy notes 

(§3.3.1). AgentRunbook-R is efficient and covers major memory abilities, but its simple 

design is not optimized for detailed evidence selection. Inspired by Cao et al. [CYD26], we 

propose AgentRunbook-C, a coding agent-based memory method that casts memory man-

agement as a file management problem. AgentRunbook-C stores raw trajectories directly as 

files. At query time, it augments an off-the-shelf coding agent harness with workflow docu-

ments, memory manifests, and helper scripts, then invokes the agent to assemble a compact 

evidence set (§3.3.2).
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Table 3.1: Comparison with existing memory and long-context benchmarks. # Sess., # 
Tok., and # Q denote the history size in sessions or tokens, as well as the total number of 
questions. MM denotes whether the context or question is a multimodal mixture of text and 
images. For benchmarks with multiple preset length tiers, we report a range between the 
minimum length tier and the maximum length tier. For the other benchmarks, we report 
the averaged context size over all examples.

Benchmark Domain Context Profile Question Profile Memory Ability

# Sess. # Tok. MM # Q MM Static Dynamic Workflows Gotchas Premise

General Long Context
LongBench V2 Mixed N/A 260k ✗ 503 ✗ ✓ ✗ ✗ ✗ ✗

MemoryAgentBench Mixed N/A 285k ✗ 2,071 ✗ ✓ ✗ ✗ ✗ ✗

CL-Bench Mixed N/A 10k ✗ 1,899 ✗ ✓ ✗ ✓ ✗ ✗

Conversational Long Context
LoCoMo User-user chat 28 ∼16k ✓ 7,512 ✗ ✓ ✓ ✗ ✗ ✓

LongMemEval-V1 User-assistant chat 48–475 115k–1.5M ✗ 500 ✗ ✓ ✓ ✗ ✗ ✓

PersonaMem User-assistant chat 5–60 26k–951k ✗ 5,990 ✗ ✓ ✓ ✗ ✗ ✗

PersonaMem-v2 User-assistant chat 10–20 33k–124k ✓ 5,000 ✗ ✓ ✓ ✗ ✗ ✗

BEAM User-assistant chat 4.5–100 124k–10M ✗ 2,000 ✗ ✓ ✓ ✗ ✗ ✓

Agentic Long Context
MemoryArena Agent (mixed) 7 40k+ ✗ 766 ✗ ✓ ✗ ✓ ✓ ✗

AgentLongBench Game agent 1 31k–4M ✗ 6,400 ✗ ✓ ✓ ✗ ✗ ✗

EMemBench Game agent 1 2k–∞ ✓ 1,280+ ✗ ✓ ✗ ✓ ✓ ✓

FileGramBench File-system agent 12 11k ✓ 4,333 ✗ ✓ ✗ ✓ ✗ ✗

AMA-Bench Agent (mixed) 1 57k ✗ 2,496 ✗ ✓ ✓ ✓ ✓ ✗

LongMemEval-V2 Web agent 100–498 25M–115M ✓ 451 ✓ ✓ ✓ ✓ ✓ ✓

We evaluate the memory designs on the small and medium tiers of LME-V2. A sim-

ple RAG method that retrieves state slices achieves an overall accuracy of 40.1%, and 

AgentRunbook-R further improves to 57.8%. Accuracy-wise, we find the off-the-shelf Codex 

agent [Ope] has competitive performance, achieving a surprisingly high 69.3% accuracy. 

However, the agent achieves this at a cost of about 182 seconds per query, about 6.9 times 

slower than AgentRunbook-R. With our specialization designs, AgentRunbook-C performs 

best overall with 72.5% accuracy while being 32% faster than Codex at query time. Our 

analyses show that AgentRunbook-C significantly advances the accuracy-latency frontier, 

but the room for future improvement remains large (§3.4.2). Overall, LME-V2 sets a new 

standard for agent memory evaluation and provides a testbed for memory modules that make 

long-running agents more reliable, adaptive, and useful in real-world environments.
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3.1 Related Work

Long-Context and Memory Evaluation Long-term memory evaluation can be seen as 

part of the long-lasting effort to evaluate LLMs and retrieval systems on recalling information 

across extended context. Early line of benchmarks focuses on testing information retrieval, 

aggregation, and instruction following over long input documents [HSK24, KTL24, MDD25,

BTZ25, DZY26]. Subsequent work expanded the focus to personalized memory, covering ex-

plicit user facts and implicit preferences, with benchmarks such as LoCoMo [MLT24], Dial-

Sim [KCH24], PerLTQA [DWZ24], LongMemEval [WWY25], PersonaMem [JHC25, JYS25], 

and BEAM [TSY25]. LMEB [ZHX26] isolates the retrieval component and evaluates dense 

retrievers on memory workloads. In contrast, among a new series of efforts, LME-V2 tar-

gets experience memory with context constructed from web agent history trajectories. This 

shift introduces substantially more complex contexts, a new ability taxonomy, and memory 

designs centered on agent experience.

Memory Systems for Agents As LLM agents tackle long-horizon tasks in complex envi-

ronments, memory becomes important both for recalling earlier detailed trajectory context 

[HCC25] and for consolidating high-level knowledge across trajectories [WMF25, OYH25,

WZY25]. Memory has also been linked to improving inference-time performance through 

extended exploration and sleep-time offline consolidation [OYH25, LSW25]. Despite this 

progress, direct evaluation of memory quality in agent settings remains limited. Memor-

yArena [HWZ26] measures memory indirectly through the success rate of interdependent 

task sequences. AgentLongBench [FWL26] and EMemBench [LZL26] use synthetic agent 

histories and test recall of details from those traces. FileGram [LTH26] studies reasoning 

over file system behavior traces. AMA-Bench [ZYH26] is closest to our setting, as it curates 

questions from agent trajectories in diverse domains such as embodied, web, and gaming 

agents. However, AMA-Bench focuses on understanding one trajectory, while LME-V2 fo-

cuses on environment knowledge induced across many past trajectories. To our knowledge, 
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LME-V2 is also the first benchmark in this setting to scale the history length to tens or even 

over 100 million tokens.

Agents as Memory Controllers Recent work on agentic memory proposes memory sys-

tems in which memory write and read operations are controlled by an LLM rather than 

a fixed pipeline. MemGPT [PFP23] and StateLM [LLM26] enable models to manage con-

text programmatically. A-MEM [XLM25] and Mem0 [CKA25] introduce scaffolding that 

allows an LLM to evolve memory content and structure over time. Memory-R1 [YYH25] 

and Mem-𝛼 [WTL25] learn memory update actions via reinforcement learning. MemSkill 

[ZLB26] learns memory skills to guide memory update behavior at a finer granularity. In 

this work, we further expand the notion of agentic memory. Inspired by Cao et al. [CYD26] 

and Team et al. [THZ26], we view a general coding agent with tool use and file system 

manipulation abilities as a strong controller for file-based memory. Based on this perspec-

tive, we design AgentRunbook-C, which augments an off-the-shelf coding agent harness with 

workflow documents, query-time rendered artifacts, and helper scripts, yielding a strong 

accuracy-latency trade-off on LME-V2.

3.2 LongMemEval-V2

3.2.1 Core Memory Ability Definition

What does an experienced colleague internalize after repeatedly working in an environment? 

We categorize the learned experience into five memory abilities:

∙ Static State Recall. An experienced colleague remembers important landmarks, 

page layouts, module affordances, and subtle differences across states.

∙ Dynamic State Tracking. An experienced colleague can act as a world model of the 

environment: given states and actions, they understand how the environment changes.
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∙ Workflow Knowledge. An experienced colleague knows the steps needed to perform 

common tasks in the customized environment.

∙ Environment Gotchas. An experienced colleague is aware of common recurring 

issues in the current environment and can avoid environment-specific failures.

∙ Premise Awareness. An experienced colleague can recognize assumptions that are 

valid in another environment but wrong in the current one.

3.2.2 Annotation

To holistically evaluate these memory abilities, we curate LongMemEval-V2 from multi-

modal web agent trajectories. The annotation has four steps: trajectory collection, question 

annotation, answer trajectory labeling, and haystack creation. We present full details in 

Appendix A of the original paper [WJK26].

Trajectory Collection We collect trajectories from three web agent benchmarks: We-

bArena [ZXZ24], WorkArena [DGC24], and WorkArena++ [BTG24], leveraging their On-

eStopShop, CMS, Reddit, ServiceNow environments. The trajectories are collected 

using the AgentLab1 library, which provides unified state representations, action spaces, 

and a ReAct-style base agent implementation [YZY23]. Using the base agent and Codex 

[Ope], we perform rejection sampling with GPT-5.2 [Ope25b] and GPT-5-mini [Ope26] 

as the LLMs. The final pool contains 599 trajectories from WebArena and 941 from 

WorkArena/WorkArena++. The overall success rate is 52.0%, and each trajectory contains 

28.1 states on average.

Question Annotation All questions are constructed through manual annotation. Fol-

lowing the memory ability taxonomy, human experts first inspect the trajectories to identify 

1https://github.com/ServiceNow/AgentLab.
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Figure 3.2: LME-V2 questions cover diverse source domains, question types, and formats.

various information an experienced colleague would naturally learn. We then curate and fil-

ter questions to ensure strong proprietary LLMs cannot answer from parametric knowledge 

alone2. Gotchas questions are framed as scenarios where an inexperienced worker sends a 

message with a screenshot, while the other questions are expressed as text-only true/false, 

multiple choice, or short answer questions. Finally, based on existing static, dynamic, and 

workflow questions, we curate abstention questions with wrong premises that the model 

must identify to succeed. Figure 3.1 shows example questions in each category. Figure 3.2 

presents source domain, type, and format distribution of the final question pool. On average, 

questions require 1.4 trajectories to answer (min 1, max 5). However, many dynamic and 

workflow questions require synthesizing evidence across a supporting trajectory’s states.

Answer Trajectory Labeling During annotation, annotators identify a seed set of 

answer-bearing trajectories for each question. To construct shared history haystacks where 

we can jointly minimize the number of answer-bearing trajectories for all questions, we 

perform additional annotation to label all trajectories that contain the answer for each 

2We manually tested Gemini-3-Pro [Goo25], GPT-5.2 [Ope25b], Grok-4.1-thinking [xAI25], and Claude-

Opus-4.6 [Ant26] and ensured that at least two out of four models answered the questions incorrectly.
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Figure 3.3: Basic statistics of history haystacks in LME-V2. The small and medium tiers 
cover a large number of states and tokens (left). Meanwhile, the trajectories containing 
answers to each question remain generally sparse in the haystack (right).

question. We use the Codex coding agent to generate initial proposals. Human experts then 

verify that the question-trajectory correspondence for trajectories included in the final core 

haystack set. We provide details in Appendix A of the original paper [WJK26].

Haystack Creation Based on the answer trajectory labels, we programmatically assemble 

two tiers of history trajectory haystacks: a small variant that contains 100 trajectories shared 

by all questions, and a medium variant that contains roughly 500 trajectories per question. 

We refer to them as LME-V2-Small and LME-V2-Medium for the rest of the paper. For 

LME-V2-Small, we create one haystack for the ServiceNow questions and one haystack for 

the WebArena domains. All haystacks contain a balanced ratio of successful and failed 

trajectories, and many questions can only be answered from failed trajectories. Figure 3.3 

presents further statistics of the haystacks. The final history lengths of LME-V2-Small and 

LME-V2-Medium are approximately 25M and 115M tokens, while each question’s answer-

bearing trajectory set remains sparse in the haystack.

Table 3.1 compares LME-V2 with previous long-term memory benchmarks. LME-V2 has 

substantially longer histories than prior long-term memory benchmarks, naturally includes 

multimodal evaluation, and provides a broad coverage of crucial agent memory capabilities.
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3.2.3 Evidence Integrity and Haystack Controls

Final trajectory artifact and goal sanitization. For each retained trajectory, the final 

artifact consists of the task goal and an ordered sequence of state-action pairs. Each state 

contains the screenshot and the accessibility tree, and each action is the high-level Browser-

Gym action emitted at that step. For WorkArena and WorkArena++ Level-2 and Level-3 

tasks, the original goal descriptions sometimes contain detailed navigational hints, which can 

make procedure questions answerable by reading the route directly from the goal rather than 

learning it from the trajectory. We therefore sanitize the goal descriptions while preserving 

the task intent and task-specific payload. We also sanitize repetitions of the original goal in 

trajectory states, such as the initial task description and later copied task text.

For all questions, annotators verify that the relevant answer evidence is visible in screen-

shots. Although accessibility trees sometimes expose information more clearly than screen-

shots, especially for hidden labels or structured fields, we avoid questions whose answer can 

only be inferred from the accessibility tree and not from the visual trajectory evidence.

Medium haystack. The medium tier is built per question rather than as a single shared 

haystack. Importantly, it reuses the same per-question answer seed selected by the small-

haystack builder, so the answer-bearing core does not change between tiers. For each ques-

tion, the builder starts from the selected answer trajectories for its required hops and then 

adds fillers until the target size is reached, using 500 trajectories for the reported medium tier. 

Fillers are sampled after excluding the full answer-bearing set for that question, ensuring 

that the expansion does not introduce extra answer trajectories beyond the chosen seed. The 

filler ranking promotes task-family diversity, low overlap between filler goals and answer-core 

goals, low global answer-support count, and outcome balance. For zero-support abstention 

questions, the builder reuses the manually verified anchor question’s exact haystack.
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3.2.4 Evaluation Formulation

We formulate LME-V2 as a context gathering task. For each question 𝑞𝑖 with gold answer 

𝑦𝑖, a memory system receives an ordered trajectory haystack ℋ𝑖 = {ℎ𝑖,1, . . . , ℎ𝑖,𝑚𝑖
}, where 

each ℎ𝑖,𝑗 is a trajectory. The system must support two APIs, Insert(ℎ) and Query(𝑞). 

We sequentially insert all trajectories in ℋ𝑖, query the final memory with 𝑞𝑖, and obtain a 

returned context 𝑐𝑖:
ℳ𝑖,𝑗 = Insertℳ𝑖,𝑗−1(ℎ𝑖,𝑗),

𝑐𝑖 = Queryℳ𝑖,𝑚𝑖
(𝑞𝑖).

A fixed reader model 𝑅 answers from the question and a bounded memory context: 𝑦𝑖 =

𝑅(𝑞𝑖, Trunc(𝑐𝑖))3. We report answer accuracy and query latency. Accuracy is computed by 

normalized string matching for structured answers and an LLM judge for free-form answers.

Structured answers are scored with deterministic evaluators specified by each question, 

including normalized phrase matching, ordered phrase matching, single-choice matching, and 

multi-select choice matching. Gotchas and abstention questions are evaluated with an LLM 

judge because they require semantic comparison to the reference insight or flawed-premise 

explanation. The judge outputs a binary JSON label, which is used as the final score. We 

aggregate accuracy over the full set and also report category-level breakdowns.

3.2.5 Pilot Studies

We perform two pilot studies. First, we evaluate whether LME-V2 questions require 

environment-specific trajectory evidence. Then, we sanity check whether answer-bearing 

trajectories are sufficient for reliable question answering. These studies use a direct question 

answering setup rather than the context gathering formulation used in the main experi-

ments, and evaluate non-abstention questions only. Full per-category results, prompts, and 

sandbox instructions are provided in Appendix B of the original paper [WJK26].

3We set the truncation budget to 200k tokens empirically.

41



(a)

0 5 10 15 20
Accuracy (%)

GPT-5.2

Gemini-3.1-Pro

Claude Opus 4.6

GLM-5V-Turbo

Grok-4.20

Kimi-K2.5

Qwen3.6-Plus

4.7

11.0

11.8

10.1

2.4

14.1

11.0
best: 14.1%

(b)

Context Overall Static Dynamic Workflow Gotchas

Qwen3.5-9B (thinking enabled)
 No context 0.016 0.000 0.015 0.155 0.136
 Oracle trajectories 0.596 0.566 0.668 0.718 0.310
 Oracle slices + notes 0.825 0.908 0.879 0.750 0.484

GPT-5.4-mini (medium reasoning)
 No context 0.045 0.025 0.010 0.075 0.171
 Oracle trajectories 0.653 0.660 0.696 0.697 0.484
 Oracle slices + notes 0.863 0.950 0.843 0.905 0.467

Codex + GPT-5.4-mini (xhigh reasoning)
 Oracle trajectory files 0.897 0.986 0.947 0.815 0.517

Figure 3.4: Pilot studies on LME-V2 non-abstention questions. (a) Frontier LLMs perform 
poorly without trajectory history, suggesting that parametric knowledge alone is insufficient 
for LME-V2. (b) LME-V2 is challenging to answer even with oracle answer-bearing trajec-
tories and optimizations such as evidence slicing with notes or using a coding agent harness 
help improve performance.

42



Can recent frontier LLMs answer LME-V2 questions without trajectory history? We 

prompt strong LLMs with only the question. As shown in Figure 3.4 (a), all LLMs perform 

poorly in this setting: the best model reaches only 14.1% overall accuracy, suggesting that 

LME-V2 questions generally cannot be answered from public or parametric knowledge alone.

Second, we give models oracle access to the answer-bearing trajectories to isolate the dif-

ficulty of reading and grounding trajectory evidence. Long-context prompting shows much 

higher accuracy but remains limited due to the trajectory size exceeding the model’s context 

window. We further consider two techniques: 1) annotating ground-truth states containing 

the evidence and providing only radius-1 evidence slices around them and 2) summariz-

ing strategy notes containing important procedures and gotchas identified in the trajectory. 

These two techniques further improve direct QA to 82.5% and 86.3%, respectively. Finally, 

we represent the trajectories as files and use the off-the-shelf Codex coding agent to di-

rectly answer the question. Surprisingly, GPT-5.4-mini with the Codex harness answers the 

questions better than prompting approach, suggesting that detailed evidence inspection via 

multi-step tool use is effective for understanding agent trajectories, and that coding agents 

might have good performance acting as memory controllers. Overall, these findings confirm 

that the answer trajectory labels are accurate enough and motivate our memory design.

3.3 AgentRunbook

LME-V2 is challenging because the evidence needed for a question can mix low-level UI 

observations, state transitions, and reusable task procedures. Memory modules therefore 

need to organize noisy agent trajectories into compact representations and index them for 

targeted recall. We propose two memory designs: AgentRunbook-R, a structured RAG 

pipeline with separate knowledge pools, and AgentRunbook-C, a coding agent based method 

that casts memorizing agentic contexts as a file management problem. Figure 3.5 illustrates 

the workflow of both methods.
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Figure 3.5: An illustration of the AgentRunbook memory modules. (a) AgentRunbook-R 
digests trajectories at insertion time and creates dedicated knowledge pools for raw states, 
events, and notes. At query time, an LLM controller generates multi-stream queries for each 
pool. (b) AgentRunbook-C stores trajectories as files at insertion time and constructs a 
sandbox workspace with specialized instructions and manifests for a coding agent to collect 
the required evidence efficiently.

3.3.1 AgentRunbook-R

AgentRunbook-R, where R denotes RAG, extracts structured memory items at insertion 

time and retrieves them at query time. To recall information at different granularities, 

AgentRunbook-R uses separate knowledge pools and a retrieval mechanism over these pools. 

Given a trajectory ℎ, AgentRunbook-R builds three memory pools. The raw state slice 

pool stores windows centered at trajectory states, including local UI observations and nearby 

actions. This pool preserves fine-grained visual and textual evidence. The state transition 

event pool stores events extracted from consecutive states. These events describe how 

actions change the environment, accumulating evidence for an environment world model. 

The procedure and hint note pool stores trajectory-level notes that capture reusable 

workflows, navigation patterns, and environment-specific gotchas. This pool draws on work 

that consolidates trajectory experience into compact reusable knowledge [WMF25, OYH25].
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At query time, AgentRunbook-R uses an LLM controller to reason about the query 

and the current memory snapshot, then generate retrieval queries for the knowledge pools: 

multiple raw state queries for exact UI evidence, one event query for important state changes, 

and one note query for procedural knowledge. The controller may skip irrelevant streams. 

Each query retrieves from its corresponding pool using dense retrieval, and the results are 

rendered as a multimodal memory context 𝑐𝑖. This design keeps query latency low while 

supporting evidence at different granularities.

3.3.2 AgentRunbook-C

AgentRunbook-C, where C denotes coding agent, is motivated by the observation that gen-

eral coding agents are effective file system manipulators and tool users [CYD26]. Rather 

than compressing retrieval behavior into a fixed vector search pipeline, AgentRunbook-C 

stores trajectories directly as files and uses a coding agent to search, inspect, and select 

evidence at query time.

An off-the-shelf coding agent, however, is not optimized as a memory module. It may 

over-explore, under-explore, or inspect the data inefficiently. AgentRunbook-C adds three 

lightweight scaffolding components to the coding agent. First, a workflow document in-

structs the agent to act as a memory module and outlines the steps for collecting evidence. 

Second, query-time manifest artifacts summarize the current memory layout, helping the 

agent shortlist relevant trajectories before detailed inspection. Third, a helper script ex-

poses common trajectory inspection operations, such as viewing a state span or searching 

within a trajectory. At insertion time, AgentRunbook-C stores each trajectory on disk. At 

query time, it creates a sandbox with the question, workflow document, helper script, and 

rendered manifest artifacts. The coding agent writes a structured retrieval output containing 

a short memory note and selected trajectory state spans, rendered into 𝑐𝑖.

The memory_markdown field contains brief support analysis and any relevant procedure 

or hint notes. The trajectory spans are zero-based inclusive state ranges, with a total span 
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budget of 20 states. After the coding agent finishes, AgentRunbook-C validates the JSON 

output, filters invalid spans, renders the selected states and screenshots into the returned 

memory context, and passes this context to the fixed reader.

3.4 Experiments

We evaluate all methods on LME-V2 under the context gathering formulation. The re-

turned memory context is truncated to 200K tokens and answered by a fixed Qwen3.5-9B 

reader [Qwe26a]. For RAG methods, we use Qwen3.5-9B as the memory controller and 

Qwen3-Embedding-8B for retrieval. For coding agent methods, we use Codex and GPT-5.4-

mini with different reasoning efforts. The full implementation details of AgentRunbook and 

baselines are provided in Appendix C of the original paper [WJK26].

3.4.1 Main Results

As shown in Table 3.2, the no-retrieval baseline is near zero, confirming that the reader 

cannot answer without memory context. A simple query-to-slice RAG baseline reaches 

42.8% on LME-V2-Small and 38.1% on LME-V2-Medium, while adding trajectory notes 

improves performance to 51.0% and 45.9%. AgentRunbook-R further improves over the 

strongest RAG baseline, reaching 58.6% on LME-V2-Small and 57.0% on LME-V2-Medium. 

The ablations show that the raw slice pool is important for static questions, while removing 

the event pool harms static, dynamic, and gotchas questions. Workflow questions benefit 

from consolidating trajectory experience into reusable events and notes rather than only 

retrieving local observations.

AgentRunbook-C achieves the best overall accuracy, reaching 74.9% on LME-V2-Small 

and 70.1% on LME-V2-Medium. It also improves over vanilla Codex, which reaches 69.9% 

and 68.7%, respectively. The ablations show that workflow instructions are consistently 

important, while manifest artifacts mainly improve efficiency. Helper functions affect the 
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Table 3.2: Main results with baselines and ablations. The downstream reader is always 
Qwen3.5-9B. We boldface the best results in each method family. ✣ means statistically 
significantly outperforming the non-ablation baselines via paired bootstrap test (𝑝 < 0.05). 
AgentRunbook strongly outperforms the baseline in RAG family and achieves a superior 
latency in coding agent family.

LME-V2-Small

Method Overall Static Dynamic Workflow Gotchas Latency

No retrieval 0.013 0.000 0.008 0.094 0.138 0s

RAG Methods (Controller = Qwen3.5 9B, thinking enabled)
RAG: query → slice 0.428 0.471 0.425 0.415 0.207 0.1s
RAG: query → slice + notes 0.510 0.524 0.496 0.528 0.414 0.2s
AgentRunbook-R 0.586✣ 0.661✣ 0.583✣ 0.528 0.310 26.9s
 – raw slice pool 0.423 0.286 0.551 0.538 0.345 16.7s
 – event pool 0.556 0.614 0.559 0.528 0.276 19.1s
 – note pool 0.579 0.651 0.614 0.481 0.310 22.8s

Coding Agent Methods (Controller = GPT-5.4-mini, xhigh reasoning)
Codex 0.699 0.804 0.670 0.575 0.586 177.2s
AgentRunbook-C 0.749✣ 0.820✣ 0.724✣ 0.726✣ 0.483 108.3s
 – workflow 0.701 0.772 0.677 0.632 0.586 167.9s
 – manifest artifacts 0.747 0.847 0.709 0.698 0.448 155.0s
 – helper functions 0.714 0.783 0.724 0.660 0.414 145.9s

LME-V2-Medium

Method Overall Static Dynamic Workflow Gotchas Latency

No retrieval 0.013 0.000 0.008 0.094 0.138 0s

RAG Methods (Controller = Qwen3.5 9B, thinking enabled)
RAG: query → slice 0.381 0.434 0.405 0.293 0.242 0.1s
RAG: query → slice + notes 0.459 0.487 0.472 0.434 0.310 0.3s
AgentRunbook-R 0.570✣ 0.630✣ 0.614✣ 0.472✣ 0.345 25.8s
 – raw slice pool 0.335 0.233 0.433 0.377 0.413 17.1s
 – event pool 0.484 0.534 0.496 0.434 0.276 18.5s
 – note pool 0.499 0.561 0.543 0.396 0.276 20.5s

Coding Agent Methods (Controller = GPT-5.4-mini, xhigh reasoning)
Codex 0.687 0.783 0.646 0.613 0.517 185.8s
AgentRunbook-C 0.701 0.788 0.701✣ 0.613 0.449 139.9s
 – workflow 0.641 0.709 0.646 0.575 0.414 231.9s
 – manifest artifacts 0.681 0.767 0.685 0.576 0.483 211.6s
 – helper functions 0.718 0.804 0.693 0.689 0.380 182.5s
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Figure 3.6: AgentRunbook improves the query accuracy-latency frontier of memory mod-
ules. The panels compare LME-V2-Small and LME-V2-Medium. Each operating point 
shows answer accuracy and query latency under the labeled reasoning effort setting. 
AgentRunbook-R supports efficient querying, while AgentRunbook-C improves the trade-
off over the Codex baseline.

performance in a mixed way: they improve the small-tier result and reduce latency compared 

with the most expensive ablations, but their effect on medium-tier accuracy is not uniformly 

positive. Overall, the results show that coding agents can serve as strong memory controllers 

with a proper file-based environment. In Sections 3.4.5 and 3.4.6, we further analyze the 

error patterns and the tool calling behavior of AgentRunbook-C.

3.4.2 Accuracy and Latency Trade-off

An ideal memory method should support both accurate and efficient querying. Across mul-

tiple factors, we find the reasoning effort of the memory controller has a large and direct 

effects on the overall query latency. We thus use it to analyze the methods across different 

operating points. As shown in Figure 3.6, AgentRunbook-R provides a moderate-accuracy, 

low-latency baseline: it substantially improves over the slice-plus-note baseline while keep-

ing latency around 26 seconds, or much lower without thinking. This makes it a strong 

choice when query efficiency is prioritized. AgentRunbook-C moves the accuracy and la-

tency frontier upward. Across reasoning effort settings, the scaffolded coding agent memory 
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consistently offers a better trade-off than directly using the off-the-shelf coding agent. This 

suggests that coding agents are more effective as memory controllers when paired with ex-

plicit workflow guidance, manifests, and trajectory inspection tools.

3.4.3 LLM Judge Validation

The evaluation protocol relies on an LLM judge only for gotcha and abstention questions, cov-

ering 156/451 questions (35%). To assess the reliability of this scoring, we meta-evaluated the 

judge on LME-V2-Small using outputs from RAG (slices + notes), Codex, AgentRunbook-R, 

and AgentRunbook-C, with two independent human reviewers. Table 3.3 reports the results. 

The abstention judge is highly precise but conservative; the gotcha judge is more balanced 

but slightly noisier.

3.4.4 Sensitivity to the Reader Model

The main experiments use a fixed Qwen3.5-9B reader to compare memory systems under 

the same answering model. To check whether the comparison depends on this choice, we re-

evaluated identical contexts from all four systems on LME-V2-Small with GPT-5.4-mini as 

the downstream reader (Table 3.4). The reader swap preserves the full point-estimate rank-

ing: AgentRunbook-C > Codex > AgentRunbook-R > RAG. GPT also retains 1,033/1,147 

(90.1%) Qwen-correct system–question pairs. The strict ranking holds in 80.5% of 100,000 

paired question-level bootstrap replicates (451 questions sampled with replacement while 

keeping systems and readers paired).

3.4.5 Error Analyses

We categorize each incorrect final answer into one mutually exclusive error type. Retrieval 

errors are defined against the final human labeled answer-trajectory coverage maps. For each 

question, we take the answer-bearing trajectory set and derive each trajectory’s task family, 
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Table 3.3: LLM-judge validation on LME-V2-Small. Agreement and 𝜅 measure consistency 
between the two human reviewers.

Decision Precision Recall F1 Human
agreement

Cohen’s
𝜅

Abstention 99.7% 80.9% 89.3% 95.1% 0.902
Gotchas 86.5% 83.1% 84.7% 94.6% 0.892
Overall — — — 95.0% 0.900

Table 3.4: Reader sensitivity on LME-V2-Small using identical memory contexts.

System Qwen3.5-9B GPT-5.4-mini Qwen-correct cases
retained by GPT

RAG (slices + notes) 51.0% 54.8% 87.0%
AgentRunbook-R 58.6% 65.0% 87.9%
Codex 69.9% 67.2% 90.8%
AgentRunbook-C v5.3 74.9% 72.3% 93.2%

which contains the tasks with the same goal but slightly different data and starting points. 

A major retrieval miss means that the returned raw slices or state spans do not hit any 

answer-bearing task family. A minor retrieval miss means that the returned evidence hits 

the answer task family, but not an exact answer-bearing trajectory. If the returned context 

hits an exact answer-bearing trajectory, answer URL, or gold-answer text, but the reader 

still answers incorrectly, we label the failure as a reading error. We remark that under this 

categorization, the memory module often still has the responsibility to the reading errors 

as it has the freedom to use better state slices and better evidence presentation methods. 

Gotcha and premise/abstention failures are kept separate for better visualization.

As shown in Figure 3.7, AgentRunbook-R significantly reduces retrieval errors and down-

stream reading errors compared to the RAG+notes baseline. It does not improve abstention 

as it directly presents the relevant evidence to the downstream model without an analysis 

and thus the model can be misled into using the evidence to the question instead of rejecting 

it. Both Codex and AgentRunbook-C make fewer retrieval errors and downstream reader 

errors compared to the RAG methods. AgentRunbook-C further improves the abstention 

performance as the memory module is also instructed to explicitly identify the inconsistencies 
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Figure 3.7: Error composition for the main methods on LME-V2-Small and LME-V2-
Medium. Each horizontal bar decomposes the incorrect answers for one method into retrieval 
misses, reading failures, gotcha failures, and premise-awareness failures.

and wrong question premises and present them to the downstream model.

3.4.6 Tool Calling Behavior

We compare AgentRunbook-C with the Codex baseline by parsing the coding agent event 

streams and grouping shell commands into five behavior classes. The setup/read task group 

includes orientation and prompt/question reads. Harness-guided retrieval includes mani-

fest/summary reads and AgentRunbook helper calls. Raw trajectory exploration includes 

broad filesystem searches, direct trajectory reads, and ad-hoc Python scans. The remaining 

groups capture visual inspection and output validation or other commands.

As shown in Figure 3.8, AgentRunbook-C reduces the total number of commands and 

shifts work from raw trajectory exploration toward harness-guided retrieval. On LME-V2-

Medium, Codex uses 21.8 raw trajectory-exploration commands per question on average, 

while AgentRunbook-C uses 18.0 harness-guided retrieval commands and only 1.2 raw tra-

jectory exploration commands.
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Figure 3.8: Mean number of command executions per query divided by command types. 
Each stacked bar compares the command use of AgentRunbook-C and Codex on LME-V2-
Small or LME-V2-Medium. AgentRunbook-C reduces the total number of commands and 
shifts work from raw trajectory exploration toward harness-guided retrieval.

3.5 Conclusion

We introduce LongMemEval-V2, a long-term memory benchmark that formulates a new stan-

dard for agent memory evaluation: memory systems should help agents become experienced 

operators of specialized environments. LME-V2 holistically covers five memory abilities and 

advances the context depth of memory benchmarks with beyond 100M-token context from 

large multimodal web-agent histories. We further propose AgentRunbook-R, which improves 

standard RAG-based methods with dedicated memory pools, and AgentRunbook-C, which 

leverages the file manipulation abilities of coding agents and further improves the accuracy 

and latency through lightweight workflow guidance, manifests, and inspection tools. We 

hope LME-V2 provides a concrete testbed for memory modules that make long-running 

agents more intelligent and reliable in real-world environments.

3.6 Limitations

Benchmark scope and formulation. LME-V2 focuses on web agents operating in cus-

tomized browser environments. Browser use is a broad and practically important domain, 
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but it does not cover the full space of digital agents, such as coding agents, computer-use 

agents, or domain-specific enterprise agents, which may involve different memory require-

ments and risk profiles. In addition, for reproducibility and controlled comparison, LME-V2 

evaluates memory over pre-collected trajectory histories rather than online learning during 

live task execution. This design makes the benchmark easier to distribute and reproduce, 

but it may not fully capture distribution shifts caused by an agent’s own evolving behavior. 

Finally, our context gathering formulation evaluates whether a memory module can return 

useful evidence for a fixed reader model, rather than directly measuring end-to-end task suc-

cess. This is an intentional design choice to isolate memory quality, but downstream agent 

correctness may also depend on planning, tool use, and action execution.

Methodological scope. AgentRunbook explores practical memory designs built around 

retrieval, file organization, and agent-native evidence inspection, rather than proposing new 

model architectures or training procedures. While this keeps the methods simple and easy 

to analyze, their performance depends on the quality of trajectory representations, retrieval 

models, prompts, and coding agent behavior. AgentRunbook-C significantly improves over 

an off-the-shelf Codex harness in our experiments, but we do not build a fully customized 

coding agent harness from scratch. Future work could study tighter integration between 

memory, planning, and execution, as well as learned memory controllers that adapt their 

storage and retrieval strategies across environments. 
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Part II

Selective Knowledge Access
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CHAPTER 4

Selective Retrieval for Repository-Level Code 

Completion

Automatic code completion has attracted long-lasting research efforts due to its high prac-

tical value in improving programmer productivity [YF02, HR04, HD17]. One particularly 

challenging scenario is repository-level code completion, where a system is required to com-

plete lines, API invocations, or functions in a file from user repositories. For this task, lan-

guage models for code (code LMs) have emerged as a promising solution due to their ability 

to leverage the context of the current file to generate coherent code of flexible granularity 

Retrieval Decision

File to Complete

Code Completion Retriever

Repoformer

Cross-File Context (CFC)

Retrieval Decision

File to Complete

Code Completion

No cross-file 
dependency

Clear clues in 
given context

Local imports

Further info 
desired

Cross-file Retrieval

CFC 1 CFC 2 CFC 3 CFC 4

import pandas as pd 
class TableManager: 
 def __init__(self, data)
  self.data = pd.DataFrame(data)
 … 
 def normalize_col(self, col): 
  """Normalize the values in col 
  to the range [0, 1]."""

<No Retrieval> <Retrieval Needed> 

return super().extract(
  ["calib_params“, "calib_mutable"], checkpoint_path, prefix, 
 **kwargs) 

Repoformer

Repoformer

Repoformer

from training.train_state_repository import TrainStateRepository 
from prob_model.posterior.posterior_mixin import CheckpointingMixin 
from typing import Path, Dict, Optional

class PosteriorStateRepository(TrainStateRepository, CheckpointingMixin):
 …
 def extract_calib_keys(self, checkpoint_path, prefix, **kwargs ) -> Dict: 

if col in self.data.columns: 
 min_val = self.data[col].min() 
 max_val = self.data[col].max() 
 if min_val != max_val: # avoid division by zero

 self.data[col] = (self.data[col] - min_val) 
       / (max_val - min_val) 

else: 
 raise ValueError(f"Column '{col}' does not exist") 

// prob_model/posterior/deep_ensemble/
// deep_ensemble_repositories.py
def extract_calib_keys(..) -> Dict: 
 return self.extract(
  ["calib_params", "calib_mutable"],
  0, checkpoint_path, prefix, 
  **kwargs) 

Model has low 
confidence

Model has high 
confidence

Figure 4.1: An overview of the proposed selective RAG framework. Given the current file 
context, the system first assesses whether retrieval is required and triggers the retriever if the 
question can likely be benefited from retrieval (right), abstaining from retrieval otherwise 
(left). Then, the code LM generates with optional retrieved contexts. With Repoformer, 
the two stages are streamlined via self-assessment.
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[TSD14, SDF20, CTJ21]. However, these approaches fail to capture the holistic repository 

knowledge spanning beyond the current file, such as user-defined APIs and inter-module de-

pendencies [ZCL22, ZCZ23, DWA23]. Recently, the retrieval-augmented generation (RAG) 

paradigm was proposed to bridge the gap: cross-file contexts such as relevant code snippets 

or documentations are retrieved and provided to code LMs as augmentations to the current 

file. This approach has shown strong empirical performance and was further advanced by re-

cent literature through designing better retrieval mechanisms for prompting black-box code 

LMs [LDH22, SLT23, ZCZ23] and adapting the LM to better leverage structured retrieved 

contexts such as classes, functions, or APIs [DWA24, ZCL22].

Despite their encouraging performance, existing RAG-based approaches largely ignore to 

address a critical question:

Should we always perform retrieval augmentation?

Our findings suggest that the answer is predominantly negative. First, in various code com-

pletion tasks, we discover that up to 80% of the retrievals performed by a standard RAG 

method do not enhance the performance of common code LMs such as CodeGen [NPH23] 

and StarCoder [LAZ23], and many degrade the performance by introducing irrelevant in-

formation (Section 4.4.1). Second, always retrieving introduces notable inefficiencies. For 

moderately sized repositories, sparse retrieval is already as time consuming as code com-

pletion with a 3B code LM (Section 4.4.3 and Section 4.5). This inefficiency is more pro-

nounced with dense retrieval, enterprise-scale repositories, and iterative RAG methods such 

as Zhang et al. [ZCZ23].

In this chapter, we challenge the assumption of always retrieving by proposing a novel 

repository-level code completion framework underpinned by a selective retrieval mechanism: 

the system proactively abstains from performing unnecessary or potentially detrimental re-

trievals (Figure 4.1 (a)). At the core of our framework is Repoformer, an intelligent code 

LM fine-tuned for robust code completion with self-triggered retrieval augmentation. Repo-
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former reflects three core principles:

1. Performance-oriented self-evaluation. After observing the current file, Repo-

former explicitly expresses the likelihood that its prediction quality could be im-

proved by cross-file retrieval. Our training strategy enables the model to combine two 

factors in this decision: the code LM  already knowing the answer without retrieval 

[KCA22] and the code completion question not depending on cross-file information and 

thus retrieval is likely uninformative.

2. Robustness to retrieved contexts. Repoformer learns to use the retrieved con-

texts to improve the quality of its output and avoid performance drops caused by 

potentially noisy retrieved information.

3. Generalizability. The aforementioned two abilities must generalize to any completion 

granularity, programming language, and retriever choice. In addition, Repoformer 

should be able to function as a plug-and-play selective retrieval policy when other 

models are employed as the generation model.

We posit that these abilities can be faithfully obtained by learning from simulations of 

RAG. Specifically, we leverage a large number of permissively licensed repositories, sample 

diverse blanks to complete, and pair them with the retrieved repository-level cross-file con-

texts. Then, for a given code LM, the ground-truth label for selective retrieval is obtained 

by contrasting the quality of its outputs with and without retrieval augmentation. With 

this dataset, we design a self-supervised objective to jointly train code LMs to accurately 

self-evaluate the need for retrieval and robustly complete the code with the optional retrieval 

augmentation (Section 4.2.3).

We perform comprehensive evaluations on a range of repository-level code completion 

tasks from RepoEval [ZCZ23], CrossCodeEval [DWA23], and CrossCodeLongEval a new 

large-scale benchmark focusing on code chunk and function completion. Results show that 

Repoformer achieves strong performance, outperforming always retrieving with the same-

sized StarCoderBase by more than 3 absolute points for edit similarity across multiple tasks. 
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The 3B Repoformer performs on par with always retrieving using the 16B StarCoder, 

and the 16B Repoformer achieves state-of-the-art performance across all the tasks (Sec-

tion 4.4.2). Furthermore, our framework allows for up to 70% inference speedup without 

harming accuracy. We also establish that Repoformer can accelerate RAG with larger 

black-box LMs as a plug-and-play selective RAG policy, improving the performance while 

reducing the latency of line and API completion to 75% (Section 4.4.3).

Finally, in Section 4.5, we provide comprehensive analyses on Repoformer’s gener-

alization ability. We show that Repoformer makes precise retrieval abstention deci-

sions, is robust to retrieved contexts, and performs well when tested in other languages 

or with other retrievers. To facilitate future research on repository-level code comple-

tion, we will release our implementation and the CrossCodeLongEval benchmark at https:

//repoformer.github.io/.

4.1 Related Work

Repository-level Code Completion Accurately completing the code in repositories has 

been a challenging research problem due to cross-file dependency patterns caused by mod-

ular design [Par72, TSD14]. Early works propose application-specific training methods for 

n-gram LMs [TSD14], RNNs [HD17, WSD21], and Transformers [SDF20] to leverage struc-

tured knowledge beyond current file’s context. Recent studies investigate fine-tuning pow-

erful pre-trained code LMs [CTJ21, NPH23, LAZ23] to better leverage retrieved knowledge 

provided in context such as code and documentation snippets [ZCL22, DWA24, SKV23]. 

Concurrently, other studies show that black-box code LMs can already take advantage of 

in-context knowledge, depending on how well the knowledge is retrieved and formatted 

[LDH22, ZAX23, SLT23, ZCZ23]. This approach does not require one to train the LM 

and thus promises better generalization. Orthogonal to these studies, this paper identi-

fies and addresses the robustness and efficiency issues caused by invariably performing the 
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retrieval augmentation. Our solution takes the form of selective retrieval augmentation 

through self-assessment.

Adaptive RAG This chapter is consistent with the recent trend of making the RAG 

paradigm active and adaptive. A core question is finding an effective policy to decide when 

to retrieve. He et al. [HNB21] propose to learn to adjust the importance weight of retrieval 

based on language modeling performance. Drozdov et al. [DWR22] proposes to upweight 

the retrieved information when the retrieval has high quality. Li et al. [LTZ23] and Jiang et 

al. [JXG23] suggest that retrieval should be performed only when LMs have a high predic-

tive uncertainty. Mallen et al. [MAZ23] discover that retrieval can be avoided for popular 

facts. Concurrent to this work, two new studies approach adaptive RAG from a learning 

perspective. SKR [WLS23] collects instances where retrieval is not helpful for black-box LMs 

and proposes several methods to predict these instances. Self-RAG [AWW24] utilizes GPT-4 

[Ope23a] as a knowledge engine to distill a smaller LM to evaluate whether answering a ques-

tion can be benefited from retrieval. In comparison, this paper highlights the importance 

of understanding whether an LM knows the answer [KCA22] in forming the retrieval policy. 

We introduce a simple yet effective scheme to fine-tune a code LM for faithful self-evaluation 

without extra modules (SKR), knowledge store (SKR), or labels generated by an oracle LM 

(Self-RAG). We show that our approach leads to no performance harms (Section 4.4.2), 

substantial speedup (Section 4.4.3), and a high decision accuracy (Section 4.5).

4.2 Approach

In this section, we first briefly formulate the repository-level code completion task and the 

considered RAG setup. Then, we illustrate the details of the proposed framework.
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4.2.1 Background

Problem Formulation We denote repository-level code completion by (𝑋𝑙, 𝑋𝑟, 𝑌, 𝐹 ). 𝑌  is 

the ground truth completion that needs to be generated. In this chapter, 𝑌  always contains 

one or more consecutive lines of code. 𝑋𝑙 and 𝑋𝑟 are the code to the left/right of 𝑌  in the 

same file. We will use the left/right context to refer to them. 𝐹  is the set of other files in 

the repository. A code completion system utilizes 𝑋𝑙, 𝑋𝑟, and 𝐹  to generate a hypothesis 𝑌 .

Retrieval-Augmented Generation We follow the RG-1 formulation in Zhang et 

al. [ZCZ23] to execute RAG for code completion in four stages: indexing, query forma-

tion, retrieval, and generation. We consider two components:

∙ An in-repository retriever ℛ that queries 𝐹  with information from 𝑋𝑙 and 𝑋𝑟 and 

returns relevant cross-file contexts 𝐶𝐶. 𝐶𝐶 consists of 𝑘 code chunks 𝑐𝑐1, 𝑐𝑐2, ..., 𝑐𝑐𝑘, 

each of which contains consecutive lines of code extracted from a file in 𝐹 . We mainly 

use Jaccard similarity [Jac12] as ℛ due to its speed and strong performance [ZCZ23].

∙ A code LM ℳ that leverages 𝑋𝑙, 𝑋𝑟, and 𝐶𝐶 to output 𝑌 . The inclusion of 𝑋𝑟

and 𝐶𝐶 is optional. In this chapter, we always directly provide 𝑋𝑟 in the prompt 

in addition to 𝑋𝑙 [SLT23, PZL23]. We provide empirical support for this design in 

the original paper’s appendix [WAZ24].

Full documentation of the RAG stages and their hyperparameters are provided in the orig-

inal paper’s appendix [WAZ24] for further reference.

4.2.2 Self-selective RAG for Code Completion

Central to our framework is the idea of selective RAG, where the system decides whether 

the LM’s generation could benefit from retrieved contexts and abstains from retrieval aug-

mentation when it is deemed unnecessary (Figure 4.1).

For this selective decision, two traditional heuristics are relevant: (1) performing a trial 
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retrieval and only augmenting the high-relevance contexts (e.g., Drozdov et al. [DWR22]) or 

(2) performing a trial generation and conducting RAG only when the model’s uncertainty is 

high (e.g., Jiang et al. [JXG23]). For repository-level code completion, these strategies are 

informative to some extent: in line completion and API completion from RepoEval, both 

heuristics can maintain the same level of performance with only 50% retrieval budget. How-

ever, we find that they fail to generalize well to all tasks and still incur a high latency cost as 

they need to conduct retrieval to make the decisions (the original paper’s appendix [WAZ24]).

Instead, our framework adopts a self-selective RAG formulation. After observing 𝑋𝑙 and 

𝑋𝑟, the LM directly self-triggers cross-file retrieval by generating a special token <cc> or 

abstains from retrieval via an empty token 𝜙1. This approach is inspired by the explorations 

in Kadavath et al. [KCA22], which show that an LM can be trained to predict whether 

it knows the answer or not without retrieval. Beyond this self-knowledge, our model also 

combines the question’s characteristics (i.e., whether retrieving cross-file information can 

likely help or not) in its judgment, as we will discuss in the next section. Finally, after the 

optional retrieval, the LM proceeds with the code completion with 𝑋𝑙, 𝑋𝑟, combined with 

𝐶𝐶 if retrieval is triggered.

Implementation-wise, self-selective RAG’s inference is conveniently modeled as an exten-

sion to fill-in-the-middle [BJT22], with the entire process executed in a single left-to-right 

pass (Figure 4.2). One advantage of this design is the flexibility. The LM possesses the 

ability for RAG and fill-in-the-middle, and can seamlessly self-switch between the two when 

encountering different questions. Users can also easily adjust the ratio between the two 

through the retrieval threshold. Another advantage is its efficiency. The selective decision 

overhead is only a single forward pass, a significant save compared to making the retrieval 

decision via trial generation or trial retrieval. When the LM abstains from retrieval, it can 

directly proceed with generation and the retrieval overhead is completely avoided.

1In practice, instead of greedily decoding <cc>, we check whether its probability exceeds a certain thresh-

old.
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4.2.3 Self-supervised Multi-task Learning

To power self-selective RAG, the LM needs two crucial abilities: accurate self-assessment and 

robustness to the retrieved context. We design a contrastive data labeling scheme to mine 

self-supervision from public repositories, followed by fine-tuning with a multi-task objective.

Data construction We leverage large-scale permissively licensed repositories from the 

Stack [KLA22] and create the fine-tuning data via a three-step procedure:

1. Sample target lines 𝑌  that are either (1) random code chunks of varied lengths or 

(2) function bodies.

2. Retrieve 𝐶𝐶 using the current file. We include 𝑌  in the query for 50% of the data2.

3. Label whether extending the current file with 𝐶𝐶 can improve a code LM ℳ’s code 

completion quality by more than a threshold 𝑇 , measured by Edit Similarity (ES, 

definition in Section 4.3.1) against 𝑌 .

The fine-tuning instances have the form (𝑋𝑙, 𝑋𝑟, 𝑌, 𝐶𝐶, 𝑙𝑎𝑏𝑒𝑙).

Verbalization Each instance is verbalized into a sequence for fine-tuning. If 𝑙𝑎𝑏𝑒𝑙 is false, 

only 𝑋𝑙 and 𝑋𝑟 are provided preceding 𝑌 . Otherwise, we additionally provide 𝐶𝐶 after the 

special token <cc>. The two verbalizations correspond to the two branches in Figure 4.2 (b).

Training Objective We introduce two losses, ℒ𝑒𝑣𝑎𝑙 for self-assessment and ℒ𝑔𝑒𝑛 for code 

generation.

1. ℒ𝑒𝑣𝑎𝑙: a cross-entropy loss on predicting <cc> immediately following <eof>.

ℒ𝑒𝑣𝑎𝑙 = − log 𝑝ℳ(<cc>|𝑋𝑙, 𝑋𝑟) (4.1)

2The main goal of the design is to align better with both non-iterative and iterative RAG use cases. 

During testing, a user may retrieve with both the in-file context and 𝑌 ′, a model’s draft prediction, which 

results in a 𝐶𝐶 distribution close to that with 𝑌  in the query [ZCZ23].
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(a) Fill-in-the-middle

(b) Self-selective RAG

fim_p

eof

left cxt right cxt

cross file cxt

𝜙

completion

<CC> fim_m

fim_s fim_m

completion

fim_p left cxt right cxtfim_s

fim_m completion

Figure 4.2: A comparison between fill-in-the-middle and self-selective RAG. We mark the 
end of the current file with a new token <eof>, which triggers the LM’s self-evaluation. 
→ denotes the invocation of the LM. We color current-file context, retrieved contexts, and 
LM-generated parts in blue, green, and red respectively. fim_p, fim_s, and fim_m refer to 
the special tokens for fill-in-the-middle: fim_prefix, fim_suffix, and fim_middle. These 
tokens are already learned during the pre-training.

2. ℒ𝑔𝑒𝑛: a cross-entropy loss on the tokens following <fim_middle>. Depending on 

𝑙𝑎𝑏𝑒𝑙, ℒ𝑔𝑒𝑛 represents either code completion with only in-file information or retrieval-

augmented code completion.

ℒ𝑔𝑒𝑛 =

{
− log 𝑝ℳ(𝑌 |𝑋𝑙, 𝑋𝑟, 𝐶𝐶), if 𝑙𝑎𝑏𝑒𝑙

− log 𝑝ℳ(𝑌 |𝑋𝑙, 𝑋𝑟), otherwise
(4.2)

The final training objective is 𝜆ℒ𝑒𝑣𝑎𝑙 + ℒ𝑔𝑒𝑛, a weighted combination of the two losses. 

We do not supervise the model on predicting the other tokens in 𝑋𝑙, 𝑋𝑟, 𝐶𝐶, or the special 

tokens for fill-in-the-middle. Teacher forcing follows normal causal language model training.
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4.3 Experimental Setup

4.3.1 Repoformer Implementation Details

Training Data We sample Python repositories from the Stack [KLA22]. Basic filtering 

are applied to retain 18k repositories that have (1) at least five Python files, (2) at least 

three imports per file, and (3) at least two local imports per file. These criteria ensure the 

existence of local dependencies where RAG could be helpful. We use ℳ = StarCoderBase-

1B and 𝑇  = 0 to label 240k chunk and 120k function completion instances. We reserve 500 

repositories for validation and use the rest for training.

Training We fine-tune the 1B, 3B, 7B, and 16B variants of StarCoderBase with 𝜆 = 1.0, 

maximum sequence length 2048, learning rate 2e-5, batch size 512, 50 warmup steps, and 

a linear learning rate decay. The models are trained for 2 epochs, which approximately 

takes 8, 12, 20, and 50 hours for the 1B/3B/7B/16B models respectively with 8 Nvidia 

A100 GPUs (40G memory). Our implementation is based on Jain et al. [JZA23]3. We will 

call our models Repoformer-1B/3B/7B/16B. We have also applied the same method 

to train a multilingual version of Repoformer on a mixture of Python, Java, C#, and 

Typescript repositories. As we focus on the methodological discussion in the main text, we 

refer interested readers to Section 4.5.1 for the detailed experiment setup and results.

4.3.2 Evaluation Setup

Evaluation Datasets We evaluate on RepoEval [ZCZ23], which consists of line, API, and 

function completion tasks created from 32 Python repositories. To investigate the general-

ization to other languages, we also evaluated the original CrossCodeEval [DWA23], which 

features line completion instances covering four languages: Python, Java, C#, and Type-

3https://github.com/amazon-science/ContraCLM
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Figure 4.3: The performance gain on RepoEval API completion from retrieved cross-file 
contexts. Each bucket contains values ranging from label-10 to label+10 except for the 
central bucket, which corresponds to exactly 0. The retrieved contexts only improve the 
performance in about 20% of instances. The trend is consistent across all the evaluated LM 
families and sizes.

Script (Section 4.5.1). Observing that RepoEval has a limited repositrory coverage and that 

CrossCodeEval has a limited task coverage, we additionally leverage 1500 raw Python reposi-

tories from CrossCodeEval to create a new chunk and function completion benchmark, which 

we call CrossCodeLongEval. We detail the dataset creation process and basic statistics in 

Section 4.3.3. For the rest of this chapter, we will use CCEval to refer to both CrossCodeE-

val and CrossCodeLongEval interchangeably, and use the specific language and task (line, 

chunk, or function completion) to differentiate them.
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Evaluation Metrics We evaluate 𝑌  with both reference-based and execution-based eval-

uation. For reference-based evaluation, exact match (EM) and edit similarity (ES) are 

reported. Following Zhang et al. [ZCZ23], ES is defined as

𝐸𝑆(𝑌 , 𝑌 ) = 1− 𝐿𝑒𝑣(𝑌 , 𝑌 )
max(|𝑌 |, |𝑌 |)

, (4.3)

where 𝐿𝑒𝑣 is the Levenshtein distance [Lev66]. We report 𝐸𝑆×100 in all the tables following 

Zhang et al. [ZCZ23] for better readability. For execution-based evaluation, we report the 

unit test pass rate (UT). 𝑌  is said to pass the unit tests if replacing 𝑌  with 𝑌  does not cause 

any unit test to fail. We implement simple post-processing procedures to handle common 

cases such as excessive lines in model’s outputs, which are documented in the original pa-

per’s appendix [WAZ24].

Models We experiment on two families of strong code LMs. CodeGen-Mono [NPH23] is 

pretrained sequentially in natural language, multilingual code, and a Python corpus. Star-

Coder and StarCoderBase [LAZ23] are trained with fill-in-the-middle ability on a large 

corpus of multilingual code, GitHub issues, Git commits, and Jupyter notebooks. StarCoder 

is obtained by training StarCoderBase on an additional Python corpus.

4.3.3 CrossCodeLongEval Construction

One drawback of RepoEval is its limited repository coverage. To verify the performance on 

diverse repositories, we collect a new evaluation dataset for repository-level code completion.

∙ Repository collection. We first solicited 1744 raw Python repositories from the 

authors of CrossCodeEval [DWA23]. These repositories were created between 2023-

03-05 to 2023-06-15 and collected on 2023-09-01. They have been ensured to not 

overlap with the Stack [KLA22].

∙ Target line sampling. We avoided using the CrossCodeEval benchmark as the orig-

inal benchmark explicit removed the instances where StarCoderBase-1B can correctly 
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RepoEval CrossCodeLongEval
Line API Function Chunk Function

# repositories 16 16 16 944 1460
# instances 1600 1600 455 5000 5000
|𝑋𝑙|𝑙𝑖𝑛𝑒 30.7 30.8 31.1 24.7 31.7
|𝑋𝑙|𝑡𝑜𝑘𝑒𝑛 796.3 890.7 761.1 661.9 672.1
|𝑋𝑟|𝑙𝑖𝑛𝑒 15.1 13.9 16.2 12.9 14.4
|𝑋𝑟|𝑡𝑜𝑘𝑒𝑛 449.9 430.4 412.4 404.2 371.3
|𝑌 |𝑙𝑖𝑛𝑒 1.0 2.1 7.8 1.47 9.5
|𝑌 |𝑡𝑜𝑘𝑒𝑛 12.0 25.4 97.8 19.2 111.2

Table 4.1: Descriptive statistics of RepoEval and CrossCodeLongEval. For |𝑌 |, |𝑋𝑙|, and 
|𝑋𝑟|, we report both the number of lines as well as the number of tokens (using the StarCoder 
tokenizer) in the groundtruth, left context, and the right context.

answer without the retrieved context. To simulate a more natural distribution of code 

completion, we sample new blanks from the raw repositories. Specifically, we run the 

chunk- and function-sampling algorithms in the original paper’s appendix [WAZ24] to 

gather chunk completion and function completion instances.

∙ Data analysis In Table 4.1, we present the basic statistics of RepoEval and Cross-

CodeLongEval.

4.4 Results

4.4.1 Is retrieval always helpful?

As a proof of concept, we first show that on a range of repository-level code completion 

tasks, the retrieved contexts often fail to improve code LMs’ generation quality.

In Table 4.2 and Figure 4.3, we evaluate four code LMs on function completion and API 

completion from RepoEval. For each model, we report the instance-level performance change 

from code completion only using 𝑋𝑙 and 𝑋𝑟 to retrieval-augmented code completion with 

𝑋𝑙, 𝑋𝑟, and 𝐶𝐶 (detailed prompts in the original paper’s appendix [WAZ24]).

The results reveal an intriguing pattern: for repository-level code completion, the help 
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Model Size Performance (UT) UT Change
𝑋𝑙 + 𝑋𝑟 𝑋𝑙 + 𝑋𝑟 + 𝐶𝐶 ↓ = ↑

CodeGen-Mono 16B 23.74 24.18 23 407 25
CodeGen-Mono 2B 30.55 32.51 18 400 37

StarCoder 16B 34.73 42.86 16 386 53
StarCoderBase 1B 22.20 25.71 16 407 32

Table 4.2: The performance change on RepoEval function completion exhibited by four 
models from retrieved cross-file contexts. For the majority of the instances, RAG does not 
improve the performance. “↑", “=", “↓" denote the counts for performance increase, no 
performance change, and performance drop.

from cross retrieval is often sparse. Specifically, retrieval improves LMs’ performance on 

only 20% or fewer instances. For more than 60% of the instances, retrieval augmentation 

does not affect the performance at all4. Finally, another 20% retrievals actually harm the 

performance, almost as often as the first case. The observed trends are consistent for both 

API and function completion and hold for both small-sized (1B and 2B) and moderate-

to-large (around 16B) code LMs. The generality of this observation is further confirmed 

by an analysis of Repoformer’s training data, where we find that retrieval improves the 

performance for only fewer than 30% instances (the original paper’s appendix [WAZ24]). 

Together, these findings highlight the suboptimality of the always retrieving and augmenting 

the cross-file contexts and thus motivate our selective retrieval proposal.

4.4.2 Repoformer achieves strong code completion performance via selective 

RAG

Next, we evaluate the code completion performance of Repoformer. We compare the 

following three settings5. For the first two baselines, we use the state-of-the-art single-

iteration prompting pipeline (Zhang et al. [ZCZ23], detailed in the original paper’s ap-

4Upon a manual inspection, we find that most of the outputs in this category are also not changed by 

retrieval at all.

5We do not consider iterative retrieval because we find that single-iteration RAG already achieves the 

majority of the performance gains from multi-iteration RAG.
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RepoEval

Size Model RAG policy Line API Function
EM ES EM ES UT ES

1B
StarCoderBase No 43.44 67.77 37.81 66.54 22.20 47.65

Always 51.19 72.30 43.94 69.17 25.71 55.64

Repoformer SelectiveG 51.90 74.50 43.50 71.00 24.00 53.10
SelectiveT 54.40 76.00 46.10 72.70 28.79 57.30

3B
StarCoderBase No 49.00 72.12 40.44 69.02 24.84 51.22

Always 56.69 76.68 47.00 72.62 29.67 57.68

Repoformer SelectiveG 56.30 77.60 46.10 73.60 28.57 54.70
SelectiveT 59.63 79.02 49.31 74.96 32.96 60.56

7B
StarCoderBase No 51.88 74.03 43.31 70.79 25.49 52.28

Always 59.44 78.15 49.56 73.65 31.43 58.51

Repoformer SelectiveG 56.00 76.63 48.06 75.03 30.77 55.27
SelectiveT 59.63 78.63 50.87 76.89 35.16 60.64

16B
StarCoder No 55.25 76.07 44.50 71.00 34.73 53.60

Always 61.25 79.24 51.12 74.50 42.86 60.96

Repoformer SelectiveG 58.13 78.81 48.69 76.23 42.42 58.42
SelectiveT 61.75 80.34 51.88 77.93 44.18 62.58

Table 4.3: Experiment results on RepoEval and CrossCodeLongEval. The best performance 
among each model size is boldfaced. We use SelectiveG and SelectiveT to denote the greedy 
selection and the threshold selection strategy for selective retrieval. Repoformer greatly 
outperforms StarCoderBase of the same size while consuming a smaller retrieval budget. 
Among the two selective policies, threshold selection enables the best selective RAG perfor-
mance.

pendix [WAZ24]). We use StarCoder models due to their strong performance among the 

open-source code LMs.

1. No Retrieval. This baseline only provides 𝑋𝑙 and 𝑋𝑟 to the model in the prompt.

2. Always Retrieving. This baseline always augments 𝑋𝑙 and 𝑋𝑟 with the retrieved 𝐶𝐶.

3. Selective Retrieval. We provide Repoformer with 𝑋𝑙 and 𝑋𝑟 in the prompt, 

optionally augmented with 𝐶𝐶 based on two selective RAG policies:

∙ Greedy Selection. Retrieval is performed if <cc> is the most likely token fol-

lowing <eof>.

∙ Threshold Selection. If the probability of <cc> following <eof> is greater than 
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CrossCodeLongEval

Size Model RAG policy Chunk Function
EM ES ES

1B
StarCoderBase No 31.08 60.09 47.49

Always 37.22 63.73 50.50

Repoformer SelectiveG 38.52 68.08 52.09
SelectiveT 41.92 69.97 53.71 

3B
StarCoderBase No 36.14 64.65 49.88

Always 42.26 67.74 53.39

Repoformer SelectiveG 42.06 70.70 54.47
SelectiveT 46.66 72.23 56.24

7B
StarCoderBase No 38.88 66.61 52.45

Always 44.44 69.53 55.41

Repoformer SelectiveG 43.80 72.46 56.14
SelectiveT 46.88 74.20 57.18

16B
StarCoder No 42.58 69.40 54.20

Always 47.90 71.90 58.06

Repoformer SelectiveG 45.00 73.36 57.71
SelectiveT 49.18 75.50 58.93

Table 4.3: Experiment results (continued): CrossCodeLongEval.

a threshold 𝑇 , retrieval augmentation is performed6.

The results are summarized in Table 4.3. Compared to no retrieval and always re-

trieving with StarCoderBase of the same size, Repoformer’s selective retrieval strategy 

exhibits strong performance improvements across all the tasks and both lexical-based and 

execution-based metrics. Via the threshold selection strategy, Repoformer-3B can outper-

form StarCoderBase-7B on most of the tasks and metrics except EM for API completion, even 

outperforming the 5x larger StarCoder in terms of ES for API and chunk completion. Finally, 

The Repoformer-16B model outperforms the strongest StarCoder baseline by 3%, aver-

aged across all tasks, setting up the new start-of-the-art for repository-level code completion. 

We also experimentally confirm that the performance improvement from our framework can 

generalize to three languages beyond Python (Section 4.5.1) as well as dense retrieval instead 

6We find that 𝑇 = 0.15 for function completion and 𝑇 = 0.2 for the other tasks generally work well. 

These two thresholds are always used unless otherwise stated.
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of Jaccard similarity (Section 4.5.2). In later sections, we demonstrate that the observed 

success is due to both the ability to accurately abstain from retrieval and the improved 

robustness to retrieval.

In terms of code completion accuracy, the threshold selection strategy outperforms the 

greedy selection strategy on all the tasks. In the next section, we show that the two strategies 

represent different ways to achieve a good balance between accuracy and inference budget.

4.4.3 Repoformer improves inference efficiency

We illustrate the benefits of Repoformer for saving the inference latency in a realistic 

“online serving" setting.

Latency Model We assume that indexing has already been done for the working reposi-

tory. Given a code completion request containing the current file (𝑋𝑙, 𝑋𝑟), the system issues 

three processes at the same time:

∙ 𝑃1: make a retrieval decision using Repoformer.

∙ 𝑃2: use a code LM ℳ to generate 𝑌  without 𝐶𝐶.

∙ 𝑃3: retrieve 𝐶𝐶 and generate 𝑌  with 𝐶𝐶 using ℳ.

Depending on the result of 𝑃1, the system waits for either 𝑃2 or 𝑃3 and ignores the 

other process. If ℳ is Repoformer, 𝑃1 can be merged with 𝑃2 by forcing ℳ to generate 

a hypothesis without 𝐶𝐶 after collecting the retrieval decision. We consider three latency 

terms: (1) 𝑇𝑑, time required for the retrieval decision, (2) 𝑇𝑟, the retrieval latency, and (3) 

𝑇𝑔, the generation latency. Then, the latency for 𝑃1, 𝑃2, and 𝑃3 are 𝑇𝑑, 𝑇𝑔, and 𝑇𝑟 + 𝑇𝑔. 

When ℳ is Repoformer or a model larger than Repoformer, we have 𝑇𝑑 < 𝑇𝑔 < 𝑇𝑟 +𝑇𝑔. 

Therefore, the latency of the entire system is 𝑇𝑔 or 𝑇𝑟 + 𝑇𝑔 depending on 𝑃1. Using this 

latency model, we benchmark the latency of various selective retrieval settings on RepoEval 

with the vllm library [KLZ23] on a single Nvidia A100 GPU (80G).
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RAG Policy API Completion Line Completion
ES %RAG SU ES %RAG SU

1B
Always 72.02 100% 0% 75.91 100% 0%

SelectiveG 71.04 18% 69% 74.50 19% 61%
SelectiveT 72.72 61% 28% 76.00 62% 27%

3B
Always 74.66 100% 0% 78.68 100% 0%

SelectiveG 73.60 19% 46% 77.60 20% 43%
SelectiveT 74.96 78% 17% 79.02 74% 16%

Table 4.4: RAG latency of Repoformer with two self-selective RAG paradigms. %RAG 
= ratio of instances where RAG is performed. SU = Speedup compared to always retrieving 
(the higher, the better). Compared to the always retrieving baseline, the threshold selection 
strategy consistently demonstrates gains in both accuracy and latency. The greedy selection 
strategy shows much larger latency gains with a small performance degradation.

First, we consider ℳ = Repoformer and present the results in Table 4.4. Line and 

API completion are presented to cover short and moderate target lengths7. Both selective 

strategies significantly improve the latency, with a different trade-off: threshold selection 

results in improvements for both accuracy and latency compared to always retrieving, while 

using greedy selection results in a larger latency gain with a minor performance degradation 

(around 1.0 ES). It is worth mentioning that the latency improvement from selective RAG 

could be further enhanced with a more advanced retrieval setup. For instance, conduct-

ing dense retrieval on large repositories often consumes more than 80% of the entire RAG 

pipeline’s latency. Then, a 20% RAG policy could translate into more than 70% speedup. 

We empirically verify this statement in Section 4.5.2.

Next, we consider using diverse larger LMs as ℳ in the code completion framework 

and using selectionT with Repoformer-1B as a plug-and-play selective RAG policy to 

decide whether retrieval should be performed. We experiment on a diverse set of LMs: 

StarCoderBase, Code Llama [RGG23]8, CodeGen25 [NHX23], and ChatGPT9. As shown in 

7We omit the function completion results as RepoEval uses very small repositories for function completion 

for easier unit testing.

8We accessed the model through Amazon SageMaker (https://docs.aws.amazon.com/sagemaker/).

9We use gpt-3.5-turbo-0613 via the OpenAI API.
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Model RAG Policy API Completion Line Completion
ES SU ES SU

SCB-7B Always Retrieving 73.65 0% 78.15 0%
Repoformer-1B 74.10 24% 78.31 25%

SCB-16B Always Retrieving 74.50 0% 79.24 0%
Repoformer-1B 74.84 24% 79.48 24%

CG25-7B Always Retrieving 63.07 0% 68.42 0%
Repoformer-1B 63.37 20% 68.86 29%

CL-7B Always Retrieving 58.75 0% 59.99 0%
Repoformer-1B 58.91 25% 60.47 28%

CL-16B Always Retrieving 61.08 0% 61.58 0%
Repoformer-1B 62.10 32% 62.45 30%

ChatGPT Always Retrieving 63.38 0% 61.76 0%
Repoformer-1B 64.01 28% 61.92 18%

Table 4.5: Accuracy and latency of larger code LMs as the generation model and with 
Repoformer-1B as the policy model for selective RAG. SCB = StarCoderBase, CG25 
= CodeGen25, CL = Code Llama. SU = Speedup compared to Always Retrieving (the 
higher, the better). Compared to the Always Retrieving baseline, Repoformer’s selective 
decisions improve both the accuracy and latency of these larger LMs.

Table 4.5, the selective predictions from Repoformer-1B successfully reduce the inference 

latency with different larger LMs by approximately 25% while improving their accuracy. 

Collectively, the findings indicate that Repoformer has acquired robust selective retrieval 

capabilities that could generalize to diverse types of code LMs.

4.5 Analysis

In this section, we present further analyses and ablation studies on Repoformer-1B.

Is Repoformer sensitive to threshold settings? In Figure 4.4, we present the code 

completion accuracy and latency of Repoformer as a function of the threshold. As 

the threshold increases, the model’s code completion performance first increases due to 

avoiding potentially harmful retrievals. At threshold 0.4, the model still maintains simi-

lar performance compared to always retrieving, with latency reduced by 50%. This result 

demonstrates that Repoformer can accommodate various threshold settings and provide 
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Figure 4.4: The accuracy and latency change with different threshold settings. Selective 
Retrieval with Repoformer achieves better accuracy and better latency than always re-
trieving. In addition, this behavior is relatively insensitive to the threshold.

a good accuracy-latency trade-off.

Does Repoformer make accurate and calibrated selective retrieval decisions? 

In Figure 4.5, we evaluate the precision of retrieval abstention decisions made by Repo-

former’s threshold selection strategy. We find that the abstentions are accurate for over 

80% instances across all the tasks: when Repoformer abstains from retrieval, its code 

completion prediction either is already correct without retrieval or cannot be improved by 

retrieval. We also evaluate the calibration of the selective decisions and find Repoformer 

generally making near-calibrated predictions for line and API completion while the calibra-

tion is suboptimal for function completion with UT employed as the metric (the original pa-

per’s appendix [WAZ24]). We hypothesize that this could be caused by using ES to create 

the training signal and encourage future work to devise methods for labeling the quality of 

function completion more effectively.

Is Repoformer robust to retrieval? In Figure 4.6, we show the performance change 

caused by 𝐶𝐶 on the instances where Repoformer requests for retrieval. Compared to 

StarCoderBase, Repoformer exhibits more and greater performance gains upon ob-
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Figure 4.5: An analysis of the instances where Repoformer-1B abstains from retrieval. 
We divide the instances into (1) the model answering correctly without retrieval (dark blue), 
the model making a mistake that cannot be improved by retrieval (light blue), and the model 
achieving better performance when retrieval is performed (red). The precision of abstention 
is over 0.8 on all tasks except for Function (RepoEval), which has a precision of 0.78.

serving 𝐶𝐶. The number of performance decreases is also significantly reduced, indicating 

an improved robustness to the potentially irrelevant retrieval contexts. In Table 4.8 in the 

appendix, we further study the effect of using dense retrieval. Although dense retrieval re-

turns an arguably different context distribution compared to sparse retrieval, Repoformer 

still exhibits strong improvements in both quality and latency.

Ablation Study We study several alternative designs:

∙ (A1) Combining ℒ𝑒𝑣𝑎𝑙 and ℒ𝑔𝑒𝑛 as a single cross-entropy loss. In general, this down-

weights ℒ𝑒𝑣𝑎𝑙.

∙ (A2) Removing the self-evaluation loss ℒ𝑒𝑣𝑎𝑙.

∙ (A3) Further removing all the 𝐶𝐶 from A2. This trains only fill-in-the-middle.

∙ (A4) Placing <cc> and 𝐶𝐶 after <fim_middle> and marking its end with a new token 
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Figure 4.6: The performance change on RepoEval from retrieved cross-file context for the 
instances where Repoformer self-selects retrieval. Compared to StarCoderBase, Repo-
former is better at leveraging 𝐶𝐶 to improve the generation quality.

<cc_end>. A4 mainly studies whether it is more beneficial to train the LM to treat 𝐶𝐶

as context fetched during fill-in-middle generation instead of part of the input context.

We fine-tune StarCoderBase-1B with the same setup as Repoformer and present the 

results on CCEval in Table 4.6. Although A1 has slightly better RAG performance, it 

fails to make meaningful selective decisions due to ℒ𝑒𝑣𝑎𝑙 being outweighed by ℒ𝑔𝑒𝑛 in long 

sequences: the probability of <cc> is almost always 1. For A2, we find it only slightly 

outperforms Repoformer, suggesting learning ℒ𝑒𝑣𝑎𝑙 does not harm the RAG ability a lot 

while bringing in the strong selective retrieval ability, which in turn boosts both accuracy and 

latency. A3 has the same performance for in-file completion as Repoformer, but exhibits 
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Model RAG Policy Chunk Completion Function Completion
T %RAG ES T %RAG ES

SC No - 0% 60.09 - 0% 47.49
Always - 100% 63.73 - 100% 50.50

RF
No - 0% 66.22 - 0% 49.77

SelectiveT 0.20 75% 69.97 0.15 76% 53.71
Always - 100% 69.95 - 100% 53.56

A1
No - 0% 66.14 - 0% 49.25

SelectiveT 0.99 100% 70.21 0.99 100% 53.93
Always - 100% 70.21 - 100% 53.93

A2 No - 0% 66.49 - 0% 49.02
Always - 100% 70.45 - 100% 53.90

A3 No - 0% 66.25 - 0% 49.01
Always - 100% 68.85 - 100% 52.12

A4
No - 0% 64.96 - 0% 25.44

SelectiveT 0.10 86% 69.35 0.10 83% 26.50
Always - 100% 69.19 - 100% 26.35

Table 4.6: Ablation study results. We report the performance on two tasks from the CCEval 
dataset. SC = StarCoderBase-1B. RF = Repoformer-1B. T = threshold for the Selec-
tiveT policy. We found T = 0.10 works better for A4 and thus applied it to all the A4 results. 
%RAG = ratio of instances where RAG is performed.

worse RAG performance, indicating the necessity of training with 𝐶𝐶. Finally, A4 achieves 

reasonable chunk completion performance but performs much worse in function completion. 

We hypothesize that placing 𝐶𝐶 within the infilling part is detrimental due to breaking the 

fill-in-the-middle semantics learned in StarCoder pre-training.

4.5.1 CrossCodeEval and Multilingual Repoformer

This section provides additional results on the 4-language original CrossCodeEval test set 

[DWA23]. The data creation process of CrossCodeEval explicitly selected the instances where 

cross-file information is generally required, thus making the contributions from selective re-

trieval incomplete. On this dataset, we evaluate StarCoder, Repoformer-1B/3B/7B 

trained on Python and Repoformer-M trained on multilingual repository-level code 

completion. Despite the setup difference, we are still able to observe substantial perfor-

mance gains.
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Multilingual Repoformer We experimented with applying the Repoformer training 

scheme to multiple languages. Specifically, we collect public Python, Java, C#, and Type-

Script repositories from the Stack [KLA22] that contain at least 20 files and 20,000 lines of 

code. We do not apply the local import criteria due to implementation difficulties. Then, we 

follow the algorithm described in the original paper’s appendix [WAZ24] to create 90k chunk 

completion and 30k function completion instances per language. Using this dataset, we fine-

tune StarCoderBase following the setup described in Section 4.3.1 (same infrastructure and 

hyperparameters). We call this model Repoformer-M.

Evaluation Results We present the results on CrossCodeEval in Table 4.7 and summarize 

the observations below:

∙ Strong cross-lingual transfer. Repoformer trained on Python data achieves 

strong performance across multiple languages, including three languages it is not fine-

tuned on. The result highlights the generalizability of the learned self-evaluation and 

robust code completion abilities.

∙ Multi-lingual Repoformer. Repoformer-M outperforms the same-sized Star-

CoderBase by a large margin. For the 1B, 7B, Repoformer-M outperforms Re-

poformer by a small margin. For 3B, the two models give similar performance. This 

is reasonable as the two models are learned on similar sized training data.

4.5.2 Repoformer’s Robustness to the Retriever Choice

In this section, we investigate the performance of Repoformer with the cosine similarity 

of UniXcoder embedding [GLD22] as the retriever instead of Jaccard similarity. As shown in 

Table 4.8, we are able to observe similar patterns compared to Table 4.4: selective retrieval is 

able to improve both the accuracy and the latency of the entire RAG system. In addition, as 

retrieval consumes a larger proportion of latency than when sparse retriever is used, selective 
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Model RAG Policy Python Java C# TypeScript
Code ES ID F1 Code ES ID F1 Code ES ID F1 Code ES ID F1

StarCoderBase-1B No 68.83 58.18 73.60 63.69 79.30 66.40 67.09 60.15
Always 71.57 62.42 74.54 65.83 79.04 66.82 67.66 60.60

Repoformer-1B SelectiveT 71.29 62.81 75.12 67.16 83.08 74.24 69.90 64.07
Repoformer-M-1B SelectiveT 71.55 62.89 75.92 67.86 84.44 76.00 70.07 64.41

StarCoderBase-3B No 71.07 61.63 76.10 67.56 81.46 69.95 70.56 64.83
Always 73.65 65.93 77.52 70.15 81.75 71.26 70.91 65.09

Repoformer-3B SelectiveT 74.57 66.86 78.40 71.26 85.92 78.62 73.70 68.66
Repoformer-M-3B SelectiveT 73.80 66.72 77.68 71.01 85.31 77.70 72.51 67.06

StarCoderBase-7B No 72.47 63.76 77.21 68.97 83.06 72.06 72.34 67.06
Always 75.02 67.69 77.70 70.57 83.64 74.39 73.01 67.56

Repoformer-7B SelectiveT 75.34 68.27 78.90 72.35 83.80 76.88 73.59 69.10
Repoformer-M-7B SelectiveT 75.35 67.88 79.11 72.82 86.53 79.77 74.60 70.01

Table 4.7: Evaluation results on CrossCodeEval. We report edit similarity for code matching 
as well as the F1 score for identifier matching. The best scores across all models are boldfaced.

Model RAG Policy API Completion Line Completion
ES %RAG SU ES %RAG SU

Repoformer-1B
Always 71.69 100% 0% 75.25 100% 0%

SelectiveG 70.82 18% 71% 73.70 19% 71%
SelectiveT 72.39 61% 33% 75.65 62% 33%

Repoformer-3B
Always 74.48 100% 0% 78.24 100% 0%

SelectiveG 73.26 19% 65% 76.74 20% 66%
SelectiveT 74.69 78% 21% 78.63 74% 31%

Table 4.8: RAG performance of Repoformer with two self-selective RAG paradigms and 
dense retrieval used instead of Jaccard similarity. %RAG = ratio of instances where RAG 
is performed. SU = Speedup compared to always retrieving.

retrieval brings more substantial performance gains, with threshold selection bringing more 

than 70% speedup.

4.6 Conclusion

In this chapter, we challenge the common assumption of always performing retrieval for 

RAG-based repository-level code completion. In response, we propose a selective retrieval 

augmentation framework powered by Repoformer, a code LM that identifies whether 

cross-file context is necessary, and self-triggers retrieval. Extensive evaluations demonstrate 

our approach’s effectiveness in enhancing accuracy while significantly reducing latency, 

showcasing its potential in practical coding environments.

79



CHAPTER 5

Routing Between Parametric

and External Knowledge

Retrieval-augmented generation (RAG) equips large language models (LLMs) with external 

knowledge at inference time, improving performance on tasks that require domain-specific 

or up-to-date knowledge [KLJ20, LPP20, BMH22, RLD23, SMY24]. However, retrieval can 

be unnecessary when retrieved passages overlap with the LLM’s parametric knowledge, or 

even harmful when the passages are noisy or irrelevant. These limitations motivate selective 

retrieval, where the system retrieves only when retrieval is likely to be useful [HNB21,

MAZ23, XSC24, AWW24, WAZ24].

A limitation of current selective retrieval methods is reducing selective retrieval to a bi-

nary decision between consulting a single external source and a no-retrieval fallback where the 

LLM directly generates the final answer [MAZ23, JBC24, AWW24, WAZ24]. This design pro-

vides a coarse characterization of what the model can do without retrieval, as direct answer 

generation removes an opportunity to explicitly surface relevant parametric knowledge before 

committing to an answer. Consequently, routers trained by comparing RAG against direct 

answering, either via answer correctness [WLS23, WAZ24] or likelihood [HNB21, XSC24], 

can learn preferences inconsistent with the LLM’s non-retrieval capability. We observe this 

in a pilot study, where eliciting and conditioning on verbalized knowledge changes the pre-

ferred source for a substantial fraction of instances (Section 5.4.1). Furthermore, the binary 

setup is inflexible as it cannot learn to leverage multiple knowledge sources, which could be 

an important limitation in real-world deployments.
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Who succeeded the 
first President of 

Namibia?

Henry Master Feilden (21 February 1818 - 5 September 1875) was an 
English Conservative Party politician...

Namibia has had four presidents since gaining independence on March 21, 
1990. Sam Nujoma served as the first president from 1990 to 2005. He was 

succeeded by Hifikepunye Pohamba, who held office from 2005 to 2015.
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Figure 5.1: Self-Routing RAG Inference. (1) A knowledge source is selected based on a 
query by combining the LLM’s likelihood of a special source token with neighbor decisions 
from an external policy datastore. (2) If an external source is selected, the passages are 
retrieved and appended as context. If the internal source is selected, the LLM generates 
a compact verbalized knowledge context. (3) The LLM then produces the final answer 
conditioned on the query and the selected knowledge. All steps can be executed in a single 
left-to-right generation pass.

We propose Self-Routing RAG (SR-RAG), which addresses both limitations by cast-

ing selective retrieval as a knowledge source selection problem and treating the LLM itself 

as a first-class knowledge source. SR-RAG expands the selective retrieval action space to 

routing between an internal knowledge source and an expandable set of external sources. As 

shown in Figure 5.1, at inference time, when the internal source is selected, the LLM first 

verbalizes query-relevant parametric knowledge as a compact context, then answers condi-

tioned on it. When an external source is selected, decoding is paused to retrieve evidence 

from the selected index, and the model answers conditioned on the retrieved passages.

To make SR-RAG reliable and efficient, we propose three techniques that span data 

construction, training, and inference. (1) Verbalization-aware supervision: given each 

training question, we collect multiple candidate contexts from each source, including diverse 

self-verbalized knowledge paragraphs, and assign the preferred source as the one whose con-
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texts most increase the likelihood of the gold answer. This produces source selection labels 

that better reflect the LLM’s capability without retrieval than direct-answer baselines. (2) 

Multi-task learning: we jointly train an LLM as a better knowledge source router, a better 

knowledge source, and a better knowledge reader in RAG. A two-staged multi-task objective 

is proposed that couples source selection, knowledge verbalization, and answer generation, 

including a preference alignment training to further boost the knowledge verbalization abil-

ity. (3) kNN-augmented source selection: purely relying on LLM-based uncertainty to 

select a source as done in previous work is brittle and agnostic to training-induced LLM abil-

ity shifts. We propose to build a policy datastore from light rollouts and combine the model’s 

source selection probabilities with neighbor-defined source distributions in the hidden state 

space at test time.

We evaluate SR-RAG by fine-tuning Llama-2-7B-Chat [TMS23], Phi-3.5-Mini-Instruct 

[AJA24], and Qwen2.5-7B-Instruct [YYZ24a] on a mixture of knowledge-intensive tasks and 

testing on four benchmarks. SR-RAG outperforms a strong standard selective retrieval base-

line by 8.5%/2.1%/4.7% while performing 26%/40%/21% fewer retrievals across the three 

LLMs, respectively (Section 5.4.2). We further show that SR-RAG makes more accurate 

source selection decisions (Section 5.4.3) and achieves favorable accuracy-latency trade-offs 

without dataset-specific threshold tuning (Section 5.4.4, Figure 5.4). Ablations confirm that 

verbalization-aware labeling, preference alignment, and kNN-augmented inference each con-

tribute materially to these gains (Section 5.4.5). Finally, we experiment on routing among 

three sources (LLM, Wikipedia, and PubMed), where SR-RAG learns to retrieve from spe-

cialized corpus when needed while retaining strong performance on general workloads (Sec-

tion 5.5). Data and code will be publicly released at https://github.com/xiaowu0162/

self-routing-rag.
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5.1 Related Work

Selective Retrieval To enhance the efficiency of RAG systems and reduce harmful or dis-

tracting retrievals, several works propose selectively skipping retrieval augmentation [HNB21,

MAZ23, XSC24, WAZ24]. A common approach assesses whether retrieval increases the like-

lihood of generating the correct answer and distills this signal into a supervised decision 

model [HNB21, SDD23, XSC24]. Similarly, Wang et al. [WLS23] and Wu et al. [WAZ24] 

compare answers generated with and without retrieval to form supervision based on cor-

rectness. Other lines of work examine the question alone to decide whether retrieval is 

needed [MAZ23, JBC24, AWW24]. To incorporate model confidence, recent methods use 

uncertainty-based selective retrieval [DPW24, YQP25, MMS25]. In contrast to prior work 

that treats skipping retrieval as direct answer generation, our work highlights that rout-

ing decisions and non-retrieval performance both improve when the LLM is treated as a 

knowledge source and is trained to verbalize query-relevant parametric knowledge.

Adaptive RAG Inference This work also relates to adaptive RAG, which studies 

instance-specific inference strategies beyond a fixed retrieve-then-read pipeline. Prior work 

studies active retrieval, where the system re-issues queries when initial retrieval is insufficient 

[JXG23, STA24]. Another line explores query decomposition and iterative retrieval to han-

dle complex questions by breaking them into sub-queries [SGS23, KKJ23, LPZ24, LAK24]. 

Given retrieved results, Asai et al. [AWW24] and Yan et al. [YGZ24] critique or revise the 

retrieved knowledge to improve output quality. Parekh et al. [PPR25] incorporate an initial 

decision step to adaptively select the most suitable strategy based on the question. While 

SR-RAG focuses on the targeted decision of which knowledge source to consult, it introduces 

a complementary form of adaptivity by allowing the model to route among heterogeneous 

sources, including its own parametric knowledge, within a single generation pass.

83



LLMs as Knowledge Sources A growing body of work explores using LLMs to generate 

auxiliary knowledge. Early studies show that LLMs can produce relevant background knowl-

edge in zero-shot settings for commonsense reasoning [SWL20, LLL22]. More broadly, Yu et 

al. [YIW23] propose a generate-then-read approach, using the LLM as a context generator 

in place of external retrieval for RAG. LLMs have also been shown to generate effective 

intermediate reasoning steps for complex questions [WWS22, KGR22]. Building on these 

insights, our work integrates LLM-generated knowledge into selective retrieval by making it 

an explicit, routable source, and by training the model to both decide when to rely on it and 

to produce compact verbalizations that improve end-to-end answering.

5.2 Approach

We first reformulate selective retrieval as knowledge source selection. We then present Self-

Routing RAG (SR-RAG), a framework that allows an LLM to self-route between external 

retrieval and internal knowledge verbalization within a single left-to-right generation pass.

5.2.1 Problem Formulation

Knowledge Source-Aware Inference Given a user query 𝑞, a knowledge source 𝑠 returns 

relevant information as a text sequence 𝑠(𝑞) (possibly empty). An LLM reader 𝑀  then 

produces a response conditioned on both the query and the returned knowledge:

𝑀(𝑞, 𝑠(𝑞)). (5.1)

Under this framework, standard RAG is an instantiation with 𝑠 being a retriever over an 

external datastore and 𝑠(𝑞) being retrieved passages.
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Knowledge Source Selection In many practical settings, multiple knowledge sources 

may be available, denoted by

𝒮 = {𝜙, 𝑠1, . . . , 𝑠𝑁}, (5.2)

where 𝜙 is a null source that always returns an empty string. A knowledge source selector 

𝑃  chooses the most appropriate source for a given query, i.e., 𝑃 (𝑞,𝒮) ∈ 𝒮. Combined with 

the downstream inference, the full pipeline becomes

𝑀
(
𝑞, 𝑃 (𝑞,𝒮)(𝑞)

)
. (5.3)

Selective retrieval corresponds to the binary case 𝒮 = {𝜙, 𝑠}, where the selector decides 

whether to invoke the retriever 𝑠 or to skip retrieval via 𝜙.

5.2.2 Self-Routing RAG: Overview

We propose Self-Routing RAG (SR-RAG), which generalizes selective retrieval by treating 

the LLM itself as a first-class knowledge source. Concretely, SR-RAG routes between external 

sources {𝑆𝑒1, ..., 𝑆𝑒𝑚} (e.g., several external corpora) and an internal source 𝑆𝑖 (parametric 

knowledge). If 𝑆𝑖 is selected, the model does not directly answer. Instead, it first verbalizes 

query-relevant parametric knowledge into a compact context and then answers conditioned 

on this context. This makes the non-retrieval path an explicit knowledge consultation step 

rather than an absence of context.

Following prior work that streamlines adaptive RAG inference via special-token predic-

tion [AWW24, WAZ24], SR-RAG uses three sets of special tokens to implement routing in 

a single left-to-right generation pass:

1. <EOQ>, which marks the end of the query and prompts source selection.1

2. A set of source tokens <s>, each representing a knowledge source 𝑠 ∈ 𝒮.2

1This design aligns with Wu et al. [WAZ24] but differs from Asai et al. [AWW24]. We find the additional 

<EOQ> helps the model allocate probability mass to source tokens without interfering with the query content.

2Our main setup uses a simple Wikipedia-based retrieval <Wiki> as the only 𝑆𝑒 and <Self> for 𝑆𝑖. This 
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Figure 5.2: SR-RAG expands selective retrieval into source routing. Compared to 
traditional selective retrieval, SR-RAG allows the LLM to route among knowledge sources 
and to act as a knowledge source itself. Blue denotes external retrieved content and red 
denotes the LLM and its self-generated tokens.

3. <EOK>, which indicates the end of the knowledge context and triggers answer genera-

tion.

An illustration of the difference between SR-RAG and standard selective RAG is provided 

in Figure 5.2.

5.2.3 Self-Routing RAG: Training

We propose a fine-tuning recipe to improve any LLM’s ability as the core model in the SR-

RAG framework. Inspired by Wu et al. [WAZ24], we propose to mine self-supervision from 

existing question-answer data (𝑞, 𝑎). Our pipeline uses the LLM itself as the internal source 

formulation naturally extends to more than two sources by adding additional source tokens. We study a 

three-source setting in Section 5.5.
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𝑆𝑖 along with the external knowledge source, requiring neither human routing labels nor a 

stronger teacher model. For simplicity, we formulate with 𝒮 = {𝑆𝑖, 𝑆𝑒}, here. The more 

general form readily follows and is formulated in Section 5.5.

Data Construction Our central goals are (1) labeling which source is more helpful for a 

given instance (2) collecting the most helpful knowledge when parametric knowledge is pre-

ferred. To do so, our rollout process first collects 𝑛 candidate contexts from each of the knowl-

edge sources:

∙ Parametric knowledge verbalization: We use GenRead [YIW23] to elicit 𝑛 diverse ver-

balizations from the internal source 𝑆𝑖, denoted as 𝑐𝑖1 , . . . , 𝑐𝑖𝑛 .

∙ External knowledge retrieval: We retrieve 𝑛 context passages from the external source 

𝑆𝑒, denoted as 𝑐𝑒1 , . . . , 𝑐𝑒𝑛 .

Then, each candidate context 𝑐𝑗 is scored by the log-likelihood of generating the gold answer:

𝑙𝑗 = log 𝑝𝑀(𝑎 | 𝑞, 𝑐𝑗). (5.4)

We then rank all 2𝑛 contexts by 𝑙𝑗 and select the preferred source 𝑠 ∈ {𝑆𝑖, 𝑆𝑒} as the source 

that appears most frequently among the top-ranked contexts. For convenience, we denote the 

highest- and lowest-scoring contexts from each source as 𝑐𝑖+, 𝑐𝑖−, 𝑐𝑒+, 𝑐𝑒−, respectively. The 

resulting training tuple is (𝑞, 𝑎, 𝑠, {𝑐𝑗, 𝑙𝑗}). The formal data collection algorithm is provided 

in the original paper’s appendix [WGC26].

Objective SR-RAG fine-tunes the LLM to perform (i) source selection, (ii) knowledge 

verbalization when 𝑆𝑖 is selected, and (iii) answer generation conditioned on the selected 

knowledge. We use a two-stage training procedure.

Stage 1 We perform behavior cloning by jointly optimizing three losses:
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1. ℒ𝑠𝑟𝑐, a cross-entropy loss that trains the model to predict the preferred source token 

immediately after <EOQ>:

ℒ𝑠𝑟𝑐 = − log 𝑝𝑀(<s> | 𝑞). (5.5)

2. ℒ𝑣𝑒𝑟𝑏, a cross-entropy loss over the knowledge tokens when the LLM itself is labeled 

as the preferred knowledge source:

ℒ𝑣𝑒𝑟𝑏 =

{
− log 𝑝𝑀(𝑐𝑖+ | 𝑞), if 𝑠 = 𝑆𝑖,

0, if 𝑠 = 𝑆𝑒.

(5.6)

3. ℒ𝑎𝑛𝑠, a cross-entropy loss on generating the answer conditioned on the preferred knowl-

edge:

ℒ𝑎𝑛𝑠 =

{
− log 𝑝𝑀(𝑎 | 𝑞, 𝑐𝑖+), if 𝑠 = 𝑆𝑖,

− log 𝑝𝑀(𝑎 | 𝑞, 𝑐𝑒+), if 𝑠 = 𝑆𝑒.

(5.7)

We combine these objectives as

ℒ𝑠𝑡𝑎𝑔𝑒1 = ℒ𝑠𝑟𝑐 + ℒ𝑣𝑒𝑟𝑏 + ℒ𝑎𝑛𝑠. (5.8)

Stage 2 To further improve the knowledge verbalization quality, we apply Direct Pref-

erence Optimization (DPO, Rafailov et al. [RSM23]) using self-generated preference pairs 

(𝑐𝑖+, 𝑐𝑖−):

ℒ𝑠𝑡𝑎𝑔𝑒2 = ℒ𝑠𝑟𝑐 + ℒ𝐷𝑃 𝑂
𝑣𝑒𝑟𝑏 + ℒ𝑎𝑛𝑠, (5.9)

ℒ𝐷𝑃 𝑂
𝑣𝑒𝑟𝑏 =

{
− log 𝜎

(
𝛽 log 𝑝𝑀 (𝑐𝑖+|𝑞)

𝑝𝑟𝑒𝑓 (𝑐𝑖+|𝑞) − 𝛽 log 𝑝𝑀 (𝑐𝑖−|𝑞)
𝑝𝑟𝑒𝑓 (𝑐𝑖−|𝑞)

)
, if 𝑠 = 𝑆𝑖,

0, if 𝑠 = 𝑆𝑒.

(5.10)

Here 𝑀  and 𝑟𝑒𝑓  are initialized from the stage 1 model checkpoint, and only 𝑀  is updated. 

Conceptually, stage 2 distills a compute-intensive “system 2” process that searches over 

multiple verbalizations into a fast “system 1” behavior that produces a single high-quality 

knowledge verbalization during standard left-to-right decoding.
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5.2.4 Self-Routing RAG: Inference

As shown in Figure 5.1 and Figure 5.2, SR-RAG inference proceeds in a single left-to-right 

generation pass with three steps: source selection, knowledge collection, and answer gener-

ation.

Nearest Neighbor-Enhanced Source Selection A common way to choose a source is to 

threshold the model probability of a source token, such as 𝑝𝑀(<Wiki> | 𝑞) [AWW24, WAZ24]. 

In practice, only relying on model’s uncertainty can be brittle and does not take into account 

model ability changes after the fine-tuning. To make source selection more robust and 

controllable, we augment token likelihoods with a dynamic kNN policy signal derived from 

additional rollouts. Concretely, we evaluate the fine-tuned model on a set of question-answer 

pairs3. For each pair, we compare the likelihood of generating the gold answer under different 

sources to decide a preferred source label. We then construct a policy datastore that maps 

each query to its preferred source, using the hidden representation at <EOQ> as the key. At 

test time, we retrieve the 𝑘 nearest neighbors of the query in this representation space and 

form a neighbor-induced distribution over sources 𝑝𝐷(<s> | 𝑞) from label counts. Finally, we 

select the source by applying a threshold on the combined score:

𝑝𝑀(<s> | 𝑞)× 𝑝𝐷(<s> | 𝑞). (5.11)

This combination adapts the decision boundary to the fine-tuned model’s behavior while 

preserving the efficiency of a single decoding pass. It also improves SR-RAG’s interpretability 

and controlability as the datastore consists of explicit source assignments, which can be 

audited, modified, or expanded by practitioners to steer routing behavior.

Knowledge Collection and Answer Generation After selecting a source, SR-RAG 

gathers knowledge and generates the final answer within the same left-to-right pass. If 

3Empirically, we reuse the training set so that no additional data or supervision is required.
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the internal source 𝑆𝑖 is selected, the model uses greedy decoding to verbalize a single 

compact knowledge context, which serves as a cost-efficient approximation to multi-sample 

verbalization. If an external source 𝑆𝑒 is selected, decoding is paused to retrieve passages 

from the chosen index, which are appended as the knowledge context. In both cases, the 

system appends <EOK> and the model generates the final answer conditioned on the query 

and the knowledge.

5.3 Experimental Setup

5.3.1 Implementation Details of SR-RAG

Data Construction The main experiments are performed on two knowledge sources4: 

the 2018 English Wikipedia (<Wiki>) as the external knowledge source, and the LLM it-

self (<Self>) as the internal knowledge source. We use the official Wikipedia embeddings 

released by Karpukhin et al. [KOM20] and retrieve at a granularity of 100-word chunks. Gen-

Read [YIW23] is used to verbalize diverse knowledge contexts. GenRead clusters zero-shot 

knowledge verbalizations in as in-context demonstrations to verbalize diverse knowledge. We 

limit the verbalized knowledge chunks to a maximum of 150 tokens. From each knowledge 

source, we collect 𝑛 = 5 knowledge contexts.

Training We fine-tune on a mixture of six short- and long-form knowledge-intensive 

datasets: Wizard of Wikipedia [DRS19], Natural Questions [KPR19], FEVER [TVC18], 

OpenBookQA [MCK18], ARC-Easy [BKK21], and ASQA [SLD22]. This mixture of 

53,042 instances is a subset of the RAG instruction tuning data shown effective in Asai 

et al. [AWW24]. After running the data construction algorithm, 46.9% of the instances are 

labeled with <Self> and the rest are labeled with <Wiki> as the preferred knowledge source, 

averaged across three LLMs. Full training details are provided in the original paper’s ap-

4We present multi-source extensions of SR-RAG in Section 5.5.
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pendix [WGC26].

Inference To construct the policy datastore, we use the representation from a middle layer 

in the fine-tuned LLM5, as middle layers are found to be indicative of LLM truthfulness 

[YSC24]. At test time, the datastore index is cached on GPU and similarity search can be 

achieved via a single matrix multiplication. We retrieve 𝑘 = 30 nearest supporting examples 

and construct 𝑝𝐷(<s>|𝑞) from the counts of each knowledge source as the preferred source. 

Then, we impose a threshold 𝜏  on 𝑝𝑀(<Wiki>|𝑞) × 𝑝𝐷(<Wiki>|𝑞) to decide whether the 

external knowledge source should be selected.6

5.3.2 Evaluation

Datasets and Metrics We evaluate on a diverse set of four knowledge-intensive NLP 

tasks. PopQA [MAZ23] is a free-form long-tail open-domain question answering dataset. 

Following Asai et al. [AWW24], we use the subset of 1,399 questions that aims to test 

knowledge of long-tail entities. TriviaQA [JCW17] is an established open-domain question 

answering dataset that features relatively complex and diverse questions. We use the same 

test split and retrieval setup as in Asai et al. [AWW24]. PubHealth [ZLC23] is a fact-

checking dataset focusing on the public health domain. Finally, ARC Challenge [BKK21] 

is a multiple-choice question answering dataset featuring grade-school level science questions. 

Following common practice, we perform lexical post-processing of the model’s output and 

report accuracy for PubHealth and ARC and substring matching for PopQA and TriviaQA.

Baselines We compare SR-RAG with baselines that cover various training and inference 

strategies. (1) First, using the LLM before fine-tuning, we compare with either always 

5Layer 15 for Llama-2-7B-Chat and Phi-3.5–Mini-Instruct and layer 11 for Qwen2.5-7B-Instruct. We 

provide further visualizations and discussions of layer selection in the original paper’s appendix [WGC26].

6𝜏  = 0.1 for Llama-2-7B-Chat and 𝜏  = 0.2 for other models.
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Figure 5.3: Knowledge verbalization significantly affects the LLM ability bound-
ary. For a large number of instances (16.4% - 38.8%, orange), GenRead reverses the 
knowledge source preferences: without considering GenRead, RAG dominates over para-
metric knowledge.

retrieving or always verbalizing with GenRead. (2) As illustrated in Figure 5.2, our main 

baseline is the state-of-the-art prior selective retrieval pipeline, combining the ideas from He 

et al. [HNB21], Asai et al. [AWW24], and Wu et al. [WAZ24]. Specifically, the likelihoods of 

the LLM generating the answer with and without retrieval are used to create the knowledge 

source selection label. Then, we fine-tune the LLM for knowledge source selection (among 

𝑆𝑒 and 𝜙) and generate the answer with optional retrieval. At inference, we apply a uniform 

threshold of 0.2 to the likelihood of the retrieval token for selective retrieval. (3) Always 

retrieving with the fine-tuned LLM after two-staged SR-RAG fine-tuning.

5.4 Results

5.4.1 Knowledge Verbalization Alters Knowledge Source Preference

To motivate SR-RAG, we first show that knowledge verbalization can substantially change 

when an LLM benefits from retrieval. In a pilot study on Llama-2-7B-Chat using four 

datasets from our training mixture, we compare the likelihood of generating the gold an-

swer under three conditions: no context (blue), the most helpful GenRead verbalization 

(𝑐𝑖+, orange), and the most helpful retrieved passage (𝑐𝑒+, red). As shown in Figure 5.3, 
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Answer accuracy

Training Inference PopQA TriviaQA PubHealth ARC Average

Llama-2-7B-Chat

No Fine-tuning Always RAG 0.529 0.641 0.457 0.546 0.543
GenRead 0.247 0.616 0.515 0.605 0.496

Selective RAG Always RAG 0.567 0.640 0.588 0.588 0.596
Selective RAG 0.565 0.638 0.589 0.594 0.597

SR-RAG Always RAG 0.568 0.669 0.689 0.608 0.634
SR-RAG 0.566 0.664 0.730 0.630 0.648

Phi-3.5-Mini-Instruct

No Fine-tuning Always RAG 0.541 0.594 0.549 0.771 0.614
GenRead 0.331 0.567 0.442 0.840 0.545

Selective RAG Always RAG 0.570 0.645 0.701 0.813 0.682
Selective RAG 0.570 0.638 0.704 0.815 0.682

SR-RAG Always RAG 0.567 0.659 0.689 0.820 0.684
SR-RAG 0.566 0.657 0.705 0.854 0.696

Qwen2.5-7B-Instruct

No Fine-tuning Always RAG 0.563 0.667 0.446 0.916 0.648
GenRead 0.334 0.626 0.676 0.875 0.628

Selective RAG Always RAG 0.555 0.654 0.600 0.827 0.659
Selective RAG 0.529 0.648 0.608 0.835 0.655

SR-RAG Always RAG 0.573 0.662 0.596 0.821 0.663
SR-RAG 0.572 0.659 0.682 0.830 0.686

Table 5.1: Main evaluation results on four tasks. The best results are boldfaced. 
Across three backbone LLMs, SR-RAG consistently outperforms selective RAG and always 
retrieving while using a much lower retrieval budget.

GenRead reverses the preferred knowledge source for a large fraction of instances, including 

16% of Natural Questions and over 30% on the other datasets. This indicates that selective 

retrieval methods that omit verbalization can underestimate the LLM’s effective capability 

without retrieval, leading to suboptimal source preference labels and weaker performance 

when retrieval is skipped. Additional details of the study setup are provided in the origi-

nal paper’s appendix [WGC26].
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Retrieval frequency

Training Inference PopQA TriviaQA PubHealth ARC Average

Llama-2-7B-Chat

No Fine-tuning Always RAG 100% 100% 100% 100% 100%
GenRead 0% 0% 0% 0% 0%

Selective RAG Always RAG 100% 100% 100% 100% 100%
Selective RAG 98% 100% 100% 65% 86%

SR-RAG Always RAG 100% 100% 100% 100% 100%
SR-RAG 96% 89% 40% 29% 64%

Phi-3.5-Mini-Instruct

No Fine-tuning Always RAG 100% 100% 100% 100% 100%
GenRead 0% 0% 0% 0% 0%

Selective RAG Always RAG 100% 100% 100% 100% 100%
Selective RAG 100% 95% 91% 83% 92%

SR-RAG Always RAG 100% 100% 100% 100% 100%
SR-RAG 98% 92% 24% 5% 55%

Qwen2.5-7B-Instruct

No Fine-tuning Always RAG 100% 100% 100% 100% 100%
GenRead 0% 0% 0% 0% 0%

Selective RAG Always RAG 100% 100% 100% 100% 100%
Selective RAG 88% 93% 82% 78% 85%

SR-RAG Always RAG 100% 100% 100% 100% 100%
SR-RAG 99% 89% 34% 46% 67%

Table 5.1: Main evaluation results (continued): retrieval frequency (%RAG).

Method PopQA TriviaQA PubHealth ARC Average

Accuracy (Verbalization ≥ Retrieval)

Self-RAG 0.957 0.936 0.867 0.908 0.917
SR-RAG w/o. kNN 0.959 0.930 0.869 0.888 0.912

SR-RAG 0.959 0.943 0.880 0.910 0.923

AUROC (Retrieval > Verbalization)

Self-RAG 0.489 0.503 0.438 0.557 0.497
SR-RAG w/o. kNN 0.490 0.567 0.564 0.513 0.534

SR-RAG 0.577 0.565 0.606 0.533 0.570

Table 5.2: Source selection accuracy. Llama-2-7B-Chat is used. SR-RAG achieves the 
best averaged performance in both evaluation settings.
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Figure 5.4: Accuracy and system latency of SR-RAG. We show the performance of 
fine-tuned Llama-2-7B-Chat with different verbalization frequencies. SR-RAG’s source se-
lection policy (marked with stars) achieves near-optimal accuracy-efficiency trade-off with-
out dataset-specific thresholds.

5.4.2 SR-RAG Improves Accuracy with Reduced Retrieval Frequency

Table 5.1 shows the end-to-end generation performance on three LLMs, demonstrating the 

advantage of SR-RAG over always retrieving, selective retrieval, and other baselines. Rela-

tive to always retrieving with the pretrained model, SR-RAG improves accuracy by 19.3% 

(Llama-2-7B-Chat), 13.4% (Phi-3.5-Mini-Instruct), and 5.9% (Qwen2.5-7B-Instruct). Com-

pared to the selective retrieval baseline, SR-RAG achieves 8.5%/2.1%/4.7% higher accuracy 

while triggering 26%/40%/21% fewer retrievals across the three models, respectively. No-

tably, the selective retrieval baseline saves only 8–15% retrievals and achieves nearly identical 
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Answer accuracy

Training Inference PopQA TriviaQA PubHealth ARC Average

SR-RAG SR-RAG 0.566 0.664 0.730 0.630 0.648
SR-RAG SR-RAG w/o. kNN 0.558 0.658 0.694 0.627 0.634
SR-RAG w/o. kv. label SR-RAG 0.568 0.644 0.598 0.629 0.610
SR-RAG w/o. ℒ𝐷𝑃 𝑂

𝑣𝑒𝑟𝑏 SR-RAG 0.564 0.645 0.674 0.581 0.616

Retrieval frequency (%RAG)

Training Inference PopQA TriviaQA PubHealth ARC Average

SR-RAG SR-RAG 96% 89% 40% 29% 64%
SR-RAG SR-RAG w/o. kNN 94% 77% 72% 56% 75%
SR-RAG w/o. kv. label SR-RAG 100% 100% 100% 84% 96%
SR-RAG w/o. ℒ𝐷𝑃 𝑂

𝑣𝑒𝑟𝑏 SR-RAG 98% 100% 100% 66% 86%

Table 5.3: Ablation studies on SR-RAG. Llama-2-7B-Chat is used as the LLM.

accuracy to always retrieving, suggesting that skipping retrieval alone is not sufficient to re-

liably identify queries that can be handled without external context. In contrast, SR-RAG 

reduces retrieval by 20–40% while maintaining or improving accuracy, driven by accurate 

source selection and a stronger non-retrieval path.

Remarkably, without threshold tuning, SR-RAG can dynamically adapt its retrieval be-

havior. For PopQA, which emphasizes long-tail facts, SR-RAG retrieves external knowledge 

more frequently. For PubHealth and ARC, where the model can often rely on internal knowl-

edge, SR-RAG skips retrieval more and can outperform always retrieving. We find that this 

flexibility also extends to selecting a specialized external source when multiple are present 

(Section 5.5).

5.4.3 SR-RAG Makes Accurate Source Selection Decisions

Can SR-RAG choose the appropriate knowledge source? Table 5.2 compares SR-RAG with 

Self-RAG [AWW24] and an SR-RAG variant without kNN augmentation. We evaluate 

decision quality under two criteria: (1) abstaining from retrieval when skipping retrieval does 

not harm performance and (2) retrieving only when retrieval yields strictly better context. 

Under the first criterion, all methods perform well, and SR-RAG achieves the best overall 
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accuracy. Under the stricter second criterion, SR-RAG substantially improves AUROC, 

outperforming Self-RAG by 14.7% on average. Removing kNN augmentation leads to large 

drops in both accuracy and AUROC, highlighting the benefit of adapting source selection 

to fine-tuning-induced shifts in model behavior.

5.4.4 System Efficiency

We measure end-to-end latency using Llama-2-7B-Chat under a batched inference setting 

(details in Section 5.4.6). Figure 5.4 shows the accuracy-latency trade-off as we vary retrieval 

frequency. As expected, latency improves as fewer instances invoke retrieval, and the opti-

mal retrieval rate varies across datasets. Importantly, SR-RAG’s learned policy achieves a 

near-optimal accuracy-efficiency trade-off across datasets without dataset-specific threshold 

tuning. These results indicate that SR-RAG improves both accuracy and efficiency in a ro-

bust manner.

5.4.5 Ablation Study

We ablate SR-RAG components on Llama-2-7B-Chat in Table 5.3. Disabling kNN-based 

routing (w/o. kNN) increases retrieval frequency and reduces accuracy, confirming that kNN 

augmentation improves robustness to ability shifts introduced by fine-tuning. Removing 

knowledge verbalization during preference labeling (w/o. kv. label) causes the model to over-

rely on retrieval and degrades performance, showing that verbalization-aware supervision is 

important for accurate routing. Finally, ablating stage-2 preference alignment (training stage 

2 with the stage-1 objective) reduces verbalization quality and leads to substantially more 

retrievals, consistent with weaker internal knowledge generation. Together, these results 

indicate that all three components contribute materially to SR-RAG’s overall gains. We 

provide additional analyses in the original paper’s appendix [WGC26] including the choice 

for source labeling heuristics, the size of the policy datastore, and other hyperparameters.
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5.4.6 Latency Formulation

To evaluate the inference efficiency of SR-RAG, we measure the latency in a realistic batched 

inference setup, where the system handles a batch of 𝐵 = 10 queries and returns the results 

for all queries. For the latency experiments presented in the paper, we decompose the system 

latency as follows:

∙ Source Selection Time (𝑇𝑑): The time for the knowledge source selector to determine 

whether to retrieve from external sources or rely on parametric knowledge.

∙ Retrieval Latency (𝑇𝑟𝑠): The time for fetching external knowledge from the database 

if the model chooses to retrieval from an external knowledge source 𝑠. In our batched 

setting, we calculate 𝑇𝑟𝑠 by performing a batched retrieval for all the 𝐵 instances that 

require retrieval and report the per-item latency.

∙ Verbalization Latency (𝑇𝑣): The time for the LLM to verbalize parametric knowl-

edge if the LLM itself is selected as the knowledge source.

∙ Generation Latency (𝑇𝑔): The time for the LLM to generate the response, condi-

tioned on either retrieved or verbalized knowledge.

Thus, the total per-item latency 𝑇total is given by:

𝑇total =

{
𝑇𝑑 + 𝑇𝑣 + 𝑇𝑔, if verbalize,

𝑇𝑑 + 𝑇𝑟𝑠 + 𝑇𝑔, if retrieve from 𝑠.

We have the following remarks:

∙ This formulation assumes that both the retrieval index and the source selection data-

store are pre-constructed. This assumption is reasonable as these indices are only 

constructed once and then constantly reused.
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∙ We choose the batched setup due to the complexity of the retrieval system. For in-

stance, in our implementation of Wikipedia search, it takes around five to ten seconds 

per instance to encode the query and retrieve the most relevant context chunks. The 

batched setting amortizes the latency of single retrieval.

∙ As the nearest-neighbor search only involves one matrix product for similarity calcu-

lation and one top-𝑘 operation, 𝑇𝑑 is generally very small. In fact, we find 𝑇𝑑 (0.01s) 

<< 𝑇𝑔 (0.1s) < 𝑇𝑣 (1s). On the other hand, 𝑇𝑟𝑠 is the major bottleneck of the pipeline. 

As a result, in an online setting, the system’s efficiency gain directly converges to the 

percentage of retrievals it is able to avoid.

5.5 SR-RAG: Multi-Source Extensions

Beyond routing between the LLM itself and an external knowledge source, SR-RAG’s for-

mulation is naturally compatible with routing between multiple external knowledge sources 

as well. In this section, we provide further experiments on routing between three knowl-

edge sources.

5.5.1 Experiment: Routing between General and Specialized Sources

We perform experiments on the PubMed corpus [Nat], which contains professional biomedical 

literature. Compared to Wikipedia and the LLM itself, PubMed has the unique advantage of 

featuring long-tail specialized biomedical knowledge. Meanwhile, it falls short at providing 

knowledge for many general factuality questions, posing a challenge to accurately routing 

the knowledge source.

Based on this new setup, we formulate SR-RAG with three knowledge source tokens: 

<Self>, <Wiki>, and <Pubmed>. We leverage the MedRAG toolkit [XJL24] to implement 

retrieval on PubMed. The training and inference strategies of the two-source SR-RAG recipe 
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naturally extends to this formulation and are followed in our experiments here. For training 

and evaluation, we additionally use PubMedQA [JDL19], a widely used biomedical question 

answering dataset. PubMedQA features short questions extracted from PubMed abstracts 

and provides associated ground truth yes/no/maybe answers. We sample 10k artificially 

generated documents for training (combined with the data mixture used in the main text) 

and 500 examples from the expert-labeled subset for evaluation. The same set of LLMs from 

three families (Llama, Qwen, Phi) are trained and evaluated.

In Table 5.4, we present the three-way routing results of SR-RAG and compare with 

always-RAG as well as GenRead with the model before fine-tuning. Our main find-

ings are as follows:

∙ Adding PubMed as an additional knowledge source does not harm its effec-

tiveness. The results on datasets other than PubMedQA align with the performance 

of two-source SR-RAG reported in the main text.

∙ SR-RAG training improves the model’s ability to verbalize its knowledge 

on PubMedQA as well while being much more efficient than GenRead, as shown by 

the better performance of SR-RAG + Always Verbalizing compared to GenRead.

∙ SR-RAG intelligently routes the best knowledge source for different work-

loads. For PubMedQA, PubHealth, and ARC, where PubMed can outperform Wiki 

by a large margin, SR-RAG frequently self-selects PubMed as the knowledge source. 

On the other hand, on general factuality benchmarks such as PopQA and TriviaQA, 

SR-RAG selects Wikipedia more frequently. More importantly, SR-RAG achieves this 

behavior end-to-end without the need for any manual interventions.

∙ On PubMedQA, the end-to-end SR-RAG achieves the best performance 

compared to the baselines. The trend is consistent across three different LLMs.
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Overall, these experiments confirm the effectiveness of extending SR-RAG to three 

sources and suggests a promising outlook for further extension.

5.6 Conclusion

We present SR-RAG, a novel retrieval-augmented generation (RAG) framework that tightly 

integrates selective retrieval with knowledge verbalization. By reformulating selective re-

trieval as a knowledge source selection problem, SR-RAG enables the LLM to not only 

choose between external and internal knowledge sources but also to serve as a knowledge 

source itself. During inference, SR-RAG leverages internal hidden states and a nearest-

neighbor policy to make accurate, adaptive source selection decisions. Extensive experi-

ments show that SR-RAG significantly improves answer accuracy while reducing retrieval 

frequency and latency, offering a scalable and reliable path forward for more efficient, 

knowledge-aware RAG systems. 
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Training Inference PubMed
QA PopQA TriviaQA PubHealth ARC Average

Llama-2-7B-Chat

No Fine-
tuning

GenRead 0.544 0.247 0.616 0.515 0.605 0.505
Always RAG, Wiki 0.636 0.529 0.641 0.457 0.546 0.562

Always RAG, PubMed 0.656 0.157 0.470 0.612 0.537 0.486

SR-RAG 
(3-

source)

Always RAG, Wiki 0.342 0.587 0.639 0.668 0.639 0.572
Always RAG, PubMed 0.672 0.325 0.539 0.713 0.645 0.642

Always Verbalizing 0.388 0.305 0.572 0.724 0.631 0.579
SR-RAG 0.680 0.583 0.647 0.724 0.655 0.677

(% <Wiki>) 6% 95% 88% 17% 4% 29%
(% <Pubmed>) 91% 4% 7% 70% 86% 64%

(% <Self>) 3% 1% 5% 13% 10% 8%

Phi-3.5-Mini-Instruct

No Fine-
tuning

GenRead 0.376 0.331 0.567 0.442 0.840 0.511
Always RAG, Wiki 0.460 0.541 0.594 0.549 0.771 0.583

Always RAG, PubMed 0.676 0.143 0.356 0.447 0.726 0.470

SR-RAG 
(3-

source)

Always RAG, Wiki 0.486 0.580 0.634 0.676 0.805 0.636
Always RAG, PubMed 0.738 0.302 0.494 0.644 0.813 0.598

Always Verbalizing 0.498 0.327 0.510 0.704 0.819 0.572
SR-RAG 0.736 0.560 0.639 0.716 0.824 0.695

(% <Wiki>) 1% 95% 87% 54% 0% 47%
(% <Pubmed>) 97% 3% 10% 18% 27% 31%

(% <Self>) 2% 2% 3% 28% 73% 22%

Qwen2.5-7B-Instruct

No Fine-
tuning

GenRead 0.418 0.334 0.626 0.676 0.875 0.586
Always RAG, Wiki 0.612 0.563 0.667 0.446 0.916 0.641

Always RAG, PubMed 0.698 0.129 0.469 0.401 0.821 0.504

SR-RAG 
(3-

source)

Always RAG, Wiki 0.358 0.576 0.639 0.637 0.818 0.606
Always RAG, PubMed 0.726 0.307 0.503 0.676 0.824 0.607

Always Verbalizing 0.522 0.303 0.550 0.695 0.828 0.580
SR-RAG 0.730 0.572 0.651 0.681 0.834 0.694

(% <Wiki>) 15% 96% 86% 20% 0% 43%
(% <Pubmed>) 79% 1% 13% 48% 39% 36%

(% <Self>) 6% 3% 1% 32% 61% 21%

Table 5.4: Three-source results. We route between retrieving from Wikipedia, retrieving 
from PubMed, or self-verbalizing knowledge. For each model we report task accuracy 
and the selection frequencies of the individual sources wiki/PubMed/self under SR-RAG’s 
LLM+kNN knowledge source routing scheme.
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Part III

Framing, Discovering, and Evolving 
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CHAPTER 6

Discovering Domain-Specific Policy Knowledge

Content moderation modules are core layers in modern products for managing unsafe or 

low-quality inputs. These systems are guided by domain-specific policies that define allowed 

and disallowed content and support consistent enforcement across labeling, training, and 

deployment [MZA23, VD20, YZ21, ZKR20]. However, drafting and maintaining high-quality 

policies remains costly. It requires domain expertise, repeated iteration, and frequent updates 

as products evolve and new edge cases appear. While studies have explored automatic 

pipelines to improve the effectiveness or reduce the cost of applying the policies [MZA23,

GJW24], a fully human-written policy is still a prerequisite. In this chapter, we challenge 

this assumption by asking:

Can we leverage LLMs to assist in drafting the policies themselves?

To begin with, we frame the task open-domain policy construction. The input is 

a concise domain specification and access to a search engine. The output is a structured 

policy document. Success is measured by downstream utility, such as the accuracy of a fixed 

moderation model when the policy is provided in-context.

We then propose Deep Policy Research (DPR). DPR is a minimal agent that uses only 

web search as an external tool and a lightweight scaffolding scheme for rule writing. Starting 

from a one-sentence domain definition, DPR iteratively identifies missing coverage, issues 

targeted queries, distills retrieved sources into rule predicates, and consolidates them into 

an indexed policy document (Figure 6.1). The indexing stage organizes rules into coherent 

sections, improving readability and helping reader models consume long policies.
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Figure 6.1: An illustration of Deep Policy Research. Based on a domain specification, an 
LLM iteratively interacts with a search engine, extracts policy rules, and indexes the rules 
through keyphrase-based clustering.

We evaluate DPR in two content moderation settings. On the OpenAI undesired content 

benchmark [MZA23] across five domains, DPR improves moderation F1 over both definition-

only prompting and few-shot in-context examples for two compact reader LLMs. Averaged 

across domains, DPR increases F1 from 0.752 to 0.792 on Llama 3.1 8B and from 0.810 to 

0.831 on Qwen2.5 7B, with the largest gains on more subjective categories such as Violence, 

Harassment, and Self-Harm (Section 6.3.2). Under the same seed specification and evalu-

ation protocol, DPR also outperforms a general-purpose deep research system, improving 

average F1 from 0.776 to 0.792 on Llama 3.1 8B and from 0.800 to 0.831 on Qwen2.5 7B 

(Section 6.3.2). We further evaluate DPR on an in-house multimodal advertisement modera-

tion benchmark. Replacing an expert-written domain section with a DPR-generated section 

recovers much of the human policy benefit in several domains and substantially improves 

over removing the section or using only the one-sentence specification (Section 6.4.2).

In summary, we introduce open-domain policy construction and evaluate it by down-

stream utility. We propose Deep Policy Research, a minimal agent that uses web search and 

lightweight scaffolding to synthesize and index domain-specific policies. Across text-only 
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and multimodal moderation settings, DPR-generated policies improve downstream mod-

eration and are competitive with expert-written policy sections in several domains, while 

outperforming a general-purpose deep research baseline under the same protocol. DPR also 

provides a reproducible environment for future work on policy drafting agents, including 

reader-model-specific policy presentation and generating illustrative examples alongside rule 

predicates to clarify decision boundaries.

6.1 Related Work

Policy Use in LLM Systems Recent alignment strategies explicitly incorporate human-

written safety policies into the training or reasoning process of large language models. De-

liberative Alignment fine-tunes LLMs to reason based on an entire written policy before 

responding, yielding safer outputs that strictly adhere to guidelines (e.g. reduced jailbreaks 

and fewer unjustified refusals) [GJW24]. Anthropic’s Constitutional AI similarly forgoes 

direct human feedback in favor of a fixed set of normative principles that the model internal-

izes as a “constitution,” using them to self-criticize and refine its answers [BKK22]. Other 

works integrate policies as part of the reward or decision mechanism: for instance, OpenAI’s 

GPT-4 alignment process included a rule-based reward model that penalized policy viola-

tions during RLHF [MHH24], and recent safety reasoning frameworks train models to follow 

chain-of-thought traces grounded in explicit policy rules [MLZ25].

Policy Writing The direction of automatically creating or refining safety policies has 

been less explored. OpenAI has demonstrated that GPT-4 can assist policy designers by 

identifying ambiguities and edge cases in draft guidelines: the model labels content ac-

cording to a given policy, explains any discrepancies with human judgments, and suggests 

clarifications, thereby accelerating the policy refinement loop [Ope23b]. We build upon 

this intuition and take a step forward, automatically generating policy end-to-end from 
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human-curated domain specifications.

6.2 Approach

6.2.1 Problem Formulation

We study open-domain policy construction. The input is a domain specification 𝑠 that 

describes scope and intent for a single moderation domain, and a search engine 𝒢. The 

output is a policy document 𝑃  consisting of a set of textual rules organized into sections. 

𝑃  can be free-formed or following a hierarchical structure. We evaluate 𝑃  by downstream 

utility in a fixed content moderation setup, where a reader LLM receives 𝑃  in-context and 

performs safe vs. unsafe binary classifications. A policy construction system succeeds if its 

output policy improves downstream moderation performance under the same reader model 

and evaluation protocol.

6.2.2 Deep Policy Research

We present Deep Policy Research (DPR), a minimal research agent that constructs a 

policy by iteratively searching the web and distilling sources into structured rules. DPR 

uses an LLM ℳ as the research model and web search 𝒢 as the only external tool. DPR 

runs for 𝑘 iterations and maintains two artifacts at iteration 𝑖: a policy draft 𝑃𝑖 and an index 

𝐼𝑖 that organizes rules into sections. DPR initializes 𝑃0 ≡ 𝑠 and 𝐼0 ≡ 𝑠.

Concretely, at each iteration 𝑖 ∈ {1, . . . , 𝑘}, DPR performs three steps.

Step 1: Query generation. DPR first analyzes the current policy organization 𝐼𝑖−1 and 

proposes a set of research queries 𝑄𝑖 to expand coverage or refine ambiguous parts of the 

policy. Queries are written to target definitional boundaries, common edge cases, high-risk 

subtypes, and enforcement cues. For each query 𝑞 ∈ 𝑄𝑖, DPR retrieves the top 𝑚 search 
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results using 𝒢 and collects page titles, snippets, and URLs as evidence for rule extraction.

Step 2: Rule extraction and consolidation. Given the retrieved evidence, DPR 

prompts ℳ to extract candidate rules in a consistent schema. Each rule is written as 

a short predicate-style statement with a clear decision boundary and optional qualifiers. 

Concretely, we ask ℳ to produce rules that specify a condition and a moderation decision, 

and to include brief scope qualifiers when needed. DPR then runs a self-critique pass to 

improve precision and reduce noise. In this pass, ℳ removes irrelevant or overly generic 

rules, merges redundant rules that express the same decision boundary, and resolves conflicts 

by preferring rules that are supported by multiple sources or by higher-quality sources. The 

output is a consolidated rule set 𝑅𝑖.

Step 3: Indexing. DPR merges the new rules into the policy draft, 𝑃𝑖 ← 𝑃𝑖−1 ∪ 𝑅𝑖. It 

then organizes the full rule set into sections to form an indexed policy document 𝐼𝑖. We use 

keyphrase-based clustering to build this index. DPR asks ℳ to extract keyphrases for each 

rule, clusters keyphrases into 𝑛 groups using k-means, and asks ℳ to name each cluster 

and write a short section summary that captures the shared theme. Finally, DPR merges 

clusters with overlapping semantics to produce a compact, readable index. The resulting 

𝐼𝑖 is used both as a human-readable policy document and as a coverage signal for the next 

query generation step.

After 𝑘 iterations, DPR outputs the final indexed policy 𝑃 ≡ 𝐼𝑘. Figure 6.1 illustrates 

the overall loop. Our goal is not to engineer complex agent architectures or elaborate scaf-

folding strategies. Instead, we aim to isolate a minimal, reproducible research loop that 

uses a single external tool and lightweight human scaffolding, and to show that this simple 

design can already produce useful, structured policies with measurable downstream utility. 

For reproduction, we list the domain specifications and prompts in the original paper’s ap-

pendix [WLJ26].
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Sexual Hate Violence Harassment Self-Harm Average
Llama 3.1 8B Instruct

Seed Information 0.916 0.757 0.658 0.640 0.788 0.752
In-Context Learning 0.923 0.728 0.582 0.610 0.691 0.707
OAI DR 0.828 0.800 0.738 0.683 0.829 0.776
DPR 0.910 0.813 0.717 0.683 0.835 0.792

Qwen2.5 7B Instruct

Seed Information 0.939 0.817 0.782 0.670 0.842 0.810
In-Context Learning 0.927 0.803 0.645 0.551 0.779 0.741
OAI DR 0.919 0.765 0.763 0.781 0.773 0.800
DPR 0.949 0.811 0.784 0.752 0.860 0.831

Table 6.1: Evaluation results on OpenAI Content Moderation. DPR improves content mod-
eration F1, outperforming both only using seed information or performing in-context learning 
with human-written examples.

6.3 Results: OpenAI Content Moderation

6.3.1 Experimental Setup

We evaluate DPR on the OpenAI undesired content benchmark introduced in Markov et 

al. [MZA23]. Following prior work, we consider five major moderation domains and report 

binary classification F1 computed per domain and averaged across domains. In all settings, 

we keep the downstream reader LLM fixed and vary only the policy provided in-context, so 

differences reflect the utility of the constructed policy rather than changes in the classifier 

or model weights. 

Evaluation We select the five major domains (sexual, hate, violence, harassment, and 

self-harm) and use their official definition as the input for DPR1, as presented in the orig-

inal paper’s appendix [WLJ26]. For each domain, we reserve five examples for validation 

and use the rest for testing. We perform evaluation separately for each domain using the 

1Accessed at https://github.com/openai/moderation-api-release.
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in-domain undesired test examples as well as the safe test examples. To define the utility 

metric for the system-generated policy, we focus the evaluation scope on long-context evalu-

ation with an off-the-shelf LLM. In other words, we directly provide the entire policy in the 

context of the LLM and prompt for the binary safe/unsafe judgment.

DPR Implementation Details We use the domain definitions provided in the origi-

nal paper’s appendix [WLJ26] as the policy specification 𝑠. Unless otherwise stated, we use 

Llama 3.3 70B Instruct [DJP24] as ℳ and Google Search as 𝒢. We run research for 𝑘 = 3 

iterations and use 𝑛 = 20 for clustering.

Baselines We compare DPR with three baselines:

∙ Seed Information: judging with only the seed information 𝑠𝑖 for each domain.

∙ In-Context Learning: we randomly sample three unsafe examples and three safe 

examples as the in-context demonstrations.

∙ OAI DR: we manually run the OpenAI Deep Research Agent through the WebUI. 

The seed information is provided and we use GPT-5.1 as the research model.

6.3.2 Content Moderation Accuracy

Table 6.1 reports results across five domains and two reader LLMs. DPR consistently im-

proves over both Seed Information and In-Context Learning for every domain and reader 

model. Averaged across domains, DPR increases F1 from 0.752 to 0.792 on Llama 3.1 8B and 

from 0.810 to 0.831 on Qwen2.5 7B. Gains are most pronounced in more subjective categories 

such as Violence, Harassment, and Self-Harm, where definition-only prompts leave substan-

tial ambiguity and few-shot demonstrations are brittle. Notably, DPR does not introduce 

regressions on well-specified categories. For Sexual, differences are within 0.01 F1 for both 

readers, indicating that web-grounded refinement can add coverage without injecting noise.

Under the same seed specification and evaluation protocol, DPR also outperforms the 
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general-purpose deep research baseline. On Llama 3.1 8B, the average F1 improves from 

0.776 with OAI DR to 0.792 with DPR. On Qwen2.5 7B, the average improves from 0.800 to 

0.831. This suggests that task-specific structure matters for policy drafting: a simple loop 

that enforces rule extraction, consolidation, and indexed organization can yield more usable 

policies than generic web research when the end goal is downstream moderation.

Overall, these results support two conclusions. First, open-domain policy construction 

can translate into measurable moderation gains even when the downstream model is held 

constant. Second, a minimal agent with a single external tool can be effective when paired 

with lightweight human scaffolding that constrains outputs into actionable rule predicates 

and an indexed document. We provide additional analyses on the research model and in-

dexing design in Section 6.5.

6.4 Results: In-house Multimodal Advertisement Moderation

6.4.1 Experimental Setup

We further evaluate DPR in a real-world multimodal moderation setting using an in-house 

advertisement benchmark. Each example consists of ad text and a thumbnail image, and the 

task is to predict whether the creative complies with an in-house safety policy. We report 

binary classification F1 and evaluate with a fixed vision-language reader model that receives 

the policy in-context. We consider two inference settings, single-sample decoding (S.S.) and 

majority voting (M.V.) over multiple samples. 

Evaluation We select four domains and provide a one-sentence summary as the input 

for DPR, as presented in the original paper’s appendix [WLJ26]. We perform evaluation 

separately for each domain using the in-domain safe and unsafe examples. Similar to the 

previous experiment, we provide the entire policy in the context of an off-the-shelf large vision 
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and language model2 and prompt for the binary safe/unsafe judgment. We experiment in two 

inference settings: single sample (S.S) and majority vote (M.V.) with 10 responses sampled 

with temperature 0.8.

DPR Implementation Details We use Llama 3.3 70B Instruct as the research LLM. 

We keep all the hyperparameter settings consistent with the previous section and the only 

difference is the input domain specification.

This benchmark includes a comprehensive human-written policy document, where each 

section corresponds to a policy domain. Our evaluation therefore focuses on substituting a 

single domain section while keeping the remainder of the policy fixed. We compare five con-

figurations:

1. No Policy removes the target domain section entirely while keeping the other sections.

2. Human Policy uses the full original expert-written policy document.

3. Seed Information replaces the section with the one-sentence domain specification.

4. DPR replaces the section with a DPR-generated policy built from the same one-

sentence specification and web search.

5. DPR + Summary further compresses the DPR index into a shorter rule set to re-

duce prompt length.

6.4.2 Content Moderation Accuracy

Table 6.2 reports results for four domains under both inference settings. Removing the 

domain section or replacing it with only the one-sentence specification degrades performance 

in three of four domains, showing that the domain-specific section carries substantial utility 

beyond the rest of the policy. In contrast, substituting the section with DPR recovers much 

of this benefit. Under single-sample inference, DPR improves the average F1 from 0.68 with 

2We used OpenAI gpt-4o-2024-08-06.
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Misrepresentative Finance Claims Exploitative Offensive
S.S. M.V. S.S. M.V. S.S. M.V. S.S. M.V.

No Policy 0.714 0.727 0.500 0.509 0.793 0.782 0.714 0.786
Seed Information 0.701 0.701 0.553 0.544 0.839 0.885 0.679 0.786
Human Policy 0.740 0.779 0.833 0.877 0.920 0.908 0.893 0.964
DPR 0.727 0.740 0.597 0.597 0.908 0.920 0.786 0.821
DPR + Summary 0.701 0.779 0.588 0.614 0.874 0.908 0.821 0.821

Table 6.2: Evaluation results on in-house multimodal moderation data. DPR improves 
content moderation F1, outperforming both no policy and only using seed information. DPR 
also performs on par with human-written policy in the Mispresentative and Exploitative 
domain. We provide further human evaluations in the original paper’s appendix [WLJ26].

No Policy and 0.69 with Seed Information to 0.75. Gains are largest for visually nuanced 

categories such as Exploitative and Offensive, where the web-sourced rules often capture 

concrete cues and common edge cases that are missing from a short specification.

The fully human-written policy remains strongest overall, but DPR narrows the gap 

substantially in several domains. Under majority voting, DPR reaches near parity on Mis-

representative, achieving 98% of the human policy performance, and it comes within a small 

margin on Exploitative. At the same time, Finance Claims remains a clear outlier. This cat-

egory relies heavily on organization-specific compliance language and fine-grained disclaimer 

patterns, which are difficult to recover from open web sources alone. These results highlight 

both the promise and limits of open-domain policy construction. DPR can quickly bootstrap 

useful draft sections from minimal input, especially in domains where conventions and edge 

cases are well represented in public guidance, while expert-written rules remain important 

for categories driven by proprietary standards.

Finally, DPR + Summary reduces the policy length but can trade off accuracy. The 

compressed policy retains most of the gains on Exploitative and Offensive but loses 1–2 

F1 on Finance Claims and Misrepresentative, suggesting that aggressive compression can 

remove rare qualifiers that the reader model uses for borderline decisions. We also provide 

a human evaluation of the generated rules in the original paper’s appendix [WLJ26].
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6.5 Further Analyses

Alternative Research Model. While the main experiments use Llama 3.3 70B for re-

search, we also ran the pipeline with a smaller Qwen2.5 32B [YYZ24a]. As shown in Fig-

ure 6.3 and Figure 6.4, we observe a similar F1 improvement over the baseline, suggesting 

the generality of the DPR framework.

Convergence Dynamics. Figure 6.2 tracks the number of unique policy rules and the 

number of keyphrase clusters throughout five research iterations. The curve exhibits a rapid 

expansion followed by early stabilisation: over 74% of the final rules are discovered in the 

first iteration, but only 8% further clusters are added after the second. This plateau indicates 

diminishing returns beyond 𝑘 = 3 iterations and justifies our choice of the research budget.

Indexing Strategy. Figure 6.3 and Figure 6.4 compare three ways of presenting the same 

policy to the reader  LLM: (1) a full rule list with the section as the index, (2) a keyphrase 

summary of each cluster, and (3) an ablated “flat” list without section headers. Summaries 

cut the prompt length but come with a small accuracy drop. The indexed rules and the 

flattened list have similar performance on Qwen2.5 7B Instruct. However, on Llama 3.1 8B 

Instruct, the former achieves the best performance. We hypothesize that Llama has a weaker 

long-context ability and thus can benefit more from more structured input formats.

6.6 Conclusion

Deep Policy Research (DPR) shows that open-domain research agents can autonomously syn-

thesize web-sourced information into effective safety policies. Across online text moderation 

and multimodal ad review, DPR outperforms definition-only prompts and example-based 

learning and often recovers nuanced edge cases and policy conventions, demonstrating the 

feasibility of drafting policies from high-level human guidance.
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Figure 6.2: Rule count and cluster count vs. iteration in the Harassment domain for DPR 
initialized with two LLMs. The left panel uses Llama 3.3 70B as the research model and the 
right uses Qwen2.5 32B. Blue circles show rule counts on the left axis, and orange squares 
show keyphrase-cluster counts on the right axis.
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Figure 6.3: Performance vs. iteration in the Harassment domain with two different LLMs for 
DPR and Qwen2.5 7B Instruct as the reader. The panels use Llama 3.3 70B and Qwen2.5 
32B as the research models. We compare moderation F1 using a flat rule list, clustered rules, 
and cluster summaries. The dotted line marks the zero-shot baseline.
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Figure 6.4: Performance vs. iteration in the Harassment domain with two different LLMs for 
DPR and Llama 3.1 8B Instruct as the reader. The panels use Llama 3.3 70B and Qwen2.5 
32B as the research models. We compare moderation F1 using a flat rule list, clustered rules, 
and cluster summaries. The dotted line marks the zero-shot baseline.

Limitations Despite these promising results, several directions remain open for future 

work. First, beyond textual rules, future systems could synthesize representative safe and 

unsafe examples to provide more actionable guidance. Such example-driven policies may 

improve downstream interpretability and generalization. Second, while DPR currently relies 

solely on web content, incorporating human feedback during rule generation or filtering 

could improve factuality, alignment with organizational values, and trustworthiness. Finally, 

although we focus on content moderation, DPR’s methodology may generalize to broader 

safety-critical applications such as alignment training data curation, AI deployment policies, 

or auditing frameworks. We hope our work motivates further exploration into autonomous, 

scalable policy generation methods that complement human oversight and accelerate the 

development of safer AI systems.

Potential Risks Our goal is to study an agentic framework (DPR) that drafts safety 

policies by researching the open web. Even though the downstream task is safety-oriented, 

the approach could introduce new risks. First, web-sourced material may encode historical 
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or societal biases. DPR could surface, compress, or over-generalize such biases into policy 

text, which may propagate into model decisions. Second, policy synthesis can fail subtly 

(e.g., conflating jurisdictions, misreading sources, or hallucinating “best practices”), which 

could lead to over-blocking (chilling legitimate speech) or under-blocking (missing harmful 

content). To mitigate these risks, we recommend that users approach DPR outputs as 

advisory drafts rather than definitive policy, retain human oversight from relevant reviewers, 

and plan to revisit decisions as needs, data, and community expectations evolve. 
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CHAPTER 7

Building a General Procedural

Reasoning Datastore

Test-time scaling, where additional inference-time compute is allocated per instance to im-

prove accuracy, has quickly become a central paradigm for frontier reasoning tasks in math, 

science, and coding [WWS22, WWS23, YYZ23, SLX25, CLS24, LFW25, MYS25]. Recently, 

reasoning models such as OpenAI’s o1 series [Ope24b], DeepSeek R1 [GYZ25], and QwQ 

[Qwe24] are explicitly trained to produce “thinking” tokens. At inference time, their perfor-

mance scales up as they are allowed to “think longer” with a larger token budget.

Despite this progress, one limitation of current test-time scaling strategies is that they 

do not reuse knowledge across reasoning runs. Such knowledge includes both factual 

knowledge, such as definitions, formulas, and theorems, and more importantly procedural 

knowledge: how to reframe a problem, decompose it into subquestions, exploit structure, 

choose an approach, and verify or backtrack when needed. Discarding procedural knowledge 

from prior reasoning trajectories can hurt both accuracy and efficiency, as models are forced 

to repeatedly rediscover useful strategies and revisit unsuccessful lines of thought.

Retrieval-augmented generation (RAG) provides a natural framework for accumulating 

useful knowledge offline and incorporating it at test time. Recent work has begun to in-

terleave retrieval with reasoning or to introduce general-purpose datastores that improve 

reasoning performance [LDJ25, SJM25, LDS25]. However, these systems primarily improve 

access to general background knowledge, while leaving reasoning-specific procedural knowl-

edge implicit. For difficult reasoning tasks, the relevant bottleneck is often not missing facts 
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alone, but missing guidance on what subquestion to solve next and how to solve it. As 

a result, retrieved context is often only loosely aligned with the model’s current reasoning 

state. This weak alignment can be especially problematic for reasoning models, whose long 

reasoning traces may amplify irrelevant contexts. As we later show in our pilot study, stan-

dard document-level RAG can yield limited or even negative gains for reasoning models, 

suggesting the challenge of retrieving knowledge in a form well aligned with the problem and 

easy for reasoning models to leverage (Section 7.4.1). High-quality procedural knowledge is 

rare in standard web corpora, and generic retrieval often fails to surface the right subroutine 

when it is needed.

To address this limitation, we introduce Reasoning Memory, a RAG framework that 

reuses procedural knowledge at scale for reasoning models. As demonstrated in Figure 7.1, 

rather than indexing generic documents, Reasoning Memory builds a procedural datastore 

from existing reasoning trajectories. We segment trajectories into atomic subquestion de-

scriptions paired with concise high-level subroutines, yielding a datastore of over 32M items. 

At inference time, a lightweight in-thought query prompt encourages the model to verbalize 

its current subquestion as a short query. We retrieve relevant subquestion-subroutine pairs 

and inject them into the reasoning trace as implicit procedural priors; their source trajectories 

are not included. We then sample separate groups of reasoning trajectories under diverse 

retrieved procedures and apply a simple length-based uncertainty heuristic to filter both 

subroutines and candidate solutions before selecting the final answer. The result is a simple 

test-time scaling procedure in which additional inference budget enables broader exploration 

under diverse retrieved procedures, leading to stronger performance as compute increases.

Empirically, Reasoning Memory delivers consistent gains across open-weight reasoning 

models, inference budgets, and frontier benchmarks in math, science, and coding. It outper-

forms document-level RAG, trajectory- and template-based procedural RAG, and compute-

matched test-time scaling without retrieval. With the higher inference budget, averaged 

across models and tasks, it improves accuracy by 19.5% over no retrieval and by 8.9% over 

119



A triangle has side lengths 13, 14, 
and 15. Let O be its circumcenter and 
H be its orthocenter. Compute OH^2.

Okay, so I got this math question…
…

(10k tokens)

For problems like this, I should use Heron’s formula.
1. Let the side lengths be a, b, c.
2. Compute the semiperimeter s = (a + b + c) / 2.
3. Compute the area K = sqrt(s(s-a)(s-b)(s-c)).
4. Simplify the expression to keep an exact value.What is the relationship between a triangle’s circumradius and the 

distance from its circumcenter to its orthocenter? 

How to compute the area of a triangle given its side lengths?

How to compute the circumradius of a triangle given side lengths?

SQ 1 SR 1

SQ 2 SR 2

A triangular park has sides AB=90m, 
BC=100m,  and CA=170m. A 
straight footpath from B meets AC at 
D such that BD ⟂ AC. What is the
area of the park?

<think> … let me frame a 
Google search query for a 

similar basic problem: 

area of triangle given 
three sides

SQ 3 SR 3

Procedural Knowledge 
DatastoreSubquestion SubroutineReasoning Trajectory

Query Verbalization Scaling with Procedural Knowledge Retrieval

Trajectory 1-1SQ 1 SR 1

SQ 2 SR 2

SQ 3 SR 3

Trajectory 1-2 Trajectory 1-3

Trajectory 2-1 Trajectory 2-2 Trajectory 2-3

Trajectory 3-1 Trajectory 3-2 Trajectory 3-3

(a) Datastore Construction

(b) RAG Inference (a) Datastore construction (continued)

A triangle has side lengths 13, 14, 
and 15. Let O be its circumcenter and 
H be its orthocenter. Compute OH^2.

Okay, so I got this math question…
…

(10k tokens)

For problems like this, I should use Heron’s formula.
1. Let the side lengths be a, b, c.
2. Compute the semiperimeter s = (a + b + c) / 2.
3. Compute the area K = sqrt(s(s-a)(s-b)(s-c)).
4. Simplify the expression to keep an exact value.What is the relationship between a triangle’s circumradius and the 

distance from its circumcenter to its orthocenter? 

How to compute the area of a triangle given its side lengths?

How to compute the circumradius of a triangle given side lengths?

SQ 1 SR 1

SQ 2 SR 2

A triangular park has sides AB=90m, 
BC=100m,  and CA=170m. A 
straight footpath from B meets AC at 
D such that BD ⟂ AC. What is the
area of the park?

<think> … let me frame a 
Google search query for a 

similar basic problem: 

area of triangle given 
three sides

SQ 3 SR 3

Procedural Knowledge 
DatastoreSubquestion SubroutineReasoning Trajectory

Query Verbalization Scaling with Procedural Knowledge Retrieval

Trajectory 1-1SQ 1 SR 1

SQ 2 SR 2

SQ 3 SR 3

Trajectory 1-2 Trajectory 1-3

Trajectory 2-1 Trajectory 2-2 Trajectory 2-3

Trajectory 3-1 Trajectory 3-2 Trajectory 3-3

(a) Datastore Construction

(b) RAG Inference

A triangle has side lengths 13, 14, 
and 15. Let O be its circumcenter and 
H be its orthocenter. Compute OH^2.

Okay, so I got this math question…
…

(10k tokens)

For problems like this, I should use Heron’s formula.
1. Let the side lengths be a, b, c.
2. Compute the semiperimeter s = (a + b + c) / 2.
3. Compute the area K = sqrt(s(s-a)(s-b)(s-c)).
4. Simplify the expression to keep an exact value.What is the relationship between a triangle’s circumradius and the 

distance from its circumcenter to its orthocenter? 

How to compute the area of a triangle given its side lengths?

How to compute the circumradius of a triangle given side lengths?

SQ 1 SR 1

SQ 2 SR 2

A triangular park has sides AB=90m, 
BC=100m,  and CA=170m. A 
straight footpath from B meets AC at 
D such that BD ⟂ AC. What is the
area of the park?

<think> … let me frame a 
Google search query for a 

similar basic problem: 

area of triangle given 
three sides

SQ 3 SR 3

Procedural Knowledge 
DatastoreSubquestion SubroutineReasoning Trajectory

Query Verbalization Scaling with Procedural Knowledge Retrieval

Trajectory 1-1SQ 1 SR 1

SQ 2 SR 2

SQ 3 SR 3

Trajectory 1-2 Trajectory 1-3

Trajectory 2-1 Trajectory 2-2 Trajectory 2-3

Trajectory 3-1 Trajectory 3-2 Trajectory 3-3

(a) Datastore Construction

(b) RAG Inference

(b) RAG inference (continued)

A triangle has side lengths 13, 14, 
and 15. Let O be its circumcenter and 
H be its orthocenter. Compute OH^2.

Okay, so I got this math question…
…

(10k tokens)

For problems like this, I should use Heron’s formula.
1. Let the side lengths be a, b, c.
2. Compute the semiperimeter s = (a + b + c) / 2.
3. Compute the area K = sqrt(s(s-a)(s-b)(s-c)).
4. Simplify the expression to keep an exact value.What is the relationship between a triangle’s circumradius and the 

distance from its circumcenter to its orthocenter? 

How to compute the area of a triangle given its side lengths?

How to compute the circumradius of a triangle given side lengths?

SQ 1 SR 1

SQ 2 SR 2

A triangular park has sides AB=90m, 
BC=100m,  and CA=170m. A 
straight footpath from B meets AC at 
D such that BD ⟂ AC. What is the
area of the park?

<think> … let me frame a 
Google search query for a 

similar basic problem: 

area of triangle given 
three sides

SQ 3 SR 3

Procedural Knowledge 
DatastoreSubquestion SubroutineReasoning Trajectory

Query Verbalization Scaling with Procedural Knowledge Retrieval

Trajectory 1-1SQ 1 SR 1

SQ 2 SR 2

SQ 3 SR 3

Trajectory 1-2 Trajectory 1-3

Trajectory 2-1 Trajectory 2-2 Trajectory 2-3

Trajectory 3-1 Trajectory 3-2 Trajectory 3-3

(a) Datastore Construction

(b) RAG Inference

Figure 7.1: Illustration of the Reasoning Memory framework. (a) We extract self-
contained procedural knowledge from diverse public reasoning trajectories to construct a 
datastore. (b) At inference time, we retrieve top-𝑘 subquestion-subroutine pairs, generate 
separate groups of candidate trajectories under each subroutine, and filter and rank the 
candidates. The source trajectories are not inserted.
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the compute-matched baseline. Our analyses further show that performance improves with 

larger and more diverse procedural datastores, and under a fixed inference budget, it is more 

effective to explore multiple trajectories under a small set of high-quality retrieved subrou-

tines than to spend the same compute under a single subroutine. Additional ablations on 

datastore construction and in-thought querying identify the contribution of our design.

7.1 Related Work

Test-time Scaling for Reasoning Test-time scaling allocates additional inference-time 

compute per instance to improve performance on challenging math, science, and coding tasks 

[WWS22, CLS24, Dee24]. Starting from Chain-of-Thought prompting [WWS22], prior work 

has explored two broad paradigms. Sequential scaling extends a single trajectory through 

planning, reflection, self-correction, and backtracking [MTG23, CLS24, LFW25, MYS25,

XDW25], while parallel scaling samples multiple candidates and combines them through se-

lection or aggregation [WWS23, YYZ23, SLX25]. Recent reasoning models explicitly trained 

to produce long thinking prefixes, including OpenAI’s o1 series [Ope24b], DeepSeek R1, and 

QwQ [GYZ25, Qwe24], exhibit strong inference-time scaling behavior, and simple budget 

forcing can already yield strong gains on math and science benchmarks [MYS25]. An-

other line of work combines parallel scaling with search, including process reward models 

and Monte Carlo Tree Search style methods [WLS24, GNH24, PLG25]. Our work targets 

reasoning models and augments test-time scaling with a procedural knowledge datastore de-

rived from prior reasoning trajectories. It supports sequential scaling by injecting retrieved 

procedures into the thinking process and parallel scaling by exploring different retrieved sub-

routines.

Memorizing Procedural Knowledge A complementary line of work studies how to rep-

resent and reuse procedural knowledge such as workflows, strategies, or templates distilled 
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from experience. Agent Workflow Memory [WMF25] induces reusable workflows from web 

navigation traces, while ReasoningBank [OYH25] converts successful and failed episodes 

into compact strategies and supports memory-aware test-time scaling. Think-in-Memory 

[LYS23] and Dynamic Cheatsheet [SYB25] maintain or adapt memories across interactions 

and tasks, while Retrieval-of-Thought [AKA25] and trajectory-informed memory [FIJ26] 

reuse prior thoughts or agent experience. Outside web agents, Buffer of Thoughts [YYZ24b] 

distills high-level thought templates from problem-solving traces and retrieves them for new 

instances. Related approaches, including Self-Discover [ZPR24], ReasonFlux [YYC25], and 

RLAD [QSL25], similarly operate over libraries of heuristics or natural-language abstractions 

to improve reasoning. Stylistic structure can itself affect reasoning distillation [LY25], so we 

treat the plan-like form of subroutines as a possible aid rather than attributing gains to 

style alone. Our contribution is to operationalize procedural memory as a 32M-entry datas-

tore, active in-thought retrieval interface, and compute-matched scaling recipe for reasoning 

models on math, science, and coding tasks.

RAG for Reasoning Retrieval-augmented generation (RAG) equips language models 

with external knowledge through retrieval and in-context conditioning [GLT20, LPP20,

SMY24]. While most RAG systems are developed for factuality-related tasks, a smaller line of 

work studies RAG for reasoning-intensive settings. CompactDS builds a compact and diverse 

web-scale datastore and applies standard retrieval to improve performance on multiple rea-

soning benchmarks [LDS25]. ReasonIR trains a retriever specialized for reasoning-intensive 

retrieval [SQK25]. TRACE constructs reasoning chains from retrieved evidence [FMM24], 

while RAT iteratively revises reasoning steps using retrieved information [WLL24]. Agentic 

search systems such as Search-o1 [LDJ25] and R1-Searcher [SJM25] instead let models issue 

queries during reasoning and incorporate retrieved documents. These methods primarily use 

retrieval to ground reasoning in external information. Reasoning Memory instead retrieves 

compact procedures distilled from prior reasoning trajectories and supplies them directly to 
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the thinking process.

7.2 Reasoning Memory: Approach

We introduce Reasoning Memory, a RAG framework that induces, retrieves, and reuses 

procedural knowledge at scale for reasoning models. As shown in Figure 7.1, we first distill 

public reasoning trajectories into a datastore of subquestion-subroutine pairs (Section 7.2.1). 

At inference time, the model verbalizes its current subquestion as a compact query, and the 

retrieved procedures are injected directly into its thinking stream (Section 7.2.2). We then 

use multiple retrieved subroutines as implicit priors for test-time scaling (Section 7.2.3).

7.2.1 Procedural Knowledge Datastore

Problem-solving trajectories of current reasoning models contain rich procedural knowledge, 

but they are too long and noisy to reuse directly. Reasoning Memory therefore converts them 

offline into a procedural knowledge datastore of natural-language subquestions and concise 

solution subroutines, which supports both effective retrieval and efficient in-context use.

Formally, let a trajectory instance be (q, a, r), where q is the original problem, a is 

the final answer, and r is the intermediate reasoning trace. We map (q, r) to a set of 𝐾

subquestion-subroutine pairs {(𝑞𝑖, 𝑠𝑖)}𝐾
𝑖=1 using a two-step prompting pipeline. First, we 

derive self-contained subquestions {𝑞𝑖} that capture the key intermediate goals in the trajec-

tory. Then, for each 𝑞𝑖, we generate a concise subroutine 𝑠𝑖 that summarizes the high-level 

procedure used to address it, while abstracting away local calculations and incidental trial-

and-error. We do not enforce a single abstraction level: the datastore contains both broad 

strategies and local procedures to match subquestions of different granularity. This yields a 

reusable representation that remains short enough to serve as an in-context procedural prior.

Rather than collecting trajectories from scratch, we build the datastore from the publicly 

released Nemotron V1 corpus [NGM25], which covers diverse math, science, and coding ques-
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tions. The resulting datastore contains approximately 32 million (𝑞𝑖, 𝑠𝑖) pairs. On average, 

subquestions contain 19.2 tokens, subroutines 207.9 tokens, and each trajectory contributes 

10.5 subquestions. The full datastore construction details are presented in the original pa-

per’s appendix [WSY26]. QwQ-32B is used for both prompting steps1.

Source Corpus and Deduplication We use the math, stem, and code subsets, which 

contain 2.0, 20.7, and 1.9 million trajectories, respectively. Nemotron pairs each question 

with multiple reasoning trajectories generated with a teacher model. Empirically, we found 

that these trajectories often converge to similar general approaches and differ mostly in local 

steps or formatting. As such, decomposing a large number of trajectories for each question 

would bring marginal gains in datastore diversity. We thus select the first trajectory per 

question to construct the datastore. After this deduplication process, we obtained roughly 

170k unique questions for math, 3 million for stem, and 34k for code, comprising approxi-

mately 10% of the original dataset. Each trajectory contains a user question and a response 

generated by DeepSeek-R1.

7.2.2 In-Thought Active Retrieval Augmentation

Given a large datastore of self-contained problem-procedure pairs, the next challenge is 

querying it effectively to benefit a reasoning model’s thinking process. To begin with, 

prompting the model to follow certain query generation formats within its thoughts is chal-

lenging. On the other hand, approaches such as Search-o1 [LDJ25] that defer query genera-

tion until extensive reasoning is expensive and is better suited factuality-related gaps than 

reasoning strategies which require early interventions to model thinking.

Inspired by Jiang et al. [JXG23], we instead leverage a simple thought-hijacking prompt 

to enable query generation part of the thinking stream itself. Concretely, we start the model’s 

1Smaller models are also effective, as most of the knowledge is already in the trajectories (Table 7.2).
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thinking with the following meta-thinking sentence:

Now, let me search for a similar basic problem whose solution

can help unblock me for solving the current step. Let me

frame it as a more high-level google search query:

We extract the next sentence in the continuation as the retrieval query ~𝑞. Here, “search 

query” denotes a short search-style verbalization rather than a keyword-only query. It iden-

tifies the initial subproblem and removes incidental details such as long specifications, ad-hoc 

entities, symbols, examples, and formatting constraints. In practice, this produces concise 

subquestion descriptions that align well with datastore subquestions. Given ~𝑞, we retrieve 

the top-𝑘 subquestions and their corresponding subroutines, denoted by {(𝑞𝑗, 𝑠𝑗)}𝑘
𝑗=1, using a 

standard dense retriever. The subquestion acts as a concise key for its associated procedure; 

matching a question-like query to this key is more direct than matching it to procedural 

prose. The original source trajectories are not inserted at inference time. For each retrieved 

pair, we insert the following hint directly into the reasoning stream:

[hint] Here is a problem solving procedure for a related

question “𝑞𝑗": 𝑠𝑗 [end of hint]

This hint is followed by a simple continuation cue, “Okay,”. The model then continues 

reasoning conditioned on the retrieved procedural prior. Because both the query and the 

retrieved subroutine appear in the same thinking channel, retrieval acts as a lightweight 

extension of the model’s ongoing reasoning.

7.2.3 Inference-Time Scaling with Reasoning Memory

Finally, Reasoning Memory introduces a test-time scaling method that naturally adapts to 

different compute budgets (in terms of samples) by adjusting the diversity of retrieved proce-

dures and intensity of per-procedure compute. Given a sampling budget of at most 𝑚 samples 

125



and top-𝑘 retrieved subroutines {(𝑞𝑗, 𝑠𝑗)}𝑘
𝑗=1, we allocate ⌊𝑚/𝑘⌋ samples to each retrieved 

subroutine using the retrieval-augmented prompt from Section 7.2.2. Each subroutine con-

ditions a separate group of newly generated trajectories rather than being concatenated with 

the other retrieved subroutines. This yields a pool of candidate trajectories {𝜋𝑗,ℓ}, where 

𝑗 ∈ {1, . . . , 𝑘} indexes the retrieved subroutine and ℓ ∈ {1, . . . , ⌊𝑚/𝑘⌋} indexes samples 

under that subroutine.

We then score each trajectory 𝜋𝑗,ℓ with an uncertainty measure 𝑟𝑗,ℓ and normalize scores 

across the full pool:

~𝑟𝑗,ℓ ≡
max𝑗′,ℓ′ 𝑟𝑗′,ℓ′ − 𝑟𝑗,ℓ

max𝑗′,ℓ′ 𝑟𝑗′,ℓ′ −min𝑗′,ℓ′ 𝑟𝑗′,ℓ′
.

For each retrieved subroutine, we compute an average quality score

�𝑟𝑗 ≡
1

⌊𝑚/𝑘⌋

⌊𝑚/𝑘⌋P
ℓ=1

~𝑟𝑗,ℓ .

We retain subroutines with �𝑟𝑗 > 𝜏 , rank their associated trajectories by confidence, and keep 

the top 𝑛 samples for pass@1-based evaluation. If fewer than 𝑛 samples remain, we backfill 

with the highest-confidence samples from the filtered-out pool.

Inspired by Hassid et al. [HSA25], we use the thinking length as the default uncertainty 

score. The intuition is that uncertain reasoning tends to produce longer traces due to extra 

branching and backtracking. Concretely, we set 𝑟𝑗,ℓ to the generated trajectory length in to-

kens, so that after normalization, larger ~𝑟𝑗,ℓ indicates a shorter and potentially more confident 

trajectory relative to the rest of the pool. The subroutine score �𝑟𝑗 therefore measures whether 

a retrieved subroutine tends to induce shorter samples. By design, the pipeline is compatible 

with other uncertainty signals, such as log-likelihood, entropy, or self-evaluated relevance. 

Nevertheless, we find length to be a strong and simple choice among these alternatives and 

use it for the main results. Length is only a heuristic confidence proxy: verbosity differences 

and premature convergence can break the correlation between shorter traces and correctness. 

Averaging across samples for each subroutine reduces reliance on any single short trajectory, 

but does not eliminate mismatched retrievals (the original paper’s appendix [WSY26]). We 
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provide a full comparison in Section 7.4.8.

7.3 Experimental Setup

Models We focus on open-weight reasoning models that expose their thinking tokens. 

Our main evaluation uses three models spanning different sizes, base model families, and 

post-training recipes: DeepSeek-R1-Distill-Llama-8B [GYZ25], OpenThinker3-7B [GMK25], 

and Qwen3-32B [YLY25]. Each model is used in the reasoning mode without addi-

tional fine-tuning.

Benchmarks and Metrics We evaluate on challenging math, science, and coding bench-

marks. For math, we use AIME 2024 and AIME 2025 (30 problems each) [Mat24], and 

MATH500 [LKB24], a standard subset of the MATH test set [HBK21]. For science, we use 

GPQA-Diamond (GPQA-D) [RHS24]. For coding, we use LiveCodeBench (LCB) [JHG25]; 

following the filtering criteria of Li et al. [LDJ25], we evaluate on 112 problems from re-

leases V1–V4 and 109 problems from releases V5–V6. We use standard metrics from prior 

work: math-equal for AIME and MATH500, exact match for GPQA-D, and execution-based 

pass@1 for LiveCodeBench, using the implementations of Li et al. [LDJ25]. Unless otherwise 

specified, we sample 𝑚 = 8 trajectories per problem and report the averaged performance 

(equivalent to pass@1). For methods with uncertainty-based selection, the performance is 

averaged over the selected 𝑛 samples after filtering. Our main setting uses (𝑚, 𝑛) = (8, 4). 

We also evaluate (𝑚, 𝑛) = (30, 8) and analyze larger budgets up to 𝑚 = 100 in Section 7.4.4.

Baselines We compare Reasoning Memory with baselines covering RAG with trajectory-

level knowledge, template-based procedural knowledge, document-level factual knowledge, 

as well as retrieval-free uncertainty-based test-time scaling.

∙ No RAG. The model solves each problem without retrieval.
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∙ Trajectory RAG. We retrieve reasoning trajectories from the Nemotron v1 corpus 

using the question as the query, and either (1) prepend the first 256 tokens of each of 

the top 3 trajectories (prefix) or (2) compress the top trajectory into a short summary 

and prepend it (summary). This baseline uses the same source corpus as Reasoning 

Memory, but operates at the trajectory level rather than the subroutine level.

∙ Template RAG. We instantiate RAG over small human-designed or automatically 

distilled template libraries from prior work. The ReasonFlux variant uses templates 

from Yang et al. [YYC25], and the Self-Discover  variant uses templates from Zhou 

et al. [ZPR24]. For fairness, all retrieved reasoning templates are injected into the 

thinking stream in the same way as in Reasoning Memory.

∙ Document RAG. We include two factual knowledge retrieval baselines: retriev-

ing from CompactDS  following Lyu et al. [LDS25], and retrieving from Google2. In 

both cases, the original question is used as the query and the retrieved passages are 

prepended to the question in the prompt, following Li et al. [LDJ25].

∙ Length Scaling. A retrieval-free test-time scaling baseline inspired by Hassid et 

al. [HSA25]. We sample 𝑚 independent trajectories and select 𝑛 high-confidence ones 

using the length-based uncertainty heuristic from Section 7.2.3. This isolates the ben-

efit of procedural retrieval3. We evaluate (𝑚, 𝑛) = (8, 4) and (30, 8).

∙ Reasoning Memory. Our full method retrieves 𝑘 procedural subroutines from 

the Nemotron-based datastore, injects them in thought using the thought-hijacking 

prompt, and performs two-stage length-based filtering over 𝑚 trajectories. We use 

2We set the search date cutoff to 2023/12/31 to prevent data contamination.

3In the main text, we do not apply length scaling to the other baselines, since this is not standard practice. 

When added, the relative performance trends remain similar. Results are reported in the original paper’s ap-

pendix [WSY26].
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𝜏 = 0.1 and evaluate (𝑚, 𝑛, 𝑘) = (8, 4, 3) or (30, 8, 10), carefully matching the sam-

pling budget of the Length Scaling baseline.

For all retrieval-based methods, we use ReasonIR-8B [SQK25] as the retriever. Full 

implementation and efficiency details are provided in the original paper’s appendix [WSY26].

7.4 Results

7.4.1 Standard Document RAG is Poorly Aligned with Reasoning Models

We begin with a pilot study to test whether a standard document-level RAG pipeline bene-

fits reasoning models in the same way it has been shown to benefit instruction-tuned models. 

CompactDS reported that a web-scale general document datastore can improve instruction-

tuned models on challenging reasoning benchmarks, but did not evaluate this setup on 

reasoning models [LDS25]. We therefore follow the CompactDS setup and compare paired 

instruction-tuned and reasoning models from the same families on AIME 2024, GPQA-

Diamond, and LiveCodeBench. Full setup details are presented in the original paper’s ap-

pendix [WSY26].

Figure 7.2 shows a consistent pattern across model families and tasks: instruction-tuned 

models benefit modestly from retrieved documents, while the corresponding reasoning mod-

els often gain little or even degrade. This suggests that standard document-level RAG is 

poorly aligned with reasoning models, whose current subquestions often require procedu-

ral guidance rather than generic background context. In Section 7.4.2, we further diagnose 

this phenomenon using synthesized knowledge. The results show that reducing retrieval 

noise makes injected knowledge more effective, and that the type of knowledge also matters: 

procedural guidance yields larger gains than factual knowledge for reasoning models. This 

distinction is functional rather than absolute: a subroutine may include a fact, theorem, or 

formula, but explains how to apply and verify it within a solution process. This motivates 
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Figure 7.2: Standard document RAG benefits instruction-tuned models more than 
reasoning models. Under the CompactDS pipeline, instruction-tuned models obtain mod-
est gains from retrieval, whereas the corresponding reasoning models often see limited gains 
or even degradation, despite much stronger no-retrieval performance.

our focus on compact procedural subroutines rather than general documents.

7.4.2 Controlled Knowledge Injection: Factual vs. Procedural

The CompactDS result above leaves open an important question: are reasoning models 

inherently incompatible with retrieval, or is the issue the form of the retrieved knowledge? 

To probe this question, we run a controlled knowledge injection study in which the retrieved 

content is synthesized to be directly relevant to each evaluation problem.

For each problem from AIME 2024, GPQA-Diamond, and LiveCodeBench, we prompt 

a strong model (GPT-5.2 via API, OpenAI [Ope25a]) to synthesize a short paragraph that 

is helpful for solving the problem while satisfying two constraints: (1) it must not reveal 

the final answer, and (2) it must not provide intermediate computations or step-by-step 

derivations that could leak the answer. We synthesize two types of content: (1) factual 

knowledge, including definitions, formulas, and theorems, and (2) procedural knowledge, in-
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Figure 7.3: Utility of different types of synthesized knowledge. We report perfor-
mance gains relative to the no-retrieval setting. Both factual and procedural knowledge help, 
but procedural knowledge yields larger gains across tasks and model families.

cluding high-level decomposition strategies, solution plans, and verification heuristics. The 

resulting paragraph is typically 100–200 tokens long and is inserted into the same prompt 

location used for CompactDS documents.

Figure 7.3 reports performance deltas from the no-retrieval setting. Both instruction-

tuned and reasoning models improve when given synthesized knowledge, which suggests that 

retrieval itself is not the core issue. Instead, the usefulness of retrieval depends strongly on 

the form and alignment of the injected content. In particular, reasoning models benefit much 

more from these targeted knowledge paragraphs than from retrieved CompactDS documents, 

even though both are inserted through the same prompt template. This supports the view 

that reasoning models are sensitive to the relevance and specificity of the injected context.

Procedural knowledge is consistently more helpful than factual knowledge across tasks 

and model families. We hypothesize that this is because many difficult reasoning problems 

are bottlenecked less by missing background facts than by missing guidance on how to de-

compose the problem, choose a strategy, or verify an intermediate direction. This pattern 

is especially natural for AIME and LiveCodeBench, which often require problem reframing 

and multi-step inference. GPQA-Diamond benefits somewhat more from factual knowledge, 

likely because some questions can be answered more directly from domain concepts or defi-

nitions, but procedural guidance remains stronger overall.

These results motivate our focus on building a scalable datastore that explicitly captures 
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procedural knowledge and retrieves it in a form that reasoning models can readily use.

7.4.3 Main Results

Table 7.1 summarizes the end-to-end accuracy of Reasoning Memory and all baselines. Most 

baselines fail to consistently outperform No RAG on frontier reasoning tasks. Averaged 

over all tasks, only Google-based Document RAG improves over No RAG for two mod-

els: DeepSeek-R1-Distill-Llama-8B (0.422 vs. 0.413) and Qwen3-32B (0.661 vs. 0.634). In 

contrast, Reasoning Memory consistently improves over No RAG by a substantial margin, 

reaching 0.580 versus 0.500 when averaged across all models and tasks. The gains span the 

evaluated 7–8B models and Qwen3-32B, with the largest improvement on OpenThinker3-7B. 

This shows that, under a simple RAG pipeline, reasoning models benefit much more from 

large-scale procedural retrieval than from web documents, full trajectories, or small tem-

plate libraries.

Reasoning Memory also remains stronger than the retrieval-free Length Scaling baseline 

in most settings, winning 34 out of 36 comparisons across models, tasks, and the two budget 

settings 𝑚 ∈ {8, 30}. Increasing the inference budget further improves performance. At 

𝑚 = 30, Reasoning Memory improves over No RAG by 0.12 (19.0%) on math, 0.05 (9.8%) on 

science, and 0.09 (28.9%) on coding, averaged across models. These gains support procedural 

knowledge retrieval as an effective way to improve test-time scaling for reasoning models. 

We next examine this effect in more detail and show that the gap remains consistent as the 

inference budget increases and more samples are drawn. In the later sections, we also analyze 

the datastore composition and key design ablations in detail. Additional empty-context and 

majority-vote controls are reported in Section 7.4.7, and qualitative examples are provided 

in the original paper’s appendix [WSY26].
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Method Ret. 𝑚 Math Science Code (LCB)
AIME

24’
AIME

25’
MATH

500 GPQA-D V1-4 V5-6

DeepSeek-R1-Distill-Llama-8B
No RAG N/A 8 0.461 0.350 0.806 0.427 0.220 0.211
Trajectory RAG (Prefix) Proc. 8 0.425 0.246 0.784 0.391 0.195 0.128
Trajectory RAG (Summary) Proc. 8 0.408 0.321 0.822 0.431 0.184 0.121
Template RAG (ReasonFlux) Proc. 8 0.450 0.342 0.828 0.417 0.174 0.210
Template RAG (Self-Discover) Proc. 8 0.442 0.296 0.821 0.414 0.213 0.247
Document RAG (CompactDS) Fact. 8 0.356 0.312 0.818 0.319 0.208 0.172
Document RAG (Google) Fact. 8 0.483 0.351 0.838 0.383 0.246 0.228
Length Scaling N/A 8 0.508 0.325 0.815 0.426 0.255 0.278
Reasoning Memory Proc. 8 0.511 0.364 0.838 0.444 0.278✣ 0.292✣

Length Scaling N/A 30 0.548 0.358 0.802 0.447 0.282 0.302
Reasoning Memory Proc. 30 0.575 0.392✣ 0.836✣ 0.461 0.310✣ 0.325✣

OpenThinker3-7B
No RAG N/A 8 0.470 0.392 0.841 0.438 0.318 0.266
Trajectory RAG (Prefix) Proc. 8 0.429 0.358 0.828 0.437 0.242 0.249
Trajectory RAG (Summary) Proc. 8 0.438 0.354 0.855 0.451 0.242 0.260
Template RAG (ReasonFlux) Proc. 8 0.467 0.354 0.830 0.457 0.262 0.268
Template RAG (Self-Discover) Proc. 8 0.442 0.392 0.825 0.441 0.276 0.279
Document RAG (CompactDS) Fact. 8 0.454 0.333 0.846 0.458 0.292 0.258
Document RAG (Google) Fact. 8 0.501 0.422 0.864 0.452 0.235 0.231
Length Scaling N/A 8 0.612 0.506 0.876 0.484 0.333 0.344
Reasoning Memory Proc. 8 0.725✣ 0.646✣ 0.908✣ 0.522✣ 0.362✣ 0.397✣

Length Scaling N/A 30 0.647 0.528 0.873 0.502 0.345 0.343
Reasoning Memory Proc. 30 0.758✣ 0.679✣ 0.911✣ 0.542✣ 0.381✣ 0.412✣

Qwen3-32B
No RAG N/A 8 0.789 0.586 0.905 0.669 0.387 0.465
Trajectory RAG (Prefix) Proc. 8 0.683 0.408 0.895 0.607 0.249 0.432
Trajectory RAG (Summary) Proc. 8 0.629 0.429 0.895 0.595 0.267 0.418
Template RAG (ReasonFlux) Proc. 8 0.654 0.500 0.901 0.644 0.300 0.278
Template RAG (Self-Discover) Proc. 8 0.667 0.483 0.903 0.633 0.312 0.339
Document RAG (CompactDS) Fact. 8 0.604 0.388 0.899 0.602 0.267 0.284
Document RAG (Google) Fact. 8 0.795 0.767 0.919 0.678 0.382 0.426
Length Scaling N/A 8 0.792 0.591 0.903 0.699 0.399 0.444
Reasoning Memory Proc. 8 0.825✣ 0.767 0.926✣ 0.674 0.462✣ 0.503✣

Length Scaling N/A 30 0.812 0.619 0.908 0.682 0.405 0.476
Reasoning Memory Proc. 30 0.838 0.754✣ 0.923✣ 0.681 0.471✣ 0.508✣

Table 7.1: Main results of all methods in math, science, and coding domains. Ret. 
= type of retrieved knowledge, Proc. = procedural, Fact. = factual. Bold numbers mark 
the best performance under the same budget. ✣ = statistically significantly better than 
the second best via paired t-test (p < 0.05). Reasoning Memory significantly outperforms 
baselines across LLMs and generally improves over Length Scaling across budgets.

133



20 40 60 80 100
Budget

0.520

0.540

0.560

0.580

0.600

0.620

Pe
rfo

rm
an

ce
AIME 2024

20 40 60 80 100
Budget

0.435

0.440

0.445

0.450

0.455

Pe
rfo

rm
an

ce

GPQA Diamond

20 40 60 80 100
Budget

0.290

0.300

0.310

Pe
rfo

rm
an

ce

LiveCodeBench

Scaling without Retrieval Reasoning Memory (Intensity-First) Reasoning Memory (Diversity-First)

Figure 7.4: Performance as a function of inference budget. We compare Length Scal-
ing without retrieval with two Reasoning Memory variants on DeepSeek-R1-Distill-Llama-8B 
as the total sampling budget 𝑚 increases. Intensity-First allocates 20 samples to each se-
lected subroutine, while Diversity-First distributes the budget across the top 20 retrieved 
subroutines. The panels report accuracy on AIME 2024, GPQA-D, and LiveCodeBench.

7.4.4 Scaling Behavior with Larger Inference Budgets

We next study whether Reasoning Memory continues to help as the inference budget 

increases, and how the budget should be allocated across retrieved subroutines. Using 

DeepSeek-R1-Distill-Llama-8B, we evaluate 𝑚 ∈ {20, 40, 60, 80, 100} under three strategies: 

(1) Length Scaling, which samples 𝑚 trajectories without retrieval; (2) Reasoning Memory 

(Intensity-First), which allocates 20 samples to each retrieved subroutine and uses only a 

subset of the top-ranked subroutines to stay within the budget limit; and (3) Reasoning 

Memory (Diversity-First), which always uses the top 20 retrieved subroutines and allocates 

the maximum number of samples per subroutine within the budget limit.

As shown in Figure 7.4, the diversity-first strategy yields the strongest scaling behavior. 

On AIME 2024 and LiveCodeBench (V1–V4), it improves monotonically with budget and 

achieves the best performance at 𝑚 = 100, clearly outperforming both Length Scaling and 

intensity-first Reasoning Memory. On GPQA-D, all methods show weaker returns from 

additional budget, but diversity-first Reasoning Memory remains competitive with Length 

Scaling, and its best result is still achieved at a lower budget4. Overall, these results highlight 

4In fact, in Table 7.1, the main setting reaches an even higher GPQA-D score of 0.461 with 𝑚 = 30.
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Figure 7.5: Effect of datastore size and composition on Reasoning Memory. Per-
formance of DeepSeek-R1-Distill-Llama-8B with budget 𝑚 = 30. Larger and more diverse 
datastores generally yield stronger performance. The connected curve uses random subsets 
spanning 10% to 100% of Nemotron trajectories. Separate markers show math-only, code-
only, and science-only Nemotron subsets and an OpenThoughts3 datastore.

the importance of a diversity-first budget allocation strategy and confirm the advantage of 

Reasoning Memory at larger budgets.

7.4.5 Impact of Datastore Composition

We next study how the size and composition of the procedural datastore affect Reasoning 

Memory. Using DeepSeek-R1-Distill-Llama-8B with 𝑚 = 30, we compare three classes of 

datastore variants: (1) random subsets of Nemotron ranging from 10% to 100% of trajecto-

ries, (2) domain-specific Nemotron subsets containing only math, code, or science trajecto-

ries, and (3) a datastore built from OpenThoughts3, which is more math-focused.

Figure 7.5 shows that performance generally improves as we scale the mixed Nemotron 

datastore. The full datastore gives the best accuracy on AIME 2024 and GPQA-D, while 

LiveCodeBench is less sensitive once the datastore reaches roughly 25% of full scale. Among 

domain-specific datastores, OpenThoughts3 is highly competitive on AIME 2024, matches 

similarly sized Nemotron subsets on LiveCodeBench, but underperforms clearly on GPQA-D. 

Within Nemotron, science-only trajectories give the best science performance on GPQA-D, 

while code-only trajectories are surprisingly more effective than math-only trajectories across 
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Setting AIME 2024 GPQA-D LCB (V1-4) Average

Removing Subroutine Decomposition 0.551 0.433 0.308 0.431
Removing Self-Generated Query 0.567 0.453 0.295 0.438
Full Reasoning Memory (Qwen3-8B) 0.550 0.474 0.320 0.448
Full Reasoning Memory (QwQ-32B) 0.575 0.461 0.310 0.449

Table 7.2: Ablations on datastore construction and query design. All results use 
DeepSeek-R1-Distill-Llama-8B with budget 𝑚 = 30. The full Reasoning Memory configu-
ration uses QwQ-32B as the datastore generator, a decomposed datastore indexed by sub-
questions, and self-verbalized in-thought queries.

all three tasks despite having similar size. Code trajectories may transfer through domain-

general patterns such as decomposition, constraint tracking, case analysis, debugging, and 

verification. For both math and coding, however, all in-domain subsets underperform the 

full mixed datastore, suggesting that broader procedural coverage is useful. These results do 

not identify which entries, or what fraction of the full datastore, drive the gains.

7.4.6 Datastore and Query Ablations

We ablate three key design choices of Reasoning Memory using DeepSeek-R1-Distill-Llama-

8B with 𝑚 = 30. First, we remove the subquestion decomposition and instead index the 

datastore by the original question, with a single subroutine summarizing the full trajectory. 

Second, we keep the decomposed datastore but disable self-verbalized retrieval queries, using 

the original question directly as the query. Third, we replace QwQ-32B with the smaller 

Qwen3-8B for datastore generation. Finally, the uncertainty criterion is another important 

design choice, which we study in Section 7.4.8 due to space constraints.

As shown in Table 7.2, Reasoning Memory is robust to the choice of the datastore gen-

erator model, but both decomposition and self-verbalized queries matter. Using Qwen3-8B 

yields performance close to the full system, and even slightly improves GPQA-D and Live-

CodeBench, suggesting that much of the useful procedural knowledge already resides in 

the source trajectories. In contrast, removing subroutine decomposition causes the largest 

drop on AIME and GPQA-D, indicating that fine-grained decomposition is important for 
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building a diverse datastore that matches different subquestion granularities. Replacing self-

verbalized queries with the original question also leads to consistent degradation across all 

three benchmarks. The largest drop is seen on LiveCodeBench, where problem statements 

are often long and cluttered with context, format specifications, and examples. Since AIME 

2024 contains only 30 problems, small single-task differences should not be overinterpreted; 

our component conclusions rely on the combined pattern across AIME 2024, GPQA-D, 

and LiveCodeBench. The stronger end-to-end evidence in Table 7.1 spans three models, 

six benchmarks, and two sampling budgets, with significance markers reported. Overall, 

these ablations support the core design choices of Reasoning Memory while suggesting that 

datastore construction can be performed with smaller models at little cost.

Taken together, our experiments examine four main design axes of a RAG-style memory 

system: the retrieved value, through documents, trajectories, summaries, templates, and sub-

routines (Table 7.1); the key and query, through full-question indexing and original-question 

queries (Table 7.2); and utilization and selection, through budget allocation (Figure 7.4) and 

alternative uncertainty criteria (Table 7.4).

7.4.7 Empty-Context and Majority-Vote Controls

To isolate the contribution of retrieval from query verbalization, we replace the retrieved 

subroutine with an empty context while retaining query verbalization and length-based se-

lection. We also compare against majority voting on AIME 2024 and GPQA-D, where answer 

aggregation is well defined. As shown in Table 7.3, Reasoning Memory is strongest in three of 

the four model-task comparisons, while majority voting is stronger for DeepSeek-R1-Distill-

Llama-8B on GPQA-D. Empty context is consistently weaker than Reasoning Memory on 

AIME and does not explain its overall gains.
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Model Method AIME 2024 GPQA-D

OpenThinker3-7B Length Scaling 0.647 0.502
Empty Context + Length Scaling 0.547 0.511
Majority Vote 0.573 0.533
Reasoning Memory 0.758 0.542

DeepSeek-R1-Distill-Llama-8B Length Scaling 0.548 0.447
Empty Context + Length Scaling 0.555 0.452
Majority Vote 0.496 0.472
Reasoning Memory 0.575 0.461

Table 7.3: Empty-context and majority-vote controls. All results use 𝑚 = 30. Empty 
Context retains query verbalization but provides no retrieved subroutine before applying 
length-based selection. Majority voting is reported only for AIME 2024 and GPQA-D, 
where answer aggregation is well defined.

7.4.8 Uncertainty Criteria

Our main system uses generation length as the uncertainty proxy for stage 1 item-level 

filtering after retrieval. In this section, we compare this metric with several alternative 

criteria while keeping stage 2 fixed to length-based selection. Specifically, for each retrieved 

subroutine, we compute:

∙ Likelihood: log likelihood of the first 200 continued tokens conditioned on the re-

trieved subroutine. For this metric, lower is better as we expect the retrieval to inject 

new and unfamiliar information.

∙ Entropy: average token-level entropy of the first 200 continued tokens conditioned on 

the retrieved subroutine. Higher is better.

∙ Contrast: the distributional difference between the downstream reasoning model and 

its base pretrained model, evaluated on the first 200 tokens generated in the continua-

tion. This metric is inspired by Ouyang et al. [OZX25] and we instantiate it with KL 

Divergence (higher is better).

∙ Self-Eval: a scalar score where the model is prompted to rate how relevant the re-

trieved subroutine is to the problem on a Likert scale. We repeatedly sample for 10 
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Metric AIME
24’ GPQA-D LCB (V1–4)

Likelihood 0.571 0.429 0.273
Entropy 0.600 0.417 0.273
Contrast 0.563 0.419 0.269
Self-Eval 0.571 0.402 0.263
Length 0.575 0.461 0.310

Table 7.4: Alternative metrics for step 1 filtering. Results for DeepSeek-R1-Distill-
Llama-8B with budget m=30; stage 2 always uses length as the uncertainty proxy. Length 
achieves strong overall performance while being the simplest.

times with temperature = 0.6 and take the average as the score to apply the filter.

All scores are then normalized using the same procedure as in Section 7.2.3. Using 

DeepSeek-R1-Distill-Llama-8B with a budget of 𝑚 = 30, we report the task accuracy results 

in Table 7.4. Overall, no single alternative dominates across all benchmarks, but length is the 

most reliable choice overall. On AIME 24’, entropy achieves the highest score (0.600), with 

length close behind at 0.575. On GPQA-D and LCB (V1–4), however, length clearly outper-

forms all other metrics (0.461 vs. 0.429 or lower on GPQA-D, and 0.310 vs. at most 0.273 

on LCB). Averaged over the three tasks, length is therefore the strongest option, while also 

being significantly simpler and cheaper than metrics that require extra model evaluations. 

For this reason we adopt length as our default uncertainty proxy in the main experiments.

7.4.9 Retrieval vs. Training

Reasoning Memory provides a model-agnostic way to digest a reasoning corpus as an external 

datastore and perform RAG at inference time. Alternatively, post-training can internalize 

the corpus into a model’s parameters. Is Reasoning Memory still useful after the same corpus 

has been internalized? We investigate this question using the Llama-3.1-Nemotron-Nano-

8B-v1 model released by Nvidia. According to the model card, this model was likely trained 

on variants of the Nemotron v1 corpus via supervised fine-tuning (SFT) and reinforcement 

learning (RL). We emphasize that this comparison is not fully controlled for two reasons: 
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Method AIME
24’ GPQA LCB (V1–4)

No RAG 0.658 0.553 0.380
Length Scaling 0.692 0.548 0.396
Reasoning Memory 0.708 0.534 0.395

Table 7.5: Results on AIME 24’, GPQA, and LCB (V1–4) using Llama-3.1-Nemotron-Nano-
8B-v1. For both Length Scaling and Reasoning Memory we use the budget 𝑚 = 30 and 
𝑛 = 8.

(1) the detailed training data composition and compute recipe are not entirely clear, and (2) 

due to question deduplication, we use a Nemotron subset approximately 10% as large as the 

original corpus. A fully controlled comparison would re-run post-training from the backbone 

model, which is beyond our budget.

As shown in Table 7.5, we observe mixed results when comparing Reasoning Memory 

with No RAG and Length Scaling. Although the model was trained on a similar corpus, 

Reasoning Memory still improves over No RAG on AIME and LCB. However, it does not 

outperform Length Scaling on GPQA or LCB. These results indicate that fine-tuning is a 

strong way to learn from a corpus and that the contribution of Reasoning Memory may 

depend on how much of the corpus the model has already internalized. This also opens 

several future directions, such as expanding the knowledge sources, actively learning the 

memory corpus, and learning subroutines that complement the model’s existing abilities.

7.5 Conclusion

Reasoning Memory shows that test-time compute for reasoning models can be spent not only 

on producing longer chains of thought, but also on reusing prior problem-solving experience 

in a structured way. By surfacing procedural knowledge from existing reasoning trajectories 

and turning it into an explicit datastore, our approach transforms instruction-tuning cor-

pora into an inference-time resource for guiding new problem-solving episodes. We further 

introduce a simple recipe for aligning retrieval with the model’s own thinking stream and for 
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scaling inference with multiple retrieved priors. Empirically, Reasoning Memory improves 

diverse open-weight reasoning models on math, science, and coding tasks, scales well with 

both datastore size and inference budget, and remains robust across several implementation 

choices. More broadly, our results suggest a promising direction for both the reasoning and 

RAG communities: building systems that can accumulate, retrieve, and reuse procedural 

knowledge over time.

7.6 Limitations and Reproducibility

Data and Reproducibility All datasets used in this work are existing public resources 

and are used as-is for evaluation and corpus construction. We do not redistribute any model 

outputs, datasets, or source corpora. Our experiment code and scripts for reproducing 

the corpus construction pipeline from the original sources are publicly available at https:

//github.com/facebookresearch/reasoning-memory. Corpus statistics are reported in 

Section 7.2.1. This work does not involve human annotators or human subjects.

Limitations Our datastore is built from reasoning trajectories that span the evalu-

ated math, science, and coding domains. Although Nemotron applies an explicit test-

contamination removal process [NGM25], this alignment does not eliminate benchmark-

overfitting risk. Our domain-specific and OpenThoughts3 results provide evidence of 

cross-domain and cross-source transfer, but do not establish generalization to arbitrary 

out-of-domain procedural corpora. We also do not measure what fraction of the 32M entries 

drives the gains or evaluate reasoning models below 7B parameters. 
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CHAPTER 8

Evolving Organizational Reflection

Skills for Digital Agents

Long-horizon knowledge work is becoming an important frontier for large language model 

(LLM) digital agents, with direct relevance to economically valuable professional tasks. Pro-

ducing a report, spreadsheet, analysis, or recommendation often requires sustained reason-

ing over heterogeneous information, repeated tool use, and the creation and refinement of 

complex artifacts. Recent benchmarks such as GDPval, JobBench, APEX-Agents, and Har-

vey’s Legal Agent Benchmark (LAB) increasingly evaluate agents in precisely these settings 

[PDP25, LFX26, VMF26, GPP26]. Together with increasingly capable language models and 

general-purpose coding-agent harnesses, these advances make it possible for a single agent to 

carry out substantial portions of professional knowledge work. Yet completing the requested 

actions is not always enough: the resulting artifact must also be ready for others to review, 

consume, and act on.

A central challenge is that professional readiness is rarely determined from a single per-

spective. The same artifact may need to satisfy the expectations of stakeholders and cus-

tomers, each of whom may notice different shortcomings. Human workers navigate such 

demands often by operating within organizations that expose their work to colleagues across 

different roles and functions [AT91, Car02]. Autonomous agents, in contrast, are typically 

left with two choices: wait for a human user to provide additional guidance, or attempt to 

identify and correct their own shortcomings through self-reflection. To bridge this gap, we 

ask:
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(a) Organizational reflection
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Figure 8.1: Organizational reflection around a single worker. (a) ReOrg consults 
a virtual organization of simulated stakeholders with separate read-only contexts. An as-
sembled team produces a handoff that guides repeated revisions by the same task-owning 
worker. (b) GDPval win+tie rates compare a single worker, one round of self-reflection, and 
ReOrg with up to three reflection rounds.

Can we situate an agent with an organization where stakeholders serve as surrogate users?

Our pilot study on GDPval provides initial evidence for this direction. Self-reflection im-

proves Gemini 3.1 Pro from 43.0% to 48.7% win+tie, while fixed role reflection with a man-

ager reaches 53.2% and feedback from three stakeholder roles reaches 55.7% (Section 8.5.1). 

Moreover, repeated organizational feedback continues to improve performance across Gemini 

3.1 Pro [Goo26a], Gemini 3.7 Flash [Goo26b], and Qwen3.6-27B [Qwe26b].

Motivated by this idea, we introduce ReOrg, which places a single long-horizon worker 

inside a virtual organization dedicated to reflecting on and improving its work (Section 8.2). 

As shown in Figure 8.1, the worker remains solely responsible for revising the task ar-

tifact, while an Organizational Reflection Layer  provides the surrounding organizational 

structure. When reflection is needed, a planner assembles simulated stakeholders that inde-

pendently inspect the current work and contribute from different organizational perspectives. 

Stakeholders operate through three communication actions—Feedback, Propose, and Loop-

In—while a directed communication structure determines how contexts are accumulated 
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and propagated between stakeholders. Their interaction produces a compact handoff that 

guides the worker’s next revision.

Furthermore, ReOrg posits that the underlying organizational patterns may recur and be 

reused across different tasks and work states: whose perspectives to involve, how they should 

communicate, and how their findings should be propagated. Inspired by organizational-

routine theory [FP03], we represent these recurring patterns as reusable organizational re-

flection skills. ReOrg learns a library of such skills from a small stream of unlabeled tasks 

using evolutionary beam search and an unsupervised model-based judge, while jointly learn-

ing a planner that decides when to stop reflecting and which skill to retrieve when further 

reflection is useful (Section 8.3). This allows ReOrg to accumulate organizational knowledge 

about how to obtain and coordinate feedback, complementing procedural knowledge for task 

execution [WMF25, FLW26, OYH25].

We evaluate ReOrg on GDPval, JobBench, and LAB against procedural knowledge, 

self-reflection, and organizational reflection baselines. After learning from only 20 unlabeled 

GDPval tasks, up to three reflection rounds raise GDPval win + tie rate from 51.4% to 60.5% 

for Gemini 3.1 Pro and from 57.3% to 70.3% for Qwen 3.6 27B. The GDPval-trained libraries 

improve JobBench and LAB without target-domain adaptation, and Qwen shows gains over 

the single worker and random organization in all six cross-domain transfers (Section 8.5.2, 

Section 8.5.3). Skills learned with Gemini and Qwen also transfer to GPT 5.6 Luna, rais-

ing GDPval win + tie rate from 72.4% to 75.1% and 76.2%, respectively (Section 8.5.4). 

Accuracy–cost analysis shows that ReOrg reaches higher performance with additional in-

ference tokens (Section 8.5.5). Together, these results support organizational knowledge as 

a transferable complement to procedural knowledge, enabling agents to learn how to seek, 

structure, and reuse feedback that improves their work.
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8.1 Related Work

Long-horizon knowledge work Long-horizon knowledge work requires more than ex-

ecuting a sequence of actions: the resulting work must satisfy professional acceptance cri-

teria. OfficeBench [WCZ24] and TheAgentCompany [XSL25] benchmark cross-application 

workplace activity, while GDPval [PDP25], JobBench [LFX26], APEX-Agents [VMF26] and 

Harvey’s Legal Agent Benchmark (LAB, Grupen et al. [GPP26]) evaluate professional tasks 

using expert judgments or rubrics. Acceptance can require factual correctness, domain-

specific analysis, presentation, and downstream usability, which need not be exhaustively 

stated in the request. For example, LAB pairs brief partner instructions with detailed cri-

teria reflecting scrutiny by partners and clients. These benchmark designs mirror a broader 

property of organizational knowledge work: artifact quality is often evaluated from multi-

ple stakeholder perspectives, with relevant knowledge distributed across roles and functions 

[AT91, Car02]. Inspired by this view, we consider organizational reflection as a natural com-

plement to task execution, helping a worker anticipate the expectations of those who will 

review, consume, or act on its output.

Self-reflection and external feedback Once a worker has produced an initial artifact, 

an important question is how to identify what should be improved next. Prior work has 

explored this through self-reflection and external feedback. Self-Refine [MTG23] alternates 

self-feedback and revision. Reflexion [SCG23] carries verbal reflections across attempts. 

CRITIC [GSG24a] grounds critique in tool-based validation. Other work introduces addi-

tional perspectives: MetaGPT [HZC24] incorporates review into role-based collaboration, 

ARCANE [MGA25] translates stakeholder preferences into guidance for a worker, and MAJ-

EVAL [CLW26] uses stakeholder personas to produce multidimensional evaluations. ReOrg 

builds on this broader view of feedback, but keeps task execution centralized in a single 

worker: stakeholder agents inspect and discuss the evolving artifact, while only the worker 

is responsible for revising it.
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Agent Continual Learning and Skills Beyond improving a single artifact, agents can 

also accumulate reusable knowledge from experience across tasks. Existing work largely fo-

cuses on knowledge that helps the agent execute tasks more effectively: Voyager [WXJ24] 

stores executable behaviors, Agent Workflow Memory [WMF25] induces recurring workflows, 

while MemP [FLW26] and ReasoningBank [OYH25] distill procedural instructions and rea-

soning strategies from prior trajectories. More recent systems such as SkillOS [OYC26] 

and SkillNet [LZX26] study how such skills can be curated, evaluated, and maintained over 

time. Inspired by organizational-routine theory [FP03], we consider a complementary form 

of reusable knowledge: recurring patterns for how an organization reflects on and improves 

work. ReOrg therefore learns organizational knowledge about who should contribute, how 

feedback should be coordinated, and when reflection is useful, complementing procedural 

knowledge for task execution.

8.2 Organizational Reflection Layer

ReOrg places a knowledge-work agent within a virtual organization of simulated stakeholders 

that reflect on its evolving work. The worker retains ownership of the deliverable through-

out the process. The reflection layer selects which perspectives to consult, structures how 

observations are exchanged, and returns guidance for the worker’s next revision. Its reusable 

unit is an organizational reflection skill, which specifies a concrete reflection process.

8.2.1 Problem Formulation

Let 𝑥 = (𝑢,ℛ) denote a task packet with request 𝑢 and reference materials ℛ. A tool-using 

worker 𝑊  produces an initial artifact 𝐴0, while a work chronicle 𝐻𝑟 records progress and 

prior advice. At reflection round 𝑟, a planner either stops or selects a reflection skill 𝑠𝑟 from 

the library ℒ. The selected skill produces stakeholder contributions 𝐹𝑟, which guide the 
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worker’s next revision:

𝐹𝑟 = Reflect(𝑥, 𝐴𝑟−1, 𝐻𝑟−1; 𝑠𝑟), 𝐴𝑟 = 𝑊 (𝑥, 𝐴𝑟−1, 𝐻𝑟−1, 𝐹𝑟). (8.1)

The process stops when the planner judges the current work ready or the reflection budget 

is exhausted.

8.2.2 Inference Pipeline

ReOrg alternates between task execution and organizational reflection, allowing the worker 

to improve its artifact without waiting for additional user feedback. The worker first pro-

duces 𝐴0 using its ordinary tools. At each reflection round 𝑟, the planner either stops or 

retrieves a skill 𝑠𝑟 ∈ ℒ based on the current task and work state. The selected skill executes 

Reflect(𝑥, 𝐴𝑟−1, 𝐻𝑟−1; 𝑠𝑟) to produce stakeholder contributions 𝐹𝑟, which the worker uses to 

revise the artifact into 𝐴𝑟. This process repeats until the planner stops or the reflection 

budget is exhausted. During evaluation, the skill library and retrieval knowledge remain 

fixed.

To implement Reflect, we execute the stakeholder process specified by 𝑠𝑟 in separate 

read-only contexts around the worker. Each stakeholder receives the task, current artifact, 

work chronicle, and any upstream contributions routed by the skill. Stakeholders can inspect 

files and verify artifact contents with local tools, but cannot modify the deliverable. Their 

contributions propagate according to the skill structure and are collected into 𝐹𝑟 for the 

worker’s next revision. This allows multiple organizational perspectives to inform reflection 

while preserving a single worker as the work owner.

8.2.3 Representing Organizational Reflection Skills

To reuse reflection across tasks, we separate the task-specific content of feedback from the 

organizational process that produces it. We represent a one-round reflection skill as a di-

rected acyclic graph 𝑠 = (𝑉, 𝐸). Each node 𝑣 ∈ 𝑉  combines a stakeholder role 𝜌𝑣 with a 
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communication schema 𝑎𝑣, while each edge (𝑣𝑖, 𝑣𝑗) ∈ 𝐸 routes the contribution and con-

text of 𝑣𝑖 to 𝑣𝑗. The graph therefore specifies which perspectives participate and how their 

observations are combined, while concrete feedback is generated from the current task and 

artifact.

We instantiate the virtual organization through a catalog of stakeholder roles defined 

relative to the task owner. Our experiments use roughly ten roles, including a direct man-

ager, upstream requester, same-job teammate, legal and risk reviewer, and cross-functional 

partner. We pair these roles with three communication schemas:

∙ Feedback identifies concrete defects, risks, and improvements.

∙ Propose suggests changes that better satisfy stakeholder needs.

∙ Loop-In consults another stakeholder and returns a consolidated discussion handoff.

Roles determine whose perspective is elicited, while communication schemas determine how 

that perspective contributes to reflection. Because a skill stores only these roles, schemas, 

and their communication structure, rather than task-specific feedback, it represents a task-

agnostic organizational routine that can be instantiated on new tasks and artifacts. This 

makes reflection skills plug-and-play across domains and provides a reusable unit for contin-

ually learning organizational knowledge. 

8.3 Continually Learning Organizational Reflection Skills

ReOrg continually learns organizational knowledge from a stream of unlabeled tasks by 

evolving a reflection-skill library ℒ and accumulating planner knowledge 𝑀 . Figure 8.2 and 

Algorithm 8.1 illustrate this process.
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Figure 8.2: Continual learning of reflection skills and retrieval knowledge. (a) For 
each unlabeled task, ReOrg retrieves and evolves skills, then promotes useful structures and 
summarizes outcomes into retrieval knowledge for subsequent tasks. (b) A label-free judge 
compares blinded artifacts produced after reflection and worker revision. The resulting ranks 
guide skill selection, further mutation, and final promotion.

8.3.1 Artifact-Guided Skill Evolution

For each adaptation task 𝑥𝑡, the planner retrieves skills from ℒ𝑡−1 using its accumulated 

knowledge 𝑀𝑡−1. These skills seed an evolutionary beam search over stakeholder roles, 

communication schemas, and their interaction structure. Each candidate guides a worker 

revision and is evaluated through the resulting artifact.

We use the same LLM as a label-free judge to rank candidate artifacts by task fulfill-

ment. The judge receives the task materials and blinded candidate submissions, which it 

inspects with local tools without privileged information. These relative judgments guide 

beam selection and skill promotion.

149



Algorithm 8.1 Continual learning of organizational reflection skills
Require: adaptation tasks 𝑥1:𝑇 , initial library ℒ0, planner knowledge 𝑀0
1: for 𝑡 = 1, . . . , 𝑇  do
2:  𝐵 ← Retrieve(𝑥𝑡,ℒ𝑡−1, 𝑀𝑡−1)
3:  Execute skills in 𝐵 and rank their resulting artifacts
4:  for each search step do
5:  𝐶 ← Mutate(𝐵)
6:  Execute 𝐶 and rank artifacts produced by 𝐵 ∪ 𝐶
7:  𝐵 ← highest-ranked skills
8:  end for
9:  ℒ𝑡 ← Promote(ℒ𝑡−1, 𝐵)

10:  𝑀𝑡 ←𝑀𝑡−1 ∪ Summarize(𝑥𝑡, search outcomes)
11: end for
12: return frozen (ℒ𝑇 , 𝑀𝑇 )

8.3.2 Library and Planner Co-Evolution

After each task, we add strong new skills to ℒ𝑡 and reinforce rediscovered skills without 

creating duplicates. We also summarize the search outcomes into retrieval insights describing 

which organizational patterns appeared useful or unhelpful. These insights accumulate in a 

Markdown document 𝑀𝑡 that guides skill selection on subsequent tasks.

After learning the one-round library, we collect state-conditioned precedents by compar-

ing additional reflection skills from intermediate work states, including the option of leaving 

the artifact unchanged. These precedents are summarized into planner knowledge for later-

round selection while the skill library remains fixed. At evaluation, both ℒ and 𝑀  are frozen. 

The completion gate in Section 8.2.2 determines whether another round is needed, and the 

planner uses the precedents to select an unused skill.

8.3.3 Search Configuration

Adaptation proceeds sequentially, with each task using the preceding library and retrieval 

lessons. Candidate executions and evaluations can run in parallel within a task. The five 

seeds are an empty graph, manager Feedback, manager Propose, manager Loop-In, and 

manager Feedback followed by Propose.
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We retrieve five candidates per task and use beam width three, up to three distinct 

mutations per parent, and three search iterations. This permits at most 5 + 3× 3× 3 = 32

candidate executions before deduplication and failures, with at most ten stakeholder nodes 

per reflection round. Mutations insert Feedback, Propose, or Loop-In nodes, relocate nodes, 

or replace roles; insertions can be sequential or parallel. Online comparisons use four blinded 

artifacts, with at least three appearances per candidate. Promotion compares five distinct 

candidates where possible and retains the top three.

Artifact comparison. The online judge inspects task-facing materials and anonymously 

labeled artifacts with local tools, without benchmark answers, hidden rubrics, candidate 

graphs, or role assignments. It returns ordered tiers, hard-invalid labels, and a brief rationale 

after inspecting every submission. Validation requires each candidate label to appear exactly 

once and invalid labels to belong to the presented set. Comparison groups balance exposure 

and include required parent–child comparisons. Execution failures and invalid judgments 

are recorded separately, and promotion requires a sufficient valid pool.

8.3.4 Later-Round Planning and Frozen Deployment

Learning later-round retrieval. With the one-round library frozen, we revisit each adap-

tation task and execute its first retrieved skill. A state projector summarizes the task, 

attributed suggestions, and completed work from the task and chronicle. We sample eight 

unused, nonempty skills without replacement, distributing slots across populated node-count 

levels in a seeded order and revisiting levels as needed. Each branch performs reflection and 

worker revision. The ranker compares these artifacts with the unchanged parent as a STOP 

candidate. A separate prompt distills the comparisons into state-conditioned retrieval lessons 

without changing the skill library.
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Deployment. First-round retrieval ranks five skills and executes the first. Before a later 

round, a completion gate scores the projected work state from 1 to 10. Gemini and Qwen 

stop at a score of at least 9. Otherwise, the retriever ranks nine available nonempty skills 

and leave_unchanged using the current state and learned precedents. The controller selects 

the highest-ranked non-stop skill, even when leave_unchanged ranks first, and excludes 

previously used identities and execution fingerprints. Thus the completion gate controls 

stopping, while retrieval selects the next skill. An empty skill still invokes worker revision. 

Evaluation pairs library and lesson snapshots from the same task boundary and keeps both 

frozen. Benchmark adapters preserve the learned graph while staging task-specific inputs 

and submissions.

8.4 Evaluation Setup

8.4.1 Benchmarks and Evaluation Protocol

We evaluate artifact-producing knowledge work on GDPval, JobBench, and Harvey’s Legal 

Agent Benchmark (LAB), covering diverse professional domains and acceptance criteria. 

Workers and stakeholders receive only the task-facing inputs. Benchmark reference outputs 

and hidden rubrics are reserved for final evaluation and are not used by the reflection layer 

or its online learning judge.

Tasks and metrics. GDPval [PDP25] evaluates professional deliverables against expert-

produced reference work. Our operational cohort contains 185 tasks. We compare each 

submitted artifact with its expert reference using a panel of Gemini 3.1 Pro, Qwen 3.6, 

and Claude Sonnet 4.6 judges and aggregate their categorical preferences by majority. The 

reported metric is win + tie rate. Sections 8.4.3 and 8.4.4 describe the reference-based judge 

and our meta-evaluation results.

JobBench [LFX26] evaluates work against task-specific rubrics. We use 128 tasks: 65 
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from its main subset and 63 from its easy subset. The native evaluator, configured with 

Gemini 3.5 Flash High, produces a rubric-weighted normalized score for each task. We 

average these scores over tasks.

LAB [GPP26] evaluates legal artifacts against detailed professional criteria. We use 

the fixed 200-task native test subset and the native criterion-level evaluator configured with 

Gemini 3.1 Pro. The main results report rubric-item pass rates.

Adaptation and transfer. For the main ReOrg configuration, we process 20 unlabeled 

GDPval tasks and freeze the resulting library and planner knowledge before evaluation. The 

cross-domain study also learns libraries from JobBench and LAB, using 20 adaptation tasks 

per domain.

8.4.2 Agents, Baselines, and Budgets

Agents and execution. Our main comparison evaluates Gemini 3.1 Pro and Qwen 3.6 

27B. GPT 5.6 Luna is the target of a separate cross-model transfer study, and Gemini 3.7 

Flash is additionally included in the pilot. Gemini and Qwen use a Stirrup-based harness, 

while Luna uses its native Codex harness. In the main comparison, the worker and all 

reflection and learning components use the same backbone. In the cross-model study, Luna 

executes reflection skills learned with Gemini or Qwen.

Baselines. We compare with a single worker and three groups of baselines. Procedu-

ral knowledge methods include adaptations of ReasoningBank [OYH25], AWM [WMF25], 

MemP [FLW26], and ReasoningBank + MaTTS to artifact-producing tasks. These meth-

ods learn reusable guidance from unlabeled experiences and freeze their memory before 

evaluation. Self-reflection asks the worker to review and revise its own artifact without 

external feedback. Organizational reflection includes fixed role reflection, which uses direct-

manager feedback, and random organization, which uses a randomly generated graph of 
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generic reviewers. Both are followed by one worker revision. Random organization controls 

for additional reflection effort without isolating topology from role prompts and action types.

Reflection and learning budgets. ReOrg uses a frozen skill library for up to one, two, 

or three reflection rounds, with later-round planning described in Section 8.3.4. Reasoning-

Bank + MaTTS uses 32 training rollouts per adaptation task, matching ReOrg’s nominal 

maximum number of candidate executions, followed by a single memory-augmented solve at 

evaluation. Random organization uses fixed node budgets. Section 8.3.3 gives the search 

configuration.

Harness and baseline implementation. Stakeholders inspect artifacts with local tools 

and have no web retrieval. GDPval workers may retrieve task-relevant web evidence, 

JobBench permits guarded retrieval for main tasks but disables it for easy tasks, and LAB 

disables web retrieval. Luna uses its native Codex harness with extra-high reasoning effort 

and permits one level of native subagent delegation within worker calls. Ambient skills, 

memories, plugins, extra tools, and inherited project instructions are disabled.

ReasoningBank, MemP, and offline AWM share 20 initial-worker experiences per bench-

mark and backbone. Their induction excludes expert outputs, hidden rubrics, gold answers, 

and final-judge results. At evaluation, BM25 retrieves three complete entries from each 

frozen library. Random organization uses five generic reviewer nodes for Gemini and four 

for Qwen. ReasoningBank + MaTTS uses 32 fresh solves per adaptation task, followed by 

joint memory induction, and transfers its GDPval library unchanged to JobBench and LAB. 

This matches ReOrg’s nominal candidate-execution count, but not its token cost.
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8.4.3 Evaluation Details

8.4.3.1 Task Cohorts and Evaluation Inputs

Workers, stakeholders, and online ranking receive only task-facing materials. Final evalua-

tion adds hidden rubrics and, for GDPval, expert artifacts.

GDPval’s 185-task cohort includes 20 adaptation and 165 held-out tasks. JobBench com-

prises 65 main and 63 easy tasks, with 108 held out after its 20-task in-domain adaptation. 

All 128 JobBench tasks are unseen during GDPval-only adaptation. LAB uses 200 native 

test tasks disjoint from its adaptation pools. Main GDPval and in-domain JobBench results 

include adaptation tasks. Each task is counted once, with incomplete evaluations recorded 

separately.

8.4.3.2 GDPval Artifact Evaluation

A fresh workspace contains the request, supplied references, signed-point rubric, and candi-

date and expert artifacts under randomized Response A/B labels with file manifests. Gemini 

3.1 Pro, Qwen 3.6 27B, and Claude Sonnet 4.6 independently inspect them using code exe-

cution and image viewing, without web access. Each returns a rationale, integer raw scores, 

and a consistent categorical preference. Negative criteria impose penalties, and equal scores 

yield a tie. After restoring candidate/expert identities, the controller takes the categorical 

majority, treating a win/tie/loss split as a tie. Missing or invalid panel members make the 

evaluation incomplete.

GDPval performance is

WinTie = 𝑁win + 𝑁tie

𝑁cohort
. (8.2)

We retain win, tie, loss, and unavailable counts. Each model judges a submission pair once. 

Section 8.4.4 reports its system-level calibration.
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8.4.3.3 JobBench and LAB Scoring

JobBench’s native evaluator uses Gemini 3.5 Flash at high thinking, extracted submission 

contents, and images when criteria require visual inspection. A rubric item earns its weight 

only when all criteria pass. Earned weight divided by total weight gives the task score, 

recorded to four decimal places. The benchmark score averages these normalized task scores:

𝑆JobBench = 65 𝑆main + 63 𝑆easy

128 . (8.3)

Empty submissions receive the native failure score, while infrastructure failures remain un-

available.

LAB’s native Gemini 3.1 Pro evaluator returns a binary verdict and rationale for each 

criterion using its matching instructions, task description, and relevant deliverables. We 

record passed criteria 𝑝𝑡, total criteria 𝑛𝑡, submission eligibility, and whether all criteria 

pass. Historical reports use two aggregate rates:

𝑆macro = 1
𝑇

𝑇P
𝑡=1

𝑝𝑡

𝑛𝑡

, 𝑆pooled =
P𝑇

𝑡=1 𝑝𝑡P𝑇
𝑡=1 𝑛𝑡

. (8.4)

The macro rate weights tasks equally, while the pooled rate weights individual criteria 

equally. Explicitly incomplete submissions receive zero passed criteria and are marked inel-

igible. Missing run records remain unavailable.

8.4.4 GDPval Judge Meta-Evaluation

We assess system ordering using the June 25 judge-development study, which evaluated nine 

systems with five candidate judges and one run per system–judge pair. The systems are 

Gemini 3.5 Flash, Gemini 3.1 Pro, Gemma 4 26B A4B, GPT-OSS-120B, Qwen 3.6 27B, 

GPT 5.4 mini, Claude Opus 4.8, Claude Sonnet 4.6, and Claude Haiku 4.5. The comparison 

target is their ordering in the recorded public GDPval-AA Elo roster.

Matching successful primary judgments with explicit candidate/expert identities across 

the three panel members yields 1,608 system–task cells, or 170–185 tasks per system. For 
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Judge or aggregation Kendall 𝜏𝑏 Pair order (> 150 Elo) LOO RMSE 

Gemini 3.1 Pro 0.9 31/31 85.0 
Qwen 3.6 27B 0.9 31/31 87.7 
Claude Sonnet 4.6 1.0 31/31 76.5 
Three-judge hard majority 1.0 31/31 81.0 

Table 8.1: System-level judge calibration against the recorded GDPval-AA ordering on 1,608 
matched system–task cells. RMSE is measured in Elo units.

calibration, wins, ties, and losses receive 1, 1/2, and 0, averaged within each system. We 

report Kendall’s 𝜏𝑏 against Elo ordering and ordering accuracy for pairs separated by more 

than 150 Elo points. Leave-one-system-out RMSE fits an affine preference-to-Elo mapping 

on eight systems and predicts the ninth. Additional A/B swap audits are excluded.

The judges agree unanimously on 1,209 cells (75.2%), form a two-of-three majority on 365 

(22.7%), and return three different labels on 34 (2.1%). A strict majority exists for 97.9% of 

cells, with pairwise agreement of 80.7–84.1%. The panel recovers the recorded system order, 

while Sonnet has the lowest RMSE. Because this roster also informed judge selection, the 

calibration is exploratory.

8.5 Experiments and Analysis

We evaluate stakeholder reflection, learned reflection skills, and transfer across domains and 

models. We then analyze inference cost and the structure of the learned libraries.

8.5.1 Pilot Study: Reflection with Stakeholder Perspectives

We begin with a question: Can simulated stakeholder perspectives help a worker improve its 

artifact beyond self-reflection? We hypothesize that stakeholders bring different expectations 

to the same deliverable and can identify shortcomings that the worker’s own review may miss. 

We examine this idea in a GDPval pilot comparing self-reflection with stakeholder-guided 

revision.
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Figure 8.3: Pilot study on GDPval. (a) Win + tie rates for Gemini 3.1 Pro under four 
reflection conditions, shown on a 40.0–60.0% scale. (b) Win + tie rates with one or three 
organizational reflection rounds, normalized by each model’s single-worker rate (100.0%).

Figure 8.3(a) shows that, for Gemini 3.1 Pro, self-reflection raises GDPval win + tie 

rate from 43.0% to 48.7%, while fixed role reflection with a manager reaches 53.2%. The 

4.5 percentage-point gain over self-reflection suggests that an external stakeholder perspec-

tive provides useful guidance beyond the worker’s own critique. Reflection involving three 

stakeholder roles across three revision rounds further raises performance to 55.7%.

We next ask whether organizational reflection remains useful after the first revision. In 

Figure 8.3(b), increasing the budget from one to three rounds improves performance across all 

three backbones. Expressed as a percentage of each model’s single-worker rate, performance 

rises from 107.0% to 116.0% for Gemini 3.1 Pro, from 102.0% to 106.0% for Gemini 3.7 Flash, 

and from 108.0% to 110.0% for Qwen 3.6 27B. Together, these observations motivate learning 

reusable reflection processes that can guide successive revisions of an evolving artifact.

8.5.2 Main Results: ReOrg and Strong Baselines

Learned organizational reflection improves artifact quality. Table 8.2 shows that 

ReOrg improves GDPval performance after learning reflection skills from only 20 unlabeled 

tasks. A single reflection round reaches 60.0% for Gemini and 68.7% for Qwen, compared 

with 51.4% and 57.3% for their single-worker baselines. These correspond to gains of 8.6 
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Gemini 3.1 Pro Qwen 3.6 27B

Method GDPval JobBench LAB GDPval JobBench LAB

Single worker 51.4 28.7 50.9 57.3 45.5 68.7

ReasoningBank 47.0 28.6 56.7 57.3 43.3 72.7
ReasoningBank + MaTTS 50.3 30.5 58.6 60.0 46.2 73.0
AWM 48.1 30.6 57.2 60.5 43.7 72.1
MemP 47.6 31.2 57.5 59.5 43.6 76.0

Self-reflection (1 round) 53.5 29.8 59.3 64.3 45.5 74.9

Fixed role reflection 52.4 30.0 59.6 61.6 46.5 76.0
Random organization 53.5 30.0 62.0 64.3 45.7 75.2
ReOrg (1 round) 60.0 30.6 61.9 68.7 46.2 76.6
ReOrg (2 rounds) 60.5 30.8 62.0 69.2 47.7 76.9
ReOrg (3 rounds) 60.5 31.0 62.0 70.3 47.7 76.9

Table 8.2: Main evaluation results (%). ReOrg and ReasoningBank + MaTTS learn from 
20 unlabeled GDPval tasks and transfer their learned resources to JobBench and LAB. Rea-
soningBank, AWM, and MemP adapt in-domain on 20 tasks per benchmark. Row colors 
distinguish baseline families (procedural knowledge, self-reflection, and organizational reflec-
tion), with separate colors for the single worker and ReOrg.

and 11.4 percentage points. Both models also outperform self-reflection, fixed role reflection, 

random organization, and the procedural knowledge baselines on GDPval.

Further reflection builds on the first-round gains. Allowing up to three reflection 

rounds raises GDPval performance to 60.5% for Gemini and 70.3% for Qwen. The first round 

provides most of the improvement, while subsequent rounds add 0.5 and 1.7 percentage 

points, respectively. All three settings reuse the same frozen skill library, with later rounds 

selecting skills based on the evolving work state. The round budgets are upper limits, and 

tasks retain their current artifact when the planner decides to stop.

Reflection skills transfer across professional domains. The GDPval-trained library 

also improves performance on JobBench and LAB without adaptation to either target do-

main. On JobBench, three rounds of ReOrg reach 31.0% for Gemini and 47.7% for Qwen. 
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Figure 8.4: Cross-domain transfer with Qwen 3.6 27B, measured in percentage-point gains 
over the single worker (left) and random organization (right). Each library is learned from 
20 unlabeled tasks in the row domain and evaluated in the column domain.

Qwen outperforms all listed baselines, while Gemini approaches the 31.2% achieved by in-

domain MemP. The LAB results likewise improve over the single worker, with smaller dif-

ferences among the strongest reflection-based methods.

8.5.3 Cross-Domain Transfer of Reflection Skills

Using Qwen 3.6 27B, we build a library from 20 unlabeled tasks in each of GDPval, JobBench, 

and LAB, then evaluate each frozen library across all three domains. Figure 8.4 reports gains 

over the single worker and random organization. All nine source–target combinations im-

prove over both baselines, including all six cross-domain transfers. For these cross-domain 

settings, gains over random organization range from 1.7 to 5.4 percentage points. For ex-

ample, JobBench-trained skills improve GDPval by 5.4 points and LAB by 3.2 points, while 

LAB-trained skills improve JobBench by 3.5 points. The most useful source domain is not 

always the target domain itself. A transferred skill retains its stakeholder roles and commu-

nication structure, while each stakeholder generates feedback from the new task and artifact.
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Method / source library GPT 5.6 Luna 

Single worker 72.4 
ReasoningBank + MaTTS 74.1 
Self-reflection (1 round) 74.6 
Random organization 75.2 

ReOrg (Gemini 3.1 Pro skills) 75.1 
ReOrg (Qwen 3.6 27B skills) 76.2 

Table 8.3: Cross-model transfer to GPT 5.6 Luna on GDPval. Organizational reflection skills 
learned with Gemini 3.1 Pro or Qwen 3.6 27B are executed with Luna. All entries report 
GDPval win + tie rate (%). Row colors distinguish baseline families (procedural knowledge, 
self-reflection, and organizational reflection), with separate colors for the single worker and 
ReOrg.

8.5.4 Cross-Model Transfer

We next evaluate whether reflection skills learned with Gemini or Qwen remain useful when 

executed with GPT 5.6 Luna. Table 8.3 reports GDPval win + tie rates for the transferred 

libraries and Luna baselines. Gemini-trained skills reach 75.1%, while Qwen-trained skills 

reach 76.2%, compared with 72.4% for the Luna single worker. These are gains of 2.7 and 

3.8 percentage points, respectively. Qwen-trained skills exceed the strongest listed baseline, 

random organization at 75.2%, by 1.1 points. Gemini-trained skills perform similarly to that 

baseline. Both transferred libraries also exceed self-reflection at 74.6% and ReasoningBank 

+ MaTTS at 74.1%. These results support transfer to Luna, though the study does not 

evaluate transfer in every direction.

8.5.5 Further Analyses

Accuracy and inference cost. Figure 8.5 compares GDPval win + tie rate against mean 

token cost per evaluation task for the single worker, self-reflection, random organization, 

ReasoningBank + MaTTS, and ReOrg. For Gemini, ReOrg reaches 60.0% at 1.5 million 

tokens per task and 60.5% at about 1.6 million. The second and third rounds have the same 

reported performance and nearly identical cost. For Qwen, ReOrg increases from 68.7% at 
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Figure 8.5: Accuracy–token-cost trade-offs on GDPval. Cost denotes mean input + output 
tokens per evaluation task, excluding skill construction and final judging. Lines connect 
configurations within each method family in increasing cost order.

2.6 million tokens to 70.3% at 3.5 million. The strongest baseline rates are 57.3% for Gemini 

and 66.5% for Qwen, achieved at lower cost than ReOrg. The higher performance therefore 

comes with additional inference cost, and the results do not establish an advantage at every 

token budget.

Library growth and learned structures. After 20 GDPval adaptation tasks, the five-

seed library grows to 42 registered skills for Gemini and 40 for Qwen (Figure 8.6a). The 

five seeds remain available throughout adaptation, while repeated selection can reinforce an 

existing skill without adding a new record. Both final libraries cover all ten stakeholder roles 

and all three communication actions. Among their stored action nodes, Feedback accounts 

for 40.1% in Gemini and 50.6% in Qwen, while Loop-In accounts for 34.3% and 21.0%, 

respectively (Figure 8.6b).

The role distribution also differs across the two libraries (Figure 8.6c). Direct managers 

and upstream requesters appear in most skills in both libraries. Gemini more often includes 

experienced mentors, while Qwen more often includes same-job teammates, legal and risk 

reviewers, and cross-functional partners. Learning thus expands the available reflection 
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processes while retaining distinct mixtures of stakeholder perspectives and communication 

actions. These frequencies describe the stored libraries, rather than the contribution of 

individual roles or actions to performance.

8.5.6 Case Study: Reviewing Municipal Well Data

A Qwen GDPval task requests a workbook covering wells in eight Illinois municipal systems 

and an email recommending candidates to a manager. Candidates must be active, 160–200 

feet deep, and in sand-and-gravel aquifers. The initial workbook lists 33 wells and seven 

candidates across two worksheets but omits the email. Table 8.4 traces the revisions and 

candidate-versus-expert judge votes.
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Artifact Reflection before revision Trio votes

Initial Worker solve Loss, 0:3
Round 1 Teammate Propose, manager Feedback, requester Loop-In, le-

gal/risk Feedback, and cross-functional Feedback in sequence
Loss, 1:2

Round 2 The same five perspectives, with cross-functional Feedback moved 
ahead of the manager and requester

Win, 2:1

Round 3 Manager Feedback followed by manager Propose Win, 3:0

Table 8.4: Reflection sequence and candidate-versus-expert votes for the municipal well task.

Round 1: completeness and decision risks. The teammate and manager flag the miss-

ing email, and the manager notes that the workbook lacks its claimed conditional formatting. 

Other feedback distinguishes five producing wells from two with zero recorded pumpage and 

raises municipal ownership, intergovernmental agreements, provenance, units, and the con-

centration of four candidates in Farmer City. The worker adds freeze panes, formatting, 

verification notes, and two candidate tiers, but still omits the email.

Round 2: spreadsheet usability. Moving cross-functional feedback after the teammate’s 

proposal brings attention to plain-text URLs, ambiguous None values, and inconsistent work-

sheet formatting. The worker adds source hyperlinks, replaces ambiguous entries with N/A, 

applies shortlist conditional formatting, and carries unit and ownership caveats across both 

worksheets. The requester keeps zero-pumpage candidates in Tier 2 and recommends defer-

ring distance analysis until a facility site is available. The email remains missing despite a 

majority win against the expert reference.

Round 3: completing the handoff. Manager Feedback and Propose target the missing 

email and an active-well check that could admit inactive wells. The worker adds an Email to 

Manager  worksheet with all seven candidate IDs, depths, pumpage, tiered recommendations, 

verification and outreach steps, and key caveats. It also tightens screening to require official 

status A. The final workbook receives all three judge votes.
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This selected case shows successive feedback addressing completeness, usability, and un-

resolved requirements. It does not isolate the effect of a particular role or skill.

8.6 Conclusion

We introduced ReOrg, which equips a single knowledge-work agent with a learned organiza-

tional reflection layer. Its reflection skills specify which stakeholder perspectives to consult, 

how they contribute, and how their observations are combined to guide revision. By learn-

ing these skills from unlabeled tasks, ReOrg accumulates reusable knowledge about how to 

obtain useful feedback while keeping the worker responsible for the deliverable. Experiments 

show substantial improvements on GDPval and useful transfer across professional domains. 

Skills learned with Gemini and Qwen also improve performance with GPT 5.6 Luna, sup-

porting reuse across model backbones. The cost analysis highlights the additional inference 

required for the strongest results. These findings suggest that learning how to examine and 

improve work is a valuable complement to learning how to carry it out. Organizational 

knowledge thus provides a transferable resource for improving long-horizon agents.
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CHAPTER 9

Conclusion and Future Directions

9.1 Conclusions

This dissertation studies how language models can operate in specific and evolving private 

worlds. We argue that reliable knowledge augmentation requires both models that recog-

nize and navigate their knowledge boundaries and external knowledge layers that discover, 

structure, and evolve useful knowledge.

In Part I, we develop LongMemEval and LongMemEval-V2 to evaluate memory across 

conversations and agent experience. These benchmarks expose challenges in recovering rel-

evant evidence, tracking changes, and applying knowledge from accumulated histories.

In Part II, we study selective knowledge access through Repoformer and Self-Routing 

RAG. These methods learn when to retrieve and which sources to consult, using external 

context more effectively while avoiding unnecessary retrieval.

In Part III, we study the construction of reusable knowledge through Deep Policy Re-

search, Reasoning Memory, and ReOrg. These methods organize domain policies, reasoning 

procedures, and organizational reflection skills into resources that support later tasks. To-

gether, they broaden the role of external knowledge to include guidance for solving problems 

and obtaining useful feedback.

Together, these contributions support systems that become familiar with their private 

worlds. Sustained deployment further requires deciding what to learn, how to retain it, and 

whether accumulated knowledge improves subsequent work.
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9.2 Future Directions

Curiosity-driven exploration and interaction. A promising direction is to automate 

more of the forward-deployed engineering needed to adapt agents to unfamiliar workspaces. 

An agent could enter an organization as an intern, learn from its documents and interac-

tions, and gradually develop expertise through continually maintained memory. Appren-

ticeBench [Neo26], which evaluates learning a job through onboarding and subsequent work, 

provides an early setting for studying this progression. Engram’s study of a synthetic law 

firm also illustrates how prior exploration can build useful workspace knowledge [Eng26].

The central question is how an agent should choose what to learn when the value of 

that knowledge may emerge only in future tasks. Curiosity could guide the agent toward 

unfamiliar workflows, uncertain assumptions, and gaps in its understanding. Exploration 

would include reading records, inspecting tools, asking targeted questions, and learning 

from demonstrations or corrections. Such a system must balance completing the current 

task with investing in future competence, while accounting for the cost of exploration and 

human attention. It must also revise its memory as the workspace changes.

Self-calibrating context compression. A second direction concerns when external, non-

parametric knowledge should be consolidated into model parameters. Repeatedly retrieving 

the same background information may be inefficient. Engram’s law-firm study combines 

knowledge in model weights, text memory, and source documents [Eng26].

We envision a system that internalizes high-level domain intuition and frequently useful, 

stable facts, while preserving long-tail and rapidly changing details in external memory. 

This familiarity could help the model locate evidence and plan more accurate and efficient 

sequences of tool calls. External sources would supply precise details for the current task.

We refer to this direction as self-calibrating context compression. The system would learn 

both what knowledge merits consolidation and when its internal understanding is insufficient 
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or outdated. Reuse frequency, knowledge stability, and the relative costs of training and 

retrieval could guide these decisions. An important challenge is preserving the ability to 

recognize knowledge boundaries after consolidation, so that increasing familiarity does not 

lead the model to rely on stale assumptions. This would connect selective knowledge access 

with continual learning of the knowledge being accessed.

Extrinsic evaluation of memory. Finally, memory should be evaluated by how it ben-

efits complete tasks over time. Intrinsic properties, such as whether stored information 

is correct and current, are important but do not fully determine its usefulness. Accurate 

knowledge may be difficult to retrieve, presented in an unusable form, or supplied too late to 

influence an action. Conversely, a compact memory may omit many details while retaining 

what is needed for successful work.

LongMemEval-V2 takes a step toward evaluating usability by measuring the answers 

produced by a fixed reader from retrieved context. Extending this evaluation to interactive 

tasks introduces a harder attribution problem: success and failure also depend on planning, 

tool use, and execution. Future benchmarks could compare agents with different memory 

systems under matched interaction budgets, and use controlled changes to memory access 

to identify where improvements arise. Repeated tasks in evolving workspaces would further 

reveal whether remembered experience reduces recurring errors and the need for human 

guidance. Evaluation should account for exploration, memory maintenance, and inference 

costs, so that improvements reflect the cumulative value of learning about a private world.
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