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Abstract
Analysis of Sequential Stopping Rules for Simulation Experiments
by
Devaushi Imari Singham
Doctor of Philosophy in Engineering - Industrial Engineering and Operations Research
University of California, Berkeley
Professor Lee Schruben, Chair
Sequential stopping rules are often used to determine the run length of a simulation experiment. They can be used within confidence interval procedures for simulation output
analysis. We analyze the effect of sequential stopping rules on the coverage of confidence
interval procedures. Our research develops methods for evaluating coverage of rules that
are not operating in the limit. We assess the quality of different types of rules and introduce an analytical method for evaluating the loss in coverage for a certain class of stopping
rules. This method includes a calculation of the distribution of the stopping time of the
procedure. We find optimal parameters for absolute precision stopping rules applied to
normally distributed data and use these results to suggest methods for obtaining nominal
coverage with minimal replications. We relate confidence interval procedures to decision
making to develop improved stopping techniques, and extend the discussion on stopping
rules to other simulation areas.
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Chapter 1
Introduction
Simulation is a powerful tool that can be used to estimate the performance of a system
that does not physically exist. Managers often use it for exploring different options to help
make a decision. Conducting experiments by physically trying different policies can be a
costly way to choose among options. Simulation is usually a relatively cheap alternative
for gathering information. The experiments can be designed as statistical experiments; a
manager decides how many times to run the simulation, performs the experiments, and analyzes the output data. The manager must decide when to end the experiment by choosing
a stopping rule which determines the number of times to replicate the simulation. This
dissertation analyzes the effect of stopping rules on simulation output analysis.
Because computers may allow simulations to be run cheaply, the stopping rule is often designed to require additional simulations until enough data has been gathered to meet
certain criteria specified by the manager. For example, a stopping rule could require simulating two systems until they are shown to have significantly different performance levels.
Or, one system can be simulated until the manager has enough data to construct a narrow
confidence interval to estimate the mean system performance. These stopping rules are designed to increase the number of simulations until the manager has the information needed.
However, we show that the distribution of the simulation data conditioned on the event that
it has met the criteria of the stopping rule is different from the distribution of the original
data.
Let X be a vector of independent random variables X1 , . . . , Xn and x be a vector of
sample realized values of Xi , x1 , . . . , xn . The probability that the sequence of random variables X1 , X2 , . . . , Xn takes the particular values x1 , . . . , xn can be written as a likelihood
quantity:
L(x) =

n
Y

f (xi )

(1.1)

i=1

Consider values x which are realized so their likelihood is greater than zero (L(x) > 0)
and a test statistic T that is a function of x. Filtering procedures can be used to determine if
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outcomes of an experiment meet the specified criteria. The test statistic T (x) can be used
to check to see if the data meets the requirements. Define C as the set of values of T (x)
that meet the criteria. If the data meets this criteria, then T (x) ∈ C. Now suppose the data
is filtered according to this criteria, and is accepted for use if T (x) ∈ C. Also assume that
not all possible values of x will meet the criteria, so that P (T (x) ∈ C) < 1.
T HEOREM . Let X1 , X2 , . . . be random variables generated independently from a specified distribution F with density f . Suppose we have a function of the realized values x,
called T (x), which is a test statistic of X, and a criteria set C, whose space is a strict subset
of the range of T (x). Then the conditional distribution of X1 , X2 , . . . given T (x) ∈ C is
different from F .
P ROOF. The likelihood of the accepted data is:
L(x, T (x) ∈ C)
P (T (x) ∈ C)
L(x)1{T (x)∈C}
=
P (T (x) ∈ C)
6= L(x)

L(x|T (x) ∈ C) =

(1.2)
(1.3)
(1.4)

Since L(x) > 0 and P (T (x) ∈ C) < 1, and since 1{T (x)∈C} is either 0 or 1, L(x|T (x) ∈
C) 6= L(x). Hence, the distribution of the data given that it meets the requirements of the
test statistic is not the same as that of the original data. 
In other words, although stopping rules have been designed to give the manager output
that is useful for decision making, the choice of stopping rule can actually affect the distribution of the data that is observed. Even if the simulation model is a perfect representation
of the real system, the choice of stopping rule can bias the results.

1.1

Examples of bias in sequential stopping rules

Consider the example of sequential stopping rules used for confidence interval procedures (CIPs). Let X1 , X2 , . . . , Xk be a sample of k independent and identically distributed
performance estimates from a simulation. These values Xi are separate estimates for the
mean system performance µ. Let X̄k be the sample average and Sk2 be the sample variance
of X1 , . . . , Xk . Define η as the confidence coefficient of the confidence interval to be constructed from these estimates. In many experiments η is chosen as 90% or 95%, though
here we allow η to be in (0, 1). Let tη,k−1 be the (1 + η)/2 quantile of the t-distribution
with k − 1 degrees of freedom. Then, an approximate confidence interval for µ can be
constructed as:
r !
r
Sk2
Sk2
, X̄k + tη,k−1
.
(1.5)
X̄k − tη,k−1
k
k

3
The half-width of the confidence interval is defined as:
r
Sk2
HWη,k = tη,k−1
.
k

(1.6)

Next, we outline the steps for implementing sequential stopping rules for confidence
interval procedures.
1. Choose a value η for the confidence coefficient, and a value δ as the precision requirement for the procedure.
2. Start with some sample size k, and simulate X1 , X2 , . . . , Xk .
3. Calculate the confidence interval half-width according to Equation 1.6.
4. If HWη,k > δ, simulate another observation, Xk+1 . Else go to step 6.
5. Go to step 3, and include the new data point in the confidence interval calculations by
setting k = k + 1.
6. When HWη,k ≤ δ, stop and deliver the confidence interval according to (1.5).

0.4
HWη = δ

0.1

0.2

0.3

HWη

0.5

0.6

0.7

Path to stopping

µ
−0.4

−0.2

0.0

0.2

0.4

X

Figure 1.1: A plot of the path taken by (X̄k , HWη,k ) until the stopping rule is met at the
horizontal line HWη,k = δ for data with distribution N (0, 1). If the path lands along the
shaded portion of the line, the resulting confidence interval covers the true mean µ = 0.

Figure 1.1 shows graphically how the sequential stopping rule works when the data
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has a standard normal distribution. (For the rest of this thesis, assume that the data has a
standard normal distribution unless noted otherwise.) The manager chooses a value of δ
to be the maximum value of the half-width that they require from the resulting confidence
interval procedure. Smaller values of δ imply narrow confidence intervals, which are desirable for managers wanting to estimate µ with a high level of precision. Sequential stopping
rules allow for simulation to occur until a confidence interval small enough to meet the
manager’s needs is generated.
As an example of the bias associated with sequential stopping rules, we apply the procedure described above to data with a standard normal distribution. Setting η = 90% and
δ = 0.3, we simulate standard normal data until we can construct a 90% confidence interval
with a half-width smaller than 0.3. At that point, we check to see if the resulting confidence
interval covers the true mean, which is zero. The shaded portion of the line shows which
paths succeed in covering µ after stopping. If the path stops at a point too far away, the
interval of width δ is not wide enough to include zero. Repeating this experiment multiple
times results in coverage with probability 84%. This loss in coverage (from 90% to 84%)
is an example of the effect of the stopping rule on output results. Even though the data has
the qualities of independence and normality that would result in exact coverage for a fixed
sample size experiment, using the sequential stopping rule leads to lower coverage.
We use this example of a sequential stopping rule to discuss the implications of the
theorem stated above. We show that the choice of δ can lead to a bias in the procedure.
Our research attempts to quantify this bias by calculating analytically the loss in coverage
for a certain class of sequential stopping rules. Because simulation can be cheap, managers
often employ stopping rules that require large amounts of data in order to obtain smaller
confidence intervals. They may not be aware of the bias induced by the rule. This research
seeks to provide methods for estimating the loss in coverage due to the choice of sequential
stopping rules.

1.2

Motivation

Simulation allows the user to have control in designing and testing a virtual system. It
is tempting to design the simulation and run it until you have desirable results. But is it a
problem if we only stop when we have results that appear to be good? Can we quantify the
effect of the stopping rule on the results? For sequential stopping rules used in confidence
interval procedures, we isolate the stopping rule bias and quantify its effect on coverage.
We show that there is a loss in coverage, and derive this loss analytically for a certain class
of stopping rules. Additionally, we explain some general implications of termination bias
for simulation methodology.
We use the concept of coverage to evaluate the quality of sequential stopping rules.
Coverage refers to the percent of times that a confidence interval generated by a CIP actually covers the true mean µ. A CIP has nominal coverage if its coverage is equal to that
intended by the procedure. For example, if a CIP designed to generate 90% confidence
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intervals produces intervals that cover µ exactly 90% of the time (and if the same applies to
confidence coefficients besides 90%), then the CIP has nominal coverage. If the simulation
output data has all the qualities assumed by the CIP (i.e. independence and normality), then
the coverage should be nominal for the procedure to be valid. The quality of a CIP can be
measured by calculating its coverage using different values of η, and seeing if the actual
coverage is equal to the intended coverage. In the previous section we showed an example
where the stopping rule reduced the coverage from 90% to 84%.
This research begins by assuming that the simulation output data is independent and
normally distributed with a known variance. In reality, the simulation data probably does
not have these convenient properties, but we assume them here for three important reasons.
First, analytical calculations become feasible using these assumptions; the assumption of
independence allows us to generate sample paths without worrying about history in generating values. Independence combined with normality provides exact confidence intervals
using the t-statistic (for fixed sample sizes). The distributions of the sample mean and variance of a set of i.i.d. normal data are known and independent. Second, batching methods
are often used to transform data into approximately i.i.d. normal batched means. Many
simulation output analysis methods assume i.i.d. normal data since output is transformed
to batches that appear independent and normally distributed.
Third, and most importantly, these assumptions provide a best case scenario for coverage. We evaluate the quality of a stopping rule as if it was applied to perfect data.
Assuming independence and normality for our method indicates how well the procedure
would perform for data with ideal properties. If coverage is not nominal for data that is i.i.d
normal, we would have even less information about coverage for data that is dependent or
non-normal. The quality of a CIP employing a sequential stopping rule can be evaluated
using the assumptions of independence and normality. Because the simulation data has
all of the properties assumed by the CIP, the coverage should be nominal. Any deviation
from nominal coverage indicates a decrease in the quality of the procedure. We attempt to
evaluate the quality of sequential rules by calculating this deviation from nominal coverage.
In addition to using coverage to evaluate stopping rules, we also look at the expected
stopping time as a measure of performance. If two rules can achieve the same coverage,
the rule with the lower expected stopping time is preferred. We optimize over the space
of potential stopping rules to choose those that can provide the best coverage with the
lowest expected number of replications. We analyze the optimization results to suggest
general rules that can be used by practitioners to obtain good coverage at minimal cost.
We are able to find rules for normally distributed data that appear to be independent of the
variance. Also, we explore how the rules work for exponentially distributed data. Finally,
we analyze different types of stopping rules in order to explore potential research into other
areas relating to stopping selection criteria.
Confidence interval procedures are widely used among simulation practitioners. We do
not necessarily support the widespread use of these procedures, and we acknowledge that
there are other methods of evaluating output data. But we are trying to learn more about
the potential problems with these methods so that we may suggest improvements. We take
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a closer look at how CIPs directly translate into decision making, and determine if there
are ways to structure confidence intervals to more adequately represent the decision to be
made. For example, one-sided confidence intervals might be more appropriate because
higher performance is desirable and we want to bound the likelihood of low performance.
We begin in Chapter 2 with a review of the literature on stopping rules in simulation.
We explain the different types of stopping rules and set up the notation for the rest of the
dissertation. We explicitly define the sequential stopping rules used and discuss the relevant
asymptotic theory. We also present various practical rules from the literature and detail the
most popular procedures. In Chapter 3, we classify the different types of stopping rules and
show the empirical coverage results under various conditions and distributional settings.
The results from numerous simulation experiments are presented to show how different
parameters affect coverage and expected stopping times. In Chapter 4 we derive analytical coverage results for i.i.d normal data and determine the distribution of the stopping
time. We calculate these results over the space of parameters and optimize to determine
which rules provide the best coverage with the smallest expected number of replications.
In Chapter 5, we relate the CIP coverage results to decision making by exploring how confidence intervals can best be structured to answer questions. We also look at other methods
of filtering data to see if there is a bias that extends beyond confidence interval procedures.
Chapter 6 presents some topics for future research, and Chapter 7 concludes.
Although researchers have been aware of problems with stopping rules, they may not
know the extent to which coverage is affected, or how to choose good stopping rules without knowing the distribution of the data in advance. This dissertation research provides a
general framework for seeing how different stopping rule parameters affect performance.
Most research suggests ad-hoc rules that appear to work for specific systems. Here, we
hope to generalize the rules so that they can be applied to many types of systems. We
run simulation experiments to estimate performance of the stopping rules, and confirm
our results analytically. The analytical methods introduced to calculate the performance
of stopping rules confirm our simulation results and provide added intuition about why
stopping rules have varying coverage.
We wish to bridge the gap between the theory that exists to prove asymptotic validity of
the stopping rules, and the research on the rules that appear to work from empirical testing.
The asymptotic theory shows that the stopping rules are valid as they push the required
number of simulations to infinity. But in practice, stopping rules require a finite number of
simulations. Our goal is to provide some theory for when we are not operating in the limit,
and to use that information to suggest rules that work in practice.
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Chapter 2
Background and Notation
2.1

Output analysis

The research in this thesis falls within the area of output analysis in stochastic simulation, which focuses on analyzing the output data once the simulation model has been built
and run. When planning a simulation experiment, the practitioner must decide how long
each run is, how many replications to run, and how to analyze the output. There are different dimensions along which output analysis can be conducted, as outlined in Bratley et al.
(1987). We summarize them here, describe which aspects are studied in this dissertation,
and simultaneously develop the notation that will be used.

2.1.1

Confidence intervals in output analysis

A common way of summarizing the output of simulation experiments is with confidence intervals. Suppose a simulation is designed to produce an estimate of some parameter of performance of a system. It could be the average output of a production system,
or the proportion of times a system fails. Generally, the point estimator is the average of
the estimates collected from different replications of the simulation. A confidence interval
around that point estimate provides a measure of the variation of that estimator. New research by Song and Schmeiser (2009) suggested improved ways of representing simulation
output by way of leading digit rules. This dissertation focuses on confidence interval procedures (CIPs) since these are the most common way of summarizing output. We do not
necessarily support the use of these CIPs as they are currently used, and we attempt to find
ways to improve them.
Suppose the modeler runs the simulation k times, and generates values X1 , X2 . . . , Xk
as the estimates of performance. The point estimate of performance is usually taken as
the sample average of the simulation observations, X̄k . Confidence intervals are usually
preferred to point estimates because they give some indication of the quality of the estimate.
The precision of the estimate usually refers to the half-width of the confidence interval,
which was defined in Chapter 1 as
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r

Sk2
.
(2.1)
k
Let η be the confidence coefficient desired for the confidence intervals. We let tη,k−1 be
the (1 + η)/2 quantile of the t-distribution with k − 1 degrees of freedom. Let Sk2 be the
sample variance of the X values, and k be the sample size. Our confidence intervals take
the following form:
r !
r
Sk2
Sk2
, X̄k + tη,k−1
.
(2.2)
X̄k − tη,k−1
k
k
HWη,k = tη,k−1

CIPs are simulation output analysis procedures designed to estimate confidence intervals for some parameter of performance, usually the mean parameter of performance µ.
The CIPs described here estimate µ by taking the average of some sequence of observations X̄k and producing a confidence interval around it. Here we focus on steady-state
simulations where we run the simulation for a long time in order to obtain better estimates
of µ (more narrow confidence intervals).

2.1.2

Fixed sample size vs. sequential sampling

This thesis focuses on the decision of how many simulation replications to generate.
There are two main methods of determining when to stop a simulation. Generally, one
simulation run will produce output Xi , which is an estimate of the system performance
for that run. In order to lower the variance associated with one run, a simulation is run k
times and the results averaged in order to obtain an estimate, X̄k . The modeler must decide
what the value of k should be. Fixed sampling involves setting a fixed value of k prior to
beginning the experiment. After fixing the sample size k, the experiment is replicated k
times and observations X1 , . . . , Xk are collected to calculate a confidence interval of the
form (2.2).
Sequential sampling involves monitoring the simulation output at various points during the experiment and looking at the observations to determine when to stop. The most
common way of doing this is by choosing a desired precision value δ and stopping when
the half-width of the confidence interval for µ is less than or equal to δ. Define the random
variable k ∗ as the stopping time for a sequential procedure that stops the first time that
HWη,k ≤ δ, where HWη,k is defined according to (2.1). For a stream of random variables
X1 , X2 , . . . , define:
.
k ∗ = arg min HWη,k ≤ δ.
k

Generally, fixed sampling avoids some statistical problems with the results, but does
not guarantee that the precision of the estimate meets the needs of the modeler. Sequential
sampling can result in confidence intervals that appear to meet precision requirements,
but the number of replications required by the procedure is unknown and true coverage is
often less than η. Most sequential rules monitor performance as the simulation is run by
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checking to see if the half-width of the confidence interval generated from the given data
meets the precision requirements of the modeler. Additionally, if the underlying data meets
the assumptions of the confidence interval procedure (i.i.d and normal), then the confidence
intervals generated by the fixed sampling procedure will have exact coverage, while those
from the sequential sampling procedure will generally have lower coverage levels. Table
2.1 summarizes these differences.
Table 2.1: Differences between fixed and sequential rules
Stopping Rule Type Precision Sample Size CI coverage
Fixed
Unknown
Known
η
Sequential
Known
Unknown
6= η

In terms of coverage, fixed sampling has better statistical properties. Fixed sampling
can be used if there is some physical constraint on the number of resources available to
conduct experiments. But for many simulation models there is no limit on the amount
of replications the computer can generate (or the limit is large). So sequential stopping
is employed because it allows the users to run the experiment until they have the desired
tolerance. The stopping rule provides a way of determining the earliest time they can stop
and collect their results. But the coverage of these CIPs is generally less than what the user
thinks it is. We attempt to find the actual coverage of these rules and use this information
to choose rules with improved coverage.

2.1.3

Absolute vs. relative precision stopping rules

Sequential procedures for CIPs generally have either absolute or relative precision stopping rules. Absolute precision rules set the value of δ to some tolerance amount that has
meaning to the modeler. There may be some pre-specified tolerance for how far away the
true value µ can be from X̄k in order to have enough information to make a decision. So the
experiment is designed to stop when HWη,k ≤ δ. Relative precision stopping rules require
the half-width to be less than some proportion of the sample mean. The precision of the
rule is usually set so that stopping happens when HWη,k ≤ δ X̄k . These types of rules can
be useful when the user does not know what the scale of µ is, and wishes to estimate µ
to within some small proportion of the sample mean. But if X̄k happens to be large, the
output intervals can end up being much wider than what is appropriate.
In this dissertation we mainly consider absolute precision stopping rules because they
have a more realistic basis in decision making. The modeler usually has some physical
constraints in terms of tolerance they can accept in X̄k . Most of the asymptotic theory
has been developed for absolute precision rules, and they are easier to deal with in the
analytical calculations. In Chapter 5 we compare some of the differences between absolute
and relative precision rules.
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2.2

Coverage functions

Coverage functions are a way of evaluating CIPs. Although a CIP intends to produce
confidence intervals that cover µ with probability η, they may actually produce intervals
that cover with some different probability. One way of calculating coverage functions is
by applying the CIP to data with a known distribution (and hence known µ), and seeing
how often µ is covered. Schruben (1980) introduced and developed the idea of a coverage
function. If the assumptions of the CIP hold for the data used in an experiment, then

P r µ ∈ (X̄k∗ − HWη,k∗ , X̄k∗ + HWη,k∗ ) = η.
If the data meets the assumptions of the procedure (for example, independence and normality) the output interval should cover µ with probability η. Schruben defines a random
variable η ∗ as the smallest confidence coefficient such that µ would be contained in a given
confidence interval:
.
η ∗ = inf{η ∈ [0, 1]; µ ∈ (X̄k∗ − HWη,k∗ , X̄k∗ + HWη,k∗ )}.
If the assumptions of the CIP hold, η ∗ will be uniformly distributed. Nominal coverage
occurs when the coverage achieved by the procedure is equal to the coverage desired. The
distribution of η ∗ , P r(η ∗ ≤ η), is the called the coverage function of the CIP. Intervals
that cover µ for a specified value of η are the intervals that result in η ∗ ≤ η. If coverage
is nominal, then P r(η ∗ ≤ η) = η so η ∗ is uniformly distributed. Much of the work
done in this thesis involves generating η ∗ for repeated applications of a CIP to produce the
distribution function of η and assess the quality of the procedure.
Coverage functions are useful in evaluating CIPs by assessing the true coverage when
they are applied to data that meets the assumptions of the procedure. If P r(η ∗ < η) = η,
then the CIP is delivering nominal coverage. If P r(η ∗ < η) < η, then the coverage is
less than what was intended and the modeler is underestimating the variance of the point
estimate. If P r(η ∗ < η) > η, then the variance has been overestimated and too many
resources have been used to obtain the confidence interval. Coverage functions can be used
to evaluate the quality of a CIP by comparing the distribution of η ∗ to a uniform distribution.
The quality of a CIP can be assessed by measuring the deviation of the coverage function
from the uniform distribution function as in Schmeiser and Yeh (2002).
Coverage functions measure the quality of a stopping rule by evaluating coverage for
all levels of η ∈ [0, 1]. At η = 0%, coverage is 0, and at η = 100%, coverage is 1. So
the coverage function is a distribution function over [0, 1]. Even though the user may only
be interested in generating confidence intervals using one value of η, evaluating coverage
over the whole [0, 1] interval can sometimes provide a better representation of the quality
of the CIP. Because the coverage function is continuous, monotonically increasing, and
approaching 1 at η = 100%, coverage tends to be high for high values of η. As a result,
deviations from nominal coverage may not be spotted for high values of η and problems
may only be observed at middle or lower values of η.
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Figure 2.1: Sample coverage function when a standard normal approximation for confidence interval generation is applied to positively correlated data (ρ = 0.2).

Figure 2.1 shows an example of a coverage function for a CIP which assumes independence but is applied to correlated data. The diagonal line shows nominal coverage (the
uniform distribution function), and the curved line is the actual coverage of the procedure.
If the CIP assumes the data is independent when it is positively correlated, it will underestimate the variance and the confidence intervals generated will be smaller and hence less
likely to cover the true mean. As seen in Figure 2.1, the actual coverage delivered by a
CIP is less than what was intended. The coverage can be different because the data has a
different distribution than what the procedure assumes, or the assumptions of the CIP are
not met during the experiment. In this dissertation, we focus on the deviations in coverage
because of the choice of stopping rule.
As an example, consider the experiment detailed in Section 1.1. We applied a stopping
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rule that required 90% confidence intervals to be smaller than 0.3, and applied the rule to
standard normal data. This resulted in coverage of 84%. Empirical experiments of this kind
have revealed that this loss in coverage exists for many different stopping rules. Our focus
here is on analyzing the reasons for the loss in coverage, finding ways to evaluate coverage
functions for these rules, and choosing parameters to mitigate the loss in coverage. The
next few sections outline the literature on coverage of stopping rules in simulation output
analysis.

2.3

Theoretical results

Much work started in the 1950s to theoretically analyze stopping rules and determine
the asymptotic coverage. The early papers by Anscombe set up the context for sequential
estimation and developed methods of estimating the mean of a normal population and the
parameters of a birth-death process (Anscombe 1949, 1953). Asymptotic coverage refers
to the coverage of a sequential stopping rule as the required half-width bound (δ) for the
procedure approaches zero and the respective required sample size (k ∗ ) approaches infinity.
The research in this area generally shows that under certain conditions, as the required half
width of the sequential procedure approaches zero (as δ → 0) the coverage approaches
nominal coverage (η ∗ → η).
The first major paper of this type was by Chow and Robbins (1965) and showed that for
i.i.d. data with a finite variance, the asymptotic coverage was nominal (this was referred
to as asymptotic consistency) for absolute precision rules . They also showed that the procedures were asymptotically efficient. Starr (1966) continued this analysis by confirming
that absolute precision procedures were consistent and efficient for all possible values of
σ 2 . The analysis was extended to relative precision in Nadas (1969).
Lavenberg and Sauer (1977) exploit the regenerative structure of a simulation to obtain
an asymptotically valid procedure using relative precision rules. More recently, Glynn and
Whitt (1992) developed general conditions for asymptotic nominal coverage for absolute
precision rules. They specify that the estimation process must follow a functional central
limit theorem and that the variance estimator is strongly consistent. The work of Chow and
Robbins has also been applied to sequential selection problems in choosing the best system
(e.g. Nakayama 2006).
The general consensus of this research is that in the limit, these stopping rules provide
nominal coverage in many situations, especially when the data is i.i.d normal. But preliminary experiments show that for a finite value of δ, coverage is generally less than η.
Although sequential stopping rules are asymptotically valid, in practice their coverage is
inadequate. This dissertation considers the coverage achieved for positive values of δ and
the implications for practictioners.
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2.4

Ad-hoc stopping rules and practical guides

In addition to the work on asymptotic results, much research has gone towards developing guidelines for stopping rules used in practice. Since simulation run lengths cannot
extend to infinity, asymptotic coverage cannot be achieved. Researchers have worked to
determine which stopping rules provide adequate coverage in practice. Law and Carson
(1979) ran tests of many procedures and found that the one suggested by Lavenberg and
Sauer (1977) was the best. Law and Kelton (1982) continued with empirical testing and
found that the Lavenberg and Sauer procedure performed well with a relative precision
value of δ = 0.075. Meketon and Heidelberger (1982) developed a stopping rule that appeared to reduce the bias for simulations having a regenerative structure. Heidelberger and
Welch (1981) developed a method for managing the run length of a simulation by estimating the variance using an estimate of the spectral density at zero.
Recent procedures have been developed to take simulation output and convert it to data
that is approximately i.i.d. normal through the batched means methods. These procedures
generally involve increasing the batch size of the data until the batched means appear to be
independent and normally distributed. Once an adequate batch size has been determined,
a stopping rule is employed to determine the number of batched means needed to deliver
an appropriate confidence interval. The papers by Steiger and Wilson (1999, 2002) explain
these methods and provide results for different relative precision rules.
This dissertation attempts to provide a general framework for stopping rule analysis by
analyzing the coverage of different stopping rules. We calculate the coverage analytically
and estimate it by simulation methods. By looking at coverage for a wide range of stopping
rules, we hope to derive some general properties that predict how they will perform, and
provide intuition as to why some CIPs fail. We look at coverage along different dimensions
(η, δ, k ∗ , σ 2 ) to see which combinations of parameters lead to improved coverage.
In Chapter 3 we run experiments to see how the parameters affect coverage. Chapter
4 analyzes coverage analytically to confirm our results from the experiments in Chapter 3.
Chapter 5 looks at CIPs from a decision making perspective. Confidence interval procedures are designed to assist with decision making, so it is important to understand the how
confidence intervals are a measure of the risk and tolerance requirements of the decision
maker. As stated in the introduction, the goal of our research is to provide some theory to
explain coverage when δ is positive, and to use this information to provide stopping rules
that can be used in practice.
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Chapter 3
Parametrization of Stopping Rules
The previous chapter discussed some different types of stopping rules. A fixed sample
size stopping rule involves fixing the number of simulation replications to collect before
the experiment begins. A sequential stopping rule involves stopping once the simulation
observations meet some criteria. This dissertation focuses on sequential stopping rules
since those are common in simulation studies. Sequential rules have not been studied much
analytically except in the limit. Since most experiments will use some criteria to stop after
a finite number of samples have been collected, we hope to learn more about the quality
of coverage for different types of sequential stopping rules. The results presented in this
thesis pertain to data with a standard normal distribution unless stated otherwise.
This chapter discusses research results for different sequential stopping rules used in
confidence interval procedures (CIPs). Consider the following rule introduced in the previous chapter: for a given stream of i.i.d. simulation output X1 , X2 , . . . with unknown mean
µ, stop and collect a confidence interval at k ∗ replications where
.
k ∗ = arg min HWη,k ≤ δ

(3.1)

k

and
r

Sk2
.
(3.2)
k
In the following sections, we look at different values of η (the confidence coefficient)
and δ (the stopping threshold) and run experiments to see how the rules perform. Performance is evaluated according to two factors: the actual coverage of the procedure (the
percent of times the output confidence intervals contain the true mean µ), and the expected
stopping time (E[k ∗ ]). The results are used to guide our intuition in deriving the coverage
of stopping rules analytically in Chapter 4 and to confirm those results numerically.
Most CIP research involves choosing high values of η (typically at least 90%) and small
values of δ, and testing the coverage for a given class of data with a known mean. Here we
look at a range of values for η and δ to learn about the general properties of the rules. We
HWη,k = tη,k−1
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explore a number of dimensions along which the rules can change and evaluate their basic
properties.

3.1

Defining parameters of stopping rules

This section defines the parameters commonly used in stopping rules. The two main
parameters already presented pertain to the desired characteristics of the output confidence
interval. These parameters are the desired coverage and length of the output confidence
interval.
• η - the desired confidence coefficient of the output confidence interval
• δ - the desired maximum length of the half-width
Generally, higher values of η and lower values of δ are desired. Values of η are typically
chosen to be 90% and higher, but this thesis considers all possible values of η between 0%
and 100%. As explained in Schmeiser and Yeh (2002), in order to determine the quality of
a CIP, the coverage performance should be considered at all levels of η, rather than just at
high values. Smaller values of δ are desired because narrow confidence intervals provide a
more precise estimate of µ. As discussed in Chapter 2, as the value of δ approaches 0 in
sequential procedures, the coverage of the procedure approaches nominal coverage. The
number of simulations required by the stopping rule is higher for lower values of δ, so low
values of δ lead to improved coverage. However, a practitioner may not know what value
of δ is small enough.
Other parameters used in setting up stopping rules include those that directly determine
the number of replications to run. Let k be the number of replications of a simulation. For
fixed sampling procedures, k can be chosen to determine when to stop without any choice
of δ. We also define a parameter r that determines the number of times some criteria needs
to be met before stopping the procedure:
• k - the number of replications to run in the experiment
• r - the number of times the stopping criteria must be met, either in a row, or total.
For example, a stopping rule can require the half-width to be less than δ for three
sequentially added observations, rather than stopping as soon as the half-width falls below
δ. There may be gaps between the times the criteria is met (the half-width could increase
above δ during the gaps), or the procedure could require that HWη,k ≤ δ for r observations
in a row to ensure that stopping did not happen prematurely.
Next, we present some related random variables. Let η ∗ , δ ∗ , and k ∗ be random variables
associated with outcomes of an experiment. Assume that we know the true value of µ, and
we have just completed an experiment and generated a confidence interval. Define the
following random variables:
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Figure 3.1: Possible stopping rule where the experiment stops once the half-width falls
below δ three times (not necessarily in a row).

• η ∗ - the smallest confidence coefficient that would have been required to cover µ.
• δ ∗ - the smallest value of the half-width that would be required to cover µ
• k ∗ - the number of replications required to meet the stopping rule.
The random variables η ∗ and k ∗ were introduced in Chapter 2. If k ∗ is the stopping
time for a given realization of the procedure, then the value of δ ∗ is |X̄k∗ − µ|. As for η ∗ ,
the real value of µ may not be contained in the confidence interval. The value of η ∗ is the
smallest confidence coefficient that would be required to cover the true value µ given the
sample mean and variance of the data at stopping. If the sample mean is close to µ, then η ∗
will be small. If µ lies outside the reported confidence interval, then η ∗ will be large (and
greater than η). If the CIP is delivering confidence intervals with exact coverage, then η ∗
should be less than η with probability η. This implies that η ∗ is uniformly distributed for
CIPs that deliver nominal coverage.
For a given sequential stopping rule experiment, we fix η and δ, generate simulation
observations X1 , X2 , . . . from a distribution with mean µ, and stop after k ∗ replications
when the half-width criteria is met. Then we can calculate η ∗ for that replication. By
repeating this experiment many times, we can estimate the distributions of k ∗ and η ∗ , and
assess the performance of the stopping rules. We graph the distributions of these random
variables in later sections of this chapter.
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3.2

Graphical representations of fixed and sequential stopping rules

A stopping rule can be applied to simulated data with a known distribution. By repeating this experiment and recording the proportion of times that the output confidence
interval covers the true mean, we can estimate the coverage of the stopping rule. Another
way of showing the coverage of a rule is by observing the process graphically. A plot of the
possible output confidence intervals can be used to show which ones succeed in covering
the true parameter.
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Figure 3.2: Plot of simulated output confidence intervals over the sample space. The shaded
area shows the confidence intervals that succeed in covering the true mean and meeting the
stopping rule. The line at δ = 0.3 separates those intervals that meet the rule from those
that do not.
Figure 3.2 shows the graphical representation for a fixed sample experiment where

18
confidence intervals with a half-width less than 0.3 are accepted by the stopping rule. The
x-axis is the sample mean of the k data points, and the y-axis is the half-width of the
resulting η-confidence interval. For this plot, the stopping rule is a fixed sampling rule
using a sample size of k = 30 standard normal random variables. The crosses correspond
to confidence intervals formed from simulated sets of 30 standard normal random variables.
The diagonal lines divide the space into confidence intervals that cover the true mean from
those that do not. If an output confidence interval is centered far away from the true mean,
it must have a large enough half-width to cover. The shaded region shows which confidence
intervals cover µ and meet the stopping rule.
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Figure 3.3: Plot of simulated output confidence intervals over the sample space. The shaded
area shows the confidence intervals that succeed in covering the true mean using δ as the
half-width even if the confidence interval half-width is less. The line at δ = 0.3 separates
those intervals that meet the rule from those that do not.

To estimate coverage, take the proportion of points that meet the stopping rule and
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cover the true parameter divided by the total number of points meeting the stopping rule.
The points under the stopping line at HWη,k = 0.3 meet the rule, but only those in the
shaded region cover the true parameter. One interpretation of coverage is that it is the
probability weighted area of the shaded region divided by the probability weighted area
under the stopping line.
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Figure 3.4: Relative precision stopping rule graph. The shaded area shows the confidence
intervals that succeed in covering the true mean and meeting the stopping rule using δ =
0.15 as the relative precision tolerance parameter.

An alternative fixed sampling rule involves accepting samples with a half-width smaller
than δ, but taking the output interval half-width as δ, even if the half-width calculated
according to (3.2) is smaller (see Figure 3.3). This would allow for a greater coverage area,
leading to higher coverage probabilities. If the user only needs half-widths of length δ, they
may be willing to accept a confidence interval that is wider than what was generated by the
procedure.
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Figure 3.4 shows the coverage region for a relative precision stopping rule with δ =
0.15. The stopping line is slanted since stopping can occur if the half-width falls below
δ X̄k . Again, coverage for a fixed sample size experiment can be calculated by taking the
probability weighted area of the shaded region divided by the probability weighted area of
the space under the stopping line. The coverage region can be extended as in Figure 3.3 to
set the half-width equal to δ X̄k .
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Figure 3.5: A plot of the path taken by (X̄, HWη,k ) until the stopping rule is met at the
horizontal line HWη,k = δ.

Finally, we show the graph representing coverage for sequential stopping rules in Figure 3.5. This graph is reproduced from Chapter 1. In sequential stopping rules, data is
simulated until the output confidence interval reaches the stopping line. If the path stops on
the shaded portion of the line, the output confidence interval succeeds in covering the true
mean. It is possible for the path to stop below the line, as a new observation might push the
confidence interval half-width to be smaller than δ. In these cases, we take the half-width
as δ.
The coverage of a sequential stopping rule is the probability of stopping on the shaded
portion of the line. Much of the work in Chapter 4 involves analytically calculating the
probability that the path stops in the shaded region. We deal with stationary data for which
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the sample mean will eventually converge to the true mean, so the probability of meeting
the stopping line is 1.
These graphs help interpret the coverage of a stopping rule by showing where the sample paths must lie in order to cover the true parameter. They provide the intuition for much
of the analytical results in Chapter 4. We are able to match the probability area calculations with simulated coverage values to confirm that these graphs provide an accurate
representation of coverage properties.

3.3

Analysis of a single stopping rule

This section shows the basic results of simulation experiments conducted to evaluate the
quality of stopping rules. In order to evaluate a CIP employing a stopping rule, we can see
how often it covers some known mean parameter of data derived from a given distribution.
In this section, we show the results of simulation experiments on i.i.d N (0, 1) data using a
stopping rule of η = 90% and δ = 0.3 to reveal some general properties of stopping rules.

3.3.1

Coverage at various stopping time values

In order to see how the stopping rule affects the coverage of a procedure, we simulate
many paths to stopping, and divide the paths according to stopping time. The coverage
properties at different stopping times can be analyzed separately to see if the paths that
stop earlier are contributing more to the loss in coverage of the overall procedure. We
start with two observations to calculate the first confidence interval. With the choices of
η = 90% and δ = 0.3, the procedure usually stops before 65 observations. For each sample
path, we record the confidence coefficient that would be required to cover the true mean,
η ∗ . We then plot an estimate of the density function of these values of η ∗ for those paths
that stop at a given stopping time. Figure 3.6 shows the density function estimates for η ∗ at
different stopping times.
Figure 3.6 shows that the paths that stop earlier have worse coverage than those that
stop later. The high concentration of values of η ∗ at around 90% in the top left plot (for
k ∗ = 2) implies that many of the confidence intervals that are produced after stopping at
two replications are centered far away from the true mean and require higher confidence
coefficients to cover µ. As the value of k ∗ increases, the density shifts to the left, and
smaller confidence coefficients are often sufficient to cover the mean. These results suggest
early stopping contributes significantly to lower coverage. This supports the intuition that
as the required number of samples required by the procedure increases, coverage improves.
Procedures that have a low probability of stopping early generally have improved coverage.
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Figure 3.6: Estimated density function for η ∗ for paths that stop at a given stopping time
for η = 90% and δ = 0.3

23

3.3.2

Distribution of the stopping time k ∗
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By repeating the experiment where we simulate sample paths until stopping, we estimate the distribution of the stopping time k ∗ . Figure 3.7 shows the estimated distribution
of the stopping time for 200,000 samples of k ∗ . There is a spike at the left hand side of the
graph, revealing an unusually high number of times the experiment stops at k ∗ = 2. From
Figure 3.6, we see that early stopping can be a problem because the samples that stop early
tend to have lower coverage. Much of Chapter 4 is devoted to calculating the distribution
of k ∗ analytically.
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Figure 3.7: Estimated distribution function of k ∗ from simulation of i.i.d N (0, 1) data using
the stopping rule with η = 90% and δ = 0.3
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3.3.3

Coverage η ∗ of the procedure
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In order to calculate the coverage of a CIP with η = 90% and δ = 0.3, we repeat the
experiment 200,000 times and calculate the proportion of paths that results in confidence
intervals that cover the true mean. This percentage is approximately 84%, which is much
less than the coverage we intended by using 90% confidence intervals at stopping. Figure
3.8 shows the cumulative distribution function of η ∗ (this is a coverage function as defined
in Chapter 2). The true coverage of this procedure is less than what it should be, since the
distribution function lies below the diagonal line representing nominal coverage.

0.0
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0.6

0.8

1.0

Desired coverage

Figure 3.8: Estimated cumulative distribution function of η ∗ from simulation of i.i.d
N (0, 1) data (dark line) using the stopping rule with η = 90% and δ = 0.3. The diagonal line shows nominal coverage.

This loss in coverage is a known problem in the simulation literature. As mentioned in
the previous chapter, it has been shown that the loss decreases as δ approaches zero. In this
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dissertation, we attempt to explain the loss in coverage and provide ways to compensate
for it without necessarily using low values of δ. We believe that there is a loss in coverage
because the stopping rule requires stopping when the half-width value is small. Since the
half-width is a measure of the sample variance, the stopping rule does not take into account
the location of the sample mean. Hence stopping when the half-width is small does not
imply stopping when the sample mean is near the true mean. Stopping early when we
happen to have a narrow interval does not necessarily provide an adequate measure of the
variance of the data. And if we happen to meet the stopping rule early, the distribution
of the sample mean for that small sample size could have a high variance and hence the
interval might be located far away from the true mean.

3.3.4

Increasing the number of stops required

Another way stopping rules can be modified to improve coverage is by requiring the
procedure to meet the stopping criteria multiple times. For example, the procedure could
require that HWη,k ≤ δ for at least three separate values of k before stopping. Or, it could
require that the half-width is less than δ for three observations in a row. In Section 3.1
we defined the parameter r as the number of times the criteria should be met. These rules
generally improve coverage by avoiding situations where the stopping rule is accidentally
met early in the procedure. The first two observations could happen to be close together,
resulting in a narrow confidence interval leading to stopping.
Figure 3.9 shows the coverage for stopping rules using different numbers of required
stops below the line HWη,k = δ. The lowest line corresponds to the standard rule (r = 1)
where the user stops as soon as HWη,k ≤ δ. The middle line shows when r = 2, where
two stops meeting the criteria are required, and the top line corresponds to r = 3. For
η = 90%, various stopping rules are tested (the dashed vertical lines link together rules
using the same value of δ). We see that the coverage improves when increasing from the
r = 1 to r = 2 rule, and increases less when moving to r = 3.
Another modification that can be made to the rules is whether or not to require multiple
stopping criteria to be met sequentially. As seen in in Figure 3.1, the user stops even though
the stopping rule is met three times with jumps above the line between stops. If the user
wishes that HWη,k ≤ δ while using r = 3, they can either require that those three instances
of stopping happen in a row, or they may happen non-sequentially. For the research in this
dissertation, we focus on r = 1 rules since they may be calculated analytically. If improved
coverage is desired, the user can either increase η or decrease δ to increase the expected
number of replications and improve coverage.

3.3.5

Resistance to outliers

We ran a few tests to see if coverage was affected by the presence of outliers in the
input data. Since our data is simulated from the standard normal distribution, there are
no true outliers since all points are derived from the same distribution. But some points
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Figure 3.9: Estimated coverage values for η = 90% and various values of δ, plotted by
expected stopping time. The lowest curve corresponds to r = 1, and the top curve shows
r = 3. The dashed lines link together rules having the same value of δ.

may appear as outliers, and we use Grubb’s test to see if observations appear to be outliers.
We generate standard normal data until the stopping rule is met, and check to see if there
appears to be an outlier according to Grubb’s test. We then see how well that data set covers
the true parameter (by calculating the value of η ∗ ). Figure 3.10 shows a scatterplot of the
coverage of a given sample path against the p-value of Grubb’s test for outliers. There does
not appear to be any relationship between the two, implying that the appearance of outliers
in the data does not seem to disproportionately affect the coverage. Of course, if there
were real outliers (i.e. observations not from the same distribution as the rest of the data)
coverage may be affected.
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Figure 3.10: Scatterplot of coverage of the stopping rule (η ∗ ) against the p-value for
Grubb’s test for outliers.

3.4

Results from tests over the parameter space

We check the intuition developed in the previous section by varying parameters of the
stopping rules and seeing the effect on the expected stopping time and coverage of the
procedure. The following tables show the relationships among the parameters, stopping
times, and coverage for fixed and sequential procedures.
Table 3.1: Fixed Sample-Size Stopping Rule Parameter Relationships
Parameter Change Result Coverage
k↑
δ∗ ↓
Nominal
∗
η↑
δ ↑
Nominal

Table 3.1 shows that as the size k of a fixed sample size experiment increases, the value
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Table 3.2: Sequential Sample-Size Stopping Rule Parameter Relationships
Parameter Change
E[k ∗ ] Coverage
η↑
↑
↑
δ↑
↓
↓
Number of stops required ↑
↑
↑
In a row?
↑
↑

of δ ∗ decreases and the coverage is nominal (equal to η). Note that if we use a fixed sample
size we cannot choose both the confidence coefficient and the desired half-width, but only
one of those, to find the resulting δ ∗ or η ∗ .
Empirical tests suggest that stopping rules resulting in distributions of stopping times
that are stochastically larger (and hence have higher expected stopping times) have improved coverage. This is reasonable since collecting more samples leads to better estimates
of the mean. If too few samples are used, the sample mean has a greater variance and X̄k∗
is more likely to be located far away from µ.
Expected Stopping Time
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Figure 3.11: Results from estimating coverage and expected stopping times by simulation.
Parameters over a range of values of η and δ were tested. Note that the scale of the expected
stopping time plot is different to highlight the increasing cost towards the bottom right
corner of the parameter space.

In order to fully understand the effects of η and δ on coverage, we simulated standard
normal random variables and applied various stopping rules to see how often they covered
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the true mean. The left plot in Figure 3.11 shows the contours of coverage over the parameter space. As η increases, true coverage increases. As δ decreases towards zero, coverage
increases. But as δ increases beyond a certain point, coverage increases. This is because
the stopping criteria is weak and stopping happens quickly. The value of δ is large and the
interval is wide enough to obtain high coverage. The plot on the right shows the contours
of the expected stopping time E[k ∗ ]. The value of E[k ∗ ] increases as η increases and δ
increases. These contour plots will serve as our main method of evaluating stopping rules
under different distributional settings.
Given the results of our experiments, how can we make better decisions about stopping
rules? Clearly, rules requiring higher numbers of replications achieve better coverage. Figure 3.11 summarizes the relationships well. As δ is decreased, the value of E[k ∗ ] increases
(at a faster rate) and the coverage increases (at a slower rate). We observe the asymptotic
results in action; the true coverage of the procedure approaches η as δ goes to zero.
The idea of requiring that the half-width criteria is met multiple times can also be used
to increase the number of replications and improve coverage. Figure 3.9 shows that coverage increases less and less for every additional stopping point that is required, and the
expected cost of adding extra stopping requirements is not large. This may be because
once the initial threshold (the dip in the graph) is passed, it is unlikely that the procedure
will jump out of the stopping region once it has entered it.
At this point, we don’t see any method for obtaining better coverage with fewer replications. It appears that it becomes more and more expensive to obtain coverage as δ is
decreased, and coverage of η can never quite be obtained using a sequential rule. Instead,
nominal coverage can be achieved by choosing a stopping rule using a confidence coefficient higher than η. The next chapter explores this idea and develops an optimization model
to choose the best values of η and δ.

3.5

Duality between fixed and sequential stopping rules

In this chapter, we discussed ways of evaluating coverage of fixed and sequential stopping rules. Graphically, coverage can be explained by observing how often confidence
intervals fall in a specified coverage area. We also ran many experiments to estimate coverage for different rules over a wide parameter space and under different distributions. We
now discuss the relationships between fixed and sequential sampling and see how information about one type of rule can provide information about the performance of the other
type.
Earlier in this chapter we defined the parameters η, δ and k, and the random variables
η ∗ , δ ∗ , and k ∗ . In setting up a fixed sample size experiment, k is set as the sample size. Once
k observations have been collected, the realized values of η ∗ and δ ∗ can be determined.
The random variable η ∗ is the smallest confidence coefficient that would have been needed
to cover the true parameter µ, and δ ∗ is the smallest half-width needed to cover µ. For
sequential stopping rules, the values of η and δ are fixed at the beginning of the experiment,
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but k ∗ is a random variable. These relationships are summarized in Table 3.3.
Table 3.3: Fixed and Sequential Sampling Parameter Relationships
Sampling Type Parameters Random Variables
Fixed
k
η∗, δ∗
Sequential
η, δ
k∗

With a fixed sample size experiment using k observations, we achieve various values
of η ∗ and δ ∗ for different replications of the experiment. As k increases, higher values of
η ∗ and lower values of δ ∗ can be obtained. Similarly, by choosing a sequential experiment
with parameters η and δ, we observe different values of k ∗ . We are interested in seeing if
the expected value of k ∗ generated from the sequential experiments could be used in a fixed
sample size experiment (with sample size E[k ∗ ]) that would generate expected values of η ∗
and δ ∗ equal to the η and δ used in the original sequential rule.
We tested this by running a fixed sample size experiment with k = 30. We repeated
this experiment many times and collected the values of η ∗ and δ ∗ each time, and plotted
them on a scatter plot in Figure 3.12. The gray shading corresponds to the frequency of
observations of η ∗ and δ ∗ , with a darker shading corresponding to a higher frequency. The
scatterplot shows that there is some relationship between the values of η ∗ and δ ∗ that can
be obtained, in that generally a higher δ ∗ corresponds to a higher η ∗ .
Next we looked at the sequential stopping rule results. The line in Figure 3.12 is from
the right plot of Figure 3.11, and is the contour at E[k ∗ ] = 30. The values along this line
correspond to the values of η and δ that have an expected stopping time of 30 under a
sequential sampling experiment. We see that the contour follows the general direction of
the fixed sampling frequency results, but does not lie on the high frequency points. There
does not appear to be an exact relationship to invert the sequential sampling results to
fixed sampling ones, but there does appear to be a general relationship. The combinations
of η ∗ and δ ∗ that appear in the fixed sampling experiment could be used in a sequential
experiment and would have an expected stopping time less than 30. This could be because
early stopping in sequential sampling biases the expected stopping time downward, and
perhaps if we corrected for this, the contour would lie along the high frequency points in
the scatter plot.
Because fixed sample size procedures have better coverage properties than sequential
sampling results, it may make sense to use the results from the sequential analysis to design
fixed sample experiments. Using the coverage and the expected stopping time contours in
Figure 3.11, one could find a set of parameters that appears to deliver good coverage within
a reasonable half-width, and use the respective value of E[k ∗ ] as the sample size for a
fixed sampling experiment. The user would not be guaranteed a half-width less than δ
for the fixed sampling experiment, but coverage would be approximately nominal and the
half-width would likely be close to the desired value of δ.
This chapter outlined the various parameters for stopping rules and showed their effects
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Figure 3.12: Comparison of fixed sample results for k = 30 and sequential sampling contour for E[k ∗ ] = 30.

on coverage through simulation experiments. We have obtained some results for how well
the rules perform in terms of coverage and expected stopping time, and have provided some
guidelines on how to choose stopping rules based on these Student
results.
Theofnext
chapter derives
Version
MATLAB
these performance values analytically and shows how parameters can be chosen optimally.
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Chapter 4
Analytical Coverage Functions
The experiments conducted in the previous chapter show that stopping rules may induce
a bias in CIPs. Empirical tests show a loss in coverage for CIPs applied to streams of i.i.d.
normally distributed random variables. Despite the fact that the data has properties that
would lead to exact confidence intervals for a fixed sample size procedure, the coverage
is less than nominal for sequential stopping rules. This chapter outlines the analytical
derivation of coverage for these classes of stopping rules. We are able to match the coverage
results calculated in the empirical experiments in Chapter 3. For sequential stopping rules,
the distribution of the stopping time is derived as part of the analysis, and we find that these
results also match the simulation calculations.
We derive the coverage of a sequential stopping rule by developing a probabilistic
framework over which to analyze the space of the summary statistics of the data. The
method is similar to taking a probability weighted integral over the paths that stop at the
shaded line in Figure 1.1. We calculate the coverage by conditioning on the stopping time
of the procedure, and the bulk of the work involves calculating the distribution of the stopping time. In this way, we are able to isolate the effects of the stopping rule to determine
the loss in coverage.
Analytical coverage functions can be used to confirm our beliefs that some stopping
rules induce a bias in coverage. Rather than rely solely on simulation experiments which
could have errors, we calculate the loss of coverage for different stopping rules analytically.
Knowledge of the derivation of the coverage functions helps us determine why coverage is
lost, and could help us choose rules that provide better coverage. This chapter shows how
analytical coverage functions can be calculated for different stopping rules.
We assume that the simulation observations are independent and have a standard normal
distribution. We use i.i.d. standard normal data for three reasons (as mentioned in Chapter
1). The first is that the assumptions of independence and normality allow for analytical
tractability that would not exist if a different distribution was used. The second reason is
that batching methods often transform simulation output into approximately i.i.d normal
batched means anyway. The third, and most important reason, is that using this type of
data allows us to evaluate coverage for the best possible situation. We can isolate the effect
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of the stopping rule by using data that has all of the properties assumed by the method.
Since the data already has all the ideal qualities desired for the experiment, the analytical
coverage functions show the bias is induced by the choice of stopping rule, not by the
quality of the data.

4.1

Fixed sample size stopping rules

We briefly describe the process for determining the analytical coverage of a fixed sample size stopping rule for completeness. Fixed sample size stopping rules involve deciding
the number of replications k and calculating a confidence interval after the experiment has
been completed. If the confidence intervals are calculated via the standard normal approximation, then if the simulation observations are i.i.d normal, the confidence intervals will be
exact. However, the half-width of the resulting confidence interval may not meet the needs
of the user. The user may wish to have the confidence interval meet some criteria such as
HWη,k ≤ δ.
Figure 4.1 (replicated from Chapter 3) shows a representation of coverage for a fixed
sample size procedure by plotting the 100 samples of sets of 30 random variables according
to their confidence interval characteristics. Each sample of 30 standard normal random
variables is plotted by its sample mean and half-width of the corresponding 90% confidence
interval. Each cross that lands below the horizontal line at δ = 0.3 meets the desired
criteria of the user. Those that fall within the two diagonal lines starting at µ = 0 succeed
in covering µ. Those that fall within the shaded region meet the criteria set by the user, and
succeed in covering the true mean.
Figure 4.1 can be used to determine the probability of coverage, as described in section
3.2. By taking the probability of a sample landing in the shaded region and dividing by
the probability of landing below the line, we calculate the coverage for a stopping rule
where the user only accepts samples below the line. Of course, for any fixed procedure, the
probability of covering the true mean is equal to η if the confidence interval is accepted at
any value of the the half-width.
Integration over the shaded region in Figure 4.1 can be accomplished when the observations are standard normal random variables. The distributions of X̄k and HWη,k are
known, so we can take the probability weighted area of the shaded region to compute the
probability of coverage. If we allow fX̄ (x) to be the density function of X̄k evaluated at
x, and fHW (y) to be the density function of HWη,k evaluated at y, then the probability
weighted area of the shaded region can be written as:

Z δ Z −y
fX̄ (x)dx fHW (y)dy
(4.1)
0

−y

The random variable X̄k is normally distributed with mean µ and variance σ 2 /k. The
half-width is a function of the sample variance, which is random, so we can transform the
space to integrate over the range of sample variances that would meet the stopping rule. The
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Figure 4.1: The shaded region shows combinations of (X̄, HWη,k ) that cover µ and meet
the criteria HWη,k ≤ 0.3. The crosses plot simulated values of (X̄, HWη,k ) based on sets
of k = 30 simulated standard normal random variables.

sample variance has a distribution related to that of a χ2 random variable and the variance
σ2:
σ 2 χ2k−1
.
(4.2)
k−1
Let Φ(x) be the cumulative distribution function of the standard normal random variable density function, and without loss of generality, we set µ = 0 and σ 2 = 1 for our
experiment. Then the integration becomes
d
Sk2 =

Z
0

δ2 k
t2
η,k−1

[1 − 2Φ(−y)]fSk2 (y)dy.

(4.3)
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Equation 4.3 is the probability of meeting the stopping rule HWη,k ≤ δ and covering
the true mean µ = 0. The probability of meeting the stopping rule at all is the probability
weighted area under the horizontal line at HWη,k = δ. This probability is independent of
the sample mean, since stopping depends on the variance which is independent of the mean
for normally distributed data. So we only integrate over the sample variance term, and the
probability of meeting the stopping rule for a fixed sample of data is
P (HWη,k ≤ δ) = P (Sk2 ≤

δ2k
t2η,k−1

)

(4.4)

which can be calculated using (4.2). Thus, the coverage probability for a fixed sample size
stopping rule is found by dividing (4.3) by (4.4).

4.2

Sequential stopping rules

This section details the derivation of the coverage of sequential stopping rules applied
to i.i.d. normal data. Most of the work involves calculating the distribution of the stopping
time. Once the distribution of the stopping time is known, the coverage of a confidence
interval given that stopping occurs at a particular value of k can be used to calculate the
coverage for the entire procedure. In order to determine the distribution of the stopping
time, we develop a recursive procedure that calculates the probability of stopping at time k
given that stopping has not occurred at time k − 1.

4.2.1

Derivation of coverage

The material in this section is largely reproduced from Singham and Schruben (Copyright [2009] IEEE)). We estimate the coverage functions of stopping rules with parameters
η and δ when the underlying data is i.i.d. normal with known variance σ 2 . The probability
of coverage for a procedure can be defined by conditioning on the stopping time:
X
P (Cover) =
P (Cover | Stop at k)P (Stop at k).
(4.5)
k

In a sequential stopping procedure, the value of the half-width is set equal to δ once
the procedure terminates. If we assume that the distribution of the sample average given
stopping is independent of the stopping time, equation (4.5) can be written as
P (Cover) =

∞
X

P (µ − δ ≤ X̄k ≤ µ + δ)P (k ∗ = k).

(4.6)

k=2

A proof that the distribution of the sample mean given that it stops at k is the same as the
distribution of the mean of k samples is given in Section 4.3. We also check empirically that
the distribution of the sample mean given that stopping occurred at time k is approximately
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N (µ, σ 2 /k). At least two replications are needed to calculate a confidence interval, though
the minimum value of k can be set to a greater value to avoid stopping early. Recall the
formula for the half-width:
r
Sk2
HWη,k = tη,k−1
.
(4.7)
k
The next steps outline a recursive method for calculating P (k ∗ = k). For a fixed value
of k, if stopping occurs, the sample variance Sk2 must be less than δ 2 k/t2η,k−1 (this can be
p
derived by setting (4.7) to be less than or equal to δ and solving for solving for Sk2 ).
For a normally distributed sample, the distribution of the sample variance is related to the
distribution of a chi-squared random variable. We re-write the distribution of HWη,k as

P (HWη,k ≤ δ) = P
= P

Sk2 ≤
χ2k−1

δ2k

!

t2η,k−1
δ 2 k(k − 1)
≤ 2
tη,k−1 σ 2

!
.

(4.8)

Equation 4.8 can be used to calculate the probability of stopping at k=2. For greater
values of k, the probability of stopping must be calculated conditional on not stopping at
lower values of k. The probability of stopping at three samples is:
P (k ∗ = 3) = P (k ∗ > 2)P (k ∗ = 3|k ∗ > 2).
For greater values of k, the recursive calculation for the probability of stopping is written as

P (k ∗ = k) = P (k ∗ > 2)

"k−1
Y

#
P (k ∗ > i|k ∗ > i − 1) P (k ∗ = k|k ∗ > k − 1).

(4.9)

i=3

The next step is to calculate the conditional probabilities P (k ∗ = k|k ∗ > k − 1) and
P (k ∗ > k|k ∗ > k − 1) for k ≥ 3. The probability of stopping at k given that the rule is not
met by time k − 1 is
P (k ∗ = k|k ∗ > k − 1) = 1 − P (k ∗ > k|k ∗ > k − 1).
It is sufficient to calculate the conditional probabilities P (k ∗ = k|k ∗ > k−1) for k ≥ 3.
2
These are calculated by integrating over the possible ranges of X̄k−1 and Sk−1
, and determining the values of the next observation (Xk ) that result in stopping. The random variable
2
X̄k−1 can take values from [−∞, ∞], but the values of Sk−1
that need to be considered are
limited.
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To see this, consider the idea that the sample variance for the first k − 1 observations
must be large enough to avoid meeting the stopping rule at k − 1, but small enough that the
next observation Xk could lower the variance enough to meet the stopping rule at time k.
Consider the lower bound on the sample variance that ensures the stopping rule is not met
2
at k − 1 (call this Vmin ). For k ∗ to be greater than k − 1, Sk−1
must be at least as big as
Vmin . Rearranging the terms in (4.7) and requiring HWη,k−1 to be greater than δ yields the
value of Vmin ,
. δ 2 (k − 1)
,
(4.10)
Vmin =
t2η,k−2
2
that allow stopping at k. In order to stop at
which bounds from below the values of Sk−1
2
time k, the variance Sk must be low enough to meet the stopping rule at time k, meaning
2
and Sk2 , the following recursion is helpful:
Sk2 ≤ δ 2 k/t2η,k−1 . To relate the variances Sk−1

Sk2

k−2 2
(Xk − X̄k−1 )2
=
S
+
.
k − 1 k−1
k

Setting Sk2 less than δ 2 k/t2η,k−1 and solving for |Xk − X̄k−1 | yields a value, defined as Xkb
in (4.11), that is the maximum absolute difference between Xk and X̄k−1 that would allow
stopping. If the next observation is close to the previous observations (which are characterized by their sample mean), the total variance will be lower than if the next observation is
far away from the current mean. The variable Xkb , defined as
s
2
(k − 2)kSk−1
δ2k2
.
Xkb =
−
,
(4.11)
t2η,k−1
k−1
2
is the maximum value of |Xk − X̄k−1 | that would allow stopping to occur at k. If Sk−1
is
2
too large, the term under the radical becomes negative. The maximum value of Sk−1 that
2
allows Xkb to be real-valued is the maximum value of Sk−1
that allows for the possibility
of stopping. Values of the sample variance higher than this amount (call this Vmax ) do not
need to be considered. Equation 4.12 defines Vmax ,

. δ 2 k(k − 1)
Vmax = 2
,
tη,k−1 (k − 2)

(4.12)

2
which bounds from above the values of Sk−1
that allow stopping, according to what is
allowed by (4.11). The variance at step k − 1 needs to be close enough to the stopping
variance in order to allow for the possibility of the next sample bringing the procedure to
2
a stop. Equations 4.10 and 4.12 provide bounds on the values of Sk−1
that could lead to
stopping at observation k. Equation 4.11 provides the range of values of Xk that could
2
lead to stopping, given X̄k−1 and Sk−1
. Xk must be within Xkb away from X̄k−1 so that the
variance will fall low enough for stopping to occur at k.
2
The ranges Sk−1
∈ [Vmin , Vmax ], and Xk ∈ [X̄k−1 − Xkb , X̄k−1 + Xkb ] can be used to
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construct an integral representation for the conditional probability of stopping. A proba2
gives the probability of stopping
bility weighted integral over the variables X̄k−1 and Sk−1
at k given that stopping has not yet occurred at time k − 1, as shown in (4.13). Let the
notation fX̄k−1 refer to the probability density function of the random variable X̄k−1 , and
2
fSk−1
|k∗ >k−1 be the density function for the sample variance conditional on the stopping
rule not being met by time k − 1. Then the conditional probability of stopping at k is
P (k ∗ = k|k ∗ > k − 1) =
(4.13)
Z Z Vmax
2
P (X̄k−1 − Xkb ≤ Xk ≤ X̄k−1 + Xkb )fSk−1
|k∗ >k−1 (y)fX̄k−1 (x)dydx.
x

y=Vmin

2
Note that the value of Xkb depends on Sk−1
. The conditional probabilities calculated in
(4.13) can be used to compute the probability of stopping at a particular time k as given in
(4.9). These probabilities in turn are used to calculate the coverage probabilities in (4.6).
2
The distribution of Sk−1
given that stopping has not yet occurred is different from that of the
2
. It is possible for the output data to meet the stopping
unconditional distribution of Sk−1
rule at some time less than k − 1, but additional output could drive the half-width to be
2
greater than δ at time k − 1. We derive the density function for Sk−1
given k ∗ > k − 1 in
the next section.

4.2.2

Conditional distribution of the variance

2
We wish to calculate the density function of Sk−1
given k ∗ > k − 1. This is the density
function of the sample variance at time k − 1 given that the stopping rule has not yet been
met. Consider the distribution of the sample variance of a set of k − 1 normally distributed
random variables with variance σ 2 . Let Zi2 be a squared standard normal random variable.
The following terms are equivalent in distribution:
2
σ 2 χ2k−2 d σ 2 (Z12 + Z22 + · · · + Zk−2
)
=
.
k−2
k−2
Since we are calculating the variance sequentially, consider the value of the variance by
2
collecting squared normal random variables. To calculate Sk2 given Sk−1
, use the values of
2
2
2
2
2
Z1 , Z2 . . . Zk−2 used to generate Sk−1 . We then relate the distribution of Sk2 to Sk−1
by

 2
Sk−1 (k − 2)
σ2
2 d
2
+
Z
.
(4.14)
Sk =
k−1
σ2
(k − 1)
d

2
Sk−1
=

d

2
2
This follows from setting Sk−1
(k − 2)/σ 2 = Z12 + Z22 + · · · + Zk−2
. Using (4.14), we
2 2
2
can write the distribution of Sk |Sk−1 in terms of Zk−1 :
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P (Sk2

≤x|

2
)
Sk−1



2
Sk−1
(k − 2)
σ2
2
2
= P
≤ x | Sk−1
+ Zk−1
σ2
(k − 1)


1
2
2
2
= P Zk−1 ≤ 2 [x(k − 1) − Sk−1 (k − 2)] | Sk−1 .
σ


2
2
Here, Sk−1
and Sk2 |Sk−1
are formed from the same stream of squared normal random
2
2
2
2
2
variables Z1 , Z2 , . . . , Zk−2 , with Sk2 |Sk−1
including an additional random variable Zk−1
.
∗
2
Recall that in order to have k > k − 1, Sk−1 must be bounded from below by Vmin . By
2
according to its distribution conditional on not
integrating over the possible values of Sk−1
having stopped yet, we recursively calculate the conditional distribution of the variance as

Z
f

Sk2 |k∗ >k−1

∞

(x) =
y=Vmin

2
fZk−1
(

1
2
[x(k − 1) − y(k − 2)])fSk−1
|k∗ >k−1 (y)dy,
σ2

(4.15)

where f is again used to represent the density function of the random variable in its sub2
script. Since the variance is calculated sequentially, at time k we have the value of Sk−1
. We
calculated (4.15) numerically and included the results in (4.13) to estimate the distribution
of the stopping time.

4.2.3

Analysis of results

The representation described in Section 3 was implemented numerically to estimate
coverage functions for various stopping rules. The program takes the values of η, δ, and
σ 2 as inputs and delivers the distribution of the stopping time and the resulting coverage
function for the case where the underlying data was normally distributed with variance σ 2 .
Coverage functions can also be calculated empirically by applying CIPs to data generated
from a particular distribution. By repeatedly applying the CIP to these random number
streams, the probability of coverage can be estimated by recording the proportion of intervals that cover the known mean of the distribution. In order to assess the accuracy of our
analysis, we estimated empirical coverage functions and compared them with our analytical
results. Without loss of generality, we set µ equal to zero for our computations.
Empirical coverage functions were calculated by applying sequential stopping rules
to simulated standard normal random variables. The sequential stopping rules were constructed by choosing different combinations of values for η and δ. A given stopping rule
was applied repeatedly to simulated random variables. The proportion of confidence intervals that covered the true mean at stopping was recorded as an estimate of the coverage for
the particular stopping rule.
Figure 4.2 shows the results for the stopping rule with parameters η = 90% and δ = 0.3
applied to standard normal data. The left plot shows the distribution of the stopping times
for rules calculated both according to our framework and by simulation. The solid line
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Figure 4.2: Copyright [2009] IEEE. Distribution of stopping time of η = 90%, and δ = 0.3
(left). Coverage results for various values of η and δ = 0.3 (right). Underlying data is
assumed to be i.i.d N (0, 1). Probability distribution information was computed using the
GNU Scientific Library.
corresponds to our analytical method while the dashed line is the empirical result. There
appears to be a relatively high probability of stopping at low values of k, resulting in a
probability distribution function that is not unimodal. If the first few observations happen
to be close together, the stopping rule could be met before a sample that represents the
variance of the data can be collected. Early stopping contributes to a loss in coverage
because of the inadequate sample size, and knowledge of the probability of stopping early
gives an indication of how often this problem could occur.
The right plot shows the coverage results calculated according to both methods for
δ = 0.3 and various values of η (desired coverage). The dotted line plots nominal coverage.
This figure shows the loss in coverage for stopping rules using various values of η and a
value of δ = 0.3 when the underlying data has a variance of one.
Figure 4.3 shows the results when δ = 0.15. For the left plot, the distribution of the
stopping time is calculated when η = 90%. We can see that the expected stopping time is
greater than when δ = 0.3. The right plot of Figure 4.3 shows the coverage results when η
is varied and δ = 0.15. The coverage is greater here than when δ = 0.3, and the analytical
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estimates closely match the empirical coverage values. The probability of stopping early is
lower than in the case where δ = 0.3, and helps explain why coverage is better when more
strict stopping rules are employed.
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Figure 4.3: Copyright [2009] IEEE. Distribution of stopping time of η = 90%, and δ =
0.15 (left). Coverage results for various values of η and δ = 0.15 (right). Underlying data
is assumed to be i.i.d N (0, 1).
These plots can be recalculated for different values of η, δ and σ 2 to calculate the loss
in coverage for various stopping rules. The coverage functions calculated by our proposed
method appear to be close to those generated empirically. One advantage of our analytical
framework is that the computation time required is generally much less than the time it
takes to calculate the coverage functions empirically by simulation. The empirical method
requires a decision on the number of replications to run in order to produce a smooth coverage function. This number can be quite high depending on the stopping rule parameters.
Our analytical method provides estimates of the coverage level and distribution of the stopping time with relatively less computational effort.

4.3

Proof of the distribution of sample mean at stopping

Material in this section is reproduced from Singham and Schruben (2010).
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Theorem 1 Suppose that Xi are i.i.d. normal random variables. The distribution of X̄k∗
given that k ∗ = k, where k is fixed, is the same as the unconditional distribution of the
sample mean X̄k .
Proof. We need to show that the distribution of X̄k∗ given that the stopping time is k is
N (µ, σ 2 /k), which is the unconditional distribution of the sample mean for a fixed sample
size experiment with k replications. The probability of stopping at k depends on the history
of sample variances S22 , S32 , . . . , Sk2 . Thus, we seek to show that the distribution of X̄k given
the sample variance history is the same as its unconditional distribution.
First, we show that X̄k is independent of Si2 , for i ≤ k. To do this, we rely on a
version of the proof of independence between X̄k and Sk2 presented in Davison (2003).
Take X1 , X2 , . . . , Xk to be i.i.d. N (µ, σ 2 ). Consider the (k × k) matrix BT :


1
1
1
1
...
k1/2
k1/2
k1/2
k1/2
1
−1


0
...
0
21/2
21/2


1
−2
1


T
.
.
.
0
1/2
1/2
1/2
B =
6
6
6
.
..
..
..
..


...
.
.
.
.


1
[k(k−1)]1/2

1
[k(k−1)]1/2

1
[k(k−1)]1/2

...

−(k−1)
[k(k−1)]1/2

√
Note that BT B is the identity matrix, Ik , and that BT 1k = ( k, 0, . . . , 0)T . Let X be
the vector of k observations (X1 , X2 , . .√. , Xk )T . Let U = BT X. The distribution of U is
matrix σ 2 Ik .
multivariate normalP
with mean vector
( kµ, 0, . . . , 0)T and covariance
√
√
Then, U1 = √1k ki=1 Xi = k X̄k . Using the fact that U1 ∼ N ( kµ, σ 2 ) we see that
X̄k ∼ N (µ, σ 2 /k). This establishes the distribution of X̄k , and so we now show that it is
independent of historical valuesqof the sample variance Si2 , for i < k.
j−1
For j = 2, . . . , k, Uj =
(X̄j−1 − Xj ). Next, rewrite the variance recursion
j
equation (4.2.1) as the following:

k−1
(Xk − X̄k−1 )2
k
k
−
2
k−1
2
+
= (k − 3)Sk−2
(Xk−1 − X̄k−2 )2 +
(Xk − X̄k−1 )2
k−1
k
k
X
j−1
2
= S2 +
(Xj − X̄j−1 )2 .
j
j=3

2
(k − 1)Sk2 = (k − 2)Sk−1
+

2
For a particular historical variance Sk−i
, i = 1, . . . , k − 2, we have:

(k −
Next, note that

j−1
(Xj − X̄j−1 )2 .
j
j=k−i+1

= (k − i −

Pk

Xj2 = XT X = XT BT BX = UT U since BT B is the identity

j=1

2
1)Sk−i

k
X

1)Sk2

+
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matrix. Then write

(k−1)Sk2

=

k
X

Xj2 −k X̄k2

j=1

=

k
X

Uj2 −k X̄k2

=

2
(k−i−1)Sk−i
+

j=1

k
X

j−1
(Xj − X̄j−1 )2 .
j
j=k−i+1

2
But note that U12 = k X̄k2 and Uj2 = j−1
= U22 + · · · +
(Xj − X̄j−1 )2 . So (k − i − 1)Sk−i
j
2
2
is independent of X̄k .
and these values of Uj are independent of U1 , so Sk−i
Uk−i
Finally, we need to show that the distribution of the mean at stopping given that we
stop at k is the same as the distribution of the mean for a fixed sample size k. Write the
distribution P (X̄k∗ ≤ z|k ∗ = k) as

2
P (X̄k ≤ z|S22 > Vmin (2), S32 > Vmin (3), . . . , Sk−1
> Vmin (k − 1), Sk2 ≤ Vmin (k)).

Since X̄k is independent of the history of the sample variances, this distribution simplifies to P (X̄k ≤ z), which is the unconditional distribution of the mean for a fixed sample
size k. 
Alternatively, the following explanation shows how X̄k and Si2 (for i < k) are independent. The sample variance Si2 consists of the the squared terms X̄i − Xj for j = 1, . . . , i.
Since both X̄k and X̄i − Xj are normally distributed, if they are uncorrelated, they are
independent. We re-write the covariance of X̄k and X̄i − Xj as


X1 + · · · + Xk X1 + · · · + Xi
Cov
,
− Xj
k
i
1
Cov (X1 + · · · + Xk , X1 + · · · + (1 − i)Xj + · · · + Xi ) .
=
ik
Since the variables Xm , m = 1, . . . , k, are independent, most of the cross-terms cancel
and we are left with
!
X
1
(1 − i)V ar(Xj ) +
V ar(Xm )
ik
m=1,...,i,m6=j
=

4.4


1
(1 − i)σ 2 + (i − 1)σ 2 = 0.
ik

Surface plots of coverage and Ek ∗

Material in this section is reproduced from Singham and Schruben (2010).
For various CIPs with parameters η and δ, we calculate the expected stopping time
from the distribution of k ∗ , and the actual coverage probability of the rule. As suggested in
Schmeiser and Yeh (2002), the quality of a procedure should be evaluated by considering all
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Figure 4.4: Coverage contours for various η, δ (left). Contours of Ek ∗ (η, δ) for various η, δ
(right).
possible values of η. We plotted the contours of η ∗ (η, δ) and Ek ∗ (η, δ) to observe which
stopping rules resulted in better coverage (higher values of η ∗ ) and which ones required
lower numbers of replications (lower values of Ek ∗ ). Figure 4.4 shows the contours of η ∗
and Ek ∗ calculated for i.i.d. N (0, 1) data. The x-axes contain values of η and the y-axes
show the range of values of δ considered.
In the left plot of Figure 4.4, the contours of the coverage values are plotted. Coverage
was calculated numerically using the distribution of k ∗ in (4.6). In the lower right portion
of the plot, things behave as expected from the asymptotic theory. As δ approaches zero,
the coverage approaches η from below, and as η increases coverage improves. But coverage
is not always less than η; for large δ, coverage approaches one. This is because with large
values of δ, stopping occurs early and the output confidence interval [X̄k∗ − δ, X̄k∗ + δ]
could be much wider than the half-width that led to stopping.
The right plot shows the contours of Ek ∗ for the lower right portion of the parameter
space. These values are calculated numerically using the distribution function for k ∗ calculated in Section 4.3. The function Ek ∗ appears to be convex and increasing as η increases
and δ decreases. We focus on the lower right portion of the parameter space to show how
steep the replication cost function is as η approaches one and δ approaches zero.
Figure 4.5 shows three qualitatively distinct regions of the coverage contour plot. Region 1 contains the parameters for which the probability of stopping immediately (after two
replications) is almost 1. That is, the expected stopping time is approximately two according to the calculations used to produce Figure 4.4. Region 3 contains the parameters where
coverage behaves according to the asymptotic theory. Region 2 contains the parameters
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Figure 4.5: Division of the parameter space into regions with similar coverage properties
according to η ∗ (η, δ). The dashed line shows where nominal coverage is obtained.

where increasing δ leads to improved coverage and the expected stopping time is greater
than two. Coverage for a given value of η is lowest on the boundary between Regions 2 and
3. The dashed line shows the parameters for which nominal coverage is achieved. Above
the dashed line, η ∗ (η, δ) > η, while below the line, η ∗ (η, δ) < η.

4.5

Optimization to choose parameters

Material in this section is reproduced from Singham and Schruben (2010).
Using the results of the previous section, we determine an optimal policy for obtaining
a confidence interval with a coverage level η o within a specified half-width δ o . Suppose the
user wishes to design a CIP that returns intervals with coverage of at least η o while having
a half-width of at most δ o . Setting a stopping rule with parameters (η o , δ o ) will result in
coverage η ∗ (η o , δ o ) that is most likely different from η o . If the parameters are below the
dashed line in Figure 4.5, the coverage obtained is less than η o . For the moment, assume
that we are below the dashed line in the area we refer to as the sub-nominal coverage
region. We can either increase the value of requested coverage η, or decrease the value of
the requested precision δ to improve actual coverage. However, decreasing the value of
δ alone, as suggested from the asymptotic theory, will not bring the coverage amount to
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at least η, only closer to it. In fact, our results suggest quite the opposite – that nominal
coverage can be achieved (at least cost) by increasing the confidence level requested in the
procedure.
There are various possibilities involving combinations of decreasing δ and increasing η
to bring the coverage up to what is desired. We suggest the least-cost solution (with cost
measured in the expected stopping time Ek ∗ ), is to change η while leaving δ the same. If
(η o , δ o ) is in the sub-nominal region, the optimal choice is to increase η, while η should be
decreased if above the nominal boundary. We first find an optimal policy for parameters in
Region 3, which is a subset of the sub-nominal region.
Result 1 Assume Ek ∗ is a convex function of η and δ, and that the function η ∗ has contours
of the form in Figure 4.5. In order to achieve a confidence interval with coverage η o and
half-width less than or equal to δ o in Region 3, the optimal parameter choices (that minimize Ek ∗ ) are η 0 > η o such that η ∗ (η 0 , δ o ) = η o , and δ = δ o .
To show this, we formulate the minimization as follows:
min Ek ∗ (η, δ)
η,δ

s.t.

∗

η (η, δ)
δ

≥
≤

ηo
δo

We seek a set of procedure parameters (η, δ) that will minimize the expected stopping
time of the procedure while meeting the sequential CIP precision and coverage level requirements. Because Ek ∗ is a convex function with respect to η and δ, the solution will be
a KKT point of the feasible space. A KKT point is a point that meets the Karush-KuhnTucker conditions for optimality in a nonlinear program. Consider the point (η 0 , δ o ), where
η ∗ (η 0 , δ o ) = η o . There is a one-to-one mapping between η and η ∗ (η, δ o ), and η ∗ (η, δ o )
increases with η. In the sub-nominal region, η ∗ (η o , δ o ) < η o for δ o > 0. Therefore, η 0 must
be greater than η o in order to have η ∗ (η 0 , δ o ) = η o .
Our solution, (η 0 , δ o ), meets both constraints at equality. The dual feasibility condition
is




 
−∂η ∗ /∂η
0
∂Ek ∗ /∂η
+ u1
+ u2
=0
∗
∗
∂Ek /∂δ
−∂η /∂δ
1
where u1 and u2 are required to be nonnegative for (η 0 , δ o ) to be a solution. Solving for
u1 and u2 yields:
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∂Ek ∗ /∂η
∂η ∗ /∂η


∂Ek ∗ /∂η
=
(∂η ∗ /∂δ) − (∂Ek ∗ /∂δ).
∂η ∗ /∂η

u1 =
u2

For u1 to be nonnegative, the derivatives of Ek ∗ and η ∗ with respect to η must be either
both positive or both negative. Both coverage and the expected stopping time are increasing
in η, so u1 ≥ 0.
Next, we show that u2 ≥ 0 in Region 3. Keeping in mind that Ek ∗ and η ∗ decrease
with increasing values of δ, in order to have u2 ≥ 0, we need the following to hold:
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≤
.
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Figure 4.6: Contours of η ∗ (η, δ) and Ek ∗ (η, δ) in Region 3.
The ratio of the increase in expected cost to the increase in coverage gained should be
higher for decreasing δ than for increasing η. Figure 4.6 shows the contours of η ∗ (η, δ)
and Ek ∗ (η, δ) in part of Region 3. We see that decreasing δ requires relatively more computations for the amount of coverage gained than the amount of computations required
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for increasing η. Additionally, calculating the partial derivatives numerically confirms that
u2 ≥ 0. Therefore, within Region 3, the optimal parameter choice to obtain coverage of η o
and half-widths of δ o is to choose η 0 and δ o such that η ∗ (η 0 , δ o ) = η o .
A similar analysis shows that the optimal policy is the same for (η o , δ o ) outside of
Region 3. If (η o , δ o ) lies above the nominal boundary, then the optimal choice of η will
be less than η o . The main result of this analysis is that is it more effective to change η to
improve coverage than to change δ. It is relatively less costly to ask for higher confidence
levels within a given width δ, than to decrease δ to improve coverage. Most of the current
literature suggests values of δ that lead to adequate coverage; here we suggest changing η
instead. The next section examines the coverage results for data that is not standard normal
and provides recommendations on choosing stopping rules based on the optimal policies
calculated.

4.6

Proposed parameters for improved coverage

Material in this section is largely reproduced from Singham and Schruben (2010).
Our work in the previous sections addresses the coverage for stopping rules applied to
i.i.d. normal data. We computed the coverage and expected stopping time contours for the
case where the variance of the data was one and showed how an optimal solution existed.
We now show the results for data with distributions different from N (0, 1). We modify the
variance of the data, using i.i.d. normal data with σ 2 = 1/4, 4, and 100. We also evaluate
the coverage of the stopping rules applied to exponentially distributed random variables
with mean one. Monte Carlo methods were used to generate the plots for the exponential
distribution where coverage could not be calculated analytically. Our numerical integration
routine was slow for large values of σ 2 , so we also used Monte Carlo methods to compute
the coverage when the data was normally distributed with variance 100. Coverage contours
for these different distributions are provided in Figures 4.7 and 4.8.
Based on the optimal policy for choosing stopping rules derived in Section 4.5, we
calculate optimal values of η over the parameter space for different distributions of data.
Let η 0 (η, δ) be the optimal value of η for given parameters (η, δ). Suppose that for a set
of data from a given distribution, we fix η and vary δ. As δ approaches 0, η 0 approaches η
from above, while as δ approaches infinity, η 0 approaches 0. The value of η 0 is bounded by
1, so for a fixed η, we can find the maximum value of η 0 over all values of δ. This maximum
value of η 0 as a function of η is
η̂(η) = max η 0 (η, δ).
δ

This maximum optimal value η 0 would provide at least nominal coverage for any choice
of δ. We compute values of η̂(η) and display them in Table 4.1.
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Figure 4.7: Coverage of stopping rules for i.i.d. normal data with σ 2 = 1/4 and 4.
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Figure 4.8: Coverage of stopping rules for i.i.d. normal data with σ 2 = 100 and i.i.d. exponentially distributed data with mean 1.

4.6.1

Robustness of optimal solution

We find that η̂(η) remains relatively independent of the variance of normally distributed
data. For example, if 90% confidence intervals are desired, the maximum value of η needed
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Table 4.1: Values of η̂(η) for various distributions at given values of η. The middle four
columns pertain to the distribution N (µ, σ 2 ).
η
σ 2 = 1 σ 2 = 1/4 σ 2 = 4 σ 2 = 100 Exp(1)
80% 87.4%
87.4%
86.7%
86.5%
96.1%
85% 91.3%
91.3%
91.2%
90.4%
97.9%
90% 94.7%
94.6%
94.4%
94.2%
98.2%
95% 97.6%
97.6%
97.7%
97.6%
98.8%
99% 99.6%
99.6%
99.6%
99.6%
>99.9%

to obtain coverage of 90% for any value of δ is around 94.5% for the possible values
of σ 2 tested. This implies that if the data is normally distributed, using a stopping rule
with η = 95% should obtain coverage of at least 90% for any desired precision value
of δ. These results can be useful in choosing stopping rules for experiments where the
underlying variance of the data is not known. The value of η̂(η) appears to be insensitive
to the variance of normally distributed data, so we suggest stopping rules with these values
if at least nominal coverage is desired.
However, if the data has a different distribution type (say, exponential) then the maximum value of η required to achieve a desired coverage level may be different. The sixth
column of Table 4.1 shows the values of η̂(η) for the exponential distribution, which are
much higher than those for the normally distributed data. This suggests that the confidence
coefficient of the procedure must be much higher than the coverage desired to compensate
for the non-normality of the underlying data. This suggests another payoff in efforts to
achieve approximately normal observations (say, replication or batch averages).
These results suggest that nominal coverage can be achieved in i.i.d. normal data by
increasing the value of η used to calculate the confidence intervals. However, most simulation experiments do not have independent or normally distributed data as output. More
research is needed to determine what adjustments must be made for other distributions. Additionally, many stopping rules used in practice do not check the stopping condition after
each replication. They may batch replications together to attempt to achieve approximate
normality, or check less often to reduce computational effort. They also may start the CIP
with more than two observations to prevent the problems associated with early stopping.
Its possible that with a few modifications to our stopping rule, coverage can be increased
and the values in Table 4.1 reduced. We hope that we have provided the motivation to
explore an alternative method of improving coverage (by optimizing the choice of η) for
many stopping rules under different distributional settings.
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Chapter 5
Implications for Decision Making
Confidence intervals are a surrogate for risk (Schruben 2009). Simulation experiments
are run to assess the performance of some system. Confidence intervals help quantify the
risk associated with the estimate of performance. As detailed in Chapter 2, confidence
intervals have two main components. The first component is the confidence coefficient η.
This is a measure of the risk that the users wish to accept in their output analysis. Larger
values of η imply that they want the interval to contain the true system parameter with a
higher probability. The costs associated with choosing a higher η are longer run times and
larger intervals. The second parameter of the CIP is δ, the desired half-width, or tolerance
of the confidence interval. Smaller values of δ mean that the managers accept less variation
in their estimate of X̄.
In this chapter, we discuss some new types of confidence interval procedures that may
better match the types of decisions that are made using simulation experiments. We explore the use of stopping rules using one-sided confidence intervals, discuss the differences
between absolute and relative precision, and show the effects of filtering in examples other
than CIPs. The previous chapters have attempted to improve stopping rule choices for
CIPs. Here, we suggest ways of improving CIPs in general, and explore how the stopping
bias extends beyond CIPs.

5.1

Confidence intervals for decision making

CIPs in simulation are often used to estimate the performance of a system that has not
yet been constructed. Once the performance is estimated, the modeler wants to determine
whether it is worth it to implement the system. In this section we look at how confidence
intervals relate to the questions asked by the decision maker, and explore how stopping
rules for CIPs can be constructed to answer these questions. When creating a simulation
model of a system, generally the result of the final analysis answers the question: Is it worth
it? (Schruben 2009). Performance of the new system must be good relative to the cost in
order to justify making the change. Generally the performance and the cost of the system
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are uncertain, hence a simulation study is needed.
Suppose that we know the cost of the new system in terms of utility. We can translate
all of the cost and benefit factors of a system (monetary or not) to utility for comparison.
Let the new system cost c in utility terms. If the system has a random payoff X with some
distribution, then we wish to compare X and c. If the system will only be implemented
once, we are interested in the distribution of X and the consequences of one realization of
X. If we plan to run the new system for a long period of time, we may be interested in the
distribution of X̄, which estimates the long run average performance of the system.
This type of analysis suggests constructing one-sided confidence intervals, rather than
the standard two-sided intervals. We are interested in high performance, so we want to
assess the probability that long run performance is higher than c. If the true performance µ
can take continuous values, then either µ ≤ c or µ > c. We are interested in estimating a
confidence interval for µ with confidence coefficient η, and seeing if that interval contains
c. If we collected estimates of µ from separate replications, eventually we could construct
an interval that was either entirely below or above c as the interval converges around µ.
Since c is fixed, we compare X̄ to c as we are generating observations to decide when to
stop. The following stopping rule could be considered:
1. Suppose the observations are normally distributed data with distribution N (µ, σ 2 ).
2. After each replication, calculate X̄ and the sample variance S 2 .
3. Calculate ηU∗ and ηL∗ , which are the associated coverage probabilities of µ for the intervals
(c, ∞) and (−∞, c) given the summary statistics.
4. Stop if either ηU∗ or ηL∗ is greater than or equal η.
This procedure determines when to stop by checking to see when a one-sided η-confidence
interval that does not include c can be generated from the data. Basically, this results in
stopping when we can determine that µ is either greater than or less than c with probability η. For a fixed sampling experiment, we would simply collect observations, construct a
confidence interval, and see if it contains c. But with sequential sampling, we continue to
collect observations until we can make a decision about whether µ is greater than c.
We conducted an experiment where we simulated values of Xi from a standard normal
random generator until the confidence interval of either (c, ∞) or (−∞, c) had approximate
coverage greater than η for various values of c and η. We repeated this experiment with
10,000 replications to estimate the proportion of times the final confidence interval (c, ∞)
or (−∞, c) contained the true value µ = 0. The coverage results are shown in Table 5.1.
Since the data has a symmetric distribution around µ, switching the values of c to negative values yields the same probability of coverage. Table 5.1 reveals that the closer c is
to the true value of µ, the worse the coverage. If c is far away from µ, the probability of
coverage is even better than η. If c is far away from µ it is relatively easy to construct a
confidence interval for X̄ that does not contain c, and those confidence intervals generally
include µ. But if c is close to µ, then its increasingly likely that stopping could occur on
the side of c not containing µ. The effect of the stopping rule on coverage is worse for the
situations where it is hard to distinguish if the performance is better than the cost.
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Table 5.1: Coverage of a one-sided confidence interval sequential stopping procedure. The
true mean µ is zero.
η
90%
90%
90%
90%
90%

c
0.05
0.1
0.2
0.35
1.0

Coverage
63.7%
73.4%
81.8%
89.5%
98.8%

η
95%
95%
95%
95%
95%

c
Coverage
0.05
76.4%
0.1
83.7%
0.2
90.1%
0.35
94.2%
1.0
99.4%

The value of c is presumably given based on the cost of the system, but the modeler can
choose their value of η. We see that choosing higher values of η results in higher coverage
(though also higher replication costs). Also, the desired coverage is almost reached when
c is 0.35. Future research involves finding some adequate difference between c and µ for
which coverage can be obtained for any value of η. The underlying variance of the data
probably plays a role in determining this difference.
In order to relate this experiment back to the sequential stopping rules used in Chapters
3 and 4, recall that those experiments involved taking an estimate of X̄ when the half-width
was less than or equal to δ. The output confidence interval consisted of (X̄ − δ, X̄ + δ).
When we know the cost c of implementing a system, then we know where the lower bound
on the confidence interval should be. We want to be sure with probability η that X̄ is greater
than c. So we want c to be equal to X̄ − δ as the lower bound on the confidence region, but
we don’t know X̄ or the final half-width of the confidence interval, only that it should be
approximately equal to δ.

5.1.1

Random cost c

Many systems do not have a known fixed cost c. In this section we explore how CIPs
can be applied when both the performance and the cost of the system is unknown. If the
cost c of the system is random, we can construct each simulation replication to estimate
the performance and cost of the system independently. Collecting these observations, we
construct confidence intervals for the difference between the estimates of µ and c in order
to determine if a decision can be made. We run the same experiment as before, except
this time we construct confidence intervals from the observations of the estimates of µ
and c. We stop when we can construct a one-sided confidence interval to show that either
P (µ > c) > η or P (µ < c) > η. In other words, we stop when we can construct a
confidence interval showing that the difference between estimates of µ and c is significant
at the η level.
The simulation model estimates if the performance of the system is enough to cover
the cost of building the system. In our experiment, we assume that the estimate of the cost
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Table 5.2: Coverage of a one-sided confidence interval sequential stopping procedure with
simulated observations of c and X. The true mean of X is zero.
η
90%
90%
90%
90%
90%

c
0.05
0.1
0.2
0.35
1.0

Coverage
62.3%
69.4%
78.6%
85.6%
97.4%

η
95%
95%
95%
95%
95%

c
Coverage
0.05
73.8%
0.1
80.7%
0.2
87.0%
0.35
92.3%
1.0
98.6%

c has the same variance as the estimate of the performance. After each replication, we
construct the probability P (µ > c) or P (µ < c) depending on whether X̄ is higher than the
estimate of c. If one of these probabilities is greater than η, we stop and make the decision
on whether or not to implement the system.
We ran experiments using µ = 0 with observations X normally distributed with variance one. For different values of c, we simulated normally distributed estimates of c also
with variance one. We collected confidence intervals until we could assess with probability
η = 90% or 95% if µ was either greater than or less than c. The results are provided in
Table 5.2. They are similar to the values of c in Table 5.1 in that coverage improves for
higher values of η and values of c that are farther away from µ. If the true value of c is
close to µ the sequential stopping rule is not able to determine which value is higher with
probability η. The main difference from the fixed cost experiments is that the coverage
results are lower when c is not known. This is because there is even more uncertainty in
the confidence intervals since estimates of both µ and c are random, making it harder to
correctly differentiate which one is larger.

5.1.2

Absolute vs. relative precision

This dissertation dealt mainly with absolute precision rules because they are the focus of the asymptotic theory. We also believe that the desired precision of the stopping
rule generally has some physically meaning in interpreting the output confidence interval. There is some absolute error value in the estimate of performance that the manager
can tolerate. Proponents of relative precision argue that since the order of magnitude of µ
may be unknown, scaling the half-width to be proportional to the sample mean helps avoid
meaningless confidence intervals that could be too wide.
The problem with relative precision rules is that the output confidence intervals could
be large if the true value of µ happens to be large. Stopping when the interval is too large
could lead to a loss of coverage. A better way to choose the half-width could be by scaling
relative to the underlying variance of the data (this is discussed in more detail in Chapter
6). In this section we compare absolute and relative precision rules by evaluating their
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Figure 5.1: Comparison of coverage of absolute precision rules and the equivalent relative
precision rules over the space of values for η and δabs . The value of δ in this plot is the
value of δabs .

approximate expected half-widths at stopping. Relative precision rules call for stopping
when the half-width is less than δrel X̄. The expected value of X̄ is µ, so the expected halfwidth at stopping is δrel µ. An absolute precision rule with precision δrel µ has the same
approximate expected half-width at stopping. We define the following relationship
.
δabs = δrel µ,

(5.1)

to explain equivalent absolute and relative precision stopping rules. Here we define equivalence as having the same expected half-width at stopping. For a given µ, there is a one-toone relationship between δabs and δrel .
We tested stopping rules on data with mean µ using δrel for relative precision rules and
δabs = δrel µ for absolute precision rules to compare their performance. For the sample
value of µ = 2, we varied η over (0, 1) and tested various values of δabs and the corresponding value of δrel . Figure 5.1 shows the contours of the coverage surfaces for both
types of rules.

56

Figure 5.2: Comparison of expected stopping times for absolute precision rules and the
equivalent relative precision rules over the space of values for η and δ. The value of δ in
this plot pertains to the absolute precision rule.

As δ approaches zero, the coverage of both rules converges towards nominal coverage.
This implies that for a small enough δabs or δrel , the coverage between the two equivalent rules would be indistinguishable. However, for larger precision values the coverage is
quite different. Figure 5.1 shows that both rules approach the same coverage level (nominal
coverage) as δabs approaches zero. But for a sufficiently large δabs , the absolute precision
rule has higher coverage than the equivalent relative precision rule. This is because relative precision rules sometimes allow stopping to happen when the half-width is unusually
large (when the sample mean is larger than µ). This implies that if we are not operating
in the limit, absolute precision rules would outperform relative precision rules assuming
equivalent expected stopping half-widths.
Next we compared the expected stopping times of the rules. Figure 5.2 shows that
the expected stopping times appear the same over the parameter space. Since absolute
precision rules appear to deliver better coverage than the equivalent relative precision rules
and they both have the same expected stopping time, it would seem that absolute precision
rules are a better choice. Even though we would expect the relative precision rule to stop
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at the same half-width as the absolute precision rule and with the same expected stopping
time, the absolute precision rule provides better coverage.
In order to determine why relative precision rules have worse coverage, we tested two
stopping rules on normally distributed data with mean µ = 2 and variance σ 2 = 1. The
relative precision rule required stopping when the half-width was less than 0.15X̄. The
equivalent absolute precision rule required stopping when the half-width was less than
0.3 (= 0.15 × 2). The absolute precision rule delivered coverage of 83.67%, while the
relative precision rule had lower coverage at 82.71%. The relative precision rule allowed
for stopping at different half-widths for different replications because the sample mean is
random. We checked to see if the coverage was better for those paths that stop at smaller
half-widths versus larger half-widths. Smaller half-widths generally correspond to more
replications which can mean more precise estimates of µ, but intervals that are too narrow
can result in low coverage. Larger half-widths may be the result of stopping early because
of an unusually large sample mean, but those intervals cover a greater space.
We looked at paths that stopped with half-widths less than and greater than 0.3, which
is the expected value of the stopping half-width. We replicated the path to stopping 70,000
times, and found that 44% of paths stopped with half-widths greater than 0.3 while 56%
stopped with smaller half-widths. Of those that stopped with half-widths larger than 0.3,
76% covered µ while 88% of those that stopped with half-widths smaller than 0.3 covered
µ. This suggests that relative precision has lower coverage than equivalent absolute precision rules because large sample means allow the procedure to stop early, hurting coverage.
We suggest that absolute precision rules be used in cases where there is some absolute
tolerance level required by the manager for making a decision. This absolute precision
level should be sufficiently small to deliver close to nominal coverage, unless the value of
the confidence coefficient is chosen to be larger than η in order to compensate for the lack
in coverage (according to our optimal policy suggested in Chapter 4). If the user really
does not know what tolerance would be appropriate because of a lack of knowledge of the
scale of X̄, we suggest running a preliminary experiment to observe values of X before
deciding on an appropriate absolute precision rule.

5.2

Effects of Shapiro-Wilks testing for normality

Sequential stopping rules are used because they provide confidence intervals that have
desirable properties. The user wishes to have a 90% confidence interval with a half-width
less than 0.3, and sequential stopping rules provide confidence intervals that appear to
meet that criteria. This thesis has studied the bias associated with stopping when the results
match these requirements set out at the beginning of the experiment. Is there a problem
with stopping when the results look good? Our work in the previous chapters suggest that
this is a problem. Stopping when the half-width is narrow does not necessarily mean that
the interval includes the true parameter with the correct probability.
We extend this issue of stopping bias to other types of output analysis techniques. Al-
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gorithms developed to determine stopping times for simulation experiments often rely on
a series of tests to determine when stopping should occur. For examples, see Steiger and
Wilson (1999, 2002). These algorithms take simulation output data that might be correlated and apply the batched means method to generate confidence intervals. The batched
means method involves dividing n observations into k batches of size b = n/k so that the
means of the batches are approximately independent and normal. Schmeiser (1982) makes
the following assumption:
“For a run length n, there exists a number of batches k ∗ ≥ 2 and associated
batch size b∗ = n/k ∗ such that for all k ≤ k ∗ , or equivalently for all b ≥ b∗ ,
the dependency and nonnormality of the batch means are negligible.”
Small numbers of batches each containing many observations are likely to display properties of independence and normality, but could also result in large confidence intervals.
Having more batches of smaller size generally leads to more narrow confidence intervals.
Output analysis algorithms attempt to find the ideal batch size by increasing the batch size
until tests for independence or normality are passed. This batch size decision involves a
sequential stopping rule, since statistics for normality and independence are tested sequentially and stopping occurs when one or both tests are passed.
We explore the effects of using the Shapiro-Wilks test for normality as a way of obtaining the batch size. Suppose the data is i.i.d. normal, and we fix the number of batches of
data at thirty. The procedure is to increase the batch size (starting at two points per batch)
by adding data to each batch until the thirty batched means pass the Shapiro-Wilks test for
normality.
Figure 5.3 shows the tail of the distribution function for the standardized batched means
of the i.i.d normal data that passed the Shapiro-Wilks test with a p-value greater than 0.8.
Data was simulated from an N (0, 1) distribution, and the batch sizes were increased until
the test was passed. We also simulated batched means from i.i.d normal data without
implementing the Shapiro-Wilks test. Figure 5.3 plots the distribution of the batched means
rescaled for different sample sizes. We see that there are fewer observations in the tail of
the distribution for the data subjected to the Shapiro-Wilks test. Even though both sets of
data started out with the same distribution (i.i.d standard normal), the data that was batched
until it passed the Shapiro-Wilks test ended up with a different distribution. The ShapiroWilks test rejected some of the batches because they did not appear normal, and continued
to add samples until they appeared sufficiently normal. As a result of the sequential testing,
the data delivered by the procedure does not have an i.i.d normal distribution. For this
example, the deviation from the normal distribution because of the testing is minimal. But
by testing for normality, we have actually transformed normal data into non-normal data.
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Figure 5.3: Comparison of the lower tail of the distribution of batched means after passing
the Shapiro-Wilks test with simulated batched means of standard normal random variables.
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5.3

Filtering and its effect on decision making

Although this dissertation’s focus was stopping rules for confidence interval procedures, the motivation for this topic came from a much broader area. Because of the power
of computing and the ability to generate many replications, simulation practitioners often
decide to stop based on the appearance of their results. If the simulation observations are
in the form desired, the user may stop replicating and draw conclusions. This may bias
the results since stopping is happening when certain favorable conditions are present. As
we have seen from the CIP stopping rule analysis, a downside of sequential testing is that
stopping can happen too early resulting in flawed conclusions.
The previous section describes the effect of filtering data according to the ShapiroWilks test. By increasing batch sizes until the batched means appears normally distributed,
the tails of the data are reduced since more extreme observations are filtered out. Another
example involves random number generators, where tests for randomness can require the
data to be too random in order to pass (the data should have a uniform distribution). Real
randomness involves repetition. Heath and Sanchez (1986) use the birthday test as an
example. There is a high likelihood of two people having the same birthday within a
relatively small population, even though we might expect the birthdays to be uniformly
distributed across the year. Statistical tests will reject some hypotheses that are true with
a certain probability, and testing sequentially until the data passes the test will have some
(small) effect on the tails. The proof of the theorem in Chapter 1 (starting at equation 1.1)
shows the distribution of the output data once passed through this type of testing scheme
will be different from what it was originally.
We are not suggesting that we should not test at all. We may get far worse results
by drawing conclusions without checking that certain tests are passed. It is important to
check the output for properties such as independence and normality before constructing
confidence intervals. Sequential sampling can be an efficient way to obtain results. But
it is important to realize that the stopping rule can have an effect on the results and can
alter the underlying properties of the data. It is also important to know the effect of the
stopping rule on the decision making process. If the point of the experiment is to evaluate
the performance of a system to decide whether it should be implemented, then we should
ensure that any bias caused by the stopping rule is small enough and does not have a major
impact on the final decision.
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Chapter 6
Future Research
There are many ways to extend this research to learn more about stopping rules. We
have focused mainly on rules where coverage can be derived analytically because it allows
us to confirm our simulation results. If we believe the empirical methods in Chapter 3 are
good estimates of coverage performance, there are many new experiments we can run to
evaluate rules that cannot be evaluated analytically. Additionally, most of the empirical
work in the literature tests only a few values of η and δ under a few distributional settings.
We have shown how an optimal solution can be found by calculating coverage over the
whole parameter space. As a result, many additional dimensions of the problem can be
explored emprically. We can remove some of the assumptions made in Chapters 3 and 4
in order to determine optimal stopping rules in more general settings. We outline some of
these extensions here.

6.1

Determining the starting sample size

For most of our analysis we assume that the simulation experiment starts with two
replications and the stopping criteria is checked sequentially thereafter. One reason why
coverage is often less than nominal is that early stopping leads to narrow intervals based on
small samples. These intervals cover with a lower probability because they are less likely
to cover the mean due to the low sample size. To avoid inadvertently stopping early, the
starting sample size can be made larger. It seems likely that this would improve coverage.
The question is, what is an appropriate starting size? And is there a starting size large
enough that the coverage would be nominal? We believe that the ideal starting size would
depend on the distribution of the data.
Another way to decide the number of replications is by fixed sampling, which avoids
the bias associated with sequential stopping. The downside of fixed sampling is that the
output confidence interval may be wider than δ. One way to find an appropriate fixed
sampling stopping rule is to analyze the results from a sequential stopping experiment
using the preferred values of η and δ. Using the results of Chapter 4, we can find the
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expected stopping time of the procedure, E[k ∗ ]. This value can be used as the number of
replications for a fixed sampling experiment. Since it is the expected stopping time for a
rule with half-width δ, it is likely that a fixed sampling experiment using E[k ∗ ] will yield
a confidence interval with a half-width approximately δ. Sequential stopping rules do not
actually succeed in obtaining η coverage in a half-width of δ, so the user could compromise
on the half-width in order to obtain nominal coverage using the fixed sampling procedure
described above. Section 3.5 shows that we may be able to use the expected sample size of
a sequential procedure in a fixed sample size procedure using the duality between the two
types of rules.
Another interesting result was found in evaluating the expected stopping time at the
points where coverage appeared to be worst for a given value of η. This was found by
determining the value of δ which provided the worst coverage for a given value of η:
.
η
δmin
= arg min η ∗ (η, δ).

(6.1)

δ

For each value of η, we found the expected stopping time corresponding to the value
η
of δ for which coverage was lowest, Ek ∗ (η, δmin
). We were interested in seeing where
coverage was worst for a given η, and the expected stopping time associated with that pair
of parameters. The expected stopping time at the points of worst coverage was surprisingly
insensitive to the underlying distribution of the data.
Figure 6.1 shows the smoothed plot of the expected stopping times at the points with the
worst coverage. For most values of η the coverage seems to be worst when the procedure’s
expected stopping time was between 10 and 20 replications. When η is higher than 85%,
the values increase towards 30. This suggests that it is best to have at least 30 replications,
and that if a stopping rule has an expected stopping time lower than 30, its possible it may
be near the point in the parameter space where coverage is worst. More analysis is needed
to determine if there is any significance to these values.

6.2

The relationship between the variance of the underlying data and the precision parameter.

In Chapter 5 we looked at one-sided confidence interval procedures. Approximate nominal coverage could be obtained for standard normal data when the true mean was 0.35
away from the cost of implementing the new system. The difference between the true performance and the cost had to be at least 0.35 for the experiment to predict with the correct
probability whether or not the system should be implemented.
Similarly, we see in Chapters 3 and 4 that the level δ needed to obtain close to nominal
coverage for different levels of η was lower for smaller values of σ. One idea is to see if
there is an appropriate ratio between δ and σ that is needed to obtain nominal coverage.
Relative precision rules attempt to find confidence intervals that have an appropriate width
relative to the sample mean. Here we suggest scaling the half-width according to the sam-
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Figure 6.1: Smoothed expected stopping time at points of worst coverage.
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ple variance. For a fixed sampling experiment, the half-width of the confidence interval
would automatically rescale based on the variance of the data. In sequential procedures,
choosing a precision level without knowledge of the variance could lead to output confidence intervals that do not accurately represent the variance in the estimate of the sample
mean.
According to the asymptotic theory, as δ approaches zero, coverage approaches nominal
coverage. Smaller values of δ tend to improve coverage, but even smaller values of δ are
needed for data with a smaller variance. We plan to see if there is a relationship between δ
and σ that would allow us to develop a simple stopping rule.

6.3

Relative vs. absolute precision

Section 5.1.2 compares the performance of absolute and relative precision rules. From
experiments, we see that the coverage of absolute precision and the equivalent relative precision rules given knowledge of µ converges towards nominal coverage as δ becomes small.
Although asymptotic theory exists for both absolute and relative precision rules (Chow and
Robbins 1965, Nadas 1969), it would be interesting to see if the continuous mapping theorem could be used to show how both types of rules have equivalent performance as δ
approaches zero. This way, for a small enough δ the choice of rule would not affect performance materially. We have seen that the expected stopping time appears to be the same
for both types of rules (when equivalently scaled). It may make sense to show analytically
that they are the same. If we can prove that absolute precision rules deliver better coverage
given that the expected number of replications is same as that of the equivalent relative
precision rule, then we can show concretely why we prefer absolute precision.

6.4

Other extensions to real world settings

There are many more assumptions that we can remove in order to see the affect of
stopping rules in real world settings. One is the assumption of independence. We can
try to analyze the coverage properties of sequential stopping rules applied to dependent
data. Some confidence interval procedures are able to adjust for dependence in the data
(Tafazzoli et al. 2011), and we could check to see how these procedures perform for a
range of parameter values. Especially in the case of simple AR(1) dependence, it may be
useful to see the performance of stopping rules for data with various lag-1 autocorrelation
values.
Another natural extension involves looking at real-world examples where sequential
stopping rules have an impact. Anscombe (1953) refers to a few examples of sequential
stopping rules in practice for cases where observations are taken sequentially. A hospital notices incidences of an illness over time, or a factory records performance of a new
machine on a weekly basis. In making decisions regarding new drugs or a new military
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strategy, adverse effects on health that are noticed immediately may cause the implementation of the new drug or strategy to be halted. The problem of early stopping with sequential
rules could cause the wrong decision to be made because the first few observations happen
to be similar. A natural next step of this research would be to use real data to determine the
actual effect of the stopping rule on decision making.
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Chapter 7
Conclusion
Research on stopping rules for confidence interval procedures in simulation has focused
on two main areas. The first is the theory developed to show the asymptotic validity of stopping rules. The second area uses ad-hoc experiments to determine stopping rules that work
for common types of simulation models. This dissertation seeks to bridge the gap between
these two areas of research by finding methods of evaluating stopping rules analytically to
provide suggestions for practical rules that can be used without requiring asymptotic conditions. We provide rules that work in practice for a variety of different types of data and
supported those suggestions with analytical results.
Many stopping rules are chosen by testing a few parameters on a few different types of
data. We develop a parameter space for η and δ and test our rules over this entire space. It
is important to test a wide range of values of η and δ to determine more general properties
of stopping rules. Most empirical work has been done at high values of η and low values
of δ since these parameters provide useful confidence intervals. Researching only these
types of parameters provides a limited view of the behavior of stopping rules. Interesting
coverage properties can sometimes be observed at lower values of η and higher values of
δ. We attempted to develop methods of choosing rules over a large range of parameters in
order to have our results as widely applicable as possible.
In order to determine the true coverage of a stopping rule, we isolate the effect of stopping in output analysis procedures. Many confidence interval procedures are designed to
treat problems of dependence and non-normality in the data. The choice of δ is sufficiently
small so that if the data is approximately independent and normal, the confidence interval
estimates appear good. In order to avoid problems in coverage that result from dependence
and distribution of the data, we deal with i.i.d normal data for our experiments and analysis.
This allows us to isolate the effect of the stopping rule on coverage, and see how well the
rules would perform in the best case scenario where the data is i.i.d normal. We see that
even if the data has desired properties, coverage is still subnominal.
Our two main criteria for evaluating stopping rules are the coverage of the true parameter, and the expected stopping time. There is generally a tradeoff between these two
objectives, with an increased expected stopping time required to obtain better coverage.
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One problem is that the coverage and expected stopping time are often not known to the
user. As a result, a rule that has either poor coverage or an exceptionally long run time
could be chosen. We provide some information on what coverage and replication times
can be expected for different rules under different types of distributions, and also suggest
ways of choosing optimal rules that can minimize one performance objective while meeting
constraints on the other.
In Chapter 3 we ran many experiments to explore the performance of the rules under
different situations. We could determine the relationships between coverage and expected
stopping time with respect to the values of η and δ under different distributional settings.
We also estimated the distribution of the stopping time to see the effect of early stopping.
The paths that stop early end up covering the true parameter less often, so rules that encourage more replications result in better coverage.
We calculated the coverage and expected stopping times of the rules analytically for
certain types of data in Chapter 4. We matched these results with those from the experiments in Chapter 3. We also wanted to understand the processes that led to the observed
coverage and stopping time. Knowing how coverage was calculated helped explain why
coverage was good or not in certain situations. Once the coverage results were calculated
analytically, we could use the results to draw conclusions about stopping rules without worrying about the uncertainty in the empirical results. We used analytical coverage functions
to choose stopping rules and derive optimal policies. Most practitioners have constraints
consisting of the minimum values of η and the maximum values of δ they need for the
experiment to deliver useful results. We chose the rule that delivers the user’s choice of
coverage with the lower number of expected replications.
Traditional asymptotic theory suggests lowering δ to improve coverage. However, the
practice of decreasing δ only approaches nominal coverage in the limit and requires large
numbers of replications. Our optimization results suggest raising the value of η asked for
by the procedure, knowing the true coverage will be less than η. This method has two main
advantages. The first is that nominal coverage can actually be achieved. The second is that
the expected number of required replications is minimized by choosing the stopping rule
this way.
We find some optimization results that are insensitive to the variance of the underlying
data if it is normally distributed. The optimal choice of parameters is a confidence coefficient higher than η, and the original choice of δ. For different normal distributions we
found the worst-case optimization results for a variety of choices of η. This is the highest
confidence coefficient required to achieve coverage of η over all possible δ values. These
values appear insensitive to the variance of the underlying data. We propose using these
suggested confidence coefficient parameters to ensure that at a minimum nominal coverage
level is obtained.
We hope these suggested rules provide some guidance to practitioners as to how to obtain nominal coverage without extremely long run lengths. Our empirical work under other
types of distributional settings may also be useful in choosing stopping rules. The calculations to estimate coverage for different distributional settings is probably too complicated
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to perform each time a stopping rule must be chosen. We suggest that practitioners look at
our proposed optimal values of η and proceed accordingly.
Many tests have been developed to improve simulation output analysis methods. Implementation of these tests may introduce a bias in the results. Confidence interval procedures
are designed to address uncertainty in simulation estimates, and stopping rules are used
to determine an appropriate run length. We hope that this dissertation has answered some
of the questions about the effects of stopping rules on simulation results. We also hope
that it has provided the motivation for new research into the effects of stopping rules on
confidence interval procedures and decision making.
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