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Abstract of the Dissertation
New words are typically encountered in complex environments rife with possible meanings.
Recent evidence suggests that cross-situational observation, or tracking which potential referents
consistently co-occur with each word, could help learners identify a word’s true referent (Scott &
Fisher, 2012; Yu & Smith, 2007). Considerable questions remain about the mechanism by which
this occurs and the how this information interacts with other word-learning information sources.
Here, I present a series of projects that explored three such questions. Project 1 sought to
determine whether learners encode more than one potential referent across occurrences of a
given word. Participants’ mouse trajectories were slower, less accurate, and more complex when
they had to choose between the target referent and a competitor that repeatedly occurred with the
word. This suggests that participants were aware that both the target and competitor had occurred
with the word. This finding indicates that learners can retain multiple potential referents for a
word and mouse tracking provides a promising way of assessing this knowledge. However, this
knowledge was not evident in participants’ finger movements, suggesting that finger tracking
might not capture real-time competition between referents. Project 2 asked whether social
information facilitates 2-year-olds’ cross-situational verb learning. The results suggested that
gaze may enable 25-month-olds to use cross-situational information when they would otherwise
be unable to do so. However, children may only benefit when the novel verb and gaze
information are both provided by a live speaker in a social interaction. Project 3 tested whether
perceptual salience impacts children’s cross-situational verb learning. The results suggested that
2.5-year-olds can use cross-situational information to identify low-salience referents for
intransitive verbs, even when they co-occur with high-salience alternatives. However, this
learning is easily masked by interest in more salient events.
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Have I seen you here before? Exploring the role of cross-situational information in word
learning
Chapter 1
New words are typically encountered in complex environments teeming with possible
meanings. For instance, imagine a child playing in the sandbox with her mother. In front of the
girl sits a bucket, a shovel, a ball, a dump truck, and a rake. As the girl tries to dig a hole with her
hand, her mother says, “Use your shovel!” In this scene, shovel could refer to shovel, bucket,
dump truck, sand, digging, brown, ball, and so on. As was famously illustrated by the
philosopher Quine (1960), for any given word there are an infinite number of potential referents.
Eliminating all of the possible incorrect meanings and identifying the correct one is a daunting
task. Yet even faced with all of this difficulty, a typical child accumulates a vocabulary of about
12,000 words by the time they are 6 years old (Anglin, Miller, & Wakefield, 1993). How do they
accomplish this?
Several decades of research have shown that learners can use a host of non-linguistic and
linguistic information sources to constrain their interpretation of a word (e.g., Baldwin, 1993a;
Gleitman, Cassidy, Nappa, Papafragou, & Trueswell, 2005; Markman & Wachtel, 1988; Nappa,
Wessel, McEldoon, Gleitman, & Trueswell, 2009; Smith, Jones, Landau, Gershkoff-Stowe, &
Samuelson, 2002; Yuan, Fisher, & Snedeker, 2012). For example, word learners can use
distributional, phonological, and syntactic information to identify a word’s likely grammatical
category (e.g., Cauvet, Limissuri, Millotte, Skoruppa, Cabrol, & Christophe, 2014; Mintz, 2006;
Zhang, Shi, & Li, 2015) and restrict reference accordingly (e.g., Bernal, Lidz, Millotte, &
Christophe, 2007; Fisher, Klingler, & Song, 2006; Waxman & Booth, 2001; Waxman, Lidz,
Braun, & Lavin, 2009). Thus, 24-month-olds who hear a novel word used as a noun (e.g., The
man is waving a larp.) assume it refers to an object, whereas those who hear the same word used
as a verb (e.g., The man is larping a balloon.) assume it refers to an action (e.g., Bernal et al.,
2007; Waxman et al., 2009).
Consider again the little girl in our sandbox scene: she could use the sentence structure to
identify shovel as a noun and simplify the field of potential referents to object labels. Yet even
with this narrowed field of candidate referents, she still faces the challenge of selecting from
multiple objects (e.g., shovel, bucket, dump truck, rake) present in the referential scene. A long
held assumption by researchers is that learners consider additional referential contexts in which
the same word occurs to deal with such referential ambiguity (e.g., Fazly, Alishahi, & Stevenson,
2010; Fisher, Hall, Rakowitz, & Gleitman, 1994; Pinker, 1984; Siskind, 1996; Yu & Smith,
2007). Across situations, scene elements that are not relevant to the word’s meaning should
occur less consistently than those that are central to its meaning. If word learners could identify
the elements that consistently co-occurred with a word across uses, then this would help them
determine the word’s likely referent.
There is evidence that adults can identify a word’s referent from cross-situational
information (e.g., Akhtar & Tomasello, 1997; Gillette, Gleitman, Gleitman, & Lederer, 1999;
Ichinco, Frank, & Saxe, 2009; Kachergis, Yu, & Shiffrin, 2013; Vouloumanos, 2008; Yu &
Smith, 2007; Yurovsky, Yu, & Smith, 2013). For instance, Yu and Smith (2007) presented adults
with a series of training trials that consisted of made-up words (2-4 words) and pictures of
unique novel shapes (2-4 objects). The experimenters instructed participants that each word
labeled one of the objects on screen; otherwise there was no information to indicate which word
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went with which object on each trial. Across the trials, each of the novel labels consistently cooccurred with only one object. Immediately following the training trials, participants were tested
on their knowledge of the words in a 4-alternative forced-choice paradigm. During each test trial,
they heard one novel label paired with the target object and 3 distractor objects. As a group,
adults selected the target at above chance levels and success was related to number of distractors
present during the training trials (i.e., referential ambiguity). Across the conditions, as the
referential ambiguity increased the lower the participant’s performance was during the testing
phase. These results indicated that adults used the cross-situational information to successfully
identify the word-referent pairs.
Recent evidence also suggests that under some circumstances children can use crosssituational information to identify a word’s meaning (Akhtar & Montague, 1999; Bunce & Scott,
2017; Dautriche & Chemla, 2014; Scott & Fisher, 2012; Smith & Yu, 2008; Vouloumanos &
Werker, 2009; Yu & Smith, 2010). For example, Smith and Yu (2008) adapted their original
cross-situational paradigm to explore whether 12- and 14-month-olds could use cross-situational
information to learn novel nouns. Infants were presented a series of training trials that consisted
of two made-up words (e.g., bosa, manu) and two pictures of unique novel shapes. On each trial,
it was ambiguous which label went with which object. However, across trials each word
consistently co-occurred with only one object. Following the training trials, infants were
presented with test trials that consisted of one label and two potential referents (target object and
distractor object). Infants spent more time looking at the target object, indicating they used the
cross-situational information to successfully identify the word-referent pairs.
While such results suggest children and adults can use cross-situational information to
identify a word’s meaning, considerable questions remain about the mechanism by which this
occurs and the how this information interacts with other word-learning information sources.
Here, I present a series of projects that explored three such questions.
Project 1 asked how much learners retain about referents for a word on a given
observation. Two experiments explored whether learners track multiple potential referents or a
single guess for a given word across encounters. Both a novel mouse-tracking and a novel fingertracking paradigms were used to explore adults’ fine-grained knowledge of potential referents.
Project 2 investigated whether children could draw support from a different wordlearning information source to make use of cross-situational observations when they would
otherwise be unable to do so. Specifically, I conducted two experiments to investigate whether 2year-olds could use cross-situational information if paired with a social cue, namely where a
speaker looked, to learn a verb’s meaning.
Project 3 explored how children manage situations in which two different information
sources conflict with one another. Specifically, are 2.5-year-olds still able to use cross-situational
information to identify a verb's referent if the consistently co-occurring referent is less
interesting (i.e. less perceptually salient) than other referents in the environment?

Chapter 2
For any given utterance of a word, the referential scene offers many possible
interpretations. Researchers have long assumed that learners cope with such referential
ambiguity in part by considering additional referential contexts in which the same word
occurs (e.g., Fisher, Hall, Rakowitz, & Gleitman, 1994; Pinker, 1984; Siskind, 1996; Yu
& Smith, 2007). Across situations, scene elements that are not relevant to a word’s
meaning should occur less consistently than those that are central to its meaning. If
learners could identify the elements that consistently co-occurred with a word across
uses, then this would help them determine the word’s likely referent.
Recent evidence suggests that children and adults can use cross-situational
information to identify a word’s referent (e.g., Scott & Fisher, 2012; Smith & Yu, 2008;
Yu & Smith, 2007). For instance, Yu and Smith (2007) presented adults with a series of
training trials in which they saw four novel objects and heard four made-up words.
Across trials, each novel label consistently co-occurred with only one object. Following
training, participants received a series of test trials in which they heard one novel label
and saw its target referent and three distractors. Participants selected the target referent
significantly more often than expected by chance.
These findings have raised many questions about the mechanism by which
learners are able to exploit cross-situational information in word learning. In particular,
how much information do learners retain about the potential referents that occur with a
word on a given observation? Some researchers have proposed that learners
simultaneously accrue information about an entire set of potential referents for a given
word (Fazly et al., 2010; Smith, Smith, & Blythe, 2011; Yu & Smith, 2007; Yurovsky,
Fricker, Yu, & Smith, 2014). When learners first encounter a new word, they encode
whatever referents co-occurred with that word. This co-occurrence information could be
in the form of low-level associations between words and scene elements (e.g., Smith &
Yu, 2008) or candidate interpretations that learners generate using the linguistic and nonlinguistic cues described in Chapter 1 (e.g., Frank, Goodman, & Tenenbaum, 2009;
Siskind, 1996). The next time they encounter the word, learners compare the current set
of potential referents to the set previously stored in memory, adding new possibilities and
updating the co-occurrence probabilities for previously encountered referents.
Other researchers, however, have argued that learners are unable to track all of the
candidate referents that co-occur with a word (e.g., Medina, Snedeker, Trueswell, &
Gleitman, 2011; Trueswell, Medina, Hafri, & Gleitman, 2013). Instead, they suggest that
when learners first encounter a word, they make a guess or conjecture about the word’s
meaning. Learners retain this hypothesis and discard information about alternative
referents. The next time learners encounter the word, they retrieve and evaluate their
conjecture. If the hypothesized referent is present, then they strengthen and retain the
hypothesis. If the hypothesized referent is absent, then the hypothesis is discarded and
learners generate a new guess based on the current referential scene.
Empirical attempts to test these accounts have yielded mixed results. Some
studies suggest that learners do accumulate knowledge about multiple competing
referents for a single word (e.g., Dautriche & Chemla, 2014; Smith et al., 2011; Yurovsky
& Frank, 2015; Yurovsky et al., 2014). For instance, Yurovsky and Frank (2015)
presented adult participants with trials in which they saw between two and eight novel
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objects and heard a novel word. Participants were asked to select the object that they
thought the word referred to. On their next encounter with the word, participants saw a
set of novel objects and either the referent they had previously selected (same trials) or
one of the objects that they had not selected on their previous encounter with the word
(switch trials). On both trial types, participants selected the repeated referent significantly
more often than expected by chance. This suggests that in addition to retaining their
conjecture across observations, participants also retained information about other
referents that had occurred with the word.
In contrast, several studies suggest participants retain only a single potential
referent for a word across observations (Medina et al., 2011; Trueswell et al., 2013). For
example, Trueswell et al. (2013) presented adults with a series of trials in which a novel
label was accompanied by two or five everyday objects. On each trial, participants
selected the object that they thought the word referred to. Examination of participants’
trial-by-trial guesses revealed that when participants incorrectly guessed which referent
went with a word, they performed at chance on the next encounter with that word. In
contrast, when the participants had guessed correctly on the previous trial, they selected
the target referent on the next encounter significantly more often than expected by
chance. These results suggest that learners only remembered their previous guesses. If
that previous guess was disconfirmed on the next trial, they appeared to be incapable of
remembering which alternative referents had been present before.
These two sets of conflicting findings are difficult to reconcile because the
experiments have differed along many dimensions, including the number of potential
referents that occurred on each observation, whether those referents were presented in
isolation or in a natural scene, and the interval between observations for a given word (for
discussion, see Yurovsky & Frank, 2015; Yurovsky et al., 2014).
Here, however, I focus on a feature that all of these prior studies share:
participants’ knowledge about the potential referents for a word was inferred from their
patterns of explicit guesses across trials. Although the referent that a participant selects
provides one index of their knowledge, this measure might nevertheless fail to capture
valuable information about the process by which that selection was made. A participant
might select the correct referent for a word because that participant had previously
guessed that referent and thus confidently selects it again without considering other
referents. Alternatively, the participant might consider how often each of the available
referents had occurred with the word in the past and select the correct referent because it
had the highest co-occurrence probability. In order to distinguish between these two
possibilities, one would need to examine the participant’s decision-making process as it
unfolded in real time.
Mouse tracking provides one way of capturing this decision-making process (e.g.,
Dale, Kehoe, & Spivey, 2007; Farmer, Cargill, Hindy, Dale, & Spivey, 2007; Spivey,
Grosjean, & Knoblich, 2005). For instance, Spivey et al. (2005) asked participants to
click on one of two objects on a computer screen. When the objects were phonological
competitors (e.g., pickle, picture), participants took longer to select the target, achieved
maximum velocity later, and exhibited more deviation toward the distracter than they did
when the two objects’ names were dissimilar. Thus, the velocity, duration, and shape of
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participants’ mouse trajectories revealed real-time competition between alternative
referents as they made their selection.
When participants select a referent for a word in a cross-situational learning task,
do they experience real-time competition between referents that previously co-occurred
with the word? To investigate this question, I conducted 2 experiments using novel
mouse- and finger-tracking versions of Yu and Smith’s (2007) paradigm. Participants
viewed training trials in which multiple novel labels occurred with multiple referents,
followed by test trials in which a single label occurred with four objects. On each test
trial, participants selected the object that they thought the word referred to, and we
tracked their mouse/finger movements as they did so. In half of the test trials (competitorabsent trials), participants saw the target referent and three objects that had not previously
occurred with the word. In the remaining test trials (competitor-present trials), one of the
three non-target objects occurred with the word in 50% of the training trials (highprobability competitor). If participants retain co-occurrence information for the set of
potential referents for a word, then in the competitor-present trials they should experience
online competition between the high-probability competitor and the target as they make
their selection. This competition should impact their response trajectories in the
competitor-present trials, resulting in differing patterns of motor dynamics across the two
trial types. If, however, the participants track a single conjecture, then the frequency with
which the available referents had previously occurred with the word should have no
influence and response trajectories should not differ across trial types.
As a secondary aim, I explored whether similar results could be obtained by
tracking participants’ fingers as they performed the cross-situational learning task with a
touchscreen device. If so, this would provide a portable way of assessing cross-situational
learning outside of the laboratory. It would also facilitate the assessment of real-time
decision-making in young children, who have greater difficulty interacting with a mouse
than adults do (e.g., Agudo, Sanchez, & Rico, 2010).
Experiment 1
Method
Participants. 328 undergraduate students (Mean age = 20.0, 213 females)
completed the experiment for course credit. 208 participants were assigned to computertesting condition and 120 were assigned to the tablet-testing condition1. All the
participants used their right hand to perform the task.
Stimuli. Referents were high-resolution photos of 18 common objects; each was
paired with a 1- or 2-syllable nonsense word. Words were phonotactically probable in
English and recorded by a female native English speaker.
Design. Participants watched 27 training trials and 18 test trials. On each training
trial, participants saw four objects, one in each corner of the screen, and heard four labels
played over the computer speaker (Figure 1). The objects for each trial were randomly
selected with the constraint that each word occurred six times with its target referent,

1

The computer condition was initially oversampled to ensure adequate power was
achieved for the mouse- and finger-tracking measures. A sample of 120 was determined
to be sufficient for achieving power in the other conditions.
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three times with a high-probability competitor referent, and less than three times with all
other objects. I randomly generated two unique sets of word-object pairs.
In each test trial, participants saw four objects, one in each corner of the screen,
and heard a single label. On competitor-absent trials, objects consisted of the target and
three objects that had appeared in training but had never co-occurred with the word. On
competitor-present trials, the objects consisted of the target, the high-probability
competitor, and two objects that had appeared in training but had never co-occurred with
the word. Participants saw one of two randomized test orders. The onscreen positions of
the objects were randomly generated with the constraint that on competitor-present trials
the target and the high-probability competitor could not be diagonally adjacent. This was
done to maintain a consistent angle between the target and the high-probability
competitor relative to the central starting position. The consistent angle is necessary for
mouse-tracking to be able to detect deflection generated by competitive processes. If the
two referential choices have a diagonal adjacency, any competitive processing would be
exhibited as drag on the velocity rather than curvature in the path to the target.
Procedure. Participants were instructed that they would see a series of objects
and hear words and afterwards they would be tested on which word went with which
object. Participants then viewed the training trials on a 65 cm by 45 cm computer screen.
On each trial, participants saw four objects and heard four consecutively presented audio
labels. The first label occurred 1s after the onset of the trial; each subsequent label
occurred 1s after the previous label. Each trial lasted 12s; trials were separated by 1s of
black screen.
Following training, participants moved to either a second identical computer or to
a 24 cm by 19 cm touchscreen tablet in an adjoining room. Participants were instructed
that they would see sets of objects accompanied by a single word and that after hearing
each word, they should drag the green dot that appeared in the center of the screen to the
object that they thought matched the word. Participants were told to make their decision
as quickly and accurately as possible. At the start of each trial, the objects and the green
dot appeared on screen; after 1s, a single audio label was delivered. The green dot was
initially locked in place and unlocked at the offset of the audio label. This prevented the
participants from making a selection prior to hearing the word. Once the participants
released the green dot over one of the objects, the trial ended. Trials were be separated by
1s of black screen. While the participants are performing the task, I recorded the
streaming x, y coordinates of the computer mouse (sample rate » 71 Hz) or finger
position (sampling rate » 143 Hz). Participants in the tablet-testing condition were
instructed to not lift their finger during the swipe.
Data Preprocessing. On each trial, participants’ final x, y coordinates were taken
as their referent selection. To examine participants’ real-time decision making,
trajectories were remapped to orient the target location to the top-right corner by
inverting the trajectories along the x-axis and y-axis. All trajectories were lined up to a
common x, y starting position (0, 0), then individually normalized by resampling
trajectories at 101 equally time-spaced values and computing, by means of linear
interpolation, the corresponding mouse- and finger-coordinate values (separately for the x
and y coordinate vectors).
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All data analyses were conducted with R 3.1.2 (2014) and the lme4 package
(Bates, Maechler, Bolker, & Walker, 2015). All of the subsequent analysis of variance
(ANOVA) models include participant as a random effect.
Results and Discussion
Computer-testing condition. Participants selected the target significantly more
often than expected by chance (.25) on both competitor-absent trials (M = .50, SD = .24),
t(207) = 14.88, p < .001, d = .64, and competitor-present trials (M = .41, SD = .25), t(207)
= 9.22, p < .001, d = 1.28 (Figure 2). However, participants were significantly more
likely to select the target on competitor-absent trials than on competitor-present trials,
t(207) = 5.93, p < .001, d = .37.
To determine whether participants experienced real-time competition between
potential referents, we examined participants’ mouse trajectories. We identified trials
where participants selected either the target or the high-probability competitor and then
separated the trajectories into three trajectory types: competitor-absent (795 trajectories),
competitor-present correct (target selected; 454 trajectories), and competitor-present
incorrect (high-probability competitor selected; 275 trajectories). We did not analyze
trials in which participants selected one of the other distracters because the angle between
the starting position and the object varied based on the object selected.
Next, we examined the participants’ reaction times (from point of initiation to
mouse-click release). A one-way ANOVA revealed a significant main effect of trajectory
type, F(2, 325) = 6.06, p = .003 (Figure 3). Post hoc analyses were conducted using
Tukey HSD tests on all pairwise contrasts. The results revealed significantly faster
reaction times for competitor-absent trajectories (M = 1618 ms, SD = 947) than for
competitor-present correct trajectories (M = 1767 ms, SD = 1030), z = -2.74, p = .015,
and competitor-present incorrect trajectories (M = 1802 ms, SD = 942), z = -2.86, p = .01.
The speed of competitor-present correct and competitor-present incorrect trajectories did
not differ, z < 1. The fact that participants were slower on competitor-present trials
suggests that they experienced real-time competition between the target and the highprobability competitor.
To further examine this competition, for each trajectory we computed the
maximum deviation (MD): the largest positive x-coordinate deviation from an ideal
response trajectory (i.e. a straight line between the starting position and the selected
object) for each of the 101 time steps. For each participant, the average MD values for
each trajectory type were calculated. A one-way ANOVA on participants’ MD revealed a
significant main effect of trajectory type, F(2, 325) = 5.44, p = .005 (Figure 4). Post hoc
analyses revealed significantly smaller MD values for competitor-absent trajectories (M =
65.60, SD = 68.07) than competitor-present correct trajectories (M = 76.23, SD = 77.66),
z = -2.38, p = .05. Competitor-absent trajectories exhibited significantly smaller MD
values than competitor-present incorrect trajectories (M = 82.77, SD = 83.89), z = -2.91, p
= .01. The MD values of competitor-present correct and competitor-present incorrect
trajectories did not differ, z < 1.
Finally, angle information and sample entropy were computed using the
mousetrack R package (Coco & Duran, 2015). Angle information has been used in
previous mouse-tracking studies (e.g., Dale et al., 2007) to investigate how initial
movements deviated from the point of origin. Angle trajectory of mouse movements is
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computed as the angle relative to the y-axis for each sample in a trajectory. This provides
a single measure that integrates information about x-axis and y-axis movements. A
trajectory starting at the origin and moving directly to the participant’s final selection
would have a constant angle trajectory. If participants experienced competition between
referents, then this should result in more complex angle trajectories.
To measure the complexity of angle trajectories, we submitted angle trajectory to
an analysis of sample entropy for each trial (Richman & Mooreman, 2000). Sample
entropy measures the complexity of a given time series. It is robust for small time series
(Yentes et al., 2012) and has been used to measure the complexity or “disorder” of mouse
movement trajectories (Dale et al., 2007; McKinstry, Dale, & Spivey, 2008). Sample
entropy is computed for the angle trajectories by counting the number of similar
sequences, m and m+1 (up to m=5), within a similarity tolerance parameter, 0.2*SDangle
trajectory and then taking the negative logarithm of the ratio of similar sequence pair across
m and m + 1, –ln(m/m+1). A time series of similar distances between data points across
sequence lengths will result in lower sample entropy values. Larger sample entropy
values are considered to have higher complexity.
Here, higher values of sample entropy of angle trajectories are interpreted as
exhibiting competition effects through more disordered movements toward the selected
object, whereas lower values of sample entropy indicate more ordered, regular
movements toward the selected object. A one-way ANOVA on sample entropy revealed
a significant main effect of trajectory type, F(2, 325) = 6.67, p = .002. Post hoc analyses
revealed that trajectories were significantly less complex for competitor-absent
trajectories (M = .13, SD = .06) than for competitor-present correct trajectories (M = .14,
SD = .07), z = -2.63, p = .023, and competitor-present incorrect trajectories (M = .15, SD
= .08), z = -3.23, p = .003. Within the competitor-present trajectories, the complexity of
the trajectories did not differ, z < 1.
Thus, participants were slower and their mouse trajectories exhibited greater
deflection and complexity when the competitor was present than when it was absent. This
suggests that on competitor-present trials, the target and high-probability competitor were
partially active as potential response alternatives as participants were making their
selection.
These results are inconsistent with what one would expect if learners retained
only a single conjecture about a word’s meaning. If participants only recalled their prior
guess for a given word, then when that hypothesized referent was present in the test trial,
they should have selected it. When that conjecture was absent, participants should have
selected a referent at random from the available choices. In either case, their decisionmaking process should not have been affected by how frequently the available referents
had previously co-occurred with the word. Contrary to this prediction, the accuracy,
speed, and shape of participants’ response trajectories differed across trial types,
suggesting that participants were sensitive to the fact that both high-probability
competitor and target previously co-occurred with the word. Thus, our results suggest
that under at least some circumstances, learners can accrue information about multiple
potential referents for a word.
Tablet-testing condition. I next explored the participants’ performance on the
touchscreen tablet. Participants selected the target significantly more often than expected
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by chance (.25) on both competitor-absent trials (M = .48, SD = .27), t(116) = 8.98, p <
.001, d = .85, and competitor-present trials (M = .46, SD = .26), t(116) = 8.50, p < .001, d
= .81 (Figure 2). Unlike when tested on the computer, participants’ accuracy did not
differ across trial types, t(116) = -1.04, p = .15, d = .08.
I next examined participants’ finger trajectories, separated into three trajectory
types: competitor-absent (468 trajectories), competitor-present correct (343 trajectories),
and competitor-present incorrect (131 trajectories).
A one-way ANOVA on participants’ reaction times revealed a marginally
significant main effect of trajectory type, F(2, 181) = 2.74, p = .068 (Figure 3). Post hoc
analyses revealed that competitor-present incorrect trajectories were significantly slower
(M = 843 ms, SD = 673) than competitor-absent trajectories (M = 712 ms, SD = 522), z =
2.33, p = .05, and were numerically slower but not significantly slower than competitorpresent correct trajectories (M = 721 ms, SD = 568), z = 1.87, p = .14. However,
competitor-absent and competitor-present correct trajectories did not differ in speed, z <
1.
A one-way ANOVA on participants’ MD also revealed a significant main effect
of trajectory type, F(2, 181) = 10.26, p < .001 (Figure 4). Competitor-present incorrect
trajectories (M = 36.11, SD = 46.46) exhibited significantly larger MD values than did
competitor-absent trajectories (M = 21.73, SD = 27.13), z = 4.38, p < .001, or competitorpresent correct trajectories (M = 22.10, SD = 29.97), z = 4.02, p < .001. MD values for
competitor-absent and competitor-present correct trajectories did not differ, z < 1.
Finally, a one-way ANOVA on sample entropy revealed a significant main effect
of trajectory type, F(2, 181) = 5.13, p = .006. Competitor-present incorrect trajectories (M
= .14, SD = .12) were significantly more complex than competitor-absent trajectories (M
= .11, SD = .09), z = 3.13, p < .001, or competitor-present correct trajectories (M = .11,
SD = .10), z = 2.81, p < .001. Competitor-absent and competitor-present correct
trajectories did not differ in complexity, z < 1.
The tablet-testing condition produced a somewhat different pattern of results from
the computer-testing condition. On the one hand they were slower, more complex, and
deviated more when they selected the high-probability distractor, which could be an
indication of some competition. However, no such competition was reflected in the
accuracy data (i.e., no difference in accuracy whether competitor was present/absent) and
when they selected the target, the competitor did not impact the speed or shape of the
trajectories. Thus, it is less clear here than in the computer-testing condition that
participants considered the high-probability competitor as a potential response alternative
as they made their selection.
This failure to replicate the results of mouse-tracking conditions could be due in
part to the smaller sample size in the finger-tracking condition. However, a power
analysis indicated that this sample size should have been more than adequate to detect the
difference in accuracy between competitor-absent and competitor-present trials that we
observed in the mouse-tracking condition. The fact that we nevertheless failed to observe
a difference in accuracy across trial types suggests that the results of the finger-tracking
condition were not merely a product of sample size.
Why then did we fail to detect a clear effect of the high-probability competitor on
participants’ performance in the finger-tracking condition? One possibility is that the
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participants in the tablet-testing condition retained the same knowledge of potential
referents as the participants in the computer-testing condition, but that our dependent
measure, finger tracking, failed to capture that knowledge. This could be in part due to
basic differences in motor dynamics. While mouse tracking typically captures dynamic
arm movements, finger tracking on a small touchscreen is largely constrained to
movements of the hand and wrist, potentially inhibiting the range of deflection and
stability of the path across the trajectory. However, this difference in motor dynamics
alone cannot explain why there was no difference in accuracy across trial types.
Another possibility is that the shift in context (computer to tablet) interfered with
participants’ memory of the potential referents for each word, especially those that had
occurred with the word less frequently. If so, then the reason real-time competition
between the referents was not observed was because participants’ memory for the nontarget referents was degraded and thus there was no competition to detect. Research on
human memory has shown that contextual change during learning and testing can affect
learners’ retrieval and recognition memory (for a review, see Tulving, 1983).
Specifically, the amount of similarities shared between the encoding and retrieval events
predicts participants’ ability to retrieve the original memory. Consequently, it is possible
that changes in learning contexts may affect cross-situational word learning.
A third possibility is that the participants approached the computer- and tablettesting trials differently. The design of the task allowed participants to engage the green
dot at their discretion after hearing the label. It is possible participants tested on the
computer tended to keep their hand on the mouse throughout the test phase, whereas
those tested on the tablet only touched the screen while making their selection. As a
result, participants tested on the computer may have been more likely to initiate the
movement of the dot during the decision-making process. Those tested on the tablet may
instead have waited to touch the dot until after they had decided which referent they
intended to select. Consistent with this possibility, the interval between the audio label
and when participants’ engaged the dot was longer on average in the computer-testing
condition than in tablet-testing condition This suggests that perhaps we did not detect
competition in the tablet-testing condition because our finger-tracking measure did not
capture participants’ online decision-making process.
Experiment 2
Experiment 2 had two aims. The first was to replicate the finding from
Experiment 1 that mouse-tracking has the potential to capture learners’ underlying
knowledge of alternative referents during cross-situational word learning. The second
aim was to explore whether the negative results in the tablet-testing conditions were the
result of a failure to capture the real-time decision-making process.
To address this possibility, participants were tested in a computer- or tablettesting condition that was identical to Experiment 1 except that they were forced to
maintain contact with the green dot from the onset of each testing trial until they made
their selection. If the failure to replicate the mouse-tracking results in the tablet-testing
condition were the result of the finger-tracking task missing the online decision-making
process, then the participants in the tablet-testing conditions should now provide similar
results to computer-testing conditions. If the negative results are related to the motor
dynamics of the testing apparatus or the contextual shift, then participants in the table-
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testing condition should again fail to show effects of competition, as in the tablet-testing
condition in Experiment 1.
Method
Participants. 240 undergraduate students (Mean age = 19.6, 149 females)
completed the experiment for course credit. Participants were assigned to either a
computer- or tablet-testing condition. All the participants used their right hand to perform
the task.
Stimuli, Design, and Procedure. The stimuli, design, and procedure were
identical to Experiment 1 with one crucial difference: participants activated each test trial
by engaging the green dot. For the computer condition, this constituted clicking and
holding the green dot to initiate the trial. After participants clicked the dot, the images
appeared and they heard the audio label of the word they were supposed to identify.
Participants were instructed to place the dot in the center of the image they thought
represented the word and release the dot. For the tablet condition, the process was the
same except participants touched the dot and maintained contact until they made their
selection.
Results and Discussion
Computer-testing condition. Participants selected the target significantly more
often than expected by chance (.25) on both competitor-absent trials (M = .49, SD = .24),
t(119) = 10.62, p < .001, d = 1.00, and competitor-present trials (M = .46, SD = .23),
t(119) = 9.86, p < .001, d = .91 (Figure 2). Similar to Experiment 1 participants were
marginally more likely to select the target on competitor-absent trials than on competitorpresent trials, t(119) = 1.43, p < .078, d = .13.
As in Experiment 1, I next analyzed the three trajectory types in which
participants selected either the target or the high-probability distractor: competitor-absent
(537 trajectories), competitor-present correct (339 trajectories), and competitor-present
incorrect (114 trajectories).
Next, participants’ reaction times were examined. Here reaction times were
calculated from the initial click to activate the trial until the participants released the
green dot. A one-way ANOVA revealed a significant main effect of trajectory type, F(2,
200) = 4.54, p = .012 (Figure 3). Post hoc analyses revealed significantly faster reaction
times for competitor-absent trajectories (M = 3513 ms, SD = 1241) than for competitorpresent incorrect trajectories (M = 3848 ms, SD = 1256), z = -2.80, p = .01. Competitorpresent correct trajectories (M = 3585 ms, SD = 1172) were numerically slower than the
competitor-absent trajectories but, in contrast to the computer-testing condition in
Experiment 1, the difference was not significant, z = 1.77, p = .175. Additionally, the
speed of competitor-present correct and competitor-present incorrect trajectories did not
differ, z = -1.57, p = .25.
For each participant, the average MD values for each trajectory type was
calculated. A one-way ANOVA on participants’ MD revealed a significant main effect of
trajectory type, F(2, 200) = 4.50, p = .012 (Figure 4). Post hoc analyses revealed
significantly smaller MD values for competitor-absent trajectories (M = 72.25, SD =
80.30) than competitor-present correct trajectories (M = 94.04, SD = 105.23), z = -2.94, p
= .009. In contrast to the computer-testing condition in Experiment 1, competitor-absent
trajectories MD values did not differ from competitor-present incorrect trajectories (M =
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92.53, SD = 100.83), z = -1.42, p = .323. The MD values of competitor-present correct
and competitor-present incorrect trajectories did not differ, z < 1.
Finally, angle information and sample entropy were computed using the
mousetrack R package (Coco & Duran, 2015). A one-way ANOVA on sample entropy
revealed no significant main effect of trajectory type, F(2, 200) = .62, p = .54.
Thus, participants were again more likely to select the target on competitor-absent
trials compared to competitor-present trials. The analyses of the trajectories replicated
some of the findings from the computer-testing condition in Experiment 1. Participants’
trajectories were numerically faster and had less deviation when the competitor was not
present. However, in contrast to the computer-testing condition in Experiment 1, there
was no significant differences in the complexity of the trajectory types and there was no
significant difference in the reaction times between the competitor-absent and
competitor-present correct trajectories. Further, there was no significant difference
between the MDs of the competitor-absent and the competitor-present incorrect
trajectories.
Tablet-testing condition. I next explored the participants’ performance on the
touchscreen tablet. Participants selected the target significantly more often than expected
by chance (.25) on both competitor-absent trials (M = .37, SD = .22), t(105) = 5.46, p <
.001, d = .55, and competitor-present trials (M = .36, SD = .23), t(105) = 4.75, p < .001, d
= .49 (Figure 2). In contrast to the computer-testing conditions, participants’ accuracy did
not differ across trial types, t < 1.
I next examined participants’ finger trajectories, separated into three trajectory
types: competitor-absent (372 trajectories), competitor-present correct (224 trajectories),
and competitor-present incorrect (124 trajectories).
The results of a one-way ANOVA on participants’ reaction times revealed no
significant main effect of trajectory type, F(2, 162) = .98, p = .379 (Figure 3). A one-way
ANOVA on participants’ MD also revealed no main effect of trajectory type, F(2, 162) =
1.09, p = .338 (Figure 4). However, a one-way ANOVA on sample entropy revealed a
marginally significant main effect of trajectory type, F(2, 162) = 2.67, p = .072.
Competitor-present correct trajectories (M = .26, SD = .14) were marginally more
complex than competitor-absent trajectories (M = .23, SD = .14), z = 2.31, p = .053.
Competitor-absent trajectories and competitor-present incorrect trajectories (M = .26, SD
= .14) did not differ in complexity, z = -.71, p = .754. Additionally, competitor-present
correct trajectories did not differ from competitor-present incorrect trajectories, z = 1.10,
p = .511.
The presence of the high-probability competitor did not impact the accuracy or
the speed with which participants made their selection. However, there was a significant
difference in the entropy between the trajectory types. The presence of additional
complexity in the competitor-present correct trajectories suggests that participants were
uncertain about their selection. However, the fact that there was no main effect of the
trajectories on participants’ MD suggests that this difference in entropy was not
obviously due to an attraction to the high-probability distractor. Thus, one should be
hesitant to interpret this result as competition between the target and the distractor. The
failure to once again detect competition suggests that the differences between the two
conditions are not due to a failure to capture the online decision-making process.
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Further Analyses. In a final set of analyses, I collapsed across the two
experiments and examined each condition. I first looked at the overall performance of
participants tested on the computer. Participants selected the target significantly more
often than expected by chance (.25) on both competitor-absent trials (M = .49, SD = .24),
t(327) = 18.15, p < .001, d = 1.00, and competitor-present trials (M = .43, SD = .25),
t(327) = 13.04, p < .001, d = .72. Participants were significantly more likely to select the
target on competitor-absent trials than on competitor-present trials, t(327) = 5.32, p <
.001, d = .24.
A one-way ANOVA on the participants’ reaction times revealed a significant
main effect of trajectory type, F(2, 375) = 3.92, p = .02. Post hoc analyses revealed
significantly faster reaction times for competitor-absent trajectories (M = 2556 ms, SD =
1462) than for competitor-present incorrect trajectories (M = 2696 ms, SD = 1541), z = 2.48, p = .047. Competitor-absent trajectories were also significantly faster than the
competitor-present correct trajectories (M = 2720 ms, SD = 1495), z = -2.57, p = .03. The
speed of competitor-present correct and competitor-present incorrect trajectories did not
differ, z > 1.
A one-way ANOVA on participants’ MD revealed a significant main effect of
trajectory type, F(2, 375) = 6.30, p = .002. Post hoc analyses revealed significantly
smaller MD values for competitor-absent trajectories (M = 68.45, SD = 74.37) than
competitor-present correct trajectories (M = 84.74, SD = 96.60), z = -3.26, p = .003, and
competitor-present incorrect trajectories (M = 86.08, SD = 92.09), z = -2.44, p = .039.
The MD values of competitor-present correct and competitor-present incorrect
trajectories did not differ, z < 1.
Finally, A one-way ANOVA on sample entropy revealed no significant main
effect of trajectory type, F(2, 375) = 1.67, p = .19.
This combined sample thus confirmed that participants were significantly more
likely to select the target on competitor absent trials compared to competitor-present
trials. Participants’ trajectories were also faster and had less deviation when the
competitor was not present. However, in contrast to the computer-testing condition in
Experiment 1, there was no significant difference in the complexity of the trajectory types
between the competitor-absent and competitor-present correct trajectories. Although
competition reliably creates attraction toward the high-probability distractor, this does not
consistently translate into more complex trajectories.
I next explored the participants’ performance in the combined tablet-testing
conditions. Participants selected the target significantly more often than expected by
chance (.25) on both competitor-absent trials (M = .43, SD = .26), t(222) = 10.22, p <
.001, d = 1.37, and competitor-present trials (M = .41, SD = .25), t(222) = 9.41, p < .001,
d = 1.26 (Figure 2). Participants’ accuracy did not differ across trial types, t (222) = 1.20,
p = .115.
A one-way ANOVA on participants’ reaction times revealed a marginally
significant main effect of trajectory type, F(2, 345) = 2.70, p = .069. Post hoc analyses
revealed that competitor-present incorrect trajectories were marginally slower (M = 1809
ms, SD = 1522) than competitor-absent trajectories (M = 1577 ms, SD = 1435), z = 2.26,
p = .06, and were numerically, but not significantly, slower than competitor-present
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correct trajectories (M = 721 ms, SD = 568), z = 2.04, p = .10. Competitor-absent and
competitor-present correct trajectories did not differ in speed, z < 1.
A one-way ANOVA on participants’ MD also revealed a significant main effect
of trajectory type, F(2, 345) = 3.28, p < .001. Competitor-present incorrect trajectories (M
= 63.00, SD = 91.91) exhibited significantly larger MD values than did competitorpresent correct trajectories (M = 43.07, SD = 70.15), z = 2.56, p = .028. The competitorpresent incorrect trajectories exhibited numerically but not significantly, larger MD
values than the competitor-absent trajectories (M = 49.68, SD = 80.84), z = 1.83, p <
.155. MD values for competitor-absent and competitor-present correct trajectories did not
differ, z = 1.20, p = .446.
Finally, a one-way ANOVA on sample entropy revealed a significant main effect
of trajectory type, F(2, 345) = 3.61, p = .028. Competitor-present incorrect trajectories (M
= .19, SD = .14) were significantly more complex than competitor-absent trajectories (M
= .16, SD = .13), z = 2.50, p = .033. Competitor-present incorrect trajectories did not
significantly differ from competitor-present correct trajectories (M = .17, SD = .14), z =
1.09, p =.514. Competitor-absent and competitor-present correct trajectories did not differ
in complexity, z = -1.70, p = .201.
These results replicated some of the key findings from the tablet-testing condition
in Experiment 1. When participants selected the high-probability distractor, their
trajectories were slower, more complex, and deviated more. One possible explanations to
account for these outcomes is that as participants made their selection they experienced
competition between the high-probability distractor and the target. An equally plausible
explanation is that the additional complexity reflects a diminished confidence in their
choice when they selected the incorrect referent (i.e., participants are unsure of the
answer, but this lack of certainty fails to activate online competition with the target).
Considering there were no effects of competition detected in then participants’ accuracy
across the trial types, in both experiments or the combined sample, the latter seems to be
the more likely explanation.
General Discussion
Recent studies suggest that adults and children are able to use cross-situational
information to identify the referents of novel words under at least some circumstances
(e.g., Yu & Smith, 2007). However, it remains unclear how much information learners
retain about the potential referents for a given word. The present study attempted to shed
light on this question using novel mouse- and finger-tracking paradigms. Adult
participants were exposed to novel words in a series of ambiguous learning trials and then
tested on their knowledge of the words’ referents. In some test trials, participants saw the
word’s target referent and three alternative referents that had never co-occurred with the
word before, while in other trials the target referent was accompanied by a highprobability competitor that had repeatedly occurred with the word during training. In
Experiment 1, participants in the computer-tested condition were faster and more
accurate when the high-probability competitor was absent than they were when it was
present, and their mouse trajectories revealed differing patterns of motor dynamics across
the two types of test trials: when the high-probability competitor was present, participants
deviated more from a straight line and followed a more complex path to the selected
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referent. In the tablet-testing condition, however, we observed no differences in accuracy
or motor dynamics across trial types.
Experiment 2 tested whether the difference in performance across the two
modalities was due the original design missing the online decision-making process.
Replicating some of the key findings from the computer-testing condition in Experiment
1, participants were again more likely to pick the target on competitor-absent trials
compared to competitor-present trials, and made their selection faster and exhibited less
deviation. Additionally, in the tablet-testing condition we again observed no differences
in accuracy. While a marginal effect of trajectory type on angle entropy hinted that
finger-tracking may be picking up uncertainty in the participants’ selection, it was not
obviously due to an attraction to the high-probability distractor because there was no
difference in the maximum deviation when participants selected the target. Similarly, the
collapsed tablet-testing condition indicated that competitor-absent trajectories were less
complex than competitor-present incorrect trajectories, but they again revealed no
differences in reaction times or maximum deviation across the trial types. This makes it
difficult to conclude whether finger-tracking was detecting hints of competition or
whether the differences in the angle entropy were merely due to uncertainty due to having
not learned the word.
On the one hand, the results of the computer-testing conditions demonstrate that
continuous measures can provide information about learners’ knowledge of potential
referents that is not evident in their discrete guesses. For instance, participants in
computer-testing conditions were more accurate on competitor-absent than on
competitor-present trials. This could reflect the fact that participants were tracking
multiple potential referents for each word and the resulting competition increased the
difficulty of competitor-present trials. However, unlike competitor-absent trials,
competitor-present trials included two referents that had previously co-occurred with the
word. These trials therefore afforded the opportunity to confirm an incorrect conjecture:
if participants had previously guessed that the word referred to the high-probability
competitor, they would select it if present, resulting in lower accuracy on competitorpresent trials. Examining participants’ mouse trajectories as they made their guesses
allowed us to tease apart these two possibilities: the differing patterns of motor dynamics
across the two trial types indicated that participants experienced competition between the
high-probability competitor and the target. Even when participants ultimately selected the
target, the way in which they did so differed when the high-probability competitor was
present. These results thus suggest that assessing the decision-making process in realtime can reveal information not captured by forced-choice measures.
On the other hand, the negative results of tablet-testing conditions suggest that
finger tracking, at least as implemented here, might not capture real-time competition
between potential referents. The results of Experiment 2 ruled out that our design failed
to capture the online decision-making process by ensuring participants maintained
contact with the mouse or touchscreen for the duration of each trial. This leaves two other
possible reasons why we failed to observe competition in the tablet-testing conditions.
One possibility is the failure to observe competition in the tablet-testing conditions could
be in part due to basic differences in motor dynamics. While mouse tracking typically
captures dynamic arm movements, finger tracking on a small touchscreen is largely
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constrained to movements of the hand and wrist, potentially inhibiting the range of
deflection and stability of the path across the trajectory.
An alternative possibility for the failure to detect competition in the tablet-testing
conditions is that the shift in context (computer to tablet) interfered with participants’
memory of the potential referents for each word, especially those that had occurred with
the word less frequently. A central premise of cross-situational word learning is that
learners encode, retain, and retrieve potentially large datasets of candidate referents.
Several studies have demonstrated that placing small memory demands on learners
during cross-situational word learning can make infants (Vlach & Johnson, 2013) and
adults (Vlach & Sandhofer, 2014) fail to successfully retrieve and infer learned words.
Recent evidence revealed that children’s performance on memory tasks was the most
significant predictor of children’s ability to learn words in a cross-situational word
learning task (Vlach & DeBrock, 2017). These findings suggest that shifts in the learning
and testing contexts could interfere with word learners’ ability to retain and retrieve
information regarding potential referents.
One way to tease apart these two possibilities is to fully cross the training and
testing apparatuses. If the negative results of the tablet-testing conditions were the result
of the contextual shift, then participants trained on the tablet and tested on the computer
should fail to exhibit the effects of competition observed in the participants in the
computer-testing conditions. Further, participants trained and tested on the tablet should
reveal similar patterns of competition to the computer-testing conditions. If the negative
results are related to the motor dynamics of the testing apparatus, then participants trained
on the tablet and tested on the computer should reveal a similar pattern competition to the
computer tested participants from Experiment 1. Additional work is needed to
disentangle these possibilities.
More generally, the results of the computer-testing conditions suggest that mouse
tracking offers a promising avenue for exploring the mechanisms behind cross-situational
word learning. Incorporating mouse tracking into cross-situational paradigms in which
participants select a referent on each exposure to a word (e.g., Smith et al., 2011;
Trueswell et al., 2013) could provide new insight into the amount of information
participants retain on a given exposure as well as how this information changes across
observations. Recent work also suggests that when learners receive similar crosssituational evidence for two potential referents for a word, this can disrupt crosssituational learning (e.g., Bunce & Scott, 2017; Yurovsky et al., 2013). Mouse tracking
could be used to examine the influence of carefully controlled co-occurring distracters in
order to better understand when and how competition between referents leads to
breakdowns in cross-situational word learning.

Chapter 3
A child facing the challenge of learning the meaning of new word does so in a
complex environment rife with potential meanings. To illustrate, imagine a young girl
that is playing in the backyard with her family. As the mother works nearby in the
garden, the girl is sitting in a sandbox watching her big brother playing on the swing set.
Their mother looks over and says to the girl, “Oh look, brother is swinging.” There are
many possible meanings of “swinging”: it could mean of the act of swinging, holding the
ropes, the movement of the grass, the swing set, the slide, etc. As was famously
illustrated by the philosopher Quine (1960), for any given word there are an infinite
number of potential referents. Eliminating all of the possible incorrect meanings and
identifying the correct one is a daunting task.
Several decades of research have shown that learners use a variety of sources of
information when attempting to identify a word's meaning (e.g., Baldwin, 1993a;
Gleitman, 1990; Markman & Wachtel, 1988). For instance, children can use syntactic
information to determine a word’s likely grammatical category (e.g., noun, verb) and
limit the field of potential referents to that category (e.g., Bernal, Lidz, Millotte, &
Christophe, 2007; Fisher, Klingler, & Song, 2006; Waxman, Lidz, Braun, & Lavin,
2009).
Returning to our hypothetical backyard scene, the child could likely use the
sentence that swinging occurs in to infer that the word is a verb and restrict her
interpretation of the word to potential actions. Even armed with this useful constraint,
however, she would face a dilemma, as the referential scene offers a number of candidate
event referents to choose from (e.g., swinging, leg kicks, act of holding the ropes,
movement of the grass, etc.). Researchers have long assumed that one way learners cope
with such referential ambiguity is by considering additional referential contexts in which
the same word occurs (e.g., Fazly, Alishahi, & Stevenson, 2010; Fisher, Hall, Rakowitz,
& Gleitman, 1994; Pinker, 1984; Siskind, 1996; Yu & Smith, 2007). Across situations,
scene elements relevant to the word’s meaning should occur more often than those
unrelated to its meaning. If children could track which elements consistently co-occurr
across encounters, they could use this information to learn a word’s meaning.
There is evidence that under some circumstances children can use crosssituational information to identify a word’s meaning (Akhtar & Montague, 1999; Gerken
et al., 2005; Nappa et al., 2009; Scott & Fisher, 2012; L. B. Smith & Yu, 2008;
Vouloumanos & Werker, 2009; Yu & Smith, 2010). In a seminal study, Smith and Yu
(2008) presented 12- and 14-month-olds with a series training trials that consisted of two
made-up words (e.g., bosa, manu,) and two pictures of unique novel shapes. On each
trial, it was ambiguous which label went with which object. However, across trials each
word consistently co-occurred with only one object. Following training, infants watched
test trials in which a label was presented with its referent and a distracter object. The
results revealed that infants looked longer at the referent object compared to the distractor
object, suggesting they had used the cross-situational information to identify the words’
referents. These findings indicate that infants possess the basic mechanism necessary for
using cross-situational information in word learning.
Recent evidence suggests that under some conditions, children can also use crosssituational information to identify a verb’s referent (Scott & Fisher, 2012). Scott and
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Fisher (2012) showed 31-month-olds a series of 12 trials consisting of two solo actions
paired with two novel intransitive verbs ("She's dacking! And she's nading!"). There was
no information to indicate which verb went with which action on each trial, but across
trials, each of the 4 novel verbs consistently co-occurred with only one action. Across the
trials children looked longer at the matching action event than expected by chance. This
suggests the children had used cross-situational information to identify the verbs’
referents. In a second experiment, children saw two object-directed actions paired with
two novel transitive verbs (“She’s dacking her toy! And she’s nading her toy!”). In this
experiment, the results indicated that only high-vocabulary children looked at the target
event longer than expected by chance. The low-vocabulary children’s looking times did
not differ from chance. These findings suggest that children possess a mechanism for
using cross-situational information to identify a verb’s referent, but they find it
challenging.
Together with other recent evidence (e.g., Bunce & Scott, 2017; Suanda,
Mugwanya, & Namy, 2014), this finding suggests that children may require support from
other information sources in order to exploit cross-situational information in difficult
learning situations. One potentially supportive source of information that is often present
in word-learning environments is social cues. It has been argued that language learning is
an inherently social experience because it is a way for two people to communicate (e.g.,
Baldwin, 1993a; Paulus & Fikkert, 2014; Racine & Carpendale, 2010; Sage & Baldwin,
2011; Tomasello, 1988, 2000). A crucial element to understanding this communication is
for the listener to be able infer the speaker’s referential intent. Research has investigated
whether children use cues provided by their social partners, such as their gaze, gesture
(pointing in particular), emotion, and intonation, to identify a word’s meaning. For
example, if a child were to reference where a speaker was looking as they uttered a novel
word, they could use the speaker’s gaze to infer the intended referent.
Evidence suggests young children can use social information to guide their
inferences about the meaning of novel nouns (e.g., Baldwin 1991, 1993a, 1993b;
Carpenter, Nagell, Tomasello, Butterworth, & Moore, 1998; Houston-Price et al., 2006;
Moore, Angelopoulos, & Bennett, 1999; Morales, Mundy, & Rojas, 1998; Tomasello,
1988). Baldwin (1991, 1993a, 1993b) investigated this by focusing on the role of gaze.
For instance, Baldwin (1991), assigned 18-month-olds to one of two conditions: Followin or discrepant looking. Children sat a across a table from an experimenter with two
novel objects between them. At some point during the experiment, the experimenter
labeled the object (e.g., “A toma!”). In the follow-in condition, the experimenter would
look at and label the object the child was already looking toward. For the discrepant
condition, the experimenter looked toward and labeled the object the child was not
looking toward. Immediately following the training, children were tested on their
comprehension of the novel word. During the testing phase, both toys were again placed
on the table and children were asked to find the target object (e.g., “Where is the toma?”).
The results indicated that regardless of condition infants were significantly more likely to
select the target than the distractor. These findings suggest that 18-month-olds are able to
use a speaker’s gaze to identify the correct referent for a novel noun.
Only a small number of studies have explored whether children also recruit their
understanding of social cues to learn the meaning of verbs (e.g., Brandone, Pence,
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Golinkoff, & Hirsh-Pasek, 2007; Nappa et al., 2009). For instance, Nappa and colleagues
(2009) showed 3-, 4-, and 5-year-olds a series of videos of a man describing drawings of
events (e.g., a rabbit chasing and elephant). The speaker uttered either a referentially
uninformative sentence (e.g., “He’s mooping him”) or informative sentence (e.g., “The
rabbit’s mooping the elephant”). Depending on the condition, the speaker either looked at
the rabbit (indicating chase) or looked at the elephant (indicating flee). Following the
presentations of the scenes the children were asked what they thought the sentences
meant. The results indicated that regardless of age, when children heard the
uninformative sentence they were significantly more likely to identify the character that
speaker had gazed at over the character that had not been looked at by the speaker as the
subject of the sentence. Thus, children used the speaker’s gaze to determine whether the
novel verb meant chasing or fleeing.
These studies demonstrate that gaze can provide children with useful information
to facilitate word leaning. They can use speaker’s gaze to determine which object is being
labeled and to determine which construal of a scene the speaker was referring to. Given
the contribution of eye gaze to children’s word learning, it may be possible that eye gaze
could also assist children with detecting which scene elements consistently co-occur with
a word.
Here, I asked whether gaze might support children’s use of cross-situational
information in verb learning in situations where it would typically be unavailable to them.
One way to approach this problem would be to adapt Scott and Fisher’s (2012) original
transitive verb condition described above to include gaze information. In their crosssituational learning paradigm, only high vocabulary children were able to successfully
identify the referents of transitive verbs. Given that high-vocabulary children succeeded
without gaze information, this would mean looking for the effect of supportive
information in only the low-vocabulary half the sample and potentially make it difficult
to achieve sufficient power to detect an effect. I therefore chose instead to target younger
children, specifically 25-month-olds. Evidence from Scott and Fisher (2011) indicated
that 25-month-olds were unable to use cross-situational information alone to learn
intransitive verbs. However, when 25-month-olds were given pre-exposure in short
dialogues that introduced the verbs’ phonological form and argument structure, they were
able to correctly identify the verbs’ referents. This suggests although children at this age
are unable to use cross-situational information alone to learn the meanings of verbs,
under some circumstances they can do so with support. This allowed me to test whether
eye gaze is a viable source of this support.
Children were assigned to one of two conditions (gaze, no-gaze) adapted from
Scott and Fisher’s (2012) paradigm. Children in both conditions saw a series of 12 trials
in which two novel one-participant actions, each performed by a different actor, were
presented along with two novel intransitive verbs. In the gaze condition, children also
saw a woman’s head above the events on the television screen; the woman looked at each
referent as it was labeled. By directing the children’s attention, the gaze provided support
for tracking the cross-situational consistency between the verbs and actions across trials.
In the no-gaze condition, the head was absent and the only cue to each verb’s intended
referent was the consistency with which it accompanied each action. Following the
training, all children were tested on their knowledge of the verbs. During the test trials,
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children saw two one-participant events (target/distractor) from the training phase paired
with only one label and we measured the children’s time spent looking to each event. If
gaze supports the children’s cross-situational word learning, then children who received
the gaze information during the training should look longer at the target event in the test
trials. If gaze information does not support children’s cross-situational verb learning, then
in the test trials they should look equally to the two events.
Experiment 3
Method
Participants. Sixty-four 2-year-olds participated in the experiment (mean age =
25.2 months, range 24–27.6, 32 male, 32 female). All were native speakers of English.
An additional 35 children were tested but eliminated because they were failed to
complete the experiment (22), looked at one side of the screen more 75% of the time (2),
were inattentive for at least 3 presentations of a given verb during the training (7), or
were inattentive for 3 or more of the test trials (2). Half of the children were assigned to
the gaze condition and half to the no-gaze condition (see Procedure below). Children’s
productive vocabularies were measured using the short form of the MacArthur–Bates
Communicative Development Inventory, Level 2 (Fenson et al., 2000). Vocabulary
scores ranged from 5 to 100 out of a possible 100 with a median of 51.
Apparatus. Children sat on their parent’s lap in a dimly lit room, centered 91 cm
in front of a 76 cm x 128 cm LCD television; the bottom of the screen was 96.5 cm above
the floor. A camera centered below the screen recorded the children’s eye movements.
Parents were instructed to close their eyes or look down to avoid biasing their children’s
responses.
Stimuli. Stimuli were the four novel one-participant events from Experiment 1 of
the original Scott and Fisher (2012) study, each paired with a novel intransitive verb
(Table 1). The audio was recorded by a female native speaker of English.
Procedure. All children watched a series of 12 training trials in which two novel
one-participant actions were presented along with two novel intransitive verbs (Figure 5).
On each trial, two events, each performed by a different actor, simultaneously appeared
on screen for 8 s. While viewing the events, children heard two intransitive sentences,
each containing a novel verb. The first sentence in each trial began with one of a small set
of attention-getting words or phrases (e.g., “Look”, “Wow”); the second sentence began
with ‘And’ (e.g., ‘‘Look, she’s tamming. And she’s sebbing!’’). The onset of the first
novel verb occurred 1 s after the onset of the trial; the onset of the second novel verb
began 5 s into the trial. Trials were separated by a 4-s blank screen interval. Across the
trials, each event appeared a total of 6 times. While on screen, each of the events
measured 29 cm x 21 cm with one event appearing in the lower left corner and the other
in the lower right corner of the screen.
In the gaze condition, children also saw a woman’s head centered above the two
events. The head appeared onscreen 500 ms before the events appeared and remained
there for the full duration of the trial. Initially, the woman faced forward; 333 ms into the
trial she looked down toward the event that would be labeled first. She then continued to
look at that event for at least 3 s. Approximately 4.6 s into the trial, she turned to look at
the other event. She maintained that position until the end of the trial. By directing the
children’s attention, the gaze provided support for tracking the cross-situational
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consistency between the verbs and actions across trials. In the no-gaze condition, the
head was absent and the only cue to each verb’s intended referent was the consistency
with which it accompanied each action.
After the training trials, children in both conditions viewed four test trials.
Following the last training trial, a 5-s blank-screen interval occurred. During this interval,
children heard, “Now watch! She’s going to verb”, where verb was one of the four verbs
heard during the training phase. Next, two one-participant events from the training trials
simultaneously appeared on screen for 8 s. While viewing the events, children were
instructed to find one of the verbs (e.g., “See she’s sebbing? Find sebbing. Find
sebbing.”) with the onset of the first sentence locked to onset of the events. The test trials
were separated by a 5-s blank-screen interval and children heard audio prompting them to
find one of the actions. During the test trials, the events were presented in a verticallycentered position on the screen.
Across the training trials, the order in which the two verbs were labeled within
trials were counterbalanced. For each trial, half of the children heard one event labeled
first, while the other half heard the other event labeled first. Across both training and test
trials, the left–right positioning of events was counterbalanced to eliminate the possibility
that success in this task was due to a preference for a particular side, or a simple looking
strategy (i.e., always looking at the left and then the right screen).
Coding. All videos were coded by trained naïve coder who coded where children
looked (left, right, top-center, away), frame-by-frame from silent video. To assess
reliability, 25% of the children’s videos were coded by a second naïve coder. The two
coders agreed on the children’s direction of gaze for 97% of coded video frames.
Within each training trial, I analyzed children’s visual fixations within a 3-s time
window that began at the onset of each novel verb (as each trial contained two novel
verbs, there were two 3-s analysis windows per trial). This choice of analysis window
was based on the timing of the trials. A 3-s analysis window ensured that the first verb
window always ended before the onset of the second verb window, and the second verb
window always ended before the trial ended. For each analysis window, children’s raw
looking times to the two events were calculated. Children had no cross-situational
information about each verb’s meaning the first time they encountered it; therefore, I
expected children to show no systematic preference for the target event during the first
observation window for each verb. Using the same analytic approach as Scott and Fisher
(2012), I omitted the first observation window for each verb and conducted the main
analyses on the second through sixth presentations of each verb.
Within each test trial, the time children spent looking toward the target event and
the distractor event were calculated for the full duration of the trial. To analyze the
children’s performance, I analyzed the raw looking times to the target referents.
Analysis windows in which the participants looked away from the screen for more
than 67% of the window’s duration were dropped from the analyses (Training = 32/1536
windows; Test = 14/256 windows).
Model Fitting. For all analyses, I utilized the lmer function of the lme4 package
(Bates, Maechler, Bolker & Walker, 2015) using the statistical software RStudio
(RStudio Team, 2015). The children’s looking times to the two events for each analysis
window were entered into two multi-level mixed-effects models with crossed random
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effects for subjects and verbs (Baayen, Davidson & Bates, 2008). The first model
represented the Null model and did not contain the fixed effect of interest. The second
model was identical expect it included a fixed factor of interest. I compared the two
models using -2 log-likelihood ratio tests. All categorical factors were deviation coded
prior to model fitting. In a series of preliminary analyses, I asked whether, in either the
training or testing phase, children’s looking times could be predicted by their total
productive vocabulary or their age. There was no evidence to support this was the case,
so these factors were not analyzed further.
Results
Training phase. I first looked at whether children’s looking times differed across
the training trails. If the gaze information helped children to track the cross-situational
information, then children in the gaze condition should look longer at the target compared
to the distractor. In contrast, children in the no-gaze condition should look at the two
events equally (replicating Scott and Fisher, 2011). The results of linear mixed-effects
models including the interaction term between the fixed factors Condition (gaze, no-gaze)
and Event (target, distractor) compared to a null model that lacked the interaction term
revealed that the interaction term significantly improved the model’s fit, ß = .22, SE =
.07, c2 (1) = 9.09, p = .003. This suggests that children exhibited different looking
patterns to the two events across the conditions.
To further explore this interaction, I next fit the looking-time data for each
condition to a series of mixed effects models. A linear mixed-effects models on the nogaze condition revealed that there was no effect of event, ß = .02, SE = .05, c2 (1) = .24, p
= .63. As can be seen in Figure 6, children looked equally at the target and the distractor
(MTarget = 1.44, SD = .91; MDistractor = 1.42, SD = .90). In contrast, there was an effect of
event in the gaze condition, ß = .25, SE = .05, c2 (1) = 21.33, p < .001: children looked
longer at the target compared to the distractor (MTarget = 1.35, SD = .95; MDistractor = 1.10,
SD = .95). These findings suggest that children in the no-gaze condition failed to
correctly locate the target referents for the verbs during the training. However, for the
gaze-condition, these results suggest that children successfully followed the gaze
information and looked at the target referents.
Additionally, the results of mixed-effects model with fixed factor of Condition
revealed significant improvement in the model’s fit, ß = .21, SE = .04, c2 (1) = 28.92, p <
.001. Children in the no-gaze condition (M = 1.43, SD = .96) looked longer at the two
events compared to children in the gaze condition (M = 1.22, SD = .90). These findings
suggest that when the gaze information was present children looked to the head, thus
spending less time looking at the events overall.
Testing phase. I next explored the children’s looking patterns to the target and
distractor events in the test trials. Following a similar analytic pattern to the training
phase, I again initially explored the interaction between Condition (gaze, no-gaze) and
Event (target, distractor). The results of linear mixed-effects models including the
interaction between the fixed factors Condition and Event failed improve the model’s fit,
ß = .31, SE = .30, c2 (1) = 1.04, p = .308. This suggests that children’s looking patterns to
the target and distractor were similar across the two conditions.
An additional set of linear mixed-effects models on the individual conditions
revealed that in the no-gaze condition there was no effect of event, ß = -.26, SE = .24, c2
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(1) = 1.15, p = .283. Children looked equally at the target and the distractor (MTarget =
3.34, SD = 1.80; MDistractor = 3.60, SD = 1.92; see Figure 6). In contrast to the training
phase, there was no effect of event in the gaze condition, ß = .25, SE = .16, c2 (1) = 2.54,
p = .111. Figure 6 shows that children looked numerically but not significantly longer at
the target compared to the distractor (MTarget = 3.51, SD = 1.48; MDistractor = 3.47, SD =
1.40). Taken together, these findings show that regardless of condition, children did not
demonstrate a systematic preference for the target over the distractor in the test trials.
These results suggest that children failed to successfully map the verbs to their referents.
The failure of the children in the no-gaze condition to identify the target referent
in either training or test suggests that 25-month-olds were unable to use the crosssituational information alone to learn the meaning of the verbs. During the training phase,
children in the gaze condition looked at the target longer than the distractor. This
difference in performance across the training trials suggests the children in the gaze
condition successfully followed the gaze information. This conclusion was further
supported by children in the gaze-condition looking at the two events significantly less
than children in the no-gaze condition indicating they were diverting their attention
somewhere other than the two events. Children in the gaze condition did indeed look
toward the head during the training phase (M = .44, SD = .25). Taken together, these
findings suggest that children were aware the gaze information was present and were
referencing it. Although this awareness led children in the gaze condition to look at the
correct referent during the training, they looked equally at the two events during the test
trials making it unclear whether they successfully used cross-situational information to
identify the verbs’ referents. Why then did this awareness of the social information fail to
translate to success in the test phase?
One possibility for the failure of children in the gaze condition to identify the
target in the test phase could be that simply following gaze is insufficient to result in the
encoding of relevant cross-situational information about potential referents for a verb.
While gaze has been shown to facilitate children ‘s word learning, the presence of gaze
information by no means guarantees that children tracked the relevant co-occurrence
information about potential referents. Another possibility is that the gaze cue, as
presented in the Experiment 3, was not a particularly compelling at conveying social
information because the gaze was delivered by a disembodied woman’s head instead of a
live person with whom the children were interacting, and because the woman did not
actually deliver the labels. This may have generated variation in the children’s tendency
to reference the gaze information, which could in turn have led to variability in their verb
learning.
To test this possibility, I explored whether the average amount of time spent
looking at the head across the training trails predicted the participants’ looking time to the
target in the test trials. The results of a linear mixed effects model with the interaction
term between the average time spent referencing the head and Event (target, distractor)
significantly improved the model’s fit compared to a model without the interaction term,
ß = .25, SE = .05, c2 (1) = 21.33, p < .001. This indicates that the more time children
spent referencing the head during the training trials, the more time they looked at the
target during the test trials.
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To explore this effect further, I performed a median split on average time spent
referencing the gaze information to create low-gaze and high-gaze groups and then
conducted an additional set of linear mixed-effects models on each group with Event as a
fixed effect. In the low-gaze group, there was a significant effect of Event, ß = -.51, SE =
.25, c2 (1) = 4.05, p = .044. Children looked significantly less at the target compared to
the distractor (MTarget = 3.23, SD = 1.36; MDistractor = 3.74, SD = 1.39). There was also a
significant effect of Event in the high-gaze group, ß = .56, SE = .26, c2 (1) = 4.66, p =
.031. In contrast to the low-gaze group, children in the high-gaze group looked
significantly longer at the target compared to the distractor (MTarget = 3.78, SD = 1.56;
MDistractor = 3.22, SD = 1.37). This finding suggests that some of the children are
successfully following the gaze information and using it identify the verbs’ referents in
the test trials. Perhaps if the social cue were more compelling, then more children would
reference and benefit from it, thus leading to learning across the sample as a whole.
Experiment 4
Experiment 4 was conducted to explore whether gaze information embedded in
live interaction would better support children’s cross-situational verb learning. To
explore this possibility, as in Experiment 3 children watched a series of 12 training trials
in which two novel one-participant actions, each performed by a different actor, were
presented along with two novel intransitive verbs. However, in this case the gaze
information and labels were presented by a live experimenter. Following the training,
children were tested on their knowledge of the verbs. During the test trials, children saw
two one-participant events from the training phase paired with only one label and we
measured the children’s time spent looking to each event. If gaze from a live speaker
better supports the children’s cross-situational word learning, then children should look
longer at the target event compared to the distractor event in the test phase.
Method
Participants. Twenty-seven 2-year-olds participated in the experiment (mean age
= 25.5 months, range 24.2–27.6, 15 male, 12 female). All were native speakers of
English. An additional 26 children were tested but eliminated because they failed to
complete the experiment (10), were inattentive for at least 3 test trials (4), were
inattentive for at least 3 presentations of a given verb during the training (5), their looking
time on the test trials was over 2.5 SD away from the mean of their condition (1),
experimenter error (3), or parental interference (2). Children’s productive vocabulary
scores ranged from 6 to 87 out of a possible 100 with a median of 45.
Apparatus. Children sat on their parent’s lap in a brightly lit room, centered
approximately 71 cm in front of a 34 cm x 56 cm computer monitor; the bottom of the
screen was 85 cm above the floor. A camera centered below the screen recorded the
children’s eye movements. Parents were instructed to close their eyes or look down to
avoid biasing their children’s responses.
Stimuli. Children viewed the training and test trials that were identical to the nogaze condition in Experiment 3 except for the trail duration (see Procedure).
Procedure. As in Experiment 3, children were presented with 12 training trials
and 4 test trials. In each training trial, an experimenter stood across from the child behind
the monitor. To start, she faced the children. At the start of the first training trial, she
turned to look at one of the events and labeled it while looking at it (e.g., “She’s
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sebbing.”). Then after approximately 5 s she turned to the other event and labeled it while
looking at it. A laptop hidden behind the monitor signaled the experimenter where to look
and when to turn on each trial. Trials were separated by a 5-s blank screen interval.
Between each trial the experimenter used attention getters taken from Experiment 3 (e.g.,
“Look”, “Wow”). In the test phase, she looked at the children (to avoid providing gaze
information) and she said the same sentences as in Experiment 3 (e.g., “She’s sebbing?
Find sebbing. Find sebbing.”). Each trial’s onscreen duration was extended to 10 s to
ensure a full 3-s analysis window following the labeling of each verb. While on screen,
each of the events appeared 13 cm x 10 cm.
Coding. All videos were coded by trained naïve coder who coded where children
looked (left, right, away), frame-by-frame from silent video. To assess reliability, 25% of
the children’s videos were coded by a second naïve coder. The two coders agreed on the
children’s direction of gaze for 94% of coded video frames.
The same analysis window from Experiment 3 were used for the training phase.
We again analyzed the full duration of each test trial. However, note that in this case the
trials were 2 s longer than in the previous experiment. Analysis windows in which the
participants looked away from the screen for more than 67% of the window’s duration
were dropped from the analyses (Training = 57/648 windows; Test = 11/108 windows).
Model Fitting. For all analyses, I again utilized the lmer function of the lme4
package (Bates, Maechler, Bolker & Walker, 2015) using the statistical software RStudio
(RStudio Team, 2015). In a series of preliminary analyses, I again asked whether, in
either the training or testing phase, children’s looking times could be predicted by their
total productive vocabulary or the age of the child. There was no evidence to support this
was the case so these factors were not analyzed further.
Results
Training phase. I conducted a series of linear mixed effects model to determine
whether children had correctly identified the target in the training trials. There was a
significant improvement in the model’s fit when Event (target, distractor) was included as
a fixed factor, ß = .22, SE = .06, c2 (1) = 15.81, p < .001. As seen in Figure 6, children
in the live condition looked longer at the target compared to the distractor (MTarget = 1.24,
SD = .90; MDistractor = 1.02, SD = .90). These findings indicate children successfully
followed the gaze information to identify the target events.
Testing phase. In contrast to both the gaze and no-gaze conditions in Experiment
3, a linear mixed-effects model revealed a marginal effect of Event, ß = .51, SE = .26, c2
(1) = 3.63, p = .057. Children in the live condition spent marginally more time looking
(Figure 6) at the target events (M = 2.81, SD = 2.18) compared to the distractor events (M
= 2.30, SD = 1.80). These looking times suggest that children in the gaze condition
appeared to have successfully used the gaze information that appeared in the training
phase to gather cross-situational information, which allowed them to successfully identify
the target events in the test trials.
I again explored whether the average amount of time spent looking at the
experimenter across the training trials predicted the participants’ looking time to the
target in the test phase. A results of a linear mixed effects model with the interaction term
between the average time spent referencing the head and Event did not significantly
improve the model’s fit compared to a model without the interaction term, , ß = 1.09, SE
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= 1.27, c2 (1) = .75, p = .387. This suggests that children in the Experiment 4 were more
consistent in their test performance, thereby having less variance to account for,
eliminating the relationship between referencing the gaze information and the children’s
looking to the target.
During the training trials, children in the live condition looked significantly longer
at the target referent compared to the distractor during the training trials indicating that
they followed the woman’s gaze. Additionally, when the gaze information was embedded
in a live interaction the children looked marginally longer at the target compared to the
distractor in the test phase suggesting they had correctly mapped the verbs to their
referents. These findings suggest that children can use live-gaze information to support
cross-situational verb learning in situations they would otherwise be unable to.
General Discussion
Recent studies suggest suggests that 12-month-olds can use cross-situational
information to determine the referents of novel nouns (Smith & Yu, 2008). However, 31month-olds have difficulty using cross-situational information to identify verb referents
(Scott & Fisher, 2012), suggesting children may require support from other information
sources in order to exploit cross-situational information in verb learning. Prior work
revealed that gaze contributes to children’s word learning (e.g., Baldwin 1991; Carpenter
et al., 1998; Moore, Angelopoulos, & Bennett, 1999; Morales, Mundy, & Rojas, 1998),
making it an excellent candidate as a potential source of this supportive information. The
present study explored children’s cross-situational verb learning in environments both
with and without gaze information. In both experiments, 25-month-old children were
presented with a series of 12 trials in which two novel one-participant actions, each
performed by a different actor, were presented along with two novel intransitive verbs.
When only the cross-situational information was available (no-gaze condition), children
failed to correctly identify the target referents in both the training and the testing phases,
suggesting they were unable to use cross-situational information alone to learn the
meanings of verbs. When the cross-situational information was accompanied by gaze
information, children spent more time during the training phase looking at the target
referent compared to the distractor. However, in the test trials they looked at the target
and distractor equally. These findings suggest that while the children successfully
followed the gaze to the intended referents during the training phase, this additional
information was insufficient to result in learning the meanings of the verbs.
Experiment 4 tested whether the gaze information embedded in a real life
interaction would better support children’s use of the cross-situational information to
learn the verbs’ meanings. Children again watched a series of training trials however, in
this case the gaze information and labels were presented by a live experimenter. Here,
children looked significantly longer at the target referent than toward the distractor in the
training phase and looked marginally longer at the target compared to the distractor in the
test trials.
Taken together, these findings demonstrate that children can use live-gaze
information to support cross-situational verb learning in situations they would otherwise
be unable to. This is in line with previous work demonstrating that in difficult crosssituational verb-learning situations children can draw support from other word-learning
information sources (Scott & Fisher, 2011). It has been argued that language learning is
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an inherently social experience because it is a way for two people to communicate (e.g.,
Baldwin, 1993; Houston-Price et al., 2006; Paulus & Fikkert, 2014). Thus, in real-world
learning environments children regularly encounter social information and crosssituational information simultaneously. The coupling of these two information sources in
real-life learning instances means that cross-situational verb learning may be more
feasible than previous work suggested.
This raises important questions about what other social information cues (e.g,
pointing) children might use to support cross-situational verb learning. Further, if they
can use other social information sources, does their reliance on a particular cue change
over time? For instance, recent evidence revealed that during a word learning task, 14month-olds relied on gaze cues to indicate a speaker’s intended referent, whereas for 24month-olds the preference had shifted to pointing cues (Paulus & Fikkert, (2014). More
work is needed to determine the extent of children’s ability to use social to support crosssituational verb learning.
The findings of Experiment 3 and 4 indicate that the quality of the gaze
information seems to impact children’s ability to make use of this information in crosssituational verb learning. Although in the gaze condition in Experiment 3 the children
successfully followed the gaze to the targets in the training phase, the gaze following
failed to manifest as learning during the test phase. It is possible that children in the gaze
condition from Experiment 3 failed to map the verbs to their referents because the gaze
information was presented on a screen. Much debate has taken place in the literature
regarding children’s ability to learn word from screens (e.g., Barr & Wyss, 2008; Robb,
Richert, & Wartella, 2009; Roseberry, Hirsh-Pasek, Parish-Morris, & Golinkoff, 2009;
Scofield & Williams, 2009; Zimmerman, Christakis, & Meltzoff, 2007). However, one
aspect that has been found to be extremely important to children’s ability to learn from
screens is the presence of social contingency between the speaker and child (e.g.,
Roseberry et al., 2009). One possibility is that although our video gaze information was
sufficient to draw children’s attention to the correct referents during the training, due to
the lack of social contingency some children may not have engaged as much with the cue,
causing them to follow the gaze less, and ultimately learn less.
Additionally, the results of this study have implications regarding our
understanding of the developmental time course of cross-situational word learning. The
failure of the children in the no-gaze condition in Experiment 3 replicates prior work
exploring children’s cross-situational verb learning (Scott & Fisher, 2011). Considered
with previous evidence suggesting that children are able to successfully use crosssituational information to learn nouns by 12 months (Smith & Yu, 2008), these finds
indicate that children’s ability use cross-situational information to learn the meanings of
verbs develops later than children’s ability to use this information to learn nouns.

Chapter 4
Children spend much of their time surrounded by unknown objects and actions.
When children hear a novel word the number of potential referents creates a great deal of
uncertainty. For instance, imagine a little boy playing on floor of the family’s living room
with his mother and his older sister. His sister is playing a game on a smartphone. The
boy’s mother exclaims, “Look at sister tapping the letters!” In this case, the potential
meanings for tapping are endless. While the tapping could mean when his sister pushes
her finger to screen, it could just as easily mean when sister opens and closes her eyes,
the sound that comes from the smartphone when his sister touches the correct response,
or the act of holding the smartphone. Eliminating all of the potential referents and
identifying the word’s meaning is a daunting task. Crucial to understanding language
development is elucidating how children manage the uncertainty surrounding a word’s
meaning when they encounter novel word.
Several decades of research demonstrate that learners have a diverse toolkit that
enables them to limit their interpretations of a word using non-linguistic and linguistic
information sources (e.g., Baldwin, 1993; Gerken, Wilson, & Lewis, 2005; Markman &
Wachtel, 1988; Nappa, Wessel, McEldoon, Gleitman, & Trueswell, 2009; Smith, 2000;
Yu & Smith, 2007; Yuan, Fisher, & Snedeker, 2012). For example, children can identify
a word’s meaning by keeping track of which scene elements consistently co-occur with
word, through a process known as cross-situational word learning (e.g., Bunce & Scott,
2017; Scott & Fisher, 2012; Vlach & Johnson, 2013; Yu & Smith, 2010). In a seminal
study, Smith and Yu (2008) used a preferential-looking paradigm to examine whether 12and 14-month-olds could use cross-situational information to learn novel nouns. Infants
were presented a series learning trials that consisted of two made-up words (e.g., bosa,
manu) and two pictures of novel shapes. On each trial, it was ambiguous which label
went with which object. However, across trials each word consistently co-occurred with
only one object. Following the learning trials, infants were presented with test trials that
consisted of one label and two potential referents (a target and distractor object). When
infants heard the word they spent more time looking at the target object that co-occurred
with that word compared to the distractor, indicating they used the cross-situational
information to successfully identify word-referent pairs.
In an extension of this finding, Scott and Fisher (2012) adapted Smith and Yu’s
(2008) paradigm to explore the role of cross-situational information on children’s verb
learning. They showed 31-month-olds a series of 12 trials consisting of two solo actions
paired with novel action verbs accompanied by two novel intransitive verbs ("She's
dacking! And she's nading!"; Experiment 1). There was no information to indicate which
word went with which object on each trial, but across trials, each of the 4 novel verbs
consistently co-occurred with only one action. Children looked longer at the matching
referent than expected by chance. However, when presented with transitive verbs
describing actions on objects (“She’s dacking her toy! And she’s nading her toy!”), only
high-vocabulary children successfully identified the correct referents. This suggests that
cross-situational verb learning presents somewhat of a challenge for 2.5-year-olds.
Despite these difficulties, taken together these findings nevertheless suggest that by 2.5
years children possess the mechanism for using cross-situational information to identify
the referents of verbs.
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However, these prior studies, as in most word learning studies, presented children
with sets of objects and events that were selected to be interesting and to attract the young
children’s attention. Since the stimuli were selected in this manner, this means the target
referent and the distractors were equally interesting. In real life, children must learn verbs
that describe unremarkable or unobservable aspects of life (stand, stay). In everyday
verb-learning situations, low-salience referents are likely to occur in the presence of more
interesting referential alternatives.
Early on in development, learning words that describe less salient referents might
be challenging for children. Several decades of research suggest when young children
hear a novel word, they may simply map the word to the most perceptually salient object
or action in their vicinity (Brandone et al., 2007; Hollich et al., 2000; Houston-Price,
Plunkett, & Duffy, 2006; Smith, 2000; Smith, Yu, & Periera, 2011). For instance, in a
series of studies (e.g., Pereira, Smith, & Yu, 2013; Smith, Yu, & Periera, 2011; Yoshida
& Smith, 2008; Yu, Smith, Shen, Pereira, & Smith, 2009) Smith and colleagues used
head-camera technology to demonstrate that children are more likely to map novel nouns
to referents that dominate their visual field when they hear the novel label. Additional
evidence comes from work by Hollich and colleagues (2000), who tested 12-month-olds
in a word learning task. During training, the experimenter presented two objects and
labeled one of the objects while looking at it. On each trial, one of the objects was a
highly salient brightly-colored object with moving parts (e.g., blue sparkle wand) and the
other a low-salience pale-colored object with no moving parts (e.g., beige bottle opener).
The researchers manipulated whether the experimenter looked at the high-salience object
or the low-salience object. Following the training phase, children saw an additional test
trial in which they saw the two objects from the training trials and were asked to find the
target (e.g., “Find the modi.”). Regardless of where the experimenter looked during the
training trials, the 12-month-olds picked the salient object, suggesting they initially map
the word to the most salient object in the environment.
Some research suggests that for noun learning, by 19 months children shift their
reliance from perceptual salience to other word-learning information sources. When
Hollich and colleagues (2000) tested 19- and 24-month-olds in the procedure described
above, children looked significantly more at the object that the experimenter had looked
toward as she produced the label. This suggests that by 19 months, children are able to
map a novel noun to its low-salience referent when that referent is identified by social
cues.
However, little work has explored how children begin to use other information
sources to map words to low-salience referents or when children are capable of doing
this. In particular, to date no cross-situational word-learning study has explored the
impact of referential salience on children’s ability to map word-referent pairs across
encounters. Thus, it remains unclear whether children can track co-occurrence
information for a word when potential referents are of opposing levels of salience.
Additionally, it remains unclear whether referential salience will impact
children’s cross-situational verb learning. Research has shown that learning the meanings
of a novel verbs is harder than learning nouns for several reasons (e.g., Akhtar &
Tomasello, 1997; Gentner, 1982; Gentner & Boroditsky, 2001; Gillette, Gleitman,
Gleitman, & Lederer, 1999; Gleitman, Cassidy, Nappa, Papafragou, & Trueswell, 2005;
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Gleitman & Gleitman, 1992; Gleitman, 1990; Gopnik & Meltzoff, 1997; Smiley &
Huttenlocher, 1995). Of particular interest here is the fact that verbs unfold on dynamic
timescales (e.g., Akhtar & Tomasello, 1997; Gleitman, 1990; Gleitman & Gleitman,
1992), meaning that a word learner may fail to observe a verb’s referent entirely if their
attention is directed toward more perceptually salient objects or events in the
environment when the verb occurs.
Here, I asked whether 2.5-year-olds can use cross-situational information to
identify low-salience referents for novel verbs when confronted with candidate eventreferents of differing perceptual salience. To test this question, in Experiment 5 children
encountered 4 novel intransitive verbs; two referred to high-salience actions and two
referred to low-salience actions. Children saw a series of training trials in which two
novel one-participant actions, one high salience and one low salience, were accompanied
by two novel intransitive verbs. Following training, children were tested on their
knowledge of each verb. In each test trial, they heard a novel verb and saw its intended
referent and a distracter referent of opposing salience. If children can identify lowsalience referents in the presence of high-salience alternatives, then during the test phase
they should be able to capitalize on the cross-situational information they collected in the
training phase and look at the target referent longer than expected by chance.
Alternatively, if children exhibit a bias to map words to high-salience referents, then in
the test phase they should spend significantly more time looking at high-salience events
regardless of whether that event is the target or a distractor.
Experiment 5
Method
Participants. Thirty-two 33-month-olds participated in the experiment (mean age
= 32.9 months, range 31.3–34.8, 16 male, 16 female). All children were native speakers
of English. An additional 4 children were tested but eliminated because they were fussy
(3) or because of experimenter error (1). Children’s productive vocabularies were
measured with the MacArthur-Bates Communicative Development Inventory, Level 3
(Fenson, Marchman, Thal, Dale, Reznick, & Bates, 2007). Vocabulary scores ranged
from 8 to 97 out of a possible 100 with a median of 62.
Apparatus. Children sat on their parent’s lap in a dimly lit room, centered 91 cm
in front of a 76 cm x 128 cm LCD television; the bottom of the screen was 96.5 cm above
the floor. A camera centered below the screen recorded the children’s eye movements.
Parents were instructed to close their eyes or look down to avoid biasing their children’s
responses.
Stimuli. Stimuli were four novel one-participant events. We selected events that
we perceived to differ in perceptual salience based on the differences in the amount of
motion in each action. For our high-salience actions, we chose a knee-lift and an
overhead stretch. For the low-salience actions, we selected a shoulder shrug and an arm
scratch.
After filming the actions, we verified that they did indeed differ in the amount of
motion involved by analyzing the magnitude of pixel displacement in each stimuli video
using the Flow Analyzer software (Barbosa & Vatikiotis-Bateson, 2013). A one-way
analysis of variance (ANOVA) conducted on the average magnitude of pixel
displacement for each of the event tokens (i.e., knee-lift, overhead stretch, shoulder
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shrug, arm scratch) revealed significant main effect of event, F(3, 8) = 40.79, p < .001.
Planned comparisons revealed that each of the high-salience actions (Mknee = .340, SD =
.027; Mstretch = .336, SD = .028) had higher magnitudes of pixel displacement compared
to the low-salience actions (MShrug = .207, SD = .007; MScratch = .215, SD = .006), all pvalues < .001. However, the planned comparisons indicated that there was no difference
between both the two high-salience actions, p = .99, or between the two low-salience
actions, p = .96.
Each novel event was paired with a novel intransitive verb (Table 2). The audio
was recorded by a female native speaker of English.
Procedure. The procedure consisted of two phases: training and test. During the
training phase, children watched a series of 12 training trials in which two novel oneparticipant actions were presented along with two novel intransitive verbs (Figure 7). On
each trial, two events, each performed by a different actor, simultaneously appeared on
screen for 8 s. During each trial, one of the events was a high-salience action and the
other event was a low-salience action. While viewing the events, children heard two
intransitive sentences, each containing a novel verb. The first sentence in each trial began
with one of a small set of attention-getting words or phrases (e.g., “Look”, “Wow”); the
second sentence began with ‘And’ (e.g., ‘‘Look, she’s pimming. And she’s nading!’’).
The onset of the first novel verb occurred 1 s after the onset of the trial; the onset of the
second novel verb begins 5 s into the trial. Trials were separated by a 4-s blank-screen
interval. Across the trials, each event appeared a total of 6 times. While on screen, each
of the events measured 29 cm x 21 cm with one event appearing vertically centered on
the left side and the other appearing vertically centered on the right side of the screen.
Immediately following the training phase, children were presented with four test
trials. Following the last training trial, each test trial was preceded by a 5-s blank-screen
interval. During this interval, children heard, “Now watch! She’s going to verb,” where
the verb was one of the four verbs from the training trials. Next, two of the oneparticipant events from the training trials simultaneously appeared on screen for 8 s.
During each test trial, the two events were of opposing perceptual salience. While
viewing the events, children were instructed to find one of the verbs (e.g., “See she’s
pimming? Find pimming. Find pimming.”) with the onset of the first sentence locked to
the onset of the events.
Across the training trials, the order in which the two verbs were labeled within
trials was counterbalanced. For each trial, half of the children heard one event labeled
first, while the other half heard the other event labeled first. Across both training and test
trials, the left–right positioning of events was counterbalanced to eliminate the possibility
that success in this task was due to a preference for a particular side, or a simple looking
strategy (i.e., always looking at the left and then the right side of the screen).
Coding. All videos were coded by trained naïve coder who coded where children
looked (left, right, away), frame-by-frame from silent video. To assess reliability, 25% of
the children’s videos were coded by a second naïve coder. The two coders agreed on the
children’s direction of gaze for 98% of coded video frames.
Within each training trial, children’s visual fixations within a 3-s time window
that began at the onset of each novel verb was analyzed (as each trial contained two novel
verbs, there were two 3-s analysis windows per trial). This choice of analysis window
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was based on the timing of the trials. A 3-s analysis window ensured that the first verb
window always ended before the onset of the second verb window, and the second verb
window always ended before the trial ends. For each analysis window, children’s raw
looking times to the two events were calculated. Children had no cross-situational
information about each verb’s meaning the first time they encountered it; therefore, I
expected children to show no systematic preference for the target event during the first
observation window for each verb. Using the same analytic approach as Scott and Fisher
(2012), I omitted the first observation window for each verb and conducted the main
analyses on the second through sixth presentations of each verb.
Within each test trial, the time children spent looking toward the target event and
the distractor event were calculated for the full duration of the trial. To analyze the
children’s performance, I analyzed the raw looking times to the target referents.
Analysis windows in which the participants looked away from the screen for more
than 67% of the window’s duration were dropped from the analyses (Training = 26/640
windows; Test = 9/128 windows).
Model Fitting. For all analyses, I utilized the lmer function of the lme4 package
(Bates, Maechler, Bolker & Walker, 2015) using the statistical software RStudio
(RStudio Team, 2015). The children’s looking times to the two events for each analysis
window were entered into two multi-level mixed-effects models with crossed random
effects for subjects and verbs (Baayen, Davidson & Bates, 2008). The first model
represented the Null model and did not contain the fixed effect of interest. The second
model was identical expect it included a fixed factor of interest. I compared the two
models using -2 log-likelihood ratio tests. All categorical factors were deviation coded
prior to model fitting.
Results and Discussion
Training Phase. In order to examine whether children were able to correctly
identify the target referents during the training phase, I first explored the participants’
looking time to the target event across training trials 2-6. As can be seen in Figure 8, the
amount of time children spent looking at the target (M = 1.45, SD = 1.02) and the
distractor (M = 1.41, SD = 1.00) looks very similar. The looking times suggested the
children had failed to identify the correct referent across the trials. However, closer
examination of children’s looking times to each verb revealed that children looked longer
at the target for high-salience verbs (MTarget = 1.64, SD = 1.00; MDistractor = 1.19, SD = .97)
but not for low-salience verbs (MTarget = 1.64, SD = 1.00; MDistractor = 1.19, SD = .97).
There are two possible explanations for this pattern. One possibility is that children
learned the high-salience verbs but not the low-salience verbs. Another possibility is that
the children looked at the high-salience events rather than correctly identifying the verb’s
referent.
The latter possibility was supported by the results of linear mixed-effects models.
Comparing a model that included the fixed factor Event (target, distractor) to a null
model (looking time to the two events with no fixed factors) did not significantly improve
the model’s fit, ß = .04, SE = .06, c2 (1) = .46, p = .50, suggesting that children did not
demonstrate a systematic preference for the target or the distractor. In contrast, the results
of linear mixed-effects models including Salience (low, high) as a fixed factor
significantly improved the model’s fit, ß = .40, SE = .06, c2 (1) = 49.51, p < .001. This
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indicated that children’s looking was driven by an attraction to the high-salience events
over the low-salience events.
Finally, I looked at the possible interaction between Event (target, distractor) and
Salience (low, high). The results of linear mixed-effects models including the interaction
between Event and Salience as a fixed factor2 indicated that the interaction term did not
reliability improve the model’s fit, ß = -.04, SE = .11, c2 (1) = 49.51, p < .001, confirming
that the event’s level of salience drove children’s looking regardless of whether the event
was the target or distractor.
Test Phase. Following the same analytic pattern used in the training phase, I next
explored the children’s performance on the test trials. Similar to the training phase the
children’s looking times to the target (M = 3.55, SD = 1.82) and distractor (M = 3.65, SD
= 1.89) averaged across the four verbs looked very similar (Figure 8). Additionally,
children’s looking times for the two levels of salience indicated that for the high-salience
verbs they spent more time looking at the target than the distractor (MTarget = 4.31, SD =
1.75; MDistractor = 2.84, SD = 1.68), whereas for the low-salience verbs the pattern
reversed (MTarget = 2.78, SD = 1.56; MDistractor = 4.76, SD = 1.75). Given the results of the
training phase, it seemed likely that these patterns of looking indicated that children’s
looking times were driven by a preference to look at high-salience events.
This conclusion was again supported by the results of series linear mixed-effects
models. A model including Event as a fixed factor compared to null model with no fixed
effects did not significantly improve the model’s fit, ß = -.10, SE = .24, c2 (1) = .16, p =
.69. This suggests that children did not demonstrate a systematic preference to the target
over the distractor. A separate model that included Salience as a fixed factor compared to
the null model significantly improved the model’s fit, ß = 1.58, SE = .22, c2 (1) = 47.94,
p < .001, suggesting children’s looking was driven by desire to look at the high-salience
events. Lastly, a linear mixed-effects model exploring the interaction between Event and
Salience suggested that, regardless of where the event was the target or the distractor,
children’s looking times were driven by preference to look at the high-salience verbs
compared to the low-salience verbs, ß = -.11, SE = .44, c2 (1) = .07, p = .79. These results
indicate that children spent more time looking at high-salience events and failed to
identify the verbs’ referents.
These results suggest that for both training and test, 3-year-olds demonstrated no
evidence that they had successfully identified the referents of the novel verbs. Instead,
they demonstrated a clear preference to look at high-salience events. This preference for
the high-salience event may have interfered with their ability to gather cross-situational
information about the referents of the verbs. The lack of a significant interaction between
Event and Salience suggested that children failed to correctly map any of the verbs to
their referents. Alternatively, it is possible that children gathered cross-situational
information about the referents for all four verbs during the training trials, but this
learning was masked by a tendency to look at the high-salience events during the training
and test trials. For instance, children may have correctly identified that nading
consistently co-occurred with the shoulder shrug, but then shifted their attention to the
2

The interaction models were compared to a reduced model that included the fixed
effects of Event and Salience as main effects without the interaction term.
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most interesting thing on the screen. If this is the case, then children’s looking behavior
may not have accurately reflected their learning of the verbs.
Experiment 6
Experiment 6 was conducted to determine whether children’s preference to look
at the high-salience events interfered with the children’s ability to successfully map the
verbs’ meanings or whether children’s cross-situational verb learning was masked by this
preference. Children first watched the same training trials as in Experiment 5. They then
completed a test phase that was identical to Experiment 5 with one crucial exception: on
each test trial the events were of equal salience. If children were able to use crosssituational information to learn during the training phase but this was masked by the
children’s tendency to look at the highly salient referents, then during the test phase they
should successfully identify the target referent. However, if the children failed to map the
verbs to their referents then in the test phase there should be no difference between the
children’s looking times to the target and distractor.
Method
Participants. Thirty-two 33-month-olds participated in the experiment (mean age
= 32.5 months, range 31.3–34.9, 16 male, 16 female). Equal numbers of males and
females were tested. All children were native speakers of English. An additional 6
children were tested but eliminated because they were fussy (2), experimenter error (1),
the child had a diagnosed speech delay (1), the child moved out of camera view during
the test phase (1), or because of parental interference (1). Children’s vocabulary scores
ranged from 2 to 93 out of a possible 100 with a median of 43.
Stimuli, Design and Procedure. The stimuli, design, and procedure were
identical to Experiment 5 with one crucial difference: during the test trials, children saw
target and distracter events of equivalent salience.
Coding. All videos were coded by trained naïve coder who coded where children
looked (left, right, away), frame-by-frame from silent video. To assess reliability, 25% of
the children’s videos were coded by a second naïve coder. The two coders agreed on the
children’s direction of gaze for 94% of coded video frames.
The same analysis window from Experiment 5 was used for both the training and
test phase. Analysis windows in which the participants looked away from the screen for
more than 67% of the window’s duration were dropped from the analyses (Training =
39/640 windows; Test = 9/128 windows).
Model Fitting. For all analyses, I again utilized the lmer function of the lme4
package (Bates, Maechler, Bolker & Walker, 2015) using the statistical software RStudio
(RStudio Team, 2015).
Results and Discussion
Training Phase. Mirroring the analyses in Experiment 5, I again began by
examining the participants’ looking times to the target event across training trials 2-6. As
in Experiment 5, children spent a similar amount of time looking at the events (Figure 9)
regardless of whether it was the target (M = 1.37, SD = 1.00) or the distractor (M = .1.45,
SD = .99). Additionally, an examination of the children’s looking times to each verb
again suggested that children looked longer at the target for the two verbs that
represented high-salience events (M = 1.62, SD = .99; MDistractor = 1.20, SD = .99),
whereas, for the verbs representing low-salience events (MTarget = 1.11, SD = .95;
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MDistractor = 1.71, SD = .92) children spent more time looking at the distractor (highsalience event). Taken together, children’s looking patterns were very similar to
Experiment 5 and suggested children’s looking times were again being driven by a
preference for the high-salience events.
Additional support for this conclusion was provided by the results of a series of
linear mixed-effects models. Replicated the findings in Experiment 5, a model including
Event (target, distractor) as a fixed factor did not reliably improve the model’s fit, ß = .09, SE = .06, c2 (1) = 2.37, p = .12. The linear mixed-effects models including Salience
(low, high) as a fixed factor significantly improved the model’s fit, ß = .51, SE = .06, c2
(1) = 82.29, p < .001, suggesting children had a systematic preference to look at highsalience events compared to the low-salience events. Finally, the results of linear mixedeffects models including the interaction between Event and Salience as a fixed factor3
indicated that the interaction term did not reliability improve the model fit, ß = .01, SE =
.11, c2 (1) = .02, p = .90. These results again demonstrated children’s preference to look
at the high-salience event regardless of whether it represents the target or distractor.
Test Phase. I next explored the children’s performance on the test trials. As can
be seen in Figure 9, in contrast to both children’s looking times in training and their
looking times in Experiment 5, children spent more time looking toward the target (M =
3.94, SD = 1.57) compared to the distractor (M = 3.12, SD = 1.42), suggesting that when
children were presented a choice between two events of equal salience, they were able to
correctly identify the target referent. Further, regardless of the verb’s salience children
spent more time looking at the target event (MHigh-salience = 4.09, SD = 1.67; MLow-salience =
3.78, SD = 1.46) compared to the distractor events (MHigh-salience = 3.01, SD = 1.47; MLowsalience = 3.24, SD = 1.37). Taken together, these looking patterns suggest that children
were able to overcome the draw of high-salience events during the training phase to
correctly learn the verbs’ meanings for both high- and low-salience verbs.
This conclusion found support from the results of a linear mixed-effects model
that revealed that Event (target, distractor) reliably predicted children’s looking times to
the two events, ß = .81, SE = .20, c2 (1) = 16.85, p < .001. In contrast to Experiment 5
and the training phase, the results of a linear mixed-effects model revealed that when
Salience was added as a fixed factor it did not significantly improve model fit, ß = .04, SE
= .20, c2 (1) = .04, p = .84. Finally as in the training phase, a linear mixed-effects model
exploring the interaction between Event and Salience revealed no significant interaction,
ß = .55, SE = .39, c2 (1) = .18, p = .67. Taken together, these results suggest that while
33-month-olds show a clear bias to look toward interesting events they can nevertheless
use cross-situational information to learn the meaning of verbs in environments that
present referents of opposing salience.
Comparisons of Experiments 5 and 6. To determine whether the difference in
children’s test performance in Experiment 6 was the result of the structure of the test
trials (i.e., two equally salient events as opposed to events of differing salience) or a
difference in the sample that altered the children’s looking patterns, I compared the
3

As in Experiment 5, the interaction models were compared to a reduced model that
included the fixed effects of Event and Salience as main effects but without the
interaction term.
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children’s performance across the two experiments. To examine this, I first explored the
children’s looking times from the training trials across the two experiments with a linearmixed effect model. Since the training trials were the same across the two experiments,
children’s performance should not differ across the two groups. Comparing a model with
Experiment as a fixed factor to the null model did not significantly improve the model’s
fit, ß = -.02, SE = .04, c2 (1) = 1.98, p = .16. The results revealed that regardless of which
experiment children participated in, their looking times during the training phase were
similar. Further supporting this conclusion, a mixed-effects model comparing the
interaction term for Event and Experiment did not significantly improve the model’s fit, ß
= -.13, SE = .08, c2 (1) = 2.98, p = .40. Additionally, a model comparing the interaction
of Salience and Experiment failed to improve the model’s fit, ß = .11, SE = .08, c2 (1) =
1.80, p = .18.
A linear mixed-effects model on the looking times from the testing phase with
Experiment as a fixed factor did not reliably improve the model fit, ß = -.07, SE = .16, c2
(1) = .21, p = .64. However, a model comparing the interaction of Event and Experiment
significantly improved the model fit, ß = .91, SE = .31, c2 (1) = 8.56, p < .01. These
results indicate that children’s preference for the target referent significantly differed
across the two experiments. This suggests that children can use cross-situational
observations to learn the meanings of verbs with different levels of perceptual salience
but this learning can be masked by a tendency to look at the most interesting event in the
scene.
General Discussion
Recent studies suggest that adults and children are able to use cross-situational
information to identify the referents of novel words under at least some circumstances
(e.g., Yu & Smith, 2007). However, it remains unclear whether 2.5-year-olds can use
cross-situational information to identify verbs’ referents when confronted with candidate
event-referents of differing perceptual salience. The present study attempted to shed light
on this question by exploring children’s cross-situational verb learning in environments
that presented both high- and low-salience referents. In both experiments, children
watched a series of training trials in which two novel one-participant actions, one high
salience and one low salience, were accompanied by two novel intransitive verbs.
Following training, children were tested on their knowledge of each verb. In Experiment
5, each of the test trials presented the children with events of opposing salience. During
both the training and testing phase of Experiment 5, children looking spent more time
looking at the high-salience events regardless of whether they were the target or the
distractor. One possibility for these results was that children mapped the verbs to the
referents but the children’s tendency to look at the high-salience referents masked this
learning on the test trials for low-salience verbs. Another plausible explanation for this
pattern of results was that children’s tendency to look at the high-salience referents
interfered with their ability to track cross-situational information in the training phase,
disrupting their ability to map the verbs to their referents.
To disentangle these two possibilities, Experiment 6 presented children the same
training trials as Experiment 5, however, the test trials presented events that were of equal
salience. During the training phase, the children exhibited the same bias to look toward
the high-salience events as did the children in Experiment 5. However, during the testing
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phase these children spent significantly more time looking at the target referent regardless
of the verbs’ salience, suggesting they had successfully identified the verbs’ referents.
Taken together, these results demonstrate that 33-month-olds have a strong
tendency to look at high-salience events over low-salience events. Regardless of the verb
that children heard, when children were presented referential events of opposing salience,
they spent the majority of their time looking at the high-salience event.
Additionally, the children’s success at identifying the target referents during the
testing phase of Experiment 6 suggest that 33-month-olds are able to use cross-situational
information to learn the meanings of verbs across situations consisting of varying levels
of referential salience. This finding replicates previous work suggesting that children can
use cross-situational information to learn the meaning of verbs (e.g., Scott & Fisher,
2012) and extends it to reveal that children can use cross-situational information to
identify referents of verbs that describe low-salience events.
The difference in test performance of the two experiments have interesting
implications for how children collect cross-situational information. Although children
had a tendency to look at high-salience referents more than low-salience referents during
the training, they were nevertheless able to gather information about the referents of
verbs that describe low-salience events. One possibility is the minimal amount of
attention that children allotted to low-salience events was sufficient to extract the
necessary cross-situational information to update the co-occurrence frequencies for
referential candidates for a word. Another possibility is that children were able to collect
cross-situational information through covert attention while looking at high-salience
events. In contrast to our findings, recent evidence using headcams to explore infants’
field of view during word learning tasks suggests that they are better at learning words
that they are looking toward (e.g., Smith, Yu, & Periera, 2011). This discrepancy could
be the result of maturational changes in the children. As the children get older, they may
become more efficient at collecting cross-situational information, allowing them to gather
the relevant information more quickly. It may also be the case that additional experience
as word learners facilitates the covert collection of referential information.
Additionally, these findings have implications regarding how researchers define
referential ambiguity. There has been a great deal of debate within the cross-situational
word learning literature regarding how referential ambiguity influences the
informativeness of a given learning instance (e.g., Median et al., 2011; Trueswell,
Median, Hafri, & Gleitman, 2013; Yurovsky, Smith, & Yu, 2013a; 2013b). On the one
hand, researchers have argued that the ambiguity in natural naming events would
overwhelm cross-situational word learning mechanisms, and that for word learning to
occur children must encounter an unambiguous ostensive naming event (e.g., Trueswell
et al., 2013). Other researchers have argued that the referential ambiguity surrounding a
given encounter with a word is constrained by the word learner’s perspective, reducing
the field of potential candidates to a manageable size (e.g., Yurovsky, Smith, & Yu,
2013b). Differences aside, both of these accounts suggest that to successfully map the
word to its meaning, word learners must extract cross-situational information from
encounters of low-referential ambiguity. The current findings suggest that children are
collecting information about referents even when they divert very minimal attention
toward them. If children are able to collect cross-situational information about referents

38
in their periphery, then what qualifies as a naturally occurring unambiguous naming
event would need to be redefined. More work is needed to tease apart whether children
are collecting relevant cross-situational information through short glances or whether
they are collecting cross-situational information through covert attention.
Moreover, the results from the two experiments serve as a warning to researchers
studying language development. Future language studies should consider the influence of
referential salience when selecting tokens for studies. As described above, researchers
investigating word learning typically select stimuli that are considered attention grabbing.
However, no measures are taken to quantify the categorization. If one of the tokens
inadvertently turns out to be of sufficiently opposing salience to the other tokens, it could
influence children’s looking. If the higher-salience token was the target, children’s bias
would appear as though children were selecting the correct referent. If the high-salience
token was used as a distractor against a token of lower salience, children’s looking times
would indicate they failed to identify the target. Although researchers sometimes deal
with this by getting a baseline measure of children’s preference for the events, this has
rarely been done in studies of cross-situational word learning. Future cross-situational
word-learning studies should capture a measure of participants’ baseline preferences for
stimuli. In cases where the study constraints (e.g., length of study) make capturing
baseline measures difficult or impossible, analytic software provides an excellent
alternative and can easily be implemented to quantify each token’s level of salience. This
will make it more likely that salience does not confound future interpretations of
children’s looking times during word-learning tasks.

Chapter 5
Evidence suggests learners can use cross-situational information to identify a
word’s meaning (e.g., Bunce & Scott, 2017; Scott & Fisher, 2012; Vlach & Johnson,
2013; Smith & Yu, 2008, Yu & Smith, 2010). Considerable questions remain about the
mechanism by which this occurs and the how this information interacts with other wordlearning information sources. This dissertation sought to address three such questions.
First, in Chapter 2 two experiments explored whether word learners encode one or
more referents while learning a new word. Adults were taught novel words by watching a
series of ambiguous training trials and then tested on their knowledge of the words’
meaning. Half of the test trials presented participants with the word’s target referent and
three referents that had never occurred with the word. The other half of the test trials
included a high-probability competitor that had repeatedly occurred with the word.
Participants’ mouse movements were slower, less accurate, and took a more complex
path to the selected referent when the competitor was present, suggesting that they had
knowledge that both the target and competitor had previously occurred with the word.
This suggests that across occurrences learners track multiple potential referents for a
word. However, this knowledge was not evident in participants’ finger movements.
As previously described in Chapter 2, there has been much debate in the crosssituational literature over the amount of referential information word learners track across
encounters with a given word. Yielding conflicting findings, some studies of crosssituational word learning in adults suggest that learners accumulate knowledge of
multiple potential referents for a word (Smith et al., 2010) while others suggest that
learners retain only a single conjecture about the word’s meaning (e.g., Trueswell, et al.,
2013). Chapter 2, however, focused on one feature these prior studies have in common:
participants’ knowledge about the potential referents for a word was inferred from their
patterns of explicit guesses across trials. Although the referent that a participant selects
provides one index of their knowledge, this measure might nevertheless fail to capture
valuable information about the process by which that selection was made. The findings in
Chapter 2 suggest that assessing the decision-making process as it unfolds reveals
information about the learner’s choice not captured by forced-choice measures.
Converging evidence for this conclusion comes from Trueswell et al. (2013), who
eye-tracked participants as they performed a cross-situational learning task. Trueswell
and colleagues (2013) found that when participants incorrectly guessed the referent for a
word, they performed at chance on their next encounter with that word, suggesting that
they retained only their previous conjecture. However, participants’ eye movements
suggested that under some conditions, they retained knowledge of multiple referents.
Specifically, when participants saw only two referents on each trial, they looked at the
target referent, regardless of whether they had guessed correctly on their previous
encounter with a word. Considered with these findings, these results suggest that
participants track multiple potential referents for a given word as they try and learn its
meaning. Further, this information may be missed in their overt guesses.
The findings from Chapter 2 add to a growing body of work supporting the
accumulative account of cross-situational word learning. Under at least some
circumstances, word learners are capable of tracking multiple potential referents.
However, resolving the debate surrounding the two accounts may not be this simple.
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Evidence suggesting word learners have the ability to effectively track multiple potential
referents also reveals that this capability is limited by the complexity of the learning
situation and amount of time they must track these potential referents (e.g., Bunce &
Scott, 2017; Smith, Smith & Blythe, 2011; Vlach & Johnson, 2013). Indeed, word
learning occurs across varying contexts. Recent experimental and modeling work
Yurovsky and Frank (2015) suggests learners allocate a fixed amount of attention to a
single conjecture and distribute the rest evenly among the remaining alternative referents.
As the set of alternatives grows, learners’ memory capacity is overwhelmed, disrupting
the retention of potential referents. Complex real-world learning environments may
overwhelm the learners’ resources (e.g., memory, attention) making it for them difficult
to track and retain weaker referential representations. As a result, learners’ crosssituational strategy might shift between a continuum of the two previously described
strategies as a function of the complexity of the situation. This conclusion finds support
in recent modeling work suggesting that as the referential uncertainty for a given word
increases the model only identified the most prominent potential referents and failed to
capture less frequently occurring referents (Smith, Smith, & Blythe, 2011).
This raises one possible reason why we failed to replicate the mouse-tracking
results using finger tracking. Perhaps the change in context (computer to tablet) interfered
with memory, resulting in a lack of competition between the target and the highprobability competitor. If this is the case, then finger tracking could still be a viable
testing method if contextual shifts were taken into account. However, it also possible that
the null result is related to the differences in motor dynamics of mouse and finger
tracking. Mouse tracking involves movements of the hand arm and wrist where finger
tacking relies on the movements of the finger and wrist. More work is needed to
determine which of these possibilities account for the differences in performance across
the two testing modalities.
Chapter 3 asked whether speaker gaze could guide children to relevant crosssituational information during verb learning. In Experiment 3, 25-month-olds were
assigned to a no-gaze or gaze condition. Children saw series of trials in which two novel
one-participant actions were presented on a television screen and accompanied by two
novel intransitive verbs. Although children in Experiment 3 followed the gaze
information the target referents in the training, they failed to identify the verbs’ referents
at test. When children were presented with only the cross-situational information the
children failed to show learning. In Experiment 4, children saw the same action events
but the label and gaze information were provided by a live experimenter. Children
identified the target referents for the verbs in both the training and test phases. Together,
the results of Chapter 3 suggest that gaze facilitates 25-month-olds ability use crosssituational information when they would otherwise be unable to do so. However, children
may only benefit when the novel verb and gaze information are both provided by a live
speaker in a social interaction.
Why did the children succeed when the gaze came from a live person but not
when the gaze was presented on screen? One possibility is that the live speaker in
Experiment 4 fundamentally changed the dynamic of the paradigm. Some researchers
theorize that word learning is an inherently social process (e.g., Tomasello, 2000). The
presence of the live experimenter could have increased the children’s attention and
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arousal during the task, thus better enabling them to encode the relevant co-occurrence
information. It could be that interacting with live person somehow alleviates the memory
burden imposed by the task or influences some other cognitive process allowing the
children to make use of cross-situational information. Alternatively, it could be that
children were more likely to follow the experimenter’s gaze simply because she was alive
and the speaker. Future work is needed to test these various possibilities.
Chapter 4 explored whether perceptual salience impacted children’s crosssituational verb learning. Children first watched a series of training trials in which two
novel one-participant actions, one high salience and one low salience, were accompanied
by two novel intransitive verbs. In Experiment 5, the test trials consisted of a novel verb
and its intended referent and a distracter referent of opposing salience. The results
suggested that children’s looking was driven by a tendency to look at the high-salience
referent regardless of whether it was the target or the distractor. In Experiment 6, children
were tested with referents of equal salience. Children looked longer at the target referents
compared to the distractors. These findings demonstrate that 2.5-year-olds can use crosssituational information to identify low-salience referents for intransitive verbs, even when
they co-occur with high-salience alternatives.
In Chapter 4, we defined salience as the size of the action but salience is a broad
construct that could be influencing the verb learning experience at many levels. For
instance, salience could depend on whether an action has an outcome versus no clear
result. An event could also be salient because it happens to have the word learner’s
attention in that particular moment versus unfolding in their periphery. More work is
needed to fully understand how these different types of salience impact children’s ability
to learn the meanings of verbs.
More generally, the results of Chapters 3 and 4 add to small body of research
exploring how children integrate multiple sources of word-learning information.
Although each source of word-learning information is typically studied in isolation, in
real life multiple sources of word-learning information are potentially simultaneously
available. The evidence in Chapter 3 suggests that word-learning information sources
may have summative properties where children combine the information from multiple
available sources in a given moment as they attempt to make a conjecture about a word’s
meaning. This raises questions regarding whether other sources of word learning
information sources possess similar summative properties.
More work is also needed to provide a full of picture of how word-learning
information sources interact in real word learning environments. There are two ways
children could use multiple information sources to learn a word’s meaning. First, it is
possible that children could use a word learning information source to guide them to an
alternate information source that would otherwise be unavailable. For instance, it possible
that a parent could consistently provide novel labels to their child for the most
perceptually salient objects or events. Here, salience could be the most interesting object
or event in the vicinity or the object or event that has the child’s attention at that moment.
Across occurrences, the high-salience of the referent and the social information provided
could help children tap into the cross-situational information. The child may be able to
use the collective power of the social and salience information to identify the word’s
meaning across occurrences.
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A second way children could use multiple sources of information additively is by
combining cues to weight potential referents. In this case, each information source is
considered independently. Then the referent with the most information sources
supporting it is selected as the likely referent. However, the real world may present
learning situations that are messier than just described. One can easily imagine situations
where these information sources fail to indicate the same potential referent. For example,
a speaker could point at a single-actor action event and provide a novel verb in an
intransitive sentence while being distracted and looking at another two-actor action event.
Can children use the two coinciding information sources to override the conflicting gaze
information to identify the verb’s referent? The evidence presented in Chapter 4 suggests
that children can ignore an uninformative word learning cue (salience) to learn from
another information source. But much more work is needed to understand how children
weight particular word learning information sources and how this changes over time.
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Appendix 1

Figure 1: Sample of a single learning trial from Experiment 1.
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Figure 2: Mean proportion of correct responses for the competitor-present (CP) and
competitor-absent (CA) trials for both the computer-testing and tablet-testing conditions
from Experiments 1 and 2. Error bars represent one standard error of the mean. The
dashed line indicates chance performance (.25).
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Figure 3: Mean reaction times for the competitor-absent (CA Correct), competitorpresent correct (CP Correct), and competitor-present incorrect (CP Incorrect) trajectories
for both the computer-testing and tablet-testing conditions from Experiments 1 and 2.
Error bars represent one standard error of the mean.
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Figure 4: Mean maximum deviation for the competitor-absent (CA Correct), competitorpresent correct (CP Correct), and competitor-present incorrect (CP Incorrect) trajectories
for both the computer-testing and tablet-testing conditions from Experiments 1 and 2.
Error bars represent one standard error of the mean.
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Figure 5. Sample training trial from the gaze condition in Experiment 3. Each trial
consisted of two novel one-participant actions, each performed by a different actor,
presented along with two novel intransitive verbs (e.g., “Look, she’s sebbing. And she’s
tamming.”). During the training trial, a woman’s head appeared above the events; the
woman looked at each referent as it was labeled. The no-gaze condition was identical
with the exception that the woman’s head did not appear.

53

Figure 6. Mean looking times to the target and distractor events for the training phase (A)
and the test phase (B) in the gaze and no-gaze conditions of Experiment 3 and the live
condition in Experiment 4. Error bars represent the standard error of the mean.
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Figure 7. Three sample trials from the training phase in Experiment 5. Each trial
consisted of two novel one-participant actions, each performed by a different actor,
presented along with two novel intransitive verbs. During each trial, the two events were
of opposing salience.
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Figure 8. Mean looking times to the target and distractor events for the training phase (A)
and the test phase (B) for the high-salience verbs, low-salience verbs and overall from
Experiment 5. Error bars represent the standard error of the mean.
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Figure 9. Mean looking times to the target and distractor events for the training phase (A)
and the test phase (B) for the high-salience verbs, low-salience verbs and overall from
Experiment 6. Error bars represent the standard error of the mean.
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Appendix 2
Table 1
Novel words and actions used in Experiments 3 and 4.
Verb

Action

Sebbing

Lifting knee

Tamming

Tilting torso side-to-side

Meeking

Stretching arms over head

Larping

Squatting
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Table 2
Novel words and actions used in Experiments 5 and 6.
Verb

Action

Perceptual Salience

Pimming

Lifting knee

High

Daxing

Stretching arms over head

High

Gorping

Scratching forearm

Low

Nading

Shoulders shrugging

Low

