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Assessment and Prediction of Protein Structures
David Edward Eramian

An ambitious goal of modern biology  is to understand the structure(s), interaction(s) and 

function(s) of each protein within cells and organisms.  Understanding the nature of the 

interactions a protein makes is important because no protein exists in isolation, but rather 

functions through interactions with other macromolecules.  Knowledge about the 

function of proteins is essential to understanding biological processes.  Structure is the 

unifying component:  both interactions and functions are intrinsically related to structure, 

as the structure of a protein helps define its function and affects the nature, type, and 

number of interactions it  has with other macromolecules.  Great attention has been paid 

to the development of methods for both the theoretical prediction and experimental 

determination of protein structure.  Though experimentally-derived structures are more 

accurate, they are relatively  scarce:  of the millions of known protein sequences, well 

fewer than 1% of their corresponding structures have been solved experimentally.  In the 

absence of an experimentally determined structure, computational models are often 

valuable for generating testable hypotheses and giving insight into existing experimental 

data.  Such computational structure models are available for over two orders of 

magnitude more protein sequences than are experimentally  determined structures, yet 

suffer from two limitations that experimentally determined structures do not: they 

frequently contain significant errors, and their accuracy cannot be readily assessed.  The 

research described herein sought to increase the accuracy and applicability of 

computational protein models by addressing these two limitations.  This broad goal was 

approached in four principal ways: (1) identifying the most native-like models from 

among sets of similar models; (2) predicting the absolute accuracy of protein structure 

models; (3) improving the accuracy of target/template alignments to increase the 

accuracy  of comparative models built from distantly related template structures; and (4) 

developing a unified protein structure prediction protocol that makes the best use of all 

available information about the structure of a given protein, regardless of whether it is 

directly  based on experiment, on the broader knowledge base, on statistical potentials, or 

intuition. 

iv



Publications Associated with this Dissertation

1. D. Eramian, N. Eswar, M-Y. Shen, A. Sali. How well can the accuracy  of 

comparative protein structure models be predicted? Protein Science 17, 1881-93, 

2008. 

2. D. Eramian, M.Y. Shen, D. Devos, F. Melo, A. Sali, M.A. Marti-Renom. A 

composite score for predicting errors in protein structure models. Protein Science 15, 

1653-66, 2006. 

3. D. Eramian, B. Webb, U. Pieper, A. Sali.  Protein model building based on distantly 

related structures.  In preparation.

4. I.I. Serysheva, S.J. Ludtke, M.L. Baker, Y. Cong, M. Topf, D. Eramian, A. Sali, S.L. 

Hamilton, W. Chiu. Subnanometer Resolution Cryo-EM Based Domain Models for 

the Cytoplasmic Region of Skeletal Muscle RyR Channel. Proc. Natl. Acad. Sci. USA 

15, 9610-9615, 2008.

5. U. Pieper, N. Eswar, B.M. Webb, D. Eramian, L. Kelly, D.T. Barkan, H. Carter, P. 

Mankoo, R. Karchin, M.A. Marti-Renom, F.P. Davis, A. Sali. MODBASE, a database 

of annotated comparative protein structure models, and associated resources. Nucleic 

Acids Research 2009.

6. N. Eswar, B. Webb, M.A. Marti-Renom, M.S. Madhusudhan, D. Eramian, M-Y. 

Shen, U. Pieper, A. Sali. Comparative Protein Structure Modeling Using 

MODELLER. Ed: Coligan JE, Dunn BM, Speicher DW, Wingfield PT. Current 

Protocols in Protein Science, Unit 2.9 1-31.

7. N. Eswar, D. Eramian, B.Webb , M.Shen , A. Sali. Protein Structure Modeling With 

MODELLER. In: Methods in Molecular Biology: Structural Proteomics - High-

throughput Methods. Ed: Kobe B, Guss M, Huber T. 2007. 

8. N. Eswar, M.A. Marti-Renom, B. Webb, M.S. Madhusudhan, D. Eramian, M.Y. 

Shen, U. Pieper, A. Sali. Comparative Protein Structure Modeling using 

MODELLER. Ed: Baxevanis AD, Petsko GA, Stein LD, Stormo GD. Current 

Protocols in Bioinformatics, John Wiley & Sons, Inc., Hoboken, NJ, Supplement 15, 

5.6.1-5.6.30, 2006. 

9. U. Pieper, N. Eswar, F.P. Davis, H. Braberg, M.S. Madhusudhan, A. Rossi, M. Marti-

Renom, R. Karchin, B.M. Webb, D. Eramian, M.Y. Shen, L. Kelly, F. Melo, A. Sali. 

MODBASE, a database of annotated comparative protein structure models and 

associated resources. Nucleic Acids Research 34, D291-D295, 2006. 

v



Table of Contents

Acknowledgements .......................................................................................................... iii 

Abstract ............................................................................................................................. iv 

Publications Associated with this Dissertation .................................................................. v 

Chapter 1:  Introduction ..................................................................................................... 1 

Chapter 2:  Identification of the most native-like models from among sets of similar

 models ........................................................................................................... 19

Chapter 3:  Prediction of the absolute accuracy of protein structure models .................. 72 

Chapter 4:  Minimization of comparative model errors inherited from alignment 

                   inaccuracies ................................................................................................. 115

Chapter 5:  Toward a unified protein structure prediction approach .............................. 151 

Chapter 6:  Conclusions and Future Directions ............................................................. 225 

References ...................................................................................................................... 231 

a

vi



List of Tables

Table 2-1   Properties of the testing set used to develop  SVMod .................................... 28 

Table 2-2   Accuracy of the individual assessment scores on the testing set ................... 44 

Table 2-3   Performance of the individual assessment scores for each test set target ...... 46 

Table 2-4   Correlation between the assessment scores and targets in the testing set ...... 57 

Table 3-1   Correlation coefficients between scores and accuracy measures .................. 94 

Table 3-2   Comparison between TSVMod and other absolute accuracy predictors ....... 95 

Table 3-3   Performance of TSVMod on different SCOP fold types ............................. 103 

Table 4-1   Refinement of extremely difficult alignments ............................................. 139 

Table 5-1   List of PDB files used in the benchmark set ............................................... 168 

Table 5-2   Frequency of artifacts in common benchmark sets ..................................... 172 

Table 5-3   List of PDB files found to be free from artifacts ......................................... 173 

Table 5-4   PSIPRED accuracy as a function of confidence value ................................ 209 

a

vii



List of Figures

Figure 2-1  Accuracy histograms for the testing set targets ............................................. 29 

Figure 2-2  Comparison of accuracies of all individual assessment scores ..................... 51 

Figure 2-3  Accuracies of the scores used to develop  SVMod ........................................ 54 

Figure 2-4  Best and worst C! RMSD correlations with the SVMod score ................... 56 

Figure 2-5  Enrichment factor for SVMod and individual assessment scores ................. 59 

Figure 2-6  Relationship between C! RMSD and SVMod for the MODPIPE set .......... 61 

Figure 2-7  Weighted pair-group average clustering of assessment scores ..................... 67 

Figure 3-1  Flowchart of steps to predict a model’s accuracy  ......................................... 82 

Figure 3-2  Properties of the 580,317 model TSVMod testing set .................................. 87 

Figure 3-3  Correlations between absolute predictors and actual accuracy ..................... 91 

Figure 3-4  Receiver operating characteristic fold assessment curves ............................ 96 

Figure 3-5  Relationship between structure-derived properties and predicted accuracy . 98 

Figure 3-6  Examples of successful absolute accuracy predictions ............................... 107 

Figure 4-1  Flowchart of the iterative alignment and modeling protocol ...................... 124 

Figure 4-2  Flowchart of the steps to make a TSVMod prediction for each model ...... 128 

Figure 4-3  Types of alignment moves ........................................................................... 131  

Figure 4-4  Properties of the training and testing sets ................................................... 137 

Figure 4-5  TSVMod predictions for the 200 members of the SALIGN test set  ........... 138 

Figure 4-6  Example refinement of a very difficult starting alignment ......................... 140  

Figure 4-7  TSVMod loses ability to predict absolute accuracy .................................... 141 

Figure 5-1  Sources of 3D information for all known sequences .................................. 154 

Figure 5-2  Differences between comparative modeling and traditional de novo 

 prediction approaches .................................................................................. 159

Figure 5-3  Differences between traditional de novo prediction approaches and the

 generalized scheme ..................................................................................... 163  

Figure 5-4  General flowchart of the model prediction approach .................................. 166

Figure 5-5  Examples of artifacts found in common benchmark sets ............................ 170 

Figure 5-6  Prediction of secondary structure using support vector machines .............. 180 

Figure 5-7  An example of iterative PSIPRED predictions ........................................... 182 

Figure 5-8  The two types of mesostate binning used in the torsion angle potential ....  190 

Figure 5-9  Number of observations available at a given sequence separation ............. 194 

Figure 5-10  The steps to optimize the many variables of the protocol ........................  199 

Figure 5-11  The initial starting conditions for a prediction .......................................... 204 

Figure 5-12  Correlation between scoring function terms and accuracy  ....................... 214 

Figure 5-13  Scheme to improve robustness of protocol ............................................... 220 

Figure 5-14  Prediction of helix-containing proteins ..................................................... 221 

Figure 5-15  Prediction of a strand-containing protein .................................................. 223          

a

viii



CHAPTER 1:  Introduction

An ambitious goal of modern biology  is to understand the structure(s), interaction(s) and 

function(s) of each protein within cells and organisms.  Understanding the nature of the 

interactions a protein makes is important because no protein exists in isolation, but rather 

functions through interactions with other macromolecules.  Knowledge about the 

function of proteins is essential to understanding biological processes.  Structure is the 

unifying component:  both interactions and functions are intrinsically related to structure.  

Generally speaking, the structure and dynamics of a protein define its function and affect 

the nature, type, and number of interactions it  has with other macromolecules (Peitsch 

2002).

These aforementioned tasks are complicated by the fact that  the number of possible 

proteins is enormous.  Indeed, if the combinations of the 20 amino acid residues were 

equally possible, there would be 1.3 x 10130 (= 20100) possible amino acid sequences in 

proteins being composed of 100 amino acid residues, well higher than the estimated 

number of atoms in the universe (~1080).  Clearly, only a very limited number of 

sequences of amino acids of theoretically  possible ones are utilized in real proteins, yet 

these numbers are still very large: proteins coded in the human genome alone are 

expected to number about 3.5 x 104 (Otaki et al. 2005).  
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Such statistics are known because researchers have gotten very adept at determining the 

primary sequence of a gene and the protein(s) it encodes.  Entire genomes have now been 

sequenced for over 50 eukaryotic species, including humans.  As the number of gene 

sequences in databases—public and private—increases dramatically, so do the number of 

genes of unknown functions.  Of the millions of protein sequences currently available, 

only approximately one-quarter have a known function and only one-half have a link, via 

sequence similarity, to a protein of known structure (Pieper et al. 2006).  The number of 

sequences with unknown structure is unlikely to plateau soon, since most genes in newly 

sequenced genomes do not have significant sequence similarity to proteins of known 

structure.  

That many ‘new’ sequences are similar to those already known is helpful because it is 

nearly always the case that  proteins with similar sequences adopt similar structures 

(Zuckerkandl and Pauling 1965; Doolittle 1981; Chothia and Lesk 1986).  Indeed, most 

protein pairs with more than 30 identical residues out of every 100 residues are 

structurally  similar (Sander and Schneider 1991).  This high robustness of structures with 

respect to residue exchanges partly  explains the robustness of organisms with respect to 

gene-replication errors, and it allows for evolution (Zuckerkandl and Pauling 1965; 

Zuckerkandl 1976; Doolittle 1981; 1986).  Although similar sequence implies similar 

structure (Chothia and Lesk 1986), the converse does not hold:  proteins with the same 

fold in the Structure Classification of Proteins (SCOP) database may have unrelated 

sequences (Murzin et al. 1995; Andreeva et al. 2004). 
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Given the knowledge of these relationships, it is perhaps not surprising that for nearly  all 

globular proteins it  has long been said that primary structure determines tertiary  structure 

uniquely (Anfinsen 1973), though this observation was surely revolutionary  in its day.  

This knowledge alone, however, does not explain how that primary structure determines 

tertiary  structure.  Given the importance of structure, understanding the relationship 

between the sequence of a protein and its unique three-dimensional structure is a subject 

that has intrigued scientists for decades.  For example, in 1962, Tanford attempted to 

describe the energetics of protein folding primarily in terms of a balance between 

hydrophobic interactions and configurational entropy (Tanford 1962). Tanford’s 

conclusions were that the hydrophobic effect  and configurational entropy made 

approximately equal in magnitude but opposite in sign contributions to protein stability.  

He discussed the requirement that all polar groups form hydrogen bonds either with the 

solvent or with other polar groups in the protein, but implicitly assumed that hydrogen 

bonds made little or no contribution to the stability of proteins. 

In many ways, our understanding has advanced significantly  since Tanford’s time, though 

many early observations have withstood the test of time.  For example, from the 

principles of statistical mechanics we know that the free energy of the native structure has 

to be much lower than the average energy and it has to have the minimum energy among 

all (accessible) conformations.  Thus, under physiological conditions, it  is generally 

assumed that proteins are stable in the neighborhood of the global minimum despite the 
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large configurational entropy  gain in the denatured state.  This statement is referred to as 

the ‘thermodynamic hypothesis’ of protein stability, and the evidence suggests that  it is 

valid for the majority of small, single-domain proteins (Kim and Baldwin 1990).  Even 

where ergodicity seems to break down (Baker and Agard 1994; Dinner and Karplus 

1998), the native state must correspond to a deep minimum on the free energy 

hypersurface, which is separated from the global minimum by barriers too high to be 

traversed on experimental time scales (Lazaridis and Karplus 1999b).  

That said, during the last decade our view of the native state of proteins has changed 

dramatically.  NMR detected hydrogen/deuterium exchange experiments have revealed 

that under native conditions proteins must be considered as statistical ensembles of native 

states.  In the view pioneered by  Englander and colleagues (Jeng et al. 1990; Jeng and 

Englander 1991; Bai et al. 1993; 1994; Bai et al. 1995a; Milne et al. 1998; Milne et al. 

1999), proteins undergo local unfolding reactions scattered through their entire structures, 

rather than just ‘locking’ into one rigid native state conformation.  Indeed, protein 

mobility  is required for function, and this flexibility is a result of the high dimensionality 

of the system (Taverna and Goldstein 2002).  In enzymes, the substrates must be 

absorbed, the transition state orientation enforced and the products desorbed.  For 

membrane-bound receptors, the message of ligand binding must be transmitted from the 

outside the cell to the inside.  Channels must open and close.  Proteins also often need to 

bind various ligands and substrates sequentially or perform different  functions in different 

cellular environments.  Motion can take place over picoseconds to hours and with 
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amplitudes as large as 15Å (Falke 2002).  Further, the dogma that a rigid globular protein 

structure is always a prerequisite for protein function has been challenged by a growing 

body of experimental evidence (Iakoucheva and Dunker 2003) that shows that many 

proteins remain as flexible ensembles under physiological conditions and yet exhibit 

function when assayed, or contain low-complexity segments or intrinsically  disordered 

regions that are involved in function (Huber 1979; Spolar and Record 1994; Weinreb et 

al. 1996; Daughdrill et al. 1997; Kriwacki et al. 1997; Plaxco and Gross 1997; Riek et al. 

1997; Fletcher et  al. 1998).  Indeed, current estimates suggest that over 50% of 

eukaryotic proteins may  carry  unstructured regions of > 40 residues in length (Obradovic 

et al. 2003; Vucetic et al. 2003), while less than 1% of the proteins in the global 

repository  for protein structures, the Protein Data Bank (PDB), contain such long 

disordered regions (Iakoucheva and Dunker 2003).

Even given our evolving view of the nature of protein structures, with the accumulation 

of sequence information and the observation that  similar sequences imply similar 

structures, great attention has been paid to the development of methods for both the 

theoretical prediction and experimental determination of protein structure.  The ‘folding’ 

process of a protein is very complex and no objective and reliable way to determine it 

solely  from the sequence has yet been developed, despite great efforts.  The scientific 

community  is thus heavily reliant on experimental protein structure elucidation.  

Experimentally-derived structures are deposited in the PDB.  The PDB now contains 

~55,000 structures, and has experienced a 5-year compound annual growth rate of ~20%.  
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The rate of growth of the PDB keeps increasing, with ~650 new entries added each 

month.  Somewhat disappointingly from the perspective of mapping the protein universe, 

however, over 70% of protein domains solved in the last 10 years represent merely a new 

experiment on a protein already structurally characterized, although possibly with 

mutations, bound ligands, or in a different complex (Chandonia and Brenner 2006).  

The recent growth of the PDB can be attributed to many factors, including the 

development of effective protein expression systems and major technological advances in 

the instrumentation used for structure determination (Hillisch et  al. 2004b).  

Determination of a protein’s structure by experimental means, however, still represents a 

significant investment of time and money.  In March 2005, the NIH estimated the average 

cost per structure to be approximately $250,000, including direct and indirect costs 

(Service 2005b; a).  Further, the extrapolated costs per novel structure using traditional 

methods are high:  $1.6M per novel structure at the 30% sequence identity  level, $4.6M 

per new Pfam family, and $6.1 million per new SCOP superfamily  or fold (Service 

2005b; a; Chandonia and Brenner 2006).  Recognizing the great costs of determining 

protein structures, several concerted ‘structural genomics’ efforts were launched in both 

public and private sectors to attempt to increase the throughput  of experimental structure 

elucidation.  Even if these initiatives achieve all of their stated goals, however, these 

centers will not be anywhere near sufficient to elucidate the structure of all proteins of 

interest (Peitsch 2002). Thus, though the PDB is large and growing rapidly, it  pales in 

comparison with the number and growth rate of known sequences (~7.1 million known 
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sequences).  Well fewer than 1% of all known sequences have a structure solved by 

experimental means, and given the costs of acquiring a structure by experimental means 

and the vast number of known sequences, this fraction is not expected to increase 

dramatically in the foreseeable future.

Those relatively  few protein structures that have been solved experimentally have 

resulted from the use of two main methods: Nuclear Magnetic Resonance spectroscopy 

(NMR) or X-ray crystallography.  These two methods account for approximately 14% 

and 85% of the structures in the PDB, respectively.  Though NMR spectroscopy and X-

ray crystallography are considered to be the most reliable methods to determine a 

protein’s structure, they  can correlate with each other fairly poorly in certain measures 

such as hydrogen-bonding patterns, and their structures can show extremely large 

differences in structure-derived properties, even for structures of the same protein 

(Chakravarty et al. 2005).  These differences stem from many factors, such as the fact 

that the crystal environment of proteins in X-ray crystallography differs from the natural 

surroundings of a protein in solution, as it  is in NMR spectroscopy.  It is calculated that 

this difference between crystal and native structures, combined with the non-static nature 

of proteins, creates an average uncertainty in atomic positions of approximately 0.5Å in 

X-ray structures, even with the best  data (Lee and Kollman 2001).  Recently, researchers 

have demonstrated that the accuracy of crystallographic (DePristo et al. 2004) and NMR 

structures (Nabuurs et al. 2006) may be overestimated. 
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Experimental structures, however, remain the ‘gold standard’ for accuracy.  In the 

absence of an experimentally  determined structure, computational methods are able to 

predict the structure for two orders of magnitude more known sequences, albeit at much 

lower accuracy than experimentally determined structures (Zhang and Skolnick 2005).  

A large part of the difficulty in accurately predicting protein structures comes from the 

complexity of protein structures.  The stability  of small, single domain proteins is 

typically about !G = 20-60 kJ/mol, or just a few hundred J/mol per residue.  This small 

difference represents the cumulative effect of may molecular interactions, and illustrates 

that protein structure determination is difficult because the coupling between amino acid 

sequence and macromolecular structure is subtle (Crooks et  al. 2004).  Indeed, Sullivan 

and Kuntz (Sullivan and Kuntz 2004) have quantified how difficult it  is to predict a 

protein of a given length to within a certain C" RMSD error.  They found that for a 150-

residue protein, the size of a typical protein domain, the chance of randomly predicting 

the native backbone structure to low resolution (under 6Å), is 10-14.  In contrast, a high-

resolution prediction (2Å) is immensely more difficult, as the chance is just 10-57.

Though models nearly  always contain some inaccuracies, even low-resolution 3D 

information (ie under 4Å C"RMSD) generally provides more information about a 

protein’s function than its sequence alone because patterns in space are frequently more 

recognizable than patterns in sequence (Chakravarty et al. 2005).  Thus, protein models 

have several uses in basic biology, such as interpreting the impact of mutations on protein 

function; and prioritization of residues to mutate to determine protein function; and 
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providing hints for protein function (Peitsch 2002).  Protein models have also proven 

useful in many different pharmaceutical applications, including:  structure-based 

assessment of target druggability (Naumann and Matter 2002; Schmitt et al. 2002; 

Binkowski et al. 2003); structure-guided design of mutagenesis experiments (Eyers et al. 

1999; Steinmetzer et al. 2000); tool compound design for probing biological function 

(Hillisch et al. 2004a); homology model-based ligand design (Traxler et al. 1997; 

Mahajan et al. 1999; Sudbeck et al. 1999; Ghosh et al. 2001; Vankayalapati et al. 2003); 

design of in vitro test assays and prediction of animal model suitability  (Steinrucke et al. 

2000); and structure-based prediction of drug metabolism and toxicity (Lewis 2002c; a; 

b; Lewis et al. 2002a; Lewis et al. 2002b; Lewis and Lake 2002; Lewis et al. 2002c; 

Lewis et al. 2002d).  Unfortunately, even small errors in critical regions are sufficient to 

prevent the use of models in sensitive applications such as rational drug design and the 

prediction of protein-protein interactions.  Further, even the best models do not ever 

completely replicate the exact atomic positions of experimentally-derived structures: 

crystallized conformers may represent a snapshot of some of the oligomerized 

conformers that exist in solution (Raghunathan et al. 1994) under different conditions of 

pH, temperature, and salt concentration, yet current modeling approaches do not account 

for the crystallization conditions or crystal packing effects, effectively limiting the 

accuracy of a prediction to C" RMSD values over 1Å (Eyal et al. 2005).

Protein structure determination is one of those areas of biology where both experimental 

and theoretical approaches have made a lot of progress in recent years and are 
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complementing each other (Peitsch 2002).  As more experimentally-derived structures are 

produced, there is more data for the development and testing of computational methods.  

Similarly, as computational methods improve, they help prioritize which sequences 

should be targeted by structural genomics centers and other researchers.  This symbiotic 

relationship  is most apparent in the area of comparative modeling, where proteins with 

known experimentally-derived structures are used to predict the structures of sequences 

for which the structure is not  known.  A comparative modeling method that could provide 

higher quality models at greater evolutionary  distance would allow for far fewer 

experimental structures to be solved, significantly reducing the expenditure of resources 

(Chivian and Baker 2006).

Comparative modeling is the most widely used and generally  most accurate class of 

protein structure prediction approaches (Marti-Renom et al. 2000; Tramontano et al. 

2001; Eswar et al. 2007).  There are four principal steps to most comparative modeling 

procedures.  First, one or more experimentally determined structures are identified as 

template structures for the target  sequence of interest.  Second, the target sequence is 

aligned to the template(s) to determine which residues are to be considered equivalent in 

the modeling protocol.  Third, the alignment is used as an input to a modeling program, 

such as our comparative modeling program MODELLER (Sali and Blundell 1993), 

which extracts spatial information from the template structure(s), applies these restraints 

and user-provided information to the target sequence, and finds the best global fit to all 

input information to produce an all-heavy  atom 3D model for the target sequence.  
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Fourth, the model(s) produced are assessed using a model assessment score; the steps can 

be repeated if the model assessment score indicates problems with any  step of the 

protocol.  The final model is then used to rationalize existing experimental data or 

generate new testable hypotheses.  The specific applications for which the model is suited 

depends on its accuracy (Baker and Sali 2001; Eramian et al. 2008).

The accuracy of a comparative model is weakly correlated with the sequence identity 

shared between the target sequence and the template structure(s) used in the modeling 

procedure (Sanchez et al. 2000). At high sequence identity ranges (ie, over 50% sequence 

identity), comparative models can be accurate enough to be useful in virtual ligand 

screening or for inferring the catalytic mechanism of an enzyme (Bjelic and Aqvist 2004; 

Caffrey et al. 2005; Chmiel et al. 2005; Costache et al. 2005; Xu et al. 2005). At lower 

values of sequence identity, especially below 30%, alignment errors and differences 

between the target and template structures can become major sources of errors (Chothia 

and Lesk 1986; Rost 1999; Sauder et al. 2000; Jaroszewski et al. 2002; Ginalski et  al. 

2005; Madhusudhan et al. 2006; Rai and Fiser 2006). In automated comparative 

modeling of all known protein sequences detectably  related to at least one known 

structure, 76% of all models are from alignments in which the target and template share 

less than 30% sequence identity (Pieper et al. 2006), where the corresponding models can 

have a wide range of accuracies (Sanchez et al. 2000; Chakravarty and Sanchez 2004).

The best comparative modeling programs are roughly  equivalent in performance when 
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used optimally, though there are differences in specific properties such as sidechain 

orientations (Wallner and Elofsson 2005), and it has been reported that, on average, 

MODELLER performs marginally better in overall modeling than others (Dalton and 

Jackson 2007).  Nevertheless, no comparative modeling program has as of yet been 

shown to be able to generally recover from errors in the input alignment.  Thus, the 

accuracy  of the input alignment generally determines the accuracy of the output model 

(Marti-Renom et al. 2000), and it is generally accepted that the most important 

component of comparative modeling is the choice of template and initial alignment of the 

query sequence to the template structure (Chothia and Lesk 1986; Tramontano et  al. 

2001).  These observations are further supported by  the types of submissions seen at 

many of the recent CASP competitions, where many of the participants use one of a 

handful of similar programs to build models, though esoteric alignment methods are often 

used to produce the alignments.

Comparative modeling alone, however, is not sufficient to predict the structure of all 

known sequences. Currently, the structure of at  least one domain of roughly half of all 

known sequences can be predicted using comparative modeling (Pieper et al. 2006).  

Though comparative modeling can produce accurate models for many sequences, it is 

limited to those for which a detectable homolog of known structure can be found.  This 

severely constrains the number of sequences for which reliable structure models can be 

produced: despite the rapid growth of structural databases, only ~40% of Pfam families 

(8,296 total families) contain a member with known structure.  It is unlikely  that the 
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scope of comparative modeling will dramatically increase in the near future because the 

rate with which the ‘first’ structure of a Pfam family  is solved has remained essentially 

constant (20 per month) since 1999 (Chandonia and Brenner 2006).

In the absence of a detectable homolog, de novo prediction methods can sometimes 

produce structural models. Accurate predictions can be made for some small proteins 

(Bradley et al. 2005), yet proteins with a large percentage of residues in #-strand, proteins 

with over 85 residues, and those with a high contact order are far more difficult to 

predict.  Currently, the best-performing approaches rely on the rigid assembly of 

fragments of known proteins, guided by a scoring function that rewards for the 

construction of protein-like features.  These approaches are based upon the fact that  small 

fragments of known proteins can be used to construct virtually  any protein fold (Otaki et 

al. 2005).  The primary challenges of such methods are identifying which fragments of 

known structure are plausible matches for a target sequence, and optimally  combining the 

fragments to reproduce the correct fold (Zhang and Skolnick 2005).  The absence of long-

range information makes the accessible conformational space vast, requiring rather 

enormous CPU resources (typically >500 CPU days for a small protein).  Most prediction 

methods generate several hundred thousand models as a means to sample the vast 

conformational space, selecting the best model through a scoring function.  
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The research described herein sought  to increase the accuracy and applicability of 

computational protein models.  This broad goal was approached in four principal ways, 

laid out in the four following chapters: 

CHAPTER 2: Identification of the most native-like models from among sets of 

similar models.

Most protein structure prediction programs generate a large number of models as a means 

of sampling the vast conformational space theoretically  accessible to the protein, 

followed by a selection step  to identify the most accurate models.  As such, the ability to 

identify models closest to the unknown native structure is essential for increasing the 

accuracy  and utility  of prediction methods (Baker and Sali 2001; Eswar et al. 2003).  To 

address this problem, 24 individual assessment scores were studied, including physics-

based energy functions, statistical potentials, and machine learning-based scoring 

functions. Individual scores were also used to construct ~85,000 composite scoring 

functions using support vector machine (SVM) regression. The scores were tested for 

their abilities to identify the most native-like models from a set of 6,000 comparative 

models of 20 representative protein structures. Each of the 20 targets was modeled using 

a template of less than 30% sequence identity, corresponding to challenging comparative 

modeling cases. The best SVM score outperformed all individual scores by decreasing 

the average RMSD difference between the model identified as the best of the set and the 

model with the lowest RMSD (!RMSD) from 0.63 Å to 0.45 Å, while having a higher 

Pearson correlation coefficient to RMSD (r = 0.87) than any  other tested score. The most 
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accurate score is based on a combination of the Discrete Optimized Protein Energy 

(DOPE) non-hydrogen atom statistical potential; surface, contact, and combined 

statistical potentials from MODPIPE; and two PSIPRED/DSSP scores. It was 

implemented in the SVMod program that can now be applied to select the final model in 

various modeling problems, including fold assignment, target-template alignment, and 

loop modeling.

CHAPTER 3:  Prediction of the absolute accuracy of protein structure models.

Comparative structure models suffer from two limitations that experimentally  determined 

structures do not:  they frequently  contain significant errors, and their accuracy cannot be 

readily assessed.  The latter limitation was addressed by developing a protocol optimized 

specifically for predicting the C! root-mean-squared deviation (RMSD) and native 

overlap (NO3.5Å) errors of a model in the absence of its native structure. In contrast to 

most traditional assessment scores that  merely predict one model is more accurate than 

others, this approach quantifies the error in an absolute sense, thus helping to determine 

whether or not the model is suitable for intended applications. The assessment relies on a 

model-specific scoring function constructed by a support  vector machine. This regression 

optimizes the weights of up to nine features, including various sequence similarity 

measures and statistical potentials, extracted from a tailored training set of models unique 

to the model being assessed: if possible, we use similarly  sized models with the same 

fold; otherwise, we use similarly  sized models with the same secondary structure 

composition. This protocol predicts the RMSD and NO3.5Å errors for a diverse set of 
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580,317 comparative models of 6,174 sequences with correlation coefficients (r) of 0.84 

and 0.86, respectively, to the actual errors. This scoring function achieves the best 

correlation compared to 13 other tested assessment criteria that  achieved correlations 

ranging from 0.35 to 0.71.

CHAPTER 4: Minimization of comparative model errors inherited from alignment 

inaccuracies.

In spite of recent advances in profile-profile and other alignment methods, inaccuracies in 

the alignment of a target sequence to its template structure(s) remain a primary limitation 

in the accuracy of comparative models derived from homologous proteins sharing low 

sequence identity.  A promising approach to increase the accuracy of such comparative 

models is to produce a large number of possible alignment solutions and then build and 

assess 3D models based on these alignments to identify those expected to be most 

accurate.  Recent advances in model assessment scoring functions (Eramian et al. 2006; 

Shen and Sali 2006; Melo and Sali 2007; Eramian et al. 2008) were leveraged to develop 

a genetic algorithm based method that attempts to improve the accuracy  of an input 

profile-profile alignment by iterative alignment shuffling, model building, and model 

assessment.  When utilized as the fitness function to guide the genetic algorithm, these 

advances in model assessment scores give us the ability to efficiently discriminate 

between near-native models, enabling us to gradually improve upon the alignment 

accuracy  of the original profile-profile alignment and to produce more accurate 

comparative models by minimizing the effects of alignment errors. 
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CHAPTER 5:  Toward a unified protein structure prediction approach.

Given a protein sequence with unknown structure, what is its most probable 3D 

conformation?  Answering such a question may initially appear to be straightforward, yet 

using existing approaches one is often faced with a patchwork of many dissimilar 

approaches that must be tried to arrive at a prediction.  Such approaches may be 

completely unphysical, difficult to use, difficult  to understand, and difficult to modify 

when one obtains or wants to incorporate additional sources of information. A better 

approach than the existing patchwork of methods would be to unify  the techniques for 

determination and prediction of protein structure into a single protocol, making the best 

use of all available information about the structure of a given protein, regardless of 

whether it  is directly based on experiment, on the broader knowledge base, on empirical 

force potentials, or intuition (Sali and Blundell 1993).  Such a combined method is both 

conceptually appealing and, perhaps more importantly, expected to produce better results 

than existing methods. This chapter presents initial work towards this broad goal by 

describing a framework for performing de novo protein structure prediction based upon 

the satisfaction of spatial restraints.  Currently, the best-performing de novo approaches 

rely  on the rigid assembly of fragments of known proteins, guided by a scoring function 

that rewards for the construction of protein-like features.  In contrast, the modeling 

approach developed in this research was designed in light of the principles of the 

hierarchical model of protein folding.  Given a protein sequence, plausible local 

conformations are extracted from proteins of known structure.  Because local sequence-

structure relationships are not absolute, matches are formed on the basis of many factors, 
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not just sequence alone.  The model-building process begins by allowing the sequence to 

first form local interactions based upon the preferred conformations observed from these 

local regions, with more complex non-local interactions assembling over time under the 

guide of non-local, non-bonded scoring terms.  Thus, the model building process 

proceeds in a hierarchical manner, with interactions of marginal stability first  arising 

between residues local in sequence; these local structures interact to produce 

intermediates of ever-increasing complexity  with increasing number and strength of non-

local interactions and growing, ultimately, into a native-like conformation.
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CHAPTER 2:  Identification of the most native-like models 

from among sets of similar models.

Most protein structure prediction programs generate a large number of models as a means 

of sampling the vast conformational space theoretically  accessible to the protein, 

followed by a selection step  to identify the most accurate models.  As such, the ability to 

identify models closest to the unknown native structure is essential for increasing the 

accuracy  and utility of prediction methods (Baker and Sali 2001; Eswar et al. 2003). 

Given this importance, many  model assessment schemes have been created for tasks 

including:  (i) determining whether or not a model has the correct fold (Miyazawa and 

Jernigan 1996; Domingues et al. 1999; Melo et al. 2002; McGuffin and Jones 2003a); (ii) 

discriminating between the native and near-native states (Lazaridis and Karplus 1999a; 

Gatchell et al. 2000; Vorobjev and Hermans 2001; Seok et al. 2003; Tsai et al. 2003; Zhu 

et al. 2003); and (iii) selecting the most  native-like model in a set of decoys that does not 

contain the native structure  (Shortle et al. 1998; Wallner and Elofsson 2003). The scoring 

schemes developed for these tasks can be broken down into three groups: (i) physics-

based energies, (ii) statistical potentials, and (iii) machine learning-based scores.   In this 

study, 24 individual assessment scores from all three groups were tested for their abilities 

to identify the most native-like models from structural decoy sets, with the best 

performing individual scores used to construct a composite scoring function that can 

better identify  the most native-like models from among sets of similar models than any 

individual score tested.
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The first group  of assessment scores is made up of physics-based energies.  Molecular 

mechanics energy functions with solvation models are the usual components of these 

scoring systems, examples of which include the Effective Energy Function 1 (EEF1)  

(Lazaridis and Karplus 1999b) and Generalized Born (GB) potentials (Still et al. 1990).  

Though they are typically more computationally  intensive than statistical potentials or 

machine learning-based scores, physics-based energies can offer some significant 

advantages.  For example, it has been argued that physics-based energies possess more 

general applicability than do statistical potentials, as statistical potentials can be biased by 

the database used in their construction (Zhang et al. 2004) and by the details of the 

reference state (below).  In contrast, physics-based energies are typically based upon 

physical measurements of simple systems such as small-molecule crystal and solvation 

data, or ab initio calculations (Lazaridis and Karplus 2000).  This advantage may  be 

especially relevant in discriminating between a native fold and decoy  structures and 

present a performance advantage for this task over other types of scores.  Further, 

physics-based energies may score decoy structures better than do statistical potentials, 

most of which have been developed using native structures only, making their abilities to 

produce reasonable scores for non-native decoy structures questionable (Zhu et al. 2003).

Unlike physics-based energies, statistical potentials are derived from known protein 

structures and quantify  the observed conformational preferences of residue or atom types 

in proteins (Sippl 1995).  For example, hydrophobic valines tend to be buried in the 

protein core, alanines are over-represented in helices and cysteines are often located close 
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to one another in space so that they may form disulfide bonds (Crooks et al. 2004).  

Statistical potentials aim to capture such regularities.  Because they  are not derived from 

first principles but rather from studying known protein structures, such scores are often 

referred to as ‘knowledge-based,’ ‘empirical,’ or ‘statistical’ potentials (Godzik 1996).  

Such potentials provide convenient, typically  computationally efficient means to assess 

whether a structure looks ‘normal’ (Jones and Thornton 1996).  Examples of statistical 

potentials include ProsaII (Sippl 1993a; b), ANOLEA (Melo et al. 1997; Melo and 

Feytmans 1998), and DFIRE (Zhou and Zhou 2002; Zhang et al. 2004). 

Statistical potentials are based on the assumption that the observed frequencies of known 

protein structures, such as pair-wise atomic distance distributions, can be transformed 

into potentials that should include all thermodynamically  important contributions.  In 

practice, however, some contributions can be underestimated due to the selection of the 

reference state, or the neglect of chain connectivity and correlations between interactions 

(Thomas and Dill 1996; Vajda et al. 1997).  Nevertheless, in spite of possible theoretical 

shortcomings, it is clear from statistical physics that the energy difference between two 

states (!E) and the ratio of their occupancies (N1:N2) are related: 
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which T is the absolute temperature and k  is the Boltzman’s constant.  N1 is defined as the 

count of the property  of interest, such as a particular distance between two atom types, 

which is readily available from a simple database analysis.  The choice of how to 

properly  calculate N2, the reference state, is far more difficult and allows for great 
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variation between potentials, as experiment unfortunately does not provide us with an 

example of a ‘random’ system (Godzik 1996).  The choice of the reference state 

ultimately  affects the performance of the potential, how well it generalizes, and the extent 

to which the database used to derive the counts from the statistical potential affects its 

performance.  For example, Zhang et al. (Zhang et al. 2004) have demonstrated that some 

common reference states can introduce strong effects deriving from the structural training 

database.  Physical reference states, such as the physical reference state of ideal gas used 

in the DFIRE (Zhou and Zhou 2002) statistical potential, were shown to be least 

dependent on the structural database, and resulted in not only physically, but also 

quantitatively, more accurate statistical potentials (Zhang et al. 2004).

Finally, machine learning-based methods combine scores from physics-based energies 

and statistical potentials, including the GA341 score obtained with a genetic algorithm 

(Melo and Sali 2007), and the ProQ (Wallner and Elofsson 2003) and GenThreader 

(Jones 1999a) scores derived with neural networks.  Such scores are intuitively appealing 

because it is likely  that good models are ‘good’ in many different ways and bad models 

are ‘bad’ in more than one way, so a combination of scores would be expected to better 

distinguish between good and bad models (Wallner and Elofsson 2003).  

The goal of this work was to select  the most accurate protein structure model from among 

a set  of alternate conformations or decoys. To achieve this goal, 24 individual assessment 

scores were adopted, including physics-based energy  functions, statistical potentials, and 
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machine learning-based scoring functions. Because the combination of assessment scores 

has been shown to increase the ability  to discriminate incorrect models from correct 

models (Melo et al. 2002; Wallner and Elofsson 2003), the best individual scores were 

combined into a composite score using a support vector machine (SVM) algorithm and a 

training set of models.

Support vector machines are universal approximators that learn a variety  of 

representations from training samples, and as such, are applicable to classification and 

regression tasks (Vapnik 1995). The problem which drove the initial development of 

SVMs was as follows:  for a given learning task, with a finite amount of training data, the 

best generalization performance will be achieved if the right balance is struck between 

the accuracy attained on that particular training set, and the ‘capacity’ of the machine, 

that is, the ability  of the machine to learn any  training set without error (Vapnik 1995).  

As analogized by  Burges (Burges 1998), a machine with too much capacity is like a 

botanist with a photographic memory  who, when presented with a new tree, concludes 

that it  is not a tree because it has a different number of leaves from anything she has seen 

before; a machine with too little capacity is like the botanist’s lazy brother, who declares 

that if it’s green, it’s a tree.  Because they were specifically  designed to address this 

problem, SVMs perform well relative with other machine learning algorithms because 

effectively control the classifier’s capacity  and the associated risk of overfitting (Ward et 

al. 2003), achieved by ensuring that decision boundary separating two classes does so 

with a large margin (Vapnik 1995; Christianini and Shaw-Taylor 2000).  As such, SVMs 
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differ radically  from comparable approaches such as neural networks, in that they always 

find a global minimum (Burges 1998).

Because of their advantages, SVMs have been used in many biological problems 

including fold recognition (Ding and Dubchak 2001), functional annotation of single 

nucleotide polymorphisms (Karchin et al. 2005), prediction of "-turns (Cai et al. 2003b), 

protein function classification (Cai et al. 2003a), prediction of central nervous system 

permeability  to drug molecules (Doniger et al. 2002), analysis of pharmaceutical 

quantitative structure-activity relationships (Burbidge et al. 2001), identification of 

protein-protein interactions (Bock and Gough 2001), and protein secondary structure 

prediction (Ward et al. 2003). In this work, a number of SVMs were trained in the 

regression mode with individual scores from physics-based energies, statistical potentials, 

and machine learning-based scoring functions as inputs; SVMs for regression problems 

are trained by solving a quadratic optimization problem which needs only the order of l2 

memory and time resources to solve, where l is the number of training examples 

(Collobert and Bengio 2001).  The output of the SVMs is a score that predicts the actual 

RMSD between the model and its native structure.  A jackknife protocol was used to 

identify the best combination of the individual scores and training parameters, which 

were then implemented in the SVMod program.

This chapter is organized by first describing the training and testing sets used, the 

individual evaluated scoring functions, the testing criteria, and the generation of the 
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SVMs.  Next, the results from assessing the accuracy  of each individual scoring method 

as applied to the testing set and the comparative performance gain by the SVM-derived 

score are presented (Results).  Finally, the implications of the results for protein structure 

prediction are discussed (Discussion). 

   25



MATERIALS AND METHODS

Decoy set

Twenty target/template pairs of protein sequences with known structures ranging from 81 

to 340 residues in length (Table 2-1) were randomly selected from the Fischer set  of 

remotely  related homologs (Fischer et al. 1996; John and Sali 2003). The Fischer set was 

devised to test fold assignment methods in the most difficult regime of no statistically 

significant sequence similarity. The percentages of the pairs in the ", #, "/#, and "+# 

SCOP classes (Andreeva et al. 2004) were 25%, 45%, 10%, and 20%, respectively. The 

20 targets do not share significant structural similarity to each other.

For each of the 20 targets, the structural template specified by the Fischer set was used as 

the template. The target-template alignments were obtained using MOULDER (John and 

Sali 2003) with MODELLER (Sali and Blundell 1993) to create 300 different target-

template alignments. The 300 alignments uniformly ranged from approximately 0 to 

100% of both the native overlap (below) and the correctly  aligned positions with respect 

to the CE structure-based alignment (Shindyalov and Bourne 1998).  No two alignments 

of a given target shared more than 95% of identically aligned positions or had fewer than 

5 different alignment positions. A comparative model was built from each target-template 

alignment using the default parameters for the model routine in MODELLER. Thus, the 

final decoy set consisted of a total of 300 models for each of the 20 targets. 
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The accuracy  of each model was measured by  the C" RMSD and the native overlap after 

rigid body superposition to the native structure as calculated by the superpose command 

in MODELLER. The native overlap (NO3.5Å) was defined as the percentage of C" 

atoms in the model that are within 3.5Å of the corresponding atoms in the superposed 

native structure. The distribution of RMSD and native overlap varied greatly  between the 

20 sets (Figure 2-1). Roughly 4% of the models are within 1-3Å RMSD (good models; 

NO3.5Å greater than 80%), ~15% are between 3-5 Å RMSD (acceptable models; 

NO3.5Å from 60 to 80%), and ~81% superpose to the native structure with an RMSD > 5 

Å (bad models; NO3.5Å smaller than 60%). This test set was previously  used in the 

development of the MOULDER protocol for iterative alignment and comparative model 

building (John and Sali 2003) as well as the Mod-EM method for combined comparative 

modeling and fitting into a mass density map from electron cryo-microscopy (Topf et al. 

2005).
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Table 2-1
MOULDER testing set properties. Maximum and minimum values for each of the target properties are 
underlined. RMSD values are for all C" atoms; all-atom RMSD is typically 1.5 times as large. The native 
overlap (NO3.5Å) was defined as the percentage of C" atoms in the model that are with 3.5 Å of the 
corresponding atoms in the superposed native structure.

Length
SCOP 
Class

RMSD Range 
(Å)

Median 
RMSD (Å)

NO3.5Å
Range (%)

Median
NO3.5Å(%)

1bbhA 127 " 2.5-20.8 6.5 0-91 33

1c2rA 115 " 3.4-16.4 10.5 0-84 29

1cauB 178 # 3.4-29.0 11.9 0-83 14

1cewI 108 "+# 5.0-19.7 14.7 0-45 3

1cid_ 109 # 3.3-19.6 11.2 0-73 12

1dxtB 143 " 2.0-34.1 7.2 0-94 38

1eaf_ 201 "/# 3.4-16.8 12.6 1-74 17

1gky_ 186 "/# 6.2-20.8 11.6 0-64 15

1lgaA 279 " 3.2-18.7 8.2 1-86 35

1mdc_ 130 # 1.9-16.4 9.3 0-95 37

1mup_ 152 # 3.3-20.8 8.2 0-76 38

1onc_ 101 "+# 2.2-22.8 10.5 0-92 18

2afnA 289 # 3.8-18.8 8.5 1-77 40

2cmd_ 310 "+# 2.5-20.2 5.8 0-86 48

2fbjL 210 # 2.4-22.5 8.8 0-88 31

2mtaC 81 " 2.2-42.7 6.7 0-88 41

2pna_ 100 "+# 3.2-15.5 7.3 0-81 30

2sim_ 340 # 4.7-44.9 11.0 0-66 34

4sbvA 193 # 4.9-20.9 17.4 0-79 3

8i1b_ 144 # 3.0-17.5 8.3 0-78 35
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Figure 2-1
RMSD histograms for the twenty targets in the MOULDER decoy set. The histograms were produced using 
bins of 0.5Å. The solid line represents the cumulative percent of models.
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In addition, to measure the ability of SVMod in predicting the absolute accuracy (ie, the 

actual RMSD value) of a model, a total of 168,632 comparative models were calculated 

by the automated comparative modeling protocol MODPIPE (Eswar et al. 2003) for the 

PDB-select40 list (6,877 sequences as of March 2005). For each target sequence, 

MODPIPE builds a sequence profile using the profile.build method in the 

MODELLER program by iteratively  searching the UniProt database (Apweiler et al. 

2004).  profile.build relies on local dynamic programming and a robust method of 

estimation of alignment significance. Sequence–structure matches are established by 

aligning the target sequence profile against  the template profiles, using local dynamic 

programming implemented in the profile.scan method of the MODELLER program. 

Significant alignments covering distinct regions of the target sequence are chosen for 

modeling using the default model building procedure of MODELLER. All models shorter 

than 100 residues or larger than 250 residues were removed from the testing set. This 

length restriction reduced the set  size to 80,593 models for 4,011 different sequences. The 

RMSD binning of the models in the MODPIPE set shows that ~5% of models are within 

1Å RMSD to the native structure (very good models), ~13% are within 1-3Å RMSD 

(good models), ~20% are within the RMSD range 3-5Å (acceptable models), and ~62% 

superimpose to the native structure with an RMSD >5Å (bad models).

Model accuracy measures

The choice of metric to quantify the accuracy  of a model, given the native structure, is 

difficult (Cristobal et al. 2001; Eyrich et al. 2001; Marti-Renom et al. 2002; Moult et al. 

   30



2003; Rychlewski and Fischer 2005). The quality of a full-length model is usually 

assessed by the C" root mean square deviation (RMSD) (Kabsch 1976; 1978) between 

equivalent C" atoms in the model and native structures.  In spite of what one may  infer 

from its popularity, RMSD actually presents many problems and has significant 

limitations.   For instance, the RMSD for a model that is mostly  correct but has one bad 

region can be very high.  Further, the RMSD between very distant models provides 

hardly  any information (Cristobal et al. 2001).  Perhaps most importantly, RMSD cannot 

be used to easily  judge between models of different sizes, having difficulty  with 

questions like “Is a template with a C" RMSD value of 2Å to native having 50% 

alignment coverage necessarily better for structure modeling than one with a RMSD of 

3Å but having 80% alignment coverage (Zhang and Skolnick 2004)?”

Because of the recognized limitations of RMSD (Fischer et al. 1996; Cristobal et al. 

2001; Moult et al. 2003; Zemla 2003; Karplus et al. 2005), over 23 additional protein 

accuracy  metrics have been developed to evaluate the quality  of protein structure models. 

Despite the fact that they all purport to measure how native-like a protein model is, these 

protein accuracy metrics show an average correlation coefficient with one another of just 

0.5 (Cristobal et al. 2001).  These metrics can be divided into four different types:  global, 

alignment dependent, alignment independent, and template-based (Cristobal et al. 2001).  

RMSD is a global measure, while NO3.5Å is an alignment dependent measure like 

LGScore (Cristobal et al. 2001) and MaxSub (Siew et al. 2000).  Many of these scores 

have been formulated to address the significant protein size dependence of structure 

   31



similarity.  For example, to eliminate the dependence on protein size, Levitt and Gerstein 

(Levitt and Gerstein 1998) and Ortiz  and coworkers (Ortiz et al. 2002) converted their 

structure alignment score into a statistical significance score, called the P- value, on the 

basis of the statistics of their random structure database.  For their relative RSMD, 

Betancourt and Skolnick (Betancourt and Skolnick 2001b) normalized the RMSD by the 

average RMSD from random pairs with similar size and radii of gyration.  In the 

RMSD-100 score (Carugo and Pongor 2001), Carugo and Pongor divided the RMSD by a 

factor of 

! 

1+
N

100
, with N representing the protein length.

The CASP meetings use the GDT-TS score, which is based on a sequence-dependent 

alignment and is roughly defined as the average of the percentage of the target that  can be 

aligned to within 1, 2, 4, and 8Å using four independent sequence-dependent alignments 

to maximize the number of aligned residues within these distances (Zemla 2003). This 

score has been criticized, as small changes in the structure can change the score 

significantly and overly compacted structures can result in higher scores than expected 

(Dunbrack 2006).   Zhang and Skolnick (Zhang and Skolnick 2004) have developed the 

TM-score to overcome some of the deficiencies of GDT-TS.  The TM-score is 

constructed in two parts.  First, a protein size-dependent scale is exploited to eliminate 

the inherent protein size dependence of other scores and appropriately  account for 

random protein structure pairs.  Second, rather than setting specific distance cutoffs and 

calculating only the fractions with errors below the cutoffs, all residue pairs in alignment/
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modeling are evaluated in the proposed score (Zhang and Skolnick 2004).  Karplus et al. 

(Karplus et al. 2005) have also developed a smoothed GDT for similar reasons.

While there are clearly a large number of measures that have been used to quantify model 

accuracy, all models in this work were evaluated using only two measures:  the C" 

RMSD and NO3.5Å measures after rigid body superposition of the compared structures.  

These measures were chosen because they measure fundamentally different properties:  

while RMSD penalizes for one or more poorly modeled regions by giving a very  poor 

score, NO3.5Å instead measures how well most of the model is constructed without 

penalizing for one poorly modeled region.  Despite being orthogonal, the measures 

correlate well (r > 0.9).

All accuracy  prediction methods were tested for their ability  to minimize the !RMSD 

and !NO3.5Å scores that are defined as the absolute differences in RMSD and NO3.5Å, 

respectively, between the selected model (ie, best scored model) and the actual best 

model (ie, structurally  closest to the native structure). Thus, a value of 0.0 for either 

measure indicates that the closest model to the native conformation in the decoy  set was 

identified. 

Model assessment scores

A total of 24 scores for predicting model accuracy were calculated for each of the 6,000 

models in the MOULDER test set. As the main goal was to develop a score that combines 
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the most successful individual assessment scores, a diverse array of established methods 

that were readily available, easy  to implement, work by accepting the three-dimensional 

coordinates of a protein structure model to produce a single assessment score, and could 

be incorporated in a composite score were selected. This last requirement created a focus 

on methods that could either be redistributed as part of the SVMod package, or accessed 

by a web server. Additionally, it  was attempted to select representative methods for 

different types of scores (eg, distance-dependent scores, surface-dependent scores, etc.). 

Next, these scores are briefly described:

CHARMM EEF1

The Effective Energy Function 1 in the CHARMM  program (Brooks et al. 1983) depends 

on a modified CHARMM-19 force field and a Gaussian solvent exclusion model 

(Lazaridis and Karplus 1997; 1999a; b; 2000). CHARMM v.28a3 was used to minimize 

the potential energy of the models by 50 steps of conjugate gradients minimization 

followed by 300 steps of Adopted Basis Newton-Raphson minimization. The EEF1 

energy (EEF1) was then calculated for the minimized models. 

CHARMM Generalized Born

The CHARMM GB potential includes the Generalized Born solvation model (Still et al. 

1990; Qiu et al. 1997) into the CHARMM force field to account for the solvation 

contribution to the free energy. The implementation of GB in CHARMM v.28a3 was used 
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to calculate the GB potential energy  (GB), using the same minimization protocol as that 

of EEF1.

ROSETTA

The Rosetta scoring function is an all-atom force field that focuses on short-range 

interactions (ie, van der Waals packing, hydrogen bonding and desolvation) while 

neglecting long-range electrostatics (Kuhlman et al. 2003; Bradley et al. 2005). It was run 

with default values “-score” option to produce the Rosetta score (ROSETTA).

ANOLEA

The Atomic Non-Local Environment Assessment program (Melo et al. 1997; Melo and 

Feytmans 1997; 1998) relies on atomic distance-dependent and solvent accessibility-

dependent statistical potentials. It was run with the default values, producing three scores: 

the ANOLEA pseudo-energy (ANOLEAPE), percent of residues in the structure that  make 

unfavorable contacts (ANOLEAPUC), and a Z-score of the ANOLEA pseudo-energy 

(ANOLEAZPE).

DFIRE

The DFIRE score (Zhou and Zhou 2002) is a statistical potential summed over all pairs of 

non-hydrogen atoms. DFIRE uses a distance-scaled finite ideal-gas as reference state. 

The DFIRE program was used with default parameters to calculate the score (DFIRE) for 

each model in the test set.
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DOPE

The Discrete Optimized Protein Energy program (Shen and Sali 2006) is a distance-

dependent statistical potential based on a physical reference state that accounts for the 

finite size and spherical shape of proteins. The reference state assumes a protein chain 

consists of non-interacting atoms in a homogeneous sphere of equivalent radius to that of 

the corresponding protein. The DOPE potential was derived by  comparing the distance 

statistics from a non-redundant PDB subset of 1,472 high-resolution protein structures 

with the distance distribution function of the reference state. Two versions of DOPE were 

used: one that assigns a score for a protein by considering the positions of all non-

hydrogen atoms (DOPEAA), and one that only considers the positions of the backbone 

atoms (DOPEBB).

 

Harmonic Average Distance Score 

The weighted harmonic average difference score (Xd) assumes that conserved 

hydrophobic positions in the core are clustered more tightly in an accurate model than in 

an inaccurate model (Pazos et  al. 1997). The calculation relies on an alignment of the 

tested model with homologous sequences and compares the Euclidean distance 

distribution for pairs of the conserved hydrophobic positions against the reference 

distribution for pairs of all positions.
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Modcheck

The Modcheck program relies on the 

! 

C
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C
" #O , and 

! 

O"C
#  distance-based statistical potential implemented in the GenTHREADER 

program (Jones 1999a) and incorporates an estimate of the initial alignment accuracy 

based on a randomly  shuffled set  of alignments. The Modcheck program was used with 

default parameters (MODCHECK).

MODPIPE Assessment Scores

Several model assessment scores are calculated by MODPIPE: a distance-dependent 

statistical potential score (MODPIPEPAIR) (Melo, et al., 2002); an accessible surface 

statistical potential score (MODPIPESURF) (Melo, et al., 2002), a distance and surface 

combined potential score (MODPIPECOMB) (Melo, et al., 2002), a structural compactness 

score (MODPIPECOMP) (Melo and Sali 2007), the target-template sequence identity (Si) 

implied by the target-template alignment, and a machine learning-based potential derived 

by a genetic algorithm protocol (GA341) (Melo and Sali 2007): 

! 
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where the Z-score is calculated for the combined statistical potential score of the model 

using the mean and standard deviation of the statistical potential score of 200 random 

sequences with the same amino acid residue type composition and structure as the model. 

All of the MODPIPE scores were developed and implemented as described elsewhere 

(Melo et al. 2002; Eswar et al. 2003; John and Sali 2003; Melo and Sali 2007).
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ProsaII

The ProsaII program (Sippl 1993a; 1995) uses distance- and surface-dependent statistical 

potentials for C# atoms of all residues in the model. The original ProsaII program was 

used with default parameters to obtain three different scores: a distance-dependent pair 

score (PROSAPAIR), an accessible surface score (PROSASURF), and a combined score 

(PROSACOMB).

Sift

Sift (Adamczak et al. 2004) is a statistical potential-based program that calculates the 

shape of the inter-residue radial distribution function (RDF) for a given model. The RDF 

shape function is compared to an averaged (ie, independent of the amino acid residue 

type) RDF to discriminate properly  packed models from misfolded ones. Sift was used 

with default parameters (SIFT).

Solvx

The Solvx program (Holm and Sander 1992) implements a statistical potential that 

evaluates the solvent contacts made by a model with respect to atomic solvation 

preferences derived from a database of known structures. Solvx was used with default 

parameters (SOLVX). 
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Victor/FRST

The Victor/FRST program (Tosatto 2005) depends on a weighted linear combination of 

three statistical potentials (an atomic distance potential, a solvation potential, and a 

torsion angle potential) for estimating the accuracy  of a protein model. The program was 

used with default parameters (FRST).

Predicted Secondary Structure

The DSSP program (Kabsch and Sander 1983) was used to assign a secondary structure 

state to each residue in a model. The eight-state DSSP assignments were translated to the 

three-state Q3 format following the conventions of EVA (Eyrich et al. 2001). The 

PSIPRED program (Jones 1999b) was used to predict a secondary structure state for each 

residue of the 20 target sequences. Finally, the percentage of amino acid residues that had 

different Q3 states for both the model and the target sequence were calculated 

(PSIPREDPRCT). A weighted score that takes into account the PSIPRED prediction 

confidence was also calculated (PSIPREDWEIGHT) as follows:

where the sum runs only  over the n residue positions that have different Q3 states in the 

sequence (PSIPRED) and the model (DSSP), Ci is the confidence value (0-9) for 

prediction of the state of residue i, and r is the total number of residues in the sequence.
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Comparing assessment scores

All 24 assessment scores were compared to each other by  the average Pearson correlation 

coefficient for the 6,000 model scores in the testing set. The average correlation 

coefficient between every pair of assessment scores was calculated as the average of the 

pair-wise correlation coefficients for each of the 20 templates. A matrix containing the 

correlation coefficients for all comparisons was input into the FITCH program of the 

PHYLIP Package (Felsenstein 1985) to generate a tree representation of the relationships 

between the different scores (Figure 2-7).

Testing of the assessment scores

To determine the accuracy of a score for identifying the most native-like model from a 

set, each of the 20 sets of 300 models was split into 2,000 randomly populated smaller 

sets of 75 models. This split reduced the impact of individual target sets on the final 

ranking of the scores and increased the robustness of the benchmark (Snyder et  al. 2005).  

For each 75-model set, the model with the lowest C" RMSD after rigid body 

superposition to the native structure was used as the reference to calculate the !RMSD 

measure; for the !NO3.5Å measure, the model with the highest native overlap was used 

as the reference. The !RMSD and !NO3.5Å measures were averaged for the 24 scoring 

methods over all 40,000 (20 by 2,000) subsets. The frequency  with which a particular 

score produced the best (or equivalent to the best) !RMSD and !NO3.5Å were also 

calculated, as was an enrichment factor defined by the fraction of the 20 targets for which 

a method was able to select  the best model within the top  N ranked models. Finally, the 
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statistical significance of the difference in performance of any  two scores was assessed by 

the parametric Student’s t test at the 95% confidence value (Marti-Renom et al. 2002).

Support vector machine (SVM) composite score

Ten of the best performing individual scoring methods provided input into the SVM 

software SVMlight (Joachims 1999). The regression mode of SVMlight was used so that a 

number of input features are mapped to an output value. The SVMs were trained to 

predict the RMSD value of a model given a number of input scores. A leave-one-out 

heterogeneous jackknife approach was applied to train all SVMs. For each sequence, an 

SVM was trained by using the remaining 19 sequences as training input (5,700 possible 

models), and its models (300 in total) as the testing set. To avoid noise in the SVM 

training, all models at  least 15 Å C" RMSD from the native structure were removed from 

the training sets. The native structures were not included in the training sets. To accelerate 

the training process, all input scores were normalized to values between -1 and 1. This 

normalization had no effect on the accuracy  of the predicted classifiers, yet  it increased 

the training speed by an order of magnitude.

 

Four different SVM standard kernel types were tested: a linear kernel, a polynomial 

kernel, a radial basis function kernel, and a sigmoid kernel. C-values between 0 and 10 

were tested in increments of 1, and W-values between 0 and 1 in increments of 0.1. In 

excess of 4,000 different training parameters and inputs were tried and assessed; with the 

jackknife protocol, this training resulted in ~85,000 SVMs. The relative weights for each 
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input score in a trained SVM  were calculated by  computing the normalized weighted sum 

of the support vectors, using an SVMlight script. Once the best input features and 

parameters were identified through the jackknife protocol, the composite score 

underlying SVMod was derived by using all models under 15 Å C" RMSD from all 20 

MOULDER sets.
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RESULTS

Testing of 24 assessment scores with the MOULDER decoys

The 24 individual assessment scores were tested for how many times each score obtains 

the best or equal to the best !native overlap (!NO3.5Å) and !RMSD. The DFIRE and 

DOPEAA scores were most frequently the best single scores at discriminating the most 

native-like models from others as judged by !RMSD, obtaining the best or equal to the 

best !RMSD ~25% of the time (Table 2-2). PROSACOMB, PSIPREDWEIGHT, 

MODPIPECOMB, and MODCHECK obtained the best !RMSD 23%, 23%, 21% and 20% 

of the time, respectively. The PSIPREDWEIGHT score at 0.63 Å obtained the absolute 

lowest average !RMSD. Similar results were obtained by ROSETTA at 0.71 Å, 

PSIPREDPERCENT at 0.75 Å, DOPEAA at 0.77 Å, MODCHECK at 0.83 Å, and 

MODPIPECOMB at 0.87 Å. Of the 24 scores, a total of 11 had an average accuracy under 

1.0 Å !RMSD (Tables 2-2 and 2-3a).

Using as a criterion the !NO, the PSIPREDWEIGHT, DOPEAA, and DFIRE scores were the 

most accurate assessment scores, obtaining the best or equal to the best  !NO3.5Å 28%, 

27%, and 26% of the time, respectively (Table 2-2). PROSACOMB, MODPIPECOMB, 

ROSETTA, PSIPREDPERCENT, and MODCHECK obtained the best !NO3.5Å 25%, 25%, 

25%, 23%, and 22% of the time, respectively. The PSIPREDWEIGHT and ROSETTA 

scores at 6.7% obtained the absolute lowest average !NO. Similar results were obtained 

by DOPEAA at 6.9%, DFIRE at 7.1%, MODPIPECOMB at 7.4%, and GA341 at 7.5%. Of 
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the 24 scores, a total of 12 had an average accuracy under 10.0% !NO3.5Å (Tables 2-2 

and 2-3b).

 

Table 2-2
Accuracy of the individual assessment scores on the MOULDER testing set. The percent best is the 
frequency of selecting the best (or equivalent to the best) model in the test set.  The entries are sorted by the 
!RMSD.  

!RMSD (Å) BEST RMSD (%)
!NO3.5Å 

(%)
BEST NO3.5Å 

(%)

SVMod 0.45 29.6 4.5 33.1

PSIPREDWEIGHT 0.63 23.4 6.7 27.7

ROSETTA 0.71 19.4 6.7 24.5

PSIPREDPERCENT 0.75 20.0 8.3 23.2

DOPEAA 0.77 24.7 6.9 25.7

DFIRE 0.82 25.4 7.1 26.8

MODCHECK 0.83 20.0 7.6 22.4

GA341 0.83 16.2 7.5 19.9

MODPIPECOMB 0.87 21.1 7.4 24.8

PROSACOMB 0.88 23.1 7.7 25.1

DOPEBB 0.96 17.2 9.1 20.8

PROSASURF 0.97 19.7 9.0 20.7

GB 1.05 13.9 10.2 14.3

EEF1 1.06 16.9 9.7 20.6

MODPIPEPAIR 1.21 18.2 10.9 17.8

PROSAPAIR 1.34 16.8 11.7 20.0

MODPIPESURF 1.35 16.9 11.3 20.0

FRST 1.54 19.3 13.2 19.2

Xd 1.67 19.0 13.4 21.0

SOLVX 1.74 12.3 15.1 14.4

ANOLEAZPE 1.92 8.2 16.9 9.6

ANOLEAPUC 2.26 7.1 19.8 7.4

SIFT 5.45 2.4 39.7 3.0

ANOLEAPE 9.03 0.0 60.2 0.1
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The ability  of the tested methods to identify native-like models greatly varied across 

different targets (Table 2-3). Thus, the particularities of the MOULDER test set, and not 

only the assessment scores, may have contributed to some of the observed high !RMSD 

and !NO3.5Å values. In particular, all assessment methods averaged worse than 1.25 Å 

!RMSD in the assessment of the 1cewI models. Most  of the models for this relatively 

short, monomeric target  (108 residues) contain a poorly  modeled long loop region (~17 

residues) that largely contributed to the overall global RMSD value. Therefore, models 

with similarly accurate cores may differ solely in this loop. Another example where most 

methods underperformed is the target 1lgaA (average !RMSD higher than 0.5 Å), which 

exists as a homodimer in the crystal structure. The single chain crystal structure contains 

a loop of ~11 residues that points directly into the solvent.  In comparison to 1cewI, the 

overall contribution of this loop to the global RMSD of a model is reduced because of the 

larger size of the protein (279 residues).  In contrast, sets 1bbhA and 1eaf_ had at least 

one score with high accuracy, resulting into an average !RMSD value of < 0.1 Å. 
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Table 2-3a
Average !RMSD (Å) for each MOULDER target set.
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1bbhA 0.08 0.34 0.13 0.27 0.06 0.08 0.05 0.08 0.05 0.06 0.14 0.09 0.40 0.40 0.22 0.23 0.07 0.66 0.94 0.14 0.95 1.07 4.22 13.21

1c2rA 0.22 1.02 0.38 1.66 0.14 0.23 0.57 1.13 1.07 0.65 1.80 0.63 1.06 1.56 1.86 1.47 2.06 1.36 0.27 1.10 1.69 1.65 4.44 6.78

1cauB 0.43 0.53 0.87 0.64 2.05 1.79 0.76 1.10 2.44 2.67 1.74 1.23 2.26 1.68 3.28 4.15 1.79 2.39 11.07 3.77 1.62 1.24 5.22 11.09

1cewI 1.45 1.83 2.76 1.82 1.76 1.35 2.78 1.48 1.60 2.70 3.64 3.14 2.30 3.11 1.79 1.84 2.20 2.06 1.84 4.28 5.47 5.82 6.16 8.89

1cid_ 0.44 0.37 0.53 0.73 0.56 0.43 0.57 0.50 0.50 0.45 0.91 0.43 0.99 0.42 0.58 1.00 0.58 1.86 0.47 0.79 2.71 3.36 7.90 8.73

1dxtB 0.33 0.31 0.75 0.42 0.71 1.30 0.75 1.17 1.01 0.78 0.97 1.83 0.70 0.60 0.49 0.99 2.78 1.63 2.50 2.50 0.91 3.74 2.54 13.05

1eaf_ 0.40 0.44 0.51 0.43 2.60 3.71 0.66 0.73 0.81 0.82 0.37 1.52 0.95 1.56 1.17 0.86 0.80 0.38 0.09 3.74 2.49 3.24 7.05 5.27

1gky_ 0.38 0.38 0.51 0.24 0.70 0.74 0.35 0.56 0.31 0.26 0.58 0.43 1.34 1.58 0.32 0.22 0.31 1.86 0.50 2.48 4.85 5.04 5.16 11.81

1lgaA 0.44 0.64 0.55 0.90 0.87 0.71 1.58 1.81 1.46 2.24 1.25 1.48 0.59 0.73 1.69 2.15 3.36 1.87 1.23 1.27 2.41 4.04 1.08 9.07

1mdc_ 0.32 0.25 0.22 0.22 0.14 0.13 1.23 0.46 0.47 1.21 0.47 0.44 0.21 0.18 1.80 5.05 1.98 0.33 3.04 0.61 2.46 1.28 9.07 11.96

1mup_ 0.30 0.36 0.20 0.42 0.26 0.29 0.16 0.81 0.23 0.20 0.17 0.37 0.32 0.52 0.21 0.18 0.30 0.24 0.18 0.23 0.50 0.53 7.12 8.28

1onc_ 0.30 0.64 0.33 0.42 0.26 0.25 0.27 0.49 0.37 0.30 0.37 0.29 0.36 0.50 0.37 0.28 0.42 1.16 1.05 1.02 0.51 0.72 5.58 3.07

2afnA 0.27 0.79 0.41 0.68 1.22 1.09 0.38 0.48 0.47 0.57 1.40 0.64 2.26 1.68 0.95 0.51 0.39 0.47 1.36 0.95 1.65 1.75 6.83 4.37

2cmd_ 0.97 2.01 0.58 2.09 0.36 0.31 1.54 1.17 1.16 0.75 1.12 1.28 0.66 0.56 0.95 0.60 1.51 1.40 0.60 1.81 1.09 1.63 2.13 11.14

2fbjL 0.34 0.38 0.71 0.50 0.49 0.50 0.32 1.23 1.27 0.62 0.49 1.24 2.17 1.18 1.38 1.62 0.69 0.70 0.10 3.23 1.31 1.28 0.78 9.07

2mtaC 0.35 0.30 1.04 0.74 0.74 0.83 0.64 0.41 0.73 0.51 0.49 0.90 1.12 0.87 1.98 1.13 0.63 8.78 2.23 2.01 1.78 1.45 4.91 8.02

2pna_ 0.14 0.39 0.11 0.62 0.11 0.08 0.19 0.50 0.14 0.30 0.16 0.61 0.27 0.14 0.41 0.37 0.09 0.16 0.15 0.43 1.13 0.35 6.78 5.41

2sim_ 0.58 0.43 0.58 0.54 0.27 0.29 0.92 0.72 0.81 0.54 0.77 0.57 0.47 1.65 0.58 0.73 1.75 0.75 2.42 1.04 1.50 3.12 5.78 10.97

4sbvA 0.92 0.42 2.66 0.69 1.55 1.83 2.51 1.40 1.84 1.50 1.77 1.58 2.29 1.89 2.14 2.85 4.78 2.36 2.78 2.92 1.66 2.44 8.98 10.13

8i1b_ 0.45 0.79 0.43 0.89 0.51 0.49 0.42 0.38 0.58 0.55 0.54 0.41 0.33 0.45 1.94 0.48 0.48 0.37 0.63 0.53 1.69 1.42 7.21 10.30

AVG 0.45 0.63 0.71 0.75 0.77 0.82 0.83 0.83 0.87 0.88 0.96 0.96 1.05 1.06 1.21 1.34 1.35 1.54 1.67 1.74 1.92 2.26 5.45 9.03

STD 0.32 0.48 0.72 0.52 0.71 0.87 0.75 0.45 0.62 0.79 0.83 0.72 0.78 0.75 0.83 1.33 1.25 1.86 2.41 1.29 1.27 1.53 2.38 2.87
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Table 2-3b
Average !NO3.5Å (%) for each MOULDER target set.
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1bbhA 2.5 6.3 4.3 1.6 1.8 1.3 2.7 1.8 2.4 6.2 3.5 3.7 7.6 7.8 3.0 2.6 3.7 8.1 11.2 4.6 13.9 15.2 33.8 85.4

1c2rA 1.6 8.8 4.3 1.9 2.1 7.4 7.4 4.4 4.4 14.2 5.8 14.5 10.6 7.7 15.5 25.0 11.4 9.5 2.8 13.6 14.3 14.2 35.5 59.4

1cauB 6.7 8.9 7.0 19.8 17.8 20.2 9.4 7.5 23.8 10.7 16.3 16.1 20.9 27.0 28.0 20.5 33.7 25.4 69.8 28.0 23.9 17.4 52.1 70.1

1cewI 10.6 13.1 14.6 13.0 8.7 10.5 10.0 16.0 15.6 14.6 17.8 19.8 19.2 14.9 11.5 13.0 13.2 13.2 17.6 22.9 26.8 28.1 23.9 38.3

1cid_ 4.9 3.8 5.0 5.5 4.5 6.7 6.3 6.9 5.3 7.6 4.7 9.3 5.5 9.3 6.8 6.4 9.0 13.6 4.5 7.1 21.7 27.0 51.9 63.6

1dxtB 2.5 3.4 6.7 7.4 11.8 5.9 8.7 8.0 5.8 3.3 18.3 13.8 5.2 7.6 3.7 22.2 5.8 13.3 25.8 20.5 10.3 31.9 27.3 88.9

1eaf_ 2.8 2.9 5.5 14.7 21.0 5.5 5.7 5.3 5.0 3.9 8.7 3.4 10.6 8.5 8.4 6.0 6.1 2.1 0.9 21.7 15.5 19.8 43.4 37.3

1gky_ 1.8 1.7 5.1 4.4 4.7 2.0 3.8 2.6 2.9 1.5 3.0 4.1 11.9 13.3 3.9 3.7 2.9 18.4 3.3 22.1 40.6 44.4 41.4 58.3

1lgaA 2.8 4.8 5.9 10.1 8.6 9.3 10.6 11.0 14.3 6.6 12.0 13.5 7.9 7.2 10.8 22.7 13.5 12.3 12.8 10.6 27.9 41.2 7.8 57.2

1mdc_ 4.5 3.6 3.6 1.9 1.7 6.6 6.0 14.9 8.3 3.1 4.0 7.9 2.6 3.6 14.9 20.1 44.3 4.5 24.2 4.2 17.8 12.0 71.1 88.6

1mup_ 1.7 2.9 1.9 1.8 2.5 1.8 7.4 2.1 2.9 4.6 3.7 1.8 6.5 5.1 2.0 1.3 2.6 2.7 2.0 1.9 4.3 4.7 37.8 59.0

1onc_ 4.2 7.9 4.5 2.2 2.2 3.8 4.9 3.2 3.8 8.4 3.5 2.7 5.9 4.0 3.5 4.6 2.9 16.9 9.4 13.6 6.6 7.6 49.8 40.3

2afnA 3.5 8.1 4.9 8.7 8.2 9.2 7.1 5.0 9.1 7.4 10.8 13.3 12.2 17.2 14.1 4.6 7.1 7.5 16.9 13.1 11.1 12.5 52.7 38.3

2cmd_ 9.6 19.7 3.0 3.2 2.9 7.9 12.9 9.9 6.3 21.0 10.7 10.3 4.6 6.0 6.3 9.9 4.4 8.8 7.5 18.0 7.1 16.3 24.3 67.0

2fbjL 4.4 6.3 8.5 7.1 7.8 10.0 11.6 4.8 7.4 6.2 10.5 7.9 12.2 19.5 10.8 7.4 16.6 7.6 1.6 25.9 11.3 18.4 8.6 50.7

2mtaC 4.9 5.2 12.5 8.4 8.9 8.5 4.8 7.4 7.2 11.2 11.5 7.7 14.3 10.0 21.1 8.1 12.7 73.4 23.9 25.4 22.9 19.3 52.4 79.2

2pna_ 3.9 5.9 2.8 3.5 2.9 2.7 7.7 4.2 5.6 10.1 7.0 4.4 2.1 6.6 5.8 2.7 6.6 4.2 3.4 7.5 12.5 5.2 56.8 51.5

2sim_ 3.3 2.1 5.4 3.7 3.8 7.0 5.7 3.5 3.2 2.6 6.3 3.0 10.9 2.9 7.1 8.7 6.1 4.6 11.4 9.5 8.5 13.1 25.5 53.8

4sbvA 7.7 2.2 25.5 16.0 16.7 15.9 13.1 27.2 16.9 6.9 17.0 16.3 16.0 19.6 20.6 32.2 27.5 13.9 15.4 24.9 16.4 23.9 49.5 54.4

8i1b_ 6.1 15.5 3.4 4.1 4.1 6.9 4.7 5.5 4.6 16.2 5.6 8.6 7.6 6.3 19.2 4.9 3.6 4.8 4.7 7.2 25.3 22.9 47.3 61.8

AVG 4.5 6.7 6.7 6.9 7.1 7.4 7.5 7.6 7.7 8.3 9.0 9.1 9.7 10.2 10.9 11.3 11.7 13.2 13.4 15.1 16.9 19.8 39.7 60.2

STD 2.5 4.8 5.4 5.3 5.7 4.6 3.0 6.0 5.6 5.1 5.2 5.4 5.1 6.4 7.2 9.1 11.2 15.3 15.5 8.3 9.0 10.7 16.3 16.1
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Table 2-3c:
Average RMSD (Å) for each MOULDER target set.

SVM

PSIP
R E D
_ W E
I G H
T

R O S
E T T
A

PSIP
R E D
_PER
C E N
T

D O P
E _ A
A

DFIR
E

MOD
C H E
CK

G A 3
41

MOD
PIPE
_ C O
MBI

P R O
S A _
COM
B

P R O
SA_S
URF

D O P
E _ B
B

GB EEF1

MOD
PIPE
_PAI
R

P R O
SA_P
AIR

MOD
P I P E
_SUR
F

FRSTXd
SOLV
X

A N O
LEA_
ZPE

A N O
LEA_
PUC

SIFT
A N O
LEA_
PE

1bbh 2.60 2.88 2.64 2.80 2.58 2.61 2.57 2.61 2.57 2.58 2.61 2.67 2.92 2.92 2.73 2.75 2.59 3.18 3.44 2.66 3.45 3.59 6.83 15.76

1c2r 3.97 4.82 4.13 5.44 3.88 3.98 4.38 4.89 4.87 4.44 4.37 5.57 4.82 5.31 5.64 5.27 5.88 5.15 4.02 4.90 5.46 5.42 8.01 10.43

1cau 4.06 4.16 4.58 4.32 5.69 5.44 4.43 4.77 5.84 6.10 4.81 5.37 5.92 5.39 6.77 7.61 5.48 6.13 14.71 7.24 5.35 4.90 8.87 14.79

1cew 7.36 7.61 8.61 7.63 7.58 7.15 8.60 7.27 7.45 8.47 8.91 9.46 8.20 8.97 7.61 7.70 7.87 7.93 7.74 10.09 11.34 11.68 11.75 14.78

1cid 3.83 3.76 3.90 4.15 3.93 3.82 3.96 3.89 3.89 3.87 3.81 4.23 4.34 3.80 3.95 4.42 3.98 5.04 3.87 4.17 6.01 6.56 11.41 12.07

1dxt 2.69 2.68 3.11 2.73 3.10 3.68 3.10 3.57 3.36 3.13 4.15 3.35 3.01 2.93 2.81 3.31 5.13 4.03 4.91 4.85 3.23 6.06 4.88 15.41

1eaf 4.34 4.37 4.46 4.37 6.52 7.58 4.61 4.68 4.76 4.73 5.45 4.31 4.90 5.53 5.08 4.79 4.75 4.31 4.04 7.72 6.47 7.22 10.83 9.27

1gky 6.81 6.80 6.91 6.69 7.12 7.17 6.78 6.98 6.74 6.68 6.85 7.02 7.68 7.98 6.74 6.65 6.74 8.30 6.95 8.90 11.17 11.43 11.39 18.10

1lga 3.97 4.21 4.12 4.49 4.45 4.29 5.05 5.37 5.09 5.83 5.02 4.85 4.15 4.34 5.30 5.82 6.87 5.45 4.80 4.86 6.07 7.63 4.63 12.63

1mdc 2.21 2.14 2.12 2.11 2.03 2.02 3.09 2.37 2.38 3.24 2.38 2.38 2.11 2.09 3.71 6.94 3.85 2.23 5.02 2.50 4.37 3.03 10.86 13.90

1mup 3.73 3.78 3.64 3.85 3.70 3.72 3.59 4.28 3.67 3.63 3.80 3.60 3.76 3.96 3.65 3.61 3.73 3.68 3.61 3.67 3.92 3.94 10.65 11.69

1onc 2.63 2.97 2.65 2.77 2.59 2.59 2.60 2.83 2.71 2.64 2.62 2.69 2.69 2.84 2.71 2.61 2.75 3.47 3.38 3.33 2.85 3.08 8.14 5.38

2afn 4.20 4.72 4.33 4.61 5.15 5.02 4.30 4.42 4.40 4.48 4.54 5.31 6.18 5.76 4.83 4.45 4.31 4.41 5.33 4.86 5.58 5.66 10.79 8.39

2cmd 3.63 4.70 3.26 4.77 3.05 2.96 4.25 3.88 3.86 3.45 4.01 3.79 3.35 3.24 3.65 3.27 4.19 4.09 3.26 4.49 3.75 4.28 4.80 13.95

2fbj 2.80 2.86 3.20 2.97 2.96 2.98 2.78 3.66 3.74 3.10 3.69 2.97 4.59 3.63 3.80 4.08 3.11 3.15 2.57 5.68 3.76 3.70 3.22 11.51

2mta 2.67 2.62 3.37 3.07 3.02 3.12 2.96 2.77 3.06 2.84 3.21 2.82 3.49 3.19 4.34 3.49 2.96 11.10 4.48 4.32 4.09 3.70 7.18 10.41

2pna 3.37 3.63 3.35 3.83 3.34 3.31 3.43 3.73 3.38 3.55 3.82 3.39 3.49 3.38 3.66 3.61 3.33 3.40 3.39 3.67 4.40 3.60 9.95 8.69

2sim 5.35 5.20 5.34 5.32 5.06 5.07 5.71 5.50 5.55 5.32 5.31 5.51 5.28 6.45 5.38 5.52 6.57 5.56 7.23 5.83 6.29 7.96 10.41 15.83

4sbv 8.69 8.11 10.21 8.39 9.26 9.51 10.13 9.15 9.44 9.20 9.22 9.48 9.84 9.55 9.73 10.57 12.44 10.18 10.54 10.59 9.35 10.14 16.57 17.73

8i1b 3.62 3.95 3.59 4.07 3.67 3.63 3.59 3.54 3.74 3.71 3.56 3.72 3.49 3.61 5.17 3.66 3.65 3.54 3.80 3.69 4.91 4.64 10.35 13.45

AVG 4.13 4.30 4.38 4.42 4.43 4.48 4.50 4.51 4.53 4.55 4.61 4.62 4.71 4.74 4.86 5.01 5.01 5.22 5.35 5.40 5.59 5.91 9.08 12.7

STD 1.71 1.63 2.03 1.65 1.93 1.98 1.99 1.71 1.78 1.87 1.86 2.05 2.00 2.11 1.79 2.04 2.32 2.41 2.92 2.34 2.44 2.69 3.17 3.30
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Table 2-3d
Average NO3.5Å (%) for each MOULDER target set.

S V M
od

P S I P
R E D
_WEI
GHT

R O S
E T T
A

D O P
E _ A
A

DFIR
E

MOD
P I P E
_ C O
MB

G A 3
41

MOD
C H E
CK

P R O
S A _
COM
B

P S I P
R E D
_PER
C E N
T

P R O
SA_S
URF

D O P
E _ B
B

EEF1 GB

MOD
P I P E
_ PA I
R

MOD
P I P E
_ S U
RF

P R O
SA_P
AIR

FRSTXd
SOLV
X

A N O
LEA_
ZPE

A N O
LEA_
PUC

SIFT
A N O
LEA_
PE

1bbhA84.30 80.35 82.58 85.25 84.96 85.38 84.10 84.97 84.45 80.46 83.24 82.88 79.10 79.06 83.86 84.28 82.67 78.46 75.56 82.26 73.06 71.96 56.41 1.44

1c2rA 76.98 69.63 73.72 76.49 76.39 71.25 70.98 73.99 74.11 64.07 72.62 63.91 67.75 70.88 63.38 54.03 67.30 69.45 75.67 64.81 64.18 64.35 44.48 18.44

1cauB 71.08 68.96 71.12 58.17 60.40 57.01 68.32 70.37 53.25 66.88 61.28 61.66 56.98 50.69 49.38 56.88 43.22 51.97 8.01 48.78 54.02 60.55 26.23 8.46

1cewI 30.56 28.09 25.24 27.79 31.76 30.16 30.82 24.53 24.95 26.31 23.12 21.13 21.82 26.04 29.39 27.90 27.53 27.70 23.39 17.81 13.54 12.83 16.95 2.35

1cid_ 67.32 68.66 67.37 66.58 67.54 65.47 65.66 65.26 66.72 65.02 67.29 63.09 67.09 63.08 65.42 65.78 64.21 58.32 67.87 65.00 50.73 46.29 21.31 8.58

1dxtB 88.38 87.72 84.05 83.42 79.00 84.54 81.62 82.86 85.29 87.68 72.46 76.39 85.81 83.45 87.04 68.38 85.24 77.30 64.85 70.15 80.54 59.73 63.93 1.92

1eaf_ 65.17 64.94 62.20 53.98 47.63 62.41 62.10 62.41 63.10 64.16 59.49 64.42 57.08 59.38 59.51 62.03 61.67 65.72 67.06 46.06 52.76 48.01 24.57 31.23

1gky_ 59.42 59.50 56.22 56.63 56.45 59.19 57.38 58.52 58.19 59.67 58.15 57.15 48.74 47.83 57.17 57.62 58.20 44.63 58.21 39.59 20.10 16.70 18.92 2.75

1lgaA 78.88 76.86 75.23 70.94 73.20 72.45 70.87 71.13 67.23 75.16 69.48 67.97 73.79 74.31 70.56 59.41 68.13 69.56 69.63 70.83 54.04 40.35 73.64 24.09

1mdc_89.79 90.83 90.79 92.45 92.58 87.52 88.51 79.06 85.54 91.24 89.83 86.46 91.60 90.78 79.50 75.24 49.96 89.85 69.84 89.93 78.27 82.14 23.71 5.70

1mup_73.86 72.81 73.71 73.71 73.15 73.87 68.20 73.53 72.73 71.27 72.12 73.86 69.20 70.45 73.62 74.35 72.98 72.97 73.55 73.56 71.31 70.90 36.94 15.95

1onc_ 87.33 84.16 87.13 89.38 89.35 87.76 86.78 88.39 87.69 83.76 88.10 88.83 85.81 87.44 88.12 86.96 88.55 74.19 82.08 78.32 85.01 83.89 42.59 50.84

2afnA 71.49 66.80 69.93 66.21 66.91 65.93 67.79 70.03 65.80 67.46 64.34 61.84 62.65 57.81 60.97 70.39 67.82 67.58 58.31 61.60 63.90 62.43 23.52 36.93

2cmd_76.00 65.89 82.45 82.34 82.60 77.56 72.11 75.42 78.99 64.47 74.75 75.28 80.85 79.71 79.23 75.33 81.02 76.72 77.99 67.90 78.37 69.56 60.96 19.37

2fbjL 83.01 80.74 78.45 80.02 79.51 77.39 75.68 81.99 79.99 81.00 76.61 79.24 74.37 67.87 76.59 80.05 70.19 79.52 85.63 61.99 76.12 68.90 79.53 36.34

2mtaC81.39 80.90 74.07 77.65 77.03 78.63 81.42 79.03 79.52 74.94 74.72 78.68 72.16 76.23 66.19 78.14 73.53 13.96 61.94 60.79 62.08 66.51 35.15 7.28

2pna_ 75.82 73.84 76.77 76.25 76.82 77.07 72.09 75.47 74.24 69.72 72.53 75.24 77.37 73.41 73.87 76.84 73.28 75.51 76.36 71.60 67.19 74.77 23.01 28.65

2sim_ 61.83 62.70 59.18 61.11 61.06 57.99 59.32 61.30 61.59 62.19 58.46 61.89 54.17 62.11 57.89 55.94 58.59 60.41 53.68 55.21 56.32 50.99 39.61 10.77

4sbvA 48.06 53.18 30.59 39.14 38.91 38.98 43.07 28.43 38.69 48.60 38.61 39.14 39.27 36.10 34.98 22.66 28.33 41.12 40.29 30.97 39.27 31.19 6.59 0.93

8i1b_ 68.76 59.85 72.27 71.28 71.16 67.87 70.73 69.74 70.75 59.07 69.64 67.12 68.20 69.16 55.68 70.49 71.78 70.31 70.48 68.15 50.07 52.47 26.91 13.65

AVG 72.0 69.8 69.7 69.4 69.3 68.9 68.9 68.8 68.6 68.2 67.3 67.3 66.7 66.3 65.6 65.1 64.7 63.2 63.0 61.3 59.5 56.7 37.3 16.3

STD 14.3 14.0 16.8 16.4 16.0 15.2 14.0 16.5 16.0 14.4 15.5 15.8 16.9 16.6 15.8 16.7 16.8 18.9 19.4 17.4 19.0 19.7 20.2 14.3

Despite the differences in performance for each target, an average !RMSD under 0.05 Å 

and an average !NO3.5Å score of 0.4% can be achieved by selecting the model based on 

the most accurate method for each target. This result indicates that at least one of the 24 

tested scoring methods was able to identify  a model close to the best model for all targets 

in the set (Table 2-3).
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A Student’s t-test to assess the significance of the difference between two methods 

(Marti-Renom et al. 2002) indicates that 9 assessment scores (PSIPREDWEIGHT, 

ROSETTA, PSIPREDPERCENT, DOPEAA, DFIRE, Modcheck, MODPIPEGA, 

MODPIPECOMB, ProsaCOMB) outperformed all other methods with statistical significance 

at the 95% confidence level (Figure 2-2). Despite being ranked lower than 17 other 

scores, the Xd score was not shown to be statistically worse or better than the other 

assessment scores due to a very high standard deviation of the !RMSD.
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Figure 2-2
Comparison of accuracies (#RMSD) of the individual assessment scores.  Upper diagonal: gray and white 
squares indicate pairs of methods whose performance are and are not statistically significantly different at 
the confidence level of 95%, respectively. Lower diagonal: the intensity of gray is proportional to the 
#RMSD between the compared methods.  

Testing of the composite SVM score with the MOULDER decoys

Eleven scores (PSIPREDWEIGHT, ROSETTA, PSIPREDPERCENT, DOPEAA, DFIRE, 

Modcheck, GA341, MODPIPECOMB, MODPIPEPAIR, MODPIPESURF, and Xd) were used 

as inputs to train SVMs using the jackknife protocol (Methods). Though the list was 

biased to include the best scores, those selected were not simply the top 11 ranked 
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individual scores. Some scores were omitted because their performances correlated with 

other scores (eg, ProsaIICOMB and MODPIPECOMB, and DOPEAA and DOPEBB have 

correlation coefficients of 0.95 and 0.90, respectively, Figure 2-7). However, DOPEAA 

and DFIRE were both included, in spite of a very  high correlation coefficient (0.98), as 

they  were among the very  best individual scores tested. It was hoped that the combination 

of these two scores, which use different reference states and were trained using different 

decoy  sets and parameters, could have a synergistic effect. The CHARMM EEF1 and GB 

scores were omitted due to their sensitivity on the model coordinates (Lazaridis and 

Karplus 2000) and the corresponding strong dependence on the model minimization 

protocol preceding the assessment (Discussion). Finally, despite being ranked lower than 

FRST, Xd was selected because it could not be statistically distinguished from the best-

performing methods (Figure 2-2).

Of the ~85,000 SVMs tested with different feature inputs, kernel types, and training 

values, the best performing class combined PSIPREDPRCT, DOPEAA, MODPIPECOMB, 

MODPIPEPAIR, MODPIPESURF, and PSIPREDWEIGHT as feature inputs with a linear 

kernel, default  C-value, and a W value of 0.1. The SVM method searches for a linear 

combination of the individual scores by optimizing the approximation of the RMSD error 

of the model:

! 

SVMod = 0.22 PSIPRED
WEIGHT

'( ) + 0.000045 DOPE
AA

'( ) + 0.23 MODPIPE
COMB

'( ) "

0.0036 MODPIPE
PAIR

'( ) + 0.1 MODPIPE
SURF

'( ) +1.35 PSIPRED
PERCENT

'( ) + 4.13
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where primes indicate the normalization of the input PSIPREDWEIGHT, DOPEAA, 

MODPIPECOMB, MODPIPEPAIR, MODPIPESURF, and PSIPREDPERCENT scores by dividing 

the raw values by 10, 10000, 1, 100, 10, and 1, respectively, prior to SVM  training. Given 

the weights of the normalized scores and the typical magnitudes of each of the individual 

scores, the relative contributions of PSIPREDWEIGHT, DOPEAA, MODPIPECOMB, 

MODPIPEPAIR, MODPIPESURF, and PSIPREDPERCENT in SVMod are approximately  39%, 

8%, 4%, 7%, 18%, and 24%, respectively.

The jackknife test confirmed that these inputs and parameters produced an SVM 

composite score that consistently outperformed any of the 24 individual scores. Using the 

!RMSD criterion, the composite score was the best assessment score in ~30% of the 

40,000 testing subsets (Table 2-2). The next-best scores were DFIRE and DOPEAA, 

which obtained the lowest average !RMSD for ~25% of the time. The average !RMSD 

for the composite score was 0.45 Å, outperforming by 0.18 Å the absolute best individual 

method, PSIPREDWEIGHT (Figure 2-3, Table 2-3a). 
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Figure 2-3
Comparison of accuracies (#RMSD) of the assessment scores used to develop the SVMod score. Upper 
diagonal: gray and white squares indicate pairs of methods whose performance are and are not statistically 
significantly different at the confidence level of 95%, respectively. Lower diagonal: the intensity of gray in 
each box is proportional to the pair-wise #RMSD between the scores listed on the axes (absolute 
differences indicated).

Using !NO3.5Å as an accuracy  criterion, the jackknife composite score was best  in 33% 

of the subsets, outperforming next-best scores PSIPREDWEIGHT, DFIRE, and DOPEAA, 

which obtained the lowest average !NO3.5Å for 28%, 27%, and 26% of the time, 

respectively (Table 2-2). The composite score was also the best method assessed by the 

!NO3.5Å criterion. The average !NO3.5Å for the composite score was 4.5%, 
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outperforming the best individual scores, PSIPREDWEIGHT and ROSETTA, by 2.2% 

(Tables 2-2 and 2-3b).  Thus, though the composite score was trained to predict an RMSD 

value, it was still able to outperform each individual method at identifying the best 

models of a set by the native overlap criterion.

The average correlation coefficient between the composite score and the actual RMSD 

for all 20-target sets of 300 models was 0.87, ranging from 0.75 to 0.93 (Figure 2-4). The 

averages for all 24 individual scores ranged between 0.23 and 0.87 (Table 2-4a). Despite 

resulting in a similar average correlation coefficient, SVMod selected better models with 

higher frequency than DOPEAA alone.
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Figure 2-4
C" RMSD correlation with the SVMod score for 300 models for the targets with the best (1dxtB, upper 
panel) and worst (1cewI, lower panel) correlations, at r = 0.93 and 0.75, respectively. 
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Table 2-4a
Correlation (r) between the assessment scores and RMSD for all targets in the MOULDER decoy set.

S V
Mod

D O P
E _ A
A

PSIP
R E D
_ W E
I G H
T

PSIP
R E D
_PER
C E N
T

R O S
E T T
A

DFIR
E

P R O
S A _
COM
B

MOD
PIPE
_ C O
MB

MOD
C H E
CK

P R O
SA_S
URF

MOD
PIPE
_ S U
RF

D O P
E _ B
B

G A 3
41

S O L
VX

Xd
P R O
SA_P
AIR

MOD
PIPE
_PAI
R

F R S
T

ANO
L E A
_ P U
C

GB
ANOL
EA_Z
PE

EEF1
ANOL
E A _ P
E

SIFT

1bbhA 0.92 0.92 0.91 0.92 0.80 0.93 0.90 0.89 0.86 0.86 0.85 0.85 0.72 0.73 0.68 0.89 0.84 0.74 0.66 0.75 0.50 0.74 0.11 0.32

1c2rA 0.87 0.93 0.79 0.74 0.82 0.92 0.85 0.82 0.84 0.84 0.84 0.77 0.89 0.82 0.84 0.76 0.66 0.73 0.84 0.81 0.63 0.82 0.42 0.34

1cauB 0.81 0.81 0.83 0.83 0.86 0.76 0.72 0.66 0.75 0.74 0.67 0.71 0.74 0.59 0.34 0.55 0.57 0.69 0.78 0.36 0.70 0.31 0.40 0.39

1cewI 0.75 0.71 0.79 0.80 0.75 0.68 0.63 0.63 0.69 0.59 0.61 0.64 0.72 0.61 0.53 0.61 0.59 0.63 0.41 0.36 0.21 0.30 0.26 0.25

1cid_ 0.84 0.91 0.79 0.78 0.86 0.88 0.75 0.77 0.79 0.82 0.83 0.75 0.65 0.80 0.76 0.45 0.54 0.53 0.69 0.75 0.61 0.80 0.42 0.05

1dxtB 0.93 0.93 0.91 0.91 0.91 0.90 0.92 0.92 0.86 0.87 0.84 0.90 0.77 0.86 0.87 0.91 0.89 0.84 0.66 0.38 0.67 0.32 0.33 0.34

1eaf_ 0.85 0.84 0.82 0.81 0.80 0.82 0.81 0.81 0.81 0.79 0.80 0.77 0.83 0.76 0.86 0.76 0.74 0.71 0.36 0.68 0.33 0.61 0.37 0.10

1gky_ 0.90 0.70 0.88 0.83 0.79 0.57 0.91 0.87 0.90 0.83 0.84 0.56 0.73 0.74 0.80 0.87 0.85 0.67 0.51 0.45 0.37 0.04 0.08 0.07

1lgaA 0.90 0.90 0.88 0.87 0.89 0.89 0.88 0.87 0.90 0.83 0.82 0.79 0.83 0.79 0.84 0.83 0.83 0.80 0.40 0.58 0.56 0.52 0.22 0.36

1mdc_ 0.88 0.87 0.88 0.89 0.84 0.84 0.77 0.82 0.78 0.79 0.79 0.81 0.79 0.77 0.62 0.60 0.77 0.71 0.80 0.82 0.71 0.79 0.22 0.05

1mup_ 0.88 0.87 0.88 0.90 0.88 0.87 0.85 0.78 0.86 0.88 0.87 0.79 0.86 0.87 0.88 0.74 0.68 0.74 0.65 0.80 0.54 0.78 0.01 0.29

1onc_ 0.92 0.94 0.85 0.85 0.91 0.94 0.92 0.89 0.87 0.92 0.90 0.82 0.88 0.87 0.85 0.78 0.73 0.68 0.86 0.49 0.65 0.40 0.76 0.28

2afnA 0.91 0.87 0.86 0.88 0.90 0.83 0.90 0.87 0.88 0.92 0.90 0.77 0.85 0.82 0.86 0.76 0.73 0.84 0.74 0.50 0.71 0.50 0.19 0.17

2cmd_ 0.89 0.88 0.92 0.90 0.87 0.88 0.85 0.86 0.82 0.85 0.81 0.90 0.75 0.75 0.89 0.79 0.86 0.72 0.78 0.83 0.79 0.84 0.33 0.55

2fbjL 0.89 0.87 0.90 0.90 0.88 0.84 0.80 0.82 0.78 0.79 0.79 0.77 0.76 0.70 0.85 0.73 0.75 0.77 0.79 0.74 0.67 0.76 0.44 0.58

2mtaC 0.83 0.92 0.83 0.83 0.78 0.92 0.80 0.72 0.62 0.68 0.63 0.87 0.59 0.72 0.54 0.78 0.60 0.03 0.56 0.50 0.58 0.49 0.22 0.06

2pna_ 0.87 0.89 0.83 0.76 0.79 0.89 0.88 0.83 0.87 0.88 0.88 0.79 0.84 0.83 0.85 0.78 0.68 0.74 0.68 0.64 0.40 0.60 0.37 0.06

2sim_ 0.89 0.89 0.87 0.85 0.88 0.88 0.90 0.90 0.55 0.49 0.49 0.88 0.57 0.41 0.54 0.86 0.88 0.88 0.75 0.79 0.84 0.79 0.55 0.32

4sbvA 0.82 0.84 0.85 0.83 0.83 0.77 0.79 0.75 0.78 0.79 0.66 0.72 0.80 0.74 0.73 0.71 0.68 0.61 0.80 0.37 0.66 0.36 0.12 0.06

8i1b_ 0.92 0.91 0.88 0.86 0.90 0.91 0.90 0.85 0.92 0.91 0.86 0.79 0.79 0.88 0.92 0.79 0.74 0.80 0.74 0.78 0.62 0.78 0.40 0.02

AVG 0.87 0.87 0.86 0.85 0.85 0.85 0.83 0.82 0.81 0.80 0.78 0.78 0.77 0.75 0.75 0.75 0.73 0.69 0.67 0.62 0.59 0.58 0.31 0.23

STD 0.05 0.07 0.04 0.05 0.05 0.09 0.08 0.08 0.10 0.11 0.11 0.08 0.09 0.11 0.16 0.12 0.11 0.18 0.15 0.18 0.16 0.23 0.17 0.17
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Table 2-4b
Correlation (r) between the assessment scores and NO3.5Å for all targets in the MOULDER decoy set.

S V
Mod

P S I P
R E D
_WEI
GHT

D O P
E _ A
A

P S I P
R E D
_PER
C E N
T

R O S
E T T
A

P R O
SA_C
OMB

GA34
1

MOD
C H E
CK

MOD
P I P E
_ C O
MB

DFIR
E

P R O
SA_S
URF

MOD
P I P E
_SUR
F

Xd
S O L
VX

P R O
SA_P
AIR

D O P
E_BB

MOD
P I P E
_ PA I
R

FRST
A N O
LEA_
PUC

GB
A N O
LEA_
ZPE

EEF1
A N O
LEA_
PE

SIFT

1bbhA 0.88 0.85 0.92 0.85 0.87 0.91 0.86 0.88 0.91 0.91 0.89 0.88 0.76 0.80 0.89 0.86 0.88 0.80 0.62 0.80 0.54 0.76 0.19 0.33

1c2rA 0.91 0.85 0.93 0.80 0.83 0.88 0.92 0.85 0.84 0.91 0.85 0.82 0.85 0.80 0.81 0.78 0.72 0.77 0.86 0.84 0.64 0.85 0.40 0.43

1cauB 0.78 0.78 0.66 0.79 0.73 0.67 0.75 0.74 0.66 0.58 0.73 0.68 0.33 0.53 0.48 0.57 0.56 0.63 0.71 0.16 0.56 0.10 0.35 0.29

1cewI 0.73 0.74 0.69 0.75 0.72 0.65 0.75 0.68 0.61 0.64 0.59 0.61 0.55 0.61 0.64 0.64 0.57 0.65 0.38 0.36 0.20 0.30 0.22 0.28

1cid_ 0.83 0.78 0.87 0.77 0.79 0.79 0.72 0.82 0.79 0.83 0.81 0.81 0.85 0.79 0.56 0.76 0.62 0.54 0.63 0.70 0.61 0.73 0.30 0.06

1dxtB 0.87 0.84 0.87 0.84 0.91 0.89 0.89 0.88 0.90 0.81 0.85 0.84 0.90 0.87 0.87 0.80 0.90 0.85 0.62 0.18 0.58 0.11 0.36 0.34

1eaf_ 0.88 0.84 0.86 0.84 0.84 0.86 0.89 0.87 0.86 0.83 0.84 0.86 0.93 0.79 0.80 0.81 0.79 0.77 0.40 0.68 0.41 0.60 0.28 0.07

1gky_ 0.71 0.67 0.64 0.62 0.67 0.75 0.72 0.75 0.72 0.54 0.63 0.66 0.61 0.68 0.76 0.43 0.70 0.53 0.39 0.49 0.35 0.07 0.14 0.10

1lgaA 0.94 0.94 0.94 0.92 0.89 0.92 0.92 0.93 0.89 0.93 0.86 0.81 0.86 0.87 0.88 0.82 0.85 0.81 0.30 0.59 0.49 0.52 0.10 0.44

1mdc_ 0.90 0.90 0.91 0.92 0.79 0.78 0.84 0.81 0.85 0.89 0.80 0.81 0.68 0.83 0.62 0.78 0.78 0.75 0.78 0.85 0.70 0.81 0.15 0.07

1mup_ 0.95 0.94 0.94 0.94 0.94 0.93 0.91 0.94 0.90 0.92 0.91 0.92 0.94 0.92 0.87 0.87 0.82 0.84 0.75 0.85 0.62 0.80 0.15 0.36

1onc_ 0.90 0.84 0.93 0.85 0.91 0.91 0.91 0.87 0.89 0.90 0.86 0.84 0.88 0.84 0.85 0.82 0.81 0.75 0.88 0.50 0.70 0.39 0.61 0.26

2afnA 0.96 0.93 0.92 0.94 0.93 0.92 0.91 0.93 0.91 0.89 0.94 0.93 0.91 0.82 0.78 0.81 0.76 0.91 0.79 0.53 0.74 0.51 0.19 0.23

2cmd_ 0.93 0.88 0.97 0.88 0.95 0.95 0.86 0.95 0.93 0.96 0.92 0.91 0.93 0.82 0.91 0.83 0.90 0.91 0.75 0.85 0.74 0.83 0.40 0.53

2fbjL 0.85 0.86 0.83 0.86 0.82 0.76 0.80 0.76 0.81 0.79 0.75 0.75 0.85 0.69 0.71 0.72 0.76 0.79 0.68 0.68 0.59 0.70 0.40 0.65

2mtaC 0.89 0.91 0.82 0.90 0.79 0.82 0.70 0.69 0.75 0.77 0.74 0.70 0.59 0.74 0.77 0.81 0.65 0.05 0.62 0.09 0.51 0.08 0.07 0.06

2pna_ 0.90 0.86 0.91 0.80 0.85 0.89 0.89 0.89 0.85 0.92 0.89 0.89 0.79 0.78 0.80 0.80 0.71 0.79 0.73 0.70 0.41 0.65 0.36 0.10

2sim_ 0.89 0.92 0.65 0.92 0.65 0.73 0.69 0.69 0.73 0.62 0.69 0.63 0.80 0.54 0.61 0.64 0.66 0.81 0.64 0.46 0.60 0.47 0.43 0.24

4sbvA 0.73 0.75 0.75 0.75 0.77 0.69 0.78 0.69 0.66 0.69 0.69 0.58 0.62 0.69 0.62 0.65 0.60 0.58 0.75 0.34 0.59 0.33 0.08 0.08

8i1b_ 0.92 0.87 0.92 0.85 0.91 0.90 0.87 0.92 0.85 0.92 0.91 0.85 0.94 0.88 0.80 0.77 0.73 0.80 0.68 0.76 0.59 0.76 0.37 0.03

AVG 0.87 0.85 0.85 0.84 0.83 0.83 0.83 0.83 0.82 0.81 0.81 0.79 0.78 0.76 0.75 0.75 0.74 0.72 0.65 0.57 0.56 0.52 0.28 0.25

STD 0.07 0.07 0.11 0.08 0.09 0.09 0.08 0.09 0.10 0.13 0.10 0.11 0.16 0.11 0.12 0.11 0.11 0.19 0.16 0.24 0.14 0.27 0.14 0.18

The SVMod composite score resulted in an enrichment factor 10% higher than any of the 

other tested methods when selecting the top 20 ranked models. SVMod found the most 

accurate model within the top 20 ranked models for 75% of the targets, while DOPEAA, 

DFIRE, ROSETTA, and PSIPREDPERCENT selected the best model for 65% of the targets 

(Figure 2-5).
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Figure 2-5
Enrichment factor defined as the fraction of the 20 targets for which a method was able to select the best 
model within the N best ranked models.

Testing of the SVMod composite score with the MODPIPE decoys

The MODPIPE test set was generated to assess the performance of SVMod in the context 

of large-scale comparative modeling. In particular, the set was designed to test how well 

SVMod could predict the absolute accuracy  of a model, rather than it’s accuracy relative 

to other models. This led to fundamental differences between the MODPIPE and 

MOULDER decoy sets. Because the MOULDER decoy  set was established to evaluate 

the ability of each score to assess the relative accuracy of a model, each of the models for 
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a given target were of the same sequence and length. This made the determination of the 

‘best model’ a straightforward task. In contrast, the models in the MODPIPE decoy set 

greatly varied in sequence and length. For a given target sequence, MODPIPE produced 

models for all aligned templates with a significant alignment score; if these templates 

partly covered the target sequence, only that region of the sequence was modeled. Thus, 

identification of the ‘best model’ is a rather difficult task in the MODPIPE decoys set, 

because one must arbitrarily  decide the way to balance coverage and accuracy. While not 

a good test  for assessing the relative accuracy  of a method, the MODPIPE set serves as 

an important large-scale test for how well SVMod predicts the absolute accuracy of a 

model, a noteworthy feature of SVMod. Of the very  good models (Methods), SVMod 

predicted 53% to have an RMSD within 1Å and 93% within 2Å. Only 14% of the good 

models were predicted by  SVMod to have an RMSD higher than 3Å. For the acceptable 

models (3-5Å), 46% were predicted in the correct  range, with 51% being predicted with 

smaller values of RMSD; 32% were predicted to be in the range 2-3Å.  Finally, 85% of 

the bad models were predicted by SVMod to have an RMSD higher than 3Å. Thus, 15% 

of the bad models were predicted as good (RMSD within 3Å) by SVMod and could be 

considered false positives (Figure 2-6). The correlation coefficient between the actual 

RMSD and the SVMod score for the MODPIPE test set is 0.68.
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Figure 2-6
Bubble plot of the C" RMSD and SVMod score (predicted RMSD) distributions for the MODPIPE set of 
80,593 models.  RMSD measures were grouped in bins of 1Å, with the size of each bin indicated both by 
the intensity and area of the circle.
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DISCUSSION

Summary. Most protein structure prediction programs generate a large number of 

models, making the ability to select the model closest to the native structure essential for 

increasing the accuracy  and utility  of prediction methods (Baker and Sali 2001; Eswar et 

al. 2003). To address the problem of error assessment, 24 individual assessment scores, 

including physics-based energy functions, statistical potentials, and machine learning-

based scoring functions were studied. A composite score was then derived from a subset 

of individual scores. More specifically, SVMod, a fully  automated method, linearly 

combines 6 individual scores that depend on the input model only: the DOPE all heavy-

atom statistical potential; surface, contact, and combined statistical potentials from 

MODPIPE; and two PSIPRED/DSSP secondary  structure agreement scores. The output 

of SVMod is a single score that predicts the accuracy of the model. SVMod outperforms 

all individual tested scores in identifying the best models in the decoy set (Table 2-2 and 

Figure 2-3), and has an equivalent or higher correlation coefficient with the actual C" 

RMSD and NO3.5Å (Figure 2-4) than any  of the individual scores. Thus, SVMod is 

expected to be generally  more useful for predicting errors in protein structure models 

than any of the tested individual scores.

Decoys. To test the ability  of SVMod to predict model errors, two different test sets were 

used: (i) 300 models from each of 20 target/template pairs sharing low sequence identity 

(MOULDER test set) and (ii) 80,593 models of 4,011 different target sequences from a 
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large-scale comparative modeling exercise (MODPIPE test set). Thus, the ranges for the 

RMSD and NO3.5Å measures are similar to that of difficult comparative modeling cases 

(Figure 2-1). The average size of a model in these decoy sets (~175 residues, Table 2-1) is 

close to the average size of a protein domain (Pearl et al. 2005), unlike other decoy sets 

that contain primarily  small models (Samudrala and Levitt 2000; Tsai et al. 2003).  The 

differences between these sets and those of other studies reflect their different aims: 

whereas many model assessment methods try to identify the native structure from among 

a set of decoys (Park and Levitt 1996; Tsai et al. 2003), the goal here was to attempt to 

select the model closest to the native structure, which may  not necessarily  have native-

like characteristics. To discriminate native from non-native structures, an optimal decoy 

set should (i) contain conformations for a wide variety of different proteins; (ii) contain 

conformations relatively close to the native structure (ie, within 4Å); (iii) consist of 

conformations that are not trivially  excludable based on obvious non-protein like 

features; and (iv) be produced by an unbiased procedure that does not use information 

from the native structure (Park and Levitt 1996; Park et al. 1997a). In contrast, for the 

purpose of selecting the best model from among a set of similar models, criterion (ii) 

does not always reflect actual conditions in which a model assessment score is used, as 

even the best model generated by a prediction method—particularly  in de novo 

predictions or comparative modeling based on template proteins with a low sequence 

identity to the target—may often result in RMSD greater than 4Å.

   63



Criteria. The individual and composite assessment scores were assessed by their abilities 

to minimize the !RMSD and !NO3.5Å measures. In essence, this choice of measures is 

equivalent to minimizing the RMSD (or maximizing the NO3.5Å) to the native 

conformation, yet allows for a comparison of the accuracy of a method across different 

test sets (Figure 2-1).  Rank order, a common accuracy  measure, was not used because it 

neglects the fact that models can be considered identical at small differences in !RMSD 

and because the distribution of RMSD and NO3.5Å was not uniform within a set.  For 

example, the !RMSD difference between the 1st and 25th models across the 20 

MOULDER sets varies from 0.27 to 5.7 Å, making the !RMSD a more informative 

measure than rank order. 

Scores. Some trends could be observed from the testing of the 24 individual scores. For 

example, atomic statistical potentials with physical reference states (ie, DOPE and 

DFIRE) were most frequently the best performing individual scores (Table 2-2, Figures 

2-2 and 2-3). PSIPREDWEIGHT and PSIPREDPERCENT, two scores based on the percent 

agreement between the predicted and actual secondary  structure of a model, were the best 

and third-best scores by the !RMSD criterion, respectively; PSIPREDWEIGHT was also the 

best score by the !NO3.5Å criterion. The ROSETTA score, a combination of atomic 

statistical potentials and solvation terms, was the second-best score by !RMSD and 

equivalent to PSIPREDWEIGHT as the most accurate score by the !NO3.5Å criterion. In 

general, statistical potentials outperformed energies from physics-based force fields. This 

observation is in agreement with the suggestion that the statistical potentials are less 
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sensitive to small structural displacements, making them more suitable for assessing 

models with larger errors (Lazaridis and Karplus 2000), and runs counter to the 

contention that physics-based energies may score decoy structures better than do 

statistical potentials (Zhu et al. 2003).  However, not all statistical potentials are 

necessarily better suited for selecting the best model from among a set of similar models: 

EEF1 and GB were more accurate than many  of the statistical potentials tested (Tables 

2-2 and 2-3). It  is also possible that the way  in which the structures were relaxed prior to 

evaluation by EEF1 and GB might have been sub-optimal, and that different relaxation 

schemes would have produced more accurate results. Furthermore, increasing the 

coarseness of a statistical potential did not improve its performance, as all heavy-atom 

potentials (eg, DOPEAA) performed better than their coarser counterparts (eg, DOPEBB), 

and very  coarse potentials such as Xd did not outperform the more fine-grained surface 

and contact potentials tested. The relative orientation between sidechain atoms is better 

encoded by  all non-hydrogen statistical potentials (eg, DOPEAA) than by  a residue-based 

potential (eg, DOPEBB). This feature could explain the differences observed between the 

all non-hydrogen and residue-based potentials.

Solvation scores assume that  protein chains are isolated in an infinitely large continuum 

dielectric medium (water), an assumption that is violated at  least to some degree in 

crystal structures. This assumption, together with the characteristics of the MOULDER 

decoy  set, may have contributed to the relatively poor performance of those potentials 

(eg, surface statistical potential, EEF1, and GB scores). Of the 20 targets of the 
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MOULDER test set, 12 were either solved experimentally as part of an oligomeric 

structure (9 cases) or were presumed to be oligomeric (3 cases). In these cases, models of 

single subunits are presumably harder to evaluate than the models of subunits that exist as 

monomers, particularly for those scores that would penalize for artificially exposed 

binding regions. However, the inclusion of this type of targets in the test sets represents 

an additional level of realism in the testing of comparative modeling where it is often 

unknown whether the target sequence is part of a larger biological complex.

Although many of the 24 tested individual scores performed similarly, the average 

correlation coefficients between them showed that similar performance could not  be 

attributed to particular similarities between the scores (Tables 2-2 and 2-5, Figures 2-3 

and 2-7.  For example, DOPEAA, ROSETTA and the PSIPRED scores performed 

similarly  well, yet the four scores do not  form a cluster. However, scores based on similar 

principles (Methods) were shown to cluster, including: (i) DOPEAA and DFIRE (they are 

both heavy atom distance-dependent statistical potentials); (ii) PSIPREDPERCENT, 

PSIPREDWEIGHT, and SVMod (PSIPRED scores are similar and have large weights in the 

SVMod score); (iii) pair statistical potential scores and their corresponding combined 

scores; (iv) GB and EEF1 (they  are both physics-based solvation energies); and (v) 

PROSASURF, MODPIPESURF, and Solvx (three statistical potential scores that  describe 

solvation) (Figure 2-7).  As noted by others, different  scoring functions seem to favor or 

disfavor different modeling programs or agree with one another, and in many cases no 

obvious explanations can be found (Wallner and Elofsson 2005).
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Figure 2-7
Weighted pair-group average clustering based on a pair-wise correlation distance matrix. Image generated 
by the Phylodendron web server (http://iubio.bio.indiana.edu/treeapp/). Their physical distance represents 
the difference in the pair-wise correlation between any two methods, with one distance unit corresponding 
to a difference of 0.1 from perfect correlation (r = 1.0).
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The jackknife test showed that  the ability  of SVMod to select the best model is 

independent of the SCOP fold type of the native structure, the accuracy  of the closest 

model to the native conformation (correlation coefficient of r = 0.41 between best RMSD 

and composite score average !RMSD), median RMSD value of the decoy set (r = 0.50), 

and fraction of models structurally similar to the best model of the decoys set (r = 0.57). 

Finally, despite the inclusion of PSIPRED-based scores in SVMod, its performance 

showed little correlation to the PSIPRED Q3 accuracy (r = 0.28). To assess the accuracy 

of the PSIPRED scores based on a perfect secondary structure prediction, a PSIPRED 

score that solely relies in the DSSP-based secondary structure assignment was calculated. 

A perfect secondary structure prediction would, presumably, not only be 100% correct 

but also have confidence values of 9 for each residue, making this score equivalent to a 

perfect PSIPREDWEIGHT with confidence value of 9 for each of the residues (Methods). 

The perfect PSIPRED score would improve the #RMSD and #NO3.5Å measures with 

respect PSIPREDPERCENT by  0.12 Å and 2.4%, respectively. While individually  the 

correlation between the SVMod accuracy and a given measure is small, the best 

composite score has a tendency to correctly select the most native-like models on sets of 

globular proteins ranging from 100 to 250 residues, for which there are a number of 

close-to-native models, and from sequences that result in an accurate PSIPRED 

prediction.

Composite score. The composite score implemented in SVMod is a weighted sum of 

PSIPREDWEIGHT, DOPEAA, MODPIPECOMB, MODPIPEPAIR, MODPIPESURF, and 
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PSIPREDPRCT with relative weighs of approximately 39%, 8%, 4%, 7%, 18%, and 24%, 

respectively. These six individual scores were selected from a set of 11 different 

individual scores because of their optimal performance when combined by the SVM. 

Other individual scores were not included in the SVMod optimization for several reasons: 

(i) the ANOLEA, SIFT, and Solvx scores resulted in significantly lower accuracy when 

compared against all other methods (Figure 2-2). Although the three methods use 

different properties to evaluate the accuracy of a model, their statistical potentials are 

sensitive to small changes in the atomic coordinates of individual atoms; (ii) the physics-

based scores (ie, EEF1 and GB) require larger calculation time, which make them 

prohibitive for large-scale applications; and (iii) the PROSA scores were not included due 

to their similarity  to the MODPIPE scores (Melo et al. 2002) as well as DOPEBB, which 

is a derivation of the DOPEAA score (Figure 2-7).

These results support  earlier observations (Jones 1999a; Melo et al. 2002; Wallner and 

Elofsson 2003) that combining disparate assessment scores in a composite score results in 

a more successful method than any of the individual scores for identifying the most 

accurate model within a decoy set. The SVMod test using the MODPIPE decoy set 

indicates that a composite score trained on a small number of models from a limited 

number of targets is general enough to be applied to models having hundreds of different 

folds. In other words, the SVMod score is able to capture subtle properties of individual 

scores that generalize to many different sequences and folds, capturing non-obvious 

relationships between the input scores and the RMSD and NO3.5Å errors.
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Implications for large-scale comparative modeling. SVMod is useful for protein 

structure prediction methods where a key step is the detection of the model closest to the 

native structure from a set of decoys. Although the absolute gains in terms of the !RMSD 

and !NO3.5Å appear to be small, the benefits telescope in a large-scale application, such 

as the comprehensive MODBASE database (Pieper et  al. 2004). MODBASE stores 

comparative models generated by MODPIPE (Eswar et al. 2003) for domains in 1.1 

million of the 1.8 million unique sequences in UniProt (May 2005) (Bairoch et al. 2005). 

Most of the models in MODBASE (2.15 million of 2.97 million models) are based on an 

alignment of the target and the template of less than 30% sequence identity. Those 

alignments likely  contain significant errors that result in inaccurate models. Therefore, 

the ability of SVMod to detect the best model in a set of decoys more often than the 

present score in MODPIPE (GA341) is likely to translate in a significant number of more 

accurate models. It has been shown that the SVMod score results in a 10% higher 

enrichment factor compared to the GA341 score for selecting the closest model to the 

native structure (Figure 2-5). Thus, by using SVMod, one can expect to correctly  select 

the most accurate model for ~110,000 more sequences than with the current MODPIPE.

Although it was shown that  SVMod outperformed all tested individual scores, its current 

implementation is limited by: (i) particular properties of the training set, (ii) the potential 

sub-optimality of the parameters used for the SVM training, and (iii) incorrect 

assessments by  the underlying individual input scores. First, the training set is limited 

primarily  in its size: the use of a larger set would allow for multiple SVMs to be trained 
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on more specific or tailored decoy sets and would reduce the relative contributions of 

poorly assessed targets, such as 1cewI and 1lga_ (Results). Second, while the options 

used in SVM training were extensive, they were by no means exhaustive. Custom kernels 

have not been tested at this time; however, they may find a better global fit  on inputs that 

vary so widely in value and are dependent on other factors (ie, protein length) that are not 

easily normalized. Third, as inaccurate input assessment scores hamper the overall 

accuracy  of SVMod, improvements in individual scores would also improve the 

performance of future versions of SVMod. As these additions are incorporated, the 

performance of the composite score is likely to improve further.
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CHAPTER 3:  Prediction of the absolute accuracy of protein 

structure models.

Though computationally-derived structure models are available for two orders of 

magnitude more sequences than are experimentally determined structures, they generally 

suffer two major limitations that can limit their utility: they frequently contain significant 

errors, and their accuracy cannot be readily assessed.  Indeed, even if a method 

sometimes produces accurate solutions, the average precision is still low (Baker and Sali 

2001; Bradley et al. 2005).  There is currently no practical way to easily and robustly 

assess the accuracy of a predicted structure, which is problematic for the end-users of the 

models, who cannot be certain that a model is accurate enough in the region(s) of interest 

to give meaningful biological insight. It is often only after performing time-consuming 

experiments that a model’s accuracy is determined reliably.  This study aims to address 

the latter limitation of computationally-derived structure models by predicting the C! 

root-mean-squared deviation (RMSD) and native overlap (NO3.5Å) errors of a model in 

the absence of its native structure.

Comparative modeling is the most widely used and generally  most accurate class of 

protein structure prediction approaches (Marti-Renom et al. 2000; Tramontano et al. 

2001; Eswar et al. 2007). The accuracy of a comparative model is weakly correlated with 

the sequence identity  shared between the target sequence and the template structure(s) 

used in the modeling procedure (Sanchez et al. 2000). At high sequence identity  ranges 
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(ie, over 50% sequence identity), comparative models can be accurate enough to be 

useful in virtual ligand screening or for inferring the catalytic mechanism of an enzyme 

(Bjelic and Aqvist 2004; Caffrey  et al. 2005; Chmiel et  al. 2005; Costache et al. 2005; Xu 

et al. 2005). At lower values of sequence identity, especially below 30%, alignment errors 

and differences between the target and template structures can become major sources of 

errors (Chothia and Lesk 1986; Rost 1999; Sauder et al. 2000; Jaroszewski et al. 2002; 

Ginalski et al. 2005; Madhusudhan et al. 2006; Rai and Fiser 2006). In automated 

comparative modeling of all known protein sequences related to at least one known 

structure, 76% of all models are from alignments in which the target and template share 

less than 30% sequence identity (Pieper et al. 2006), where the corresponding models can 

have a wide range of accuracies (Sanchez et al. 2000; Chakravarty and Sanchez 2004).

Because of the wide accuracy  range of models, many assessment scores have been 

developed for tasks including (i) determining whether or not a model has the correct fold 

(Miyazawa and Jernigan 1996; Park and Levitt 1996; Domingues et  al. 1999; Lazaridis 

and Karplus 1999a; Gatchell et al. 2000; Melo et al. 2002; McGuffin and Jones 2003b; 

Melo and Sali 2007); (ii) discriminating between the native and near-native states (Sippl 

1993b; Melo and Feytmans 1997; Park et al. 1997a; Melo and Feytmans 1998; Fiser et al. 

2000; Lazaridis and Karplus 2000; Zhou and Zhou 2002; Seok et al. 2003; Tsai et al. 

2003; Shen and Sali 2006); (iii) selecting the most native-like model in a set of decoys 

that does not contain the native structure (Shortle et al. 1998; Wallner and Elofsson 2003; 

Eramian et al. 2006; Qiu et al. 2007); and (iv) predicting the accuracy of a model in the 
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absence of the native structure (Wallner and Elofsson 2003; Eramian et al. 2006; Wallner 

and Elofsson 2006; McGuffin 2007).  Despite the large body  of work devoted to the first 

three tasks, however, relatively little work has been devoted to the last task, predicting the 

absolute accuracy  of computational models. Due to the enormity of the conformational 

search problem, prediction methods often produce a large number of models and use a 

score or scores to predict which are most accurate: these approaches determine the 

relative accuracy of models. However, even if the selection score worked perfectly (ie, 

was able to identify the most accurate model from among the many models produced), 

the user does not necessarily  have any sense of the absolute accuracy of the selected 

model. Although the selected model might be more accurate than the others produced, is 

it accurate enough? For example, is the best model expected to have a C! root mean 

square deviation (RMSD) of 2.0Å, or 9.0Å?  Nearly  all traditional assessment scores do 

not address these questions, often reporting scores in pseudo-energy units or arbitrary 

values that correlate poorly with accuracy measures such as RMSD.  Here, the phrase 

absolute accuracy is meant to mean the actual geometrical accuracy, such as RMSD and 

MaxSub (Siew et al. 2000), which could be calculated if the true native structure were 

known. In the absence of the native structure, the absolute accuracy is not known and 

must be predicted.

Predicting the absolute accuracy of a model is particularly  difficult due to the lack of 

principled reasons why an individual assessment score should correlate well with 

accuracy  measures such as RMSD, particularly if the models are not native-like (Fiser et 
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al. 2000).  Attempts to predict absolute accuracy have included methods based on neural 

networks (Wallner and Elofsson 2003), support vector machines (Eramian et  al. 2006) 

and multivariate regression (Tondel 2004). While such approaches can perform well for 

small families or are able to select the most native-like model in a set of decoys that does 

not contain the native structure, no approach has demonstrated a clear ability to predict 

the absolute accuracy of a large, diverse set  of models representative of real-world use 

cases.

 

In this study, a protocol for predicting absolute accuracy by which a model-specific 

scoring function is developed using support vector machine (SVM) regression was 

developed. For an input  comparative model, a unique training set is created from an 

extremely large database of models of known accuracy (ie, their native structures are 

known and their accuracies can thus be calculated). Two predictions are made from this 

training set for each query structure model:  (i) the RMSD of the model and (ii) the native 

overlap (NO3.5Å), where native overlap is defined as the fraction of C! atoms in a model 

that are within 3.5 Å of the corresponding atoms in the native structure after rigid body 

superposition of the model to the native structure (Sanchez et al. 2000). By creating a 

model-specific tailored training set consisting only of models structurally similar to the 

assessed model, the protocol is able to predict  RMSD and NO3.5Å with a high 

correlation to the actual RMSD and NO3.5Å values for a diverse set of 580,317 

comparative models (r  = 0.84 and 0.86, respectively).
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This chapter is organized by first describing the test set and testing database, the metrics 

used to evaluate accuracy, and the process for developing the score (Methods).  Next, the 

performance of the protocol at  predicting absolute accuracy are presented (Results).  

Finally, the implications and application of this approach for large-scale computational 

prediction efforts are discussed (Discussion).
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MATERIALS AND METHODS

Construction of Test Set and Training Database

To create the list of target sequences, all chains in the PDB (25 April 2007 PDB release) 

were clustered at 40% sequence identity, resulting in 10,191 unique chains.  3,926 PDB 

files containing chain breaks, defined as sequentially adjacent C! atoms separated by at 

least 4.0Å, were removed because chain breaks are difficult to robustly model in an 

automated fashion. The resulting list contained 6,265 unique sequences. The template 

profile database was constructed by  clustering the PDB at 95% sequence identity, giving 

15,631 template structures (24 Feb 2007 PDB release), with each template profile built 

using MODELLER’s profile.build command against the UniProt-90 database 

(Apweiler et al. 2004).  

Protein structure models were calculated using MODPIPE, an automated software 

pipeline for large-scale protein structure modeling (Eswar et al. 2003). MODPIPE relies 

on MODELLER (Sali and Blundell 1993) for its functionality  and calculates comparative 

models for large numbers of sequences using different template structures and sequence-

structure alignments. Sequence-structure matches are established using a variety of fold-

assignment methods including sequence-sequence (Smith and Waterman 1981), profile-

sequence (Altschul et al. 1997), and profile-profile alignments (Marti-Renom et al. 2004). 

Increased sensitivity of the search for known template structures is achieved by using an 

E-value threshold of 1.0. The main feature of the pipeline is that the validity  of sequence-
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structure relationships is not pre-judged at the fold assignment stage, but rather is 

assessed after the construction of the model by using several model quality criteria 

including the coverage of the model, sequence identity  of the sequence-structure 

alignment, the fraction of gaps in the alignment, the compactness of the model, and 

statistical energy Z-scores (Melo et al. 2002; Eramian et al. 2006; Shen and Sali 2006). 

Using this procedure, a total of 580,317 unique target/template alignments and 5,790,889 

models were produced.

The test set was constructed by taking the first model produced from each of the 580,317 

unique target/template alignments. The training database consisted of all 5,790,889 

models. All models in the test  set  are also in the training database; this redundancy is 

accounted for during testing so the accuracy of the method is not overestimated.  

Model Accuracy Measures

Three geometric accuracy  measures were used: the C! RMSD value between the model 

and the native structure after superposition, the fraction of C! atoms within 3.5Å of their 

correct positions in the native structure (the native overlap  at 3.5Å or NO3.5Å), and the 

MaxSub score (Siew et al. 2000).  The RMSD and NO3.5Å accuracy for each model 

were calculated by MODELLER’s superpose command. As NO3.5Å is calculated by 

dividing the number of C! atoms within 3.5Å from their correct positions by  the length 

of the sequence, one must choose an appropriate denominator. The number of residues 

actually modeled, not the length of the input sequence, was chosen, making the NO3.5Å 
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measure a local accuracy measure. MaxSub was obtained from the Fischer lab and run 

with default parameters (Siew et al. 2000), with no correction made for the length of the 

input target sequence. 

Model Assessment Scores

MODPIPE produces a number of alignment-based and model-based assessment scores 

that can be used to analyze the quality of the models. For each target/template alignment, 

MODPIPE calculated the sequence identity and the percentage of unaligned (gapped) 

positions.  MODPIPE also calculated five model-based assessment scores: a C!- and C"-

based distance-dependent statistical potential score (PAIR) (Melo et al. 2002); a C"-based 

accessible surface statistical potential score (SURFACE) (Melo et al. 2002); a combined 

distance and surface potential score (COMBINED) (Melo et al. 2002); a fold assessment 

composite score derived by a genetic algorithm (GA341)  (Melo and Sali 2007); and an 

atomic distance-dependent statistical potential score (Discrete Optimized Protein Energy 

or DOPE) (Shen and Sali 2006). Next, each of these scores is outlined.

For each of the PAIR, SURFACE, and COMBINED scores, a Z-score is calculated using 

the mean and standard deviation of the statistical potential score of 200 random 

sequences with the same amino acid residue type composition and structure as the model.  

These three scores were developed and implemented as described elsewhere (Melo et al. 

2002; Eswar et al. 2003).
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The GA341 score was designed to discriminate between models with the correct and 

incorrect fold.  GA341 is a non-linear combination of the percentage sequence identity  of 

the alignment used to build the model, the model compactness, and the Z-score for the 

COMBINED statistical potential.

The DOPE score is an atomic distance-dependent statistical potential based on a physical 

reference state that accounts for the finite size and spherical shape of proteins by 

assuming a protein chain consists of non-interacting atoms in a uniform sphere of radius 

equivalent to that of the corresponding protein. The normalized version (N-DOPE) was 

used instead of the raw score; it is a standard score (Z-score) derived from the statistics of 

raw DOPE scores.  The mean and standard deviation of the DOPE score of a given 

protein is estimated from its sequence. The mean score of a random protein conformation 

is estimated by a weighted sum of protein composition over the 20 standard amino acid 

residue types, where each weight corresponds to the expected change in the score by 

inserting a specific type of amino acid residue. The weights are estimated from a separate 

training set of 1,686,320 models generated by MODPIPE.

Two PSIPRED (Jones 1999b) and DSSP (Kabsch and Sander 1983) agreement scores 

were also calculated: the percentage of amino acid residues that had different Q3 states 

for both the model and the target sequence (PSIPREDPRCT), and a weighted score that 

takes into account the PSIPRED prediction confidence (PSIPREDWEIGHT). These scores 

were implemented as described elsewhere (Eramian et al. 2006).
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Flowchart for predicting RMSD and NO3.5Å 

A flowchart outlining the steps taken to create a tailored training set and make SVM 

predictions is presented in Figure 3-1.  Once a model is built, approximately  20 seconds 

of CPU are needed to calculate the nine individual assessment criteria, followed by an 

additional 10 seconds for the filtering and SVM  stages; additional time is required if 

PSIPRED predictions have not been pre-calculated.
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Figure 3-1

Flowchart depicting the steps to predict the RMSD and NO3.5Å of an input comparative model.

The first step is to determine whether or not the aligned target and template sequences 

share more than 85% sequence identity (Figure 3-1). If so, the RMSD and native overlap 

are predicted to be 0.5Å and 1.0, respectively, and no further steps are taken because 

nearly all comparative models built  on templates sharing such high sequence identity are 

native-like; only  0.9% of the test models surpass this threshold. The second step is to 

store the PDB identification code as well as starting and ending residue indices of the 

template used to produce each model.  
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Next, in the filtering step  the 5,790,889 model training database is first scanned to find all 

examples where the same region of the template was used either as a template or was 

itself the target sequence, modeled using a different template.  A region is considered 

equivalent if the starting and ending points are each within 10 residues of the modeled 

region and its overall length is within 10% of the length of the model.  If an entry in the 

training database used a chain from the same PDB file as the query target sequence, the 

entry  was omitted to ensure that the tailored training set does not result in over-estimating 

the accuracy of the method.  Next, potential matches are filtered by the statistical 

potential scores, and are included in the tailored training set only if the Z-PAIR, Z-

SURFACE, and Z-COMBINED scores are each within 2 units of the score for the input 

model, and the N-DOPE score is within 0.5 units of that of the model.

If the tailored training set  contained fewer than 5 examples, a separate filtering procedure 

is employed to populate the tailored training set; this occurred for 17% (99,947) of the 

test set.  The secondary structure content of the input model is calculated using 

MODELLER’s model.write_data command.  The training database was then scanned 

to find all entries whose size is within 10% of the length of the model, and the helical and 

strand content are each within x ± 10%, where x are the values for the model. Entries 

from the same PDB file as the query target sequence are again omitted. Potential matches 

are then filtered by the statistical potential scores as described.

   83



Finally, two SVMs are trained to predict the RMSD and NO3.5Å of the model.  The 

SVMlight software package was used in regression mode, with a linear kernel, for all 

SVM training (Joachims 1999). The nine training features used are the nine 

aforementioned assessment scores. Tested values of the epsilon width of tube for 

regression training for RMSD varied from 0.01 to 0.2, and values attempted for NO3.5Å 

ranged from 0.01 to 0.1.  The final values selected for the epsilon width of tube for 

regression for the RMSD and NO3.5Å predictions were 0.1 and 0.05, respectively.  All 

other SVMlight parameters were kept at their default values. 

Fold Assessment

The ability  of individual scores to differentiate between correct and incorrect folds was 

assessed using receiver operating characteristic (ROC) plots (Albeck and Borgesen 1990; 

Metz et al. 1998), calculated with MODPIPE’s ROC module.  This module plots the true 

positive rate of classification against the false positive rate on the X-axis. A model was 

defined as having the correct fold if its NO3.5Å value exceeded a threshold; the two 

thresholds used were 0.30 and 0.50.  If the model is correct, the prediction is a true 

positive (TP) if it is classified as correct, and a true negative (FN) if it is classified as 

incorrect.  If instead the model is incorrect, the prediction is a true negative (TN) if the 

model is classified as incorrect, and a false positive (FP) if it is classified as correct.  The 

true positive and false positive rates displayed on the ROC plot are calculated by 

 and , where TP is the count of true positives, P is the sum of true 

   84



positives and false negatives, FP is the count of false positives, and N is the sum of true 

negatives and false positives. 

Comparison to other MQAP Programs

To compare the model-specific approach to another approach for assessing absolute 

accuracy, the stand-alone version of ProQ v1.2 (Wallner and Elofsson 2003) was run for 

all models of the test set. ProQ is a neural network that predicts the LGScore and 

MaxSub of an input model, using a general, rather than a model-specific, training set. 

ProQ was run both with (ProQ-SS) and without (ProQ) PsiPred v2.5 secondary structure 

predictions (Jones 1999b).  The residue-based score ProQres v1.0 (Wallner and Elofsson 

2006) was also run for all models of the test set.  ProQres predicts the accuracy for each 

residue of an input model.  To obtain a single score for a model, the ProQres scores for 

each residue were summed and divided by the number of residues in the model.

ModFOLD (McGuffin 2007) is a neural network that combines data from ModSSEA 

(Pettitt et  al. 2005), MODCHECK (McGuffin and Jones 2003b), and ProQ to predict the 

accuracy  of an input model.  ModFOLD was trained using TM-scores (Zhang and 

Skolnick 2004) and is available as a webserver (McGuffin 2008), which allows a user to 

upload .tar.gz files of up to 1000 models; the user must also upload the sequence of the 

model(s) being assessed.  Because of this manual task and the high computational 

demands the 580,317 model set would place on the ModFOLD server (v1.1), it  was 

instead tested with 36,453 randomly selected models for 225 sequences from the test set.
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RESULTS

Test set properties

An extremely large test set of 580,317 comparative models from 6,174 sequences was 

constructed to test  this protocol.  The properties of the set mirror those observed in large-

scale protein structure prediction efforts (Pieper et  al. 2006).  Most models (461,202 

models; 80%) were from alignments in which the sequence identity between the target 

and template was under 30%, and 94% (541,238 models) had less than 40% sequence 

identity  (Figure 3-2a). The median length of the input sequences was 181 residues, and 

the median model size was 111 residues (Figure 3-2b). Though the median sequence 

length was longer than the ~156 residue average size of protein domains found in the 

PDB (Berman et al. 2000; Shen et al. 2005), 78% of the models (455,347) were smaller 

than this size, reflecting that  local, rather than global, alignments were used for modeling 

(Methods).
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Figure 3-2
Properties of the 580,317 model testing set (a-d).   The Y-axis on the left indicates the number of models 
that fall into the corresponding bin indicated by the X-axis. The line and right Y-axis correspond to the 
cumulative percentage of total models having the appropriate feature.  (a) The global sequence identity 
shared between target/template alignments of the test set.   Approximately 80% of the models are from 
alignments in which the target and template share under 30% sequence identity.  (b) The length distribution 
of models in the test set (median = 111 aa).  (c) The C! RMSD distribution of the models, with a bin size 
equal to 2.0Å (median = 7.0Å). (d) The native overlap distribution, calculated using a cutoff of 3.5Å 
(median = 0.46).

A.
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D.

The accuracy distribution of the models was broad (Figures 3-2c and 3-2d). The median 

RMSD value of the set was 7.0Å, and the median NO3.5Å value was 0.46. Only 6% 

(36,063 models) had RMSD values below 2.0Å, a low number resulting from the filtering 

performed prior to construction of the test set, as well as the inability of the comparative 

modeling protocol to consistently produce models more native-like than the template 

structure.  

Correlations between actual model accuracy and assessment scores

Correlation coefficients were calculated between the nine input features and the three 

geometric accuracy  metrics (RMSD, NO3.5Å, and MaxSub). The accuracy of models 

varied widely as sequence identity decreased (Figure 3-3a), making sequence identity  a 
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relatively uninformative measure for estimating model accuracy. The Pearson correlation 

coefficient (r) between sequence identity and native overlap was only 0.54 (Table 3-1).  

Of the nine features used for SVM training, N-DOPE had the highest correlation 

coefficient with RMSD, NO3.5Å, and MaxSub (Table 3-1).  N-DOPE was particularly 

well suited for identifying near-native (N-DOPE scores below -1.5), or inaccurate (scores 

above 1.0) models.  However, a majority of models (80%) had N-DOPE scores between 

-1.5 and 1.0, where N-DOPE was not strongly  correlated with NO3.5Å (Figure 3-3b) or 

MaxSub (Table 3-1).  For example, the first  and third quartile NO3.5Å values for models 

with N-DOPE values of ~0.0 were 0.15 and 0.64, respectively, giving a wide range 

around the median NO3.5Å value of 0.43.  The correlation coefficient between N-DOPE 

and NO3.5Å was 0.71.

In contrast, the correlation between the actual and predicted native overlap  was 0.86 

(Figure 3-3c).  Furthermore, the median absolute difference between the actual and 

predicted NO3.5Å values was only 0.07, with first and third quartile values of 0.03 and 

0.16, respectively.  The split between predictions that were higher and lower than the 

actual values was 56% and 44%, respectively. The correlation between actual and 

predicted RMSD was 0.84, displaying great linearity even out to high RMSD values 

(Figure 3-3d). The median absolute difference between the actual and predicted RMSD 

values was 1.3Å for all 580,317 models. Considering only those models below 5.0Å 

RMSD, the median absolute difference between the actual and predicted values was only 
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0.71Å.  RMSD predictions were also closely split between those that were higher (48%) 

and lower (52%) than the actual values.

Figure 3-3
The relationships between the actual NO3.5Å and (a) sequence identity (r = 0.54); (b) the normalized 
DOPE score (r = 0.71); and (c) the predicted native overlap (r = 0.86).  In each plot, the diameter of a 
bubble represents the number of examples contained in the 2D bin indicated by the X- and Y-axes. The 
bubble size is comparable between the different plots. Additionally, the median value for each bin is 
depicted by the solid line,  where the upper and lower error bars indicate the third and first quartile values, 
respectively. (d) The relationship between the predicted and actual RMSD (r = 0.84).

A.
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D.

ProQ and ModFOLD were used to compare the performance of the model-specific 

scoring approach to approaches that do not benefit from learning from a specific training 

set. The correlation between the actual and predicted MaxSub scores was highest  for 

ProQ-SS, at 0.72 (Table 3-1), significantly less accurate than the correlation between the 

predicted NO3.5Å and MaxSub of 0.83 given by the TSVMod protocol.  Thus, even 

though the TSVMod protocol was designed to predict NO3.5Å and not MaxSub, the 

resulting predictions were much better correlated with the actual MaxSub scores than the 

ProQ predictions that were designed specifically for this task.
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Table 3-1
Pearson correlation coefficients between scores and accuracy measures.

RMSD Native Overlap (3.5Å) MaxSub

Actual RMSD 1 0.78 0.78

Actual NO3.5Å 0.78 1 0.9

Actual MaxSub 0.72 0.9 1

Predicted RMSD 0.84 0.75 0.74

Predicted NO3.5Å 0.73 0.86 0.83

N-DOPE 0.64 0.71 0.73

Sequence Identity 0.43 0.54 0.54

Z-PAIR 0.37 0.51 0.55

Z-SURFACE 0.4 0.51 0.55

Z-COMBINED 0.41 0.55 0.59

GA341 0.54 0.67 0.69

Percentage unaligned residues 0.35 0.41 0.37

PSIPred Agreement 0.51 0.58 0.63

PSIPred Weighted 0.43 0.51 0.55

ProQ predicted LGScore 0.35 0.49 0.5

ProQ predicted MaxSub 0.5 0.63 0.65

ProQ (SS) predicted LGScore 0.44 0.58 0.6

ProQ (SS) predicted MaxSub 0.57 0.71 0.72

ProQres (SS) 0.41 0.56 0.58

ModFOLD was run on 36,453 randomly selected models for 225 sequences from the test 

set.  The correlation coefficient between the ModFOLD score and RMSD for these 

36,453 models was 0.51, and the correlation coefficient between NO3.5Å and the 
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ModFOLD score was 0.63 (Table 3-2).  In comparison, TSVMod’s correlations were 0.85 

and and 0.88, respectively, which is essentially identical to the values obtained for the full 

test set.

Table 3-2
Comparison between TSVMod and other absolute accuracy predictors.

RMSD Native Overlap (3.5Å) MaxSub

Predicted RMSD 0.85 0.78 0.76

Predicted NO3.5Å 0.76 0.88 0.85

N-DOPE 0.69 0.73 0.75

ModFOLD 0.51 0.63 0.61

ProQ (SS) predicted MaxSub 0.56 0.67 0.67

Fold assessment

Fold assessment is a particularly important problem at lower values of sequence identity, 

when it  is possible that the template used to construct a model does not have the same 

fold, and in large-scale, automated modeling of whole genomes in which no user 

intervention is possible (Marti-Renom et al. 2000).  As expected, the sequence identity  of 

the target/template pair used to construct the model was only marginally  useful for 

assessing whether the model had the correct fold. The GA341 and N-DOPE scores, both 

developed for fold assessment, were better at classifying models correctly. Using 0.30 as 

the NO3.5Å threshold for defining whether or not a model has the correct fold, the 

calculated areas under the ROC curve (Methods) for sequence identity, GA341, N-DOPE 
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and the predicted NO3.5Å were 0.80, 0.86, 0.87, and 0.93, respectively (Figure 3-4).  

With a NO3.5Å threshold of 0.50, these values were 0.81, 0.84, 0.86, and 0.93, 

respectively (not shown).  Thus, using the predicted NO3.5Å value to classify whether or 

not a model has the correct fold was significantly  more accurate than the other fold 

assessment scores tested.

Figure 3-4
Receiver operating characteristic (ROC) curves for four fold assessment classifiers: the predicted native 
overlap (solid black line); the normalized DOPE score (dashed black line); the GA341 score (solid grey 
line); and the sequence identity shared between the target and the template (dashed grey line).  For each 
measure, the area under the curve is noted.  A model was defined as having the correct fold if NO3.5Å $ 
0.30. 
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Residue neighborhood accuracy

Two structure-derived properties, the solvent exposure state and the residue 

neighborhood, were calculated for 25,000 models of 100-200 residues randomly selected 

from the test set (Chakravarty and Sanchez 2004).  The accuracy of a residue’s 

neighborhood was calculated by comparing the contacts made by a residue with its 

neighbors in the model, versus those made by  that residue in the native structure, thereby 

measuring the percentage of contacts that  are accurately  modeled. There was a clear 

decrease in the median neighborhood accuracy (Figure 3-5a) for models constructed from 

target/template pairs sharing less than 40% sequence identity (96% of the 25,000 

models), with an overall correlation of r = 0.57.  In contrast, the neighborhood accuracy 

was more correlated with the predicted native overlap value (r  = 0.82; Figure 3-5b), with 

much tighter first and third quartile error bars.

Residue exposure state

The second assessed structure-derived property was the exposure state of a residue. A 

residue was defined as exposed if it had relative surface accessibility larger than 40%, 

using the method of Lee and Richards (Lee and Richards 1971) calculated by Naccess 

v2.1.1 (Hubbard et al. 1991). Exposure state accuracy was observed to be higher than 

neighborhood accuracy, with a less decrease in accuracy  as sequence identity fell below 

40% (Figure 3-5c). The overall correlation between the sequence identity and exposure 
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state accuracy was 0.56, well below that between the predicted native overlap and correct 

exposure state (r = 0.65; Figure 3-5d).  

Figure 3-5
Relationship between structure-derived properties and the predicted accuracy for 25,000 randomly selected 
models of length 100-200 aa.  (a) The percent correct neighborhood (solid line) is plotted versus the 
sequence identity shared between the target and the template used to construct the model (r = 0.57). The 
solid line indicates the median value for the bin; the upper and lower error bars indicate the third and first 
quartile values for the bin, respectively.  The columns indicate the fraction of examples that are contained 
in each bin (right Y-axis). (b) Relationship between the predicted native overlap and the neighborhood 
accuracy of a model (r = 0.82). (c) The percentage of exposed residues correctly modeled as exposed 
versus sequence identity (r = 0.56).  (d) Percentage of exposed residues correctly modeled as exposed 
versus predicted NO3.5Å (r = 0.65).

A.
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DISCUSSION

Summary.  A limitation of comparative models is that their accuracy cannot be readily 

and robustly assessed. In this study, this problem was addressed by  developing a protocol 

for deriving SVM regression models optimized specifically  for predicting the actual 

RMSD and NO3.5Å values of a model in the absence of its native structure. SVM 

regression was used to combine up to nine features (sequence identity, N-DOPE, Z-PAIR, 

Z-SURFACE, Z-COMBINED, percentage of gaps in the target/template alignment, 

GA341, and two PSIPRED/DSSP scores) extracted from a tailored training set unique for 

the query  structure model being assessed. This protocol is able to predict the RMSD and 

NO3.5Å values for a large, diverse set of comparative models with correlation 

coefficients of 0.84 and 0.86, respectively, to the actual RMSD and NO3.5Å values 

(Table 3-1).

Benchmark set and criteria.  The test set used for this study  consisted of 580,317 

models, for 6,174 sequences.  This set is approximately an order of magnitude larger, and 

contains one to two orders of magnitude more sequences, than typical model assessment 

test sets (Samudrala and Levitt 2000; Tsai et al. 2003; Wallner and Elofsson 2003; 

Eramian et al. 2006). The properties of this set parallel those seen in large-scale 

comparative modeling, and the models span virtually all SCOP (Andreeva et al. 2004) 

fold types (Table 3-3), protein sizes (Figure 3-2b), and accuracies (Figures 3-2c and 

3-2d). There are two features of this test set that reflect the difference between this 
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study’s goal of predicting the absolute accuracy of comparative models and traditional 

model assessment tests. First, the set  contains no native structures, only  models.  A 

common relative accuracy test is that the native structure scores lower than all other 

models (Gatchell et al. 2000). While it is certainly  a necessary  condition that the native 

state is separable from decoys, it  is far from sufficient, particularly in real use cases, 

where the best model produced is often far from native. Second, only one model, rather 

than many, is built per alignment, because the goal was not to determine the ability  of 

assessment scores to identify  the best model from among sets of similar models. Such 

relative accuracy assessments are important because they more closely replicate the real-

world conditions in which assessment scores are used. However, such tests overlook that 

even if the model assessment scores are able to both correctly identify the native structure 

from among a set of decoys and identify the most accurate model from among a set of 

similar models, an end user still has little information about how accurate the model 

actually is.
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Table 3-3
Performance of TSVMod on different SCOP types.

# Sequences # Models RMSD NO3.5Å

Entire Set 6174 573977 0.84 0.86

NMR Template 3124 90257 0.76 0.74

X-Ray Template 6166 483720 0.84 0.87

SCOP All 3589 326314 0.84 0.86

All ! (SCOP A) 795 52905 0.85 0.86

All " (B) 839 142614 0.83 0.85

!/" (C) 867 78056 0.83 0.86

!+" (D) 878 62402 0.87 0.88

Multi-domain (E) 54 2615 0.88 0.91

Membrane/cell surface (F) 76 2760 0.57 0.76

Small (G) 298 19039 0.82 0.84

Coiled coil (H) 83 3538 0.65 0.9

Low resolution (I) 10 294 0.61 0.76

Peptides (J) 64 752 0.48 0.52

Designed (K) 17 746 0.76 0.84

Absolute accuracy prediction.  The prediction of absolute accuracy is a difficult 

problem that has not been given great attention. It has been argued that  there are no 

principled reasons why an individual assessment score should correlate with an accuracy 

metric, particularly if the model is not native-like (Fiser et al. 2000). The data from this 

study supports this contention, as all of the individual statistical potentials tested were 

relatively ill-suited for predicting absolute accuracy (Table 3-1). The DOPE score, for 
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example, has been shown to be an extremely accurate model assessment score in a 

number of studies (Colubri et al. 2006; Eramian et  al. 2006; Shen and Sali 2006; 

Fitzgerald et al. 2007; Marko et al. 2007; Lu et al. 2008), yet correlates poorly  with 

accuracy  measures such as RMSD and NO3.5Å when tested on this study’s large test set 

(Figure 3-3b).  Attempts have been made to predict absolute accuracy by combining a 

number of assessment scores (Wallner and Elofsson 2003; Eramian et al. 2006; McGuffin 

2007).  Even in these studies, however, the reported correlation coefficients between the 

predicted and actual accuracy measures was low, ranging from 0.35 to 0.71; moreover, 

these results were obtained on much smaller and less diverse test sets than the set 

employed here. For example, when the ProQ method was tested on the 580,317 models 

of the test set, the correlation between the actual and predicted MaxSub was only  0.72 

(Table 3-1). Not only was ProQ’s correlation with MaxSub slightly lower than that of N-

DOPE (r = 0.73), but it  was far lower than the correlation between the predicted NO3.5Å 

and actual MaxSub obtained by the model-specific approach (r = 0.83), even though the 

MaxSub score was not predicted by the model-specific protocol. Had MaxSub been 

predicted in place of NO3.5Å, the performance gap between ProQ and the model-specific 

approach could only be larger.  Similarly, the correlation between the accuracy measures 

and the ModFOLD scores were far lower than those between the actual and predicted 

values from TSVMod (Table 3-2).

Advantages of a model-specific scoring function.  These results illustrate the utility of 

constructing a scoring function specific for the input model. A unique feature of the 
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TSVMod approach is the optimization of the weights of the individual scores specifically 

for the fold and size of the model being assessed, rather than for a variety of proteins of 

many shapes and sizes. The difference between the TSVMod approach and other 

composite scores is analogous to the difference between position-specific scoring 

matrices (PSSMs) and generalized substitution matrices (e.g., BLOSUM62) employed in 

alignment algorithms. The use of a tailored training set for optimizing the weights of 

input features is crucial, as different assessment scores perform better for different sizes 

and shapes of proteins, and their contributions to the overall composite score need to be 

adjusted accordingly (Melo et al. 2002). These results show the SVM algorithm can find 

appropriate weights for the features: first, optimally combining the features results in 

scores that correlate well with RMSD and NO3.5Å (Table 3-1), although the overall 

correlation coefficients of each of the input features is low; second, there is a linear 

relationship  between the actual and predicted accuracy (Figures 3-3c and 3-3d).  Most 

importantly, not only  do the predictions correlate well with the actual accuracy of the 

models, but the difference between the actual and predicted values is small (Figures 3-3c 

and 3-3d).

The primary advantage of the TSVMod approach relative to most model assessment 

scores is that the prediction of absolute accuracy  gives users confidence in the use of 

models for their experiments. For comparative models, the sequence identity  shared 

between the target sequence and template structure has historically been used to estimate 

the accuracy of models, as it is easy to calculate and appreciate. Sequence identity, 
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however, is a relatively poor predictor of model accuracy, especially  below 40% (Figures 

3-3a and 3-4, and Table 3-1), and actually adds little to the performance of TSVMod: 

omitting sequence identity  as a feature does not change the correlation coefficient 

between the actual and predicted RMSD, while the correlation coefficient between the 

actual and predicted NO3.5Å is reduced to 0.85 (from 0.86). Given these limitations of 

sequence identity, many researchers have been reluctant to use comparative models based 

on less than 30% sequence identity in their research for fear of errors. The reason is that 

the accuracy of such models can vary widely (Figures 3-3a and 3-4, and Table 3-1) and 

there has been no practical way to robustly and reliably predict the absolute accuracy of 

these models. As a result, the utility of comparative modeling is significantly reduced, 

because 76% of all comparative models are based on less than 30% sequence identity 

(Pieper et al. 2006). The TSVMod model-specific approach would result  in a dramatic 

increase in the number of comparative models correctly assessed as useful by helping 

identify those that are accurate (Figures 3-3a and 3-3b), and filtering incorrect models 

from consideration (Figure 3-4). Of the 580,317 models in the test set, 485,066 models 

(84%) were from alignments with less than 30% sequence identity. 173,139 of these 

models had actual RMSD values below 5.0Å, and were predicted as such (36% of the 

580,317 total models). Figure 3-6 shows two of the many examples where target/template 

alignments shared under 12.5% sequence identity, but the models produced were 

accurate, and assessed as such by the predicted RMSD and NO3.5Å scores.
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Figure 3-6
Examples of successful accuracy predictions where the sequence identity shared between the target and 
template was less than 12.5%, and yet very accurate models were constructed.  Relying upon the individual 
features alone, neither model would be assessed as being very accurate, yet the weighed combination of 
these features using the model-specific assessment protocol leads to accurate assessments. In both images, 
the native structure is colored red and the model is blue.  (a) Sequence from murine neuroglobin (PDB code 
1q1fA) modeled using 1it2A as a template. (b) Sequence of 4-hydroxybenzoyl CoA thioesterase (1q4tA) 
modeled using 1s5uA as a template. 

A.
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B. 

Structure-derived properties.  Similarly, this protocol is able to identify  which models 

are suitable for many common experiments. Relative to purely geometric metrics like 

RMSD and NO3.5Å, the two structure-derived properties calculated here—the 

neighborhood residue accuracy and the percentage of residues correctly  modeled as 

exposed—are informative about the utility  of a model for specific tasks such as guiding 

mutagenesis experiments, biochemical labeling, annotation of point mutations, protein 

design, predicting sub-cellular localization, in silico ligand docking, and prediction of 

protein complex structures. Using the predicted accuracy of the models to estimate the 
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accuracy  of these structure-derived properties results in more precise and accurate 

estimates than relying upon sequence identity (Figure 3-5), as has historically been done.  

Current limitations.  There are, however, a few limitations to this model assessment 

protocol. First, the accuracy of the protocol could be increased at the expense of 

sacrificing coverage (ie, not be able to predict the accuracy for all models). Given the 

current thresholds, TSVMod can predict the accuracy for 83% of the test  set using 

tailored training sets populated by models of the same fold as the model being assessed 

(Figure 3-1 and Methods).  If the minimum training set size threshold was increased from 

5 to 275 and the secondary structure filtering step  is not utilized, predictions could be 

made for only 20% of the test set, but the RMSD and NO3.5Å correlation coefficients 

would increase from 0.84 and 0.86 to 0.90 and 0.92, respectively. A second limitation is 

that errors in the underlying scores can affect the accuracy of the prediction. 

Improvements of these scores, or the addition of other scores, will further increase the 

accuracy  of the method.  For example, multibody potential functions have shown great 

promise for threading, fold recognition, and crystal structure validation when derived 

both at the residue level (Karlin and Zhu 1996; Zhu and Karlin 1996), and the atomic 

level (Delarue and Koehl 1995; Karlin et al. 1999; Summa et al. 2005), as there is 

evidence to suggest that, even at the residue level, higher order interactions play  a crucial 

role in protein folding (Munson and Singh 1997; Kannan and Vishveshwara 1999) and 

function (Karlin and Zhu 1996; Zhu and Karlin 1996).  Addition of a multi-body potential 

to TSVMod could likely further improve its accuracy.
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What’s the upper limit on TSVMod’s accuracy?  This answer relies, in part, upon how 

accurate the underlying experimentally determined structures happen to be.  For example, 

Garbuzynskiy and colleagues (Garbuzynskiy et al. 2005) have shown that in identical 

sequences solved by  both X-ray  and NMR, 23% had obvious, large-scale differences on 

the order of 0.3 NO3.5Å or more.  The C" RMSD value between the structures averaged 

~3Å RMSD.  Significant differences were also observed in the number of contacts per 

residue, and in the number and conservation of hydrogen bonds, observing only a 69% 

correlation between the hydrogen bonds in the X-ray structure versus the NMR structure.  

Eyal et al. (Eyal et al. 2005) showed how identical sequences solved multiple times by x-

ray crystallography still showed significant differences, particularly when the structures 

were solved by  different groups.  They compare that the limit of accuracy of protein 

modeling of x-ray structures is ~0.8Å for the entire protein.  Of this value, ~0.3Å arises 

from differences in crystal packing, with the rest representing normal protein fluctuations.  

The authors also show that 20% of exposed side chains exhibited different CHI1+2 

conformations, with approximately half of the effect also resulting from crystal packing.  

There are also large differences in analyzing models based upon templates solved by  X-

ray crystallography or NMR (Table 3-3).  This is not entirely surprising, given the 

differences in such experimentally determined structures. Ratnaparkhi et al (Ratnaparkhi 

et al. 1998) have calculated the packing values for 70 proteins ranging in size from 29 to 

180 residues for which both the crystal and NMR structures were available, either for the 

same structure or within the same protein family.  Their analysis showed that all crystal 
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structures, with two exceptions, had packing values (as measured by the normalized 

protein surface ratio) lying within the narrow range of 0.34-0.37, whereas the NMR 

structures showed a much larger scatter in packing values, ranging from 0.24 to 0.39.  

Given how these differences would expect the performance of underlying potentials—

pair-wise distance potentials such as DOPE have extremely  difficult times scoring NMR-

derived models well (Shen and Sali 2006)–the upper bound on TSVMod’s performance is 

surely lower than a correlation coefficient of r = 1.0 with the actual accuracy, though 

there is certainly room for improvement over the current version.  

Implications for large-scale modeling.  There are many applications for this model 

assessment protocol.  First, the protocol is being incorporated into a comprehensive 

database of comparative models, MODBASE, to increase the confidence that end users 

have in using such models for their experiments (Figures 3-5b and 3-5d). Second, the 

predicted NO3.5Å value will be used as a filter to ensure that only models assessed to 

have the correct fold are deposited in MODBASE (Figure 3-4). Third, the model-specific 

protocol may  also be a good scoring function for the refinement of comparative models 

because it displays linearity between the actual and predicted accuracy even for models 

that are not native-like (Figures 3-3c and 3-3d). In contrast, a refinement scheme relying 

upon a score such as DOPE would have a more difficult time, only being able to identify 

the unlikely  event of sampling a very near-native solution (Figure 3-3b). Furthermore, 

any refinement scheme built upon the model-specific scoring protocol would have the 

benefit of giving the user an estimate of the actual accuracy  of the model.  Fourth, there 
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would be great value in a version of TSVMod using different feature types that will 

predict per-residue accuracy, in the spirit of similar approaches such as ModFOLDclust 

(McGuffin 2008),  Prosa (Sippl 1993b),  FragQA (Gao et al. 2007), and ProQres (Wallner 

and Elofsson 2006).  A per-residue accuracy version of TSVMod could provide 

knowledge of which parts of a model that are correct and incorrect, and could be used as 

a guide during a refinement process or provide confidence measures to different parts of 

protein models (Wallner and Elofsson 2006).

Finally, though the TSVMod protocol has been principally described in the context of 

evaluating comparative models, the construction of a tailored training set by model size 

and secondary structure content should ultimately be applicable to models generated by 

any method, including de novo predictions. Using this filtering step on the test set and 

using only  alignment-independent scores (N-DOPE, Z-PAIR, Z-SURFACE, Z-

COMBINED, and two PSIPRED/DSSP scores) as input features, TSVMod can currently 

predict the RMSD and NO3.5Å errors with correlation coefficients (r) of 0.80 and 0.81, 

respectively, to the actual errors. These numbers are lower than those of the ‘standard’ 

TSVMod because: (1) the lack of a clearly-defined template precludes the use of the 

more accurate ‘left’ branch of tailored training set construction (Figure 3-1), resulting into 

a suboptimal tailored training set; and (2) several informative alignment-based features 

(GA341, percentage of gapped residues in the alignment, sequence identity) cannot be 

used.  In addition, an application of TSVMod to models calculated by programs other 

than MODELLER may also suffer from the optimization of the TSVMod features 

   112



specifically for MODELLER models (eg, DOPE can be fooled by decoys that  are packed 

extremely tightly, as one would expect in energy-minimized models). Different scoring 

functions seem to favor or disfavor different modeling programs, and in many cases there 

are no obvious explanations for the trend (Wallner and Elofsson 2005).

  In spite of these significant limitations, how well the reduced TSVMod performs 

relative to model quality assessment (MQAP) programs tested at CASP was explored. 

The accuracy  values (RMSD and native overlap) were calculated using MODELLER’s 

superpose command for 30,186 of the CASP7 models; the remaining 10,120 

coordinate files could not be read by MODELLER or the programs used to calculate 

features for TSVMod. TSVMod had correlations with RMSD and NO3.5Å of 0.62 and 

0.73, respectively, and the global Spearman rank correlation coefficient between the 

actual and predicted NO3.5Å values was 0.75.  Though the Pearson correlation 

coefficient values are below those for the ‘full’ TSVMod on the large 580,370 model 

benchmark of 0.84 and 0.86, respectively, the Spearman rank correlation coefficient is 

comparable to the reported values for MQAPs on the CASP7 set  (McGuffin 2007), 

despite the fact that TSVMod was not designed for assessing CASP models. 

Improvement of TSVMod’s performance at assessing such models would be expected if 

additional scores were included as features, and if the TSVMod training database was 

populated with models produced by the method being assessed.

In summary, a model-specific scoring protocol was developed to predict the absolute 

accuracy  of comparative models by optimizing the contributions of up  to nine features 
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via support vector machine regression. This approach has been shown to be able to: 

predict the RMSD with a correlation to the actual RMSD of 0.84; predict the NO3.5Å 

with a correlation to the actual NO3.5Å of 0.86; differentiate between correct and 

incorrect models better than existing methods; identify models with accurate structure-

derived properties better than relying upon sequence identity; and outperform the ProQ 

assessment score in predicting MaxSub of a model, even though the TSVMod approach 

was not developed to predict MaxSub.
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CHAPTER 4:  Minimization of comparative model errors 

inherited from alignment inaccuracies.

Comparative modeling, also called homology modeling, remains the most accurate form 

of computational structure prediction (Marti-Renom et al. 2000; Tramontano et al. 2001; 

Eswar et al. 2007).  The accuracy of a comparative model is weakly  correlated with the 

sequence identity  shared between the target  sequence and the template structure(s) used 

in the modeling procedure (Sanchez et al. 2000). At high sequence identity ranges (ie, 

over 50% sequence identity), comparative models can be accurate enough to be useful in 

virtual ligand screening or for inferring the catalytic mechanism of an enzyme (Bjelic and 

Aqvist 2004; Caffrey  et al. 2005; Chmiel et al. 2005; Costache et al. 2005; Xu et al. 

2005). At lower values of sequence identity, especially below 30%, alignment errors and 

differences between the target and template structures can become major sources of 

errors (Chothia and Lesk 1986; Rost 1999; Sauder et al. 2000; Jaroszewski et al. 2002; 

Ginalski et al. 2005; Madhusudhan et al. 2006; Rai and Fiser 2006). In automated 

comparative modeling of all known protein sequences detectably related to at least one 

known structure, 76% of all models are from alignments in which the target and template 

share less than 30% sequence identity (Pieper et  al. 2006), where the corresponding 

models can have a wide range of accuracies (Sanchez et al. 2000; Chakravarty and 

Sanchez 2004).
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There are four principal steps to most  comparative modeling procedures.  First, one or 

more experimentally determined structures are identified as template structures for the 

target sequence of interest.  Second, the target sequence is aligned to the template(s) to 

determine which residues are to be considered equivalent in the modeling protocol.  

Third, the alignment is used as an input to a modeling program, such as our comparative 

modeling program MODELLER (Sali and Blundell 1993), which extracts spatial 

information from the template structure(s), applies these restraints and user-provided 

information to the target sequence, and finds the best global fit to all input information to 

produce an all-heavy  atom 3D model for the target  sequence.  Fourth, the model(s) 

produced are assessed using a model assessment score; the steps can be repeated if the 

model assessment score indicates problems with any step of the protocol.  The final 

model is then used to rationalize existing experimental data or generate new testable 

hypotheses.  The specific applications for which the model is suited depends on its 

accuracy (Baker and Sali 2001; Eramian et al. 2008).

The best comparative modeling programs are roughly  equivalent in performance when 

used optimally, though there are differences in specific properties such as sidechain 

orientations (Wallner and Elofsson 2005), and it has been reported that, on average, 

MODELLER performs marginally better in overall modeling than others (Dalton and 

Jackson 2007).  Nevertheless, no comparative modeling program has as of yet been 

shown to be able to generally recover from errors in the input alignment.  Thus, the 

accuracy  of the input alignment generally determines the accuracy of the output model 
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(Marti-Renom et al. 2000), and it is generally accepted that the most important 

component of comparative modeling is the choice of template and initial alignment of the 

query sequence to the template structure (Chothia and Lesk 1986; Tramontano et  al. 

2001).  These observations are further supported by  the types of submissions seen at 

many of the recent CASP competitions, where many of the participants use one of a 

handful of similar programs to build models, though esoteric alignment methods are often 

used to produce the alignments.

Accurate alignment of nucleic acid and protein sequences is a key  step to many different 

types of biological problems, including gene annotation, phylogeny determination, and 

protein function annotation (Madhusudhan et al. 2006). Though alignment accuracy is 

not a problem confined to comparative modeling alone, it can be particularly debilitating 

to the accuracy of comparative models.  Poor quality alignments will link the target 

sequence residues to the wrong positions in the template structure, and studies based on 

the misaligned positions, such the prediction of binding sites (Korkin et al. 2005), will be 

affected (Tress et al. 2003). It is rare that poor quality alignments occur between proteins 

sharing high sequence identity, as protein sequence alignments unambiguously 

distinguish between protein pairs of similar and non-similar structure when the pairwise 

sequence identity  is high (>40% for long alignments) (Rost  1999).  As the sequence 

identity  decreases, however, there is a transition from this ‘safe zone’ to the ‘twilight 

zone’.  Doolittle first coined this term ‘twilight zone’ for sequence alignments in the 

region of 20-30% sequence identity, where methods often fail to correctly align pairs of 
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related proteins (Doolittle 1986).  The shift into the ‘twilight zone’ occurs quickly (Rost 

1999), accompanied by an explosive decrease in alignment accuracies: on average, ~20% 

of the positions of such alignments are misaligned (Rai and Fiser 2006). 

Given the importance of alignment accuracy  in general and to comparative modeling in 

particular, great efforts have been made over the last decade to improve the accuracy of 

alignments.  Sequence-sequence alignments typically use one of many pre-determined 

substitution scores (e.g. a substitution score from the BLOSUM (Henikoff and Henikoff 

1992), PAM (Barker et al. 1978), JTT (Jones et al. 1992), GONNET (Gonnet et al. 1992), 

VT (Muller and Vingron 2000), or VTML (Muller et al. 2002) series) that have been 

derived using a specific set of ‘true’ alignments.  Though many such substitution scores 

have been developed, their generalized nature is a drawback when they  are used to align 

distantly related sequences because these substitution scores reflect a standardized 

evolutionary  model, and introduce inconsistencies when applied to non-standard cases 

(Yu et al. 2003). As a result, although the similarity detection between closely  related 

sequences is mostly unaffected by these inconsistencies and produces high-confidence 

alignments, sequences in the ‘twilight zone’ (Doolittle 1986) are extremely hard to align 

because the evolutionary scenario relating them becomes virtually undetectable due to the 

noise introduced by the extent of mutational change that has occurred (Simossis et al. 

2005). 

Along with better substitution scores, the use of profiles (Gribskov et al. 1987) for the 
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target sequence, proposed by Pietrovski (Pietrokovski 1996) and popularized by PSI-

BLAST (Altschul et al. 1997), increased the sensitivity  and accuracy of both fold 

recognition and alignment over standard BLAST and sequence-sequence alignments.  

More recently, the use of sequence profiles for both the target sequence and template 

structure(s) has become a popular approach.  Several groups have published profile-to-

profile aligment methods (Rychlewski et al. 2000; Tress et al. 2003; von Ohsen et al. 

2003; Edgar and Sjolander 2004; Guo et al. 2004; Marti-Renom et al. 2004; Ohlson et al. 

2004; Wang and Dunbrack 2004; Kahsay et al. 2005; Zhou and Zhou 2005a; b).  Using 

profiles for both the target and template has allowed for performance improvements over 

PSI-BLAST, as discussed extensively  in many studies and reviews (Marti-Renom et al. 

2004; Wang and Dunbrack 2004; Kahsay  et al. 2005; Soding 2005; Zhou and Zhou 

2005a; Dunbrack 2006).  Profile-based methods improve the accuracy of protein 

alignments by leveraging the additional information that is obtained when one includes 

other detectably sequences to the comparison.  

Though profile-profile alignment methods have been in existence for many years 

(Pietrokovski 1996), there is great variability  in the way in which the profiles and 

alignments are calculated (Edgar and Sjolander 2004; Marti-Renom et al. 2004; Ohlson et 

al. 2004).  There are several steps that must be performed in creating profile-profile 

alignments, and each involves choices in parameters and algorithms, including (1) what 

sequences to include in a multiple alignment used to build each profile, (2) how to weight 

similar sequences in the multiple alignment and how to determine amino acid frequencies 
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from the weighted alignment, (3) how to score a column from one profile aligned to a 

column of the other profile, (4) how to score gaps in the profile-profile alignment, and (5) 

how to include structural information (Wang and Dunbrack 2004).  Most approaches use 

the standard Smith-Waterman local alignment method (Smith and Waterman 1981) or 

Needleman-Wunsch global alignment method (Needleman and Wunsch 1970), with an 

affine gap penalty  (AGP) of the form g = u + vl, where the gap penalty depends upon the 

gap intiaition and extension parameters, u and v, respectively, and the number of residues 

in the gap, l.  Scoring functions have been shown to all be fairly similar to one another 

once gap penalties are optimized (Wang and Dunbrack 2004); this perhaps misstates the 

magnitude of the problem, however, as the penalty for inserting gaps into an alignment 

between two protein sequences is a major determinant of the alignment accuracy 

(Madhusudhan et al. 2006).  For example, one known problem of AGP alignments is that 

they  often incorrectly align residues to maximize sequence identity, which is a common 

problem when the sequences being aligned share < 30% sequence identity (Madhusudhan 

et al. 2006).   An alternative approach would be to use a variable gap penalty  (VGP) such 

as that developed by Madhusudan et al (Madhusudhan et al. 2006), which penalizes for 

gaps that  are introduced within regions of regular secondary structure, buried regions, 

straight segments and also between two spatially distinct residues, albeit at a significant 

computational cost (~20 times slower than an AGP).

Alignment of hidden Markov models has also been used extensively.  As HMMs are a 

generalization of profiles with more detailed information on the positions of insertion-
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deletion states and a more sophisticated statistical framework, it became clear to a 

number of groups that HMMs might be aligned with each other and therefore be an 

improvement over standard profile-profile alignment methods (Sadreyev and Grishin 

2003; Kahsay et al. 2005; Soding 2005).  Other recent advances in alignment accuracy 

have been made by taking into account many different sources of information for both the 

target sequence and template(s), such as known and predicted secondary  structures (Wang 

and Dunbrack 2004).  The recent trend seems to be combining as many sources of 

information as possible—including amino acid variation in the form of profiles or hidden 

Markov models for both the target  and template families, known and predicted secondary 

structures of the template and target, respectively, the combination of structure alignment 

for distant homologs and sequence alignment for close homologs to build better profiles, 

and the anchoring of certain regions of the alignment based on existing biological data 

(Dunbrack 2006).

Though there have been many such ‘traditional’ alignment methods developed recently, 

there has also been a growing number alternative approaches.  A distinct class of 

alignment methods is populated by the many  varied methods that produce a large number 

of possible alignment solutions, either by  genetic algorithms (Contreras-Moreira et al. 

2003; John and Sali 2003), parametric (Jaroszewski et al. 2002; Chivian and Baker 2006), 

or multiple mapping methods (Rai and Fiser 2006).  To our knowledge, none of these 

methods has been shown to improve upon the accuracy achievable through a modern 

profile-profile alignment method.  Indeed, the improvement gains are often reported over 
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standard sequence-sequence alignments, or compared to PSI-BLAST (see Discussion).  

In light of the advances made in profile-profile methods over the last few years, we have 

here attempted to take advantage of recent advances in model assessment (Eramian et  al. 

2006; Shen and Sali 2006; Eramian et al. 2008), to completely  overhaul our prior genetic 

algorithm-based alignment scheme, addressing many of its weaknesses and dramatically 

improving its accuracy, efficiency  and ease of generalization.  The genetic algorithm 

evolves a population of alignments according to a fitness function, so that the gradual 

accumulation of advantageous features gradually increases the accuracy.

We begin by describing the benchmark set, our protocol for improving the accuracy of an 

input alignment and the model it implies, and the testing criteria in the Methods section.  

Then we discuss the comparative performance gain by the protocol over standard profile-

profile alignments.  We then discuss the implications of the results for comparative 

protein structure modeling (Discussion).
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MATERIALS AND METHODS

Figure 4-1 presents a flow chart of our iterative alignment and modeling protocol.  Given 

an input alignment between a target sequence and one or more template structures, the 

protocol produces a refined model and the refined alignment from which the model was 

produced.  A single master node (“Master”) serves as the main controlling node; 

alignment shuffling, model building and assessment are all handled on N distributed 

compute nodes (“Nodes”).  For a protein domain of typical size (~150 residues), the 

protocol requires approximately  80 CPU days of computation; 200 CPUs are used in a 

distributed fashion for approximately 10 wall-clock hours.  We now describe the 

individual steps of the protocol.
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Figure 4-1
Flowchart depicting the steps to the iterative alignment and modeling protocol.
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Step 1:  Start with an alignment

The starting input is a target sequence aligned to one or more template structures.  Our 

protocol is independent of the method used to generate this initial alignment.  For the 

purposes of this study, we used the alignment.salign() command of MODELLER to 

generate profile-profile starting alignments (Marti-Renom et al. 2004).  This command 

implements a global dynamic programming alignment of two profiles—a sequence 

profile for the target sequence, as well as a sequence profile for the template sequence(s), 

using global dynamic programming to ensure that an optimal alignment is found that 

covers whole sequences.  The sequence profiles for targets and templates were 

constructed using MODELLER’s profile.build() command, with default parameters, 

against a Uniprot-90 sequence database  (Apweiler et al. 2004).

Step 2:  Build 250 models.  Select best by TSVMod score

For the input alignment, 250 models are built using MODELLER’s automodel class for 

automated comparative modeling, using default parameters.  Each of the models 

represents a slightly different starting structure and an independent optimization; the 

average RMSD fluctuation one expects when building many models from the same 

starting alignment for a normal sized protein (~150 residues) is on the order of ~2.5 Å.  

Each model is scored using the TSVMod protocol to estimate its native overlap 

(NO3.5Å) accuracy; the best (ie, highest) TSVMod score is stored as the score for the 

input alignment.
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The TSVMod protocol (Eramian et al. 2008) uses support vector machine (SVM) 

regression to predict the native overlap of each assessed model.  The variant of TSVMod 

used in this protocol combines seven features (sequence identity, N-DOPE, Z-PAIR, Z-

SURFACE, Z-COMBINED, percentage of gaps in the target/template alignment, and 

GA341) extracted from a tailored training set unique for the query structure model being 

assessed to make this NO3.5Å prediction.

These seven features are divided between (1) alignment-based, (2) model-based, and (3) 

both model- and alignment-based scores.  First, the alignment-based scores are the target/

template sequence identity  and the percentage of unaligned (gapped) positions in the 

alignment.  Second, four model-based scores are also calculated:  a C!- and C"-based 

distance-dependent statistical potential score (PAIR) (Melo et al. 2002); a C"-based 

accessible surface statistical potential score (SURFACE) (Melo et al. 2002); a combined 

distance and surface potential score (COMBINED) (Melo et al. 2002);  and an atomic 

distance-dependent statistical potential score (Discrete Optimized Protein Energy or 

DOPE) (Shen and Sali 2006). Finally, a model- and alignment-based score is also used as 

an input feature:  a fold assessment composite score derived by a genetic algorithm 

(GA341) (Melo and Sali 2007) designed to discriminate between models with the correct 

and incorrect fold.  

A flowchart outlining the steps of TSVMod is presented in Figure 4-2.  Once a model is 

built, approximately  20 seconds of CPU are needed to calculate the seven individual 
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assessment criteria, followed by an additional 10 seconds for the filtering and SVM 

stages.  The first step  is to determine whether or not the aligned target and template 

sequences share more than 85% sequence identity (Figure 4-2). If so, the native overlap is 

predicted to be 1.0 and no further steps are taken because nearly all comparative models 

built  on templates sharing such high sequence identity are native-like.   Next, in the 

filtering step the secondary structure content of the input model is calculated using 

MODELLER’s model.write_data command.  The training database is then scanned to 

find all entries whose size is within 10% of the length of the model, and the helical and 

strand content are each within x ± 7.5%, where x are the values for the model.  Next, 

potential matches are filtered by the statistical potential scores, and are included in the 

tailored training set only if the Z-PAIR, Z-SURFACE, and Z-COMBINED scores are 

each within 2 units of the score for the input model, and the N-DOPE score is within 0.5 

units of that of the model.

Finally, a SVM is trained to predict  the NO3.5Å of the model.  The SVMlight software 

package is used in regression mode, with a linear kernel, for all SVM training (Joachims 

1999).  All SVMlight parameters are kept at default  values except for the epsilon tube 

width for regression, which is set to 0.05. 

If the NO3.5Å predicted by  TSVMod exceeds a user-defined threshold, no further model-

building iterations are undertaken, as the user has judged that the model is accurate 

enough for the intended task.  The default value for this threshold is 0.5, chosen because 
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models of this accuracy are very unlikely  to be significantly  improved by  alignment 

shuffling, but rather would be more suitable for loop refinement.

Figure 4-2
Flowchart depicting the steps to predict the NO3.5Å of an input comparative model using TSVMod.

Step 3:  Pass alignments to distributed compute nodes

For the first iteration, each compute node receives a copy of the input alignment(s). In 

subsequent iterations, the top 30 ranked alignments (by TSVMod score) are distributed 
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randomly across the nodes.  All nodes receive 2 randomly selected alignments from 

among the top 30 ranked alignments, so that crossover alignment sampling can be 

performed (Step 4).  

Step 4:  Apply genetic algorithm sampling operators to input alignment(s)

On each node, a series of sampling operators are applied to the input alignments to 

generate a population of diverse child alignments.  Each child alignment is obtained by 

applying 2-5 operators to the input alignments; the number of operators to apply is 

determined based upon the node’s index.  

The five types of sampling operators are: (1) gap insertion, (2) gap deletion, (3) gap shift, 

(4) single point crossover, and (5) double point crossover.  These operators are illustrated 

in Figure 4-3.  The frequencies with which these are attempted are 10%, 10%, 10%, 70%, 

and 20%, respectively.  The sequence and alignment position on which an operator is 

attempted are selected randomly using a seeded random number generator. 

The first type of sampling operator is a gap  insertion.  The length of the gap to be inserted 

is selected randomly  from a uniform distribution of 1-5 residues.  An upper bound of 5 

was chosen because the majority of insertions and deletions are of this length (Pascarella 

and Argos 1992).  The second type of sampling operator is a gap deletion.  The gap 

closest to the random position selected is deleted, up  to 5 residues long.  The length of the 

number of gaps to delete is again selected randomly from a uniform distribution of 1-5 
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residues; if the gap to be deleted is longer than the deletion size selected, the gap will 

persist but be of a smaller size than original.

The third type of sampling operator is a gap shift.  A shift is applied to the gap closest to 

the random position selected, and consists of a gap insertion operation followed by  a gap 

deletion operation.  Each of these operations is independent, and can thus result in a gap 

being larger, smaller, or equivalent in size to the gap that existed prior to the operation.

The fourth type of operator is a single-point crossover, in which one alignment segment is 

swapped with that of one of the parent alignments.  The position of this swap and the 

sequence on which it is applied are selected randomly.

The final type of operator is a double-point crossover.  In a double-point crossover, 

aligned segments from the parent alignments are swapped with the current child 

alignment.  
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Figure 4-3
Depictions of the five alignment sampling operators.

Step 5:  Check the validity of the child alignment

Given that all alignment operators are performed on randomly selected sequences, at 

randomly selected positions, and of randomly selected size, the probability that the 

accuracy  of any  one child alignment has improved over the accuracy  of the parent is low.  

Indeed, it is often the case that the child alignment can be discarded because of obvious 

errors.  The alignment.check() command of MODELLER is applied as a filter to 

discard child alignments containing obvious errors.  This command performs two checks.  

First, the command checks the alignment of the target sequence with each template 

structure present in the alignment:  for all consecutive pairs of C! atoms in the target 
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sequence, the distance between the two equivalent C" atoms is calculated in each of the 

templates.  If this distance is longer than 10.0Å, the alignment is discarded, as the 

alignment between the template and target sequence is almost certainly  incorrect.  If, 

however, the alignment passes this first check, and if multiple template structures are 

present in the alignment, a second check is performed:  for each pairwise superposition of 

the templates, the command reports any equivalent pairs (where equivalency is obtained 

from the alignment) of C! atoms that are more than 6Å away from one another, as they 

are almost certainly misaligned.   This validity check is a computationally trivial (sub 1-

second) check that filters out child alignments that will almost certainly not lead to 

accurate models.

Step 6:  Check the redundancy of the child alignment

If the child alignment passes the prior validity  check, it  is compared first  with its parent 

alignments using MODELLER’s alignment.compare_with() command.  This 

command compares the two alignments and reports the percentage of positions in 

common.  A child alignment is discarded if it shares above 98.0% of the positions with a 

parent alignment, or if it shares fewer than 15.0%; this latter filter is used to prevent large 

alignment differences to arise between parents and children, which can occur by the 

placement of one single gap.  

Step 7:  Build a quick model and assess with TSVMod score

Once an alignment is produced that passes the validity and redundancy  checks, a 
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comparative model is built  using the automodel.very_fast option of the automodel 

class.  This rapid optimization is a CPU-efficient method to build a rough comparative 

model, which is then scored by  TSVMod.  The TSVMod score of this model is taken as 

the score for the child alignment from which it was produced.

Step 8:  Pool and sort alignments according to the TSVMod scores

Once the slave nodes have collectively  built 2500 valid, non-redundant child alignments, 

the head node pools the alignments and their associated TSVMod scores.  The alignments 

are then ranked according to their TSVMod scores.

Step 9:  Distribute top-ranked non-redundant alignments to nodes

The ranked list of alignments is then distributed back to the nodes for more thorough 

model building and assessment.  For the ranked list of alignments, the top ranked 

alignment is sent to the first node.  For all subsequent alignments, the protocol is as 

follows:  the alignment’s redundancy with previously distributed alignments is checked, 

and the alignment is discarded if it  is more than 98.0% redundant with any alignment 

already distributed in this iteration.  This step  ensures that  the computationally  costly  step 

of model building and assessment is only applied to non-redundant alignments that are 

likely to produce models that score well.  A maximum of 250 alignments are distributed 

for model building.  Due to the redundancy checks, it  is possible that fewer than the 

upper limit of alignments is distributed in any given iteration.  
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Step 10:  Build and score 7 models for each alignment

For each alignment, 7 all heavy-atom models are built  using MODELLER’s default 

model building scheme, automodel.  Each model is scored using the TSVMod composite 

score, and the score assigned to the input alignment is the highest of the TSVMod scores 

for the 7 models produced from it.

Step 11:  Collect alignments and their scores.  Rank by TSVMod score

Once all model-building tasks are completed by the compute nodes, the master node 

collects the TSVMod scores for the best model produced by  each alignment.  These new 

scores are then added to the list of all other alignments seen in prior iterations, and the 

total list is sorted by TSVMod score.

If the number of iterations is fewer than 20, or if the number of iterations is greater than 

20 but convergence has not  been reached, the protocol returns to Step 3, where the top 

ranked alignments are then distributed to the nodes to begin another iteration.  

Convergence is met if 20 or more iterations have been completed, and in the last  10 

iterations the highest TSVMod score observed has not increased.  If convergence has 

been reached or the number of iterations equals the maximum number allowed (100 

iterations), the protocol enters step 12.

Step 12:  Build 25 models for each of the 100 best alignments

Once all iterations are complete, the top 100, non-redundant alignments are distributed to 
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the slave nodes.  For each alignment, 25 models are built using MODELLER’s 

automodel class, using very_slow optimization to allow for very thorough 

conformational search.  These models are then scored using the TSVMod protocol.  Of 

the 25 models built, the highest TSVMod score is taken as the score for the alignment.

Step 13:  Selection of the best alignment and model

Finally, the head node collects the alignments and the TSVMod scores from each node.  

The top ranked alignment, by TSVMod score, is returned as the final alignment.  The top 

scoring model produced by this alignment is also returned as the final, refined model.

Model Accuracy Measures

Two geometric accuracy measures were used: the C! RMSD value between the model 

and the native structure after superposition, the fraction of C! atoms within 3.5Å of their 

correct positions in the native structure (the native overlap at 3.5Å or NO3.5Å).  The 

RMSD and NO3.5Å accuracy for each model were calculated by MODELLER’s 

superpose command.  The NO3.5Å value is calculated by  dividing the number of C! 

atoms within 3.5Å from their correct positions by the length of the sequence.
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RESULTS

Test set properties

An established large, diverse set of 300 target/template alignment pairs was used to 

develop this protocol.  This set was originally constructed for the development of the 

SALIGN profile-profile alignment method (Marti-Renom et al. 2004) and has since been 

used by others to benchmark alignment programs (Zhou and Zhou 2005a).  This set is 

divided into a 100-member training set and a 200-member testing set; the training set was 

used to optimize parameters of the protocol and the testing set was used exclusively for 

benchmarking purposes.  The structural properties of this set are outlined in Figure 4-4.
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Figure 4-4
Composition of the 300 reference alignments that constitute the training and testing sets. (A) Distributions 
corresponding to the 100 alignments in the training set. (B) Distributions corresponding to the 200 
alignments in the testing set. The percentage sequence identity is defined by the ratio of the alignment 
positions with the same residue types and the number of aligned positions. The RMSD is calculated over 
the aligned C" atoms. The percentage of structurally equivalent residues was calculated as the percentage 
of residues within 3.5 Å after rigid superimposition.
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Ability of TSVMod to predict the actual accuracy of starting models

For each of the 200 target/template pairs of the test set, a single starting alignment was 

made using SALIGN as described (Methods).  This alignment was then input into 

MODELLER’s automodel class for automated comparative modeling to build a starting 

model; the default parameters of automodel were used.  The resulting 200 models were 

scored using TSVMod to determine how well TSVMod was able to identify alignments 

that produce inaccurate models.  For the 200 models, the Pearson correlation (r) between 

the actual NO3.5Å and the predicted NO3.5Å was 0.86 (Figure 4-5).  This correlation is 

precisely equivalent to that reported in the literature for TSVMod (Eramian et al. 2008).

Figure 4-5
Correlation between the predicted and actual native overlap for models built for each of the 200 target/
template pairs of the test set.
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Ability to improve upon profile-profile alignments.

As of this writing, alignments from the test  set are still being run through the protocol.  

Nevertheless, Table 4-1 and Figure 4-6 give examples of successful optimizations of 

extremely poor input alignments, in which the initial alignment was correctly predicted to 

be poor by TSVMod.

Table 4-1
Performance of the model-refinement protocol on exceptionally difficult starting alignments, as predicted 
by the initial TSVMod score.

Pair Length Starting 
RMSD

Starting 
NO3.5Å

Starting 
SVMod

Total 
Iteration

CPU 
Days

Best 
RMSD

Iteration Best 
NO3.5Å

Iteration Final 
RMSD

Final 
NO3.5Å

Final 
TSVMod

1b5l_-1evsA 155 13.2 0.05 0.05 70 137 9.3 2 0.12 17 12.5 0.07 0.74

1dar_-1dpfA 176 23.9 0.0 0.05 60 362 11.7 47 0.18 57 15.7 0.02 0.21

1havA-2hrvA 130 12.9 0.15 0.04 60 238 9.9 42 0.27 30 13.7 0.07 0.19

1itg_-1bco_ 206 7.0 0.31 0.05 70 350 4.8 49 0.58 50 5.6 0.52 0.66

2asr_-1occC 140 12.3 0.03 0.05 96 312 3.4 83 0.71 72 5.4 0.32 0.87
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Figure 4-6
Example optimization of sequence 1homA on template 1lmbA.  The starting NO3.5Å value was 0.04.  The 
‘Model Selected’ represents the accuracy of the best-scoring model seen in all prior iterations; the ‘Best 
Model Sampled’ is the actual most accurate model sampled, according to NO3.5Å.  Convergence was 
reached after 21 iterations.  The best model sampled iterations had an NO3.5Å of 0.75.  The final model 
selected had an NO3.5Å of 0.72.   
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Performance of TSVMod for predicting the absolute accuracy of final models.

Using TSVMod as the scoring function has one drawback: it loses its ability  to predict 

the absolute accuracy of comparative models.  On the original 580,317 model set used to 

benchmark TSVMod, the predicted NO3.5Å accuracy differed from the actual NO3.5Å 

accuracy  of a model by 0.4 or more in 19,173 cases (3.3%).  When used as a scoring 

function in this protocol on the 200-member test  set, however, TSVMod overestimated 

the accuracy  of the models by 0.4 or more in over 30% of the cases.  As illustrated in 

Figure 4-6, the degree to which TSVMod overestimates the accuracy  of the models 
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increases nonlinearly with the iteration number.

Figure 4-7
When used as the scoring function,  TSVMod tends to overestimate the accuracy of models over time.  In 
this optimization,  TSVMod began overestimating the accuracy of models by over 0.1 after 14 iterations, 
and by over 0.5 by the end of the iteration schedule.  The median values for the difference between the 
actual and predicted NO3.5Å scores for a given iterations are given by the blue dots,  with first and third 
quartile error bars.
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DISCUSSION

The accuracy  of the alignment remains the limiting factor in the accuracy of comparative 

models.  Accurate alignments are particularly challenging to obtain when the shared 

sequence identity between the target sequence and template structure(s) falls below 30%.  

To address this problem, we have developed a protocol that takes as an input an 

alignment between a target sequence and template structure(s), attempts to improve the 

accuracy  of the alignment and the model implied by  it  by  iteratively modifying the 

alignment, building models, and propagating the best scoring alignments to subsequent 

generations for further refinement.  This genetic algorithm protocol was shown to 

improve upon a diverse set of representative profile-profile alignments from a commonly 

used benchmark set.  

For evaluation, we used the CE-based structure alignments as the ‘gold standard’, from 

which we compared the final alignment.  Recognizing that similarity  between two protein 

structures is not uniquely defined and that different structure alignment methods yield 

different scores (Alexandrov et al. 1992; Holm and Sander 1993; Gerstein and Levitt 

1996; Shindyalov and Bourne 1998), we nevertheless chose CE because it  was originally 

used to rank the accuracy of the benchmark set  alignments from the examples used in this 

study were taken (Marti-Renom et  al. 2004).  Additionally, as the principal purpose of 

this study was to evaluate whether it was possible to improve upon the accuracy of a 

model produced from a profile-profile alignment, we evaluated the accuracy of the 
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starting and final models by the native overlap (NO3.5Å) criterion (Methods).  Unlike 

RMSD or GDT-TS, NO3.5Å is more reflective of the accuracy of the underlying 

alignment, and is less affected by small changes in the structure.  

In contrast to many other alignment studies, we did not attempt to compare our method to 

PSI-BLAST alone.  Indeed, as noted by others (Dunbrack 2006), such comparisons are 

inadequate, as a large number of alignment programs have already been shown to be 

more accurate than PSI-BLAST.  We did not, however, attempt to benchmark our method 

against any other alignment methods, for several reasons.  First, the primary goal of this 

study was to show that if given a ‘state-of-the-art’ alignment judged to be poor by 

TSVMod, the protocol is sensitive and accurate enough to further improve upon the 

accuracy  of the alignment and the model it  implies. By construction, our study set out to 

show that we would improve upon the performance of profile-profile methods, which are 

reported to perform almost equivalently when applied to large benchmark sets.  Second, 

we did not think that comparisons with other methods would necessarily be fair: given 

the difficulty in obtaining, learning to use, and properly using other stand-alone packages, 

we felt that doing so could have resulted in less than adequate results for the other 

programs.  Third, we did not attempt to compare our results directly with those of 

previous studies, because the time-dependency of alignment results (due, in large part, to 

the rapid growth of sequence and structural databases) would have made for a less-than-

strict comparison, as has been noted by other authors (Zhou and Zhou 2005a).  Rather, to 

facilitate comparisons by  others with our method, we have chosen to use a large, 
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standardized benchmark set that is via anonymous (http://www.salilab.org/decoys), along 

with all of our starting and ending models, and starting and ending alignments.  

SALIGN was chosen as a representative profile-profile method from which the starting 

alignments were produced.  Elofsson (Elofsson 2002) evaluated a range of alignment 

methods by  comparing the models generated from alignments with the actual target 

structures and found that methods perform roughly equivalently.  Further, no single 

method, or choice of parameters within a method, always produced the best alignment; it 

was almost always possible to produce a good alignment as long as the ‘right’ choice of 

method and parameters was chosen.  Given that  there is no prior information to suggest 

which are the best method and parameters to use, it  was suggested that alignments could 

be generated with a range of methods and parameters before selecting the ‘best’ 

alignment on the basis of the alignment score.  Many have investigated ways of 

improving alignment quality, or at least identifying mistakes in alignments (Tress et al. 

2003).  For example, Zhang (Zhang et al. 1999) developed an algorithm that used residue 

aligment scores to separate well aligned sub-alignments from low scoring internal 

segments of the alignments.  Jaroszewski (Jaroszewski et al. 2002) recognized the 

problems of aligning remotely related proteins, and concentrated on the means of 

choosing the best alignments from out of a set of sub-optimal alignments.  Cline (Cline et 

al. 2002) compared a range of methods including near optimal sequence alignments, the 

closeness of residues to secondary structural elements and a score for each residue that 

reflected the likelihood of amino acid residues at each position; near optimal alignment 
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information was the most effective at predicting good quality alignments.  Schlosshaur 

and Ohlsson (Schlosshauer and Ohlsson 2002) created a reliability index for each pair of 

aligned residues by re-calculating alignments with a fuzzy ‘winner takes most’ version of 

Needlemen and Wunsch dynamic programming (Needleman and Wunsch 1970) and 

showed that this reliability  index can be used to predict the probability that a pair of 

residues are correctly  aligned.  There are thus two components to each test:  determining 

whether an input alignment is expected to be accurate, and then attempting to improve 

upon it.  We attempted to improve upon SALIGN results.  SALIGN was developed after 

evaluating thirteen different protocols for creating and comparing profiles corresponding 

to the multiple sequence alignments (Marti-Renom et al. 2000).  Global dynamic 

programming implemented in SALIGN ensures an optimal alignment  that is forced to 

cover whole sequences (Marti-Renom et al. 2004).  Previous tests show that the SALIGN 

protocol aligns pairs of sequences with significantly  higher coverage and accuracy than 

the other benchmarked methods used with recommended settings (Marti-Renom et al. 

2004).  No method, however, consistently produces optimal results.  Thus, TSVMod can 

be used as a filter by which models can be judged, and improved upon if judged to be of 

poor accuracy (Figure 4-5).

In the development of this protocol, we have attempted to address the two primary 

drawbacks to genetic algorithm based methods for alignments.  As noted by Rai and Fiser 

(Rai and Fiser 2006), the two limitations of genetic algorithms are that they typically (1) 

require large computing time, and, more importantly,  (2) sample large numbers of 
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biologically irrelevant alignments.  In regards to the first issue, the algorithmic changes 

that have been made to the current method over the prior example (John and Sali 2003) 

has reduced the wall-clock time ~4x; this number reflects actual algorithmic progress, 

and not merely the affect of modern computers vs. those used in 2003, since the wall-

clock tests were conducted on the same hardware as the original protocol.  This increase 

has also come at an increase in search space (data not shown); if a further reduction in 

time was required, it  would certainly be possible to reduce the number of models built  for 

each alignment, number of iterations, etc.  More importantly, we have addressed the 

second traditional problem of GAs: that the time-consuming model-building operation 

must be performed to assess the accuracy of the alignment.  We employed a series of 

filtering operations to identify the highest  accuracy alignments, and only models are built 

for these alignments.  First, the check_align() filter removes obviously  improper 

alignments in a sub-second operation.  Second, the ‘threading’ of the target  sequence to 

the template structure, and evaluation by the TSVMod score, is a rapid operation that 

further filters and eliminates alignments.  Like the MMM method, this operation takes 

advantage of structural information by  mapping the solution to the template, eliminating 

the need for time-consuming model building (Rai and Fiser 2006).    Indeed, given the 

filters and filtering by TSVMod, thorough models are built for only ~0.1% of all 

alignments that  are sampled during the course of optimization.  The second way in which 

we have addressed this second issue is by improving the accuracy of the fitness functions.  

The model-specific scoring function, constructed by a support vector machine, is able to 

efficiently discriminate between near-native models.   
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Nevertheless, it is recognized that  the protocol still requires very large computing time.  

We feel, however, that when very high model accuracy  is needed, such as for guiding 

future experiments, the CPU time spent building the most accurate model possible via 

this protocol is more than justified by the time saved to the biologist, who has greater 

confidence in the accuracy of the model for guiding experiments; if only one fewer day-

long experiment needs to be conducted as a result of the more accurate model, then the 

time is certainly justifiable.  For fields that rely on very high alignment accuracy, such as 

comparative modeling, secondary  structure prediction, threading and detection of 

evolutionary  relationships, the improvement in alignment  accuracy is far more important 

than the speed at which the alignments are generated.  A significantly  better alignment of 

two or more distant sequences can provide answers to questions that do not rely  on 

speedy solutions (Simossis et al. 2005).  Though the absolute accuracies of the models 

produced by this protocol are relatively  low, there are still a wide variety of uses for these 

models that  justify the CPU time.  Applications of comparative models of similar 

accuracy  can be found in the literature for construction of macromolecular assemblies 

(Spahn, Beckmann et al. 2001), guiding site-directed mutagenesis experiments 

(Matsumoto, Sali et al. 1995; Wu, Fiser et al. 1999), identification of catalytic residues 

(Navaratnam, Fujino et al. 1998; Fiser, Filipe et al. 2003), and refinement of NMR 

structures (Nagata, Gupta et al. 1999; Barrientos, Campos-Olivas et al. 2001), low 

resolution electron density  maps (Palaniyar, McCormack et al. 2000), etc.  All of these 

uses depend critically upon the accuracy of the alignment. 
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Though this protocol allows for more accurate models to be produced from pairs of 

distantly related proteins than the profile-profile method tested, there remains great 

potential for further improvement.  As the topology of the comparative model produced 

for the target sequence almost always closely  follows that of the template, the ‘upper 

bound’ for accuracy  can be regarded as the CE structure-based alignments.  In this study, 

it was seen that though the profile-profile alignments could be improved upon, and 

alignments approaching the accuracy  of the ‘gold standard’ CE alignments were sampled 

in almost all instances, the scoring function did not identify  this alignment as the best 

solution for most cases.  Furthermore, computational efficiency can be enhanced by using 

more guided moves during the search process, such as by the identification of regions of 

the alignment that  are predicted to be correct, or explicit consideration of other sources of 

information such as the predicted and secondary structure of the target and template.  

Advances in the scoring function would be expected to have the most profound impact on 

the results reported here, as the scoring function, not the sampling protocol, remains the 

major limitation to the accuracy of the final models.  It might be anticipated that  when 

operating at low sequence similarity, multiple templates might generate a better model 

than one generated from a single template.  For example, multiple templates should 

provide more comprehensive coverage across the target sequence.  However, the results 

show that with automatic modeling, using multiple templates rarely  improves on a model 

generated from the single best template, and in some cases may  actually make it much 

worse (Dalton and Jackson 2007).
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However, it must also be noted that even after the inclusion of such efficiencies, the 

‘optimal’ solution may still be limited to the structural differences between the target 

structure and the templates.  Such differences become pronounced at low sequence 

conservation.  Refinement of a structure model to a more native-like structure remains a 

difficult, unsolved problem, though small progress has been reported (Misura and Baker 

2005).  It is likely  that even with further advances in the post-modeling refinement, the 

models produced by this protocol will be valuable as starting structures: adequate 

sampling remains a major hurdle in refinement protocols, so the ability to start with a 

more native-like structure—as produced by  this protocol—could be expected to yield a 

better starting structure for additional refinement than a model produced just from a 

profile-profile alignment alone.  Indeed, in the future, progress could potentially be 

gained by  integration of model refinement with the alignment sampling protocol 

developed here. An alternative approach would be to use a method that assigns a local 

quality measure to each residue and thereafter combines the best parts from different 

models into a hybrid model using multiple templates.  This technique could, in theory, 

produce models better than the best model in the set.  In addition, the knowledge of 

which parts of a model that are correct and incorrect can be used as a guide during the 

refinement process and also provide confidence measures to different parts of protein 

models (Wallner and Elofsson 2006). 

The particular application of the genetic algorithm sampling method as presented relates 
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to the improvement of alignments between distantly related proteins.  The sampling 

method is more general, however, and will soon be incorporated into our modeling 

procedures for fitting comparative models into electron microscopy  maps (Topf, Baker et 

al. 2005; Topf and Sali 2005; Topf, Baker et al. 2006).  The improved sampling of the 

current implementation, as compared with the prior schemes, means that the results of 

our earlier studies will likely  be improved, and in significantly less computer time.  

Furthermore, there remains great potential for future applications of the protocol:  the 

protocol can be viewed as a generalized scheme for the gradual improvement of a 

particular protein feature, as guided by a scoring function, in which the current 

implementation as described represents the optimization of the alignment and the model 

it implies according to a statistical potential.
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CHAPTER 5:  Toward a unified protein structure prediction 

approach.

Given a protein sequence with unknown structure, what is its most probable 

conformation?  Answering such a question may initially appear to be straightforward, yet 

in practice one is often faced with a patchwork of many dissimilar approaches that must 

be tried to arrive at  a prediction.  These methods may be completely  unphysical, difficult 

to use, difficult to understand, and difficult to modify  when one wants to incorporate 

additional information.  

Most often, the choice of method is based upon the sequence identity of the best template 

structure that can be found.  Currently, the structure of at least one domain of 

approximately half of all known sequences can be predicted using comparative modeling 

(Pieper et al. 2006).  Though comparative modeling can produce accurate models for 

many sequences, it is limited to those for which a detectable homolog of known structure 

can be found.  This limitation severely constrains the number of sequences for which 

reliable structure models can be produced (Figure 5-1): despite the rapid growth of 

structural databases, only ~40% of Pfam families (8,296 total families) contain a member 

with known structure.  It is unlikely  that the scope of comparative modeling will 

dramatically increase in the near future because the rate with which the ‘first’ structure of 

a Pfam family is solved has remained essentially constant (20 per month) since 1999 

(Chandonia and Brenner 2006).
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In the absence of a detectable homolog, de novo prediction methods can sometimes 

produce structural models. Accurate predictions can be made for some small proteins 

(Bradley et al. 2005), yet proteins with a large percentage of residues in #-strand, proteins 

with over 85 residues, and those with a high contact order are far more difficult to predict 

correctly.  Currently, the best-performing approaches rely  on the assembly of fragments 

of known proteins, guided by  a scoring function that rewards the construction of protein-

like features.  These approaches are based upon the fact that small fragments of known 

proteins can be used to construct virtually any  protein fold (Otaki et al. 2005).  The 

primary challenges of such methods are identifying which fragments of known structure 

are plausible matches for a target sequence, and optimally combining the fragments to 

reproduce the correct fold (Zhang and Skolnick 2005).  The absence of long-range 

information makes the accessible conformational space vast, requiring rather enormous 

CPU resources (typically >500 CPU days for a small protein).  

A better approach than the existing patchwork of methods would be to unify  the 

techniques for determination and prediction of protein structure into a single protocol, 

making the best use of all available information about the structure of a given protein, 

regardless of whether it is directly  based on experiment, on the broader knowledge base, 

on empirical force potentials, or intuition (Sali and Blundell 1993).  Such a combined 

method is both conceptually  appealing and, perhaps more importantly, expected to 

produce better results than existing methods, because it would use more information.  

Before one starts a prediction, nothing is known about positions of the atoms; the actual 
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structure could be a point anywhere in the phase space spanned by  the axes for the 

positions of the atoms.  Modeling in such a scheme can thus be viewed as a process of 

reducing the volume of phase space in which the actual structure is located, achieved by 

using various kinds of information.  For example, stereochemical restraints derived from 

chemical connectivity can be used to remove some of the a priori available phase space.  

Theoretical restraints—potential energy from a molecular mechanics force field and 

statistical potentials from known protein structures—can also be added.  One can also add 

experimental information, if available.  Each of these kinds of information allows the 

model to be in a different area of the phase space with a different probability.  The goal is 

to find the most probable conformations according to all types of information.  All the 

information pooled together results in a smaller allowed volume of phase space than any 

of the methods can locate on its own (Sali and Blundell 1993). In this paradigm, 

disjointed approaches are not necessary for different regions of target/template similarity:  

one simply uses the information available from known protein structures to reduce phase 

space to a small region, corresponding to the most  probable conformation for the input 

sequence.  An analogous approach for predicting the structure of large, multi-protein 

complexes has already shown remarkable success (Alber et al. 2007a; Alber et al. 2007b; 

Alber et al. 2008).   

This chapter presents initial work towards this broad goal by describing a framework for 

performing unified comparative and de novo protein structure prediction by satisfaction 

of spatial restraints.  At all times, the overarching goal of producing a unified protein 
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structure prediction approach was considered, such that design decisions were made that 

would allow for easier implementation of this broad goal in future studies.  The format of 

this chapter differs from prior chapters, which were presented in traditional publication 

format because they represent completed projects.   Instead, the methods, results, and 

discussion sections are essentially  intermixed in this chapter.  This format was selected 

because it best conveys the reasons particular design decisions were made, is most easily 

understood by scientists attempting to improve the current framework.

 

Guiding Principles

The field of protein folding has grown dramatically in the last few years and, it can be 

argued, has split into two fairly distinct research areas: one involving the study of the 

physical chemical principles that 

underlie protein stability and 

folding pathways, and the other 

involving pure protein structure 

prediction.  Though there is much 

overlap between the two, the goals 

and methods used in each field are 

still quite different (Honig 1999).  

That said, the software described 

in this chapter lies in-between 

these two areas, albeit closer to 
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Figure 5-1
Sources of 3D structural information for all known sequences.  
Adapted from (Pieper et al. 2006).



the area of protein structure prediction.  While the focus of this software is protein 

structure prediction, the approach taken was inspired by  protein folding theory, 

particularly the hierarchical model of protein folding. 

Protein folding is a highly cooperative, all-or-none process.  Like tipping over a chair, 

each molecule is either fully  folded or fully unfolded and does not linger en route 

between one state and the other.  Our software attempts to model this process by  echoing 

the hierarchical folding model.  According to this model (Baldwin and Rose 1999b; a), in 

the first stage of the folding process, short range interactions occur and form sub-

structures of local fragments (Inbar et al. 2003). Segments that have strong biases are 

poised to form persisting structure, especially when they are fortified by additional 

stabilizing interactions among segment side chains (Baldwin and Rose 1999a).  Then, 

relatively stable local structural units with high population time join into larger structural 

units via non-local interactions.  These interactions define the folding pathway that leads 

to the native structure (Chan and Dill 1991; Dill et al. 1993; Chan et  al. 1995; Dill and 

Chan 1997). The hierarchy  suggests a bottom up  folding mechanism in which chain 

segments form local structures of marginal stability, which then interact  to produce 

intermediates of ever-increasing complexity.  In this process, multiple folding routes co-

exist, and the stabilities of the intermediates and their combinatorial associations 

determine the dominant pathways (Baldwin and Rose 1999a). 
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At least three lines of experimental evidence indicate that  protein folding is hierarchic.  

First, helix-stop signals, which fix the boundaries of helices in proteins, are encoded in 

the local sequences that surround each helix terminus, not in residues that make tertiary 

interactions.  Second, many peptide fragments excised from proteins either form, or have 

a measurable tendency to form, the native conformation in the absence of longer-range 

interactions.  Indeed, experimental evidence suggests the existence of autonomous 

folding units within the folding pathway, including experiments with hydrogen exchange 

(Bai et al. 1995b; Milne et al. 1998; Chamberlain et al. 1999; Rumbley et al. 2001), 

fragment complementarity (Dyson et al. 1992; de Prat-Gay 1996; Gegg et al. 1997; 

Zitzewitz et  al. 1999), and folding studies using NMR spectroscopy (Park et al. 1997b).  

Third, the structures of observed folding intermediates indicate that the intermediates 

form through a hierarchic folding process. These folding intermediates provide clear 

evidence for hierarchic folding, because they have native secondary structure in the 

absence of persisting tertiary interactions: native secondary  supersecondary structures 

range from partial to complete in these intermediates, but the side chains are not fixed, 

the hydrophobic core residues remain partly solvated, and tertiary interactions between 

side chains are weak or absent (Baldwin and Rose 1999b).

As such, one of the important problems in protein folding and our protein structure 

prediction approach is to understand the balance between local and long-range 

interactions, and their relative contributions to formation of protein structure.  Much 

information can be learned from local interactions, which typically form on a fast 
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timescale (Munoz et  al. 1997; Gong et al. 2003).  For instance, secondary  structure 

prediction methods are highly accurate and rely  heavily on intrinsic amino acid residue 

propensity  and its sequentially local residues (Rost and Sander 1993; Jones 1999b; Ward 

et al. 2003), although various experimental studies have pointed out that the secondary 

structure formation can be strongly  dependent on the environment (Zhong and Johnson 

1992; Waterhous and Johnson 1994; Blondelle et  al. 1995; Minor and Kim 1996).  There 

is also a wealth of experimental evidence showing that peptide fragments from proteins 

have native-like structure.  Studies of peptides using NMR spectroscopy (Dyson et al. 

1998) show that long peptide fragments sometimes possess structural biases similar to the 

native structure (Dyson et al. 1992; Shin et al. 1993; Waltho et  al. 1993; Ramirez-

Alvarado et al. 1997; Eliezer et  al. 2000).  Moreover, very short peptides in solution form 

canonical pieces of secondary structure: "-helices (Marqusee et al. 1989; Munoz and 

Serrano 1994), and #-hairpins (Blanco et  al. 1994; Searle et al. 1995; Zerella et al. 1999; 

Espinosa et al. 2001; Rotondi and Gierasch 2003). 

However, local propensity alone does not determine the final conformation of a sequence 

fragment (Crooks and Brenner 2004; Crooks et al. 2004).  Rather, the final conformation 

adopted by a particular residue reflects a combination of environmental factors and 

intrinsic preference for a specific range of dihedral angles (Baldwin and Rose 1999b; a; 

Shortle 2002; 2003).  Studying proteins of known structure, there are normally many 

fewer local interactions than non-local interactions (Baldwin and Rose 1999a), and 
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because there are so many of these non-local interactions, local sequence-structure 

relationships are not absolute (Han and Baker 1996). 

Our modeling approach was designed in light of these principles.  Given a protein 

sequence, plausible local conformations are extracted from proteins of known structure.  

Because local sequence-structure relationships are not absolute, matches are formed on 

the basis of many  factors, not  just sequence alone.  The model-building process begins by 

allowing the sequence to first form local patterns based upon the preferred conformations 

observed in the locally-aligned sub-templates of known structure—where a ‘sub-

template’ represents a portion of a protein of known structure smaller than a full domain

—with more complex non-local interactions assembling over time under the guide of 

non-local, non-bonded scoring terms.  Thus, the model building process proceeds in a 

hierarchical manner, with interactions of marginal stability  first  arising between residues 

local in sequence; these local structures interact to produce intermediates of ever-

increasing complexity with increasing number and strength of non-local interactions and 

growing, ultimately, into a native-like conformation.

Initial Focus:  De Novo Protein Structure Prediction

Though the overarching goal of this task is to create a platform for unified, general 

protein structure prediction, the initial implementation dealt specifically with de novo 

protein structure prediction.  The focus on de novo prediction was adopted for two 

primary reasons:  first, MODELLER already handles comparative modeling cases quite 
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well, and second, we felt it  would be easier to generalize from a de novo prediction 

scheme later than to construct a general scheme from scratch.  Indeed, as de novo 

prediction represents the most extreme case of protein structure prediction, in which the 

user has the least  information about the sequence of interest, it represents an ideal starting 

point for a generalized scheme, as all other types of predictions will have the benefit of 

more information.  A scheme that can perform well at de novo modeling could only 

perform better when additional information, such as the structure of one or more 

homologous proteins, is known.  Further, it is easy to view comparative modeling as but 

one special case of this scheme, in which one has a handful of very high-confidence, long 

sub-templates (Figure 5-2).

Figure 5-2
General differences between standard comparative modeling (left) and common de novo prediction 
approaches (right).  Under the current scheme, comparative modeling could be viewed as but one special 
case of de novo predictions, in which one has a handful of very high-confidence, long sub-templates.
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Critical Differences From Existing De Novo Approaches

Given these guiding principles and the overall goal of creating a platform for future 

unified framework for protein structure prediction, it  is easy  to understand the differences 

between our approach and existing de novo approaches.  

Approaches to predict a protein structure in the absence of a detectable homolog of 

known structure vary widely.  Discrete conformational search methods explicitly 

represent the mainchain and/or sidechain atoms with fixed bond lengths and angles, use a 

simplified energy  function, and generate ensembles by exhaustive enumeration or 

heuristic sampling from discrete sets of torsion angles.  An energy function, such as a 

molecular mechanics force field or statistical potential, is often used to directly  sample 

conformations or restrict conformations to low-energy states.  Many  methods have been 

applied to sample directly from the energy function, including molecular dynamics (MD), 

simulated annealing, Monte Carlo (MC), and local minimization such as conjugate 

gradients or steepest descent.  These energetic methods are intimately dependent on the 

accuracy  of the energy  function and sampling method, often missing or excluding 

plausible conformations due to poor sampling or inaccurate energy calculations.

Among the different types of de novo protein structure prediction approaches, fragment-

based insertion (FBI) methods are generally  the best performing.  For a target sequence, 

these methods generate libraries of fixed-length (typically 9-mer) fragments from 
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proteins of known structure. Starting from an extended chain, these fragments are 

randomly selected and inserted into the ‘folding’ chain.  

For de novo protein structure prediction, the FBI methods have many benefits.  First, the 

fragment library approximates Gibbs sampling of the populated regions of the local 

potential energy  surface of the backbone.  A single-fragment substitution moving the 

protein from one topological isomer to another is like instantly  transporting from one 

local energy minimum on the local potential energy surface to another, something a more 

continuous molecular dynamics or gradient search algorithm would be hard pressed to 

mimic as efficiently.  Second, the need for accurately predicting local structure a priori 

(ie, prior to complete model building) is low, as fragments need only contain native-like 

subsections, which when correctly overlapped, can recreate a native-like model (Holmes 

and Tsai 2004). Third, the fragment insertion strategy  trades precise atomic positioning in 

favor of rapidly and coarsely  sampling the large conformational space, allowing the 

conformation to evolve rapidly and escape local minima.  Finally, the approach makes 

many global conformers (ie, those that cannot be reconstructed by  library  fragments) 

dynamically inaccessible on the search trajectory, dramatically reducing the search space 

size (Rohl et al. 2004). 

There are, however, many drawbacks to such methods. First, once the rapid initial 

collapse has occurred, the fragment-based insertion method hinders efficient model 

refinement, as a randomly selected, rigid body  transformation of part of the chain is likely 

   161



to cause many clashes.  Second, moves are handled and scored individually, leading to a 

bias for low-contact order structures.  Third, the sampling strategy does not benefit from 

using the gradient of the potential function to bias conformation modifications toward 

those that are more likely to be accepted.  Most  importantly, however, is that fragment-

based insertion methods are difficult  to modify to build a unified scheme for protein 

structure prediction; the fixed-length fragment approach is fundamentally  incompatible 

with a generalized protein structure prediction scheme.  

Our proposed approach has advantages relative to the FBI methods both in terms of 

sampling efficiency and scoring accuracy.  In contrast  to the FBI methods, a significant 

advantage of our proposed method is that any length fragment that is a plausible 

conformational match to the target sequence can be used, restraining the conformation of 

the target  sequence.  It is anticipated that this feature will enable more accurate prediction 

of proteins larger than those covered by existing methods.  Second, during optimization 

the objective function evaluates a region of the model based on how well it  satisfies the 

input restraints, in addition to how well it scores using physics-based energy  terms and 

statistical potentials, helping avoid the inherent bias of existing methods for low contact-

order structures.  Third, the use of spatial restraints circumvents problems with the 

takeoff/landing angles of a fragment.  In contrast, fragment-based insertion methods 

require both that a plausible conformational match is found to the target, and that this 

fragment match have initial % and trailing $ angles close to that of the unknown target 

structure (Figure 5-3).  Thus, it is likely  that a method based on the satisfaction of spatial 
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restraints will be better equipped to model proteins of larger size and higher contact order 

than fragment-based insertion methods if a sufficiently  sufficient sampling scheme can be 

proposed. 

Figure 5-3
Graphical representation of the different requirements for sub-templates (A) and fragments (B) between our 
approach and FBI methods, respectively. (A) Superposition of approximately 65 structurally similar 9mers.  
The spatial restraint approach only requires that sub-templates be structurally similar to the target sequence.  
(B)  In FBI methods, however, an additional requirement is that the initial % and trailing $ angles be close 
to those of the unknown target structure, as well.  Superposition of the same 9mers, where superposition is 
based upon the initial % angle of the fragment.  From (Holmes and Tsai 2004).
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Uses for De Novo Protein Structure Models

Protein structure prediction in the absence of a detectable homolog of known structure is 

an extremely difficult task.  Sullivan and Kuntz (Sullivan and Kuntz 2004) have 

quantified how difficult it is to predict a protein of a given length to within a certain C" 

RMSD error.  They found that  for a 150-residue protein, the size of a typical protein 

domain, the chance of randomly predicting the native backbone structure to low 

resolution (under 6Å), is 10-14.  In contrast, a high-resolution prediction (2Å) is 

immensely more difficult, as the chance is just 10-57.  

Indeed, most  de novo prediction methods often fail to predict models to less than 6Å 

RMSD, particularly for the #-sheet-containing or high contact  order proteins (Simons et 

al. 2001), which is not surprising given the enormity of accessible conformational space 

and the errors and ambiguities of scoring functions (Bonneau et al. 2002).  Nevertheless, 

de novo models, though often inaccurate, can be used for many tasks (Chivian et al. 

2003). At low to moderate-accuracy, the global topology is correctly predicted, the 

architecture of secondary structure elements is generally correct, and functional residues 

are frequently clustered to an active site region (Rohl et al. 2004). Low-resolution 

predicted structures may be able to reveal structural and functional relationships between 

proteins not apparent from sequence similarity  alone. The structures could also be probed 

for the presence of residues adopting conserved geometric motifs. Further, low-resolution 

structural models can be used to interpret experimental results, such as identifying 

clusters of functionally important residues and even multiple models can be useful for 
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developing alternate hypotheses that  can be tested experimentally (Bonneau et al. 2002).  

Finally, these models could be used to improve the sensitivity and reliability of matches 

to sequence-based motif libraries, such as the PROSITE database (Bucher and Bairoch 

1994).

OVERVIEW OF THE METHOD

A generalized flowchart of the steps for a de novo prediction of a given target sequence is 

presented in Figure 5-4.  Descriptions of these steps, as well as thoughts on future 

directions, are outlined below.
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Figure 5-4
General flowchart of our de novo prediction approach.  
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Benchmark Set

The benchmark set consists of 87 small proteins (Table 5-1) commonly used to develop 

de novo prediction programs (Tsai et al. 2003).  The sizes range of these proteins range 

from 30 to 179 residues, and the targets are from all four SCOP fold types (!, ", !/", ! + 

").  Each protein is a single domain, solved experimentally  in the absence of other 

domains.
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Table 5-1
PDB files currently used in the benchmark set.

PDB Code Length % Helical % Strand PDB Code Length % Helical % Strand

1aa2A 108 59 0 1pdoA 129 57 24

1aa3A 63 14 0 1pftA 50 0 32

1acfA 125 40 36 1pgxA 70 24 53

1acpA 77 19 0 1pouA 71 77 0

1ag2A 103 50 0 1ptqA 50 0 38

1ahoA 64 20 39 1qypA 57 0 54

1ailA 70 94 0 1r69A 63 79 0

1aj3A 98 90 0 1resA 43 63 0

1ajjA 37 0 30 1risA 97 31 43

1apfA 49 0 35 1rooA 35 0 0

1arkA 60 0 68 1sroA 76 8 50

1ayjA 50 20 28 1svqA 94 23 49

1bdsA 43 0 28 1tihA 53 0 21

1bgkA 37 27 0 1titA 89 0 69

1borA 56 0 0 1tpmA 50 0 66

1btbA 89 52 25 1tulA 102 7 72

1c5aA 66 79 0 1utgA 70 86 0

1cmrA 31 19 42 1uxdA 59 46 0

1cspA 67 0 60 1vifA 60 0 58

1ctfA 68 60 25 1vlsA 146 84 0

1ddfA 127 57 0 1vtxA 42 17 31

1decA 39 0 46 1whoA 94 0 71

1ervA 105 52 22 1wiuA 93 0 71

1fbrA 93 0 69 2acyA 98 29 44

1fdnA 55 13 38 2cdxA 60 0 42

1fowA 76 50 0 2erlA 40 78 0

1fwpA 69 33 39 2ezhA 65 77 0

1gptA 47 28 28 2ezkA 93 70 0

1gvpA 87 0 71 2fgfA 127 0 66

1hevA 43 12 14 2fhaA 172 78 0

1hp8A 68 62 0 2gdmA 153 76 0

1hsnA 79 67 0 2lfbA 100 56 0

1htxA 32 0 41 2lisA 131 74 0

1jvrA 137 38 0 2pacA 82 44 0

1ksrA 100 0 51 2ptlA 78 18 47

1kteA 105 52 20 2sn3A 65 15 32

1lebA 72 58 8 2vghA 55 15 40

1msiA 66 9 48 3bdoA 82 0 57

1mzmA 93 68 0 3icbA 75 64 0

1nklA 78 85 0 3ncmA 92 7 68

1nreA 81 75 0 3znfA 30 37 0

1nxbA 62 0 58 4ptiA 58 16 33

1orcA 59 49 25 9rubA 159 38 19

1pceA 60 20 18
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Though no explicit filtering has been done to remove proteins that contain severe 

experimental artifacts that could unduly interfere with the performance of the tested 

prediction method, it is worth noting that many of these proteins do have artifacts, such 

as 1borA, 1decA, 1fbrA, and 1jvrA.  Baker’s 92-protein benchmark set  was used heavily 

to construct the benchmark set (Tsai et al. 2003).  This benchmark set has a number of 

artifacts that should be examined in more detail (Figure 5-5 and Table 5-2).  Specifically, 

there are a large number of structures that have abnormal PROCHECK (Laskowski et  al. 

1993) G-factors (14% of the cases), and approximately 30% have ligands bound. 
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Figure 5-5
Though many members of the benchmark set have been used by others to develop de novo 
prediction protocols and scoring functions in the past, many contain significant errors or other 
problems that  should preclude their further use in the future.  Six examples from the benchmark 
set are presented as representatives of the type of structures contained in the set.

A new, better benchmark set should be built that is be free of such artifacts, and thus 

would be a better starting place for developing a new generalized model prediction 

scheme.  To generate this set, the following filtering steps could be employed:

1. Construct a list from Pisces consisting of all X-ray structures that are over 40 

residues in length, were solved at 1.8Å resolution or better, have a free R-factor & 

0.23, and share less than 95% sequence identity with any other member of the list.
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2. Remove any entries that have chain breaks, defined as adjacent C! - C! atoms 

that are $4.0Å apart.  

3. Remove any entries that contain non-standard residues, leaving only those entries 

that contain the 20 standard amino residues.

4. Use DBAli (Marti-Renom et al. 2001; Marti-Renom et al. 2007) to remove any 

entries that have shown significant structural dissimilarity.  That is, remove any 

entry  for which there is another entry in the PDB where there is $90% sequence 

identity, and the superposition between the two structures produces an RMSD $ 

1Å, and/or a native overlap of less than 80%.

5. Use the imol program (Collaborative Computational Project 1994) of CCP4 

(default parameters) to remove entries with significant crystal contacts.  

6. Remove all entries having Procheck overall G-factors & -0.5.  

7. Remove all entries containing a ligand, defined as $6 non-hydrogen atoms from 

non-standard residues that are &5Å away from a non-water, K, or Na HET entry.

8. Remove all entries having non-hydrogen alternative locations.

9. Remove entries that contact  other domains, defined as  $500 interatomic distances 

&5Å from a given neighboring chain.

10. Finally, filter the remaining list at a 30% sequence identity threshold. 
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Table 5-2
How frequently do common benchmark sets display artifacts?   For each filtering step, the percentage of the 
targets for a given benchmark set that do not pass the check is given.  For example, 6 of the 20 members of 
the Moulder set have abnormal Procheck G-factors.   The new list represents a list constructed in Febuary 
2006 using the steps listed.

Moulder Set Baker Set Levitt Set New List

Number of unique PDB codes 20 92 123 2592

Median number of residues / PDB 144 65 162 213
Contain Chain Breaks 1 (5%) 3 (3%) 26 (21%) 776 (30%)
Contain Non-standard residues 0 (10%) 2 (2%) 5 (4%) 13 (0.5%)
Structural dissimilarity 3 (15%) 3 (3%) 0 (0%) 304 (12%)
Crystal Contacts 11 (55%) 58 (63%) 72 (58%) 1,110 (43%)
Procheck 6 (30%) 13 (14%) 36 (29%) 23 (1%)
Ligand(s) 4 (20%) 65 (71%) 65 (53%) 606 (23%)
Multiple positions 2 (10%) 14 (15%) 11 (9%) 1,377(53%)
Contacting domains 5 (25%) 0 (0%) 81 (65%) 846 (33%)

PASS ALL CHECKS 0 (0.0%) 15 (16%) 14 (11%) 74 (3%)

Given the high prevalence of such properties in existing sets that may introduce artifacts, 

these filtering steps were used to construct a new benchmark set list (February 2006; a 

new list would contain many more entries). This set should be free from common 

artifacts and errors, and could be a good starting point for further development of this 

unified modeling approach.  The 74 PDB codes that were found to pass all of the checks 

are listed in Table 5-3.
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Table 5-3
PDB files found to be free from artifacts common to other benchmark sets.

PDB Code Length % Helical % Strand PDB Code Length % Helical % Strand

1a68A 87 48 21 1pdoA 129 57 24

1a8qA 274 47 22 1pgsA 311 0 56

1aapA 56 23 38 1ptfA 87 45 37

1akoA 268 40 29 1pxzA 346 8 47

1akzA 223 44 13 1qwdA 167 13 50

1aohA 143 4 73 1r26A 111 50 26

1arbA 263 10 43 1r88A 267 36 25

1atzA 184 45 28 1tuxA 301 46 15

1aunA 208 5 50 1u53A 193 34 14

1bd8A 156 62 0 1uaiA 223 3 58

1bebA 156 13 45 1uekA 268 38 34

1bfgA 126 0 70 1ulrA 87 33 53

1bgfA 124 82 0 1uxzA 131 0 72

1bm8A 99 34 22 1uz3A 102 75 0

1chdA 198 36 34 1v9tA 166 16 42

1ckaA 57 0 77 1vapA 123 41 9

1cnvA 283 36 24 1vf8A 373 38 25

1dhnA 121 36 38 1vieA 60 0 58

1edgA 380 39 12 1vqbA 86 0 64

1ew4A 106 35 41 1w5rA 273 36 30

1ezgA 82 0 37 1wbaA 171 0 68

1f46A 139 38 26 1whiA 122 11 41

1g61A 225 41 21 1wkaA 143 20 45

1gbsA 185 55 0 1wkuA 225 63 0

1hypA 75 61 0 1xteA 116 43 27

1i2tA 61 93 0 1xyzA 320 48 15

1iibA 103 53 29 1yw5A 177 31 26

1jyhA 155 24 48 1ywpA 62 0 71

1knbA 186 0 43 1yxyA 230 50 20

1koeA 172 17 28 1zzoA 134 39 40

1m8uA 173 0 55 2adoA 194 45 18

1mlaA 305 59 20 2erfA 209 17 46

1mmlA 251 32 34 2f6lA 166 78 0

1noaA 113 0 67 2fu0A 155 19 41

1npkA 150 46 19 2hvmA 273 35 26

1oa4A 222 5 59 2sfaA 191 8 59

1oaiA 59 75 0 2tgiA 112 13 38
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Construction of Filtered Structural Template Database

Each of the target sequences from the 87-member training set was run through ModPipe 

2.0  (Eswar et al. 2003).  Though the filtered list  has been constructed, the 87-member set 

was used instead to facilitate comparisons with existing methods; the new list could be 

used going forward.  Profiles for the target sequence were constructed against Uniprot-90 

(e-value 1.0) (Apweiler et al. 2004), and profile matches for profile.scan() were made 

against PDB-select95 (~9500 chains) using an e-value threshold of 5.0.  Any chain in the 

PDB-select95 list  sharing $ 20% sequence identity to any member of the benchmark set, 

and/or occurred in a profile-profile alignment match for any member of the benchmark 

set at an e-value threshold of 5.0 was considered to be homologous to that member of the 

benchmark set, and removed from the database.  This strict filtering removes most 

homologous structures for the target list, leaving 7314 chains in the filtered database.  

DSSP (Kabsch and Sander 1983) assignments were made for each protein chain, with 

DSSP assignments converted to Q3 format using the conventions of EVA {Eyrich, 2001 

#718}.  Further, PSSMs were built for each structure using profile.build().  To build a 

PSSM, the sequence was scanned against a Uniprot-90 sequence database, using 5 

iterations, a matrix offset of -450, the Blosum62 matrix, an e-value of 1.0, and gap 

initiation and extension penalties of -500 and -50, respectively.

Intrinsic disorder prediction

The first step  of the scheme should be to predict whether the sequence is intrinsically 

disordered (Iakoucheva and Dunker 2003); this test is not currently implemented. The 
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dogma that a rigid globular protein structure is always a prerequisite for protein function 

is becoming obsolete (Iakoucheva and Dunker 2003).  A number of proteins remain as 

flexible ensembles under physiological conditions and yet exhibit function when assayed, 

or contain low-complexity segments or intrinsically disordered regions that are involved 

in function (Huber 1979; Spolar and Record 1994; Weinreb et al. 1996; Daughdrill et al. 

1997; Kriwacki et  al. 1997; Plaxco and Gross 1997; Riek et al. 1997; Fletcher et al. 

1998).  Indeed, current estimates suggest that over 50% of proteins in eukaryotes may 

carry  unstructured regions of > 40 residues in length (Obradovic et al. 2003; Vucetic et al. 

2003), while less than 1% of the proteins in the PDB contain such long disordered 

regions (Iakoucheva and Dunker 2003). Given the prevalence of intrinsically disordered 

sequences, and the likelihood that this or any other protein prediction approach would fail 

at predicting such ‘structures’ anyway, the first step  to the unified approach should be an 

intrinsic disorder prediction.

Intrinsically unstructured proteins and regions, which are also known as natively 

unfolded and intrinsically  disordered regions, differ from structured globular proteins and 

domains with regard to many attributes, including amino acid residue type composition, 

sequence complexity, hydrophobicity, charge, flexibility, and type and rate of amino acid 

residue type substitutions over evolutionary time (Romero et al. 2001; Iakoucheva and 

Dunker 2003).  Empirical methods for identification of these fragments can be employed 

to predict whether an input target sequence is intrinsically disordered, thereby preventing 

the wasting of hundreds of CPU days.  One such method, a neural network predictor of 
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long disordered segments, is based on amino acid residue type composition (Romero et 

al. 2001).  Another uses secondary structure prediction to identify long fragments in coil 

conformation (Liu et al. 2002).  Application of these methods showed that highly flexible 

disordered regions are quite common in protein sequences, especially  in eukaryotic ones, 

and that they  have low sequence complexity (Dunker et al. 2002; Liu et al. 2002).  These 

segments are presumed to be involved in binding and signal transduction (Wright and 

Dyson 1999; Dunker et al. 2002).  

Secondary Structure Prediction

Sequence similarity  over short segments (< 20 residues) does not  imply similar structure 

(Rost 1999).  Fortunately, the computational complexity  of predicting the conformation 

of proteins stimulated the development of knowledge-based approaches that solve simple 

intermediate problems, such as the prediction of solvent accessibility and secondary 

structure (Ward et al. 2003).  These predictions are often core elements of methods that 

recognize the folds of proteins that have statistically insignificant  sequence identity to 

known structures (McGuffin and Jones 2003a).  Like many  other approaches, central to 

the identification of sub-templates is the prediction of secondary structure.

By assigning the regular secondary  structure elements, Corey and Pauling simplified the 

complexities of a protein fold into a collection of smaller, more tractable parts (Pauling 

and Corey 1951; Pauling et al. 1951).  In essence, secondary  structure is largely a 

consequence of the balance between two opposing local forces that govern the position of 
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equilibrium between states.  The competing forces are attractive local interactions versus 

sidechain conformational restriction.  The former is enthalpic and favorable, the latter is 

entropic and unfavorable (Srinivasan and Rose 1999).  Driven primarily by sterics and 

local hydrogen bonds, these secondary structure biases are expected to emerge in the 

unfolded state and to preorganize all subsequent folding events.  Segments with strong 

biases are poised to form persisting structure, especially when fortified by  additional 

stabilizing interactions (Srinivasan and Rose 1999).

Since the publication of the PHD prediction method in the early 1990s (Rost and Sander 

1993), three-state accuracies (Q3) have continued to rise to their current peak of around 

77%.  The main reason for the increased accuracy is that modern methods incorporate 

evolutionary information from homologs of the target protein. 

The first step  in selecting sub-templates is to predict the secondary  structure using 

PSIPRED (version 2.3) (Jones 1999b).  PSIPRED is run using a static NR sequence 

database (built: 8 July  2004), with the latest NCBI version of PSI-Blast (updated weekly).  

All PSIPRED variables are kept at their default  values. PSIPRED was selected for all 

secondary  structure predictions here because it has been shown to perform better on the 

Q3 metric than other individual scores (McGuffin and Jones 2003a).  More importantly, 

however, PSIPRED is far less likely than to miss an entire helix or strand elements than 

are other methods; such an omission would be more detrimental than only  predicting the 

incorrect length of a secondary structure segment (McGuffin and Jones 2003a).
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Though PSIPRED works well, an improved secondary structure prediction scheme could 

allow for the more accurate selection of sub-templates.  Unfortunately, most secondary 

structure prediction methods are very similar to one another, making errors in similar 

ways, and are far more similar to one another than any  one method is to secondary 

structure assignment by DSSP (McGuffin and Jones 2003a). As such, a pure jury-based 

approach using existing methods was hypothesized to add little—an orthogonal approach 

would be required to substantially improve upon PSIPRED.  Thus, the question was 

asked whether incorporating better multiple alignments to train the machine learning 

algorithm could lead to improved performance, where alignments were generated by 

profile.build() instead of PSI-BLAST.  

Since the publication of PHD, almost all prediction approaches rely on sequence profiles 

derived from multiple sequence alignments.  Of course, errors in the profiles are bound to 

occur.  Most  errors occur on a small scale and their effects will not be obvious, but if the 

errors in the alignments in the PSI-BLAST profile are serious, the profile will generally 

lose some of its potential to recognize reliably aligned regions (Tress et al. 2003).  It  is 

often quite obvious that a multiple sequence alignment produced by PSI-BLAST has 

many inaccuracies.  PSI-BLAST aligns each database sequence with the single query 

sequence, and hence insertions and deletions are placed at slightly  varying positions in 

the database sequences, resulting in a multiple sequence alignment that  is often 

inaccurate (Dunbrack 2006).
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To test whether a better position specific scoring matrix (PSSM) would improve the 

accuracy  of secondary structure predictions, PSSMs were made via PSI-BLAST using the 

same parameters used by PSIPRED, as well as PSSMs constructed using MODELLER’s 

profile.build() command.  To build a PSSM for a target sequence with 

profile.build(), the sequence is scanned against a Uniprot-90 sequence database, using 5 

iterations, a matrix offset of -450, the Blosum62 matrix, an e-value of 1.0, and gap 

initiation and extension penalties of -500 and -50, respectively. 

These PSSMs were then fed to a binary SVMs trained to discriminate between two 

secondary  structural classes (Figure 5-6). The inputs from each sequence were in the 

form of a 20 x M position-specific scoring matrix, where M is the length of the target 

sequence.  The scoring matrix for a window of 15 positions, centered on the target 

residue, was used as the input to the SVM.  In cases where the window extended beyond 

the protein termini, ‘empty’ attributes were filled with zeros (Ward et al. 2003).  

Following the example of Ward (Ward et al. 2003), the SVM  also used a quadratic kernel 

function, which can represent pair interactions between features, increasing the accuracy 

of helical prediction.  SVM  training was performed with SVMlight.  The values for 

SVMlight (Joachims 1999) were s = 1 (or 0.02), r = 1, d = 2, and c = 0.5.  After the multi-

layer predictions were made, the following post-processing steps popularized by Rose 

and others (Gong and Rose 2005) were applied:  (1) a single C residue flanked by helical 

residues (H) was converted to H; (2) a single C residue flanked by strand residues (E) 
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was converted to E; and (3) a strand residue (E) cannot immediately follow a helical 

residue.

Figure 5-6
Overview of the steps to predict the secondary structure of a target sequence using support vector machine 
classification.  Three separate SVM trees were constructed.  In each, two SVMs were trained to determine 
whether the residue centered within the 15mer window was helix, strand, or coil.  These three predictions 
were then combined, and the post-processing steps popularized by Rose were employed before outputting a 
final Q3 prediction.
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No significant or consistent performance benefits over PSIPRED were observed using the 

Q3 metric on the common RS126 benchmark set.  Ultimately, the drawback with the 

SVM approach is its speed:  the time complexity scales linearly  with the number of 

support vectors (Christianini and Shaw-Taylor 2000).  The linear growth in the number of 

support vectors with the size of the training set, coupled with the high empirical error of 

secondary  structure prediction, meant that the final method had a very large number of 

support vectors, and had memory requirements of ~4GB.  The size of the data set had to 

be limited, as training for very  large datasets is an unsolved problem (Burges 1998).  A 

single prediction took orders of magnitude longer than PSIPRED, and the use of 

profile.build() itself took ~20x longer than PSI-BLAST (ie, a typical sequence of 150 

residues would take 1 and 0.25 hours of CPU time for the profile construction and SVM 

discrimination, respectively).  Given that  there were apparently  no significant or 

consistent performance benefits over PSIPRED, the approach was determined to be 

unviable.  Further, no performance gains were seen using PSSMs from profile.build() in 

place of PSSMs from PSI-BLAST.

A second alternative strategy explored was to predict secondary structure not only  for the 

target of interest, but for homologous sequences, as well.  The hope was that by 

predicting secondary structure of these additional sequences and constructing a jury 

system to weigh the differences, the errors made by PSIPRED when predicting secondary 

structure for an individual sequence would be reduced. To test this approach, PSIPRED 
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predictions were made both for the target of interest, and for up to three other sequences 

sharing 50-70% sequence identity to the target (Figure 5-7).  This range of sequence 

identity  was chosen so the sequences would have sufficient diversity, while still retaining 

the same secondary  structure pattern.  Though it  was observed that PSIPRED predictions 

were often more correct for one of the sequences, it was extremely difficult to identify 

which prediction(s) were most correct.  Reliance on a simple jury scheme and various 

weighting schemes did not improve upon the Q3 performance of standard PSIPRED.  

Figure 5-7
PSIPRED predictions were made for the target of interest (HMLG0), as well as for 2-3 sequences sharing 
~50-70% sequence identity to the target.  Though PSIPRED was able to predict certain regions more 
accurately for different sequences, no weighting scheme could be found that consistently outperformed 
standard PSIPRED.  

These results support the contention that existing single-sequence secondary structure 

prediction algorithms are almost optimal, and given the limited amount of information 

available in local interactions along the protein sequence, one should not expect a 

dramatic improvement in prediction accuracy (Crooks and Brenner 2004).  That said, 

perhaps in the future all 8 DSSP states can be predicted.  This has already  been attempted 

using recurrent neural networks, and SVM approaches have shown promise at  predicting 

"- and 310-helices from evolutionary  profiles, as well as recognizing parallel and anti-

parallel strands (Ward et al. 2003).  Incorporation of these types of predictions could be 

used to further filter sub-templates.
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PSSM Information

Along with secondary structure predictions, the second piece of information currently 

used to identify sub-templates for an input target sequence is a position-specific scoring 

matrix (PSSM), constructed using MODELLER’s profile.build() command.  To build 

a PSSM for a target sequence, the sequence is scanned against a Uniprot-90 sequence 

database, using 5 iterations, a matrix offset of -450, the Blosum62 matrix, an e-value of 

1.0, and gap initiation and extension penalties of -500 and -50, respectively.  

Selection of Sub-Templates with SALIGN

The PSSM  and PSIPRED predictions form the basis for the scoring function used to 

identify plausible sub-template matches for the target sequence of interest.  Briefly, the 

target sequence is compared to each of the template structures using MODELLER’s 

align.salign() command.  Plausible local matches are retained for further filtering.

There is substantial evidence showing that even novel folds can be constructed from sub-

templates derived from the PDB.  In 2003, Du and colleagues showed that for seven-

residue fragments, there was over a 99% probability that there existed in the PDB 

contained such a sub-template within 0.7Å RMSD, and an over 98% probability  that for a 

9-mer there existed in the PDB such a fragment within 1.0Å RMSD (Du et al. 2003).  

More recently, Zhang and Skolnick (Zhang and Skolnick 2005) demonstrated that 

sufficient structural diversity  already exists in the PDB for the protein-folding problem be 
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solved in principle by the current  PDB library.  The idea of using database nearest 

neighbors has already been applied in many local structure prediction methods (Sippl 

1990; Topham et al. 1993; Yi and Lander 1993; Salamov and Solovyev 1997; van 

Vlijmen and Karplus 1997).  The rationale of such methods is that there is a large portion 

of local structures with strong sequence signals that are reused in non-homologous 

structures (Han and Baker 1995; 1996; Bystroff and Baker 1998).  However, knowing 

that a structural sub-template exists in the PDB is only  the first step: one must also be 

able to pick it out.

This problem is difficult because fragments, in contrast to domains, are not  expected to 

exist independently or to have unique evolutionary relationships.  Similarities between 

fragments of different proteins are typically viewed as resulting from a limited number of 

structural choices in three-dimensional space, and fragment libraries are treated as 

structural alphabets. As words in human speech, no relationship of any type is assumed 

between proteins sharing some number of letters in this structural alphabet (Friedberg and 

Godzik 2005).  

The length of a sub-template match is, however, proportional to the likelihood of there 

being a relationship to the target sequence.  Many short sequence fragments are 

associated with a broad distribution of local structures, rather than with a well-defined 

structural motif (Han and Baker 1995; 1996; Han et al. 1997).  The nature of fold 

diversity is as expected:  fold diversity  (the number of folds in which a particular 
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fragment is found) decreases with fragment length increase. However, the contrast 

between extremes as dependent on fragment length is quite striking:  90% of the 20-

length fragments cover only 10 folds, whereas 90% of the 5-length fragments cover some 

40 folds (Friedberg and Godzik 2005).  For fragments, a small radius of gyration is 

associated with high fold diversity, suggesting that, indeed, some of those fragments play 

a role as protein building blocks appearing in unrelated folds (Friedberg and Godzik 

2005).  

For longer sequence segments, it  becomes more difficult to find a similar fragment in the 

template database.  The challenge is thus to devise an alignment scheme that is able to 

correctly  identify the longest  possible correct sub-template matches, while also 

minimizing the noise from the inclusion of many  more shorter and/or structurally 

different sub-templates.  

MODELLER’s SALIGN module has been selected for the alignment task.  For this 

application, SALIGN is used to create a local, profile-profile alignment between the 

target sequence and each plausible template, using its option to generate suboptimal 

alignments.  Additionally, SALIGN was fed a secondary  structure scoring matrix to 

incorporate the PSIPRED predictions into the scoring function.  Both the PSSM score 

and secondary structure matrix had a weight  of 1.0 in the scoring function.  The pairwise 

PSSM score was used, with a smoothing value of 10.  Suboptimal alignments were 

generated with an offset value of -50, and 200 suboptimal alignments were constructed. 
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The secondary structure scoring matrix compares the predicted secondary structure for 

the target with the assigned secondary structure of each template.  The secondary 

structure assignments of the template were made using MODELLER’s 

model.write_data() command.  An N x M matrix is constructed using standard 

MODELLER conventions.  Each position is assigned a value equal in magnitude to the 

PSIPRED confidence value for that residue’s position:  if the actual and predicted 

secondary  structure match, the box gets a score of +(confidence value); if they disagree, 

the box gets a negative value.  The scores thus range from -9 to +9, and are given a 

weight of 1.0 in the SALIGN scoring function.  

One possible way  to better align predicted and actual secondary  structure matches is to 

use a fixed secondary structure substitution matrix.  One such matrix, proposed by Wang 

and Dunbrack(Wang and Dunbrack 2004), has the form:

H C S

H 1.38 -1.86 -3.83

C -1.19 0.81 -0.70

S -3.40 -1.21 1.54

Additional sources of information that could be considered in the future are solvent 

accessibility, or the depth of a fragment (ie, the mean distance in Å between the fragment 

and the closest solvent-accessible surface of the protein).  Pei and Grishin (Pei and 

Grishin 2004) have shown that  the agreement between predicted solvent accessibility and 
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the actual solvent accessibility as calculated by Naccess  (Hubbard et al. 1991) can add a 

significant increase in the accuracy of local structure prediction, even when only two 

classes of accessibility (ie buried and exposed) are used.  Another possibility is to predict 

the depth of a fragment, which has been shown to be useful in profile-profile alignment 

methods (Zhou and Zhou 2005a).

The gap penalty used is an affine gap  penalty  (AGP) function.  AGP functions typically 

are of the form g = u + vl, where the gap penalty depends upon the gap initiation and 

extension parameters, u and v, respectively, and the number of residues in the gap, l.  Gap 

penalties were chosen so as to minimize the number of gaps contained within a sub-

template.  The values chosen for u and v were -500 and -300, respectively.

The variable gap penalty (VGP) approach of Madhusudan et al (Madhusudhan et al. 

2006) was also tested.  The VGP approach penalizes for gaps that are introduced within 

regions of regular secondary structure, buried regions, straight  segments and also 

between two spatially  distinct residues.  For a pair of proteins with ~200 residues each, 

dynamic programming with AGP is essentially  instantaneous.  On the other hand, 

dynamic programming with the variable gap penalty  function allowing for arbitrary  gap 

lengths takes ~2m on a modern PC (Madhusudhan et al. 2006).  Given that a target 

sequence is compared to a structural database of 7314 templates, the difference in speed 

between VGP and AGP is too large, given the small potential improvements one expects 

from the VGP algorithm.  
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Filters were added to restrict  the size of sub-template matches.  Experimental data shows 

that short peptide sequences, four or five amino acid residues long, appear most flexible 

(Zhou et al. 2000).  This may explain why the majority of insertions and deletions are of 

this length (Pascarella and Argos 1992).  Further, it was shown by Zhou et al  (Zhou et al. 

2000) that as many as 1 in 6 identical 8-mers form variable local structures, pointing to 

the innate flexibility of short peptide sequences to adapt to best  match their environment.  

For this reason, a lower size limit  of 8 was enforced, such that any sub-template matches 

of 7 or fewer were excluded.  An upper bound of 20 residues was also enforced, as long 

sub-templates are fold-specific.  Gaps were not allowed in either the target sequence or 

any sub-template.

Once all templates have been aligned to the target sequence (approximately 3 CPU 

hours), the sub-template matches are ranked by alignment score.  The aforementioned 

filters eliminate those sub-templates that are too small, too large, or contain gaps.  The 

user has the option to return all sub-template matches that score above a specified 

threshold (100 units), or a maximum number of sub-template matches.  

Prior to inclusion of a sub-template in the growing mega-alignment, the appropriate 

residue span of the sub-template is cut out of the template PDB file; it  is acknowledged 

that this results in the loss of information about the sub-template’s environment that 

might be helpful.  The excised sub-template is checked to ensure that: (1) there are no 
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chain breaks, defined as adjacent  C"-C" separated by 4.0Å or more; (2) the sub-template 

is not just a C" trace model.  Once all sub-templates are validated, the resulting mega-

alignment is output to a file.

Filtering sub-templates with a torsion angle score

The mega-alignment produced by SALIGN can be further filtered using a torsion angle 

potential.  To develop this potential, a training set of 5458 protein chains was developed 

using the Pisces culling server to identify all X-ray structures in the PDB with a 

resolution better than 2.5A, free R-factor below 0.25, and a sequence identity cutoff of 

40%.  The %, &, and '1 angles for every residue of these chains were calculated using 

MODELLER’s model.write_data() command.  

Torsion angle score mesostates were used as bins, using the established conventions 

established by Shortle (Shortle 2002).  Two types of mesostate binning is considered for 

%/& angles:  p6 (left image) and p15 (right image), shown graphically in Figure 5-8.  

Each color represents a separate bin, with the white region considered its own bin.  Chi1 

was binned in 3 bins:  -120 to 0, 0 to 120, and 120 to -120 degrees.   

For each non-terminal residue not adjacent to a chain-break in the crystal structure, a 

triplet was centered on the (central) residue of interest.  The p6 state of the preceding and 

following residues were noted, as was the p15 state and '1 bin of the residue of interest.  

For each standard amino acid residue type, this binning scheme contains 1620 bins (6 x 
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15 x 6 x 3 bins for p6-p15-p6-'1, respectively).  

Figure 5-8
The two types of mesostate binning used in the torsion angle potential.  

Once counts were established for every residue of the 5458 protein training set, 

propensities were calculated for each bin, where:

[ (number of residue type A in bin) / (total number of residue type A in training set)] /

 [(number of residues of any type in bin) / (total number of residues in training set)] 

For example, for an Ala found in bin 1-2-3-1 (p6-p15-p6-chi1), the propensity would be 

calculated as the (number of alanines observed in bin 1-2-3-1 / total number of alanines 

in the training set) divided by the (total number of residues of any  residue type observed 

in bin 1-2-3-1 / total number of residues in the training set).  The negative log of this 

value is then taken.  The most favorable bin for each residue can also be easily found, as 

it is the bin with the greatest (ie lowest negative log value) propensity.  

   190



To use this potential to score how well a sub-template matches a region of the target 

sequence, a sum is calculated for the log propensity for each residue of the sequence of 

the target to be observed in the p6-p15-p6-chi1 bin of the corresponding residue of the 

sub-template.  This sum is then divided by  the sum of the ‘optimal’ (ie most favored) bin 

for the residue being considered.  The output is a score that is normalized for length, and 

of the range 0.0 - 1.0.  The torsion score can be used to filter all sub-templates that score 

below 0.2.  

Given that the predicted secondary structure is included in the scoring function used to 

select sub-templates, why is this torsion angle filtering step required to post-process a 

mega-alignment?  Although three-state secondary prediction methods are powerful tools 

in protein structure prediction from amino acid sequences, three-state secondary structure 

predictions are relatively coarse: for example, they do not distinguish one loop 

conformation from another.  Backbone torsion angle predictions, on the other hand, 

provide local structural information that  is useful in defining local structures for highly 

variable regions in amino acid residue sequences (Kuang et al. 2004).  

Amino acid residues have propensities for different secondary structure types:  strong 

alpha-helix formers with low beta-strand propensity (Ala, Arg, Glu and Gln), strong beta-

strand formers with low alpha-helical propensity (Val, Ile, Phe, and Tyr), and amino acids 

with high propensity for irregular conformation (Gly, Pro, Asn, and Asp) (Kuznetsov and 

Rackovsky 2003).  Protein backbone torsion angle prediction provides useful information 
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about these propensities that goes beyond conventional three-state predictions. "-helices 

and #-sheets consist  of residues with backbone torsion angles clustered around the " 

(centered at % = -60, & = -40), #(centered at % = -120, & = 120) regions, respectively.  

Backbone structures in the loop regions, however, are not as regular as in alpha-helices 

and beta-sheets and can have dihedral angles in any populated region of the 

Ramachandran plot (Kuang et  al. 2004).  Although many loop regions contain recurrent 

local structural motifs (Wojcik et al. 1999; de Brevern et al. 2002; de Brevern et al. 

2004), the large conformational variability makes the characterization and prediction of 

loop conformations one of the most challenging molecular modeling problems (Wojcik et 

al. 1999; Fiser et al. 2000; Xiang et al. 2002; de Bakker et al. 2003).  Accurate prediction 

of protein backbone torsion angles will substantially improve modeling procedures for 

local structures of protein sequence segments, especially in modeling loop conformations 

that do not form regular structures (Kuang et al. 2004).

The torsion angle potential was inspired heavily by  work of Shortle (Shortle 2002).  

Shortle raised the possibility that long-range structure may not depend entirely  on long-

range interactions, but instead may  arise through the cumulative effects of many local 

interactions between each amino acid residue and its sequential immediate neighbors 

(Pappu et al. 2000).  Although modest in size, the cumulative effect of these local 

sidechain – backbone interactions may  severely restrict the conformations accessible to a 

polypeptide chain (Shortle 2002).   In both our approach and that of Shortle, the 

propensity  of each amino acid residue is treated as an equilibrium constant for 
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partitioning that side chain into the corresponding local environment and an averaged 

one.  Thus, the logarithm of the propensity approximates the free energy of exchanging 

an average side chain with a specific one.  The free energy for each residue position is 

assumed to be additive, so the score for a sequence fragment is the sum of the log of the 

propensities at each position (Shortle 2002). 

Calculation of Sub-template Derived Distance Restraints

Once the mega-alignment has been constructed and filtered, the sub-templates are used to 

derive distance restraints.  The manner in which MODELLER calculates the distance 

restraint standard deviation for comparative models takes into account a number of 

factors such as the number of positions from the closest alignment gap, the distance being 

restrained, the solvent accessibility of the residues whose atoms are being restrained, and 

the overall target-template sequence identity  (Sali and Blundell 1993; Sali and 

Overington 1994).  Testing has revealed that the rules for restraining distances from 

homologous structures (Sali and Blundell 1993; Sali and Overington 1994) break down 

when applied to sub-templates of fewer than ~20 residues.  Specifically, the standard 

deviations of the distribution of the sub-template distances aligned with a given target 

distance becomes larger than the mean distance being restrained.  

The primary distances restrained are between C!-C! and mainchain N-O atoms.  A 

distance cutoff of 10Å is used in de novo predictions for C!-C! and N-O distance 

restraints; atoms separated by more than this value within a sub-template are not 
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considered when calculating distance restraints.  In comparative modeling, the distance 

cutoff on C!-C! distances is 14.0Å, and for N-O distances the cutoff is 11.0Å.  The 

shorter distance reflects the lack of confidence in the conservation of long distances 

within a sub-template.  Though these distance cutoffs have been used for de novo 

predictions, they should be modified to instead limit the number of residues separating 

the two restrained residues (K) to better reflect protein architecture.  For example, the i to 

i + 4 C" distance in a helix is approximately 6Å, but nearly 14Å for a strand; strand 

residues separated by  4 residues or more thus have not been restrained in the current 

scheme, and this recently discovered, significant error (Figure 5-9) should be remedied 

going forward.

Figure 5-9
Using the current thresholds, what fractions of observations are being discarded from the generation of 
restraints vs. sequence separation (K)?  At a sequence separation of K = 5,  only 53% of observations are 
currently being included in restraint generation.  This number drops to 18% and 15% for K = 8 and K = 11, 
respectively.  Thus, a majority of available information is being discarded unnecessarily using the current 
thresholds.
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Initially, standard deviations on all sub-template derived distance restraints were fixed to 

a constant value of 0.4Å.  This cutoff was determined empirically: overlapping native 

fragments were used to build models, and a standard deviation of between 0.4 - 0.5Å was 

judged to be the best at reconstructing the proper native fold, while allowing for small 

deviations that one would expect would be present in sub-template based modeling.  

Though effective, this scheme would break down quickly in a generalized scheme, and 

thus an alternative approach was subsequently implemented.

Thus, the current, flexible scheme for deriving distance restraints relies instead on 

calculating the standard deviations based on a beta-mixture model combining the 

empirical distance distributions from the sub-templates with the distributions from the 

DOPE atomic distance-dependent statistical potential.  For all i, j residue pairs in the 

target, intra-template distance histograms are created from the sub-templates contained in 

the mega-alignment.  Three different atom pairs are counted:  C"-C", C#-C#, and N-O.  

Counts are generated from 2-15Å, using 0.5Å bin widths. For each i, j residue pair, the 

corresponding distance histogram is fed to a beta-mixture model that combines these 

distances with the DOPE potential, down weighting the counts of distances greater than 

7Å. The feature probability  density functions (in this particular case, the interatomic 

distances) used are estimated using the mixture model of beta distributions 

,
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where the , , and  are the weight and shape parameters for component i in the 

mixture model of feature pdf, and the is the beta function. The beta distribution 

was chosen for this application because this distribution function is supported on a 

bounded interval [0,1] or any interval with scaling and shifting. This is very different 

from the normally  used Gaussian distribution, which is supported on the entire real line; 

. The bounded distribution is more convenient for spatial restraints in protein 

structure modeling, most of which have bounded intervals. 

A three-component  beta mixture model has eight free parameters, two weights and six 

shape parameters. One of three weights is dependent on other two because the 

normalization condition 

! 

w
i
=1"  must be satisfied. 

Once weights have been calculated using the beta-mixture model, restraints are created 

using MODELLER’s model.restraints.add(forms.spline) command. 

For de novo predictions, an additional distance restraint type was added:  upper bound 

distance restraints that specify the maximum distance between any 2 C" atoms, Dmax.  

The Dmax scores are based upon the work of Betancourt and Skolnick (Betancourt and 

Skolnick 2001b), who normalized the RMSD by the average RMSD from random pairs 

with similar size and radii of gyration.  To determine what the upper distance should be, 

the template database—which consists solely of native structures—was processed to 
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calculate the maximum distance between any  two C" atoms.  This distance was then 

compared with the total length (number of residues) of the sequence, and empirical 

curve-fitting yielded the equation:

! 

Dmax = 8.9487 " (# residues)
0.3415 .

This restraint  was added to ensure that only  relevant portions of phase space are searched 

during the model building and optimization process.  An assumption is that  the target 

native structure is globular.  Given this assumption, the resulting structure is expected be 

well-packed and roughly spherical (Shen et al. 2005; Shen and Sali 2006).  As such, 

forcing the model to search only those regions of phase space likely  to produce a well-

packed, spherical protein. Entropically, there are many more favorable, extended 

configurations of the target sequence than there are well-packed, tight structures.  The 

upper bound restraints help to increase the fraction of models that  are built that have 

reasonable topology and packing.

Alignment and restraint testing protocol

Ten members of the training set (1aa2A, 1aa3A, 1acfA, 1acpA, 1ag2A, 1ahoA, 1ailA, 

1aj3A, 1ajjA, 1apfA) were selected to build a decoy set with which the many parameters 

of SALIGN and the beta-mixture model could be optimized (Figure 5-10).  For each 

member, a total of 25,000 models were calculated, using both native information and 

information derived from non-homologous sub-templates.  The RMSD range for each 

decoy  set was very broad—ranging from under 1.0Å C" RMSD to well over 15Å 
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RMSD.  The total decoy  set was comprised of 250,000 models of widely varying 

accuracy.

To test a particular parameter set, a mega-alignment was created for each of the ten 

members of the training set, using only  non-homologous templates in the template 

database.  Restraints were then calculated from the resulting mega-alignment.  The 

restraints file was read into MODELLER, and the atmsel.energy() command was used 

to score the decoy models that had already been built for that decoy.  Three different 

restraints were tested: C"-C", C#-C#, and N-O distance restraints.  

By pre-building a pool of decoy structures, the expensive model-building stage of de 

novo predictions could be avoided.  This approach thus allows for the rapid optimization 

of the many parameters from the alignment and restraint steps for a prediction: 

   198



Figure 5-10
The steps to optimize the many parameters specifying the construction of the mega-alignment and spatial 
restraints.  
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MODEL BUILDING PROTOCOL

The automodel class of MODELLER has been subclassed to form the tnt_model class, 

which has a few essential changes from the standard model-building automodel class 

that reflect the differences between comparative modeling and sub-template based 

modeling.  Additionally, the model-building protocol differs substantially from that of 

comparative modeling.  In comparative modeling, only  a small number of models are 

generally  produced, as the high certainty of the restraints severely restricts the models to 

resemble the template structure.  In contrast, in de novo predictions one must  construct 

tens or hundreds of thousands of models, as the number of long-range restraints are few, 

and the vast conformational space must be sampled thoroughly.

Representation

To adequately sample conformational space, methods for protein structure prediction 

make necessary simplifications that may  also reduce their accuracy.  Thus, the idea of 

feeding coarse models, iteratively, into a higher resolution method that samples less 

effectively was introduced a decade ago (Lee et al. 1998).

Part of such simplifications is the representation of the model itself.  At the high-

resolution extreme is an all-atom and explicit  solvent representation.  Though this is the 

most detailed representation available, it represents such a large number of atoms that the 

many interactions among them quickly become too computationally expensive to sample.  

Further, it is not clear that this level of detail is necessary during the stage of the search 
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when the model is far from the native conformation.  At the other extreme, lattice models 

represent residues as single points on a discrete lattice.  Such lattice models can allow for 

complete or at  least partial enumeration of all possible conformers, yet can be too 

simplified for many questions of interest.

The solution employed here is too add in the detail only when necessary, because 

introducing a higher level of accuracy to the energy potential makes for a more rugged 

surface that is more difficult to sample on a practical time scale.  Two different 

representations are employed for model building: a mainchain/C# (MCC#) 

representation, and an non-hydrogen atom representation.  Further, an implicit solvation 

model is always used in place of explicit solvent.

For most residue types, the MCC# representation reduces the number of atoms per 

residue from ~10 to 5.  In this representation, side chain atoms are located at the beta 

carbon, which amounts to averaging over the sidechain degrees of freedom and permits a 

significant performance enhancement at the loss of some degree of specificity.  In 

essence, this is a ‘full’ backbone representation, as the #-carbon can be regarded as a 

backbone atom because it  has no additional degrees of rotational freedom, and all chiral 

amino acid residues have an equivalent #-carbon (Baldwin and Rose 1999a).  Initial 

rounds of model building utilize this MCC# representation to efficiently  produce models 

of plausible topology.
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Once collapsed models of plausible topology are constructed, the representation is 

changed to the all non-hydrogen atom representation.  This representation contains 

approximately twice the number of atoms as the MCC# representation, slowing model 

building by approximately a factor of 4.  Though this is a drawback, the additional atoms 

allow for more accurate assessment of model accuracy (Table 2-2).

It should be noted that the use of Cartesian coordinates in place of torsion angles 

represents a departure from most de novo approaches.  Most approaches utilize torsion 

angles instead of Cartesian coordinates because they  reduce the minimum number of 

parameters needed to properly place a residue to exactly  three (phi, psi, and omega), from 

9 Cartesian coordinates (x, y, z for N, C, and C"), and have correspondingly lower 

memory requirements (Holmes and Tsai 2004).  However, studies show that there is 

approximately an order of magnitude increase in speed using Cartesian space for model 

building, albeit with a tradeoff in memory requirements (Holmes and Tsai 2004).  

Memory space is not an issue with our method, so Cartesian representations were 

selected.

Initial Conditions

In complex systems with many degrees of freedom such as peptides and proteins, there 

exist a huge number of local-minimum-energy states.  In principle, all practical 

conformational sampling methods have a “sampling problem,” in that there is no 

guarantee that the best or even a good conformation will be visited within a reasonable 
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number of sampling steps.  The important question is not whether there is a sampling 

problem—without a doubt there is—but rather how quickly  the sampling visits a 

conformation that is good enough for the application.  As such, model building results 

will often depend strongly on the initial conditions (Mitsutake et al. 2001).  

The starting point for current model building is to superpose all sub-templates to yield a 

starting conformation. This starting point is an adaptation of the same initial conditions 

for comparative modeling.  In comparative modeling, all templates are superposed to 

yield the starting conformation.  Because each of the templates is expected to have the 

same fold as the target  sequence, the starting conformation thus closely resembles the 

final model, except for loop  regions, which are optimized and improved during 

optimization.

For each individual model building optimization of a de novo prediction, each atom of 

this starting conformation is randomly moved up to 7Å, creating a large pool of 

dissimilar starting conformations from which models are built.  In contrast to the 

comparative modeling case, however, the starting conformations bear little resemblance 

to globular proteins, let alone the specific topology of interest (Figure 5-11).   Thus, 

extensive computer time is spent attempting to move the starting conformation into a 

more native-like topology; improvements in the initial conditions for model building 

could vastly improve the accuracy of the method itself.
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Figure 5-11
Top panel:  native structure of 1aa2A (blue cartoon) superposed on the initial model coordinates (red/green/
blue lines) as currently produced.  No secondary structure, proper stereochemistry,  or connectivity can be 
seen.  Bottom panel:  same initial model coordinates, with the native structure removed for clarity.  No 
protein-like topology is observed.
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Aside from the superposition of sub-templates employed in our method, two common 

initial conditions for folding simulations and de novo predictions are a completely 

extended and thermally denatured chain.  Because both initial choices are unphysical, 

significant amounts of computer time must be spent during the subsequent search stages, 

and the poor initial configuration could even drive the protein down an otherwise 

unpopulated folding pathway.  Thus, a physically realistic configuration for the unfolded 

state should save computational resources while increasing accuracy (Jha et al. 2005).

Again, inspired by  the hierarchical model of protein folding, a better starting 

conformation would be to attempt to model the actual unfolded state of the target 

sequence, which would then optimized to produce the fully  folded, native-like structure.  

The traditional view of the unfolded state has been as a random coil.  By definition, a 

random coil has no strongly preferred backbone conformations, as energy  differences 

among them are of order ~kBT.  Accordingly, the energy  landscape for such a polymer can 

be visualized as an “egg crate” of high dimensionality, and a Boltzman-weighted 

ensemble of such polymers populates this landscape uniformly (Fleming and Rose 2004).  

A commonly held view is that the random coil is like spaghetti on a plate, lacking well-

defined structure and free to move in an uninhibited manner. If so, there is a puzzling, 

time-dependent search problem as unfolded polypeptide chains negotiate self-avoiding 

Brownian excursions through this featureless landscape en route to their native 
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conformation. Concepts like folding funnels, kinetic traps, and frustration arose as 

attempts to rationalize this process (Dill 1999). However, such conundrums are 

eliminated by  the presence of sufficient conformational bias in the unfolded state 

(Zwanzig et al. 1992; Srinivasan and Rose 2002). In fact, significant conformational bias 

is inescapable, and it originates from sterically imposed chain organization that extends 

beyond nearest sequential neighbors (Pappu et al. 2000), at  least in part.  Indeed, the 

random coil model need not  imply  an absence of residual structure in the unfolded 

population (Fleming and Rose 2004), and there is a large and growing body of evidence 

that shows preorganization in denatured proteins (Fitzkee and Rose 2004).  The initial 

conditions of the modeling procedure should be improved to reflect this reality.

Clear parallels can be drawn between the model ‘folding’ in silico and in vivo.  If a 

protein in vivo truly started from an unfolded state that lacked preorganization, how could 

it possibly discover its native conformation in biological real time?  If restricted solely to 

the two most populated regions for a dipeptide, a 100-residue backbone would have 1030 

conformers.  With bond rotations of order 10-13 s, the mean waiting time en route to the 

native conformation would be prohibitive just for the backbone; in actuality, 

experimentally determined folding times range from milliseconds to seconds (Fitzkee and 

Rose 2004).  Similarly, if the initial conditions for the in silico model lack sufficient 

preorganization or resemblance to the native topology, the model is unlikely to discover a 

native-like conformation in an acceptable amount of CPU time.  Better starting 
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conditions would also ease the burden on the de novo scoring function, as well as avoid 

many of the local minima that can lead to inaccurate predictions.

How might the starting conditions be improved?  First, threading approaches could be 

employed to find plausible topologies for the target sequence.  Given the size and breadth 

of the PDB, it is extremely unlikely  that any given sequence will represent an entirely 

new fold.  An easy  way to generate a pool of plausible starting conformations is thus to 

run ModPipe with a very permissive e-value threshold (5.0 or greater), and post-filter the 

resulting models using a scoring function as described in Chapters 2 and 3.  Indeed, 

DOPE and TSVMod each offer great potential to be used as the scoring function for such 

threading tasks (Figure 3-4).  Alternatively, the initial conformation could be constructed 

using predictions made about the target sequence.  Rather than a normal extended chain, 

the target could start  as a polyproline II helix, the preferred conformation for an unfolded 

polypeptide in water (Pappu and Rose 2002).  Canonical secondary structure could be 

added to helical and strand regions predicted with high confidence.  Next, turns could be 

predicted via learning machine methods, which have been shown to predict turns from 

sequence with high accuracy  (Cai et al. 2003b).  The resulting initial conformation is thus 

preorganized to form a native-like topology, with proper stereochemistry.  Each approach 

is expected to provide better staring conditions than the current scheme, and produce 

more high-accuracy models in less CPU time than is currently achievable.
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Scoring function

In this method, scoring and sampling are coupled, in that the optimization of the model is 

dictated by the scoring function.  The scoring function is a balance between 

stereochemical restraints that allow for very little variation (e.g. bond lengths), sub-

template derived restraints that attempt to model local structure based upon the sub-

templates contained in the mega-alignment, and non-bonded scoring potentials that  are 

minimized to find conformations with optimal tertiary packing.   

Stereochemical terms include bond lengths, bond angles, dihedral potentials, and soft-

sphere overlap potentials that ensure only stereochemically correct models are produced 

by the protocol.  These terms all have weights of 1.0 in the scoring function.

Sub-template derived terms include C"-C", C#-C#, and N-O distance restraints; 

mainchain $,(, and ) dihedral restraints; and secondary-structure derived dihedral and 

distance restraints.  The C"-C", C#-C#, and N-O distance restraints were calculated as 

described; these terms are given a weight of 1.0 in the scoring function.  Secondary-

structure derived dihedral and distance restraints enforce the particular secondary 

structure type on a residue.  These restraints are applied to residues predicted by 

PSIPRED to be helix or strand, with a high confidence value.  

To determine appropriate confidence value cutoffs for applying secondary  structure 

restraints, the 87-protein benchmark set was used to evaluate the frequency with which 
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the PSIPRED predictions were incorrect, and how the accuracy varies with the PSIPRED 

confidence score.  For the three types of secondary  structure, helices were predicted with 

the greatest accuracy, with residues in the coil group being the least accurate.  For a given 

PSIPRED confidence score, Table 5-4 shows the number of residues predicted at or 

above that confidence value, and the fraction of these predictions that  were incorrect (ie 

for helix predictions and a confidence value of 3, there were 2285 residues from the test 

set that were predicted, and 92% of these were correct).  

Table 5-4

PSIPRED accuracy for a given secondary structure type as a function of confidence value.

PSIPRED 

Confidence 

Value

Helix Coil Sheet

Total Wrong Total Wrong Total Wrong

0 2521 0.12 2889 0.22 1151 0.26

1 2445 0.10 2728 0.20 1081 0.25

2 2370 0.09 2568 0.18 1000 0.22

3 2285 0.08 2423 0.17 927 0.20

4 2197 0.07 2216 0.16 850 0.17

5 2084 0.06 2033 0.14 768 0.14

6 1946 0.05 1793 0.12 670 0.10

7 1779 0.04 1482 0.11 577 0.07

8 1561 0.02 1046 0.10 473 0.05

9 1207 0.00 397 0.14 285 0.01

Secondary  structure restraints are added if the residue is predicted to be helical with a 

confidence of 5 or greater, or if the residue is predicted to be strand with a confidence of 

7 or greater.
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The Dmax restraints are also part  of the scoring function.  They are applied as upper bound 

restraints, with a standard deviation of 0.001.  Thus, violations of these restraints are 

heavily penalized, to the point that violations almost never occur.

Because in de novo modeling each sub-template is only a plausible match for the target 

sequence, pseudo-energy  potential energy and statistical potential terms are extremely 

important for an accurate prediction. Indeed, because only short-range interactions are 

captured in the sub-templates, long-range interactions only arise from the energy 

minimization of these non-bonded terms.  Distance-restraints ensure that segments that 

have strong biases are poised to form persisting structure, especially when they are 

fortified by  additional stabilizing interactions (Baldwin and Rose 1999a).   In the absence 

of such strong restraints—such as in loop  regions—the pseudo-energy terms become 

crucial to the success of the method.

Pseudo-energy terms used in the scoring function include standard Lennard-Jones, DOPE 

dynamic non-bonded restraints, and GBSA implicit  solvent model.  By default, these 

terms all have weights of 1.0.  These terms help  ensure that  the model is a compactly 

folded polypeptide chain with a core that is clearly  well packed, highly enriched in 

hydrophobic residues, with few polar or charged residues found buried in the protein core 

(Jones and Thornton 1996).  DOPE has been implemented as described elsewhere (Shen 

and Sali 2006).  The implicit solvent model used in the scoring function is the 

Generalized Born approach of Still (Still et al. 1990).   Though not as rigorous as a 
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Poisson-Boltzman (PB) approach might be, the extensive sampling that is required would 

likely have made the PB approach too computationally  expensive.  Recent improvements 

(Ghosh et al. 1998) to Still’s original treatment of the GB model have reduced the 

performance gap  between the two approaches, while maintaining the speed advantage of 

GB.

In essence, pseudo-energy terms attempt to capture two meaningful physical effects:  

maximization of the number of hydrophobic interactions, and minimization of the 

number of buried polar atoms that  do not participate in hydrogen bonds (Dill et al. 1995; 

Sun et al. 1995; Yue and Dill 1996).  Although they are often included to assure proper 

polypeptide geometry, other terms (e.g. excluded volume, disulfide bridges) do not seem 

to affect the overall results of folding simulations that appear to be governed mainly by 

the trade-off between satisfying hydrogen bonding and affecting the complete 

hydrophobic collapse (Vajda et al. 1997).  As such, the lack of an adequate hydrogen 

bonding term in the current scoring function can be viewed as a severe limitation on the 

approach’s ability to produce good models and score them accurately.

Protein hydrogen bonds are ubiquitous, directional, and largely local.  Hydrogen bonds 

play an important role in defining the structure and function of biological 

macromolecular systems and contribute to the specificity of molecular recognition 

(Fersht 1985), the formation of secondary structures (Bordo and Argos 1994), and the 

energetics of protein folding (Dill 1990).  They are important for partitioning the 
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polypeptide chain into alpha- and 310-helices, beta-sheet, and beta-turns.  Together, these 

hydrogen-bonded backbone structures account for at least 75% of the polypeptide chain, 

on average, with remaining residues participating in both additional intramolecular 

hydrogen bonding and hydrogen bonding to water (Fleming and Rose 2005).  Experiment 

and theory agree that breaking a hydrogen bond costs approximately 5 kcal/mol 

(Krescheck and Klotz 1969; Mitchell and Price 1990; Mitchell 1991; BenTal et  al. 1997; 

Sheu et  al. 2003).  Although in principle it  is conceivable that the local free energy 

penalty of an unsatisfied hydrogen bond could be compensated by the global free energy 

gains, this trade-off seems unlikely because proteins are energy minimized locally 

(Butterfoss and Hermans 2003).  In fact, proteins that do experience energetic deviations 

of this magnitude would be expected to be partially  or even wholly unfolded (Rumbley et 

al. 2001).  Accordingly, the likelihood of finding an unsatisfied hydrogen bond in a 

protein is insignificant.  This realization establishes a powerful rule for evaluating protein 

conformations (Fleming and Rose 2005).  Further, hydrogen bonding is a key contributor 

to the exquisite specificity of the interactions within and between biological 

macromolecules, and hence accurate modeling of such interactions requires an accurate 

description of hydrogen bonding energetics (Morozov et al. 2004).  Though the DOPE 

potential is able to recapture some of hydrogen bonding geometry, generally  speaking 

distance statistical potentials and molecular mechanics force fields only offer a limited 

degree of accuracy when applied to hydrogen-bonded systems (Fabiola et al. 2002; Hu et 

al. 2003; Morozov et  al. 2004).  Thus, an explicit, orientation-dependent hydrogen 

bonding potential would be a crucial addition to the scoring function.
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Scoring—both weights of the terms that contribute to the scoring function and the 

manner of selecting the final model—remains the main bottleneck of the method.  In a 

majority  of cases, the model with the lowest objective function score is significantly less 

accurate than the best sampled structure, and it scores better than the locally relaxed 

native structure.  Further, the correlation coefficients (r values) between the individual 

terms of the objective function and RMSD are extremely low, and in some cases even 

exhibit inverse relationships than what is expected (Figure 5-12).  Thus, mere re-

weighting of the existing terms of the objective function will likely be insufficient to 

adequately improve the scoring function.  Filtering and/or clustering of the models prior 

to scoring may help alleviate some of these concerns  (discussed below).
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Figure 5-12
Without filtering, the terms of the objective function are neither individually nor cumulatively able to 
recognize good models from bad.  For four small targets, the correlation coefficients between the individual 
terms of the scoring function and RMSD are presented.  Decent models are sampled for the small number 
of models produced, yet the scoring function does not guide the optimization, nor identify the best models 
produced.  Even DOPE fails to identify good models, in part because there are so few distances to assess in 
models this small.

Model building

Given an alignment of sub-templates and a target sequence, the model building routine 

consists essentially of thousands of independent model building operations, with the best 

model selected at the end via a scoring function.  The tnt_model class, a subclass of 

MODELLER’s automodel class, is used to build many thousand independent operations, 

typically 100,000 or more attempted model building operations.  
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Model building is performed in an iterative manner.  In the first  round of model building, 

the MCC# representation is used.  Models are built and ranked, with the best scoring 

models used as templates a subsequent iteration.  In this second iteration, the all non-

hydrogen atom representation is used in place of MCC#.  The reason for the two-tiered 

approach is that, in general, the method can lead to a series of initial structures that may 

include partially folded structures, folded structures not precisely  native, or native 

structures not at the global scoring function minimum.  However, because the 

conformational space of a protein is so huge, it is difficult for our or any other heuristic 

structure generation procedure to have any significant chance to produce a native-like 

structure in just one pass (Zhu et  al. 2003).  Thus, our response is to increase the detail of 

system representation when judged to be necessary, because doing so makes the scoring 

function hypersurface rugged and thus more difficult to sample, thereby restricting the 

distance in conformational space that can be sampled on a practical time scale (Lee et  al. 

2001).  Though the current scheme scores models from the first  iteration as a whole, an 

alternative approach would be to use a method that assigns a local quality measure to 

each residue of a model and thereafter combines the best parts from different models into 

a hybrid model using multiple templates (Wallner and Elofsson 2006).

Model building is handled in a distributed manner, using the sge_qsub_job distributed 

computing functionality of MODELLER.  The model-building job is submit to a head 

computational node, which submits a number of independent  slave jobs to the queue to 

build the specified number of models.  Each slave node receives a starting conformation 
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and attempts an independent model-building optimization.  Upon completion of all 

model-building tasks, the slaves are terminated and cleared from the queue.  

Model-building attempts that exceed the maximum allowed objective function score 

(75,000) are terminated; roughly 30% of model building optimizations are terminated 

before an optimized model is produced.  This threshold limits wasted CPU time, as 

optimizations that are unlikely to produce a native-like structure are terminated.  The 

optimization itself consists of 2-4 iterations of the very_slow optimization schedule, with 

the energy terms and restraints as described above. This implements several rounds of 

conjugate gradients and simulated annealing molecular dynamics (MD) in an effort  to 

thoroughly  sample conformational space.  Specifically, the MD schedule uses 300 steps 

of MD equilibration at  each of the temperatures of (150, 250, 400, 700, 1000, 1300), 

followed by 1000 steps of MD sampling at the temperatures of (1300, 1000, 800, 600, 

500, 430, 370, 320, 300).

Ordinary MD of the sort employed thus far is unlikely  to sample conformational space 

quickly enough for native-like topologies to be produced in reasonable amounts of wall-

clock time.  For example, Fan and Mark (Fan and Mark 2004) showed that molecular 

dynamics simulations on a tens to hundreds of nanoseconds time scale can lead to tighter 

packing of helices, regularization of elements in beta-sheets, improvement in the packing 

of the structural elements, and an overall reduction in the RMSD of the structure from the 

native state.  However, to see such improvements, the standard MD of this approach 
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required ~100 CPU days of time, and even then only  a small subset (18%) of their 

models was substantially  improved.   Thus, different approaches are necessary, as 100 

CPU days per individual model is too expensive to employ  in our de novo scheme, where 

tens of thousands of models are produced.

A better approach to sampling would be to replace the current optimizers with state-of-

the-art methods, such as the replica-exchange molecular dynamics (REMD) method.  

REMD attempts to avoid simulations becoming trapped in one of the many local-

minimum-energy states.  In this method, a number of non-interacting copies (or replicas) 

of the original system at different temperatures are simulated independently and 

simultaneously  by  the conventional MD method.  Every  few steps, pairs of replicas are 

exchanged with a specified transition probability.  The weight factor—often difficult to 

calculate in other generalized ensemble methods—is just the product of Boltzman factors, 

so it is essentially known (Mitsutake et al. 2001).  REMD has been successfully used in 

many protein applications (Sugita and Okamoto 1999; Sugita et al. 2000), yet it comes 

with a computational difficulty:  as the number of degrees of freedom of the system 

increases, the required number of replicas also greatly increases, which demands a lot of 

computer power for complex systems (Mitsutake et al. 2001).  Nevertheless, REMD 

promises much more thorough sampling in a given CPU time, and could lead to better 

predictions.
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Selection of the best models

Currently, neither filtering nor clustering of the models is performed.  The best scoring 

models, by the objective function score, are predicted as those to be the most native-like. 

However, this presents many possible problems.  First, those proteins most amenable to 

de novo predictions are short sequences.  Short sequences are far more difficult to score 

accurately than are longer sequences.  Further, it has been argued that  in de novo 

predictions one cannot reliably predict the native fold by  choosing the structure with the 

lowest energy because the difference in energies might not be significant enough, given 

that most methods produce tens of thousands or hundreds of thousands of structures 

(Betancourt and Skolnick 2001a).

Filtering of structures based upon compactness (Melo and Sali 2007) or other statistical 

potentials (Melo et al. 2002) not used in the scoring function could eliminate a vast 

majority  of models produced from consideration, as a majority  of models lack well-

packed 3D topology.  Clustering might be a viable option to identify low-energy 

conformations that might correspond to native-like solutions (Shortle et al. 1998; 

Betancourt and Skolnick 2001a).  Clustering has the added benefit that simulations that 

fail to converge tend to result in incorrect structure predictions, giving the user a 

confidence measure for the prediction. 

Alternatively, TSVMod (Chapter 3) could be used as a relative accuracy scoring function

—it is unlikely that TSVMod would be able to predict  absolute accuracy well, given that 
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DOPE is one of the terms optimized during model building.  A modified version of 

TSVMod of the ab initio specific type described in Chapter 3 would not be easy to 

include into the scoring function that is optimized during the model-building stage, yet 

might produce accurate rankings of the final models.  

Increasing robustness and reducing the dependence on all variables being optimal

Given the large number of variables of this method, it is improbable that all variables will 

be optimal for all sequences.  Robustness to individual variables being suboptimal should 

be built in from the beginning, such that a single poor secondary  structure prediction or 

other improperly assigned variable would not automatically result in a poor overall 

prediction.  Because of the distributed nature of the model-building stage, it would be 

trivial to produce several mega-alignments built from different variable sets, and to 

produce different restraints and models for each.  In this manner, the models that are 

produced would be able to recover if some variables are suboptimal, and more thorough 

sampling may be achieved.  The manner in which this may  be implemented is presented 

in Figure 5-13.
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Figure 5-13
In principle, it would be easy to allow for many different mega-alignments and variable sets to be 
incorporated.   This could increase the robustness of the method and reduce the dependency on each 
variable being optimal.  
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Performance

Given that our approach is in the development stage, time was spent trying to improve 

individual parameters, not on time consuming, large-scale model building benchmarks.  

That said, however, the method performs well for small helical proteins (Figure 5-14), 

and TSVMod shows promise as a post-filtering step  to pick out the best models 

produced.

Figure 5-14
Models are blue, and native structures are red.  Top: successful prediction of 1r69A.  After building 5941 
models, the best model had an RMSD of 2.4Å.  The model pictured had an RMSD of 3.1Å, and was 
identified as the best using TSVMod (prediction was RMSD of 1.7Å).  Middle:  example of how improper 
secondary structure predictions can lead to poor models.  The best model produced for 1ailA, with a C" 
RMSD error of 5Å, was caused mostly because of a poor secondary structure prediction.  Bottom: The 
model identified as best by the scoring function had an RMSD of 10Å and a completely incorrect topology.
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Strand-containing proteins, however, are not handled as well (Figure 5-15).  Aside from 

the more difficult sampling issues, the proper hydrogen bonding geometry is not 

captured, as there is currently no explicit hydrogen bonding term in the scoring function. 

Figure 5-15
Prediction of a strand-containing protein,  1pgbA.  The best model sampled after 25,000 models had an 
RMSD under 3.0Å.  The strands, however, were not packed well and lacked proper hydrogen-bonding, as 
no explicit hydrogen-bonding term is included in the scoring function.

Conclusions and Future Directions

A general, unified protein structure prediction scheme could have many benefits.  A 

platform for the development of such a unified approach has been developed.  Though the 

design decisions were made so as to make it  easy to create a unified scheme, the current 

variables were chosen primarily for de novo predictions, and will likely have to be 
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modified in a general scheme.  The benchmark set should be chosen more broadly, and 

include proteins of varying sizes that may also have detectable homologs in the PDB.  

The alignment variables should be generalized, so as to remove the de novo focus, such 

as forbidding gaps in sub-templates.  The restraint thresholds need to be revised, as 

currently a vast majority of the information content in the sub-templates is being 

unnecessarily discarded.  The starting conditions for model building need to be 

addressed, as a better starting condition would be expected to yield more accurate models 

in less CPU time.  A hydrogen-bonding term is critically  needed to capture proper 

hydrogen-bonding geometry and better model strand-containing sequences.  Filtering of 

the final models by  a compactness criterion, potentially followed by selection by 

TSVMod, would also improve the overall accuracy of the method.

Though it may seem that there are many  steps that must still be taken, much of the 

groundwork has already been laid toward a unified protein structure prediction approach.  

With a platform in hand, the next steps involve squeezing every last fraction out of each 

individual component, as small improvements can produce exponential increases in the 

accuracy of the method, and will ultimately determine its success.
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CHAPTER 6:  Conclusions and Future Directions

The research described herein sought  to increase the accuracy and applicability of 

computational protein models.  This broad goal was approached in four principal ways: 

(1) identifying the most native-like models from among sets of similar models; (2) 

predicting the absolute accuracy of protein structure models; (3) improving the accuracy 

of target/template alignments to increase the accuracy of comparative models built from 

distantly related template structures; and (4) developing a unified protein structure 

prediction protocol that makes the best use of all available information about the structure 

of a given protein, regardless of whether it is directly based on experiment, on the 

broader knowledge base, on statistical potentials, or intuition.  While it  is believed that 

progress was made in each of these areas, many questions remain open for future 

exploration:

CHAPTER 2: Identification of the most native-like models from among sets of 

similar models.

SVMod is useful for protein structure prediction methods where a key step  is the 

detection of the model closest to the native structure from a set of decoys. Although it 

was shown that SVMod outperformed all tested individual scores, its current 

implementation is limited by: (i) particular properties of the training set, (ii) the potential 

sub-optimality of the parameters used for the SVM training, and (iii) incorrect 

assessments by  the underlying individual input scores. First, the training set is limited 
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primarily  in its size: the use of a larger set would allow for multiple SVMs to be trained 

on more specific or tailored decoy sets and would reduce the relative contributions of 

poorly assessed targets. Second, while the options used in SVM training were extensive, 

they  were by  no means exhaustive. Custom kernels have not been tested at this time; 

however, they may find a better global fit  on inputs that vary widely in value and are 

dependent on other factors (ie, protein length) that are not easily normalized. Third, as 

inaccurate input assessment scores hamper the overall accuracy of SVMod, 

improvements in individual scores would also improve the performance of future 

versions of SVMod. As these additions are incorporated, the performance of the 

composite score is likely to improve further.

CHAPTER 3:  Prediction of the absolute accuracy of protein structure models.

This study aimed to predict the C! root-mean-squared deviation (RMSD) and native 

overlap (NO3.5Å) errors of a model in the absence of its native structure.  This approach 

has been shown to be able to: predict the RMSD with a correlation to the actual RMSD of 

0.84; predict the NO3.5Å with a correlation to the actual NO3.5Å of 0.86; differentiate 

between correct and incorrect models better than existing methods; identify  models with 

accurate structure-derived properties better than relying upon sequence identity; and 

outperform the ProQ assessment score in predicting MaxSub of a model, even though the 

TSVMod approach was not developed to predict MaxSub.
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Nevertheless, there are many limitations on the current implementation of TSVMod.  

First, the accuracy of the protocol could be increased at the expense of sacrificing 

coverage (ie, not  be able to predict  the accuracy for all models). Given the current 

thresholds, TSVMod can predict the accuracy for 83% of the test  set using tailored 

training sets populated by models of the same fold as the model being assessed (Figure 

3-1 and Methods).  If the minimum training set  size threshold was increased from 5 to 

275 and the secondary structure filtering step is not utilized, predictions could be made 

for only 20% of the test set, but the RMSD and NO3.5Å correlation coefficients would 

increase from 0.84 and 0.86 to 0.90 and 0.92, respectively. A second limitation is that 

errors in the underlying scores can affect the accuracy of the prediction. Improvements of 

these scores, or the addition of other scores, will further increase the accuracy of the 

method.  For example, multibody scoring functions have shown great promise for 

threading, fold recognition, and crystal structure validation when derived both at the 

residue level (Karlin and Zhu 1996; Zhu and Karlin 1996), and the atomic level (Delarue 

and Koehl 1995; Karlin et al. 1999; Summa et al. 2005), as there is evidence to suggest 

that, even at the residue level, higher order interactions play  a crucial role in protein 

folding (Munson and Singh 1997; Kannan and Vishveshwara 1999) and function (Karlin 

and Zhu 1996; Zhu and Karlin 1996).  Addition of a multi-body potential to TSVMod 

could likely further improve its accuracy.

What’s the upper limit on TSVMod’s accuracy?  This answer relies, in part, upon how 

accurate the underlying experimentally determined structures happen to be.  For example, 
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Garbuzynskiy and colleagues (Garbuzynskiy et al. 2005) have shown that for identical 

sequences solved by  both X-ray  and NMR, 23% had obvious, large-scale differences on 

the order of 0.3 NO3.5Å or more.  The C" RMSD value between the structures averaged 

~3Å RMSD.  Significant differences were also observed in the number of contacts per 

residue, and in the number and conservation of hydrogen bonds, observing only a 69% 

correlation between the hydrogen bonds in the X-ray structure versus the NMR structure.  

Eyal et al. (Eyal et al. 2005) showed how identical sequences solved multiple times by x-

ray crystallography still showed significant differences, particularly when the structures 

were solved by different groups.  They suggest that the limit of accuracy of protein 

structure determination by X-ray crystallography is ~0.8Å for the entire protein.  Of this 

value, ~0.3Å arises from differences in crystal packing, with the rest representing normal 

protein fluctuations.  The authors also show that 20% of exposed side chains exhibited 

different *1+2 conformations, with approximately  half of the effect also resulting from 

crystal packing.  There are also large differences in analyzing models based upon 

templates solved by X-ray  crystallography or NMR spectroscopy(Table 3-3).  This is not 

entirely  surprising, given the differences in such experimentally  determined structures. 

Ratnaparkhi et al (Ratnaparkhi et al. 1998) have calculated the packing values for 70 

proteins ranging in size from 29 to 180 residues for which both the crystal and NMR 

structures were available, either for the same structure or within the same protein family.  

Their analysis showed that all crystal structures, with two exceptions, had packing values 

(as measured by  the normalized protein surface ratio) lying within the narrow range of 

0.34-0.37, whereas the NMR structures showed a much larger scatter in packing values, 
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ranging from 0.24 to 0.39.  Given how these differences would affect the performance of 

underlying statistical potentials—pair-wise distance statistical potentials such as DOPE 

have extremely difficult times scoring NMR-derived models well (Shen and Sali 2006)–

the upper bound on TSVMod’s performance is surely  lower than a correlation coefficient 

of r = 1.0 with the actual accuracy, though there is certainly room for improvement.  

CHAPTER 4: Minimization of comparative model errors inherited from alignment 

inaccuracies. 

The protocol described has the ability  to improve upon the accuracy  of comparative 

models produced from state-of-the-art profile-profile alignments.  Further advances in the 

TSVMod scoring function would be expected to have the most profound impact on the 

efficacy of the method, as the scoring function, not the sampling protocol, remains the 

major limitation to the accuracy of the final models.  Another future direction would be to 

apply  the protocol to other optimization problems.  The particular application of the 

genetic algorithm sampling method as presented relates to the improvement of 

alignments between distantly  related proteins.  The sampling method is more general, 

however, and will be incorporated into our modeling procedures for fitting comparative 

models into electron microscopy maps (Topf, Baker et al. 2005; Topf and Sali 2005; Topf, 

Baker et al. 2006) and for helping to phase maps from x-ray crystallography.  The 

improved sampling of the current implementation, as compared with the prior schemes, 

means that the results of our earlier studies will likely  be improved, and in significantly 

less computer time.  Furthermore, there remains great potential for future applications:  

the protocol can be viewed as a generalized scheme for the gradual improvement of a 
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particular protein feature, as guided by a scoring function, in which the current 

implementation as described represents the optimization of the alignment and the model 

it implies according to a statistical potential.

CHAPTER 5:  Toward a unified protein structure prediction approach.

A general, unified protein structure prediction scheme could have many benefits.  A 

platform for the development of such a unified approach has been developed.  Though the 

design decisions were made so as to make it  easy to create a unified scheme, the current 

variables were chosen primarily for de novo predictions, and will likely have to be 

modified in a general scheme.  The benchmark set should be chosen more broadly, and 

include proteins of varying sizes that may also have detectable homologs in the PDB.  

The alignment variables should be generalized to remove the de novo focus, such as 

forbidding gaps in sub-templates.  The restraints thresholds need to be revised, as 

currently a vast majority  of the information content of the sub-templates is being 

unnecessarily discarded.  The starting conditions for model building need to be 

addressed, as a better starting condition would be expected to yield more accurate models 

in less CPU time.  A hydrogen-bonding term is needed to capture proper hydrogen 

bonding geometry and better model strand-containing sequences.  Filtering of the final 

models by a compactness criterion, followed by  selection by TSVMod, would improve 

the overall accuracy  of the method.  Though many steps must still be taken, much of the 

groundwork has already been laid toward a unified protein structure prediction approach.
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