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Abstract 

 

The Social View of Evidence 

 

by Ravit Dotan 

 

Doctor of Philosophy in Philosophy 

 

University of California, Berkeley 

 

Professor Lara Buchak, Co-chair 

and 

Associate Professor Shamik Dasgupta, Co-chair 

 

What makes it the case that something is evidence for a hypothesis? Many people think 

that evidential relations, e.g., “e is evidence for h”, are out there in the world for us to discover. 

By contrast, I develop a social view of evidence, on which what is evidence for what is decided 

by groups in the process of social deliberation.  

Conversations about evidential relations happen everywhere. In science, for example, 

they take place in peer-reviewed journals, conferences, casual conversations, etc. These 

conversations are regulated by norms of deliberation, such as norms about which objections are 

important. The main thesis of my dissertation is that when a social deliberation abides by a set of 

these norms, the conclusions that emerge have epistemic implications for those who accept them. 

For example, at some point the scientific community concluded that red spots are evidence for 

measles. To the extent that their deliberative process satisfied the scientific norms of 

deliberation, red spots became evidence for measles for those who accept these norms.  

I support the social view of evidence by showing that it is fruitful: it explains key 

phenomena related to evidence. One of them is the phenomenon of resistance to evidence. We 

know this phenomenon from the public sphere, as politicians and members of the public resist 

evidence on climate change, vaccines, and so on. We also know this phenomenon from feminist 

science, as feminist scientists push back against long-standing consensuses in medicine, 

anthropology, and other fields. The social view explains how resistance to evidence works and 

distinguishes epistemically good from epistemically bad cases of resistance, which other 

accounts of evidence cannot do.  

To explain resistance, I use the fact that individuals can hypothesize about evidence by 

thinking through whether the claim “e is evidence for h” would survive the right kind of social 

deliberation, e.g., by running objections and responses in their heads. Resistance occurs when 

individuals favor their hypothetical over the outcome of social deliberation. We mark resistance 

as epistemically good when the hypothetical conforms to our norms of deliberation to a high 

degree, e.g., when the resisting agent can respond to dialectical moves in permissible ways. 

Feminist scientists are well-positioned to conform to the scientific norms to a high degree given 

their training. Laypersons, such as some anti-vaxxers, are often ill-positioned. If these anti-

vaxxers accept the scientific norms of deliberation, which they seem to be if they accept some 

scientific evidence, then their denial violates even their own norms. 

An implication of the social view, which I develop, is that evidence is political. The 

reasons is that the norms of deliberation are political. For example, scientists used to test 
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medication only on men. This inclination reflects norms of deliberation which deprioritize 

objections about women’s health and are tied to women’s political status. More generally, 

prioritization of objections depends on what the group values,  which is influenced by the power 

structures in and around the group. 

You might wonder whether some norms of deliberation are universally better than others 

no matter what the priorities of the group are. I explore a theorem from machine learning, called 

the “No Free Lunch Theorem” (NFL), which suggests otherwise. According to NFL, no learning 

algorithm universally gives more accurate predictions than any other. Rather, an algorithm can 

outperform another only if we restrict the set of problems we are trying to solve. Since social 

deliberation can be thought of as an algorithm, this implies that no form of social deliberation 

universally gives more accurate predictions. Rather, one form of social deliberation can 

outperform another only if we restrict the set of problems of interest. I use NFL to bring out non-

epistemic aspects of accuracy and other measures of goodness of theories, which helps let go of 

the (misleading) intuition that data can be used to choose between theories in purely epistemic 

ways.  

To conclude, the social view of evidence holds that what is evidence for what is 

determined by social deliberation and it explains many key features of evidence. The view 

implies that different groups may give rise to different evidential relations and that the difference 

may be due to differences in what they value. Although this implication may seem surprising, it 

is supported by NFL, which entails that there is no way to choose between the norms of these 

different groups based on accuracy alone.  
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Introduction 
 

 

 

What makes it the case that something, e, is evidence for a hypothesis, h? Many people 

think that evidential relations, e.g., “e is evidence for h,” are out there in the world for us to 

discover. By contrast, I argue that what is evidence for what is decided by groups in the process 

of social deliberation. I call this the social view of evidence and I support it by showing that it 

explains key epistemic phenomena, such as the normative force of evidence and resistance to 

evidence. A controversial but illuminating consequence is that evidence is inherently political. 

This dissertation consists of four stand-alone papers that develop and support the social view of 

evidence.  

The first paper presents the view in full and defends it. Deliberations about evidential 

relations happen everywhere: in hallway conversations, in peer-reviewed journals, in 

conferences, and in any other place people communicate. These deliberations can take different 

shapes. Interlocuters can, for example, bribe or intimidate one another. Such behaviors seem 

wrong; we would typically say that these interlocutors are not deliberating as they ought to 

deliberate. I explain that the source of the criticism is that these interlocutors are violating norms 

of deliberation. Norms of deliberation govern which kinds of objections ought to be prioritized, 

how one ought to respond to objections, when deliberation ought to end, and so on. The core of 

my social view of evidence is the claim that evidential relations are constituted through norm-

conforming deliberations. On the social view of evidence, when “e is evidence for h” survives a 

deliberation that conforms with a set of norms of deliberation, e becomes evidence for h for 

those who accept these norms. For example, the claim “red spots are evidence for measles” 

survived scientific scrutiny. To the extent that the deliberation conformed with scientific norms 

of deliberation, after the deliberation red spots became evidence for measles for those who 

accept these norms.  

The first paper also shows that my social view of evidence is fruitful. First, it shows that 

the view explains key features of evidence, including its normative force, how we can exchange 

evidential relations with others via testimony, and what happens when people resist evidence. 

Second, the chapter shows how the view addresses influential epistemic puzzles, such as the 

Duhem-Quine problem, Hume’s problem of induction, and Cartesian skepticism. Third, the 

chapter shows how the view can be used to undergird traditional approaches to evidence, such as 

Bayesianism. 

Finally, the first paper explains why evidence is both an epistemic and a political concept. 

In brief, evidence is politically loaded because the norms of deliberation are politically loaded. 

The norms involve the prioritization of certain problems of interests, objections, and points of 

view. Such prioritizations reflect social, practical, and other value-laden considerations that are 

political in the sense that they are shaped by power structures.  

The second paper focuses on the phenomenon of resistance to evidence. I start by 

describing it: an agent is resistant when they are aware of something that merits a certain 

epistemic response and yet refuses to do it. We know this phenomenon from the public sphere, as 

politicians and members of the public resist evidence on climate change, vaccines, and so on. We 

also know this phenomenon from feminist science, as feminist scientists push back against long-

standing consensuses in medicine, anthropology, and other fields.  
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I use the social view of evidence to give a mechanism to explain resistance. I argue that 

resistance results from a conflict between evidence and what I call “hypothetical evidence”. 

Individuals can hypothesize about what is evidence for what on their own by hypothesizing 

about how a social deliberation would go. Hypothetical evidence is the result of this hypothetical 

deliberation, which takes place in the minds of individuals. Just like social deliberations, 

hypothetical deliberations vary in the degree to which they satisfy norms of deliberation. The 

difference between epistemically good and bad cases of resistance is the quality of the 

hypothetical evidence. In epistemically good cases, the individual’s hypothetical evidence 

conforms with norms of deliberation of the relevant community. In epistemically bad cases, the 

norms are violated. For example, feminist scientists are well-positioned to conform to the 

scientific norms of deliberation, given their training and background. That is why it makes sense 

to classify their resistance as epistemically “good”. By contrast, laypersons, such as some anti-

vaxxers, often lack the expertise needed to hypothesize about evidential relations regarding 

vaccines. That is why it makes sense to classify their resistance as epistemically “bad”.  

The second paper also exposes the political nature of resistance to evidence. Since 

evidence is political, so is resistance. I use this conclusion to illuminate feminist science and 

certain factions in the vaccine hesitancy movement.  

Are some sets of norms of deliberation universally better than others? The third and 

fourth papers explore a theorem from machine learning, called the “No Free Lunch Theorem” 

(NFL), which entails that this is not the case. According to NFL, no learning algorithm 

universally performs better than any other, in the sense that no learning algorithm universally 

produces more accurate predictions. Some algorithms perform better than others once we restrict 

the range of problems under consideration. This theorem entails that no form of social 

deliberation universally produces more accurate predictions, no matter which norms of 

deliberation it follows. If some forms of deliberation were to produce universally accurate 

theories, it would violate NFL, as social deliberation is a kind of procedure, or algorithm, to 

produce theories. In this sense, no set of norms of deliberation is universally better than any 

other. A set of norms of deliberation may be better than another only if we restrict the set of 

problems of interest.  

Further, the third and fourth papers help let go of the intuition that data can be used to 

compare theories in purely epistemic ways. The third paper uses NFL to show that accuracy is 

politically loaded. I argue that NFL entails that no theory is universally more accurate than any 

other theory. Moreover, I argue that to be able to use accuracy to compare theories, we must 

embed aesthetic, social, political, practical, or other non-epistemic considerations into our 

accuracy measure. The fourth paper generalizes the argument from the third paper. Accuracy is 

only one measure we use to evaluate and compare theories. Other traditional measures include 

simplicity, explanatory power, fruitfulness, and so on. In the fourth paper, I argue that NFL 

entails that comparing theories relies on non-epistemic considerations no matter which property 

of the theories we use for the comparison. 

In sum, the social view of evidence holds that what is evidence for what is determined by 

social deliberation. This view explains many key features of evidence. For example, it explains 

how people resist evidence, and it distinguishes good cases of resistance from bad. Deliberations 

in different groups may give rise to different evidential relations. However, the social view does 

not favor any one set of norms over another. NFL entails that doing so requires going beyond 

facts in the world and using aesthetic, political, and other values. The social view is neutral 

between sets of norms of deliberation because it doesn’t favor any of these values over others. 
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The Social View of Evidence 
  

 

 

Did humans cause climate change? Does God exist? It is common to cite evidence when 

we argue about the truth of these and other propositions. “I am clearly right, look at this evidence 

in favor of my view!” we might say to our interlocutor. But what is evidence for what can itself 

be a topic of discussion. Are rising temperatures evidence for human-caused climate change? Is 

the existence of evil evidence against the existence of God? Such questions are at the heart of 

many debates. We could understand at least some of these conversations as attempts to 

collectively discover what is evidence for what, in the sense of uncovering evidential relations 

that hold independently of us. I flesh out a different perspective. On the view that I develop, 

some social deliberations are ways to collectively decide what is evidence for what, in the sense 

of constituting evidential relations. This paper explains how this view works (section 2), shows 

that it is powerful in explaining phenomena related to evidence (section 3), and uses it to both 

show that evidence is political and illuminate long-standing epistemic puzzles, including Hume’s 

problem of induction and Cartesian Skepticism (section 4). I start by illustrating why 

determining evidential relations, e.g., “e is evidence for h”, is challenging. 

 

1. Setting up the problem: What is evidence for what? 

Determining what is evidence for what is difficult, even in cases where it seems obvious 

at first. For example, in 1821, astronomer Eugène Bouvard noticed a conflict between the 

observed orbit of Uranus and Newtonian predictions. Bouvard thought the anomaly must be the 

result of some mistake, not evidence against Newtonian mechanics. In Newtonian mechanics, the 

movement of planets is affected by the gravitational force of other masses around them. If there 

exists a mass which we are unaware of, our Newtonian predictions would be off. Therefore, one 

of the options Bouvard considered is that Uranus’s orbit is perturbed by some unknown mass. In 

1845, astronomer Urbain Le Verrier set out to find the unknown mass that would explain the 

Uranus anomaly. He indeed found it, and so a new planet, Neptune, was discovered (Lequeux, 

2013). 

The case of Uranus seems straightforward. However, considering a structurally similar 

case reveals the difficulty in determining evidential relations. In 1859, Le Verrier noticed another 

planetary anomaly, this time in the movement of Mercury. He hypothesized that there exists yet 

another unknown mass in the universe. Preliminary observations indicated that this mass is a 

planet, which was named “Vulcan”, and astronomers set out to further observe it. However, as it 

later turned out, planet Vulcan doesn’t exist. Today, the Mercury anomaly is well-known as 

evidence against Newtonian mechanics and in favor of Einstein’s theory, in which the Mercury 

anomaly is caused by relativistic effects coming from the Sun (Rosevear, 1979). 

What, if anything, makes it the case that the Mercury anomaly is evidence against 

Newtonian Mechanics, but the Uranus anomaly is not? The general question here is what makes 

it the case that some e is evidence for (or against) a given hypothesis or theory. Instances of this 

question come in many varieties. In the astronomy example above, the question is what makes it 

the case that e is evidence specifically against h, rather than evidence against some background 

hypothesis. This question is a version of the Duhem-Quine problem.1 The crux of the matter is 

 
1 See Longino (2016) for a discussion of the differences between Duhem’s and Quine’s versions of the puzzle. 
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that when an observation conflicts with a prediction, it could be because the main hypothesis is 

false, but it could also be because of a problem with background theories. In the astronomy 

example, the dilemma is whether the anomalies should be attributed to the falsity of Newtonian 

mechanics or the falsity of background theories on which other planets exist.  

Many have proposed principles purporting to determine evidential relations. For example, 

Quine (1951) argues that when some e conflicts with our theories we should change our beliefs 

in the way that least disrupts our overall web of beliefs. In evidential terminology, e is evidence 

against h if revising h would be the minimal revision to our web of beliefs. In the astronomy 

example, an anomaly is evidence against Newtonian mechanics if rejecting that theory would be 

the minimal revision to the web of beliefs. If we endorse this view, the question is which 

revisions are minimal. The leading approach to evidential relations today is Bayesianism, which 

provides a formal way to develop the intuition that e is evidence for h when e makes h more 

probable. If we endorse this approach, the question is how to apply the formalism and especially 

which values its different components should take. This question is vexed, as the literature has 

been bogged down by potentially intractable controversies and puzzles on how Bayesianism 

should be applied.2 

The social view of evidence that I develop is a new approach to evidential relations. I 

now turn to presenting the view and explaining how it resolves questions of evidential relations. I 

also show how it can address challenges in the application of Quinean, Bayesian, and other 

traditional approaches.  

 

2. The social view of evidence 

Let’s take a look at what happens when we deliberate about evidential relations with 

others. In science, for example, we ask questions like “what is the error rate?”, “is the equipment 

defective?”, and “which experiments should we run next?”. Social deliberations also involve a 

second set of questions. As we deliberate about error rates, equipment, and so on, which 

dialectical moves are permissible? And which are important? We can understand generalizations 

or prescriptions regarding these kinds of questions as norms of deliberation. Norms of 

deliberation include norms on raising and responding to objections, when deliberation ought to 

end, and testimony.  

For example, Helen Longino (2002) formulates ideals for scientific communities. One is 

that scientific deliberations ought to incorporate uptakes of criticisms in the sense that the 

community’s theories should change over time in response to the critical discourse happening 

within the community. Another is tempered equality: intellectual peers should have equal 

intellectual authority. Patricia Hill Collins (1990) formulates norms used by communities of 

African-American women. One norm is that lived experience is more important to credibility 

than scholarly experience, another is that dialogues should include expressions of emotions and 

 
2 For a review of different versions of the confirmation relation, which is the Bayesian name for the evidential 

relation, see Huber (2007). One of the major controversies is about which values to assign to the probability that h is 

true prior to learning about e, which is needed for the calculation. Some argue that the priors are constrained by 

objective principles, and debate what these principles are and how to articulate them. Some argue that the values of 

the priors don’t matter that much because formal results show that in the long run, after taking into account more 

and more information, the influence of the priors “washes out” (for an accessible version of the argument, see 

Strevens, 2012, pp. 84-95). If that is the case, the question is whether the conditions of the formal results hold in 

cases of interest (see Godfrey-Smith, 2003, pp. 209-210 for an objection along these lines). For more on the problem 

of priors and additional questions on the application of Bayesianism in the context of scientific reasoning, see 

Dorling (1979), Salmon (1990), Earman (1992), Howson and Urbach (1993), and Mayo (1996). 



3 

 

empathy. John Beatty (2017) formulates norms that are practiced in a range of communities, 

including Navaho, Quakers, the United Nation’s Intergovernmental Panel on Climate Change 

(IPCC), and the Council of the European Union. One norm is that objections should be 

disinterested, and another is that deliberations ought to end when community members stop 

raising objections.  

It often happens that a deliberation winds down at some point and an evidential relation is 

endorsed. When this happens, the evidential relation has survived the group’s scrutiny. Building 

on this process, I propose thinking of the evidential relation3 in the following way: 

 

e is evidence for h, for those who accept a set of norms of deliberation 

in virtue of the fact that 

the claim “e is evidence for h” survived communal scrutiny that satisfied these norms 

 

On this view, evidential relations are not fully determined by mind-independent facts that 

are out there to be discovered. Rather, they are constituted by group decisions made through 

social deliberation.4   

This view is not necessarily in competition with Quinean, Bayesian, and other traditional 

approaches to evidence. For example, it may be that claims of the form “e is evidence against h” 

happen to survive social deliberations just in those cases when rejecting h is the minimal 

revision, in which case the Quinean account would be extensionally correct. My view would then 

be an account of why Quine’s condition is extensionally correct or  an account of what makes 

that revision count as minimal. The social view is thus not a theory that attempts to reveal, or 

produce verdicts on, evidential relations. Instead, it attempts to reveal that social activities are 

constitutive to evidential relations.  

To illustrate this approach, consider an example from the legal system. Does 

discrimination on the basis of sexual orientation count as “sex-based” discrimination? On the one 

hand, sex is not the same thing as sexual orientation. If males and females are all discriminated 

against based on their sexual orientation, then the discrimination seems not to be based on the 

sex of the discriminated. On the other hand, if a person of a given sexual orientation who is 

denied some good were a member of the opposite sex, they wouldn’t have been denied that good, 

so there does seem to be a sex component to this kind of discrimination.5 We need judges to rule 

on how the law applies in cases like this one. On some views of the law, while these rulings are 

based on the law, they involve a creative, interpretative step, since it is not obvious how to apply 

the law as written.6 On the social view of evidence, evidential relations require similar judgments 

 
3 Sometimes I use the locution “evidential relations”, in plural. In doing so, I mean to refer to multiple tokens of the 

same type of relation, e.g. “e1 is evidence for h1”, “e2 is evidence for h2”. I do not mean that there are different 

types of evidential relations. There is only one type, the one described in the schema.  
4 In basing epistemic concepts on social activities, this paper builds on Helen Longino’s work (especially 2002), 

who argues that whether proposition p counts as knowledge for a community depends on social interactions in that 

community.   
5 A 2020 supreme court ruling determined that it is illegal to discriminate in the workplace based on sexual 

orientation or gender identity because it is a case of sex-based discrimination (Bostock v. Clayton County, Georgia, 

2020). Robin Dembroff and Issa Kohler-Hausmann submitted an amicus brief making the argument above for this 

court case (Dembroff and Kohler-Hausmann, 2019). 
6 For example, Ronald Dworkin (1986) advocated for a view of this sort. For more on interpretative judgments in the 

legal system, see Dickson (2016). 
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to decide on the application of epistemic standards. But the judgments are not made by 

individual judges. Instead, they are made by groups in the process of social deliberation. 

I see Quinean, Bayesian, and similar views as proposing epistemic standards for 

evidential relations. One way to think of these standards is as functions or mappings from things 

in the world to evidential relations. For example, from a Quinean perspective, e is evidence 

against the hypothesis whose revision would be the minimal one: 

 
Since each epistemic standard can be precisified in different ways, we face choices within each 

framework. For example, the Quinean standard can be precisified in different ways by giving 

different accounts of what counts as “minimal”, we can call them (Minimal Revision)1 and 

(Minimal Revision)2, potentially giving rise to different evidential relations: 

 
We can see the decision communities are facing as a choice between different applications of 

epistemic standards. To illustrate visually: 

 
The same point applies to other epistemic standards, including formal standards such as 

Bayesianism.7 

I am neutral on which things in the world are eligible to be evidence; they might be facts, 

propositions, events, objects, observations, etc. I am also neutral on the extent to which facts, 

events, observations, etc. are mind-independent or socially constructed. Whatever e might be, 

there are many reasonable precisifications of each epistemic standard that put e in different 

evidential relations, just as there are many reasonable precisifcations of the law (e.g. versions of 

the law according to which discrimination based on sexual orientation counts as “sex-based” or 

not). On the social view, we need judges to decide between different precisifications of epistemic 

standards like we need judges to decide between different precisifications of the law. In the case 

of evidence, the judges are communities and the decision is made via norm-conforming 

deliberation. 

 
7 For example, Buchak (2014) shows how to formally vindicate both the view that the existence of evil is evidence 

against the existence of God, and the view that it isn’t. The view that the existence of evil is evidence against the 

existence of God can be vindicated using traditional Bayesianism. The view that it isn’t can be vindicated using 

Bovens and Ferreira’s (2010) way of applying Bayesianism, which was developed in response to van Fraassen’s 

(1981) Judy Benjamin problem. Buchak’s approach can apply to scientific examples as well and vindicate both the 

view that the Mercury anomaly is evidence against Newtonian mechanics and the view that it isn’t. 

e e is evidence against h 
Minimal Revision 

 

e 

e is evidence against h 
(Minimal Revision)1 

 

e is not evidence against h 
(Minimal Revision)2 

 

e is evidence  

against h 

Norm-conforming 

 social deliberation 

 e 

e is evidence against h 
(Minimal Revision)1 

 

e is not evidence against h 
(Minimal Revision)2 
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For example, the evidential status of the orbit of Mercury was debated for a while. In the 

course of deliberation, scientists talked about margins of error, the reliability of the equipment, 

and so on. At some point, scientists concluded that the Mercury anomaly is evidence against 

Newtonian mechanics and the deliberation stopped. If we endorse Quine, we can understand the 

scientists as having decided that the minimal revision to the web of belief is rejecting Newtonian 

mechanics. Did the deliberation include consideration of the important questions? Did it 

incorporate input from the right people? To the extent that the process satisfied an agent’s norms 

of deliberation, the Mercury anomaly is evidence against Newtonian mechanics for that agent. In 

particular, to the extent that the process satisfied scientific norms of deliberation, after the 

deliberation the Mercury anomaly became evidence against Newtonian mechanics for those who 

accept the scientific norms of deliberation.  

I say that e is evidence for h for an agent to the extent that the agent’s norms were 

satisfied because evidential relations are graded: the more a deliberation satisfies an agent’s 

norms of deliberation, the stronger the evidence that arises from it is for the agent. For example, 

if a given deliberation had included consideration of more objections, the evidence surviving it 

would have been stronger for agents who accept the norm of criticism uptake. That is a part of 

the difference between evidential relations that were only discussed by members of one lab, 

evidential relations that survived peer-review in one journal, and evidential relations that still 

stand after thirty years of inter-disciplinary deliberation. Similarly, evidential relations are fluid 

in the sense that they may change over time. It might be that e is evidence for h for an agent at 

one point in time but not in another. The reason is that a community may revisit a previously 

constituted evidential relation and revoke it upon further scrutiny, possibly due to new 

information or changes in the group’s norms of deliberation.  

Note that the social view of evidence need not presuppose that individuals can fully 

articulate the norms of deliberation they accept. Individuals can judge that some deliberations 

roughly satisfy their norms even if they can’t fully articulate these norms. Further, the social 

view need not presuppose that the norms of deliberation are fully determined. Instead, we can 

think of the community as precisifying the norms of deliberation as they go. When the “e is 

evidence for h” survives deliberation, we can see the community as precisifying the epistemic 

standards and the norms of deliberation at the same time.  

Even though evidential relations are constituted through communal deliberations, 

individuals can think through evidential relations on their own. What individuals can do is judge 

whether “e is evidence for h” would survive scrutiny in an arbitrary community following one’s 

norms. These hypothetical judgments mimic group deliberation. The results of individual 

hypothetical deliberations are hypothetical evidential relations. For example, if one accepts the 

norm of criticism uptake, the hypothetical deliberation includes thinking through permissible 

objections and responses. Suppose I come home one day to find my partner’s shoes on the floor. 

I think to myself that the shoes are evidence that my partner is at home. I do so without checking 

whether the shoes are a paper mache fake and despite the fact that I might be under an illusion 

crafted by an evil demon. The reason is that I am mimicking the social deliberations in my day to 

day life. In mundane norms of deliberation, skeptical objections are not seriously entertained. 

Assuming that my internal deliberation satisfies my norms of deliberation, the shoes are 

hypothetical evidence that my partner is at home for me. (I further discuss skeptical scenarios 

later in the paper.) 

Hypothetical evidential relations are the starting point of deliberations about evidential 

relations, and they are the engine that keeps it going. Individuals may revise their hypothetical 
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judgments given the developments in the deliberation and go back to the deliberation with new 

contributions. As hypothetical evidence survives more and more norm-conforming communal 

deliberation, it becomes evidence. 

Applying this to the Uranus/Mercury dilemma at the beginning of the paper, I understand 

Bouvard, Le Verrier, and Einstein as deliberating about the evidential relevance of the Uranus 

and Mercury anomalies. At the beginning of the deliberation, all they had was their hypothetical 

evidence. As the deliberations progressed, to the extent that the scientific norms of deliberation 

were satisfied, the Uranus anomaly became evidence for Newtonian mechanics and the Mercury 

anomaly became evidence against Newtonian mechanics for those who accept the scientific 

norms of deliberation.  

You might find my social view of evidence surprising if you have the intuition that 

evidential relations are discovered. But the social view has resources to explain where this 

intuition is coming from. The decision that e is evidence for h involves discoveries. Deliberations 

over evidential relations may include activities such as conducting experiments, making 

observations, and scrutinizing theorems. As a result of these activities, we may discover many 

facts, such as facts about statistical or logical relations between e and h. Some of these facts may 

end up being the decisive consideration that settled the debate on whether e is evidence for h (in 

terms of the diagram above, some of these facts may end up collapsing the two arrows into one). 

Consequently, we may feel that when we discovered these facts we discovered that e is evidence 

for h. In this sense, while evidential relations are constituted by group decisions, at the same time 

they are discovered. However, strictly speaking, what was discovered is some natural fact, which 

is not the same as an evidential relation. The evidential relation is constituted through the 

deliberation.  

 

3. Meeting desiderata 

Why accept the social view of evidence? Because it is fruitful. As I will now argue, the 

social view of evidence explains key aspects of evidential relations: the normative force of 

evidence, how we can exchange evidential relations with others via testimony, and what happens 

when people resist evidence. 

 

3.1 The normative force of evidence 

Evidence has a normative force in the sense that evidence is supposed to motivate belief 

and action. We need evidence for public policies, giving medical advice to patients, and so on. 

That is perhaps the most prominent role of evidence, and it puts two constraints on the concept. 

First, we need to have access to evidence in the material world in the sense that we need to be 

able to use it to inform belief and action. Second, we need to make normative judgments about 

evidence. We want to be able to say sometimes that e ought, or ought not, motivate certain 

beliefs and actions with regard to h.  

These two constraints can be in tension with one another. To see how, consider an 

alternative to my social view. We could define evidential relations based on the interplay of 

norms alone. For example, we could say that e is evidence for h if the relation would survive 

deliberation by an ideal community satisfying an ideal set of norms of deliberation.8 This 

 
8 This alternative to my social view is inspired by John Rawls’s (1971) approach to the principles of justice. Sharon 

Street (2008) develops an individualistic analog of such an approach with regards to reasons. Street argues that x is a 

reason to y for subject S if the judgment that “x is reason to y” survived scrutiny from the point of view of S’s other 

normative judgments.  
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approach easily explains normative judgments on evidence. We can say that people ought not 

endorse the claim “e is evidence for h”, even if it was accepted by a community, if it fails to 

satisfy the ideal condition. However, this approach is less straightforward in explaining the 

accessibility of evidence. The challenge is to explain how we get from a theoretical ideal to 

something we can use to inform our beliefs and actions. Another alternative to my social view 

can make it easier to explain how evidence connects with our daily practices: we could define 

evidential relations based on human activities or mental states alone. For example, we could say 

that e is evidence for h for an agent after the relation survived deliberation in the agent’s 

community, no matter what form that deliberation took.9 However, while this approach delivers 

on the accessibility of evidence, it is less straightforward in explaining normative judgments on 

evidence. If all there is to evidential relations is what people in fact accept as evidence, on what 

grounds can we say that our community ought to have endorsed different evidential relations 

than it did?  

My social view of evidence satisfies both constraints on the concept of evidence. On the 

social view, the normative force of evidence comes from the acceptance of norms of 

deliberation. When an agent accepts a set of norms of deliberation, they think that epistemic 

disputes, about evidence and other matters, should be resolved using these norms. Therefore, 

after “e is evidence for h” survived norm-satisfying deliberation, the agent thinks it should 

inform beliefs and actions. Since norm acceptance is connected to motivation, the agent who 

accepts the relevant norms of deliberation is also motivated by the resulting evidential 

relations.10 Moreover, if the agent’s acceptance of the norms of deliberation is unqualified, i.e. 

the agent thinks they hold universally and independently of their acceptance, then they think the 

evidential relations they endorse hold universally and independently of their endorsement.11  

The social view makes evidence accessible because the results of real-world deliberations 

are generally accessible. We can use them for policy decisions, medical advice, and other needs 

in our lives. At the same time, the social view allows for normative critique of evidential 

relations, even within our own community. To the extent that the social deliberation fails to 

satisfy the agent’s norms, we can say that the agent ought not accept the resulting evidential 

relations. If the deliberation violates the norms of community members, the community members 

themselves can say that they ought not accept the resulting evidential relations. 

Hypothetical evidence, produced by a single person and discussed with no one, also has 

some normative force assuming it satisfies the agent’s norms. However, it is diminished. We are 

limited in assessing what will survive social deliberation, as witnessed by probably anyone who 

ever submitted anything for peer review. The permissibility of relying on hypotheticals for belief 

and action depends on norms for belief and action. For example, hypothetical evidence may be 

enough for low stakes decisions when evidence is unavailable. 

 
9 This alternative to my social view is closely related to sociology-based views of science, such as those advocated 

by Steven Shapin (1982), Barry Barnes and David Bloor (1982), and Karin Knorr-Cetina (1981). For example, 

Knorr-Cetina argues that a scientific theory is accepted when it is incorporated into ongoing scientific research. 

Scientific justification of theories is nothing over and above this acceptance process. 
10 The full story depends on how we understand the acceptance of norms. For example, on Gibbard’s (1986) 

version of norm acceptance, there is a necessary connection between the two. Norm acceptance is a psychological 
state which involves a propensity for action. Korsgaard (1986) argues that norm acceptance is motivating only in so 
far as the agent is rational. 
11 Alan Gibbard (1990) argues that the acceptance of norms of rationality is unqualified in this sense.  
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Saying that the normative force of evidence comes from the acceptance of norms of 

deliberation, whatever they may be, might sound too strong given that people sometimes accept 

eccentric norms. Should the range of permissible norms of deliberation be limited? I am not 

interested in limiting or evaluating norms of deliberation in this paper. I grant that some sets of 

norms may be better than others in various ways. For example, some sets of norms may produce 

less misleading evidence in certain contexts (e.g. being less likely to give rise to “e is evidence 

for h” when h is false). Alternatively, some sets of norms may be better than others in being 

more open to self-correction. For example, cult members may accept a norm according to which 

the cult leader has veto power in evidential deliberations. This norm may produce more 

misleading evidence in many contexts and prevent self-correction processes, as the cult leader 

can prevent revisions of the veto norm. However, while we find this norm deficient, cult 

members are at the normative grip of evidential relations constituted by the cult and are 

irresponsive to evidence we may present them to get them out of the cult. The reason is that the 

normative force of evidence comes from the acceptance of norms of deliberation and it holds 

even if these norms have certain bad-making features. Similarly, it may be the case that certain 

norms of deliberations are “objectively” privileged in some sense. But if we don’t happen to 

accept these privileged norms, then these are not the norms that motivate our critique of the 

cultists. Our critique is motivated by the norms we accept.  

Worries about putting no constraints on the norms of deliberation might also be assuaged 

by noticing that the social view of evidence is not necessarily at odds with externalist versions of 

other concepts, such as knowledge. For example, if one thinks that knowledge is factive, then 

one can say that cultists do not know that h if h is false. Even if they have evidence for h, 

unfortunately for them, it is misleading.  

The social view thus explains how evidence motivates belief and action, allowing for 

normative judgments about evidence as well as access to evidence in the material world.  

 

3.2 Exchanging evidential relations 

The social view is also powerful in explaining our practice of exchanging evidential 

relations with others. We exchange evidential relations with others often: people expect us to cite 

evidence in favor of the views we support, and we expect people to cite evidence for their own 

views. When we exchange evidential relations with others, we expect certain responses from 

them, e.g. we expect them to revise beliefs in certain ways or do certain things. Moreover, many 

of these exchanges are successful in the sense that our expectations are met, citing evidential 

relations often results in the kinds of responses we expect.  

The social view explains why exchanges of evidential relations make sense and why so 

many of them are successful. I said above that when we accept a set of norms of deliberation 

without qualification, we expect others to adhere to the same evidential relations that we do. But 

the social view gives us more than just expectations. When others share roughly the same norms 

of deliberation, the evidential relations that hold for us also hold for them. For example, if all the 

parties roughly accept the scientific norms of deliberation, scientific evidential relations hold for 

all of them.  

Exchanges of evidential relations between experts and laypersons call for special 

attention. In many cases, we want to know about evidence on topics outside of our expertise. For 

example, people who know little about climate science want evidence on climate change to 

decide how to vote on climate policies. People who know little about epidemiology want 

evidence to decide whether to follow public health regulations. When the evidential relations we 
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want are outside of our field of expertise, we need to turn to experts. The problem is that, due to 

our lack of expertise, we are in principle unable to judge the merit of the content of the 

testimonies. Therefore, Hardwig (1985), Goldman (2001), Anderson (2011) and others have 

wondered what could justify laypersons in accepting expert testimony.  

What we often in fact do in such cases is ask about the processes that gave rise to the 

evidential relations we get through the testimony. For example, who is funding the experts? 

What is their professional background and training? Are they involved in any conflicts of 

interests? Have they been responsive to criticisms raised from inside and outside of their group? 

On the social view of evidence, these are exactly the right questions to ask. Asking these 

questions is a way to examine the satisfaction of norms of deliberation, e.g. that the right people 

were heard from, that there was uptake of criticism, that objections were disinterested. To the 

extent that we discover that the deliberation satisfied our norms of deliberation, we would be 

justified in accepting the testimony on the evidential relation. Therefore, laypersons are capable 

of being justified in accepting expert testimony on evidence. 

Exchanges of evidential relations between experts and laypersons call for more special 

attention in cases where experts disagree. The question is, given that laypersons cannot assess the 

technical merits of expert testimony, what could justify them in favoring the testimony of one 

expert over another? (Goldman 2001 calls this the novice/2-experts problem). The social view 

shifts the attention from assessing experts to assessing evidential claims. Laypersons can 

adjudicate between competing evidential claims by comparing how they fared in norm-

conforming deliberation, and the laypersons would be justified in accepting the claim that 

survived norm-conforming deliberation.  

An alternative way to handle disagreement between experts is relying on the number of 

other putative experts who agree with each side. If most experts agree with expert A and disagree 

with expert B, that could be one reason to favor A’s testimony (e.g. Goldman 2001 recommends 

using a criterion of this sort to address the novice/2-experts problem).  

However, focusing on consensus may backfire. De Melo-Martin and Intemann (2013) 

argue that scientists have started to mask their disagreements because dissenting views in science 

have been used by bad actors to derail public policies on topics such as climate change and 

environmental toxins. For example, some scientists self-censor themselves to avoid misusages of 

their findings or only present results that are in consensus. De Melo-Martin and Intemann point 

out that masking scientific disagreements is harmful. First, silencing dissenting voices is 

counterproductive both for advancing science and informing policy makers. Second, masking 

disagreements reinforces the impression that disagreement is problematic, which makes science 

even more vulnerable to bad actors who attempt to undermine policy making by fabricating and 

exaggerating the existence of dissent.  

The social view avoids this consequence. On the social view, A lingering disagreement 

between experts is unsurprising and unproblematic. It doesn’t matter if some of the experts 

remain unconvinced of an evidential claim that has the upper hand as long as the deliberation 

was norm-conforming. What the testifying experts need to show is that the dissenting voices 

were properly heard, not that there is no disagreement. 

Thus, the social view of evidence provides a constructive framework for thinking about 

exchanges of evidential relations, especially in the context of expert testimony. 
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3.3 Resistance 

When agents do not respond to evidential relations in the ways we think they should, we 

say that they are resisting evidence. The social view of evidence explains this phenomenon. 

Resistance to evidence is familiar from public life. Some politicians and members of the 

general public are accused of resisting evidence on topics such as climate change, vaccines, and 

the harmful effects of tobacco smoke. For example, the anti-vaccine movement relies extensively 

on Wakefield et al. (1998), which suggests a possible link between autism and the measles, 

mumps, and rubella (MMR) vaccine. Since its publication, this paper has been proven to include 

fraudulent data, was formally retracted by the journal that published it, and was even retracted by 

10 out of its 13 authors. Yet, the critique is too often ignored by anti-vaxxers.12  

While in some cases, like cases of denialism, resistance intuitively seems epistemically 

bad, in other cases going against the established scientific consensus intuitively seems 

epistemically permissible or even meritorious. For example, Elizabeth Lloyd (1995) criticizes an 

influential study according to which taking one aspirin a day can reduce the risk of heart attacks 

and strokes. The study was widely disseminated, including coverage in popular newspapers, 

indicating that the evidential claims in it survived scientific deliberation. However, Lloyd rejects 

the study’s conclusion, thereby going against the scientific consensus. Lloyd’s criticism is that 

the study only experimented on men and therefore doesn’t hold for the general population.  

The social view explains the phenomenon of resistance. Agents resist evidence when they 

are aware that an evidential relation survived norm-conforming scrutiny but refuse to take it on 

board, e.g. they don’t use it to inform their beliefs and actions in certain ways. Both the anti-

vaxxers and Lloyd were resisting scientific evidence given that they were aware of the results of 

scientific deliberation.   

The social view of evidence also distinguishes between epistemically good and 

epistemically bad cases of resistance. Recall that agents can mimic social deliberation in their 

own minds. For example, if they accept the norm of criticism uptake, they can run through 

objections and responses in their heads. The results of this hypothetical deliberation are 

hypothetical evidential relations. The quality of the hypothetical evidential relations depends on 

the agent’s ability to conform to their norms of deliberation. Laypersons are ill-positioned to 

respond to dialectic moves made by experts in the relevant field because of their lack of 

expertise. For example, anti-vaxxers who accept the Wakefield study’s evidential relations but 

are unable to respond to its refutation are violating the norm of criticism uptake. Experts, by 

contrast, are well-positioned to satisfy norms when hypothesizing about evidential relations in 

their field of expertise. Lloyd was in a position to engage with the evidential claims in a way that 

conforms with the scientific norms of deliberation.  

Judgments on resistance and its epistemic quality can be made either using the norms of 

the resisting agent or using the norms of the evaluator. In the case of Llyod, her expertise 

allowed her to engage with the scientific literature in keeping with the scientific norms of 

deliberation. Therefore, her resistance is less objectionable and even permissible to those who 

accept the scientific norms. Moreover, as Lloyd is a philosopher of biology, it is reasonable to 

assume that she generally accepts the scientific norms of deliberation. Therefore, her resistance 

was in keeping with her own norms. In the case of anti-vaxxers, if they cite the Wakefield study 

while being unable to respond to the critique, their resistance violates the scientific norms of 

 
12 See Deer (2011), Diethelm and McKee (2009), O’Dowd (2009), and Oreskes and Conway (2011) for further 

discussion.  
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deliberation. Moreover, the fact that they accept some scientific studies (e.g. the Wakefield 

study) suggests that they generally accept the scientific norms of deliberation, in which case their 

resistance violates their own norms.  

Thus, the social view of evidence explains the phenomenon of resistance and 

distinguishes epistemically good from epistemically bad resistance. In the next paper in this 

dissertation, I argue that traditional approaches to evidence fail to capture the difference between 

epistemically good and epistemically bad cases of resistance, or between resistance and 

ignorance.   

 

To conclude this section, I have shown how the social view of evidence explains the 

normative force of evidence, how we can testify about evidence works, and resistance to 

evidence. 

 

 

4. Consequences 

I argued above that the social view of evidence explains important aspects of evidential 

relations. I now turn to explore two consequences of the view.  

 

 

4.1 Evidential relations are politically loaded 

The norms of deliberation and the stopping point of deliberation are constrained by 

value-laden factors that are shaped by the power structures in and around the community. In this 

sense, evidential relations are politically loaded. Let’s start with the norms of deliberation.  

The norms of deliberation are politically loaded because their subject matter involves 

prioritization of dialectical moves and voices. For example, from whom must we hear from and 

which push backs must we address before concluding the deliberation? Presumably, it would be 

the important ones. But “importance” is constrained by social, practical, and other value-laden 

factors that are influenced by power structures. 

Recall the aspirin study Lloyd criticized, which experimented only on men. From today’s 

perspective, the study’s methodology seems clearly unsatisfactory. How could it have survived 

scientific scrutiny? My reading is that it was because objections having to do with women’s 

health weren’t prioritized when deliberating evidential relations. It was acceptable to stop the 

deliberation without fully considering them. Lloyd and other feminist scientists and philosophers 

of science were pushing back not only on the concrete studies they were criticizing but also on 

the norms of scientific deliberation that permitted dismissing worries having to do with women 

and minorities’ issues. The fact that the methodology in the aspirin study seems unsatisfactory 

from today’s perspective is an indication that the scientific norms of deliberation have changed. 

These changes reflect political changes regarding the status of women and minorities. 

You might wonder whether some norms of deliberation are “objectively” better than 

others in the sense that they are better at getting at the truth, regardless of which kinds of 

problems are prioritized. I cannot fully address this question here, but I discuss related questions 

elsewhere. In brief, I explore a theorem from machine learning which gives reasons to believe 

that this is not the case. As I explain, learning algorithms look for patterns in data and use them 

to make predictions. For example, they can predict the price at which a house will sell based on 

information about previous sales. A theorem called the “No Free Lunch Theorem” roughly says 

that no learning algorithm universally performs better than any other. Some algorithms do better 
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than others once we restrict the set of problems we are trying to solve, e.g. if we restrict 

ourselves to certain kinds of housing prices datasets. The theorem includes all ways to make 

predictions based on information – including social deliberation. Therefore, no set of norms of 

deliberation can get us from data to accurate predictions without prioritizing certain types of 

problems over others. I further explore this theorem and some of its implications in (2020, 

forthcoming). 

Evidential relations are also politically loaded for a second, related reason: the stopping 

point of deliberation is constrained by social, practical, and other value-laden factors. Gun 

violence research in the US is a good example (Rostron, 2018). The US Centers for Disease 

Control and Prevention (CDC) started to study gun violence in the 1990s. The National Rifle 

Association (NRA) accused the CDC of being biased and lobbied shutting down the center for 

injury prevention, which was responsible for the studies. In 1996, Congress passed a provision 

prohibiting the use of federal funds to advocate or promote gun control. In effect, the provision 

stopped all CDC research on gun violence. Without federal interventions, the evidence presented 

in the CDC’s studies could have received more scrutiny. Political developments also led to the 

continuation of the deliberation. In 2018, new legislation came out that explicitly allowed the 

CDC to research the causes of gun violence.  

In other cases, political influences might be less explicit. However, they are present in all 

cases in which the stopping point is affected by risk preferences, funding priorities, and other 

factors that depend on interests and values and shaped by power structures. The stopping point of 

real-world deliberations is typically, if not always, shaped by such considerations. 

To sum, evidential relations are political because the norms of deliberation are political 

and because the stopping point of deliberation is political. Evidence is another point of 

intersection between epistemology and pragmatic, moral, and other factors. Similar moves have 

been made with regards to acceptance of hypotheses, knowledge, and other concepts. For 

example, Rudner (1953), Douglas (2009), and others argue that acceptance of hypotheses in 

science is value-laden because the threshold for “sufficient” evidence depends on the risks 

involved. Stanley (2005) and other pragmatic encroachment theorists argue that whether one 

knows that p depends on the stakes. The more is at stake, the higher the bar for knowledge. 

Suppose you need to deposit your paycheck at the bank. You’ve been to the bank last weekend 

and it was open. Do you know that the bank will be open this weekend? According to pragmatic 

encroachment theories, that depends on the stakes. If nothing much depends on whether you’ll 

deposit your paycheck this weekend, you know that the bank will be open. But if you need the 

money urgently, you don’t know that the bank will be open this weekend. The social view of 

evidence makes a similar point. Evidential relations are politically loaded because they are 

constituted by considering them in light of objections, but which objections matter and how 

many of them to consider before the deliberation stops depends on the interests of the group, 

which are inherently related to the power structures in it. 

 

4.2 Puzzles of evidential relations 

The general question I explore in this paper is what makes it the case that e is evidence 

for h. At the beginning of the paper, I articulated one variety of this question: what makes it the 

case that e is evidence specifically against h, rather than some background theory? As I pointed 

out, this question is an instance of the Duhem-Quine problem. Other classic puzzles can also be 

recast into questions of evidential relations.  
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In its traditional formulation, Hume’s problem of induction is about difficulties in 

justifying inductive inferences, e.g. inferring that the sun will rise tomorrow from the fact that it 

has risen in the past. Hume argues that to justify this inference we would have to presuppose that 

the future is like the past, but we can’t justify that the future is like the past without presupposing 

this very same principle. If we can’t presuppose that the future is like the past, can past 

observations be evidence pertaining to future events? For example, is the fact that today the sun 

has risen evidence that it will rise tomorrow?  

Yet another question of evidential relations is whether mental events can be evidence 

pertaining to external reality. For example, is the appearance of a hand evidence for the existence 

of a hand? This question is challenging due to the availability of skeptical scenarios. What if our 

experiences are illusions created by an evil demon or a mad scientist? Such deceivers can 

manipulate our mental states so that we will experience the appearance of a hand without there 

being a hand in front of us.  

These are just a few examples. If we need evidence for justification or for knowledge, we 

could potentially recast every puzzle about justification or knowledge as a puzzle about 

evidential relations.  

The social view illuminates the puzzles of evidential relations in three ways. First, it is a 

mistake to look for general solutions to these puzzles that detach evidential relations from the 

context of deliberation in which they are embedded. On the social view of evidence, questions 

like “when is e evidence against h rather than some background hypothesis or the theory?” or 

“are some past events evidence for future events?” do not have general answers outside of a 

specific context of deliberation.  

Second, the puzzles of evidential relations are challenges to the norms of deliberation, as 

they bring forth objections to evidential claims that have been set aside by the predominant 

norms. For example, in skeptical puzzles, norms of deliberations are challenged by introducing 

scenarios of systematic illusion about external reality. Why are these scenarios powerful? It is 

not because we couldn’t conceive of evil demons, simulation machines, and other deceivers 

before epistemologists wrote about them. What the skeptic epistemologist is doing is using 

skeptical scenarios to undermine evidential relations. In doing so, the skeptic is challenging the 

familiar norms of deliberation, as systematic skeptical illusions are not seriously considered in 

thinking of evidential relations outside of philosophy. If we put it in terms of criticism uptake, 

we can say that the skeptic is setting expectations for the uptake of a different kind of objection 

than we are used to. For some, the skeptical challenge can be thought-provoking as it invites us 

to re-examine and question the norms of deliberation we take for granted. Others may feel 

indifference or confusion at seriously considering skeptical scenarios in the context of evidential 

relations, as this goes against the mainstream norms of deliberation.  

Third, the social view of evidence brings out the political nature of puzzles of evidential 

relations. The social view doesn’t attempt to resolve such puzzles by saying why an evil demon 

doesn’t exist, why the future is like the past, and so on. Instead, it asks why questions involving 

related scenarios are on the table and considers this question in the context of group dynamics. 

Once you do so, questions about the priorities of the group come up. 

In philosophy, it is common to expect uptake for skeptical and other scenarios related to 

classic puzzles of evidential relations. It is easy to take this norm of deliberation for granted, 

perhaps thinking that such scenarios are just the most relevant kind of scenario to discuss when 

talking about topics such as the nature of knowledge or justification. Feminist epistemology 

helps us see an alternative.  
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Amia Srinivasan (2008) constructs thought experiments in which subjects form beliefs 

under conditions of social oppression. One of these cases features Radha, a woman who lives in 

rural India and is repeatedly beaten by her husband. Throughout her life, Radha was told that 

when women are beaten it is their fault because they misbehave. She was never exposed to the 

opposite opinion. When her husband beats her, he explains that it is because she is disobedient or 

uncaring, and she feels guilty and ashamed for her behavior. Radha reflects on the matter and 

concludes that the beatings are her fault. Assuming that the moral truth is that Radha doesn’t 

deserve to be beaten, the question is whether Radha’s belief is justified. In evidential terms, the 

question is whether Radha has evidence that she deserves to be beaten. This thought experiment 

is meant to be analogous to skeptical scenarios in the sense that, in both, the agent is 

systematically cut off from the truth. In Cartesian skepticism, the systematic illusion is created 

by an evil demon. In the domestic violence case, the systematic illusion is created by misogyny. 

The misogynic illusion is convincing and pervasive. It infects not only the testimony of those 

who are close to Radha, but also her moral emotions (such as shame and guilt) and attempts at a 

rational reflection.   

We can imagine a world in which cases like Srinivasan’s are predominant in 

epistemology. External world skepticism and the other familiar scenarios come up from time to 

time, but they don’t get much traction. In this possible world, philosophers generally agree that 

the appearance of a hand is evidence for the existence of a hand because they don’t expect 

uptake for scenarios involving evil demons (like scientists in our world). These philosophers 

think that the systematic errors that result from living in oppressive societies are more interesting 

or important than the systematic errors that result from living under the control of evil demons or 

other deceivers. This possible world thus presents an alternative version of the philosophical 

norms of deliberation due to differences in the problems of interest.  

Different norms of deliberation may result in endorsing different philosophical views. 

Srinivasan argues that her scenarios intuitively support epistemic externalism whereas the 

traditional analogs, such as evil demon scenarios, are commonly thought to support epistemic 

internalism. If she is right, then accepting norms of deliberation which prioritize Srinivasan-style 

scenarios may result in endorsing externalism. But accepting norms of deliberation which 

prioritize traditional skeptical scenarios may result in endorsing internalism. 

Which kinds of cases should epistemology focus on? Are the traditional skeptical 

scenarios inherently more relevant to epistemology than other kinds of scenarios? Why did the 

traditional skeptical scenarios gain prominence and why are they still prominent? Which values 

and interests does this prioritization reflect and serve? The social view brings these questions to 

the front of the stage and invites us to examine our norms of deliberation and the values which 

may be embedded in them.  

 

5. Conclusion 

This paper offers a way to think of evidential relations. On my social view of evidence, 

evidential relations are constituted through group deliberation. I showed that this view is useful 

in explaining key aspects of evidential relations: their normative force, how they can be 

successfully exchanged, and how they can be resisted. Last, I explored two consequences of the 

view. One was that evidential relations are politically loaded and the other is illuminating classic 

epistemic puzzles.  

 

*** 
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In the next paper, I elaborate on the phenomenon of resistance and how the social view of 

evidence accounts for it.  
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Resistance to Evidence 
 

 

 

Sometimes people resist evidence in the following sense: they are aware of something 

that merits a certain epistemic response and yet refuse to do it. Resistance takes different forms. 

In public life, laypersons and politicians are accused of resisting evidence on topics such as 

climate change or vaccines. Feminist scientists who push back on long-standing scientific 

consensuses are sometimes held to be resisting evidence. Mainstream scientists seem to resist 

evidence that conflicts with their struggling research programs. In this paper, I use a social 

conception of evidence, based on group deliberation, to analyze the phenomenon of resistance. 

The resulting account of resistance can accommodate the intuition that some cases of resistance 

are rational, or otherwise norm-conforming, while others aren’t.  

I start by describing the phenomenon of resistance in more detail in section 1. Then, in 

section 2, I consider intuitive accounts of resistance, based on traditional conceptions of 

evidence, and argue that they fail to distinguish ignorance from resistance and irrational 

resistance from rational resistance. I present the concept of social evidence in section 3.13 On my 

view, evidential relations, e.g. “e is evidence for hypothesis h”, are constituted via group 

deliberations in which participants scrutinize the claim “e is evidence for h”. Deliberations are 

regulated by norms of deliberation, which determine how we ought to conduct ourselves in 

deliberation. Some deliberations live up to a given set of norms and some don’t. If the claim “e is 

evidence for h” survived scrutiny, those who accept the norms of deliberation which were 

satisfied in that scrutiny gain an epistemic relation to e: now e is evidence for h for them. For 

example, after “red spots are evidence for measles” survived scientific scrutiny, red spots 

became evidence for measles for those who accept scientific norms of deliberation. This social 

view of evidence leaves room for individual judgments regarding evidence. I understand 

individual judgments as the results of hypothetical thought experiments. The question for the 

individual is whether “e is evidence for h” would survive scrutiny that satisfies their norms of 

deliberation. In section 4, I use this conception of evidence to analyze resistance. Resistance 

occurs when the individual judgment conflicts with the communal judgment. Depending on how 

the individual judgment is made, resistance can be either norm-violating or norm-conforming.  

The relational conception of evidence deployed in my account of resistance breaks from 

tradition in two ways. First, evidential relations are based on communal deliberation, rather than 

on mental states of individuals or naturalistic, mind-independent facts. The prioritization of 

communal interaction builds on Helen Longino’s work (especially 2002). Longino argues that 

whether proposition p counts as knowledge for a community depends on social interactions in 

that community, and that whether p counts as knowledge for an individual depends on how the 

individual did or would interact with the community. In this paper, I extend the social approach 

by (i) using social interactions to analyze evidence, (ii) using social interactions to analyze the 

individuals’ internal thought processes that give rise to individual judgments, and (iii) using 

social interactions to analyze resistance to evidence. Second, I argue that “evidence” is not only 

an epistemic notion but also a political one. The reason is that the stopping point of group 

 
13 I already presented the social view of evidence in the previous paper. However, as this paper is a stand-alone 

paper, I rehearse the relevant features of the view here as well. 
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deliberations is constrained by political and other value-laden factors. Moreover, since evidence 

is in part a political notion, resistance to evidence is also in part political. 

 

1. Describing the phenomenon of resistance to evidence 

Some politicians and members of the general public reject well-established scientific 

opinions on topics such as climate change, vaccines, and tobacco smoke. These cases of denial 

have been harshly criticized.14 They are detrimental to public health and thus have negative 

moral consequences. But they are also epistemically criticizable, either for irrationality or for 

violating epistemic norms in some other sense. For example, Diethelm and McKee (2009) argue 

that denialism involves cherry-picking evidence, relying on misrepresentations, and using logical 

fallacies. These and other strategies are used to overblow the significance of dissenting voices in 

science and argue that the consensus is based on unsound science. Bardon (2020) argues that 

denialist beliefs are the result of unconscious tendencies to process information in self-serving 

ways and those denialist beliefs are retroactively rationalized using fallacious argumentation. 

Denialism is a part of a broader phenomenon. Feminist scientists have also been accused 

of irrationally rejecting widely-established scientific consensus. For example, as early as 1795, 

scientists believed that only the sperm is active in the process of fertilization, and the egg is 

passive. Despite the evidence in favor of this hypothesis that has accumulated through the 

centuries, toward the end of the 20th century feminist scientists started to reject it, arguing that it 

reflects social views on gender roles (The Biology and Gender Study Group, 1988). Feminist 

scientists and philosophers of science rejected scientific consensuses in many other fields as 

well, including primatology, anthropology, and medicine.15 The movement was met with severe 

criticism. For example, Gross and Levitt (1994) argued that feminist theorizing about the 

sciences “contains heavy doses of dogma”. They thought that feminist scientists and 

philosophers of science are “beyond the reach of rational argument” (p. 111) and show “open 

hostility toward the actual content of scientific knowledge and toward the assumption… that 

scientific knowledge is reasonably reliable and rests on a sound methodology” (p. 2).  

Similar patterns are present in mainstream science, too. In 1815, chemist William Prout 

denied Dalton’s claim that all chemical elements are indivisible atoms. Rather, hydrogen – or, in 

contemporary terminology, the proton – is the building block of all chemical elements. This 

hypothesis was based on measurements showing that the weights of some chemical elements are 

whole multiples of hydrogen weight. However, Prout’s hypothesis was severely criticized as 

chemists measured more and more chemical elements whose weights were not whole multiples 

of hydrogen weight. By 1860, Prout’s hypothesis was taken to have been refuted. However, 

Proutians pushed through, arguing that the standard chemical methodologies of the time were 

faulty. After about a century, Rutherford and Soddy’s work vindicated the Proutian claims. By 

the 1930s Prout’s hypothesis was a consensus (Lakatos, 1970; Heilbron, 2003).  

I understand the phenomenon at play in these three examples as resistance to evidence. 

Resistant agents are aware of something that merits a certain epistemic response, e.g. having 

certain beliefs or dispositions, and yet refuse to do it. Climate change deniers resist evidence on 

climate change, feminist biologists resisted evidence on the process of fertilization, and Proutians 

resisted evidence against Prout’s hypothesis.  

 
14 For some critiques of denialism, see Diethelm and McKee (2009), Oreskes and Conway (2011), and Bardon 

(2020). 
15 For some discussion of feminist science, see Fox-Keller (1982), Okruhlik (1994), Lloyd (1995), and Longino (1996). 
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It is difficult to imagine any epistemic inquiry without some degree of resistance. Even 

Popper, perhaps the most prominent champion of falsificationism, occasionally admits that a 

certain degree of dogmatism is necessary for the success of science. He states that we have a 

tendency to treat evidence that conflicts with our expectations as “background noise”, and to 

“stick to our expectations even when they are inadequate and we ought to accept defeat”. This 

inclination to protect hypotheses is necessary for the success of epistemic endeavors because it 

allows us to approach good theories in stages by way of approximation. Without it, Popper 

thinks, “we may prevent ourselves from finding that we were nearly right” (1962, p. 49).  

But what is happening when people resist evidence? And can it ever be rational? 

 

2. Individualistic conceptions of resistance 

2.1 Individualistic epistemic resistance 

Here is a natural way to understand resistance: 

Subject S is resisting evidence e when the three following conditions hold: 

1. e is evidence for h  

2. S possesses e as evidence for h  

3. S’s epistemic attitudes don’t change in the ways that e recommends 

 

The details can be filled out in different ways. Let’s start with “e is evidence for h”. Some 

think that whether e is evidence for h is determined by relations between e, h, and potentially 

some background assumptions. These include probabilistic, deductive, and explanatory 

relations.16 Hempel’s (1965) version relies on deduction, arguing that e is evidence for h just 

when e describes a positive instance of h, which is determined by formal deduction. When these 

conditions hold, e is evidence for h. 

You might be tempted to analyze resistance in terms of the true evidential relations, using 

only the first condition in the definition above. For example, suppose it is the case that the right 

relations hold between rising temperatures and the anthropogenic climate change hypothesis but 

not between the observations of Prout’s opponents and Prout’s hypothesis. In that case, you 

might want to say that denialists are resisting evidence because their evidential relations do not 

align with the true evidential relations, but Proutians are not resistant because their evidential 

relations do align with the true ones. However, this analysis fails to distinguish resistance from 

ignorance. Some people’s evidential relations on climate change don’t align with the true ones 

because they have never heard of climate change. However, people in this position are not 

resisting evidence. They are simply ignorant. For resistance, it is not enough that some evidential 

relations hold. There must be some connection between the agent and the evidential relations, i.e. 

the agents must somehow possess the evidence. That is why we need the second condition in the 

definition of resistance. 

Objectivist probabilistic approaches are insufficient to explain resistance on their own for 

similar reasons. On a Bayesian approach, the leading probabilistic approach, e is evidence for h 

when the probability that h is true assuming that e is true is greater than the probability that h is 

true without assuming that e is true, i.e. p(h|e)>p(h).17 The probabilities in the Bayesian formula 

 
16 See DiFate (2007) for a review of formal approaches to evidential relations.  
17 See Huber (2007) for a review of different versions of the desired relation between p(h) and p(h|e). Among 

these is Achinstein’s (1983, 2001) view, according to which for e to be evidence for h, there must be a high 
probability of an explanatory connection between e and h, in addition to a probability increase. 



19 

 

represent the agent’s degrees of belief, i.e. the agent’s credences. In particular, p(h), the “prior”, 

is the degree to which the agent believes that h before the evidence is discovered. The 

“posterior”, p(h|e), is the degree to which the agent believes h after e is discovered. Bayesians 

argue that for rational agents the connection between the two is determined by Bayes’s Theorem: 

p(h|e)=p(h)*p(e|h)/p(e). Objective Bayesians argue that the values of the credences are 

constrained by objective principles. For example, a popular objective constraint on agents’ priors 

is the principle of indifference. Roughly, the principle says that if we know nothing about the 

situation all hypotheses should be given equal priors. We could use this approach to define 

evidential relations for agents: e is evidence for h for S when p(h|e)>p(e) and S’s credences 

satisfy the objective constraints.  

However, objective Bayesianism fails to distinguish resistance from ignorance on its own. 

Suppose agents’ priors are constrained by the principle of indifference. In the previous paragraph 

I mentioned what the principle roughly says. Formulating the principle of indifference more 

precisely is difficult because it requires overcoming paradoxes arising from the fact that it can be 

used in incompatible ways (e.g. the Bertrand paradox. See Hájek, 2019 for discussion). Because 

it is so difficult, most of us don’t know which priors are correct. But if an agent has the wrong set 

of priors because they haven’t heard yet of the true theory of priors, they are not resistant. 

Instead, they are just wrong because they are ignorant of some of the relevant facts.  

To be able to distinguish resistance from ignorance we need to use condition (ii): the 

resistant agents must possess the evidence. If you’d like, you could explicate possession of 

evidence in terms of other epistemic concepts, such as belief, knowledge, or credence. For 

example, you could hold that S possess e as evidence for h when S has certain credences or 

believes that e is evidence for h.18  

You might prefer to merge the first and second conditions by defining evidence in terms of 

individuals’ mental states, without using objective or mind-independent constraints. On a family 

of views Williamson (2000) calls the “phenomenal conception” of evidence, evidence consists of 

agents’ non-factive mental states, such as beliefs, perceptual experiences, or memories. For 

example, the detective’s evidence is the visual experience of blood in the crime scene or the 

memory of this visual experience. 19 Subjective Bayesians, which are Bayesians who put very 

few constraints on agents’ credences, might belong to this camp as well. Taking a subjective 

Bayesian perspective, we could say that e is evidence for h for agent S when, given the agent’s 

actual credences, p(h|e)>p(h).  

The third condition for resistance in the definition I am now exploring is that the resistant 

agent violates norms that regulate the possession of evidence. In general, it seems clear that 

possession of evidence has some epistemic implications. As Hume famously put it, a wise person 

proportions their belief to the evidence (1784/2007, Section X, Part I. 4). I am ecumenical about 

what the possession norms might be exactly. They may regulate doxastic states such as belief, 

credences, and knowledge. For example, all else being equal, an agent who possesses e as 

evidence for h may be expected to believe that h is true, change their credences in certain ways, 

 
18 For further discussion on what it might mean to possess evidence, see Feldman (2004). Feldman defends the 

view according to which one’s evidence at a certain time t is limited to what one is thinking about at that time 
(rather than all that is stored in one’s memory). 
19 See Kelly (2008) for an overview of the phenomenal conception of evidence. Kelly argues that the phenomenal 

conception of evidence is a common commitment for coherentists and most foundationalists (see especially 
footnote 9). 
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and so on. Possession norms may also regulate dispositions, such as curiosity, wondering, and 

investigating (Friedman 2013, 2020, forthcoming). For example, all else being equal, an agent 

who possesses e as evidence for h may be expected to be curious about certain things or ask 

certain questions. These are the kinds of things that evidence e recommends, and that the 

resistant agent will not be doing.  

The problem with this analysis of resistance, based on traditional conceptions of evidence, 

is that it makes all resistant agents irrational, or norm-violating in some other sense. Resistant 

agents aren’t updating their credences, aren’t asking the right questions, or otherwise aren’t 

doing what they should be doing.  

Explaining all cases of resistance as irrational goes against intuitions that some cases of 

resistance are epistemically bad but others are good or at least better. People like Proutians and 

feminist scientists seem to be doing something epistemically different from denialists. The fact 

that the Proutian and feminist resistance led to scientific discoveries doesn’t seem to be a 

coincidence.  

Moreover, even if you don’t share the intuition that some cases of resistance are 

epistemically better than others, understanding all resistant agents as irrational curtails our ability 

to interpret people charitably. Some resistant agents have thought about the issue in question 

thoroughly and see themselves as epistemically virtuous. It would be good to at least have the 

option to entertain them, to be able to take people seriously when they say that they did the 

epistemic work to support their views. Describing all resistant agents as norm-violating requires 

not only dismissing agents’ efforts but also their perspective on their own epistemic state. In 

addition, describing all cases of resistance as irrational underplays the difference in the expertise 

that is, or isn’t, informing the resistance.  

Something similar is true for accounts that make all resistance rational or neutral. For 

example, Lakatos (1970) argues that it is rational to reject a theory when it is the result of a long 

series of ad-hoc revisions, which are revisions that bypass conflicting evidence but produce no 

novel predictions. However, it is also rational not to reject such a theory because it is possible 

that, if additional revisions will be made, the theory will end up producing novel predictions. 

Translating to resistance terminology, it is always rational to resist evidence because, if we resist 

for long enough, it may turn out that we were right. However, this approach too goes against 

intuitions on the normative diversity of resistance and underplays differences in the expertise of 

different resisting agents. 

To conclude, straightforward ways to use traditional conceptions of evidence to analyze 

resistance are dissatisfactory. They either conflate resistance with ignorance or fail to distinguish 

rational from irrational resistance.  

 

2.2 Practical individualistic resistance 

There is another way to analyze resistance using existing literature, with Buchak’s (2017) 

account of faith. On Buchak’s view, having faith that p is maintaining a commitment to acting on 

p, even if you discover counter-evidence to it. Faith is rational when it maximizes risk-weighted 

expected utility, which is a generalization of expected utility. Consider a student entering 

graduate school with sufficient evidence for her professional competence. The student knows 

that there will be times in which things will look bleak: criticisms and rejections will pile on and 

success will seem impossible. Knowing this, the student decides to avoid seeking more evidence 

regarding her professional competence and keep the same course of action even if she happens to 
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encounter counter-evidence. The practical advantage is clear: without resistance, the student 

might get discouraged prematurely and drop out before getting the payoffs she set out to get.  

Using this account, resistance can be defined in the following way: 

  

Subject S is resisting evidence when: 

1.  e is evidence against h  

2.  S possesses e as evidence against h 

3.  S maintains their commitment to act on h 

 

This approach allows for both rational and irrational resistance because the third condition can be 

satisfied by both rational and irrational agents. Rational resistant agents have sufficient evidence 

for h to justify committing to act on h (the commitment maximizes expected utility), and they 

keep the commitment despite evidence against h they encounter. Irrational resistant agents are 

committed to acting on h even though the commitment never maximized expected utility.  

 However, this account of resistance is dissatisfactory. First, it changes the topic as it 

doesn’t draw an epistemic distinction between rational and irrational resistance. We can 

overcome this difficulty by using practical interpretations of epistemic concepts. Some argue that 

an agent’s belief is a matter of what the agent is willing to act on, arguing that if one’s credence 

in h is high enough to justify accepting h for the purposes of action then one believes that h.20 

Others argue that belief is a kind of action.21 As Buchak points out, on both approaches, we get 

conditions for when maintaining a belief in the face of counter-evidence is rational. Translating 

to resistance terminology, we get conditions on when resistant belief is rational. 

However, the resulting account of resistance is dissatisfactory even if you endorse 

practical interpretations of belief or don’t mind distinguishing between rational and irrational 

resistance on practical rather than epistemic basis. The account is limited in its ability to analyze 

resistance because it makes rational resistance too easy to come by or conflates resistance with 

ignorance. The reason for these difficulties is that the account’s usage on credences.  

 The commitment to a course of action is meant to mitigate the influence of potentially 

misleading evidence, to support the success of long-term projects. The commitment is not meant 

to amount to a complete immunization from evidence. To allow for rationally breaking the 

commitment, the agent must be able to drop their credence in h in response to counterevidence 

while keeping the commitment as strong. Though not explicitly stated, it is compatible with 

Buchak’s account that breaking the commitment is rational if, in the current evidential situation, 

the risk-weighted expected utility of breaking the commitment greatly outweighs that of keeping 

it. Thus, the approach crucially depends on agents’ ability to revise credences appropriately. 

But what if climate change deniers argue that rising temperatures do not merit increasing 

credence in anthropogenic climate change? If agents are allowed to assign whatever credences 

they want, any case in which the agent doesn’t change their credence, for whatever reason, 

would rationalize resistance. Adding constraints on credences to avoid this problem is an 

unpromising strategy. Whatever constraint is chosen, agents may fail to live up to it due to 

ignorance about what should do with e rather than resistance, as discussed above.  

 

 
20 See e.g. Harsanyi (1985), Fantl and McGrath (2002), Weatherson (2005), Pace (2011), Ross and Schroeder 

(2014), for different versions of this view. 
21 See, e.g. Levi (1967), Maher (1993), Kaplan (1996) 
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To conclude, the accounts I considered in this section fail to properly distinguish between 

rational and irrational resistance or between resistance and ignorance. I call the accounts I 

considered so far “individualistic” because they explain resistance as an internal conflict between 

the mental states of an individual, without making use of social interactions. In the first, 

epistemic family of accounts, resistant agents are irrational because they occupy certain mental 

states given that they possess evidence (e.g. they believe that e is evidence for h), but they don’t 

adjust their other mental states accordingly (e.g. they don’t believe that h). In the second, 

practical account, the resistor’s commitment to action is in tension with their credences. The 

account changes the topic as it switches to talking about practical attitudes and it fails to properly 

capture rational resistance because of its reliance on credences.  

My solution is to see resistance as an epistemic conflict between a judgment made by the 

agent and a judgment made by other people. I start by developing a social conception of 

evidence in the next section. This social conception of evidence allows us to analyze resistance 

using the natural framework of epistemic resistance I explored in section 2.1. With social 

evidence, we can fill in the details differently to better capture resistance. 

 

3. Social evidence22 

I propose understanding evidential relations in the following way: 

 

e is evidence for h, for those who accept a set of norms of deliberation 

in virtue of the fact that 

the claim “e is evidence for h” survived communal scrutiny that satisfied these norms 

 

Scrutinizing whether e is evidence for h includes activities such as examining error rates, 

making sure the equipment worked properly, considering alternatives, debating what the simplest 

interpretation of the data is and what best explains the observations, and so on. In other words, 

the scrutiny involves using various epistemic standards to decide whether e is evidence for h. 

The scrutiny takes place wherever community members interact, including group meetings (such 

as conferences or church meetings), casual conversations, and peer-reviewed journals. 

Deliberations of evidential relations, like other deliberations, are regulated by norms of 

deliberation. The norms of deliberations include norms on whose opinion matters, how 

objections should be raised, what is the proper way to respond to challenges, and so on. These 

are norms about how we ought to conduct ourselves when we deliberate with others. 

For example, on Longino’s (2002) ideal for scientific communities, scientific deliberation 

ought to include uptake of criticism. This means that the community’s beliefs, arguments, 

development of data, etc. ought to change over time in response to the critical discourse taking 

place within the community. Another norm is that scientific deliberations ought to be 

characterized by tempered equality, meaning that equally qualified practitioners ought to be 

given equal intellectual authority. Beatty (2017) diagnoses that many communities use the norm 

of non-objection consensus to decide when the deliberation ought to conclude. In communities 

that use this norm, the group considers a matter settled when community members stop raising 

objections (rather than by majority vote, for example). Among the communities who use the non-

objection consensus are Quakers, Navaho, the Council of the European Union, and the UN’s 

Intergovernmental Panel on Climate Change (IPCC). These communities also have norms that 

 
22 This section rehearses the account from the first paper.  
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regulate the kinds of objections one may raise in deliberation. A popular norm is that objections 

must be disinterested. In the context of Quaker meetings, it means that one must speak from 

spiritual motivations. In secular contexts, it means that objections can’t be driven by personal 

interests.  

Norms of deliberation and epistemic standards alone are not enough to give rise to 

evidence. The norms need to be enacted: e becomes evidence for h only after the deliberation has 

been carried out and the claim “e is evidence for h” actually survived scrutiny that satisfied the 

norms of deliberation. Sometimes it’s easy to tell what survived proper scrutiny, e.g. when the 

group is small and we participated in the deliberation ourselves. At other times it is more 

difficult. The IPCC employs hundreds of scientists who go through tens of thousands of papers 

about climate change. They are trying to determine what survived scientific scrutiny.  

 

3.1. The stopping point of deliberation, and why evidence is graded, fluid, and political 

Deliberations of evidential relations typically stop at some point, but they could always 

go further. There is no universally “correct” stopping point for deliberation. For one thing, the 

deliberation could go on to include additional objections and responses. Moreover, the 

deliberation over evidential relations may include scrutiny of the norms of deliberation 

themselves. The norms of deliberation people in the group accept are neither fully specified nor 

fixed, they evolve through deliberation. Even if there are explicit and widely-accepted norms on 

when deliberation ought to end, they can be further scrutinized, and possibly changed.  

The fact that there is no universally correct stopping point means that evidence is graded. 

The more scrutiny the evidential relation survives the stronger the evidential relation. However, 

since further scrutiny can lead to opposite conclusions, evidential relations are also fluid. It may 

happen that e was evidence for h at one point in time but not another. Evidential relations are 

political because the stopping point of deliberation depends on which problems people care 

about, which risks people are willing to take, who has more funding, who has more authority, 

and other value-laden and political circumstances. 23 

Consider the case of gun violence research and the Dickey Amendment (Rostron, 2018). 

In the early 1990s, studies coming out of the US Centers for Disease Control and Prevention 

(CDC) drew attention to gun violence. For example, a 1993 study led by Arthur Kellermann 

argued that the presence of a firearm in the home is associated with an increased risk of 

homicide. The American National Rifle Association (NRA) accused the CDC of being biased 

and lobbied shutting down the center for injury prevention, which was responsible for the 

studies. In 1996, as a result of efforts led by Representative Jay Dickey, Congress passed a 

provision prohibiting the use of federal funds to advocate or promote gun control. In effect, the 

provision stopped all CDC research on gun violence. In 2012, after a horrific school shooting, 

President Barack Obama directed the CDC to avoid interpreting the Dickey Amendment as a 

blanket prohibition on gun violence research and urged Congress to approve funding for it. 

However, the funding wasn’t approved, and the CDC didn’t resume gun violence research as no 

one was willing to risk their career or the CDC’s funding. In 2018, after yet another horrific 

 
23 Similar claims have been made about the role of moral and pragmatic factors in knowledge and acceptance of 

hypotheses. For discussion on the role of risk assessment in accepting scientific hypotheses, see Rudner (1953) and 
Douglas (2009). For discussion on the role of pragmatic and moral factors in knowledge, see Stanley (2005), Fantl 
and McGrath (2009), and Weatherson (2012).  
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school shooting, new legislation came out that explicitly allowed the CDC to research the causes 

of gun violence.  

Dickey’s amendment considerably slowed down gun violence research. Without the 

amendment, the evidence presented in Kellermann’s and other studies could have received more 

scrutiny: new studies could have challenged the claims made in the study by offering alternative 

explanations, examining the methodology, considering higher-order evidence, etc. Kellermann 

and his colleagues could have then responded to these new objections, either defending their 

views or revising them, which could have resulted in further objections from their opponents, 

and so on. If Kellermann’s observations were to survive more scrutiny it would have been 

stronger evidence for the connection between the presence of firearms in the home and homicide. 

However, Kellermann’s observations could have also failed to survive further scrutiny. It could 

have turned out that the NRA was right and the CDC’s studies were biased. In that case, 

Kellermann’s observations would have lost their evidential status.  

To conclude, evidential relations are graded and fluid because there is no universally 

correct stopping point for deliberation. Evidential relations are political because the stopping 

point of deliberation is constrained by value-laden and political factors. The political constraints 

are usually less explicit then they are in the case of gun violence research. However, they are 

present in all cases in which the stopping point is affected by risk preferences, funding priorities, 

and other factors that depend on interests and values. The stopping point of real-world 

deliberations is typically, if not always, shaped by such considerations. Note that the fact that 

evidence has a political aspect doesn’t mean that evidence is not directed at the truth. Evidence is 

directed at the truth: the truths we care about.  

 

3.2. Evidence and individuals 

When “e is evidence for h” survived a deliberation that satisfied a set of deliberation 

norms, it has implications for people who accept these norms: e becomes evidence for h for 

them. For example, to the extent that a scientist accepts the scientific norms of deliberation and 

“e is evidence for h” survived scientific scrutiny, e is evidence for h for the scientist. To the 

extent that a member of the general public accepts the scientific norms of deliberation, e is 

evidence for h for the member of the general public too.  

Acceptance of a set of norms of deliberation entails thinking that epistemic disputes, 

about evidence and other matters, should be resolved using these norms. After “e is evidence for 

h” survived deliberation that satisfies a set of norms, an agent who accepts these norms is 

motivated to use this evidential relation to inform beliefs and actions.24 Moreover, if the agent’s 

 
24 The full story depends on how we understand the acceptance of norms. For example, on Gibbard’s (1986) 

version of norm acceptance, there is a necessary connection between norm acceptance and motivation. Norm 
acceptance is a psychological state which involves a propensity for action. Korsgaard (1986) argues that norm 
acceptance is motivating only in so far as the agent is rational. If you prefer justification-based terminology then 
you could say that when an agent accepts a set or norms, the agent becomes prima facie justified in believing that 
h after “e is evidence for h” survived norm-satisfying deliberation. Understanding evidence in terms of justification 
is compatible with Williamson (2000), who thinks that evidence is something that justifies beliefs. It is also 
compatible with evidentialists, such as Conee and Feldman (2004), who think that doxastic attitudes are justified iff 
they fit the evidence. If you prefer a reason-based terminology, then you could say that when an agent accepts a 
set of norms of deliberation, the fact that “e is evidence for h” survived norm-conforming deliberation gives them 
a defeasible reason to believe that h. The view that evidence is a reason for belief is very common. As an example, 
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acceptance of the norms of deliberation is unqualified, i.e. the agent thinks they hold universally 

and independently of their acceptance, then they think the evidential relations they accept hold 

universally and independently of their acceptance.25 

Since the satisfaction of norms comes in degrees, evidence comes in degrees. Suppose one 

accepts the norm of criticism uptake. Different deliberations may live up to the ideal to different 

degrees, as some deliberations may be more responsive to criticism than others. Similarly, some 

deliberations might live up to one of the agent’s norms but not others. For example, for agents 

who accept the norms of criticism uptake and intellectual equality for intellectual peers, e is 

stronger evidence for h when the claim “e is evidence for h” survived deliberation which 

satisfied both norms rather than just one..Even though evidence is constituted via group 

deliberation, individuals can still make their own judgments about evidence. Agents who make 

individual judgments on evidence run a thought experiment on how the deliberation would go, 

namely on whether “e is evidence for h” would survive norm-satisfying scrutiny, considering 

permissible objections and responses. For example, suppose you come home to see your 

partner’s shoes on the floor. Is the appearance of the shoes on the floor evidence that your 

partner is at home? You’re not going to have a conversation with anyone about it, you make your 

own judgment. In making your judgment, you probably won’t be entertaining skeptical 

scenarios. You won’t be checking if the shoes are a paper-mache fake, or an illusion, or if, 

unbeknownst to you, your partner bought new shoes today leaving the old ones at home. It is 

because skeptical scenarios carry little force in the deliberations of most epistemic communities: 

it is not the kind of criticism for which people expect uptake. I call the result of the individuals’ 

internal hypothetical deliberation “hypothetical evidence”. 

When an agent runs a hypothetical deliberation in their head, they are making a judgment 

about the conclusions that an arbitrary community would come to if it were to deliberate in 

accordance with the accepted set of norms. Hypothetical deliberations are therefore different 

from predictions and counterfactuals. Making a prediction involves saying what you think the 

outcome of deliberation will in fact be in a given community. However, hypothetical 

deliberations are about what the outcome of the deliberation would be an arbitrary community if 

it were to deliberate in accordance with a given set of norms. To run a counterfactual, you need a 

set of norms that is fully specified to be able to say what a community would do in a given case. 

However, I’m not assuming that agents or communities have fully specified norms of 

deliberation. Instead, a hypothetical deliberation involves developing the norms of deliberation 

to specify how they ought to be applied in the case at hand. E.g. which objections are important 

to consider? 

Hypothetical evidence doesn’t amount to evidence, but it still has epistemic implications 

for the agents who produce it. Spelling out the “hypothetical evidence for” relation depends on 

your choice of epistemic terminology. Agents who judge that “e is evidence for h” would survive 

proper scrutiny may have a hypothetical prima facie justification for believing that h, or may 

have a hypothetical defeasible reason to believe that h. 

As the norms of deliberation can be developed and satisfied in different ways, people may 

produce different hypothetical evidence even if they broadly accept the same norms. 

Disagreements over hypothetical evidence are the starting point of the deliberation and they push 

 
see Star (2015) for a defense of the view that p is a reason for S to Φ iff p is evidence that S ought to Φ, and 
Littlejohn (2016) for a critique. 
25 Alan Gibbard (1990) argues that the acceptance of norms of rationality is unqualified in this sense.  



26 

 

the deliberation forward. As the deliberation progresses, participants may develop their 

hypotheticals and re-enter the deliberation with new suggestions. People may continue to 

develop their own hypotheticals even after the communal deliberation has already concluded. A 

conflict between evidence and hypothetical evidence is the basis of resistance. 

 

To sum, in this section I presented a social view of evidence, in which evidential relations 

are constituted by norm-satisfying group deliberations. I now use this view to analyze the 

phenomenon of resistance to evidence.  

 

4. Resistance 

To analyze resistance using social evidence, we can use the same general framework I 

mentioned in section 1, except that we can fill in the details differently: 

Given a set of deliberation norms, subject S is resisting evidence e when the three following 

conditions hold: 

1. e is evidence for h 

2. S possesses e as evidence for h  

3. S’s epistemic attitudes don’t change in the ways that e recommends 

 

The first condition is that e is evidence for h. Suppose S accepts the scientific norms of 

deliberation. Then e is evidence for h for S when “e is evidence for h” survived scientific 

scrutiny. In addition, since I understand the acceptance of norms using Gibbard’s framework, S 

expects everyone else to recognize e as evidence for h, too. 

The second condition is that S possesses the evidence. I’m again neutral on whether to spell 

out possession in terms of belief, knowledge, or anything else. Loosely speaking, let’s say that S 

possesses e as evidence for h when S is aware that e is evidence for h, which means that S is 

aware that “e is evidence for h” survived norm-satisfying scrutiny. 

A lack of awareness that “e is evidence of h” survived scrutiny is the basis of ignorance. The 

agent who accepts the scientific norms of deliberation is ignorant of evidential relations coming 

out of scientific deliberations they are unaware of. Ignorance is widespread. Probably all people 

who are committed to scientific norms of deliberation are ignorant of most scientific evidence.  

The third condition is that the resistant agent doesn’t do what the evidence e recommends. 

I’m again neutral on what the evidence recommends exactly. All else being equal, an agent who 

possesses e as evidence for h may be expected to believe that h is true, change their credences in 

certain ways, have certain dispositions, and so on. A resistant agent will not be doing these 

things. 

With social evidence, we can evaluate resistance as norm-conforming or norm-violating to 

varying degrees. The more the resistor’s hypothetical deliberation satisfies the norms of 

deliberation, the more rational the resistance. I start with discussing norm-conforming resistance 

and then discuss norm-violating resistance.  

 

4.1 Norm-conforming resistance 

Agents who possess e as evidence for h are expected to respond in certain ways only if all 

else is equal. But all else is not equal when the agent produced hypothetical evidence that defeats 

the evidence.  

Hypothetical evidence defeats evidence when the hypothetical deliberation that gave rise 

to it satisfies norms of deliberation to a higher degree. For example, if one accepts the norm of 
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criticism uptake, satisfying the norms to a higher degree includes being able to respond to the 

arguments given in support of “e is evidence for h”. When the agent’s hypothetical deliberation 

satisfies the same norms to a higher degree, the overall judgment is still in keeping with the 

norms. 

Consider the Prout case. As scientists, Proutians generally accepted the scientific norms 

of deliberation. Therefore, the observations of their opponents were evidence against Prout’s 

hypothesis for them, since they survived scientific scrutiny. However, Proutians were resistant as 

they rejected these evidential relations. They argued that the observations aren’t really evidence 

against Prout’s hypothesis. In response to experiments showing that the weights of certain 

chemical elements are not whole multiplications of the hydrogen weight, they argued that the 

prevalent chemical methodology is defective. I understand Proutians who responded in this way 

as running their own hypothetical deliberations about whether some things are evidence against 

Prout’s hypothesis, adding objections that have to do with methodology. Proutians were in a 

position to satisfy the scientific norms of deliberation in running these hypothetical deliberations, 

given that they were familiar with the dialectical moves, had training that allowed them to come 

up with responses, and so on. This means that they were in a position to resist evidence without 

violating the scientific norms, which they themselves broadly accepted. 

In addition, non-Proutian scientists were in a position to evaluate the Proutians as 

rationally resisting evidence. While Proutians might have deviated from scientific norms to some 

degree in precisifying them in their own way, their hypothetical deliberations were broadly in 

keeping with the scientific norms, which are the norms that the non-Proutian evaluators broadly 

accepted.  

People are in a position to evaluate resistance as rational even if it doesn’t lead to 

discoveries. For example, the claim that rising temperatures is evidence for anthropogenic 

climate change survived scientific scrutiny. Therefore, people who accept the scientific norms of 

deliberation expect everyone to acknowledge the evidential status of the rise in temperatures. 

However, some members of the scientific community disagree with the communal judgment. 

Astrophysicist and climate scientist Nir Shaviv is one of the dissenting voices.26 Shaviv gives 

responses to the two arguments for anthropogenic climate change he finds in the IPCC reports. 

One argument is that the current warming is historically unprecedented, and the other argument 

is that the only explanation for the warming is human activity. However, first, Shaviv argues that 

temperature reconstructions show that the middle ages were just as warm as the second half of 

the 20th century. Second, he presents an alternative explanation for warming: solar activity. 

Observations show that when solar activity is high sea levels rise. But the sea levels rise because 

water molecules in them expand, and the molecules expand because they absorb heat from the 

sun. The absorption of heat in oceans accounts for half of the warming effect. Shaviv also points 

out observations that conflict with the claim that rising temperatures are evidence for 

anthropogenic climate change. For example, over the last 500 million years, there has been no 

correlation between CO2 levels and warming. In fact, 450 million years ago there was 10 times 

more CO2 in the atmosphere, but more extensive glaciation.  

While those who accept the scientific norms of deliberation might disagree with Shaviv 

or even run different hypothetical deliberations, they are in a position to appreciate that Shaviv is 

broadly in keeping with the scientific norms of deliberation. His objections and responses engage 

with the literature in a way that is expected and is common in science. Therefore, those who 

 
26 For an accessible overview of Shaviv’s objections, see Shaviv (2017, 2018)  
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accept the scientific norms of deliberation are in a position to evaluate Shaviv as rationally 

resisting evidence.  

 

4.2 Norm-violating resistance 

Diethelm and McKee (2009), Oreskes and Conway (2011), and others argue that some 

tobacco advocates, anti-vaxxers, climate change deniers, and members of similar movements, 

ignore evidence. For example, tobacco advocates frequently cite Enstrom and Kabat (2003), 

which conclude that exposure to tobacco smoke doesn’t increase the risk of cancer. This paper 

has been refuted, but the refutation is ignored by the tobacco advocates who cite it. Similarly, the 

anti-vaccine movement relies extensively on Wakefield et al. (1998), which suggests a possible 

link between autism and the measles, mumps, and rubella (MMR) vaccine. Since its publication, 

this paper has been harshly criticized, including by the authors themselves – 10 of the 13 authors 

retracted the claims in the paper. Yet, the critique is too often ignored by anti-vaxxers. In both 

cases, the results of the scientific deliberation are so well-known that it is unreasonable to 

assume that people who cite these papers are unaware of it.  

We can evaluate denialist resistance relative to their own norms of deliberation. Denialists 

seem to broadly accept the scientific norms of deliberation, as they don’t reject scientific 

evidence on other matters. If they do accept the scientific norms, then the evidential relations 

constituted in scientific deliberations have epistemic implications for them. All else being equal, 

denialists are expected to comply with norms of possession of evidence and change their 

doxastic states, dispositions, and so on. Their resistance would comply with the scientific norms 

of deliberation if they could run hypothetical deliberations that satisfy the scientific norms to a 

higher degree. However, as Oreskes and Conway (2011), for example, point out, prominent 

deniers lack the proper training and background to be able to engage with the scientific literature. 

Therefore, these denialists are unable to run hypothetical deliberations that satisfy the scientific 

norms of deliberation to a higher degree. If the denialists broadly accept the scientific norms, 

then their resistance violates their own norms of deliberation.   

Those who accept the scientific norms of deliberation are in a position to evaluate denialist 

resistance as irrational regardless of whether denialists accept the scientific norms of deliberation 

or not. Recall that those that accept the scientific norms of deliberation expect everyone to accept 

them and to recognize scientific evidential relations. Denialist hypothetical deliberations cannot 

abide by the scientific norms, whether they accept the scientific norms or not. Therefore, for 

those who do accept the norms, denialists are unable to produce hypothetical evidence that 

defeats the scientific evidence and their resistance is irrational. 

 

4.3 The politics of resistance 

Since “evidence” is a political status, so is resistance. Cases of feminist resistance can help 

illustrate the political aspect of resistance. Elizabeth Lloyd (1995), a philosopher of biology, 

reports of a scientific study which argued that taking one aspirin a day can reduce the risk of 

heart attacks and strokes. She describes it as a “very large, well-designed (and very expensive) 

longitudinal study” (p. 195). The study was widely disseminated, including coverage in popular 

newspapers. However, Lloyd rejects the study’s conclusion because of what she takes to be a 

fatal flaw: the study documented the effect exclusively on men. Lloyd argues that the 

observations in the study are not evidence for the efficacy of aspirin on the general population 

because the general population includes women, whose bodies work differently than men’s 

bodies.  
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As a philosopher of biology, we can understand Lloyd as broadly accepting the scientific 

norms of deliberation but arguing that the deliberation stopped too early, neglecting to address an 

important objection. In this reading, the debate between Lloyd and mainstream scientists was 

about the stopping point of deliberation, and whether issues pertaining to women’s health must 

be considered before the deliberation concludes. This debate is in part about values and 

priorities.  

At the same time, the debate was also about the norms of deliberation themselves. The fact 

that Lloyd’s hypothetical deliberation gave more weight to objections having to do with 

women’s health wasn’t an accident or an isolated incident. Lloyd’s critique was a part of a 

broader movement calling for taking issues pertaining to women more seriously, in scientific 

deliberations as well as in other places. Those who evaluated feminist resistance as irrational 

may have done so precisely because they didn’t accept the new norms of deliberation that were 

forming. This debate, over the norms of deliberation, is value-laden and political as it is informed 

by a difference in priorities. The ascription of irrationality was therefore, in part, political.  

Political aspects of resistance are also explicit in debates with some denialists. Goldenberg 

(2016) argues that some parents who reject evidence for vaccine safety do so because they have 

different priorities than scientists. Scientists are interested in generalities, e.g. in whether 

vaccines are safe for the general population. But parents are interested in whether a vaccine is 

safe for their particular child. They want to know which children are at risk and what the 

negative consequences could be exactly. That is why, according to Goldenberg, parents are not 

reassured by the scientific consensus that vaccines are safe.  

The denialists that Goldenberg describes are different from feminist scientists because the 

feminist scientists, unlike the denialists, have the right background to be able to engage with the 

relevant scientific deliberations. Goldenberg argues that the denialists she describes do not. 

Therefore, if these denialists are producing hypothetical evidence, their deviation from the 

scientific norms would be much greater than the feminists’. Consequently, those who accept 

scientific norms of deliberation are in a position to judge the denialists more harshly than they 

judge the feminists. However, Goldenberg’s denialists are similar to the feminist scientists in 

pushing back on the stopping point of deliberation due to difference in priorities: they think that 

observations on vaccines do not support the hypothesis that vaccines are safe if the deliberations 

fail to include more discussion risk factors and potential dangers. In this case, the debate with the 

denialists is in part about what the priorities of science ought to be. 

Goldenberg proposes that, to improve public trust in science and prevent irresponsible 

scientific research, there needs to be better communication on issues of public concern as well as 

accommodation of the public interest in setting the scientific agenda. Social evidence can explain 

why solutions such as Goldenberg’s make sense and why they would be epistemically just, both 

in the case of vaccine safety and in the case of feminism. Allowing interested parties to weigh in 

on the deliberations in some way would mean that they have a say in constituting the epistemic 

statuses affecting their lives.  

 

5 Conclusion 

Evidence is something people can resist. Common conceptions of evidence conflate between 

cases of norm-violating and norm-conforming resistance or between resistance and ignorance. 

Analyzing resistance using social evidence avoids these problems. On the social view of 

evidence, to repeat the definition: 

e is evidence for h, for those who accept a set of norms of deliberation 
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in virtue of the fact that 

the claim “e is evidence for h” survived communal scrutiny that satisfied these norms 

 

This conception of evidence is social in the sense that evidence is constituted by what 

communities actually do, and individual judgments on evidence are based on what communities 

are hypothesized to do. In this view, evidence is graded, fluid, and political because there is no 

universally correct stopping point for deliberation and the point in which deliberations typically 

stop is constrained by political and value-laden factors.  

Resistance to evidence occurs when the individual judgment conflicts with the communal 

judgment. A judgment that resistance is rational is a judgment that the individuals’ hypothetical 

deliberation satisfies the norms of deliberation to a higher degree than the communal deliberation 

that gave rise to the evidential relation. Since evidential relations are political, resistance is 

political too. 

 

*** 

In the next two papers, I shift gears to explore philosophical implications of a theorem 

called the “No Free Lunch” theorem. I use this theorem to argue that comparison between 

theories require reliance on political and other non-epistemic considerations.   
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What Can we Learn about Accuracy from Machine Learning?27 
 

 

 

Accuracy is one of the most important virtues a theory or hypothesis can have. Given its 

vast influence, it is vital that we know how accuracy is shaped by social, political, aesthetic, and 

other non-epistemic values. It has already been shown that other virtues, such as simplicity and 

coherence, can be carriers of non-epistemic values (e.g., Longino, 1996). Accuracy, however, 

hasn’t received enough critical attention of this kind. This paper shows how non-epistemic 

values are baked into a broad interpretation of accuracy. If non-epistemic values are baked into 

accuracy, then they influence any reasoning that relies on accuracy, including scientific 

reasoning. Therefore, this paper exposes another role of non-epistemic values in science. My 

argument is based on a theorem from machine learning called the “No Free Lunch Theorem” 

(NFL). By using this theorem, I show that non-epistemic values shape any reasoning that uses 

accuracy, regardless of the context, which other arguments have been criticized for failing to do.  

The structure of the paper is as follows. I start by presenting a broad interpretation of 

accuracy in section 1. I present the No Free Lunch (NFL) theorem in section 2. I then use it to 

expose the non-epistemic nature of accuracy in section 3, and I discuss the advantage of the 

argument from NFL over other arguments supporting similar conclusions in section 4. Last, in 

section 5, I show that NFL’s epistemic challenge is distinct from Hume’s and Goodman’s 

problems of induction, in contrast to common perception. 

 

1. Accuracy and average expected error 

It is notoriously difficult to say what “accuracy” means. A natural way to go is to think of 

accuracy in terms of predictions: A theory is accurate if its predictions are correct, meaning that 

its predictive error is low.  

But which predictions should we consider? We could assess the theory’s accuracy on the 

observations that we have already made. For example, suppose we observed that some 

intervention X1 results in some outcome Y1. To measure our theory’s accuracy, we can calculate 

what it predicts the outcome of X1 would be and compare that prediction with the outcome we 

have observed, Y1.  

However, the problem is that getting correct predictions on our existing data is too easy. 

First, if our current theory doesn’t fit our data, we can always adjust it by making some ad hoc 

revisions that explain away the conflict.28 Second, evaluating the theory based on the same data 

we used to construct it runs the risk of overfitting. The data that we have collected may contain 

noise, i.e., some of the data points may have been distorted somehow (due to faulty equipment, 

human error, etc.). Therefore, our existing data may misrepresent the phenomenon. When the 

accuracy on the existing data is too high, it may indicate that we failed to distinguish the true 

data from the noise. In this case, our theory won’t produce accurate predictions about new data, 

which might be distorted in different ways.   

Instead of evaluating our theory’s accuracy based on predictions on existing data, we can 

use predictions about data that we haven’t seen yet. For example, we can use our theory to 

predict the outcome for some new intervention, X2. Since we haven’t performed X2 previously, 

 
27 This chapter is a preprint of Dotan (forthcoming) 
28 For more discussion of ad hoc revisions, see Lakatos (1970). 
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we don’t yet know what the outcome, Y2, will be. If we already knew what Y2 will be, this data 

point would be a part of our existing data. Therefore, we can’t evaluate these predictions using 

the true outcomes.  

What we can do, however, is assess whether the theory is likely to be accurate on new 

data. To evaluate whether our theory is likely to be accurate, we can use the average of the 

theory’s expected errors. That is the sense of accuracy I am targeting in this paper. 

What is the average expected error? Given a certain input, a theory’s error is the 

difference between its prediction and the true output for this input, e.g., the difference between 

Y2 and the theory’s prediction for X2. For example, suppose our theory predicts that the output 

for X2 is 0, but the real value is 1. We can say that the theory’s error is the absolute difference 

between them, which is 1. We can also calculate the theory’s expected error. Given a certain 

input, the theory’s expected error is the average of the theory’s errors across all the possible 

outcomes for that input. For example, suppose Y2 could have only two values, either 1 or 0, and 

our theory predicts that the value is 0. If the true value is 1, then our error is 1, as discussed 

above. But if the true value is 0, then our theory is correct, and we can say that its error is 0. 

Taking the average of both, we get that our theory’s expected error for X2 is ½.  The average 

expected error is the average of the expected errors for all the possible inputs.  

The concept of average expected error is a good approximation of the concept of 

likelihood to be accurate. First, the average expected error indicates that the theory’s errors are 

likely to be low, which is conceptually close to the likelihood of being accurate. Second, the 

average expected error is a flexible concept, as it can take in various error measures. I used the 

absolute difference as the error measure in the example above, but the average expected error 

could take in any error measure.  

As an approximation of likelihood to be accurate, a low average expected error can be a 

good reason to favor a theory over others. However, as I will show in the next section, the No 

Free Lunch theorem entails that all theories have the same average expected error. I turn to 

explain why next.  

 

2. The No Free Lunch theorem – the basics 

“No Free Lunch” (NFL) is the name of a family of impossibility results, revealing the 

limitations of learning algorithms. Roughly, No Free Lunch theorems say that no learning 

algorithm universally performs better than any other. There are no free lunches in the sense that 

if algorithm A does better than algorithms B in certain circumstances, B does better than A in 

others. The main results were formulated and proved by Wolpert and Macready (1992) and 

Wolpert (1996). Here, I informally state and explain Wolpert’s version. 29 

To illustrate the theorem, suppose you want to use machine learning to diagnose flu based 

on three symptoms: fever, cough, and runny nose. You represent each symptom with a binary 

digit: “1” if the patient has the symptom and “0” otherwise. The algorithm’s inputs are three-

digit sequences, the first of which represents whether the patient has a fever, the second whether 

they have a cough, and the third whether they have a runny nose. For example, “011” means that 

the patient doesn’t have a fever, does have a cough, and does have a runny nose. The algorithm 

 
29 See Wolpert (1996) for a formal formulation and derivation of the No Free Lunch theorem used in this paper, 

which applies to supervised learning. See Schaffer (1994) for a helpful explanation of the theorem, based on a 

preprint of Wolpert (1996) (Schaffer calls it the “Law of Conservation of Generalization of Performance”). My 

informal presentation is loosely based on the adversary argument from Culberson (1998) and the OR/XOR example 

from Wilson & Martinez (1997). See Montanez (2017, chapter 2) for a review of various No Free Lunch results. 
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outputs “1” when it diagnoses that the patient in question has the flu and “0” otherwise.  As you 

can see, the general task here is to match between three-digit binary sequences to a binary output. 

The first step to diagnosing the flu is to get some data. In the real world, you might collect 

the flu diagnoses of patients with different symptoms. In the general case, we can imagine an 

interaction with a generator: you send three-digit sequences to it and get either “0” or “1” in 

return.   

 

We can assume the generator is consistent with the past in the sense that it will return the same 

outputs for the same inputs. In some cases, we may know even more about how the generator 

works. However, in the general case, we make no further assumptions about it. That is the case 

that NFL targets – making no additional assumptions about the problem we are trying to solve.   

After experimenting with the generator for a while, we have a repository of data called a 

“training set.” Suppose the training set is:  

Training Set: 000→0, 011→1, 100→1   

The second step in our process is extracting patterns from our data. Suppose we use two 

algorithms to do so: A and B. We run each of them on the training set and get two different 

models, call them “FIRST” and “SECOND”:  

 

 

According to FIRST, the output is identical to the first digit of the input. For example, FIRST’s 

prediction for 011 is 0. According to SECOND, the output is identical to the second digit of the 

input. For example, SECOND’s prediction for 011 is 1. In flu-diagnostics terminology, FIRST 

says that a fever is a necessary and sufficient condition for diagnosing the flu. SECOND says 

that a cough is a necessary and sufficient condition for diagnosing it.  

 How should we compare the two algorithms? Which algorithm should we use to diagnose 

the flu? As discussed above, evaluating an algorithm’s performance based on the existing data, 

the same data used to train the algorithm, runs the risk of overfitting. Thus, NFL compares 

algorithms based on their accuracy on inputs outside of the training set, which is called the “off-

training-set error” (OTS error).30 OTS error is the algorithm’s average expected error: The 

average of the algorithm’s predictions on inputs out of the training set.  

To get the algorithm’s OTS error, let’s start with calculating the expected error for one of 

the inputs off the training set, say 010. Algorithm A predicts that the output for 010 is 0. Suppose 

 
30 See Wolpert (1996, especially pp. 1345-1348) for more discussion of the importance of the off-training-set error. 
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our error measure is the absolute difference. If Algorithm A is right about 010 and the true output 

is 0, A’s error is 0 (|0-0|=0). If A is wrong and the true output is 1, A’s error is 1 (|0-1|=1). The 

expected error, which is the average of the errors, is therefore ½. The same is true for all off-

training-set inputs, A will always be right in one case and wrong in the other. Therefore, A’s 

average expected error, the average of the expected errors off the training set, is ½. We can see 

that the same holds for algorithm B. For each input off the training set, B will either be right or 

wrong, leading to an expected error of ½ and an average expected error of ½. We get that our 

two algorithms have the same average expected error. 

 The fact that the two algorithms in our example have the same average expected error is 

not a fluke. According to NFL, all algorithms have the same average expected error. If the 

average expected error is a good approximation for “likely to be accurate,” then NFL entails that 

all algorithms are equally likely to be accurate. It is in this sense that no learning algorithm 

universally performs better than any other.  

NFL holds even without the simplifying assumptions I made for the sake of discussion. 

First, our error measure was the absolute difference. However, NFL applies to all error measures 

that are only a function of the predicted and true value. In particular, NFL applies to popular 

error measures. For example, we could use the square Euclidean distance as our error measure: 

|𝑌𝑃(𝑋𝑖) − 𝑌𝑇(𝑋𝑖)|2, where 𝑌𝑃(𝑋𝑖) is the algorithm’s prediction for input 𝑋𝑖 and 𝑌𝑇(𝑋𝑖) is the true 

output. Using this error measure, we get that the average expected error of all algorithms is 

∑ |𝑌𝑃(𝑋𝑖) − 𝑌𝑇(𝑋𝑖)|2
𝑋𝑖∈X /|𝑋|, where X is the set of all relevant inputs and |X| is the number of 

items in X. Since |X| is just a number, we get that the quantity ∑ |𝑌𝑃(𝑋𝑖) − 𝑌𝑇(𝑋𝑖)|2
𝑋𝑖∈X  is 

identical for all algorithms. However, ∑ |𝑌𝑃(𝑋𝑖) − 𝑌𝑇(𝑋𝑖)|2
𝑋𝑖∈X  is the Brier inaccuracy measure, 

one of the popular error measures in formal epistemology. Therefore, NFL entails that all 

algorithms are universally equally inaccurate relative to the Brier inaccuracy measure. Second, in 

our example, the inputs and outputs were binary, there was no noise, and the generator was 

deterministic. NFL doesn’t require making these assumptions.  

NFL has implications for theory choice. Explicitly, the theorem compares algorithms. 

However, a closer look reveals that there is more to the story. We can compare algorithms in 

many ways, e.g., based on how much computational resources they require, when there were 

written, or how long their code is. Instead of using these or other characteristics of algorithms for 

the comparison, NFL relies on the algorithms’ products. In our example, we compared between 

FIRST and SECOND. We can think of these products as sets of predictions, or hypotheses, or 

theories. To choose one of these concepts for the sake of conciseness, what NFL thus shows is 

that all theories (or hypotheses, or sets of predictions, etc.) have the same average expected error. 

If average expected error is a good approximation for likelihood to be accurate, then NFL shows 

that all theories (or hypotheses, or sets of predictions, etc.) are equally likely to be accurate.  

 

3. How values are built into accuracy 

You might find NFL surprising. In reality, some learning algorithms perform much better 

than others. The catch is in the theorem’s universality. What NFL says is that no algorithm 

universally performs better than any other. The theorem’s universality reflects the fact that we 

made no assumptions about the problem we were trying to solve, i.e., no assumptions about the 

generator, except for consistency with the past. Some algorithms might do better than others 

under certain circumstances, when certain assumptions hold. 
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The way out of NFL is, therefore, to make assumptions about the problem we are trying to 

solve. To get an accuracy measure that distinguishes between algorithms, we can build these 

assumptions into it by using a weighted average (Wilson & Martinez, 1997).  

To illustrate using our flu example, suppose we favor getting things right when the correct 

output is 1 over getting things right when the correct output is 0. That is, suppose we are more 

tolerant of false positives than false negatives. There could be many reasons for such a 

preference. For example, false negatives could matter more because they would leave sick 

people untreated. We can build this preference into our accuracy measure by using weights, e.g., 

a weight of 0.2 for the case in which the true output is 0 and a weight of 0.8 for the case in which 

the true output is 1. Given these weights, we can calculate FIRST’s and SECOND’s expected 

errors on the input 010 in the following way:  

 

𝑒𝑥𝑝𝑒𝑐𝑡𝑒𝑑 𝑒𝑟𝑟𝑜𝑟(𝐹𝐼𝑅𝑆𝑇, 010? ) = 
∑ 𝑤𝑦𝑒(𝐹𝐼𝑅𝑆𝑇, 𝑌𝑖)𝑌𝑖∈𝑌

∑ 𝑤𝑦𝑌𝑖∈𝑌
=

𝑤0𝑒(𝐹𝐼𝑅𝑆𝑇, 0) + 𝑤1𝑒(𝐹𝐼𝑅𝑆𝑇, 1)

𝑤0 + 𝑤1
=

0.2 ∗ 0 + 0.8 ∗ 1

0.2 + 0.8
= 0.8 

 

𝑒𝑥𝑝𝑒𝑐𝑡𝑒𝑑 𝑒𝑟𝑟𝑜𝑟(𝑆𝐸𝐶𝑂𝑁𝐷, 010? ) = 
∑ 𝑤𝑦𝑒(𝑆𝐸𝐶𝑂𝑁𝐷, 𝑌𝑖)𝑌𝑖∈𝑌

∑ 𝑤𝑦𝑌𝑖∈𝑌
=

𝑤0𝑒(𝑆𝐸𝐶𝑂𝑁𝐷, 0) + 𝑤1𝑒(𝑆𝐸𝐶𝑂𝑁𝐷, 1)

𝑤0 + 𝑤1
=

0.2 ∗ 1 + 0.8 ∗ 0

0.2 + 0.8
= 0.2 

 

Suppose further that we have reasons to favor getting things right for the input 010 to the 

exclusion of all other possible inputs. There are many reasons we might have this preference. For 

example, we might know that all the other combinations of symptoms are extremely rare. In this 

case, the average expected error of each algorithm is just its expected error on 010: 

 

𝑎𝑣𝑒𝑟𝑎𝑔𝑒 𝑒𝑥𝑝𝑒𝑐𝑡𝑒𝑑 𝑒𝑟𝑟𝑜𝑟(𝐹𝐼𝑅𝑆𝑇) = 𝑒𝑥𝑝𝑒𝑐𝑡𝑒𝑑 𝑒𝑟𝑟𝑜𝑟(𝐹𝐼𝑅𝑆𝑇, 010? ) = 0.8 

𝑎𝑣𝑒𝑟𝑎𝑔𝑒 𝑒𝑥𝑝𝑒𝑐𝑡𝑒𝑑 𝑒𝑟𝑟𝑜𝑟(𝑆𝐸𝐶𝑂𝑁𝐷) = 𝑒𝑥𝑝𝑒𝑐𝑡𝑒𝑑 𝑒𝑟𝑟𝑜𝑟(𝑆𝐸𝐶𝑂𝑁𝐷, 010? ) = 0.2 

 

As you can see, our weighted error measure successfully distinguished between FIRST and 

SECOND: SECOND has a lower average expected error. Therefore, we can say that SECOND is 

more likely to be accurate.  

The question is then how to choose the assumptions. The discussion above illustrated two 

approaches. First, we might incorporate non-epistemic preferences directly. That’s what we did 

when we gave more weight to false negatives. The rationale there was protecting human well-

being, which is a moral value.  

Second, we might rely on assumptions about the world. That’s what we did when we 

excluded all possible inputs except 010 based on their scarcity. The problem is that there are 

many ways the world could be, and many sets of assumptions that might be true about it. What 

could justify favoring one set of assumptions over others? We could try to learn what the world 

is like empirically by collecting some data and devising procedures or algorithms to extract the 

basic assumptions from that data. However, what could justify using a given procedure over 

others? How should we compare the procedures? Since we are currently trying to find out which 

assumptions to make about the world, we might not want to make any assumptions about it. In 

that case, it would be natural to use the average expected error of the procedures for the 

comparison. However, due to NFL, all procedures will have the same average expected error. 
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Instead, we could use a weighted accuracy measure. However, choosing the weights would 

require making further assumptions, which brings us back to our starting point and creates 

regress: Which assumptions can we make about our world?  

There is a third way to choose assumptions. We can rely on virtues other than accuracy. For 

example, we can favor a set of assumptions because it is simpler, more elegant, and so on. 

However, due to NFL, such choice procedures will not lead to universally more accurate 

theories. We could use one of these virtues for its non-epistemic value, e.g., for its aesthetic 

value. However, if we do, we would be embedding non-epistemic values into our accuracy 

measure.  

To sum, what do we learn about accuracy? I started by pointing out that accuracy is a 

popular way evaluate theories, and I focused on understanding it in terms of low predictive error. 

Given risks such as overfitting and ad-hoc theorizing, I further focused on measuring accuracy 

on new data, which has not been used to construct the theory. Since we don’t yet know what the 

outputs will be for these inputs, we used average expected error as an approximation of the 

theory’s likelihood to be accurate. However, NFL entails that all theories are equally likely to be 

accurate in this sense. Therefore, we need a different accuracy measure. We could use a 

weighted accuracy measure, giving more weight to accuracy in certain conditions. However, due 

to NFL, we cannot choose these weights based on accuracy considerations alone. The upshot is 

that if we want to use accuracy to distinguish between theories, we will need to build non-

epistemic preferences into the accuracy measure.31  

After we’ve identified that non-epistemic values are built into accuracy, the question is 

how the non-epistemic values are integrated into accuracy measures in real-life. The answer to 

this question depends on the case. Scientists, machine learning researchers, and other 

practitioners can work to reveal the non-epistemic assumptions embedded in the accuracy 

measures they use.32  

 

4. Comparison to other arguments on the role of values in science 

The argument from NFL overcomes a vulnerability shared by the main lines of arguments 

concerned with exposing the role of values in science. One of the most influential lines of 

argument is the argument from inductive risk (e.g., Rudner, 1953; Douglas, 2009). The point is 

that there is no strict epistemic standard for how much evidence is enough in order to accept a 

theory, and the decision depends on the risks involved. The greater the risks, the more evidence 

we need. However, the severity of the risks depends on our non-epistemic values. Therefore, 

decisions to accept hypotheses are value-laden. Many respondents to this argument put pressure 

on what “acceptance” means in a scientific context and whether you need to “accept” theories 

when doing theoretical work. For example, could it be enough, at least in some contexts, if 

scientists held theories for the sake of conducting research alone, putting the consequences 

aside? Moreover, even if scientists must accept theories in a strong sense, how would non-

epistemic values figure into their reasoning when the subject matter is far removed from any 

practical consequences? (e.g., Lacey 1999, 2017; Levi 1962). 

Another influential line of argument blurs the distinction between epistemic and non-

epistemic virtues (e.g., Longino 1996; Okruhlik, 1994). Focusing on examples from social 

 
31 For a more general consequence of NFL see Dotan (2020), in which I discuss theoretical virtues other than 

accuracy and argue that NFL supports the claim that we need to rely on non-epistemic values for theory choice.  
32 For an example of how accuracy can be value laden in practice, see Dotan and Milli (2020), which exposes non-

epistemic values that are embedded in the concept of accuracy used in contemporary machine learning research.  
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science and biology, authors promoting this line of argument show that traditional epistemic 

virtues sometimes reflect political and social values. Think about consistency with other theories, 

for example. When most of the theories share a certain bias, the only way to be consistent with 

them is to have the same bias. For example, it was once thought that the egg is passive in the 

process of fertilization. This theory was consistent with sociological theories and views about 

gender roles of that time. But this consistency was due to the fact that both biological and 

sociological theories were influenced by social views on the passivity of women (The Biology 

and Gender Study Group, 1988). The argument from blurring the distinction is appealing. 

However, given that the common examples come from politically loaded disciplines, one may 

wonder how well it generalizes. Are epistemic virtues distinct from non-epistemic ones in a-

political and theoretical contexts such as quantum mechanics or astronomy?  

Unlike both of these lines of argument, the argument from NFL is not focused on 

politically loaded or practical subject matters. NFL applies whenever we use sets of predictions 

to compare models or theories, regardless of the subject matter or the context.  

 

5. Hume’s and Goodman’s problems of induction 

NFL is often assumed to be a manifestation of Hume’s problem of induction (e.g., Korb, 

2004; Schaffer, 1994; Wolpert, 1996, 2012). Lauc (2018) argued that NFL is a rediscovery of 

Goodman’s new riddle of induction. However, first, even if the NFL is reducible to a familiar 

epistemic puzzle, it’s still helpful in noticing the non-epistemic aspects of accuracy. Second, 

NFL is different from both.  

Hume’s problem of induction is about how to justify inductive inferences. Hume points out 

that moving from premises like “all observed instances of wheat bread have been nourishing” to 

conclusions like “the next instance of wheat bread will be nourishing” requires presupposing the 

principle of the uniformity of nature, according to which the unobserved is similar to the 

observed. How would we justify the principle of the uniformity of nature? We could use the fact 

that it was true in the past. However, moving from the premise “the principle of uniformity of 

nature was true in the past” to the conclusion “the principle of uniformity of nature will be true in 

the future” requires presupposing the principle of the uniformity of nature.  

NFL is not about justifying inductive inferences, and it doesn’t question the principle of the 

uniformity of nature. On the contrary, NFL presupposes the uniformity of nature. In the 

terminology of this paper, it presupposes that the generator is consistent with the past. The issue 

that NFL is concerned with is how to use the fact that some kinds of breads are nourishing to 

infer that other kinds of bread will be nourishing.  

Because of this difference, solutions to Hume’s problem of induction do not necessarily 

deflate NFL’s epistemic challenge. Consider Hume’s solution, which uses psychological 

mechanisms to explain our reliance on the principle of uniformity of nature. For example, our 

psychological mechanisms will lead us to expect a to feel heat when we see fire if the sight of 

fire has generally been accompanied by a feeling of heat in the past. Applying this to the NFL, 

some psychological mechanisms may lead us to have certain expectations about the flu that we 

may use to design our algorithm. However, whatever procedure is responsible for these 

expectations, it will not result in universally accurate predictions – no procedure is universally 

more likely to be accurate than any other. 

NFL also differs from Goodman’s problem of induction. Goodman’s problem of 

induction is about the fact that artificial predicates, such as “grue”, give rise to 

underdetermination. For example, the fact that all emeralds observed thus far have been green is 
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consistent with multiple theories. It is consistent with the theory that “all emeralds are green.” 

It’s also consistent with the theory that “all emeralds observed before time t are green, but the 

rest are blue.”  

NFL extends the class of underdetermined theories. Goodman only considers the set of 

theories that are equally supported by observations, e.g., only theories according to which all 

previously observed emeralds are green. However, NFL also includes theories that do less well 

on the existing data. NFL determines that all algorithms have the same average expected error, 

including algorithms that produce models that do poorly on the training set. Thus, NFL adds 

theories like “all emeralds are red” to the class of underdetermined theories.  

 

 7. Conclusion 

The upshot of this paper is that we need to build non-epistemic values into our accuracy 

measure if we want to be able to use it to distinguish between theories. I argued that the 

argument applies in all contexts, including theoretical and a-political contexts, which avoids 

objections raised to argument supporting closely related conclusions. In addition, I argued that 

the epistemic challenge NFL poses is different from Hume’s and Goodman’s problems of 

induction.  

 

 

*** 

 

In the next paper, I use NFL to support a more general claim: non-epistemic values are 

needed for theory choice, no matter which properties of theories are used for the comparison. 
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Theory Choice, Non-epistemic Values, and Machine Learning33 
 

 

 

What is the role of values in empirical reasoning? It was never controversial that values 

shape the goals of scientific and other empirical inquiries, as well as the choice of the projects 

that are pursued. It was also never controversial that people are in fact prone to be influenced by 

their values in all areas of life, including in their empirical reasoning. The more interesting 

question is whether values have an inherent role in assessing hypotheses. For the last few 

decades, the consensus has been that a completely value-free assessment of hypotheses is 

impossible (McMullin, 1982). Generally, the reason is that available data is never enough to 

uniquely determine which hypothesis is true (due to epistemic puzzles such as 

underdetermination and induction). Therefore, we need to use other considerations when 

comparing hypotheses. The traditional considerations are theoretical virtues, such as simplicity, 

fruitfulness, or applicability to human needs. These theoretical virtues are carriers of values: we 

call simplicity a “virtue” because we value simplicity. 

But which kinds of values are inherent to assessment of hypotheses? Often, a distinction is 

drawn between two kinds of virtues: epistemic and non-epistemic. Typically, epistemic virtues 

are theoretical characteristics that are valued because they promote epistemic goals, such as the 

attainment of truth, knowledge, understanding, or explanation (for this reason, the epistemic 

virtues are sometimes just called “epistemic values”). For example, if simpler theories are more 

likely to satisfy our epistemic goals, then simplicity is epistemically valuable and is an epistemic 

virtue. Other traditional epistemic virtues include internal consistency, consistency with other 

theories, empirical adequacy, and explanatory power. Non-epistemic virtues are theoretical 

characteristics that are valued because they promote non-epistemic goals, such as creating a more 

just society or making money.  

The aim of this paper is to support the view that non-epistemic values are essential to 

assessment of hypotheses. Other arguments have been criticized for depending on particularities 

that are special to political and practical circumstances. My argument focuses on accuracy and 

draws from a theorem from machine learning, called the “No Free Lunch Theorem”. While there 

are surely differences between human reasoners and algorithms, drawing from a mathematical 

theorem avoids some of the difficulties faced by other arguments because it is independent of 

human contingencies and contextual particularities. 

The structure of this paper is as follows. I start by overviewing the main existing lines of 

argument in section 1. Then, in section 2, I motivate the focus on accuracy and explain which 

aspect of accuracy I am targeting. In section 3, I give a brief and informal overview of the basics 

of the No Free Lunch theorem (you can find a formal statement of the theorem in the appendix). 

I explain why NFL supports the claim that non-epistemic values are essential to theory choice in 

sections 4, 6, and 7. In brief, I argue that (i) NFL entails that predictive accuracy is insufficient to 

discriminate between hypotheses on its own, (ii) NFL challenges our ability to epistemically 

justify the usage of other traditional epistemic virtues in theory choice, and (iii) a natural way to 

overcome NFL’s challenges is to use non-epistemic values in theory choice. In section 5 I 

respond to an objection. In the last section, section 8, I explain why the epistemic challenge that 

 
33 This chapter is a preprint of Dotan (2020) 
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NFL poses is different from Hume’s problem of induction, Goodman’s problem of induction, 

and other forms of underdetermination. 

 

6. Three existing lines of argument 

One line of argument for the claim that non-epistemic values are essential to assessment of 

hypotheses is based on an analysis of the history of science. Kuhn (1962) argues that scientific 

paradigms drastically differ in standards, language, values, modes of engaging with the world, 

institutions, etc. It’s not the case that a scientific paradigm is replaced when another scientific 

paradigm is shown to satisfy epistemic goals better because paradigms differ in their epistemic 

goals. You can only judge that the new paradigm is better than the old one after you have already 

switched to the new epistemic goals, the new ways of thinking, the new language, the new mode 

of engagement with the world, and so on. These kinds of changes are partially driven by non-

epistemic factors. In this respect, scientific revolutions are similar to political revolutions and 

religious conversions. One line of criticism against this argument is due to Kuhn’s reliance on 

history. Some (e.g. Toulmin, 1970; Lauden, 1990; Bird, 2013) argue that Kuhn’s historical 

account of science is incorrect. Others (e.g. Boghossian, 2006) argue that, even if Kuhn’s 

historical account is right, it is not enough to support his conclusion. The problem is that Kuhn’s 

conclusion is universal, about all paradigm shifts, but his evidence is empirical and contingent. 

Other lines of criticism focus on conceptual, metaphysical, and linguistic issues. For example, 

some argue that Kuhn’s view entails a metaphysical and/or linguistic relativism which is 

untenable (e.g. Davidson, 1973).  

The second line of argument is based on inductive risk. Rudner (1953), Douglas (2009), 

Steel (2013), and others argue that decisions on how much evidence is sufficient to confirm or 

refute hypotheses require non-epistemic values. The basic claim is that there is no strict 

epistemic standard for how much evidence is enough to accept a theory, and the decision 

depends on the risks involved. If there are dire consequences for wrongfully accepting or 

rejecting the hypothesis, we will require more evidence before deciding. Whether the 

consequences are dire depends on what we care about and what is at stake, and therefore 

decisions to accept hypotheses are value-laden. Opponents of this argument put pressure on what 

“acceptance” means in a scientific context. Broadly, the objection is that while inductive risk is 

relevant in practical contexts, it is irrelevant when the practical consequences are far removed 

(e.g. Lacey 1999, 2017; Levi 1962). 

The third line of argument blurs the distinction between epistemic and non-epistemic 

virtues. Longino (1990, 1996, 2002, 2014), Okruhlik (1994), and others argue that traditional 

epistemic values are sometimes just manifestations of non-epistemic values. Focusing on 

examples from social science and biology, authors promoting this line of argument argue that 

traditional epistemic values can be politically loaded. Think about consistency with other 

theories, for example. A theory may be biased, but still consistent with other theories because the 

other theories share the same bias. For example, for a long time it was thought that the egg is 

passive in the process of fertilization. One thing that was going for this view is that it was 

consistent with sociological theories and views about gender roles. But this consistency was due 

to the fact that both biological and sociological theories were influenced by social views on the 

passivity of women (The Biology and Gender Study Group, 1988). One may wonder how well 

blurring the line between epistemic and non-epistemic virtues generalizes. The objection is that 

traditional epistemic values can be neutral in contexts that are less politically loaded than social 

science and biology, such as quantum mechanics or astronomy. 
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In sum, these three lines of argument emphasize certain historical, practical, or political 

contexts. Therefore, they are vulnerable to two objections. First, if non-epistemic values happen 

to influence theory choice only in specific cases, perhaps this only shows that people are 

sometimes imperfect; it doesn’t seem to show that non-epistemic values are essential to 

reasoning itself. Second, if the specific cases involve subject matters with obvious practical or 

political implications, then one might object that non-epistemic values are irrelevant for subject 

matters that are theoretical and politically neutral. Instead of thinking of ways in which 

proponents of these arguments can respond, in this paper I support the claim that non-epistemic 

values are essential to assessments of hypotheses by constructing a new argument. I start by 

focusing on accuracy. 

 

7. Focus on accuracy and average expected error 

Accuracy is one of the most influential theoretical virtues today, and arguably even the 

most influential. In particular, accuracy is highly regarded in feminist epistemology and 

philosophy of science. Longino (1996), Rolin (2017), and others highlight its usage and 

importance for feminist as well as traditional scientists. In formal epistemology, members of the 

“accuracy first” school, such as Pettigrew (2016), argue for the priority of accuracy over other 

theoretical virtues. Moreover, many of the other virtues seem to inextricably involve accuracy. 

Think about explainability, fruitfulness, and applicability for human needs, for example. Can we 

say that a theory explains, is fruitful, or helpful for human needs without addressing its accuracy 

at all, e.g. even if all of its predictions are false? This is not plausible, at least prima facie. The 

centrality of accuracy, both in common perception and in its involvement with the other virtues, 

makes it a worthy focal point in discussing theory choice.  

Spelling out what accuracy means is notoriously tricky. I will use average expected error 

as an approximation of “more likely to be accurate”. As I will argue later, average expected error 

is flexible in that it can capture a wide range of accuracy measures. The result is a broad 

interpretation of accuracy.  

What is average expected error? The error of a hypothesis is the distance between its 

predictions and the results of observations. To illustrate, suppose I have a hypothesis that my 

friend Ankita has the flu. If she really does have the flu, we might want to say that I am 

maximally correct. For the sake of the illustration, say that this means that my error is 0. I.e.: 

𝑒(”Ankita has the flu”,  𝐴𝑛𝑘𝑖𝑡𝑎 ℎ𝑎𝑠 𝑡ℎ𝑒 𝑓𝑙𝑢) = 0. 

However, until Ankita sees a doctor I won’t know whether she really has the flu so this 

error wouldn’t be helpful in assessing my hypothesis in advance. It would be more helpful to 

calculate the expected error of my hypothesis. Here’s one way to go. If Ankita is has the flu, my 

error is 0 as discussed. If Ankita doesn’t have the flu, my hypothesis is false. We can say that I 

am maximally mistaken and my error is 1. I.e.: 

𝑒(”Ankita has the flu”,  𝐴𝑛𝑘𝑖𝑡𝑎 𝑑𝑜𝑒𝑠𝑛′𝑡 ℎ𝑎𝑣𝑒 𝑡ℎ𝑒 𝑓𝑙𝑢) = 1. 

We get the expected error by averaging over my errors on what we take to be the possible 

outcomes. For example: 

 

𝐸𝐸(”Ankita has the flu”)

=
𝑒(”Ankita has the flu”,  𝐴𝑛𝑘𝑖𝑡𝑎 ℎ𝑎𝑠 𝑡ℎ𝑒 𝑓𝑙𝑢) + 𝑒(”Ankita has the flu”,  𝐴𝑛𝑘𝑖𝑡𝑎 𝑑𝑜𝑒𝑛′𝑡 ℎ𝑎𝑣𝑒 𝑡ℎ𝑒 𝑓𝑙𝑢)

2

=
0 + 1

2
= 1/2 
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Average expected error allows us to measure accuracy with respect to multiple 

predictions. Suppose my policy is to always predict my friends have the flu when they ask me. 

My average expected error would be the average of the expected errors: 

 

∑ 𝐸𝐸(”friend i has the flu”)𝑖

number of friends
 

 

Average expected error is a good approximation of “more likely to be accurate”.  

Intuitively, if some hypothesis h1 has a lower average expected error than some other hypothesis 

h2, we would say that h1 is more likely to be accurate than h2. This interpretation of accuracy is 

very broad. In the flu example, there were only two kinds of errors, 0 or 1, and we used the 

absolute difference to compare between the prediction and the true value. However, for the 

purposes of NFL, we can use any accuracy measure that is a function of predicted value and the 

real value alone.  

The No Free Lunch theorem (NFL) compares between algorithms based on average 

expected error. In the next section, I present the theorem using simple cases and drop simplifying 

assumptions as I go. For a more formal statement of the theorem, see the appendix.  

 

8. The No Free Lunch theorem – the basics 

Machine learning algorithms look for patterns in data and use them to make predictions. 

Unlike hand-coded algorithms, machine learning algorithms use data to extract the values of 

crucial parameters themselves. Two of the most well-known machine learning tasks are 

regression and classification (both are kinds of what is called “supervised learning”). Regression 

algorithms predict numerical values given some input. For example, regression algorithms can 

predict the price at which a house will sell, based on information about previous sales. 

Classification algorithms specify to which of K categories an input belongs. For example, 

classification algorithms can be used to recognize different people in photos. In both cases, and 

in all machine learning algorithms, some of the key parameters the algorithm requires to perform 

its task are hand-coded in advance, but some are learned by the algorithms themselves from past 

data. 34 

A family of impossibility results by the name of “No Free Lunch” theorems reveals 

limitations on what algorithms can do. In particular, Wolpert’s (1996) No Free Lunch Theorem 

roughly says that no learning algorithm universally performs better than any other.35 To 

informally explain what that means, imagine the following thought experiment: run some 

algorithm on some dataset. For example, run a certain regression algorithm on some housing 

prices dataset. Choose some error measure and use it to assess the algorithm’s predictions on this 

dataset, on a second dataset, and on all possible datasets. What NFL says is that no matter which 

error measure you chose, the average expected error on all possible datasets is the same for all 

regression algorithms. This includes the most sophisticated learning algorithms, algorithms that 

make random guesses, and all other algorithmic ways to make predictions based on information. 

 
34 For a more technical, yet accessible, introduction to machine learning algorithms see Russell & Norvig (2010). 
35 To be more precise, Wolpert’s (1996) theorem applies to supervised learning algorithms.  
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For a more concrete illustration, suppose you want to diagnose whether a patient has a 

certain kind of flu based on three symptoms: fever, cough, and runny nose. 36 You construct an 

algorithm that takes a binary sequence of three digits as input: the first digit signifies whether the 

patient has a fever, the second digit signifies whether they have a cough, and the third digit 

signifies whether they have a runny nose. “1” means that the patient has the symptom, and “0” 

means that they don’t. For example, “011” means that the patient doesn’t have a fever, does have 

a cough, and does have a runny nose. The algorithm’s output is whether the patient has the flu. 

“1” means that they have it, “0” means that they don’t. The task of the algorithm is classification, 

as the goal is to sort patients into two categories – having the flu and not having it. 

The story about the flu doesn’t matter much for the algorithm. What matters is that the 

algorithm gets a three-digit binary sequence, and outputs either 1 or 0. The dataset could 

represent anything – symptoms and disease diagnosis, studying habits and whether a student will 

pass a test, financial profile and whether a client will pay back a loan, and so on. In the general 

case, we can imagine an interaction with a generator. We produce three-digit binary sequences, 

e.g. 011, and send them to the generator. For every new sequence, the generator sends back 

either 0 or 1. We can presuppose that for every sequence that was already evaluated, the 

generator will send back the same digit that was sent in the past. To illustrate:  

 

 
 

We can also presuppose that the generator works in accordance with a function, and our 

algorithm’s job is to guess what that function is. Further, we can presuppose that the generator 

doesn’t change. That is, the function won’t change. In some cases, we may have some 

information about which function the generator is using. However, in the general case, we make 

no further assumptions about the generator and the patterns it produces. That is the case the NFL 

targets – making no assumptions about the problem we are trying to solve, except that the 

generator stays the same.   

The generator plays the role that nature plays when we think about experimentation in 

science. We interact with it, and it produces some patterns. In this rendering, the stipulation that 

the generator always uses the same function means assuming that the regularities in nature, or the 

laws of nature, are not changing. The stipulation that we make no assumptions about how the 

generator works beyond consistency with its past (in the sense that if 001 outputted 1 in the past, 

it will do so every time it is inputted) means that we make no assumptions about the content of 

the regularities we are trying to discover beyond consistency with their past. 

Before we sit down to write our algorithm, we interact with the generator. We send some 

inputs to it and write down the responses we get. The resulting repository of past responses is 

called a training set. Suppose the training set is:  

 

Training Set: 000→0, 011→1, 100→1   

 

 
36 This thought experiment is loosely based on the adversary argument from Culberson (1998) and the OR/XOR 

example from Wilson & Martinez (1997). 

Generator 
011 

1 
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Now, suppose you constructed two different algorithms, A and B, to diagnose the flu. You 

run both algorithms on the training set and they produce two different hypotheses, FIRST and 

SECOND:  

 
Algorithm A → FIRST – the output is identical to the first digit of the input. 

Algorithm B → SECOND – the output is identical to the second digit of the input. 

 

For example, FIRST predicts that the output for 011 is 0, and SECOND predicts that the output 

for it is 1. In flu diagnostics’ terminology, FIRST says that having a fever is a necessary and 

sufficient condition for having this type of flu, and SECOND says that having a cough is a 

necessary and sufficient condition for having it.  

How do we determine which algorithm is better? NFL focuses on minimizing average 

expected error. More specifically, NFL focuses on average expected error which gives all 

input/output pairs the same weight. This move is meant to reflect the fact that we make no 

assumptions about the generator, i.e. that we make no assumptions about the regularities we are 

trying to discover.  

In our example, comparing the hypotheses’ errors on inputs that appear in the training set is 

not helpful because both hypotheses do equally well on it: they both get 2/3 of the training set 

right: FIRST is right about 000 and 100 and wrong about 011. SECOND is right about 000 and 

011 and wrong about 100. But, in any case, the error on the training set is not reliable. The 

problem is that the hypotheses were constructed to fit that training set in particular. They fit not 

only the data but also any noise that might be influencing the sample we happen to have. In the 

example above we assumed that there is no noise, but we can’t assume so in the general case. In 

general, high accuracy on the training set might indicate that the hypothesis is, in a sense, too ad 

hoc, and will not generalize well. Thus, NFL focuses on hypotheses’ accuracy on inputs that are 

not included in the training set (see Wolpert, 1996, especially pp. 1345-1348, for further 

discussion). 

The error on inputs that aren’t in the training set is called the off-training-set error (OTS): 

 

Off-Training-Set error (OTS): the average expected error on inputs that are not included 

in the training set.  

 

For example, this is how to calculate A’s off-training-set error: 

1. Choose one possible input that is not in the training set.  

For example, let’s choose 010.  

2. Choose an error measure 

NFL holds no matter which error measure we choose , so it doesn’t matter which one we 

use for the purpose of illustrating NFL. 

Training 
Set 

000→0 
011→1 
100→1  

Algorithm 
A 

Algorithm 
B 

FIRST 

SECOND 
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Let’s decide that the error is the difference between the prediction and the real output. For 

example, if the algorithm guesses 0 and the real output is 1, the error is |0-1|=1. 

3. Calculate the algorithm’s expected error on this input.  

For example, let’s calculate A’s expected error on 010. There are two possible outputs, 0 

and 1, and A’s guess is 0. If the output is really 0, A’s error is 0. However, if the output 

will be 1, A’s error is 1. Overall, A’s expected error on this input is the average of the 

potential errors. Since we’re not making any assumptions about the problem we are 

trying to solve, we’re not going to use any weights: 

𝑒𝑒(𝐴, 011? ) =
∑ 𝑒(𝐴, 𝑦)𝑦∈𝑌

|𝑌|
=

𝑒(𝐴, 0) + 𝑒(𝐴, 1)

2
=

0 + 1

2
= 1/2 

Where: Y is the set of all possible outputs, i.e. 0 and 1; |Y| is the number of possible 

outputs, i.e. 2. 

4. Calculate the algorithm’s expected error for all possible inputs not in the training set. 

In this case, there are 5 possible inputs not in the training set: 010, 001, 101, 110, 111. 

By the same reasoning in the previous step, A’s expected error on all possible inputs is 

the same: 1/2. 

5. The Off-Training-Set error is the average of the expected errors of all possible inputs not in 

the training set.  

For example, A’s OTSE is 1/2: 

𝑂𝑇𝑆𝐸(𝐴) =
∑ 𝑒𝑒(𝐴, 𝑥)𝑥∈𝑋

|𝑋|
=

𝑒𝑒(𝐴, 010? ) + ⋯ + 𝑒𝑒(𝐴, 111? )

5
=

5 ∙ 1/2

5
= 1/2 

Where: X is the set of all possible inputs not in the training set.   

  

The same reasoning applies to all algorithms. For example, B’s OTS error is also 1/2. To 

see this, consider the same possible input as before, 010. B’s prediction is that the output for it 

will be 1. If the true output is 1, B is correct and its error on this input is 0. However, if the actual 

output is 0, B is wrong and its error is 1. Therefore, B’s expected error on this input is 

(1+0)/2=0.5. The same is true for all possible inputs, and so B’s OTS error is also 0.5.  

The result of the above discussion is that if we make no assumptions about the generator 

in the example except for consistency with the past, then all algorithms have the same average 

expected error in trying to discover the regularities it produces.  

Time to drop some simplifying assumptions. First, in the example, the error of a 

hypothesis on a given input was the difference between the prediction and the actual output. 

However, we could use any error measure. Second, in the example, the inputs and outputs were 

binary, there was no noise, and the function was deterministic. NFL doesn’t require making these 

assumptions. There are no restrictions on the kinds of inputs and outputs, the function may be 

non-deterministic, and the training set may include noise. Third, the algorithms I compared, A 

and B, perform equally well on the training set. However, NFL applies regardless of 

performance on the training set. Even algorithms that perform poorly on the training set have the 

same average expected error as all others. The general result is that, if we make no assumptions 
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about the generator, all algorithms have the same average expected error. That is the point of 

NFL. 37 

For a formal derivation of NFL, see Wolpert (1996). However, we can intuitively see why 

all algorithms have the same average expected error. When calculating the expected error for 

each input in step 3, we count all possible outputs as equally likely. The reason is that we make 

no assumptions about how the generator operates except for consistency with the past. I.e., we 

make no assumptions about the outputs that are likely to be produced in the problem we are 

trying to solve. Because we make no assumptions about possible outputs, for the purposes of 

OTS error it doesn’t matter which predictions the algorithm makes. The contribution to the 

average expected error will always be the same – getting it right in one case and getting it wrong 

in all others.  

Notice that NFL doesn’t require that we assume that the world is structureless. Rather, it 

presupposes the existence of some structure – that the same input will result in the same output. 

In this sense, that NFL is less skeptical than Hume’s problem of induction, which questions the 

justification of assuming that the future is like the past. I’ll further address similarities and 

differences between NFL, problems of induction, and underdetermination in section 8. Before, I 

spell out the relevance of NFL to theory choice in sections 4 and 6, and 7, and discuss an 

objection in section 5.  

 

9. NFL and theory choice 

NFL is formulated as a theorem about algorithms. However, it seems to be about 

something else. Algorithms can be compared in many ways: using their efficiency, the year in 

which they were created, the number of times the letter “A” appears in them, and so on. NFL 

doesn’t evaluate algorithms based on these or other characteristics of algorithms. Rather, it 

compares the products of the algorithms – the sets of predictions, classifications, hypotheses, etc. 

that they produce. For example, in the case above the comparison is between the two hypotheses 

produced by algorithms A and B: FIRST and SECOND. Therefore, loosely speaking, the point 

of NFL is that all hypotheses have the same average expected error. I say I use the word 

“hypotheses” loosely because I don’t mean to be committing to any particular view on what 

hypotheses are, nor do I mean to say that NFL is about comparisons of hypotheses rather than 

comparisons of theories, sets of predictions, classifications, and so on. What I do mean to do is to 

draw attention to the fact that NFL pertains to the question of theory choice: Which hypothesis 

(or theory, or a set of predictions, etc.) is better? It is perhaps for this reason that Wolpert himself 

argues that NFL has wide-ranging implications for science. In the context of science, he thinks of 

different algorithms as analogous to different scientists who are “producing accurate theories 

from data” (2012, p. 5).  

If we think of NFL in this way, as comparing between hypotheses or sets of predictions, it 

has implications for theory choice. NFL entails that if we don’t make any assumptions about the 

 
37 Since NFL allows to use any error measure that is only a function of the relevant values and prominent distance 

measures are also functions of the same values, we can manipulate NFL’s results to bear on popular error measures. 

For example, suppose we use square Euclidian distance as our error measure for NFL: |𝑌𝐹(x) − 𝑌𝐻(x)|2, where 

𝑌𝐻(x) is the algorithm’s prediction for input x and 𝑌𝐹(x) is the true output. Then, according to NFL, all algorithms 

have the same average expected error: ∑ |𝑌𝐹(x) − 𝑌𝐻(x)|2
𝑥∈X /|𝑋| (where X is the set of all relevant inputs). 

However, since |X| is just the number of items in X, the quantitiy ∑ |𝑌𝐹(x) − 𝑌𝐻(x)|2
𝑥∈X  is also the same for all 

algorithms. But ∑ |𝑌𝐹(x) − 𝑌𝐻(x)|2
𝑥∈X  is the Brier inaccuracy measure. Therefore, we get that the predictions of all 

algorithms are equally inaccuate relative to the Brier inaccuracy measure. 
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regularities we are trying to discover except for consistency with the past, all hypotheses have 

the same average expected error. If average excepted error is a measure of how likely a 

hypothesis is to be accurate, then all hypotheses are equally likely to be accurate. Therefore, 

predictive accuracy is not a standard that can be used to discriminate between hypotheses, if we 

are making no assumptions about the problem we are trying to solve.38  

What could we use to supplement predictive accuracy? We could use accuracy on the data 

we already have, i.e. the training data. However, as discussed above, a good fit with the training 

data may be misleading because it may be a result of a good fit with the noise. 

Another option is to use other traditional epistemic virtues, e.g. simplicity, coherence with 

other theories, explainability, or understanding. NFL poses a challenge to this approach. What 

makes these virtues valuable? Why use them for theory choice? Some justify the usage of these 

virtues by arguing that they help us discover the truth. For example, Swinburne argues that 

simple hypotheses are more likely to produce true predictions, all else being equal: 

 

I seek…to show that—other things being equal—the simplest hypothesis proposed as an 

explanation of phenomena is more likely to be the true one than is any other available 

hypothesis, that its predictions are more likely to be true than those of any other available 

hypothesis, and that it is an ultimate a priori epistemic principle that simplicity is evidence 

for truth (Swinburne 1997, p. 1). 

 

Similarly, Lipton (2004) argues that the epistemic value of explanation is that “the 

explanation that would, if true, provide the deepest understanding is the explanation that is 

likeliest to be true” (p. 61). For this reason, he thinks that “the exciting promise of Inference to 

the Best explanation” is “showing how explanatory considerations are our guide to truth” (p. 62). 

Lipton argues that this view of the inference to the best explanation helps make sense of the fact 

that scientists use aesthetic considerations such as theoretical elegance, simplicity, and 

unification in making scientific inferences. It makes sense that they use them because these 

considerations are marks of good explanations, which are guiding us to truth (p. 66).  

  Swinburne and Lipton use the language of “more likely to be true”. However, if true 

predictions are accurate predictions and more likely to be true is more likely to be accurate, NFL 

contradicts their arguments. NFL shows that all hypotheses, no matter their properties, are 

equally likely to be accurate if we are unwilling to make any assumptions about the regularity 

about which we are hypothesizing. In particular, simple and explanatory hypotheses are as likely 

to be accurate as complex and non-explanatory hypotheses.  

The challenge that NFL poses to theory choice is that, if we aren’t making further 

assumptions about the problems we are trying to solve, accuracy considerations alone are 

insufficient for theory choice. If we want to use epistemic virtues other than accuracy, we need to 

justify them without relying on accuracy. One option is to explain what “more likely to be true” 

means not in terms of accuracy. However, disconnecting between truth and accuracy is difficult.  

Prima facie, a hypothesis that produces inaccurate predictions is false. Another option is to 

justify the usage of epistemic virtues using their aesthetic features. Perhaps having a deep 

explanation or an elegant theory are valuable on their own, regardless of truth. As Lipton points 

out, scientists do use these aesthetic features for theory choice in practice. However, if we use 

 
38 See Dotan (forthcoming) for more discussion of the implication of the No Free Lunch theorem on using accuracy 

in theory choice.  
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theoretical virtues due to their aesthetic value, then theory choice relies on non-epistemic 

considerations. Thus, NFL’s challenge to theory choice is giving an epistemic justification to 

appealing to theoretical virtues without appealing to accuracy, or at least predictive accuracy. 

 I argue later in the paper that NFL poses a challenge to theory choice even if we are 

happy to make assumptions about the regularity we are trying to discover. The reason is that 

NFL applies to whatever methods we use to decide which assumptions to make. I discuss this 

more general case in sections 6 and 7. However, before that, I consider an objection to NFL.  

 

5. Objection: What about validation error? 

 NFL focuses on measuring errors on inputs that do not appear in the training set. As 

discussed, the reason is that the algorithm finds a function that fits the entire training set, 

including any potential noise. When the training set error is too low, it might indicate that the 

hypothesis will not generalize well, i.e. won’t produce good predictions for new data. A standard 

solution in machine learning is to evaluate hypotheses not on their training set error, but rather 

on their validation error.  

The general idea is to split the data we have into two and only use a part of it to train the 

algorithm. The rest, which is called a “validation set” is used to evaluate the algorithm. For 

example, suppose we start with all the data we had before, plus one additional data point: 

010→1. We divide the data set into two: a training set which is identical to the one we had 

before, and a validation set consisting of the new data point. 

 

Entire data set: 000→0, 011→1, 100→1, 010→1 

Training Set: 000→0, 011→1, 100→1 (same as before) 

Validation Set: 010→1  

 

When we train our algorithms, A and B, on this training set, they will come up with the same 

hypotheses, FIRST and SECOND. However, now we can compare them using the validation 

set, the data we haven’t used to train A and B. The error on the new data, the validation set, is 

called “validation error”. We calculate the validation error by comparing the prediction of the 

hypothesis and the information in the validation set. We can see that FIRST’s validation error 

is 1 since it predicts 010→0, but the validation set is 010→1. SECOND’s validation error is 0 

since it predicts 010→1. Schematically: 

 

 

 

 Should we choose between our hypotheses based on minimizing validation error? The 

problem is that there are many other ways to do validation. To give just a few examples, we 

could single out a different data point as the validation set. Alternatively, we could use multiple 

data points as a validation set, instead of just one like in the example above. Moreover, we 
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011→1 
100→1 
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B 
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SECOND 

Validation 
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validation 
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All 
data 
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SECOND’s 
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error=0 
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could run the validation process multiple times, each time splitting the data differently, and 

average over the results for each hypothesis. Arlot and Celisse (2010) survey various 

validation algorithms in use today, focusing on their strengths and weaknesses. They argue that 

different validation algorithms work well in different circumstances. Given that different 

algorithms are suited to different situations, it is at least not typical that various validation 

algorithms will give the same recommendation.  

We need to choose between validation algorithms somehow. This brings us back to the 

same problem with which we started – how should we choose between algorithms/the 

hypotheses they produce? For the same reasons as before, comparing their OTS error is a good 

option. Validation algorithms are still algorithms giving predictions based on a training set, just 

like A and B. The only difference is that they use the training set in a more sophisticated way. 

However, just like all other algorithms, they are susceptible to overfitting. Illustrating this point, 

using a series of experiments, Schaffer (1993a; 1993b) has shown that using validation 

techniques sometimes leads to worse performance on new data than not using validation at all. 

However, if we are comparing between validation algorithms based on their OTS error, we are 

back in NFL territory. All algorithms, including validation algorithms, have the same average 

expected error.  

This result may be surprising at first glance. Certain machine learning algorithms are 

successful in practice, much more than others. In particular, validation techniques are widely 

used, usually with great success. However, these observations do not conflict with NFL. NFL 

only determines that all algorithms perform equally well on average. Some algorithms can still 

be better than others on individual problems. Thus, many take the moral from NFL to be that we 

need to know more about the problems we encounter in reality. Using this information, we could 

explore which algorithms work well for which types of problems (e.g. Gomez and Rojas 2016; 

Fernadez-Delgado et al., 2014), or which assumptions we can safely make about our problems 

(e.g. Igel & Toussaint, 2004; Lattimore and Hutter, 2011). However, as I discuss in the next 

section, the methods we use to discover the assumptions are also subject to NFL. 

 

6. Implications for theory choice with assumptions 

The discussion so far made no assumptions about the generator, i.e. no assumptions on 

the problem we are trying to solve. NFL uses average expected error with equal weights because 

the point is that all hypotheses have the same performance if we average over all possible 

problems. However, some algorithms do better than others on a given set of problems. You 

might want to say that we could compare between algorithms or hypotheses using epistemic 

considerations alone, if we restrict our attention to their performance on the kinds of problems 

that we encounter in the actual world, which is a subset of all possible problems. The way 

forward would then be finding the right assumptions to make to restrict our attention to the right 

kinds of problems.  

The question is how to decide which assumptions to make, i.e. which problems to 

prioritize. We could construct another algorithm to analyze data to come up with more basic 

hypotheses on what our world is like. However, NFL would apply to this algorithm as well, and 

therefore this strategy just pushes the bump under the rug.  

Therefore, while we must choose a subset of all possible problems to escape NFL, we 

cannot choose our assumptions based on accuracy considerations alone. We could supplement 

accuracy with other traditional epistemic virtues, such as simplicity or explainability. However, 

as discussed above, NFL challenges the ability to provide a pure epistemic justification for using 
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these virtues. It is not the case that the assumptions that are simplest or most explanatory will 

guide us to truth in the sense of producing more accurate predictions.  

 

7. Putting things together 

We learn from NFL that the standard of accuracy is insufficient to discriminate between 

hypotheses. If we make no assumptions about the regularities we are trying to discover, all 

hypotheses are equally likely to be accurate. If we want to make assumptions, accuracy is not 

enough to choose assumptions. NFL invites us to explore which considerations we do want to 

use for theory choice, and why. Whichever consideration we use, e.g. simplicity or explanatory 

power, the justification cannot be based on accuracy alone. NFL applies to all hypotheses, simple 

or complex, explanatory or not. 

 NFL supports the claim that non-epistemic values are necessary for theory choice in three 

ways. First, accuracy, possibly the most influential epistemic virtue, is insufficient to 

discriminate between hypotheses. Second, NFL challenges the ability to provide pure epistemic 

justifications for using other traditional epistemic virtues for theory choice. Third, non-epistemic 

values are natural candidates to supplement accuracy or other considerations. NFL only applies 

when we compare the accuracy of theories on all possible problems. However, some hypotheses 

are more likely to be accurate than others once we restrict our attention to some problems. Since 

we can’t restrict the set of problems we consider based on accuracy, it makes sense that we 

restrict ourselves to measuring accuracy on the problems we care about. That is a value-based 

decision.  

 The argument from NFL avoids the vulnerabilities of other arguments revealing the role 

of non-epistemic values in theory choice. Unlike Kuhn’s argument, the argument from NFL is 

not based on the contingent history of science and is not committed to relativism. Unlike the 

argument from inductive risk, the argument from NFL isn’t sensitive to contexts. The point is 

that all hypotheses have the same average expected error, no matter whether accuracy 

measurements are used for practical or theoretical purposes. Unlike arguments blurring the 

distinction between epistemic and non-epistemic virtues, the argument from NFL is not focused 

on politically loaded subject matters. Learning algorithms are an idealization of inductive 

reasoning, and NFL is an impossibility theorem that applies to all applications of inductive 

reasoning. Nothing is specific to any particular field. 

Some think that non-epistemic influences on assessment of theories are inherently bad. 

For example, Lacey argues that the cost of admitting non-epistemic values as an essential 

component of hypothesis assessment is losing “all prospects of gaining significant knowledge” 

(1999, p. 216), and exposing ourselves to the dangers of wishful thinking or to the “back and 

forth play of biases, with only power to settle the matter”. Of course, even if it is bad for non-

epistemic values to influence science, it doesn’t mean that they don’t. In my view, to use Steel 

and Elliott’s (2017) metaphor, values in science are like knives in cooking. They can be 

dangerous if used irresponsibly, but we are very limited if we don’t use them at all. Various 

views have been developed to explain how we can handle non-epistemic values responsibly. For 

example, Longino (1990, 2002), Rolin (2017), and others argue for versions of a “value-

management” ideal of science. According to them, objectivity does not stem from the judgments 

of individuals, but rather from community practices. To be objective, scientific communities 

must be open and responsive to the right kind of critical discourse. NFL gives us another reason 

to develop conceptions of objectivity and of science which, like this one, manage the influence 

of non-epistemic values.  
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8. Comparing NFL with problems of induction and underdetermination 

In closing, I’d like to discuss the uniqueness of NFL’s epistemic challenge. You might 

wonder whether NFL reduces to the problem of induction or underdetermination. However, first, 

even if NFL is reducible to a familiar epistemic puzzle, it’s still helpful in noticing that theory 

choice involves non-epistemic values while overcoming challenges other arguments face. 

Second, as I argue next, NFL is different from Hume’s problem of induction and from other 

versions of underdetermination.  

 

  

8.1 NFL and Hume’s problem of induction 

NFL is not discussed much from a philosophical perspective. When it is, it is often 

assumed to be a manifestation of Hume’s problem of induction (e.g. Domingos, 2012; Giraud-

Carrier & Provost, 2005; Korb, 2004; Schaffer, 1994; Wolpert, 1996, 2012). Yet the two issues 

are distinct.  

Hume’s problem of induction is about how to justify inductive inferences. For example, 

how to justify moving from the following premise to the following conclusion (Henderson, 

2020): 

I. All observed instances of bread (of a particular appearance) have been nourishing. 

II. The next instance of bread (of that appearance) will be nourishing. 

Hume is interested in the justification of moving from premise (I) to conclusion (II). First, no 

deductive argument can be used to do so. The reason is that in deductive arguments the falsity of 

the conclusion is inconsistent with the premises, but the negation of (II) is consistent with (I). 

Second, no non-deductive arguments can be used to move from (I) to (II), because it would rely 

on circular reasoning. Moving from (I) to (II) requires presupposing what is sometimes called the 

“principle of the uniformity of nature”, according to which the unobserved is similar to the 

observed. To justify the principle of the uniformity of nature we would need another non-

deductive argument, which would itself presuppose the principle of the uniformity of nature. 

Therefore, according to Hume, no argument can be given to justify inductive inferences. 

NFL is similar to Hume’s problem of induction in that both point to difficulties in 

moving from past observations to predictions. However, NFL is different from Hume’s problem 

because NFL doesn’t question the principle of the uniformity of nature and doesn’t look for a 

justification for a general form of inference. 

First, NFL presupposes the uniformity of nature. In the terminology of this paper, 

presupposing that nature is uniform is presupposing that the generator, which represents nature, 

stays the same. For example, all patients with the same symptoms have the same diagnosis. If the 

dataset was about the nourishment of bread, the assumption would have been that all instances of 

bread of the same appearance are equally nourishing. The issue that NFL is concerned with is 

what we can infer from instances of bread of a certain appearance on instances of bread of a 

different appearance. Because of this difference, solutions to Hume’s problem of induction that 

are looking to justify the uniformity of nature are irrelevant to NFL. 

Second, NFL doesn’t question a general form of inference. Some solutions to Hume’s 

problem of induction reject the need to justify induction at all. For example, Strawson (1952) 

argues that inductive inferences are foundational. Asking whether induction is valid is senseless, 

like asking whether the legal system is legal. In his alternative account of induction, inductive 

support simply consists in observing enough positive instances of the inductive claim. In other 
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words, inductive standards are baked into the meanings to terms such as “inductively justified”. 

There is no need to give any further support or justification for inductive arguments. However, 

even assuming that solutions like Strawson’s deflate Hume’s problem of induction, they do not 

deflate the argument from NFL. Admitting that inductive reasoning is foundational or built into 

the meaning of terms like “justification” doesn’t point to any epistemic reasons to choose 

between inductive hypotheses, which is the point NFL presses on. NFL is simply not about the 

justification of inductive inferences in general.  

Other approaches to Hume’s problem of induction may be conducive to the NFL 

discussion. What I have in mind here are solutions that account for induction non-epistemically. 

Take Hume’s own solution for example. Hume argues that we accept the principle of uniformity 

of nature not because of any reasoning, but because of some psychological mechanisms. For 

example, when the sight of fire has generally been accompanied by a feeling of heat, our 

instinctual mental mechanisms will lead us to expect heat when we see fire in the future. 

Applying this to NFL, some instinctual mental mechanisms may lead us to have certain 

expectations about the fluwhich we may use in designing our algorithm. NFL supports the claim 

that these expectations don’t have epistemic value (in the sense that using them won’t lead to 

lower average expected error), but they may still constitute good non-epistemic reasons to 

choose between hypotheses. Hume’s solution is only one example of how we can use non-

epistemic considerations to choose between inductive hypotheses. The right kind of non-

epistemic considerations to use, if there are any, may or may not piggy-back on solutions to 

Hume's problem of induction.  

 

  8.2 NFL and other forms of underdetermination 

The case I focused on in the discussion above was the comparison between FIRST and 

SECOND, two hypotheses that do equally well on existing data. The difficulties in choosing 

between them are difficulties of underdetermination, as the available data is insufficient to 

determine which hypothesis is true. Therefore, you might think that NFL reduces to some form 

of underdetermination, even if not to Hume’s problem of induction. However, I argue that NFL 

is different from familiar cases of underdetermination in that it extends the class of 

underdetermined theories. 

First, you might think, like Lauc (2018), that NFL is a rediscovery of Goodman’s new 

riddle of induction. Goodman’s new riddle of induction is concerned with how artificial 

predicates like “grue” can give rise to underdetermination. The point is that the fact that all 

emeralds observed before time t have been green is insufficient to determine whether emeralds 

observed after t will also be green. The reason is that our observations are consistent with various 

hypotheses that make different predictions, such as “all emeralds are green” and “all emeralds 

observed before time t are green, but the rest are blue”. Another form of underdetermination is 

given by van Fraassen (1980). van Fraassen is concerned with underdetermination between 

theories that make the same predictions. The point is that theories can make the same predictions 

but still differ, for example by making different untestable empirical assumptions. Such theories 

are underdetermined in principle. 

NFL’s variety of underdetermination extends the class of underdetermined theories. 

Goodman, van Fraassen, and others only consider the set of hypotheses that are equally 

supported by observations. However, NFL also includes hypotheses that do less well on the 

existing data. NFL determines that all algorithms have the same average expected error, and that 

includes algorithms that produce hypotheses that are incompatible with the training set.  
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For example, consider algorithm C, which produces the hypothesis Least Common39: 

 

Algorithm C → Least Common (LC): the output is the digit that is least common in the 

input.  

For example, 011 corresponds to 0 because the digit 0 appears less than the digit 1 in the 

input, and 000 corresponds to 1. In the flu example, LC says that having at most one of 

the symptoms is a necessary and sufficient condition for having this type of flu. 

 

 LC gets only 1/3 of the samples in the training set right (recall that our training set consists of 

000→0, 011→1, 100→1). This is worse than FIRST and SECOND, which get 2/3 of the training 

samples right. Yet, LC has the same off-training-set error as FIRST and SECOND. Consider 

LC’s error on 010. LC predicts that the output will be 1. If the output turns out to be 1 LC is 

correct and has 0 error, but if the true output is 0 LC’s error is 1. On average, LC’s error on 010 

(and on any other possible input) is 1/2. The same is true for all possible inputs not in the training 

set and therefore C’s OTS error is 1/2, just like FIRST and SECOND. 

 Should we favor FIRST and SECOND over LC? NFL highlights that accuracy on past 

and future data can come apart. If we care only about accuracy with respect to future data, then 

there are no epistemic reasons to favor FIRST and SECOND over LC, as they all satisfy the 

epistemic goal of predictive accuracy equally well. However, if we care about accuracy with 

respect to the data we already have then we do have reasons to favor FIRST and SECOND. The 

question we come back to again is – with respect to what do we want our theories to be accurate? 

The answer to this question depends on non-epistemic values. 

 

9. Conclusion 

NFL supports the claim that non-epistemic values are needed for theory choice in three 

ways. First, NFL shows that accuracy, which is a central epistemic virtue, is insufficient for 

discriminating between hypotheses (while the theorem is strictly speaking about predictive 

accuracy, the discussion about it includes a critique of accuracy on the existing data). Second, 

NFL challenges our ability to give a purely epistemic justification for using other virtues for 

theory choice, as illustrated on simplicity and explanatory power. Third, a natural way to 

overcome NFL’s challenge is to use our values to restrict the set of problems we are trying to 

solve. Unlike other arguments in the vicinity, the argument from NFL is independent of human 

and contextual contingencies. In addition, I have shown that NFL is distinct from Hume’s 

problem of induction and other forms of underdetermination  

  

 
39 Based on the OR/XOR example from Wilson & Martinez (1997). 
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Conclusion 
 

I have developed and defended a social view of evidence in a series of stand-alone papers. On 

this view: 

 

e is evidence for h, for those who accept a set of norms of deliberation 

in virtue of the fact that 

the claim “e is evidence for h” survived communal scrutiny that satisfied these norms 

 

In the first and second papers, I showed that this view can undergird traditional conceptions 

of evidence and that it is fruitful. I argued that it explains key aspects of evidence, including the 

normativity of evidence, testimony about evidence, and resistance to evidence. Moreover, I 

argued that evidence is both an epistemic and a political concept, entailing that resistance to 

evidence is in part a political phenomenon. Finally, I also showed that the social view of 

evidence illuminates influential epistemic puzzles, including the Duhem-Quine problem, Hume’s 

problem of induction, and Cartesian skepticism.  

 In the third and fourth papers, I explored the No Free Lunch theorem, which supports the 

view that evidence is not a purely epistemic concept. This theorem entails that no set of norms of 

deliberation is privileged in giving rise to more accurate predictions unless we restrict the set of 

problems of interest. However, the prioritization of certain problems depends on non-epistemic 

considerations. I used the No Free Lunch theorem to argue that comparing theories requires 

reliance on non-epistemic values, giving further grounds to reject intuitions according to which 

theories can be evaluated in purely epistemic ways.  
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Appendix: The No Free Lunch theorem(s) 
 

“No Free Lunch” is the name of a family of theorems. Differences between No Free 

Lunch theorems include differences between the kinds of algorithms they consider. For example, 

initially No Free Lunch theorems were proven for optimization algorithms (Wolpert and 

Macready, 1992). Wolpert (1996, 2001, 2012) proves No Free Lunch theorems for supervised 

learning algorithms, and this is what I have focused on in this paper. Schaffer (1994) gives an 

elegant formulation of Wolpert’s main No Free Lunch Theorem for classification learning 

algorithms, based on a preprint of Wolpert (1996). In this appendix, I state Schaffer’s 

formulation to illustrate what NFL theorems say more formally (Schaffer calls it the “Law of 

Conservation of Generalization of Performance”). See Montanez (2017, chapter 2) for a review 

of various No Free Lunch results, and see Schaffer (1994) and Wolpert (1996) for a proof of the 

theorem which I will state here. 

We start with defining cases in a classification problem. Each case in a classification 

problem, 𝐴𝑖, is a vector of attributes. For simplicity, we assume that each component in the 

vector is a finite number. {𝐴1, … , 𝐴𝑚} is the set of all possible attribute vectors, where m is finite. 

C is a class probability vector, which defines the relationship between attribute vectors and 

classes. Each component of C, 𝐶i, is the probability that a case with attribute 𝐴𝑖 belongs to class 

1. We assume that data is generated in the same way in training and testing a learner: attribute 

vectors are sampled with replacement according to an arbitrary distribution D and a class is 

assigned to them using C. We also assume that the training set contains n samples. A learning 

situation S is a triple (D, C, n). 

  The Generalization Accuracy of a learner (𝐺𝐴𝐿) is the expected prediction performance 

of a learner on cases with attribute vectors not represented in the training set. For example, the 

generalization accuracy of a random guesser in a two-class problem is 1/2 for every D and C. We 

use the generalization accuracy of a random guesser as a baseline and define Generalization 

Performance of a learner (GPL) the difference between its generalization accuracy and the 

generalization accuracy of a random guesser: 

𝐺𝑃𝐿 = 𝐺𝐴𝐿 − 𝐺𝐴𝑟𝑎𝑛𝑑𝑜𝑚 𝑔𝑢𝑒𝑠𝑠𝑒𝑟 

Generalization performance greater than zero means better than chance performance. 𝐺𝑃𝐿(𝑆) is 

the generalization performance of learner L in learning situation S. 

Using the notation above we can write Schaffer’s Law of Conservation of Generalization 

Performance: 
∑ 𝐺𝑃𝐿(𝑆) = 0𝑆      , for every D, n 

In words, this law says that any positive performance by a learner in a certain learning situation 

must be exactly balanced by negative performance in other learning situations.  

If we allow for the possibility of noise, then the law is properly written with an integral 

instead of a summation: 

∫ 𝐺𝑃𝐿(𝑆)𝑑𝑠 = 0
𝑆

    , for every D,n 

  

In this case, the components of C are taken from the real interval [0,1] and the integral runs over 

the space [0,1]m of class probability vector. Without noise, the components of C are taken from 

{0,1} and the summation runs over 2m possible class probability vectors.  
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 From the conservation law, it follows that all learners have the same average 

generalization performance if we average over all possible learning situations (or, as I put it, that 

all algorithms have the same expected error if we make no assumptions about the problem we are 

trying to solve). Here’s why.  

 

 

For any learner: 

∑ 𝐺𝑃𝐿(𝑆)

𝑆

= ∑(𝐺𝐴𝐿(S) − 𝐺𝐴𝑟𝑎𝑛𝑑𝑜𝑚 𝑔𝑢𝑒𝑠𝑠𝑒𝑟(𝑆))

𝑆

= 0 

Add   ∑ 𝐺𝐴𝑟𝑎𝑛𝑑𝑜𝑚 𝑔𝑢𝑒𝑠𝑠𝑒𝑟(𝑆)𝑆  to both sides and get: 

   ∑ 𝐺𝐴𝐿(𝑆)𝑆 = ∑ 𝐺𝐴𝑟𝑎𝑛𝑑𝑜𝑚 𝑔𝑢𝑒𝑠𝑠𝑒𝑟(𝑆)𝑆  

Divide by the number of learning situations and get the formulation that was used in this paper – 

that the average generalization performance of any learner L is equal, and in particular equal to 

that of the random guesser: 
∑ 𝐺𝐴𝐿(𝑆)𝑆

#𝑠
=

∑ 𝐺𝐴𝑟𝑎𝑛𝑑𝑜𝑚 𝑔𝑢𝑒𝑠𝑠𝑒𝑟(𝑆)𝑆

#𝑆
 

 

 

 

 




