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ABSTRACT OF THE DISSERTATION 

 

Feature-based Attentional Gain is Flexibly Deployed in Visual Cortex 

 

by 

 

Miranda Rose Scolari 

 

Doctor of Philosophy in Psychology 

 

University of California, San Diego, 2012 

 

Professor John T. Serences, Chair 

 

Feature-based attention (FBA) is a selection mechanism implemented in the 

visual system that facilitates perceptual representations of behaviorally-relevant 

stimulus features at the expense of behaviorally-irrelevant features in order to aid 

decision-making. Traditional accounts of FBA indicate that this facilitation occurs via 

the modulation of feature-selective neurons in visual cortex: the responses of neurons 

that are maximally driven by (or “tuned to”) the relevant feature are enhanced (termed 

sensory gain or attentional gain), while the responses of other neurons are suppressed. 

However, recent theoretical and psychophysical evidence suggests potential 

modifications to this longstanding model, wherein the locus of attentional gain 

depends not only on the shape of the neuronal tuning functions, but also on the nature 

of the perceptual task. For example, during a coarse discrimination task, in which an 
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observer must discriminate a target feature (e.g., 90° oriented line) from a set of highly 

dissimilar distractors (e.g., 180° oriented line), neurons tuned to the target (termed on-

channel or on-target neurons) are highly informative given a large change in firing 

rates between stimulus alternatives (i.e., greater signal-to-noise ratio or SNR).  During 

a fine discrimination task, however, in which the target and distractors are highly 

similar (e.g., 90° oriented line among 85° oriented lines), on-channel neurons provide 

little sensory evidence since they respond nearly as well to both the target and 

distractors. In this case, attentional gain should be applied to neurons tuned away from 

the target feature (interchangeably termed off-channel or off-target neurons) that 

produce a greater SNR.  Here, I present a set of psychophysical (Chapter 1) and 

neuroimaging (Chapters 2 and 3) studies in support of an optimal gain model of FBA 

that flexibly targets sensory inputs based on informativeness. Together, the studies 

suggest that human observers are able to optimally deploy attentional gain according 

to task demands to feature-selective populations in visual cortex. Furthermore, the 

level of off-channel modulation is predictive of subjects’ behavioral performance on a 

range of difficult fine discrimination tasks, indicating that these inputs are ultimately 

utilized in perceptual decision-making.    
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INTRODUCTION 

Feature-based Attentional Gain is Flexibly Deployed in Visual Cortex 

 

Sources of external and internal noise place severe limits on the amount of 

information that can be simultaneously processed by sensory systems. Selective 

attention refers to a collection of mechanisms that insulate patterns of neural activity 

evoked by relevant stimuli from the deleterious effects of stochastic synaptic 

transmission and competitive interactions from other stimuli (Moran and Desimone, 

1985, Yantis and Johnson, 1990, Theeuwes, 1991, Desimone and Duncan, 1995, 

Egeth and Yantis, 1997, Reynolds and Desimone, 1999, Reynolds et al., 2000, Folk et 

al., 2002, Bisley and Goldberg, 2003, Serences and Yantis, 2006, Mitchell et al., 2009, 

Pestilli et al., 2011). Early studies of selective attention focused primarily on spatial 

attention, or selection that is based solely on a location that is likely to contain relevant 

information (Posner, 1980). However, spatial attention is frequently inadequate to 

identify important stimuli in a visual scene. For example, we often know the defining 

feature(s) of a stimulus (e.g., my keychain is red) without knowing its location (e.g., 

my keys are somewhere on the desk). Under these circumstances, relevant information 

may be selected in one of two ways: 1) on the basis of a single critical feature value 

(e.g., the color red) or on the basis of a group of features bound into a holistic 

representation (e.g., silver keys attached to the red keychain). Here we focus on 

featural selection, referred to as feature-based attention (FBA).  

FBA modulates the firing rates of sensory neurons according to the degree of 

similarity between each neuron’s tuning preference and the relevant feature (Treue and 
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Trujillo, 1999, Martinez-Trujillo and Treue, 2004, Maunsell and Treue, 2006). 

Moreover, even though many models of OBA hold that all features of an object are 

selected in unison, it now appears that FBA can operate on independent components 

of an object when 1) only a single feature is relevant or 2) if all resources are devoted 

to processing a single stimulus feature (Vecera and Farah, 1994, Watson and Kramer, 

1999, Serences et al., 2009a, Xu, 2010). Based on these findings, FBA and OBA 

appear to implement dynamic modulations that are highly dependent on the specific 

nature of the perceptual task that must be solved by the visual system. Here, we review 

behavioral and neurophysiological studies examining feature -based attention in the 

human visual system.  

  

Behavioral evidence for feature-based attention 

When scanning a crowded stadium to locate a friend, a successful search is 

facilitated by attending to a salient feature, like the color of his baseball cap. Such 

anecdotal cases reveal a key property of this selection mechanism: items throughout 

the visual field that contain the attended feature are prioritized while other features are 

muted (Egeth et al., 1984, Liu and Hou, 2011, White and Carrasco, 2011). For 

example, studies examining visual search behavior have shown that attending to one 

feature (for example, a red letter) allows observers to restrict search to items that 

contain the target feature value while ignoring other items that do not share the 

relevant feature (Treisman and Gelade, 1980, Egeth et al., 1984, Wolfe, 1994). These 

studies prompted researchers to investigate how an attentional mechanism might act 
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on the visual system in order to prioritize one feature over others. For instance, Davis 

and Graham (1981) hypothesized that because spatial frequency is coded by multiple 

channels in the visual system, human observers may be able to selectively direct 

attention to one channel over others according to task demands. To test this prediction, 

subjects detected the presence of a grating in one of two temporal intervals; on 80-

95% of all trials, the grating was rendered at a common spatial frequency (primary 

frequency) while one of six different spatial frequencies were presented on the 

remaining trials (secondary frequencies).   Consistent with the idea that attention can 

operate on specific feature-values, subjects detected the highly probable primary 

frequency with relatively greater accuracy than the set of secondary frequencies. 

Furthermore, detection rates generally declined as the size of the deviation between 

primary and secondary frequencies increased. This selectivity was abolished when all 

tested frequencies occurred with equal probability. Thus, these data suggest that 

observers can attend to the responses of low-level feature-selective neuronal 

populations at the expense of others when it is behaviorally advantageous; several 

single-unit recording and human neuroimaging studies have corroborated this finding 

(Corbetta et al., 1990, 1991, Treue and Maunsell, 1996; see Neural Evidence for 

Feature-Based Attention below, Maunsell and Treue, 2006, Liu et al., 2007a, Serences 

and Boynton, 2007a). 

The previous result indicates that FBA facilitates behavioral performance, and 

other research has suggested that this may be accomplished by effectively increasing 

the subjective saliency of the relevant stimulus (Carrasco et al., 2004). For example, 
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Lankheet and Verstraten (1995) measured motion aftereffects to two superimposed 

moving dot fields (kinetograms; each moving in opposite directions) while subjects 

attended to the directional movement of one set of dots. Motion aftereffects were 

greater for the attended field compared to the unattended kinetograms, suggesting that 

FBA effectively increases the subjective contrast of an attended stimulus.   

While the above studies provide evidence of a processing advantage for 

behaviorally relevant features, they did not fully explore the independence of FBA and 

spatial models of attention, as modulation was not tested outside the spatial position of 

the stimuli. Rossi and Paradiso (1995) carried out one of the first behavioral studies 

explicitly motivated to dissociate feature-selective attention effects from spatial 

attention. Here, subjects discriminated either the orientations or spatial frequencies of 

two successive foveal gratings (primary task). On one-third of trials, subjects were 

also prompted to report the presence or absence of a near-threshold peripheral grating 

(secondary task), the spatial frequency and orientation of which either matched those 

of the central Gabor or deviated from them along a continuum (see Figure 1 for an 

illustration of the task). When subjects attended to orientation in the primary task, they 

detected peripheral gratings that were rendered at the same orientation as the central 

Gabor with higher accuracy than deviant orientations. However, during orientation 

discriminations, detection performance did not depend on spatial frequency (i.e., the 

unattended feature). Importantly, these systematic changes in detection performance 

disappeared when subjects were not required to attend the central stimuli, indicating 

1that this was not simply a sensory effect. These results suggest that this type of 
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selection is spatially-invariant across feature-selective neuronal populations, and thus 

quite distinct from spatial attention; subsequent psychophysical evidence has 

corroborated this finding (Sàenz et al., 2003, Arman et al., 2006, Liu and Hou, 2011, 

White and Carrasco, 2011; see Neural Evidence for Feature-based Attention below). 

  While FBA can be deployed across all of visual space, many studies have 

shown that it may also be restricted to only task-relevant features of an object. For 

example, under certain circumstances attention may select task-relevant features over 

irrelevant ones belonging to the same stimulus (Corbetta et al., 1991, Rossi and 

Paradiso, 1995, Lu and Itti, 2005). This is illustrated in the Rossi and Paradiso (1995) 

study described above: the detection results indicate that while subjects attended to 

only the orientation of the primary grating, they ignored spatial frequency (the 

behaviorally-irrelevant feature). However, we must be careful not to over-generalize 

this result, as many other studies have shown preferential processing for task-

irrelevant feature dimensions when they are paired with the target feature (Melcher et 

al., 2005, Sohn et al., 2005, Arman et al., 2006). These findings have been 

demonstrated outside the locus of spatial attention, indicating that paired irrelevant 

features may receive the same spatially-global facilitation as target features. In one 

example, subjects were instructed to attend one of two spatially superimposed random 

dot kinetograms (differentiated by color) rendered in one visual hemifield in order to 

detect changes in luminance. Two task-irrelevant spatially superimposed kinetograms 

were simultaneously rendered in the opposite hemifield, one of which moved with 

100% coherence. Subjects reported significantly longer motion aftereffect durations 
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when the color of the high-coherence stimulus matched the color of the attended 

random dot pattern (‘same’ condition) than when it did not (‘different’ condition), 

even though motion was irrelevant to the task. Furthermore, the magnitude of the 

blood-oxygenation level dependent (BOLD) response in MT+ was significantly 

greater in response to an irrelevant stimulus under similar conditions (Sohn et al., 

2005). It should also be noted that some feature-based attentional spreading was 

evident in the Rossi and Paradiso (1995) study as well: when subjects attended to the 

spatial frequency of the central Gabor patch, detection performance for peripheral 

gratings revealed feature-selectivity for both spatial frequency and orientation (though 

note that this effect was asymmetrical, as similar spreading did not occur while 

subjects attended orientation). In a subsequent psychophysical study, Lu and Itti 

(2005) measured the relative perceptual benefit afforded to a secondary stimulus when 

it shared relevant and/or irrelevant features with an attended, primary stimulus. A 

shared irrelevant feature across stimuli provided no additional perceptual benefit to the 

secondary stimulus if the relevant feature was also shared. However, a shared 

irrelevant feature did lead to a slight improvement in performance compared to when 

no features were shared. The investigators therefore determined that paired irrelevant 

features are only weakly enhanced compared to relevant features. Thus, at present, the 

boundary conditions determining when attention can be restricted to a subset of 

features within an object are unclear.  

 

Neural evidence for feature-based attention 
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Psychophysical demonstrations like those described in the preceding section 

can point to possible mechanisms of FBA, but they cannot unambiguously reveal 

where in the visual processing stream these modulations occur. For such 

investigations, neural measures are required. Early demonstrations of FBA effects in 

the visual system primarily came from single-unit recording studies with rhesus 

monkeys (Haenny and Schiller, 1988, Spitzer et al., 1988). For instance, Haenny and 

Schiller (1988) documented FBA effects in visual cortex while a monkey attended to a 

particular pre-cued orientation. Attentional modulations were observed in V4 and to a 

lesser extent, V1, both of which contain neurons that are selective for orientation 

(among other visual features). Subsequent single-unit recordings have further 

demonstrated similar attentional modulations across the visual hierarchy (reviewed by 

Boynton, 2005, Maunsell and Treue, 2006). Given the strength of modulations 

observed in early visual areas, one of the first human neuroimaging studies of FBA 

targeted regions according to their presumed sensory selectivity (Corbetta et al., 1990, 

1991). These positron emission topography (PET) studies revealed that attending to 

the shape, color, or velocity of a set of objects during a difficult discrimination task 

differentially activated corresponding human extrastriate visual areas selective for 

these features.   

In the previous section, we discussed psychophysical evidence to suggest that 

FBA is deployed across the entire visual field, regardless of target location (Rossi and 

Paradiso, 1995). This finding has been further substantiated in human neuroimaging 

studies demonstrating a spatially-global recruitment of feature-selective visual areas 
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(Liu et al., 2007a, Serences and Boynton, 2007a). Sàenz et al. (2002) instructed human 

observers to attend to one of two overlapping moving dot fields of upward and 

downward motion respectively, while an ignored dot field on the opposite side of 

space moved either upward or downward. Consistent with previous findings that 

support a spatially global recruitment account of FBA (e.g. Rossi and Paradiso, 1995, 

Treue and Trujillo, 1999), the BOLD responses to the ignored dot field were 

modulated in accord with the attended dot pattern in the opposite visual field for all 

tested regions (V1-V3A and MT+). Similar modulations in these regions were 

observed for color when subjects attended to either red or green dots. Furthermore, 

cortical areas that are not directly driven by a stimulus also exhibit selectivity for an 

attended feature (Serences and Boynton, 2007a), suggesting that feature-based 

attention modulates the firing rates of neurons tuned to the relevant feature 

irrespective of their spatial receptive field (Sàenz et al., 2003, Liu and Hou, 2011, 

White and Carrasco, 2011).     

Subsequent studies have used EEG to examine the timecourse of feature-

selective modulations in visual cortex. For example, more activation is consistently 

observed in areas MT and MST when motion is attended, and similar observations are 

made in area V4 when color is attended (Beauchamp et al., 1997, Chawla et al., 1999, 

Sàenz et al., 2002). Schoenfeld et al. (2007) first confirmed the respective attention 

effects observed in MT and V4 during motion-relevant and color-relevant detection 

tasks by measuring BOLD signal change. Next, the investigators used event related 

potential (ERP) and event related field (ERF) data that was concurrently collected to 
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determine the temporal dynamics of FBA in feature-selective cortical areas. Here they 

found evidence for attentional enhancement in sensory regions as early as 90-120 ms 

following stimulus onset. This is faster than had been previously demonstrated when 

subjects attended to one feature value over another of the same dimension (e.g., Anllo-

Vento et al., 1998, Liu et al., 2007b), prompting Schoenfeld et al. to conclude that 

feature selection between dimensions is faster than feature selection within a 

dimension. However, Zhang and Luck (2009) demonstrated that at least under some 

conditions, within-dimension selection can also operate very rapidly following 

stimulus onset.  

Given the speed of feature-based modulations, Schneider (2011) hypothesized 

that FBA effects may occur at subcortical levels, analogous to spatial attention. 

Previous studies indicate that retinotopically-organized subcortical regions, such as the 

lateral geniculate nucleus (LGN) and pulvinar, exhibit feature selectivity (Wiesel and 

Hubel, 1966, Petersen et al., 1985, Merigan and Maunsell, 1993, Ferster et al., 1996). 

Schneider (2011) therefore measured FBA effects using functional magnetic 

resonance imaging (fMRI) at these subcortical levels while subjects detected changes 

in either the color (coded by the LGN) or motion (coded by the pulvinar) of one of two 

superimposed dot fields. The BOLD signal was significantly greater in each ROI when 

the preferred feature was attended. This suggests that top-down attention operates at 

multiple levels along the visual hierarchy, including very early stages in the thalamus.         

 

Control of feature-based attention 
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While much of the FBA literature has focused on the modulations that occur at 

the level of the visual cortex, researchers have begun to explore where and how top-

down signals may control these sensory modulations. Spatial shifts of attention are 

likely signaled via activation in an attentional control network within fronto-parietal 

cortex, including superior parietal lobule (SPL), intraparietal sulcus (IPS), frontal eye 

fields (FEF), and supplementary eye field (SEF) (Kastner and Ungerleider, 2000, 

Corbetta and Shulman, 2002, Yantis et al., 2002, Szczepanski et al., 2010), and FBA 

may be controlled by a similar network (Le et al., 1998, Pollmann et al., 2000, 

Rushworth et al., 2001, Corbetta and Shulman, 2002, Liu et al., 2003, Greenberg et al., 

2010). 

For example, (Liu et al., 2003) found evidence for a fronto-parietal network of 

attentional control while subjects attended to either motion or color. Here, a motion 

coherence display made up of uniformly colored dots abruptly changed direction of 

motion and color throughout a trial, and subjects detected the onset of target feature 

values within the attended dimension. Throughout a scan, subjects shifted attention 

between color and motion as signaled by the occurrence of certain feature values. 

Transient attention signaling a switch from one dimension to another corresponded to 

activation in left PCG, precuneus, and left IPS. These areas may be involved in a 

global attentional control network, as similar patterns of switch-related activity have 

also been observed when subjects shifted between spatial locations (Yantis et al., 

2002), objects (Serences et al., 2004), and even modalities (Shomstein and Yantis, 

2006).  
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Greenberg et al. (2010) found a common BOLD signal corresponding to both 

space-based and feature-based shifts of attention in posterior parietal cortex and 

prefrontal cortex, including medial SPL, FEF, SEF, and left medial frontal gyrus, 

while subjects shifted attention either between or within locations and colors. 

Similarly, domain-general attentional control centers in frontal and parietal cortex 

have been implicated in other studies (Liu et al., 2003, Shomstein and Yantis, 2004, 

Liu et al., 2011). In particular, converging evidence from both fMRI and transcranial 

magnetic stimulation (TMS) studies has added further support to the domain-general 

role SPL plays in shifting of attention: (Schenkluhn et al., 2008) reported that 

stimulating anterior IPS disrupted both spatial and feature-based selection mechanisms 

(consistent with Wojciulik and Kanwisher, 1999). How the same networks control 

both feature-based and space-based attention to differentially influence sensory cortex, 

and how such control may be exerted differently depending on task demands, 

however, warrants further exploration. One early possibility is that interdigitated 

populations of cells in these areas play different roles in mediating each type of 

control (Yantis and Serences, 2003, Greenberg et al., 2010). However, this speculation 

needs to be independently verified using single-unit recording techniques. 

 

Models of feature-based attention 

Single unit recording studies have demonstrated that when a preferred feature 

value is present anywhere in the visual field, corresponding neurons fire more rapidly 

when the feature is behaviorally relevant than when it is irrelevant (Treue and Trujillo, 
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1999, Treue and Martinez-Trujillo, 2007). This increase in firing rate is thought to 

enhance the separability of the representation of the attended feature from other 

patterns of neural activity associated with competing distractors, and led to the 

development of the feature-similarity gain model (Treue and Trujillo, 1999, Martinez-

Trujillo and Treue, 2004, Maunsell and Treue, 2006). This account holds that attention 

increases the gain of neuronal populations that are tuned to a relevant feature value 

(see Figure 2; McAdams and Maunsell, 1999a, Treue and Martinez-Trujillo, 1999, 

Martinez-Trujillo and Treue, 2004, Maunsell and Treue, 2006) while simultaneously 

suppressing the gain of neurons tuned to orthogonal, irrelevant feature values. These 

excitatory and suppressive modulations are deployed to all sensory neurons that are 

tuned along the relevant dimension, irrespective of their spatial receptive fields.  

The feature-similarity gain model has been a useful tool in the field, both as a 

means of accounting for a large set of studies, and inspiring new research (Carrasco, 

2011). However, empirical studies in support of this model have typically required 

discriminations between highly dissimilar stimuli (i.e., coarse discrimination). In such 

cases, enhancing the gain of the maximally responsive (on-channel) neurons is 

optimal: the Gaussian-shaped neuronal tuning function peaks at the target orientation 

while the distractor orientation falls at a local minimum, therefore resulting in the 

highest signal-to-noise ratio (SNR). However, given the response properties of sensory 

neurons, two similar orientations (e.g., 90° and 92°; fine discrimination) will elicit 

similar firing rates from neurons tuned to either orientation (Regan and Beverley, 

1985, Seung and Sompolinsky, 1993, Hol and Treue, 2001, Navalpakkam and Itti, 
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2007). This means that applying gain to the neurons tuned to the target feature will 

elicit a low SNR, and likely provide little information in a discrimination task. 

Recently, models of FBA have incorporated this logic to suggest that 

attentional gain should be applied to neurons tuned to a flanking (off-channel) 

orientation during fine discriminations (Navalpakkam and Itti, 2007), where the firing 

rate differences between stimuli will be maximized (therefore resulting in a high SNR; 

see Figure 3). This theoretically optimal pattern of relative gain during difficult fine 

discriminations has previously received some, though not extensive, empirical 

support. Chapter 1 details a psychophysics study that investigates whether an optimal 

attentional gain model best describes human behavior. Here, subjects completed a 

difficult fine-grained visual search task, intermixed with an occasional contrast 

detection probe task to indirectly estimate the attentional gain function. The results 

support a flexible attention model; gain was primarily applied to neurons tuned to 

features flanking the relevant stimuli. Furthermore, the degree to which subjects 

adopted off-channel gain predicted performance on the visual search task. In contrast, 

during a coarse visual search task, subjects tended to apply attentional gain to the 

target feature. Therefore, we conclude that selective attention operates in a dynamic 

manner, contingent on the goals of the observer, so that the most relevant information 

is maximized. 

  While these psychophysical results suggest that selective attention does target 

the input from the most informative neurons, these studies alone cannot determine 

how and where in the processing stream this occurs. Therefore, it is unclear from these 
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data alone whether performance was facilitated by gain changes in off-channel 

neurons, or at later stages in the decision-making process. Chapter 2 details an 

experiment that was designed to examine whether relative changes in off-channel 

sensory activation predict performance during a fine discrimination task. Subjects 

completed a difficult orientation delayed match-to-sample task while in the fMRI 

scanner; trials were later post-sorted based on accuracy and independent voxel-tuning 

functions (VTF; see Kay, Naselaris, Prenger, and Gallant, 2008; Serences et al., 2009) 

were created for correct and incorrect responses. Activation was significantly higher in 

off-channel voxels on correct trials than incorrect ones, therefore providing evidence 

that the input of underlying off-channel neurons facilitate decision-making during this 

difficult task.    

This study highlights that the information from off-channel neurons is likely 

utilized in fine-grained decision-making; however, it remains unclear how this sensory 

input is maximized. For example, attention may operate directly on the firing rates of 

off-channel sensory neurons. A large body of evidence finds attention effects in low-

level areas such as V1, V2, and V4, as well as IT (Luck, Chelazzi, Hillyard, and 

Desimone, 1997; McAdams and Maunsell, 1999; McAdams and Reid, 2005; Moran 

and Desimone, 1985; Motter, 1993; Reynolds, Chelazzi, and Desimone, 1999; Treue 

and Maunsell, 2006; see also Boynton, 2005 for review), but these studies have almost 

exclusively focused on coarse discriminations and therefore tested on-channel, but not 

off-channel sensory gain. An alternative possibility is that attentional gain is applied to 

the maximally responsive neurons as posited by traditional models, regardless of task 



15 

 

 

 

demands. In this case, off-channel input may be utilized in higher regions where 

sensory evidence is accumulated (e.g., lateral intraparietal area (LIP), dorsal-lateral 

prefrontal cortex (DLPFC), frontal eye field (FEF), and the superior colliculus (SC); 

Gold and Shadlen, 2001, 2003, 2007; Hanes and Schall, 1996; Horwitz et al., 2004; 

Leon and Shadlen, 1999; Roitman and Shadlen, 2002; Schall, 2001; Shadlen and 

Newsome, 2001) via a biased weighting system.  

 

Chapter 3 details a study that employed fMRI and a forward encoding model 

(see Kay, Naselaris, Prenger, and Gallant, 2008; Serences et al., 2009; Brouwer and 

Heeger, 2009) to indirectly investigate whether attentional gain is optimally applied to 

off-channel neurons in early visual cortex while human subjects attend to a difficult 

orientation discrimination task. We compared orientation-selective response profiles 

from this condition to those from a condition in which subjects attended to a difficult 

contrast discrimination task, and from a difficult rapid serial visual presentation 

(RSVP) letter task. Here, we find greater activation in off-target orientation-selective 

channels in visual cortex, but only when precise information about the relative offset 

between two relevant gratings was provided. Furthermore, activation in the most 

informative channels predicted response selection in the orientation task, but not in the 

contrast task.  

Based on these findings, we suggest that feature-based attentional gain can be 

deployed in a flexible manner across populations of low-level sensory neurons 

depending on the nature of the task. Thus, a modification to the feature-similarity gain 

model may be in order that takes into account the current goals of the observer: rather 
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than stipulating that gain is applied to sensory neurons in proportion to the similarity 

between tuning preference and target, the model may instead stipulate that attentional 

gain is applied in proportion to the informativeness of sensory neurons.    

 

The Introduction, in part, have been submitted for publication of the material 

as it may appear in Feature and Object Based Attentional Modulations in Human 

Visual Cortex in A.C. Nobre & S. Kastner (Eds.) The Oxford Handbook of Attention. 

Scolari, M., Ester, E. F., & Serences, J. T. The dissertation author was the primary 

author of this chapter. 
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Figure i.1. Schematic representation of the task used in Rossi and Paradiso (1995). 

Subject first completed an orientation discrimination task, in which they reported the 

directional rotation of a second Gabor patch (target 2) relative to the first Gabor patch 

(target 1). On a random one-third of trials, subjects were instructed to report the 

presence or absence of a peripheral grating (shown here); it was present on one-sixth 

of all trials and either matched or mismatched the orientation and spatial frequency of 

target 1. Note that while this illustration is made up of square-wave gratings, the actual 

experiment utilized sinusoidal waves. 
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Figure i.2. Illustrations of hypothetical tuning functions for an orientation-selective 

sensory neuron with a preference for 180° in the absence of attention (dotted line) and 

when the neuron’s preferred orientation is attended (solid line). Here, feature-based 

attention enhances the response of the neuron as described by the feature-similarity 

gain model. Figure adapted from Boynton (2005).    
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Figure i.3. As indicated by optimal gain models, off-channel sensory neurons that 

flank the behaviorally-relevant feature are most informative during a fine 

discrimination because they yield a relatively high SNR compared to on-channel 

neurons. Target (90°) and distractor (92°) orientations are marked by vertical dashed 

lines. Figure adapted from Navalpakkam and Itti (2007).  
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CHAPTER 1: Adaptive allocation of attentional gain 

Scolari, M. & Serences, J. T. (2009). Journal of Neuroscience, 29(38), 11933-11942. 

 

Abstract 

Humans are adept at distinguishing between stimuli that are very similar, an ability 

that is particularly crucial when the outcome is of serious consequence (e.g. for a 

surgeon or air traffic controller). Traditionally, selective attention was thought to 

facilitate perception by increasing the gain of sensory neurons tuned to the defining 

features of a behaviorally relevant object (e.g. color, orientation, etc.). In contrast, 

recent mathematical models counter-intuitively suggest that in many cases attentional 

gain should be applied to neurons that are tuned away from relevant features, 

especially when discriminating highly similar stimuli. Here we used psychophysical 

methods to critically evaluate these ‘ideal observer’ models. The data demonstrate that 

attention enhances the gain of the most informative sensory neurons, even when these 

neurons are tuned away from the behaviorally relevant target feature. Moreover, the 

degree to which an individual adopted optimal attentional gain settings by the end of 

testing predicted success rates on a difficult visual discrimination task, as well as the 

amount of task improvement that occurred across repeated testing sessions (learning). 

Contrary to most traditional accounts, these observations suggest that the primary 

function of attentional gain is not simply to enhance the representation of target 

features, but to optimize performance on the current perceptual task. Additionally, 

individual differences in gain suggest that the operating characteristics of low-level 
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attentional phenomena are not stable trait-like attributes and that variability in how 

attention is deployed may play an important role in determining perceptual abilities. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



22 

 

 

 

Adaptive Allocation of Attentional Gain 

Perceptual expertise requires selectively attending to relevant aspects of a 

scene (Fahle, 2004). For example, when examining an x-ray, a radiologist must attend 

to subtle variations in shape and color to determine whether or not an anomaly is 

malignant. Typically, voluntary shifts of attention are thought to enhance perceptual 

acuity by selectively modulating the gain – and thus the signal-to-noise ratio – of those 

sensory neurons that respond maximally to the defining features of the relevant target 

(i.e. those neurons that are ‘tuned’ to the target feature; Desimone and Duncan, 1995, 

McAdams and Maunsell, 1999a, Martinez-Trujillo and Treue, 2004, Boynton, 2005, 

Maunsell and Treue, 2006). Applying attentional gain to these sensory neurons is 

optimal when detecting the presence (versus absence) of a stimulus or discriminating 

one stimulus from a very dissimilar set of distractors (e.g. when searching for a high-

contrast tumor in an otherwise unremarkable image, see Figure 1a; McAdams and 

Maunsell, 1999a, Hol and Treue, 2001, Martinez-Trujillo and Treue, 2004). In 

contrast, recent theoretical and psychophysical work indicates that enhancing the 

response of neurons tuned to the target feature is suboptimal when performing a 

difficult discrimination between two very similar stimuli (e.g. subtle variations in the 

color of two adjacent tissue types; Regan and Beverley, 1985, Butts and Goldman, 

2006, Jazayeri and Movshon, 2006, 2007a, Navalpakkam and Itti, 2007). In this case, 

gain should be applied to neurons tuned slightly away from the target because they are 

more sensitive to small changes in the relevant feature value (Figure 1b; Navalpakkam 

and Itti, 2007). However, the shape of this ‘off-channel’ attentional gain profile, and 
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the extent to which human observers are capable of adaptively engaging such a 

computationally optimal strategy, remains largely unexplored. 

Here, two simple models were used to predict how attentional gain should be 

deployed while performing a difficult discrimination between stimuli that are very 

similar (Navalpakkam and Itti’s optimal gain hypothesis, and a model based on Fisher 

Information, or FI). Next, psychophysical studies examined how closely human 

observers emulate the ideal attentional gain functions predicted by each model, as well 

as the perceptual consequences of how people differentially deploy attentional gain. 

On average across all subjects, attentional gain was applied to the sensory neurons that 

best discriminated targets from distractors, even in situations where these neurons 

were not tuned to the target-defining feature. Moreover, after several testing sessions, 

the amount of attentional gain deployed to informative sensory neurons came to 

predict both individual differences in visual search efficiency as well as the amount of 

improvement that occurred across all experimental sessions (i.e. learning). Most 

traditional theories posit that attention facilitates perception by increasing the firing 

rate of neurons that are tuned to relevant features, which is assumed to enhance the 

cortical representation of the target (reviewed in Boynton, 2005). However, the 

present results suggest that attention adaptively modulates the gain of the most 

informative sensory neurons in order to maximize the probability of successfully 

performing a specific perceptual task.  

 

Methods 
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Subjects.    

 Thirty-one subjects from the University of California, Irvine (UCI) community 

were recruited to participate in Experiments 1 and 2, each of whom gave written 

informed consent according to Institutional Review Board requirements at UCI. 

Experiment 1 was actually run after Experiment 2, and the presentation order was 

reversed in the paper for clarity. Fourteen of the subjects who participated in 

Experiment 1 also participated in Experiment 2, along with an additional 17 subjects 

(M.S. was a subject in both experiments). Most subjects completed 8 blocks (108 

trials/block) during the single experimental session in Experiment 1 (M.S. completed 5 

blocks). In Experiment 2, subjects completed five 1.5 hr sessions, each consisting of 8 

blocks (108 trials/block), and each held on separate days. Data from three observers 

were discarded from Experiment 2 due to difficulty setting contrast detection 

thresholds (i.e. floor effects). Subjects were compensated $10/hr for their 

participation. 

Seventeen subjects from the University of California, San Diego (UCSD) 

community completed Experiment 3 (M.S. and one other subject also participated in 

Experiments 1 and 2), each of whom gave written informed consent according to 

Institutional Review Board requirements at UCSD. One subject was discarded from 

analysis due to difficulty setting contrast detection thresholds (floor effects). Subjects 

completed 8 blocks (108 trials/block) during each of 3, 1.5 hr sessions, each held on 

different days. Subjects were compensated $8/hr for their participation. 

Materials.  
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 All stimuli were generated using the Matlab programming language (v7.6, 

Natick, MA) with the Psychophysics Toolbox (version 3, Brainard, 1997, Pelli, 1997). 

For Experiments 1 and 2, stimuli were displayed on a 17” CRT monitor running at 

100Hz. For Experiment 3, stimuli were displayed on either a 19” CRT monitor 

running at 100Hz or a 17” CRT monitor running at 85Hz (any given subject used the 

same monitor for all sessions). The luminance output of the monitor was measured 

using either a Minolta LS110 (Experiments 1 and 2) or a United Detector Technology 

S380 (Experiment 3) photometer and linearized in the stimulus presentation software.  

 

General description of experimental approach 

 In each of the three experiments, two basic trial types were intermixed: one 

dominant (2/3 of all trials), and one non-dominant (1/3 of all trials). The idea behind 

this general design scheme was to use the dominant trial type to induce an attentional 

set, and then to probe the consequences of this attentional set using the non-dominant 

trial type. Since all experiments shared this common structure, we first describe the 

dominant trial types for each of the three experiments, and then describe the non-

dominant trial types.  

 

Experiments 1-3, dominant “attentional set” trials 

Experiments 1 and 2: Fine discrimination task.  

 Fine discrimination trials made up 2/3 of the total trials in both Experiments 1 

and 2 (see below for details on the remaining 1/3 of the trials in each experiment). 
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Targets and distractors were Gabor patches (Gaussian windowed sinusoidal gratings) 

with a radius of 3° and spatial frequency of 2 cycles/deg. The computer screen was 

divided into four quadrants, and each quadrant contained a single Gabor. The center of 

each Gabor was vertically and horizontally offset from the fixation point by 3°. Three 

of the Gabors were rendered in the same orientation (distractors), and the fourth 

differed from the others by 5° (target). There were 36 equally-represented potential 

target and distractor orientations (5 steps over 180) to equate sensory stimulation at 

each possible stimulus orientation; this was done to ensure that subsequent estimates 

of contrast detection thresholds were not biased by passive sensory adaptation (see 

section on non-dominant trial types below). A central pre-cue was presented at the 

start of each trial for 1.25s which indicated both the orientation of the distractors (via 

the orientation of the cue-line) and the rotational offset of the target from the 

distractors (via the color of the cue); see Figure 2. For example, a red cue indicated 

that the target would be rotated 5° clockwise from the cue-line, and a green cue 

indicated that the target would be rotated 5° counterclockwise from the cue-line (color 

assignments were counterbalanced across subjects). The search array was presented 

for either 500ms, 1000ms, 1500ms, or 2000ms and was immediately followed by four 

pattern masks comprised of truncated Gaussian noise presented for 250ms (mean 

luminance of each mask was middle gray, maximum was white and minimum was 

black). Subjects were instructed to emphasize accuracy, and indicated the quadrant of 

the target with an unspeeded button press response (numbers 1, 2, 4, and 5 on the 

number pad of a standard QWERTY keyboard). The target appeared in each quadrant 
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an equal number of times over the course of an experimental session. To help maintain 

motivation and to encourage preparation for the fine discrimination task, correct 

responses were rewarded with 10 points, and incorrect responses were penalized with -

2.5 points, although the points had no monetary value. Feedback was presented at the 

end of each trial for 500ms, and indicated whether the response was correct or 

incorrect, how many points the subject had earned for the previous trial, and how 

many points the subject had earned in total. 

 

Experiment 3: Coarse discrimination task.  

Coarse discrimination trials made up 2/3 of the total trials. The details of the 

coarse discrimination trials were nearly identical to those of the fine discrimination 

trials used in Experiments 1 and 2, with the following exceptions. First, the target 

differed from the distractors by 90. Since a rotational offset of 90° clockwise or 

counterclockwise from the cue would result in the same orientation, the direction of 

the rotational offset of the target from the distractors was no longer relevant and the 

central cue was therefore always rendered in red (instead of in red or green to indicate 

a clockwise or counterclockwise rotational offset, as in Experiments 1 and 2). Second, 

to equate the difficulty of the coarse discrimination task in Experiment 3 with the 

difficulty of the fine discrimination task employed in Experiments 1 and 2, we 

presented the search array in Experiment 3 for a very brief temporal interval; the 

exposure duration was fixed for each subject, and ranged from 30ms to 71ms 

(presentation rate was adjusted on a subject-by-subject basis in units of either 10ms or 
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11.7ms to guard against ceiling and floor effects, and the mean exposure across 

subjects was 58ms, ±2.93ms S.E.M.). Note also that this resulted in one exposure 

duration per session used for each subject in Experiment 3, as opposed to the four 

exposure durations (500ms – 2000ms) used in Experiments 1 and 2. Finally, the Gabor 

patches were rendered at 40% contrast – as opposed to 100% contrast as in 

Experiments 1 and 2 – to further increase the difficulty of the coarse discrimination. 

Feedback was presented at the end of each trial just as in Experiments 1 and 2. 

 

Experiments 1-3, non-dominant “attentional probe” trials (1/3 of all trials) 

Experiment 1: Target selection task.  

 This task was modeled after the psychophysical procedure developed by 

Navalpakkam and Itti (2007). The same pre-cue used on the dominant fine 

discrimination trials (see above) was presented at the start of each target selection trial, 

so subjects did not know which task they would perform until the stimulus display 

appeared. Following the cue, one Gabor patch was presented in each quadrant for 

2000 ms, and each Gabor was rendered at a different orientation. The target was 

rendered at the orientation indicated by the colored cue (i.e., the target was the same 

orientation as would be expected on a fine discrimination trial, either 5° clockwise or 

counterclockwise from the cue-line depending on cue color; henceforth referred to as 

0°). The three distractors were all rendered in different orientations, rotated by ±5°, 

±10°, ±15°, or ±20° from the target, where positive values refer to rotation in the 

direction indicated by the color of the cue, and negative values refer to rotation in the 
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direction opposite of that indicated by the cue. For example, if a red cue indicated that 

the target was rotated clockwise with respect to the cue-line, then by convention all 

distractors rotated clockwise from the target would be denoted with a positive value 

and all distractors rotated counterclockwise would be denoted with a negative value. 

Thus, positive rotational offsets denote ‘exaggerated targets’ and negative offsets 

denote the distractor orientation (-5° from the target) and ’exaggerated distractors’. A 

post-stimulus prompt was used to inform the subjects that they were to perform either 

the dominant fine discrimination task (described above) or the target selection task, 

and then they indicated the location of the target with an unspeeded button press 

response (although the post-cue was not strictly necessary given that the subjects’ task 

was always to find the target). Subjects were not given feedback about the accuracy of 

their response on target selection trials so that this information could not be used to 

adjust subsequent responses. Although this task was conceptually similar to 

Navalpakkam and Itti’s paradigm, there were some potentially important differences: 

we used a smaller search array (4 versus 25 stimuli) and we varied the cued target 

orientation from trial-to-trial, whereas they used a single fixed target and distractor 

orientation; see Discussion for an expanded explanation of these differences. 

 

Experiments 2 and 3: Contrast detection task.  

 The same pre-cue used on the dominant fine (Experiment 2) or coarse 

(Experiment 3) discrimination trials was presented at the start of each trial, but only a 

single Gabor patch was flashed briefly in a randomly selected quadrant (for 
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Experiment 2, the exposure duration of the single Gabor was either 50ms or 70ms, set 

on a subject-by-subject basis to ensure that each participant could see the stimulus 

when rendered at full contrast; for Experiment 3, the exposure duration of the single 

Gabor ranged between 40ms and 80ms). The Gabor stimulus was immediately 

followed by four pattern masks, one presented in each quadrant (same type of 

Gaussian noise mask described above). The subjects’ task was simply to make a 

button press response indicating which of the four quadrants contained the single 

oriented stimulus. The orientation of the Gabor was selected from a set of nine 

possible rotational offsets with respect to the expected target orientation: 0°, ±5°, 

±10°, ±20°, or ±40° (in Experiment 2) or 0°, ±5°, ±10°, ±20°, or ±90° (in Experiment 

3). In Experiment 2, the sign of the rotational offset of the Gabor depended on the 

central cue, with positive values indicating a rotation in the cued direction. For 

example, if the cue indicated that the target would be rotated 5° clockwise from the 

cue-line, then by convention positive values were assigned to stimuli rotated 

clockwise and negative values were assigned to stimuli rotated counterclockwise with 

respect to the expected target orientation. In Experiment 3, positive rotational offsets 

were always rotated counterclockwise from the expected target orientation, and 

negative offsets were always clockwise; the sign of the offset was absolute since the 

expected target orientation and the cue-line were orthogonal (and hence a target 

rotated +90° from the cue was identical to a target rotated -90°).  

 The dependent measure of interest in both Experiments 2 and 3 was the 

contrast level required at each orientation offset to achieve 75% correct performance 
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at reporting the quadrant that contained the target (determined using the QUEST 

algorithm, Watson and Pelli, 1983). A separate staircase was run for each orientation 

offset (in Experiment 3, contrast levels were independently adjusted for distractors 

offset by ±90° from the target to equate the number of trials in each staircase, even 

though these two offsets in fact referred to physically identical stimuli). Critically, 

these contrast detection probe trials were intended to assess how subjects were 

applying gain to different populations of orientation selective neurons in preparation 

for the dominant task, thus producing an estimated ‘attentional gain function’ for each 

subject. Since sensitivity in a detection task depends primarily on the gain level of 

neurons tuned to the to-be-detected feature (Regan and Beverley, 1985), we used the 

estimated contrast detection thresholds as a proxy for the level of neural gain applied 

to different subsets of orientation selective neurons in early visual cortex while 

subjects prepared for the dominant task. Thus, an observation of lower contrast 

detection thresholds for a particular orientation implies that neurons tuned to that 

orientation underwent more attentional gain. Since each of the 36 possible stimulus 

orientations was cued with equal probability (see above), neurons tuned to each 

orientation received an equal amount of sensory stimulation over the course of the 

experiment. This ensured that estimates of contrast detection thresholds were 

safeguarded against biases that might have been introduced by differential sensory 

adaptation effects. Subjects received 2.5 points for correct responses, and were not 

penalized for incorrect responses (feedback was provided at the end of each trial as 

described above).  
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 The interpretation of the contrast detection thresholds from Experiments 2 and 

3 depends on the assumption that subjects were preparing for dominant fine or coarse 

discrimination trials, as opposed to preparing for the contrast detection task. To 

encourage the desired attentional set, contrast detection trials were presented 

infrequently (1/3 of the total trials) and were deemphasized in both the task 

instructions and point system, so there was little motivation for the subjects to place 

priority on this secondary task. More importantly, the orientation of the contrast 

detection probe was randomly selected from a range of possible offsets with respect to 

the cued target orientation (40° in Experiment 2, and 90 in Experiment 3). 

Therefore, subjects could not have effectively increased the gain of neurons tuned to 

the contrast detection probe because its orientation was unknown in advance.   

 

Predicting attentional gain: Optimal Gain Hypothesis 

Navalpakkam and Itti (2007) recently proposed an elegant model – which we 

term here the optimal gain hypothesis – to describe how attention should be deployed 

when performing a visual search task that requires discriminating a target from a 

uniform field of distractors (see their Appendix A for more details and for a 

description of how their model predicts attentional deployment under a wide array of 

other search conditions as well). When both target and distractor features are known in 

advance, the optimal attentional gain (gi) that should be applied to neuron i can be 
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estimated using Equation 1, where fi(t) is the response of a neuron to the target, fi(d) is 

the response of the same neuron to the distractor(s), and N is the total number of 

neurons in the population (equation adapted from Navalpakkam and Itti, 2007; see 

also Butts and Goldman, 2006; Jazayeri and Movshon, 2006; Regan and Beverley, 

1985). The first term in Equation 1 captures the ratio of the response evoked by the 

target to the response evoked by the distractor(s); the second term is a normalizing 

factor which reflects the average response ratio across all neurons, and can be 

effectively ignored for present purposes. According to Equation 1, attentional gain 

should primarily be applied to the neurons that undergo the largest positive firing rate 

change in response to targets compared to distractors. When performing a coarse 

discrimination task – say when searching for a horizontal target among vertical 

distractors – the optimal gain model predicts that gain should be applied to the neurons 

that are tuned to the target feature, an observation that has been demonstrated 

empirically by single unit recording studies (e.g., Martinez-Trujillo and Treue, 2004, 

reviewed in Maunsell and Treue, 2006).  On the other hand, in a difficult fine 

discrimination task gain should be applied to those neurons tuned to an orientation 

rotated slightly beyond the target (termed an ‘exaggerated target’ feature; Figure 3a). 

For example, when searching for a 90 target among 85 distractors, positive 

attentional gain should be applied to neurons tuned to ~95-120, assuming an average 

tuning bandwidth of ~40°-50°, which is an appropriate estimate for orientation 

selective neurons in V1 (e.g., Snowden, 1992, Ringach et al., 2002a). In contrast, no 

gain should be applied to neurons that respond nearly equally well to targets and 
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distractors, and neurons that respond more to the distractor(s) than to the target should 

be suppressed (i.e. neurons tuned to ~50-85, henceforth termed ‘exaggerated 

distractors’).  

 

Predicting attentional gain: Fisher Information 

Fisher Information is a related but alternative metric that can also be used to 

predict how attention might influence the gain of sensory neurons to facilitate visual 

search. However, instead of directly generating an estimate of attentional gain, FI 

measures how well each neuron distinguishes between the target and distractor stimuli 

(Seung and Sompolinsky, 1993, Deneve et al., 2001). Formally, FI for a neuron is 

defined as the derivative of the firing rate with respect to the relevant stimulus 

parameters (orientation, contrast, spatial frequency, etc.), weighted by the amount of 

noise in the neural response (see Itti et al., 2000, particularly Appendix A and B for a 

full mathematical treatment of FI for various target/distractor configurations and for a 

detection task). For the simple case of fine discrimination between two adjacent 

orientations, FI is given by 

   (2) 

where f’i() is the differential firing rate of the neuron to the target and distractor 

orientations, and ni() is the variance of the firing rate (which under the assumption of 

Poisson noise is equal to fi()). In this context, information conveyed by a single 

neuron is high along regions of the tuning function that undergo the largest firing rate 
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modulation in response to target and distractor orientations. Note that the FI metric 

defines the ‘informativeness’ of a neuron simply as the differential firing rate evoked 

by targets and distractors, without regard for the sign of the difference.  FI falls to zero 

at regions of the tuning function in which similar stimuli evoke approximately the 

same response and the slope of the tuning function goes to zero.  

Using Equation 2, FI can be computed for each neuron in a population with 

respect to discriminating a 90° target from 85° distractors (Figure 3b). The most 

informative neurons are those tuned slightly away from the to-be-discriminated 

stimulus features (i.e. those neurons whose tuning functions have high slopes around 

the target and distractor orientations). Given this prediction of how much information 

each neuron contributes to discriminating the target from distractors, we can infer how 

attentional gain should be most effectively applied; contrary to the optimal gain 

hypothesis, the FI metric suggests that attentional gain should be applied to neurons 

tuned to orientations on either side of the target and distractor features, since these 

populations of neurons are equally informative.  

While the discussion above focuses on fine discrimination, FI can also be used 

to compute a single neuron’s effectiveness in discriminating between any two arbitrary 

stimulus values (see Itti et al., 2000). For example, when faced with a detection task 

(stimulus present/absent), the most informative neurons are those tuned to the target 

because they undergo the largest change in firing rate. When performing a coarse 

discrimination (as in Experiment 3), the FI metric also predicts gain profiles which 

diverge from the optimal gain model. FI holds that attentional gain should be applied 
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to sensory neurons that prefer the target and/or to those that prefer the distractor 

because both of these neuronal populations will undergo a similarly large change in 

firing rates when stimulated by either stimulus (however, the changes in firing rate 

will have opposite signs).  

 

Summary of model predictions 

In the context of difficult fine discriminations, which is the main focus of the 

present paper, the optimal gain hypothesis predicts that attentional gain should be 

applied to neurons that respond more to targets compared to distractors (i.e. neurons 

tuned to an exaggerated target feature). In contrast, the FI metric suggests that 

attentional gain should be applied to neurons that undergo a large differential response 

to the target and distractor, irrespective of the sign of the difference. In the context of a 

coarse discrimination (Experiment 3), both models predict high gain for neurons tuned 

to the target, with FI additionally predicting gain deployed to neurons tuned to the 

distractors.  

It is important to note that the exact shape of the gain functions shown in 

Figures 3a,b depend on the assumed bandwidth of orientation selective neurons, and 

while we have assumed a single average bandwidth across subjects and orientations, 

these could in reality differ. However, changes in bandwidth should only affect the 

dispersion of the gain functions that are actually measured during the experiments, and 

are not likely to account for any systematic biases that are observed in the attentional 

gain profiles. For example, a subject with high-bandwidth tuning functions might 
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boost the gain of neurons tuned >20° from the target during a fine discrimination 

because those neurons have the maximal derivative at the target/distractor orientations, 

whereas a subject with low bandwidth tuning functions might boost the gain of 

neurons tuned only 10° from the target during a fine discrimination. That said, we can 

think of one highly implausible case where the bandwidth might influence the pattern 

of attentional gain during the fine discrimination task (Experiment 2). If the sensory 

neurons that support orientation perception have such narrow bandwidths that a 5° 

offset is effectively a coarse discrimination, then enhancing the gain of neurons tuned 

to the target orientation would be optimal even during a fine discrimination. However, 

this would require tuning bandwidths of much less than 5°, which is far smaller than 

the estimated neuronal bandwidth size of approximately 40°-50° in either monkey V1 

or human V1. Furthermore, accuracy in the fine discrimination task was low for all 

subjects, even at long exposure durations (see Figure 4), indicating that the task was 

not easy for any of our subjects, and arguing against the notion that a 5° offset was 

treated as a coarse discrimination. 

 

Correlating changes in attentional gain with visual search performance  

Correlation analyses were used to examine how the relative gain that subjects 

applied to different orientation-selective neurons – as estimated using contrast 

detection thresholds – affected their performance on the fine-discrimination search 

task in Experiment 2. The goal of these analyses was to determine if the attentional 

gain profiles predicted overall fine discrimination performance and the amount of 



38 

 

 

 

improvement on the fine discrimination task that occurred across repeated testing 

sessions. First, two indices were computed: (1) a difference score between the contrast 

detection threshold at the target orientation and the mean thresholds for the ‘distractor’ 

and ‘exaggerated distractor’ orientations (-5°, -10°, -20°, -40°), and (2) a difference 

score between the contrast detection threshold at the target orientation and the mean 

thresholds for the ‘exaggerated target’ orientations (+5°, +10°, +20°, +40°). Since both 

indices share a common data point (contrast detection threshold at the target 

orientation), they are not completely independent; therefore, no direct comparisons 

between the indices were performed. According to the optimal gain model, those 

subjects who most successfully enhanced the gain of neurons tuned to exaggerated 

target orientations should fare best on the fine discrimination visual search task. 

However, the FI metric predicts that gain applied to neurons flanking the target in 

either direction should be equally predictive of visual search performance. Note that 

all correlation coefficients reported in the main text, and their associated p-values, 

were computed using ordinary least squares linear regression; however, p-values based 

on robust regression are also reported to evaluate the possibility that the effects were 

unduly influenced by outliers.  

 

Results  

Experiment 1: Inferring attentional gain using a target selection task 

 The optimal gain and FI metrics depicted in Figure 3 predict different ways in 

which attentional gain might be deployed to support difficult fine discriminations. To 
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evaluate how individuals actually deploy attentional gain when faced with a fine 

discrimination, and specifically to determine if attentional gain can be more flexibly 

deployed rather than simply applied to neurons tuned to the target, we first used a 

modified version of a task developed by Navalpakkam and Itti (2007, see Figure 2). 

Recall that the optimal gain hypothesis (Figure 3a) predicts that subjects will enhance 

the gain of neurons tuned to exaggerated target orientations, while the FI metric 

(Figure 3b) predicts that subjects will modulate the gain of neurons tuned just away 

from the target in either direction. 

On 2/3 of the trials (termed fine discrimination trials), subjects had to identify 

the spatial position of the target stimulus with an unspeeded button-press response. 

Accuracy improved as the exposure duration of the search array increased (one-way 

repeated measures ANOVA, F(3,39)=8.235, p<0.001, dotted line in Figure 4a). 

However, performance was well below ceiling for all exposure durations, indicating 

that even though the target was unique from the uniform field of distractors, the 

orientation offset was small enough so that the target did not ‘pop-out’ from the 

distractors. 

 The remaining 1/3 of the trials consisted of a secondary target selection task 

which was used to infer how subjects were deploying attentional gain in preparation 

for the expected fine discrimination task (see Figure 2 and Methods). Navalpakkam 

and Itti (2007) reasoned that they could estimate how attentional gain was being 

applied to different populations of neurons based on the frequency with which each 

presented orientation was selected in place of the actual target. For example, if 
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subjects were boosting the gain of neurons tuned to an exaggerated target feature in 

accord with the optimal gain hypothesis, then Navalpakkam and Itti (2007) reasoned 

that distractors oriented +5° or more beyond the target should be selected with higher 

frequency than the actual target orientation.  

 Figure 4b shows the percentage of times a particular orientation was reported 

as the target (out of the total number of times that each orientation was presented, 

because only three of the possible non-target orientations were displayed on a given 

trial). Of all available orientations, subjects most often selected the Gabor patch 

rotated +10° from the target; the Gabor rotated -20° from the target was selected the 

least. A one-way repeated measures ANOVA revealed a significant bias in the 

distribution of responses (F(8,104) = 25.75, p < .001). These data are consistent with 

Navalpakkam and Itti’s (2007) behavioral results that were interpreted to indicate a 

bias in the distribution of attentional gain towards the exaggerated target feature. 

However, because subjects were searching for a target embedded in distractors that 

shared a common orientation on 2/3 of the trials, subjects may have developed an 

internal representation of the target as being more different from the distractors than it 

actually was (due to a so-called ‘repulsion effect’, see Gibson and Radner, 1937, 

Coltheart, 1971, Pouget and Bavelier, 2007). Therefore, instead of indexing changes in 

attentional gain, subjects may have disproportionately reported an exaggerated feature 

in place of the target because their internal representation of the target orientation was 

skewed by contextual factors. Pouget and Bavelier (2007) raised the possibility that 
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this repulsion effect might actually be related to a biased distribution of attentional 

gain. 

 

Experiment 2: Inferring attentional gain using a contrast detection probe 

Here, we designed an alternate approach to estimating attentional gain functions 

that did not rely on assumptions about the relationship between repulsion effects and 

attention. As in Experiment 1, a fine discrimination task was performed on 2/3 of all 

trials. However, on the remaining 1/3 of the trials, the amount of attentional gain 

applied to neurons tuned to various orientations (0, ±5, ±10, ±20, or ±40 from the 

target) was estimated using a contrast detection task (see Figure 2 and Methods). Since 

detection sensitivity depends primarily on the gain level of neurons tuned to the to-be-

detected feature (Regan and Beverley, 1985, Itti et al., 2000), we reasoned that 

subjects should be most sensitive to detect stimuli rendered in orientations 

corresponding to the neuronal populations receiving attentional gain in preparation for 

the expected fine discrimination task (and this increase in sensitivity should manifest 

as lower contrast detection thresholds). Because the reported attribute of the display – 

the location of the single Gabor – was orthogonal to stimulus orientation, the presence 

of any repulsion effects induced by the dominant fine discrimination task should not 

have biased responses about spatial position during the contrast detection trials 

(although the precise manner in which attentional gain was applied to orientation 

selective neurons may depend to some extent on the subject’s internal representation 

of the target orientation). 
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As in Experiment 1 described above, average accuracy on the main fine 

discrimination task improved as the exposure duration of the search array increased 

(one-way repeated measures ANOVA, F(3,81)=90, p<0.001, solid line in Figure 4a), 

and performance was well below ceiling for all exposure durations.  

Figure 4c shows the normalized thresholds estimated for each orientation offset on 

the relatively rare contrast detection trials. Normalization was carried out by 

subtracting the mean contrast level across all orientation offsets for each subject. This 

was done to remove between-subject variability since orientation offset was a within-

subject manipulation (thus the normalization had no impact on the shape of the gain 

function or the repeated measures statistics, and see Supplemental Figure 1 for the 

non-normalized data). Keep in mind that increases in attentional gain applied to 

neurons tuned to a particular orientation should give rise to lower contrast detection 

thresholds associated with that orientation. 

As shown in Figure 4c, contrast detection thresholds were high near the target 

orientation (0,+5) and low for more exaggerated target orientations (+10, +20), in 

rough accord with the optimal gain hypothesis depicted in Figure 3a (one-way 

repeated measures ANOVA, F(8,216)=2.2, p<0.05). However, contrast detection 

thresholds were similarly low for the distractor and exaggerated distractor orientations 

(-5, -10 from the target orientation). The shape of the gain function averaged across 

all days is slightly asymmetric about 0°, as contrast detection thresholds were lowest 

at -5° on the one side, and at +10° to +20° on the other, however, by day 5 this 

asymmetry disappeared (see Figure 6 and surrounding text). The observed pattern of 
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results directly conflicts with the predictions of the optimal gain model because 

neurons tuned to the distractor and exaggerated distractor orientations respond 

relatively less to the target, and therefore attentional suppression should be evident via 

higher contrast detection thresholds at these orientations (Figure 3a). The complete 

contrast detection threshold function is instead more consistent with predictions based 

on the FI metric (Figure 3b). One caveat is that contrast detection thresholds were 

slightly lower at the distractor orientation than at the exaggerated distractor 

orientation, even though neurons tuned to the exaggerated distractor orientation are 

probably more informative given the average bandwidth of neurons in V1 (~45°, see 

Figure 3b). 

 

Perceptual consequences of differences in attentional gain  

We next used a correlation analysis to evaluate the relationship between how 

individual subjects applied attentional gain to different orientations and their success 

on the main fine discrimination task (see Methods). The optimal gain model (Figure 

3a) predicts that subjects who most strongly enhanced the gain of neurons tuned to 

‘exaggerated targets’ should be better at the fine discrimination task. Conversely, the 

FI metric predicts that visual search performance should be related to the relative gain 

applied to neurons tuned to either side of the stimuli. We tested these predictions by 

computing difference scores between contrast detection thresholds at the target 

orientation and the mean detection thresholds for stimuli rotated in the direction of 

either the distractor or beyond (-5°, -10°, -20°, -40°, forming the Target – Distractor, 
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or TD, index), or beyond the target (+5°, +10°, +20°, +40°, forming the Target – 

Exaggerated Target, or TET, index). Although there was no significant predictive 

relationship between either of these gain indices and visual search performance across 

the first four testing sessions (all p’s>0.15, mean p=0.42), a robust predictive 

relationship with both indices emerged on the last day of testing (Figures 5a,b, 

r(26)=0.45, p<0.025, probust<0.05; r(26)=0.43, p<0.025, probust<0.05, respectively). 

Recall that high contrast detection thresholds should be associated with less neural 

gain, hence the positive slope of the regression line. These correlations suggest that 

subjects who more effectively enhanced the gain of neurons tuned to orientations on 

either side of the target stimulus performed better on the fine discrimination task 

compared to those who applied gain to neurons tuned to the target orientation. To 

further investigate whether the best performing subjects were simultaneously applying 

attentional gain to both exaggerated targets and distractors, we next compared the gain 

functions from the best performing half of subjects (n=14, Figure 6a) and the worst 

performing subjects (n=14, Figure 6b) based on their overall fine discrimination 

accuracy on the last testing session. The functions depicted in Figure 6 are 

qualitatively different: the best performing subjects had a higher average threshold at 

the target orientation and relatively low thresholds everywhere else, whereas the 

subjects who were not as successful on the visual search task had a low threshold at 

the target orientation and relatively high thresholds elsewhere (between subjects t-test 

revealed a significant difference in the thresholds at the target orientation, t(26)=2.37, 

p<0.025). Collectively, these data demonstrate that by the end of testing, the most 
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successful subjects were those who tended to enhance the gain of neurons tuned just 

away from the target orientation in either direction; this pattern is most consistent with 

predictions based on the FI metric. 

We next examined the predictive relationship between contrast detection 

thresholds during the last testing session and the amount of improvement that occurred 

on the visual search task over all five testing sessions (where learning is defined as 

accuracy on day 1 subtracted from accuracy on day 5, collapsed across search array 

exposure durations). Both the TD and TET indices predicted the amount of learning 

that occurred across testing sessions (Figures 7a,b, r(26)=0.39, p<0.05, probust<0.05, 

and r(26)=0.41, p<0.05, probust<0.05, respectively). To more directly convey the nature 

of the learning effects, we again divided the best performing subjects and the worst 

performing subjects based on visual search data from day 5 (n=14/group as described 

above); Figure 7c depicts search accuracy during every testing session for each group. 

Because group membership was determined based on data from day 5, we avoided a 

non-independence error by running a two-way mixed factor ANOVA using only data 

from days 1-4 to examine how performance between the two groups differed across 

testing sessions (between-subject factor: accuracy group [two levels, good/poor], 

within-subject factor: testing session [four levels, days 1-4]). Performance generally 

improved with practice (main effect of testing day, F(3,78)=25.1, p<.001) and the best 

performing subjects on day 5 were also better on all other days, including  day 1 (main 

effect of group, F(1,26)=22.4, p<.001, t-test comparing accuracy on just day 1, 

t(26)=2.4, p<0.025). Most interestingly, however, was the observation that even 
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though the subjects who performed best on day 5 started the experiment with higher 

accuracy on day 1, they showed more improvement over testing sessions (interaction 

between testing day and group, F(3,78)=10.2, p<.001). Interpreted in the context of 

the contrast detection threshold functions shown in Figure 6, this interaction suggests 

that those subjects who came to apply attentional gain to orientations flanking the 

target were also the subjects who improved the most on the task with practice. 

 

Experiment 3: Coarse discrimination 

To determine if the gain patterns reported above were specifically related to 

fine discriminations or if they were idiosyncratically related to some other aspect of 

our experimental design, a new group of subjects performed a conceptually similar 

task involving a coarse discrimination (i.e. find a target rotated 90° from the 

distractors, see Figure 2 and Methods). In this situation, subjects should apply 

attentional gain to neurons tuned to the target orientation (based on the optimal gain 

account, see Martinez-Trujillo and Treue, 2004, Navalpakkam and Itti, 2007) or to 

both the target and the distractor orientations (based on the FI account).  

Average accuracy in the coarse discrimination task was 55%, indicating that 

the task was not trivial and that difficulty was approximately equated with the fine 

discrimination task used in Experiment 2. The normalized attentional gain function 

averaged across all subjects is displayed in Figure 8; the target orientation is indicated 

by 0° and the distractor orientation is indicated by ±90°. A one-way repeated measures 

ANOVA revealed that sensory gain was differentially modulated across stimulus 
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orientations (F(8, 120)=3.73, p<0.001), and contrast detection thresholds were 

relatively low around 0° and highest at ±90° (comparison of target threshold with 

distractor thresholds, t(15) = 2.77, p = .014, averaged across +90° and -90°, which 

were collapsed for simplicity because they were not significantly different, t(15)=-

0.71, p=0.46, and because they were physically identical stimuli, see Methods). 

Interestingly, contrast detection thresholds were also low across a range surrounding 

the target orientation (e.g. -5° and +5°). We speculate that low thresholds in the 

neighborhood of the target were driven by two factors. First, any imprecision in a 

subject’s ability to infer the exact orientation of a target rotated 90° from the cue 

would result in enhanced gain for all neurons tuned to the general vicinity of the 

target. Second, monkey physiology research suggests that a broader pooling of 

neurons may be beneficial when making coarse discriminations, whereas pooling 

across only the most sensitive neurons may be most beneficial when making a fine 

discrimination (Purushothaman and Bradley, 2005). Nevertheless, the observed gain 

function is strikingly different from that observed in Experiment 2 (compare Figure 8 

with Figure 4c). Furthermore, the observation of enhanced gain only around the target 

orientation (and not the distractor orientation) is most consistent with optimal gain 

theory (as opposed to FI), as well as with existing single-unit recording data 

(Martinez-Trujillo and Treue, 2004).  

 

Discussion 
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Here, we used a psychophysical procedure to show that, on average, contrast 

detection thresholds were lower for flanking orientations around the target when 

subjects were faced with a very difficult fine discrimination (Figure 4c). Based on the 

hypothesized relationship between contrast detection thresholds and neural gain, we 

propose that neurons tuned to these orientations underwent a larger attentional 

modulation. Thus, attention maximizes the differential response associated with 

targets and distractors during a difficult perceptual discrimination, regardless of the 

sign of this difference (a notion formally captured by the FI metric, see Equation 2 and 

Seung and Sompolinsky, 1993, Deneve et al., 2001). More generally, this 

demonstration of off-channel attentional gain reveals that attention does not simply 

operate to enhance the activity of neurons tuned to the target, but instead maximizes 

the amount of information available for performing a specific perceptual task. This 

distinction is important because it is inconsistent with the common intuition that 

attention primarily increases the perceptual quality of the target (see e.g. Carrasco et 

al., 2004, Liu et al., 2009). Instead, attention can bias neural activity away from a 

veridical representation of the target and towards a more abstract pattern that is 

specifically tailored to maximize perceptual acuity.  

Within the larger group of 28 subjects in Experiment 2, we observed individual 

differences in attentional gain that predicted accuracy on the fine discrimination task 

(Figures 5, 6) and the amount of improvement that occurred across repeated testing 

sessions (Figure 7). This latter observation is consistent with reports from single unit 

physiology suggesting that perceptual learning enhances the firing rates of the most 
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informative sensory neurons, or those that undergo the largest firing rate change in 

response to targets and non-targets (e.g. Schoups et al., 2001, Yang and Maunsell, 

2004, Raiguel et al., 2006). However, the type of learning we report here is 

conceptually different from most previous investigations of perceptual learning 

because the target and distractor orientations were not fixed across the entire 

experiment. Instead, the orientations were fixed with respect to the cue, so subjects 

were learning to more efficiently deploy attentional gain based on the advance 

information provided by the cue as opposed to learning to discriminate a specific 

visual feature per se. 

We speculate that deploying attentional gain to neurons tuned to both sides of 

the target may be advantageous because the location of the stimulus could then be 

inferred based on the output of two decision rules (a ‘max’ and a ‘min’ rule, see e.g. 

Zhaoping and May, 2007). For example, consider the response of four distinct 

populations of neurons that all prefer an exaggerated target feature but that only 

receive input from one stimulus in the display (that is, the spatial receptive field of 

each population is restricted to a single quadrant). The response of these neurons will 

be relatively weak when stimulated by a distractor and stronger when stimulated by a 

target. Target discrimination might then be based on the location associated with the 

neural population that produces the largest response (application of a max rule). 

Conversely, target discrimination might be based on neurons that respond more to the 

distractors than to the target (i.e. neurons tuned to an exaggerated distractor) and 

therefore the target could be found by applying a min rule. Moreover, if attentional 
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gain is simultaneously applied to neurons tuned to both exaggerated target and 

exaggerated distractor orientations, then the response might be based on the outcome 

of both of these decision rules, thereby improving the probability of success. However, 

caution is warranted as this explanation is completely post-hoc; further investigation is 

required to precisely specify how simultaneously enhancing the gain of neurons tuned 

to orientations flanking the target leads to a more efficient “read-out” of activity in 

early visual areas during perceptual decision making.  

In Experiment 3, we confirmed that the pattern of results shown in Figure 4c 

was unique to fine discriminations; when subjects were engaged in a coarse 

discrimination task, contrast detection thresholds were lowest around the target 

orientation and highest at the distractor orientation (Figure 8). While both the optimal 

gain model and the FI metric predict a low threshold for the target orientation, the FI 

metric incorrectly predicts low thresholds for the distractor orientation as well, since 

neurons tuned to the distractor should be equally discriminating (albeit by responding 

more to a distractor than to a target). The reason why the FI metric correctly predicted 

gain patterns for fine discriminations but not coarse discriminations is not entirely 

clear. However, when the target and distractors are orthogonal to each other (as in a 

coarse discrimination), the signal to noise ratio (SNR) is quite high for neurons tuned 

to the target orientation, and is probably not the limiting factor in search performance. 

Therefore, taking into account contributions from neurons tuned to the distractor 

orientation may be unnecessary in most situations. In contrast, in a fine discrimination 

task the overall SNR is relatively low and thus it may typically be advantageous to 
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apply gain to all neurons that undergo a large differential firing rate, irrespective of the 

sign of the difference, in order to maximize the probability of discriminating the 

target. 

Navalpakkam and Itti (2007) also carried out behavioral experiments to 

examine how attentional gain is applied during a difficult visual search task (e.g. 

discriminate a 55° target from 60° distractors). While we replicated their observation 

of a selective response bias towards exaggerated target features in Experiment 1, the 

results from Experiment 2 are more consistent with the FI metric. Given the disparate 

conclusions, it is important to consider how the experimental designs varied. First, we 

designed Experiment 2 specifically to avoid any undue influence of response bias 

induced by a repulsion effect (see section of Results related to Experiment 1). Second, 

we used a trial-by-trial cueing design, as opposed to a block design, to equate sensory 

stimulation at every possible orientation in order to rule out differential sensory 

adaptation as a confounding factor when estimating contrast detection thresholds in 

Experiments 2 and 3 (see Methods). This trial-by-trial fluctuation in the cued 

orientation, combined with the use of color to indicate the rotational offset of the 

target, raises the possibility that subjects did not adopt a robust attentional set for the 

relevant target feature. However, we used an identical cueing procedure in Experiment 

1 and the systematic and robust target selection bias we observed confirms that 

subjects were capable of updating the cued orientation on a trial-by-trial basis. Third, 

the orientation of our attention cue indicated the distractor feature as opposed to the 

target, which may have encouraged a strategy of boosting the gain of neurons tuned to 
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the distractor and to exaggerated distractors. However, the response bias towards 

exaggerated targets observed in Experiment 1 demonstrates that subjects were able to 

use the cue to correctly infer the rotational offset of the target from the distractors 

(Figure 4b).  Likewise, the distractor orientation was cued in Experiment 3 yet the data 

revealed lower contrast detection thresholds around the target orientation, despite the 

fact that the target was rotated 90° with respect to the distractors. The overall pattern 

of results across all three experiments therefore demonstrates that subjects were 

capable of using the orientation and color of the cue to accurately infer the relevant 

target feature on a trial-by-trial basis.  

While the present report focuses on understanding how attentional gain 

operates in the context of a difficult orientation discrimination task, we expect that 

similar principles will apply to other types of perceptual judgments as well. This is 

particularly true given that the orientation discrimination task used here likely relies to 

a large degree on gain modulations in primary visual cortex (V1), where attention 

effects are thought to be relatively small compared to extrastriate visual areas such as 

V4 or the middle temporal area (MT, Kastner et al., 1998, Saenz et al., 2002). Thus, in 

other situations – say when discriminating between two similar directions of motion – 

we predict that the influence of attention on the most informative sensory neurons 

should be even larger. In addition, an intriguing possibility is that the shape of 

attentional gain functions might be qualitatively distinct at different points along the 

visual hierarchy within the context of the same perceptual task. In the present 

experiment, for example, we purposefully used stimuli that were defined by a single 
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critical attribute (orientation) so that we could assess attentional gain functions using 

relatively straightforward psychophysical procedures. However, consider a 

conceptually similar task that required discriminating between two stimuli that were 

more complex (e.g. two letters such as ‘R’ and ‘A’). In this case, off-channel gain in 

V1 might help to distinguish the orientation of each component line, whereas neurons 

in higher-order visual areas that are sensitive to constellations of features might 

benefit from gain applied to neurons that are maximally responsive to each letter. This 

type of mixed strategy might be especially advantageous when dealing with complex 

natural images that engender simultaneous analysis at many levels of detail. We 

therefore predict that recording neural activity at multiple levels of the visual 

hierarchy will reveal that attention optimizes cortical representations of relevant 

stimuli in a far more complex manner than has been appreciated to date. 

The present observation of off-channel gain also complements recent data that 

highlights the flexible and adaptive nature of attentional modulations. For example, 

David et al. (2008) recently demonstrated that the orientation and spatial frequency 

tuning preferences of neurons in V4 shift towards behaviorally relevant features 

contained in natural scenes; analogous shifts have also been observed in auditory 

cortex (David et al., 2008, Mesgarani et al., 2008). Spatial receptive fields in V4 and 

MT also shift towards attended stimuli, leading to an increase in the overall number of 

neurons that encode sensory information (Connor et al., 1997, Tolias et al., 2001, 

Womelsdorf et al., 2008). While these previous reports did not explicitly determine if 

attention-mediated changes in tuning characteristics are optimized in an information-
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theoretic sense, some interesting predictions follow from the present results. For 

example, future experiments might require discriminating between two natural images 

that differed by varying degrees in terms of orientation and spatial frequency 

composition. Using single-unit recording and the spectral receptive field estimation 

techniques employed by David et al. (2008, see also: Theunissen et al., 2001; Wu et 

al., 2006), experimenters could determine if orientation and spatial frequency tuning 

functions were shifted in a manner that maximized the amount of information 

available for performing the specified perceptual task. Although many such questions 

remain to be addressed, the emerging view is that attention does not simply amplify 

the response of sensory neurons that are tuned to the target of search. Instead, attention 

optimizes the gain of sensory neurons in a highly flexible and adaptive manner to 

facilitate whatever perceptual task is currently relevant to the observer. 

 

Chapter 1, in full, is a reprint of the material as it appears in Adaptive 

Allocation of Attentional Gain in Journal of Neuroscience,29(38), 11933-11942. 

Scolari, M. & Serences, J. T. (2009). The dissertation author was the primary 

investigator and author of this paper. 
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Figure 1.1. Understanding how attentional gain should be applied to sensory 

neurons in the context of orientation detection and discrimination tasks. Although 

various features such as shape and color are discussed in the main text, we focus here 

on orientation for simplicity and because it is used in the subsequent psychophysical 

studies. (a) Modulating the gain of the most responsive neurons is optimal during 

target detection (or coarse discrimination) because they respond maximally to the 

relevant feature and minimally to the irrelevant feature(s), thus resulting in a high ratio 

of spiking evoked by the targets compared to distractors (a high signal-to-noise ratio, 

or SNR). (b) When performing a difficult fine discrimination, a neuron tuned to the 

target feature (solid black line) does not discriminate targets and distractors very well 

(SNR-1). However, a neuron tuned to an ‘exaggerated target feature’ (dashed line) 

undergoes a large change in firing rate because its tuning function has a steeper slope 

at the to-be-discriminated orientation (that is: SNR-2 > SNR-1). Vertical dashed lines 

indicate the target (90) and the distractor(s) (85). Panel b adapted with permission 

from Figure 4 of Navalpakkam and Itti (2007). 
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Figure 1.2. Schematic of the experimental paradigms (see text for details). The black 

circle surrounding some of the Gabors indicates that they are the target of search, and 

was not presented in the actual study. 
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Figure 1.3. Predicting attentional gain using the optimal gain hypothesis and 

Fisher Information. (a) Hypothetical attentional gain function for each neuron in a 

population based on the optimal gain model proposed by Navalpakkam and Itti (2007) 

when discriminating a 90 target from an 85 distractor. The model predicts that the 

highest degree of gain should be applied to neurons tuned to exaggerated target 

features because these neurons undergo the largest positive firing rate change in 

response to targets compared to distractors (see Equation 1 in main text and Figure 

1b). (b) Fisher Information (FI) for each neuron in a population for discriminating a 

90 target from an 85 distractor. Information is high on both sides of the target 

orientation because these neurons undergo a large differential response to targets and 

distractors (irrespective of the sign of the difference). Note that the exact shape of the 

optimal gain function in panel A and the FI function in panel B depends on the 

bandwidth of the underlying sensory neurons (which was 45° in these simulations, in 

line with estimates of both primate and human bandwidths in V1).  
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Figure 1.4. Psychophysical data revealing how subjects deploy attentional gain in 

Experiments 1 and 2 (a) Accuracy on the main fine discrimination task as a function 

of search array exposure duration (Experiment 1: dotted line, Experiment 2: solid 

line). (b) Proportion of trials that stimuli rendered in each possible orientation were 

selected in place of the target (Experiment 1). Positive values along the x-axis refer to 

rotation in the direction indicated by the color of the cue, and negative values refer to 

rotation in the direction opposite of that indicated by the cue. For example, if a red cue 

indicated that targets were rotated clockwise with respect to distractors, then by 

convention all distractors rotated clockwise from the target would be denoted with a 

positive value and all distractors rotated counterclockwise would be denoted with a 

negative value. Thus, positive rotational offsets denote ‘exaggerated targets’ and 

negative offsets denote the distractor orientation (-5° from the target) and ‘exaggerated 

distractors’. (c) Normalized contrast detection thresholds for the entire group of 28 

subjects in Experiment 2. The x-axis labels refer to orientation offset of the to-be-

detected Gabor from the target orientation, following the same sign convention used in 

panel B. All error bars are ±1 S.E.M. 
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Figure 1.5. Correlation between attentional gain and fine-discrimination 

accuracy in Experiment 2. Correlation on the last day of behavioral testing between 

(a) the TD (Target – Distractor) index and fine-discrimination accuracy and (b) 

between the TET (Target – Exaggerated Target) index and fine-discrimination 

accuracy.  
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Figure 1.6. Attentional gain functions for subjects with the highest (a) and lowest 

(b) fine-discrimination accuracy on the last day of behavioral testing. The most 

successful subjects had relatively low thresholds for orientations flanking the target on 

both sides (shown in panel a), whereas the less successful subjects had the lowest 

threshold at the target orientation (shown in panel b). All error bars are ±1 S.E.M. 
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Figure 1.7. Correlation between attentional gain and learning in Experiment 2. 

(a) Correlation between TD index and (b) the TET index and the amount of 

improvement across testing sessions (accuracy on day 1 subtracted from accuracy on 

day 5). (c) Accuracy across testing sessions for the upper and lower half of subjects, 

sorted based on fine-discrimination accuracy on day 5. Not only did the subjects who 

had the highest accuracy on day 5 also have higher accuracy across all testing 

sessions, they also showed more improvement with practice. Note that although the 

rightmost data points in panel (c) are pre-determined to be different due to the nature 

of the grouping, all relevant statistics reported in the text were computed only on data 

from days 1-4 to avoid a non-independence error (hence the break in the line 

connecting data points on day 4 and day 5). All error bars are ±1 S.E.M. 
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Figure 1.8. Normalized contrast detection thresholds for all 16 subjects when engaged 

in a coarse discrimination task (Experiment 3). All error bars are ±1 S.E.M. 
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Supplemental Figure 1.1. Contrast detection threshold data without 

normalization. Same data as in Figure 4c, but without subtracting the mean contrast 

detection threshold value from the data of each subject. Note that the shape of the 

function is identical, but that the non-normalized data has much larger error bars 

because of between subject variability in overall contrast detection thresholds. 

However, since we are only concerned with the shape of the function, and all relevant 

comparisons are within-subject, then we present the normalized data in the main text 

to remove this between-subjects source of variance. All error bars are ±1 S.E.M. 
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CHAPTER 2. Basing Perceptual Decisions on the Most Informative Sensory 

Neurons.  

 

Scolari, M. & Serences, J. T. (2010). Journal of Neurophysiology, 104, 2266-2273 

 

Abstract 

 Single unit recording studies show that perceptual decisions are often based on 

the output of sensory neurons that are maximally responsive (or ‘tuned’) to relevant 

stimulus features. However, when performing a difficult discrimination between two 

highly similar stimuli, perceptual decisions should instead be based on the activity of 

neurons tuned away from the relevant feature (off-channel neurons), as these neurons 

undergo a larger firing rate change and are thus more informative. To test this 

hypothesis, we measured feature-selective responses in human primary visual cortex 

(V1) using fMRI and show that the degree of off-channel activation predicts 

performance on a difficult visual discrimination task. Moreover, this predictive 

relationship between off-channel activation and perceptual acuity is not simply the 

result of extensive practice with a specific stimulus feature (as in studies of perceptual 

learning). Instead, relying on the output of the most informative sensory neurons may 

represent a general, and optimal, strategy for efficiently computing perceptual 

decisions.  
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Basing Perceptual Decisions on the Most Informative Sensory Neurons 

 Early sensory areas such as primary visual cortex (V1) play a critical role in 

encoding information about the low-level features of behaviorally relevant stimuli in 

the environment (e.g., information about object edges, colors, motion, etc.). This low-

level featural information must then be interpreted – or decoded – by downstream 

brain regions involved in decision making and action planning (Gold and Shadlen, 

2007). In a typical perceptual decision-making experiment, observers view a noisy 

stimulus (usually a field of moving dots) and indicate a stimulus attribute (e.g., 

whether a subset of dots is moving to the left or right) by making a saccade to a 

prespecified location (Newsome and Pare, 1988, Newsome et al., 1989, Gold and 

Shadlen, 2000, Roitman and Shadlen, 2002). The amount of evidence that supports 

each decision outcome is proportional to the firing rates of feature-selective neurons in 

early visual cortex that are tuned to each stimulus alternative (Newsome et al., 1989, 

Salzman et al., 1992, Britten et al., 1996, Shadlen et al., 1996, Gold and Shadlen, 

2001, Shadlen and Newsome, 2001, Ditterich et al., 2003, Mazurek et al., 2003, Gold 

and Shadlen, 2007). This sensory information is then accumulated by occulomotor 

neurons in higher-order areas such as the lateral intraparietal area (LIP), dorsal-lateral 

prefrontal cortex (DLPFC), frontal eye field (FEF), and the superior colliculus (SC) 

until a decision is reached and an eye movement is executed (Hanes and Schall, 1996, 

Leon and Shadlen, 1999, Gold and Shadlen, 2001, Schall, 2001, Shadlen and 

Newsome, 2001, Roitman and Shadlen, 2002, Gold and Shadlen, 2003, Horwitz et al., 

2004, Gold and Shadlen, 2007). Recent evidence also suggests that similar 
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accumulation processes occur when other response modalities are used to indicate the 

outcome of the perceptual decision (e.g., manual movements: Romo and Salinas, 

2003, Heekeren et al., 2004, Heekeren et al., 2006, Ho et al., 2009).  

 Here, we focus on understanding the optimality with which sensory evidence is 

represented in early visual cortex during the decision making process. Sensory 

neurons are typically corrupted by Poisson noise (or near-Poisson noise, Shadlen and 

Newsome, 1994, Mitchell et al., 2007), so increasing the gain of a cell should 

generally increase the signal-to-noise ratio (SNR) and thus the capacity to accurately 

represent information about relevant sensory features. Accordingly, increasing the 

physical salience of a stimulus leads to higher spiking rates in sensory neurons and to 

a corresponding increase in both the speed and accuracy of perceptual decisions 

(Newsome et al., 1989, Roitman and Shadlen, 2002). In addition, using 

microstimulation to directly increase the gain of sensory neurons biases decisions in 

favor of the feature that drives a maximal response in the stimulated neurons (Salzman 

et al., 1992, Ditterich et al., 2003). In combination with computational studies (Gold 

and Shadlen, 2002, Mazurek et al., 2003, Beck et al., 2008), these data collectively 

suggest that the rate of evidence accumulation is directly tied to the relative spiking 

rates of sensory neurons tuned to each possible stimulus alternative.  

 While existing studies are consistent with the notion that perceptual decisions 

are based on the gain of neurons tuned to the relevant sensory feature, these empirical 

studies typically required discriminations between highly dissimilar stimuli such as 

opposite directions of motion. When performing such coarse discriminations, basing 
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decisions on the maximally responsive neurons is indeed optimal because these 

neurons best signal which of the two stimuli are present (Figure 1a). However, in other 

instances this on-channel strategy is sub-optimal, particularly when an observer is 

faced with a challenging discrimination that requires distinguishing small differences 

between two visual stimuli (e.g., a radiologist discriminating between cancerous and 

normal tissue in a noisy x-ray). In such situations, decisions should counterintuitively 

be guided by neurons tuned away from the critical stimulus feature, because these off-

channel neurons undergo a larger firing rate change in response to the different 

stimulus alternatives (Figure 1b; Regan and Beverley, 1985, Hol and Treue, 2001, 

Schoups et al., 2001, Purushothaman and Bradley, 2005, Jazayeri and Movshon, 2006, 

2007a, b, Navalpakkam and Itti, 2007, Beck et al., 2008, Law and Gold, 2009, Scolari 

and Serences, 2009). In particular, neurons for which the relevant stimulus alternatives 

fall near the steepest part of the tuning function – or the point where the derivative of 

the tuning function is highest – undergo the largest change in firing rate and therefore 

provide the most useful information for perceptual decision-making. Thus, the nature 

of the evidence upon which decisions are based should adaptively vary with task 

demands: a coarse discrimination should primarily be based on the activity of on-

channel neurons, whereas a difficult fine-discrimination should be based on the 

activity of off-channel neurons. Previous studies that used difficult visual 

discrimination tasks generally support this theoretical framework (Regan and 

Beverley, 1985, Hol and Treue, 2001, Schoups et al., 2001, Purushothaman and 
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Bradley, 2005, Jazayeri and Movshon, 2007a, b, Navalpakkam and Itti, 2007, Scolari 

and Serences, 2009). 

 To test the hypothesis that the relative activation level of off-channel neural 

populations in early visual cortex determines performance on a difficult delayed-

match-to-sample (DMTS) orientation-discrimination task, we used human observers, 

fMRI, and feature-selective voxel tuning functions (VTFs; Serences et al., 2009b; see 

also: Kamitani and Tong, 2005, Kay et al., 2008). We focused on feature-selective 

response profiles in V1 given the high-density of orientation-selective neurons and 

prior evidence of pronounced orientation selectivity as measured using fMRI (Haynes 

and Rees, 2005; Kamitani and Tong, 2005; Kay et al., 2008; Serences et al., 2009). 

We reasoned that increasing the gain of informative off-channel neurons should 

increase the slope of their respective tuning functions, rendering these neurons more 

sensitive to detect small changes between the two discriminanda in the DMTS task. 

Thus, we predicted that the probability of a successful discrimination should be 

correlated with the magnitude of gain in these off-channel neural populations.  

 

Methods 

Subjects.  

 Nine neurologically healthy subjects (3 males and 6 females) with an age range 

of 22 to 31 years (M = 25.2, SD = 2.9) were recruited from the University of 

California, San Diego (UCSD) community. Each subject gave written informed 

consent as per Institutional Review Board requirements at UCSD, and completed 1hr 
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of training outside the scanner prior to one 2hr scanning session. Compensation for 

participation was $10/hr for training and $20/hr for scanning. The design and 

execution of this study conformed to the ethical guidelines of The American 

Physiological Society. 

 

Training session.  

 All subjects were trained on the fine discrimination task for 5-8 blocks outside 

of the scanner (outlined below). Subjects received auditory feedback in the form of 

beeps on each trial to aid in training (the beeps were not presented during the scan 

session, where feedback was only given at the end of each scan). The offset between 

the sample and test was titrated based on performance via a staircasing procedure so 

that an appropriate offset could be chosen for the scan session. Subjects also practiced 

1 block of the contrast dimming task used during the functional localizer scan 

(described below). The stimuli used in both the training and scanning sessions were 

generated using the Matlab programming language (v7.6, Natick, MA) with the 

Psychophysics Toolbox (version 3, Brainard, 1997, Pelli, 1997), and the stimulus used 

for retinotopic mapping (see below) was generated using custom libraries and the C++ 

programming language. 

 

Fine discrimination scans.  

 Subjects were instructed to maintain fixation on a central green fixation point 

(subtending 0.4) that remained on the screen for the duration of each scan. On each 
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fine discrimination trial, a full contrast grayscale square-wave grating (1.2 cycles/, 

and subtending 10 diameter with a 1.25 diameter cutout around fixation) was 

flickered at 5 Hz (100ms on, 100ms off) for 2s in one of 10 possible sample 

orientations that were evenly distributed across 180 (0, 18, 36, 54, 72, 90, 108, 

126, 144, 162; this first stimulus will henceforth be referred to as the sample 

stimulus). A small and randomly selected jitter of between 0 and 3 was then either 

added or subtracted from the selected sample orientation. The order of sample 

orientations was randomized on each scan with the constraint that the same orientation 

could not be presented on successive trials. Following a 400ms blank period, a second 

square-wave grating (termed the test stimulus) onset with the same physical and 

temporal parameters listed above, except it was rotated approximately ±2.2° from the 

sample stimulus (on average across subjects; the offset was titrated on an individual 

basis so that performance remained at approximately 65% correct over the course of 

the scanning session; see Results). Subjects indicated whether the test stimulus was 

rotated clockwise or counterclockwise from the sample; button-press responses made 

within 400ms of test offset were considered valid, yielding a response window of 2.4s 

because the subjects could also respond when the test stimulus was present on the 

screen. The spatial phases of the sample and test gratings were randomly selected to 

ensure that subjects could not perform the discrimination task simply by monitoring a 

single image pixel (or small region of the display). Subjects completed 50 fine 

discrimination trials per scan (5 per orientation) and each trial was separated by a 

blank 200ms inter-trial-interval after the response window expired. Eight null trials 
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were randomly presented during a single scan, in which only the fixation point was 

presented for 5s (the total length of a single fine discrimination trial). Subjects 

completed eight fine discrimination scans, each of which lasted 300s (including a 10s 

passive fixation period at the end of each scan). 

 

Functional localizer scans.  

 Independent functional localizer scans were run on each subject to identify 

voxels within retinotopically organized visual areas that responded to the spatial 

position occupied by the stimulus aperture in the fine discrimination scans. A full 

contrast checkerboard stimulus flickered for 10s at 5 Hz. As in the fine discrimination 

scans, the stimulus subtended 10 visual angle with a small circular cutout (1.25) 

around a white fixation point (0.4 diameter). Subjects were instructed to make a 

button-press response when the contrast of the stimulus decreased slightly, hereby 

referred to as a target. The contrast reduction that defined a target was titrated on an 

individual basis so that performance remained above chance and below ceiling (~75% 

hit rate). Each target was presented for two video frames (33.33ms), and there were 3 

targets presented on each trial. The timing of each target was pseudorandomly 

determined with the following constraints: 1) each target was separated from the 

previous one by at least 1s, and 2) targets were restricted to a window of 1s-9s 

following the onset of the trial. Button-press responses made within 1s of target onset 

were considered correct. Each trial was followed by a blank 10s inter-trial-interval. 
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Observers completed two localizer scans during the scan session; each scan contained 

15 trials and lasted for 312s.  

 

Retinotopic mapping procedures.  

 Retinotopic mapping data were obtained in one or two scans per subject using 

a checkerboard stimulus and standard presentation parameters (stimulus flickering at 8 

Hz and subtending 60° of polar angle, Engel et al., 1994, Sereno et al., 1995). This 

procedure was used to identify ventral visual areas V1, V2v, V3v, and hV4 (we did 

not have adequate coverage of dorsal visual areas in some subjects due to the fMRI 

data acquisition parameters, see below). To aid in the visualization of early visual 

cortical areas, we projected the retinotopic mapping data onto a computationally 

inflated representation of each subject’s gray/ white matter boundary. 

 

fMRI data acquisition and analysis.  

 MRI scanning was carried out on a GE Excite HDx 3-Tesla scanner equipped 

with an 8-channel head coil at the Keck Center for Functional MRI, University of 

California, San Diego. Anatomical images were acquired using a T1-weighted 

sequence that yielded images with a 1mm
3
 resolution (TR/TE=11/3.3 ms, TI=1100ms, 

163 slices, flip angle=18). Functional images were acquired using a gradient echo 

EPI pulse sequence which covered the occipital lobe with either 24 or 28 transverse 

slices. Slices were acquired in ascending interleaved order with 3mm thickness (TR = 
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1500 ms, TE = 30ms, flip angle = 90°, image matrix = 64 (AP) × 64 (RL), with FOV = 

192mm (AP) × 192mm (RL), ASSET factor = 2, voxel size = 3mm × 3mm × 3mm). 

 Data analysis was performed using BrainVoyager QX (v 1.91; Brain 

Innovation, Maastricht, The Netherlands) and custom timeseries analysis routines 

written in Matlab (version 7.1; The Math Works, Natick, Massachusetts). EPI images 

were slice-time corrected, motion-corrected (both within and between scans), and high 

pass filtered (3 cycles/run) to remove low frequency temporal components from the 

timeseries. To identify voxels that responded to the retinotopic position of the stimulus 

aperture, data from the functional localizer scan were analyzed using a GLM that 

contained a regressor marking each 10s stimulus epoch (a boxcar convolved with a 

gamma function as implemented in Brain Voyager). Voxels within each visual area 

were included in all subsequent analyses if they passed a threshold of p<0.01, 

corrected for multiple comparisons using the False Discovery Rate (FDR) algorithm 

implemented in Brain Voyager.  

 

Voxel-based tuning functions.  

 The general methods that we used have also been described elsewhere in more 

detail (Serences et al., 2009b). Before computing tuning functions, the timeseries from 

every voxel was z-normalized on a scan-by-scan basis to have zero mean and unit 

variance. The magnitude of the response in each voxel was then estimated using a 

GLM with a separate regressor for each orientation (each regressor was formed by 

convolving a boxcar model of the stimulus presentation sequence with a gamma 
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function as implemented in Brain Voyager). Based on data from all scans except one, 

each voxel from a visual area was assigned to an orientation-preference bin based on 

the orientation that evoked the largest response after removing the mean response 

across all voxels to correct for main effects that had a common influence on the 

response of every voxel (Haxby et al., 2001, Serences et al., 2009b). Then, using only 

data from the remaining scan, we computed the response of voxels in each orientation-

preference bin to each of the possible sample stimulus orientations. This hold-one-

scan cross-validation procedure was repeated across all eight unique permutations 

(given that there were eight scans/subject) to avoid issues of circularity that arise when 

the same data set is used to both assign orientation preference and evaluate the shape 

of the feature-selective response profile. Finally, the response profile of each voxel 

was re-centered so that their preferred orientation was assigned to 0. Data for each 

hemisphere were analyzed separately and then averaged to form an estimate of the 

population response profile across neural sub-populations tuned to different angles 

with respect to the sample stimulus (e.g. Figures 3-4). 

 

Characterizing the shape of VTFs with half-Gaussians.  

Before fitting a function to characterize the shape of the VTF in each subject, 

we re-centered tuning functions from voxels selective for different orientations, 

averaged them together (collapsing across correct and incorrect trials), and then 

averaged across equivalent offsets on either side of 0 to improve the signal-to-noise 
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ratio (i.e. averaging data from 18, 36, etc., see Figure 3b). We then fit the data from 

each subject with a half-Gaussian of the form: 

B(Θ) = α + β * ƒ(κ,Θ)       1a. 

where  

 ƒ(κ,Θ) = exp(-([(π/2 + Θ - Θpref) mod π] - π/2)
2
 / (2*2

), x 0  1b. 

where ƒ(.) is a half-Gaussian function (only evaluated for positive values of x), α is the 

baseline offset parameter, β is the multiplicative gain parameter, and  is the standard 

deviation. To avoid local minima during the fitting procedure, we first performed a 

global fit using a series of GLMs with a regressor based on a half-Gaussian function 

derived using the equation above and with  varying across a range from 0.1-180 in 

steps of 1 (i.e. one GLM was run for each level of ). Each GLM produced an 

estimate of the amplitude and baseline offset (via the regression coefficients for the 

half-Gaussian and the constant term, respectively) for the half-Gaussian with the 

specified value of . The parameters that resulted in the best fit to the data (lowest root 

mean square error) across all tested GLMs were then used to seed a gradient descent 

algorithm implemented in the Matlab Optimization Toolbox to fine tune the model 

parameters to achieve the best possible fit (built around the “fminsearch” function that 

employs Nelder-Mead Simplex Direct Search; Lagarias et al., 1998). Once the 

multiplicative, baseline, and standard deviation parameters were estimated, the full 
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width at half maximum (FWHM) estimate of the best fitting half-Gaussian was 

calculated as: 

 



FWHM  2 2ln2         2. 

Note that the FWHM of a half-Gaussian is technically undefined, but since we 

collapsed across negative and positive values simply to improve the SNR of the data, 

the FWHM still provides a useful characterization of the width of the curve. 

 

Relating changes in VTF gain with changes in sensitivity.  

The degree to which a particular neural population supports fine 

discriminations should depend on at least two factors: (1) the slope of their tuning 

functions at the target orientation, and (2) the degree of variability, or noise, in their 

tuning functions at the target orientation. Intuitively, steep slopes should translate into 

large changes in activation levels in response to the sample and test stimuli (see Figure 

1b). On the other hand, high variance should undermine this sensitivity, even if the 

slope is relatively steep. This relationship between slope and variance is captured by 

the Fisher Information (FI) metric, which in this case takes the form: 
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FI          3. 

where f’i() is the slope of the tuning function at orientation , and ni() is the variance 

of the tuning function at that point (defined here as the variance across all trials). To 
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estimate FI at each point along each individual subject’s VTF, we used the best fitting 

half-Gaussian (see previous section) to estimate the slope of the response function. We 

then squared the slope, and weighted it by the variance at each point. To compute the 

variance at each point along this smooth curve, we first estimated the variance of each 

of the 10 measured data points in the VTF across all trials, and then used linear 

interpolation to generate an estimate of the variance at each point along the half-

Gaussian.   

Results  

Behavior.  

 Subjects performed the two alternative forced choice task shown in Figure 2. 

Task difficulty was maintained by adjusting the orientation offset between the sample 

and test stimuli so as to produce 65% correct responses during the fMRI scanning 

session (average offset across subjects: ±2.2°, S.E.M.: .13°, range: 1°-4.75°). This 

relatively low level of accuracy was selected to ensure that there were enough data to 

later compare evoked BOLD responses on correct and incorrect trials.  

 

Voxel-based estimates of population response profiles.  

 To estimate the relative activation level in different populations of feature 

selective neurons while subjects performed the fine discrimination task, we used an 

analysis based on ‘voxel tuning functions’ (VTFs, Kay et al., 2008, Serences et al., 

2009b). This analysis rests on the assumption that the distribution of feature-selective 

neurons – in this case the distribution of orientation-selective columns in V1 – is not 
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uniform across a given visual area (Boynton, 2005, Kamitani and Tong, 2005). In turn, 

single voxels should exhibit a differential response when the subject views stimuli 

rendered in different orientations due to a non-uniform sampling of orientation 

columns within a voxel, giving rise to small but detectable feature-selective biases in 

the BOLD response (Kamitani and Tong, 2005, Kay et al., 2008, Miyawaki et al., 

2008, Serences et al., 2009b, Swisher et al., 2010). As long as the magnitude of the 

BOLD response is monotonically related to changes in the magnitude of neural 

activity (Logothetis et al., 2001, Logothetis, 2003), then feature-selective modulations 

observed at the voxel level should indirectly index feature-selective changes within the 

sampled pool of neurons. Note that we used the VTF approach in the present study 

instead of the more common ‘multi-voxel pattern classifiers’ because these pattern 

classifiers pool information from all voxels within a given cortical area, and are 

therefore designed to establish that an area is encoding some form of information 

about stimulus features (e.g., Haxby et al., 2001, Haynes and Rees, 2005, Kamitani 

and Tong, 2005, Norman et al., 2006, Peelen and Downing, 2007, Serences and 

Boynton, 2007a). In contrast, directly examining modulations within specific subsets 

of feature-selective voxels can in principle provide information about how a particular 

experimental manipulation selectively influences population response profiles in early 

visual cortex (Serences et al., 2009b). 

 

Evaluating off-channel gain in primary visual cortex (V1).  
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 We first used independent functional localizer scans to select voxels in V1 that 

responded to the spatial position of the stimulus aperture used in the fine 

discrimination scans (see Methods). Next, data from seven of the eight fine 

discrimination scans were used to sort each voxel into one of 10 bins based on the 

stimulus orientation that produced the largest response. Then, using only data from the 

eighth scan, we computed the response of voxels in each orientation-selective bin as a 

function of their offset from the sample stimulus on each trial (where the orientation of 

the sample stimulus on each trial was always defined as 0 by convention, see 

Methods and Figure 3). This procedure was repeated across all permutations of 

holding-one-scan out, and data were then averaged across all permutations. The end 

result of this procedure was an estimate of the activation level in groups of voxels that 

were tuned to all orientations surrounding the sample stimulus, which provides an 

estimate of the population response profile. As expected, the BOLD response was 

highest in voxels that were tuned to the orientation of the sample stimulus (0 offset), 

as the stimulus evoked a large sensory response. Voxels tuned progressively farther 

away from the sample orientation were less active (see Figure 3a), consistent with a 

Gaussian selectivity of the underlying feature-tuned response profile (see also 

Serences et al., 2009b).  

 We next estimated the shape of the population response profile separately on 

correct and incorrect trials (Figure 3a). There was no difference in the activation level 

of voxels tuned to the sample orientation (0° offset) on correct and incorrect trials in 

V1 (t(8)=-0.09, p=0.9). Because the shape of the population response profile was 
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nearly symmetric about the 0 point, we collapsed across data points that were offset 

from 0 by an equivalent amount in either direction (i.e. data were averaged across 

voxels tuned to +18 and -18, +36 and -36, etc. away from the sample, Figure 3b). 

A two-way repeated measures ANOVA with orientation offset from sample (6 levels) 

and response correct/incorrect (2 levels) was run to evaluate the influence of 

discrimination accuracy on the shape of the VTFs. As noted above, the magnitude of 

the BOLD response monotonically decreased in voxels tuned progressively further 

from 0° on both correct and incorrect trials (F(5,40)=17.53, p<0.001; this was also true 

for V2v, V3v, and hV4, all p’s<0.001, see Figure 4). In addition, there was a 

significant interaction between accuracy and orientation offset in V1 (F(5, 40)=2.57, p 

= 0.042) such that responses were higher on correct trials in voxels tuned 36 from 

the sample (Wilcoxon signed rank test on data from only the 36 offset: p<0.001, all 

nine subjects showed larger responses on correct compared to incorrect trials). The 

difference between activation levels on correct and incorrect trials was not significant 

at any other offset (all p’s>0.43). Finally, logistic regression revealed that larger 

responses in voxels tuned 36 from the target predicted correct discriminations on a 

trial-by-trial basis (mean fit coefficient S.E.M.: 0.13, 0.04; t(8)=2.75, p=0.025; no 

significant effects were observed for any other orientation offset). No differences in 

off-channel gain were observed in areas V2v, V3v, and hV4 (Figure 4).  

 Since the stimuli used on correct and incorrect trials were identical (i.e. same 

rotational offset between sample and test), this off-channel modulation of the BOLD 

response in V1 was not driven by differences in the sensory input. We therefore 
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conclude that the relative magnitude of activity in neural populations tuned away from 

the target – as indirectly indexed using feature-selective BOLD responses – predicts 

success on a difficult visual discrimination task.  

 

Evaluating change in slope of voxels tuned 36° from sample.  

 The utility of a voxel (and by inference a large population of neurons) should 

depend on the slope of the VTF at the sample orientation (Figure 1b). Thus, it is 

important to establish that increasing the gain of voxels tuned 36 from the sample 

significantly increases the slope of their respective VTFs. To evaluate this possibility, 

we first computed the FWHM of the response profiles: the mean FWHM (S.E.M.) 

across observers was 59 6.2, which translates to an offset of approximately 30 

from the peak on either side and is consistent with a high VTF slope at the sample 

orientation (see also: Snowden, 1992, Ringach et al., 2002a, Gur et al., 2005). 

However, the slope of the observed VTFs is maximal just inside the FWHM point 

along the curve. Therefore, we computed a more formal metric of informativeness 

based on a ratio of VTF slope and the variance of the VTF at each point (see 

Methods). We predicted that increasing the gain of off-channel VTFs by the amount 

that we observed at the 36 offset (Figure 3b) should lead to an increase in the slope of 

these VTFs around the sample orientation (0) and hence an increase in information to 

support the fine-discrimination (Figure 5). More specifically, the slope of voxels tuned 

36 from the sample should peak at 0° if off-channel gain was indeed optimally 

deployed to the most informative neural populations. The slope of the VTFs centered 



82 

 

 

 

36 from the sample actually peaked 11 1.2 (mean 1 S.E.M. across subjects) away 

from the sample orientation (Figure 5e). However, note that an 11° offset is quite close 

to 0° given that we sampled the VTFs in step sizes of 18°. Moreover, the magnitude of 

the gain increase on correct trials in voxels tuned 36 from the sample gives rise to a 

significant increase in the amount of information available to support the fine 

perceptual discrimination (i.e. a significant increase in slope at the sample orientation, 

t(8)=4.18, p=0.003, Figure 5f, all nine subjects showed the effect). 

 An alternative account holds that the increased activation in voxels tuned 36 

from the sample was not due to an amplitude gain in the VTFs (as we assumed in 

Figure 5), but instead due to a selective increase in the bandwidth of the VTFs. If this 

account is correct, then the response in voxels tuned 36 from the sample would 

indeed be higher, but this increase in bandwidth should decrease the slope of the 

tuning functions and in turn reduce the sensitivity of these neural populations to 

discriminate the sample and test stimuli (see Supplemental Figure 1). Thus, we argue 

against this account because the increased activation in off-channel voxels was 

associated with improved perceptual performance, not a decrease in perceptual 

performance as would be predicted by a change in bandwidth.  

 

Discussion 

 Many previous studies suggest that simple perceptual decisions are based on 

the activity level of the sensory neurons that are tuned to the relevant stimulus feature 

(see Gold and Shadlen, 2007 for a review). However, when faced with a difficult 
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decision between two highly similar stimuli, off-channel neurons most reliably signal 

differences between adjacent stimulus features and should therefore be relied upon to 

provide the ‘evidence’ that is used to inform a decision (Jazayeri and Movshon, 2006, 

Law and Gold, 2009). Consistent with this account, we found that the magnitude of 

off-channel gain in primary visual cortex predicts performance on a difficult 

discrimination task. This functionally significant off-channel gain in voxels tuned 

±36° away from the sample is also consistent with the prediction that these neurons 

should indeed be highly informative given that V1 tuning functions generally have a 

bandwidth of approximately 30°-60 (Snowden, 1992, Ringach et al., 2002a, Gur et 

al., 2005). 

Several previous reports have shown a similar correlation between the activity 

of off-channel sensory neurons and performance on a fine-discrimination task (e.g. 

Schoups et al., 2001, Yang and Maunsell, 2004, Purushothaman and Bradley, 2005). 

However, these prior studies employed an experimental procedure that involved 

extensive training with a specific feature value (e.g., discriminate 90 motion from 

91-93 motion as in Purushothaman and Bradley, 2005). In contrast, our subjects 

viewed a large set of possible stimulus features (10 in total) that were evenly 

distributed across the span of possible orientation values. Thus, our subjects were not 

learning to rely on the gain of a specific set of sensory neurons (e.g., neurons tuned to 

an absolute orientation of ~60 when repeatedly discriminating a 90 from a 93 

stimulus), but rather were dynamically evaluating the gain of off-channel neurons with 

respect to the sample orientation.  
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We predicted that off-channel gain during a difficult orientation discrimination 

task would occur in V1 given the high-density of orientation-selective neurons 

compared to other visual areas (Hubel and Wiesel, 1962). Indeed, the BOLD signal in 

off-channel V1 voxels predicted performance on the fine discrimination task, whereas 

no such relationship was observed in any other visual area (V2v-hV4; Figure 4). The 

failure to observe off-channel gain related to task performance in other visual areas 

may also be due to a lack of sensitivity and signal; V1 is large and relatively flat 

compared to other visual areas, and thus may lend itself to sampling via voxel-based 

fMRI methods. Furthermore, vascular density is thought to be higher in both human 

and non-human primate striate cortex compared to extrastriate cortex (Duvernoy et al., 

1981, Weber et al., 2008), which might lead to better overall BOLD SNR in V1 than 

in V2v, V3v, and hV4.  Finally, it is possible that if we used another set of visual 

features – such as colored disks or translating motion patterns – then off-channel gain 

would be magnified in other visual areas that contain a higher proportion of neurons 

tuned to these other feature domains. Thus, in more real-world situations in which one 

must discriminate between two similar but more complex stimuli (e.g., a radiologist 

discriminating between regions of a CT image), it is quite possible that the sensory 

evidence driving perceptual decisions would originate from the most informative 

neurons in whatever visual areas were most relevant for performing the required task.  

One unresolved question is whether the observed gain changes in off-channel 

neural populations are the result of top-down attentional processes, or whether they 

reflect trial-by-trial fluctuations in neural activity that incidentally increase the amount 
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of information available to perform the discrimination. Consistent with the top-down 

attentional account, Navalpakkam and Itti (2007) and Scolari and Serences (2009) 

provided behavioral evidence that attention modulates the influence of informative 

off-channel neurons during fine-discrimination tasks. However, neither study could 

determine if attention directly influenced the gain of off-channel neural populations in 

early visual cortex or if attention instead acted to optimize the read-out of information 

from early visual cortex during decision-making (Palmer et al., 2000, Law and Gold, 

2008). While the present observation of modulations in V1 are consistent with an 

attentional account, Britten et al. (1996) demonstrated that seemingly random 

fluctuations in the spiking activity of sensory neurons tuned to a particular direction of 

motion predicted choice behavior even when the physical stimulus was ambiguous and 

contained no diagnostic information. A similar phenomenon might be operating here 

as well: when the firing rate of informative off-channel neurons happens to be high on 

a given trial, then these neurons will be more sensitive to signal small orientation 

changes between the sample and the test stimuli. Unfortunately, because we post-

sorted the trials based on behavioral performance, we cannot directly rule in favor of 

either a top-down attentional account or a ‘random fluctuation’ account of our data. 

However, in future studies we will disambiguate these alternatives to determine if off-

channel gain in low-level sensory neurons is under the direct control of voluntary 

attentional mechanisms. 
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Chapter 2, in full, is a reprint of the material as it appears in Basing Perceptual 

Decisions on the Most Informative Sensory Neurons in Journal of Neurophysiology, 

104, 2266-2273. Scolari, M. & Serences, J. T. (2010). The dissertation author was the 

primary investigator and author of this paper.  
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Figure 2.1. (a) Relying on the most responsive neurons is optimal during a coarse 

discrimination task because they respond maximally to the relevant feature and 

minimally to the irrelevant feature(s), thus resulting in a high SNR. (b) When 

performing a difficult fine discrimination, a neuron tuned to the target feature (solid 

black line) does not discriminate stimulus alternatives very well (SNR-1). However, a 

neuron tuned to a flanking off-channel orientation (dashed line) undergoes a large 

change in firing rate because its tuning function has a steeper slope at the sample 

orientation (SNR-2). Vertical dashed lines indicate the target (90) and the 

distractor(s) (92). Adapted with permission from Figure 4 of Navalpakkam and Itti 

(2007). 
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Figure 2.2. Schematic of the experimental paradigm. Subjects indicated whether the 

test grating was rotated clockwise or counterclockwise from the sample grating. The 

sample stimulus was rendered at an orientation selected from a set of 10 values evenly 

spanning 180°, plus an additional offset randomly selected from a range of ±3°. This 

jitter encouraged subjects to learn a method of discrimination that could be applied to 

any arbitrary orientation, rather than learning to discriminate a single particular 

orientation (as in typical studies of perceptual learning; see Discussion for more 

details). 
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Figure 2.3. Average BOLD response for correct (black line) and incorrect (blue 

dashed line) trials in V1. The x-axis indicates the offset of a voxel’s tuning preference 

from the sample orientation (which is always defined as 0° by convention). (a) The 

BOLD response is displayed for clockwise (CW; negative values on the x-axis) and 

counterclockwise (CCW; positive values on the x-axis) offsets from sample 

separately. At offsets of ±36°, the BOLD signal is significantly greater for correct 

trials. (b) Given that the BOLD response is essentially symmetrical about 0°, we 

averaged across analogous CW and CCW rotations. Error bars represent 1 S.E.M. 

across subjects. Note that the between-subject error is smallest at the 36 offset. This 

compression happened because the BOLD data have a mean of 0 (as a consequence of 

z-transforming), so the BOLD response corresponding to the condition that is closest 

to the mean of the data set for a given subject will have an amplitude near 0. It turns 

out that the 36 point was close to the mean for each subject, thus giving rise to low 

between-subject variability. However, since all statistics are based on within-subjects 

variance (repeated-measures), this compression of the between-subjects error does not 

influence our conclusions.  
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Figure 2.4. Average BOLD response for correct (black line) and incorrect (blue 

dashed line) trials in (a) V1, (b) V2v, (c) V3v, (d) hV4. As in Figure 3b, data were 

collapsed across analogous CW and CCW rotations in all panels. The significant 

difference at the 36° offset observed in V1 is not replicated across the remaining three 

visual areas (all p’s > 0.43). Error bars represent 1 S.E.M. across subjects (and see 

note in the caption for Figure 2 about the compression of between-subject error at the 

36 offset). 
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Figure 2.5. (a) Best fitting half-Gaussian to the data from a single subject (AA), 

collapsed across correct and incorrect trials (see Methods). (b) Estimated shape of the 

half-Gaussian in the same subject on correct (black) and incorrect (blue) trials in 

voxels tuned 36 away from the target. The additive baseline offset was removed from 

each curve, and the amplitudes of the black and blue curves were scaled by the 

observed difference in the response amplitude of voxels tuned 36 from the target on 

correct and incorrect trials, respectively. (c) The squared slope divided by the within-

subject trial-by-trial variance for each of the curves shown in panel b. Solid vertical 

lines indicate the sample orientation, and the vertical dashed lines indicate where the 

slope
2
/variance function peaks (8 from the sample in this subject. Note that because 

these values are based on voxels tuned to ±36° from sample, the predicted ‘optimal’ 

off-channel gain would be at 0). (d) Same conventions as in panels b,c but averaged 

across all subjects. Note that the difference in the peaks of these curves matches the 

difference between response amplitudes on correct and incorrect trials in voxels offset 

36 from the sample, as shown in Figure 3b. (e) The color of the lines signifies correct 

(black) and incorrect (blue) trials; solid lines indicate the squared slope divided by 

within-subject trial-by-trial variance as in panels (b-d), and dashed lines indicate the 

±1 S.E.M. across subjects. Here, the curve peaks at an offset of 11° from the sample, 

where again the prediction of optimal off-channel gain would be at 0°. (f) Across-

subject mean slope
2
/variance metric on correct and incorrect trials at the sample 

orientation. Error bars represent 1 S.E.M. across subjects. 
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Supplemental Figure 2.1. Simulated BOLD data showing the consequences of 

amplitude gain (a,b) and an increase in bandwidth (c,d) for the slope of the VTFs in 

voxels located 36 from the sample. In both cases, the response of the voxels tuned 

36 from the sample is higher (consistent with Figure 3), but if the increase was 

caused by an increase in the bandwidth of the VTFs, then this would actually decrease 

the information available to support the fine discrimination (see panel d).   
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CHAPTER 3. Optimal Deployment of Attentional Gain During Fine 

Discriminations 

 

Scolari, M., Byers, A., Serences, J. T. (submitted). Journal of Neuroscience. 

 

 

Abstract 

 

Most models assume that top-down attention enhances the gain of sensory 

neurons tuned to behaviorally-relevant stimuli (on-target gain). However, theoretical 

work suggests that when targets and distracters are highly similar, attention should 

enhance the gain of neurons that are tuned away from the target, because these 

neurons better discriminate neighboring features (off-target gain). While it is 

established that off-target neurons support difficult fine discriminations, it is unclear if 

top-down attentional gain can be optimally applied to informative off-target sensory 

neurons or if gain is always applied to on-target neurons, irrespective of task demands. 

To test the optimality of attentional gain in human visual cortex, we used fMRI and an 

encoding model to estimate the response profile across a set of hypothetical 

orientation-selective channels during a difficult discrimination task. The results 

suggest that top-down attention can adaptively modulate off-target neural populations, 

but only when the discriminanda are precisely specified in advance.  Furthermore, 

logistic regression revealed that activation levels in off-target orientation channels 

predicted behavioral accuracy on a trial-by-trial basis. Overall, these data suggest that 

attention does not always increase the gain of sensory-evoked responses, but instead 

may bias population response profiles in an optimal manner that respects both the 
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tuning properties of sensory neurons and the physical characteristics of the stimulus 

array.  
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Optimal Deployment of Attentional Gain During Fine Discriminations 

 

Introduction 

When making a difficult perceptual decision, selective attention ensures that 

relevant features are preferentially processed over distracters (Desimone and Duncan, 

1995, Reynolds and Desimone, 1999). Most accounts, such as the feature similarity 

gain model, suggest that attention increases the firing rates of neurons tuned to 

relevant features and suppresses neurons tuned to irrelevant features (Treue and 

Martinez-Trujillo, 1999, Martinez-Trujillo and Treue, 2004, Boynton, 2005, Maunsell 

and Treue, 2006, Lee and Maunsell, 2009, Reynolds and Heeger, 2009). Enhancing 

the gain of the neurons tuned to a relevant feature (on-target neurons) is optimal when 

discriminating highly dissimilar features (Figure 1a). However, on-target enhancement 

is not always ideal; neurons tuned away from the target (off-target neurons) better 

signal differences between similar features (Figure 1b; Regan and Beverley, 1985, 

Seung and Sompolinsky, 1993, Itti et al., 2000, Hol and Treue, 2001, Pouget et al., 

2001, Schoups et al., 2001, Purushothaman and Bradley, 2005, Jazayeri and Movshon, 

2006, Navalpakkam and Itti, 2006, Raiguel et al., 2006, Jazayeri and Movshon, 2007a, 

Navalpakkam and Itti, 2007, Moore, 2008, Scolari and Serences, 2009, 2010).  

Recent psychophysical studies suggest that top-down attentional gain can be 

optimally deployed to early sensory neurons in accordance with perceptual demands. 

However, these behavioral results are equally consistent with the notion that off-target 

sensory responses are selectively “read-out” by downstream regions (Law and Gold, 

2008, 2009), independent from any changes in sensory gain. Both possibilities can 
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account for the behavioral data. One recent functional magnetic resonance imaging 

(fMRI) study demonstrated a predictive relationship between activation levels in off-

target populations in V1 and behavioral performance during a difficult discrimination 

task (Scolari and Serences, 2010). However, because the data were post-sorted based 

on behavioral accuracy and attention was not directly manipulated, the observed 

activation differences cannot be conclusively attributed to top-down attentional gain.  

Here we first used fMRI and a forward encoding model (Kay et al., 2008, 

Brouwer and Heeger, 2009, 2011, reviewed in Naselaris et al., 2011, Serences and 

Saproo, 2011) to determine if top-down attentional gain is optimally directed to off-

target neural populations during a challenging discrimination. Subjects judged whether 

two simultaneously presented oriented gratings matched, where a ‘mismatch’ grating 

was rotated slightly away from a pre-cued orientation; the rotational direction was 

either randomly selected (Experiment 1), or pre-cued (Experiment 2). In addition, we 

used logistic regression to determine whether behavioral performance was selectively 

based on trial-by-trial changes in off-target responses. 

When the rotational offset of the two stimuli was not pre-cued (Experiment 1), 

top-down attentional gain was applied to on-target neural populations. However, when 

precise information about the rotational offset was given (Experiment 2), off-target 

neural populations were selectively enhanced. In both cases, we observed a significant 

correlation between off-target activation and behavioral performance, suggesting that 

decision-making mechanisms rely primarily on input from the most informative 

populations of sensory neurons. 
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Materials and Methods 

Experiment 1 

Subjects 

Ten neurologically healthy subjects (3 males and 7 females) with an age range 

of 22 to 48 years (M = 28, SD = 7.36) were recruited from the University of 

California, San Diego (UCSD) community (one additional subject enrolled in the 

study, but did not complete both scan sessions). Data from two subjects were 

discarded: one subject made eye movements to fixate each peripheral stimulus (which 

was discovered upon debriefing) and the other fell asleep in the scanner. All subjects 

gave written informed consent as per the Institutional Review Board requirements at 

UCSD. Subjects completed 1hr of training outside the scanner, followed by two, 2hr 

scan sessions; compensation included $10/hr for training and $20/hr for scanning. 

 

Experimental paradigm 

All visual stimuli were generated using the Matlab programming language 

(v.7.7, Natick, MA) with the Psychophysics Toolbox (v.3; Brainard, 1997, Pelli, 1997) 

running on a PC laptop with the Windows XP operating system. The luminance output 

of both the computer monitors used during training in the lab and the projector used 

during scanning were measured with a Minolta LS-110 photometer and linearized in 

the stimulus presentation software. Following training (see below), subjects completed 

1 of 3 attention tasks during each fMRI scanning session; all tasks were comprised of 

identical displays, and task type depended only on the attended aspect of the display 
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(attend orientation, attend contrast, or attend central letter stream; Figure 2). 

Throughout each trial, observers maintained fixation on a central white ring (diameter: 

1.16° of visual angle) at the center of the screen. An attention cue consisting of a white 

oriented line (length: 2.52° of visual angle), whose center was occluded by a gray disk 

demarcated by the ring, was rendered at an orientation that was selected from a set of 

10 values spanning the 180° of orientation space in 18° steps (0°, 18°, 36°, 54°, 72°, 

90°, 108°, 126°, 144°, and 162°). One second after cue onset, two spatially anti-aliased 

square wave gratings (0.74 cycles/°) appeared simultaneously for 3s, one centered in 

each upper quadrant (horizontally and vertically offset from fixation by 4.63° and 

2.73° of visual angle, respectively, with the diameter of each grating 6.79°).  Each 

grating was flickered at a rate of 5Hz for the duration of each 3s trial, with the spatial 

phase of each grating randomly selected on each 100ms presentation. The orientation 

of one stimulus (either the left or right grating) closely matched the orientation of the 

central attention cue, differing only by a small amount of jitter (a pseudorandomly 

selected value uniformly selected from a range spanning ±3°). The orientation of the 

remaining stimulus was either the same as the other stimulus, or was offset by an 

average of ±7.01° (SEM across subjects = 1.3°, range across subjects: 3°-12°; 

henceforth termed the ‘deviant grating’). The subject’s task on attend-orientation 

blocks was to make a button-press response indicating if the two gratings were 

rendered at the same orientation (match trials), or at different orientations (mismatch 

trials). The orientation offset of the gratings on mismatch trials was determined 

separately for each subject in the training session held outside of the scanner (see 
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description below) and then titrated as needed on a scan-by-scan basis to maintain 

accuracy at approximately 70% in the two main peripheral attention conditions. For 

four of the subjects, the general orientation of the cue was selected pseudorandomly 

on a trial-by-trial basis from the set of 10 possible values. For the remaining four 

subjects, the same general orientation was presented for four consecutive trials 

(forming ‘mini-blocks’) in an effort to maximize orientation selective responses. 

However, since this mini-block manipulation had no effect on the magnitude of the 

orientation selective response or on the attentional modulations, we do not discuss it 

further. The contrast of either the left or the right stimulus was always selected 

pseudorandomly from a uniform range extending from 65-75%, and the contrast of the 

remaining stimulus either matched the first on half the trials or was offset on average 

by ±6.8% (SEM across subjects = .92%, range across subjects = 3%-16%). On attend-

contrast blocks, the subject’s task was to ignore changes in orientation and to instead 

report whether the contrast of two gratings either matched or did not match. On all 

trials, a central rapid serial visual presentation (RSVP) stream was also presented 

inside the fixation ring at an average exposure duration of 67ms per letter (letter 

height: 0.28° of visual angle); in the attend-letter stream condition, subjects reported 

on each trial whether an ‘X’ or a ‘Y’ was presented. The attention condition (attend 

orientation, contrast, or letter) was blocked and the order of the blocks was 

counterbalanced across subjects, with all subjects completing an equal number of each 

block type. 



101 

 

 

 

Each scan contained 40 trials (with four trials containing gratings rendered at 

each of the 10 possible orientations), and every trial was separated by a 2.5s response 

window in which only the central fixation ring was present on the screen. Eight blank 

null-trials, consisting only of the fixation ring for the length of a standard trial (6.5s), 

were pseudorandomly intermixed with the 40 task trials with the constraint that a 

block never started with a null-trial. Subjects completed at least nine 321s scans in 

each scanning session (and four subjects completed 12 scans in the first scan session), 

for a total of six or seven scans per attention condition across both sessions.   

 

Pre-scanning behavioral training session 

Subjects were trained on the task outside of the scanner at least one day before 

they were scanned. All subjects completed 12 blocks of training on the experimental 

task (4 blocks of each attention condition). Trial-by-trial auditory error-feedback was 

provided via either a high or low frequency beep; however, auditory feedback was 

omitted during scan sessions, where feedback on behavioral performance was only 

given at the end of each scan. For the attend-orientation condition, the offset between 

two mismatched gratings was randomly selected from a set of four values (1°, 4°, 8°, 

and 16°); similarly, in the attend-contrast condition, the percent change in contrast 

between two mismatched gratings was randomly selected from a set of four values 

(1%, 4%, 8%, and 16%). The orientation and contrast offsets at which subjects 

responded correctly on approximately 70% of trials were selected for subsequent scan 

sessions. 
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Independent functional localizer scans 

Two 312s functional localizer scans were run in each scan session to 

independently identify voxels within retinotopically organized visual areas that 

responded to the spatial positions occupied by the stimuli used in the attention scans. 

On half of the trials, a full contrast flickering checkerboard stimulus (4.31 cycles/°, 

5Hz reversal frequency) was presented in the same central spatial position that was 

occupied by the fixation circle in the main attention scans for 10s. On the remaining 

trials, two flickering checkerboard stimuli were presented in the spatial locations 

occupied by the peripheral gratings in the main attention scans (0.74 cycles/°, 5Hz 

reversal time). On all trials, irrespective of the spatial position of the checkerboards, 

subjects were instructed to make a button-press response within 1s when the contrast 

of the stimulus decreased slightly. Each contrast-change was presented for two video 

frames (33.33ms), and there were 3 targets presented on each trial. The timing of each 

target was pseudorandomly determined with the following constraints: 1) each target 

was separated from the previous one by at least 1s, and 2) targets were restricted to a 

window of 1-9s following the onset of the trial. Each of the 15 stimulus epochs was 

followed by a blank 10s inter-trial-interval. A general linear model (GLM) was then 

used to identify voxels that responded more during epochs of peripheral stimulation 

compared to epochs of central stimulation (see fMRI data acquisition and analysis 

section below). 

 

Retinotopic mapping procedure 
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Each subject participated in at least one retinotopic mapping scan, which 

required passive fixation of a full-contrast checkerboard stimulus and standard 

presentation parameters (stimulus flickering at 8Hz and subtending 60° of polar angle; 

Engel et al., 1994, Sereno et al., 1995). This procedure was used to identify ventral 

visual areas V1, V2v, and V3v (given that the stimuli were centered in the upper 

quadrants, we did not map dorsal visual areas). We projected the retinotopic mapping 

data onto a computationally inflated representation of each subject’s gray/white matter 

boundary in order to better visualize these cortical areas. 

 

fMRI data acquisition and analysis.  

MRI scanning was performed on a 3T GE MR750 scanner equipped with an 8-

channel head coil at the Keck Center for Functional MRI, University of California, 

San Diego. Anatomical images were acquired using a T1-weighted sequence that 

yielded images with a 1mm
3
 resolution (TR/TE=11/3.3 ms, TI=1100ms, 172 slices, 

flip angle=18). Functional images were acquired using a gradient echo EPI pulse 

sequence which covered the occipital lobe with 26 transverse slices. Slices were 

acquired in ascending interleaved order with 3mm thickness (TR = 1500 ms, TE = 

30ms, flip angle = 90°, image matrix = 64 (AP) × 64 (RL), with FOV = 192mm (AP) 

× 192mm (RL), 0mm gap, voxel size = 3mm × 3mm × 3mm). Data analysis was 

performed using BrainVoyager QX (v 1.86; Brain Innovation, Maastricht, The 

Netherlands) and custom timeseries analysis routines written in Matlab (version 7.1; 

The Math Works, Natick, Massachusetts). EPI images were slice-time corrected, 
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motion-corrected (both within and between scans), and high pass filtered (3 

cycles/run) to remove low frequency temporal components from the timeseries. The 

timeseries from each voxel in each observer was then z-transformed on a scan-by-scan 

basis to normalize the mean response intensity across time to zero. This normalization 

was done to correct for differences in mean signal intensity across voxels (e.g. 

differences related to the distance of a given voxel from the coil elements). In 

addition, we removed the mean activation level across all voxels on each trial to 

ensure that orientation selectivity resulted from the pattern of activation as opposed to 

a spatially global change in the BOLD response that was evoked by different 

orientations. We then added the mean BOLD response for a given attention condition 

to each respective orientation tuning function (see below) to account for any 

differences in mean amplitude across the attention conditions. All reported results are 

qualitatively unchanged if this spatial normalization step is not performed. 

 

Voxel selection using independent localizer scans.  

To identify voxels that responded to the retinotopic positions of the two 

peripheral stimulus apertures, data from the functional localizer scans were analyzed 

using a GLM that contained two regressors, each one marking the timecourse of one 

stimulus type (peripheral or central checkerboard), along with a third regressor to 

account for shifts in the overall magnitude of the signal in each voxel across each scan 

(the constant term in the GLM). This boxcar model of each stimulus type was then 

convolved with the standard difference-of-two gamma function model of the 
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hemodynamic response function (HRF) that is implemented in Brain Voyager (time to 

peak of positive response: 5s, time to maximum negative response: 15s, ratio of 

positive and negative responses: 6, positive and negative response dispersion: 1). 

Voxels within each identified visual area (V1, V2v, V3v) that responded more to 

epochs of peripheral stimulation, compared to central stimulation, were used to 

analyze data from the attention scans if they passed a threshold of p<0.01, corrected 

for multiple comparisons using the False Discovery Rate (FDR) algorithm 

implemented in Brain Voyager.  

 

Estimating trial-by-trial BOLD responses on attention scans.  

To estimate the trial-by-trial magnitude of the BOLD response during the main 

attention scans, we shifted the timeseries from each voxel identified in the functional 

localizer scans by 6s to account for the temporal lag in the hemodynamic response 

function, and then extracted and averaged data from the two consecutive 1.5s TRs that 

corresponded to the duration of each 3s trial (see e.g. Kamitani and Tong, 2005, 

Serences and Boynton, 2007a, b, Serences et al., 2009b for a similar approach). These 

trial-by-trial estimates of the BOLD response amplitude were subsequently used as 

input to the forward encoding model described below to estimate orientation tuning 

curves in each visual area.  

 

Estimating orientation selective BOLD response profiles 
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We assumed that the BOLD response in a given voxel represents the pooled 

activity across a large population of orientation selective neurons, and that the 

distribution of neural tuning preference is biased within a given voxel due to large-

scale feature maps (Sasaki et al., 2006, Freeman et al., 2011, Jia et al., 2011) and/or to 

subvoxel anisotropies in the number of orientation-selective cortical columns with a 

specific preference (Kamitani and Tong, 2005, Swisher et al., 2010). Thus, the BOLD 

response measured from many of the voxels in primary visual cortex exhibit a modest 

but robust orientation preference (Haynes and Rees, 2005, Kamitani and Tong, 2005, 

Serences et al., 2009b, Freeman et al., 2011). Given this response bias, we inferred 

changes in the allocation of attentional gain by modeling the response of each voxel as 

a linearly weighted combination of a set of half-sinusoidal basis functions (Brouwer 

and Heeger, 2009, 2011). We used half-sinusoidal functions that were raised to the 6
th

 

power to approximate the shape of single-unit tuning functions in V1, where the 1/√2 

half-bandwidth of orientation tuned cells is approximately 20° (although there is a 

considerable amount of variability in bandwidth, see Schiller et al., 1976, Ringach et 

al., 2002a, Ringach et al., 2002b, Gur et al., 2005). Given that the half-sinusoids were 

raised to the 6
th

 power, a minimum of seven linearly independent basis functions was 

required to adequately cover orientation space (Freeman and Adelson, 1991); 

however, since we presented ten unique orientations in the experiment, we used a set 

of ten evenly distributed functions (see Figure 3 and text below). Given the width of 

the selected functions, the use of more than the required seven basis functions is not 

problematic so long as the number of functions does not exceed the number of 
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measured stimulus values. While we selected the bandwidth of the basis functions 

based on physiology studies, all results that we report are robust to reasonable 

variations in this value (i.e. raising the half-sinusoids to the 5
th

-8
th

 power, all of which 

are reasonable choices based the documented variability of single-unit bandwidths).  

We then used this basis set to estimate orientation selective responses in visual 

cortex using a forward model developed by Brouwer and Heeger (2009, 2011; note 

that we adopt their terminology and variable naming convention for consistency). Let 

m be the number of voxels in a given visual area, n be the number of trials, and k be 

the number of hypothetical orientation channels (10 in this case). The data were first 

segmented into a training data set (an m x n matrix B1 consisting of data from all but 

one scan of each of the three task types)
 
and a test data set (B2, consisting of the 

remaining data from one scan of each of the three task types). The training data in B1 

were then mapped onto the full rank matrix of channel outputs (C1, k x n) by the 

weight matrix (W, m x k) that was estimated using a GLM of the form: 

 

      .       (1) 

  

where the ordinary least-squares estimate of W is computed as: 

 

 ̂      
      

           (2) 
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The channel responses (C2) on each trial were then estimated for the test data (B2) 

using the weights estimated in (2): 

 

  ̂     ̂ ̂     ̂         (3) 

 

Next, the 10-point channel response function estimated for each trial (in C2) was 

circularly shifted so that the channel matching the orientation of the attention cue 

presented on that trial was positioned in the center of the tuning curve, thereby 

aligning each channel response profile to a common center. The channel response 

estimation procedure was then iterated across all unique combinations of holding out 

one scan of each attention condition for use as a test set (i.e., on each iteration we held 

a total of three scans out from the attend-letter, attend-orientation, and attend-contrast 

conditions in Experiment 1, and two scans out from the attend-orientation and attend-

contrast conditions in Experiment 2; see methods for Experiment 2 below); this 

ensured that the training set had a balanced number of each trial type. Data were then 

averaged across all trials from a given condition to generate the orientation tuning 

curves depicted in Figures 5-7 (note that even though the magnitude of the channel 

responses is influenced by the amplitude of the basis functions, which was set to 1 in 

this study, the relationship between responses is maintained as long as all channels 

have the same amplitude; therefore, the y-axes of all data plots read “BOLD response: 

relative magnitude”).  
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Relating behavioral responses to orientation selective BOLD modulations 

To determine if the trial-by-trial fluctuations in response magnitude in each 

orientation channel predicted the behavioral performance of the observer, we used 

logistic regression to map the continuous BOLD response in each orientation channel 

onto the binary accuracy value on mismatch trials (i.e. correct/incorrect). The bilateral 

stimulus presentation format ensured that the left and right stimuli projected into 

opposite cortical hemispheres, at least in the early stages of occipital cortex that we 

measured in the present study (i.e. V1-V3v). To map these spatially lateralized 

responses onto accuracy, we reasoned that accuracy on mismatch trials should be 

predicted by the extent to which responses in left and right visual cortex differed. 

Thus, for each channel, we computed the difference between the responses in 

contralateral and ipsilateral visual areas with respect to the deviant grating on a trial-

by-trial basis. These difference scores were then entered into a logistic regression 

analysis on a channel-by-channel basis to map them onto the probability of a subject 

responding correctly on mismatch trials (see Figures 6 and 9).  

 

Assessing statistical significance using a randomization procedure 

Due to the non-independence of the channels in both the main data analyses 

and the logistic regression (because the half-sinusoidal basis functions overlapped, see 

Figure 3), the assumption of independence in the standard GLM/ANOVA framework 

was violated. Therefore, we used a randomization procedure to assess the significance 

of the attentional modulations reported in Figures 5,7, and 8, and of the logistic fit 
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coefficients reported in Figures 6 and 9. To evaluate the significance of the reported 

effects, we first ran a standard t-test or ANOVA (as appropriate) to obtain an observed 

p-value. Next, we randomly shuffled the data associated with the channel response 

profile on each trial. This re-labeling procedure thus generated a new data set that was 

the same size as the original data set. We then ran the same statistical test (t-test or 

ANOVA) on the new data set, and repeated this procedure 10,000 times to generate a 

distribution of p-values given randomized data. Finally, the probability of obtaining 

the observed p-value (or lower) was computed against the distribution of p-values 

generated from the randomized data sets. All reported p-values reflect this probability. 

Experiment 2 

Subjects 

Twelve subjects (6 males and 6 females) with an age range of 20 to 34 (M = 

25.83, SD = 4.69) years were recruited to participate in a single fMRI session. Data 

from one subject were discarded due to excessive motion, so eleven subjects were 

included in the final analyses. Three of the subjects had previously participated in 

Experiment 1, and two others had participated in a different study that used similar 

stimuli, so they were experienced fMRI subjects and experienced with this stimulus 

paradigm. Prior to the scan session, each of the five experienced subjects participated 

in a 1 hr training session consisting of 8 blocks of the task (see below) to acquaint 

them with the attentional cueing procedure; the remaining six inexperienced subjects 

participated in two 1 hr training sessions held on separate days. Therefore, more 

extensive training was employed in Experiment 2 compared to Experiment 1. 
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Following training, all subjects participated in a single 2 hr scan session that was held 

on a separate day for most subjects (for two experienced subjects, training and 

scanning occurred on the same day). All subjects gave written informed consent as per 

the Institutional Review Board requirements at UCSD. Compensation for participating 

was $10/hr for the training session(s) and $20/hr for the scanning session. 

 

Attention scans 

The parameters of the attention scans were nearly identical to those of 

Experiment 1, except here the letter stream task was omitted and the color of the cue 

(green or red) informed the subjects of the rotational offset of the mismatched grating 

in the event of a mismatch trial on attend-orientation scans. For instance, a green cue 

indicated that a ‘mismatch’ grating would be rotated CW from the cue, whereas a red 

cue indicated a CCW rotation from the cue; the direction of rotation was 

counterbalanced on a block-by-block basis. The same orientation was cued for 4 

consecutive trials, and although the green and red color cues were also presented on 

attend-contrast blocks, they provided no relevant information about the task. The order 

of the attention blocks (attend-orientation and attend-contrast) was counterbalanced 

across subjects.  The mean orientation offset on mismatch trials was 5.71° (SEM 

across subjects: 0.54°, range: 3.5°-10°) and the mean contrast offset on mismatch trials 

was 5.87% (SEM across subjects: 0.47%, range: 2.5%-8%).  

The stimuli in Experiment 2 were presented on a different screen during scan 

sessions, such that all visual angles were 72.4% the size of the stimuli used in 
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Experiment 1; the remaining data analysis methods for this experiment were otherwise 

identical. See Experiment 1 Materials and Methods for a description of the functional 

localizer scans, retinotopic mapping procedures, fMRI data acquisitions and analysis, 

and the derivation of orientation selective BOLD response profiles. 

 

Results 

Experiment 1 

Behavioral task 

The behavioral task is shown in Figure 2. Importantly, the stimulus display did 

not vary as a function of attention instructions: all blocks contained letter targets, 

orientation matches/mismatches, and contrast matches/mismatches, while only the 

locus of attention changed. Task difficulty, as operationalized by behavioral response 

accuracy, was closely matched in the attend-orientation and attend-contrast conditions, 

but was slightly higher in the attend-letter condition (orientation: 71.16%, SEM = 

0.99% contrast: M = 69.77%, SEM = 3.6%; letter: M = 78.92%, SEM = 3.6%).  

 

Feature-selective tuning curves and attentional gain 

First, voxels in V1-V3v that responded to the spatial position occupied by the 

peripheral attention stimuli were identified using independent functional localizer 

scans (see Materials and Methods). Next, we used a forward encoding model to 

estimate the response profile across 10 hypothetical orientation channels that were 

equally distributed across 180° (see Materials and Methods: Orientation selective 
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BOLD response profiles and Figure 3). By examining the shape of these orientation-

selective BOLD response profiles in each attention condition, we indirectly estimated 

the degree to which top-down attentional gain is applied to underlying neural 

populations when subjects engage in a fine orientation discrimination task. 

Importantly, any orientation-selective modulations that we observe using BOLD 

imaging cannot be directly attributed to changes in neural spiking activity, as the 

BOLD signal can be modulated by multiple sources such as synaptic input from local 

and distant sources (Heeger et al., 2000, Logothetis et al., 2001, Heeger and Ress, 

2002, Logothetis and Wandell, 2004, Logothetis, 2008, Sirotin and Das, 2009, 

Kleinschmidt and Müller, 2010, Das and Sirotin, 2011, Handwerker and Bandettini, 

2011a, b) . However, given that neurons in early sensory areas like V1 are heavily 

interconnected (Douglas and Martin, 2007), changes in the BOLD signal related to 

synaptic activity are likely to be tightly correlated with changes in local spiking 

activity.  

Based on optimal models of attentional gain (Figure 1b), we predicted that the 

BOLD tuning profiles would follow one of two patterns, depicted in Figure 4: panel 

4A provides an illustration of BOLD activation changes across orientation space as 

predicted by on-target gain, where the cued orientation is indicated by 0° on the x-

axis. Panel 4B shows the predicted pattern if off-target gain is applied simultaneously 

on either side of the cued orientation.  

Figure 5 shows the orientation tuning curves from V1, V2v, and V3v when 

subjects were performing either the central RSVP task, the contrast discrimination task 
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(control conditions), and when they were performing the main orientation 

discrimination task. The full tuning curves are shown in Figure 5 (positive values 

indicate CCW rotations and negative values indicate CW rotations). As expected, the 

magnitude of the orientation-selective tuning curve was smaller when subjects were 

attending the central RSVP task compared to when they were attending to either the 

contrast or orientation discrimination tasks (main effect of attention condition, 

p<0.005 for both comparisons in V1, V2v, and in V3v; note that all statistics related to 

Figures 5- 9 were computed using the randomization procedure described in Materials 

and Methods). The orientation and contrast discrimination conditions evoked a similar 

overall response amplitude; however, there was a crossover interaction in all tested 

visual areas such that attending to orientation lead to larger responses in channels 

tuned to the cued orientation and attenuated responses in channels tuned away from 

the cue, relative to the attend-contrast condition (p<0.01 in all areas, Figure 5). These 

results are in close accord with previous cases documenting on-target attentional gain 

(as shown in Figure 4a, Treue and Martinez-Trujillo, 1999, Martinez-Trujillo and 

Treue, 2004, Maunsell and Treue, 2006), and are inconsistent with the deployment of 

off-target attentional gain when performing a fine-discrimination. 

While the results clearly favor on-target attentional gain, it is still possible that 

the decision mechanisms selectively read-out sensory signals from neuronal 

populations that carry the most information about a relevant discrimination (Palmer et 

al., 2000, Eckstein et al., 2002, Gold and Shadlen, 2007, Law and Gold, 2008, 2009, 

Pestilli et al., 2011). The extent to which such a relationship can be observed is 
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important for two reasons: 1) to establish that fMRI is sensitive enough to measure 

behaviorally meaningful changes in off-target channels, and 2) to establish that our 

fine-discrimination task did induce a reliance on off-channel responses to support 

behavior. First, we computed the differential response between corresponding 

channels in areas of visual cortex that were contralateral and ipsilateral to the deviant 

stimulus on mismatch trials. Next, we used logistic regression to estimate how the 

differential responses measured on each trial related to behavioral accuracy (see 

Methods: Predicting behavioral responses). The results are shown in Figure 6, where 

positive values along the x-axis refer to offsets in the same rotational direction as the 

deviant grating, and negative values refer to offsets in the opposite direction. Trial-by-

trial fluctuations in V1 channels predicted accuracy on mismatch trials when subjects 

were performing the orientation discrimination task, but this effect was more 

prominent during the second scan session (Figure 6a-b; one-way ANOVA across 

orientation offsets for both scan sessions combined p = .0824; one-way ANOVA 

across orientation offsets for second scan session p = 0.0055; t-tests at -18° and +54° 

on second session p = 0.031 and p = 0.029, respectively). No predictive relationships 

were observed in V2v or V3v (one-way ANOVA across orientation offsets for V2v 

and V3v for both sessions combined p= 0.5701 and p = 0.4482, respectively, and for 

the second scan session alone p = 0.7284 and p = 0.9923, respectively). This is 

consistent with the notion that a relatively large differential response in contralateral 

off-target channels is interpreted as evidence in favor of a correct orientation judgment 

on mismatch trials, whereas a relatively similar response is interpreted as evidence in 
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favor of an incorrect ‘match’ judgment. Importantly, this comparison was not biased 

by any physical dissimilarity of the stimuli since only mismatch trials were used (and 

therefore physical characteristics of the stimuli are held constant across correct and 

incorrect trials). In contrast, no predictive relationship was observed between channel 

responses and accuracy on mismatch trials when subjects were performing the contrast 

discrimination task (one-way ANOVA for both sessions combined p = 0.9994 and 

second session alone p = 0.1632; Figure 6c-d); however, the interaction between 

attention condition and channel offset did not reach significance (one-way ANOVA on 

differences between conditions for both scan sessions combined  p = 0.6915 and 

second scan session alone p = 0.097). Nonetheless, the overall results suggest that 

even if attentional gain is applied to on-channel neural populations when subjects are 

attending to the orientation of the gratings (Figure 5), the success of perceptual 

decisions appears to be most strongly influenced by the relative activation of channels 

tuned beyond the target orientation. 

 

Experiment 2 

Although we did not observe any evidence for off-target attentional gain in 

Experiment 1 (Figure 5), at least two potential issues need to be addressed. First, 

feature-based attention may be restricted to a single gain field centered at one position 

in feature space. Given that the direction of the rotational offset on mismatch trials 

was unknown in advance in Experiment 1, subjects may have thus adopted one of two 

possible strategies: 1) to focus that single gain field on the orientation indicated by the 
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central cue, as this would slightly elevate the response of informative off-target neural 

populations relative to a case in which no gain is applied at all, or 2) probabilistically 

deploy attention to one side of the cue or the other, in an attempt to guess the 

upcoming rotational offset. Finally, it is also possible that if gain was applied to 

neurons tuned to orientations closely flanking the relevant stimulus (such as the 18° 

channel), this gain could be effectively smoothed into the estimate of the 0° channel 

response during the estimation of the forward model. Some smoothing is expected to 

occur because the basis set of half-cycle sinusoids (Figure 3) was not orthogonal. 

Thus, to the extent that there is overlap between adjacent basis functions, the estimated 

channel responses will not be independent and larger responses in channels tuned ±18° 

from the cue might artificially elevate the estimated response amplitude in the 0° 

channel. Any of these possibilities may have decreased the probability of observing 

off-target gain in Experiment 1. We therefore performed a second experiment in which 

the pre-cue informed subjects about the rotational offset of the deviant orientation 

stimulus in the event of a mismatch trial. This manipulation should make it possible to 

deploy gain to off-target neurons tuned to one side of the cued orientation, and 

eliminate the symmetry of any smoothing that may occur between adjacent orientation 

channels, thereby preserving a bias in the shape of the tuning function induced by 

attention, should one exist. 

 

Behavioral task 
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In Experiment 2, we used a modified version of Experiment 1 in which we pre-

cued the rotational offset (either CW or CCW) of the deviant orientation stimulus on 

mismatch trials with 100% validity. Task difficulty was closely matched across the 

two conditions, as indicated by behavioral response accuracy: 72.85% (SEM = 2.4%) 

in the attend-orientation task, and 69.22% (SEM = 1.05%) in the attend-contrast task. 

 

Feature-selective tuning curves and attentional gain 

Figure 7a shows the orientation tuning curves from V1 when subjects were 

performing either the main orientation discrimination task or the contrast 

discrimination task. Data were shifted so that the 0° channel indicates the cued 

orientation and positive values on the x-axis indicate responses in channels that were 

offset in the cued direction, while negative values indicate responses in channels offset 

in the uncued direction. Responses in the two attention conditions were similar in 

overall amplitude. However, there was an interaction such that channel responses were 

systematically shifted in the cued direction in the attend-orientation condition 

compared to the attend-contrast condition (attention condition by orientation channel 

interaction, p<0.005).  To highlight this shift in the tuning profiles, Figure 7b shows 

the magnitude of responses on attend-orientation trials in the cued direction relative to 

each corresponding offset in the uncued direction, and Figure 7c shows the 

corresponding comparison on attend-contrast trials. On attend-orientation trials, 

responses in channels tuned 18° and 36° in the cued direction were larger than the 

corresponding channels tuned in the uncued direction (p<0.01 and p<0.025, 
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respectively, Figure 7b). No corresponding differences were found between responses 

on attend-contrast trials (Figure 7c). A direct comparison of the difference between 

responses in the cued and uncued directions revealed a larger modulation on attend-

orientation trials compared to attend-contrast trials in the 18° and 36° channels 

(p<0.025 for both comparisons, Figure 7d). Note that this asymmetry cannot be 

explained by the fact that stimuli on mismatch trials were physically rotated in the 

cued direction, as the same displays were used in both attend-orientation and attend-

contrast conditions, thereby controlling for any sensory-related influences on the 

channel tuning curves. This asymmetric shift in the response profile was also evident 

on attend-orientation trials in V2v (Figures 8a,c), as responses in channels tuned 18°, 

36°, and 54° in the cued direction were significantly greater than responses in 

corresponding channels in the uncued direction on attend-orientation trials (p<0.025, 

p<0.01, p<0.05, respectively, see solid line in Figure 8c). However, a direct 

comparison between this response bias on attend-orientation trials and attend-contrast 

trials did not reach significance in any channel (all p’s>0.16, compare solid and 

dashed lines in Figure 8c). Finally, no evidence for an attention related asymmetry was 

present in V3v (Figures 8b,d). 

While these data are consistent with off-target deployment of attentional gain 

in V1, an alternative explanation is that subjects were actually applying on-target gain 

to the expected deviant orientation. Because the cue indicated the direction of the 

rotational offset of mismatched stimuli, treating the cued orientation as the relevant 

target could potentially contribute to the biased gain pattern that we observed in V1 
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and in V2v. However, we view this explanation as unlikely given that the average 

orientation offset on mismatch trials was only 5.71°. Thus, applying on-target gain at 

this small offset would not be expected to have a large influence on the channel tuned 

18° in the cued direction, and certainly would have even less of an impact at 36°, 

where the observed effect was just as large in both V1 and V2v (that is, statistically 

there was no difference between responses in the 18° and 36° channels, although the 

numerical value at 36° was slightly higher in both areas).   

We further explored this possibility by repeating our analysis after re-centering 

the channel responses such that 0° now corresponds to the expected orientation of the 

deviant stimulus in the event of a mismatch trial (i.e. 0° now indicates the orientation 

of the expected deviant stimulus). Because the size of the offset was titrated to keep 

behavioral performance at the desired level, this rotation of the channels was tailored 

to the offset for each subject on a scan-by-scan basis. If on-target gain was applied to 

the cued deviant offset in the attend-orientation condition, then we would expect an 

equivalent response in channels tuned to either side of 0° since there should no longer 

be any bias in the allocation of attentional gain in the cued direction. Contrary to this 

prediction, activation in V1 was still greater in the channels in the cued compared to 

the uncued directions at 18°, 36°, and 54° (all p’s < 0.026). In addition, these 

differences were significantly greater in the attend-orientation condition compared to 

the attend-contrast condition (p = 0.034, p = 0.024, for the 18° and 36° channels, 

respectively, while p = 0.09 in the 54° channel). These results are consistent with off-

target gain being directed to channels tuned beyond the deviant orientation. 
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As in Experiment 1, we assessed the predictive relationship between 

behavioral accuracy and differential activation levels in orientation channels measured 

from visual areas contralateral and ipsilateral to the deviant grating on mismatch trials. 

Here, we averaged corresponding channel responses across V1 and V2v, as both areas 

exhibited a shifted response function in the attend-orientation condition (Figures 7-8, 

and the logistic regression revealed a qualitatively similar pattern in both areas). The 

pattern was similar to that observed in Experiment 1: greater activation in the 

contralateral channels tuned +36° in the cued direction predicted correct responses on 

mismatch trials when subjects were attending to orientation (see Figure 9; one-way 

ANOVA across channels, p = 0.024; t-test at +36°, p = 0.04, marginally significant 

effect in the +18° channel, p=0.067). Conversely, greater activation in the contralateral 

channels tuned to -54° and -72° predicted a higher probability of incorrect responses 

(t-test at -54°, p=0.036, t-test at -72°, p = 0.033). No predictive relationship was 

observed between channel responses and accuracy in the attend-contrast condition 

(one-way ANOVA across channels, p = 0.81). Finally, there was a significant two-

way interaction between orientation channel and attention condition (compare Figure 

9a and 9b, p = 0.031). No significant effects were observed in V3v. 

 

Discussion 

In Experiment 1, we observed on-target gain in the feature-selective BOLD 

response profiles even though channels tuned to flanking orientations are theoretically 

more informative in the context of a fine discrimination task. Nonetheless, the logistic 
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regression analysis shows that activation levels in off-target channels predicted 

subjects’ accuracy on mismatch trials (Figure 6). This suggests that even in the 

absence of off-target gain, difficult perceptual discriminations may be facilitated by 

optimizing the read-out of sensory information during decision making (Palmer et al., 

2000, Eckstein et al., 2002, Gold and Shadlen, 2007, Law and Gold, 2008, 2009, 

Pestilli et al., 2011). For example, simulations of fine motion discriminations suggest 

that MT-like neurons tuned away from a motion target (~±40° relative to the target 

direction in this case) should be weighted most strongly by parietal sensorimotor 

neurons that are thought to integrate sensory evidence over time (Law and Gold, 2008, 

2009; see also Jazayeri and Movshon, 2006).  However, the fact that a predictive 

relationship between off-target activation and accuracy is not robust until the second 

scan session suggests that some training may be necessary for optimal read-out to 

emerge (a point that we revisit below).   

Given that the rotational offset between the two gratings was unknown in 

advance on mismatch trials in Experiment 1 (i.e. CW or CCW), we hypothesized two 

possible factors that may have reduced the likelihood of observing off-target gain: 1) 

subjects may have only been capable of applying a single gain field, and they centered 

this single gain field on the cued channel, or 2) small amounts of gain in channels 

tuned ±18° from the target may have been smoothed into the estimate of the 0° 

channel, obscuring any off-target gain. In Experiment 2, these issues were addressed 

by giving precise advance information about the rotational offset of the deviant grating 

on mismatch trials. Under these conditions, we observed robust off-target gain, 
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suggesting that feature-based attention can modulate sensory responses in a more 

complex and optimal manner than previously recognized. Similar off-target 

modulations have been observed in the context of perceptual learning studies that 

employed a single well-trained stimulus discrimination (Schoups et al., 2001, Raiguel 

et al., 2006); however, the present results suggest that top-down attentional gain can 

be deployed to informative neural populations in a more flexible manner across a 

range of possible stimulus values (i.e. the 10 orientations used in the present study as 

opposed to a single well-trained orientation).  Furthermore, a logistic regression 

analysis indicated that the relative amount of off-target activation in the cued direction 

predicted behavioral accuracy on mismatch trials, just as in Experiment 1. Note that 

the subjects in Experiment 2 were more experienced with the task than those in 

Experiment 1 (given either recent exposure to fine orientation discrimination tasks in 

other fMRI experiments, or an additional training session outside of the scanner; see 

Methods: Experiment 2 Subjects), which may account for the emergence of this 

predictive relationship in a single scan session. Finally, the data collectively suggest 

that decisions can be based on informative off-target neural populations, either in the 

absence of corresponding off-target attentional gain (Experiment 1) or in the presence 

of off-target gain (Experiment 2). This dissociation is consistent with the possibility 

that optimal sensory enhancement and optimal read-out of sensory information can 

make complementary, and perhaps independent, contributions to the efficiency of 

perceptual decisions. 
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An important limitation of the present study is that the precise offset of the 

most-informative sensory neurons cannot be directly inferred based on the point of 

maximum off-target gain observed in the BOLD signal. This problem arises for two 

reasons. First, even though changes in the BOLD signal are generally coupled with 

multi-unit neural activity, especially in areas like V1 where most connections are local 

(Douglas and Martin, 2007), the BOLD signal is also influenced by other factors such 

as synaptic input from distal sources and by the response properties of astrocytes 

(Heeger et al., 2000, Logothetis et al., 2001, Logothetis and Wandell, 2004, 

Logothetis, 2008, Schummers et al., 2008). Second, the encoding model that we used 

to estimate the response in each orientation channel is a coarse proxy for the activity 

level of underlying sensory neurons. The loss of resolution arises because each voxel 

contains a mixture of multiple neural populations that are tuned to different features, 

so the feature-based tuning curves we derive will always be less precise than their 

single-unit counterparts. Despite this inability to pinpoint the exact orientation offset 

at which attentional gain is being applied, the observation of higher activation levels in 

channels tuned away from the relevant feature (Figure 6) is consistent with the 

existence of off-target gain.  

The observation that channel responses rotated unilaterally beyond the target 

predict behavioral accuracy (Experiments 1 and 2) and show enhanced gain 

(Experiment 2) are seemingly inconsistent with the observation of bilateral 

modulations in two previous studies. In one, Scolari and Serences (2009) reported 

psychophysical evidence suggesting that gain is applied bilaterally to neurons tuned to 



125 

 

 

 

features on either side of the target. The authors reasoned that this was an adaptive 

pattern given that both sets of neurons should undergo a relatively large positive or 

negative change in firing rate in response to small orientation offsets.  A priori, we 

expected that the same pattern of bilateral gain would be observed in the present study, 

and the exact reason for this apparent discrepancy is not clear. However, Scolari and 

Serences (2009) used a search display that contained multiple distracters, and the task 

was extremely difficult for many observers (based on the distribution of accuracies). 

Thus, informative off-target neural populations tuned to both sides of the target might 

be recruited to combat increased competition from additional distracters, particularly 

in the context of an extremely challenging search task.  

Similarly, Scolari and Serences (2010) observed larger off-target BOLD 

responses bilaterally after post-sorting trials based on behavioral accuracy in a task 

where subjects had to perform a challenging orientation discrimination task. In 

contrast, an analogous analysis of the relationship between accuracy and BOLD 

responses in the present experiment only revealed an effect in channels tuned beyond 

the cued target orientation (see Figures 6, 9). However, in Scolari and Serences 

(2010), subjects compared sequentially presented ‘sample’ and ‘test’ stimuli that were 

always offset by a small CW or CCW rotation. The fact that the test stimulus never 

matched the sample may have thus encouraged a greater reliance on responses in 

orientation channels tuned on either side of the target, compared to the present 

paradigm in which 50% of the trials contained matching stimuli. Again, this 

explanation is highly speculative, but future psychophysical and neuroimaging studies 
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might address the conditions under which bilateral modulations are observed by 

systematically manipulating both the number of distracters and the type of 

discrimination that is being performed. 

A common thread among most existing models of top-down attention is a 

focus on the relationship between the tuning properties of a cell and the physical 

characteristics of the stimulus array. For instance, the biased competition model holds 

that attention biases activity levels towards the response evoked by a preferred 

stimulus when presented alone, even when the preferred stimulus is presented along 

with an unattended distractor that would normally drive down the response of the cell 

(Moran and Desimone, 1985, Desimone and Duncan, 1995, Reynolds and Desimone, 

1999). Likewise, the feature similarity gain model suggests that attention increases the 

gain of neurons that are tuned to a relevant feature, and suppresses the gain of neurons 

tuned away from a relevant feature (Treue and Martinez-Trujillo, 1999, Martinez-

Trujillo and Treue, 2004, Maunsell and Treue, 2006). Critically, both of these 

accounts focus primarily on the relationship between the relevant stimulus feature and 

the tuning properties of the recorded neuron, without explicitly factoring in the nature 

of the perceptual task being performed by the observer. In contrast, optimal gain 

accounts (Navalpakkam and Itti, 2007, Scolari and Serences, 2009) hold that the 

magnitude of attentional gain should depend on the relationship between the relevant 

feature, a neuron’s tuning properties, and the perceptual task that is currently being 

performed. However, the addition of a task component poses a mystery: how does the 

brain ‘know’ which neural populations to modulate given a specific task? In the case 
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of on-target gain, a multiplicative enhancement of all sensory neurons would produce 

the largest positive modulation in neurons that are already strongly driven by the 

sensory stimulus (McAdams and Maunsell, 1999a, b, Treue and Maunsell, 1999). 

However, off-target enhancement could not be implemented via this type of across-

the-board increase in sensory gain. While we have no conclusive answer, perceptual 

learning following extensive practice has been shown to selectively modulate response 

properties of neurons tuned away from a target (Schoups et al., 2001, Raiguel et al., 

2006). These off-target modulations might be mediated via a selective reweighting of 

pre-synaptic inputs (Ghose and Maunsell, 2008, Ghose, 2009) that might occur either 

rapidly in response to attentional demands, or after repeated experience with a specific 

stimulus. While speculative, the experience-based account is at least consistent with 

our observation that the predictive relationship between modulations in off-target 

channels and behavioral performance became more pronounced with practice in 

Experiment 1 (Figure 6). Future investigations might therefore evaluate potential 

mechanisms by examining both the flexibility of off-target modulations and the degree 

to which they grow with practice in the context of a specific task.  

Given these findings, existing models might be modified to account for the 

importance of task demands by stipulating that attention increases the gain of neurons 

that are most informative given the currently relevant perceptual discrimination 

(Navalpakkam and Itti, 2007). However, this poses an interesting challenge, as the 

activity of a sensory neuron is usually thought to convey information about the 

likelihood that its preferred feature is present in the visual field. Thus, off-target gain 
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might lead to a non-veridical perceptual representation of a relevant feature, which 

may complicate the decoding of activity patterns during decision making 

(Navalpakkam and Itti, 2007; Scolari and Serences, 2009). One possible solution is 

that discriminating between two stimuli does not require the formation of veridical 

representations. Instead, visual features might be discriminated on the basis of the 

differential pattern of responses across populations of sensory neurons: a large 

differential response should count as evidence in favor of a ‘mismatch’ judgment, and 

a small differential response should be counted as evidence in favor of a ‘match’ 

judgment. In the present task, this would involve comparing the distance between 

simultaneously evoked response patterns in left and right visual cortex. If this type of 

decision rule is utilized, then increasing off-target gain would lead to a greater 

separation between response patterns evoked by highly similar stimuli (compared to 

on-target gain), thereby facilitating accurate behavioral performance.  

 

Chapter 3, in part, has been submitted for publication of the material as it may 

appear in Optimal Deployment of Attentional Gain During Fine Discriminations in 

Journal of Neuroscience. Scolari, M., Byers, A., & Serences, J. T. The dissertation 

author was the primary investigator and author of this paper. 
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Figure 3.1. (a) During a coarse discrimination (i.e, where target/distractor similarity is 

low), neurons tuned to the behaviorally relevant feature should be the target of 

attentional gain, given a large signal-to-noise ratio (SNR). Target (135°) and distractor 

(45°) orientations are marked by vertical dashed lines. However, (b) during a fine 

discrimination, off-target neurons that flank the behaviorally-relevant feature 

theoretically carry more information, yielding a relatively high SNR. Target (90°) and 

distractor (92°) orientations are marked by vertical dashed lines. Adapted with 

permission from Navalpakkam and Itti (2007). 
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Figure 3.2. Schematic of the general experimental paradigm. Experiment 1: While 

maintaining fixation on the central ring, subjects attended to either the orientation of 

the gratings, the contrast of the gratings, or a central letter RSVP stream. The 

orientation of one grating always closely matched the oriented cue line  presented at 

fixation (randomly selected from a set of 10 orientations equally spaced across 180°), 

differing only by a small amount of jitter (see Materials and Methods: Experimental 

Paradigm); the orientation of the remaining grating either matched the other, or 

mismatched by a clockwise (CW) or a counterclockwise (CCW) offset. Similarly, the 

contrast of one grating ranged from 65-75%, and the second grating either matched the 
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first or mismatched by adding or subtracting a small contrast change. The subject’s 

task was to decide if the stimuli either matched or mismatched with respect to the 

relevant  feature. Experiment 2: The display was identical to Experiment 1 (shown), 

with the following changes: (1) The central RSVP stream was removed, so subjects 

only attended to either orientation or contrast on alternating blocks of trials, and (2) 

The central cue was displayed in either green or red to indicate with 100% validity 

either a CW or CCW rotational offset in the event of an orientation-mismatch trial.  

 

 

 
 

 

Figure 3.3. Depiction of the 10 half-cycle sinusoid basis functions, evenly distributed 

across 180° of orientation space.  
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Figure 3.4. Model predictions of BOLD responses for orientation (in blue) and 

contrast (in green) conditions based on (a) on-target gain models of selective attention 

and (b) the optimal gain hypothesis with bilateral gain. Panels (c) and (d) show 

difference curves between the model predictions for attend-orientation and attend-

contrast tasks in panels (a) and (b), respectively. Note that the model predictions show 

the greatest divergence at the cued orientation (0°) where gain is either maximized 

(panel c), or minimized (panel d).   
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Figure 3.5. Orientation-selective tuning curves from V1, V2v, V3v in Experiment 1. 

(a) Relative BOLD responses across orientation-selective channels in V1 for each of 

the three attention conditions averaged across subjects. Orientation-tuning curves from 

each trial were circularly shifted so that 0° indicates the cued orientation by 

convention, and the x-axis indicates each channel’s orientation offset from the cue 

(negative values indicate CW rotations and positive values indicate CCW rotations). 

(b) Same as panel A, except that data are from V2v. (c) Same as in panels A, B, but 

data are from V3v. All error bars are ±1S.E.M across subjects. 
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Figure 3.6. Results of the logistic regression analysis for Experiment 1 that relates 

behavioral accuracy to the size of the differential BOLD response extracted from 

regions of V1 that were contralateral and ipsilateral to the deviant grating. Each 

channel response difference (contralateral-ipsilateral) was entered into a logistic 

regression as a single predictor; the logistic fit coefficients of each of the 10 analyses 

are plotted together (a) for the attend-orientation task across both sessions and (b) Day 

2 alone. Note that here, positive values refer to offsets in the direction of the deviant 

grating, and negative values refer to offsets in the opposite direction. On Day 2, trial-

by-trial fluctuations in orientation channels tuned to -18° and +54° predict subjects’ 

accuracy on attend-orientation mismatch trials. This pattern was not observed for the 

attend-contrast task on either (c) both sessions combined or (d) Day 2 alone. All error 

bars are ±1 S.E.M. across subjects.  
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Figure 3.7. Channel tuning functions from V1 in Experiment 2, averaged across all 

eight subjects. (a) Data from the orientation discrimination condition were shifted so 

that 0° indicates the cued orientation, positive values indicate channels offset in the 

cued direction and negative values indicate channels offset in the uncued direction. (b) 

Comparison of responses in channels offset in the cued direction and the uncued 

direction when subjects were attending to orientation. (c) Comparison of responses in 

channels offset in the cued direction and the uncued direction when subjects were 

attending to contrast. (d) Difference between corresponding channels tuned 18° to 72° 

in the cued and uncued directions for both the attend-orientation task (solid line) and 

attend-contrast task (dashed line).  All error bars are ±1S.E.M across subjects.      
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Figure 3.8. (a, b) Channel tuning functions from V2v and V3v in Experiment 2, 

respectively. As in Figure 6a, data have been circularly shifted so that 0° indicates the 

cued orientation, positive values indicate channels offset in the cued direction and 

negative values indicate channels offset in the uncued direction. (c) Difference 

between corresponding channels tuned 18° to 72° in the cued and uncued directions 

for both the attend-orientation task (solid line) and attend-contrast task (dashed line) in 

area V2v. (d) Difference between corresponding channels tuned 18° to 72° in the cued 

and uncued directions for both the attend-orientation task (solid line) and attend-

contrast task (dashed line) in area V3v. All error bars are ±1S.E.M across subjects. 
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Figure 3.9. Logistic regression fit coefficients between the contralateral-ipsilateral 

difference, with respect to the deviant grating, of the BOLD response from visual 

cortex (V1, V2v and V3v combined) and accuracy in the orientation task, as in Figure 

6. Note that here, positive values refer to offsets in the cued direction and negative 

values refer to offsets in the uncued direction. (a) Activation at -72°, +18° and +36° 

predicts response choices in the attend-orientation task significantly better than any 

other offset; (b) no such effect was observed in the attend-contrast task. All error bars 

are ±1 S.E.M. across subjects. 
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GENERAL DISCUSSION 

 

 

The goal of feature-based attention (FBA) is to prioritize behaviorally-relevant 

information so that it may be properly utilized in the decision-making process. Indeed, 

many studies reviewed in the Introduction have demonstrated that FBA improves 

performance on a range of perceptual tasks (e.g., Rossi and Paradiso, 1995, Sàenz et 

al., 2003, White and Carrasco, 2011) by biasing the firing rates of feature-selective 

neural populations in visual cortex (e.g., Martinez-Trujillo and Treue, 2004). The set 

of psychophysics and fMRI studies presented here contribute to a growing body of 

research that suggests attentional gain in visual cortex can be deployed in a flexible 

manner, depending on task demands, in order to maximize the informativeness of 

sensory input.    

Navalpakkam and Itti (2007) postulated that off-channel gain should be 

directed unilaterally to neurons tuned to ‘exaggerated target’ features (i.e., feature 

values that are rotated beyond the target and in the opposite rotational direction of a 

distractor), while responses to ‘exaggerated distractor’ features should be suppressed.  

The conclusions drawn from the independent findings presented here, however, are 

somewhat mixed with regard to the shape of the attentional gain function. Consistent 

with Navalpakam and Itti (2007), attentional gain was only directed to exaggerated 

target channels in visual cortex in Scolari, Byers, and Serences (submitted; see 

Chapter 3). In contrast, however, Scolari and Serences (2010) found greater bilateral 

off-target responses on trials in which subjects correctly reported the rotational 

direction of an oriented grating (see Chapter 2). Note, though, that this study required 
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subjects to complete a 2 alternative forced choice task, in which they indicated 

whether a test grating was rotated clockwise (CW) or counterclockwise (CCW) from a 

previously presented reference grating. Given that the rotational offset was unknown 

in advance and was indeed the target of subject response, it is not surprising that we 

observed bilateral off-target gain (e.g., rotated both CW and CCW from the reference 

orientation) in that case.  

Scolari and Serences (2009) also reported psychophysical data suggesting that 

gain is applied bilaterally to neurons tuned to features on either side of the target 

(Chapter 1). Note that in this case, the direction of rotation was pre-cued, just as it was 

in Scolari, Byers, and Serences (submitted; Chapter 3). The exact reason for the 

apparent discrepancy between the attentional gain patterns across these two studies is 

therefore not clear. However, the behavioral study used a search display that contained 

multiple distracters (while no distractors were present in Scolari, Byers, and Serences, 

submitted), and the task was extremely difficult for many observers (based on the 

distribution of accuracies). Thus, informative off-target neural populations tuned to 

both sides of the target might be recruited when an observer is confronted with a more 

challenging search task.  

Given the strong evidence that FBA operates at the level of sensory coding, it 

is also worthwhile to explore how FBA influences decision-making mechanisms. For 

instance, visual information that is coded in low-level areas must be fed forward to 

later decision-making regions (e.g., lateral intraparietal area (LIP), dorsal-lateral 

prefrontal cortex (DLPFC), frontal eye field (FEF), etc. (Hanes and Schall, 1996, Leon 
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and Shadlen, 1999, Gold and Shadlen, 2001, Schall, 2001, Shadlen and Newsome, 

2001, Roitman and Shadlen, 2002, Gold and Shadlen, 2003, Horwitz et al., 2004, Gold 

and Shadlen, 2007) and the efficiency of this ‘read-out’ process will influence the 

speed and accuracy of perceptual decisions (Palmer et al., 2005, Das et al., 2010).  

Together, the studies presented here indicate that FBA flexibly modulates the 

firing rates of the most informative sensory neurons. However, the influence of these 

neurons on decision-making could be further enhanced by preferentially weighting 

informative sensory signals during decision making (this reweighting system could 

work either in lieu of, or concurrently with, sensory gain). For example, during a fine 

motion discrimination task, MT neurons tuned to directions of motion that flank the 

target are found to be the most informative (Jazayeri and Movshon, 2006, 2007a), and 

simulations of fine motion discriminations revealed that off-channel MT-like neurons 

(tuned to directions of motion offset from a target direction by ~±40° in this case) may 

be weighted most strongly by LIP neurons during decision making (Law and Gold, 

2008, 2009). Notably this type of reweighting by later decision mechanisms may 

account for improved perceptual performance, independent from any changes in 

sensory gain.  

All three studies presented here are also consistent with the possibility that 

downstream decision mechanisms selectively pool input from sensory populations. 

Both studies described in Chapters 1 and 2 are equally consistent with either a sensory 

gain account, a selective reweighting account, or a combination of both, and therefore 

cannot distinguish between these possibilities. While Scolari and Serences (2010) 
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employed fMRI to target visual cortex (Chapter 2), attention was not systematically 

manipulated and trials were post-sorted based on accuracy in order to investigate a 

potential relationship between behavioral performance and the relative modulation of 

off-channel populations. The observed off-channel activation therefore could be due to 

a flexible FBA mechanism operating at the level of visual cortex, or it could be the 

result of trial-by-trial fluctuations that incidentally influence behavioral performance 

given an increased sensitivity to detect small changes in orientation (see Chapter 2 

Discussion).  

Scolari, Byers, and Serences (submitted, Chapter 3) provide the first study in 

this series to most convincingly demonstrate off-target deployment of sensory gain in 

visual cortex, given that subjects systematically attended different aspects of a uniform 

display. In addition to the observed off-target gain in visual areas V1-V3v, logistic 

regression analyses revealed that relative activation of off-target orientation-selective 

channels was predictive of behavioral performance (while populations tuned to the 

cued orientation were not). This suggests that downstream decision areas may 

preferentially weight input from informative sensory populations to aid response 

selection, and this may occur in conjunction with off-target sensory gain.      

The notion that sensory gain and selective reweighting may co-occur has 

recently been supported in the domain of space-based attention. Pestilli et al. (2011) 

jointly modeled psychophysical and BOLD data to determine whether sensory gain, 

noise reduction, or selective read out models can account for spatial attention-

modulated changes in contrast detection thresholds. Although the authors observed an 
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additive shift in the BOLD signal measured from visual cortex (V1-hV4) on trials in 

which a target location was precued (focused attention trials) relative to trials in which 

all locations were precued (distributed attention trials), this response enhancement 

could not adequately account for corresponding changes in behavioral performance 

between conditions; nor could an additional reduction in the variability of the BOLD 

response. The data instead were best fit by a model that included both additive 

response changes in early visual areas coupled with a selective read-out rule in which 

inputs from the most responsive neurons are preferentially weighted by decision 

mechanisms. Thus, the biased read-out rule effectively amplified the impact of the 

small additive increase in the evoked BOLD response. While this study was concerned 

only with spatial attention, it is conceivable that similar selective pooling rules may 

apply to FBA as well. However, future research is required to explore the impact of 

biased sensory read-out rules, particularly as FBA studies continue to reveal a 

dynamic, sophisticated system that operates in accordance to behavioral goals.  

 

The General Discussion, in part, have been submitted for publication of the 

material as it may appear in Feature and Object Based Attentional Modulations in 

Human Visual Cortex in A.C. Nobre & S. Kastner (Eds.) The Oxford Handbook of 

Attention. Scolari, M., Ester, E. F., & Serences, J. T. The dissertation author was the 

primary author of this chapter. 
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