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Abstract 

The neural bases of precision and distractor resistance in visual working memory 

by 

Elizabeth Story Lorenc 

Doctor of Philosophy in Neuroscience 

University of California, Berkeley 

Professor Mark D’Esposito, Chair 

 

Visual working memory, a complex cognitive process that is essential for goal-directed behaviors, 
allows the internal maintenance and manipulation of detailed visual information that is no longer 
available in the environment. The neural processes and representations that support this essential 
ability remain the focus of much research and debate. In this dissertation, I present three experiments 
that tested key predictions of a sensory recruitment model of visual working memory, which 
proposes that the same regions responsible for primary sensory processing are recruited to maintain 
precise sensory details over short delays. All of these experiments involved the collection of 
functional magnetic resonance imaging (fMRI) data while participants performed cognitive tasks 
requiring visual working memory. The primary fMRI analyses described here utilize two multivariate 
approaches that model the information content of distributed patterns of brain activity: inverted 
encoding models and multivoxel pattern analysis. 

The first chapter of this dissertation uses an inverted encoding model to reconstruct simple 
orientation information held in working memory and examines the effect of subsequent visual input 
on these memory representations. Here, I show that visual working memory representations are 
flexible and can dynamically adjust to meet task demands. First, I find that the early visual areas 
maintain precise orientation information over a delay, but that these representations are susceptible to 
bias from visual interference. Further, I find that the intraparietal sulcus redundantly represents 
orientation information in anticipation of possible distraction and continues to do so if visual 
interference renders early visual cortical representations unreliable. 

In the second chapter, I present strong evidence in favor of a sensory recruitment model of visual 
working memory for complex images like human faces. Here, I use an encoding model to 
characterize distributed response patterns in face-selective regions of inferior temporal cortex during 
face perception. I show that by inverting this perceptual encoding model and applying it to data from 
a memory delay, I can successfully reconstruct face information held in working memory. 
Importantly, this perception-to-memory generalization implies a common representational structure 
between perceptual and mnemonic codes. 

The final chapter examines the role of lateral prefrontal control processes in shaping successful visual 
working memory performance, by examining fMRI data collected after disruption of inferior frontal 
gyrus activity with transcranial magnetic stimulation. Here, I provide causal evidence that the lateral 
prefrontal cortex modulates the selectivity of working memory representations in extrastriate visual 
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cortex. In addition, I find that the inferior frontal gyrus is involved in determining the task-relevance 
of visual input and communicating that information to a network of regions involved in further 
processing during visual working memory.  

Together, these experiments contribute to our understanding of how the human brain represents both 
basic visual features and complex images like human faces and visual scenes. I find evidence for the 
recruitment of sensory regions in the maintenance of precise visual information in memory and for 
top-down prefrontal and parietal control processes that shape the selectivity and distractor-resistance 
of these mnemonic representations. 
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CHAPTER 1 

1.1 Introduction 

Successful functioning in a world of fleeting visual percepts requires short-term internal 
maintenance and manipulation of visual information that is no longer accessible in the environment. 
This essential cognitive ability, central to goal-directed behavior, is termed “visual working memory” 
(VWM). Characterizing the neural mechanisms underlying working memory continues to be a major 
focus of neuroscientific research, and this goal is the overarching motivation for this dissertation. 

Foundational work in this area, using neurophysiological recordings, white matter tract tracing, 
and cortical lesions in non-human primates (Rakic, 2011), established that regions of the lateral 
prefrontal cortex (PFC) (Funahashi, Bruce, & Goldman-Rakic, 1989; Fuster, 1973; Goldman & 
Rosvold, 1970; Jacobsen, 1935; Jacobsen, Wolfe, & Jackson, 1935; Miller, Erickson, & Desimone, 
1996) play an essential role in VWM. In addition, posterior parietal (Chafee & Goldman-Rakic, 
1998; 2000) and inferior temporal (Fuster & Jervey, 1981; Fuster, Bauer, & Jervey, 1981; 1985) 
cortices show reciprocal interactions with lateral PFC, and they support VWM for spatial and object 
information, respectively. From this work a emerged highly influential model, in which the neural 
correlate of working memory is persistent activity in the PFC that bridges the delay between a 
sensory stimulus and response (Funahashi et al., 1989; Fuster & Alexander, 1971). 

However, considerable progress has since been made in characterizing the neural mechanisms of 
working memory in humans, and this research has implicated a broad network of brain regions in 
working memory-related processes, including lateral prefrontal cortex (D'Esposito et al., 1995; 
D'Esposito, Postle, & Rypma, 2000; Ester, Sprague, & Serences, 2015; Riley & Constantinidis, 
2015), parietal cortex (Bettencourt & Xu, 2015; Christophel, Cichy, Hebart, & Haynes, 2014; Ester et 
al., 2015; Xu, 2017), and primary sensory cortices (Harrison & Tong, 2009; Serences, Ester, Vogel, 
& Awh, 2009). Much of this work has provided evidence in favor of a sensory recruitment model of 
working memory, which proposes that the mnemonic representation of precise stimulus features is 
realized by the same stimulus-selective regions that are responsible for initial sensory processing 
(D’Esposito, 2007; Pasternak & Greenlee, 2005; Postle, 2006). The sensory recruitment model 
suggests that the primary role of the PFC in working memory is one of executive control, and that it 
provides top-down signals that are essential for the privileged processing and maintenance of goal-
relevant visual information within posterior regions (Bressler, Tang, Sylvester, Shulman, & Corbetta, 
2008; Miller & D’Esposito, 2005; Sreenivasan, Gratton, Vytlacil, & D'Esposito, 2014b).  

In Chapter 2, I address a key challenge to the sensory recruitment model: given that the visual 
areas that putatively represent VWM content are susceptible to interference from visual stimulation, 
how might these representations persist through subsequent input? In this experiment, I used a 
functional MRI (fMRI) inverted encoding model approach to quantitatively assess the effect of 
distractors on VWM representations for orientation in early visual cortex and the intraparietal sulcus 
(IPS). I found that while early visual representations were most reliable in the absence of distraction, 
those representations were systematically biased by distractors, and that this corresponded with a 
small behavioral bias. In contrast, representations in the IPS did not show such a bias. These results 
demonstrate the dynamic, adaptive nature of visual working memory processes and provide 
quantitative insight into the ways in which representations can be affected by interference. Further, 
they suggest that the sensory recruitment model should be revised and extended to incorporate this 
flexibility.  
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The precision with which both simple features and complex images are maintained in VWM 
varies considerably, both between and within individuals (Ester, Anderson, Serences, & Awh, 2013; 
Fougnie, Suchow, & Alvarez, 2012). A strong interpretation of the sensory recruitment model makes 
two predictions regarding the neural mechanisms underlying this variability in precision. First, there 
should be considerable representational overlap between perceptual and mnemonic activity patterns, 
even across exemplars within a single category of complex visual stimuli. Second, the degree to 
which high-fidelity representations are sustained in sensory regions should be predictive of 
behavioral precision, if it is indeed the case that maintaining precise details in VWM requires the 
recruitment of sensory regions that demonstrate high feature selectivity (Serences, 2016). In Chapter 
3, I describe an fMRI study that tested these predictions within the complex stimulus category of 
human faces. As in Chapter 2, I used an inverted encoding model stimulus reconstruction approach 
(Brouwer & Heeger, 2009). First, I built an encoding model that characterized the preferred stimuli 
and selectivity of individual voxels during face perception. Then, I inverted this model and used it to 
reconstruct memory representations during a subsequent retention interval. Importantly, if VWM 
representations can reliably be reconstructed using a model estimated on perception, this suggests 
commonalities in the representational schemes underlying perception and VWM maintenance. 
Indeed, I found that an encoding model trained on perception-related FFA activity patterns allowed 
successful reconstruction of faces maintained in VWM, but not on trials in which participants were 
instructed to drop the item from memory. Finally, I was unable to reconstruct reliable face 
information from regions of lateral PFC and parietal cortex that showed persistent delay activity, 
although I did find preliminary evidence that participants who showed more robust delay activity in 
the intraparietal sulcus had higher-fidelity FFA memory representations. These results are consistent 
with a sensory recruitment model in which frontoparietal control regions provide top-down 
influences on precise, detailed representations in stimulus-selective regions like the FFA.  

Finally, in Chapter 4, I add causal evidence that the lateral PFC provides top-down signals that 
modulate the category selectivity of visual cortex during VWM. In this study, I investigated the 
effect of transcranial magnetic stimulation (TMS)-induced disruption of left inferior frontal gyrus 
(IFG) function on the fidelity of neural representations of two distinct information codes: (1) the 
stimulus category and (2) the goal-relevance of viewed stimuli. During fMRI scanning, subjects were 
presented face and scene images in pseudo-random order and instructed to remember either faces or 
scenes. Within both anatomical and functional regions of interest, I used a multi-voxel pattern 
classifier to assess the fidelity of activity patterns representing stimulus category: whether a face or a 
scene was presented on each trial, and goal relevance, whether the presented image was task 
relevant, given the current task instructions. I found that left IFG disruption caused a reduction in the 
fidelity of the stimulus category code in extrastriate visual cortex, providing causal evidence that 
lateral PFC modulates object category codes in visual cortex during VWM. In addition, the fidelity of 
the goal relevance code was reduced in a distributed set of brain regions. These results suggest that 
the IFG is involved in determining the task-relevance of visual input and communicating that 
information to a network of regions involved in further processing during VWM.  

Together, these results provide complementary evidence that largely supports the sensory 
recruitment model. All three experiments highlight the dynamic nature of VWM representations and 
the control processes that support them. 
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CHAPTER 2 

Flexible coding of visual working memory representations during distraction 

  

2.1 Abstract  

Visual working memory (VWM) recruits a broad network of brain regions, including prefrontal, 
parietal, and visual cortices. Recent evidence supports a “sensory recruitment” model of VWM, 
whereby precise visual details are maintained in the same stimulus-selective regions responsible for 
perception. A key question in evaluating the sensory recruitment model is how VWM representations 
persist through distracting visual input, given that the early visual areas that putatively represent 
VWM content are susceptible to interference from visual stimulation.  

To address this question, we employed an fMRI inverted encoding model approach to 
quantitatively assess the effect of distractors on VWM representations in early visual cortex and the 
intraparietal sulcus (IPS), another region previously implicated in the storage of VWM information. 
This approach allowed us to reconstruct VWM representations for stimulus orientation, both before 
and after visual interference, and to examine whether oriented distractors systematically biased these 
representations. In our human participants (both male and female), we found that orientation 
information was maintained simultaneously in early visual areas and IPS in anticipation of possible 
distraction and that these representations persisted in the absence of distraction. Importantly, early 
visual representations were susceptible to interference: VWM orientations reconstructed from visual 
cortex were significantly biased toward distractors, corresponding to a small attractive bias in 
behavior. In contrast, IPS representations did not show such a bias. These results provide quantitative 
insight into the effect of interference on VWM representations, and suggest a dynamic tradeoff 
between visual and parietal regions that allows flexible adaptation to task demands in service of 
VWM. 

 

2.2 Introduction 

Visual working memory (VWM) constitutes the brief maintenance and manipulation of visual 
information. It allows for a unified representation of the visual world despite frequent temporal 
discontinuities in visual input that occur during eye movements, occlusions, and object motion 
(Curtis & D’Esposito, 2003; Serences, 2016). This cognitive ability is supported by a broad network 
of brain regions, including lateral prefrontal cortex (Chelazzi, Miller, Duncan, & Desimone, 1993; 
D'Esposito et al., 1995; 2000; Ester et al., 2015; Riley & Constantinidis, 2015), parietal cortex 
(Bettencourt & Xu, 2015; Christophel et al., 2014; Ester et al., 2015; Xu, 2017), and primary sensory 
cortices (Harrison & Tong, 2009; Serences et al., 2009). According to the “sensory recruitment” 
model of VWM (D’Esposito, 2007; Pasternak & Greenlee, 2005; Postle, 2006),  precise visual details 
are maintained in the same stimulus-selective regions that are responsible for primary visual 
processing during perception. Indeed, numerous studies have provided evidence that occipital cortex 
maintains visual features in working memory (Awh & Jonides, 2001; Chelazzi et al., 1993; Curtis & 
D’Esposito, 2003; D’Esposito, 2007; D’Esposito & Postle, 2015; Ester et al., 2013; Harrison & Tong, 
2009; Magnussen, 2000; Miller, Li, & Desimone, 1993; Pasternak & Greenlee, 2005; Pratte & Tong, 
2014; Serences et al., 2009; Sreenivasan et al., 2014b).  
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However, because early visual cortex is susceptible to interference from subsequent visual input, 
it remains unclear how VWM representations in these regions could survive visual interference. In 
fact, multiple studies have found that distractors presented during the memory delay period do impair 
VWM for simple visual features like spatial frequency (Bennett & Cortese, 1996; Magnussen, 
Greenlee, Asplund, & Dyrnes, 1991; Nemes, Whitaker, Heron, & McKeefry, 2011) and motion 
direction (Magnussen & Greenlee, 1992; McKeefry, Burton, & Vakrou, 2007; Pasternak & Zaksas, 
2003), as well as for more complex stimuli like faces (Sreenivasan & Jha, 2007; Yoon, Curtis, & 
D’Esposito, 2006). This impairment is particularly evident when the distractor differs from the item 
in memory along a task-relevant feature dimension (Lalonde & Chaudhuri, 2002; Magnussen et al., 
1991; Nemes et al., 2011), suggesting that visual interference likely acts on VWM representations 
maintained within segregated feature-specific channels in visual cortex (Sneve, Alnæs, Endestad, 
Greenlee, & Magnussen, 2011). Interestingly, interference from a subsequent distractor can exert an 
attractive pull on VWM representations of spatial frequency (Dubé, Zhou, Kahana, & Sekuler, 2014; 
J. Huang & Sekuler, 2010; Nemes et al., 2011), color (Nemes, Parry, Whitaker, & McKeefry, 2012), 
or orientation (Rademaker et al., 2015; Wildegger, Myers, Humphreys, & Nobre, 2015).  

Recently, (Bettencourt & Xu, 2015) sought to identify the neural locus of distractor-resistant 
VWM representations in a human functional magnetic resonance imaging (fMRI) study. They found 
that remembered orientations could be decoded from the superior intraparietal sulcus (IPS) despite 
the presentation of irrelevant distractors, and that the discriminability of orientation information in 
early visual areas was reduced, but not abolished, by distractor presentation. This pattern of results 
has two equally plausible explanations, with important theoretical consequences for the sensory 
recruitment model of working memory. First, this pattern of results could suggest that any VWM 
representations observed in early visual areas are not behaviorally relevant. Alternatively, distraction 
during VWM could systematically bias early visual representations, as has been observed in behavior 
(Rademaker et al., 2015; Wildegger et al., 2015), and such biases could account for the observed 
reduction in orientation discriminability (Ester, Rademaker, & Sprague, 2016a). 

Here, we employed an inverted encoding model orientation reconstruction approach to 
quantitatively assess the effect of distractors on VWM representations in early visual cortex and the 
IPS. This approach allowed us not only to identify the regions in which visual information is reliably 
represented during a working memory delay, but also to investigate whether, and how, these 
representations are affected by subsequent distractors. 

 

2.3 Materials and Methods 

Participants 

We recruited 21 healthy young adult participants for this study. 9 of these participants were 
excluded due to an inability to maintain fixation or an inability to remain alert or awake during their 
initial scan session. The final 12 participants (2 male, ages 18-35), which included two of the authors 
(E.L. and A.V.), each completed a one-hour training session and four two-hour MRI scan sessions. 
Participants were right-handed and had normal or corrected-to-normal vision, and all procedures 
were approved by the UC Berkeley Committee for the Protection of Human Subjects. Participants 
gave their written informed consent before the study and were compensated monetarily for their time. 
In addition, participants were given small bonuses after each scanning session that scaled with their 
performance on the cognitive task. 
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Behavioral training procedure 

Prior to the MRI sessions, each participant completed a one-hour training session to learn and 
practice the cognitive task and to practice maintaining central fixation. Participants each completed a 
minimum of two 12-trial runs of the task, during which eye position was continuously monitored 
(Eyelink-1000, SR Research). Feedback about mean behavioral precision and fixation quality was 
provided at the end of each practice run. In addition, participants were familiarized with the 
retinotopic mapping procedures and practiced maintaining visual fixation while performing a 
challenging peripheral visual detection task in which they detected the brief appearance of a small 
gray circle within the polar angle mapping wedge (see Region-of-interest creation).  

 

Cognitive task 

The task (Figure 2.1) was designed to assess the precision of VWM for orientation and to capture 
any memory biases induced by an intervening distractor. Each trial began with a green 500 ms pre-
cue at fixation to warn participants that a new trial was about to start. The pre-cue was immediately 
followed by a right-lateralized oriented sinusoidal grating, and participants were instructed to 
remember the orientation of this grating as precisely as possible over the remainder of the trial. 
Because of hemispheric asymmetries in the representation of visual space in the early visual 
(Hougaard et al., 2015) and parietal (Berger, Omer, Minarik, Sterr, & Sauseng, 2014; Jeong & Xu, 
2016; Sheremata, Bettencourt, & Somers, 2010) cortices, we chose to present all stimuli in the right 
visual hemifield, rather than counterbalance stimulus hemifield across participants. The grating was 
presented for 500 ms and was followed by a 9.5 s blank delay (“Delay 1”). On two-thirds of trials, a 
distractor grating, which participants were instructed to ignore, was then presented for 500 ms in the 
same spatial location as the memory stimulus. On the remaining one-third of trials, the screen 
remained blank with only a fixation point during this 500 ms interval. Finally, there was a second 9.5 
s blank delay (“Delay 2”) after which participants were presented with a (randomly oriented) test 
grating that they had to adjust to match the memorized orientation using an MR-compatible joystick 
(Current Designs, Inc.) within a 4 s response window. Trials were separated by a variable inter-trial 
interval of 8, 10, or 12 s. 
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Figure 2.1 Delayed-estimation task for orientation, with intervening distractor 

 

While distractors were more likely to appear than a blank delay, distractor presentation was 
unpredictable on any given trial. The distractor consisted of a sinusoidal grating with an orientation 
that was 40 – 50° clockwise (50%) or counterclockwise (50%) of the remembered orientation. With 
the exception of two participants (E.L. and A.V.), participants were not informed of the relationship 
between the memory and distractor stimulus orientations. In addition, the task timing was slightly 
different for these first two participants (see Functional MRI acquisition and preprocessing), in that 
there was a 3 s response window, and the inter-trial interval was 6.67, 8.33, or 10 s. 

Memory orientations were distributed over the entire 180° orientation space; eight equally spaced 
“base” orientations were chosen (0° to 157.5°, in steps of 22.5°), with an additional positive or 
negative 1° to 10° of jitter added on each trial. Grouping the orientations into bins allowed us to 
ensure that similar sets of orientations were shown in each of the three distractor conditions. In order 
to limit fMRI run lengths, the eight orientation categories were randomly split into two sets for each 
participant, with one set shown on odd runs and the other on even runs. There were 12 trials per run: 
one trial from each of four orientation categories for each of the three distractor conditions. 
Participants completed between 22 and 32 runs (participants always completed an even number of 
runs for counterbalancing purposes), yielding an average of 108 trials in each distractor condition. 
Participants were given feedback at the end of each run about the mean precision of their responses. 

Stimuli were programmed in Matlab (v2012b, The MathWorks, Inc., Natick, MA) using the 
Psychtoolbox (Brainard, 1997; Kleiner, Brainard, Pelli, Ingling, & Murray, 2007; Pelli, 1997) 
projected onto a screen at the rear of the magnet bore and viewed via a headcoil-mounted mirror. 
Each circular sinusoidal grating stimulus subtended 10 degrees of visual angle and was centered on a 
point 7 degrees of visual angle to the right of fixation. The sinusoidal gratings were full contrast, with 
a spatial frequency of 0.5 cycles/degree, and they alternated in phase at a rate of 12 Hz for the 
duration of their presentation. Participants were required to maintain central fixation throughout each 
scanning run, and eye position was monitored with an MR-compatible eyetracker (Avotec). 
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Behavioral analyses 

The method-of-adjustment response (see Cognitive task) yielded a trial-by-trial measure of 
memory error in degrees for each distractor condition (no distractor, clockwise distractor, 
counterclockwise distractor). Because we did not have an a priori expectation for any differences 
between the clockwise and counterclockwise distractor conditions, we flipped the signs of the errors 
from the counterclockwise distractor condition and combined them with those from the clockwise 
distractor condition, prior to model fitting, to increase analysis power. The group data with separate 
model fits for counterclockwise and clockwise distractor trials are provided as Extended Data, as are 
the individual subject error histograms and model fits. 

First, to examine whether participants’ mean response errors reliably differed between the no-
distractor and distractor conditions, we calculated the circular distance between the circular means of 
the no-distractor and distractor error distributions for each participant (Berens, 2009). Then, we 
calculated circular 95% confidence intervals to determine whether the resulting set of no-distractor / 
distractor differences significantly differed from zero.  

We followed this initial analysis with a more detailed mixture model analysis to assess whether 
the distractors selectively caused an attractive bias and whether they also affected memory precision 
or guess rates. Using the MemToolbox (Suchow, Brady, Fougnie, & Alvarez, 2013) in MATLAB, 
each error distribution was fit with a mixture model of a von Mises distribution and a uniform 
distribution. As in previous studies (Zhang, 2008), three free parameters were estimated: the mean of 
the von Mises (reflecting any systematic clockwise or counterclockwise biases in participants’ 
responses), the standard deviation of the von Mises (reflecting the average precision of a participant’s 
responses), and the height of the uniform distribution (reflecting the rate of random guesses). This 
model was fit separately for each condition for each of the twelve participants, using Markov Chain 
Monte Carlo to compute maximum a posteriori parameter estimates and 95% credible intervals (the 
Bayesian analog of confidence intervals). We compared the size of the resulting credible intervals 
across distractor conditions to assess whether the quality of model fit differed by condition. Finally, 
we performed paired sample t-tests to compare estimated parameters between the no-distractor and 
distractor conditions.  

 

Functional MRI acquisition and preprocessing 

MRI data were acquired in the UC Berkeley Henry H. Wheeler, Jr. Brain Imaging Center with a 
Siemens TIM/Trio 3T MRI scanner with a 12-channel receive-only head coil. Whole-brain 
MPRAGE T1-weighted scans were acquired for anatomical localization, normalization, and cortical 
surface reconstruction. Functional data were obtained using a one-shot T2

*-weighted echoplanar 
imaging (EPI) sequence sensitive to blood oxygenation level-dependent (BOLD) contrast. The EPI 
sequence parameters for the first two participants (TR = 1.6667s, TE = 30ms, flip angle = 55°, field 
of view = 1110 x 1110, matrix size = 74 x 74, in-plane resolution = 3 x 3mm, 25 ascending 3mm-
thick axial slices separated by a 0.3mm interslice gap) were slightly different from the sequence used 
for the remainder of the participants (TR = 2.0s, TE = 30ms, flip angle = 55°, field of view = 1332 x 
1332, matrix size = 74 x 74, in-plane resolution = 3 x 3mm, 30 ascending 3mm-thick axial slices 
separated by a 0.3mm interslice gap), as minor adjustments were made to improve whole-brain 
coverage.  
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Functional MRI data were preprocessed with AFNI (Cox, 1996; Cox & Hyde, 1996) and custom 
Matlab (v2012b, The MathWorks, Inc., Natick, MA) scripts. Following slice-time correction, each 
EPI run was motion-corrected and co-registered to the anatomical scan in a single resampling step, 
using a 6-parameter affine registration in align_epi_anat.py (Saad et al., 2009). Finally, each run was 
linearly de-trended, voxel-wise, in preparation for inverted encoding model orientation 
reconstruction.   

 

Regions-of-interest (ROIs) 

We chose as our ROIs the left and right early visual areas and the left and right intraparietal 
sulcus (IPS). Because the stimuli were always presented in the right hemifield, the left hemisphere 
was always contralateral to the memory stimulus, distractor, and probe, and the right hemisphere was 
always ipsilateral. We limited our early visual ROIs to V1-V3, because decoding of orientation 
information in VWM is of comparable quality for V1 through V3 and somewhat less robust for 
V3A/V4 (Harrison & Tong, 2009; Pratte & Tong, 2014).  

Gray/white matter boundary segmentation and cortical surface reconstruction was performed with 
Freesurfer’s recon-all tool ((Fischl et al., 2002) http://surfer.nmr.mgh.harvard.edu/fswiki/recon-all). 
Retinotopic mapping was used to delineate early visual areas V1 – V3 (see below), and the 
anatomical IPS ROIs were defined on the cortical surface using the automated 
“S_intrapariet_and_P_trans” label from the Destrieux atlas (Destrieux, Fischl, Dale, & Halgren, 
2010) in Freesurfer. Finally, all surface-based ROIs were transformed back into native volume space 
for subsequent analyses. 

Retinotopic mapping of early visual areas V1 – V3. During the first scanning session, 
participants completed six 6.5-minute retinotopic mapping functional runs: two each of clockwise 
and counterclockwise-rotating polar angle mapping runs, and two eccentricity mapping runs. For 
the polar angle mapping runs, a 40-degree black and white checkerboard wedge (phase-
alternating at 8 Hz) rotated around fixation. A complete revolution was completed every 40 
seconds, and 10 revolutions were completed per run. For the eccentricity mapping runs, a 
checkerboard ring stimulus expanded slowly from fixation, with a full cycle completed every 40 
seconds, 10 times per run. Participants were instructed to maintain central fixation throughout the 
run, and to press a button when a small gray circle appeared in a random location within the 
wedge or ring.  

The functional retinotopy data was processed with AFNI’s @Retino_Proc script (Warnking et 
al., 2002). Then, left and right visual areas V1, V2, and V3, dorsal and ventral, were individually 
delineated on the cortical surface in AFNI’s SUMA (Saad & Reynolds, 2012; Saad, Reynolds, 
Argall, Japee, & Cox, 2004), following standard procedures (Wandell & Winawer, 2011).  

 

Inverted encoding model analyses 

To reconstruct orientation information from multi-voxel patterns of BOLD activity, we adopted 
an inverted encoding model approach, which has also been termed “forward encoding” (Brouwer & 
Heeger, 2009; Ester et al., 2013). All of the following analyses were performed separately within 
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each ROI (left and right V1-V3, left and right IPS). 

First, for every trial, we extracted groups of volumes representing stimulus perception (4 to 6s 
after stimulus onset), the first memory delay (10 to 14s after stimulus onset), and the second memory 
delay (20 to 26s after stimulus onset), and we averaged each group of volumes to yield a single 
BOLD intensity pattern for each epoch per trial. For the analysis of perception/encoding and first 
memory delay representations, the inverted encoding model analysis was completed separately 
within each epoch, using a leave-one-run-pair-out cross-validated structure. A pair of runs were held 
out on each iteration, because only half of the orientation categories were presented on each run; this 
ensured that the training and testing datasets contained examples that were evenly distributed across 
the entire orientation space. To reconstruct distractor perception and the second memory delay, the 
encoding model was trained on the BOLD patterns from the first memory delay. Training the model 
on pre-distractor time-points allowed for direct comparison between reconstructed representations 
with and without distractors. In addition, this method avoided any biases that could have been 
introduced by estimating the model on time points containing a mixture of distractor conditions.  

After averaging the data, we characterized the orientation preferences of each voxel in an ROI by 
creating a voxel-by-voxel encoding model. More specifically, we used linear regression (Equation 
2.1) to calculate the weights (W: 8 channels x m voxels) that related the BOLD intensities from each 
voxel in the training set (B1: m voxels x n trials) to the modeled activation of eight hypothetical 
orientation channels (C1: 8 channels x m voxels), given the orientations that were presented on each 
trial. These orientation basis functions were half-wave rectified sinusoids raised to the 7th power and 
distributed evenly from 0° to 179°.  

Equation 2.1:  W = B1C1
T (C1C1

T)-1 

Next, we inverted the voxel-by-voxel encoding model (Equation 2.2), and the calculated weights 
(W) were used to determine the output of each of the orientation channels (C2), given the BOLD 
activity patterns in the held-out subset of trials (B2). 

Equation 2.2: C2 = (WTW)-1WTB2 

Finally, for every possible orientation (0° to 179°), we calculated the Pearson’s correlation 
between the reconstructed orientation channel output (C2) and the eight orientation channels (as in 
Brouwer and Heeger, 2009). The resulting orientation reconstruction function was therefore maximal 
at the orientation that had most likely been represented on that trial, based on the measured pattern of 
BOLD activity. To evaluate whether reliable orientation information could be reconstructed across 
trials, we re-centered each single-trial orientation reconstruction function so that the “correct” 
orientation on that trial corresponded to 0°, and then averaged across trials to create an average 
orientation reconstruction function for that ROI in that participant. Each reconstruction function was 
then averaged across participants within an ROI.  

Reconstruction significance was calculated with a permutation procedure, in which the quality of 
each reconstruction was quantified with a “representational fidelity” metric RF (as in (Sprague, Ester, 
& Serences, 2016)). More specifically, we calculated the vector mean across the entire group-
averaged orientation reconstruction (Equation 2.3), where r(θ) is the mean Pearson’s correlation at a 
given polar angle, spanning all -90° to 89° of zero-centered orientation space.  

Equation 2.3: RF = mean(r(θ) cos 2*θ) 
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Next, we created a null distribution of representational fidelity values by repeating the above 
orientation reconstruction analysis for 1000 permutations of the remembered orientation trial labels 
(within the true run structure of the data) and again applying Equation 2.3. Finally, we calculated the 
fraction of samples in the null distribution whose representational fidelity was larger than the 
observed representational fidelity, which yielded an empirical p-value. Across all reconstructions for 
which we calculated representational fidelity significance, and comparisons between those 
reconstructions, we corrected for multiple comparisons by controlling the false discovery rate (FDR) 
(Benjamini, 2001), q = 0.05. 

To compare reconstruction quality between ROIs, we simply extended the above procedure to 
perform a two-tailed test between regions. First, we calculated the absolute value of the difference 
between the ROIs’ representational fidelity values. Then, we performed the same calculation on each 
of the 1000 sets of permuted results (see above). Finally, the p-value was calculated as the fraction of 
this null distribution that was larger than the observed difference.  

 

Testing for biases in reconstructed orientation representations 

To assess how orientation representations changed post-distractor, we examined the average 
orientation reconstruction functions during the second memory delay, separately for each participant 
and ROI.  

First, we computed the slope of the best-fit line to the mean reconstruction error sizes from the 
three distractor conditions (CCW-None-CW). Because this analysis simultaneously incorporates both 
counterclockwise and clockwise distractor reconstructions, we did not pool the counterclockwise and 
clockwise distractor data here. The resulting slope would be positive if the distractors exerted an 
attractive effect on the orientation representations, zero if there were no effect, and negative if the 
distractors exerted a repulsive effect. Next, we generated a null distribution by randomly flipping the 
signs of the individual participant slopes and averaging across participants, repeating this 1000 times. 
Finally, we tested for the predicted positive slope by comparing the observed mean slope across 
participants to this null distribution.  

Last, to evaluate whether the quality of the reconstructions was comparable with and without 
distractors, irrespective of any bias in the mean reconstruction error as quantified above we 
performed a modified version of the above reconstruction fidelity analysis. First, rather than using a 
zero-centered cosine function in Equation 2.3, we used a series of cosine functions centered at each 
of the 180 possible orientation centers and took the maximum (hereafter “maximal fidelity”). Then, 
for each ROI, we calculated the absolute value of the difference in maximal fidelities between the no-
distractor and distractor reconstructions. Finally, we repeated this analysis for each of the 1000 null 
reconstructions and calculated the p-value as the fraction of these null maximal fidelity differences 
that exceeded the size of the empirical maximal fidelity difference.  

 

Reconstructing orientation representations over time 

Finally, we conducted an exploratory analysis to examine the temporal evolution of the VWM 
representations over the course of the trial, both with and without intervening distractors. This 
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analysis closely resembled the orientation reconstruction approach described above, in that the 
encoding model was always estimated based on the two TRs at the end of the first memory delay (10 
to 14 s post-stimulus onset). However, the resulting voxel weights were then used to create 
orientation reconstruction functions within a two-TR sliding window moved one TR at a time over 
the entire trial.  

 

2.4 Results 

Behavior 

Prior to each of the following behavioral analyses, we sign-flipped the data from the 
counterclockwise distractor trials and combined it with the clockwise distractor trials, to yield a 
single distribution of “distractor” errors to compare against the “no distractor” error distribution 
within each participant. In this combined distractor data, an attractive bias would then appear as a 
clockwise shift. 

First, to test for an overall difference in the mean errors between trials with and without 
distractors, we calculated circular 95% confidence intervals around the mean circular distance 
between the no-distractor and distractor mean error directions. Because the resulting confidence 
interval did not include zero (mean = 1.042 degrees, circular 95% CI [0.060, 2.025]), this suggests 
that the mean behavioral responses were shifted toward the distractor orientations.  

We followed this analysis with a more specific model-based analysis to examine which 
parameters of participants’ response distributions were affected by distraction. Using maximum 
likelihood estimation, we fit each participant’s response error distribution with a mixture of a von 
Mises and a uniform distribution (Zhang, 2008), separately for trials with and without distractors. 
Three parameters of these distributions were estimated and then compared across distractor 
conditions: the mean and standard deviation of the von Mises reflect the bias and precision of 
memory representations, respectively, while the height of the fitted uniform distribution captures the 
guess rate. Sample no-distractor and distractor response error distributions and resulting model fits 
for an example participant are depicted in Figure 2.2A, and the same is shown for all participants in 
Extended Data Figure 2.2-1. 

A paired-samples t-test revealed that the mean bias (Figure 2.2B, left) varied by distractor 
condition (t(11) = 2.336, p = 0.039), in that participants showed a significant positive (attractive) bias 
of about one degree toward presented distractors, but no bias on distractor-free trials. In contrast, 
there was no effect of distractors on mean guess rate (Figure 2.2B, center: t(11) = 0.498, p = 0.628) 
or on precision (Figure 2.2B, right: t(11) = 0.535, p = 0.603). The model fits were of significantly 
higher quality for the distractor trials compared to the no-distractor trials (as indexed by the size of 
the 95% credible intervals around each parameter estimate), because the former included twice the 
number of trials per participant (repeated measures ANOVA, main effect of distractor condition F(1) 
= 31.848, p < 0.001). 

Similar effects were found when data from the counterclockwise and clockwise distractor 
conditions were fitted separately (Extended Data Figure 2.2-2), although a reliable bias was only 
found in the counterclockwise distractor condition. While the lack of a clockwise distractor bias is 
likely a result of low power, given that previous work has found a symmetrical effect (Rademaker et 
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al., 2015), it is possible that the right-lateralized stimulus presentation interacted with the distractor 
bias effect to produce the observed asymmetry. 

 

 

Figure 2.2 A) Sample no-distractor (left) and distractor (right) response error distributions and 
resulting model fits for an example participant. Shaded regions depict the 95% confidence intervals 
of the model fits. B) Group-level behavioral effect of distractors on mean response bias (left), guess 
rate (middle), and precision (right). Error bars represent between-subject SEM. See Figure 2.2-1 for 
data and model fits for all twelve participants and Figure 2.2-2 for the results of separately fitting the 
mixture model to responses from the counterclockwise and clockwise distractor conditions. 
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Figure 2.2-1 Individual subject error histograms and model fits for the no distractor (top row) and 
distractor (bottom row) conditions. Shaded regions depict the 95% confidence intervals of the model 
fits. 

 

 

Figure 2.2-2 Group-level behavioral effect of separate counterclockwise (CCW) and clockwise 
(CW) distractors on mean response bias (left), guess rate (middle), and precision (right). Error bars 
represent between-subject SEM. 

 

Orientation reconstruction during perception and pre-distractor memory delay 

Using an inverted encoding model, we observed robust reconstruction of perceived orientations 
(Figure 2.3, left column) in the contralateral (left hemisphere) early visual areas (mean reconstruction 
fidelity (RF) = 0.026, p < 0.001), as well as in ipsilateral early visual areas (RF = 0.013, p = 0.002). 
Reconstruction accuracy was superior in contralateral relative to ipsilateral early visual areas (two-
tailed p = 0.003). In addition, perceived orientations could be reliably reconstructed from activity 
patterns in the anatomical contralateral IPS ROI (RF = 0.010, p < 0.001), with comparable fidelity to 
the contralateral V1 – V3 (two-tailed p = 0.348). While the ipsilateral IPS ROI also yielded accurate 
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orientation reconstructions (RF = 0.004, p = 0.012), they were of significantly lower fidelity than in 
the contralateral V1 – V3 (two-tailed p = 0.015). 

At the end of the first memory delay, 10 – 14s post-encoding (Figure 2.3, right column), we 
found reliable orientation reconstruction in both contralateral and ipsilateral V1 – V3 (RFs = 0.018, 
both p < 0.001), and in the contralateral IPS ROI (RF = 0.013, p = 0.001). The average quality of the 
reconstructions did not differ between the contralateral and ipsilateral early visual areas (two-tailed p 
= 0.938) or between the contralateral early visual areas and IPS (two-tailed p = 0.386). In contrast, 
we did not observe reliable orientation representations in the ipsilateral IPS during this time-point 
(RF = 0.001, p = 0.409). Therefore, we did not include the ipsilateral IPS in subsequent post-
distractor analyses, in which the encoding model was trained on data from this pre-distractor memory 
delay.  
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Figure 2.3 Orientation reconstruction functions during perception (left column) and at the end of the 
first memory delay (right column). Plots display averages across all participants, with the error bars 
representing between-subject standard error. Y-axes depict the Pearson’s correlation between the 
reconstructed orientation channel output (C2) and the eight hypothetical orientation channels. 
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Effect of distractors on subsequent VWM reconstructions 

In order to examine whether VWM representations were unaffected, disrupted, or biased by the 
distractor orientations, we applied a similar inverted encoding model orientation reconstruction 
approach. However, instead of training and testing within a single time-point, we trained the 
encoding model on the end of the first memory delay (10 to 14s post-stimulus), and separately 
reconstructed orientation representations for each of the three distractor conditions, based on an 
average activity pattern from the three time-points at the end of the second delay (20 to 26s post-
stimulus). To increase our power to observe distractor effects, we mirrored the resulting orientation 
reconstruction functions from the counterclockwise distractor trials and averaged them with the 
clockwise distractor reconstructions. Therefore, in the “distractor” reconstruction plots, the “correct” 
orientation is centered at 0 degrees, with the distractor at positive 40 – 50 degrees.  

On trials without distractors (Figure 2.4, left column), remembered orientations could be reliably 
reconstructed in the contralateral (RF = 0.020, p = 0.009) and ipsilateral (RF = 0.014, p = 0.041) 
early visual areas at the end of the second memory delay, although reconstructions in ipsilateral V1-
V3 did not exceed the false discovery rate (FDR) corrected threshold of p = 0.023. However, there 
was no difference in reconstruction accuracy between the contra- and ipsilateral early visual areas 
(two-tailed p = 0.430). Finally, orientation information in VWM could not be reliably reconstructed 
from the contralateral IPS ROI at this time-point on the no-distractor trials (RF = 0.005, p = 0.264), 
although reconstruction quality in the contralateral IPS did not significantly differ from that in the 
contralateral early visual ROI (two-tailed p = 0.129). 

In contrast, after the presentation of a distractor (Figure 2.4, right column), reconstructions from 
the contralateral early visual areas were not reliably centered on the correct orientation (RF = 0.006, 
p = 0.133). There were, however, accurate reconstructions in the contralateral IPS (RF = 0.013, p = 
0.023), and a trend toward accurate reconstructions in the ipsilateral V1 – V3 (RF = 0.008, p = 0.049, 
does not exceed FDR threshold of p = 0.023), although neither significantly differed in accuracy 
from the contralateral early visual area reconstructions (ipsilateral V1-V3: two-tailed p = 0.685; 
contralateral IPS: two-tailed p = 0.344). Separate reconstructions for the counterclockwise and 
clockwise trials are presented in Extended Data Figure 2.4-1. 
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Figure 2.4 Orientation reconstructions at the end of the second memory delay, split by distractor 
condition. Within each participant and ROI, the inverted encoding model was trained on the first 
memory delay, and then used to reconstruct orientation functions separately for trials without 
distractors (left column), and for trials with distractors counterclockwise or clockwise to the item in 
memory. Within each participant, reconstructions from trials with counterclockwise distractors were 
mirrored over zero degrees and averaged with mean clockwise distractor reconstructions, to yield 
average distractor reconstructions (right column). P-values indicate the significance level with which 
the “correct” orientation [indicated as an orientation of 0° on these plots] was reconstructed within a 
given ROI, irrespective of the distractor orientation. Plots display averages across all participants, 
with the error bars representing between-subject standard error. See Figure 2.4-1 for separate 
reconstructions for counterclockwise and clockwise distractor conditions. 
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Figure 2.4-1. Orientation reconstructions at the end of the second memory delay, split by distractor 
condition. Within each participant and ROI, the inverted encoding model was trained on the first 
memory delay and then used to reconstruct orientation functions separately for trials with 
counterclockwise distractors (left column), no distractors (middle column), and clockwise distractors 
(right column). P-values indicate the significance level with which the “correct” orientation 
[indicated as an orientation of 0° on these plots] was reconstructed within a given ROI, irrespective 
of the distractor orientation. Plots display averages across all participants, with the error bars 
representing between-subject standard error. 
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Testing for attractive biases in reconstructed orientation representations 

The failure to observe accurate reconstructions in early visual areas post-distraction could be due 
to distractor-related biases in early visual representations. Because the following analyses 
simultaneously incorporate the data from the counterclockwise and clockwise distractor conditions in 
looking at the slope across counterclockwise, no-, and clockwise distractor conditions, we did not 
explicitly pool the distractor data in this analysis.  

First, to assess whether reconstructed VWM representations from each ROI were biased toward 
the previously-presented distractor orientations, as found in behavior, we calculated the orientation at 
which each participant’s orientation reconstruction function was maximal, separately for the 
counterclockwise, no-, and clockwise distractor conditions, and then calculated the circular mean and 
standard error of these values across participants for visualization purposes (Figure 2.5A). We found 
a linear effect of distractor condition on reconstruction error size in the contralateral early visual ROI 
(Figure 2.5A, left), such that reconstructions were biased an average of 15 degrees toward the 
distractors, but centered near zero when no distractors were presented. We found a similar effect of 
distractor condition on reconstruction bias in the ipsilateral early visual ROI (Figure 2.5A, center). 
No effect of distractor condition on reconstruction bias was found in the contralateral IPS ROI 
(Figure 2.5A, right).  

To quantify these effects, we computed, for each participant and ROI, the slope of the best-fit line 
to the means of the trial-wise reconstruction errors in the counterclockwise distractor, no distractor, 
and clockwise distractor conditions. Then, because the measured slopes in the contralateral and 
ipsilateral early visual areas were correlated across participants (Spearman’s rho = 0.692, p = 0.016), 
we averaged the slopes from these ROIs to yield a single “early visual” bias value per participant. 
Finally, we tested for the predicted positive slope by comparing the observed mean slope across 
participants to a null distribution generated by randomly permuting the signs of the individual 
participant slopes (see Methods). We found that there was an attractive biasing effect of the 
distractors on the VWM representations in the early visual ROIs (Figure 2.5B, left: p = 0.041), but 
not on the representations in the contralateral IPS (Figure 2.5B, right: p = 0.858; early visual vs. IPS 
p = 0.019).  

Finally, to assess whether post-distractor orientation reconstructions were of comparable quality 
to those on trials without distractors, irrespective of the observed biases, we performed a subsequent 
reconstruction fidelity analysis that did not require the representation to be centered at zero (see 
Methods). Representations were of comparable fidelity with and without distractors in all three ROIs 
(contralateral V1-V3: p = 0.276; ipsilateral V1-V3: p = 0.831; contralateral IPS: p = 0.281, all two-
tailed comparisons).  
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Figure 2.5 A) Effect of relative distractor orientation (counterclockwise (CCW) or clockwise (CW)) 
on mean inverted encoding model reconstruction error for remembered orientations. Error bars 
represent circular SEM (circular standard deviation divided by the square root of the number of 
participants). B) Effect of relative distractor orientation on subsequent individual subject orientation 
reconstructions in the early visual areas (left) and contralateral IPS (right). Colored lines depict 
individual subject best-fit lines (solid lines/filled circles: contralateral, dashed lines/empty circles: 
ipsilateral), while the black dotted lines illustrate the mean CCW-NO-CW slope across subjects that 
was used to assess distractor bias significance.  

 

Exploratory time-resolved orientation reconstructions 

To examine how the orientation representations evolved over time in each ROI, we repeated the 
above analysis within a 2-TR sliding window over the entire course of the trial. Because the first two 
participants had a shorter TR than the remaining ten (1.667s vs. 2s), their data were not included in 
this descriptive analysis.  

On trials without distractors (Figure 2.6, left column), the orientation in memory could be reliably 
reconstructed in the contralateral V1 – V3 ROI for the majority of the trial. Although weaker, a 
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similar pattern was observed in ipsilateral V1 – V3. In contrast, the contralateral IPS ROI only 
showed reliable orientation coding during the first half of the trial.  

On trials with distractors (Figure 2.6, right column), orientation information could be 
reconstructed from all three ROIs in the first half of the trial. However, after distractor presentation, 
representations in both contra- and ipsilateral V1-V3 shifted toward the distractor orientation. 
Reliable information was observed both before and after the distractor period in the IPS, although an 
apparent shift in the representation during the time of distractor presentation may correspond to 
transient processing of the distractor.  

 

 

Figure 2.6 Orientation reconstructions over time, relative to stimulus onset. Reconstructions from 
trials with counterclockwise distractors were flipped and averaged with clockwise distractor 
reconstructions, to yield average reconstructions from all distractor trials, where representations 
biased toward the distractor orientation appear shifted up from 0 degrees. To aid in visualization, 
only the positive portions of the reconstruction functions are depicted here. Solid white lines mark 
the correct orientation, and dashed white lines depict the mean relative distractor orientation. Yellow 
vertical lines indicate distractor onset time. 
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2.5 Discussion  

A significant puzzle that remains for models of VWM is how precise working memory 
representations persist through subsequent perceptual input. To provide insight into this question, we 
applied an inverted encoding model orientation reconstruction approach to multi-voxel fMRI activity 
patterns during a delayed estimation task for orientation, with intervening distractors. Given that 
distractors that differ from a remembered stimulus along a task-relevant feature dimension have been 
shown to systematically bias VWM reports (Rademaker et al., 2015), we examined early visual 
cortical and intraparietal sulcus VWM representations during perception and during VWM 
maintenance, both before and after distraction. The use of an inverted encoding model allowed us to 
characterize VWM representations at each of these stages of the task, to examine when and where 
reliable orientation representations persisted, and to test whether VWM representations in these brain 
regions exhibited the distractor-related biases that have been observed behaviorally.  

In line with previous results (Ester, Serences, & Awh, 2009; Harrison & Tong, 2009; Serences et 
al., 2009), we were able to reconstruct reliable orientation information from visual cortex (V1 – V3) 
during both perception and VWM maintenance. Orientations held in VWM can be decoded from 
both ipsilateral and contralateral visual cortex (Ester et al., 2009), although decoding can also be 
specific to the contralateral hemisphere if the task demands that the representation be spatially bound 
(Pratte & Tong, 2014). Indeed, we found that while perceptual reconstructions showed the expected 
retinotopic bias, orientation information was represented with comparable quality in both 
hemispheres of early visual cortex during VWM maintenance. In addition, orientation information 
could be reconstructed from the IPS contralateral to the remembered stimulus, both at perception and 
during VWM maintenance (Ester et al., 2015). Finally, the IPS ipsilateral to the remembered stimulus 
also showed reliable orientation coding during perception, but this representation was significantly 
less reliable in this region than in the early visual areas and did not persist during VWM 
maintenance. 

We next tested whether an oriented grating presented in the same spatial location as the 
remembered stimulus would a) bias behavior and b) bias or disrupt the observed VWM 
representations. First, at the behavioral level, we found that distractor presentation did not decrease 
mean VWM precision or increase the frequency of random guesses but did cause the reported 
orientation to be biased about one degree toward the orientation of the distractor. Similarly, at the 
neural level, we found that orientation representations in contralateral V1 – V3 were significantly 
biased toward distractor orientations. In contrast, the orientation representations in the IPS showed no 
evidence for a distractor bias, and they continued to represent the remembered orientation after visual 
interference. On trials in which distractors were not presented, VWM representations persisted 
through the end of the trial in the early visual areas but not the IPS. This pattern of results is in 
contrast to previous findings (Bettencourt & Xu, 2015), which suggested that superior IPS maintains 
VWM representations for orientation with and without distraction, and that early visual areas 
maintain VWM representations only when distraction is unpredictable. Rather, our data suggest that 
precise stimulus-specific VWM representations for orientation are maintained in the early visual 
areas and that the involvement of IPS during VWM dynamically adapts to task demands. We found 
that orientation information was maintained redundantly in the early visual areas and in the IPS in 
anticipation of possible distraction and that it persisted in the early visual areas (and less so in the 
IPS) if a distractor did not appear. However, while these early visual VWM representations were 
susceptible to interference, IPS representations were distractor resistant. It could be, therefore, that 
the difference we observed between the magnitudes of the neural and behavioral biases is a result of 
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this adaptive IPS involvement.   

The finding that content-specific VWM representations can be redundantly maintained in the 
visual and parietal cortices, and that those representations are differentially affected by distraction, 
underscores the flexibility of the underlying neural mechanisms supporting VWM. The set of regions 
primarily involved in VWM maintenance, and the dominant representational scheme (see (Serences, 
2016) for a review), may vary both as a function of task demands and of expectations regarding the 
potential for distraction (Bettencourt & Xu, 2015). In our task, participants knew that distractors were 
likely and that they would appear in the same spatial location as the remembered stimulus. This may 
have encouraged both a spreading of the representation to ipsilateral early visual areas and a 
preparatory engagement of the IPS. Interestingly, it was not the case that early visual areas switched 
entirely to coding the distractor orientations. Rather, distractor processing resulted in biased 
representations that were intermediate to the remembered and distractor orientations. While we do 
not have the cortical layer-specific measurements to fully disentangle early visual area-intrinsic 
maintenance from that supported by tonic top-down input from prefrontal (Mendoza-Halliday, 
Torres, & Martinez-Trujillo, 2014) or parietal cortices, it is possible that feedback is essential for 
reducing the influence of task-irrelevant distractors on precise VWM representations.  

Finally, future studies should investigate whether the observed dynamic trade-off between the 
early visual areas and the IPS is the result of an explicit strategy shift or whether it is a more 
automatic process. For instance, it is possible that orientation information is by default redundantly 
coded in VWM in the early visual areas and the IPS (although perhaps in a more spatial location-
based code in the IPS). This IPS representation could then be drawn upon to guide future behavior if 
more sensory-based codes have been degraded by visual interference. Further, it could be that the 
small behavioral biases that have been observed as a result of distraction reflect a weighted averaging 
of the VWM signals from early visual areas and IPS, informed by a metacognitive readout of VWM 
representational uncertainty. Indeed, participants show greater behavioral biases in motion perception 
(Vintch & Gardner, 2014) and memory for spatial frequency (Dubé et al., 2014) under conditions of 
increased uncertainty. In addition, sensory uncertainty decoded from visual cortex is predictive of a 
common perceptual bias, in which orientations are perceived as biased away from the cardinal axes 
(van Bergen, Ji Ma, Pratte, & Jehee, 2015). Thus, future studies should examine whether the 
combination of uncertainty and distractor-related biases decoded from early visual areas and/or IPS 
during VWM maintenance can predict trial-by-trial behavioral responses.   
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CHAPTER 3 

Neural mechanisms of precision in visual working memory for complex objects 

3.1 Abstract 

There is considerable variability, both between and within individuals, in the precision with 
which complex images are maintained in visual working memory (VWM). Here, we test the 
hypothesis that precise VWM relies upon the continued maintenance of perception-related activity in 
stimulus-selective regions like the fusiform face area (FFA). We acquired functional MRI data while 
participants performed a delayed-estimation task for faces from a continuous face space. Then, we 
used an inverted encoding model face reconstruction approach to examine VWM representations in 
the FFA, early visual areas, and delay-active regions of frontoparietal cortex.  

On each trial, participants were presented with a randomly-chosen face, followed by a post-cue 
which indicated whether to store the item through a 10s delay period (‘store”) or discard it from 
memory (“drop”). Importantly, we found that an encoding model trained on perception-related FFA 
activity patterns allowed successful reconstruction of faces maintained in VWM (“store” trials), but 
not faces dropped from memory (“drop” trials). In contrast, despite successful perceptual 
reconstructions in the early visual areas, we did not find reliable face information from these regions 
during the delays of either “store” or “drop” trials. Finally, although the left inferior frontal sulcus 
(IFS) and intraparietal sulcus (IPS) both showed elevated delay activity during VWM maintenance, 
we were unable to reconstruct reliable face information from these regions. However, we did find 
preliminary evidence that greater sustained IPS activity during VWM maintenance may be related to 
higher-fidelity VWM representations in the FFA.  

This pattern of results is consistent with a sensory recruitment model of VWM, in which a 
stimulus-selective region like the FFA is involved in maintaining the precise details of a face in 
VWM, and regions of the frontal and parietal cortices exert top-down control over these 
representations. Further, our use of an inverted encoding model trained on face perception and used 
to reconstruct VWM representations provides further evidence for a common coding scheme 
underlying both perception/encoding and VWM maintenance. 

 

3.2 Introduction 

Visual working memory (VWM) forms an essential bridge between often-fleeting visual percepts 
and our ultimate actions and decisions, allowing the internal maintenance of detailed visual 
information when it is no longer visible in the environment. While recent work has made 
considerable advances in characterizing VWM for simple visual features like spatial location 
(Sprague et al., 2016; Sprague, Ester, & Serences, 2014) and orientation (Ester et al., 2013; Harrison 
& Tong, 2009; Lorenc, Sreenivasan, Vandenbroucke, Nee, & D'Esposito, 2018)), less is known about 
the neural mechanisms of VWM for complex objects and the factors underlying variability in the 
precision of such representations. Careful research in this area is critical for understanding how the 
healthy human brain actively maintains precise visual information in memory and for identifying 
neural factors that modulate memory precision. 
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Given the high behavioral relevance of human faces, such stimuli form an ideal stimulus class for 
characterizing the neural basis of VWM for complex objects. Previous research in both humans and 
non-human primates has implicated a broad network of brain regions in VWM-related processes 
(Courtney, Ungerleider, Keil, & Haxby, 1997; Druzgal & D'Esposito, 2001; Fuster, 1999; Haxby, 
Petit, Ungerleider, & Courtney, 2000), and functional magnetic resonance imaging (fMRI) evidence 
suggests key roles for the lateral prefrontal cortex (PFC) and higher-order visual areas like the 
fusiform face area (FFA) (Kanwisher, McDermott, & Chun, 1997) in the encoding and maintenance 
of face stimuli in VWM. For example, VWM delay activity in both PFC and FFA increases 
parametrically with load (Druzgal & D'Esposito, 2003). However, while mean PFC activity remains 
highly elevated throughout such a memory maintenance interval, univariate FFA activity decreases 
nearly to baseline levels during that time (Druzgal & D'Esposito, 2003).  

Although this pattern is consistent with a limited role for a stimulus-selective visual region like 
the FFA in the maintenance of face information in VWM, recent advances in fMRI analytical 
methods have provided evidence to the contrary. For instance, multi-voxel pattern analysis has been 
used to accurately decode basic stimulus features like orientation from primary visual cortex during 
VWM maintenance (Harrison & Tong, 2009; Serences et al., 2009), even when mean univariate 
activity in that area has returned to baseline. Further, researchers have found that even in the absence 
of elevated mean fMRI activity during the delay period of a face/scene VWM task, distributed 
patterns of activity in extrastriate visual cortex contain information about the category of items in 
memory (Sreenivasan et al., 2014b).  

Particularly interestingly, these multi-voxel activity patterns during memory maintenance tend to 
be similar to those evoked by stimulus perception: multivoxel pattern classifiers trained on stimulus-
evoked activity patterns can accurately decode orientations (Harrison & Tong, 2009) or complex 
object categories (Sreenivasan et al., 2014b) in memory from activity patterns in early visual cortex 
and lateral fusiform gyrus. Such generality between perception and memory suggests that, although 
the populations of neurons subserving visual perception and VWM maintenance are not identical, 
there is significant overlap between the two (or, at a minimum, co-localized populations whose 
response properties lead to similar selectivity at the voxel level). This observation has contributed to 
growing support for a “sensory recruitment” model of VWM (Awh & Jonides, 2001; Curtis & 
D’Esposito, 2003; D’Esposito, 2007; D’Esposito & Postle, 2015; Harrison & Tong, 2009; Lara & 
Wallis, 2015; Magnussen, 2000; Miller et al., 1993; Serences et al., 2009), whereby the same brain 
regions responsible for primary stimulus processing also maintain visual information over a short 
delay, in the absence of sustained sensory input. In this model, frontoparietal cortex has a primary 
role in top-down control over precise VWM representations in sensory regions – shaping their 
selectivity (Lee & D’Esposito, 2012; Lorenc, Lee, Chen, & D’Esposito, 2015) and reducing 
distractor interference (Feredoes, Heinen, Weiskopf, Ruff, & Driver, 2011).  

The precision with which visual information can be encoded, maintained, and retrieved from 
VWM varies considerably between healthy individuals and from trial to trial within a single 
individual (Fougnie et al., 2012; Rademaker, Tredway, & Tong, 2012). The majority of previous 
research on VWM precision has focused on memory for simple visual features like orientation or 
color, primarily because these features naturally lie along continua, and memory precision can 
therefore be assessed behaviorally via a method-of-adjustment procedure (also known as “delayed 
estimation”) (Wilken & Ma, 2004; Zhang, 2008). Here, however, we utilized a computer-generated 
continuous set of face stimuli (Lorenc, Pratte, Angeloni, & Tong, 2014) (Figure 3.1), which allowed 
us to characterize VWM precision for a complex, and socially relevant, stimulus class.  



 26 

Based on previous evidence for partially overlapping perceptual and mnemonic representations, 
here we employed an inverted encoding model-based approach (Brouwer & Heeger, 2009) to 
reconstruct face representations during VWM, using a model trained on face perception. Briefly, this 
method assumes that each voxel’s response reflects the aggregate face-selective responses of many 
neurons, and characterizes the voxel’s selectivity as a weighted sum of basis functions spanning the 
entire stimulus space. A recent paper used this method to quantitatively determine the amplitude and 
dispersion of orientation-selective population responses during VWM, and the dispersion of the 
population tuning profiles predicted between-subject differences in behavioral VWM performance 
(Ester et al., 2013) (although see (Liu, Cable, & Gardner, 2017) for a discussion of interpretational 
limitations due to conflation of this metric and noise).  

Although inverted encoding models of fMRI data have thus far primarily been used to reconstruct 
simple visual features like orientations (Ester et al., 2013) and spatial locations (Sprague et al., 2014) 
in VWM, previous work has shown that it is possible to characterize voxel tuning to individual faces 
in the FFA during stimulus perception and visual attention (Gratton, Sreenivasan, Silver, & 
D’Esposito, 2013). Here, we used an inverted encoding model trained on face perception to 
reconstruct faces in VWM, which allowed us to characterize the nature of VWM representations for 
faces and to examine the mechanisms by which they are maintained with high precision over time. 
Finally, given the putative role of lateral PFC in exerting top-down control over VWM 
representations in sensory regions, we tested the prediction that lateral PFC activity would shape the 
selectivity of FFA VWM representations as measured with inverted encoding model reconstructions. 

 

3.3 Materials and Methods 

Participants 

We recruited 36 healthy young adult participants from the Berkeley community for this study, all 
of whom had normal or corrected-to-normal vision and (with the exception of one lab member) were 
naïve to the purposes of the study. 11 of these participants were excluded due to: a score 10% or 
more below average on an online face memory test (Cambridge Face Memory Test: 
http://www.bbk.ac.uk/psychology/psychologyexperiments/experiments/facememorytest)  (1 
participant), an inability to maintain fixation or follow task instructions during the training session (4 
participants), or an inability to remain still, maintain fixation, and stay awake during the initial scan 
session (5 participants). An additional participant terminated study participation before completing 
all three scans. Ultimately, 25 participants each completed a one-hour training session and three two-
hour MRI scan sessions. An additional 5 participants were excluded after fMRI data preprocessing 
and quality control checking due to excessive head motion (see Functional MRI acquisition and 
preprocessing section), yielding 20 total participants for all following analyses (7 male, mean age: 
22.65 years SD: 3.4 years).  

Participants were compensated monetarily for their time, and they earned small bonuses after 
each scanning session that scaled with their performance on the cognitive task. All participants gave 
written informed consent at the beginning of the training session, and procedures were approved by 
the UC Berkeley Committee for the Protection of Human Subjects. 
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Behavioral training procedure 

Prior to the MRI scan sessions, each participant attended a one-hour training session to complete 
paperwork, perform an initial MRI safety screening, complete the online face memory test, learn and 
practice the cognitive task, and practice maintaining central fixation. During the training session, 
participants each completed a minimum of two 12-trial runs of the task, during which eye position 
was continuously monitored with an Eyetribe eyetracker (Eyetribe: theeyetribe.com) and PyGaze 
toolbox for Python (Dalmaijer, 2014; Dalmaijer, Mathôt, & Van der Stigchel, 2014). Feedback about 
mean behavioral precision was provided at the end of each practice run, and fixation quality feedback 
was provided in the form of an eye position heatmap overlaid on a sample face stimulus. Finally, 
participants were familiarized with the retinotopic mapping and fusiform face area localizer task 
instructions during this session (see Region-of-interest creation).  

 

Figure 3.1 Continuous face space, comprised of eighty computer-generated faces varying along the 
complex dimensions of age and sex. 

Stimuli 

We used a continuous set of face stimuli created for a previous study (Lorenc et al., 2014) with 
the FaceGen Modeller software (Singular Inversions, Inc.). These 3-D-rendered stimuli formed a 
one-dimensional, approximately circular space that varied continuously along the dimensions of age 
and gender. Each pair of neighboring faces in Figure 3.1 was linearly morphed at ten different 
proportions (e.g. 10% face A, 90% face B; 20% face A, 80% face B, etc.) to yield a total of 80 face 
stimuli. Participants were not shown the Figure 3.1 schematic, nor were they explicitly told the 
feature dimensions that had been used to create the space. As in our previous study, we treated these 
stimuli as comprising a 360° complex feature space, where the difference between any two 
neighboring faces was equal to 4.5°. Finally, the mean luminance was equated across all face stimuli.   
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Cognitive task 

The cognitive task was programmed in the Psychtoolbox (Brainard, 1997; Kleiner et al., 2007; 
Pelli, 1997) for MATLAB (v2014b, The MathWorks, Inc., Natick, MA), rear-projected onto a screen 
in the MRI machine bore, and viewed via a headcoil-mounted mirror.  

Each trial (Figure 3.2) began with a brief (200 ms) color change of the fixation point from black 
to white, followed immediately by the 1000 ms central presentation of a pseudo-randomly chosen 
face from the face space (6 x 8 degrees of visual angle), which participants were instructed to 
memorize as precisely as possible. The face perception/encoding phase was followed by a brief delay 
(1300 ms) and then a fixation color change (green or blue, 500 ms) that signaled the participant either 
to “store” or “drop” the face from memory. The color cue meaning was balanced across participants, 
and each run began with a reminder of the cue’s meaning. Following the post-cue was a blank 10.5 s 
delay; on “store” trials, participants were instructed to continue to maintain the face in memory as 
precisely as possible, and on “drop” trials, participants were told that they didn’t need to remember 
the face and would never be tested on it. On “store” trials, participants then completed a method-of-
adjustment response, in which a randomly-chosen face was presented at fixation and the participant 
used two buttons on an MR-compatible button box to morph the face until it matched the face in 
memory (6 s). On “drop” trials, participants completed a perceptual matching task in which two 
random faces were presented on either side of the fixation point (~3 degrees of visual angle 
eccentricity) and the face on the right was morphed to match the face on the left. The completion of 
the response phase was followed by an 8, 10, or 12 s inter-trial interval. Each run consisted of 12 
trials, half of which were “store” and half of which were “drop”. While the set of 6 “store” faces were 
chosen randomly for each run, the same set of faces were presented for perception/encoding on the 6 
“drop” trials in that run. Each participant completed as many task runs as time allowed in their three 
scan sessions, yielding an average of 130 trials per condition.  

Participants were required to maintain fixation on a central fixation point throughout each run, 
with the exception of the perceptual matching task at the end of “drop” trials, in which they were 
allowed to fixate on both faces as they made a response. Because pilot testing indicated that the faces 
were too perceptually similar to be easily discriminated in the periphery, participants were instructed 
that this perceptual matching phase was the only part of the task in which they were allowed to move 
their eyes. Eye position and alertness was continuously monitored by an experimenter using an MR-
compatible eyetracker (Avotec).  
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Figure 3.2 Schematic of the cognitive task performed in the MRI scanner, with examples of “store” 
and “drop” trials.  

 

Behavioral analyses 

The method-of-adjustment response (see Cognitive task) yielded a trial-by-trial measure of 
memory error (on “store” trials) and perceptual matching error (on “drop” trials) for each participant. 
We used the MemToolbox (Suchow et al., 2013) in MATLAB (v2012b, The MathWorks, Inc., 
Natick, MA) to fit each error distribution with a mixture of a von Mises distribution and a uniform 
distribution (Zhang, 2008), estimating two free parameters: the standard deviation of the von Mises 
(reflecting the average precision of a participant’s responses), and the height of the uniform 
distribution (reflecting the rate of random guesses). This model was fit separately for each 
participant, and we used Markov Chain Monte Carlo to compute maximum a posteriori parameter 
estimates. We then performed paired samples t-tests to compare estimated parameters across 
conditions.  
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Functional MRI acquisition and preprocessing 

MRI data were acquired with a Siemens TIM/Trio 3T MRI scanner at the UC Berkeley Henry H. 
Wheeler, Jr. Brain Imaging Center, using a 32-channel receive-only head coil. Whole-brain 
MPRAGE T1-weighted scans were acquired for anatomical localization and cortical surface 
reconstruction. Functional data were obtained using a T2

*-weighted echoplanar imaging (EPI) 
sequence sensitive to blood oxygenation level-dependent (BOLD) contrast (TR = 2s, TE = 32.2s, flip 
angle = 45, field of view = 1695x1695, matrix size = 86x86, in-plane resolution = 2.5x2.5mm, 54 
ascending interleaved 2.5mm-thick axial slices, multiband factor 2)  

Functional MRI data were preprocessed with AFNI (Cox, 1996; Cox & Hyde, 1996) and further 
analyzed with custom MATLAB and Python scripts. Each EPI run was first slice-time corrected, and 
then motion-corrected and co-registered to the anatomical scan in a single transformation, using a 12-
parameter affine registration in align_epi_anat.py (Saad et al., 2009). The resulting data quality was 
manually checked for all participants, both by examining the estimated motion time courses and by 
visual inspection of the motion-corrected EPI data. Out of the 25 participants who completed all scan 
sessions, 5 participants were excluded from subsequent analyses due to excessive head motion (fewer 
than 18 runs in which motion levels were below a 2.5mm threshold).  

 

Regions-of-interest (ROIs) 

Our primary ROI was the bilateral fusiform face area (FFA), although we conducted additional 
exploratory analyses in the bilateral early visual areas V1-V3 and in functionally-defined regions of 
frontoparietal cortex that showed greater activation during “store” than “drop” trial delay periods 
(Figure 6A).   

Freesurfer’s recon-all tool (Fischl et al., 2002) was used for gray/white matter boundary 
segmentation, to reconstruct the cortical surface, and to map individual subject meshes to a standard 
mesh. All ROIs were defined on the cortical surface as described below.  

Localizing the fusiform face area. In the first scan session, participants completed two 9-minute 
runs of an FFA localizer task (described in detail in (Yovel, Tambini, & Brandman, 2008), in 
which 16s blocks of faces, scenes, objects, and scrambled objects were presented in 
pseudorandom order. Participants completed a one-back task, pressing a button whenever they 
noticed the same image presented twice in a row. This data was then modeled with a general 
linear model in AFNI’s afni_proc.py, with regressors for each stimulus category and motion 
regressors-of-no-interest. The contrast of faces versus objects was used to define bilateral FFA on 
the cortical surface in AFNI’s SUMA (Saad et al., 2004; Saad & Reynolds, 2012), and this ROI 
was then transformed back into volume space for future analyses. 

Meridian mapping for delineation of early visual areas V1 – V3. In the first scan session, 
participants completed three 320s runs of a meridian mapping task, in which phase-alternating 
checkerboard wedge stimuli were displayed in alternating 10s blocks on the vertical and 
horizontal meridians (displayed with PsychoPy; available at https://github.com/arokem/bowties). 
Participants maintained central fixation and monitored a continuous stream of fixation color 
changes, pressing a button when the target color “red” was presented. These data were modeled 
as described above, and the borders of V1, V2, and V3, dorsal and ventral, were drawn on the 



 31 

cortical surface on the basis of the contrast of vertical and horizontal meridian stimulus 
responses. 

Functional definition of memory delay-active regions. Within each participant, we conducted a 
univariate analysis on the whole-brain cognitive task data to identify regions that showed 
significantly higher activity during “store” than “drop” delay periods. After modeling the data 
with a general linear model to obtain a series of beta estimates spanning each trial (see General 
Linear Model section below), we averaged the voxelwise beta values from the delay period time 
points 10 and 12s post-stimulus onset. Then, we performed whole-brain paired-samples 
voxelwise t-tests on these averaged values to contrast activity from the “store” and “drop” trials. 
Because the set of faces presented on each run were matched between two trial types, we were 
able to specifically isolate differences in delay activity related to the post-cued task instruction, 
independent of any univariate differences in responses to faces from different regions of the face 
space. The resulting t-maps were then projected onto the participant’s standardized cortical 
surface (automatically generated by Freesurfer), smoothed on the surface to a full-width-half-max 
of 6mm using SUMA’s SurfSmooth, and then submitted to a group-level t-test against a value of 
zero. These whole-brain t-maps were thresholded at α = 0.05, cluster-extent thresholded with 
AFNI’s 3dClustSim at an α level of 0.05, and then masked to show only positive t-values.   

 The only regions that showed significantly greater delay activity during the “store” trials were 
a region of the left prefrontal cortex along the inferior frontal sulcus (IFS) and a region of the left 
parietal cortex along the intraparietal sulcus (IPS) (Figure 3.6A). These two clusters were 
transformed back into each participant’s native volume space and used as functional ROIs for 
subsequent inverted encoding model analyses.  

 

General linear model 

AFNI’s 3dDeconvolve was used to fit a general linear model to the task data. Rather than 
assuming a fixed hemodynamic response function shape, each trial (from 0s to 28s after encoding 
onset) was modeled as a series of 15 equally-spaced cubic spline basis functions, with the amplitudes 
of the first and last function fixed at zero. The six motion parameters estimated during preprocessing 
were included as regressors of no interest. The resulting beta weights on each of these basis functions 
(a total of 13 per voxel per trial) were then analyzed in much the same way as a raw time-course, 
with one beta value per TR. 

 

Inverted encoding model analyses 

We employed an inverted encoding model analysis (also referred to as “forward encoding” 
(Brouwer & Heeger, 2009)) to reconstruct faces in memory from the patterns of beta values across 
the top 100 voxels (as determined by the faces vs. objects contrast in our FFA localizer) in the 
bilateral FFA. The following analyses were programmed in Python, using numerous functions from 
the NumPy (Oliphant, 2006), SciPy (Jones, Oliphant, & Peterson, 2001), Nilearn (Abraham et al., 
2014), and Matplotlib (Hunter, 2007) libraries. 

Because we hypothesized specifically that an encoding model trained on face perception would 
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allow the successful reconstruction of faces in memory, we began by selecting pairs of beta estimate 
time-points from each trial that represented stimulus perception (4 and 6 seconds after stimulus 
onset) and the end of the delay (10 and 12s after stimulus onset). We then averaged within each pair 
to yield a single “perception” and a single “delay” beta weight pattern per trial.  

In the first stage of this analysis, we used the “perception” patterns to estimate a voxel-by-voxel 
encoding model. We first created a basis set of nine hypothetical channels (half-wave rectified 
sinusoids raised to the 8th power) evenly distributed over the 360° face space (Figure 3.1). Because 
we did not have an a priori prediction for the ideal number and width of these basis functions for our 
complex face stimuli, we adopted parameters from a recent paper (Ester, Sutterer, Serences, & Awh, 
2016b). Then, in a leave-one-run-out cross-validated analysis, we used linear regression (Equation 
3.1) to calculate a set of weights (W: 9 channels x m voxels) that related the observed activity 
patterns from our training dataset (B1: m voxels x n trials) to the predicted channel activations (C1: 9 
channels x m voxels), given the specific faces that had been presented on each trial.   

Equation 3.1:  W = B1C1
T (C1C1

T)-1 

Next, we inverted the model (Equation 3.2) and used the calculated weights to reconstruct face 
channel activation profiles (C2) for each trial of the held-out test set (B2). We then created trial-wise 
reconstruction functions by calculating a sum of the hypothetical face channels, weighted by the 
calculated channel activation values. The resulting “face reconstruction functions” therefore peaked 
at the face that was most likely presented on a given trial, as reflected in the measured BOLD activity 
during face perception/encoding. Finally, to evaluate whether reliable face information was recovered 
over the entire set of trials, we re-centered each trial-wise face reconstruction function so that the 
presented face was aligned with 0° on every trial, and then we averaged across trials. This yielded a 
single face reconstruction function per participant, which were ultimately averaged across 
participants within an ROI.  

Equation 3.2: C2 = (WTW)-1WTB2 

We summarized the quality of a given face reconstruction function by calculating  
its “representational fidelity” (as in (Sprague et al., 2016)), which is the vector mean of the observed 
channel activation profile across all 360° of zero-centered face space (activation at face r = r(θ); 
Equation 3.3). A precise, zero-centered reconstruction function would therefore have a high 
representational fidelity, a flat reconstruction function would have a representational fidelity of zero, 
and an inverted reconstruction function would have a negative representational fidelity value.  

Equation 3.3: representational fidelity = mean(r(θ) cos θ) 

To assess the significance of a given reconstruction, we created a null distribution of 
representational fidelity values by repeating the above procedure for 1000 permutations of the trial-
wise face labels (within the true run structure of the data). Then, we calculated the fraction of the 
absolute value of the null representational values that exceeded the absolute value of the observed 
representational fidelity, which constituted an empirical two-tailed p-value.  

All of the above steps were first performed on the “perception” patterns. A reconstruction fidelity 
value was calculated for each participant, and we restricted further analyses to the fourteen 
participants for whom the perceptual reconstruction representational fidelity value was greater than 
zero (although we also report results for the full dataset).  
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To test our primary hypothesis that a model trained on perception would allow successful 
reconstruction of memory representations, we then evaluated Equation 3.2 for the beta values (B2) 
from the delay period of the held-out test data, separately for the “store” and “drop” trials. We 
iterated over the same cross-validation structure, re-centered the trial-wise reconstructions, and 
averaged over trials as before. Reconstruction significance for the “store” and “drop” reconstruction 
functions was calculated as described above. To directly compare the quality of the “store” and 
“drop” reconstructions, we calculated the difference in representational fidelity values between the 
“store” and “drop” reconstructions, and calculated the fraction of the 1000 null permutations for 
which the “store” and “drop” representational fidelity difference exceeded the observed difference.  

  

Exploratory inverted encoding model analyses 

We repeated the above analysis for the 100 most face-selective voxels in the early visual areas V1 
– V3, and for the delay-active IFS and IPS ROIs (see Regions-of-interest section). To simplify 
interpretation of the results, we initially restricted these analyses to the same 14 participants for 
whom FFA perception representational fidelity values exceeded zero. However, for completeness we 
also report the results for the full 20-participant dataset.  

 

Brain-behavior relationships 

To evaluate whether the quality of the observed delay period reconstructions was related to trial-
wise variability in behavioral precision, we calculated, for each participant, the Spearman correlation 
between the trial-wise representational fidelity values and the absolute value of the trial-wise 
behavioral error sizes). After Fisher z-transforming the resulting Spearman correlation values, we 
performed a group-level one-sample t-test against zero to test for the predicted negative correlation 
(predicting that greater representational fidelity would be related to smaller behavioral error sizes).  

Because these single-trial values were noisy, we also performed a similar analysis on the group 
level. Here, we tested for a correlation across subjects between the representational fidelity of a 
participant’s average reconstruction function and their average behavioral precision, as assessed by 
the standard deviation of the von Mises fit (see Behavioral analyses section).  

Finally, we examined whether the univariate difference between “store” and “drop” delay activity 
in the FFA or frontoparietal functional ROIs was predictive of FFA representational fidelity and/or 
behavioral precision across participants, again using Spearman correlation.  

 

3.4 Results 

Behavior 

We fit a model to each participant’s distribution of behavioral errors, separately for the “store” 
and “drop” trials. This model was comprised of a mixture of a von Mises and a uniform distribution 
(Zhang, 2008), and we estimated two free parameters: the standard deviation of the von Mises, the 
inverse of which reflects memory precision, and the height of the uniform distribution, which reflects 
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the frequency of lapses/random guesses. A sample error histogram and model fit is shown in Figure 
3.3A.  

Participants were slightly, but significantly, more precise on “drop” trials (mean SD = 25°), in 
which they performed a perceptual matching task, than they were on “store” trials (mean SD = 28°), 
in which they performed a delayed estimation task (Figure 3.3B: paired-samples t(19) = 2.445, p = 
0.025). Participants had very few lapses (~3% of trials, on average), and the frequency of lapses did 
not differ between conditions (Figure 3.3C: t(19) = 0.288, p = 0.777), although any such differences 
may be obscured by a floor effect.  

 

 

Figure 3.3 Behavioral results from all 20 participants. A) “Store” trial error histogram and mixture 
model fit for an example participant. Shaded green region depicts the 95% confidence interval of the 
model fit. B) Standard deviation of the von Mises fit to the “store” and “drop” error distributions. 
Lower standard deviation is indicative of greater memory precision. Participants were significantly 
more precise on “drop” trials [perceptual matching response] than on “store” trials [delayed 
estimation response]. C) Height of the fitted uniform distribution, indicating the probability of 
random guesses. The frequency of random guesses did not differ between the “store” and “drop” 
trials. 

 

Reconstructing faces from the FFA during perception and the delay 

Across all 20 participants, we found qualitative evidence for recoverable face information in the 
FFA during perception, but reconstruction fidelity was quite variable between participants, and the 
fidelity of the mean reconstruction function did not significantly differ from the null distribution (p = 
0.219). Given that our hypothesis concerned delay reconstructions with a model trained on 
perception, we limited subsequent analyses to the 14 participants whose perceptual reconstruction 
representational fidelity values were greater than zero. The resulting perceptual reconstruction 
function is shown in Figure 3.4 (left), although it is important to note that the quality of this 
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reconstruction cannot be evaluated quantitatively, given the circularity introduced by the participant 
sub-selection.  

During the delay period, we could successfully reconstruct the presented faces in memory (Figure 
3.4, center: two-tailed p = 0.001), but not when participants were instructed to drop them from 
memory (Figure 3.4, right: two-tailed p = 0.126). Further, representational fidelity was significantly 
higher on “store” trials than on “drop” trials (one-tailed p = 0.042). 

Although less pronounced, we saw a similar pattern across the entire group of 20 participants, 
with reliable delay reconstructions on “store” trials (two-tailed p = 0.024) but not on “drop” trials 
(two-tailed p = 0.224).  

 

Figure 3.4. Across-subject average face reconstruction functions from the 100 most face-selective 
voxels in the bilateral FFA during perception (left) and during the delay (right). Only the 14 
participants whose perceptual reconstructions had fidelities greater than zero are included here, so the 
“Perception” reconstruction function is provided for qualitative evaluation only. Face reconstructions 
were reliable during the delays of “store” but not “drop” trials (“store” vs. “drop” p = 0.042). 

 

Reconstructing faces from early visual areas V1 – V3 

We performed these analyses on the same subset of 14 participants selected in the FFA face 
perception analysis. To maximize our ability to detect any VWM delay representations in the early 
visual areas, we limited these reconstructions to the top 100 voxels from the faces vs. objects contrast 
from the functional localizer, as we did in the FFA. In addition, although the faces were equated for 
global luminance, there were numerous low-level features such as spatial frequency, contrast, 
orientation content, etc., that were uncontrolled and were thus likely to vary continuously across the 
face space. Therefore, we expected that these low-level features, at least, might allow successful 
reconstruction of perceived faces. Indeed, we could reliably reconstruct faces from V1 – V3 during 
perception (Figure 3.5, left: two-tailed p = 0.027). However, although this suggests that the model 
captured meaningful information about the relationship between voxel activity and perceived faces, 
the same model did not allow successful reconstruction of faces during the delay of either “store” 
(Figure 3.5, center: two-tailed p = 0.855) or “drop” (Figure 3.5, right: two-tailed p = 0.449) trials 
(store vs. drop p = 0.222).  



 36 

Finally, we repeated the above analysis for the entire set of 20 participants. While the pattern of 
reconstruction functions was similar, neither the perceptual (two-tailed p = 0.167) nor delay (“store”: 
two-tailed p = 0.550; “drop”: two-tailed p = 0.947) were reliable. 

 

 

Figure 3.5 Across-participant average face reconstruction functions from the top 100 most face-
selective voxels in early visual areas V1 – V3, limited to the 14 participants for whom perception-
phase FFA reconstruction fidelity was greater than zero. While faces could be reconstructed during 
perception in these early visual areas, delay-phase reconstructions were not reliable for either the 
“store” or “drop” trials.  

 

Exploratory face reconstruction analyses in delay-active frontoparietal regions 

A whole-brain univariate contrast between “store” and “drop” delay activity revealed two reliable 
clusters (Figure 3.6A)– one along the left inferior frontal sulcus (IFS: black outline), and one along 
the left intraparietal sulcus (IPS: white outline) – within which activity was significantly higher on 
“store” trials than on “drop” trials. Although not large enough to survive cluster extent thresholding, 
a homologous cluster was also found in the right inferior frontal sulcus.  

We performed the same inverted encoding model analysis to examine whether activity patterns in 
these regions coded information about perceived and/or remembered faces, as found in visual 
regions. Limiting our analyses first to those 14 participants for whom FFA perceptual 
representational fidelity exceeded zero, we did not find reliable perceptual reconstructions in either 
the IFS (Figure 3.6B, left: two-tailed p = 0.330) or the IPS (Figure 3.6C, left: two-tailed p = 0.302). 
Because this indicates that the model did not successfully capture the relationship between the 
observed BOLD activity and the presented faces, it is not surprising, therefore, that also did not find 
reliable delay reconstructions in either the IFS (Figure 3.6B, center and right: “store” p = 0.485, 
“drop” p = 0.496) or the IPS (Figure 3.6C, center and right: “store” p = 0.298, “drop” p = 0.168). 
While the intraparietal sulcus ROI seems qualitatively to contain some delay-period face information, 
the reconstructions were not reliable, nor did they differ between the “store” and “drop” trials (p = 
0.276), despite there being, by definition, a strong univariate difference between trial types in this 
ROI.  
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Similar results were obtained for the entire set of 20 participants. We did not find reliable 
perceptual representations in either region (IFS: p = 0.742; IPS: p = 0.923), nor did we find reliable 
delay representations (IFS: “store” p = 0.412, “drop” p = 0.818; IPS: “store” p = 0.111, “drop” p = 
0.497).  
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Figure 3.6 Face reconstructions in functionally-defined regions of fronto-parietal cortex. A) Group-
level whole-brain contrast of voxelwise beta weights during “store” versus “drop” trial delay periods. 
Activation maps have been cluster-thresholded at α = 0.05 and masked to show only positive t-
values, and both the lateral (left) and dorsal (right) views are shown. Subsequent analyses were 
performed separately on the left inferior frontal sulcus cluster (A: black outline) and the left 
intraparietal sulcus cluster (A: white outline). Reconstructions in the left inferior frontal sulcus (B) 
and left intraparietal sulcus (C) ROIs were limited to those 14 participants for whom FFA 
reconstruction fidelity was greater than zero, as in Figures 4 and 5. 
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Brain-behavior relationships 

The following correlation analyses were performed across all 20 participants.  

First, we hypothesized that the fidelity of reconstructed VWM representations in the FFA would 
be negatively correlated with behavioral memory precision, such that more reliable VWM 
representations would be related to lower error size. However, we did not find a reliable within-
participant correlation between representational fidelity during the delay and trial-wise absolute error 
size on “store” trials (t(19) = 1.242, p = 0.229). Further, we also did not find a reliable across-
participant correlation between the fidelity of the participants’ mean reconstruction functions and 
precision values as estimated from the von Mises fit (Spearman rho = -0.179, p = 0.450). However, 
across participants, we found that the degree to which mean FFA activity was modulated between 
“store” and “drop” trials was predictive of behavioral precision; more precise participants showed 
more FFA activity on “store” trials than “drop” trials (Spearman rho = -0.444, p = 0.050). Further, 
participants with greater FFA modulation had higher-fidelity delay representations on “store” trials 
(Spearman rho = 0.460, p =0.041).  

Second, we hypothesized that delay-active regions of frontoparietal cortex may serve as top-down 
control regions that help maintain the precision of VWM representations in sensory regions. While 
there was no relationship between the fidelity of face reconstructions in the FFA and the degree to 
which left IFS activity increased on “store” relative to “drop” trials (Spearman rho = 0.205, p = 
0.387), there was a trend toward such a relationship in the left IPS (Spearman rho = 0.388, p = 
0.091).  

 

3.5 Discussion  

The past two decades have seen considerable progress in characterizing the neural systems 
underlying VWM, both for simple stimulus features like orientation (Ester et al., 2009; Harrison & 
Tong, 2009; Serences et al., 2009), and for complex images like faces (Druzgal & D'Esposito, 2001; 
Scalaidhe, Wilson, & Goldman-Rakic, 1999) and scenes (Ranganath, DeGutis, & D’Esposito, 2004; 
Sreenivasan et al., 2014b). Much of this work lends support to a sensory recruitment model of 
working memory (D’Esposito, 2007; Pasternak & Greenlee, 2005; Postle, 2006), which posits that 
regions specialized for the perceptual processing of sensory stimuli are also recruited for the 
mnemonic representation of precise stimulus features. A relatively strong interpretation of this model 
makes two predictions that we have tested here. First, even across exemplars within a single stimulus 
category, there should be considerable representational overlap between perceptual and mnemonic 
activity patterns. Second, if the recruitment of sensory regions that demonstrate high feature 
selectivity is indeed important for the maintenance of precise details in working memory (Serences, 
2016), the degree to which high-fidelity representations are sustained in sensory regions should be 
predictive of behavioral precision.  

Here, we conducted an fMRI study to test these predictions within the complex stimulus category 
of human faces, using an inverted encoding model approach (Brouwer & Heeger, 2009) to 
reconstruct faces in VWM. First, we built an encoding model that characterized the tuning 
preferences of individual FFA voxels during face perception. Then, we inverted this model and used 
it to reconstruct memory representations during a subsequent retention interval. Importantly, if VWM 
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representations can reliably be reconstructed using a model estimated on perception, this suggests 
commonalities in the representational schemes underlying perception and VWM maintenance. 

In this experiment, participants performed a delayed estimation task for faces from a previously-
developed continuous stimulus set (Lorenc et al., 2014). This procedure allowed us to assess, both 
from trial-to-trial within a single participant and across the entire distribution of responses, the 
precision with which participants maintained face information in memory. We found that even after a 
10s memory delay, participants remembered these stimuli with high fidelity. Behavioral precision, 
quantified as the standard deviation of a von Mises fit to the error distribution, was on average 27° 
out of the entire 360° space. This is similar to the VWM precision found previously for these stimuli 
(Lorenc et al., 2014), as well as for lower-level visual features like colors (Zhang, 2008) and 
orientations (Lorenc et al., 2018).  

Using an inverted encoding model, we found that faces could reliably be reconstructed during 
perception/stimulus encoding in both the FFA and the early visual areas V1 – V3, meaning that the 
model was able to capture information about the underlying perceptual response properties in these 
regions. While it is likely that our ability to reconstruct faces from the FFA was due to the face-
selectivity of this region, this is not necessarily the case for the early visual areas V1 – V3. In those 
regions, it is possible that successful reconstructions were driven by lower-level features like spatial 
frequency, contrast, orientation content, and even attentional priority (Mo, He, & Fang, 2017) that 
were likely to vary across the face space. In addition, successful early visual reconstructions may be 
reflective of the feed-forward interactions between early visual areas and face-selective regions that 
are essential for the generation of face-selective responses during perception (Lohse et al., 2016). 
Regardless, the role of the early visual areas in this task seems confined to perception; we were 
unable to reconstruct face information from these regions during the delay. 

Most importantly for our test of the sensory recruitment model, we found that the FFA perceptual 
encoding model generalized to VWM maintenance; remembered faces could be reconstructed from 
FFA activity patterns during the delay. Because participants didn’t know until the post-cue whether 
they would be tested on a given face, they were required to initially encode the stimuli on all trials. 
However, these encoding demands alone did not lead to persistent face information during the delay. 
Rather, reliable representations did not persist in the absence of further maintenance demands (i.e. 
“drop” trials), as has been previously found for simple features like orientation and spatial frequency 
(Sneve, Alnæs, Endestad, Greenlee, & Magnussen, 2012).  

A number of recent studies have found that complex stimulus information can be measured from 
sensory regions during a VWM delay (Han, Berg, Oh, Samaras, & Leung, 2013; Linden, Oosterhof, 
& Klein, 2012; Sreenivasan et al., 2014b). However, these previous studies provided a relatively 
weaker test of the sensory recruitment model than the current study, in that they tested only for 
discriminability between distributed representations for stimulus categories such as faces and scenes. 
For example, (Sreenivasan et al., 2014b) found that a multivoxel pattern classifier could discriminate 
between distributed patterns of activity in extrastriate cortex when participants remembered faces, 
scenes, or both faces and scenes. In addition, the classifier was most likely to mislabel a trial type as 
one that shared sensory features with the correct stimulus category (i.e. “both”, when the correct 
answer was “faces”) than it was to mislabel it as belonging to the opposite category (i.e. “scenes”, 
when the correct answer was “faces”). While this is suggestive of a sensory representation in VWM, 
it does not reveal the nature of item-level representations in extrastriate cortex.  

In the present study, although both the left IFS and the left IPS showed elevated activity during 
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the delay, we were unable to reconstruct reliable stimulus-specific information from these regions - 
results which replicate numerous previous findings. For example, (Linden et al., 2012) found that 
although univariate occipitotemporal activity did not differ from baseline during a memory delay, 
distributed activity patterns in these regions still carried information about the category of items in 
VWM. In contrast, frontoparietal regions showed sustained univariate delay activity, but this activity 
was not category-selective. These results are consistent with a model in which frontoparietal regions 
exert top-down control over precise mnemonic representations in sensory regions. In further support 
of this model is causal evidence in humans that the lateral prefrontal cortex modulates the category 
selectivity of sensory regions during working memory (Lee & D’Esposito, 2012; Lorenc et al., 2015). 
In addition, functional connectivity analyses have demonstrated that successful VWM is supported 
by ongoing communication between these regions, during both stimulus encoding (Galeano Weber, 
Hahn, Hilger, & Fiebach, 2017a) and VWM maintenance (Cohen, Sreenivasan, & D’Esposito, 2014). 
While we did not find a relationship between delay activity in the prefrontal cortex and either VWM 
representational fidelity in the FFA or behavioral precision, we did find preliminary evidence that 
greater sustained IPS activity during VWM maintenance may be related to higher-fidelity FFA 
representations.  

Finally, we hypothesized that behavioral precision would be predicted by trial-by-trial variability 
in the fidelity of VWM reconstructions in sensory regions. While we did not find evidence for such a 
trial-wise relationship, it is possible that trial-by-trial variability in behavioral precision in this task is 
dominated by variability in encoding-related processes (Galeano Weber, Hahn, Hilger, & Fiebach, 
2017b; Myers, Stokes, Walther, & Nobre, 2014) or by interference at the response phase. However, 
we did find that participants whose mean FFA activity was greater on “store” than “drop” trials 
showed higher overall behavioral precision. It could be the case that top-down modulation of sensory 
regions results in increased activity for a relatively broad stimulus class, rather than sharpening the 
fidelity with which an individual item is represented. Alternatively, it may be that the current 
encoding model does not yield reconstructions with a high enough signal-to-noise ratio for single-
trial fidelity values to be informative. Future analyses could make a number of changes in the 
encoding model to improve reconstruction reliability, including adjusting the basis set to reflect non-
uniformities in behavioral precision around the face space (Pratte, Park, Rademaker, & Tong, 2017). 
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CHAPTER 4 

The effect of disruption of prefrontal cortical function with transcranial magnetic stimulation 
on visual working memory 

4.1 Abstract 

It is proposed that feedback signals from the prefrontal cortex (PFC) to extrastriate cortex are 
essential for goal-directed processing, maintenance, and selection of information in visual working 
memory (VWM). In a previous study, we found that disruption of PFC function with transcranial 
magnetic stimulation (TMS) in healthy individuals impaired behavioral performance on a face/scene 
matching task and decreased category-specific tuning in extrastriate cortex as measured with 
functional magnetic resonance imaging (fMRI). In this study, we investigated the effect of disruption 
of left inferior frontal gyrus (IFG) function on the fidelity of neural representations of two distinct 
information codes: (1) the stimulus category and (2) the goal-relevance of viewed stimuli. During 
fMRI scanning, subjects were presented face and scene images in pseudo-random order and 
instructed to remember either faces or scenes. Within both anatomical and functional regions of 
interest, a multi-voxel pattern classifier was used to quantitatively assess the fidelity of activity 
patterns representing stimulus category: whether a face or a scene was presented on each trial, 
and goal relevance, whether the presented image was task relevant (i.e. a face is relevant in a 
“Remember Faces” block, but irrelevant in a “Remember Scenes” block). We found a reduction in 
the fidelity of the stimulus category code in visual cortex after left IFG disruption, providing causal 
evidence that lateral PFC modulates object category codes in visual cortex during VWM. In addition, 
we found that IFG disruption caused a reduction in the fidelity of the goal relevance code in a 
distributed set of brain regions. These results suggest that the IFG is involved in determining the 
task-relevance of visual input and communicating that information to a network of regions involved 
in further processing during VWM. Finally, we found that participants who exhibited greater fidelity 
of the goal relevance code in the non-disrupted right IFG after TMS performed the task with the 
highest accuracy.  

 

4.2 Introduction 

Since the human brain has an inherently limited capacity for information processing and working 
memory (Cowan et al., 2005), it is crucial that relevant information in the environment be filtered 
from the myriad of visual details that are unimportant, and often detrimental, to the task at hand 
(Vogel, McCollough, & Machizawa, 2005). It is proposed that biased competition among 
representations of features in the visual field is resolved via both top-down and bottom-up signals, 
with the top-down influence likely guided by an “attentional template” maintained in working 
memory (Desimone, 1998; Desimone & Duncan, 1995). There is increasing evidence that the 
prefrontal cortex (PFC) is one source of these top-down signals which are essential for the privileged 
processing and maintenance of goal-relevant visual information within extrastriate cortex (Bressler et 
al., 2008; B. T. Miller & D’Esposito, 2005; Sreenivasan et al., 2014b). Consistent with this view, we 
recently demonstrated that selective attention alters the tuning of stimulus category representations in 
extrastriate cortex, while the lateral PFC codes for the current task goal (i.e. "Remember Faces, 
Ignore Scenes") (A. J.-W. Chen et al., 2012). 
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Successful filtering of relevant visual information is essential for the prioritized storage of that 
information in working memory for later use, and information in working memory can further guide 
selective attention. Evidence for top-down modulatory processes shaping neural activity has been 
found throughout different stages of working memory (Gazzaley & Nobre, 2012): stimulus 
anticipation (e.g. (Bressler et al., 2008); (Esterman & Yantis, 2010); (Puri, Wojciulik, & Ranganath, 
2009)), sensory processing and gating of information to be encoded into working memory (e.g. (Kok, 
Jehee, & de Lange, 2012); (Gazzaley, 2011)), prioritization and manipulation of memory 
representations (e.g. (Kuo, Stokes, Murray, & Nobre, 2014); (Nee & Jonides, 2009); (Tamber-
Rosenau, Esterman, Chiu, & Yantis, 2011)), and memory retrieval (Nobre, Griffin, & Rao, 2007). 

Lesion studies provide evidence for the role of frontal cortex as one source of top-down signals 
that can modulate processing in sensory regions during working memory. Fuster et al. (1985) were 
the first to investigate the effect of PFC cooling on spiking activity in inferotemporal (ITC) neurons 
during a delayed-match- to-sample task. During the delay period—when persistent stimulus-specific 
ITC activity is observed—cooling caused attenuated spiking profiles and a loss of stimulus-
specificity in ITC neurons. In humans, Barcelo et al. (Barceló, Suwazono, & Knight, 2000) found 
that lateral PFC lesions caused reduced extrastriate activity in the lesioned hemisphere and 
correspondingly lateralized behavioral deficits. In addition, Sauseng et al. (Sauseng, Feldheim, 
Freunberger, & Hummel, 2011) found that TMS disruption of right frontal eye field function in 
healthy participants impaired the shifting of visuospatial attention, and yielded corresponding 
changes in electrocorticographic measures of neural dynamics. Finally, we previously demonstrated 
that TMS disruption of lateral PFC function impaired performance on a face/scene matching task, 
while reducing category-specific tuning in extrastriate cortex (Lee & D’Esposito, 2012). These 
results provide important causal evidence for the role of the PFC in shaping the tuning of information 
processed in extrastriate cortex, and provide insight into the dynamic nature of top-down modulation 
of visual areas by the PFC in accordance with task goals.  

The present study uses a set of multi-voxel pattern classification analyses to further investigate 
the effects of PFC disruption on the neural representation of stimulus category and goal-relevance 
information codes. Immediately after continuous theta-burst TMS to the left inferior frontal gyrus 
(IFG) or a control region (left somatosensory cortex), participants underwent MRI scanning while 
performing a face/scene matching task, in which the relevant stimulus category (faces or scenes) 
varied by block. With this approach, we investigated the effect of frontal cortex disruption on the 
fidelity, as indexed by decoding accuracy, of two distinct types of visual working memory (VWM) 
representations: 1) stimulus category: whether a face or a scene was presented on each trial and 2) 
goal relevance, whether the presented image was task relevant (i.e. a face is relevant in a “Remember 
Faces” block, but irrelevant in a “Remember Scenes” block). First, we hypothesized that disruption 
of top-down control signals emanating from the left IFG would reduce the fidelity of the stimulus 
category code within extrastriate cortex. Second, given that PFC likely maintains a code for goal 
relevance, we hypothesized that PFC disruption would reduce the fidelity of this information code in 
this disrupted PFC region, as well as other areas that depend on information from this disrupted 
region.  

 

4.3 Materials and Methods 

Analyses were applied to unpublished and published data (Lee & D’Esposito, 2012). 
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Participants 

Data from 24 participants (8 male, age range 18 - 38) were analyzed in this study. Data from 15 
participants have not been previously published and data from 9 participants were published in (Lee 
& D’Esposito, 2012). Although the Lee & D’Esposito study originally included 12 participants, three 
of those participants were excluded due to methodological issues specific to the current analyses. All 
procedures were approved by the UC Berkeley Committee for the Protection of Human Subjects, and 
participants gave their written informed consent before the study and were compensated monetarily 
for their participation. 

 

Cognitive task 

In the MRI scanner, participants viewed a series of pseudo-randomly interleaved face and natural 
scene images in a jittered, event-related design with 3, 5 or 7 seconds in between the onset of each 
600 ms stimulus presentation (Chen et al., 2011; Chen, Nycum, Britton, & D'Esposito, 2008, Figure 
4.1). In separate scanning runs, participants performed a 1-back matching task within the faces only 
(“Remember Faces”) or scenes only (“Remember Scenes”) behavioral conditions. Participants 
responded to each image with a button press indicating a 1-back “match” or “non-match” within the 
relevant category, and they also indicated “non-match” for all images of the irrelevant category. 
Participants also completed runs in which they were required to perform the 1-back matching task 
within both stimulus categories simultaneously, and runs in which they simply categorized each 
stimulus as a face or a scene, but these conditions were not of interest for the present analyses. Each 
participant completed five 20-trial two-minute runs of each behavioral condition, each of which 
contained 4 matches. To ensure that the pattern classification analyses were balanced and unbiased, 
both “match” and “non-match” and correct and incorrect trials were included in each of the following 
analyses.  

 

Figure 4.1 Schematic of the face/scene matching task. Stimuli from the task-relevant category were 
separated by 0 – 3 intervening non-relevant images. Task-relevant images are outlined here, but 
outlines were not shown to participants. (NM=nonmatch, M=match). Figure modified from (Lee & 
D’Esposito, 2012).  
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Transcranial magnetic stimulation 

Detailed descriptions of the TMS methods used in this study have been published previously (Lee 
& D’Esposito, 2012). Immediately before each of two MRI scan sessions, 9 participants underwent 
40 s of continuous theta burst TMS, either to the left inferior frontal gyrus (“IFG TMS”) or to the left 
postcentral gyrus (“Control TMS”).  

There was an average of 8 days between the IFG TMS and Control TMS scan sessions, with a 
range of 2 to 18 days. After the exclusion of 3 participants of the original 12 (see Participants 
section), a total of 2 participants first underwent IFG TMS followed by Control TMS, and 7 first 
underwent Control TMS. Given that each participant completed five 20-trial runs of each behavioral 
condition in an initial fMRI scan session prior to the two TMS/fMRI scans, it is unlikely that order 
effects account for the findings reported below. Moreover, re-analysis of the data accounting for 
order found no evidence of a systematic difference in TMS effects in the two order groups. 

Left IFG TMS targets were defined functionally in a separate scan session with the same 
behavioral task, using a statistical contrast of all attended images versus all ignored images, 
regardless of stimulus type, across all task conditions. Left postcentral gyrus TMS targets were 
anatomically defined using the Duvernoy brain atlas (Duvernoy, 1999) as a reference, and drawn as 
spheres with a radius of 5 mm centered 10 mm away from the midline and 5 mm from the top edge 
of the brain. TMS sites were identified in native space for each participant, and the corresponding 
MNI coordinates are listed in Table 4.1. 

Continuous theta burst TMS, which provides localized activity disruption for up to 60 minutes 
after stimulation (Y.-Z. Huang, Edwards, Rounis, Bhatia, & Rothwell, 2005), consists of 50 Hz TMS 
pulse triplets administered every 200 ms (5 Hz) for a total duration of 40 seconds.  

 

Subject 
Number 

Left IFG 
MNI Coord. (mm) 
x                y                z 

Left Postcentral Gyrus 
MNI Coord. (mm) 

x                y                 z 
1 -53 -3 20 -10 -36 73 
2 -51 9 13 -14 -33 70 
3 -50 1 14 -10 -34 73 
4 -45 8 8 -15 -37 69 
5 -62 -10 19 -10 -35 67 
6 -48 9 21 -9 -37 69 
7 -42 2 31 -15 -41 65 
8 -50 6 25 -9 -36 66 
9 -46 10 20 -11 -41 67 

Table 4.1 MNI coordinates of left IFG and control (left postcentral gyrus) TMS sites for each 
individual subject. 
 
 

Functional MRI acquisition and preprocessing 

MRI data were acquired in the UC Berkeley Henry H. Wheeler, Jr. Brain Imaging Center with a 
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Siemens TIM/Trio 3T MRI scanner with a 12-channel receive-only head coil. Functional data were 
obtained using a one-shot T2*-weighted echoplanar imaging (EPI) sequence sensitive to blood 
oxygenation level-dependent (BOLD) contrast (TR, 1000 ms; TE, 32 ms; field of view, 230 mm; 
matrix size, 64 x 64; in-plane resolution, 3.5 x 3.5 mm). Each functional volume contained 18 
contiguous 5-mm-thick axial slices separated by a 0.5 mm interslice gap. Whole-brain MP Flash T1-
weighted scans were acquired for anatomical localization and normalization.  

Functional MRI data were then subject to standard preprocessing with AFNI (Cox, 1996; Cox & 
Hyde, 1996) and custom Matlab (v2011b, The MathWorks, Inc., Natick, MA) scripts. Motion 
correction and volume registration of each EPI run to the anatomical scan was carried out in a single 
resampling step by align_epi_anat.py (Saad et al., 2009), by first aligning the mean of the middle EPI 
to the anatomical data and then aligning each volume to that mean EPI with a 12-parameter affine 
registration. Next, AFNI’s 3dDeconvolve tool was used to compute an ordinary least squares 
regression with 15 double gamma canonical hemodynamic response function regressors: 8 stimulus 
regressors, one for each stimulus-category – memory-condition combination (i.e. a face in 
“Remember Faces”, a scene in “Remember Faces”, etc.), 6 motion parameter regressors (x, y, z, roll, 
pitch, yaw), and a quintic polynomial baseline regressor. Then, the resulting β-weighted estimated 
baseline component (motion + polynomial baseline) was calculated with AFNI’s 3dSynthesize tool 
and subtracted from the original time series. Finally, each run was z-scored temporally, voxel-wise, 
in preparation for multi-voxel pattern analysis (MVPA).   

 

Multi-voxel pattern classification analyses 

In all of the following pattern classification analyses, we determined the fidelity of neural codes 
representing the category of each stimulus (face or scene) which we call the “stimulus category” code 
and the relevance of each stimulus to the current task goal (“remember faces” or “remember scenes”) 
which we call the “goal relevance” code.  

 

Stimulus category code. A classifier was trained to distinguish multi-voxel activity patterns 
evoked by the presentation of a face from those evoked by presentation of a scene, regardless of 
the relevance of the stimulus category to the current task condition (A. J.-W. Chen et al., 2011; 
n.d.). Based on our unpublished data which found that the coding of stimulus category 
information peaks just over 5 seconds after stimulus onset, this code was examined using BOLD 
signal from the EPI volume collected 5 – 6 seconds post stimulus onset. 

Goal relevance code. A classifier was trained to distinguish multi-voxel activity patterns 
representing the relevance of each stimulus to the current task set (i.e. Relevant: a face in 
“Remember Faces” or a scene in “Remember Scenes”, vs. Irrelevant: a scene in “Remember 
Faces” or a face in “Remember Scenes”). Based on our unpublished data which found that the 
coding of goal relevance information peaks later than the stimulus category code, about 6.5 
seconds after stimulus onset, this code was examined using the BOLD signal from the EPI 
volume collected 6 – 7 seconds post stimulus onset.  
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Regions of interest – anatomical 

A priori regions of interest (ROIs) were defined anatomically, by first registering each participant 
to MNI152 space (Grabner et al., 2006) and then back-projecting masks from the AAL atlas 
(Tzourio-Mazoyer et al., 2002) into the participant’s native space. Anatomical ROIs included: left 
and right middle frontal gyrus (MFG), inferior frontal gyrus (IFG; which includes pars opercularis, 
pars triangularis, and pars orbitalis), and extrastriate cortex (parahippocampal, lingual, and fusiform 
gyri).  

 

Regions of interest – functional 

Functional ROIs were created from a dataset of 24 participants. This included previously 
unpublished data from 15 participants, and published data from 9 participants who performed the 
behavioral task in the scanner prior to undergoing TMS (Lee & D’Esposito, 2012). To create 
“stimulus category” and “goal relevance” ROIs, we conducted whole-brain Gaussian Naïve Bayes 
searchlight analyses separately within each participant using the Searchmight toolbox (Pereira & 
Botvinick, 2011). Each 27-voxel cubic searchlight was iteratively moved throughout every voxel in 
the brain, following a leave-one-run-pair-out (one “Remember Faces” and one “Remember Scenes” 
run) cross-validation structure. The mean classification accuracy across all 5 cross-validation folds 
was assigned to the center voxel of each searchlight position, forming a stimulus category and a goal-
relevance accuracy map for each participant. These accuracy maps were then spatially smoothed with 
an 8mm FWHM Gaussian kernel, warped to MNI space, and then entered into a second-level group 
analysis in which the mean decoding accuracy at each voxel was tested against 50% chance accuracy 
with a one-sample t-test. The resulting t-map was used to threshold the mean across-subjects 
accuracy map at a stringent false-discovery-rate-corrected alpha level of 0.0001.  

 

ROI pattern classification analysis 

Within anatomical (MFC, IFG, and extrastriate cortex) and functional ROIs, a regularized logistic 
regression classifier (Princeton Multi-Voxel Pattern Analysis toolbox 
v1.1;  http://code.google.com/p/princeton-mvpa-toolbox/) was used to test for TMS-induced changes 
in the fidelity of codes representing stimulus category and goal relevance. All MVPA analyses were 
run with an iterative cross-validation procedure in which all but one pair of runs (one “Remember 
Faces” + one “Remember Scenes”) were used to train the classifier, and the held-out pair were then 
used as a test set to assess classifier accuracy. Non-parametric permutation tests were used to test for 
above-chance classification, as well as to test for significant differences between information code 
fidelity (indexed by classifier accuracy) in the two TMS conditions. More specifically, 1000 sets of 
permuted class labels were pre-generated, following the cross-validation structure of the original 
analysis. Then, single-subject null classifier accuracy distributions were created separately for each 
ROI and TMS condition, each time using the same 1000 sets of permuted class labels. Finally, the 
single-subject classifier accuracies for each of the 1000 sets of permuted labels were averaged across 
subjects, to create a null distribution of mean classifier accuracies against which to test the observed 
mean classifier accuracies. 
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To test whether classification accuracy was significantly above chance within each ROI and TMS 
condition, we calculated the fraction of the null classifier accuracy distribution that exceeded the 
observed classifier accuracy. This allowed for the calculation of empirical p-values for each ROI and 
TMS condition, which were then Bonferroni corrected for multiple comparisons. Finally, we tested 
whether classification accuracy decrements after IFG TMS as compared to control TMS were greater 
than what would be expected by chance. First, a null “TMS condition difference” distribution was 
created for each ROI by subtracting the classifier accuracy in each permutation of the IFG TMS 
condition data from the classifier accuracy in the matching Control TMS condition permutation, and 
averaging across all eight participants. The p-value of the resulting TMS condition difference within 
each ROI was calculated as the fraction of the null TMS condition difference distribution that 
exceeded the true TMS condition difference. Finally, these empirical p-values were Bonferroni 
corrected for multiple comparisons. These analyses were repeated for each information code.  

 
Whole-brain searchlight classification analysis 

This analysis was designed to investigate whether brain regions outside our initially hypothesized 
regions also code stimulus category and/or goal relevance, and to test whether the fidelity of these 
information codes are affected by left IFG disruption with TMS. Using the Searchmight toolbox 
(Pereira & Botvinick, 2011), we conducted a whole-brain Gaussian Naive Bayes searchlight analysis 
separately within each participant and TMS condition (IFG TMS, control TMS). Each 125-voxel 
cubic searchlight was iteratively moved throughout every voxel in the brain, with the mean 
classification accuracy across all cross-validation folds assigned to the center voxel of the 
searchlight. This yielded one accuracy map per TMS condition per participant, and each participant’s 
IFG TMS accuracy map was then subtracted from the control TMS accuracy map to create a “true 
TMS condition difference” accuracy map. The resulting difference maps were normalized to MNI 
space, spatially smoothed with an 8-mm FWHM Gaussian kernel, and then entered into a non-
parametric group analysis similar to that proposed by (Stelzer, Chen, & Turner, 2013). More 
specifically, 100 sets of permuted labels were generated, and used to create 100 null searchlight 
accuracy maps per participant. Then, 100,000 average group maps were created via a bootstrapping 
procedure: on each of the 100,000 iterations, 1 of the 100 maps was drawn randomly with 
replacement from each participant, and the resulting maps were averaged across participants. Next, 
the “true TMS condition difference” mean accuracy map was thresholded voxelwise, with each voxel 
only passing the threshold if its true value exceeded 99.5% of the 100,000 values in the null 
distribution. Finally, we performed a cluster correction procedure in which the cluster size threshold 
was determined empirically from our 100,000 null group maps. First, the size of the largest 
contiguous cluster (comprised of voxels sharing faces, not just edges or corners) in each of the 
100,000 null group maps was calculated and recorded. Finally, any clusters in the “true TMS 
condition difference” map larger than 99.5% of the maximum clusters from the null maps were 
considered significant. 

 

4.4 Results 

These analyses were applied to data previously published (Lee & D’Esposito, 2012). In the 
previous paper, univariate, spatial similarity, and functional connectivity analyses indicated that left 
IFG disruption reduced category-specific tuning in extrastriate cortex and impaired performance on a 
face/scene matching task. In addition, activity in the non-disrupted right IFG, and connectivity 
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between this region and extrastriate cortex, predicted resistance to behavioral impairment from left 
IFG disruption. 

In the current study, to assess the effects of lateral PFC disruption on the neural representation of 
the active maintenance of information codes during working memory, we examined multi-voxel 
patterns of activity within a priori anatomical and functional ROIs as well as across the whole brain. 
Specifically, we examined two distinct types of representations: 1) stimulus category - whether a face 
or a scene was presented on each trial of a face/scene matching task, and 2) goal relevance - whether 
the presented image was task relevant (i.e. a face is relevant in a “Remember Faces” block, but 
irrelevant in a “Remember Scenes” block). Then, we compared the fidelity of these representations 
following left IFG TMS to those following left post-central gyrus TMS (control site). 

 

Exploratory searchlight MVPA analyses 

In an independent dataset in which participants did not undergo TMS (n=24), a whole-brain 
Gaussian Naïve Bayes searchlight classifier (Pereira & Botvinick, 2011) was used to identify brain 
regions reliably representing each information code (e.g. stimulus category and goal relevance). Nine 
of these subjects later participated in the TMS experiment, but the data used in this exploratory 
searchlight analysis was separate from the data later analyzed for TMS effects.  

As predicted, a stimulus category code was reliably identified in extrastriate cortex, but also 
within primary visual cortex and parietal cortex. To identify category-selective ROIs to test for TMS 
effects, we selected voxels within these areas using a highly stringent FDR-corrected alpha level of 
0.0001 (Figure 4.2A). Anatomical coordinates of these ROIs are presented in Table 4.2. 

 

Anatomical Region 
MNI Coordinates (mm) 
x                 y                  z  

Left Fusiform Gyrus -30 -61 -4  
Right Fusiform Gyrus 32 -58 -3  

Table 4.2 Anatomical locations and MNI coordinates of the centers of mass of clusters used as 
stimulus category functional ROIs. 

 

A goal relevance code was reliably identified in a bilateral set of regions including lateral and 
medial PFC, premotor cortex, superior parietal cortex, and striatum (Figure 4.2B). To identify goal-
relevance ROIs to test for TMS effects, we selected voxels within these areas using a highly stringent 
FDR-corrected alpha level of 0.0001. Voxel clusters were identified in IFG, supplementary motor 
area, precentral sulcus / precentral gyrus, inferior parietal lobule, and angular gyrus, and left caudate 
nucleus. Anatomical coordinates of these ROIs are presented in Table 4.3.  
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Anatomical Region 
MNI Coordinates (mm) 

        x               y              z 
 

Bilateral Supplementary Motor Area -1 14 45 
Left Anterior Insula/Frontal Operculum -36 21 3 
Left Caudate Nucleus -15 9 7 
Left Precentral Sulcus / Precentral Gyrus / Inferior Frontal Junction -43 0 38 
Left Inferior Parietal Lobule -31 -55 45 
Right Anterior Insula/Frontal Operculum 37 25 5 
Right Precentral Sulcus / Precentral Gyrus / Inferior Frontal Junction 48 9 34 
Right Angular Gyrus 29 -59 44 

Table 4.3 Anatomical locations and MNI coordinates of the centers of mass of clusters used as 
goal relevance functional ROIs. 
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Figure 4.2 Whole-brain searchlight analysis (FDR corrected, alpha(p < .0001)). (A) Brain regions 
that represent stimulus category with high reliability. (B) Brain regions that reliably represent goal 
relevance. Axial slice depicts voxels identified in the bilateral anterior insula/frontal operculum and 
left caudate nucleus. 
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Effect of left IFG TMS on the stimulus category code 

ROI-based analyses. A stimulus category code was reliably identified within functional ROIs 
defined from the whole-brain searchlight analysis following control site TMS (Figure 4.3). Mean 
classification accuracies were 63% in these ROIs in both hemispheres (both significant after 
Bonferroni correction for multiple comparisons (permutation test p’s < 0.02 corrected, p’s < 
0.001 uncorrected)). In addition, a stimulus category code was reliably identified in these ROIs 
after left IFG TMS (mean classification accuracies of 59% (left) and 60% (right), p’s < 0.02 
corrected, p’s < 0.001 uncorrected). While a small effect, decoding accuracy of the stimulus 
category code in the left visual cortex functional ROI was reduced by left IFG TMS (p = 0.01, 
uncorrected). Decoding accuracy of the stimulus category code in the right visual cortex 
functional ROI was not affected by left IFG TMS (p = 0.08, uncorrected), but the more restricted 
anatomical extrastriate ROI exhibited a significant decrease in stimulus category code decoding 
accuracy after IFG TMS (TMS effect: p = 0.03, uncorrected).  

A stimulus category code was not reliably identified in the anatomical MFG or IFG ROIs 
after either control TMS (left MFG: p = 0.08; right MFG: p = 0.56; left IFG: p = 0.49; right IFG: 
p = 0.39, all p’s uncorrected) or after left IFG TMS (left MFG: p = 0.49; right MFG: p = 0.56; 
left IFG: p = 0.457; right IFG: p = 0.39, all p’s uncorrected, Figure 4.3). There were also no 
significant differences between the TMS conditions in these four anatomical ROIs (all p’s > 0.18, 
uncorrected). 
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Figure 4.3 Decoding accuracy of the stimulus category code following left IFG TMS, as compared 
to control TMS in anatomical and functional ROIs. Asterisks indicate significance after Bonferroni 
correction for multiple comparisons, and tildes indicate p < 0.05 without Bonferroni correction. Error 
bars depict ± standard error of the mean. Dashed line indicates chance classification accuracy. 

 

Searchlight analyses. Following left IFG TMS, the whole-brain searchlight analysis identified a 
number of significant clusters in bilateral occipital and parietal cortex, and left superior medial 
gyrus, that exhibited a significant decrease in stimulus category code decoding accuracy (Figure 
4.4A). Anatomical coordinates of these regions are presented in Table 4.4. Voxels within left 
fusiform gyrus, intraparietal, middle occipital, and parieto-occipital sulci, and in the right 
calcarine sulcus and cuneus exhibited spatial overlap with the category-selective regions 
identified in the independent exploratory searchlight analysis for identifying the stimulus 
category code (Figure 4.2A). Voxels in the superior medial gyrus were not identified in the 
exploratory searchlight analysis.  



 54 

 

Figure 4.4 Regions that exhibited a significant decrease in (A) stimulus category and (B) goal 
relevance code decoding accuracy following left IFG TMS, as compared to control TMS. All 
depicted voxels are significant at the alpha(p < 0.005) level, and only voxel clusters larger than 
99.5% of the null distribution of cluster sizes are shown here. White outlines depict the regions that 
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showed above-chance classification in the exploratory searchlight analysis used to identify the 
stimulus category and goal relevance codes (Figure 4.2), voxelwise uncorrected p < 0.001. 

 

 
 
 
 
 
 
 
 

 

 

Table 4.4 Anatomical locations and MNI coordinates of the centers of mass of voxel clusters 
showing significant decreases in stimulus category code decoding accuracy after left IFG TMS. 
Asterisks indicate clusters within regions that also reliably represented the stimulus category code in 
a searchlight analysis on an independent, no-TMS dataset.  

 

While it is unclear how to interpret increases in classification accuracy following IFG TMS 
as compared to control TMS, we found significant increases in stimulus category code decoding 
accuracy in the bilateral insula, right inferior frontal gyrus, right superior temporal gyrus, and left 
middle temporal gyrus. In none of these regions was stimulus category reliably coded in the 
independent, no-TMS dataset used for functional ROI definition (see Regions of interest – 
functional section). 

 

Effect of left IFG TMS on the goal relevance code 

ROI-based analyses. A goal relevance code was reliably identified following control site TMS 
within all of the functional ROIs defined from the whole-brain searchlight analysis in an 
independent dataset: bilateral IFG, MFG, supplementary motor area, precentral sulcus/precentral 
gyrus/inferior frontal junction, anterior insula/frontal operculum, parietal cortex, and left caudate 
nucleus (caudate p = 0.03, uncorrected, all other permutation test p’s < 0.02 corrected, p’s < 
0.001 uncorrected; Figure 4.5). After left IFG TMS, however, the goal relevance decoding 
accuracy was significantly reduced, both in the left IFG (TMS effect: p = 0.04, uncorrected), right 
MFG (TMS effect: p < 0.01 corrected, p < 0.001 uncorrected) and the bilateral precentral 
sulcus/precentral gyrus/inferior frontal junction functional ROI (TMS effect: p = 0.01, 
uncorrected). We further examined the significant effect of left IFG TMS on the goal relevance 
code in the bilateral precentral sulcus / precentral gyrus / inferior frontal junction ROI by 
performing the classification analyses separately within each hemisphere. While goal relevance 
was represented with high reliability in the left and right ROIs both after control TMS and after 

Anatomical Region 
MNI Coordinates (mm) 
       x                  y                   z  

Left Superior Medial Gyrus -7 21 38  

Left Fusiform Gyrus* -40 -56 -9  

Left Intra-parietal Sulcus* -22 -68 27  

Left Middle Occipital Sulcus* -39 -79 17  

Left Parieto-occipital Sulcus* -10 -80 37  

Right Calcarine Sulcus* 24 -45 5  

Right Cuneus* 9 -84 36  
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left IFG TMS (all p’s  <= 0.004 corrected), the left IFG TMS marginally reduced decoding 
accuracy in both hemispheres (left TMS effect: p = 0.07, right TMS effect:  p = 0.05, both 
uncorrected).  

Following left IFG TMS, there was no significant decrease in goal relevance decoding 
accuracy in the right IFG (TMS effect: p = 0.34), left MFG (TMS effect: p = 0.10), bilateral 
supplementary motor area  (TMS effect: p = 0.19), bilateral anterior insula/frontal operculum 
(TMS effect: p = 0.31), left caudate nucleus (TMS effect: p  = 0.82) or bilateral parietal cortex 
ROI (TMS effect: p = 0.17).  

 

 

Figure 4.5. Decoding accuracy of the goal relevance code following left IFG TMS, as compared to 
control TMS, in anatomical and searchlight ROIs. Asterisks indicate significance after Bonferroni 
correction, and tildes indicate p < 0.05 without Bonferroni correction. Error bars depict ± standard 
error of the mean. Dashed line depicts chance classification accuracy.  
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Searchlight analyses. Following left IFG TMS, as compared to control site TMS, the whole-
brain searchlight analysis identified several brain regions that exhibited a significant decrease in 
goal relevance decoding accuracy (Figure 4.4B). These regions were found throughout the 
frontal, parietal and occipital cortex (Table 4.5). Mirroring the ROI-based analysis, significant 
reductions were found in the left IFG, precentral sulcus, middle occipital gyrus/ intra-parietal 
sulcus and right middle temporal gyrus, and calcarine gyrus. Anatomical coordinates of these 
regions are presented in Table 4.5. 

 

Anatomical Region MNI Coordinates (mm) 
         x                   y                    z 

Left Inferior Frontal Gyrus* -54 12 12 

Left Precentral Sulcus / Precentral Gyrus* -47 6 34 

Left Postcentral Gyrus -42 -21 33 

Left Middle Occipital Gyrus/ Intra-Parietal Sulcus* -26 -62 40 

Right Superior Frontal Gyrus 16 47 29 

Right Middle Temporal Gyrus* 54 -58 18 

Right Calcarine Gyrus* 33 -65 12 
Table 4.5. Anatomical locations and MNI coordinates of the centers of mass of voxel clusters 
exhibiting significant decreases in goal relevance code decoding accuracy after left IFG TMS. 
Asterisks indicate clusters within regions that reliably represented the goal relevance code in a 
searchlight analysis of an independent, no-TMS dataset.  

 

We found significant increases in goal relevance decoding accuracy in the right insula, left 
middle temporal gyrus, and left lingual gyrus, although none of these regions exhibited 
significant coding of goal relevance in the independent no-TMS dataset (see Regions of interest – 
functional section).  

 

Behavioral analyses  

Across both the “Remember Faces” and “Remember Scenes” conditions, participants performed 
the face/scene matching task with 92.88% mean accuracy after control site TMS. After left IFG 
TMS, mean accuracy was reduced to 90.67%. We tested for a brain-behavior relationship within the 
ROIs that showed a significant effect of TMS on decoding accuracy of the stimulus category code 
(left category-selective visual cortex functional ROI) and the goal relevance code (right MFG, left 
IFG, and bilateral precentral sulcus/inferior frontal junction), using an independent samples t-test on 
a median split of TMS-induced behavioral accuracy decrement (i.e. accuracy after control TMS 
minus accuracy after IFG TMS). While under-powered given the small number of subjects, no 
significant differences between the most- and least-impaired participants were found in the TMS 
effect on the stimulus category code in the left visual cortex functional ROI (t(5.45) = 0.62, p = 0.56), 
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or on the goal relevance code in the right MFG (t(6.95) = -0.95, p = 0.37), left IFG (t(4.02) = -0.69, p 
= 0.53), or bilateral precentral sulcus (t(6.4) = 1.22, p = 0.27).  

In our previous analysis of this dataset (Lee & D’Esposito, 2012), we found that increased 
activity in the right (non-disrupted) IFG after TMS predicted resistance to the behavioral impairment 
caused by TMS. To further clarify this result, we tested for a relationship between behavioral 
accuracy after IFG TMS and decoding accuracy of the goal relevance code in this region. Across the 
large right IFG anatomical ROI, we found a significant positive correlation, such that those 
participants who showed high accuracy on the task exhibited reliable coding of goal relevance in the 
right IFG (Spearman’s rho = 0.65, p = 0.04). As expected given the reduction of the goal relevance 
code in the MFG after left IFG TMS, there was no such relationship in either the left or the right 
MFG (left MFG:  rho = 0.35, p = 0.36; right MFG: rho = 0.57, p = 0.11). 

 

4.5 Discussion 

A growing body of evidence suggests that the prioritized processing and storage of information in 
VWM relies on top-down modulation of visual areas by the PFC (Bressler et al., 2008; Miller & 
D’Esposito, 2005; Sreenivasan, Curtis, & D’Esposito, 2014a). Here, we add causal evidence that the 
lateral PFC provides top-down signals that modulate the category-selectivity of visual cortex during 
VWM. In addition, we provide evidence that integration of an overarching task goal with incoming 
visual information is at least partially subserved by the left IFG, from which this information is likely 
transmitted to other regions responsible for further VWM processing. 

In this study, we conducted a set of multi-voxel pattern analyses to identify brain regions that 
code for stimulus category and goal relevance during a face/scene matching task. Second, we 
determined how the fidelity of these codes (as indexed by multi-voxel pattern analysis classifier 
decoding accuracy) is affected by disruption of the lateral PFC. As predicted, we found that stimulus 
category information was represented most reliably in extrastriate cortex, extending to early visual 
cortex and posterior parietal cortex. After left IFG disruption, there was a moderate reduction in the 
fidelity of the stimulus category code within these regions in both hemispheres. This finding is 
consistent with two previous studies that investigated the remote effects of disrupted lateral PFC 
function on visual cortical activity during VWM. The first (Miller, Vytlacil, Fegen, Pradhan, & 
D’Esposito, 2011), found that disruption of PFC function, both with TMS in healthy participants and 
in patients with lateral PFC lesions due to stroke, reduces the distinctiveness of extrastriate cortex 
responses to face and scene stimuli. The second, using a different type of analysis of the data used in 
the present study (Lee & D’Esposito, 2012), also found that PFC disruption with TMS in healthy 
individuals causes a reduction in visual category selectivity in extrastriate cortex. Importantly, the 
participants for whom the lateral PFC disruption reduced the tuning of extrastriate responses to faces 
and scenes the most showed the greatest impairments in behavioral accuracy. While numerous 
correlational studies, both in humans (e.g. (Gazzaley, Rissman, & D’Esposito, 2004; Gazzaley et al., 
2007; Kuo et al., 2014; Nee & Jonides, 2009; Tamber-Rosenau et al., 2011)) and in non-human 
primates (e.g. Freedman, Riesenhuber, Poggio, & Miller, 2003), have provided indirect evidence for 
top-down modulation of visual cortex by the PFC during VWM, the use of transient PFC disruption 
with TMS contributes important causal evidence for this model of cognitive control.     

While the stimulus category code presumably arises largely as a result of “bottom-up” visual 
processing, the coding of goal relevance depends on the integration of a high-level task goal with 
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bottom-up stimulus category information. This bridge between task goal and incoming visual 
information, while crucial for successful VWM performance, has not been well-characterized. In the 
current analyses, we found that the goal-relevance of incoming visual information, as determined by 
the current task set, was coded reliably in a distributed network of regions thought to be important for 
cognitive control, selective attention, and working memory ((Dosenbach et al., 2006; Harding, Yücel, 
Harrison, Pantelis, & Breakspear, 2015); also see (Lückmann, Jacobs, & Sack, 2014) for a review of 
these regions in attentional orienting in working memory). These goal-relevance regions included the 
IFG, MFG, precentral sulcus/inferior frontal junction, supplementary motor area, left striatum, and 
parietal and extrastriate cortices.  

Following left IFG TMS, the fidelity of the goal relevance code decreased within that region, as 
predicted. In addition, the left IFG TMS also disrupted the goal relevance code in the MFG, 
suggesting that MFG relies on input from, or reciprocal communication with, the left IFG for the 
selective processing and maintenance of visual information. Previous functional connectivity 
analyses have suggested that the MFG plays a key role in VWM distractor resistance and in 
protecting items in memory from interference (Postle,	2005;	Sakai,	Rowe,	&	Passingham,	2002), 
while the IFG may play a stronger role in determining the level of attention to allocate to incoming 
stimuli, based on task goals (Clapp,	Rubens,	&	Gazzaley,	2010). Considering these and the present 
findings, it is possible that the IFG is involved in determining whether an incoming stimulus is goal 
relevant, and gating information transfer to MFG accordingly, to aid in the protection of current 
items in memory from interference. Consistent with this proposed model, (Feredoes	 et	 al.,	 2011) 
found that disruption of right MFG function with TMS during the presentation of distractors in a 
delayed recognition task caused increased activity in visual regions selective for the category of the 
remembered item.  

After left IFG TMS, we also found a significant decrease in the fidelity of a goal relevance code 
within bilateral precentral sulcus/inferior frontal junction (IFJ). A previous human fMRI/ERP study 
demonstrated that TMS to right IFJ before a similar delayed recognition task impaired task accuracy, 
and the size of the behavioral decrement was predicted by the degree to which top-down modulation 
of early visual cortex activity by the IFJ was impaired (Zanto, Rubens, Thangavel, & Gazzaley, 
2011). In addition, in a human MEG study, it was found that attention to different object categories 
induced gamma synchrony between the IFJ and the extrastriate regions most selective for those 
categories (Baldauf & Desimone, 2014). Moreover, the gamma activity in IFJ slightly preceded 
activity in extrastriate regions, which was interpreted as evidence that the IFJ directs visual 
processing via gamma synchrony with category-selective visual areas. Therefore, in the context of 
our results, it is possible that top-down modulation of visual areas by the lateral PFC is accomplished 
via processing of goal-relevance information in bilateral precentral sulcus/ IFJ, from which goal-
directed attention (Asplund, Todd, Snyder, & Marois, 2010) may be deployed to shape bilateral 
extrastriate cortical response selectivity (e.g. Chen et al., 2012). Further, it is likely that other brain 
regions, such as the frontal eye fields (e.g. Taylor et al., 2007), contribute additional top-down 
signals that aid VWM.  

Finally, left IFG disruption did not significantly reduce the fidelity of the goal relevance code in 
the right IFG. However, participants who exhibited greater fidelity of the goal relevance code in this 
region after TMS performed the task with the highest accuracy. These findings are consistent with 
our original analyses of this dataset (Lee & D’Esposito, 2012). In that study, we found that increased 
functional connectivity between the right IFG and the right extrastriate cortex before TMS, and 
increased activity in the non-disrupted IFG after TMS, predicted resistance to the behavioral VWM 
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impairment caused by TMS. Therefore, the current analysis provides additional insight into a 
potential compensatory mechanism, whereby reliable coding of goal relevance in a region 
homologous to the disrupted PFC area can provide protection against behavioral VWM impairment.  
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CHAPTER 5 

5.1 Conclusions and future directions 

In this work, I employed two relatively recently-developed fMRI analysis methods (inverted 
encoding modeling and multi-voxel pattern classification) to investigate the neural bases of VWM in 
humans. Both of these methods exploit information contained in distributed patterns of activity 
across voxels, allowing the investigation of detailed cognitive neuroscience questions that have 
proven difficult to address with typical univariate fMRI analyses.  

In Chapter 2, I used an inverted encoding model to reconstruct remembered orientations and 
precisely characterize the effects of distractors on memory representations in early visual areas and 
the IPS. As predicted by a sensory recruitment model, and as found previously (Ester et al., 2013), I 
found that orientation information was represented in the early visual areas during a working memory 
delay. Interestingly, orientation information was redundantly represented in the IPS in anticipation of 
possible distraction, and these IPS representations were sustained until the response if (and only if) 
interfering visual input rendered the early visual representations unreliable. These results, although 
not in conflict with a sensory recruitment model (Scimeca, Kiyonaga, & D’Esposito, 2018), 
emphasize that VWM representations - and the underlying neural code - may dynamically adapt to 
task demands. This work raises a number of interesting questions, some of which I plan to address 
with additional analyses of this dataset. First, although both behavior and the early visual orientation 
reconstructions showed a bias toward the distractor orientation, the magnitude of the effect on 
behavior was about a tenth the size of the measured neural effect. Continuing analyses will examine 
whether, by pooling all single-trial data into a single “super-subject” (Ester et al., 2015) it is possible 
to distinguish a truly biased early visual representation from concurrent representations of the target 
and distractor orientations. In addition, I will examine whether trials in which the IPS representation 
remained the most reliable showed the smallest behavioral bias.  

 In Chapter 3, I used a similar inverted encoding model approach to reconstruct remembered 
faces from distributed activity patterns in the FFA, early visual areas, and delay-active regions of the 
IPS and lateral PFC. Out of these regions, the FFA was the only one in which a model estimated on 
perception yielded successful face reconstructions from VWM. These results provide strong evidence 
in support of the sensory recruitment model and are among the first to demonstrate stimulus-specific 
reconstructions of complex objects during working memory (see also (Lee & Kuhl, 2016)). Future 
analyses of this dataset will initially focus on improving the model used to characterize voxel 
responses. First, I plan to adjust the basis set to reflect inhomogeneities in perceptual discriminability 
around the face space, as in a recent behavioral test of VWM for orientations (Pratte et al., 2017), to 
examine whether such a behaviorally-informed prior will improve reconstruction reliability. Second, 
I will test whether coarse categorical models (i.e., male/female, young/old) provide better 
explanations of the data from the delay-active frontoparietal regions than continuously tuned models 
have thus far. Finally, it would be informative to add a causal manipulation such as TMS to more 
directly probe the role(s) of frontal and parietal cortices in successful completion of this task. For 
instance, I predict that a combined TMS/fMRI approach like that described in Chapter 4, in which 
continuous theta-burst stimulation is applied to the left IFS region that was identified in this 
experiment, will yield reduced reconstruction fidelity in the FFA and a corresponding reduction in 
behavioral precision. Further, if categorical models are able to predict the multivariate delay 
responses in the IFS, one could make the counterintuitive prediction that TMS disruption might 
improve behavioral precision, in that it may reduce inaccuracies related to categorical re-coding of 
VWM content.  
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