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ABSTRACT 

 

Boundaries of the Hindsight Bias 

 

by 

 

Derek A. Schatz 

 

Doctor of Philosophy in 

 

Business Administration 

 

University of California, Berkeley 

 

Professor Don A. Moore, Chair 

 

 

 

The hindsight bias may not be as robust as previously believed. Also known as the “knew-it-all-

along effect” (Fischhoff, 1975) the hindsight bias refers to the inability for individuals to 

remember their previous state of knowledge after learning an outcome. Researchers have found 

people fall victim to hindsight biases in a variety of domains, including general knowledge 

(Fischoff, 1977; Wood, 1978), medical decisions (Arkes, Wortmann, Saville, & Harkness, 1981), 

and political outcomes (Fischhoff & Beyth, 1975). Multiple failures to debias, with methods 

including informing participants about the bias (Fischhoff, 1977) and manipulating participant 

perspective (Wood, 1978) further grew the reputation for the strength of this bias. However, we 

must interpret older results in the behavioral sciences with new perspective on the importance of 

sample size and statistical power (Ioannidis, 2005). This dissertation proposes to investigate 

when and why hindsight bias fails to appear, and what it means for the psychological processes 

underlying the hindsight bias, and more broadly, the interpretation of older psychological 

research. 
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PREFACE 

 

 My dissertation is organized as follows. In Chapter 1, I review the existing hindsight bias 

literature, discussing both early findings of the bias as well as later applications and extensions of 

the research across domains of decision making. I place this early research in the recent context 

of the open science movement and in this new age of methodological rigor and concern for the 

replicability of scientific results.  This work shows a paucity of supporting evidence for the 

hindsight bias across multiple types of stimuli and paradigms.  

 

 Across ten experiments, I tested the degree to which people report inflated feelings of 

confidence due to the hindsight bias. These experiments are organized into four categories. First, 

I employed the original between-subjects outcome feedback paradigm with a variety of stimuli. 

Across Experiments 1- 4 (Chapters 2 – 5) participants failed to exhibit the hindsight bias. Seeing 

the outcome of an event or question did not appear to increase reported confidence in the 

occurrence of that particular outcome. Following these initial four experiments, I began to search 

for possible moderators that could explain the repeated failures to replicate the basic effect. 

 

 The second category of experiments used an alternate, longitudinal paradigm to test the 

hindsight bias. Experiment 5 (Chapter 6) tested whether a distractor task could elicit the bias 

between trials within the same person and found the manipulation failed to create the hindsight 

bias. Experiment 6 (Chapter 7) examined the hindsight bias over a span of months comparing 

predictions of the 2018 U.S. Midterm Elections reported prior to the elections to those reported 

‘in hindsight’ after the elections. Participants responding after the election results were known 

did not claim any greater confidence in their past predictions compared to participants asked 

before the election had occurred. These two experiments explored the possible moderators of 

surprisingness and expertise. However, as there was no hindsight bias present, there was no 

effect to attenuate with any moderation.  

 

 The third category of experiments explored a possible moderator; that of perceived 

randomness (Wasserman, Lempert, & Hastie, 1991), in which events seen as randomly 

determined should elicit less hindsight bias. Experiment 7 (Chapter 8) measured the degree to 

which participants considered the stimuli as random to test if that perception would moderate 

hindsight bias. Participants did not exhibit the hindsight bias in the outcome feedback (hindsight) 

condition, therefore there was subsequently no opportunity to measure whether perceived 

randomness moderates the bias. Experiment 8 (Chapter 9) attempted to manipulate perceptions 

of randomness with a pretested informational vignette, and measured expertise as a potential 

moderator. Participants again failed to exhibit the hindsight bias. 

 

 In the fourth and final category of experiments, Experiment 9 (Chapter 10) compared the 

current views of experts in the fields of social psychology and decision-making to my recent 

empirical findings, in order to contextualize these several failures to replicate the effect. Experts 

reported believing the hindsight bias is both more widely found as well as stronger than 

comparative evidence shows. In Experiment 10 (Chapter 11) I administered a direct replication 

of the original hindsight finding (Fischhoff, 1975) employing the same paradigm and stimuli, 

while testing for a moderator of question difficulty. Participants in the direct replication 
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condition did exhibit hindsight bias, however the evidence does not implicate question difficulty 

as a possible moderator. 

 

In Chapter 12, I summarize my research findings regarding the robustness of the 

hindsight bias. I discuss the implications for this field of research, concerns in utilizing old 

research in the present day, as well as future directions for this program of research. I close by 

reconciling the widespread beliefs concerning the ubiquity of the hindsight bias with the 

evidence at hand. 
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CHAPTER 1 

Theoretical Background and Literature Review 

 

The common saying that “Hindsight is 20/20” reflects the ease with which we make 

sense of events in hindsight, and also alludes to the fact that people often express greater-than-

justifiable confidence when claiming to have known a particular outcome after the outcome is 

already known. While the hindsight bias is considered one of the most robust and well-

documented biases in the study of human behavior (Hawkins & Hastie, 1990, it may not be as 

robust or as widely applicable as once previously thought.  Four preliminary experiments and six 

additional experiments examine the hindsight bias and seek to identify its limits. 

 

Establishment of Hindsight Bias in the Literature 

   

 The hindsight bias, or the “knew-it-all-along” effect (Fischhoff, 1975), is a well-

documented bias that impedes individuals from accessing a previous state of ignorance once they 

are informed of an outcome. Hindsight bias holds a notable place in the bias literature, due not 

only to its many documented occurrences (as described below), but to its prominent status in 

colloquial speech. Walster (1967) first studied hindsight bias through a house-buying paradigm. 

Participants reported how confident they would have been in predicting certain outcomes from 

the buying process. In this first study of the phenomenon, Walster provided various outcomes of 

buying a house to different participants and asked for what their confidence would have been 

retrospectively in anticipating such outcomes. Those that learned of more extreme outcomes 

such as bankruptcy reported they would have predicted such outcomes with greater confidence 

than those who learned of more mild outcomes. The bias was named initially by Baruch 

Fischhoff (1975), who first used obscure historical stimuli along with a paradigm he coined as an 

outcome feedback design. In this paradigm, participants saw a list of possible outcomes or a true 

statement of the actual outcome. Participants expressed how confident they would have been had 

they not known the actual result. It is in this early work that Fischhoff coined the phrase creeping 

determinism, a mechanism of hindsight in which outcome information is automatically processed 

and thus participants cannot see the result as anything other than inevitable.  

  

 Researchers introduced an alternative paradigm early on that examined hindsight 

longitudinally across time (Fischhoff & Beyth, 1975). In this study they asked participants to 

predict the likelihood of various outcomes pertaining to President Nixon’s China tour prior to its 

occurrence. Following the tour, the same participants attempted to recall their initial predictions. 

In doing do, participants inflated their probabilities of outcomes that actually occurred and 

likewise decreased their recalled probabilities for outcomes that did not occur. Subsequent 

research expanded on this paradigm by using topical current events to measure hindsight bias. 

Evidence for hindsight arose in this period from studying predictions of union strike outcomes 

(Pennington, 1981) and perceptions of nuclear power plants before and after the Chernobyl 

disaster (Verplanken & Pieters, 1988).  

 

Early Attempts at Moderating Hindsight Bias 

  

 Following these initial investigations, scholars began to look for moderators of the 

hindsight bias in a variety of decision-making domains. Fischhoff (1977) created a more explicit 
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debiasing paradigm in which participants in the outcome feedback condition read, “respond as 

you would have had you not been told what the answer was,” as an attempt to attenuate hindsight 

bias. However, his evidence showed that such a manipulation had no effect in lessening the bias 

compared to earlier manipulations. Researchers discovered successful methods of attenuation 

through a variety of means, including providing information that the outcome feedback provided 

was “wrong” information (Hasher, Attig, & Alba, 1981) as well as asking participants to 

specifically consider possible alternative outcomes (Slovic & Fischhoff, 1977), and providing 

participants with their past reasoning in a longitudinal recall paradigm (Davies, 1987). 

 

 Apart from the cognitive account proposed by Fischhoff (1975), researchers also 

explored a motivational account as an alternative cause of hindsight bias. Campbell and Tesser 

(1983) employed a two-stage between-subjects outcome feedback design over time with the 

same participants using trivia stimuli. They found that both system-justifying beliefs (i.e. 

believing in a predictable, certain world) and social desirability motivations were correlated with 

greater hindsight bias. Monetary incentives for accurate responses were also introduced to 

attenuate any motivational components of the hindsight bias such as self-esteem or social 

desirability (Hell, Gigerenzer, Gauggel, Mall, & Müller, 1988). In a complex series of results, 

they showed that large monetary incentives do attenuate hindsight bias. However when the initial 

estimate is memorable, incentives have no additional effect. 

 

Applications and Extensions of Hindsight Bias 

 

 Following these several well-known findings in the laboratory, researchers began further 

utilizing the longitudinal paradigm for hindsight in real world settings, in the same vein as the 

study of Nixon’s China trip in Fischhoff and Beyth (1975). The first papers to follow in this line 

examined a college football game (Leary, 1981) and the 1980 presidential election (Leary, 1982). 

Leary found that participants responding after the event in question occurred were more accurate 

and confident in what they claimed to be their ex-ante event predictions compared to the actual 

predictions of participants asked prior to the event. Tests for motivational moderators of the bias 

were conducted with the 1982 Hawaii gubernatorial election, in which Synodinos (1986) 

measured self-esteem and political involvement as possible attenuating influences on hindsight. 

His results showed no such attenuation, further bolstering the reputed robustness of the bias. 

Similar results arose testing hindsight for several elections in 1984 (Powell, 1988). 

 

 In search of further generalizability for the bias, researchers began testing for hindsight 

bias within the domain of professional judgments, such as medical diagnoses. In one experiment, 

researchers compared diagnoses from doctors who either read a case history with no past 

diagnosis or one labeled with a history of a specific medical condition. Doctors who read the 

latter expressed greater confidence that they would have diagnosed that particular condition. This 

study was the first to provide evidence that the hindsight bias is prevalent even among 

professionals in their field (Arkes et al., 1981). Neuropsychologists also succumbed to the 

hindsight bias when considering diagnoses of brain damage (Arkes, Faust, Guilmette, & Hart, 

1988). In the field of law, scholars found evidence suggesting that jurors exposed to 

incriminating evidence for a defendant were more likely to deliver a guilty verdict compared to 

those who had not seen the evidence. While not surprising by default, this effect held for jurors 
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who were informed after the fact that the evidence was inadmissible (Sue, Smith, & Caldwell, 

1973; Thompson, Fong, & Rosenhan, 1981; Werner, Kagehiro, & Strube, 1982).  

 The early findings and extensions of hindsight bias inspired related work regarding social 

judgment and cognitive inference. Many of these examples apply some form of ‘creeping 

determinism’ with regards to human inability to purposefully forget or ignore information for the 

sake of impartiality. (Mitchell & Kalb, 1981) found evidence suggesting that outcome 

knowledge for nurse decisions created supervisor perceptions of greater responsibility following 

bad outcomes. Outcome information similarly impacted perceptions of decision quality for 

accounting decisions (Buchman, 1985) as well as monetary gambles (Baron & Hershey, 1988). 

Related research suggests that outcome information and hindsight can impact impression 

formation. There are several examples in which participants read trait or behavioral information 

of a target and are subsequently asked to ignore some of the information. As could be expected 

in light of the extant literature, this request to ignore information proved difficult for subjects 

when attempting to form an impression of the target (Ross, Lepper, & Hubbard, 1975; Schul & 

Burnstein, 1985; Wyer & Unverzagt, 1985). 

 

Proposed Antecedents of the Hindsight Bias 

 

 Researchers have theorized two primary categories of inputs which lead to hindsight bias: 

cognitive inputs and motivational inputs (Roese & Vohs, 2012). Cognitive causes of hindsight 

relate to bias resulting from the memory process. This is particularly relevant in designs in which 

participants attempt to recall their initial knowledge or their estimates following outcome 

feedback. There exists evidence along this line that suggests that more elaborate encoding of 

initial information can attenuate the bias (Hell et al., 1988). Relatedly, outcome information has 

the potential to update existing knowledge and strengthen compatible information in one’s 

memory (Blank & Nestler, 2007). In other words, people have the tendency to adjust their 

memory in light of the novel outcome information to make the novel outcome predictable. 

Finally, the process of sensemaking also can explain hindsight in some circumstances. This 

process pertains to the oversimplifying of cause and effect relationship for a particular outcome 

(Kruglanski, 1989). In this line, outcomes which are preceded by more straightforward causal 

explanations therefore elicit greater hindsight bias (Trabasso & Bartolone, 2003; Wasserman, 

Lempert, & Hastie, 1991; Yopchick & Kim, 2012). This process is an alternative wording of 

Fischhoff’s original ‘creeping determinism’ hypothesis (Fischhoff, 1975). 

 

 Motivational inputs to hindsight bias include both the need for closure and for self-

esteem. The need for closure leads people to seek meaning in life that creates order and 

predictability in their world (Jost, Banaji, & Nosek, 2004; King, Hicks, Krull, & Del Gaiso, 

2006). There are many examples in the literature that connects this need with hindsight bias, in 

which those with a greater need for control exhibit more hindsight bias (Campbell & Tesser, 

1983; Hirt, Kardes, & Markman, 2004; Musch & Wagner, 2007). This is because hindsight bias 

leads individuals to view events as more pre-determined and predictable, directly satisfying this 

need for closure. Self-esteem is related to hindsight bias in regards to good and bad outcomes. 

That is, individuals could boost their self-esteem by strategically claiming that they would have 

predicted a good outcome to occur. Conversely, individuals could absolve themselves of blame 

by claiming prior ignorance in the face of a negative result. This connection between self-esteem 

in hindsight bias entails is supported by mixed evidence, however. There are several examples in 
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which people exhibit less hindsight after negative outcomes compared to positive ones (for 

example, (Hölzl, Kirchler, & Rodler, 2002; Louie, Curren, & Harich, 2000; Pezzo & Beckstead, 

2008). One should note that there is also evidence of the opposite, in which negative outcomes 

increase hindsight bias (Tykocinski, 2001; Wann, Grieve, Waddill, & Martin, 2008). 

 

Robustness of the Hindsight Bias 

 

Hindsight has proven stubborn in the face of debiasing efforts. Incentives for ignoring 

outcome feedback failed to attenuate the bias, while providing mixed evidence for the efficacy of 

incentives on hindsight overall (Camerer & Loewenstein, 1989) Attempts to debias hindsight 

have even backfired. Following several attempts to debias hindsight through instructing 

participants to ‘consider the opposite’ in terms of how an outcome could have occurred 

differently, (Arkes et al., 1988; Koriat, Lichtenstein, & Fischhoff, 1980; Slovic & Fischhoff, 

1977) – none of which fully eliminated hindsight. Sanna, Schwarz, and Stocker (2002) attempted 

to create a powerful manipulation in which they asked participants to list many possible 

alternatives to a given outcome. Participants who did so, however, displayed even greater 

hindsight bias. In fact, one is hard-pressed to find much critique of the original and robust 

hindsight bias literature, save for one possibly prescient lament from Hawkins and Hastie (1990): 

“…virtually all of the experiments explicitly directed at the question of the robustness of 

hindsight effects have used almanac question materials.” 

 

Examining the Evidence for Hindsight Bias 

 

 While the research history of hindsight bias seems impressive given the many occasions 

on which the phenomenon has been replicated in the past, sample sizes abound among much of 

the foundational hindsight literature. Low sample sizes present a true concern to the validity of 

statistical effects, as they produce low statistical power which in turn can lead to inflated effect 

sizes and hard-to-reproduce results (Button et al., 2013; Ioannidis, 2005). Researchers decades 

ago were not necessarily nefarious in their underpowered studies, as norms of research were 

simply different then. Indeed, these patterns are not unique to the hindsight bias literature. 

Armed with more statistical knowledge, however, present-day researchers are equipped with 

tools and techniques to do better, as well as to re-interpret prior findings. 

 

 With this in mind, how does one evaluate the quality of evidence in a body of literature? 

To start, it is important to remember that the published record does not represent all of the 

research conducted on a particular topic. The fact that only successfully significant studies are 

published introduces bias to the results found in journals (Pashler & Harris, 2012; Rosenthal, 

1979). Knowing that the individual results found in papers can be inflated, scholars often use the 

number of published results and replications to evaluate the strength of evidence for a 

phenomenon. This, too, is not a perfect measure of evidentiary quality.  

  

 An important component which contributes to the quality of the published evidence in a 

field is the set of behaviors the researchers engage in when collecting and analyzing data. 

Researchers have several options in when and how to collect data (or stop collecting data) in 

addition to which outliers and covariates to include or exclude. Strategically using these 
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“researcher degrees of freedom” to achieve significant results is known as p-hacking and can 

lead to weak evidence entering the published record (Simmons, Nelson, & Simonsohn, 2011).  

 

 With this in mind, one method with which to evaluate the quality of published evidence is 

with a P-curve (Simonsohn, Nelson, & Simmons, 2014). A P-curve tests for the quality of 

evidence within a series of papers by identifying which significant p values are more likely and 

less likely. Looking at a series of p values when an effect is true, there should be more ps < .025 

than .025 < ps < .05, creating a right-skewed distribution (Cumming, 2008; Hung, O’Neill, 

Bauer, & Kohne, 1997). The degree to which a p-curve is right-skewed is caused by the true 

power of the studies included. These truths therefore conclude that a p-curve which shows a v 

shape suggests a series of very underpowered studies, and an entirely left-skewed distribution 

would suggest a series of spurious, p-hacked results, or in other words, very weak evidence.  

 
 I created a P-curve using all published, peer-reviewed, accessible articles used in both of 

the two existing hindsight bias meta-analyses (Christensen-Szalanski & Willham, 1991; 

Guilbault, Bryant, Brockway, & Posavac, 2004). This search created a group of 34 empirical 

papers studying hindsight bias. Due to the age of the research, 15 of the papers did not include 

the statistical values required for the p-curve calculation algorithm, resulting in a final list of 19 

papers (See Exhibit 1). This P-curve suggests that while some of the hindsight bias evidence is 

underpowered, there is little evidence to suggest that the literature is profoundly tainted by p-

hacking (See Exhibit 2 for a p-curve disclosure table).  

 

Overview of Experiments 

 

 Following initial failures to replicate the hindsight bias, this dissertation engages in a 

search for potential moderators and boundary conditions which could explain such null results. 

The goal of the experiments in this dissertation is to 

 

1. Test if people elicit the hindsight bias for a variety of different stimuli, while measuring 

numerous potential moderating variables across studies, 

 

2. Test if elicitation of the hindsight bias is specific to the research paradigm used, 

 

3. Explore the proposed mediator of ‘creeping determinism’ and its role in manifesting the 

bias,  

 

4. Examine the views of current scholars in the field regarding the bias, and 

 

5. Attempt a close replication of an original hindsight bias finding. 

 

I first test the basic hindsight bias effect with a variety of stimuli. Experiments 1 – 4 

sought to test whether providing participants with outcome feedback would increase their 

confidence in having known the correct answer compared with those who did not receive the 

feedback. The evidence suggests that the outcome feedback consistently failed to elicit the 

hindsight bias. 
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 Experiments 5 and 6 examined the hindsight bias with an alternative paradigm, using a 

longitudinal design. Experiment 5 used a within-subjects approach which asked participants to 

recall initial confidence estimates following a distractor task and the correct outcome 

information. Experiment 6 compared predictions and confidence levels made prior to the U.S. 

midterm elections with those reported after election results were known. These experiments also 

tested the potential moderators of perceived surprisingness and domain expertise. The hindsight 

appeared weakly in Experiment 5 but bias but did not manifest at all in Experiment 6 with this 

longitudinal paradigm. 

 

Experiments 7 and 8 explored whether the degree to which people perceive an event as 

random would lessen their susceptibility to the hindsight bias. Experiment 7 utilized a multiple 

item measure of perceived randomness to test whether it had a moderating effect on the bias. 

Participants did not display any hindsight bias to begin with, depriving the moderator of any 

supportive evidence. Experiment 8 tested an intervention designed to manipulate participant 

perceptions of randomness. This randomness manipulation failed to exacerbate or attenuate any 

hindsight bias effect. 

 

 Experiment 9 contextualized these failures to replicate the hindsight bias by soliciting the 

current views of scholars in the field regarding the bias. While present-day researchers believe 

that hindsight bias is both a powerful bias and one that manifests across many stimulus domains, 

present evidence collected in parallel provided no support for the hindsight bias. Experiment 10 

tested a direct replication using original stimuli alongside the potential moderator of question 

difficulty. The direct replication condition successfully elicited hindsight bias, however question 

difficulty did not prove to be a moderator for the effect.
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CHAPTER 2 

 

Experiment 1: Debiasing Probability Forecasts 

 

Experiment 1 tests how the hindsight bias affects subsequent forecast accuracy and 

calibration. Do participants ‘primed’ with hindsight bias make less accurate forecasts? Hindsight 

bias would suggest that after learning of the outcome of an event, participants would claim 

excessive confidence and even accuracy, compared to the confidence and accuracy of 

participants in a control condition. The goal of this experiment was to elicit hindsight bias and 

measure the impact of the bias on prediction accuracy.  

 

All participants reviewed the same basketball games that had occurred in the prior week. 

The paradigm for this experiment was borrowed from Kelly and Simmons (2016), as the survey 

elicited predictions of sports outcomes along with confidence measures. This operationalization 

is useful for several reasons. Most importantly, the general population is familiar with outcomes 

and scores of major sports. In addition, the length of time it takes for a forecasted sporting event 

to occur can be in a matter of days. The outcome feedback manipulation was adapted from Hoch 

and Loewenstein, 1989.  

 

In this and all other experiments, I report how sample sizes were determined, pre-registered data 

exclusions, and all conditions. The link to experimental materials, data, analyses, and pre-

registrations for all ten studies in this dissertation can be found at https://osf.io/zc3kn/. 

 

Method 

 

Participants 

 

This study recruited 200 participants (70% male, Mage = 34.70) from Amazon 

Mechanical Turk and paid $1.00 to each with a chance for a $20 bonus. The survey instructed 

participants that well-calibrated responses would increase their chance of winning the $20 bonus. 

The survey randomly assigned participants to two between-subjects conditions. I decided to 

collect 200 participants, 100 for each condition. I did not know what effect size to expect, so I 

chose this number in hope that it would be an adequate sample size.  

 

Design 

 

The experiment had a 2-cell (outcome feedback vs. control) between-subjects design that 

manipulated whether or not participants provided post-hoc answers and confidence levels during 

the review portion of the study. Participants first reviewed 20 basketball games and then made 

forecasts for 20 games yet to occur in the upcoming week. The main dependent variable was 

forecast confidence, and hit rates were also measured.  

 

 

https://osf.io/zc3kn/
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Procedure and Materials 

 

 Overview. Participants reviewed 20 recent basketball games one at a time. The content 

of their review was determined by which condition the survey assigned them, discussed below. 

Following the review portion, participants then submitted forecasts for 20 upcoming games. The 

instructions asked participants to indicate, for each game, which team they predicted to win, and 

their level of confidence in their estimate. 

 

To view the online questionnaire as a participant, follow this link: 

https://berkeley.ca1.qualtrics.com/jfe/preview/SV_9WxWwutCRnyLaa9?Q_SurveyVersionID=c

urrent&Q_CHL=preview 

 

Hindsight Manipulation. During the review portion, participants in the control 

condition, reviewed each of the 20 games one at a time. I presented participants with the teams, 

each team’s record of wins and losses prior to the game, day of the game, and score for each 

game, with the winner. These participants were told to review these games “in order to get an 

idea of what recent scores are like.”  

 

In the hindsight condition, participants answered two questions for each past game. For 

each game outcome I asked participants which team they had expected to win this game, and 

also how confident they would have been prior to the game. The following is the language 

participants read: 

 

In the following section, you will be shown a series of scores from NBA games 

that occurred in recent days. For each game, imagine that you were asked to 

predict the winner BEFORE the game happened. Please report who you WOULD 

HAVE predicted to win the game. Also, report how confident you WOULD 

HAVE been in your prediction. 

 

For each upcoming game, all participants predicted the winning team, with a confidence 

level for their prediction. Participants read: 

 

Now in this next section, you will see a series of games that have NOT yet 

occurred. For each game, please predict who you think will win the game, and 

mark how confident you are in that prediction. 

 

Confidence. For all confidence estimates, participants reported they were/would have 

been in their prediction, “How confident would you have been in your prediction of the winner?” 

on a scale from 0 = Extremely Not Confident to 100 = Extremely Confident. 

 

Hit Rate. Participant answers were coded for coded for correctness and a mean hit rate 

was calculated for each participant by averaging correctness across all items. 

   

Incentivization. I incentivized participants using the Quadratic Scoring Rule, or the Q 

score. The Quadratic Scoring Rule is a common incentive-compatible scoring rule for assessing 

probabilistic predictions of categorical outcomes (Brier, 1950; Selten, 1998). Participants’ Q 

https://berkeley.ca1.qualtrics.com/jfe/preview/SV_9WxWwutCRnyLaa9?Q_SurveyVersionID=current&Q_CHL=preview
https://berkeley.ca1.qualtrics.com/jfe/preview/SV_9WxWwutCRnyLaa9?Q_SurveyVersionID=current&Q_CHL=preview
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scores were directly proportional to their chances of winning a $20 bonus. Participants saw the 

following explanation of the incentivization scheme: 

 

Please do your best to report exactly how confident you are for each prediction. 

The more well-calibrated your responses, the better your chance of winning the 

$20 prize.  

 

For each prediction you can earn between 2 and -2 points. If you are 100% 

confident and correct, you earn all 2 points. But if you are 100% confident and 

wrong, you lose 2 points. Reporting confidence less than 100% gets you 

somewhere between -2 and 2, depending on your confidence and if you are 

correct. 

 

The higher your point total at the end, the greater your chance of winning the $20 

lottery prize, which will be bonused to your account at the end of the study. 

 

Results 

 

 Did providing participants with outcome feedback increase the confidence in their 

forecasts? An independent samples t-test compared forecast confidence between the two 

conditions. There was no significant difference in mean confidence between the control 

condition (M = 71.15, SD = 13.77) and the hindsight condition (M = 68.02, SD = 12.89), t(199) = 

1.83, p = 0.07, d = 0.23. Within the hindsight condition, there was a significant difference 

between average confidence among the 20 review items (M = 66.01, SD = 10.79) and the 

average confidence in the 20 forecasted items (M = 68.02, SD = 12.89), t(99) = 2.75, p = .006, d 

= 0.17 (see Figure 1). 

 

 Did past confidence impact accuracy for future events? I employed a linear regression to 

test whether, within the hindsight condition, greater confidence reported with outcome feedback 

stimuli would predict lower Q scores for game forecasts. A regression analysis failed to provide 

evidence of such a relationship, β = 0.1, t(99) = 1.10, p = 0.28. 

 

Discussion 

 

 Participants did not express greater confidence in their forecasts after they had their 

confidence in hindsight for past events. This experiment and this result do not provide any 

evidence directly in support of or against the phenomenon of the hindsight bias. Rather, this first 

experiment primarily examined antecedents of forecast accuracy. In this line, the results suggest 

previous confidence does not impact future confidence nor accuracy. 

 

Experiment 1 failed to find evidence of an effect of hindsight bias on subsequent 

forecasting accuracy. When I designed and conducted Study 1, it was intended to assess 

forecasting calibration. Experiment 2 serves as another attempt to test the connection between 

hindsight and forecast accuracy. This study also tested for the basic hindsight effect prior to 

eliciting any forecasts, to ensure that the paradigm could manifest hindsight bias in the first 

place.
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CHAPTER 3 

 

Experiment 2: Hindsight in Forecasting Sports 

 

Experiment 1 did not provide evidence suggesting outcome feedback impacts forecasting 

accuracy. Experiment 2 serves as a second attempt to find evidence for this association. 

However, Experiment 2 also focuses separately on the basic hindsight bias relationship. In this 

experiment, I elicited confidence levels not only for forecasting stimuli, but also for the past 

stimuli presented with outcome feedback. Measuring confidence at both instances serves as 

another attempt at the goal of Experiment 1, while also providing a direct test for the hindsight 

bias.  

 

Experiment 2 only measures confidence and hit rates for forecasts without Q scores. As 

Q scores are a direct measure of hit rate combined with confidence, and Experiment 1 provided 

no evidence to suggest the outcome feedback manipulation affects forecasting hit rates, I 

considered confidence as my primary dependent measure in this study.  

 

Following Experiment 2, the direction of the research program shifted toward examining 

hindsight more directly at the expense of further studying forecasting accuracy. Finally, 

Experiment 2 utilized baseball game stimuli in lieu of basketball games due to a change in 

season, though prediction confidence is not different across sports (Kelly & Simmons, 2016).  

 

Method 

 

Participants 

This study included 200 Amazon Mechanical Turk participants (70% male, Mage = 34.70) 

paid $1.50. The survey instructed participants that well-calibrated responses would increase their 

chance of winning the $20 bonus.   The survey randomly assigned participants to two between-

subjects conditions. The survey excluded all participants that had participated in Experiment 1. I 

again did not know what effect size to expect, so I chose this number in hope that it would be an 

adequate sample size.  

 

Design 

 

The design and main dependent variables were the same as Experiment 1: a 2-cell 

(outcome feedback vs. control) between-subjects design that manipulated whether or not 

participants provided post-hoc answers and confidence levels during the review portion of the 

study. The survey randomly assigned participants to the two between-subjects conditions, for 

100 in each condition. The main dependent variable was confidence (both in review and 

forecasted), and hit rates were also measured.  

 

Procedure and Materials 
 

 Overview. The procedure was similar to Experiment 1 with the addition of a confidence 

measure during the review items of the study. Participants reported who they thought to be the 
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winning baseball team for 30 past games, and they made forecasts for 10 games yet to occur in 

the upcoming week. Participants provided their confidence level for each of the 40 items. 

Participants read the following instructions for the review items:  

 

In the following section, you will be shown a series of scores from 30 MLB 

games that have occurred on either April 5th, April 9th, or April 13th. For each 

game, try your best to identify the winning team. Then, report how confident you 

are in your answer. 
 

Participants then read similar forecasting instructions as in Experiment 1 prior to submitting their 

ten forecasts. 

 

To view the online questionnaire as a participant, follow this link: 

https://berkeley.ca1.qualtrics.com/jfe/preview/SV_djlQh87oiicZz01?Q_SurveyVersionID=curre

nt&Q_CHL=preview 

 

Hindsight Manipulation. During the review portion, participants in the control 

condition, reviewed each of the 30 games one at a time. I presented participants with the same 

information for each game as in Experiment 1, except without the final score of each game. In 

this experiment participants guessed the winning team of each of the 30 games and provided a 

confidence level for each game.  

 

In the hindsight condition, participants saw the same information as those in the control 

condition with the addition of the final score for each game and the winning team clearly 

identified. As in Experiment 1, I asked participants which team they had expected to win each 

game, had they not just seen the final score. Additionally, I asked participants how confident 

they would have been, had they not just seen the final score. They answered these two questions 

for each of the 30 review games. Participants read the following introduction: 

 

In the following section, you will be shown a series of scores from 30 MLB 

games that have occurred on either on April 5th, April 9th, or April 13th. 

 

For each game, even though you will be shown the final score, please choose 

which team you would have predicted to win, assuming you didn't just see the 

score. 

 

Then, report how confident you would have been for each answer. 

 

Following the review portion, participants then made forecasts for ten games yet to occur 

in the upcoming week. For each game, participants answered the same questions as they did for 

Experiment 1.  

 

Confidence. As in Experiment 1, the main dependent variable was confidence level for 

each game, on a scale from 0 = Extremely Not Confident to 100 = Extremely Confident. 

 

https://berkeley.ca1.qualtrics.com/jfe/preview/SV_djlQh87oiicZz01?Q_SurveyVersionID=current&Q_CHL=preview
https://berkeley.ca1.qualtrics.com/jfe/preview/SV_djlQh87oiicZz01?Q_SurveyVersionID=current&Q_CHL=preview
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Hit Rate. Participant answers were coded for correctness and a mean hit rate was 

calculated for each participant by averaging correctness across all items. 

   

Incentivization. I incentivized participants using the Quadratic Scoring Rule as in 

Experiment 1. Participants’ Q scores were directly proportional to their chances of winning a $20 

bonus. 

 

Results 

 

 Did providing outcome feedback to participants increase what they reported their 

confidence would have been for past games? An independent samples t-test measured whether 

outcome feedback led to greater average confidence expressed for the 30 games from the prior 

week. There was no significant difference in mean confidence between the control condition (M 

= 62.49, SD = 11.27) and the hindsight condition (M = 64.43, SD = 10.59), t(199) = -1.25, p = 

0.22, d = -0.18 (See Figure 2). 

 

 Did outcome feedback for past games impact confidence on future games? I employed 

another independent samples t-test to measure the effect of condition on participants’ average 

confidence for their baseball forecasts. The test failed to provide evidence of a significant 

relationship, as the mean forecast confidence between the control condition (M = 69.34, SD = 

16.63) and the hindsight condition (M = 72.39, SD = 14.69) was not significantly different, 

t(199) = -1.37, p = 0.17, d = -0.19. 

 

 Did outcome feedback impact reported hit rate for either past or future games? An 

independent samples t-test comparing reported hit rate for the past 30 games between hindsight 

and control conditions. The test showed that the mean confidence for the control condition (M = 

0.58, SD = 0.10) was significantly lower than the mean confidence of those in the hindsight 

condition (M = 0.62, SD = .12), t(199) = -2.62, p = 0.01, d = -0.36. A similar test explored the 

effect of condition on forecast hit rate. Replicating Experiment 1, the test showed no evidence of 

a difference between the control condition (M = 0.56, SD = 0.17) and the hindsight condition (M 

= 0.60, SD = 0.17), t(199) = -1.38, p = 0.17, d = 0.24. 

 

 This is the first experiment which tests the hindsight bias effect in the classic paradigm 

for past outcomes. The primary dependent measure for hindsight bias in the foundational 

literature and in this research program is the confidence participants claim (or would have 

claimed) in knowing the correct outcome. In order to calculate Q scores I also analyzed 

participant hit rates. While a difference in hit rates between conditions may intuitively seem like 

a manifestation of hindsight, the classic operationalization of the phenomenon compares 

confidence as the key dependent measure. While I measured hit rate data in all experiments, I 

will cease to report any hit rate analyses from here on. 

 

Discussion 

 

Experiment 2 found that participants did not express greater confidence in their forecasts 

after provided with outcome feedback for past events. This replicates the evidence from 

Experiment 1. In addition, this experiment found that providing outcome feedback for past 



 

15 

 

events did not increase reported confidence for those events, which is a failure to replicate the 

hindsight bias effect.  

 

Experiment 2 served to replicate the findings of Experiment 1. Using stimuli from two 

different sports, I found that not only did outcome feedback not impact confidence in forecasts, 

but it also did not impact confidence for the same past events which the outcome feedback 

directly answered. It is here in the research program in which the focus of study shifts from 

forecasting to an exploration of the hindsight bias. While the outcome feedback paradigm used 

Experiments 1 and 2 has successfully elicited hindsight in the past (Hoch & Loewenstein, 1989) 

using sports stimuli is novel, and may present a possible boundary condition for hindsight. 

Experiment 3 seeks to test which boundary conditions could exist in moderating the hindsight 

bias effect, resulting in a failure to observe the phenomenon. 
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CHAPTER 4 

 

Experiment 3: Robustness of Hindsight on Novel Stimuli 

 

Experiment 3 tests a possible boundary condition of hindsight bias; knowledge domain. 

In other words, perhaps hindsight bias manifests differently (or not at all) depending on the type 

of information elicited (i.e. the type of stimuli used). This is a significant implication, as a 

majority of foundational hindsight bias research employed only one domain of knowledge – 

general knowledge trivia (Hawkins and Hastie, 1990).  

 

Much past research in this area used questions with epistemic uncertainty, in which the 

answer was knowable. Many of the landmark hindsight studies used trivia (for example, 

Fischhoff, 1975; Fischhoff, 1977), but in the present day participants can discover the answers to 

trivia questions with a quick internet search, making them flawed stimuli for an online study. 

Instead I used a category of epistemic questions in which the answers were not searchable 

online: guessing individuals’ weights from photographs. I was not concerned with responses for 

weight guessing stimuli being open-ended, as previous research has also replicated the hindsight 

bias effect with outcome feedback when participants provide their own answers in an open-

ended format (compared to choosing from two options) (Hoch & Loewenstein, 1989). 

 

Method 

 

Participants 

 

This study included 200 Amazon Mechanical Turk participants (66% male, Mage = 35.54) 

paid $1.50 each. The survey randomly assigned participants to four between-subjects conditions. 

The survey excluded any participants who participated in any prior studies. I determined this 

sample size a priori with the goal of including 200 participants, for 50 participants per cell. I 

based my power analysis by first aggregating previous outcome feedback results in the literature, 

which provided an average effect size of f = .35 (Hoch & Loewenstein, 1989; Slovic & 

Fischhoff, 1977; Wood, 1978). Seeking power of .90 with an alpha level of .05, analyses 

indicated 35 participants per condition would be sufficient. However, I am cognizant of the low 

sample sizes used in the studies from which this average effect size was computed, and decided 

(ex-ante) to collect 50 participants per condition for a more reliable result. 

 

Design 

 

The experiment was designed to present another test of hindsight similar to Experiment 2, 

with the addition of a new stimulus type. This experiment was a 2 (outcome feedback vs. 

control) X 2 (stimulus type: baseball vs. weight guessing) between-subjects design, which 

manipulated how much information participants received, as well as the type of questions they 

answered. The main dependent variable was reported confidence, and hit rates were also 

measured.  

 

Procedure and Materials 
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Overview. The materials differed from the first two experiments in that there was no 

forecasting and all items were thus epistemic in nature (i.e. the answers were knowable). 

Participants were randomly assigned to answer either baseball game questions or weight 

guessing questions, and were also assigned to only see the question, or to see the question and 

correct answer identified simultaneously. For each item, participants reported what they thought 

to be the correct answer as well as their confidence level. 

 

To view the online questionnaire as a participant, follow this link: 

https://berkeley.ca1.qualtrics.com/jfe/preview/SV_0TEsjy23umYLS17?Q_SurveyVersionID=cu

rrent&Q_CHL=preview 

 

Stimuli Manipulation. In the baseball stimuli condition, participants read instructions 

identical to Experiment 2 concerning the estimates they would make. Then, they reviewed each 

game one at a time, providing a team choice and confidence level for each. These stimuli were 

identical to the stimuli used in Experiment 2. 

 

 In the weight guessing condition, participants read the following instructions: 

 

In the following section, you will be shown a series of pictures of people. For 

each person, try your best to guess how much they weigh in pounds.  Your 

answer for each will be considered correct if it is within 10 pounds of their true 

weight. Then, report how confident you are that your answer is within 10 

pounds of their true weight. 

 

Participants then reviewed ten images of individuals and provided their weight estimate and 

confidence level for each. 

 

 Hindsight Manipulation. The hindsight manipulation was in the form of the outcome 

feedback paradigm used in the previous experiments. The manipulation as applied to baseball 

stimuli was identical to that of Experiment 2. The following is an example of the dependent 

measure language used for weight guessing stimuli: 

 

  This person’s actual weight is: 140 pounds. 

  A correct answer would be guessing a weight between 130-150 pounds. 

   

How much would you have said this person weights, assuming you had NOT just 

seen the correct answer? 

 

How confident would you have been that your answer would be within 10 pounds 

of their true weight? 

 

Confidence. As in previous experiments, the main dependent variable was confidence 

level for each item, on a scale from 0 = Extremely Not Confident to 100 = Extremely Confident. 

 

Results 

  

https://berkeley.ca1.qualtrics.com/jfe/preview/SV_0TEsjy23umYLS17?Q_SurveyVersionID=current&Q_CHL=preview
https://berkeley.ca1.qualtrics.com/jfe/preview/SV_0TEsjy23umYLS17?Q_SurveyVersionID=current&Q_CHL=preview
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 Did stimulus type have an effect on the relationship between outcome feedback and 

reported confidence? An omnibus two-way ANOVA showed neither a main effect of stimulus 

type on confidence, F(1,195) = 0.26, p = 0.61, nor a main effect of outcome feedback on 

confidence, F(1, 198) = 3.10, p = .08 (see Figure 3).  

 

Did outcome feedback increase reported confidence for either type of stimulus? I 

employed independent samples t-tests for each stimulus type to test the impact of outcome 

feedback on confidence. For baseball stimuli, there was no significant difference in mean 

confidence between the control condition (M = 62.80, SD = 16.80) and the experimental 

condition (M = 65.52, SD = 14.38), t(99) = -0.86, p = 0.39, d = -0.17. For weight guessing 

stimuli, there was no significant difference in mean confidence between the control condition (M 

= 62.54, SD = 21.11) and the experimental condition (M = 68.37, SD = 15.58), t(99) = -1.57, p = 

0.12, d = -0.31. 

 

Discussion 

 

Experiment 3 failed to provide evidence suggesting that the type of stimulus used in 

testing hindsight bias could moderate the effect. Once again, participants did not express greater 

confidence in their responses after provided with outcome feedback. This replicates the evidence 

from Experiment 2, which also did not provide supporting evidence of the hindsight bias.  

 

Using two different stimuli domains I found that outcome feedback did not impact 

confidence for items the outcome feedback directly answered. In order to more thoroughly test 

the potential moderating effect of stimulus type on hindsight bias elicitation, Experiment 4 

systematically varies stimuli across several domains in order to find evidence supporting 

replication of hindsight. 
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CHAPTER 5 

 

Experiment 4: The effect of chance on hindsight 

 

Experiment 4 draws on the theorized mechanism in the literature of ‘creeping 

determinism’ to inform its design. My previous studies of the hindsight bias resulted in curious 

failures to replicate the basic effect. Participants in the outcome feedback condition did not 

report more confidence in their responses compared to the control condition in any of the prior 

three studies. These repeated failures to replicate hindsight bias demanded closer inquiry.  

 

Experiment 4 draws on a mechanism at first only theorized called creeping determinism 

(Fischhoff, 1975). Fischhoff surmised that, due to the hindsight bias process entailing automatic 

processing of outcome information, individuals would come to perceive an outcome as 

inevitable. This theory was empirically tested by Wasserman et al. (1991) when they used the 

stimuli from Fischhoff (1975). They manipulated the outcome feedback of the 19th century wars 

used in the original study, in which participants received original outcome feedback of the result, 

with either a ‘deterministic’ explanation (e.g. troop discipline) or a ‘chance’ explanation (e.g. an 

unexpected monsoon). When provided a chance explanation for an outcome, participants showed 

no hindsight bias effect.  

  

Contextualized in Fischhoff’s creeping determinism theory, hindsight bias only manifests 

insofar as individuals perceive the outcome as ‘inevitable’, or, pre-determined. Wasserman et al. 

(1991) posited that the presence of chance in determining an outcome leads to a lack of 

‘determinism’ and therefore a lack of hindsight bias. Grounded in my previous work, Experiment 

4 tests whether hindsight bias fails not just when there is ‘chance’ present, but when an outcome 

can vary over time.  

 

This ‘temporal variance’ in outcomes subsumes outcomes determined by chance, and 

also includes epistemic outcomes that contain little chance (e.g. the weight of someone in an 

image or baseball games). In other words, the truth of certain domains can change over time. As 

creeping determinism relates to a belief that an outcome is inevitable, the more unpredictable an 

outcome is, it logically follows that it would be less deterministic. At the most extreme end of 

this spectrum, purely chance events such as coin flips are rarely regarded as pre-determined, as 

they are the most unpredictable. However, the weight of individuals does change slowly over 

time, and the ‘winner’ of a Yankees-Red Sox match-up changes multiple times a year (i.e. 

whenever the winning team changes). These examples are more ‘constant’ in time than coin 

flips, but they still vary greatly relative to the general trivia questions present in most of the 

classic hindsight bias research (as the correct answer to a trivia question can stay constant 

through time.  

  

This experiment examined the robustness of hindsight bias using a variety of stimuli 

which range in their degree of temporal variance. While one empirical finding suggests a 

boundary condition of hindsight bias when it comes to the presence of chance in an outcome 

(Wasserman, Lempert, & Hastie, 1991), this logic has not yet been extended to apply to entire 

domains of knowledge (namely, any outcomes that are not constant over time, i.e. sports, 

quarterly profits, political events, etc.).I began to wonder whether there exists a range of the 
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degree to which an outcome can vary over time, and seek to explore the effects of hindsight in 

the context of this range. 

 

Method 

 

Participants 

 

This study included 200 Amazon Mechanical Turk participants (70% male, Mage = 34.70) 

paid $1.50 each. The survey randomly assigned participants to two between-subjects conditions. 

The survey excluded any participants who participated in any prior studies. This sample size was 

determined using the same rationale as that of Experiment 3. 

 

Design 

 

The experiment contained two between-subjects conditions (outcome feedback vs. 

control), and four within subjects conditions (stimulus type: baseball, coin flips, weight guessing, 

and general trivia). The survey randomly assigned participants to one of the two between-

subjects conditions. Each participant saw the four within-subjects conditions in a randomized 

order to prevent any possible order effects. The main dependent variable was reported 

confidence, and hit rates were also measured. 

 

Procedure and Materials 

 

 I compiled the trivia questions from a variety of sources (e.g. Fischhoff, 1977). The 

survey randomly assigned half of the participants to the experimental condition, in which they 

saw the correct outcome for each question. For each outcome I asked participants some variation 

of “Which outcome would you have believed to be correct, assuming you had not just seen the 

correct answer?” They also reported their confidence in their expectation on a 1-100 scale.  

  

 In the control condition, participants experienced the same portions of the study as those 

in the experimental condition, but without any outcome information. They responded with which 

outcome they believed to be true for each question with a confidence measure 1-100. 

 

Overview. The materials and procedure included direct replications of Experiment 3 with 

the addition of two novel stimulus types. Participants reviewed 40 items in total, ten items for 

each of four stimulus types. As in Experiment 3, participants were randomly assigned to only see 

the question, or to see the question and correct answer identified simultaneously. For each item, 

participants reported what they thought to be the correct answer as well as their confidence level. 

 

The baseball and weight guessing stimuli sections were direct replications of Experiment 

3. I compiled the trivia questions from a variety of sources (e.g. Fischhoff, 1977). Participants in 

the control condition read the following prior to the trivia portion: 

 

Now you will see 10 general knowledge trivia questions. For each of the 

following 10 questions, please indicate which choice you think is correct. Then, 

mark how confident you are in your choice being the correct answer. 
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For coin flip stimuli, I simulated ten coin flips using a random number generator and 

recorded the first ten iterations as the ‘true’ events for the purposes of hit rate calculation and in 

order to be able to provide outcome feedback. The coin flip results were: Tails, Heads, Heads, 

Tails, Heads, Tails, Heads, Heads, Tails, Tails – T H H T H T H H T T). Participants read the 

following: 

 

Now, you will guess the result of 10 different coin flips simulated in this program, 

each done with a fair coin. This means that each coin flip is completely random, 

with an equal chance of coming up "Heads" or "Tails". For each flip, please mark 

whether you think the result will be "Heads" or "Tails", and then mark how 

confident you are in your answer. 

 

To view the online questionnaire as a participant, follow this link: 

https://berkeley.ca1.qualtrics.com/jfe/preview/SV_0jOKoFEXggr5Uwd?Q_SurveyVersionID=c

urrent&Q_CHL=preview 

 

 Hindsight Manipulation. The hindsight manipulation was in the form of the outcome 

feedback paradigm used in the previous experiments. Below is an example of the language for 

the domain of general trivia: 

 

Now you will see 10 general knowledge trivia questions. For each question, even 

though you will be shown the correct answer, please mark which choice you 

would have guessed to be correct, assuming you didn't just see the correct answer. 

Then, report how confident you would have been for each answer. 

 

Confidence. As in previous experiments, the main dependent variable was confidence 

level for each item, on a scale from 0 = Extremely Not Confident to 100 = Extremely Confident. 

 

Results 

 

 Did comparing stimulus type with outcome feedback impact reported confidence? An 

omnibus mixed ANOVA showed only a main effect of stimulus type on confidence, F(3,198) = 

52.40, p < .001, and no main effect of outcome knowledge on confidence, F(1, 198) = 1.72, p = 

.16 (See Figure 4).  

  

 Were some stimuli more susceptible to hindsight than others? I predicted trivia questions 

would elicit the greatest hindsight bias (that is, the greatest difference in average confidence 

between conditions). Using planned contrasts out of the earlier mixed ANOVA, results showed 

no significant interaction between stimulus type and hindsight condition on confidence, F’s < 

2.29, p’s > .13.   

 

Discussion 

 

https://berkeley.ca1.qualtrics.com/jfe/preview/SV_0jOKoFEXggr5Uwd?Q_SurveyVersionID=current&Q_CHL=preview
https://berkeley.ca1.qualtrics.com/jfe/preview/SV_0jOKoFEXggr5Uwd?Q_SurveyVersionID=current&Q_CHL=preview
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 The results show that the outcome feedback paradigm again failed to elicit hindsight. 

Experiment 4 systematically measured the effect of outcome feedback in eliciting hindsight bias 

for a variety of stimulus types. Of note was the failure to replicate hindsight bias with general 

trivia stimuli, which is the foundational domain in which researchers first examined hindsight.  

 

These analyses of these first four experiments fail to provide any evidence for the 

existence of the hindsight bias. If stimulus type is not the cause of these failures to replicate, 

what could be? The following experiments in this research program test several possibilities. One 

reason could be that the hindsight bias presents more consistently in a longitudinal paradigm 

(e.g. Fischhoff & Beyth, 1975). Alternatively, perhaps the online environment for the studies 

impacted the manifestation of the bias in some way. Lastly, researchers have acknowledged in 

the literature already (Wasserman et al., 1991), perhaps there is some attribute of the original 

general trivia stimuli used in many of the foundational hindsight papers (Fischhoff, 1977; Hoch 

& Loewenstein, 1989) which has provided an inflated sense of the bias. 
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CHAPTER 6 

 

Experiment 5: A within-person paradigm of hindsight 

 

In Experiment 5, I utilized an alternative method of eliciting the hindsight bias also found 

in the literature (Fischhoff & Beyth, 1975), wherein hindsight is measured within-subject instead 

of between. In this paradigm, participants make judgments about general trivia, and after some 

time, attempt to recall their initial judgments after they learn of the event outcome. It is important 

to consider this alternative paradigm as it may provide evidence that the hindsight bias literature 

is better supported through a longitudinal elicitation compared to one between-subjects.  

 

Experiment 5 also explored the possible moderator of surprisingness. This moderator, 

originally proposed by Fischhoff (1975), suggests that events whose outcomes are quite 

surprising do not elicit hindsight bias as much as events which are considered less surprising, or 

more predictable. This explanation is derivative of the creeping determinism hypothesis much 

like the perceived randomness moderator. However, this approach examines the phenomenon of 

hindsight bias from an emotional lens as opposed to a probabilistic lens. . While this moderator 

was first proposed by Fischhoff (1975), it is lacking solid experimental evidence (Christensen-

Szalanski & Willham, 1991). I expected that this method of elicitation will show the presence of 

hindsight bias in trivia questions, and that greater ‘surprisingness’ will reduce the hindsight bias. 

In this study, the time between initial judgment and subsequent recall was relatively short, and 

participants engaged in a short distractor task in order to prevent memorization of the initial 

judgment. 

 

Method 

 

Participants 
  

The final sample includes 189 participants (46% male, Mage = 20.91) between two 

between-subjects conditions. Participants completed this experiment in person through the Haas 

Research Participation Pool (RPP) in the lab for either $1.00 or course credit. The survey was 

advertised as a survey about people’s beliefs about predicting events. While I pre-determined a 

sample size of 100 total (50 per cell), per the same rationale used in Experiments 3 and 4, I 

collected data until the semester ended.  

 

Design 
 

The experiment had a 2-cell (distractor task vs. no distractor task) between-subjects 

design. The within-subjects factor consisted of two stages. In the initial stage, participants first 

responded to 25 trivia questions. In the recall stage, they attempted to recall their initial 

estimates. 

 

Procedure and Materials 

 

Overview. In the initial stage, participants reported their initial judgments on 25 general 

trivia questions, consisting of their answer choice and confidence level. In the second stage, I 



 

24 

 

informed participants of the true outcome feedback (answer) and asked participants to recall their 

initial answer choice and initial confidence level. Participants also reported how surprised they 

felt after learning the answer to each item. I predicted that participants’ recall of their initial 

estimates would systematically adjust closer to the correct answer and their recalled confidence 

would increase after they learned the correct outcomes. 

 

To view the online questionnaire as a participant, follow this link (same link as Experiment 10): 

https://berkeley.ca1.qualtrics.com/jfe/preview/SV_25iQkX8PRUoxR2J?Q_SurveyVersionID=cu

rrent&Q_CHL=preview 

 

 Distractor Task Manipulation. The distractor task manipulation contained a three trial 

memorization task in which participants were instructed to memorize a list of words and then 

identify those words on a subsequent page within a larger list of words. Participants in the 

control condition simply progressed immediately from the initial stage to the second recall stage. 

 

Confidence. As in previous experiments, the main dependent variable was confidence 

level for each item, on a scale from 0 = Extremely Not Confident to 100 = Extremely Confident. 

This was measured in the first stage. 

 

Recall Confidence. On the same scale, participants also attempted to recall their initial 

confidence measure. These responses were coded separately for analyses. 

 

Surprisingness. All participants rated their feeling of surprise on a 1-7 scale during the 

recall stage for each item. 

 

Results 

 

 Did the presence of a distractor task impact the recall of initial confidence? A 2 (initial 

stage vs. recall stage, within-subjects) X 2 (distractor condition vs. control condition) omnibus 

mixed ANOVA showed only a weak main effect of stage on confidence, F(1,188) = 4.06, p = 

.045, and no main effect of distractor task on confidence, F(1, 188) = 1.51, p = .22. A closer look 

compared confidence within-subjects between the initial and recall stages with a paired t-test. 

This test also showed that the mean confidence during the initial stage (M = 53.28, SD = 14.33) 

was lower than the mean confidence reported in the recall stage (M = 54.46, SD = 16.24), t(188) 

= 2.01, p = .045, d = 0.08 (See Figure 5). 

  

Did participants’ perceptions of how surprising each item was impact their reported 

confidence? A linear regression predicting change in confidence by condition and reported 

surprise likewise does not show a main effect of surprisingness on confidence change, b = -0.53, 

t(186) = -0.50, p = .62. 

 

Discussion 

 

 Experiment 5 was a necessary experiment in order to be thorough in testing the 

replicability of the hindsight bias. While most hindsight bias literature employs the between-

subjects outcome feedback manipulation used in the prior studies, researchers have also used this 

https://berkeley.ca1.qualtrics.com/jfe/preview/SV_25iQkX8PRUoxR2J?Q_SurveyVersionID=current&Q_CHL=preview
https://berkeley.ca1.qualtrics.com/jfe/preview/SV_25iQkX8PRUoxR2J?Q_SurveyVersionID=current&Q_CHL=preview


 

25 

 

within-subjects paradigm. This alternative paradigm offers very weak evidence in support of the 

hindsight bias. The lack of an effect for the distractor task could be due to the distractor task not 

having created a sufficient enough delay in order to facilitate the memory decay necessary for a 

larger change in confidence due to recall failure.  

 

The design of Experiment 5 allowed me to address a large portion of hindsight bias 

literature through the use of the within-subjects recall paradigm while looking at the moderator 

of surprisingness. Experiment 6 continues in this longitudinal trend with a longer timeline, 

providing a more faithful replication with past research using the recall paradigm, as well as 

addressing the weakness of Experiment 5 in its insufficient delay. 
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CHAPTER 7 

 

Experiment 6: A longitudinal paradigm of hindsight 

 

In Experiment 6, I tested whether the hindsight bias would replicate using a longitudinal 

recall paradigm. The repeated failures to replicate hindsight bias in previous experiments could 

be due to the use of the outcome feedback between-subjects paradigm. In that event, the bias 

may be more susceptible to the paradigm used to test the phenomenon than any other moderator. 

The weak evidence in support of the hindsight bias in Experiment 5 supports this theory. Instead 

of a distractor task, this study took place in two phases, with Phase 1 occurring before the 2018 

midterm elections and Phase 2, occurring afterwards. Political elections have been popular 

fodder for studying hindsight in the past, though with few successful attempts at moderation 

(Leary, 1982; Powell, 1988). This study most clearly resembles landmark hindsight bias research 

(Fischhoff & Beyth, 1975) and tested the robustness of hindsight bias in the domain of the 2018 

midterm elections. 

 

This study examined an additional moderator of participant expertise which has been 

previously operationalized as ‘familiarity’ with the task, but not breadth of subject area 

knowledge (Christensen-Szalanski & Willham, 1991). However, researchers have studied the 

effect of expertise on hindsight with differing results. Findings show doctors making decisions in 

a field in which they are expert still display hindsight bias (Arkes et al., 1981). Additionally, 

however participants with knowledge of the exact stimuli being tested (through a ‘learning’ 

portion followed by a ‘testing’ portion for the same set of stimuli show less bias (Hertwig, 

Fanselow, & Hoffrage, 2003).  

 

In the context of these seemingly inconsistent patterns regarding the effect of expertise on 

hindsight, I sought to explore how expertise in a subject area affects hindsight bias. I chose this 

operationalization as it increases the generalizability regarding the power of expertise to the 

general population, as individuals can be knowledgeable about certain subject matter without 

making it a career. I predicted that greater expertise in the subject area of U.S. politics would 

amplify hindsight bias in participants. It is in this paradigm which I tested this moderator. I 

expected the main results to replicate the hindsight bias and provide further evidence of the 

longitudinal paradigm successfully eliciting hindsight bias, and for greater expertise to amplify 

the hindsight bias effect. 

 

Method 

Participants 
  

The final sample includes two hundred participants (61% male, Mage = 35.37) divided 

evenly between the two phases of data collection. Participants completed this experiment 

through Amazon Mechanical Turk for $1.00. The survey was advertised as a survey about 

people’s beliefs about predicting events. This study included 100 participants before the election 

and 100 participants after, for 200 participants total. This sample size was determined using the 

same rationale as in my previous studies. 
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Design 

 

 The experiment consisted of two stages. First, participants provided forecasts for the 

number of seats won by Democrats and Republicans for the Senate and House of Representatives 

overall, respectively. Confidence levels were elicited for each of the two predictions. Second, as 

a test of participant expertise in the field of U.S. politics, participants answered a ten item test on 

political knowledge. The primary dependent variable will be participant confidence in their 

predictions, comparing participants prior to the elections to those after the elections. 

Additionally, predictions in how many seats in the House of Representatives and in the Senate 

will be/were won by each party will be collected, as will a measure of political expertise. 

 

Procedure and Materials  

 

 Overview. Phase One of data collection occurred prior to the midterm elections. 

Participants submitted two sets of predictions (a Senate prediction and a House prediction), each 

with a respective confidence level. The survey program presented the elections questions to each 

participant in a randomized order after providing preliminary information about the election 

landscape. This is what participants read prior to submitting a Senate prediction before the 

election: 

 

In the 2018 Midterm Elections, there are 35 Senate Seats up for 

election. Currently, the Republican Party has 51 seats and the Democratic Party 

has 49 seats. To have control of the Senate a party needs 51 seats (or 50 with a 

Vice President to break ties). 

 

A recent composite forecast states that of the 35 open seats, 8 lean Republican, 25 

lean Democrat, and 2 are toss-ups. 

 

How many seats will go to each party out of these 35 seats? (Total must sum to 

35). 

 

Participants then submitted a confidence level for their prediction, for example: “How 

confidence are you in your prediction of the Senate races?” ranging from 0 = Extremely Not 

Confident to 100 = Extremely Confident.  The composite election forecasts referenced in the 

survey were created by fivethirtyeight.com. 

 

 Phase Two of data collection occurred after the midterm elections results were known. A 

sample of different participants completed a similar survey which provided similar information 

to Phase One with the addition of the outcome information for each set of elections, again in a 

randomized order. Participants reported how many seats they had predicted to be gained and lost 

prior to the election, with how confident they were in each prediction prior to the election. The 

following is the House elections questions from Phase Two for context: 

 

In the 2018 Midterm Elections, all 435 seats in the House of Representatives are 

up for election. Before the election, the Republican Party had 240 seats and the 
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Democratic Party had 195 seats. To have control of the House, a party needs 218 

seats. 

 

The results of the 2018 Midterm Elections saw the Republican Party win 200 

seats and the Democratic Party win 235 seats. 
 

BEFORE the election happened, how many seats DID YOU THINK would go to 

each party? (Total must sum to 435). 

 

Participants provided their past confidence through a method similar to the previous experiments 

with outcome feedback: “How confident WERE you in your prediction of the House races, 

BEFORE the election happened?” ranging from 0 = Extremely Not Confident to 100 = Extremely 

Confident. 

 

To view the Phase One online questionnaire as a participant, follow this link: 

https://berkeley.ca1.qualtrics.com/jfe/preview/SV_cAbICTSWWxNNg2h?Q_SurveyVersionID=

current&Q_CHL=preview 

 

To view the Phase Two online questionnaire as a participant, follow this link: 

https://berkeley.ca1.qualtrics.com/jfe/preview/SV_eWKCNS7QB2yPFYh?Q_SurveyVersionID=

current&Q_CHL=preview 

 

Confidence. All participants in both Phase One and Phase Two predicted a quantitative 

number of seats gained and lost by each party in both the House and the Senate and rated their 

confidence on a scale from 0 = Extremely Not Confident to 100 = Extremely Confident.  

 

 Political Expertise. Participants in both phases completed the same ten-item multiple 

choice quiz to test their knowledge of the U.S. political system and current events in order to 

create an expertise score for each participant. This measure is used as a control variable in 

analyses. 

 

Results 

 

Did hindsight bias manifest when participants reported confidence for the election results 

after the results were known? Independent samples t-tests showed non-significant differences in 

confidence between Phase 1 and Phase 2 for both the House and the Senate races, t’s < .96, p’s > 

.34, failing to replicate hindsight bias (See Figure 6). 

 

How did political expertise affect confidence levels? I ran linear regression models for 

both the House and the Senate, predicting confidence by phase group and political expertise. 

There was no main effect of phase on confidence, meaning that participants after the elections 

were not more or less confident than those before the election. There was a main effect of 

expertise on confidence in both the House races, b = 24.57, t(199) = 3.09, p = .002, and the 

Senate races, b = 17.33, t(199) = 2.11, p = .04. In other words, more expert participants reported 

greater average confidence for both estimates. However, there was no significant interaction 

between expertise and responding after the results were known, b = -6.66, t(199) = -0.57, p = .56. 

https://berkeley.ca1.qualtrics.com/jfe/preview/SV_cAbICTSWWxNNg2h?Q_SurveyVersionID=current&Q_CHL=preview
https://berkeley.ca1.qualtrics.com/jfe/preview/SV_cAbICTSWWxNNg2h?Q_SurveyVersionID=current&Q_CHL=preview
https://berkeley.ca1.qualtrics.com/jfe/preview/SV_eWKCNS7QB2yPFYh?Q_SurveyVersionID=current&Q_CHL=preview
https://berkeley.ca1.qualtrics.com/jfe/preview/SV_eWKCNS7QB2yPFYh?Q_SurveyVersionID=current&Q_CHL=preview
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Was this greater confidence on the part of experts warranted? Sort of. Linear models 

predicted absolute distance from the actual result with confidence and expertise, using the data 

prior to the election. This test showed that before the election, there was a non-significant effect 

of expertise for the House, b = -18.23, t(199) = -1.60, p = .11, and a significant main effect for 

the Senate, b = -3.50, t(199) = -2.29, p = .02. These results suggest that participants who were 

more expert in the field were more accurate for the Senate forecast, but not the House forecast. 

 

Discussion 

 

Experiment 6 complements Experiment 5 in testing the replicability of the hindsight bias 

using a longitudinal paradigm. However, the hindsight bias did not replicate in this experiment. 

Participants responding after the midterm elections did not show more confidence, nor did they 

claim more accurate predictions, compared to participants who responded before the elections 

occurred. Similarly, subject matter expertise did not moderate any hindsight bias effect. 

Expertise did increase confidence during both phases, but again with no difference between those 

who responded before vs. after the elections.  

 

Searching for evidence in support of the hindsight bias, the alternative longitudinal 

paradigm used in Experiments 5 and 6 showed weak and inconsistent results. The next direction 

I pursued in searching for a potential moderator of hindsight entailed the theorized mechanism of 

‘creeping determinism,’ proposed by Fischhoff himself (1975). 
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CHAPTER 8 

 

Experiment 7: Hindsight with perceived randomness 

 

Experiment 7 explores Fischhoff’s creeping determinism hypothesis through measuring 

perceptions of randomness in events. In pursuit of identifying a strong moderator that could 

attenuate the hindsight bias that is similar but not identical to stimulus type, this study examines 

various outcomes and their degree of perceived “randomness”, as I predicted that perceptions of 

greater randomness would attenuate the hindsight bias, as Wasserman et al. (1991) suggest could 

be the case.  

 

This experiment uses two different sets of stimuli in follow up to Experiment 4: coin 

flips, to emulate a completely random event, weight-guessing items, to emulate a more 

‘deterministic’ event. Comparing hindsight bias across different stimulus types while measuring 

perceptions of randomness could suggest that certain attributes about each stimulus could play a 

role in whether hindsight manifests. 

 

Participants provided perceptions of how much randomness played a part in the result of 

the outcomes, in which the more an outcome appears randomly determined, the less susceptible 

participants should be to hindsight bias, according to the creeping determinism hypothesis 

(Fischhoff, 1977). This moderator is undergoes a direct test in this study. 

 

Method 

 

Participants 
 

 The final sample included 205 participants. I originally planned for two hundred 

participants determined using the same rationale as in my previous studies. Participants 

completed this experiment online through Amazon Mechanical Turk for $1.00. The survey was 

advertised as a survey about decision making ability. 

 

Design 
 

 The experiment had a 2 (outcome feedback vs. control) X 2 (coin flips vs. weight 

guessing) cell design that manipulated whether or not participants receive the actual outcome 

prior to making their estimate and confidence measure. The primary dependent variable was 

confidence in their chosen prediction for each item. Participants reported the degree to which 

they perceived the outcomes as randomly determined. Finally, hit rates were also collected.  

 

Procedure and Materials 

 

  Overview. The Qualtrics survey randomly assigned participants to either the outcome 

feedback condition (n = 50) or the control condition (n = 50). Additionally, the survey randomly 

assigned participants to either the coin flips condition (n = 50) or the weight guessing condition 

(n = 50). The Qualtrics survey program then presented the series of stimulus items to each 

participant in a randomized order. 
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 Out of concern that the null result of weight guessing in Experiment 4 was due to 

participants believing weight guessing as a more randomly determined activity than it is in 

reality, participants reviewed five images with weight information provided prior to the weight 

guessing portion.  

 

To view the online questionnaire as a participant, follow this link: 

https://berkeley.ca1.qualtrics.com/jfe/preview/SV_4YGzeXMsRJYEWQB?Q_SurveyVersionID

=current&Q_CHL=preview 

 

 Hindsight Manipulation. Identical to Experiment 4 and others, participants in the 

outcome feedback condition saw the correct outcome or answer prior to providing their own 

answer and confidence level. 

 

 Perceived Randomness. Participants in both conditions completed a series of four items 

that measured how ‘random’ participants perceived the event. For example, the four items for the 

domain of weight guessing were: 1) “How difficult is it to correctly guess someone’s weight 

from a photograph?” ranging from 1 = Very Easy to 7 = Very Difficult; 2) How much would 

additional information help you in correctly guessing someone’s weight from a photograph?” 

ranging from 1 = It would not help at all to 7 = It would help a great deal; 3) How much 

randomness is involved in trying to correctly guess someone’s weight from a photograph?” 

ranging from 1 = Very Little Randomness to 7 = A Lot of Randomness; and 4) “How would an 

expert at this task perform compared to you?” ranging from 1 = An expert would be much worse 

to 7 = An expert would be much better. 

 

Confidence. As in previous experiments, the main dependent variable was confidence 

level for each item, on a scale from 0 = Extremely Not Confident to 100 = Extremely Confident. 

 

Results 

 

Did the stimulus type and outcome feedback impact reported confidence? A 2-way 

ANOVA comparing average confidence between feedback and stimulus conditions showed a 

main effect of stimulus type on confidence, F(1, 204) = 25.18, p < .001, but no effect of 

feedback condition, F(1,204) = 0.29, p = .59. Looking closer at the effect of stimulus type, 

weight guessing items elicited greater confidence (M = 61.42, SD = 18.88) than coin flips (M = 

54.98, SD = 12.95), t(204) = 4.02, p < .001, d = 0.40. However, there was no hindsight bias 

effect for either stimulus type (See Figure 7).  

 

Did perceived randomness moderate hindsight? A mixed linear model tested the 

prediction that perceived randomness would attenuate the hindsight bias. Without the basic 

hindsight effect present in the evidence, it was unsurprising that the model showed no such 

attenuation by perceived randomness, b = -0.3, t(204) = -0.30, n.s.  

 

Discussion 

 

https://berkeley.ca1.qualtrics.com/jfe/preview/SV_4YGzeXMsRJYEWQB?Q_SurveyVersionID=current&Q_CHL=preview
https://berkeley.ca1.qualtrics.com/jfe/preview/SV_4YGzeXMsRJYEWQB?Q_SurveyVersionID=current&Q_CHL=preview
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Experiment 7 tested the possible moderator of perceived randomness while administering 

another test of weight and coin stimuli in studying hindsight bias. Only a main effect of stimulus 

type predicted an increase confidence, and there was no evidence in support of the hindsight 

bias.  

 

The failure to replicate hindsight bias in these domains could suggest some boundary 

condition of stimulus type for the phenomenon. Unfortunately, due to the lack of a main effect of 

outcome feedback on confidence, there is insufficient evidence in order to determine whether or 

not perceived randomness can attenuate the bias. This moderator is tested once more in 

Experiment 8, below, by manipulating perceptions of predictability for an entire domain of 

events.  
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CHAPTER 9 

 

Experiment 8: Aleatory Perceptions and Hindsight 

 

Experiment 8 tested an overarching theory that would predict which domains of 

outcomes are susceptible to hindsight bias, and which are not susceptible to such bias. This 

theory draws on a theorized mechanism known as creeping determinism (Fischhoff, 1975). 

Fischhoff surmised that, due to the hindsight bias process entailing automatic processing of 

outcome information, individuals would come to perceive an outcome as inevitable, manifested 

as having greater confidence. 

 

 Contextualized in Fischhoff’s creeping determinism theory, hindsight bias arises when 

individuals perceive the outcome as ‘inevitable’, or pre-determined. Wasserman, Lempert, and 

Hastie (1991) posited that the presence of chance in determining an outcome leads to a lack of 

‘determinism’ and therefore a lack of hindsight bias. I build on their explanation, and argue that 

hindsight bias fails not just when there is ‘chance’ present, but when an outcome can vary over 

time. 

 

This ‘temporal variance’ in outcomes goes beyond the simple categories of chance 

outcomes vs. deterministic outcomes. Temporal variance pertains to domains in which the truth 

of certain domains can change over time, making them less predictable as a result. The time scale 

in question can vary in size. For instance, the answer to the question, “What is the most populous 

city on the planet?” has changed over time. However, the time scale is so large it is unlikely to 

impact how people answer the question. On a smaller time scale is the question posed in the 

preface for Experiment 4: “Who most recently won between the New York Yankees and the 

Boston Red Sox?” For this question, it is easier for individuals to remember instances in which 

the Yankees won, and in which the Red Sox won. The ‘winner’ of this match-up is quite variable 

and unpredictable across time, and knowing this fact, individuals may exhibit less confidence in 

their certainty of any one event in time. 

 

The present study similar examines this theory with stimuli from differing ends of this 

spectrum. At the most extreme end, purely chance events such as coin flips are rarely regarded as 

pre-determined, as they are the most unpredictable. However, the weight of individuals does 

change slowly over time. This domain is more ‘constant’ over time than coin flips, and thus more 

predictable, but the weight of someone can still can vary relative to the general trivia questions 

present in most of the classic hindsight bias research (as the correct answer to a trivia question 

can stay constant through time.  

 

 Experiment 8 tests this theory by manipulating participants’ perception of how 

‘predictable’ an outcome is over time. I predicted that participants who are made to think of a 

domain of outcomes as highly unpredictable in nature will not present hindsight bias, while those 

participants that are influenced to see a category of outcomes as more constant and unchanging 

over time will in fact display hindsight bias. 

 

Method 
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Participants 
 

 150 participants completed this experiment through Amazon Mechanical Turk for $1.00. 

The survey was advertised as a test of decision making ability. This study included 50 

participants randomly assigned to each of three between-subjects conditions. This sample size 

was determined using the same rationale as in my previous studies. 

 

Design 
  

 The experiment had a 3 (high predictability vs. control vs. low predictability) cell design 

that manipulated participants’ perceptions of the predictability of basketball games. The primary 

dependent variable was confidence in their choice of the winning team for each game. The 

survey also collected hit rate data. 

 

Procedure and Materials 

 

  Overview. The Qualtrics survey randomly assigned participants to either the high 

predictability, control, or low predictability condition. Participants first read an authoritative 

vignette designed to influence their perception regarding the predictability of basketball games. 

The survey forced participants to wait at least 20 seconds before proceeding past the vignette in 

order to encourage close reading by the participants. 

  

 The Qualtrics survey program then presented the series of 30 basketball games to each 

participant in a randomized order. All participants received outcome feedback for each game by 

clearly identifying the winning team for each. These stimuli were unique, but of a style very 

similar to previous experiments. 

 

To view the online questionnaire as a participant, follow this link: 

https://berkeley.ca1.qualtrics.com/jfe/preview/SV_4YGzeXMsRJYEWQB?Q_SurveyVersionID

=current&Q_CHL=preview 

 

 Predictability Manipulation. In the high predictability condition, participants read a 

prompt that described basketball game results as being highly determined by the skill of the 

players on each team, and that research shows that few random events actually have a significant 

effect on the final score: 

 

  New research released by the National Basketball Association in collaboration  

  with the University of Rochester and Purdue University has determined that  

  basketball game results are largely determined by player skill, a force very  

  much within players’ control. 

 

  This new research program sheds light on NBA results, as the evidence shows  

  that effects of other forces outside of player control, such as luck, player mood,  

  game attendance, and time of game, have less impact on the final score than  

  previously believed. 

 

https://berkeley.ca1.qualtrics.com/jfe/preview/SV_4YGzeXMsRJYEWQB?Q_SurveyVersionID=current&Q_CHL=preview
https://berkeley.ca1.qualtrics.com/jfe/preview/SV_4YGzeXMsRJYEWQB?Q_SurveyVersionID=current&Q_CHL=preview
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  This research clears up former controversy around the potential factors that  

  impact the final score of a game, pointing to player skill, within players’ control,  

  as a large factor in determining the winner. 

 

 In the low predictability condition, participants read a prompt that describes basketball 

scores as highly influenced by random events:  

 

  New research released by the National Basketball Association in collaboration  

  with the University of Rochester and Purdue University has determined that  

  basketball game results are largely determined by various forces outside of  

  the control of any player, such as player mood, game attendance, time of  

  game, and luck.  

 

  This new research program sheds light on NBA results, as the evidence shows  

  that effects of other forces within players’ control, such as player skill, have less  

  impact on the final score than previously believed. 

 

  This research clears up former controversy around the potential factors that  

  impact the final score of a game, pointing to these various forces outside the  

  control of any player as large factors in determining the winner. 

 

 In the control condition, participants did not read anything prior to reviewing the 30 

basketball games. 

 

 Manipulation Pilot. One hundred participants pilot-tested whether the manipulations 

changed perceptions of randomness of the sports outcomes. The pilot evidence showed that 

participants with the high predictability stimulus believed basketball to be much more 

predictable (M = 4.57, SD = 1.62) compared to those with the low predictability stimulus (M = 

3.33, SD = 1.51), t(98) = -3.93, p < .001, d = -0.79. Additionally, participants with the high 

predictability prompt believed basketball was less impacted by random chance (M = 2.96, SD = 

1.66), compared to those with the low predictability prompt (M = 4.31, SD = 1.78), t(98) = 3.90, 

p < .001, d = 0.78. 

 

I included a multi-item basketball expertise measure similar to the expertise measure used 

in Experiment 6, and planned to control for sports expertise in my analyses. I expected an 

attenuated effect of this manipulation on well-informed basketball fans. 

 

Confidence. As in previous experiments, the main dependent variable was confidence 

level for each item, on a scale from 0 = Extremely Not Confident to 100 = Extremely Confident. 

 

Results 

 

Did the predictability manipulation or basketball expertise impact confidence reports? A 

two-way ANOVA compared average confidence by condition showed no effect of predictability 

manipulation on confidence, F(2, 149) = .02, p = .98. Conditional means showed that average 

confidence and therefore hindsight bias was similar between low predictability (M = 65.01, SD = 



 

36 

 

14.90), control (M = 65.27, SD = 16.41), and high predictability conditions (M = 64.63, SD = 

16.86). I also employed an Analysis of Covariance (ANCOVA) which used basketball expertise 

and variability condition as predictors of confidence. This test revealed no significant main 

effects for condition, F(2, 146) = 0.02, p = .98, nor for expertise, F(1, 146) = 0.21, p = .65. There 

was also a marginal yet nonsignificant interaction effect between the two, F(2, 146) = 2.94, p = 

.06.   Neither expertise nor the predictability manipulation impacted reported confidence among 

participants (See Figure 8). 

 

Discussion 

 

Experiment 8 sought to find a possible mediator that would explain why some stimuli 

succumb to the hindsight bias while others do not. Manipulating participant perceptions of 

variability failed to elicit systematic differences in reported confidence. While pilot testing 

showed that the manipulations did impact participant perceptions of predictability and 

randomness in predicting basketball scores, that was not enough to translate to differences in 

confidence.  

 

There are multiple possible reasons for this null result. One is that the manipulations were 

too weak to elicit perceptual changes which were strong enough to impact confidence judgments. 

Another possibility is that the manipulations could have successfully elicited perceptual changes, 

but the changes were fleeting did not persist through the task. These results provide no 

supportive evidence that perceptions of variability mediate the hindsight bias. In light of the 

many failures to replicate, I next sought to contextualize these null results with what experts in 

the field believe regarding the bias in Experiment 9, following by a close replication of Fischhoff 

(1977) using the same trivia stimuli in Experiment 10. 
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CHAPTER 10 

 

Experiment 9: Lay Beliefs of Hindsight  

 

 Experiment 9 examines expert beliefs of the hindsight bias, in order to contextualize the 

significance of the null results present in Experiments 1 – 4. Those initial experiments showed a 

failure of hindsight bias for various types of stimuli, from random chance events, to sporting 

events, and even general knowledge trivia. Is this surprising to current scholars in the field? 

 

 Due to the common presence of the bias in common vernacular and the fame of the 

original findings, I predicted that judgment and decision making scholars would overestimate 

both the breadth of domains susceptible to the hindsight bias, as well as the degree to which 

people err due to the hindsight bias. Evidence of such beliefs would highlight the significance of 

the failures to replicate hindsight bias in multiple domains, as the documented failures to 

replicate the effect would not only be counterintuitive to established literature, but also to the 

views of the population at large. 

 

Method 

Participants 
  

 The final sample included 117 expert participants and 103 ‘actor’ participants for 220 

participants total. The actor participants completed this experiment through Amazon Mechanical 

Turk for $1.00. The survey was advertised as a survey about people’s beliefs about predicting 

events. I originally planned for 100 actor participants randomly assigned to two between-subjects 

conditions for 50 participants per cell. This sample size was determined using the same rationale 

as in my previous studies.  

 

I recruited the expert participants from the Society for Judgment and Decision Making 

listserve, creating a sample of PhD students and faculty who are experts in social psychology and 

decision making.  I did not know the variance in this population concerning this question, so I 

collected as many participants as possible in the hopes of obtaining a sufficiently representative 

sample.  

 

Design 

 

This experiment combined two separate data sets. For the actor data set, the experiment 

randomly assigned participants to one of two between-subjects conditions. These two conditions 

were near-replications of Experiment 4. For the expert data set, the survey asked respondents for 

their beliefs about hindsight in various domains. 

 

Procedure and Materials 

 

 Overview. The procedure for the actor data set was nearly identical to that of Experiment 

4. Participants answered ten questions while reporting their confidence for 40 items over four 

different domains: trivia, sporting events, weight guessing, and coin flips. The Qualtrics survey 

randomly assigned participants in the actor data set to either a control condition or an outcome 
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feedback (hindsight) condition, identical to Experiment 4. Participants in the actor data set 

responded to the same coin flip and weight guessing stimuli as Experiment 4, and similar but 

unique basketball game stimuli. The trivia stimuli were a subset of the stimuli used for 

Experiment 10, being drawn from the same pool of questions used in the original hindsight bias 

studies (Fischhoff, 1977).  

 

To view the actor data online questionnaire as a participant, follow this link: 

https://berkeley.ca1.qualtrics.com/jfe/preview/SV_bgfweTmnZZzmpbn?Q_SurveyVersionID=cu

rrent&Q_CHL=preview 

 

Hindsight Manipulation. The actor data survey manipulated hindsight with the outcome 

feedback paradigm used in previous experiments. Participants in the hindsight condition 

answered the same forty questions as those in the control condition, but first saw the correct 

answer or outcome for each question prior to answering. 

 

Expert Data Set. Participants reported their beliefs as to the effect of hindsight in each of 

the four tested domains. For each domain, the survey provided participants with a hypothetical 

example of each domain as an attempt to standardize participant understanding of the task. This 

is the example for general knowledge trivia: 

 

  This is an example item for the 'general knowledge trivia' domain: 

 

  What is the capital of France? 

 

  A) Paris 

  B) Rome 

 

  How confident are you in your answer? 

  0 ---------------------------------------------------------------100 

 

To view the expert data online questionnaire as a participant, follow this link: 

https://berkeley.ca1.qualtrics.com/jfe/preview/SV_8x0koPXi5C0nZNH?Q_SurveyVersionID=cu

rrent&Q_CHL=preview 

 

Actor Confidence. The main dependent variable was confidence level for each item, on a scale 

from 0 = Extremely Not Confident to 100 = Extremely Confident. I calculated the difference in 

mean confidence for each stimulus type by subtracting mean confidence in the control condition 

from the mean confidence in the hindsight condition. 

 

Expert Belief in Hindsight. Participants reported the difference in mean confidence (between -

100 and 100) between the hindsight and control conditions within the actor data set. They 

provided four total belief measures, one for each stimulus type. 

 

Results 

 

https://berkeley.ca1.qualtrics.com/jfe/preview/SV_bgfweTmnZZzmpbn?Q_SurveyVersionID=current&Q_CHL=preview
https://berkeley.ca1.qualtrics.com/jfe/preview/SV_bgfweTmnZZzmpbn?Q_SurveyVersionID=current&Q_CHL=preview
https://berkeley.ca1.qualtrics.com/jfe/preview/SV_8x0koPXi5C0nZNH?Q_SurveyVersionID=current&Q_CHL=preview
https://berkeley.ca1.qualtrics.com/jfe/preview/SV_8x0koPXi5C0nZNH?Q_SurveyVersionID=current&Q_CHL=preview
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How did experts view the strength of hindsight bias in each of the four domains? A one-

way ANOVA compared the mean predicted hindsight strength for all domains. To recall, 

participants predicted what they believed would be the average difference in reported confidence 

between a control condition and an outcome feedback (hindsight) condition. The test showed a 

significant difference in believed hindsight strength among the domains, F(3, 464) = 8.96, p < 

.001 (See Figure 9).  

 

Post-hoc comparisons using the Tukey HSD test showed that experts believed that weight 

guessing questions (M = 23.12, SD = 17.83) and sports questions (M = 24.08, SD = 23.21) would 

elicit the greatest difference in confidence between conditions, and trivia questions (M = 14.28, 

SD = 18.18) and coin flip questions (M = 12.92, SD = 24.07) would exhibit less hindsight bias 

(however, still a sizable effect). Pairwise comparisons showed that weight and sports questions 

were not significantly different, adjusted p = .99, nor were trivia and coin questions different, 

adjusted p = .96. However, experts believed sports and weight questions elicited more hindsight 

than either coin flip questions or trivia questions, respectively, adjusted p’s < .008, d’s > .49.    

 

How did expert predictions compare to experimental results? Four one-sample t-tests 

showed that the experts overestimated the impact of the hindsight bias compared to its actual 

observed effect in the parallel study, t’s < -2.70, p’s < .01. In other words, expert predictions of 

the difference in confidence between hindsight and control conditions was much greater than in 

reality for all four domains. 

 

Discussion 

 

Experiment 9 is important in highlighting the counterintuitive nature of the repeated 

failures to replicate hindsight bias throughout this research. Not only is the power of the 

hindsight bias consistently shown in the literature, but it is also widely believed to be true among 

experts in the field. This result emphasizes the importance of the present work, as these findings 

not only add to the existing literature, but also could make strides to update a widely held belief 

within the field. There could be stimulus boundary conditions for hindsight which researchers 

have not yet directly examined. I will discuss this further in the general discussion. 
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CHAPTER 11 

 

Experiment 10: Hindsight with General Knowledge Trivia 

.  

Experiments 1 – 8 all failed to find any evidence in support of the classic hindsight bias 

effect. Experiment 10 provides one more attempt at finding evidence for the bias with a close 

replication of one of the original hindsight bias studies. This experiment also tests for the 

moderator of question difficulty to explain the repeated failures to replicate hindsight bias with 

general knowledge trivia questions. The lack of evidence for hindsight bias with trivia stimuli 

constitutes the most significant failure to replicate the effect within this research program, as the 

majority of the literature establishing the hindsight bias and its robustness uses general 

knowledge trivia as the stimulus.  

 

In one condition I use the identical stimuli from foundational studies to serve as a close 

replication, provided by Baruch Fischhoff and Decision Research at the University of Oregon 

(Fischhoff, 1977). I expect to find hindsight bias through outcome feedback with the original 

stimuli. A second set of more difficult questions tests an interaction effect between question 

difficulty and outcome feedback, in which I expect difficult questions to attenuate the hindsight 

bias.  

 

Method 

 

Participants 
 

 The final sample included 207 participants. I originally planned for two hundred 

participants determined using the same rationale as in my previous studies. Participants 

completed this experiment through the Haas Research Participation Pool (RPP) in the lab for 

course credit or for $7.00. The survey was advertised as a survey about decision making ability. 

 

Design 
 

 The experiment contains a 2 (outcome feedback vs. control) X 2 (original trivia vs. hard 

trivia) cell design that manipulated question difficulty and whether or not participants receive the 

actual trivia answer prior to making their outcome estimate and their confidence measure. The 

dependent variable was the confidence in their chosen answer out of the two choices provided. 

Finally, hit rates were also collected.  

 

Procedure and Materials 

 

  Overview. The Qualtrics survey randomly assigned participants to either the outcome 

feedback condition or the control condition. Additionally, the survey randomly assigned 

participants to either review the original trivia questions from Fischhoff (1977), or a set of 

difficult trivia questions pre-tested for a low hit-rate. The Qualtrics survey program then 

presented the series of stimulus items to each participant in a randomized order.  

 

To view the online questionnaire as a participant, follow this link (same link as Experiment 5): 
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https://berkeley.ca1.qualtrics.com/jfe/preview/SV_25iQkX8PRUoxR2J?Q_SurveyVersionID=cu

rrent&Q_CHL=preview 

 

 Hindsight Manipulation. Identical to previous experiments, participants in the outcome 

feedback condition saw the correct outcome or answer prior to providing their own answer and 

confidence level. 

 

Confidence. As in previous experiments, the main dependent variable was confidence 

level for each item, on a scale from 0 = Extremely Not Confident to 100 = Extremely Confident. 

 

Results 

 

Concerns regarding data quality led to the decision to conservatively remove ten outlier 

participants from the data set, as their mean confidence across 25 items was less than ten. This 

resulted in a final sample size of 192.  

 

Did providing feedback and question set impact confidence reports? A 2-way ANOVA 

predicting confidence from feedback condition and difficulty condition to showed no main effect 

for feedback condition F(1,191) = 2.97, p = .09, a non-significant main effect for question 

difficulty, F(1,191) = 1.15, p = .28, and a significant interaction effect, F(1,203) = 119, p < .001 

(See Figure 10).  

 

Exploring the interaction further by subsetting the data on question difficulty, the test 

showed that for difficult questions, participants reported less confidence in the outcome feedback 

condition (M = 38.02, SD = 16.31) compared to the control condition (M=55.45, SD = 17.01), 

t(95) = 6.42, p < .001, d = 1.05. For the original Fischhoff questions, participants reported greater 

confidence in the outcome feedback condition (M = 56.24, SD = 14.24) compared to the control 

condition (M = 30.68, SD = 19.10), t(95) = -8.88, p < .001, d = -1.52.  

 

Puzzlingly, exploratory analyses show that the difficult question condition hit rate (M = 

.52, SD = 0.13) was actually not more difficult than the original Fischhoff questions hit rate (M = 

.53, SD = 0.13), t(202) = 0.16, p = 0.56, d = 0.08.  

 

Discussion 

 

 Experiment 10 tested the moderator of question difficulty that could explain the failure to 

replicate hindsight bias with general knowledge trivia in earlier experiments. This study did in 

fact replicate the hindsight bias effect, but the story is not so simple, as the ‘difficult’ questions 

were not actually more difficult. Using the original trivia questions employed in the landmark 

hindsight bias experiments I did replicate phenomenon. The ‘difficulty’ stimuli, however, found 

the opposite effect, in which outcome feedback decreased confidence reports compared to 

control. There is precedent for this latter result, as Hoch and Loewenstein (1989) found the 

highly difficult questions can elicit a ‘never would have known it’ effect. The novel contribution 

from this study, merely by serendipity, is that the ‘difficult’ stimuli were in reality not more 

difficult, though they perhaps appeared to be more difficult in the control condition (conversely, 

the Fischhoff stimuli could have appeared to be easier, leading to the hindsight bias). 

https://berkeley.ca1.qualtrics.com/jfe/preview/SV_25iQkX8PRUoxR2J?Q_SurveyVersionID=current&Q_CHL=preview
https://berkeley.ca1.qualtrics.com/jfe/preview/SV_25iQkX8PRUoxR2J?Q_SurveyVersionID=current&Q_CHL=preview
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The results show that a close replication of the original hindsight bias effect with the 

original stimuli did succeed in recreating the hindsight bias. The supposedly ‘difficult’ set of 

questions did show the opposite of the hindsight bias effect. The hit rates of the two question sets 

were not significantly different, however. 

  

Post-hoc analyses show that the hit rates between the two question-type conditions were 

similar, despite showing different patterns of hindsight bias. With similar hit rates, there is not 

sufficient evidence to weigh in on whether actual question difficulty moderates the hindsight 

bias, though the relationship has been suggested previously (see Hoch & Loewenstein, 1989). 

There may exist some perceptual or psychological process which leads to hindsight bias, 

activated by the difficult questions appearing more difficult at face value, versus how 

Fischhoff’s original stimuli appear.  
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CHAPTER 12 

 

Discussion and Future Directions 

 

Summary of Results 

 

The results of these studies suggest that the hindsight bias is not nearly as ubiquitous as 

the literature implies, nor as experts in the field believe. These experiments examine various 

stimulus domains and possible moderators which could have explained early failures to replicate 

the bias, though all came up short. To be precise, I did not find evidence to suggest my potential 

moderators failed to attenuate hindsight, but rather hindsight failed to materialize in the first 

place, leaving nothing to debias or moderate. Experiment 10 is notable in that it is the only study 

in this package to produce clear evidence of the hindsight bias, and there only in one condition, 

which was a direct replication of Fischhoff (1977. Participants did not exhibit less accurate 

forecasts after seeing outcome feedback (Experiments 1 and 2). Experiments 3 and 4 tested for 

hindsight across a variety of domains and found no evidence of the phenomenon. 

 

Experiment 5 provided weak evidence of hindsight bias using a within-subjects 

longitudinal design. However, Experiment 6 which tested hindsight in the context of the 2018 

U.S. midterm elections failed to elicit the bias. Experiments 7 and 8 explored Fischhoff’s 

original proposed mechanism of creeping determinism, but found that perceptions of randomness 

did not impact participant susceptibility to the hindsight bias. Participants also did not respond 

with hindsight to a manipulation which was designed and piloted to elicit feelings of 

predictability.  

 

Experiment 9 asked scholars for their predictions regarding the power of the hindsight 

bias, and found that they overestimated the strength of hindsight across several domains. Finally, 

Experiment 10 successfully replicated hindsight bias using the same trivia stimuli used in one of 

the original studies on the topic (Fischhoff, 1977). 

 

Theoretical Implications 

 

The hindsight bias is a household phrase not for any historical accident. Rather, it is a 

household concept precisely because people believe it to be widespread and pernicious. The 

general populace cannot be blamed too much in this regard, as the initial studies into the bias 

were quite consistent in their agreement as to the robustness and replicability of hindsight bias 

(e.g. Fischhoff, 1975; Fischhoff, 1977; Wood, 1978). My initial direction of research for this 

program was in debiasing probabilistic forecasting. To this end, I had assumed the hindsight bias 

was one of the solid, time-tested ‘truths’ of psychology. As I have previously described, my 

repeated failures to replicate the basic effect with different stimuli led me on a new path in 

searching for the limits of this bias.
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What would it mean to find boundary conditions on the hindsight bias? I would argue 

that such a discovery does not undermine the legitimacy of the bias overall. Drawing such 

nuance is a natural consequence as our understanding of human decision making processes 

develops and refines through continued research.  

 

Such a conclusion offers both positive and possibly negative implications. On the 

positive side, humans may not be so dumb and feeble-minded after all. As the field of judgment 

and decision making has matured and gained fame, the popular reaction to the common theme of 

mistake-prone decision making has been mixed at best. An American philosopher once 

responded to Nobel laureate Daniel Kahneman, in reference to Kahneman’s book Thinking Fast 

and Slow, “I am not really interested in the psychology of stupidity” (Burkeman, 2011). Perhaps 

researchers will discover more contexts for which well-known biases are not as prevalent as once 

believed, and therefore do not lead people astray nearly as often as one might fear. With such a 

result, the pessimistic reputation of the field could perhaps recover somewhat.  

 

On the other hand, one must wonder about the extent to which old, foundational papers in 

the field of decision making are in need of fundamental updating. The fate of hindsight bias 

could merely be indicative of a larger pattern in the field, in which seemingly arbitrary design 

decisions lead to an oversimplified or myopic examination of phenomena. Indeed, Hawkins and 

Hastie (1990) note in their review of hindsight bias literature that almost all stimuli used 

happened to be ‘almanac question materials’, without a justification as to why that is A) the 

correct stimuli to use, or B) the only stimuli used in most studies. The tradition of borrowing 

stimuli in research, though a practical method of achieving legitimacy in one’s design, may 

prove to be a large factor in future failure to replicate going forward. 

 

Reconciling My Results with the Literature 

 

 To what degree am I truly undermining the massive amount of research findings on the 

hindsight bias? The hindsight bias is a well-known decision making bias not only within the field 

and among scholars, but among the general populace as well. Nine failures to replicate the bias 

will not destroy the legitimacy of an entire body of published literature. Further, my earlier p-

curve suggests that the evidence within this literature is not p-hacked. What else could explain 

my consistent null results, in addition to the strong replication in Experiment 10? 

 

 I believe my repeated failures to replicate the hindsight bias is primarily due to stimulus 

selection. My theory is that the same set of general knowledge trivia stimuli which defined the 

field for years (Hawkins & Hastie, 1990) was particularly effective in eliciting the hindsight bias. 

It is this same set which I use in Experiment 10 to also find a significant hindsight bias result. 

When I utilized the same outcome feedback paradigm present in several early studies (e.g. 

Fischhoff, 1977; Wood, 1978; Hoch & Loewenstein, 1989) with stimuli other than the original 

set of trivia, I failed to replicate the bias. My failure to replicate in Experiment 6 using a 

longitudinal paradigm for the midterm elections does not lend itself to such a simple explanation. 

I surmise that the nature of the answer being a continuous variable (in the number of 

congressional seats won by each party) attenuated the bias, however I have no evidence to 

support this conjecture. 
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 To test this theory, I categorized the studies in my original p-curve by whether they used 

the original set of general knowledge trivia or not (again, see Exhibit 2 for the disclosure table). I 

then created two separate p-curves; one for hindsight studies with trivia stimuli, and one with any 

other type of stimuli (see Exhibits 3 and 4). These p-curves provide supporting evidence for my 

explanation. As Exhibit 3 shows, the hindsight effects present in studies which used the trivia 

questions are large and thus well-powered. However, the effects present in the p-curve in Exhibit 

4 are quite underpowered, and contain results of weak evidentiary value. While this latter p-

curve does not suggest rampant p-hacking in the literature without trivia stimuli, it does suggest 

that the hindsight bias is a weaker and perhaps less prevalent bias than previously believed, as 

without the original trivia stimuli the evidence is weaker and the effects are smaller or less-

powered. 

 

Finally, I must acknowledge that this dissertation only persisted for this many studies due 

to the recent culture in the field brought about by the open science movement. As recently as ten 

years ago, failing to replicate a high-profile theory in social psychology would have sent me back 

to the drawing board a long time ago. With more sophisticated knowledge of statistics and 

research practices combined with a new humility of the science, a culture has arisen that is more 

open-minded and accepting of this kind of work.  

 

Conclusion 

  

The subject of biases and decision making is of the utmost importance to both researchers 

and business leaders. Large amounts of time and resources are spent in the pursuit of debiasing 

decision making and in leading people to be more accurate in their judgments of the world 

around them. However, what if biases once thought powerful and robust are not so universal 

after all? Oft-cited papers in this field have aged without significant challenges to their authority, 

and even simple checks for replication have the ability to go astray and call into question theories 

once believed as truth. On a broader level beyond just hindsight bias, the current rising trajectory 

of open science and the growing acceptance of the importance of replicability in social science 

will prove to be invaluable in the future as researchers strive to not make the same mistakes of 

the past.  
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APPENDICES 

 

 
Figure 1. Violin plots, showing confidence as a function of hindsight condition, Experiment 1.  

The white dot indicates each condition’s mean.  The dark bar shows the interquartile range.
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Figure 2. Violin plots, showing confidence as a function of hindsight condition, for review items 

(left) and forecast items (right), Experiment 2. The white dot indicates each condition’s mean.  

The dark bar shows the interquartile range. 
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Figure 3. Violin plots, showing confidence as a function of hindsight condition (on the x-axis) 

and stimulus type (denoted by color), Experiment 3.  The dark bars show the interquartile range. 
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Figure 4. Violin plots, showing confidence as a function of hindsight condition (denoted by 

color) and stimulus type (on the x-axis), Experiment 4. The dark bars show the interquartile 

range.
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Figure 5. Violin plots, showing confidence as a function of delay condition (on the x-axis) and 

confidence type (denoted by color), Experiment 5.  The dark bars show the interquartile range.
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Figure 6. Violin plots, showing confidence as a function of data collection timing (on the x-axis), 

for the Senate (above) and the House of Representatives (below), Experiment 6. The white dot 

indicates each condition’s mean.  The dark bar shows the interquartile range.



 

57 

 

 
Figure 7. Violin plots, showing confidence as a function of hindsight condition (on the x-axis) 

and stimulus type (denoted by color), Experiment 7.  The dark bars show the interquartile range.
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Figure 8. Violin plots, showing confidence as a function of predictability condition, Experiment 

8.  The white dot indicates each condition’s mean.  The dark bar shows the interquartile range.
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Figure 9. Violin plots, showing confidence as a function of hindsight condition (denoted by 

color) and stimulus type (on the x-axis), Experiment 9. The dark bars show the interquartile 

range.
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Figure 10. Violin plots, showing confidence as a function of hindsight condition (on the x-axis) 

and stimulus set (denoted by color), Experiment 10. The dark bars show the interquartile range.
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Exhibit 1. A P-curve of hindsight bias literature.



 

62 

 

Exhibit 2. P-Curve Disclosure Table 
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Exhibit 3. A P-curve of hindsight bias literature only using trivia stimuli. 
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Exhibit 4. A P-curve of hindsight bias literature without trivia stimuli. 

 




