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Abstract

Methods for Visually Exploring Large and Complex Networks

by

Nathaniel Cesario

Most graph layout algorithms strive to present an uncluttered view of the graph that

reflects the structural relationship between nodes and edges comprising the graph.

Very few focus on providing a layout based on either node or edge attribute values.

This thesis presents a method that can reflect structural information, be influenced

primarily by attribute values of graph elements, or some combination of both. This

is achieved using a force-based graph layout strategy and force transfer functions–a

flexible graph layout specification that alters forces depending on attribute values

or structural information. An immediate benefit of this flexibility is the ability to

perform visual clustering via the resulting graph layouts. As graphs get larger and

more complex, the flexibility for exploring different relational properties of graph

elements will allow us to understand them better. As an example, this technique

is used to group left and right blogs as well as detect outliers in a political blog

dataset.
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Preface

The work presented in this Master’s thesis focuses on a technique for positioning

nodes within a network that relates arbitrary node attribute values to network struc-

ture. This is a component in a larger research goal, which is to comprehend large,

complex networks by way of visual exploration. Two other projects were worked on

leading up to the research presented here.

The first project was the introduction and exploration of several different visualiza-

tion techniques for viusally comparing node attribute data in graphs. A particular

challenge was to compare visually more than two graphs simultaneously. This re-

sulted in a bull’s eye technique allowing for graphs to occupy sectors of the bull’s

eye. This work was presented as a poster at Visweek 2009 and later a publication

in SPIE VDA 2011. This paper is included at the end of this thesis.

The SPIE paper introduced many, non-conventional visualization techniques that

were not necessarily intuitive. This led to a second research project involving au-

tomatically animating between two visualizations. The idea was to help the user

learn the semantics of a new visualization technique by watching an animation that

connected it to one that was already familiar to the user. This led to a software

framework that could automatically interpolate between polygons in a visualization.

It was also possible to identify separate components of a polygon as being semanti-

cally different. For example, each endpoint in a parallel coordinates plot maps to a

different attribute value. This made it possible to show explicitly through animation

how a parallel coordinates plot (which may be unfamiliar) relates to a scatter plot

(which may be more familiar). This work is summarized in a tech report that is

included after the SPIE publication. This is an ongoing research project.

ix



1 Introduction

Figure 1: A political blog network visualized using a traditional force directed layout
(a) and then using force transfer functions to emphasize blogs with many links to
other blogs on the opposite end of the political spectrum. See section 6.1 for a more
detailed description.

The extremely large growth rate of the internet [19], particularly social networks, has

led to the ubiquity of network data as well as the evolving definition of the graph. A

graph now represents much more than single relationships between one-dimensional

entities.

Often we wish to model people where there are many features associated with each

person, or it could be useful to model bio-medical data as a graph. Due to this

increasingly complex data, simple node-link diagrams are no longer sufficient to

represent large, complex networks that exist today, particularly in the areas of social

networking [26]. Today, social network analysis plays an important role in areas

relating to selecting the most pertinent ads for users (e.g., mining Facebook data)

to identifying terrorist cells. Biological data is often represented using a graph,

which can result in new drug development and better understanding of how patients

interact with various treatments. Visualization tools can aid in the understanding

of these complex networks.

While excellent methods exist for analyzing such complex, or heterogeneous, net-

works [22], they are often specialized for a particular task [20]. Since we have seen

that the nature of network data is to constantly expand and evolve, it would be bene-
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ficial to have a visualization technique that can be applied to an arbitrarily complex

graph. The aim of this thesis is to put forth such a visualization technique. In

short, a node layout technique to visualize complex networks that is user-modifiable

in real time is presented. That is, given a single dataset, this thesis presents a tech-

nique that can produce many different layouts, each with different meaning based

on user-defined criteria.

The term graph has been used loosely up to this point and requires a formal defini-

tion. For the purposes of this thesis , let a graph G be defined as G = (V,E,A,B)

such that:

V = a set of unimodal nodes

E = {{vi, vj} : vi, vj ∈ V and i 6= j} is a set of relationships, or edges, within G

|V | = n

|E| = m

A = an n× k matrix representing the attributes of every vi ∈ V
B = an m× l matrix representing the attributes of every es ∈ E

In other words, G = (V,E) is an undirected graph in the traditional sense. The

matrices A and B are what make G more general by allowing each node to have k

attributes and each edge to have l attributes. That is, the aij ∈ A entry is the value

of the jth attribute for node i. In this scenario, V can be thought of as a set of n

points in Rk.

A =



a11 a12 · · · a1k

a21 a22 · · · a2k

...
...

. . .
...

an1 an2 · · · ank


(1)
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Similarly, the bst ∈ B entry is the value of the tth attribute for edge s.

B =



b11 b12 · · · b1l

b21 b22 · · · b2l
...

...
. . .

...

bm1 bm2 · · · bml


(2)

These graphs can also be thought of as M∗3 [23] or heterogeneous [5] graphs. As

Singh et al. describe in their paper, an M∗3 graph is a multi-modal, multi-featured,

multi-relational graph. That is, there are multiple types of nodes (modes), multiple

attributes for each node (features), and more than one type of edge (relationships).

These graphs are essentially the focus of this thesis , but we make some important

assumptions:

1. All node and edge attributes are assumed to be real values in the range [0, 1];

i.e., aij ∈ [0, 1] ∀ aij ∈ A and bst ∈ [0, 1] ∀ bst ∈ B. There are no categorical

attributes.

2. G is not multi-modal, i.e., there is only one type of node. However, multiple

node types could be accounted for by appending a type attribute to A and

assigning each node type a value in the range [0, 1].

3. Similar to 2, there is only one type of edge relationship.

While we do not account for multiple edge attributes in this work, we will show that

our technique is also well suited to demonstrate attribute values within edges.

Comprehending high-dimensional data (i.e. the nodes, or matrix A) or the topology

of large networks are each difficult tasks. M∗3 , or heterogeneous, networks com-

bine both of these challenging areas, making the task of visualizing such data very

complex. We feel that animation and user interaction can help tackle such a task.

The tool GGobi [24] (a descendant of XGobi) along with the taxonomy presented

by Buja et al. [6] are examples of animation and user interaction being beneficial to

understanding high-dimensional data. As an example, say we are examining some
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social network data. To better understand the topology, we may look at some cen-

trality metric of a node (e.g. degree, eigenvector, betweenness, etc.). However, if we

wish to visualize the structure of the network and how it is related to, say, people

that like product X and are within a certain age range, then it is much less clear

how to visualize such information.

The proposed solution to this problem is to use a modified, force-directed layout that

incorporates node attribute values. More specifically, given G as defined previously

(i.e. every node in the network can have many attributes), the goal is to layout nodes

such that node attribute values and graph topology are displayed to the user in a

meaningful way that relates the two. This is accomplished by using force transfer

functions in a physical simulation. The use of these force transfer functions is quite

flexible. We will show how they can be used to arrange nodes in a network in many

different ways, as well as how using only the gravitational force in the simulation can

be used as a visual clustering algorithm for high dimensional datasets. Our criteria

for the graph layout are as follows:

1. Relate node attribute values to the overall structure of the graph. For example,

if we consider attribute j as a part of the graph, the layout should illustrate

how each node’s value of attribute j affects its position within the network.

2. The layout should still be meaningful as n gets large (e.g. 1000+ nodes).

3. The layout should be flexible. For example, changing the input graph from a

social network to biological data should not require extensive reconfiguration.

As an illustration of criterion one, consider a network such that each each node has

an attribute representing political alignment, say 0 = left and 1 = right. We can

ask the question “how left blogs relate to right blogs and vice-versa.” The layout

should be able to answer this question, and we will show this in section 6.

A common problem with force-directed layouts is when n is large. For example,

Eades’ [10] method produces a very cluttered display for large, dense graphs. The

Fruchterman-Reingold technique [11] improves upon this, but it is still difficult to

visualize graphs where n is sufficiently large.
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In addition, we have not seen force directed techniques that incorporate node at-

tributes into the layout (beyond the color and size of nodes) in a general way. These

reasons, combined with the recent explosion in large, complex network data, have

led us to the technique presented in this thesis .

2 Related Work

The work presented in this thesis is related to both graph drawing (see http://graphdrawing.org/)

and visual clustering. Each of these areas are difficult problems in themselves. Con-

sequently, much research on each subject has been done. For a more complete back-

ground on graph drawing, the survey by Herman et al. [14] showcases the myriad of

techniques for graph layouts while Dı́az et al. [9] has a good summary of basic graph

drawing techniques and descriptions of common graph terminology. Note that this

work is loosely related to clustering in the sense of unsupervised learning. While one

of the goals in this work is to produce a visual clustering based on node attributes,

the result produced is a two dimensional picture with visual groupings. In contrast,

a clustering algorithm generally places similar items into discrete clusters (e.g., clus-

ter 1, 2, etc.). Jain’s et al. survey [15] contains a comprehensive description of

clustering algorithms. .

There are many different techniques for drawing the structure of graphs ranging from

physical simulations to algebraic techniques utilizing matrices related to graphs. We

categorize these many techniques as follows:

• Simulation (section 2.1): iterative methods involving some sort of energy min-

imization to achieve an optimal layout.

• Hierarchical (section 2.2): methods that first reduce a general graph into some-

thing more manageable, such as a smaller graph or a graph with particular

properties (e.g., a tree), then produce a layout for the general graph based on

the reduced graph.

• Algebraic (section 2.3): methods that use spectral graph theory [7] to produce

a layout.
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2.1 Simulation Methods

A downside to using force transfer functions is the O(n2) running time. Quigley and

Eades present a O(m + n log n) method [21] for grouping nodes. They accomplish

this by modifying the Barnes-Hut [4] algorithm. The focus in their work is to

cluster nodes based on graph structure. For example, a cluster could exist when

the intra:inter ratio of edges is high; that is, very few nodes within a cluster are

connected to any node outside of the cluster. While this is a fast and efficient

algorithm for producing a graph clustering, it does not address node attributes and

clusters based on graph structure.

Heer and Boyd’s Vizster application [13] uses a force-directed layout combined with

a hierarchical, agglomerative clustering approach [17] to cluster nodes into commu-

nities. Vizster supplies many tools and techniques for examining both node and edge

attributes. However, these tools primarily involve the use of color and/or opacity to

highlight information within the graph. For example, there is an X-ray mode that

allows the user to select a subset of attributes to be highlighted. This can be used

in conjunction with an outline of the communities identified by [17]. This is funda-

mentally different from the goal of this thesis since we wish to find a positioning of

nodes that relates node attribute values to graph structure.

Noack defined a new energy model such that a layout with minimum energy would

yield clear graph clusterings [18]. In this work, the term clustering refers to groups of

nodes with high cohesion and low coupling (same as [21]). Noack demonstrates how

a minimum node/edge-repulsion LinLog energy layout clearly identifies clusters in a

pseudo-random graph. While this method produces a desirable clustering layout, it

is not designed to incorporate node attribute values.

2.2 Hierarchical

Another approach to dealing with large graphs is to layout a coarser version of the

graph (base of the hierarchy) and then iteratively refine the coarse graph. Abello et

al. [2] developed a system for Ask.com to interactively explore large graphs. They

achieved this by imposing a hierarchy on a general input graph.
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2.3 Algebraic

Algebraic methods use spectral graph theory [7] to produce a graph layout. This

is usually done by computing node positions based on the eigenvectors from the

Laplacian. Given a graph G = (V,E), let D be the degree matrix and A be the

adjacency matrix. That is,

aij =

 1 if {vi, vj} ∈ E
0 otherwise

(3)

dij =


n∑
k=0

aik if i = j

0 otherwise

(4)

Where aij and dij are the i, j entry in A and D respectively. The Laplacian is defined

as L = D − A. Koren et al. present an “extremely fast” [16] layout algorithm for

large graphs. They accomplish this by coarsening the graph to produce G′ = (V ′, E′)

such that |V ′| ≈ n
2 , until |V ′| is small enough to solve the generalized eigenprojection

problem. They then iteratively refine the coarse graph until a graph of the original

size (n) is reached. While methods of this form can handle many more nodes than

the technique presented in this thesis , they do not address arbitrary node attribute

values as a part of the graph.

2.4 Clustering

As mentioned previously this work does not produce equivalent results to clustering

algorithms such as K-means. However, the method presented by Wagstaff et al. [25]

hints at how a clustering algorithm with constraints could be used to cluster data

in a graph. Wagstaff et al. make the argument that the K-means algorithm, while

usually viewed as an unsupervised approach, can benefit from expert knowledge.

They present a modified K-means algorithm that allows an expert to identify pairs

of nodes as must-link (i.e. these two nodes must stay in the same cluster), and

cannot-link (i.e. these two nodes must not end up in the same cluster). At a

high level, this is closely related to our goal of clustering nodes based on attribute
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values. For example, two nodes connected by an edge could be considered a must-

link constraint. This would allow for graph structure to be preserved per our original

requirements as well as cluster based on attribute values. One possible problem with

this technique, however, is that it may also be the case that two nodes, say ni and

nj , are connected, but are very dissimilar. In this case it may not be appropriate to

place these nodes in the same cluster.

3 Force Transfer Functions

The main idea behind force transfer functions is to replace the forces in a tradi-

tional, physics-based simulation with arbitrary functions. A force transfer function

is defined as follows: a function Ft : Ω× Ω 7→ R that maps a pair of physical bodies

to a force intensity. Ω is a group of physical bodies where each ω ∈ Ω has some

location in R2 or R3 and mass represented as a real value. A force intensity is a

value between 0 and 1 with 0 indicating a minimum force ( Fmin ) and 1 indicating a

maximum force ( Fmax ). Force intensities between 0 and 1 are linearly interpolated

between Fmin and Fmax . Throughout the rest of this thesis, Fmin and Fmax will

be assumed, and only the value produced by Ft will be focused on.

Before we explain the notion of a force transfer function in more detail, we will first

briefly describe our definition of a traditional force layout. A traditional force layout

refers to a method similar to the one presented by Eades [10]. That is, every node in

the graph is treated as a body with some mass, and edges act as springs connected

to each body. Let m(vi) be the mass of node vi, Ks be the spring constant for

every spring, L be the rest length of every spring, G be the gravitational constant,

pt(vi) ∈ R2 be the position of node vi at time t, and r = ‖pt(vj)− pt(vi)‖. Then,

gravity(vi, vj) = −Gm(vi)m(vj)
r2

(5)

spring(ek = (vi, vj)) = −Ks(r − L) (6)

Each of these functions represent forces between pairs of nodes. The gravitational
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force in equation 5 denotes a force between every pair of nodes–whether connected

by an edge or not–while equation 6 denotes a force that only occurs between nodes

connected by an edge. Notice also that while we refer to equation 5 as a gravitational

force, it is actually a repulsive force due to the sign of G. Table 1 along with figure

2 provides some intuition for how each constant (G, Ks, and L) effects the position

of each node.

Value Constant Effect
Low Ks Edge length less restricted (to L)
High Ks Edge length more restricted (to L)
Low L Connected nodes placed near each other
High L Connected nodes placed far from each other
Low G All nodes can be placed near each other
High G All nodes placed far away from each other

Table 1: Illustrating how different values for G, Ks, and L can effect the position of
nodes in a force directed layout.

These forces are now replaced with functions that depend on each body as in-

put.

gravity(vi, vj) = gravityTF (vi, vj) (7)

spring(ek = (vi, vj)) = springTF (ek) (8)

Where gravityTF and springTF are arbitrary functions. The input to these functions

are a pair of nodes as in theory each input could be any particular feature of a node.

However, for the purposes of this thesis , each input will be a real value in the range

[0, 1]. Given that A represents the set of attributes for all the nodes (as described

in section 1) and A(vi) is the attribute value of node i, we replace G, Ks, and L in

9



Figure 2: An array of images displaying how the modification of L, Ks, and G effect
the position of the nodes.

equations 5 and 6 with functions of the form V × V 7→ R to get:

gravityTF (vi, vj) = G(A(vi), A(vj))
m(vi)m(vj)

r2
(9)

springTF (ek = {vi, vj}) = Ks(A(vi), A(vj))(r − L(A(vi), A(vj)))) (10)

Where the sign of G(A(vi), A(vj)) tells whether of not the force is repulsive (the sign

is negative) or attractive (the sign is positive). In short, every pair of nodes maps

to a single force value.

We said earlier that the gravity and spring forces could be replaced by arbitrary

functions. While this is true, part of the reason for choosing a force-directed layout

to begin with was its inherent ability to layout networks. For this reason, we only

modify the constants in equations 5 and 6 in our transfer functions.

We now have a physical simulation in which the minimum potential energy is de-

termined solely based on the construction of the transfer functions. This gives us a

layout that is dependent on node attribute values and can produce different layouts

10



Figure 3: Example of the simulation running with three patch editors to maniuplate
each force transfer function. The lower left window controls the repulsive force, the
lower window controls the spring coefficient, and the lower right window controls
spring length. Each patch contains 4 control points that can be raised or lowered by
dragging each point up or down. This allows the user to control the force magnitude
near each of these control points.

given the same data. It is also worth mentioning this layout is largely independent

of the initial position of each node.

3.1 Manipulating Transfer Functions

In addition to being able to specify each transfer function directly via OpenCL C

code, a user can also manipulate force transfer functions via a simple, bi-linear patch

editor, as in figure 3. A bi-linear patch is a surface defined by linearly interpolating

between four points in R3 that form a quadrilateral. Let X × Y points in R3 form

a regular grid with horizontal and vertical resolution X and Y respectively:

c1,Y c2,Y · · · cX,Y
...

...
. . .

...

c1,2 c2,2 · · · cX,2

c1,1 c2,1 · · · cX,1

(11)

where c1,1 = (0, 0, z1,1), cX,Y = (1, 1, zX,Y ), and z1,1, zX,Y ∈ [0, 1]. Given that

u, v ∈ [0, 1], let

11



x = buXc
y = bvY c
a = cx,y

b = cx+1,y

c = cx,y+1

d = cx+1,y+1

u′ = u−([1 0 0]cT
x,y)

[1 0 0](cx+1,y−cx,y)T

v′ = v−([0 1 0]cT
x,y)

[0 1 0](cx,y+1−cx,y)T

ab = u(b− a) + a

cd = u(d− c) + c

Now let S : R2 7→ R3 be defined as

S (u, v) = v(cd− ab) + ab (12)

Then S is the parametric surface with domain [0, 1]2 and range [0, 1]3. In this thesis

, S is always a bi-linear surface, though this does not need to be the case in general.

With S defined, the z component of S (A(vi), A(vj)) indicates the force magnitude

between nodes vi and vj . The points cij that make up the grid defining S can

be translated along the z-axis between 0 and 1 by the user while the simulation

is running. Each control point’s vertical (z) position can be manipulated via the

mouse. In this way, the user can manipulate S by modifying the z position of each

cij . It is also possible to define the position of each grid point via an XML file. A

user can also save the position of modified grid points to a similar XML file.

4 Transfer Function Design

Now that we have described what a force transfer function ( Ft ) is, we can define

some useful example functions.

We can see from section 3 that each force serves a specific purpose:

1. Gravity (G): controls how much nodes attract/repel each other.

2. Spring constant (Ks): controls how stiff, i.e. how strict edge length is.
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3. Spring length (L): controls the desired edge length.

We can map each of these to particular semantics. For instance, if two nodes are

considered to be similar based on some similarity metric, then we may want a low

repulsive force between them, vice versa for dissimilar nodes. We can make this

same association with the spring force, except it only applies to nodes with an edge

between them. We will demonstrate later how G can be used by itself to cluster

high dimensional data.

Different Ft s can produce drastically different layouts. Furthermore, from section

3 we see that each function is described by a 3-dimensional surface. This allows

for a high degree of flexibility, but at the cost of greater complexity. Modifying a

3-dimensional force transfer function is largely impractical from a user perspective.

Furthermore, it could be the case that a best possible transfer function may be

data-dependent. For these reasons, we provide some guidelines, as well as sample

templates in this section. These are grouped according to the specific objective of the

graph layout. The semantics of G, Ks, and L as described above give some insight

into useful template functions that can be manipulated with only a few mouse clicks.

The goal of these templates is to cluster nodes with a particular attribute value (e.g.,

nodes with a high value for a particular attribute). We give a visual description of

these functions to better convey how they work.

Figure 4 explains the x-y axis of each surface in more detail. In short, we can think

of the x-y projection of a transfer function as representing all possible attribute value

pairs between two nodes n1 (the x-axis) and n2 (the y-axis). Recall that we have

made the restriction that all attribute values must be in the range [0, 1]. A point’s

z value (or height) determines the magnitude of the force between nodes n1 and n2

(i.e., point (x, y)). Figure 5 is an example where forces between node-value pairs

(0,0) and (1,1) have a lower force than node-value pairs of (1,0) and (0,1).

4.1 Clustering

The use of these transfer functions allows us to easily cluster similar nodes. Using

the semantic mappings given earlier, this can be achieved by
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Figure 4: A point (x, y, z) on the surface represents the force between all nodes with
attribute values such that the attribute value of node 1 = x, the attribute value of
node 2 = y, and the z coordinate represents the magnitude of the force between
x and y. Circles represent nodes in the graph while dashed lines denote the force
interaction between a pair of nodes with similar attribute values.

Figure 5: An example transfer function where forces between node pairs similar to
(low,high), (high,low) have a larger force between them than node pairs similar to
(low,low) and (high,high). This Ft will assign a force of larger magnitude between
nodes for which attribute values are different from each other and a force of smaller
magnitude for nodes similar to each other.
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1. lowering the repulsive force,

2. increasing the spring coefficient, and

3. decreasing the spring length

for all similar nodes; the opposite should be done for dissimilar nodes. Designing an

Ft in this way allows similar nodes to be placed closer to each other while dissimilar

nodes tend to be placed farther apart. This does not work for unconnected graphs

since blue nodes will end up being scattered far away from the rest of the graph. This

issue is addressed later by using a more complex G(vi, vj) function in the gravity Ft

.

4.2 Attribute Ranges

We can apply these principles to other types of relationships. For example, clustering

all nodes within a certain attribute value range or multiple attribute value ranges,

or, highlighting difference relationships may be of interest.

Figures 6 and 7 are examples of how one might create transfer functions to target

ranges of attribute values. For example, say for a particular attribute that the values

in the ranges R1 = [a, b] and R2 = [c, d] are of interest, where a < b < c < d. We

could use the function described in figure 6 to cluster all nodes within these ranges.

This is accomplished by producing a maximum force between all pairs of nodes such

that their attribute values satisfy ([a, b]× [c, d], [a, b]× [c, d]) or (R1 ×R2, R1 ×R2).

This sort of selection would be useful when exploring relationships such that both

people (nodes) meet a certain criterion.

We can also look at difference relationships. Let R1 = {x : x 6∈ [a, b]} and R2 =

{x : x 6∈ [c, d]}. Then we can focus on pairs of nodes that satisfy (R1, R1), (R1, R1),

(R2, R2), or (R2, R2). An example would be if we are interested in groups of friends

with differing ages or incomes. For example, all relationships such that one person

makes more than $50K a year and the other makes less than $20K.

The reader may notice that these transfer functions are symmetric about the line

x = y. This is because all forces are treated as bi-directional. Namely, these trans-
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Figure 6: Height map of a force trans-
fer function that clusters ranges of at-
tribute values. Red denotes maximum
force between a pair of nodes (vi, vj)
for attribute values (a(vi),a(vj); simi-
larly, blue denotes minimum force be-
tween pairs of nodes. Here, only pairs
of nodes with attribute values ([a, b] ×
[c, d], [a, b]× [c, d]) will be clustered. We
could use the inverse of this height map
(i.e., swap red and blue regions) to clus-
ter pairs of nodes outside of red regions.

Figure 7: Similar height map to figure
6, but now difference relationships are
highlighted.

fer functions do not take into account directed graphs. Given a directed edge e,

spring(e) will return the same force for each endpoint. While this is the approach

used in this work, this is not necessary in general. For example, for directed graphs,

we could adjust our simulation such that sources are not affected by forces due

to target (sink) nodes. For that particular example, it could be the case that

gravity(n1, n2) 6= gravity(n2, n1). This could be useful for isolating sources while

the inverse could be useful for isolating sinks.

4.3 Clustering High-dimensional Data

As previously mentioned, it is possible to use the gravitational Ft without edge

forces to cluster high dimensional data. In this section we will describe this in detail

as well as how to extend transfer functions to utilize more than a single attribute

value. Much research has already been performed for processing and visualizing

high dimensional data (see section 2). This section is included to demonstrate the
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flexibility of transfer functions.

The image in figure 3 is the result of utilizing all three transfer functions. We can also

cluster nodes solely on attribute values without taking edge data into account. This

results in a method which gives a 2D clustering of k-dimensional data, regardless of

how large k is. This method will also create clusters without specifying a priori the

number of desired clusters (e.g., as with the K-means algorithm).

We accomplish this 2D clustering using only the gravitational force transfer function.

This function can give one an idea of how large each cluster is (i.e., total number

of points in a cluster) and how disparate clusters are. Let AS={j1,j2,...,jp}(vi) ∈
[0, 1]p be a vector representing the {j1, j2, . . . , jp} attributes of node vi, where jx ∈
{1, 2, . . . , k}, 0 < |S| ≤ k, and jx 6= jy ∀ jx, jy ∈ S. Then let

G(vi, vj , S) = δ(AS(vi),AS(vj)) (13)

Note that if S = {1, 2, . . . , k}, then AS(vi) is the ith row in A. δ is a similarity

metric that returns the following:

δ(AS(vi),AS(vj)) =

 > 0 if AS(vi) ∼ AS(vj)

≤ 0 if AS(vi) 6∼ AS(vj)
(14)

Substituting δ for G in equation 9 results in a function that returns a positive

(attractive) force if two nodes are similar and a negative (repulsive) force if two

nodes are dissimilar. For example, we can use Euclidean distance in the following

way:

δ(AS(vi),AS(vj)) = 1− 2‖AS(vi)−AS(vj)‖√
k

(15)

Since all attribute values are in the range [0,1], the maximum Euclidean distance

between any two vectors is
√
k, k being the dimension. Therefore, this function will

evaluate to 1 when AS(vi) = AS(vj) and -1 when two points are at a maximum

distance from each other. This δ function can be thought of as the surface in figure

8 for a single attribute value.
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Figure 8: A transfer function used to cluster nodes based on how similar two nodes
are. Here, similarity refers to the difference between two real values in R, and is
computed as δ(x, y) = 1− 2 |y − x|.

The dot product can also easily be used:

δ(AS(vi),AS(vj)) = 2
(
ÂS(vi) · ÂS(vj)

)
− 1 (16)

Where ÂS(vi) is a unit vector in the direction of AS(vi). The dot product of any

two normal vectors is in the range [−1, 1], which is the desired range. However,

requiring each attribute vector AS(vi) ∈ [0, 1]p implies that ÂS(vi) · ÂS(vj) ∈ [0, 1].

We account for this by scaling the dot product by 2 and shifting by -1. This could

also be handled by shifting each attribute value by −1
2 before normalizing. That is,

δ(AS(vi),AS(vj)) =
̂

AS(vi)−
(

1
2
, . . . ,

1
2

)
·

̂
AS(vj)−

(
1
2
, . . . ,

1
2

)
(17)

There are some apparent advantages and disadvantages to this method as a means

for clustering. First, this technique is primarily useful for visualizing clusters in

high-dimensional data. For example, if we have data in R2, then we can simply plot

the data values to visualize each cluster.

Second, this method does not assign datapoints to clusters, which essentially makes

it useful for only end-users wishing to visualize clusters in their data.

Third, this computation is greatly dependent on each datapoint’s inital position

in the simulation. For example, consider the initial positions of the simple, 1-
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Figure 9: Illustration of the problem introduced by using equation 14. The top
row shows the initial positions of three nodes labeled with their respective attribute
values. The middle row shows their positions after several iterations of running our
simulation. The last row shows the desired end position of these nodes.

dimensional dataset in figure 9. Each low value node will have a strong repulsive

force between itself and the middle node. The result will be three clusters: {0.1},
{0.2}, and {1.0}. A more natural clustering would probably be: {0.1,0.2}, {1.0}.
We account for this issue by making a distinction in our force calculation as follows:

gravityTFC(vi, vj) =

 δ(AS(vi),AS(vj))m(vi)m(vj)r2 if δ(AS(vi),AS(vj)) > 0

δ(AS(vi),AS(vj))
m(vi)m(vj)

r2
if δ(AS(vi),AS(vj)) ≤ 0

(18)

This solves the problem in figure 9, but introduces the problem of each cluster being

represented as a single point. We can solve this by adding a distance threshold T ≥ 0:

gravityTFC(vi, vj) =


0 if δ(vi, vj) > 0 and r < T

δ(vi, vj)m(vi)m(vj)r2 if δ(vi, vj) > 0

δ(vi, vj)
m(vi)m(vj)

r2
if δ(vi, vj) ≤ 0

(19)

T allows us to control how visually dense/sparse each cluster will be. If T = 0, the

first condition of gravityTFC will never be sastisfied, hence each cluster will still be

displayed as a single point. If T is too large, then the first condition of gravityTFC

will always be true, resulting in a force magnitude of 0 between all similar nodes.

The advantages to this technique (i.e., force transfer functions) arise when dealing

with higher dimensional data (e.g., k ≥ 3). Even when k = 3, it can be difficult to

visualize all of the clusters in a dataset simultaneously due to occlusion, and any
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Figure 10: Political blog data layed out using node-only clustering (i.e. ignoring
edges) based on each node’s betweenness centrality score in the network. Red =
highest score, blue = lowest.

Figure 11: Political blog data using the same clustering method in figure 10, except
now clustered based on clustering coefficient.

dataset where k > 3 becomes increasingly difficult to understand, much less visualize

in any way. Our method can provide a visual, 2D clustering, which depends only on

the similarity metric δ and the computational resources available.

Consider the political blog data shown in figure 10. This is using the same data as

in figure 18 and exploring the same attribute value, betweenness centrality, except

now edge forces are ignored and the repulsive force calculated between each pair of

nodes is computed using equation 19.

Figure 12: Political blog data clustered based on political affiliation. That is, blue
nodes (a node value of 0) means the blog “leans to the left,” while red nodes (a node
value of 1) means the blog “leans to the right.”
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Figure 13: Clustering of a 10K node subset of the golden retriever dataset using
the hip, gender, and age attributes. The color mapping of these attributes is shown
for the left (hip), middle (gender), and right (age) images respectively.

4.4 Extending to Multiple Edge Attributes

We mentioned in section 1 that we would assume all edges have a single attribute.

In fact, we do not make use of any edge attributes in the layouts so far. To account

for them we modify equation 10 to operate on values from the edge attribute matrix

B as described in section 1. We also define BU={t1,t2,...,tq}(eγ) similarly to AS(vi)

described in section 4.3. That is, BU={t1,t2,...,tq}(eγ) ∈ [0, 1]q is a vector representing

the t1, t2 . . . , tq attributes of edge eγ . This implies that tx ∈ {1, 2, . . . , l}, 0 < |U | ≤ l,
and tx 6= ty ∀ tx, ty ∈ U . As with S, if U = {1, 2, . . . , l}, then BU(eγ) is the γth row

in B.

For exploring a single attribute at a time, say the tth edge attribute, let U = {t}.
Then equation 10 becomes a mapping of edges to the real interval [0, 1] (i.e. E 7→
[0, 1]):

springTF (eγ) = Ks(BU(eγ))(r − L(BU(eγ))) (20)

Here Ks and L are of the form [0, 1] 7→ [0, 1]. As an example, we could use a very

simple function to emphasize edges with higher attribute values:

KS(BU(eγ)) = BU(eγ)KM + (1−BU(eγ))Km (21)

and

L(BU(eγ)) = BU(eγ)LM + (1−BU(eγ))Lm (22)

where Lm, LM ,Km,KM ∈ [0, 1] and Lm < LM , Km < KM are constants. Since b ∈
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[0, 1], these functions will linearly interpolate between a lower and upper constant.

The effect will be that edges with higher attribute values will map to longer and more

rigid springs in the simulation. This edge length scheme combined with mapping

edge attribute values to line thickness can effectively emphasize the desired edges.

KS and L can of course be modified to target some other criteria.

It is possible to handle multiple edge attributes with Ks and L of the form [0, 1]q 7→
[0, 1] similarly to AS(vi) as described equation 13. Here, bi∗ ∈ Rl. This implies that

Ks and L must be functions of the form Rl :7→ R.

5 Implementation

The modified force directed layout was implemented using OpenCL. While the cur-

rent implementation supports a single GPU/compute device. Modern, high-end,

consumer grade GPUs are capable of n-body simulations where n ≥ 100K [12].

Our algorithm has been designed with the idea of extension to multiple GPUs on a

shared memory system and eventually on a distributed graphics system, such as the

powerwall at UCSC (http://www.iti.ucsc.edu/optiputer).

While the simulations used to produce all the images shown in this thesis run in

real time (30 frames per second or more) using a modern GPU, more complete user

interaction is left for future work.

6 Results

We tested our transfer function technique on the KIT email dataset [1] and a political

blog network [3]. In each dataset, we computed the following standard centrality

metrics for each node in the network using the Igraph [8] library:

• Degree centrality: number of adjacent edges to a particular node.

• Betweenness centrality: a measure of how important a node is within the

network (based on shortest paths from other nodes).

• Closeness centrality: a measure how central a node is within the network.
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Figure 14: The color for all images in this thesis . Red = high attribute value; blue
= low attribute value. Edge color is a redundant mapping of node attribute values
where green and black are mapped to high and low attribute value respectively.
Edges for which endpoints have different attribute values are displayed as a gradient
from green to black.

• Eigenvalue centrality: a measure of how important a node is within a network.

• Cluster coefficient: a metric of how close the neighborhood of a particular node

is to being a clique.

For each figure, the attribute value is mapped to the color of the node by linearly

interpolating between blue (0, 0, 1) and red (1, 0, 0). Since we do not utilize any

edge attributes, we redundantly encode this information in the color mapping of

edges such that a green edge denotes each endpoint has a high attribute value, black

denotes each endpoint has a low attribute value, and a gradient from green to black

denotes one endpoint having a high attribute value and the other having a low

attribute value. This is illustrated in figure 14.

6.1 Political Blogs Network

The political plog network is a directed graph G such that each each node vi ∈ V
represents an internet blog. There are 1,490 nodes and 16,715 edges. Each node

has a single attribute in addition to the metrics we computed, which we will call

the political value of the node. The value of this attribute is either 0 (left/liberal)

or 1 (right/conservative). Since this attribute already fits our restriction for node
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Figure 15: The default (i.e., Eades’ method) force layout used on a network de-
scribing how political blogs link to each other. Color is mapped to the clustering
coefficient of each node.

attributes, no preprocessing was necessary. The main question Adamic and Glance

asked in their thesis was how do political blogs interact with each other; in par-

ticular, how do left blogs interact with right blogs and vice versa. They showed

that, in general, there were very few left blogs that linked to right blogs and vice

versa. However, they did find that many more right blogs linked to left blogs than

left blogs linked to right blogs. We first attempt to illustrate this by running a

traditional force-directed layout on the data that is shown in figure 15.

From the node coloring, we can see that there is a clear divide between right and

left blogs with some overlap. However, it is difficult to tell which, if any, blogs have

strong connections to both left and right blogs. To do this using transfer functions,

we start the simulation using a template for clustering similar nodes (figure 16).

This highlights blogs with many red-blue connections by displaying them farther

from the other nodes; that is, they visually become outliers. This supports Adamic

and Glance’s findings by showing some red nodes with many links to blue nodes

with some red nodes actually having much fewer links to other red nodes than to

blue nodes.

While it is easy to see these outlier nodes, we lose the sense of how large the main

blue and red clusters are. We fix this by interactively modifying the transfer function
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Figure 16: Using a template Ft for clustering similar nodes on the political blog
dataset. We see more red nodes with many connections to blue nodes than vice
versa. This is consistent with Adamic and Glance’s findings [3].

while the simulation is running. More specifically, we increase the repulsive force

between blue-blue and red-red nodes. To avoid the larger clusters enveloping the

outliers as in the default layout, we also increase the edge between red-blue nodes

(even further). The result of this interactive fine-tuning is shown in figure 17

We can also look at standard graph metrics, such as node betweenness. Here, we

are interested in the node with the highest betweenness score. To illustrate nodes

with high betweenness, we design a Ft such that blue nodes will be placed near

each other and red nodes will be placed far away from each other as well as from

blue nodes. This can be achieved by assigning a minimum repulsion force between

blue-blue nodes and a maximum repulsive force between blue-blue and red-red nodes.

Similarly, we assign the minimum spring rest length to blue-blue edges and maximum

rest length for red-blue and red-red edges. The result can be seen in figure 18. The

single node within the dotted circle was George W. Bush’s campaign blog during

the 2004 election.
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Figure 17: This layout was produced by modifying the Ft in figure 16 to better
display how large the main red and blue clusters are. This was done by increasing
the repulsive force between red-red and blue-blue nodes while also increasing the
rest length of springs going between red-blue nodes.

Figure 18: Clustering political blog data based on betweenness centrality. Nodes
appearing in the outer ring are isolated blogs (i.e. they do not link to any other
blogs). The red node with many edges to other red nodes was a campaign blog for
George Bush prior to the 2004 elections.
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Figure 19: KIT dataset using the default force-directed layout (i.e. no transfer
functions). Color is mapped to clustering coefficient of the nodes

6.2 KIT Informatik Email Network

The KIT email dataset is a list of email exchanges between 1,889 individuals at

the Department of Informatics at Karlsruhe Institute of Technology. There are a

total of 17,102 emails. We performed similar tests with this dataset as with the

political blogs dataset. The default layout is shown in figure 19. We also attempt to

emphasize nodes with a high betweenness score using the same transfer function in

figure 18. This once again clearly identifies the highest betweenness value and how

it partitions the graph.

We used this same transfer function to emphasize nodes with high cluster coefficient

(figure 21) and eigenvector centrality (figure 22).

7 Conclusion and Future Work

This thesis presents a method for dynamically changing a graph layout based on

node and/or edge attributes using force transfer functions. This method allows a user

to highlight dynamically nodes based on various node-attribute-value relationships

(e.g., (low,low), (low,high), etc.). These functions are extremely flexible, and we

have provided template functions to cluster similar nodes based on basic laws of

physics. The ability to modify interactively these transfer functions enables users

to both fine tune a transfer function to highlight certain criteria (as illustrated in
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Figure 20: KIT dataset using force transfer functions and focusing on the node be-
tweenness attribute value. The betweenness score of each node has been normalized
to be in the range [0,1]. Color is also mapped to the normalized betweenness value
(0 = blue, 1 = red).

Figure 21: KIT dataset using force transfer functions and focusing on the clustering
coefficient attribute value. Color is also mapped to the clustering coefficient value
(0 = blue, 1 = red).
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Figure 22: KIT dataset using force transfer functions and focusing on the eigenvector
centrality. Color is also mapped to the eigenvector centrality score.

figure 16), as well as view the effects of changing certain forces in real time on the

layout. For example, starting from an image such as that in figure 15 and increasing

the repulsive force between red-blue nodes may not yield anything beneficial in a

static image; however, watching the nodes react to a sudden change in force can

yield intuition as to how attribute values relate to graph structure.

While the flexibility of these transfer functions makes them a powerful tool, it also

makes them less accessible. Interpreting the surface of a 3-dimensional grid is not

intuitive and modifying such a surface can be cumbersome. While we touched on the

idea of template functions, it would be more beneficial to generate these functions

automatically based on parameters that are easier to understand. For instance,

allowing the user to enter a logical expression that can then be interpreted as a

transfer function would likely be much easier than editing a 3-dimensional transfer

function.

We can define general shapes of transfer functions that accomplish certain goals (e.g.,

clustering ranges of attribute values as in figures 6 and 7). However, there are many

(theoretically infinite) transfer functions that can take on these shapes. The ability
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Figure 23: KIT dataset using force transfer functions to focus on the chair attribute
of each node. This node attribute is a numerical attribute that is first normalized
before running the simulation. The Ft used is designed to maximize space sur-
rounding red nodes (high chair value) and minimize space–or group–blue nodes (low
chair value). The dense, blue regions are many blue nodes connected together and
located more centrally in the network. The more sparse, blue cluster located near
the bottom left is a group of blue nodes that are not connected to each other, but
their proximity towards the center of the graph says that they are all connected to
a node that is central with respect to the network.

to find the optimal transfer function for a given shape/template would be beneficial.

A user will most likely not have prior knowledge/intuition as to what changes to

make to the transfer function to achieve the desired results (e.g., expanding large

clusters in figure 16).

The technique presented in this thesis is restricted to using numerical attributes in

the range [0, 1]. There are many cases where it does not make sense to translate

categorical data into numerical data. Accounting for categorical data is left as future

work.

Users can currently specify a transfer function in one of two ways: directly via defin-

ing a function in the OpenCL C programming language or interactively via editing

control points on a bi-linearly interpolated patch. For the latter, there are many

other forms of interpolation that may better suit one dataset more than another.
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We have yet to explore such methods as bezier patches.

Much work has been done on producing an aesthetically pleasing graph layout.

Transfer functions could be used to interactively modify a graph layout to achieve

some desired aesthetics metric. For example, one can focus on the cluster coefficient

of a node using transfer functions to group nodes within a particular cluster closer

together. Preliminary work has been done on the development of an aesthetics

metric for which the score is not based solely on edge crossings. For example, a

graph with many, large cliques will have several unavoidable edge crossings which

may produce a very low aesthetics score for most layouts, however, a layout which

can cluster each clique could be considered optimal for such a graph, even if there

are many edge crossings. Further work using this aesthetics score on graph layouts

produced with and without the use of force transfer functions is left as future work.

The flexibility of force transfer functions in graphs lays the foundations for infinitely

many graph layouts and can be used as a tool for understanding the increasingly

complex network data that is generated on a daily basis today.
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ABSTRACT

Visualizations can potentially misrepresent information if they ignore or hide the uncertainty that are usually
present in the data. While various techniques and tools exist for visualizing uncertainty in scientific visualizations,
there are very few tools that primarily focus on visualizing uncertainty in graphs or network data. With the
popularity of social networks and other data sets that are best represented by graphs, there is a pressing need
for visualization systems to show uncertainty that are present in the data. This paper focuses on visualizing a
particular type of uncertainty in graphs – we assume that nodes in a graph can have one or more attributes, and
each of these attributes may have an uncertainty associated with it. Unlike previous efforts in visualizing node
or edge uncertainty in graphs by changing the appearance of the nodes or edges, e.g. by blurring, the approach
in this paper is to use the spatial layout of the graph to represent the uncertainty information. We describe a
prototype tool that incorporates several uncertainty-to-spatial-layout mappings and describe a scenario showing
how it might be used for a visual analysis task.

Keywords: uncertainty visualization, information visualization, graphs, networks, ego networks.

1. INTRODUCTION

With the popularity of social networks such as online community networks, publication networks, disease trans-
mission networks, and applications such as bioinformatics, there is a resurgence of interest in graph visualization.
Graphs are commonly visualized using a node-link type of display that shows the relationships between nodes
and edges. A large part of graph visualization research focuses on dealing with large graphs to reduce clutter and
to improving comprehension of the overall structure, for example using a force based layout strategy [1], bundling
edges [2], and in combination with distortion mapping [3], etc. (see http://www.cs.umd.edu/hcil/graphvis/ for
more examples of recent graph visualization research). Another way that graphs have been visualized is as
a matrix with rows and columns representing nodes and matrix entries representing edge values [4]. In these
different types of graph visualizations, the focus is on visualizing the relationship of nodes and edges.

The work presented in this paper is different from the core graph visualization research in that our focus is
on presenting the uncertainty in the graphs. Including the uncertainty information in graph visualizations is
important because what might appear to be strong relationships among a subset of nodes may turn out to be less
significant if one factors in node and/or edge attribute uncertainties. For example, the social networking and user
review web site provides ratings and comments about local neighborhood establishments such as restaurants,
doctors, and so on. The ratings are provided by users who are connected to other users as friends within an online
social network context. One can think of the ego network of an establishment as the set of yelp users who have
provided a review about it. The establishment node has information about its average rating, and if sufficient
ratings are provided, a distribution and a trend chart of ratings as well. Just as one can read the comments
about an establishment, one can also read the comments by a particular yelp user. Thus, the user node also has
a distribution of ratings he or she has provided. In deciding whether to patronize a particular establishment,
one typically uses the average rating as an indicator. What is not available is some measure of uncertainty (or
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a measure of trust) about the average rating of the establishment. If each of the user ratings came with an
additional attribute field to indicate a trust metric that is factored into the calculation of a weighted average
rating for the establishment, the weighted average may significantly differ from the simple average. Such a metric
may be based on a number of factors such as usability scores of a particular review, whether the user tends to
give high ratings or low ratings, whether the user has enough sample size in the type of establishment being
reviewed, and so on. We believe that additional information, such as uncertainty, can lead to better decisions.

There are many types of graphs. One of the most general type is a multi-modal, multi-relational, multi-
featured or an M∗3 graph [5]. Using the popular internet movie database (http://www.imdb.com/) as an
example, multi-modal means there can be more than one type of node, e.g. nodes may represent people or
movies; multi-relational means there can be more than one type of edge, e.g. edges may represent different roles
that people play in different movies such as a person is an actor in one movie, but is a director or producer in
another movie; and multi-featured means there can be more than one attribute for each node or edge, e.g. rating
of the movie or the popularity of the actor/actress. Our ultimate goal is to visualize M∗3 graphs that contain
uncertainty information for each attribute field. The goal of this paper is much more modest as we concentrate on
uni-modal and uni-relational but possibly multi-featured graphs where the uncertainty information is available
in node attribute fields.

The uncertainty information plays a major role in how we design the graph layouts. This effectively rele-
gates the display of relationships as a secondary criterion, which we address using linked displays [6] and user
interaction. Hence, we integrate the visualization methods presented in this paper with the Invenio system [5] to
provide user interaction as well as to have access to other functionalities such as data mining. Currently, Invenio
can display M∗3 graphs without node or edge attribute uncertainties. See Figure 1 for a simple example. Here,
a traditional node-link diagram is used and no indications of uncertainty are included. If the data above in fact
contained nodes with an attribute called “exists” with an associated uncertainty value, the colored nodes in the
picture implies that each node “exists” with total confidence (i.e. zero uncertainty). That is to say, if the nodes
in the picture did have this attribute with uncertainty, then the picture is misleading.

In this paper, we investigate different techniques whose primary focus is on revealing the node attribute
uncertainty in graphs. We also discuss how these techniques are integrated into Invenio to provide a prototype
environment for visualizing such graphs.

Figure 1. A screenshot of Invenio. Node color represents different types of nodes.

2. RELATED WORKS

While there has been little work which focuses primarily on visualizing uncertainty in graphs, there is extensive
research in the field for visualizing networks as well as many tools which can be used to visualize a graph or
network in a plethora of ways, e.g. force directed layouts, clustering layouts, radial layouts, various tree layouts,
etc. An excellent survey of the different graph visualization methods are described in [7] and [8]. In this section,
we will briefly discuss some of the research that is related to our research and prototype development.
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2.1 Lattice Graph Uncertainty

The work by Collins et al. [9] is one of the few works that addresses uncertainty in graphs. They focus on
uncertainties encoded in lattice graphs as exemplified by a case study involving machine translation of a cross
language chat application. A sentence is represented as a linear path through a graph structure, where nodes
represent words and edges represent the possible connections between words. Multiple linear paths are possible,
which are scored according to the likelihood that the right sequence of words is chosen for the translated sentence.
Collins et al. mapped this likelihood (or conversely the uncertainty) of a node being the right word to different
visual cues such as fuzziness and hue. More importantly, they also redundantly encoded uncertainty to the
vertical position of the node (see Figure 2). It is this latter positional mapping of uncertainty that we wish
to explore further in this paper. Specifically, we explore alternative graph visualization methods where the
uncertainty information is the primary driver for determining the spatial layout of the graph.

Figure 2. Node fuzziness used to display uncertainty [9]. Vertical positions of nodes also represent uncertainty.

2.2 Visone

Visone, created by Brandes and Wagner [10], is a tool designed specifically to explore and analyze social networks.
It can analyze attributes attached to nodes and edges that may represent probability. While visone provides
many useful graph representations for viewing node and edge attributes, it is not possible, to our knowledge, to
view multiple representations of a particular graph with linked coordinated views.

Figure 3. A radial visualization using Visone showing the betweenness metric of organizations involved in drug policy
making. Edges can be “confirmed” or “unconfirmed” as denoted by their color while different node attributes are mapped
to the shape, color, width, and height of nodes.

2.3 Jigsaw

On the other hand, there are some very nice information visualization systems that are geared towards visual
analytics by providing users the ability to interact, perform drill downs, and obtained linked coordinate views,
etc. Jigsaw is one such system. It is a tool for investigative analysts to explore textual data [11]. Multiple
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displays are also used to give the user multiple views of the data which include highlighted textual views, list
views, and traditional node-link diagrams.

Figure 4. An example of some of the visual techniques used in Jigsaw for visualizing textual data for investigative analysts.

In Figure 4, an analyst is investigating a “suspicious” person and can use a list view (top) to sort elements
and view associations between people and networks, a node-link diagram (middle-left) to view people associated
with reports, a scatter plot view (middle-right) to show when reports were filed and by whom, and a textual
view (bottom) highlighting important terms in a report. While Jigsaw is intended mainly for textual data, this
example shows how it can be used to display different attributes in network data.

2.4 Invenio

Singh et al. [5] developed a tool called Invenio for exploring M∗3 networks (see Figure 1). It combines a wide
variety of visualization from Prefuse [12] and data mining algorithms from Jung [13] to allow users to explore
M∗3 networks. Because of these capabilities and our longer term goal of visualizing uncertainty in M∗3 graphs,
we have integrated the methods described in this paper into Invenio.

3. IMPLEMENTATION

Since we are integrating our work into Invenio and since Invenio uses Prefuse, it is natural that we write our
tool using Prefuse (release 2007.10.21). Prefuse [12] is a toolkit written in Java by Jeffrey Heer at Stanford
University. It uses the Java2D API for rendering.

Since Prefuse is designed to display graph data, much of the functionality we needed for displaying our data is
already implemented. Prefuse also uses a table data structure to store nodes and edges. This is ideal for working
with M∗3 networks as it allows us to attach an arbitrary number of attributes to nodes and edges, including an
uncertainty field for each attribute. Since the elements in the table data structure are references to Java objects,
the attributes for nodes and edges can be arbitrarily complex or simple.

We are primarily using screenspace and manipulating the position, shape, color, opacity, etc. of nodes and
edges. Prefuse abstracts these features in such a way that allows us to more or less concentrate entirely on the
visual features we are interested in.
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4. THE PROTOTYPE

Our prototype tool consists of interaction and graph layout components combined to facilitate the experimenta-
tion of new ideas for visualizing uncertainty in graphs. As described earlier, the layouts used in the visualizations
are primarily designed to highlight the uncertainty information in the data. The interaction components allow
the users to examine the data in more detail via linked coordinated views.

4.1 Spatial Layouts Based on Uncertainty

We will first introduce each visual layout used in our prototype giving a brief explanation and example of each.

4.1.1 Bullseye

The concept of the bullseye is as follows: given n graphs (or ego networks), split the bullseye into n “graph
sectors”. Furthermore, if nodes in the graphs have s different attributes, we will split each “graph sector” into s
“sub-sectors.” At the moment, we have only concentrated on instances where n = 2 and s ≤ 5. Since a bullseye
is a polar mapping, we can theoretically place an infinite number of graphs on the bullseye with each graph
having an infinite number of attributes (where infinite is taken to be “practically large”). However, this layout
will get cluttered rather quickly as we increase the number of graphs or attributes since the graph sectors and
sub-sectors will become very small. Still, having a very large number of graphs and/or attributes can still be
useful especially when coupled with brushing or filtering techniques.

Once we find out which sector and sub-sector a node belongs to, we then determine its position within the
sector. Using polar coordinates, where θ and r are the angular and radial components respectively, we will map
θ to a particular attribute’s value, and r to the confidence (or 1 - uncertainty) of that attribute’s value where θ
is linearly interpolated across the sub-sector: θ ∈ (start of sub-sector, end of sub-sector).

The radial component, r, will not necessarily be a value from 0 to R where R is the outer radius of the
bullseye. Instead, the bullseye can have “rings.” Rings can be used for different levels of confidence. They
can also be used to show which nodes match or don’t match between graphs or ego networks. Each ring is
demarcated by an inner and an outer radius: rai

and rao
respectively. Note that these two radii are not required

to have similar values. For example, rai
can be set to 0 if one is not interested in doing comparisons. Given a

node with attribute uncertainty value of un, then the radial component of this node’s position is obtained via
linear interpolation: rn = un(rao

− rai
) + rai

.

Figure 5. Descriptive diagram of the bullseye layout.

Figure 5 displays a bullseye split into an upper and a lower half to simultaneously show 2 graphs. Each graph
has 4 node attribute types, e.g. actors, actresses, directors, producers. This particular bullseye has two rings.
The green and yellow regions denote portions of the outer and inner rings respectively. The optional shaded disc
in the center allows a minimum threshold to be set for probability values.

Such a layout can be used to compare two ego networks (which can be sub-graphs of the same graph) as
follows: nodes that are common neighbors of both ego networks are placed in the inner ring, while nodes that
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are not shared by both ego networks (including the 2 nodes whose ego networks are being compared) are placed
in the outer ring. The utility of such a display is less on seeing the relationships among nodes, but rather to see
if there is some pattern in the distribution of attribute values and attribute uncertainty values. More formally,
in set notation, a graph is defined as G = (V,E) containing a set of nodes, or vertices, V and connected by a
set of edges E. Suppose va and vb are two egos in G, then their respective ego networks form sub-graphs Ga

and Gb. The nodes in each of these sub-graphs, Va and Vb, are nodes in G with direct connections to va or vb

respectively. If M represents the set of nodes in the inner ring and m represents those in the outer ring, then
M = {Va ∩ Vb}, and m = {(Va −M) ∪ (Vb −M)}. If no ego networks have been selected for comparison, as in
the initial state of our prototype, then all nodes appear in the outer ring.

4.1.2 Comparative Column

The comparative column (CC) display is designed for comparing two ego networks or graphs with node attribute
uncertainty. A simple 2D rectangular space is used to layout node attribute uncertainties. An important aspect
of the layout is the ability to distinguish the relative uncertainty values of corresponding nodes between the two
graphs. Figure 6 illustrates the general concept. This layout can be used to display one attribute uncertainty
field at a time. For instance, it can be used to compare a particular node attribute uncertainty between the two
graphs with uncertainty. If the node attribute from the two graphs have different uncertainty values, then that
node will be positioned horizontally closer to either the left or the right edge of the rectangular space accordingly.
If the node attributes are quite similar, say both have uncertainty values of 0.3, then the node is placed at the
center along the horizontal axis. The vertical axis is used to display the combined uncertainty values. Thus, the
nodes towards the top of the rectangle have a lower combined uncertainty, and nodes towards the bottom have a
higher combined uncertainty. The node attribute uncertainties can be combined by simply taking their average
uncertainty, or some other measurement of overall confidence can be used.

Unlike the bullseye layout, a common node is displayed only once in the CC layout. Nodes that are in one
graph but not the other are not displayed in a CC layout. Therefore, one can use the CC layout as a means to
extract further detail about nodes in an inner ring of a bullseye layout.

Figure 6. Diagram showing the meaning of each area in the comparative column view.

4.1.3 Scatter Plot

This is a traditional scatter plot between an attribute value and the attribute uncertainty value. Because nodes
may have multiple attributes, one can view each attribute as being a separate scatter plot stacked on top of each
other as illustrated in Figure 7. This aspect is similar to the sub-sectors in a bullseye layout.

4.1.4 Fisheye Filter

With any of the aforementioned techniques, the display can become cluttered when there are many nodes to
visualize. One way to combat this is to use something similar to a fisheye lens described in the review by Leung
and Aerley [3]. We slightly modified the fisheye algorithm provided by Prefuse in order to create a “targeted
fisheye” which only sees nodes of a particular attribute type at the focal point while nodes of the non-target
attribute type disappear at the focal point, but are still visible in the outer edges of the fisheye. We accomplish
this by making nodes of the non-target attribute type not visible if they are within a certain distance threshold
from the focal point of the fisheye. More precisely, if f = (x, y) is the focal point, d is the distance threshold,
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Figure 7. Example of the scatter plot view with (a) different node attributes intermixed (different types are colored
differently), and (b) node attributes separated into vertical “bins” of different types.

and α is the target value for node attribute t, then

∀v ∈ V (G)
if (v(t) 6= α) ∧ (dist(position(v), f) < d)

v.setV isible(false)
else

v.setV isible(true)

where v(x) is the value of attribute x for vertex v. Note that rather than using a strict cut-off for visibility
determination, an alternative is to use alpha blending.

Figure 8. An example of the targeted fisheye. Only blue nodes appear near the center of the fisheye’s focal point. x-y
positioning of nodes is only preserved at the focal point of the fisheye. Node color is mapped to the label attribute, so in
this case we are targeting nodes such that v(label) = blue (middle) and v(label) = orange (right).

4.1.5 Parallel Coordinates

Parallel coordinates [14] are very useful when it comes to visualizing multidimensional data. In the case of
graphs with node attribute uncertainty, we can treat the uncertainty of each attribute as a dimension in a multi-
dimensional space. Figure 9 shows an example with three person nodes (Bob, Jane, and John), each of which
has three attributes: age, gender, and profession along with their associated uncertainty values. The attribute
uncertainties are the variables of interest and are displayed as separate axes. The uncertainty values indicates
the confidence level of the attribute value. This view tells us we are very sure of Bob’s age, the gender of all
three people, and John and Jane’s profession while we are not so sure about John’s age and Bob’s profession.
Note that earlier work by Haroz et al. [15] also use a similar mapping for visualizing uncertainty in scientific
data sets.

4.2 Linked Views and User Interactions

Each of the visual techniques mentioned in this section gives a drastically different view from one another and,
with the exception of parallel coordinates and the bullseye layouts, are designed to only display and compare one
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Figure 9. Parallel coordinates used to visualize node attribute uncertainty.

or two attributes. Since nodes may often contain tens of (if not more) attributes, our tool needs the ability to
have many displays with the option to link them together in order to make these many different “vantage points”
of the data available to the user. Figures 10 to 14 illustrate how this might be accomplished with multiple views.

Figure 10. An example of linked displays in our prototype. Here we want to compare 2 graphs, each with 5 node attributes
and their uncertainty. The scatter plot on the top left shows that this graph’s distribution of uncertainty values are skewed
to the right, but the attribute values themselves are uniformly distributed. The scatter plot on the lower left shows that
the second graph’s uncertainty values are skewed to the left and has a smaller spread. The bullseye on the right shows
an alternative way to view the distribution of uncertainty values. Note that the inner ring is not used in this example.
Nodes in both the bullseye and scatter plots are colored by attribute type, and edges are hidden to help reduce clutter.

5. SAMPLE SCENARIO

For a sample scenario, we consider a case where a breeder is doing some exploratory analysis on the inbreeding
within Otterhounds and hip dysplasia, which is associated with abnormal joint structure and a laxity of the
muscles, connective tissue, and ligaments that would normally support the joint [16]. To do this, we calculate
the coefficient of inbreeding (COI) [17]. The coefficient of inbreeding can be thought of as a measure of how
closely related the parents of a particular dog are. There are many algorithms for calculating the COI [18]
which will not be covered here. For our purpose, we use the simplest method, or paths method. In Figure 15,
we examine our test data using parallel coordinates to view the gender, hip scores, color, and COI, and we
complement this view with Prefuse’s force-directed node-link layout. The hip score is a measure of how bad hip
dysplasia is for a particular dog, from a severe case of dysplasia to excellent hips (no dysplasia). The visible
edges in the node-link layout are directed such that the child node points to the parent node. In Figure 15 we
select only hips that would be classified as “poor” to “severe” and notice that gender, color, and inbreeding
appear to have no bearing on low hip scores since the subset of dogs we have selected have a broad range in
gender and color and a COI of 0. However, the further we can trace back a dog’s lineage, the more likely it
is that some inbreeding occurred (operating on the notion that if we go back far enough in time there was a
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Figure 11. Comparing ego networks from the same pair of graphs from Figure 10. By clicking on a node (in this case
node “9”), we compare its ego network in the top left graph (graph 1) with the corresponding ego network of node “9” in
the bottom left graph (graph 2). Since the ego networks of node “9” in both graphs are identical, all nodes appear in the
inner ring. The two nodes appearing in the outer ring (one on the top half, one on the bottom half) represent node “9.”

Figure 12. Using the same graphs as in Figure 10, the scatter plot is replaced with the parallel coordinate view where
the axes represent different node attribute uncertainty. In this particular instance, we have selected a node from the top
graph by selecting this node’s corresponding poly-line in the parallel coordinates view. The ego network of the selected
node is also highlighted in the bullseye layout.

smaller population of dogs). We handle incomplete or missing information in the following manner: for a given
dog, we generate probabilities based on how much knowledge we have about his or her lineage. We look at up
to 4 generations of a dog’s lineage, and assign 25% probability to each generation. So each parent gets 12.5%
(times 2) probability, each grandparent gets 6.25% (times 4), each great grandparent gets 3.125% (times 8), and
each great, great grandparent gets 1.5625% (times 16). For example, if we know one parent, two grandparents,
and three great grandparents in a particular dog’s lineage, we say that the probability the COI for that dog is
correct is 12.5% + 2(6.25%) + 3(3.125%) = 34.375%.

This leads us to Figure 16, where we highlight the same set of nodes, and replace the force-directed view
with a scatter plot and bullseye views to provide additional information about uncertainty. In the scatter plot
view, we are comparing hip scores to the probability our COI calculation is correct. While in the bullseye view,
we are just looking at the probability the COI is correct (nodes closer to the center have a higher chance of
being correct). The selected nodes, highlighted in the selection box in the parallel coordinates view, are shown
as larger nodes in the two other views. These linked views suggest that, while all of the selected dogs with very
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Figure 13. The same data set as in the
previous figures are shown using the
CC view. The fact that the majority
of nodes are shifted to the right means
that most of the nodes have less un-
certainty in graph 2. In this particular
view, we are actually using 5 CCs, one
for each node attribute.

Figure 14. Using the CC view to look
at the ego network of a node. We can
see that nodes within this ego network
are fairly split having either a higher
confidence in Graph 2 (nodes towards
the right of the column), nodes that
have about the same confidence in both
graphs (nodes in the center), and one
node that has slightly higher confidence
in Graph 1.

low hip scores also have a low COI value, the probability of the COI value being correct is actually quite low
(less than 20%).

Having the scatter plot and parallel coordinates views linked allows us to explore what impact a particular
attribute (e.g. color) has on two variables (e.g. COI probability and hip score) by selecting them in the parallel
coordinates view and viewing the results in the scatter plot view. For example, colors that are mostly black have
a lower index value than those that are mostly white. If we select the group of dogs with the highest COI from
the parallel coordinates view, we can see that no dogs that are mostly white are selected (figure omitted due to
page limit). This could lead a researcher to perhaps compare color to other attributes he or she would not have
thought of before. Because this is a dataset with a small number of attributes, we found the parallel coordinates
view to be mostly sufficient by itself. The bullseye view was not particularly helpful here because it is used to
compare three or more graphs or compare ego networks within a graph that has 3 or more node types. In this
dataset there were only 2 types of nodes: male and female.

This example is used only as a simple illustration. We hope to publish future results using the comparison
features of our visualizations looking at datasets with many more attributes.

6. DISCUSSION

During the course of this research, there are a number of issues that are worth mentioning.
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Figure 15. A look at a subset of the Otterhound database using parallel coordinates (left) and a force-directed layout
(right). Each node shown in the force-directed view is also represented as a polyline on the left. The edges in the
force-directed view are directed such that a child points to its parents.

Figure 16. The same Otterhound data as in Figure 15. Dogs that are selected by the blue box in the parallel coordinates
view are shown as larger nodes in the scatter plot and bullseye views.

6.1 Visualizing Edge Types and Attributes

Most of the work to date have focused on node attribute uncertainty. For edge attribute uncertainty, we have
mainly used line thickness, color, and opacity of edges to represent uncertainty. However, as is apparent in Figure
8, these mappings are not useful when there are many edges. We are exploring the use of the background space
where the graph is layed out to provide additional information about the node and edge attribute uncertainties.

6.2 More Interactivity

Currently, the number of linked displays are set to three views. This is mainly based on our observation that
having more than three simultaneous views made it difficult to track changes from one view to another. However,
we have not investigated what the ideal number of linked displays should be. Lacking that, the user should be
able to add as many displays as he or she wants, or as many as is suitable for his or her screenspace. The user
should be able to experiment with all techniques, simultaneously if desired, and remove displays which do not
appear to be beneficial.

While linked displays can be very useful, there may be cases where the user wishes to explore different parts
of a dataset in conjunction with the multiple displays of some other parts of the same dataset. This is currently
not possible as all displays are linked by default. Therefore, whatever data is being examined in one display is
also the focus of all the other displays. There may be instances where having the option to unlink displays is
beneficial.
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6.3 Details-on-Demand

As can be seen in many of the example figures, the displays can become cluttered quite easily and it is often
desirable to display a single node as a simple shape with no information, except for color, perhaps. In the
example images displayed here, notice that there is only a number (the node’s ID) displayed on each node,
there are actually hundreds of attributes associated with each node. For this reason, the user should be able to
immediately see all or a large portion of this data upon selecting a node.

6.4 Animation

While the prototype is interactive, nothing is animated. It would be helpful to give the user contextual informa-
tion when he or she changes the display. For example, if the user changes the layout used in a display, if nodes
“migrate” to their new positions rather than just appear there, it would give the user an idea of how one layout
relates to another and possibly help them to understand the data better.

6.5 Need for User Evaluation

As the integration with Invenio is stabilized, we will have a platform for exploring new visual layouts. There is
a need for user evaluations of which ones work best for different situations, as well as a need for user evaluations
of the interaction environment. In addition, it would be helpful to look at data which contains uncertainty and
then view it using traditional tools which do not take uncertainty into account and contrast those results with
results from using our tool.

7. CONCLUSION

This paper reports on our initial attempts at visualizing graphs with node attribute uncertainty using a combi-
nation of linked views, user interactions, and 5 different layouts, namely: bullseye (4.1.1), comparative column
(4.1.2), scatter plot (4.1.3), fisheye (4.1.4), and parallel coordinates (4.1.5). The major design variable for the
different layouts was to show the uncertainty, while showing the relationships amongst the nodes played a sec-
ondary role. We believe that integration of the tools into Invenio will facilitate exploration of other alternative
visualization methods for visualizing uncertainty in graphs. Finally, while the current prototype can be used
to view multi-featured graphs with uncertainty, more research needs to be done to simultaneously show more
information, i.e. node and edge attribute uncertainties together, graph relationships, and full M∗3 graphs with
uncertainty.
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Eurographics Association (2007).

[10] Brandes, U. and Wagner, D., “visone - analysis and visualization of social networks,” in [Graph Drawing
Software ], 321–340, Springer-Verlag (2003).

[11] Gorg, C., Liu, Z., Parekh, N., Singhal, K., and Stasko, J., “Visual analytics with Jigsaw,” in [VAST ’07:
Proceedings of the 2007 IEEE Symposium on Visual Analytics Science and Technology ], 201–202, IEEE
Computer Society, Washington, DC, USA (2007).

[12] Heer, J., “Prefuse: information visualization toolkit.” http://prefuse.org.
[13] JUNG framework development team, “JUNG: Java Universal Network/Graph framework.”

http://jung.sourceforge.net.
[14] Inselberg, A. and Dimsdale, B., “Parallel coordinates: a tool for visualizing multi-dimensional geometry,” in

[VIS ’90: Proceedings of the 1st conference on Visualization ’90 ], 361–378, IEEE Computer Society Press,
Los Alamitos, CA, USA (1990).

[15] Haroz, S., Ma, K.-L., and Heitmann, K., “Multiple uncertainties in time-variant cosmological particle data,”
in [IEEE Pacific Visualization Symposium ], 207–214 (2008).

[16] Foster, D. and Staff, E., “Hip dysplasia in dogs: Diagnosis, treatment, and prevention.”
http://www.peteducation.com/article.cfm?c=2+2084&aid=444.

[17] Wright, S., “Coefficients of inbreeding and relationship,” American Naturalist 56, 330–338 (1922).
[18] Sargolzaei, M. and Iwaisaki, H., “Comparison of four direct algorithms for computing inbreeding coeffi-

cients,” Animal Science Journal 76(5), 401–406.

48



A Related, Unpublished Tech Report

49



Automatic Transitional Animation Between

Visualizations

January 10, 2013

Abstract

We present a generic framework for animating between different visualiza-
tions using polygon morphing. The motivation for this work arises from using
many different visualization techniques (e.g. scatter plots, parallel coordinates,
etc.) to view complex, multi-dimensional data. When transitioning from a
visual representation that the user is familiar with to one that is new or one
that the user is unfamiliar with, the semantics of the new representation are
not always clear. We provide a tool that can be used as a learning aid for a
user to use their understanding of one representation to learn a new one. Using
the Prefuse toolkit [8] we have implemented a tool that allows developers to
easily create two or more representations and animate between them without
explicitly describing paths or shapes in the animation.

1 Introduction

With all kinds of data being collected at an ever increasing rate for different applica-
tions and domains such as businesses, social media, bioinformatics and health-care,
sciences, government and others, there is a need for smarter and more sophisticated
visualization techniques to analyze and learn useful insights about these data sets.
It is therefore not surprising to see more research published in topics such as novel
visual mapping of data. Unfortunately, these new visualizations are not always im-
mediately intuitive for us. There is usually some learning curve when it comes to
understanding the visualizations and interpreting the results. The goal of this paper
is to provide tools to facilitate the learning process of new visualization techniques –
through the use of animation. The central idea is to introduce new visual mappings
to users by first showing them visual representations of data using techniques that
they are already familiar with. Then, we use animation to transform that visual
mapping to the novel visual mapping that they are trying to learn, and vice versa,
until the visual mapping of data using the two techniques becomes apparent. For
example, if a user is familiar with scatter plots, but not with parallel coordinates
[10], an animation showing how one or more scatter plots is transformed into parallel
coordinates and back can illustrate the concept behind parallel coordinates. Learn-
ing based on something that the users are already familiar with can speed up their
understanding of new ideas. This approach is also quite similar to one of the ways
we learn new concepts: learn by example. In this context, the task of learning a
new concept is replaced with identifying and replacing the variables in the familiar
concept with those in the new concept. Using animation to find the connections
between the variables will further facilitate the learning process.
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In addition, we argue that animating between visualizations alleviates the cognitive
task of switching between the semantics of different visualizations. For example,
when looking at two visualizations: a familiar display and a novel display, side-by-
side, it may be the case that important data points emphasized in the first view
are not emphasized in the second view and vice versa. This adds the cognitive task
of “switching” between the semantics of the new and old visualizations. Animation
allows us to explicitly “connect the dots” between the two visualizations by illustrat-
ing how the visual representation of one datum moves or transforms to a different
visual representation for the same datum.
Since we expect new visualization techniques to be created on a regular basis, we
want to be able to create the animations that transforms from one representation
into another fairly quickly without too much custom coding, beyond specifications
of how data in each representations are mapped visually. So, the goal is to automate
the process of transforming from one mapping to another. Using the scatter plot
to/from parallel coordinates example, each data point in a scatter plot corresponds
to a line segment between two parallel coordinates corresponding to the two axes
of the scatter plot. Thus, we need to provide a means of transforming a data point
at P(x,y) in a scatter plot illustration to a line segment from P1(x,y) to P2(x,y)
in a parallel coordinate illustration. This can be achieved by having both P1 and
P2 be co-located at P when they are in the scatter plot display; and have the two
end points of the line segment move to their correct positions as the scatter plot
display is transformed into a parallel coordinate display. However, what if the user
is given a new visualization where each multivariate data point is represented by,
say, an ellipse with the first and second axes of the ellipse mapped to different data
attributes? Can we transform from the scatter plot to this new view? What about
from parallel coordinates? Our animation framework gives a simple solution to such
a problem.

2 Related Work

Animation has been used in many different ways within visualization from visualizing
the performance of algorithms [4] to an automatic approach for visualizing time
varying data [14]. This section will cover research related to using animation as a
“learning” aid. We will also briefly cover some of the research in polygon morphing,
though our primary contribution is a framework for automatic animation between
visualizations. Before we delve into these though, we first describe some similarities
and differences between our approach and those provided by brushing and linking
[6]. This is an interactive technique used in conjunction with multiple views (usually
using different visualization techniques e.g. scatter plots and parallel coordinates,
etc.) wherein the user selects (brushes) a portion of the data in one display, and
the corresponding (linked) data in the other displays are highlighted. This is an
excellent technique for learning about how portions of a data set appear in different
displays, and indirectly learn about the visual mapping of the different displays as
well. Compared to what we present in this paper, brushing and linking are similar in
that both use multiple views, and both are capable of showing relationships between
multiple views. They are different in that brushing is typically used on parts of the
data. Selecting the entire data set is possible but it would defeat the purpose of
learning about relationships among the multiple views. Another aspect where the
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two are different is that brushing and linking is an interaction technique primarily
geared towards understanding the data, while our animation technique is geared
primarily towards understanding the novel visual mapping.

2.1 Animation as a Learning Aid

While some research indicates that animation can in fact be detrimental to learning
[15], there is also research to suggest the contrary: that animation can be an effective
tool used to help convey information that is difficult, if not impossible, to under-
stand with static images [14]. Bartram also explains in her thesis that “Movement
is reported as improving the visibility of targets embedded in ‘random or cluttered’
fields especially away from the center.” In other words, animation can be an effective
tool in noisy/cluttered displays. This is of particular importance with high dimen-
sional datasets due to their often complex representations. Of course, one cannot
forget the ACM distinguished doctoral dissertation of Marc Brown on algorithm
animation. It has inspired many of the highly informative and educational videos of
various sorting algorithms and other software algorithms.

2.2 Animating Visualizations

There are a number of options available for creating animations of visualizations. Yu
et al. were able to automate animations for time-varying data [16]. Their approach
generates an event graph which, combined with story-telling techniques, is used to
create animation.
Both VisIt [1] and ParaView [12] use a keyframe system where the user can setup a
series of “key frames” and then use various types of interpolation to animate between
them. This system can remove a great deal of work from creating an animation;
however, as Akiba et al. [2] point out, creating such keyframes can be very difficult,
especially if the task is required of someone not familiar with computer animation.
Instead, Akiba et al. propose a template based animation system, which they argue
is easier to use and “encourages expressiveness.”
Our work is different in that the transformations and the resulting animations are
derived based on the specifications of data mapping in individual displays. On the
other hand, our work is similar in the sense we are aiming for an automatic animation
as a learning tool. However, the tools mentioned thus far focus on creating animation
from the data exploration process to help understand the data being visualized. Our
work focuses on helping the user understand the semantics of the visualization.
Heer and Robertson present a tool for transitional animation in [7] called DynaVis.
Their framework allows for both all-at-once and staged animation. They also pro-
vide a comprehensive user study demonstrating that staged animation has significant
benefits to tracking a single datum across different visualizations. Our work essen-
tially builds on the shape morphing aspect of DynaVis in the sense that we focus on
breaking up shapes into components which is explained later in this paper.
Gapminder (http://gapminder.org) is a tool that uses animation to portray trends
in society. Circles are used to represent countries and with size, radius and posi-
tion mapped to different attributes. Our work differs from Gapminder in the sense
we that we focus on the morphing between shapes in the visualization, and shape
morphing is not used in Gapminder.

52



2.3 Polygon/Mesh Morphing

Earlier, we mentioned the simple case of transforming points and line segments. A
more general problem is the task of morphing n-sided polygons. Two of the methods
we considered for morphing such polygons were the Extended Circular Image (ECI)
[11] and mesh parameterization [9].
The method developed by Kamvysselis works by mapping the normals of each side
of the source and target shapes onto the unit circle. He then interpolates between
normals to compute the intermediate shapes. This technique produces very desirable
results, however, it is constrained to convex polygons, and our morphing algorithm
must handle both convex and concave polygons. While it is possible to transform
concave polygons into a series of convex polygons, we felt this added an unnecessary
complication for what we needed.
Mesh parameterization involves parameterizing the surface of the source and target
mesh, often using Barycentric coordinates, and then developing a mapping between
the two parameterizations. This technique is prevalent in 3D graphics, and if we
extend our technique to 3D, this may be the method we use. However, since we are
only dealing with 2D polygons in our current work, it was not necessary to use this
technique here.

3 Animation of Information Visualization Techniques

To demonstrate animations among different methods of displaying data, we consider
the problem of using four different visualizations to understand a high-dimensional
dataset. The four techniques used are:

• Multiple scatter plots

• Parallel coordinates

• Comparative column [5]

• Bullseye [5]

Scatter plots are very common and have been in use in various disciplines through the
ages. Parallel coordinates is a fairly new invention and is popular in the visualization
community, but is not as well known in other disciplines e.g. statistics community.
The latter two visualization techniques were introduced just this year and is unfa-
miliar to most readers at this time. We briefly explain these two techniques before
proceeding with discussions on how to animate from one type of display to another.
The comparative column is a technique for visualizing the difference between two
attributes (or dimensions) with respect to a third attribute. The difference is shown
via the x-axis while the third attribute is mapped to the y-axis. For example, when
comparing the average price of a gallon of gasoline in different states to the national
average, the difference is displayed along the x-axis. If there’s no difference, then
the data point is located halfway between the left and right borders. If the state’s
average is higher or lower than the national average, then it is placed either to the
left or right of the central line. The vertical axis could be mapped to another variable
such as the variability of the price, or the rising/declining trend of the price, etc. We
also added color as a redundant color coding for this representation. A point’s hue
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Figure 1: Example of an animation from two scatter plots to parallel coordinates.

and saturation is determined by its horizontal position while vertical positioning is
mapped to brightness. This gives us the following color regions: left = red, right =
green, center = white, top = bright, bottom = black (see Figure 4).
The bullseye is used to compare several different graphs or attributes in a circular
layout. In this case we are using each sector of the bullseye to represent a different
attribute. One could think of these sectors as a series of scatter plots lined up
side by side and then transformed into polar coordinates. We are visualizing three
attributes in all the examples shown in this paper, which we will call a1, a2, a3. For
the scatter plots, the left scatter plot is a2 vs a1 and the right scatter plot is a3 vs a2.
In general if we have n attributes, then the extents of the ith scatter plot from the
left would be s(i) = [iW, (i + 1)W ]× [0, H] where W and H are the width and height
of each scatter plot respectively. We then define the the extent b of the ith sector in
the bullseye in polar coordinates as follows: b(i) =

[
i 2π
n−1 , (i + 1) 2π

n−1

]
× [0, R] where

R is the radius of the bullseye and n > 1 is assumed. See [5] for more detailed
information on how these techniques can be used.
Now that we have introduced the less familiar techniques used, we continue with the
animations among them. We first note that if we were to create transitional anima-

tions between m visualizations, we would need to manually create
m−1∑
i=1

i =
m(m− 1)

2
animations, hence requiring 6 animations to be created for the examples shown in
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Figure 2: Example of animation from a comparative column display to parallel
coordinates. Notice that early on in the animation we can get a sense of the mapping
between points and polylines. For example, it is easy to see which type of polyline
corresponds to darker (low valued) points.

this paper. Some of these are shown in Figures 1 to 5. The animations among the dif-
ferent visualization techniques are available from: http://avis.soe.ucsc.edu/images.anim/morphAnims.ogg
Also, if we added another new visualization, we will need to manually create m new
animations. Even using a keyframe-like system, this would become extremely te-
dious. A keyframe system would make automatic interpolation between similar
shapes possible. For example, animating from one scatter plot to one bullseye sector
is simply a matter of interpolating between shape positions and should only require
two keyframes: a start and end position. However, what if we want to animate
between a scatter plot and parallel coordinates or elliptical glyphs as described in
the introduction? Simple keyframes are not a viable option in these situations.
We will now explore some of our examples more closely. Consider the blue dot in
the bottom right of the left scatter plot in Figure 1 as well as the blue dot in the
top right of the right scatter plot in the same figure. The animation gives the user a
sense of the slope of each line associated with these points (please see the associated
animation at http://avis.soe.ucsc.edu/images.anim/morphScatterPCoord.ogg).
Figure 2 shows a similar result. Once again it is fairly easy to see the final shape a
point will turn into early on in the animation (please see http://avis.soe.ucsc.edu/images.anim/morphCCPCo
Figures 3 and 4 show the final frames of animating from multiple scatter plots to a
bullseye and comparative column respectively while Figure 5 shows how the (x, y)
coordinates of points map to (θ, r) in the bullseye.

4 Animation Framework

In order to provide an automated means of transforming a data point in one visual
representation to another, the key ingredient is the ability to morph between two
different representations of the same data point. We achieve this using a general
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Figure 3: Example of animation from a scatter plot to a bullseye. This frame is
near the end of the animation sequence.

Figure 4: Example of animation from a scatter plot to a comparative column.

Figure 5: Example of animation from parallel coordinates to a bullseye display.
This frame is near the end of the animation sequence. As in Figure 2, it is easy to
see the mapping between points and lines. In this case, there is one line segment
per point, unlike Figure 2 where one point is mapped to two line segments.
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Figure 6: An illustration explaining how the projections are created. Each point
circled in red is a point making part of the outline of the transition projection.

interface described in Figure 7 using an abbreviated Unified Modeling Language
(UML) [3] diagram. This represents the core design of our framework while Figure
8 describes the overall concept of the TransitionRenderer.
Our design is modeled directly from Figure 8. When a developer wishes to create
a new visualization, he or she will create a new realization of the Representation
interface where a method of the form

getShape(data:Datum):RepresentationItem

must be implemented. The RepresentationItem is a simple container which stores
an array of polygons, colors, and sizes. For example, the scatter plot and bullseye
representations in the examples provided in this paper would return a Represen-
tationItem containing two polygons, each polygon in the shape of a circle. For the
parallel coordinates implementation there would be two rectangles, and the compar-
ative column representation would contain a single circle.
Once a developer has all of his or her Representations created, he or she then passes
them to the TransitionRenderer. Once this step is complete, all that is needed
to animate between representations are the following steps (each being one method
call to the TransitionRenderer):

1. setFrom(r:Representation) sets the source representation

2. setTo(r:Representation) set the target representation

3. runAnimation(t:Double) start the animation lasting for t milliseconds

4.1 Polygon Interpolation

As Figure 7 might suggest, within the TransitionRenderer is where the whole of
the polygon morphing work is done as well as interpolation between color and any
other visual features contained within the RepresentationItem. As mentioned
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Figure 7: UML overview of the transition framework. The TransitionRenderer
acts as the Prefuse renderer [8] and is initialized with one or more Representations.
A developer can then animate between Representations by simply setting the from
and to fields in the TransitionRenderer instance and calling the animation (e.g.
using the ItemAction class in Prefuse).

earlier, each datum is described as an array of polygons, and our algorithm for
interpolating between these two arrays of polygons is as follows:

1. Make all polygons in each array have the same number of points

2. Linearly interpolate between the points of matching polygons (see Figure 9)

Matching polygons can be described as follows: let the source and target arrays of
polygons be polys1 and polys2 respectively and let polys1.length ≥ polys2.length,
then

polys1[i] matches polys2[min(i, polys2.length− 1)] (1)

or

polys1[i] matches polys2[
⌊
i
polys2.length

polys1.length

⌋
] (2)

Either can be used.
There is an optional intermediate step between 1 and 2 which is to ensure that the
points of each matching polygon line up. That is, to avoid a point on the left side of
the source polygon getting interpolated with a point on the right side of the target
shape. If this were the case, the result would be a “flipping” or “mirroring” effect
of each datum’s representation in the animation. We have left this step out for now
since such an effect may be desirable.
We will now describe the morphing method more formally. Let the method which
does the shape morphing described above be called φ. We will also use the following
notation:

• Pk
n1,n2,...nk

= k polygons where ni is the number of points in the ith polygon
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Figure 8: The TransitionRenderer can take in several Representations, but only
interpolates between two of them for a single animation.

• Pk
n = k polygons where each polygon p ∈ Pk

n has n points.

• Let p : Pk
n1,n2,...nk

, then pi[j] ∈ R2 = the jth point in the ith polygon of p

• Let p : Pk
n1,n2,...nk

, then |pi| = the number of points in the ith polygon

Pk
n1,n2,...nk

and Pk
n are synonymous with the array of polygons in a Representa-

tionItem. Then φ has the following type:

φ : Pk
n1,n2,...nk

× Pl
m1,m2,...ml

× R 7→ Pk
n

where n = max(n1, n2, . . . , nk, m1, m2, · · · , ml) and k ≥ l.

The general process of φ in pseudo code is as follows:
φ(p1:Pk

n1,n2,...nk
, p2:Pl

m1,m2,...ml
, t:R):

(pHighRes1, pHighRes2) ← γ(p1, p2)
return(φ′(pHighRes1, pHighRes2, t))

The method γ ensures all polygons have the same number of points (i.e. step one of
the algorithm described at the beginning of section 4.1) and has the following type:
γ : Pk

n1,n2,...nk
× Pl

m1,m2,...ml
7→ Pk

n × Pl
n

γ does the following given two arrays of polygons:

1. Find the polygon with the most points. Call this polygon M .

2. For each polygon p in each array, insert points into p until |p| = |M | (i.e. p
has the same number of points as M).

φ′ does the actual work of morphing each polygon within the two arrays and has the
following type:
φ′ : Pk

n × Pl
n × R 7→ Pk

n

The algorithm is quite simple. Assuming that every polygon has the same number
of points, φ′ linearly interpolates between the points of matching polygons (where
matching is the same as described in equations 1 and 2). In pseudo code:
φ′ (p1 : Pk

n, p2 : Pl
n, t:R

)
:

Let p:Pk
n

Then
for i ← 1 to k
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Figure 9: Illustrating how points are added to polygons to make all polygons have
an equal number of points.

Let i′ ← ⌊
i l
k

⌋
for j ← 1 to n
pi[j]← p1i[j] + t (p2i′ [j]− p1i[j])
return p
Where k ≥ l is assumed.

5 Implementation

For visualizations and animations, we are building off of the Prefuse framework
created by Heer et al. [8] using Java. While Prefuse uses Java2D to render, our
technique can be applied to any system which uses polygons for rendering, and
could (in theory) easily translate to a system such as OpenGL using a polygon
triangulation method [13].
Since we are using Java2D as the rendering engine, performance is limited to a
relatively small number of items. On a modern desktop, performance starts to
lag considerably at around 200 polygons, with 13 points per polygon. This is not
necessarily a problem since our aim is to help understand the semantics of new
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visualizations with respect to old ones, which may be more successful with less
clutter on the screen.

6 User Study

We performed a short, informal user study with four participants with the following
backgrounds: PhD visualization student, retired high school math teacher, chemist,
and the managing editor of a PR firm. We will refer to them as V, M, C, and E
respectively. The task for each participant was to match the points in two scatter
plots to their respective line segments in parallel coordinates (essentially what is
happening in figure 1). They were first given two static images to work with (the
start and end of the animation). Then, each participant was asked the following
questions before watching the animation:

1. How long did it take to finish?

2. Are you confident in your answers?

After these questions were answered, each participant was asked to watch the an-
imation from scatter plot to parallel coordinates, both forward and reverse. After
this was done, they were asked:

1. Is it easier to tell which points correspond to which lines after watching the
animation?

2. Would watching the video first have reduced the time it took to match each
line? If so, by how much?

V was the only participant with prior knowledge of parallel coordinates. Both V
and M took about ten minutes and were both fairly confident in their answers (M
more than V). C took about two minutes with moderate confidence. E answered the
first two questions only after watching the animation, but took about 7 minutes and
was very confident. V felt the animation didn’t help very much, but also said it was
essentially “stating the obvious.” M said that understanding the mapping between
each visualization was most important for understanding how parallel coordinates
work, but that the animation made this mapping “very clear.” E felt that under-
standing the mapping between the two visualizations was “impossible” without the
animation. C was not entirely sure how useful the animation was as C had to replay
it several times for it to make sense, and even then C was unsure about a few points.
We realize that this study is quite informal and very preliminary. It does show some
promise of our approach. We plan to polish the animations further and run a more
formal user study.

7 Conclusion and Future Work

In summary, we have implemented a framework in Java that automatically animates
between different displays using polygonal representations. With the ever-increasing
number of visualizations of complex and high-dimensional data, it is often difficult
to jump from the semantics of one visualization to the next. Providing a mechanism
to automatically animate between these visualizations drastically reduces the work
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required of the developer (by a factor of m(m−1)
2 ) as well as reduces the cognitive

load of the user.
We believe there is much room for improving the performance of the mesh inter-
polation algorithm in order to accommodate large-scale visualizations. We are also
currently working on a version which uses hardware rendering which should greatly
increase performance.
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