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ABSTRACT OF THE DISSERTATION

A Combinatorial Pooling Strategy for the Selective Sequencing of Very Large and
Repetitive Genomes

by

Denisa Duma

Doctor of Philosophy, Graduate Program in Computer Science
University of California, Riverside, December 2013

Prof. Stefano Lonardi, Chairperson

The problem of obtaining the full genomic sequence of an organism has been

solved either via a global brute-force approach (called whole-genome shotgun) or by a

divide-and-conquer strategy (called clone-by-clone). Both approaches have advantages

and disadvantages in terms of cost, manual labor, and the ability to deal with sequencing

errors and highly repetitive regions of the genome.

With the advent of second-generation sequencing instruments, the whole-genome

shotgun approach has been the preferred choice. The clone-by-clone strategy is, how-

ever, still very relevant for large complex genomes. In fact, several research groups and

international consortia have produced clone libraries and physical maps for many eco-

nomically or ecologically important organisms and now are in a position to proceed with

sequencing.

We recently proposed a BAC-by-BAC sequencing protocol that combines com-

binatorial pooling design and second-generation sequencing technology to efficiently ap-

proach denovo selective genome sequencing. We showed that combinatorial pooling is

a cost-effective and practical alternative to exhaustive DNA barcoding when preparing

sequencing libraries for hundreds or thousands of DNA samples, such as in this case
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gene-bearing minimum-tiling-path BAC clones. The novelty of the protocol hinges on

the computational ability to efficiently compare hundred millions of short reads and

assign them to the correct BAC clones (decoding) so that the assembly can be carried

out clone-by-clone. In this thesis, we address the problem of decoding and error cor-

recting pooled sequenced data obtained from such a protocol. Experimental results on

simulated data for the rice genome as well as on real data for a gene-rich subset of the

barley genome show that our decoding and error correction methods are very accurate,

and the resulting BAC assemblies have high quality.

While our method cannot provide the level of completeness that one would

achieve with a comprehensive whole-genome sequencing project, we show that it is

quite successful in reconstructing the gene sequences within BACs. In the case of plants

such as barley, this level of sequence knowledge is sufficient to support critical end-point

objectives such as map-based cloning and marker-assisted breeding.
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Chapter 1

Introduction and background

1.1 Introduction

The second generation of DNA sequencing instruments is revolutionizing the

way molecular biologists design and carry out investigations in genomics and genetics.

These new sequencing technologies (e.g., Illumina, ABI SOLiD) can produce a signifi-

cantly greater number of reads at a fraction of the cost of Sanger-based technologies, but

with the exception of Roche/454 and Ion Torrent (ABI) read lengths are only 50–150

bases. While the number (and to a lesser extent the length) of reads keeps increasing at

each update of these instruments, the number of samples that can be run has remained

small (e.g., two sets of eight independent lanes on the Illumina HiSeq). Since the number

of reads produced by the instrument is essentially fixed, when DNA samples to be se-

quenced are relatively “short” (e.g., BAC clones) and the correspondence between reads

and their source has to be maintained, several samples must be “multiplexed” within a

single lane to optimize the trade-off between cost and sequencing depth. Multiplexing is

traditionally achieved by adding a DNA barcode to each sample in the form of an addi-

tional (oligo) adapter, but this does not scale readily to thousands of samples. Although
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it is possible to exhaustively barcode such a number of objects [27], the procedure of

preparing (and balancing in multiplexes) thousands to ten of thousands of barcoded

libraries for sequencing is very labor-intensive and can be quite expensive. Additionally,

the resulting distribution of reads for each barcoded sample can be severely skewed (see,

e.g., [1, 8]), necessitating rounds of selective follow-up.

We therefore settle to demonstrate that multiplexing can be achieved without

exhaustive barcoding by taking advantage of recent advances in combinatorial pooling

design (also known as group testing). The main goal of our work is to significantly reduce

the burden of library production, without severely compromising on the sequencing

coverage of each BAC. Combinatorial pooling has been used previously in the context of

genome analysis, but here we attempt to use it for de novo genome sequencing. Earlier

works use a simple grid design that can be very vulnerable to noise and behaves poorly

when several objects are positive; a simple grid design is also far from optimal in terms

of the number of pools it produces [5, 9, 10, 33]. Recent works use more sophisticated

pooling designs in combination with second-generation sequencing technology [35, 19,

23, 40, 20]. The application domain of “DNA Sudoku” is the detection of microRNA

targets in Arabidopsis and human genes [19], whereas [35, 23] are focused on targeted

resequencing (i.e., when a reference genome is available). Pooling designs have also been

used to recover novel or known rare alleles in groups of individuals [40, 20].

In our approach to de novo sequencing, subsets of non-redundant but over-

lapping genome-tiling BACs are chosen to form intersecting pools. Each pool is then

sequenced individually on a fraction of a flowcell via standard multiplexing. Due to

the short length of a BAC (typically ≈130 kb), cost-effective sequencing requires each

sequenced sample to contain thousands of BACs. Assembling short reads originating

from a mix of hundreds to thousands of BACs is likely to produce low-quality assem-
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blies, as the assembler is unable to partition the reads according to individual BACs.

Moreover, resulting contigs would not be assigned to a specific BAC. If instead reads

could be assigned (or decoded or deconvoluted) to individual BACs, then the assembly

could proceed clone-by-clone. We demonstrate that this objective can be achieved by

choosing a pooling strategy in which each BAC is present in a carefully designed set of

pools such that the identity of each BAC is encoded within the pooling pattern (rather

than by its association with a particular barcode).

In the remaining of this chapter we will present our data model and pooling

design used to pool BAC clones as well as an initial attempt at decoding pooled reads

to their source BACs. In Chapter 2 we will present another approach to read decoding

which is based on the theory of compressed sensing. In Chapter 3 we will give algorithms

for correcting sequencing errors in pooled sequenced data. Finally, we conclude with a

brief discussion in Chapter 4.

1.2 Combinatorial pooling of DNA BAC clones

In this section, we present in detail the steps involved in our combinatorial

clone-by-clone sequencing method. They are also graphically illustrated in Figure 4 in

Appendix.

A. Obtain a BAC library for the target organism

B. Select gene-enriched BACs from the library (optional)

C. Fingerprint BACs and build a physical map

D. Select a minimum tiling path (MTP) from the physical map [18, 4]

E. Pool the MTP BACs according to the Shifted Transversal Design [44]
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F. Sequence the DNA in each pool, trim/clean sequenced reads

G. Assign reads to BACs (decoding/deconvolution)

H. Assemble reads BAC-by-BAC using a short-read assembler

1.2.1 Combinatorial pooling of minimum-tiling-path BACs (steps A-

E)

While our method can in general be applied to any set of clones that cover

a genome or a portion thereof, the protocol we describe here for selective genome se-

quencing uses a physical map of (gene-bearing) bacterial artificial chromosomes (BACs)

to identify a set of minimally redundant clones. A physical map is a partial ordering

of a set of genomic clones (usually BACs) encompassing one or more chromosomes. A

physical map can be represented by a set of unordered contigs, where each contig is a set

of overlapping clones. A physical map is usually obtained by digesting BAC clones via

restriction enzymes into DNA fragments and then measuring the length of the resulting

fragments (restriction fingerprints) on an agarose gel. The smallest set of clones that

spans the region represented by the physical map is called minimum tiling path (MTP).

The construction of a physical library and the selection of an MTP from a physical map

are well-known procedures, and many organisms now have these resources available.

More details can be found in, e.g., [12, 31, 42, 3, 4] and references therein.

Once the set of clones to be sequenced has been identified, they must be pooled

according to a scheme that allows the deconvolution of the sequenced reads back to their

corresponding BACs. In Combinatorics, the design of a pooling method reduces to the

problem of constructing a disjunctive matrix [13]. Each row of the disjunctive matrix

corresponds to a BAC to be pooled and each column corresponds to a pool. Consider
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a subset w of the rows (BAC clones) in the disjunctive matrix, and let p(w) be the

set of pools that contain at least one BAC in w. A design (or a matrix) is said to be

d-decodable if p(w1) 6= p(w2) when w1 6= w2, |w1| ≤ d, and |w2| ≤ d. The construction

of d-decodable pooling designs has been extensively studied [13]. The popular 2D grid

design is simple to implement but cannot be used for the purposes of this work because

it is only one-decodable.

Recently, a new family of “smart” pooling methods has generated considerable

attention [14, 44, 48, 35, 19, 23]. Among these, we selected the Shifted Transversal

Design [44] due to its ability to handle multiple positives and its robustness to noise.

The STD parameters are defined by four integers (N,P,L,Γ), where N is the number of

variables (e.g., BACs) to pool, P is a prime number, L defines the number of layers, and

Γ is a small integer. A layer is one of the classes in the partition of BACs and consists

of exactly P pools: the larger the number of layers, the higher is the decodability. By

construction the total number of pools is P × L. If we set Γ to be the smallest integer

such that PΓ+1 ≥ N , then the decodability of the design is d = b(L− 1)/Γc.

An important property of this pooling design is that any two BACs share at

most Γ pools. By choosing a small value for Γ one can make pooling extremely robust

to deconvolution errors. In our experiments, we use Γ = 2, so that at least ten errors

are needed to mistakenly assign a read to the wrong BAC. In contrast, two errors are

sufficient to draw an erroneous conclusion with the 2D grid-design.

In our work we focus on the genomes of rice (Oryza sativa) and barley (Hordeum

vulgare) so in what follows we will present our pipeline for the combinatorial pooling

of rice and barley MTP BACs, although our methods can be universally applied to

any genome or portion thereof as long as a physical BAC library is available. Barley

BAC pools were obtained as follows. Escherichia coli strain DH10B BAC cultures
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were grown individually in 96-well plates covered by a porous membrane for 36 hr in

2YT medium with 0.05% glucose and 30 µg/ml chloramphenicol at 37C in a shaking

incubator. Following combinatorial pooling of 50 µl aliquots from each of 2197 BAC

cultures, each of 91 collected pools (169 BACs, ≈8.3 ml each) was centrifuged to create

cell pellets. The pellets were frozen and then used for extraction of BAC DNA using

Qiagen plasmid DNA isolation reagents. Each BAC pool DNA sample was then dissolved

in 225 µl of TE buffer at an estimated final concentration of 20 ng/µl. For the gene-BAC

assignments we performed (using Golden Gate assays), a total of 10 µl (≈200 ng) of this

DNA was then digested for 1 hour at 37C by using 2 units of NotI enzyme with 100

µg/ml BSA in a volume of 100 µl. The NotI enzyme was then heat inactivated at 65C

for 20 min.

The DNA for all of barley BACs was prepared using a procedure that yields

on average about 60% BAC DNA and 40% E. coli DNA.

1.2.2 Sequencing and processing of paired-end reads (step F)

Sequencing of the barley BAC pools was carried out on an Illumina HiSeq 2000

at UC Riverside. Paired-end reads from each pool were quality-trimmed using a slid-

ing window and a minimum Phred quality of 23. Next, Illumina PCR adapters were

removed with Far (Flexible Adapter Remover, http://sourceforge.net/projects/

flexbar/), and the remaining sequence discarded either if shorter than 36 bases or if

containing any ‘N’. Finally, reads were cleaned of E. coli (DH10B) and vector contami-

nation (pBeloBAC11) using BWA [29] and custom scripts.

According to our simulations, the sequencing depth of each BAC after decon-

volution is required to be at least 50x to obtain good BAC assemblies. The parameters

of the pooling design should be chosen so that the coverage pre-deconvolution is at least

6
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Figure 1.1: An illustration of the three cases we are dealing with during the deconvolu-
tion process (clones belong to an MTP).

150x-200x to compensate for non-uniformity in the molar concentrations of individual

BACs within each pool, and for losses due to sequencing errors.

1.2.3 Decoding reads to BACs (step G)

To explain the idea behind read decoding of MTP BACs, let us assume for

a moment that clones in the MTP do not overlap i.e., that the MTP BACs form a

non-redundant tiling for the genome under study, or a fraction thereof. Let us pool the

MTP BACs according to STD with L layers and obtain a set of reads from them. Now,

consider a read r occurring only once in the portion of the genome covered by the BACs.

If there are no sequencing errors and sequencing depth is sufficient, r will appear in the

sequenced output of exactly L pools (see Figure 1.1 below, case 1).

For the most realistic scenario where at most d MTP clones overlap, the pooling

must be at least d-decodable for the deconvolution to work. We expect each non-

repetitive read to belong to at most two BACs if the MTP has been computed perfectly,

or rarely three BACs when considering imperfections, so we set d = 3. When a read

belongs to the overlap between two clones (again assuming no sequencing errors), it will

appear in the sequenced output for 2L, 2L− 1, . . . , 2L−Γ pools (see Figure 1.1, case 2).
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The case for three overlapping clones (see Figure 1.1, case 3) is analogous.

Recall that in step E each BAC is assigned to L pools, thus the signature of

a BAC is a set of L numbers in the range [1, PL], where the first number belongs to

the range [1, P ], the second belongs to [P + 1, 2P ], . . . , and the last one belongs to

[P (L− 1) + 1, PL]. In our pooling design two BAC signatures cannot share more than

Γ numbers (see Theorem I in [44]). One can think of BAC signatures as L-dimensional

vectors which are rather “far” from each other.

Our original decoding method proceeds as follows. First, recall the notion of

k-mer of a string (read) x as a contiguous substring of x of length k. If we denote by

|x| the length of string x, observe that x has |x| − k+ 1 k-mers, not necessarily distinct.

Let us call Ri the set of reads obtained by sequencing pool i, for all i ∈ [1,M ], where

M = P ×L (P = 13 and L = 7 in our pooling design). For each set Ri, we first compute

the number of occurrences counti of each of its distinct k-mers. Specifically, for each k-

mer w ∈ Ri (i.e., for each w appearing in a read x ∈ Ri), counti(w) = c if w or its reverse

complement occurs exactly c times in Ri. These counts are stored in a hash table such

that, given a k-mer w, we can efficiently retrieve a count vector of M = PL numbers,

namely [count1(w), count2(w), . . . , countM (w)]. Once the table is built, we process each

read as follows. Given a read r in poolRi, we fetch the count vectors for each of its k-mers

w1, w2, . . . , w|r|−k+1. Given a k-mer wj , where j ∈ [1, |r|−k+1], let pj be the number of

positive (non-zero) entries in its count vector [count1(wj), count2(wj), . . . , countM (wj)],

i.e., the number of pools where wj occurs at least once. Several scenarios are possible:

1. If pj ∈ [1, L − 2], then k-mer wj is discarded (it is likely to contain a sequencing

error)

2. If pj = L−1 and if the set of L−1 positive entries is a subset of one BAC signature,
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then wj is assigned to the corresponding BAC

3. If pj = L and if a perfect match between the set of L positive entries and a BAC

signatures is found, then wj is assigned to the corresponding BAC

4. If pj ∈ [L + 1, 2L − Γ − 1], then the smallest pj − L counts (other than the i-th

one) are dropped from the count vector, and the new count vector with L non-zero

counts is handled by step 3

5. If pj ∈ [2L − Γ, 2L] and if a perfect match between the set of positive entries

and the union of two BAC signatures is found, then k-mer wj is assigned to the

corresponding two BACs

6. If pj ∈ [2L + 1, 3L − 2Γ − 1], then the smallest pj − 2L counts (other than the

i-th one) are dropped from the count vector, and the new count vector with 2L

non-zero counts is handled by step 5

7. If pj ∈ [3L − 2Γ, 3L], and if a perfect match between the set of positive entries

and the union of three BAC signatures is found, then k-mer wj is assigned to the

corresponding three BACs

8. If pj > 3L, then k-mer wj is discarded (it is highly repetitive)

At the end of this process, we consider the subset of k-mers that have been

assigned to one, two or three BACs and compute the union of their signatures, which

becomes the signature of read r. If a perfect match between the read signature and

BAC signatures (either one, or the union of two or three) is found, then the read is

assigned to the corresponding BAC(s). Reads for which no such match is found are

declared non-decodable and saved in a separate file. The algorithm just described has

been implemented in the tool HashFilter [30].

9



1.2.4 Clone-by-clone assembly (step H)

Once the reads have been assigned to individual BACs, sets of single and

paired-end reads are assembled clone-by-clone using Velvet [54]. Velvet requires an

expected coverage, which can be computed using the amount of sequenced bases assigned

to each BAC and the estimated BAC size. For barley, BAC sizes were estimated from

the number of bands in the restriction fingerprinting data. First, we computed the aver-

age number of bands in the 72,055 BACs fingerprinted using high-information-content

fingerprinting [12, 31] (see also http://phymap.ucdavis.edu/barley/). Assuming that

the average BAC length in this set was 106 kb, we computed the multiplier to apply to

the number of bands to obtain the estimated BAC length, which turned out to be 1175

bases. We used that constant to obtain estimated sizes for all barley BACs. Note that

the average size is over 125 kb, much larger than the library average size of 106 kb; this

indicates that the MTP selection favors larger BACs.

To validate our pipeline, we also generated in sillico BAC pools from the

genome of rice (Oryza sativa) which is a fully sequenced genome. We used the same

STD parameters as for barley. As a measure of decoding performance, we Blast-ed

the BAC contigs to the rice genome. We then computed the fraction of the original

(source) BAC covered by at least one contig, and the number of gaps and overlaps in

the assembly.

To validate barley BAC assemblies, we made use of known BAC-unigene associ-

ations from an Illumina GoldenGate assay [7]. The validation involved Blast-ing EST-

derived unigenes (Harvest:Barley assembly #35 unigenes, http://harvest.ucr.edu)

against the BAC assemblies. To reduce spurious hits, we applied three filters. First,

we masked highly repetitive regions by computing the frequency of all distinct 26-mers
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in the cleaned/trimmed data, then masking any 26-mers that occurred at least 11,000

times in the reads used for the assembly (≈80 copies in the genome) from the assembled

contigs, by replacing the occurrences of those repetitive 26-mers with Xs. Second, we

ignored any BAC contig that covered a unigene for less than 50% of its length. Third,

we excluded from the hit count any unigene that hit more than ten individual BACs

overall. We recorded the number of unigenes hitting a BAC, and compared them with

the expected unigenes according to the Illumina assay.

1.3 The simulated rice data

The physical map for Oryza sativa was assembled from 22,474 BACs finger-

printed at AGCoL, and contained 1,937 contigs and 1,290 singletons. From this map, we

selected only BACs whose sequence could be uniquely mapped to the rice genome. We

computed an MTP of this smaller map using FMTP [4]. The resulting MTP contained

3,827 BACs with an average length of ≈ 150 kb, and spanned 91% of the rice genome

(which is ≈ 390 Mb). The overlap between rice BACs is significant: 1555 BACs overlap

another BAC by at least 50Kb, and 421 BACs overlap another BAC by at least 100Kb.

In general, our methods makes no assumption on the shared sequence content for pooled

BACs.

We pooled in silico a subset of 2,197 BACs from the set above according to

STD [44]. First observe that if the MTP was truly a set of minimally overlapping clones,

a two-decodable pooling design would be sufficient. We decided that a three-decodable

pooling scheme would give additional protection against errors and imperfections in the

MTP. Taking into consideration the format of the standard 96-well plate and the need

for a 3-decodable design, we chose parameters P = 13, L = 7 and Γ = 2, so that
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PΓ+1 = 2,197 and b(L− 1)/Γc = 3. Each of the L = 7 layers consisted of P = 13 pools,

for a total of 91 BAC pools, which left some space for a few control DNA samples on

a 96-well plate. In this pooling design, each BAC is contained in L = 7 pools and each

pool contains PΓ = 169 BACs. We call the set of L pools to which a BAC is assigned,

the BAC signature. Any two BAC signatures can share at most Γ = 2 pools, and any

triplet of BAC signatures can share at most 3Γ = 6 pools. Specifically, 57.9% of any

BAC signature pairs have no pool in common, 30.6% share one pool, and 11.5% share

two pools. For triplets of BAC signatures, 18.5% have no pool in common, 32% share

one pool, 29.6% share two pools, 14.8% share three pools, 4.5% share four pools, 0.6%

share five pools, and 0.01% share six.

1.4 The gene-space of barley

Barley’s diploid genome size is estimated at ≈ 5,300 Mb and is composed of at

least 80% highly repetitive DNA, predominantly LTR retrotransposons [50]. We started

with a 6.3x genome equivalent barley BAC library which contains 313,344 BACs with

an average insert size of 106 kb [53]. Nearly 84,000 gene-enriched BACs were identified,

mainly by the overgo probing method [32]. Gene-enriched BACs were fingerprinted

using high-information-content fingerprinting [12, 31]. From the fingerprinting data a

physical map was produced [3, 42] and an MTP of about 15,000 clones was derived [4].

Seven sets of N = 2,197 clones were chosen to be pooled according to STD [44], which

we internally call HV3, HV4, . . . , HV9 (HV1 and HV2 were pilot experiments). We

used the same STD pooling parameters as discussed in the previous section.
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Chapter 2

Accurate Decoding of Pooled

Sequenced Data Using

Compressed Sensing

2.1 A compressive sensing approach to the read decoding

problem

In this chapter, we address the problem of decoding pooled sequenced data ob-

tained from the protocol described in Chapter 1. While the main objective is to achieve

the highest possible accuracy in assigning a read to the correct BAC(s), given that one

sequencing run can generate hundreds of millions of reads, the decoding procedure has

to be also time- and space-efficient. Since in Chapter 1 we pooled BAC clones according

to the Shifted Transversal Design [44] which is a Reed-Solomon based pooling design,

our proposed decoding approach combines ideas from the fields of combinatorial pooling

design and compressive sensing.
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Combinatorial pooling design or group testing when applied to DNA sequenc-

ing, allows one to achieve multiplexing without exhaustive barcoding. In group testing,

a design or scheme is a set of tests (pools) each of which is a subset of a large collection

of items that needs to be tested for the presence of (a few) ‘positive’ items. The result

of testing a pool is a boolean value indicating whether the pool contains at least one

positive. The goal of group testing is to decode the information obtained by testing all

the pools in order to determine the precise identity of the positives, despite the fact that

the positive and negative items are mixed together. The challenge is to achieve this goal

while, at the same time, minimizing the number of pools needed. For a comprehensive

review on this topic please refer to [15]. Recently, compressed sensing (CS) has emerged

as a powerful technique for solving the decoding problem when the results of testing

the pools are more than simple boolean outcomes, for instance, real or complex val-

ues. Compressed Sensing can also deal with a wider variety of less structured encoding

schemes. Please refer to Table 1 in Appendix for a succinct comparison of the group

testing and compressed sensing approaches to signal decoding.

Combinatorial pooling has been used previously in the context of genome anal-

ysis (see, e.g., [19, 20, 23, 2, 40]), but not for de novo genome sequencing. Our proposed

pooling method for genome sequencing and assembly described in Chapter 1 has gen-

erated considerable attention. It was used to produce one of the critical datasets for

the first draft sequence of the barley genome [43]. Recall from Chapter 1 that in our

sequencing protocol, thousands of BAC clones are pooled according to a combinatorial

design so that, at the outset of sequencing, one can ‘decode’ each read to its source

BACs. The underlying idea is to encode the identity of a BAC within the pooling pat-

tern rather than by its association with a specific DNA barcode. We should stress that

combinatorial pooling is not necessarily an alternative to DNA barcoding, and both
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methods have advantages and disadvantages. They can be used together to increase the

number of samples that can be handled and benefit from the advantages of both.

To briefly summarize our novel decoding approach, given the result of ‘testing’

(in this case, sequencing) pools of genomic BAC clones, we aggregate read frequency

information across the pools and cast the problem as a compressed sensing problem

where the unknowns are the BAC assignments of the reads. We solve (decode) for

the unknown assignments using a list recovery strategy as used in the decoding of error-

correcting codes. Reed-Solomon codes are known to be good list-recoverable codes which

can also tolerate a large fraction of errors. We also show that using readily available

information about the reads like overlap and mate pair information can improve the

accuracy of the decoding. Experimental results on synthetic reads from the rice genome

as well as real sequencing reads from the barley genome show that the decoding accuracy

of our new method is almost identical to that of HashFilter [30]. However, when the

assembly quality of individual BAC clones is the metric of choice, the decoding accuracy

of the method proposed here is significantly better than HashFilter.

2.2 Related Work

The resemblance between our work and the closest related research efforts using

combinatorial pooling and compressed sensing ideas stops at the pooling of sequencing

data. Our application domain, pooling scheme employed and algorithmic approach to

decoding, are completely different. To the best of our knowledge, all compressed sensing

work in the domain of genomics deals with the problem of genotyping large population

samples, whereas our work deals with de novo genome sequencing. For instance in [19],

the authors employ a pooling scheme based on the Chinese Remainder Theorem (CRT)
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to identify carriers of rare alleles in large cohorts of individuals. The pooling scheme

allows the detection of mutants within a pool, and by combining information across

pools one is able to determine the identity of carriers. In true group testing style, the

unknown carrier identities are encoded by a boolean vector of length equal to the number

of individuals, where a value of one indicates a carrier and zero a normal individual. To

decode their pooling scheme and find the unknown vector, the authors devise a greedy

decoding method called Minimum Discrepancy Decoder. In [20], loopy belief propagation

decoding is used for the same pooling scheme. A similar application domain is described

in [40], where the authors identify carriers of rare SNPs in a group of individuals pooled

with a random pooling scheme (Bernoulli matrix) and use the Gradient Projection for

Sparse Reconstruction (GPSR) algorithm to decode the pooling scheme and recover the

unknown carrier identities. The same problem is tackled in [35] with a pooling design

inspired from the theory of error correcting codes. However, this design is only able to

identify a single rare-allele carrier within a group. In [2], the authors organize domain-

specific (linear) constraints into a compressed sensing matrix which they use together

with GPSR decoding to determine the frequency of each bacterial species present in a

metagenomic mixture.

2.3 Preliminaries

As described in Chapter 1, we pool DNA samples (BAC clones) according to a

combinatorial pooling scheme, then sequence the pools using high-throughput sequenc-

ing instruments. Here we show how to efficiently recover the sequence content of each

BAC by combining ideas from the theory of sparse signal recovery or compressed sensing

(CS) as well as some ideas from the decoding of error-correcting codes.
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Formally, a combinatorial pooling design (or pooling scheme) can be repre-

sented by a binary matrix Φ with m rows (corresponding to pools) and n columns

(corresponding to items to be pooled), where entry (i, j) is 1 if item j is present in pool

i, 0 otherwise. The matrix Φ is called the design matrix, sensing matrix or measurement

matrix by various authors in the literature. In this document we only use the first two

names to designate Φ. An important property of a combinatorial pooling design is its

decodability d (also called disjunctness), which is the maximum number of ‘defectives’

it guarantees to reliably identify. Let w be a subset of the columns (pooled variables)

of the design matrix Φ and p(w) be the set of rows (pools) that contain at least one

variable in w: the matrix Φ is said to be d-decodable (d-disjunct) if for any choice of

w1 and w2 with |w1| = 1, |w2| = d and w1 6⊂ w2, we have that p(w1) 6⊆ p(w2).

In [30], we pool BACs using the combinatorial pooling scheme called Shifted

Transversal Design (STD) [44]. The combinatorial aspect resides in the fact that each

one of the variables (items) to be pooled is either present in a given pool or absent from it.

Transversality signifies that, for error-tolerance purposes, the rows of the design matrix

are organized into multiple redundant layers such that each pooled variable appears only

once in each layer, that is, a layer is a partition of the set of variables. Finally, shifted

refers to the way Reed-Solomon codes are constructed by a “shifted” pattern of 1-entries

in the binary design matrix.

STD is defined by parameters (n, q, L,Γ) where n is the number of variables to

be pooled, L is the number of layers of the design matrix, q is a prime number equal to

the number of pools in each layer and Γ is the compression level of the design. Thus, in

order to pool n variables, STD uses a total of m = q×L pools. The set of L pools defines

a unique pooling pattern for each variable which can be used to retrieve its identity. We

call this set of L integers the signature of the variable.
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The compression level Γ is defined to be the smallest integer such that qΓ+1 ≥ n.

STD has the desirable property that any two variables co-occur in at most Γ pools,

therefore by choosing a small value for Γ one can make STD pooling extremely robust

to errors. If we look at the columns of Φ as vectors, Γ gives the maximum inner

product between any two such vectors. In the compressed sensing literature, this value

is called the coherence of the sensing matrix and when small, Φ is said to be incoherent.

Incoherence is a valuable property to guarantee accurate sparse recovery [47]. In the

case of STD, Γ is related to the decodability of the design through the equation d =

b(L− 1)/Γc. Therefore, Γ can be seen as a trade-off parameter: the larger it is, the

more variables can be tested (up to qΓ+1), but fewer positives can be reliably identified

(up to b(L − 1)/Γc). For more details on the pooling scheme and its properties please

refer to [44].

In order to decode measurements obtained through STD (i.e., reconstruct the

sequence content of pooled BACs) we borrow ideas from compressed sensing (CS),

an area of signal processing that describes conditions and efficient methods for cap-

turing sparse signals from a small number of aggregated measurements [20]. These

measurements represent (linear) combinations of the components of the unknown sig-

nal. Unlike combinatorial group testing, in compressed sensing measurements can be

more general than boolean values, allowing recovery of hidden variables which are

real or complex-valued. Specifically, in CS we look for an unknown vector or signal

x = (x1, x2, . . . , xn) which is s-sparse, i.e., has at most s non-zero entries. We are given

a vector y = (y1, y2, . . . , ym) of measurements (m � n), which is the product between

the (known) design matrix Φ and the unknown vector x, that is y = Φx. Under certain

conditions on Φ, by using the measurements y, the assumption on the sparsity of x and

information encoded by Φ, it is possible to recover the original sparse vector x. The
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latter equation corresponds to the ideal case when the data is noise-free. In practice, if

the signal x is not as sparse as needed and if measurements are corrupted by noise, the

equation becomes y = Φx + ε. In CS theory there are two main approaches for solv-

ing the latter equation, namely linear programming (LP) decoding and greedy pursuit

decoding. Linear programming approaches find vector x with the smallest l1 norm by

solving the following convex optimization problem [6]

x∗ = argminx||x||1 s.t. ||Φx− y||2 ≤ ε (2.1)

where ε is the maximum amount of noise we are willing to tolerate. In order to guar-

antee unique recovery of the unknown signal x, this type of algorithms require that the

sensing matrix Φ is dense and satisfies the Restricted Isometry Property of order p or

RIP(p) (see Table 1 in Appendix for a definition of RIP) which is usually satisfied by

random matrices such as Bernoulli or Gaussian. Note that the STD matrix, although

deterministic, has good CS properties and satisfies RIP(2) [11]. LP -based approaches

have the advantage that they require a small number of measurements and are generally

resilient to measurement errors.

Greedy pursuit algorithms have faster decoding time than LP-based approaches,

frequently sub-linear in the length of x (for specific matrices). Their main disadvan-

tages is that they usually require a slightly larger number of measurements and do not

offer the same uniformity and stability guarantees as LP decoding. Greedy pursuits are

iterative algorithms which proceed in a series of steps: (1) identify the locations of the

largest coefficients of x by greedy selection, (2) estimate their values, (3) update y by

subtracting the contribution of estimated values from it, and iterate (1-3) until some

convergence criterion is met. Usually O(s) iterations, where s is the sparsity of x, suffice

[47]. Updating y amounts to solving a least squares problem in each iteration.
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The most well known greedy decoding algorithm is Orthogonal Matching Pur-

suit (OMP) [46], which has spawned many variations. In OMP, the greedy rule selects

in each iteration the largest coordinate of ΦTy, i.e., the column of Φ which is the most

correlated with y. In this document, we are interested in a variant of OMP called Si-

multaneous Orthogonal Matching Pursuit (S-OMP). S-OMP is different from OMP in

that it approximates multiple sparse signals x1,x2, . . . ,xK simultaneously by using mul-

tiple linear combinations, y1,y2, . . . ,yK , of the sensing matrix Φ [47]. The unknown

signals {xk}k∈{1,··· ,K} as well as measurement vectors {yk}k∈{1,··· ,K} can be represented

by matrices X ∈ Rn×K and Y ∈ Rm×K . Intuitively, by jointly exploiting information

provided by Y, S-OMP is able to achieve better approximation error especially when the

signals to be approximated are corrupted by noise which is not statistically independent

[47].

The mapping from the CS setting into our problem follows naturally and we

give here a simplified and intuitive version of it. The detailed model will be introduced

in the next section. The variables to be pooled are BAC clones. Each column of the

design matrix corresponds to a BAC to be pooled and each row corresponds to a pool.

For each read r (to be decoded) there is an unknown s-sparse vector x which represents

at most s BACs which could have generated r. The vector of measurements y (frequency

vector) of length m gives for each read r, the number of times r appears in each of the

m pools. The use of numerical measurements (read counts) rather than boolean values

indicating the presence or the absence of r from a pool is in accordance with CS theory

and offers additional valuable information for decoding. To carry out the latter, we use a

S-OMP style algorithm but replace the greedy selection rule by a list recovery criterion.

Briefly, we obtain a list of candidate BACs for read r as those columns of Φ whose

non-zero coordinates consistently correspond to the heaviest-magnitude measurements
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in each layer of y [34]. This allows for a finer-grained usage of the values of y on a layer-

by-layer basis rather than as a whole. Additionally, by requiring that the condition

holds for at least l layers with l ≤ L, one can make the algorithm more robust to the

noise in vector y.

2.4 Decoding Algorithms

In this section, we present our decoding algorithms that assign reads back to

the BACs from which they were derived. Recall that we have n BACs pooled into m

pools according to STD and each BAC is pooled in exactly L pools. The input data to

the decoding algorithm consists of (1) m datasets containing the reads obtained from

sequencing the m pools, and (2) the parameters of the pooling design, including the

signatures of all n BACs. We will assume that each read r may originate from up to

s BACs with s � n; ideally, we can make the same assumption for each k-mer of r (a

k-mer is a substring of r of length k), provided that k is ‘large enough’. In practice,

this will not be true for all k-mers (e.g., some k-mers are highly repetitive), and we will

address this issue later in this document.

We start by preprocessing the reads to correct sequencing errors in order to

improve the accuracy of read decoding. For this task, we employ SGA [41] which

provides three different error-correction methods, k-mer based, read overlap-based and

a hybrid one. We choose the k-mer based error correction method since later on we

split our reads into k-mers as well and the correction of k-mers helps to greatly reduce

their number and consequently the size of the hash table used to store them. Sga’s

error correction requires building the FM index on a pre-processed set of reads where

the ambiguous bases (N’s) have been randomly flipped to one of the four DNA bases.
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After the application of SGA, there still remains a small proportion of erroneous k-mers,

which we discard because they will likely introduce noise in the decoding process.

An advantage of pooled sequencing is that erroneous k-mers are easy to identify

because they appear in fewer than L pools. To be conservative, we only discard k-

mers appearing in fewer than γ pools where γ ≤ L is a user-defined parameter (see

Section 2.5.1 for details on the choice of this parameter). The closer γ is to L the more

likely it is that a k-mer that appears in γ pools is correct, but missing from the remaining

L−γ pools due to sequencing errors. Henceforth, we will call a k-mer valid if it appears

in a number of pools in the range [γ, sL] where s is the sparsity parameter. Any k-mer

occurring in more than sL pools is considered highly repetitive, and will likely not be

useful in the decoding process. The decoding algorithm we employ can safely ignore

these repetitive k-mers.

To carry out the decoding, we decompose the reads into their constituent k-

mers and then determine, for each k-mer, in which of the m pools it appears and how

many times. We note here that the problem of establishing when a read occurs in a

pool and finding the number of such occurrences does not have a clear answer and most

importantly is computationally intractable when there are hundreds of millions of error-

corrupted reads. We have already tried the suffix-prefix overlap approach without much

success. For these reasons, we proceed by breaking the reads into their constitutive

k-mers and reason at the level of the k-mers rather than entire reads. Specifically, we

decompose all SGA-corrected reads into k-mers by sliding a window of length k (there

are |r| − k + 1 such windows for each read r). For each distinct k-mer, we count the

number of times it appears in each of the m pools, and store the sequence of the k-mer

along with its vector of m counts into a hash table. We refer to the vector of counts of

a k-mer as its frequency vector.
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We are now ready to apply our CS-style decoding algorithm. We are given a

large number of reads divided into m sets (pools). For each read r, we want to determine

which of the n BACs is the source. Since we decomposed r into its constitutive k-mers,

we can represent the pool counts of all its k-mers by a frequency matrix Yr. Matrix Yr

is a non-negative integer matrix where the number of columns is equal to the number

Kr of k-mers in r, the number of rows is equal to the number m of pools, and entry

(i, j) reports the number of times the jth k-mer of r appears in pool i. The input to

the decoding algorithm for read r is given by (1) the frequency matrix Yr, (2) the

STD design matrix Φ ∈ {0, 1}m×n, and (3) the maximum number s of BACs which

could have generated r. To decode r means to find a matrix Xr ∈ Zn×Kr such that

Xr = argminX||ΦX−Yr||2 with the constrain that Xr is row-sparse, i.e., it has at most

s non-zero rows (one for each source BAC). In what follows, unless otherwise specified,

the discussion is at the level of individual reads and we drop the subscript r to simplify

notation.

Since finding the source BACs for a read is sufficient for our purposes, we can

reduce the problem of finding matrix X to the problem of finding its row support S(X),

which is the union of the supports of its columns. The support Supp(X:,j ) of a column j

of X is the set of indices i such that Xi,j 6= 0. In our case, the non-zero indices represent

the set of BACs which generated the read (and by transitivity its constitutive k-mers).

Since this set has cardinality at most s, in the ideal case, X is row-sparse with support

size at most s. In practice, the same k-mer can be shared by multiple reads and therefore

the number of non-zero indices can differ from s. By taking a conservative approach, we

search for a good s-sparse approximation of S(X), whose quality we evaluate according

to the definition below. This definition is also the criteria we use the evaluate the

accuracy of our results (see experimental evaluation section below).
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Definition: A non-empty set S is good for X if for any column j of X, we

have S ⊂ Supp(X:,j ).

Our decoding Algorithm 1 finds S for each read r by iterating over two steps,

Estimate and Aggregate, which are explained next.

Algorithm 1: FindSupport (Φ,Y, h, s)

Input : STD matrix Φ ∈ {0, 1}m×n, frequency matrix Y ∈ Nm×k for r;

h ≤ q, the number of entries per layer considered by list recovery;

sparsity parameter s

Output: Set S of BAC indexes for read r

1 S0 ← ∅

2 R0 ← Y // residual frequency matrix

3

4 for t← 1, 2, · · · do

5 X̃t ← Estimate(Φ,Rt−1, h) // uses list recovery decoding

6 S ← Aggregate(X̃t, s) // uses thresholding on the rows of

X̃t

7 St ← St−1 ∪ S // update index set

8 Rt ← Y − PtY // update residual

// Pt projector onto the span of the columns of Φ indexed

by St

9 if done then

10 return St

Estimate (Algorithm 2) is a S-OMP style algorithm in which multiple candi-
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date BACs are selected. Whereas the S-OMP algorithm selects one BAC per iteration

as the column of Φ most correlated (inner product) with all the columns of Y, our algo-

rithm employs a list recovery criterion to obtain an approximation X̃ of X. Specifically,

for each column y of Y and for each layer l ∈ [1, . . . , L], we select a set Sl of candidate

pools for that layer as follows. We choose set Sl by considering the h highest-magnitude

coordinates of y in layer l and selecting the corresponding pools. BACs whose signature

pools belong to all L sets Sl are kept while the rest of them are discarded, i.e., their

X̃-entries are set to zero. Finally, for the BACs that are not filtered out, the X̃-entry

value is a min-count estimate. The value of h should be chosen to be Θ(s): h = 3s is

sufficient even for noisy data [34].

We note here that the OMP selection criteria would be quite different

X̃b,k ← minΦl,b=1Yl,k (2.2)

for the min or

X̃b,k ← medianΦl,b=1Yl,k (2.3)

for the median, where indices b, k and l iterate over BACs, k-mers and pools

respectively.

Next, the Aggregate algorithm (Algorithm 3) determines S for each read

r by computing a score for each BAC. Based on the computed scores, we select and

return all BACs whose score is above a certain threshold T as the final support S of X.

Read r is then assigned to all the BACs in S. The scoring function we employ for each

BAC b is the number of k-mers “voting” for b, i.e., having a frequency of at least τ in

each pool in the signature of b. The value we used for τ is given in Section 2.5. If we
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Algorithm 2: Estimate(Φ,Y, h)

Input : STD matrix Φ ∈ {0, 1}m×n, frequency matrix R ∈ Nm×k

parameter h

Output: An approximation X̃ to X

// Recall that Φ has L layers with q pools in each layer

// For a column φ of Φ, denote by φ[l]i the ith entry in layer

l

1 X̃← 0

2 for i = 1, . . . , k do // for each column of R

3 r ← R(:,i), the ith column of R

4 for l = 1, . . . , L do // for each layer of r

5 Let Sl ⊂ [q] be the top h heaviest magnitude counts of r[l]

6 for b = 1, . . . , n do // for each bac

7 layersMatched← 0

8 φ← Φ(:,b), the bth column of Φ

9 for l = 1, . . . , L do // for each layer of φ

10 if the unique i such that φ[l]i = 1 belongs to Sl then

11 layersMatched← layersMatched + 1

12 if layersMatched = L then

13 X̃b,k ← minφp=1{rp}

14 return X̃
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consider the rows of X̃ as vectors of length k, our scoring function is simply the l0 norm

of these vectors, after zeroing out all the entries smaller than τ . We also experimented

with l1 and l2 norms without observing significant improvements in the accuracy of read

assignments. Norms l0, l1 or l2 could also be applied to the vectors of minimum or

median count values as computed by OMP (see Equations 2.2 and 2.3 above).

Algorithm 3: Aggregate(X̃, s)

Input : X̃, thresholds τ , T

Output: Support set S

1 S← ∅

2 for b = 1, . . . , n do // for each bac

3 score(b)← |{k : X̃b,k ≥ τ}|

4 if score(b) ≥ T then

5 S← S ∪ b

6 return S

Observe that algorithms FindSupport, Estimate and Aggregate process

one read at a time. Since there is no dependency between the reads, processing multiple

reads in parallel is trivial. However, better total running time, improved decoding

accuracy as well as a smaller number of non-decodable reads can be achieved by jointly

decoding multiple reads at once. The idea is to use additional sources of information

about the reads, namely (1) read overlaps and (2) mate-pair information. For the

former, if we can determine clusters of reads that are mutually overlapping, we can then

decode all the reads within a cluster as a single unit. Not only this strategy increases the

decoding speed, but it also has the potential to improve the accuracy of read assignments
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because while some of the reads in the cluster might have sequencing errors, the others

might be able to ‘compensate’. Thus, we can have more confidence in the vote of high-

quality shared k-mers. There is, however, the possibility that overlaps are misleading.

For instance, overlaps between repetitive reads might lead one to assign them to the

same cluster while in reality these reads belong to different BACs. To reduce the impact

of this issue we allow any read that belongs to multiple clusters to be decoded multiple

times and take the intersection of the multiple assignments as the final assignment for

the read. If a read does not overlap any other read (which could be explained due to the

presence of several sequencing errors) we revert to the single read decoding strategy. In

order to build the clusters we compute all pairwise read overlaps using SGA [41], whose

parameters are discussed in Section 2.5.

In order to apply FindSupport on a cluster c of reads, we need to gather the

frequency matrix Yc for c. Since the total number of k-mers within a cluster can be

quite large as the clusters themselves can be quite large, and each k-mer can be shared

by a subset of the reads in the cluster, we build Yc on the most frequently shared valid

k-mers in the cluster. Our experiments indicate that retaining a number of k-mers equal

to the numbers of k-mers used in the decoding of individual reads is sufficient. When

reads within a cluster do not share a sufficient number of valid k-mers, we break the

cluster into singletons and decode its reads individually. We denote by µ the minimum

number of valid k-mers required to attempt decoding of both clusters and individual

reads. The choice of this parameter is also discussed in Section 2.5.

If reads are sequenced as paired-ends (PE), we can also use mate pair infor-

mation to improve the decoding. The mate resolution strategy (MRS) we employ is

straightforward. Given a PE read r, (1) if the assignment of one of the mates of r is

empty, we assign r to the BACs of the non-empty mate; (2) if both mates of r have
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BAC assignments and the intersection of these assignments is non-empty, we assign r

to the BACs in the intersection; (3) if both mates of r have BAC assignments and their

intersection is empty, we discard both mates. In what follows, we will use RBD to refer

to the read based-decoding and CBD to refer to the cluster-based decoding versions of

our algorithm. CBD with MRS is summarized in Algorithm 4.

Algorithm 4: ClusterFindSupport(Φ, C, {Yc}c∈C , h, s)
Input : STD matrix Φ ∈ {0, 1}m×n, set C of all read clusters

frequency matrix Yc for each cluster c ∈ C

parameters h, s

Output: Set Sr of BAC indexes for each read r

1 for each cluster c ∈ C do

2 Sc ←FindSupport(Φ,Yc, h, s) // RBD algorithm

3 for each read r ∈ c do

4 if Sr = ∅ then Sr ← Sc

5 else Sr ← Sr ∩ Sc // consensus of all assignments to r

// Mate Resolution Strategy (MRS)

6 for each PE read (r1, r2) do

7 if Sr1 = ∅ then Sr1 ← Sr2

8 if Sr2 = ∅ then Sr2 ← Sr1

9 if Sr1 6= ∅ and Sr2 6= ∅ then

10 Sr1,r2 ← Sr1 ∩ Sr2

11 if Sr1,r2 6= ∅ then Sr1 ← Sr1,r2 ; Sr2 ← Sr1,r2
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2.5 Experimental Results

While our algorithms can be used to decode any set of DNA samples pooled

according to STD, in this document, we evaluate their performance on sets of BAC

clones selected in such a way that they cover the genome (or a portion thereof) with

minimum redundancy. In other words, the BACs we use form a minimum tiling path

(MTP) of the genome. The construction of an MTP for a given genome requires a

physical map, but both are well-known procedures and we will not discuss them here

(see, e.g., [18] and references therein). Once the set of MTP BAC clones has been

identified, we (1) pool them according to STD, (2) sequence the resulting pools, (3) apply

our decoding algorithm to assign reads back to their source BACs. Step (3) makes it

possible to assemble reads BAC-by-BAC, thus simplifying the genome assembly problem

and increasing the accuracy of the resulting BAC assemblies [30].

Recall that CS decoding requires the unknown assignment vector x to be s-

sparse. Since we use MTP BAC clones, if the MTP was truly a set of minimally over-

lapping clones, setting s equal to 2 would be sufficient; we set it equal to 3 instead

to account for imperfections in the construction of the MTP and to obtain additional

protection against errors. Please refer to figure 1.1 in Chapter 1 for an illustration of the

three cases (read belongs to one BAC, two BACs or three BACs) we deal with during

decoding, and how they affect our STD parameter choice.

Next, we present experimental evaluations where we pool BAC clones using

the following STD parameters. Taking into consideration the need for a 3-decodable

pooling design for MTP BACs, we choose parameters q = 13, L = 7 and Γ = 2, so

that m = qL = 91, n = qΓ+1 = 2197 and d = b(L− 1)/Γc = 3. In words, we pool

2197 BACs in 91 pools distributed in 7 layers of 13 pools each. Each BAC is pooled in
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exactly 7 pools and each pool contains qΓ = 169 BACs. Recall that we call the set of L

pools to which a BAC is assigned the BAC signature. In the case of STD, any two-BAC

signatures can share at most Γ = 2 pools and any three-BAC signatures can share at

most 3Γ = 6 pools. For an illustration of BAC signatures for STD (2197,13,7,2) please

refer to Figures 1, 2 and 3 in the appendix.

2.5.1 Simulation results on the rice genome

To simulate our combinatorial pooling protocol and subsequent decoding, we

used the genome of rice (Oryza sativa) which is about 390 Mb and fully sequenced. We

started from an MTP of 3,827 BAC clones selected from a real physical map library

for rice of 22,474 clones. The average BAC length in the MTP was ≈ 150kB. Overall

the clones in the MTP spanned 91% of the rice genome. We pooled a subset of 2,197

of these BACs into 91 pools according to the pooling parameters defined above. The

resulting pools were ‘sequenced’ in silico using SimSeq, which is a high-quality short

read simulator used to generate the synthetic data for Assemblathon [17]. SimSeq uses

error profiles derived from real Illumina data to inject “realistic” substitution errors. For

each pool, we generated 106 PE reads of 100 bases each with an average insert size of

300 bases. A total of 200M usable bases gave an expected ≈ 8× sequencing depth for a

BAC in a pool. As each BAC is present in 7 pools, this is an expected ≈ 56× combined

coverage before decoding. After decoding however, since a read can be assigned to more

than one BAC, the actual average BAC sequencing depth became 91.68× for RBD, 93×

for CBD and 97.91× for CBD with MRS.

To simulate our current workflow, we first performed error-correction on the

synthetic reads using SGA [41] with k-mer size parameter k = 26. Then, the hash table

for k = 26 was built on the corrected reads, but we only stored k-mers appearing in at
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least γ = 3 pools. Due to the error-correction preprocessing step and the fact that we

are discarding k-mers with low pool count, the hash table was relatively small (about

30GB).

In order to objectively evaluate and compare the performance of our decoding

algorithms, we first had to precisely define the ‘ground truth’ for simulated reads. An

easy choice would have been to consider ‘true’ only the single BAC from which each

read was generated. However, this notion of ground truth is not satisfactory: for in-

stance, since we can have two or three BACs overlapping each other in the MTP, reads

originating from an overlap region are expected to be assigned to all the BACs involved.

In order to find all the BACs that contain a read, we mapped all synthetic reads (error-

free version) against the BAC primary sequences using Bowtie [28] in stringent mode

(paired-end end-to-end alignment with zero mismatches). The top three paired-end

hits returned by Bowtie constituted the ground truth against which we validated the

accuracy of the decoding.

In our experiments we observed that although the majority of the reads are

assigned to 1–3 BACs, due to the repetitive nature of the genome, a small fraction

(≈ 1%) can be correctly assigned to more than 3 BACs. To account for this, rather

than sorting BAC scores and retaining the top 3, we decided to assign a read to all

BACs whose score was above a certain threshold. Figure 2.1 shows the precision-recall

curve when we vary the BAC score threshold T (see Algorithm 3 above) from 0 (retain

all BACs with a positive score) to 0.95 (retain all BACs whose score was at least 0.95Kr).

Recall that the score function we are using is the l0 norm, so we are effectively asking

that at least 95% of the k-mers ‘vote’ for a BAC. As expected, CBD with MRS gave

better precision that RBD alone but triggered the recall to drop quite sharply with

32



75 80 85 90 95 100
70

75

80

85

90

95

100

   0
0.25

0.35

 0.5

0.65

0.75

0.85

0.95

   0

0.25
0.35

 0.5

0.65

0.75

0.85

0.95

precision

re
c
a

ll

 

 

RBD RBD+MRS

Figure 2.1: Precision-recall curve for different values of the BAC score threshold.

increasing threshold values.

In the experiments we report next we retained for each read all BACs whose

score was at least 0.5Kr. Figure 2.2 shows the distribution of the number of reads

assigned to 0, 1, 2, 3 and 4 or more BACs for both rice and barley.

Table 2.1 summarizes and compares the decoding performance of our algo-

rithms. The first row of the table reports the performance of an ‘ideal’ method that

always assigns each read to its original source BAC. The next four rows summarize

(1) the performance of HashFilter [30] with default parameters; (2) our read-based

decoding (RBD); (3) our cluster-based decoding (CBD); (4) our cluster-based decoding

with mate resolution strategy (CBD + MRS). For all three versions of the decoding

algorithm we used parameters h = bq/2c = 6 and τ = 1.

To build clusters, we require a minimum overlap of 75 bases between two reads

and a maximum error rate of 0.01 (SGA parameters). The resulting clusters contained
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Figure 2.2: Distribution of read-BAC assignments for rice and barley.

on average about 5 reads. Our methods make a decoding decision if a read (or cluster)

contains at least µ = 15 valid k-mers. The columns in Table 2.1 report the percentage

of reads assigned to the original source BAC, precision (defined as TP/(TP + FP )

where TP is the number of true positive BACs across all decoded reads; FP and FN

are computed similarly), recall (defined as TP/(TP + FN)), F-score (harmonic mean

of precision and recall) and the percentage of reads that were not decoded. Observe

that the highest precision is achieved by the cluster-based decoding with MRS, and the

highest recall is obtained by Hashfilter. In general, all methods are comparable from

the point of view of decoding precision and recall. In terms of decoding time, once the

hash table is built (≈ 10h on one core), RBD takes on average 14.03s per 1M reads and

CBD takes on average 33.46s per 1M clusters. By comparison, Hashfilter [30] takes

about 30s per 1M reads. These measurements were done on 10 cores of an Intel Xeon

X5660 2.8 GHz server with 12 cores and 192 GB of RAM.
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Mapped to source BAC Precision Recall F-score Not decoded

Perfect decoding 100.00% 98.11% 49.62% 65.90% 0.00%

Hashfilter [30] 99.48% 97.45% 99.28% 98.36% 16.25%

RBD 98.05% 97.81% 97.46% 97.64% 14.58%

CBD 97.23% 97.74% 96.35% 97.04% 12.58%

CBD + MRS 96.60% 97.89% 95.58% 96.72% 7.09%

Table 2.1: Accuracy of the decoding algorithms on synthetic reads for the rice genome
(see text for details). All values are an average of 91 pools. Boldface values highlight
the best result in each column (excluding perfect decoding).

As a more meaningful measure of decoding performance, we assembled the set

of reads assigned by each method to each BAC. We carried out this step using Velvet

[54] for each of the 2,197 BACs, using a range of l-mer from 25 to 79 with an increment

of 6, and chose the assembly that achieved the highest N501. Table 2.2 reports the

main statistics for the assemblies: percentage of reads used by Velvet in the assembly,

number of contigs (at least 200 bases long) of the assembly, value of N50, ratio of the

sum of all contigs sizes over BAC length, and the coverage of the BAC primary sequence

by the assembly. All reported values are averages over 2,197 BACs. We observe that

our decoding algorithms lead to superior assemblies than Hashfilter’s. In particular,

the N50 and the average coverage of the original BACs are both very high, and compare

favorably with the statistics for the assembly of perfectly decoded reads.

The discrepancy between similar precision/recall figures but quite different

assembly statistics deserves a comment. First, we acknowledge that the way we compute

precision and recall by averaging TP , FP and FN across all decoded reads might not

1The N50 is the contig length such that at least half of the total bases of a genome assembly are
contained within contigs of this length or longer.
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be the best way of measuring the accuracy of the decoding. Taking averages might not

accurately reflect mis-assignments at the level of individual reads. Second, our decoding

algorithms make a better use of the k-mer frequency information than HashFilter,

and, at the same time, take advantage of overlap and mate pair information, which is

expected to result in more reads decoded and more accurate assemblies.

Reads used # of contigs N50 Sum/size BAC coverage

Perfect decoding (ideal) 97.1% 4 136,570 107.4 87.1%

Hashfilter [30] 95.0% 24 52,938 93.8 76.2%

RBD 96.5% 20 46,477 90.0 81.1%

CBD 97.3% 22 53,097 93.8 84.7%

CBD + MRS 97.0% 11 103,049 97.0 82.9%

Table 2.2: Assembly results for rice BACs for different decoding algorithms (see text
for details). All values are an average of 2197 BACs. Boldface values highlight the best
result in each column (excluding perfect decoding).

2.5.2 Results on the barley genome

We have also collected experimental results on real sequencing data for the

genome of barley (Hordeum vulgare), which is about 5,300 Mb and at least 95% repet-

itive. We started from an MTP of about 15,000 BAC clones selected from a subset of

nearly 84,000 gene-enriched BACs for barley (see Chapter 1 for more details). We di-

vided the set of MTP BACs into seven sets of n = 2197 BACs and pooled each set using

the STD parameters defined above. In this chapter, we report on one of these seven sets,

called HV3 (the average BAC length in this set is about 116K bases). The 91 pools in

HV3 were sequenced on one flow cell of the Illumina HiSeq2000 by multiplexing 13 pools
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on each lane. After each sample was demultiplexed, we quality-trimmed and cleaned

the reads of spurious sequencing adapters and vectors. We ended up with high quality

reads of about 87–89 bases on average. The number of reads in a pool ranged from

4.2M to 10M, for a grand total of 826M reads. We error-corrected and overlap-clustered

the reads using SGA (same parameters as for rice). The average cluster size was about

26 reads. Computing pairwise overlaps took an average of 217.60s per 1M reads on 10

cores. The hash table for k = 26 (after discarding k-mers appearing in fewer than γ = 3

pools) used about 26GB of RAM. After decoding the reads to their BAC, we obtained

an average sequencing depth for one BAC of 409.2×, 382.2× and 412.8× for RBD, CBD

and CBD + MRS, respectively. The average running time was 10.25s per 1M reads for

RBD and 82.12s per 1M clusters for CBD using 10 cores.

The only objective criterion to asses the decoding performance on barley genome

is to assemble the reads BAC-by-BAC and analyze the assembly statistics. We used

Velvet with the same l-mer choices as used for rice. Table 2.3 summarizes the statis-

tics for the highest N50 among those l-mer choices. As before, rows corresponds to the

various decoding methods. Columns show (1) percentage of reads used by Velvet in

the assembly, (2) number of contigs (at least 200 bases long), (3) value of N50, (4) ratio

of the sum of all contigs sizes over estimated BAC length, (5) the number of barley

known unigenes observed in the assemblies, and (6) the coverage of observed unigenes.

Observe that, out of a total of 1,471 known unigenes expected to be contained in these

BACs, a large fraction are reported by all assemblies. However, cluster-based decoding

appears to generate significantly longer contigs than the other methods.
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Reads used # contigs N50 Sum/size # obs unigenes % coverage

Hashfilter [30] 83.6% 101 8,190 96.7% 1,433 92.9%

RBD 85.7% 54 14,419 101.0% 1,434 92.4%

CBD 92.9% 54 13,482 94.5% 1,436 92.6%

CBD + MRS 94.3% 50 26,842 126.8% 1,434 92.5%

Table 2.3: Assembly results for barley BACs for different decoding algorithms. All
values are an average of 2197 BACs. Boldface values highlight the best result in each
column. Column “% coverage” refers to the coverage of known unigenes by assembled
contigs.

2.6 Conclusions

In this chapter, we have presented a novel modeling and decoding approach

for pooled sequenced reads obtained from protocols for de novo genome sequencing, like

the one proposed in [30]. Our algorithm is based on the theory of compressed sensing

and uses ideas from the decoding of error-correcting codes. It also effectively exploits

overlap and mate pair information between the sequencing reads. Experimental results

on synthetic data from the rice genome as well as real data from the genome of barley

show that our method enables significantly higher quality assemblies than the previous

approach, without incurring higher decoding times.
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Chapter 3

Scrible: Ultra-Accurate

Correction of Pooled Sequenced

Reads

3.1 A pooling-based approach to the problem of sequenc-

ing errors in NGS data

In the previous chapters we showed how to take advantage of combinatorial

pooling (also known as group testing) for clone-by-clone de-novo genome sequencing [30,

16]. In our sequencing protocol, subsets of non-redundant genome-tiling BACs are

chosen to form intersecting pools, then groups of pools are sequenced on an Illumina

sequencing instrument via standard multiplexing (barcoding). Sequenced reads can be

assigned to specific BACs by relying on the structure of the pooling design: since the

identity of each BAC is encoded within the pooling pattern, the identity of each read

is similarly encoded within the pattern of pools in which it occurs. Finally, BACs
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are assembled individually, simplifying the problem of resolving genome-wide repetitive

sequences. An unforeseen advantage of our sequencing protocol is the potential to correct

sequencing errors more effectively than if DNA samples (BACs) were not pooled. This

chapter investigates to what extent our protocol enables such error correction. Due to

obvious needs in high-throughput sequencing technology applications, including de-novo

assembly, the problem of correcting sequencing errors in short reads has been the object

of intense research. Below, we review some of these efforts, noting that our approach is

substantially different, due to its original use of pooling design.

3.2 Related work

Most error correction methods take advantage of the high sequencing depth

afforded by second-generation sequencing technology to detect erroneous base calls. For

instance, Shrec [39] carries out error correction by building a generalized weighted

suffix tree on the input reads, where the weight of each tree node depends on its coverage

depth. If the weight of a node deviates significantly from the expectation (computed

analytically assuming uniform genome coverage), the substring corresponding to that

node is corrected to one of its siblings, if possible. Hitec [24] builds the suffix array of

the set of reads and uses the longest common prefix information to count how many times

short substrings are present in the input. These counts are used to decide the correct

nucleotide following each substring. Hitec was recently superseded by Racer [25],

from the same research group, which improves the time- and space-efficiency by using a

hash table instead of a suffix array.

Sga [41], Reptile [52] and Quake [26] are all based on k-mer decomposition

of the reads. Sga uses a simple frequency threshold to separate “trusted” k-mers from
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“untrusted” ones, then performs base changes if they make untrusted k-mers become

trusted. Reptile also determines trusted k-mers from the input reads (the k-spectrum),

then corrects the reads so that they only contain k-mers from the spectrum. More

specifically, it builds a k-mer tiling across reads, then corrects erroneous k-mers based

on contextual information provided by their trusted neighbor in the tiling. Quake

uses a coverage-based cutoff to determine erroneous k-mers, then corrects the errors by

applying the set of corrections that maximizes a likelihood function. The likelihood of

a set of corrections is defined by taking into account the error model of the sequencing

instrument and the specific genome under study.

Other methods are based on multiple sequence alignments. For example,

Coral [38] builds a multiple alignment for clusters of short reads, then corrects er-

rors by majority voting.

3.3 Preliminaries

In what follows we are going to present our approach to read error correction

dubbed Scrible for ”signature crible” where ”crible” is the French word for ”sieve”.

We deal with reads, short strings over the alphabet Σ = {A,C,G, T}. Given a

read r, a k-mer α is any substring of r of length k, i.e., |α| = k. Also, a BAC (clone) is

a 100–150kb fragment of the target genome replicated in E. coli.

3.3.1 Pooling Design

After identifying the BACs to be sequenced (see Chapter 1 for more details), we

pool them according to a scheme that allows us to decode (assign) sequenced reads back

to their corresponding BACs. The design of a pooling scheme reduces to the problem
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of building a d-disjunct or d-decodable matrix Φ where columns correspond to BACs to

be pooled and rows correspond to pools. See Section 2.3 in Chapter 2 for a definition of

d-decodability. Intuitively, the d parameter represents the maximum number of positive

variables that are guaranteed to be identified by the pooling design when negative and

positive variables are pooled and tested together.

We pool BACs using the combinatorial pooling scheme called Shifted Transver-

sal Design (STD) [44]. See Section 2.3 in Chapter 2 for a brief description of this pooling

design and its parameters. For more details on its properties, please refer to [44].

3.3.2 Read decoding

As the read decoding problem has already been introduced in Chapters 1 and 2

(references [30] and [16]), here we only provide a brief overview to motivate the necessity

of correcting reads before decoding them.

Given a set of pools P and a set of BACs B, the signature for a BAC b ∈ B is

the mapping that associates b to a set A ⊂ P of pools of size |A| = L. Given a set Rp

of reads for each pool p ∈ P, the read decoding problem is to use the BAC signatures

to determine, for each read r ∈ Rp, the BAC(s) from which r originated. Note that Rp

usually contains tens of millions of reads.

In Chapter 1 we describe a combinatorial algorithm to solve the read decoding

problem, while in Chapter 2 we propose a compressed sensing approach. In both cases,

we first decompose reads into their constituent k-mers and compute, for each k-mer, the

number of times it occurs in each pool (the k-mer frequency vector). The read decoding

problem becomes harder as the number of sequencing errors increases. All the k-mers

overlapping a single sequencing error are corrupted, and this changes their frequency

vectors, in turn introducing “noise” in the decoding process. If these corrupted k-mers
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happen to be unique, the error is easy to recognize, as the frequency vectors will have

a single non-zero count. However, consider two k-mers that originate from the same

position in the genome and contain one error each: the probability that their sequence

is identical is (3k)−1, which is not that unlikely when dealing with billions of k-mers. For

repetitive k-mers, the situation is even worse, as the probability of the same corrupted

k-mer appearing in multiple reads is substantial.

3.4 Methods

In our algorithm, any k-mer occurring in a number of pools smaller than L is

considered erroneous and we will attempt to correct it. This approach assumes that our

DNA samples are covered by a sufficient number of reads, so that each genomic location

is covered by several correct k-mers (mixed with a few corrupted k-mers). In practice,

the depth of sequencing is not uniform and may vary significantly along the genome.

When it is particularly low, it is possible for a correct k-mer to appear in fewer than L

pools.

3.4.1 Indexing k-mers

For each pool p ∈ P, we slide a window of size k on each read r ∈ Rp of

length at least k, resulting in |r| − k + 1 k-mers. We then build the function poolcount :

Σk × P → N and store it in a hash table, where poolcount(α, p) is the number of times

k-mer α (or its reverse complement, we choose the smallest of the two in lexicographic

order as the representative) appears in pool p.

We also define three additional functions, namely pools: Σk → 2P , such that

pools(α) is the set of pools where k-mer α appears at least once; count : Σk → N, such
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that count(α) is the total number of times α appears in any of the pools; bacs: Σk → 2B,

such that bacs(α) is the set of BACs corresponding to pools(α), i.e., the BACs whose

signature is included in pools(α). Observe that pools(α) = {p ∈ P : poolcount(α, p) > 0},

count(α) =
∑

p∈P poolcount(α, p), and that bacs(α) can be determined by matching

pools(α) against the set of all BAC signatures (e.g., by means of a trie data structure

for efficiency). As a consequence, we do not need to explicitly encode these functions.

All three functions can be built in time O(nk), where n is the input size, and space

O((k + |P|)U), where U is the total number of unique k-mers.

3.4.2 Identification and correction of sequencing errors

The advantage of the pooling design in our sequencing protocol is that any

k-mer α such that pools(α) = {p} (i.e., α occurs in just one pool), and even more so

if poolcount(α, p) = 1, is likely to contain sequencing error(s). While we focus on these

low-frequency k-mers to find errors, it turns out that they are responsible for the large

majority of the entries in the hash table thus negatively affecting memory requirements.

The solution is to not include them in the hash table when processing the reads to save

space. Then, during the error correction step, any k-mer not found in the hash table is

assumed to be incorrect. Specifically, the hash table does not contain k-mers appearing

in fewer than l pools, where 1 ≤ l < L is a user-defined parameter. At the other end, a

k-mer α is deemed repetitive if |pools(α)| > h, where h is another user-defined parameter

such that dL < h ≤ qL.

After building the hash table of k-mers appearing in at least l pools, we scan

the reads again. If a k-mer α belonging to the current read r is not in the hash table, we

attempt to correct it by changing the nucleotide at either its first or its last position into

the other three possible nucleotides (we discuss below how to determine the position).
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The three variants are searched in the hash table: if only one is present, then it is the

correct version of α, assuming that α contains only one error. If multiple variants of

α are instead found in the hash table, choosing among them becomes more difficult.

Therefore, we need to analyze the entire read r to which α belongs. For any correct

k-mer β belonging to r, we expect pools(β) to equal one BAC signature or the union

of up to d BAC signatures. Furthermore, any other correct k-mer γ in r should satisfy

pools(γ) = pools(β), or pools(γ) ∩ pools(β) should equal a BAC signature. The second

condition takes into account the case when a portion of r originates from the overlapping

region between BACs.

Given a read r, let C = α1, α2, . . . , α|r|−k+1 be the set of its k-mers in left to

right order, i.e., α1 = r[1, k], α2 = r[2, k+1], etc. We define a correct set (or c-set) C′ as

a maximal contiguous subset of C such that all k-mers in C′ are either repetitive or all

“share” the same BAC signature or the union of up to d BAC signatures. In Figure 3.1

the c-sets are colored with blue and red.

If r has only one non-empty c-set C′, we can use C′ as a starting point to

correct the remaining k-mers. Any c-set C′ contains at least one border k-mer αi such

that αi−1 6∈ C′ when i > 1 (or αi+1 6∈ C′ when i < |r|−k+1). Without loss of generality,

assume αi−1 6∈ C′. The c-set is “interrupted” at position i because r[i−1] is a sequencing

error. Thus, we can attempt to change r[i − 1] to any of the other three nucleotides,

and search the variant k-mer α′i−1 in the hash table. If bacs(α′i−1) match the shared

signature in the c-set C′, we add α′i−1 to C′ and let it become the new border k-mer:

we have found the right correction for nucleotide r[i − 1]. We then repeat the process

of extending C′ by correcting the k-mer preceding its new border k-mer (of course, the

one correction we just made might actually suffice to correct multiple k-mers, up to k of

them, in fact). This iterative process continues until C′ has been extended all the way,
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Figure 3.1: An illustration of our error correction strategy (see text for details)

to encompass the whole read r. Note that when correcting a read from pool p, we also

update the hash table: for each k-mer α corrected into α′, we increase poolcount(α′, p)

by one and decrease poolcount(α, p) by one.

If the read contains multiple c-sets with conflicting signatures (as in Figure 3.1),

we first assume that the first c-set is correct and try to correct the entire read accordingly.

If we succeed, we have identified the correct c-set and stop; otherwise we assume that the

second c-set is correct, and so on. If none of the c-sets leads to a successful correction

of the entire read, we do not correct the read. In Figure 3.1, we first assume that

the read belongs to BAC X; in this case, the read positions corresponding to the first

nucleotide of the k-mer starting at a, the last nucleotide of the k-mer starting at b, the

first nucleotide of the k-mer starting at c and at least one more position in the portion

w of the read (because the length of w is between k and 2k − 1) must be corrected. If

we assume that the read belongs to BAC Y , the read positions corresponding to the
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Figure 3.2: An illustration of our error correction strategy (see text for details)

first nucleotide of the k-mer starting at d, the last nucleotide of the k-mer starting at e

and at least two more positions in the portion z of the read (because the length of z is

between 2k an 3k − 1) must be corrected. Figures 3.2 and 3.3 are illustrations of other

cases we deal with during error correction (read contains only non-conflicting c-sets and

read contains both repetitive and non-repetitive c-sets respectively). To deal with an

arbitrary number of errors, we employ an iterative deepening depth first search (IDDFS)

heuristic strategy [37]. For each read, IDDFS searches for the correction path with the

smallest number of nucleotide changes by starting with a small search depth (maximum

number of base changes allowed at the current iteration) and by iteratively increasing

the depth until either a solution is found or we reach the maximum number of base

changes allowed.

Our proposed k-mer based error correction is sketched as Correction (Al-

gorithm 5). For each read, Correction starts by determining csets, the set of all

repetitive and non-repetitive c-sets which will next be extended one by one from left to
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right until all the k-mers of the read are covered. If conflicting c-sets are detected, they

are assumed to be correct one at a time when attempting correction. For a given c-set,

cset, we denote by begin and end its left and right border k-mers respectively. Also, we

denote by bacs the BACs whose signature is shared by all the k-mers in cset.

Starting at line 6, we iteratively call the recursive function IDDFSearch with

the maximum number of corrections allowed at the current iteration, corr. If we can

correct the entire read with exactly corr base changes, we output the corrected read

(line 12) and stop. Otherwise we increment corr and repeat the search.

Algorithm 6 sketches the recursive function IDDFSearch. When the entire

read is covered by a single c-set or by several non-conflicting repetitive and non-repetitive

c-sets, the algorithm stops and the corrected read is output (lines 2-5). If this is not the

case, we try to extend the current c-set, cset, either to the left (line 9) or to the right (line

13). If cset is extended to the left, we need to correct read position errPos corresponding

to the first nucleotide of the k-mer starting at position errKmer (lines 10-11). If cset is

read

k-mers

repetitive k-mers

k-mer not decoded

a b

k-mer decoded to BAC X

Figure 3.3: An illustration of our error correction strategy (see text for details)
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Algorithm 1: Correction(read-set R)

1 for each read in R do

// ERROR IDENTIFICATION

2 Determine csets, the set of all repetitive and non-repetitive c-sets

// ERROR CORRECTION

3 corr← 0

4 while corr ≤ MaxCorrections do

5 for each subset of non-conflicting c-sets do

6 numCorrections← 0

7 cset ← leftmost c-set

8 IDDFSearch (corr, numCorrections, read, cset)

9 if numCorrections = corr then

10 go to 12

11 corr← corr + 1

12 output read

13 Update hashtable by decreasing the counts of erroneous k-mers and increasing the counts

of corrected k-mers

extended to the right, we need to correct read position errPos corresponding to the last

nucleotide of the k-mer starting at position errKmer (lines 14-15).

Line 17 calls the function KmerCorrect (Algorithm 7) with the k-mer which

is currently being corrected, kmer. KmerCorrect searches for kmer in the hash ta-

ble (line 2 in Algorithm 7) and if found, verifies that the BAC(s) associated with it,

bacs(kmer), agree with the shared BAC signature(s) in cset (line 11). If this is the case,

kmer is assumed to be correct and read is updated with the current base change (line

15 or line 18, depending on the direction). cset is also extended by one position either

to the left or to the right (line 16 or line 19).

Line 17 in Algorithm 6 actually checks the same k-mer as found in read without

changing it. This is necessary after every successful correction, so that, when extending
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the current c-set, we know that the k-mers we add contain no further errors. When all

k-mers not initially covered by c-sets are checked and all c-sets are extended without

detecting further errors, we have corrected the entire read, therefore we return from the

recursive call and print the solution. If, on the other hand, we detect additional errors

by checking the k-mers not initially covered by c-sets, the algorithm tries all three alter-

native nucleotides at the erroneous position detected, errPos (line 23 in Algorithm 6)

and calls KmerCorrect with the modified k-mer. Upon a successful return from

KmerCorrect, we recursively call IDDFSearch (line 31). The nucleotide changes

at errPos and the calls to the two functions are only made if the total number of cor-

rections so far does not exceed corr, the maximum number of corrections allowed at the

current iteration (line 21).

3.5 Experimental Results

We present an experimental evaluation of our method on short reads derived

from BACs belonging to a Minimum Tiling Path (MTP) of the rice genome. As its name

suggests, an MTP is a set of BACs which cover the genome with minimum redundancy.

The construction of an MTP for a given genome requires a physical map but we do not

discuss either procedure here (see e.g., [18] for details).

The use of an MTP allows us to assume that at most two (or three, to account

for imperfections) BACs overlap each other. This assumption leads to a 3-decodable

pooling design. To achieve d = 3 for STD [44], we choose parameters L = 7, Γ = 2

and q = 13, so that d = b(L− 1)/Γc = 3, m = qL = 91, and n = qΓ+1 = 2, 197. With

this parameter choices, we can handle up to 2,197 BACs using 91 pools organized in 7
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redundant layers of 13 pools each. Since each layer is a partition of the set of pooled

BACs, each BAC is pooled in exactly 7 pools (which is its signature). In addition, pools

are well-balanced, as each pool contains exactly qΓ = 169 BACs. By the properties of

this pooling design, any two BAC signatures share at most Γ = 2 pools and any three

BAC signatures share at most 3Γ = 6 pools [44].

Once the set of MTP BACs has been pooled, we sequence the resulting pools

and use the read decoding algorithm HashFilter [30] to assign the reads back to their

source BACs, and finally assemble each BAC individually. Error correction is applied

prior to read decoding. All measurements were carried out on 10 cores of an Intel Xeon

X5660 2.8GHz server with 12 CPU cores and 192GB of RAM.

3.5.1 Results on the Rice Genome

We tested our error correction method on short reads from the rice genome

(Oryza sativa) which is a fully sequenced 390Mb genome. We started from an MTP

of 3,827 BACs selected from a real physical map library of 22,474 BACs. The average

BAC length in the MTP was ≈ 150kB. Overall, the BACs in the MTP spanned 91% of

the rice genome. We pooled a subset of 2,197 of these BACs into 91 pools according to

the parameters defined above.

The resulting BAC pools were “sequenced” in silico using SimSeq, which is a

high-quality short read simulator used to generate the synthetic data for Assemblathon

[17]. SimSeq uses error profiles derived from real Illumina data to inject realistic sub-

stitution errors. We used SimSeq to generate ≈1M paired-end reads per pool with a

read length of 100 bases and an average insert size of 300 bases. A total of ≈ 200M

bases gave an expected ≈ 8× sequencing depth for a BAC in a pool. Since each BAC is

present in 7 pools, this is an expected ≈ 56× combined coverage before decoding. The
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average error distribution for the first read in a paired-end read is: 48.42% reads with

no error, 34.82% with 1 error, 12.96% with 2 errors, 3.14% with 3 errors, 0.57% with

4 errors, 0.08% with 5 errors and 0.01% with 6 errors. For the second read, the error

distribution is: 32.85% no errors, 35.71% with 1 error, 20.75 with 2 errors, 7.91% with

3 errors, 2.20% with 4 errors, 0.48% with 5 errors, 0.09% with 6 errors and 0.01% with

7 errors.

We compare the performance of our correction algorithm against the state-of-

the-art error-correction method Racer [25]. The authors of Racer performed extensive

experimental evaluations and determined that Racer is superior in all aspects (perfor-

mance, space, and execution time) to HiTec, Shrec, Reptile, Quake, and Coral.

We also compare against Sga [41], as it was not evaluated in [25] but we had evidence

it provides good error correction. Sga provides two correction methods, read overlap

based and k-mer based, but we only consider the latter.

Table 3.1 reports correction accuracy as well as time and space used by each

method. As in [25], correction accuracy is determined by mapping the corrected reads

to the reference using Bowtie [28] in stringent mode (paired-end, end-to-end align-

ment). Columns 2, 3, 4, and 5 report the fraction of reads mapped when 0, 1, 2, and 3

mismatches are allowed, respectively. The second row of Table 3.1 reports the mapping

results for the original set of uncorrected reads. The last two columns report time (pre-

processing + correction) and memory requirements for each method. The pre-processing

time is method dependent: in our method it is the time to build the k-mer hash table

(which currently is not multi-threaded), for Sga it is the time to build the FM-index,

and, for Racer it is the time to compute witnesses and counters. For both Scrible

and Sga we chose a k-mer size of 31 because (1) our method performs better with larger

k-mer sizes and (2) this is the default choice for Sga. Racer determines the k-mer size
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automatically based on the data. For our correction algorithm, we also used parameters

l = 3, h = 45, and a maximum of 4 corrections per read. All the methods corrected the

reads by using all 91 pools at once (not pool-by-pool).

Table 3.1 shows that, while our method does not have the best space and time

performance, it is by far the most accurate. The difference between Scrible and state-

of-the-art Racer on a small number of allowed mismatches (which is what matters

here) is very significant. In this application domain, accuracy is much more important

than time- and space-complexity (as long as the latter are reasonable). The bottleneck

in our method is the preprocessing stage (building the hash table), which is currently

single-threaded. Speeding up this step 10-fold is certainly within reach, and will make

our tool competitive (time-wise) with Racer.

Figure 3.4 shows correction accuracy (percentage of mapped reads) for Sga

and Scrible for k-mer sizes 21, 27 and 31. As the k-mer size increases, our method

corrects more reads, whereas the opposite is true for Sga.

An alternative way to assess the performance of error correction is to assemble

the reads BAC-by-BAC (after decoding the reads in the four datasets with HashFil-

ter). For this purpose, we used Velvet [54] with hash parameter k = 49, based on

experimental evidence on the best hash parameter range for this dataset. Table 3.2

reports results averaged over the 2,197 BACs for all four methods. Columns represent

in order the average BAC coverage by decoded reads, the percentage of reads used by

Velvet in the assembly, the number of contigs with length of at least 100 bases, the N50

value, the ratio of the sum of all contigs sizes over their BAC length, and the coverage

of the BAC DNA sequence by the assembly. The slightly different coverages depend on

the ability of HashFilter to decode the reads error-corrected by each method. Despite
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Figure 3.4: Correction accuracy for different k-mer sizes for SGA and our pooling based
error correction.

the fact that Velvet employs its own error-correction algorithm, assemblies obtained

using our corrected reads have better assembly statistics than those obtained using the

outputs of the other tools.

3.5.2 Results on the Barley Genome

We also tested our error correction method on barley. Since for this genome

there is not yet a good quality reference sequence available, our goal is to make a step

in this direction and test that read error correction can indeed improve the quality of

individual BAC assemblies. These assemblies in turn can later be integrated into the

reference assembly of the whole genome. We present assessments of error correction

performance on three of the seven barley pool sets, namely HV4, HV5 and HV6. Each

of these sets was sequenced individually on one flow cell of the Illumina HiSeq2000 by

multiplexing 13 pools on each lane. After each sample was demultiplexed, we quality-
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trimmed and cleaned the reads of spurious sequencing adapters and vectors. We ended

up with high quality reads of about 87–89 bases on average. The number of reads in a

pool ranged from 3.37M to 16.79M for a total of 706M in HV4, from 2.32M to 15.65M

for a total of 500M in HV5 and from 1.3M to 6.33M for a total of 280M in HV6.

In this section, we are only going to compare Scrible against Hashfilter

and let Scrible error-correct as well as decode the reads in each dataset.

One important distinction over the rice results presented in the previous section

is that in the case of barley, due to the very high depth of coverage obtained after

sequencing, we decided to ”slice” the pools prior to error correction, since otherwise,

from our experience, the high depth of coverage could confound true and erroneous k-

mers. Slicing simply consists in dividing each pool into several smaller chunks of a fixed

size (called slices) by randomly sampling its reads. After down-sampling the pools in

this way, decoding and error correction have to be run several times where the input

for each run comprises one fixed-size slice from each pool. The number of reads per

slice is 2M for HV4, 4M for HV5 and 1.5M for HV6. Due to the uneven sizes of the

pools, smaller pools will end up with a smaller number of slices and therefore their slices

will undergo decoding and error correction multiple times. Thus, decoding and error

correction on slices are followed by a merging of the results where a majority vote rule

is applied to all reads decoded multiple times in order to decide the BACs to which

they should be assigned. In the case of reads which are error corrected multiple times

and the corrected versions disagree with each other, we retain the version which has the

smaller number of base changes relative to the uncorrected read.

Table 3.4 presents BAC-by-BAC assembly results for both Hashfilter and

our new decoding and error correction method on the sliced data for each of the three

pool sets. The assemblies were again obtained using Velvet on a range of l-mer values
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and we report, for each BAC, the assembly which maximizes the N50. We observe

that although Hashfilter’s N50 is generally better, the error corrected reads lead to

better assemblies according to several other statistics. The last two columns of the table

contain the number of observed barley unigenes (out of the total expected unigenes) as

well as their coverage by the BAC assemblies.

Table 3.3, presents accuracy results obtained by mapping the BAC assemblies

(both Hashfilter and Scrible) against known BAC assemblies obtained previously

using 454 sequencing data. We dispose of 151 such ground truth assemblies for HV4,

141 for HV5 and 121 for HV6. We see that, for each pool set and each mismatch level

(0, 1, 2 or 3 mismatches allowed), the error corrected reads achieve higher mapping

accuracy. The last two column summarize the memory and running time requirements

for both methods. Since both Hashfilter and Scrible rely on the construction of

the k-mer hash table as a preprocessing step, only the actual decoding time is reported

which includes the time to perform error correction in the case of Scrible. We don’t

have decoding time information available for Hashfilter.

3.6 Conclusion

In this chapter, we presented a novel error correction method for pooled se-

quenced reads obtained from de novo genome sequencing protocols such as the one

proposed in [30]. The high error correction accuracy achieved by our method illustrates

another strong benefit of combinatorial-pooling-based sequencing, in addition to the cost

savings due to simultaneously sequencing thousands of DNA samples.
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Algorithm 2: IDDFSearch(corr, numCorrections, read, cset)

1 while true do

2 while cset joins its neighbors do

3 cset ← next c-set

4 if exhausted all c-sets then

5 return

6 prevEnd ← end of previous c-set or 0 if none

7 nextBegin ← begin of next c-set or (|r| − |k|+ 1) if none

8 if cset.begin− 1 6= prevEnd then

9 direction ← left

10 errKmer← cset.begin− 1

11 errPos← errKmer

12 else

13 direction ← right

14 errKmer← cset.end+ 1

15 errPos← errKmer + kmerSize− 1

16 kmer ← k-mer starting at position errKmer in read

17 corrected ← KmerCorrect (read, cset, direction, kmer, errPos)

18 if not corrected then

19 break

20 numCorrections← numCorrections + 1

21 if numCorrections > corr then

22 return

23 toTry ← the three alternative nucleotides at errPos

24 for nt ∈ toTry do

25 if direction = left then kmer[1]← nt

26 else kmer[kmerSize]← nt

27 corrected ← KmerCorrect (read, cset, direction, kmer, errPos)

28 if corrected then

29 IDDFSearch (corr, numCorrections, read, cset)

30 if numCorrections = corr then

31 break
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Algorithm 3: KmerCorrect(read, cset, direction, kmer, errPos)

1 correct← false

2 if kmer /∈ hashtable then

3 return false

4 pools ← pools( kmer) // from hashtable

5 if size (pools) > h then

6 correct ← true

7 if size (pools) ≥ l and size (pools) ≤ h then

8 bacs ← bacs( kmer)

9 if size (bacs) = 0 then

10 return false

11 if bacs agree with cset.bacs then

12 correct ← true

13 if correct then

14 if direction = left then

// update read with base change

15 read[errPos]← kmer[1]

// extend cset left

16 cset.begin← cset.begin− 1;

17 else

// update read with base change

18 read[errPos]← kmer[kmerSize]

// extend cset right

19 cset.end← cset.end+ 1;

20 return true

21 return false
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0 mm 1 mm 2 mm 3 mm Execution (min) Space (GB)

Original reads 14.56% 55.98% 85.43% 96.36% N/A N/A

Sga 62.68% 69.58% 72.31% 73.23% 228.73 + 0.87 6

Racer 87.10% 93.25% 96.00% 97.10% 19.76 + 0.11 120

Scrible 95.00% 97.77% 98.70% 99.11% 600 + 0.73 50

Table 3.1: Percentage of error-corrected reads that map to the rice genome for increasing
number of allowed mismatches (see text for details). Execution times (preprocessing +
correction) are per 1M reads. Boldface values highlight the best result in each column.

Coverage Reads used # of contigs N50 Sum/size BAC coverage

Original reads 88.66x 92.40% 52.27 35,846 89.05% 82.22%

Sga 88.51x 97.46% 51.90 36,603 90.33% 82.88%

Racer 85.48x 98.22% 46.29 29,770 88.59% 81.82%

Scrible 88.76x 98.43% 53.92 39,422 91.50% 82.97%

Table 3.2: Assembly statistics for rice BACs using Velvet on datasets of reads corrected
via various methods (see text for details). All values are an average of 2,197 BACs.
Boldface values highlight the best result in each column.
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0 mm 1 mm 2 mm 3 mm Execution (min) Space (GB)

HV4 Hashfilter 88.41% 91.66% 92.54% 93.25% N/A 107

Scrible 92.04% 93.67% 94.62% 95.23% <1 60

HV5 Hashfilter 87.37% 90.45% 91.61% 92.63% N/A 107

Scrible 93.26% 94.66% 95.56% 96.14% <1 70

HV6 Hashfilter 84.72% 88.46% 90.05% 91.38% N/A 107

Scrible 92.13% 93.48% 94.23% 94.73% <1 50

Table 3.3: Percentage reads that map to known barley BAC assemblies for increasing
number of allowed mismatches (see text for details). Execution times are per 1M reads.
Boldface values highlight the best result for each Hv set.

Coverage Reads Used #of contigs N50 Sum/size #obs unigenes Unigene coverage

HV4 Hashfilter 205.9x 93.9% 56 28,341 114.5% 319/473 91%

Scrible 205.9x 96.7% 44 21,001 110.9% 310/473 87%

HV5 Hashfilter 155.5x 94.9% 72 20,863 101.3% 196/226 83.46%

Scrible 161.4x 96.1% 35 19,708 93.4% 194/226 81.38%

HV6 Hashfilter 81.1x 92.9% 44 25,194 89.4% 206/244 80.58%

Scrible 81.1x 89.1% 34 27,631 87.2 % 199/244 79.80%

Table 3.4: Assembly statistics for barley BACs using Velvet. All values are an average
of 2,197 BACs. Boldface values highlight the best result for each Hv set.
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Chapter 4

Conclusions

The challenges of de novo sequence assembly originate from a variety of issues,

but two are the most prominent. First, sequencing instruments are not 100% accurate,

and sequencing errors in the form of substitutions, insertion, or deletions complicate the

detection of overlaps between reads. Sequencing errors can be detected and potentially

corrected when the sequencing depth is sufficient (see, e.g., [51]). Second, a very large

fraction of eukaryotic genomes is composed of repetitive elements. During the assembly

process, reads that belong to those repetitive regions get over-compressed which in

turns lead to mis-assemblies [45]. To cope with the problems caused by repeats, two

strategies have been proposed: paired-end and clone-by-clone sequencing. In paired-

end sequencing, pairs of reads are obtained from both ends of inserts of various sizes

[36, 49]. Paired-end reads resolve repeats during assembly simply by jumping across

them (abandoning the effort to fully resolve them) and disambiguating the ordering

of flanking unique regions. In clone-by-clone sequencing, chunks of the genome (100–

150 kb) are cloned, typically in BACs, and then reads are obtained independently from

each clone [21]. Sequences that are repetitive in the context of the whole genome are

61



more likely to have only a single copy in a given BAC, which increases the fraction

of the BAC that can be assembled. Sequencing technologies based on flow cells have

significantly reduced the cost of generating raw sequence data, but, with the exception

of Roche/454 and Ion Torrent (each of which suffers from a homopolymer issue), the

reads are much shorter than Sanger reads. Shorter read length makes the problem of

de novo genome assembly significantly harder: the shorter a read is, the more likely it

is repetitive in its entirety [45].

The major technical hurdle for a clone-by-clone approach is the limitation of

these instruments in handling hundreds or thousand of BACs in a way that would allow

reads to be assigned back to their source. DNA barcoding can be used (see e.g., [27]),

but the process of preparing thousands of barcoded libraries for sequencing is very labor-

intensive and expensive. In this thesis, we have demonstrated an efficient alternative to

barcoding: by encoding the “signature” of a BAC in the unique set of pools to which

it is assigned, reads originating from that BAC will also share the same signature; this

enables their decoding (deconvolution) to the original BACs. We note that our decoding

methods make efficient use of paired-end data.

Experimental results on simulated data for rice and actual sequencing data for

barley show that our pooling-based clone-by-clone approach can be carried out effectively

on short-read sequencing instruments. Our read decoding methods assign reads to single

BACs with very high accuracy (up to 97.89% precision and 95.58% recall on rice), and

as a consequence the assemblies of the resulting BAC clones are of high quality. For

the synthetic data on the rice genome, we were able to reconstruct on average up to

84.7% of the BAC content. On the barley data, we successfully assembled up to 97.6%

of the expected unigenes, with an average coverage of the unigenes of 92.6%. This

amount of sequence is sufficient for a wide range of practical purposes such as map-
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based cloning and nearby marker development for marker-assisted breeding. Similarly,

our error correction algorithms show high accuracy (95% of the corrected rice reads could

be mapped to the rice genome with no mismatches, up from 14.56% before correction)

while being time- and space- competitive with state-of-the-art error correction tools like

RACER and SGA. Moreover, assembly of the error corrected reads for the rice genome

led to improvement of all relevant assembly statistics like coverage of the BAC sequence

(88.76x), percentage of reads used by the assembler (98.43%), average number of contigs

(53.92), assembly N50 (39, 422bp), sum of all contig sizes over the BAC size (91.50%)

and the coverage of the original BAC sequence by the assembly contigs (82.97%).

We are aware of the limitations of our approach, namely (1) the need for a

physical map and (2) the assignment of repetitive reads (i.e., reads that appear in more

than three BACs or twenty-one pools in our pooling design) can be improved. Issue

(1) can be quite limiting, although for many economically or ecologically important

organisms several research groups and international consortia have produced clone li-

braries and physical maps. Regarding (2), we speculate that the removal of “ubiquitous”

reads from the BAC assembly might not significantly affect the quality of the assem-

bly, because even if these highly-repetitive reads were assigned to the correct BAC the

assembler would not be able to assemble them.

Our work has lead us to conclude that as the complexity of the target DNA

sequence increases from one BAC to the whole genome, assembly statistics like N50, the

percentage of reads used by the assembler or the sum of all contig sizes as a fraction

of the target size, do deteriorate. This indicates that the effectiveness of assemblers

decreases as the complexity of the assembly problem increases. Similar conclusions were

reported in [22], where the assembly of pools of BACs were of significantly better quality

than shotgun assemblies of Arabidopsis. While we are not advocating to abandon the
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whole genome shotgun approach in favor of clone-based sequencing, there is clearly an

opportunity to combine the advantages of BAC-by-BAC and whole genome shotgun

assemblies. This synergistic step could represent a significant advance in solving the

problem of obtaining a high quality assemblies for large, highly repetitive genomes.
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Combinatorial Group Testing Compressed Sensing

Goal Find d positives in a set of n items by
solving Φx = y; minimize number of

measurements/pools necessary

Find s-sparse vector x by
solving Φx = y; minimize

number of
measurements/samples

necessary

Unknown x ∈ {0,1}n, supp(x) = d; xi = 1
=⇒ item i is positive

x ∈ Rn, x is a s-sparse or
s-compressible digital signal

or image

Observed
data

y ∈ {0,1}m; y is the “matrix-vector”
product between Φ and x where

multiplication is replaced by logical
AND and sum by logical OR; yi = 1

=⇒ pool i contains at least one
positive

y ∈ Rm; y is the
matrix-vector product

between Φ and x

Measure-
ment

matrix

Φ ∈ {0,1}m×n; set of pools (the rows
of Φ)

Φ ∈ Rm×n; basis or
dictionary of elementary

signals composing the signal
x (the cols of Φ)

Sufficient
conditions
on Φ to

guarantee
recovery

d-decodabilty (see main text for
definition)

Restricted Isometry Property
RIP(p) (1− δ)||x||p ≤
||Φx||p ≤ (1 + δ)||x||p for

some constant δ > 0,
p ∈ {1, 2} and x s-sparse

Measure-
ment

matrix con-
struction

Mostly deterministic (e.g., STD, DNA
Sudoku)

RIP(1): Bernoulli random
matrices; the adjacency
matrix of a bi-partite

expander graph
RIP(2): sub-Gaussian

random matrices

Decoding
algorithms

combinatorial algoritms (e.g., HHS
pursuit, chaining pursuit); belief

propagation (BP) decoding

greedy algorithms
(Orthogonal Matching

Pursuit OMP and variants
thereof); Basis Pursuit BP ;

linear programming

Optimum
decoding

time

O(n) O(n)

Min
number of
measure-
ments to
guarantee
recovery

Ω(d2log(n)) O(slog(n/s))

Table 1: Combinatorial Group Testing versus Compressed Sensing
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03 04 05 06 07 08 09 10 11 12 1301 02

14 15 16 17 18 21 22 23 24 25 2619 20

27 28 29 30 31 32 33 34 35 36 37 38 39

43 44 45 46 47 48 49 50 51 5241 4240

53 54 55 56 57 58 61 62 63 64 6559 60

66 67 68 69 70 71 72 73 74 75 76 77 78

79 80 81 82 83 84 85 86 87 88 89 90 91

Figure 1: Illustration of the STD(2197,13,7,2) matrix. (1, 20, 30, 44, 62, 71, 84) repre-
sents a possible BAC signature.

03 04 05 06 07 08 09 10 11 12 1301 02

14 15 16 17 18 21 22 23 24 25 2619 20

27 28 29 30 31 32 33 34 35 36 37 38 39

43 44 45 46 47 48 49 50 51 5241 4240

53 54 55 56 57 58 61 62 63 64 6559 60

66 67 68 69 70 71 72 73 74 75 76 77 78

79 80 81 82 83 84 85 86 87 88 89 90 91

Figure 2: Illustration of the STD(2197,13,7,2) matrix. (1, 20, 30, 44, 62, 71, 84) and (3,
22, 34, 52, 63, 67, 90) represent two possible BAC signatures.
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03 04 05 06 07 08 09 10 11 12 1301 02

14 15 16 17 18 21 22 23 24 25 2619 20

27 28 29 30 31 32 33 34 35 36 37 38 39

43 44 45 46 47 48 49 50 51 5241 4240

53 54 55 56 57 58 61 62 63 64 6559 60

66 67 68 69 70 71 72 73 74 75 76 77 78

79 80 81 82 83 84 85 86 87 88 89 90 91

Figure 3: Illustration of the STD(2197,13,7,2) matrix. (1, 20, 30, 44, 62, 71, 84), (3, 22,
34, 52, 63, 67, 90) and (7, 16, 29, 46, 54, 66, 82) represent three possible BAC signatures.
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Figure 4: Proposed sequencing protocol: (A) obtain a BAC library for the target organ-
ism; (B) select gene-enriched BACs from the library (optional); (C) fingerprint BACs
and build a physical map; (D) select a minimum tiling path (MTP) from the physical
map; (E) pool the MTP BACs according to the shifted transversal design; (F) sequence
the DNA in each pool, trim/clean sequenced reads; (G) assign reads to BACs (decon-
volution); (H) assemble reads BAC-by-BAC using a short-read assembler.
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