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ABSTRACT OF THE DISSERTATION

Measurement Systems for Emerging Networks
by
Curtis Jeffrey Yu
Doctor of Philosophy, Graduate Program in Computer Science
University of California, Riverside, December 2014
Dr. Harsha V. Madhyastha, Chairperson

Continuous monitoring of path performance metrics, such as latency or utilization,
has become increasingly important as network operators and webservices use newer
network technologies. In particular, the growing popularity of software-defined networks for data centers and globally distributed webservices, require path performance
metrics in order to fully utilize their full potential. For instance, software-defined networks allow for network operators to reactively adapt to changing workloads when they
have access to up-to-date link utilization information. However, current solutions for
monitoring data centers require special instrumentation of the network or impose significant measurement overhead. Similarly, any webservice that is globally distributed
may monitor a large number of Internet paths to its clients to correctly guide its users to
data centers which leads to a large measurement cost due to the usage of active probes.
This dissertation describes systems that focus on lowering measurement cost in the
following scenarios: (1) link utilization monitoring and (2) latency measurements in
software-defined networks and (3) monitoring of Internet paths on multi-tenant data
centers. First, I present FlowSense, a utilization monitoring system for software-defined
vii

networks that allows for zero-cost utilization monitoring by using control messages to
allow the network inform the system of changes. Second, I present SLAM, a framework
for monitoring latency across any set of switches in a software-defined network by
using specific probe messages that trigger control messages which allows SLAM to
estimate the latency distribution of the path. Finally, I present SIMS, a shared Internet
monitoring service that enables websevices to share their measurement information,
from both passive and active probing, allowing for the lowering of both measurement
cost to the webservices and the aggregate bandwidth needed for the measurements.
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Chapter 1
Introduction
Deployment of global webservices has become simpler in the past few years as
ready-built infrastructures become more accessible. Previously, developers have had to
incur a large up-front cost for infrastructure in order to deploy their webservices globally. Now, with the advent of ubiquitous cloud infrastructures from providers such as
Amazon [3], Microsoft [9] and Google [6], developers can now distribute their webservices at a global scale. This allows webservice developers to provide large performance
benefits to their consumers, but in order to do this, they must appropriately direct these
users correctly.
Ensuring the optimal performance for users is not only the goal for the webservice developer, but also the cloud provider. Although webservice developers can direct
their users to data centers that offer the best performance through the Internet, performance within the data center can also cause these users to experience poor performance.
Within data centers, the use of software-defined networks (SDNs) has helped to bridge
the performance gap by allowing their operators to have control over routing. To en-
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sure that users have the optimal performance to webservices, there must be informed
decisions made about routing both within the data center and through the Internet itself.
Informing these routing decisions is not a simple task. Both the webservice developer and cloud provider must have information about their network’s state in order
to correctly route users. To inform these decisions, they must constantly monitor the
performance between cloud sites and their users (webservice developer) or the links
within its data center (cloud provider). Although measurement tools already exist, they
were not built in order to take advantage of the new properties that cloud infrastructures
and software-defined networks offer. This results in trade-offs between the overhead,
responsiveness, and monetary cost of network measurements.
In this dissertation, my goal is to take advantage of the properties of these emerging networks to create measurement systems that are able to lessen the effect of these
trade-offs. The first system I present is a utilization monitor for software-defined networks, entitled FlowSense, which allows for utilization measurement at zero cost. The
second system presented, SLAM, uses properties of software-defined networks in order
to identify high latency paths. Finally, I present SIMS, a system that allows webservice developers to monitor paths from their clients to their data centers at a low cost by
exploiting shared nature of cloud deployments.

1.1

The Importance of Network Measurements

In order to motivate the need for these systems, I first discuss how measurements are
used to improve both a network’s performance and reliability and then I look at current

2

tools for network measurements and the trade-offs they ask of their users.

1.1.1

Improving Performance and Reliability

Network measurements give operators information in order to locate the source of
poor performance within the network. This allows them to diagnose whether the problem is due to links in the network failing or through congestion in the network. In
addition to this, network operators can take precautions when they begin to see abnormal behavior over links by adjusting traffic or improving the network’s hardware. For
instance, if a network operator sees that a link is being overused, then they can begin to
reroute some of the traffic over that link to other underused links. This leads to the need
to measure the entire network, rather than just focusing on specific links.

1.1.2

Trade-offs with Current Tools

Due to the importance of network measurement, there have already been several
tools available for network operators to use. As stated earlier, these tools typically
require a trade-off between overhead, timeliness and monetary cost. This trade-off is
typically due to the type of measurement being performed, whether it be through active
or passive means.
Active measurement methods, such as ping [47] and traceroute [33], inject traffic
into the network to measure. By injecting measurement traffic into the network, active
measurements can quickly ascertain the health of the network. On the other hand, too
many measurements, due to a large network size or a low measurement interval, can
begin to congest the network. This added congestion can degrade the performance of the
3

network, mitigating any positive effect that they were meant to have. Therefore, when
using active measurements, there must be careful scheduling of measurements done in
order to minimize the impact of measurements on the network while maximizing the
knowledge obtained about the network’s health.
Passive measurement techniques do not rely on injected traffic, but instead measure
the current traffic on the network. Tools such as tcpdump [34] and NetFlow [5] need
hardware to be installed at different vantage points in the network to both view and
process network traffic at a packet level to estimate link performance. While these
methods do not inject traffic and have no network load cost, they are reliant on a constant
stream of traffic to measure. In larger networks, the rate of traffic may not be a problem,
but due to the size of the network, the hardware needed for these vantage points may
become prohibitively expensive. This large cost can be due to a larger processing cost
due to higher sampling rates, the need for more vantage points within the network, or
both.

1.2

Growing Popularity of Emerging Networks

Recently, there has been a growth in adoption of newer networks due to their ability
to either give more control to operators or ease deployment for developers. Here, I
will briefly discuss the benefits of software-defined networks and cloud deployments,
highlighting features that lead to their current popularity.

4

1.2.1

Software-defined Networks

The popularity of SDNs stem from the amount of control that it gives network operators compared to a traditional network. In a traditional network, the routing is determined by the switches as they come to a consensus about how to route traffic. With an
SDN, there is now a centralized controller that is able to edit the forwarding tables on
SDN enabled switches, essentially allowing one to install dynamically routes onto the
network.
With the ability to dynamically install routes onto a network, an SDN enables an
operator or application to reactively control the network. For instance, if the network
administrator notices that flows over a particular link are beginning to suffer from performance loss, they can route some flows over other portions of the network. Moving
these flows allows them to lessen the load on the link and, if done correctly, can keep
the performance of all the flows in the network high. But, intelligently moving flows
requires that the operator or program moving flows around to have knowledge of the
entire network. This knowledge will allow the them to avoid moving flows from one
congested link to another congested link.

1.2.2

Cloud Deployments

Cloud deployments have become a popular option for webservice developers as it
allows them to scale up or down their webservices with ease. For instance, when using
Amazon’s EC2, a webservice developer with virtual machines (VMs) at the US East
site can choose to deal with increased user load by instantiating more VMs at either
the same site or at one of Amazon’s other EC2 regions around the world. This allows
5

developers the option to globally distribute their webservices in order to give optimal
performance to their users by directing users to closer cloud sites or away from poorly
performing Internet links. But, as users get accustomed to this performance, any drop
in performance could potentially result in large losses for the webservice. Therefore, in
order to insure high performance, developers must have up-to-date client-to-cloud site
link properties to intelligently redirect their users.
To intelligently redirect users, developers need not only monitor the Internet path
between a user and its closest cloud site, but also the paths between the user and other
cloud sites the webservice is hosted on. With Internet path monitoring, the webservice
is able to appropriately redirect users to the appropriate secondary site so that a user’s
performance is not significantly impacted. Path monitoring would not be an issue if
there are a both small number of users and sites to monitor, but as webservices grow in
size in both data centers and users, the cost of these measurements grows as well.

1.3

Thesis and Contributions

In this dissertation, I am supporting the following thesis: by using the properties
of emerging networks, namely software-defined networks and cloud deployments, it is
possible to develop new measurement systems that lower the monetary and/or network
cost.
The work in this dissertation is done over 3 different systems:

6

1.3.1

Measurements in Software-defined Networks

My work in software-defined networks is divided up into two systems, FlowSense
and SLAM, which focus on utilization and latency respectively.

1.3.1.1

Utilization

In FlowSense, I developed a system to measure utilization of links over a data center
by monitoring only the control traffic exchanged between switches and the controller.
This allowed the network to inform the system of changes to its utilization as they occur, effectively allowing it to gather measurements at zero cost. My comparison against
another SDN-based active method, switch polling, shows that although FlowSense does
not have the same fine-grained accuracy, it is able to obtain accuracy that closely resembles the results from active measurements.

1.3.1.2

Latency

To measure latency through control messages, I developed the SLAM framework to
help data center operators identify high latency paths over their networks by measuring
control packets. By controlling the latency measurements through the controller, SLAM
is able to monitor latency between any set of switches in the network. This allows
data center operators the ability to measure any arbitrary path in the network, without
the need for end-host access or hardware upgrades. Using SLAM, I show that network
operators are able to detect latency inflation along their network paths of tens of milliseconds. This allows them to both locate paths affected by latency spikes as well as
help enable the selection of low-latency paths.

7

1.3.2

Measurements on Cloud Deployments

To lower the cost of issuing measurements from a cloud site, I designed SIMS, a
shared Internet monitoring service. By using SIMS, both the measurement provider
and webservice developers can shared in reduced costs by sharing their measurements
and Internet traffic. This was done through designing an interface and payment system
that works together to ensure as much information sharing as possible. In addition to
this, I also designed the measurement scheduler for SIMS to fairly distribute probes
between webservices when measurement bandwidth is limited. By using SIMS, we
show that monitoring costs can help decrease the cost of measurements by over 50%
for webservices.

1.4

Organization

The rest of the dissertation is organized as followed. Chapter 2 gives background
knowledge on software-defined networks and the OpenFlow implementation of SDNs
and multi-cloud distributed systems while also discussing previous works in those areas.
Chapters 3, 4, and 5 describe the FlowSense, SLAM, and SIMS systems. Finally, I
conclude my dissertation in Chapter 6.

8

Chapter 2
Background and Prior Work
In this chapter, I will discuss both the background and existing work for the networking platforms that are the basis of my dissertation. The first section will be on softwaredefined networks, focusing on the OpenFlow [44] implementation of a software-defined
network and prior work in the area of OpenFlow enabled measurement. Following this,
I introduce a global cloud deployment, some motivation behind SIMS, and existing work
in both the academic and commercial worlds that are similar.

2.1

Software-defined Networks

Software-defined networks operate by separating the network into two distinct planes:
the control plane and the data plane. The data plane is the portion of the network where
all the servers and normal data communication lay, this can be thought of as the original
network without any modifications. The control plane is a separate network where the
switches that enable communication on the data plane are connected to a centralized
controller, which can then send messages to the switches to either change its behavior
9

or request for statistics.
The rest of this section describes the operation of a typical OpenFlow network and
also reviews existing work in data center measurements.

2.1.1

OpenFlow Operation

Consider a network consisting of OpenFlow enabled switches connected to a logically centralized controller using a secure, lossless TCP connection. The controller
enforces network policies by translating them into low-level configurations and inserting them into the switch flow tables through the OpenFlow protocol.
The network configuration consists of the forwarding rules installed on the switches.
Every rule consists of a bit string (with 0, 1 and * as characters) that specifies which
packets match the rule, one or more actions to be performed by the switch on the
matched packets, and a set of counters which collect statistics about matched traffic.
Packet matching can be done on upwards of 12 match fields, including source and destination IP address, source and destination MAC address, source and destination ports,
etc. Possible actions that can be performed on a packet include ”forward to physical
port”, ”forward to controller”, ”drop”, etc.
The controller installs rules either proactively, i.e., at the request of the application
or operator, or reactively, i.e., triggered by a PacketIn message from a switch, described
as follows. On the arrival of the first packet of a new flow, the switch looks for a matching rule in the flow table and performs the action associated with the rule (e.g., forward,
drop). If there is no matching entry, the switch buffers the packet and notifies the controller that a new flow has arrived by sending a PacketIn control message containing
10

the headers of the packet. The controller responds with a FlowMod message that contains a new rule matching the flow that is to be installed in the switch’s flow table. The
switch installs the rule and forwards the buffered packet according to it. Subsequent
packets in the flow are forwarded without triggering PacketIn’s.
Each rule is associated with two timeout values that define when a rule should expire: a hard timeout counted from the time the rule is installed and an idle timeout
counted from the time of the last packet that matched the rule. When a rule expires,
the switch notifies the controller by sending a FlowRemoved control message. The
FlowRemoved message contains, among others, the duration for which the entry was
present in the switch, and the number of packets and number of bytes that matched the
entry.

2.1.2

Data Center Measurements with OpenFlow

The OpenFlow protocol provides functions to query switches for the number of
packets or bytes in flows matching against a specific rule or traversing a specific port.
Previous active approaches that used this capability to compute utilization in the network include [62, 35, 75]. These approaches, along with [49], rely on direct measurements that actively probe the network. For example, OpenTM [62] measures the
network-wide traffic matrix by periodically polling one switch on each flow’s path and
then combines these measurements to get an overall view of the network. Jose et al. [35]
detect heavy hitters by continually adapting polling rules to focus on the flows that are
more likely to have high volume. These approaches require carefully scheduled measurements in order to retain reasonable accuracy while limiting the amount of polling
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overhead incurred.
Passive approaches to measurements such as OpenSketch [70], NetFlow [5], and
tcpdump [34] require additional instrumentation on switches in order to monitor latency and utilization of a network. Most passive systems require considerable additional memory on switches in order for packet counting, the systems I present, SLAM
and FlowSense, require minimal to no additional memory overhead on switches. Intuitively, active probing is more expensive but relatively more accurate as compared to
passive monitoring; this trade-off has been the subject of several prior studies [59, 62].
Although FlowSense scales to measure flows from all switches, SLAM was not similarly designed. Instead, it should complement other systems such as [62, 74, 5] which
already address the problem of scaling latency estimation to all pairs of switches in the
network, to reduce measurement costs. By using a combination of FlowSense, SLAM,
and existing tools, I believe that network operators can benefit in traffic engineering
scenarios such as load balancing [27, 64] and resource provisioning [28, 38].

2.2

Global Cloud Deployments

Large webservices can now be deployed not only at a single data center, but across
multiple geographically distributed data centers. This can even be done through a single cloud provider. For instance, a developer using Amazon’s EC2 service for its webservice can choose between 8 different data center locations which are spread across
the globe. This choice allows a webservice developer to have their webservice hosted
in an area closest to users.Although this choice is typically provides the best perfor-
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mance, as I show in Chapter 5, there are times when this performance can be hindered.
Performance degradation can occur through Internet paths going down (rendering the
webservice unavailable) or the performance of the Internet path degrading (leading to
subpar performance). To alleviate this situation, a developer can host their webservice
in multiple data centers across different geographical regions.
By using multiple data centers across the world, a developer ensures that users have
both high availability and the best available performance to the webservice. To do this
though, as discussed in Chapter 1, the webservice must monitor the Internet path from
all of its data centers to all clients.Only by doing this, can the webservice make informed decisions on how to best direct its users to the data center offering the best
available performance. In order to monitor all these paths though, a webservice must
incur heavy costs due to the bandwidth needed for monitoring from multiple data centers. As discussed in Chapter 5, I introduce SIMS, a system that aims to lower the
cost of Internet measurement at any multi-tenant data center by sharing measurements
across webservices. The remaining part of this section details other research efforts and
commercial offerings that are similar to SIMS.

2.2.1

Prior Work in Internet Measurement and Data Center Monitoring

There have been several works in both the research community and commercial
worlds that offer similar services. In this section, I will discuss works that range in areas
ranging from shared measurement platforms to service models for network bandwidth
for use in data centers.
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Shared measurement platforms: There have been several platforms that have advocated a shared measurement platform so that webservices are not tasked with the
burden of measurement alone. These platforms are typically divided into two different
types of measurements, passive and active measurement platforms. SPAND [54] advocated the sharing of passively gathered measurements across end-hosts within the same
network. Similarly, SIMS also shares passive measurement traffic between webservices
hosted on the same data center, but it also augments passive monitoring with active
measurements. By doing this, SIMS is able to monitor Internet links even during times
of low to no activity from users across the Internet. PlanetSeer [73] uses passive traffic
monitoring to detect anomalies in TCP connections, and sends out probes to diagnose
the cause. However, since it does not issue probes in the absence of traffic, unlike
SIMS, it fails to detect path outages wherein clients are unable to even connect to the
server Other techniques [60, 72, 31, 29] predict routing anomalies based on probabilistic
models using passively gathered data, but these efforts are geared towards identifying
large-scale disruptions, rather than outages on individual paths.
Active measurement platforms such as iPlane [43] and DIMES [55] seek to measure the entire Internet, e.g., to map the Internet’s topology. SIMS instead focuses on
monitoring Internet paths from a specific data center, thus permitting SIMS to refresh
information at a greater rate. Moreover, unlike efforts [20, 48, 43, 40] that use gathered
measurements to estimate the performance of unmeasured paths; SIMS only returns
measured performance and availability metrics.
Redirection and other services: Several services, such as DONAR [65], OASIS [24], and Amazon’s Route 53 [4], enable webservices to outsource the task of
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client redirection. However, all of these redirection services focus on load balancing
and latency-based redirection, and assume that any of a webservice’s clients can be
redirected to any data center on which the webservice is deployed. Other systems, such
as ClosestNode [67], which relies on Meridian [68] for latency information, enable redirection only based on proximity. In contrast to these services, SIMS enables redirection
based on both path performance and availability, and it lets webservices retain control
over client redirection, e.g., a webservice can determine which data center to serve a
client’s request from, based on the set of data centers on which it has copies of the data
necessary to serve the request.
Monitoring platforms: Keynote [7] offers performance monitoring of webservices
by issuing requests to emulate end-users. Akamai’s Cloud Monitor [2] similarly offers performance monitoring for applications deployed on the cloud. Unlike both of
these monitoring platforms, SIMS performs active probing only when it cannot obtain the desired information from its passive monitoring of the traffic of any webservice that uses SIMS. Moreover, SIMS enables a webservice to monitor the paths to a
client not only from the data center that the webservice is currently using to serve the
client, but also from other data centers from which the webservice may potentially serve
the client in the future. Thereby, beyond enabling a webservice to monitor the performance/availability that it currently offers, SIMS enables webservices to determine
where else to redirect affected clients when an outage occurs or performance degrades.
Service models for network bandwidth: Partitioning the bandwidth in a data center network is based on either reservations or fair sharing. Reservation based systems
(e.g., [13, 26]) give applications a guaranteed bandwidth allocation by tailoring their vir-
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tual topologies. a guaranteed bandwidth allocation by tailoring their virtual topologies.
In SIMS, we choose not to support reservations, since this can result in under-utilization
of the bandwidth available for SIMS’s active probing. Alternatively, several proposals
(e.g., [57, 50, 39]) focus on fairly sharing the network bandwidth within a data center
amongst applications. The service models in these proposals are however not a good
match for SIMS since they attribute every byte sent over the network to exactly one application. My proposed service model instead attempts to be fair in a setting where the
information obtained from a single measurement probe can benefit several applications,
not just one.
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Chapter 3
FlowSense: Monitoring Network
Utilization with Zero Measurement
Cost
Enterprises are deploying flow-based programmable networks to support diverse
performance- or reliability-based application requirements such as deadline guarantees [53], quick failure recovery [25], or fast and reliable big data delivery [32, 61].
To ensure that traffic flows according to the pre-defined goals and to adapt rules quickly
to workload or infrastructure changes, the network must continually monitor the utilization of every link. Flow-based network utilization monitoring must be not only
accurate and responsive in detecting variations, but it must also scale with minimal
overhead on the network [16]. Existing monitoring techniques do not satisfy all of
these goals simultaneously. Active monitoring techniques (e.g. SNMP polling) inject
measurement probes and require careful scheduling to scalably monitor the entire net-
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work. Passive “capture-and-analyze” tools (e.g., SPAN, NetFlow [5], tcpdump [34])
need expensive instrumentation and infrastructure to gather and process measurements.
Recently, several tools take advantage of the functionality provided by software-defined
networks (SDNs), which allow the controller to poll switches for utilization-based
statistics [62, 35]. Though this eliminates the need for additional instrumentation, control packets used for polling still impose overhead.
Flow-based network utilization monitoring must be not only accurate and responsive in detecting variations, but it must also scale with minimal overhead on the network [16]. Existing monitoring techniques do not satisfy all of these goals simultaneously. Active monitoring techniques (e.g. SNMP polling) inject measurement probes
and require careful scheduling to scalably monitor the entire network. Passive “captureand-analyze” tools (e.g., SPAN, netflow, tcpdump) need expensive instrumentation and
infrastructure to gather and process measurements. Recently, several tools take advantage of the functionality provided by software-defined networks (SDNs), which allow the controller to poll switches for utilization-based statistics [62, 35]. Though this
eliminates the need for additional instrumentation, control packets used for polling still
impose overhead.
In this chapter, I propose a new approach for high accuracy utilization monitoring
with zero measurement cost. Rather than rely on on-demand active polling of switch
counters, I infer performance by passively capturing and analyzing control messages
between the switches and the centralized controller. This is made possible by the physical separation of the control and data planes in SDNs. In particular, I use the control
messages that notify the controller of changes in network traffic (e.g., flow arrival, flow
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expiration). Such changes in traffic may result in changes in performance; by detecting
the time and magnitude of these changes, the controller can monitor network utilization
locally, without additional instrumentation or overhead.
To explore the feasibility of our control traffic based monitoring, I design FlowSense
to measure link utilization (the bandwidth consumed by flows traversing the link) in
OpenFlow networks [?]. FlowSense relies on PacketIn and FlowRemoved messages,
sent by switches to the controller when a new flow arrives or when a flow entry expires. FlowRemoved messages contain information about the size and duration of
flows matched against the entry. To compute utilization over an interval, the controller
analyzes all PacketIn and FlowRemoved messages corresponding to the arrival of
flows and to the expiration of the flows that were active during the interval.
Relying on control traffic to compute network utilization fails when there is little or
no control traffic. This may happen due to the properties of data traffic (e.g., long flows
that lead to few flow expiration events) or due to measures taken by network operators
(e.g., to limit the amount of control traffic and preserve scalability, they install flow
rules proactively that potentially never expire). In this chapter, I study the feasibility
of my monitoring approach, both in terms of effectiveness (how accurate is it?) and
compatibility with current networks (how is it affected by traffic patterns and network
deployment scenarios?).
To summarize, my primary contributions are two-fold. First, I introduce a pushbased approach to flow-based network performance monitoring with zero measurement
cost, where I let the network inform me of performance changes, rather than query it
myself. I describe FlowSense, a system to measure link utilization that is simultane-
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ously fast, accurate, and imposes no overhead. Using preliminary experiments on a
small OpenFlow deployment, I show that the utilization computed using control plane
messages closely resembles that measured on the data plane.
Second, I explore the feasibility of FlowSense in today’s networks. I use real world
traffic measurements to estimate the impact that the properties of data traffic have on
the performance of FlowSense. I find that I can refresh link utilization measurements at
most as frequently as every few seconds. Although, to compute utilization at any point
in time, FlowSense must wait for all the flows active at that time to finish and trigger
FlowRemoved, the wait time is reasonable: I can accurately estimate link utilization
in under 10 seconds of delay. Since the network deployment can limit the effectiveness
of FlowSense, I discuss combining active and passive techniques. Ultimately, passively
capturing control messages can serve as a building block towards more scalable, accurate, flexible, and general flow-based network monitoring.

3.1

Design

FlowSense uses FlowRemoved and PacketIn messages to compute network utilization on inter-switch links. FlowRemoved’s are triggered by switches when flow
entries expire, and they inform the controller of several properties of the expired entry.
Three of these properties are most important to us: (1) the duration of the entry in the
flow table, (2) the amount of traffic matched against it, and (3) the input port of traffic
that matches the entry (I do not consider wildcard rules for now). This information
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Figure 3.1: FlowSense design: Parser module captures control traffic and sends it
the monitor. The monitor updates utilization values at every checkpoint according to
Algorithm 1.
helps me infer the number of bytes that the flows that matched this entry contributed to
the utilization on the link that ends in the specified input port.
Whenever a flow entry expires and triggers a FlowRemoved message, I add a new
checkpoint for the corresponding link. I set the timestamp for the checkpoint as the time
at which traffic last matched the expired flow entry. If an entry’s soft timeout expires,
the checkpoint is the FlowRemoved timestamp minus the soft timeout. If the entry’s
hard timeout expires, I cannot tell how long the flow was actually active for, so I set
the checkpoint as the FlowRemoved timestamp and assume it has been active for the
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Figure 3.2: Visualization of how link utilization is estimated with the aid of PacketIn
and FlowRemoved messages.
entire flow duration.
At every checkpoint, FlowSense can estimate the contribution to the link’s utilization made by flows that matched the expired entry as the ratio of the number of bytes
matched against the expired entry to the duration of the flows that matched the entry.
However, there may be other active flows on the same link that contribute to the total
utilization. FlowSense uses information from PacketIn messages, which are triggered
when a new flow arrives at a switch, to infer which flows are active at a given time. To
compute the utilization contribution of these active flows, I must wait for them to expire
and trigger FlowRemoved’s. Thus, I incur a delay in estimating the instant total utilization on a link at a checkpoint. I evaluate the magnitude of this delay in Section 3.3.
Figure 3.2 illustrates an example scenario for my estimation of link utilization as
above. In this example, f1 , f2 , and f3 are flows that start at times t1 , t2 , and t3 , and t4 , t6 ,
t5 are the times at which those flows end; FlowSense determines the start and end times
based on PacketIn and FlowRemoved messages. If f1 , f2 and f3 had utilizations of 10,
20 and 40 MBps, then, when the first FlowRemoved message arrives at t4 , FlowSense
will know the utilization for f1 by dividing the byte count from the FlowRemoved
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Algorithm 1 Pseudocode of FlowSense’s utilization monitor.
1: procedure U TILIZATION M ONITOR(Utilization Table U T , Packet p)
2:
Active List ← set of p.in port’s active flows
3:
if p is a PacketIn packet then
4:
if p’s flow ∈
/ Active List then
5:
Flow active f low
6:
active f low.f low ← p.f low
7:
active f low.time ← p.time
8:
Add active f low to Active List
9:
end if
10:
else if p is a FlowRemoved packet then
11:
f low ← matching flow from A
12:
Remove f low from Active List
13:
Checkpoint chkpt
14:
chkpt.time ← p.time
15:
if p was from soft timeout then
16:
chkpt.time ← chkpt.time − p.sof t timeout
17:
end if
18:
chkpt.active ← |Active List|
19:
chkpt.util ← p.byte count/p.f low length
20:
for active c in U T do
21:
if c.time is between f low.time and chkpt.time then
22:
c.active ← c.active − 1
23:
c.util ← c.util + chkpt.util
24:
end if
25:
if c.active = 0 then
26:
Declare c final and inactive
27:
end if
28:
end for
29:
Insert chkpt into U T
30:
end if
31: end procedure

message by the duration of the flow, and it also creates a checkpoint at t4 . When the
FlowRemoved packet at t5 arrives, flow f3 ends and its utilization of 40 MBps is
recorded and added to the checkpoint at t4 leaving it with a current known utilization of
50 MBps (the sum of f1 and f3 ). Finally, at t6 , flow f2 ends and its utilization is added
to the checkpoints at both t4 and t5 giving the final checkpoint utilizations recorded to
be: 70 MBps at t4 , 60 MBps at t5 , and 40 MBps at t6 .
FlowSense consists of two main modules: the control traffic parser and the utilization monitor. The parser captures control traffic and extracts information from FlowRemoved and PacketIn messages. The utilization monitor maintains a utilization table
where it records the current utilization value and a list of active flows at all known
checkpoints. The monitor updates the table on every new PacketIn or FlowRemoved
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data received from the parser. Figure 3.1 shows the design of FlowSense.
The algorithm that FlowSense uses for monitoring utilization on a network works
as follows. When the controller receives a PacketIn message, FlowSense creates a
new flow and adds it to a list of active flows (Active List) associated with the new
flow’s input port. On a FlowRemoved message, FlowSense removes the corresponding
flow from Active List and creates a checkpoint (chkpt) with a timestamp (chkpt.time)
equal to the current time minus the soft timeout. It then makes note of the number of
currently active flows (chkpt.active) and uses the utilization of the flow as the starting
utilization of the checkpoint chkpt.util. Each previously known active checkpoint (c)
for the same input port in the Utilization Table (U T ) is then checked to see if its timestamp is between the start and end time of the newly ended flow. If it is, then c’s number
of active flows and utilization are updated. When a checkpoint’s number of active flows
hits 0, FlowSense declares that checkpoint final and inactive. Finally, FlowSense inserts
chkpt into U T for future lookup purposes. Algorithm 1 describes the steps involved in
the utilization monitoring in a more detailed manner.

3.2

Limitations

Using control traffic to compute utilization has two limitations. First, I am able to
compute utilization only at discrete points in time. These checkpoints are determined by
FlowRemoved arrivals at the controller and by the values of the timeouts associated
with the expired entry. In Section 3.3.2, I show that the average difference between
consecutive checkpoints on a link is less than two seconds.
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Second, how quickly one is able to estimate the utilization at a checkpoint depends
on the type of traffic; long flows that last forever can delay indefinitely the computation
of utilization. The results in Section 3.3.3 show that, if FlowSense is willing to tradeoff
10% of accuracy, it can measure total utilization at a checkpoint in under 10 seconds.
I also discuss ways to improve the estimation delay by combining active and passive
measurements.
Finally, FlowSense is limited to reporting the average utilization over a flow entry’s
duration and cannot capture instant utilization at any point in time. Thus, it works best
in environments with many short flows, such as data centers or enterprises [14], where
the small duration of a flow and the small difference between consecutive checkpoints
make the average utilization a good approximation of the instant utilization.

3.3

Evaluation

I evaluate FlowSense from three perspectives: (1) how accurate are its utilization
estimates?, (2) how often can it refresh its estimate for a link’s utilization?, and (3) how
quickly can it estimate the utilization at a specific time? To answer these questions, I
perform experiments using a small OpenFlow testbed and simulations on a real-world
enterprise trace.

3.3.1

Accuracy

To estimate the accuracy of utilization monitoring, I set up a small testbed comprising two OpenFlow switches, S1 and S2 , that are connected to each other. hostA
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Figure 3.3: Comparison FlowSense’s estimates with the values obtained by continually
polling the switch counters at 1s intervals to measure the accuracy of its utilization
monitoring.

is connected to S1 , and hostB1 and hostB2 to S2 . Initially, the rule tables of the two
switches are empty. When new flows arrive, I always add rules with no hard timeout
and a soft timeout of 1s. I use iperf to simultaneously perform two data transfers from
hostA to hostB1 and hostB2 for a period of three minutes. The transfer from hostA
to hostB2 has a constant rate of 10MBps, while the transfer from hostA to hostB1
varies across three different rates over time: 20MBps, 45MBps, and 30MBps. Before
changing the transfer rate, I briefly interrupt the transfer for a little more than a second
to allow the soft timeout to expire and trigger FlowRemoved messages.
I compare the utilization obtained by FlowSense with that gathered from continually
polling S1 and S2 at 1s intervals. Figure 3.3 presents the results obtained for the link
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Figure 3.4: Granularity of utilization monitoring for all flows and for flows that have
90% of their utilization reported after 10s. Flows as assumed to be mapped to 24 distinct
links.
connecting S1 and S2 . FlowSense reports utilization values that are similar to those
inferred through polling. In comparison to the values obtained with polling, utilization
measured with FlowSense shows a small shift to the right because flow entry timeouts
have a precision at the granularity of seconds. Thus, it may take up to a second for
FlowRemoved to trigger after a timeout expires. Since FlowSense is only working
with a single PacketIn and FlowRemoved message per flow, it does not experience
the same jittery behavior as the polling method because its readings are an average
utilization over that flow’s lifetime.
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3.3.2

Granularity

Many applications need to monitor utilization as often as possible to quickly react to
traffic changes. How often FlowSense captures utilization depends on the distribution
of flows, in particular on how frequently and how rapidly flow entries expire and trigger
FlowRemoved’s.
To evaluate the granularity of measurements, I simulate FlowSense on a real-world
enterprise trace. I use the EDU1 trace collected by Benson et al. [14], capturing all
traffic traversing a switch in a campus network for a period of two hours. I identify all
network flows (i.e., pairs of IP addresses and application ports) in the trace, along with
their start and finish times. The finish time of a flow is an approximation of when the
flow entry associated with the flow would expire and trigger a FlowRemoved message
in an OpenFlow network. I consider a flow as finished if there is no traffic between
the associated endpoints for at least five seconds. I compute the average time between
FlowRemoved events, under the assumption that all flows arrive on the same link, and
find that a flow expires, and thus enables us to refresh the utilization measurements,
every 16ms.
In reality, however, flows arrive at a switch on different input ports. Because the
traffic trace does not contain input port information, I simulate a 24-port switch using
the following heuristic. I first associate every distinct /p prefix (where p is, in turn,
32, 30, 28, 20, or 24) of source IP addresses in the trace with a port and then assign
each individual flow to the link (or input port) associated with its source IP /p prefix. I
group flows by prefix because routing in the Internet is typically prefix-based. Below, I
present results for p = 28.
28
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Figure 3.5: Distribution of waiting times to compute the total utilization value at every
FlowRemoved event.

I compute the average time between two consecutive utilization checkpoints for
each port and plot the cumulative distribution in Figure 3.4. Here, consider the line
labeled “All”. For half of the incoming links, the average time between two utilization
measurements is at most one second and for almost 90% of the links under 3 seconds.
I also performed the heuristic to simulate a 48-port switch with various prefix sizes and
obtained similar results.

3.3.3

Staleness

To compute the total utilization at a checkpoint, FlowSense must wait for all the
flows active at the checkpoint to finish and trigger FlowRemoved messages. For each
checkpoint, I define the utilization wait time as the time until the last active flow ex29
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Figure 3.6: Utilization reported after 1s, 5s, and 10s following the expiry of a flow
entry. Around 70% of links have 90% or more of total utilization reported after 10
seconds.
pires. Figure 3.5 shows the cumulative distribution of the utilization wait times for
each checkpoint in the trace described in Section 3.3.2, where flows are assigned to one
of 24 incoming links. The median utilization wait time is 98s: for almost half of the
checkpoints, FlowSense would have to wait more than 100s to capture the complete
utilization.
The long delay in computing the total utilization may be caused by active flows that
are very long but do not send a lot of traffic (e.g., ssh sessions). Next, I show that if an
application is willing to tradeoff some accuracy for timeliness, it can have a reasonable
estimate of a link’s utilization at a particular checkpoint in under 10s, rather than having
to wait for 100s. I compute how much of the total utilization at a checkpoint is reported
by FlowSense 1s, 5s, and 10s after the checkpoint is created. Figure 3.6 shows that
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FlowSense reports around 60% of the total utilization for 50% of the checkpoints after
1s, and 90% of the total utilization for 70% of the checkpoints after 10s.
The granularity of measurements does not decrease by much when considering only
the 70% of checkpoints that capture 90% after 10s. The line labeled “90% util reported”
in Figure 3.4 shows the distribution of the average time between these checkpoints.
The median time is only around 1.7s (increasing from 1.1s when considering all checkpoints).
To summarize, FlowSense is able to refresh utilization less than every 2s on average
and obtain 90% of the total utilization at these refresh checkpoints in under 10s. I
am investigating ways to predict the utilization wait time at each checkpoint. Such a
prediction would give applications another knob to tune measurement performance: if
the wait time is too high, the application could decide to trigger on-demand polling,
thus trading off scalability for lower measurement staleness.

3.4

Discussion

I designed FlowSense to work for reactive OpenFlow deployments, where switches
trigger control messages every time a new flow arrives or a flow entry expires. The
presence of a large number of flows triggers many control packets and can overwhelm
both the controller, which cannot process all control traffic in a timely fashion, and the
switches, which cannot operate at line speed and quickly exhaust their flow tables [71].
Previous research shows that such deployments are feasible for medium-sized networks
with a powerful controller or a collection of controllers. For example, controllers in
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networks of 100 switches, with new flows arriving every 10µs, may have to process up
to 10 million PacketIn messages per second [14].
In practice, the need for scalability pushes operators to increasingly adopt alternative OpenFlow deployments: distribute controller functionality across different machines, set up rules proactively to never expire (e.g., with infinite timeouts) so as to
avoid triggering control traffic, and use wildcard rules to reduce the amount of control
traffic. I discuss next the applicability of FlowSense in such scenarios.
Distributing the controller. Distributing the controller does not affect the amount
or frequency of control traffic. Using a mechanism similar to FlowVisor [56], FlowSense
could still capture incoming control traffic and synchronize the information gathered
across controllers.
Proactive rules and large timeouts. When operators install rules proactively, new
flows at a switch do not trigger PacketIn’s because they find a matching rule in the
flow table. Further, if rules have large timeouts, they take long to expire and trigger
FlowRemoved’s. Some entries may even be set up to never expire or to not trigger a
FlowRemoved when they expire. In such scenarios, control traffic is scarce or missing
completely and polling switch counters for utilization provides more frequent utilization
estimates, albeit at the expense of network overhead. For reactive applications that rely
on traffic changes, they will have to either rely on stale data or begin active polling as
previously stated.
Wildcard rules. Wildcard rules limit the number of FlowRemoved messages and
forces one to resort to active solutions such as polling counters more often. More importantly, certain wildcard rules can make the utilization computation impossible. If a
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rule has a wildcard for the input port, then the rule is not associated with a single link.
Thus, one cannot infer how the traffic that matches against the rule is divided among the
input ports to which the wildcard refers to and cannot compute utilization on the links
that end in these input ports.

3.5

Summary

In this chapter, I have presented FlowSense, an efficient tool that allows network
operators to infer link utilization in flow-based networks at no measurement cost. This
was done by capturing and analyzing the control messages sent between switches and
the controller. I showed that, by using this tool on an OpenFlow testbed and through
simulations on a campus network trace, that FlowSense is both accurate and able to
provide up-to-date information when there is an ample amount of control messages.
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Chapter 4
SLAM: Software-defined Latency
Monitoring in Data Center Networks
The performance of many data center applications such as search, e-commerce,
and banking [23, 17] is dependent on network latency. Such applications often have
several distributed components (e.g., front-end, application server, storage) that need
to communicate across low-latency network paths to reduce user response times and
maximize provider revenue. To effectively manage data center networks and provide
fast paths, operators must continually monitor the latency on all paths that the traffic
of an application could traverse and quickly route packets away from high-delay path
segments.
Data center operators can monitor path latency from the edge by sending probes
(e.g., ICMP requests) between servers and measuring response times. Three factors
complicate this approach. First, some data centers, such as collocation centers, restrict
operators from accessing customer servers [18, 52]. Second, end-to-end probes cannot
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monitor the latency on path segments between arbitrary network devices, which is helpful in identifying sources of high delay. Finally, operators are reluctant to repeatedly run
expensive measurements from the edge and would rather allocate such server resources
to customer VMs [45, 46].
The alternative is to monitor latencies from inside the network by capturing information about paths directly from network devices. Duffield et al. aggregate NetFlow
records and packet timestamps captured at any two routers to estimate the latency between them [21]. l2ping is a layer 2 mechanism similar to the layer 3 ping that checks
data plane connectivity between two switches. Both solutions incur the overhead of performing real-time local coordination and aggregating measurements captured at many
devices [22]. Recent work proposes to instrument switches with a hash-based primitive
that records packet timestamps and measures network latency [37, 41]. These methods
have microsecond-level accuracy which is necessary for financial applications but may
be an overkill for the millisecond-level accuracy sufficient for most data center applications. Further, because these methods require hardware modifications, they are unlikely
to appear in commercial products soon.
In this chapter, I explore another opportunity for data center operators to monitor
network path latency, enabled by the recent rise of software-defined networking (SDN).
SDN separates the control and data planes of a network; most control functionality is
outsourced from switches and delegated to a centralized server—the controller—while
switches focus exclusively on forwarding packets. The controller and switches communicate with each other using a specialized protocol, such as OpenFlow. An important
feature of OpenFlow is the ability of switches to asynchronously notify the controller

35

of network events such as the arrival of packets or the expiration of forwarding entries.
I develop SLAM, a framework for estimating the path latency between any two network switches by comparing the timestamps of PacketIn messages triggered by the
switches in response to the same data packet. A switch sends a PacketIn when it does
not find a match in its flow table for a packet or when instructed by the action field of
the match. Thus, to monitor latency along a path, SLAM installs specific monitoring
rules on all switches on the path, such that the rule at every switch causes it to forward
monitoring probes to the next switch on the path, except for the first and last switches
which also generate a PacketIn to the controller. SLAM then estimates the path’s latency by subtracting the timestamps of the PacketIn messages from the first and last
switches, as captured by the controller.
For estimation of data path latency using control packet timestamps, SLAM relies
on two factors inherent to OpenFlow-based data center environments. First, latencies
on data center paths are small—on the order of milli- or even micro-seconds—and vary
continually, due predominantly to changing queue sizes. Thus, SLAM does not attempt
to perfectly estimate the latency at any particular moment. Instead, SLAM infers the
latency distribution over a pre-determined time interval. The distribution, rather than
individual values, can be more instrumental in inferring high-delay spots in the network.
Second, the OpenFlow control path processing at the switches on either end of a path
must be consistent, i.e., switches must process PacketIn messages associated with the
same data packet and send them to the controller in the same amount of time. In reality,
the delay incurred in a switch’s processing of the action field of a matched rule and its
subsequent generation of a PacketIn message depends on the utilization of the switch
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CPU, which varies continually. Moreover, switches are generally not equidistant from
the controller. Therefore, for every switch, SLAM monitors the switch’s control path
latency and its latency to the controller (via EchoRequest messages), and accounts for
these factors in its estimation of end-to-end path latencies.
I deploy and evaluate SLAM on an OpenFlow-based SDN testbed and find that latency distributions estimated by SLAM accurately detect latency inflations of tens of
milliseconds. In addition, SLAM works even with other services simultaneously running on the controller, showing a median latency variation of a few milliseconds when
the switch has to process up to 150 control messages per second.
Though the cost of SLAM’s probes is the same as that associated with probes issued from end-hosts, SLAM offers several advantages over existing latency monitoring
techniques. First, by exploiting control packets inherent to OpenFlow-based SDNs,
SLAM does not require hardware modifications to capture latencies on switches. Second, SLAM enables the measurement of latency between arbitrary switches, as long as
they are OpenFlow-enabled. We only need the ability to install rules on switches. Finally, by computing latency estimates at the controller, SLAM leverages the visibility
offered by SDNs without needing complex scheduling of measurements on switches
or end-hosts. Moreover, SLAM’s concentration of latency monitoring logic at the controller is well-suited to the centralized computation of low latency routes that is typical
to SDNs.
To alleviate the cost of monitoring probes, I also explore the feasibility of SLAM
in a reactive OpenFlow deployment, where the controller inserts rules in response to
notifications from switches. The key idea is for SLAM to use the existing OpenFlow
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Figure 4.1: Latency computation using control message timestamps. Consider a packet
traversing a path that consists of switches S1 , S2 , and S3 . The packet arrives at each
switch at t1 , t4 , and t6 and leaves at t2 , t5 , and t7 . The true latency between S1 and S3 is
t7 − t2 . Assume that the matching rule at switches S1 and S3 has the additional action
“send to controller” to generate PacketIn messages (the red dotted lines). t3 and t8 are
the times when the PacketIn message leaves the switch and t03 and t08 when they arrive
at the controller. One can then use t08 − t03 to estimate the latency between S1 and S3 .

control traffic without requiring monitoring probes to trigger additional PacketIn messages. I use a real enterprise network trace to show that SLAM would be able to capture
latency samples from most switch-to-switch links every two seconds by relying solely
on PacketIn’s triggered by normal data traffic.

4.1

Data Center Path Latency

A packet traversing a network path experiences both propagation delay and switching delay. Propagation delay is the time the packet spends on the medium between
switches and depends on the physical properties of the medium. The propagation speed
is considered to be about two thirds of the speed of light in vacuum [63]. The switching
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delay is the time the packet spends within a switch and depends on the various functions
applied to the packet. In general, the switching delay in an OpenFlow switch has three
components: lookup, forwarding, and control. I describe them below and use Figure 4.1
to illustrate.
Lookup. When a switch receives a packet on one of its input ports, the switch
looks for a match in its forwarding table to determine where to forward the packet. This
function is usually performed by a dedicated ASIC on parts of the packet header.
Forwarding. A matched packet is transferred through the internal switching system
from the input port to an output port. If the output link is transmitting another packet,
the new packet is placed in the output queue. The time a packet spends in the queue
depends on what other traffic traverses the same outport and on the priority of that
traffic. In general, forwarding delays dominate lookup delays [63]. The intervals [t1 , t2 ],
[t4 , t5 ], and [t6 , t7 ] represent the combined lookup and forwarding delays at switches S1 ,
S2 , and S3 in Figure 4.1.
Control. If there is no match for the packet in the flow table or if the match action is
“send to controller”, the switch CPU encapsulates part or all of the packet in a PacketIn
control message and sends it to the controller. The control delay refers to the time it
takes the PacketIn to reach the controller ([t2 , t03 ] and [t7 , t08 ] in Figure 4.1).

4.2

Latency monitoring with SLAM

For a path from host A to host B, I focus on monitoring the latency between the
ingress switch that A connects to and the egress switch that connects to B, i.e. the
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switch-to-switch latency. I do not consider the end host to switch latency because data
center operators may not have complete control over the latency on this link.

4.2.1

Latency estimation

For any switch-to-switch path that needs to be monitored, I obtain a latency distribution for the path by gathering latency samples over a specified period of time. For
each latency sample, I define the latency between the two switches as the time it takes
a packet to travel from the output interface of the first switch to the output interface of
the second switch, e.g., the latency of the path (S1 , S3 ) in Figure 4.1 is t7 − t2 . Directly
measuring the time at which a switch transmits a packet is either expensive [21] or requires modifications to the switch hardware [37]. Hence, I instead propose that S1 and
S3 send a PacketIn message to the controller whenever a specific type of data packet
traverses them. I estimate the latency between the switches as the difference between
the arrival times at the controller of PacketIn’s corresponding to the same data packet.
In Figure 4.1, the estimated latency is t08 − t03 .

4.2.2

Monitoring probes

Ideally, I would use the PacketIn messages that the network generates as part of its
normal functionality to obtain latency samples, e.g., in reactive OpenFlow deployments,
a packet that does not match any of the rules on a switch triggers a PacketIn. However, networks in which forwarding rules are proactively installed are more common
since they are more scalable than reactive networks. Therefore I focus on estimating
path latency in proactive networks, where normal traffic does not generate PacketIn’s
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at switches. In Section 4.4, I assess the feasibility of SLAM in reactive OpenFlow deployments.
I propose that the controller generate probe packets that traverse the path to be monitored, and that the probes trigger PacketIn messages at the first and last switches on
the path. To send a probe along the data path, the controller sends a PacketOut message encapsulating the probe to the first switch of the path and installs forwarding rules
at switches along the path to guide the probe. In addition, the rules at the first and last
switch contain “send to controller” as part of their action set to generate PacketIn’s.
An important requirement is that the monitoring rules I install to guide the probes
do not interfere with normal traffic, i.e., only my probes match against them. For this,
I make the rules very specific by not using wildcards and specifying exact values for as
many match fields as possible (e.g., VLAN tag, TCP or UDP port numbers, etc.). To
save space on switches, I also set the rules to expire once the monitoring is finished by
setting their hard timeout.

4.2.3

Control processing

To obtain accurate samples of the data path latency using control packet timestamps,
the control path processing time on each of the end switches must be consistent. The
control processing time refers to the time it takes a switch to process the action included
in the rule that matches the packet, generate a PacketIn, and send it to the controller.
In Figure 4.1, t03 − t2 and t08 − t7 are the control processing times for S1 and S3 . Control
processing times determine when PacketIn messages arrive at the controller: if processing times are not consistent across the first and last switch, the latency estimation
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on the path is skewed.
I consider two sources of control processing: slow path delay and control channel
delay. The slow path delay is the time it takes the switch to transfer the packet along its
internal circuits from the ASIC where the match is performed to the switch CPU that
generates the PacketIn. As shown in prior work [19], the slow path delay depends on
what other operations (e.g., flow installations, stat queries) are performed simultaneously on the switch. The control channel delay is the propagation delay from the switch
to the controller.
I adapt to the variations in control processing across switches by constantly monitoring both the slow path and control channel delays. To monitor the slow path delay of a
switch, I send packet probes to the switch using PacketOut, use a carefully placed rule
to trigger a PacketIn, and then drop the probe without forwarding it to other switches.
This resembles my path latency estimation method described above, with the modification that the path to be monitored consists of one switch. To monitor the control channel
delay on a switch, I send EchoRequest OpenFlow control messages to the switch and
measure the time when the switch replies.
I discard latency samples obtained during periods when the slow path delays of the
first and last switches on a path vary. This is because when the slow path delay varies
(e.g., due to changes in queue sizes), I cannot predict how each variation affects the
latency estimations. The control channel delay from the controller to switch is more
predictable; if I discover that switches are not equidistant to the controller, I adjust the
estimated latency by the difference in their control channel delays.
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Figure 4.2: SLAM design. SLAM generates probe packets along the path to be monitored. The probes are guided by carefully specified rules and trigger PacketIn messages
at the first and last switches on the path. SLAM analyzes PacketIn arrival times and estimates path latency.

4.2.4

Monitoring design

I have developed SLAM, a framework for latency monitoring in SDNs, based on the
methods enumerated above. SLAM combines four components—rule generator, traffic
generator, traffic listener, and latency estimator—as shown in Figure 4.2. Algorithm 2
describes the steps taken by SLAM to estimate latency distribution. All these components run on the network controller.
Given a path to monitor, SLAM identifies the first and last switches on the path. It
then installs a specific rule on each switch on the path to guide measurement probes.
As explained above, the rule installed on the first and last switches contains “send to
controller” as part of the action set. The traffic generator then sends a stream of packet
probes along the monitored path using OpenFlow PacketOut messages. These packets
match the specific rules installed in the previous step. Normal traffic is processed by the
original rules on the switches and is not affected by my monitoring rules. In addition,
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Algorithm 2 Latency monitoring components.
1: procedure RULE A ND T RAFFIC G ENERATOR(Path p, Number of pings n)
2:
for all Switches s ∈ p do
3:
if s is first switch in p then
4:
Add rule to forward packet to next switch and
5:
to controller
6:
else if s is last switch in p then
7:
Add rule to forward packet to controller
8:
else
9:
Add rule to forward packet to next switch
10:
end if
11:
end for
12:
for i ← 1 to n do
13:
Generate probe packet pkt
14:
Send pkt to first switch in p
15:
end for
16: end procedure
17: procedure T RAFFIC L ISTENER(Packet pkt, First switch s1, Last switch s2)
18:
Latency list l
19:
Last time t ← 0
20:
while Packets are arriving matching pkt do
21:
if pkt is from s1 then
22:
t ← current time
23:
else if pkt is from s2 then
24:
Latency lat ← current time −t
25:
Append lat to l
26:
end if
27:
end while
return l

28: end procedure

the measurement module will generate probes to monitor the slow path and control
channel delays of the first and last switches on a monitored path, as described above.
The traffic listener captures control packets received from switches and records their
arrival timestamps. To obtain a latency sample, it then correlates PacketIn messages
associated with the same probe packet and triggered by different switches. By aggregating the latency samples obtained from multiple probes sent on a path, SLAM computes
a latency distribution for the path.

4.3

Evaluation

I implemented SLAM as a module for the POX OpenFlow controller and deployed
it in a 12-switch network testbed (Figure 4.3). I evaluate SLAM from three aspects:
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Figure 4.3: Snapshot of the OpenFlow testbed used to test SLAM. The latency results
presented in this session are measured between switches 2 and 4. The colors represent
the relative utilization of each link captured during a high-latency experiment.
(1) how accurate it is for individual latencies, (2) how does it perform in a realistic
scenario of ranking paths based on latency, and (3) how does it adapt to varying network
conditions.
To determine the quality of SLAM’s path latency estimates, I must first measure the
real path latency (i.e., the ground truth). As I cannot directly time packet arrival and
departure on switches, I use the following setup to measure ground truth. I Consider a
path of five switches and connect the first and last switches to the controller. These connections are in addition to the already existing control channel between the controller
and switches and put the controller on the data plane. The setup is similar to that used
for OpenFlow testing by Rotsos et al. [51] and by Huang et al. [30].
I use the controller to send probe packets along the path to be monitored. When a
probe arrives at the first switch, the action of the matching rule sends the packet both to
the next switch on the path and to the controller on the data plane. Similarly, at the last
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switch, the matching rule sends probe packets back to the controller. I obtain the ground
truth latency by subtracting the two arrival times of the same probe at the controller.
This method of measurement is similar to that used by SLAM, with the difference that
no packet ever crosses into the control plane. Although the latency I obtain by this
method may not perfectly reflect the ground truth latency, it does not contain the effects
of control processing, and hence, can be used as a reasonable estimate to compare
against SLAM’s estimated latency distribution.
I perform three sets of experiments: low latency (Exp 1), medium latency (Exp 2),
and high latency (Exp 3). I estimate latency between switches 2 and 4 in the testbed
(see Figure 4.3). There is no background traffic for the low latency experiment. For
medium and high latency experiments, I introduce additional traffic using iperf and
simulate congestion by shaping traffic at an intermediate switches on the path (switch
302 in Figure 4.3). I use 200 Mbps iperf traffic with 100 Mbps traffic shaping in Exp 2,
and 20 Mbps iperf traffic with 10 Mbps traffic shaping in Exp 3. In each experiment, I
run both SLAM and the ground truth estimator concurrently for 10 minutes with a rate
of one probe per second for each.
From Figure 4.4, one can see that, though SLAM overestimates the ground truth for
under-millisecond latencies, SLAM is able to match the ground truth latency distribution
as the path latency increases. The median difference between ground truth and SLAM
is 0.35 ms and the 90th percentile difference is 2.38 ms for Exp 1, 1.03ms and 3.69ms
for Exp 2, and 0.01ms and 1.68ms for Exp 3.
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Figure 4.4: SLAM vs. Ground truth latency empirical CDFs.
Exp # 50th %tile 75th %tile 90th %tile 95th %tile
Exp 2 7.47 ms
8.66 ms
11.6 ms
19.2 ms
Exp 3 60.0 ms
71.9 ms
76.8 ms
78.0 ms
Table 4.1: Comparison of the 50th, 75th, 90th, and 95th percentile values for experiments 2 and 3 from Figure 4.4.

4.3.1

Ranking paths

To understand the effectiveness of SLAM in a realistic scenario, I then consider
a simple application that uses SLAM to choose network paths based on latency. To
compare the latency distributions for two different paths (i.e., to determine if one of
them is significantly slower) or for the same path under two different traffic conditions,
I take two steps. First, I perform the Kolmogorov-Smirnov (KS) test [36] to determine
whether the latency distributions for two paths are equal. If the empirical CDFs of the
latency measurements for the two paths are not equal, then I compare the quantiles of
the two distributions (e.g., median) to determine which path has lower latency.
The KS test is a non-parametric test to compare either a sample (i.e. set of measure-
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Figure 4.5: Quantile-Quantile plots for SLAM vs. ground truth in Exp2. The quantiles
for SLAM’s estimates are close to the quantiles for ground truth estimates, indicating
that SLAM is able to detect millisecond-level path latency variations.

ments) with a reference probability distribution (one-sample KS test) or to compare two
samples (two-sample KS test). In SLAM, a sample corresponds to the latency measurements for a path, and since I want to compare the latency measurements for two different paths, I use the two-sample KS test. It computes a statistic that captures a distance
between the empirical CDF (Cumulative Distribution Function) of the two samples.
The null hypothesis is that the two samples are drawn from the same distribution, and
the two-sample KS test can be thought of as how probable it is to observe the KS test
statistic under the null hypothesis. If I can reject the null hypothesis based on the test
statistic, then this implies that the two samples are not from the same distribution. For
instance, when I compare the samples from Exp 2 (medium latency) and Exp 3 (high
latency), the KS test rejects the null hypothesis. Table 4.1 shows four quantiles for the
two samples; these are significantly different. Further evidence that the KS test gives
the correct decision can be seen in Figure 4.4; the empirical CDFs of the measurements
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Figure 4.6: Quantile-Quantile plots for SLAM vs. ground truth in Exp3.

collected by SLAM for Exp 2 and Exp 3 are quite different.
Like the quantile vs. quantile comparison for Exp 2 and Exp 3 shown in Table 4.1,
I compare the similarity of the latency distributions obtained with the ground truth estimator and with SLAM by comparing their quantiles using the Quantile-Quantile (Q-Q)
plot (a graphical method for comparing two probability distributions). Figures 4.5) 4.6
show the Q-Q plot for Exp 2 and Exp 3, respectively. I remove outliers by discarding
the bottom and top 10% (5%) of SLAM’s latency estimates for Exp 2 (Exp 3). Except
for a small number of very low and high quantiles, the quantiles for SLAM’s estimates
are equal or close to the quantiles for ground truth estimates; most of the points in the
Q-Q plot lie on the y = x line. This shows that SLAM suffices for the detection of paths
that differ from baseline latencies by tens of milliseconds.

4.3.2

Sensitivity to network conditions

Next, I study SLAM’s accuracy when data traffic is bursty and when I introduce
control traffic between the controller and switches.
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Figure 4.7: SLAM with bursty traffic. As path latency increases, SLAM is able to
correctly detect the increase.
Data traffic. To see if variable traffic affects SLAM’s latency estimates, I repeat
Exp 3, but instead of running iperf continuously, I run it in bursts of variable size.
Figure 4.7 shows how latency varies over time as I introduce and remove traffic from the
network. SLAM’s estimates adapt well to changes in the ground truth latency triggered
by introducing congestion in the network. Like the results shown in Figure 4.4, SLAM
over-estimates latency when path latency is low but accurately captures latency spikes.
These results further confirm SLAM’s effectiveness in enabling data center networks to
route traffic away from segments on which latency increases by tens of milliseconds.
Control traffic. I monitor the slow path delay of switches in my network while
I introduce two types of control traffic: FlowMod, by repeatedly inserting forwarding
rules, and PacketIn, by increasing the number of probes that match a rule whose action is “send to controller”. I varied the control packet rate from 1 to 20 per second
and observed a median increase of 1.28 ms. Varying the amount of concurrent rule
installations from 0 to 150 rules per second resulted in a median increase of 2.13 ms.
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Thus, the amount of unrelated control traffic in the network does not influence SLAM’s
effectiveness in detecting high-delay paths.

4.4

Reactive OpenFlow deployments

So far, I have considered a proactive OpenFlow deployment for SLAM, where normal data packets always have a matching rule and do not trigger PacketIn messages.
Another option is to use a reactive deployment, in which switches notify the controller
of incoming packets without a matching rule by sending a PacketIn control message.
Because too many such control messages could overload the controller and make the
network unusable [14], reactive deployments are limited to smaller enterprises and data
centers with tens of switches or when the network needs to react to traffic changes
automatically.
Reactive networks provide a significant advantage for my latency estimation: SLAM
could use existing PacketIn messages to compute path latency distribution. This eliminates the need to insert expensive probes to trigger PacketIn’s and reduces the cost of
monitoring by using already existing control traffic.However, there are two disadvantages, which I discuss at large next.

4.4.1

Variations in control processing

Using reactive PacketIn’s at both ends of a path to capture its latency means that
normal data packets are delayed at the first switch until the controller tells the switch
what to do with them. This introduces an additional delay in the path of a packet
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Figure 4.8: The number of PacketIn messages each link in a 24 port switch sees in
three hours.

described in Figure 4.1: the time it takes the controller to process the packet and reply
to the switch (either with FlowMod or PacketOut) and the time it takes the switch
to forward the packet to the out port once it learns what to do with it. SLAM can
estimate the controller processing time and the controller-to-switch delay as described
in Section 4.2.3. However, the switch forwarding time depends on the load on the
switch CPU and what other traffic is traversing the switch; this is more difficult to
estimate accurately. In practice, SLAM can use the approach in Section 4.2.3 to infer
variations in switch processing and discard measurements performed during times when
variations are high.

4.4.2

Frequency of control traffic

The accuracy of the latency distribution estimation depends on the frequency of
PacketIn messages that SLAM sees from switches at both ends of the measured path.
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Figure 4.9: The average and median time between PacketIn messages per link on a 24
port switch.
This is affected by the overall distribution of traffic in the network and by the structure
of rules used to guide the traffic. For example, because switches on a backup link see
little data traffic, they trigger little control traffic for SLAM to use. Similarly, forwarding
rules with long timeouts or with wildcards limit the number of PacketIn messages that
switches trigger and that SLAM can use.
To evaluate the frequency of PacketIn measurements, I simulate SLAM on a realworld enterprise trace. I use the EDU1 trace collected by Benson et al. [14], capturing
all traffic traversing a switch in a campus network for a period of three hours. I identify
all network flows (i.e., pairs of IP addresses and application ports) in the trace, along
with their start time. The collectors of the trace report that the flow arrival rate at the
switch is on the order of a few milliseconds [14].
Because only PacketIn associated with traffic that traverses the same path are useful
in estimating latency distribution, I need to evaluate the flow arrival rate for each input
port of the switch. The traffic trace does not contain input port information, therefore I
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simulate a 24-port switch using the following heuristic. I first associate every distinct /p
prefix (where p is, in turn, 32, 30, 28, 20, or 24) of source IP addresses in the trace with
a port and then assign each individual flow to the link (or input port) associated with its
source IP /p prefix. I group flows by prefix because routing in the Internet is typically
prefix-based. Below, I present results for p = 28; results for other prefix lengths are
qualitatively similar.
I compute both the number and the frequency of PacketIn messages that each link
receives during the measurement period. Figure 4.8 shows that most links see more than
10,000 PacketIn’s during the three hour span, which is equivalent to a rate of around
one PacketIn per second. Figure 4.9 presents the average and median time between
consecutive PacketIn’s for each link of the switch. SLAM would capture samples from
most links every two seconds and 80% of all links would be measured less than every
10 seconds.
To summarize, my analysis on a real-world enterprise trace shows that, in a reactive
SDN deployment, SLAM would be able to capture latency measurements once every
two seconds on average without requiring any additional generation of probes. I am
currently investigating the design of an adaptable SLAM that would rely on existing
PacketIn’s when control traffic volume is high and generate probes that trigger artificial
PacketIn’s when control traffic is scarce.
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4.5

Summary

In this chapter, I have presented SLAM, a path latency monitoring framework for
software-defined data centers. SLAM uses timestamps of carefully triggered control
messages to monitor network latency between any two arbitrary switches and identify
high-delay paths SLAM’s measurements are accurate enough to detect latency inflations
of tens of milliseconds and enable applications to route traffic away from high-delay
path segements.
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Chapter 5
SIMS: Cost-Effective Internet Path
Monitoring
Webservices often span several data centers spread across the globe, in order to
improve user-perceived performance and availability. When there is either an outage or
performance degradation on the Internet path between a client and the data center that
it is being served from, the webservice can redirect the client to a different data center.
However, to take advantage of its multi-data center deployment, a webservice needs
to be able to determine when it should modify the redirection for any of its clients. For
this, a webservice needs to continually monitor the Internet paths between the data centers on which it is deployed and its clients. A webservice can do so by monitoring the
traffic that it exchanges with its clients (e.g., it can monitor TCP connection setup latencies to identify latency spikes). However, relying solely on passive monitoring limits
the frequency with which performance and availability information can be refreshed
to the rate at which the webservice receives traffic from its clients. Therefore, to de-
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tect outages and performance degradation in a timely manner, a webservice will need
to augment its passive monitoring with active probing of paths. The cost necessary to
support this additional measurement traffic can be significant.
In this chapter, I present the SIMS monitoring service to reduce the path monitoring
costs incurred by webservices. SIMS is designed for the increasingly common setting
of webservices being deployed on platforms that support multi-tenancy, such as cloud
services. In such settings, clients in any particular IP address prefix often interact with
multiple webservices hosted in the same data center. For example, on a multi-tenant
deployment of tens of data centers that hosts 186 webservices, one sees that half of the
client IP prefixes interact with multiple webservices and over a quarter of these prefixes
access at least 5 webservices.
SIMS leverages these commonalities in client populations to benefit webservices
in two ways. First, SIMS passively monitors the traffic of all webservices that use
it. Therefore, when it observes traffic between a client and any webservice, SIMS can
share the path metrics (such as latency, bandwidth, and loss rate) that it infers from
this traffic with all other webservices that also have clients in the same prefix; this
obviates the need for these other webservices to issue measurement probes of their
own. Second, if no webservice receives traffic from a prefix for a prolonged period of
time, SIMS can issue a single set of measurement probes on behalf of all webservices
that desire updates about the paths to this prefix, thus reducing the redundancy in active
probing. By sharing information in these two ways, SIMS lowers both the cost incurred
by webservices and the aggregate bandwidth consumed by measurement probes.
However, the design of SIMS as a shared monitoring service requires us to address
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several hard questions.
• What interface should SIMS export? If the interface offered by SIMS is not carefully designed, the costs incurred by a webservice may potentially increase when it
uses SIMS. For example, if SIMS charges a webservice in proportion to the number
of paths that it wants SIMS to monitor, SIMS will end up charging the webservice
even for information learned by passively monitoring that webservice’s own traffic.
Since the webservice would have obtained this information at no additional cost if
it were monitoring paths to its clients by itself, this can disincentivize webservices
from using SIMS.
However, these two goals are at odds with each other. When a webservice seeks information about the path to a prefix, SIMS needs to probe that prefix only if no other
webservice recently received traffic from that prefix. Thus, a webservice cannot verify when is it that SIMS sends out probes to serve its needs, because every webservice
typically has no visibility into the traffic patterns of other webservices hosted on the
same cloud service.
• How to ensure SIMS is fair? As the number of webservices that use SIMS grows, it
will be infeasible to keep increasing the bandwidth available for SIMS active probing.
Therefore, at times, SIMS may need to turn down some requests for information due
to bandwidth limitations. However, to ensure that SIMS is fair to all webservices in
doing so, I need new mechanisms to enforce fairness. Unlike existing mechanisms
that fairly partition a network’s bandwidth across entities, we need SIMS to be fair
despite the information gathered from a single probe issued by SIMS being shared by
several webservices.
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My design of SIMS tackles these challenges in two ways. First, I co-design SIMS’s
interface and pricing policy such that no webservice sees an increase in its monitoring
costs due to its use of SIMS, and yet SIMS’s pricing is verifiable. On the one hand,
I argue that it is fundamental that SIMS require webservices to continually issue requests for information, rather than simply specifying the set of paths and the frequency
with which SIMS should monitor these paths. My design of the request-response format offers flexibility in the time at which the returned information was gathered (thus
enabling greater reuse of information), while ensuring that a webservice can bound
the maximum staleness of the information it has for any particular path. On the other
hand, SIMS imposes a bi-modal pricing policy: every request from a webservice that
can be served by passively monitoring its own traffic incurs no cost, and all other requests incur a fixed price per request. This enables any webservice to independently
verify the charges levied on it, despite not having any visibility into other webservices,
from whose traffic it obtains information. Second, I modify the well-known Deficit
Round Robin (DRR) [58] scheduler used for fair sharing of network bandwidth to design SIMS’s probe scheduler. I ensure that SIMS’s notion of fairness captures information sharing among the webservices competing for a slice of SIMS’s measurement
bandwidth.
I use a month-long trace from the 10 most popular webservices hosted on PlanetLab to evaluate the benefits offered by my design of SIMS. In comparison to every
webservice independently monitoring paths to its clients, I find that SIMS can reduce
1) monitoring costs for the median webservice by up to 55%, and 2) the bandwidth
required for active probing by up to 60%.
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Figure 5.1: RTTs measured over the course of a day from a PlanetLab node to its
closest and second closest Amazon EC2 data centers.

5.1

Motivation

To motivate the need for SIMS, I discuss the need for webservices to monitor the
Internet paths to their clients, the costs that this monitoring imposes, and the potential
for a shared monitoring service to reduce costs.
Need for monitoring Internet paths. For any webservice, monitoring the performance and availability of Internet paths between the data centers on which it is deployed
and its clients can be beneficial in various ways. For example, when the latencies experienced by a subset of a webservice’s clients increase, the webservice provider can
diagnose whether the cause is server-side (e.g., increases in database lookup latencies)
or on the Internet path to the clients. Similarly, the webservice can adapt its content
delivery (e.g., serving lower bitrate video) based on the current performance on the
Internet path to a client.
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Figure 5.2: Variance in webservice popularity.
However, in this work, I focus on one particular utility of Internet path monitoring
that is critical for webservices with geo-distributed deployments. Specifically, when a
webservice is deployed across a set of data centers, the webservice can redirect affected
clients to a different data center in response to performance drops and outages. For
example, Figure 5.1 plots the latencies measured over the course of a day from a PlanetLab site in Rome to its closest and second closest EC2 data centers—in Ireland and
on the US east coast. As expected, RTT to the Ireland data center is significantly lower
for most of the day. However, at around 9am local time, RTTs to the Ireland data center
began to increase and were higher than those to the data center in the US for about an
hour. By continually monitoring latencies between data centers and clients, a webservice could have minimized the latencies incurred by users in Rome by appropriately
serving them from different data centers at different points in time.
Timely monitoring imposes significant costs. A webservice can infer performance
and availability metrics for the Internet paths to its clients by passively monitoring the
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Figure 5.3: Distribution of no. of webservices with which a prefix interacts.
traffic that it exchanges with them (e.g., using tcpmon [11]). However, relying solely
on passive monitoring limits the timeliness with which a webservice can react to performance degradation and outages.
For example, for 186 webservices hosted on a multi-tenant deployment of tens of
data centers across the globe, Figure 5.2 plots the median inter-arrival time between
connections from clients in the same prefix; clients in over 143K IP prefixes interact
with these webservices.1 While the median inter-arrival time for some popular webservices is less than 10 minutes, many other webservices receive traffic from the same
prefix only once every couple of hours in the median case. If these less popular webservices rely solely on passive monitoring of their own traffic to detect increases in path
latency, decreases in bandwidth, increases in loss rate, etc., they will be unable to react
to such problems in a timely manner. In fact, they may completely miss detecting some
outages, e.g., if a client’s TCP connection requests get dropped before they reach the
data center to which the client is redirected, the webservice may not even detect that the
1

I omit further details about this dataset due to confidentiality obligations.
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Figure 5.4: Comparison of inter-arrival times in a single webservice’s traffic and in
traffic from all webservices (95th , 75th , 50th , 25th , and 5th percentiles across prefixes
shown).
client is unable to contact it.
Therefore, to detect performance and availability problems in a timely manner, it is
essential for most webservices to complement passive monitoring with active probing
of the Internet paths to their clients. However, active probes result in additional traffic
sent out from the data centers on which a webservice is deployed, thus increasing the
cost borne by the webservice provider. Depending on the kinds of path metrics that a
webservice seeks to monitor and the frequency with which it monitors the path to every
prefix, the cost overhead due to measurement probes can be significant. For example, a
webservice may seek to monitor packet loss rate statistics to all 500K IPv4 prefixes, 2
by monitoring the path to every prefix from the 2 closest EC2 data centers to that prefix
(so that it can redirect a prefix to a different data center if loss rates from one of the data
centers increases). If such a webservice sends 100 1KB probes to measure the loss rate
to on any path [43], and if it refreshes loss rate statistics on every path once every hour,
2

http://www.cidr-report.org/as2.0/#General_Status
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the corresponding measurement traffic will translate to roughly $10K in monthly costs.
Shared monitoring service reduces costs. To reduce these costs incurred by a
webservice in monitoring the Internet paths to its clients, I observe that the webservices
hosted on the same data center often have overlaps in their paths of interest. For example, based on the traffic from the same multi-tenant platform mentioned above, Figure 5.3 shows that there are significant intersections between the sets of client prefixes
across different webservices; almost half of the 143K prefixes interact with multiple
webservices, and over a quarter of the prefixes access at least 5 webservices.
This overlap in client prefixes can help reduce cost in two ways. First, when the
availability and performance to a prefix can be inferred based on passive monitoring
of one webservice’s traffic, this information can be shared with all other webservices
that have clients in that prefix, thus offsetting the need for those webservices to perform
active measurements. For example, for 5 of the 186 webservices mentioned above, Figure 5.4 shows that the frequency with which information on the paths to a webservice’s
client prefixes can be updated significantly increases – by up to 3 orders of magnitude
– when considering the aggregate traffic across all webservices. Second, when active
probes to a prefix do become necessary (because no traffic from that prefix was observed to any webservice for a period of time), information learned from these probes
can benefit all webservices with clients in the prefix, and the cost associated with the
probes can be shared by these webservices.
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Figure 5.5: Overview of SIMS’s architecture at any data center.

5.2

Overview

Next, I provide an overview of SIMS’s architecture, present the objectives that guide
my design of SIMS, and discuss the associated challenges.

5.2.1

Architecture

I envision a separate deployment of SIMS at every data center in a cloud service. At
each data center, SIMS enables webservices to monitor paths to their clients from the
local data center. Since webservices typically group clients into IP prefixes and redirect
all clients in the same prefix to the same data center, SIMS monitors paths at a prefix
granularity and does not distinguish among clients in the same prefix. In this work, I
leave it to webservices to coordinate their use of SIMS across data centers, in order to
redirect any prefix to a different data center when SIMS informs them of performance
or availability problems on the path to that prefix.
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Components. As shown in Figure 5.5, at every data center, SIMS combines the
use of four components. First, the server-side code of any webservice that uses SIMS
links to SIMS’s library. This library exports an API that enables the webservice to
request for performance and availability information on the Internet paths from the local
data center to its client prefixes. Second, to serve requests for information, the SIMS
library contacts a central controller in the local data center. This controller maintains a
database of performance and availability information, compiled based on active probes
issued by SIMS and passive monitoring of the traffic of any application using SIMS.
When the controller cannot serve a request based on information in its database, it uses
SIMS’s third component—a set of VMs that run measurement agents—to issue new
probes. Lastly, SIMS also includes a client-side library. Whenever a client interacts
with a webservice’s deployment at a particular data center, the client-side code of the
webservice can use the SIMS library to upload measured performance metrics to the
SIMS controller at that data center.
Deployment options. SIMS can be deployed in one of two ways. On the one hand,
a cloud service provider can itself offer SIMS as a service to its customers at the cloud
service’s data centers. Since the cloud provider has visibility into the network traffic
of all of its customers, such a deployment model eliminates the need for a client-side
library that reports measured performance metrics; the cloud provider can instead infer
performance metrics on the path to a particular client prefix based on its passive monitoring of traffic from/to that prefix. However, different cloud providers may choose to
instantiate SIMS with different APIs, thus complicating path monitoring for a webservice deployed across data centers of multiple cloud providers [66, 69].
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Therefore, an alternative deployment option is for a third-party, which itself rents
VMs and storage from cloud service providers, to instantiate SIMS at every data center.
A third-party deployment can ensure that webservices can rely on a common API to
SIMS across the data centers of all cloud services. In this case, I need to use clientside passive monitoring of performance metrics. This is because, in addition to client
interactions with a webservice’s VMs, clients can also interact with storage services
offered by the cloud provider. For example, when a client of a webservice hosted on
Amazon EC2 downloads an object from Amazon S3, the webservice’s VMs will be
unable to measure the performance of this download, since the download traffic does
not go through any of the webservice’s VMs.
In either deployment model, the aggregate bandwidth available for SIMS’s probes is
limited. This is because a third-party provider of SIMS is constrained by the maximum
bandwidth available to any particular customer of a cloud service, whereas if a cloud
service itself deploys SIMS, it will seek to limit the bandwidth it devotes to SIMS.

5.2.2

Goals

My design of SIMS is guided by three primary objectives.
• Respect desired timeliness: Different webservices can vary in the frequency with
which they require updates about the Internet paths to their clients. For example,
one webservice may wish to redirect any of its clients to a different data center if a
latency spike to a client lasts longer than an hour, whereas another webservice may
want to redirect clients if outages last longer than 5 minutes. More frequent updates
will enable a webservice to offer better performance and availability to its clients, and
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thus help improve revenue [1, 8], but will also result in higher cost for the webservice.
Hence, SIMS must be able to provide every webservice with updates at a frequency
that is in line with that webservice’s desired trade-off between monitoring costs and
revenue gains.
• No cost increase: To ensure that webservices have an incentive to use SIMS, any
webservice should not see an increase in its path monitoring costs when it uses SIMS
to monitor the paths to its clients, instead of monitoring paths on its own.
• Fairness: Lastly, when the bandwidth available to SIMS for issuing measurement
probes is being used to capacity, SIMS may be unable to satisfy the timeliness requirements of all webservices. In such cases, SIMS should be fair in whose timeliness
constraints it violates.
In addition to the above-mentioned primary objectives, I also account for two secondary objectives that are desirable in how any service charges for its use.
• Verifiable pricing: In any existing cloud service, a customer can independently verify incurred costs by monitoring its resource usage (e.g., number of hours for which
it had active VMs, number of requests that it issued to storage, and number of bytes
it sent over the network) and combining this with the pricing policy published by
the cloud provider. Thus, customers do not need to blindly trust that the cloud service is not overcharging them. SIMS’s pricing should similarly be verifiable by its
customers.
• Marginal-cost pricing: In the extreme case, SIMS can satisfy the “no cost increase”
goal by charging webservices in a manner such that every webservice incurs the same
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cost as it would when independently monitoring paths to its clients. However, to
increase the incentive for webservices to use SIMS, it should attempt to minimize its
profit. Specifically, I seek to ensure that the total charge imposed on the webservices
that use SIMS should match the cost associated with SIMS’s measurement traffic. In
the economics literature, this is referred to as marginal-cost pricing [42].

5.2.3

Challenges

Several characteristics of SIMS’s operational setting make it challenging to jointly
satisfy all of my primary and secondary objectives.
• Varying probing needs: Traffic patterns vary significantly across webservices (e.g.,
Figure 5.3), and even for any particular webservice, its traffic can vary over time.
Consequently, the need for SIMS to issue measurement probes can be extremely variable. To minimize the cost necessary to fulfill the timeliness requirements of all
webservices, at any point in time, SIMS must adaptively vary its probing strategy
based on current traffic patterns. It is challenging to do so given that the aggregate
measurement bandwidth available to SIMS is constrained.
• Verifiability without global knowledge: To reduce monitoring costs for any webservice, SIMS must be able to serve at least some of a webservice’s requests using
information obtained either from passive monitoring of another webservice’s traffic
or from active probes issued to serve another webservice’s requests. However, every webservice has no knowledge about either the traffic or the requests of any other
webservice. This makes it challenging to ensure that SIMS’s pricing is verifiable despite the fact that every webservice cannot verify whether information is being shared
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across applications in a manner in line with the price levied on it by SIMS.
• Fairly splitting a shared resource: Fair sharing of a bottleneck across n entities
yields at least a

1 th
n

share to every entity that needs it. However, standard mecha-

nisms used for fair sharing are insufficient for use in SIMS because they assume that
every unit of work is assigned to exactly one entity. In contrast, information gathered
from a single measurement probe sent out by SIMS to a prefix can benefit several
webservices that have clients in the prefix. Hence, I need new mechanisms to enable
fair sharing of SIMS’s measurement bandwidth.
Trust model. Before I describe my design of SIMS that tackles these challenges, I
clarify my assumptions of trust between webservices and SIMS. First, I assume that no
webservice instruments the client library to upload incorrect data to the SIMS controller;
if a webservice does so, SIMS could detect this by comparing data provided by the
clients of different webservices in the same prefix. On the other hand, since webservices
can independently verify the current performance and availability to any prefix, SIMS
does not return falsified path metrics, so as to not risk a loss of reputation. Second, since
any webservice has no visibility into the traffic of other webservices and their use of
SIMS, webservices do not trust any claims made by SIMS regarding how information is
being shared across webservices. However, like all cloud services today, all webservices
that use SIMS blindly trust that it is fair. Lastly, since all webservices hosted on the
same cloud service are mutually distrustful of each other, SIMS must ensure that any
webservice cannot infer the traffic characteristics of other webservices.
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Goal
No cost increase

Ensure timeliness

Fairness
Verifiable
pricing
Marginalcost pricing

Design Choice
Sections
1) Webservices continually issue requests for updates; 2) a 5.3.1, 5.3.2
webservice’s requests are preferentially served using information obtained by passive monitoring of its own traffic,
since such requests are free
1) Every request is associated with a time window (t, t + w], 5.3.1, 5.3.3
and when SIMS responds with information gathered at t0 (t <
t0 ≤ t + w), webservice can issue a request with window
(t0 , t0 + w] to ensure no two updates are more than w apart; 2)
Earliest Deadline First probing to serve requests that cannot
be handled by passive monitoring
Modify DRR to account for information sharing across web5.3.3
services
Flat price associated with every request that cannot be served
5.3.2
using a webservice’s own traffic
Flat price per non-free request is computed as ratio of to5.3.2
tal expenses incurred by SIMS to the number of non-free requests that it serves
Table 5.1: Summary of SIMS’s design.

5.3

Design

Designing SIMS requires me to answer three questions: 1) what should be the interface that SIMS exports to applications, 2) how should one price the use of SIMS, and 3)
how should SIMS schedule the measurement probes that it issues? Table 5.1 summarizes the design choices made in SIMS to satisfy all the goals described previously.

5.3.1

Interface

Though the choice of SIMS’s interface may appear as a trivial implementation issue, its choice critically determines SIMS’s ability to satisfy my design goals. This is
because SIMS’s interface constrains its pricing policy; for any webservice to be able to
independently verify SIMS’s charges, SIMS’s pricing can only be based on those pa-
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rameters exposed by the interface. Before I describe the interface offered by SIMS, I
discuss a couple of alternatives to motivate the need for the chosen interface.
Export information for all paths. The simplest interface for SIMS is to require
no input from webservices. At all times, it can export to all webservices the latest
information that it has available for the path to every prefix. To cater to this service
model, SIMS can augment passive monitoring of traffic by issuing, at any point in time,
measurement probes to that prefix for which it has the most stale information.
However, as seen earlier in Figure 5.4, traffic from some prefixes is seen more infrequently than once every 100 minutes even when considering the aggregate traffic
across 186 webservices. Such infrequent updates will be insufficient for many webservices, and SIMS may be unable to adequately supplement the traffic for all prefixes
with measurement probes, since the bandwidth available for SIMS’s measurement traffic is limited. Therefore, to ensure that SIMS can satisfy every webservice’s timeliness
constraints, it is essential that SIMS’s probing be focused on gathering information of
interest to the webservices that use it.
Path subscription. An interface that allows SIMS to focus its measurements on
those paths and those path metrics of interest is as follows. SIMS’s interface can permit
every webservice to add/remove paths that they want SIMS to start/stop monitoring. For
each path added, a webservice can specify the performance and availability metrics of
interest and the maximum tolerable gap between updates for that path. Then, at any
moment in time, instead of probing the path for which it has the most stale measurements, SIMS can issue measurements along that path which is most in need of updated
information in order to satisfy the timeliness constraints specified by webservices.
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Such a path subscription based interface however fundamentally inhibits SIMS from
meeting its goal of ensuring “no cost increase”. To ensure that every webservice can
independently verify the amount it is charged, SIMS can charge any application based
on only the following four features: 1) the number of paths that the webservice wants
SIMS to monitor, 2) the types of path metrics of its interest (e.g., loss rate measurements
will be more expensive than latency measurements), 3) the frequency with which the
webservice wants SIMS to monitor every path, and 4) the duration of monitoring. To
see the problem with this, consider two webservices that are identical with respect to
all of these four features, except that one receives traffic from its clients at significantly
higher frequency than the other. In this case, SIMS will charge the same amount to both
applications, though the former may be able to satisfy most of its path monitoring needs
by passively monitoring its own traffic. Thus, a webservice that uses SIMS may end up
with higher expenses than if it had monitored the paths to its clients on its own.
The root cause of the problem here is that the path subscription interface abstracts
away the costs associated with individual measurements. To ensure that SIMS does not
increase path monitoring costs for any webservice that uses it, the pricing model must
be able to differentiate between information learned from passive monitoring of that
webservice’s traffic and information obtained from other sources (either active probing
or passive monitoring of others’ traffic). With a path subscription based interface, it is
impossible to do so without making SIMS’s pricing unverifiable.
Request based interface. Given the need for an interface that enables SIMS’s pricing to accurately reflect the cost that it incurs, I next consider a request based interface.
In this case, a webservice can continually issue requests to SIMS, with each request
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eliciting an update on the path to a particular prefix. If SIMS can respond to a webservice’s request using information inferred from that webservice’s own traffic, the request
incurs no cost. A webservice has to pay for a particular request only if SIMS has to rely
either on the passive monitoring of another webservice’s traffic or on active probing,
in order to serve the request. Thus, unlike the path subscription interface, this request
based interface offers the potential to satisfy the “no cost increase” goal.
This request-based service model must however be designed in a manner that enables SIMS to exploit sharing of information across webservices. Therefore, I associate
every request with a time window. The time window (t, t + w] associated with a request
specifies two things: 1) the webservice expects a response at time t + w, and 2) it can
make do with any update for the requested path that was obtained during the interval
(t, t + w]. SIMS’s responses are of the format t0 : m, where m is a value for the path
metric requested and t0 (t < t0 ≤ t + w) is the time at which the information included
in the response was gathered.
If a webservice wishes to ensure that no two updates for a path are more than w
seconds apart, once SIMS responds to its initial request at time t + w, it can issue a new
request for the same path, but now with the time window (t0 , t0 + w]. Note here that,
though this follow-up request is issued at t + w, the window associated with the request
specifies that it can make do even with information gathered prior to the request being
issued (i.e., information gathered during (t0 , t + w]). Alternatively, SIMS could have
responded to the initial request at time t0 (instead of at t + w), i.e., as soon as SIMS has
an update; however, as I discuss later, to minimize monitoring costs, SIMS must wait to
see if it can respond to a webservice’s request with information obtained by passively
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Figure 5.6: Illustration of a webservice A’s use of SIMS’s “request with window”
interface to monitor the latency to a particular prefix, such that no two updates are more
than w apart. Latency updates obtained from passive monitoring are annotated with the
webservice, from whose traffic the update is inferred. Requests are shown with their
associated time windows. Responses show the latency being returned and the time at
which that latency measurement was gathered.

monitoring the webservice’s own traffic, rather than returning the first available update.
This “request with window” interface enables SIMS to serve a request using information obtained either 1) from the traffic received by any webservice during the period
(t, t + w], or 2) from active probes issued by SIMS during that period to serve another
webservice’s request for information about the same path. Any information inferred
from a webservice’s own traffic is preferred to serve a webservice’s requests, so that
SIMS can serve the request for free. This is why, in Figure 5.6, SIMS responds at time
w using information gathered at time t1 , even though SIMS did have more up-to-date
information (gathered at t2 ). As the end of a request’s window approaches, if SIMS
finds that the last update that it has for the requested path is earlier than the start of the
request’s window, only then does it issue new measurement probes to serve the request.
For example, in Figure 5.6, to respond to the third request shown, SIMS issues probes
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at time t3 only because it receives no updates via passive monitoring since the start time
t2 associated with the request’s window.

5.3.2

Pricing

Next, I describe the manner in which SIMS should charge webservices for every
request. As already discussed, a webservice’s requests that SIMS can serve using information inferred from that webservice’s own traffic have no associated charge. This is
necessary to ensure that SIMS’s use does not increase path monitoring costs for webservices.
Therefore, the question at hand is: what should be the price associated with a webservice’s request that cannot be served using information inferred from that webservice’s traffic? The primary constraint here is my design goal of ensuring marginal-cost
pricing, i.e., SIMS’s pricing should reflect the expenses that it incurs for its measurement
probes. I can satisfy this goal as follows. If SIMS serves a request using information
inferred from any webservice’s traffic, the request is free. For all other requests that are
served based on active measurements, the price for a request is np , where p is the cost
incurred by SIMS due to the probes that it issues to serve the request and n is the number of webservices whose requests were served using the same information. In other
words, the expense incurred by SIMS for a measurement probe is shared equally across
all webservices that benefit from the measurement.
However, this pricing model cannot be verifiable. In its response to every request,
even if SIMS includes whether this request was served using passive monitoring of another webservice’s traffic, and if not, how many webservices benefited from the probes
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issued to serve the request, the webservice that issued the request cannot verify these.
This is because every webservice has no visibility either into the traffic of other webservices deployed on the same data center or of the rate at which other webservices issue
requests to SIMS.
Therefore, to satisfy both the verifiable and marginal-cost pricing objectives, I associate every request that SIMS does not serve using information gathered from the requesting webservice’s own traffic with a flat price per request. In other words, whenever
SIMS serves a request using information obtained via active probing or from passively
monitoring another webservice’s traffic, all such requests incur the same cost. SIMS
periodically computes this price per request as the ratio of two quantities: 1) the total
number of measurement probes issued by SIMS, and 2) the total number of requests
served by SIMS that were fulfilled without using the requesting webservice’s traffic;
this price is computed separately for each path metric.3 As I show later in Section 5.4.2,
at every data center, this amortized price per request is stable even over the course of a
month.
This pricing model enables every webservice to independently verify the charge
levied on it by SIMS because it only needs to distinguish between those of its requests
that are free and those that are not; all non-free requests have the same price. For each of
its requests, a webservice can identify whether that request should be free by checking
whether it received any traffic from the requested prefix during the window associated
with the request. The webservice can then verify that the charge imposed on it by SIMS
3

Though the price charged by SIMS per request reveals the average amount of information sharing
among SIMS’s customers, any webservice that uses SIMS cannot infer any additional information about
the traffic characteristics of any other webservice.
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is equal to the product of SIMS’s published flat price per request and the number of
requests issued by it that it knows are not free.
A consequence of this pricing policy is that two webservices that issue the same
number of non-free requests incur the same charge, even if SIMS is able to serve all the
requests from one of them using passively gathered information (from the traffic of other
webservices) and has to issue probes to serve all of the other’s requests. However, such
extreme scenarios are unlikely to arise in practice. A candidate design that addresses
the potential unfairness in such scenarios is one where webservices are renumerated for
the information that SIMS gleans from their traffic, thus making the cost incurred by
SIMS comparable across passive monitoring and active probing. I do not consider such
a design so as to not create a perverse incentive for webservices to artificially inflate the
traffic sent by their clients.

5.3.3

Probing strategy

Scheduling probes. For every request issued by a webservice, SIMS first attempts to
serve the request using information gathered from that webservice’s traffic, thus helping
to minimize costs incurred by the webservice. If the webservice receives no traffic
from the requested prefix during the window specified by the request, SIMS attempts
to serve the request using information gathered by passive monitoring of some other
webservice’s traffic. Thus, SIMS needs to issue probes to serve a request only when it is
unable to serve the request using information gathered from passive monitoring of any
webservice’s traffic. This minimizes the bandwidth necessary for SIMS’s measurement
probes.
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At any point in time, SIMS maintains a list of pending requests for which it does
not yet have any information gathered within the request’s window. For a request with
window (t, t+w], recall that SIMS must respond at time t+w with information gathered
between t and t + w. SIMS sorts all pending requests by the time at which it should
respond to the request, and it employs an Earliest Deadline First (EDF) scheduler to
issue measurement probes in order to serve these requests. If SIMS waits until the time
at which its response to a request is due in order to probe the requested prefix, SIMS
may not have enough bandwidth to spare at that moment. Therefore, using historical
workload information, SIMS estimates how close to a request’s deadline should SIMS
begin to consider it for active probing. I discuss this in more detail later in Section 5.4.2.
Ensuring fairness. Since measurement bandwidth at SIMS’s disposal is limited,
there can arise situations when it is unable to serve all of the requests that it receives, i.e.,
SIMS may have to respond to some requests with an empty response. In such scenarios,
SIMS must schedule its measurement probes in a manner that ensures it serves requests
fairly. Since bandwidth available for probes is the bottleneck here, SIMS must ensure
fair sharing of this bandwidth.
The de-facto work-conserving algorithm for fair sharing of network bandwidth is
the Deficit Round Robin (DRR) scheduler [58]. DRR repeatedly iterates through all
entities (e.g., flows or jobs) sharing the bottleneck resource in round-robin order. In
any particular entity’s round, it does work up to a pre-specified quantum on behalf of
that entity. If the amount of work pending for an entity is less than the quantum, the
difference between the quantum and the amount of pending work is added to a deficit
value associated with the entity. In a subsequent round, the amount of work allocated
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A1 = [P1, P2, P3, P4]
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Figure 5.7: Webservices A1 and A2 , with 4 and 6 pending requests, all due at t = 6.
DRR schedule results in the unfair outcome of all 6 of A2 ’s requests being served, but
one of A1 ’s requests going unfulfilled.
to that entity can be up to the sum of the quantum and the entity’s deficit value.
To see why the default DRR scheduler is insufficient for use in SIMS, consider the
following example, depicted in Figure 5.7. Say SIMS can issue 1 probe per unit time.
Now, consider two webservices A1 and A2 which issue requests for 4 and 6 paths at
t = 0, all with the window (0, 6]. Say there is an intersection of 3 paths between the
requests made by the two webservices. Since the default DRR scheduler is oblivious
to sharing, it may end up with the schedule shown in Figure 5.7, in which it satisfies
all 6 of A2 ’s requests and only 3 of A1 ’s requests. Given that A1 issued fewer requests
than A2 , it is clearly unfair for SIMS to not be able to satisfy A1 ’s requests rather than
those from A2 . The problem here is that DRR is designed with the assumption that
bandwidth is partitioned across a set of entities, and it does not account for the sharing
of information intrinsic to SIMS.
To fix this issue, I modify DRR as follows to schedule measurement probes in SIMS.
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Like DRR, SIMS’s probe scheduler associates every application with a deficit value: the
difference between the application’s fair share and the number of probes that SIMS has
issued on behalf of the application. When an application’s round arrives, if it has no
pending requests that necessitate active measurements, the scheduler resets that application’s deficit value to 0. If an application does have pending requests that warrant
active probing, the scheduler increments the application’s deficit value by the quantum
q and sends up to bdc + q probes to satisfy the application’s requests, where d is its
deficit value. When SIMS responds to an application A’s request based on information obtained from a previously issued measurement probe, the scheduler computes the
number (n) of other applications whose requests were previously served using information from the same probe. If n > 0, SIMS 1) adds ( n1 −

1
)
n+1

to the deficit of every

application with whom this information was previously shared, and 2) deducts

1
n+1

from

A’s deficit.
SIMS’s probe scheduler thus differs from the default DRR in two ways. First, even if
an application has pending requests when that application’s round arrives, my modified
DRR may issue no new probes in that round if the application’s most imminent request
can be served using information obtained from previously issued probes. In this case,
the scheduler merely decrements this application’s deficit value, and increments the
deficit of other applications that obtained the same information previously, to account
for the sharing of information. In contrast, with the default DRR scheduler, if no work
is done in a particular application’s round, the deficit value for that application is incremented. Second, while the deficit value for any application is always a non-negative
integer with DRR, in SIMS’s probe scheduler, an application’s deficit value can become
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fractional and even negative. When the round arrives for an application with deficit d, if
bdc + q is negative, SIMS’s probe scheduler issues no probes and it simply increments
the application’s deficit value by the quantum q.
In the example above, these modifications enable SIMS to satisfy 4 of A1 ’s and 5 of
A2 ’s requests, with one of A2 ’s requests timing out.
Note that, when SIMS is unable to satisfy an application’s request (because SIMS
does not have the bandwidth necessary to probe the requested path within the specified
time window), this serves as a signal for the application to back-off, i.e., the application
should reduce the frequency with which it monitors the paths to its clients. I do not consider the alternate possibility of raising per-request prices when SIMS’s measurement
bandwidth is utilized to capacity because webservice providers with higher purchasing
power may dominate others.

5.4

Evaluation

I evaluate my design of SIMS from three perspectives: 1) the cost savings that it
offers for webservices that use it, 2) the reduction in aggregate measurement bandwidth
that it enables, and 3) its fairness in servicing requests, when its measurement bandwidth is being used to capacity. I begin by describing my evaluation methodology and
by studying how to set a few parameters in SIMS’s configuration.
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5.4.1

Methodology

To simulate the operation of SIMS, I need a trace of the traffic from webservices that
will use SIMS in my simulation. I use a month long traffic trace from 23 PlanetLab [10]
sites for this purpose. I obtained this traffic trace by monitoring all incoming packets
at these 23 sites using a combination of a custom vsys [15] script and ulogd [12]. By
examining the volume of traffic associated with each source port, I identify the top
10 webservices hosted on each PlanetLab node. I verified by manual inspection that
these source ports correspond to popular services hosted on PlanetLab, such as Coral,
CoDeeN, and OneSwarm. I consider the traffic from these 10 webservices as the input
to my simulations. For results that are similar across PlanetLab nodes, I show numbers
from one representative node.
In addition, my simulation depends on the paths that these 10 webservices monitor,
their desired timeliness for updates about these paths, and the types of path metrics of
interest. First, at any point in time, I consider every webservice as seeking to monitor
the paths to those client prefixes that it has exchanged traffic with in the recent past.
Specifically, every webservice stops monitoring the path to a prefix once it has not received traffic from that prefix for T hours, and it resumes monitoring that when it again
receives traffic from the prefix. Second, I assume that all requests from all webservices
have the same associated window size w, i.e., all webservices have the same tolerance
for the maximum staleness in the information they have for any particular path. Lastly,
to keep things simple, I assume that all webservices issue requests for the same path
metric, thus making the measurement cost associated with all requests identical; without loss of generality, I can therefore consider one probe as being sufficient to serve any
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particular request.
To compute the costs required for the operation of SIMS, I consider a deployment
on Amazon EC2. I consider costs for VMs and bandwidth based on the current prices
at Amazon’s US West data center.

5.4.2

Configuring SIMS

In my design of SIMS, two parameters need to be configured in any particular deployment of the service: 1) the price per request, and 2) the period before a request
is due when SIMS must begin to consider issuing active probes to serve the request.
I perform the following analyses to determine the values of these parameters in my
setting.
What should be price per request? I simulate the operation of SIMS for a month,
considering every webservice as issuing requests in the manner described above. I perform this simulation independently at every PlanetLab node, and I repeat the simulation
with different values for the prefix timeout (T ) and window size (w) parameters. In each
setting, I compute the price per request separately on each day of SIMS’s operation; recall that the price per request is the ratio of the total number of probes sent by SIMS to
the total number of requests that it serves.
Figure 5.8 shows the fluctuations in the price per request across days at a few representative PlanetLab sites; here, I set T and w to 1 hour and 5 minutes. At all sites, I see
that the price per request is largely stable over time; on all days, the price per request
remains within 10% of the price computed on the first day of the month. This shows
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Figure 5.8: Variation in the price per request over the course of a month, where the
price is re-calculated daily.

that, despite the short-term variances in the traffic patterns of individual webservices,
the average degree of information sharing across webservices remains stable. Hence,
SIMS can indeed afford to charge a fixed price per request, varying this price only once
a month or even more rarely.
When to start considering a request for probing? When SIMS receives a request,
it can issue probes to serve the request at any point within the request’s window. Issuing probes early can turn out to be unnecessary; SIMS may be able to serve the request
instead using passively obtained information that it obtains later in the window. However, waiting until the request’s deadline can be too late; SIMS may not have sufficient
bandwidth to spare at that time to serve the request. To address this trade-off, I consider
the question: how long into a request’s window should SIMS wait before it begins to
consider issuing active probes to serve the request?
Since SIMS can issue probes to serve a request anytime during the period between
when the request is submitted and the request’s deadline, I consider a parameter f ,
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Figure 5.9: Cost for prober VMs as a function of fraction of time that has to elapse
between when a request is submitted and the request’s deadline for SIMS to consider
issuing probes to serve the request. VM costs are relative to that when every request is
considered for probing at its deadline.
which denotes the fraction of this period that has to elapse before SIMS adds it to the
pool considering for probing. I vary the value of f from 0 (consider for probing as
soon as the request is submitted) to 1 (probe at the time of the request’s deadline), in
steps of 0.05. For every value of f , I simulate the operation of SIMS and compute the
costs incurred by SIMS to support the VMs that issue measurement probes. Assuming
an “oracle” VM provisioning planner, I consider the number of VMs necessary in any
particular hour as that necessary to sustain the peak probing rate in that hour. I vary the
number of VMs once an hour, since the cost for running a VM on EC2 is at least that
for one hour of usage.
For various values of f , Figure 5.9 plots the VM cost relative to that incurred when
f = 1, i.e., when every request is considered for probing at its deadline; again, I set w
and T to 5 minutes and 1 hour. I see that it is best for SIMS to add every request to the
pool of requests considered for probing after roughly 80–85% of the period since when
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Figure 5.10: Cost savings per webservice compared to the webservice independently
monitoring the paths to its clients.

the request was submitted has elapsed. Therefore, in the rest of my analysis, I configure
SIMS to use a f value of 0.85. While this optimal value of f is specific to my data, one
can use a similar analysis in any setting to compute how long SIMS should wait before
considering a request as a candidate for probing.

5.4.3

Cost savings for webservices

I showcase the cost savings that SIMS offers to individual webservices in three ways.
Savings compared to independent monitoring: First, for each of the 10 webservices in my dataset, I compute the cost savings they incur because of using SIMS as
compared to monitoring the paths to their clients on their own. Varying w from 5 minutes to 10 minutes, Figure 5.10 plots the minimum, median, and maximum cost savings
across webservices in two extreme cases: 1) where T is set to 1 hour, and 2) where T is
set to ∞ (i.e., every webservice monitors the path to a prefix indefinitely after it receives
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traffic from that prefix for the first time). When T is 1 hour, the median webservice sees
close to 50% savings in its path monitoring costs. With T = ∞, cost savings for the
median webservice increases to 55%. These results show that webservices can obtain
significant reductions in measurement costs by using the shared SIMS service, instead
of every webservice independently monitoring the paths to its clients.
Savings due to information sharing: Key to the cost savings enabled by SIMS
is that it shares across webservices path metric information that is gathered both from
passive monitoring and from active probing. To highlight this, I consider two alternative
shared services where only one of these two types of sharing is exploited.
First, I consider a service that attempts to serve any webservice’s request for performance/availability information by passively monitoring the traffic of all webservices. If
the service does not have the information necessary to fulfill a webservice’s request, that
webservice issues its own probes. Second, I consider a scenario where every webservice independently monitors its own traffic. Only when a webservice cannot obtain the
information that it needs from its own traffic does it query a shared service that issues
probes on behalf of webservices and shares information obtained from these probes
across webservices.
Figure 5.11 compares the cost savings with SIMS and with the “Passive only” and
“Active only” services described above; again, I plot the minimum, median, and maximum across webservices. I find that, though both the alternative shared services do
reduce monitoring costs for webservices, the cost savings they enable are significantly
lower than with SIMS. This shows that it is critical to exploit sharing of both passively
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Figure 5.11: Comparison of cost savings per webservice with SIMS and when only
information gathered passively or information gathered actively is shared.
obtained and actively gathered information in order to maximize savings in monitoring
costs.
Savings due to pricing strategy: Next, I evaluate the utility of SIMS’s pricing
policy in enabling cost savings for webservices. For this, I compare the cost imposed on
webservices by SIMS with that incurred by them in two alternate pricing models. First,
I consider the case where every request that cannot be served based on information
passively gathered from the requesting webservice’s traffic incurs the cost equivalent
to 1 probe. Second, I consider the path subscription based interface (described earlier
in Section 5.3.1). In this case, I compute an average price per hour of monitoring that
reflects the measurement costs incurred.
Figure 5.12 shows the spread across webservices of the cost they incur with SIMS
and with these two pricing models, as compared to their costs when monitoring independently. First, one sees that a pricing model that charges the equivalent of a measurement probe for every non-free request significantly offers no cost savings, thus
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Figure 5.12: Cost with SIMS and with two alternate pricing policies, as compared to
cost with independent monitoring per webservice.

validating the utility of SIMS’s marginal cost pricing. Second, the path subscription
interface increases costs for all webservices; they would be better served independently
monitoring the paths to their clients. This is because, with a path subscription interface,
webservices end up being charged for information obtained from the passive monitoring
of their own traffic, which they can get for free when monitoring paths themselves.

5.4.4

Savings for SIMS provider

Beyond reducing monitoring costs for webservices, SIMS’s design is also beneficial for the SIMS service provider. By needing to actively probe a path only when no
webservice has received traffic along that path in the recent past, SIMS reduces the
aggregate bandwidth necessary for measurements. Here, I evaluate this benefit in two
respects: 1) total number of measurement probes sent out by SIMS, and 2) costs incurred
to maintain VMs that issue probes. I compute the VM costs as described previously in
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Figure 5.13: Reduction in total number of probes for the SIMS’s provider when compared against every webservice monitoring paths on its own.

Section 5.4.2.
Figures 5.13 and 5.14 plots the savings for the SIMS provider along these two metrics, as compared to the case where every webservice monitors paths independently.
For every window size value, I plot a box and whiskers showing 10th , 25th , median,
75th , and 90th percentiles across PlanetLab nodes. One sees significant benefits for the
SIMS provider irrespective of whether the timeout parameter T is set to 1 hour or ∞.
At the median PlanetLab node, the total number of probes reduces by over 35% when
T is 1 hour and by over 45% when T is ∞. On the other hand, the cost for VMs that
run the measurements drops by over 25% (35%) at the median PlanetLab node when T
is 1 hour (∞).
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Figure 5.14: Reduction in the cost that the SIMS’s provider must incur when compared
against every webservice monitoring paths on its own.

5.4.5

Fairness evaluation

In the final part of my evaluation, I examine SIMS’s fairness when its measurement
bandwidth is being utilized to capacity. On every PlanetLab node, I first compute the
peak measurement bandwidth required by SIMS in every hour in order to serve requests
from all webservices, when every webservice is issuing requests with w and T set to 5
minutes and 1 hour. Then, I rerun my simulation of SIMS using the same measurement
bandwidth in every hour, but this time I increase the value of T used by A3 , the third
most popular webservice in my trace. Increasing T increases the number of paths that
A3 monitors at any point in time. I first run my simulation setting A3 ’s value for T to 2
hours, and then repeat my simulation increasing T to 4 hours.
SIMS’s fairness only matters when it is unable to serve requests. Hence, I examine
all the requests in my simulation that SIMS was unable to serve. First, I see that SIMS is
successfully able to serve all requests issued by the 7 least popular webservices in my
trace, i.e., all the webservices ranked lower than A3 see no effect when A3 increases its
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Figure 5.15: Ratio of effective probe share received by webservices A1 and A3 , when
SIMS is unable to serve one of A3 ’s requests.

rate of requests. Second, I see SIMS being unable to serve a large number of requests
from A1 , A2 , and A3 , the three most popular webservices in the trace.
For every request from A3 that SIMS was unable to serve, I consider the period during which SIMS had added the request to the pool of requests considered for probing.
This corresponds to the last 15% of the interval between the time at which the request
was issued and the request’s deadline. Over this period when the request was considered for probing, I compute the effective probe share received by every webservice. I
compute the effective probe share for a webservice in any particular period as follows.
Over all probes P sent during that period, for every probe pi ∈ P , I add the value ni if
ni webservices shared the information gathered from probe pi . I then divide this sum
by |P |.
Across all of A3 ’s requests that SIMS was unable to serve, Figure 5.15 plots the
distribution of the ratio of A1 ’s to A3 ’s effective probe share during the period when the
request was considered for probing. Whenever A3 ’s request went unfulfilled, it must
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have received an equal or greater share of SIMS’s measurement bandwidth than other
webservices; if not, a fair solution would be to use some portion of the probe share
of another webservice (that had a greater effective probe share than A3 ) to serve A3 ’s
request instead. Hence, the ratio plotted in Figure 5.15 should always be less than or
equal to 1, if SIMS were perfectly fair.
Figure 5.15 shows that SIMS is able to satisfy this fairness property reasonably well.
With both values of T , when SIMS is unable to serve one of A3 ’s requests, A3 ’s effective
probe share is always within 10% of A1 ’s effective probe share. Note that the fact that
A3 ’s share is greater than A1 ’s share is not a problem; this happens when A1 does
not have many requests enqueued during the period when A3 ’s unfulfilled request was
considered for probing. In contrast, the DRR scheduler is often unfair; A1 ’s effective
probe share is almost always 10% or more higher than A3 ’s share, when one of A3 ’s
requests go unfulfilled.

5.5

Summary

Monitoring the performance and availability of the Internet paths to clients is a critical need for geo-distributed webservices. However, doing so while detecting outages
and performance degradations in a timely manner can result in significant measurement
costs. To address this problem, the SIMS Internet path monitoring service both reduces
the aggregate bandwidth necessary and the costs borne by individual webservices by facilitating sharing of information across webservices. SIMS guarantees that webservices
do not see an increase in monitoring costs, can verify the charges they incur despite
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not having visibility into the traffic patterns of other webservices, and are assured of
obtaining a fair share of SIMS measurement bandwidth. Using data from PlanetLab,
we demonstrated that SIMS presents a win-win scenario for both webservices and the
service provider.
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Chapter 6
Conclusions
In this chapter, I summarize the work I have presented and review the thesis that
they support.

6.1

Thesis and Contributions

The thesis I have supported in this dissertation is as follows: by using the properties
of emerging networks, namely software-defined networks and cloud deployments, it is
possible to develop new measurement systems that lower the monetary and/or network
cost.
The work presented by this dissertation has made the following contributions:

6.1.1

Zero cost utilization measurements in SDNs

I have shown, with FlowSense, that one is able to take a push-based approach to
monitor software-defined networks, eliminating measurement cost. This was done by
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reading the control message communication between the switches and controller instead
of relying on any type of measurement querying. I have shown that FlowSense is as
accurate as active methods, by comparing its accuracy with switch polling. In addition,
by using real world data traces, I have shown that it is feasible to run FlowSense in a
real network, showing reasonable delays of 10 seconds or less.

6.1.2

Control plane based latency measurements in SDNs:

Using the SLAM framework, I have shown that it is possible to monitor latency along
an arbitrary path by using a combination of control and data plane messages. There are
several advantages to using this approach versus traditional methods. First, SLAM does
not need any additional hardware modification to the network to capture latency measurements since all timing is done through the control plane. Second, SLAM allows for
measurements between any set of switches within the network as long as the switches
are OpenFlow-enabled. This is due to the usage of control messages that allow SLAM
to direct switches to send packets over the data plane itself. Finally, since measurements both originate and are computed by the controller, there is no need for complex
scheduling on both switches and end-hosts. I have shown through experiments, on an
OpenFlow testbed, that SLAM is able to detect latency spikes of tens of milliseconds,
enabling applications to route away from high latency paths.

6.1.3

Low cost measurements on multi-tenant data centers

Through using shared measurements, I have shown with SIMS, that webservices can
see significant savings by pooling together their measurement activities. By sharing
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both active and passive measurement data, webservices were able to see a a median
cost savings of 55% when using SIMS. In addition to this, the provider of SIMS is also
able to save on bandwidth usage, saving up to 60% of the bandwidth needed compared
to issuing active probes for every webservice individually. SIMS also demonstrated the
need for a new service model that revolved around sharing of resources as opposed to a
fair separation of resources, which is normally seen in today’s systems. With this new
service model, SIMS not only guarantees lower costs for webservices, but the ability to
verify their charges based on their usage of SIMS and without the knowledge of other
webservice’s traffic patterns. SIMS also assures webservices of obtaining a fair share of
the measurement bandwidth available.

6.2

Summary

My work has leveraged the properties of emerging networks to gather traditional
network measurement properties in different ways. With FlowSense, I was able to use
passively monitor control messages in a software-defined network to estimate utilization
to the same accuracy as active methods. SLAM allows for latency monitoring along any
path by utilizing messages from the controller to enable it to both send measurements
and estimate latencies. Finally, SIMS takes advantage of client sharing in multi-tenant
data centers to reduce measurement costs for webservices.
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