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ABSTRACT OF THE THESIS 

 

 

 

A Methodology for Creating Theatrical Spatial Sound Experiences 

 

 

by 

 

 

Stewart Blackwood 

 

Master of Fine Arts in Theatre and Dance (Design) 

 

University of California San Diego, 2022 

 

Professor Bobby McElver, Chair 

 

 

 

As spatial sound technology becomes more accessible, interest among theatrical sound 

designers and composers continues to steadily grow. Techniques range from properly delaying a 

speaker system in order to sonically image audio content to the stage to creating virtual sound 

sources moving around a space in continuous patterns. This thesis presents a methodology to 

create spatial sound systems, explains how a number of spatial sound techniques are 

implemented, provides best practices on utilizing spatial algorithms, and explores example use 

cases. Example use cases include theatrical productions and spatial sound-based digital 

applications. In addition to the technical side, I explore spatial audio as an artistic medium for 

expression. 
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Chapter 1 
 

Introduction 

 
At the time of writing, this thesis is representative of the entirety of my work at the 

University of California San Diego. While here, much of the focus of my time was on space. Not 

the space we see, but instead, the space we hear. I had intended to focus my time on researching 

practical techniques for creating artistic aural spaces for audiences, but I also found myself 

deeply drawn to the technical side of things. I was and continue to be interested in the 

mathematical models that made spatial algorithms work. I wanted to know how to best utilize 

them, which algorithms to avoid, and find how each of them can best inspire art-making. Luckily 

the school of music at UCSD has a wonderful computer music department. Taking courses and 

independent studies there, I was able to create a curriculum in-between computer science, 

engineering, and music. I then applied this knowledge to the creation of artwork in the theater 

department. This focus on computer code and algorithms was only amplified due to the global 

COVID-19 pandemic that continues to sweep the world.    

Even before working at UCSD, I often worked with custom-created pieces of technology. 

This stemmed from the urge to create without boundaries. I find the pursuit of a process that is 

simultaneously technical and artistic endlessly rewarding. Often, the two avenues feed into and 

improve upon each other. When I find myself lost or at a dead-end, shifting my attention from 

one area to the other creates new and exciting results. Experimenting with a piece of digital 

signal processing can create a new timbre to utilize in a composition, and similarly, creating an 

art piece can ask questions that spark new ideas for interesting tools. Even while working 

technically, the focus of my work revolves around world-building for art.  
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As an artist, I think of my work as world augmentation and creation. To do this, I use a 

variety of techniques to augment, distort, and obscure the audience’s perception of space and 

time. I do this with the goal of having people look inward and reflect upon the themes within the 

piece. I find that when people are confronted with something surprising, is when they are most 

open to considering new ideas. Hence these are the spaces that I try to create. One art form that 

not only allows art to be surprising, but actively encourages it to be, is theatre. I believe that is 

what draws me so much to that art form.  

As a theatre artist, I work primarily as a sound designer, though I also often utilize 

projections and interactivity in my designs. One of the most exciting aspects of sound design is 

that the practice requires the act of creating a space. A sound designer does this by using aural 

cues and routing them over a loudspeaker system. This creates a sense of depth and complexity 

in the world of the play. This idea of creating a perceptually convincing sonic world at a 

moment’s notice is the subject of much of my research. To do this I utilize a variety of different 

techniques, but perhaps the most important is spatial audio.  
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Chapter 2 

Creative Spatial Audio in Theatrical Productions 

A useful idea to consider while creating systems for theater sound design is the degree of 

customization the loudspeaker system allows for each production. Often a designer can find 

surprisingly effective spatial gestures by simply including speakers in unique places around the 

theater. I have hidden speakers in cabinets, behind paintings, and under staircases. These choices 

can add a sense of depth to a design otherwise hard to create.   

 

2.1 A Discrete Multi-Channel Approach to Spatial Sound Design: Ironbound (2020) 

 Ironbound was a small theatrical production I created the sound design for at the 

University of California San Diego. The theater space was an intimate thrust space. The sound 

system I used consisted of a main stereo system, quad surrounds, and a subwoofer. While this is 

a rather limited system, it allowed for sonic imaging in several directions.  

To accomplish the spatialization, it helped to conceptualize the system as various 

dynamic sub-systems. For example, while the surround system functioned as one encapsulating 

surround send, it also served as four discrete sends. That meant there were six stereo systems and 

four three channel speaker systems. This added a huge amount of flexibility to the system.  

Throughout Ironbound, there were a number of moments in which vehicles drove by, 

stopped onstage, and even picked someone up. This provided ample opportunities to create 

spatial audio gestures that were encouraged and supported by the onstage action. Breaking the 

system into these subsystems and using the Qlab programming process outlined in section 4.3 

made the act of creating this spatial movement effortless yet time-consuming. Ironbound had a 



 

 4 

total of 6 discrete sends, but when you have a larger system in a less intimate venue the process 

becomes unsustainable. Each spatial gesture could take hours to create. A useful alternative is to 

utilize an object-based mixing approach to spatialization.   

 

2.2 Object-Based Mixing for Large Systems: Sotoba Komachi (2021) 

Object-based mixing is the process of dictating virtual source placement around a 

performance venue. Instead of manually entering the level of an audio source to create spatial 

movement, the practitioner supplies the location they want the audio to image, and software 

applies a spatial algorithm to make it appear there. VBAP, DBAP, KNN, and many others are 

examples of possible audio algorithms that can be utilized in object-based mixing.   

One example from my own work was during a production of Sotoba Komachi at the 

University of California San Diego. Due to the large number of speakers and the quick technical 

process, I implemented the KNN algorithm to accomplish the object-based mixing for the show. 

To do this, I wrote the KNN algorithm in JavaScript. This code was implemented through the 

“js” object in Max/MSP.   

 

Figure 2.1 Knn3D JavaScript object with speaker coordinates for Sotoba Komachi. 

 

Each speaker’s spatial coordinates were obtained by picking an arbitrary zero point on 

the system design documentation (Figure 2.2) and then noting the 3-dimensional distance from 

the zero point in each axis. For example, speaker one was 12 feet to the left, 4.833 feet forward, 

10.166 feet above the zero point. 
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Figure 2.2 Speaker diagram for the main system of Sotoba Komachi. 

 

Each speaker’s signal chain consists of an amplitude scalar — connected to the KNN 

JavaScript object — and a smoothing function. The smoothing function consisted of a one-pole 

filter and a control voltage signal. A smoothing function removes artifacts by interpolating 

between two values as opposed to jumping in between them.  

 

Figure 2.3 KNN Signal flow for a single speaker. 
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In Sotoba Komachi, the virtual source’s coordinates were driven by a plugin written in 

C++ using the JUCE SDK. This plugin sends 3-dimensional coordinates via OSC. This OSC 

data is input into the KNN object, creating the spatial trajectories of the virtual source.  

  

Figure 2.4 Spatial controller GUI used in Sotoba Komachi. 

 

With these tools, I was able to dictate virtual source trajectories by utilizing Ableton’s 

plugin automation. This process enabled me to easily create spatial gestures to be played back 

throughout the production’s technical rehearsal, and then use these trajectories in the realized 

show.   

The themes the director and design team explored in this production of Sotoba Komachi 

were the cyclical natures of time, death, and the aging process. Because of this, the staging of the 

actors, the set, and, with the addition of the spatial sound system, the audio all moved in a circle. 

Giving the audio continuous movement evoked the magic that was taking place in the play in a 

non-obvious way.  

When writing this spatial music for Sotoba Komachi, I found it helpful to consider what 

the most perceptually robust content to spatialize would be. Not all of the sound needed a spatial 

gesture, and I do not believe the design would be more effective if it were. To make the decision 
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of what content to spatialize, it is helpful to know that spatializing the higher-pitched sonic 

content creates a more audible effect for most people. It is also more effective to utilize drone 

content as transient rich material is prone to phasing issues. For this production, I focused on 

moving high-pitched synthesizer audio tracks in a circle around the audience throughout the 

various large music moments.  

I found using this system simultaneously empowering and challenging. I was empowered 

because it meant I had fewer barriers between what I imagined and what I heard, and I was 

challenged as it now allowed for infinite options. Having all spatial options immediately 

available makes the process of choosing where the object appears more specific. Using this 

system, slight changes in placement are available, and because of that, every choice was more 

carefully considered.    
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Chapter 3 

Creative Spatial Audio in Digital Worlds  

In addition to the embodied productions that used spatial audio, during my Master of Fine 

Arts degree at UCSD, I created a number of pieces that explored how spatial audio could be 

translated to a digital medium. I created these projects for two main reasons. The first stemming 

from a healthy interest in sonic design for abstract digital worlds and the second from the need to 

create remotely during Covid-19. Two notable projects I was involved in were Reflected Voices 

and 32 Acres.    

 

3.1 Reflected Voices   

 Reflected Voices was a project I created as part of UC San Diego’s 2020 Lab festival. The 

piece was presented in the style of a first-person video game in which the audience found 

themselves exploring the virtual world as a silent observer.   

The space consisted of four distinct virtual rooms. Each of these rooms housed a 

recording of an interviewee answering questions about their relationship to the American flag 

and music composed specifically to support each of them. To begin, the audience member was 

encouraged to walk in between each of the rooms but given no clear objective. They were asked 

to simply use the time to explore a piece of digital art. As the audience member explores they 

realize that if they are not in any of the rooms, they can hear all of the sound at once, but when 

they enter one of the rooms, they only hear that specific interview. Essentially going from a 

community viewpoint to an individual one.    
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 The idea of the piece was to give a voice to an entire community. The audience has the 

ability to hear the voice of everyone simultaneously or individually. This gives the effect of 

focusing in on specific community members. The audience member could then follow the sound 

of the voice into a room, and find themselves listening to a personal conversation with the 

interviewee.  

 To accomplish the sense of following the voices from room to room, I used Unity’s 

spatial audio engine. The engine uses the inverse square law to attenuate volume over distance 

and the standard stereo panning algorithm presented in Figure 4.9, and it can be controlled 

through writing C# scripts quite easily. While this is not as perceptually convincing as binaural 

audio simulation, it conveys a relatively convincing sense of direction.    

One spatial audio technique I took from my experience as a theater sound designer was 

the method in which I created the music that underscored the interviews. This music was 

composed for four “digital speakers” placed in each corner of the virtual rooms. This had the 

effect of a dynamic multi-channel mix. To compose this music, I simulated a virtual 

quadrophonic system by utilizing Sennheiser’s binaural plugin Dear VR Micro in Ableton. To do 

this I set up four sends, each one panned 90 degrees away from each other. With this technique, I 

could simulate the virtual quadrophonic system inside of Unity in my digital audio workstation. I 

often use a similar method when editing sound cues outside of the theater before coming into 

theatrical technical rehearsals. I find that this process of previsualizing the sonic implementation 

saves valuable time throughout many technical processes.   
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3.2 32 Acres   

 Another creative project on which I was a collaborator on was 32 Acres. This piece was 

created by Marike Splint and produced by Center Theater Group. To experience the piece, the 

audience was told to bring headphones and a fully charged smartphone to the Los Angeles State 

Historic Park. Once there they were then guided through the park by a custom smartphone app 

that played Marike Splint’s narration and music composed by Jonathan Snipes.  

I was brought onto the project as the app developer and technical sound designer. This 

meant I created the geolocation xsystem, the user interface, and moments of interactivity inside 

of the Unity game engine. I also distributed the application to the Android and IOS App Stores. 

To create these systems, I wrote a number of C# scripts that checked the user’s latitude and 

longitude against a list of previously defined “story points.” These story points were data objects 

that held variable radii, defined latitude and longitude values, and the ability to lead to other 

story points. Transitioning from one story point to another controlled the audio content being 

delivered over the headphones. For example, if an audience member walked from one point to 

another, there would be a small piece of transitionary content and then a new piece of large-form 

audio content would play back. The smartphone app also had the ability to track the time of day, 

distance to certain locations, and whether or not the audience had moved through that point 

before. These tools allowed for the team to quickly iterate on the experience as a whole which 

added specificity to transitions, content, and placement.    

Creating this piece was a shift in thinking for me. The spatial audio system I created was 

no longer focused on stationary audience members and moving sound sources. Instead, this 

system followed how an audience member moved and triggered sounds based on that movement. 

This act of following created the sensation of bespoke narration for each audience member. 
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Interestingly, some of the audience even thought that the narration was simply timed perfectly to 

their movements. They did not realize it was tracking and reacting to them.     

Something particularly exciting about this piece was the lack of tech needed for the 

audience to experience it. When creating a theatrical sound design, I think of the process of 

creating a sound system as transforming a space into a large instrument. Designers do this by 

adding numerous speakers, acoustic treatment, microphones, etc. This piece only required the 

use of the audience’s smartphone and a pair of headphones or earbuds. While it was completely 

non-destructive to the environment, to those who experienced it, it deeply colored the act of 

walking through it.  
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Chapter 4 
 

Spatial Audio Background 

 
The next two chapters of the thesis transition to the technical approaches and 

mathematical models I used to implement the spatial tools in the various discussed productions. 

This is valuable information for any theater sound designer learning to implement spatial audio 

tools in their own designs. Knowing how these algorithms were derived and how they are 

currently being implemented can give a sonic artist the ability to make much more informed 

decisions.  

 

4.1 Spatial Sound with Signal Processing 

At a basic level, when engineers and designers refer to spatial sound, they are referring to 

a way of algorithmically mixing audio so that the output summation of a number of speakers 

generates the sensation that the content is coming from a specified point in space. This process is 

generally accomplished by the use of bespoke software solutions which can consist of amplitude 

scaling, delaying, and filtering the playback content.  

The act of creating these software solutions originates from an engineering field called 

signal processing. Signals are measurable dependent variables. These can range from how far 

you walked today to the voltage passing through a capacitor. In the spatial audio profession, 

practitioners are focused on one signal: the buffers of recorded audio artists want to spatialize. 

This signal is digitized if needed, processed, and then reproduced.  

The task of digitizing a signal is done through an ADC (audio to digital converter). An 

ADC records electrical signals from a microphone by converting the signal into a floating-point 
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value a number of times per second. These values are called samples and the amount the ADC 

records these samples is called the sample rate.  

Disregarding the possibility of clip distortion, an audio sample’s numerical value can 

range from -1 to 1. This is called the amplitude of the signal. While this does not directly 

correlate with the loudness of the speaker, it correlates with the level that is being sent to the 

speaker to be reproduced. For example, audio being sent to a speaker with sample values ranging 

from -0.2 to 0.2 will be much quieter than with values that range from -1 to 1.  

Processing a signal is a way of algorithmically augmenting the values of the numbers the 

ADC records. This is notated algebraically. Figure 4.1 is an example of a simple amplitude 

scalar, where x(t) is the input audio signal and y(t) is the output. 

𝑦(𝑡) = 𝑥(𝑡) ∗  0.5 

Figure 4.1 Simple amplitude scalar 

 

This simple amplitude scalar multiplies each incoming recorded sample by 0.5, thus 

dividing the signal’s amplitude in half. Throughout this thesis, amplitude panning is given 

through a standard variable amplitude scalar algorithm (Figure 4.2). 

𝑦(𝑡) = 𝑥(𝑡) ∗  𝑔 

Figure 4.2 A variable coefficient amplitude scalar. 

 

g is a scalar value that is scaling the amplitude of the desired playback signal and is 

referred to as the gain coefficient. x(t) is the original signal, and y(t) is the output signal. Many of 

the algorithms solve for a number of g values that scale the amplitude of the signal to create the 

sensation of moving sonic material in space.      
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4.2 The Decibel 

The decibel is a unit used to express a ratio between two physical qualities. For sound 

designers this is often amplitude, SPL, or electrical current. Figure 4.3 is the decibel equation, 

where 𝐼0 and 𝐼1 are two power levels. 

𝑑𝐵 = 10 log10(
𝐼1

𝐼0
) 

Figure 4.3 The decibel equation. 

Often sound practitioners are dealing with sound pressure level. This causes the (
𝐼1

𝐼0
) 

variable to be raised to second power. An example of this with amplitudes, which is what many 

of the spatial algorithms are concerned with, is Figure 4.4.  

𝑑𝐵 = 10 log10 (
0.5

1
)

2
≈  −6.1 𝑑𝐵 SPL 

Figure 4.4 SPL Decibel equation. 

 

For the sake of clarity, gain coefficients will be presented in this notation:  

0.7 (A ≈ -3.1 dB SPL) and 1 (A ≈ 0 dB SPL) 

Figure 4.5 Amplitude SPL notation. 

 

The unitless decimal portion is a digital amplitude value. Think of this as what all sound 

content is multiplied by. Therefore, in the above example, the content is being played at 70% 

intensity. This corresponds to an approximate 3.1 dB SPL lessening of the loudness of the sound.  
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4.3 Hearing in Space  

With that in mind, possibly the most important mathematical model of how humans hear 

spatial sound is Figure 4.6 [6], where g is the gain coefficient, L is the number of speakers, and E 

is the amplitude. 

𝐸 = ∑ 𝑔𝑙
2

𝐿

𝑙=0

 

Figure 4.6 Constructive interference loudness model based on signal amplitude. [6] 

 

This is the loudness model for how people perceive loudness over an arbitrary number of 

sources in non-anechoic spaces [4]. For sound designers exploring spatial sound, this is a vital 

concept. What this implies is that to find the loudness of any point source speaker system, a 

sound designer should square each amplitude value, and then add them together.   

This is important to think about even in standard system design. If one is attempting to 

get a louder system, selecting a more sensitive speaker or a more powerful amplifier is a more 

efficient choice than adding another speaker. If one speaker is playing at full volume, and the 

other is playing at 0.5 amplitude, the total amplitude of the signal is only 1.5. This equates to 

adding only an additional 3.5 dB, which is just barely an audible difference. 

While adding additional point source speakers of the same SPL is not a solution for 

additional loudness, additional speakers allow a designer to create a more robust spatial system 

because the more speakers a designer uses generally, the more precise the spatialization will be.  

The practice of spatial sound is creating virtual sources of continuous equal loudness. A 

virtual source is a sonic object that does not exist in the space but is created through the use of a 

spatial sound technique. A useful mental image when picturing a virtual source is to imagine a 
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transparent speaker moving throughout the space based on a computer program’s dictation. The 

possible location of the virtual source depends on the method of spatialization.    

The method for creating virtual sources among loudspeakers can be thought of as setting 

the above equation equal to one (Figure 4.7) [1]. 

1 = ∑ 𝑔𝑙
2

𝐿

𝑙=0

 

Figure 4.7 Conceptual mathematical model to create unitary gain virtual sources across multiple point 

source loudspeakers.  [1] 

 

This is the method for reproducing a virtual source over any number of loudspeakers you 

are trying to create a virtual source between. All spatial algorithms at some level model this 

concept. Hence if one is trying to create a virtual source centrally located between 2 speakers, the 

amplitude value is 0.707 (A ≈ -3.01dB) because: 

0.7072 + 0.7072 ≈ 1 

Figure 4.8 Virtual source located in the midpoint between two speakers. [4]  

 

Continuing with this reasoning, centrally between three speakers the amplitude 

coefficient is 0.58 (A ≈ -4.7dB), four speakers the coefficient is 0.5 (A ≈ -6 SPL), etc.  

Generating these gain coefficients programmatically is the idea behind much of spatial 

audio. The classic example of a stereo algorithm is figure 4.9 where 𝑔1 is the amplitude of the 

first speaker, 𝑔2 is the amplitude of the second, and  is a number ranging from 0 to 𝜋/2. 

𝑔1 = sin       𝑔2 = cos  

Figure 4.9  Classic example of stereo audio algorithm. 
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Since the sine and cosine functions refer to relationships on the unit circle the addition of 

their squared values is always equal to one. This suggests having a control scheme that ranges 

from 0 to 𝜋/2 is a perfect programmatic solution for a two-speaker system.  

Armed with this knowledge, a sound designer/composer can now create virtual sources over 

any number of speakers, provided they can directly interface with every speaker’s gain values 

discretely. For instance, these are the steps to move a sound between a line of speakers in Qlab:  

 

- have a sound emanate from the “origin speaker” at your desired dB level 

- fade the “origin speaker” and the “arrival speaker” simultaneously to 3.01 dB less than 

the original level 

- fade the “origin speaker” to -inf and the “arrival speaker” to the original level 

 

Assuming a fade curve without a shift in concavity and a centralized listening position, this 

will work every time.    

 

 

 

 

 

 

 

 

 



 

 18 

Chapter 5 
 

Spatial Audio Algorithms 
 

5.1 VBAP (Vector Based Amplitude Panning) 

This widely used algorithm was created by Ville Pulkki [2]. To my knowledge, this is the 

first way to programmatically create continuous spatial sound over any number of loudspeakers. 

It is easily calculated and well documented, making it an attractive method for many 

practitioners. L-Acoustics uses this algorithm in their commercial spatial audio solution L-ISA. 

Three dimensional VBAP is the same idea as the two-dimensional VBAP, but the inverse 

of a three-dimensional matrix is a longer operation. For succinctness, this thesis will present the 

mathematics behind two dimensional VBAP, but the idea behind it can be easily extended into 

three dimensions. 

A version of the two-dimensional VBAP equation [2] is shown in Figure 5.1, where 𝑔1 

and 𝑔2 are the gains of two speakers you are spatializing between, 𝑝1 and 𝑝2 are the unit vector 

sine and cosine values dictating the virtual sources location in space, and 𝑙11, 𝑙12 and 𝑙21, 𝑙22 are 

the two speaker’s location cosine and sine values:  

[𝑔1  𝑔2] = [𝑝1 𝑝2] [
𝑙11 𝑙12

𝑙21 𝑙22
]

−1

 

Figure 5.1 Vector based amplitude panning equation. [2] 

 

This idea has a small amount of math but going through the process will showcase many 

best practices for creating a VBAP system.   

VBAP is based on the unit vector. A unit vector is a vector with a magnitude or length of 

one, and a direction defined by the sine and cosine values of a given angle. This angle 
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corresponds to the placement of the sound source around the listener position. This means that 

VBAP is not concerned with distance. Instead, it is only taking into consideration the direction of 

the speakers and virtual source. A helpful mental image for this is to picture VBAP as a way of 

pointing where the virtual source should be in a space and the algorithm makes it perceptually 

there. 

To construct a VBAP system, the sound designer takes angle measurements for each 

speaker and then supplies the algorithm with these values. VBAP now has the directions of each 

of the speakers to loop through. It chooses the two (or three) speakers that a virtual source should 

appear between, and then applies the algorithm in Figure 5.1 to it. Because these calculations are 

based on the unit vector, Figure 5.2 is a more expanded version of VBAP.  

[𝑔1  𝑔2] = [cos 𝜃𝑝  sin 𝜃𝑝] [
cos 𝜃𝑙11 sin 𝜃𝑙12

cos 𝜃𝑙21 sin 𝜃𝑙22
]

−1

 

Figure 5.2 Expanded Vector based amplitude panning matrix equation. [2] 

 

Essentially VBAP is solving for the gain coefficients by supplying the angle of each 

speaker and the intended angle of the virtual source. To solve it, one multiplies the inverse of the 

speaker position matrix [2x2] by the intended virtual source position matrix [1x2]. Figure 5.3 

shows a way that one could program it in a computer. d is the determinant of the speaker matrix 

and is show in Figure 5.4.   

𝑔1 =  cos 𝜃𝑝 ∗ 𝑑  ∗  sin 𝜃𝑙22 − sin 𝜃𝑝 ∗ 𝑑 ∗ cos 𝜃𝑙21 

𝑔2 =  sin 𝜃𝑝 ∗ 𝑑  ∗  cos 𝜃𝑙11 − cos 𝜃𝑝 ∗ 𝑑 ∗ sin 𝜃𝑙12 

Figure 5.3 Computer code implementation of VBAP. 

These gain values follow a similar pattern to the one discussed in section 4.3 (Hearing in 

Space).  
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𝑑 =
1

cos(50)𝑙11 sin(20)𝑙22 − cos(20)𝑙21 sin(35) 12
 

𝑔1 =  cos(35)𝑝 ∗ 𝑑  ∗  sin(20)𝑙22 − sin(35)𝑝 ∗ 𝑑 ∗ cos(20)𝑙21 

𝑔2 =  sin(35)𝑝 ∗ 𝑑  ∗  cos(50)𝑙11 − cos(35)𝑝 ∗ 𝑑 ∗ sin(50)𝑙12 

𝑔1 = 0.52 and 𝑔2 = 0.52 

Figure 5.4 Fully expanded computer code equations. 

 

Something quickly becomes apparent. These are not the exact intended values based on 

our earlier model of loudness. The difference between 0.52 (A ≈ -5.7 dB SPL) and .71 (A ≈ -3.01 

dB SPL) seems like a large difference, but in terms of dB that is only a difference of ~2.7 dB 

SPL. This makes VBAP a useable algorithm, but there is a small perceptual dip in the center 

point between two speakers.    

The extension of this algorithm that fits our earlier constructive interference amplitude 

model more precisely is Vector Based Intensity Panning (VBIP). VBIP takes an extra step to 

normalize each of the gain coefficients as follows:  

𝑔𝑙 =
√𝑔𝑙 

√𝑔1 + 𝑔
2

 

Figure 5.5 Vector based intensity normalization equation. [3] 

 

To continue with the example numbers, one finds that the amplitude coefficients now 

follow constructive interference amplitude model (Figure 5.6).    

0.707 ≈
√. 52

√. 52 + .52
 

Figure 5.6 Vector based intensity normalization algorithm solved for midpoint between two speakers. 
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This is now the same value as our earlier equal loudness model. Now with VBIP, one can 

provide an angle, and the algorithm will calculate the gain coefficients to make the virtual source 

appear in accordance with the equal loudness model.    

In a theatrical setting, this can be useful in a number of cases. If a designer has a spatial 

system surrounding the audience in a proscenium house. You can quickly (even in real-time) 

direct a source to locations around the audience. A mental image for this is to imagine one’s self 

pointing to a direction, the two closest speakers activate, and then produce a spatially accurate 

sonic stereo image.  

One interesting usage of VBIP in theatre is as a front fill control. The way this works is to 

think of the lip of the stage as a portion of an arc. Now, as an actor or sound source changes 

location, based just on “pointing” at the proper direction you can create the feeling of an actively 

moving sound source between speakers. While tracking an actor, this is classically paired with 

delay “zones” that apply differing time delays to the content dependent on an actor’s lateral stage 

placement.   

Since VBIP is based around the unit vectors, the system must be composed of arcs 

encircling the audience and, for best performance, be equidistance to the center of the audience. 

This works well for some audience configurations, but not all. Systems in which VBIP is not an 

optimal algorithm for are when creating a system for a thrust, environmental, or arena space. For 

these configurations a good alternative is the Distance-Based Amplitude Panning Algorithm.  

 

5.2 DBAP (Distance-Based Amplitude Panning) 

This is a relatively new spatial algorithm in the immersive audio world. It was first 

developed by a group of computer music artists in 2009 [1]. What sets DBAP apart from other 
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panning algorithms is that it makes no assumptions about the speaker configuration. This is in 

stark contrast to vector passed spatial audio models which assume an arc-based equidistant 

speaker system. Using the DBAP algorithm, the virtual source locates between the nearest 

speakers. It can move front to back, vertically, horizontally; essentially anywhere in 3-

dimensional space. The one caveat is that the virtual source cannot move in front of the speakers. 

A helpful mental image is to picture a plane connecting every speaker with a hole surrounding 

the listening position. The hole’s radius is the distance to the closest speaker’s location.      

When calculating DBAP, one finds the distance from all the speakers in a system to the 

source in a continuous loop. One important consideration is that, as opposed to VBAP, there is 

no direction involved in this equation. Instead, the algorithm only interacts with the distance to 

each speaker as a scalar value.  Figure 5.7 is the distance equation, where d is distance, 𝑥𝑙 and 𝑦𝑙 

is a speaker’s coordinate in the space, and 𝑥𝑠 and 𝑦𝑠 is the virtual source’s coordinate.  

𝑑 =  √(𝑥𝑠 − 𝑥𝑙)2 + (𝑦𝑠 − 𝑦𝑙)2   

Figure 5.7 The distance equation. 

 

The main idea behind DBAP is that you can create a way to solve the equal loudness 

equation (∑ 𝑔𝑙
2 = 1)  by substituting the amplitude value (g) for 

𝑘

𝑑𝑙
 or ( 

1

𝑑𝑙
∗

𝑘

1
) . The 

1

𝑑𝑙
 variable of 

the substitution is the inverse distance law. This law states that for every doubling of distance, 

the amplitude is halved. This is equivalent to subtracting 6 dB SPL every time the distance is 

doubled. The 𝑘 coefficient is such that when multiplied by the inverse of the distance the product 

is 1. Following this logic, you can rewrite the equation purely in terms of distance in this 

manner: 

∑ 𝑔𝑙
2 =

𝑘2

𝑑𝑙
2 = 1  This can be rewritten as: 1 =  ∑

𝑘2

𝑑𝑙
2    
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Figure 5.8 Equal loudness equation set equal to inverse square law and normalized to equal 1. 

 

Solving for the k coefficient in Figure 5.9. 

𝑘 =
1

√∑
1

𝑑𝑙
2

 or 𝑘 = √∑
1

𝑑𝑖
2

(−1)

 

Figure 5.9 k coefficient to normalize the inverse square law. [1] 

 

Substituting this back into the equal loudness equation and solving the equation for a 

single gain coefficient, you are left with this complete equation for DBAP [1] (Figure 5.10). 

𝑔𝑙 =
𝑘

𝑑𝑙
=

√∑
1

𝑑𝑖
2

𝑁
𝑖=1

(−1)

𝑑𝑙
 

Figure 5.10 The DBAP algorithm. [1] 

 

Here, N is the number of speakers in the system, i is the variable for each speaker index, l 

is a specific speaker in the system that the designer is solving for, and d is defined as the distance 

of the speakers from the source.  

Solving for a virtual source equidistant from two speakers, one would expect the familiar 

number: 0.707, and when solved, that is exactly the result in Figure 5.11. 

 

0.707 ≈
√ 1

22 +
1
22

(−1)

2
 

Figure 5.11 DBAP algorithm solved for the midpoint between two loudspeakers. 
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Since this algorithm accounts for distance instead of direction, this is an extremely useful 

model for theatrical system designs. A sound artist can draw trajectories and implement the 

DBAP algorithm, and virtual sources will spatialize according to the equal loudness model over 

any arbitrary speaker system. Because DBAP is a relatively new algorithm, it is not widely used. 

But by adding in a few extra features, this becomes an optimal algorithm for spatial audio in non-

traditional theater venues.  

Proposed in the original paper, there is generally an additional exponent added to create a 

tunable roll-off value between speakers. This roll-off value controls how the sound is distributed 

to each speaker; for example, a high roll-off value would cause the sound to emanate less from 

speakers further away from the virtual source and a low value would create a more even spread. 

This value is the exponent a. For our earlier equations, a 6dB roll off per doubling of distance 

was assumed. This follows the inverse distance law and the physics of our natural world making 

the coefficient a equal to one. Other values are useful, but it is application and unit dependent. 

Figure 5.12 is the algorithm with a exponent included.  

𝑔𝑙 =

√∑
1

𝑑𝑖
2𝑎

𝑁
𝑖=1

(−1)

𝑑𝑙
𝑎  

Figure 5.12 DBAP algorithm with the roll-off exponent included. [1] 

 

Perhaps the largest improvement to DBAP is implementing the KNN algorithm (k-

nearest neighbors). Since DBAP is implemented over all loudspeakers in a system, the audience 

will often experience spatial inconsistencies due to the precedence effect. The KNN algorithm 

finds the k closest speakers (known as the nearest neighbors) and specifically spatializes the 

content over them. For example, if the k coefficient is three, the algorithm will find the closest 
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three speakers to the source, and then spatialize the virtual source via the DBAP equation over 

those three speakers. This eliminates many of the precedence effect problems that can arise. 

Figure 5.13 is that algorithm. 

 

𝑔𝑙 =

√∑
1

𝑑𝑖
2𝑎

𝑘
𝑖=1

(−1)

𝑑𝑙
𝑎 ,  𝑑𝑙 = min

𝑘
[𝑑𝑙] 

Figure 5.13 The KNN algorithm.  

 

This is the mathematical representation of the algorithm I used in Sotoba Komachi 

explored in Section 2.2. In addition to the KNN algorithm, I also included an additional delay 

component to the program. Since the equation already finds the distance to each speaker, adding 

a delay in milliseconds equal to each speaker’s distance in feet away from the virtual source is an 

effective way of creating a sense of depth. Subtracting the closest speaker’s distance from all the 

distances before calculating delays is often added to delay calculations. This technique 

effectively makes the speaker closest to the virtual source the zero point for delay time. I found 

that this technique is effective in large venues, but often simply adding the original delay time 

creates a stronger effect.  
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Chapter 6 

Conclusion 

Spatial audio is continuing to gain popularity. In the past few years, it has found use on 

Broadway and the West End where sound designers are using spatial audio to aid in vocal 

reinforcement. It is being developed for consumer devices, and it can now be found in 

smartphones and video games. Soon spatial audio may become ubiquitous with audio itself. In 

my opinion, all theater sound designers should learn about the inner workings of what makes 

these algorithms function. With this knowledge, only better design decisions and therefore better 

art will be created.  

There are a number of opportunities to continue generating research in the field of spatial 

audio. One major research opportunity is in creating a more intuitive user control of spatial 

trajectories. This could take the form of an audio plugin, stand-alone software, and physical 

MIDI instruments. Another opportunity for research would be developing a method to 

electronically find the direction and distance to a listener from all the speakers in a room. One 

simple idea is to play noise bursts and measure the delay time for the distance. For the angle and 

height, one could explore using an ambisonic microphone array to capture the sound field, and 

then measure where the returning sound signal is the most similar to the original. This would 

theoretically find the distance and direction. Other opportunities include integrating delay time, 

reflections, occlusions, and spatial reverberations into spatial audio software. Early research is 

being done [5], but has not been integrated into any live performance.   

Throughout this thesis, I have given a number of examples of artistic projects that utilize 

spatial sound techniques, but these are just a small sampling of possible use cases. The 



 

 27 

possibility of creating perceptually convincing audio in any space will drastically change the way 

people experience media and art.  

On a personal level, I find the process of creating art with these tools, and experimenting 

with the algorithms themselves, to be truly intellectually exciting. It is rare in one’s life to find a 

passion that one truly enjoys exploring and is simultaneously endlessly researchable.  
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