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ABSTRACT OF THE DISSERTATION

Scalable Online Algorithmic Biology Education and DCJ-Indel Sorting

by

Phillip E. C. Compeau III

Doctor of Philosophy in Mathematics

University of California, San Diego, 2014

Professor Pavel A. Pevzner, Chair

We describe the concept of a Massive Adaptive Interactive Text (MAIT), a

new generation of online learning experiences that can disrupt both large uni-

versity courses and traditional published textbooks as well as facilitate “flipped”

courses. We provide a sample of learning materials that we have begun develop-

ing into a MAIT in order to introduce the combinatorics of genome rearrange-

ments. This expository introduction to genome rearrangements facilitates the

transition toward research results based upon the computational problem of

DCJ-indel sorting, which asks for the minimum number of double-cut-and-join

operations (DCJs) in addition to the insertion/deletion of chromosomes and

xi



chromosomal intervals (indels) required to transform one genome into another.

We present a novel framework for DCJ-indel sorting, which allows us to classify

the solution space of this problem. We then extend this framework to consider a

generalized form of DCJ-indel sorting in which the cost of a DCJ is equal to 1 and

the cost of an indel is any nonnegative constant, and we demand a minimum-

cost collection of DCJs and indels transforming one genome into another. For

genomes with circular chromosomes, we solve this generalized problem for any

indel cost, thus resolving the open case in which the cost of an indel is larger

than 1.
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Introduction

I must begin by acknowledging the distinctiveness of this thesis, taking

the time to use this introduction in order to explain its structure.

Since I began my doctoral study, my career goal has been a tenure-track

professorship at a small liberal arts college (or a comparable “teaching-track”

professorship at a larger institution). For this reason, in addition to the tradi-

tional path of conducting research and serving as a teaching assistant or associate

instructor, I have continually sought additional opportunities in bioinformatics

education. These experiences began with the publication of a textbook chapter

on genome assembly (co-written with Pavel Pevzner) that was published in Bioin-

formatics for Biologists ([18]). This chapter was then shortened into an educational

primer (co-written with Pavel Pevzner and Glenn Tesler) that was published in

Nature Biotechnology ([19]), which has been cited 76 times according to Google

Scholar Citations.

I have also been active in the RECOMB Satellite Conference on Bioinfor-

matics Education (RECOMB-BE). I was the Organizing Committee Chair for the

2011 conference (held in Vienna) and served on the Program Committee for the

2012 conference (held in St. Petersburg). I co-authored a pending grant applica-

tion (with Pavel Pevzner and Sarah Elgin, who served as principal investigators)

to receive funding from the Howard Hughes Medical Institute (HHMI) for a

1
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planned 2015 conference, where I will again serve on the Program Committee.

At the same time, higher education is changing. The percentage of tenured

and tenure-track faculty has continued to decrease, and online education is

growing quickly, as indicated by the recent boom in Massive Open Online

Courses (MOOCs). It therefore makes sense for academics who are passionate

about education to explore the opportunities provided in online education in

addition to their offline pursuits.

In 2012, I co-founded Rosalind (http://rosalind.info) with Nikolay Vyahhi.

We initially envisioned this project as an online problem solving resource for algo-

rithmic biology that would be analogous to Project Euler’s (http://projecteuler.

net) platform for learning computational number theory. Serving as chief editor

for the project, I also independently wrote scores of problems for Rosalind and

curated a glossary of approximately 400 terms.

Each Rosalind problem is motivated by a biological challenge and culmi-

nates in a computational problem attempting to address this challenge. Problems

are linked together into a tree with directed edges; the user has the flexibility to

proceed downward from the initial problem along a huge variety of learning

paths in this tree, but each path builds the user’s knowledge of biology and the

algorithms required to solve them concurrently.

Rosalind has grown substantially in the past two years, with over 18,000

users submitting over 300,000 combined attempts. I co-wrote a successful grant

application to HHMI (with Pavel Pevzner, who served as principal investigator)

in order to continue my work. Rosalind has been used over 100 times by pro-

fessors in private courses, including the undergraduate and graduate courses

in bioinformatics algorithms at the University of California, San Diego for the

last two years. In addition to over 100 founding challenges, Rosalind now in-

http://rosalind.info
http://projecteuler.net
http://projecteuler.net
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cludes four additional tracks of problems: a brief introduction to Python; a

collection of challenges testing users’ ability to work with existing software tools

in bioinformatics; a collection of problems to accompany Algorithms by Dasgupta,

Papadimitriou, & Vazirani ([20]); and a collection of problems to accompany

Bioinformatics Algorithms: An Active Learning Approach, by Compeau & Pevzner

([16]).

In fact, this latter textbook arose because of a perceived limitation of Ros-

alind. Although Rosalind works well as a standalone resource for independent

learning or a resource for automating the exercises of a textbook, it does not

approach the quality of education one would receive in an excellent univer-

sity course. For this reason, Pavel Pevzner and I decided to use Rosalind as

a first step toward developing a MOOC of our own, Bioinformatics Algorithms,

the first MOOC in bioinformatics (http://rosalind.info/course/bioinformatics).

This course, which is also co-instructed by Nikolay Vyahhi, is built primar-

ily on a fully interactive version of Bioinformatics Algorithms: An Active Learn-

ing Approach, which is currently hosted on the Stepic educational platform

(http://stepic.org/2) and provided to students in the course for free.

The production of Bioinformatics Algorithms required assembling an entire

development team consisting of undergraduate and graduate students, an artist,

and postdoctoral researchers. I helped oversee the work of this team, who

provided substantial criticism on chapters, rendered illustrations and advised on

design elements, and implemented assessments for the course.

Bioinformatics Algorithms has now grown into two additional MOOCs, one

extending the content in our first MOOC, and another course offering highlights

of both parts and aimed at less computationally experienced students. I also

co-authored a successful grant application (with Pavel Pevzner, who is serving

http://rosalind.info/course/bioinformatics
http://stepic.org/2
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as principal investigator) to the University of California that will allow us to

offer an online version of our course tailored to undergraduate biologists at all

University of California campuses in spring 2015. Many of these institutions do

not currently offer such a course; thus, our course provides these institutions

with a low-cost way to diversify their course catalog. Currently, a grant that I

co-authored (with Pavel Pevzner, who will serve as principal investigator) is

under review by the National Institutes of Health and would fund the expansion

of our online materials for the next three years.

It may be surprising that we would plan to spend five years developing

course materials in algorithmic biology. I will touch on this point in Chapter 1, an

expository article arguing for a new generation of disruptive learning materials

in technical fields that go far beyond the current scope of MOOCs. This chapter

is in the process of submission as a “Viewpoint Article” to Communications of

the ACM. In Chapter 2, I provide an excerpt from Bioinformatics Algorithms:

An Active Learning Approach (cosmetically modified in order to satisfy thesis

printing requirements), which serves two purposes. First, it provides a static

version of the learning materials that we developed for our Coursera class.

Second, this chapter offers an introduction to the combinatorics of genome

rearrangements and, consequently, my research. I have been working on this

chapter for over two years; it underwent approximately 50 revisions and offers

as polished an introduction to the field as I could ever hope to recreate. In

Chapter 3, I transition toward my research, providing a new framework for

the computational problem of DCJ-indel sorting and using this framework to

characterize the solution space, thus resolving an open problem. This work was

published as a single-author contribution in Algorithms for Molecular Biology ([15])

as an expanded, invited submission after being accepted to the 12th Workshop
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for Algorithms in Bioinformatics and published as conference proceedings ([17]).

In Chapter 4, I extend the underlying ideas from Chapter 3 to solve the problem

of DCJ-indel sorting for genomes having circular chromosomes when the costs

of DCJ operations and indels are not equal. This chapter has been accepted as a

single-author contribution to the 14th Workshop for Algorithms in Bioinformatics.

It is awaiting upcoming publication in the conference proceedings in Lecture

Notes in Computer Science and resolves the previously open case in which the cost

of a DCJ operation is strictly smaller than that of an indel. Appendix A illustrates

how we plan to change the first chapter of Bioinformatics Algorithms: An Active

Learning Approach in response to student feedback.



Chapter 1

Life After MOOCs: Online Science

Education Needs a New Revolution

Abstract

We propose the development of Massive Adaptive Interactive Texts

(MAITs), a new generation of online learning resources that will be able to

adapt to students’ individual needs. MAITs will require much larger efforts than

those allocated for the creation of Massive Open Online Courses (MOOCs) and

therefore promise to be more disruptive to large offline courses and traditional

textbooks. By encouraging the development of additional crowdsourced learn-

ing modules, a MAIT will also serve as a communal hub for educators in an

entire field to contribute and share their learning materials. Finally, MAITs will

facilitate “flipped” classes, in which professors have students interact with the

MAITs before class, freeing professors’ time to guide students individually.

6



7

1.1 The Case for Radical Change in Online Science

Education

Large universities continue to pack hundreds of students into a single

classroom, despite the fact that this “hoarding” approach has far less pedagog-

ical value than instruction with a smaller student-professor ratio. Hoarding is

particularly objectionable in science, technology, engineering, and mathematics

(STEM) courses, where learning a complex idea is comparable to navigating a

labyrinth. In the large classroom, once a student takes a wrong turn, the student

has limited opportunities to ask a question in order to facilitate understanding,

which results in an educational breakdown.

A recent revolution in online education has focused on making low-cost

equivalents of hoarding classes, as many Massive Open Online Courses (MOOCs)

are mirror images of their closed, offline counterparts. These MOOCs, which are

largely video-based, have translated all of the pedagogical problems with the

hoarding lecture into an even less personal forum online. In other words, MOOCs

have focused on being massive, when they should simultaneously strive to feel

individual. Rather than reproducing the experience of listening to a professor’s

lecture in a large auditorium, online education should move toward replicating

the Socratic experience of receiving individualized guidance in that professor’s

office.

Furthermore, the majority of energy that a student invests in a STEM

course is spent outside of the classroom, reading and completing assignments.

However, the traditional textbook suffers from the same flaw as a hoarding class

in that it fails to address individual educational breakdowns.

Despite the clear need for modernized STEM textbooks, and despite prices
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that have risen even faster than university tuition, very little innovation has oc-

curred in academic publishing. For example, most E-books are rudimentary

conversions of traditional textbooks for mobile devices. Although some publish-

ers have recently founded projects aimed at developing truly interactive learning

resources, results have been slow in coming.

Since universities and academic publishers have failed to address short-

comings in hoarding classes, we are calling for a second revolution in online

education. This revolution will focus on the development of Massive Adaptive

Interactive Texts (MAITs), a new generation of interactive learning experiences

for STEM fields that can adapt to learners’ individual needs and simulate the

experience of one-on-one education. We hope that MAITs will reduce student

hoarding and cause radical change in large classes, a goal that MOOCs have thus

far failed to achieve.

1.2 What Is a MAIT?

A MAIT is characterized by the following defining characteristics:

• Development team

• Interactivity

• Adaptiveness

• Modularity

In the rest of this section, we will describe each of these properties in

further detail. To this end, we will provide examples using our own experience in

developing the first bioinformatics MOOC on Coursera, Bioinformatics Algorithms.
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That we are MOOC developers may come as a surprise, since we have expressed

doubts that MOOCs in their current form really are a paradigm shift in STEM

education. However, we see the creation of a MOOC as a first step toward

producing a MAIT, and we are currently attempting to transition Bioinformatics

Algorithms toward a MAIT.

Development team. Although professors creating new MOOCs often com-

plain about the high cost of MOOC development, the cost of creating a MAIT

will be much higher. We should cast aside the image of a professor on sabbatical

writing a textbook or planning a new course from a café in some exotic locale.

Instead, the production of a MAIT requires an entire development team with a

budget of $1 million or more.

This figure may seem preposterous. However, with the increasing number

of MOOCs, online education is becoming more of a marketplace, with multiple

competing options in the same discipline. This marketplace has no need for

MOOCs with low production budgets taught by mediocre instructors. MAITs

should therefore be developed under the assumption that it requires a huge

budget in order to construct an educational product that can truly disrupt both

hoarding classes and traditional textbooks. This high cost is justified by the fact

that online education resources scale so easily: the marginal cost of each new

student is practically zero.

For example, Bioinformatics Algorithms required an entire year of devel-

opment by a team consisting of professors, postdoctoral researchers, students,

artists, and software engineers in two countries generously supported by two

funding agencies. The majority of development focused on creating an interac-

tive text to power the course (Figure 1.1); professionally produced lecture videos

(which are often cited as a major investment in MOOC development) accounted



10

FIGURE 1.1: The first page of a lesson of the interactive text version of
Bioinformatics Algorithms.

for only a fraction of our budget. Yet as we will explain, Bioinformatics Algorithms

will require substantial additional investment in order to become a MAIT.

Interactivity. A MAIT should incorporate interactivity in three different

ways.

First, a MAIT’s assessments should be automated. At an educational

breakdown, a student needs immediate help in order to proceed. But traditional

homework assignments are issued a week after the breakdown occurs. Teaching
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assistants (TAs) then must grade these assignments by hand, an undertaking

that often proves miserable.

Furthermore, homework assignments at the same university are often

unchanged year after year, and assignments at different universities have sub-

stantial overlap. As a result, it is worthwhile to produce an automated grading

system to be used by many different institutions.

In our call for automated assessments, we are not referring to primitive

quizzes testing whether students are awake, but rather to robust assignments

that require a sophisticated software system. For example, in addition to our

MOOC, we contributed to the development of Rosalind (www.rosalind.info), a

platform released in 2012 that automatically grades programming challenges

in bioinformatics. In addition to nearly 20,000 independent users, Rosalind has

been used over 100 times by professors wishing to incorporate its automated

grading function into their offline courses.

Second, a MAIT should incorporate elements of active learning. For exam-

ple, Bioinformatics Algorithms incorporates hundreds of “just in time” exercises

and coding challenges that assess the student’s progress at the exact moment

that this assessment is needed, facilitating the transition to the next topic (see

Figure 1.2). As such, Bioinformatics Algorithms attempts to address educational

breakdowns immediately.

Third, a MAIT should incorporate peer instruction, helping students

interact with each other in addition to online TAs. If an educational breakdown

persists after attempting an assessment, the student should be able to consult

with peers who are having exactly the same breakdown. To achieve this goal,

each page of the interactive text powering Bioinformatics Algorithms is linked to a

separate discussion board.

www.rosalind.info
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FIGURE 1.2: The second page of the lesson in the interactive text version
of Bioinformatics Algorithms from Figure 1.1. The reader has been provided
with some biological details that necessitate a computational problem,
and the reader is assigned this problem immediately in the form of a
“Code Challenge” (clicking on the hand in the bottom right opens the
exercise).
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Adaptiveness. Making texts interactive is not a new idea; the first interac-

tive textbook in calculus was developed in 1995 (see Larson [31]). Furthermore,

many MOOCs incorporate elements of interactivity, but they are not yet MAITs

because their educational materials are not adaptive. This is a term that we apply

in two senses.

First, a MAIT should implement adaptive learning, meaning that it can

differentiate student responses and guide them through the material on indi-

vidual learning paths according to their patterns of responses. Achieving true

adaptive learning is the most challenging aspect of creating a MAIT, since it

requires far more work than simply creating a successful textbook or MOOC.

Second, in order to achieve adaptive learning, the MAIT itself must be

adaptive, meaning that its authors must be willing to change its content perpetu-

ally. This property is missing in most existing MOOCs because revising a video

lecture (even to change a single sentence) is costly.

To make a MAIT adaptive, its authors should initially generate a com-

pendium of educational breakdowns. We have recently generated a com-

pendium for Bioinformatics Algorithms based on the analysis of 8,500 discussion

forum posts. This compendium is a pedagogical gold mine that will help us

revise our course and hopefully eliminate many educational breakdowns in its

next offering.

Creating a compendium of educational breakdowns has also been an

eye-opening experience. We never could have imagined our students’ ability

to catch every figure caption typo, every tiny logic error, every minor detail

that we had attempted to hide. At the same time, our students encountered

many unpredictable, superficially implausible educational breakdowns. Most

breakdowns only affected a small percentage of students but were made apparent
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by the scale of the MOOC. In fact, the large numbers of students participating in

online education promises to differentiate MAITs from other attempts at adaptive

texts, which go back over fifteen years to Brusilovsky et al. [11].

Once a compendium of educational breakdowns is generated, a MAIT’s

authors should be willing to write hundreds of special modules. Initially, these

modules should be provided to all students at the point when the associated

educational breakdown most commonly occurs. As more student responses are

gathered, students should be assigned to remedial modules based on automated

analysis of their responses, another important feature of a successful MAIT that

will require investment into data analysis. In all, we imagine that these adaptive

modules will double the total content needed for Bioinformatics Algorithms. In

Appendix A, we provide an early draft of our plans to revise the first chapter of

our text.

Modularity. Because the existence of a MAIT in a given field will likely

flatten the textbook and MOOC markets in that field, some would rightly be

concerned that it might lead to a rigid, standardized curriculum. To prevent this

pitfall, MAITs should include an effort to modularize core content and provide

resources for supplementing this content by additional crowdsourced learning

modules.

An ancillary benefit of modularity is that a MAIT can serve as an edu-

cational hub for a community of educators. New professors teaching a subject

for the first time will have an enormous menu of learning modules from which

to choose, while seasoned professors can contribute their own expertise to the

growing project.
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1.3 Potential Criticisms of MAITs

To demonstrate that our proposal is not flippant, we would like to address

a number of anticipated criticisms of MAITs.

Who will assure the quality of a MAIT? Only the marketplace and a MAIT’s

development team can assure its quality. However, in contrast with MOOCs

and textbooks, the high cost of creating a MAIT should exclude all but the most

qualified candidates. A prospective MAIT developer will need to demonstrate

a history of success in order to obtain the funding needed for a large budget

(funding bodies have recently warmed to the idea of funding online education

projects). Thus, obvious candidates for MAIT creation are STEM professors who

have already established themselves as educational leaders through the creation

of successful MOOCs or bestselling textbooks.

It is also possible that MAITs could be partly funded by existing publish-

ers looking to create interactive products, or alternatively that they could be

organized as open-source projects.

What incentives do universities have to support MAIT development? Many

top universities have already entered the MOOC market. These universities

will be even more eager to support MAITs, since a successful MAIT provides

enormous publicity for its host university that few research projects can provide.

Furthermore, MAIT completion could be university-certified, providing

the university with a source of revenue.

Does it make sense to develop a million-dollar MAIT for smaller, niche

courses? Because of the rising costs of textbooks and tuition, even a small MAIT

with 10,000 learners per year indicates an educational market of at least $1 million

per year. As we mentioned, the high fixed costs of MAITs are balanced by the
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negligible marginal cost of adding each additional learner. Finally, there are nu-

merous opportunities to expand certified MAITs to developing countries, where

the number of qualified professors is far smaller than the number of capable

students. Innovative online textbooks have been created for non-introductory

STEM courses (e.g., see Billingsley and Robinson [7]), but they do not seem to

have enjoyed much success.

1.4 The Future of MAITs

Once MAITs have been developed and given time to mature, they will

eliminate the current model of hoarding classes. Rather than attempting the

futile task of creating a lecture that can be understood by hundreds of students of

widely varying backgrounds, professors in hoarding classes will immediately see

the inherent benefit in “flipping” these classes (see King [29] and Lage et al. [30]).

Students will complete assignments from the MAIT, which has already been fine-

tuned to anticipate countless learning breakdowns. Energy that the professor

previously allocated to planning and delivering lectures can then be devoted

to in-class discussions helping students understand complicated concepts, peer

instruction, or even guided group projects that help them take the next steps.

Yet although we believe that MAITs will first disrupt hoarding classes,

we see MAITs as a disruptive technology to all STEM courses, both online and

offline. Even the most talented teachers of small, offline STEM courses may use

MAITs to flip their courses when they realize that MAITs free them to imagine

new ways to inspire their students.

Indeed, we believe that using the resources of a MAIT in an offline course

does not just facilitate a professor’s transition toward a flipped classroom; it
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necessitates this transition. We observed this phenomenon in our own recent

instruction of an offline course at the University of California, San Diego, which

used the interactive text that we had written to accompany Bioinformatics Algo-

rithms. Our flipped course blurred the boundary between instructor and TA and

forced us to completely rethink these roles. When students arrived in class, they

already understood the majority of relevant course material. We would then

help them answer each other’s questions about complicated concepts. Finally,

we divided students into small groups and guided them through additional

challenge questions that we had devised. As a result, class time was invested

in direct interactions with students rather than preaching to them from a pulpit.

It may sound like a strange way to run an advanced computer science course,

but consider: is this experience not the kind of education that students expect to receive

when they enroll in a university?

We do not claim that our flipped course operated perfectly on the first

attempt. However, its flaws inspired us to become better teachers in ways we

never could have imagined. In looking for ways to improve our teaching, we

found ourselves looking not forward, but backward, at the pedagogical style

of Socrates. The irony has not been lost on us that our adoption of the new

technologies presented by massive online education forced our small offline

course to return to educational principles handed down by the ancients.
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Chapter 2

Are There Fragile Regions in the

Human Genome?

2.1 Of Mice and Men
“I have further been told,” said the cat, “that you can also transform
yourself into the smallest of animals, for example, a rat or a mouse. But
I can scarcely believe that. I must admit to you that I think it would be
quite impossible.”
“Impossible!” cried the ogre. “You shall see!”
He immediately changed himself into a mouse and began to run about the
floor. As soon as the cat saw this, he fell upon him and ate him up.

— Charles Perrault, “Puss in Boots”

2.1.1 How different are the human and mouse genomes?

When Charles Perrault described the transformation of an ogre into a

mouse in “Puss in Boots”, he could hardly have anticipated that three centuries

later, research would show that the human and mouse genomes are surprisingly

similar. Nearly every human gene has a mouse counterpart, although mice

greatly outperform us when it comes to the olfactory genes responsible for

18
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smell. We are essentially mice without tails — we even have the genes needed

to make a tail, but these genes have been “silenced” during our evolution. We

started with a fairy tale question: “How can an ogre transform into a mouse?”

Since we share most of the same genes with mice, we now ask a question about

mammalian evolution: “What evolutionary forces have transformed the genome

of the human-mouse ancestor into the present-day human and mouse genomes?”

If a precocious child had grown out of reading fairy tales and wanted

to learn about how the human and mouse genomes differ, then here is what

we would tell her. You can cut the 23 human chromosomes into 280 pieces,

shuffle these DNA fragments, and then glue the pieces together in a new order to

form the 20 mouse chromosomes. The truth, however, is that evolution has not

employed a single dramatic cut-and-paste operation; instead, it applies smaller

changes known as genome rearrangements, which will be our focus in this

chapter.

If we could travel 75 million years back in time, then we could humans

slowly change into a small, furry animal that lived with dinosaurs. Then, we

could travel back to the present, watching how this animal evolved into the

mouse. In this chapter, we hope to understand the genome rearrangements that

have separated the human and mouse genomes without needing a time machine.

2.1.2 Synteny blocks

To simplify genome comparison, we will first focus on the X chromosome,

which is one of the two sex-determining chromosomes in mammals and has

retained nearly all its genes throughout mammalian evolution (see DETOUR:

Why is the Gene Content of Mammalian X Chromosomes So Conserved? on

page 74). We can therefore view the X chromosome as a “mini-genome” when
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comparing mice to humans, since this chromosome’s genes have not jumped

around onto different chromosomes (and vice-versa). Figure 2.1 illustrates that,

as shown by Pevzner and Tesler [36], the mouse and human X chromosomes can

be divided into only 11 segments that are arranged differently in the two species.

1 -7 6 -10 9 -8 2 -11 -3 5 4Mouse 

Human 

Unknown ancestor
(~75 million years ago) 

FIGURE 2.1: Mouse and human X chromosomes represented as 11 col-
ored, directed segments (synteny blocks). (Courtesy: Glenn Tesler)

Figure 2.1 offers a compact representation of how the human and mouse X

chromosomes differ, but what does it really mean? It turns out not only that most

human genes have mouse counterparts, but also that hundreds of similar genes

often line up one after another in the same order in the two species genomes.

Each of the 11 colored segments in Figure 2.1 represents such a procession of

similar genes and is called a synteny block. Later, we will explain how to

construct synteny blocks and what the left and right directions of the blocks

signify.

Synteny blocks simplify the comparison of the mouse and human X

chromosomes from 150 million base pairs to only 11 units. This simplification is

analogous to comparing two similar photographs. If we compare the images one

pixel at a time, we may be overwhelmed by the scale of the problem; we need to

zoom out in order to notice higher-level patterns. It is no accident that biologists

use the term “resolution” to discuss the level at which genomes are analyzed.
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2.1.3 Reversals

You have probably been wondering how the genome changes when it

undergoes a genome rearrangement. Genome rearrangements were discovered

in 1921 when Alfred Sturtevant was studying fruit fly mutants with scarlet- and

peach-colored eyes as well as abnormally shaped deltoid wings ([39]). Sturte-

vant determined the genes coding for these traits, called “scarlet”, “peach”,

and “delta”, and he was amazed to find that the arrangement of these genes

in Drosophila melanogaster (“scarlet”, “peach”, “delta”) differed from their ar-

rangement in Drosophila simulans (“scarlet”, “delta”, “peach”). He immediately

conjectured that the chromosomal segment containing “peach” and “delta” must

have been flipped around (see DETOUR: Discovery of Genome Rearrange-

ments on page 75). Sturtevant had witnessed the most common form of genome

rearrangement, called a reversal, which flips around an interval of a chromosome

and inverts the directions of any synteny blocks within the interval.

Figure 2.2 shows a series of 7 reversals transforming the mouse X chro-

mosome into the human X chromosome. If this scenario is correct, then the X

chromosome of the ancestor of humans and mice must be represented by one of

the intermediate synteny block orderings. Unfortunately, this series of 7 reversals

offers only one of over a thousand different 7-step scenarios transforming the

mouse X chromosome into the human X chromosome. We have no clue which

scenario is correct, or even whether the correct scenario had exactly 7 reversals.

STOP and Think: Can you convert the mouse X chromosome into the

human X chromosome using only 6 reversals?

Regardless of how many reversals separate the human and mouse X

chromosomes, you can see that reversals must be rare genomic events. Indeed,
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1 -7 6 -10 9 -8 2 -11 -3 5 4
Mouse 

+1 -7 +6 -10 +9 -8 +2 -11 -3 +5 +4 

+1 +2 +3 +4 +5 +6 +7 +8 +9 +10 +11 

Human 

FIGURE 2.2: Transforming the mouse X chromosome into the human X
chromosome with 7 reversals. Each synteny block is uniquely colored
and labeled with an integer between 1 and 11; the positive or negative
sign of each integer indicates the synteny block’s direction (pointing right
or left, respectively). Two short vertical segments delineate the endpoints
of the inverted interval in each reversal. Suppose that this evolutionary
scenario is correct and that, say, the 5th synteny block arrangement from
the top presents the true ancestral arrangement. Then the first 4 reversals
happened on the evolutionary path from mice to the human-mouse
common ancestor (traveling backward in time), and the final 3 reversals
happened on the evolutionary path from the common ancestor to humans
(traveling forward in time). In this chapter, we are not interested in
reconstructing the ancestral genome and thus are not concerned with
whether a certain reversal travels backward or forward in time. (Courtesy:
Glenn Tesler)
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genome rearrangements typically cause the death or sterility of the mutated

organism, thus preventing it from passing the rearrangement on to the next

generation. However, a tiny fraction of genome rearrangements may have a

positive effect on survival and propagate through a species as the result of natural

selection. When a population becomes isolated from the rest of its species for

long enough, the work of rearrangements can even create a new species.

2.1.4 Rearrangement hotspots

Geology provides a thought-provoking analogy for genome evolution.

You might like to think of genome rearrangements as “genomic earthquakes”

that dramatically change the chromosomal architecture of an organism. Genome

rearrangements contrast with much more frequent point mutations, which work

slowly and are analogous to “genomic erosion”.

You can visualize a reversal as breaking the genome on both sides of a

chromosomal interval, flipping the interval, and then gluing the resulting seg-

ments in a new order. Keeping in mind that earthquakes occur more frequently

in specific locations on Earth, we wonder if a similar principle holds for reversals

— are they happening over and over again in specific genomic regions? A funda-

mental question in chromosome evolution studies is whether the breakpoints

of reversals (i.e., the the ends of the inverted intervals) occur along “fault lines”

called rearrangement hotspots. If such hotspots exist in the human genome, we

want to locate them and determine how they might relate to genetic disorders,

which are often attributable to rearrangements.

Of course, we should rigorously define what we mean by a “rearrange-

ment hotspot”. Re-examining the 7-reversal scenario changing the mouse X

chromosome into the human X chromosome in Figure 2.2, we record the end-
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points of each reversal using vertical segments. Regions affected by multiple

reversals are indicated by multiple vertical segments in the human X chromo-

some. For example, the region adjacent to the pointed side of block 3 in Figure 2.2

is used as an endpoint of both the 4th and 5th reversals. As a result, we have

placed two vertical lines between blocks 3 and 4 in the human X chromosome.

However, just because we showed two breakpoints in this region does not imply

that this region is a rearrangement hotspot, since the reversals in Figure 2.2

represent just one possible evolutionary scenario. Because the true rearrange-

ment scenario is unknown, it is not immediately clear how we could determine

whether rearrangement hotspots exist.

2.2 The Random Breakage Model of Chromosome

Evolution

In 1973, Susumu Ohno [35] proposed the Random Breakage Model of

chromosome evolution. This hypothesis states that the breakpoints of rear-

rangements are selected randomly, implying that rearrangement hotspots in

mammalian genomes do not exist. Yet this model lacked supporting evidence

when it was introduced. After all, how could we possibly determine whether

rearrangement hotspots exist without knowing the exact sequence of rearrange-

ments separating two species?
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STOP and Think: Consider the following questions.

1. Say that a series of random reversals result in one huge synteny

block covering 90% of the genome in addition to 99 tiny synteny

blocks covering the remaining 10% of the genome. Should we be

surprised?

2. What if random reversals result in 100 synteny blocks of roughly

the same length? Should we be surprised?

The idea that we wish to impress on you in the preceding questions is

that we can test the Random Breakage Model by analyzing the distribution of

synteny block lengths. For example, the lengths of the human-mouse synteny

blocks on the X chromosome vary widely, with the largest block (block 11 in

Figure 2.2) taking up nearly 25% of the entire length of the X chromosome. Is this

variation in synteny block length consistent with the Random Breakage Model?

In 1984, Joseph Nadeau and Benjamin Taylor asked what the expected

lengths of synteny blocks should be after N reversals occurring at random

locations in the genome ([33]). If we rule out the unlikely event that two random

reversals cut the chromosome in exactly the same position, then N random

reversals cut the chromosome in 2N locations and produce 2N + 1 synteny

blocks. Figure 2.3 depicts the result of a computational experiment in which

320 random reversals are applied to a simulated chromosome consisting of

25,000 genes, producing 2 · 320 + 1 = 641 synteny blocks. The average synteny

block size is 25,000/641 ⇡ 34 genes, but this does not mean that all synteny

blocks should have approximately 34 genes. If we select random locations for

breakpoints, then some blocks may have only a few genes, whereas other blocks
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may contain over a hundred.
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FIGURE 2.3: A histogram showing the number of blocks of each size
(for a simulated genome with 25,000 genes after 320 randomly chosen
reversals). Blocks having more than 100 genes are not shown. (Courtesy:
Max Alekseyev)

The point is that regardless of how many times we run this simulation,

the resulting distributions of synteny block lengths will be similar. Figure 2.4

averages the results of 100 such simulations and illustrates that the distribution

of synteny block lengths can be approximated by a curve corresponding to

an exponential distribution (see DETOUR: The Exponential Distribution on

page 76). The exponential distribution predicts that we should observe about

seven blocks having 34 genes and one or two much larger blocks having 100

genes.

What happens when we look at the histogram for the real human and

mouse synteny blocks? When Nadeau and Taylor constructed this histogram

for the limited genetic data available in 1984, they observed that the lengths of

blocks fit the exponential distribution well. In the 1990s, more accurate synteny

block data fit the exponential distribution even better (Figure 2.5). Case closed —

even though we don’t know the exact rearrangements causing our genome to
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evolve over the last 75 million years, these rearrangements must have followed

the Random Breakage Model!

STOP and Think: Do you agree with the logic behind this argument?
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FIGURE 2.4: An average histogram of synteny block lengths for 100 simu-
lations, fitted by the exponential distribution. (Courtesy: Max Alekseyev)
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FIGURE 2.5: Histogram of human-mouse synteny block lengths (only
synteny blocks longer than 1 million nucleotides are shown). The his-
togram is fitted by an exponential distribution. (Courtesy: Max Alek-
seyev)
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2.3 Sorting by Reversals

We now have evidence in favor of the Random Breakage Model, but

this evidence is far from conclusive. To test this model, let’s start building a

mathematical model for rearrangement analysis. We will therefore return to

a problem that we hinted at the introduction, which is finding the minimum

number of reversals that could transform the mouse X chromosome into the

human X chromosome.

Genome rearrangement studies typically ignore the lengths of synteny

blocks and represent chromosomes by signed permutations. Each block is la-

beled by an integer, which is assigned a positive/negative sign depending on the

block’s direction. The ordering of blocks is represented by an ordering of these

integers, with the endpoints of the chromosome represented by parentheses. The

number of elements in a signed permutation is its length. As you can see from

Figure 2.2, the human and mouse X chromosomes can be represented by the

following signed permutations of length 11:

Mouse: (+1 �7 +6 �10 +9 �8 +2 �11 �3 +5 +4)

Human: (+1 +2 +3 +4 +5 +6 +7 +8 +9 +10 +11)

Because we assume that each synteny block is unique, we do not allow

repeated numbers in signed permutations (e.g., (+1 �2 +3 +2) is not a signed

permutation).

EXERCISE BREAK: How many signed permutations of length n are

there?

We can model reversals by inverting the elements within an interval of a

signed permutation, then switching the signs of any elements within the inverted
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FIGURE 2.6: A cartoon illustrating how a reversal breaks a chromosome
in two places and inverts the segment between the two breakpoints. Note
that the reversal changes the sign of each element within the signed
permutation’s inverted segment. (Courtesy: Glenn Tesler)

interval. For example, the cartoon in Figure 2.6 illustrates how a reversal changes

the signed permutation (+1 +2 +3 +4 +5 +6 +7 +8 +9 +10) into (+1 +2 +3

�8 �7 �6 �5 �4 +9 +10). This reversal can be viewed as first breaking the

signed permutation between +3 and +4 as well as between +8 and +9:

(+1 +2 +3)(+4 +5 +6 +7 +8)(+9 +10)

It then inverts this middle segment:

(+1 +2 +3)(�8 �7 �6 �5 �4)(+9 +10)

and finally glues the three segments back together to form a new signed permu-

tation:

(+1 +2 +3 �8 �7 �6 �5 �4 +9 +10)

EXERCISE BREAK: How many different reversals can be applied to a

signed permutation of length n?

We define the reversal distance between signed permutations P and Q,

denoted drev(P, Q), as the minimum number of reversals required to transform
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P into Q.

Reversal Distance Problem:

Calculate the reversal distance between two signed permutations.

Input: Two signed permutations of equal length.

Output: The reversal distance between these signed permuta-

tions.

We represented the human X chromosome by (+1 +2 +3 +4 +5 +6 +7

+8 +9 +10 +11); this signed permutation, in which blocks are ordered from

smallest to largest with positive directions, is called the identity signed permu-

tation. The reason why we used the identity signed permutation of length 11 to

represent the human X chromosome is that when comparing two genomes, we

can label the synteny blocks in one of the genomes however we like. The block

labeling for which the human X chromosome is the identity signed permutation

automatically induces the representation of the mouse chromosome as (+1 �7

+6 �10 +9 �8 +2 �11 �3 +5 +4). Of course, we could have instead encoded

the mouse X chromosome as the identity signed permutation, which would have

induced the encoding of the human X chromosome as (+1 +7 �9 +11 +10 +3

�2 �6 +5 �4 �8) (Figure 2.7).
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1 -7 6 -10 9 -8 2 -11 -3 5 4
Mouse 

+1 +7 -9 +11 +10 +3 -2 -6 +5 -4 -8 

+1 +2 +3 +4 +5 +6 +7 +8 +9 +10 +11 

Human 

FIGURE 2.7: Encoding the mouse X chromosome as the identity signed
permutation implies encoding the human X chromosome as (+1 +7 �9
+11 +10 +3 �2 �6 +5 �4 �8). (Courtesy: Glenn Tesler)

STOP and Think: Is the reversal distance between (+1 +2 +3 +4 +5

+6 +7 +8 +9 +10 +11) and (+1 �7 +6 �10 +9 �8 +2 �11 �3 +5 +4)

equal to the reversal distance between (+1 +2 +3 +4 +5 +6 +7 +8 +9

+10 +11) and (+1 +7�9 +11 +10 +3�2�6 +5�4�8)? In other words,

does the specific labeling of synteny blocks affect the reversal distance

between the two chromosomes?

Because we have the freedom to label synteny blocks however we like,

we will consider an offshoot of the Reversal Distance Problem in which signed

permutation Q is the identity signed permutation (+1 +2 . . .+n). This compu-

tational problem is called sorting by reversals, and we denote the minimum

number of reversals required to sort P into the identity signed permutation as
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drev(P). The history of sorting by reversals is founded in a culinary application

and involves two celebrities (see DETOUR: Bill Gates and David X. Cohen Flip

Pancakes on page 77).

Sorting by Reversals Problem:

Compute the reversal distance between a signed permutation and the

identity signed permutation.

Input: A signed permutation P.

Output: The reversal distance drev(P).

Here is a sorting of (+2 �4 �3 +5 �8 �7 �6 +1) using five reversals,

with the inverted interval at each step shown in boldface:

(+2 �4 �3 +5 �8 �7 �6 +1)

(+2 +3 +4 +5 �8 �7 �6 +1)

(+2 +3 +4 +5 +6 +7 +8 +1)

(+2 +3 +4 +5 +6 +7 +8 �1)

(�8 �7 �6 �5 �4 �3 �2 �1)

(+1 +2 +3 +4 +5 +6 +7 +8)

STOP and Think: Can you sort this signed permutation using fewer

reversals?

Here is a sorting with fewer reversals:
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(+2 �4 �3 +5 �8 �7 �6 +1)

(+2 +3 +4 +5 �8 �7 �6 +1)

(�5 �4 �3 �2 �8 �7 �6 +1)

(�5 �4 �3 �2 �1 +6 +7 +8)

(+1 +2 +3 +4 +5 +6 +7 +8)

STOP and Think: Consider the following questions.

1. Is it possible to sort this signed permutation with even fewer rever-

sals?

2. During sorting by reversals, the intermediate signed permutations

in the example above are getting more and more “ordered”. Can

you come up with a quantitative measure of how ordered a signed

permutation is?

2.4 A Greedy Algorithm for Sorting by Reversals

Let’s see if we can design a greedy heuristic to approximate drev(P). The

simplest idea is to first fix +1 in the first position, then fix +2 in the second

position, and so on. For example, element 1 is already in the correct position

and has the correct sign in the mouse X chromosome, but element 2 is not in the

correct position. We can keep element 1 fixed and move element 2 to the correct

position by applying a single reversal.

(+1 �7 +6 �10 +9 �8 +2 �11 �3 +5 +4)

(+1 �2 +8 �9 +10 �6 +7 �11 �3 +5 +4)

One more reversal flips element 2 around so that it has the correct sign:
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(+1 �2 +8 �9 +10 �6 +7 �11 �3 +5 +4)

(+1 +2 +8 �9 +10 �6 +7 �11 �3 +5 +4)

By iterating, we can successively move larger and larger elements to their

correct positions in the identity signed permutation by following the reversals in

Figure 2.8. The inverted interval of each reversal is still shown in boldface, and

elements that have been placed in the correct position are to the left of inverted

intervals.

This example motivates a greedy heuristic called GREEDYSORTING that

was introduced by Cohen and Blum [14]. We say that element k in signed

permutation P = (p1 . . . pn) is sorted if pk = +k and unsorted otherwise. For

every unsorted element k that is located outside the first k positions in P, there

exists a single reversal, called the k-sorting reversal, which fixes the first k �

1 elements of P and moves element k to the k-th position. For example, in

the sorting of the mouse X chromosome in Figure 2.8, the 2-sorting reversal

transforms (+1 �7 +6 �10 +9 �8 +2 �11 �3 +5 +4) into (+1 �2 +8 �9

+10 �6 +7 �11 �3 +5 +4). In this case, one additional reversal flipping �2

around was needed to sort element 2.

We now give the pseudocode for GREEDYSORTING, which applies k-

sorting reversals for increasing values of k. Here, |P| refers to the length of

signed permutation P.
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(+1 �7 +6 �10 +9 �8 +2 �11 �3 +5 +4)
(+1 �2 +8 �9 +10 �6 +7 �11 �3 +5 +4)
(+1 +2 +8 �9 +10 �6 +7 �11 �3 +5 +4)
(+1 +2 +3 +11 �7 +6 �10 +9 �8 +5 +4)
(+1 +2 +3 �4 �5 +8 �9 +10 �6 +7 �11)
(+1 +2 +3 +4 �5 +8 �9 +10 �6 +7 �11)
(+1 +2 +3 +4 +5 +8 �9 +10 �6 +7 �11)
(+1 +2 +3 +4 +5 +6 �10 +9 �8 +7 �11)
(+1 +2 +3 +4 +5 +6 �7 +8 �9 +10 �11)
(+1 +2 +3 +4 +5 +6 +7 +8 �9 +10 �11)
(+1 +2 +3 +4 +5 +6 +7 +8 +9 +10 �11)
(+1 +2 +3 +4 +5 +6 +7 +8 +9 +10 +11)

FIGURE 2.8: A greedy sorting by reversals of a signed permutation of
length 11.

GREEDYSORTING(P)

approxReversalDistance 0

for k  1 to |P |

if element k is not sorted

apply the k -sorting reversal to P

approxReversalDistance approxReversalDistance + 1

if k -th element of P is �k

apply the reversal flipping the k -th element of P

approxReversalDistance approxReversalDistance + 1

return approxReversalDistance

In the case of the mouse X chromosome, GREEDYSORTING requires 11 re-

versals, but we already know that this signed permutation can be sorted with 7 re-

versals, which causes us to wonder: how good of a heuristic is GREEDYSORTING?
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EXERCISE BREAK: What is the largest number of reversals that

GREEDYSORTING could ever require to sort a signed permutation of

length n?

Consider the signed permutation (�6 +1 +2 +3 +4 +5). You can verify

that the greedy heuristic requires ten steps to sort this signed permutation, and

yet it can be sorted using just two reversals! This example demonstrates that

GREEDYSORTING provides a poor approximation for the reversal distance.

STOP and Think: Can you find a lower bound on drev(P)? For example,

can you show that the mouse signed permutation (+1 �7 +6 �10 +9 �8

+2 �11 �3 +5 +4) cannot be sorted with fewer than 7 reversals?

2.5 Breakpoints

2.5.1 What are breakpoints?

Consider the sorting by reversals shown in Figure 2.9. We would like

to quantify how each subsequent signed permutation is moving closer to the

identity as we apply subsequent reversals. Consider the first reversal; at the right

endpoint of the inverted interval, it changes the consecutive elements (�11 +13)

into the much more desirable (+12 +13). Less obvious is the work of the fourth

reversal, which places �11 immediately left of �10 so that in the next step, the

consecutive elements (�11 �10) can be part of an inverted interval, creating the

desirable consecutive elements (+10 +11).

The intuition that we are trying to build is that consecutive elements like

(+12 +13) are desirable because they appear in the same order as in the identity
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BREAKPOINTS(P)
|+3 +4 +5 |�12 | �8 �7 �6 | +1 +2 |+10 | +9 |�11 |+13 8
|+3 +4 +5 |+11 | �9 |�10 | �2 �1 |+6 +7 +8 |+12 +13 7
+1 +2 |+10 | +9 |�11 | �5 �4 �3 |+6 +7 +8 |+12 +13 6
+1 +2 +3 +4 +5 |+11 | �9 |�10 |+6 +7 +8 |+12 +13 5
+1 +2 +3 +4 +5 | +9 |�11 �10 |+6 +7 +8 |+12 +13 4
+1 +2 +3 +4 +5 | +9 | �8 �7 �6 |+10 +11 +12 +13 3
+1 +2 +3 +4 +5 +6 +7 +8 |�9 |+10 +11 +12 +13 2
+1 +2 +3 +4 +5 +6 +7 +8 +9 +10 +11 +12 +13 0

FIGURE 2.9: A sorting by reversals. The inverted interval of each reversal
is shown in boldface, while breakpoints in each signed permutation are
marked by vertical segments.

signed permutation. However, consecutive elements like (�11 �10) are also

desirable, since these elements can be later inverted into the correct order. The

pairs (+12 +13) and (�11�10) have something in common; the second element

is equal to one more than the first element. We therefore say that consecutive

elements (pi pi+1) in signed permutation P = (p1 . . . pn) form an adjacency

if pi+1 � pi is equal to 1. By definition, for any positive element k < n, both

(k k + 1) and (�(k + 1) �k) are adjacencies. If pi+1 � pi is not equal to 1, then

following Bafna and Pevzner [3], we say that (pi pi+1) is a breakpoint.

We can think about a breakpoint intuitively as a pair of consecutive el-

ements that are “out of order” compared to the identity signed permutation

(+1 +2 . . .+n). For example, the pair (+5 �12) is a breakpoint because +5

and -12 are not neighbors in the identity signed permutation. Similarly, (�12

�8), (�6 +1), (+2 +10), (+9 �11), and (�11 +13) are clearly out of order. But

(+10 +9) is also a breakpoint (even though it is formed by consecutive integers)

since its signs are out of order compared to the identity signed permutation (and

9� 10 6= 1).

We will further represent the beginning and end of signed permutation

P by adding 0 to the left of the first element and n + 1 to the right of the last

element:
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(0 p1 . . . pn (n + 1))

As a result, there are n + 1 pairs of consecutive elements:

(0 p1), (p1 p2), (p2 p3), . . . , (pn�1 pn), (pn (n + 1))

We use ADJACENCIES(P) and BREAKPOINTS(P) to denote the number of

adjacencies and breakpoints of signed permutation P, respectively. Figure 2.9

illustrates how the number of breakpoints changes during sorting by reversals

(note that 0 and n + 1 are placeholders and cannot be affected by a reversal).

2.5.2 Counting breakpoints

Because any pair of consecutive elements of a signed permutation form

either a breakpoint or adjacency, we have the following identity for any signed

permutation P of length n:

ADJACENCIES(P) + BREAKPOINTS(P) = n + 1.

This formula implies that a signed permutation on n elements may have up to

n + 1 adjacencies.

STOP and Think: How many signed permutations on n elements have

n + 1 adjacencies?

You can verify that the identity signed permutation (+1 +2 . . .+n) is

the only signed permutation for which all consecutive elements are adjacencies,

meaning that it has no breakpoints. Note also that the signed permutation (�n

�(n� 1) . . .�2 �1) has adjacencies for every consecutive pair of elements ex-

cept for the two breakpoints (0 �n) and (�1 (n + 1)) at the ends of the signed
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permutation.

EXERCISE BREAK: How many signed permutations of length n have

exactly n� 1 adjacencies?

Number of Breakpoints Problem:

Find the number of breakpoints in a signed permutation.

Input: A signed permutation P.

Output: The number of breakpoints in P.

STOP and Think: We defined a breakpoint between an arbitrary signed

permutation and the identity signed permutation. Generalize the notion

of a breakpoint between two arbitrary signed permutations, and design a

linear-time algorithm for computing this number.

2.5.3 Sorting by reversals as breakpoint elimination

The reversals in Figure 2.9 reduce the number of breakpoints from 8 to 0.

Note that the signed permutation becomes more and more “ordered” after every

reversal as the number of breakpoints reduces at each step. You can therefore

think of sorting by reversals as the process of breakpoint elimination — reducing

the number of breakpoints in a signed permutation P from BREAKPOINTS(P) to 0.

STOP and Think: What is the maximum number of breakpoints that can

be eliminated by a single reversal?

Consider the first reversal in Figure 2.9, which reduces the number of
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breakpoints from 8 to 7. On either side of the inverted interval, breakpoints and

adjacencies certainly do not change; for example, the breakpoint (0 +3) and the

adjacency (+13 +14) remain the same. Also note that every breakpoint within

the inverted interval of a reversal remains a breakpoint after the reversal. In

other words, if (pi pi+1) formed a breakpoint within the span of a reversal, i.e.,

pi+1 � pi 6= 1,

then these consecutive elements will remain a breakpoint after the reversal

changes them into (�pi+1 �pi):

�pi � (�pi+1) = pi+1 � pi 6= 1.

For example, there are five breakpoints within the span of the following

reversal on the signed permutation (0 +3 +4 +5 �12 �8 �7 �6 +1 +2 +10

+9 �11 +13 +14 15):

(�12 �8) (�6 +1) (+2 +10) (+10 +9) (+9 �11)

After the reversal, these breakpoints become the following five breakpoints:

(+11 �9) (�9 �10) (�10 �2) (�1 +6) (+8 +12)

Since all breakpoints inside and outside the span of a reversal remain

breakpoints after a reversal, the only breakpoints that could be eliminated by

a reversal are the two breakpoints located on the boundaries of the inverted

interval. The breakpoints on the boundaries of the first reversal in Figure 2.9

are (+5 �12) and (�11 +13); the reversal converts them into a breakpoint (+5

+11) and an adjacency (+12 +13), thus reducing the number of breakpoints by 1.
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STOP and Think: Can the signed permutation (+3 +4 +5 �12 �8 �7

�6 +1 +2 +10 +9 �11 +13 +14), which has 8 breakpoints, be sorted

with 3 reversals?

A reversal can eliminate at most two breakpoints, so two reversals can

eliminate at most four breakpoints, three reversals can eliminate at most six

breakpoints, and so on. This reasoning establishes the following theorem, which

is a simplification of one given by Bafna and Pevzner [3].

Theorem 2.1. The reversal distance drev(P) is at least equal to BREAKPOINTS(P)/2.

It would be nice if we could always find a reversal that eliminates two

breakpoints from a signed permutation, as this would imply a simple greedy

algorithm for optimal sorting by reversals. Unfortunately, this is not the case;

for a simple example, consider the signed permutation P =(+2 +1), which has

three breakpoints. However, you can verify that there are no reversals reducing

the number of breakpoints in P.

EXERCISE BREAK: How many signed permutations of length n have

the property that no reversal applied to P decreases BREAKPOINTS(P)?

It turns out that every signed permutation of length n can be sorted

using at most n + 1 reversals and that the signed permutation (+n +(n � 1)

. . .+1) requires n + 1 reversals to sort. Since this signed permutation has n + 1

breakpoints, there is a large gap between the lower bound of (n + 1)/2 provided

by Theorem 2.1 and the reversal distance.

You will soon see that the idea of breakpoints will help us return to our

original aim of testing the Random Breakage Model. For now, we would like

to move from signed permutations, which can only model single chromosomes,
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to a more general multichromosomal model. You may be surprised that we

are moving to a seemingly more difficult model before resolving the unichro-

mosomal case, which is already difficult. However, it turns out that our new

multichromosomal model will be easier to analyze!

2.6 Rearrangements in Tumor Genomes

As we move toward a more robust model for genome comparison, we

need to incorporate rearrangements that move genes from one chromosome to

another. Indeed, the genes from a single human chromosome usually have their

counterparts distributed over many mouse chromosomes (and vice-versa). We

hope that there is a nagging voice in your head, wondering: How can a genome

rearrangement affect multiple chromosomes?

Although multichromosomal rearrangements have occurred during the

evolution of species over millions of years, we can witness them during a much

narrower time frame in cancer cells, which exhibit many chromosomal aberra-

tions. Some of these mutations have no direct effect on tumor development,

but many types of tumors display recurrent rearrangements that trigger tumor

growth by disrupting genes or altering gene regulation. By studying these rear-

rangements, we can identify genes that are important for tumor growth, leading

to improved cancer diagnostics and therapeutics.

Figure 2.10 presents a rearrangement involving human chromosomes

9 and 22 in chronic myeloid leukemia (CML). In this type of rearrangement,

called a translocation, two intervals of DNA are excised from the end of chro-

mosomes 9 and 22 and then reattached on opposite chromosomes. One of the

rearranged chromosomes is called the Philadelphia chromosome, discovered by
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Nowell and Hungerford [34]. This chromosome fuses together two genes called

ABL and BCR that normally have nothing to do with each other. However, when

joined on the Philadelphia chromosome, these two genes create a single chimeric

gene coding for the ABL-BCR fusion protein, which has been implicated in the

development of CML.

Once scientists understood the root cause of CML, they started searching

for a compound inhibiting ABL-BCR, which resulted in the introduction of a

drug called Gleevec in 2001 (see Zimmermann [45]). Gleevec is a targeted ther-

apy against CML that inhibits cancer cells but does not affect normal cells and

has shown great clinical results. However, since it targets only the ABL-BCR

fusion protein, Gleevec works for CML (and very few other cancers) but does not

treat most other cancers. Nevertheless, the introduction of Gleevec has bolstered

researchers’ hopes that the search for specific rearrangements in other types of

cancer may produce additional specialized cancer therapies.

ABL 

BCR 

Chromosome 9 

Chromosome 22 

ABL-BCR 

Philadelphia
Chromosome 

FIGURE 2.10: The Philadelphia chromosome is formed by a translocation
affecting chromosomes 9 and 22. It fuses together the ABL and BCR
genes, forming a chimeric gene that can trigger CML.
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2.7 Modeling Multichromosomal Genomes

2.7.1 Translocations, fusions, and fissions

To model translocations, we represent a multichromosomal genome with

k chromosomes as a signed permutation that has been partitioned into k pieces.

For example, the genome (+1 +2 +3 +4 +5 +6)(+7 +8 +9 +10 +11) is made

up of the two chromosomes (+1 +2 +3 +4 +5 +6) and (+7 +8 +9 +10 +11). A

translocation exchanges segments of different chromosomes, e.g., a translocation

of (+1 +2 +3 +4 +5 +6) and (+7 +8 +9 +10 +11) may result in the chromo-

somes (+1 +2 +3 +4 +9 +10 +11) and (+7 +8 +5 +6). You can think about a

translocation as breaking each of the two chromosomes

(+1 +2 +3 +4 +5 +6) (+7 +8 +9 +10 +11)

into two parts:

(+1 +2 +3 +4) (+5 +6) (+7 +8) (+9 +10 +11)

and then gluing the resulting segments into two new chromosomes:

(+1 +2 +3 +4 +9 +10 +11) (+7 +8 +5 +6)

Rearrangements in multichromosomal genomes are not limited to rever-

sals and translocations. They also include chromosome fusions, which merge

two chromosomes into a single chromosome, as well as fissions, which break a

single chromosome into two chromosomes. For example, (+1 +2 +3 +4 +5 +6)

and (+7 +8 +9 +10 +11) can be fused into the single chromosome (+1 +2 +3

+4 +5 +6 +7 +8 +9 +10 +11); a subsequent fission of this chromosome could

result in the two chromosomes (+1 +2 +3 +4) and (+5 +6 +7 +8 +9 +10 +11).
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Five million years ago, shortly after the human and chimpanzee lineages split, a

fusion of two chromosomes (called 2A and 2B) in one of our ancestors created

human chromosome 2 and reduced our chromosome count from 24 to 23 (see

IJdo et al. [28]).

STOP and Think: A priori, it could just as easily be the case that the

human-chimpanzee ancestor had an intact chromosome 2, and that a

fission split these two chromosomes into chimpanzee chromosomes 2A

and 2B. How would you choose between the two scenarios? Hint: gorillas

and orangutans, like chimpanzees, also have 24 chromosomes.

2.7.2 From a signed permutation to a graph

We will henceforth assume that all chromosomes in a genome are circular.

This assumption represents a slight distortion of biological reality, as mammalian

chromosomes are linear. However, circularizing a linear chromosome by join-

ing its endpoints will simplify the subsequent analysis without affecting our

conclusions.

We now have a multichromosomal genomic model, along with four types

of rearrangements (reversals, translocations, fusions, and fissions) that can trans-

form one genome into another. To model genomes with circular chromosomes,

we will use a graph. First represent each synteny block by a directed black edge

indicating its direction, and then link black edges corresponding to adjacent syn-

teny blocks with a colored edge. Figure 2.11 shows each circular chromosome as

an alternating cycle of red and black edges. In this model, according to Pevzner

and Tesler [37], the human genome can be represented using 280 human-mouse

synteny blocks spread over 23 alternating cycles.
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a c 

d 

b 
e 

f 

g 

h 

i 

j 

FIGURE 2.11: A genome with two circular chromosomes, (+a �b �c
+d) and (+e +f +g +h +i +j). Black directed edges represent synteny
blocks, and red undirected edges connect adjacent synteny blocks. A
circular chromosome with n elements can be written in 2n different ways;
the chromosome on the left can be written as (+a �b �c +d), (�b �c
+d +a), (�c +d +a �b), (+d +a �b �c), (�a �d +c +b) (�d +c +b

�a), (+c +b �a �d), and (+b �a �d +c).

STOP and Think: Let P and Q be genomes consisting of linear chromo-

somes, and let P⇤ and Q⇤ be the circularized versions of these genomes.

Can you convert a given series of reversals, translocations, fusions, and fis-

sions transforming P into Q into a series of rearrangements transforming

P⇤ into Q⇤? What about the reverse operation — can you convert a series

of rearrangements transforming P⇤ into Q⇤ into a series of rearrangements

transforming P into Q?

2.7.3 2-breaks

We now focus on one of the chromosomes in a genome with multiple

chromosomes and consider a reversal transforming the circular chromosome

P = (+a �b �c +d) into Q = (+a �b �d +c). We can draw Q in a variety of

ways, depending on how we choose to arrange its black edges. Figure 2.12 shows

two such equivalent representations.
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a d 

c 

b 

a c 

d 

b 

FIGURE 2.12: Two equivalent drawings of the circular signed permuta-
tion Q = (+a �b �d +c).

Although the first drawing of Q in Figure 2.12 is its most natural rep-

resentation, we will use the second representation because its black edges are

arranged around the circle in exactly the same order as they appear in the natural

representation of P = (+a �b �c +d). As illustrated in Figure 2.13, keeping the

black edges fixed allows us to visualize the effect of the reversal. As you can see,

the reversal deletes (“breaks”) two red edges in P (connecting b to c and d to a)

and replaces them with two new red edges (connecting b to d and c to a).

a c 

d 

b 

a c 

d 

b 

reversal 

FIGURE 2.13: A reversal transforms P = (+a �b �c +d) into Q =
(+a �b �d +c). We have arranged the black edges of Q so that they
have the same orientation and position as the black edges in the natural
representation of P . The reversal can be viewed as deleting the two red
edges labeled by stars and replacing them with two new red edges on the
same four nodes.

Figure 2.14 illustrates a fission of genome P = (+a �b �c +d) into

Q = (+a �b)(�c +d); reversing this operation corresponds to a fusion of the
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two chromosomes of Q to yield P. Both the fusion and the fission operations,

like the reversal, correspond to deleting two edges in one genome and replacing

them with two new edges in the other genome.

a c 

d 

b 

a c 

d 

b 
ÄZZPVU�

M\ZPVU�

FIGURE 2.14: A fission of the single chromosome P = (+a �b �c +d)
into the genome Q = (+a �b)(�c +d). We have again arranged the
black edges of Q so that they have the same position and orientation
as in the natural representation of P . The inverse operation is a fusion,
transforming the two chromosomes of Q into a single chromosome by
breaking two red edges of Q and replacing them with two other edges.

A translocation involving two linear chromosomes can also be mimicked

by circularizing these chromosomes and then replacing two red edges with two

different red edges, as shown in Figure 2.15. We have therefore found a common

theme uniting the four different types of rearrangements. They all can be viewed

as breaking two red edges of the genome graph and replacing them with two

new colored edges on the same four nodes. For this reason, we define the general

operation on the genome graph in which two red edges are replaced with two

new red edges on the same four nodes as a 2-break. The 2-break operation was

introduced by Yancopoulos et al. [42] under the name of “double cut and join

operation” (DCJ).

We would like to find a shortest sequence of 2-breaks transforming

genome P into genome Q, and we refer to the number of operations in this

shortest sequence as the 2-break distance between P and Q, denoted d(P, Q).
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linear chromosomes 

2-break on
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FIGURE 2.15: A translocation of linear chromosomes (�a +b +c �d)
and (+e +f �g +h) transforms them into linear chromosomes (�a +f

�g +h) and (+e +b +c �d). This translocation can also be accomplished
by first circularizing the chromosomes, then applying a 2-break to the new
chromosomes, and finally converting the resulting circular chromosomes
into two linear chromosomes.

2-Break Distance Problem:

Find the 2-break distance between two genomes.

Input: Two genomes with circular chromosomes on the same

set of synteny blocks.

Output: The 2-break distance between these genomes.

To compute the 2-break distance, we will return to the notion of break-
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points to construct a graph for comparing two genomes.

2.8 Breakpoint Graphs

Consider the genomes P = (+a �b �c +d) and Q = (+a +c +b �d)

(Figure 2.16, left). Note that we have used red for the colored edges of P and

blue for the colored edges of Q. As before, we rearrange the black edges of Q

so that they are arranged exactly as in P (Figure 2.16, middle). If we superim-

pose the graphs of P and Q, then we obtain the tri-colored breakpoint graph

BREAKPOINTGRAPH(P, Q) (Figure 2.16, right), which was first introduced by

Bafna and Pevzner [4].
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Q 
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b 

P 

a c 

d 

b 

Q 

BREAKPOINTGRAPH(P, Q) 

a c 

d 

b 

FIGURE 2.16: Formation of the breakpoint graph. (Left) A red-black
genome P = (+a �b �c + d) and a blue-black genome Q =
(+a + c + b �d). (Middle) Rearranging the black edges of Q so
that they are arranged the same as in P . (Right) The breakpoint graph
BREAKPOINTGRAPH(P ,Q), formed by superimposing the graphs of P
and Q .

Note that the red and black edges in the breakpoint graph form genome

P, and the blue and black edges form genome Q. Moreover, the red and blue

edges in the breakpoint graph form a collection of red-blue alternating cycles.
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STOP and Think: Prove that the red and blue edges in any breakpoint

graph form alternating cycles. Hint: How many red and blue edges meet

at each node of the breakpoint graph?

We denote the number of alternating cycles in BREAKPOINTGRAPH(P, Q)

as CYCLES(P, Q). For genomes P = (+a �b �c +d) and Q = (+a +c +b �d),

CYCLES(P, Q) = 2, as shown in Figure 2.17 (left). In what follows, we will be

focusing on the red-blue alternating cycles in breakpoint graphs and often omit

the black edges.

a c 

d 

b 

a c 

d 

b 

FIGURE 2.17: Two breakpoint graphs. (Left) The red-blue alternat-
ing cycles in BREAKPOINTGRAPH(P ,Q) for P = (+a �b �c +d)
and Q = (+a +c +b �d). (Right) The trivial breakpoint graph
BREAKPOINTGRAPH(P ,P), formed by two copies of the genome P =
(+a �b �c +d). The breakpoint graph of any genome with itself consists
only of trivial (i.e., length 2) alternating cycles.

Although Figure 2.16 illustrates the construction of the breakpoint graph

for single-chromosomal genomes, the breakpoint graph can be constructed for

genomes with multiple chromosomes in exactly the same way (Figure 2.18).

STOP and Think: Given genome P, which genome Q maximizes

CYCLES(P, Q)?

We denote the number of synteny blocks shared by genomes P and Q as

BLOCKS(P, Q). As shown in Figure 2.17 (right), when P and Q are identical, their

breakpoint graph consists of BLOCKS(P, Q) cycles of length 2, each containing
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one red and one blue edge. We refer to cycles of length 2 as trivial cycles and the

breakpoint graph formed by identical genomes as the trivial breakpoint graph.

You are likely wondering how the breakpoint graph is useful. We can view

a 2-break transforming P into P0 as an operation on BREAKPOINTGRAPH(P, Q)

that yields BREAKPOINTGRAPH(P0, Q) (Figure 2.19).

a 

b 

c 

d 

e 

f 

a 

b 

c 

d 

e 

f 

P 

e c 

f 

a 

d 

b 

Q 

BREAKPOINTGRAPH(P, Q) 

c 

d 

e 

f 

a 

b 
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FIGURE 2.18: The construction of BREAKPOINTGRAPH(P ,Q) for the
unichromosomal genome P = (+a +b +c +d +e +f ) and the two-
chromosome genome Q = (+a �c �f �e)(+b �d). At the bottom, to
illustrate the construction of the breakpoint graph, we first rearrange the
black edges of Q so that they are drawn the same as in P .
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FIGURE 2.19: A 2-break transforming genome P into genome P

0 trans-
forms BREAKPOINTGRAPH(P ,Q) into BREAKPOINTGRAPH(P 0,Q) for
any signed permutation Q .
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By extension, we can view a series of 2-breaks transforming P into Q

as a series of 2-breaks transforming BREAKPOINTGRAPH(P, Q) into the trivial

breakpoint graph BREAKPOINTGRAPH(Q, Q) (Figure 2.20). Figure 2.21 illus-

trates a transformation of a breakpoint graph with CYCLES(P, Q) = 2 into a

trivial breakpoint graph with CYCLES(Q, Q) = 4 using two 2-breaks.

Since every transformation of P into Q can be viewed as a transformation

of BREAKPOINTGRAPH(P, Q) into BREAKPOINTGRAPH(Q, Q), any sorting by

2-breaks increases the number of red-blue cycles by

CYCLES(Q, Q)� CYCLES(P, Q) = BLOCKS(P, Q)� CYCLES(P, Q).

STOP and Think: How much can each individual 2-break contribute to

this increase? In other words, if P0 is obtained from P by a 2-break, how

much bigger can CYCLES(P0, Q) be than CYCLES(P, Q)?
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c 

CYCLES(P, Q) = 2 CYCLES(Q, Q) = 4 

a b 

d 

c 

CYCLES(P’, Q) = 3 

P = (+a –b –c +d)  P’ = (+a –b –c –d)  P’’ = Q = (+a +c +b –d)  

FIGURE 2.20: Every 2-break transformation of P into Q corre-
sponds to a 2-break transformation of BREAKPOINTGRAPH(P ,Q) into
BREAKPOINTGRAPH(Q,Q). In the example shown, the number of
red-blue cycles in the graph increases from CYCLES(P ,Q) = 2 to
BREAKPOINTGRAPH(Q,Q) = BLOCKS(Q,Q) = 4.
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P = (+a –b –c +d)  P’ = (+a –b –c –d)  P’’ = Q = (+a +c +b –d)  

FIGURE 2.21: The transformation P ! P

0 ! Q induces a transformation
of the breakpoint graph BREAKPOINTGRAPH(P ,Q) with 2 alternating
cycles into the trivial breakpoint graph. Stars indicate red edges that are
replaced in a 2-break.

2.9 Computing the 2-Break Distance

Theorem 2.1 stated that a reversal applied to a linear chromosome P can

reduce BREAKPOINTS(P) by at most 2. We now follow the proof of Yancopoulos

et al. [42] that a 2-break applied to a multichromosomal genome P can increase

CYCLES(P, Q) by at most 1, i.e., for any 2-break transforming P into P0, and for

any genome Q, CYCLES(P0, Q) cannot exceed CYCLES(P, Q) + 1.

Theorem 2.2. For genomes P and Q, a 2-break applied to P can increase CYCLES(P, Q)

by at most 1.

Proof. Figure 2.22 presents three cases that illustrate how a 2-break applied to P

can affect the breakpoint graph. Each 2-break affects two red edges that either be-

long to the same cycle or to two different cycles in BREAKPOINTGRAPH(P, Q). In

the former case, the 2-break either does not change CYCLES(P, Q), or it increases

it by 1. In the latter case, it decreases CYCLES(P, Q) by 1.

Although the preceding proof is short and intuitive, it is not a formal

proof, but rather an invitation to examine Figure 2.22. If you are interested in a

more rigorous mathematical argument, please read the next proof.
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CYCLES(P, Q)
does not change 

CYCLES(P, Q)
increases by 1 

CYCLES(P, Q)
decreases by 1 

FIGURE 2.22: Three cases illustrating how a 2-break can affect the break-
point graph.

Proof. A 2-break adds two new red edges and thus forms at most two new cycles

(containing two new red edges) in BREAKPOINTGRAPH(P, Q). At the same time,

it breaks two red edges and thus removes at least one old cycle (containing

two old edges) from BREAKPOINTGRAPH(P, Q). Thus, the number of red-blue

cycles in the breakpoint graph increases by at most 2� 1 = 1, implying that

CYCLES(P, Q) increases by at most 1.

Recall that there are signed permutations for which the number of break-

points cannot be reduced, a fact that defeated our hopes for a greedy algorithm

for sorting by reversals that reduces the number of breakpoints at each step. In

the case of 2-breaks (on genomes with circular chromosomes), we now know that

each 2-break can increase CYCLES(P, Q) by at most 1. But is it always possible to

find a 2-break that increases CYCLES(P, Q) by 1? The answer was provided by

Yancopoulos et al. [42], and is — perhaps surprisingly — yes.

Theorem 2.3. The 2-break distance between genomes P and Q equals BLOCKS(P, Q)

� CYCLES(P, Q).

Proof. Recall that every sorting by 2-breaks must increase the number of al-
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ternating cycles by BLOCKS(P, Q) � CYCLES(P, Q). Theorem 2.2 implies that

each 2-break increases the number of cycles in the breakpoint graph by at most

1. This immediately implies in turn that d(P, Q) is at least BLOCKS(P, Q) �

CYCLES(P, Q). If P is not equal to Q, there must be a non-trivial cycle in

BLOCKS(P, Q), i.e., a cycle with more than 2 edges. As shown in Figure 2.22

(middle), any non-trivial cycle in the breakpoint graph can be split into two

cycles by a 2-break, implying that we can always find a 2-break increasing the

number of red-blue cycles by 1. Therefore, d(P, Q) is equal to BLOCKS(P, Q)�

CYCLES(P, Q).

Armed with this theorem, you should be ready to design an algorithm

solving the 2-Break Distance Problem. Furthermore, having proved the for-

mula d(P, Q) = BLOCKS(P, Q)�CYCLES(P, Q) for the 2-break distance between

genomes with multiple circular chromosomes, we wonder whether we can find

an analogous formula for the reversal distance between single linear chromo-

somes.

STOP and Think: Compute the 2-break distance between the circularized

human and mouse X chromosomes. Can you transform a series of 2-breaks

for circularized chromosomes into a series of reversals sorting the linear X

chromosomes?

Perhaps surprisingly, a fast algorithm for sorting signed permutations by

reversals does exist, provided by Hannenhalli and Pevzner [26] and yielding an

exact formula for the reversal distance! Although this sorting algorithm relies on

the notion of breakpoints, it is unfortunately too complicated to present here (see

DETOUR: Similar Problems with Different Fates on page 79).

The breakpoint graph constructed on the 280 human-mouse synteny
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blocks constructed by Pevzner and Tesler [37] contains 35 alternating cycles, so

that the 2-break distance between these genomes is 280� 35 = 245. Again, we

don’t know exactly how many 2-breaks happened in the last 75 million years,

but we are certain that there were at least 245 steps. Remember this fact, since it

will prove important in the next section.

2.10 Rearrangement Hotspots in the Human

Genome

2.10.1 The Random Breakage Model meets 2-Break distance

You have probably anticipated from the beginning of the chapter that we

would eventually argue against the Random Breakage Model. But it may still be

unclear to you how the 2-break distance could possibly be used to do so.

Theorem 2.4. There are rearrangement hotspots in the human genome.

Proof. (Adapted from the proof of Pevzner and Tesler [37]) Recall that if the Ran-

dom Breakage Model is correct, then N reversals applied to a linear chromosome

will produce approximately 2N + 1 synteny blocks, since the probability is very

low that two nearby locations in the genome will be used as the breakage point

of more than one reversal. Similarly, N random 2-breaks applied to circular

chromosomes will produce 2N synteny blocks. Since there are 280 human-mouse

synteny blocks, there must have been approximately 280/2 = 140 2-breaks on

the evolutionary path between humans and mice. However, Theorem 2.3 tells us

that there were at least 245 2-breaks on this evolutionary path.

STOP and Think: Is 245 ⇡ 140?
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Since 245 is much larger than 140, we have arrived at a contradiction,

implying that one of our assumptions is incorrect! But the only assumption we

made in this proof was “If the Random Breakage Model is correct. . . ” Thus, this

assumption must have been wrong.

This argument, which is not a mathematical proof, is nevertheless logically

solid. It offers an example of a proof by contradiction, in which we begin by

assuming the statement that we intend to disprove and then demonstrate how

this assumption leads to a contradiction. As a result of Theorem 2.4, we conclude

that there was breakpoint reuse on the human-mouse evolutionary path. This

breakpoint reuse was extensive, as quantified by the large ratio between the

actual 2-break distance and what the 2-break distance would have been under

the Random Breakage Model (245/140 = 1.75).

Of course, our arguments need to be made statistically sound in order to

ensure that the discrepancy between the Random Breakage Model’s prediction

and the 2-break distance is significant. After all, even though genomes are large,

there is still a small chance that randomly chosen 2-breaks might occasionally

break a genome more than once in a small interval. Unfortunately, the necessary

statistical analysis is beyond the scope of this chapter.

2.10.2 The Fragile Breakage Model

But wait — what about Nadeau and Taylor’s argument in favor of the

Random Breakage Model? We certainly cannot ignore that the lengths of the

human-mouse synteny blocks resemble an exponential distribution.
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STOP and Think: Can you find anything wrong with Nadeau and

Taylor’s logic?

The Nadeau and Taylor argument in favor of the Random Breakage Model

exemplifies a classic logic fallacy. It is true that if breakage is random, then the

histogram of synteny block lengths should follow the exponential distribution.

But it is a completely different statement to conclude that just because synteny

block lengths follow the exponential distribution, breakage must have been

random. The distribution of synteny block lengths certainly provides support

for the Random Breakage Model, but it does not prove that it is correct.

Nevertheless, any alternative hypothesis we put forth for the Random

Breakage Model must account for the observation that the distribution of synteny

block lengths for the human and mouse genomes is approximately exponential.

STOP and Think: Can you propose a different model of chromosome

evolution that explains rearrangement hotspots and is consistent with the

exponential distribution of synteny block lengths?

The contradiction of the Random Breakage Model led to an alternative

Fragile Breakage Model of chromosome evolution, which was proposed in 2003

by Pevzner and Tesler [36]. This model states that every mammalian genome

is a mosaic of long solid regions, which are rarely affected by rearrangements,

as well as short fragile regions that serve as rearrangement hotspots and that

account only for a small fraction of the genome. For humans and mice, these

fragile regions make up approximately 3% of the genome.

The most reasonable way to allow for exponentially distributed synteny

block lengths is if the fragile regions themselves are distributed randomly in

the genome. Indeed, randomly selecting breakpoints within randomly distributed
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fragile regions is not unlike randomly selecting the endpoints of a rearrangement

throughout the entire genome. Yet although we now have a model that fits our

observations, many questions remain. For example, it is unclear where fragile

regions are located, or what causes genomic fragility in the first place.

STOP and Think: Consider the following statement: “The exponential

distribution of synteny block lengths and extensive breakpoint re-use

imply that the Fragile Breakage Model must be true.” Is this argument

logically sound?

The point we are driving at by asking the preceding question is that we

will never be able to prove a scientific theory like the Fragile Breakage Model

in the same way that we have proved one of the mathematical theorems in this

chapter. In fact, many biological theories are based on arguments that a mathe-

matician would view as fallacious; the logical framework used in biology is quite

different from that used in mathematics. To take an historical example, neither

Darwin nor anyone else has ever proved that evolution by natural selection is

the only — or even the most likely — explanation for how life on Earth evolved!

We will now probably be rounded up by biology professors and impris-

oned with Intelligent Design proponents. However, not even Darwinism is

unassailable; in the 20th Century, this theory was revised into Neo-Darwinism,

and there is little doubt that it will continue to evolve.

2.11 Epilogue: Synteny Block Construction

Throughout our discussion of genome rearrangements, we assumed that

we were given synteny blocks in advance. In this section, we will explain how to
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construct synteny blocks from genomic sequences based on a method introduced

by Pevzner and Tesler [36].

2.11.1 Genomic dot-plots

Biologists sometimes visualize repeated k-mers within a string as a collec-

tion of points in the plane; a point with coordinates (x, y) represents identical

k-mers occurring at positions x and y in the string. The top panels in Figure 2.23

present two of these genomic dot plots, which were first introduced by Gibbs

and McIntyre [24]. Of course, since DNA is double-stranded, we should expand

the notion of repeated k-mers to account for repeats occurring in the complemen-

tary strand. In the bottom left panel of Figure 2.23, blue points (x, y) indicate that

the k-mers starting at positions x and y of the string are reverse complementary.

2.11.2 Finding shared k-mers

Recalling that a synteny block is defined by many similar genes occurring

in the same order in two genomes, let’s first find the positions of all k-mers

that are shared by the human and mouse X chromosomes. If we choose k to

be sufficiently large (e.g., k = 30), then it is rather unlikely that shared k-mers

represent spurious similarities. A more likely explanation is that they come from

related genes (or shared repeats) in the human and mouse genomes.

Formally, we say that a k-mer is shared by two genomes if either the

k-mer or its reverse complement appears in each genome. Below are four pairs

of 3-mers (shown in boldface) that are shared by AAACTCATC and TTTCAAATC;

note that the second pair of 3-mers are reverse complements of each other.
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AAACTCATC AAACTCATC AAACTCATC AAACTCATC

TTTCAAATC TTTCAAATC TTTCAAATC TTTCAAATC

4 0 2 6

We can further generalize the genomic dot plot to analyze the shared

k-mer content of two genomes. We color the point (x, y) red if the two genomes

share a k-mer at respective positions x and y; we color (x, y) blue if the two

genomes have reverse complementary k-mers at these starting positions. See

Figure 2.23 (bottom right).

EXERCISE BREAK: Find all shared 2-mers of AAACTCATC and

TTTCAAATC.

Shared k-mers Problem:

Given two strings, find all their shared k-mers.

Input: An integer k and two strings.

Output: All k-mers shared by these strings, in the form of

ordered pairs (x, y).

Since downloading long human and mouse chromosomes is a time-

consuming task, we will instead solve the Shared k-mers Problem for the bacteria

E. coli and S. enterica.
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FIGURE 2.23: Genomic dot-plots. A visualization of repeated k-mers
within the string AGCAGGTTATCTCCCTGT for k = 3 (top left) and
k = 2 (top right). (Bottom left) We add blue points to the plot
shown in in the upper left corner to indicate reverse complemen-
tary k-mers. For example, CCT and AGG are reverse complemen-
tary 3-mers in AGCAGGTTATCTTCCTGT. (Bottom right): Genomic
dot-plot showing shared 3-mers between AGCAGGTTATCTCCCTGT and
AGCAGGAGATAACCCTGT. The latter sequence resulted from the former
sequence by a reversal of the segment TTATCT. Each point (x , y) cor-
responds to a k-mer shared by the two genomes. Red points indicate
identical shared k-mers, whereas blue points indicate identical reverse
complementary k-mers. Note that the dot-plot has four “noisy” blue
points in the diagram that do not belong to synteny blocks: two in the
upper left corner, and two in the bottom right corner. Note that red dots
can be connected into line segments with slope 1 and blue dots can be
connected into line segments with slope -1. The resulting synteny blocks
(AGCAGG, TTATCT, and CCCTGT) correspond to three diagonals (each
formed by four points) in the dot-plot.
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EXERCISE BREAK: Answer the following questions regarding counting

shared k-mers.

1. Compute the expected number of 30-mers shared by two random

strings, each a billion nucleotides long.

2. How many shared 30-mers do the E. coli and S. enterica genomes

have?

Solving the Shared k-mers Problem for E. coli and S. enterica yields over

200,000 pairs (x, y) corresponding to shared 30-mers. The surprisingly large

number of shared 30-mers indicates that E. coli and S. enterica are close relatives

that have retained many similar genes inherited from their common ancestor.

However, these genes may be arranged in a different order in the two species:

how can we infer synteny blocks from these genomes’ shared k-mers? The ge-

nomic dot-plot plot for E. coli and S. enterica is shown in Figure 2.24.

STOP and Think: Can you see the synteny blocks in the genomic dot-plot

in Figure 2.24?

2.11.3 From shared k-mers to synteny blocks

The genomic dot-plot in Figure 2.24 indicates five regions of similarity in

the form of points that clump together into approximately diagonal segments.

These segments are labeled by a, b, c, d, and e according to the order in which

they appear in the E. coli genome; we ignore smaller diagonals such as the short

blue diagonal starting around position 1.3 million in E. coli and around position

1.9 million in S. enterica. For example, while a corresponds to a long diagonal
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FIGURE 2.24: Genomic dot-plot of E. coli (horizontal axis) and S. enterica
(vertical axis) for k = 30. Each point (x , y) corresponds to a k-mer
shared by the two genomes. Red points indicate identical shared k-mers,
whereas blue points indicate reverse complementary k-mers. Each axis is
measured in kilobases (thousands of base pairs). (Courtesy: Son Pham)

segment of slope 1 that covers approximately the first 3.5 million positions in

both genomes, b corresponds to a shorter diagonal segment of slope -1 that starts

shortly before position 3.5 million in E. coli and shortly after position 4 million in

S. enterica. Although b appears small in Figure 2.24, don’t be fooled by the scale

of the figure; b is over 100,000 nucleotides long and contains nearly 100 genes.

The segments a, b, c, d, and e give us the synteny blocks that we have

been looking for. If we project these blocks onto the x- and y-axes, then the

ordering of blocks on each axis corresponds to the ordering of synteny blocks in

the respective bacterium. The ordering of synteny blocks in E. coli (plotted on

the x-axis) is (+a +b +c +d +e), and the ordering in S. enterica (y-axis) is (+a
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�c �d �b +e). Note that the blue letters in S. enterica are assigned a negative

sign because these blocks were constructed from reverse complementary k-mers.

Figure 2.24 also illustrates what the directions of blocks are — they respectively

correspond to diagonals in the dot-plot with slope 1 (blocks with a “+” sign) and

slope -1 (blocks with a “-” sign).

We have therefore represented two bacterial genomes using just five

synteny blocks. Of course, this simplification required us to throw out some

noisy points in the genome plot, corresponding to tiny regions of similarity that

did not surpass a threshold length in order to be considered synteny blocks.

We are now ready to construct the 11 human-mouse synteny blocks orig-

inally presented in Figure 2.1 (page 20), but since the human and mouse X

chromosomes are rather long, we will instead provide you with all positions

(x, y) where they share significant similarities. Figure 2.25 (top left) presents the

resulting genomic dot-plot for the human and mouse X chromosomes, where

each dot represents a long similar region rather than a shared k-mer. Our eyes

immediately find 11 diagonals in this plot corresponding to the human-mouse

X chromosome synteny blocks — problem solved! We state this problem as the

Finding Synteny Blocks Problem.

Finding Synteny Blocks Problem:

Find diagonals in the genomic dot-plot.

Input: A set of points DotPlot in the plane.

Output: A set of diagonals in DotPlot representing synteny

blocks.
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FIGURE 2.25: From local similarities to synteny blocks. (Top left) The
genomic dot-plot for the human and mouse X chromosomes, representing
all positions (x , y) where they share significant similarities. In contrast
with Figure 2.24, we do not distinguish between red and blue dots. (Top
right) Clusters (connected components) of points in the genomic dot-plot
are formed by constructing the synteny graph. (Bottom left) Rectified
clusters from the synteny graph transform each cluster into an exact diag-
onal of slope ±1. (Bottom right) Aggregated synteny blocks. Projection
of the synteny blocks to the x-and y -axes results in the arrangements of
synteny blocks in the respective human and mouse genomes (+1 +2 +3
+4 +5 +6 +7 +8 +9 +10 +11) and (+1 �7 +6 �10 +9 �8 +2 �11 �3
+5 +4). (Courtesy: Glenn Tesler)
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Unfortunately, it remains unclear how to write a program to do what our

eyes found to be so easy; we hope you have already noticed that the Finding

Synteny Blocks Problem is not a well-formulated computational problem. As we

have mentioned, the diagonals in Figure 2.25 (top left) are not perfect. Moreover,

there are many gaps within diagonals that cannot be seen by the human eye

but will become apparent if we zoom into the genome plot. It is thus absolutely

unclear what method the human brain is using to transform the dots into the 11

diagonals in the genomic dot-plot.

STOP and Think: How can we translate the brain’s tendency to construct

the diagonals that you see in Figure 2.25 (top left) into an algorithm that a

computer can understand?

2.11.4 Synteny blocks as connected components in graphs

The reason why you can easily see the synteny blocks in a genomic dot-

plot is that your brain is good at clustering nearby points in an image. To mimic

this process with a computer, we therefore need a precise notion of clustering.

Given a set of points DotPlot in the plane as well as a parameter maxDistance,

we will construct the synteny graph SYNTENYGRAPH(DotPlot, maxDistance) by

connecting two points in DotPlot with an edge if the distance between them does

not exceed maxDistance.

Every graph can be divided into disjoint connected subgraphs called con-

nected components. The connected components in SYNTENYGRAPH(DotPlot,

maxDistance) represent candidate synteny blocks between the two genomes (Fig-

ure 2.26). When we construct the synteny graph for the human and mouse X

chromosomes, we find a huge number of small connected components (the exact
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number depends on our choice of the maxDistance parameter). However, we

will ignore these small connected components, since they may represent spuri-

ous similarities. We thus introduce a parameter called minSize representing the

minimum number of points in a connected component that we will consider as

forming a synteny block. Our goal is to return all connected components having

at least minSize nodes.
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FIGURE 2.26: A synteny graph. The graph SYNTENYGRAPH(DotPlot, 4)
constructed from the genomic dot-plot of AGCAGGTTATCTCCCTGT and
AGCAGGAGATAACCCTGT for k = 3. Note that the three synteny blocks
(all of which have four nodes) correspond to diagonals in the genomic
dot-plot. We ignore the two smaller, noisy synteny blocks.
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SYNTENYBLOCKS(DotPlot, maxDistance, minSize)

construct SYNTENYGRAPH(DotPlot,maxDistance)

find connected components in SYNTENYGRAPH(DotPlot,maxDistance)

output connected components of at least minSize nodes as candidate

synteny blocks

As Figure 2.25 (top right) illustrates, SYNTENYBLOCKS has a tendency

to partition a single diagonal (as perceived by the human eye) into multiple

diagonals due to gaps that exceed the parameter maxDistance. However, this

partitioning is not a problem, since the broken diagonals can be combined later

into a single (aggregated) synteny block.

STOP and Think: We have defined synteny blocks as large connected

components in SYNTENYGRAPH(DotPlot, maxDistance) but have not de-

scribed how to determine where these synteny blocks are located in the

original genomes. Using Figure 2.25 as a hint, design an algorithm for

finding this information.

You should now be ready to solve the challenge problem and discover

that the choice of parameters is one of the dark secrets of bioinformatics research.

CHALLENGE PROBLEM: Construct the synteny blocks for the human

and mouse X chromosomes and compute the 2-break distance between

the circularized human and mouse X chromosomes using the synteny

blocks that you constructed. How does this distance change depending

on the parameters maxDistance and minSize?
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2.12 Open Problem: Can Rearrangements Shed

Light on Bacterial Evolution?

Although there exist efficient algorithms for analyzing pairwise genome

rearrangements, constructing rearrangement scenarios for multiple genomes re-

mains an open problem. For example, we now know how to find a rearrangement

scenario transforming the mouse X chromosome into the human X chromosome

using as few DCJs as possible. However, the problem of finding the smallest

number of DCJs separating the human, mouse and rat X chromosomes (let alone

for their entire genomes) is a more difficult problem. The difficulties further

amplify when we attempt to reconstruct a rearrangement history for dozens of

mammalian genomes. To address this challenge, we start from the simpler (but

still unsolved) case of bacterial genomes.

Let Tree be a tree (i.e., a connected acyclic undirected graph) with nodes

labeled by some genomes. In the case of bacterial genomes, we assume that every

node (genome) is labeled by a circular signed permutation on n elements. Given

an edge e connecting nodes v and w in Tree, we define DISTANCE(v, w) as the

2-break distance between genomes v and w. The tree distance DISTANCE(Tree)

is the sum

Â
all edges (v,w) in Tree

DISTANCE(v, w).

Given a set of genomes P1, . . . , Pn and an evolutionary tree Tree with

n leaves labeled by P1, . . . , Pn, the Ancestral Genome Reconstruction Problem

attempts to reconstruct genomes at the internal nodes of the tree such that

DISTANCE(Tree) is minimized across all possible reconstructions of genomes at
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internal nodes.

Ancestral Genome Reconstruction Problem:

Given a tree with leaves labeled by genomes, reconstruct ancestral genomes

that minimize the tree distance.

Input: A tree Tree with each leaf labeled by a genome.

Output: Genomes AncestralGenomes assigned to the internal

nodes of Tree such that DISTANCE(Tree) is minimized across

all possible choices of AncestralGenomes.

In the case when Tree is not given, we need to infer it from the genomes.

Multiple Genome Rearrangement Problem:

Given a set of genomes, reconstruct a tree with leaves labeled by these

genomes and minimum tree distance.

Input: A set of genomes.

Output: A tree Tree with leaves labeled by these genomes

and internal nodes labeled by (unknown) genomes Ances-

tralGenomes such that DISTANCE(Tree) is minimal among all

possible choices of Tree and AncestralGenomes.

While many algorithms have been proposed for the Multiple Genome

Rearrangement Problem, they have mainly been applied to analyze mammalian

evolution (see Ma et al. [32] and Alekseyev and Pevzner [1] for some examples).
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However, there have been hardly any applications of the Multiple Genome

Rearrangement Problem for analyzing bacterial evolution. The fact that bacterial

genomes are approximately 1000 times smaller than mammalian genomes does

not make this problem 1000 times easier. In fact, there are unique challenges and

opportunities in bacterial evolutionary research.

Consider 100 genomes from three closely related bacterial genera,

Salmonella, Shigella, and Escherichia, whose various species are responsible for

dysentery, typhoid fever, and a variety of foodborne illnesses. After you con-

struct synteny blocks shared by all these genomes, you will see that there are

relatively few (usually fewer than 10) rearrangements between every pair of

genomes. However, solving the Multiple Genome Rearrangement Problem even

in the case of closely related genomes presents a formidable challenge, and no-

body has been able to construct a rearrangement scenario for more than a couple

dozen — let alone 100! — species yet.

After you solve this puzzle, you will be able to address the question of

whether there are fragile regions in bacterial genomes. Answering this question

for a pair of bacterial genomes, like we did for the human and mouse genomes,

may not be possible because there are typically fewer than 10 rearrangements

between them. But answering this question for 100 bacterial genomes may be

possible if we witness the same breakage occurring independently on many

branches of the evolutionary tree. However, you will need to develop algorithms

to analyze fragile regions in multiple (rather than pairwise) genomes.

After you construct the evolutionary tree, you will also be in a position to

analyze the question of what triggers rearrangements. While many authors have

discussed the causes of fragility, this question remains open, with no shortage of

hypotheses. Zhao and Bourque [44] demonstrated that many rearrangements are
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flanked by matching duplications, a pair of long similar regions located within

a pair of breakpoint regions corresponding to a rearrangement event. However,

they limited their study to mammalian evolution, and it remains unclear what

triggers rearrangements in bacteria; can you answer this question?

2.13 Detours

2.13.1 Why is the gene content of mammalian X chromosomes

so conserved?

While mammalian X chromosomes are enriched in genes related to sexual

reproduction, most of the approximately 1000 genes on the X chromosome have

nothing to do with gender. Ideally, they should be expressed (i.e., transcribed

and eventually translated) in roughly the same quantities in females and males.

But since females have two X chromosomes and males have only one, it would

seem that all the genes on the X chromosome should have twice the expression

level in females. This imbalance would lead to a problem in the complex cellular

system of checks and balances underlying gene expression.

The need to balance gene expression in males and females led to the

evolution of special mechanisms of dosage compensation, or the inactivation of

one X chromosome in females to equalize gene expression between the sexes.

Because of dosage compensation, the gene content of the X chromosome is

highly conserved between mammalian species because if a gene jumps off the X

chromosome, then its expression may double, thus creating a genetic imbalance.



75

2.13.2 Discovery of genome rearrangements

Genetic maps, which show the positions of genes along chromosomes,

were used by Thomas Hunt Morgan’s lab at Columbia as early as 1913. An

amazing thing happened in 1921 when Morgan’s student Alfred Sturtevant

created genetic maps for two different species of Drosophila. It was clear just by

looking at the maps that an entire genomic interval had been inverted in one

species as compared to another! The only reasonable explanation was that a

reversal had flipped this chromosomal interval around. Sturtevant [39] posited

that this had happened when the chromosome became tangled on itself and

formed a loop.

Another breakthrough occurred with the discovery that the salivary

glands of Drosophila contain polytene cells. In normal cellular division, each

daughter cell receives one copy of the genome. However, in the nuclei of poly-

tene cells, DNA replication occurs repeatedly in the absence of cell division. The

resulting chromosomes then knit themselves together into much larger “super-

chromosomes” called polytene chromosomes, first discovered by Balbiani [5].

Polytene chromosomes serve a practical purpose for the fruit fly, which

uses the extra DNA to boost the production of gene transcripts, producing lots

of sticky saliva. But the human value of polytene chromosomes is perhaps

greater. When Sturtevant and his collaborator, Theodosius Dobzhansky, looked

at polytene chromosomes under a microscope, they were able to witness the

work of rearrangements firsthand in tangled mutant chromosomes. In 1938,

Sturtevant and Dobzhansky [40] published an evolutionary tree presenting a

rearrangement scenario with 17 reversals for various species of Drosophila. Their

drawing was the first evolutionary tree in history to be constructed based on

molecular data.
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2.13.3 The exponential distribution

A Bernoulli trial is a random experiment with two possible outcomes,

“success” (having probability p) and “failure” (having probability 1� p). The

geometric distribution is the probability distribution underlying the random

variable X representing the number of Bernoulli trials needed to obtain the first

success:

Pr(X = k) = (1� p)k�1p.

A Poisson process is a continuous-time stochastic process counting the

number of events in a given time interval, if we assume that the events occur

independently at a constant rate. For example, the Poisson process offers a

good model of time points for passengers arriving to a large train station. If

we assume that the number of passengers arriving during a very small time

interval e is l · e (where l is a constant), then we are interested in the proba-

bility F(X) that nobody will arrive to the station during a time interval X. The

exponential distribution describes the time between events in a Poisson process.

STOP and Think: Do you see any similarities between the Poisson

process and the Bernoulli trials or between the exponential and geometric

distributions?

The exponential distribution is merely the continuous analogue of the

geometric distribution. More precisely, the Poisson process is characterized by a

rate parameter l, such that the number of events k in the time interval [X, X + e]

follows the Poisson probability distribution:

e�l·e(l · e)k�k!
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The probability density function of the exponential distribution is

le�l·X (compare with the geometric distribution shown in Figure 2.27 (left)).
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FIGURE 2.27: The probability density functions of the geometric (left)
and exponential (right) distributions, each provided for three different
parameter values. (Courtesy: Skbkekas (Wikipedia user)).

2.13.4 Bill Gates and David X. Cohen flip pancakes

Before biologists faced genome rearrangement problems, Goodman [25]

posed the Pancake Flipping Problem, arising from the following hypothetical

waiter’s conundrum.

The chef in our place is sloppy, and when he prepares a stack of pancakes
they come out all different sizes. Therefore, when I deliver them to a
customer, on the way to a table I rearrange them (so that the smallest
winds up on top, and so on, down to the largest at the bottom) by grabbing
several from the top and flipping them over, repeating this (varying the
number I flip) as many times as necessary. If there are n pancakes, what
is the maximum number of flips that I will ever have to use to rearrange
them?

Formally, a prefix reversal is a reversal that flips a prefix, or initial interval,

of a signed permutation. The Pancake Flipping Problem corresponds to sorting

unsigned permutations by prefix reversals. For example, the series of prefix
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reversals shown below ignores signs and represents the sorting of an unsigned

permutation, (1 7 6 10 9 8 2 11 3 5 4), into the identity unsigned permutation,

(1 2 3 4 5 6 7 8 9 10 11). The inverted interval is shown in boldface.

( 1 7 6 10 9 8 2 11 3 5 4 )

(11 2 8 9 10 6 7 1 3 5 4 )

( 4 5 3 1 7 6 10 9 8 2 11)
(10 6 7 1 3 5 4 9 8 2 11)
( 2 8 9 4 5 3 1 7 6 10 11)
( 9 8 2 4 5 3 1 7 6 10 11)
( 6 7 1 3 5 4 2 8 9 10 11)
( 7 6 1 3 5 4 2 8 9 10 11)
( 2 4 5 3 1 6 7 8 9 10 11)
( 5 4 2 3 1 6 7 8 9 10 11)
( 1 3 2 4 5 6 7 8 9 10 11)
( 3 1 2 4 5 6 7 8 9 10 11)
( 2 1 3 4 5 6 7 8 9 10 11)
( 1 2 3 4 5 6 7 8 9 10 11)

When we instead desire a minimum series of prefix reversals sorting a

signed permutation, the problem is called the Burnt Pancake Flipping Problem

(each pancake is “burnt” on one side, giving it two possible orientations).

STOP and Think: Prove that every unsigned permutation of length n

can be sorted using at most 2 · (n� 1) prefix reversals. Prove that every

signed permutation of length n can be sorted using at most 3 · (n� 1) + 1

prefix reversals.

In [23], Bill Gates, an undergraduate student at Harvard in the mid-1970s,

and Christos Papadimitriou, a professor at Harvard in the mid-1970s, made

the first attempt to solve the Pancake Flipping Problem and proved that any

unsigned permutation of length n can be sorted with at most 5/3 · (n + 1) prefix
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reversals, a result that would not be improved for three decades. David X.

Cohen worked on the Burnt Pancake Flipping Problem at Berkeley before he left

computer science to become a writer for The Simpsons and eventually producer

of Futurama. Along with Manuel Blum, in [14], he demonstrated that the Burnt

Pancake Flipping Problem can be solved with at most 2 · (n� 1) prefix reversals.

2.13.5 Similar problems with different fates

In the main text, we defined the breakpoint graph for circular chromo-

somes, but this structure can easily be extended to linear chromosomes. Fig-

ure 2.28 depicts the human and the mouse X chromosomes as alternating red-

black and blue-black paths (1st and 2nd panels). These two paths are superim-

posed in the 3rd panel to form the breakpoint graph, which has 5 alternating

red-blue cycles.

STOP and Think: Prove the following analogue of Theorem 2.2 for

signed permutations: Given signed permutations P and Q, any reversal

applied to P can increase CYCLES(P, Q) by at most 1.

While the number of trivial cycles is equal to BLOCKS(Q, Q) in the iden-

tity breakpoint graph of a circular signed permutation, the trivial breakpoint

graph of a linear signed permutation has BLOCKS(Q, Q) + 1 trivial cycles. Since

Theorem 2.2 holds for linear signed permutations, perhaps the reversal dis-

tance drev(P, Q) is equal to BLOCKS(P, Q) + 1� CYCLES(P, Q) for linear chro-

mosomes? After all, for the human and mouse X chromosomes, BLOCKS(P, Q) +

1� CYCLES(P, Q) is equal to 11 + 1� 5 = 7, which we already know to be the

reversal distance between the human and mouse X chromosomes.
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1 2 3 4 5 6 7 8 9 10 11 

1 2 3 4 5 6 7 8 9 10 11 

1 2 3 4 5 6 7 8 9 10 11 

FIGURE 2.28: Breakpoint graph for linear chromosomes. (1st panel)
An alternating path of red and black edges representing the human X
chromosome (+1 +2 +3 +4 +5 +6 +7 +8 +9 +10 +11). (2nd panel)
An alternating path of blue and black edges representing the mouse X
chromosome (+1 �7 +6 �10 +9 �8 +2 �11 �3 +5 +4). (3rd panel) The
breakpoint graph of the mouse and human X chromosomes is obtained
by superimposing red-black and blue-black paths from the first two
panels. (4th panel) To highlight the five alternating red-blue cycles in the
breakpoint graph, black edges are removed.

STOP and Think: Can you modify the proof of Theorem 2.3 to prove

that drev(P, Q) = BLOCKS(P, Q) + 1 � CYCLES(P, Q) for linear signed

permutations P and Q?

You can verify that the pesky signed permutation P = (+2 +1) does not

satisfy the condition drev(P, I) = BLOCKS(P, I) + 1� CYCLES(P, I), where I is

the identity signed permutation, thus making it unlikely that we will be able to

develop a simple algorithm for the computation of reversal distance.

However, the lower bound BLOCKS(P, Q) + 1� CYCLES(P, Q) approxi-

mates the reversal distance between linear signed permutations extremely well.

This intriguing performance raised the question of whether this bound is close
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to an exact formula. In 1999, Hannenhalli and Pevzner [26] found this formula

by defining two special types of breakpoint graph structures called “hurdles”

and “fortresses”. Denoting the respective number of hurdles and fortresses

in BREAKPOINTGRAPH(P, Q) by HURDLES(P, Q) and FORTRESSES(P, Q), they

proved that the reversal distance drev(P, Q) is given by

BLOCKS(P, Q) + 1� CYCLES(P, Q) + HURDLES(P, Q) + FORTRESSES(P, Q).

Using this formula, they developed a polynomial algorithm for computing

drev(P, Q).
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Chapter 3

DCJ-Indel Sorting Revisited

3.1 Abstract

Background: The introduction of the double cut and join operation (DCJ)

caused a flurry of research into the study of multichromosomal rearrangements.

However, little of this work has incorporated indels (i.e., insertions and deletions

of chromosomes and chromosomal intervals) into the calculation of genomic

distance functions, with the exception of Braga et al., who provided a linear time

algorithm for the problem of DCJ-indel sorting. Although their algorithm only

takes linear time, its derivation is lengthy and depends on a large number of

possible cases.

Results: We note the simple idea that a deletion of a chromosomal interval

can be viewed as a DCJ that creates a new circular chromosome. This framework

will allow us to amortize indels as DCJs, which in turn permits the application of

the classical breakpoint graph to obtain a simplified indel model that still solves

the problem of DCJ-indel sorting in linear time via a more concise formulation

that relies on the simpler problem of DCJ sorting. Furthermore, we can extend

82
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this result to fully characterize the solution space of DCJ-indel sorting.

Conclusion: Encoding indels as DCJ operations offers a new insight into

why the problem of DCJ-indel sorting is not ultimately any more difficult than

that of sorting by DCJs alone. There is still room for research in this area, most

notably the problem of sorting when the cost of indels is allowed to vary with

respect to the cost of a DCJ and we demand a minimum cost transformation of

one genome into another.

3.2 Background

In the simplest terms, DNA may mutate in two fundamentally different

ways. On the one hand, single-nucleotide polymorphisms alter the base at a

single position of the nucleic acid polymer; on the other hand, huge mutations

called chromosomal rearrangements can move around, duplicate, insert, or delete

huge blocks of DNA, often from one chromosome to another.

Chromosomal rearrangements were first observed by Dobzhansky and

Sturtevant in 1938 ([21]), but extensive efforts to quantify their study did not take

off until the early 1990s. In the last two decades, a number of discrete genomic

models have been proposed and studied (see Fertin et al. [22] for an overview of

the combinatorics of genome rearrangements).

Having selected a genomic model and a collection of genome operations

to consider, the standard algorithmic problem is the computation of the distance

between two genomes P and G, or the minimum number of allowable operations

required to transform P into G; the more difficult problem of sorting demands

the operations themselves. The first historical example of such a discrete genomic

distance is the prefix reversal distance for permutations (which model the order
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of genes along a single linear chromosome), introduced in by Goodman[25] and

bounded in [23, 27, 13]. The computation of prefix reversal distance has been

proposed to be NP-Hard (see Bulteau et al. [12]).

More recent research has moved past permutations and toward multichro-

mosomal genomic models that incorporate both linear and circular chromosomes.

One of these models, which we will study in this paper, models the chromosomes

of a genome with paths and cycles in a graph. For this model, the double cut and

join operation (DCJ) was introduced in Yancopoulos et al. [42] and incorporates

segment reversals with a number of other operations. Interestingly, a linear time

greedy algorithm exists for DCJ sorting two genomes having equal gene content

(see Bergeron et al. [6]).

The incorporation of insertions and deletions of chromosomes and chro-

mosomal intervals (collectively called indels) into DCJ distance was discussed

in Yancopoulos and Friedberg [43] and quantified rigorously in Braga et al. [10].

The latter authors provided a linear time algorithm for the associated problem

of DCJ-indel sorting, which gives a minimum collection of DCJ and indel op-

erations required to transform one genome into another. Yet their argument is

case-ridden, and so in this paper, which builds upon Compeau [17], we wish

to provide a much simpler presentation of DCJ-indel sorting that still yields a

linear-time solution to the problem.

3.3 Main Text

3.3.1 Preliminaries

Say that we are given a perfect matching on 2N labeled vertices V , forming

a set G of N edges called synteny edges; the vertices of each synteny edge form
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its head and tail. We define a genome P as the edge-disjoint union of two

matchings. The synteny edges of P, denoted g(P), form a matching on V such

that g(P) ✓ G; the adjacencies of P, denoted a(P), form a perfect matching on

V(g(P)). We color the synteny edges of P black and the adjacencies of P blue

(see Figure 3.1 (a)).

A consequence of these definitions is that P comprises a disjoint collec-

tion of paths and cycles, where each connected component alternates between

black synteny edges and blue adjacencies. Each component of P is called a

chromosome; paths (cycles) of P define linear (circular) chromosomes of P.

The endpoint v of a path in P is called a telomere of P; v is not incident to an

adjacency, and so for clerical purposes, we say that v has the null adjacency

{v, ∆}. A genome consisting of only circular (linear) chromosomes is called a

circular (linear) genome. Note that P is circular if and only if the edges of a(P)

form a perfect matching on V(P).

Henceforth, we only consider genome pairs {P, G} such that g(P) [

g(G) = G. This assumption ensures that each synteny edge of G will be found in

at least one of P and G. A workhorse data structure encoding the relationship

between P and G is the breakpoint graph (introduced by Bafna and Pevzner [3]),

denoted by B(P, G) and defined as the edge-disjoint union1 of a(P) and a(G),

where adjacencies of G will be colored red (Figure 3.1 (b)). Observe that B(P, G)

is also a collection of disjoint paths and cycles, which alternate between red and

blue edges. The length of a connected component of B(P, G) is its total number

of edges; we consider an isolated vertex in B(P, G) to be a path of length 0. The

breakpoint graph is also the line graph of the adjacency graph, which was first

defined by Bergeron et al. [6] and has also been used in rearrangement studies.

1This definition allows B(P, G) to contain cycles of length 2.
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FIGURE 3.1: (a) Genomes P and G on a collection G of 13 (black) synteny
edges. Note that P has 11 synteny edges of G and G has 9 synteny edges
of G . We use “h” and “t” to denote the head and tail of a synteny edge. P
is drawn with blue adjacencies (and consists of three chromosomes), and
G is drawn with red adjacencies (and also consists of three chromosomes).
(b) The breakpoint graph of P and G. We have labeled the endpoint v of
a path with p if v is p-open, with g if v is g-open, and with ∆ if v is a
telomere of at least one genome.
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A double cut and join operation (DCJ) on P (introduced by Yancopou-

los et al. [42]) uses one or two adjacencies of P via one of the following four

operations to produce a new genome P0:

1. {v, w}, {x, y} �! {v, x}, {w, y}

2. {v, w}, {x, ∆} �! {v, x}, {w, ∆}

3. {v, ∆}, {w, ∆} �! {v, w}

4. {v, w} �! {v, ∆}, {w, ∆}

The DCJ incorporates a wide range of genome rearrangements, as shown in

Figure 3.1.

For the particular case that P and G have the same synteny edges (i.e.,

g(P) = g(G) = G), the DCJ distance between P and G, written dDCJ(P, G), is

the minimum number of DCJs required to transform P into G One can easily

verify that dDCJ forms a metric on the set of all genomes having synteny edge

set G. A closed formula for DCJ distance was derived by Bergeron et al. [6] and

translated into breakpoint graph notation by Tannier et al. [41]:

dDCJ(P, G) = N � c(P, G)� peven(P, G)
2

(3.1)

Here, c(P, G) and peven(P, G) denote the number of cycles and even-length paths

in B(P, G), respectively.

For the more general case that P and G do not share the same synteny

edges, a deletion of a chromosomal interval of P replaces adjacencies {v, w}

and {x, y} (contained in the order (v, w, x, y) along a chromosome of P) with

the adjacency {v, y} and removes the path connecting w to x. We also allow

deletions of entire chromosomes; however, we must stipulate (following the lead
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FIGURE 3.2: The DCJ incorporates many operations, depending on the
structure of the chromosomes involved and whether the adjacencies used
belong to the same chromosome. (a) Operation 1 in the definition of
the DCJ incorporates linear internal translocations, reversals, circular
fusions/fissions, the excision of a circular chromosome from a linear
chromosome, and the integration of a circular chromosome into a linear
chromosome. (b) Operation 2 incorporates telomeric translocations, af-
fix reversals (which involve the telomere of a linear chromosome), and
the fission of a linear chromosome into a circular and linear chromo-
some (together with its inverse). (c) Operations 3 and 4 include linear
fusions/fissions as well as the linearization/circularization of a single
chromosome.
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of Braga et al. [10]) that every vertex removed from P must belong to V �V(G).2

The insertion of a chromosome or chromosomal interval into P to obtain P0 is

defined as the inverse of a corresponding deletion from P0 that yields P. Note

that a consequence of this definition is that we may not insert a synteny edge

unless it is contained in G. Insertions and deletions are collectively called indels;

thus, we define the DCJ-indel distance between P and G, written dind
DCJ(P, G), as

the minimum number of DCJs and indels required to transform P into G.

Because insertions and deletions are inverse operations, it follows that

dind
DCJ(P, G) = dind

DCJ(G, P). However, although dind
DCJ is symmetric, unlike dDCJ it

does not form a metric, as the triangle inequality does not hold; see Braga et

al. [8] for a more complete discussion.

3.3.2 DCJ-Indel Sorting

Handling Circular Singletons

We begin our discussion of DCJ-indel sorting by defining a circular sin-

gleton of P (adapted from Braga et al. [10]) as a chromosome C of P such that

V(C) \V(G) = ∆. Note that C is defined with respect to G as well as P. Ideally,

we could delete (insert) all circular singletons of P and G immediately to simplify

the problem of DCJ-indel sorting; fortunately, this is indeed the case, as shown

by the following two results.

Proposition 3.1. If P0 is formed by removing a circular singleton C from P, then

dind
DCJ(P

0, G) = dind
DCJ(P, G) � 1. Furthermore, when transforming P into G via a

minimum collection of DCJs and indels, no synteny edge belonging to a circular singleton

of P can ever appear in the same chromosome as a synteny edge of G.
2In particular, this requirement bars the trivial transformation of P into G in which every

chromosome from P is deleted, and then all the chromosomes of G inserted.
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Proof. Any collection of k DCJs and indels transforming P0 into G can be supple-

mented by the deletion of C to yield k + 1 DCJs and indels transforming P into

G; thus, dind
DCJ(P

0, G) � dind
DCJ(P, G)� 1.

To obtain the reverse bound, let us view a transformation T of P into G

as a sequence (P0, P1, . . . , Pn) (n � 1), where P0 = P, Pn = G, and Pi+1 is

obtained from Pi as the result of a single DCJ or indel. Consider a sequence

(P00, P01, . . . , P0n), where P0i is constructed from Pi by removing the subgraph of

Pi induced by the vertices of C under the stipulation that whenever we remove

a path P connecting v to w, we replace adjacencies {v, x} and {w, y} in P with

{x, y} in P0i. It is easy to see that P00 = P0, P0n = G, and for every i in range,

either P0i+1 is the result of a DCJ or indel applied to P0i or P0i+1 = P0i; thus,

(P00, P01, . . . , P0n) encodes a transformation of P0 into G using at most n DCJs and

indels. Furthermore, one can verify that P0i+1 = P0i only when an adjacency of C

is used by a DCJ in T changing Pi to Pi+1 or when Pi+1 is produced from Pi

by a deletion of vertices that all belong to C. At least one such operation must

always occur in T; hence, dind
DCJ(P

0, G)  dind
DCJ(P, G)� 1.

The proposition’s second conclusion follows from the fact that if for some

j (1  j  n� 1), a chromosome of Pj contains a synteny edge g1 of P and a

synteny edge g2 of C, then one DCJ was required to combine g1 and g2 into the

same chromosome, and another will be needed to separate them, yielding two

distinct values of i for which P0i+1 = P0i. From the first part of the proof, we may

conclude that dind
DCJ(P, G) < n.

Letting sing(P, G) denote the total number of circular singletons of P and

G, we have an immediate corollary.
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FIGURE 3.3: The deletion of a chromosomal interval connecting w to x
can be encoded by a DCJ that turns the interval connecting w to x into
a circular chromosome. The four possible deletions of a chromosomal
interval are shown in the above figure; this correspondence holds even
when the interval in question is taken to be an entire linear chromosome.

Corollary 3.1. The DCJ-indel distance is given by the following:

dind
DCJ(P, G) = sing(P, G) + dind

DCJ(P
0, G0) (3.2)

where P0 (G0) is formed by removing all circular singletons from P (G).

With respect to DCJ-indel sorting, Corollary 3.1 allows us to assume without loss

of generality that P and G do not contain any circular singletons.

We next make an observation taken from Ma et al. [32], which is that

the deletion of a chromosomal interval of P connecting w to x may be viewed

as a DCJ: {v, w}, {x, y} ! {v, y}, {w, x}; this operation produces a circular

chromosome containing w and x that is scheduled for removal, including the

case that v or y equals ∆ (the deletion of an entire linear chromosome is handled

by u = x = ∆); see Figure 3.3. Because insertions are the inverses of deletions, we

would like to conclude that indels may be placed in a one-to-one correspondence

with the removal of circular chromosomes. Ironically, the apparent exception to

this proposed rule is the deletion of an entire circular chromosome.

Yet if a deleted circular chromosome C is not produced as the result of a
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DCJ, then C must be a circular singleton of P in order to be deleted. Otherwise,

C has been produced as the result of a DCJ applied to a chromosomal interval;

by the method we just described, we can encode the deletion in this DCJ unless

it also creates another circular chromosome C0 that is scheduled for removal.

However, this sequence of operations cannot arise in a minimum collection of

DCJs and indels transforming P into G, as we could simply delete the original

chromosome(s) from which C and C0 were produced by the DCJ in question,

thus using at most two operations instead of three.

Toward a New Model of Indels

We will follow the observation made in Ma et al. [32] that the actual

removal of deleted chromosomes can occur as a final step in the transformation

of P into G. As a result, we may view the transformation of P into G as composed

of three steps: inserting chromosomes into P to yield a new genome P0 with

g(P0) = G ; applying a sequence of DCJs to produce a genome G0 having the same

synteny edges as P0; and finally, deleting chromosomes from G0 to produce G.

Note that we can equivalently view the first step as the deletion of chromosomes

from P0 to obtain P. Combining this observation with our correspondence

between indels and circular chromosomes above, we may introduce the following

framework.

Define a completion of P as a genome P0 having g(P0) = G and for

which a(P0) is composed of a(P) together with a perfect matching on V(P0)�

V(P). We call the adjacencies of a(P0)� a(P) new. Note that the chromosomes

of P embed as chromosomes of P0 and that the components of P0 �P form cycles

because the new adjacencies of P0 induce a perfect matching on V(P0)�V(P);

we may now without ambiguity call these circular chromosomes of P0 the indels
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of P0. A completion of a pair of genomes (P, G) is simply a pair (P0, G0) for

which P0 and G0 are completions of P and G, respectively. The above discussion

implies that for any minimum cost transformation of P into G, the indels of P0

correspond bijectively to DCJ operations, so that we will amortize each unit indel

cost by that of a DCJ operation. This amortization yields the following equation

for DCJ-indel distance:

dind
DCJ(P, G) = min

(P0,G0)

�
dDCJ(P0, G0)

 
(3.3)

where the minimum is taken over all completions of (P, G). A completion

(P⇤, G⇤) is optimal if it attains the minimum in (3.3). Applying the closed form

equation for the DCJ distance in (3.1) to immediately produces the following

result.

Theorem 3.1. The DCJ-indel distance is given by the following equation:

dind
DCJ(P, G) = N � max

(P0,G0)

⇢
c(P0, G0) +

peven(P0, G0)
2

�
(3.4)

where the maximum is taken over all completions of (P, G).

Constructing an Optimal Completion

In light of Theorem 3.1, we have reduced DCJ-indel sorting to the problem

of constructing indels intelligently to maximize a weighted sum of breakpoint

graph components. Once we have produced an optimal completion (P⇤, G⇤), we

can simply invoke the O(N)-time sorting algorithm described by Bergeron et

al. [6] to transform P⇤ into G⇤ via a minimum collection of DCJs.

Our goal is to construct (P⇤, G⇤) by direct analysis of B(P, G). Because

P and G do not necessarily share the same synteny edges, B(P, G) may contain
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path endpoints that are not telomeres. Accordingly, we define a vertex v to be

p-open (g-open) if v /2 P (v /2 G). In other words, v must be matched to some

other p-open vertex when constructing the indels of P⇤.3 The paths of B(P, G)

are therefore classified according to their endpoints: a p-path (g-path) ends in

one p-open (g-open) vertex and one telomere (of either P or G); a {p, g}-path

ends in a p-open vertex and a g-open vertex (such a path must have even length

at least 2); a {p, p}-path ({g, g}-path) ends in two p-open (g-open) vertices

and must therefore have odd length.

We should also provide statistics for counting these different components.

Define pp,g as the number of {p, g}-paths in B(P, G); pp
even as the number of

even-length p-paths in B(P, G); and p0
even as the number of even-length paths in

B(P, G) containing no open vertices (i.e., ending in two telomeres). Similar statis-

tics counting odd-length paths can be defined analogously. We have dropped the

genomes {P, G} from these statistics for the sake of simplicity; all component

statistics will be taken with respect to B(P, G) unless otherwise noted.

We first present a proposition regarding the parity of the paths of B(P, G).

Proposition 3.2. The component statistics of B(P, G) satisfy the following condition:

pp,g ⌘ |pp
odd � pp

even| ⌘
��pg

odd � pg
even

�� mod 2 (3.5)

Proof. The total number of p-open vertices is equal to V(P0)�V(P) and must

therefore be even. Of course, the same is the case for g-open vertices, and

counting p-open and g-open vertices over the connected components of B(P, G)

3Note that v cannot be simultaneously p- and g-open, although it may be a telomere of both
P and G or be p-open and a telomere of G (in both cases, v is an isolated vertex of B(P, G), i.e., a
path of length 0).
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thus produces the following equivalences:

pp
odd + pp

even + pp,g ⌘ 0 mod 2 (3.6)

pg
odd + pg

even + pp,g ⌘ 0 mod 2 (3.7)

Adding pp,g to both sides of (3.6) and (3.7) gives the following:

pp,g ⌘ (pp
odd + pp

even) ⌘
�

pg
odd + pg

even
�

mod 2 (3.8)

The equivalence of (3.5) and (3.8) is an arithmetical fact.

We next establish two necessary conditions on optimal completions by

culling the set of possible adjacencies of any such completion. Our general

strategy is to consider the addition of a new adjacency {v, w} to a completion

P0 as linking the component(s) of B(P, G) whose endpoints are the (p-open)

vertices v and w. Our first result states that we must always link the endpoints

of any {p, p}-path to each other.

Lemma 3.1. If (P⇤, G⇤) is an optimal completion of (P, G), then every {p, p}-path

({g, g}-path) of length 2k� 1 in B(P, G) (k � 1) embeds into a cycle of length 2k in

B(P⇤, G⇤).

Proof. Let P be a path of length 2k � 1 connecting p-open vertices v and w in

B(P, G). Our claim is that we must link v and w in B(P⇤, G⇤). Suppose for the

sake of contradiction that we have a completion (P0, G0) such that P does not

embed into a cycle of length 2k in B(P0, G0); in this case, we must have adjacencies

{v, x} and {w, y} in a(P0), where all four vertices are distinct.

Consider the completion P00 that is identical to P0 except that {v, x} and

{w, y} are replaced by {v, w} and {x, y}. In B(P00, G0), we have closed P into a
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cycle of length 2k, and at the same time, we have changed neither the parity nor

the linearity/circularity of the component containing x and y. Because we have

increased the number of breakpoint graph cycles by 1 without changing the total

number of paths, it follows from (3.1) that dDCJ(P00, G0) = dDCJ(P0, G0)� 1, and

so (P0, G0) cannot be optimal.

Having dealt with {p, p}- and {g, g}-paths of B(P, G), any remaining

component of B(P⇤, G⇤) must be either a j-bracelet, which is a cycle linking j

{p, g}-paths (where j � 2 and j is even), or a k-chain, in which two p-paths or

two g-paths are linked via an intermediate number of {p, g}-paths to form a

path containing k components from B(P, G) (k � 2). Note that when k is even, a

k-chain C must contain either two p-paths or two g-paths, and when k is odd, C

must contain one p-path and one g-path.

For the sake of simplicity, we will represent a j-bracelet by (P1 : P2 : · · · :

Pj) and a k-chain by [P1 : P2 : · · · : Pk], where every Pi is linked to Pi+1, and in the

case of a j-bracelet, P1 is linked to Pj. Because we wish to maximize a weighted

sum of breakpoint graph components, we might guess that we should look for

many short bracelets and chains. Indeed, the length of a bracelet or chain in

B(P⇤, G⇤) is heavily restricted by the following lemma.

Lemma 3.2. If (P⇤, G⇤) is an optimal completion, then a component C⇤ of

B(P⇤, G⇤) can only contain two or more {p, g}-paths if C⇤ is a 2-bracelet.

Proof. Again, say for the sake of contradiction that we have an optimal com-

pletion (P0, G0) for which a component C0 of B(P0, G0) contains two or more

{p, g}-paths. If C0 is not a 2-bracelet, then it must contain {p, g}-paths P1 and P2

that are linked by precisely one new adjacency. Say that P1 joins p-open vertex v

to g-open vertex w and that P2 joins p-open vertex x to g-open vertex y. To meet
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the assumption that P1 and P2 are linked by precisely one adjacency, suppose

that {v, x} 2 a(P0) but {w, y} /2 a(G0), where instead {w, w0} and {y, y0} are in

a(G0). Replacing these two adjacencies with {w, y} and {w0, y0} defines a new

completion G00 for which B(P0, G00) contains (P1 : P2). Viewed as an operation on

B(P0, G0) to yield B(P0, G00), we have two cases.

First, if C0 was a bracelet, then we have formed two new bracelets from

C0, one of which is (P1 : P2). Otherwise, C0 was a chain, in which case we have

formed a chain (of the same parity) in addition to (P1 : P2). In either case, we may

check that dDCJ(P0, G00) < dDCJ(P0, G0), and so (P0, G0) cannot be optimal.

Following Lemma 3.2, we may only have 2-bracelets, 2-chains, and 3-

chains in B(P⇤, G⇤). After a simple result about the parity of 2-chain components,

we will be ready to state our main result on DCJ-indel sorting.

Proposition 3.3. The breakpoint graph of an optimal completion cannot have one 2-

chain joining two odd p-paths and another 2-chain joining two even p-paths. The same

holds for g-paths.

Proof. Once again, proceed by contradiction and assume that (P0, G0) is an op-

timal completion with such 2-chains [P1 : P2] and [P3 : P4]. Replacing these

2-chains with [P1 : P3] and [P2 : P4] replaces two odd paths in B(P00, G00) with

two even paths; hence, (P0, G0) cannot be optimal.

Theorem 3.2. Algorithm 3.1, given below, defines an O(N) time algorithm for DCJ-

indel sorting. For pairs {P, G} having sing(P, G) = 0, the DCJ-indel distance is given

by the following equation:

dind
DCJ(P, G) = N �

✓
c + pp,p + pg,g +

�
pp,g

2

⌫◆
+

1
2

⇣
p0

even + d

+ min {pp
odd, pp

even} + min
�

pg
odd, pg

even
 �⇤

(3.9)
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Here, d = 1 only if pp,g is odd and either pp
odd > pp

even, pg
odd > pg

even or

pp
odd < pp

even, pg
odd < pg

even; otherwise, d = 0.

Proof. We aim to construct an optimal completion (P⇤, G⇤) having

c(P⇤, G⇤) = c + pp,p + pg,g +

�
pp,g

2

⌫
(3.10)

peven(P⇤, G⇤) = p0
even + min {pp

odd, pp
even} + min

�
pg

odd, pg
even

 
+ d (3.11)

First, we count the cycles of B(P⇤, G⇤). By Lemma 3.1, every {p, p}-path or

{g, g}-path of B(P, G) must be closed into a cycle by adding a single new ad-

jacency (Step 1 of Algorithm 3.1). We now claim that there exists an optimal

completion containing
j

pp,g

2

k
2-bracelets. Note that we may always replace 3-

chains [P1 : P2 : P3] and [P4 : P5 : P6] (where P1 and P4 are p-paths) with [P1 : P4],

(P2 : P5), and [P3 : P6], without increasing the DCJ distance of the associated

completion because we have obtained a cycle from two paths. This argument

implies Step 2 of Algorithm 3.1 and produces the value of c(P⇤, G⇤) stated above.

As for the even paths of B(P⇤, G⇤), let us operate under the assumption

that pp,g is odd. Then after forming a maximal collection of 2-bracelets, we will

be left with one additional {p, g}-path P. We claim that (P⇤, G⇤) will be optimal

if we link as many p-paths (g-paths) of opposite parity as possible. On the one

hand, Proposition 3.3 states that we cannot have 2-chains [P1 : P2] and [P3 : P4],

where P1 and P2 are even p-paths and P3 and P4 are odd p-paths. On the other

hand, say that we have a 2-chain [P1 : P2] and a 3-chain [P3 : P : P4], where

without loss of generality we assume that P1 and P2 are odd p-paths, P3 is an

even p-path, and P4 is a g-path. Replacing these chains with the chains [P1 : P3]

and [P2 : P : P4] does not change the number of paths of even length in B(P⇤, G⇤),

implying Step 3 of Algorithm 3.1.
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Thus, all remaining p-paths must have the same parity, as must all the

g-paths; thus, we may choose any p-path and g-path to link to P (Step 4 of

Algorithm 3.1) and form a 3-chain. The length of this 3-chain may be even (d = 1)

or odd (d = 0) depending on whether the length of its p-path and g-path have

equal parity or not. All remaining paths must therefore be 2-chains linking pairs

of p-paths or pairs of g-paths (Step 5 of Algorithm 3.1).

If instead pp,g is even, then d = 0, and the argument for constructing an

optimal completion proceeds similarly, except that no {p, g}-paths will remain

after forming a maximal collection of 2-bracelets, eliminating the need for Step 4.

Algorithm 3.1. Given genomes (P, G), the following algorithm constructs an optimal

completion (P⇤, G⇤) in O(N) time.

0. Remove all circular singletons from P and G.

1. Close every {p, p}-path ({g, g}-path) into a cycle by adding a single new

adjacency to P⇤ (G⇤).

2. Form a maximum set of 2-bracelets.

3. Form a maximum set of even 2-chains by linking pairs of p-paths (g-paths)

having opposite parity.

4. If pp,g is odd, then link the remaining {p, g}-path with any remaining p-path

and g-path to form a 3-chain.

5. Arbitrarily link pairs of remaining p-paths, all of which have the same parity, to

form 2-chains. Do the same for remaining g-paths.
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3.3.3 The Solution Space of DCJ-Indel Sorting

The problem of DCJ sorting is well understood, its solution space having

been described in Braga and Stoye [9]. Thus, by Theorem 3.1, to identify the

solution space of DCJ-indel sorting (an open problem), we simply need to enu-

merate the construction of indels of an optimal completion. We mentioned this

enumeration in [17], but here we will explore the details of the calculation.

Handling Circular Singletons

By Proposition 3.1, we may consider the circular singletons of P and G

independently of other chromosomes; for that matter, because insertions and

deletions are defined symmetrically, we may assume that P contains k chromo-

somes and that G is the empty genome. Then by Corollary 3.1 and the trivial

fact that any DCJ applied to P changes the total number of chromosomes of P

by at most 1 (see Yancopoulos et al. [42]), we may obtain G from P in k steps

if and only if we perform j DCJs (0  j < k), each of which fuses two circular

chromosomes into one, in addition to k� j chromosome deletions.

Assuming that k is relatively small, the enumeration of all such transfor-

mations of P into G poses a tedious but straightforward task, as a fusion of two

circular chromosomes corresponds to a DCJ using two adjacencies from different

chromosomes.

Genomes Lacking Circular Singletons

Having handled circular singletons, we may assume that sing(P, G) = 0.

Fortunately, the lemmas presented before Theorem 3.2 have greatly reduced

the collection of possible optimal completions, which we now continue to pare

down.
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Proposition 3.4. Every p-path (g-path) embedding into a 3-chain of an optimal com-

pletion must have the same parity.

Proof. Say for the sake of contradiction that we have an optimal completion

(P0, G0) such that B(P0, G0) contains 3-chains [P1 : P2 : P3] and [P4 : P5 : P6], where

P1 and P4 are p-paths of opposite parity. Consider the completion (P00, G00),

which is defined by rejoining adjacencies of (P0, G0) to form [P1 : P4], (P2 : P5),

and [P3 : P6] in B(P00, G00). The 2-chain [P1 : P4] must have even length, and

(P2 : P5) is a cycle; thus, dDCJ(P00, G00) < dDCJ(P0, G0), and so (P0, G0) cannot be

optimal.

Proposition 3.5. If pp,g is even, then the breakpoint graph of an optimal completion

must contain a maximum set of even-length 2-chains.

Proof. We proceed by contradiction. Say that (P0, G0) is an optimal completion

for which an odd p-path P1 and an even p-path P2 are contained in different

components of B(P0, G0), neither of which is an even 2-chain. By Propositions

3.3 and 3.4, we may assume that P1 and P2 embed into an odd-length 2-chain

[P1 : P5] and a 3-chain [P2 : P3 : P4] . Because pp,g is even, we must have at least

one additional 3-chain [P6 : P7 : P8], where (again by Proposition 3.4) P6 is an

even-length p-path, and the g-paths P4 and P8 have the same parity. With these

assumptions in hand, we may rejoin adjacencies to form the four components

[P1 : P2] (even), [P5 : P6] (even), (P3 : P7), and [P4 : P8] (odd), producing a cycle

and two even 2-chains from our original three paths. Hence, by (3.4), (P0, G0)

cannot be optimal.

We are now ready to fully describe the collection of optimal completions

when pp,g is even. To construct an optimal completion, after closing each {p, p}-

path and {g, g}-path, which can be done uniquely, we must form a maximum
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collection of even 2-chains by Proposition 3.5. Recall that our aim is to maximize

the statistic c(P⇤, G⇤) + peven(P⇤,G⇤)
2 , and consider the following two subcases.

Case 1: pp,g is even, pp
odd  pp

even, and pg
odd � pg

even. First, a maximal

collection of even-length 2-chains will total pp
odd + pg

even components, which

requires simply choosing pp
odd even-length p-paths, then matching them to odd-

length p-paths. This can be achieved in A1 ways, where

A1 =

✓
pp

even
pp

odd

◆
· (pp

odd)! = P (pp
even, pp

odd) (3.12)

Next, we follow the same method for forming even-length 2-chains by linking

g-paths of opposite parity, yielding B1 total matchings:

B1 = P
�

pg
odd, pg

even
�

(3.13)

Here, we use P(n, k) to denote the partial permutation statistic: P(n, k) = n!
(n�k)! .

We will be left with pp
even � pp

odd even p-paths and pg
odd � pg

even odd g-paths. It

is impossible to create any more even-length paths in B(P⇤, G⇤), and so we must

form a maximum collection of pp,g

2 2-bracelets from the {p, g}-paths:

C1 =
�

pp,g
even � 1

�
!! =

�
pp,g

even � 1
� �

pp,g
even � 3

�
· · · (5)(3)(1) (3.14)

Here, n!! denotes the double factorial of n, where if n is even, n!! = n(n� 2)(n�

4) · · · 4 · 2 and if n is odd, n!! = n(n� 2)(n� 4) · · · 3 · 1. Finally, we link arbitrary

remaining p-paths to each other and arbitrary remaining g-paths to each other:

D1 = (pp
even � pp

odd � 1)!! ·
�

pg
odd � pg

even � 1
�
!! (3.15)
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By the independence of these four procedures, the total number of optimal

completions is simply given by the product A1 · B1 · C1 · D1.

Case 2: pp,g is even, pp
odd > pp

even, and pg
odd > pg

even. In this case, we first

form a maximum set of 2-chains:

A2 = P (pp
odd, pp

even) · P
�

pg
odd, pg

even
�

(3.16)

We then have pp
odd � pp

even odd-length p-paths and pg
odd � pg

even odd-length

g-paths remaining. Assume without loss of generality that pp
odd � pp

even �

pg
odd � pg

even, and set m = min {pp,g, pg
odd � pg

even}. We may attain the formula

in (3.9) if and only if we form 2j even-length 3-chains for some integer j satisfying

0  j  m
2 , then create pp,g

2 � j total 2-bracelets from the remaining {p, g}-paths.

Any remaining odd-length p-paths (g-paths) must then be linked to each other

to form (odd-length) 2-chains in B(P⇤, G⇤). The number of such possibilities can

be counted by the following statistic B2:

B2 =
m/2

Â
j=0

✓
pp

odd � pp
even

2j

◆✓
pg

odd � pg
even

2j

◆✓
pp,g

2j

◆
[(2j)!]2·

(pp
odd � pp

even � 2j� 1)!!
�

pg
odd � pg

even � 2j� 1
�
!! (pp,g � 2j� 1)!!

(3.17)

Again, the two statistics can be carried out independently, yielding A2 · B2 total

optimal completions.

In both of the first two cases, reversing the inequalities in the first two

cases will lead to analogous arguments. For the next two cases, suppose instead

pp,g is odd, and select a single {p, g}-path P that must belong to a 3-chain.

Case 3: pp,g is odd, pp
odd < pp

even, and pg
odd > pg

even. Note that there are
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A3 = pp,g total ways to select our {p, g}-path P. Of the four possibilities for the

parity of the paths to which P may be linked, one may wish to verify that the

only way we cannot attain the maximum in (3.9) is if we link P to an odd-length

p-path and an even-length g-path. Thus, we arrive at three mutually exclusive

subcases.

In our first subcase, P is linked to an even-length p-path and an odd-

length g-path:

B3 = pp
even · pg

odd (3.18)

We now have an even number of {p, g}-paths remaining and have reduced our

problem to a simpler one that falls under Case 1 above, from which we may

obtain some number C3 of optimal completions.

In the second subcase, we join P to an odd-length p-path and an odd-

length g-path. First, select two such paths:

D3 = pp
odd · pg

odd (3.19)

Again we have reduced the problem to a subproblem falling under Case 1, from

which we may obtain E3 total optimal completions. In our third and final subcase,

we join P to an even p-path and an even g-path:

F3 = pp
even · pg

even (3.20)

Say that applying Case 1 to the resulting subcase in which pp,g is even yields G3

total optimal completions. Then by independence, the total number of optimal

completions over all three subcases will be given by A3 · (B3 · C3 + D3 · E3 + F3 ·

G3).
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Case 4: pp,g is odd, pp
odd > pp

even, and pg
odd > pg

even. Having selected

P from the A3 = pp,g total {p, g}-paths, one may verify that the only way

we can achieve the maximum in (3.9) is by linking P to an odd-length p-path

and an odd-length g-path, of which there are B4 = pp
odd · pg

odd total choices.

We have therefore reduced our problem of linking components of B(P, G) to a

smaller problem, falling under Case 2, for which pp,g is even. If there are C4 total

solutions to this smaller problem, then the number of optimal completions is

given by A4 · B4 · C4.

As in the first two cases, reversing the inequalities defining Cases 3 and 4

will result in analogous arguments.

3.4 Conclusions

In this paper, we have demonstrated how the problem of DCJ-indel sort-

ing, first solved in Braga et al. [10], can equally be handled via a different method

based on direct inspection of the breakpoint graph. Although we are solving the

same mathematical problem as in Braga et al. [10], we still do not see a natural

correspondence between the two approaches to DCJ-indel sorting, which appear

to be at odds because their definitions of indels are equivalent but fundamentally

different. It is not clear which approach is better for computation, but we believe

that the approach presented here provides a more intuitive explanation for why

the complexity of DCJ-indel sorting should be the same as that of sorting by

DCJs alone (since indels can be amortized as DCJs).

Furthermore, modeling an indel as a circular chromosome resulting from

a DCJ has uncovered the solution space of DCJ-indel sorting, thus resolving an

open problem. We wonder if other operations could be adapted to a similar
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model to yield a straightforward calculation of other genomic distances involving

indels. We are also curious whether this model applies to the case of finding

a minimum-cost transformation of one genome into another as we vary the

parameter associated with the (constant) indel cost.
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Chapter 4

A Generalized Cost Model for

DCJ-Indel Sorting

Abstract

The double-cut-and-join operation (DCJ) is a fundamental graph opera-

tion that is used to model a variety of genome rearrangements. However, DCJs

are only useful when comparing genomes with equal (or nearly equal) gene

content. One obvious extension of the DCJ framework supplements DCJs with

insertions and deletions of chromosomes and chromosomal intervals, which im-

plies a model in which DCJs receive unit cost, whereas insertions and deletions

receive a nonnegative cost of w. This paper proposes a unified model finding a

minimum-cost transformation of one genome (with circular chromosomes) into

another genome for any value of w. In the process, it resolves the open case

w > 1.

107
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4.1 Introduction

Large scale chromosomal mutations were observed indirectly via the

study of linkage maps near the beginning of the 20th Century, and these genome

rearrangements were first directly observed by Dobzhansky and Sturtevant in

1938 (see [21]). Yet only in the past quarter century has the combinatorial study

of genome rearrangements taken off, as researchers have attempted to create

and adapt discrete genomic models along with distance functions modeling

the evolutionary distance between two genomes. See Fertin et al. [22] for an

overview of the combinatorial methods used to compare genomes.

Recent research has moved toward multichromosomal genomic models

as well as distance functions that allow for mutations involving more than

one chromosome. Perhaps the most commonly used such model represents an

ordered collection of disjoint chromosomal intervals along a chromosome as

either a path or cycle, depending on whether the chromosome is linear or circular.

For genomes with equal gene content, the double cut and join operation (DCJ),

introduced in Yancopoulos et al. [42], incorporates a wide class of operations into

a simple graph operation. It has led to a large number of subsequent results over

the last decade, beginning with a linear-time algorithm for the problem of DCJ

sorting (see Bergeron et al. [6]), in which we attempt to transform one genome

into another using a minimum number of DCJs.

For genomes with unequal gene content, the incorporation of insertions

and deletions of chromosomes and chromosomal intervals (collectively called “in-

dels”) into the DCJ framework was discussed in Yancopoulos and Friedberg [43]

and solved by Braga et al. [10]. The latter authors provided a linear-time al-

gorithm for the problem of DCJ-indel sorting, which aims to find a minimum
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collection of DCJs and indels required to transform one genome into another.

An alternate linear-time algorithm for DCJ-indel sorting can be found by Com-

peau [17].

We can generalize DCJ-indel sorting to the problem of finding a minimum

cost transformation of one genome into another by DCJs and indels in which

DCJs receive unit cost and indels receive a cost of w, where w is a nonnegative

constant. The case w  1 was resolved by the authors in Silva et al. [38]. The

current paper aims to find a unifying framework that will solve the problem

of DCJ-indel sorting for all w � 0 when the input genomes have only circular

chromosomes. In the process, it resolves the open case w > 1 for genomes with

circular chromosomes.

In Section 4.2, we will discuss the theoretical foundation required to ad-

dress DCJ-indel sorting. In Section 4.3, we show that in any minimum-cost

transformation with DCJs and indels (for any value of w), each indel can be

encoded and thus amortized as a DCJ, which helps to explain why DCJ-indel

sorting has the same computational complexity as DCJ sorting. In Section 4.4,

we will address the problem of DCJ-indel sorting genomes with circular chromo-

somes for all w � 0 for a particular subclass of genome pairs. In Section 4.5, we

generalize this result to all pairs of genomes with circular chromosomes.

4.2 Preliminaries

A genome P is a graph containing an even number of labeled nodes and

comprising the edge-disjoint union of two perfect matchings: the synteny edges1

of P, denoted g(P); and the adjacencies of P, denoted a(P). Consequently,

1Synteny edges typically represent synteny blocks containing a large number of contiguous
genes
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each node of P has degree 2, and the connected components of P form cycles

that alternate between sytneny edges and adjacencies; these cycles are called

chromosomes. This genomic model, in which chromosomes are circular, offers

a reasonable and commonly used approximation of genomes having linear

chromosomes.

A double cut and join operation (DCJ) on P, introduced by Yancopoulos

et al. [42], forms a new genome by replacing two adjacencies of P with two

new adjacencies on the same four nodes. Despite being simply defined, the

DCJ incorporates the reversal of a chromosomal segment, the fusion of two

chromosomes into one chromosome, and the fission of one chromosome into

two chromosomes (Figure 4.1).2 For genomes P and G with the same synteny

edges, the DCJ distance, denoted d(P, G), is the minimum number of DCJs

needed to transform P into G.
2When the DCJ is applied to circularized linear chromosomes, it encompasses a larger variety

of operations. See Braga et al. [10] for details.
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FIGURE 4.1: DCJs replace two adjacencies of a genome and incorporate
three operations on circular chromosomes: reversals, fissions, and fusions.
Synteny edges are shown in black, and adjacencies are shown in red.

The breakpoint graph of P and G, denoted B(P, G) (introduced by Bafna

and Pevzner [3]), is the edge-disjoint union of a(P) and a(G) (Figure 4.2). The

line graph of the breakpoint graph is the adjacency graph, which was introduced

by Bergeron et al. [6] and is also commonly used in genome rearrangement

studies. Note that the connected components of B(P, G) form cycles (of length at

least 2) that alternate between adjacencies of P and G, and so we will let c(P, G)

denote the number of cycles in B(P, G). A consequence of the definition of a DCJ

as a rearrangement involving only two edges is that if P0 is obtained from P by

a single DCJ, then |c(P0, G)� c(P, G)|  1. Yancopoulos et al. [42] provided a

greedy algorithm for sorting P into G that reduces the number of cycles in the

breakpoint graph by 1 at each step, which implies that the DCJ distance is given

by

d(P, G) = |g(P)|� c(P, G) . (4.1)
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FIGURE 4.2: The construction of the breakpoint graph of genomes P and
G having the same synteny edges. First, the nodes of G are rearranged
so that they have the same position in P. Then, the adjacency graph is
formed as the disjoint union of adjacencies of P (red) and G (blue).

The DCJ distance offers a useful metric for measuring the evolutionary

distance between two genomes having the same synteny edges, but we strive

toward a genomic model that incorporates insertions and deletions as well.

A deletion in P is defined as the removal of either an entire chromosome or

chromosomal interval of P, i.e., if adjacencies {v, w} and {x, y} are contained in

the order (v, w, x, y) on some chromosome of P, then a deletion replaces the path

connecting v to y with the single adjacency {v, y}. An insertion is simply the

inverse operation of a deletion. The term indels refers collectively to insertions

and deletions.

To consider genomes with unequal gene content, we will henceforth

assume that any pair of genomes P and G satisfy g(P) [ g(G) = G, where G is a
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perfect matching on a collection of nodes V . A transformation of P into G is a

sequence of DCJs and indels such that any deleted node must belong to V �V(G)

and any inserted node must belong to V �V(P).3

The cost of a transformation T is equal to the weighted sum of the number

of DCJs in T plus w times the number of indels in T, where w is some nonnegative

constant determined in advance. The DCJ-indel distance between P and G,

denoted dw(P, G), is the minimum cost of any transformation of P into G. Note

that since a transformation of P into G can be inverted to yield a transformation

of G into P, the DCJ-indel distance is symmetric by definition. Yet unlike the DCJ

distance, the DCJ-indel distance does not form a metric, as the triangle inequality

does not hold; see Braga et al. [8] for a discussion in the case that w = 1.

Although we would like to compute DCJ-indel distance, here we are

interested in the more difficult problem of DCJ-indel sorting, or producing a

minimum cost transformation of P into G. The case w = 1 was resolved by Braga

et al. [10]; this result was extended to cover all values 0  w  1 by Silva et

al. [38]. This work aims to use the ideas presented by Compeau [17] as a stepping

stone for a generalized presentation that will solve the problem of DCJ-indel

sorting for all w � 0, thus resolving the open case that w > 1.

4.3 Encoding Indels as DCJs

A chromosome of P (G) sharing no synteny edges with G (P) is called a

singleton. We use the notation singG(P) to denote the number of singletons of

P with respect to G and the notation sing(P, G) to denote the sum singG(P) +

3This assumption follows the lead of Braga et al. [10]. It prevents, among other things, a trivial
transformation of genome P into genome G of similar gene content in which we simply delete all
the chromosomes of P and replace them with the chromosomes of G.
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singP(G). We will deal with singletons later; for now, we will show that in the

absence of singletons, the insertion or deletion of a chromosomal interval is the

only type of indel that we need to consider for the problem of DCJ-indel sorting.

Theorem 4.1. If sing(P, G) = 0, then any minimum-cost transformation of P into G

cannot include the insertion or deletion of entire chromosomes.

Proof. We proceed by contradiction. Say that we have a minimum-cost trans-

formation of P into G in which (without loss of generality) we are deleting an

entire chromosome C. Because P has no singletons, C must have been produced

as the result of the deletion of a chromosomal interval or as the result of a DCJ.

C cannot have been produced from the deletion of an interval, since we could

have simply deleted the chromosome that C came from. Thus, assuming C was

produced as the result of a DCJ, there are now three possibilities:

1. The DCJ could be a reversal. In this case, we could have simply deleted the

chromosome to which the reversal was appiled, yielding a transformation

of strictly smaller cost.

2. The DCJ could be a fission of a chromosome C0 that produced C along

with another chromosome. In this case, the synteny edges of C appeared

as a contiguous interval of C0, which we could have simply deleted at

lesser total cost.

3. The DCJ could be the fusion of two chromosomes, C1 and C2. This case is

somewhat more difficult to deal with and is handled by Lemma 4.1.

Lemma 4.1. If singG(P) = 0, then any minimum-cost transformation of P into G

cannot include the deletion of a chromosome that was produced by a fusion.
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Proof. Suppose for the sake of contradiction that a minimum-cost transformation

T of P into G involves k fusions of k + 1 chromosomes C1, C2, . . . , Ck+1 to form a

chromosome C, which is then deleted. Without loss of generality, we may assume

that this collection of fusions is “maximal”, i.e., none of the Ci is produced as the

result of a fusion.

Because P has no singletons, each Ci must have been produced as a result

of a DCJ. Similar reasoning to that used in the main proof of Theorem 4.1 shows

that this DCJ cannot be a reversal, and by the assumption of maximality, it cannot

be the result of a fusion. Thus, each Ci is produced by a fission applied to some

chromosome C0i to produce Ci in addition to some other chromosome C⇤i .

Now, let P0 be the genome in T occurring immediately before these 2k + 2

operations. Assume that the k + 1 fissions applied to the C0i replace adjacencies

{vi, wi} and {xi, yi} with {vi, yi} and {wi, xi}.4 Furthermore, assume that the

ensuing k fusions are as follows:

{v1, y1}, {v2, y2} ! {y1, v2}, {v1, y2}

{y1, v2}, {v3, y3} ! {y1, v3}, {v2, y3}

{y1, v3}, {v4, y4} ! {y1, v4}, {v3, y4}
...

{y1, vk}, {vk+1, yk+1} ! {y1, vk+1}, {vk, yk+1}

The genome resulting from these 2k + 1 operations, which we call P00T,

is identical to P0 except that for each i (1  i  k + 1), it has replaced the

adjacencies {vi, wi} and {xi, yi} in C0i with the adjacencies {wi, xi} 2 C⇤i and

{vi, yi+1 mod (k+1)} 2 C. In T, we then delete C from P00T.

Now consider the transformation U that is identical to T except that when

4It can be verified that these 4k + 4 nodes must be distinct by the assumption that T has
minimum cost.
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we reach P0, U first applies the following k DCJs:

{v1, w1}, {x2, y2} ! {v1, y2}, {w1, x2}

{v2, w2}, {x3, y3} ! {v2, y3}, {w2, x3}

{v3, w3}, {x4, y4} ! {v3, y4}, {w3, x4}
...

{vk, wk}, {xk+1, yk+1} ! {vk, yk+1}, {wk, xk+1}

U then applies k subsequent DCJs as follows:

{x1, y1}, {w1, x2} ! {y1, x2}, {w1, x1}

{y1, x2}, {w2, x3} ! {y1, x3}, {w2, x2}

{y1, x3}, {w3, x4} ! {y1, x4}, {w3, x3}
...

{y1, xk}, {wk, xk+1} ! {y1, xk+1}, {wk, xk}

The resulting genome, which we call P00U, has the exact same adjacencies

as P00T except that it contains the adjacencies {y1, xk+1} and {vk+1, wk+1} instead

of {vk+1, y1} and {wk+1, xk+1}. Because two genomes on the same synteny edges

are equivalent if and only if they share the same adjacencies, a single DCJ on

{y1, xk+1} and {vk+1, wk+1} would change P00U into P00T. Furthermore, in P00T,

{vk+1, y1} belongs to C and {wk+1, xk+1} belongs to C⇤k+1, so that this DCJ in

question must be a fission producing C and C⇤k+1. In U, rather than applying

this fission, we simply delete the chromosomal interval containing the synteny

edges of C. As a result, U is identical to T except that it replaces 2k + 1 DCJs and

a deletion by 2k DCJs and a deletion. Hence, U has strictly smaller cost than T,

which provides the desired contradiction.
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Following Theorem 4.1, we recall the observation made by Arndt and

Tang [2] that we can view the deletion of a chromosomal interval replacing

adjacencies {v, w} and {x, y} with the single adjacency as a fission replacing

{v, w} and {x, y} by the two adjacencies {w, x} and {v, y}, thus forming a circular

chromosome containing {v, y} that is scheduled for later removal. By viewing

this operation as a DCJ, we establish a bijective correspondence between the

deletions of a minimum cost transformation of P into G (having no singletons)

and a collection of chromosomes sharing no synteny edges with P. (Insertions

are handled symmetrically.)

Therefore, define a completion of genomes P and G as a pair of genomes

(P0, G0) such that P is a subgraph of P0, G is a subgraph of G0, and g(P0) =

g(G0) = G. Each of P0 � P and G0 � G is formed of alternating cycles called

new chromosomes; in other words, the chromosomes of P0 comprise the chro-

mosomes of P in addition to some new chromosomes that are disjoint from P.

By our bijective correspondence, we use ind(P0, G0) to denote the total number

of new chromosomes of P0 and G0. We will amortize the cost of a deletion by

charging unit cost for the DCJ that produces a new chromosome, followed by

1�w for the removal of this chromosome, yielding our next result. For simplicity,

we henceforth set N = |V|/2, the number of synteny edges of P and G.

Theorem 4.2. If sing(P, G) = 0, then

dw(P, G) = min
(P0,G0)

{d(P0, G0) + (w� 1) · ind(P0, G0)} (4.2)

= N � max
(P0,G0)

{c(P0, G0) + (1�w) · ind(P0, G0)} (4.3)

where the optimization is taken over all completions of P and G.

A completion (P⇤, G⇤) is called optimal if it achieves the maximum in
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(4.3). We plan to use Theorem 4.2 to construct an optimal completion for genomes

lacking singletons. Once we have formed an optimal completion (P⇤, G⇤), we

can simply invoke the O(N)-time sorting algorithm described by Bergeron et

al. [42] to transform P⇤ into G⇤ via a minimum collection of DCJs.

4.4 DCJ-Indel Sorting Genomes without Singletons

Define a node v 2 V to be P-open (G-open) if v /2 P (v /2 G). When

forming adjacencies of P⇤ (G⇤), we connect pairs of P-open (G-open) nodes.

Given genomes P and G with unequal gene content, we can still define the

breakpoint graph B(P, G) as the edge-disjoint union of a(P) and a(G); however,

because the adjacencies of P and G are not necessarily perfect matchings on V ,

B(P, G) may contain paths (of positive length) in addition to cycles.

We can view the problem of constructing an optimal completion (P⇤, G⇤)

as adding edges to B(P, G) to form B(P⇤, G⇤). Our hope is to construct these

edges via direct analysis of B(P, G). First, note that cycles of B(P, G) must embed

as cycles of B(P⇤, G⇤), whereas odd-length paths of B(P, G) end in either two

P-open nodes or two G-open nodes, and even-length paths of B(P, G) end in

a P-open node and a G-open node. The paths of B(P, G) must be linked in

some way by edges in a(P⇤)� a(P) or a(G⇤)� a(G) to form cycles alternating

between edges of a(P⇤) and a(G⇤). Our basic intuition is to do so in such a way

as to create as many cycles as possible, at least when w is small; this intuition is

confirmed by the following two results.

Proposition 4.1. If 0 < w < 2 and sing(P, G) = 0, then for any optimal completion

(P⇤, G⇤) of P and G, every path of length 2k � 1 in B(P, G) (k � 1) embeds into a

cycle of length 2k in B(P⇤, G⇤).



119

Proof. Let P be a path of length 2k � 1 in B(P, G). Without loss of generality,

assume that P has P-open nodes v and w as endpoints. Suppose that for some

completion (P0, G0), P does not embed into a cycle of length 2k in B(P0, G0) (i.e.,

{v, w} is not an adjacency of P0); in this case, we must have distinct adjacencies

{v, x} and {w, y} in P0 belonging to the same cycle of B(P, G).

Consider the completion P00 that is formed from P0 by replacing {v, x}

and {w, y} with {v, w} and {x, y}. It is clear that c(P00, G0) = c(P0, G0) + 1.

Furthermore, since we have changed only two edges of P0 to produce P00, we

have increased or decreased the number of new chromosomes of P00 by at most

1, and so |ind(P00, G0)� ind(P0, G0)| < 1. Thus, it follows from (4.3) that (P0, G0)

cannot be optimal.

As a result of Proposition 4.1, when 0 < w < 2, any cycle of B(P⇤, G⇤)

that is not induced from a cycle or odd-length path of B(P, G) must be a k-

bracelet, which contains k even-length paths of B(P, G), where k is even. We

use the term bracelet links to refer to adjacencies of a bracelet belonging to

new chromosomes; each k-bracelet in B(P⇤, G⇤) contains k/2 bracelet links from

P⇤ �P and k/2 bracelet links from G⇤ � G. According to (4.3), we need to make

c(P⇤, G⇤) large, which means that when indels are inexpensive, we should have

bracelets containing as few bracelet links as possible.

Proposition 4.2. If 0 < w < 2 and sing(P, G) = 0, then for any optimal completion

(P⇤, G⇤) of P and G, all of the even-length paths of B(P, G) embed into 2-bracelets of

B(P⇤, G⇤).

Proof. Suppose that a completion (P0, G0) of P and G contains a k-bracelet for

k � 4. This bracelet must contain two bracelet adjacencies {v, w} and {x, y}

belonging to a(P0), where these four nodes are contained in the order (v, w, x, y)
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in the bracelet. Consider the genome P00 that is obtained from P0 by replacing

{v, w} and {x, y} with {v, y} and {w, x}. As in the proof of Proposition 4.1,

c(P00, G0) = c(P0, G0) + 1 and |ind(P00, G0) � ind(P0, G0)| < 1, so that (P0, G0)

cannot be optimal.

The conditions provided by the previous two propositions are very strong.

To resolve the case that 0 < w < 2, note that if we must link the endpoints of

any odd-length path in B(P, G) to construct an optimal completion, then we may

first create some new chromosomes before dealing with the case of even-length

paths. Let kG(P) be the number of new chromosomes formed by linking the

endpoints of odd-length paths of B(P, G) that end with P-open nodes, and set

k(P, G) = kG(P) + kP(G). After linking the endpoints of odd-length paths, if we

can link pairs of even-length paths (assuming any exist) into 2-bracelets so that

one additional new chromosome is created in each of P⇤ and G⇤, then we will

have constructed an optimal completion. This construction is guaranteed by the

following proposition.

Proposition 4.3. If 0 < w < 2 and sing(P, G) = 0, then any optimal completion

(P⇤, G⇤) of P and G has the property that one new chromosome of P⇤ (G⇤) contains all

of the bracelet adjacencies of P⇤ (G⇤).

Proof. By Proposition 4.1, we may assume that we have started forming an

optimal completion (P⇤, G⇤) by linking the endpoints of any odd-length paths in

B(P, G) to each other. Given any even-length path P in B(P, G), there is exactly

one other even-length path P1 that would form a new chromosome in G⇤ if linked

with P, and exactly one other even-length path P2 in B(P, G) that would form a

new chromosome in P⇤ if linked with P (P1 and P2 may be the same). As long as

there are more than two other even-length paths to choose from, we can simply
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link P to any path other than P1 or P2. We then iterate this process until two

even-length paths remain, which we link to complete the construction of P⇤

and G⇤; each of these genomes has one new chromosome containing all of that

genome’s bracelet adjacencies.

It is easy to see that the conditions in the preceding three propositions

are sufficient (but not necessary) when constructing an optimal completion for

the boundary cases w = 0 and w = 2. We are now ready to state our first major

result with respect to DCJ-indel sorting.

Algorithm 4.1. When 0  w  2 and sing(P, G) = 0, the following algorithm solves

the problem of DCJ-indel sorting P into G in O(N) time.

1. Link the endpoints of any odd-length path in B(P, G), which may create some

new chromosomes in P⇤ and G⇤.

2. Arbitrarily select an even-length path P of B(P, G) (if one exists).

(a) If there is more than one additional even-length path in B(P, G), link P to

an even-length path that produces no new chromosomes in P⇤ or G⇤.

(b) Otherwise, link the two remaining even-length paths in B(P, G) to form a

new chromosome in each of P⇤ and G⇤.

3. Iterate Step 2 until no even-length paths of B(P, G) remain. The resulting

completion is (P⇤, G⇤).

4. Apply the O(N)-time algorithm for DCJ sorting from Yancopoulos et al. [42] to

transform P⇤ into G⇤.
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Let podd(P, G) and peven(P, G) equal the number of odd- and even-length

paths in B(P, G), respectively. The optimal completion (P⇤, G⇤) constructed by

Algorithm 4.1 has the following properties:

c(P⇤, G⇤) = c(P, G) + podd(P, G) +
peven(P, G)

2
(4.4)

ind(P⇤, G⇤) = k(P, G) + min {2, peven(P, G)} (4.5)

These formulas, when combined with Theorem 4.2, yield a formula for the

DCJ-indel distance as a function of P, G, and w alone.

Corollary 4.1. If 0  w  2 and sing(P, G) = 0, the DCJ-indel distance between P

and G is given by the following equation:

dw(P, G) = N�
⇣

c(P, G) + podd(P, G) +
peven(P, G)

2

⌘
+

⇣
1�w

⌘
·
⇣

k(P, G) + min
�

2, peven(P, G)
 ⌘� (4.6)

We now turn our attention to the case w > 2. Intuitively, as w grows, we

should witness fewer indels. Let dG(P) be equal to 1 if g(P)� g(G) is nonempty

and 0 otherwise; then, set d(P, G) = dG(P) + dP(G). Note that d(P, G) is a lower

bound on the number of indels in any transformation of P into G. The following

result shows that in the absence of singletons, this bound is achieved by every

minimum-cost transformation when w > 2.

Theorem 4.3. If w > 2 and sing(P, G) = 0, then any minimum-cost transformation

of P into G has at most one insertion and at most one deletion. As a result,

dw(P, G) = N � max
ind(P0,G0)=d(P,G)

{c(P0, G0) + (1�w) · d(P, G)} . (4.7)
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Proof. Suppose for the sake of contradiction that T is a minimum-cost transfor-

mation of P into G and that (without loss of generality) T contains two deletions

of chromosomal intervals P1 and P2, costing 2w. Say that one of these deletions

replaces adjacencies {v, w} and {x, y} with {v, y} (deleting the interval connect-

ing w to x) and the other deletion replaces adjacencies {a, b} and {c, d} with

{a, d} (deleting the interval connecting b to c).

Consider a second transformation U that is otherwise identical to T,

except that it replaces the deletions of P1 and P2 with three operations. First, a

DCJ replaces {v, w} and {a, b} with {v, a} and {w, b}; the new adjacency {w, b}

joins P1 and P2 into a single chromosomal interval P. Second, a deletion removes

P and replaces adjacencies {c, d} and {x, y} with the single adjacency {d, y}.

Third, another DCJ replaces {v, a} and {d, y} with the adjacencies {v, y} and

{a, d}, yielding the same genome as the first scenario at a cost of 2 + w. Because

U is otherwise the same as T, U will have strictly lower cost precisely when

w > 2, in which case T cannot have minimum cost.

One can verify that the condition in Theorem 4.3 is sufficient but not nec-

essary to guarantee a minimum-cost transformation when w = 2. Furthermore,

a consequence of Theorem 4.3 is that the optimal completion is independent of

the value of w. In other words, if a completion achieves the maximum in (4.7),

then this completion is automatically optimal for all values of w � 2.

Fortunately, Algorithm 4.1 already describes the construction of a comple-

tion (P0, G0) that is optimal when w = 2. Of course, we cannot guarantee that

this completion has the desired property that ind(P0, G0) = d(P, G). However,

if ind(P0, G0) > d(P, G), then we can apply ind(P0, G0)� d(P, G) total fusions

to P0 and G0 in order to obtain a different completion (P⇤, G⇤). Each of these

fusions reduces the number of new chromosomes by 1 and (by (4.3)) must also
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decrease the number of cycles in the breakpoint graph by 1, since (P0, G0) is

optimal for w = 2. As a result, c(P⇤, G⇤)� ind(P⇤, G⇤) = c(P0, G0)� ind(P0, G0).

Thus, (P⇤, G⇤) is optimal for w = 2, and since ind(P⇤, G⇤) = d(P, G), we know

that (P⇤, G⇤) must be optimal for any w > 2 as already noted. This discussion

immediately implies the following algorithm.

Algorithm 4.2. If w � 2 and sing(P, G) = 0, then the following algorithm solves the

problem of DCJ-indel sorting P into G in O(N) time.

1. Follow the first three steps of Algorithm 4.1 to construct a completion (P0, G0)

that is optimal for w = 2.

2. Apply a total of ind(P0, G0)� d(P, G) fusions to P0 and G0 in order to produce

a completion (P⇤, G⇤) having ind(P⇤, G⇤) = d(P, G).

3. Apply the O(N)-time algorithm for DCJ sorting from Yancopoulos et al. [42] to

transform P⇤ into G⇤. Any DCJ involving a new chromosome can be viewed as

an indel.

The optimal completion (P⇤, G⇤) returned by Algorithm 4.2 has the prop-

erty that

c(P⇤, G⇤) = c(P, G) + podd(P, G) +
peven(P, G)

2
�
h
ind(P0, G0)� d(P, G)

i
,

(4.8)

where (P0, G0) is the optimal completion for w = 2 returned by Algorithm 4.1.

Combining this equation with (4.5) and (4.7) yields a closed formula for the

DCJ-indel distance when w > 2 in the absence of singletons.

Corollary 4.2. If w � 2 and sing(P, G) = 0, then the DCJ-indel distance between P
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and G is given by the following equation:

dw(P, G) = N �
⇣

c(P, G) + podd(P, G) +
peven(P, G)

2
� k(P, G)�

min
�

2, peven(P, G)
 ⌘

+ (2�w) · d(P, G)
� (4.9)

4.5 Incorporating Singletons into DCJ-Indel Sorting

We have thus far avoided genome pairs with singletons because Theorem

4.1, which underlies the main results in the preceding section, only applied in the

absence of singletons. Yet fortunately, genomes with singletons will be relatively

easy to incorporate into a single DCJ-indel sorting algorithm. As we might guess,

different values of w produce different results.

Theorem 4.4. If P∆ and G∆ are produced from genomes P and G by removing all

singletons, then

dw(P, G) =dw(P∆, G∆) + min {1, w} · sing(P, G)+

max {0, w� 1} ·
h
(1� dG∆(P∆)) · min {1, singG(P)}+

(1� dP∆(G∆)) · min {1, singP(G)}
i

(4.10)

Proof. Any transformation of P∆ into G∆ can be supplemented by the deletion of

each singleton of P and the insertion of each singleton of G to yield a collection

of DCJs and indels transforming P into G. As a result, for any value of w,

dw(P, G)  dw(P∆, G∆) + w · sing(P, G) . (4.11)

Next, we will view an arbitrary transformation T of P into G as a sequence

(P0, P1, . . . , Pn) (n � 1), where P0 = P, Pn = G, and Pi+1 is obtained from Pi
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as the result of a single DCJ or indel. Consider a sequence (P∆
0 , P∆

1 , . . . , P∆
n ),

where P∆
i is constructed from Pi by removing the subgraph of Pi induced by

the nodes of the singletons of P and G under the stipulation that whenever we

remove a path P connecting v to w, we replace adjacencies {v, x} and {w, y} in Pi

with {x, y} in P∆
i . Certainly, P∆

0 = P∆ and P∆
n = G∆. Furthermore, for every i in

range, if P∆
i+1 is not the result of a DCJ or indel applied to P∆

i , then P∆
i+1 = P∆

i .

Thus, (P∆
0 , P∆

1 , . . . , P∆
n ) can be viewed as encoding a transformation of P∆ into

G using at most n DCJs and indels. One can verify that P∆
i+1 = P∆

i precisely when

Pi+1 is produced from Pi either by a DCJ that involves an adjacency belonging to

a singleton or by an indel containing synteny edges that all belong to singletons.

At least sing(P, G) such operations must always occur in T; hence,

dw(P, G) � dw(P∆, G∆) + min {1, w} · sing(P, G) . (4.12)

In the case that w  1, the bounds in (4.11) and (4.12) immediately yield (4.10).

Assume, then, that w > 1. If dG∆(P∆) = 0, then g(P∆) ✓ g(G∆), meaning

that every deleted synteny edge of P must belong to a singleton of P. In this

case, the total cost of removing any singletons of P is trivially minimized by

singG(P)� 1 fusions consolidating the singletons of P into a single chromosome,

followed by the deletion of this chromosome. Symmetric reasoning applies to

the singletons of G if dP∆(G∆) = 0.

On the other hand, assume that w > 1 and that dG∆(P∆) = 1, so that

g(P∆) � g(G∆) is nonempty. In this case, if P has any singletons, then we

can create a minimum-cost transformation by applying singG(P) � 1 fusions

consolidating the singletons of P into a single chromosome, followed by another

fusion that consolidates these chromosomes into a chromosomal interval of P
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that is about to be deleted. Symmetric reasoning applies to the singletons of G if

dP∆(G∆) = 1.

Regardless of the particular values of dG∆(P∆) and dP∆(G∆), we will

obtain the formula in (4.10).

This proof immediately provides us with an algorithm incorporating the

case of genomes with singletons into the existing DCJ-indel sorting framework.

Algorithm 4.3. The following algorithm solves the general problem of DCJ-indel sorting

genomes P and G for any indel cost w � 0 in O(N) time.

1. Case 1: w  1.

(a) Delete any singletons of P, then insert any singletons of G.

(b) Apply Algorithm 4.1 to transform the resulting genome into G.

2. Case 2: w > 1.

(a) If P has any singletons, apply singG(P) � 1 fusions to consolidate the

singletons of P into a single chromosome CP.

i. If g(P∆) ✓ g(G∆), delete CP.

ii. Otherwise, save CP for later.

(b) If G has any singletons, apply singP(G) � 1 fusions to consolidate the

singletons of G into a single chromosome CG.

i. If g(G∆) ✓ g(P∆), delete CG.

ii. Otherwise, save CG for later.

(c) Apply a sorting algorithm as needed to construct an optimal completion

(P⇤, G⇤) for P∆ and G∆.

i. If 1 < w  2, apply the first three steps of Algorithm 4.1.
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ii. If w > 2, apply the first two steps of Algorithm 4.2.

(d) If g(P∆)� g(G∆) is nonempty, apply a fusion incorporating CP into a

new chromosome of P⇤. If g(G∆)� g(P∆) is nonempty, apply a fusion

incorporating CG into a new chromosome of G⇤.

(e) Apply the final step of Algorithm 4.1 or Algorithm 4.2, depending on the

value of w.

4.6 Conclusion

With the problem of DCJ-indel sorting genomes with circular chromo-

somes unified under a general model, we see three obvious future applications

of this work.

First, an extension of these results for genomes with linear chromosomes

would prevent us from having to first circularize linear chromosomes when

comparing eukaryotic genomes. This work promises to be extremely tedious (if

it is indeed possible).

Second, we would like to implement the linear-time method for DCJ-indel

sorting described in Algorithm 4.3 and publish the code publicly. Evolutionary

study analysis on real data would hopefully determine appropriate choices of w.

Third, we are currently attempting to extend these results to fully charac-

terize the space of all solutions to DCJ-indel sorting, which would generalize the

result by Compeau [15] to arbitrary values of w.
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Appendix A

Sample of Student Comments and

Revisions

The following appendix is provided in order to illustrate our draft effort

at addressing the compendium of educational breakdowns that we created from

over 1000 discussion forum posts on Chapter 1 of Bioinformatics Algorithms. In

what follows, I will need to refer constantly to the printed version of the text [16].

For this reason, all page numbers will be with respect to this text, and not the

thesis.

I have set this dialogue up as a dialogue between unedited student posts

(in italics) and our tentative plans for addressing these posts. Most student com-

ments included in this appendix occurred multiple times. There are three lines

of action: update the core text (saved for instances in which our exposition was

clearly insufficient), write a “Charging Station” (a remedial module explaining

a tricky computational idea), or create a “Frequently Asked Question” (FAQ)

(saved for minor issues or nontechnical questions). Charging Stations build on

each other, and may be referenced from later chapters as well.
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Hi, I was really hoping to learn about the necessary algorithms for 
passing the class in the class itself. I am finding it very difficult to 
succeed without the lectures addressing the algorithms needed to do the 
homework. 
 

 -------------- 
 

The addition of "time limits" to the assignments is really problematic. 
Let me give you a real life example: I'm currently trying to solve 
"Frequent Words with Mismatches and Reverse Complements 
Problem", so I have four minutes to download the dataset, run the code 
with the dataset, get the answers and copy/paste them in Stepic. My 
solution so far requires me to build a BK-tree and then generate d-
neighbourhoods for each k-mer that appears in the genome, among 
other things.  
 

 
These were two of many similar student responses that we received 

early in the first session of our first MOOC.  This chapter is intended as an 

“Algorithmic Warm-up”, and we wanted to focus on the interplay between 

biological problems and how to model them computationally without delving 

into the nuts and bolts of specific algorithms (saving this type of discussion for 

other chapters).  However, many posts like the first one above quickly made it  

evident that we needed some resources that would help students implement 

efficient algorithms for solving some of the computational problems that arose 

in the chapter.  The second poster above is attempting to build a BK-tree, a 

measure that is completely unnecessary for the introductory computational 

problems in Chapter 1. 

For a more specific example, consider the following student’s comment 

on trying to implement the “Frequent Words Problem” (page 7 of 

Bioinformatics Algorithms), the first computational problem that we encounter 

in our text. This problem simply asks to find all of the most frequently 

occurring substrings of length k (k-mers) within a given string. 
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So I think my code for the [Frequent Words Problem] should work (it 
works for the sample input/output) but a problem I am encountering is 
the run time , which is definitely over 5 minutes for longer k-mers. Can 
anyone please help me figure out whether I can somehow shorten the 
run time? Like if I should try a different approach or something? 

My approach for the problem is as follows: 
 

1. Generate all possible k-mers of desired length 
2. Make a list of all the sliding windows of the length of the k-mer 

for the string to be matched 
3. Compare each k-mer to the list of the sliding windows in #2 and 

if they have at most d mismatches, store this in a dictionary 
with the value being the number of times this occurs for that 
specific k-mer 

4. Output the k-mers with the maximum count 
 

The run time is taking forever for me at #3, which is expected as 2**10 
number of possible k-mers is a lot to run through for each item of the 
list. 

Is my approach wrong? How can I shorten the run time? Any 
help would be greatly appreciated! I've only been learning Python/how 
to code for a little less than two weeks so I'm really inexperienced and 
really stuck. 

 
 
This student is attempting to generate all 4k k-mers! We never 

anticipated that dozens of students would make the same mistake on multiple 

different problems. In order to ease students into this problem, we will 

provide pseudocode for solving this problem as well as an expanded 

discussion of how to design this pseudocode. On page 7, before “We say that 

Pattern is a most frequent k-mer of Text…” we will add the text shown below. 

 

To compute Count(Text, Pattern), our plan is to “slide a window” 

down Text, checking whether each k-mer substring of Text matches 

Pattern. We will therefore refer to the k-mer starting at position i of Text 

as Text(i, k). In this chapter, we will use 0-based indexing for Text, 

meaning that Text begins at position 0 and ends at position |Text| – 1 
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(|Text| stands for the number of symbols in Text).  For example, if Text 

= GACCATACTG, then Text(4, 3) = ATA. Note that the last k-mer of 

Text begins at position |Text|-k, e.g., the last 3-mer of GACCATACTG 

starts at position 10-3=7. This discussion results in the following 

pseudocode for  

computing Count(Text, Pattern). 

 

PatternCount(Text, Pattern) 

   count ← 0 

   for i ←0 to|Text|- |Pattern| 

      if Text(i,|Pattern|) = Pattern  

         count ← count+1 

   return count 

 

EXERCISE BREAK: Implement PatternCount. 

 

Then, on page 8, we will replace the first sentence in the first paragraph 

with the following text. 

 
A straightforward algorithm for finding the most frequent 

words in a string Text checks all k-mers appearing in this string (there 

are |Text| − k + 1 such k-mers) and then computes how many times 

each k-mer appears in Text. To implement this algorithm, called 

FrequentWords (whose pseudocode is shown below), we will need to 

generate an array count, where count(i) stores Count(Text, Pattern) for 

the k-mer Pattern that starts at position i of string Text (Figure A.1). 
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Text   A C T G A C T C C C A C C C C 
count  2 1 1 1 2 1 1 3 1 1 1 3 3   d 

 
FIGURE A.1: The array count for Text = ACTGACTCCCACCCC 
and k=3. For example, count(0) = count(4) = 2 because ACT (shown 
in boldface) appears twice in Text.  
 

FrequentWords(Text, k) 

   FrequentPatterns ←empty set   

   for i ←0 to|Text|- k 

     Pattern ← a k-mer Text(i,k)  

     count(i) ← PatternCount(Text, Pattern) 

     MaxCount ← maximum value in array count 

    for i ←0 to|Text|- k 

       if count(i) = MaxCount 

          add Text(i,k)  to FrequentPatterns  

    return FrequentPatterns 

 

STOP and Think: Do you see any issues with FrequentWords? 

 

Then, we need to rejoin the text on page 8, replacing the remainder of 

the first paragraph (as well as the ensuing “STOP and Think”) with the 

following text. 

 

Although FrequentWords finds most frequent words, it is not 

very efficient. Each call to PatternCount(Text, Pattern) checks whether a 

k-mer Pattern appears in position 0 of Text, position 1 of Text, and so on. 

Since each k-mer requires |Text| – k + 1 such checks, each one 

requiring as many as k comparisons, the overall number of steps of 
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PatternCount(Text, Pattern) is (|Text| – k + 1) * k . Furthermore, 

FrequentWords must call PatternCount |Text| – k + 1 times (once for 

each k-mer of Text), so that its overall number of steps is (|Text| – k + 1) 

* (|Text| – k + 1) * k.  To simplify the matter, computer scientists often 

say that the running time of FrequentWords has an upper bound of 

|Text|2 * k steps and refer to the complexity of this algorithm as 

O(|Text|2 * k) (see DETOUR: Big-O Notation). 

 

Because the Frequent Words Problem is later modified into the 

Frequent Words with Mismatches Problem, we do not want students to think 

that the pseudocode that we gave them is ultimately satisfactory.  For this 

reason, we will write a “Charging Station” for the Frequent Words Problem.  

Each Charging Station will be hosted freely on either the textbook website or 

on Rosalind, as well as integrated into the text as an additional learning 

module on Stepic. Charging Stations will often be identified in the printed 

textbook via an electric vehicle charge symbol, but since this is the first 

Charging Station, we will also provide a little additional content at this point 

in the text, in addition to the following Charging Station. 

 

Charging Station (The Frequency Array): If |Text| and k are 

small, as is the case when looking for DnaA boxes in the typical 

bacterial oriC, then an algorithm with running time of O(|Text|2 

* k) is perfectly acceptable.  But once we find some new 

biological application requiring us to solve the Frequent Words 

Problem for a very long Text, we will quickly run into trouble. 

Check out this Charging Station to learn about solving this 
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problem using a frequency array; the frequency array will also 

help us solve new challenges later in this chapter. 

 

Charging Station: The Frequency Array 

To make FrequentWords faster, we will think about why this algorithm 

is slow in the first place.  It slides a window of length k down the length of 

Text, identifying a k-mer Pattern of Text at each step. For each such k-mer, it 

must then slide a window down the entire length of Text in order to compute 

PatternCount(Text, Pattern). Instead of doing all this sliding, we aspire to slide 

a window down Text only once. As we slide this window, we will keep track 

of the number of times that each k-mer Pattern has already appeared in Text, 

updating these frequencies as we proceed. 

To achieve this goal, we will first order all 4k k-mers lexicographically 

(i.e., according to how they would appear in the dictionary) and then convert 

them into the 4k different integers between 0 and 4k – 1. Given an integer k, we 

define the frequency array of a string Text as an array of length 4k , where the 

i-th element of the array holds the number of times that the i-th k-mer  (in#

lexicographic#order)#appears#in#Text#(Figure A.2). 

 
k-mer       AA  AC  AG  AT  CA  CC  CG  CT  GA  GC  GG  GT  TA  TC  TG  TT 
index        0   1   2   3   4   5   6   7   8   9  10  11  12  13  14  15 
frequency    3   0   2   0   1   0   0   0   0   1   3   1   0   0   1   0 

#
FIGURE A.2: The lexicographic order of 2-mers (top), along with index 
of each k-mer in this order (middle), and the frequency array for 
AAGCAAAGGTGGG.  
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To compute the frequency array, we need to determine how to 

transform a k-mer Pattern into an integer using a function 

PatternToNumber(Pattern). We also should know how to reverse this process, 

transforming an integer between 0 and 4k – 1 into a k-mer using a function 

NumberToPattern(index,k) . In Figure A.2, we can see that PatternToNumber 

(GT) = 11 and NumberToPattern(11,2) = GT. 

EXERCISE BREAK: Compute PatternToNumber(ATGCAA), and 

transform 5437 into a 7-mer and an 8-mer. 

#

Code Challenge: Implement PatternToNumber. 

 

Code Challenge: Implement NumberToPattern. 

If you experience difficulties with implementing these code challenges, 

check out Charging Station: Converting Patterns Into Numbers and Numbers 

into Patterns.#  The pseudocode below generates a frequency array by first 

initializing every element in the frequency array to zero (4k operations) and 

then making a single pass down Text (|Text|*k operations). For each k-mer 

Pattern that we encounter, we add 1 to the value of the array corresponding to 

Pattern. 

ComputingFrequencies(Text,k) 

     for i ← 0 to 4k -1 

        FrequencyArray(i) ← 0 

     for i ←0 to|Text|- k 

         Pattern ← Text(i,k) 



 138 

         j ← PatternToNumber(Pattern) 

         FrequencyArray(j) ← FrequencyArray(j)+1 

     return FrequencyArray    

#

Code Challenge: Implement ComputingFrequencies. 

 

We now have a faster algorithm for the Frequent Words Problem. After 

generating the frequency array, we can find all most frequent k-mers by 

simply finding all k-mers corresponding to the maximum element(s) in the 

frequency array. 

#

FasterFrequentWords(Text, k) 

   FrequentPatterns ← empty set   

   FrequencyArray ← ComputingFrequencies(Text,k) 

   MaxCount ← maximal value in FrequencyArray    

      for i ← 0 to 4k -1 

         if FrequencyArray(i) = MaxCount 

           Pattern ← NumberToPattern(i,k)          

           add Pattern to the set FrequentPatterns  

    return FrequentPatterns 

 

Although FasterFrequentWords is fast for small k (i.e., you can use it to 

find DnaA boxes in an oriC region), it becomes impractical when k is large. If 

you are familiar with the computational problem of sorting and are interested 

in seeing a faster algorithm, see Charging Station: Finding Frequent Words by 

Sorting. 



 139 

 

STOP and Think: Our claim that FasterFrequentWords is faster than 

FrequentWords is only correct for certain values of |Text| and k. 

Estimate the running time of FasterFrequentWords and characterize 

the values of |Text| and k when FasterFrequentWords is indeed faster 

than FrequentWords. 

Charging Station: Converting Patterns into Numbers and Vice-Versa 

 

Our approach to computing PatternToNumber(Pattern) is based on a 

simple observation. If we remove the final symbol from all lexicographically 

ordered k-mers, the resulting list is still ordered lexicographically. (Think 

about removing the final letter from every word in a dictionary.) In the case of 

DNA strings, every (k – 1)-mer in the resulting list is repeated four times 

(Figure A.3). 

 
 

AAA  AAC  AAG  AAC  ACA  ACC  ACG  ACT 
AGA  AGC  AGG  AGT  ATA  ATC  ATG  ATT 
CAA  CAC  CAG  CAT  CCA  CCC  CCG  CCT 
CGA  CGC  CGG  CGT  CTA  CTC  CTG  CTT 
GAA  GAC  GAG  GAT  GCA  GCC  GCG  GCT 
GGA  GGC  GGG  GGT  GTA  GTC  GTG  GTT 
TAA  TAC  TAG  TAT  TCA  TCC  TCG  TCT 
TGA  TGC  TGG  TGT  TTA  TTC  TTG  TTT 

FIGURE A.3: If we remove the final symbol from all lexicographically 
ordered DNA 3-mers, we obtain a lexicographic order of (red) 2-mers, 
where each 2-mer is repeated four times. 

 

Thus, the number of 3-mers occurring before AGT is equal to 4 times 

the number of 2-mers occurring before AG (the eight bold 3-mers in the first 
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row in Figure A.3) plus the number of 1-mers occurring before T (the three 

bold 3-mers in the second row in Figure A.3). Therefore, 

 

PatternToNumber(AGT) = 4 ! PatternToNumber(AG) +       

                                                  SymbolToNumber(T) 

               = 8 + 3 = 11 , 

 

where SymbolToNumber(symbol) as the function transforming symbols A, C, G, 

and T into integers 0, 1, 2, and 3, respectively.  

This observation generalizes to the formula 

 

(*)      PatternToNumber(Pattern) = 4 !  PatternToNumber(Pattern’) + 

                                                     SymbolToNumber(symbol), 

 

where Pattern’ is formed from Pattern by removing the final symbol, symbol. 

This equation leads to the following pseudocode: 

PatternToNumber(Pattern) 

   if Pattern contains no symbols 

      return 0   

   symbol ← last symbol of Pattern  

   remove the last symbol from Pattern 

   return 

PatternToNumber(Pattern)*4+SymbolToNumber(symbol) 

In order to compute the inverse function NumberToPattern(index, k), 

we return to the equation (*) above. This equation implies that when we 
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divide index = PatternToNumber(Pattern) by 4, the remainder will be equal to 

PatternToNumber(symbol), and the quotient will be equal to 

PatternToNumber(Pattern’). Thus, we can use this fact to peel away symbols 

at the end of Pattern one at a time. 

In the pseudocode below, we denote the quotient and the remainder 

when dividing integer n by integer m as quotient(n,m) and remainder(n,m), 

respectively.  For example, quotient(11, 4)=2 and remainder(11, 4) = 3. This 

pseudocode uses the function NumberToSymbol(index), which is the inverse 

of SymbolToNumber and transforms integers 0, 1, 2, and 3 into symbols A, C, 

G, and T, respectively. 

NumberToPattern(index,k) 

   if k=1  

      return NumberToSymbol(index)   

   prefixindex ← quotient(index,4) 

   number ← remainder(index,4)  

   PrefixPattern ← NumberToPattern(prefixindex,k-1) 

   symbol ← NumberToSymbol(number) 

   return concatenation of PrefixPattern with symbol  

 

 

Charging Station: Finding Frequent Words by Sorting 

 

To see how sorting can help us find frequent k-mers, we will consider a 

motivating example when k = 2. Given a string Text = AAGCAAAGGTGG, list 
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all its 2-mers in the order they appear in Text, and convert each 2-mer into an 

integer using PatternToNumber to produce an array indices, as shown below.#

#
2-mer    AA  AG  GC  CA  AA  AA  AG  GG  GT  TG  GG  GG 
index     0   2   9   4   0   0   2  10  11  14  10  10 

 
 

We will now sort the resulting array index, thus generating an array 

sortedindex shown in Figure A.4.  

#
STOP and Think: How can the sorted array help us find frequent 

words?  

 

2-mer        AA  AA  AA  AG  AG  CA  GC  GG  GG  GG  GT  TG 
sortedindex   0   0   0   2   2   4   9  10  10  10  11  14 
count         1   2   3   1   2   1   1   1   2   3   1   1 

#
FIGURE A.4:. Lexicographically sorted 2-mers in AAGCAAAGGTGG (top), 
and arrays sortedindex (middle) and count (bottom).  

 

Since identical k-mers clump together in the sorted array (like (0,0,0) or 

(10,10,10) in Figure A.4), frequent k-mers are revealed as the longest runs of 

identical integers in sortedindex. This insight leads to the algorithm shown 

below, called FindingFrequentWordsBySorting algorithm. This algorithm 

uses the array count(i) to compute the number of times the integer at position i 

in the array sortedindex appears in the first i elements of this array (Figure A.4). 

In the pseudocode for this algorithm, we assume that you know how to sort 

an array using a function Sort.  #

!

FindingFrequentWordsBySorting(Text, k) 

   FrequentPatterns ← empty set  

   for i ←0 to|Text|- k 
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      Pattern ← Text(i,k)       

      index(i) ← PatternToNumber(Pattern) 

      count(i) ← 1 

   sortedindex  ← Sort(index)   

   for i ←1 to|Text|- k 

      if sortedindex(i) = sortedindex(i-1)  

         count(i) ← count(i-1)+1     

   MaxCount ← maximum value in array count 

   for i ←0 to|Text|- k 

       if count(i) = MaxCount 

          Pattern ← the k-mer 

NumberToPattern(sortedindex(i),k) 

          add Pattern to the set FrequentPatterns  

    return FrequentPatterns 

 
=== 
 

[In the Clump Finding Problem] should a k-mer come completely in a 
window? or just the first char? 

 
This student misconception arose several times and derailed otherwise 

perfectly reasonable algorithms.  Because of its frequency, we decided to add a 

clarification to the main text on page 13, replacing the beginning of paragraph 

3 with the following, where a note has been added in parentheses. 

 

We defined a k-mer as a “clump” if it appears many times within 

a short interval of the genome. More formally, given integers L and t, a 

k-mer Pattern forms an (L, t)- clump inside a (larger) string Genome if 
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there is an interval of Genome of length L in which this k-mer appears at 

least t times. (This definition assumes that the k-mer completely fits 

within the interval.) For example, TGCA forms a (25, 3)-clump in the 

following Genome: 

gatcagcataagggtccCTGCAATGCATGACAAGCCTGCAGTtgttttac 

 

=== 
 

I'm wondering if someone has some advice on how to construct an algorithm 
for the [Clump Finding Problem]. The assignment suggests that the order 
should be  ~4k + k · |Genome|. How can I get started thinking of this? 

 
This is another problem that completely derailed students and called 

for a Charging Station discussing how to solve the Clump Finding Problem.  

On the top of page 14, we will remove the first paragraph and the following 

STOP and Think, replacing them with the following text, followed by the 

Charging Station itself. 

 

Charging Station (Solving the Clump Finding Problem): You 

can solve the Clump Finding Problem by adapting your 

algorithm for the Frequent Words Problem to each window of 

length L in Genome. However, if your algorithm for the Frequent 

Words Problem is not very efficient, then such an approach may 

be impractical.  For example, recall that FrequentWords had 

O(L2*k) running time. Applying this algorithm to each window 

of length L in Genome will result in an algorithm with 

O(L2*k*|Genome|) running time. Moreover, even if we use a 

faster algorithm for the Frequent Words Problem (like the one 

described in Charging Station: Frequency Array, the running time 
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remains high when we try to analyze a bacterial – let alone 

human – genome. Check out this Charging Station to learn about 

a more efficient approach for solving the Clump Finding 

Problem. 

 

Charging Station: Solving the Clump Finding Problem 

 

(Note: This Charging Station assumes you have read Charging Station: The 

Frequency Array.) 

The pseudocode below slides a window of length L down Genome. 

After computing the frequency array for the current window, it identifies (L, 

t)-clumps simply by finding which k-mers occur at least k times within the 

window.   To keep track of these clumps, our algorithm uses an array clump of 

length 4k whose values are all initialized to zero. For each value of i between 0 

and 4k -1, we will set clump(i) equal to 1 if NumberToPattern(i, k) forms an (L, 

t)-clump in Genome. 

#

ClumpFinding(Genome, k, t, L) 

   FrequentPatterns ← empty set 

   for i ← 0 to 4k - 1 

      clump(i)  ← 0   

   for i ← 0 to |Genome|- L 

      Text ← string of length L starting at 

              position i in Genome 

      FrequencyArray ← ComputingFrequencies(Text,k) 

      for j ← 0 to 4k - 1 
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         if FrequencyArray(j) ≥ t 

            clump(j)  ← 1        

   for i ← 0 to 4k - 1 

      if clump(i) = 1        

         Pattern ← NumberToPattern(i,k)          

         add Pattern to the set FrequentPatterns 

   return FrequentPatterns 

#

EXERCISE BREAK: Estimate the running time of ClumpFinding.  

 

ClumpFinding makes |Genome|- L+1 iterations, generating a 

frequency array for a string of length L at each iteration.  Since this task takes 

roughly 4k + L*k time, the overall running time of ClumpFinding is 

O(|Genome|*(4k + L*k)).  As a result, when searching for DnaA boxes (k = 9) in 

a typical bacterial genome (|Genome| > 1,000,000), ClumpFinding becomes 

too slow. 

 

STOP and Think: Can you speed up ClumpFinding by eliminating the 

need to generate a new frequency array at every iteration? 

 

To improve ClumpFinding, we observe that when we slide our 

window of length L one symbol to the right, the frequency array does not 

change very much, and so regenerating the frequency array from scratch is 

inefficient. For example, Figure A.5 shows the frequency arrays for k = 2 and 

the 13-mers Text=AAGCAAAGGTGGG and Text’= AGCAAAGGTGGGC 

starting at positions 0 and 1 of the 14-mer AAGCAAAGGTGGGC. These two 
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frequency arrays differ in only two elements corresponding to the first k-mer 

in Text (AA) and the last k-mer in Text’ (GC).  Specifically, the value in the 

frequency array corresponding to the first k-mer of Text is reduced by 1 in the 

frequency array of Text’, and the frequency array value corresponding to the 

last k-mer of Text is increased by 1 in the frequency array of Text’. 

 

#
k-mer       AA  AC  AG  AT  CA  CC  CG  CT  GA  GC  GG  GT  TA  TC  TG  TT 
index        0   1   2   3   4   5   6   7   8   9  10  11  12  13  14  15 
frequency    3   0   2   0   1   0   0   0   0   1   3   1   0   0   1   0 
frequency’   2   0   2   0   1   0   0   0   0   2   3   1   0   0   1   0 

###!
FIGURE A.5: The frequency arrays for two consecutive substrings of 
length 13 starting at positions 0 and 1 of Genome = 
AAGCAAAGGTGGGC are very similar to each other. 

# #
#

This observation helps us modify ClumpFinding as shown below. Note 

that we now only call ComputingFrequencies once, updating this frequency 

array as we go along. 

#

BetterClumpFinding(Genome, k, t, L) 

   FrequentPatterns ← empty set   

   for i ← 0 to 4k - 1 

      clump(i) ← 0   

   Text ← Genome(0,L) 

   FrequencyArray ← ComputingFrequencies(Text,k) 

   for i ← 0 to 4k - 1  

      if FrequencyArray(i) ≥ t 

         clump(i) ← 1 

   for i ← 1 to |Genome| - L 

      FirstPattern ← Genome(i-1,k)      
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      j ← PatternToNumber(FirstPattern)          

      FrequencyArray(j) ← FrequencyArray(j)-1 

      LastPattern ← Genome(i+L-k,k)   

      j ← PatternToNumber(LastPattern)  

      FrequencyArray(j) ← FrequencyArray(j)+1         

      if FrequencyArray(j) ≥ t 

         clump(j) ← 1   

    for i ← 0 to 4k -1 

      if clump(i) = 1        

         Pattern ← NumberToPattern(i,k)          

         add Pattern to the set FrequentPatterns  

return FrequentPatterns 

 
 
===#
 

I would be grateful if some more explanation/guidance be 
provided [for the Minimum Skew Problem]. 

Right now the terms skew, prefix are confusing me a lot. What 
do they mean? 

Intuitively I understand that given the following sequence: 
CATGGGCATCGGCCATACGCC I need to slide a window of i = 14 
In each window, I then determine total G and C. After that, I am lost. 
What am I supposed to do next? 

Also, if I am at the last couple of nucleotide positions, does i=14, 
include the initial couple of nucleotides? 

My background is pure biology so I am finding it a bit difficult 
to follow through... 

 
 

In our estimation, this is the most common educational breakdown that 

we encountered in Chapter 1. At the same time, it completely baffled us 

because the definition of skew and skew diagram that we gave in the text was 

completely consistent.  After seeing responses to student breakdowns on 
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discussion forums, one of which had 30 upvotes, we decided that we needed 

to adapt the text to facilitate student learning. 

The paragraph at the bottom of page 21 of Bioinformatics Algorithms will 

need to be changed to the following: 

 
Since we don’t know the location of oriC in a circular genome, 

let’s linearize it (i.e., we select an arbitrary position and pretend that the 

genome begins here), resulting in a linear string Genome. We define 

Skewi(Genome) as the difference between the total number of 

occurrences of G and the total number of occurrences of C in the first i 

nucleotides of Genome. The skew diagram of Genome is defined by 

plotting i against Skewi(Genome) as i ranges from 0 to |Genome|, where 

Skew0(Genome) is set equal to zero (see Figure 1.11).  

Note that we can compute Skewi+1(Genome) from Skewi(Genome) 

according to the nucleotide in position i of Genome. If this nucleotide is 

G, then Skewi+1(Genome)  = Skewi(Genome) + 1; if this nucleotide is C, 

then Skewi+1(Genome) = Skewi(Genome) – 1; otherwise, Skewi+1(Genome)  = 

Skewi(Genome). 

 

We also will make a change to the first skew diagram in the chapter so 

that it color codes the line segments in addition to the “genome” along the 

bottom. The updated skew diagram is shown in Figure A.6. 
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FIGURE A.6: An updated diagram to replace the skew diagram 
on page 21 of Bioinformatics Algorithms. 

 
=== 

 
[In the Approximate Pattern Matching Problem], my code is generating a lot 
of values where pattern can appear in string with at most d-mismatches. 

  
Here the student’s problem with overcounting was diagnosed by 

fellow students as an incorrect understanding of “number of mismatches”, 

diagnosed by further comments with other students. In this post and others, 

students had confused “number of mismatches” between two strings with 

some kind of “edit distance”, which incorporates insertions and deletions, in 

part because some students were using a library function to compute edit 

distance without realizing what it did. 

We concluded that we should formally define the Hamming distance 

between two strings in the main text in order to alleviate some of the 

confusion. So on page 25 (paragraph 2), after the first sentence defining 

number of mismatches, we will replace the remainder of the paragraph with 

the following. 

 

The number of mismatches between strings p and q is called the 

Hamming distance between these strings and is denoted 

HammingDistance(p,q). 
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Hamming Distance Problem: Compute the Hamming distance 

between two strings. 

Input:  Two strings of equal length. 

Output: The Hamming distance between these strings. 

 

Code Challenge: Solve the Hamming Distance Problem. 

 

We say that a k-mer Pattern appears as a substring of Text with at 

most d mismatches if there is some k-mer substring Pattern’ of Text 

having d or fewer mismatches with Pattern, i.e., 

HammingDistance(Pattern, Pattern’) ≤ d. Our observation that a DnaA 

box may appear with slight variations leads to the following 

generalization of the Pattern Matching Problem. 

 
=== 
 

The extra data set [in the Frequent Words with Mismatches Problem] 
has GCACACAGAC GCGCACACAC as the answers, but the 
sequence GCACACAGAC is not actually part of any of the 10-mers in 
the actual data set. Is that how it's supposed to be? Or am I missing 
something? 
 
This is an example of a problem that students had despite a very clear 

indication in the main text that a string does not need to appear in Text in 

order to be a most frequent word with mismatches.  This question arose 

several times, and every time, the student had an epiphany of sorts and 

retracted their question.  More generally, this question shows that we simply 

cannot stop students from every misconception that they may have, even if we 

have red flags for them at every turn. 
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=== 
 

My current solution to [the Frequent Words with Mismatches 
Problem] is quite ugly: 

 
1. Generate a list with ALL possible kmers. 
2. For each element of this list, count the number of approximate 

occurrences in the given genome (using the function we built in 
a previous exercise). 

3. Find the elements with maximum count. 
 
It sort of works but it requires the program to go over the 

genome 4k times.  Any idea for a more effective approach? For instance: 
Is there a nice (fast) way of generating all possible approximations of a 
given kmer that doesn't require us to go over the whole list of kmers 
each time? This would allow us to go over the genome only once, I 
guess. 

 
Here is another student trying to generate all 4k k-mers, an issue that 

arose in a different problem but is manifesting itself in the Frequent Words 

with Mismatches Problem. In this problem, such an approach represents a 

total educational breakdown and risks losing the student completely if they 

cannot reconcile their understanding.  For this reason, we felt that we should 

improve our exposition around this problem as well as writing a Charging 

Station. 

First, we will help students compute the function Countd(Text, Pattern) 

by inserting the following in the main text after the Exercise Break on page 25. 

 

Computing Countd(Text, Pattern) simply requires us to compute 

the Hamming distance between Pattern and every k-mer substring of 

Text. 

 

ApproximatePatternCount(Text,Pattern,d) 

   count ← 0 
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   for i ←0 to|Text|- |Pattern| 

      Pattern’ ← Text(i,|Pattern|) 

      if HammingDistance(Pattern. Pattern’) ≤ d 

         count ← count + 1 

   return count 

 

Code Challenge: Implement ApproximatePatternCount. 

 

STOP and Think: What is the running time of 

ApproximatePatternCount? 

#

Then, after the statement of the Frequent Words with Mismatches 

Problem, we will insert the following text at the top of page 26, with the 

Charging Station shown below. 

 

Charging Station (Solving the Frequent Words with 

Mismatches Problem): An obvious way to solve the Frequent 

Words with Mismatches Problem considers each of the 4k k-mers 

Pattern, computes ApproximatePatternCount(Text, Pattern, d), 

and then outputs k-mers with the maximum number of 

approximate occurrences. This is a bad approach in practice, 

since many of the 4k  k-mers that this method analyzes should not 

be considered because neither they nor their mutated versions 

(with up to d mismatches) appear in Text.  This Charging Station 

describes a better approach that avoids analyzing such hopeless 

k-mers.## 
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Charging Station: Solving the Frequent Words with Mismatches Problem 

 

(Note: This Charging Station uses some notation from Charging 

Station: Frequency Array.) 

To prevent having to generate all 4k k-mers in order to solve the Clump 

Finding Problem, our goal is to consider only those k-mers that are close to a 

k-mer in Text, i.e., those have Hamming distance at most d with this k-mer. 

Given a k-mer Pattern, we therefore define its d-neighborhood 

Neighbors(Pattern, d) as the set of all k-mers that are close to Pattern. For 

example, Neighbors(ACG, 1) consists of nine 3-mers: 

#

ACG  CCG  TCG  AAG  AGG  ATG  ACA  ACC  ACT 

#

EXERCISE BREAK: Estimate the size of Neighbors(Pattern, d). 

!

We will also use an array close of size 4k  whose values we initialize to 

zero. In the following pseudocode, we set close(i) = 1 whenever the k-mer 

Pattern = NumberToPattern(i, k) is close to some k-mer in Text. This allows us to 

only apply ApproximatePatternCount to close k-mers, a smarter approach 

than applying it to all k-mers.  This pseudocode also uses a function 

Neighbors(Pattern,d) in order to compute the d-neighborhood of a k-mer 

Pattern. See Charging Station: Generating the Neighborhood of a String to 

learn how to implement this function. 

!

!
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FrequentWordsWithMismatches(Text, k, d) 

  FrequentPatterns ← empty set  

  for i ← 0 to 4k - 1 

     close(i) ← 0 

    FrequencyArray ← 0 

  for i ← 0 to |Text| - k 

     Neighborhood ← Neighbors(Text(i,k),d) 

     for each Pattern from Neighborhood 

        index ← PatternToNumber(Pattern) 

        close(index) ← 1 

   for i ← 0 to 4k -1 

      if close(index) = 1 

         Pattern ← NumberToPattern(i,k)          

         FrequencyArray(i) ← 

                  ApproximatePatternCount(Text,Pattern,d) 

   MaxCount ← maximal value in FrequencyArray  

   for i ← 0 to 4k -1 

      if FrequencyArray(i) = MaxCount        

         Pattern ← NumberToPattern(i,k)  

         add Pattern to the set FrequentPatterns  

   return FrequentPatterns 

#

STOP and Think: Although FrequentWordsWithMismatches is faster 

than the naïve algorithm described in the main text for typical 

parameters used in oriC searches, it is not necessarily faster for all 

parameter values. For which parameter values is 

FrequentWordsWithMismatches than the naïve algorithm? 
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If you are familiar with sorting and are interested in seeing an even 

faster algorithm for the Frequent Words with Mismatches Problem, see 

Charging Station: Finding Frequent Words with Mismatches by Sorting.   

#

===#
#

From each k-mer that is in the genome, how would one generate all the 
possible k-mer with d mismatches? 
 
This question indicates that the student has already done a lot of 

legwork, and has likely designed the FasterFrequentWordsWithMismatches 

pseudocode on their own. But this pseudocode neglects to mention that 

generating Neighbors(Pattern, d) is a difficult problem in its own right.  For this 

reason, we will extend the Charging Station on solving the Frequent Words 

with Mismatches Problem as follows. 

 

Charging Station: Generating the Neighborhood of a String 

 

Our goal is to generate the d-neighborhood Neighbors(Pattern,d), the set 

of all k-mers whose Hamming distance from Pattern does not exceed d. 

Our idea for generating Neighbors(Pattern, d) is as follows.  If we remove 

the first symbol of Pattern (denoted firstSymbol(Pattern)), then we will obtain a 

(k – 1)-mer that we denote by suffix(Pattern). Now, consider a (k – 1)-mer 

Pattern’ belonging to Neighbors(suffix(Pattern), d). 

 

STOP and Think: If we know Neighbors(suffix(Pattern), d), how does it 

help us construct Neighbors(Pattern, d)? 
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By the definition of the d-neighborhood Neighbors(suffix(Pattern), d), 

HammingDistance(Pattern’, suffix(Pattern)) is either equal to d or less than d. In 

the first case, we can add firstSymbol(Pattern) to the beginning of Pattern’ in 

order to obtain a k-mer belonging to Neighbors(Pattern, d). In the second case, 

we can add any symbol to the beginning of Pattern’ and obtain a k-mer 

belonging to of Neighbors(Pattern, d). 

In the pseudocode below, we use the notation symbol●String to denote 

the concatenation of a character symbol and a string String, e.g., A●GCATG = 

AGCATG.  

!

Neighbors(Pattern,d) 

   if d=0 or |Pattern|=0 

      return {Pattern} 

   Neighborhood ← empty set  

   SuffixNeighbors← Neighbors(suffix(Pattern),d)  

   for each String from SuffuxNeighbors   

      if HammingDistance(suffix(Pattern),String) < d    

         for each nucleotide N  

            add N●String to Neighborhood 

         else 

            add firstSymbol(Pattern)●String to 

                Neighborhood 

    return Neighborhood 

#

Code Challenge: Implement Neighbors. 
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STOP and Think: Consider the following questions. 

1. What is the running time of Neighbors? 

2. Neighbors generates all k-mers with up to d mutations from Pattern.  

Modify Neighbors to generate all k-mers with exactly d mutations 

from Pattern.!! 
 
 

Charging Station: Finding Frequent Words with Mismatches by Sorting 

 

(Note: This Charging Station uses some notation from Charging 

Station: Finding Frequent Words by Sorting.) 

The following pseudocode reduces the Frequent Words with 

Mismatches Problem to sorting. 

!

FindingFrequentWordsWithMismatchesBySorting(Text,k,d) 

  FrequentPatterns ← empty set 

  Neighborhoods ← empty set  

  for i ← 0 to |Text|-k 

     add the set Neighbors(Text(i),d) to Neighborhoods 

  form an array NeighborhoodArrays that holds all 

     patterns from the set Neighborhoods   

  for i ← 0 to| Neighborhoods|-1   

     Pattern  ←  NeighborhoodArrays(i) 

     index(i) ← PatternToNumber(Pattern) 

     count(i) ← 1 

   sortedindex  ← Sort(index)   
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   for i ←0 to|Text|- k 

      if sortedindex(i) = sortedindex(i+1)  

         count(i+1) ← count(i)+1     

   MaxCount ← maximum value in array count 

   for i ←0 to|Neighborhoods|-1   

       if count(i) = MaxCount 

          Pattern ← the k-mer 

NumberToPattern(sortedindex(i),k) 

          add Pattern to the set FrequentPatterns  

    return FrequentPatterns 

 
=== 
 

Frequently Asked Questions 
 

 
Why can DNA polymarase move only in reverse direction? is it 
because of some properties of bases that phospate-ozide at 5' and ozygen 
at 3' ? Why or What hampers a DNA polymerase to traverse in 5' -> 
3' direction? 
 

Question: Why is DNA polymerase unidirectional? 

 

Answer: To answer this question, we do not feel the need to reinvent 

the wheel.  One of our former students found an excellent ten-minute video: 

https://www.youtube.com/watch?v=y4hKibS2fAo 

 
 
=== 
 

I think there could be other versions of the problem of chapter 1 section 
8 with title "Frequent Words with Mismatches and Reverse 
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Complements Problem" that are more desirable. Basically the required 
version may count a single match twice. By that I mean either of the 
following: 

 
1. A pattern is reverse complement of itself like "CTCTAGAG" so if it 

matches a part of text then its reverse complement matches as well. 
But in fact there is only a single match. 

2. A pattern that is almost reverse complement of itself, like 
'GTCTAGAG' and its reverse complement 'CTCTAGAC'. In this 
case chances are that both the pattern and its reverse complement 
match the same location of the text with at most d mismatches, like 
when the exampled patterns both match 'ATCTAGAT' with 2 
mismatches. 

 
I am not sure about the meaning of these two cases in real word. 

Should they be counted as 2 matches or 1 or something like 1.5? 
 

Question: Why do we not make the scoring function in the Frequent 

Words with Mismatches and Reverse Complements Problem more robust?   

 

 Answer: Indeed, the scoring function in the Frequent Words with 

Mismatches and Reverse Complements Problem may count the same k-mers 

twice if these k-mers contributes to both Countd(Text, Pattern) and Countd(Text, 

(Pattern)). For example, CTTCAG and its reverse complement CTGAAG are 

very similar, and both are just one mismatch away from Text = CTGCAG. 

Thus, Count1(Text, CTTCAG) and Count1(Text, CTGAAG) will both count an 

approximate occurrence of CTGCAG twice. Thus, to improve our scoring 

function, the first thing that comes to mind is to divide Countd(Text, Pattern) + 

Countd(Text, Pattern) by 2 for a string Pattern that is a reverse palindrome (i.e., 

the reverse complement of Pattern is itself).#

However, it becomes less clear what to do if Pattern is almost equal to its 

reverse complement.  For the sake of simplicity, we are therefore willing to 

close our eyes to the limitations on our scoring function posed by reverse 
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palindromes. However, we should be wary of any candidates for DnaA boxes 

that are reverse palindromes (or nearly reverse palindromes).#

#
===#
 

I am just wondering why it is important to find origin of replication 
from practical point of view?  Is it a part of another big problem? 
 
 
Question: Why is it important to find the origin of replication? 

 

Answer: One of our students on Coursera was Dr. Mate Ravasz, a 

biologist at the University of Southampton who works on replication. The 

following answer is inspired by his response on the class discussion forum. 

Knowing the origin of replication enables detailed studies of replication 

initiation. DNA replication requires various proteins to bind to oriC, and once 

the replication machinery is ready, it activates itself and starts copying DNA. 

We know some but not all of the proteins involved in this process, and we still 

don’t fully understand how these proteins contribute to replication. In fact, we 

have tried to hide the rather complicated details of the replication machinery. 

An error during replication can lead to various diseases, including 

cancer. To understand how replication initiation works and what causes it to 

malfunction, we must first know where to look for replication origins. For this 

reason, we must accurately locate oriC sites in the genome to study their 

replication initiation. Things are made even more difficult when we move 

from bacteria to more complex organisms; the human genome has thousands 

of origins of replication. 

As mentioned in the main text, biologists often design self-replicating 

DNA segments (called plasmids) by inserting an origin of replication into 
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them. This is a crucial capability for many genetic engineering experiments, 

since placing a plasmid into a cell will allow it to replicate. When a cell 

replicates, its plasmids are distributed to sister cells. Therefore, if we know 

more about replication origins, we can introduce foreign DNA into an 

organism and have it stably maintained.# 

 
=== 
 

There is no pristine DNA, everything comes from replication (like the 
chicken and egg issue...) so this would mean that G/C ratio is never the 
same but in time should get worse then how do we have a standard 
recorded genome sequence? I mean it should change over time, 
shouldn't it? 
!

Question: How do we have a standard genome sequence if mutations 

are introduced at each replication? 

Answer: A Teaching Assistant in our Coursera class, Robin Betz (a 

graduate student at the University of California, San Francisco) responded to 

various questions on the Coursera discussion board. The following answer 

(along with some others) is motivated by one of her posts.#

Mutations are the driving force of evolution in all domains of life, and 

no cell is immune to them. Moreover, mutations that arise in a child but are 

not present in either parent may lead to a disease. On average, humans 

acquire about 100 new mutations (called single nucleotide variants or SNVs) 

per genome each generation. Interestingly, the number of SNVs in a newborn 

increases with the age of the father but not the mother!##

Also, your cells continue to mutate after you are born, and a bad 

mutation can cause cancer.  Nevertheless, the mutation rate is low enough that 
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a single “genome” can provide a decent sketch of who you are as an 

individual. 

Although genomes can mutate during replication, the cell has a number 

of proofreading mechanisms (one of which is mismatch repair) because it is 

under evolutionary pressure to maintain a functional genome.  For this reason, 

there are only about 100 mutations after each replication in a human genome 

with approximately 3 billion nucleotides. 

The mismatch repair mechanism is a little complicated, but basically 

cells can stick a methyl group, -CH3, onto DNA to mark it in various ways. 

When an unmethylated cytosine is deaminated, it turns into uracil (U), which 

is not a valid base in DNA. The cell recognizes this mismatch as the result of 

deamination damage, and the enzyme uracil-DNA glycosylase chops out the 

uracil and replaces it with a cytosine, restoring the original G/C pair. If a 

methylated cytosine is deaminated, it turn into a thymine (T) and results in a 

T/G base pair. The cell can catch these T/G mismatches and use another 

enzyme, thymine-DNA glycosylase, to restore the cytosine and the original 

G/C pair. 

Even though the cell can often catch these errors, some will get past 

anyway. Therefore, there is variation within the population as a result of 

accumulation of non-lethal variations. For example, on average about 0.1% of 

bases differ between any two humans.  

If a deamination event occurs during cell replication (e.g., one DNA 

copy has a G/C while the other gets a A/T), the mutation will only be 

preserved if it is not lethal to the cell. Nonlethal mutations build up, which 

causes our genomes to change among different types of cells over our lifetime. 

It is the hope of bioinformaticians that future decreases in cost and advances 
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in technology will allow us to identify how different types of cells in your 

body differ genetically.  

 
=== 
 

[In deamination], we start with 2 original strands and have 
final 4, if a C mutates to a T then the replication should make the NEW 
opposite strand be a A, why does it matter that it does not match the 
opposite G of the ORIGINAL opposite strand?  

This seems to me like kind of magic long range quantum 
interaction and anyway nor normal once the strands separate they are 
separate and new strands form opposite them ... what is this bond 
repair exactly then? 

 
!

Question: How does deamination lead to a mutation? 

 

Answer: Let's walk through deamination as it applies to a segment of 

double-stranded DNA. In Figure A.7 (top), the replication fork is about to 

open the seven base pairs shown and start replicating them. The (forward) 

half-strand on top is being synthesized as a single piece, whereas the (reverse) 

half-strand on the bottom is being synthesized in Okazaki fragments.  The 

bottom strand is more vulnerable to deamination because it spends more time 

single-stranded than the top strand. The process of deamination is shown in 

Figure A.7 (bottom). 
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!
5'- ACTCCGA -3'   5'- ACTCCGA -3'   5'- ACTCCGA -3'   5'- ACTCCGA -3' 
                  3'-   <|GCT -5'   3'-   <|GCT -5'   3'- |GAGGCT -5' 
               →                 →                →  
                  5'-   >|    -3'   5'-   >|CAA -3'   5'- |   CAA -3' 
3'- TGAGGCT -5'   3'- TGAGGCT -5'   3'- TGAGGTT -5'   3'- TGAGGTT -5' 
 

FIGURE A.7: Illustration of how deamination leads to a mutation. (Top) 
A replication fork is about to open seven base pairs. (Bottom) 
Deamination leads to a mutation of C into T and occurs on the bottom 
strand, where Okazaki fragments are being synthesized. Since the 
strand on the top is synthesized all at once, it has much smaller chance 
to be deaminated. After replication finishes, there are the two daughter 
strands, one of them with a mutation. The arrows indicates the 
direction of strand synthesis. 

#
#
#

A! C! T! C! C! G! A!

T! G! A! G! G! C! T!
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