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ABSTRACT OF THE DISSERTATION 
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Most domains of human interest now generate enormous, diverse data (text, time 

series, image, audio and video, etc) everyday.  Extracting useful knowledge from such 

data in an efficient manner is an essential task for data mining community. A general 

framework to discover useful structures without domain-dependent tuning can also 

mitigate the costly manual efforts for different area experts, such as biologist, 

neurologist, cardiologist, etc.  

This dissertation first discusses definitions and representations to find useful structures 

(for example, audio fingerprint, audio motifs) in audio archives, and further introduces 

scalable algorithms to allow application to diverse massive data archives. Audio 

fingerprints are “prototypical” subsequences that can represent a class, differentiate from 



vii 

 

other classes and used to identify future unknown instances. We propose a supervised 

approach to classify animal sounds in the visual space, by treating the texture of their 

spectrograms as an acoustic fingerprint using a recently introduced parameter-free texture 

measure as a distance measure. Our audio fingerprint discovery bioacoustic framework 

assists biologists in automatically classifying different species of insects, (and, in follow 

up work by an independent research group) detect the presence of elephants in noisy 

environments, etc.  

Motif discovery in contrast is an unsupervised process to find occurrences of repeated 

patterns when lacking any prior knowledge of patterns, even the pattern length. The audio 

motif/near duplicate pairs are the most similar segments among all the subsequences in 

any audio stream, however, they must be carefully defined in order to prevent finding 

pathological solutions. We propose a novel probabilistic early abandoning approach to 

cast the search for audio motifs into Anytime framework. We demonstrate that our 

algorithm can apply to diverse domains (i.e. mice vocalization, wild animal sounds, 

music and human speech) without requiring any domain specific tuning.  

Lastly, we propose a never-ending learning framework for time series in which an 

agent examines an unbounded stream of data and occasionally asks a teacher (which may 

be a human or an algorithm) for a label. We demonstrate the utility of our ideas with 

experiments that consider real world problems in domains as diverse as medicine, 

entomology, wildlife monitoring, and human behavior analyses.  
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Chapter 1 

Introduction  

Many (or most) domains produce rich, numerous data, including text, time series, image, 

audio, and video, etc. The massive amount of data produced every day is a challenge not 

only for domain experts but also to the data mining researchers that support them. Social 

networks, for example, such as Facebook, LinkedIn or Twitter handle hundreds of 

millions of pieces of user information. Researchers analyze environmental biodiversity 

by monitoring various animal sounds, which can produce gigabytes of data per day. Long 

term daily human behavior tracking has shown great potential application for disease 

prevention using sleep monitoring [37], heartbeat studies [41] etc. Data mining experts 

have worked on such diverse, large-scale projects for at least a decade. However, most 

state-of-the-art algorithms are not very general, they provide solutions only under many 

assumptions (stated or unstated).  

Furthermore, mining even a fraction of these data using complex models (i.e. decision 

trees, neural networks, etc.) usually takes a long time. Secondly, most of these data is 

generated automatically without careful annotations (i.e. class labels), which is assumed 
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by most algorithms to achieve high accuracy. Therefore, building a general, online, 

“lightly-labeled” framework to analyze various, diverse domains data is still an open 

problem in many real world applications.  

In the next three sections of this chapter, we briefly introduce audio fingerprints, 

audio motif, and a novel never-ending learning system. In Chapter 2, we describe the 

audio fingerprint algorithm, and a general framework for monitoring animals’ behavior 

by the sounds they produce.  In Chapter 3, we discuss audio motifs, their utility in diverse 

domains and how they can be found efficiently. Both of these frameworks have already 

attracted attention by domain experts. For example, our sound fingerprint method was 

used by Zeppelzauer et al [97] to detect elephants in the wild. They noted “Experiments 

show that the selected templates clearly captured parts of the rumbles, which confirms 

that the template section works well”. In Chapter 4, we present a never ending learning 

system for time series data, which is an online, active learning framework to solve the 

problems we discuss above. Finally, we conclude with a summary and possible future 

work in Chapter 5.  

1.1 Supervised Discovery of Structures (Audio Fingerprints)  

Monitoring animals by the sounds they produce is an important and challenging task, 

whether the application is outdoors in a natural habitat [19], or in the controlled 

environment of a laboratory setting.  

In the former case the density and variety of animal sounds can act as a measure of 

biodiversity and of the health of the environment. Algorithms are needed here not only 
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because they are (in the long term) cheaper than human observers, but also because in at 

least some cases algorithms can be more accurate than even the most skilled and 

motivated observers [73]. 

In addition to field work, researchers working in laboratory settings frequently create 

control and treatment groups of animals, expose them to different interventions, and test 

for different outcomes. One possible manifestation of different outcomes may be changes 

in the bioacoustics of the animals. To obtain statistically significant results researchers 

may have to monitor and hand-annotate the sounds of hundreds of animals for days or 

weeks, a formidable task that is typically outsourced to students [76].  

There are also several important commercial applications of acoustic animal detection. 

For example, the US imports tens of billions of dollars worth of timber each year. It has 

been estimated that the inadvertent introduction of the Asian Longhorn Beetle 

(Anoplophora glabripennis) with a shipment of lumber could cost the US lumber industry 

tens of billions of dollars [75]. It has been noted that different beetle species have subtlety 

distinctive chewing sounds, and ultra sensitive sensors that can detect these sounds are 

being produced [65]. As a very recent survey of acoustic insect detection noted, “The 

need for nondestructive, rapid, and inexpensive means of detecting hidden insect 

infestations is not likely to diminish in the near future” [75]. 

With such a plethora of important applications, there have been significant efforts to 

build bioacoustic classification tools [19]. However, we argue that current tools are 

severely limited. They often require the careful tuning of many parameters (as many as 

eighteen [32]) and thus huge amounts of training data, they are too computationally 
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expensive for use with resource-limited sensors that will be deployed in the field [30], 

they are specialized for a very small group of species, or they are simply not accurate 

enough to be useful.  

In this thesis, we introduce a novel bioacoustic recognition/classification framework 

that mitigates or solves all of the above problems. We propose to classify animal sounds 

in the visual space, by treating the texture of their spectrograms as an acoustic 

“fingerprint” and using a recently introduced parameter-free texture measure as a 

distance measure. We further show that by searching for the smallest representative 

acoustic fingerprint (inspired by the shapelet concept in time series domain [93]) in the 

training set, we can significantly outperform other techniques in terms of both speed and 

accuracy.  

Note that monitoring of animal sounds in the wild opens up a host of interesting 

problems in sensor placement, wireless networks, resource-limited computation [30], etc. 

For simplicity, we gloss over such considerations, referring the interested reader to [19] 

and the references therein. In this work we assume all such problems have been 

addressed, and only the recognition/classification steps remain to be solved. 

1.2 Unsupervised Discovery of Structures (Audio Motif) 

The first step in most exploratory data mining endeavors is the discovery and 

enumeration of repeated structure. This has been true even for data analysis that predates 

computers. For example, the decipherment of documents written in ancient unknown 

languages first requires the discovery of repeated elements in the scripts [23]. Given this, 
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there has been significant research effort in the last decade focused on repeated pattern 

(motif/near-duplicate) discovery in text, DNA, graphs, time series, images, and video 

[47][55][58]. In contrast, the discovery of audio motifs, with the sole exception of music 

data, has not received much attention [49]. However, identifying structure in general 

audio sequences is an important and challenging task with applications in many diverse 

domains. Some representative examples include: 

 Acoustic wildlife monitoring has been shown to allow effective and non-invasive 

measurement of the health of ecosystems [88].  

 A powerful tool for investigating the role of genetics in human disorders modifies 

(“knocks out”) various genes in mice and examines their vocalizations for changes 

that may be linked to those genes, and hence the analogue genes in humans [83][95]. 

Figure 1.1 hints at the utility of this idea, which we will revisit in Section 3.4.4. In 

recent years this framework has emerged as an extremely promising tool for 

understanding human cognitive and memory disorders. 

 Audio content analysis has been shown to assist with video segmentation and 

summarization [47][55][77]. 

The above are in addition to the more obvious applications in the music domain, such 

as analysis, thumbnailing, retrieval, and summarization [11].  
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Figure 1.1: top) Seven seconds of audio produced by a male mouse. middle) We searched 

the spectrogram of this data for repeated patterns of length 0.5 seconds. bottom left, right) 

A zoom-in of the two repeated occurrences reveals their similarity. We will revisit this 

domain in Section 3.4.4. 

Thus far virtually all research efforts aimed at finding repeated patterns in audio 

sequences use feature extraction algorithms to produce low cardinality symbolic 

representations of the data and use suffix trees, hashing, or similar techniques to search 

these symbolic strings for approximately repeated elements [11]. The problem with this 

approach is that the feature extraction step must be highly tuned to the domain. For 

example, Zakaria et. al [95] demonstrate a technique to find motifs in vocalizations of a 

specific strain of lab mice called Fmr1-KO. However, it is not clear if this multi-stage 

algorithm (which requires significant human intervention) generalizes to other strains of 

mice, much less to other rodents.  

In contrast to these efforts, we propose an algorithm which is completely general, 

makes zero assumptions about the data, and is essentially parameter-free. We achieve this 

by leveraging off the growing realization that for at least some audio similarity problems, 

we can best measure similarity when the data is transformed into the image space (i.e. 
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spectrograms) [58]. Image processing algorithms themselves are not generally devoid of 

the need for feature extraction. However, we propose to use the CK distance measure 

[24], a recently introduced compression-based measure that avoids explicitly extracting 

any features, thus remains parameter-free. We will show that the CK distance measure is 

so efficient that even a brute-force implementation can run in about real-time for a typical 

song. For longer audio sequences we introduce two ideas to mitigate the time complexity. 

First, we show that we can cast the search for audio motifs into an anytime framework 

[61]. Second, we can derive confidence bounds that allow searches to return the optimal 

audio motifs with some bounded probability of error. As we shall show, even if we allow 

a very conservative probability of error, we can achieve a massive speedup. 

1.3 Never-Ending Learning of Time Series Streams 

Virtually all work on time series classification assumes a one-time training session in 

which multiple labeled examples of all the concepts to be learned are provided. This 

assumption is sometimes valid, for example, when learning a set of gestures to control a 

game or novel HCI interface. However, in many medical and scientific applications we 

initially may have only the vaguest understanding of what concepts need to be learned. 

Given this observation, and inspired by the Never-Ending Language Learning (NELL) 

research project at CMU [27], we propose a time series learning framework in which we 

observe streams forever, and we continuously attempt to learn new (or drifting) concepts.   

Our ideas are best illustrated with a simple visual example. In Figure 1.2 we show a 

time series produced by a light sensor at Soda Hall in Berkley. While the sensor will 
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produce data forever, we can only keep a fixed amount of data in a buffer. Here the daily 

periodicity is obvious, and a more careful inspection reveals two very similar patterns, 

annotated A and B.  

 

Figure 1.2: The light sensors at Soda Hall produce a never-ending time series, of which 

we can cache only a small subset main memory. 

As we can see in Figure 1.3.left and Figure 1.3.center, these patterns are even more 

similar after we z-normalize them [33]. Suppose that the appearance of these two similar 

patterns (or “motif”) causes an agent to query a teacher as to their meaning.  

 

Figure 1.3: left) A “motif” of two patterns annotated in Figure 1.2 aligned to highlight 

their similarity. center) We imagine asking a teacher for a label for the pattern. right) 

This allows us to detect and classify a new occurrence eleven days later.  

This query could be implemented in a number of ways; moreover the teacher need not 

necessarily be human. Let us assume here that an email is sent to the building supervisor 

with a picture of the patterns and any other useful metadata. If the teacher is willing to 

provide a label, in this case Weekday with no classes, we have learned a concept for this 

time series, and we can monitor for future occurrences of it.  

2,000 minutes ago 1,500 minutes ago 1,000 minutes ago 500 minutes ago now

time
A

B

Light Sensor 39-Soda Hall

0 300

A

15,840 minutes later 16,340 minutes later0 300

B

What is 

this?

Weekday with 

no classes

Weekday with no classes was detected
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An important generalization of the above is that the time series may only be a proxy 

for another, much higher dimensional streaming data source, such as video or audio. For 

example, suppose the classrooms are equipped with surveillance cameras, and we had 

conducted our monitoring at a finer temporal resolution, say seconds. We could imagine 

that our algorithm might notice a novel pattern of short-lived but dramatic spikes in light 

intensity. In this case we could send the teacher not the time series data, but some short 

video clips that bracket the events. The teacher might label the pattern Camera use with 

flash. This idea, that the time series is only a (more tractable) proxy for the real stream of 

interest, greatly expands the generality of our ideas, as time series has been shown to be a 

useful proxy of audio, video, text, networks, and a host of other types of data [25]. 

This example elucidates our aims, but suggested a wealth of questions. How can we 

detect repeated patterns, especially when the data arrives at a much faster rate, and the 

probability of two patterns from a rare concept appearing close together is very small? 

Assuming the teacher is a finite or expensive resource, how can we optimize the set of 

questions we might ask of it/him/her, and how do we act on this feedback? We will 

discuss all these questions in Chapter 4. 
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Chapter 2 

Monitoring and Mining Animal Sound in 

Visual Space 

This chapter discusses building a general bioacoustic framework to eliminate huge 

amount of manual effort to monitor animals by the sounds they produce. It is an 

important and challenging task, whether the application is outdoors in a natural habitat, or 

in the controlled environment of a laboratory setting.  

In the former case the density and diversity of animal sounds can act as a measure of 

biodiversity. In the latter case, researchers often create control and treatment groups of 

animals, expose them to different interventions, and test for different outcomes. One 

possible manifestation of different outcomes may be changes in the bioacoustics of the 

animals.  

With such a plethora of important applications, there have been significant efforts to 

build bioacoustic classification tools. However, we argue that most current tools are 

severely limited. They often require the careful tuning of many parameters (and thus huge 

amounts of training data), they are too computationally expensive for deployment in 
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resource-limited sensors, they are specialized for a very small group of species, or they 

are simply not accurate enough to be useful.  

In this work we introduce a novel bioacoustic recognition/classification framework 

that mitigates or solves all of the above problems. We propose to classify animal sounds 

in the visual space, by treating the texture of their spectrograms as an acoustic fingerprint 

using a recently introduced parameter-free texture measure as a distance measure. We 

further show that by searching for the most representative acoustic fingerprint we can 

significantly outperform other techniques in terms of speed and accuracy.  

2.1 Related Work and Background 

2.1.1 A Brief Review of Spectrograms 

As hinted at in Chapter 1.1, we intend to do recognition/classification in the visual space, 

by examining the spectrogram of the animal sounds. As shown in Figure 2.1, a 

spectrogram is a time-varying spectral representation that shows how the spectral density 

of a signal varies with time. 

 

Figure 2.1: A spectrogram of the call of an insect. Note the highly repetitious nature of 

the call.  In this case, capturing just two “busts” may be sufficient to recognize the insect.  
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There is a huge amount of literature leveraging off manual inspection of such 

spectrograms; see [48] and the references therein for some examples. However, as we 

shall see, algorithmic analysis of spectrograms remains an open problem, and an area of 

active research. Beyond the problems that plague attempts to define a distance measure in 

any domain, including invariance to offset, scaling, uniform scaling, non-uniform 

warping, etc., spectrograms almost always have significant noise artifacts, even when 

obtained in tightly controlled conditions in a laboratory setting. One avenue of research is 

to “clean” the spectrograms using various techniques [16], and then apply shape 

similarity measures to the cleaned shape primitives. Some types of specialized cleaning 

may be possible; for example, removing the 60Hz noise is commonly encountered
1
. 

However, algorithms to robustly clean general spectrograms seem likely to elude us for 

the foreseeable future.  

As we shall see in Section 2.3, our solution to this problem is to avoid any type of data 

cleaning or explicit feature extraction, and use the raw spectrogram directly.   

2.1.2 General Animal Sound Classification 

The literature on the classification of animal sounds is vast; we refer the interested reader 

to [6][70] for useful surveys. At the highest level, most research efforts advocate 

extracting sets of features from the data, and using these features as inputs to standard 

classification algorithms such as a decision tree, a Bayesian classifier or a neural 

                                                 
1
 American domestic electricity is at 60Hz (most of the rest of the world is 50Hz) and 

inadequate filtering in power transformers often allows some 60Hz signal to bleed into 

the sound recording.   
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network. As a concrete representative example, consider [78], which introduces a system 

to recognize Orthoptera (the order of insects that includes grasshoppers, crickets, 

katydids
2
 and locusts). This method requires that we extract multiple features from the 

signal, including distance-between-consecutive-pulses, pulse-length, frequency-contour-

of-pulses, energy-contour-of-pulses, time-encoded-signal-of-pulses, etc. However, 

robustly extracting these features from noisy field recordings is non-trivial, and while 

these features seem to be defined for many Orthoptera, it is not clear that they generalize 

to other insects, much less to other animals. Moreover, a significant number of 

parameters need to be set, both for the feature extraction algorithms, and the 

classification algorithm.   

For more complex animal sounds (essentially all non-insect animals), once again 

features are extracted from the raw data; however, because the temporal transitions 

between features are themselves a kind of meta-feature,  techniques such as Hidden 

Markov Models are typically used to model these transitions [6] [22][70]. This basic idea 

has been applied with varying degrees of success to birds [60], frogs and mammals [22]. 

One major limitation of Hidden Markov Model-based systems is that they require 

careful tuning of their many parameters. This in turn requires a huge amount of labeled 

training data, which may be difficult to obtain in many circumstances for some species. 

Many other approaches have been attempted in the last decade. For example, in a 

series of papers, Dietrich et al. introduce several classification methods for insect sounds, 

                                                 
2
 In British English, katydids are known as bush-crickets. 
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some of which require up to eighteen parameters, and which were trained on a dataset 

containing just 108 exemplars [32].  

It is important to note that our results are completely automatic.  Numerous papers 

report high accuracies for the classification of animal sounds, but upon careful reading it 

appears (or it is explicitly admitted) that human effort was required to extract the right 

data to give to the classifier. Many authors do not seem to fully appreciate 

that “extracting the right data” is at least as difficult as the classification step. 

For example, a recent paper on the acoustic classification of Australian anurans (frogs 

and toads) claims a technique that is “capable to identify the species of the frogs with an 

average accuracy of 98%.” [46]. This technique requires extracting features from 

syllables, and the authors note, “Once the syllables have been properly segmented, a set 

of features can be calculated to represent each syllable” (our emphasis). However, the 

authors later make it clear that the segmentation is done by careful human intervention. 

In contrast, we do not make this unrealistic assumption that all the data has been 

perfectly segmented. We do require sound files that are labeled with the species name, 

but nothing else. For example, most of the sound files we consider contain human 

voiceover annotations such as “June 23
th

, South Carolina, Stagmomantis carolina, 

temperature is ...” and many contain spurious additional sounds such as distant bird calls, 

aircraft, the researcher tinkering with equipment, etc. The raw unedited sound file is the 

input to our algorithm; there is no need for costly and subjective human editing. 
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2.1.3 Sound Classification in Visual Space 

A handful of other researchers have suggested using the visual space to classify sounds 

(see [66][67]). However, this work has mostly looked at the relatively simple task of 

recognizing musical instruments or musical genres [94], etc. More recent work has 

considered addressing problems in bioacoustics in the visual space. In [67] the authors 

consider the problem of recognizing whale songs using spectrograms. The classification 

of an observed acoustic signal is determined by the maximum cross-correlation 

coefficient between its spectrogram and the specified template spectrogram [67]. 

However, this method is rather complicated and indirect: a “correlation kernel” is 

extracted from the spectrogram, the image is divided into sections which are piecewise 

constant, and a cross-correlation is computed from some subsets of these sections and 

thresholded to obtain a detection event. Moreover, at least ten parameters must be set, 

and it is not clear how best to set them, other than using a brute force search through the 

parameter space. This would require a huge amount of labeled training data. In [66] the 

authors propose similar ideas for bird calls. However, beyond the surfeit of parameters to 

be tuned, these methods have a weakness that we feel severely limits their applicability. 

Both these efforts (and most others we are aware of) use correlation as the fundamental 

tool to gauge similarity. By careful normalization, correlation can be made invariant to 

shifts of pitch and amplitude. However, because of its intrinsically linear nature, 

correlation cannot be made invariant to global or local differences in time (in a very 

slightly different context, these are called uniform scaling and time warping, respectively 

[38]). There is significant evidence that virtually all real biological signals have such 



16 

 

distortions, and that unless it is explicitly addressed in the representation or classification 

algorithm, we are doomed to poor accuracy. As we shall show empirically in the 

experimental section below, our proposed method is largely invariant to uniform scaling 

and time warping. 

2.1.4 A Review of the Campana-Keogh (CK) Distance Measure 

The CK distance measure is a recently introduced measure of texture similarity [24]. 

Virtually all other approaches in the vast literature of texture similarity measures work by 

explicitly extracting features from the images, and computing the distance between 

suitably represented feature vectors.  Many possibilities for features have been proposed, 

including several variants of wavelets, Fourier transforms, Gabor filters, etc. [18]. 

However, one drawback of such methods is that they all require the setting of many 

parameters. For example, at a minimum, Gabor filters require the setting of scale, 

orientation, and filter mask size parameters. This has led many researchers to bemoan the 

fact that “the values of (Gabor filters parameters) may significantly affect the outcome of 

the classification procedures...”[18]. 

In contrast, the CK distance measure does not require any parameters, and does not 

require the user to create features of any kind. Instead, the CK measure works in the spirit 

of Li and Vitanyi’s idea that two objects can be considered similar if information 

garnered from one can help compress the other [59][62]. The theoretical implications of 

this idea have been heavily explored over the last eight years, and numerous applications 

for discrete data (DNA, natural languages) have emerged.  
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The CK measure expands the purview of the compression-based similarity 

measurements to real-valued images by exploiting the compression technique used by 

MPEG video encoding [24]. In essence, MPEG attempts to compress a short video clip 

by taking the first frame as a template, and encoding only the differences of subsequent 

frames. Thus, if we create a trivial “video” consisting of just the two images we wish to 

compare, we would expect the video file size to be small if the two images are similar, 

and large if they are not. Assuming x and y are two equally-sized images; Table 2.1 

shows the formula to achieve this. 

 dist = ((mpegSize(x,y) + mpegSize(y,x)) /( mpegSize(x,x) + mpegSize(y,y))) - 1; 

Table 2.1: The CK Distance Measure. 

It is worth explicitly stating that this is not pseudo code, but the entire actual Matlab 

code needed to calculate the CK measure. 

The CK measure has been shown to be very effective on images as diverse as moths, 

nematodes, wood grains, tire tracks, etc. [24]. However, this is the first work to consider 

its utility on spectrograms. 

2.2 Definitions 

In this section we define the necessary notation for our sound fingerprint finding 

algorithm. We begin by defining the data type of interest, an audio sequence: 

Definition 2.1 [AUDIO SEQUENCE] A audio sequence A of length m > 0 is a 

sequence A = (A1, A2, …, Am) of m real-valued numbers corresponding to the amplitude 
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at that time stamp. The data points are typically generated in temporal order and spaced at 

uniform time intervals.  

As with other researchers [66][67], we are interested in the audio sequence 

representation in the visual space, which is called the spectrogram.  

Definition 2.2 [SOUND SPECTROGRAM] A sound spectrogram S is an image of 

time-varying spectral representation, produced by applying the Short Fast Fourier 

Transform to successive overlapping frames of an audio sequence. The horizontal 

dimension corresponds to time and the vertical dimension corresponds to frequency. The 

relative spectral intensity of a sound at any specific time and frequency is indicated by 

the color/grayscale intensity of the image.  

A more detailed discussion of spectrograms is beyond the scope of this thesis, so we 

refer the reader to [6] and the references therein. 

We are typically interested in the local properties of the audio sequence rather than the 

global properties, because the entire audio sequence may be contaminated with 

extraneous sounds (human voice annotations, passing aircraft, etc.). Moreover, as we 

shall see, our ultimate aim is to find the smallest possible sound snippet to represent a 

species. A local subsection of a spectrogram can be extracted with a sliding window: 

Definition 2.3 [SLIDING WINDOW] A sliding window (W) contains the latest w data 

points (St-w+1, St-w+2,…, St) in the sound spectrogram S.  

Within a sliding window, a local subsection of the audio sequence we are interested in 

is termed as a subsequence.  
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Definition 2.4 [AUDIO SUBSEQUENCE] An audio subsequence of length n of an 

audio sequence A = (A1, A2, …, Am)  is a time series Ai,n = (Ai, Ai+1,…, Ai+n-1) for all 

integers i, where 0<i<m-n+1. 

Since our algorithm attempts to find the prototype of an audio sequence A, ultimately, 

a local audio subsequence Ai,n should be located with a distance comparison between A 

and Ai,n, which may be of vastly different lengths. Recall that the CK distance is only 

defined for two images of the same size. 

Definition 2.5 [DISTANCE] The distance d between a subsequence Ai,n and a longer 

audio sequence A is the minimum distance between Ai,n and all possible subsequences in 

A that are the same length as Ai,n.  

Our algorithm needs some evaluation mechanism for splitting datasets into two groups 

(target class, denoted as P, everything else, denoted as U). We use the classic machine 

learning idea of information gain to evaluate candidate splitting rules. To allow 

discussion of information gain, we must first review entropy: 

Definition 2.6 [ENTROPY] The entropy for a given audio sequence dataset D is E(D) 

= -p(X)log(p(X))-p(Y)log(p(Y)), where X and Y are the positive and universe classes in D, 

p(X) is the proportion of objects in class X and p(Y) is the proportion of objects in class Y.  

The information gain is for a given splitting strategy and is just the difference in 

entropy before and after splitting. More formally: 

Definition 2.7 [INFORMATION GAIN] The information gain of a partitioning of 

dataset D is: 

Gain = E(D) – E’(D), 
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where E(D) and E’(D) are the entropy before and after partitioning D into D1 and D2, 

respectively.   

E’(D) = f(D1)E(D1) + f(D2)E(D2), 

where f(D1) is the fraction of objects in D1, and f(D2) is the fraction of objects in D2.   

As noted above, we wish to find a sound fingerprint such that most or all of the objects 

in P of the dataset have a subsequence that is similar to the fingerprint, whereas most of 

the audio sequences in U do not. To find such a fingerprint from all possible candidates, 

we compute the distance between each candidate and every subsequence of the same size 

in the dataset, and use this information to sort the objects on a number line, as shown in 

Figure 2.2. Given such a linear ordering, we can define the best splitting point for a given 

sound fingerprint: 

Definition 2.8 [BEST SPLITTING POINT] Given an annotated (by one of two 

classes, P and U) linear ordering of the objects in D, there exists at most
3
 |D|-1 distinct 

splitting points which divide the number line into two distinct sets. The splitting point 

which produces the largest information gain is denoted as the best splitting point. 

In Figure 2.2 we illustrate the best splitting point with a bold/yellow vertical line.  

We are finally in a position to define the sound fingerprint using the above definitions: 

Definition 2.9 [SOUND FINGERPRINT] The sound fingerprint for a species is the 

subsequence from P, together with its corresponding best splitting point, which produces 

the largest information gain when measured against the universe set U.  

                                                 
3
 Note that there can be duplicate values in the ordering. 
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Note that we may expect ties, which must be broken by some policy. We defer a 

discussion of tie-breaking policies to later in this section. 

 

Figure 2.2: A candidate sound fingerprint, the boxed region in spectrogram 1, is 

evaluated by finding its nearest neighbor subsequence within both P and the four 

representatives of U and then sorting all objects on a number line. 

We can concretely illustrate the definition of a sound fingerprint using the example 

shown in Figure 2.2. Note that there are a total of nine objects, five from P, and four from 

U. This gives us the entropy for the unsorted data of:  

[-(5/9)log(5/9)-(4/9)log(4/9)] = 0.991 

If we used the split point shown by the yellow/bold vertical bar in Figure 2.2, then 

four objects from P are the only four objects on the left side of the split point. Of the five 

objects to the right of the split point we have four objects from U and just one from P. 

This gives us an entropy of: 

(4/9)[-(4/4)log(4/4)]+(5/9)[-(4/5)log(4/5)-(1/5)log(1/5)] = 0.401 

Thus, we have an information gain of 0.590 = 0.991-0.401. Note that our algorithm 

will calculate the information gain many times as it searches through the candidate space, 

and ties are very likely. Thus, we must define a tie-breaking policy. Here we have several 
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options. The intuition is that we want to produce the maximum separation (“margin”) 

between the two classes. We could measure this margin by the absolute distance between 

the rightmost positive and the leftmost universe distances. However, this measure would 

be very brittle to a single mislabeled example. To be more robust to this possibility 

(which frequently occurs in our data) we define the margin as the absolute distance 

between the medians of two classes. Figure 2.3 illustrates this idea. 

 

Figure 2.3: Two order lines that have the same information gain. Our tie-breaking policy 

reflects the intuition that the top line achieves less separation than the bottom line.   

Even though these two fingerprints have the same information gain of 0.590 as the 

example shown in Figure 2.2, the bottom one is preferable, because it achieves a larger 

margin between P and U.   

Before moving on, we preempt a possible question from the reader. Why optimize the 

information gain, rather than just optimizing the tie-breaking function itself? The answer 

is twofold. Just optimizing the tie- breaking function allows pathological solutions that do 

not generalize well. More critically, as we shall see later, optimizing the information gain 

will allow admissible pruning techniques that can make our algorithm two orders of 

magnitude faster.    

10

0 1
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2.3 Sound Fingerprints 

As the dendrogram we will later show in Figure 2.5 hints at, the CK measure can be very 

accurate in matching (carefully extracted) examples of animal sounds. However, our task 

at hand is much more difficult than this. We do not have carefully extracted prototypes 

for each class, and we do not have a classification problem where every sound must 

correspond to some animal we have previously observed.  

Rather, for each species we have a collection of sound files which contain within them 

one or more occurrences of a sound produced by the target. We do not know how long 

the animal call is, or how many occurrences of it appear in each file. Moreover, since 

most of the recordings are made in the wild, we must live with the possibility that some 

of the sound files are “contaminated” with other sounds. For example, a twenty-second 

recording of a frog we examined also contains a few seconds of Strigiform (owl) calls 

and several cricket chirps.  

In addition, as we later use our sound fingerprints to monitor audio streams we must 

generally expect that the vast majority of sounds are not created by any of the target 

species, and thus we have a large amount of data that could produce false positives.  

2.3.1 The Intuition of Sound Fingerprints 

We begin by expanding on the intuition behind sound fingerprints. For ease of exposition 

we will give examples using discrete text strings, but the reader will appreciate that we 

are really interested in streams of real-valued sounds. Assume we are giving a set of three 
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observations that correspond to a particular species, let us say Maua affinis (a cicada 

from South West Asia): 

Ma = {rrbbcxcfbb, rrbbfcxc, rrbbrrbbcxcbcxcf} 

We are also given access to the universe of sounds that are known not to contain 

examples of a Maua affinis.  

¬Ma = {rfcbc, crrbbrcb, rcbbxc, rbcxrf,..,rcc} 

In practice, the universe set may be so large that we will just examine a small fraction 

of it, perhaps just sounds that are likely to be encountered and could be confused for the 

target insect. Our task is to monitor an audio stream (or examine a large offline archive) 

and flags any occurrences of the insect of interest.   

Clearly it would be quite naive to examine the data for exact occurrences of the three 

positive examples we have been shown, even under a suitably flexible measure such as 

edit distance. Our positively labeled data is only guaranteed to have one or more samples 

of the insect call, and it may have additional sections of sounds from other animals or 

anthropogenic sounds before and/or after it.  

Instead, we can examine the strings for shorter substrings that seem diagnostic of the 

insect. The first candidate template that appears promising is T1 = rrbb, which appears 

in every Ma insect example. However, this substring also appears in the second example 

in ¬Ma, in crrbbrcb, and thus this pattern is not unique to Maua affinis. 

We could try to specialize the substring by making it longer; if we use T2 = rrbbc, 

this does not appear in ¬Ma, removing that false positive. However, rrbbc only appears 

in two out of three examples in Ma, so using it would incur a risk of false negatives.  As 
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it happens, the substring template T3 = cxc does appear in all examples in Ma at least 

once, and never in ¬Ma, and is thus the best candidate for a prototypical template for the 

class.  

As the reader may appreciate, the problem at hand is significantly more difficult that 

this toy example. First, because we are dealing with real-value data we cannot do simple 

tests for equality; rather, we must also learn an accept/reject threshold for the template. 

Moreover, we generally cannot be sure that every example in the positive class really has 

one true high-quality example call from the target animal. Some examples could be 

mislabeled, of very low quality, or simply atypical of the species for some reason. 

Furthermore, we cannot be completely sure that U does not contain any example from P. 

Finally, because strings are discrete, we only have to test all possible substrings of length 

one, then of length two, etc, up to the length of the shortest string in the target class. 

However, in the real-valued domain in which we must work, the search space is 

immensely larger. We may have recordings that are minutes in length, sampled at 

44,100Hz. 

Thus far we have considered this problem abstractly: is it really the case that small 

amounts of spurious sounds can dwarf the similarity of related sounds? To see this we 

took six pairs of recording of various Orthoptera and visually determined and extracted 

one-second similar regions. The group average hierarchical clustering of the twelve 

snippets is shown in Figure 2.4. 

The results are very disappointing, given that only one pair of sounds is correctly 

grouped together, in spite of the fact that human observers can do much better. 
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We believe this result is exactly analogous to the situation elucidated above with 

strings. Just as rrbbcxcfbb must be stripped of its spurious prefix and suffix to reveal 

cxc, the pattern that is actually indicative of the class, so too must we crop the 

irrelevant left and right edges of the spectrograms. 

 

Figure 2.4: A clustering of six pairs of one-second recordings of various katydids and 

crickets using the CK texture measure. Only one species pair {3,4} is correctly grouped. 

Ideally the pairs {1,2}, {5,6}, {7,8}, {9,10} and {11,12} should also be grouped together. 

For the moment, let us do this by hand. As the resulting images may be of different 

lengths, we have to slightly redefine the distance measure. To compute the distance 

between two images of different lengths, we slide the shorter one along the longer one 

(i.e. definition 2.5), and report the minimal distance.  Figure 2.5 shows the resulting 

clustering. 
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Figure 2.5: A clustering of the same data used in Figure 2.4, after trimming irrelevant 

prefix and suffix data. All pairs are correctly grouped, and at a higher level the 

dendrogram separates katydids and crickets.    

The trimming of spurious data produces a dramatic improvement. However, it 

required careful human inspection. In the next section we will show our novel algorithm 

which can do this automatically.  

2.3.2 Formal Problem Statement and Assumptions 

Informally, we wish to find a snippet of sound that is most representative of a species, on 

the assumption that we can use this snippet as a template to recognize future occurrences 

of that species. Since we cannot know the exact nature of the future data we must 

monitor, we will create a dataset which contains representatives of U, non-target species 

sounds. 

Given this heterogeneous dataset U, and dataset P which contains only examples from 

the “positive” species class, our task reduces to finding a subsequence of one of the 

GrylloideaTettigonioidea
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objects in P which is close to at least one subsequence in each element of P, but far from 

all subsequences in every element of U. Recall that Figure 2.2 shows a visual intuition of 

this.  

This definition requires searching over a large space of possibilities. How large of a 

space? Suppose the dataset P contains a total of k audio sequences. Users have the option 

to define the minimum and maximum (Lmin, Lmax) length of sound fingerprint candidates. 

If they decline to do so we default to Lmax= infinity and to Lmin= 16, given that 16 by 16 is 

the smallest size video MPEG-1 is defined for [24]. Assume for the moment that the 

following relationship is true: 

Lmax ≤ min(Mi) 

That is to say, the longest sound fingerprint is no longer than the shortest object in P, 

where Mi is the length of Si from P, 1≤ i ≤ k. 

The total number of sound fingerprint candidates of all possible lengths is then: 

max

min { }

( 1)
i

L

i

l L S P

M l
 

    

where l is a fixed length of a candidate. It may appear that we must test every integer 

pixel size from Lmin to Lmax; however, we know that the “block size” of MPEG-1 [24] in a 

CK measure is eight-by-eight pixels, and pixels remaining after tiling the image with 

eight-by-eight blocks are essentially ignored. Thus, there is no point in testing non-

multiples of eight image sizes. As a result, the above expression can be modified to the 

one below: 
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While this observation means we can reduce the search space by a factor of eight, 

there is still a huge search space that will require careful optimization to allow 

exploration in reasonable time.  

For concreteness, let us consider the following small dataset, which we will also use as 

a running example to explain our search algorithms in the following sections. We created 

a small dataset with P containing ten two-second sound files from Atlanticus dorsalis 

(Gray shieldback), and U containing ten two-second sound files from other random 

insects. If we just consider fingerprints of length 16 (i.e. Lmin= Lmax = 16), then even in 

this tiny dataset there are 830 candidate fingerprints to be tested, requiring 1,377,800 

calls to the CK distance function.  

2.3.3 A Brute-Force Algorithm 

For ease of exposition, we begin by describing the brute force algorithm for finding the 

sound fingerprint for a given species and later consider some techniques to speed this 

algorithm up.  

The brute force algorithm is described in Algorithm 2.1. We are given a dataset D, in 

which each audio sequence is labeled either class P or class U, and a user defined length 

Lmin to Lmax (optional: we default to the range sixteen to infinity). 

The algorithm begins by initializing bsf_Gain, a variable to track the best candidate 

encountered thus far, to zero in line 1. Then all possible sound fingerprint candidates Sk,l 

for all legal subsequence lengths are generated in the nested loops in lines 2, 4, and 5 of 

the algorithm. 
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As each candidate is generated, the algorithm checks how well each candidate Sk,l can 

be used to separate objects into class P and class U (lines 2 to 9), as illustrated in Figure 

2.2. To achieve this, in line 6 the algorithm calls the subroutine CheckCandidates() to 

compute the information gain for each possible candidate. If the information gain is 

larger than the current value of bsf_Gain, the algorithm updates the bsf_Gain and the 

corresponding sound fingerprint in lines 7 to 9. The candidate checking subroutine is 

outlined in the algorithm shown in Algorithm 2.2.  

Algorithm 2.1  SoundFPDiscovery(D, Lmin, Lmax) 

Require: A dataset D (P and U) of audio sequence’s spectrogram, user defined minimum 

length and maximum length of sound fingerprint. 

Ensure: Return the sound fingerprint.  

  1:  bsf_Gain ← 0  

  2:  for i ← 1 to |P| do{every spectrogram in P} 

  3:      S ← Pi 

  4:      for l ← Lmin to Lmax  do {every possible length} 

  5:          for k ← 1 to |S| - l + 1 do {every start position} 

  6:              gain ← CheckCandidates(D, Sk,l) 

  7:              if gain > bsf_Gain then 

  8:                  bsf_Gain ← gain 

  9:                  bsfFingerprint ← Sk,l 

10:  return bsfFingerprint 

In the subroutine CheckCandidates(), shown in Algorithm 2.2, we compute the order 

line L according to the distance from the audio sequence to the candidate computed in 

minCKdist() procedure, which is shown in Algorithm 2.3. In essence, this is the 

procedure illustrated in Figure 2.2. Given L, we can find the optimal split point 

(definition 2.8) in lines 10 to 15 by calculating all possible splitting points and recording 

the best.  
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While the splitting point can be any point on the positive real number line, we note 

that the information gain cannot change in the region between any two adjacent points. 

Thus, we can exploit this fact to produce a finite set of possible split positions. In 

particular, we need only test |D|-1 locations.  

In the subroutine CheckCandidates() this is achieved by only checking the mean value 

(the “halfway point”) of each pair of adjacent points in the distance ordering as the 

possible positions for the split point. In CheckCandidates(), we call the subroutine 

minCKdist() to find the best matching subsequence for a given candidate under 

consideration. 

Algorithm 2.2  CheckCandidates(D or Dist, candidate Sk,l) 

Require: A dataset D of spectrogram (or distance ordering), sound fingerprint 

candidate Sk,l. 

Ensure: Information Gain gain. 

  1:  L ← ∅ 
  2:  if first input is D 
  3:       for j ← 1 to |D| do {compute distance of every spectrogram to the candidate    

           sound fingerprint Sk,l} 

  4:          dist ← minCKdist(Dj, Sk,l )  

  5:          insert Dj into L by the key dist 

  6:  else  

  7:      dist ← Dist 

  8:  I(D) ← new information gain after split computed by def’ 7 

  9:  for split ← 1 to |D|-1do 

10:      Count N1, N2 for both the partitions 

11:      I’(D).split ← new information gain after split computed by def’ 7 

12:      gain(D) = max(I(D) – I’(D).split) 

13:  return gain(D) 

We do this for every spectrogram in D, including the one from which the candidate 

was culled.  This explains why in each order line at least one subsequence is at zero (c.f. 

Figure 2.2 and Figure 2.7). In minCKdist() (Algorithm 2.3), we use the CK measure [24] 
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as the distance measurement between a candidate fingerprint and a generally much longer 

spectrogram.  

Algorithm 2.3  minCKdist(Dj,candidate Sk,l) 

Require: A audio sequence’s spectrogram Dj, sound fingerprint candidate Sk,l. 

Ensure: Return the minimum distance computed by CK. 

1:  minDist ← Infinity 

2:  for i ← 1 to | Dj, i | - |Sk,l| + 1 do {every start position} 
3:      CKdist ← CK(Dj,i ,Sk,l) 

4:      if CKdist < minDist 

5:          minDist ← CKdist 

6:  return minDist 

In Figure 2.6 we show a trace of the brute force algorithm on the Atlanticus dorsalis 

problem. 

 

Figure 2.6: A trace of value of the bsf_Gain variable during brute force search on the 

Atlanticus dorsalis dataset. Only sound fingerprints of length 16 are considered here for 

simplicity.  

Note that the search continues even after an information gain of one is achieved in 

order to break ties. The 1,377,800 calls to the CK function dominate the overall cost of 

the search algorithm (99% of the CPU time is spent on this) and require approximately 8 

hours.  This is not an unreasonable amount of time, considering the several days of effort 

needed for an entomologist to collect the data in the field. However, this is a tiny dataset. 
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We wish to examine datasets that are orders of magnitude larger. Thus, in the next 

section we consider speedup techniques.   

2.3.4 Admissible Entropy Pruning 

The most expensive computation in the brute force search algorithm is obtaining the 

distances between the candidates and their nearest matching subsequences in each of the 

objects in the dataset. The information gain computations (including the tie breaking 

computations) are inconsequential in comparison. Therefore, our intuition in speeding up 

the brute force algorithm is to eliminate as many distance computations as possible.  

Recall that in our algorithm, we have to obtain the annotated linear ordering of all the 

candidates in P. As we are incrementally doing this, we may notice that a particular 

candidate looks very unpromising. Perhaps when we are measuring the distance from the 

current candidate to the first object in U we find that it is a small number (recall that we 

want the distances to P to be small and to U large), and when we measure the distance to 

the next object in U we again find it to be small. Must we continue to keep testing this 

unpromising candidate? Fortunately, the answer may be “no”. Under some circumstances 

we can admissibly prune unpromising fingerprints; without having to check all the 

objects in the universe U.   

The key observation is that we can cheaply compute the upper bound of the current 

partially computed linear ordering at any time. If the upper bound we obtain is less than 

the best-so-far information gain (i.e. the bsf_Gain of Algorithm 2.1), we can simply 
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eliminate the remaining distance computations in U and prune this particular fingerprint 

candidate from consideration.   

To illustrate this pruning policy, we consider a concrete example. Suppose that during 

a search the best-so-far information gain is currently 0.590 and we are incrementally 

beginning to compute the sound fingerprint shown in Figure 2.2. Assume that the 

partially computed linear ordering is shown in Figure 2.7.  We have computed the 

distances to all five objects in P, and to the first two objects in U. 

 

Figure 2.7: The order line of all the objects in P and just the first two objects in U.  

Is it possible that this candidate will yield a score better than our best-so-far? It is easy 

to see that the most optimistic case (i.e., the upper bound) occurs if all of the remaining 

objects in U map to the far right, as we illustrate in Figure 2.8. 

 

Figure 2.8: The logically best possible order line based on the distances that have been 

calculated in Figure 2.7. The best split point is shown by the yellow/heavy line.  

Note that of the three objects on the left side of the split point, all three are from P. Of 

the six objects on the right side, two are from P and four are from U.  Given this, the 

entropy of the hypothetical order line shown in Figure 2.8 is:  

(3/9)[-(3/3)log(3/3)]+(6/9)[-(4/6)log(4/6)-(2/6)log(2/6)] = 0.612 

0 1

0 1



35 

 

Therefore, the best possible information gain we could obtain from the example shown 

in Figure 2.7 is just 0.612, which is lower than the best-so-far information gain. In this 

case, we do not have to consider the ordering of the remaining objects in U. In this toy 

example we have only pruned two invocations of the CheckCandidates() subroutine 

shown in Algorithm 2.2. However, as we shall see, this simple idea can prune more than 

95% of the calculations for more realistic problems.  

The formal algorithm of admissible entropy pruning is shown in Algorithm 2.4. After 

the very first sound fingerprint candidate check, for all the remaining candidates, we can 

simply insert EntropyUBPrune() in line 4 of Algorithm 2.2, and eliminate the remaining 

CK distance and information gain computation if the current candidate satisfies the 

pruning condition, as we discussed in this section. EntropyUBPrune() takes the best-so-

far information gain, current distance ordering from class P and class U, and  remaining 

objects in U, and returns the fraction of the distance measurements computed to see how 

much elimination we achieved.  

Algorithm 2.4  EntropyUBPrune (Um, currentDist, Sk,l, bsf_Gain) 

Require: A audio sequence’s spectrogram Um, current distance ordering, sound 

fingerprint candidate Sk,l, best-so-far information gain.  

Ensure: Return fraction of distance computations in U. 

  1:  fraction ← 0 
  2:  counter ← 0 
  3:  rightmostDist ← largest distance value in currentDist + 1                    

  4:  bestDist ← Add rightmostDist for Um to currentDist  

  5:  gain ← CheckCandidates(bestDist,  Sk, l) 

  6:  if gain > bsf_Gain 

  7:      return false and increment counter 

  8:  else 

  9:      return true 

10:  return fraction ← counter/|U|, gain 
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We can get a hint as to the utility of this optimization by revisiting the Atlanticus 

dorsalis problem we considered above. Figure 2.9 shows the difference entropy pruning 

makes in this problem.  

 

Figure 2.9: A trace of the bsf_Gain variable during brute force and entropy pruning 

search on the Atlanticus dorsalis dataset. 

Note that not only does the algorithm terminate earlier (with the exact same answer), 

but it converges faster, a useful property if we wish to consider the algorithm in an 

anytime framework [92].  

2.3.5 Euclidean Distance Ordering Heuristic 

In both the brute force algorithm and the entropy-based pruning extension introduced in 

the last section, we generate and test candidates; from left to right; and top to bottom 

based on the given lexical order of the objects’ label (i.e., the file names used by the 

entomologist).  

There are clearly other possible orders we could use to search, and it is equally clear 

that for entropy-based pruning, some orders are better than others. In particular, if we 

find a candidate which has a relatively high information gain early in the search, our 

pruning strategy can prune much more effectively.  
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However, this idea appears to open a “chicken and egg” paradox. How can we know 

the best order; until we have finished the search? Clearly, we cannot. However, we do not 

need to find the optimal ordering; we just need to encounter a relatively good candidate 

relatively early in the search. Algorithm 2.5 outlines our idea to achieve this. We simply 

run the entire brute force search using the Euclidean distance as a proxy for the CK 

distance, and sort the candidates based on the information gain achieved using the 

Euclidean distance. 

Concretely, we can insert EuclideanOrder() between lines 4 and 5 in Algorithm 2.1 to 

obtain a better ordering to check all the candidates.  

Algorithm 2.5  EuclideanOrder (D, minLen, maxLen) 

Require: A dataset D (P and U) of audio sequence’s spectrogram, user defined 

minimum/maximum length of sound fingerprint. 

Ensure: Return the new order of candidates. 

1:  Replace CK measure with Euclidean distance measure  

2:  newGain ← CheckCandidates (D or Dist, candidate Sk,l) 

3:  newOrder ← sort the candidates by decreasing newGain  

4:  return newOrder 

Running this preprocessing step adds some overhead; however, it is inconsequential 

because the Euclidean distance is at least two orders of magnitude faster than the CK 

distance calculation. For this idea to work well, the Euclidean distance must be a good 

proxy for the CK distance calculation. To see if this is the case, we randomly extracted 

1,225 pairs of insect sounds and measured the distance between them under both 

measures, using the two values to plot points in a 2D scatter plot, as shown in Figure 

2.10. The results suggest that Euclidean distance is a very good surrogate for CK 

distance.  
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To measure the effect of this reordering heuristic we revisited our running example 

shown in Figure 2.6/Figure 2.9. 

 

Figure 2.10: The relationship between Euclidean and CK distance for 1,225 pairs of 

spectrograms. 

The Euclidean distance reordering heuristic is shown in Figure 2.11. 

 

Figure 2.11: A trace of value of the bsf_Gain variable during brute force, entropy 

pruning, and reordering optimized search on the Atlanticus dorsalis dataset. 

As we can see, our heuristic has two positive effects. First, the absolute time to finish 

(with the identical answer as a brute force search) has significantly decreased. Secondly, 

we converge on high quality solution faster. This is a significant advantage if we wanted 

to cast the search problem as an anytime algorithm [92]. As impressive as the speedup 
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results are, as we shall show in the next section, they are pessimistic due to the small size 

of our toy problem.  

2.3.6 Disjunctive Sound Fingerprints 

A single species of insect can produce a variety of sounds for different functions, such as 

attracting mates, claiming territory, repelling aggressors, etc. In addition, their sounds can 

be affected by external factors such as ambient temperature [36][52]. Thus far, we have 

only considered using a single sound fingerprint to represent a class. However, it is easy 

to imagine situations where it may not be possible to use a single sound fingerprint to 

separate classes.  

To illustrate this, we consider a toy example as shown in Figure 2.12.left. We can 

easily differentiate Species A from Species B with a single sound fingerprint A. In 

particular, every object within threshold TA belongs to Species A, otherwise, it belongs to 

Species B. In contrast, as we show in Figure 2.12.center, we may have a situation in 

which both the males and females of a species sing (In most Orthoptera only the males 

sing, but in some cases, such as the Magicicada septendecim, the females also sing [36]), 

as in Species C in our toy example. Moreover, as insects are often sexually dimorphic 

[36], these songs may be rather different. 

In that case, Species C contains two well-defined distributions, if we attempt to use 

only one sound fingerprint to separate Species C from Species D, almost half of the 

instances could be misclassified into Species D as shown in Figure 2.12.center.Note that 

if we increase the threshold (i.e. expand the radius of the gray circle), we will capture 
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more true positives only at the expense of capturing more false positives (labeling 

Species D as into Species C). 

How can we solve this non-linear separation problem? Inspired by the similar nearest 

centroid algorithm [64], we propose to use multiple fingerprints to represent each species 

(when necessary). As shown in Figure 2.12.right, we can use multiple fingerprints (C1 

and C2) to represent the single concept of Species C. 

 

Figure 2.12: left) A toy problem showing instances of crickets (Species A) and katydids 

(Species B). In this case a single sound fingerprint A can separate the two classes. center) 

In contrast, Species C is an example where a single sound fingerprint cannot separate the 

classes, perhaps because the insects are sexually dimorphic with the males and females 

singing differently. right) Two sound fingerprints C1 and C2 connected by an OR 

operation can better separate the classes. 

The intuition behind this is that we can augment the representational power of sound 

fingerprints with the logical OR operator. Intuitively, we say that a candidate sound is of 

class X, if it is similar to sound fingerprint1 OR sound fingerprint2 …OR sound 

fingerprintk. We call such a representation Disjunctive Sound Fingerprints. Each sound 

fingerprint may correspond to a different behavior for the animal, e.g., mating calls, 

aggressive utterances, mother-pup interactions, etc. In addition, for insects, the multiple 

sound fingerprints may correspond to different external conditions which influence their 
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sound production apparatus. For instance, for some insects, especially in Orthoptera, it is 

well known that the external temperature greatly affects the sounds the insects produce 

[36]. Thus, in this case, three or four sound fingerprints could represent the sound a 

particular insect produces at, say 10 to 20 degrees, 21 to 30 degrees, etc. While we have 

some such domain knowledge, it is important to note that we do not propose to “hand-

craft” the disjunctive sound fingerprints. We wish to preserve the black-box nature of our 

algorithms.  

During the search process, we wish to avoid finding redundant fingerprints, that is to 

say, minor-variations of previously discovered sound fingerprints. To achieve this, 

objects that are already “explained” (i.e., correctly classified) by a fingerprint are 

removed before rerunning the search on a now smaller set of data objects. This continues 

until either we cannot find any sound fingerprint to separate P from U or there are less 

than two objects left in P. 

For instance, in Figure 2.12.center, our algorithm learned C1 as the first sound 

fingerprint, however, almost half of the objects are still not classified correctly. Thus a 

second sound fingerprint C2 is learned after removing objects which can be described by 

C1, as shown in Figure 2.12.right. However, there are still three remaining objects, which 

are not encompassed by the gray circles as shown in Figure 2.12.right. We can keep 

searching for another sound fingerprint, but this opens the possibility of overfitting, given 

there is so little data remaining.  If these three objects cannot be described by another 

sound fingerprint that separates them from Species D, they are unclassified and the search 

for sound fingerprints of Species C is terminated.  Thus, our algorithm finds between zero 
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to K sound fingerprints for a given class. Finding zero fingerprints signals the user that 

the dataset cannot be represented by a single sound fingerprint and has no exploitable 

structure.  

The formal algorithm to learn multiple fingerprints is shown in Algorithm 2.6.  

In DisjuntFPDiscovery(), we call the SoundFPDiscovery() procedure with entropy-

based pruning and Euclidean distance ordering heuristic speed up techniques to find the 

first sound fingerprint (line 2). When the first sound fingerprint is found, we check to see 

if P has at least two objects to the right of the distance threshold, because that means 

using a single sound fingerprint cannot represent P sufficiently to separate it from U.  

Given the CK distance ordering currentDist and the threshold, if there is more than 

one object of P with distances larger than the threshold, another sound fingerprint is 

required to learn to represent these objects. After finding the new sound fingerprint we 

test the information gain to see if it can separate the two classes further. If the separation 

improves, we look for a new Pj and continue as before. Once there are less than two 

objects left in P or we cannot achieve better separation, we terminate 

SoundFPDiscovery() routine and return sound fingerprint(s). 
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Algorithm 2.6  DisjuntFPDiscovery (D, Lmin, Lmax) 

Require: A dataset D (P and U) of audio sequence’s sonogram, user defined minimum 

length and maximum length of sound fingerprint.  

Ensure: Return a set of sound fingerprints(can be an empty set). 

  1:  for index = 1 to |P|+|U|-1 

  2:      soundFP, currentDist, threshold, bsf_infoGain = SoundFPDiscovery(D, Lmin,  

           Lmax) with speedup techniques 

  3:  for j = 1 to |currentDist|                    

  4:      if currentDist(j) > threshold 

  5:          newP = Pj 

  6:      if |newP|>1 and |Pj|-|newP|>1 and bsf_infoGain will not increase {number of 

           objects in newP, number of objects whose distance to the current fingerprint less  

           than threshold should larger than 1} 

  7:          recursive call SoundFPDiscovery(newP&U, Lmin, Lmax) 

  8:          increment index 

  9:          append new sound fingerprint to soundFP  
10:      else 
11:           break 

12:  return soundFP 

2.4 Experimental Evaluation 

We have created a supporting webpage [5], which contains all code/data used in this 

work. Moreover, the webpage contains addition experiments, along with videos and 

sounds files from [3] that allow the interested reader to get a better appreciation of the 

scale and complexity of the data we are working with. 

2.4.1 CK as a Tool for Taxonomy 

We begin by noting that beyond the utility of our ideas for monitoring wildlife, the CK 

measure may be useful as a taxonomic tool. Consider the insect shown in Figure 2.13. As 

noted in a National Geographic article, “the sand field cricket (Gryllus firmus) and the 

southeastern field cricket (Gryllus rubens) look nearly identical and inhabit the same 
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geographical areas” [4]. Thus, even if handling a living specimen, most entomologists 

could not tell them apart without resorting to DNA analysis.  

We suspected that we might be able to tell them apart by sound
4
. While we do not 

have enough data to do forceful and statistically significant experiments, we can do two 

tentative tests. As shown in Figure 2.13, we projected twenty-four examples from the two 

species into two-dimensional space using multi-dimensional scaling, and we also 

clustered eight random examples, four from each class. 

 

Figure 2.13: top left) An insect found in Florida: is it a G. rubens or G. firmus?  top right) 

Projecting one-second snippets of songs from both insects into 2D space suggests they 

are almost linearly separable, a possibility reflected by their clusterability (bottom). 

The results suggest that these congeneric
5
 species are almost linearly separable in two-

dimensional space (they are linearly separable in three-dimensional space).  

                                                 
4
 In brief, it is well known that the acoustic behavior of insects is important in insect 

speciation, especially for sympatric speciation, where new species evolve from a single 

ancestral species while inhabiting the same geographic region [91].     
5
 Species belonging to the same genus are congeneric. 
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2.4.2 Insect Classification 

There are currently no benchmark problems for insect classification. Existing datasets are 

either too small to make robust claims about accuracy, or were created by authors 

unwilling to share their data. To redress this we created and placed into the public domain 

a large classification dataset [5]. The data consists of twenty species of insects, eight of 

which are Gryllidae (crickets) and twelve of which are Tettigoniidae (katydids)
6
. Thus, 

we can treat the problem as either a twenty-class species level problem, or two-class 

genus level problem. For each class we have ten training and ten testing examples. It is 

important to note that we assembled these datasets before attempting classification, 

explicitly to avoid cherry-picking. Note that because of convergent evolution, mimicry 

and the significant amounts of noise in the data (which were collected in the field) we 

should not expect perfect accuracy here. Moreover, this group of insects requires some 

very subtle distinctions to be made; for example, Neoconocephalus bivocatus, 

Neoconocephalus retusus, and Neoconocephalus maxillosus are obviously in the same 

genus, and are visually indistinguishable at least to our untrained eye.  Likewise, we have 

multiple representatives from both the Belocephalus and Atlanticus genera. 

We learned twenty sound fingerprints using the algorithm in Section 2.3. We then 

predicted the testing exemplars class label by sliding each fingerprint across it and 

recording the fingerprint that produced the minimum value as the exemplar’s nearest 

neighbor. The classification accuracies are shown in Table 2.2. 

                                                 
6
 A full description of the data is at [5]. 
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species-level problem genus-level problem 

default rate fingerprint default rate fingerprint 

10 species 0.10 0.70 0.70 0.93 

20 species 0.05 0.44 0.60 0.77 

Table 2.2: Insect Classification Accuracy. 

The results are generally impressive. For example, in the ten-class species-level 

problem the default accuracy rate is only 10%, but we can achieve 70%. It is worth 

recalling the following when considering these results. 

 The testing data does not consist of carefully extracted single utterances of an insect’s 

call. Rather, it consists of one or two-minute sound files known to contain at least one 

call, together with human voice annotations and miscellaneous environmental sounds 

that can confuse the classification algorithm. 

 As noted above, our dataset has multiple congeneric species; that, at least to our eyes 

and ears, look and sound identical. This is an intrinsically hard problem.  

 The reader can be assured that the results are not due to overfitting, because we did 

not fit any parameters in this experiment. These are “black box” results.  

 We can do a little better by weighting the nearest neighbor information with the 

threshold information (which we ignore in the above). Since this does introduce a 

(weighting) parameter to be tuned, in the interest of brevity, given page limits and our 

already excellent results, we defer such discussions to future work. 
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2.4.3 Monitoring with Sound Fingerprints 

To test our ability to monitor an audio stream in real time for the presence of a particular 

species of insects, we learned the sound fingerprints for three insect species of insects 

native to Florida. In each case we learned from training sets consisting of ten insects.   

To allow visual appreciation of our method, as shown in Figure 2.14 we produced an 

eight-second sequence of audio by concatenating snippets of four different species, 

including holdout (i.e. not seen in the training set) examples from our three species of 

interest.  While each fingerprint has a different threshold, for simplicity and visual clarity 

we show just the averaged threshold. As we can see in Figure 2.14, this method achieves 

three true positives, and more remarkably, no false positives. Recall that the CK distance 

measure exploits the compression technique used by MPEG video encoding, which is 

among the most highly optimized computer code available. Thus, we can do this 

monitoring experiment in real time, even on an inexpensive laptop. 

 

Figure 2.14: (Image best viewed in color) far left) Three insect sound fingerprints are 

used to monitor an eight- second  audio clip. In each case, the fingerprint distance to the 

sliding window of audio dips below the threshold as the correct species sings, but not 

when a different species is singing.  
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2.4.4 Scalability of Fingerprint Discovery 

Recall the experiments shown in Section 2.3, when our toy example had only ten objects 

in both P and U. We showed a speedup of about a factor of five, although we claimed this 

is pessimistic because we expect to be able to prune more aggressively with larger 

datasets. To test this, we reran these experiments with a more realistically-sized U, 

containing 200 objects from other insects, birds, trains, helicopters, etc. As shown in 

Figure 2.15, the speedup achieved by our reordering optimization algorithm is a factor of 

93 in this case.  

 

Figure 2.15: A trace of value of the bsf_Gain variable during brute force, entropy 

pruning, and reordering optimized search on the Atlanticus dorsalis dataset with the 200-

object universe. 

Similar to the experiment above, we also learned the sound fingerprints for three frog 

species, Bufo alvarius, Bufo canorus, and Pseudacris crucifer. We learned sound 

fingerprints from the training sets consisting of ten frogs for each species. 

To allow visual appreciation of our method, as shown in Figure 2.16 we produced a 

fourteen-second sequence of audio by concatenating snippets of seven different species, 

including holdout (i.e. not seen in the training set) examples from our three species of 

interest.  Again, while each fingerprint has a slightly different threshold, for simplicity 
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and visual clarity we show just the averaged threshold. As we can see in Figure 2.16, this 

method also achieves three true positives, and more significantly, no false positives.  

 

Figure 2.16: (Image best viewed in color) Three frog sound fingerprints are again used to 

monitor a fourteen-second audio clip on the left. In each case, the fingerprint distance to 

the sliding window of audio dips below the threshold as the correct species sings, but not 

when a different species is singing. 

2.4.5 Robustness  

No matter how carefully the animal audio dataset is obtained, we must resign ourselves to 

the possibility of mislabeled data. We claim our algorithm is robust to mislabeled data so 

long as the majority of data in P is correctly labeled. To test our algorithm’s robustness to 

mislabeled training data, we will give a simple example using one katydid data 

(Atlanticus dorsalis).  

There are ten objects in P and ten objects in U; we ran our algorithm and found the 

sound fingerprints shown on the left of Figure 2.17.top. To simulate mislabeled training 

data, we randomly swapped two objects in P with two objects in U, creating 20% 

mislabeled training data. We relearned sound fingerprints from this mislabeled data and 

discovered the sound fingerprint as shown on the left of Figure 2.17.middle. As in 

Section 2.3, we concatenated the testing data in P and U in a round-robin fashion to 
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obtain a forty-second long audio clip to test the monitoring accuracy of the two learned 

sound fingerprints.  

As shown in Figure 2.17, the fingerprint learned from the correctly labeled data 

achieves nine (out of ten) true positives and one false negative. The fingerprint learned 

from the mislabeled data also achieves nine (out of ten) true positives and a single false 

negative, although the location of false negative is different. 

 

Figure 2.17: top, middle) Sound fingerprint of Atlanticus dorsalis is used to monitor a 

twenty-second testing audio clip without (with) mislabeled data in P. The fingerprint 

distance to the sliding window of audio dips below the threshold as the correct species 

sings, but not when a different species is singing. bottom) Forty second sequence of audio 

by concatenating snippets of testing audio clips from P and U alternatively. 

These results suggest that our algorithm is largely invariant to small amounts of 

mislabeled data. 

2.4.6 Insect Classification with Disjunctive Sound Fingerprints 

To this point, we have evaluated single sound fingerprint representation. We will now 

test the expressive power of disjunctive sound fingerprints. Recall the toy example in 
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Figure 2.12. We showed that our dataset may have multiple “clusters” of sound within a 

single species, and further proposed a technique to learn multiple sound fingerprints to 

represent the class concept. We will consider two examples to demonstrate the utility of 

the disjunctive sound fingerprint discovery algorithm for improving classification 

accuracy. 

Insect Dataset I 

The first dataset consists of two classes, which are Crickets (Anaxipha litarena and 

Anurogryllus celerinictus) and Katydids (Amblycorypha carinata and Neoconocephalus 

bivocatus). Note that there are intrinsically two subclasses in each class, although our 

algorithm is not “aware” of this. 

There are twenty training and twenty testing objects for each class, all of which are 

two-seconds long. We ran the disjunctive sound fingerprints discovery algorithm on this 

problem. We find that two sound fingerprints described the class Crickets. Gratifyingly, 

the two sound fingerprints correspond to the two subclasses of crickets, the first came 

from A.celerinictus and the second from A.litarena. However, we only find one sound 

fingerprint to describe Katydids, presumably this is because the two subclasses of 

Katydids were more similar to each other.  

We predicted the testing data class labels by sliding each fingerprint across each object 

and recording the fingerprint that produced the minimum value as the exemplar’s nearest 

neighbor. Disjunctive sound fingerprints reduced the classification error rate from 0.325 

(with a single sound fingerprint, as in Section 2.3.) to 0.175. 
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Insect Dataset II 

The second dataset also has two classes, which we again labeled as Crickets (A.litarena, 

A. celerinictus, Gryllus fultoni, and Velarifictorus micado) and Katydids (A.carinata, 

Atlanticus dorsalis, Belocephalus sabalis, and Neoconocephalus retusus). There are 

intrinsically four subclasses in each class, but as before our algorithm does not have 

access to this information. 

We have forty training and forty testing two-second instances for each class. After 

running the disjunctive sound fingerprint discovery algorithm in Algorithm 2.6, we find 

that four sound fingerprints represented the class Crickets. The first one is from 

A.litarena, the second one is from A. celerinictus, the third one is from G. fultoni, and the 

fourth one is from V. micado. However, we only find three sound fingerprints to 

represent Katydids. The first one is from A.carinata, the second one is from N.retusus, 

and the third one is from B.sabalis. As before we suspect that the reason is that two 

species A.carinata and A. dorsalis are similar to each other. Once again the disjunctive 

sound fingerprints reduced the classification error rate, this time from 0.45 (with a single 

sound fingerprint, as in Section 2.3) to 0.325.  

Insect Dataset III 

To test the disjunctive sound fingerprints discovery algorithm to find an appropriate 

number of sound fingerprints for a given class, we will provide a simple example to show 

that our algorithm did not find redundant fingerprints. This dataset also has two classes, 

Crickets (A.litarena) and Kaytdids (A. dorsalis). We have ten training and ten testing 

objects for each class. By visual, manual inspection alone, the diversity among each class 
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is not large so a single sound fingerprint should be able to represent one class. To test our 

prediction, we run the disjunctive sound fingerprint discovery algorithm in Algorithm 

2.6. We found only one sound fingerprint for each class and the classification error rate 

was 0.15. The result suggests that our disjunctive sound fingerprint algorithm can both 

avoid overfitting and help to reduce the classification error rate.  

Beyond improving the classification accuracy, disjunctive fingerprints may also be 

useful for exploratory data mining, telling us something about the data that would 

otherwise be difficult to discover.  

2.5 Conclusion 

In this chapter we have introduced a novel bioacoustic recognition/classification 

framework. We feel that unlike other work in this area, our ideas have a real chance to be 

adopted by domain practitioners, because our algorithm is essentially a “black box”, 

requiring only that the expert can label some data. We have shown through extensive 

experiments that our method is accurate, robust and efficient enough to be used in real 

time in the field. 
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Chapter 3 

Parameter-Free Audio Motif Discovery in 

Large Data Archives 

The discovery of repeated structure, i.e. motifs/near-duplicates, is often the first step in 

exploratory data mining. As such, the last decade has seen extensive research efforts in 

motif discovery algorithms for text, DNA, time series, protein sequences, graphs, images, 

and video. Surprisingly, there has been less attention devoted to finding repeated patterns 

in audio sequences, in spite of their ubiquity in science and entertainment. While there is 

significant work for the special case of motifs in music, virtually all this work makes 

many assumptions about data (often to the point of being genre specific) and thus these 

algorithms do not generalize to audio sequences containing animal vocalizations, 

industrial processes, or a host of other domains that we may wish to explore. 

In this work we introduce a novel technique for finding audio motifs. Our method does 

not require any domain-specific tuning and is essentially parameter-free. We demonstrate 

our algorithm on very diverse domains, finding audio motifs in laboratory mice 

vocalizations, wild animal sounds, music, and human speech. Our experiments 
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demonstrate that our ideas are effective in discovering objectively correct or subjectively 

plausible motifs. Moreover, we show our novel probabilistic early abandoning approach 

is efficient, being two to three orders of magnitude faster than brute- force search, and 

thus faster than real-time for most problems.  

The rest of this chapter is organized as follows. In Section 3.1 we review related work. 

In Section 3.2 we introduce the necessary notation to formalize our algorithm in Section 

3.3. Section 3.4 sees a detailed empirical evaluation of our ideas on diverse domains, and 

we offer conclusions and directions for future work in Section 3.5. 

3.1 Related Work and Background 

Researchers have devoted an enormous amount of effort to the acoustic analysis domain 

for decades, mostly focused on human speech recognition and music analysis [82]. For 

example, Automatic Speech Recognition (ASR) has been an active research field and that 

accomplished much throughout the last decades (i.e. the success of Apple’s Siri). Apart 

from work on mitigating resource limitations (time and memory), most of research can be 

divided four disciplines: preprocessing, representations and similarity measurement, 

feature extraction, and advanced algorithms [12][42]. The performance levels of most 

current ASR degrade significantly in a noisy environment, which is common in real 

world recordings [42]. Therefore, preprocessing is a necessary for audio processing. 

Energy normalization (i.e. apply pre-emphasis radiation filter in order to equalize the 

effect of the propagation of speech though air), various signal processing filters to 

improve signal to noise ratio, domain transformation (discrete Fourier Transformation 
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(DFT), mel-scaled cepstrum coefficients (MFCC)), in which the combinations of signal 

and noise sources can be considered additive, therefore, relatively easier to separate them. 

A more detailed survey can be found [42]. 

As noted in Section 2.1.3, in addition to extracting features directly after domain 

transformation, analyzing audio streams in visual space allows people to consider  

domains that take advantage by mature computer vision techniques [58][95]. In speech 

recognition domain, there are four general features: continuous (pitch-related, formants, 

energy-related, timing features, etc), Qualitative (voice level, voice pitch, phrase, 

phoneme, temporal structures, etc), spectral (linear predictor coefficients (LPC), MFCC, 

Log-frequency power coefficients (LFPC)), etc. It is also common to apply feature 

selection and transformation afterwards, for example, dimension reduction, principle 

component analysis, linear discriminate analysis, etc.  

Lastly, researchers typically use traditional algorithms to the extracted features, such 

as Hidden Markov Model (HMM), Gaussian Mixture model (GMM), neural networks, 

and support vector machines, or multiple classifiers techniques [12][87].  Among all 

these classifiers, HMM is most commonly used more advanced applications, such as 

speech emotion recognition, speech recognition for mobile devices, etc. [12][96].  

Complex animal sounds (birds, whales, insects, etc) have been receiving more 

attention because they can be used to measure the health of the ecosystem and its 

biodiversity [40][86]. However, most of the current work simply took off-the-shelf 

techniques from human speech, music analysis, and focus on some specific target animal 

songs, requiring with huge amount of manual effort [97] and domain expertise.  
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Now we discuss more related work about the specific task for this thesis, finding 

repeated patterns in audio streams. By far the most common approach to finding repeated 

patterns in audio is to “use string-matching techniques on a symbolic representation 

learned from the data” [11]. Given a high quality symbolic representation of the data, the 

problem becomes much simpler; we can just use an off-the-shelf symbolic repeated 

pattern discovery tool. This approach has been used in music [11] and in mice 

vocalizations [95]. However, it is obvious that the symbol extraction algorithms used for 

pop songs are unlikely to generalize to classical music, much less mice or insects [95]. 

Likewise, it is not clear that the symbol extraction method discussed in [95] will 

generalize to other strains of mice, much less other mammals. It is difficult to overstate 

how poorly existing audio motifs discovery algorithms can be expected to generalize. For 

example, [81] introduces an algorithm that is specialized for just Hindustani vocal music 

compositions.  

There is, however, research work in the speech recognition community that is very 

close in spirit to our work. For example, in a recent but highly cited paper, the authors ask 

how well we can do in finding repeated speech elements with “zero resources” [53]. By 

zero resources they mean that they assume no “models or training data for the target 

language.” Note, however, that even here researchers assume human speech. We would 

like to remove even that assumption, and have a completely unsupervised, parameter-

free, and zero resource algorithm that can detect repeated sounds in sources as diverse as 

human speech, wildlife surveillance, music, and industrial applications. 
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It is important to recognize that the framing of our problem precludes many apparent 

solutions. For example, there is significant work in very fast audio search for commercial 

music applications. Such work is often called audio thumbnailing or audio fingerprinting 

[26]. One might imagine that such techniques and representations could be adapted to the 

task at hand. However, most such methods assume that there is a “platonic ideal” sound 

snippet, say a master recording of a song. The instances matching this idealized template 

might not be bit-for-bit identical due to different encodings, or in the case of 

Shazam/SoundHound
7
, corruption by background noise as the user records the music 

with a mobile device. Nevertheless, the problem reduces to matching two objects that are 

essentially identical, except that one has minor noise/distortions. Most critically, the two 

snippets are assumed to be aligned perfectly in time. 

In contrast, we consider the more general case where the two similar sounds are 

different physical (not digital) instantiations of a “process”. Here the process could be 

two bird calls, two belt slip screeches from an overloaded industrial machine [98], or two 

repetitions in a mouse’s song (cf. Figure 1.1). Thus, we are interested in finding 

repetitions in the face of a much broader set of noise and distortions, including time 

scaling (global shrinking/stretching), local time warping, pitch shifts, and echos, etc. 

The most important difference between our work and previous audio motif discovery 

approaches is that our algorithm finds repeated objects in audio sequences without 

making any assumptions about the intrinsic properties of the objects. For example, we did 

                                                 
7
 Shazam/SoundHound is commercial mobile phone based music identification services. 

A cell phone’s built-in microphone is used to gather a brief sample of music being 

played. An acoustic fingerprint is created based on the sample, and is compared against 

a central database for a match. 
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not need domain knowledge of rodent physiology to find the motifs discovered in the 

mice vocalizations shown in Figure 1.1 [95]. For the task of music motif discovery, 

researchers have considered a huge number of possible features, including static music 

information (key, beat, and tempo), acoustic information (loudness, duration, pitch, 

bandwidth, and brightness), thematic features (melodies, rhythms, and chords), and 

higher-level composite features (i.e. hierarchical rules, Markov models) [49]. These 

features may be helpful for motif discovery, but they require a huge amount of feature 

engineering and there is evidence that they do not generalize across music genres [81], 

much less generalize to the diverse domains we consider.  

Non human-produced sounds offer no fewer difficulties. For example, in [40], 

researchers attempt to find repeated patterns in bird songs. Their algorithm requires 

extracting features from syllables, and the authors bemoan the effort of human 

intervention: “Syllable templates were formed by aligning and averaging four to five 

manually chosen clips corresponding to each syllable…,” “…manually chosen based on 

visual inspection,” etc.  It is exactly this kind of manual tweaking that we wish to avoid. 

Our algorithm leverages off the idea of analyzing sounds directly in the image space 

(i.e. spectrograms). This idea has been increasing in popularity recently [58][95]. For 

example, [58] analyzes music data by computer vision techniques; however, current work 

is limited to query-by-content, not motif discovery, and is explicitly specialized to music 

data.  
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3.2 Definitions 

Before describing our audio motif discovery algorithm, we provide the necessary 

definitions based on the definitions in Section 2.2. 

Informally, audio motifs are the most similar subsequences within a longer audio 

sequence. Thus, we must compute similarity with some measure of distance: 

Definition 3.1 [DISTANCE BETWEEN SUB AUDIO SEQUENCE] The distance 

between a subset of sound spectrogram S, comprised of spectrogram subset Si,n and 

another subset Sj,n is the CK distance [24], denoted dist(Si,n, Sj,n). 

The CK distance measure is a relatively new, compression-based similarity measure, 

which exploits MPEG video encoding to measure the similarity between real-valued 

images [24]. The distance between two equal-sized images (denoted as x and y) is 

calculated as:  

dist(x,y)=((mpegSize(x,y)+mpegSize(y,x))/(mpegSize(x,x)+mpegSize(y,y)))-1 

In Section 3.4, we will explain and justify the choice of this particular distance 

function [24].  

We are finally in a position to define audio motifs more formally. To find the audio 

motif pair of (a user given) length w in a long audio sequence, we consider the pair-wise 

distances between each subsequence and all others. The pair with the smallest distance is 

the audio motif: 

Definition 3.2 [AUDIO MOTIF] The audio motif of an audio sequence is the 

unordered pair of subsequences {Ai,n, Aj,n} of a long audio sequence A of length n that is 
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the most similar. More formally, ∃i,j ∀a,b, the pair {Ai,n, Aj,n} is the audio motif iff 

dist(Ai,n, Aj,n) ≤ dist(Aa,n, Ab,n), |i-j|≥ w and |a-b|≥w (i≠j, a≠b)for w>0, where w is the 

audio motif length. 
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Note that we refer to audio motifs even though we are searching the image space (the 

spectrograms). In Figure 3.1, we illustrate an example of an audio motif pair (leftmost 

and rightmost boxes) together with the other concepts introduced in this section. 

Note that our audio motif definition excludes trivial matches of audio subsequences 

that match a part of a sound with itself, such that i=j or |i-j|< w. Thus the motif pair must 

be strictly non-overlapping.Our experience analyzing real world audio has shown us that 

sections of pure silence (which we denote as Sps, shown as pure black section in Figure 

3.1) are quite common in scientific data [1]. These silent elements (not to be confused 

with simply quiet but non-zero time periods) may be caused by disconnected wires or 

data deliberately written with zero energy to denote the beginning/ending of an event. 

These sections can be problematic since all silences “sound” the same, and thus allow for 

perfect yet meaningless audio motifs. 
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Figure 3.1: An illustration of our definitions. 

Another special case we have to consider is that of a constant background sound 

(denoted as Sbg, and illustrated in the area surrounded by the red box in Figure 3.1), 

which occurs everywhere in audio sequence. For example, if we are interested in finding 

audio motifs near a highway on a rainy day, then the entire background will have the 

sound of rain, which we would like to ignore. We exclude both pure silence and regions 

containing only the background sound if they last more than one motif length w. 

It is important to note that our definition of closest pair does not preclude other 

possible definitions. For example, for some applications it might be convenient to 

consider the K closest pairs, or all objects within a user-given radius R. As noted in [72] 

in the context of time series motifs, if one can solve the closest pair problem efficiently, 

then the K closest pairs and user-given radius variants can also be solved using the closest 

pair subroutine with some linear time post processing. In particular, we have explored 

finding the top K motifs (for K equals up to 10) in the birds dataset discussed in Section 

3.4.2; this required just a few minutes modifying the code, and took less than twice as 
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long as finding the closest pair (or K = 2). Nevertheless for clarity of presentation and 

consistency we limit discussion and experiments to the closest pair case in this work. 

3.3 Finding Audio Motifs 

We outline a detailed formal explanation and statement of our audio motif discovery 

algorithm in Section 3.3.2. However, for simplicity and clarity, we give some simple 

intuitions behind our ideas in the next section.   

3.3.1 Intuition behind Audio Motif Discovery 

Our entire approach is predicated on the following assumption. Similar sounds will 

produce similar images when transformed into spectrograms, and we can efficiently and 

effectively compute the similarity in the visual space. The idea that audio patterns can be 

revealed and measured in the image space has been exploited in some specialized 

domains [13][58][95]. However, these works require domain-specific feature extraction 

techniques to allow the similarity computation, a step we are anxious to avoid in order to 

create a universal and highly usable tool.  

To be clear, using the spectrogram representation is, by itself, not the solution to our 

problem. To see this, we performed a simple clustering experiment using Scale-Invariant 

Transform Features (SIFT) [6][63] on a small dataset. SIFT is arguably the state-of-art 

for image matching, and the most obvious strawman to compare against [51].  

In Figure 3.2 , we show seven pairs of two-second audio snippets of diverse sounds 

produced by coyotes, crickets, squirrels, katydids, ravens, owls, and explosions. For all 
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images we extract SIFT features to form a feature description using Lowe’s algorithm 

[63]. We use the number of matched keypoints/features points as a similarity measure 

between two images
8
.  Figure 3.2 shows the clustering of the seven pairs using SIFT; the 

results are only slightly better than random.   

 

Figure 3.2: A clustering of seven pairs of two-second audio recordings of various sounds 

using SIFT. Only one pair {13,14} is correctly clustered (katydids). 

These results are not promising. In contrast, we tested the same dataset shown in 

Figure 3.2 using CK distance measure, and the result is shown in Figure 3.3. 

 

                                                 
8
 This (carefully annotated) code, along with all code and data used in this work is 

archived at [5]. 
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Figure 3.3:  A clustering of the dataset used in Figure 3.2 with CK distance measure. All 

pairs are correctly clustered, and the explosion sound is an outlier to animal sounds. No 

parameters were adjusted here. 

This result highly suggests that the CK distance measure on spectrogram images is 

measuring similarity in a way that maps to human notions of sound similarity.  

Surprisingly, the CK distance measure can be very effective even on human speech, 

which is obviously the most studied audio source [26][45][53]. To see this, in Figure 3.4, 

we show a reading of A Dream within a Dream by Edgar Allan Poe. We naturally expect 

repeated structure in most poetry [39], and although this short poem only has 24 lines in 

two stanzas, we do find two obvious repetitions as the audio motif (the last line of both 

verses). 

5 6 7 8 9 10 13 14 11 12 3 4 1 2

Two Seconds
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Figure 3.4: top) A performance of A Dream Within A Dream has a motif of length seven 

seconds. bottom left, right) A zoom-in of the two occurrences and the corresponding 

sentences. The reader can go to [5] to hear the original sound file and the discovered 

motifs. 

As the audio motif shown in Figure 3.4 demonstrates, the CK distance measure can 

accurately find the only repeated pattern (“…see or seem (is) but a dream within a 

dream”) of this audio recording. Note that the distance measure was exactly the same as 

used in Figure 3.3, no tuning or adjustments were necessary to go from (mostly) animals 

to poetry. 

In this example, generating and testing all possible motifs to find the best one (cf. 

definition 3.2) requires about 15 minutes, although the audio clip is barely a minute long. 

Such languor may be tenable for music and other relatively short audio files; however, in 

scientific domains we need to be able to find motifs in datasets that are orders of 

magnitude longer. In the next section, we will outline our strategy for making motif 

discovery tenable even in such massive datasets. 
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3.3.2 A Formal Description of our Algorithm 

Given a spectrogram S transformed from a long audio sequence A, and a user specified 

length w, our goal is to find audio motifs as described in definition 3.2. 

For ease of exposition we will begin by explaining the generic search algorithm, and 

then we will introduce the modifications that make it more tractable. 

In Algorithm 3.1 Line 1, our algorithm begins by initializing the best-so-far CK 

distance corresponding to the audio motif pair to infinity. In Line 2 we generate all N 

subsections D. This consists of all subsections except those excluded because they are Sps 

or Sbg (cf. Section 3.2). One pair (with indices differing by at least w) from this set will 

eventually become the motif pair.           

In Line 4 we are finally in a position to test the N(N-1)/2 possible pairings of 

subsections for the pair that minimizes the CK distance, our audio motif. However, in 

what order should we search? Clearly, if we search exhaustively then the order makes no 

difference. However, there are two reasons why we may want to avoid exhaustive search 

and terminate early. The first is to respond to a user request to stop, so the user can treat 

the algorithm as an Anytime search algorithm [10]. The other reason is that we may wish 

to frame the search probabilistically, supporting a user request of the type “stop searching 

when there is only a one in a thousand chance that the current best-so-far is not the true 

motif.”  

As we will shortly show, we can support these useful variants by using different 

heuristic functions as defined in Sections 3.3.3, 3.3.4, 3.3.5 and 3.3.6.  
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Algorithm 3.1  AduioMotifDiscovery (S, w, p) 

Require: A Spectrogram S transformed from original audio archive A, Audio motif 

length w, Early abandoning probability threshold p.  

Ensure: Return Audio motif pair D. 

  1:  best-so-far ← Inf 

  2:  Discard Sps and  Sbg area from S and generate only meaningful subsequences into D. 

(i.e. no  

       silence and no common background sounds) 

  3:  N ← |D|                   

  4:  for loopCnt ← 1 to N(N-1)/2 do 

  5:      [i, j, stopFlag] ← heuristicFunction(loopCnt, type, p, best-so-far) 

  6:      distance ←dist(Di, Dj) 

  7:      if distance < best-so-far and |i-j| ≥ w then 

  8:          best-so-far ← distance  

  9:          Pos1 ← i 

10:          Pos2 ← j 

11:      if stopFlag == True then 

12:          break out of the loop  
13:  return DPos1, DPos2 

Returning for a moment to the generic version of our algorithm, in Line 6 we measure 

the CK distance between the two candidate subsections and in Line 7 we check to see if 

this pair of audio subsequences has a smaller distance than the current best-so-far 

distance.  If that is the case, we update the best-so-far distance, and record the relevant 

locations (Lines 8 to 10).  

Having seen the generic algorithm we now consider four variants produced by using 

different heuristic functions and stopping criteria. 

3.3.3 Brute-force Algorithm 

The brute-force heuristic is outlined in Algorithm 3.2. This heuristic simply lists every 

possible combination of pairs of audio subsequences {Pos1, Pos2} in lexical order and 
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allows search to exhaustion.  Note the last two arguments are just place-keeping dummy 

variables.  

Algorithm 3.2  heuristicFunction (index, bruteForce, dummy, dummy) 

Require: A Spectrogram S transformed from original audio archive A, Audio motif 

length w, Early abandoning probability threshold p.  

Ensure: Return Audio motif pair D. 

1:  Generate testing candidates in a lexical order, which is from left to right with the  

     sliding window 

2:  [idxi, idxj, False] ← Return an array containing the candidates’ positions  

Run to completion this heuristic clearly lists the pair of audio subsequences {(DPos1, 

DPos2)} that are optimal.  

Note that for many real world problems there may be many motifs that are of high 

quality, and finding any pair may be sufficient. For example, if a full day’s recording in a 

forest in Kenya has dozens of the stereotypical calls of the Common Scimitarbill (cf. 

Section 3.4.1.1) then reporting any pair as a motif will suffice for many applications. 

However, if the recording started at midnight, and the bird is most vocal just before dusk, 

then the linear-ordered brute-force search will not produce a good motif (i.e. have a low 

best-so-far value) until very late in the search process. As we show in the next section, 

we can mitigate this with a random ordered search. 

3.3.4 Random Search Algorithm 

In contrast to lexical-ordered search discussed in the previous section, we can consider 

random ordered search, which has long been used to guard against pathological situations 

where an iterative improvement algorithm (i.e. best-so-far linear search) does not 

improve much until the last few iterations [57]. 
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The speed at which the best-so-far decreases does not matter if we run to completion.  

But if we allow the user to interrupt the search and peek at the best current motif, then we 

can expect that random search as shown in Algorithm 3.3 to do better on average, as its 

best-so-far value will converge much faster. 

Algorithm 3.3  heuristicFunction (index, Random, dummy, dummy) 

Require: A Spectrogram S transformed from original audio archive A, Audio motif 

length w, Early abandoning probability threshold p.  

Ensure: Return Audio motif pair D. 

1:  Generate testing candidates in a random order, which is produced by random     

     permutation. 

2:  [idxi, idxj, False] ← Return an array containing the candidates’ positions  

 The idea of supporting interruptions (possibly followed by continuations) of an 

algorithm is known as creating an anytime algorithm, and anytime algorithms have seen a 

recent surge of interest in the data mining community [6][61]. As we shall empirically 

show in Section 3.4, random ordering does greatly improve the “early returns” property 

of our search. However, in the next section we show that we can do even better. 

3.3.5 Euclidean Distance Ordering Algorithm 

Anytime algorithms for searching tend to work best if they can test promising solutions 

early. This seems to open a chicken-and-egg type paradox, since we do not know if a pair 

of subsequences will make a good motif until after we test them. However, if we had an 

approximate test of quality that was much faster than the CK distance itself, then we 

could sort by that measure and increase our chances of seeing good solutions early on. In 

the most general case, CK distance measure has resisted attempts at fast approximation 

[51]. However, in our previous work we have shown that in the special case of 
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spectrograms, the Euclidean distance between the images is a reasonable approximation 

of CK distance measure, but can be computed at least three orders of magnitude faster. 

Moreover, the Euclidean distance computations are amenable to many tried-and-tested 

speedup techniques including early abandoning, triangular inequality, and indexing.  

Given a spectrogram image S with size M×N, S can be written as S = {S
1
, S

2
,…, S

MN
} 

according to the gray levels of each pixel. The Euclidean distance distE (S1, S2) between 

two images S1 and S2 is defined as  

2

1 2 1 2 1 2 1 2
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Thus, as shown in Algorithm 3.4 we propose to sort the pairs returned by the heuristic 

in ascending order (denoted as Z) of their Euclidean distance.   

Algorithm 3.4  heuristicFunction (index, ED, dummy, dummy) 

Require: A Spectrogram S transformed from original audio archive A, Audio motif 

length w, Early abandoning probability threshold p.  

Ensure: Return Audio motif pair D. 

1:  sortOrder τ ← Sort all the subsection pairs by the Euclidean distance between them  

     in an ascending order 

2:  stopFlag ← DidUserRequestAnInteruption()  

3:  [idxi, idxj, False] ← Return an array containing the candidates’ positions based on τ  

     and stopFlag. 

The high degree of correlation between the Euclidean distance and CK distance is 

hinted at in Figure 3.5.left. 

Before moving on, it is critical to note that while the Euclidean distance and the CK 

distance are correlated, we cannot simply use the Euclidean distance to directly find 

motifs. For example, it does not produce the correct answers for the examples shown in 

Figure 3.3 and Figure 3.4 (we shown this in [5]). Nevertheless, as we show in the next 
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section, we can use the Euclidean distance as a heuristic to both guide the search order, 

and to tell us when we can abandon the search with a small, user-defined probability of 

missing the optimal answer. 

3.3.6 Probabilistic Motif Discovery Algorithm 

As noted above, the anytime algorithm framework is gaining increasing acceptance by 

both the data mining community and domain practitioners. However, at least some of the 

latter may be reluctant to use anytime algorithms as intended. Nevertheless, most 

biologists are much more comfortable with the idea of statistical significance, the idea of 

considering if a result could be explained by a chance at a given probability cutoff (i.e. 

the significance level). We can support this type of worldview by allowing the user to 

specify the probability of returning a non optimal motif pair. In essence, we propose to 

allow queries of the form “stop searching when there is only a one in a million chance 

that the current best-so-far is not the true motif.”  

By exploiting the Euclidean distance ordering heuristic, introduced in the previous 

section, we can support such queries. As we shall see later in our experimental section, 

we can trade a small probability of a slightly suboptimal result for several orders of 

magnitude speedup. 

The intuition behind the Probabilistic Early Abandoning Audio Motif Discovery 

(PEAMD) algorithm is to internally estimate the likelihood that the current best-so-far 

motif is optimal, and signal to abandon the search once this likelihood exceeds the user’s 

tolerance for a sub-optimal result.  This signal is passed into the generic search algorithm 
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in Line 5 of Algorithm 3.1. How can we estimate this probability? Figure 3.5 gives a 

visual intuition. In Figure 3.5.left we show the relationship between the Euclidean 

distance and CK (estimated from the dataset shown in Figure 3.4).  

Let Pd(best-so-far) be the probability that the remaining pairs of subsequences in the 

Euclidean searching order Z (the y-axis ordering of Figure 3.5.left) contains a better 

match than the match represented by the current best-so-far. Given that the two measures 

are highly correlated, we can estimate Pd(best-so-far), which is monotonically non-

decreasing as we search because the best-so-far can only decrease by definition (i.e. the 

red bsf_dist bar shown in Figure 3.5.right can only move leftwards), and the positive 

correlation means that the mean of the distribution of estimated values of untested pairs 

can only move rightwards. 

 

Figure 3.5: left) The empirical relationship between Euclidean and CK distance. right) As 

we search in Euclidean order (the y-axis order), from bottom to top. The best-so-far 

distance moves leftwards and the mean of the Gaussian distribution moves rightwards.  
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Concretely, we compute d, the CK distance for the ε items below the lowest dash-line 

in Figure 3.5.left to form the histogram shown at the bottom right of Figure 3.5. Here   is 

a small number, enough to learn a Gaussian (we use   = 50).   

(( 1) 1: ,1) (( 1) 1: ,2)( , )k k k k kd dist Z Z          
 

This property of the distance distribution can be realized by a Gaussian process (GP). 

The probability vector {φk} is drawn from a GP as φk ~ N( k,  k
2
), where μk is the mean 

of and variance  k
2
, shown as the gray “bell” curve. For example, the best-so-far distance 

decreases from 0.453 to 0.413 and the corresponding Pd(best-so-far) of the distance 

distribution changes from 0.048 to 0.002 as shown in Figure 3.5.right. The area below the 

gray curve, left of the best-so-far marker, is the probability that there exists an untested 

pair of subsections with distance less than the best-so-far distance. If Pd(best-so-far) is 

less than the user threshold (denoted as p) then we simply set the stopFlag to be true, and 

the invoking generic search algorithm will terminate. The formal algorithm of PEAMD is 

outlined in Algorithm 3.5. 

Algorithm 3.5  heuristicFunction (index, PEAMD, p, best-so-far) 

Require: A Spectrogram S transformed from original audio archive A, Audio motif 

length w, Early abandoning probability threshold p.  

Ensure: Return Audio motif pair D. 

  1:  Call the procedure Euclidean distance measure order search in Algorithm 3.4  

  2:  Z ← heuristicFunction(index, ED) 

  3:  for k ← |Z| do                   

  4:      for j ← 1 to ε  do 

  5:          dk ← Compute CK distance for pair k+j-1 based on Z 

  6:      dk ~ N(μ, σ2) //Build Gaussian distribution over dk 

  7:      prob ← Pd(best-so-far) // CDF of the current best-so-far distance 

  7:      if prob < p then 

  8:          stopFlag ← True 

11:  [idxi, idxj, stopFlag] ← Return an array containing the candidates’ positions and  

       stopFlag 
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Our probabilistic framework makes some assumptions that are strongly empirically 

warranted (i.e., that “slices” of the cloud of data points in Figure 3.5.left are 

approximately Gaussian), and some that are less realistic (i.e. the independence of the 

“slices”). However, all such assumptions tend to make our algorithm err only on the 

conservative side.   

3.4 Experiments 

We have designed all our experiments to ensure that they are very easy to reproduce. A 

supporting webpage [5] contains all the code, datasets, and raw data spreadsheets used in 

this work. Moreover, although this work is completely self-contained, the webpage 

contains additional experiments and video/sound files to allow an interested reader to 

directly see and hear the motifs discovered and the original source sounds. 

3.4.1 Motif Discovery in Human Speech 

Human speech is surely the most studied sound source [28]. Recurrences in human 

speech have implications for studying linguistics, cognitive disorders, and pragmatic 

applications in indexing speech [54], etc. Thus, we will test our algorithm with a familiar 

audio book in Section 3.4.1.1 and show a comparison with a state-of-the-art tool in 

section 3.4.1.2. 



76 

 

3.4.1.1 Motif Discovery in an Audio Book 

A famous example of reoccurring text can be found in the book The Cat in the Hat by Dr. 

Seuss [34]. It is an impressive feat of wordplay that this 1629 word book contains only 

236 distinct words, and this is suggestive of significant repetition. The experiment shown 

in Figure 3.6 demonstrates that our algorithm finds a meaningful motif pair (three 

seconds long) from an audio performance of story (professional male actor). Note that 

our algorithm is robust to the fact that one occurrence contains an additional word 

(“ball”). 

 

Figure 3.6: top) A performance of The Cat in the Hat has a motif three seconds long. 

bottom) A zoom-in of the two occurrences and corresponding sentences [34]. 

3.4.1.2 Comparison with state-of-the-art Work 

The utility of “black-box” CK distance on human speech may be surprising, given that 

most human speech processing algorithms are highly optimized with domain knowledge 

of linguistics, phonetics, etc. To further explore this, we attempted to reproduce a result 

in a recent state-of-the-art work [54]. Here the data is a nine second snippet of telephone 
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quality audio. We take the same spoken query of word “California” as [54], and build the 

same type of dot-plot, but use the CK distance measure as shown in Figure 3.7. 

 

 

Figure 3.7:  top) A screenshot from [54] of a state-of-the-art human speech recognition 

algorithm correctly matching two utterances of “California” (red box). bottom) Our re-

creation of the experiment using only the CK distance measure. 

While the interpretation of the results is somewhat subjective, our simple approach 

does seem at least competitive with current human speech processing methods without 

the need for tuning the nine parameters used in [54]. Note that we are only comparing on 

effectiveness here; [54] does not make claims on efficiency. 

3.4.2 Motif Discovery in Bird Songs 

Complex songs produced by animals (bats, whales, mice, birds) have been receiving 

increasing attention because summaries of these sounds can be a measure of the health of 

the ecosystem and its biodiversity. For example, The Long Island Sound Study, a six-year 

research project, is a notable effort devoted to protecting the environment [90].  Birds, 

though still a common sight even in cities, are facing threats from habitat reduction. 
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While bird songs have been explored in several research efforts [9][14], like  human 

sound processing, the algorithms tend to be very specialized and parameter-laden. How 

well can we do with no parameters? We tested our algorithm on audio sequences of the 

Common Scimitarbill from xeno-canto [7]. One representative experiment is shown in 

Figure 3.8. We obtained similarly intuitive results for many other diverse species. We 

encourage the interested reader to hear/see them at [5]. 

 

Figure 3.8: top) A 31-second excerpt of a two-minute audio performance of a Common 

Scimitarbill.  bottom) A zoom-in of the two one-second long audio motif occurrences. 

3.4.3 Motif Discovery in Music Data 

Algorithms for automatic discovery of repeated patterns in music data can be very useful; 

they have a number of applications for content-based retrieval, indexing, and audio-

thumbnailing (summarization) [11][49][58]. In the absence of formal benchmarks for 

music motif discovery, we will attempt to reproduce an experiment in a highly cited 

paper [11].  

We attempted to find motifs in André Bourvil’s song C'était bien [21]. As with [11], 

we set the motif length to three seconds and as shown in  Figure 3.9 we discover a motif 
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phase Et c'était bien, the song title itself. In contrast to the string-matching techniques on 

a derived symbolic representation used by [21] and almost all music motif efforts, we do 

not need to extract explicit features or tune any parameters. As before, the same 

algorithm works on mice and men, on birds and whales, with no human intervention. 

 

Figure 3.9: top) A performance of Bourvil’s song C'était bien has a three-second motif. 

bottom) A zoom-in of the two motif occurrences and corresponding lyrics.  

As a sanity check, we tested to see if music motif algorithms could be made to work 

for our bird/mice/whale data (to be fair, no one has claimed they might). After all, 

biologists do speak of mice courtship songs [43], bird choruses, and whale melodies, etc. 

However, in spite of significant effort, we could not make the music motif algorithms 

work for any biological datasets [5]. 

3.4.4 Motif Discovery in Mice Vocalization 

Mice have been extensively used as genetic models of human disease for almost four 

decades. They can produce ultrasonic vocalizations, inaudible to humans. These 

vocalizations are important to researchers who study human pathologies by testing the 
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effects of manipulating homologue genes in mice [95]. Analyzing vocal behaviors of 

mice models in this manner has lead to the discovery of the genetic cause of Autism [44], 

and has shown great promise for the study of Alzheimer’s disease [68].      

We applied our audio motif discovery algorithm to various subsets of the mice 

vocalization dataset studied in [95]. One such result is shown in Figure 1.1. We find that 

we can obtain similar results to [95] (and [43]) but without the need for explicitly 

extracting syllables, a painstaking and time consuming step. This experiment speaks 

volumes to the generalizability of our algorithm. 

In this section we hint at the actionability of audio motif discovery by showing that 

motifs, once discovered, can be used to test for changes in vocal repertoire that may be 

attributable to genes that were deliberately deleted (in genetics parlance “knocked out” or 

“KO”) from the mouse genome. 

We obtained six hours of vocalizations recorded during courtship/mating of various 

pairs of mice (only males vocalize). These sessions were annotated by the mice 

behaviors, from the set: {Defensive (D), Ejaculate (E), Grooming (G), 

Intromission (I), Mounting (M), No Contact (N), Rooting (R) and 

Sniffing (S)}. Neuroscience researchers at UCR want to know if vocal repertoire or 

frequency during these behaviors differ for different mice genomes. Below we hint at the 

answer to this question. 

We applied our algorithm to the data and found many instances of motif shown in 

Figure 3.10.top. Having discovered this motif, we used a sliding window to calculate its 

density over time. As shown in Figure 3.10.middle, this particular motif occurs about 4.1 
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times more frequently during Sniffing than during Rooting for this particular 

strain of KO mice.  Moreover, because we are able to automate this process (most similar 

research efforts resort to manual counting [43][68][95]) we can automatically search 

through a large space of motifs  behaviors  genomes, scoring the frequency differences 

by significant tests. 

 

Figure 3.10: top) Sample instances of a motif discovered from mice vocalizations by 

applying our algorithm. middle) Comparing the number of motifs during S and R 

behaviors for a sample recording of KO mice vocalization. bottom) Comparing the 

number of motifs during S and G behaviors for a sample recording of WT mice 

vocalization. 

In Figure 3.10.bottom, we show another example of a similarly significant contrasting 

pattern, this time in WT (wild type) mice. In this case we noted a dearth of the motif 

during Grooming. Note in [5] we show that the same algorithm that finds motifs in 

mice, expressed in about the 40 to 110 kHz range, also works for whales, expressed in a 

completely disjoint range of about 20 Hz to 24 kHz. The only difference in the two 

experiments was the suggested length of the motif was increased for the much larger 

whales, as suggested by allometry of vocal production [31].    
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3.4.5 Scalability of Audio Motif Discovery 

After demonstrating the utility of our algorithm, we now show the scalability of finding 

audio motifs with an example of human speech data, a ten-minute performance of “The 

Raven” as shown in Figure 3.11. 

 

Figure 3.11: top) A performance of “The Raven” has a motif of length seven seconds. 

bottom) A zoom-in of the two occurrences and the corresponding text.  

We compared the four algorithms (brute-force, random, Euclidean distance reordering 

heuristic, and PEAMD search) shown in Figure 3.12. The brute-force search takes 

twenty-two hours. Random search takes the same time, but converges more quickly, so if 

“anytime” interrupted after fourteen minutes it would have had the correct result [6][61].     
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Figure 3.12: A comparison of efficiency of four algorithms normalized to the 100% time 

taken for brute-force search. 

Euclidean ordered search converges to the optimal motif in a few minutes, and about a 

minute later PEAMD (allowing a 1 in 10,000 chance of a non-optimal answer) is 

confident enough to abandon the search and return the correct answer. Thus, using the 

PEAMD we can search audio files that are on the order of hours in real time. Examining 

day-long audio recordings does require more than a day (unless there are large time 

periods of silence, cf. Section 3.2). 

We have informally shown the accuracy of our algorithm in an intuitive fashion. For 

example in the ability to find the chorus of a poem/song (cf. Figure 3.6, Figure 3.9 and 

Figure 3.11). However, to formally evaluate the accuracy of the PEAMD algorithm, we 

compute the ratio of the motif distance returned by the brute-force linear search algorithm 

over the motif distance algorithm returned by our algorithm. Numbers approaching one 

indicate that there is little difference in the two algorithms output. As we can see in the 

second column in Table 3.1, this is strongly the case.   
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In addition, we compute the speedup of the PEAMD algorithm compared to the brute-

force algorithm for all the datasets we tested. The results are shown in the third column of 

Table 3.1.  

Dataset (Figure Number)        

          
 

       

          
 

A Dream within a Dream (3.5) 0.94 4,100 

Mice vocalization (3.1,3.11) 0.92 179 

The Cat in the Hat (3.7) 1.00 6,591 

Scimitarbill (3.9) 1.00 267 

C'était bien (3.10) 1.00 605 

The Raven (3.12) 1.00 525 

Table 3.1: Comparison between PEAMD and Brute-Force Algorithms. 

The results show a significant speedup for our PEAMD algorithm across diverse audio 

archives. Moreover, in four out of six cases the results returned are identical to the brute-

force algorithm.  

It is worth considering the two cases where our algorithm failed to return the optimal 

answer; in particular we can ask how badly did we fail? The answer can be seen directly 

in Figure 3.4. Here the two motifs are very slightly misaligned. One begins with “See or 

seem...” and the other begins “ee or seem...”. Thus the answer is semantically correct. 

Similar remarks can be made for the mice vocalization dataset. Due to the page 

limitations, we refer to [5] for more scalability analyses and experiments. 
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3.4.6 Sensitivity of User-Choice (Motif Length) 

The results shown in previous sections demonstrate the efficiency and effectiveness of 

our algorithm in finding motifs for a given user-defined length. However, the reader may 

wonder how critical this user choice is. Clearly, motifs can exist on different scales, for 

example repeated words, and repeated phrases in speech. However, it would be very 

undesirable if the results returned were very sensitive to tiny changes in this user choice.  

It is hard to make any strong claims about this issue, as one could construct an 

artificial dataset for which the motifs of length w-ɛ, w, and w + ɛ are disjoint. However, 

on real data we generally find that our algorithm will report the same essential concept 

when the motif length is within [w-σ, w+σ] for values of σ which are a significant 

fraction of w.  

For example, let us revisit the The Cat in the Hat dataset. The motif length used in 

Section 3.4.1.1 was three seconds; however, we found that our algorithm allows us to set 

σ anywhere in the range of [1.7 sec, 3.9 sec] (-43%~ 30%) to obtain motifs that 

correspond to the same basic phrase. This result suggests a simple way to explore a 

dataset for which one poor intuition about possible motif lengths. We can simply set w to 

be a small number and find motifs of length w, 2w, 4w, 8w, etc. The efficiency of the 

PEAMD algorithm makes such iterative doubling search tenable. 
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3.5 Conclusion  

In this chapter we introduced a scalable and extremely general framework for finding 

audio motifs. We have demonstrated the utility of audio motifs analysis in diverse 

domains including music, human speech, mice vocalizations, and bird songs. By 

comparisons to existing work (Figure 3.7, Figure 3.9) we have shown that the 

representative power of our general purpose distance measure is typically competitive 

with domain specialized measures. While there is no obvious rival strawman to compare 

to in terms of efficiency, we have shown that by using probabilistic early abandoning we 

can examine most realistic length scientific recordings in much less than real time.  

For brevity we have hinted at the utility of audio motifs only in the mice genetics 

domain; however, in data types as diverse as text, DNA, time series, and video, motif 

discovery is often leveraged for diverse types of analyses [47][55][58]. We believe this 

work has the potential to enable analogous analyses for audio.  

We have claimed that our method is essentially parameter free. The reader might 

object to this claim, noting for example that the algorithm that converts audio to a 

spectrogram representation requires several parameters to be set. This is true, but in most 

cases the best parameters have been determined by the community decades ago. For 

example, virtually all mouse researchers truncate below 20 Hz and above 100 kHz 

[40][68][95]. The best parameters for human vocalization research are even better 

understood [53].  
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In future work, we hope to leverage off the Minimum Description Length principle to 

automatically find the natural length for motifs, thus removing the need for this user 

input, the only true parameter we need to set. However, we note that even here, as we 

showed in Section 3.4.6, our algorithm is not particularly sensitive to this setting. 

Finally, we have made all code and data freely available in perpetuity so others can 

confirm, use, and extend our work [5].  
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Chapter 4 

Towards Never-Ending Learning from 

Time Series Streams 

Time series classification has been an active area of research in the data mining 

community for over a decade, and significant progress has been made in the tractability 

and accuracy of learning.  However, virtually all work assumes a one-time training 

session in which labeled examples of all the concepts to be learned are provided. This 

assumption may be valid in a handful of situations, but it does not hold in most medical 

and scientific applications where we initially may have only the vaguest understanding of 

what concepts can be learned. Based on this observation, we propose a never-ending 

learning framework for time series in which an agent examines an unbounded stream of 

data and occasionally asks a teacher (which may be a human or an algorithm) for a label. 

We demonstrate the utility of our ideas with experiments that consider real world 

problems in domains as diverse as medicine, entomology, wildlife monitoring, and 

human behavior analyses. 
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The rest of this chapter is organized as follows. In Section 4.1 we briefly discuss 

related work, before explaining our system architecture and algorithms in Section 4.2. 

We provide an empirical evaluation on a host of diverse domains in Section 4.3, and in 

Section 4.4 we offer conclusions and directions for future work. 

4.1 Related Work 

The task at hand requires contributions from, and an understanding of, many areas 

including; frequent item mining [29], time series classification [33], hierarchical 

clustering, crowdsourcing, active learning [84], semi-supervised learning, etc. It would be 

impossible to consider all these areas with appropriate depth in this work, thus we refer 

the reader to [5] where we have a detailed bibliography of the many research efforts we 

draw from. 

However, it would be remiss of us not to mention the groundbreaking NELL project 

lead by Tom Mitchell at CMU [27] which is the inspiration for the current work. Note 

however that the techniques used by NELL are informed by very different assumptions 

and goals. NELL is learning ontologies from discrete data that it can crawl multiple 

times. In contrast our system is learning prototypical time series templates from real-

valued data that it can only see once.  

The work closest in spirit to ours in the time series domain is [17]. Here the authors 

are interested in a (human) activity inference system with an application to psychiatric 

patient monitoring. They use time series streams from a wrist worn sensor to detect dense 

motifs, which are used in a periodic (every few weeks) retrospective interview/assessment 
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of the patient. However, this work is perhaps best described as a sequence of batch 

learning, rather than a true continuous learning system. Moreover, the system requires at 

least seven parameters to be set, and significant human intervention. In contrast, our 

system requires few (and relatively non-critical) parameters, and where humans are used 

as teachers, we limit our demands of them to providing labels only. 

4.2 Algorithms 

The first decision facing us is which base classifier to use. Here the choice is easy, there 

is near universal agreement that the special structure of time series lends itself 

particularly well to the nearest neighbor classifier [33][50][71]. This only leaves the 

question of which distance measure to use. There is increasing empirical evidence that 

the best distance measure for time series is either Euclidean Distance (ED), or its 

generalization to allow time misalignments, Dynamic Time Warping (DTW) [33]. DTW 

has been shown to be more accurate than ED on some problems; however it requires a 

parameter, the warping window width, to be carefully set using training data, which we 

do not have. 

Because ED is parameter-free, computationally more tractable, and allows several 

useful optimizations in our framework (triangular inequality etc), and works very well 

empirically [33][71], we use it in this work. However, nothing in our overarching 

architecture specifically precludes other measures. 
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4.2.1 Overview of System Architecture 

We begin by stating our assumptions:   

 We assume we have a never-ending
9
 data stream S. 

S could be an audio stream, a video stream, a text document stream, multi-dimensional 

time series telemetry etc. Moreover, S could be a combination of any of the above. For 

example, all broadcast TV in the USA has simultaneous video, audio, and text. 

 Given S, we assume we can record or create a real-time proxy stream P that is 

“parallel” to S. 

P is simply a single time series that is a low-dimensional (and therefore easy to 

analyze in real time), proxy for the higher dimensional/higher arrival rate stream S that 

we are interested in. In some situations P may be a companion to S. For example, in [20], 

which manually attempts some of the goal of this work, S is a night-vision camera 

recording sleeping postures and P is a time series stream from a sensor worn on the wrist 

of the sleeper. In other cases P could be a transform or low-dimensional projection of S. 

In one example we consider, S is a stereo audio stream recorded at 44,100Hz, and P is a 

single channel 100Hz Mel-frequency cepstral coefficient (MFCC) transformation of it. 

Note that our framework includes the possibility of the special case where S = P, as in 

Figure 1.2. 

 We assume we have access to a teacher (or Oracle [84]), possibly at some cost.  

                                                 
9
 For our purposes, a “never-ending” stream may only last for days or hours. The salient 

point is the contrast with the batch learning algorithms that the vast majority of time 

series papers consider [33].   
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The space of possible teachers is large. The teacher may be strong, giving only correct 

labels to examples, or weak, giving a set of probabilities for the labels. The teacher may 

be synchronous, providing labels on demand, or asynchronous providing labels after a 

significant delay, or at fixed intervals.  

Given the sparseness of our assumptions and the especially the generality of our 

teaching model, we wish to produce a very general framework in order to address a 

wealth of domains. However, many of these domains come with unique domain specific 

requirements. Thus, we have created the framework outlined in Figure 4.1 which 

attempts to divorce the domain dependent and domain independent elements. 

 

Figure 4.1: An overview of our system architecture. The time series P which is being 

processed may actually be a proxy for a more complex data source such as audio or video 

(top right). 

Recall that P itself may be the signal of interest, or it may just be a proxy for a higher 

dimensional stream S, such as a video or audio stream, as shown in Figure 4.1.top.right. 

Our framework is further explained at a high level in Algorithm 4.1. We begin in Line 

1 by initializing the class dictionary, in most cases just to empty. The dictionary format 

is defined in Section 4.2.2. We then initialize a dendrogram of size w. We will explain the 

now

time
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(Domain Dependent)

Time Series P
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(Domain Independent)
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motivation for using a dendrogram in Section 4.2.4. This dendrogram is initialized with 

random data, but as we shall see, these random data are quickly replaced with 

subsequences from P as the algorithm runs. 

After these initialization steps we enter an infinite loop in which we repeatedly extract 

the next available subsequence from the time series stream P (Line 4), then pass it to a 

module for subsequence processing. In this unit domain dependent normalization may 

take place (Line 5), and we will attempt to classify the subsequence using the class 

dictionary. If the subsequence is not classified and is regarded as valid (cf. Section 4.2.3) 

then it is passed to the frequent pattern maintenance algorithm in Line 6, which attempts 

to maintain an approximate history of all data seen thus far. If the new subsequence is 

similar to previously seen data, this module may signal this by returning a new ‘top’ 

motif. In Line 7, the active learning module decides if the current top motif warrants 

seeking a label. If the motif is labeled by a teacher, the current dictionary is updated to 

include this now known pattern.  

Algorithm 4.1  NeverEndingLearning (S, P, w) 

Require: A high dimensional data stream S, proxy stream P, and number of time series 

contains in memory w.  

Ensure: Return dictionary containing concepts dict. 

  1:  dict ← initializeClassDictionary ()  

  2:  global dendro = createRandomDendrogramOfSize(w) 

  3:  for ever                   

  4:      sub ← getSubsequenceFromP() 

  5:      sub ← subsequenceProcessing(sub, dict) 

  6:      top ← frequentPatternMaintenance(sub) 

  7:      dict ← activeLearningSystem(top, dict) 

  8:  return dict 
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In the next four subsections we expand our discussion of the class dictionary and the 

three major modules introduced above. 

4.2.2 Class Dictionaries 

We limit our representation of a class concept i, to a triple containing: a prototype time 

series Ci, its associated threshold, Ti, and Counti, a counter to record how often we see 

sequences of this class. As shown in Figure 4.2.right, a class dictionary is a set of such 

concepts, represented by M triples.  

Unlabeled objects that are within Ti of Ci under the Euclidean distance are classified 

as belonging to that class. Figure 4.2.left illustrates the representational power of our 

model. Note that because a single class could be represented by two or more templates 

with different thresholds (i.e. Weekend in the Figure 4.2.right), this representation can in 

principle approximate any decision boundary. It has been shown that for time series 

problems this simple model can be very completive with more complex models [50], at 

least in the case where both Ci and Ti are carefully set. 

 

Figure 4.2: An illustration of the expressiveness of our model. 

It is possible that the volumes that define two different classes could overlap (as C1 

and C2 slightly do above), and that an unlabeled object could fall into the intersection. In 

Class Dictionary

C2 = W eekday no classes

T2 = 1.5

C3 = W eeken d

T3 = 1.3

C4 = W eeken d

T4 = 0.7

C1 = W eekday with classes

T1 = 3.7
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this case we assign the unlabeled object to the nearest center. We reiterate that this model 

is adopted for simplicity; nothing in our overall framework precludes more complex 

models, using different distance measures [33], using logical connectives, etc [71].  

As shown in Algorithm 4.1 Line 1 our algorithm begins by initializing the class 

dictionary. In most cases it will be initialized as empty, however, in some cases we may 

have some domain knowledge we wish to “prime” the system with. For example, as 

shown in Figure 4.3, our experience in medical domains suggests that we should initialize 

our system to recognize and ignore the ubiquitous flat lines caused by battery/sensor 

failure, patient bed transfers, etc.   

 

Figure 4.3: left) Sections of constant “flatline” signals are so common in medical domains 

that it is worth initializing the medical dictionaries with an example. right), thus 

suppressing the need to waste a query asking a teacher for a label for it.  

Whatever the size of the initial dictionary, it can only increase by being appended to 

by the active learning module, as suggested in Line 7 of Algorithm 4.1 and explained in 

detail in Section 4.2.5.   

4.2.3 Subsequence Processing 

Subsequence processing refers to any domain specific preprocessing that must be done to 

prepare the data for the next stage (frequent pattern mining). We have already seen in 

Figure 1.2 and Figure 1.3 that z-normalization may be necessary [33]. More generally 

Challenge 2010: 101a: ECG V 

“Flatline”

Class Dictionary

C1 = Flatline

T1 = 0.001

seconds0 10
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this step could include downsampling, smoothing, wandering baseline removal, taking 

the derivative of the signal, filling in missing values, etc. In some domains very specialist 

processing may take place. For example, for ECG datasets, robust beat extraction 

algorithms exist that can detect and extract full individual heartbeats, and as we show in 

Section 4.3.3, converting from the time to the frequency domain may be required [15]. 

As shown in Algorithm 4.2-Line 3, after processing we attempt to classify the 

subsequence by comparing it to each time series in our dictionary, and assigning its class 

label to its nearest neighbor, if and only if it is within the appropriate threshold. If that is 

the case we increment the class counter, and the subsequence is simply discarded without 

passing it to the next stage.  

Algorithm 4.2  subsequnceProcessing (sub, dict) 

Require: subsequence time series sub from P and initialized dictionary dict.  

Ensure: Return subsequence time series sub after processed. 

  1:  sub ← domainDependentProcessing()  

  2:  [dist, index] ← nearestNeighborInDictionary(sub, dict) 

  3:  if dist < Tindex     // Item can be classified 

  4:      disp (‘An instance of calss ‘index’ was detected’) 

  5:      countindex ← countindex + 1 

  6:      sub ← null    // return null to signal that no further processing is needed 

  7:  return sub 

Assuming the algorithm processes the subsequence and finds it is unknown, it passes 

it onto the next step of frequent pattern maintenance, which is completely domain 

independent.   
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4.2.4 Frequent Pattern Maintenance 

As we discuss in more detail in the next section, any attempt to garner a label must have 

some cost, even if only CPU time. Thus, as hinted at in Figure 1.2/Figure 1.3 we plan to 

only ask for labels for patterns which appear to be repeated with some minimal fidelity. 

This reflects the intuition that a repeated pattern probably reflects some conserved 

concept that could be learned.  

The need to detect repeated time series patterns opens a host of problems. Note that 

the problem of maintaining discrete frequent items from unbounded streams in bounded 

space is known to be unsolvable in general, and thus has opened up an active area of 

research in approximation algorithms for this task [29]. However, we have the more 

difficult task of maintaining real-valued and high dimensional frequent items. The 

change from discrete to real-valued causes two significant difficulties.  

 Meaningfulness: We never expect two real-valued items to be equal, so how can we 

define a frequent time series? 

 Tractability: The high dimensionality of the data objects, combined with the inability 

to avail of common techniques and representations for discrete frequent pattern 

mining (hashing, graphs, trees and lattices [29]) seems to bode ill for our hopes to 

produce a highly tractable algorithm. 

Fortunately these issues are not as problematic as they may seem. Frequent item 

mining algorithms for discrete data must handle million-plus Hertz arrival rates [29]. 

However, most medical/human behavior domains have arrival rates are rarely more than 
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a few hundred Hertz. Likewise, for meaningfulness, a small Euclidean distance between 

two or more time series tells us that a pattern has been (approximately) repeated.  

We begin with the intuition of our solution to these problems. For the moment 

imagine we can relax the space and time limitations, and we could buffer all the data seen 

thus far. Further imagine, as shown in Figure 4.4, that we build a dendrogram for all the 

data. Under this assumption, frequent real-valued patterns would show up as dense 

subtrees in the dendrogram. 

Given this intuition, we have just two problems to solve. The first is to produce a 

concrete definition of “unusually dense subtree”. The second problem is to efficiently 

maintain a dendrogram in constant space with unbounded streaming data. 

While our constant space dendrogram can only approximate the results of the 

idealized ever-growing dendrogram, we have good reason to suspect this will be a good 

approximation. Consider the dense subtree shown in Figure 4.4; even if our constant 

space algorithm had thrown out any two of the four sequences in this clade, we would 

still have a dense subtree of size two that would be sufficient to report the existence of a 

repeated pattern. We will revisit this intuition with more rigor below. 
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Figure 4.4: A visual intuition of our solution to the frequent time series subsequence 

problem. The elements in a dense subtree (or clade) can be seen as a frequent pattern.    

We will maintain a dendrogram of size w in a buffer, where w is as large as possible 

given the space or (more likely) time limitations imposed by the domain. At most once 

per each time step
10

, the Subsequence Processing Module will hand over a subsequence 

for consideration. After this happens a subsequence from the dendrogram will be 

randomly chosen to be discarded in order to maintain constant space. At all times our 

algorithm will maintain the top most significant patterns in the dendrogram, and it is only 

this top-1 motif that will be visible to the active learning module discussed below. 

In order to define most significant motif more concretely we must first define one 

parameter, MaxSubtreeSize. The dense subtree shown in Figure 4.4 has four elements; a 

dense subtree may have fewer elements, as few as two. However, what should be the 

maximum allowed number of elements? If we allowed the maximum to be a significant 

fraction of w, the size of the dendrogram, we can permit pathological solutions as a 

subtree is only dense relative to the rest of the tree. Thus, we define MaxSubtreeSize to be 

                                                 
10

 Recall from Section 4.2.3 that the Subsequence Processing Module may choose to 

discard a subsequence rather than pass it to Frequent Pattern Maintenance.   

Unusually dense subtree

Most of the dendrogram truncated for clarity
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a small constant. Empirically, the exact value does not matter, so we simply use six 

throughout this work.    

We calculate the significance of the top motif in the following way. Offline, we take a 

sample time series from the domain in question and remove existing patterns by 

permuting the data. We use this “patternless” data to create multiple dendrograms with 

the same parameters we intend to monitor P under. We examine these dendrograms for 

all possible sizes of subtrees from two to MaxSubtreeSize, and as shown in Figure 4.5 we 

record the mean and standard deviation of the heights of these subtrees.  

 

Figure 4.5: left) The (partial) dendrogram shown in Figure 4.4 has its subtrees of size four 

ranked by density. right) The observed heights of the subtrees are compared to the 

expected heights given the assumption of no patterns in the data.   

These distributions tell us what we should expect to see if there are no frequent 

patterns in the new data stream P, as clusters of frequent patterns will show up as 

unusually dense subtrees. These distributions allow us to examine the subtrees of the 

currently maintained dendrogram and rank them according to their significance, which is 

simply defined as the number of standard deviations less than the mean is the height of 

the ancestor node. Thus, the significance of subtreei which is of size j is:   
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For example, in Figure 4.5.right we see that Subtree1 has a score of 3.42, suggesting it 

is much denser than expected. Note that this measure makes different sized subtrees 

commensurate.  

There are two issues we need to address to prevent pathological solutions. 

 Redundancy:  Consider Figure 4.5.left. If we report Subtree1 as the most significant 

pattern, it would be fruitless to report a contained subtree of size two as the next most 

significant pattern. Thus, once we find the i
th

 most significant subtree, all its 

descendant and ancestor nodes are excluded from consideration for the i
th

+1 to K most 

significant subtrees. 

 Overflow: Suppose we are monitoring an accelerometer on an individual’s leg. If she 

goes on a long walk, we might expect that single gait cycles might flood the 

dendrogram, and diminish our ability to detect other behaviors. Thus, we allow any 

subtree in the current list of the top K to grow upto MaxSubtreeSize. After that point, if 

a new instance is inserted into this subtree, we test to see which of the MaxSubtreeSize 

+ 1 items can be discarsded to create the tightest subtree of size MaxSubtreeSize, and 

the outlying object is discarded.  

In Algorithm 4.3 we illustrate a high level overview of the algorithm. 
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Algorithm 4.3  frequentPatternMaintenance (sub) 

Require: subsequence time series sub from P.  

Ensure: Return dictionary containing top k most significant concepts. 

  1:  if sub == null     // If null was passed in, do nothing return 

  2:      top ← null; return 

  3:  else                   

  4:      dendro ← insert (dendro, sub)    // |dendro|  is now w + 1 

  5:      top ← findMostSignificantSubtree(dendro) 

  6:      dendro ← discardALeafNode(dendro)    // |dendro|  back to size w 

  7:  return top 

Our frequent pattern mining algorithm has only a single value, w the number of 

objects we can keep in the buffer, which affects its performance. This is not really a free 

parameter, as w should be set as large as possible, given the more restrictive of the time 

or space constraints. However, it is interesting to ask how large w needs to be to allow 

successful learning. A detailed analysis is perhaps worthy of its own paper, so we will 

content ourselves here with a brief intuition. Imagine a version of our problem, simplified 

by the following assumptions. One in one hundred subsequences in the data stream 

belong to the same pattern, everything else is random data. Moreover, assume that we can 

unambiguously recognize the pattern the moment we see any two examples of it. Under 

these assumptions how does the size of w effect how long we expect to wait to discover 

the pattern?  Figure 4.6 shows this relationship for several values of w. 
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Figure 4.6: The average number of time steps required to find a repeated pattern with a 

desired probability, for various values of w. All curves end when they reach 99.5%.   

If w is set to 10 we must wait about 5,935 time steps to have at least a 99.5% chance 

of finding the pattern. If we increase w by a factor of ten, our wait time does decrease, but 

only by a factor of 3.6. In other words, there are rapidly diminishing returns for larger 

and larger values of w. These results are borne out by experiments on real datasets (cf. 

Section 4.3). A pathologically small value for w, say w = 2, will almost never stumble on 

a repeated pattern. However, once we make w large enough, we can easily find repeated 

patterns, and making w larger again makes no perceptible difference. The good news is 

that “large enough” seems to be a surprisingly small number, of the order of a few 

hundred for the many diverse domains we consider. Such values are easily supported by 

off-the-shelf hardware or even smartphones. In particular, all experiments in this thesis 

are performed in real time on cheap commodity hardware. 

Finally, we note that there are clearly exists real-world problems with extraordinarily 

rare patterns that would push the limits of our current naive implementation. However, it 

is important to note that our description was optimized for clarity of presentation and 

brevity, not efficiency. We can take advantage of recent research in online [8] and 

incremental [74] hierarchical clustering to bring the cost per time step down to O(w). 
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4.2.5 Active Learning System 

The active learning system which exploits the frequent patterns we discovered must be 

domain dependent. Nevertheless, we can classify two broad approaches, depending on 

the teacher (oracle) available. Teachers may be: 

 Strong Teachers which are assumed to give correct and unambiguous class labels. 

Most, but not all, strong teachers are humans. Strong teachers are assumed to have a 

significant cost. 

 Weak Teachers which are assumed to provide more tentative labels. Most, but not all 

weak teachers are assumed to be algorithms, however, they could be input of a 

crowdsourcing algorithm, or a classification algorithm that makes errors but performs 

above the default rate. 

The ability of our algorithm to maintain frequently occurring time series opens a 

plethora of possibilities for active learning. Two common frameworks for active learning 

are Pool-Based sampling and Stream-Based sampling [84]. In Pool-Based sampling we 

assume there is a pool of unlabeled data available, and we may (at some cost) request a 

label for some instance, In Stream-Based sampling we are presented unlabeled examples 

one at a time and the learner must decide whether or not it is worth the cost to request its 

label. Our framework provides opportunities that can take advantage of both scenarios; 

we are both maintaining a pool of instances in the dendrogram, and we also see a 

continuous stream of unlabeled data.  

Because this step is necessarily domain dependent, we will content ourselves here with 

giving real world examples, and defer creating a more general framework to future work.   
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Given our dictionary-based model the only question that remains in when we should 

trigger a query to the teacher, and what action we should take given the teacher’s 

feedback. 

4.2.5.1 When to trigger queries  

Different assumptions about the teacher model and its associated costs can lead to 

different triggering mechanisms [84]. However, most frameworks can reduce to questions 

of how frequently we should ask questions. A conservative questioner that only asks 

questions rarely may miss opportunities to learn concepts, whereas an aggressive 

questioning policy will accumulate large costs and will frequently ask questions about 

data that are unlikely to represent any concept.  

For any given domain, we assume that the teacher will tell us how many queries on 

average they are willing to answer in a given time period. For example, our cardiologist 

(c.f. Section 4.3.3) is willing to answer two queries per day from a system recording a 

healthy adult patient undergoing a routine sleep study, but twenty queries per day from a 

system monitoring a child in an ICU who has had recent increase in her SOFA score [37].  

Let SR be the sampling rate of P, and QR be the mean number of seconds between 

queries that the teacher is willing to tolerate. We can then calculate the trigger threshold 

as: 

(1/ ( ))triggerthreshold probit SR QR    

We defer a detailed derivation to [5].  This equation assumes the distributions of 

heights of subtrees (e.g. Figure 4.5.right) are approximately Gaussian, a reasonable 

assumption when j ≪ w. 
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4.2.5.2 Learning a concept: Strong teacher case 

In Algorithm 4.4 the active learning system begins by comparing the significance (c.f. 

Section 4.2.4) of the top motif to this user supplied trigger threshold. If the motif 

warrants bothering the teacher, the get_labels function is invoked. The exact 

implementation of this is domain dependent, requiring the teacher to examine images, 

short audio or video snippets, or in one instantiation we discuss below, the bodies of 

insects, and provide labels for these objects.  Once the labels have been obtained, then in 

Line 5 the dictionary is updated.  

We have two tasks when updating the dictionary. First we must create the concept Ci, 

we can do this by either averaging the objects in the motif or choosing one randomly. 

Empirically, both perform about the same, which is unsurprising since the variance of the 

motif must be very low to pass the trigger threshold. The second thing we must do is 

decide on a value for threshold Ti. Here we could leverage off a wealth of recent 

advances in One-Class Classification [35], however, for simplicity we simply set the 

threshold Ti to three times the top subtree’s height. As we shall see, this simple idea 

works so well that more sophisticated ideas are not warranted, at least the domains we 

investigated.  
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Algorithm 4.4  activeLearningSystem (top, dict) 

Require: dictionary containing top k most significant concepts and the whole dictionary 

dict.  

Ensure: Return dictionary containing concepts dict. 

  1:  if (significance(top) < trigger threshold)    // The subtree is not worth investigating 

  2:      dict ← dict; return 

  3:  elseif inStrongTeacherMode 

  4:      labels ← getLabels(top) 

  5:      dict ← updateDictionary(dict, top, labels) 

  6:  else 

  7:      spawnWeakLearnerAgent(top) 

  8: return dict 

4.2.5.3 Learning a concept: Weak teacher case 

A weak teacher can leverage off side information. For concreteness we will give an 

illustration that closely matches an experiment we consider in Section 4.3.6, however, we 

envision a host of possible variants (hence our insistence that this phase be domain 

dependent). As illustrated in Figure 4.7.top, we can measure the X-axis acceleration on 

the wrist of the subject as he works with various tools. Moreover, RFID tags mounted on 

the tools can produce binary time series which record which tools are close to the user’s 

hand, although these binary sensors clearly cannot encode any information about whether 

the tool is being used or carried or cleaned, etc. At some point our active learning 

algorithm is invoked in weak teacher mode with pattern C1, which happens (although we 

do not know this) to correspond to an axe swing.  

The weak teacher simply wait for future occurrences of the pattern to be observed, and 

then, as shown in Figure 4.7.middle immediately polls the binary sensors for clues as to 

C1’s label. 
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In the example in shown in Figure 4.7.bottom after the first detection of C1 we have 

one vote for Axe, and one for Cat, and zero for Bar. However, by the third detection 

of C1 we have seen three votes for Axe, one for Bar and one for Cat. Thus we can 

compute that the most likely label for C1 is Axe, with a probability of 0.6 = 3 / (3 + 1 

+1). 

 

Figure 4.7: An illustration of a weak teacher. top) A stream P in which we detect three 

occurrences of the pattern C1. middle) At the time of detection we poll a set of binary 

sensors to see which of them are active.  bottom) we can use the frequency of 

associations between a pattern and binary “votes” to calculate probabilities for C1’s class 

label. 

This simple weak teaching scheme is the one we use in this work and we empirically 

evaluate it in Section 4.3.6. However, we recognize that more sophisticated formulations 

can be developed. For example, our approach assumes that the binary sensors are mostly 

in the off position. A more robust method would look at the prior probability of a sensor’s 

state, and the dependence between sensors. Our point here is simply to provide an 

existence proof of a system that can learn without human intervention.  
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Finally, note that the sensors polled do not have to be natively binary. They could be 

normally real-valued, for example, an accelerometer time series can be discretized to 

binary {has moved in the last 10-sec, has not moved in the last 10-sec}. 

4.3 Experiments 

We begin by noting that all code and data use in this thesis, together with addition details 

and many additional experiments are archived in perpetuity at [5].  

While true never-ending learning systems are our ultimate goal, here we content 

ourselves with experiments that last from minutes to days. Our experiments are designed 

to demonstrate the vast range of problems we can apply our framework to. 

We do not consider the effect of varying w on our results. As noted in Section 4.2.4, 

once it is set to a reasonable value (typically around 250) its value makes almost no 

difference, and we can process streams with such values in real-time for all the problems 

considered below. 

Because our system discards subsequences randomly, where possible, we test each 

dataset 100 times and report the average performance. For each class, we report the 

number of times the class is learned, as well as the average precision and recall [79]. To 

compute the average precision and recall, we count in each run the number of true 

positives, false positives and false negatives after the class is first added to the dictionary. 
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4.3.1 Activity Data 

We begin with a short but visually intuitive domain, the activity dataset of [89]. This 

dataset consists of a 13.3 minute 10-fps video sequence (thresholded to binary by the 

original authors) of an actor performing one of eight activities. From this data the original 

authors extracted 721 optical flow time series. We randomly chose just one of these time 

series to act as P, with S being the original video. 

We set our trigger threshold to 3.5, which is the value that we expect to spawn about 

three requests for labels on each run, and we assume a label is given after a delay of ten 

second. Figure 4.8.left shows the first query shown to the teacher on the first run. 

 

Figure 4.8: left) A query shown to the user during a run on the activity dataset, the 

teacher labeled it Pushing and a new concept C1 was added to the dictionary. right) 

About 9.6 minutes later the classifier detected a new example of the class.  

The teacher labeled this Pushing, and the concept was inserted into the dictionary. 

About 9.6 minutes later, this classifier correctly claimed to spot a new example of this 

class as shown in Figure 4.8.right.  This dataset has the interesting property that the actor 

starts in a canonical pose and returns to it after completing the scripted action at eight-

second intervals. This means that we can permute the data so long as we only “cut and 
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paste” at multiples of eight seconds. This allows us to test over one hundred runs and 

smooth our performance estimates. 

Averaged over one hundred runs we achieved an impressive 41.8% precision and 

87.96% recall on the running concept. On some other concepts we did not fare so 

well. For example, we only achieved 19.87% precision and 51.01% recall on the 

smoking concept. However, this class has much higher variably in its performance, and 

recall that we only used a single time series of the 721 available for this dataset. 

4.3.2 Invasive Species of Flying Insects 

Recently it has been shown that it is possible to accurately classify the species
11

of flying 

insects by transforming the faint audio produced by their flight into a periodogram and 

doing nearest neighbor time series classification on this representation [15]. Figure 4.9 

demonstrates the practicality of this idea. 

 

Figure 4.9: top) An audio snippet of a female Cx. stigmatosoma pursued by a male. 

bottom left) An audio snippet of a common house fly.  bottom right) If we convert these 

sound snippets into periodograms we can cluster and classify the insects. 
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This allows us to classify known species, for example species we have raised in our 

lab to obtain training data. However, in many insect monitoring settings we are almost 

guaranteed to encounter some unexpected or invasive species; can we use our framework 

to detect and classify them? At first blush, this does not seem possible. The S data source 

is a high quality audio source, and while entomologists could act as our teachers, at best 

they could recognize the sound at the family level, i.e.  some kind of Apoidea (bee). We 

could hardly expect them to recognize which of the 21,000 or so species of bee they 

heard.  

We had considered augmenting S with HD video, and sending the teacher short video 

clips of the novel insects. However, many medically and agriculturally important insects 

are tiny, for example, some species of Trichogramma (parasitic wasps) are just 0.2 mm, 

about the size of the period at the end of this sentence.  

Our solution is to exploit the fact that some insect traps can physically capture the 

flying insects themselves and recorded-their time of capture [69]. Thus, the S data source 

is audio snippets of the insects as they flew into the trap, and the physical bodies of 

insects. Naturally this causes a delay in the teaching phase, as we cannot digitally 

transmit S to the teacher, but must wait till she comes to physically inspect the trap, once 

a day. 

Using insects raised from larvae in our lab we learned two concepts: Culex 

stigmatosoma male (Cstig♂) and female (Cstig♀). These concepts are just the 

periodograms shown in Figure 4.9 with the thresholds that maximized cross-validated 

accuracy. 
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With the two concepts now hard coded into our dictionary, we performed the 

following experiments. On day one we released 500 Cx. stigmatosoma of each sex, 

together with two members of an invasive species. If we cannot detect the invasive 

species, we increase their number for the next day, and try again until we do detect them. 

After we have detected the invasive species, the next day we release 500 of them with 

500 Cx. stigmatosoma of each sex and measure the precision/recall of detection for all 

three classes. We repeated the whole procedure for three different species to act as our 

invasive species. Table 4.1 shows the results.  

Number of insects before detection Precision / Recall 

invasive species name invasive species Cstig♂ Cstig♀ 

Aedes aegypti ♀ 3 0.91 / 0.86 0.88/0.94 0.96/0.92 

Culex tarsalis ♂ 3 0.57 / 0.66 0.58/0.78 1.00/0.95 

Musca domestica  ♂ and ♀ 7 0.98 / 0.73 0.99/0.95 0.96/0.94 

Table 4.1: Our Ability to Detect then Classify Invasive Insects. 

Recall that the results for Cstig♂ and Cstig♀ test only the representational power of 

dictionary model, as we learned these concepts offline. However, the results for the three 

invasive species do reflect our ability to learn rare concepts (just 3 to 7 sub-second 

occurrences in 24 hours), and having learned these concepts we tested our ability to use 

the dictionary to accurately detect further instances. The only invasive species for which 

we report less than 0.9 precision is Cx. tarsalis ♂, which is a sister species of the Cx. 

stigmatosoma and thus it is not surprising that our precision falls to a (still respectable) 

0.57. 
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4.3.3 Long Term Electrocardiogram  

We investigated BIDMC Dataset ch07, a 20-hour long ECG recorded from a 48-year old 

male with severe congestive heart failure [1][41]. This record has 17,998,834 data points 

containing 92,584 heartbeats. As shown in Table 4.2, the heartbeats have been 

independently classified into five types.  

Name Abbreviation Frequency (%) 

Normal N 97.752 

R-on-T Premature Ventricular Contraction r 1.909 

Supraventricular Premature or Ectopic Beat S 0.209 

Premature Ventricular Contraction V 0.104 

Unclassifiable Beat Q 0.025 

Table 4.2: The ground truth frequencies of beats in BIDMCch07. 

In Figure 4.10, we can see this data has both intermittent noise and a wandering 

baseline, we did not attempt to remove either. 

 

Figure 4.10: A small snippet (0.0065%) of BIDMCch07 Lead 1. 

Let us consider a single test run. After 45 seconds the system asked for a label for the 

pattern shown in Figure 4.11.left. Our teacher, Dr. Criley
12

 gave the label Normal(N). 
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Just two minutes later the system asked for a label for the pattern shown in Figure 

4.11.center, here Dr. Criley annotated the pattern as R-on-T PVC (r).  

These two requests happened so quickly that the attending physician that hooked up 

the ECG apparatus will be in the same room and able to answer the queries directly. The 

next request for a label does not occur for another 9.5 hours, and we envision it being 

sent by email to the teacher. As shown in Figure 4.11.right our teacher labeled it PVC 

(V). 

 

Figure 4.11: left to right) Three patterns discovered in our ECG experiment. top to 

bottom) The motif discovered and used to query the teacher. The learned concept. Some 

examples of true positives. Some examples of false positives.  

In this run the class (S) was also learned, but just thirty minutes before the end of the 

experiment. We did not discover class (Q), however it is extremely rare and as hinted at 

by its name (Unclassifiable Beat) very diverse in it appearance. 

Because the data has being independently annotated beat-by-beat by an algorithm, we 

can use this ground truth as a virtual teacher and run our algorithm 100 times to find the 

average precision and recall, as shown in Table 4.3. We note however that our 

cardiologist examined some of the “false positives” of our algorithm and declared them 

to be true positives, suggesting that some of the annotations on the original data are 
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incorrect. In fairness, [1] notes the data was “prepared using an automated detector and 

has not been corrected manually.” Thus, we feel the numerical results here are 

pessimistic.       

Class Detection Rate Precision Recall 

Normal (N) 100% 0.9978 0.9948 

R-on-T PVC (r) 100% 0.9147 0.8080 

Supraventricular (S) 100% 0.5028 0.4141 

PVC (V) 100% 0.2342 0.6775 

Unclassifiable (Q) 0% - - 

Table 4.3: Results on BIDMCch07. 

Beyond the objectively correct cardiac dysrhythmias discovered by our system, we 

frequently found our algorithm has the ability to surprise us. For example, after eighteen 

minutes of monitoring BIDMC-chf07-lead 2 [1], the algorithm asked for a label for the 

extraordinary repeated pattern shown in Figure 4.12. 

 

Figure 4.12: A pattern (green/bold) show with surrounding data for context, discovered in 

lead 2 of BIDMCch07. 

The label given by the teacher, Dr. Criley was “Interference from nearby electrical 

apparatus:  probably infusion pump”. Having learned this label our algorithm detected 

fifty nine more occurrences of it in the remaining twenty hours of the trace. A careful 

retrospective examination of the data suggests that the algorithm had perfect 

precision/recall on this unexpected class. 

275,500 One Second 277,500

BIDMC-chf07 Lead 2
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4.3.4 Bird Song Classification 

Recently a worldwide citizen science project called Bat Detective [2] has being using 

crowdsourcing to attempt to count bat populations by having volunteers classify sounds 

as one of {bat, insect, mechanical} (the latter class is a umbrella term for sounds 

created by human activities). In our efforts to volunteer for this project we noted that the 

majority of signals the system asked us to classify are wind noise or other low interest 

signals (see [5] for sample screenshots. We wondered if our framework would allow 

more useful queries to be sent to the users, thus making more effective use of their time.  

We do not have ready access to bat sounds, so we produced a similar system for bird’s 

sounds. To produce a dataset for which we had ground truth we did the following. We 

recorded an hour at midnight at the UCR botanical gardens on January 12 2012. A careful 

human annotation of the sound file reveals wind noise, voices in the distance, low volume 

rumbles from aircraft, etc, but no obvious wildlife calls. Using data from xeno-canto.org 

we randomly embedded ten examples of short (about 3 seconds) calls of a Tawny Owl in 

the data. Using the raw audio as S, and a single 100Hz Mel-Frequency Cepstral 

Coefficient (MFCC) as P, we ran our algorithm on this data.  As Figure 4.13 shows our 

system can easily recover the patterns. 
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Figure 4.13: The motif discovered in the first run on the bird dataset. right) One snippet 

in three representations, bottom-to-top a spectrogram, an oscillogram and the MFCC we 

used.  

The snippets may be heard at [5], they are easily identifiable as an owl, and however, it 

is less clear if an ornithological crowdsourcing community could identify them as a 

Tawny Owl. 

4.3.5 Understanding Sapsucking Insect Behavior 

Insects in the order Homoptera feed on plants by using a feeding tube called a stylet to 

suck out sap. This behavior is damaging to the plants, and it has been estimated that 

species in this order cause billions of dollars of damage to crops each year. Given their 

economic importance, hundreds of researchers study these insects, and increasingly they 

use a tool called an Electrical Penetration Graph (EPG), which as shown in Figure 4.14, 

adds the insect to an electrical circuit and measures the minuscule changes in voltage that 

occur as the insect feeds [56]. 

While there are now about ten widely agreed upon behaviors that experts can 

recognize in the EPG signals, little progress has been made in automatic classification in 

this domain. One reason for this is that the 32,000 species that make up order Homoptera 

are incredibly diverse; for example their size ranges over at least three orders of 
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magnitude. Thus, for many species an expert could claim of a given behavior “I know it 

when I see it”, but they could not expect a template from even a related species to match.  

As such, this is perfect application for our framework, and several leading experts on 

this apparatus agreed to help us by acting as teachers. 

 

Figure 4.14: left) A tethered brown leafhopper. right) A schematic diagram of the circuit 

for recording EPGs. bottom) A snippet of data produced during one of our experiments.  

Let us consider a typical run on a dataset consisting of a Beet Leafhopper (Circulifer 

tenellus) recorded by Dr. Greg Walker of UCR Entomology Department. Dr. Elaine 

Backus of the USDA, one of the co-inventors of the EPG apparatus, agreed to act as the 

teacher. She was only given access to the requests from our system; she could not see the 

whole time series or the insect itself. After 65 seconds the system requested a label for 

the three patterns shown in Figure 4.15.top.left. Dr. Backus labeled the pattern: phloem 

ingestion with interruption for salivation. After 13.2 minutes the system requested a 

label for behavior shown in Figure 4.15.top.right. Dr Backus labeled this pattern: 

transition from non-probing to probing. The former learned concept went on to classify 
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twenty-four examples, and the latter concept classified six. Examples of both can be seen 

in Figure 4.15.bottom. 

 

Figure 4.15: top-row) The two concepts discovered in the EPG data. bottom-row) 

Examples of classified patterns.  

A careful retrospective study of this dataset suggests that we had perfect precision and 

recall on this run. Other runs on different datasets in this domain had similar success [5].  

4.3.6 Weak Teaching Example: Elder Care 

The use of sensors placed in the environment and/or on parts of human body has shown 

great potential in effective and unobtrusive long term monitoring and recognizing the 

activities of daily living [85][80]. However, labeling accelerometer and sensor data is still 

a great challenge and requires significant human intervention. In [80] the authors 

bemoaned the fact that high quality annotation is an order of magnitude slower than real-

time, “A 30-minutes video footage requires about 7-10 hours to be annotated.” In this 

example we leverage off our weak teacher framework to explore how well the framework 

can label the sensor data without any human intervention. 
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We consider the dataset of [85] in which comes from an activity monitoring and 

recognition system is created using a 3D accelerometer and RFID tags mounted on 

household objects. A sensor containing both an RFID tag reader and a 3D accelerometer 

is mounted on the dominant wrist. Volunteers were asked to perform housekeeping 

activities in any order of their choosing to the natural distribution of activities in their 

daily life. Thus, the dataset is multidimensional time series with three real-valued and 38 

binary dimensions.   

For our experiment, we consider the just the X-axis acceleration sensor. The active 

learning algorithm is set in weak teacher mode. After 24 seconds the system finds a 

concept C1, worth exploring (Figure 4.16.top.left). As we can see in Figure 4.16, our 

algorithm waited for the next occurrence of the pattern (it happens that three occur close 

together) and it polls the 38 binary RFID-detected sensors to see which are on. 

 

Figure 4.16: top) After we have learned the concept C1 our system monitors for future 

occurrences of it. Here it sees three examples in a row. bottom) By polling the binary 

RFID sensors when a “hit” for C1 is detected, we can learn that the concept is associated 

with ‘glove’. 

Our algorithm found an additional ten subsequences similar to the template. For six of 

these subsequences only the RFID tag sensor labeled glove was on. Of the remaining 
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four hits, just the iron was on for three times and just fan was on once. Thus, we end 

up with the probabilities shown in Figure 4.17.right.  

 

Figure 4.17: top) A zoom-out of the time series shown in Figure 4.16. bottom) The 

probability of concept C1 been associated with various items. Of 38 possibilities only 3 

have non zero entries.  

In Figure 4.18, we show the relevant subsequences. Here, the true positives are 

subsequences that voted for glove, and the false positives voted for iron or fan. After 

a careful check of the original data we discovered that the pattern actually corresponds to 

dishwashing, which is the only behavior for which the participant wore gloves.  

 

Figure 4.18: top-left) The motif discovered in our Elder care sensor experiment and 

averaged into concept C1 (bottom-left). Examples of true positives and false positives. 
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4.4 Conclusion 

In this chapter, we introduce the first never-ending framework for real value time series 

streams. We show our system is scalable, able to handle 250Hz with ease (cf. Section 

4.3.3) and that it is robust to significant noise (cf. Figure 4.15 and Figure 4.18). 

Moreover, by applying it to very diverse domains we have shown it is a very general and 

flexible framework. In future work, we hope to remove the few assumption/parameters 

we have and apply our ideas to year-plus length streams. We have made all our code and 

data freely available [5] and hope to see our work built upon and applied to an even 

richer set of domains. 
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Chapter 5 

Conclusion 

Discovery of structures from rich, diverse data is a challenging task, and thanks to rapid 

improvements in data mining/machine learning community, many proposed robust 

system can effectively solve different domain problems. For example, audio processing is 

one of the most difficult but highly demanded tasks to be solved. Automatic speech 

recognition system, for example, has been applied to healthcare, military, telephony 

areas, and is very convenient for our daily lives. Speech recognition and music analysis 

have achieved impressive improvements so far, however, most research on monitoring 

animal sound to measure the health level of the ecosystem still just replies on human 

speech techniques, which are ill-suited for the task. Therefore, it is essential to build 

unified frameworks because tuning parameters is not easy for domain experts. Moreover, 

processing high speed streaming data efficiently is an essential task for many practical 

applications in various domains.  

In this thesis, we first discussed the utilization of audio fingerprint, which is a 

powerful primitive representation to investigate animal sounds, and allows us to achieve 

different level species classification, and recognize rare species animals. Moreover, the 
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algorithm provides interpretable evaluation, therefore, can give domain experts better 

intuition of their disorganized data collections.  

We introduced a scalable and general approach to find repeated patterns in large audio 

data archives by an anytime framework in Chapter 3, where we demonstrated our 

algorithm on various domains, such as finding audio motifs in human speech, music, 

laboratory mice vocalization, wild animal sounds, etc. We demonstrated that our 

algorithm can find semantically meaningful patterns in human speech, corresponding 

animal behaviors by checking the with domain experts.  

Lastly, we introduced the first, scalable, never-ending learning framework for real 

valued time series streams, which could be a proxy for high dimensional data, such as 

audio, image, video, etc. We demonstrated our framework in diverse domains, including 

data generated from human motion capture/monitoring, ECG, EPG, animal sounds, etc.  
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